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ABSTRACT OF THE DISSERTATION

Fault Tolerance for Iterative Methods in High-Performance Computing

by

Dingwen Tao

Doctor of Philosophy, Graduate Program in Computer Science
University of California, Riverside, June 2018

Dr. Zizhong Chen, Co-Chairperson
Dr. Franck Cappello, Co-Chairperson

Iterative methods are commonly used approaches to solve large, sparse linear systems, which

are fundamental operations for many modern scientific simulations. When the large-scale

iterative methods are running with a large number of ranks in parallel, they are anticipated

to be more susceptible to soft errors in both logic circuits and memory subsystems and

fail-stop failures in the entire system, considering large component counts and lower power

margins of emerging high-performance computing (HPC) platforms.

To protect iterative methods from soft errors, we propose an online algorithm-

based fault tolerance (ABFT) approach to efficiently detect and recover soft errors for

iterative methods. We design a novel checksum-based encoding scheme for matrix-vector

multiplication that is resilient to both arithmetic and memory errors. Our design decouples

the checksum updating process from the actual computation and allows adaptive checksum

overhead control. Building on this new encoding mechanism, we propose two online ABFT

designs that can effectively recover from errors when combined with a checkpoint/rollback

scheme. These designs are capable of addressing scenarios under different error rates. Our
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ABFT approaches apply to a wide range of iterative solvers that primarily rely on matrix-

vector multiplication and vector linear operations. We evaluate our designs through com-

prehensive analytical and empirical analysis. Experimental evaluation on the Stampede

supercomputer demonstrates the low-performance overheads incurred by our two ABFT

schemes for preconditioned CG (0.4% and 2.2%) and preconditioned BiCGSTAB (1.0%

and 4.0%) for the largest SPD matrix from UFL Sparse Matrix Collection. The evaluation

also demonstrates the flexibility and effectiveness of our proposed designs for detecting and

recovering various types of soft errors in iterative methods.

Iterative methods have to checkpoint the dynamic variables periodically in case

of unavoidable fail-stop errors, requiring fast I/O systems and large storage space. Thus,

significantly reducing the data to be checkpointed is critical to improving the overall per-

formance of iterative methods. Lossy compression allowing user-controlled data loss can

significantly reduce the I/O burden. To this end, we design a new error-controlled lossy

compression algorithm for large-scale scientific data. We significantly improve the predic-

tion accuracy for each data point based on its nearby data values along multiple dimensions.

We derive a series of multilayer prediction formulas and their unified formula in the context

of data compression. One serious challenge is that the data prediction has to be performed

based on the preceding decompressed values during the compression in order to guarantee

the error bounds, which may degrade the prediction accuracy in turn. We explore the best

layer for the prediction by considering the impact of compression errors on the prediction

accuracy and propose an adaptive error-controlled quantization encoder, which can further

improve the prediction accuracy considerably. The data size can be reduced significantly
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after performing the variable-length encoding because of the uneven distribution produced

by our quantization encoder. We evaluate the new compressor on production scientific data

sets and compare it with many other state-of-the-art compressors. Experiments show that

our compressor is the best in class, especially with regard to compression factors (a.k.a.

compression ratios) and compression errors. Our solution is better than the second-best

solution by more than a 2x increase in the compression factor and 3.8x reduction in the nor-

malized root mean squared error on average, with reasonable error bounds and user-desired

bit-rates.

Finally, we design a novel lossy checkpointing scheme that can significantly improve

the checkpointing performance of iterative methods by leveraging our proposed lossy com-

pression to tolerate failure-stop failures. We formulate a lossy checkpointing performance

model and derive theoretically an upper bound for the extra number of iterations caused by

the distortion of data in lossy checkpoints, in order to guarantee the performance improve-

ment under the lossy checkpointing scheme. We analyze the impact of lossy checkpointing

(i.e., the extra number of iterations caused by lossy checkpointing files) for multiple types of

iterative methods. We evaluate the lossy checkpointing scheme with optimal checkpointing

intervals on a HPC environment with 2,048 cores, using a well-known scientific computa-

tion package PETSc and a state-of-the-art checkpoint/restart toolkit. Experiments show

that our optimized lossy checkpointing scheme can significantly reduce the fault tolerance

overhead for iterative methods by 23%∼70% compared with traditional checkpointing and

20%∼58% compared with lossless-compressed checkpointing, in the presence of system fail-

ures.
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Chapter 1

Introduction

Supercomputers are being built with an increasing number of complex compo-

nents, each of which has growing on-chip transistor density [77]. Together with a renewed

emphasis on limiting power and energy consumption, this is anticipated to result in these

systems being increasingly susceptible to soft errors in both logic circuits and memory

subsystems and fail-stop errors in entire systems. Soft errors are the errors that do not

lead to noticeable system crashes, but to silent data corruption (SDC). This phenomenon

has already been observed on several real-world leadership-class supercomputers [21, 72].

Failure-stop failures are the unrecoverable faults that interrupt the execution of the appli-

cation [38]. Recently, a study [18] of the Blue Waters system showed that an event that

required remedial repair action occurred every 4.2 hours on average and that systemwide

events occurred approximately every 160 hours.

Scientific simulations involving partial differential equations (PDEs) require solv-

ing sparse linear system within each timestep. At large scale, sparse linear systems are

1



solved by using iterative methods, such as the conjugate gradient (CG) method. Thus,

iterative methods are one of the most crucial components determining the scalability and

efficiency of high-performance computing (HPC) applications. For example, Becciani et

al. [16] presented a study of solving a 5-parameter astrometric catalogue at the micro-

arcsecond level for about 1 billion stars of our Galaxy under a cornerstone mission (called

Gaia) launched by European Space Agency. Their experimental results show that solving

the resulting sparse linear system of 7.2 × 1010 equations for the last period of the Gaia

mission can take 1,000 to 4,000 iterations for convergence, totaling up to 1.96×105 seconds

(i.e., more than 54 hours) on 2,048 BlueGeneQ nodes. When running iterative methods

on HPC environments using potentially tens of thousands of nodes and millions of cores

for hours or days towards exascale computing [14], soft errors and failure-stop failures are

inevitable. Accordingly, how to effectively protect the iterative methods against such errors

is an important research issue, determining the overall performance of iterative methods in

HPC environments.

System-level resilience solutions for SDCs can be very expensive for HPC sys-

tems. In order to address this issue, fault tolerance can be developed from application level,

which can leverage the semantics and structure of a specific application. Algorithm-based

fault tolerance (ABFT) represents a middle ground between application-level fault tolerance

and system-level fault tolerance. ABFT technique is an approach proposed by Huang and

Abraham [48] to detect and possibly correct errors at a lower cost than double- or triple-

modular redundancy, which encodes a small amount of redundancy into the computation

and uses this redundancy later to detect and correct errors. These approaches exploit the

2



characteristics of an algorithm to encode a small amount of redundancy into the computa-

tion. This redundancy is later used to detect and correct errors. Much existing work on

ABFT strategies is built on a checksum-encoding scheme designed for matrix-matrix multi-

plication. While this scheme has been extended to cover a wide range of related algorithms

[75, 76, 86, 88, 87, 55], however, we show that it is not sufficient to construct ABFT schemes

for matrix-vector multiplication (MVM) due to its inability to detect soft errors if the in-

put vector is corrupted. To this end, in this thesis, we design a novel checksum-encoding

scheme that can tolerate soft errors in both logic circuits (e.g., arithmetic operations) and

the memory subsystems (e.g., memory, cache and register bit-flips). Our checksum scheme

supports eager (immediate) and lazy (after several iterations) error detection by detecting

an arbitrary number of errors across multiple operations. Based on the new checksum-

encoding scheme, we propose a novel ABFT approach to tolerate soft errors in iterative

methods, which primarily consist of matrix-vector multiplication (MVM) and vector linear

operations (VLOs).

Many ABFT approaches have been proposed to tolerate soft errors with iterative

methods, and they work efficiently because of little storage overhead. However, tolerat-

ing fail-stop errors is much more challenging because it requires checkpointing or saving

multiple large vector data sets at runtime, leading to large checkpointing overhead. More

generally, today’s HPC applications are producing extremely large amounts of data, such

that data storage, transmission, and postanalysis are becoming more challenging for scien-

tific research. The limitation comes from the limited storage capacity and I/O bandwidth

of parallel file systems in production facilities. For example, Cosmology simulations such
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as the Hardware/Hybrid Accelerated Cosmology Code (HACC) [45] are typical examples

of parallel executions facing this issue. HACC solves an N-body problem involving domain

decomposition, a medium-/long-range force solver based on a particle-mesh method, and

a short-range force solver based on a particleparticle/ particle-mesh algorithm. According

to cosmology researchers, the number of particles to simulate can be up to 3.5 trillion in

today’s simulations (and even more in the future), which leads to 60 PB of data to store;

yet a system such as the Mira supercomputer [4] has only 26 PB of file system storage.

Currently, HACC users rely on decimation in time, storing only a fraction of the simulation

snapshots, to reduce the pressure on the storage system. A reduction factor of 80% to 90%

is commonly used. At exascale, temporal decimation will not be enough to address the

limitations of the storage system: snapshots will be so large (each in the range of 5 PB)

that the time to store each snapshot (83 minutes on a storage system offering a sustained

bandwidth of 1 TB/s) will become a serious problem. We note that lossy compression al-

lowing user-controlled data loss can significantly reduce the I/O burden. To this end, we

design a new error-controlled lossy compression algorithm for large-scale scientific data.

Finally, we design an efficient execution scheme, specifically a lossy checkpointing

scheme, in order to reduce the checkpointing size and improve the overall performance for

iterative methods running in the presence of failures. Unlike the traditional checkpointing

approach, our lossy checkpointing scheme integrates a lossy compression technique (e.g.,

our proposed lossy compressor) into the checkpoint/restart model. That is, the check-

pointing data is compressed by a lossy compressor before being moved to the parallel file

system (PFS), which is an approach that can significantly reduce the run-time checkpoint-
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ing overhead. Upon a failure, the latest checkpointing file is loaded and goes through a

decompression step to reconstruct the checkpointing data for the recovery of the iterative

execution.

Checkpoint/restart research has been conducted for decades in order to optimize

the performance of various large-scale scientific executions, but lossy-compressed check-

pointing is rarely studied. Lossy compressed checkpointing raises two challenging issues. (1)

What is the impact of lossy checkpointing data on the execution performance? Specifically,

can the iterative methods still converge, or how many extra iterations will be introduced

after restarting from a lossy checkpoint? (2) Is adopting lossy compression in the check-

pointing model a worthwhile method for improving the overall performance? Specifically,

how much performance gain can be achieved based on the checkpoints with reduced size?

We will attempt to answer these questions in this thesis.

1.1 Problem Statement

The main problem in this thesis is to design efficient and scalable fault-tolerant

techniques for iterative methods that are resilient to both soft errors and failure-stop fail-

ures. The algorithms and implementations are for large-scale HPC applications on high-

performance computing facilities. Iterative methods for solving general, large sparse linear

systems mainly include Stationary Iterative Methods (e.g., Jacobi, Gauss-Seidel, SOR),

Krylov Subspace Methods (e.g., CG, GMRES, and BiCGSTAB) and their preconditioned

variants, as they are the core computational components for iterative solvers in many high-

performance scientific computation libraries, such as PETSc [12] and Trilinos [47]. Soft
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errors include single and multiple bit-flips in memory subsystems (e.g., memory, cache and

register) and arithmetic faults in logic circuits (e.g., Floating-Point Units (FPUs)). Failure-

stop failures include all hardware faults, and some software ones that can interrupt the

execution of the application.

1.2 Thesis Statement

Modified matrix and vector encoding scheme and appropriate checksum verifica-

tion can enable efficient detection and correction of soft errors in iterative methods with low

overheads on HPC environments. Error-controlled lossy compression of scientific data can

significantly reduce the storage and I/O burden for HPC applications. The performance

of checkpointing for iterative methods can be improved by leveraging error-controlled lossy

compression with presence of failure-stop failures.

1.3 Contributions

1.3.1 For Soft Errors in Iterative Methods

To enable high error-detection coverage and low overhead, we propose a new check-

sum encoding mechanism that guarantees that only the checksum relationship of the output

vector needs to be verified to detect any soft error in MVM or VLO operations in itera-

tive methods. Unlike traditional checksum schemes, our design can tolerate cache and

register bit-flips and does not require additional checksum verifications after every vector-

generating operation. Based on this new checksum encoding scheme, we developed two

on-line ABFT algorithms—basic and two-level—for general iterative methods, allowing er-
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rors to be detected eagerly or lazily based on system error rates. More specifically, the

primary contributions of this paper are:

• A novel checksum encoding scheme for matrix-vector multiplication and precondition-

ers, separating the checksums from their corresponding encoded matrix and vectors,

leading to schemes that compute the output checksum directly from the inputs’ check-

sums;

• Proof that the new checksum scheme can detect soft errors in both the logic circuits

and the memory subsystem;

• An ABFT scheme for iterative methods that allows the errors to be detected eagerly

or lazily;

• A technique to efficiently correct one error and detect the presence of multiple errors

in a vector;

• Two online ABFT designs based on the new encoding mechanism;

• Detailed theoretical and empirical comparison between the proposed designs and state-

of-the-art approaches.

1.3.2 For Failure-stop Failures in Iterative Methods

We propose a novel, efficient lossy checkpointing scheme, by exploring how to effi-

ciently leverage the lossy compression technique to improve the overall checkpointing/restart

performance for iterative methods in failure prone environment. We have four significant

contributions:
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• We propose a novel lossy checkpointing scheme that significantly improves the perfor-

mance for iterative methods. In particular, we exploit a lossy checkpointing scheme

under which both the lossy compression and checkpointing can be performed efficiently

for the iterative methods.

• We design a performance model that can formulate the overall performance of the

execution with lossy checkpointing in the presence of failures. In particular, we derive

an upper bound for the extra number of iterations caused by the lossy checkpoints

against the reduced checkpointing overheads, which is a sufficient condition to de-

termine whether the lossy checkpointing can get a performance gain for an iterative

method in numerical linear algebra.

• We explore the impact of the lossy checkpointing on the extra number of iterations

for multiple iterative methods, including stationary iterative methods, GMRES, CG.

• We evaluate our lossy checkpointing scheme with optimized checkpointing intervals

based on multiple iterative methods provided by PETSc, using both lossless and lossy

compressors, on a parallel environment with up to 2,048 cores. Experiments show

that our solution reduces the fault tolerance overhead by 23%∼70% compared with

traditional checkpointing and 20%∼58% compared with lossless checkpointing.

1.3.3 For Lossy Compression of Scientific Data

We propose a novel lossy compression algorithm that can deal with the irregu-

lar data with spiky changes effectively, will still strictly respecting user-set error bounds.

Specifically, the critical contributions are threefold:
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• We propose a multidimensional prediction model that can significantly improve the

prediction hitting rate (or prediction accuracy) for each data point based on its nearby

data values in multiple dimensions, unlike previous work [53] that focuses only on

single-dimension prediction. Extending the single-dimension prediction to multiple

dimensions is challenging. Higher-dimensional prediction requires solving more com-

plicated surface equation system involving many more variables, which become in-

tractable especially when the number of data points used in the prediction is relatively

high. However, since the data used in the prediction must be preceding decompressed

values in order to strictly control the compression errors, the prediction accuracy is

degraded significantly if many data points are selected for the prediction. In this

paper, not only do we derive a generic formula for the multidimensional prediction

model but we also optimize the number of data points used in the prediction by an

in-depth analysis with real-world data cases.

• We design an adaptive error-controlled quantization and variable-length encoding

model in order to optimize the compression quality. Such an optimization is challeng-

ing in that we need to design the adaptive solution based on very careful observation

on masses of experiments and the variable-length encoding has to be tailored and

reimplemented to suit variable numbers of quantization intervals.

• We implement the new compression algorithm, namely SZ-1.4, and release the source

code under a BSD license. We comprehensively evaluate the new compression method

by using multiple real-world production scientific data sets across multiple domains,

such as climate simulation [50], X-ray scientific research [8], and hurricane simula-
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tion [1]. We compare our compressor with five state-of-the-art compressors: GZIP,

FPZIP, ZFP, SZ-1.1, and ISABELA. Experiments show that our compressor is the

best in class, especially with regard to both compression factors (or bit-rates) and

compression errors (including RMSE, NRMSE, and PSNR). On the three tested data

sets, our solution is better than the second-best solution by nearly a 2x increase in

the compression factor and 3.8x reduction in the normalized root mean squared error

on average.
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Chapter 2

A Novel Online ABFT Scheme For

Iterative Methods

2.1 Introduction

Algorithm-based fault tolerance (ABFT) is an approach to detect and possibly

correct errors at a lower cost than double- or triple-modular redundancy. These approaches

exploit the characteristics of an algorithm to encode a small amount of redundancy into

the computation. This redundancy is later used to detect and correct errors. In this paper,

we present an ABFT approach to tolerate soft errors in general iterative methods. These

methods, used in a wide variety of applications [12], primarily consist of matrix-vector

multiplication (MVM) and vector linear operations (VLOs).

Novel checksum-encoding scheme The effectiveness and efficiency of an ABFT scheme

depends on the checksum-encoding mechanism employed and its coverage in terms of num-
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ber and type of errors detected. Much existing work on ABFT strategies is built on

a checksum-encoding scheme designed for matrix-matrix multiplication [48]. While this

scheme has been extended to cover a wide range of related algorithms [75, 76, 86], we show

that it is not sufficient to construct ABFT schemes for matrix-vector multiplication (MVM)

due to its inability to detect soft errors if the input vector is corrupted. We present a novel

checksum-encoding scheme that can tolerate soft errors in both logic circuits (e.g., arithmetic

operations) and the memory subsystems (e.g., memory, cache and register bit-flips). Our

new scheme separates the checksums from their corresponding encoded matrix and vectors,

enabling checksum updates across multiple operations to improve overall performance. We

show that our checksum scheme also can be used in the context of preconditioners employed

in iterative methods.

Flexible detection latency Error detection latency refers to the latency between the

manifestation of an error and its detection. In general, longer error detection latencies

enable reduced detection costs but might lead to increased recovery overhead due to the

error corrupting a larger fraction of the application state. ABFT schemes for iterative

methods often require error detection after each matrix-vector multiplication (MVM) or

each iteration. We show that our checksum scheme supports eager (immediate) and lazy

(after several iterations) error detection by detecting an arbitrary number of errors across

multiple operations.

Two-level ABFT ABFT schemes often employ redundancy proportional to the number

of errors to be detected and corrected. This requires careful consideration of anticipated

12



error rates and performance penalties proportional to the number of errors that need to be

corrected. Alternatively, checkpoint-rollback incurs significant recovery penalties to recover

even from one error, say impacting one arithmetic operation. We present a two-level ABFT

algorithm that combines the best aspects of both strategies. In the most compute-intensive

component of iterative methods, the matrix-vector multiplication (MVM), we employ a low-

cost inner-level recovery scheme to efficiently correct one error and detect multiple errors.

When multiple errors are detected, the algorithm resorts to immediate rollback. Multiple

errors in an MVM as well as errors in the VLOs are protected by an outer-level rollback

strategy that is invoked every few iterations. This two-level approach protects the most

compute-intensive parts efficiently while ensuring sufficient coverage for other parts of the

computation.

Contributions The proposed ABFT schemes in this paper are applicable to all the iter-

ative methods constructed from matrix-vector multiplication and vector linear operations.

In particular, all the Krylov solvers, including Richardson, Chebyshev, CG variants, quasi-

minimal residual (QMR), conjugate residuals (CR), generalized conjugate residuals (GCR),

variations of GMRES, minimum residual (MINRES), SYMMLQ, and LSQR, can be pro-

tected using the presented ABFT approaches.

We compare our online ABFT designs with the state-of-the-art techniques and

demonstrate benefits in terms of coverage for different types of soft errors, generality for

addressing iterative methods, and overhead introduced. We also evaluate the overall per-

formance of our two schemes (i.e., basic online ABFT and two-level online ABFT ) under

various error scenarios on a leadership-class supercomputer. Experimental results show that
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our proposed designs encounter trivial overhead for both erroneous (single error or multiple

errors) and error-free execution. Additionally, we compare the two schemes through theo-

retical and empirical analysis, demonstrating the scenario under which each scheme should

be applied to achieve the better overall performance.

2.2 Motivation and Fault Model

Iterative methods are widely used for solving systems of equations or computing

eigenvalues of large sparse matrices. The key feature of iterative methods is the use of

matrix-vector multiplication (MVM) to iteratively compute approximations to the solution

vector until desired accuracy is achieved. Figure 4.5 shows three representative iterative

methods: Jacobi, preconditioned CG, and preconditioned Chebyshev. As illustrated, it-

erative methods consist of a few key operations: matrix-vector multiplications (MVM),

vector linear-operations (VLOs), and solving preconditioned systems (PCO). Among them,

MVM and PCO consume the largest fraction of the total computation time, making them

particularly vulnerable to soft errors.

Algorithm-based fault tolerance (ABFT) techniques exploit specific algorithmic

properties of a given computation to detect and possibly locate/correct errors. More com-

monly, ABFT techniques for matrix computations augment the input matrices with a check-

sum computed from the rows or columns of the matrices. It is then shown that performing

a matrix operation on this augmented matrix automatically computes the checksum for

the output matrix as part of the computation, as shown in Figure 4.1(a). Any error in

the computation will result in the encoding relationship between the output matrix and its
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Represents	MVM 

Represents	Vector	Inner-Product	
(VDP)	or	scalar	computa8on 

Represents	VLO 

Jacobi	Method 
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Precondi0oned	Chebyshev 

Represents	PCO 

Figure 2.1: Main loops of several representative iterative methods: Jacobi, preconditioned
conjugate gradient (PCG), preconditioned Chebyshev.
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checksum being violated. Variants of this scheme have been designed to verify the encoding

relationship online—at intermediate steps within the execution rather than at the end.

The notion of ABFT was introduced by Huang and Abraham [48] in the form of

a checksum-based approach to verify matrix-matrix multiplication and LU decomposition.

Several subsequent ABFT techniques employ the same encoding strategy [73, 75, 76, 86]

illustrated for matrix A as follows:

A
encode−−−−→ A∗ :=

 A

cTA


where c is a predefined vector with all non-zero entries and cTA is matrix A’s checksum.

A matrix-vector multiplication y = Ax is replaced with a multiplication of the encoded

operands, y∗ = A∗x, shown in Figure 4.1(b). We use checksum(y) to denote the checksum

computed in y∗ as part of the operation. In this example, checksum(y) is the last entry of

the vector y∗. In the absence of faults, checksum(y) = cTy1. This checksum relationship

can be used to detect errors in the computation of y. For example, consider an error in an

arithmetic operation resulting in y′∗ that is not equal to y∗. In this case, it can be shown

that checksum(y′) 6= cTy.

This encoding was designed for matrix-matrix multiplication and has some limi-

tations when applied to iterative methods. For example, consider an error in x before the

operation, resulting in an erroneous vector x′. The encoded matrix-vector multiplication

1This holds subject to the inexactness of floating point arithmetic, which we account for in the overall
algorithm.
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Figure 2.2: Checksum encoding mechanisms discussed in this paper: (a) Traditional check-
sum; (b) Traditional checksum applied to matrix-vector multiplication; (c) Our proposed
checksum encoding; (d) Separation scheme of our new checksum; (e) Multiple-checksums
encoding for our new checksum.
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y = Ax becomes:

y′∗ = A∗x′ =

 A

cTA

x′ =
 Ax′

cTAx′


We observe that the checksum relationship for y holds even in the presence of an

error in x. In the absence of additional protection, this can lead to silent data corruption,

making the encoding scheme unusable in detecting faults in the input vector. In other

words, under this encoding scheme, the output vector’s checksum relationship cannot be

used to identify all soft errors.

Dealing with cache errors Although adding additional checksum verification cost for x

may capture the erroneous output vector sometimes, a more insidious case is a cache error

in x. Consider an error that affects a value of x in cache (e.g., a cache bit-flip while memory

still holds the correct value). This erroneous value then resides in cache for the duration of

the calculation, corrupting the computation of both the matrix-vector multiplication and the

associated checksums. Given that the entire calculation consistently used the incorrect input

value, the output checksums will be consistent, which makes verifying output checksum

useless. Now if we add extra cost to verify x, it may still not detect the error because

cache lines can be evicted and the erroneous value x is replaced by the correct value loaded

from the main memory. This error will now escape detection. Manifestation of this error

depends on various factors such as compiler optimizations that reorder instructions, cache

replacement and eviction policies, hardware cache configurations, etc. Tolerating faults in

cache or registers in this scheme requires verifying every access to the vectors, which could

be much more expensive. Because matrix-vector multiplication is invoked in every iteration
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of the iterative methods, and the traditional encoding scheme may lead to undetected errors,

these errors need to be effectively detected every iteration.

Protecting preconditioners Another limitation of the preceding checksum scheme is

its inability to deal with preconditioned systems (PCOs) used to accelerate convergence in

iterative solvers. For example, when solving preconditioned system Mz = r in CG, where

matrix M and vector r are input operands, the above encoding scheme cannot compute

the checksum for z as part of the encoded computation.

State-of-the-art online ABFT schemes The two most related state-of-the-art online

ABFT schemes are from Chen [27] and Sloan et al. [76]. Chen proposed to exploit the

vectors’ orthogonal relationship to detect soft errors for a subset of algorithms in Krylov

subspace methods. Every several iterations, the algorithm will check if the orthogonality

relationship or the residual relationship r(i+) = b−Ax(i+) is valid. If either relationship

is broken, execution is rolled back to the nearest checkpoint. Although good in terms of

coverage for many operations (MVM, VLO, PCO, vector dot product, etc), this method

has several limitations. First, it is not general enough to cover all iterative methods because

some of them do not have orthogonal relationship of vectors, e.g., Jacobi and Chebyshev

methods shown in Figure 4.5. Even if there are orthogonality relations between vectors, it

still cannot detect soft errors that do not propagate to these vectors. Checking the residual

requires an expensive MVM operation. This higher error detection overhead necessitates

less frequent error checking, leading to a higher rollback recovery cost when errors are

detected.
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Sloan et al. [76] apply the traditional checksum discussed above to identify only

arithmetic errors in the MVM operation (detection), and then use binary search to locate

and partially correct the erroneous element(s) in the output vector (recovery). However,

several issues can occur when this approach is used in the context of iterative methods.

First, they focus on MVM and assume that no soft errors occur in other operations such

as VLOs and PCOs. Second, they assume the input vector to the MVM is correct. As

demonstrated previously, the traditional checksum cannot detect the error(s) by verifying

the output vector’s checksum relationship if the input vector is corrupted (e.g., memory bit-

flips before MVM or arithmetic errors carried from the previous iteration). If the detection

technique fails, all the benefits from the recovery scheme disappear. Third, to avoid such

undetectable propagation of errors, Sloan’s method needs to conduct expensive checksum

verification for error detection every iteration, and then apply binary search to locate and

correct the errors. This might be only beneficial under high error rates. While soft errors are

more likely to occur in future systems, errors affecting the computation every few iterations

is not a common or practically anticipated scenario. We present theoretical and empirical

evaluation of Sloan’s approach in Sections 2.5.2 and 2.5.3. These issues motivate the design

of new online ABFTs scheme that can be applied to general iterative methods to effectively

tolerate various types of soft errors.

Fault Model We focus on errors affecting matrices and vectors employed in iterative

methods. Specifically, we focus on errors in matrix-vector multiplication (MVM), vector

linear operations (VLOs)—addition, scaling, assignment, etc.—and solving preconditioned

systems (PCOs). We assume other low-computation operations (e.g., scalar operations,

20



vector dot-product, etc.) not amenable to general ABFT checksum-encoding are protected

using other schemes (e.g., duplicated execution or definition-use checksums [83]).

We consider errors in arithmetic operations or values used in these operations.

These correspond to soft errors in the ALU or the memory subsystem. We consider errors

in any part of the memory subsystem—main memory, caches, registers, etc.—that can affect

the result of multiple (but not necessarily all) arithmetic operations.

We only consider errors that affect the data in the matrices and vectors used in

the iterative method. As is the case with other ABFT schemes, we assume that errors do

not affect scalar variables, control flow, program stack, etc. We model an error as a random

additive contribution e to a value. For example, an error in x before computing Ax can be

represented as A(x+ e) where e represents the error introduced. We assume that errors

do not get canceled or get hidden during the algorithm execution. This notion is specified

in the form of the following assumptions:

Non-zero scaling factor assumption: In any operation y = αx, we assume that α 6= ~.

We exploit this property to ensure that any error in x is reflected in the output of the

operation, enabling efficient detection by checking only y. A complete solution needs

to check, at runtime, the scaling factor α and detect errors in x if α is close to zero.

Cancellation-less error assumption: ∀x, e, e : x+ e

6= ~ and x · e 6= ~ and e+ e 6= ~, where x is an arbitrary program variable and

e and e are the errors introduced. This assumption ensures that existing errors in

a variable do not get canceled out by subsequent errors.
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2.3 Error Preserving Checksum for Matrix-Vector Multipli-

cation

In this section, we present our checksum scheme that addresses the aforementioned

limitations.

Given an N ×N matrix A, we define checksum(A) (Figure 4.1(c)) as:

checksum(A) = cTA− dcT ,

where c is a predefined N × 1 vector and d is a predefined non-zero scalar larger than

n||c||∞||A||∞/min(c) (see Lemma 2). Here min(c) = min1,··· ,n |ci| and ci is the i-th element

of the vector c.

We encode matrix A to matrix A∗ as

A∗ =

 A ~

cTA− dcT d

 . (2.1)

As shown in Figure 4.1(c), we encode all the vectors x with their own column checksums:

x∗ =

 x

cTx


The ABFT form of a given operation, such as matrix-matrix multiplication, often

performs the same operation on the encoded matrix (Figure 4.1(c)). For example, A ·B is

replaced with A∗ ·B∗. In the case of our checksum scheme, encoding the symmetric matrix

A leads to A∗ that is no longer symmetric. This will cause some iterative methods (e.g.,

CG) that solve symmetric and positive-definite (SPD) systems to converge slowly, or even

diverge. Therefore, we develop a different scheme on ABFT that separates the checksum(s)

from the encoded input matrix and vectors, shown in Figure 4.1(d).
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This allows the original operation to proceed unchanged while the checksum of the

output vector computed directly from the checksums of the input operands. For example,

y∗ = A∗x∗ =

 A ~

cTA− dcT d


 x

checksum(x)



=

 Ax

(cTA− dcT )x+ d · checksum(x)



=

 Ax

checksum(A) · x+ d · checksum(x)


As can be seen, the output checksum checksum(y) can be computed as (checksum(A)x

+ d · checksum(x)). In this way, computing the output vector’s checksum does not rely

on the operations of the encoded input operands (i.e., checksum(y) and y∗ = A∗x can

be computed separately). The output checksum for MVM, VLO and PCO operations are

computed as follows:

Matrix-vector multiplication y = Ax:

checksum(y) = checksum(A)x+ d · checksum(x) (2.2)

Vector linear-operation z = αx+ βy:

checksum(z) = α · checksum(x) + β · checksum(y) (2.3)

Preconditioner Say the preconditioned system Mz(i) = r(i) needs to be solved to com-

pute the preconditioned system’s residual vector z(i), where M is a preconditioner

and r is the original system’s residual. The preconditioner M can be expressed either
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explicitly as a matrix or implicitly as a sequence of operations. If M is expressed

explicitly, according to the Equation (2.2), the checksum of z can be computed from

r as:

checksum(z) =
(checksum(M)Tz(i) − checksum(r))

d
(2.4)

If the preconditioner M is expressed implicitly, e.g., incomplete factors or algebraic

multigrid, it will be composed of several matrix-vector multiplications (MVMs) and

vector-linear operations (VLOs). Thus, even if the preconditioner M cannot be di-

rectly encoded, the checksum of z can be computed through updating each checksum

of the output vector after these MVMs and VLOs using Equations (2.2) and (2.3).

Since the implicitly expressed preconditioner can be encoded as a composition of

encoded MVMs and VLOs, we only consider the explicit expression of M in the following

discussion. However, we note that implicit preconditioners composed of MVMs and VLOs

can also be efficiently protected by the schemes described in this paper.

We now prove that this checksum scheme can detect soft errors for the key op-

erations in iterative methods, even if the input vectors of these operations are corrupted.

We refer to the following operations that can generate a vector in iterative methods as

vector-generating operations:

M is a preconditioner and ‘:=’ is assignment. Note that iterative methods are

primarily composed of these vector-generating operations (e.g., shown in Figure 4.5).
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Table 2.1: Vector-generating operations and their expression

Vector-generating operations Expression

MVM w := Au

PCO Mw := u

VLO scaling w := αu

VLO addition w := u+ v

Lemma 1. For any vector-generating operation, if the checksum relationship holds for the

input operands and there is no soft error during the operation, the checksum relationship of

the output vector is maintained.

Proof. We prove for each vector-generating operation:

1. Consider an MVM,w := Au. We havew = Au and, from Equation (2.2), checksum(w)

= cTAu + d(checksum(u) - cTu). Combining the two:

checksum(w)− cTw = d(checksum(u)− cTu).

If checksum(u) = cTu, checksum(w) = cTw.

2. Consider a PCO, Mw := u. Together with Equation (2.4), we have

checksum(w)− cTw =
checksum(u)− cTu

d
.

If checksum(u) = cTu, checksum(w) = cTw.
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3. Consider a VLO,w = αu. We havew = αu and, from Equation (2.2), checksum(w) =

α · checksum(u). Therefore,

checksum(w)− cTw = α(checksum(u)− cTu).

If checksum(u) = cTu, checksum(w) = cTw.

4. Consider a VLO, w := u+ v. We have w = u + v and, from Equation (2.3),

checksum(w) = checksum(u) + checksum(v), thus,

checksum(w)− cTw = (checksum(u)− cTu) + (checksum(v)− cTv)

If checksum(u) = cTu and checksum(v) = cTv, checksum(w) = cTw.

Lemma 2. For any vector-generating operation, any composition of the following soft errors

results in the checksum relationship of output vector being broken:

1. Arithmetic error affecting the operation;

2. Memory bit flips or arithmetic errors in input vectors carried from the previous oper-

ations;

3. Cache or register bit flips that affect the input vector(s) during the operation.

Proof. Due to space constraints, we only present the proof for the MVM operation. The

proof of the PCO operation is similar. The proof for the VLO operations is the same as in

the case of traditional checksum schemes.

Using our new checksum mechanism, we perform an MVM w := Au with check-

sum update.

26



1. If there are arithmetic errors during the operation and ea represents arithmetic errors,

the erroneous output vector w can be represented as Au+ ea.

2. If the input vector is corrupted by memory bit flips or arithmetic errors (possibly car-

ried from previous operations) before its first use in this operation and em represents

the errors, the erroneous output vector can be represented as w = A(u+ em).

3. If cache or register bit flips corrupt the input vector during the operation and ec,

· · · , eck are cache or register errors, assume A = Ane +Ae + · · ·+Aek, where Ane

represents the rows that are used in the computation without being affected by soft

errors and Aei (i = 1, · · · , k) represents the i-th row of A if it is affected by a combi-

nation of ec, · · · , eck in the computation. Then the erroneous output vector w can

be represented as Aneu+
∑k

i=1Aei(u+
∑k

j=1 αijecj) = Au+
∑k

i=1

∑k
j=1 αijAeiecj ,

where αij ∈ {0, 1}.

Under any composition of these soft errors, the erroneous output vector w can be repre-

sented as

w = A(u+ em) + ea +
k∑
i=1

k∑
j=1

αijAeiecj

Because the checksum update is calculated after a soft error occurs, we have two scenarios:

1. If the checksum update is not affected by the soft error,

checksum(w) = checksum(A)(u+ em) + d · checksum(u)

= cTA(u+ em)− dcT em

Thus, checksum(w)− cTw = −cT (
∑k

i=1

∑k
j=1 αijAeiecj)− dcT em − cT ea.
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2. If checksum update is affected by the soft error,

checksum(w) = checksum(A)(u+ em +
k∑

i=

eci) + d · checksum(u)

= cTA(u+ em +

k∑
i=

eci)− dcT (

k∑
i=

eci + em)

Thus, checksum(w)− cTw is

k∑
i=1

(cTA− dcT − cT
k∑
j=1

αjiAej)eci − dcT em − cT ea

=
k∑
i=1

(cTAe − dcT )eci − dcT em − cT ea

Since Ae is a part of A, the absolute value of each element in vector cTAe is no larger

than n||c||∞||A||∞, which means ||cTAe||∞ ≤ n||c||∞||A||∞. Moreover, we choose

d to be larger than n||c||∞||A||∞/min(c), thus, the absolute value of each element

in vector dcT is larger than n||c||∞||A||∞, which means min(dcT ) > n||c||∞||A||∞.

Therefore, min(dcT ) > ||cTAe||∞. It demonstrates that cTAe can not be equal to

dcT , thus, cTAe − dcT 6= ~.

Therefore, if any of ea, em, ec, · · · , eck is not equal to ~, according to our error model,

checksum(w) 6= cTw.

Theorem 3. For any vector-generating operation, the checksum relationship of the output

vector is preserved if and only if there are no soft errors before or during the operation.

Proof. The proof follows from Lemma 1 (if part) and Lemma 2 (only-if part).

Based on Theorem 3, if the checksum relationship of the output vector from a

vector-generating operation is broken, soft errors must have occurred before (memory bit
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flips or arithmetic errors carried from the previous operations) or during (memory bit flips

of the input vector or arithmetic errors) the operation. On the other hand, if the checksum

relationship of the output vector is maintained, the checksum relationship of any input

vector is held and this can guarantee that no soft error (arithmetic errors, or bit flips in

memory, caches or registers) happened before or during the operation. This provides an

efficient approach to soft error detection for all the vector-generating operations: we only

need to identify if the checksum relationship of the output vector is broken.

As mentioned in Section 2.2, the traditional checksum and its encoding for MVM

and PCO does not propagate the inconsistency of the input vector to the output vector when

the input vector is corrupted before the operation. In order to get better coverage for error

detection, ABFT approaches based on prior checksum schemes need to check every input

and output vector in all operations, incurring large detection overheads. This is evaluated

in greater detail in Section 2.5.

2.4 New Online ABFT Schemes

We now use the checksum encoding scheme described above to design efficient

online ABFT solutions for iterative methods. While widely applicable to iterative solvers,

for simplicity and clarity, we will illustrate the designs in the context of the widely-used

preconditioned conjugate gradient (PCG).
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2.4.1 “Lazy” Detection: Low-Cost Online ABFT Algorithm Using Check-

sum Update

The preconditioned conjugate gradient (PCG) method is one of the most com-

monly used iterative methods to solve the sparse linear system Ax = b when the coefficient

matrix A is symmetric and positive definite (SPD). PCG consists of three major computa-

tion components: successive approximations to the solution, residuals corresponding to the

approximate solution, and search directions used to update both the approximate solutions

and the residuals [67]. Each iteration consists of one sparse MVM, three vector updates,

and two vector inner-products (Figure 4.5). Figure 4.10 outlines our first proposed online

ABFT algorithm (Algorithm 1) for PCG based on the proposed checksum mechanism.

The figure also illustrates the cost (in terms of operation count) for the added code lines.

In Algorithm 1, after each vector-generating operation (i.e., MVM, VLO and PCO), we

efficiently update the checksum for each output vector according to Equations (2.2), (2.3),

and (2.4).

To detect soft errors, the simplest method is to verify the checksum relationship of

each output vector after every vector-generating operation. However, this incurs high de-

tection overhead. The most practical recovery strategy for iterative solvers involves check-

point/rollback. When any soft error is detected, the program will be rolled back to the

nearest checkpoint. Minimizing the fault tolerance cost requires balancing the checkpoint-

ing overheads with the potential to lose significant amount of work in the event of an

error-induced rollback. To reduce the overall error checking and recovery overhead, we ana-

lyze the computational relationships among all the involved vectors in the vector-generating
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Table 2.2: Computation relationships among various vectors in PCG.

Output Vector Input Vector(s) Operation

z r z = M−r

p z, p p = z + βp

q p q = Ap

x x, p x = x+ αp

r r, q r = r − αq

operations and see if their checksums really need to be verified after every operation.

We make the following three observations based on the summarized computational

relationships between the vectors in PCG, shown in Table 2:

• Soft errors, if present, in vectors z, p, or q will eventually propagate to the vectors

x and r. Therefore, verifying the checksum relationship of the vector x and r is

adequate to cover all the other vectors.

• Computing vectors p, x, and r requires their results from the previous iteration, which

means that soft errors in p, x and r, if presented in an iteration, will propagate to

the subsequent iterations.

• At each iteration, we can use vectors p and x to compute the other three vectors q,

r, and z.

Corresponding to these three observations, we identify three optimizations to

significantly reduce the overhead of the error detection and recovery for PCG:
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1. Rather than verifying each output vector’s checksum relationship after every vector-

generating operation, we only need to verify two checksum relationships, namely

checksum(x) = cTx(i) and checksum(r) = cT r(i), to detect the soft errors in any

vector (line 6 in Algorithm 1);

2. We only need to verify the checksum relationship between x and r every several

iterations rather than every iteration (line 5 in Algorithm 1);

3. We only need to checkpoint two vectors, p and x. In the event of an error, we can

use the checkpointed version of the two vectors to recover all the other vectors and

checksums (line 9 in Algorithm 1) .

Algorithm 1 in Figure 4.10 shows a low-cost online ABFT-based PCG algorithm

that includes these optimizations. In Figure 4.10 and 4.7, black represents the original

code of PCG; pink represents the checkpoints; red represents the checksum updates; blue

represents the error detection and rollback. Pink, red, and blue show the extra operations

introduced over the original code. This scheme enables “lazy” error detection mode that

only checks errors every several iterations based on the assumption that under a lower error

rate, immediate checksum verification after every vector-generating operation is too expen-

sive. Note that we still update the checksums of the output vector after each operation

using the low-cost scheme described earlier. For error detection in Algorithm 1, we verify

the checksum relationship of x and r every error detection interval (d), based on the opti-

mization (1) and (2) above. The overhead of such detection is only the checksum verification

for two VLOs (line 6), which is O(n) FLOPS. For error recovery, according to optimization
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Figure 2.3: Online ABFT algorithm for preconditioned conjugate gradient (PCG) based on
our new checksum mechanism. The operation count for checksum updates, error detection,
and recovery (checkpoint/restart) are also listed.
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(3), we only need to checkpoint the two vectors p and x every checkpoint interval (cd),

which can significantly reduce the checkpointing overhead and the large memory space re-

quirements. Note that for the purpose of high scalability in parallel computation, all the

checkpoints and checksums are saved locally in our proposed designs. We will discuss error

detection interval d and checkpoint interval cd in the later section.

We use θ = 10−10 as threshold in our experimental evaluations. In reality, we

perform all the operations using floating-point arithmetics with round-off errors. When

the checksum relationships of x and r are used to detect errors, the effects of round-off

errors need to be carefully investigated. In Algorithm 1, as the problem size n increases,

the accuracy of the round-off error (i.e., checksum(x) − cTx) decreases. When verifying

checksum relationship, we apply (checksum(x) − cTx)/n to reduce the accuracy loss for

round-off errors. When the errors are close to the machine accuracy ε, we cannot detect

them. However, because we only focus on numerically stable solvers and well-conditioned

problems, these errors do not need to be detected since they will not significantly impact

the performance of numerically stable algorithms and well-conditioned problems.

2.4.2 “Eager” Online Recovery for MVM Using Triple Checksums

In order to reduce the chances of a rollback, we would like to correct errors as

soon as possible without requiring rollback. In iterative methods, since MVM operations

are the most computation-intensive, and therefore the most vulnerable operations, they

could benefit from a faster recovery under a high error rate.

According to coding theory, 2m + 1 checksums (i.e., independent equations) can

be used to locate and correct m errors. For instance, Figure 4.1(e) shows the case of two
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separate checksums in our scheme for detection and correction. However, this requires a

strong assumption of a bound m on the maximum number of soft errors in an MVM. A

larger number of errors than m can lead to the recovery mechanism mis-identifying some

locations as erroneous and correcting them, resulting in cases of “fake correction”. We

illustrate this scenario and present a solution.

Consider a double-checksum used to detect errors and correct up to one error in

the output vector. Shown in Figure 4.1(e), let the output vector be y = (y1, y2, · · · , yn)T .

We encode it with double checksums as y∗ = (y, cT y, c
T
 y)T . In this example, we use

c = (1, 1, · · · , 1)T and c = (1, 2, · · · , n)T . The double checksums checksum1(y) and

checksum2(y) can be represented as

checksum1(y) = cT y =
n∑
i=1

yi

checksum2(y) = cT y =
n∑
i=1

iyi

Now, say the output vector y′ = (y′1, y
′
2, · · · , y′n)T has one erroneous element.

Specifically, y′j 6= yj , where the error position j is to be determined to locate the error. The

presence of the error can be detected as:

δ1 =

n∑
i=1

y′i − checksum1(y) = y′j − yj 6= 0

δ2 =

n∑
i=1

iy′i − checksum1(y) = j(y′j − yj) 6= 0

One common way to locate the error position j is to calculate a simple division

δ2/δ1 = j, and then apply δ1 = y′j − yj to correct the erroneous computed value y′j through

y′j = y′j − δ1. In reality, we do not know the number of soft errors that has affected a

given MVM. For instance, one error could occur in the input vector and propagate to the
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output, forming multiple errors. Using the two checksums, we can only tell if the MVM

result is erroneous, but cannot know if it has only one soft error. If there are actually k

erroneous elements y′j1 , · · · , y
′
jk

(k > 1), but the assumption is that there is only one error,

we calculate δ1 and δ2 as

δ1 =
k∑
i=1

(y′ji − yji), δ2 =
k∑
i=1

ji(y
′
ji − yji)

If y′j1 − yj1 = · · · = y′jk − yjk and j1 + · · ·+ jk is multiples of k, δ2/δ1 = (j1 + · · ·+ j2)/k is

an integer. Therefore, the double-checksum mechanism will lead to a fake correction of y′,

which may result in slow convergence or divergence of the underlying iterative method.

Inspired by Fasi et al. [40], we propose a triple-checksum detection and correction

mechanism to identify if there is only one error, and if so, correct it. Specifically, we

introduce a different third checksum with vector c = (1, 12 , · · · ,
1
n)T . Assuming that there

are k erroneous elements y′j1 · · · y
′
jk

. δ1, δ2 and δ3 are computed as:

δ1 =
k∑
i=1

(y′ji − yji), δ2 =
k∑
i=1

ji(y
′
ji − yji), δ3 =

k∑
i=1

y′ji − yji
ji

Now we can use the relationship between δ1, δ2 and δ3 to identify if there is only

one error, eliminating the fake correction case above. Since in the fake correction case,

y′j1 − yj1 = · · · = y′jk − yjk , we have

δ2/δ1 =
j1 + · · ·+ jk

n
, δ1/δ3 =

n
1
j1

+ · · ·+ 1
jk

Therefore, δ2/δ1 and δ1/δ3 are the arithmetic mean and harmonic mean, respec-

tively, of j1, · · · , jk. The relation between the two means requires that δ2/δ1 = δ1/δ3 if

and only if j1 = · · · = jk. However, since the position indices j1, · · · , jk are all different,

δ2δ3 = δ21 if and only if k = 1. Therefore, we are able to use this simple verification
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δ2δ3 = δ21 to identify if the output vector is erroneous when there is only a single error. If it

is a single error, we can locate and correct the error right away using this triple-checksum

mechanism.

In order to match the triple-checksum encoding in the vectors, the matrices are

encoded in the following fashion:

A∗ =



A ~ ~ ~

cTA− d1cT − d2cT − d3cT d1 d2 d3

cTA− d2cT − d3cT − d1cT d2 d3 d1

cTA− d3cT − d1cT − d2cT d3 d1 d2


Therefore, applying triple-checksum encoding, we can: (1) detect if there is any

error, (2) identify whether or not there is more than one error, and (3) if there is only one

error, locate and correct it.

2.4.3 “Hybrid” Detection: Two-Level Online ABFT Algorithm Using

Triple-Checksum

Based on this triple-checksum protection mechanism and Algorithm 1, we present

a two-level online ABFT scheme for iterative methods that uses the triple-checksum for

immediate single error detection and recovery in MVM (inner-level), and the checksum

relationship verification to recover from multiple errors (outer-level). The general procedure

to construct a two-level online ABFT version of a given iterative solver is as follows:

1. Encode matrices and vectors using triple-checksum;
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2. Form the checksum update formulas for the output vectors based on the encoded

matrices and vectors;

3. Compute these checksum updates after each vector-generating operation (MVM, VLO,

PCO);

4. Analyze the dependency relationships between vectors;

5. Every d iterations, invoke the outer-level protection: verify the checksum relationships

of the vectors that the other vectors will eventually propagate to every d iterations;

6. At the beginning of every cd iterations, checkpoint the minimum number of the vectors

based on the dependency relationships from Step 4 and scalars that can calculate the

other vectors;

7. After each MVM, add the inner-level protection:

(a) Use one out of the three checksums of the output vector to identify if there is

any error in MVM

(b) If there are no errors, update the vector checksums and continue the execution

(c) If the output vector is erroneous, use the tripe-checksum mechanism to identify

if it is one error or multiple errors

(d) If there is one error in MVM, apply triple-checksum to correct immediately

(e) If there are multiple errors, rollback to the previous checkpoint

We illustrate this procedure for the PCG solver in Algorithm 2. For the outer-

level protection (lines 5–11), we verify the checksum relationship of the vectors x and r
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Figure 2.4: Two-level online ABFT algorithm for preconditioned conjugate gradient (PCG)
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for detecting the potential error(s) in VLOs and multiple errors that cannot be recovered in

MVM, and then rollback to the latest secure state if the condition is not satisfied (recovery).

For the inner-level protection (lines 16–27), after the MVM operation q = Ap, we verify

the checksum relationship of the output vector q (line 19). If it does not hold, it indicates

that soft error has affected the MVM. Then we use the simple check δ2δ3 = δ21 (line 20)

to determine the cause of the inconsistency in q: a single error or multiple errors. If

the verification fails, it indicates that there are multiple errors. Since our triple-checksum

mechanism cannot correct more than one error, the program is rolled back to the closest

checkpoint immediately for recovery, in order to avoid the waiting till the beginning of the

next d interval. If the verification passes, it indicates that there is only one error and the

error is corrected immediately via triple-checksum.

This two-level algorithm effectively protects all the vector-generating operations

in an iterative method. Specifically, we identify the essential vectors that need to be check-

pointed, recover from the most common case of single error by locating and correcting the

error rather than rolling back, while ensuring that the outer-level detector catches possible

errors from the other operations. In the common case, where there are no errors, the inner-

level detector checks for errors with a single checksum. This operation incurs O(n) cost per

MVM operation per time step. For sparse matrices with number of non-zeros being much

larger than vector length, say nnz > 10n, this check adds very little overhead. The efficient

check and correction employed by the inner-level scheme enables us to reduce the frequency

of the outer-level protection (i.e., increasing the outer protection interval d). Additionally,

since the outer protection is using the higher-cost checkpoint/restart technique for recov-
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ery, at a high error rate, our two-level protection mechanism may significantly lower the

overhead introduced by checkpoint/restart and, therefore, the overall overhead.

2.5 Results and Analysis

In this section, we start by comparing the following five soft-error tolerating

schemes in terms of features and coverage: (1) the offline residual checking at the end

of computation (denoted by offline residual), (2) the state-of-the-art online matrix-vector

multiplication (MVM) scheme using the traditional checksum proposed in [48] (denoted by

online MV), (3) the online orthogonality checking proposed in [27] (denoted by online or-

thogonality), (4) our proposed “lazy” online ABFT scheme using checksum updates and

checkpoint/rollback (Algorithm 1 in Section 2.4.1, denoted by basic online ABFT),

and (5) our proposed two-level online ABFT algorithm using triple-checksum mechanism

(Algorithm 2 in 2.4.3, denoted by two-level online ABFT). After that, we theoretically

compare the cost of applying online-MV scheme with that of applying our two schemes, as-

suming they have the same error coverage. Finally, we empirically evaluate our two schemes

on a leadership supercomputer under different error scenarios, and compare their costs with

those using online MV.

We conduct our evaluation with the widely used preconditioned conjugate gradient

(PCG) solver and preconditioned biconjugate gradient stabilized (PBiCGSTAB) solver [74].

The former has the orthogonality relations between essential vectors, but the latter does

not. For input, we use the sparse matrix ‘G3 circuit’, the largest SPD matrix available

from the University of Florida Sparse Matrix Collection [32]. It contains 1,585,478 rows
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Table 2.3: Comparison of features and error coverage among different fault-tolerance tech-
niques for iterative methods

Offline
residual

Online
MV

Online
orthogonality

Basic/two-level
online ABFT method

Can protect
arithmetic error

Yes Yes Yes Yes

Can protect
memory bit flips

Yes Yes Yes Yes

Can protect cache
or register bit flips

Yes No No Yes

Can be applied to
all iterative methods

Yes Yes No Yes

Not necessary to check
every iteration

Yes No Yes Yes

Not necessary to check
every operation

Yes No Yes Yes

and columns with 7,660,826 non-zero elements. We implement our proposed online ABFT

schemes in PETSc [12], one of the most popular toolkits providing parallel solutions of

scientific applications modeled by PDEs. All of our experiments are conducted using 2048

cores (i.e., 256 nodes, each node with two Intel Xeon E5-2680 processors) on the Stampede

supercomputer at Texas Advanced Computer Center (TACC).

2.5.1 Error Coverage and Feature Comparison

Table 2.3 compares features and error coverage of different fault tolerance schemes

for iterative methods. The table clearly shows that only the offline residual scheme and

our proposed two designs have all the six soft-error tolerance features. The offline-residual

scheme simply verifies the residual at the end of computation to identify if there is any

error. If there is, the offline-residual scheme has to recompute the entire program. Under

the best-case scenario where the convergence iteration number is set to that of the correct

execution, the offline-residual scheme incurs 100% overhead. Therefore, the offline-residual
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scheme will most likely perform worse than the well-designed online schemes if any soft

error occurs during the program execution [27]. Therefore, it is excluded from the following

performance evaluation. For the online-MV scheme, we will evaluate it both theoretically

(Section 2.5.2) and empirically (Section 2.5.3) against our approaches. To further demon-

strate better coverage of our schemes over the online-orthogonality approach, we will use the

preconditioned biconjugate gradient stabilized (PBiCGSTAB) solver in addition to PCG,

to evaluate our designs in Section 2.5.3.

2.5.2 Theoretical Performance Comparison

As previously discussed in Section 2.3 and Table 2.3, although the online MV

approach (i.e., using the traditional checksum encoding schemes) cannot protect cache or

register bit-flips, we still would like to explore the performance of applying it to itera-

tive methods when those error scenarios are absent. We also want to conduct theoretical

performance comparison between online MV and our two approaches under different error

rates. We select the recent online ABFT scheme from Sloan et al. [76] that uses traditional

checksum encoding method for comparison. Note that Sloan’s method only considers soft

errors in matrix-vector multiplication (MVM). For the purpose of a fair comparison, we

apply the standard triple modular redundancy (TMR) to protect other operations in iter-

ative methods such as VLOs and PCOs, since the traditional encoding mechanism cannot

encode PCOs. We also exclude cache or register bit-flips from the error scenarios for this

comparison because the online-MV approach cannot protect them. To be consistent with

the use case in [76], we use PCG as the candidate iterative method. The algorithm cost

analysis for our approaches are shown in Figures 4.10 and 4.7. Due to space limitation, we
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Table 2.4: Theoretical cost analysis for three schemes under different error-rate scenarios.

Basic online ABFT (O1) Two-level online ABFT (O2) Online MV (O3)

Scenario 1 (2/d+2)VDP+2VLO/cd (2/d+9)VDP+2VLO/cd 1PCO+2VDP+3VLO

Scenario 2 0.5MVM+(2/d+5)VDP+0.5PCO+(6(1+c0)/cd + 1.5)VLO (2/d+9)VDP+2VLO/cd 1PCO+(5/cd+2)VDP+3VLO

Scenario 3 +∞ (2/d+9)VDP+2VLO/cd 1PCO+7VDP+3VLO

refer the reader to [76] for the details of Sloan’s algorithm.

We denote the error detection interval as d (i.e., outer-loop error detection happens

every d iterations in our approaches) and checkpoint interval as cd (i.e., checkpointing

necessary data every cd iterations). d and cd are integers and cd > d. We use I to denote

the total number of iterations and assume I = k×cd where k > 1. Since Sloan’s approach is

not based on checkpoint/rollback technique, d does not exist in Online-MV. The following

three error-rate scenarios are explored in this comparison:

• Scenario 1: One error in MVM during the entire execution (I iterations).

• Scenario 2: One error in MVM every cd iterations.

• Scenario 3: One error in MVM every iteration.

These three scenarios correspond to low error rate, medium or high error rate,

and extremely high error rate, respectively. Table 2.4 shows the performance overhead per

iteration for basic online ABFT (O1), two-level online ABFT (O2) and online MV (O3)

under the three scenarios in PCG. Note that c0 = nnz/n represents the sparsity of the

matrix A; and ∞ illustrates that the execution will not terminate due to the repeated

rollbacks. Also, all the costs shown in Table 2.4 are the average values from different error

locations in cd. From Table 2.4, we can make the following conclusions:
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1. Under low or extremely low error rate (Scenario 1), basic online ABFT (O1) ap-

proach has the lowest overhead: O1 < O2 < O3. This is because PCO consumes

much more time than vector-vector multiplication (VDP) and vector-linear operation

(VLO) in CG.

2. Under medium/high error rate (Scenario 2), the performance overhead of two-level

online ABFT (O2) is the lowest among the three. However, the performance com-

parison between our basic online ABFT and online MV is unclear, depending on if

PCO is more time consuming than MVM. For example, if the matrix A is highly

sparse, O1 < O3 because PCO in this case consumes more time. Otherwise, if PCO

is less time-consuming, e.g., the preconditioner M is well selected, O3 < O1.

3. Under extremely high error rate (Scenario 3), two-level online ABFT (O2) wins:

O2 < O3 < O1. The basic online ABFT (O1) will not terminate.

To summarize, no matter the error rate, one of our approaches will outperform

the online MV method implemented with [76] for PCG. The methodology used here can

also be applied to analyze other iterative methods.

2.5.3 Empirical Performance Evaluation

We implement our proposed online ABFT schemes in PETSc, and use its default

preconditioner (block Jacobi with ILU/IC) and convergence tolerance. We simulate an

arithmetic or storage error by significantly increasing the value of a random element in

matrices or vectors.
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Figure 2.5: Expected execution time of our basic online ABFT scheme for (a) PCG and (b)
PBiCGSTAB for G3 circuit with error rate λ = 1.0.

Determining Optimal cd and d

As discussed previously, the expected execution time of an application depends on

the error detection interval (d) and checkpoint interval (cd), which are commonly determined

by the system’s error rate (λ). However, it is often difficult to determine their optimal

values for different designs. In order to conduct a fair evaluation and comparison, we

first estimate their optimal values under a certain error rate. Because both our proposed

designs are based on (or partially based on) loop-level checkpoint/rollback, it is similar to

Chen’s online orthogonality approach [27]. Therefore, we modify the expected execution

time formula from that work to accommodate our scenarios. The following equation shows

the expected time for basic online ABFT:

E(c, d) = min
c,d

I

cd
[(eλcd(t+tu+td/d) − 1)(

d · (t+ tu) + td
1− e−λcd(t+tu+td/d)

+ tr) + tc] (2.5)
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where λ denotes the error rate, td denotes the time to detect an error (i.e., loop-level detec-

tion), tc denotes the overhead for one checkpoint, tr denotes checkpoint recovery overhead,

t denotes the time for each iteration, d denotes the error detection interval (in iterations),

cd denotes the checkpoint interval (in iterations), and I is the total number of iterations.

Additionally, we add tu to represent the overhead for checksum updates per iteration in

basic online ABFT. We assume the time to failure for all processes follows an independent

and identically distributed exponential distribution. Due to space limitations, please refer

to [27] for details on how the equation is derived.

Based on Equation (2.5), Figure 2.5 demonstrates the simulated correlations be-

tween error detection interval (d), checkpoint interval (cd) and the expected execution time

under a medium/high error rate, denoted as λ = 1.0. All the input parameters used to

construct Figure 2.5, such as td, tc , tr, and tu, are the average measurements from 50 runs

on Stampede. Based on Figure 2.5, we can estimate the optimal pairs of (cd, d) for both

PCG and PBiCGSTAB algorithms implemented with basic online ABFT as (12, 1) and

(10, 1). Similarly, when the error rates are low and extremely high, e.g., λ = 10−2 and

λ = 10, the optimal (cd, d) pairs for PCG and PBiCGSTAB implemented with basic online

ABFT can be found in Table 2.5. Since the goal of the empirical analysis is to compare

the overhead induced by different techniques, optimal (cd, d) is not required for two-level

online ABFT as long as they are consistent between our two designs (see Table 2.4). Thus,

for simplicity, we use the same (cd, d) from basic online ABFT for error injection in two-

level online ABFT in the following comparative analysis. Note that, since the proposed

ABFT algorithms conduct a low-cost error detection every d iterations for only two vector-
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Table 2.5: Optimal pairs of (cd, d) for PCG and PBiCGSTAB algorithms implemented with
basic online ABFT.

PCG PBiCGSTAB

λ = 10−2 (1000, 1) (1000, 1)

λ = 1 (12, 1) (10, 1)

λ = 10 (1, 1) (1, 1)

dot products, our detection overhead is small under these scenarios, therefore, the optimal

strategy is to detect errors at every iteration.

Overhead Comparison Between Techniques

In order to validate the conclusions from the theoretical comparison in Section

2.5.3, we will use the same error scenarios to conduct our empirical analysis for PCG and

PBiCGSTAB, denoting them as O1, O2, and O3. As discussed in Section “Determining

Optimal cd and d”, in corresponding to the three error scenarios, we will use the optimal

(cd, d) for three error rates (i.e., low, medium/high, extremely high) from Table 2.5 to setup

the experiments. It is worth noting that, unlike PCG, PBiCGSTAB does not exhibit the

orthogonal property within its essential vectors and it is more compute-intensive than PCG

(i.e., two MVMs and two PCOs every iteration). The implementations of the basic PCG

and PBiCGSTAB algorithms are from PETSc. We use their default preconditioners. All

the results are the average values from different error locations in cd.

Figure 2.6 shows the overall performance comparison between three online ABFT

implementations of PCG under different error scenarios. We make the following obser-

vations. (1) The performance overhead for all three designs is low (i.e., 0.4%, 2.2% and

1.3% respectively) when the execution is error-free. (2) Under low error rate (Scenario 1),
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Figure 2.6: Performance comparison of PCG implemented with three online ABFT tech-
niques on Stampede. ‘Inf’ means it doesn’t terminate. Red dotted lines represent the
baseline cases.

basic online ABFT has the lowest overhead: O1 < O2 < O3. (3) Under medium/high

error rate (Scenario 2), two-level online ABFT performs the best: O2 < O3 < O1. As

the preconditioner M is well-selected for PCG, PCO is less time-consuming than MVM,

causing O3 < O1. (4) Under extremely high error rates (Scenario 3), two-level online ABFT

outperforms the other two again and our basic online ABFT is unable to terminate. The

overhead of online MV is 48% higher than two-level online ABFT. Observations (2), (3)

and (4) are consistent with our theoretical analysis from Section 2.5.2.

For the performance comparison among PBiCGSTAB implementations shown in

Figure 2.7, we observe behaviors different from those in PCG. (1) When the execution

is error-free, our proposed two techniques still incur low overhead (1.0% and 4.0%, re-

spectively), but much higher than those of PCG. This is because the overhead of check-

sum updates increases with more involved vectors in PBiCGSTAB. Also, our techniques’

overhead is much lower than that of online MV (29% lower), indicating that the triple-
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Figure 2.7: Performance comparison of PBiCGSTAB implemented with three online ABFT
techniques on Stampede.

checksum updates encounter much lower overhead than the more expensive binary search

and partial computation. (2) In Scenario 1, two-level online ABFT has the lowest overhead:

O2 < O1 < O3, which is different from the case for PCG. This is because average execution

time per iteration of PBiCGSTAB (9.1 × 10−2 seconds) is much higher than that of PCG

(4.8 × 10−2 seconds). Therefore, the rollback recovery overhead in PBiCGSTAB becomes

more significant than when using the triple-checksum scheme. (3) Unlike the case with

PCG, basic online ABFT outperforms online MV in Scenario 2 of PBiCGSTAB. This is

because the choice of M in PBiCGSTAB is not optimal, making PCOs to consume much

higher time than MVMs. (4) The performance improvement of our two designs over online

MV is more significant than that in PCG. This is because the fraction of time involving

in updating the checksums shrinks as the computation intensity of the algorithm increases.

This indicates that our designs will benefit computation intensive solvers with more MVMs

and PCOs.
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Figure 2.8: Performance comparison of PCG implemented with three online ABFT tech-
niques on Tianhe-2.

Figure 2.8 and 2.9 show the overall performance comparison between the three

online ABFT implementations of PCG and PBiCGSTAB, respectively, under those three

different error scenarios on the supercomputer Tianhe-2. Figure 2.8 and 2.9 indicate that

the peformance overhead on Tianhe-2 is similar to Stampede.

Scenario with Multiple Errors

We evaluate our two techniques under a relatively high error-rate scenario, where

multiple errors occur in different MVMs within different cd and one error occurs in a ran-

domly selected VLO during the entire execution. This scenario is built on the rationale that

MVM dominates most of the execution time in PCG, so it is highly likely that several soft

errors arrive one after another, spreading out in different checkpoint intervals (cd) during

the execution when error rate is high [86]. Figure 2.10 shows three scenarios of errors: (1) 4

errors occur one after another in four different MVMs of different checkpoint intervals; (2) 2
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Figure 2.9: Performance comparison of PBiCGSTAB implemented with three online ABFT
techniques on Tianhe-2.
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errors occur one after another in two different MVMs of different checkpoint intervals; and

(3) 1 error occurs in a randomly selected MVM. For the purpose of fair comparison, each

of these three cases will be accompanied with a scenario in which an error occurred in a

randomly selected VLO. As shown, the two-level online ABFT, on average, outperforms the

basic online ABFT by 32.1% under the high error rate scenario, even though it suffers from

a one-time rollback cost from the outer-level protection on the VLO’s error. Furthermore,

because of the inner-level protection, we can reduce the frequency of the error detection in

the outer-level (i.e., increasing d), which may even gain further performance improvement.

Determining d to achieve global optimal performance will be our future work.

2.6 Summary

To enable high error-detection coverage and low overhead, we proposed a new

checksum encoding mechanism that guarantees that only the checksum relationship of the

output vector needs to be verified to detect any soft error in MVM or VLO operations

in iterative methods. Unlike traditional checksum schemes, our design can tolerate cache

and register bit-flips and does not require additional checksum verifications after every

vector-generating operation. Based on this new checksum encoding scheme, we developed

two online ABFT algorithms—basic and two-level—for general iterative methods, allowing

errors to be detected eagerly or lazily based on system error rates. Experimental results

demonstrated that our proposed designs are efficient and effective in tolerating various error

scenarios in general iterative methods.
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Chapter 3

Significantly Improving Lossy

Compression for Scientific Data

Sets Based on Multidimensional

Prediction and Error-Controlled
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Quantization

3.1 Introduction

3.1.1 Data Reduction Challenge Towards Exascale Computing

One of the most challenging issues in performing scientific simulations or running

large-scale parallel applications today is the vast amount of data to store in disks, to transmit

on networks, or to process in postanalysis. The Hardware/Hybrid Accelerated Cosmology

Code (HACC), for example, can generate 20 PB of data for a single 1-trillion-particle simu-

lation; yet a system such as the Mira supercomputer at the Argonne Leadership Computing

Facility has only 26 PB of file system storage, and a single user cannot request 75% of the

total storage capacity for a simulation. Climate research also deals with a large volume of

data during simulation and postanalysis. As indicated by [43], nearly 2.5 PB of data were

produced by the Community Earth System Model for the Coupled Model Intercomparison

Project (CMIP) 5, which further introduced 170 TB of postprocessing data submitted to

the Earth System Grid [17]. Estimates of the raw data requirements for the CMIP6 project

exceed 10 PB [11].

Data compression offers an attractive solution for large-scale simulations and ex-

periments because it enables significant reduction of data size while keeping critical infor-

mation available to preserve discovery opportunities and analysis accuracy. Lossless com-

pression preserves 100% of the information; however, it suffers from limited compression

factor (up to 2:1 in general [65]), which is far less than the demand of large-scale scientific
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experiments and simulations. Therefore, only lossy compression with user-set error controls

can fulfill user needs in terms of data accuracy and of large-scale execution demand.

The key challenge in designing an efficient error-controlled lossy compressor for

scientific research applications is the large diversity of scientific data. Many of the existing

lossy compressors (such as SZ-1.1 [37] and ISABELA [53]) try to predict the data by using

curve-fitting method or spline interpolation method. The effectiveness of these compressors

highly relies on the smoothness of the data in local regions. However, simulation data often

exhibits fairly sharp or spiky data changes in small data regions, which may significantly

lower the prediction accuracy of the compressor and eventually degrade the compression

quality. NUMARCK [25] and SSEM [69] both adopt a quantization step in terms of the

distribution of the data (or quantile), which can mitigate the dependence of smoothness of

data; however, they are unable to strictly control the compression errors based on the user-

set bounds. ZFP [56] uses an optimized orthogonal data transform that does not strongly

rely on the data smoothness either; however, it requires an exponent/fixed-point alignment

step, which might not respect the user error bound when the data value range is huge (as

shown later in the charpter). And its optimized transform coefficients are highly dependent

on the compression data and cannot be modified by users.

3.1.2 Our Contributions

In this work, we propose a novel lossy compression algorithm that can deal with

the irregular data with spiky changes effectively, will still strictly respecting user-set error

bounds. Specifically, the critical contributions are threefold:
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• We propose a multidimensional prediction model that can significantly improve the

prediction hitting rate (or prediction accuracy) for each data point based on its nearby

data values in multiple dimensions, unlike previous work [37] that focuses only on

single-dimension prediction. Extending the single-dimension prediction to multiple

dimensions is challenging. Higher-dimensional prediction requires solving more com-

plicated surface equation system involving many more variables, which become in-

tractable especially when the number of data points used in the prediction is relatively

high. However, since the data used in the prediction must be preceding decompressed

values in order to strictly control the compression errors, the prediction accuracy is

degraded significantly if many data points are selected for the prediction. In this

paper, not only do we derive a generic formula for the multidimensional prediction

model but we also optimize the number of data points used in the prediction by an

in-depth analysis with real-world data cases.

• We design an adaptive error-controlled quantization and variable-length encoding

model in order to optimize the compression quality. Such an optimization is challeng-

ing in that we need to design the adaptive solution based on very careful observation

on masses of experiments and the variable-length encoding has to be tailored and

reimplemented to suit variable numbers of quantization intervals.

• We implement the new compression algorithm, namely SZ-1.4, and release the source

code under a BSD license. We comprehensively evaluate the new compression method

by using multiple real-world production scientific data sets across multiple domains,

such as climate simulation [50], X-ray scientific research [8], and hurricane simula-
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tion [1]. We compare our compressor with five state-of-the-art compressors: GZIP,

FPZIP, ZFP, SZ-1.1, and ISABELA. Experiments show that our compressor is the

best in class, especially with regard to both compression factors (or bit-rates) and

compression errors (including RMSE, NRMSE, and PSNR). On the three tested data

sets, our solution is better than the second-best solution by nearly a 2x increase in

the compression factor and 3.8x reduction in the normalized root mean squared error

on average.

3.2 Problem Statement and Metric Description

In this work, we focus mainly on the design and implementation of a lossy com-

pression algorithm for scientific data sets with given error bounds in HPC applications.

These applications can generate multiple snapshots that will contain many variables. Each

variable has a specific data type, for example, multidimensional floating-point array and

string data. Since the major type of the scientific data is floating-point, we focus our

lossy compression research on how to compress multidimensional floating-point data sets

within reasonable error bounds. Also, we want to achieve a better compression performance

measured by the following metrics:

We want to achieve a better compression performance measured by the following

metrics:

1. Pointwise compression error between original and reconstructed data sets, for example,

absolute error and value-range-based relative error 1

1Note that unlike the pointwise relative error that is compared with each data value, value-range-based
relative error is compared with value range.
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2. Average compression error between original and reconstructed data sets, for example,

RMSE, NRMSE, and PSNR.

3. Correlation between original and reconstructed data sets

4. Compression factor or bit-rates

5. Compression and decompression speed

We describe these metrics in detail below. Let us first define some necessary

notations.

Let the original multidimensional floating-point data set be X = {x1, x2, ..., xN},

where each xi is a floating-point scalar. Let the reconstructed data set be X̃ = {x̃1, x̃2, ..., x̃N},

which is recovered by the decompression process. Also, we denote the range of X by RX ,

that is, RX = xmax − xmin.

We now discuss the metrics we may use in measuring the performance of a com-

pression method.

Metric 1: For data point i, let eabsi = xi − x̃i, where eabsi is the absolute error ;

let ereli = eabsi/RX , where ereli is the value-range-based relative error. In our compression

algorithm, one should set either one bound or both bounds for the absolute error and the

value-range-based relative error depending on their compression accuracy requirement. The

compression errors will be guaranteed within the error bounds, which can be expressed by

the formula |eabsi | < ebabs or/and |ereli | < ebrel for 1 ≤ i ≤ N , where ebabs is the absolute

error bound and ebrel is the value-range-based relative error bound.
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Metric 2: To evaluate the average error in the compression, we first use the popular

root mean squared error (RMSE).

rmse =

√√√√ 1

N

N∑
i=1

(eabsi)
2 (3.1)

Because of the diversity of variables, we further adopt the normalized RMSE

(NRMSE).

nrmse =
rmse

RX
(3.2)

The peak signal-to-noise ratio (PSNR) is another commonly used average error

metric for evaluating a lossy compression method, especially in visualization. It is calculated

as following.

psnr = 20 · log10(
RX
rmse

) (3.3)

PSNR measures the size of the RMSE relative to the peak size of the signal. Logically, a

lower value of RMSE/NRMSE means less error, but a higher value of PSNR represents less

error.

Metric 3: To evaluate the correlation between original and reconstructed data sets,

we adopt the Pearson correlation coefficient ρ,

ρ =
cov(X, X̃)

σXσX̃
, (3.4)

where cov(X, X̃) is the covariance. This coefficient is a measurement of the linear depen-

dence between two variables, giving ρ between +1 and −1, where ρ = 1 is the total positive

linear correlation. The APAX profiler [85] suggests that the correlation coefficient between

original and reconstructed data should be 0.99999 (“five nines”) or better.
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Metric 4: To evaluate the size reduce as a result of the compression, we use the

compression factor CF ,

CF (F ) =
filesize(Forig)

filesize(Fcomp)
, (3.5)

or the bit-rate (bits/value),

BR(F ) =
filesizebit(Fcomp)

N
, (3.6)

where filesizebit is the file size in bits and N is the data size. The bit-rate represents the

amortized storage cost of each value. For a single/double floating-point data set, the bit-

rate is 32/64 bits per value before a compression, while the bit-rate will be less than 32/64

bits per value after a compression. Also, CF and BR have a mathematical relationship as

BR(F ) ∗ CF (F ) = 32/64 so that a lower bit-rate means a higher compression factor.

Metric 5: To evaluate the speed of compression, we compare the throughput (bytes

per second) based on the execution time of both compression and decompression with other

compressors.

3.3 Prediction Model Based on Mutidimensional Scientific

Data Sets

In Sections 3.3 and 3.4, we present our novel compression algorithm. At a high

level, the compression process involves three steps: (1) predict every data value through our

proposed multilayer prediction model; (2) adopt an error-controlled quantization encoder

with an adaptive number of intervals; and (3) perform a variable-length encoding technique

based on the uneven distributed quantization codes. In this section, we first present our
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new multilayer prediction model designed for multidimensional scientific data sets. Then,

we give a solution for choosing the best layer for our multilayer prediction model. We

illustrate how our prediction model works using two-dimensional data sets as an example.

3.3.1 Prediction Model for Multidimensional Scientific Data Sets

Consider a two-dimensional data set on a uniform grid of size M ×N , where M is

the size of second dimension and N is the size of first dimension. We give each data point

a global coordinate (i, j), where 0 < i ≤M and 0 < j ≤ N .

In our compression algorithm, we process the data point by point from the low

dimension to the high dimension. Assume that the coordinates of the current processing

data point are (i0, j0) and the processed data points are (i, j), where i < i0 or i = i0, j < j0,

as shown in Figure 3.1. The figure also shows our definition of “layer” around the processing

data point (i0, j0). We denote the data subset Sni0j0 and Tni0j0 by

Sni0j0 = {(i0 − k1, j0 − k2)|0 ≤ k1, k2 ≤ n} \ {(i0, j0)}

Tni0j0 = {(i0 − k1, j0 − k2)|0 ≤ k1 + k2 ≤ 2n− 1, k1, k2 ≥ 0}.

Since the data subset Sni0j0 contains the layer from the first one to the nth one, we call Sni0j0

“n-layer data subset.”

Now we build a prediction model for two-dimensional data sets using the n(n+ 2)

symmetric processed data points in the n-layer data subset Sni0j0 to predict data (i0, j0).
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data and the data in different layers of the prediction model.
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First, let us define a three-dimensional surface, called the “prediction surface,”

with the maximum order of 2n− 1 as follows.

f(x, y) =

i,j≥0∑
0≤i+j≤2n−1

ai,jx
iyj (3.7)

The surface f(x, y) has n(2n+ 1) coefficients, so we can construct a linear system

with n(2n+1) equations by using the coordinates and values of n(2n+1) data points. And

then solve this system for these n(2n+ 1) coefficients; consequently, we build the prediction

surface f(x, y). However, the problem is that not every linear system has a solution, which

also means not every set of n(2n + 1) data is able to be on the surface at the same time.

Fortunately, we demonstrate that the linear system constructed by the n(2n + 1) data in

Tni0j0 can be solved with an explicit solution. Also, we demonstrate that f(i0, j0) can be

expressed by the linear combination of the data values in Sni0j0 .

Now let us give the following theorem and proof.

Theorem 4. The n(2n+1) data in Tni0j0 will determine a surface f(x, y) shown in equation

(3.7), and the value of f(i0, j0) equals
(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1
(
n
k1

)(
n
k2

)
V (i0 − k1, j0 − k2),

where
(
n
k

)
is the binomial coefficient and V (i, j) is the data value of (i, j) in Sni0j0.

Proof. We transform the coordinate of each data point in Tni0j0 to a new coordinate as

(i0 − k1, j0 − k2)→ (k1, k2).

Then, using their new coordinates and data values, we can construct a linear

system with n(2n+ 1) equations as

V (k1, k2) =

i,j≥0∑
0≤i+j≤2n−1

ai,jk
i
1k
j
2, (3.8)

where 0 ≤ k1 + k2 ≤ 2n− 1, k1, k2 ≥ 0.
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Let us denote F as follows.

F =

(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1

(
n

k1

)(
n

k2

)
V (k1, k2) (3.9)

For any coefficient al,m,
i,j≥0∑

0≤i+j≤2n−1
ai,jk

i
1k
j
2 only has one term containing al,m,

which is kl1k
m
2 · al,m.

Also, from equations (3.8) and (3.9), F contains (
(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1
(
n
k1

)(
n
k2

)
kl1k

m
2 )·

al,m.

And because

(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1

(
n

k1

)(
n

k2

)
kl1k

m
2

=
∑

0≤k1,k2≤n
(−1)k1+k2+1

(
n

k1

)(
n

k2

)
kl1k

m
2 + 0l+m

= −
∑

0≤k1,k2≤n
(−1)k1+k2

(
n

k1

)(
n

k2

)
kl1k

m
2 + 0l+m

= −
∑

0≤k1≤n
(−1)k1

(
n

k1

)
kl1 ·

∑
0≤k2≤n

(−1)k2
(
n

k2

)
km2 + 0l+m.

For l+m ≤ 2n+ 1, either l or m is smaller than n. Also, from the theory of finite

differences [19],
∑

0≤i≤n
(−1)i

(
n
i

)
P (x) = 0 for any polynomial P (x) of degree less than n, so

either
∑

0≤k1≤n
(−1)k1

(
n
k1

)
kl1 = 0 or

∑
0≤k2≤n

(−1)k2
(
n
k2

)
km2 = 0.

Therefore, F contains 0l+m·al,m, so F =
l,m≥0∑

0≤l+m≤2n−1
0l+m·al,m = a0,0 and f(0, 0) =

a0,0 =
(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1
(
n
k1

)(
n
k2

)
V (k1, k2).

We transform the current coordinate to the previous one reversely, namely, (k1, k2)→

(i0 − k1, j0 − k2). Thus, f(i0, j0) =
(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1
(
n
k1

)(
n
k2

)
V (i0 − k1, j0 − k2).
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From this theorem, we know that the value of (i0, j0) on the prediction surface,

f(i0, j0), can be expressed by the linear combination of the data values in Sni0j0 . Hence, we

can use the value of f(i0, j0) as our predicted value for V (i0, j0). In other words, we build

our prediction model using the data values in Sni0j0 as follows.

f(i0, j0) =

(k1,k2)6=(0,0)∑
0≤k1,k2≤n

(−1)k1+k2+1

(
n

k1

)(
n

k2

)
V (i0 − k1, j0 − k2) (3.10)

We call this prediction model using n-layer data subset Sni0j0 the “n-layer prediction

model,” consequently, our proposed model can be called a multilayer prediction model.

Also, we can derive a generic formula of the multilayer prediction model for any

dimensional data sets. Because of space limitations, we give the formula as follows,

f(x1, · · · , xd) =

(k1,··· ,kd)6=(0,··· ,0)∑
0≤k1,··· ,kd≤n

−
d∏
j=1

(−1)kj
(
n

kj

)

· V (x1 − k1, · · · , xd − kd),

(3.11)

where d is the dimensional size of the data set and n represents the “n-layer” used in the

prediction model. Note that Lerenzo predictor [51] is a special case of our multi-dimensional

prediction model when n = 1.

3.3.2 In-Depth Analysis of the Best Layer for Multilayer Prediction Model

In Subsection 3.3.1, we developed a general prediction model for multidimensional

data sets. Based on this model, we need to answer another critical question: How many

layers should we use for the prediction model during the compression process? In other

words, we want to find the best n for equation (3.11).

Why does there have to exist a best n? We will use two-dimensional data sets to

explain. We know that a better n can result in a more accurate data prediction, and a more
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accurate prediction will bring us a better compression performance, including improvements

in compression factor, compression error, and compression/decompression speed. On the

one hand, a more accurate prediction can be achieved by increasing the number of layers,

which will bring more useful information along multiple dimensions. On the other hand, we

also note that data from further distance will bring more uncorrelated information (noise)

into the prediction, which means that too many layers will degrade the accuracy of our

prediction. Therefore, we infer that there has to exist a best number of layers for our

prediction model.

How can we get the best n for our multilayer prediction model?

For a two-dimensional data set, we first need to get prediction formulas for different

layers by substituting 1, 2, 3, and so forth into the generic formula of our prediction model

(as shown in equation (3.11)). The formulas are shown in Table 3.1.

Then we introduce a term called the “prediction hitting rate,” which is the propor-

tion of the predictable data in the whole data set. We define a data point as “predictable

data” if the difference between its original value and predicted value is not larger than the

error bound. We denote the prediction hitting rate by RPH = NPH
N , where NPH is the

number of predictable data points and N is the size of the data set.

In the climate simulation ATM data sets example, the hitting rates are calculated

in Table 3.2, based on the prediction methods described above. Here the second column

shows the prediction hitting rate by using the original data values, denoted by RorigPH . In this

case, 2-layer prediction will be more accurate than other layers if performing the prediction

on the original data values. However, in order to guarantee that the compression error
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Table 3.1: Formulas of 1, 2, 3, 4-layer prediction for two-dimensional data sets

Prediction Formula

1-Layer f(i0, j0) = V (i0, j0 − 1) + V (i0 − 1, j0)− V (i0 − 1, j0 − 1)

2-Layer

f(i0, j0) = 2V (i0 − 1, j0) + 2V (i0, j0 − 1)

−4V (i0 − 1, j0 − 1)− V (i0 − 2, j0)− V (i0, j0 − 2)

+2V (i0 − 2, j0 − 1) + 2V (i0 − 1, j0 − 2)− V (i0 − 2, j0 − 2)

3-Layer

f(i0, j0) = 3V (i0 − 1, j0) + 3V (i0, j0 − 1)

−9V (i0 − 1, j0 − 1)− 3V (i0 − 2, j0)− 3V (i0, j0 − 2)

+9V (i0 − 2, j0 − 1) + 9V (i0 − 1, j0 − 2)− 9V (i0 − 2, j0 − 2)

+V (i0 − 3, j0) + V (i0, j0 − 3)

−3V (i0 − 3, j0 − 1)− 3V (i0 − 1, j0 − 3)

+3V (i0 − 3, j0 − 2) + 3V (i0 − 2, j0 − 3)− V (i0 − 3, j0 − 3)

4-Layer

f(i0, j0) = 4V (i0 − 1, j0) + 4V (i0, j0 − 1)

−16V (i0 − 1, j0 − 1)− 6V (i0 − 2, j0)− 6V (i0, j0 − 2)

+24V (i0 − 2, j0 − 1) + 24V (i0 − 1, j0 − 2)

−36V (i0 − 2, j0 − 2) + 4V (i0 − 3, j0) + 4V (i0, j0 − 3)

−16V (i0 − 3, j0 − 1)− 16V (i0 − 1, j0 − 3) + 24V (i0 − 3, j0 − 2)

+24V (i0 − 2, j0 − 3)− 16V (i0 − 3, j0 − 3)

−V (i0 − 4, j0)− V (i0, j0 − 4) + 4V (i0 − 4, j0 − 1)

+4V (i0 − 1, j0 − 4)− 6V (i0 − 4, j0 − 2)− 6V (i0 − 2, j0 − 4)

+4V (i0 − 4, j0 − 3) + 4V (i0 − 3, j0 − 4)− V (i0 − 4, j0 − 4)
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Table 3.2: Prediction hitting rate using different layers for the prediction model based on
original and decompressed data values on ATM data sets

RorigPH RdecompPH

1-Layer 21.5% 19.2%

2-Layer 37.5% 6.5%

3-Layer 25.8% 9.8%

4-Layer 14.5% 5.9%

(absolute or value-range-based relative) falls into the user-set error bounds, the compression

algorithm must use the preceding decompressed data values instead of the original data

values. Therefore, the last column of Table 3.2 shows the hitting rate of the prediction

by using preceding decompressed data values, denoted by RdecompPH . In this case, 1-layer

prediction will become the best one for the compression algorithm on ATM data sets.

Since the best layer n is data-dependent, different scientific data sets may have dif-

ferent best layers. Thus, we give users an option to set the value of layers in the compression

process. The default value in our compressor is n = 1.

3.4 AEQVE: Adaptive Error-controlled Quantization and

Variable-length Encoding

In this section, we present our adaptive error-controlled quantization and variable-

length encoding model, namely, AEQVE, which can further optimize the compression qual-

ity. First, we introduce our quantization method, which is completely different from the
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traditional one. Second, using the same logic from Subsection 3.3.2, we develop an adaptive

solution to optimize the number of intervals in the error-controlled quantization. Third,

we show the fairly uneven distribution produced by our quantization encoder. Finally, we

reduce the data size significantly by using the variable-length encoding technique on the

quantization codes.

3.4.1 Error-Controlled Quantization

The design of our error-controlled quantization is shown in Figure 3.2. First,

we calculate the predicted value by using the multilayer prediction model proposed in the

preceding section. We call this predicted value the “first-phase predicted value,” represented

by the red dot in Fig. 3.2. Then, we expand 2m−2 values from the first-phase predicted value

by scaling the error bound linearly; we call these values “second-phase predicted values,”

represented by the orange dots in Fig. 3.2. The distance between any two adjacent predicted

values equals twice the error bound. Note that each predicted value will also be expanded

one more error bound in both directions to form an interval with the length of twice the

error bound. This will ensure that all the intervals are not overlapped.

If the real value of the data point falls into a certain interval, we mark it as pre-

dictable data and use its corresponding predicted value from the same interval to represent

the real value in the compression. In this case, the difference between the real value and

predicted value is always lower than the error bound. However, if the real value doesn’t fall

into any interval, we mark the data point as unpredictable data. Since there are 2m − 1

intervals, we use 2m − 1 codes to encode these 2m − 1 intervals. Since all the predictable

data can be encoded as the code of its corresponding interval and since all the unpredictable
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data will be encoded as another code, we need m bits to encode all 2m codes. For example,

we use the codes of 1, · · · , 2m−1, · · · , 2m− 1 to encode predictable data and use the code of

0 to encode unpredictable data. This process is quantization encoding.

Note that our proposed error-controlled quantization is totally different from the

traditional quantization technique, vector quantization, used in previous lossy compression,

such as SSEM [69] and NUMARCK [25], in two properties: uniformity and error-control.

The vector quantization method is nonuniform, whereas our quantization is uniform. Specif-

ically, in vector quantization, the more concentratedly the data locates, the shorter the

quantization interval will be, while the length of our quantization intervals is fixed (i.e.

twice the error bound). Therefore, in vector quantization, the compression error cannot be

controlled for every data point, especially the points in the intervals with the length longer

than twice the error bound. Thus, we call our quantization method as error-controlled

quantization.

The next question is, How many quantization intervals should we use in the error-

controlled quantization? We leave this question to Subsection 3.4.2. First, we introduce a

technique we will adopt after the quantization.

Figure 3.3 shows an example of the distribution of quantization codes produced

by our quantization encoder, which uses 255 quantization intervals to represent predictable

data. From this figure, we see that the distribution of quantization codes is uneven and

that the degree of nonuniformity of the distribution depends on the accuracy of the previous

prediction. In information and coding theory, a strategy, called variable-length encoding,

is used to compress the nonuniform distribution source. In variable-length encoding, more
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Figure 3.2: Design of error-controlled quantization based on linear scaling of the error
bound.
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common symbols will be generally represented using fewer bits than less common symbols.

For uneven distribution, we can employ the variable-length encoding to reduce the data size

significantly. Note that variable-length encoding is a process of lossless data compression.

Specifically, we use the most popular variable-length encoding strategy, Huffman

coding [49]. Here we do not describe the Huffman coding algorithm in detail, but we note

that Huffman coding algorithm implemented in all the lossless compressors on the market

can deal only with the source byte by byte; hence, the total number of the symbols is as

higher as to 256 (28). In our case, however, we do not limit m to be no greater than 8.

Hence, if m is larger than 8, more than 256 quantization codes need to be compressed using

the Huffman coding. Thus, in our compression, we implement a highly efficient Huffman

coding algorithm that can handle a source with any number of quantization codes.

3.4.2 Adaptive Scheme for Number of Quantization Intervals

In Subsection 3.4.1, our proposed compression algorithm encodes the predictable

data with its corresponding quantization code and then uses variable-length encoding to

reduce the data size. A question remaining: How many quantization intervals to use?

We use an m−bit code to encode each data point, and the unpredictable data will

be stored after a reduction of binary-representation analysis [37]. However, even binary-

representation analysis can reduce the data size to a certain extent. Storing the unpre-

dictable data point has much more overhead than storing the quantization codes. There-

fore, we should select a value for the number of quantization intervals that is as small as

possible but can provide a sufficient prediction hitting rate. Note that the rate depends on

the error bound as shown in Figure 3.4. If the error bound is too low (e.g., ebrel = 10−7),
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Figure 3.3: Distribution produced by error-controlled quantization encoder on ATM data
sets of (a) value-range-based relative error bound = 10−3 and (b) value-range-based relative
error bound = 10−4 with 255 quantization intervals (m = 8).

the compression is close to lossless, and achieving a high prediction hitting rate is difficult.

Hence, we focus our research on a reasonable range of error bounds, ebrel ≥ 10−6.

Now we introduce our adaptive scheme for the number of quantization intervals

used in the compression algorithm. Figure 3.4 shows the prediction hitting rate with differ-

ent value-range-based relative error bounds using different numbers of quantization intervals

on 2D ATM data sets and 3D hurricane data sets. It indicates that the prediction hitting

rate will suddenly descend at a certain error bound from over 90% to a relatively low value.

For example, if using 511 quantization intervals, the prediction hitting rate will drop from

97.1% to 41.4% at ebrel = 10−6. Thus, we consider that 511 quantization intervals can

cover only the value-range-based relative error bound higher than 10−6. However, different

numbers of quantization intervals have different capabilities to cover different error bounds.

Generally, more quantization intervals will cover lower error bounds. Baker et al. [11] point

out that ebrel = 10−5 is enough for climate research simulation data sets, such as ATM data

sets. Thus, based on Fig. 3.4, for ATM data sets, using 63 intervals and 511 intervals are
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Figure 3.4: Prediction hitting rate with decreasing error bounds using different quantization
intervals on (a) ATM data sets and (b) hurricane data sets.

good choices for ebrel = 10−4 and ebrel = 10−5 respectively. But, for hurricane data sets,

we suggest using 15 intervals for ebrel = 10−4 and 63 intervals for ebrel = 10−5.

In our compression algorithm, a user can determine the number of quantization

intervals by setting a value for m (2m − 1 quantization intervals). However, if it is unable

to achieve a good prediction hitting rate (smaller than θ) in some error bounds, our com-

pression algorithm will suggest that the user increases the number of quantization intervals.
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On contrast, the user should reduce the number of quantization intervals until a further

reduction results the prediction hitting rate smaller than θ. In practice, sometimes a user’s

requirement for compression accuracy is stable; thus, the user can tune a good value for the

number of quantization intervals and get optimized factors in the following compression.

Algorithm 1 in Figure 3.5 outlines our proposed lossy compression algorithm.

Note that the input data is a d -dimensional floating-point array of the size N = n(1) ×

n(2) × · · · × n(d), where n(1) is the size of the lowest dimension and n(d) is the size of the

highest dimension. Before processing the data (line 1-3), our algorithm needs to compute the

(n+1)d−1 coefficients (based on Equation 3.11) of the n-layer prediction method only once

(line 3). While processing the data (line 4-20), first, the algorithm computes the predicted

value for the current processing data point using the n-layer prediction method (line 9).

Next, the algorithm computes the difference between the original and predicted data value

and encodes the data point using 2m quantization codes (line 10-11). Then, if the data point

is unpredictable, the algorithm adopts the binary-representation analysis (line 14) proposed

in [37] to reduce its storage. Lastly, the algorithm computes and records the decompressed

value for the future prediction (line 16). After processing each data point (line 21-25), the

algorithm will compress the quantization codes using the variable-length encoding technique

(line 21) and count the number of predictable data points (line 22). If the prediction hitting

rate is lower than the threshold θ, our algorithm will suggest that the user increases the

quantization interval number (line 23-25). The computation complexity of each step is

shown in Figure 3.4. Note that (1) lines 3 and 9 are O(1), since they depend only on the

number of layers n used in the prediction rather than the data size N ; (2) although line 14 is
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O(1), binary-presentation analysis is more time-consuming than the other O(1) operations,

such as lines 9-11 and 16, and hence increasing the prediction hitting rate can result in

faster compression significantly; and (3) since we adopt the Huffman coding algorithm

for the variable-length encoding and the total number of the symbols (i.e., quantization

intervals) is 2m (such as 255), line 22 is its theoretical complexity O(N log 2m) = O(mN)

= O(N). Therefore, the overall complexity is O(N).

3.5 Empirical Performance Evaluation

In this section, we evaluate our compression algorithm, namely SZ-1.4, on various

single-precision floating-point data sets: 2D ATM data sets from climate simulations [50],

2D APS data sets from X-ray scientific research [8], and 3D hurricane data sets from a

hurricane simulation [1], as shown in Table 3.3. We compare our compression algorithm

SZ-1.4 with state-of-the-art losseless (i.e., GZIP [33] and FPZIP [57]) and lossy compressors

(i.e., ZFP [56], SZ-1.1 [37], and ISABELA [53]), based on the metrics mentioned in Section

3.2. We conducted these experiments on a single core of an iMac with 2.3 GHz Intel Core

i7 processors and 32 GB of 1600 MHz DDR3 RAM. We also discuss the parallel use of our

compressor (i.e., SZ-1.4) for large-scale data sets and perform an empirical performance

evaluation on the full 2.5 TB ATM data sets using 1024 cores (i.e., 64 nodes, each node

with two Intel Xeon E5-2670 processors and 64 GB DDR3 memory, and each processor has

8 cores) from the Blues cluster [2] at Argonne.
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Table 3.3: Description of data sets used in empirical performance evaluation

Data Source Dimension Size Data Size File Number

ATM Climate simulation 1800× 3600 2.6 TB 11400

APS X-ray instrument 2560× 2560 40 GB 1518

Hurricane Hurricane simulation 100× 500× 500 1.2 GB 624

Table 3.4: Comparison of Pearson correlation coefficient using various lossy compressors
with different maximum compression errors

Maximum

erel

ATM Maximum

erel

Hurricane

SZ-1.4 ZFP SZ-1.1 SZ-1.4 ZFP SZ-1.1

3.3× 10−3 0.99998 0.9996 0.99998 2.4× 10−3 0.998 0.99995 0.998

4.3× 10−4 ≥ 1− 10−6 ≥ 1− 10−7 ≥ 1− 10−6 1.8× 10−4 ≥ 1− 10−5 ≥ 1− 10−6 ≥ 1− 10−5

2.6× 10−5 ≥ 1− 10−8 ≥ 1− 10−9 ≥ 1− 10−9 2.5× 10−5 ≥ 1− 10−6 ≥ 1− 10−8 ≥ 1− 10−5

3.4× 10−6 ≥ 1− 10−10 ≥ 1− 10−11 ≥ 1− 10−11 2.6× 10−6 ≥ 1− 10−8 ≥ 1− 10−9 ≥ 1− 10−7

4.1× 10−7 ≥ 1− 10−12 ≥ 1− 10−13 ≥ 1− 10−13 2.9× 10−7 ≥ 1− 10−10 ≥ 1− 10−11 ≥ 1− 10−11

3.5.1 Compression Factor

First, we evaluated our compression algorithm (i.e., SZ-1.4) based on the com-

pression factor. Figure 3.6 compares the compression factors of SZ-1.4 and five other com-

pression methods: GZIP, FPZIP, ZFP, SZ-1.1, and ISABELA, with reasonable value-range-

based relative error bounds, namely, 10−3, 10−4, 10−5, and 10−6, respectively. Specifically,

we ran different compressors using the absolute error bounds computed based on the above

listed ratios and the global data value range and then checked the compression results.

Figure 3.6 indicates that SZ-1.4 has the best compression factor within these reasonable

error bounds. For example, with ebrel = 10−4, for ATM data sets, the average compression
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Table 3.5: Maximum compression errors (normalized to value range) using SZ-1.4 and ZFP
with different user-set value-range-based error bounds

User-set ebrel

ATM Hurricane

SZ-1.4 ZFP SZ-1.4 ZFP

10−2 1.0× 10−2 3.3× 10−3 1.0× 10−2 2.4× 10−3

10−3 1.0× 10−3 4.3× 10−4 1.0× 10−3 1.8× 10−4

10−4 1.0× 10−4 2.6× 10−5 1.0× 10−4 2.5× 10−5

10−5 1.0× 10−5 3.4× 10−6 1.0× 10−5 2.6× 10−6

10−6 1.0× 10−6 4.1× 10−7 1.0× 10−6 2.9× 10−7

factor of SZ-1.4 is 6.3, which is 110% higher than ZFP’s 3.0, 70% higher than SZ-1.1’s 3.8,

350% higher than ISABELA’s 1.4, 232% higher than FPZIP’s 1.9, and 430% higher than

GZIP’s 1.3. For APS data sets, the average compression factor of SZ-1.4 is 5.2, which is

79% higher than ZFP’s 2.9, 74% higher than SZ-1.1’s 3.0, 340% higher than ISABELA 1.2,

300% higher than FPZIP’s 1.3, and 372% higher than GZIP’s 1.1. For the hurricane data

sets, the average compression factor of SZ-1.4 is 21.3, which is 166% higher than ZFP’s

8.0, 139% higher than SZ-1.1’s 8.9, 1675% higher than ISABELA’s 1.2, 788% higher than

FPZIP’s 2.4, and 1538% higher than GZIP’s 1.3. Note that ISABELA cannot deal with

some low error bounds; thus, we plot its compression factors only until it fails.

We note that ZFP might not respect the error bound because of the fixed-point

alignment when the value range is huge. For example, the variable CDNUMC in the ATM data

sets, its value range is from 10−3 to 1011 and the compression error of the data point with
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Figure 3.6: Comparison of compression factors using different lossy compression methods
on (a) ATM, (b) APS, and (c) hurricane data sets with different error bounds.
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Table 3.6: Compression and decompression speeds (MB/s) using SZ-1.4 and ZFP with
different value-range-based relative error bounds

User-set ebrel

ATM APS Hurricane

SZ-1.4 ZFP SZ-1.4 ZFP SZ-1.4 ZFP

Comp Decomp Comp Decomp Comp Decomp Comp Decomp Comp Decomp Comp Decomp

10−3 82.3 174.0 118.7 181.8 77.7 130.5 101.1 156.5 84.9 176.4 251.6 549.6

10−4 61.5 100.6 100.5 139.4 64.3 98.0 104.5 133.6 82.8 164.5 211.3 436.0

10−5 55.4 83.8 87.9 121.3 52.9 78.8 101.7 115.3 76.2 149.0 174.3 322.8

10−6 46.1 55.6 83.6 105.7 44.3 50.8 95.4 109.7 69.5 118.1 150.9 265.4

the value 6.936168 is 0.123668 if using ZFP with ebabs = 10−7. When the value range is

not such huge, the maximum compression error of ZFP is much lower than the input error

bound, whereas the maximum compression errors of the other lossy compression methods,

including SZ-1.4, are exactly the same as the input error bound. This means that ZFP

is overconservative with regard to the user’s accuracy requirement. Table 3.5 shows the

maximum compression errors of SZ-1.4 and ZFP with different error bounds. For a fair

comparison, we also evaluated SZ-1.4 by setting its input error bound as the maximum

compression error of ZFP, which will make the maximum compression errors of SZ-1.4 and

ZFP the same. The comparison of compression factors is shown in Figure 3.7. For example,

with the same maximum compression error of 4.3× 10−4, our average compression factor is

162% higher than ZFP’s on the ATM data sets. With the same maximum compression error

of 1.8 × 10−4, our average compression factor is 71% higher than ZFP’s on the hurricane

data sets.
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Figure 3.7: Comparison of compression factors with same maximum compression error using
SZ-1.4 and ZFP on (a) ATM and (b) hurricane data sets.
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3.5.2 Rate-Distortion

We note that ZFP is designed for a fixed bit-rate, whereas SZ (including SZ-1.1

and SZ-1.4) and ISABELA are designed for a fixed maximum compression error. Thus, for a

fair comparison, we plot the rate-distortion curve for all the lossy compressors and compare

the distortion quality with the same rate. Here rate means bit-rate in bits/value, and we

will use the peak signal-to-noise ratio (PSNR) to measure the distortion quality. PSNR

is calculated by the equation (3.3) in decibel. Generally speaking, in the rate-distortion

curve, the higher the bit-rate (i.e., more bits per value) in compressed storage, the higher

the quality (i.e., higher PSNR) of the reconstructed data after decompression.

Figure 3.8 shows the rate-distortion curves of the different lossy compressors on

the three scientific data sets. The figure indicates that our lossy compression algorithm (i.e.,

SZ-1.4) has the best rate-distortion curve on the 2D data sets, ATM and APS. Specifically,

when the bit-rate equals 8 bits/value (i.e., CF = 4), for the ATM data sets, the PSNR

of SZ-1.4 is about 103 dB, which is 14 dB higher than the second-best ZFP’s 89 dB. This

14 dB improvement in PSNR represents an increase in accuracy (or reduction in RMSE)

of more than 5 times. Also, the accuracy of our compressor is more than 7 times that of

SZ-1.1 and 103 times than of ISABELA. For APS data sets, the PSNR of SZ-1.4 is about

96 dB, which is 9 dB higher than ZFP’s 87 dB. This 9 dB improvement in PSNR represents

an increase in accuracy of 2.8 times. Also, the accuracy of our compressor is 8 times that

of SZ-1.1 and 790 times that of ISABELA.

For the 3D hurricane data sets, the rate-distortion curves illustrate that at low

bit-rate (i.e., 2 bits/value) the PSNR of SZ-1.4 is close to that of ZFP. In the other cases
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of bit-rate higher than 2 bits/value, our PSNR is better than ZFP’s. Specifically, when the

bit-rate is 8 bits/value, our PSNR is about 182 dB, which is 11 dB higher (3.5x in accuracy)

than ZFP’s 171 dB, and 47 dB higher (224x in accuracy) than SZ-1.1’s 135 dB.

Note that we test and show the cases only with the bit-rate lower than 16 bits/value

for the three single-precision data sets, which means the compression factors are higher than

2. Some lossless compressors can provide a compression factor up to 2, as confirmed in the

previous study [65]. It is reasonable to assume that users are interested in lossy compression

only if it provides a compression factor of 2 or higher.

3.5.3 Pearson Correlation

Next we evaluated our compression algorithm (i.e., SZ-1.4) based on the Pearson

correlation coefficient between the original and the decompressed data. Table 3.4 shows

the Pearson correlation coefficients using different lossy compression methods with different

maximum compression errors. Because of space limitations, we compare SZ-1.4 only with

ZFP and SZ-1.1, since from the previous evaluations they outperform ISABELA signifi-

cantly. We note that we use the maximum compression error of ZFP as the input error

bound of SZ-1.4 and SZ-1.1 to make sure that all three lossy compressors have the same

maximum compression error. From Table 3.4 we know that all three compressors have

“five nines” or better coefficients (marked with bold) (1) from 4.3 × 10−4 to lower value-

range-based relative error bounds on the ATM data sets and (2) from 1.8 × 10−4 to lower

value-range-based relative error bounds on the hurricane data sets. These results mean

SZ-1.4 has accuracy in the Pearson correlation similar to that of ZFP and SZ-1.1.
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Figure 3.8: Rate-distortion using different lossy compression methods on (a) ATM, (b)
APS, and (c) hurricane data sets.
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3.5.4 Speed

Now, let us evaluate the compression and decompression speed of our compressor

(i.e., SZ-1.4). We evaluate the compression and decompression speed of different lossy

compressors with different error bound in megabytes per second. First, we compare the

overall speed of SZ-1.4 with SZ-1.1 and ISABELA’s. For the 2D ATM and APS data

sets, on average, our compressor is 2.2x faster than SZ-1.1 and 32x faster than ISABELA.

For the 3D hurricane data sets, on average, SZ-1.4 is 2.4x faster than SZ-1.1 and 62x

faster than ISABELA. Due to space limitations, we do not show the specific values of SZ-

1.1 and ISABELA. We then compare the speed of SZ-1.4 and ZFP. Table 3.6 shows the

compression and decompression speed of SZ-1.4 and ZFP. It illustrates that on average SZ-

1.4’s compression is 50% slower than ZFP’s and decompression is 48% slower than ZFP’s.

Our compression has not been optimized in performance because the primary objective

was to reach high compression factors, therefore, we plan to optimize our compression for

different architectures and data sets in the future.

3.5.5 Autocorrelation of Compression Error

Finally, we analyze the autocorrelation of the compression errors, since some appli-

cations require the compression errors to be uncorrelated. We evaluate the autocorrelation

of the compression errors on the two typical variables in the ATM data sets, i.e., FREQSH and

SNOWHLND. The compression factors of FREQSH and SNOWHLND are 6.5 and 48 using SZ-1.4

with ebrel = 10−4. Thus, to some extent, FREQSH can represent relatively low-compression-

factor data sets, while SNOWHLND can represent relatively high-compression-factor data sets.
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Figure 3.9: Autocorrelation analysis (first 100 coefficients) of compression errors with in-
creasing delays using our lossy compressor and ZFP on variable FREQSH (i.e., (a) and (b))
and variable SNOWHLND (i.e., (c) and (d)) in ATM data sets.

Figure 3.9 shows the first 100 autocorrelation coefficients of our and ZFP’s com-

pression errors on these two variables. It illustrates that on the FREQSH the maximum

autocorrelation coefficient of SZ-1.4 is 4 × 10−3, which is much lower than ZFP’s 0.25.

However, on the SNOWHLND the maximum autocorrelation coefficient of SZ-1.4 is about 0.5,

which is higher than ZFP’s 0.23. We also evaluate the autocorrelation of SZ-1.4 and ZFP

on the APS and hurricane data sets and observe that, generally, SZ-1.4’s autocorrelation is

lower than ZFP’s on the relatively low-compression-factor data sets, whereas ZFP’s auto-

correlation is lower than SZ-1.4’s on the relatively high-compression-factor data sets. We

therefore plan to improve the autocorrelation of compression errors on the relatively high-

compression-factor data sets in the future.
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3.5.6 Parallel Evaluation

Parallel compression can be classified into two categories: in-situ compression and

off-line compression. Our compressor can be easily used as an in-situ compressor embedded

in a parallel application. Each process can compress/decompress a fraction of the data that

is being held in its memory. For off-line compression, an MPI program or a script can be

used to load the data into multiple processes and run the compression separately on them.

ATM data sets (as shown in Table 3.3), for example, have a total of 11400 files and APS

data sets have 1518 files. The users can load these files by multiple processes and run our

compressor in parallel, without inter-process communications.

We present the strong scalability of the parallel compression and decompres-

sion without the I/O (i.e., writing/reading data) time in Table 3.7 and 3.8 with differ-

ent scales ranging from 1 to 1024 processes on the Blues cluster. In the experiments, we

set ebrel = 10−4 for all the compression. The number of processes is increased in two

stages. At the first stage, we launch one process per node and increase the number of

nodes until the maximum number we can request (i.e., 64). At the second stage, we run

the parallel compression on 64 nodes while changing the number of processes per node.

We measure the time of compression/decompression without the I/O time and use the

maximum time among all the processes. We test each experiment five times and use the

average compression/decompression time to calculate their speeds, speedup, and parallel

efficiency as shown in the tables. The two tables illustrates that the parallel efficiency of

our compressor can stay nearly 100% from 1 to 128 processes, which demonstrates that our
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Table 3.7: Strong scalability of parallel compression using SZ-1.4 with different number of
processes on Blues

Number of

Processes

Number of

Nodes

Comp Speed

(GB/s)

Speedup
Parallel

Efficiency

1 1 0.09 1.00 100.0%

2 2 0.18 2.00 99.8%

4 4 0.35 3.99 99.9%

8 8 0.70 7.99 99.8%

16 16 1.40 15.98 99.9%

32 32 2.79 31.91 99.7%

64 64 5.60 63.97 99.9%

128 64 11.2 127.6 99.7%

256 64 21.5 245.8 96.0%

512 64 40.5 463.0 90.4%

1024 64 81.3 930.7 90.9%
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Table 3.8: Strong scalability of parallel decompression using SZ-1.4 with different number
of processes on Blues

Number of

Processes

Number of

Nodes

Decomp Speed

(GB/s)

Speedup
Parallel

Efficiency

1 1 0.20 1.00 100.0%

2 2 0.40 1.99 99.6%

4 4 0.80 4.00 99.9%

8 8 1.60 7.94 99.2%

16 16 3.20 16.00 99.9%

32 32 6.40 31.91 99.7%

64 64 12.8 64.00 99.9%

128 64 25.6 127.7 99.7%

256 64 49.0 244.5 95.5%

512 64 92.5 461.4 90.1%

1024 64 187.0 932.7 91.1%

92



compression/decompression have linear speedup with the number of processors. However,

the parallel efficiency is decreased to about 90% when the total number of processes is

greater than 128 (i.e, more than two processes per node). This performance degradation

is due to node internal limitations. Note that the compression/decompression speeds of a

singe process in Table 3.7 and 3.8 are different from ones in Table 3.6, since we run the

sequential and parallel compression on two different platforms.

Figure 3.10 compares the time to compress/decompress and write/read the com-

pressed data against the time to write/read the initial data. Each bar represents the sum of

compression/decompression time, writing/reading the compressed data and writing/reading

the initial data. We normalize the sum to 100% and plot a dash line at 50% to ease the

comparison. It illustrates that the time of writing and reading initial data will be much

longer than the time of writing and reading compressed data plus the time of compression

and decompression on the Blues when the number of processors is 32 or more. This demon-

strates our compressor can effectively reduce the total I/O time when dealing with the ATM

data sets. We also note that the relative time spent in I/O will increase with the number

of processors, because of inevitable bottleneck of the bandwidth when writing/reading data

simultaneously by many processes. By contract, our compression/decompression have lin-

ear speedup with the number of processors, which means the performance gains should be

greater with increasing scale.
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3.6 Summary

In this chapter, we propose a novel error-controlled lossy compression algorithm.

We evaluate our compression algorithm by using multiple real-world production scientific

data sets across multiple domains, and we compare it with five state-of-the-art compressors

based on a series of metrics. We have implemented and released our compressor under a

BSD license. The key contributions are listed below.

• We derive a generic model for the multidimensional prediction and optimize the num-

ber of data points used in the prediction to achieve significant improvement in the

prediction hitting rate.

• We design an adaptive error-controlled quantization and variable-length encoding

model (AEQVE) to deal effectively with the irregular data with spiky changes.

• Our average compression factor is more than 2x compared with the second-best com-

pressor with reasonable error bounds and our average compression error has more than

3.8x reduction over the second-best with user-desired bit-rates on the ATM, APS and

hurricane data sets.
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Chapter 4

Improving Checkpointing

Performance for Iterative Methods

by Lossy Checkpointing

4.1 Introduction

4.1.1 Motivation

For many PDE-based scientific simulations, the sparse linear system includes most

of the variables that are involved in the application, so checkpointing for iterative methods

determines overall checkpointing performance [46]. For example, SIMPLE (Semi-Implicit

Method for Pressure-Linked Equations) [62] algorithm is a widely used numerical method to

solve the Navier-Stokes equations [29] for Computational Fluid Dynamics (CFD) problems.

Specifically, for 3D CFD problems, there are totally nine fluid-flow scalar variables (i.e.,
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velocities V x, V y, V z, pressure P , Energy T , velocity corrections V x′, V y′, V z′, and pressure

correction P ′) in SIMPLE-like algorithms. We note that at each iteration the velocity

corrections (V x′, V y′, and V z′) can be easily computed based on the pressure correction

rate ∆P ′ and the coefficient matrices are discretized based on the scalar variables. Thus,

totally six scalar variables need to be checkpointed during the CFD simulations except for

the velocity corrections and the coefficient matrices. Moreover, each iteration needs to solve

five sparse linear systems for V x, V y, V z, P ′, and T by iterative methods, respectively.

Accordingly, five out of six scalar variables will be checkpointed during iterative methods.

As a result, significantly improving the checkpointing performance of iterative methods

can significantly improve the overall performance for 3D CFD simulations and other HPC

applications, in most of which the variables are used by iterative linear solvers. We refer

readers to [61] for more details of 3D CFD problems and SIMPLE-like algorithms in parallel.

4.1.2 Our Contributions

As mentioned in Section 1, lossy compressed checkpointing raises two challenging

issues. (1) What is the impact of lossy checkpointing data on the execution performance?

Specifically, can the iterative methods still converge, or how many extra iterations will be

introduced after restarting from a lossy checkpoint? (2) Is adopting lossy compression in the

checkpointing model a worthwhile method for improving the overall performance? Specifi-

cally, how much performance gain can be achieved based on the checkpoints with reduced

size?
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To address such two key issues, we make following contributions.

• We propose a novel lossy checkpointing scheme that significantly improves the perfor-

mance for iterative methods. In particular, we exploit a lossy checkpointing scheme

under which both the lossy compression and checkpointing can be performed efficiently

for the iterative methods.

• We design a performance model that can formulate the overall performance of the

execution with lossy checkpointing in the presence of failures. In particular, we derive

an upper bound for the extra number of iterations caused by the lossy checkpoints

against the reduced checkpointing overheads, which is a sufficient condition to de-

termine whether the lossy checkpointing can get a performance gain for an iterative

method in numerical linear algebra.

• We explore the impact of the lossy checkpointing on the extra number of iterations

for multiple iterative methods, including stationary iterative methods, GMRES, and

CG.

• We evaluate our lossy checkpointing scheme with optimized checkpointing intervals

based on multiple iterative methods provided by PETSc, using both lossless and lossy

compressors, on a parallel environment with up to 2,048 cores. Experiments show

that our solution reduces the fault tolerance overhead by 23%∼70% compared with

traditional checkpointing and 20%∼58% compared with lossless checkpointing.

The rest of the charpter is organized as follows. In Section 4.2, we describe the

traditional checkpointing method without lossy compressors. In Section 4.4, we propose
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our lossy checkpointing scheme with state-of-the-art lossy compression techniques included,

and we provide an in-depth analysis of checkpoint/restart overhead and the impact of the

lossy checkpointing on convergence. In Section 4.6, we present our experimental evaluation

results. In Section 4.7, we conclude the work described in this chapter.

4.2 Background: Checkpointing Techniques for Iterative Meth-

ods

Before presenting our lossy checkpointing scheme, we investigate the traditional

checkpointing techniques for iterative methods.

According to a study of recovery patterns for iterative methods by Langou et al.

[54], we need to classify the variables of the algorithms in order to form a fault-tolerant

iterative method with the checkpoint/recovery model. All the variables can be categorized

into three types:

• Static variables: need to be stored once, for example, the system matrix A, the

preconditioner matrix M , and the right-hand side vector b;

• Dynamic variables: change along the iterations, for example, the approximate solution

vector x(i);

• Recomputed variables: are worth being recomputed after a failure rather than being

checkpointed; for example, the residual vector r can be recomputed by r(i) = b−Ax(i)).

The term “worth” here means that recomputing some variables could be faster than

obtaining them through a checkpoint.
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Although the recomputed variables also need to be recovered during restarting af-

ter failures/errors, we still classify them as a separate category because they are recovered

by a different strategy. How to recover a variable depends on the recovery overheads of

the particular strategy. A scalar computed through global vector dot product, for exam-

ple, is too expensive to compute, so it will be treated as a dynamic variable during the

checkpointing.

After the classification is finished, we can form the fault-tolerant iterative methods

with the checkpoint/recovery model as follows.

• Checkpoint

1. Checkpoint static variables only at the beginning before going into the execution

with iterations,

2. Checkpoint dynamic variables every several iterations.

• Recovery

1. Recover a correct computational environment,

2. Recover static variables,

3. Recover dynamic variables,

4. Recover recomputed variables based on the reconstructed static and dynamic

variables.

Based on this scheme, we can construct fault-tolerant iterative methods based

on the checkpoint/recovery technique. We use the preconditioned CG algorithm as an
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Algorithm 1 Fault-tolerant preconditioned conjugate gradient (PCG) algorithm with tra-
ditional checkpointing.

Input: linear system matrix A, preconditioner M , and right-hand side vector b

Output: approximate solution x

1: Compute r(0) = b−Ax(0), z(0) = M−1r(0), p(0) = z(0), ρ0 = r(0)
T
z(0) for some initial guess x(0)

2: for i = 0, 1, · · · do

3: if ((i > 0) and (i%ckpt intvl = 0)) then

4: Checkpoint: i, ρi and p(i), x(i)

5: end if

6: if ((i > 0) and (recover)) then

7: Recover: A,M, i, ρi, p
(i), x(i)

8: Compute r(i) = b−Ax(i)

9: end if

10: q(i) = Ap(i)

11: αi = ρi/p
(i)T q(i)

12: x(i+1) = x(i) + αip
(i)

13: r(i+1) = r(i) − αiq
(i)

14: solve Mz(i+1) = r(i+1)

15: ρi+1 = r(i+1)T z(i+1)

16: βi = ρi+1/ρi

17: p(i+1) = z(i+1) + βip
(i)

18: check convergence; continue if necessary

19: end for
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example, as shown in Algorithm 1. This algorithm is one of the most commonly used

iterative methods to solve sparse, symmetric, and positive-definite (SPD) linear systems. It

computes successive approximations to the solution (vector x(i)), residuals corresponding

to the approximate solutions (vector r(i)), and search directions (vector p(i)) used to update

both the approximate solutions and the residuals. Each iteration involves one sparse matrix-

vector multiplication (line 10), three vector updates (lines 12, 13, and 17), and two vector

inner products (lines 11 and 15). We refer readers to [13] for more details about CG method.

For the CG algorithm, the matrix A, preconditioner M , and right-hand side vector

b are static variables. The number of iterations i, the scalar ρ, the direction vector p(i), and

the approximate solution vector x(i) are dynamic variables. The residual vector r(i) is the

recomputed variable, since we want to reduce checkpoint time and storage consumption.

Based on the checkpoint/recovery model for iterative methods discussed above, we perform

checkpointing for i, ρ, p(i), and x(i) every ckpt intvl iterations; and we perform recovering

for A, M , i, ρ, p(i), and x(i) after a failure.

So far, we have constructed a fault-tolerant PCG solver with the checkpoint/recovery

technique that has a strong resilience to failure-stop failures. Based on this scheme, we now

can construct the fault-tolerant algorithm for any iterative method as follows. During the

recovery, the first step is to recover a correct computational environment, such as an MPI

environment. It is usually achieved by performing a global restart of the execution. With-

out loss of generality, we assume that the correct environment has been already recovered

and that the recovered number of processors and tasks is the same as the previous failed

one.
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During the execution of iterative methods with checkpointing techniques, the over-

all checkpointing/restart cost is dominated by the dynamic variables instead of static vari-

ables. The reason is twofold. On the one hand, static variables are not involved in the

checkpointing period but only the recovery step, while the optimal checkpointing frequency

is generally considerably higher than the recovery frequency (i.e., failure rate). Suppose

the mean time to interruption (MTTI) is 4 hours (i.e., 1 failure per 4 hours affecting the

execution) and setting one checkpoint takes 18 seconds. Then the optimal checkpointing

frequency is 5 checkpoints per hour according to Young’s formula [89], which is 30 times as

large as the failure rate. On the other hand, the static variables generally have compara-

ble sizes with dynamic variables. Specifically, the static variables in the iterative methods

are composed of the linear system matrix A, the preconditioner M , and right-hand side

vector b. According to SuiteSparse Matrix Collection [32], the number of nonzeros (i.e.,

the data that needs to be stored) in matrix A is usually of similar order to or a constant

times (e.g., 1x∼10x) large than the dimension of dynamic vectors. For preconditioner M ,

it can be much more sparse than A. For example, the most commonly used precondition-

ing methods—block Jacobi and incomplete LU factorization (ILU)—need to store only the

block diagonal matrix of A and the matrix L, U (where A ≈ LU), respectively. Therefore,

the data size of static variables is usually the same order as or a constant times large than

that of dynamic variables. Taking these factors into account, we see that the overall check-

point/restart overhead depends mainly on dynamic variables. Thus we focus mainly on

reducing the checkpoint/recovery overhead of the dynamic variables in iterative methods

by lossy compressors. Note that when we build the lossy checkpointing performance model
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(Section 4.4.2) and perform the evaluation (Section 4.6), we take into account all the three

types of variables instead of only dynamic variables.

4.3 Theoretical Analysis of Traditional Checkpointing Over-

head for Iterative Methods

In this section, we first analyze the expected overhead of checkpointing techniques

for iterative methods. We prove that reducing the checkpointing overhead (e.g., by lever-

aging compression techniques) can significantly improve the overall performance, especially

for future HPC systems. This analysis motivates us to design an approach to reduce the

checkpointing overhead.

If a failure happens, we restart the computation from the last checkpointed vari-

ables, as shown in Algorithm 2. This process is normally called rollback. Rollback means

that some previous computations need to be performed again. Thus, the checkpointing

frequency or time interval needs to be determined carefully. Here the checkpointing interval

means the mean time between two checkpoints. On the one hand, a larger checkpointing

interval means a longer rollback in case of failure, indicating more workload to be recom-

puted after the recovery; on the other hand, a smaller checkpointing interval means more

frequent checkpointing, leading to higher checkpointing overhead. How to calculate the op-

timal checkpointing intervals has been studied for many years [89, 6]. Our following analysis

is based on the recovery pattern of iterative methods constructed by Langou et al. [54].
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Table 4.1: Notation for traditional checkpointing model

Tit Mean time of an iteration

Tckp Mean time to perform a checkpoint

Trc
Mean time to recover the application with the correct

environment and data from the last checkpoint

Trb
Mean time to perform a rollback of some redundant

computations

Tf Mean time to interruption

TCRoverhead Mean time overhead of checkpoint/recovery

λ Failure rate, i.e, 1/Tf

k
Checkpoint frequency - a checkpoint is performed

every k iterations

N Number of iterations to converge without failures

104



We use the notation in Table 4.1 to analyze the expected fault tolerance overhead.

The overall execution time Tt can be expressed as

Tt = NTit + Tckp
N

k
+
Tt
Tf

(Trc + Trb).

Without loss of generality, based on Young’s formula [89], the optimal checkpoint-

ing interval should be chosen as

k · Tit =
√

2Tf · Tckp, (4.1)

and the expected mean time to perform a roll back, namely, Trb, is kTit/2. Thus,

Tt = NTit + Tckp
Tt√

2Tf · Tckp
+
Tt
Tf

(Trc +

√
2Tf · Tckp

2
)

= NTit + Tt(

√
2Tckp
Tf

+
Trc
Tf

) = NTit + Tt(
√

2λTckp + λTrc).

Similar to [54], we therefore can get the expected overall execution time as

Tt =
NTit

1−
√

2λTckp − λTrc
, (4.2)

and the fault tolerance overhead is

TCRoverhead = Tt −NTit = NTit ·
√

2λTckp + λTrc

1−
√

2λTckp − λTrc
, (4.3)

where NTit is the basic productive execution time with N iterations to converge. Note that

in the paper, we use fault tolerance overhead to refer to the performance overhead caused

by checkpoints/recoveries and failure events, which is equal to the total running time taking

away the basic productive execution time (i.e., Tt−NTit).
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Figure 4.1: Expected fault tolerance overhead with different failure rates and checkpoint
time.

We assume Trc ≈ Tckp without loss of generality. Then we can simplify the ex-

pected fault tolerance overhead as follows.

TCRoverhead ≈ NTit ·
√

2λTckp + λTckp

1−
√

2λTckp − λTckp
(4.4)

Moreover, we can calculate the ratio of the expected fault tolerance overhead to the basic

productive execution time as Equation (4.5).

TCRoverhead
NTit

=

√
2λTckp + λTckp

1−
√

2λTckp − λTckp
(4.5)

Now the expected fault tolerance overhead depends only on the failure rate λ and

time of one checkpoint Tckp. Based on this formula, we can plot the expected overhead of
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checkpoint/recovery based on different λ and Tckp, as shown in Figure 4.1. We choose λ from

0 to 3.5 failures per hour (i.e., MTTI from about 20 minutes to infinity) and Tckp from 0 to

140 seconds. Note that the MTTI represents the expected period at which the application

execution is interrupted. Based on our experimental evaluation, checkpointing one dynamic

vector x once without compression takes about 120 seconds with 2, 048 processes/cores on

the Bebop cluster [3] at Argonne National Laboratory. In our experiment, the number of

elements in the vector is set to 1010 (with 78.8 GB double-precision floating-point data),

which is the largest problem size that the three iterative methods (Jacobi, GMRES, and

CG) can be run on the Bebop using 2,048 cores. We adopt the FTI library [15] with MPI-IO

for checkpointing because of its high I/O efficiency confirmed in recent studies [84]. More

details are presented in the experimental evaluation section.

Figure 4.1 illustrates that the expected fault tolerance overhead can be as high as

40% with Tckp = 120s if the MTTI is about hourly. On future extreme-scale systems with

millions of components, the failure rate may be higher, and the fault tolerance overhead

issue could be more severe. From Figure 4.1, we see that reducing the checkpointing time

can significantly improve the overall performance of checkpoint/restart, especially under a

higher error rate scenario.

4.4 Lossy Checkpointing Scheme for Iterative Methods

In this section, we propose our lossy checkpointing scheme that can be easily

applied to iterative methods in numerical linear algebra. We also present a new performance

model for our lossy checkpointing scheme. Based on the model, we derive an upper bound for
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the number of extra iterations caused by lossy checkpoints against the reduced checkpointing

overhead, to guarantee the performance improvement of the lossy checkpointing scheme. We

theoretically and empirically analyze the impact of lossy checkpointing on the convergence

of iterative methods considering multiple types of iterative methods.

4.4.1 Lossy Checkpointing Scheme for Iterative Methods

Our lossy checkpointing scheme based on an iterative method has two key steps.

• Compress dynamic variables with lossy compressor before each checkpointing.

• Decompress compressed dynamic variables after each recovering.

We still use the CG algorithm as an example, as shown in Algorithm 2, and the

lossy checkpointing scheme can be applied to other iterative methods similarly. Because

of space limitations, we present only the lossy checkpointing part without the original

computations in Algorithm 2. The lossy compression and decompression procedures are

marked in bold. We note that the CG algorithm maintains a series of orthogonality relations

between the residual vectors r and the direction vectors p. Specifically, (1) p(k) and Aq(j),

(2) r(k) and p(j), and (3) r(k) and r(j) are orthogonal to each other, where j < k. However,

these orthogonality relations may be broken after a recovery because of the errors introduced

by lossy compression. Unfortunately, the convergence rate of the CG algorithm (which is

superlinear) is highly dependent on these orthogonality relations. Hence, after a recovery

from lossy checkpointing, the CG algorithm may lose the superlinear convergence rate,

leading to a slow convergence [68]. To avoid this situation, we adopt a restarted scheme for

the CG algorithm (restarted CG) [64], in which the computed approximate solution xi is
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Algorithm 2 Fault-tolerant preconditioned conjugate gradient algorithm with lossy check-
pointing technique

Input: linear system matrix A, preconditioner M , and right-hand side vector b

Output: approximate solution x

1: Initialization: same as line 1 in Algorithm 1

2: for i = 0, 1, · · · do

3: if ((i > 0) and (i%ckpt intvl = 0)) then

4: Compress: x(i) with lossy compressor

5: Checkpoint: i and compressed x(i)

6: end if

7: if ((i > 0) and (recover)) then

8: Recover: A,M, i and compressed x(i)

9: Decompress: x(i) with lossy compressor

10: Compute r(i) = b−Ax(i)

11: Solve Mz(i) = r(i)

12: p(i) = z(i)

13: ρi = r(i)
T
z(i)

14: end if

15: Computation: same as lines 10–17 in Algorithm 1

16: end for
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periodically treated as a new guess. In this case, we need to checkpoint only the vector xi

during the execution. The decompressed xi is used as a new initial guess, and a new series

of orthogonal vectors is reconstructed for the execution, such that a superlinear convergence

rate can be rebuilt after restart.

Some studies of iterative methods have proved that such a restarted version of

iterative methods (i.e., restarting by treating the current approximate solution vector as a

new initial guess) may bring important advantages [64, 7, 66]. On the one hand, it suffers

from less time and space complexity compared to their classic counterparts. For example,

in practice, GMRES is often used to be restarted every a number of iterations (denoted by

k) with the vector xk as a new initial guess; and it is often denoted by GMRES(k). Without

the periodically restarting feature, the total time and space complexity of GMRES will both

grow with an increasing rate of N2 over the time step N . By contrast, the time and space

complexity of GMRES(k) will be limited under a constant cost over the execution. On the

other hand, some studies [7, 66] have proved that the restarted scheme may not delay the

convergence but even accelerate it, in that the periodically refreshed settings may enable

the convergence to jump out of local search of the solution. In Section 4.5, we present more

details regarding CG and GMRES with lossy checkpointing. In the following discussion,

we always use CG and GMRES to denote the restarted CG and GMRES, respectively, in

the context of lossy checkpointing. For these restarted iterative methods, the only dynamic

variable we need to checkpoint is the approximate solution vector x. As shown in Section

4.2, however, even checkpointing one dynamic vector will still lead to a severe performance

issue for current or future HPC systems.
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Users can follow the below workflow to easily integrate our lossy checkpointing for

iterative methods with existing HPC applications: (1) initialize application; (2) register vari-

ables external to the solver to checkpoint ; (3) start application’s computations/iterations;

(4) enter the solver’s library; (5) register the solver’s variables to checkpoint in the library ;

(6) iterate the solver; (7) save or restore the application and solver’s variables; (8) continue

to iterate the solver; (9) exit the solver’s library; (10) continue application’s computa-

tions/iterations (if needed); (11) exit application. Specifically, users can use the APIs,

Protect() and Snapshot(), provided by our lossy checkpointing library to register and

save/restore variables, as discussed in (2), (5), and (7).

4.4.2 Performance Model of Lossy Checkpointing

In this subsection, we build a performance model for the lossy checkpointing

scheme, which is fundamental for analyzing the lossy checkpointing performance theoreti-

cally. Based on this performance model, we further derive a sufficient condition, an upper

bound of the extra number of iterations caused by lossy data (i.e., Equation (4.9)), for

guaranteeing the performance improvement of the lossy checkpointing scheme. Building

the performance model requires a few more parameters, as listed in Table 2.

Since lossy compression introduces errors in the reconstructed dynamic variable(s),

the solver may suffer from a delay to converge. Suppose one recovery will cause extra N ′

iterations to the convergence on average, then the total execution time can be rewritten as

Tt = NTit + T lossyckp

N

k
+
Tt
Tf

(N ′Tit + T lossyrc + Trb), (4.6)

111



Table 4.2: Notations used in the lossy checkpointing performance model

Tcomp Mean time of performing lossy compression

Tdecomp Mean time of performing lossy decompression

T tradckp Mean time of performing one traditional checkpoint

T lossyckp Mean time of performing a lossy checkpointing

T lossyCRoverhead Time overhead of performing lossy checkpoint/recovery

N ′ Mean number of extra iterations caused by per lossy recovery

because lossy checkpointing needs to perform one decompression during each recovery, lossy

checkpointing needs to perform one compression during each checkpoint, and each recovery

will delay N ′ iterations on average. Note that T lossyckp and T lossyrc include the compression

time Tcomp and decompression time Tdecomp, respectively. According to [78, 37, 56], Tcomp

and Tdecomp are usually stable for a fixed compression accuracy.

Although the checkpointing/restarting time may differ across various iterations

because of different data sizes due to various compression factors, most well-known iterative

methods can converge quickly such that the value of each element in the approximate

solution changes little in the following execution. Hence, the checkpointing data and its

size will not change dramatically after several initial iterations, and T lossyckp and T lossyrc can

be assumed to be independent of iterations without loss of generality.

Similar to Section 4.2, we can derive the expected execution time with lossy check-

pointing as

Tt =
NTit

1−
√

2λT lossyckp − λT lossyrc − λN ′Tit
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and the expected performance overhead of lossy checkpointing as

T lossyCRoverhead = NTit ·

√
2λT lossyckp + λT lossyrc + λN ′Tit

1−
√

2λT lossyckp − λT lossyrc − λN ′Tit
. (4.7)

Similarly, we can use T lossyckp to approximate T lossyrc and simplify the performance overhead

formula to

T lossyCRoverhead ≈ NTit ·

√
2λT lossyckp + λT lossyckp + λN ′Tit

1−
√

2λT lossyckp − λT lossyckp − λN ′Tit
. (4.8)

Now, we can derive a sufficient condition for iterative methods such that the lossy

checkpointing scheme with a lossy compressor is able to obtain a performance gain over the

traditional checkpointing scheme without lossy compression techniques.

Theorem 5. Denote λ and Tit by the expected failure rate and expected execution time

of an iteration, respectively. The lossy checkpointing scheme will improve the execution

performance for an iterative method as long as the following inequality holds.

N ′ ≤ (f(T tradckp , λ)− f(T tradckp , λ))/(λTit),

where f(t, λ) =
√

2λt+ λt

(4.9)

Proof. To have the lossy checkpointing overhead be lower than that of traditional check-

pointing, we make Equation (4.8) smaller than Equation (4.4):√
2λT lossyckp + λT lossyckp + λN ′Tit

1−
√

2λT lossyckp − λT lossyckp − λN ′Tit
≤

√
2λT tradckp + λT tradckp

1−
√

2λT tradckp − λT tradckp

.

Further simplifying this inequality, we can get the following formula with respect

to the upper bound of N ′.

N ′ ≤
(
√

2λT tradckp + λT tradckp )− (
√

2λT lossyckp + λT lossyckp )

λTit

Rewriting this inequality with f(t, λ) =
√

2λt+ λt will lead to Equation (4.9).

113



We give an example to explain how to use Theorem 1 in practice. Based on our

experiments running GMRES on the Bebop cluster with 2,048 cores, we noted that the

lossy compression technique can reduce the checkpointing time Tckp from 120 seconds to

25 seconds for GMRES with a checkpoint of about 80 data (details are presented later

in Figure 4.5). Suppose the MTTI of a system is one hour (i.e., λ = 1/3600) and that

the GMRES algorithm requires 5, 875 iterations with a total of 7, 160 seconds to converge.

Then the mean time of one iteration, namely, Tit, is about 1.2 seconds. We can derive the

maximum acceptable number of extra iterations to be 500 based on Equation (4.9). Hence,

using a lossy checkpointing scheme is worthwhile if one recovery (with compression error

introduced by lossy checkpointing) causes extra 500 or fewer iterations (about 9% of total

iterations) to converge,

4.5 Impact Analysis of Lossy Checkpointing on Iterative Meth-

ods

In this subsection, we analyze the impact of lossy checkpointing on iterative meth-

ods, including stationary iterative methods, GMRES, and CG. Based on our analysis, we

conclude that our lossy checkpointing technique can be applied to most of the iterative

methods in numerical linear algebra for reducing the fault tolerance overhead.

4.5.1 Stationary Iterative Methods

We analyze the impact of lossy checkpointing on the convergence of four repre-

sentative iterative methods: Jacobi, Gauss-Seidel, successive overrelaxation, and symmetric
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successive overrelaxation. The stationary iterative methods can be expressed in the follow-

ing simple form,

x(i) = Gx(i−1) + c,

where G and c are a constant matrix and a vector, respectively.

Let R denote the spectral radius of matrix G, which is the largest eigenvalue of

the matrix G. The convergence rate of a stationary iterative method is determined by its

value. Specifically, let x∗ denote the exact solution of the linear system:

||x(i) − x∗|| ≈ Ri · ||x(0) − x∗||.

Since the initial guess x(0) could be any vector and it is set to 0 in general, we have

||x(i) − x∗|| ≈ Ri · ||x∗||. (4.10)

Suppose the stationary methods encounter a failure and restart at the tth iteration,

and we denote that the lossy compression introduces an error vector e to x(t) by following

relative error bound without loss of generality. Here the relative error bound means |x(t)i −

x
′(t)
i | ≤ eb · |x(t)i | for 1 ≤ i ≤ n, where eb is the relative error bound, x

(t)
i is the ith element

of vector x(t), and n is the vector length. The computation will start from x(t) + e (denoted

by x′(t)) instead of x(t). We derive the following theorem to obtain the expected upper

bound of the number of extra iterations for the stationary iterative methods.

Theorem 6. Based on the convergence rate (Equation (4.10)), the expected upper bound of

the number of extra iterations for the stationary iterative methods is eb·N
2 (1+eb) − logR(1 + eb),

where eb is a constant relative error bound and R and N remain the same definitions as in

the earlier discussion.
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Proof. Based on the definition of the relative error bound eb, we have ||e|| ≤ eb · ||x(t)||.

Then, we can get

||x′(t) − x∗|| = ||x(t) + e− x∗|| ≤ ||x(t) − x∗||+ ||e|| (4.11)

≤ Rt · ||x∗||+ eb · ||x(t)||.

After another m iterations from erroneous vector x′(t), we have

||x(t+m) − x∗|| ≈ Rm · ||x′(t) − x∗||.

Then, based on Equation (4.11), we derive the following inequality.

||x(t+m) − x∗|| ≤ Rm(Rt · ||x∗||+ eb · ||x(t)||) (4.12)

Let us consider how to choose an m to ensure ||x(t+m)−x∗|| ≤ ||x(t)−x∗||, so that

the residual norm between the approximate solution and exact solution will return to the

previous value after m steps. Based on Equation (4.12), if we assure

Rm(Rt · ||x∗||+ eb · ||x(t)||) ≤ ||x(t) − x∗||, (4.13)

then ||x(t+m) − x∗|| ≤ ||x(t) − x∗|| will hold. Also, based on Equation (4.10), ||x(t) − x∗|| ≈

Rt||x∗||, Equation (4.13) is equivalent to

Rm(Rt · ||x∗||+ eb · ||x(t)||) ≤ Rt||x∗||.

Therefore, m ≥ logR
Rt·||x∗||

(Rt·||x∗||+eb·||xt||) .

Without loss of generality, ||x(t)|| is likely close to ||x∗|| after running with a few

initial iterations, so we have the following approximation:

logR
Rt · ||x∗||

(Rt · ||x∗||+ eb · ||x(t)||)
≈ logR

Rt

(Rt + eb)
.
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As a result of these inequalities, as long as m ≥ logR
Rt

(Rt+eb) , we will assure ||x(t+m)−x∗|| ≤

||x(t)−x∗||. In other words, the stationary iterative methods need to take extra logR
Rt

(Rt+eb)

iterations at most for convergence to the same accuracy. To conclude, if the stationary

methods restart at the tth iteration with relative error bound eb, the upper bound of extra

iterations N ′ is t− logR(Rt + eb).

We now can calculate the expected upper bound of extra iterations for the sta-

tionary iterative methods as eb·N
2 (1+eb) − logR(1 + eb). Because of space limitations, we omit

the details here.

4.5.2 GMRES

The generalized minimum residual method proposed by Saad and Schultsz [66] is

a Krylov subspace method for solving a large, sparse linear system with no constraint on

the coefficient system matrix, especially for solving nonsymmetric systems. The method

minimizes the norm of residual vector over a Krylov subspace at every iteration. Considering

the cost growth of GMRES, it is often executed with the restarting scheme. In the following

discussion, we use GMRES and restarted GMRES interchangeably. Although GMRES has

a good ability to resist silent data corruption [39], protecting GMRES against fail-stop

errors still has to rely on a checkpointing technique.

Unlike the stationary iterative methods, analyzing the extra convergence steps for

nonstationary methods is difficult in theory. However, we propose an adaptive scheme to

determine the error bound for GMRES with lossy checkpointing as follows.

117



Theorem 7. For the GMRES method, after a restart with lossy checkpointing, the new

residual norm is controlled close to or at least on the same order as the previous residual if

the relative error bound eb is set to O(||r(t)||/||b||).

Proof. Similar to Equation (4.11), we have the following.

||r′(t)|| = ||b−Ax′(t)|| = ||b−Ax(t) +A(x(t) − x′(t))||

≤ ||r(t)||+ ||Ae|| ≤ ||r(t)||+ eb · ||Ax(t)||

= ||r(t)||+ eb · ||b− r(t)|| ≤ (1 + eb)||r(t)||+ eb · ||b||

≈ ||r(t)||+ eb · ||b|| (4.14)

If eb is set to O(||r(t)||/||b||), then eb · ||b|| is O(||r(t)||); hence, ||r(t)||+ eb · ||b|| is O(||r(t)||),

which means that the new residual norm ||r′(t)|| will be of the same order as the previous

residual norm ||r(t)|| based on Equation (4.14).

Thanks to error-bounded compressors such as SZ and ZFP, one can easily control

the distortion of data within eb · ||x(t)||. Theorem 7 indicates that the convergence rate

of GMRES will not degrade if the distortion of lossy checkpointing data follows a relative

error bound ||r(t)||/||b||, where t is the current iteration number.

Now we can get a reasonable expected number of extra iterations for GMRES.

As presented in Langou et al.’s study [54], if it is the same order of residual norm with

which the restarted GMRES forms a new approximate solution, GMRES will converge to

the same accuracy with no delay or even exhibit an accelerated convergence sometimes.

The key reason is that the GMRES is easy to stagnate in its practical execution. If a failure

occurs during the stagnation, the alternated recovered data can form a new approximate
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solution with different spectral properties, which may help GMRES jump out of the stag-

nation. This phenomenon has been theoretically and empirically observed and proved by

Langou et al. [54]. Considering such a feature, the restarted GMRES with our proposed

lossy checkpointing can converge without any delay based on the compression error bound

suggested by Theorem 7 with an ensured, controlled residual norm. Thus, we can set the

expected N ′ of GMRES with lossy checkpointing to 0. As a result, our lossy checkpointing

is highly suitable for the restarted GMRES.

4.5.3 Conjugate Gradient

The conjugate gradient method is usually used in non-restarted style and has a

superlinear convergence rate. As discussed in Section 4.4.1, however, we adopt restarted

CG with lossy checkpointing. After a restart, it has to re-establish a new Krylov subspace

based on the new initial guess. In our case, the new initial guess is the recovered vector

x′t (decompressed by lossy compressor). This process can lead to a delay of convergence to

some extent. Unlike the GMRES method, even if we can ensure that eb · ||x(t)|| is the same

order as ||x(t) − x∗||, shown in Equation (4.14), the extra convergence steps for CG exhibit

a property of randomness. Thus, for the CG method, we turn from theoretical analysis to

an empirical evaluation for N ′.

For each experiment, we randomly select an iteration to compress the approximate

solution vector, decompress it to continue the computations, and then count the number

of extra iterations. We evaluate the average extra iterations with different relative error

bounds, as shown in Figure 4.2. The figure shows that the errors introduced by lossy
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Figure 4.2: Average extra iterations of CG method per lossy recovery with different error
bounds.

checkpointing may delay the convergence of CG method to a certain extent. Based on our

evaluation, the average extra iterations varies from 10% to 25% with different error bounds.

4.5.4 Reproducibility with Lossy Checkpointing

Based on our experiments, iterative methods with our lossy checkpointing can still

converge to a solution that satisfies the user-set accuracy. Moreover, the variance of the

solution is much smaller than the user-set convergence tolerance threshold. Hence, our lossy

checkpointing has an impact on bit-level reproducibility but only has a negligible impact

on tolerance-based reproducibility of iterative methods and outer applications.

4.6 Performance Evaluation

In this section, we evaluate our proposed lossy checkpointing technique for iterative

methods and compare it with traditional checkpointing and lossless checkpointing.
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4.6.1 Experimental Setting

We conduct our evaluation using 2,048 cores (i.e., 64 nodes, each with two Intel

Xeon E5-2695 v4 processors and 128 GB memory, and each processor with 16 cores) from

the Bebop cluster [3] at Argonne National Laboratory. Its I/O and storage systems are

typical of high-end supercomputer facilities.

We implement our lossy checkpointing technique based on the FTI checkpointing

library (v0.9.5) [15] and SZ lossy compression library (v1.4.12) [78]. The code is available

in [80]. We use the MPI-IO mode [84] in FTI to write the checkpointing data to the

parallel file system. For the lossy compression, compared with other lossy compressors

(such as ZFP [56] and Tucker decomposition [9]), SZ has a better performance for 1D data

sets, as demonstrated in [78, 37]. Most dynamic variables in lossy checkpointing are 1D

vectors; hence, in this paper, we select SZ as our lossy compression approach. We use a

reasonable relative error bound of 10−4 [37, 78] for Jacobi and CG and set the relative error

bound suggested by Theorem 3 for GMRES. We choose the Gzip [33] lossless compressor to

represent the state-of-the-art lossless compression for comparison. We call the checkpointing

without compression as “traditional checkpointing” and the checkpointing with lossless

compression as “lossless checkpointing” in order to correspond to lossy checkpointing.

We evaluate our proposed lossy checkpointing technique for the iterative methods

implemented in PETSc (v3.8) [12]. We adopt its default preconditioner (block Jacobi with

ILU/IC) and use the relative convergence tolerance (denoted by rtol) of 1e−4, 7e−5, and

1e−7 for Jacobi, GMRES, and CG, respectively. For GMRES, we use PETSc’s recom-

mended setting 30 as its restarted step (i.e., GMRES(30)).
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For demonstration purposes, we focus on solving the following sparse linear system

(arising from discretizing a 3D Poisson’s equation):

An3×n3xn3×1 = bn3×1, (4.15)

where

An3×n3 =



Mn2×n2 In2×n2

In2×n2 Mn2×n2 In2×n2

. . .
. . .

. . .

In2×n2 Mn2×n2 In2×n2

In2×n2 Mn2×n2


,

Mn2×n2 =



Tn×n In×n

In×n Tn×n In×n

. . .
. . .

. . .

In×n Tn×n In×n

In×n Tn×n


,

Tn×n =



−6 1

1 −6 1

. . .
. . .

. . .

1 −6 1

1 −6


,

so that we can increase the problem size as the scale increases.

Note that all stationary methods are similar to each other. Hence, without loss of

generality, we focus our experiments for stationary iterative methods on the Jacobi method.
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Table 4.3: Problem sizes and average checkpoint sizes with different iterative methods and
number of processes on Bebop

Num.

of

Proc.

Problem

Size

Checkpoint Size Per Proc (MB)

Traditional

Checkpointing

Lossless

Checkpointing

Lossy

Checkpointing

Jacobi GMRES CG Jacobi GMRES CG Jacobi GMRES CG

256 10883 38.4 38.4 76.8 5.99 34.6 69.5 1.33 1.23 1.69

512 13683 38.2 38.2 76.4 5.96 34.0 71.2 1.35 1.13 1.58

768 15683 38.3 38.3 76.6 5.98 34.1 73.6 1.37 1.21 1.47

1024 17283 38.4 38.4 76.8 5.99 34.0 69.4 1.28 1.18 1.49

1280 18563 39.9 39.9 79.8 6.24 33.6 69.1 1.33 1.19 1.46

1536 19683 39.7 39.7 79.4 6.20 33.1 69.2 1.23 1.17 1.42

1792 20643 39.3 39.3 78.6 6.13 32.8 70.7 1.30 1.17 1.35

2048 21603 39.4 39.4 78.8 6.15 32.7 67.9 1.16 1.16 1.33

For nonstationary methods, we note that the sparse matrix An3×n3 is symmetric and positive

definite; hence, it can be used to test both CG and GMRES.

In this paper, we focus mainly on the weak-scaling study for performance evalua-

tion. We choose the largest problem size that can be held in memory by using 2,048 cores

(i.e., 64 nodes) for GMRES(30), as shown in Table 4.3. For consistency, we also adopt

these sizes for the Jacobi method and CG. Table 4.3 also shows the corresponding check-

pointing sizes per process with different scales (from 256 to 2, 048 processes) and different

checkpointing solutions.
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4.6.2 Evaluation of Iterative Methods with Large-scale Sparse Matrix

from SuiteSparse

Before evaluating the lossy checkpointing for iterative methods, we first evaluate

the productive execution time of iterative methods with the largest symmetric indefinite

sparse matrix (i.e., KKT240 with around 28 million linear equations) in SuiteSparse [32]

using 4,096 processes/cores on the Bebeop cluster at Argonne, as shown in Figure 4.3. Sym-

metric indefinite KKT matrices are generated from a nonlinear programming problems for a

3D PDE-constrained optimization problem [71]. We refer readers to [70] for more details of

the matrices. Note that we use GMRES for demonstration purpose, since it is much faster

than Jacobi and CG cannot handle indefinite matrix. We test all the preconditioners listed

in the PETSc’s website [5] and choose the best one (i.e., Jacobi preconditioner). We use

the relative convergence tolerance of 1e−6. Figure 4.3 shows that the average productive

execution time for solving KKT240 once with GMRES needs to take more than one hour

with 4,096 processes. Moreover, we note that the dimensions of the matrices collected by

SuiteSparse grow exponentially with years [32]. Therefore, it will be more common to spend

hours to days running iterative methods with a large number of ranks in parallel for very

large-scale sparse linear systems; on the other hand, the mean time between failures for

petascale supercomputers could be hourly or even less than one hour, as demonstrated by a

recent study [58] based on a three-year statistic of Sunway TaihuLight supercomputer [42].

These results demonstrate that checkpointing during iterative methods is very important

for the future HPC applications and exascale systems.

124



5E+05 
5E+05 
6E+05 
6E+05 
7E+05 
7E+05 

0

5000

10000

15000

20000

256 512 1024 2048 4096

Se
co
nd

s

Number	of	Processes

Execution	Time Number	of	Iterations

Figure 4.3: Average productive execution times and numbers of convergence iterations
for solving matrix KKT240 once using GMRES and Jacobi preconditioner with different
number of processes on Bebop.

4.6.3 Theoretical Performance Investigation

We next perform the experiments with three checkpointing solutions under a fixed

checkpoint frequency. The objective is to obtain the mean size and time of one check-

point/recovery across different iterations from beginning to end for the three solutions. We

set the checkpointing/recovering frequency to six times per hour and run each experiment

for five times to ensure that the checkpoints/recoveries can cover the entire iteration. We

calculate the average size and time of one checkpoint/recovery with different scales. We

present the average checkpoint/recovery sizes for Jacobi, GMRES, and CG in Table 4.3.

We present the average checkpoint/recovery time with different checkpointing solutions for

Jacobi, GMRES, and CG in Figures 4.4, 4.5, and 4.6, respectively.

Table 4.3 illustrates that lossy compression can significantly reduce the check-

pointing size compared with traditional and lossless checkpointing. Specifically, SZ lossy
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Figure 4.4: Average time of one checkpoint and recovery for Jacobi with different check-
pointing techniques on Bebop.
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compression can reduce the checkpointing size to about 1/20 ∼ 1/60, whereas the loss-

less compression can achieve a compression factor only up to about 6. Consequently, the

checkpoint/recovery time can be reduced significantly for Jacobi, GMRES, and CG com-

pared with the other two solutions, as shown in Figure 4.4, 4.5, and 4.6. Comparing the

three figures, we can see that the lossy checkpointing reduce checkpoint/recovery time more

significantly for CG than for Jacob and GMRES. The reason is that the traditional and

lossless checkpointing methods need to checkpoint/recover two vectors (x and p) for CG (as

shown in line 4 in Algorithm 1) [26, 27], in that reinitializing p based x will lead to unknown

delays (extra iterations). However, we have investigated the impact of lossy checkpoints on

extra iterations of restarted CG, thus only the vector x needs to be checkpointed/recovered

in our lossy checkpointing scheme. In addition, it is also observed that the checkpointing

and recovery overhead both increase approximately linearly with the number of processes,

because of linear increasing of the total checkpointing data size and the constant I/O band-

width. In fact, such an I/O time increase is inevitable for any PFS considering the limited

I/O bandwidth.

We include the compression and decompression time in the checkpoint/recovery

time. The recovery time also contains the time to reconstruct static variables, including

matrix A, preconditioner M , and right-hand side vector b. As shown in [78], because of no

communication in parallel compression and decompression, the efficiency of parallel com-

pression can stay at 90%, and the compression and decompression speed can reach 80 and

180 GB/s with 1,024 cores, respectively. Therefore, the compression and decompression take

only a small portion of time in the checkpoint/recovery. Specifically, compressing and de-
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Figure 4.5: Average time of one checkpoint and recovery for GMRES with different check-
pointing techniques on Bebop.
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compressing the 78.8 GB of checkpointing data take only about 0.5 seconds and 0.2 seconds,

respectively. Such cost is nearly negligible compared with the average checkpoint/recovery

time. Note that the time spent on I/O will increase with the number of processors, because

of the inevitable bottleneck of the bandwidth when writing/reading data by many processes

simultaneously (even with parallel I/O). By contrast, parallel compression/decompression

time increases little with the number of processors, which means the performance gains by

lossy checkpointing will increase with scales.

Based on the evaluated checkpointing time for different iterative methods (as

shown in Figure 4.4, 4.5, and 4.6) and Equation (4.8), we can theoretically analyze the

expected fault tolerance overhead for Jacobi, GMRES, and CG with two failure rates (i.e.,

MTTI = 1 hour and MTTI = 3 hours), as shown in Figure 4.7. Note that for the Jacobi

method, the expectation of N ′ is about 6, which is calculated based on eb·N
2(1+eb)−logR(1+eb) ,

where N = 3941 and eb = 10−4. We estimate the spectral radius R based on the final rela-

tive norm error and the number of convergence iterations. In our experiments, R ≈ 0.99998.

Following the discussion in Section 4.5, we set N ′ to 0 for GMRES and 594 for CG (i.e.,

25% of the CG’s total iterations).

Figure 4.7 illustrates that for both failure rates, the expected fault tolerance over-

head of our proposed lossy checkpointing is always better than that of the other two so-

lutions for Jacob and GMRES. For CG, the expected overhead of lossy checkpointing is

better than that of the other two solutions when the number of processes is greater than

1536 and 768 for the two failure rates, respectively. We note that in Figure 4.7, the curves

with lossy checkpointing increase much slowly than the curves with other two checkpointing
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Figure 4.6: Average time of one checkpoint and recovery for CG with different checkpointing
techniques on Bebop.
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solutions, thus demonstrating that our proposed lossy checkponting is expected to achieve

more performance gain as scale increases compared with the other two solutions. In the

next subsection we will use the optimal checkpoint interval with given failure rate to exper-

imentally prove this conclusion.

4.6.4 Experimental Evaluation

In this subsection, we evaluate the fault tolerance overhead experimentally for the

three solutions with their corresponding optimal checkpointing intervals in the presence of

injected failures. As described in Section 5, the MTTI can be almost hourly; hence, we

inject failures with the rate being one failure per hour (i.e., Tf = 3600 seconds) in the

experiment. Each failure may occur randomly at any time, including during computations

of iterative methods and in the checkpoint/recovery period. The failure intervals follow an

exponential distribution, because this is a common behavior of a system for most of its

lifetime. According to Young’s formula (as shown in Equation (4.1)), we can calculate the

optimal checkpointing interval for the three solutions based on this failure rate and their

checkpointing time as shown in Figure 4.5. Specifically, the calculated optimal checkpoint

intervals for the traditional, lossless, and lossy checkpointing are 16 minutes, 12 minutes,

and 7 minutes, respectively. We run each case with 2,048 processes/cores on Bebop ten

times and investigate the average overall running time. The baseline time of the iterative

methods is the overall productive execution time of solving the 3D Poisson equation (as

shown in Equation (4.15)) once without checkpointing and failure interruption. Specifically,

the baseline times of Jacobi, GMRES, and CG are about 50 minutes, 120 minutes, and
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Figure 4.8: Number of convergence iterations with lossy checkpointing method for Jacobi,
GMRES, and CG on Bebop.

35 minutes, respectively. We also compare the experimental overhead with the expected

overhead derived theoretically by our performance model.

Figure 4.8 presents the numbers of convergence iterations with lossy checkpointing

for Jacobi, GMRES, and CG compared with their baseline executions (failure-free) on the

Bebop cluster with 2,048 processes. The experiments illustrate that lossy checkpointing

under our settings (including convergence accuracy, error bound and failure rate) introduces

no delay (i.e., 0 extra iterations) on the convergence for Jacobi method, as shown in Figure

4.8. This is consistent with our theoretical analysis in Section 4.5.1: the upper bound of the

number of extra iterations N ′ is 6, based on eb·N
2(1+eb)−logR(1+eb) with N = 3941 and eb = 10−4.

Figure 4.8 shows that lossy checkpointing slightly accelerates the convergence of GMRES

in the condition of bounding the jump of the residual (Theorem 3), which is consistent with

the analysis and discussion presented in Section 4.5.2. Figure 4.8 also illustrates that the
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lossy checkpointing with eb = 10−4 and Tf = 3600 seconds will delay the convergence of

CG by 24.8% on average in terms of the convergence iterations, which is consistent with

the analysis presented in Section 4.5.3 (as shown in Figure 4.2).

In Figure 4.9, we show two typical example executions of Jacobi method with lossy

checkpointing. It shows that after a lossy recovery, Jacobi method can quickly converge to

the same residual value as the failure-free Jacobi does, with no extra iterations.

In Figure 4.10 we present the average fault tolerance overhead of these three solu-

tions with 2,048 processes on Bebop. Here the fault tolerance overhead refers to the overall

running time taking away the baseline time. The figure illustrates that our proposed lossy

checkpointing outperforms the other two solutions with Jacobi, GMRES, and CG. Specifi-

cally, for Jacobi, our solution reduces the fault tolerance overhead by 59% compared with

the traditional checkpointing and 24% compared with the lossless checkpointing. For GM-
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RES, our solution outperforms the traditional checkpointing and the lossless checkpointing

by 70% and 58%, respectively, in terms of the fault tolerance overhead. For CG, our solution

reduce the fault tolerance overhead by 23% and 20% compared with the traditional and

lossless checkpointing, respectively. Note that the experimental overheads for traditional

and lossless checkpointing are higher than their expected overheads except for Jacobi with

lossless checkpointing. The reason could be that the expected overhead formulas (Equa-

tions (4.4) and (4.8)) assume that the checkpointing time equals the recovery time, namely,

Trc = Tckp. Except for Jacobi with lossless checkpointing, however, the other solutions’

recovery time is higher than their checkpointing time, as shown in Figures 4.4, 4.5, and 4.6,

because of reconstructing static variables. Hence, it will lead to a loss of accuracy between

the experimental results and the expected analysis in terms of the fault tolerance overhead.

Note that for our lossy checkpointing, there is only a small difference (up to about 10%)

between the experimental overhead and the expected overhead, as shown in Figure 4.10.
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4.7 Summary

In this paper, we propose a novel, efficient lossy checkpointing scheme, by ex-

ploring how to efficiently leverage the lossy compression technique to improve the overall

checkpointing/restart performance for iterative methods in failure prone environment. We

have four significant contributions: (1) we propose a lossy checkpointing scheme that can

significantly improve the checkpointing performance for iterative methods; (2) we formulate

the lossy checkpointing performance model and quantify the tradeoff between the reduced

checkpointing overhead and the extra number of iterations caused by the compression er-

rors; (3) we analyze the impact of the lossy checkpointing for multiple types of iterative

methods; and (4) we evaluate the lossy checkpointing solution using a parallel environment

with 2,048 cores. Our experiments show that our lossy checkpointing method can signif-

icantly reduce the fault tolerance overhead for the Jacobi, GMRES, and CG methods in

the presence of failures, by 20%∼58% compared with traditional checkpointing and more

than 23%∼70% compared with lossless compressed checkpointing. We plan to study how

to extend our lossy checkpointing scheme to additional scientific application domains.

136



Chapter 5

Related Work

5.1 Application-Level Fault Tolerance for Soft Errors

Recent studies [41, 23] have shown future supercomputers will be highly susceptible

to soft errors, especially the ones that lead to silent data corruption (SDC). However,

system-level resilience solutions for SDCs can be very expensive for HPC systems. In order

to address this issue, fault tolerance can be developed from application level, which can

leverage the semantics and structure of a specific application.

Bronevetsky et al. [21], Shantharam et al. [72] characterized and predicted the

impact of soft errors on scientific applications. Di and Cappello [36] proposed an adap-

tive impact-driven method that can detect SDCs dynamically for general HPC applica-

tions. Their technique can adapt to dynamic prediction errors based on local runtime data

and can automatically tune detection ranges for guaranteeing low false alarms. In [44],

Bautista-Gomez and Cappello exploited multivariate interpolation to detect and correct

data corruption in stencil applications and demonstrated that this mechanism can detect
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and correct most important corruptions and keep the error deviation very low during the

entire execution. The most straightforward method to tolerate soft errors is triple modular

redundancy (TMR) [59]. While generally applicable, it incurs high overheads.

Algorithm-based fault tolerance (ABFT) represents a middle ground between

application-level fault tolerance and system-level fault tolerance. ABFT is a checksum-

based technique developed by Huang and Abraham [48], commonly used to locate and

sometimes correct soft errors for matrix operations. The basic check for absence of soft

errors involves verifying if the checksum relationships in output are maintained in the final

results. Many existing works based on ABFT technique are built on a checksum-encoding

scheme designed for matrix-matrix multiplication. Teresa et al. [31] Wu et al.[86] pre-

sented a design and implementation of a fault tolerant version of the ScaLAPACK [28]

to support online error detection and possibly recovery for dense linear algebra routines

such as Cholesky, QR, and LU factorizations. Liang et al. [55] presented an online ABFT

scheme for Fast Fourier transform (FFT) so that SDCs can be detected online and the

corrupted computation can be terminated in a much more timely manner. Chen et al. [24]

designed and implemented an online ABFT scheme for Cholesky factorization on modern

GPU architecture.

In addition, the traditional checksum encoding mechanism has also been applied

to the realm of iterative methods. Sloan et al. [75, 76] proposed techniques specifically

for soft error detection and correction in matrix-vector multiplications (MVM), which can

be applied to iterative methods under some strong assumptions. As discussed in Sections

2.2, the traditional checksum-encoding mechanism cannot correctly detect soft errors in the
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input vectors in MVM and PCO without additional expensive verification. Even with such

verification, it cannot protect the computation from input vector corruption due to cache

or register errors. Chen [27] developed a highly efficient online ABFT approach for soft

error detection by leveraging the orthogonality relationship of two vectors. This approach,

however, only covers a subset of the Krylov methods that can offer such orthogonality.

Shantharam et al. [73] proposed an ABFT-SpMxV algorithm for PCG that guarantees the

detection of a single error striking in either computation or memory representation of the

two input operands. This method requiresA to be strictly diagonally dominant, a condition

that will restrict the practical applicability of this techniques. Unlike these approaches, our

proposed designs can be applied to general iterative methods without the aforementioned

limitations while providing significantly improved error coverage and efficient online error

detection and recovery.

In [20] and [39], the authors target GMRES based on its special characteristics

and proposed a fault tolerant version via selective reliability, which can run through soft

errors in the preconditioning phase without the need for detection and recovery. Similar to

theirs, Sao and Vuduc [68] studied self-stabilizing corrections after error detection for CG

algorithm. However, these approaches potentially affect the speed of the convergence for

the underlying algorithms in an error- and input-specific fashion. Moreover, these solutions

target specific features of certain iterative algorithms and are not general enough to address

the larger class of iterative methods addressing by the our work.
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5.2 Checkpoint/Restart Techniques for HPC

One of the most widely used fault-tolerant techniques is the checkpoint/restart,

and the corresponding optimization strategies have been studied for many years. Plank et

al. [63] proposed a diskless checkpointing approach that reduces the checkpoint overhead

by storing the checkpoints locally in processor memories. However, diskless checkpointing

can survive only partial failures: it is unable to deal with the failure of the whole system. A

multilevel checkpoint/restart model [60, 15] was proposed to provide tolerance for different

types of failures. Fault Tolerance Interface (FTI) [15], for example, supports four levels of

checkpointing: local storage device, partner-copy, Reed-Solomon encoding, and PFS. Di et

al. [35, 34] proposed a multilevel checkpoint/restart model based on FTI to optimize the

checkpoint intervals for different levels. In addition to the traditional checkpointing model,

a few studies have demonstrated the feasibility of using compression techniques to improve

the checkpointing performance. Islam et al. [52] adopted data-aware aggregation and

lossless data compression to improve the checkpoint/restart performance. Sasaki et al. [69]

proposed a lossy compression technique based on wavelet transformation for checkpointing

and explored its impact in a production climate application. Calhoun et al. [22] verified

the feasibility of using lossy compression in checkpointing two specific PDE simulations

experimentally. Their results show that the compression errors in the checkpointing files can

be masked by the numerical errors in the discretization, leading to improved performance

without degraded overall accuracy in the simulation.

To the best of our knowledge, our work is the first attempt to build a generic,

theoretical performance model considering the impact of lossy compression techniques on
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the HPC checkpointing model and significantly improve the overall performance for multiple

iterative methods, such as stationary iterative methods, GMRES, and CG.

5.3 Fault Tolerance for Iterative Methods

Iterative methods are widely used for solving systems of equations or computing

eigenvalues of large sparse matrices. Although some fault-tolerant iterative methods have

been designed, most are from an algorithmic level, and the performance is highly depen-

dent on the specific characteristics of algorithms. For example, Chen [27] developed an

online ABFT approach for a subset of the Krylov methods by leveraging the orthogonality

relationship of two vectors for some specific iterative algorithms. Bridges et al. [20] and

Elliot et al. [39] targeted GMRES based on its special characteristics and proposed a fault-

tolerant version via selective reliability. Similar to that work, Sao and Vuduc [68] studied

self-stabilizing corrections after error detection for CG algorithm.

For fail-stop failures, Langou et al. [54] designed an algorithm-based recovery

scheme for iterative methods, called lossy approach, that recovers an approximation of the

lost data, but it is limited to the block Jacobi algorithm. Chen [26] proposed an algorithm-

based recovery method that utilizes inherent redundant information for accurately recov-

ering the lost data, but it is limited to the memory failure situation. Teresa et. al. [31]

proposed an algorithm-based recovery scheme for the High Performance Linpack benchmark

(which modifies a large amount of memory in each iteration) to tolerate fail-stop failures

without checkpointing. Agullo et al. [7] proposed a technique that can recover from process

failures followed by restarting strategies in Krylov subspace solvers where lost entries of the
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iterate are interpolated to define a new initial guess before restarting the Krylov method.

Asynchronous iterations [10] proposed by Bahi et al. are linear solvers designed to tolerate

message delays when applying the matrix in parallel.

5.4 Scientific Data Compression

Scientific data compression has been studied for years. The data compressors

can be split into two categories: lossless compressor [33, 90, 57] and lossy compressor

[53, 56, 25, 69, 37, 78].

Lossless compressors make sure that the reconstructed data set after the decom-

pression is exactly the same as the original data set. Such a constraint may significantly

limit the compression factor (up to 2 in general [65]) on the compression of scientific data.

The reason is that scientific data are composed mainly of floating-point values and their

tailing mantissa bits could be too random to compress effectively. In order to improve

the compression factor, several lossy data compression algorithms were proposed in recent

years. State-of-the-art lossy compressors include SZ [37, 78], ZFP [56], ISABELA [53],

FPZIP [57], SSEM [69], and NUMARCK [25]. Basically, they can be categorized into two

models: prediction based and transform based. A prediction-based compressor predicts

data values for each data point and encodes the difference between every predicted value

and its corresponding real value based on a quantization method. Typical examples are SZ

[37, 78], ISABELA [53], and FPZIP [57]. The block-transform-based compressor transforms

the original data to another space where most of the generated data is very small (close-to-

zero), such that the data can be stored with a certain loss in terms of user-required error
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bounds. For instance, SSEM [69] and ZFP [56] adopt a discrete Wavelet transform and a

customized orthogonal transform, respectively. Specifically, ISABELA [53] performs data

compression by B-spline interpolation after sorting the data series. But ISABELA has to

use extra storage to record the original index for each data point because of the loss of

the location information in the data series; thus, it suffers from a low compression factor

especially for large numbers of data points. Lossy compressors using vector quantization,

such as NUMARCK [25] and SSEM [69], cannot guarantee the compression error within

the bound and have a limitation of the compression factor, as demonstrated in [37]. The

difference between NUMARCK and SSEM is that NUMARCK uses vector quantization on

the differences between adjacent two iterations for each data, whereas SSEM uses vector

quantization on the high frequency data after wavelet transform. ZFP is a lossy compressor

using exponent/fixed-point alignment, orthogonal block transform, bit-plane encoding.

Lossy compression techniques are used mainly for saving storage space and reduc-

ing the I/O cost of dumping the analysis data. How to make use of the lossy compressors

to improve the checkpointing performance with iterative methods is still an open question.

143



Chapter 6

Conclusions

To tolerate soft errors with enabling high error-detection coverage and low over-

head, we proposed a new checksum encoding mechanism that guarantees that only the

checksum relationship of the output vector needs to be verified to detect any soft error in

MVM or VLO operations in iterative methods. Unlike traditional checksum schemes, our

design can tolerate cache and register bit-flips and does not require additional checksum

verifications after every vector-generating operation. Based on this new checksum encoding

scheme, we developed two online ABFT algorithms—basic and two-level—for general iter-

ative methods, allowing errors to be detected eagerly or lazily based on system error rates.

We evaluated our designs through comprehensive analytical and empirical analysis. Ex-

perimental evaluation on the Stampede supercomputer demonstrates the low performance

overheads incurred by our two ABFT schemes for preconditioned CG (0.4% and 2.2%) and

preconditioned BiCGSTAB (1.0% and 4.0%) for the largest SPD matrix from UFL Sparse

Matrix Collection. The evaluation also demonstrates the flexibility and effectiveness of our
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proposed designs for detecting and recovering various types of soft errors in general iterative

methods.

To tolerate failure-stop failures efficiently, we proposed a novel, efficient lossy

checkpointing scheme, by exploring how to efficiently leverage the lossy compression tech-

nique to improve the overall checkpointing/restart performance for iterative methods in

failure prone environment. We have four significant contributions: (1) we proposed a lossy

checkpointing scheme that can significantly improve the checkpointing performance for iter-

ative methods; (2) we formulated the lossy checkpointing performance model and quantify

the tradeoff between the reduced checkpointing overhead and the extra number of iterations

caused by the compression errors; (3) we analyzed the impact of the lossy checkpointing for

multiple types of iterative methods; and (4) we evaluated the lossy checkpointing solution

using a parallel environment with 2,048 cores. Our experiments show that our lossy check-

pointing method can significantly reduce the fault tolerance overhead for the Jacobi, GM-

RES, and CG methods in the presence of failures, by 20%∼58% compared with traditional

checkpointing and more than 23%∼70% compared with lossless compressed checkpointing.

We plan to study how to extend our lossy checkpointing scheme to additional scientific

application domains.

Moreover, in oder to alleviate the challenges of data reduction towards exascale

computing, we proposed a novel error-controlled lossy compression algorithm. We evalu-

ated our compression algorithm by using multiple real-world production scientific data sets

across multiple domains, and we compare it with five state-of-the-art compressors based

on a series of metrics. We have implemented and released our compressor under a BSD
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license. The key contributions include: (1) we derived a generic model for the multidimen-

sional prediction and optimize the number of data points used in the prediction to achieve

significant improvement in the prediction hitting rate; (2) we designed an adaptive error-

controlled quantization and variable-length encoding model (AEQVE) to deal effectively

with the irregular data with spiky changes; (3) our average compression factor is more than

2x compared with the second-best compressor with reasonable error bounds and our aver-

age compression error has more than 3.8x reduction over the second-best with user-desired

bit-rates on the ATM, APS and hurricane data sets.
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