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Abstract

Meta-learning for few-shot image classification

by

Jedrzej Jakub Kozerawski

One of the fundamental problems in machine learning is training high-quality neural

network models using small quantities of data. In many situations, obtaining more data

might not be possible due to an inherent rarity, physical lack of the samples, financial

costs, or time constraints. Under these circumstances, standard training approaches lead

to significant overfitting thus prompting the recent emergence of few-shot (or low-shot)

learning, a problem setting where every category in a task has only a few examples

available. In the visual domain, the initial effort has been directed at the task of image

classification, however promising results in classification have triggered recent advances

in few-shot object detection, image segmentation, and video classification.

Humans are very good at learning new concepts given only few instances and in this

work we are aiming to mimic that ability. The task of few-shot image classification is

not in itself yet well-studied as the state-of-the-art approaches depend highly on the

number of available categories and per-category examples of a task. Existing few-shot

multiclass methods assume that the test set is closed, meaning that only images truly

belonging to the categories seen during training can be present in the test set, which is

a heavy restriction limiting the real-world applications of these methods. To ensure that

few-shot methods will be able to translate well to real-world applications we focus on

few-shot tasks containing data coming from both known and unknown categories: one-

class and multiclass open-set scenarios. To efficiently learn methods for these scenarios

we concentrate on meta-learning (or learning-to-learn) approaches that aim to facilitate
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model training in few-shot learning tasks.

In this thesis, we introduce four separate meta-learning methods for few-shot one-

class and few-shot multiclass open-set settings and set new state-of-the-art performance

levels on these tasks. Firstly, we introduce a novel task of few-shot one-class image

classification, where the training set consists of only a few examples from a single category

with a goal of differentiating examples coming from this category from examples coming

from other, unknown categories. We propose and analyze three novel methods to solve

this problem through meta-learning: one trained in multiple stages to predict weights

of an SVM classifier, the second one learning a separate feature space dedicated for

one-class classification, and the third one trained end-to-end to dynamically generate

one-class neural network classifiers. In the second part, we concentrate on the impact

the number of per-category examples in the training set has on the existing methods

in the few-shot multiclass closed-set classification task. We introduce a novel dynamic

meta-learning solution to enhance the performance of existing few-shot learning methods

while keeping the model fast and lightweight. Finally, we discuss approaches combining

the analysis and methods introduced in previous parts of the thesis and apply them to

address a recently introduced task of few-shot multiclass open-set classification. Proposed

approaches significantly outperform the recently introduced state-of-the-art method on

the few-shot multiclass open-set classification task.
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Chapter 1

Introduction

Image classification is an existing problem in computer vision where an algorithm given

a particular image has to classify its content as belonging to one of N previously es-

tablished categories (classes, options, possibilities). It is a very important task with

applications ranging from medical (e.g., chest X-Ray classification [1, 2] or cancer de-

tection [3]), through facial recognition [4, 5], to autonomous driving (e.g., vehicle recog-

nition [6], license plate recognition [7], traffic signs recognition [8]). Early attempts at

solving this issue were addressed using classical machine learning approaches such as

Support Vector Machines (SVMs) [9], logistic regression, decision trees [10], similarity

measures [4] or linear and quadratic classifier. All these algorithms required high-quality

input features for optimal performance. For image data such features might include sim-

ple pixel values (RBG or grayscale), textural features [11], hue and brightness [12] or

histograms [9]. Separation of classification and rule-based feature extraction was very

helpful in explaining the decision-making process of the classification algorithm, but si-

multaneously it was preventing it from achieving higher performance on the task, due to

many imposed restrictions on the feature-extraction method and lack of communication

between the feature-extraction and classification blocks. This issue was resolved with
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Introduction Chapter 1

the introduction of Neural Networks (NNs) and specifically the Convolutional Neural

Networks (CNNs) in the image domain. The early work of LeCun et al. on handwritten

digit recognition [13, 14] and their consecutive introduction of the MNIST database [15]

demonstrated the usefulness of the CNNs for the image classification task which allowed

for a direct “communication” between the feature extractor and classifier. This in fact

was responsible for extracted features to be more optimally chosen for the specific clas-

sification task at hand rather than according to a general notion or rule.

CNNs rose to be ubiquitous in all branches of science and technology, however the

early models were really dependent on the high volumes of training data, which limited

their applicability to many real-world problems where data is scarce. Such scenarios re-

quired an emergence of a new field (called few-shot learning [16, 17]) studying approaches

performing well in data-scarce scenarios. One of the main directions in few-shot learning

is meta-learning [17, 18] where the idea is to train a separate learning algorithm on an

auxiliary data that will allow to quickly adapt a CNN model to a novel, few-shot scenario.

1.1 ImageNet and the rise of deep learning

The introduction of convolutional neural networks did not make the previous classical

machine learning approaches obsolete in the image classification task. For many next

years, they were still performing much better than CNNs on tasks involving larger images

and smaller dataset sizes than originally introduced by LeCun et al. [15] (60000 grayscale

training images of size 28 × 28 pixels). The major breakthrough in image classification

occurred with the introduction of the ImageNet [19] database with its yearly ImageNet

Large Scale Visual Recognition Challenge (ILSVRC) starting from the year 2010. This

forced the researchers to introduce solutions that can scale well with the size of the dataset

(the 2010 dataset statistics: 1000 categories, each with 668–3047 examples, yielding a

2
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total of 1̃.26 million images [20]) and size of the images (average image size 469 × 387

pixels). Each year’s winning method error rate is visible in Figure 1.1. The first two years

(2010 and 2011) were won by methods involving SVMs [21, 22] with elaborate feature

extraction and representation methods. The breakthrough was in the year 2012 when

Krizhevsky et al. [23] outperformed every other method by a large margin by using a large,

deep convolutional neural network architecture (dubbed AlexNet since then) consisting of

5 convolutional layers and 3 fully connected layers with the input size of 224× 224. This

milestone demonstrated the viability of already known convolutional neural networks for

the task of image classification. The time between the LeCun et al. digit recognition and

Krizhevsky et al. AlexNet was necessary to develop both the hardware allowing for the

required computational complexity and the large scale databases introducing the era of

big data.

Figure 1.1: Error rate on the ILSVRC challenge by year.

During the following years after the introduction of AlexNet [23], we have witnessed

an enormous development in the field of deep learning for computer vision. Every next

ILSVRC challenge was won by a deep CNN method, decreasing the error rate on Ima-
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geNet significantly year after year (as seen in Figure 1.1). ImageNet challenges directly

contributed to the introduction of most important CNN architectures such as GoogLeNet

(InceptionV1) by Szegedy et al. [24] in 2014, VGG by Simonyan and Zisserman [25] also

in 2014, ResNet by He et al. [26] in 2015. Work by He et al. achieved an important mile-

stone for the computer vision community – the proposed network surpassed human-level

performance on ImageNet (5% error [20]). Since the early breakthroughs, ImageNet was

established as the benchmark dataset and was heavily used when developing new architec-

tures for image classification (e.g., ResNext [27], DenseNet [28], InceptionV2 and V3 [29]

or EfficientNet [30]) and network training techniques (e.g., batch normalization [31] or

dropout [32]).

These rapid advances in image classification have directly influenced the progress in

related tasks in computer vision field such as object detection (e.g., Fast R-CNN [33]

and Faster R-CNN [34] utilizing VGG-16 network as the backbone), image segmentation

(e.g., Mask R-CNN [35] with ResNet or ResNeXt network as the backbone) or image

generation (e.g., patch-based inpainting by Demir and Unal [36] with ResNet backbone).

These examples confirm that there exists a tight relationship between advances in image

classification and progress in related computer vision tasks.

1.1.1 Classification, Detection, Segmentation

There are many varying tasks in computer vision such as classification, detection,

segmentation, depth estimation, optical flow estimation and many more. They differ

based on the goal of the task (what it is we want to obtain) and a labeling scheme

necessary to train a supervised model (what information do we need). The main task I

am discussing throughout this work is image classification, but few related tasks need to

be discussed here as well, since they are related to image classification.

4
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(a) Image classification (b) Multiclass object detection (c) Image segmentation

Figure 1.2: Visual differences between three computer vision problems: (a) image
classification, (b) multiclass object detection, and (c) image segmentation. In image
classification we want to find which of N labels describes the image best. In multiclass
object detection we want to find a bounding box around an object of interest and find
which of N labels describes the inside of the bounding box best (a “dog” in this case).
In image segmentation we want to find a contour around an object of interest and
find which of N labels describes the inside of the contour best (a “dog” in this case).

First of all, let me discuss the main task of image classification. It aims to answer

the question: what is present in the image?, or more exactly: which of the N categories

is present in the image?. I am discussing here only fully supervised methods, where the

training set contains images labeled as one of N categories, each image can only have a

single label, and each category has to have at least one training image in the training

set. The task is to learn a good feature representation of images belonging to the N

categories so as to be able to correctly recognize novel, previously unseen examples of

these N categories. In a supervised setting, to train a model we need only information

about which of the N categories an image xi belongs to (a tag or a label). The categories

can represent any distinct object or a well-defined concept (such as “a dog”, “a cat”, “a

blue SUV” or an “X-Ray of lungs with pneumonia”). When categories represent objects

we can talk about object classification or object-based classification, whereas when they

represent general scenes (such as “indoor”, “outdoor”, or “mountains”) we can talk

about scene classification. Throughout this work when discussing image classification I

will be referring to the object classification variant. In the literature the phrase “image

5
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recognition” is frequently used interchangeably with “image classification” [26, 37, 38],

however throughout this work I will be always referring to the task at hand as image

classification. An example of an image classification task can be seen in Figure 1.2a,

where the whole image is classified as a “dog” category.

A related to image classification is the object detection task. In here I am referring to

a multiclass object detection, where in each image the task is to locate all known objects

and label the content of each of the found bounding boxes (a localization + classification

task). Modern object detection algorithms combine two important modules: region of

interest detector (ROI detector), which is tasked with finding the location of a generic

object of interest within an image (indicated with a bounding box), and a classifier, which

is tasked with determining which of known objects is present within the found bounding

box [39, 34]. A single image can have multiple objects (bounding boxes) present, a single

object or no objects. To train an object detection algorithm in a supervised manner we

need information about the location, dimensions and content (a label) of bounding boxes

for every image in the training data. An example of an object detection task can be seen

in Figure 1.2b, where within the image, an object has been detected (indicated with a

red bounding box) and the content of the box has been classified as “dog”.

Image segmentation aims to answer the question: what are the exact boundaries of

the object X? In object detection we were interested in a rectangular bounding box

encompassing an object, however in the image segmentation task we are interested in

refining the boundary of the object to find its exact boundary (instead of the bounding

box) as seen in Figure 1.2c. The way it is achieved stems from classification as well:

in general, every pixel in the image will be classified as belonging to one of N visual

categories (e.g., pedestrian, car, road, traffic sign, etc.) and contiguous regions of pixels

labeled as belonging to the same category will constitute separate objects [40]. To train

a supervised model, we would need per-pixel annotation (segmentation masks) for all

6
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images in the training data.

It is clear that all three tasks of image classification, multiclass object detection, and

image segmentation are related (since they perform classification task at some point),

however they vary significantly in the amount and level of annotations required to train

a model and their final goal. All tasks can be facilitated though auxiliary information

(such as temporal data from video files), however in this work I will be considering only

still images as the input data. In general I will be focusing throughout this work on the

image classification task only, however seeing the links between image classification, mul-

ticlass object detection, and image segmentation we can see the potential to extrapolate

discussed methods into these tasks as well.

1.1.2 Closed-set vs open-set setting

Standard supervised image classification methods assume that the test set is closed:

meaning that only images truly belonging to the same N categories present during the

training can occur during the test phase. This is a big restriction as we have to assume

that there will be a preliminary work done to ensure that only the right images will be

shown to the algorithm. Such an approach severely limits the real-world applicability

of any closed-set image classification algorithms. If we remove this restriction and allow

for an image from any category not present during training (dubbed here as Unknown

category) to be present during test phase, we call the test set to be open-set. A simple

comparison between the closed-set and the open-set setting in the test set can be seen in

Figure 1.3.

7
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(a) Closed-set setting (b) Open-set setting

Figure 1.3: A comparison between the closed-set and the open-set setting. Closed-set
setting (a) assumes that only images truly belonging to any of the classes (categories)
present during training can be present in the test set. Open-set setting lifts that as-
sumption and allows for images from unknown categories (not present during training)
to be in the test set.

1.2 Importance of data

Based on the success of ImageNet [19] – modern benchmark image classification

datasets (e.g., Places [41]) tend to have hundreds or thousands of different visual cate-

gories with hundreds or thousands of examples per each category. The creation of such

datasets along with the progress in computational resources allowed for a vast develop-

ment of deep convolutional neural networks (CNNs) for image classification [23, 42, 26,

24, 28]. Training techniques for deep CNNs developed using these big datasets work very

well when:

1. the differences between categories (inter-class variance) are high

2. the differences between samples of the same category (intra-class variance) are small

3. the amount of examples per category is evenly distributed across all categories

(balanced)

4. the amount of examples per category is large

5. the examples seen in the inference phase belong to one of the categories present in

the training phase

8
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In this work, I will be focusing on methods dealing with situations when the last two

requirement are not fulfilled. When the amount of examples per category is small, we

refrain to the learning situation as few-shot learning since the algorithm has to learn from

few samples (or shots). The boundary between few-shot and many-shot learning is not

well defined, but frequently when the number of per-category examples (k) drops below

20 we can talk about few-shot learning scenario. When there is a mixture of categories

with few examples per-category and many examples per-category, we can talk about an

imbalanced or long-tail scenario [43], which requires a separate set of methods and will

not be a focus of this work. The last requirement pertained to the presence of images in

the inference stage only from the categories seen in the training phase. This means that

a strong assumption is being made: if the algorithm has been trained to classify images

of N categories, then it is restricted to see only examples from the same N categories

in the inference stage as every image will be classified as one of N options. If we would

remove this restriction, that would mean during an inference stage apart from images

belonging to the N categories (indicated as Known categories) we could have images

belonging to other, unknown categories not seen in the training set (indicated as Unknown

categories). Table 1.1 shows the division of image classification tasks depending on the

amount of the training data available and the composition of the test set. I will refer to

the previously mentioned task fulfilling all five requirements and introduced in ImageNet

as “Standard”. In this task we have many different visual categories, each with plenty

of data available to properly train a deep CNN, and the inference stage would consist

only of images truly belonging to one of categories present during training (example here

would be ImageNet [19] or Places-365 [41]). If we would allow that models trained on the

ImageNet dataset could be tested on an open-set test set (see during an inference stage

images from categories not present during the training stage, i.e., images from Unknown

categories) we would obtain an open-set classification scenario. If we would further leave

9
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only a single category in the training set, while still allowing for unknown images in

the inference stage we would obtain one-class classification scenario. Comparison of the

three mentioned situations along with their counterparts when amount of per-category

examples is small can be seen in Table 1.1.

Table 1.1: Comparison between different tasks in image classification divided accord-
ing to the available training data and the composition of the test set.

Task # of classes Examples per class Open-set?

Standard multiclass N Many No
Open-set multiclass N Many Yes
One-class 1 Many Yes
Few-shot multiclass N Few No
Few-shot multiclass open-set N Few Yes
Few-shot one-class 1 Few Yes

The last three settings visible in the Table 1.1 pertain to few-shot learning, which

is an important problem in machine learning with significant implications. First of all,

mastering few-shot learning would bring the machine learning field closer of mimicking

the way humans learn as we are capable of understanding novel visual concepts with just

few examples (frequently as low as one example). This in turn would open many new

possibilities as machine learning models could be trained well for novel applications where

amount of training data is scarce (as in rare disease detection, rare event recognition). It

would also decrease the amount of financial, computational and time resources required

to collect the data, label it, and train a model on it, thus allowing for a faster develop-

ment of new methods and applications, simultaneously allowing small-scale laboratories,

independent researchers and users not affiliated with computer science field to train more

specific models on their small dataset thus contributing to dissemination of science.

In this work I will focus on the three few-shot settings visible in the Table 1.1:

• Few-shot one-class classification. It is a special case of a general one-class

10
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classification and the dataset configuration can be seen in Figure 3.1. The training

set contains single or few positive examples from only a single category, without

any negative examples. The test set contains previously unseen examples from the

same category present in the training set as well as other examples, from unknown

categories. The task is to differentiate which of the examples in the test set belong

to the known category.

Figure 1.4: Few-Shot One-Class (open-set) classification problem. The training set
(top) contains few (one in this case) labeled training examples from only a single
category (dog). The test set (bottom) contains unseen examples from the same known
category (dog) treated as a known category (Known - bottom left) and examples from
unknown categories not present in the training set (Unknown - bottom right). The
goal is to train a model on examples coming from the training set such that it would
be able to differentiate between examples coming from the same category (Known
examples) and from other, unknown categories (Unknown examples).

• Few-Shot multiclass closed-set classification. It is a special case of standard

multiclass classification problem and the dataset configuration can be seen in Fig-

ure 1.7. The training set contains single or few positive examples from multiple

11
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different categories. The test set is restricted to contain only examples belonging

to categories present in the training set.

Figure 1.5: Few-Shot Multiclass (closed-set) classification problem. The training set
(top) contains few (one in this case) labeled training examples from multiple categories
(1-5). The test set (bottom) contains unseen examples from the same categories
present in the training set (1-5). The goal is to train a model on examples coming
from the training set such that it would be able to correctly classify unseen examples
into one of training categories (one of five categories in this examples).

• Few-Shot Multiclass Open-Set classification. It is a special case of a general

open-set classification problem and the dataset configuration can be seen in Fig-

ure 5.1. The training set contains single or few positive examples from multiple

different categories. The test set contains unseen examples belonging to known

categories (same categories present in the training set) as well as examples, from

unknown categories (categories not present in the training set).

Effective learning in the mentioned situations is significantly hindered due to multiple

reasons. A small number of training examples per category implies that that the intra-

12
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Figure 1.6: Few-Shot Open-Set classification problem. The training set (top) contains
few (one in this case) labeled training examples from multiple categories (1-5). The
test set (bottom) contains unseen examples from the same known categories present in
the training set (1-5) treated as known categories (Known - bottom left) and examples
from unknown categories not present in the training set (Unknown - bottom right).
The goal is to train a model on examples coming from the training set such that it
would be able to correctly classify unseen examples into one of training categories
(one of five categories in this examples) or as an unknown category.

class variance of the observed samples might be too small to capture the true distribution

of the features necessary to understand the category well. When combined with the high

learning capacity of deep neural networks such situation might easily lead to overfitting

– a model fits too closely to the small number of data points thus preventing it to

generalize well to the novel, unseen examples coming from the same category. Learning

in the one-class task suffers greatly from the lack of negative examples [44] since the

model has a more difficult task of determining where the ideal decision boundary should

be without any feedback from the training set on the accuracy of its belief and a similar

issue can be raised in the open-set setting. Existing one-class and open-set methods

assume abundance of training examples for the known, positive category and do not
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adapt well to the few-shot scenario. And as much as it would be tempting to simply

gather additional data, frequently it is not feasible. In most real-world scenarios the

amount of available training examples varies depending on the specific category or the

specific task. Most categories in the real world follow the long-tailed distribution where

some categories are common, but most of the categories are comparatively rare. Reasons

for the varying amount of the available data may be numerous, from the true, real-world

rarity (common sparrow vs endangered California condor), the difficulty of obtaining

many examples (animals living only at the bottom of the Mariana Trench or in the

heart of the Amazon jungle), the economic or time cost of collecting the samples or the

necessity to work with small available data e.g., detecting novel disease (such as COVID-

19) given patient data (e.g., chest x-ray data) from first few cases to act quickly without

needing to wait for more samples (more infections) or having an autonomous driving

system adapt to recognizing a new model of a car on the road. On top of that, providing

effective methods for smaller datasets might help other researchers/scientists in other

areas wanting to train a specialized model on their own dataset without a possibility

of gaining more samples (due to financial/time constraints or physical unavailability of

additional examples). In general, lowering the required amount of data, while increasing

the model performance will allow AI to be applied in new areas, on novel tasks, and by

more people, thus directly contributing to the future scientific development as a whole.

As it was presented in Section 1.1, developments in image classification are directly

followed by advances in related computer vision tasks such as detection or segmentation

where existing datasets are frequently consisting of categories with abundance of training

examples per category (e.g., MS COCO [45] or Cityscapes [46]). The ability to effectively

deal with few-shot categories for these tasks is equally important and having efficient

methods for the few-shot classification, we should be able to translate them into these

tasks as well thus allowing for rapid progress and a significant performance increase as

14



Introduction Chapter 1

well.

In this work, I am studying novel methods for alleviating classification tasks when

amount of available examples per category is low (few-shot learning) in the three main

tasks: one-class (open-set) classification, multiclass closed-set classification, and multi-

class open-set classification. I want to underline the common problems occurring among

the tasks represented in the bottom half of Table 1.1 as well as stress the differences in

the solutions that are necessary to solve them effectively. Throughout the next chapters,

I will discuss current state-of-the-art methods as well as novel solutions designed for the

few-shot one-class, few-shot multiclass, and few-shot open set classification problems.

1.3 Background

One of the most important aspects of the high-performance few-shot learning ap-

proaches is efficient utilization of auxiliary data via transfer learning, which has seen in re-

cent years a significant development [47]. The general idea behind it is to utilize some aux-

iliary data/task to increase the performance of a network on a target task. At first most

of the attention was directed towards increasing the performance on large datasets (rows

1-3 from Table 1.1), most notably using network finetuning [48, 49, 50]. Many approaches

involve using networks pre-trained on large scale, labeled datasets like ImageNet [19] or

on auxiliary, unlabeled datasets or transferring from one source domain to a different

target domain [51] (in-game data, e.g., GTA 5 to real-world data e.g., Cityscapes [46]),

or transferring knowledge between modalities (e.g., from RGB to depth or thermal) as

in Xiong et al. [52]. The problem of overfitting when training a network in a few-shot

setting (tasks in rows 4-6 in Table 1.1) still exists when utilizing straightforward finetun-

ing. For this reason, it is necessary to employ meta-learning techniques to increase the

generalization of the trained network. Whereas transfer learning assumes stronger simi-

15



Introduction Chapter 1

larity/relation between source and target task – meta-learning (or learning-to-learn) [53]

is a broader term that focuses on learning-to-learn efficiently or quickly and can work

with a larger dissimilarity between the source and target task/domain. The problem of a

small training set is usually resolved with a non-overlapping auxiliary training set for one-

shot or few-shot learning. The learned features from the auxiliary set are transferred to

the few-shot categories and help learn better representations for them. The performance

achieved by common, existing few-shot approaches may be significantly increased by ef-

ficient data generation procedures that would be learned during meta-training. Few-shot

one-class problem is first introduced by me [54] and I discuss that process in the Chap-

ter 3, and few-shot open-set has just been introduced by Liu et al. [55] and I discuss it in

the Chapter 5, which means that two out of three few-shot settings are not well studied

yet. And although few-shot multiclass classification approaches utilizing meta-learning

have been developing for past couple years, the existing approaches, such as by Wang

et al. [56] or by Sun et al. [57], still have many shortcomings such as lack of generaliza-

tion capabilities and frequent very precise assumptions regarding a specific architecture,

data/task similarity or availability of pre-trained models. In this work, I want to study

the methods that have as few constraints/requirements as possible while increasing the

performance on the target task, thus allowing for a more significant usage by future re-

searchers developing their algorithms. In this work, I will analyze these problems and

introduce meta-learning solutions that can work well in these harsh scenarios.
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Figure 1.7: The division of data into a training set Dtrain (left) and test set Dtest
(right) for an image classification task. The training set is composed of examples
(xtrain) coming from N distinct visual categories. Each of the training examples
xtrain has information (label y) indicating which of N categories it belongs to. The
goal is to train a model on examples coming from the training set such that it would
generalize to novel, unseen examples coming from the same N categories. To assess
the performance of the model – the test set is used.

1.4 Meta-learning

1.4.1 Standard training

In machine learning we can divide the available data in a dataset D into two distinct

sets: training set Dtrain and test set Dtest. The training set is used to tune the parameters

of the model and the test set is used to evaluate the performance of the trained model.

In a standard image classification setting the training set Dtrain and test set Dtest will

consist of the same set of N visual categories with the requirement of no overlapping

examples between the training set Dtrain and test set Dtest. We can see the division of
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data into the training set Dtrain and test set Dtest with N = 5 in Figure 1.7. The training

set Dtrain consists of training input-label pairs xtrain, y, where xtrain ∈ Rm (m being the

dimensionality of the input space) and y ∈ {0, 1, ..., N−1} (N being the number of visual

categories in the training set). The test set Dtest consists of testing input-label pairs xtest,

y, where xtest ∈ Rm and y ∈ {0, 1, ..., N − 1}. The N visual categories in the training set

are the same as N visual categories in the test set. In the image classification the task is

that given a training set of annotated pairs xtrain, y train a model capable of correctly

classifying new, unseen images coming from N categories as a correct category (one of

N possibilities).

The length of the training process is measured in epochs, where in every epoch the

network will observe as inputs all training examples in the training set Dtrain. Every

epoch consists of iterations when during a single iteration a single forward pass and a

backward pass is performed on the network given a number of training examples as inputs

(number of training examples observed is the batch size).

Neural network models require large amounts of training data to learn correct features

and perform well on the specified task, which translates to having many training pairs

xtrain, y in the training set Dtrain. In case of few-shot learning, the amount of available

training pairs for the N visual categories is small (usually less than 10) and we assume

that every one of N categories will have the same amount of training examples k. We can

describe the training set in this few-shot setting using the information about the number

of visual categories N and number of per-category examples k forming an N -way k-

shot setting. An exemplary 5-way 1-shot training/test division for few-shot learning is

presented in Figure 1.8. Under these circumstances, using the training set to learn the

features necessary to differentiate all categories present in the training set Dtrain will not

be sufficient as the visual diversity of the examples belonging to each of N categories is

not enough to capture the true distribution of features for these categories. Training in
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such setting will either result in overfitting if the model will learn too specific features,

or in underfitting if the learned features will be too simple and will not generalize well

to the test set examples.

Figure 1.8: A visualization of a 5-way 1-shot training setting. The amount of available
training data (left) for all five categories is not sufficient on its own to capture high
quality discriminative features for each category such that the model would generalize
well to unseen examples coming from the five categories present here.

1.4.2 Meta-learning

In the Section 1.4.1 we have established that a standard division of dataset D into a

training set Dtrain and a test set Dtest will not be sufficient to learn a high-performing

classification model when the number of available training examples in the training set is

small (few-shot learning). It was clear that some sort of auxiliary data needs to be used to

ensure higher quality of the learned model. Meta-learning (learning-to-learn) approaches

were introduced with a goal of learning how to learn good classifiers, quickly and under

small data availability. For the details on existing meta-learning approaches for few-shot

learning please refer to Section 2.1. In meta-learning we divide the dataset D into two

meta-sets: the meta-training meta-set Dmeta−train and meta-testing meta-set Dmeta−test.

The meta-training and meta-testing meta-sets will have no overlapping categories. Both

the meta-training meta-set Dmeta−train and meta-testing meta-set will be further divided

into training (or support) set S and a testing (or query) set Q. The meta-learning
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model is trained on the meta-train meta-set Dmeta−train and then the model is applied

to the examples from the support set S of the meta-testing meta-set Dmeta−test to create

a classifier. The quality of the model is assessed on the meta-testing meta-set where

the task is to given the examples from the support set S of the meta-testing meta-set

Dmeta−test classify the unseen examples from the query set Q of the meta-testing meta-set

Dmeta−test into the N known categories from the support set S.

Episodic training

Vinyals et al. [17] proposed an important modification to the training strategy in

form of episodic training: the meta-training meta-set Dmeta−train would be divided into

episodes where in every episode we would create an N -way k-shot support set S (N

categories with k examples per category) and a query set Q with q examples for each of

N categories. In each episode both the N categories in the episode and the k+q examples

per category would be sampled at random from the data available in the meta-training

meta-set Dmeta−train. In each episode the meta-learner is being trained on the support set

S and evaluated on the query set Q. The idea is to mimic in this way the setting present

in the meta-testing meta-set Dmeta−test. A visualization of the division of the dataset D

into the meta-training and meta-testing meta-sets along with the episodic composition

can be seen in Figure 1.9.

1.5 Approach

An important question that follows is: How can we adjust the training procedures of

neural networks to quickly overcome the disadvantages stemming from lack of sufficient

training data? Can a single method be utilized for multiclass, one-class, and open-set

settings?
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Figure 1.9: A visualization of the meta-learning episodic composition for 5-way 1-shot
few-shot learning setting. The meta-training meta-set Dmeta−train consists of episodes,
where every episode has an N -way k-shot support set S used to train the meta-learner
and a query set to test it. The task is to learn a good model for categories present in the
support set S of the meta-testing meta-set Dmeta−test and evaluate the performance on
the query set Q of the meta-testing meta-set Dmeta−test. There is no overlap between
categories in the meta-training meta-set Dmeta−train and the meta-testing meta-set
Dmeta−test.

A significant aspect of approaches studied in this work is meta-learning, which has

gained attention in few-shot multiclass classification in recent years. Almost all meth-

ods tackling this problem utilize meta-learning (e.g., FEAT [58] or Delta-Encoder [59]),

but they vary greatly in the approach they take: from increasing the capacity of a net-
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work [59, 60], through adding auxiliary modules [55, 61, 58], dynamically generating

data [59, 62, 63], to utilizing auxiliary information [64, 60]. All of the methods have one

thing in common – the performance increases with the amount of per-category examples

available. I introduce an auxiliary method that can be trained jointly with existing few-

shot multiclass classification approaches that can increase the performance when number

of per-category examples is very low. This is the first approach in few-shot learning

designed specifically to augment the performance of existing methods and the details can

be seen in Chapter 4.

Few-shot multiclass classification approaches make two strong assumptions: there

will be no examples belonging to unknown categories during the inference stage and the

number of available categories in the training set is at least two. This allows to per-

form classification of novel examples by answering question: which of the N categories

does it belong to most likely? In the few-shot open-set setting introduced recently by

Liu et al. [55] such approach will not work as there is an auxiliary question that needs

to be answered first: does this image belong to any of the N known categories? before

proceeding to the main multiclass classification question. Existing few-shot mutliclass

classification approaches are not designed to handle this, and current open-set classifica-

tion approaches assume abundance of training data to model well known categories [65]

and do not work well in the few-shot setting. Similar problem is present in the few-

shot one-class setting, however it faces additional problem, which even newly introduced

few-shot open-set method [55] cannot handle: the number of training categories is one,

which prevents any softmax-based methods from working correctly. To solve this issue

I introduce three separate meta-learning methods that learn how to perform one-class

classification in the few-shot setting. Two of the methods learn to generate one-class

classifiers and the third method learns simultaneously a one-class classification feature

space along appropriate decision threshold. The corresponding methods are described
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in Chapter 3. I then combine methods for few-shot multiclass classification and modify

approaches introduced for few-shot one-class classification to work as ensembles in order

to provide solution to few-shot open-set classification, as seen in Chapter 5. The exact

contributions made in this work are as follows:

• A comprehensive study of similarities and dissimilarities between few-shot classifi-

cation problems: few-shot one-class, few-shot multiclass, and few-shot open-set.

• The introduction of a novel problem of few-shot one-class classification along with

three meta-learning methods designed for this problem.

• A novel meta-learning method for few-shot multiclass classification allowing to aug-

ment the performance of many existing few-shot multiclass classification methods.

• A novel meta-learning approach for few-shot open-set classification utilizing ensem-

bles of few-shot one-class learners combined with a few-shot multiclass classifier.

• An analysis of the impact that training and testing hyperparameters have on the

performance of few-shot methods in few-shot one-class, few-shot multiclass, and

few-shot open-set settings.

1.6 Permissions and Attributions

1. The introduction of few-shot one-class problem in Chapter 3 along with a CLEAR method

introduced there has previously appeared in CVPR [54].

2. The content of Chapter 4 along with a CPH method introduced there.

3. The content of Chapter 5 along with two methods described there (Meta-BCE and

OCML) and introduced in Chapter 3.
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Related work

2.1 Few-shot learning

Few-shot learning refers to a problem where a model is trained on a small number of

examples and in particular, few-shot classification refers to a problem where a model is

trained to generalize to novel, unseen samples in the query set Q represented by a small

number of examples in the support set S. Few-shot learning methods can be divided

into two general types: inductive methods and transductive methods. Transductive

methods [66, 67, 68] utilize unlabeled test set images that will undergo classification

in order to maximize the accuracy, however since they make strong assumptions such

as having access to the whole test set up-front, they will not be focused on in this

dissertation. Inductive methods produce a classification output given an input, without

looking at the whole test set. We can divide inductive approaches addressing the few-shot

classification problem into few main groups:

Metric learning. This group of methods is concentrated around metric learning for

better similarity and relation embeddings. Siamese networks [69] calculate a similarity

score between every pair of images ensuring that the embeddings of similar images will
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be close to each other in the feature space and the embeddings of dissimilar images will

be far apart. Matching Networks [17] learn classifiers for previously unseen categories

using a mapping from a small support set of examples to a classifier for the given cate-

gory. Prototypical Networks by Snell et al. [18] proposed the notion of prototypes, where

query examples are assigned to the closest known prototype in the feature space based

on a distance measure (usually Euclidean distance). Sung et al.. [61] introduced Relation

Networks with two modules: an embedding module and a relation module that learns the

appropriate relation between a query example and each of N categories in an N -way clas-

sification. Liu et al. [55] modified the prototypical network to use a gaussian embedding

when calculating distance between prototypes and queries instead of a Euclidean distance.

Oreshkin et al. [70] proposed a task dependent adaptive metric learning (TADAM) for

few-shot learning with distance metric scaling for the output features with a learnable

temperature parameter and with task conditioning, where the parameters of the feature

extractor are task-dependent. Ye et al. [58] proposed to use a transformer on top of the

prototypical network embeddings to learn a better mapping for class representations.

Optimization. Ravi and Larochelle [71] utilized an LSTM to optimize the up-

dates for the model parameters when training a network in a few-shot setting. Li et

al. [72] introduced a new learning-to-learn optimization strategy based on Stochastic Gra-

dient Descent called Meta-SGD. Finn et al. [73] proposed Model-Agnostic Meta-Learning

(MAML) where a meta-learner is tasked with providing optimal update parameters to

learn new few-shot task. MetaOptNet introduced by Lee et al. [74] proposes to use a

differentiable regularized classifiers (SVMs) in the deep meta-learner framework to more

efficiently optimize to few-shot learning setting.

Dynamic transfer learning. Qi et al. [63] proposed to imprint the weights of a

classifier for a new, unseen category with an embedding vector extracted from a base

classifier pre-trained on previously known categories. This idea is very similar to the
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Gidaris and Komodakis approach [62]. Aytar and Zisserman [75] used transfer learning

to modify the SVM boundary for a novel class of objects by extracting information from

a single most similar class. Wang and Hebert [56] learned a transformation between the

decision boundaries of classifiers trained using few examples and ones trained using many

examples. Schwartz et al. [59] proposed to train a Conditional Variational Autoencoder

on the features extracted by a high-capacity CNN (such as VGG-16 or ResNet-18) to

generate auxiliary data in the few-shot learning setting and train a linear classifier on the

augmented dataset. Wang et al. [76] trained jointly a generator module to augment the

size of the support set in the few-shot scenario. Chen et al. [64] introduced Dual-TriNet

– a method of augmenting the features of an image by modifying the latent space repre-

sentation of the semantic features extracted from the ResNet-18 features using a TriNet

AutoEncoder. The latent representation is augmented using the auxiliary semantic in-

formation about the semantic relationships between known categories. Zhou et al. [60]

trained jointly a ResNet-50 framework composed of three modules (concept generator,

meta-learner, and concept discriminator) called Deep Meta-Learning (DEML). The au-

thors used an external auxiliary dataset in form of ImageNet-200 to better train their

concept discriminator module.

Other. Triantafillou et al. [77] utilized an information retrieval approach and trained

a classifier with a goal of optimizing the mean average precision (mAP) metric for every

possible ranking within a training batch. Their approach follows the work of Song et

al. [78], where the loss was minimized based on the average precision (AP) metric. Lake et

al. [79] used a generative handwriting model to understand how newly seen characters

are created and increase the classification accuracy. Fei-Fei et al. [16] utilized Bayesian

Inference to calculate the probability of a query example belonging to one of the support

categories in a one-shot setting. Burgess et al. [80] updated weights of hidden layers in

a pretrained CNN to create a classifier in a one-shot setting using a Bayesian approach.
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Al-Sahaf et al. [81] proposed an approach based on Genetic Programming to learn the

similarities between Local Binary Patterns histograms of images. Dvornik et al. [82]

proposed to train an ensemble of 20 networks ensuring high diversity of networks and

their robustness. Tokmakov et al. [83] used auxiliary information in form of semantic

attributes to train a network to learn decomposable feature space representation helping

learn from fewer labels in the few-shot learning scenario. Chen et al. [84] proposed to

train an image deformation subnetwork (by fusing pairs of images) that helps increase

the diversity of learned representations for few-shot learning.

2.2 One-class classification

Khan and Madden [85] in their taxonomy of one-class classification (OCC) divided

the OCC problems into three categories based on the availability of the data: training

with just positive data, training with positive and scarce negative data, training with

positive and unlabelled data. They also discuss the prevalence of SVM-based methods

in the one-class classification settings and the very important feature of OCC methods

which can represent well the concept of “none of the above”.

One-Class Support Vector Machines (OC-SVM) by Schölkopf et al. [86] maximizes

the margin between the origin and the one-class samples. Chen et al. [87] also used

the One-Class SVM in the image retrieval problem. Tax and Duin [88, 89] introduced

Support Vector Data Description (SVDD) and later augmented the method by generating

artificial outliers [90]. Manevitz and Yousef [91] trained a feed-forward network with

just positive data. Tax [92] introduced Nearest Neighbor Description (NN-d) where a

nearest neighbor classifier is used in the OCC setting and as a measure of distance a local

density of samples in the feature space is being used. Hempstalk et al. [93] proposed to

combine density and class probability estimation for one-class classification problem.
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Ruff et al. [94] proposed Deep Support Vector Data Description (Deep-SVDD) to train

a deep feature extractor jointly with the one-class classification objective. Perera and

Patel [95] introduced two loss functions (compactness and descriptiveness loss) together

with a template matching matching framework for deep one-class classification. Wang et

al. [96] modified the spherical one-class classification approach to the structured one-

class classification approach (TOCC) to better model structured feature space in one-

class problems. Similar direction was taken by Krawczyk et al. [97] where instead of

modeling a one class with a single OCSVM classifier, the authors propose to divide the

data into clusters and model them using an ensemble of OCSVM classifiers. Sabokrou et

al. [98] utilized a two-network architecture trained in a GAN-style adversatial learning

framework for adversarially learned one-class classification. Kemmler et al. [99] utilized

Gaussian Process (GP) priors for one-class classification.

2.3 Multiclass open-set classification

Open-set classification is a machine learning problem when during the inference stage

the set of observable examples (the query setQ) can include unknown examples U coming

from unknown categories apart from known examples K coming from known categories.

Scheirer et al. [100] introduced a new variant of SVM (1-vs-set machine) based on the

risk minimization. Jain et al. [101] introduced multi-class one-set SVM and used a prob-

abilistic threshold to detect unknown samples. Bendale et al. [65] proposed OpenMax, a

method using extreme value theory to re-evaluate logit values. Ge et al. [102] augmented

OpenMax to a generative variant called G-OpenMax. Neal et al. [103] also proposed

a generative approach sythesizing open-set images while training, which helps detect-

ing unknown examples during the inference time. Dhamija et al. [104] proposed two

losses (Entropic Open-Set and Objectosphere) to maximize the difference in the soft-
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max output for known and unknown samples. Yoshihashi et al. [105] proposed CROSR

(Classification-Reconstruction learning for Open-Set Recognition) where they jointly per-

form classification and reconstruction of the input data. Rudd et al. [106] introduced

extreme value machines which utilize extreme value theory to model the probability of

example coming from unknown category. Júnior et al. [107] proposed open-set nearest

neighbor by computing the distance ratio between nearest and second nearest classes.

Oza and Patel [108] utilized class conditioned auto-encoder (C2AE) to detect unknown

classes in open-set setting. Liu et al. [43] introduced a method for long-tail open-set

recognition with distance-based thresholding. Saito et al. [109] worked on open-set do-

main adaptation and proposed to train a feature generator module to help differentiating

known samples from unknown samples. Liu et al. [55] proposed a new problem setting of

few-shot open-set recognition and utilized method based on Prototypical Networks [18]

combined with entropy-based loss function.
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Few-Shot One-Class Classification

3.1 Introduction

3.1.1 Few-Shot One-Class

In a standard few-shot learning setting [17, 71, 18] both the support set S and the

query set Q of the meta-testing meta-set Dmeta−test consist of only examples coming

from the same N visual categories. The support set consists of k examples of each of

N categories (N -way k-shot setting) and the query set consists of different q examples

for each of N categories. Since usually the value of N is low (most frequently set to

N = 5) [17, 71, 18], the resulting classification performance on the query set depends

highly on the implicit similarities between the N categories and may be facilitated by the

exclusion principle i.e., since it is not A thus it must be B. Even though the resulting

performance may be high, the underlying understanding of the categories by the model

is weak and highly dependent on the composition of the N -way k-shot task. For this

reason I am introducing in this thesis the few-shot one-class classification task [54], with

a goal of developing meta-learning approaches focusing on better understanding features
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of every category separately. Standard one-class classification [86, 110, 94] aims to model

well the distribution of examples coming from a known category c and later distinguish-

ing between novel examples coming from the same category c and coming from other,

unknown categories. The visualisation of the dataset split for one-class classification is

present in Figure 3.1.

Figure 3.1: The division of data into a training set Dtrain (left) and test set Dtest
(right) for a one-class image classification task. The training set is composed of
examples (xtrain) coming from a single visual category (dog in this example). The
goal is to train a model on examples coming from the training set such that it would
be able to differentiate between examples coming from the same category (known
examples) and from other, unknown categories (unknown examples). To assess the
performance of the model – the test set is used.

I proposed few-shot one-class setting which differs from a standard few-shot learning

setting in a composition of the meta-testing meta-set Dmeta−test: the support set S has

k examples coming from only a single category (N = 1 in N -way k-shot setting) and

the query set Q consists of examples coming from the same category as the support set
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(known examples K) and of examples coming from other, unknown categories (unknown

examples U). The task is to determine which of the examples in the query set are coming

from the same category (known examples) and which are coming from other, unknown

categories (unknown examples) given the examples present in the support set S. A

visualization of the division of the dataset D for the few-shot one-class task along with

the episodic composition can be seen in Figure 3.2.

3.2 Methods

3.2.1 Baseline: Distance-based method

As a baseline method for one-class classification, let me introduce a baseline method

frequently used in open-set classification [43] where a query example xq from the query

set Q will be classified as coming from an unknown category (category not present in the

support set S) if:

min
i∈N

(d(fφ(xq), x̄i)) > t (3.1)

where fφ(xq) is the feature descriptor extracted by a network given the xq as an input; x̄i

is the average feature descriptor of the category i (present in the support set S); d(, ) is

the function calculating distance between the feature vectors (the Euclidean distance is

used most commonly here); N indicates number of known categories in the support set

S; and t is a learnable threshold. The Eq.3.1 means that if the smallest distance between

a feature vector of an example xq and a center of any known class i ∈ S is greater than

a predefined threshold t, the algorithm will treat it as coming from an unknown class.

Since the one-class classification can be thought of as a special case of open-set clas-
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Figure 3.2: A visualization of the meta-learning episodic composition for the few-shot
one-class classification based on the 1-way 5-shot example. The composition of meta–
training meta-set Dmeta−train is consistent with a few-shot multiclass composition.
The task is to learn a good model for the single category present in the support set
S of the meta-testing meta-set Dmeta−test and evaluate the performance on the query
set Q of the meta-testing meta-set Dmeta−test which can have both examples coming
from the known category (known examples) and examples coming from other, un-
known categories (unknown examples). There is no overlap between categories in the
meta-training meta-set Dmeta−train and the meta-testing meta-set Dmeta−test.

sification with N = 1, we can modify the Eq. 3.1 to a one-class formula:

d(fφ(xq), x̄) > t (3.2)
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where x̄ is the average feature descriptor of the only category in the support set S.

In the case of open-set and Eq. 3.1 we can determine a suitable threshold t given

the N different categories present in the support set S by finding a threshold value t

maximizing the accuracy on the support set S for all examples xs in S :

min
i∈n

(d(fφ(xs), x̄i)) > t (3.3)

Unfortunately this is not possible in the one-class setting as any t ≥ xmax can be

a suitable solution (since the support set S has examples coming from only a single

category) yielding the same performance on the support set S where xmax is:

xmax = max
xs∈S

d(fφ(xs), x̄) (3.4)

For this reason to calculate an optimal threshold t we will utilize a meta-learning

training. The composition of the support set S and the query set Q of the meta-testing

meta-set Dmeta−test for the few-shot one-class learning is set in the description of the

task itself (support set consist of few examples coming from only a single category, while

query set consists of examples coming from known and unknown categories). However,

the composition of the meta-training meta-set Dmeta−train can be modified to help in this

task. If we use an episodic training, where every episode will consist of a support set

S and a query set Q, we can set the number of known categories in the support set to

N > 1 thus allowing for the computation of an optimal threshold t using the Eq. 3.3.

Calculated threshold t can be directly applied in the meta-testing meta-set Dmeta−test

in the few-shot one-class classification setting. The meta-training meta-set Dmeta−train

is used to train a good feature extractor fφ and to learn an optimal threshold t. The

support set S of the meta-testing meta-set Dmeta−test is used to calculate the average

feature representation of the category x̄. The feature extractor fφ can be trained using
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a standard cross-entropy loss:

LCE =
∑

(xi,yi)∈Dmeta−train

−
N∑
c=1

yi,c log p(yc|xi) (3.5)

where yi,c is a binary (0 or 1) if class label c is the correct classification for observa-

tion i, and p(yc|xi) is the probability of the example xi belonging to the category yc.

Overall visualization of the distance-based few-shot one-class classification can be seen

in Figure 3.3.

Figure 3.3: Visualization of a distance-based few-shot one-class classification. A set
of known examples coming from category c from the support set S (blue and green)
are fed through the feature extractor fφ and their feature representation is averaged
to form the class-level representation (x̄i). We can use the distance between a feature
extracted from a query input xq (red) by the feature extractor fφ as a measure whether
xq comes from the same category as x̄i.

This is a baseline method for finding a one-class classification threshold via meta-

learning in a few-shot setting. Two important one-class methods of finding a classifica-

tion threshold that were designed for many-shot setting are One-Class Support Vector

Machine (OCSVM) [86] and Support Vector Data Description (SVDD) [110]. OCSVM

finds an optimal threshold by calculating a hyperplane maximizing the distance from

positive examples to the origin, while SVDD finds the threshold by calculating a min-

imal hypersphere enclosing all positive examples. I hypothesise that both SVDD [110]
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and OCSVM [86] will not perform well in the few-shot setting, since they were designed

specifically to tackle problems consisting of many known examples (and not only few)

and they operate directly on extracted feature vectors without a direct end-to-end train-

ing allowing them to influence which features to learn. In the experimental section I will

compare how these methods translate to the few-shot setting.

3.2.2 Meta Binary Cross-Entropy (Meta-BCE)

In the case of the distance-based method described in Section 3.2.1 the main objective

of the meta-training is to obtain a good feature extractor fφ and then use this feature

extractor to calculate an optimal decision threshold t for detection of unknown examples.

The feature extractor has to be trained with a loss function, and in case of the distance-

based method, this loss function does not take into the consideration the quality of the

threshold t and only the quality of the feature vectors for the purpose of classification

of examples in the meta-training meta-set Dmeta−train. Let us introduce a new method

called Meta Binary Cross-Entropy (Meta-BCE) for training a few-shot one-class classifier

under the meta-learning conditions that will take into consideration the quality of the

learned threshold t directly in the form of modified binary cross-entropy loss function:

LBCE = − 1

N

∑
(xi,yi)∈Dmeta−train

N∑
c=1

(yi,c log p(yc|xi) + (1− yi,c)(1− p(yc|xi))) (3.6)

where yi,c is a binary (0 or 1) if class label c is the correct classification for observation
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i, and p(yc|xi) is the probability of the example xi belonging to the category yc:

p(y = c|x) =
1

1 + exp(−(−d(f ′φ(x), x̄c)− t))

=
1

1 + exp(d(f ′φ(x), x̄c) + t)

(3.7)

where f ′φ is a branch of the main feature extractor fφ designed to produce a separate

output just for the purpose of Meta-BCE.

Under this condition the probability of the example xi belonging to any category

yc is evaluated separately hence giving an option to not belong to any of the categories

classifying it thus as an unknown example. Meta-BCE is trained on the meta-train meta-

set Dmeta−train with the composition of the support set S in every episode is N -way k-shot

setting. The composition of the support set S in the meta-testing meta-set Dmeta−test is

1-way k-shot setting.

3.2.3 CLEAR: Cumulative LEARning for One-Shot One-Class

Image Recognition

CLEAR is a meta-learning approach, that is aiming to predict the parameters of a

one-class classifier for a category c given only a single positive example x coming from that

category and no negatives. First I train a feature extractor fφ on a meta-training meta-

set Dmeta−train and then freeze its weights. In the second stage, for every category c in

the meta-training meta-set Dmeta−train I train a single one-vs-all Support Vector Machine

(SVM) classifier on the features extracted from all examples in the meta-training meta-

set Dmeta−train, thus providing me with Nmeta−train strong one-vs-all classifiers (where

Nmeta−train is the number of categories in Dmeta−train) as seen in Figure 3.4b. In the third
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(a) One-shot classifiers (b) Multi-shot classifiers

Figure 3.4: The quality of learned classifiers depends on the amount of available
training data. The quality of learned classifiers in one-shot scenario (a) is lower than
the ones when having abundance of data (b). CLEAR utilizes a transfer learning
module gθ that learns to transform a feature vector extracted from an image input
(any of the five colored dots in a), to a one-vs-all SVM decision boundary for that
category (any of the five dashed ellipses in b. In order to train gθ we train one-vs-all
SVM classifiers for each category b and gθ has to predict the parameters of SVM for
category c given a feature of an example coming from that category.

stage I train a transfer learning module gθ that learns how to transform a feature vector

fφ(xc) coming from a category c (Figure 3.4a) to the hyperparameters describing the

strong one-vs-all SVM classifier for the category c:

interceptc, coefficientsc = gθ(fφ(xc)) (3.8)

After obtaining the intercept and coefficients of the SVM for a category c I can

formulate a prediction function to calculate the probability a query example xq belongs

to category c or not:

p(y = c|xq) =
1

1 + exp(−(coefficientsc · fφ(xq) + interceptc))
(3.9)
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3.2.4 One-Class Meta-Learning (OCML)

In case of previously introduced approaches (distance-based method and Meta-BCE)

the meta-learning phase on the meta-training meta-set Dmeta−train was where the learning

was taking place and the data in the support set S of the meta-testing meta-set Dmeta−test

was used only to calculate the average feature representation x̄c for every category c

in the support set S. Such methods do not account for possible domain distribution

shifts between meta-training and meta-testing meta-sets and thus provide a less-tailored

solution. As much as CLEAR addressed this issued by allowing to dynamically predict

the hyperparameters of a one-vs-all SVM classifier for a category c, it was limited to

only a one-shot setting as the transfer learning module gθ was using a feature vector of a

single image as an input, and the method had multiple, separate stages of training with a

final classification limited to using SVMs. For these reasons I am introducing One-Class

Meta-Learning (OCML), a method that is able to dynamically create a one-class neural

network classifier for a novel category c with more than a single image in the support set

S and is trained jointly with the feature extractor in a single stage.

On top of a feature extractor fφ in form of a convolutional neural network, OCML has

a transfer learning module gθ that learns how to transform the feature representation of

a category c (x̄c) to a weight vector wc describing the one-class classifier for the category

c:

wc = gθ(fφ(xc)) (3.10)

After obtaining the weight of the one-class classifier wc, we can calculate the proba-

bility of a novel example xi belonging to the category c:

p(y = c|xi) =
1

1 + exp(−wc · fφ(xi))
(3.11)
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In order to train both the feature extractor fφ and the transfer learning module gθ

we use the episodic training on the meta-training meta-set Dmeta−train. OCML uses the

binary cross-entropy loss (Eq. 3.6) using the probabilities calculated with the Eq. 3.11 to

train jointly both networks fφ and gθ. The overview of OCML can be seen in Figure 3.5.

Figure 3.5: An overview of the OCML classification method. k images belonging the
the known support class i have their features extracted using a Convolutional Neural
Network fφ and a single class-level representation x̄i is calculated as the average of
all k feature vectors. In the example above k = 2 with two upper images (blue and
green) as the known examples from the support class i and the red example is a
query example. Using meta-learning a transfer learning module gθ is being trained to
produce a set of weights wi that would differentiate examples coming from category i
from examples not from category i as in Eq. 3.11.

3.2.5 Auxiliary classifiers

On top of the standard loss functions for every described method (Meta-BCE, CLEAR,

and OCML) we can add during the meta-learning phase on the meta-training meta-set

Dmeta−train additional auxiliary classifiers with the goal of obtaining a higher-quality

feature extractor fφ.

Global classifier

A very common approach in few-shot learning (e.g., used by Liu et al. [55]) is to have

an auxiliary global classifier with a global classification loss. Standard episodic training
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during the meta-learning phase focuses only on differentiation between N categories

present in the current episode. A global classifier (GC) is an additional module hψ that

produces probabilities of an input belonging to all Nmeta−train categories present in the

meta-training meta-set Dmeta−train:

p(y = c|x) =
exp(hψ,c(fφ(x)))∑Nmeta−train

i=1 exp(hψ,i(fφ(x)))
(3.12)

Figure 3.6: Visualization of a global classifier. A separate module hψ is used to calcu-
late the global features for an input, based on which we can calculate the probability
of the red example belonging to any of Nmeta−train categories in the meta-training
meta-set Dmeta−train and not only to any of the N categories present in the current
episode.

Standard cross-entropy loss can be used to train the global classifier (GC) hψ jointly

with the feature extractor fφ. Final loss used to train the whole method is the sum of

the individual losses. The overview of the global classifier can be seen in Figure 3.6.

Closed-set classifier

On top of training the feature extractor fφ during the episodic training on the meta-

training meta-set Dmeta−train with the loss function appropriate for the method (e.g., bi-

nary cross-entropy for Meta-BCE or OCML) we can add a standard closed-set classifica-

tion (CSC) loss to help feature-extractor fφ learn a better feature representation. This
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auxiliary classifier would focus only on differentiation between N categories present in

the current episode. For this task we can use one of many standard few-shot learning

approaches such as Prototypical Networks [18] or Relation Networks [61]. Standard cross-

entropy loss can be used to train the closed-set classifier (CGC) jointly with the feature

extractor fφ. Final loss used to train the whole method is the sum of the individual

losses.

3.3 Experiments

Datasets

I have conducted experiments on two benchmark datasets for few-shot learning: mini-

ImageNet [17] and CUB-200-2011 [111]. The miniImageNet dataset is a set of 100 cate-

gories (a subset of ImageNet categories [20]) with 600 images per category. I follow the

meta-training/meta-validation/meta-testing split of the 100 categories to 64/16/20 [71],

where the meta-training meta-set Dmeta−train has 64 visual categories, meta-validation

meta-set Dmeta−val has 16 visual categories and meta-testing meta-set Dmeta−test has 20

visual categories. The CUB-200-2011 dataset has 200 visual categories and I follow

meta-training/meta-validation/meta-testing split as proposed by Schwartz et al. [59] to

100/50/50 categories respectively. The images in both datasets are resized to standard

dimensions of 84× 84 pixels.

Testing procedure

Every method is tested using the same testing procedure. The testing procedure

consists of Mepisodes testing episodes, each consisting of a support set S in form of 1-way

k-shot setting, a query set Q with q unseen examples from the category present in the

support set and with q examples from another, unknown category. All episodes will
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contain data from the meta-testing meta-set Dmeta−test. Every model is trained Mtests

times with a separate testing procedure for every model. I report the average performance

with a 95% confidence interval. In all the experiments I have set q = 15, Mepisodes = 1000,

Mtests = 5.

Performance metrics

For the few-shot one-class experiments I have used multiple metrics to capture the

performance of tested models on the meta-testing meta-set:

• Accuracy – Standard binary classification accuracy:

accuracy =
TP + TN

TP + FP + TN + FN
(3.13)

• AUROC – Area Under ROC curve:

AUROC =

∫ 1

0

TPR(FPR) dFPR (3.14)

• F1 score:

F1-score = 2× P ×R
P +R

=
TP

TP + 0.5× (FP + FN)
(3.15)

• AP – Average Precision:

AP =

∫ 1

0

P (R) dR (3.16)

where TP is the number of True Positives, TN is the number of True Negatives, FP is

the number of False Positives, FN is the number of False Negatives, TPR is the True

Positive Rate, FPR is the False Positive Rate, P is Precision and R is Recall.
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3.3.1 Experimental results

I have compared three introduced approaches: CLEAR, Meta-BCE and OCML on

two benchmark datasets: miniImageNet [17] and CUB-200-2011 [111] with the baseline

method (distance-based method) and with existing state-of-the-art methods in one-class

classification One-Class Support Vector Machine (OCSVM) [86], Support Vector Data

Description (SVDD) [110] and Deep-SVDD [94] on the recently introduced by me task

of few-shot one-class classification [54] in Tables 3.1, 3.4, 3.2. The experiments are done

with with Conv64 backbone architecture (see Appendix A for architecture details). As

common in the few-shot learning, I present the results for all the methods under two

settings: 1-shot and 5-shot. All tables present the performance metrics calculated on the

meta-testing meta-set Dmeta−test. Every method is trained with both the Global Classifier

and with the Closed-Set Classifier.

miniImageNet

Table 3.1 provides the results on the meta-testing meta-set Dmeta−test of the mini-

ImageNet dataset, for all the methods trained on the meta-train meta-set Dmeta−train of

the dataset, while the optimal model is chosen based on the meta-validation meta-set

Dmeta−val performance. I repeat all the experiments 5 times and provide the average per-

formance with a 95% confidence interval. DeepSVDD [94] does not have a classification

component as it provides only a relative ranking/score, thus no accuracy or F1-score

measures for this method in Table 3.1 were provided. CLEAR method is designed as

only a one-shot method, thus no performance is provided for the 5-shot scenario. Both

the OCSVM [86] and SVDD [110] can not handle well a 1-shot scenario as they overfit to

the single example and do not provide a viable classification results (hence an accuracy

of 50% and F1-score of 0.0).
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Table 3.1: Experimental results on miniImageNet dataset for few-shot one-class clas-
sification. Performance reported on the meta-testing meta-set. Models were trained
on meta-training meta-set, and best model was chosen based on the meta-validation
performance. The best results are shown in bold.

Method Accuracy (%) F1-score AUROC AP
1-shot

DeepSVDD [94] - - 0.675± 0.029 0.713± 0.027
SVDD [110] 50.00± 0.00 0.000± 0.000 0.703± 0.010 0.735± 0.009
OCSVM [86] 50.00± 0.00 0.000± 0.000 0.702± 0.011 0.735± 0.009
Distance 53.18± 6.65 0.131± 0.279 0.706± 0.012 0.738± 0.011
CLEAR 50.42± 1.03 0.077± 0.102 0.507± 0.009 0.565± 0.014
OCML 69.71± 0.67 0.671± 0.017 0.773± 0.006 0.797± 0.006
Meta-BCE 55.00± 1.70 0.180± 0.060 0.779± 0.004 0.802± 0.002

5-shot
DeepSVDD [94] - - 0.714± 0.009 0.738± 0.010
SVDD [110] 50.12± 0.02 0.005± 0.001 0.747± 0.016 0.771± 0.015
OCSVM [86] 51.22± 0.01 0.053± 0.006 0.746± 0.016 0.770± 0.014
Distance 60.93± 6.09 0.584± 0.168 0.742± 0.019 0.766± 0.017
OCML 76.89± 1.14 0.755± 0.025 0.859± 0.006 0.872± 0.005
Meta-BCE 77.38± 0.67 0.793± 0.005 0.850± 0.007 0.862± 0.007

Existing one-class methods such as OCSVM [86], SVDD [110] and DeepSVDD [94]

were designed with the abundance of training data for the one-class in mind and they

do not have high performance when the number of training examples is small. Based on

Table 3.1 we can see that both OCSVM [86] and SVDD [110] have a similar performance:

in the 1-shot scenario they both have an AUROC score of ∼ 0.702 and an AP of ∼ 0.735.

In the 5-shot scenario both methods’ AUROC and AP increases (to ∼ 0.746 for AUROC,

and to ∼ 0.770 for AP). In the 5-shot scenario OCSVM [86] is able to get a better

classification decision boundary than SVDD [110] and achieve the accuracy of 51.22%

(compared to 50.12 of SVDD’s) and an F1-score of 0.053 (compared to 0.005 of SVDD’s).

This means that while the relative scoring function of both OCSVM [86] and SVDD [110]

is similar in performance (resulting in a comparable AUROC and AP), the decision

boundary of OCSVM performs slightly better. DeepSVDD [94] performs worse than
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both OCSVM [86] and SVDD [110] achieving in a 1-shot scenario 0.675 and 0.713 for the

AUROC and AP respectively and in a 5-shot scenario 0.714 and 0.738 for the AUROC

and AP respectively. This might indicate that DeepSVDD [94] might be more suitable

for one-class problems involving more training data.

Distance-based methods are a simple way of learning a rejection threshold in the

existing open-set methods [43]. We can see that adapting such method to a meta-

learning scenario of few-shot one-class is possible and can result in a good performance.

The AUROC and AP scores for both the 1-shot and 5-shot scenarios are comparable

to ones achieved by OCSVM [86] and SVDD [110], however the accuracy and F1-score

metrics are much better. Distance-based methods do not overfit as much as OCSVM

or SVDD to the single sample in the support set, thus allowing for the classification

under the 1-shot scenario resulting in an accuracy of 53.18% and an F1-score of 0.131.

In the 5-shot scenario the quality of classification increases and results in an accuracy of

60.93% and an F1-score of 0.584. It is worth noticing that the confidence interval of the

classification metrics (accuracy and F1-score) is an order of magnitude larger than for

all other methods (both in the 1-shot and 5-shot scenarios) indicating high variability of

the performance.

CLEAR method achieves a better 1-shot accuracy and F1-score than OCSVM [86]

and SVDD [110], however achieves a worse AUROC and AP scores than the mentioned

methods. This is due to SVDD, OCSVM and distance-based methods’ ranking metrics

(AUROC and AP scores) being based on the features extracted by the CNN backbone

(thus independent of the one-class classification method) and CLEAR’s ranking metrics

are based on the generated SVM’s weights. Thus CLEAR is less dependent on the quality

of the feature extractor used.

OCML approach shows significant improvements over CLEAR, the distance-based

methods, OCSVM, SVDD and DeepSVDD. The classification accuracy and F1-score for

46



Few-Shot One-Class Classification Chapter 3

1-shot scenario reaches 69.71% and 0.671 respectively which is even better than the 5-

shot results for distance-based method. We observe 7.18% increase in accuracy to 76.89%

and 0.084 increase in F1-score to 0.755 when increasing the number of examples in the

support class from 1 (1-shot) to 5 (5-shot). Compared to the distance-based methods the

AUROC and AP metrics are also increased both in the 1- and 5-shot settings achieving

an AUROC score of 0.773 and 0.859 (in the 1-shot and 5-shot scenarios respectively) and

an AP score of 0.797 and 0.872 (in the 1-shot and 5-shot scenarios respectively).

Meta-BCE method shows a significant improvements over the distance-based meth-

ods, OCSVM, SVDD and DeepSVDD. In the 1-shot scenario it provides a lower perfor-

mance than OCML with accuracy of 55.50%, F1-score of 0.180, however it has slightly

higher AUROC score of 0.779 and an AP score of 0.802. In the 5-shot scenario Meta-

BCE has higher F1-score than OCML (0.793 compared to 0.755) and a higher accuracy

(77.38 compared to 76.89) with a smaller 95% confidence interval (0.54 compared to

0.92). When discussing the AUROC and AP scores, OCML has a slightly better per-

formance than Meta-BCE, but within a 95% confidence interval, with AUROC of 0.850

for Meta-BCE and 0.859 for OCML, and with AP of 0.862 for Meta-BCE and 0.872 for

OCML.

Both OCML and Meta-BCE show high values for ranking-based metrics (AUROC

and AP) for both the 1-shot and 5-shot settings, while OCML achieves much better

accuracy and F1-score in the 1-shot setting and Meta-BCE achieves a better accuracy

and F1-score in the 5-shot setting.

Impact of additional training examples

In a standard experiment setting for meta-learning we use three splits of a dataset D:

meta-training, meta-validation and meta-testing. In case of few-shot learning (including

few-shot one-class) every split has a different, non-overlapping set of categories. The
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Table 3.2: Experimental results on miniImageNet dataset for few-shot one-class clas-
sification. Performance reported on the meta-testing meta-set. Models were trained
on meta-training+meta-validation meta-set. The best results are shown in bold.

Method Accuracy (%) F1-score AUROC AP
1-shot

DeepSVDD [94] - - 0.623± 0.007 0.664± 0.006
SVDD [110] 50.00± 0.00 0.000± 0.000 0.715± 0.002 0.746± 0.002
OCSVM [86] 50.00± 0.00 0.000± 0.000 0.716± 0.002 0.747± 0.002
Distance 50.00± 0.00 0.000± 0.000 0.715± 0.002 0.746± 0.002
CLEAR 50.31± 0.60 0.187± 0.229 0.505± 0.014 0.569± 0.016
OCML 69.64± 0.58 0.644± 0.007 0.779± 0.010 0.802± 0.009
Meta-BCE 55.13± 1.51 0.184± 0.055 0.778± 0.011 0.801± 0.010

5-shot
DeepSVDD [94] - - 0.643± 0.009 0.675± 0.007
SVDD [110] 50.00± 0.00 0.000± 0.000 0.749± 0.002 0.772± 0.002
OCSVM [86] 50.24± 0.04 0.011± 0.001 0.746± 0.002 0.769± 0.001
Distance 50.00± 0.00 0.000± 0.000 0.750± 0.005 0.773± 0.004
OCML 75.81± 0.72 0.713± 0.011 0.868± 0.006 0.880± 0.006
Meta-BCE 77.29± 0.41 0.788± 0.004 0.850± 0.006 0.861± 0.006

meta-training meta-set is used to learn the parameters of the model, the meta-validation

meta-set is used to choose the optimal hyperparameters and assess the generalization

capabilities of the model, and the meta-testing meta-set is then used to assess the per-

formance of the final model. We can see the results for models trained on the miniIm-

ageNet dataset using the three splits in Table 3.1. After the model hyperparameters

has been chosen, we can retrain the model with the extended training set containing

both the meta-training and meta-validation splits, as it is commonly used in few-shot

learning [62, 18]. The results for models trained on the miniImageNet using the meta-

training+meta-validation split can be seen in Table 3.2.

OCSVM [86] and SVDD [110] both achieve better AUROC score and AP. When using

the meta-training+meta-validation split, OCSVM’s AUROC score increases to 0.716 from

0.702 in 1-shot setting and remains at 0.746 in 5-shot setting. SVDD’s AUROC score
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also increases in 1-shot setting (from 0.703 to 0.715) and remains comparable in 5-shot

setting (∼ 0.746). As much as the ranking-based metrics (AUROC and AP) are increased

in the meta-training+meta-validation training setting, the classification-based metrics

(accuracy and F1-score) suffer. For OCSVM, the 5-shot accuracy drops from 51.22% to

50.24% and for SVDD it drops from 50.12% to a random 50.00%. Their F1-scores also

become close to 0.0. This indicates that both OCSVM and SVDD can have much better

performance when a separate meta-validation split is present to better assess the quality

and generalizability of the model. DeepSVDD [94] suffers in the similar fashion here.

Distance-based methods behave in a similar manner to OCSVM and SVDD under

this conditions. The AUROC score increases in 1-shot scenario from 0.706 to 0.715 and

in 5-shot scenario from 0.742 to 0.750, while due to the lack of the meta-validation split,

the quality of the learned thresholds lacks the generalization capabilities and achieves

random 50% accuracy.

CLEAR method’s ranking-based metrics remain unchanged compared to a setting

with a separate meta-validation meta-set: AUROC score changes from 0.507 to 0.505

and AP increases slightly from 0.565 to 0.569. The F1-score increases significantly from

0.077 to 0.187, but the accuracy score drops slightly from 50.42% to 50.31%. This makes

CLEAR method less dependent on the presence of the meta-validation meta-set than

distance-based methods, OCSVM, SVDD and DeepSVDD.

Similarly as other methods, OCML achieves higher AUROC score: 0.779 from 0.773

in 1-shot scenario and 0.868 from 0.859 in 5-shot scenario. Interesting to notice is rather

small loss of accuracy here: 69.64% from 69.71% in 1-shot scenario, and 75.81% from

76.89% in 5-shot scenario. Comparing to other methods such as OCSVM, SVDD, or

distance-based methods, this only slight decrease in accuracy indicates that OCML is

much more invariant to the chosen parameters based on the validation step, thus making

the impact of having a separate meta-validation split present during the training phase
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smaller.

Out of all the methods, Meta-BCE shows the biggest invariance to the presence or

absence of a separate meta-validation split. In both 1-shot and 5-shot scenarios all the

performance metrics are within a 95% confidence interval whether a model was trained

on meta-training+meta-validation split or trained on just the meta-training split and

validated on the meta-validation split. This property indicates a better generalization

properties of Meta-BCE compared to other methods making the method less dependent

on the presence of a high quality meta-validation split.

OCML gθ architecture

Table 3.3: Tested architectures for the transfer learning module gθ for OCML approach.

gθ architecture name Layer 1 Layer 2
1 layer FC layer (1600, 1600) -
2 layers, middle dim 100 FC layer (1600, 100) FC layer (100, 1600)
2 layers, middle dim 500 FC layer (1600, 500) FC layer (500, 1600)
2 layers, middle dim 1000 FC layer (1600, 1000) FC layer (1000, 1600)

OCML method utilizes a transfer learning module gθ transforming a class-level rep-

resentation x̄c into the weights wc of a classifier for a category c according to Eq. 3.10.

I performed an ablation study comparing the impact of the architecture of the transfer

learning module gθ on the performance of the network. In Table 3.3 we can see four archi-

tectures of the transfer learning module gθ being tested. All four architectures consist of

only fully connected layers (FC) with input, output dimensions in the parenthesis. The

ablation study is performed with the Conv64 network, which has a feature space dimen-

sionality of 1600, hence the basic architecture for gθ has only a single FC layer keeping

the dimensionality the same. With three additional architectures I tested whether adding

more layers to the transfer learning module is beneficial and what is the impact of the
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Figure 3.7: Ablation study results for different architectures of the transfer learning
module gθ for OCML approach. Results for four different architectures are presented
for different k-shot scenarios (different sizes of the support set S of the meta-testing
meta-set Dmeta−test).

latent space dimensionality (middle dim in Table 3.3). All experiments were repeated

five times and the average performance along the 95% confidence interval was reported.

The results of the experiments for all four settings present in Table 3.3 are visible

in Figure 3.7. In Figure 3.7a we can see the impact of the architecture on the accuracy

of the method for various sizes of the support set category in the meta-testing meta-set

(various k in the k-shot scenario). In Figure 3.7b we can see the impact of the architec-
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ture on the AUROC score. The single-layer architecture achieves the best performance

(both accuracy and AUROC score) across all k in the k-shot setting, while simultane-

ously achieving smallest 95% confidence interval (visible as the shaded area). Among the

two-layer architectures, the one with the latent dimensionality of 100 achieves the lowest

performance across all k with the largest 95% confidence interval, which might indicate

that the low-dimensional space is not enough to reliably compress the necessary infor-

mation. Two-layer architectures with a higher latent dimensionality (500 and 1000) have

similar performance, although lower than the single-layer architecture. The performance

of all the methods increases with with number of examples (k) in the support set S of

the meta-testing meta-set Dmeta−test.

Impact of the auxiliary classifiers

The intention behind using auxiliary classifiers in the meta-training scenario is to

obtain a high-quality feature extractor that will result in a well-defined feature space. In

the few-shot one-class setting this would mean that the novel, unseen categories would

have a small intra-class distance and a high inter-class distance in the feature space

thus facilitating the one-class task. In the experiments I have used a standard closed-

set classifier (CSC) used commonly in the meta-learning tasks in form of Prototypical

Networks [18] and a commonly used in few-shot learning [55] global classifier (GC). In

Figure 3.8 we can see the impact of the presence of the auxiliary classifiers on the accuracy

(Fig. 3.8a and Fig. 3.8b) and AUROC score (Fig. 3.8c and Fig. 3.8d) for Meta-BCE and

OCML methods. We can see that the difference between the auxiliary classifiers is

minimal for small values of k in the support set S of the meta-testing meta-set Dmeta−test

and it grows as the k increases. Surprisingly, a standard approach in few-shot learning

of using a closed-set classifier combined with a global classifier performs worse compared

to just a closed-set classifier across all k for both methods. This might indicate that
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Figure 3.8: Impact of auxiliary classifiers on a model accuracy. Methods were trained
under three conditions: with a Global Classifier (GC), with a Closed-Set Classifier
(CSC) and with both (GC+CSC). Both OCML (b and d) and Meta-BCE (a and c)
were tested in different k-shot scenarios (different sizes of the support set S of the
meta-testing meta-set Dmeta−test). a and b shows the accuracy, c and d shows AUROC
scores.

there is a significant difference between the optimal feature space representation for few-

shot multiclass classification and for few-shot one-class classification which results in a

decrease in performance (both in terms of accuracy and AUROC score) when a global
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classifier is added.

Impact of the meta-training episode composition: ktrain-shot

The intention of the episodic training is to mimic in the training environment the

situation present during the inference stage (k-shot N -way scenario). In the few-shot one-

class setting the support set S of the meta-testing meta-set Dmeta−test has a fixed number

of categories present in a single episode (N = 1) due to being a one-class approach.

However this single category can have a varying number of examples per category (varying

k in the k-shot), which is generally not fixed prior to training a model. The composition

of the support set S of a training episode in the meta-training meta-set (ktrain-shot Ntrain-

way) can be treated as a hyperparameter. I have tested the impact of the number of

examples per category present in training episode (ktrain-shot) on the final performance

of a model. The results are visible in Figures 3.9 and 3.10. Figure 3.9 shows the impact

of number of training examples per-category ktrain in the meta-training phase in every

episode on the accuracy of the model in the testing scenarios with varying number of

available examples k in the support set S of the meta-testing meta-set Dmeta−test. Based

on Figures 3.9d and 3.9e (OCSVM and SVDD respectively) we can see that both methods

achieve close to random accuracy (∼ 50%) for small values of k in the meta-testing episode

regardless of the value of ktrain in the meta-training episode. For both OCSVM and SVDD

the higher the value of ktrain (number of per-category examples in the training episode),

the lower the accuracy for a given k in the meta-testing episode. This indicates that

the similarity between the meta-training episode setting and the meta-testing episode

setting is very important when determining the classification boundary. Lower k might

indicate the need to have a lower ktrain in the training episodes. The performance of

OCSVM with a ktrain = 1 is surpassed by the performance of OCSVM with a ktrain ≥ 1

when k ≥ 10. However when looking at the AUROC scores for OCSVM and SVDD
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(d) OCSVM
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Figure 3.9: Impact of number of per-category examples (k) in the support set S of
a training episode on a model accuracy. Each method (a-e) was tested in different
k-shot scenarios (different sizes of the support set).
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Figure 3.10: Impact of number of per-category examples (k) in the support set S of a
training episode on a model AUROC score. Each method (a-f) was tested in different
k-shot scenarios (different sizes of the support set).
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(Figures 3.10d and 3.10e respectively) we can see that a low value of ktrain = 1 yields a

low AUROC score with a large 95% confidence interval as well meaning that ktrain = 1

might yield a good decision boundary due to the similarity to the support set setting,

but it will yield a worse overall feature space representation and thus all ranking-based

metrics such as AUROC or AP. The AUROC scores for the DeepSVDD [94] visible in

Figure 3.10f show that in the few-shot scenario, a lower value of ktrain yields a better

AUROC score with a larger 95% confidence interval.

Distance-based methods indicate that the quality of the learned decision threshold

trained with ktrain examples is best when in the meta-testing phase k ∼ ktrain, which is

visible in the accuracy plot in Figure 3.9c. The accuracy when ktrain = 1 is maximal

when the meta-testing environment is also a 1-shot scenario and then it declines as the

number of k grows. Similar situation when ktrain = 3 which has a peak accuracy when

3 ≤ k ≤ 5 and then slowly declines as k increases. When ktrain = 5 and ktrain = 7,

the accuracy slowly grows as the k increases, however we see that it starts to plateau

for ktrain = 5 when k ≥ 7 and presumably a similar behavior would be observable for

ktrain = 7 with larger values of k. Also all values of ktrain result in models with highly

variable final accuracies as indicated by a large 95% confidence interval of all accuracies

across all models. Regarding the AUROC scores for the distance-based methods we can

see in Figure 3.10c that (similarly to DeepSVDD [94]) a lower ktrain results in a higher

AUROC score.

Accuracy scores for Meta-BCE visible in Figure3.9a indicate that a model trained

with ktrain = 1 is better than ones trained with ktrain ≥ 3 for test scenario when k = 1

(by a margin of ∼ 10%), however its performance quickly declines as the number of k

increases. Accuracy of models trained with ktrain = 3, ktrain = 5 and ktrain = 7 plateaus

around k ≥ 7. For k ≤ 5 models trained with smaller ktrain have better performance

while for k ≥ 5 models trained with higher ktrain have better performance. The AUROC
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score for Meta-BCE seen in Figure3.10a indicates that the higher the ktrain, the better

the AUROC score for a model.

The performance of OCML visible in Figures 3.9b and 3.10b shows that the perfor-

mance of this method is least dependent on the number of per-category training examples

ktrain as all models have a comparable accuracy and AUROC score. It is also visible that

the models trained with a smaller ktrain are better for meta-testing scenarios involving

smaller k and with higher k in the meta-testing environment, models trained with higher

ktrain achieve a better performance.

Overall, based on Figures 3.9 and 3.10 we can see that OCMLmethod achieves highest

and most reliable performance regardless of the number of training examples ktrain in the

training episodes. However, in certain scenarios (e.g., when 3 ≤ k ≤ 5) Meta-BCE might

be more suitable and achieve better performance. It is also plausible to assume that

when increasing the number of training examples ktrain it is possible to further increase

the accuracy and AUROC score of Meta-BCE while keeping the k constant.

Impact of the meta-training episode composition: Ntrain-way

In the Section 3.3.1 I have discussed the impact of number of per-category examples

(ktrain) in the ktrain-shot Ntrain-way training episode on model performance. In this

section I focus on the impact of the number of categories in the training episode (Ntrain)

on model performance. In Figures 3.11 and 3.12 we can see the impact of Ntrain on the

accuracy and AUROC score of models. I have compared all models when trained with

three different values of Ntrain: 20, 25 and 30. We can see that the impact of Ntrain on

the performance is much smaller than the one of ktrain. The impact of Ntrain on accuracy

is also more visible for higher values of k in the support set of the meta-testing meta-set

for all methods.

Both OCSVM [86] and SVDD [110] follow a similar pattern. The impact of number of
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Figure 3.11: Impact of number of categories (Ntrain) in the support set S of a train-
ing episode on a model accuracy. Each method (a-e) was tested in different k-shot
scenarios (different sizes of the support set).
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Figure 3.12: Impact of number of categories (Ntrain) in the support set S of a training
episode on a model AUROC score. Each method (a-f) was tested in different k-shot
scenarios (different sizes of the support set).
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categories in the training episode on their accuracy is rather small and only distinguish-

able when k ≥ 7 in the meta-testing support set (Figure 3.11d and 3.11d). However,

a bigger difference can be seen when discussing the AUROC scores (Figure 3.12d for

OCSVM and Figure 3.12e for SVDD). We can see that AUROC score is higher when

number of categories in a training episode (Ntrain) is also higher. This might indicate

that a larger number of training categories in a training episode results in a better rela-

tive feature representation thus providing a better ranking-based metric (such as AUROC

score) even on unknown categories. DeepSVDD [94] follows a similar behavior in terms

of AUROC score as seen in Figure 3.12f.

Distance-based methods demonstrate a performance advantage over OCSVM and

SVDD, however the results are highly variable (with a large 95% confidence interval as

seen both in Figures 3.11c and 3.12c). The impact of Ntrain on the accuracy is better

visible than for OCSVM or SVDD and it indicates that a lower value of Ntrain during

training results in a better accuracy. Based on Figure 3.12c the AUROC score is much

less impacted by the changes to Ntrain and all values of Ntrain result in a comparable

performance.

OCML and Meta-BCE show smaller dependency on the number of categories in the

training episode compared to other methods. The accuracy of Meta-BCE is less impacted

by the Ntrain as seen in Figure 3.11a where for all values of k the results for Ntrain = 20

and Ntrain = 25 are almost identical and on average slightly better than for Ntrain = 30.

However all of them are within the 95% confidence interval. In Figure 3.11b OCML has

almost no difference in performance between Ntrain = 30 and Ntrain = 25, with a slightly

higher performance when Ntrain = 20. Regarding AUROC scores, Meta-BCE follows a

similar behavior as with the accuracy as seen in Figure 3.12a, where results for Ntrain = 20

and Ntrain = 25 are almost identical and results for Ntrain = 30 are slightly worse.

However, again all results are within a 95% confidence interval of each other. OCML has
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much narrower 95% confidence intervals in the results both in terms of accuracy as seen

both in Figure 3.11b and 3.12b and in terms of AUROC scores, it performs best with

Ntrain = 25.

CUB-200-2011

Table 3.4: Experimental results on CUB-200-2011 dataset for few-shot one-class clas-
sification. Performance reported on the meta-testing meta-set. Models were trained
on meta-training meta-set, and best model was chosen based on the meta-validation
performance. The best performances are shown in bold.

Method Accuracy (%) F1-score AUROC AP
1-shot

DeepSVDD [94] - - 0.603± 0.007 0.649± 0.009
SVDD [110] 50.00± 0.00 0.000± 0.000 0.599± 0.030 0.651± 0.027
OCSVM [86] 50.00± 0.00 0.000± 0.000 0.633± 0.015 0.681± 0.015
Distance 50.05± 0.04 0.002± 0.001 0.697± 0.005 0.729± 0.004
CLEAR 50.24± 0.36 0.008± 0.012 0.620± 0.120 0.661± 0.108
OCML 72.14± 0.56 0.701± 0.016 0.801± 0.006 0.822± 0.005
Meta-BCE 54.72± 1.29 0.169± 0.044 0.774± 0.009 0.796± 0.009

5-shot
DeepSVDD [94] - - 0.656± 0.007 0.690± 0.006
SVDD [110] 50.61± 0.41 0.036± 0.021 0.609± 0.036 0.657± 0.032
OCSVM [86] 52.40± 0.45 0.130± 0.019 0.656± 0.019 0.698± 0.019
Distance 64.92± 1.29 0.590± 0.063 0.725± 0.003 0.749± 0.003
OCML 78.74± 1.07 0.774± 0.019 0.874± 0.010 0.885± 0.009
Meta-BCE 76.16± 0.58 0.783± 0.007 0.839± 0.006 0.851± 0.007

The experiments on the CUB-200-2011 [111] dataset visible in Table 3.4 confirm most

of the remarks and observations from the experiments on the miniImageNet [17] dataset.

OCML is still the best-performing method in the 1-shot scenario with an accuracy of

72.14% and an AUROC score of 0.801 and has the best accuracy (78.74%) and AUROC

score (0.874) in the 5-shot scenario as well. Meta-BCE has the best F1-score in 5-shot

scenario (0.783). CLEAR compared to other methods performs better than on the mini-

ImageNet dataset as it outperforms SVDD, OCSVM, and distance-based methods in

62



Few-Shot One-Class Classification Chapter 3

accuracy and F1-score measures on the 1-shot task, and is withing a 95% confidence in-

terval in AUROC and AP scores. SVDD [110] has the lowest performance both in 1-shot

(AUROC score of 0.599) and 5-shot (AUROC score of 0.609) scenarios. DeepSVDD [94]

has better performance than SVDD [110] both in 1-shot (AUROC score of 0.603) and

5-shot (AUROC score of 0.656) scenarios. OCSVM [86] increases the performance com-

pared to SVDD [110] with AUROC score of 0.656 (compared to 0.609 by SVDD) and

accuracy of 52.40% (compared to 50.61% by SVDD) in 5-shot scenario. Distance-based

methods are significantly better than OCSVM, SVDD, and DeepSVDD with accuracy

of 64.92% in 5-shot scenario and with AUROC score of 0.697 and 0.725 in 1-shot and

5-shot scenarios respectively. Both OCML and Meta-BCE significantly outperform all

other methods both in 1-shot and 5-shot scenarios.

3.4 Conclusions

Based on the conducted experiments we can see that the introduced task of few-shot

one-class classification is feasible to solve, even in a difficult 1-shot one-class setting.

Standard one-class methods such as OCSVM [86], SVDD [110], or DeepSVDD [94] are

not suitable for learning from such a small sample sizes as in the case of few-shot one-

class classification resulting in a poor performance (especially in a 1-shot setting, with a

close to random performance). The distance-based baseline introduced from the open-

set classification trained in a meta-learning way performs better that the standard one-

class approaches, however its results are highly variable and might not generalize well to

the real-world environment. An important factor to consider when training a few-shot

one-class method is the necessary quality of the trained feature extractor, which will

benefit highly any one-class method. Based on the ablation studies it is clear that in

the composition of the training episodes the number of categories in the episode (Ntrain)
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has smaller impact on the final performance compared to the number of examples per

category (ktrain). Introduced methods might have more scenario-specific applications,

since Meta-BCE has a good performance for higher values of k in the meta-testing episode

composition, while OCML has a significantly higher performance for lower values of k

and performs well under all training and testing conditions.
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Chapter 4

Few-Shot Multiclass Closed-Set

Classification

4.1 Introduction

In the Chapter 3 I have discussed the problem of few-shot one-class classification

when given just a few examples from a single category in the support set S the goal

was to detect unseen instances of the same category in the query set Q among other,

unknown examples representing unknown categories. In the few-shot multiclass closed-

set classification setting we will have more than a single category in the support set S (let

us use N to indicate the number of categories in the support set S) and the query set Q

can only contain previously unseen examples coming from the same N categories in the

support set S (no unknown examples). Since the size of the support set S is rather small,

we will utilize the meta-learning approach of dividing the dataset D into three meta-sets

as introduced in Section 1.4.2: meta-training meta-set Dmeta−train, meta-validation meta-

set Dmeta−val, and meta-testing meta-set Dmeta−test. Similarly to the few-shot one-class

classification we will utilize the episodic training composition of the meta-sets as described
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in Section 1.4.2. The division of the meta-training and meta-testing meta-sets and the

composition of the episodes can be seen in Figure 1.9.

Every episode (both in meta-training and meta-testing meta-sets) is composed of a

support set S and a query set Q. For every episode, we choose at random N categories

and for each of these N categories we sample k examples to go into the support set and q

examples to go into the query set. The support set consists of examples used to create the

classifier, and the query set consists of examples that the classifier will be tested on. It

is worth noticing that the composition of episodes in the meta-training and meta-testing

meta-sets can be different: in general the support set S of the meta-testing meta-set

Dmeta−test will have an N -way k-shot setting and the support set S of the meta-training

meta-set Dmeta−train will have an Ntrain-way ktrain-shot setting.

4.1.1 Class-level representation

The meta-learning few-shot multiclass learning models have to be able to adapt to any

k or N in the N -way k-shot classification problem. One of the most common approaches

for dealing with varying amounts of per-category examples k is to form class-level rep-

resentations (single feature describing a category). The most common set of methods

is based on the notion of prototypes [18], but many other approaches such as Relation

Networks [61] or Gaussian Embedding [55] use the notion of class-level representation as

well.

Snell et al. [18] defined the class-level representation ci for a category i as the average

of the feature vectors extracted by the network fφ from every image xj belonging to that

category as seen in Eq. 4.1. Si is the set of images belonging to the category i in the
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support set S.

ci =
1

|Si|
∑

(xj ,yj)∈Si

fφ(xj) (4.1)

Snell et al. [18] proposed to use the distances from examples in the query set Q to

every class-level representation (prototype) to make predictions:

pφ(y = i|x) =
exp(−d(fφ(x), ci))∑
i′ exp(−d(fφ(x), ci′))

(4.2)

where d(, ) is the function calculating distance between the feature vector of an image and

the class-level representation; the Euclidean distance is used here. Prototypical Networks

can be trained using a standard cross-entropy loss formula:

LCE = −
∑

(xij ,y
i
j)

yij log p(yij|xij) (4.3)

4.2 Methods

4.2.1 Class-prototype hallucination (CPH)

The quality of predictions for meta-learning approaches utilizing class-level represen-

tation [18, 55] relies heavily on the quality of this class-level representation for every

category i in the support set S, which based on the Eq. 4.1 is directly relying on the

number of per-category examples (k or |Si|) for that category i. To lessen the impact of

the number of per-category examples on the quality of the class-level representation I pro-

pose to learn to hallucinate better class-level representations challi from a weak class-level
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representations ci using a separate trainable hallucinator module hξ:

challi =
1

|Si|
∑

(xj ,yj)∈Si

hξ(fφ(xj)) (4.4)

I propose to train a network hξ to hallucinate better prototypes chall given the weakest

prototype (formed using only a single example fφ(x) as in a 1-shot learning scenario,

e.g., |Si| = 1). The overview of the CPH method can be seen in Figure 4.1. I utilize a

reconstruction loss in form of Mean Squared Error as seen in the following equation to

train the hallucinator hξ:

Lmeta(x, y = i) =
1

N

N∑
j=1

(ci[j]− challi [j])2 (4.5)

Obtained hallucinated representation challi is combined with the standard represen-

tation ci using a hyperparameter α as in Eq. 4.6, where 0 ≤ α ≤ 1, to form the final

meta class-level representation cmetai of a category i:

cmetai = α× challi + (1− α)× ci (4.6)

The resulting meta class-level representation cmetai can be directly used in the same

predictor function as ci was (Eq.4.2), so for methods based on Prototypical Networks [18],

the final prediction of a label y given an input image x and the networks fφ and hξ is

represented as:

pφ,ξ(y = i|x) =
exp(−d(fφ(x), cmetai))∑
i′ exp(−d(fφ(x), cmeta′i))

(4.7)

Although the above discussion is based on the notion of prototypes from Prototypical

Networks [18], CPH can be applied to obtain the meta class-level representation cmetai for

other methods utilizing class-level representations as in Gaussian Embedding introduced
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by Liu et al. [55] or in Relation Networks by Sung et al. [61].

Figure 4.1: An overview of the CPH method. k images belonging the the known
support class i have their features extracted using a Convolutional Neural Network fφ
and a single class-level representation ci is calculated as the average of all k feature
vectors. In the example above k = 2 with two upper images (blue and green) as the
known examples from the support class i and the red example is a query example.
Each of the k support features is used as an input to the hallucinator module hξ to
produce a stronger class-level representation challi as seen in Eq. 4.4.

4.3 Experiments

Datasets

I have conducted experiments on two benchmark datasets for few-shot learning: mini-

ImageNet [17] and CUB-200-2011 [111]. The miniImageNet dataset is a set of 100 cate-

gories (a subset of ImageNet categories [20]) with 600 images per category. I follow the

meta-training/meta-validation/meta-testing split of the 100 categories to 64/16/20 [71],

where the meta-training meta-set Dmeta−train has 64 visual categories, meta-validation

meta-set Dmeta−val has 16 visual categories and meta-testing meta-set Dmeta−test has 20

visual categories. The CUB-200-2011 dataset has 200 visual categories and I follow

meta-training/meta-validation/meta-testing split as proposed by Schwartz et al. [59] to
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100/50/50 categories respectively. The images in both datasets are resized to standard

dimensions of 84× 84 pixels.

Testing procedure

Every method is tested using the same testing procedure. The testing procedure

consists of Mepisodes testing episodes, each consisting of a support set S in form of 1-way

k-shot setting, a query set Q with q unseen examples from the category present in the

support set and with q examples from another, unknown category. All episodes will

contain data from the meta-testing meta-set Dmeta−test. Every model is trained Mtests

times with a separate testing procedure for every model. I report the average performance

with a 95% confidence interval. In all the experiments I have set q = 15, Mepisodes = 1000,

Mtests = 5.

Performance metrics

To evaluate the performance of the models in the few-shot setting I have used a

multi-class classification accuracy measure:

accuracy =
1

M

M∑
i=1

I(ŷi = yi) (4.8)

where M is number of examples, yi is the true label of an i-th example, ŷi is the predicted

label for the i-th example, and I() is the indicator function, which returns 1 if the

prediction matches the ground truth and 0 otherwise.

4.3.1 Experimental results

I have compared the impact of CPH on existing state-of-the-art approaches in few-

shot learning utilizing the class-level representation, such as Prototypical Networks [18],
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Relation Networks [61], and Gaussian Embedding [55]. I have compared all approaches

on two benchmark datasets: miniImageNet [17] and CUB-200-2011 [111]. All experi-

ments are done with with Conv64 backbone architecture (see Appendix A for architecture

details) under the same exact training setting with the same hyperparameters (unless in-

dicated otherwise). As common in the few-shot learning, I present the results for all

the methods under two settings: 1-shot and 5-shot. All tables present the performance

metrics calculated on the meta-test split of a dataset. Additionally, I compare CPH aug-

mented methods with other existing state-of-the-art methods in few-shot learning such

as Delta-Encoder [59], Meta-SGD [72], and MetaOptNet-SVM [74].

miniImageNet

In Tables 4.1 and 4.2 we can see performance comparison of existing state-of-the-

art methods in few-shot multiclass closed-set classification on the miniImageNet [17]

dataset. Table 4.1 contains methods reproduced by me with the average performance

and a 95% confidence interval calculated using 5 separate models, while Table 4.2 contains

performance with the confidence interval reported using 1000 meta-testing episodes of a

single model.

The impact of CPH on the existing methods utilizing the class-level representation is

clearly visible in Table 4.1. Prototypical Networks [18] observes an increase in accuracy

in 1-shot scenario from 41.46% to 52.86% and in 5-shot setting from 68.23% to 70.22%.

Relation Networks [61] has an increase in accuracy in 1-shot scenario from 48.87% to

50.26% and in 5-shot setting from 64.08% to 64.39%. Gaussian Embedding [55] observes

a raise in accuracy in 1-shot scenario from 46.44% to 49.53% and in 5-shot setting from

67.52% to 67.56%. A higher gain in the 1-shot accuracies for all the methods compared

to the gains in 5-shot accuracies stems from CPH aiming to strengthen the class-level

representation, which is particularly weak when k = 1. In the meta-training phase,
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Table 4.1: Experimental results on miniImageNet dataset for few-shot 5-way classi-
fication. Performance reported on the meta-testing meta-set. Models were trained
on meta-training meta-set, and best model was chosen based on the meta-validation
performance. The average performance with the 95% confidence interval calculated
based on 5 separate models. The best results are shown in bold.

Accuracy (%)
Method 1-shot 5-shot
Prototypical Networks [18] 41.46± 0.77 68.23± 0.35
Prototypical Networks [18] w/ CPH 52.86± 0.82 70.22± 0.23
Relation Networks [61] 48.87± 0.78 64.08± 0.32
Relation Networks [61] w/ CPH 50.26± 0.65 64.39± 0.66
Gaussian Embedding [55] 46.44± 0.22 67.52± 0.58
Gaussian Embedding [55] w/ CPH 49.53± 0.65 67.56± 0.32
Model Regression Networks [56] 43.94± 0.72 50.53± 2.00
OCML ensemble 49.45± 0.30 64.82± 0.35

CPH is trained with a weak representation ktrain = 1 as inputs and a strong representation

ktrain = 5 as the ground truth. Given that the targeted strong representation is formed

using five examples, it is worth noticing (especially for the Prototypical Networks) that

CPH increases the accuracy in the 5-shot meta-testing scenario as well.

A related idea of transforming weak representation to a strong representation has been

introduced by Wang and Hebert [56] in form of the Model Regression Networks, where a

weak SVM classifier is trained using only a few labels, and a transformation network is

trained to transform the parameters of the weak SVM to a stronger SVM trained using

more examples. We can see that despite this approach achieving a higher 1-shot accuracy

than the Prototypical Networks (43.94%), it did achieve a weak 5-shot accuracy of only

50.53%. Our CPH method works much better than the Model Regression Networks and

can be used with multiple existing meta-learning methods such as Relation Networks or

Gaussian Embedding.

Introduced in Chapter 3 few-shot one-class method OCML, can be used as an en-

semble and thus adapted to the few-shot multiclass closed-set classification setup. Based
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Table 4.2: Experimental results on miniImageNet dataset for few-shot 5-way classi-
fication. Performance reported on the meta-testing meta-set. Models were trained
on meta-training meta-set, and best model was chosen based on the meta-validation
performance. The average performance with the 95% confidence interval. 1 Using
224x224 images. 2 Using auxiliary semantic information. 3 Using auxiliary Ima-
geNet-200 dataset [60]. The best results are shown in bold.

Accuracy (%)
Method Architecture 1-shot 5-shot
Prototypical Networks [18] w/ CPH Conv64 54.07± 0.64 71.57± 0.49
Prototypical Networks [18] w/ CPH ResNet-12 64.29± 0.65 79.33± 0.46
Prototypical Networks [18] w/ CPH ResNet-18 61.26± 0.63 78.64± 0.47
fine-tuning baseline [73] Conv64 28.86± 0.54 49.79± 0.79
nearest neighbor baseline [73] Conv64 41.08± 0.70 51.04± 0.65
Matching Nets [17] Conv64 43.56± 0.84 55.31± 0.73
Meta-LSTM [71] Conv64 43.44± 0.77 60.60± 0.71
MAML, first order approx. [73] Conv64 48.07± 1.75 63.15± 0.91
MAML [73] Conv64 48.70± 1.84 63.11± 0.92
Prototypical Networks [18] Conv64 49.42± 0.78 68.20± 0.66
Meta-SGD [72] Conv64 50.47± 1.87 64.03± 0.94
FEAT [58] Conv64 55.15± 0.20 71.61± 0.16
FSLwF [62] Conv64 56.20± 0.86 72.81± 0.62
TADAM [70] ResNet-12 58.50± 0.30 76.70± 0.30
MetaOptNet-SVM [74] ResNet-12 62.64± 0.61 78.63± 0.61
FEAT [58] ResNet-12 66.78± 0.20 82.05± 0.14
Dual TriNet [64]1,2 ResNet-18 58.12± 1.37 76.92± 0.69
PEELER [55] ResNet-18 58.31± 0.58 75.08± 0.72
IDeMe-Net [84] 1 ResNet-18 59.14± 0.86 74.63± 0.74
Robust 20-dist++ [82] ResNet-18 59.48± 0.48 75.62± 0.48
Robust 20-dist++ [82] 1 ResNet-18 63.73± 0.62 81.19± 0.43
DEML [60] + Meta-SGD [72] 1 ResNet-50 58.49± 0.91 71.28± 0.69
FSLwF [62] ResNet [112] 55.45± 0.89 70.13± 0.68
Delta-Encoder [59] 1 VGG-16 58.7 73.6

on Table 4.1 we can see that the proposed method outperforms other re-implemented

methods with a class-level representation such as Prototypical Networks, Relation Net-

works, Gaussian Embedding, and Model Regression Networks [56] in 1-shot setting with

an accuracy of 49.45% and achieves a high accuracy of 64.82% in the 5-shot setting. This
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indicates that few-shot one-class methods can be adapted well to other tasks utilizing

few-shot meta-learning.

In Table 4.2 I combine experimental results of existing state-of-the-art methods in

few-shot multiclass closed-set classification utilizing different backbone architectures. All

methods compared in this chapter are classified as inductive few-shot learning methods

(as is CPH) and transductive few-shot learning methods [66, 67, 68] are not compared

here due to the usage of unlabelled test data in the decision-making process. For experi-

ments with Prototypical Networks [18] with CPH I have used three popular architectures

(Conv64, ResNet-12, and ResNet-18 – see Appendix A for details) and utilized training

framework proposed by Ye et al. [58]. CPH approach outperforms most of the existing

methods with corresponding backbones achieving highest accuracy for Conv64 architec-

ture of 54.07% in 1-shot setting and 71.57% in 5-shot setting. When ResNet-12 archi-

tecture is used the accuracy increases to 64.29% in 1-shot setting and 79.33% in 5-shot

setting. Only three methods perform better under some conditions than Prototypical

Networks [18] with CPH. One of them is FEAT [58] with a Conv64 accuracy of 55.15%

for 1-shot setting and a comparable accuracy of 71.61% in 5-shot setting. It also provides

the best accuracy for ResNet-12 backbone with 66.78% accuracy in 1-shot setting and

82.05% accuracy in 5-shot setting. FEAT is using a separate transformer module on top

of the feature extractor and does not provide the same flexibility as CPH of being able

to be applied to other existing approaches. FSLwF [62] provides the best accuracy for

Conv64 architecture with accuracy of 56.20% in 1-shot setting and 72.81% in 5-shot set-

ting, however the method does not scale well to other architectures as seen based on the

results with a ResNet-like architecture proposed by Mishra et al. [112] as the accuracy

drops to 55.45% in 1-shot setting and to 70.13% in 5-shot setting. Robust 20-dist++ [82]

achieves higher 5-shot accuracy then Prototypical Networks [18] with CPH in 5-shot sce-

nario (81.19% accuracy) with a ResNet-18 backbone, however the method utilizes higher
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resolution images (224× 224) and uses an ensemble of 20 separate networks. The same

approach with a lower resolution images (84×84) achieves lower performance than CPH.

Impact of additional training examples

Table 4.3: Experimental results on miniImageNet dataset for few-shot 5-way classifi-
cation. Performance reported on the meta-testing meta-set. Models were trained on
meta-training+meta-validation meta-set.

Accuracy (%)
Method 1-shot 5-shot
Model Regression Networks [56] 45.73± 0.43 50.21± 2.98
OCML ensemble 51.27± 0.09 66.98± 0.45
Prototypical Networks [18] 42.74± 1.08 69.29± 0.30
Prototypical Networks [18] w/ CPH 50.26± 0.68 71.19± 0.50
Relation Networks [61] 50.99± 0.63 66.44± 0.70
Relation Networks [61] w/ CPH 52.39± 0.38 66.25± 0.72
Gaussian Embedding [55] 48.03± 0.42 69.30± 0.38
Gaussian Embedding [55] w/ CPH 51.29± 0.62 69.07± 0.63

Table 4.1 contained accuracy measures on the meta-testing meta-set when methods

were trained on the meta-training meta-set and the optimal model was chosen based

on the meta-validation performance. In Table 4.3 we can see what is the impact on

the performance, when methods are trained on a joined meta-training+meta-validation

meta-set, without a separate meta-validation meta-set to choose an optimal model.

The performance of Model Regression Networks [56] increases in 1-shot scenario from

43.94% to 45.73% and the 5-shot performance remains with the 95% confidence interval.

The performance of an ensemble of OCML increases significantly both in the 1-shot

setting (from 49.45% to 51.27%) and in the 5-shot setting (from 64.82% to 66.98%).

This indicates that lack of the separate meta-validation set is not problematic for the

OCML, and the method can benefit from additional training categories.

For the Prototypical Networks [18] approach, the accuracies without CPH increase in
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both 1-shot (from 41.46% to 42.74%) and 5-shot settings (from 68.23% to 69.29%). The

Prototypical Networks [18] with the CPH gains accuracy in 5-shot setting (from 70.22% to

71.19%) and decreases performance in 1-shot setting (from 52.86% to 50.26%). Gaussian

Embedding [55], gains performance both with CPH and without CPH both for 1-shot (by

1.59% and 1.76% respectively) and 5-shot (by 1.78% and 1.51% respectively) settings.

Impact of the meta-testing episode composition: N-way

An important factor in the evaluation of any multiclass closed-set classification model

is the performance with varying numbers of categories in the test set. In terms of few-shot

multiclass closed-set classification, this translates to changing N (number of categories)

in the episode composition of meta-testing episodes. A standard approach is to choose

N = 5 when performing experiments. In Table 4.4 and in Figure 4.2 we can see the

dependency between the accuracy and number of categories in the testing episode for

N = 2, 5, 10, and 15 for both k = 1 and k = 5. We can see that the difference between

the performance of Prototypical Networks with and without CPH increases with the

increase in N (both for 1-shot and 5-shot settings). In the 1-shot setting the accuracy

for 15-way classification with CPH (28.83%) is even better than for 10-way classification

without CPH (26.72%).

CPH hξ architecture

CPH uses a hallucinator module hξ, which is tasked with hallucinating stronger class-

level representations given a weaker ones. In Table 4.5 I present different architectures

of hξ and their layers, that were tested. The results of the ablation study are visible

in Figure 4.3. All methods were trained with Prototypical Networks [18] method as

the classification method under the same setting (5-shot 30-way training episodes with

Conv64 backbone). Figure 4.3 shows the impact of CPH and its architecture on the
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Table 4.4: Impact of the meta-testing meta-set episode composition on the accuracy
of the model. Models were trained on meta-testing meta-sets consisting of episodes
with different numbers of categories N in the N -way k-shot setting.

Accuracy (%)
Method 2-way 5-way 10-way 15-way

1-shot
Proto Nets [18] 69.40± 0.40 41.38± 0.34 26.72± 0.48 20.51± 0.38
Proto Nets [18] w/ CPH 77.90± 1.37 52.14± 1.29 36.31± 1.19 28.83± 1.12

5-shot
Proto Nets [18] 87.37± 0.42 68.23± 0.62 53.22± 0.48 44.97± 0.60
Proto Nets [18] w/ CPH 88.88± 0.35 70.07± 0.62 55.26± 0.31 46.71± 0.37

Table 4.5: Tested architectures for the CPH hallucinator module hξ.

hξ architecture name Layer 1 Layer 2
1 layer FC layer (1600, 1600) -
2 layers, middle dim 500 FC layer (1600, 500) FC layer (500, 1600)
2 layers, middle dim 1000 FC layer (1600, 1000) FC layer (1000, 1600)
2 layers, middle dim 2000 FC layer (1600, 2000) FC layer (2000, 1600)

accuracy in the 5-way test setting for different values of k (k-shot). The impact of the

specific architecture of CPH on the accuracy is minimal, as all four variants achieve very

comparable performance. Important to notice is the difference between Prototypical

Networks [18] with CPH and without CPH and that CPH significantly increases the

accuracy when k ≤ 9. For the above reasons I will choose the simplest architecture for

CPH to minimize the necessary computations.

Impact of the global classifier

In Figure 4.4 we can see the impact of the global classifier during the meta-training

phase on the classification accuracy. The base model is the Prototypical Networks [18]

without the global classifier, and I have tested the base model with the global classifier,
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Figure 4.2: Visualization of the impact of the meta-testing meta-set episode compo-
sition on the accuracy of the model. Models were trained on meta-testing meta-sets
consisting of episodes with different numbers of categories N in the N -way k-shot
setting.

with CPH, and with the global classifier and CPH. It can be seen that for both the base

model and base+CPH, the global classifier increases the accuracy of a model, with a

bigger increase for larger values of k. Models without CPH have also higher accuracy

than with the CPH for k ≥ 9.

Impact of the meta-training episode composition: ktrain-shot

The composition of the meta-training episodes has a big impact on the final model

accuracy. In Figure 4.5 we can see the comparison of Prototypical Networks [18] model

78



Few-Shot Multiclass Closed-Set Classification Chapter 4

1 3 5 7 9 11 13 15
Meta-test support set k-shot

40

45

50

55

60

65

70

75

80

Ac
cu

ra
cy

 [%
]

w/o CPH
1 layer
2 layers, middle dim 500
2 layers, middle dim 1000
2 layers, middle dim 2000

Figure 4.3: Ablation study results for different architectures of the CPH hallucina-
tor module hξ. Four different architectures were tested in different k-shot scenarios
(different sizes of the meta-testing support set).

trained without CPH (Figure 4.5a) and with CPH (Figure 4.5a) for four different meta-

training episode settings (with ktrain = 1, 3, 5, 7) on the accuracy in different meta-testing

settings (different values of k in the meta-testing episode). An important property for all

models without the CPH is that a model trained for a meta-testing setting k, an optimal

model is trained in ktrain = k setting, and for higher values of k a higher value of ktrain

is better, and for lower values of k a lower value of ktrain is better. This unfortunately

means that no single model generalizes well for all meta-testing settings requiring thus

having separate models for different meta-testing settings. The benefit of CPH is that

this property is no longer true, and a higher value of ktrain achieves better accuracy across
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Figure 4.4: Impact of the presence of the global classifier during the meta-training
phase on the model accuracy. Base model is the Prototypical Networks [18], GC is
the Global Classifier.

all values of k as seen in Figure 4.5a. For ktrain = 1 a model with CPH has the same

performance as without CPH, as the CPH hallucinator module does not learn to map

weaker representations to stronger representations (lower k to higher k).
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Figure 4.5: Impact of number of per-category examples (ktrain) in a single meta–
training episode on the accuracy of the trained model without CPH (left) and with
CPH (right). Four values of ktrain have been tested: 1, 3, 5, and 7.

Impact of the meta-training episode composition: Ntrain-way

We have seen in Section 4.3.1 the impact the number of labeled examples per-category

(ktrain) in the meta-training episodes has on the accuracy of trained models. The other

factor when designing the composition of a meta-training episode is how many categories

are simultaneously in a single episode (Ntrain). In Figure 4.6 we can see an accuracy

comparison for Prototypical Networks [18] trained without CPH (in Figure 4.6a) and

with CPH (in Figure 4.6b) for three values of Ntrain: 20, 25, and 30. We can see that

in comparison to the impact of ktrain, the impact of Ntrain is much smaller, and both
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Figure 4.6: Impact of number of categories (Ntrain) in a single meta-training episode
on the accuracy of the trained model without CPH (left) and with CPH (right). Three
values of Ntrain have been tested: 20, 25, and 30.

for method with CPH and without CPH all three values of Ntrain perform within a 95%

confidence interval.

CUB-200-2011

Table 4.6 contains the comparison of implemented methods using the Conv64 back-

bone architecture on CUB-200-2011 [111] dataset. We can see that CPH increases the

accuracy for all tested methods (Prototypical Networks [18], Relation Networks [61], and

Gaussian Embedding [55]) both in 1-shot and 5-shot setting. Similarly to the results
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Table 4.6: Experimental results on CUB-200-2011 dataset for few-shot 5-way classi-
fication. Performance reported on the meta-testing meta-set. Models were trained
on meta-training meta-set, and best model was chosen based on the meta-validation
performance. The average performance with the 95% confidence interval calculated
based on 5 separate models. The best results are shown in bold.

Accuracy (%)
Method 1-shot 5-shot
Model Regression Networks [56] 48.65± 1.35 57.67± 0.96
OCML ensemble 54.01± 1.49 70.17± 1.22
Prototypical Networks [18] 41.72± 1.03 70.97± 0.99
Prototypical Networks [18] w/ CPH 57.64± 0.91 75.33± 0.86
Relation Networks [61] 57.19± 0.77 73.63± 0.92
Relation Networks [61] w/ CPH 59.51± 0.99 74.03± 0.50
Gaussian Embedding [55] 52.56± 0.73 71.65± 0.79
Gaussian Embedding [55] w/ CPH 54.34± 0.30 71.86± 0.96

on miniImageNet (Table 4.1) the biggest increase is observed for Prototypical Networks

(from 41.72% to 57.64% in 1-shot setting and from 70.97% to 75.33% in 5-shot setting).

Similarly to the results on miniImageNet, a bigger accuracy increase for all methods

using CPH is observed for 1-shot setting compared to the 5-shot setting, due to the na-

ture of CPH (strengthening the weak class-level representation). Relation Networks [61]

perform the best out of the three methods without the CPH (with 1-shot accuracy of

57.19% and 5-shot accuracy of 73.64%), and after using CPH, the best method for 1-shot

classification is still Relation Networks (with accuracy of 59.51%) and the best method

for 5-shot classification is Prototypical Networks (with accuracy of 75.33%). All models

achieve higher accuracies (both 1-shot and 5-shot) on CUB-200-2011, compared to mini-

ImageNet which might suggest that the number of visual categories in the meta-training

meta-set is more important (100 in CUB-200-2011 compared to 64 in miniImageNet)

than the number of images in the meta-training meta-set ( ∼ 6, 000 in CUB-200-2011

compared to 38, 400 in miniImageNet).

In Table 4.7 we can see a comparison of state-of-the-art approaches in few-shot mul-
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ticlass closed-set classification on CUB-200-2011 dataset. Analogously to the miniIma-

geNet experiments (Table 4.2) one can achieve a higher performing model (accuracy up

to 69.80% in 1-shot setting by Delta-Encoder [59] and up to 84.10% in 5-shot setting by

Dual TriNet [64]) by using larger resolution images (224×224), auxiliary information and

a deeper backbone architecture, however our method holds many benefits over the other

state-of-the-art approaches. It can use a lightweight architecture of Conv64 to achieve

a high accuracy, it can augment existing methods utilizing the class-level representation

(such as Prototypical Networks [18], Relation Networks [61], or Gaussian Embedding [55])

thus providing flexibility when designing future approaches, it can also use smaller im-

ages more efficiently, it does not utilize any auxiliary data (in contrary to DEML [60]

and Dual TriNet [64]), and the process of creating classifiers for novel categories is quick

(compared to e.g., Delta Encoder [59]).

Table 4.7: Experimental results on CUB-200-2011 dataset for few-shot 5-way classi-
fication. Performance reported on the meta-testing meta-set. Models were trained
on meta-training meta-set, and best model was chosen based on the meta-validation
performance. The average performance with the 95% confidence interval. 1 Using
224x224 images. 2 Results from Schwartz et al. [59]. 3 Using auxiliary semantic
information. 4 Using auxiliary ImageNet-200 dataset [60]. 4 Using bounding box
information. The best results are shown in bold.

Accuracy (%)
Method Architecture 1-shot 5-shot
Prototypical Networks [18] w/ CPH Conv64 57.64± 0.91 75.33± 0.86
Relation Networks [61] w/ CPH Conv64 59.51± 0.99 74.03± 0.50
Matching Nets [17]2 Conv64 49.3 59.1
Meta-LSTM [71]2 Conv64 40.4 49.7
MAML [73]2 Conv64 38.4 59.1
FEAT [58]4 Conv64 68.87± 0.22 82.90± 0.15
Delta-Encoder [59]1,2 ResNet-18 69.8 82.6
Dual TriNet [64]1,3 ResNet-18 69.61± 0.46 84.10± 0.35
DEML [60] + Meta-SGD [72] 1,4 ResNet-50 66.95± 1.06 77.11± 0.78

84



Few-Shot Multiclass Closed-Set Classification Chapter 4

Per-category accuracy analysis

In Figure 4.7 we can see a per-category accuracy comparison between Prototypical

Networks [18] trained without CPH and with CPH in 1-shot and 5-shot settings (Fig-

ure 4.7a and Figure 4.7b respectively) on the miniImageNet dataset [17]. The test set

of the miniImageNet dataset consists of 20 categories (visible in both Figure 4.7a and

Figure 4.7b) and after running 10, 000 tests where we perform either 1-shot or 5-shot 5-

way classification I have calculated average per-category accuracies for all 20 categories.

Based on the Figure 4.7a showcasing the performance in 1-shot scenario, we can see that

CPH increases accuracy for all 20 categories for the Prototypical Networks method. We

can also see that the worst-performing category with the plain Prototypical Networks

approach was “Dalmatian” with ∼ 35% accuracy, while best-performing was “Round-

worm” with ∼ 49% accuracy. After applying CPH, the worst-performing category is

“Vase” with ∼ 44% accuracy and best-performing is “Bookshop” with ∼ 60% accuracy.

All categories gain between 5% and 10% accuracy with CPH, except for “Roundworm”

which only gains ∼ 1% accuracy. For 5-shot setting, the gains of CPH are still visible

compared to plain Prototypical Networks, since it improves accuracy of 19 out of 20 cat-

egories (all except “Roundworm”). “Roundworm” category definitely stands out among

the 20 test categories in terms of its behavior after applying CPH, which might stem from

it being much different than all other 19 categories and the performance of meta-learning

might be limited due to smaller number of categories in the meta-training set similar to

the “Roundworm” category from which the algorithm could infer how to respond to new,

visually related categories.
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Figure 4.7: Per-category accuracy comparison of 1-shot and 5-shot 5-way classification
with and without CPH on miniImageNet dataset.
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Impact of the support set composition on accuracy

In Figure 4.8 we can see the distribution of accuracies for 10, 000 tests in 1-shot

and 5-shot 5-way classification without and with CPH on miniImageNet dataset. In

addition we can see the calculated mean, median, standard deviation, minimum and

maximum value. We can clearly see that the performance of a model (whether with or

without CPH) highly depends on the images chosen to be in the support set. In 1-shot

setting (Figure 4.8a) all statistics of the distribution of the 10, 000 trials improve with

CPH: mean accuracy increases from 41.50% to 51.81%, median from 41.33% to 52.00%,

minimum performance from 10.67% to 18.67% and maximum performance from 77.33%

to 82.67%. The 5-shot setting (Figure 4.8b) is less impacted by the CPH, with mean

accuracy increasing from 67.86% to 69.99% and median from 68.00% to 70.67%. The

minimum performance is slightly lower with CPH (decrease from 38.67% to 36.00%) and

maximum performance remains unchanged at 93.33%.
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Figure 4.8: Distribution of accuracies for 10, 000 tests in 1-shot (a) and 5-shot (b)
5-way classification without (left) and with CPH (right) on miniImageNet dataset.
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Impact of the noise in the support set on accuracy

As seen in the previous Section 4.3.1 on the impact of the support set composition

on accuracy, the final results of any meta-learning method are highly dependent on the

setup of the support set, which means that choosing right images for the few-shot setup

is of great importance. In this section, I will analyze the impact that noise defects in the

support set images can have on the model performance. I have studied here two types

of noise defects: Gaussian noise with mean of 0 and standard deviation of four different

values (0.001, 0.01, 0.1, and 1.0) added to the whole support image and Gaussian noise

with mean of 0 and the standard deviation of 1.0 added to a random 10 × 10 patch of

the support image.

Compared to noiseless support images which result in the accuracy distribution that

can be seen in Figure 4.8, we can see that all noise-based defects in the support images

deteriorate the performance of meta-learning methods trained on noiseless data both

with and without CPH. In here the comparison is done using Prototypical Networks

approach (with and without the use of CPH). In Figures 4.9, 4.10, 4.11, and 4.12 we

can see the accuracy distributions when the images in the support set suffer from a

Gaussian noise with respective standard deviations of 1.0, 0.1, 0.01, and 0.001. We can

see that the largest noise with standard deviation of 1.0 (Figure 4.9) results in a close

to random performance on average (close to 20%), with slightly better performance in

the 5-shot setting compared to the 1-shot setting. Even with such a strong noise, CPH-

augmented Prototypical Networks is still marginally better than the plain model (with

a mean performance of 20.99% compared to 20.62% in 1-shot and 21.59% compared to

20.25% in 5-shot setting). Maximum achievable accuracy is also higher with CPH for

both settings, however, the minimal accuracy is lower.

The second largest Gaussian noise (with standard deviation of 0.1, seen in Figure 4.10)
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has naturally smaller impact on the final results than the 1.0 version. We can see that the

performance difference between 1-shot and 5-shot settings grew significantly (to 22.87%

for the plain Prototypical Networks approach) and the difference between Prototypical

Networks with and without CPH increased as well. CPH increases the mean and median

performance both in 1-shot and 5-shot settings (mean from 37.04% to 46.02% in 1-shot

setting and from 59.91% to 61.75% in 5-shot setting). A continuing patter can be observed

for cases with noise with standard deviation of 0.01 (Figure 4.11) and 0.001 (Figure 4.12),

where the performance difference between 1-shot and 5-shot settings increases, and so

does the effect of CPH on the performance of plain Prototypical Networks approach.

Based on the mean and median performance, we could say that the impact of 0.01 and

0.001 noise is negligible, since they are comparable to the noiseless version (Figure 4.8),

however, when looking and the worst case scenario (minimum accuracy achieved), we

can see that the impact is still present. Plain Prototypical Networks without CPH had

originally minimum accuracy of 38.67% in 5-shot setting, while with the 0.01 and 0.001

noise it was 34.67%. The patch-based Gaussian noise defects introduced to the support

set images (seen in Figure 4.13) do not seem to visibly impact the performance of either

the plain Prototypical Networks or the version augmented with CPH.
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Figure 4.9: Distribution of accuracies for 10, 000 tests in 1-shot (a) and 5-shot (b)
5-way classification without (left) and with CPH (right) on miniImageNet dataset
with Gaussian noise applied to whole image with σ = 1.0.
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Figure 4.10: Distribution of accuracies for 10, 000 tests in 1-shot (a) and 5-shot (b)
5-way classification without (left) and with CPH (right) on miniImageNet dataset
with Gaussian noise applied to whole image with σ = 0.1.

92



Few-Shot Multiclass Closed-Set Classification Chapter 4

0 20 40 60 80 100
Accuracy [%]

0.000

0.005

0.010

0.015

0.020

0.025

0.030

0.035

0.040
De

ns
ity

= 41.19
median = 41.33

= 9.94
min = 10.67
max = 76.00

No CPH

0 20 40 60 80 100
Accuracy [%]

= 51.88
median = 52.00

= 9.92
min = 10.67
max = 82.67

With CPH

(a) 1-shot classification accuracy distribution

0 20 40 60 80 100
Accuracy [%]

0.00

0.01

0.02

0.03

0.04

0.05

De
ns

ity

= 67.74
median = 68.00

= 8.24
min = 34.67
max = 93.33

No CPH

0 20 40 60 80 100
Accuracy [%]

= 69.90
median = 70.67

= 8.11
min = 37.33
max = 92.00

With CPH

(b) 5-shot classification accuracy distribution

Figure 4.11: Distribution of accuracies for 10, 000 tests in 1-shot (a) and 5-shot (b)
5-way classification without (left) and with CPH (right) on miniImageNet dataset
with Gaussian noise applied to whole image with σ = 0.01.
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Figure 4.12: Distribution of accuracies for 10, 000 tests in 1-shot (a) and 5-shot (b)
5-way classification without (left) and with CPH (right) on miniImageNet dataset
with Gaussian noise applied to whole image with σ = 0.001.
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Figure 4.13: Distribution of accuracies for 10000 tests in 1-shot (a) and 5-shot (b)
5-way classification without (left) and with CPH (right) on miniImageNet dataset
with Gaussian noise applied to a random 10× 10 image patch with σ = 1.0.
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4.4 Conclusions

In this chapter I have discussed the benefits of the Class-Prototype Hallucination

(CPH) – a method for enhancing the performance of existing few-shot multiclass closed-

set approaches utilizing class-level representation (such as Prototypical Networks [18],

Relation Networks [61], and Gaussian Embedding [55]). Based on the presented exper-

iments, CPH increases the classification accuracy for all tested methods and the exact

gain depends on the meta-training and meta-testing hyper-parameters such as number of

categories and examples per-category present in an episode. Utilizing CPH in a few-shot

method means that a single model can be utilized for all inference situations (invariant of

number of per-category examples k in the setting) in contrary to existing approaches (such

as Prototypical Networks [18]) where separate models trained under different settings are

used in different inference situations. CPH is an easy to implement augmentation to any

methods utilizing class-level representation and does not require retraining of the main

model in order to be utilized.
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Chapter 5

Few-Shot Multiclass Open-Set

Classification

5.1 Introduction

In Chapter 4 I have discussed the problem of few-shot multiclass classification where

the task was given a few (k) labeled examples (present in the support set S) from N cat-

egories (N -way k-shot classification) correctly classify novel, previously unseen examples

(present in a query set Q) into one of the N categories. The novel, unseen examples were

restricted to belong only to one of the N known categories. Since this restriction is diffi-

cult to enforce in a real-world situation, recently Liu et al. [55] introduced the few-shot

multiclass open-set classification problem which is a marriage between multiclass open-

set classification [65, 107, 113] and few-shot multiclass closed-set classification. Under

the few-shot multiclass open-set setting, the query set Q apart from examples belonging

to the N known categories (indicated here as known categories K) can contain examples

coming from unknown categories (U) and the task is to correctly identify which examples

are from known and which are from unknown categories and then for each of the familiar
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examples (recognized as known) predict which of N known categories do they belong to.

This is a special case of a more general multiclass open-set classification.

Figure 5.1: The division of data into a training setDtrain (left) and test setDtest (right)
for an multiclass open-set image classification task. The training set is composed of
examples (xtrain) coming from N distinct visual categories. Each of the training
examples xtrain has information (label y) indicating which of N categories it belongs
to. The goal is to train a model on examples coming from the training set such that it
would generalize to novel, unseen examples coming from the same N categories. The
test set Dtest contains both previously unseen examples coming from the N categories
(Known K) and examples not belonging to any of the N categories (Unknown U).

In a standard multiclass open-set classification [65, 107, 113] the training set Dtrain

contains plenty of examples for N categories to learn a good feature representation from,

and the test set Dtest contains unseen examples from the same N categories (treated

as known examples K that needs to be classified as belonging to one of N categories)

and unseen examples not belonging to any of the N categories (treated as unknown

examples U that need to be recognized as not belonging to any of the N categories). A

visualization of the training/testing set division along with the division of test set into
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known and unknown examples can be seen in Figure 5.1.

Figure 5.2: A visualization of the meta-learning episodic composition for the few-shot
multiclass open-set classification based on the 5-way 1-shot example. The compo-
sition of meta-training meta-set Dmeta−train is consistent with a few-shot multiclass
composition. The task is to learn a good model for the N categories present in the
support set S of the meta-testing meta-set Dmeta−test and evaluate the performance
on the query set Q of the meta-testing meta-set Dmeta−test which can have both exam-
ples coming from the N known categories (Known examples K) and examples coming
from other, unknown categories (Unknown examples U). There is no overlap between
categories in the meta-training meta-set Dmeta−train and the meta-testing meta-set
Dmeta−test.

Multiclass open-set classification methods frequently rely on modeling the distribution

ofN categories present in the training setDtrain with sufficient examples in order to detect
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any examples that are out of the distribution for all N categories in the test set Dtest. In

the few-shot multiclass open-set classification such methods do not have enough data to

model well the distribution of any of N categories since every category might have only

a few (in extreme cases only one) positive example. For this reason let us formulate the

few-shot one-class classification problem as a meta-learning problem visible in Figure 5.2.

It is worth noticing that when there are no unknown examples U in the query set Q of

the meta-testing meta-set then the few-shot multiclass open-set classification problem

becomes the few-shot multiclass classification problem as described in the Chapter 4.

On the other hand, when the unknown examples U are still present in the query set,

but the number of categories in the support set S of the meta-testing meta-set N is one

(N = 1), then this becomes the few-shot one-class classification problem as described

in Chapter 3. This makes the few-shot multiclass open-set classification a more general

problem setting than the other two.

5.2 Methods

5.2.1 CPH + One-Class Ensemble

In the Chapter 4 we have seen that CPH can increase the multiclass classification

accuracy of models using class-level representation and in the Chapter 3 we have seen that

few-shot one-class methods such as OCML and Meta-BCE can accurately differentiate

between unseen examples from known and unknown categories. In this chapter, I will

be using the conclusions learned from previous chapters in order to merge the benefits

of dynamical hallucination of better class-level representations for few-shot learning by

using CPH with the benefits of few-shot one-class classification models utilizing meta-

learning. Both Meta-BCE and OCML can be trained jointly with other existing few-shot
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learning methods and can be augmented by CPH. Since few-shot one-class classification

methods introduced in Chapter 3 worked with a support set S in form of 1-way k-shot

classification, I have to adapt them to work in a more general setting of N -way k-

shot classification, where they would work as classifiers differentiating between examples

coming from known categories K and from unknown categories U in the query set Q.

To do this I propose to modify the prediction functions for one-class models (Eq. 3.7 for

Meta-BCE and Eq. 3.11 for OCML) to treat the few-shot multiclass open-set problem

as an ensemble of N few-shot one-class problems. For Meta-BCE this means that the

prediction equation whether an example x is coming from one of the unknown categories

(U) becomes:

p(y ∈ U|x) = max
c∈n

(1− 1

1 + exp(−(−d(fφ(x), x̄c)− t))
)

= min
c∈n

(
1

1 + exp(d(fφ(x), x̄c) + t)
)

(5.1)

And for OCML the prediction equation becomes:

p(y ∈ U|x) = max
c∈n

(1− 1

1 + exp(−gθ(fφ(x̄c)) · fφ(x))
)

= min
c∈n

(
1

1 + exp(−gθ(fφ(x̄c)) · fφ(x))
)

(5.2)

5.2.2 Meta-BCEC

The main method of Meta-BCE introduced in Chapter 3 was using an auxiliary

branch f ′φ to produce features for the one-class classifier as seen in Eq. 3.7. We can also

modify Meta-BCE to use the main branch of the feature extractor fφ to calculate the one-

class feature vectors. In order to do this, we will use a separate module hχ to transform
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the multiclass classification feature vector fφ(x) to a Meta-BCE one-class classification

feature vector hχ(fφ(x)) and use it for one-class predictions:

p(y = c|x) =
1

1 + exp(−(−d((hχ(fφ(x)), x̄c)− t))

=
1

1 + exp(d(hχ(fφ(x)), x̄c) + t)

(5.3)

This version of the Meta-BCE will be called Meta-BCEC .

5.3 Experiments

Datasets

I have conducted experiments on two benchmark datasets for few-shot learning: mini-

ImageNet [17] and CUB-200-2011 [111]. The miniImageNet dataset is a set of 100 cate-

gories (a subset of ImageNet categories [20]) with 600 images per category. I follow the

meta-training/meta-validation/meta-testing split of the 100 categories to 64/16/20 [71],

where the meta-training meta-set Dmeta−train has 64 visual categories, meta-validation

meta-set Dmeta−val has 16 visual categories and meta-testing meta-set Dmeta−test has 20

visual categories. The CUB-200-2011 dataset has 200 visual categories and I follow

meta-training/meta-validation/meta-testing split as proposed by Schwartz et al. [59] to

100/50/50 categories respectively. The images in both datasets are resized to standard

dimensions of 84× 84 pixels.

Testing procedure

Every method is tested using the same testing procedure. The testing procedure

consists of Mepisodes testing episodes, each consisting of a support set S in form of N -
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way k-shot setting, a query set Q with q per-category unseen examples from N categories

present in the support set and with q per-category examples from NU unknown categories.

All episodes will contain data from the meta-testing meta-set Dmeta−test. Every model

is trained Mtests times with a separate testing procedure for every model. I report the

average performance with a 95% confidence interval. In all the experiments I have set

q = 15, Mepisodes = 1000, Mtests = 5, and NU = 5.

Performance metrics

Informative performance metrics in few-shot multiclass open-set classification should

indicate simultaneously the quality of differentiation between the examples coming from

known (K) and unknown (U) categories in the query set Q as well as the quality of

predictions among examples belonging to N known categories (N categories in N -way

classification) for the examples predicted as coming from known categories K. Existing

performance measures do not provide full information, as standard closed-set accuracy

does not indicate the impact the presence of unknown examples in the query set has on the

quality of predictions and a simple AUROC score for the binary differentiation between

known and unknown examples does only indicate the relative ranking of examples without

providing informative measure on the quality of learned decision threshold.

Júnior et al. [107] introduced a Normalized Accuracy measure, that would allow to

capture the quality of detection of unknown samples and their influence on the classifi-

cation accuracy:

NA = λ× AKS + (1− λ)× AUS (5.4)

where λ is a weight hyperparameter balancing the AKS and AUS (in this work I use
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λ = 0.5). The AKS is the Accuracy on Known Samples:

AKS =

∑N
i=1(TPi + TNi)∑N

i=1(TPi + TNi + FPi + FNi)
(5.5)

and AUS is the Accuracy on Unknown Samples:

AUS =
TU

TU + FU
(5.6)

where TP is the number of True Positives, TN is the number of True Negatives, FP is

the number of False Positives, FN is the number of False Negatives, TU is the number

of True Unknowns, and FU is the number of False Unknowns.

The proposed way of measuring AKS (Eq. 5.5) in a multiclass scenario results in

weighing heavily the number of True Negatives (TN) in the formula thus skewing the

quality of the metric. I propose to utilize the following way of measuring the AKS, which

is more frequently used in a multiclass classification:

AKS =
1

M

M∑
i=1

I(ŷi = yi) (5.7)

where M is number of known examples, yi is the true label of an i-th examples, ŷi is the

predicted label for the i-th example, and I() is the indicator function, which returns 1 if

the prediction matches the ground truth and 0 otherwise.

To further understand the impact of unknown samples U on the quality of classifica-

tion Júnior et al. [107] proposed an F1-score for multiclass open-set classification (dubbed

here F1-open) as seen in Eq. 5.8 by using a micro-averaged precision and recall scores

calculated using Eq. 5.9.

F1-open = 2× Pmi ×Rmi

Pmi +Rmi

(5.8)
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Pmi =

∑N
i=1 TPi∑N

i=1(TPi + FPi)
,

Rmi =

∑N
i=1 TPi∑N

i=1(TPi + FNi)

(5.9)

In addition to this, I provide a measure capturing the performance of the multiclass

open-set classification based on the AUROC score measure introduced in Chapter 3 in

Section 3.3 for few-shot one-class classification.

5.3.1 Experimental results

miniImageNet

In Table 5.1 we can see a comparison of implemented few-shot one-class methods

on miniImageNet dataset [17]. All the methods were trained using the same training

procedure on the meta-training meta-set Dmeta−train, optimal parameters were chosen

based on the meta-validation performance. All models were trained five times from

scratch and an average performance along the 95% confidence interval was reported.

OpenMax [65] is a state-of-the-art method for multiclass open-set classification, how-

ever it revolves around modeling a distribution of every known category in the multiclass

setting using the Weibull distribution. In case of 1-shot setting, it is impossible to fit a

distribution, hence no performance is reported. In case of 5-shot setting, the number of

examples is so low that the distribution fit is not very accurate resulting in a poor per-

formance compared to the other methods (normalized accuracy of 25.64% and AUROC

score of 0.540).

PEELER [55] was introduced alongside the few-shot multiclass open-set problem and

it uses Gaussian Embedding [55] for few-shot multiclass classification alongside auxiliary
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Table 5.1: Experimental results on miniImageNet dataset for few-shot 5-way multi-
class open-set classification with 5 open-set categories. Performance reported on the
meta-testing meta-set. Models were trained on meta-training meta-set. The best re-
sults are shown in bold. 1 Method using CPH. 2 Results using ResNet-18 from Liu et
al. [55]

NA (%) F1-open AUROC
Method 1-shot
Gaussian Emb. [55] + OpenMax [65]2 - - 0.589± 0.07
Gaussian Emb. [55] + Counterfactual [103]2 - - 0.522± 0.007
Gaussian Emb. [55]2 - - 0.587± 0.007
PEELER [55]2 - - 0.617± 0.007
PEELER [55] - - 0.550± 0.005
OCML ensemble 53.03± 1.53 0.341± 0.002 0.621± 0.004
Proto Nets [18] w/ threshold1 25.14± 0.04 0.004± 0.001 0.564± 0.004
Proto Nets [18] w/ Meta-BCE1 32.70± 1.28 0.188± 0.024 0.622± 0.007
Proto Nets [18] w/ Meta-BCEC

1 41.78± 3.49 0.288± 0.030 0.607± 0.004
Proto Nets [18] w/ OCML1 54.35± 1.43 0.358± 0.006 0.624± 0.002
Relation Nets [61] w/ threshold1 38.33± 1.54 0.266± 0.019 0.624± 0.005
Relation Nets [61] w/ Meta-BCE1 31.12± 1.49 0.152± 0.029 0.604± 0.004
Relation Nets [61] w/ Meta-BCEC

1 34.18± 6.52 0.186± 0.088 0.591± 0.006
Relation Nets [61] w/ OCML1 52.58± 1.56 0.336± 0.006 0.614± 0.004
Gaussian Emb. [55] w/ threshold1 25.47± 0.17 0.014± 0.005 0.576± 0.002
Gaussian Emb. [55] w/ Meta-BCE1 30.77± 2.32 0.143± 0.040 0.616± 0.017
Gaussian Emb. [55] w/ Meta-BCEC

1 41.62± 3.02 0.265± 0.031 0.567± 0.006
Gaussian Emb. [55] w/ OCML1 47.03± 1.34 0.307± 0.009 0.601± 0.002

5-shot
Gaussian Emb. [55] + OpenMax [65]2 - - 0.675± 0.009
Gaussian Emb. [55] + Counterfactual [103]2 - - 0.533± 0.007
Gaussian Emb. [55]2 - - 0.665± 0.009
PEELER [55]2 - - 0.699± 0.009
Proto Nets [18] w/ OpenMax [65] 25.64± 0.12 0.021± 0.004 0.540± 0.007
PEELER [55] - - 0.615± 0.005
OCML ensemble 58.76± 3.39 0.459± 0.009 0.688± 0.006
Proto Nets [18] w/ threshold 1 36.29± 0.65 0.272± 0.011 0.595± 0.002
Proto Nets [18] w/ Meta-BCE1 69.10± 1.19 0.489± 0.004 0.674± 0.009
Proto Nets [18] w/ Meta-BCEC

1 57.17± 5.10 0.453± 0.024 0.646± 0.009
Proto Nets [18] w/ OCML1 60.51± 2.99 0.487± 0.009 0.690± 0.004
Relation Nets [61]w/ threshold1 55.38± 2.14 0.444± 0.010 0.688± 0.005
Relation Nets [61] w/ Meta-BCE1 64.22± 0.94 0.438± 0.005 0.653± 0.010
Relation Nets [61] w/ Meta-BCEC

1 44.95± 9.72 0.335± 0.079 0.630± 0.010
Relation Nets [61] w/ OCML1 57.21± 3.66 0.439± 0.012 0.677± 0.004
Gaussian Emb. [55] w/ threshold1 39.20± 1.61 0.306± 0.022 0.616± 0.005
Gaussian Emb. [55] w/ Meta-BCE1 67.45± 2.22 0.473± 0.006 0.667± 0.025
Gaussian Emb. [55] w/ Meta-BCEC

1 54.18± 5.74 0.416± 0.030 0.596± 0.007
Gaussian Emb. [55] w/ OCML1 58.85± 2.38 0.463± 0.005 0.668± 0.001
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penalty on softmax logits to unsure maximum uncertainty when encountering examples

from unknown categories. The authors did not provide any method of classifying exam-

ples into known and unknown, and only used the AUROC score based on lowest softmax

probability (hence lack of metrics for normalized accuracy and F1-open). The AUROC

score is also only 0.550 in 1-shot setting and 0.615 in 5-shot setting.

I have used an ensemble of OCML in order to simultaneously detect unknown exam-

ples and classify known examples into one of N possible categories. OCML demonstrated

in the Chapter 3 to be the best method in the 1-shot setting and in the 1-shot setting

in the few-shot multiclass open-set scenario it also achieves high performance (second

highest overall) with normalized accuracy of 53.03%, F1-open score of 0.341, and AU-

ROC score of 0.621. In the 5-shot setting it also performs very well, however similarly

to the few-shot one-class it is outperformed by Meta-BCE methods. It still achieves

a normalized accuracy of 58.76%, F1-open score of 0.459, and AUROC score of 0.688.

OCML ensemble has the highest AUROC scores both in 1-shot and 5-shot settings.

I have also implemented three multiclass classification methods (Prototypical Net-

works [18], Relation Networks [61], and Gaussian Embedding [55]) with CPH and com-

bined them with four few-shot multiclass open-set methods: threshold (distance-based

method), Meta-BCE, Meta-BCEC , and OCML. All methods (as expected) perform bet-

ter in 5-shot setting compared to 1-shot setting. On average, Prototypical Networks

perform better than Relation Networks and Gaussian Embedding.

Distance-based methods (threshold) outperform both PEELER [55] and OpenMax [65],

but fell short compared to all other approaches (Meta-BCE, Meta-BCEC , and OCML).

Threshold methods work best with Relation Networks [61] both in 1-shot and 5-shot

settings. In the 1-shot setting they achieve normalized accuracy of 38.33%, F1-open

score of 0.266, and AUROC score of 0.624. In the 5-shot setting they achieve normalized

accuracy of 55.38%, F1-open score of 0.444, and AUROC score of 0.688.
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Meta-BCE behaves similarly to what has been observed in the Chapter 3: it has

lower performance in 1-shot setting than other approaches, but higher in 5-shot setting.

It works best with the Prototypical Networks [18] achieving in 1-shot setting normalized

accuracy of 32.70%, F1-open score of 0.188, and AUROC score of 0.622. In the 5-shot

setting Meta-BCE has the best performance out of all the methods with a normalized

accuracy of 69.10%, F1-open score of 0.489, and AUROC score of 0.674.

The variant of Meta-BCE called Meta-BCEC , where instead of separate feature ex-

tractor branch producing the logits for Meta-BCE, I utilize the main feature extractor

(fφ) performs significantly different from the Meta-BCE. We can see the comparison of

performance between Meta-BCE andMeta-BCEC directly in Table 5.1: Meta-BCEC out-

performs the Meta-BCE in 1-shot setting and is outperformed in 5-shot setting. Meta-

BCEC works best with Prototypical Networks achieving in 1-shot setting normalized

accuracy of 41.78%, F1-open score of 0.288, and AUROC score of 0.607. In the 5-shot

setting Meta-BCEC has a normalized accuracy of 57.17%, F1-open score of 0.453, and

AUROC score of 0.646. Meta-BCEC has also the largest 95% confidence interval out of

all methods (frequently an order of magnitude higher) with a 95% confidence interval of

6.52% for normalized accuracy in 1-shot setting and 9.72% in 5-shot setting with Relation

Networks [61].

OCML follows the conclusions from the few-shot one-class experiments from Chap-

ter 3 as well. It has the highest performance for 1-shot setting (when combined with

Prototypical Networks [18]) with normalized accuracy of 54.35%, F1-open score of 0.358,

and an AUROC score of 0.624. It has a high performance in the 5-shot setting as well

(it is surpassed by Meta-BCE) with normalized accuracy of 60.51%, F1-open score of

0.487, and AUROC score of 0.690. OCML combined with Prototypical Networks has the

highest AUROC score both in 1-shot and 5-shot settings.
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Impact of additional training examples

In Table 5.2 we can see a comparison of methods trained on the joined meta-training

+ meta-testing split without a separate validation split. Performance results are calcu-

lated on meta-testing meta-set split. We can see that PEELER [55] does not change its

performance (AUROC score) meaning that both the additional categories present and

lack of validation split do not change the method’s performance. The same can be said

about the Prototypical Networks [18] with OpenMax [18].

OCML ensemble observes a significant increase in the performance as the normalized

accuracy increases from 53.03% to 55.59% in 1-shot scenario and from 58.76 to 63.46% in

5-shot scenario. The same pertains to the F1-open score and the AUROC score as well.

Similarly, Prototypical Networks [18] combined with OCML increase its performance

(normalized accuracy of 55.14% in 1-shot scenario and 65.21% in 5-shot scenario), which

indicates that OCML benefits greatly from the additional training examples and is less

dependent on the exact parameters of the model thus can handle well lack of a separate

validation split.

Meta-BCE (combined with Prototypical Networks [18]) maintains the same perfor-

mance in 1-shot scenario and increases the normalized accuracy in 5-shot setting from

69.10% to 70.15%, however with a 95% confidence interval of ∼ 1 they both are compara-

ble. Thus making Meta-BCE less dependent on the additional data compared to OCML.

Meta-BCEC on the other hand decreases its performance when the meta-validation step

is removed (normalized accuracy drops from 41.78% to 38.58% in 1-shot setting and

from 57.17% to 52.56% in 5-shot setting). However, Meta-BCEC has a very large 95%

confidence interval thus making the comparison more difficult.
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Table 5.2: Experimental results on miniImageNet dataset for few-shot 5-way open-set
classification with 5 open-set categories. Performance reported on the meta-testing
meta-set. Models were trained on meta-training+meta-validation meta-set. The best
performances are shown in bold. 1 Method using CPH.

NA (%) F1-open ROC
Method 1-shot
PEELER [55] - - 0.551± 0.004
OCML ensemble 55.59± 0.85 0.356± 0.001 0.633± 0.002
Proto Nets [18] w/ threshold1 25.18± 0.01 0.005± 0.001 0.569± 0.005
Proto Nets [18] w/ Meta-BCE1 32.39± 1.44 0.182± 0.027 0.628± 0.006
Proto Nets [18] w/ Meta-BCEC

1 38.58± 7.62 0.240± 0.088 0.607± 0.006
Proto Nets [18] w/ OCML1 55.14± 0.45 0.344± 0.005 0.635± 0.002
Relation Nets [61] w/ threshold1 40.21± 2.17 0.292± 0.020 0.636± 0.002
Relation Nets [61] w/ Meta-BCE1 31.22± 0.83 0.158± 0.017 0.613± 0.006
Relation Nets [61] w/ Meta-BCEC

1 32.81± 6.23 0.166± 0.112 0.601± 0.006
Relation Nets [61] w/ OCML1 54.45± 1.33 0.358± 0.004 0.627± 0.005
Gaussian Emb. [55] w/ threshold1 25.37± 0.10 0.012± 0.004 0.588± 0.004
Gaussian Emb. [55] w/ Meta-BCE1 30.38± 1.49 0.140± 0.025 0.629± 0.005
Gaussian Emb. [55] w/ Meta-BCEC

1 38.34± 9.26 0.221± 0.138 0.572± 0.009
Gaussian Emb. [55] w/ OCML1 48.89± 2.30 0.333± 0.011 0.614± 0.004

5-shot
Proto Nets [18] w/ OpenMax [65] 25.68± 0.06 0.023± 0.001 0.543± 0.002
PEELER [55] - - 0.622± 0.001
OCML ensemble 63.46± 1.46 0.483± 0.004 0.700± 0.002
Proto Nets [18] w/ threshold1 36.23± 0.90 0.273± 0.016 0.601± 0.006
Proto Nets [18] w/ Meta-BCE1 70.15± 0.96 0.499± 0.001 0.681± 0.006
Proto Nets [18] w/ Meta-BCEC

1 52.56± 12.52 0.415± 0.101 0.651± 0.010
Proto Nets [18] w/ OCML1 65.21± 1.59 0.508± 0.005 0.703± 0.006
Relation Nets [61] w/ threshold1 57.51± 1.54 0.470± 0.006 0.702± 0.011
Relation Nets [61] w/ Meta-BCE1 66.29± 0.68 0.457± 0.005 0.666± 0.005
Relation Nets [61] w/ Meta-BCEC

1 41.38± 11.81 0.287± 0.175 0.637± 0.011
Relation Nets [61] w/ OCML1 59.39± 2.64 0.463± 0.004 0.697± 0.006
Gaussian Emb. [55] w/ threshold1 39.64± 2.85 0.314± 0.037 0.628± 0.004
Gaussian Emb. [55] w/ Meta-BCE1 68.91± 0.74 0.483± 0.002 0.683± 0.011
Gaussian Emb. [55] w/ Meta-BCEC

1 47.59± 14.74 0.337± 0.200 0.600± 0.007
Gaussian Emb. [55] w/ OCML1 61.95± 3.51 0.487± 0.009 0.695± 0.005

Impact of the meta-testing meta-set episode composition: N-way

Table 5.1 provides performance of models when meta-testing episodes contain N = 5

known categories and the query set Q contains unknown examples belonging to Nopen = 5

unseen categories. In this section I compare the performance of the models when Nopen =

5 and I vary the number of known categories N . We can see the impact this has on the
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(b) 5-shot Normalized Accuracy

Figure 5.3: Impact of the number of known categories N in the meta-testing episode
on normalized accuracy for four models (threshold, Meta-BCE, Meta-BCEC , and
OCML) each trained in conjunction with Prototypical Networks and CPH. Number
of unknown categories in the query set is fixed to Nopen = 5. Two values of k were
tested: k = 1 (a) and k = 5 (b).

normalized accuracy, F1-open score, and AUROC score in Figures 5.3, 5.4, and 5.5

respectively. I have tested here four multiclass open-set methods (threshold, Meta-BCE,

Meta-BCEC , and OCML) each trained in conjunction with Prototypical Networks and

CPH.

Figures 5.3a and 5.3b show an impact the number of known categories N in the

meta-testing support set has on the normalized accuracy in 1-shot and 5-shot scenarios

respectively. Figures 5.4a and 5.4b show corresponding plots for F1-open score. We can
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(a) 1-shot F1-score
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(b) 5-shot F1-score

Figure 5.4: Impact of the number of known categoriesN in the meta-testing episode on
F1-open score for four models (threshold, Meta-BCE, Meta-BCEC , and OCML) each
trained in conjunction with Prototypical Networks and CPH. Number of unknown
categories in the query set is fixed to Nopen = 5. Two values of k were tested: k = 1
(a) and k = 5 (b).

see that the conclusions from Table 5.1 still hold for the normalized accuracy: OCML is

the best method when k = 1 and Meta-BCE is the best method when k = 5 regardless

of the value of N . The threshold method is also the worst-performing. The uncertainty

of the Meta-BCEC method is visibly high for all values of N both for the normalized

accuracy and F1-open score for both k = 1 and k = 5. For the F1-open score when k = 5

the Meta-BCE approach is better than OCML for N ≥ 5.

The AUROC scores for all four methods for 1-shot and 5-shot settings can be seen
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Figure 5.5: Impact of the number of known categoriesN in the meta-testing episode on
AUROC score for four models (threshold, Meta-BCE, Meta-BCEC , and OCML) each
trained in conjunction with Prototypical Networks and CPH. Number of unknown
categories in the query set is fixed to Nopen = 5. Two values of k were tested: k = 1
(a) and k = 5 (b).

in Figures 5.5a and 5.5b respectively. It is worth noticing that the Meta-BCE and

OCML have the same AUROC score in 1-shot setting and in 5-shot setting OCML has

the best AUROC score for all values of N . As expected, the performance (normalized

accuracy, F1-open score and AUROC) of all four models decreases when the difficulty of

the task increases (N increases).
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(a) 1-shot Normalized Accuracy
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(b) 5-shot Normalized Accuracy

Figure 5.6: Impact of the number of unknown categories Nopen in the meta-testing
query set on normalized accuracy for four models (threshold, Meta-BCE, Meta-BCEC ,
and OCML) each trained in conjunction with Prototypical Networks and CPH. Num-
ber of known categories in the episode is fixed to N = 5. Two values of k were tested:
k = 1 (a) and k = 5 (b).

Impact of the meta-testing meta-set episode composition: Nopen

Table 5.1 shows model performance when meta-testing episodes contain N = 5 known

categories and the query setQ contains unknown examples belonging to Nopen = 5 unseen

categories. In this section I compare the performance of the models when N = 5 and I

vary the number of unknown categories Nopen. We can see the impact this has on the

normalized accuracy and F1-open score in Figures 5.6 and 5.7 respectively. I have tested

here four multiclass open-set methods (threshold, Meta-BCE, Meta-BCEC , and OCML)
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(a) 1-shot F1-score
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(b) 5-shot F1-score

Figure 5.7: Impact of the number of unknown categories Nopen in the meta-testing
query set on F1-open score for four models (threshold, Meta-BCE, Meta-BCEC , and
OCML) each trained in conjunction with Prototypical Networks and CPH. Number
of known categories in the episode is fixed to N = 5. Two values of k were tested:
k = 1 (a) and k = 5 (b).

each trained in conjunction with Prototypical Networks and CPH.

Figures 5.6a and 5.6b show an impact the number of unknown categories Nopen in

the meta-testing query set has on the normalized accuracy in 1-shot and 5-shot scenarios

respectively. Figures 5.7a and 5.7b show corresponding plots for F1-open score. Based

on the normalized accuracy (Figure 5.6) we can see that for all values of Nopen OCML is

outperforming all other methods when k = 1 and Meta-BCE is the best method when

k = 5. Threshold approach achieves lowest performance in both cases. Interestingly,
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normalized accuracy increases for all models when Nopen increases. This has to do with

the formula for NA (Eq. 5.4) which combines equally the accuracy on known and unknown

samples separately, and since the NA increases with the increase of unknown samples this

means that it is easier for all models to recognize correctly unknown examples. In the

F1-score metric, again OCML is the best method when k = 1 across all values of Nopen,

however when k = 5 for Nopen ≤ 5 Meta-BCE is the best method and for Nopen > 5

Meta-BCEC is the top approach. F1-open score mostly decreases when Nopen increases

which based on the Eq. 5.8 and Eq. 5.9 mean that more unknown examples are being

falsely predicted as belonging to one of N known categories decreasing the F1-open score.

Impact of the global classifier

In Figure 5.8 we can see performance comparison between four models (threshold,

Meta-BCE, Meta-BCEC , and OCML) trained with and without the global classifier

(GC). All four models were trained jointly with Prototypical Networks and CPH. In

Figure 5.8a we can see the impact the global classifier has on the AUROC score. The

behavior here follows the conclusions from Chapter 3 on few-shot one-class classification:

global classifier (which is a common module for few-shot multiclass classification where it

has visible benefits – as discussed in Chapter 4) mainly does not help multiclass open-set

methods. The AUROC score for threshold (distance-based methods) and Meta-BCE is

higher when they are trained without the global classifier. OCML’s performance is com-

parable with and without the global classifier, however, Meta-BCEC is the only method

that has a higher AUROC score when trained with a global classifier.

When discussing the impact the global classifier has on the normalized accuracy (Fig-

ure 5.8b) and F1-open score (Figure 5.8c) we can have similar conclusions to the AUROC

score analysis for threshold methods, which degrade with the addition of the global clas-

sifier. On the other hand, the Meta-BCEC is still improving with the presence of the
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Figure 5.8: Impact of the presence of a global classifier (GC) during the meta-training
phase on AUROC score (a), normalized accuracy (b) and F1-open score (c) for four
models (threshold, Meta-BCE, Meta-BCEC , and OCML) each trained in conjunction
with Prototypical Networks and CPH.

global classifier. The impact of the global classifier on OCML is more visible here than on

AUROC as we can see that OCML without global classifier achieves better normalized

accuracy for all values of k, however, its F1-open score is better than OCML with GC

only for k ≤ 8, which might indicate that for higher values of k, global classifier reduces

amount of unknown examples predicted as one of known categories. Interestingly, Meta-

BCE has a comparable normalized accuracy both with and without the global classifier,

but it has slightly better F1-score when the global classifier is present during training.
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Figure 5.9: Impact of the amount of per-category examples (ktrain) in a meta-training
episode on AUROC score for three models: Meta-BCE (a), Meta-BCEC (b) and
OCML (c) for four values of ktrain: 1, 3, 5, and 7. All models are trained in conjunction
with Prototypical Networks and CPH.

Impact of the meta-training episode composition: ktrain-shot

An important hyperparameter reflecting heavily on a model’s performance in few-shot

learning is the number of available per-category examples (ktrain) in an episode during the

meta-training phase. In Figures 5.9, 5.10, and 5.11 we can see the the impact the chosen

value of ktrain has on AUROC score, normalized accuracy and F1-open score respectively

for three training methods: Meta-BCE, Meta-BCEC , and OCML. All models were trained

five times with Prototypical Networks [18] and CPH and the average performance along

95% confidence interval was reported. I have tested four values of ktrain: 1, 3, 5, and 7.

In Figure 5.9 we can see the impact of ktrain on the AUROC score for Meta-BCE (Fig-

ure 5.9a), Meta-BCEC (Figure 5.9b), and OCML (Figure 5.9c). For all three methods,
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(b) Meta-BCEC
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Figure 5.10: Impact of the amount of per-category examples (ktrain) in a meta-training
episode on normalized accuracy for three models: Meta-BCE (a), Meta-BCEC (b) and
OCML (c) for four values of ktrain: 1, 3, 5, and 7. All models are trained in conjunction
with Prototypical Networks and CPH.

there is a high uncertainty for AUROC scores. The Meta-BCE higher values of ktrain in

general achieve better AUROC score than lower values of ktrain (the best performance

is for ktrain = 7, the worst for ktrain = 1). For Meta-BCEC , models trained with ktrain

of 3 and 5 achieve a comparable performance, ktrain = 1 is a little worse and the worst

AUROC score is noted when ktrain = 7. For OCML, the performance when ktrain = 1 is

as expected performing worse than other values of ktrain which achieve a comparable AU-

ROC score. The high uncertainty of results is probably impacting the relative rankings

of the models for all three methods.

In Figure 5.10 we can see the impact of ktrain on the normalized accuracy for Meta-

BCE (Figure 5.10a), Meta-BCEC (Figure 5.10b), and OCML (Figure 5.10c). Worth
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Figure 5.11: Impact of the amount of per-category examples (ktrain) in a meta-train-
ing episode on F1-open score for three models: Meta-BCE (a), Meta-BCEC (b) and
OCML (c) for four values of ktrain: 1, 3, 5, and 7. All models are trained in conjunction
with Prototypical Networks and CPH.

noticing is a very high uncertainty of results for Meta-BCEC , however the average per-

formance indicates that lower values of ktrain achieve better normalized accuracy than

higher values of ktrain. Meta-BCE shows an interesting property (similar as in the corre-

sponding Figure 3.9 in Chapter 3), where when ktrain is 3, 5, or 7 the performance is as

expected (for lower values of ktrain the performance is better), but when ktrain = 1, the

performance for k = 1 is much better than for other values of ktrain and then it declines.

It might indicate that there is a big discrepancy between learning in k = 1-shot setting

and k > 1-shot setting. OCML method has also high uncertainty of the results, and on

average the method trained with ktrain of 1 and 7 is better than for 3 and 5. This might

be an impact of high uncertainty in the results.
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In Figure 5.11 we can see the impact of ktrain on the F1-open score for Meta-BCE (Fig-

ure 5.11a), Meta-BCEC (Figure 5.11b), and OCML (Figure 5.11c). This time for both

the Meta-BCE and OCML a general rule is that a higher value of ktrain results in a

higher F1-open score (except for Meta-BCE when ktrain = 1 which has better F1-open

score for k = 1 than when ktrain > 1). This combined with information about the nor-

malized accuracy might indicate that higher values of ktrain help reduce the confusion

between known categories, but might result in less correct predictions for unknown cat-

egories. Meta-BCEC has similar properties both for normalized accuracy and F1-open

score: both have high uncertainty and a lower values of ktrain perform better.

Impact of the meta-training episode composition: Ntrain-way

Another important hyperparameter in few-shot learning is the number of categories

(Ntrain) in an episode during the meta-training phase. In Figures 5.12, 5.13, and 5.14

we can see the the impact the chosen value of Ntrain has on AUROC score, normalized

accuracy and F1-open score respectively for three training methods: Meta-BCE, Meta-

BCEC , and OCML. All models were trained five times with Prototypical Networks [18]

and CPH and the average performance along 95% confidence interval was reported. I

have tested three values of Ntrain: 20, 25, and 30.

In Figure 5.12 we can see the impact of Ntrain on the AUROC score for Meta-

BCE (Figure 5.12a), Meta-BCEC (Figure 5.12b), and OCML (Figure 5.12c). For all

three methods, the AUROC scores for all values of Ntrain are within a 95% confidence

interval, however it seems on average that higher values of Ntrain perform here slightly

better than lower values of Ntrain.

In Figure 5.13 we can see the impact of Ntrain on the normalized accuracy for Meta-

BCE (Figure 5.13a), Meta-BCEC (Figure 5.13b), and OCML (Figure 5.13c). For Meta-

BCE the impact of Ntrain seems to be negligible with all values of Ntrain achieving a very
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Figure 5.12: Impact of the amount of known categories (Ntrain) in a single meta–
training episode on AUROC score for three models: Meta-BCE (a), Meta-BCEC (b)
and OCML (c) for three values of Ntrain: 20, 25, and 30. All models are trained in
conjunction with Prototypical Networks and CPH.

comparable normalized accuracy. For Meta-BCEC there is again high uncertainty of the

results (which seems to be lower for higher values of Ntrain) and all results are within

a 95% confidence interval (with best performance for Ntrain = 30. OCML has a better

performance for lower values of Ntrain. The same behavior for all three models can be

observed for the impact on the F1-open score (Figure 5.14).

CUB-200-2011

The results on CUB-200-2011 dataset [111] in Table 5.3 follow similar observations

as in case of the miniImageNet experiments in Table 5.1. OCML-based methods achieve

better normalized accuracy and F1-open score in 1-shot setting, with the best performing
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Figure 5.13: Impact of the amount of known categories (Ntrain) in a single meta-train-
ing episode on normalized accuracy for three models: Meta-BCE (a), Meta-BCEC (b)
and OCML (c) for three values of Ntrain: 20, 25, and 30. All models are trained in
conjunction with Prototypical Networks and CPH.

OCML ensemble achieving 50.77% normalized accuracy and F1-open score of 0.370 (on

par with Prototypical Networks [18] with CPH and OCML with 0.371 F1-open score).

The best AUROC score in both 1-shot and 5-shot settings has Relation Networks [61]

with CPH and threshold method (0.668 in 1-shot setting and 0.772 in 5-shot setting). In

the 5-shot setting the best normalized accuracy have Prototypical Networks (68.59%) and

Relation Networks (68.24%), both with CPH and Meta-BCE (Relation Networks has a

smaller uncertainty here). The F1-score is the highest for Prototypical Networks [18] with

CPH and Meta-BCE (0.509) and Relation Networks [61] with CPH and threshold (0.519).

Similarly to results for miniImageNet, the Meta-BCEC has largest 95% confidence interval

for normalized accuracy and F1-open score for both 1-shot and 5-shot setting (frequently
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Figure 5.14: Impact of the amount of known categories (Ntrain) in a single meta–
training episode on F1-open score for three models: Meta-BCE (a), Meta-BCEC (b)
and OCML (c) for three values of Ntrain: 20, 25, and 30. All models are trained in
conjunction with Prototypical Networks and CPH.

order of magnitude larger than for other methods), however it performs better on average

than Meta-BCE in the 1-shot setting.

5.4 Conclusions

Few-shot one-class methods trained using meta-learning (such as proposed Meta-

BCE or OCML) can be efficiently utilized for few-shot multiclass open-set classification.

The emerging field of few-shot multiclass open-set classification with the initial results

visible in this chapter, can increase the generalization quality of future few-shot meth-

ods and be a reason behind introducing approaches that better understand the features
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Table 5.3: Experimental results on CUB-200-2011 dataset for few-shot 5-way open-set
classification with 5 open-set categories. Performance reported on the meta-testing
meta-set. Models were trained on meta-training meta-set. The best results are shown
in bold. 1 Method using CPH.

NA (%) F1-open AUROC
Method 1-shot
PEELER [55] - - 0.549± 0.004
OCML ensemble 50.77± 6.13 0.370± 0.022 0.655± 0.009
Proto Nets [18] w/ threshold1 25.03± 0.02 0.001± 0.001 0.566± 0.009
Proto Nets [18] w/ Meta-BCE1 35.66± 4.85 0.229± 0.060 0.613± 0.019
Proto Nets [18] w/ Meta-BCEC

1 29.55± 5.47 0.108± 0.120 0.632± 0.006
Proto Nets [18] w/ OCML1 48.61± 5.72 0.371± 0.035 0.654± 0.010
Relation Nets [61] w/ threshold1 39.62± 1.01 0.309± 0.012 0.668± 0.006
Relation Nets [61] w/ Meta-BCE1 30.22± 1.33 0.138± 0.030 0.610± 0.007
Relation Nets [61] w/ Meta-BCEC

1 33.79± 9.24 0.169± 0.173 0.625± 0.005
Relation Nets [61] w/ OCML1 42.49± 1.38 0.326± 0.015 0.637± 0.005
Gaussian Emb. [55] w/ threshold1 26.51± 1.48 0.042± 0.036 0.605± 0.007
Gaussian Emb. [55] w/ Meta-BCE1 35.49± 6.48 0.213± 0.083 0.567± 0.032
Gaussian Emb. [55] w/ Meta-BCEC

1 34.13± 9.91 0.166± 0.149 0.566± 0.010
Gaussian Emb. [55] w/ OCML1 45.22± 4.97 0.327± 0.034 0.639± 0.005

5-shot
Proto Nets [18] w/ OpenMax [65] 25.60± 0.15 0.02± 0.005 0.574± 0.011
PEELER [55] - - 0.637± 0.005
OCML ensemble 52.54± 10.79 0.459± 0.065 0.737± 0.009
Proto Nets [18] w/ threshold1 37.62± 1.56 0.298± 0.022 0.606± 0.009
Proto Nets [18] w/ Meta-BCE1 68.59± 2.64 0.509± 0.009 0.661± 0.031
Proto Nets [18] w/ Meta-BCEC

1 37.64± 12.99 0.250± 0.212 0.684± 0.010
Proto Nets [18] w/ OCML1 47.70± 9.15 0.426± 0.103 0.736± 0.007
Relation Nets [61] w/ threshold1 55.00± 1.59 0.519± 0.011 0.772± 0.005
Relation Nets [61] w/ Meta-BCE1 68.24± 0.41 0.502± 0.003 0.657± 0.009
Relation Nets [61] w/ Meta-BCEC

1 43.17± 18.68 0.280± 0.282 0.680± 0.006
Relation Nets [61] w/ OCML1 37.01± 1.44 0.287± 0.026 0.721± 0.004
Gaussian Emb. [55] w/ threshold1 42.79± 6.17 0.348± 0.062 0.665± 0.010
Gaussian Emb. [55] w/ Meta-BCE1 61.46± 7.91 0.469± 0.036 0.592± 0.052
Gaussian Emb. [55] w/ Meta-BCEC

1 41.91± 16.45 0.275± 0.214 0.602± 0.015
Gaussian Emb. [55] w/ OCML1 51.35± 8.16 0.452± 0.057 0.725± 0.009

of a specific category. As seen based on the experiments, proposed methods vary in

performance depending on the specifics of the meta-test setting (number of categories,

number of available examples per category) and might require adjusting the meta-training

parameters to increase the performance for specific setting. However, the methods dis-

cussed in this chapter demonstrate also great flexibility as they can augment existing
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few-shot multiclass classification methods such as Prototypical Networks [18] or Relation

Networks [61] and thus can be utilized in already existing machine learning pipelines

without major alterations while providing the ability to detect examples coming from

unknown categories during the inference time.
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Conclusions and Future Work

Research in few-shot learning gained traction over recent years, however, the focus of

the majority of the research was on the few-shot multiclass closed-set classification. As

such narrow focus and restriction of closed-set approach is severely limiting, apart from

it, I have studied in this work two additional important few-shot problems: previously

unstudied few-shot one-class classification, and recently introduced few-shot multiclass

open-set classification. As visible through experiments performed in this work, few-shot

learning requires a separate set of methods in order to obtain high performance, as stan-

dard many-shot approaches do not adapt well. Meta-learning is a particularly effective

direction allowing to study and obtain solutions to the three discussed here problems:

few-shot one-class, few-shot multiclass closed-set, and few-shot multiclass open-set clas-

sification.

I have introduced here three meta-learning methods for few-shot one-class classifica-

tion based on meta-learning: CLEAR, Meta-BCE, and OCML. Based on the experiments

performed on the miniImageNet [17] and CUB-200-2011 [111] datasets we can see that

they prove to be very effective in the few-shot one-class classification task. Standard

one-class classification approaches like OCSVM [86], SVDD [110], or DeepSVDD [94]
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require much more data to be trained effectively than just few available examples, which

is confirmed through rigorous studies performed in this work. Experimental results con-

firmed that having a separate branch to calculate a specific one-class feature embeddings

for Meta-BCE is beneficial, thus suggesting that standard multiclass embeddings can-

not be straightforwardly adapted to a one-class scenario and an embedding adaptation

is required to obtain good performance. CLEAR method introduced the problem of

few-shot one-class classification and indicated that predicting parameters of a one-class

classifier (SVM in case of CLEAR) is possible through meta-learning. Building on the

conclusions from CLEAR, OCML method augments the meta-learning approach to learn

parameters of a neural network classifier based on the CNN feature extractor and allows

for creation of one-class classifiers for categories with more than one example (whereas

CLEAR allowed only for one-shot one-class classification). OCML approach proved to

be most effective when number of per-category examples is very low (close to one), while

Meta-BCE performed the best with larger numbers of per-category examples (more than

four).

Since few-shot one-class classification can be thought of as a special case of few-shot

multiclass open-set classification (when number of classes is one) we can use an ensemble

of few-shot one-class classifiers to recognize any unknown examples during the inference

stage. All three few-shot one-class methods can work as separate standalone modules

augmenting any existing few-shot closed-set method (such as Prototypical Networks [18],

Relation Networks [61], or Gaussian Embedding [55]) to work in a few-shot multiclass

open-set setting without a need of retraining. Using ensemble of few-shot one-class clas-

sifiers in a few-shot multiclass open-set classification task has a benefit of flexibility since

we can easily modify the task to include different amount of categories and per-category

examples without a need to adapt the method or re-train it (which would not be possible

in case of standard open-set method, e.g., such as OpenMax [65]). An important aspect
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of both one-class and open-set classification are the performance metrics used (such as

AUROC score or normalized accuracy), as many of them capture different aspects of the

method and the task itself. Few-shot multiclass open-set methods although designed for

an open-set setting, should also work well under the closed-set setting without degrad-

ing the performance of the classifier under such conditions. Using ensembles of few-shot

one-class classifiers to detect unknown examples allows to fulfil this restriction. The

results for few-shot multiclass open-set experiments confirm the observations from few-

shot one-class experiments – OCML method is best suited when number of per-category

examples is low (close to one), and Meta-BCE performs optimally when larger number

of per-category examples is available (more than four).

All few-shot learning methods and their performance depend highly on the amount

of per-category examples available, which is confirmed through many ablation studies

for all three sets of problems: few-shot one-class, few-shot multiclass closed-set, and

few-shot multiclass open-set. The performance gap of a single method between a 1-shot

situation (one training example available) and 5-shot (five training examples available)

in 5-way closed-set classification may vary by as much as 20%. Many existing approaches

in few-shot multiclass closed-set classification utilize a class-level representation that is

used to represent a category with a single feature vector irrespectively of the number

of per-category examples composing it. An example of class-level representation are

prototypes introduced by Prototypical Networks [18], but many other approaches use

them such as Relation Networks [61] or Gaussian Embedding [55]. I have introduced here

CPH (Class Prototype Hallucination) method that learns to hallucinate better class-level

representation for situations when number of per-category examples is particularly low

(close to one). Using CPH we can shrink the performance gap between 1-shot and 5-shot

classification very effectively. It can work with any existing method utilizing class-level

representation and does not require it to be retrained as it works as a separate hallucinator
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module trained on top of an existing few-shot approach. CPH can be combined with

OCML or Meta-BCE to increase the performance in the few-shot multiclass open-set

classification setting as well.

Approaches studied here and the experiments performed in this work indicate that

meta-learning methods are very sensitive to the chosen hyper-parameters and the perfor-

mance highly depends on the number of per-category examples, thus frequently requiring

separate solutions for similar, yet even slightly varying problems (1-shot vs 5-shot). This

indicates that an important direction of future research will be to study the few-shot

learning methods capable of performing close to equally in all training setting (whether

it is a 1-shot scenario or a 5-shot one). It will be important to quantify the performance

differences under various testing scenarios to measure the generalization capabilities of

proposed meta-learning methods as well. This in turn would lead to the development of

meta-learning approaches that can generalize better to changing inference conditions and

settings while minimizing the impact on the performance. As for the few-shot multiclass

open-set and few-shot one-class problems, introduced OCML and Meta-BCE methods

perform very well, however since they are complementary to each other (one perform-

ing better for lower number of per-category examples, while the other for larger number

of per-category examples) an important research direction will be to study both ap-

proaches and introduce a single method capable of keeping the benefits of both methods:

a high initial performance of OCML (with a single per-category example) with a high

performance gain of Meta-BCE with every additional training example. Additionally,

an important related research direction is the impact of performance metrics used when

comparing open-set models and introduction of metrics capable of grasping well the ac-

tual performance of a model in both closed-set and open-set settings while quantifying

the impact of unknown examples on the classification task. Another important direction

is the translation of meta-learning methods for few-shot classification into other computer
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vision problems such as object detection and image segmentation with the potential to

generalize better to real-world scenarios under the open-set setting. Studied here ap-

proaches can be used as a base for the future work on open-set long-tail or imbalanced

classification, which only recently has been introduced.

131



Appendix A

Network architectures

A.1 Conv64

Layer Name Output Size Layer

conv1 64× 42× 42

[
3× 3, 64

]
conv2 64× 21× 21

[
3× 3, 64

]
conv3 64× 10× 10

[
3× 3, 64

]
conv4 64× 5× 5

[
3× 3, 64

]
64 (1600) max pool (without max pool), softmax

Table A.1: Conv64 architecture

Number of learnable parameters: 0.113 M
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A.2 ResNet-12

Layer Name Output Size Layer

conv1 x 64× 42× 42


3× 3, 64

3× 3, 64

3× 3, 64



conv2 x 160× 42× 42


3× 3, 160

3× 3, 160

3× 3, 160



conv3 x 320× 42× 42


3× 3, 320

3× 3, 320

3× 3, 320



conv4 x 640× 42× 42


3× 3, 640

3× 3, 640

3× 3, 640


640 average pool, softmax

Table A.2: ResNet-12 architecture

Number of learnable parameters: 12.424 M
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A.3 ResNet-18 & ResNet-50

Layer Name Output Size ResNet-18 ResNet-50

conv1 112× 112 7× 7, 64 stride 2

conv2 x 56× 56
3× 3 max pool, stride 23× 3, 64

3× 3, 64

× 2


1× 1, 64

3× 3, 64

1× 1, 256

× 3

conv3 x 28× 28

3× 3, 128

3× 3, 128

× 2


1× 1, 128

3× 3, 128

1× 1, 512

× 4

conv4 x 14× 14

3× 3, 256

3× 3, 256

× 2


1× 1, 256

3× 3, 256

1× 1, 1024

× 6

conv5 x 7× 7

3× 3, 512

3× 3, 512

× 2


1× 1, 512

3× 3, 512

1× 1, 2048

× 3

1× 1 average pool, 1000-d fc, softmax

FLOPs 1.8× 109 3.8× 109

Table A.3: ResNet-18 and ResNet-50 architecture [26]

Number of learnable parameters: 11.511 M (ResNet-18) & 25.6 M (ResNet-50).
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