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EPIGRAPH

still waters under the heel of its turn

the creek digs a hole swallows turbulence

the current does not diminish across its surface

but some aspen leaves september golden pause and spiral slowly down

how much I wonder does depth slow you down if the creek and leaves are right barely

—“Still Waters”, Sheila Peters

Je vous appelle à la vie, ô forces mystérieuses!

Noyées dans les obscures profondeurs

De l’esprit créateur, craintives

Ébauches de vie, à vous j’apporte l’audace

—“Le Poème de l’extase”, Alexander Nikolayevich Scriabin

Life is a dream, so why even work?

I just drink all day, like a pile of dirt.

—“Drunk in Spring”, Bai Li

v



TABLE OF CONTENTS

Dissertation Approval Page . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . iii

Dedication . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . iv

Epigraph . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . v

Table of Contents . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vi

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xi

Acknowledgements . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xiii

Vita . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xix

Abstract of the Dissertation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xx

Chapter 1 Preludio Nevrotico: what is the brain? . . . . . . . . . . . . . . . . . . . 1
1.1 A Classical Description of the Brain . . . . . . . . . . . . . . . . . 1
1.2 The Brain Operates at Criticality . . . . . . . . . . . . . . . . . . . 3
1.3 Ising Spin-glass and Frustration . . . . . . . . . . . . . . . . . . . 6
1.4 Frustration Based Hebbian Learning . . . . . . . . . . . . . . . . . 8
1.5 Code Availability . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.6 Acknowledgment . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

Chapter 2 Der Ring des Frustration in d ∈ [2,+∞): a finite-temperature phase transi-
tion of the Ising spin-glass . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.2 Graphical Representation of the Ising Spin-glass . . . . . . . . . . . 13

2.2.1 FK representation . . . . . . . . . . . . . . . . . . . . . . . 13
2.2.2 Spin Overlaps . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.3 Colored Bonds . . . . . . . . . . . . . . . . . . . . . . . . 16
2.2.4 Constellation . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.3 Multiplicity of Constellations and Blue Clusters . . . . . . . . . . . 19
2.3.1 Uniqueness of the Infinite Constellation . . . . . . . . . . . 19
2.3.2 Existence of Infinite Blue Clusters . . . . . . . . . . . . . . 20
2.3.3 The Contour Argument . . . . . . . . . . . . . . . . . . . . 21

2.4 Relations to Ordering and Extensions . . . . . . . . . . . . . . . . 22
2.5 Uniqueness by the Burton-Keane Theorem . . . . . . . . . . . . . . 24

2.5.1 Conditional Probability of Bond-opening . . . . . . . . . . 25
2.6 Bayesian penalty . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.7 The CMR representation . . . . . . . . . . . . . . . . . . . . . . . 28
2.8 The Peierls-DeSantis-Gandolfi Contour . . . . . . . . . . . . . . . 30

vi



2.8.1 Contour Partition . . . . . . . . . . . . . . . . . . . . . . . 30
2.8.2 Finitude of Zero-energy Contours . . . . . . . . . . . . . . 33
2.8.3 Dilution and Continuous Disorder . . . . . . . . . . . . . . 34

2.9 Numerical simulations . . . . . . . . . . . . . . . . . . . . . . . . 35
2.9.1 Cluster size distribution (CSD) . . . . . . . . . . . . . . . . 36
2.9.2 Multiplicity of infinite blue clusters in the infinite constellation 37
2.9.3 Sizes of the infinite blue clusters . . . . . . . . . . . . . . . 37

2.10 Acknowledgment . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

Chapter 3 Der Ring des Frustration in d =+∞: frustrated loops on the bipartite graph 42
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.2 From Weighted MAX-2-SAT to Bipartite Spin Glass . . . . . . . . 45

3.2.1 From Weighted MAX-2-SAT to QUBO . . . . . . . . . . . 46
3.2.2 Bipartite Conversion . . . . . . . . . . . . . . . . . . . . . 47
3.2.3 Conversion to {−1,1} Binary Values . . . . . . . . . . . . 48
3.2.4 Biases as Ghost Spins . . . . . . . . . . . . . . . . . . . . 50
3.2.5 Inverse Conversion . . . . . . . . . . . . . . . . . . . . . . 50

3.3 Frustration of RBMs . . . . . . . . . . . . . . . . . . . . . . . . . 51
3.3.1 Vertex Switching as Local Gauge Transformation . . . . . . 52
3.3.2 Gauge Fixing the RBM . . . . . . . . . . . . . . . . . . . . 53
3.3.3 Metric . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
3.3.4 Frustration . . . . . . . . . . . . . . . . . . . . . . . . . . 58
3.3.5 Maximum Frustration . . . . . . . . . . . . . . . . . . . . 59
3.3.6 Local Minima . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.4 Random Frustrated-Loop Algorithm . . . . . . . . . . . . . . . . . 61
3.4.1 Cycle . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
3.4.2 Frustrated Loop . . . . . . . . . . . . . . . . . . . . . . . . 62
3.4.3 Loop Atom . . . . . . . . . . . . . . . . . . . . . . . . . . 63
3.4.4 Tunable Frustration . . . . . . . . . . . . . . . . . . . . . . 64
3.4.5 Intersection . . . . . . . . . . . . . . . . . . . . . . . . . . 65
3.4.6 Generality . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
3.4.7 Biases . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68
3.4.8 Extension to General Graphs . . . . . . . . . . . . . . . . . 70
3.4.9 Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
3.4.10 Limitation . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

3.5 Structured Frustrated-Loop Algorithm . . . . . . . . . . . . . . . . 73
3.5.1 Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
3.5.2 Degeneracy and Local Minima . . . . . . . . . . . . . . . . 77
3.5.3 Extension to General Graphs . . . . . . . . . . . . . . . . . 78

3.6 Experimental Evaluation . . . . . . . . . . . . . . . . . . . . . . . 79
3.6.1 Measurement of Hardness . . . . . . . . . . . . . . . . . . 80
3.6.2 Hardness Peak . . . . . . . . . . . . . . . . . . . . . . . . 82
3.6.3 Hardness vs. Frustration . . . . . . . . . . . . . . . . . . . 85

vii



3.6.4 Structured-Loop Algorithm . . . . . . . . . . . . . . . . . 87
3.7 Connection to RBM Pre-training . . . . . . . . . . . . . . . . . . . 90

3.7.1 Pre-training Using the Mode . . . . . . . . . . . . . . . . . 90
3.7.2 frustration ratio as an Indicator . . . . . . . . . . . . . . . . 92

3.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
3.9 Acknowledgment . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

Chapter 4 Kioku no Rinkai-ten, Sanjigen: non-equilibrium criticality of memory in
the 3d Ising spin-glass . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
4.2 Memory Dynamics . . . . . . . . . . . . . . . . . . . . . . . . . . 99
4.3 Dynamical Critical Clusters . . . . . . . . . . . . . . . . . . . . . . 102
4.4 Finding a Glassy Ground State . . . . . . . . . . . . . . . . . . . . 106
4.5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
4.6 Acknowledgment . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
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The brain operates like a dynamic 3d Ising spin-glass coupled to memory. Memory

induces non-equilibrium criticality in the spin-glass regardless of the effective temperature or

the underlying frustration profile. Note this is not a feature of the equilibrium model, where

frustration dictates the critical behavior. We extend the memory dynamics for optimization

problems on multiple graph structures such as the bipartite graph (RBM) and the random 3-

hypergraph (3-SAT). This has direct applications to unsupervised learning and factorization. We

conclude by showing rigorously several dynamical features of the memory dynamics, including

the absence of periodic orbits and dissipativity.
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Chapter 1

Preludio Nevrotico: what is the brain?

1.1 A Classical Description of the Brain

The age old question, how does the brain work? How do we process information? How

do we form memory? These are really difficult questions. Even tossing quantum mechanics

behind the back of the head, no sensible answers appear to exist. A more tractable goal is then to

construct an approximate classical description of memory formation. Let’s try to make that more

rigorous. First, we take ~→ 0, meaning that we are not quantizing anything, and furthermore,

the dimension of the phase space is n instead of 2n, where n is the number of neurons. Much better.

Clearly, neurons firing in isolation is not terribly exciting. They need to talk to each other,

meaning that a neuron firing should somehow influence the firing of other neurons [Heb49]. In

general, we lay the neurons out on some graph and model the “affinity” of two neurons, σi and

σ j, firing together as some weighted edge wi j. The larger the weight, the greater the likelihood

the two will fire together1. There are many ways to make this coordination of firing happen

mathematically. One way is to assign an underlying “energy” to the network configuration as

1If the underlying graph is a lattice, we call the neurons “spins”; if it is complete bipartite, we call it a “node”; if it
is random, we call it a “literal”. It is no more than a matter of vernacular, and we will use the terms interchangeably.
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such [FI12]

E =−σ
T Wσ,

and the firing states of the neurons can be sampled from the Gibbs distribution,

p(σ) = exp(−E(σ)).

This is the so-called energy-based model, and it is the model we will be working with. As a

quick side note, this model is clearly insufficient for describing systems with more complicated

activation patterns or with a directed flow of information. So in modern days, people generally

rely on explicit “activation” functions to model these neural correlations.

In machine learning, neurons pass their signal back and forth based on some underlying

distribution or activation profiles [GBCB16]. Once the neurons are done talking, some sample

statistics is gathered, and the neural weights are then updated based on the statistics. Usually,

some noise [Rud16] and regularization procedure [KB14, SHK+14] is involved, to ensure that

the network does not die or blow up. No doubt, this rather artificial model of the brain has seen

some spectacular applications, ranging from imitating the artistic styles of painters [GPAM+14]

to playing the ancient Chinese game of Go [SHM+16]. However, as a realistic description of the

physical brain (for those who bother to care), there are two fundamental problems that the model

cannot address.

First of all, in the artificial model, the weights have to “wait” until the neurons are done

sampling in order to update themselves. In other words, the neurons and the weights are treated

as separate modules during operation [von32], and they do not update simultaneously. The

natural question then arises. In the physical brain, how do the weights “know” how long to

wait? And how do the neurons “know” when the sampling is completed? The brain does not
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shut a part of itself just to wait for the other part to complete the computation. Second of all,

when the neurons are done “sampling”, how would the sample statistics be physically passed

to the weights. There is no natural way for the brain to “compute” any form of backpropa-

gation or regularization without potentially invoking some internal computation sub-modules,

and then the same question would apply recursively to the operations of these sub-modules as well.

Therefore, the most “natural” description of the physical brain is to assume that the neurons

and weights are coupled dynamically, and evolve together continuously in time [Heb49, Hop82].

One can then interpret the neurons as the information processing units, and the weights as

“memory”. The memory will record the historical information of the neurons, and influence their

subsequent evolution. This is the high-level description of what a classical description of the brain

would look like, and I will attempt to make this more explicit in this thesis. Perhaps the most

striking discovery is the observation of self-organized criticality (SOC) in the brain [HG14], where

the memory appears to be persistently near a “threshold” pc on which the neuron information

propagates in a critical manner [BTW87]. We try to recover this phenomenon numerically in

Chapter 4 of this thesis [PDV21b].

1.2 The Brain Operates at Criticality

There are many natural reasons to expect the brain to operate dynamically at a critical state.

In other words, the brain (hence memory) would have to be self-organizing. For concreteness,

let p be a central parameter governing the behavior of the brain (say the firing probability of a

neuron). If the brain were subcritical p < pc, then the neural connections may slowly die and

we may stop breathing when external stimulus is low (for instance when we sleep). If the brain

were supercritical p > pc, then the mildly annoying song of a hummingbird [Hol71] may literally

make our brain implode. The brain operates in the “just right” phase between the two extremes,
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p = pc, making us capable of performing rather complex tasks while situated at a relaxed state of

mind [Rai15], that is for most brains [Ins10, SPF+14].

The variations of complex neural behaviors emerge most prominently at critical p = pc

phase, where the behaviors of the neurons do not depend on microscopic details (such as the

geometries of the neural connections at short range) anymore and (is believed to) depend only a

few fundamental macroscopic features [CS12, DCLM18]:

• the dimension of the system

• the range of the interaction

• the number of neural states

The phenomenon is termed universality in the field of statistical mechanics [Car96], and it is the

core conceptual framework for relating the behaviors of many seemingly disparate systems.

Without delving on any meta-physical speculations on how the brain actually works,

we can reasonably assume that the brain is a 3D object sitting snuggly inside the cranium.

Furthermore, since neuro-scientists believe that the brain should be organized into several func-

tionally distinct lobes [KSJ+00], we can further assume that the connectivity of the neurons is

short-ranged, meaning |wi j| ∼ e−α|i− j| where α is sufficiently large [Gin70]. Lastly, we may

assume that there are only two (at most three) discrete neuron states, σ ∈ {−1,+1}, or if the

neural state is continuous, it can at least be traced into these discrete states [DCGR+20]. Oth-

erwise, if there are too many neural states, then the critical phase of the brain would devolve

into degeneracy [DCGH+16] (admittedly possible). Therefore, for the sake of simplicity, we

say that the brain is essentially a 3d Ising model, even though the 3d Ising model is in no way

simple [ESPP+12, ADC19].
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Of course, this cannot be the full story brain, otherwise everyone on this planet would

behave like a critical 3D magnet [ESPP+12]. There are two more major components to this

picture which we will attempt to fill in here. The first is disorder [New12], meaning that not

every neuron is pristinely connected to its neighbors with a well-behaved activation functions.

Often times, neurons die and they regenerate with no clearly defined patterns. Other times,

certain neurotransmitter like dopamine affects how activation functions behave. It is well known

that if the disorder is dominant enough, there will be a qualitative change to how the system

behaves [ACCN87, Nis01]. This can be realized by starting out with a ferromagnetic Ising model

(Ji j =+1) and randomly flip some of the couplings to −1. If enough couplings are flipped, then

the critical model may display entirely different behaviors [PDV21a].

The second component is dynamicity. The brain is in a continuous non-equilibrium

operation, and often times the dynamic picture is completely different from the static description.

For instance, dynamic features like conservation laws and couplings in time give rise to highly

non-trivial memory effects that separate dynamic systems with the same static description into

vastly distinctive universality classes [HH77]. Just to mention a famous example, the planar

magnet, depending on whether the coupling is conservative or not, will result in superfluid

behavior or something much less dramatic.

Phenomenologically speaking, we know that the brain must operate at a state of self-

organized criticality, governed by a dynamic mechanism that is not intrinsically present in the

equilibrium 3d Ising model (or spin-glass). To this end, we will identify memory as a possible

candidate for explaining the emergence of such dynamic criticality.
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Figure 1.1: A prototypical example of a frustrated cycle with 4 edges. There is exactly one
negative edge, which is the leftmost edge in this case. Note that there is no way to assign Ising
spins to the four vertices (corners of the square) such that all the interactions are satisfied.

1.3 Ising Spin-glass and Frustration

In the last section, we discussed how the brain operates like a dynamic Ising spin-glass. It

should come as no surprise that the prevalence of the spin-glass model extends well beyond this

pseudo-neuroscientific analogy. In fact, it is easy to check that any boolean optimization problem

can be mapped into a problem of finding the ground state of a p-spin Ising spin-glass [Der81]

(including the celebrated 3-SAT problem [BHL+02]). And since the major motivation to study

memory dynamics is to solve these problems [DVT18] at the end of the day, it is perhaps useful

to take a step back and study the low-temperature behaviors of Ising spin-glass in the context of

optimization. A useful notion for streamlining this study (and tying the entire thesis up coherently)

is the notion of frustration.

An Ising spin-glass is essentially an Ising model with quenched disorder in the couplings.

Whenever disorder is present, frustration will almost surely tag along. In the context of a Ising
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spin-glass (or equivalently a signed graph), the presence of frustration means that it is impossible

to satisfy all the Ising interactions simultaneously [Zas13], or more formally

∀σ ∈ {−1,+1}n, ∃i, j, s.t. Ji jσiσ j < 0.

As an obligatory reminder, we will not bother with any ill-conceived analogy from this mathemat-

ical definition of frustration to the human emotion of frustration.

Note that every signed graph can be uniquely characterized by the signs of its cycle

basis [Oxl06] up to vertex switching (or Z2 local gauge). This implies that if a graph is frustrated,

then it must contain at least one frustrated cycle, the simplest of which is a just a square with

exactly one negative edge (see Fig. 1.1). In some sense, this is the “atomic” element of frustration,

and we will make extensive use of it in the analyses in this thesis. In Chapter 2 in particular,

we will use a random-cluster representation [Gri04] to see how frustration induces a negatively

correlated percolation process, which separates the critical spin-glass model from the universality

classes of Bernoulli percolation and the Ising ferromagnet [DCLM18].

Frustration is also an important concept in the field of optimization, the main goal

of which is to minimize the sum of the weights of violated interactions as much as possible.

Equivalently, we try to find the gap between the ground state energy of the frustrated system and

its ferromagnetic counterpart. This problem motivates the following definition of the frustration

ratio f ,

1−2 f = max
s

|∑i j Ji jsis j|
∑i j |Ji j|

,

which gives a normalized quantity for this gap. The larger the value of f , the more frustrated the

system is (with f = 0 corresponding to the ferromagnetic case). Note that in practice, determining

the value of f is NP-hard for non-planar graphs, because it is equivalent to finding the ground

7



state energy of an Ising spin-glass of arbitrary couplings [Bar82, Ist00].

Dual to the problem of optimization is the problem of generating hard benchmarks, which

are used to actually test the efficiency of solvers. Essentially, we are given some underlying graph

structure, and we attempt to maximize frustration ratio maxJ( f ) over the disorder J. The motiva-

tion is that a higher frustration ratio is believed to generate harder problem instances [MMZ01].

Of course, in practice, it is also desirable to know the optimum of the problem in advance, so that

the correctness of the solver can be efficiently verified. This is the topic of Chapter 3.

1.4 Frustration Based Hebbian Learning

If we relax the Ising spins continuously into neurons σ ∈ Rn, and further postulate that

the brain is in a continuous state of relaxation, then we may evolve σ along the gradient of the

Hamiltonian as such ∂tσ =−∇σH = ∑ j Ji jσ j. Of course, this form of learning is terrible as the

neurons are just going to blow up exponentially (accompanied by exponential growth of −H into

−∞). Note that a naive Hebbian augmentation [Heb49] by adding synaptic weights µ into the

picture is just going to make matters worse:

∂tσi =−∑
j

µi jJi jσ j ∂tµi j = σiσ j.

Thanks to µ, now the blowup is even faster.

To introduce the synaptic weights µ in a reasonable manner, we have to aim for two core

goals: 1) µ ensures the regularization of the neurons (meaning that σ doesn’t die or blow up), and

2) µ has to learn something non-trivial about the system (including any long-range correlation).

Since we saw in the previous section that the frustration profile of the Ising spin-glass completely

characterizes the Ising spin-glass, a natural way to formulate the memory dynamics is to have the
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synaptic weights couple directly to the spin interactions as such:

∂tσi = ∑
j
(Ji jσ j−µi jσi) ∂tµi j = (Ji jσiσ j− γ) (1.1)

This is the canonical form of memory dynamics, which we use to capture the dynamicity of

the brain. The dynamic properties of this equation is presented in the full glory numerically in

Chapter 4 and analytically in Chapter 6. We here only give an intuitive picture of the operation of

memory µ.

We first note that σ follows the gradient of H with the addition of a decay term weighted

by µ. The latter is to prevent σ from exploding. In the case where there is a region in space

where the energy density Ji jσiσ j is excessively large, the corresponding memory variable µi j will

increase as a response, and suppress the magnitudes of the adjacent spins {σi,σ j}. This negative-

feedback process ensures that the dynamics is well-regularized, and that the neural evolution is

non-trivial. Note that even though the coupling between σ and µ is local in space-time2 [MSR73],

the effective coupling between the spins may develop long-range characteristics as mediated by

memory3 [BCKM98].

Eq. (1.1) describes a basic form of memory dynamics which can be extended (by adding

further regularization [PDV21b] and integration methods [ZDV21]) to interface with optimization

problems of other graphical forms such as RBM minimization (see Chapter 5) and random 3-SATs

(see Chapter 6). In developing these extensions, we will develop descriptions of higher-level

neural processes such as sleep (see Section 4.3) and short/long term memories (see Eq. (6.11)), in

an attempt to bridge the core concepts from neuroscience to optimization.

2More formally, in a Martin-Siggia-Rose field theoretical expression of this model, the interaction terms of the
Lagrangian is local.

3One can write a mode-coupling approximation of the Green’s function between two spins, which will turn out to
be expressible as the Green’s function of a non-Markovian random-walk-like process that remembers its history.

9



1.5 Code Availability

Almost all the numerical simulations done in this thesis can be reproduced using the

codes available in the Github repository PeaBrane/Ising-Simulation. The repository con-

tains many recent/modern methods for generating [HJA+15, PMDV20, HJO+18, PHR+20] and

simulating [KGV83, MP92, Hou01, ZOK15, CMR98, PDV21b] Ising spin-glasses on various

graph structures, and is actively maintained and developed by the author.
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Networks and Learning Systems 2018. Pei, Yan Ru; Traversa, Fabio L.; Di Ventra, Massimil-

iano, IEEE Computational Intelligence Society, 2018. The dissertation author was the primary

investigator and author of this paper.
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Chapter 2

Der Ring des Frustration in d ∈ [2,+∞): a

finite-temperature phase transition of the

Ising spin-glass

2.1 Introduction

The ±J Ising spin-glass [CC05] is often used as a toy model to study a wide range of

disordered systems. Its Hamiltonian is given as

H =− ∑
<i j>

Ji jσiσ j, (2.1)

where the coupling Ji j ∈ {−1,+1} is uniformly random. Despite its simple definition, there are

many basic problems still unsettled [New12], and multiple conflicting conjectures made [HY01,

MP18a] for this model. One such problem is whether the model experiences a finite-temperature

phase transition in d ≥ 2 or not. In this Chapter, we rigorously prove the answer to be positive.
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To study the spin-glass transition, it is standard to take two replicas [CC05], a and b,

and look at the overlap of two spins at the same site in different replicas, qi = σa
i σb

i . When the

spin-glass goes through a transition, it is believed that q will order in some fashion. Therefore,

if the critical temperature is finite Tc > 0, one would expect certain normalized statistics of q to

cross at Tc for different system sizes [Bin81], or the correlation length ξ of the correlator 〈qiq j〉 to

diverge polynomially [Car96]. However, for the ±J spin-glass in 2d, neither behaviors have been

observed [Hou01], leading to the premature conclusion that the spin-glass does not order [KR97]

in 2d, or that the critical temperature is zero Tc = 0 marginally [HY01].

The conclusion is premature because it is possible for the transition to occur at finite Tc

(even in 2d), while not accompanied by an ordering of q in its spatial average. Furthermore,

the transition may not be second order, separating it from the universality classes of percola-

tion [Sab15] or ferromagnetic ordering [DCLM18]. This means that looking only at the spatial

average or correlation length of q may be insufficient to determine Tc, and would lead incorrectly

to the conclusion that Tc = 0 in 2d. In this Letter, we prove that Tc ≥ 0.4 for the ±J spin-glass

in d ≥ 2, and that the low-temperature phase is dominated by multiple infinite clusters of rigid

spin-overlaps. Their contributions to the spatial average of q may cancel out, making the transition

rather elusive.

Recall that for pure of diluted [ACCN87] systems, only one single infinite cluster domi-

nates the low-temperature phase [GKN92] which in turn breaks a global symmetry, giving us an

obvious signature of phase transition. On the other hand, the multiplicity of the infinite clusters of

the spin-glass transition is a novel critical phenomenon and does not break any global symmetry,

and we need to employ some probabilistic tools to probe it.

To capture this transition and show the stability of the low-temperature phase, we use a
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graphical representation of the Ising spin glass [CMR98], where connected clusters are used to

represent rigidly correlated spin-overlaps. Our core contribution is the use of an extended contour

argument [DSG99] for proving the entropic stability of the low-temperature phase, allowing us

to extend the finiteness of Tc for most lattice structures and disorder measures of J (including

continuous ones). The main idea is to consider all the possible contours in the infinite lattice

that may restrict the percolation of an infinite cluster, and show that for sufficiently low T , the

percolation “strength” of the cluster will overcome the entropy of such contours, giving rise

to at least one infinite cluster (or more). The proof is fully rigorous and does not rely on any

entropic [Nis86, THM11], saddle-point [MPRT+00], or scaling [Car96] approximations. We

corroborate our analysis with Monte Carlo simulations in Section 2.9.

2.2 Graphical Representation of the Ising Spin-glass

2.2.1 FK representation

To introduce the graphical representation of the spin-glass [CMR98], we start with the

original Fortuin-Kasteleyn (FK) representation of the ferromagnet [FK72], or random-cluster

(RC) model [Gri04], which is essentially a dependent percolation process [Sab15]. To begin, we

consider a graph/lattice G = (V,E) with V denoting the vertex set and E denoting the edge set.

Instead of considering directly the Ising spins σ, we focus on the clusters generated by open bonds

ω on the edges. We denote the set of bond configurations as Ω = {0,1}E , where 0 represents a

closed bond and 1 represents an open bond. In the ferromagnetic case, every configuration ω ∈Ω

has a nonzero probability given as

µp(ω) =
1
Z

2k(ω)po(ω)(1− p)c(ω), (2.2)
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where {o(ω),c(ω),k(ω)} are the numbers of open bonds, close bonds, and connected components

respectively. Z is a normalization constant, p is the density of the RC model given as p = 1−e−2β,

and q is the number of spin-states (q = 2 for Ising).

The factor qk(ω) differentiates the RC model from the standard Bernoulli percolation

model (where each bond opens independently). If we assign each connected component a

uniformly random spin state, σi ∈ {−1,+1}, then the marginal distribution µ(σ) is the Boltz-

mann distribution of the Ising ferromagnet at inverse temperature β. Clearly, the existence

of an infinite cluster [Sab15] will imply broken global Z2 symmetry, and thus signifies a new

phase [GKN92] (the ferromagnetic phase in this case). It is important to note that in the FK

representation, the geometric phase transition corresponds exactly to the thermodynamic phase

transition [Gri04]; furthermore, the infinite cluster must be unique as the low-temperature Gibbs

state of the Ising model is unique. This correspondence does not hold for other representations

based on site-percolation [Hou01, ZOK15] or geometric spin-clusters [SDN11], where the perco-

lation transition may occur away from the critical temperature and multiple infinite clusters may

coexist.

In general, there is often a non-trivial constraint for the coupling of the RC measure to the

spin measure [SW87, ES88]. For the Ising spin glass in particular, a bond cannot be open on an

edge if the adjacent spins violate the interaction. We refer to this as the Swendsen-Wang (SW)

rule [SW87]: ωi j = 1 only if Ji jσiσ j > 0. This will not influence the ferromagnetic RC measure,

because given any ω ∈ Ω, the SW rule is automatically satisfied by assigning each connected

component aligned spin states (giving us 2k(ω) possible spin assignments).

However, for an Ising spin-glass with random couplings –see Eq. (2.1)–, the SW rule

plays two prominent roles. First, it forbids the open bonds ω = 1 from closing a negative cycle.
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(A negative cycle refers to a closed trail in which the product of couplings J returns −1.) In other

words, if the cycle is “frustrated”, then any spin assignment would violate at least one interaction.

Second, the relative alignment of two spins, σi and σ j, connected by a cluster is no longer fixed

for different bond configurations ω. To see this, we consider two distinct paths connecting the

spins [CFN+96], and if the two paths form a negative cycle, then the alignment of the two spins

will be different depending on the path taken. Therefore, in the presence of frustration, the FK

representation will suggest a critical temperature much higher than the actual Tc of the spin

model [CH94], because having a giant cluster no longer implies a broken Z2 symmetry. Clearly,

the original FK representation is not suitable for the Ising spin-glass, so we need to introduce

a new one [CMR98]. But before doing so, we should motivate the necessity of even using a

graphical representation in the first place.

2.2.2 Spin Overlaps

For an Ising spin glass, it is believed that the relevant order parameter for studying its

phase-transition profile is the spin overlap [CC05] between two independent replicas a and b

given as qi = σa
i σb

i . The justification for this is that from the spin overlap correlators, one can

obtain the spin correlation statistics to the second moment [GRL01],
[
〈σiσ j〉2

]
J, which becomes

relevant when the first moment vanishes (in the case of symmetric distribution of J). Therefore, if

there is an infinite component where the overlaps qi are aligned [MNS08], then there must be

some form of phase transition1 that we cannot accurately capture (if at all) by the original FK

representation.

More importantly, unlike standard percolation [Sab15] or ferromagnetic ordering transi-

tions [DCLM18], the signature of a phase transition in a disordered system may not be a total

1Note that it is not clear how one would extract information on the nature of the phase transition, such as whether
the model crosses into a ferromagnetic or a “spin-glass” phase.

15



ordering of q across the entire lattice. For example, the low-temperature phase may be dominated

by multiple infinite clusters of similar sizes (see Section 2.9) but opposite overlaps q, in which

case their contributions will cancel. Therefore, observables that are averaged across the entire

lattice2 (such as the average overlap of q, its distribution PJ(q), or its cumulant [Bin81] g(q)) will

be blind to the transition, and in fact may be trivially “washed” into 0 or 1 in the thermodynamic

limit [New12]. To properly study the existence of infinite clusters (and potentially their spatial

structures) we need to make use of a graphical representation of the spin-glass [CMR98].

2.2.3 Colored Bonds

To capture the spatial correlations of the spin overlaps, we choose to use a version of the

random cluster representation known as the Chayes-Machta-Redner (CMR) model [CMR98].

The CMR model can be interpreted as a correlated percolation process of two types of bonds,

blue bonds and red bonds, which satisfies the following constraints:

• A blue bond can only be formed if the interaction on this bond is satisfied in both replicas.

• A red bond can only be formed if the interaction on this bond is satisfied in exactly one

replica.

• A bond can be closed always.

By construction, a blue bond only allows satisfied interaction states in both replicas, so it

has a multiplicity factor of 1. In other words, the blue bond is rigid, since adjacent spins in both

replicas must satisfy the interactions. This implies that adjacent spin overlaps must be aligned

irrespective of the underlying coupling J, and this circumvents the problem of misalignment in

the original FK representation. Therefore, if there is an infinite blue cluster, then there is also an

infinite “backbone” [RRGRP+10, THM11] of correlated overlaps, which signifies a new phase.

2For experiments, a spatially-averaged parameter is the third-order susceptibility, which is related to the two-point
correlations 〈q0qi〉 averaged spatially.
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Signed 4-coloring
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Constellation

contraction

q = 1

q = 1

q = -1

q = -1

Figure 2.1: (Left) A constellation is formed by connecting the blue clusters with red bonds. All
the spin overlaps in a blue cluster must be aligned, and adjacent clusters must have opposite
overlap states due to the formation rule of the red bonds (see text). In other words, the blue
clusters are negatively “entangled” in the constellation. (Right) The ±J Ising spin-glass on
an 100×100 lattice is simulated with parallel tempering. A snapshot of the four largest blue
clusters is taken at temperature T = 2.07, with all of them being connected in the infinite
constellation.
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On the other hand, a red bond allows exactly one satisfied interaction in either replica, so it has a

multiplicity factor of 2. The red bond is soft, as we can choose to align adjacent spins in either

replica. Contrary to the blue bond, adjacent overlaps of a red bond must be anti-aligned. Finally,

a closed bond imposes no restrictions on the interaction states, so it has a multiplicity factor of 4.

Similar to the FK representation, the open and closed bonds have geometric (or Bernoulli)

weights associated with them [ES88, CH94]. Since there are now three possible bond states on

each edge (blue, red, and closed), there are three (unnormalized) weights associated with them:

pbl = 1− r2 pre = r(1− r) pcl = r2, (2.3)

where r is related to the inverse temperature β as r = e−2β. To see how the relations between

the weights and temperature are derived and how the overlap statistics can be derived from the

cluster statistics, we refer the reader to the original paper [CMR98] or a proof sketch in Section

2.7 based on an Edwards-Sokal treatment [ES88].

2.2.4 Constellation

Multiple blue clusters may be connected by paths of red bonds, generating a super-cluster

that we refer to as a constellation. Adjacent clusters in the constellation must differ in their overlap

states, meaning that they are “entangled” negatively in q. For sufficiently low temperatures, an

infinite component of the constellations will emerge (see Fig. 2.1) chaining the blue clusters, and

that infinite constellation is in fact unique (see Section 2.5). Based on the formation rules of

the blue and red bonds, one can check that the following restrictions hold for any cycle in the

constellation:

• Any cycle contains an even number of red bonds.

• A frustrated cycle contains at least two red bonds.
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Both restrictions suppress the opening of new bonds (especially blue bonds) if there are already

existing bonds populating the lattice, meaning that this is a negatively correlated percolation

process which potentially gives rise to multiple infinite blue clusters (see Section 2.5).

In the following discussions, we will show that in a certain range of r, there will be at

most one infinite constellation, and at least one infinite blue clusters (which together implies

that the number of infinite constellation is exactly one). This suggests that the low temperature

phase is characterized by multiple infinite blue clusters negatively connected into a unique infinite

constellation. This picture will be supported by Monte Carlo simulations (see Section 2.9 and

Fig. 2.1).

2.3 Multiplicity of Constellations and Blue Clusters

2.3.1 Uniqueness of the Infinite Constellation

The uniqueness of the infinite constellation can be proven using a generalized Burton-

Keane (BK) argument [Gri06, GKN92] for dependent percolation, coupled with a Bayesian

procedure to treat disorder (see Section 2.5 for a self-contained treatment). In short, to show

that the infinite constellation is unique (if it exists), we simply need to prove that the conditional

probability of opening a bond (blue or red) on any edge e is strictly between 0 and 1. More

formally, for r ∈ (0,1), we require that

∑J P(ωe ∈ {blue, red}
∣∣ ω\e)µr(ω\e

∣∣ J)ν(J)
∑J µr(ω\e

∣∣ J)ν(J)
∈ (0,1), (2.4)

where ν is the disorder measure, µr is the CMR measure with density r = e−2β, and ω\e is a bond

configuration without the edge e.
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Note that the strict upper bound of 1 for the conditional probability is trivial, but the strict

lower bound of 0 is not, due to the effects of cycle restrictions. Imagine a cycle missing one edge,

and we wish to “complete” the cycle by adding either a blue or a red bond without violating the

restrictions. If there is an odd number of red bonds, we can simply add another red bond to make

it even; if there is an even number of red bonds (≥ 2), then we can add a blue bond to keep it

even. The worst case is when there are zero red bonds, yet we wish to complete a frustrated cycle,

in which case we cannot add either a blue or a red bond. Naturally, we have to utilize the disorder

measure to “flip” the underlying couplings J→−J to make the completed cycle unfrustrated,

thereby allowing us to at least add a blue bond. Flipping the underlying couplings will incur a

Bayesian penalty (see Section 2.6) that is nonetheless finite, meaning that we can still bound the

conditional probability of opening a bond away from zero. Altogether, this implies the uniqueness

of the infinite constellation.

Note that the existence of an infinite constellation does not sufficiently signify a non-trivial

phase transition, because the giant constellation may be composed of many small finite blue

clusters that play negligible role in the overlap statistics. To establish a finite-temperature phase

transition, we then need to show the existence of at least one infinite blue cluster [MNS08], con-

sisting of rigidly aligned overlap states. The existence of an infinite blue cluster will automatically

imply the existence of a unique constellation as well.

2.3.2 Existence of Infinite Blue Clusters

It is an entirely different matter to study the blue clusters, as we cannot bound the

probability of opening (only) a blue bond away from zero. For instance, if there is a cycle with

an odd number of red bonds, then a blue bond cannot be added no matter what the underlying

couplings are. Not only does this mean the uniqueness of an infinite blue cluster cannot be

proven by the BK theorem, but it also means that we cannot apply any stochastic-dominance
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argument [Hol74, GKN92] to show its existence either. Instead, to show its existence (but not

uniqueness), we make use of a nonlocal contour argument [DSG99], where we prove the finitude

of the possible contours that restrict percolation. It is similar to entropic analyses of droplet

excitations [THM11] from the ±J spin-glass ground state, but differ in being fully rigorous,

applicable to any temperature, and extendable to most disorder measures and graph structures.

2.3.3 The Contour Argument

The goal of a contour argument is to use potential regions of excitation (the contour

interior) to “probe” the stability of an infinite cluster of correlated order parameters. If the entropy

of the contour is suppressed energetically by the excitation, then the cluster is stable and will

not dissociate through energy fluctuations. For a ferromagnet which breaks a Z2 symmetry at

low temperature, the ordered phase is unique and its ground state can be taken as the σ = +1

state (by virtue of symmetry), in which case the excitations are just islands containing σ =−1

states. However, there are cases where one may be interested in the stability of a phase not

characterized by any symmetry breaking or topological order [LW05], in which case the ground

state is not known explicitly. The contour argument then has to be interfaced with a suitable

graphical representation of correlated order, instead of a trivial ground state reference.

In general, a contour is the boundary of a subset of vertices. In the case of a planar

lattice, it is simply a closed cycle in the dual lattice (and a closed surface in 3d and so on) that

encloses an arbitrary vertex we refer to as the origin. In the context of a graphical representation

of spin models, we refer to such contour as being zero-energy if the contour encloses a connected

component of interest. In our case, a zero-energy contour is any boundary that encloses a blue

cluster, or any boundary that does not intersect any blue bond. This parallels the “zero-energy”

excitation in droplet theory [THM11], and if we can show that the number of zero-energy contours

is finite (in an infinite lattice), then there must be at least one infinite blue cluster. We here provide
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a proof sketch of the finiteness of such contours for the square lattice. The reader is referred to

Section 2.8 for the full details.

Given an origin O, there are less than l3l contours of circumference l surrounding O (and

strictly smaller in higher dimensions [LM98]). Therefore, if the probability that the contour is

zero-energy scales at most∼ 3−l , then the number of zero-energy contours is finite by applying the

Borel-Cantelli lemma [CE52]. However, due to the cycle restrictions of the CMR representation,

a blue bond can only be open in a quarter of the contour in the worst case (see Fig. 2.2 in Section

2.8). Given the multiplicity of the bonds, the probability that the quarter not containing any blue

bond is bounded above by

( 2pre +4pcl

pbl +2pre +4pcl

)l/4
=
( 2r

1+ r

)l/4
, (2.5)

where l/4 is the length of a quarter of the contour. This scales at most ∼ 3−l when r = e−2β <

1/161 or T < 2/ ln(161)≈ 0.4.

Therefore, if T < 0.4, then the number of zero-energy contours is finite, and there must

be at least one infinite blue cluster. This means that the critical temperature for this transition

is Tc ≥ 0.4 in 2d. This bound is quite loose, and numerical simulations suggest a higher critical

temperature. Nonetheless, this is a rigorous result and applies to higher dimensions and other

graph structures with sufficiently undiluted [ACCN87] disorder measures. This discussion is

extended in Section 2.8.

2.4 Relations to Ordering and Extensions

In the low-temperature phase dominated by the coexistence of negatively correlated infi-

nite blue clusters, taking a suitable difference of their sizes may allow us to recover the spin-glass
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order parameter [MNS08] q. The number of such clusters in 3d appears to be exactly 2 at a unique

temperature, and as the temperature is lowered, one of the cluster may begin to dominate the other,

or both may grow at the same rate. The former corresponds to an ordering [KKY06, MPRT+00]

of q and the latter is non-ordering [HJO+18, PDV]. However in 2d, the behavior is much more

marginal, as there appear to be 4 infinite clusters coexisting, perhaps due to a higher percolation

threshold of the lattice [Kes80] (see Fig. 2.1). Although it is clear that the infinite blue clusters

are still stable at finite T , the crossing point of the cluster multiplicity and its relation to q is less

clear in 2d. This discussion is extended numerically in Section 2.9, and further studied in future

works.

The result of finite Tc is fairly general, and can be extended most disorder measures

including non-symmetric ones, though the Bayesian inference procedure (see Section 2.6) may

be more involved [DSG99] and dependent on the underlying graph structure [Zas13]. Another

potential extension is to generalize the graphical representation to other spin states/interactions

such as the Potts [DCGH+16], clock [Suz67, CMW98], or even O(n) models [AS80] via suitable

correlation inequalities [Gin70]. A graphical representation of a replicated clock model may

parallel recent topics in colroing gain-graphs [Zas89].

Even though we rigorously established a temperature Tc ≥ 0.4 below which a novel

phase must emerge, we can potentially improve the bound with more refined graph-theoretical

techniques. However, it is unlikely to obtain the exact Tc without entirely new mathematical tools

or physical perspectives [DSG99]. Furthermore, it is still not clear what mechanism is responsible

for the generation of these correlated clusters, and what energetic/topological obstructions are

preventing these clusters from merging as soon as the critical point is crossed. Investigations of

these topics will offer new insights into the nature of phase transitions for spin glasses, and may

lead to a classification of short-ranged disordered systems based on their universal behaviors.

23



2.5 Uniqueness by the Burton-Keane Theorem

Let G = (V,E) be an infinite connected graph with finite degrees. We say that G is

amenable if the ratio of the boundary to the volume of an infinite contour tends to zero, or

χ(G) = inf
{

∂W
W

: W ⊆V,0 < |W |< ∞

}
= 0.

Clearly, this property holds for any finite-dimensional lattice structures. Now, if we have a

(dependent) percolation process on an amenable graph governed by a probability measure P that

is translation-invariant, and furthermore satisfies the finite-energy (FE) property, then the infinite

component is unique [GKN92, Gri06]. The FE property is defined as follows:

∀e ∈ E,∀ψ ∈ {0,1}E\e 0 < P(ωe = 1
∣∣ ωE\e = ψ)< 1,

meaning that the “conditional” percolation ratio at edge e is strictly bounded between 0 and 1. In

the context the percolation of the constellation (see Section 2.7), we let ω = 1 denote an open

bond (either blue or red) and ω = 0 denote a closed bond.

As a brief sidenote, we note that the BK theorem does not show the uniqueness of an

infinite blue cluster because the conditional probability of opening (only) a blue bond cannot be

bounded away from 0 (if the blue bond forms a cycle with an odd number of red bonds), so the

FE property is violated for the percolation of blue clusters. This is a hard restriction that does not

depend on the temperature or disorder, meaning that the multiplicity of the infinite blue clusters

may very well be a property that extends beyond the ±J Ising spin-glass on the Zd lattice (though

there appears to be no obvious way to prove this with current tools).

Nevertheless, the FE property does hold for the percolation of the constellation for
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r ∈ (0,1). The upper bound of 1 for the conditional percolation ratio is trivial, so we instead

focus on showing that the conditional probability of opening a blue or red is bounded away from

0. To do this, we need to consider carefully all the possible effects of cycle restrictions. In fact,

there are four distinct configurations of ωE\e that we have to consider based on the interaction

with a potential blue bond on e: 1) ωe = blue will not form any cycle, 2) it will form a cycle with

zero red bonds, 3) it will form a cycle with an odd number of red bonds, and 4) it will close a

cycle with an even number of red bonds greater or equal to 2.

2.5.1 Conditional Probability of Bond-opening

In case 1), the conditional probability of opening a blue or red bond is simply a ratio of

the Bernoulli weights of the three types of bonds (blue, red, closed) with proper entropic factors

(see Section 2.7):

1) :
pbl +2pre

pbl +2pre +4pcl
=

(1− r)(1+3r)
(1+ r)2 ∈ (0,1)

In case 2), a red bond cannot be open, and a blue bond can only be open if the cycle is balanced

(with respect to the underlying couplings J). This gives a Bayesian penalty (see Section 2.6) of

ferromagnetically signing Je [DSG99]:

2) :
pbl

pbl + pcl(1+ r−2)
=

1− r2

2
∈ (0,

1
2
),

where r−2 is the penalty factor. Note that the entropic factor of the closed bond pcl is absent as

the adjacent spin states are already fixed (by the existing blue bonds). In case 3), only a red bond

can be open, irrespective of the underlying couplings J:

3) :
pre

pre + pcl
=

r(1− r)
r(1− r)+ r2 = 1− r ∈ (0,1).
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Finally, in case 4), only a blue bond can be open, irrespective of the underlying couplings J:

4) :
pbl

pbl +2pcl
=

1− r2

1− r2 +2r2 =
1− r2

1+ r2 ∈ (0,1),

where the entropic factor of 2 for the closed bond comes from the allowance of the interaction

states in both replicas to be unsatisfied (see Section 2.7).

Note that the BK theorem alone (or analyses based on conditional percolation ratios in

general) does not establish the existence of an infinite constellation. To do this, one would need

to show the stochastic dominance [Hol74] of the percolation process of the constellation over a

Bernoulli percolation process with pc < 1/2. This only holds for certain lattices such as cubic

lattices [XWLD14] in d ≥ 3. Fortunately, the existence of the infinite constellation can be shown

indirectly through the existence of at least one infinite blue cluster even in dimension d = 2. We

will prove the latter in Section 2.8 using a general contour argument.

2.6 Bayesian penalty

The derivation of the Bayesian penalty of signing Je ferromagnetically is not new and

has been done to second order [GKN92, DSG99] for FK clusters on symmetric distributions of

J. We here present a sketch of its generalization to the Ising spin glass, which merely involves

squaring the penalty term to r−2. In our derivation, we assume bimodal disorder where J is

sampled uniformly from {−1,+1}E for simplicity.

Given a disorder configuration J, the Hamiltonian of two independent Ising replicas is

given by

HJ(σ
a,σb) =− ∑

<i j>
Ji j(σ

a
i σ

a
j +σ

b
i σ

b
j),
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and the partition function is given as

ZJ
β
= ∑

σa,σb

e−βH(J,σa,σb).

The probability measure over the two-replica system {0,1}×V is defined as

µJ
β
(σa,σb) = exp

(
−βHJ(σ

a,σb)
)
/ZJ

β
.

Let J̃ be any disorder configuration that differs from J in only the sign of a single edge, or

J̃ ∈ {J′ :
∥∥J′−J

∥∥
1 = 2}.

The Radon–Nikodym derivative [Nik30] of µJ̃
β

with respect to µJ̃
β

can then be easily bounded

by the ratio of the two respective partition functions as ZJ̃
β
/ZJ

β
∈ (r2,r−2), where r = e−2β. The

lower bound is met when J is ferromagnetic (or J =+1E) when we take β→ ∞, and the upper

bound is met by exchanging J and J̃.

If we consider an arbitrary CMR configuration ω ∈ {blue, red,closed}E (see Section 2.7)

that is allowed by both J and J̃, meaning that µJ
β
(ω) and µJ̃

β
(ω) are both nonzero, then we can

derive an upper bound to the Bayesian penalty of negating a coupling J (conditioned on ω) to be

P(J̃
∣∣ ω)

P(J
∣∣ ω)

=
Wβ(ω)/ZJ̃

β

Wβ(ω)/ZJ
β

=
ZJ

β

ZJ̃
β

< r−2,

where Wβ(ω) is the weight of configuration ω which is independent of the disorder J.
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2.7 The CMR representation

Here, we provide an Edwards-Sokal treatment of the CMR representation of the Ising

spin glass. We first begin by mapping the coinciding spins in the two replicas to a 4-state clock

model [AT43, Suz67]:

(σα,σβ) :{(+1,+1),(+1,−1),(−1,+1),(−1,−1)}

7→ θ :
{

0,
π

2
,π,

3π

2

}
,

where the equivalent Hamiltonian can be written as

E =−2 ∑
<i j>

Ji j cos(θ j−θi) =−2 ∑
<i j>

Ji j cos(∆θi j)

In this 4-state representation, the bond constraints can be equivalently enforced as

• Blue only if Ji j cos(∆θi j) = 1.

• Red only if Ji j cos(∆θi j) = 0.

To recover independent Boltzmann distributions for the two replicas (at inverse temperature β),

we assign the densities {pbl, pre, pcl} to the blue, red, and closed bonds respectively as follows

(also Eq. 2.3 in main text):

pbl = 1− r2 pre = r(1− r) pcl = r2,

where r = e−2β. A simple way to check this is from the following allowance matrix [CH94],


1

e−2β

e−4β

=


1 0 1

0 1 1

0 0 1




pbl

pre

pcl

 ,
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where the rows of the matrix correspond to the interaction states and the columns correspond

to the bond states. An element of 1 means that the constraint between the interaction and bond

states is satisfied.

In the ES representation, when opening a bond on e does not form any new cycle, then

a blue bond on e allows only 1 interaction state ∆θe = 0, a red bond allows 2 interaction states

∆θe = {π/2,3π/2}, and a closed bond allows all 4 interaction states. Therefore, when doing

probabilistic analysis (in Section 2.5 and 2.8), these “entropic” weights (or multiplicity factors)

have to be properly accounted for.

Finally, we make the important point that the CMR representation is a correct represen-

tation3 of the Boltzmann distribution of the spin-overlaps q, because any overlap statistics can

be directly recovered from the cluster statistics. In fact, the two-point correlation 〈qiq j〉 is given

by [MNS08]

〈qiq j〉= P
(
i←→ j via even number of red bonds

)
−P
(
i←→ j via odd number of red bonds

)
,

and the third-order susceptibility [BMI81] is given by

χ3 =∑
i

{
P
(
0←→ i via even number of red bonds

)
−P
(
0←→ i via odd number of red bonds

)}
,

where←→ denotes that two vertices are in the same constellation. From this we see that if there

is at least one infinite blue cluster, then there must be some ordering of q (at least localized at a

constant fraction of the lattice), which one can observe through simulations. However, if there are

multiple infinite blue clusters of the same size, then their contributions may average out globally,

3In the context of computational physics, this means that cluster updates based on the CMR representation satisfy
detailed-balance.
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meaning that the nonlinear susceptibility χ3 may not diverge, making experimental observations

of the percolation transition difficult.

2.8 The Peierls-DeSantis-Gandolfi Contour

In the original contour argument discovered by Peierls [LM98], the finite Tc of the 2d

ferromagnet was shown via the comparison between the entropy and energy penalty of all

excitations enclosed in a contour. Later on, this argument was extended by De Santis and

Gandolfi [DSG99] to show the existence of an infinite cluster for FK percolation on the Ising spin-

glass. The contour argument that we describe here follows the same conceptual route, with the

difference being that we are working with the blue clusters in the CMR representation [CMR98],

from which one can recover the statistics of the overlaps q.

2.8.1 Contour Partition

Here, we consider the infinite square lattice Z2 with edge set E, and an arbitrary vertex in

the lattice that we refer to, WLOG, as the origin O ∈ V . We denote a closed cycle in the dual

lattice as γ, which contains O in its interior. The bond configuration is given everywhere on the

lattice, ωE\γ, except on the edges that the contour crosses. Based on the underlying 1) frustration

profile of the spin couplings J, 2) the existing open bonds of the configuration ωE\γ, and 3)

the red-bond parity of the configuration, it is possible to partition the contour into four subsets.

This partition is done in two steps. In the first step, we partition the contour into 2 based on the

balancedness of the potential new cycles. In the second step, we further partition the contour into

2×2 = 4 based on the parity of the red bonds in the potential new cycles. The partition is done

such that we can guarantee the possibility of opening blue bonds simultaneously in any one of the

four partitions. See Fig. 2.2 for a visual illustration of the partition.
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Figure 2.2: The PDG (Peierls-DeSantis-Gandolfi) contour can be partitioned into four quadrants.
Any cycle formed with bonds exclusively in the left (right) contour partition must be balanced,
and any cycle crossing from left to right may be unbalanced (thus potentially being forbidden).
In the worst case, this means that all open bonds in the contour are restricted to the right (or left).
Furthermore, any cycle (including cycles formed with bonds in the contour) must contain an
even number of red bonds, and this restriction (in the worst case) further partitions the contour
such that blue bonds are restricted to the upper-right quadrant.

31



To be more exact, we first note that the contour γ necessarily separates the bond con-

figurations ωE\γ into an interior and exterior component, and the two components can only be

connected by opening bonds in the contour (by the Jordan curve theorem [Mun14]). Furthermore,

we can only generate a new cycle (of open bonds) that is linearly independent [Oxl06] from the

existing cycles if we open at least two bonds on the contour. The new cycle may be balanced or

unbalanced. Based on the configuration ωE\γ and the fact that the sign of a cycle is multiplicative

under symmetric difference of cycles [Zas13], it is possible to partition the contour into two

subsets {γ1,γ2} (not necessarily unique), such that if we open two bonds in either one subset, any

potential new cycle must be balanced. However, if we open two bonds one in each subset, then

we may generate an unbalanced cycle. Since we cannot generate an unbalanced cycle with only

blue bonds, this means that in the worst case we can only open blue bonds simultaneously in one

of the two partitions, which we assume WLOG to be γ1.

We see that the balancedness restriction has constrained the opening of blue bonds to

the partition γ1. Now, we will discuss how the red-bond-parity restriction will further constrain

the opening of blue bonds to a partition of γ1 itself. We first recall that a cycle must contain an

even number of red bonds, and the parity of red bonds is additive under the symmetric difference

of cycles. This means that it is possible to sub-partition γ1 further into two subsets, {γ11,γ12},

such that if we open two blue (or red) bonds if either one subset, any potential new cycle must

contain an even number of red bonds. However, if we open two blue (or red) bonds one in each

subset, then we may generate a cycle with an odd number of red bonds, which is forbidden. This

means that in the worst case we can only open blue bonds simultaneously in one of the two

sub-partitions. In the end, we have four partitions of the contour, {γ11,γ12,γ21,γ22}. In the worst

case, blue bonds can only be open in one of the four partitions.
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2.8.2 Finitude of Zero-energy Contours

Given the fact that the opening of blue bonds is restricted to a single partition, the goal

now is the compute the conditional probability (conditioned on arbitrary ωE\γ) that there are no

blue bonds along the entire contour γ. We first recall that the Bernoulli weight of a blue bond

is 1− r2, a red bond is r(1− r) with multiplicity 2, and a closed bond is r2 with multiplicity 4.

In the worst case, this means that the event of opening a blue bond is weighted by a = 1− r2 at

each edge, and the event of not opening a blue bond is weighted by b = 2r(1− r)+4r2 at each

edge. If we let the circumference of the contour be l, and the lengths of the four partitions be

{l1, l2, l3, l4}, which adds up to l, then the probability of not opening any blue bonds along the

entire contour γ (or the contour being zero-energy) is bounded above by

P(no blue bonds in γ
∣∣ ωE\γ)≤

bl

∑
4
i=1(a+b)libl−li−3bl

=

(
∑

4
i=1(a+b)libl−li

bl −3
)−1

(AM-GM)
≤

(
4
(a+b

b

)l/4
−3
)−1

where the term −3 is due to the quadruple-counting of the event of the contour being zero-energy

(or not containing any blue bonds). AM-GM stands for the inequality of arithmetic and geometric

means, which in this context gives an upper bound by setting the four contours equal to l/4.

Using the fact that the number of contours enclosing O of circumference l is bounded

above by l3l , we see that if the following infinite series converges, or

∞

∑
l=1

l3l
(

4
(a+b

b

)l/4
−3
)−1

=
∞

∑
l=1

l3l
(

4
(1+ r

2r

)l/4
−3
)−1

< ∞,

then the total number of contours in the entire lattice that do not cross any blue bond is almost

surely finite (by Borel-Cantelli [CE52]). It is easy to check that the sum is guaranteed to converge

when r < 1/161. In other words, there is, with probability 1, at least one infinite cluster of blue
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bonds in the lattice if r < 1/161, or when the temperature T is bounded above by

T <
2

ln(161)
≈ 0.4, (2.6)

where we used the identity r = e−2/T . This result extends to any planar lattice whose dual has a

finite maximum degree. In general, if the maximum degree of the dual lattice is k, then the upper

bound for r is given by

r <
1

2k4−1
.

For hypercubic lattices, it can be shown that the entropy of the contour decreases with dimension

d [LM98], meaning that this result holds for any hypercubic lattices in d ≥ 2 as well.

2.8.3 Dilution and Continuous Disorder

In the presence of dilution, we can denote the probability of having a zero coupling

J = 0 to be 1− p, independent for each edge. In this case, we can partition the contour into

five partitions of lengths {l1, l2, l3, l4, l5}, where the fifth partition contains the diluted bonds.

Following a similar derivation, we can show that the probability of the contour not containing any

blue bond (only containing red, closed, or diluted bonds) is bounded above by

P(no blue bonds in γ
∣∣ ωE\γ)

≤
l

∑
l5=0

(
l
l5

)
pl−l5(1− p)l5

(
4
(a+b

b

)(l−l5)/4
−3
)−1

l�1
=

l

∑
l5=0

1
4

(
l
l5

)(
p
( b

a+b

)1/4
)l−l5

(1− p)l5

=
1
4

(
p
( b

a+b

)1/4
+(1− p)

)l
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The infinite series converges,

∞

∑
k=1

lkl 1
4

(
p
( 2r

1+ r

)1/4
+(1− p)

)l

< ∞,

if p > (k−1)/k and

r <
(

2
(

1− k−1
kp

)−4
−1
)−1

.

More generally, for continuous distribution of disorder (such as standard Gaussian dis-

order), we can set an arbitrary small magnitude ε > 0 below which we consider the coupling

to be diluted, in which case the upper bound for r can be derived by considering an effective

±J model of coupling magnitude ε and dilution ratio p = 1−Erf(ε/
√

2). One may then opt to

optimize ε such that the upper bound for r is maximized. This is not particularly illuminating (but

nonetheless can be easily done numerically), so we shall leave this step out.

2.9 Numerical simulations

We perform Monte Carlo simulations of the bimodal, Gaussian, and maximally frustrated

[PHR+20, HJO+18] Ising spin glasses in 2d and 3d (6 distinctive models) to study the CMR

cluster statistics on them. The 2d lattices are periodic and sized L = {16,24,32,40,48}; the 3d

lattices are periodic as well and sized L = {6,8,10,12}. For each size, we generate 80 disorder

realizations, and for each realization, we use 30 temperatures spaced geometrically in β ∈ [0.3,3]

for the 2d lattices and β ∈ [0.1,2] for the 3d lattices. At each temperature, we initialize two

independent replicas in order to collect spin-overlap and cluster statistics. For the simulation, we

perform 219 Metropolis sweeps [MRR+53] with a parallel tempering [MP92] routine in between

each sweep where two neighboring temperatures are exchanged based on a suitable acceptance

ratio. The statistics is only collected over the last quarter of the simulation to allow the system

sufficient time to equilibriate.
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There is already a plethora of numerical studies done for the 6 models we consider

here [Hou01, HH04, KKY06, PHR+20, HJO+18, PDV21b], with a strong emphasis on the

Binder cumulant of the spin overlap g(q),

overlap: q =
1
N ∑

i
σ

a
i σ

b
i Binder cumulant: g(q) =

1
2

(
3− 〈q

4〉

〈q2〉
2

)
,

so we will not repeat these results here. As aforementioned, we will instead focus on the statistics

of the CMR clusters, and investigate their properties near criticality. In particular, we will record

1) the cluster size distribution (CSD) of the blue clusters, 2) the number of distinct blue clusters

in the infinite constellation, and 3) the relative sizes of these blue clusters.

2.9.1 Cluster size distribution (CSD)

We do not report the CSDs for the constellations as they are uninteresting. The critical

transition is just the standard second-order type, with a clear separation of the subcritical and

supercritical phases at an unique temperature. In both phases, the distributions of the finite

constellations for all lattice sizes collapse to a single curve.

The CSDs for the blue clusters are far more interesting. For all the models studied,

there appears to be a subcritical phase and a critical phase persisting down to T = 0, with the

supercritical phase being absent. In the subcritical phase, the CSDs for all lattice sizes collapse to

a curve as well. In the critical phase however, the CSDs of the blue clusters appear nearly straight

on a log-log plot, suggesting polynomial decay. There is also a clear bump for large cluster sizes,

which may be a signature of the multiplicity of infinite blue clusters. We show the CSDs of the

blue clusters for the 2d and 3d bimodal spin-glass in Fig. 2.3, with the Gaussian and frustrated
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models displaying similar behaviors (not shown).

2.9.2 Multiplicity of infinite blue clusters in the infinite constellation

We also count the number of large blue clusters (spanning at least 0.05 of the lattice

size) in the infinite constellation. For all the 2d models, the multiplicity of such clusters for

all lattice sizes cross/converge at 4 in the simulated temperature range; for all the 3d models,

they cross/converge at 2. The higher cluster multiplicity for the 2d models may be due to a

higher bond-percolation threshold of the 2d square lattice [Kes80] compraed to the 3d cubic

lattice [XWLD14]. The temperature at the crossing appears to be slightly offseted from the Tc of

the q-ordering as estimated in previous numerical works [KKY06]. Most importantly, they agree

with the lower bound Tc ≥ 0.4 we derived rigorously in the in Section 2.8.

2.9.3 Sizes of the infinite blue clusters

It has been argued and verified numerically that the spin-glass order parameter q can be ap-

proximated by taking the difference between the sizes of the largest two blue clusters [MNS08] rel-

ative to the lattice size. Here, we further corroborate this argument. In particular, for the bimodal

and Gaussian models in 2d and 3d, there is a clear domination of the largest cluster, agreeing

with previous results for a clear q-ordering for these models [Hou01, HH04, KKY06, MPRT+00].

However, for the maximally frustrated models [PHR+20, HJO+18], the sub-dominant

clusters appear to also play important roles. In the 3d case, the sizes of the largest two clusters

are almost equal (in fact, they both converge to 0.5 as the lattice size is increased), which agrees

with the non-q-ordering behavior of this model [PDV]. In the 2d case, the behavior is much more

interesting, as the 4 clusters from the largest to the fourth-largest all span a constant fraction of the

lattice. In fact, it appears that the size of the largest cluster equals the sum of the 3 subdominant
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ones, agreeing with the non q-ordering behavior of this model [PHR+20].

These numerical results are reported in Figs. 2.4 and 2.5. And we conclude that the cluster

statistics of the CMR representation to be better suited to studying the nature of spin-glass phase

transition compared to the ordering of spin overlaps q.
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Figure 2.3: The cluster size distributions (CSDs) for the 2d and 3d bimodal (±J) spin glass.
In the subcritical/high-temperature phase (the left-most figures), the CSDs for all lattice sizes
collapse into a single curve. In the critical/low-temperature phase (the right two figures), the
CSDs clearly display critical behaviors, with a straight line followed by well-separated bumps,
possibly indicating the multiplicity of the infinite clusters. The critical phase appears to span a
range of temperatures, possibly down to T = 0. The CSD data for the Gaussian and frustrated
models are similar to the bimodal model and are not shown.
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Figure 2.4: Statistics of infinite blue clusters in the infinite constellation is gathered for the
disordered 2d models. We show the multiplicity of the infinite blue clusters in the left figures,
and their relative sizes over the largest simulated lattice size in the right figures. The crossings of
the multiplicity curves for different lattice sizes appear to converge to 4 at a temperature T > 1
(convergence from the right to the dashed red line) depending on the disorder measure. On the
right of the red line (high temperature), the growth behaviors of the 4 largest blue clusters appear
to be similar for all disorder measures. However, on the left of the red line (low temperature),
their behaviors differ significantly. In particular, for the frustrated model, none of the clusters
appear to dominate the lattice, and the size of the dominant cluster appears to equal to the sum
of the three sub-dominant ones.
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Figure 2.5: Statistics of infinite blue clusters in the infinite constellation is gathered for the
disordered 3d models. We show the multiplicity of the infinite blue clusters in the left figures,
and their relative sizes over the largest simulated lattice size in the right figures. There is
a clear crossing/convergence at the multiplicity of 2 at a temperature T > 1 (noted by the
dashed red line) depending on the disorder measure. The growth behaviors of the 2 largest blue
clusters appear to be similar at high temperatures for all disorder measures. However, their
low-temperature behaviors differ significantly. In particular, for the frustrated model, the sizes
of the largest two clusters appear almost equal.
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Chapter 3

Der Ring des Frustration in d =+∞:

frustrated loops on the bipartite graph

3.1 Introduction

In the previous section, we talked about the critical Ising spin-glass on a hypercubic lattice

in d ∈ [2,+∞). Now buckle up, because we are heading to d = +∞. Ok, that was a bit overly

dramatic (and slightly dishonest). What we are really looking at is a rather artificial spin-glass

model generated on a bipartite graph, whose isoperimetric dimension is d = +∞ [Oss78]. By

bipartite, we really mean a full-blown complete bipartite graph, not some hybrid creature bred

solely for the convenience of demonstrating quantum supremacy [RVOG+15]. For those tuning

in late, a complete bipartite graph is a graph with two nodal partitions that admit all possible

inter-connections (but no intra-connections), and a weighted complete bipartite graph is endeared

with the name restricted Boltzmann machine (RBM) by the folks in Silicon Valley.

The topic of this chapter is the artificial generation of weighted bipartite graphs which

one can treat as an optimization problem by trying to find their ground states. The generated
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instances are referred to as optimization benchmarks and are used to test the performance of

various optimizers. We use the bipartite graph because it supports reasonably general problem

structures while still allowing for some control over the hardness of the generated problems.

The generative algorithm relies on superimposing (or summing) frustrated cycles on a

bipartite graph (see Fig. 1.1), with the magnitude of the negative weight smaller than the magni-

tudes of the three positive weights. By simply increasing the magnitude of the negative edge, the

complexity of the resulting problems goes through two distinct phase transitions: from polyno-

mial time complexity O(nb), to sub-exponential complexity O(eb
√

n), and finally to exponential

complexity O(ebn). Another parameter that we can tune is the loop density, which is analogous

to the clause density for SAT instances, from which we observe the expected easy-hard-easy

complexity transition [GW94].

The generated problems are MAX-2-SAT instances1 with the solution planted, meaning

that the optimum is known to the party generating the instances (but clearly not to the party

solving them [Gol01]). This is necessary for efficient evaluation of the performance of the

solver under testing. Without the planted solution, it would be exponentially hard to verify the

correctness of the solver, as the MAX-2-SAT problem is NP-hard [GJ90]. In consistency with the

vernacular of statistical physics (and machine learning) that we use throughout this thesis, we

formulate the MAX-2-SAT problem as follows,

Find a configuration of v ∈ {−1,1}n and h ∈ {−1,1}m

such that the following energy function is minimized:

E(v,h) =−
(
∑
i j

Wi jvih j +∑
i

aivi +∑
j

b jh j
)
,

(3.1)

1See Ref. [GJ90] for a comprehensive review of SAT and MAX-SAT problems.
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where a∈Rn, b∈Rm, and W∈Rn×m. For those disagreeing with how this is what a MAX-2-SAT

problem looks like, see Section 3.2 for a discussion of how the canonical MAX-2-SAT form can

be recovered.

From here on, we refer to any such problem with some fixed {a,b,W} as an RBM instance.

Note that any MAX-2-SAT problem (on any graph) can be reduced to an RBM instance, but for a

complete graph, this reduction involves doubling the number of boolean variables and introducing

clauses of large weights (see Section 3.2.2), thus introducing unnecessary computational and

memory burden in a practical implementation of the algorithm. Therefore, it is still useful to

have an algorithm capable of generating instances directly corresponding to an underlying graph

structure. In this paper, we focus on generating instances directly on bipartite graphs, though our

algorithm can be easily extended to any underlying graph structure (see Section 3.4.8).

The quantity E(v,h) as appeared in Eq. (3.1) is referred to as the Ising energy in the field

of statisitcal physics, and RBM energy in the field of machine learning. The nodal configuration

with the minimum RBM energy (or RBM ground state) corresponds to the mode of the RBM

joint PMF (probability mass function) [FI12]. Finding the mode of the joint PMF allows for

a much more efficient sampling of the PMF [SS12, Gey91, TH01, MPBDV20], which helps

improve the RBM pre-training in both decreasing the number of iterations to convergence and

minimizing the KL-divergence [KL51, SW11, PS01]. A brief extension of this discussion will be

presented in Section 3.7, and a more thorough treatment of this topic will be given in our related

work [MPBDV20] presented also in Chapter 5 of this thesis.

This chapter is organized as follows. In Section 3.2, we show explicitly the reduction of a

general weighted MAX-2-SAT problem into an RBM instance with Ising-type coupling [MM09].

In Section 3.3, we introduce the frustration ratio [Zas13] in the context of a gauged RBM, and
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discuss its connection to the population of local minima. In Section 3.4, we introduce the random

frustrated loop algorithm and propose a general method for direct control of the frustration ratio.

We also investigate some of its interesting mathematical properties, and discuss the limitations of

the algorithm in its original form. In Section 3.5, we make improvements on the algorithm by

giving the loops certain geometrical structures, and we term the new algorithm structured loop

algorithm. We show analytically that the new algorithm has the ability to generate hard instances

in the regime of high loop density. In Section 3.6, we study empirically how the hardness of the

generated instances scale with RBM size, frustration ratio, and loop density. We observe the

hardness peaks [GW94] with respect to the loop density for systems of different sizes, and present

a double phase transition driven by the frustration ratio in the hardness scaling behavior with

respect to the system size. We also provide empirical justification of the hardness improvement

of the structured loop algorithm over the random counterpart. In Section 3.7, we offer a heuristic

discussion on some practical applications of this work to the task of pre-training an RBM, in

preparing for Chapter 5 of this thesis.

If the interest of reader is only the generation of frustrated RBM instances, we direct the

reader to Section 3.4.9 and 3.5.1 respectively for the random and structured loop algorithms,

where the pseudocode for the generation method is given.

3.2 From Weighted MAX-2-SAT to Bipartite Spin Glass

The goal of this section is to show that any given weighted MAX-2-SAT instance can

be reduced to an RBM instance with Ising-type couplings (meaning that the nodal values are

{−1,1}). Similarly, any given RBM instance can also be converted back into a MAX-2-SAT

instance. This means that we can effectively test the performance of a weighted MAX-2-SAT

solver on the corresponding RBM instance.
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The conversion from an RBM instance to a weighted MAX-2-SAT problem is relatively

straightforward and will be described in Section 3.2.5. The reduction from a weighted MAX-

2-SAT instance to an RBM instance is less obvious and is done in three stages. First, we

reduce a general weighted MAX-2-SAT instance into a QUBO (quadratic binary optimization)

problem [BHT07]. Then, we reduce the QUBO problem into a larger QUBO problem of bipartite

form. Finally, we convert the binary node values of {0,1} into {−1,1}, and introduce two extra

spins to incorporate the biases.

3.2.1 From Weighted MAX-2-SAT to QUBO

A QUBO instance is the problem of maximizing the following quadratic polynomial

n

∑
i=1

Bixi +
n

∑
i=1

n

∑
j=i+1

Qi jxix j (3.2)

over the binary variables x ∈ {0,1}n, with the coefficients Bi and Qi j being real. The reduction

from a weighted MAX-2-SAT problem to a QUBO problem is rather straightforward, and it

simply involves converting each clause into the equivalent QUBO form

(xi∨ x j)→ xi + x j− xix j,

(¬xi∨ x j)→ 1− xi + xix j,

(xi∨¬x j)→ 1− x j + xix j,

(¬xi∨¬x j)→ 1− xix j.

The correctness of the conversion can be easily verified by treating a true assignment as 1 and

a false assignment as 0, and plugging the corresponding binary values into the right-hand side

(RHS) of the above expressions. We then sum the QUBO terms corresponding to all the clauses
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weighted respectively, and the resulting expression is in the QUBO form if we ignore the constant

offset. It is not hard to see that maximizing the summed weights of the satisfied clauses is

equivalent to maximizing the quadratic polynomial in Eq. (3.2).

3.2.2 Bipartite Conversion

A bipartite QUBO instance involves binary variables in two disjoint sets, which we can

denote as v ∈ {0,1}n and h ∈ {0,1}m, and every quadratic term in the polynomial is composed

of a variable from each set

n

∑
i=1

aivi +
m

∑
j=1

b jh j +
n

∑
i=1

m

∑
j=1

Wi jvih j, (3.3)

where v ∈ {0,1}n and h ∈ {0,1}m. The underlying bipartite graph is then Kn,m for this bipartite

QUBO problem.

For any given general QUBO instance (Eq. (3.2)) with n variables, we can always convert

it into a Kn,n bipartite QUBO instance, such that the optimal truth assignment of one set of

variables, say v, corresponds to the optimal truth assignment of the original QUBO instance. We

can let the bipartite QUBO instance be

E(v,h) =E0(v,h)+C(v,h)

=
n

∑
i=1

Bivi +
n

∑
i=1

n

∑
j=i+1

Qi jvih j +C(v,h),
(3.4)

with C(v,h) being some penalty function (in QUBO form) ensuring the invariance of the max-

imum under the bipartite conversion. Note that since both E0 and C are in QUBO form, the

addition of the two constitutes a QUBO instance.
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The purpose of the penalty function C is to ensure that v = h is satisfied at the maximum

of E(v,h). This is done by constructing C(v,h) such that whenever an assignment deviates from

the condition v = h, the function generates a cost large enough to overcome the increase in the

value of the polynomial E0(v,h) through the relaxation of the v = h condition. This necessarily

implies that the maximum of E(v,h) is the same as the maximum of E(v,v), with the latter

being equivalent to the polynomial of the original QUBO instance (3.3) up to a constant offset.

Therefore, the maximum of (3.3) is the same as the maximum of (3.4), and the correctness of

the reduction is guaranteed. An explicit construction of the penalty function C(v,h) is given in

Appendix A.1.

3.2.3 Conversion to {−1,1} Binary Values

In this work, it is convenient to restrict the binary variables of the optimization problem to

be {v′,h′} ∈ {−1,1}n+m, so that the quadratic terms essentially describe Ising-type couplings

between the variables. We shall, from here on, refer to v′ as visible spins and h′ as hidden spins,

with the two names descending from the naming conventions of statistical mechanics and machine

learning.

The conversion from the old binary variables, {v,h} ∈ {0,1}n+m, to the new binary

variables, {v′,h′}= {−1,1}n+m values can be simply performed as follows

v′ =−1+2v, h′ =−1+2h.

With this conversion, the original QUBO polynomial (see Eq. (3.4)) can be written in terms of the
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new binary variables as

E(v′,h′) =
n

∑
i=1

ai
v′i +1

2
+

m

∑
j=1

b j
h′j +1

2
+

n

∑
i=1

m

∑
j=1

Wi j
v′i +1

2

h′j +1

2

=
n

∑
i=1

1
2
(ai +

m

∑
j=1

Wi j)v′i +
m

∑
j=1

1
2
(b j +

n

∑
i=1

Wi j)h′j +
n

∑
i=1

m

∑
j=1

Wi j

4
v′ih
′
j

+(
n

∑
i=1

ai

2
+

m

∑
j=1

b j

2
+

n

∑
i=1

m

∑
j=1

Wi j

4
).

We can define the new linear and quadratic coefficients to be a′i =
1
2(ai +∑ j Wi j), b′j =

1
2(b j +

∑iWi j), and W ′i j =
Wi j
4 , respectively. Furthermore, we can choose to ignore the last bracketed term

since it is just a constant offset independent of the {v′,h′}. The polynomial can then be rewritten

as

E ′(v′,h′) =
n

∑
i=1

a′iv
′
i +

m

∑
j=1

b′jh
′
j +

n

∑
i=1

m

∑
j=1

W ′i jv
′
ih
′
j,

which is in the same form as the original QUBO polynomial.

From now on, we will discard the prime symbols on the coefficients and the binary

variables in the polynomial expression, and we will always assume that the binary variables

take values {−1,+1}. As it is the convention in the field of machine learning, the RBM energy

is often equipped with a total negative sign, meaning that maximizing a QUBO polynomial is

equivalent to minimizing the corresponding RBM energy

E(v,h) =−
(
∑
i j

Wi jvih j +∑
i

aivi +∑
j

b jh j
)
.

We will also follow this convention in this paper.
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3.2.4 Biases as Ghost Spins

The linear coefficients in the RBM energy are referred to as biases. The bias terms can be

interpreted as spins interacting with some external field. In some cases, it is convenient to express

this interaction as a two-body interaction between a spin and some imaginary fixed spin, or ghost

spins [Gri67] with a coupling strength proportional to the external field.

To be more precise, we can define additional weight elements, Wi,m+1 = ai and Wn+1, j = b j,

and two additional spins, vn+1 = 1 and hn+1 = 1, so that the RBM energy can be expressed

compactly as

E(v,h) =−
n+1

∑
i=1

m+1

∑
j=1

Wi jvih j.

In this form, the linear terms are absorbed into the quadratic terms, resulting in a fully quadratic

expression.

3.2.5 Inverse Conversion

In addition to converting a weighted MAX-2-SAT instance into an RBM instance, the

inverse conversion is also possible. Given an RBM instance, one way that the conversion can

be performed is by breaking each Ising coupling up into two clauses, with the form of the two

clauses dependent on the sign of the coupling. The coupling is broken up as follows

Wi jvih j→


2Wi j(vi∨¬h j) ∧ 2Wi j(¬vi∨h j) if Wi j ≥ 0,

(−2Wi j)(vi∨h j) ∧ (−2Wi j)(¬vi∨¬h j) if Wi j < 0,

where +1 is interpreted as a true assignment and −1 is interpreted as a false assignment; the ∧

operation can be interpreted as a plus sign.
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It can easily be verified from the RHS of the above conversion that when a bond is satisfied

(say vi = h j when Wi j > 0), then both clauses will be satisfied, and if the bond is violated (say

vi 6= h j when Wi j > 0), then only one clause will be satisfied. This results in an energy penalty of

2|Wi j| (corresponding to the violation of one clause) whenever a bond is violated, and this agrees

with the left-hand side (LHS) expression.

If we consider an n×m RBM with a weight assigned for every pair of visible and hidden

spins, then there are clearly nm bonds, which break up into 2nm clauses in this conversion scheme.

The clause density of the weighted MAX-2-SAT is then

ρ =
2nm

n+m
.

If m scales linearly with n, then the clause density is clearly of order O(n), which is extensive

with respect to the system size. In this regime of clause density, it is generally difficult to generate

planted instances of sufficient hardness if the clauses are formed in a completely random fashion2

[KV06]. In Section 3.6.4, we address this problem by presenting an algorithm that enforces

certain weight structures on the RBM, which results in hard instances at high clause density.

3.3 Frustration of RBMs

In this section we formulate an RBM instance entirely in terms of its corresponding weight

matrix, and express the action of a spin flip as vertex switching [Zas13], which is defined as the

negation of the signs of a certain subset of weight elements. We then introduce a measure of

the hardness of an RBM instance known as the frustration ratio [Zas13, MM09] and discuss its

relationship to the population of local minima of the RBM instance. For simplicity, we assume

2In the context of k-SAT, this means that we are forming the boolean formula by uniformly sampling clauses
agreeing with the planted solution. In the context of RBM instances, this means that the frustrated loops are dropped
on the bipartite graph randomly (see Section 3.4.10).
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from here on that the RBM is unbiased [FI12] (unless specifically mentioned), meaning that

we can set a = 0 and b = 0. Note that most of the results derived in this paper can be easily

generalized to a biased RBM.

3.3.1 Vertex Switching as Local Gauge Transformation

Given any spin configuration s = {v,h} of the RBM, we can negate the signs of (or flip)

a portion of the spins and arrive at some new configuration s′ = {v′,h′}. This is equivalent

to negating a certain subset of the weight elements. We formally define the vertex switching

operation as follows.

Definition 3.3.1 (Vertex Switching). Given an n×m RBM with weight matrix W and two states,

s = (v,h) and s′ = (v′,h′), we define the vertex switching operation, Gss′ : Rn×m 7→ Rn×m, on the

weight matrix,

Gss′(W) = W′,

such that for ∀i, j,

Wi jv′ih
′
j =W ′i jvih j.

Remark. It is easy to verify that the switching operation is symmetric with respect to its two

subscripts, or

Gss′ = Gs′s.

Furthermore, the operations form an abelian group action on W, or more specifically,

∀s,s′,s′′, Gss′′ = Gss′Gs′s′′ = Gs′s′′Gss′.

Given two states, s and s′, it is convenient for us to refer to the set of matrix indices,

F = {(i, j)
∣∣ v′ih

′
j =−vih j}, as the switching subset from s to s′. An alternative construction of

F is given in Appendix A.2. The vertex switching operation on each weight element can then be
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defined uniquely as

Gss′(Wi j) =


−Wi j if (i, j) ∈ F,

Wi j if (i, j) /∈ Fc,

where Fc = {(i, j)
∣∣ (i, j) /∈ F}. In some sense, the switching subset F(s,s′) defines the “transi-

tion” from state s to state s′ (or the inverse transition). A visual representation of the switching

subset is given in Fig. 3.1.

Given s and s′, we let W′ = Gss′(W) be the transformed weight matrix under the vertex

switching operation. If we denote E as the energy function of the RBM with weights W, and E ′

as the energy function with weights W′, then it is clear that E(s′) = E ′(s). Note that the energy

difference between the two states is given as

E(s′)−E(s) = E ′(s)−E(s) = 2 ∑
F(s,s′)

Wi jvih j, (3.5)

noting the weight elements are summed over the switching subset F(s,s′).

3.3.2 Gauge Fixing the RBM

In this work, it is convenient to let s be the ground state of the RBM and s′ =+1, then

we refer to W′ = Gs1(W) as the corresponding weight matrix that has been gauge fixed [FS78],

such that E ′(+1) = E(s) is the ground state energy. We shall refer to RBM with weights W′ that

has been gauged fixed as a gauged RBM; an equivalent definition of a gauged RBM is given as

follows.

Definition 3.3.2 (Gauged RBM). An RBM is said to be gauged if its ground state is +1.

Remark. Note that given any state s and weight matrix W with ground state s0, the state can
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Unflipped Visible Spins

Flipped Hidden SpinsUnflipped Visible Spins
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Flipped Twice

Not Flipped

Weight Matrix

Figure 3.1: Vertex switching illustrated in terms of the weight matrix. The elements in the
lower-left block are not flipped. The elements in the upper-left and lower-right blocks are flipped
once. The elements in the upper-right block are flipped twice, hence remain the same.

always be expressed equivalently in terms of a gauged RBM. To see this, we first realize that

G1s(W) = Gss0 ◦G1s0(W) = Gss0(W
′),

where W′ is the gauged weight matrix. And in the gauged RBM, the state can be expressed as

the transition from the ground state via the switching subset F(s0,s). See Fig. 3.2 for a visual

representation of how a 2×2 RBM is gauged.

We continue the discussion on certain properties of a gauged RBM in this subsection. We

first note that for a gauged RBM with weights W, the ground state energy is simply the sum of all

weights

E(+1) =−∑
i j

Wi jvih j =−∑
i j

Wi j(+1)(+1) =−∑
i j

Wi j.
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Figure 3.2: Gauging a 2×2 RBM; note that the new ground is the +1 state, and every edge
with only one end connected to a flipped spin is negated.
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From Eq. (3.5) we see that any other state s can be simply expressed as

E(s) = E(+1)+2∑
F

Wi j.

We then see that the energy gap between an arbitrary state and the ground state is twice the sum

of the weight elements in the corresponding switching subset. Note that for a gauged RBM,

the sum of the weight elements of any switching subset must be positive, otherwise we obtain

a configuration with a lower energy than the ground state configuration, thus contradicting the

definition of a gauged RBM. We call this the positive-sum condition, and it can be used to check

whether an RBM is gauged or not.

In practice, it is convenient to first generate the gauged RBM weight matrix by ensuring

that the ground state is kept at +1 (see Section 3.4.2), and then the weight matrix can be later

processed to have any given spin configuration s0 as the ground state by simply taking the inverse

gauge transformation. In fact, this procedure can be performed on any CSP problem on a general

graph structure that possesses local gauge symmetry.

As a historical sidenote, this procedure is referred to as gauge fixing in statistical mechan-

ics, which is common in the study of gauge fields. For the Ising model on a 2D lattice, there

is a polynomial time algorithm for gauge fixing the lattice, as the problem can be formulated

equivalently on the dual lattice as minimizing the L1 norms of strings [FS78, Bar82]. In fact, the

problem of gauge fixing is in fact equivalent to finding the ground state energy of the Ising spin

glass, and becomes an NP-hard problem for any non-planar graph [Ist00]. This means that the

RBM cannot be gauge fixed efficiently unless the ground state configuration is known beforehand.

In other words, we are essentially gauge fixing the RBM prior to generating the instance, and

ensure that the gauge is not broken in the generation process. Instances resulting from such
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generation procedures are referred to as planted instances [FPV18].

3.3.3 Metric

It is generally useful to define a metric [Hat02] on the spin configuration space of the

RBM, so we have a sense of how “different” or “far apart” two spin states are. A naı̈ve choice

would be to count the number of spins that are different between the two states, which is propor-

tional to the L1 distance or the so-called “Manhattan distance” [Kra86]. This metric is, however,

not particularly insightful if the underlying graph structure is bipartite. To see this most clearly,

we can flip all the spins and arrive at a state that is maximally far from the original state. However,

since an unbiased RBM possesses Z2 symmetry flipping all the spins will leave the energy invari-

ant. Therefore, given two states, a more useful distance would be based on the corresponding

switching subset, or |F(s,s′)|.

If we denote the number of visible spins different between the two states as n′ and number

of hidden spins different between the two states as m′, then we can write

|F(s,s′)|= nm′+n′m−2n′m′.

To normalize this quantity such that it ranges from 0 to 1, we define the distance as

d(s,s′) =
|F(s,s′)|

nm
.

Note that d generates a pseudometric space in which two states are distinguishable up to a global

spin flip, which is a desirable property. A detailed discussion of this distance is given in Appendix

A.2.

To see the usefulness of this metric, we first assume all the weight elements, W, and
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spins, s, are iid (identically and independently distributed), where Wi j is normal with mean µ and

variance σ2, and vi or h j has equal probabilities to be +1 or −1. We can then show that (see

Appendix A.3)

Var{W,s,s′}
(
E(s′)−E(s)

∣∣ d(s,s′) = d
)
= 4nmd(µ2 +σ

2),

so we see that the variance in the energy gap between two random states of a random RBM is

proportional to the distance between the two states.

3.3.4 Frustration

The frustration ratio of a weighted graph is defined at the ground state to be the ratio

between the sum of the magnitudes of the unsatisfied bonds and the sum of the magnitudes of all

the bonds. For a gauged RBM, it is simply the ratio between the sum of the absolute values of all

negative weight elements and the sum of the absolute values of all weight elements

f =
−∑Wi j<0Wi j

∑ |Wi j|
=

1
2

∑ |Wi j|−∑Wi j

∑ |Wi j|
. (3.6)

For a randomly generated RBM, the gaps of the low energy states are closely related to the

frustration ratio, both in terms of distance and energy. To see this directly, we consider the gap

between the ground state and the first excited state (the state with the second lowest energy).

Clearly, the weight elements in the switching subset of the first excited state must produce the

smallest (positive) sum out of all the switching subsets, and a switching subset with a greater

distance is in general more entropically favored. With these two observations in mind, we now

focus on the two regimes of the frustration ratio, small and large.

In the regime of small frustration, we can, for the sake of argument, assume that f = 0,
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meaning that for a gauged RBM, all weights are non-negative. In this case, a farther distance from

the ground state would imply that the cardinality of the switching subset is larger, corresponding

to a larger number of weight elements to be summed over. And since all weights are non-negative,

this would mean that it is less likely for the sum to be the smallest out of all switching subsets.

In other words, the entropic favoritism of a farther distance is suppressed by the requirement of

having the smallest sum, so the distance between the ground state and the first excited state is

usually close for an RBM with small frustration.

In the regime of larger frustration, however, this suppression does not occur, which is

due to the abundance of negative weights, making it likely for a switching subset of a large

cardinality to still produce a small sum through the cancellation of positive and negative weights.

It is then probable that the distance between the ground state and the first excited state to be far

for a highly frustrated RBM. This is, in fact, a general feature of spin glasses with typical graph

structures [MPV87].

3.3.5 Maximum Frustration

One interesting question (which as far as we know is open) is what the upper bound to

the frustration of an RBM of a given size is. This question is not only of mathematical interest,

but also of practical importance, since knowing the maximum frustration provides a reference

for evaluating the hardness of the generated instances to the maximal hardness in terms of the

frustration ratio.

If we consider the RBM instance to be the underlying bipartite graph of an arbitrarily

large quasirandom graph [CGW89] (such as a large Paley graph [BEH81]), then it can be shown

that there is no constant upper bound to the frustration ratio except for the trivial 0.53. This can

3If the frustration ratio is larger than 0.5, then the sum of all weight elements of the gauged RBM must be negative.
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be shown as a corollary of Theorem 4 stated and proved in Chung’s paper [CGW89], which we

do not state here as it is not directly relevant to our work.

Note that the argument holds only if the RBM is assumed to be arbitrarily large, which is

generally unrealistic in the context of training an RBM. In Appendix A.4, we then consider the

special case of a 2×m RBM, and show that the frustration ratio is bounded above by 0.25, which

is the maximum frustration that the loop algorithm can generate (see Section 3.4.3).

3.3.6 Local Minima

For the purpose of this work, we define a local minimum to be an RBM state which

does not yield a lower energy by flipping any one spin. This means that if a local optimization

algorithm (which operates through single spin-flips) were to arrive at this state, it will essentially

become “stuck” without the aid of any stochasticity. Therefore, we see that the population of

local minima of a generated instance is an important characterization of its hardness, as it relates

to the likeliness for a local optimizer descending in its energy landscape to be trapped, thus failing

to discover the ground state (or the global minimum).

In terms of the weight matrix of an RBM, it is easy to see that if we gauge a local

minimum to be the +1 state, then the sum of any row or any column of weight elements must

be non-negative, which is a weaker condition than the positive sum condition for the global

minimum (see Section 3.3.2). This is because the ground state must be a local minimum, but a

local minimum is not necessarily the ground state.

This means that we can take the switching subset to be the entire matrix, and break the positive-sum condition.
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3.4 Random Frustrated-Loop Algorithm

The frustrated-loop algorithm in its original form was proposed to generate spin-glass prob-

lems with known solutions to test the performance of the D-Wave quantum annealer [HJA+15].

Although the algorithm was initially proposed to be implemented on a 3D square lattice, it can be

easily generalized to any graph as long as it is not acyclic [Wes96]. For the purpose of this paper,

we focus on the case of a complete weighted bipartite graph [Wes96], which, as shown in Section

3.2.2, is general enough to represent a weighted MAX-2-SAT problem with any underlying graph

structure.

Due to the non-local connectivity of a complete bipartite graph, the algorithm in its

original form is unable to generate sufficiently hard instances at high loop densities (see Section

3.4.10), so we propose a modified version of this algorithm (see Section 3.5) that will be more

suitable for the generating hard instances on a complete bipartite graph. Before doing that,

however, we need to define a few concepts and recall how the original frustrated-loop algorithm

is implemented [HJA+15].

3.4.1 Cycle

In the language of graph theory, we can define a “loop” simply as a closed path on a graph

with non-repeating edges or vertices (a cycle) [Wes96]. On a bipartite graph, the length of a loop

must clearly be even, which we can denote as 2l (where l ≥ 2 is a positive integer). We again

resort to using the terminologies of RBM, and refer to vertices in one set as visible nodes and

vertices in the other set as hidden nodes.

To generate a random loop on an RBM, we start from a random visible node i1, then

“walk” to a random hidden node j1, then return to the visible layer on another random visible
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node i2, and so on. Note that for every iteration, the node selected must not be already within the

path, and the last iteration is a walk from jl back to the starting node, i1, to “close the loop”. This

cycle can be compactly expressed as

i1− j1− i2− j2− ...− il− jl− i1.

From an algorithmic standpoint, generating this loop involves very little computational

overhead as we can simply select l nodes from the visible layer and l nodes from the hidden layer

in some random order, and simply connect them based on the order that they are chosen. Each

edge in the loop can be assigned a weight as it corresponds to a two-body interaction between

some visible spin and a hidden spin.

3.4.2 Frustrated Loop

We provide here a brief discussion of the random frustrated-loop algorithm in its original

form [HJA+15]. The purpose of the algorithm is to generate an RBM instance with the ground

state being s = +1. Trivially, one can set all the weights to positive. However, as discussed

previously, this will result in an instance with zero frustration, or a ferromagnetic instance, and

it will be extremely easy to solve. To make the instance non-trivial, we have to intentionally

introduce negative weights in such a way such the ground state configuration +1 is kept invariant,

so we do not lose track of the planted solution.

One way of doing so is to generate a loop of length 2l and set all the edge weights in the

loop to +1 except for a single edge weight which we set to −1. Then it can be checked that the

ground state energy of this RBM subsystem is E = −(2l− 1)+ 1 = −2(l− 1), with a 2l-fold

degeneracy each corresponding to one of the 2l bonds to violate in this loop, with +1 being one

of the ground state violating the negative weight.
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Now, we can drop multiple loops on the graph and “sum” them together, meaning that

when an edge is shared by multiple loops, we sum the weight contributions from the multiple

loops at that given edge. And if an edge is not a part of any loop, then we set the corresponding

weight to 0. It is shown that this procedure leaves the ground state +1 invariant [HJA+15].

Note that there is no obvious way to directly control the frustration ratio of an instance

generated this way. As we shall see in later subsections the frustration ratio is affected by the

lengths of the loops, and the way that the loops intersect. To address this problem, we can fix the

loop length to be the smallest possible value, so that the frustration contribution of a single loop

is fixed (see Section 3.4.3). Second, we relax the condition that the negative weight in the loop

has to be −1, which enables direct tuning of the frustration ratio (see Section 3.4.4). Lastly, we

prohibit the negative weights from overlapping with the positive weights, so that the frustration

ratio does not decrease with increasing loop density (see Section 3.4.5).

3.4.3 Loop Atom

In the original algorithm, only loops above a certain length are kept [HJA+15], because it

is argued that small loops may lead to excessively difficult instances [HJA+15]. The reason for

this is because smaller loops contribute a larger frustration. To see this, consider a loop of length

2l, then we see that the frustration ratio of this subsystem is given as (see Eq. (3.6))

f =
1
2

(
1− 2(l−1)

2l

)
=

1
2l
,

implying that the frustration ratio scales inversely with the loop length. To keep the frustration

ratio in control, we then fix the lengths of all loops to the smallest value, which is 4. The instances

generated by these small loops are then expected to be hard, so we allow the hardness to be tuned
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down by altering the magnitude of the negative weight (see Section 3.4.4).

From here on, we refer to a frustrated loop of the smallest length as a loop atom. Note that

we are not sacrificing any generality by restricting the length of the loops to 4, as a frustrated loop

of any given length can be decomposed as the sum of loop atoms. To see this, we consider a loop

of length 2l which we wish to decompose, which we denote as i1− j1− ...− jl− i1. Without loss

of generality (WLOG), we assume that the edge with the negative weight is jl− i1. Now, let a

smaller loop of length 2(l−1) be i1− j1− ...− jl−1− i1, with the negative edge being jl−1− i1,

and let a loop atom be i1− jl−1− il− jl− i1 with the negative edge being jl− i1. Note that the

two loops intersect at i1− jl−1, with the contributions from the two loops canceling out, resulting

in the loop i1− j1− ...− jl− i1 with the negative edge being j1− i1, which is simply the original

loop that we wished to decompose. We can then repeat the decomposition on the length 2(l−1)

loop into a loop of length 2(l−2) plus a loop atom, and reiterate this procedure until the length

of the loop shrinks to 4. Thus, we see that a frustrated loop of length 2l can be decomposed into

l−1 loop atoms.

We then see that the loop atom is general enough to produce a frustrated loop of any given

length, and from here on, we shall always assume that an RBM instance is generated only with

loop atoms.

3.4.4 Tunable Frustration

Recall that the frustration ratio of a single loop atom is 0.25, which may give rise to

excessively difficult instances. To allow for tunability of the frustration ratio, we can relax the

condition that negative edge weight in the loop atom must be −1. Instead, we can set the negative

weight to be −α ∈ [−1,0], which guarantees the satisfaction of the positive sum condition (see
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Figure 3.3: Summing two-loop atoms results in a larger frustrated loop of length six. Note that
the frustrated edge from the left loop and the positive edge from the right loop cancel out.

Section 3.3.2). The frustration ratio contributed by this loop is then given as

f =
α

3+α
,

with f increasing from 0 to 0.25 as we increase α from 0 to 1. The ground state energy of

an instance generated by N of such loops is then −N(3−α), which we can use to verify the

correctness of the solver.

3.4.5 Intersection

Often times, two or more loops will “intersect”, meaning that they will share one or more

edges. They can either intersect constructively, meaning that all the weight contributions at the

intersected edge are of the same sign, or intersect destructively, meaning that not all weight

contributions are of the same sign. If we assume that the negative weight of the loop atom is

−1, then each loop contributes −(1+1+1−1) =−2 units of energy to the ground state energy,
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so if we have N such loop atoms, then the ground state energy is simply −2N. Therefore, the

expression for the frustration ratio in Eq. (3.6) can be reduced to

f =
1
2
− N

∑ |W |
.

If none of the loops intersect or if the they only intersect constructively, then it is easy to see that

∑ |W |= 4N, resulting in a frustration ratio of f = 0.25, or the maximum frustration that one can

generate using loop atoms.

Although constructive intersections do not change the frustration ratio, destructive in-

tersections decrease the frustration ratio. From here on, the term “intersection” is used to refer

solely to destruction intersection. To see how the frustration ratio is affected by intersections, we

consider the scenario where we drop a new loop atom randomly on a graph with existing loops,

then whenever an edge weight of the new loop opposes the sign of the existing weight on that

edge, we denote this occurrence as an intersection event.

If we denote the number of intersection events on the RBM as N×, then the frustration

ratio is given as

f =
1
2
(1− N

2N−N×
).

From Appendix A.5, we see that the expected number of intersection events, E(N×), starts from

0 and approaches N asymptotically from below as the number of loops increases. If we were to

approximate the expected value of the frustration ratio as

E( f ) =
1
2
(1− N

2N−E(N×)
),

then it is clear that the frustration ratio starts from 0.25 and approaches 0 as N increases, meaning
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that the frustration ratio decreases with increasing density of loops.

Intuitively, this makes sense. If the loop density is small, then it is unlikely that the loops

will intersect, so the frustration will remain at 0.25. As we increase the loop density, intersection

events become more common, and the frustration ratio will decrease due to cancellation of

positive and negative weights. If the loop density is sufficiently high, then the law of large

numbers will guarantee that all weights will be positive as positive contributions are three times

as dominant than negative contributions, and the frustration ratio will become zero. In short, the

frustration ratio is inversely correlated with the loop density in a random manner, so to prevent

any decay and uncertainty in the frustration ratio, it is necessary that we prohibit any form of

destructive intersections.

3.4.6 Generality

An interesting question regarding the generality of the loop algorithm is whether it is

possible to generate any RBM instance (which WLOG we here assume to be gauged) of frus-

tration f ≤ 0.25 with only loop atoms4. Before we extend on this discussion, we first point out

that it is trivially possible to generate any ferromagnetic instance (with all weights being positive)

using loop atoms, so the question can be formulated alternatively as whether any gauged RBM

matrix with f ≤ 0.25 can be expressed as a conical combination of loop atoms and a non-negative

matrix. A conical combination is essentially a linear combination with all the coefficients being

non-negative [FB53], where the non-negative coefficient condition is crucial here because we

cannot “negate” the sign of a loop atom as it will not guarantee invariance of the planted solution.

We now make the statement of this problem more concise. We can consider the weight

4Note that it is inconsequential whether the negative weight of the loop atom −α is tunable or fixed at −1, as a
tunable loop atom can always be expressed as some conical combination of four loop atoms with−1 negative weight.
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matrix w of an unbiased n×m RBM to be an nm dimensional vector. A loop atom lc can also be

considered a vector in the same vector space, with most of its components being zero. It can be

checked that there are k = 4
(n

2

)(m
2

)
possible loop atoms. Then the problem becomes whether we

can find a set of K non-negative numbers {x1,x2, ...,xk} such that the following is true

K

∑
k=1

xklk ≤ w.

If we denote L = [l1, l2, ..., lk], then the question can be made even more concise:

Does the system Lx≤ w have a solution with x≥ 0 ? (3.7)

This is a system of inequalities, with its dual problem given as follows [?]:

Does the system LT y≥ 0 have a solution with

wT y < 0 and y≥ 0?
(3.8)

Exactly one of the two statements, (3.7) and (3.8) above, can be true at a given instance, so

proving statement (3.7) true is equivalent to proving statement (3.8) false. In Appendix A.6, we

explicitly show that statement (3.8) is false for a 2×3 RBM. The result can be easily generalized

to a 2×m RBM. The general case of this question for an n×m RBM is (as far as we know) still

open.

3.4.7 Biases

In Section 3.2.4, we showed that any bias term can be expressed as an interaction be-

tween a spin and some fixed spin vn+1 or hm+1. In previous sections, we limited our focus

to only unbiased RBM instances, so the frustration contribution of the loop atom is restricted

by the positive sum condition, under the assumption that all four spins in the loop atom can
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be freely flipped, generating 8 possible switching subsets (up to a Z2 symmetry). However,

if the RBM instance is biased and the loop atom contains one or more fixed spins, then the

number of switching subsets decreases, which relaxes the positive sum condition slightly, and this

will result in a possible increase in the upper bound of the frustration contribution of the loop atom.

If the loop atom contains one fixed spin, which WLOG we assume to be hm+1, then we

can write the loop atom as i1− j1− i2− (m+1)− i1, with the two visible biases generated by this

loop being Wi1,m+1 and Wi2,m+1. At first glance, the spin hm+1 being held fixed seems to imply

that the number of switching subsets decreases. This observation is however not true as the spin

hm+1 can be flipped indirectly (up to a Z2 symmetry) through simultaneously flipping the spins

vi1 , vi2 and h j1 . Therefore, the restrictions on the weights of the loop will not change (see Section

3.4.4), and the frustration contribution is still bounded above by 0.25.

If the loop atom contains two fixed spins, we can express the loop atom as i1− (m+1)−

(n+1)− j1− i1, which generates a visible bias, Wi1,m+1, and a hidden bias, Wn+1, j1 . The element

Wn+1,m+1 denotes a constant offset (independent of the spin states) and can be thus disregarded.

In this case, disregarding the null switching subset, we have only 22−1 = 3 possible switching

subsets, and a possible weight assignment that satisfies the “positive-sum condition” can be

Wi1,m+1 =Wn+1, j1 = 1 and Wi1, j1 =−α for 0≤ α≤ 1. The maximum frustration contribution of

this loop atom (ignoring the weight Wn+1,m+1) is then

fmax = max
α

(
α

1+1+α

)
=

1
3
,

which is greater than the previous upper bound of 0.25. This relaxed upper bound for the

frustration contribution of a loop atom to a biased RBM instance can be exploited to generate

instances with greater variation in hardness.

69



3.4.8 Extension to General Graphs

Our choice to study the frustrated-loop algorithm on a bipartite graph is due to the ease of

theoretical analysis, and its direct application to RBM pre-training (see Section 3.7). However,

the algorithm can be easily applied to any connected graph that is not acyclic [Wes96]. One

simply has to detect a sufficient number of random cycles on the graph, and generate a frustrated

loop on each cycle by setting one of its edges to −1 and the rest to +1.

An efficient way for finding all the cycles in a graph is well known. We first begin by

finding a cycle basis of the graph, or the minimal set of cycles from which all cycles can be

generated through the symmetric difference operation [Oxl06]. The standard way to find a cycle

basis is from the spanning tree of the graph, and many refined algorithms already exist for this

purpose [Pat69, Tie70]. After finding the cycle basis, we then take the symmetric difference

between two or more randomly selected basis cycles to generate a new random cycle [MD76].

A cycle on a general graph structure can, in general, have any length greater than 3. Note

that a length-3 loop has a frustration contribution of 1
3 (in contrast to the maximal frustration of 1

4

for a bipartite graph), meaning that it is possible to generate instances of even higher frustration

on a general graph than on a bipartite graph.

In terms of machine learning, this means that the frustrated loop algorithm can be applied

to a variety of neural network structures. For example, it can be applied to a deep neural

network [GBCB16] which can be described as a k-partite graph, or a fully connected Boltzmann

machine which can be described by a complete graph [SH09].
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3.4.9 Algorithm

A simple version of the frustrated-loop algorithm pseudocode is given in Algorithm 1.

The code allows for the basic functionality of independent tuning of the frustration ratio and the

loop density. As reasoned in Section 3.4.2, this algorithm prohibits destructive interference events

and only uses loop atoms with the negative weight of the loop being tunable.

Note that variations on the code can be made, depending on the purpose of the test.

Some examples are: the edge weights can be made normal random variables with small standard

deviations to introduce more randomness; constructive interference can be also prohibited to have

more consistent testing results; the bias terms can be intentionally made larger to generate more

difficult instances. We only show the basic version here to avoid unnecessary complications.

Algorithm 1 Random Frustrated-Loop Algorithm
1: Initialize an empty n×m matrix W
2: α = 3 f/(1− f )
3: for iteration ∈ [[1,Nloops]] do
4: Choose a random column j1
5: Choose two random rows i1, i2 such that

Wi1 j1 ≥ 0∧Wi2 j1 ≤ 0
6: Choose another random column j2 such that

Wi1 j2 ≥ 0∧Wi2 j2 ≥ 0
7: Wi1 j1 ←Wi1 j1 +1,Wi2 j1 ←Wi2 j1−α

8: Wi1 j2 ←Wi1 j2 +1,Wi2 j2 ←Wi2 j2 +1

9: Generate a random state vector s ∈ {−1,1}n+m

10: Gauge W such that s is the lowest energy state

The algorithm can be easily modified to generate MAX-2-SAT instances of uniform

weights and tunable clause density. We begin by setting the parameter α = 1 for all the loop

atoms, and prohibit constructive and destructive intersections of the loops altogether. In this case,

it is clear that the absolute values of all non-zero weights will be 1, and if we convert the n×m

RBM instance into a MAX-2-SAT problem through the procedure described in Section 3.2.5, we

will obtain a MAX-2-SAT instance with uniform weights. Since the loops do not intersect, we see
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that the number of non-zero weights is exactly 4N, where N is the number of loops. The clause

density of the corresponding MAX-2-SAT instance is then given as

ρ =
8N
nm

,

meaning that the clause density can be directly controlled by the number of loops.

3.4.10 Limitation

Even though the frustrated-loop algorithm is able to generate maximally frustrated in-

stances, this does not necessarily imply that the instances are sufficiently hard. This is due to the

randomness of the distribution of negative weights on the weight matrix, making it unfavorable

for the population of local minima. To be more specific, the expected value of each weight

element for a maximally frustrated instance (setting α = 1 for all loop atoms) generated is 1/2

with a standard deviation of
√

3/2, and if we were to find the sum of a large subset of weights

corresponding to a given switching subset F , the sum is then 1
2 |F |±

√
3

2

√
|F |, and this value is

most likely positive for a large |F | as a result of the LLN (Law of Large Numbers). Therefore, the

sum of the elements in any row or column (corresponding to a visible or hidden spin respectively)

is positive w.h.p. (with high probability), meaning that local algorithms based on single spin-flip

updates will most likely flip all the spins to the +1 ground state after a small number of sweeps,

making the instance incredibly easy. In Appendix A.7, we provide a formal discussion on the

absence of local minima for instances generated by the random algorithm at high loop density

in the limit of large system size. To generate sufficiently hard instances at high density, it is

then necessary to enforce certain structures on the loop atoms, such that the weight distribution

generated by the loop atoms is favorable for the population of local minima.
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Figure 3.4: The weight matrix is divided into four blocks by horizontal and vertical dashed
lines. A left loop is on the left of the vertical line and crosses the horizontal line. An upper loop
is above the horizontal line and crosses the vertical line. A center loop crosses the intersection of
the two lines. Note that the negative weights are all located at the upper left block of the matrix.

3.5 Structured Frustrated-Loop Algorithm

As mentioned in Section 3.4.10, to generate sufficiently hard instances at high loop density,

the loop atoms cannot be dropped on the weight matrix in a completely random fashion, otherwise

local minima will fail to populate the energy landscape, resulting in instances that are incredibly

easy. Therefore, we have to enforce certain conditions on the loop atoms for the generation of

hard instances in the regime of high loop density.
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Algorithm 2 Structured Frustrated-Loop Algorithm
1: Initialize an empty n×m matrix W
2: α = 3 f/(1− f )
3: N1 +N2 +N3 = Nloops
4: d ∈ (0,1]
5: n1 = d(n−1)de; m1 = d(m−1)de
6: for iteration ∈ [[1,N1]] do
7: Choose a random row i1 in [[1,n1 ]];
8: Choose a random row i2 in [[n1 +1,n ]];
9: Choose two random columns j1, j2 in [[1,m1 ]]

10: such that:
11: Wi1 j1 ≤ 0, and Wi1 j2,Wi2 j1,Wi2 j2 ≥ 0
12: Wi1 j1 ←Wi1 j1−α,Wi2 j1 ←Wi2 j1 +1
13: Wi1 j2 ←Wi1 j2 +1,Wi2 j2 ←Wi2 j2 +1

14: for iteration ∈ [[1,N2]] do
15: Choose two random rows i1, i2 in [[1,n1 ]];
16: Choose a random column j1 in [[1,m1 ]];
17: Choose a random column j2 in [[m1 +1,m ]]
18: such that:
19: ...
20: for iteration ∈ [[1,N3]] do
21: Choose a random row i1 in [[1,n1]];
22: Choose a random row i2 in [[n1 +1,n ]];
23: Choose a random column j1 in [[1,m1 ]];
24: Choose a random column j2 in [[m1 +1,m ]]
25: such that:
26: ...
27: Generate a random state vector s ∈ {−1,1}n+m

28: Gauge W such that s is the lowest energy state
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3.5.1 Algorithm

We first present the algorithm (see Algorithm 2), followed by an explanation of the

advantage of this algorithm over the random counterpart at high loop density. For the sake of

consistency, we prohibit the loops from intersecting (destructively). We start by dividing the

gauged RBM weight matrix into four blocks: the upper-left block B1, the upper-right block B2, the

lower-left block B3, and the lower-right block B4. The sizes of the four blocks are parameterized

by the factor d ∈ (0,1], with the size of block B1 given as

d(n−1)d e×d(m−1)d e,

and the sizes of the remaining blocks are in accordance with this. Note that this parameterization

guarantees the non-triviality of the four blocks (meaning that no block is sized 0×0).

Note that a loop atom expressed on a weight matrix can be visualized as four elements

that form the vertices of a rectangle. To be more specific, the cycle i1− j1− i2− j2− i1 can

be expressed as a weight matrix with the indices of its non-zero elements being (i1, j1), (i1, j2),

(i2, j1), and (i2, j2), which can be connected to form a rectangle in the 2D Cartesian coordinate

system. In this algorithm, we classify the loop atoms into the following three types (see Figure

3.4):

• Left Loop: Two vertices of the loop atom must be in B1, and the other two vertices must be

in B3.

• Upper Loop: Two vertices of the loop atom must be in B1, and the other two vertices must

be in B2.

• Center Loop: Every block must contain a vertex of the loop atom.

Furthermore, we restrict all the negative weights to block B1, which effectively “concentrates”
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the negative weight elements into the upper left block. As we shall see shortly, this concentration

of negative weights is favorable for generating hard instances.

There are a couple of important points to make regarding the symmetry of this algorithm.

Note that if all four blocks are of the same size, then the choice of which block to concentrate

the negative weights to is completely arbitrary, since a matrix can always be permuted such that

the upper-left block becomes any one of the four blocks, and it is even possible to “spread” the

negative weights throughout the matrix through permutation. Furthermore, if the negative weight

of the loop atom is−1, then the parameterization of this algorithm with d and 1−d are equivalent

up to a gauge transformation via the switching subset B1∪B4. Under this transformation, all

non-zero elements of B1 become positive and those of B4 become negative, meaning that the roles

of B1 and B4 are effectively “swapped”.

Multiple Metastable Clusters

As an important sidenote, we point out that under the structured loop algorithm, only one

metastable cluster is guaranteed, with the remaining clusters arising as a result of the stochasticity

of the generation method, and such clusters can not be controlled directly. In general, planting

multiple metastable clusters is expected to be an incredibly difficult task itself, as it is almost

equivalent to the problem of pre-training the RBM [Hin02], a task well-known to be intractable.

To see this, we note that planting an RBM instances where multiple metastable clusters

can be controlled is equivalent to constructing an RBM energy landscape such that the local

minima of the RBM energy, E(v,h), are realized at multiple fixed states. This is equivalent to

performing a maximum likelihood estimation on the weights of the RBM such that certain states

of the joint PMF, p(v,h) = e−E(v,h), is maximized. If we were to plant metastable clusters near

visible states coinciding with the data set, then the amplitudes of the marginal PMF, p(v), over
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the data set is also expected to be maximized, as the joint and marginal distribution of a random

RBM is expected to be highly correlated. The last statement is highly non-trivial, and is explored

in greater depth in another work [MPBDV20], where this marginal-joint correlation is utilized to

efficiently pretrain an RBM.

3.5.2 Degeneracy and Local Minima

Here, we consider loop atoms with three positive edges, +1, and one negative edge with

weight −α ∈ [0,1] (see Section 3.4.4). If we denote the numbers of left, upper, and center loops

as N1, N2, and N3 respectively, then it can be shown that

∑B1 = (N1 +N2)−α(N1 +N2 +N3),

∑B2 = 2N2 +N3 ∑B3 = 2N1 +N3, ∑B4 = N3.

If we choose F = B1∪B4 to be the switching subset, then the sum of all its elements is

∑F = (1−α)(N1 +N2 +N3).

We see that if α = 1, then this sum is zero, meaning that the ground state is at least two-fold

degenerate. In this case, we have two clusters of low-energy states, one concentrated near the

planted ground state, and one concentrated distance |F |/nm from the ground state, and the energy

gap between the two clusters can be tuned through the parameter α. We can then choose α to

be a value arbitrarily close to 1 (but not 1 itself) so that the degeneracy of F is broken slightly,

which results in instances that are able to “trap” a local solver in the cluster far away from the

planted ground state. We shall refer to this cluster as the metastable cluster.

In Appendix A.8, we show that for sufficiently large number of center loops, N3, the

population of local minima is expected to be large. We also argue that for an instance class of
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sufficiently large frustration, increasing the size parameter, d, increases the distance between the

two clusters, meaning that it is more difficult for the solver to escape the metastable cluster and

find the planted solution. In the next Section (Section 3.6), we show empirically, using simulated

annealing, that there is an increase in difficulty for the structured frustrated-loop algorithm over

the random frustrated loop algorithm in the regime of high loop density and large frustration.

3.5.3 Extension to General Graphs

Similar to how a loop atom can be expressed on an RBM weight matrix as a rectangle, a

frustrated loop of length 4 can be expressed also as a rectangle on the adjacency matrix [Wes96]

of a general graph. To be more specific, the cycle i1− i2− i3− i4− i1 can be expressed as a

rectangle with indexes (i1, i2), (i2, i3), (i3, i4), and (i4, i1). Since the graph is not necessarily

bipartite, the visible-hidden ordering of the coordinate indices is not well-defined, meaning that

the rectangle is not unique. Alternatively, the rectangle can also be (i1, i4), (i4, i3), (i3, i2), and

(i2, i1), which is simply the “transpose” of the first rectangle on the adjacency matrix. Therefore,

to ensure the required symmetry of the adjacency matrix, we express the loop atom as the sum of

the two rectangle representations.

Note that similar to the RBM case, we can, WLOG, restrict all the negative elements

in the top-left block of the matrix. With this in mind, we can check that the transpose of a left

loop is simply an upper loop, and the transpose of a center loop is still a center loop, with the

negative edge remaining invariantly in the top-left block. Therefore, we see that we can choose

to ignore, WLOG, the upper loop, and generate half of the adjacency matrix only with left and

center loops, then take the sum of the generated matrix and its transpose to form the full adjacency

matrix [Chu96].
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3.6 Experimental Evaluation

In this study, we focus on generating n× n RBM instances (equal number of visible

and hidden spins) using the random-loop algorithm (see algorithm 1) and the structured-loop

algorithm (see algorithm 2). An RBM instance can be generated with three parameters: the size

of the system n, the frustration ratio f (see Section 3.4.4), and the loop density ρ, where the loop

density is defined as the ratio between the number of loops and the size of the system

ρ =
N
n
.

To study the hardness of the generated instance, we use simulated annealing (SA) [KGV83] as

a powerful stochastic optimizer to solve the generated instances of different parameter triplets

{n, f ,ρ}, and we record the number of sweeps it takes for the solver to find the ground state (see

Section 3.6.1). The SA algorithm performs directly on the problem in the original RBM form

(see Section 3.2.3). For testing the performance of a general MAX-SAT solver, one can easily

convert the problem into the corresponding MAX-2-SAT form.

The evaluation of the hardness of the instances can be roughly divided into three parts.

In the first two parts, we mainly study how the hardness difficulty scales with {n, f ,ρ} with

instances generated with the random-loop algorithm. In the first part, we study how the hardness

varies with the loop density, and observe the expected easy-hard-easy transitions, or hardness

peaks [GW94], with the peak amplitudes and locations dependent on n. In the second part, we

study how the hardness scales with n for different frustration ratioes f , and find that we can

realize drastically different scaling behaviors for small changes in the frustration ratio, which

may be related to the characteristic phase transition of the corresponding spin-glass model [?].

In the third part, we perform a comparative analysis between the random- and structured-loop

algorithms in their abilities to generate hard instances at high-loop density. For the structured-loop
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algorithm, we observe a second easy-hard transition beyond the first hardness peak, and also find

a doubly-exponentially scaling difficulty improvement factor (over the random loop algorithm)

with respect to the frustration ratio.

3.6.1 Measurement of Hardness

The difficulty of a generated instance is measured by the number of sweeps it takes for

the simulated annealing (SA) algorithm (see Appendix A.9) summed over all runs, Ntot , to find

the ground state configuration. A sweep is defined as an update over all the spins in the RBM,

and a run is defined as a sequence of sweeps before the spin configuration is reset. The spins

are reset if the solver fails to find the planted solution within the maximum allocated number of

sweeps in a given run, which we denote as Nsweep. For each generated instance, the solver is run

on a single core of an AMD EPYC 7401 24-core processor. Since we are only interested in the

scaling behavior instead of the actual computation time required to solve the instances, we choose

the number of sweeps as a difficulty measure over the walltime to reduce timing inconsistencies

caused by various unrelated factors such as CPU idle time [HP11], inefficiency of the interpretive

language [DRGG+95], and parallel efficiency [GKGK03]. If one wishes to obtain an estimate of

the scaling behavior of the number of arithmetic operations required for SA to find the ground

state, one can simply rescale the number of sweeps by a factor of n2 [GJ90], since the number of

arithmetic operations required for a single SA iteration scales as O(n2) (see Appendix A.9).

The SA solver we implement uses a linearly increasing β schedule from 0.01 to log(n),

such that the excited states are suppressed as 1
n [Whi84]. This schedule is scaled by a factor of

1
ρ

in the high density regime to compensate for the increase in the magnitudes of weights (see

Section A.9). To obtain a fair measure of hardness, it would be most ideal to use the optimal

number of sweeps Nsweep per run such that the total number of sweeps Ntot is minimized for each

generated instance. If Nsweep is too small, then it is very unlikely for SA to discover the ground
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state in the highly non-convex energy landscape even if we were to perform many resets, and if

Nsweep is too large, then the rate of β may be unnecessarily slow for the given difficulty, meaning

that the descent in RBM energy is unnecessarily “careful”, making the solver take longer than

needed to find the ground state. The task of finding the optimal Nsweep is difficult, so to have a

reasonable estimate of the optimal Nsweep for hard instances, we first carefully tune Nsweep for

easy instances (of small size n and small frustration f ), and try to see how Nsweep scales with n

and f . The optimal Nsweep parameter can then be extrapolated for larger n and f . More details of

this method is given in Appendix A.10. Nsweep is by default set to a value optimal for solving

instances at the hardest loop density for every n and f (see Section 3.6.2 and Section 3.6.3).

Simulated Annealing as Proxy

We here make some brief comments justifying the use of single-spin SA for the hardness

measurement of RBM instances, mainly by heuristically arguing that standard global algorithms

are not expected to provide a significant improvement in performance, if any, over the single-spin

SA on a bipartite constraint graph. We first note that since an RBM is highly connected, any

attempt to perform a cluster update [Wol89, ZOK15] will likely be trivial, meaning either the

clusters will be very small (at high temperature) or a cluster will span almost the entire RBM

(at low temperature), which is effectively a small cluster up to the global Z2 gauge. This is

because the percolation threshold for a randomly weighted bipartite graph is very small [MNS08],

and therefore cluster updates are not expected to provide any considerable improvement, if any,

on the mixing rate of the simulation. As for algorithms based on the message passing tech-

niques [MPZ02], a spin update follows roughly an update rule in the orthant dynamics generated

by spins distant 2 away (or next-nearest neighbors) on the graph. In addition, since the chromatic

number is 2 in a bipartite graph, a visible spin update will be informed by messages originated

from all the other visible spins through the hidden layer. This means that in a complete bipartite

graph, every spin will see approximately the same message, and an iteration of spin updates over
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the entire RBM will likely be trivial.

Finally, we point out that the hardness of the instance class is measured from the TTS

(time to solution) statistics of a general incomplete stochastic solver (with the total number of SA

sweeps being the proxy), meaning that the solver does not have to prove the optimum [Pre08],

as it is able to check continuously against the planted solution and terminate immediately after

the solution is reached. This TTS hardness measure is separate from the hardness of proving

the optimum (required by a complete solver), and serves as a more accurate measure of the

non-convexity of the energy landscape, whereas the hardness of proof generally scales with the

clause density, which may not be directly related to the shape of the energy landscape. Most

open-source incomplete solvers employs some implementation of WalkSAT as a subroutine

[SE05, AS09, MML14], which is equivalent to the SA algorithm we use for this work.

3.6.2 Hardness Peak

From preliminary studies with a small sample of instances, we find that the locations of

the hardness peaks for different system sizes are rather insensitive to the frustration ratio or the

reset schedule, Nsweep. Therefore, we choose to perform this study with a frustration ratio of

f = 0.05 so that the instances are easy enough to be solved within a reasonable time window,

meaning that we have the ability to solve a larger number of instances to reduce the uncertainty of

the hardness measurement. As the first iteration of the optimization of SA (see Appendix A.10),

we optimize Nsweep for solving instances generated at density ρ = 0.47, corresponding to the

locations of the hardness peaks for small system sizes.

We attempt to locate the hardness peaks for instances of sizes ranging from n = 30 to

n = 200 in increments of 10. For each size n, we perform a hardness measurement for the
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following densities

ρ = 0.1×1.12k k ∈ [[1,20]],

which is a geometric series from 0.1 to around 1, so the spacing of the densities will be uniform

on a log scale. Measuring the hardness over these densities allows for a rough estimate of where

the hardness peaks are located. For each n, we then “zoom in” on the range of densities where

the peaks are expected to be in, and measure the hardness over this range with a resolution of

0.005. This finer resolution allows us to pinpoint more precisely the location of the hardness peaks.

For each tuple {n,ρ}, we generated 10,000 different instances and solve them with SA to

estimate the sample distribution of Ntot , from which we extract the 95th percentile of Ntot under

the assumption that the distribution is approximately log-normal [Hey63] (see Appendix A.10).

This is then reported as the measure of hardness at {n,ρ}.

The relationship between the hardness and loop density for various n is shown in Figure

3.5. Note that for a larger system, the hardness peak is located at a smaller loop density, but the

peak density appears to plateau to a constant value as the system size is increased. If we formally

define the peak density, ρpeak(n), as the density at which the generated instances result in the

highest 95th percentile of Ntot , we then find that the relationship between the peak density and

the system size is well-fitted by the following decay function

ρpeak(n) = 0.3035+0.2952× exp(−0.0196n). (3.9)

The appearance of the hardness peaks is expected and is common in most planted con-

straint satisfaction problems. In the regime of low loop density, the loops do not interact and

the system can be factored into subsystems generated by individual loops. When there are too

many loops, then the population of local minima in the energy landscape is very low (see Section

3.4.10). Note that unlike the original frustrated-loop algorithm used by the quantum annealing
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Figure 3.5: Total number of sweeps, Ntot , versus loop density, ρ, plots for different values of
system size, n. Note that the data points are more concentrated near the hardness peaks for
higher resolution. Several plots for n > 100 are omitted in the Figure for visual clarity, but they
are nonetheless used to perform the fitting. The dashed red line shows the exponential fitting
ρ(n) for the relationship between the loop density of the hardness peak and n, Eq. (3.9), which
appears to plateau to a value around 0.3 as the system size is increased.
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community [HJA+15], the loops in our algorithm do not intersect, so the decrease in difficulty is

not attributed to the decrease in frustration due to destructive intersections (see Section 3.4.5).

We thus attribute the decrease in difficulty solely to the random nature of the distribution of the

negative weights, for which the LLN will almost always guarantee the absence of local minima

in the regime of high loop density (see Appendix A.7). Therefore, by using the structured-loop

algorithm as described in Section 3.5, it is possible to retain the difficulty at high loop densities

by enforcing certain structures on the loops. An empirical study of the hardness of structured

loop instances in the high density regime will be presented in Section 3.6.4.

3.6.3 Hardness vs. Frustration

After determining the peak density ρpeak(n) for each n, we now have the ability to generate

the hardest instances for a given pair of {n, f}. This allows us to study the scaling behavior of the

hardness over the hardest instances with respect to n for different frustration ratioes f . For this

study, we use the following 8 frustration ratioes

f = {0.05,0.10,0.15,0.2,0.21,0.22,0.23,0.24}.

For each f , we choose an appropriate series of n to estimate the scaling behavior. Since the higher

the frustration, the more difficult the instances, only small values of n can be used for highly

frustrated instances to guarantee finding the solution within reasonable time.

For this study, we use a sweep schedule Nsweep that is optimized for solving the hardest

instances (see Appendix A.10). The sample size of the instances for each pair of {n, f} ranges

from 100 to 10000 depending on how hard the instances are (the harder the instances, the smaller

the sample size). As the 95th percentile estimate for Ntot is noise dominated for small sample

size, we instead opt to use geometric mean as a more reasonable measure of hardness.
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Figure 3.6: Scaling behavior of the difficulty with respect to system size, n, for different
frustration ratioes, f . Note that the plots are on a log-log scale such that a polynomial scaling
behavior will appear as a straight line, and an exponential scaling behavior will appear as
a curve. The solid curves shown in the Figure are fitted curves for the estimated geometric
mean of the Ntot samples. The shaded area denotes the deviation from the mean by 0.5 times
the estimated standard deviation in log space, which corresponds to roughly the 31th to 69th
percentile estimates assuming an underlying log-normal distribution. For f = {0.05,0.1,0.15},
the data points are well fitted by a polynomial function of the form Abn with parameters
{A,b}= {0.0225,2.03}, {0.0284,2.02}, {0.0591,1.92} respectively. For f = {0.2,0.21}, the
data are well fitted by an exponential function of the from Aeb

√
n with parameters {A,b} =

{6.23,0.723}, {1.02,1.23}. For f = {0.22,0.23,0.24}, they are well fitted by an exponential
function of the form Aebn with parameters {A,b}= {30.7,0.158}, {13.4,0.256}, {5.92,0.374}.

86



The results are shown in Figure 3.6, where the data points are fitted with either a polyno-

mial or exponential function depending on the convergence of the fitting. The interesting result

is that by tuning the frustration ratio, we can achieve different scaling laws for the difficulty.

For low frustration ratioes, or f = {0.05,0.10,0.15}, the scaling appears to be quadratic. For

medium frustration ratioes, or f = {0.2,0.21}, the scaling follows a sub-exponential trend of the

form Aeb
√

n. And for high frustration ratioes, or f = {0.22,0.23,0.24}, the scaling follows the

standard exponential growth of the form Aebn.

The drastically different scaling laws that we can achieve by only slightly varying f

seems to hint at two discontinuous phase transitions in complexity driven by the frustration

ratio, which may be potentially related to the thermal phase transition of the corresponding spin

model. Note that phase transitions in classical [Car96] or quantum spin-glass models [Sac07]

have been well-studied, and in the latter case, it is known that a quantum phase transition can be

driven by the strength of the frustrated coupling terms [CWGW07]. However, we believe that

such two-stage discontinuous phase transition has not been previously studied in any classical

spin model. Therefore, this empirical result hints that the bipartite Ising spin glass may be an

exceptional spin model rich in critical phenomena.

3.6.4 Structured-Loop Algorithm

In Section 3.5 and Appendix A.8, it is argued that the structured loop algorithm is capable

of generating hard instances at extensive loop density, and the hardness of the instances can be

further increased by concentrating the negative weights into a small block of the weight matrix.

This section mainly serves as an empirical support of this claim. The testings are done on an

40×40 RBM at frustration f = 0.23, and the loop density is varied over the following geometric
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Figure 3.7: The hardness peaks of instances generated by the structured loop algorithm,
measured as the median statistics, for a 40× 40 RBM at frustration f = 0.23, with the loop
density varied from 0.01 to around 103. Various parameters of the negative block size, indicated
in the legend as d, are used to generate different hardness variation behaviors, along with the
regular hardness peak for the random loop algorithm shown as reference (indicated as ’rand’).
Instances generated at d = {0.2,0.3} display two hardness peaks, with the right peak being at an
extensive density (∼ 40), while instances generated at d = 0.9 display one prominent hardness
peak at unitary density (∼ 1). In general, instances generated with the structured loop algorithm
are harder in the high density regime relative to the random loop algorithm.
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series from 0.1 to around 1000,

ρ = 0.1×1.12k k ∈ [[1,80]].

For each {n, f ,ρ} triple, 10000 RBM instances are generated independently to ensure accurate

percentile statistics. In this study, we use the median TTS as the measure of hardness, as higher

percentile statistics (above the 95th percentile) appears to be extremely sensitive to the optimiza-

tion parameters (see Appendix A.10).

Note that a higher frustration ratio is chosen as it is required for the hardness to be

maintained in the high density regime, in addition to display a more prominent easy-hard-easy-

hard-easy transition. In Figure 3.7, the structured loop algorithm is compared against the random

loop algorithm, and a drastically different hardness variation behavior for different frustration

blocking scheme is observed, which suggests a possible complexity phase transition induced by

the size of the negative block.

In essence, the frustration ratio deviating from the maximal value of f = 0.25 explicitly

breaks the symmetry between the planted ground state and the planted metastable cluster with

respect to the generation method (see Section 3.5.1), thus breaking also the symmetry of frustration

blocking scheme between d and 1−d. The hardness variation behavior then changes critically at

the threshold of d = 0.5, at which point the hardness peak breaks into two, though an analytic

description of why this occurs appears to be difficult. In addition, a larger deviation from the

d = 0.5 equal blocking scheme appears to result in harder instances, and an a heuristic argument

is given in Appendix A.7 that attempts to explain this behavior in terms of local field dispersion.
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3.7 Connection to RBM Pre-training

The focus of this work is mainly on generating weighted MAX-2-SAT instances of tunable

difficulty with frustrated loops, and the RBM terminology was used so far mainly as a convenient

denotation for a general bipartite spin-glass with Ising-type coupling. Going beyond terminology,

there are indeed several substantial connections of this work to the field of machine learning,

with some directly applicable to using RBM for unsupervised learning [FI12]. These applications

form two main branches, one practical and one heuristic.

The practical application is that minimizing the RBM energy is equivalent to finding the

mode of the RBM model distribution, which can be used to make highly informative weight

updates during the pre-training [MPBDV20], which improves stability of the pre-training routine

and enables the discovery of a model distribution with a much lower KL-divergence (against the

data distribution) compared to standard methods such as contrastive divergence [Hin02]. The

heuristic connection is that the frustration ratio of the RBM contains much information on the

behavior of the RBM during pre-training, meaning that it is possible to use the frustration ratio

as an important indicator for certain properties of the RBM (see Section 3.7.2) as a monitoring

parameter for the RBM during training, in place of the KL-divergence whose evaluation is

impractical for large system size. These connections are studied in more depth both analytically

and empirically in another work [MPBDV20].

3.7.1 Pre-training Using the Mode

During pre-training, a gradient descent on the Kullback-Leibler (KL) divergence between

the data and model distribution generates the following update rule for the RBM weights [FI12]:

∆Wi j = µ(〈vih j〉D−〈vih j〉M),
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where µ is the learning rate. The first term denotes the expected value of vih j over the data

distribution, and the second term denotes the expected value over the model distribution. There

are two main problems with this update rule. First, the KL divergence (as with any other loss

function in machine learning) is highly non-convex [Rud16], meaning that following the gradient

will likely lead to a local minimum instead of the global one. Second, the model term (the second

term in the update rule) is notoriously difficult to compute exactly since it requires summing over

an exponential number of configurations [FI12]:

〈vih j〉M = ∑
{v,h}

p(v,h)vih j,

where the expression can be simplified by tracing out the hidden layers, but still leaving an

exponential number of visible layer configurations. In standard practice, this term is approx-

imated using contrastive divergence [Hin02], which is a form of Markov chain Monte Carlo

(MCMC). It is well known that CD is a highly unstable method and converges very poorly [Sal10].

The reason why CD performs poorly is because it is prone to being “frozen” under one

of the modes in a multi-modal distribution, and since it is energetically expensive to transit to

another mode through single node flips, this essentially “traps” the Markov chain and prevents it

from effectively exploring the entire probability distribution [Gey91]. One obvious solution is to

reinitialize the Markov chain at the global mode whenever it is trapped, and this has in fact been

shown to be effective in improving the mixing time of the Markov chain [SW11, PS01]. Recently,

we have discovered that the usefulness of the mode goes beyond the effective re-initialization

for the MCMC. In fact, using the mode directly to update the weights guarantees stability of the

training routine and an effective exploration of the probability distribution, which results in the

discovery of a model distribution with drastically lower KL-divergence compared to CD. We

refer to such weight update method as mode training, which we explore extensively in our other
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Figure 3.8: The evolution of the KL-divergence and frustration ratio during the pre-training
routine of 10000 randomly initialized RBMs, with the solid line representing the median
statistics and the shaded area enclosing the 30-70 percentile. The RBM size is 9×12, and the
data set consists of 9 visible configurations of equal weights generated by a shifting bar of
length 5 [SZBU02]. The pre-training algorithm employs the standard CD-1 estimation of the
gradient [Hin02], with the learning rate decreasing linearly from 5×10−2 to 5×10−4 over 1000
epochs, and the full data set being used for every epoch. The computation of the KL divergence
and frustration ratio is exact.

work [MPBDV20].

3.7.2 frustration ratio as an Indicator

During RBM pre-training, it is ideal that the KL divergence [KL51] can be directly moni-

tored, as it is an indicator of how “close” the data and model distributions are, so we can observe

directly the performance of the pre-training method. However, computing the KL divergence is

usually impractical for large systems since it requires computing the partition function which

involves an exponentially scaling number of sums, and current methods for estimating the KL
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divergence are mainly based on AIS (annealed importance sampling), which are rather inaccu-

rate [PC08].

Alternatively, the frustration ratio can be used as an indicator of the evolution of the

model distribution. Note that during pre-training, the model distribution evolves to approxi-

mate the data distribution, which is generally a distribution with multiple dominant modes far

apart from each other [FI12]. This is equivalent to an RBM energy landscape with low energy

states separated closely in energy but far in distance. In Section 3.3.4, we argued that this is a

characteristic of a highly frustrated system. Therefore, during pre-training, the frustration ratio

is expected to rise to a relatively large value, and if it does not, then it may indicate that the

model distribution is not converging to the data distribution. Computing the frustration ratio is

computationally inexpensive once the minimum energy configuration is known, so the evalua-

tion of the frustration ratio can be scheduled to occur in conjunction with finding the global mode5.

In Figure 3.8, we plot the evolution of the frustration ratio as we pre-train a 9×6 RBM

using the standard CD-1 gradient estimate [Hin02], and we observe a clear increasing trend of

the frustration ratio with the exception of a small dip in the middle of the pre-training routine.

The frustration ratio is initially zero, and grows until it plateaus to a value around 0.18, which is

at the critical value where difficulty scaling behavior transits from polynomial to exponential (see

Fig. 3.6). A possible interpretation of this phenomenon is that the effectiveness of training the

RBM with the mode is exchanged as the hardness of finding the mode of the PMF itself, which is

expected from the “no free lunch” theorem of optimization algorithms [WM97]. Nevertheless,

from a practical standpoint, if we were to use a highly effective MAX-SAT solver, obtaining

a lower KL divergence using the mode-training method may be well worth the computational

5Note that finding the ground state of the RBM exactly, though easier than computing the KL-divergence, is still
an NP-hard problem. Practically speaking, we only have to find a dominant state with energy sufficiently close to the
ground state, such that the frustration ratio can be effectively approximated.
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expense of finding the global mode.

In current practices, the goal of pre-training the RBM serves the purpose of acquiring better

initial weight values for the supervised learning stage when the data labels are scarce [EBC+10a].

On the other hand, the goal of supervised learning is to increase the certainty of the activation

of out-nodes such that they correspond to the data labels [GBCB16]. However, it was recently

discovered that pre-training of an RBM is also capable of achieving a higher certainty of the

activation of hidden nodes [CNL11], and in our other work [MPBDV20], we explore deeper the

correlation between the nodal activation in the hidden layer and the frustration ratio of the RBM.

A mediator of this correlation may come in the form of information compression, in the sense that

the increase of the activation of hidden nodes is potentially related to the drift-diffusion transition

on the information bottleneck (IB) curve [SZT17], which itself may parallel the phase transition

phenomenon driven by the frustration ratio (see Section 3.6.3) as the RBM is pre-trained. It

will be interesting to explore these potentially useful directions of study even further to establish

the connection between the frustration ratio and the dynamical properties of the RBM during

unsupervised and supervised training.

3.8 Conclusion

In this paper, we reformulated the frustrated-loop algorithm, originally conceived to test

quantum annealers, in a way such that it can be directly applied to generating weighted MAX-2-

SAT instances of tunable hardness. In addition, we introduced the structured-loop algorithm for

the purpose of extending the hardness into the high density regime. An unexpected discovery is

the possible two-stage phase transitions in the hardness scaling behavior driven by the frustration

ratio, which will hopefully motivate further theoretical work on the characterization of spin-

glass models via the frustration ratio. Since both algorithms are capable of generating instances
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of tunable hardness over a wide range of clause densities, they can be used in conjunction

to effectively evaluate the performance of a wide class of solvers [Bac19]. It would be also

interesting to test unconventional solvers that operate under continuous-time dynamics [MER14],

and solvers based on the memcomputing architecture [TDV17] that employs memory-assisted

dynamics to induce long-range correlations of spins [STDV19, PDV21b], as we will discuss in

Chapter 4 of the thesis.
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Chapter 4

Kioku no Rinkai-ten, Sanjigen:

non-equilibrium criticality of memory in

the 3d Ising spin-glass

4.1 Introduction

The study of spin glasses has contributed substantially to our understanding of a wide

variety of phenomena [BHL+02, FI12, BCG+12], much beyond the complex magnetic models

for which they were first introduced [EA75]. In their most basic form, these systems are described

by the following simple Hamiltonian [Isi25]:

H =−∑
i j

Ji jsis j, (4.1)

where the spins, arranged on some d-dimensional lattice, acquire the values, si =±1, and interact

via coupling constants, Ji j =±1, with J a multivariate random variable taken from some distribu-

tion.
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Despite the deceptively simple form, the energy landscape of the model Hamiltonian (4.1)

is highly non-trivial [MPV87, CC05] for most conceivable distributions of J. Decades of mathe-

matical ingenuity have culminated in efficient (namely, polynomial-time) algorithms for comput-

ing the partition function of any realization of J in two dimensions [Ons44, Kas61, Edm67, Bar82],

but an efficient algorithm to simulate glasses in d > 2 remains elusive. In fact, finding the ground

state of a three-dimensional glass with arbitrary bonds was shown to be NP-complete [Ist00],

with the task of computing its partition function shown to be NP-hard [GJ15]. This hardness

fundamentally limits the efficiency of any stochastic algorithm.

Earlier approaches for simulating the model Hamiltonian (4.1) were based on sequential

Metropolis updates [MRR+53, Gla63], and modern extensions of this methodology have also

been proposed [KGV83, ST10, Iba01, SK93, BP03]. However, these algorithms are generally

plagued by a large dynamical critical exponent, making the simulation largely inefficient [WB15].

Later on, a method based on the synchronous update of a large correlated cluster of spins

was suggested [FK72, SW87, Wol89], which proved to be very effective for the 2d ferromagnetic

Ising model. Unfortunately, despite several modifications made to account for the non-locality of

frustration [Nie88, KBAD92], these cluster algorithms still struggle for high-dimensional glasses.

The main reason behind their inefficiency is the tendency for the cluster percolation process to be

persistently supercritical, due to a mismatch of critical temperature and cluster percolation ratio

[CH94, PDV]. This means that the largest cluster component generally covers the entire lattice

[DSG99], resulting in a trivial global spin-flip in most cases.

At the present stage, the best known method for taming the above issues is to generate

clusters based on replica overlaps (referred to as the “isoenergetic cluster move” (ICM) method)
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[Hou01, ZOK15], which reverses the percolation ratio [PDV]. This is generally coupled with

replica exchange methods such as parallel tempering (PT) for efficient thermalization [MP92].

Unfortunately, this approach relies heavily on the dimension of the lattice, and still tends to

over-percolate in certain temperature ranges. Another recent trend is to use machine learning

techniques to help identify efficient clusters [MM17], by putting the hidden nodes on the edges

(or plaquettes) of the lattice [Wan17]. In some cases, the efforts towards this direction have

been halfhearted attempts in under-employing the representative power [LRB08] of Boltzmann

machines in modeling the Boltzmann distribution of the Ising glass, resulting in mathematically

equivalent formulations of the traditional cluster algorithms [Nie88].

Here, instead, we propose a novel non-stochastic approach to efficiently learn the critical

clusters of the glass during dynamics, without any algorithmic aid1. In sharp contrast to previous

stochastic methods, which treat the spins and time as discrete variables, we first linearly relax

[GW95] the spin variables, and then couple them to memory variables. The coupled spin-memory

system is then evolved in continuous time.

The memory variables learn from the evolution of the interacting continuous spins,

and their magnitudes correspond to the (non-uniform) percolation ratios that help generate

critical clusters. This, in turn, induces non-local updates of the spins, allowing them to easily

transit between different Gibbs states of the glass. The evolution of the spins and memory

variables occurs simultaneously, meaning that the memory variables do not “wait” for the spins to

equilibrate before updating themselves. This process induces a non-equilibrium criticality which

persists throughout the entire evolution of the system, regardless of the underlying temperature

or lattice size. We verify this by simulating the memory dynamics on three different classes

1This approach is an application of the more general computing paradigm known as memcomputing [DVP13],
which has been successful in the solution of a variety of problems ranging from constrained optimization to
unsupervised learning [?, STDV19, BPDV20, MPBDV20].
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of 3d spin glasses: the Edwards-Anderson[EA75], partially-frustrated, and the fully-frustrated

model[HJO+18] (EA, PF, and FF) models. Similar results for other types of spin glasses on

various graph structures [SK75, KT71, FI12] may be reproduced using the codes associated with

this work[Pei20].

4.2 Memory Dynamics

To introduce the memory dynamics, we first introduce the continuously relaxed spin glass

Hamiltonian [KT71],

H =−∑
i j

(
Ji jσiσ j−

1
2

µi j(σ
2
i +σ

2
j)
)
, σi ∈ [−1,+1], (4.2)

where µ are non-uniform memory variables acting as dynamic Lagrange multipliers for constraints

on the spin magnitude. If µ were fixed in time, then the standard dynamics [CC05]

∂tσi =−∇σiH = ∑
j

(
Ji jσ j−µi jσi

)
, (4.3)

would suffer from long auto-correlation times (critical slowing down), due to the presence of

metastable states, even when the spins are continuously relaxed.

Therefore, in order to efficiently escape these states, we can continuously deform the

energy local minima, and transform them into saddle points [STDV19, TDV17] by letting the

memory variables to evolve as

∂tµi j = (Ji jσiσ j− γ), (4.4)

where γ is some constant restricting the growth of µi j [BPDV20], and µi j ∈ [0,1]. By providing

dynamics to the variables µi j, we see that the “gradient term” ∑ j Ji jσ j for the spins in Eq. (4.3) is
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-1 ≤ σ ≤ +1

0 ≤ μ ≤ +1

Figure 4.1: An instance of using memory to learn long-range dynamics in a 2d ferromagnet,
where both spins and memory variables are linearly relaxed. The memory variables “live” on
the bonds (denoted by green squares), and they are coupled to the interaction between adjacent
spin states (denoted by blue/orange circles), in such a way that positive interactions increase
the memory magnitudes. A potential memory cluster is shaded in green, where the memory
variables can be interpreted as percolation ratios.
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Figure 4.2: Simulations performed on 1000 fully-frustrated 3d Ising glasses (see
AppendixB.6.2) sized 63 to 123. (Left) The effective temperature, Te f f , of the memory dy-
namics is tracked in time (see Appendix B.6.3 for how we estimate this temperature) for the 63

lattice. The critical temperature, Tc, of the fully frustrated glass is determined using the crossing
of Binder’s cumulant (see Appendix B.6.4). Note that the time it takes Te f f to dive below Tc is
extremely short, less than 4 units of time, after which the memory dynamics remain persistently
below Tc. (Right) An arbitrary point in time t0 = 102 is chosen, and the cluster size distribution
(CSD) is collected over the disorder realizations, and a ∆t = 26 time window. Other than the
tailing drop-off resulting from finite-size effects, the CSD follows a power-law decay with the
Fischer exponent being τ̂ = 2.20±0.01 for all simulated sizes. See Fig. B.2 in the Appendix for
further empirical evidence that the Fischer exponent is insensitive to the underlying temperature
and lattice size, though it is dependent on the frustration profile of the underlying glass.
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compensated by the “cluster-like” update term −∑ j µi jσi in the same equation (see discussion

below).

By simulating the coupled Eqs. (4.3) and (6.11) until the system reaches a fixed time-

out, we can take si = sgn(σi) for a recorded state that minimizes the Ising energy in Eq. (4.1).

Many numerical strategies can be used to improve the stability and convergence properties of

the simulation [BPDV20]. They are also included in the codes of the repository PeaBrane/

Ising-Simulation [Pei20], which can be used to directly reproduce Figs. 4.2 and 4.3. The

particular numerical implementation we used in this work is given as

σ̇i = α∑
j

Ji jσ j−2β∑
j

xi jσi

ẋi j = γCi j− yi j

ẏi j = δxi j−ζ,

(4.5)

where Ci j =
1
2(Ji jσiσ j + 1) ∈ [0,1], y is a secondary long-term memory ensuring stability

[BPDV20], and α,β,γ,δ,ζ are time-scale parameters, fixed for all system sizes. We used the

Euler method to integrate forward the above equations. More implementation details and the

choice of parameters are given in Appendix B.4.

4.3 Dynamical Critical Clusters

Before showing numerical results, we provide an understanding of why such a memory

dynamics would be efficient in simulating spin glasses. First of all, we note that the memory

variables should not be considered as standard dual variables [ZC92]. Instead of being cou-

pled to the spin constraints (the second term of Eq. (4.2)), the memory evolution is explicitly

coupled to the state of interaction between spins, Ji jσiσ j, as written in Eq. (6.11), and this is
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crucial for simulating frustrated systems2. Furthermore, since we are simulating the system at

non-equilibrium, we do not have to worry about using acceptance schemes [RT96, Bet17] to tame

numerical truncation errors [RB10], which do not seem to play a major role in the stability and

efficiency of our dynamics [ZDV21].

If we bound the memory variables between 0 and 1 (see Section B.4 in the Appendix),

we can interpret them as probabilities of forming open bonds in a weighted percolation process

[HR15], from which critical clusters can be formed [Sab15], as drawn in Fig. 4.1.

To see why the memory dynamics are critical, let us first assume that the memory variables

are already at the critical percolation threshold. If one memory variable µi j is then perturbed,

say, below the critical value, this effect will propagate throughout the entire lattice [BTW87].

In turn, this will suppress the cluster-like update term −∑ j µi jσi, making the gradient term

∑ j Ji jσ j relatively dominant (see Eq. (4.3)). This will avalanche the Ising energy to a lower value

[STDV19], resulting in the sudden appearance of more satisfied interactions (Ji jsis j > 0). In

response to these interactions, the memory variables µi j will increase until they organize to some

new critical configuration (see Eq. (6.11)).

To provide additional evidence of criticality, we have numerically extracted the cluster

size distribution (CSD) for a fully-frustrated Ising model [Sab15], as generated by the mem-

ory variables averaged over disorder at an arbitrary point in time (see Fig. 4.2). While most

state-of-the-art algorithms fail to generate critical clusters even at the critical temperature Tc

[Hou01, ZOK15, PDV], the memory clusters are persistently critical at all temperatures (with the

estimation of non-equilibrium temperature outlined in Appendix B.6.3). In other words, we see

that the criticality is self-organizing (SOC[BTW87, HG14]) through the entire simulation, and it

2The memory variables may also be defined on different unit cells [CH94, CFN+96], such as on plaquettes
[KBAD92] for the fully frustrated Ising model [VBCC80].
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avoids critical slowing down at all points in time3.

For practical implementations of the memory dynamics as a solver, one can choose to

perform a soft reset at certain time intervals. During a soft reset, we perform a bond percolation

on the lattice weighted by the memory variables, and we randomly flip all the spins in each

connected cluster with probability 1/2 [SW87]. This accelerates the exploration of the spin-glass

phase-space, and allows the formation of more non-trivial memory structures. It is akin to the

neural behaviors during a sleep cycle, where the neural activities are slightly scrambled but the

memory is mostly retained (consolidated) [Sie01].

It should be noted that SOC is not an intrinsic property of frustrated short-ranged spin

glasses[AZA+13], and this is evident in Fig. B.1 of the Appendix, which displays a persis-

tently hypercritical CSD for stochastic clusters generated by the Swensden-Wang (SW) and

ICM rules. This also confirms the inefficiency of traditional cluster algorithms for frustrated

systems[CFN+96, PDV]. Note that the SOC behavior of the memory induced clusters is verified

for multiple 2d and 3d finite-ranged spin glasses (planted or not) with a few 3d examples (EA,

PF, and FF models) given in Fig. B.2 of the Appendix. There is strong evidence that the Fisher

exponent of the CSD is only dependent on the frustration ratio of the underlying glass, but

independent of the effective temperature or lattice size. We encourage the readers to experiment

with glasses in higher dimensions and other connectivity structures[BPDV20, MPBDV20] using

the available codes [Pei20].

104



5 6 7 8 9

8

12

16

20

24

28

4 6 8 10 12 14 16

2

4

6

8

10

12

14

2 4 6 8 10 12 14 16 18 20
-7

-4

-1

Figure 4.3: (Top) Scalability of the median number of sweeps for the fully- and partially-
frustrated 3d spin glass (FF and PF) for simulated annealing, parallel tempering with isoenergetic
cluster move, and memory dynamics (SA, ICM, and Mem), measured as the total number of
sweeps (see Appendix B.2 for justification) on a log-log scale. Statistics are collected over
400 runs, and the shaded region denotes the 40-th to 60-th percentile, with the fitting done
with log-linear regression. The estimated scaling constants for SA, ICM, and memory are
{0.027±0.0005,0.67±0.03,4.1±0.1} for FF and {0.98±0.01,0.96±0.05,0.79±0.02} for
PF, as noted in the legends. The fitting is done on the last 6 data points for every algorithm.
(Bottom) The deviation of the best mean Ising energy from the expected ground state found over
a fixed sample of 400 3d Edwards-Anderson (EA) glass realizations, monitored in simulation
time (sweeps). The energy returned by the memory dynamics is mostly below the other two
throughout the simulation. Note that since the EA model is not planted, it cannot be verified
whether the true ground state of the sample is reached (see Appendix B.5 for further discussion).
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4.4 Finding a Glassy Ground State

Finally, we show that the aforementioned non-equilibrium critical behavior allows us

to find the ground state of spin glasses efficiently. First of all, we note that below the critical

temperature Tc, the energy landscape of a spin glass becomes highly non-convex, and most

algorithms fail to efficiently navigate it. For “artificial” glassy instances where the finite residual

entropy [VBCC80] (ground state degeneracy) is suppressed via the coupling of local interaction

states [PMDV20, HJO+18], the inefficiency of these simulations is exposed most prominently

when the temperature is lowered to the T = 0 limit. To benchmark the efficiency of an algorithm

for glass simulations, one can record the relaxation time, or equivalently the time-to-solution

(TTS) to the ground state over a sample of glass realizations. We compare the memory dynamics

against simulated annealing (SA) (see Appendix B.3.1) [KGV83] and ICM (see Appendix B.3.3)

[MP92, Hou01, ZOK15]. Note that ICM is the best known replica-based algorithm for simulating

spin glasses in any dimension. See Section B.3 and B.4 in Appendix for detailed discussions on

how the TTS can be fairly measured for the different algorithms in terms of the number of sweeps4.

With this goal in mind, we use a class of 3d glass instances where the frustration ratio

can be controlled [HJO+18] (see Appendix B.6.2 for an explanation of how these instances are

generated). Since these instances are planted, the ground state energies are known in advance.

This way we can verify the correctness of the algorithm. To perform the evaluation , we generate

fully-frustrated 3d glasses [HJO+18] up to size 8×8×10, and partially-frustrated[HJO+18] 3d

3Note that, it is not necessary for us to algorithmically connect the memory clusters and flip them discretely (see
Appendix B.1), because such cluster-update features are implicitly present in the equations of motion for the spin
evolution (see Eq. (4.3)). However, for extremely frustrated and aging glasses [MPR95, HJO+18] (see Appendix
B.6.2), these occasional algorithmic interventions do help slightly with the relaxation time during simulations.

4As discussed in Appendix B.3 and B.4, the TTS measure is made more favorable for SA and ICM so that the
efficiency improvement of the memory dynamics is more convincing. There are many technical issues with directly
measuring the wall-time or FLOPS, as mentioned in SM B.2. The number of FLOPS can be easily extracted by
multiplying the number of sweeps with the number of spins, thus adding a linear power to the time complexity
measurements of all algorithms. For the readers interested in the absolute scale of wall time, solving a worst-case
instance from 400 fully-frustrated glass realizations sized 8×8×8 on a single core with simulated annealing would
take around a week.
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glasses up to size 32×32×32 (see Appendix B.6.2 for details), with 400 randomly generated

instances per size. For each size, we evaluate the efficiency of every algorithm by collecting

its sweep statistics up to the 60-th percentile (see Appendix B.6.1), and estimating the scaling

behavior of the median number of sweeps. The implementation used for the scalability test is

detailed in Appendix B.4.

To dispel beliefs that we are fine-tuning the parameters of the memory dynamics just to

solve planted benchmarks, we perform the test also on the prototypical EA model[EA75] for

baseline reference, without changing the parameters. Since the EA model is not planted, it is

exponentially hard to verify correctness of the algorithms. Instead, we use a fixed sample of 400

random realizations of 20×20×20 EA models for all algorithms, and monitor the log-deviation

of the best Ising energies found so far (above the best known ground state energy [RRGRP+09])

throughout the simulation (see Appendix B.5).

As shown in Fig. 4.3, for the fully-frustrated instances, while the scaling of standard

stochastic algorithms are well-fitted by super-polynomial functions (an exponential for SA and a

sub-exponential for ICM), the scaling of the memory dynamics is well-fitted by a polynomial

up to the maximum size we have tested. For partially-frustrated instances, all three algorithms

appear to scale polynomially, with the memory dynamics having the lowest power. For the EA

instances, the returned energy of the memory dynamics is mostly below the other two algorithms,

and appears to continue evolving asymptotically at a lower energy as well.

In a word, not only is the memory dynamics more efficient in navigating the glassy

landscapes at low temperature, but it is also more efficient in discovering “deep” solutions. Most

importantly, its efficiency has been empirically proven to be general on complex spin glasses.

Nevertheless, one should note that the algorithm operates at non-equilibrium (unlike SA and
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ICM), so at the present stage, it is not clear how equilibrium statistics can be efficiently sampled.

This is a work in progress.

4.5 Conclusions

In this work, we have introduced a new approach to simulate spin glasses based on the

coupling of (linearly relaxed) spins with memory variables. We have shown numerically that

the generated memory-induced spin clusters are critical, and the memory dynamics are efficient

in finding the ground state of fully-frustrated Ising spin glasses in 3d, even using the basic

forward Euler discretization scheme. As a future development, the introduction of an appropri-

ate discretization and acceptance scheme [Bet17] may endow the memory dynamics with the

detailed-balance property [MRR+53], making it applicable to simulating equilibrium dynamics

of glasses even at finite temperature. This would allow the algorithm to be interfaced with modern

stochastic algorithms, which may be useful for generating critical clusters for bosonic quantum

spin and gauge systems [TK01, FS78, FHS78].

Furthermore, a foreseeable generalization would be to apply this technique to simulating

glasses on more general graph structures and interaction states [PHRK19, WM00]. Finally, it

would be interesting to study the fundamental mechanism behind the criticality of memory, and

its property of inducing nonlinear solitonic behavior in frustrated systems [Tod12, HH77, Tao06]

which has been shown empirically in the past [STDV19].
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Chapter 5

δώσε µoυ µoχλó,

µπoρώ να γυρίσωένα ελέϕαντα:

mode-assisted RBM training

5.1 Introduction

The goal of this chapter is to investigate the modal1 properties of the restricted Boltzmann

machine (RBM). This investigation is motivated by the application of memory dynamics in

discovering the mode of the joint measure of the RBM, which is then used to inform the weight

updates to achieve more efficient unsupervised learning of the RBM.

In this context of mode-assisted learning, there are two main problems of interest. The

first (Section 5.2) is whether the modal configuration of the joint measure induces a visible

configuration that is also the mode of the marginal configuration of the RBM. In other words, if

we take the mode of the joint measure and the mode of the marginal measure, do the two modes

1Here, the word mode means the element assigned the largest probability under some probability measure. Note
we shall always assume discrete measure in this work.
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coincide in their visible configurations? We attempt to answer this problem by assuming an RBM

with Gaussian disorder. The second problem (Section 5.3) is whether the modal information of

the RBM can be leveraged (quite literally as we will see) to improve stability and efficiency of

the unsupervised learning of RBM. To a certain degree, the answer is positive.

5.2 Joint-marginal Modal Correspondence

Again, an RBM is essentially an Ising model on a bipartite graph with random couplings

that we refer to as weights W. The nodes of the bipartite graph can be partitioned into two subsets

(with no intra-connections) that we refer to as the visible layer and the hidden layer. In the

vernacular of the field of machine-learning, we refer to a spin configuration of the visible and

hidden layer as a visible configuration and hidden configuration respectively, denoted as v and h.

The RBM energy (Hamiltonian) and the joint measure (Boltzmann distribution) of the RBM is

given as

H(v,h) =−∑
i j

Wi jvih j µ(v,h) = Z−1 exp
(
−βH(v,h)

)
,

where β ∈ [0,+∞) is the inverse temperature and Z is some normalizing constant. We will set

β = 1 from here on as the magnitude of the inverse temperature can be absorbed into the weights

W.

The goal of this section is to show that the mode of the marginal distribution of the

visible layer, µ(v), and the mode of the joint distribution, µ(v,h), are correlated (in the sense

of Definition 5.2.2). Informally, the strength of this correspondence can be interpreted as the

probability that the mode of µ(v) and the mode of µ(v,h) to overlap in the configuration of v for

a random RBM. This means that that the mode of µ(v,h) can be used to “approximate” the mode

of µ(v), a feature which we exploit in the mode-assisted training algorithm.
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5.2.1 Unnormalized PMFs

Recall that we base the analysis in this section on an n×m unbiased RBM with nodal

values of v ∈ {−1,1}n and h ∈ {−1,1}m. The discussion in this section can be easily extended

to a biased RBM. To ease the burden of notation, we first begin by defining an angle variable

θ = v ·W, which allows us to rewrite the RBM energy and the joint measure as follows:

E =−θ ·h, µ(v,h) =
1
Z

eθ·h,

where Z is the partition function of the RBM. The marginal measure of the visible layer can

be obtained by fixing the visible layer and summing the joint PMF over all the hidden layer

configurations:

p(v) = ∑
h

p(v,h) =
1
Z ∑

h
eθ·h =

1
Z

m

∏
j=1

2cosh(θ j), (5.1)

where the last equality is obtained by factoring the sum into each individual hidden nodes.

Since we are mainly concerned with the correspondence of the modal configurations

instead of the normalized probability mass, we will ignore the normalizing factor Z−1 and simply

look at the unnormalized probability mass functions (PMFs):

P(v,h) = eθ·h P(v) =
m

∏
j=1

2coshθ j.

Note that the nodal configuration of the joint distribution is described by the configurations of

both layers {v,h}, while the nodal configuration of the marginal distribution is only described by

the visible layer v. So in order to compare the nodal configurations of the two PMFs, we have

to induce a PMF on the visible configurations via a max operation on the joint P(v,h) over the

hidden nodes. More explicitly, we define this new PMF Q(v) as follows.

Definition 5.2.1 (Induced PMF). Given a joint measure P(v,h), the measure induced on the
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visible configurations (by the max operation over the hidden configurations) is given as

Q(v) = max
h

P(v,h),

Remark. In other words, Q(v) is the maximum of the P(v,h) over all h under some fixed v.

Note that the purpose of this definition is to have the mode of Q(v) be the same as the mode of

P(v,h) “projected” onto the space of v. In other words, if we let {v∗,h∗} be the mode of the joint

distribution P(v,h), then we have the following:

argmax
v

Q(v) = argmax
v

(argmax
h

P(v,h)) = v∗

This means that the mode of the joint distribution P(v,h) is the same as the mode of Q(v) in the v

component.

Note that there is a bijection between the visible configurations and the angle variables

given by θ = v ·W, so we can make Q depend on θ instead, or Q(θ), which is usually the form

that we will be using for this section. Similarly, we can also write P(θ) as the unnormalized

marginal distribution.

To simplify the analysis of modal correspondence, we first obtain a closed form expression

for Q(v):

Lemma 5.2.1. Q(v) = exp(∑ j |θ j|).

Proof. Note that the expression for P(v,h) can be written as P(v,h) = exp(∑ j θ jh j). It then

follows that argmaxh P(v,h) = exp(argmaxh ∑ j θ jh j) = exp(∑m
j=1 argmaxh j

(θ jh j)). Since h j ∈
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{−1,1}, it is easy to see that argmaxh j
(θ jh j) = |θ j|. Therefore, we have

Q(v) = argmax
h

P(v,h) = exp(∑
j
|θ j|)

Now, if we denote v? as the v component of the mode of P(v,h) and v� as the mode of

P(v), then the question of whether the marginal mode equals to the joint mode can be succinctly

expressed as

v� ?
= v?.

The equality, in fact, does not hold in the absolute sense, and it is very easy to construct

pathological examples to violate the equality. However, for practical purposes, we only need

this equality to hold with some non-negligible probability for an RBM with weights randomly

sampled from some distribution. We then formally define the notion of correspondence as follows

Definition 5.2.2 (Modal Correlation). Given an n×m RBM with random weights w, we say that

the marginal mode and joint mode of the RBM are correlated if the following holds

ProbW

( ∧
v∈{−1,+1}n

(
P(v)≤ P(v?)

))
≥ 0.5, (5.2)

where v? is the visible component of the mode of P(v,h).

Remark. First, we recall that v? is the v component of the joint distribution P(v,h). If v?

is also the mode of the marginal distribution P(v), or v? = v�, then clearly we require that

P(v)≤ P(v�) = P(v?), for all v configurations. In other words, the probability in the LHS of (5.2)

evaluates to 1 and the inequality is trivially satisfied. In order to weaken the condition of exact

modal correspondence, we simply require that the probability that the inequality P(v)≤ P(v?)

holds ∀v to be greater than some arbitrary nonzero constant, which we chose to be 0.5 here.
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5.2.2 Trivial Cases

From here on, we shall assume that the RBM is gauged such that the joint mode is the +1

configuration, or

argmax
{v,h}

P(v,h) = {+1,+1}.

Note that this gauge transformation can be performed on arbitrary RBMs, meaning that we are

not sacrificing any generality by making this assumption.

There are two cases where proving the modal correspondence is trivial; the two cases

occur at the beginning and end of the pre-training respectively. At the beginning of the training,

the frustration index is small for the RBM (if there is a nonzero weight bias), and the system is

trivially ferromagnetic. At end of the training, the magnitude of the weights are large, and the

nodal activation of the hidden layer is almost certain.

Small Frustration

In fact, if the frustration index is zero, we can state the following deterministic equality.

Proposition 5.2.2. argmaxv Q(v) = argmaxv P(v) for an RBM with zero frustration.

Proof. We look at the gauged RBM where all weight elements are non-negative. Recall that the

ground state of a gauged RBM is +1, then we have argmax{v,h}P(v,h) = +1, which implies

argmaxv Q(v)=+1. Note that P(v)=∏ j 2cosh(θ j)=∏ j 2cosh(∑iWi jvi)≤∏ j 2cosh(∑iWi j)=

P(+1), where the inequality comes from the fact that Wi j ≥ 0 and vi ∈ {−1,1}, so we have

argmaxv P(v) = +1 as well. The proposition is then shown.

Large Weights

Near the end of the RBM training, the magnitude of the weights are usually very large

(thus also the magnitude of the elements of θ), and the activation of the hidden nodes becomes
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increasingly certain. Intuitively speaking, this means that given any visible configuration, there is

only one dominant hidden configuration corresponding to it. Therefore, the marginal distribution

µ(v) (which involves the sum over all hidden configurations) can be effectively approximated

with the joint distribution µ(v,h). We formalize this argument as follows:

Proposition 5.2.3. Given an n×m weight matrix, W, with the joint mode v satisfying

∀ j ∈ [[1,m]], |∑
i

Wi jvi| 6= 0,

and the ground state is not degenerate. Then ∃M > 0, such that for an RBM with the weight

matrix, MW, the following is true

argmax
v

Q(v) = argmax
v

P(v).

Proof. We look at the gauged RBM so that the ground state is +1, then we set

θ j = ∑
i j

Wi j > 0.

Let v′ be the visible component of any other state, then we denote

θ
′
j = ∑

i j
Wi jv′i.

Then the following must be true

∃ε > 0, ∑
j
|θ j|−∑

j
|θ′j|= ε.
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Recall from Eq. (6.16) that

Q(θ) = ∏
j

exp(|θ j|).

Furthermore, we can write the marginal distribution as

P(θ) = ∏
j

2cosh(|θ j|).

Note that limx→∞ = 2cosh(x)
exp(x) = 1. This implies that ∀δ > 0, ∃x > 0 such that 2cosh(x) < (1+

δ)exp(x). If we assume that the proposition is false, then we can set δ′ < exp(ε/m)− 1 and

choose M > 0 such that

(1+δ
′)m

∏
j

exp(M|θ′j|)> ∏
j

2cosh(M|θ′j|)≥∏
j

2cosh(M|θ j|)> ∏
j

exp(M|θ j|)

=⇒ m log(1+δ
′)+∑

j
M|θ′j|> ∑

j
M|θ j| =⇒ ε > ε,

a contradiction. Therefore, the proposition must be true.

We have shown in the previous section that the modes of the joint and marginal PMF of

the RBM correspond almost surely under two trivial cases: large weights and small frustration.

The remaining case where the weights are small and the frustration is large is highly non-trivial.

In the next section, we will assume that the weights are normally distributed independently2, and

for this model, we show that the joint and marginal modes are correlated in the sense of Definition

5.2.2. The core technique used in showing this correlation is essentially a study of Gaussian

integrals over simplexes of varying sizes.

2We do not claim this is a practical assumption for all network models, because it is clearly not. Nevertheless,
there are certain network models whose weights are initialized as such, for instance the reservoir of an echo-state
network. Furthermore, in our latest work to-be-published, we show numerically that the eigenvalues of the weight
matrix of certain layers in a deep-network slowly evolve to a circle-distribution in the complex plane, meaning that
the weights can in fact be approximated with iid random variables.
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5.2.3 RBM with Gaussian Weights

We first formalized what we mean by a random RBM.

Definition 5.2.3 (Random RBM). A random RBM is an RBM with a weight matrix, W, whose

elements are iid normal variables with mean µ = 0 and standard deviation σ. Furthermore, the

configuration of the visible layer is sampled uniformly from {−1,+1}n.

Lemma 5.2.4. Given a random RBM, {v,W}, the angle variables,

θ = v ·W,

are iid normal variables with mean 0 and variance σ2
θ
= nσ2.

Proof. This is a three stage proof. First, we have to show the product Wi jvi is a random normal

variable, so the elements of θ are also random normal variables. Second, we show that the

probability distribution function (pdf) of θ is a multivariate normal distribution. Finally, we show

that the elements of θ are uncorrelated, thus implying that they are independent.

To show that Wi jvi is a random normal variable, we find the cumulative distribution

function (CDF) of this product, and show that it is the CDF of a normal distribution. The CDF of

the product is given by

P(Wi jvi <= z)

=P(Wi j <= z)P(vi = 1)+P(Wi j >=−z)P(vi =−1)

=
1
2
(P(Wi j <= z)+P(Wi j >=−z))

=
1
2
(2P(Wi j <= z))

=P(Wi j <= z),
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which is simply the CDF of Wi j. Note that we have exploited the fact that the PDF of Wi j is even.

Therefore, θ j = ∑iWi jvi is the sum of n random normal variables, resulting in another random

normal variable N (0,nσ2).

To show that the pdf of θ is a multivariate normal distribution, it is sufficient to show that

any linear combination of the angle variables is a normal variable. Let the linear combination be

∑
j

c jθ j = ∑
j

c j(∑
i

Wi jvi) = ∑
i

vi
(
∑

j
Wi jc j

)
.

If we denote φi = ∑ j Wi jc j, then the linear combination can be expresed as ∑i viφi. Note that we

can show that viφi is a random normal variable by the same argument as above, then ∑i viφi must

be a random normal variable as well, as it is the sum of independent normal variables. Therefore,

θ is a multivariate normal distribution.

Finally, since the PDF of θ is a multivariate normal distribution, to show that θ are

independent random normal variables, it is sufficient to show that any two elements of θ are

uncorrelated. For j1 6= j2, we have

Cov(θ j1,θ j2) =Cov(∑
i

Wi j1vi,∑
i

Wi j2vi) = E(∑
i1,i2

Wi1 j1Wi2 j2vi1vi2)

= ∑
i1,i2

E(Wi1 j1Wi2 j2)E(vi1vi2) = ∑
i
E(Wi j1Wi j2) = ∑

i
E(Wi j1)E(Wi j2) = 0,

where we have used the fact that E(vi1vi2) = δi1i2 . The lemma is then proved.

Remark. An important consequence of this lemma is that we can parameterize a random RBM

with the angle variables θ, as the distributions of v and W are fully captured as the distribution

of θ as iid normal variables.
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As an RBM with large weights trivially satisfies the modal correspondence condition (see

proposition 5.2.3), we can assume the weights are small for the sake of non-triviality, and make

the following approximation for θ:

P(θ) = ∏
j

2cosh(θ j)≈∏
j
(2+θ

2
j)≈ 2m +2m−1(∑

j
θ

2
j)→∑

j
θ

2
j ,

where the right arrow in the last line denotes an affine transformation which preserves the ordering

of the probability masses. Similarly, we approximate Q(v) as follows:

Q(θ) = exp(∑
j
|θ j|)≈ 1+∑

j
|θ j| →∑

j
|θ j|.

5.2.4 Simplex Condition

To show modal correspondence, it is convenient for us to fix Q(θ), and analyze the

conditional distribution of θ. In particularly, we wish to show that if Q(θ) is large, then the

conditional expected value of P(θ) will also be large. First, we denote the conditional distribution

of θ under a fixed Q(θ) as f (θ
∣∣ Q(θ) = α). Recall that Q(θ) = ∑ j |θ j| so the level set of Q(θ)

are composed of simplexes, one in each quadrant. Note that θ are iid normal variables, so the

PDF is spherically symmetric. Furthermore, θ
2 is also spherically symmetric. This means that all

moments of P(θ) are invariant if we rewrite the condition as

[
Q(θ) = α

]
∧
[
θ≥ 0

]
. (5.3)

Lemma 5.2.5. The following two conditional distributions are equivalent.

f
(
θ

2 ∣∣ [Q(θ) = α
]
∧
[
θ≥ 0

])
= f
(
θ

2 ∣∣ ∑
j
|θ j|= α

)
.

Proof. Omitted. Follows directly from the spherical symmetry of the PDF of θ.
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The graph of condition (5.3) is a regular simplex of length
√

2α and dimension m− 1

in the first quadrant, which we can denote as ∆
m−1
α , and we can write the conditional PDF

as f (θ
∣∣ ∆

m−1
α ). It is convenient for us to apply an orthogonal transformation to θ, and we

denote the new angles as φ = T θ. Note that the new angles are still independent normal random

variables, since an orthogonal transformation preserves the independence of normal variables.

The orthogonal transformation is chosen such that φ̂1 points from the origin to the centroid of the

simplex. We denote φ′ as the components of ϕ other than φ1, meaning that φ = (φ1,ϕ).

Lemma 5.2.6. Let n = α√
m φ̂1, then

∀θ ∈ ∆
m−1
α , θ

2 = (n2 +ϕ
2).

Proof. This can be shown by realizing that n is the displacement of the centroid from the origin,

which is perpendicular to the m−1 hyperplane the simplex is in. In other words

∀θ ∈ ∆
m−1
α , (θ−n) ·n = 0.

Remark. This lemma allows us to express the condition distribution of θ in terms of ϕ.

Lemma 5.2.7. Let ϕ be iid normal variables with variance σ2
θ
, then

f (θ
∣∣ ∆

m−1
α ) =

[
f (ϕ)

/∫
∆

m−1
α

f (ϕ)
]
= f (ϕ

∣∣ ∆
m−1
α ).

Proof. This can be shown by realizing that if θ are iid normal variables, then φ must also be iid

normal variables. The intersection of the PDF of iid normal variables and a hyperplane is also a

PDF of iid normal variables (with one less dimension).

121



The conditional expected value of P(θ) can then be expressed as

E
(
P(θ)

∣∣ Q(θ) = α
)
= E

(
∑

j
|θ j|2

∣∣ ∆
m−1
α

)
=

α2

m
+E(ϕ2 ∣∣ ∆

m−1
α ). (5.4)

Similarly, the conditional variance can be expressed as

Var(P(θ)
∣∣ Q(θ) = α) = Var(ϕ2 ∣∣ ∆

m−1
α ). (5.5)

Note that the k-th moment of ϕ2 conditioned on the simplex is

E
∆

m−1
α

(ϕ2k) =

[∫
∆

m−1
α

f (ϕ)ϕ2k
/∫

∆
m−1
α

f (ϕ)
]
.

To lessen the burden of notation, we denote the following Gaussian integral

J(σ,α,k) =
∫

∆
m−1
α

dϕϕ
2k exp

[
− ϕ2

2σ2

]
=
√

m
∫

∞

0
dθδ(∑

j
θ j−α)ϕ2k exp

[
− (θ−n)2

2σ2

]
,

(5.6)

and we note that

J(σ,α,k) =
[

∂

∂
(
− 1

2σ2

)]2k
J(σ,α),

where the last argument of J is assumed 0 in its absence. We can then write

E
∆

m−1
α

(ϕ2k) =
1

J(σθ,α,0)

[
∂

∂
(
− 1

2σ2
θ

)]2k
J(σθ,α,0).

Before we proceed to evaluate this integral, we first recall that the size of the simplex is

given as α = ∑k |θ j|, which means a “typical” value of α is dependent on the variance, σ2
θ
. In fact,

we note that |θ j| is a half normal variation with mean
√

2
π

σθ, then a typical size of the simplex
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would be

α =

√
2
π

mσθ.

Therefore, when we make approximating assumptions on the integral J, we have to keep in mind

the scaling behavior of α with respect to m and σθ.

5.2.5 Gaussian Integral

We now evaluate the integral J (as defined in Eq. (5.6)), which we use to derive asymptotic

approximations for E
∆

m−1
α

(ϕ2) and Var
∆

m−1
α

(ϕ2) in the limit of large m.

Proposition 5.2.8. We denote

k′ =

√
2
π

(
1−2

√
log2
π−2

+π

√
log2
π−2

)
. (5.7)

In the limit of large m, we have the following linearization of E
∆

m−1
α

(ϕ2) and Var
∆

m−1
α

(ϕ2) around

k′:

E
∆

m−1
α

(ϕ2)≈
[
0.727+0.376(k− k′)

]
mσ

2
θ,

Var
∆

m−1
α

(ϕ2)≈
[
0.887+0.813(k− k′)

]
mσ

4
θ.

Proof. We first note that

E
∆

m−1
α

(ϕ) =
σ3

θ
J′

J

Var
∆

m−1
α

(ϕ2) =
3σ5

θ
J′+σ6

θ
J′′

J
−

σ6
θ
(J′)2

J2 .

(5.8)

where the prime symbol denotes partial derivative of J with respect to σθ.
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We begin by transforming the integral J(α,σθ) in frequency space p

J(σ,α) =
√

m
2π

exp(− α2

2mσ2
θ

)×
∫

∞

−∞

d p exp(−ipα)
{∫

∞

0
dθ exp(ipθ− θ2

2σ2
θ

+
αθ

mσ2
θ

)
}m

=
(
2−

m
2−1

π
m
2−1√mσ

m
θ

)
×∫

∞

−∞

d p exp(−1
2

p2
σ

2
θm)
(
1+ erf(

a+ ipmσ2
θ√

2mσθ

)
)m

.

In order to approximate the error function, we denote p′ =
√

1
2mσ2

θ
p and λ = α

mσθ
. Note that λ

does not scale with m or σθ, and its typical value is
√

2
π

. The integral can then be written as

J(σθ,α) =
(
2

m+1
2 π

m
2−1

σ
m−1
θ

)
×∫

d p′ exp(−p′2)
(
1+ erf(

ip′√
m
+

λ√
2
)
)m

.
(5.9)

Note that for the argument of the error function, the real part is close to λ√
2
= 1√

π
< 1, and the

imaginary part approaches zero for large m. We then expand the error function as follows.

erf(x+ iy) ≈ erf(x)+
2i√

π
exp(−x2)y+

2x√
π

exp(−x2)y2,

which gives us

erf(
ip′√

m
+

λ√
2
)

≈erf
( λ√

2

)
+

2√
π

exp
(
− (

λ√
2
)2)( ip′√

m

)
+

2√
π

λ√
2

exp
(
− (

λ√
2
)2)( p′2

m

)
,

where we kept terms only up to the order of limm→∞(1+ 1
mr )m = 0 as m→ ∞ for r > 1. We can
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then approximate the m-th power of the above result by using the fact that

lim
n→∞

(
x+ y√

n +
z
n

)n

xn exp
( z

x +
√

n y
x −

1
2(

y
x)

2
) = 1,

which allows us to write

(
1+ erf(

ip′√
m
+

λ√
2
)
)m

≈
(
1+ erf(

λ√
2
)
)m exp

[2
√

m√
π

C(λ)ip′+

√
2
π

C(λ)λp′2 +
2
π

C(λ)2 p′2
]
,

where we have denoted

C(λ) =
e−λ2/2

1+ erf
(

λ√
2

) .
We then make the following approximation to the integral:

∫
∞

−∞

d p exp(−p2)exp(ap+bp2) =

√
π

1−b
exp
( a2

4(1−b)

)
.

We can then evaluate the integral J and perform the following linearization around k′ (the reason

for the choice of k′ will be clear in the following subsection):

E
∆

m−1
α

(ϕ2)≈
(
0.727+0.376(k− k′)

)
mσ

2
θ,

Var
∆

m−1
α

(ϕ2)≈
(
0.887+0.813(k− k′)

)
mσ

4
θ.

(5.10)

125



5.2.6 Density of States

We first briefly discuss the choice of k′ as appeared in Eq. (5.7). We first recall that the

size of the simplex,

α =
m

∑
j=1
|θ j|,

is the sum of m iid half-normal variables each with mean
√

2
π

σθ and variance (1− 2
π
)σ2

θ
. This

means that in the limit of large m, α can be considered a normal variable with mean
√

2
π

mσθ and

variance (1− 2
π
)mσ2

θ
. We then see that in the limit of large m, α is sharply peaked at its mean (as

the relative standard deviation scales as
√

1
m), as the result of the LLN (law of large numbers).

This means that the probability that α deviates from its mean by some constant fraction scales as

e−m.

However, this exponential decay is compensated by the exponential increase in the number

of visible configurations, which is simply 2n. In fact, for an n×n RBM, the contributions from

the law of large numbers and entropy balance out, and a simplex whose size deviates from the

typical value of α can still be likely generated by some visible layer configuration. We formalize

this argument as follows, where k = α

mσθ
is taken to be a random variable with mean

√
2
π

and

variance 1
n(1−

2
π
).

Definition 5.2.4. For a random n×m RBM, we define its density of states at k, D(n,m,k), to be

D(n,m,k) = lim
δk→0

EW
(
N(k,k+δk)

)
δk

,

where N(k1,k2) denotes the expected number (taken over the probability measure of the weight

matrix) of visible configurations that generates a simplex whose size is from kmσθ to (k+δk)mσθ.

Remark. For a n×m random RBM, if we take the graphs of all the simplexes generated by all

the visible configurations. D(n,m,k) is simply a measure of how “densely packed” the simplexes
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are at k.

Proposition 5.2.9. For an n×n random RBM, we denote the density of states to be D(n,k) =

D(n,n,k). If we let

ko =

√
2
π

(
1− (π−2)

√
log2
π−2

)
k′ =

√
2
π

(
1+(π−2)

√
log2
π−2

)
.

Then ∀δk > 0,

lim
n→∞

D(n,k′+δk) = 0 lim
n→∞

D(n,ko−δk) = 0.

Proof. We first note that

D(n,k) =2n 1√
2π

n

(
1− 2

π

) exp
[
−

(
k−
√

2
π

)2

2
n

(
1− 2

π

) ]

=

√
n

2π
(
1− 2

π

)[exp
(

log(2)−

(
k−
√

2
π

)2

2
(
1− 2

π

) )]n
.

Note that exponent evaluates to 0 at k = ko or k = k′, and the exponent is negative if k > k′ or

k < ko, so the proposition follows.

Remark. This proposition implies that for a random n×n RBM, the largest size of the simplex

generated by the visible configuration is typically k′, which corresponds to the mode of the joint

distribution v?. It is convenient to denote the deviation from the size of the largest simplex as

κ = k′− k, and the size difference between the smallest and largest simplexes as δκ = k′− ko,

then under this parameterization, we can write the density of states as

D(n,κ) =
√

n
2π−4

[
exp
(
(κ)(∆κ−κ)

)] n
2(1− 2

π ) . (5.11)
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Then from Eqs. (5.4), (5.5), and (5.10), we see that the conditional expected value and variance

of P(θ) can be linearized at κ = 0 as

E(P(θ)
∣∣ ∆

m−1
α ) =

(kmσ)2

m
+E

∆
m−1
α

(ϕ2 ∣∣ k)

≈
(
(0.727+ k′2)− (0.376+2k′)κ

)
nσ

2
θ√

Var(P(θ)
∣∣ ∆

m−1
α ) =

√
Var
(
ϕ2
∣∣ k)

≈
(
0.942−0.432κ

)√
nσ

2
θ.

If we denote A = (0.376+ 2k′) and B(κ) = 0.9422 +(0.942− 0.432κ)2, then for suffi-

ciently large κ > 0, we have the following approximation

Pr
[
P(κ)> P(0)

]
=

1
2

erfc
(

C(n,κ)
)
≈ 1

2
1

C(n,κ)
√

π
exp
[
−C(n,κ)2],

where we have denoted

C(n,κ) =
√

nAκ√
2B(κ)

,

noting that it scales with
√

n. Then clearly, ∀δκ > 0, we have

lim
m→∞

erfc
(
C(n,κ)

)
C(n,κ)

√
π

exp
[
−C(n,κ)2],

meaning that the asymptotic approximation to the erfc function is valid in the limit of large n.

If we denote an instance with the random variable P(θ) conditioned on the simplex
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∑ j |θ j|= (k′−κ)nσθ as P(κ), then we can make the following approximation to Eq. (5.2).

log
[
∏

v
Pr
(
P(v)≤ P(v?)

)]
=∑

v
log
[
Pr
[
P(v)≤ P(v?)

]]
≈−

∫
∞

δκ

dκD(n,κ)
1
2

1
C(n,κ)

√
π

exp
[
−C(n,κ)2],

(5.12)

where δκ > 0 is some small constant. We formalize this approximation as follows.

Proposition 5.2.10. Let δκ = 1
n , then in the limit of large n,

∫ +∞

0
dκD(n,κ) log

[
Pr
(
P(κ)≤ P(0)

)]
≈−

∫ +∞

δκ

dκD(n,κ)
1
2

1
C(n,κ)

√
π

exp
[
−C(n,κ)2].

Proof. We denote the following integral

I(n,κ1,κ2) =
∫

κ2

κ1

dκD(n,κ) log
[
Pr
(
P(κ)≤ P(0)

)]
. (5.13)

First thing to note is that the integrand is always negative as the density of states, D(n,κ), is

necessarily positive, and the log-likelihood is necessarily negative. We then break I(n,−∞,+∞)

into three parts:

I(n,0,+∞) = I(n,0,+δκ)+ I(n,+δκ,+∞).

To prove the proposition, it is sufficient to show in the limit of large n that the integral goes to

zero for the first and last terms, and the asymptotic approximation for the error function is valid

for the second term.

For the integral I(n,+δκ,+∞), we have κ ≥ +δκ, and we can approximate the log-
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likelihood as

log
(

Pr
(
P(κ)≤ P(0)

))
= log

(
1−Pr

(
P(κ)> P(0)

))
≈−1

2
erfc
( √nAκ√

2B(κ)

)
≥− 1

2
erfc
( 3A√

2nB(0)

)
→ 0,

as n goes to infinity, meaning that the erfc approximation is valid.

For the integral I(m,0,+δκ), we have κ≥+δκ, and we obtain the following

log
(

Pr
(
P(κ)≤ P(0)

))
≥ log

(1
2
)
≈−0.69.

Recall that

D(n,κ) =
√

n
2π−4

[
exp
(
(κ)(∆κ−κ)

)] n
2(1− 2

π ) ,

which means

|I(n,0,+δκ)| ≥ 0.69
∫ +δκ

0
dκD(n,κ)→ 0,

as we take n to infinity. The proposition is then shown.

Corollary 5.2.10.1. Given an n×n RBM with random weights wn×n, the marginal mode and

joint mode of the RBM are correlated in the sense that

liminf
n→∞

Probwn×n

( ∧
v∈{−1,+1}n

(
P(v)≤ P(v?)

))
≥ 0.5, (5.14)

where v? is the visible component of the mode of P(v,h).

Proof. This can be shown by directly evaluating the logarithm of the integral as given in Eq. (5.12),

and verify that the result is greater than log(1
2) for all values of n.
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5.3 Stability and Efficiency of Mode-Assisted Training

The entire goal of the unsupervised training of the RBM is to match the marginal model

measure of the visible layer µ(v) to some external data measure, ϕ(v), typically modeled as a

uniform measure over some data set Ω⊆ {0,1}n. Formally, we search for the appropriate weights

and biases that minimize the Kullback-Leibler (KL) divergence between the two distributions,

given as

KL(µ ||ϕ) = ∑
v

ϕ(v) log
ϕ(v)
µ(v)

(5.15)

It is easy to check that the negative directional derivative of this quantity with respect to Wi j is

given by

−∂Wi jKL(q || p) = 〈vih j〉ϕ(v)p(h |v)−〈vih j〉µ(v,h) , (5.16)

where the first term is referred to as the data term, since the expected value is taken over a measure

coupled to the data, and the second term is referred to as the model term. If we wish to mini-

mize the KL-divergence over the weights W, then we can simply update the weights following

δWi j =−γ∂Wi jKL(q || p) at every iteration. γ is a hyper-parameter referred as the learning rate

that governs the integration step size.

The stability of a pre-training procedure to training neural networks is a very desirable

feature. This is because the KL divergence cannot be monitored during the pre-training process

for a realistically sized RBM, so it is crucial for us to ensure that the KL divergence does not

diverge3. In this section, we show that if we simply replace the model term (second term of the

RHS of Eq. (5.16)) with a term generated by the mode of the joint distribution, or

−vih j : {v,h}= argmin
v′,h′

E(v′,h′), (5.17)

3This happens if the learning rate is too large or if the expected values are not approximated with sufficient
accuracy.
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then the training is both stable and efficiency. We refer to this update as a mode update.

By stability, we mean that the mode of the model distribution is well-regulated and never

diverges (which is not a feature of stochastic training algorithms). In fact, in the absence of the

data term (by taking the data set to be null), the model distribution will converge to a uniform

distribution under sufficiently small learning rates, an expected Bayesian behavior. By efficiency,

we mean that the RBM model measure is explored in an efficient manner, via sampling of the

dominant states in an approximate “cyclic” fashion, so that the chain is never “trapped” under a

particular mode. This is made more clear in Section 5.3.4.

5.3.1 Energy Change of the Ground State

For the sake of simplicity, we consider an n×m unbiased RBM with weights W. We

refer to the minimum of the RBM energy over the nodal states as the ground-state energy,

E0(W) = min{v,h}E(v,h), which corresponds to the mode of the joint distribution µ(v,h). Note

that if the RBM is gauged (see Section 3.3.2), then the ground-state of the nodes is simply

{v,h}= {+1,+1}. In the gauged RBM representation, the mode-update, given in Eq. (5.17), is

simply δWi j = −1 uniform across the weight matrix. In other words, every weight element is

decremented by 1, meaning that the energy change of the ground state energy is increased by

δE0(W) = nm.

Under the metric of the nodal states (see Section 3.3.3), we denote the average energy of

all the states distance d from the ground state as E(W,d). Note that the average is not taken with

respect to the Boltzmann measure µ(v,h) but simply a uniform measure over the nodal states.

This is to ensure that the average is well-defined given only the ground state energy E0(W) and

the distance d from the ground state.
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Proposition 5.3.1 (Average Energy). The average energy of states distance d from the ground

state is:

E(W,d) = (1−2d)E0(W)

Proof. Given some distance d, there can be multiple assignments of {nv,mh} that correspond to

this distance. However, if given a particular tuple {n′v,m′h}, we show that the average energy of

all states with spins differing from the ground state by {n′v,m′h} is only dependent on the distance

d′ corresponding to the tuple, then the average energy of states of distance d′ from the ground

state is simply the average energy of states of with spins differing from the mode by {n′v,m′h}.

The average energy of states with spins differing from the ground state by {n′v,m′h} can

be expressed as

E{n′v,m′j}(E) = E{n′v,m′j}
(
∑
i j

Wi jvih j
)
=
(
∑
i j

Wi j
)
E{n′v,m′j}(v1h1),

where in the last equality, we used the linearity of the expected value and the symmetry of the

RBM. We easily see that the marginal probability distribution of a single spin is given by (with

the underlying joint distribution being uniform)

Pr(v1 =+1) =
n−n′v

n
, Pr(v1 =−1) =

n′v
n
,

Pr(h1 =+1) =
m−m′h

m
, Pr(h1 =−1) =

m′h
m

,

which gives us

E{n′v,m′j}(E) =
[
(1−2

n′v
n
)(1−2

m′h
m

)
][
−∑

i j
Wi j
]
= E0(1−2d′).

Therefore, the average energy of states distance d′ from the mode is also E(W,d′) = E0(W)(1−

2d′).
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Since the average energy distance d from the ground state is only dependent on d, we

expect this to be true also for the change in energy for a state at a distance d from the ground

state, under the weight update routine given in Eq. (5.17).

Proposition 5.3.2 (Energy Change). Given any state distance d from the ground state, the change

in the energy of that state is given by

δE(W,d) = nm(1−2d).

Proof. Again, we only have to focus on one particular assignment of the tuple {nv,mh} which

corresponds to the distance d, and show that the change in energy of a state corresponding to that

tuple depends only on d. Without loss of generality (WLOG), we assume that the first nv visible

nodes are of value −1, and the first mh hidden nodes are of value −1. Then the change in energy

is given by:

δE(W,d) =−∑
i j

δWi jvih j

= ∑
i j

vih j

=
nv

∑
i=1

mh

∑
j=1

vih j +
nv

∑
i=1

m

∑
j=mh+1

vih j +
n

∑
i=nv+1

mh

∑
j=1

vih j +
n

∑
i=nv+1

m

∑
j=mh+1

vih j

= nvmh−nv(m−mh)− (n−nv)mh +(n−nv)(m−mh)

= 4nvmh−2nvm−2nmh +nm

= nm(1−2d),

where we have used the fact that δWi j =−1.

Remark. Note that the energy change is only dependent on the size of the RBM and the distance

d from the ground state, so all the states at distance d experience the same energy change. Under
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a given learning rate η, the actual energy change is then

δE(W,d) = γnm(1−2d).

Combining propositions 5.3.1 and 5.3.2, we see that the energy change can be alternatively

written as

δE(W,d) = γnm
E(d)
E0

. (5.18)

At this point, it is necessary to take an intermission to look at the role that the mode update

term plays in the pre-training procedure. From Eq. (5.18), we see that the energy change of a state

distance d from the ground state is proportional to the average energy of the states at the same

distance E(W,d). In the context of the entire pre-training procedure, this energy change can be

interpreted as a constant drift term that pulls the energy back to zero with strength proportional to

the average energy of all the states of the same distance. Loosely speaking, the joint distribution

will become more uniform under an iteration of mode-assisted update.

Note that this behavior can also be achieved with standard regularization procedures such

as an exponential weight decay term like δWi j =−Wi j. However, such regularization techniques

are usually undesirable as they do not induce an effective sampling of a multi-modal distribution.

Our procedure, however, does not suffer from such drawbacks, and in fact promotes the effective

sampling of a multi-modal distribution (see section 5.3.4).

5.3.2 Approaching Uniformity

In this section, we formalize the argument that the RBM energies over all states become

more uniform under a mode-assisted update iteration. To do so, we mainly focus on the energy

variance across all states, and show that it must decrease under a suitable learning rate. This

statement can be made more precise as follows.
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Theorem 5.3.3 (Decrease in Energy Variance). If 0 < γ <−2E0
nm , then the variance of the energies

Vars(E(s)) over all spin states decreases. The largest decrease in variance occurs when γ =− E0
nm .

Proof. We reiterate the fact that the underlying PMF for the states is assumed to be uniform, or

f (s) = 1
2n+m for every nodal configuration s. We can then define a random variable D with its

PMF being:

fD(d) =
1

2n+m ∑
d(nv,mh)=d

(
n
nv

)(
m
mh

)
,

which can be interpreted as the probability of a randomly chosen state to be a distance d from the

ground state. From this PMF expression, we can easily derive the expected value and the variance

of the distance of two randomly chosen states

E(D) =
1
4
, Var(D) =

1
4nm

, (5.19)

where we see that the variance is small relative to the expectation value for a large system. We

then use the law of total variance to write the variance of the energies over all states as

Var(E(s)) =ED
[
Vars(E(s)

∣∣ d(s) = D)
]

+VarD
[
Es(E(s)

∣∣ d(s) = D)
]
.

(5.20)

We first begin by focusing on the first term. Note that the term Vars(E(s)
∣∣ d(s) = D) is the

conditional variance of energies of the states distance D from the mode. If we update the energies

according to Eq. (5.18), then the new variance can be written as Vars(E(s)+ γnm(1− 2D)
∣∣

d(s) = D). The term γnm(1−2D) is dependent only on D but not the specific nodal configuration

s, so it is just a constant offset in the context of the conditional variance, and the variance will

remain constant. Therefore, the first term of the variance decomposition is constant, and we only
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have to focus on the second term, which can be conveniently written as:

VarD(E(D)) = VarD(E0(1−2D))

= 4E2
0 Var(D) =

E2
0

nm
.

After a weight update, this variance becomes

VarD(E(D)+ γnm
E(d)
E0

) =4E2
0(1+

γnm
E0

)2Var(D)

=
E2

0
nm

(1+
γnm
E0

)2.

(5.21)

In this form, it is easy to see that the variance decreases when the learning rate satisfies

0 < γ <−2E0

nm
, (5.22)

with the largest decrease being δVarD(E(D)) = 4E2
0 VarD(D) =

E2
0

nm , which occurs at the learning

rate γ =−E0/nm. This is then our optimal learning rate.

Remark. To avoid confusion, note that E0 is negative, so −2E0
nm is positive, so the learning rate

γ is bounded in some positive interval. Note that the two biases for the visible and hidden spins

can be expressed as two ghost spins [PMDV20], thereby effectively adding one more spin to each

layer. By taking into account the biases, we see that the largest decrease of the variance occurs

when

γ≈−E0/(n+1)(m+1). (5.23)

There are two important things to note here. First, the learning rate, as presented in

Eq. (5.23) is generally very large and is only optimal in the sense that it provides the fastest

convergence to a uniform joint PMF, which is desirable for a stable pre-training routine, but not

necessarily optimal for minimizing the KL divergence. The practical usefulness of Eq. (5.23)
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is to mainly provide an upper bound to the learning rate that ensures stability. It should be

noted that the analysis ignores the presence of the data term and is only carried out over a single

iteration; in other words, it may be possible that a large learning rate will force the system into a

local minimum in the KL divergence rather quickly. Therefore, in the practical setting a smaller

learning rate would be more beneficial. In Ref. 5, we normalized this learning rate with the

learning rate of the background CD updates, which gives εCDγ < γ, where εCD < 1 is the learning

rate of CD.

The second thing to note is that Eq. (5.23) is not exact as the ghost spins are fixed nodes

that cannot be “flipped”, so theorem 5.3.1 no longer applies, meaning that the average energy

of states distance d from the ground state can no longer be uniquely determined by E0 and d

alone. Nonetheless, for large RBMs, the contribution from biases are relatively small, and the

approximation is close to exact.

5.3.3 Suboptimal Updates

Before we conclude this section, we make two final remarks concerning suboptimal up-

dates, or updates that are not informed by the global mode directly. The first remark pertains to a

practical setting where locating the global mode is difficult or too computationally expensive, and

only an approximate mode can be obtained, or a state with energy close to the ground state. We

discuss how an update informed by this state still ensures stability. The second remark compares

a mode-assisted update with an update with the model term sampled by some form of stochastic

algorithm (such as CD), and we show that the latter update procedure does not ensure stability.

Note that for the analysis in the previous section, we transformed the weight elements

such that the ground state is v∗ =+1 and h∗ =+1. However, this gauging procedure is general

and can be applied to any given state. Given any two states, v1 and h1 with some associated
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energy E1, it is always possible to gauge the RBM in a way such that v1 =+1 and h1 =+1. The

previous proofs will still carry through for E1 as long as E1 < 0. This means that the mode training

procedure does not hinge on the fact that the weight update has to be informed by the exact

ground state, and any state sufficiently close to the ground state should suffice. However, it should

be noted that using the ground state to inform the weight update provides the greatest decrease in

energy variance since the maximum of δVarD(E(D)) scales quadratically with E0 (see Eq. (5.21)).

Note that in Theorem 5.3.3, the argument that the conditional variance of the energies

conditioned on some distance d from the ground state does not change is based on the fact that

the weights are updated uniformly across the RBM according to δWi j = −1. However, for a

stochastic algorithm, the weight updates are clearly not uniform (or even deterministic for that

matter), so nothing can be said about the change of the conditional variance. It is possible for

the conditional variance to increase under a stochastic update, thus pulling the energies away

from uniformity if the magnitude of the increase overcomes the decrease in the second term in

Eq. (5.20) (the ground state variance).

To conclude this subsection, we discuss briefly the contribution of the data term in

updating the weight matrix. Clearly, if we look at the gauged RBM matrix, the change in each

element generated by the data term is bounded above by +1, meaning that its contribution cannot

overcome the guaranteed −1 decrease generated by the mode update term. This means that it is

impossible for the ground state energy to decrease even in the presence of the data term, so the

mode of the joint distribution must not increase, thus the training never diverges. This effectively

ensures the global stability of our mode-assisted training method.
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Figure 5.1: A schematic representation of a mode update. For sufficiently frustrated RBM,
whenever a mode is pushed down even slightly, a new mode will pop up.

5.3.4 Efficient Cycling of Modes: Whack-a-mode!

So far, we have shown that our update procedure guarantees stability. However, as already

mentioned, stability is also guaranteed by standard regularization terms such as the L2 regulariza-

tion scheme [Ng04], δWi j =−Wi j. In this section, we make the crucial distinction between our

procedure and standard weight regularization procedures by pointing out the key phenomenon

that our procedure is capable of efficiently exploring the landscape of a multi-modal measure.

For those bother to entertain childhood nostalgia, whack-a-mole is an arcade game where

there is a finite number of holes usually ∈ [6,12], and for each hole, a mole independently pops

out as a Poisson process whose rate increases as the level progresses. However, whenever a mole

is “whacked” into the hole, this will induce the emergence of moles popping out from other holes

(at least for certain versions of the game), so the moles do not behave completely independent,

and are correlated through the action of the player.
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This is exactly the picture one should have in mind when an RBM mode is “pushed” down

by the mode-update term (see Fig. 5.1). If the RBM is sufficiently frustrated, then pushing down

on a mode will induce the surfacing of other modes at faraway distances, which the mode update

will then push down and even more modes will be germinated, and so on. This effectively gives

us a sample of all the dominant states of the RBM in a cyclic fashion where the chain will hop

from one state to another.

Frustration Ratio

We first have to introduce the concept of frustration ratio in the context of an RBM (see

Section 3.3). The frustration ratio can be interpreted as a measure of the hardness of finding the

ground state of a given RBM instance. Interestingly, in this section, we show that an increase

in the frustration ratio is correlated with an increased rate of exploration of the multi-modal

distribution. Therefore, in some sense, for a given iteration of weight updates, the difficulty of

finding the mode of that distribution is “compensated” by an increased efficiency of the measure

exploration.

A detailed discussion of the frustration ratio is already given in Section 3.3. Here, we

will simply give its definition,

f =
1
2

∑ |Wi j|−∑Wi j

∑ |Wi j|
.

and discuss its implications in the context of mode updates. The frustration ratio is closely related

with the degeneracy of the low-energy states. In other words, with an increase in the frustration

ratio, the excited states will be spaced closer to the ground state in energy. Furthermore, for a

highly frustrated system, the transition from the ground state to the excited states usually involves

flipping a large cluster of nodes. This gives rise to a large population of local minima in the

energy landscape spaced far apart in distance but close together in energy (in distance defined in
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Section 3.3.3), and this property of a highly frustrated system makes it difficult for local search

algorithms to locate the global minimum. This motivates the need for an algorithm that is able to

learn the long-range correlations of the RBM spins, which we will discuss in Appendix D.3.

Inefficiency of Weight Decay

In this section, we discuss briefly why the standard weight decay algorithm δWi j =−γWi j

(where γ is some learning rate) is not efficient in assisting local algorithms in sampling a multi-

modal distribution. To begin with, we first recall that the joint distribution of the RBM is

µ(v,h) = exp(−E(v,h)),

where E(v,h) = ∑i j Wi j for a gauged RBM. Note that the weight decay update is a contracting

affine transformation of the energies of all states, or simply a rescaling of the energies by some

constant β = (1− γ)< 1, meaning that the joint distribution transforms as

µ(v,h)→ µ(v,h)β,

where the normalization condition is ignored.

Of course, the distribution does become more uniform under this transformation; how-

ever, the ordering of the states with respect to their energies will not change, meaning that the

ordering of the dominant modes remains invariant under this transformation. In other words,

a poorly initialized Markov chain trapped under a dominant mode will still remain trapped

unless β becomes sufficiently small; this means that a large learning rate, γ, is required to free

the Markov chain and allow efficient exploration of the joint distribution. However, a large

learning rate in this context is undesirable, as it brings the RBM to uniformity in a drastic manner,

which voids much of the information gained from the previous iterations of pre-training. The
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inefficiency of this approach boils down to the indiscriminate update of the weight matrix that

is ignorant of the energy ordering of the states or the distance between them (see Definition A.2.1).

Our mode-assisted update, on the other hand, updates the weight matrix based on the

ground state configuration of the RBM, resulting in a maximal increase in energy for the ground

state, and the energy change is “propagated” to the other states based on their distances from

the ground state (see proposition 5.3.2). An entirely different energy landscape will then emerge

under this update procedure even under a small learning rate, and it is likely that a new ground

state at a faraway distance will “pop” up. The next update iteration is then based on this new

found mode, and the process is repeated. Effectively, we are dynamically sampling the energy

landscape by making large leaps between dominant states without resorting to forcing uniformity

on the energies.

Global Mode Cycling

For the sake of simplicity, consider a gauged RBM with a joint distribution having three

dominant states, with their RBM energies being E0 < E1 < E2. The heuristic analysis in this

section can be easily generalized to multi-modal distributions with arbitrary number of dominant

states. We can also assume that the pairwise distances between the three modes are the same

(meaning that the three modes form an equilateral triangle under the metric defined in definition

A.2.1), which we can then denote simply as d.

If we assume that the learning rate is γ, then from Eq. (5.18), we see that the new energies
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of the three states will become

E(1)
0 = E(0)

0 +nmγ

E(1)
1 = E(0)

1 +nmγ(1−2d)

E(1)
2 = E(0)

2 +nmγ(1−2d),

where we are assuming that the magnitude of the learning rate is much larger than the energy

gaps4, or more precisely

γ >
E(0)

1 −E(0)
0

2nmd
, (5.24)

where we note that the lower bound of gamma is proportional to the energy difference between

the first excited state and the ground state. This guarantees that after one update, the ordering of

the new energies of the states will become

E(1)
1 < E(1)

2 < E(1)
0 ,

which means that E(1)
1 is the new ground state energy, and the next iteration of weight update will

be based on state E(1)
1 , resulting in the following new energies

E(2)
1 = E(1)

1 +nmγ

E(2)
2 = E(1)

2 +nmγ(1−2d)

E(2)
0 = E(1)

0 +nmγ(1−2d),

The energies are then reordered as

E(2)
2 < E(2)

0 < E(2)
1 ,

4This is a justified assumption if the system is highly frustrated, as the energy gaps near the ground state are
generally very small for such system.
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so E(2)
2 becomes the new ground state energy. And similarly, the third iteration will recover the

original energy ordering E(3)
0 < E(3)

1 < E(3)
2 .

Therefore, we see that in general, whenever we perform a weight update, the energy

ordering of the modal states will experience a left circular shift, so we are, in some sense,

sampling the multiple modes in a cyclic fashion, which allows us to effectively cover a large

volume of the probability measure.

5.3.5 Relationship between Frustration and Mode Sampling

Now, we discuss how an increase in the frustration index is conducive to an efficient

sampling of the multi-modal distribution. We here consider simply a gauged n×n RBM, with

ground state energy E0. We denote the average energy of states distance d from the ground state

as E(d) (see proposition 5.3.1). Under an iteration of mode update, the new energies are (see

Eq. (5.18))

E ′0 = E0 +n2
γ E(d)′ = E(d)+n2

γ(1−2d).

Small Frustration

For the sake of simplicity, consider the case where the frustration index of the RBM

is zero, then all the weights can be assumed positive. Furthermore, we make the simplifying

assumption that the weights are iid5 random variables with uniform distribution in [0,1]. We then

make the following claim.

Proposition 5.3.4. If we update the weight matrix continuously with the mode-assisted update

procedure, then the new ground state will differ from the original ground state by distance d ∼ 1
n

almost surely.

5From here on, “iid” will serve as the abbreviation of “independent and identically distributed”.
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More formally put, if we let Emin(d) be the minimum energy of states distance d from the

ground state, and ∆E(d) = Emin(d)−E0. Then the smallest learning rate for which a new ground

state can emerge is

γ
′ = inf{γ

∣∣ ∃d ∈ (0,1], 2dn2
γ = ∆E(d)}.

If we let d′ be the distance such that 2d′n2γ = ∆E(d′), then

lim
n→∞

Pr(d′ >
1
n
) = 0.

Proof. Given any state distance d from the ground state, we have

Pr
(
2dn2

γ > E(d)−E0
)
=

1
2

erfc
(√

6(1−2γ)nd
)
.

WLOG, we can also assume that n is a prime number, then the number of states distance k
n from

the ground state (where k < n) is 2
(n

k

)
, which gives us (denoting β =

√
6(1−2γ) and k = nd).

Pr
(
2dn2

γ > ∆Emin(d)
)

=1−
[
1− 1

2
erfc
(√

6(1−2γ)nd
)]2(n

k)

∼1− exp
[
−
(

n
k

)
e−βk2

√
πβk

]
≡J(n,k,β).

Note that ∀ε ∈ (0,1), we let β′ such that J(n,1,β′) = 1− ε, then we have

∀k ∈ [2,n], lim
n→∞

J(n,k,β′) = 0,

which proves the proposition.

This result implies that in the limit of large n, the new ground state is only likely going
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to differ from the old ground state by distance d ∼ 1
n , so we are only moving away from the old

ground state by a very small distance. This means that a small frustration is not conducive to an

efficient sampling of the phase space.

Large Frustration

A highly frustrated system is generally hard to study, so we here provide a brief heuristic

argument for the efficient sampling of the PMF for a highly frustrated RBM. Recall that in the

case of large frustration, the first excited state differs from the ground state by a large number

of nodes (hence a large distance d) but by only a small amount of energy. Also recall from

Eq. (5.24) that the lower bound of the learning rate scales proportionally to the energy difference

and inversely proportionally to the distance. Putting the two results together, we see that in

order for the first excited state to become the new ground state, we only require a very small

learning rate (which is conducive to a faster convergence of the KL-divergence), and furthermore,

transitioning from the ground state to the new ground state effectively allows us to traverse a large

distance, which allows us to efficiently sample the full PMF.
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Chapter 6

Une Danse Rigoureuse pour Satisfaire la

Trinité: a Caratheodory formulation of

memory dynamics and solving 3-SATs

6.1 Introduction

The existence and uniqueness of an autonomous ODE system is well-studied if the flow

field behaves sufficiently well. In fact, the celebrated Picard-Lindelöf theorem [CL55] guarantees

the existence and local uniqueness of the solution if the flow field is Lipschitz continuous in space,

and checking Lipschitz continuity is a fairly simple procedure.

However, in the case where Lipschitz continuity does not hold, the problem of establishing

existence and uniqueness (thus constructing a solution) becomes much more difficult. In this

work, we consider a generalization of a flow field known as a patchy vector field [AB99] inspired

by the numerical implementation of network training and memory dynamics. In short, a patchy

vector field can be viewed as a vector field constructed from “patches” of Euclidean domains

148



in which the fields are Lipschitz continuous separately. The space of the intersection of these

domains have co-dimension 1, and the fields in the intersection are constructed based on the

boundary fields of the two intersecting domains, in a way such that the solution segment in the

intersection connects the “entering” and “exiting” solution segments [CL55].

After having a well-defined solution to such vector fields, we focus on the memory dy-

namics evolved under a flow field generated by a linearly relaxed 3-SAT problem. The 3-SAT

instance is planted instance where the clauses are sampled independently from a certain distri-

bution that controls the hardness of the instance [BHL+02]. For this system, we show certain

desirable dynamical properties (in the context of optimization) such as having a non-trivial basin

of attraction, lacking any periodic orbit, and being dissipative.

This chapter is analytic in nature and is to be read along with Appendix C, which reports

the numerical results performed by Sean Bearden. We organized the sections in this chapter as

follows:

• In Section 6.2, we introduces the planted 3-SAT benchmark and its linearly relaxed version.

• In Sections 6.3 and 6.4, we construct a unique Caratheodory solution for a generalized

patchy vector field. For practical purposes, the analytic trajectory is constructed such that it

is approximated by the numerical trajectory obtained with the forward Euler integration

method used in our numerical analysis reported in the Appendix C.

• In Section 6.5, we show that the trajectory is bounded by a compact invariant subset, in

which if the trajectory is initialized, then it will remain in there forever. The dynamics will

converge to a fixed point if and only if a solution to the 3-SAT instance is found. This

guarantees the correctness of the dynamics, or a correspondence between the fixed points

of the dynamics and the solutions of the 3-SAT problem. Note that we make no attempt to
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bound the time it takes for the dynamics to terminate.

• In Section 6.6, we show that the basin of attraction of the solution for our flow field

contains a large hypercube in the voltage space. In other words, once the trajectory has

entered this region, the dynamics are guaranteed to converge to a solution.

• In Section 6.7, we show how the dynamics of the voltage flow field are related to the

evolution of the memory variables. In particularly, we show that it is highly unlikely for

the voltage variables to be trapped in a metastable state corresponding to a non-solution. (In

this pathological case, the voltages would stop but the memory variables would continue to

evolve.)

• In Section 6.8, we show the absence of periodic orbits in the voltage dynamics. This result,

coupled with the fact that the dynamics is non-transitive (due to having a non-trivial basin

of attraction), implies that the dynamics is non-chaotic by Devaney’s definition [BBC+92].

• In Section 6.9, we show that our system is dissipative, in the sense that the volume of any

initial set in the phase space contracts in time.

6.2 Continuous 3-SAT

In this section, we establish the formalism for studying the continuous version of the

3-SAT problem we have solved in the main text. This continuous version generates an energy

landscape that we explore with the memcomputing dynamics (see Section 6.5). In addition, we

provide a brief discussion on the class of planted 3-SAT instances [BHL+02] that we used in this

paper as benchmarks.
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6.2.1 From Discrete to Continuous Variables

Consider a 3-SAT Boolean formula with n variables and m clauses, where αr is commonly

referred to as the clause density, as it is the ratio between the number of clauses and number

of Boolean variables. We let +1 correspond to the true assignment of a Boolean variable, and

−1 to the false assignment. We then map the n Boolean variables into n continuous variables,

v ∈ [−1,+1]n, which we term voltages. For each clause, we can define various energy functions

indicating the state of satisfaction of each clause given a voltage assignment. The expression of

these functions are most compactly expressed by making use of the definition of polarity.

Definition 6.2.1 (Polarity and Constraint). Consider a 3-SAT Boolean formula with n Boolean

variables and m clauses. We denote the i-th Boolean variable as xi, and its polarity in the j-th

clause as

qi j =


+1 if xi appears positively in clause j,

−1 if xi appears negatively in clause j,

0 if xi does not appear in clause j.

The polarity matrix, Q, is the matrix with the element on the i-th row and j-th column being qi j.

Note that a 3-SAT Boolean formula is completely specified by Q.

Given a voltage assignment v ∈ [−1,+1]n, we denote the constraint of the j-th clause as

C j(v) =
1
2

min
{i
∣∣ qi j 6=0}

(
1−qi jvi

)
. (6.1)

The global constraint is the sum of the constraints of all clauses

C (v) = ∑
j

C j(v). (6.2)

For any v0 such that C (v0) = 0 is satisfied, we call v0 a solution vector.
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Remark. v0 is called a solution vector because if we take the corresponding Boolean vector x0

by thresholding v0 (converting v0,i > 0 to true and v0,i ≤ 0 to false), then x0 must be a solution to

the original 3-SAT problem. This is because the global energy being zero, C (v0) = 0, implies

that every clause energy must also be zero, C j(v0) = 0, which further implies that every clause is

satisfied under the assignment x0. Note that the converse is also true; if C(v′) = 0, then v′ must

be a solution vector.

To ease the burden of notation, it is useful to define the following index notation

σ j = argmin
{i
∣∣ qi j 6=0}

(1−qi jvi), (6.3)

which can be simply interpreted as the index of the voltage whose assignment is closest to

satisfaction among all voltages in clause j. Note that by this definition, we have qσ j, j = ±1,

denoting the polarity of the Boolean variable whose assignment determines the value of C j(v).

This notation allows us to simplify the expression of the clause constraint as given in Eq. (6.1)

C j(v) =
1
2
(1−qσ j, jvσ j).

Note that if the goal is for an effective numerical implementation of the memory dynamics

solely as a means to find a solution, rather than relaxing into an equilibrium point, one can exploit

the fact that if an assignment of v such that C j(v)< 1
2 for every clause, then the original 3-SAT

problem is solved by thresholding v to generate x0.

Proposition 6.2.1. Given an assignment of the voltages v ∈ [−1,+1]n such that C(v)< 1
2 , sgn(v)
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is a solution vector1.

Proof. Recall that C j(v) = 1
2(1−qσ j jvi). Since ∀ j we have C j(v)< 1

2 , then qσ j jvσ j > 0. If we

let v0 = sgn(v), then qσ j jv0,σ j = qσ j j sgn(vσ j) = sgn(qσ j jvσ j) = +1, as qσ j j = ±1. Therefore,

we have C j(v0) =
1
2(1−qσ j jv0,σ j) =

1
2(1−1) = 0, so C = ∑ j C j(v0) = 0. Therefore, sgn(v) is a

solution vector.

Remark. This means that once we have discovered an assignment of voltages such that the

constraints of all clauses are less than 1
2 , we can simply threshold the voltages to obtain the

corresponding Boolean variables for a solution of the original 3-SAT problem.

The global constraint defined in Eq. (6.2) is not everywhere differentiable with respect

to the voltages due to the use of a minimum operation, and this causes some inconvenience in

analyzing certain properties of the 3-SAT problem structure from the perspective of statistical

mechanics (see Eq. (6.9)). We then construct an energy function that is continuous (and also

smooth) in anticipation of such analysis.

Definition 6.2.2 (Energy). Given a 3-SAT Boolean formula defined by an n×m polarity matrix

Q, we define the energy of the j-th clause for any voltage assignment v ∈ [−1,+1]n as

E j(v) =
1
8 ∏
{i
∣∣ qi j 6=0}

(1−qi jvi). (6.4)

The global energy is the sum of the energies for all clauses

E(v) = ∑
j

E j(v). (6.5)

1While it is possible for vi = 0, resulting in sgn(0) = 0, this rare event does not affect the remaining nonzero
voltages from satisfying all clauses. In such a scenario, xi can be set to TRUE or FALSE without affecting the
satisfiability of the solution vector.
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Remark. We can show in a similar fashion (see the remark of definition 6.2.1) that if the 3-SAT

problem is satisfiable, then the global energy of a solution vector v0 will also be zero, or E(v0)= 0,

which is also its global minimum. The converse is also true. Therefore, the problem of minimiz-

ing the global constraint, C , and minimizing the global energy, E , are in fact equivalent problems.

The flow field of the memory dynamics for the voltages (see Section 6.5) contains two

terms, one being similar to the gradient of E(v) (see Eq. (6.12)) which we name the gradient-like

term and the other one closely related the clause function C j(v) (see Eq. (6.13)) which we name

the rigidity term. At certain hyperplanes, the gradient-like term is not differentiable and the

rigidity term is discontinuous (see section 6.5.1). We develop the mathematical formalism for

studying such irregular flow fields in Section 6.4.

6.2.2 Gauging the 3-SAT Problem

If the original 3-SAT Boolean formula has a known solution, analysis can be simplified

by converting the 3-SAT formula into an equivalent 3-SAT formula in such a way that the

known solution of the original formula is now a solution to the gauged formula with an all-true

assignment of the Boolean variables. After the conversion, there will be a restriction on the

possible clause types that can appear in the formula (no clause appears with all variables negated).

This will allow for a natural description of the clause distribution control (CDC) class of planted

instances, and greatly simplify the analysis of memory dynamics.

Definition 6.2.3 (Gauge Fixing). Consider a satisfiable 3-SAT Boolean formula given by an n×m

polarity matrix Q. Given any solution x0 to the 3-SAT problem, we gauge fix the polarity matrix

Q with respect to x0, Gx0 : {−1,+1}nm→{−1,+1}nm, such that each element of Q transforms

as follows

qi j→ x0,iqi j.
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We refer to Q′ = Gx0(Q) as the gauged polarity matrix.

Remark. It can be easily shown that the formulas given by Q and Q′ have the same structure.

In particular, given some mapping of the polarity matrix Gx0 , we can simultaneously map each

Boolean state x to a new one as follow

x→ x∗x0,

where ∗ denotes component-wise multiplication. It is then obvious that the satisfaction state of

each literal qi jxi is invariant under this mapping. A similar procedure applies for mapping the

voltages as well

v→ v∗v0.

Note that the performance of most SAT solvers (including the canonical Walk-SAT algo-

rithm [SK93] and our memory dynamics as presented in Eq. (6.11)) are invariant under gauge

conjugation [MM09]. Informally, this means that nothing is gained or lost in terms of the effi-

ciency of optimization by gauging the problem first before running the algorithm, as the behavior

of a SAT solver at each time step will not change under a gauge mapping (see Section 6.5.3). The

choice to gauge fix a solution to +1 is purely for analytic convenience.

An important property of a gauge fixed 3-SAT formula is that no clause can contain three

negated Boolean variables.

Lemma 6.2.2. Given a gauged polarity matrix Q of a k-SAT problem [GJ90], we have the

following

∀ j,∃i,qi j =+1.

In other words, all clauses must contain at least one literal that is an unnegated variable.

155



Proof. We prove this by contradiction. We first assume the negation of the Lemma, then

∃ j,∀i,qi j =−1.

Then without loss of generality (WLOG), we can assume that the j-th clause is the following

(x1∨ x2∨ ...∨ xk).

Since Q is a gauged polarity matrix, a solution must be x0 = +1. However, this assignment

evaluates to false by the above clause, so it cannot be a solution. We therefore have a contradiction.

Remark. It should be noted that the inclusion of clauses with all negations does not preclude

the possibility of the formula being satisfiable, as solutions other than +1 may still exist.

Lastly, we point out that the clause constraint defined in Eq. (6.1) has the important

property of being invariant under a gauge mapping.

Lemma 6.2.3 (Gauge Invariance of Constraints). Given a satisfiable 3-SAT instance with some

solution vector v0, C j(v) is invariant under the following transformation for ∀ j

qi j→ qi jv0,i v→ v∗v0.

Proof. Recall from Eq. (6.1) that

C j(v) =
1
2

min
qi j 6=0

(
1−qi jvi

)
.
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If we let q′i j = qi jv0,i and v′i = viv0,i, then we have

C′j =
1
2

min
q′i j 6=0

(
1−q′i jv

′
i
)
=

1
2

min
qi j 6=0

(
1−qi jvi(v0,i)

2)=C j,

where we note that v0,i =±1, so (v0,i)
2 = 1.

Remark. It directly follows that the global constraint must be gauge invariant as well. It can be

shown in a similar fashion that the energy of each clause is also gauge invariant.

6.2.3 Planted Instances

Here, we consider a class of random 3-SAT instances generated with a planted solution

to guarantee an instance to be satisfiable, however, planted in such a way so as to be hard for

local-search SAT solvers to find [BHL+02]. In particular, we consider instances whose polarity

matrix Q satisfies Lemma 6.2.2 up to a gauge mapping. In other words, when we construct Q,

we cannot allow the appearance of columns whose nonzero elements are all −1. We formally

describe a particular method of constructing such matrices in the following section.

Randomly Planted Formula

We first consider the general method of generating satisfiable formulas where every clause

is formed independently by randomly including Boolean variables, with the clause type randomly

sampled from some given distribution [HR04].

Definition 6.2.4 (Planted Instance). We consider a random matrix Q generated by parameters

{αr, p0, p1, p2} that satisfies the following normalization condition

p0 +3p1 +3p2 = 1. (6.6)

For each column j, we randomly select three distinct rows {i j,1, i j,2, i j,3} uniformly. We then
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randomly assign the elements (qi j,1 j,qi j,2 j,qi j,3 j) with an element from the following set

{(q1,q2,q3) ∈ R3 ∣∣ |q1|= |q2|= |q3|=+1}
/
(−1,−1,−1),

with each assignment associated with the sampling probability given as follows

p0 : q1 +q2 +q3 = 3,

p1 : q1 +q2 +q3 = 1,

p2 : q1 +q2 +q3 =−1.

We then assign all other elements in column j to zero.

Remark. To explain this construction in simple terms, we can consider a 3-SAT Boolean

formula where each clause is independently generated through the inclusion of 3 randomly

chosen Boolean variables out of the n total variables without replacement. The negations of the

Boolean variables in the clause are randomly assigned such that there is a probability p0 that all

variables appear without negation; there is a probability 3p1 that only one variable is negated

(the prefactor of 3 is to account for the fact that there are 3 possible variables to negate); and

there is a probability 3p2 that two variables are negated (the prefactor of 3 arises similarly).

Clause Distribution Control Instances

We now consider a class of hard instances [BHL+02] that is generated based on the

method described in Definition 6.2.4. In particular, the generation method is restricted in the

presence of a new constraints on the parameters {αr, p0, p1, p2}, in addition to the normalization

condition given in Eq. (6.6). This gives us only 4−2 = 2 degrees of freedom in the selection of

the parameters, αr and p0.

Definition 6.2.5 (Clause Distribution Control Instances). A Clause Distribution Control 2 (CDC)
2While the method can be generalized to produce harder instances, for instance the so called q-hid planting
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instance generated with the parameters αr and p0 is an instance whose polarity matrix Q is

randomly generated by the following constraints

αr > 4.25, 0.077 < p0 < 0.25, p1 =
1−4p0

6
, p2 =

1+2p0

6
, (6.7)

based on the method given in Definition 6.2.4.

Remark. It has been claimed that this class of instances is difficult for local-search proce-

dures [?], though, it has been shown that the difficulty does not persist for some upper limit on

αr that depends on the problem size, n [?].The results from the Walk-SAT algorithm confirm

the instances generated for numerical simulation are difficult in that the showcase exponential

scalability.

The reason for enforcing the condition p0 <
1
4 is twofold. First, p0 is restricted so that

parameter p1 is non-negative, as it represents a probability. Second, the instances created with

p0 = 1/4 are known to be solvable in polynomial time using a global algorithm [BHL+02]. It

can be easily verified that the probabilities given in Eq. (6.7) satisfy the normalization condition

(Eq. (6.6)) in addition to the following condition

p0 + p1− p2 = 0 (6.8)

If the above constraint is satisfied, then it can be shown that a greedy local-search SAT solver

initialized with a random assignment of variables will not be biased towards the planted solu-

tion [BHL+02]. In the language of statistical mechanics, we say that the instance is equivalent

to an instance of a disordered diluted spin glass with couplings up to three spins [MZ97]. The

scheme [JMS07], we report the method outlined in Ref. [BHL+02].
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Hamiltonian of this diluted spin glass can be written as

H =−∑
i

HiSi−∑
i j

Ti jSiS j−∑
i jk

SiS jSk, (6.9)

which is equivalent to the global energy as defined in Eq. (6.5). If Eq. (6.8) is enforced, then

the average of the local field over the disorder H i is zero for all spins, so there is typically no

direct bias towards the planted state S =+1. An extended discussion of the CDC instances can

be found in literature on the statistical mechanics of Boolean satisfiability problems [HR04].

Solution Backbone and Cluster

As briefly addressed in the remark of Lemma 6.2.2, planting the +1 solution in an instance

does not forbid the existence of additional solutions. In fact, multiple solutions may exist, how-

ever, their locations in phase space, with respect to one another, and the similarity of solutions are

generally what determine the difficultly of an instance. In most cases, some solutions will overlap

non-trivially, meaning that their assignments will coincide for a certain number of variables. For

instances admitting overlapping solutions, there are two concepts (occurring non-exclusively)

important for analytic studies.

For the first concept, given a solution to an instance, we can define a solution cluster

as the subset of all solutions that can be assigned from the given solution via a sequence of

single spin flips (Boolean variable negation). Note, after each flip the assignment must remain

a solution to be considered part of the cluster. While the clustering of solutions into one big

cluster may intuitively seem like a more difficult instance, knowing only one solution cluster

exists is not enough information to categorize an instance as more difficult than others. The

second concept will give additional information about the difficulty. Given the set of all solutions,

we define the backbone to be the number of variables that appear with only one parity in all
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solutions [HR04]. In other words, for the SAT solver to find a solution, it is necessary for the

backbone to be assigned correctly3. In general, the emergence of a backbone in a 3-SAT instance

results in variables that must be assigned to a particular value to find any solution (an inherent

difficulty), however, there can still exist a local field that can guide a greedy local-search SAT

solver to the solution.

To understand why the CDC instances (planted solution) are difficult, it aids understanding

to describe the solution cluster distribution in uniform random 3-SAT (no guaranteed solution).

Using the replica symmetry approximation [MZ97], a variational approach accounting for replica-

symmetry breaking [BMW00], and the cavity method [MPZ02] from statistical mechanics, it

was shown that the 3-SAT problem undergoes phase transitions as clause density is increased 4.

For αr < αd ' 3.92, there is one large solution cluster, and solutions are relatively easy to find.

At αd the large solution cluster breaks into an exponential amount of solution clusters, with an

exponential amount of solutions within each. These clusters are far from each other in phase

space, and their frequency is dampened as αr → αc ' 4.267, until only one solution cluster

remains. That is, the solutions become less frequent as αc (the complexity peak) is approached,

until no solutions exist (the SAT/UNSAT transition) [HR04].

At p0 = 0.25, for αr < 4.27, there is no difference between the CDC class and uniform

random 3-SAT, with the solution entropy and clustering transition, αd , being the same [HR04].

However, the SAT/UNSAT transition at αc ' 4.27 is obviously absent, being that the solution is

always planted. Now, the instance class undergoes a first-order ferromagnetic transition at αc,

resulting in only one solution cluster remaining. The first-order transition is more pronounced for

0.077 < p0 < 0.25, and there is a discontinuous appearance of a backbone. (For p0 < 0.077, no

3In the case of the CDC instances that we use, the fashion in which the backbone appears as the clause density is
increased is dictated directly by the parameter p0. More particularly, this CDC parameter induces a phase transition
from a continuous appearance of a backbone to a discontinuous appearance of a backbone [BHL+02].

4See Ch. 7 of Ref. [HR04] for a self-contained account of the following results.
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backbone appears.) At αc ' 4.27, the paramagnetic phase (many solution clusters) transitions

to a ferromagnetic phase (one cluster containing the planted solution) with the discontinuous

appearance of a backbone5.

The approximate backbone size for CDC instances range from 0.72n at p0 ' 0.077 to

0.94n at p0 = 0.25. Therefore, with all factors considered above, p0 serves as a measure of

difficulty for the CDC instances.

In this material, we base our focus on the study of the dynamical properties of our DMM

by defining solution planes on hyperfaces of the voltage hypercube [ERT11a]. When the solution

vector is on a hyperface that corresponds to a solution plane (see 6.5.4), the voltage dynamics

are near a branch of a solution cluster, effectively solving the CDC instance. To further associate

the concepts, when a solution is found on a vertex of the hypercube, the solution cluster can

be traversed by traveling along the hyperedges of the hypercube that connect to other solution

vertices.

6.3 Lipschitz Continuity

Before we present the equations governing the dynamics of our memcomputing solver in

Section 6.5, it is necessary to first introduce a few formal mathematical arguments that will help

establish the existence and uniqueness of the solution trajectory under an ordinary differential

equation (ODE). For instance, the requirement for the existence and uniqueness of a local solution

to a first order autonomous ODE is the Lipschitz continuity of the flow field [Ver06]. We begin

by formally defining Lipschitz continuity.

Definition 6.3.1 (Lipscthiz Continuity). Let X and Y be two metric spaces. A function f : X → Y
5The reader may notice the transition is reported as al phac ' 4.27, but Def. 6.7 has αr > 4.25. To avoid any

discrepancy, the smallest ratio used in numerical simulations is αr = 4.3.
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is Lipschitz continuous if there is a real constant K ≥ 0 such that

∀x1,x2 ∈ X , dY ( f (x1), f (x2))≤ KdX(x1,x2),

where dX and dY denote the metrics on X and Y respectively.

Remark. This definition can be easily specialized to a vector field V : Rn→ Rn.

Theorem 6.3.1 (Picard–Lindelöf theorem). Given a Lipschitz continuous vector field V :Rn→Rn,

the classical solution x(x0, t) to the first order autonomous ODE, ẋ(t) =V (x), exists and is unique

for ∀t ∈ R.

Our dynamics are governed by a high dimensional vector flow field, F : Rn→ Rn. To

study the Lipschitz continuity of the vector field F , we simply study the Lipschitz continuity of

the field components in the quotient spaces instead, by the following lemma.

Lemma 6.3.2. Given a metric space X, and a product metric space Y =Y1×Y2× ...×Yn equipped

with a p-product metric, where p ∈ (0,+∞), let fi : X → Yi be a mapping and f : X → Y be

defined as f (x) =
(

f1(x), f2(x), ..., fn(x)
)
. Then f is Lipschitz continuous if and only if fi is

Lipschitz continuous for ∀i ∈ [[1,n]].

Proof. We first assume that fi is Lipschitz continuous ∀i, with its Lipschitz constant being Ki.

Then ∀x1,x2 ∈ X , we have

dY
(

f (x1), f (x2)
)
=
( n

∑
i=1

dYi

(
fi(x1), fi(x2)

)p
)1/p

≤
( n

∑
i=1

K p
i dX(x1,x2)

p
)1/p

≤
(

max
i
(Ki)

p
n

∑
i=1

dX(x1,x2)
p
)1/p

=
[

max
i
(Ki)n1/p]dX(x1,x2).
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In other words, the Lipschitz constant for f is simply maxi(Ki)n1/p so f is Lipschitz continuous.

Now, we assume that fi′ is not Lipschitz continuous for some i′. Then ∃x1,x2 ∈ X such

that

∀K ≥ 0, dY ′i

(
fi′(x1), fi′(x2)

)
> KdX(x1,x2).

We then have

dY
(

f (x1), f (x2)
)
=
( n

∑
i=1

dYi

(
fi(x1), fi(x2)

)p
)1/p

≥
(

dYi′

(
fi′(x1), fi′(x2)

)p
)1/p

>KdX(x1,x2),

meaning that f is also not Lipschitz continuous.

For our work, we are also interested in the Lipschitz continuity of a vector field that is

projected onto another vector field. In particular, in definition 6.4.7, we show how a vector field

can be projected onto a regular surface. In the following lemma, we give the condition for this

“projected” vector field to be Lipschitz continuous. From here on, we shall use the notation 〈a,b〉

to denote the inner product of vectors a and b.

Lemma 6.3.3 (Continuity of Projection). Let projv : Rn→ Rn be the projection mapping defined

as

proj
v
(u) = 〈u,v〉 v

||v||2
= 〈u, v̂〉 v̂.

Let X be a metric space. Let f1 : X → Rn be some Lipschitz continuous function bounded from

below by ∃m > 0 in norm, and let f2 : X → Rn be some Lipschitz continuous function bounded

from above by ∃M > 0. Then f (x) = proj f1(x)
(

f2(x)
)

is Lipschitz continuous.
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Proof. ∀x1,x2 ∈ X , we have

|| f1(x2)− f1(x1)|| ≤ K1d(x1,x2); || f2(x2)− f2(x1)|| ≤ K2d(x1,x2),

for some constants K1,K2 > 0. For the sake of simplicity, we denote f1 = f1(x1), f2 = f2(x1),

f ′1 = f1(x2), and f ′2 = f2(x2). Then we can write

|| f (x2)− f (x1)||= ||proj
f ′1

( f ′2)−proj
f1

( f2)||

=
∣∣∣∣∣∣〈 f ′2, f̂ ′1〉 f̂ ′1−〈 f2, f̂1〉 f̂1

∣∣∣∣∣∣
=
∣∣∣∣∣∣〈 f ′2− f2, f̂1〉 f̂1 +

(
〈 f ′2, f̂ ′1〉 f̂ ′1−〈 f

′
2, f̂1〉 f̂1

)∣∣∣∣∣∣
≤
∣∣∣∣∣∣〈 f ′2− f2, f̂1〉

∣∣∣∣∣∣+ ∣∣∣∣∣∣(〈 f ′2, f̂ ′1〉 f̂ ′1−〈 f
′
2, f̂1〉 f̂1

)∣∣∣∣∣∣.
(6.10)

Note that the first term is bounded as follows

∣∣∣∣∣∣〈 f ′2− f2, f̂1〉
∣∣∣∣∣∣≤ ∣∣∣∣∣∣ f ′2− f2

∣∣∣∣∣∣ ∣∣∣∣∣∣ f̂1

∣∣∣∣∣∣≤ K2d(x1,x2).

To bound the second term, it is convenient to denote φ = arccos
(
〈 f̂1, f̂ ′1〉

)
, then it can be easily

shown that

φ≤


arcsin

(K1d(x1,x2)
m

)
if K1d(x1,x2)≤ m,

π otherwise.

This means that φ≤ 2K1d(x1,x2)
m . We then see that the second term in the last line of Eq. (6.10) is

bounded as follows

∣∣∣∣∣∣(〈 f ′2, f̂ ′1〉 f̂ ′1−〈 f
′
2, f̂1〉 f̂1

)∣∣∣∣∣∣≤Mφ≤ 2K1M
m

d(x1,x2).
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Therefore, we have

|| f (x2)− f (x1)|| ≤
(2K1M

m
+K2

)
d(x1,x2),

so f is Lipschitz continuous.

Remark. We use this lemma to study the Lipschitz continuity of a vector flow field projected

onto some regular boundary, which allows for the existence of a solution at the boundary that

follows the projected flow field almost everywhere. We formalize this discussion in Section 6.4.2.

In Section 6.7, techniques of linear algebra are used extensively to relate the dynamics of

the voltage flow field to the trajectory of the auxiliary variable, so to conclude this Section, we

provide the following useful lemma in anticipation.

Lemma 6.3.4 (Continuity of Linear Maps). Given a metric space X, let v : X→Rm be a Lipschitz

continuous map with bounded image, and let M : X→Rn×m be another Lipschitz continuous map

with bounded image. Then M(x) · v(x) is Lipschitz continuous, where v is treated as a column

vector, M is treated as an n×m matrix.

Proof. From lemma 6.3.2, we see that every component of v and every element of M must be

Lipscthiz continuous and bounded. Then every component of M · v is Lipschitz continuous and

bounded as well, as the addition and multiplication of bounded Lipschitz continuous functions

are also bounded Lipschitz continuous. Therefore, using lemma 6.3.2 again in reverse, we see

that M · v must be Lipschitz continuous.

6.4 Existence and Uniqueness of Caratheodory Solution

As discussed in the main text (see also Eq. (6.11) in Section 6.5), the flow field we have

chosen to govern the dynamics of our memcomputing machines are discontinuous. This is due

to the presence of the min function and the explicit enforcement of the bounds on the dynamics.
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Figure 6.1: A visual representation of a Caratheodory solution crossing two Euclidean domains
each with Lipschitz continuous flow fields. The field is discontinuous only at the boundary
(dashed line) separating the two domains. To construct a solution that follows the ODE almost
everywhere (except at the two “turning” points), we have to “project” the two boundary fields
of the two Euclidean domains into the boundary (whenever the two fields “presses” against
the boundary), so that the new projected field at the boundary would be able to contain the
trajectory inside the boundary, until the trajectory is able to exit into another domain with an
outward-pointing field. (Note that exiting the boundary head-on into an inward-point field would
necessarily violate the ODE at a nonzero-measure segment of the trajectory.)
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Therefore, the existence and uniqueness of a classical solution to the ODEs is not guaranteed.

We then require the construction of a Caratheodory solution, and show that such construction is

well-defined and unique. A Caratheodory solution is formally defined as follows:

Definition 6.4.1 (Caratheodory Solution). Let V : Rn→ Rn, then a solution to the ODE ẋ =V (x)

is a Catheodory solution if it satisfies

x(t) = x(t0)+
∫ t

t0
f
(
x(s)

)
ds, ∀t > t0,

where
∫

denotes the Lebesgue integral.

Remark. An equivalent definition states that the Caratheodory solution follows the vector field

everywhere along the solution trajectory except for a subset of measure zero [Cor08].

We construct the Caratheodory solution in a way such that the analytic trajectory is closely

mimicked by the dynamics governed by numerical simulations. In particular, the memory dynam-

ics are governed by a discontinuous flow field, where occasionally the discretized trajectories will

oscillate at certain hyper-planes of discontinuities until they “escape” the planes when the fields

become sufficiently regular to allow so. The analytic construction of the Caratheodory solution

is given such that the oscillatory dynamics at these hyperplanes are accounted for in a similar

fashion. An extended discussion of how the analytic trajectory is simulated effectively by forward

Euler is given in Section 6.5.1.

6.4.1 Patching Vector Fields

Before we discuss the construction of Caratheodory solutions, we first formally define

the class of discontinuous vector fields of interest referred to as the patchy vector fields. As the

name suggests, the vector field is the result of patching together two different vector fields in a

168



way such that a Caratheodory solution is admitted. For ease of analysis, we first assume some

regularity condition on the boundary at which the fields are patched together.

Definition 6.4.2 (Regular Domain). Let Ω⊂ Rn a domain in Euclidean space. The domain is

said to be regular if it is bounded, with its boundary ∂Ω being C∞ diffeomorphic to an n− 1

sphere.

Remark. A regular domain is equipped with an orientable boundary, where the unit normal

vector n can be defined at every point to be pointing towards the exterior of the domain. From

here on, we shall use int(Ω) to denote the interior of the domain, which is simply itself if it is open

in Rn. And we use Ωc to denote its complement in Rn, and ext(Ω) = Ωc/∂Ω to denote the exterior.

For any vector field with domain ∂Ω, there is a unique “projection” of the field onto the

boundary, such that the projection is in the tangent bundle generated by ∂Ω.

Definition 6.4.3. For v,w ∈ Rn, we denote the parallel and orthogonal components of v with

respect to w as follows

vw,‖ = 〈v, ŵ〉 ŵ vw,⊥ = v−vw,‖

where ŵ = w
|w| .

Definition 6.4.4 (Decomposition at Boundary). Let Ω⊂ Rn be a regular domain, and let n(x)

be the unit normal vector of Ω at x ∈ ∂Ω. Let V : Rn→ Rn be some vector field, then we denote

the decomposition of the vector field at the boundary, V∂Ω,‖ : ∂Ω→ Rn and V∂Ω,⊥ : ∂Ω→ Rn, as

follows

V∂Ω,‖(x) =V (x)n(x),⊥ V∂Ω,⊥(x) =V (x)n(x),‖

∀x ∈ ∂Ω.

Lemma 6.4.1. If V : ∂Ω→ Rn is bounded above and Lipscthiz continuous, then V∂Ω,‖ and V∂Ω,⊥

are Lipschitz continuous as well.
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Proof. Note that since V is bounded, ∃M, ||V (x)|| ≤M, ∀x∈ ∂Ω. Furthermore, it is clear that n(x)

is bounded from below as ||n(x)||= 1 by definition of a unit vector. It can also be easily shown

that n(x) is Lipschitz continuous due to the regularity of Ω. Therefore, by using lemma 6.3.3,

we see that V (x)∂Ω,⊥ is Lipschitz continuous, which implies that V (x)∂Ω,‖ =V (x)−V (x)∂Ω,⊥ is

also Lipschitz continuous.

Since a projected vector field is Lipscthiz continuous, it admits a classical solution on the

boundary (see Lemma 6.3.1). However, at some point the trajectory has to escape the boundary

once the field outside the boundary admits it. This escape condition depends on the direction of

the field relative to the curvature of the boundary (see Proposition 6.4.6). It is difficult to give a

general definition of curvature for high dimensional hyper-surfaces. However, the definition of a

directional curvature is relatively straightforward.

Definition 6.4.5 (Directional Curvature). Let Ω⊂ Rn be a regular domain. Given a point in the

boundary x0 ∈ ∂Ω and a vector field V : Rn→ Rn. Let γ(t) ∈ ∂Ω be a trajectory such that ∃tε,

γ(0) = x0, γ̇(t) =V∂Ω,||(γ(t)), ∀t ∈ [0, tε).

We then define the m-th order directional curvature at point x0 with respect to V as

κ
(m)
V (x0) =

( dm

dtm n(γ(t))
)
· V̂∂Ω,||(x0),

for m≥ 0. For notational compactness, we define

m0(x0) = inf{m
∣∣ κ

(m)
V (x0) 6= 0}, κ

′
V (x0) = κ

m0(x0)
V ,

as the lowest order curvature that does not vanish.

Remark. Visually, the sign of κ is an indicator of whether the boundary curves outward or

170



inward at point x0 along the projected direction of v, and this informs whether the solution should

exit to the interior Ω or the exterior Ωc/∂Ω (see Theorem 6.4.8). It is clear that κ
(m)
v (p) is well

defined and Lipschitz continuous to all orders due to the regularity of Ω.

This definition of the curvature informs the patching operation of two vector fields at the

boundary.

Definition 6.4.6. Let Ω⊂ Rn be a regular domain, and V : Rn→ Rn be some vector field. For

x ∈ ∂Ω, we define the function ψ∂Ω,V : ∂Ω→{0,1} as follows

ψ∂Ω,V (x) =


1 if κ′V (x)≤ 0,

0 otherwise.

Similarly, we define the function φ∂Ω,V : ∂Ω→{0,1} as follows

φ∂Ω,V (x) =


1 if κ′V (x)≥ 0,

0 otherwise.

Remark. Note that the definition of ψ and φ is symmetric with respect to the exchange of the

interior and exterior of the domain Ω.

Definition 6.4.7 (Patching). Let Ω⊂ Rn be a smooth open domain, and V,W : Rn→ Rn be two

distinct vector fields. We define the patching of the two vector fields with respect to domain Ω as

PΩ(V,W )(x)

=


V (x) if x ∈Ω,

W (x) if x ∈ ext(Ω),

V (x)∂Ω,‖+W (x)∂Ω,‖+ψ∂Ω,V (x)V (x)∂Ω,⊥+φ∂Ω,W (x)W (x)∂Ω,⊥ if x ∈ ∂Ω.
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Remark. Note that the vector field PΩ(V,W ) is piecewise Lipschitz continuous, with its

discontinuity being at the boundary ∂Ω. We can refer to V as the interior vector field and W as

the exterior vector field. Visually, we can view the patched field at the boundary ∂Ω as some form

of “projection” of the interior field V and exterior field W.

6.4.2 Solution in the Boundary

It is clear that the patched field PΩ(V,W )(p) is Lipschitz continuous in Ω and ext(Ω)

separately. This implies that a classical solution to the ODE ẋ = PΩ(V,W )(x) with initial value

x0 ∈Ω exists up to the boundary ∂Ω (and similarly for x0 ∈ ext(Ω)). Naturally, we also have to

discuss the existence of a classical solution with x0 ∈ ∂Ω. To do so, we first make a preliminary

definition that specifies two important subsets of ∂Ω, relative to which we attach the start- and

end-points of the solution segments.

Definition 6.4.8. Given a regular domain Ω ⊂ Rn and two vector fields V,W : Rn → Rn, we

denote D1 = {x ∈ ∂Ω |ψ∂Ω,V (p) = 0} and D2 = {x ∈ ∂Ω |φ∂Ω,W (p) = 0}.

Remark. Visually, D1 describes a region of the boundary where the interior field points outward,

and D2 describes a region of the boundary where the exterior field points inward. This gives rise

to an irregular region D1∩D2 where the two fields “collide” at the boundary, which generates a

Lipschitz continuous field that admits a classical solution in the boundary.

Lemma 6.4.2 (Continuity in Boundary). Given a regular domain Ω ⊂ Rn and two bounded

Lipschitz continuous vector fields V,W : Rn → Rn, D = D1 ∩D2 is open with respect to ∂Ω.

Furthermore, the vector field PΩ(V,W ) is Lipschitz continuous in D.

Proof. From the definitions of κ and ψ (see definitions 6.4.5 and 6.4.6), we can express ∂Ω/D1
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as the following intersection of countably many sets

∂Ω/D1 ={x ∈ ∂Ω |κ(0)
V (x)≤ 0}∩

∞⋂
m=1

{x ∈ ∂Ω |κ(m−1)
V (p) = 0 ∧ κ

(m)
V (p)≤ 0}.

We first assume that ∂Ω/D1 is non-empty, otherwise D1 = ∂Ω = D is clearly open. Note from

corollary 6.4.1 that V∂Ω,⊥ is Lipschitz continuous in ∂Ω, so the κ
(0)
V (x) = 〈V (x),n(x)〉 is a contin-

uous mapping from ∂Ω to R. Furthermore, ∂Ω is compact, so its image must also be compact,

with the infinum denoted as −C = infx∈∂Ω{κ
(0)
V (x)} ≤ 0. This means that {x ∈ ∂Ω |κ(0)

V (x)≤ 0}

is the preimage of the closed set [−C,0] under a continuous mapping, so it also must be a closed

set itself. A similar proof applies for the m > 1 cases. Therefore, ∂Ω/D1 is the intersection of

countably many closed subsets of R, so it must also be closed, which implies that D1 is open. We

can similarly show that D2 is also open, so D being the intersection of two open sets is open as well.

To show that the field PΩ(V,W ) is Lipschitz continuous in D, we first begin by noting that

ψ∂Ω,V (x) = φ∂Ω,W (x) = 0, ∀x ∈ D, which follows directly from the definition of D and definition

6.4.6. Then from definition 6.4.7, we see that PΩ(V,W )(x) =V (x)∂Ω,‖+W (x)∂Ω,‖, ∀x∈D. From

corollary 6.4.1, we see that V∂Ω,‖ and W∂Ω,‖ are Lipschitz continuous vector fields in D, then

P (V,W ) is also Lipschitz continuous.

Corollary 6.4.2.1 (Solution in Boundary). Given a regular domain Ω⊂ Rn and two bounded

Lipschitz continuous vector fields V,W : Rn→ Rn, let U(x) = V (x)∂Ω,‖+W (x)∂Ω,‖, there is a

unique classical solution x(t,x0) to the ODE ẋ =U(x) for any x0 ∈ ∂Ω.

Proof. We here provide a brief proof sketch. We begin by treating ∂Ω as a n−1 dimensional

differentiable manifold (equipped with the pullback of the Euclidean metric by the natural

embedding ∂Ω→Rn), then U : ∂Ω→ T ∂Ω is clearly Lipschitz continuous on the manifold. This

implies that there is a unique classical solution to the ODE ẋ =U(x) on the manifold ∂Ω (under
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some suitable connection).

Proposition 6.4.3 (Containment in Boundary). Given a regular domain Ω⊂Rn and two bounded

Lipschitz continuous vector fields V,W : Rn→ Rn, denote x(t,x0) as the classical solution to the

ODE ẋ =U(x) with x0 ∈ D, where U is defined in corollary 6.4.2.1. If we restrict the solution to

t ∈ [0, t0), where t0 = inf{t ≥ 0 |x(t,x0) ∈ ∂Ω}, with ∂D being the boundary of D with respect to

∂Ω, then x(t,x0) is a classical solution to the ODE ẋ = P (V,W )(x).

Proof. From lemma 6.4.8, we see that PΩ(V,W )(x) =U(x), ∀x ∈ D. Since x(t) ∈ D, ∀t ∈ [0, t0),

we have ẋ(t) = U(x(t)) = P (V,W )(x(t)), ∀t ∈ [0, t0). Furthermore, x0 /∈ ∂D as D is open, so

t0 6= 0.

To conclude, we have shown that the patched field admits a classical solution in D =

D1∩D2 at least up to some positive time t0.

6.4.3 Solution in the Domain

In the previous Section, we have shown how a solution segment can be constructed in the

boundary ∂Ω. In this subsection, we focus on the construction of a solution in the interior Ω and

exterior ext(Ω) to the ODE ẋ(t) = P (V,W )(x). WLOG, we can assume that the initial point is in

the interior (see the remark of Definition 6.4.6).

There are three possibilities for the evolution of the trajectory. First, the trajectory never

leaves the interior Ω. Second, the trajectory escapes to the exterior ext(Ω), intersecting the bound-

ary ∂Ω as required by the Jordan-Brouwer separation theorem [Mun14]. Finally, the trajectory

hits the boundary ∂Ω and “returns” back to the interior Ω.

Clearly, in the first case, the trajectory is simply the classical solution to the ODE,

ẋ =V (x), and in the last two non-trivial cases, the trajectory reaches the boundary ∂Ω at some

174



point. We first begin by noting that if the trajectory were to reach the boundary, it must enter ∂Ω

through its subset D1.

Proposition 6.4.4. Given a regular domain Ω⊂Rn and two bounded Lipschitz continuous vector

fields V,W : Rn→ Rn, let x(t,x0) be the solution to the ODE ẋ =V (x) with initial value x0 ∈Ω.

If the solution intersects the boundary ∂Ω at time t0 = inf{t > 0 |x(t) ∈ ∂Ω}, then x(t0) ∈ D1.

Proof. We provide here a sketch of the proof. Note that x∈D1 implies the condition 〈V (x),n(x)〉≥

0, required at the point of intersection. This condition can be shown by the fact that the trajectory

x(t) intersects the boundary ∂Ω from the interior, and x(t) is continuously differentiable and the

boundary ∂Ω is smooth.

Remark. Similarly, the solution x(t,x0) to the ODE ẋ =W (x) with x0 ∈ ext(Ω) must intersect

the boundary ∂Ω in D2.

At this point, we have shown how a trajectory initialized in the interior Ω reaches the

boundary ∂Ω. In order for the trajectory to be extended, we also have to consider how a solution

exits the boundary. In order to guarantee that the trajectory does not violate the patched vector

field in a non-zero measure set, we have to carefully specify the direction at which the trajectory

exits the boundary to avoid “collision” with the field. We first formally define the notion of

existence for a Caratheodory solution in a manner that suits our purpose.

Definition 6.4.9. Given a regular domain Ω⊂ Rn and a bounded Lipschitz continuous vector

field V : Rn → Rn, the solution x(t,x0) to the ODE ẋ = V (x) is said to exist in Ω up to t0 if

∃t0 > 0 such that x(t) ∈Ω for ∀t ∈ [0, t0).

Lemma 6.4.5. Given a regular domain Ω⊂ Rn and a bounded Lipschitz continuous vector field

V : Rn → Rn, and a solution to the ODE ẋ = V (x) initialized at x0 ∈ Ω. Then the following

statements are true:
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• If x0 ∈Ω, then a solution always exists in Ω.

• If x0 ∈ ∂Ω, then a solution exists in Ω if κ′V (x0) ≤ 0, and a solution does not exist if

κ′V (x0)> 0.

Proof. The proof of the first statement is simple. We first let x(t) be a classical solution to the

ODE ẋ =V (x) initialized at x0 ∈Ω. Note that since Ω is open, it is possible to find an open ball

in Ω, Bδ(x0)⊂Ω, centered at x0 with radius δ. Since x(t) is continuous with respect to t, it is pos-

sible to find a tε > 0 such that x(t)∈ Bδ(x0) for ∀t ∈ (0, tε). Therefore, we see that x(t) exists in Ω.

The proof of the second statement is more involved, and we here only provide a proof

sketch. We first let x(t) be a classical solution to ẋ =V (x) initialized at x0 ∈ ∂Ω. We can then

express a small neighborhood of x0 as a graph of some analytic function f : Rn−1→ R. We can

then “project” the trajectory x(t) onto the boundary, and denote its projection as x′(t). We can

time-evolve the trajectory and its projection simultaneously forward infinitesimally by δt. We can

find the displacement between the solution trajectory and its projection along the direction of the

normal vector, 〈x(δt)−x′(δt),n(x0)〉, and expand it in terms of δt into a convergent series. If the

series converge into a negative number, then the trajectory is able to “enter” the domain Ω, so a

solution exists in the domain. On the other hand, if the series converge into a positive number,

then the trajectory can only “leave” the domain Ω, so a solution does not exist.

Remark. The visual interpretation of this lemma is rather straightforward. It essentially states

that a trajectory initialized at the boundary of a regular domain can enter into the interior only if

the field points inward at that point.

If the trajectory is initialized in D, then the trajectory clearly must remain in the boundary

as discussed in the remark of Lemma 6.4.8. Therefore, the trajectory can exit the boundary only

if x0 /∈ D, or
(
κ′V (x0) ≤ 0

)
∨
(
κ′W (x0) ≥ 0

)
, in which case a solution exists in the interior and
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exterior respectively.

Proposition 6.4.6 (Exiting the Boundary). Given a regular domain Ω⊂ Rn and two bounded

Lipschitz continuous vector fields V,W : Rn→Rn, we let the initial condition be x0 ∈ ∂Ω/D, then

a solution to ẋ = P (V,W )(x) can be uniquely constructed as:

• The classical solution to ẋ =V (x) at least up to some positive time if κ′V (x0)≤ 0.

• The classical solution to ẋ = W (x) at least up to some positive time if κ′W (x0) ≥ 0 and

κ′V (x0)> 0.

Proof. The proof follows directly from Definition 6.4.7 and Lemma 6.4.5.

Remark. To interpret this proposition visually, we imagine a point in the boundary such that

either the interior field or the exterior field points away from the boundary. If the interior field

points away from the boundary, then the trajectory should enter Ω from ∂Ω, and the trajectory

will “follow” the field initially, as both the trajectory and the interior field point inward with

respect to the domain Ω. Similarly, if the exterior field points away, then the trajectory should

enter ext(Ω) instead. If both fields point away from the boundary, then the trajectory has a choice

of entering either Ω or ext(Ω), and we let the trajectory enter Ω as the convention.

6.4.4 Bridging the solutions

Up to this point, we have shown how a Caratheodory solution can be constructed in an

open domain Ω and its boundary ∂Ω, and we are now ready to construct the maximal Caratheodory

solution that is capable of traversing all three domains: Ω, and ∂Ω, and ext(Ω). WLOG, we can

assume that the initial value x0 ∈Ω to be in the interior, then there are three possibilities for the

time evolution of the trajectory. Essentially, the maximal Caratheodory solution is constructed

as the extension of a classical solution in one domain with another classical solution in another

domain. A formal description of the maximal solution is presented as a constructive proof of

Theorem 6.4.8 based on the formal definition of extension as follows.
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Definition 6.4.10. Given a set X and two functions, x1 : [0, t1]→ X, x2 : [0, t2]→ X, we say that

x2(t) is an extension of x1(t) if t2 > t1, and x2(t) = x1(t) for ∀t ∈ [0, t1]. Alternatively, we can

say that x1(t) is extended with x2(t− t1) at point x1(t1).

Lemma 6.4.7. Let x1 : [0, t1]→ Rn and x2 : [0, t2]→ Rn be two Caratheodory solutions to the

ODE ẋ = F(x) where F : Rn→ Rn is some vector field. If x2(0) = x1(t1), then we can extend

x1(t) with x2(t), which results in another Caratheodory solution to the ODE.

Proof. This is obvious if we note that the procedure of attaching the two solution segments will

result in potentially violating the ODE only at a single point x1(t1).

Theorem 6.4.8 (Construction of Maximal Caratheodory Solution). Given an open regular domain

Ω ∈ Rn and two bounded Lipschitz continuous vector fields V,W : Rn→ Rn, it is possible to

construct a unique Caratheodory solution to the ODE ẋ = P (V,W )(x), where P is the patching

operation defined in Definition 6.4.7.

Proof. WLOG, we assume that the initial value of the ODE is x0 ∈Ω. Let x1(t) be the classical

solution to ẋ = V (x) existing up to t1 in Ω. If t1 = +∞, then x1(t) is trivially a Caratheodory

solution as well. We then consider the case where t1 is finite, meaning that the trajectory enters

the boundary ∂Ω at some point p = x1(t1) ∈ D1 (see Proposition 6.4.4). Note that κ′V (p)≥ 0, so

we are left with the following cases:

• If κ′W (p)≥ 0, then we extend x1(t) with the maximal classical solution to the ODE ẋ=W (x)

in ext(Ω) initialized at p. The extended solution violates the ODE only at p.

• If κ′W (p)< 0 and κ′V (p) = 0, then we extend x1(t) with the maximal classical solution to

the ODE ẋ =V (x) in Ω initialized at p. The extended solution violates the ODE only at p.

• If κ′W (p)< 0 and κ′V (p)> 0, then p ∈ D, and let x2(t) be the maximal classical solution

to the ODE ẋ = U(x) existing in D up to t2, where U(x) is defined in corollary 6.4.2.1.
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If t2 = +∞, then we are done; if t2 is finite, then we let q = x2(t2) ∈ ∂D, implying that

κ′V (q) = 0 or κ′W (q) = 0, reducing to the previous two cases. The extended solution violates

the ODE only at p and q.

We iterate this procedure every time the trajectory enters the boundary, with the treatment

of the entrance from the exterior ext(Ω) mirroring the entrance from interior Ω. This gives us

the maximal Caratheodory solution if we take t → ∞. It is clear that the solution can only be

extended countably many times, and each segment is classical in nature (see Proposition 6.4.6)

meaning that the ODE is only violated at countably many points, so the maximal solution is in

fact Caratheodory by Definition 6.4.1.

Remark. Visually, for a trajectory initialized in Ω that enters the boundary ∂Ω, we have three

scenarios. In the first scenario, the trajectory is guided by the interior field in a way such that

it barely “scrapes” the boundary and returns back to the interior. In the second scenario, the

trajectory “crosses” the boundary and continues its path into the exterior if the exterior field at

the intersection points outward. Finally, if the trajectory enters into the boundary at a point where

the interior and exterior fields both point inward, then the trajectory “tunnels” in the boundary

to avoid the two fields and continues to do so until it reaches a point where one of the two fields

begins pointing outward, then the trajectory begins to follow that field. If both fields never point

outward, then the trajectory remains in the boundary forever.

This concludes the section which establishes the necessary mathematical formalism for

discussing the memcomputing dynamics which are guided autonomously by such patchy vector

fields (see Eq. (6.11)).
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Figure 6.2: (Courtesy of Sean Bearden) Schematic of a self-organizing logic circuit representing
a 3-SAT instance. The circuit is created from the constraints of a 3-SAT formula consisting of
n = 10 variables, and m = 43 clauses. The formula is converted into 10 voltage nodes (inner
nodes) and 43 self-organizing OR gates. The black nodes traditionally associated with the output
of the OR gates are fixed to TRUE to enforce the constraints. Dashed lines in the circuit represent
NOT gates on the OR gate terminals. Ignoring the black nodes, the circuit can be interpreted as a
factor graph with the gates becoming function nodes. The clause represented by the highlighted
self-organizing OR gate is (v̄i∨ v j ∨ v̄k), where NOT gates are used for logical negation. The
double-headed arrow indicates this is a self-organzing logic gate with no distinction between an
input and an output (terminal agnosticism). The circular representation of the linear circuit is a
reminder that the ordering of gates is irrelevant to the solution search.
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6.5 Memory Dynamics

To find an assignment v that minimizes the constraint in Eq. (6.2), we can time-evolve the

voltages and memory variables autonomously under the following ODE system:

v̇i =
m

∑
j=1

{1
2

xl, jxs, jqi j min
{i′ 6=i |qi′ j 6=0}

(1−qi′ jvi′)+(1+ζxl, j)(1− xs, j)δiσ jqi jC j(v)
}
,

ẋs, j = β
(
xs, j + ε

)(
C j(v)− γ

)
,

ẋl, j = α
(
C j(v)−δ).

(6.11)

From now on, we shall refer to this particular ODE as memory dynamics, where v ∈ [−1,+1]n are

voltages corresponding to the Boolean variables of the original 3-SAT problem with n variables

and m clauses. Furthermore, we refer to xs ∈ [0,1]m as short-term memory and xl ∈ [1,xmax]
m as

long-term memory, where xmax > 1 is some upper bound to the slow variable dynamics6. The

parameters {α,β,γ,δ,ζ,ε} are positive constants empirically tuned to provide the regularity and

convergence of the dynamics with a sufficiently fast time scale. We will use the non-subscript

symbol, x = {v,xs,xl} ∈ Rn+2m, to denote the collection of all dynamic variables, allowing us to

write the ODE as

ẋ = F(x),

where F is some flow field corresponding to the RHS of Eqs. (6.11).

For the sake of having a more compact expression for the ODE equations, we denote

Gi j(v) =
1
2

qi j min
{i′ 6=i |qi′ j 6=0}

(1−qi′ jvi′) (6.12)

as the gradient-like term, as it approximately follows the directional gradient of the energy of the

6Note that the bounds on the dynamic variables {v,xf,xs} are not enforced automatically by the memory dynamics.
They are enforced through the introduction of auxiliary fields in the exterior of the bounded domain. See Section
6.5.2 for a formal discussion of the procedure of doing so.
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j-th clause along the direction of vi (see Eq. (6.4)). Note that the actual directional gradient is

similar to Eq. (6.12) with the only exception being the min operation replaced with the product

∏. The magnitude of the gradient-like term for a voltage in the j-th constraint is related to the

value of the other two voltages in the constraint. Similarly, we denote

Ri j(v) = δiσ jqi jC j(v) (6.13)

as the rigidity term. Its magnitude is equivalent to the clause constraint C j defined in Eq. (6.1) if

vi is the voltage that defines C j, and zero otherwise.

We can then succinctly write the voltage dynamics as

v̇ = G(v)(xs ∗xl)+R(v)
(
(1+ζxl)∗ (1−xs)

)
, (6.14)

where G and R are treated as n×m matrices dependent on v, the operator ∗ denotes element-wise

multiplication, and xs and xl are treated as column vectors for the sake of matrix operation. In this

form, we can clearly see that the gradient-like and rigidity dynamics are weighted clause-wise by

the memory variables. The presence of dynamic memory is a central feature of our dynamics.

To understand the roles of the gradient-like and rigidity terms better, we can consider

two extremely cases. If Gi j(v) = 1, then the two other voltages in the j’th clause (besides vi) are

in the unsatisfied state, so there is “pressure” for vi to evolve in order to satisfy the j’th clause.

On the other hand, if Gi j(v) = 0, then one of the two other voltages have already satisfied the

clause, so there is no immediate need for vi to be influenced by the j’th clause. The purpose of

the rigidity term, Ri j(v), is to “pull” the most satisfied voltage in the j’th clause slowly to a more

satisfied state, but do nothing to influence the evolution of the other two voltages in the same

clause (because the state of a clause is dependent solely on its most satisfied voltage).

182



The short-term memory xs serves as a continuous “switch” between the gradient-like

and rigidity updates, and is evolved based on its element-wise coupling to the constraint state of

each clause. If a clause has a history of being unsatisfied, then it will “turn on” the gradient-like

update more to try satisfying itself more. Similarly, the long-term memory xl is also coupled

element-wise to the constraint state of each clause, but it gives a positive weight to both the

gradient-like and rigidity terms. However, the rigidity weighted is reduced by a factor of ζ. The

parameter ζ can be thought of as a “learning rate”. More difficult instances, as characterized by

their clause-to-variable ratio αr, require more time for xl,m to evolve (slower learning rate) so the

phase space can be more efficiently explored.

Note that the memory dynamics generate a dynamical energy landscape under which the

voltages evolve. This guarantees that the trajectory has the ability to escape any local minima of

the original, static energy landscape of the Boolean satisfiability problem. Visually, whenever

the voltages fall into a local minimum of the original problem, the memory variables “deform”

the energy landscape in such a way that the local minimum is transformed into a saddle point,

and the trajectory is allowed to continue exploring the energy landscape until it finds the global

minimum, which is left invariant by the memory variables (see proposition 6.5.5). An extended

discussion of such dynamical properties is given in Section 6.7.3.

For certain analyses of dynamical properties, it is sufficient and more convenient for us to

focus on the analytic properties of the following simplified dynamics

v̇ = G(v)xl,

ẋl = αC(v),
(6.15)

All the dynamical properties derived in this work under the assumption of this simplified dynamics
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can be easily generalized to the full dynamics if we assume sufficiently general forms for G and

C (see Section 6.7 and 6.8).

6.5.1 Discontinuous Hyperplanes

We first make the important observation that the gradient-like term G is not differentiable

everywhere and the rigidity term R is not Lipschitz continuous. These irregular points form

hyperplanes generated by the minimum operation in the voltage space. In this section, we

construct the hyperplanes which contain all the points of discontinuity for the rigidity term. These

hyperplanes are generated by the binary values of δiσ j (which contains implicitly a minimum

operation), and they form n− 1 dimensional hyperplanes in the voltage space Rn. A similar

construction also applies for the gradient-like term7.

Proposition 6.5.1 (Hyperplanes). There exists a union of countably many (n−1)-dimensional

hyperplanes in Rn such that it contains all the points where the field F is discontinuous.

Proof. To lessen the burden of notation, we let N = [[1,n]] and M = [[1,m]]. We first recall from

Eq. (6.3) that

σ j = argmin
{i |qi j 6=0}

(1−qi jvi),

which implies that the field can only be discontinuous at a point where some j can be chosen such

that the argmin operation is degenerate, which is equivalent to the following condition

∃ j ∈M, ∃i1, i2 ∈ {i ∈ N |qi j 6= 0}, qi1 jvi1 = qi2 jvi2 . (6.16)

We denote the set of all points x that satisfies the above condition as ∂Ω.

7Finding these hyperplanes for the gradient-like term is not strictly necessary, as the gradient-like term is already
Lipschitz continuous. The hyperplanes will only contain points of non-differentiability, which will not affect the
existence and uniqueness of the dynamical trajectory (see Section 6.4).

184



For any two distinct indices of the Boolean variables, or ∀i1, i2 ∈ N where i1 6= i2, we can

define a positive hyperplane HP and a negative hyperplane HN as follows

HP,i1i2 = {x ∈ Rn+2m |vi1 = vi2},

HN,i1i2 = {x ∈ Rn+2m |vi1 =−vi2}.

Note that both are (n−1)-dimensional. If we recall that qi j = ±1 for all nonzero elements of

the polarity matrix Q, then it can be shown that any voltage assignment v that satisfies condition

(6.16) must be in one of such hyperplanes. Therefore, the union of all such hyperplanes must

contain ∂Ω, or

∂Ω⊆
⋃

i1 6=i2

(
HP,i1i2 ∪HN,i1i2

)
.

Note that there are
(n

2

)
positive and negative hyperplanes each, so there are 2

(n
2

)
hyperplanes in

total, which is a countable number. This proves the proposition.

Remark. An immediate consequence of this proposition is that the rigidity term is only discon-

tinuous at a measure zero subset of the phase space, as all the hyperplanes of discontinuities

are of measure zero, and there are only countably many of them. Therefore, the rigidity term

is smooth almost everywhere. Note that these hyperplanes also contain the points at which the

gradient-like term is non-differentiable, meaning that the gradient-like term is also smooth almost

everywhere.

As the field is continuous almost everywhere, it clearly admits a Caratheodory solution

for any initial value, if the fields are patched appropriately at the hyperplanes according to the

procedure in Definition 6.4.7. Note that the phase space of the dynamics is an n+2m-dimensional

hypercube (see Section 6.5.2), which is partitioned into disjoint subsets by the hyperplanes. A

caveat here is that the domains are almost regular as the intersections of the hyperplanes generate

regions of non-smoothness. However, note that these intersections have zero measure relative
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to the hyperplanes, so it is unlikely for a trajectory to encounter them. For the sake of analytic

completeness, even if we assume that a trajectory were to encounter an intersection of planes, this

does not invalidate our method of constructing a Caratheodory solution, as there is still a unique

projection of vector fields on these intersecting regions. As for using the directional curvature

as the exit condition, the zeroth order directional curvature can be defined as ±∞ accordingly at

these regions, and the exit protocol as given in proposition 6.4.6 remains unchanged.

6.5.2 Compact Positive Invariant Set

To respect the Boolean structure of the original 3-SAT problem, the dynamics as given in

Eqs. (6.11) must be bounded explicitly. First of all, we choose the bound the voltages explicitly in

a compact set, which is [−1,+1]n for our work8. Furthermore, the short-term memory xs has to

be bounded in [0,1]m, as a way to completely stop either the gradient-like or rigidity contribution

to the dynamics for each clause. Finally, the long-term memory xl has to be bounded in [1,xmax]
m

in practice9. In fact, for the analysis in the following sections, we will regularly assume that

the bound xmax on the long-term memory is absent, meaning that xl ∈ [1,+∞)m, in an effort to

increase the generality of certain propositions. The bounds on the short-term memory is crucial,

however, and will always be assumed present.

Putting everything together, this means that the dynamics must be fully contained within

the region O = [−1,1]n× [0,1]m× [1,xmax]
m, which is a compact set in Rn+2m. To put this

formally, we have to show that O is an invariant set, and any trajectory with initial value in O

must remain in O forever. To do so, we consider a general ODE with the flow field defined in a

8Note the choice of −1 and +1 is to make an intuitive connection to the false and true state. As v̇ and C(v) are
linear with respect to v, the lower and upper bound for the voltages can be chosen arbitrarily (centered at 0), and the
original dynamics can be recovered via an appropriate rescaling of the memory variables and constant parameters

9This is mostly for the sake of a practical implementation of our solver. Note that if the upper bound is absent,
then a digital implementation would require infinite precision and an analogue implementation would require infinite
energy to guarantee accurate simulation, neither of which is possible.
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regular domain Ω, such that a Caratheodory solution exists in the domain. In other words, we

have ẋ = F(x), where F : Rn+2m→Rn+2m is some sufficiently regular vector field in Ω⊂Rn+2m.

Suppose we now wish to modify the vector field in such a way that, for any initial value x(0) ∈Ω,

the trajectory is contained entirely within the closure of that domain Ω, or x(t) ∈Ω for ∀t ≥ 0.

This has to be done carefully such that the original flow field in Ω remains the same. We do so by

patching the original vector field with a “bounding” vector field in ext(Ω) as follows.

Lemma 6.5.2 (Bounding Field). Let Ω⊂ Rn be a smooth open domain, and let F : Rn→ Rn be

some bounded vector field that admits a Caratheodory solution in Ω. Let G : Rn→ Rn be some

Lipschitz continuous vector field satisfying

∀x ∈ ∂Ω, G(x) =−Mn(x),

where M > 0 can be any positive constant, and n(x) is the outward pointing unit normal vector

of the boundary ∂Ω at x. Then any construction of the Caratheodory solution (see theorem 6.4.8)

to the ODE, ẋ = P (F,G)(x), with initial value x0 ∈Ω, has the property that x(t) ∈Ω for ∀t ≥ 0.

Proof. Note that based on the construction given in theorem 6.4.8, it is sufficient to show that

κ′G(x) < 0 for ∀x ∈ ∂Ω, as the trajectory will never be able to exit into the region ext(Ω). By

construction, we have 〈G(x),n(x)〉 = −M for ∀x ∈ ∂Ω, so it follows directly from definition

6.4.5 that κ′G(x) =−M < 0.

Remark. By adding the “bounding” vector field G, we are essentially “projecting” any “stray”

fields onto the boundary ∂Ω, such that whenever a trajectory enters the boundary, it will continue

to “flow” inside the boundary (see corollary 6.4.2.1) and never escape Ω. An important point to

note is that the dynamics do not stop after reaching ∂Ω.

Corollary 6.5.2.1 (Invariant Hypercube). Let O = [−1,1]n× [0,1]m× [1,xmax]
m ⊂ Rn+2m, and

let F : Rn→ Rn be some bounded vector field that admits a Caratheodory solution in O. For
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∀i ∈ [[1,n+2m]], we let ki be the lower bound of the i-th quotient space of O, and let Ki be the

upper bound. Then we define the left and right hyperplanes, Li and Ri, as follows

Li = {x ∈ O |xi = ki} Ri = {x ∈ O |xi = Ki}.

Let G : Rn→ Rn be some Lipschitz continuous vector field such that ∀i ∈ [[1,n+2m]]:

∀x ∈ Li, G(x) = Mêi

∀x ∈ Ri, G(x) =−Mêi,

where M > 0 can be any positive constant, and êi is the i-th component of the standard basis.

Then O is a positive invariant set under the ODE, ẋ = P (F,G)(x). Furthermore, the superposed

flow field on the hyperplanes is given by

∀x ∈ Li, P (F,G)(x) = F(x)−Fi(x)
(
1−H(xi)

)
êi,

∀x ∈ Ri, P (F,G)(x) = F(x)−Fi(x)H(xi)êi,

where H denotes the Heaviside step function.

Remark. To visualize the bounding flow field, one can imagine a hypercube O where the internal

field remains unchanged, and the exterior field is “pressing against” the faces of the cube to

ensure that any trajectory initialized inside the cube remains inside. The flow field on the “faces”

of the cube is simply the projection of the field onto the plane if the field were to point outward.

This bounding procedure effectively mimics the numerical technique that we use to bound the dy-

namics, where any outward pointing component of the flow field on the boundary is simply ignored.

From now on, when we refer to memory dynamics, we are referring to the system of

ODEs given in Eqs. (6.11), with the bounds of the dynamics enforced by the exterior field G as

constructed in corollary 6.5.2.1. To lessen the burden of notation, we shall refer to the patched flow
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field of the memory dynamics, P (F,G), simply as F . The set O = [−1,1]n× [0,1]m× [1,xmax]
m

is then a positive invariant set of the memory dynamics.

6.5.3 Gauge Invariance of Dynamics

In this Section, we primarily focus on formalizing the notion of gauge invariance for the

dynamics governed by Eqs. (6.11). To do so, it is convenient to first reformulate the flow field as

a group action.

Definition 6.5.1 (Time Mapping). Given a vector field V : Rn→ Rn such that there is a unique

positive solution x(x0, t) to the ODE ẋ = F(x) for any initial value x0 ∈ Rn, we define a mapping

Ts : Rn→ Rn for ∀s≥ 0 as follows

Ts(x0) = x(s,x0).

Remark. It should first be noted that Ts is a well defined operator ∀s≥ 0, as the solution to the

ODE with any initial value is unique. It can also be easily checked that the operators Ts form a

semigroup with the identity element being T0. In fact, we have

Ts2Ts1(x0) = Ts2

(
x(s1,x0)

)
= x
(

s2,
(
x(s1,x0)

))
= x(s1 + s2,x0) = Ts1+s2(x0).

The reason why the operators form only a semigroup is because it does not necessarily have a

group inverse, as we do not require the negative solution to the ODE to exist or be unique.

For our memory dynamics, an important property of Ts is that it is invariant under gauge

conjugation. This is important as it essentially allows us to simplify the analysis of the memory

dynamics by assuming that a solution vector is v0 =+1.

Proposition 6.5.3 (Gauge Invariance of Dynamics). Given a polarity matrix Q corresponding to
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a satisfiable 3-SAT instance with some solution vector v0, and an operator Ts corresponding to

the memory flow field F, we have the following

Ts = Gv0 ◦Ts ◦G−1
v0
,

where Gv0 is the gauge mapping operation in Definition 6.2.3.

Remark. We here provide a proof sketch of this proposition. We first begin by noting that the

operators Ts form a semigroup, so it is sufficient to show that the infinitesimal group generator F

is invariant under gauge conjugation, or

F = Gv0 ◦F ◦G−1
v0
.

This is equivalent to showing that transforming both the LHS and RHS of the equations in (6.11)

does not violate the equalities, which can be easily shown by recalling that C j(v) is gauge

invariant (see lemma 6.8.4.1). Then we see that a prefactor of v0,i appears in both the LHS and

RHS of the voltage equations. Furthermore, we can also easily show that the discontinuous

hyperplanes (see Section 6.5.1) and the boundaries of the hypercube containing the dynamics

(see corollary 6.5.2.1) are also invariant under the gauge mapping. Therefore, the operator Ts

must be invariant under gauge conjugation for ∀s≥ 0.

6.5.4 Correspondence between Fixed Points and Solutions

The fixed points of the dynamics must correspond to a solution to the original 3-SAT

instance (if the instance is satisfiable). Otherwise, the correctness of the memory dynamics as

a SAT solver cannot be guaranteed, as it is possible for the dynamics to terminate at a point

corresponding to a non-solution. We dedicate this section to the correspondence between the fixed

points of the dynamics and the solutions of a 3-SAT instance. Before we continue this discussion,
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we first note that it is possible to solve a 3-SAT Boolean formula with a partial assignment of

the Boolean variables, which corresponds to hyperfaces on the voltage hypercube (see Section

6.2.3). In other words, it is possible for the dynamics to solve a 3-SAT instance by converging to a

hyperface instead of any particular solution vector, and the solution can be extracted by choosing

an arbitrary vertex of that hyperface.

Definition 6.5.2 (Solution Plane). Consider a 3-SAT problem defined by an n×m polarity matrix.

If we can find a non-empty subset of indices, I ∈ [[1,n]], such that there are exactly 2|I| distinct

solutions coinciding to the assignment of the Boolean variables indexed [[1,n]]/I, then the prob-

lem is said to be partially solvable, and we refer to I = [[1,n]]/I as the isolated index set of the

solutions. I is said to be proper if it has no proper subset that is also an isolated index set.

Let v′ be a solution vector, and I be a proper index set. We define the solution plane to be

H(v′,I ) = {v ∈ [−1,+1]n
∣∣ ∀i ∈ I , vi = v′i}.

The vertices (which are solution vectors) are said to be connected by this plane. Any solution

vector that is not connected by a solution plane is said to be isolated.

Remark. Note that for a given solution vector v′, its proper index set is not necessarily unique,

and depends on the polarity matrix of the 3-SAT Boolean formula. The solution plane is, however,

unique given a solution vector and its proper index set.

Lemma 6.5.4. Let v′ be a solution vector for which a proper index set I exists. Then

∀v ∈ H(v′,I ), C(v) = 0.

On the other hand, let v be a vector such that C(v) = 0, and v′ = sgn(v) be the corresponding
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solution vector. If a proper index set I exists for the solution vector, then

∃I , v ∈ H(v′,I ).

Proof. The proof follows trivially from the definition of the solution plane (see definition 6.5.2)

and the definition of the clause constraint (see Eq. (6.1)).

Remark. One immediate implication of this lemma is that once we have found a voltage

assignment such that the global constraint (or energy) is zero, then the voltage vector must be

either a solution vector, or it must be in some solution plane. If it is in a solution plane, then we

can take any vertex of that plane as a solution to the 3-SAT problem.

Since a solution vector and a vector in a solution plane both solve the 3-SAT problem, we

can treat a solution vector equivalently to a solution plane. Then for an isolated solution vector v′,

its solution plane simply refers to itself.

Proposition 6.5.5 (Solution Fixed Points). If v′ is in a solution plane, then x′ = {v′,xs,xl}

will eventually evolve to a fixed point in the same solution plane ∀xs ∈ [0,1]m, ∀xl ∈ [1,+∞)m.

Conversely, if x′ is a fixed point of the memory dynamics, then v′ = {x′1, ...,x′n} is in a solution

plane.

Proof. We first show the first part of the proposition. Given any xs and xl, we denote x′ =

{v′,xf,xs}, where v′ is in a solution plane. WLOG, we can assume that the solution plane is

H
(
+1, [[1,n′]]

)
, where n′ < n and sgn(v′) = +1 (if not, we can simply gauge the polarity ma-

trix and relabel the indices such that it is true). We first begin by showing that C(v(x′, t)) = 0

for ∀t > 0. To do so, it is sufficient to show that for all such v′ (and arbitrary memory), the

voltage flow field is positive, meaning that the trajectory will be pressed against the solution plane.
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WLOG, we first focus only on the dynamics of v1 influenced by clause j (assuming that

q1 j 6= 0). The gradient influence is

G1 j =
1
2

q1 j(1−qi jvi).

Note that the gradient-like term is non-positive only if q1 j =−1, which implies that qi jv j =+1

otherwise C j 6= 0. In this case, we have G1 j = 0, therefore it is required that G1 j ≥ 0 for all cases.

For the rigidity term, we have

R1 j = δ1σ jq1 jC j(v),

which is necessarily zero as C j(v) = 0. Therefore, all possible contributions to v1 are non-negative,

and this applies for ∀i∈ I . This means that C(v(t,x′)) = 0 for ∀t > 0, then ẋs(t)< 0 and ẋl(t)< 0,

so both memory variables will decay and terminate at 0 and 1 respectively.

The proof of the second part of this proposition is shown as Corollary 6.6.2.1, immediately

after we establish certain properties of the basin of attraction for our dynamics.

Remark. The proposition essentially states that once the voltage vector reaches a solution

plane, then the dynamics will flow to a fixed point. On the other hand, if the voltage vector has not

reached a solution plane yet, then the dynamics will continue to evolve (until it finds the solution).

If the original 3-SAT problem is unsatisfiable, then the dynamics will continue to evolve forever.

6.6 Basin of Attraction

From proposition 6.2.1, we see that the 3-SAT problem is essentially solved once we

have discovered a voltage assignment such that C(v)< 1
2 , and the dynamics can be terminated.

However, in some cases, the implementation of this termination condition is perhaps not feasible,
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so we have to allow the dynamics to fully converge to a solution vector v0. In this case, it is

necessary for us to determine the basin of attraction in which the dynamics are guaranteed to

evolve towards the solution. We first formally define the basin of attraction as follows.

Definition 6.6.1. Given some flow field F : Rn→Rn, let x′ be a fixed point of this field. We define

the basin of attraction of x′ as

B(x′) = {x0 ∈ Rn ∣∣ lim
t→+∞

x(t,x0) = x′}.

Remark. From the first part of proposition 6.5.5, we see that every solution plane must contain

a fixed point. We can then modify the above definition to solution plane as follows

B(v′) = {x0 ∈ Rn+2m ∣∣ lim
t→+∞

v(t,x0) ∈
⋃
I

H(v′,I )},

where H(v′,I ) denotes the solution plane of v′ corresponding to the proper index set I (see

definition 6.5.2). It is important to note that the basin of attraction of a solution vector is a subset

of the full space, or B(v′)⊆ Rn+2m, even though the fixed points are defined in the voltage space

Rn. This is because the dynamics of the memory variables still affect the flow field of the voltages.

An object that will be often evoked in the following discussion is the orthant of the voltage

space that contains a solution plane. To make the discussion easier, we shall refer to such orthant

as a solution orthant.

Definition 6.6.2 (Solution Orthant). Given a solution vector v′ ∈ Rn and a proper index set I

(see definition 6.5.2), we define its solution orthant to be

J(v′,I ) = {v ∈ [−1,+1]n
∣∣ ∀i ∈ I , viv′i ≥ 0}.
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Furthermore, we define the restricted solution orthant to be

J′(v′,I ) = {v ∈ [−1,+1]n
∣∣ ∀i ∈ I , viv′i ≥ 1−2γ},

where γ < 1
2 is the offset parameter defined in Eqs. (6.11).

Remark. From the discussion in Section 6.2.2, we see that a satisfiable 3-SAT problem can

always be gauged such that the solution vector is +1. This means that in our analysis, we can

always assume that any solution orthant contains the positive orthant of [−1,+1]n, as long as we

guarantee that the dynamics are fully contained within the orthant.

For better visualization, one can imagine the entire bounded space of the dynamics, O,

as a hypercube. Then a solution orthant is simply a hyper-rectangle with some of its “edges”

halved in such a way that it still contains a solution plane. A restricted solution orthant is

constructed similarly except these edges are quartered instead. This can be described by the

following containment relation

H(v′,I )⊂ J′(v′,I )⊂ J(v′,I )⊂ O.

Lemma 6.6.1. Given a solution vector v′ for which a proper index set I exists, we have

∀v ∈ J′(v′,I ), C(v)≤ γ.

On the other hand, given a vector v ∈ [−1,+1]n such that C(v) ≤ γ, let v′ = sgn(v) be the

corresponding solution vector. If there is a proper index set for this solution, then

∃I , v ∈ H(v′,I ).
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Proof. The proof follows trivially from definitions 6.5.2 and 6.6.2.

Equipped with this lemma, we can now show that when a trajectory enters a restricted

solution orthant with the fast variable being xf = 0, then it is guaranteed to converge to a solution

plane, which further implies that it will evolve into a fixed point (see proposition 6.5.5).

Theorem 6.6.2 (Basin of Attraction). Let v′ be a solution vector, then

[⋃
I

J′(v′,I )
]
×{0}m× [1,+∞)m ⊆ B(v′).

Proof. It is sufficient to show

∀I , J′(v′,I )×{0}m× [1,+∞)m ⊆ B(v′).

WLOG, we let v′ =+1 and the proper isolated index set be I = [[1,n′]], then J′(v′) = J′(+1) =

[1−2γ,+1]n
′× [−1,+1]n−n′ , which we simply refer to as J′ from here on. We first note that if

xs = 0, then for ∀v ∈ J′, we have v̇(0)≥ 0 (see the first line of Eqs. (6.11)). Furthermore, ∀v ∈ J′,

we have ẋf ≤ 0 (which follows from the second line of Eqs. (6.11) and Lemma 6.6.1). We first

show, by contradiction, that for any point initialized in the supposed subset of the basin, then

the evolution of each isolated component of the voltage vector must be weakly monotonous, or

v̇i(t)≥ 0 for ∀i ∈ [[1,n′]] and ∀t > 0.

We let some initial point be x0 = {v0,x f ,0,xs,0} ∈ J′×{0}m× [1,xmax]
m, and the solution

trajectory be x(t). WLOG, we assume that v1(t) is not monotonously increasing, and is the first

voltage in time to violate the inequality v̇1(t)≥ 0. We denote this time to be

T = inf{t > 0
∣∣ ∃v̇1(t)< 0}.

It is clear that v1(t) ∈ J′ for ∀t ∈ [0,T ]. In addition, it is required that xs(T ) 6= 0. This is, however,
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only possible if ∃t ′ ∈ [0,T ] such that

∃ j ∈ [[1,m]], ẋs, j(t ′)> 0.

But as v(t ′) ∈ J′, the above condition is not possible. Therefore, by contradiction, we must have

v̇(t)≥ 0 for ∀t ≥ 0.

To complete the proof, it is sufficient to show that ∀i ∈ I , we have limt→∞ vi(t) = +1.

Again, we prove this by contradiction. We first assume that the statement is not true, then

∃i ∈ I (WLOG let i = n′−1), ∃ε > 0 such that limt→∞ vi(t) = 1−ε, and limt→∞ v̇i(t) = 0 (as v is

monotonous). This means that there is a time T , after which vi can no longer appear as the most

satisfied literal in any clause. If this is not the case, then ∀T , ∃t ′ > T such that v̇i(t ′) = vi(t ′),

which is clearly not possible as the limits of the LHS and RHS converge to different values.

As vi is no longer the most satisfied literal in any clause, we can set its value arbitrarily in

[−1,+1], and the condition C(v)≤ γ will still remain true, as the clause energy of each clause

only depends on the most satisfied literal (see Eq. (6.1)). From Lemma 6.6.1, this implies that

the restricted solution orthant should be [+1
2 ,+1]n

′−1× [−1,+1]n−n′+1 instead. However, the

restricted solution orthant of a solution vector is unique given a proper index set I (see the remark

of definition 6.5.2), so we have a contradiction. Therefore, the dynamics must converge to a

solution plane, and thus also to a fixed point by proposition 6.5.5.

Remark. Note that this basin of attraction is a superset of the basin of attraction proven in

another work [ERT11b] using continuous dynamics for solving k-SAT problems. This means that

the basin of attraction for our dynamics is larger, which is a desirable property for using our

dynamics as a SAT solver.

Corollary 6.6.2.1. If x′ is a fixed point of the memory dynamics given in Eqs. (6.11), then v′ is in

a solution plane.
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Proof. If x′ is a fixed point, then clearly we require C j(v′)≤ δ for ∀ j, otherwise x′l, j will increase.

And since δ < γ, we have C j(v′)< γ, meaning that x′s, j = 0, otherwise x′s, j will decrease. Since

C j(v) ≤ δ < 1
2 , sgn(v′) is a solution vector (see Proposition 6.2.1), and x′ ∈ B(sgn(v′)) (see

Theorem 6.6.2). If v′ is in a solution plane, then we are done; if not, then x′ necessarily evolves to

a solution plane by Theorem 6.6.2, meaning that it cannot be a fixed point, creating a contradiction.

Therefore, v′ must already be in a solution plane to begin with.

6.7 Dynamic Voltage Flow

Often times we are only interested in the convergent properties of the voltage dynamics,

as they correspond directly to the state of Boolean variables. On the other hand, the evolution

of the memory variables is important in influencing the trajectory of the voltages indirectly by

changing the strength of the gradient-like and rigidity terms (see Eqs. (6.11)). It then makes

sense to restrict our attention to only the components of the flow field that govern the dynamics

of v directly, which we can denote as Fv, and refer to as reduced flow field in the voltage space,

or simply the voltage flow. It should be noted that this flow is not autonomous and is, in fact,

dynamically governed by the memory. In this Section, we establish the tools needed to study such

reduced flow field, which we will use to show certain properties such as the absence of periodic

orbits (see Section 6.8) in the voltage space. For the remainder of this material, we shall assume

that the full flow field is always Lipschitz continuous to simplify discussion, since we have seen

in Section 6.5.1 that the existence of measure-zero discontinuities does not alter significantly the

behavior of our dynamics. Often times, we will focus on the simplified dynamics as given in

Eq. (6.15) and assume continuity for G and C.
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6.7.1 Reduced Flow

In this Section, we will first factor the full phase space into the reduced space and the

auxiliary space, which will allow us to formalize the notion of a reduced flow field. Visually, the

reduced flow field can be viewed as the full flow field “projected” onto a subspace. We proceed

with the following series of definitions.

Definition 6.7.1. Let X be a set and Y = ∏
m
j=1Yj be a product space. Given any mapping

F : X → Y , we define the decomposition of F as Fj : X → Yj for ∀ j ∈ [[1,m]] such that

∀x ∈ X , F(x) =
(
F1(x),F2(x), ...,Fm(x)

)
.

Definition 6.7.2. Let F = (F1,F2) : Rn×Rm → Rn×Rm be a flow field, and x(t,x0) be a

trajectory under this flow field. If we denote Rn as the reduced space and Rm as the auxiliary

space, then we define the reduced trajectory and the auxiliary trajectory, x1(t,x0) ∈ Rn and

x2(t,x0) ∈ Rm, such that

x(t,x0) =
(
x1(t,x0),x2(t,x0)

)
.

Definition 6.7.3 (Reduced Flow). Let F = (F1,F2) : Rn×Rm→ Rn×Rm be a flow field, and

x(t,x0) be a trajectory under this flow field. For a given initial point x0, we construct the reduced

flow field Fr : R×Rn such that

∀t ≥ 0, Fr(t,x0,1) = F1
(
x0,1,x2(t,x0)

)
.

Remark. It can be easily verified that the reduced flow field is well defined at any given time.

Visually, if we view the reduced space as a hyperplane that “cuts” the full flow field, then the

reduced flow field is simply the “cross section” of the field in the plane. As the auxiliary variables

evolve in time, the plane will move in the auxiliary space, or simply some direction orthogonal to

the plane, thereby changing the cross section. We then see that the reduced flow field is effectively
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a dynamic flow field governed by the auxiliary trajectory.

6.7.2 Flow Kernel and Complement

In this subsection, we will relate the dynamics of the reduced flow field to the auxiliary

trajectory explicitly. We will focus specifically on the case where the reduced flow field is linear

in the auxiliary variables, with the simplified memory dynamics in Eq. (6.15) as an example.

In particular, at every point in the reduced space, the auxiliary space can be factored into two

subspaces, one of them in which the auxiliary trajectory can evolve without affecting the reduced

flow field. We refer to this subspace as the flow kernel of the reduced flow field at that point,

and the other factor subspace as the flow complement. We formally define the two subspaces as

follows:

Definition 6.7.4 (Flow Kernel). Let F = (F1,F2) : Rn×Rm → Rn×Rm be a vector field. If

F1(x1,x2) is linear in x2, then we define

KF1(x1) = {x2 ∈ Rm ∣∣ F1(x1,x2) = 0},

as the flow kernel of F1 at x1.

Remark. Clearly, the flow kernel is a vector space. In fact, given any fixed x1, the operation

F1(x1,x2) can be regarded as a mapping from Rm to Rn via an n×m matrix, with its kernel

being the flow kernel. Let the rank of the matrix be n′ ≤ n. If n′ ≥ m, then clearly the kernel is

trivial. On the other hand, if n′ < m, then the dimension of the kernel is m−n′ by the rank-nullity

theorem. Hard 3-SAT instances generally are at clause ratios near 4, meaning that m≈ 4n (if we

let the voltage space be the reduced space), and the kernel is generally non-trivial.

Definition 6.7.5 (Flow Complement). Let F = (F1,F2) : Rn×Rm→ Rn×Rm be a vector field.
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We refer to the orthogonal complement of the flow kernel at point x1,

JF1(x1) = {x2 ∈ Rm ∣∣ ∀x′2 ∈ KF1(x1), x2 ·x′2 = 0},

as the flow complement of F1 at x1.

Remark. For any fixed x1, if the domain of F1(x1,x2) is restricted to JF1(x1), then the mapping is

invertible. In other words, there is a bijection from every configuration of the auxiliary variables

in the flow complement to every possible flow vector. In some sense, the component of the auxiliary

variable in the flow complement space is the only relevant component generating the reduced

flow.

Definition 6.7.6 (Auxiliary Relevance). Let F = (F1,F2) : Rn×Rm → Rn×Rm be a vector

field. Given x1 ∈ Rn and x2 ∈ Rm, we refer to the projection of x2 to KF1(x1) as the irrelevant

component, and the projection to GF1(x1) as the relevant component, which we denote as x∗2.

Remark. Given a reduced flow field that is linear in the auxiliary variables, it can be shown

that the time derivative of the field is zero at time t and location x0,1, if and only if the auxiliary

variable evolves in the flow kernel of F1, or

ẋ2(t,x0) ∈ KF1(x1).

Equivalently, this means that the time derivative of the relevant component of x2 must be zero, or

ẋ∗2(t,x0) = 0.

6.7.3 Unstable Non-solution Fixed Points

In proposition 6.5.5, it was shown that every fixed point in the full phase space Rn+2m

must correspond to a solution of the 3-SAT problem. However, this still leaves open the possibility
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of the existence of fixed points in the voltage space that correspond to a non-solution. Most of

the time, when the dynamics fall into such fixed points, the memory breaks this fixed point by

reweighing the clause functions, thereby evolving the reduced flow vector to a non-zero value,

effectively freeing the voltage dynamics. However, in very rare instances, the memory variables

may evolve in the flow kernel, in which case the voltages may be permanently trapped. Here, we

show the unlikeliness of being trapped in such fixed points in general, and the instability of the

gradient-like influence near fixed points.

For simplicity, we focus on the simplified memory dynamics as given in Eq. (6.15)10:

v̇ = G(v)x

ẋ = αC(v).

We here temporarily relax the specific forms of functions C and G (Eqs. (6.1) and (6.12) respec-

tively), and simply require they be general and non-singular. A voltage fixed point means that

v̇ = 0, implying that the memory must be in the flow kernel, or x ∈ K(v). If the condition v̇ = 0

is to be held in time (or v̈ = 0), then the memory must also evolve in the flow kernel, or ẋ ∈ K(v).

Equivalently, G(v) ·C(v) = 0. The LHS is simply a Rn→ Rn mapping, so the preimage of 0

consist of finitely many points in general, and they constitute a measure-zero set in Rn. This

shows the unlikeliness of the dynamics being trapped in a non-solution fixed point.

To show that the gradient-like influence is unstable, we first note that a Jacobian element

10If we were to extend the analysis of this subsection to the full memory dynamics (by including the rigidity as
well), then the RHS to v̇ can be decomposed into two terms, one quadratic in x and the other being only dependent
on v. The equation v̇ = 0 would still be a polynomial equation for x, and the solution space of x can be similarly
decomposed into a hyperface defined by the corresponding algebraic variety and its complement, and the analysis in
this subsection can be easily extended for the full memory dynamics as well by considering the local tangent space.
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of the gradient-like term can be written as

Ji j = ∑
k

xk∂viG jk(v) =
1
2 ∑

k
xkq jk∂vi min

{ j′ 6= j |q j′k 6=0}
(1−q j′kv j′),

where the last equality is from Eq. (6.12), and derivations across the discontinuous hyperplanes

are neglected. In this form, it is clear that the diagonal elements of the Jacobian are zero, or

Jii = 0 for ∀i. To see this, we simply note that ∂viv j′ = δi j′ , and the condition i 6= j′ imposed by

the min function. This means that the trace of the Jacobian is zero, meaning that any fixed point

cannot be stable (otherwise the Jacobian would necessarily be negative in the real component of

the trace).

6.8 Non-periodicity of Dynamics

In dimensions greater than 2, a dissipative system11 may admit periodic orbits. Therefore,

we shall show the absence of periodic orbits explicitly in this Section. This result directly

precludes the possibility of chaos (see Section 6.8.4). We formulate the proof of non-periodicity

on the voltage space by making use of the formalism developed in Section 6.7. Note that showing

the absence of periodic orbits in the full state space (voltages plus memories) is not sufficient

for our purpose as it does not preclude the existence of periodic orbits in the reduced voltage

space, which is directly relevant to the solution of the 3-SAT problem. For analytic convenience,

we shall assume all mentioned fields in this Section is sufficiently well-behaved (i.e., Lipschitz

continuous in space and continuous in time) such that it admits a unique classical solution for all

initial values.
11See Section 6.9 for a detailed discussion of the dissipativeness of the memory dynamics.
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6.8.1 Generalized Periodicity

As the voltage dynamics by itself is not autonomous (since it is memory dependent), we

first have to construct a non-standard definition of periodicity for dynamic fields that suffices in

the context of optimization. In general, a dynamic field admits periodic orbits of non-constant

periods. We first recall that the classical definition of periodicity for static fields is given as

follows, and generalize this definition for dynamic fields.

Definition 6.8.1 (Regular Periodic Orbit). Let x : [0,+∞)→ Rn be a trajectory with initial value

x0. The trajectory is said to be periodic if ∃T > 0 such that

∀t ≥ 0, x(t +T,x0) = x(t,x0).

The periodic orbit of x0 is

γx = {x(t,x0)
∣∣ t ∈ [0,T )},

and the period of this orbit is T .

Remark. It is fairly easy to show the following

γx = {x(t)
∣∣ t ∈ [0,T )}

= {x(t)
∣∣ t ≥ 0}= γ

+
x ,

meaning that the periodic orbit is also the maximal positive orbit of x0, which makes sense

because the trajectory cannot escape the periodic orbit even given infinite time. This property

generalizes naturally for dynamic fields.

Definition 6.8.2 (Speed). Let x : [0,+∞)→ Rn be some trajectory with initial value x0. If the

trajectory is everywhere differentiable in time, we define the velocity along the trajectory to be

ẋ(t,x0),
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and the speed to be

s(t,x0) = ||ẋ(t,x0)||.

Remark. Clearly, the velocity and speed of the trajectory is also periodic with the same period

as the trajectory itself. If the trajectory is governed by the flow field F, then the period of the orbit

is given by the following contour integral

T =
∮
γ

||dx||
||F(x)||

.

This integral is well-defined for a static flow field, but it is no longer well defined if F is explicitly

time dependent, in which case the period may be time-dependent as well.

Definition 6.8.3 (General Periodic Orbit). Given a time-dependent flow field F : R×Rn→ Rn, a

general periodic orbit is said to exist for x0 if ∃T such that

x(T,x0) = x0.

Let the periodic orbit be γx = {x(t) | t ∈ [0,T )}, then it is required that x(t,0) ∈ γx for ∀t > 0.

Furthermore, ∃(t1, t2) ∈ {(s1,s2) ∈ [0,+∞)2 |s1 6= s2} such that

x(t1) = x(t2) ∧ ẋ(t1), ẋ(t2) 6= 0

For a given time t, we let

T ′(t) = inf{t ′ > t
∣∣ x1(t ′,x0) = x1(t,x0)},

then the period at time t is given as T (t) = T ′(t)− t. If T (t) is a constant in time, then the

periodic orbit is said to be regular; otherwise, the periodic orbit is said to be irregular.
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Remark. Essentially, a general periodic orbit is a closed trajectory which contains the maximal

positive solution. Furthermore, there must be a point and its neighborhood on the orbit which the

trajectory visits two separate times, with the period simply being the time duration until the next

visit. Technically, the period can be zero if the flow field is zero at that particular time and point

and infinite if the trajectory never revisits the point, but there must be at least one point in time

where the period is positive finite.

Lemma 6.8.1. If a dynamic flow field F : R×Rn→ Rn admits an irregular periodic orbit, then

∃x0 such that ∃t1 ≥ 0, ∃t2 ∈ {t ′ > t1
∣∣ x(t ′,x0) = x(t1,x0)},

∃k 6= 1 F(t,x(t2)) = kF(t,x(t1)) 6= 0.

Proof. The proof is omitted. See remark instead.

Remark. Essentially, there must be at least one point on the periodic orbit where the dynamic

flow field align (or anti-align) with itself at two separate times. This is clearly required so that

the trajectory can “revisit” the orbit in the neighborhood of that point.

Corollary 6.8.1.1 (Change in Relevant Component). Given a static flow field F = (F1,F2) :

Rn×Rm→ Rn×Rm, if F1(x1,x2) is linear in x2 and an irregular periodic orbit γ exists in Rn,

then ∃x0 ∈ Rn+m such that ∃t1 ≥ 0, ∃t2 ∈ {t ′ > t1
∣∣ x1(t ′,x0) = x1(t1,x0)},

∃k 6= 1 x2
∗(t,x0) = kx2

∗(t,x0) 6= 0.

where x∗2(t,x0) is the relevant component of x2 at time t as defined in Definition 6.7.6.

Proof. The proof follows directly from Definition 6.7.6 and Lemma 6.8.1.1.

Remark. In terms of the relevant component of the auxiliary variable, the periodic orbit is
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regular if and only if

∀t ≥ 0, ∃T > 0 x∗2
(
t +T,x0

)
= x∗2(t,x0).

6.8.2 Absence of Irregular Periodic Orbits

In the previous subsection, we have seen that a periodic orbit under a dynamic field can be

categorized as either being regular or irregular. To show the absence of periodic orbits, we treat

the two cases separately, as they require different proof techniques. In this subsection, we focus

on the irregular case, which requires the physical notion of speed as defined in definition 6.8.2;

we treat the regular case in the next subsection, by formulating the problem in the geometric

context of hypersurface intersections.

For the sake of simplicity, we again focus on the simplified dynamics as given in

Eq. (6.15)12,

v̇ = G(v)x

ẋ = αC(v).

We require the functions C and G to be everywhere differentiable13 (which automatically guaran-

tees Lipscthiz continuity). This also guarantees that any image of a compact set in Rn is bounded

above in norm. For C, we can assume that it is bounded below in norm also, otherwise C = 0

implies that the trajectory is in a solution plane in which case it must converge to a fixed point

12The rigidity influence is negligible in the periodicity analysis as the dynamics is dominated by the gradient-like
term when the system is continuously in an unsatisfied state, which is clearly the case when the dynamics is trapped
in a periodic orbit.

13Note that the actual gradient-like term G defined in Eq. (6.12) is everywhere differentiable except at certain
hyperplanes which constitute a measure-zero set in the voltage space (see section 6.5.1). It is easy to see that the
presence of these hyperplanes will not affect the periodicity analysis.
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(see Proposition 6.5.5)14. To make the definition of speed (see Definition 6.8.2) useful, we first

have to formally define the generalized concept of location for trajectories governed by a dynamic

field.

Definition 6.8.4 (Location). Let x(t,x0) be a classical solution to a flow field F : R×Rn→ Rn,

then ∀t ′ ∈ {t ∈ R |x(t,x0) 6= 0}, there is ∃δt > 0 such that a unique isometry ϕ : x
(
[t ′−δt, t ′+

δt],x0
)
→ R exists locally. For ∀t ∈ [t ′−δt, t +δt], we refer to u(t) = ϕ(t) as the location on the

trajectory around time t ′.

Remark. The location is quite literally the location on the real line if we unwind the trajectory

locally to a straight line. As long as the trajectory keeps moving “forward” in some time interval,

then the mapping ϕ is bijective, meaning that there is a one-to-one correspondence between time

and location. This is why the condition x(t,x0) 6= 0 is required locally.

Lemma 6.8.2. In a time interval in which location can be defined, the speed is differentiable with

respect to location in the interval. In other words, the mapping s◦u−1 is locally differentiable.

Proof. First of all, we have s(t) = ||v̇(t)|| 6= 0 in the time interval, and we note that

v̈ =
d
dt

(
G(v)x

)
= v̇G′(v)x+G(v)ẋ,

which is well-defined as G is everywhere differentiable, meaning that s(t) is differentiable with

respect to t (as long as s(t) 6= 0). Furthermore, we note that u′(t) = s(t), meaning that u is also

differentiable with respect to time. Since s(t) 6= 0, the inverse u−1 is differentiable in the interval

as well. Therefore, s◦u−1 is differentiable in the interval, as the composition of two differentiable

mappings.

Theorem 6.8.3. An irregular orbit does not exist in the voltage space.
14In fact, it can be assume that |C(v)| ≥ δ for the full equations by Proposition 6.6.2.
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Proof. We prove this by contradiction, by assuming that an irregular orbit does exist. Then by

Lemma 6.8.1, there is ∃v0 such that kv̇(t1) = v̇(t2) 6= 0, where t2 6= t1, v(t1) = v(t2) = v0, and

WLOG k ∈ (0,1). We let u0 be the location of v0, δu be the infinitesimal change in location from

u0. Furthermore, we let s1 be the speed at time t1, and δs be the change in speed with respect to

δu (which is well-defined as shown in Lemma 6.8.2). If we let δθ be the change in direction, then

we have the following equality

(s1 +δs)2 + s2
1−2s1(s1 +δs)cos(δθ) = ||v̇′(u0)||2δu2

⇐⇒ s2
1δθ

2 +δs2 =

∥∥∥∥G′(u0)x(t1)+
α

s1
G(u0)C(u0)

∥∥∥∥2

δu2,

where we discarded third order terms on the LHS and applied Eq. (6.15) and u′(t) = s(t) on the

RHS. Rearranging the terms gives us

(
s′(u0)

)2
=

∥∥∥∥G′(u0)x(t1)+
α

s1
G(u0)C(u0)

∥∥∥∥2

− s2
1
(
θ
′(u0)

)2
.

If we let the speed at time t2 be s2 (with s2 = ks1), then the above relation will hold

similarly. We can assume that s′(u0) = 0 at t2, which is justified as s is bounded and differentiable

everywhere. Since s1 > s2, and {x,C,G} are everywhere differentiable, we must have
(
s′(u0)

)2
<

0 at time t1 by the above relationship, which is clearly impossible. Therefore, an irregular orbit

cannot exist.

6.8.3 Absence of Regular Periodic Orbits

In the previous subsection, we showed the absence of irregular orbits, so if a periodic

orbit were to exist in the voltage space, it must be a regular periodic orbit. In this Section,

we show that the existence of a periodic orbit is also absent in general. The problem can be

described geometrically where a regular orbit can be described as the intersection between two low
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dimensional hypersurfaces in a high-dimensional space, which cannot occur if the two surfaces

are in general positions.

Theorem 6.8.4. In general, a periodic orbit does not exist in the voltage space.

Proof. In theorem 6.8.3, we showed the absence of irregular periodic orbits in the voltage space,

it is then sufficient to show that a regular periodic orbit is absent as well.

If a regular orbit were to exist in the voltage space, then we can denote its period as T ,

and its initial point as x0 ∈ Rn+m. The change in the memory over a period from time t is then

given by

x(t +T,x0)−x(t,x0)

=
∫ t+T

t
ẋ(s,x0)ds

=α

∫ t+T

t
C
(
v(s,x0)

)
ds

=α

∫ T

0
C
(
v(s,x0)

)
ds, ∀t ≥ 0,

where in the last equality, we used the periodicity of v to remove the explicit dependency on t

in the integral bounds. This allows us to simply set the result as some constant vector K that is

constant in time.

Clearly, K must be in the flow kernel of the reduced flow field ∀t ≥ 0 (otherwise the

velocity would not be the same after a period), which implies

∀v ∈ γ, G(v)K = 0. (6.17)

It can be assumed that any sensible matrix G dictating the evolution of the voltages must coincide

with the polarity matrix Q exactly in its nonzero elements, so G : Rn→R3m as there are m clauses
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and 3 literals per clause, which gives us an injective mapping. Furthermore, it can be assumed that

the mapping is C∞ diffeomorphic and general so that the image of Rn is a smooth n-dimensional

hypersurface at general position in R3m. On the other hand, condition (6.17) is a system of m

linear equations, so the set of all matrices (with nonzero elements matching the polarity matrix)

solving the system for a given K forms a 3m−m = 2m dimensional hyperplane in R3m, which

is also in general position as K is general. The n-dimensional hypersurface generated by the

voltages and the 2m dimensional hyperplane do not intersect if they are in general position, as

2m+n < 3m,

where we have assumed n < m (see the remark of definition 6.7.4).

Remark. Note that the dimension of the surface containing the periodic orbit must be at least 2,

which means that the intersection of the two surfaces in R3m must be at least 2 dimensional as

well, and this makes the existence of periodic orbits even less likely. Even assuming that n > m,

meaning that the intersection of the two surfaces is non-trivial, the existence of a periodic orbit in

the voltage space is still unlikely. We require an initial memory value that generates a reduced

flow field that guarantees the containment of the voltage trajectory completely in the intersection,

which does not exist in general.

6.8.4 Absence of Chaos

Devaney’s definition of chaos [BBC+92] requires 1) transitivity, 2) dense periodic points,

and 3) sensitive dependence on initial conditions. (As a side note, it is easy to check that the first

two conditions actually imply the third.) Since we have shown in this section that there are no

periodic points for the memory dynamics, it follows by definition that the memory dynamics is

not chaotic.
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Corollary 6.8.4.1 (Absence of Chaos). The voltage dynamics is not chaotic by Devaney’s

definition.

Remark. We also note that the memory dynamics is not transitive if a solution of the 3-SAT

problem exists, as this implies the existence of non-trivial basins of attraction (see Section 6.6).

However, it is not clear whether the violation of the first two Devaney’s conditions would imply

the violation of the third condition as well. In other words, we do not preclude the possibility of

the memory dynamics having sensitive dependence on initial conditions.

6.9 Dissipativeness

A rather important property of the memory dynamics is dissipativeness. In other words,

the measure (or volume) of an initial set contracts under the flow field, eventually evolving to a

measure zero set. To show dissipativeness for well-behaved (everywhere differentiable) vector

fields, it is sufficient to show that the divergence is negative everywhere. However, our dynamics

are governed by a discontinuous flow field, so we have to carefully account for the regions of

discontinuities (see Section 6.5.1).

6.9.1 Preliminaries

Before we discuss the dissipative property of the memory dynamics, we first have to

formally define the notion of dissipativeness for a continuous dynamical system.

Definition 6.9.1 (Dissipativeness). Given a vector field F : Rn → Rn that admits a positive

solution, we let the corresponding time mapping be Ts : Rn→ Rn for ∀s≥ 0. Let Ω0 ⊆ Rn be a

domain of nonzero measure, then ∀s≥ 0, we denote Ω(s,Ω0) as the following

Ω(s,Ω0) = Ts(Ω0) = {Ts(x0) |x0 ∈Ω0},
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and the measure µ(s,Ω0) as the following

µ(s,Ω0) = µ
(
Ω(s,Ω0)

)
.

If the following is true

∀Ω0, ∀s > 0, µ(s,Ω0)< µ(0,Ω0),

then the system is said to be dissipative. If the last inequality is not strict, then the system is said

to be weakly dissipative.

Remark. If µ(s,Ω0) is everywhere differentiable in s, then it is possible for us to quantify the

rate of volume contraction as the following forward time derivative

∀s≥ 0, µ̇(s,Ω0) = lim
t→0+

1
t

(
µ(s+ t,Ω0)−µ(s,Ω0)

)
.

An equivalent definition of a dissipative system would then be the following

∀Ω0, µ̇(0,Ω0)< 0,

meaning that any initial domain must continually shrink in time. For the sake of clarity, we can

discard the trivial argument s = 0 and simply write µ̇(Ω0) = µ̇(0,Ω0) from here on.

It is well known that a bounded domain can be approximated15 as the union of regular

domains [Mun14] (see Definition 6.4.2). Therefore, to show that a system is dissipative, it is

sufficient to show that the volume of any regular domain contracts under the flow field. In the

case where the flow field is in C1, the mapping Ts is diffeomorphic for ∀s > 0, meaning that the

shape of the boundary will be preserved (being always diffeomorphic to a sphere), allowing us to

15Here, we are speaking of approximation in the measure-theoretic sense. In other words, the measure of the
domain and the measure of its approximation are the same.
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make use of the following Lemma.

Lemma 6.9.1. Given a vector field F : Rn→ Rn differentiable everywhere, the system is dissipa-

tive if the following is true

∀x ∈ Rn, ∇ ·F(x)< 0.

Proof. The proof follows directly from divergence theorem

µ̇(Ω) =
∫

∂Ω

(
F(x) ·n(x)

)
dA =

∫
Ω

(
∇ ·F(x)

)
dV < 0,

where Ω⊆ Rn is any smooth domain. This implies that F is dissipative.

Remark. The converse of Lemma 6.9.1 is almost true, in the sense that if the vector field F

contains regions of positive16 divergence, then the system cannot be dissipative. To show this, we

assume ∃x ∈ Rn such that ∇ ·F(x)> 0, then it is clear that the region where the divergence is

positive

D = {x ∈ Rn |∇ ·F(x)> 0}

is an open set. This means that for any x0 ∈ D, ∃ε > 0 such that the open ball Bε(x0)⊂ D, and

integrating the divergence over the open ball gives

∫
Bε(x0)

(
∇ ·F(x)

)
dV > 0,

implying that µ̇
(
Bε(x0)

)
> 0, meaning that the system cannot be dissipative.

The analysis in this subsection assumes that the field is differentiable everywhere. In the

next subsection, we generalize this analysis to fields that are differentiable everywhere except

16Note that it is not sufficient that the divergence be non-negative, as it is possible for the divergence to be zero,
forming a closed set. This is why the converse of Lemma 6.9.1 is not strictly true.
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at certain hyperplanes. This class of fields contains the flow field of the memory dynamics (see

Section 6.5.1).

6.9.2 Dissipativeness of Memory Dynamics

Recall that the ODE governing the memory dynamics is given in Eqs. (6.11) as

v̇i =
m

∑
j=1

{1
2

xl, jxs, jqi j min
{i′ 6=i |qi′ j 6=0}

(1−qi′ jvi′)+(1+ζxl, j)(1− xs, j)δiσ jqi jC j(v)
}
,

ẋs, j = β
(
xs, j + ε

)(
C j(v)− γ

)
,

ẋl, j = α
(
C j(v)−δ).

In Section 6.5.1, we argued that the memory flow field is separated into continuous regions by

hyperplanes. The divergence cannot be defined at the hyperplanes as the field is discontinuous, so

we restrict the divergence analysis to a domain where the field is in C1.

The divergence of the flow field in the voltage space17 is

∇v ·Fv =∇v

(
G(v)(xl ∗xs)

)
+∇v

(
G(v)

(
(1+ζxs)∗ (1−xl)

))
=∑

i j
xl, jxs, j∂viGi j(v)+∑

i j
(1+ζxl, j)(1− xs, j)∂viRi j(v)

=∑
i j
(1+ζxl, j)(1− xs, j)qi j∂vi

(
δiσ jC j(v)

)
,

where the divergence of the gradient-like term is zero because the element Gi j never depends on

vi (see Eq. (6.12)). The expression for the divergence of the rigidity term can be further simplified

17The reason why we only care about the dissipativeness in the voltage space is because it is directly relevant
to the convergence of the 3-SAT solution search. It is possible for the solver to be efficient even if the memory is
non-dissipative.
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if we realize that

∑
i

qi jδiσ j∂viC j(v) =−
1
2 ∑

i
q2

i jδiσ j =−
1
2

q2
σ j j =−

1
2
.

And the divergence expression reduces to

∇v ·Fv =−
1
2 ∑

j
(1+ζxl, j)(1− xs, j)< 0,

meaning that the voltage is dissipative at any point where the field is continuous.

It is easy to study how the addition of discontinuous hyperplanes affects the dissipativeness

of the voltages. For the sake of simplicity, we focus on the following simple 2-SAT formula with

only one clause

(v1∨ v2),

where, WLOG, the polarity can be assumed positive for both literals (see Section 6.2.2). The

discontinuity of the voltage flow field clearly is in the line v1 = v2. Note that the gradient-like

field (1
2
(1− v2),

1
2
(1− v1)

)
is continuous everywhere, while the rigidity field is not, which is given in the upper-left and

lower-right regions as
1
2
(0,1− v2),

1
2
(1− v1,0),

respectively. The field points away from the line, meaning that the volume of a domain approach-

ing this boundary will be expanded, with the expansion being greater the more unsatisfied the

clause is. This is in fact a desired feature of the rigidity field as it attempts to expand the volume

if the initial domain is in a frustrated region, which allows for a more thorough exploration of the
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voltage space.

In conclusion, the flow field in the voltage space is dissipative everywhere except at certain

hyperplanes, where the domain may be expanded in a manner that facilitates the finding of the

fixed points.
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Chapter 7

a torrent of refined ecstasy upstream

invade the grid open the bondage flip the pyramid over hypercolattizeetoo suppress the

frustration never careth lunacy mathematicalvoodoo like youthree gellman lie and steal FK the

clusters like a vine always crawling but cut the trunk sign the matrix stop the determinant going

around in loops fruity-mango loops pie down the lattice apple up the strings zoom zoom zoom

no one up the epsilon like a poseidon trident a field of controlled torrent the tribes of ucla where

chayes drank diluted chai smokes the potts blue down the pride and red up the envy everything is

gucci like his leather belt strapped close and crown the fortuin king

loopy loop with brownian soup, soupy soup will get you duped, shoot the hoop and write

a proof, send the curve bent through the roof, one plus one quick maths gives two, toot the two to

aleph too. rake the piano and shake the peano, peel the beano but P ?
= NP no.

The brain is critical, even if it’s just a peabrain. The mind follows the train, even if it’s

just the D-train.

Dr.Pea walks into the office with a hammer strapped to his back. He sees a giant mole
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peeking out from the floor. This makes Dr.Pea frustrated. He does not like these creatures hanging

around. Dr.Pea musters up all his strength and winds back his hammer. The attention of the mole

does not catchup. He tries to whack the mole as hard as he can. The floor shatters and the entire

building avalanches. He missed the mole and the mole ran away, NP-brains indeed. Dr.Haik

walks in and high-fives Dr.Pea for destroying the building, and they went to Blacks to chase the

green dragon. Dr.Pea eventually won a million dollar but went on to lose it all trying to short

GME. It was the end for Dr.Pea and Dr.Pea never recovered. He built a house in the forest of

Switzerland and lived there forever.

A patchy sod with grass and wild floret

Blue current spirals merging rocks and sand

White smokes and droplets dawn the valleyed land

Three puffs to lace the hazy mind forget

Cartwheel through time rolls back the wood roulette

Sweet martingale each step we take is grand

Through canyoned hills we surf yet where we strand

In shrouded waves we rest with teared duvet

Between the steep ravine swirls gleamy stream

Convening streams the withered fish shall spring

Under the dirge washed earth we search the verse

To cry the spell, entomb the doom that looms

In glassy mist the thirsted birch unearth

With doomy gloom the fumy shrooms abloom
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Appendix A

More Fruity Loopy Discussions

A.1 Penalty Function

In this section, we show the existence of a penalty function C(v,h) in the conversion from

a general QUBO instance to a bipartite QUBO instance such that the optimum is left invariant.

We formalize this statement as follows.

Proposition A.1.1 (From Complete to Bipartite). Given a QUBO instance

n

∑
i=1

Bixi +
n

∑
i=1

n

∑
j=i+1

Qi jxix j

with (any one of) the maximum (maxima) being x′. If we let

c =
n

∑
i=1
|Bi|+

n

∑
i=1

m

∑
j=i+1

|Qi j|,

and the penalty function be

C(v,h) = 2c
n

∑
i=1

(vi +hi− vihi),
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then (one of) the maximum (maxima), {v′,h′}, of the bipartite QUBO problem,

E(v,h) = E0(v,h)+C(v,h),

must satisfy v′ = h′ = x′, where E0(v,h) is given as

E0(v,h) =
n

∑
i=1

Bivi +
n

∑
i=1

n

∑
j=i+1

Qi jvih j.

Proof. WLOG, we can assume that the original QUBO problem is non-degenerate so there is

only one maximum. We first begin by noting that

vi +hi− vihi =


0 if vi = hi,

−1 if vi 6= hi.

From this, we see that the maximum of the bipartite QUBO problem must satisfy v′ = h′.

If this were not the case, then we let v′ = h′ be the optimum with the condition v = h

explicitly enforced, and v′′ = h′′ be the optimum without enforcing any condition, so E(v′′,h′′)>

E(v′,h′). We denote I = {i
∣∣ v′′i 6= h′′i } as the set of indices where v′′ and h′′ differ. WLOG, we

let I = [[1,n′′]], where n′′ < n. Then we have

E(v′′,h′′)−E(v′,h′)≤|E0(v′,h′)|+ |E0(v′′,h′′)|−2n′c

≤c+ c−2n′c = 2(1−n′)c

<0,

where the second inequality is due to the fact that for ∀{v,h}, |E0(v,h)| ≤ c by the triangle

inequality. This contradicts with the assumption that E(v′′,h′′)> E(v′,h′), so the maximum of

E(v,h) must satisfy v = h.
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This implies that

{v′,h′}= argmax
{v,h}

E(v,h) = argmax
{v,h
∣∣ v=h}

E(v,h),

so we can find the maximum of E(v,h) by first setting v = h, which gives us

E(v,v) =
n

∑
i=1

Bivi +
n

∑
i=1

m

∑
j=i+1

Qi jviv j−n,

which is equivalent to the expression for the original QUBO energy, so we have v′ = h′ = x′.

A.2 Switching Subset and Distance

Given two states, s = (v,h) and s′ = (v′,h′), it is convenient to denote the indices of

visible spins that are different between the two states as

I(s,s′) = {i
∣∣ vi 6= v′i},

and the indices of differing hidden spins as

J(s,s′) = { j
∣∣ h j 6= h′j}.

Furthermore, we denote the cardinality of the two sets as, n′ = |I(s,s′)| and m′ = |J(s,s′)|, which

represent the numbers of differing visible and hidden spins respectively.

Under this denotation, we can write the switching subset as

F(s,s′) = (I× Jc) ∪ (Ic× J),
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where Ic = [[1,n]]/I and Jc = [[1,m]]/J. It is then obvious that the cardinality of the switching

subset is given as

|F(s,s′)|= n′× (m−m′)+(n−n′)×m′

= n′m+nm′−2n′m′,

so the distance is given as

d(s,s′) =
|F(s,s′)|

nm
=

n′

n
+

m′

m
−2

n′m′

nm
. (A.1)

We now show that the space defined by this distance is a pseudometric space, and states in this

space are distinguishable up to a global spin flip.

Proposition A.2.1 (Pseudometric). d(s,s′) is a pseudometric, with d(s,s′) = 0 if and only if

{n′,m′}= {0,0} or {n′,m′}= {n,m}.

Proof. Since the distance function d(s,s′) is just |F(s,s′)| divided by some constant factor, it is

sufficient to prove the proposition for |F(s,s′)|. We first show the second part of the proposition.

Note that the function,

|F(s,s′)|= n′m+nm′−2n′m′,

evaluates to 0 if {n′,m′}= {0,0} or {n′,m′}= {n,m}. To show the converse, we note that the

equation

n′m+nm′−2n′m′

=n′(m−m′)+(n−n′)m′ = 0,

under the conditions n > 0, n≥ n′ ≥ 0, m > 0, and m≥ m′ ≥ 0, has solutions {n′,m′}= {0,0}

and {n′,m′}= {n,m}.
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To show that |F(s,s′)| is a pseudometric, we have to show that it is non-negative, symmet-

ric, and satisfies the triangle inequality. First, we note that |F(s,s′)| is trivially non-negative as

it is a cardinal number. Second, we have |F(s,s′)|= |F(s′,s)|, as the same spins are flipped to

make the forward and reverse transitions, s→ s′ and s′→ s.

Finally, we have to show that given any three states, {s,s′,s′′}, the inequality |F(s,s′′)| ≤

|F(s,s′)|+ |F(s′,s′′)| is true. We first note that

F(s,s′′) = F(s,s′)4F(s′,s′′),

where4 denotes the symmetric difference operation. We then have

F(s,s′′)⊆ F(s,s′) ∪ F(s′,s′′),

which directly implies the inequality stated above. Therefore, |F(s,s′)| is a pseudometric.

Remark. It is important to note that {nv,mh} is not uniquely determined by d. To see this

clearly, we rewrite Eq. (A.1) in terms of the following Diophantine equation

(2nv−n)(m−2mh) = (2d−1)nm,

solving for integers nv ≤ n and mh ≤ m. It is easy to see that this equation is over-determined by

realizing that it is possible for the RHS to have multiple prime factors.

A.3 Energy Gaps in a Random RBM

Proposition A.3.1. Given an n×m RBM with iid weights, W, normally distributed with mean

µ and variance σ2. For two random states {s,s′} of distance d0 apart, the expected energy gap
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between the two states is given as

E{W,s,s′}

(
E(s′)−E(s)

∣∣ d(s,s′) = d0

)
= 0,

and the variance is given as

Var{W,s,s′}

(
E(s′)−E(s)

∣∣ d(s,s′) = d0

)
= 4nmd0(µ2 +σ

2).

Proof. Let F(s,s′) be the switching subset from s to s′, then from Eq. (3.5), we have

E(s′)−E(s) = 2 ∑
F(s,s′)

Wi jvih j.

Note that the distance condition is equivalent to |F | = nmd0, then the expected energy gap is

given as

E{W,s,F}

(
2∑

F
Wi jvih j

∣∣ |F |= nmd0

)
=2∑

F
E(Wi jvih j).

However, E(Wi jvih j) = E(Wi j)E(vi)E(h j) = 0, so the expected energy gap is zero.

The conditional variance is given as

Var
(

2∑
F

Wi jvih j

)
= E

((
2∑

F
Wi jvih j

)2
)

= 4EF

(
∑

(i, j)∈F
∑

(i′, j′)∈F
E{W,s}

(
Wi jWi′ j′vivi′h jh j′

) ∣∣ |F |= nmd0

)
= 4EF

(
∑
F

W 2
i j
∣∣ |F |= nmd0

)
= 4nmd0(µ2 +σ

2),
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noting that E(vivi′h jh j′) = δii′δ j j′ , which evaluates to 1 only when i = i′ and j = j′, and 0

otherwise.

A.4 Maximum Frustration of a 2×m RBM

Proposition A.4.1. The upper bound of the frustration ratio of a 2×m RBM is 0.25.

Proof. We first consider a 2×m RBM weight matrix that is gauged such that the ground state is

+1, then clearly the sum of each column has to be non-negative, so we cannot have two negative

elements in the same column. This means that we can permute the rows and columns such that

all the negative weight elements are concentrated on the upper left and lower right corner. We can

then divide the matrix into six blocks,

B1 = 1× [[1,m1]] B2 = 1× [[m1 +1,m2]] B3 = 1× [[m2 +1,m]]

B4 = 2× [[1,m1]] B5 = 2× [[m1 +1,m2]] B6 = 2× [[m2 +1,m]],

such that the elements of blocks B1 and B6 are all negative, and the elements of the rest of the

blocks are all non-negative. For clarity, we denote S(Bi) = ∑w∈Bi |wi| as the sum of the absolute

values of all elements in the i-th block. It is then clear that

S(B4)≥ S(B1) S(B3)≥ S(B6),

which follows directly from the application of the positive sum condition to each column. Fur-

thermore, if we apply the positive sum condition on set B1∪B2∪B6 and B1∪B5∪B6, then we

get

S(B2)≥ S(B1)+S(B6) S(B5)≥ S(B1)+S(B6).
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Combining these relations between the blocks, we can derive the following

∑
i

S(Bi) =
(
S(B1)+S(B4)

)
+
(
S(B2)+S(B5)

)
+
(
S(B3)+S(B6)

)
≥ 2S(B1)+2

(
S(B1)+S(B6)

)
+2S(B6)

= 4
(
S(B1)+S(B6)

)
,

so we see that the sum of the absolute values of all elements is at least four times the sum of the

absolute values all negative elements. Therefore, from Eq. (3.6), we see that the frustration ratio

must be smaller than 0.25.

A.5 Intersection Event

If we are randomly dropping loop atoms on a Kn,m bipartite graph, then the probability

that the loop overlaps with any given edge is given by

p =
4

nm
.

Therefore, if we were to drop one loop atom, then the probability that the edge receives a positive

contribution is 3
4 p; the probability that it receives a negative contribution is 1

4 p; and the probability

that it receives no contribution is 1− p. If we denote the total number of random loop atoms

as N, then the probability that any given edge receives k1 negative contributions and k2 positive

contributions is given as

P(k1,k2) =

(
N

k1,k2

)(1
4

p
)k1
(3

4
p
)k2

(1− p)N−k1−k2.

The expected number of intersections is then simply E(min{k1,k2}).
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To obtain an analytic expression for this expected value, we have to make a few simplifi-

cations. First, we can assume that p� 1, which is justified if the graph is large. If we denote

λ = N p, then the marginal distributions of k1 and k2 are approximately Poisson distributions

P(k1) =
e−λ/4

k1!

(
λ

4

)k1
P(k2) =

e−3λ/4

k2!

(3λ

4

)k2
.

We can also assume that k1 and k2 are approximately independent, which gives us

E(min{k1,k2}) =
1
2

λ− 1
2

e−λ
∞

∑
k=0

k
(

3−k/2 +3k/2
)

Ik
(√3

2
λ
)
, (A.2)

where Ik is the modified Bessel function of the first kind. As λ increases, the pdf of min{k1,k2}

approaches the pdf of k1, and the expected value approaches λ/4 from below, which makes

sense because the relative spacing of the random variables increases, and we effectively have

min{k1,k2} ≈ k1. In other words, we have

E(min{k1,k2})≈
λ

4
=

N
4nm

.

A.6 Generating a 2×3 gauged RBM

The negation of statement (3.8) is given as follows:

If y satisfies LT y≥ 0 and y≥ 0 ,

then it must also satisfy wT y≥ 0.
(A.3)

The goal is to prove this statement true for a 2×3 gauged RBM weight matrix w. We first note

that there are 12 possible loop atoms for the system: 4 for the leftmost 2× 2 block, 4 for the

rightmost 2×2 block, and 4 for the union of the leftmost and rightmost column. Given any one
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of the leftmost loop, l, the inequality lT y implies

l11y11 + l21y21 + l12y12 + l22y22 ≥ 0.

Each of the four leftmost loops corresponds to assigning one of the four edges, {l11, l12, l21, l22},

to negative, and this results in four inequalities

y11 + y21 + y12 ≥ y22,

y21 + y12 + y22 ≥ y11,

y12 + y22 + y11 ≥ y21,

y22 + y11 + y21 ≥ y12.

WLOG, we assume that y22 is the maximum of the four y values, then the four inequalities reduce

to the following inequality

y11 + y21 + y12 ≥ y22,

noting that the y values are non-negative. A similar argument applies to the remaining 8 loop

atoms.

For the weight matrix, w, WLOG we can assume that the negative elements are w11 and

w12, then the positive sum condition implies that

w11 +w21 ≥ 0, w12 +w22 ≥ 0,

w11 +w12 +w13 ≥ 0, w11 +w12 +w23 ≥ 0.
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We can then derive the following relationship

wT y

=w11y11 +w12y12 +w13y13 +w21y21 +w22y22 +w23y23

≥y11w11 + y12w12 + y13(−w11−w12)

+y21(−w11)+ y22(−w12)+ y23(−w11−w12)

≥ −w11(y13 + y21 + y23− y11)

−w12(y13 + y22 + y23− y12)

≥0,

since w11 ≤ 0 and w12 ≤ 0 by construction, and y13 + y21 + y23 ≥ y11 and y13 + y22 + y23 ≥ y12.

Therefore, statement (A.3) is true, which implies that any gauged 2×3 RBM (which necessarily

has f ≤ 0.25) can be generated with loop atoms.

A.7 Local Minima

Consider n iid random variables, {x1,x2, ...,xn}, with the following PMF

P(xi =−α) =
1
4

P(xi = 1) =
3
4
,

where α ∈ (0,1]. It is clear that the sum of the elements in this set is positive w.h.p. (with high

probability) in the limit of large n. However, if we randomly select n′ elements and negate their

signs, then it can be shown that the probability that the sum of the elements is positive is given by

1
2

(
1+ erf

(
k

n−2n′√
6n

))
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in the limit of large n, where k is related to α as

k =
3−α

α+1
.

Now, for the sake of simplicity, consider a n×n random RBM with weights W whose

elements are assigned randomly as −α and +1 with probabilities 1/4 and 3/4, respectively

(corresponding to the regime of high loop density, ρ = O(n)). Clearly, in the limit of large

n, the RBM satisfies the positive-sum condition, meaning that its ground state is +1. Given

0≤ n1,n2 ≤ n, we consider the switching subset

F =
(
[1,n1]× [n2 +1,n]

)
∪
(
[n1 +1,n]× [1,n2]

)
,

where integers are assumed. If the state related to the ground state by this switching subset is a

local minimum, then clearly the following conditions have to be satisfied

∀i ∈ [1,n1],
n2

∑
j=1

Wi j−
n

∑
j=n2+1

Wi j ≥ 0

∀i ∈ [n1 +1,n],
n

∑
j=n2+1

Wi j−
n2

∑
j=1

Wi j ≥ 0

∀ j ∈ [1,n2],
n1

∑
i=1

Wi j−
n

∑
i=n1+1

Wi j ≥ 0

∀ j ∈ [n2 +1,n],
n

∑
i=n1+1

Wi j−
n1

∑
i=1

Wi j ≥ 0.

If we make the approximation that the partial sum over a row and the partial sum over a column

are independent (which is justified because the correlation between the two sums is only due

to one single element at the intersection), then the probability that all the above conditions are
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satisfied is

p(n1,n2) =
1

22n erfc
(

k
n−2n2√

6n

)n1
erfc
(

k
2n2−n√

6n

)n−n1
erfc
(

k
n−2n1√

6n

)n2
erfc
(

k
2n1−n√

6n

)n−n2
.

Note that there are
( n

n1

)
ways to flip n1 spins in the visible layer and

( n
n2

)
ways to flip n2

spins in the hidden layer. If we further choose to ignore the potential correlations between the

local minima, then the expected number of local minima of an n×n RBM is given by

n

∑
n1=0

n

∑
n2=0

p(n1,n2)

(
n
n1

)(
n
n2

)
− p(0,0),

where the reason to subtract p(0,0) is to discount the planted ground state being a trivial local

minimum.

It can be shown that this value scales poorly with n and k (which is inversely related to

α). In other words, for instances generated with the random loop algorithm at high density, it

will be difficult for local minima to populate the energy landscape for large system sizes or small

frustration indices.

A.8 Planted Metastable Cluster

Again, we consider the switching subset F = B1∪B4 as given in Section 3.5.2. The goal

is to show that the state related to the ground state by F satisfies the inequality conditions of a

local minimum by a relatively large margin (meaning that any single spin-flip is expected to incur

a large increase in energy), so that any states sufficiently “close” to this state are likely also local

minima.

Since the structured loop algorithm is invariant under a matrix transpose and an exchange
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of the number of left and upper loops, we can simply focus on the sum of the elements in each

individual row:

∀i ∈ I ∑
Jc

Wi j ≥∑
J

Wi j

∀i ∈ Ic
∑
J

Wi j ≥∑
Jc

Wi j,

where we have B1 = I× J and B4 = Ic× Jc.

∀i ∈ I, we can divide the row of the matrix into two halves, one half in B1 and one half in

B2. We let the sums of the elements in the two halves be s1 and s2, respectively. Furthermore, let

n1, n2, and n3 be the numbers of left loops, upper loops, and center loops with vertices in row i.

Each left loop contributes 1−α units of weight to s1; each upper loop contributes either −α or

+1 units of weight to s1 and +1 unit of weight to s2; each center loop contributes −α units of

weight to s1 and +1 unit of weight to s2. It is then clear that the difference between the two sums

is given as follows

s2− s1 ∈
[

n3(1+α)−n1(1−α) , (n2 +n3)(1+α)−n1(1−α)
]
,

whose lower bound should be non-negative in order to enforce the local minimum condition on

row i. This gives us

n3(1+α)−n1(1−α)≥ 0 =⇒ n3

n1
≥ 1−α

1+α
,

which is true for every α ∈ [0,1] if n3 ≥ n1. Similarly, ∀i ∈ Ic, we can again divide the matrix

row into two halves, one half in B3 and one half in B4, and we denote the sums over the two

halves as s3 and s4. An upper loop does not contribute to either sum; a left loop contributes 2

units of weight to s3; and a center loop contributes +1 unit of weight to s3 and s4 each. Then the
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difference between the two sums is

s3− s4 = 2n1 ≥ 0,

which is always true. Therefore, n3 ≥ n1 on each row guarantees the local minimum condition,

and similarly, n3 ≥ n2 on each column guarantees the local minimum condition as well. These

conditions will likely be satisfied for every row and column if we choose the number of center

loops to be sufficiently large.

A.8.1 Concentration of Frustration

We see that a center loop is more conducive to the population of local minima than the

other two types of loops, so from here on, we focus exclusively on instances generated by center

loops alone. For instances generated at frustration ratio f = 0.25, the magnitudes of the negative

and positive loop edges are both 1, so the structured loop algorithm is symmetric with respect to

the exchange of B1 and B4. This means that parameterizing the size of the negative block with

d is equivalent to 1−d. This symmetry is broken if we choose the magnitude of the negative

edge weight to be slightly below 1, or α = 1− ε (where 0 < ε� 1), and a smaller value of d is

generally favored for generating hard instances at high loop density. Intuitively, having a smaller

value of d “concentrates” the negative weights into a smaller block, meaning that the expected

value of the negative weights will be large, thus giving more strength to the weight structure for

“misguiding” local solvers away from the planted solution. We now make this argument slightly

more formal.

For ease of analysis, we focus on the marginal distribution of the local field at h1, which

is given as

∑
i

Wi1vi.
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This distribution is conditioned on having N loops intersect with the first column of the weight

matrix, and having an r fraction of visible spins aligning with the planted ground state, which,

WLOG, we assume to be +1. If we further denote

n1 = B(nd,r)

as the number of visible spins aligning with the planted solution in the upper-left block (where

B denotes the binomial distribution), then the local field can be expressed as a random variable

parameterized as

L =2B
(

N,
n1

nd

)
(ε−1)+2B

(
N,

nr−n1

n(1−d)

)
− εN

=2B
(

N,
B(nr,d)

nd

)
(ε−1)+2B

(
N,

nr−B(nr,d)
n(1−d)

)
− εN.

Using the linearity of the expected value operator, one can easily show that the expected local

field is Nε(2r−1), which is independent of the parameter d, and is proportional to the fraction of

hidden spins aligned with the planted ground state.

The parameter d is relevant when we evaluate the total variance of the local field (over the

probability measure of n1), which can be computed via the law of total variance

Var(L) = Var
(
E(L

∣∣ n1)
)
+E
(
Var(L

∣∣ n1)
)
.

It is convenient for us to define the dispersion of the local field as its relative standard deviation,

cv(L) =

√
Var(L)
E(L)

,

which provides a measure of the uncertainty of the local field for each spin normalized against
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Figure A.1: The dispersion of the local field (cv) with respect to the alignment of the spins (r) for
different concentrations of negative weights (d). The parameters, {n,N,ε}= {1000,1000,0.01}
are chosen to produce the plots, noting that the loop density is extensive.

the weight magnitude. In Figure A.1, we see that the dispersion is greater if we have a greater

concentration of negative weights (smaller d), resulting in a greater variation in the hardness of

the instances induced by the stochasticity of both the generation method and the solver.

A.9 Simulated Annealing

We first assign the following probability to each spin state s

p(β,s) = e−βE(s),

where β is interpreted as the inverse temperature of the system. The simulated annealing (SA)

algorithm can be thought of as a Metropolis-Hastings sampling algorithm on a PMF varying

in time (based on the β schedule). Recall that the acceptance ratio for the Metropolis-Hastings
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algorithm is

A(s,s′) = min
(

1,
p(s′)
p(s)

)
= min

(
1,e−β

(
E(s′)−E(s)

))
.

An iteration of the SA algorithm over the spins is referred to as a sweep. A sweep consists of

performing single-spin flips over all the spins in the visible layer, followed by spin flips over the

hidden layer. Usually, solving a non-trivial RBM instance using SA requires multiple sweeps.

Since this is a single-spin flip algorithm, we focus on the energy difference of a single spin flip.

Recall that the RBM energy is given by

E(s) =−
(
∑
i j

Wi jvih j +∑
i

aivi +∑
j

b jh j
)
,

so the energy change from flipping the spin vi is given by

−E(v′i,h)+E(vi,h)

= −ai(v′i− vi)+∑
j

Wi j(v′i− vi)h j

= −2v′i(ai +∑
j

Wi jh j)

= −2v′iθi(h),

where v′i =−vi, and we denoted θ(h) = Wh. Similarly, the energy change from flipping the spin

h j is given by

−E(v,h′j)+E(v,h j) =−2h′jφ j(v),

where we define φ(v) = WT v. Then, the acceptance ratio can be written as

A(vi,v′i) = min(1,e2βv′iθi),

A(h j,h′j) = min(1,e2βh′jφ j).

If the total number of sweeps for a given run is Nsweep, we can then set β ∈ [βmin,βmax] to
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follow a linearly increasing schedule, or

β = βmin +
c−1

Nsweep−1
(βmax−βmin),

We provide a basic pseudo-code for the SA algorithm in Algorithm 3, where the angle updates

for a single spin flip are given by

∆θi =Wi j(h′j−h j) = 2Wi jh′j,

∆φ j =Wi j(v′i− vi) = 2Wi jv′i.

Algorithm 3 Simulated Annealing on RBMs

1: Initialize a random spin configuration v(0),h(0)

2: θ(0) = Wh(0),φ(0) = WTv(0),E(0) = E(v(0),h(0))
3: for c ∈ [1,Nsweep] do
4: β = βmin +(βmax−βmin)

c−1
Nsweep−1

5: for i ∈ [1,n] do
6: vi =−vi,A = min(1,e2βviθ

(c−1)
i )

7: if rand()< A then
8: Get new φ(c),E(c)

9: else
10: vi =−vi

11: for j ∈ [1,m] do

12: h j =−h j,A = min(1,e2βh jφ
(c−1)
j )

13: if rand()< A then
14: Get new θ(c),E(c)

15: else
16: h j =−h j

Assuming that m scales linearly with n, then the size of the RBM (total number of spins)

is of the order O(n). Flipping a single spin requires updating the entire θ or φ vector, so the time

complexity of performing a single spin update is O(n). Performing a sweep requires flipping all

the spins of the RBM, so the time complexity of a single sweep is O(n2).
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A.10 Optimal Sweep Schedule

For a given triplet of the parameters {n, f ,ρ}, it is possible to generate multiple random

RBM instances; for each instance, we record the total number of sweeps required to find the

solution as Ntot . This gives us multiple values of Ntot each corresponding to an RBM instance

generated. It can be checked that the distribution of Ntot follows approximately a log-normal

distribution. If we have k samples of Ntot , the estimator of the log mean of Ntot is given as

µ̂ =
1
k

k

∑
i=1

log
(
Ntot,i

)
,

and the estimator of the log standard deviation of Ntot is given as

σ̂ =

√√√√ 1
k−1

k

∑
i=1

(
log
(
Ntot,i

)
− µ̂
)2

.

We can then estimate the 5th and 95th percentile of the distribution of Ntot respectively as

Ntot,5% = exp(µ̂−2σ̂) Ntot,95% = exp(µ̂+2σ̂).

For the remainder of this section, the 95th percentile of Ntot is assumed whenever we refer to Ntot .

To ensure that the hardness is accurately measured for the RBM instance, we have to

ensure that we are using the optimal SA parameters for every given triplet {n, f ,ρ}, which is

equivalent to finding the SA parameters that result in the smallest Ntot value. This generally incurs

a large amount of computational expense as it involves multiple runs under different SA parame-

ters. So for this work, we focus on finding the optimal SA parameters for easy instances (with

small {n, f}) such that the scaling behavior can be determined and the optimal SA parameters for

harder instances can be extrapolated.
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Our focus here is to determine the scaling behavior of the optimal Nsweep with respect

to {n, f} at the hardest loop density. This is performed in two iterations, a crude optimization

followed by a finer one. In the first iteration, we essentially assume that the hardness peak is

at ρ0 = 0.47, and proceed to determine the scaling behavior of Nsweep with respect to {n, f}.

Then, using this non-optimal Nsweep, we can attempt to determine the relationship between the

location of the actual hardness peak, ρ0, and the system size, n. Note that it is unimportant

that Nsweep is not yet fully optimized at this stage as the location of the hardness peak is rather

insensitive to the choice of Nsweep (see Section 3.6.2). After determining the hardness peaks for

various system sizes, we then proceed with the second iteration of the optimization, where a more

accurate scaling behavior of Nsweep with respect to {n, f} is determined by setting ρ properly

at the hardness peak for every system size. In theory, this procedure can be re-iterated as many

times as needed. However, in practice, we find that the coefficient estimators of the scaling law

already converge within their mean-square errors only after two iterations.

We now present the results for the two iterations. In the first iteration, we fix the loop den-

sity at ρ = 0.47 and let n ∈ {30,40,50,60,70,80} and f ∈ {0.05,0.075,0.1,0.125,0.15,0.175}

so the instances are sufficiently easy to solve within a reasonable amount of time. For each pair

of {n, f}, we generate 10000 different RBM instances, and try to find the optimal Nsweep that

minimizes the 95th percentile of Ntot . We fit the relationship between the optimal Nsweep and

{n, f} with a product of two polynomials corresponding to the two parameters:

Nsweep(n, f ) = (0.504n2−13.3n+311)

× (193 f 3−52.7 f 2 +4.73 f −0.102).

We then use this value of Nsweep to determine the scaling behavior of the hardest density with

respect to the system size (see Section 3.6.2). In the second iteration, we then use the optimal
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value of Nsweep properly optimized at the hardness peak to derive more accurately the following

fitting function

Nsweep = (1.29n2−33.1n+1664)

× (41.4 f 3−11.7 f 2 +1.06 f −0.018)

This sweep schedule is used to study the phase transition induced by the frustration ratio presented

in Section 3.6.3.
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Appendix B

A Percolation Interpretation of Memory

B.1 Critical Percolation

Very briefly, percolation is a random process on a graph where a bond is opened (or a

site is “occupied”) with a given probability p, and this usually generates multiple clusters on the

graph (for now assume the graph is a lattice) connected by open bonds [Sab15]. For most graphs,

there is a percolation threshold pc such that when p < pc, all the clusters are finite, and when

p > pc, there is a unique giant cluster spanning a constant fraction of the lattice. One of the most

important characterizations of the percolation process is the finite cluster size distribution (CSD),

n(s), which counts the number of clusters of a given size s (excluding the single infinite cluster).

In both the subcritical and supercritical regime (p 6= pc), n(s) decays exponentially with respect

to s, while at criticality (p = pc), n(s) ∼ s−τ decays as a power law with the critical exponent

τ referred to as the Fischer exponent, which is one of the many scale-free properties of critical

percolation [Sab15]. The majority of spin models can be translated into a modified percolation

process [FK72], which has been the inspiration of many cluster algorithms over the past few

decades [Wol89, KBAD92, Hou01]. In another work we have analyzed the efficiency of these

cluster algorithms both analytically and empirically [PDV].
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Both the ICM algorithm (see Section B.3.3) and memory dynamics (see Section B.4)

can be naturally studied from a percolation perspective. During the Houdayer cluster formation

in the ICM algorithm [Hou01], spin sites with negative overlap between a replica pair can be

interpreted as occupied sites, and sites with positive overlap are unoccupied sites. Randomness is

introduced into the system in the form of thermalization [PDV] generated by Metropolis sweeps

and replica exchanges. There are certain procedures ensuring that the largest cluster size does not

span the entire lattice. First, the cluster move only occurs between replica pairs of sufficiently low

temperature, and second, whenever the number of negative sites exceeds half the spins, one of the

replica is flipped globally to suppress the percolation process. However, despite these restrictions,

it is shown that the algorithm still fails to be efficient in general, as it is heavily reliant on the

underlying graph structure [ZOK15, PDV].

Unlike the ICM algorithm, the percolation process defined by the memory variables we

have introduced in the main text is a bond percolation process. However, the more important

distinction is that the memory variables are continuous, meaning that they naturally induce a

weighted graph, where each edge weight denotes the percolation probability on the bond. It

has been suggested that a weighted lattice may display different critical properties than the

unweighted counterparts [HR15]. In this work, we update the distribution n(s) at each simulation

time unit (instead of each adaptive time step to ensure efficient and unbiased sampling [LE12]).

We find that the distribution n(s) follows a power-law decay with the giant component being

absent. This suggests that the memory induced percolation process is near criticality, so that the

memory dynamics are efficient in sampling the underlying glass near Tc [CFN+94, CFN+96].

To make practical use of the clusters generated by the memory variables, we can perform

a Swensden-Wang (SW) update [SW87] on these clusters as an intelligent restart method in a
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digital implementation of the memory dynamics. The SW update entails flipping each cluster

independently with probability 1
2 . Note that this method satisfies detailed balance even if the

percolation ratios defined by the memory variables are not uniform across the graph. Alternatively,

one can also opt to perform a Wolff update[Wol89] which involves flipping one randomly chosen

cluster, though the two methods are similar in efficiency when the CSD is critical. Note that this

algorithmic step is not central to the efficiency of the memory dynamics, though it does help to

increase the TTS by a small constant factor.

For stochastic clusters generated using algorithmic bond-formation rules, such as Swensden-

Wang [SW87] or Houdayer [Hou01] clusters, the CSD tends to be supercritical for frustrated

models [CH94], due to the mismatch between the critical temperature Tc and the critical threshold

for the effective (bond- or site-, respectively) percolation ratio pc [CFN+96]. In the SW case, this

can be expressed as

Tc�
2

log
(
1/(1− pc)

) ,
meaning that the CSD is already critical far above the critical temperature. Similar expressions

can be derived for the Houdayer clusters as well. A study focusing on the inefficiency of stochastic

clusters is detailed in another work [PDV], and we here simply show that the empirical CSD

for SW and Houdayer rules on the fully-frustrated 3d Ising glass is persistently supercritical,

as shown in Fig. B.1, meaning that cluster algorithms employing such non-local update rules

cannot be generally efficient, especially if the frustration ratio of the underlying glass is large.

On the other hand, the clusters generated by the memory variables are critical at any time during

evolution regardless of the underlying frustration profile of the glass, though the Fisher exponent

seems to depend on the frustration ratio of the underlying glass model (see Fig. B.2).
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Figure B.1: The cluster size distribution (CSD) for the Swensden-Wang (SW) and Houdayer
percolation rules on a fully frustrated 3d Ising glass sized 10×10×10. The equilibrium statistics
is collected over 100 realizations of disorder, simulated with parallel tempering (PT) over 215

sweeps with a waiting time of 219. Note that both classes of clusters are hypercritical at the
critical temperature Tc ≈ 1.20 (see Section B.6.4). While the SW clusters become increasingly
hypercritical as the temperature is lowered, the ICM clusters appear to be hypercritical at all
temperatures, even when the largest component is restricted to half the lattice size (see Section
B.3.3).

B.2 Complexity

Practically speaking, the most direct measure of complexity is the wall time required to

run a given algorithm until the solution is reached. However, this measure of complexity suffers

from the uncertainty due to a number of irrelevant variables that are hard to measure or control,

originating mainly from not only the details of the algorithmic design, but also the programming

language implementation and the hardware architecture [GKGK03]. For example (as further

discussed in SM B.4), the efficiency of simulating the ODEs for memory dynamics will depend

on how well the code is vectorized and (further downstream) how the SIMD instructions are

handled by the CPU [Bik04], none of which are directly controllable nor relevant to the time

complexity of the algorithm (though they have been optimized to the extent of the authors’ ability

in order to push the scalability test as far as possible).
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Figure B.2: The clusters generated by the memory variables appear to be near criticality at any
time during evolution on the fully-frustrated, partially-frustrated, and Edwards-Anderson (FF,
PF, and EA) 3d Ising glass, with the decay power seeming to depend only on the frustration ratio
of the underlying glass (a higher frustration yields a lower power). The equilibrium statistics is
collected over 400 realizations of disorder and a time window of ∆t = 26 beginning at simulation
times t0 = {0,1300,4200}.
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From a theoretical standpoint, the main focus is the time and space complexity of the

algorithm, which can be roughly interpreted as the scaling of the computational cost and memory

requirement of the TTS with respect to the size of the problem [GJ90]. As the scalability is

the main concern here, the actual time and memory (RAM) required to run the algorithm for a

specific problem type is not of major interest, meaning that any complexity measurement and

algorithmic implementation that differ in the prefactor or additional terms of smaller powers

should be treated as equivalent. For example, if the time required to run an algorithm is aN3+bN2,

where N is the size of the problem, then the actual prefactor a and the entire second term bN2

are inconsequential to the time complexity, which is O(N3). Finally, since it is clear that SA

[KGV83], ICM [ZOK15], and memory dynamics should scale linearly1 with respect to memory

(RAM) requirements [SCTDV19], we will not be focusing on that here.

The only measure of interest should then be the time complexity of both algorithms

running the same class of instances. For both algorithms, we estimate the time complexity

numerically using the median statistics of TTS over 400 tiling glass instances [HJO+18], with

the 40-th to 60-th percentiles reported to verify the robustness of the algorithm. The reason we

chose to record the median instead of the mean2 is because the hardness of the instances follows

roughly a log-normal distribution [HJO+18]. One can always extrapolate the scaling of the mean

TTS by doing regression on the reported median and the percentile statistics, by using a log-linear

model [DS98].

1This is because only the spin states are stored in the memory during the simulation, and a sweep is essentially a
one-pass algorithm that does not create any new array structures. For replica-based algorithms like ICM, the number
of replicas are constant with respect to system size (see Section B.3.3), so they only contribute a pre-factor to the
space complexity.

2There is a debate on whether one should measure the median or mean for empirical studies of scalability.
Practically speaking, measuring the median is much more computationally inexpensive because it requires only
solving up to the 50 percentile of the sample in terms of TTS. However, the mean TTS is of more theoretical
interest, because the definition of self-reducibility is based on whether the mean complexity equates to the worst-case
complexity.
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For measurement of TTS, one can measure (or estimate) the number of FLOPS (floating-

point operations) required for the algorithm to find the solution. Here, we report an equivalent

measure of the number of sweeps over the lattice (see Section B.3 and B.4). Since a sweep is an

one-pass algorithm, the number of FLOPS can be evaluated by simply multiplying the number of

sweeps with the system size (number of spins), which adds a linear power to the scalability. Note

that this will not change whether the time complexity of an algorithm is polynomial or super-

polynomial, or the efficiency comparison between different algorithms in general. For readers

interested in scalability of FLOPS, we encourage them to re-implement the algorithms in their

language of choice referring to our own MATLAB implementation [Pei20], which unfortunately is

not streamlined for the measurement of FLOPS without sacrificing too much practical efficiency.

B.3 Implementation of Stochastic Algorithms

Regardless of how efficient the employed cluster update routine is, all stochastic algorithms

inevitably use an ergodic routine referred to as a sweep, where all the spins in the lattice are

updated sequentially in a Metropolis-type acceptance scheme [Gla63, MRR+53]. To be more

precise, whenever a single spin σi in the lattice is flipped (from σi to −σi), the change in the Ising

energy associated with it is

∆Ei = 2∑
i j

Ji jσi,

and the Metropolis acceptance ratio of this update is then given as

P(σi→−σi) = min
(

1,exp
(
−2β∆Ei

))
.

A single sweep usually occurs at a constant inverse temperature β, making it generally interface-

able with a plethora of cluster or replica algorithms.
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In most cases, it is important for the spins to be updated sequentially [Smi13], as many at-

tempts of trying to introduce synchronous update methods (such as stripe-wise updates [MMP15])

generally lose more in ergodicity than gain in parallel efficiency [GKGK03]. This means that in a

computational implementation, a single sweep is best limited to a single core, and it usually con-

stitutes the most computationally intensive routine when used in conjunction with cluster updates.

The complexity is simply O(N), where N is the number of spins, noting that the coordination

number of the 3d lattice is fixed at z = 6. Several modern algorithms that efficiently utilize the

sweep routine include simulated annealing (SA), parallel tempering (PT), and isoenergetic cluster

moves (ICM), with their scalabilities of the median TTS for the fully frustrated 3d Ising glass

[HJO+18] shown in Fig. 4.3 of the main text (with the PT and ICM algorithms combined).

B.3.1 Simulated Annealing

The Simulated Annealing (SA) algorithm [KGV83] is inspired by the physical annealing

process in metallurgy, where the metal is gradually cooled from a high temperature to a low one

to improve its ductility. In the context of optimization, this means that we begin with a high

temperature, and gradually lower the temperature to a very small value, and this process somewhat

aids the algorithm in navigating the non-convex cost function of the optimization problem to find

the global minimum [MM09]. This algorithm saw great success in many industrial optimization

problems, such as the traveling salesman problem (TSP) [BHH59]. Many state-of-the-art algo-

rithms are based on the same underlying concept, with added entropic routines for intelligent

exploration of the state space [Iba01, Mit98]. Here, we are using the algorithm in its original

form, with the annealing parameters extensively optimized.

In most cases, a single run of an SA routine is not sufficient to find the ground state, and

more often than not, a restart routine is generally required [SK93, AS12], to give the algorithms

multiple chances at tackling the problem. Although there have been studies on using informed

249



restart methods to interface with the algorithm [MJSS16], these methods are not general, and

usually only provide a pre-factorial improvement over a random restart routine. Therefore, in this

work, we will simply use the random restart routine to minimize complications.

The three important parameters for SA are βmin, βmax, and tsweep, together referred to

as the annealing routine. βmin is the starting inverse temperature of the sweep, βmax is the

ending inverse temperature of the sweep, and tsweep is the number of sweeps going from βmin

to βmax. Based on seminal work [Whi84], and extensive optimization studies done previously

[STDV19, PMDV20], we find that the best annealing routine of β is linear from βmin = 0.1 to

βmax = log(N), where N is the number of spins. Furthermore, we find that the optimal number

of sweeps between restarts is tsweep = N regardless of the underlying frustration profile of the

glass, which balances between having a sufficiently gradual annealing ratio and sufficient restart

opportunities. The annealing routine can be expressed succinctly as

β = 0.1+
(

log(N)−0.1
) t−1

tsweep
,

where the inverse temperature is increased from 0.1 to log(N) over N sweeps.

B.3.2 Parallel Tempering

As mentioned in the previous section, the major problem with using SA is the lack of a

generally intelligent restart method, so in practice, most practitioners simply use a random restart

routine, where all the spins in the lattice are uniformly sampled from σi =±1. As a substantial

improvement, parallel tempering (PT) replicates the lattice into multiple copies, and simulates the

replicas under different temperatures [MP92] (usually by sweeping the lattice), and two replicas

of neighboring temperatures are exchanged depending on an external rule to improve efficiency
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of exploring the Gibbs measure. The acceptance ratio of the exchange is given by

P(σa↔ σ
b) = min

(
1,exp

(
(βa−β

b)(E(σa)−E(σb))
))

,

which keeps the joint distribution of the entire replicated system stationary. Intuitively, the replica

at the highest temperature is essentially sampling from the uniform spin measure, and this “random

restart” propagates down the replica chain through the exchange interactions, where multiple

replicas essentially “mediate” the restart routine from βmin to βmax. This is the reason why PT

is often times considered as an algorithm with an implicit restart routine that is “intelligent”.

This is arguably the most general algorithm designed to work for many classes of optimization

problems on different underlying graph structures [HJO+18, PMDV20, RVOG+15], including

many industrial problems [WHPC09, DCB+10]. Combined with intra- or inter-replica cluster

algorithms [Wol89, KBAD92, Hou01], this results in incredibly efficient stochastic algorithms,

where non-local updates are complemented by an intelligent restart method. We will discuss one

such algorithm in the next section. In this work, we use nr = 30 replicas spaced geometrically in

inverse temperature from βmin = 0.1 to βmax = log(N), or

βi = βmin

(
βmax

βmin

)(i−1)/(nr−1)
,

based partially on existing work [STDV19, HJO+18] and our own optimization attempts. Note

that the exchange update is trivial in computational cost, as it simply involves computing an

acceptance ratio and exchanging the indices of two replicas.

B.3.3 Isoenergetic Cluster Moves

The ICM algorithm is currently the state-of-the-art cluster algorithm [ZOK15] for simulat-

ing spin glasses that combines the method of PT [MP92] and Houdayer cluster updates [Hou01].
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In the main text, this is then used as the most representative of stochastic algorithms to compare

against the memory dynamics in the TTS scaling behavior on the fully-frustrated 3d Ising model

[HJO+18]. A comprehensive description and the pseudocode for the algorithm is already given

in the literature [ZOK15], and also implemented in MATLAB [Pei20]. Here, we provide a brief

overview of the algorithm and list the parameters that we used to perform the simulations. In

addition, we pinpoint the most computationally intensive routine, whose scalability we use as the

time complexity of the algorithm.

In this algorithm, the parallel tempering algorithm [MP92] is coupled with Houdayer

cluster moves [Hou01]. To begin, a number of replica pairs are initialized, with the pairs spaced

geometrically in temperature. After one sweep in every replica, an Houdayer update is performed

for every replica pair. This cluster update flips a non-trivial cluster of spins with negative overlap

between two replicas to increase the mixing rate. Finally, the parallel tempering routine attempts

to exchange the temperature between two random replicas of neighboring temperatures, to im-

prove the thermalization process. This algorithm can be used both as a sampler and an optimizer.

For the latter case, one simply has to record and return the lowest energy that is sampled by the

algorithm. We use the same parameters as given in Section B.3.2, meaning that the total number

of replicas is 2nr = 60.

Note that in the modern implementation of the ICM algorithm [ZOK15], there is an

extra algorithmic step that performs a global spin flip on a replica in each pair, whenever the

number of negative overlap sites exceeds half the lattice size, so that the largest cluster component

never exceeds half of the lattice. Although the intention of this procedure is to suppress the

percolation process through restricting the size of the giant component, similar to the intention of

plaquette-based bond-formation rules [KBAD92], it does not fundamentally address the issue of

mismatching the critical temperature and percolation threshold (as shown in Fig. B.1 in the SM),
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meaning that Houdayer clusters are still supercritical despite algorithmic interventions. It is also

important to note that the global spin-flip routine breaks detailed balance, because the reverse

transition probability is zero, meaning that the global flip should in theory never be accepted.

Further discussion of this phenomenon is given in another work [PDV].

To analyze the computational complexity of the different routines to inform a fair TTS

measure, we note that the PT routine is trivial in cost (as noted in Section B.3.2), and in the

worst-case, the Houdayer move performs either a breadth-first or depth-first search (BFS or DFS)

[Wes96] to identify the spin clusters, whose time complexity is O(N) for the lattice graph. This is

also the time complexity of one Metropolis sweep over a replica. Therefore, the complexity can be

measured as the total number of sweeps summed over all the replicas, with the Houdayer update

cost “generously” ignored/absorbed into the total complexity as it is of the same complexity

power.

B.4 Integration of Memory Dynamics

Recall that the memory dynamics is formulated in continuous time, and originally con-

ceived to be implemented on physical circuits [?]. However, it was later discovered that a

carefully designed memory system is robust against noise and perturbations 3, and can be readily

simulated numerically on a digital computer using basic integration schemes such as forward

Euler [ZDV21]. Such a basic implementation has been proven to perform exceptionally well for

multiple problem structures [MPBDV20, STDV19, BPDV20], as long as the relative timescale

of the memory variables (with respect to the spins) is appropriate. Of course, this leaves room for

many improvements in numerical methods to speed up the rate of convergence of the dynamics

3In the context of our study, robustness means that multiple trajectories emanating from any initial point in the
phase space will go to the optimum. Therefore, it is not necessary for us to accurately integrate any particular one of
them. It is possible for us to end up in another “desirable” trajectory after deviation from the original one, and still
find the optimum in the end.
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when the goal is to implement the memory dynamics digitally as a practical solver. Here, we

present a few improvements that we found relevant to our work. First of all, we rewrite Eq. (4.5) in

the main text for convenience of the reader, where {α,β,γ,δ,ζ}= {0.80,1.04,1.67,7.07,2.20}

are constants chosen for the 3d cubic graph, and are fixed for system sizes and the type of glass

(as long as |Ji j|= 1).

σ̇i = α∑
j

Ji jσ j−2β∑
j

xi jσi

ẋi j = γCi j− yi j

ẏi j = δxi j−ζ,

where Ci j =
1
2
(Ji jσiσ j +1) ∈ [0,1].

(B.1)

The function Ci j(σ) is referred to as the clause function in the field of constrained optimization

[MMV+18, BPDV20], evaluating to +1 if the spin interaction is satisfied, and 0 otherwise. Note

that we use Ci j purely to notationally interface with the literature, and the offset from Ji jσiσ j can

be easily accounted for by a constant shift in the initialization of y. This set of equations and

parameters is used to perform the simulation of the CSD as presented in Fig. 4.2 in the main text.

Typically, to ensure positivity of x, we would opt for an exponential growth rate given as

ẋi j = (γCi j−yi j)xi j, which in fact already outperforms stochastic algorithms in TTS. Nevertheless,

we choose to make the growth of x linear for faster dynamics [NH10], and to guarantee that no

“hidden exponential” is present during dynamics. However, this comes at the price of potential

negativity of x and the introduction of unstable modes. To avoid this, we can dynamically anneal

the decay rate via the extra (long-term) memory variable y [BPDV20] coupled bond-wise to

x. Intuitively, the new memory variable y grows/decays along with x with some time lag to

ensure that the relative change in the magnitude of x is never too large nor too small. Though

not necessary in most cases, positivity of these memory variables can be simply enforced by
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introducing explicit bounding values at each time step as such,

xi j,n+1 = min{max{xi j,n +dt (γCi j− yi j) ,0},1}

yi j,n+1 = min{max{yi j,n +dt (δxi j−ζ) ,1},10},

In most cases, the variable y is only relevant to the initial transient dynamics in its purpose of

suppressing the highly oscillatory memory modes[UNR93, SQ03] (when the spin glass is far

from equilibrium, a rapid relaxation of the spins induces large fluctuations in the magnitude of

x). When the system relaxes slightly, the variable y will decay quickly to its lower bound (if

the parameter ζ is chosen appropriately), and will effectively serve as a constant decay of −1

for x. If the memory dynamics dive quickly below Tc (see Fig. 4.2 in the main text), then y is

usually not needed, but we include it here for the sake of generality. A formal analysis of this

discretization/bounding in the context of stability, absence of periodic orbits and chaos is given in

the supplementary material of our previous work [BPDV20]. Note that we do not leverage any

stochasticity in taming discretization errors [Bet17, RT96], which is further empirical proof of

robustness.

Beside the memory variables, the step size itself can be also made adaptive [PTFV92] to

further improve stability and speed up convergence. We adapt the step size as such,

dtn = min
{

max
{ 1

maxi(|σ̇i,n|)
,2−5

}
,2−3

}
,

to regularize the maximum voltage change at every step4. Although not necessary, an intelligent

restart method [AS12] can also be implemented to ensure that the energy landscape is being

thoroughly explored by the memory dynamics. After initialization, the dynamics are integrated

4Note that this time step adaptive schedule we choose to use is rather unconventional. The standard adaptive
schedule is to geometrically tune the step size based on the local error estimate for the purpose of efficiently
simulating the solution trajectory. However, in our case, we do not require such accuracy, and employing such
procedure actually decreases the rate of convergence to the optimum.
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up to time t0 = 26, and if the optimum is not found in the time duration, then we perform a SW

update on clusters generated by x (see Section B.1), and continue to run the dynamics for another

iteration, until the ground state is discovered or the total timeout is reached.

Note that the time complexity of performing an integration step is O(N), which is the

same as a single sweep in stochastic algorithms (see Section B.3). However, when implemented

in hardware, integrating a time-step is always much faster than a sweep, because the spin updates

in our integration scheme are synchronous (as with standard explicit methods for simulating

multivariate ODEs), meaning that the machine code can be vectorized to interface with a single

instruction, multiple data (SIMD) hardware structure [Bik04], whereas it would be incredibly

difficult to do so with a sweep, even if the spin data are stored bit-wise. Again, to be generous,

we do not consider such hardware overhead in TTS measures, and simply measure the TTS as

the total simulation time. Note that since the adaptive time step is bounded below by a constant

dtmin = 2−5, there is no cost associated with the inverse scaling of step size with respect to N

[MMV+18]. In the end, the redundant scaling O(N) is factorized out for both the TTS mea-

sures for stochastic algorithms and the integration of memory dynamics, as it only affects the

polynomial order of the TTS scaling, but it does not affect whether the scaling is polynomial or

exponential.

Furthermore, we note that the parameters {α,β,γ,δ,ζ} for the memory dynamics were

tuned very minimally using simplex descent [NM65], with the cost function being the mean

Ising energy returned for 40 runs of memory dynamics on the 6×6×6 uniform random-bond

Ising glass [Nis01]. This ensures that we are not taking advantage of the specific structure of the

tiling instances by over-fitting the parameters specifically for the fully frustrated 3d Ising glass.

This is similar to the technique used in machine learning for tuning hyperparameters such as

the learning rates [OYO17], where to avoid over-fitting, the parameters are tuned on some given
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neural network (NN) for a subset of tasks that it is designed for and then the NN is tested on

another disjoint subset of tasks for cross validation of performance [Sto74]. On the other hand,

the parameters for SA and ICM (annealing schedule and temperature spacing respectively) are

tuned extensively based on previous works [ZOK15, STDV19], which effectively tilts the playing

field in favor of stochastic algorithms.

B.4.1 Non-local Extensions

The main culprit behind the inefficiency of local cluster algorithms is that the bond-

formation rules are defined edge-wise, such as the SW rule, so they completely ignore the

non-local effects of frustration. Therefore, such algorithms are prone to over-percolate [CFN+94,

CFN+96, PDV], and are generally inefficient for frustrated systems. This has inspired multiple

extensions of the original SW rule to more non-local unit cells. For instance, the fully frustrated

Ising model (FFIM) in 2d [VBCC80] can be deconstructed into unit cells of checkered plaquettes,

with each plaquette guaranteeing exactly one negative interaction at the ground state. This led

to the realization that bond-formation decisions can be made plaquette wise, resulting in the

prototypical KBD plaquette rules [KBAD92]. This in turn inspired a plethora of other non-local

cluster algorithms [CFN+96, TK01] designed for other classical and quantum glasses. The KBD

plaquette rule has proven to be efficient in reducing the auto-correlation time in simulating mag-

netization properties [CH94], though its efficiency is still largely restricted to the 2d FFIM [PDV].

The equations for the memory dynamics (see Eq. (B.1)) can also be modified to interface

with such non-local bond-formation rules. For instance, if we take the 2d FFIM, and index the

checkered plaquettes (or checkered cubes in 3D) as �, we can restrict the long-term memory
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Figure B.3: The green line is the fitted scalability for the median TTS for the bond-based long
term memory (LTM) on the fully-frustrated 3d glass, and the orange line is for the checkered
LTM on the same instances. The scaling powers are 4.4±0.1 and 4.1±0.1 respectively, with
the checkered based LTM displaying slightly favorable power. Note that the medium TTS’s are
well-fitted by polynomial functions for both schemes.

variables to these plaquettes, and couple it to the short-term memory x as, e.g.,

y� = δ ∑
(i, j)∈�

xi j−ζ.

Instead of simply regularizing x as discussed in Section B.4, the long-term memory now provides

additional non-local information to the original edge coupled system of {σ,x}. To make the anal-

ogy with machine learning, we note that the use of multiple layered network structures is common

for pattern recognition in deep learning [GBCB16], and here, y acts as an additional layer of

nodes, learning to recognize plaquette frustration patterns. To take this analogy further, we could

introduce more layers of memory to learn successively non-local cell patterns [CH94, CFN+96],

as long as stability is still guaranteed. For this implementation, we use a slightly different set of

parameters {α,β,γ,δ,ζ}= {1.42,1.81,1.24,0.21,2.9}, which again we find by minimal tuning.

For the scalability of TTS for the fully-frustrated glass as shown in the upperleft subplot

of Fig. 4.3 in the main text, we use an implementation that assigns � to be the checkered cubes,
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as an extension of the KBD algorithm in 2d. To ensure that we are not exploiting the tiling

instances [HJO+18], we intentionally offset the checkered pattern for the long-term memory

variables with the one used to generate the instances. Note that even if the checkered patterns for

the tiling glasses and the long-term memory were the same, it would by no means represent an

advantage. This is because the problem of finding a ground state for a tiling instance still appears

to be NP-complete [DD07], even if the knowledge of the checkered pattern (or the planting

pattern [FPV18]) is given. In fact, even for 2d glasses, there is not a single cluster algorithm that

is efficient even when the checkered pattern is known [KBAD92, CH94, PHR+20, PDV]. It is

interesting to note that the scalability of both the bond and plaquette memory dynamics show

similar scaling powers, as shown in Fig. B.3.

B.5 Edwards-Anderson model

The Edwards-Anderson model [EA75] is the “prototypical” spin glass where the couplings

J are sampled uniformly from {−1,+1}. It is believed that the lower critical dimension of this

model is dl = 2.5 [MP18b], meaning that it exhibits a non-trivial phase transition in 3d (even

though this has not yet been mathematically proven [New12]). Therefore, the 3d EA model serves

as a perfect “natural” benchmark for simulation algorithms. Note that since the model does not

assume a planted ground state, extracting the time-to-solution (TTS) measure (see Section B.6.1)

is infeasible (because it requires actually solving for the ground state which may be exponentially

hard to verify). Therefore, we opt to simply monitor the evolution of the lowest Ising energy

found by the algorithm so far as a function of time (see Section B.3 and B.4 for the measurement

of simulation time) at a fixed size of 20×20×20.

Even though the EA model is not planted, the EA model is translationally invariant

(or rather the disorder measure is), the system is self-averaging [New12], meaning that the
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ground state energy in the thermodynamic limit equals the mean ground state energies over the

distribution of disorder, or

lim
N→∞

Egs(J) = Egs(J),

where Egs(J) is the ground state energy of a particular realization J. This value is extracted

to be −1.7875(2) (from simulations performed on 3d EA models sized from L = 6 to L = 14)

normalized with the number of spins [RRGRP+09], so we can monitor the best Ising energies

found by an algorithm so far over a sample of disorder realizations with the following metric

log(δu(t)) = log
(
1.7875+

Ebest(J, t)
N

)
,

where Ebest is the best energy found so far in time t for the realization J. The overline in this con-

text denotes both the average over the glass samples and the expected operation of the algorithm

(if it is stochastic). Note that this metric should decrease monotonously in time, with a smaller

value meaning that the algorithm is closer to the ground state energy. For our study, we randomly

generated 400 EA samples of size L = 20.

It is important to note that this measure may become unreliable for measuring the absolute

efficiency of an algorithm at low temperature, for small sample and lattice sizes, in which case

the statistics of the glass sample itself (plus finite-size effects) becomes prominent. For instance,

when an algorithm plateaus at some energy above the expected ground state, it is unclear whether

this deviation may actually be due to the inability of the algorithm to find the ground state rather

than the sample itself having a higher ground state energy than expected. And in rare cases

where the ground state energy of the sample is lower than expected, the measure log(δu(t))

then becomes undefined. Nevertheless, for sufficiently large sample and lattice sizes, it is still

expected that the inefficiency of the algorithms will dominate the statistical deviations of the

sample, making the logarithmic measure accurate in comparing the efficiency of the algorithms.
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B.6 Planted Ising Spin-glasses

Planted Ising spin-glasses is a class of Ising instances generated by assuming a specific

ground state, without sacrificing the glassy property of having a highly non-convex energy

landscapes. This makes them ideal benchmarks for evaluating algorithms that simulate critical

spin-glass dynamics, or finding the ground state of glass realizations. In addition, it is generally

beneficial to have control over the hardness of the planted instances to offer different degrees of

evaluation, and an important way of realizing this control is to design the class to offer tunable

frustration ratio [HJA+15, PMDV20, HJO+18].

We would also like to address a common belief that the so-called “planted” glass models

are not “real” spin glasses. The identification of what constitutes a “real spin glass” is meaningless,

as formally speaking, any spin-glass structure is essentially a distribution of couplings J on some

underlying graph structure [Par06], and practically speaking, there is no reason to expect planted

models to be less “physical” than traditional glass models. In fact, multiple “planted” structures

are known to exhibit glass-like behaviors [BHL+02, JMS07], and even some highly frustrated

deterministic models are glassy in nature [MPR94]. In another work, we show several interesting

extremal properties of planted glasses in 2d [PDV].

A full discussion of the computational hardness of planted problems is beyond the scope

of this work, but we refer the reader to [Fla03, FPV18] for a formal analysis on the computational

hardness of planted problems. Generally speaking, it is unknown whether we can have a method

of randomly generating problem instances in the NP-complete class (planted or not) that are

self-reducible [Din07], meaning that it is unclear we can generate hard5 instances with the average

complexity equal to the worst-case complexity. Nevertheless, empirical evidence has suggested

5“Hard” in the sense that the problem is NP-complete. If an NP-complete problem is non-adaptively random
self-reducible, then the polynomial hierarchy collapses to Σ3. The problem of finding the ground state of planted
instances is clearly not NP-complete, so it is possible that they are self-reducible (without any severe implication).
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that the fully-frustrated glass is extremely difficult for most state-of-the-art algorithms to simulate

or solve [HJO+18, PHR+20].

B.6.1 Time-to-solution

Generally speaking, there are two major ways to evaluate the efficiency of an opti-

mizer/solver in its ability to discover a ground state of a glassy instance. The first way is to

allocate the solver a certain amount of time, and allow the solver to run until timeout. This

evaluation method is generally done for incomplete solvers [Bac19], where the goal is to test the

capability of the solver to reach the lowest energy possible within a given time. In most cases,

this method of evaluation does not provide an accurate measure of the efficiency of the solver or

the complexity of the problem class, and is generally biased towards greedy or local solvers. To

see why, most complex systems (such as the Ising spin glass) admit a rough energy landscape

[CC05, HJO+18] with an abundance of local minima (metastable states) which can be readily

accessed by a greedy algorithm with random initial conditions convoluted by random noise

[SK93]. However, the transition from a metastable state to the global optimum (Ising ground

state) requires exponential cost in time [Din07], and, in addition, requires careful coordinated

non-local updates [Wol89, KBAD92, ZOK15, STDV19].

A greedy solver may reach a metastable state relatively quickly [BS15], but it may never

reach the global optimum. On the other hand, a solver with collective dynamics may sacrifice

some time to carefully establish long-range connections [STDV19], and eventually reach the

global optimum after being allocated sufficient time. Therefore, a more faithful measurement

of the efficiency of a solver is to record the time it takes for the solver to return the global

optimum (or reach a certain gap above the optimum). This evaluation is commonly known as the

time-to-solution (TTS) evaluation [HJA+15]. However, to actually perform this measurement

in practice, one has to know in advance what the optimum is. A way to achieve this goal is to

262



assume (or plant) a solution in advance, and generate instances such that the optimum can be

easily extracted by the generator but exponentially hard for the solver to find [FPV18]. These

planted instances can then be used to evaluate the performance of the solver, and also check the

correctness of the solver by comparing its solution to the planted one.

B.6.2 The Tiling Glass

The tiling glass [HJO+18] is a class of Ising spin glasses with a planted ground state

energy. It is a class where the expected local residual entropy of the checkered cubes governs ex-

ponentially the hardness of the instances [HJO+18, MZ97]. This type of “planted” glass structure

has rather rich equilibrium and non-equilibrium dynamics [HJO+18, PHR+20, PDV], making it

ideal for analyzing the efficiency of spin-glass simulation algorithms. Getting back on track with

the discussion on the tiling glass, we first note that the tiling glass allows for the generation of

a “fully-frustrated” spin glass where every face of the 3d lattice is frustrated, meaning that one

cannot simultaneously satisfy all interactions in any give face [Zas13]. More generally speaking,

the frustration profile (or the sign) of 5 out of the 6 faces of a cube can be independently assigned.

Therefore, one can also opt to frustrate only a portion of the 6 faces to decrease the frustration

ratio (thus the expected hardness) of the planted instances. All the possible frustration profiles of

a cube are enumerated in the original work detailing the tiling glass [HJO+18]. In Fig. 4.3 of the

main text, the “fully-frustrated” glass refers to the tiling glass assembled with F6 cubes (where all

6 faces frustrated), and the “partially-frustrated” glass refers to the tiling glass assembled with

F24 cubes (where 4 out of 6 cubes are frustrated)[HJO+18].

Glossing over some caveats with the problem of defining full frustration in a 3d lattice

[PDV], we note that a fully frustrated lattice under the tiling construction also attains the maximal

local ground state degeneracy cube-wise, and this has been demonstrated numerically to generate

an extremely rough energy landscape. It should be noted that the generation of a fully frustrated
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Figure B.4: The estimated curves for the offseted intensive internal energy u(T ) as given
in Eq. (B.6.3), for fully frustrated 3d Ising glasses sized from N = 43 to N = 63. The curves
slightly separate below the critical temperature Tc ≈ 1.2 (as zoomed in on the lower right) before
merging again in the low temperature phase, possibly due to non-averaging finite size effects
induced by metastability in the glass phase (see Fig. B.6). The simulation is performed over 400
disorder realizations with PT for 221 sweeps and replicas spaced geometrically in temperature.

hypercube with extremal frustration is highly non-trivial in d ≥ 4 dimensions [DPTV79], so we

limit our studies to the 3d glasses. To assemble a fully-frustrated 3d glass from fully-frustrated

cubes, the cubes can be rotated randomly and assembled in a checkered pattern to introduce

further disorder. In general, the local frustration ratios of the cubes, fully- or partially-frustrated,

is preserved when they are assembled to the global construction, meaning that the ground state

energy of the glass is simply the sum of the local ground state energies of the cubes, which can be

computed in linear time. Note that for state-of-the-art solvers [ZOK15, Iba01], a fully frustrated

construction already becomes computationally prohibitive to simulate in the periodic lattice sized

8×8×8.

B.6.3 Effective Temperature Estimation

Even though the memory dynamics operate at non-equilibrium, in the sense that the effec-

tive temperature decreases monotonously in time (see Fig. 4.2 in the main text), the instantaneous

distribution of internal energies over disorder and uniform initialization of the equations of motion
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Figure B.5: The change of internal energy in time when the fully frustrated 3d Ising glass is
evolved under memory dynamics. Statistics are gathered over 400 disorder realizations. The
solid line represents the mean of the energy samples u, and the shaded region represents the
standard deviation of the samples σ̂u. Of particular importance is the observation that the energy
variation decreases as the system size is increased, which is in line with the self-averaging
property of the equilibrium internal energy, as expressed in Eq. (B.2). Informally, this means
that the energy variation is in fact a thermal property, instead of being induced by the random
initialization of memory dynamics, which implies that the effective temperature curve shown in
the left panel of Fig. 4.2 in the main text is in fact thermally robust.

does seem to converge to the Boltzmann distribution. This is reminiscent of the operation of

simulated annealing (SA) [KGV83], though there are major differences, particularly in that SA

relies on a carefully tuned annealing process approaching Tc [Whi84], while the transient memory

dynamics dive below Tc right away without sacrificing long-range order.

To see this ‘static’ equilibrium property more clearly, in Fig. B.5 we observe that, for

the memory dynamics, the relative variation of internal energies over disorder decreases as the

system size is increased, which is an expected property of an equilibrated spin glass as the internal

energy is proven to be self-averaging [Gue96], or

lim
N→∞

UJ(T )
U(T )

p→ 1, (B.2)

meaning that we can extract the effective temperature of the memory dynamics at any point of

time from the sample mean of the recorded energies. This follows from the general procedure of
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Figure B.6: The curves show the Binder’s cumulant g(T ) for spin overlap q with respect to
temperature (see Eq. (B.4)), for fully frustrated (FF) 3d Ising glasses sized from N = 43 to N = 63.
The curves intersect at Tc ≈ 1.2, which we shall interpret as the critical temperature of the 3d
FF glass. Interestingly, g(T ) at the intersection point appears to be near 0, seeming to imply
that replica symmetry is somehow “restored”, and the glass is fully disordered. This is a very
interesting and uncommon phenomenon, as generally g(T ) is positive at the intersection point
[Par06]. Furthermore, we see that g(T ) displays a pronounced dip below Tc, at varying values of
T depending on the system size, in a range roughly corresponding to the separation of energies
as seen in Fig. B.4. Again, this is possibly due to non-averaging finite size effects induced
by metastability in the glass phase. We will make no attempt to investigate this phenomenon
[HPT06], and simply show the empirical overlap distribution P(q) at the low temperature phase,
noting that this distribution becomes increasingly erratic as the temperature is lowered and the
system size becomes smaller. The simulation is performed over 400 glass instances with ICM
for 221 sweeps with the replica pairs spaced geometrically in temperature.
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maximum likelihood estimation (MLE) [DS98, PSV17], where the following likelihood function

is to be optimized over β,

∑
σ∈S

P(σ) log
(e−βE(σ)

Z(β)

)
, (B.3)

where S is the set of spin state samples. Note that we are ignoring the disorder distribution here

for the aforementioned reasons. Setting the derivative of (B.3) to zero gives us

∂β

(
∑

σ∈S
P(σ) log

(−βE(s)
Z(β)

))
= ∑

σ∈S
P(σ)

(
−βE(σ)−∂β log(Z)

)
=β ∑

σ∈S
P(σ)

(
U(β)−E(σ)

)
=

1
T
(U(T )−E) = 0,

where E is the sample mean of the energies. The temperature estimator is then given by

T̂ =U−1(E),

where again we are making no distinction between UJ and U . Note that T̂ and β̂ can be inter-

changed by virtue of the functional invariance of MLE estimators, and furthermore, the estimator

T̂ is efficient [Rao92].

For non-trivial spin glasses [CC05], it is likely that the analytic form of U(T ) is not

available, so we resort to using Monte Carlo methods to estimate it. For the tiling cubes [HJO+18],

we can define the intensive internal energy offset by the planted ground state energy E0 as

u(T ) =
U(T )−E0

N
,

where N is the number of spins.
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B.6.4 Critical Temperature Estimation

For deterministic models (or sufficiently structured glasses), one can generally look at

the behavior of the spin correlation [VBCC80] or the aging profile [MPR95] of the overlap

autocorrelation time to determine the critical temperature Tc. However, the local rotations of

the tiling construction gives rise to large variations in these order parameters over different

instance realizations (even in the absence of any gauge transformation [Zas13, PMDV20, PDV]).

Therefore, we will resort to using the Binder’s cumulant [Bin81] as a much more robust order

parameter, which is related to the kurtosis of the overlap distribution over both the Boltzmann

measure and the disorder of J,

g =
1
2

(
3− 〈q

4〉

〈q2〉
2

)
, (B.4)

where 〈·〉 denotes the Boltzmann average, the overline denotes the quenched average over disorder,

and q is the spin overlap [Par83] defined as

q =
1
N ∑

i
σ

α
i σ

β

i ,

with α and β denoting two independent replicas. In most cases, the temperature at which the g(T )

curves intersect for different system sizes can be taken numerically as the critical temperature Tc

[MPRT+00] (see Fig. B.6).

There may be a disagreement on whether a crossing at the cumulant of 0 actually accurately

pinpoints the critical temperature of the fully-frustrated glass. This discussion is an open and

important one, but far beyond the scope of this work. We will attempt to offer our side of this

discussion in another work [PDV]. Note that however, the exact value of the critical temperature

Tc is not central to the results here, which is to show the non-equilibrium critical property of

memory, and prove that it can be leveraged to explore the low-temperature phase of spin glasses
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efficiently. In the context of this work, the critical temperature is only important for identifying

the “transient” stage of memory evolution (see left subplot of Fig. 4.2 in main text), which may

be slightly prolonged if Tc is in fact lower.
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Appendix C

Solving 3-SAT Benchmarks with Memory

Dynamics

It is important to realize that any simulation of a dynamical system is an algorithm because

the continuous-time dynamics of the system must be discretized. Identifying our simulation as an

algorithm invites a method to compare our results with those of popular algorithms, specifically,

WalkSAT [SK93] and survey inspired decimation (SID) [MPZ02]. Before we compare results,

we then need a general definition of a step.

We define an algorithmic step to be all the computation that occurs between checks of

satisfiability. The WalkSAT algorithm flips one variable at a time then checks the satisfiability of

the formula. Therefore, a WalkSAT step is a single variable flip. SID uses WalkSAT as part of its

solution search, so the interpretation of steps is the same when SID uses WalkSAT. Prior to entering

into WalkSAT, SID performs a message-passing procedure known as survey propagation [MPZ02].

In the SID implementation we used [GAE18], there is no check for satisfiability during the

decimation procedure, so we generously identify the entire survey propagation with decimation

as a single step. Our DMM algorithm checks the satisfiability of the formula after each time step
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of the integration. Of course, the amount of computation within a step may vary greatly based on

the algorithm, but this does not affect comparison of the scalability. In fact, if an algorithm is

exponential in the number of steps, then the amount of computation within a step cannot improve

its scalability. For our DMM, each step has a constant amount of computation per time step

of integration. With this definition of an algorithmic step, we have a method to meaningfully

compare the different algorithms.

C.1 Hard CDC Instances

We can now test these approaches on CDC instances with planted solutions. In Sec-

tion 6.2.3, we give an account of how these instances are generated, and why they are difficult

to solve. Here, we just note that difficult CDC instances are created when αr > 4.25 and

0.077 < p0 < 0.25, where p0 is the probability that the planted solution results in a clause with

zero false literals [BHL+02]. We have performed no preprocessing on the 3-SAT instances

to reduce their size, not even the removal of pure literals (those appearing wholly negated or

unnegated) [GPFW99].

For the convenience of the reader, we rewrite Eq. (6.11) here:

v̇i =
m

∑
j=1

{1
2

xl, jxs, jqi j min
{i′ 6=i |qi′ j 6=0}

(1−qi′ jvi′)+(1+ζxl, j)(1− xs, j)δiσ jqi jC j(v)
}
,

ẋs, j = β
(
xs, j + ε

)(
C j(v)− γ

)
,

ẋl, j = α
(
C j(v)−δ).

(C.1)

We numerically integrate this ODE system with the forward-Euler method using an adaptive

time step, ∆t ∈ [2−7,103]. For parameters, we have used α = 5, β = 20, γ = 1/4, δ = 1/20, and

ε = 10−3. For high ratio, αr ≥ 6, we find ζ = 10−1 to provide better scaling results. For ratios
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Figure C.1: (Courtesy of Sean Bearden) Typical case scalability of 3-SAT instances at fixed
clause-to-variable ratio. In the main panel, we use our DMM algorithm to attempt to solve 100
planted-solution instances of 3-SAT per pair of αr (clause-to-variable ratio) and N (number of
variables). When we achieve more than 50 instances solved, we find power-law scalability of the
median number of integration steps (typical case) as the number of variables, N, grows. (In the
SM, we show many data points are comprised of 90 or more instances solved within the allotted
time.) The exponent values (∼Na) are a4.3 = 3.0± 0.1, a5 = 1.00± 0.05, a6 = 0.63± 0.03,
a7 = 0.48±0.03, and a8 = 0.46±0.04. The insets show exponential scalability for a stochastic
local-search algorithm (WalkSAT) and a survey-inspired decimation procedure (SID) on the
same instances. (S is for number of steps.) Notice the scalability for SID has a trend opposite
that seen in the DMM and WalkSAT. This is expected when one considers the increase in
factor graph loops as αr grows. For the SID scaling of αr = 4.3, the N = 350 did not achieve
a median number of solutions, and is thus a lower bound. Parameters of the scaling for SID:
b4.3 = (3±1)×10−2, b5 = (3.7±0.7)×10−2, b6 = (4.1±0.6)×10−2, b7 = (5±1)×10−2,
and b8 = (5± 1)× 10−2; for WalkSAT: c4.3 = (3.2± 0.3)× 10−2, c5 = (1.9± 0.2)× 10−2,
c6 = (1.2±0.1)×10−2, c7 = (7.5±0.6)×10−3, and c8 = (4.1±0.5)×10−3.
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that approach the complexity peak, we used ζ = 10−2 for αr = 5, and ζ = 10−3 for αr = 4.3. In

Fig. C.1, we report the results for CDC instances generated with p0 = 0.08. In our simulations,

we expectedly find the difficulty of CDC instances increases with increasing p0 (see Section 6.2.3).

In Fig. C.1, for the problem sizes tested, we find a power-law scaling for the median

number of integration steps for the simulations of DMMs. We also find that integration time

variable (t), CPU time, and long-term memory (xl) are bounded by a polynomial scaling, and

the average step size shows power-law decay (see Section C.3). The optimized WalkSAT algo-

rithm [Kau18] we have used instead exhibits an exponential scaling at relatively small problem

sizes, confirming the previous results of Ref. [BHL+02]. An exponential scaling is also observed

for the SID algorithm [GAE18].

The CDC instances are structured to confuse stochastic local-search algorithms, so the

exponential scaling of WalkSAT is expected (right inset Fig. C.1). To understand the exponential

performance of SID (left inset Fig. C.1), we need to understand the success of SID on random

3-SAT. When generating uniform random 3-SAT at the complexity peak with a general method

(no planted solutions), the typical case can be exploited by SID due to the existence of treelike

structures in the factor graph [BMZ05]. (For those unfamiliar with factor graphs, if the factor

graph was a tree, then one would be able to visually, thus easily, find the solution from the

graph [MM09].) However, as demonstrated in Fig. C.1, SID performs poorly when given a 3-SAT

instance with a factor graph that is not locally treelike. It is also known that SID performs poorly

at high ratios (αr & 4.25) [Par03], as loops in the factor graph become more common, explaining

the opposite scaling trend seen in Fig. C.1.

To further confirm that the usefulness of our DMM algorithm on CDC instances is

independent of our generation of formulae, we have solved generalized CDC instances [Bal16]
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Figure C.2: (Courtesy of Sean Bearden) Time evolution of a typical DMM simulation showing
collective updates to the solution search. The figure highlights one solution attempt of a CDC
instance of size N = 500 at αr = 4.3. The inset shows the number of unsatisfied clauses during
the entire solution search. The main panel zooms in on the search as the solution is approached.
We choose two single integration step transitions and explore the local factor graph. The circles
are the variable nodes (blue), and squares are function nodes (red if unsatisfied, green if recently
unsatisfied). The transition at left is characterized by 13 clauses becoming satisfied, the transition
at right results in 4 clauses becoming satisfied. Neither transition results in satisfied clauses
becoming unsatisfied.

used in the 2017 [Heu17] and 2018 [Heu18] SAT competitions (satcompetition.org). Our modified

competition DMM solves all tested competition CDC instances on its first attempt with random

initial conditions, and does so within the 5000-second timeout established by the competition

(see Section C.6). We find the overhead of numerical simulations of ODEs does not forbid our

DMM from being competitive due to the use of the forward-Euler integration scheme.
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C.2 Collective Behavior

We finally show that collective behavior of the memory dynamics is responsible for the ob-

served efficiency in the the solution search. In order to do this, it is helpful to visualize subgraphs

of the factor graph generated from a 3-SAT instance. In Fig. C.2, we visualize the change in state

of local factor graphs during a single time step of integration as our DMM approaches a solution.

It is apparent that the system explores many paths in the factor graph, collecting information as

it does. However, unlike SID, when the DMM explores a path leading to contradiction it can

correct itself.

The factor graphs shown in Fig. C.2 only include clauses (function nodes) that are

unsatisfied (red) or recently unsatisfied (green), and all variable nodes connected to these clauses.

A clause, m, is identified as recently unsatisfied if the short-term memory is xs,m > 0 but the

clause is currently satisfied. The factor graph transitions show that collective events occur that

satisfy multiple clauses. This is in agreement with many results on memory dynamics for different

types of problems [PDV21b, MPBDV20]. Additionally, the factor graph transition on the left

of Fig. C.2 breaks up the graph into smaller, disconnected factor graphs, making the search

exponentially more efficient.

C.3 Trends of Several Indicators

In Fig. C.3, we show the typical-case behavior of other indicators in the DMM’s dynamics

as a function of problem size, N ∈ [100,200, ...3000], for difficult CDC instances, corresponding

to p0 = 0.08, αr = 4.3. Each data point is the median value of 100 instances, where 51 or more

instances have been solved, with N ≤ 2600 having 90 or more instances solved before a timeout

of 108 steps. We observe a power-law growth (∼Na with a = 2.4 in Fig. C.3(b)) in the time

variable, t (arb. units), and in the CPU time (a = 3.2 in Fig. C.3(c)), measured in seconds by
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Figure C.3: (Courtesy of Sean Bearden) Typical-case analysis of other numerical indicators
for the p0 = 0.08, αr = 4.3, CDC instances, with N ∈ [100,200, ...3000]. Each data point is the
median value of 100 instances. (a) The average time step, ∆t (arb. units), showcases a power-law
decay. (b) The median time-to-solution for the integration variable, t (arb.units), scales with
power-law growth. (c) The CPU time (seconds) scales with power-law growth (d) The median
of the maximum values of xl (arb. units) when the solutions were found. There appears to be a
transition in the data, so for a more informative fit (dashed line) we used data from N ≥ 103,
which have nearly linear growth.

MATLAB.

We also monitored the growth of xl to make sure there were no exponential “energy” costs.

For each instance, we collect the maximum value of xl , then find the median of those values.

Figure C.3(d) confirms that the typical growth of the maximum value of xl follows a power law.

Visually, we can see the fit (a = 1.6) on the data from N ∈ [100,200, ...3000] is poor. However,

when we fit data for N ∈ [1000,1100, ...,3000] the fit is almost linear (a = 1.1), in agreement

with the approximately linear growth of xl above (by taking (Cm−δ) to be a positive constant).

Finally, we observe a power-law decay in the mean size of the time step of our adaptive

integration scheme as a function of problem size (Fig. C.3(a)). In other words, as the problem

size increases, the average time step is decreasing with a lower polynomial bound, rather than

exponentially decaying. This observation invites modifications for speeding up solutions without

introducing exponential growth into the system.
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Figure C.4: (Courtesy of Sean Bearden) Evidence for power-law scaling (aNb) for various
values of p0, with b0.08 = 3.0±0.3, b0.10 = 3.6±0.3, b0.15 = 5.5±0.7, and b0.20 = 6.6±1.1.
(inset) We use the 2017 Random Track competition winner, YalSAT [Bie17], to test scalability
of a state-of-the-art algorithm. The fitted values of the exponential rates, in arbitrary units, are:
c0.08 = 0.03±0.002, c0.10 = 0.04±0.002, c0.15 = 0.07±0.02, c0.20 = 0.11±0.01.

C.4 Trends for Different Values of p0

In the generation of Barthel instances [BHL+02], the parameter p0 increases the backbone

size as p0→ 0.25 (see also Sec. 6.2.3). A large backbone implies, though not necessarily, a more

difficult instance to solve because the solution space is smaller (less solutions). In Fig. C.4, we

indeed see the exponent of the power-law scaling of the typical-case (median) CDC instances

increases with increasing p0. The increase of backbone size also seems to cause issues with the

forward-Euler integration scheme. We observe that our DMM algorithm encounters integration

issues when attempting to extend these trends farther. This indicates that reducing the lower

bound of the time step and/or a better integration scheme would be beneficial. Thus, we terminate

simulations when the median number of steps is beyond 108.

To effectively sample the distribution for typical-case analysis requires a larger sample
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Figure C.5: (Courtesy of Sean Bearden) Extending our typical-case analysis to include the
10-th and 90-th percentiles for αr = 4.3,5,6 fitted to power-law trends.

size per data point. In Fig. C.4, each data point represents the median number of steps for a

sample of 500 instances. For p0 = 0.08 and p0 = 0.1, N ∈ [100,200, ...1000]. For p0 = 0.15 and

p0 = 0.2, the forward Euler integration scheme becomes unreliable before N = 1000 could be

reached, and such failures occur after 108 steps. For p0 = 0.15, N ∈ [100,200, ...600], and for

p0 = 0.2, N ∈ [100,150, ...350]. This, again, indicates that decreasing the lower bound in the time

step and/or a better integration scheme is needed for large N instances. The power-law exponents

calculated are b0.08 = 3.0±0.3, b0.10 = 3.6±0.3, b0.15 = 5.5±0.7, and b0.20 = 6.6±1.1. (Note

that b0.08 = 3.0 differs from the value reported in the main text because we are fitting data for

N ∈ [100,200, ...,1000], with each data point being the median of 500 instances, rather than 100

as in the main text.) We compare these results to the 2017 Random Track competition winner,

YalSAT [Bie17], which clearly showcases exponential scaling.

C.5 10-th to 90-th Percentile Range

Here, we show results beyond our typical-case analysis without changing any parameters

or integration scheme. We find a power-law trend as a function of problem size, N, at both the
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10-th percentile and 90-th percentile.

In Fig. C.5, each data point for αr = 4.3 is a median value of 100 instance, where

N ∈ [100,200, ...,2600]; αr = 5, with N ∈ [100,200, ...,1000,2000,3000, ...,104]; αr = 6 with

N ∈ [100,200, ...,1000,2500,5000,7500,104,2.5×104,5×104,105,106]. Notice how the slopes

of αr = 5,6 appear to be converging. This may indicate that finite-size effects contribute to the

variance of solution steps. In Fig. C.5, the αr = 6 data points at N = 106 fall below their respective

power-law trend lines. This behavior was also observed in Fig. 2 of the main text for αr = 6,7,8.

C.6 Competition Instances

We sought an independent verification of our DMMs by applying them to instances taken

from previous SAT competitions [Heu17, Heu18]. Our solver was not designed for competition,

so we added a heuristic to enhance its performance. Some competition instances are labeled

“barthel” (αr = 4.3), “komb” (αr = 5.205), and “qhid” (αr = 5.5). As shown in Fig. C.6, our

DMM is capable of solving all 285 competition problems from the 2017 and 2018 “Random

Tracks” bearing one of these three labels. Furthermore, we can solve all of these instances within

the competition’s allotted CPU time (5000 second timeout). While we cannot directly compare

CPU times of different machines, the reader can easily verify that our AMD EPYC 7401 server

does not have any significant advantage over the machines used in the 2017 and 2018 competitions.

We chose to focus on the “small” competition instances because so many competition

solvers failed to solve them. For instance, in the 2017 Random Track there were 120 “small”

instances that should be “easy” to solve in 5000 seconds. However, the 2017 Random Track

winner (YalSAT) solved 124 out of 300 competition instances [Heu17]. Similarly, in the 2018

Random Track there were 165 “small” instances that should be “easy” to solve in 5000 seconds.
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The 2018 Random Track winner (Sparrow2Riss-2018) solved 188 out of 255 competition in-

stances [Heu18]. With the addition of more heuristics to our system, our DMM algorithm could

possibly surpass previous competition performances.

We modified our algorithm to perform in the context of competition, by making one major

modification: each constraint has its own αm associated with Cm, and it is modified in regular

intervals during the solution search. Initially, for all clauses, αm = 5, and all other parameters

remain unchanged from the main text. The search for the solution is initialized as before, but

after 104 arbitrary time units the simulation is paused to modify the values of αm. The procedure

starts by finding the median of the xl,m values for all m. If xl,m is greater than the median, then the

corresponding αm is increased by a multiplicative factor of 1.1, otherwise, the corresponding αm

is decreased by a multiplicative factor of 0.9. To prevent decay to zero, αm = 1 is the minimum

value. If xl,m grows to its maximum cutoff, the process restarts by setting xl,m = 1 and αm = 1.

The integration is resumed without modification to any other variables or parameters, and will

repeat after another 104 arbitrary time units.
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Figure C.6: (Courtesy of Sean Bearden) Results of a DMM algorithm solving competition
instances (from the 2017 and 2018 SAT competitions [Heu17, Heu18]), on a single core (no
parallelization employed) of an AMD EPYC 7401 server, with only one set of random initial
conditions. Note that some data points overlap.
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Appendix D

Mode-assisted Training and Solving

MAX-2-SAT Problems

D.1 Why Train RBMs at all?

Boltzmann machines and their restricted version (RBMs) [FI12], are unsupervised gen-

erative models applied to a variety of machine learning problems [GBCB16]. They enjoy the

universal approximation property for discrete probability distributions [LRB08], are used as

building blocks for deep-belief networks. In fact, it is recently shown that RBMs are capable of

representing variational wave-functions of quantum many-body systems [CT17]. Despite these

advantages, the limitations of the de facto algorithms for training RBMs, combined with the

rapid advances in supervised learning approaches and the availability of massive labeled data sets,

has led to the sideline of their unsupervised learning, known also as “pretraining”, in favor of

supervised backpropagation from random initial conditions [GBCB16].

However, supervised learning requires large datasets of labeled examples, and even then,

state-of-the-art neural networks have been shown to be vulnerable to what are called adversarial
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examples [SZS+13], or slight perturbations of the input that ‘fool’ the network. On the other

hand, unsupervised pretraining is possible in the absence of labels, and is known to be a strong

regularizer [EBC+10b], often resulting in better generalization for supervised models. Since

adversarial vulnerability could be seen as a failure in generalization, an improvement in unsuper-

vised training could lead to more robust performance in a downstream task. This motivates the

search for better unsupervised training methods.

We have introduced a method in Section 5.3 that relies of finding the mode of the RBM

joint distribution to regularize the weight updates and improve sampling efficiency. However, we

have not discussed how this mode update routine can be used in conjunction with state-of-the-art

algorithms such as contrastive divergence (CD), and how the modes can be efficiently discovered

in the first place. This is the goal of this chapter. Furthermore, we will present all the numerical

data here.

D.2 The Mode-Update Schedule

Clearly, the mode-update routine should not be used for every weight update during the

entire training procedure. This is because: 1) approximating the mode of the RBM distribution

is expensive as it is an NP-hard problem, and 2) the mode-update is only efficient when the

RBM is highly frustrated (see Section 5.3.5). Since we know that the RBM becomes increasingly

frustrated as the training progresses (see Fig. 3.8), it makes sense to employ a schedule that

interjects mode-updates to a background CD training routine with a certain probability that

increases as the training progresses.

To this end, we use a sigmoid, σ(x) = (1+ e−x)−1, to govern the probability of replacing
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the data driven hidden CD term with a mode driven term at the iteration step k:

Pmode(k) = Pmaxσ(αk+β). (D.1)

Here, 0 < Pmax ≤ 1 is the maximum probability of employing a mode update, and α and β are

parameters that control how the mode updates are introduced into the pre-training. Note that the

choice of the sigmoid function is arbitrary and completely unrelated to the sigmoid activation

function of the RBM. It is chosen because it is proven to work best numerically, but other choices

of monotonous functions should also be appropriate. The learning rate of the mode update is

given as εCD E0
(n+1)(m+1) , as explained at the end of Section 5.3.2.

D.2.1 The Two Phases of Training

The pre-training routine can be broken down in two phases. In the first phase, the training

procedure attempts to discover the support Ω ∈ {0,1}n of the data distribution q(v). We call this

phase the “discovery phase”. To better see this, consider a randomly initialized RBM with small

weights. These small and uncorrelated weights give rise to RBM energies close to zero for all

nodal states, or E(v,h)≈ 0 for all v and h. This results in the model distribution p(v,h) being

almost uniform.

Therefore, we see that in the discovery phase of training, the model term plays little role

in the training as it simply pushes down on the weights in a practically uniform manner, with

vih j =−1/4. On the other hand, the data term drives the initial phase of the training by increasing

the marginal probability of the visible states in the support. We can then employ a large learning

rate (say, εCD = 1) in the beginning of the training, driving the visible layer configurations in the

dataset, D, to high probability versus configurations outside the support. Empirically, we find

that CD training performs in the discovery phase reasonably well, and is quickly able to “find”
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Figure D.1: (Courtesy of Haik Manukian) Comparison of typical features in training. A training
performance comparison between CD-1, and mode-assisted training (in orange) across 25
randomly generated 6×6 Restricted Boltzmann Machines with a random uniform data set of
size 10. Panels (a) and (b) show Kullback-Leibler (KL) divergence as a function of training
iterations of CD and mode-assisted training, respectively. Median KL divergence shown as
the solid curves, with the shaded region defined by the maximum/minimum KL divergence
at that point in training. The mode sampling probability in mode-assisted training, Pmode, is
shown as the dotted line in panel (b). Panels (c) and (d) show the median log-differences in
probability between the data and model distributions. In both cases, the learning rate was a
constant εCD = 0.05 for 100,000 iterations.
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the visible states in the support.

Now, having discovered the support, we arrive at the second phase of the training where

we have to bring the model distribution as close to uniformity as possible over the support in

order to minimize the KL-divergence. We call this phase the “matching phase” of the training,

where we bring the model distribution as close to the data distribution as possible. CD usually

performs poorly in this phase (see Fig. D.1). To see this most directly, we simply have to consider

a visible state with a slightly larger probability than the other states. It should then be necessary

for the model term to locate and “push down” on this state to lower its probability, and in turn,

increase the uniformity of the distribution over the support. However, for any CD approximation

of the model term, this rarely happens in a timely manner as the mixing rate of the MCMC chain

is far too slow to locate this state before the training diverges.

This is where samples of the mode are most effective, and can assist in the correction

of the states’ amplitudes. As we have anticipated, finding the modal state, v∗, of the model

distribution, µ(v,h) allows us to immediately locate the mode, v+, of the marginal probability,

µ(v), and decrease the weights corresponding to that state, which in turn“pushes down” on the

probability of this state through an iteration of weight updates. This “push” may result in another

state “popping” up and becoming the new modal state. However, often times the probability

amplitude of this new state will be less than that of the previous mode. This results in a training

routine that “cycles” through any dominant state that emerges at each iteration, and the probability

amplitude of the mode decreases as training proceeds until the probability amplitudes of all

the states in the support become equal (see Section 5.3.4), which results in the desired uniform

distribution over the support. This can be visualized as a “seesaw” between the dominant states,

with the oscillation amplitude of this seesaw decaying to zero in time.
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We outline the pseudo-code for mode-assisted training in Algorithm 4 and a visual de-

piction of the training side by side with CD-1 on a small data set is shown in Fig. D.1. KL

divergences for CD (Fig. 2a) and mode-assisted training (Fig. 2b) are presented in the top

row. In Fig. 2c, the length of the bars above or below zero imply an over- or under-estimation,

respectively, of probability to a given data vector by CD. In contrast, Fig. 2d shows that the

mode-assisted training algorithm searches for the state with highest probability, and decreases the

weights corresponding to that state, which in turn decreases the probability assigned to it by the

model, aligning it closer to the data distribution. This prevents any probability from accumulating

far away from the data distribution and eventually achieves a close to perfect model. The average

height of the individual divergences is exactly the KL divergence plot in Figs. 2a and 2b.

Algorithm 4 Unsupervised learning of a Restricted Boltzmann Machine with the mode-assisted
training algorithm

1: procedure MT(Pmax,α,β,{εCD
n }N

n=1,N)
2: θ0 ∼N (0,0.01)
3: for i = 1; i≤ N; i++ do
4: pmode← Pmaxσ(αi+β)
5: Sample u∼ U[0,1]
6: if u≤ pmode then
7: v∗,h∗,E0← argminE(v,h)
8: γ← −E0

(n+1)(m+1)

9: θi← θi−1 + γεCD
i ∆θmode

10: else
11: θi← θi−1 + εCD

i ∆θCD

12: return θN

The free parameters in this method are the schedules of the mode sample using Pmode(n)

(defined by Pmax, α and β in Eq. (D.1)) and the CD learning rate, εCD. With εCD fixed, we

set εmode = γεCD, where γ =−E0/[(n+1)(m+1)], with E0(< 0) being the ground state of the

corresponding RBM with nodal values {−1,1}n+m. This particular choice of γ is a learning rate

which minimizes the RBM energy variance over all states (see Theorem 5.3.3).
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We find that the mode-assisted training method is not very sensitive to the parameters

chosen. In fact, as long as the mode samples are incorporated after the joint and marginal mode

equilibration, the training is stabilized and the learned distribution will tend to uniformity (see

Section 5.3.2). This result reinforces the intuitive notion that the pushes on the mode provide a

stabilizing quality to the training over CD (or any other MCMC approach), which can otherwise

diverge when mixing rates grow too large at later times during training.

D.3 Mode-Assisted Training on Datasets

As examples of our method, we have computed the log-likelihoods achieved with mode-

assisted training across two synthetic and one realistic (MNIST) datasets, and compared the

results against the best achieved log-likelihoods with CD-1, PCD-1 and PT on standard RBMs,

E-RBMs, and C-RBMs [MFW16]. For the small synthetic datasets we could also compute

the exact log-likelihoods, thus providing an even stronger comparison. For the larger MNIST

case, mode sampling was done via simulation of a digital memcomputing machine based on

Ref. [BPDV20]. The specific details of our implementation can be found in Supplementary Note

III of the SI.

We plot an example of training progress in a moderately large synthetic problem in

Fig. D.2. Reported is the KL divergence (which differs from the log-likelihood by a constant

factor independent of the RBM parameters [GBCB16]) of a slightly bigger 14×10 RBM as a

function of number of parameter updates on a L = 14, B = 7 shifting bar set, for both CD-1 and

mode-assisted training. We consider two learning rate schedules, constant (εCD = 0.05) and

exponential decay (εCD(n) = e−cn,c = 4,n ∈ [0,1], the fraction of completed training iterations).

Additionally, every time a mode sample is taken, CD is allowed to run with k = 720, a number
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scaled to the equivalent computational cost of taking a mode sample. Thus, the x-axes in Fig. D.2

could be interpreted as wall time. The details of the computational comparison between a mode

sample using memcomputing and iterations of CD are discussed in greater detail in Section

D.3. In both cases, even when computational cost is factored in, mode-assisted training leads

to better solutions and proceeds in a much more stable way across runs (lower KL variance at

convergence). Importantly, mode-assisted training never diverges while CD oftentimes does.

Following our intuition about mode-assisted training established in the “Mode Correspondence of

Joint and Marginal Distributions” section, using larger learning rates in the CD-dominated phase

accelerates the convergence of mode-assisted training.

It is known that using CD to train RBMs can result in poor models for the data distribution

[Hin10], for which PCD and PT are recommended. We note that for the mode-assisted training

employed in this paper, CD-1 was used as the gradient approximation (except in the case for

MNIST where PCD-1 was used). Impressively, in all cases tested, the mode samples were able to

stabilize the CD algorithm sufficiently to overcome the other, more involved approximations (PT)

and model enhancements (centering).

In addition, it is clear that mode-assisted training exhibits several desirable properties

over CD (or other gradient approaches). Most significantly, it seems to perform better with

larger learning rates during the gradient dominated phase, and smaller learning rates when using

mode samples. CD and other gradient methods generally perform better with smaller learning

rates, as their approximation to the exact gradient gets better. Irrespective, even in this regime,

mode-assisted training eventually drives the system to the uniform solution compared to the local

optimum of CD. The main advantage is that with mode-assisted training, one can (and often

should) use larger learning rates, resulting in fewer required iterations.
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Figure D.2: (Courtesy of Haik Manukian) The performances of contrastive divergence (CD-1)
and mode-assisted training (MT) on the shifting-bar dataset. Shown are the Kullback-Liebler
(KL) divergences achieved on the binary shifting bar dataset across 25 randomly initialized
14× 10 RBMS for both CD-1 and MT. In addition, every time a mode sample is taken, CD
is allowed to run with k = 720 iterations, a number scaled to the equivalent computational
cost of taking a mode sample. Thus, the x-axis can also be read as wall time. The bold line
represents the median KL divergence across the runs, and the max/min KL divergences achieved
at that training iteration define the shaded area. Panel (a) is with a small CD learning rate,
εCD = 0.05. Panel (b) is with an exponentially decaying εCD(n) = e−cn with decay constant
c = 4 and n ∈ [0,1] being the fraction of completed training iterations.
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Table D.1: (Courtesy of Haik Manukian) Log-likelihood comparisons across data sets. We
report the highest achieved log-likelihoods over 50,000 gradient updates on a 9×4 Restricted
Boltzmann Machine (RBM) across various RBM types (standard, Enhanced-RBM, Centered-
RBM) and training techniques (Contrastive Divergence (CD), Persistent-CD (PCD), Parallel
Tempering (PT)) as reported in previous work [MFW16] compared with mode-assisted training
(MT) on a standard RBM. In the table, rows correspond to different training techniques and
columns are different data sets. For each technique, the best achieved log-likelihood score across
25 runs is reported. In parenthesis are results for a 9× 9 RBM. For these small datasets we
can also compare with the exact result. For MNIST, networks trained had 16 hidden nodes and
PCD-1 was used as the gradient update, and average log-likelihood is reported.

S. Bar Inv. S. Bar Bars & Stripes MNIST
CD-1 -20.42 -20.73 -61.08 -152.42

PCD-1 -21.71 -21.64 -57.01 -140.43
PT -20.57 -20.57 -51.99 -142.00
MT -19.85 -19.86 -50.79(-41.82) -136.42

Exact -19.77 -19.77 -41.59 –

For further comparison, we report in Table D.1 results for the shifting and inverted bar,

bars and stripes, and MNIST datasets obtained with mode-assisted training and those reported

in past work [MFW16]. The results show mode-assisted training with a standard RBM always

converges to models with log-likelihoods higher than E-RBMs, and C-RBMs trained with CD-1,

PCD-1, or PT. Furthermore, the mode-assisted training log-likelihood increases with an increasing

number of hidden nodes (better representability). Empirically, we also find the incredible result

that with sufficient representability and the proper learning rate, mode-assisted training can find

solutions arbitrarily close to the exact distribution.

D.4 Methods and Parameters

For synthetic data, we use the commonly employed binary shifting bar and bars and

stripes datasets [Mac03]. The former is defined by two parameters: the total length of the vector,

L, and the amount of consecutive elements (with periodic boundary conditions), B < L, set to one,
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with the rest set to zero. This results in L unique elements in the dataset with uniform probability,

giving a maximum likelihood of L log(1/L). The inverted shifting bar set is obtained by swapping

ones and zeros. The bars and stripes dataset is constructed by setting each row of a D×D binary

pattern to one with probability 1/2, and then rotating the resulting pattern 90◦ with probability

1/2. This produces 2D+1 elements, with the all-zero and all-one patterns being twice as likely as

the others.

For a direct comparison to previous work [MFW16], we followed the same training setup.

For the data in Table 1, a 9×4 RBM was tested on a shifting bar dataset with L = 9, B = 1 and a

D = 3 bars and stripes dataset. Both synthetic sets were trained for 50,000 parameter updates,

with no mini-batching, and a constant εCD = 0.2. For the MNIST dataset, a 784×16 sized model

was trained for 100 epochs, with batch sizes of 100. The mode samples in both cases are slowly

incorporated into training in a probabilistic way following Eq. (D.1), initialized with Pmode = 0

and driven to Pmax = 0.1 for the shifting bar and MNIST datasets, and Pmax = 0.05 for the bars

and stripes dataset. In both cases, we chose α = 20/N and β =−6, where N is the total number

of parameter updates.

D.5 Finding the RBM Mode with Memory Dynamics

Finding the mode of the joint distribution of a given RBM is equivalent to solving a

weighted MAX-2-SAT problem on a bipartite graph (see Chapter 3). To obtain high-quality mode

samples for large RBMs, we employ the memory dynamics designed for 3-SAT problems (see

Eq. (6.11) in Chapter 6). Note that 3-SAT reduces to MAX-2-SAT, but we will not make use of

the complexity-theoretical trinket here, and modify the memory dynamics to interface directly

with the MAX-2-SAT problem structure. The implementation details and the parameters are given
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in the supplementary materials of Ref. 5, and we here briefly describe the computational cost and

efficiency of mode-discovery using memory dynamics versus the standard contrastive-divergence

(CD) method for unsupervised training.

D.5.1 Time Complexity of Integrating Memory Dynamics

For simplicity, let us assume an n× n RBM, which gives us O(n) voltage variables

and O(n2) memory variables, meaning that an integration step of the memory dynamics is of

complexity O(n2). If the maximum number of integration steps is independent of system size,

then the total time complexity is also O(n2). It can be trivially checked that the space complexity

is also O(n2), because we are recording any history of the state vector.

D.5.2 Comparison between CD and Memcomputing

Here, we want to show that the RBM energy sampled by the memcomputing approach is

consistently better than the one found by Contrastive Divergence (CD) independent of the size

of the RBM. We then first compute an “exchange rate” between one iteration of the numerical

integration and k steps of CD, such that the resulting computational complexity (i.e., wall time on

the same processor) will be essentially identical. We discover empirically, across a large range of

system sizes, that this exchange rate is about 30 steps of CD per integration step of the memory

dynamics.

We choose as our test problems a set of randomly initialized n×n RBMs, with all weights

sampled from a normal distribution with µ = 0 and σ2 = 0.01. The system sizes ranged from

n = 100 to n = 1000, which we chose to be large enough to observe the scaling in time. We

then compute the relative energy differences, in percentage, ∆ε% = 100∗ (EMem−ECD)/ECD,

between the energy EMem obtained with the memcomputing ODEs described above, as compared
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Figure D.3: (Courtesy of Haik Manukian) Wall time and energy quality comparison between
Contrastive Divergence with k steps (CD-k) and mode-assisted training. Wall times (left panel)
and the median relative energy differences, in percentage, ∆ε% = 100 ∗ (EMem−ECD)/ECD

(right panel), between the energies obtained by the memcomputing solver and CD-k across 20
randomly initialized n×n Restricted Boltzmann Machines (RBMs), with n ∈ [100,1000], with
k = 60×N. EMem and ECD are the lowest energies achieved during a run of memcomputing
dynamics or CD-k, respectively. A best fit line (slope ∼ 2.8) of the memcomputing wall times is
also shown (dark line). Both calculations have been done on a single core of an AMD EPYC
7401 server.

to the energy ECD obtained using CD-k. For a direct comparison, we have run the memcomputing

solver for ntot = 2n integration steps, scaled with the system size. Contrastive divergence was

then run using the empirical exchange rate, k = 30∗Ntot , resulting in the same computational

cost seen in the left panel of Fig. D.3.

The energy results are shown in the right panel of Fig. D.3, where the memory dynamics

perform favorably in terms of energies obtained compared CD-k, consistently above 400%, often

showing an improvement of more than 1000%. In terms of time complexity, both algorithms

follow a polynomial scaling. Indeed, the best fit asymptotic behavior of both algorithms is almost

cubic. This is consistent with our complexity analysis in the last section. Since both algorithms

have a leading order scaling of O(n2) for a fixed number of iterations, they would scale cubically

if we allowed the number of iterations to grow as N.
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[Hou01] Jérôme Houdayer. A cluster monte carlo algorithm for 2-dimensional spin glasses.
The European Physical Journal B-Condensed Matter and Complex Systems,
22(4):479–484, 2001.

[HP11] John L Hennessy and David A Patterson. Computer architecture: a quantitative
approach. Elsevier, 2011.

[HPT06] Hyunsuk Hong, Hyunggyu Park, and Lei-Han Tang. Anomalous binder cumulant
and lack of self-averageness in systems with quenched disorder. arXiv preprint
cond-mat/0611509, 2006.

[HR04] Alexander K. Hartmann and Heiko Rieger. New Optimization Algorithms in
Physics. John Wiley & Sons, Inc., Hoboken, NJ, USA, 2004.

[HR15] MK Hassan and MM Rahman. Percolation on a multifractal scale-free planar
stochastic lattice and its universality class. Physical Review E, 92(4):040101,
2015.

[HY01] Alexander K Hartmann and AP Young. Lower critical dimension of ising spin
glasses. Physical Review B, 64(18):180404, 2001.

[Iba01] Yukito Iba. Population monte carlo algorithms. Transactions of the Japanese
Society for Artificial Intelligence, 16(2):279–286, 2001.

[Ins10] Thomas R Insel. Rethinking schizophrenia. Nature, 468(7321):187–193, 2010.

[Isi25] Ernst Ising. Beitrag zur theorie des ferromagnetismus. Zeitschrift für Physik,
31(1):253–258, 1925.

[Ist00] Sorin Istrail. Statistical mechanics, three-dimensionality and np-completeness: I.
universality of intracatability for the partition function of the ising model across
non-planar surfaces. In Proceedings of the thirty-second annual ACM symposium
on Theory of computing, pages 87–96, 2000.

[JMS07] Haixia Jia, Cristopher Moore, and Doug Strain. Generating hard satisfiable for-
mulas by hiding solutions deceptively. Journal of Artificial Intelligence Research,
28:107–118, 2007.

304



[Kas61] Pieter W Kasteleyn. The statistics of dimers on a lattice: I. the number of dimer
arrangements on a quadratic lattice. Physica, 27(12):1209–1225, 1961.

[Kau18] Henry Kautz. Walksat version 56, 2018.

[KB14] Diederik P Kingma and Jimmy Ba. Adam: A method for stochastic optimization.
arXiv preprint arXiv:1412.6980, 2014.

[KBAD92] Daniel Kandel, Radel Ben-Av, and Eytan Domany. Cluster monte carlo dynamics
for the fully frustrated ising model. Physical Review B, 45(9):4700, 1992.

[Kes80] Harry Kesten. The critical probability of bond percolation on the square lattice
equals 1/2. Communications in mathematical physics, 74(1):41–59, 1980.

[KGV83] Scott Kirkpatrick, C Daniel Gelatt, and Mario P Vecchi. Optimization by simulated
annealing. science, 220(4598):671–680, 1983.

[KKY06] Helmut G Katzgraber, Mathias Körner, and AP Young. Universality in three-
dimensional ising spin glasses: A monte carlo study. Physical Review B,
73(22):224432, 2006.

[KL51] Solomon Kullback and Richard A Leibler. On information and sufficiency. The
annals of mathematical statistics, 22(1):79–86, 1951.

[KR97] Naoki Kawashima and Heiko Rieger. Finite-size scaling analysis of exact ground
states for±j spin glass models in two dimensions. EPL (Europhysics Letters),
39(1):85, 1997.

[Kra86] Eugene F Krause. Taxicab geometry: An adventure in non-Euclidean geometry.
Courier Corporation, 1986.

[KSJ+00] Eric R Kandel, James H Schwartz, Thomas M Jessell, Steven Siegelbaum, A James
Hudspeth, and Sarah Mack. Principles of neural science, volume 4. McGraw-hill
New York, 2000.

[KT71] Mark Kac and Colin J Thompson. Spherical model and the infinite spin dimen-
sionality limit. Physica Norvegica, 5(3-4):163–168, 1971.

[KV06] Michael Krivelevich and Dan Vilenchik. Solving random satisfiable 3cnf formulas
in expected polynomial time. In Proceedings of the seventeenth annual ACM-
SIAM symposium on Discrete algorithm, pages 454–463. Society for Industrial
and Applied Mathematics, 2006.

[LE12] William A Link and Mitchell J Eaton. On thinning of chains in mcmc. Methods
in ecology and evolution, 3(1):112–115, 2012.

[LM98] JL Lebowitz and AE Mazel. Improved peierls argument for high-dimensional
ising models. Journal of statistical physics, 90(3):1051–1059, 1998.

305



[LRB08] Nicolas Le Roux and Yoshua Bengio. Representational power of restricted boltz-
mann machines and deep belief networks. Neural computation, 20(6):1631–1649,
2008.

[LW05] Michael A Levin and Xiao-Gang Wen. String-net condensation: A physical
mechanism for topological phases. Physical Review B, 71(4):045110, 2005.

[Mac03] David JC MacKay. Information theory, inference and learning algorithms. Cam-
bridge university press, 2003.

[MD76] Prabhaker Mateti and Narsingh Deo. On algorithms for enumerating all circuits
of a graph. SIAM Journal on Computing, 5(1):90–99, 1976.
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