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ABSTRACT OF THE DISSERTATION 
 

 

The role of pitch in the recognition of vocalizations in songbirds and humans 
 
 

by 
 
 

Micah Rendler Bregman 
 
 

Doctor of Philosophy in Cognitive Science 
 
 

University of California, San Diego, 2012 
 

Professor Sarah C. Creel, Chair 
 

 
 

 Recognizing other individuals by sound is a primary function of many 

vertebrate communication systems. Both speech and birdsong provide an 

auditory “face,” allowing individuals to recognize each other without visual 

contact. Humans and songbirds have brain mechanisms that have evolved to 

support these behaviors. In this thesis, I present results from three studies 

investigating the recognition of complex sounds. Sounds are typically 

described in terms of four perceptual features: pitch, timbre, loudness and 

duration. Here we focus on the role of pitch and timbre in auditory recognition. 

We trained European starlings, a species of songbird, to recognize 

excerpts of conspecific song and human melodies. Starlings were more 

flexibly able to recognize song excerpts that had been shifted than shifted 
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melodies, although they were able to learn to recognize both well. This 

indicates that the use of auditory cues may be stimulus dependent. We then 

describe a study investigating the interaction of pitch and timbre cues in 

recognition. Our hypothesis was that adding timbre cues to tone sequences 

would enable continued recognition even when pitch was altered. However, 

the results of this study suggest that songbirds are maintaining acoustic 

memories closely tied to specific spectral features and are unable to recognize 

tone sequences based on pitch cues alone. In contrast, human listeners 

performed well when asked to recognize pitch-altered tone sequences. 

We then investigated the role of individual differences in humans 

learning to recognize unfamiliar voices. Individuals who learned a language 

early in life were able to recognize talkers in that language better than those 

who learned the language later. Extensive music training also plays a role—

listeners with more music training learned to recognize voices in an unfamiliar 

language more quickly than those with less training. 

Together, these studies contribute a new comparative perspective on 

the recognition of complex sounds. A description of natural vocalizations 

consisting of pitch, timbre, loudness and duration is convenient but limiting. 

The cognitive processes underlying sound recognition are complex, relying on 

interactions between spectrotemporal features that depend not only on the 

features of the signal itself, but also on the listener’s auditory experience. 
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I. Introduction 

1.1 Individual recognition 

We think primarily of speech as a vehicle for communicating meaning 

through words and syntax. However, humans and other animals use 

vocalizations to recognize each other (Cheney & Seyfarth, 1980; Falls, 1982; 

Kreiman, Gerratt, Precoda, & Berke, 1992; I. Pollack, Pickett, & Sumby, 1954). 

In fact, while human speech has exquisite abilities to communicate complex 

meaning, some simpler animal communication systems evolved largely to 

provide a mechanism for individual recognition at a distance—an “auditory 

face”. Animal communication signals contain diverse acoustic cues that can be 

used to tell individuals apart by voice, from low-level acoustic differences in 

fundamental frequency, to differentiation in harmonic structure and distinct 

patterning of spectro-temporal sound elements. Many questions remain about 

how vocal recognition occurs among species. What elements of the acoustic 

signal are important? How flexible is recognition to signals that are acoustically 

distinct but are produced by the same individual? Some acoustic features (e.g. 

pitch and timbre) can be identified in natural communication signals as well as 

in other sounds. Does the use of these cues for sound recognition depend 

upon the context? In this thesis, I investigate the role of acoustic cues in the 

recognition of avian vocalizations, human speech, and artificial stimuli, 

focusing on the role of pitch cues. I discuss how these results affect our 
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understanding of auditory perception of complex sounds such as birdsong, 

speech, and music. 

To understand the role of pitch and timbre in recognition of complex 

sounds, I conducted behavioral studies across species—comparing  songbirds 

and humans. Songbirds provide an interesting comparative system for 

comparative study of vocal recognition. First, like humans, they are vocal 

learners, an ability that is common among birds, but rare among other species 

and notably does not exist in primates other than humans (Janik & Slater, 

1997). Songbirds are a group of approximately 8,000 species of oscine birds 

that learn to imitate vocalizations from auditory input provided by a tutor 

(Thorpe, 1958). Songbirds and humans both provide insight into how 

perceptual systems that support vocal learning are organized. Songbirds are 

also an ideal comparative system because a substantial body of 

psychophysical, behavioral and neurobiological research has investigated 

both the ethological relevance and nervous system specialization of songbirds 

for song recognition (Falls, 1982; Gentner & Margoliash, 2003; Vates, Broome, 

Mello, & Nottebohm, 1996). Birdsong, particularly starling song, is also 

unusually complex in spectro-temporal patterning among animal vocalization 

systems. 

How birds learn their song has long been studied as a powerful 

neurobiological model of speech motor learning and production, but how 

perceptual systems in both species support recognition of complex 
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vocalizations has received less attention (Doupe & Kuhl, 1999; Kiggins, 

Comins, & Gentner, 2012; Knudsen & Gentner, 2010). While birdsong can 

contain remarkably precise and varied sound patterns (Eens, Pinxten, & 

Verheyen, 1989; Podos, Peters, Rudnicky, Marler, & Nowicki, 1992), this 

patterning is thought to transmit little in the way of semantic content. For 

example, human speech contains words such as “grass,” which make specific 

reference to objects in the world. There is no evidence that birdsong is 

semantic in this way. Rather, the function of birdsong is primarily territorial 

defense and mate attraction (Kroodsma, 1991). In contrast, human speech 

allows the listener to take a continuous stream of acoustic energy shifting in 

spectral characteristics, and build from it a sequence of phonemes, and 

eventually a conceptual understanding of what the producer is saying 

(Raphael, Borden, & Harris, 2006). See Figure 1.1 for example spectrograms 

of starling song and human speech. Though we tend to think of speech as 

primarily transmitting semantic meaning, speech also enables listeners to 

recognize other non-semantic cues that are collectively known as indexical 

cues. For example, listeners can recognize indexical cues that tell them about 

who is producing the speech, their age, emotional state, and perhaps their 

identity (I. Pollack et al., 1954; Ramig & Ringel, 1983; Williams & Stevens, 

1972). Perhaps extraction of these acoustic cues is more similar to how non-

human species perceive conspecific vocalizations. 
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Figure 1.1: (a) Spectrogram of excerpt of human speech. (b) Spectrogram of 
excerpt of European starling song. 

 

One theory of auditory recognition in songbirds and humans might be 

that while humans have brain systems that support both indexical and 

conceptual processing of speech, songbirds have an indexical but not a 

conceptual processing system. We point out, however, that despite some 

neuropsychological and anatomical dissociation (Belin, Fecteau, & Bédard, 

2004; Van Lancker, Kreiman, & Cummings, 1989), perception of speech 

meaning is not independent of voice characteristics. For example, speech 

from a familiar talker is recognized more accurately than speech from an 

unfamiliar talker (Nygaard & Pisoni, 1998). Also, linguistic knowledge is 

important for learning to recognize unfamiliar voices. When learning to 

recognize bilingual talkers, listeners were better able to do so when the talker 

was speaking a familiar rather than an unfamiliar language, though other voice 

features were similar (Goggin, Thompson, Strube, & Simental, 1991). 
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Phonological processing more generally is important for voice identification—

individuals with dyslexia, an impairment in phonological processing, 

recognized voices in a language they knew less accurately than controls 

(Perrachione, Del Tufo, & Gabrieli, 2011). 

Studying how the auditory system extracts and uses auditory cues in 

individual recognition is an important context in which to study perception. The 

auditory systems of both songbirds and humans have evolved over many 

generations to extract informative features from conspecific communication 

signals. Thus it is interesting to use recognition as a tool to investigate 

fundamental aspects of auditory perception. Indeed, there is empirical 

evidence that the relevance of particular cues may depend intrinsically on the 

behavioral meaningfulness of the signal (Bregman, Patel, & Gentner, 2011). In 

chapter 2, we further discuss ways in which different kinds of auditory signals 

are processed differently by the auditory system, giving rise to different feature 

extraction and available perceptual transformations.  

1.2 Pitch perception 

Pitch is the perceptual quality that allows sounds to be ordered from low 

to high. Along with loudness and timbre, pitch is considered one of the 

“perceptual primitives” of the auditory system, and is an aspect of most natural 

and artificial signals. Although pitch is intuitively simple and, indeed, we 

perceive pitch effortlessly, this masks several perceptual complexities. The 

perceived pitch of a sound corresponds to periodicity in the pressure wave. 
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One demonstration that pitch perception arises from signal periodicity comes 

from noise stimuli. Even a random waveform such as white noise, with 

periodicity imposed upon it by interrupting the noise with evenly spaced gaps, 

can induce a pitch percept in listeners (Pollack, 1969).  

However, psychophysical pitch perception experiments demonstrate 

that pitch is not a simple extraction of temporally regular periodicity in the 

sound wave, but also depends on spectral features (reviewed by Yost, 2009). 

A classic demonstration of the complexities of pitch perception is the “missing 

fundamental” effect which has been known since the 19th century (Helmholtz, 

1877). We perceive the pitch of a tone complex made up of energy at 200 Hz, 

400 Hz, 600 Hz, 800 Hz, etc. as 200Hz. Therefore, one theory of pitch 

perception might be that we simply hear pitch corresponding to the lowest 

periodic rate (called fundamental) of the signal. However, even if we 

completely remove the energy at 200Hz (i.e. the fundamental frequency), we 

will continue to match the resulting tone complex to the same 200Hz pitch. We 

could adjust our theory to say that we hear pitch based on the consistent 

spacing between harmonics rather than the fundamental, but this does not 

account for all of the behavioral data either. Remarkably, if presented a tone 

complex with a 200Hz fundamental and harmonics at 420Hz, 620Hz, 820Hz, 

etc., listeners reliably hear the pitch at approximately 208Hz (Schouten, 1940). 

These results emphasize that pitch is truly a perceptual phenomenon—it is 
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constructed by our brains, and (as with many perceptual characteristics) can 

be counter-intuitive. 

Why do we perceive pitch at all? If the ear performs a spectral 

decomposition of a complex waveform, we might expect to hear the energy at 

each frequency independently. There are, after all, fibers in the cochlear nerve 

that have best frequency responses distributed across the audible frequency 

range; hence pitch is a function of the central rather than the peripheral 

auditory system. One theory is that pitch allows us to bind complex sounds 

together so that they can be easily attributed to a single source. Natural 

sources produce sounds with many harmonics (energy at integer multiples of 

the fundamental). By perceptually hearing the sum of these harmonics as 

having a single pitch, we are able to attend to single sound sources more 

readily. Pitch is an important perceptual component of speech, music and 

many animal communication signals including birdsong. In speech, variation in 

pitch gives rise to prosody and lexical tone, which allows listeners to 

distinguish between questions and statements and (in some languages) can 

affect word meaning.  

1.2.1 Pitch perception differences between humans and other species 

In a review discussing comparative aspects of pitch perception, Shofner 

(2005) is careful to mention that applying the term “pitch” to perceptual 

attributes of animal audition can be problematic. A careful re-framing of the 

question instead asks: “to what extent are the stimulus features that influence 



	  

	  

8 

sound perception and recognition shared among species?” We have an 

intuition about what constitutes pitch perception in our own experience, and 

we recognize that this intuition might lead us astray in the study of animal 

behavior. Even so, there are several basic characteristics of pitch perception 

that appear to be shared among humans and other species.  

In this thesis, I use the European starling (sturnus vulgaris) as a 

comparative system for studying pitch perception and this discussion of pitch 

perception pertains mainly to songbirds and to starlings in particular. Some 

work on pitch perception has been done in primates (Bendor & Wang, 2005, 

2010; D’Amato, 1988; Wright, Rivera, Hulse, Shyan, & Neiworth, 2000) and in 

other mammalian vertebrates (Yin, Fritz, & Shamma, 2010). However, there 

are several distinct characteristics of the starling that make it a good candidate 

for comparative study. First, starling hearing sensitivity across frequencies 

appears quite similar to humans (Dooling, Okanoya, Downing, & Hulse, 1986). 

Both species have hearing that is quite sensitive across a wide range of 

frequencies, from about 300 Hz to 4,000 Hz. Crucially for studying pitch 

perception, there is behavioral evidence that starlings share similar basic pitch 

perception aspects with humans. For example, both species perceive the pitch 

of a tone even when it is missing its fundamental (Cynx & Shapiro, 1986). 

Thus, like humans, starlings perceive tone complexes with different spectral 

properties as having similar perceptual qualities when they share spacing 

between adjacent harmonics, which is quite similar to the human notion of 
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pitch perception. We also know that both despite these similarities, there are 

striking differences in the use of pitch height vs. relative pitch cues in 

recognition. Again, starlings are an interesting comparative system for 

studying these differences because much of the behavioral research 

investigating pitch perception in songbirds has been performed using operant 

training in starlings (e.g. Braaten & Hulse, 1991; Hulse & Cynx, 1985). 

European starlings (sturnus vulgaris) are a particularly well-suited species for 

studying the role of pitch cues since many behavioral studies have 

investigated their pitch perception abilities (e.g. Braaten & Hulse, 1991; Hulse 

& Cynx, 1985; Hulse, Bernard, & Braaten, 1995). 

I introduce two of the relevant differences between humans and 

songbird pitch perception here: relative pitch, and octave equivalence. 

Relative pitch is the ability to attend to the intervals between adjacent pitches. 

Our ability to use relative pitch cues allows us to recognize a melody (e.g. 

“Happy birthday”) no matter what the starting note is, as long as all of the 

intervals between adjacent pitches are preserved. While humans are easily 

able to recognize melodies based on relative pitch, other species often seem 

to have great difficulty doing so. 

In a series of studies, Hulse and colleagues showed that European 

starlings, a species of songbird, were heavily biased toward ignoring relative 

pitch cues. For example, even after tens of thousands of training trials, they 

failed to learn to distinguish between ascending and descending tone 
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sequences, a task which is trivial for humans (Page, Hulse, & Cynx, 1989). 

Given a smaller set of training stimuli, they were eventually able to reach good 

recognition performance, but this fell to chance when the starlings were tested 

on pitch sequences that fell outside of the training range. The inability to 

generalize to untrained frequency ranges was even observed when subjects 

were trained on high and low pitch stimuli and tested on intermediate stimuli 

(Hulse & Cynx, 1985). Hulse called this finding the “frequency range constraint” 

and replicated it several times.  

In contrast, we compared starling subject’s ability to recognize pitch-

manipulated versions of natural starling song with their ability to recognize 

pitch-manipulated tonal melodies (chapter 2). While their ability to recognize 

pitch-shifted melodies was poor, replicating earlier studies, starlings performed 

well when recognizing pitch-shifted versions of conspecific song. These results 

could indicate that starlings do not use pitch in the recognition of natural song, 

but we were able to train them to distinguish between high and low-pitch 

versions of the same song excerpt. This suggests that pitch cues can be used 

by starlings in song recognition tasks, but they may flexibly be able to use 

other cues when they are available. 

We followed up on this study in a second experiment (chapter 3) that 

asked whether starlings can use timbre cues to recognize tone sequences 

with novel pitches. We hypothesized that if timbre cues could be used for 

recognition, starlings should be able to recognize novel pitch stimuli using 
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these timbre cues. Changes in pitch would be less disruptive to recognition 

since the secondary timbre cue would remain intact. The results from this 

study, however, suggest instead that songbirds (like many humans) have 

difficulty making use of pitch height cues if timbre is inconsistent. 

In addition to their difficulty using relative pitch cues in recognition, 

consistent evidence for octave equivalence has been elusive. In addition to 

pitch height, which allows us to order tones from low to high, human listeners 

recognize two notes an octave apart (e.g. 440Hz and 880Hz) as being 

members of the same pitch class (an “A” in this case). This equivalence has 

been observed in perceptual similarity experiments, where listeners rate 

pitches separated by an octave as more similar than those separated by a 

seventh, even though the latter are closer in fundamental frequency. Thus it 

has been proposed that human pitch space is arranged in a spiral or helical 

structure, where pitch class and pitch height exist as independent dimensions 

(Krumhansl & Shepard, 1979). It is important to recognize, however, that 

pitches from all octaves are not functionally equivalent—it is very difficult to 

recognize a melody when the constituent pitches are shuffled across several 

octaves due to the disruption in the melodic contour (Deutsch, 1972). 

In the animal behavior literature, octave equivalence was observed in 

Rhesus macaques when tested on human melodies but not on random tone 

sequences (Wright et al., 2000). However, octave generalization has not been 

observed in starlings, despite attempts to do so. We collected pilot data 
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consistent with a lack of octave equivalence by training two starling subjects to 

distinguish between four constant tones (600Hz-600Hz-600Hz-600Hz) vs. 

alternating tones (600Hz-700Hz-600Hz-700Hz). After training subjects to 

recognize these sequences in a 2-alternative-choice experiment, we then 

transferred them to sequences an octave or a tritone away from the training 

stimuli. If octaves are perceptually more similar, we would expect the transfer 

to stimuli an octave away to be less disruptive than the transfer to stimuli a 

tritone away. However, we found that both transfers severely disrupted 

performance and there was no difference between the amount performance 

was disrupted (Figure 1). Because of this lack of octave equivalence, there is 

little evidence for a similar helical organization of pitch similarity perception in 

songbirds and whether the pitch perception system is organized in a similar 

way remains a basic unanswered question in avian auditory perception. 
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Figure 1.2: Lack of octave equivalence in starling pitch perception. Horizontal 
axis shows number of 50 trial blocks relative to transfer to stimuli an octave 
(black) and a tritone (red) away from the training stimuli. In both cases, 
transfer is poor, with performance near chance after training. No difference in 
transfer ability between conditions was observed. 
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Weisman and colleagues trained chickadees and humans to make go vs. no-

go responses to single tones in alternating frequency bands. While the non 

absolute-pitch perceiving human listeners were able to modulate their 

responses for a single alternation, chickadees learned to alternate between go 

and no-go responses depending on the absolute frequency of the test tone. 

Taken together, lack of clear relative pitch perception or octave equivalence 

combined with enhanced pitch height discrimination suggest that the acoustic 

cues we perceive as pitch are processed quite differently in songbirds and 

humans. 

1.3 Pitch in the perception of natural signals 

The role of pitch in natural song recognition has not been extensively 

studied in songbirds. Songbirds use song as a communication signal in the 

wild for mate attraction, territorial defense and conspecific recognition. In some 

species, such as the veery, the pitch range of song notes is an important 

predictor for the elicitation of aggressive territorial displays  (Weary, Lemon, & 

Date, 1986). Sensitivity to the pitch content of song has been found in several 

species in both laboratory and field studies. 

Experiments investigating song production and perception suggest that 

relative pitch plays a role in the calls and song of some avian species 

(Weisman, Ratcliffe, Johnsrude, & Hurly, 1990; Christie, Mennill, & Ratcliffe, 

2004). In the wild, Chickadees shift the absolute pitch of their call, but 

preserve the relative pitch between the “fee” and “bee” notes (Shackleton, 
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Ratcliffe, & Weary, 1992). Few studies have investigated the role of pitch 

stability in song recognition. A recent operant study found that zebra finches’ 

song recognition accuracy decreased dramatically when pitch was shifted 

beyond what is naturally encountered. These subjects, however, maintained 

recognition performance in the context of expanding or contracting song 

length (Nagel, McLendon, & Doupe, 2010). 

In humans and other primates, fundamental frequency has been 

implicated as an important cue for individual identity and is thought to be 

important for conspecific recognition (Ey, Pfefferle, & Fischer, 2007). It is 

widely held that voice pitch is used as one cue for identifying talkers (Murry & 

Singh, 1980). Although human listeners are generally characterized as having 

limited absolute pitch perception, human pitch memory has recently been 

identified as more stable than previously thought in the context of highly 

familiar melodies (e.g. Schellenberg & Trehub, 2003). Although individual 

talkers use a range of fundamental frequency (f0) levels in speech, there is 

surprisingly little variability when reading words from a list (Deutsch, Henthorn, 

& Dolson, 2004). Tone language speakers, in particular, show little variability 

in production, with most Vietnamese and Mandarin Chinese speakers 

exhibiting less than 1 semitone pitch difference when reading words weeks 

apart.  

Although pitch may be a stable cue for individual identity, its role in our 

cognitive representation of speech has been little studied. For newly learned 
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voices, perceptual biases may be exaggerated so that lower pitch voices are 

remembered as lower than they actually are and high pitch voices are recalled 

as higher (Stern et al, 2007). This is consistent with perceptual biases for face 

recognition, where some faces are perceived as closer to prototypical or 

extreme exemplars. Very little prior research, however, has investigated 

memory for pitch in familiar or learned voices. Two early studies (Van Lancker 

& Kreiman, 1985; Van Lancker, Kreiman, & Emmorey, 1985) described 

participants’ ability to recognize voices of famous individuals that had been 

acoustically altered (including temporal reversal and rate change). Their 

results were highly variable, with recognition appearing extremely robust for 

some voices and quite brittle for others. They interpreted these results as 

indicating that the acoustic features used for voice identification vary among 

individuals and among voices. These studies did not explicitly investigate 

memory for the pitch of speech, and whether good long-term pitch memory 

exists in the context of speech perception is an open question. We begin to 

address the role of pitch cues in voice recognition in chapter 4, however much 

more work needs to be done. 

1.4 The role of comparative research 

First, it is important to clarify differences between a “model” organism 

and comparative study. Model organisms are often used in biology and 

neuroscience research because they enable research methods (e.g. 

transgenic manipulation or invasive single unite recording) to be used that are 
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not available in humans. In this research, other species (such as mice) are 

used because homologies in their anatomy allow researchers to translate 

findings to humans. In contrast, comparative study may be used to investigate 

species that are biologically quite different from one another. In this thesis, we 

investigate how both songbirds and humans use pitch information in 

processing sound. As we have discussed, songbirds and humans process 

pitch information in quite different ways, and this contrast can be used to 

better understand the ways in which pitch information can be used. Although 

they share vocal learning, these species diverged evolutionarily approximately 

300 million years ago, and vocal learning is thought to have emerged 

independently in both. 

Ethologists have examined specific behaviors (such as birdsong) to 

identify how an animal’s body and nervous system are specialized for this 

behavior. By studying a behavior that is closely connected to its evolutionary 

context, researchers can identify both common features and distinct properties 

across species. This kind of research can constrain the range of possible 

biological instantiations of a particular phenotype.  

Of particular interest to me, are the ways in which empirical 

comparative study of auditory perception across species can inform study of 

the evolutionary origins of speech and music processing. Several theoretical 

discussions of music evolution have emphasized the importance of collecting 

cross-species data to constrain debate about the evolutionary origins of music 
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(Fitch, 2006; McDermott & Hauser, 2005; Patel, 2010). Music presents an 

intriguing evolutionary puzzle, since it is ubiquitous in human cultures, but it 

does not have an obvious functional role in improving fitness. This puzzled 

Charles Darwin, who wrote “As neither the enjoyment nor the capacity of 

producing musical notes are faculties of the least direct use to man in 

reference to his ordinary habits of life, they must be ranked among the most 

mysterious with which he is endowed” (Darwin, 1871). By investigating how 

perception of pitch and timbre (two building blocks of music and of vocal 

communication signals) differs across species, I hope this work makes some 

contribution to the debate. 

1.5 Introduction to the thesis 

In the following chapters, I describe three studies developed to improve 

our understanding of how pitch cues are used by humans and starlings in 

auditory recognition. In the first experiment, we studied how recognition of 

conspecific signals changes when pitch is altered. We contrasted how pitch 

manipulation affected recognition of conspecific song with recognition of tone 

sequences. We observed robust recognition of pitch-shifted conspecific song 

but much worse recognition of tone sequence melodies that had been shifted 

by equal amounts. In a follow-up study, we asked whether sensitivity to 

sequences of timbre cues might be allowing recognition of natural song to 

remain high when pitch was manipulated. 
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In a third study, this time performed with human listeners, we 

investigated how differences in an individual’s language background 

contribute to their ability to recognize voices. We observed that bilingual 

individuals’ ability to recognize English voices (their second language) 

depended on when they began to learn English. Participants who learned 

English early in life were similar to English monolinguals in their ability to learn 

to recognize English voices. In contrast, late learners of English were slower to 

learn these voices. 

Together, these studies address how acoustic cues are used in 

conspecific recognition, with a particular focus on pitch and timbre. 
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II. Stimulus-dependent flexibility in non-human auditory pitch processing 

 

Abstract 

Songbirds and humans share many parallels in vocal learning and 

auditory sequence processing. However, the two groups differ notably in their 

abilities to recognize acoustic sequences shifted in absolute pitch (pitch 

height). Whereas humans maintain accurate recognition of words or melodies 

over large pitch height changes, songbirds are comparatively much poorer at 

recognizing pitch-shifted tone sequences. This apparent disparity may reflect 

fundamental differences in the neural mechanisms underlying the 

representation of sound in songbirds. Alternatively, because non-human 

studies have used sine-tone stimuli almost exclusively, tolerance to pitch 

height changes in the context of natural signals may be underestimated. Here, 

we show that European starlings, a species of songbird, can maintain accurate 

recognition of the songs of other starlings when the pitch of those songs is 

shifted by as much as ±40%. We observed accurate recognition even for 

songs pitch-shifted well outside the range of frequencies used during training, 

and even though much smaller pitch shifts in conspecific songs are easily 

detected. With similar training using human piano melodies, recognition of the 

pitch-shifted melodies is very limited. These results demonstrate that non-

human pitch processing is more flexible than previously thought and that the 

flexibility in pitch processing strategy is stimulus dependent.
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1. INTRODUCTION 

Periodicity is a fundamental property of many natural sounds, and its 

perception, “pitch”, plays a central role in auditory processing in both humans 

and animals. Although humans are capable of using absolute pitch height in 

some auditory tasks, the intervals between sounds, referred to as “relative 

pitch”, are generally more important in sound recognition (Attneave & Olson, 

1971). In contrast, most animals are thought to rely primarily on absolute pitch 

for auditory recognition (Hulse & Cynx, 1985; Hulse, Cynx, & Humpal, 1984; 

Page, Hulse, & Cynx, 1989). These comparative studies have focused almost 

exclusively, however, on stimuli constructed from sine-wave tones. Here, 

using songbirds as a model, we contradict this prevailing view by showing in a 

series of studies that non-human pitch processing strategies are flexible and 

stimulus-dependent. Over similar ranges of shifts in absolute pitch, recognition 

of conspecific songs is maintained, but recognition of tonal melodies is quite 

poor.  

Among normal adult humans, the ability to reliably recognize pitches 

without an external reference is rare. Even musically trained individuals with 

excellent relative pitch often cannot provide an accurate note label (i.e. C, F#) 

for individual pitches (Ward, 1999). Among the general population 

approximately 1 in 10,000 (Ward, 1999) have this ability, known as musical 

absolute pitch (musical AP). In this paper, we use the term absolute pitch not 
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to refer to this music-specific form of note recognition, but to memory for pitch 

height, which corresponds to the fundamental frequency of a sound. 

Long-term memory for pitch height appears to be common, even 

among individuals without musical AP (Schellenberg & Trehub, 2003). For 

example, when asked to hum or sing a very familiar song, the median of the 

distribution of people’s starting pitches is broad, but centered close to the 

original source (Levitin, 1994). Likewise, many individuals without musical AP 

can correctly identify when versions of familiar television theme songs are 

transposed from their original pitch (Schellenberg & Trehub, 2003). 

Furthermore, musically untrained listeners (without AP) can identify whether a 

dial tone is at the correct pitch, too high or too low, even though they don’t 

possess musical AP and are unable to attach specific pitch labels to the notes 

they recognize or produce (Smith & Schmuckler, 2008).  

A widespread feature of human pitch perception is that humans easily 

recognize two sequences of notes as the same melody if the relationship 

between pitches is preserved, even if all of the pitches are different (Attneave 

& Olson, 1971; Dowling & Harwood, 1986). This ability is known as relative 

pitch, and is observed even in infants (Plantinga & Trainor, 2005). But the 

ability to recognize sounds independent of their absolute frequency content is 

more general in human cognition. Normal listeners have no difficulty 

understanding the same word spoken by two different individuals, even in a 

tonal language, because it is the pitch contour and relationship between 
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pitches rather than the absolute frequency of words that are used to convey 

lexical and intonational meaning (Ladd, 2008).  

Examples of relative pitch perception among non-human animals are 

rare. In fact, outside of human music perception, the only documented cases 

of relative pitch perception involve recognizing a single interval (Hurley, 

Ratcliffe, & Weisman, 1992; Shackleton,  Ratcliffe, & Weary, 1992; Weisman, 

Ratcliffe, Johnsrude, & Hurly, 1990; Yin, Fritz, & Shamma, 2010). Relative 

pitch plays a role in the calls and song of some avian species, but again only a 

single interval between two notes has been implicated (Weisman, Ratcliffe, 

Johnsrude, & Hurly, 1990; Christie, Mennill, & Ratcliffe, 2004). For example, 

chickadees shift the absolute pitch of their song but preserve the relative pitch 

between two notes (Shackleton, Ratcliffe, & Weary, 1992). Recognizing a 

sequence of three or more pitches by the configuration of their intervals has 

not been reported in any of these cases. Rhesus monkeys do appear to 

recognize transposed tonal melodies, but only when transposed by octaves, 

not by 0.5 or 1.5 octaves (Wright, Rivera, Hulse, Shyan, & Neiworth, 2000). 

Previous laboratory studies support a diminished role for relative pitch 

processing in songbirds and suggest instead that absolute pitch height 

processing is the dominant strategy (Cynx, 1995; Hulse & Cynx, 1985; Hulse 

& MacDougall-Shackleton, 1996; Page, Hulse, & Cynx, 1989; Weisman et al., 

1998, Weisman et al., 2010; Nagel, McLendon, & Doupe, 2010). In a striking 

example of their limitation using relative pitch cues, European starlings never 
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successfully learned to recognize ascending and descending tone sequences 

within a large stimulus set even after 10,000 to 30,000 training trials (Page, 

Hulse, & Cynx, 1989). Failure to learn this recognition suggests an inability to 

use relative pitch when absolute pitch cues were not informative. Recognizing 

whether a tone sequence is ascending or descending would be trivial for most 

human subjects.  

If a smaller stimulus set is used, starlings eventually learn to recognize 

ascending and descending tone sequences after many trials. However, when 

presented with stimuli outside of the pitch range used during training, subjects 

took as long to learn to accurately recognize the new stimuli as they did to 

learn the original stimuli (Hulse & Cynx, 1985; Cynx, 1995). Indeed, in all 

cases where pitch generalization has been observed, it is constrained by the 

absolute pitch range of the training examples (Hulse & Cynx, 1985; Cynx, 

Hulse, & Polyzois, 1986). Hulse termed this property the “frequency range 

constraint”.  

In contrast to their deficit recognizing stimuli on the basis of relative 

pitch, many species accurately use absolute pitch height cues. Several bird 

species, including zebra finches and chickadees perform well in pitch range 

discrimination studies (e.g. Weisman et al., 1998; Lee, Charrier, Bloomfield, et 

al., 2006). In fact, these studies have repeatedly observed better encoding of 

pitch height than is observed in most humans (Weisman et al., 2010). Zebra 

finches (Taeniopygia guttata) are also able to detect mistunings in harmonic 
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complexes with lower thresholds than humans, suggesting that they have very 

fine-grained pitch perception abilities (Lohr & Dooling, 1998). Thus, although 

songbirds can use both relative and absolute pitch cues for recognition, their 

ability to use relative pitch appears to be very limited, secondary to absolute 

pitch cues, and to require extensive training. 

Does the observed bias toward absolute pitch cues in tone sequence 

recognition reflect general perceptual limitations in the ability to recognize 

stimuli shifted in pitch? To investigate this question, we studied pitch flexibility 

in a series of recognition tasks by European starlings, where a detailed set of 

prior experiments has established a bias toward absolute pitch cues in tone 

sequence recognition. We examined whether starlings continue to recognize 

their own species’ song in the context of changing pitch. Are they committed to 

absolute pitch as a recognition cue, or are they more flexible?  

We conducted operant training experiments using stimuli derived from 

conspecific song. In the first experiment, we trained two groups (of four 

subjects each) to recognize conspecific song excerpts. The first group learned 

to recognize songs that were always played at the same pitch, so that 

absolute frequency cues were useful for song recognition. The second group 

was trained with the same set of songs shifted to cover a range of absolute 

pitch levels. After training, we tested their ability to maintain recognition 

performance with these songs at novel pitch levels. In a second experiment, 

we tested whether two subjects could explicitly use pitch height cues in the 
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context of song recognition by training subjects to recognize high pitch and low 

pitch versions of the same song, and then measuring recognition of songs at 

intermediate pitches. As a control, we also trained three starlings to recognize 

two tonal melodies, and then tested the generalization of this learned 

recognition to pitch shifted versions of the same melodies. 

2. METHODS 

2.1. Subjects 

 Eleven European starlings (Sturnus vulgaris) of unknown sex served 

as subjects in these experiments. Previous operant song recognition studies 

(e.g. Gentner et al. 2000) have not revealed any measurable behavioral 

differences in performance between male and female subjects. All subjects 

were captured as adults in Southern California between 2008 and 2010. After 

capture, subjects were housed in a mixed-sex aviary. The photoperiod in both 

the aviary and experimental apparatus corresponds to local sunrise and 

sunset times. All procedures were conducted as part of a protocol approved by 

the UCSD Institutional Animal Care and Use Committee.  

Eight subjects participated in experiment 1 (recognizing pitch shifted 

song). Two of these subjects, as well as an additional naïve animal 

participated in experiment 3 (transposed melody recognition). Two naïve 

animals participated in experiment 2 (absolute pitch song recognition).  
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Figure 2.1: (a) Schematic of operant panel used for behavioral training. (b) 
Spectrograms of two sample stimuli showing an example of logarithmic song 
shifting using phase vocoding.  The spectrogram on the right represents a 
sound that has been pitch shifted up by 34% relative to the sound depicted in 
the left spectrogram. 
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2.2. Apparatus 

Subjects were trained using a custom-built operant response panel 

(Figure 2.1a) housed inside a wire cage. This cage was placed inside a sound 

isolation chamber (Acoustic Systems). One side of the wire cage was modified 

to provide access to the operant panel. Each operant panel included three 

response ports spaced 6 cm apart. An infrared beam was used to detect 

pecks to the response ports, and a hopper accessible through the floor of the 

cage provided food reward. Stimuli were presented through a single full-range 

Radio Shack speaker mounted approximately 30 cm behind the response 

panel. A full-spectrum fluorescent bulb provided the lighting inside the 

apparatus. Custom software running on the Linux operating system presented 

stimuli, controlled lighting and food access, and recorded responses.  

 

2.3. Stimuli and Experiment Summary 

2.3.1. Experiment 1: Pitch-shifted consepecific song 

Eight subjects were trained to recognize excerpts of starling song. 

These subjects were divided into two training groups with four birds in each 

group. The first group was trained using four exemplars of starling song at 

original pitch (which we refer to as unshifted) while the second group was 

trained with 64 exemplars of song derived from the same four exemplars used 

in the first group, by pitch-shifting each exemplar up and down to 16 different 

pitch levels. Specifically, these 64 stimuli were constructed by phase vocoding 

each of the four song excerpts up to ±30% pitch shifts in increments of 4% 
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(training pitch levels were at ±2, ±6, ±10, ±14, ±18, ±22, ±26, ±30%). After 

training, subjects (in both groups) were tested on 32 novel pitch shifted song 

exemplars.  These exemplars were created by pitch-shifting each of the 

original four song exemplars up to ±40% (test pitch levels were at ±4, ±20, ±34 

and ±38%).   This testing allowed us to evaluate the degree to which shifts in 

pitch disrupted song recognition. Complete details regarding training 

procedure are described in section 2.4. 

To construct pitch-shifted stimuli, we used a phase vocoding algorithm, 

implemented in Matlab (e.g. Dolson, 1986) to shift the pitch of starling song 

while keeping the temporal patterning and the relative pitch between song 

notes unaltered (Figure 2.1b). Pitch shifting can be performed in two ways: 

additive (i.e. shifting the entire spectrogram in frequency) or multiplicative 

(multiplying spectral frequency by a fixed amount). Human pitch perception is 

logarithmic such that each doubling of frequency is perceived as the same 

interval (an octave). Hence multiplicative (or logarithmic) shifting preserves the 

perceived intervals between song notes. In this study we used logarithmic 

pitch shifting. Further details regarding the effects of phase vocoding are 

described in section 2.3.4. 

Source material consisted of four excerpts of starling song (14.8-15.0 

seconds in length). Song excerpts were recorded in sound isolation chambers 

in the laboratory from two adult males. Each male contributed 2 excerpts, and 

were not experimental subjects in the study. These excerpts were used to 

create two stimulus sets. The first set contained the four exemplars at natural 
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recorded pitch. The second set included 64 song exemplars, as described 

above.  In each case, the songs from one male were used as “go” stimuli, and 

songs from the other were used as “no-go” stimuli. The test stimuli consisted 

of 32 novel pitch-shifted song exemplars, as discussed above, and were the 

same for both training groups. For subjects trained using 4 exemplars, all test 

stimuli were from outside the training pitch range. For subjects trained using 

shifted song, test stimuli were both from within the training range (within ±30% 

of the source recordings) and outside the training set (between ±30% and 

±40% relative to the source recordings). 

2.3.2. Experiment 2: Absolute pitch recognition stimuli 

To investigate whether subjects can attend to the absolute pitch of 

conspecific song in the context of a recognition task, we trained 2 subjects to 

recognize song when absolute pitch is the only available cue. In a 2-

alternative-choice (2AC) procedure, subjects were trained to make a left 

response to a downward pitch-shifted song exemplar and a right response to 

upward shifted versions of the same exemplar. Four training stimuli were 

constructed from a single excerpt of starling song. Two corresponded to -24% 

and -28% pitch shifts relative to the original recording; the other two were 

shifted by +24% and +28%. After learning to recognize upward and downward 

shifted songs, the subjects were tested using 11 exemplars equally spaced 

between -20% and 20% in increments of 4% relative to the source recording.  

2.3.3. Experiment 3: Pitch-shifted melodies 
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To investigate the effect of shifting pitch on melody recognition, we 

trained 3 subjects to recognize the opening phrases of two human melodies, 

“Oh! Susanna” (3.97 seconds, 14 notes, mean 463 Hz, no-go response) and 

“London Bridge” (3.78 seconds, 11 notes, mean 368 Hz, go response) 

synthesized using a midi piano timbre. Each song was altered so that all notes 

were the same length to remove rhythmic cues that could otherwise be used 

for recognition. After learning to recognize these melodies, subjects were 

tested using versions of the learned melodies transposed up and down by 1-3 

semitones as well as up by 6 semitones and 12 semitones (one octave).  

2.3.4. Phase vocoding 

 We used phase vocoding (implemented in Matlab) to create stimuli for 

experiments 1 and 2. Phase vocoding is an analysis-synthesis technique that 

can alter stimulus length while preserving spectral features, or can shift 

spectral features while preserving stimulus length (Dolson, 1986). Phase 

vocoding does slightly alter other stimulus features as well as pitch, as do all 

resynthesis techniques. The most common artifacts introduced by phase 

vocoding are transient smearing, where the attack envelope of rapid temporal 

features is smoothed, and “phasiness,” which imparts a slight percept of 

reverberation to the altered sound. Both of these artifacts are most prominent 

at large shift amounts greater than ±30% (Laroche & Dolson, 1999). As one 

way of measuring possible signal changes due to phase vocoding, we 

measured differences in signal entropy  (Tchernichovsky et al., 2000) and 

found no systematic increase in entropy when pitch was shifted away from 
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natural pitch1. A priori, we would expect any artifacts introduced by phase 

vocoding to make song more difficult to recognize as it is shifted away from 

natural pitch. Because our main result demonstrates robust recognition of 

pitch-shifted song, any artifacts introduced by phase vocoding would likely 

weaken, not strengthen this result. 

2.4. Behavioral training procedure 

Each subject was trained and tested using one of two procedures: go-

nogo (GNG, experiments 1 and 3) or 2-alternative-choice (2AC, experiment 2). 

We used a 2AC procedure for experiment 2 because, although it is slower for 

subjects to learn, it allows robust interpretation of responses to ambiguous 

stimuli when response rates tend to be low. For all subjects, the operant 

training procedure was separated into four sessions: shaping, stimulus 

recognition training, transfer, and stimulus recognition testing. 

2.4.1. Shaping 

To become familiar with the operant device, subjects are first cued with 

a flashing LED to peck the center response port to receive four seconds of 

access to the food hopper. After reliably pecking and obtaining food reward on 

100 trials, subjects complete several hundred trials where they must peck to 

                                            

1 Measured entropy was 3.20 ± 1.59 for original pitch vs. 2.86 ± 1.55 for -20% 

shifted song and 3.59 ± 1.47 for +20% shifted song (mean ± standard 

deviation). 
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obtain reward without a visual cue. Complete details of the shaping procedure 

are described in other studies (Gentner, 2008). 

2.4.2. Stimulus recognition and transfer training 

During stimulus recognition training, a peck to the center response port 

initiated a trial and a stimulus was played from a speaker located behind the 

operant panel. After stimulus playback, a 4 second response window began, 

and pecks to the response ports during this window were recorded. For GNG 

training, a peck to the center response port following a “go” stimulus was 

immediately rewarded by two seconds of food access. A peck to the center 

response port following a “no-go” stimulus was immediately punished by a 

period (5-30 seconds) during which the cage lights were extinguished and a 

trial could not be initiated.  

For 2AC training, after stimulus playback subjects pecked either the left 

or right response ports. Each response was rewarded if the correct response 

port for a given stimulus was pecked and was punished when the incorrect 

port was pecked. 

No responses were recorded or reinforced after the 4-second response 

window ended and once the response window elapsed, the trial ended with 

neither food reward nor lights out punishment. After each trial, there was a 2 

second inter-trial-interval during which a trial could not be started. When 

stimulus recognition performance reached a d-prime of 2 and did not increase 

in each of three consecutive blocks (1 block = 100 trials), subjects were 

transferred to the next training session. 
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During the transfer training session, experimental trials and stimuli were 

identical, but food reinforcement and punishment were reduced to occur 

randomly on 60% (instead of 100%) of trials. On the remaining 40% of trials 

where responses were made, the subjects were not reinforced with either food 

or a lights out period. 

2.4.4. Stimulus recognition testing  

During test sessions, two stimulus sets were presented simultaneously. 

Presentation of learned stimuli occurred on 80% of trials, and responses to 

these stimuli continued to be reinforced on 60% of these trials (as during the 

transfer block). On the other 20% of trials, novel test stimuli were presented. 

Reinforcement of test stimuli was random: responses resulted in a food reward 

on 10% of trials, a time-out on 10% of trials, and no reinforcement on the 

remaining 80%. Test trials with no response were never rewarded or 

punished. Test stimuli were used to observe the subject’s classification of 

novel stimuli within the context of the classification task learned during 

training. Consistent recognition of the novel test stimuli provides good 

evidence of generalization. 

2.4.5. Data analysis 

We evaluated subject’s performance using d-prime (d’) as a 

measurement of recognition, calculated as the difference in z-scores between 

the hit rate and false alarm rate (Green & Swets, 1989). D-prime is appropriate 

when response rate varies, and reflects both the correct responses to go 

stimuli and the false responses to no-go stimuli. Although statistically the 
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threshold for above chance performance depends on response rate, d-prime 

values greater than one can be used as a heuristic to reflect good recognition 

performance. Where mean d’ values are reported, we also report the standard 

error of the mean. All statistical tests were conducted with an alpha level of 

0.05. 

To evaluate whether an individual subject’s performance was above 

chance, we calculated the 95% confidence interval for a chance d-prime value. 

D-prime at chance is always zero, but its variance at chance depends on both 

response rate and block size. Using a Monte Carlo simulation with 10,000 

samples, we generated a simulated distribution of d-prime values for an 

animal that responds randomly with the observed response rate. The reported 

95% confidence interval for chance performance was estimated using this 

distribution. Where recognition performance for groups of subjects is reported, 

we estimated the 95% confidence interval using the mean response rate of the 

group. 

To characterize pitch generalization functions, we fit Gaussian functions 

to the group mean recognition performance to estimate at what pitch shift 

recognition would fall below chance. These functions are of the form: 

 

y = Ae
�(x�µ)2

2�2
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These estimates are descriptive, are used for comparison, and do not imply 

that the generalization is Gaussian in nature. We used these Gaussian models 

although we recognize this is only one of many possible analytic approaches. 

 To evaluate whether pitch generalization depended on training, we 

used the sigma parameter from the Gaussian functions fit to each subject’s 

individual generalization curve. We used a Wilcoxon rank sum test to evaluate 

the differences in curve width between the training groups. Larger sigma 

values correspond to wider generalization curve widths and hence better 

recognition of pitch-shifted songs. 

 

3. RESULTS AND DISCUSSION 

3.1. Starlings rapidly learn to recognize pitch-shifted song 

In experiment 1, we trained 8 subjects to recognize excerpts of starling 

song. Four subjects learned 4 unshifted training exemplars, and the other four 

subjects learned 64 shifted exemplars. Recognition accuracy improved rapidly 

with training, with subjects reaching a d-prime of 1 in an average of 6 100–trial 

blocks when trained on the unshifted stimulus set, and 10 blocks when trained 

on the shifted stimulus set (Figure 2.2). After 10 blocks of training, recognition 

performance reached a mean d-prime of 1.87 ± 0.33 for unshifted training 

subjects and 1.07 ± 0.47 for shifted training subjects and this difference was 

not statistically significant (ranksum=13, n=8, p=0.200). Likewise, recognition 

accuracy increased over the course of training at similar rates for both groups 
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(F=11.08, p<0.001 main effect of learning; F=0.91, p=0.5523 learning x group 

interaction, rmANOVA). Both groups received similar amounts of training  
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Figure 2.2: Acquisition performance for two groups of subjects. Recognition 
performance (d’) is plotted over time, measured in blocks of 100 trials. Each 
group has four subjects and performance is shown as group mean ± group 
standard error. 
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(unshifted training subjects: mean 37 blocks, range 15-71; shifted training 

subjects subjects: mean 36 blocks, range 18-69). 

In operant song recognition tasks it is common to observe a dramatic 

decrease in acquisition rate when the size of the stimulus set is increased 

(Page, Hulse, & Cynx, 1989; Wasserman & Bhatt, 1992). The small decrease 

in acquisition rate accompanying the 16-fold increase in stimulus set size 

suggests that the different pitch shifted song exemplars were not memorized 

as separate auditory tokens. Instead, subjects may have generalized across 

pitch-shifted versions of each song. Generalization to novel song exemplars 

may reflect the flexible use of pitch as one of several available cues. 

Alternatively, starlings may not use pitch at all during song recognition, in 

which case our stimulus manipulation would have been irrelevant. If pitch is 

not relevant, song may be instead be recognized through a combination of 

acoustic features, including those that are not disrupted by pitch shifting such 

as timbre and temporal modulations. In experiment 2, we directly address the 

issue of sensitivity to pitch cues in song recognition. 

Even if pitch plays little role in song recognition, rapid learning of many 

stimuli is inconsistent with a model of pitch perception that relies primarily on 

memorizing explicit, absolute pitch based, representations of song.  

Subjects trained with both shifted and unshifted song recognized novel 

exemplars shifted by amounts up to ±38%. Recognition performance for song 
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stimuli shifted to novel pitches (figure 2.3a) remained above chance for at 

least one subject at all tested shift amounts for those in the 4-exemplar group. 

Recognition performance for the 64-exemplar group was higher (mean d-

prime of 1.92±0.08) than for the 4-exemplar group (mean of 0.89±0.12). An 

ANOVA revealed statistically significant main effects of pitch level (F=5.05, 

df=7, p=0.00023) and training group (F=71.31, df=1, p<10-10). There was not a 

statistically significant interaction between pitch level and training group.  
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Figure 2.3: (a) Generalization performance for novel shifted song exemplars. 
Each subject’s recognition performance is plotted separately at each tested 
pitch shift. Subjects trained with 4 unshifted song exemplars are marked in 
black, subjects trained with 64 exemplars of pitch shifted song are marked in 
red. Mean recognition performance is indicated with the dashed line for each 
group. Points falling below the dotted horizontal line (all of which are part of 
the 4-exemplar group) correspond to those below the chance d-prime level of 
0.46 and are marked in grey. (b) Response rates do not vary as pitch levels 
are shifted. Colors correspond to figure 2.3a. (c) Gaussian functions depicting 
pitch generalization in  each subject. Colors correspond to figure 2.3a.  Note 
how the generalization curves for subjects trained with pitch-shifted song (red 
curves) show a greater width (sigma) than the curves for subjects trained with 
unshifted song. 
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In general, recognition performance decreased as stimuli were shifted 

further from natural pitch. This decrease, however, was more rapid for 

subjects trained with unshifted song than those trained with shifted song. In 

addition to containing more exemplars, the shifted stimulus set contains songs 

with more variation in pitch height than the unshifted set. Prior work in recall of 

human speech suggests that acoustic variability can enhance memory for 

words  (Nygaard, Sommers, & Pisoni, 1995). However, in word recognition 

tasks, performance decreased when trial by trial variability in the acoustic 

features of speech increased (Mullennix, Pisoni, & Martin, 1989). 

We fit a Gaussian function to each subject’s generalization performance 

and recorded the sigma parameter (see methods). The group trained with 

shifted song showed wider generalization (sigma = 26.39 ± 0.18) than the 

group trained with unshifted song (sigma = 21.12 ± 0.77) and this difference 

was statistically significant (ranksum = 10, n=8, p = 0.0286) (Figure 2.3c). This 

difference in generalization performance provides evidence that pitch is a 

relevant cue for song recognition. If song pitch were an irrelevant cue for 

recognition, we would not expect to find a difference in generalization between 

the two training groups. Generalization performance was not correlated with 

duration of training and thus uncorrelated with the number of exposures to 

each stimulus (r = -0.44, p=0.2730).  
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Improved generalization for the group trained with shifted song is 

consistent with research demonstrating improved generalization for subjects 

trained with varied stimuli that more fully characterize the test stimulus set 

(Greenspan, Nusbaum, & Pisoni, 1988). Furthermore, each of the test stimuli 

were closer in pitch to a training stimulus for the subjects trained with shifted 

song, so if starlings can tolerate a fixed shift amount before failing to recognize 

song, we would expect the generalization curve for those trained with shifted 

song to be wider. 

The worst performance was observed for stimuli shifted by –38%, 

where only 1 of the 4 tested subjects trained with unshifted song showed 

above chance recognition performance. It is interesting to note that although 

there was little difference in acquisition rate between the subject groups, we 

do find a difference in the shape of the generalization curves for downward 

shifted song. 

Although recognition performance decreased as song was shifted 

further from natural pitch, overall response rates (Figure 2.3b) remained nearly 

constant across the test stimuli. Mean response rates were higher for subjects 

trained with the shifted stimulus set (0.59 ± 0.02) than those trained with the 

unshifted set (0.43 ± 0.04). A 2-way ANOVA revealed a significant main effect 

of training group (64 vs. 4-exemplar, F=9.73, df=1, p=0.0030). There was no 

main effect of subject (F=0.72, df=7, p=0.6560) and no significant interaction 

between training group and shift amount (F=0.12, df=7, p=0.9969).  
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Previous studies using songbirds (including starlings) have observed 

dramatic decreases in recognition performance as pitch is shifted. In 

particular, they demonstrated that if pitch is shifted outside of the pitch range 

of the training stimulus, recognition performance falls to chance. In contrast, 

even in the case where subjects were only exposed to songs at a single pitch 

level during training, we observed good generalization performance for songs 

shifted up to ±20%. The subjects’ use of pitch cues appears more flexible than 

has been observed in previous studies that have investigated pitch perception 

using tone sequence stimuli. 

3.2. Subjects are sensitive to pitch differences in natural song.  

How does learned recognition generalize to novel pitch-shifted stimuli? 

Perhaps subjects hear and attend to pitch differences, but are able to flexibly 

use pitch as one of many song features for recognition when absolute pitch 

differences are not meaningful predictors of song identity. An alternative 

hypothesis is that starling subjects do not (or cannot) use pitch as a 

recognition cue for natural song stimuli.  

In experiment 2, we tested whether two subjects could use absolute 

pitch height cues for song recognition. We trained each subject in a 2-

alternative-choice task to respond left to “low” pitch stimuli (-24% and -28% 

relative to recorded pitch) and right to “high” pitch (+24% and +28%) 

manipulations of the same song excerpt. Both subjects learned this 

recognition task, reaching good performance (mean 89.1±1.67% correct, last 3 
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blocks) demonstrating that they can use absolute pitch height to classify song 

stimuli. This observation is consistent with previous studies that report 

excellent absolute pitch perception in songbirds using tone sequence stimuli 

(e.g. Cynx, 1995, Weisman et al., 1998). 

Testing two subjects using stimuli presented at intermediate pitches 

(Figure 2.4) produced responses consistent with subjects using pitch to 

recognize these songs. As stimulus pitch increases, there is a general trend 

toward a decreasing proportion of left responses. This suggests that under 

such circumstances, subjects are able to make use of absolute pitch cues to 

recognize natural song excerpts.  
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Figure 2.4: Generalization performance to novel stimuli after subjects were 
trained to recognize high absolute pitch and low absolute pitch versions of the 
same conspecific song stimulus. For each of two subjects (subject 1 in green, 
subject 2 in blue), solid lines indicate the proportion of responses that were 
made to the left response port (associated during training with low pitch 
stimuli). Dashed lines indicate the response rate for each test stimulus. 
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The response rate for both subjects was high to stimuli near the pitches 

of the training stimuli, but decreased dramatically in the middle of the pitch 

range. This low response rate is unsurprising because it is these stimuli that 

are most ambiguous with respect to the training stimuli (neither high nor low in 

pitch). A low response for intermediate stimuli is exactly what we would expect 

when song pitch is a strong perceptual cue. 

When absolute pitch is explicitly reinforced (as in experiment 2) 

subjects may use pitch as a primary recognition cue, but when pitch is 

uninformative and timbre is highly informative (as in experiment 1), they may 

use timbre exclusively. Although this possibility exists, it is unlikely that pitch is 

ignored completely, since generalization performance differed between groups 

trained with 64 vs. 4 song exemplars. If starlings were truly not using pitch at 

all in generalization, we might expect both groups to perform similarly when 

presented with novel pitch-shifted exemplars. 

3.3. Melody recognition is impaired by transposition.  

Since previous studies found dramatically different results using tone 

sequences, in experiment 3 we tested three starling subject’s ability to 

recognize pitch-shifted human melodies synthesized using a piano timbre. 

Subjects learned to recognize two melody excerpts (isochronous versions of 

“Oh! Susanna” and “London Bridge”) at fixed pitch, although acquisition was 

slower than for the previous birdsong recognition tasks. One subject required 
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74 100-trial blocks to reach d’>1 for two consecutive blocks. All subjects did, 

however, reach accurate performance (mean d’ last 10 blocks: 2.52±0.12). 

Subjects were then tested with melodies transposed 1-3 semitones, 6 

semitones and 12 semitones (one octave). Transposition resulted in 

dramatically decreased performance (Figure 2.5) with no subjects able to 

recognize the two melodies when shifted upward by 3 semitones 

(corresponding to an 18.92% pitch difference).  
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Figure 2.5: Generalization performance to novel pitch shifted human melodies 
after subjects were trained to recognize two fixed-pitch human melodies. 
Horizontal axis is pitch shift (in percent, not to scale) and semitones (in bold) 
and vertical axis indicates recognition performance in d’. Performance for 
training melodies is shown using open circles. Each subject’s performance for 
novel melody generalization is plotted separately (filled circles) and the upper 
95% confidence interval for chance performance is shown as a dashed line. 
Subjects falling below this line performed at chance. Recognition performance 
is not different than chance for any subject at 3, 6 and 12 semitones (one 
octave), and at -3 semitones only one subject’s performance was above 
chance. 

 

When compared directly with generalization performance for subjects 

trained with unshifted song exemplars, we observed worse generalization for 

melody stimuli. For example, whereas 3 out of 4 subjects trained with fixed 

pitch song stimuli accurately recognized song when shifted upward by 40%, 

no subjects recognized the melodies when shifted upward by 6 semitones (a 
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similar shift magnitude of 41.42%). Moreover, all subjects failed to recognize 

melodies when they were shifted by 3 semitones (18.92%). 

Qualitatively, we characterized the shape of the generalization by fitting 

a Gaussian distribution to the mean performance of all subjects as we did for 

pitch shifted song. For performing this fit, we used data points at -3, -2, -1, 1, 2 

and 3 semitones, converted to their corresponding values in percent. The best 

fit distribution had parameters A=0.81, mu = -1.11, sigma=11.65.  

For subjects trained with shifted song, the best Gaussian had 

parameters A=2.16, mu=4.98, sigma=55.75. For subjects trained with 

unshifted song, the best function had parameters A=1.53, mu=3.30, 

sigma=24.55.  

Using these distributions we estimated the pitch shift amount at which 

subjects would fall to chance when recognizing melodies. We used the upper 

95% confidence interval for chance d’ of .4477 based on a response rate of 

0.5 and a block size of 100 trials. Based on these estimates, subjects trained 

with unshifted song could tolerate a downward shift in conspecific song to -

35% before reaching chance while subjects trained to recognize melodies 

could tolerate a shift of -13% before falling to chance. This model also 

indicates that on average subjects could tolerate an upward shift of natural 

song of +42% before reaching chance, while only a +12% shift in melodic pitch 

sequences.  
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4. GENERAL DISCUSSION 

While humans maintain accurate recognition of words or melodies over 

large pitch height changes, songbirds and other non-human animals have 

often been characterized as having difficulty performing such tasks. Perhaps 

this reflects fundamental differences in the structure or flexibility of songbird 

auditory representations. Alternatively, because non-human studies have used 

sine-wave stimuli almost exclusively, tolerance to pitch height changes in the 

context of more natural signals may be underestimated. We have shown that 

European starlings, a species of songbird, can maintain accurate recognition 

of otherwise familiar conspecifics songs that have been shifted in pitch by as 

much as ±40%, even though the pitch-shifts within this range of generalization 

are easily discriminable. In contrast, control birds trained on a similar task 

using human piano melodies, showed very poor generalization to pitch-shifted 

versions of the same melodies. Together, these results demonstrate that non-

human pitch processing is more flexible than previously thought and that this 

flexibility in pitch processing is stimulus-dependent.  

Our demonstration that starlings are able to generalize accurate song 

recognition across a wide range of pitch-shifts may reflect a latent capacity for 

relative pitch processing that has simply been unexplored.  Alternatively, the 

songbirds may be able to easily ignore salient changes in pitch height in the 

presence of other invariant acoustic cues to recognition. Regardless, and 

although there may be major differences between species, it is important not 

to oversimplify these differences by characterizing non-humans as “absolute 
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pitch processors” and humans as “relative pitch processors”. It is only in 

humanly-constructed tone sequences that we observe dramatic differences 

between songbirds and humans. In more natural contexts, in which birds are 

tested with their species-specific song, our understanding of how pitch guides 

recognition is much more limited. 

Recognition of natural complex sounds is probably not tied exclusively 

to any single acoustic feature. Rather, pitch is one of many cues that can be 

integrated and weighted in the recognition process. Recent studies show that 

humans simultaneously integrate relative and absolute cues, even among 

listeners without AP (Schellenberg & Trehub, 2003; Smith & Schmuckler, 

2008; Creel & Tumlin, 2011). Prior research in songbirds has also 

characterized relative and absolute pitch cues’ simultaneous availability, 

though strong evidence for relative pitch use has been more elusive (Hulse et 

al., 1984; Hulse & MacDougall-Shackleton, 1996; Page et al., 1989). Although 

there remains little evidence for facile relative pitch processing in songbirds, 

this limitation should not be generalized to conclude that songbird auditory 

memories are based on representations that are inflexible in pitch. Indeed, 

lack of observation of a particular ability in non-human animals should not be 

interpreted as strong evidence of inability. 

Despite their difficulty recognizing pitch-shifted tone sequences, our 

studies demonstrate that starlings are able to recognize stimuli when their 

absolute pitch height varies widely. This raises two important points. First, 

starlings (and perhaps other songbird species) are not committed to absolute-
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pitch based representations for sound recognition. Second, as in humans, the 

processes underlying auditory recognition in other species may fundamentally 

depend on the stimulus. Therefore, it is problematic to move from studies 

using a single stimulus type (e.g. tone sequences) to general principles 

underlying sound recognition. This has important implications for 

neurophysiologists, who must use caution when studying higher-level auditory 

mechanisms using well controlled, but unnatural sine tone stimuli. 

4.1 Topics for future research 

Much research remains to be done, particularly to investigate how pitch 

is used as a cue in natural sound recognition. It is also important to continue to 

investigate the flexibility of pitch cues in songbirds and humans. Human pitch 

perception varies dramatically among individuals (AP possessors vs. non-AP 

individuals; musicians vs. non-musicians), varies with stimulus familiarity, and 

may vary over development. Studies in infants and young children suggest a 

bias toward absolute pitch cues, with a shift toward relative pitch cues in older 

children and adults (Saffran & Griepentrog, 2001; Stalinski & Schellenberg, 

2010, but see Platinga & Trainor, 2005). None of these topics have been 

extensively investigated in a non-human species. 

Several studies suggest a developmental transition in children that 

allows relative pitch information to act as a primary cue for recognition. This 

transition may be due to exposure to sounds (i.e. speech and music) where 

relative pitch plays a crucial role during development. There is no evidence for 

a similar developmental shift in songbirds, although, as we have mentioned, 
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there are no known cases where relative pitch (beyond the interval between 

two notes) plays a role in natural sounds. To test this hypothesis empirically, 

juvenile songbirds in the laboratory could be exposed to structured tone 

sequence stimuli where relative pitch was a relevant feature. Perhaps this 

exposure would improve generalization ability on transposed tone sequence 

recognition tasks. 

A recent operant study examined recognition of pitch-shifted song in 

zebra finches (Taeniopygia guttata), another songbird species. Zebra finches 

appear to only recognize pitch-shifted conspecific song within a narrow range 

of pitch shifts, and their performance decreases dramatically outside of the 

range of natural variation in song production, approximately 3-5% above or 

below natural pitch (Nagel, McLendon, & Doupe, 2010). Our results, in 

contrast, show that European starlings recognize species-specific songs that 

have been shifted to a wide range of novel pitches without explicit training. 

The difference between these results may be due to species differences in 

auditory perception. Another possibility is that starling songs are more easily 

identified using cues other than pitch. In this case, we might expect zebra 

finches to perform similarly to starlings if the task were repeated with starling 

song excerpts. Exploring the range of natural sounds for which starlings can 

generalize across pitch could provide insight to the cues being used. 

Previous studies have demonstrated that humans and songbirds use a 

multitude of acoustic features for recognition that are individually variable, 
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flexible and species or language specific. Field sparrows, for example, seem 

to use many acoustic features in conspecific recognition, but tend to weight 

invariant features rather than highly variable ones (Nelson, 1988). This 

hypothesis is consistent with starlings weighting pitch less strongly as a cue 

when it becomes highly variable. Human second language learners may have 

difficulty recognizing non-native phonemes because they lack sensitivity to 

important acoustic cues that are uninformative in their native language 

(Iverson, Kuhl, Akahane-Yamada, & Diesch, 2003). Even within a native 

language, attention to different acoustic cues can be modulated by the 

informativeness of features in different tasks. Greenspan et al (1988) showed 

that human listeners trained with speech synthesizers to recognize either 

words or sentences show no generalization across these domains. Likewise, 

Nygaard & Pisoni (1998) trained humans to extract relevant speech cues from 

either words or sentences of natural speech. When trained to attend to 

sentence-level cues, identification generalized only to words within sentences, 

not to isolated words. Acoustic cues used by learners predict some aspects of 

their learning success (Chandrasekaran, Sampath, & Wong, 2010). However, 

the most informative features do not entirely drive cue weighting—in some 

circumstances human listeners use certain acoustic cues even if others are 

more informative (Holt & Lotto, 2006). Thus, processing flexibility is not 

limitless.  

An important goal of our work is to develop the songbird as a 

neurobiological model of auditory perception. To do so, we need a rich 
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understanding of how humans and songbirds are similar and how they differ in 

their perceptual capabilities. Although prior work suggests that humans and 

songbirds exhibit large differences in pitch perception, our study encourages a 

more nuanced view. By altering their perceptual strategy to make use of the 

most salient and stable cues starlings have demonstrated a degree of 

flexibility in pitch processing that has not been previously observed in non-

human animals. This opens the door to comparative studies that more 

accurately capture the full range of avian pitch processing mechanisms. 
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III. Interaction of pitch and timbre in auditory recognition of a songbird 

3.1 INTRODUCTION 

The basic perceptual components that allow us to identify and 

recognize sounds are usually described as pitch, loudness, timbre, and 

duration. Of these, timbre remains the most difficult to characterize. Timbre is 

classically defined as the characteristics that allow two equal length sounds of 

the same pitch and loudness to be perceptually distinguished (American 

Standards Association, 1960). This is an unsatisfying definition, since it gives 

no indication what properties of the auditory signal account for differences in 

timbre perception. Several studies have used multidimensional scaling of 

human timbre similarity ratings to attempt to identify the acoustic dimensions 

underlying timbre perception (e.g. Grey, 1977; Krumhansl & Iverson, 1992; 

Miller & Carterette, 1975). From these studies, it is clear that timbre perception 

is multidimensional, and that both spectral and temporal cues play a role. 

Colloquially, timbre is described as what allows a listener to distinguish a 

piano from a trumpet even when they are playing the same note. 

Despite the classic definition describing timbre and pitch as two 

perceptual components of sounds, human listeners do not perceive them 

independently. Even in single tones, subjects are often unable to attend to the 

pitch or timbre of a tone without being influenced by the other cue (Krumhansl 

& Iverson, 1992; Melara & Marks, 1990). In a dramatic example of how pitch 
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and timbre cues are intertwined, Pitt & Crowder (1992) asked listeners to 

determine whether two tones had the same or different pitch, ignoring any 

timbre differences. Although 90% accurate when recognizing tones of the 

same pitch and timbre, they were able to correctly identify two sounds as 

being of the same pitch when they differed in timbre just 42% of the time. 

Timbre is most often operationalized as instrument, and musicians, who 

presumably have more exposure listening to instruments playing at different 

pitches, are dramatically better at perceiving pitch and timbre independently. 

In a 4-alternative choice task with two tones presented (no change, pitch 

change, timbre change, both change), non-musicians reported that both pitch 

and timbre had changed 26% of the time when in fact the pitch had remained 

constant and only the timbre changed (Pitt, 1994). Musicians, however, made 

this error just 2% of the time. This was true even though the two timbres 

(piano vs. trumpet) were easily discriminable by non-musicians. Timbre can 

also influence performance in tasks where pitch alone should be sufficient—

melodies are remembered more readily when presented with a vocal timbre 

than an instrumental one (Weiss, Trehub, & Schellenberg, 2012). These 

experiments demonstrate that timbre may not be independent of pitch, 

especially among individuals without extensive experience making pitch and 

timbre judgments.  

How strongly is independence of pitch and timbre cues tied to exposure 

to human music? Do the concepts of pitch and timbre have relevance for non-
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human listeners without exposure to human music? Perhaps in other species, 

or in individuals with experience where musical timbre is not contrastive, pitch 

and timbre cues would be intertwined and inseparable from a more general 

awareness of spectral shape. 

3.1.1 Timbre and pitch perception in songbirds 

Songbirds provide an intriguing comparative model for auditory 

perception and recognition. They have a highly complex learned vocal 

communication system, but no explicit experience separating sounds by the 

categories that we refer to as pitch and timbre. Prior research in songbirds has 

mostly focused on pitch perception, and from this work we know that while the 

basic psychophysics of songbird and human pitch perception appear similar, 

they differ in their ability to use pitch cues in some cognitive respects. After 

training with harmonic tone complexes, humans and European starlings (and 

likely other songbirds) correctly recognize complex tones with the fundamental 

removed. Both species generalize to recognize tone complexes consisting of 

only the upper harmonics of a sinusoidal training stimulus (Cynx & Shapiro, 

1986; Schouten, Ritsma, & Cardozo, 1962).  

Despite these similarities, there are contexts in which pitch perception 

appears quite different among species. There is little evidence in songbirds for 

octave equivalence, the perception of fundamental frequency doublings as 

part of the same perceptual class (Hulse, Takeuchi, Braaten, & Hulse, 1992). 

This is important, since octave equivalence is one of the basic equivalences 
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that structures perceptual pitch space in human music. Another dramatic 

difference in pitch perception between songbirds and humans is in their ability 

to make use of relationships between sequences of pitches. In a series of 

experiments, Hulse and colleagues showed that European starlings have 

difficulty making use of relative pitch cues in operant training experiments, 

most often appearing to rely on a veridical representation of the absolute pitch 

of the stimuli (Braaten, Hulse, & Page, 1990; Page, Hulse, & Cynx, 1989).  

However, recent work in starlings suggests surprising flexibility when 

recognizing pitch-shifted excerpts from conspecific song (Bregman, Patel, & 

Gentner, 2012). Starlings were able to consistently recognize song excerpts, 

even when shifted by 20-40 percent. In contrast, similar manipulations were 

very disruptive of piano tone melody recognition. One hypothesis for their 

good performance on pitch-manipulated song is that starlings are able to 

recognize song based on how the spectral shape changes over time, which is 

relatively stable even when pitch is altered. Though we presented evidence 

that starlings can use pitch cues alone in conspecific song recognition, it was 

unclear whether they were doing so when the songs were shifted. An 

alternative is that the starlings were flexibly adapting to use spectral shape 

(timbre) cues instead, which were presumably more stable across pitch. 

Conceptually, song recognition may be more like voice recognition than 

melody recognition—pitch is less important than spectral filter characteristics 

that are relatively stable even when the pitch of an individual’s voice changes. 
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Starling song varies dramatically in timbre, from narrow-band “whistle” 

components to regularly spaced broad band clicks that form “rattle” motifs and 

so attending to sequences of spectral shape cues could provide an excellent 

recognition cue (Eens, Pinxten, & Verheyen, 1989). The Handbook of British 

Birds evocatively describes starling song as a “lively rambling melody of 

throaty warbling, chirruping, clicking and gurgling notes interspersed with 

musical whistles and pervaded by a peculiar creaking quality” (Witherby, 

Jourdain, Ticehurst, & Tucker, 1943). In this experiment, we operationalize 

spectral shape as timbre, and test how starlings use pitch and timbre cues for 

recognition. To investigate this issue, we conducted an operant training 

experiment with starling subjects using stimuli that could be recognized using 

either pitch or timbre cues. In a series of experiments, we then explored the 

role of each cue. 

Very little is known about timbre perception in songbirds. The few 

studies that have been done have used European starlings. After learning to 

discriminate between tone complexes with the same fundamental frequency, 

starlings transferred this knowledge to other fundamental frequencies (Braaten 

& Hulse, 1991). An extension to this study used harmonic complexes based 

on musical chords. In this study, starlings successfully transferred to novel 

chords based on their spectral structure—perhaps attending to “consonant” vs. 

“dissonant” qualities of the chords (Hulse, Bernard, & Braaten, 1995). While 

these studies suggest that starlings are sensitive to spectral structure beyond 
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the fundamental frequency of a sound, they do not determine whether 

starlings hear timbre similarly to humans. 

Can starlings recognize sounds on the basis of timbre even if pitch is 

unstable? Perhaps, like human non-musicians in some contexts they may 

hear both pitch and timbre as part of a unified perception of spectral features 

that are not independent of one another. In this case, they would have 

difficulty using one cue if the other changes. In this experiment, we compare 

the performance of starlings and humans on an auditory sequence recognition 

task where both pitch and timbre are relevant cues and investigate how 

acoustic manipulations affect their performance. 

3.2 EXPERIMENT 1 

3.2.1 Subjects 

Five wild-caught European Starlings (sturnus vulgaris) of unknown sex 

were tested. Previous operant studies using starlings have not found sex 

differences in similar auditory recognition tasks (Gentner, Hulse, Ball, & 

Bentley, 2000). All subjects were caught in Southern California during the 

spring and summer of 2011. At the time of the study, all animals had full adult 

plumage. No subjects had previously been used in other tasks or had prior 

exposure to experimental stimuli. Before beginning experimental training, 

subjects were housed in a large mixed-sex aviary.  

3.2.2 Stimuli 
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Stimuli were generated from sequences of four complex tones 750ms in 

length. These sequences were constructed by MIDI synthesis as 16 bit 44.1 

KHz wave files using the built-in Quicktime midi synthesizer in Mac OS 10.6. 

Each of the stimulus sets used during training and testing are described in 

detail. 

Training stimuli: Training stimuli were 3 ascending and 3 descending 

tone sequences, each four notes long (depicted in Figure 1B). Each sequence 

ascended and descended in steps of 2 semitones. The lowest ascending 

training stimulus started on Bb4 (Midi note 70, 466.16 Hz), and continued to 

C5 (72, 523.25 Hz), D5 (74, 587.33 Hz), and E5 (76, 659.26 Hz). The 

corresponding descending stimulus used the same pitches in reverse order, 

starting at E5 and ending at Bb4. The other two ascending stimuli started on 

C5 and D5, ending on F#5 and G#5 (830.61 Hz) respectively, while 

descending stimuli used the same pitches in reverse order. 

Training stimuli also followed a characteristic sequence of timbres, so 

that ascending stimuli followed one ordering of four timbres and descending 

stimuli followed a different ordering of the same four. All timbres were 

synthesized using a general MIDI synthesizer (Apple Quicktime). Ascending 

sequences were associated with timbres (in order): oboe, sung “aah” formant, 

muted trumpet, square wave. Descending sequences included timbres: muted 

trumpet, oboe, square wave, “aah” formant. All sequences were normalized to 

a mean power of 65dB. 
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Novel pitch test: Novel test stimuli were synthesized with the same 

pitch intervals and the same timbre sequences as the training stimuli but 

starting at pitches not heard during training. The ascending novel stimuli 

started at Bb3, D3, F#3, A4, B4, C#5, F5, G5, and Bb5. Hence sequences 

starting at B4 and C#5 lie between two training stimuli, but were never heard 

during training, while the other test stimuli lie partly or entirely outside of the 

training frequency range. 

Piano (novel timbre): To test the ability to transfer recognition of 

sequences based on the pitch content of the training stimuli, we synthesized 

ascending and descending tone sequences using piano tones. These tones 

used a timbre that was not heard during training, but matched the pitches of 

the training stimuli. 

Noise vocoding To eliminate the availability of pitch cues while 

retaining changes in spectral shape over time, we created noise vocoded 

versions of the training stimuli. Noise vocoding is a sound resynthesis 

technique that divides the spectrum into logarithmically spaced bands, 

computes the amplitude envelope for each of these bands and then applies 

the envelope to band-limited white noise. Qualitatively, noise vocoding sounds 

something like whispered versions of the original signal. Noise vocoding has 

been used in several studies to investigate the role of spectral shape cues in 

speech perception (Davis, Johnsrude, Hervais-Adelman, Taylor, & McGettigan, 

2005). Here, we use noise vocoding to ask whether, given reduced spectral 



	  

	  

73 

cues and no pitch information, starlings are able to use knowledge of spectral 

shape to recognize the timbre sequences they learned during training. 

We constructed noise-vocoded stimuli by dividing the original training 

stimuli signal into 16 logarithmically spaced frequency bands with the first 

band spanning 50Hz to 193Hz and the 16th band spanning 8865Hz to 

11000Hz. Stimuli were constructed using Praat software version 5.1.20 and 

saved as 44.1KHz 16 bit wav files1. After synthesis, the mean power of each 

noise vocoded stimulus was normalized to 65 dB. 

3.2.3 Procedure 

Each subject was trained and tested in four phases: shaping, 

recognition training, recognition testing, and novel stimulus transfer. All 

experiments were conducted using a two-alternative choice operant training 

procedure. Further details on the operant training are provided in other 

publications (e.g. Bregman et al., 2012; Gentner, 2008). Here, we briefly 

describe the training and testing procedures. Each subject was put in a noise 

isolation chamber with access to an operant panel (Figure 1A). During training, 

the lights in the isolation chamber were cycled corresponding to local sunrise 

and sunset and subjects were free to initiate trials when the lights were on. 

Subjects did not leave the isolation chamber during the experiment. Water was 

freely available, and animals were not fed except when earning a food reward 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1	  Noise vocoding script by Holger Mitterer, available at 
http://uk.groups.yahoo.com/group/praat-users/message/2463 
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after completing experimental trials.  All procedures were completed as part of 

a protocol approved by the UCSD Institutional Animal Care and Use 

Committee. 

Shaping During shaping, each subject was trained to obtain food from 

a hopper (see Figure 1A) by pecking the center response port. After 

successfully pecking this port 100 times, they were trained to peck the center 

port and then to peck a flashing light cueing either the left or right response 

port to obtain food. On each shaping trial, the left or right response port was 

cued at random. After the subject pecked the correct port, they were fed. Each 

subject completed several hundred trials pecking the left and right response 

ports. 

Recognition training After shaping, subjects were trained to associate 

ascending stimuli (with the characteristic timbre sequence, see stimuli) with 

the left response port and descending stimuli with the right response port. On 

each training trial, a peck to the center response port initiated playback of a 

randomly selected training stimuli from a speaker behind the operant panel. 

After stimulus playback was complete, pecks to the left and right response 

ports were recorded for two seconds. If no response was made within two 

seconds, the trial ended with no response. 
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Figure 3.1: (a) A schematic of the operant panel used in experiment 1. Three 
response ports, the food hopper and playback speaker are labeled. (b) 
Schematic of the 6 training stimuli used in experiment 1. Numbers in each box 
refer to the midi note number and color refers to the instrument timbre used. 
Each of 3 ascending and 3 descending stimuli are connected with black lines. 
(c) Acquisition data depicting the learning rate for each of the five subjects 
trained in this study. All subjects reached good performance (over 90 percent 
correct). 

 

 

If the subject pecked either the left or right response port within 2 

seconds of the stimulus end, the response was reinforced. If the response was 

incorrect (i.e. a left response to a descending stimulus) the lights in the 

operant chamber were turned off for 10-20 seconds, serving as a punishment. 
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If the response was correct, LEDs in all three response ports blinked for one 

second as a visual reinforcement cue, followed by two seconds of food access 

from the hopper. We included both forms of reinforcement so that we could 

later reinforce correct responses visually without providing food rewards. To 

improve performance and increase the number of trials performed, we 

transitioned each subject to a fixed-ratio reinforcement schedule. On the fixed-

ratio schedule, subjects were only fed if they responded correctly to a fixed 

number of consecutive trials. Responding incorrectly or failing to respond 

would reset the count of correct trials. On trials where subjects responded 

correctly but were not fed, we continued to provide secondary reinforcement 

by flashing the response port lights. Over multiple days, subjects were 

transferred to a reinforcement schedule where they needed to make six 

consecutive correct responses to get a food reward. 

Recognition testing To test generalization to novel stimuli, we used a 

similar method to that described during training. On 66% of trials, subjects 

continued to hear training stimuli and were fed each time they responded 

correctly to six consecutive trials. On 33% of trials, novel test stimuli not heard 

during training were presented. On these trials, no reinforcement was provided 

after a response. Responses to novel trials were counted in the total number 

of consecutive correct responses. Subjects were fed, at soonest, on the next 

correct response to a training stimulus. Failing to respond reset the number of 
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consecutive trials so that six correct trials were again necessary before being 

fed.  

Transfer procedure A second approach to testing whether subjects 

are able to recognize novel stimuli is by transferring them to a novel training 

stimulus set (with reinforcement for correct and incorrect responses). If they 

are able to learn the novel set rapidly, this implies that they transferred learned 

features about the previous stimulus set to the novel stimuli. If, however, their 

recognition falls to chance and takes longer to recover, they were able to 

transfer little knowledge and need to learn the recognition task anew with the 

novel stimuli. One advantage to this approach (vs. the recognition testing 

approach outlined above) is that subjects are highly motivated to respond 

correctly since their food access is contingent on making correct responses. In 

this experiment, transfer data was collected after all generalization data. 

3.3 RESULTS AND DISCUSSION 

3.3.1 Recognition training 

We analyzed behavioral performance during training by measuring the 

proportion of correct trials in each 200 trial block. Only trials where subjects 

made a response were analyzed. All five subjects reached very good 

recognition performance (Figure 1B), achieving a mean of 91.75% correct 

(range: 87.7%-96.8%) in the last 200 training trials. All subjects were able to 

reach 90% correct in two consecutive blocks, which took 60-142 training 
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blocks (mean=91.8 blocks). Final recognition performance prior to testing was 

uncorrelated with number of training blocks (r=0.48, p=0.41). 

3.3.2 Recognition test of novel pitched stimuli 

Our first hypothesis was that the timbre cues available in the training 

stimuli would enable starlings to generalize to recognize sequences at novel 

pitch levels if the timbre sequence was maintained. We presented training 

stimuli on 66% of trials, and on 33% of trials introduced sequences starting at 

novel pitch levels (see methods). 

Subject’s performance on training stimuli remained very high during 

testing (range: 87.2% to 97.0% correct, mean=93.7% correct). However, even 

a very small shift in the pitch of test stimuli dramatically reduced recognition 

performance. Average performance on novel pitch stimuli for each subject 

ranged from 45.4% to 58.4% correct, with a mean of 50.2% correct). Even on 

novel stimuli that were interleaved in pitch with the training stimuli, 

performance was poor (Figure 2A). These two interleaved stimuli (starting at 

B4 and C#5) had each pitch one semitone below and one semitone above 

training stimuli. Despite being adjacent in pitch, there was a dramatic decrease 

in recognition performance (mean of interleaved stimuli=49.2% correct, mean 

of training stimuli=93.7% correct), and this difference is highly statistically 

significant (Wilcoxon Rank-sum Z(25)=-4.13, p<0.0001). These stimuli were 

presented in the same testing block and thus subjects were continuing to 
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perform very well on the training stimuli despite poor performance on these 

novel pitch stimuli. 

 

Figure 3.2: (a) Interleaved novel pitch test stimuli. After training, subjects were 
tested on stimuli intermediate to the training stimuli. Horizontal axis shows 
starting pitch of ascending and final pitch of descending stimuli. Training pitch 
levels are in blue, while novel stimuli are in red. (b) All tested novel pitch test 
stimuli. Performance shown separately for each subject at all pitch levels both 
interleaved and outside of the training range. 

 

One of the five tested subjects did show some ability to recognize novel 

pitch stimuli, averaging 58.7% correct vs. 93.3% correct on the training stimuli. 

Recognition across each of the novel pitch levels for this subject was above 

chance (Sign-Rank test, p=0.002) for the novel pitch stimuli (Figure 2B). 

These results suggest that starlings may not be able to generalize the learned 

timbre cues across even very small manipulations in pitch.  
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To evaluate whether subjects were able to use information from the 

learned pitch/timbre sequences to recognize novel sequences with pitch and 

spectral cues intact, we transferred them to two novel stimulus sets. We first 

tested subject’s ability to transfer to noise vocoded versions of the training 

stimuli, which had similar spectral shape, but are constructed from an 

aperiodic signal. After all five subjects reached good performance on the 

training stimuli (range: 86.4% to 97.4% correct, mean=93.8% correct in the 

last five 50 trial blocks prior to transfer) we switched to the noise vocoded 

stimulus set. Even in the first 50 trials after transfer, some subjects performed 

well, correctly responding to 45.4%-75.7% (mean=64.3%) of trials. In the first 

five blocks following transfer to noise vocoded stimuli, performance ranged 

from 62.9% to 85.3% (mean=71.0%) correct. This performance was 

significantly worse than prior to transfer (paired t(4) = -5.11, p=0.007). 

Performance continued to improve, with mean performance in blocks 6-10 

following training of 77.5% correct (Figure 3). 
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Figure 3.3: Comparison of transfer to noise vocoded vs. piano tone 
sequences. Proportion correct is shown separately for the noise vocode (red) 
and piano tone (blue) transfer at three time points: prior to transfer (mean of 
250 trials), blocks 1-5 (250 trials after transfer), blocks 6-10 (251-500 trials 
after transfer). All subjects completed the noise vocode transfer prior to the 
piano tone transfer. 

 

We then returned subjects to the original pitch-timbre training stimuli 

until they again reached excellent performance (mean=94.3% correct, 

range=88.7% to 97.4% correct) and then transferred them to piano tone 

versions of the training stimuli. In this case, the spectral profile and temporal 

envelope of the stimuli differed from the training stimuli, but the pitch content 

was preserved. In contrast to the noise vocoded sequences, performance 
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dropped to near chance. Average performance in the first block after transfer 

did not differ from chance (mean=50.4% correct, t(4) = 0.13, p=0.90). 

Performance did improve, and mean performance in blocks 6-10 after transfer 

reached 59.8% correct, which is statistically better than chance (t(4) = 4.14, 

p=0.014). 

There is a clear difference in the pattern of recovery after transfer 

between these two stimuli (Figure 3). While subjects were able to transfer 

rapidly from the training stimuli to the noise vocoded stimuli, they performed 

less well on the piano tone stimuli, suggesting they had difficulty generalizing 

the learned pitch cues to spectrally distinct stimuli. A repeated-measures 

ANOVA with factors of Time (Pre-transfer, blocks 1-5 post, blocks 6-10 post) 

and stimulus type (Noise vocoded or piano tones) reveals a different pattern of 

transfer. There was a statistically significant main effect of time (F(2, 7) = 

17.24, p<0.0001), a main effect of stimulus type (F(1,8) = 1.41, p = 0.0099), 

and a statistically significant interaction F(2, 7) = 1.76, p=0.028). Further, post-

hoc non-parametric tests show no difference between the two stimulus sets 

pre-transfer as expected (Wilcoxon p=0.83) but statistically significant 

differences in mean performance in blocks 1-5 post-transfer (p=0.021) and 

blocks 6-10 post-transfer (p=0.012). 

This pattern of results is surprising for several reasons. First, we might 

expect that because subjects were transferred to the piano timbre sequences 

after already having experienced the noise vocoding transfer, their 
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performance would be more robust on the piano tone transfer. Also, prior 

research demonstrates that starlings, and songbirds more generally, have 

excellent absolute pitch perception (Cynx, 1995; Hulse & Cynx, 1985; Page et 

al., 1989; Weisman et al., 1998). Why then, in a task where absolute pitch was 

preserved, did they seem to have difficulty transferring to recognize the piano 

tone sequences? Perhaps, like human non-musicians, they have difficulty 

generalizing pitch across sounds that differ in timbre. In this case, given their 

lack of experience with human instruments, starlings may hear the piano tones 

as “different” and fail to recognize the absolute pitch as being matched to the 

training stimuli. Even given human listener’s poor ability to report whether pitch 

has changed across different timbres in previous experiments, this particular 

task is very easy for humans to perform by responding based on whether the 

tone sequence was ascending or descending (which we test explicitly in 

experiment 2). As prior work has shown, songbirds have difficulty using 

relative pitch cues to distinguish among tone sequences so if they are not able 

to recognize the sequences on the basis of absolute pitch cues, their poor 

performance would be unsurprising. 

To human listeners, the noise vocoded stimuli sound dramatically 

different than the training stimuli. They almost entirely lack a pitch percept 

since they are generated from aperiodic noise and sound as if they are 

whispered. While a spectral centroid can be identified, any pitch information 

would need to be identified by rough harmonic structure that could be 
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preserved in the noise bands. In spite of these differences, the starlings 

transferred to recognize them quite readily. The noise vocoded stimuli have 

similar spectral profiles to the training stimuli. Perhaps starlings are primarily 

recognizing the noise vocoded stimuli by matching the spectral shape of the 

training stimuli. 

3.4 EXPERIMENT 2 

Starling subjects were better able to transfer to recognition of noise 

vocoded stimuli than those that used a different timbre but were matched in 

pitch. Our intuition is that human listeners would perform well when 

recognizing sequences on the basis of pitch, but may struggle to recognize the 

noise vocoded exemplars. Further, whereas starlings had great difficulty 

recognizing sequences at novel pitches, we expect that human listeners will 

be easily able to recognize them. To explicitly test this hypothesis, we 

collected data from human subjects in a brief behavioral study. Experiment 2 

used the same stimuli as experiment 1, but was conducted in human subjects 

for comparison with the starling data. This experiment was designed to be 

similar to experiment 1 in methodology, using a 2-alternative forced choice 

procedure to test recognition. 

3.4.1 Methods 

Participants 
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Participants were 8 students at UC San Diego (4 female), age 19-28 

(mean=22.9 years). This experiment was conducted as part of a protocol 

approved by the UCSD Institutional Review Board. 

Procedure 

After reading a brief set of instructions describing that their task was to 

match sounds with key presses, participants began the experiment. No 

instruction about how the sounds would differ was provided, but participants 

were told that they needed to respond correctly to finish the experiment and 

would receive visual feedback indicating whether their responses were correct. 

Thus their task was simply to learn to associate sounds with key presses in 

the way that was most natural for them (similar to experiment 1, where no 

explicit instructions can be provided). All stimuli were presented and 

responses collected using PsychoPy 1.73 (psychopy.org) and Sennheiser 

headphones. Six training stimuli (described in experiment 1) were presented in 

blocks of 12 trials with each stimulus occurring twice per block. Participants 

pressed the “A” or “L” key after each stimulus presentation and received visual 

feedback for a correct response (green circle) or an incorrect response (red 

triangle). Training was complete when participants responded correctly on all 

12 trials in a block. 

Participants were then transferred to a second stimulus set containing 

either noise vocoded or piano timbre versions of the training stimuli (counter-

balanced across participants, see experiment 1 for stimulus details). After 
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again reaching criterion by correctly responding to all 12 stimuli in a block, 

participants were transferred back to the training stimuli. After responding 

correctly to all trials, they were then transferred to the second set of test stimuli 

that was not heard during the first test block. After again reaching criterion, 

they were transferred to the training stimuli a third time. Lastly, all participants 

were tested on novel pitch versions of the training stimuli. After the experiment, 

participants completed a questionnaire describing their language and music 

background. 

3.4.2 Results and discussion 

All participants rapidly learned to associate the six training stimuli with 

the correct key responses. Reaching 100% correct in a 12 trial training block 

took from 12-48 training trials (mean=22.5 trials), and average performance 

across all training trials ranged from 92.9% to 100% correct (mean=96.9%). 

We expected that human listeners would readily transfer to piano tone 

versions of the training sequences. Indeed, we observed performance at or 

near ceiling for all of the tested participants. Performance recognizing piano 

tone versions of the training stimuli was very high (Figure 4; Table 1). All 

participants recognized all 12 stimuli correctly in the first training block after 

transfer, which did did not differ from the 100% correct achieved in the training 

block prior to transfer. Unlike starlings, human listeners were easily able to 

transfer knowledge about ascending and descending tone sequences to novel 

timbres.  
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Figure 3.4: Individual subject performance data. Comparison of transfer to 
noise vocoded vs. piano tone sequences. Proportion correct is shown for the 
noise vocoded (red) and piano tone (blue) stimuli at three time points: Prior to 
transfer (all participants reached 100% correct), Block 1 (12 trials post-
transfer), and Block 2 (trials 13-24 post-transfer). Because many of the 
participants were at ceiling and overlap in this figure, we also report this data 
in Table 1. 
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Table 3.1: Human transfer experiment. Proportion correct for each participant 
in two conditions (Noise vocode transfer and piano tone transfer). Each 
participant’s performance is included for Block 1 and Block 2 post-transfer. 
Data is depicted graphically in Figure 4. 

Prior to 
transfer 

Noise 
vocode 

(Block 1) 

Noise 
vocode 

(Block 2) 
Piano 

tone (Block 1) 
Piano 

tone (Block 2) 
1 0.67 0.92 1 1 
1 0.92 1 1 1 
1 1 1 1 1 
1 1 1 1 0.83 
1 0.83 0.92 1 1 
1 1 1 1 1 
1 0.92 1 1 1 
1 1 1 1 1 

 

 

Participants were also able to readily recognize noise vocoded versions 

of the training sequences. Performance was slightly impaired relative to the 

100% correct achieved on the training stimulus block (Figure 4). Performance 

in the first block following transfer ranged from 66.6% to 100% correct (mean: 

91.7%). This differed from the 100% correct on the training stimuli (paired 

t(14)=2.00, p=0.065), but by the second block post-transfer performance 

recovered to 91.7% to 100% correct (mean: 97.9%) which did not differ from 

pre-transfer levels (paired t(14)=1.52, p=0.15).  Despite these stimuli not 

containing reliable pitch cues (i.e. they can not be reliably matched to a pure 

tone) they do differ in spectral centroid. Listeners reported being able to tell 

whether the noise vocoded sequences were “ascending” or “descending,” 

although one listener claimed to use the temporal position of one of the notes 
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with characteristic spectral shape to achieve accurate recognition. While 

performance was high for these stimuli in both starling and human listeners, 

the perceptual mechanisms may be quite different. Humans continued to rely 

on relative cues to characterize the sequences as ascending or descending, 

while starlings have difficulty using these kinds of cues and relied more 

strongly on spectral shape information. This reinforces the sensitivity that 

human listeners have to contours produced by auditory sequences, even 

those constructed from an aperiodic white noise source. Indeed, perceiving 

contour in sequences of auditory stimuli can also occur in dimensions other 

than pitch, such as loudness or timbre parameters (McDermott, Lehr, & 

Oxenham, 2008). 

Lastly, we tested participant’s ability to recognize stimuli using a novel 

timbre (piano) at pitch levels up to ± 1 octave away from the training stimuli. 

Again, they performed at ceiling and were no different than the 100% correct 

achieved on training stimuli (99.8% correct). Across the entire experiment, 

there was a weak but statistically significant correlation between trial number 

and mean performance (r=0.28, p<0.0001) indicating good performance with a 

progression toward ceiling. 

Taken together, the results of experiment 2 are unsurprising, but 

contrast with the results obtained in starlings in experiment 1. While starlings 

appeared to have great difficulty recognizing sequences presented with a 

different timbre than used during training (even when the pitch information was 
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preserved), human listeners continued to perform well. Humans were able to 

generalize across timbre when the pitch sequence was held constant, perhaps 

because highly salient relative pitch cues (ascending vs. descending) were 

available.  

A simple explanation for the observed lack of ability to transfer to piano 

sequences in starlings might be that they are learning a veridical acoustic 

representation of the training stimuli that is highly specific, and are unable to 

generalize to any acoustic alterations. However, we have two pieces of 

evidence that this is unlikely. First, most starling subjects were able to transfer 

quite well to noise-vocoded stimuli, which, to human listeners, sound 

qualitatively very different than the training stimuli. Second, prior work in 

starlings suggests some amount of flexibility to recognize stimuli that have 

been manipulated both spectrally and temporally (Bregman et al., 2012; 

Gentner, 2008). 

Timbre, as it is often operationalized in human studies, may not be 

distinct from other aspects of the auditory signal (i.e. pitch). Indeed, there is 

evidence that even in humans, musical experience plays a role in shaping 

whether these are perceived as separable dimensions. Musicians are much 

better than non-musicians at making pitch judgments that are independent of 

timbre (Pitt, 1994). Wild-caught songbirds have no experience with human 

music. In the ethologically relevant task of song recognition, we have no 

evidence that spectral cues are separated into pitch and timbre. 
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3.5 GENERAL DISCUSSION 

We began with the observation that although songbirds are poor at 

recognizing pitch-manipulated tone sequences, they are much better at 

recognizing pitch-manipulated natural song that varies dramatically in both 

pitch and timbre over time (Bregman et al., 2012). We hypothesized that, if 

enriched with diagnostic timbre cues, starlings would more readily recognize 

pitch-manipulated tone sequences. Our results, however, clearly contradict 

this hypothesis. Starling subjects were poor at recognizing timbre-enriched 

tone sequences that had been altered in pitch, even when interleaved within 

training stimuli. We followed this by a study comparing their ability to use 

absolute pitch cues to recognize novel sequences with different timbres. 

Surprisingly, starlings were consistently faster to transfer to a set of novel 

noise-vocoded stimuli that shared basic spectral shape but were based on 

aperiodic noise, than to a set of piano tone sequences matched in pitch to the 

training stimuli. 

In contrast, human listeners performed well on all of the auditory 

recognition tasks, likely relying on relative pitch cues that songbirds have 

difficulty using (Page et al., 1989). We note that if relative pitch cues were not 

available, human listeners may not have performed as well, given the 

relatively poor performance observed in tasks that required isolated pitch and 

timbre judgments in non-musicians (Pitt, 1994). 
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This study raises questions about the relevance of concepts such as 

“pitch” and “timbre” in non-human animals, even when applied to sounds for 

which these features can be recognized by human listeners. Outside of the 

context of human music, it is difficult to identify sounds where pitch and timbre 

are clearly separable, and even within this context it may take extensive 

experience before such a separation can be readily perceived.  

One natural signal where pitch and timbre can be disentangled could be 

speech, where a particular individual can produce a series of vowels with the 

same fundamental frequency with the spectral properties of formant spacing 

corresponding to timbre. However, vocal pitch in continuous speech is rarely 

stable, forming prosodic patterns that listeners combine with word recognition 

to form semantic awareness. We emphasize that we are not claiming that 

pitch and timbre are not useful concepts to understand sound, but rather that 

their applicability to natural communication signals such as birdsong or speech 

may be limited. Because of this limitation, it may be the case that species 

without experience outside of these domains have difficulty making 

independent use of these cues. This study also reinforces that auditory 

perception across species differs in surprising ways. Differences between 

songbirds and humans in the cognitive representation of pitch have long been 

observed, but much less work has comparatively investigated timbre 

perception across species. These experiments suggest that there are likely to 
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be robust differences in timbre perception that are relevant to those trying to 

understand how sounds are processed by auditory systems. 
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IV. Gradient language dominance affects talker encoding 

Abstract 
 

Speech is typically studied for its role in transmitting meaning through 

words and syntax, but it also provides rich cues to talker identity. Acoustic 

correlates of talker identity are intermingled with speech sound information, 

making talker recognition a potentially difficult perceptual learning problem. 

We know little about how listeners accomplish talker recognition, though 

several previous studies suggest a role for language familiarity. We asked 

whether bilingual and monolingual listeners learned voices more rapidly as a 

function of language familiarity and age of acquisition. We observed an 

interaction with language background: Korean-English bilinguals learned to 

recognize Korean talkers more rapidly than they learned English talkers, while 

English-only participants learned English talkers faster than they learned 

Korean talkers.  Further, bilinguals’ learning speed for talkers in their second 

language (English) correlated with how early they began learning English. 

Individuals with extensive musical experience learned to recognize voices in 

their non-dominant language faster than those with less musical experience. 

Taken together, these results suggest that individual differences in language 

experience and differences in auditory experience (or ability) affect talker 

encoding.
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4.1 Introduction 

Human speech is primarily studied for its role in conveying semantic 

meaning by producing variable patterns of sounds. However, the speech 

signal, like vocal communication systems observed in other species (birds: 

Falls, 1982; primates: Cheney & Seyfarth, 1980), also affords recognition of 

individual identity. Research on the neural bases of talker identification (Belin, 

Fecteau, & Bédard, 2004; Von Kriegstein, Eger, Kleinschmidt, & Giraud, 2003) 

suggests that different brain regions contribute to speech processing vs. talker 

identification, implying somewhat separate neurocognitive specialization. By 

contrast, recent behavioral research suggests a major role for language 

familiarity in talker identification (Johnson, Westrek, Nazzi, & Cutler, 2011; 

Perrachione, Chiao, & Wong, 2010; Perrachione, Del Tufo, & Gabrieli, 2011), 

implying that encoding of speech sound characteristics and talker-identifying 

sound characteristics are strongly interdependent. This is consistent with a 

speech perception system that developed, in part, from mechanisms seen in 

other species for recognizing individual vocalizations. The goal of the current 

study was to understand the relationship between language knowledge and 

listeners’ abilities to encode talker characteristics, and how auditory 

processing abilities mediate this relationship. What role do individual 

differences in language background and auditory experience play in learning 

to recognize voices? 
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4.1.1. Language influences on talker recognition 

Human speech contains acoustic cues that listeners use to recognize, 

for example, a talker’s age, gender, race, emotional state, and their identity 

(Perrachione, Chiao, & Wong, 2010; Ramig & Ringel, 1983; Williams & 

Stevens, 1972). A number of behavioral studies suggest that talker-specific 

acoustic cues are intertwined with speech recognition, with each affecting the 

other. 

First, talker variability affects speech processing. Listeners are better 

able to understand speech from familiar talkers than unfamiliar ones (Nygaard 

& Pisoni, 1998). Presenting words consistently from the same talker facilitates 

recognition of a previously presented word as familiar (Goldinger, 1996; see 

also Church & Schacter, 1994; Schacter & Church, 1992), and provides an 

extra cue for distinguishing phonologically similar words (Creel & Tumlin, 

2011; Creel, Aslin, & Tanenhaus, 2008). 

Recent studies suggest that the converse is also true—language 

knowledge affects talker recognition. Individual dyslexic listeners’ degree of 

impairment in phonological processing predicts their ability to recognize voices 

(Perrachione, Del Tufo, & Gabrieli, 2011). Goggin, Thompson, Strube, & 

Simental (1991) demonstrated that monolingual English speakers identified 

English-German bilinguals’ voices better when those individuals spoke English 

than when they spoke German (see also Winters, Levi, & Pisoni, 2008). 

Despite the shared acoustic features presumably imparted by each talker’s 

vocal tract, the listener’s language background had a strong impact on their 
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ability to recognize the voices. On the other hand, Goggin et al. observed no 

significant difference in voice recognition abilities for English-Spanish 

bilinguals who were tested on English- vs. Spanish-speaking voices. They 

suggested that bilinguals might be equally able to recognize voices from either 

language since they have extensive phonological knowledge of both. 

Perrachione, Chiao, and Wong (2010) found that listeners even identified 

talkers better in their own dialect (general American vs. African-American 

English), suggesting that phonological familiarity, alone or in conjunction with 

lexical familiarity, may underlie the language-familiarity effect. 

How well does a listener have to know a language to facilitate talker 

recognition? Johnson, Westrek, Nazzi, and Cutler (2011) showed that 7-

month-old Dutch infants detected a talker change in their native language 

(Dutch), but not in other languages. This implies that seven months of 

experience with a language may be sufficient to show improvement in 

language-specific talker recognition. It could also imply that early exposure is 

important for developing facile talker recognition. Consistent with a theory that 

early exposure may be important for native-like talker recognition ability, 

Schiller & Köster (1996) saw an initial improvement in voice recognition among 

adults who had just begun studying a second language, but multiple additional 

years of second-language study failed to generate further improvement. 

Together, these studies demonstrate that differences in phonological 

processing, whether from language exposure or from phonological impairment, 

are correlated with voice recognition. 
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4.1.2 Non-linguistic influences on talker recognition 

On the other hand, some research suggests that talker recognition and 

speech perception are computed by different cognitive processes and may be 

neurally dissociable. Neuroimaging results (e.g. Belin, Fecteau, & Bédard, 

2004; Von Kriegstein, Eger, Kleinschmidt, & Giraud, 2003) suggest that talker 

recognition is mediated by different brain structures (the right superior 

temporal sulcus) than those supporting speech-sound recognition in the left 

temporal lobe. Further evidence for a functional dissociation between voice 

recognition and speech-sound processing is the neuropsychological disorder 

known as phonagnosia. In this disorder, voice recognition can be lost 

completely, while other aspects of speech perception remain seemingly intact 

(Van Lancker, Kreiman, & Cummings, 1989). One recent dichotic listening 

study suggests a more complex pattern: the neural organization of native and 

foreign language voice recognition may differ across brain hemispheres 

(Perrachione, Pierrehumbert, & Wong, 2009). These researchers found a 

more left-lateralized asymmetry (like language) for native-language talker 

recognition than for foreign-language voice recognition. Behavioral evidence 

also suggests that language knowledge is not the sole factor in recognizing 

talkers: listeners can identify time-reversed voices, indicating that they do not 

need identifiable verbal content to identify at least some talkers (Van Lancker, 

Kreiman, & Emmorey, 1985). Moreover, listeners with the same language 

background differ dramatically in their ability to recognize unfamiliar voices 
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(Pollack, Pickett, & Sumby, 1954) and in their judgments of talker similarity 

(Kreiman, Gerratt, Precoda, & Berke, 1992). These studies suggest that voice 

recognition abilities may not be fully dependent on speech processing, and 

may vary across individuals. 

Beyond effects of language background, what might explain differences 

in talker recognition? One possibility is that differences in nonlinguistic auditory 

processing may affect talker recognition. A plausible difference is music 

experience, which has been tied to changes in brain structure as well as 

brainstem and cortical encoding of sound (Gaser & Schlaug, 2003; Koelsch, 

Schröger, & Tervaniemi, 1999; Wong, Skoe, Russo, Dees, & Kraus, 2007). 

Extensive musical training may also benefit the neural encoding of speech by 

driving brain networks involved in both speech and music perception to 

function with higher precision than normally necessary for speech perception 

alone (Patel, 2011). In fact, musicians outperform non-musicians on some 

speech perception tasks, including perception of speech in noise (Parbery-

Clark, Skoe, Lam, & Kraus, 2009), second language phonological perception 

(Slevc & Miyake, 2006) and memory for speech excerpts (Cohen, Evans, 

Horowitz, & Wolfe, 2011). 

 

4.1.3 Overview of the current study 

We explore the nature of the language-talker interaction in monolingual 

and bilingual listeners. Prior studies of voice recognition in bilinguals suggest 

that bilinguals may do similarly well at voice recognition in each language 
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(Goggin et al., 1991) or that extensive exposure is not necessary for 

proficiency (Johnson et al., 2011; Schiller & Köster, 1996). However, these 

studies have not assessed degrees of bilingualism, or the age when each 

language was acquired. This is significant because developmental studies 

indicate that early exposure is crucial to developing sensitivity to a language’s 

sound contrasts, and that this learning alters the neural processing of speech 

sounds (Kuhl & Rivera-Gaxiola, 2008; Werker & Tees, 1984). If talker 

recognition is strongly influenced by speech sound attributes learned early in 

life, then bilinguals who are early learners of a language may identify talkers 

as well as monolinguals do, while late learners may show worse performance.  

Further, there are many individual differences in auditory perception 

that are not specifically tied to language background. Do these differences 

affect talker recognition ability? To our knowledge, the potential role for such 

non-linguistic auditory processing differences in talker recognition has not 

been explored (though see Chartrand & Belin, 2006, on musician superiority 

for timbre- and talker-discrimination tasks). One hypothesis is that significant 

musical experience may lead to better encoding of talker-specific properties. 

Another, slightly different hypothesis, is that music experience creates an 

advantage to recognizing acoustically altered voices, much like recognition of 

transposed melodies. 

We conducted a study in Korean-English bilinguals and non-Korean-

speaking English speakers to assess how linguistic and nonlinguistic factors 

contribute to talker recognition learning. First, we asked how bilinguals 
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process talker information relative to monolinguals. Second, we assessed 

gradient effects of bilingualism: does degree of knowledge of each language 

predict talker recognition abilities in bilingual individuals? Finally, we asked 

whether other individual differences not specifically tied to language 

background affect voice recognition. Are some people better at learning voices 

than others, regardless of language background? Can music experience drive 

improvements in talker encoding? We investigated how such differences might 

contribute to ease of voice encoding, in terms of the speed with which 

individuals learn to accurately recognize unfamiliar voices, and their 

performance when generalizing to novel utterances from learned voices. 

 

4.2. Methods 

4.2.1 Participants 

We tested 48 participants, 22 of whom were bilinguals who spoke 

Korean and English fluently. The remaining 26 participants had no background 

or experience with Korean and were native speakers of English (24 of whom 

had little background in a foreign language; 1 was bilingual in Spanish, 1 had 

early exposure to Thai but did not consider themselves bilingual). For 

convenience, we refer to non-Korean speakers in this study as “English 

monolinguals” or “English only”. All Korean-English bilingual participants 

learned Korean as their first language, and learned English between 1-17 

years of age (mean=7.1 years). One Korean-English participant was natively 

bilingual, and learned both languages simultaneously. An additional bilingual 
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participant did not reach criterion after 9 training blocks in either Korean or 

English, so this participant was excluded from all analyses. All participants 

were students at UC San Diego, where the language of instruction is English, 

meaning that all were fluent English speakers. They received course credit for 

participation. 

4.2.2 Stimuli 

We recorded 15 Korean sentences spoken by each of four female 

native Korean speakers, and 15 English sentences spoken by four female 

native American English speakers. English sentences were selected from the 

SPIN sentence set (Kalikow, Stevens, & Elliott, 1977). All chosen English 

sentences were high predictability, and were statements rather than questions, 

e.g. “He caught the fish in his net.” Direct translations of English sentences 

into Korean were often longer than the English versions in terms of syllable 

length. Therefore, we asked a native Korean speaker to create similar Korean 

sentences that were simple, high predictability, and of similar syllabic length to 

the English sentences, e.g. “공책을 집에 놓고 왔다” (“Gongchek eul jibeh 

nohgo watda,” “I left the notebook at home”). This approximately equated the 

amount of talker exposure in each language. Recordings were made in a 

sound-isolated recording booth. Each 16-bit, 44.1-KHz monaural recording 

was trimmed to begin at sentence onset and normalized to a mean of 70dB. 

We divided the recorded stimuli into three sets. For each language, the 

first 5 sentences (x 4 talkers = 20 stimuli) were used for training. Remaining 
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sentences were reserved for the test phase, allowing us to assess whether 

listeners generalized talker recognition to new utterances, either as originally 

recorded (5 sentences), or with a shift in fundamental frequency (f0) to test 

generalization of learned voices to novel pitch ranges (5 sentences). Pitch 

shifting was performed by extracting the F0 contour using Praat software 

5.1.20 (Boersma & Weenink, downloaded October 31, 2009), and then 

multiplying the pitch values by 1.2 and 1/1.2 (a 20% increase and a 17% 

decrease, equivalent log distances). We then resynthesized the sentences 

with the shifted f0 contours using overlap-add resynthesis (Moulines & 

Charpentier, 1990) as implemented in Praat. To provide a sketch of the talker-

varying acoustic properties, we measured several acoustic features of talkers 

(Table 4.1; see data analysis, below). 

4.2.3 Procedure 

Each participant learned to recognize unfamiliar English and Korean 

voices in separate blocks. The order of talker language learned first was 

counterbalanced across participants. Training and testing procedures were 

identical for each language. We describe the training and testing procedure for 

a single language. All stimuli were presented using the Matlab Psychophysics 

Toolbox 3 (Brainard, 1997; Pelli, 1997) on the MacOS X operating system. 

Audio was presented using Sennheiser HD 280 Pro headphones, and 

participants could adjust loudness to a comfortable level. 

Participants learned to associate each talker with one of four cartoon 

objects (Figure 1a), which differed in both shape and color. We chose highly 
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discriminable cartoon objects rather than faces to control for differences in 

face discriminability across participants of differing ethnicities (Bothwell, 

Brigham, & Malpass, 1989). Prior to the first trial, participants read printed 

instructions (in English) telling them that the task was to learn to match voices 

to pictures. The experimenter emphasized and verbally confirmed that the 

particular phrases the talkers were saying were not relevant to the matching, 

only their voices. They then began the first block of training trials. 

Training trials provided accuracy feedback. To initiate a trial, 

participants clicked a cross in the center of the screen. On each trial, two 

cartoon faces appeared to the left and right of the center cross. Auditory 

stimulus playback began simultaneously with picture display. During each 

training trial, participants made a guess as to the “identity” of the talker by 

clicking one of the two cartoons with the computer mouse. After the participant 

made a selection, the correct cartoon remained on the screen, providing 

feedback, until they made a second confirmation click. Example training and 

test trials are illustrated in Figure 4.1b and 4.1c. 
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Figure 4.1: (a) Four shape-based pseudo-faces that participants learned to 
associate with four voices. (b) Schematic of a single training trial, with visual 
feedback provided after response. (c) Schematic of a single test trial, with no 
feedback after response. 

 

Training took place in blocks of 60 trials, with order randomized within 

each block. Within a block, each talker and each sentence were heard equally 

often, and each pair of cartoons appeared together equally often. Training 

continued until participants reached 85% correct—that is, they chose the 

target object on at least 51 of 60 trials in a single block (chance=50%). After 

reaching criterion, participants completed two test blocks, each with 120 trials. 

During test blocks, no feedback was provided and the screen was blank after 

the participant’s response. Test blocks contained 60 trials that were identical 

to the training trials (without feedback), plus 60 trials containing 5 novel 

sentences produced by the 4 learned talkers, each of which was presented 

three times. The second test block contained 60 trials of the training stimuli 

and 60 trials of novel sentences with modified f0. The language of talkers in 

the first learning set (Korean or English), the cartoon objects associated with 

a. b.

c.
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each voice, and the positions of the two images on the screen on each trial 

were counterbalanced across participants. 

4.2.4 Individual differences measures 

In addition to completing the voice learning task, participants completed 

assessments to identify individual differences in language background, music 

background, and auditory perception.  

4.2.4.1 Language Measures 

All participants completed a language background questionnaire 

describing the age they were exposed to each of their language(s), as well as 

the amount of time spent speaking each language per week. For Korean-

English bilingual participants, we assessed the relative dominance of English 

and Korean in two ways. Each participant completed a Bilingual Dominance 

Survey (BDS) (Dunn & Fox Tree, 2009) and a picture naming task assessing 

lexical inventory (MiNT) in English and Korean (modified from Gollan, 

Weissberger, Runnqvist, Montoya, & Cera, 2011 by removing words that are 

cognates in English and Korean). Their BDS was scored as described in Dunn 

and Fox Tree (2009), and recorded as Korean score minus English score. 

Thus, positive scores indicate Korean dominance and negative scores English 

dominance, with larger magnitudes indicating increasing dominance. 

According to the BDS, bilingual participants were balanced in their language 

dominance, with a mean difference between English and Korean of -0.22, and 

a range of -15 (English dominant) to 20 (Korean dominant). The MiNT (picture 

naming task) was scored as the number of correct uncued responses in 
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Korean minus correct uncued responses in English, following Gollan et al.’s 

procedure. Again, a positive score indicates a higher vocabulary score in 

Korean. In our population of bilinguals the score ranged from -27 (English 

dominant) to 18 (Korean dominant) with a mean of -9.48. Thus, the MiNT 

suggests that our sample was slightly more English-dominant, at least in terms 

of vocabulary, than the BDS does. 

Phonological working memory in English was estimated by measuring 

each participant’s digit span. Digit span has been used as an index of 

phonological working memory in many experiments (Baddeley & Hitch, 1977). 

Participants heard a series of 16 audio recordings with a female voice reading 

random sequences of English digits at a rate of 1 digit per second. Two 

sequences for each length were presented, in order, from 2-9 digits. After 

each recording, participants verbally repeated the numbers they had heard. 

Scores were recorded as the number of sequences correctly repeated, with a 

maximum score of 16 (observed range = 7-15, mean = 10.7). Digit spans for 

Korean-English bilinguals and English monolinguals did not differ (Welch’s 

t(45.95)=0.83, p=0.41).  

4.2.4.2 Music Background and Auditory Perception 

To assess music background, all participants completed a 

questionnaire describing their formal training and current performance activity. 

They also completed the pitch contour subtest from the Montreal Battery for 

the Evaluation of Amusia (MBEA) to measure differences in music perception 

ability (Peretz, Champod, & Hyde, 2003). During the MBEA test, participants 
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heard 2 example melody-pair trials, followed by 31 test trials (15 same, 16 

different). For each pair of melodies on a trial, they provided a same/different 

judgment. All melody pairs had the same melodic contour and there were no 

out-of-key notes, meaning that the “different” trials were fairly subtle changes. 

Each participant’s score was recorded as the number of correct responses 

(observed range = 12-30, mean = 23.5). Finally, pitch discrimination 

thresholds (in Hz change discriminable with a 500 Hz standard) were captured 

using a web-based adaptive pitch threshold task1. 

4.2.4.3 Analysis of acoustic features 

We made a number of acoustic measurements of stimuli in Praat. 

These are only a few of many possible acoustic measurements, but give an 

indication of the ways in which our stimuli differed. For each voice we 

computed measurements from the 5 training stimuli and then computed the 

mean of each statistic across the 5 stimuli to obtain one value per voice. Mean 

acoustic measurements are reported in Table 1. While no characteristics 

differed strikingly between talkers within a language, English voices differed 

significantly from Korean voices in mean f0 (Korean > English), harmonicity 

(Korean > English), jitter (English > Korean), and center of gravity (pitch 

median; English > Korean). 

 

 
 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1	  Available at http://tonometric.com/adaptivepitch/	  
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Table 4.1: Measurement of acoustic differences between training stimuli. In all 
cases, bold values indicate a statistically significant difference between 
English and Korean voices. Statistics are reported below each column, all 
p<0.0001. 

Languag
e	  

Talker	  
Numb
er	  

Jitter
*	  

Min	  
Pitch	  
(Hz)	  

Max	  
Pitch	  
(Hz)	  

Mean	  Pitch	  
(Hz)*	  

Spectral	  
Center	  of	  
Gravity*	   Harmonicity	  (dB)*	  

English	   1	   2.13%	   117.3	   339.7	   223.2	   1150.6	   11.19	  

English	   2	   2.07%	   120.3	   273.5	   191.0	   915.8	   12.69	  

English	   3	   1.92%	   103.9	   254.6	   188.6	   1031.1	   13.03	  

English	   4	   2.05%	   101.2	   304.6	   198.2	   923.6	   12.90	  

Korean	   1	   1.70%	   106.7	   323.4	   243.4	   653.3	   16.54	  

Korean	   2	   1.59%	   102.2	   277.3	   219.9	   701.0	   15.22	  

Korean	   3	   1.63%	   144.4	   399.8	   238.5	   400.3	   17.16	  

Korean	   4	   1.44%	   174.2	   303.1	   243.8	   735.4	   17.68	  

	   	  
t=-‐
4.02	   	   	   t=6.26	   t=-‐6.47	   t=7.16	  

 

 

 

4.3. Results 

4.3.1 Language processing and learning speed 

Participants learned to recognize voices more quickly when they had 

knowledge of the language being spoken (Figure 2a). We measured the 

number of blocks required to reach a criterion of 85% correct within a single 

block2. A 3-way mixed model ANOVA with Participant Language (English-only, 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
2	  Eight participants did not reach 85% correct after 9 training blocks (540 trials) 
in their non-dominant language. These participants were included in the 
analysis of training time, with a training time of 540 trials. An alternative 
analysis of learning rate using recognition performance after a single block is 
consistent with our acquisition time analysis. A 2-way mixed ANOVA of 
performance on the first training block revealed no main effect of language 
background (F(1, 46)=0.40, p=0.53) or of stimulus language (F(1, 46)=0.28, 
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Korean-English; between-participants), Talker Language (English, Korean; 

within-participants) and block order (English first vs. Korean first; between-

participants) revealed no significant main effects of participant language 

background (F(1, 44)=3.19, p=0.08), stimulus language (F(1, 44)=0.44, 

p=0.51), or block order (F(1, 44)=1.09, p=0.30). However, there was a strong 

interaction between stimulus language and language background (F(1, 

44)=24.02, p<0.0001). Korean-English bilingual participants were faster to 

learn Korean talkers (M=1.9 training blocks) than English talkers (M=3.5 

blocks; paired t-test t(21)=-3.03, p=0.006). Similarly, English-speaking 

participants learned English voices (M=2.5 blocks) faster than Korean voices 

(M=4.5 blocks; paired t-test t(25)=4.14, p=0.0003). No other interactions were 

statistically significant (all Fs<0.08, ps>0.78). 

4.3.2 Generalization performance was similar across language groups 

Four English-speaking participants failed to reach 85% correct after 9 

training blocks for Korean stimuli, reaching a mean of 75.8% correct in the 

final training block (range: 71.7%-80.0%). However, they did reach the 

threshold for English talkers. Three Korean-English bilinguals participants did 

not reach criterion for English stimuli, reaching a mean of 71.1% correct 

(range: 61.7%-78.3%; though they did reach criterion for Korean stimuli). 

These participants did not participate in test blocks on the language on which 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
p=0.60), but a strong interaction between language background and stimulus 
language (F(1, 46)=14.61, p=0.0004).	  
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they did not reach criterion, and are not included in the generalization test 

results. 

 

 

 

Figure 4.2: Number of training blocks to reach criterion of 85% on each 
stimulus language for Korean/English bilinguals (n=22) and English-only 
speakers (n=26). Each bar represents the mean number of training blocks ± 
s.e.  

 

We had two questions about test performance: First were participants 

better at generalizing to new utterances within their dominant language? 

Second, were participants more disrupted by manipulating fundamental 

frequency depending on their language background? For each participant who 

reached criterion, we measured recognition performance during two test 

blocks. During the first test block, we presented 60 familiar-sentence trials 
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using the same stimuli heard during training, as well as 60 novel-sentence 

trials where they heard novel sentences from the learned voices. In the 

second block, they heard the familiar-sentence trials again, along with 60 new 

shifted-sentence trials. Participants continued to perform well on the familiar-

sentence trials (mean=90.8% correct in first test block, 89.0% correct in 

second test block). To test generalization difficulty, we computed a 

generalization performance penalty for each test block (percent correct for 

familiar sentence trials – percent correct for novel sentence trials). Positive 

values indicate worse performance on the new sentences (Figure 4.3). For 

novel (unshifted) sentences in Block 1, a 2-way mixed model ANOVA 

demonstrates no main effect of language background (Korean-English vs. 

English-only; between participants, F(1, 39)=2.45, p=0.13), no main effect of 

stimulus language (within participants, F(1, 39)=1.72, p=0.20) and no 

interaction between language background and stimulus language (F(1, 

39)=0.17, p=0.68). While language background appears to be important for 

learning to distinguish unfamiliar voices, it does not appear to constrain 

generalizing to new utterances after the voices have been learned, at least 

within the short retention period required in this experiment. 
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Figure 4.3: (a) Generalization to novel tokens of learned English and Korean 
voices. Vertical axis represents generalization penalty as decrease in 
proportion correct for novel stimuli vs. training stimuli. Horizontal axis 
represents participant’s language group; color indicates stimulus language. 
Dashed line indicates no difference between training and test recognition 
performance. (b) Generalization to novel pitch-shifted tokens of learned 
English and Korean voices. 

 

We then analyzed generalization performance in Block 2, which 

contained novel pitch-shifted sentences. Again, we observed no interaction 

between language background and stimulus language (Figure 4.3b). A 2-way 

mixed ANOVA model shows no main effect of language background 

(between-participants, F(1, 39)=1.54, p=0.22), a main effect of stimulus 

language (within-participants F(1, 39)=7.82, p=0.008) and no interaction 

between language background and stimulus language (F(1, 39)=0.59, p=0.45). 

Korean voices seemed to be more disrupted—for both listener groups—by 

changes in fundamental frequency. We return to this issue in the Discussion. 
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Figure 4.4: (a) Each point represents a single bilingual participant’s training 
time for English stimuli vs. the age they learned English. For all bilinguals, 
English was their second language. (b) Number of training blocks to reach 
criterion of 85% on each stimulus language for Korean-English bilinguals who 
learned English late (n=10), early (n=12) and English-only speakers (n=26). 
Each bar represents the mean number of training blocks (60 trials/block) ± s.e.  
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p=0.16). However, it was highly correlated with learning speed on English 

talkers among Korean-English bilinguals (r(20)=-0.51, p=0.015), but not 
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correlated with other measures of English proficiency among bilinguals, such 

as the age English was learned (r(20)=-0.52, p=0.013); see Table 4.2. 

 

Table 4.2: Correlation matrix for measures of bilingualism. Entries in bold 
are highly correlated, p<0.01 

	  
Age	  learned	  

English	  

Bilingual	  
Dominance	  
(Korean-‐
English)	  

MiNT	  
(Korean-‐
English)	  

Digit	  
Span	  

Average	  
training	  
time	  

(blocks)	  
Age	  learned	  English	   1.00	   0.89	   0.72	   -‐0.52	   0.64	  

Bilingual	  
Dominance	  	   	   1.00	   0.76	   -‐0.54	   0.53	  

MiNT	  	   	   	   1.00	   -‐0.14	   0.44	  
Digit	  Span	  	   	   	   	   1.00	   -‐0.57	  

Training	  time	  
(blocks)	   	   	   	   	   1.00	  

 

 

We next asked whether bilinguals showed different learning patterns as 

a function of age of acquisition. Among the population of bilinguals we studied, 

the MiNT (Gollan et al., 2011), BDS (Dunn & Fox Tree, 2009), and reported 

age of English acquisition were highly correlated with one another, so all 

measures of bilingual dominance behaved similarly to the age of acquisition 

effects (Table 4.2). We report correlations with age of acquisition.  

Accordingly, we computed the correlation between age of English onset 

(which was the second language for all bilingual participants) with their voice 

learning rate. Among Korean-English bilinguals, blocks to criterion on English 

talkers was positively correlated with the age they began learning English 

(Figure 4a, r(20)=0.62, p=0.002), while it is uncorrelated for Korean-language 

stimuli (r(20)=0.24, p=0.28). 
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To compare patterns of L2 acquisition to monolinguals (Figure 3b), we 

separated Korean-English bilingual participants into two groups based on a 

median split of acquisition age: those who learned English at or before 5 years 

old (early learners, n=12, mean age=3.3 years, mean BDS=-7.8, mean 

MiNT=-15.6) and those who learned after 5 years old (late learners, n=10, 

mean age=10.7 years, mean BDS=6.9, mean MiNT=-4.3). We then conducted 

a 2-way mixed model ANOVA with factors of Participant Language (between 

participants; English-only, early-English Bilingual, late-English Bilingual) and 

Talker Language (within participants). There was a main effect of language 

background (F(2, 45)=4.73, p=0.014), no main effect of stimulus language (F(1, 

45)=1.31, p=0.26) and an interaction between language background and 

stimulus language (F(2, 45)=15.91, p<0.0001). This interaction resulted from 

three different patterns of talker learning. Early-learning bilinguals did not differ 

in their acquisition rate for Korean and English stimuli (paired t(11)=-1.74, 

p=0.11). However, late-English-learning bilinguals learned Korean stimuli 

faster than English stimuli (paired t(9)=-2.87, p=0.018), and, as reported above, 

non-Korean speakers learned English stimuli faster than Korean stimuli.  

4.3.4 Individual differences: Auditory perception 

We collected several behavioral measures of individual differences in 

auditory perception from our participants (see methods). Our hypothesis was 

that, since differences in individuals’ language profiles (e.g. language 

familiarity, dyslexia) contribute to differences in voice learning, we might also 

observe differences among participants due to individual differences in 
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auditory processing that are not strictly linguistic: pitch perception, music 

background, and music perception ability. We report the correlations between 

each of these measures and three performance measures: learning rate, 

generalization performance, and pitch shifted generalization performance 

(Table 4.3). 

While some of these correlations were close to statistically significant, 

when adjusted for multiple comparisons, only length of music training and 

voice learning rate were significantly correlated. Participants with more years 

of musical training took fewer training blocks to learn the task (further 

discussed below). 

One simple question is whether some listeners are better overall at 

learning to recognize voices, regardless of language: is there a “talent” for 

learning voices? This would be indicated by a correlation between participants’ 

learning rate for Korean talkers with their learning rate for English talkers, 

without respect to language expertise. This correlation was near zero and not 

significant (r(46)=0.04, p=0.77). This pattern was similar when measured 

separately in English-only speakers (r(24)=0.38, p=0.06) and in Korean-

English bilinguals (r(20)=0.13, p=0.58). 

4.3.5 Individual differences: music background 

Since previous studies have found enhanced speech perception among 

musicians in some contexts, we hypothesized that musical training may impart 

an advantage when learning to recognize unfamiliar voices. We measured 

musical training using a questionnaire asking participants to describe their 
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musical background (including their number of years of musical training, 

current music performance activity and the amount of time spent listening to 

music). We measured musical perceptual ability with the melody contour 

subtest of the MBEA (Peretz, Champod, & Hyde, 2003), and a pitch 

discrimination threshold task. Pitch difference threshold and MBEA did not 

correlate significantly with voice learning or generalization ability. However, 

measures of musical activity did show a relationship to voice learning rate. 

Participants who were currently active in producing music at least 1 hour per 

week when the experiment was conducted (n=11; musical training averaged 

12.0 years, range 6-22 years) learned to recognize voices on average in fewer 

training blocks than those who were not active musicians (n=37; who had less 

musical training, averaging 5.2 years, range 0-27; Welch’s t(34.23)=-2.52, 

p=0.017). This difference seems to have been driven by musicians’ more rapid 

learning for voices speaking the subject’s non-dominant language. When 

tested on the non-dominant language (Korean for non-Korean speakers, 

English for Korean-English bilinguals), musicians learned faster than non-

musicians (mean=2.71 blocks vs. 4.62 blocks,  Welch’s t(44.28)=-3.07, 

p=0.004). However, when learning to recognize voices in their dominant 

language, we observed no effect of music background (mean=2.00 blocks for 

musicians vs. 2.40 blocks for non-musicians, Welch’s t(17.02)=-0.59, p=0.56).  
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Table 4.3: Correlation matrix for auditory perception measures with 
performance. Bold, p=0.0036. No other correlations had p<0.01. 

	   	   	   	   	   Generalization	  

	  
Years	  
Training	  

MBEA	  
Score	  

Tone	  
Threshold	  

Learning	  
rate	  

(blocks)	   Unshifted	  	   Shifted	  	  
Years	  
Training	   1.000	   0.10	   -‐0.02	   -‐0.42	   0.029	   -‐0.095	  
MBEA	  
Score	   	   1.000	   -‐0.26	   -‐0.19	   -‐0.048	   -‐0.199	  

Tone	  
Threshold	   	   	   1.000	   0.13	   0.101	   0.208	  
Learning	  
rate	  	   	   	   	   1.000	   -‐0.202	   0.246	  
Unshifted	  
Gen.	   	   	   	   	   1.000	   0.126	  
Shifted	  
Gen.	   	   	   	   	   	   1.000	  

  

 

As there are multiple ways of assessing music experience, we also 

considered the effect of years of musical training (this did not overlap 

completely with current musical practice). Years of training correlated 

negatively with average number of training blocks to reach criterion (r(46)=-

0.42, p=0.0036). Again, the relationship to music training is driven by the non-

dominant language (r(46)=-0.40, p=0.006); musical training was not 

significantly correlated with learning rate for voices in the dominant language 

(r(46)=-0.22, p=0.13). 

After reaching criterion, however, we observed no differences in 

generalization to pitch-shifted stimuli based on musical background in either 

the participant’s dominant or non-dominant languages (all t<0.95, all p>0.35), 

in contrast to the differences we observed in length of time required to reach 
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criterion during training. This is consistent with the effect of language 

background, which is evident in learning rate, but not in generalization ability. 

4.4. Discussion 

We found that language background affected participants’ learning 

rates of voices speaking different languages: overall, native listeners 

performed better than second-language listeners (late-English-learning 

bilinguals hearing English voices) or listeners unfamiliar with the language 

(English listeners hearing Korean voices). This is consistent with previous 

studies showing that listeners learn to recognize unfamiliar voices better when 

they speak the language or dialect of the talker (Goggin et al., 1991; 

Perrachione et al., 2011; Winters et al., 2008). 

We also asked whether, within bilinguals, age of second-language 

acquisition impacted performance on voice learning. Within the studied group 

of bilinguals, we observed a correlation between age of English acquisition 

and performance on the English (but not Korean) voices. In particular, 

bilinguals who learned their second language (English) at an early age learned 

voices equally quickly in each language, while those who learned English later 

learned English talkers slower than Korean talkers. In spite of these learning 

rate differences, we observed no differences in ability to generalize to novel 

exemplars, even those altered in pitch. 

Finally, we investigated the role that individual differences in auditory 

perception might play in voice recognition. While no clear differences emerged 

from auditory-acuity tasks (pitch-threshold, MBEA), music training appeared to 
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confer a benefit to recognizing voices in unfamiliar (or less familiar) languages. 

Musical activity, defined either in terms of amount of music training or recency 

of involvement in music performance, predicted rapid voice learning, but only 

for participants’ non-dominant language. Again, music training appeared to 

have no benefit when generalization to novel or pitch-shifted exemplars was 

tested. 

 

4.4.1 The gradient role of language background in voice recognition 

Previous studies in adults and infants have revealed that knowledge of 

a language improves ability to recognize voices in that language (Goggin et al., 

1991; Johnson, Westrek, Nazzi & Cutler, 2011; Perrachione et al., 2011). We 

extended this work by contrasting two language groups learning the same set 

of voices, and by looking at degrees of language dominance among bilinguals. 

Not only did we find a crossover interaction between listeners’ native-language 

backgrounds and talkers’ language, but we also found that early second-

language acquisition facilitated talker learning without loss in performance on 

the first language. This acquisition effect—if viewed as such—is particularly 

interesting because it mimics acquisition of phonology: as age of acquisition 

increases, receptive and productive phonology are less native-like (Flege et al., 

2006; Oh et al., 2011). 

Our age-of-acquisition results suggest a more nuanced relationship 

between language familiarity and talker learning than previous studies. Recall 

that Goggin et al. (1991) observed no significant difference in how Spanish-
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English bilinguals responded to Spanish vs. English speaking voices, and that 

Schiller & Köster (1996) observed rapid improvement in voice learning by 

inexperienced adult language learners, but little gain after multiple years of 

further study. Further, Johnson et al. (2011) found that even 7-month-olds 

detected native-language talker changes, but not foreign-language talker 

changes. These studies imply that exposure to a new language or 

phonological system can facilitate talker recognition in that language. Our 

findings suggest a gradient effect of language experience: listeners proficient 

enough in English to attend university courses in it still have difficulty learning 

to recognize talkers in that language if they learned the language relatively 

late. This result is consistent with a large body of research suggesting that 

acquisition of phonological categories has a characteristic developmental 

trajectory, with early exposure important to developing robust representations 

of language-specific phonemes (e.g. Iverson, Kuhl, Akahane-Yamada, & 

Diesch, 2003; Kuhl, Tsao, & Liu, 2003; Werker & Tees, 1984). 

We emphasize that caution is needed in interpreting the age-of-

acquisition results. In our bilingual population, age of acquisition was highly 

correlated with amount of English exposure: all of the early learners of English 

spent more time in the United States and had spoken English for longer than 

the late learners of Korean in school (although many continued to speak 

Korean at home). However, despite having relatively less exposure to Korean, 

those who learned English early were still as good at learning Korean voices 

as their more Korean-dominant counterparts.  
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One piece of support for an age of acquisition interpretation is that early 

learning bilinguals were English dominant (bilingual dominance score: -7.8, 

MiNT: -15.6) while late learning bilinguals were less so (bilingual dominance 

score: 6.9, MiNT: -4.3). If language dominance alone predicted talker learning, 

then English-dominant listeners should show better learning for English than 

Korean voices (like English monolinguals), yet they appear similarly adept at 

encoding voices in both languages. It would be interesting to investigate 

populations of bilinguals who have different patterns of exposure to dissociate 

age of acquisition effects from language-dominance effects. Whether our 

effects reflect age of acquisition or amount of exposure, though, they clearly 

demonstrate that long-term differences in language exposure result in large 

differences in talker encoding. 

Another question raised by the language-dominance effect in talker 

recognition is what acoustic-phonetic knowledge drives the effect. One 

possibility is that talker variation is encoded with respect to speech sounds. 

Thus, the better one’s representations of speech sounds in a language, the 

better one can encode talker variation. This is consistent with evidence that 

adults, who encode words more accurately than young children, also encode 

talkers more accurately (Creel & Jiménez, under review; Mann, Diamond, & 

Carey, 1979). Another possibility is that, just as different languages make 

different distinctions among speech sounds, different languages or cultures 

may make different distinctions among talkers. For example, speakers of 

Language A might have a higher characteristic f0 but vary in other 
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characteristics, while speakers of Language B might vary in f0 but less so in 

other properties. In this case, Language B listeners might be biased to listen 

for talker differences in f0, putting them at a disadvantage in recognizing 

Language-A talkers. This is consistent with research (K. Johnson, 2005) 

showing cultural variation in gender differences in f0 and formant frequencies: 

language, and even accent within a language, seems to modulate voice 

properties that are often thought of as biologically determined. 

Our results do not speak directly to either of these hypotheses—

language-relative encoding of talkers, or language-specific talker variation. 

However, we did find that, in our small sample of training talkers, Korean 

talkers and English talkers differ in a number of acoustic measures: Korean 

talkers showed higher mean f0, greater harmonicity, less jitter, and lower 

center of gravity (pitch median) than English talkers. Though this requires 

further investigation with a larger number of talkers, it is consistent with 

cultural differences in talker characteristics. 

 

4.4.3 More exposure, but equivalent eventual recognition? 

In contrast to differences in learning rate, we observed equally good 

generalization to new utterances regardless of language background, both for 

unmodified and pitch-shifted stimuli. Does this mean that slower-learning 

listeners eventually formed native-like representations of the non-dominant-

language talkers? This is possible, but we view it as unlikely. Listeners with 

less phonological knowledge could have been encoding talkers with a smaller 
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set of cues than listeners with more phonological knowledge. This may have 

sufficed to distinguish within our small sets of talkers, but with a larger set—or 

with new “lure” talkers presented at test—less-expert listeners may have been 

at a greater disadvantage. If listeners were using different cues to distinguish 

talkers, one would predict differences in learning patterns among talkers as a 

function of language background. This evidently did occur, since recognition of 

some voices was higher than others during training, and these differences 

interacted with language background (Figure 5; 2-way mixed ANOVA: no main 

effect of language background, F(1, 47)=0.84, p=0.36, a main effect of voice 

(F(7, 41)=21.86, p<0.0001), statistically significant interaction F(7, 41)=10.93, 

p<0.0001). 

 

Figure 4.5: Average recognition performance during training for eight training 
voices. Each bar represents average and standard error proportion correct 
across participants for all exemplars of each voice. Colors indicate language 
background group (Korean-English Bilinguals vs. English speakers). The left 
side of the figure shows the four English voices, the right side the four Korean 
voices. 

English Voices Korean Voices

Pr
op

or
tio

n 
co

rre
ct

 d
ur

in
g 

tra
in

in
g

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9
1.0 Korean/English

English-only

1 2 3 4 1 2 3 4



 

	  

128 

 

We also noted that, regardless of language background, pitch shifting 

disrupted Korean-voice recognition slightly more than English-voice 

recognition—about a 4% larger performance penalty for shifting Korean voices 

vs. shifting English voices. While this is a numerically small difference, it raises 

the possibility that some of the features used in recognition are more disrupted 

by pitch manipulation in Korean. Another possibility is that features were 

similarly disrupted by pitch shifting, but that pitch was a more salient voice 

feature during learning and so individuals tended to weight it as a more 

relevant cue for Korean than for English voices (e.g. Holt & Lotto, 2006). Why 

might f0 be more salient in one language than another? One candidate is 

harmonicity, the proportion of acoustic energy that is in the periodic part (as 

opposed to the noise) of a signal. The Korean voices had higher average 

harmonicity than English voices. Also, Korean voices had a higher mean pitch, 

which may have drawn attention to pitch contour. This kind of pitch difference 

has also been observed among young Japanese women, where sociocultural 

differences may be associated with higher vocal pitch in women and lower 

vocal pitch in men than in Western cultures (van Bezooijen, 1995). Of course, 

it seems premature to draw strong conclusions about cross-language voice 

quality differences based on four Korean and four English voices. Investigating 

whether any of these specific acoustic differences are predictive of difficulty 

generalizing to pitch-shifted exemplars would require further experimentation 

with a larger stimulus set.  
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4.4.4 Music training 

Our finding of better talker recognition learning in musically-experienced 

participants than in musically-inexperienced participants replicates and 

extends the findings of several earlier studies. Numerous recent authors (e.g. 

Chartrand & Belin, 2006; Parbery-Clark, Skoe, Lam, & Kraus, 2009; Sadakata 

& Sekiyama, 2011; Wong, Skoe, Russo, Dees, & Kraus, 2007) have 

suggested that musicians have improved encoding relative to non-musicians 

of auditory characteristics important for speech perception. This may arise due 

to extensive musical training modifying neural networks involved in auditory 

processing. If some of these neural systems overlap for music and speech 

processing, then improvements in musical processing could serve as “cross-

training” that improves listeners’ speech perception (Patel, 2011). In our data, 

music training seems to improve talker learning specifically in less-familiar 

languages. This is consistent with effects of musical ability in perception and 

production of second language phonology, even when many other factors are 

controlled for (Slevc & Miyake, 2006). To our knowledge, this is the first study 

to investigate whether musical training provides a specific advantage for 

encoding talker-related acoustic properties. 

We point out, however, that this study does not actually manipulate 

music training, so we cannot assert that it causes improvement in learning to 

recognize voices. Perhaps some third variable—inherent or learned individual 

differences in auditory perception—confers benefits to both voice recognition 
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and music production. This is an interesting question for future research, and 

may inform the discussion about the overlap and dissociation of neural 

mechanisms for speech and music perception. It is also somewhat surprising 

that we found a relationship between music experience and talker learning, 

but not MBEA performance and talker learning. It may be that a single MBEA 

subtest was not sufficient to capture variability in musical ability. 

 

4.4.5 Conclusions 

We explored how language experience and non-linguistic factors 

contributed to talker identification in two different languages. Native-language 

talkers were learned faster than second-language or unfamiliar-language 

talkers, and among bilinguals, earlier L2 acquisition predicted faster learning. 

Further, some measures of music experience predicted faster learning in the 

less-familiar language. Our work suggests a role for early language learning, 

or at least extent of exposure, in talker identification. This is consistent with a 

tight linkage between language processing and talker identification, which 

presents an interesting puzzle given the evidence of specialized neural 

mechanisms for speech recognition and talker identification.  
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V. Conclusions 

 We began by noting that although speech is often studied for its role 

transmitting semantic content through words and syntax, it also allows the 

listener to recognize the producer—a feature shared with other animal 

communication systems. What acoustic features of vocalizations are listeners 

sensitive to when recognizing individuals, and what does this tell us about the 

neural and cognitive representations of natural vocalizations? In this thesis, I 

presented three experimental studies investigating these questions, focusing 

on the role of pitch and timbre. Together, these studies make an important 

contribution to our understanding of the role of auditory cues in recognition of 

complex sounds. 

Prior research suggests there are dramatic differences in the ways in 

which humans and songbirds perceive pitch (e.g. Hulse & Cynx, 1985; Page, 

Hulse, & Cynx, 1989; Weisman et al., 2010). The majority of studies 

describing these differences have used pure tone stimuli, which are 

experimentally tractable, but remote from the spectrally complex acoustic 

signals each species has evolved to produce and to recognize. In chapter 2, 

we demonstrated that, despite poor flexibility in recognition of pitch-

manipulated tone sequences, European starlings are able to recognize pitch-

manipulated song excerpts. This robust recognition occurred despite evidence 

that starlings are sensitive to pitch cues in their song. 

We extended this study in chapter 3, where we investigated how 

enriching tone sequences with a characteristic ordering of timbres affected
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recognition after acoustic manipulation. We hypothesized that adding a timbre 

cue would enable recognition of tone sequences at different pitch levels than 

those learned during training. The results of this study, however, contradicted 

our hypothesis. Starling subjects appeared unable to make use of consistent 

timbre cues to recognize sequences that were altered in pitch. Moreover, they 

also had difficulty recognizing sequences that were matched to the training 

pitches but were synthesized with a novel timbre not heard during training. 

This is partly consistent with human timbre recognition studies (Melara & 

Marks, 1990; Pitt, 1994) demonstrating that timbre and pitch cues interact in 

auditory perception. However, when human listeners were tested on the same 

task, we observed good recognition performance, likely on the basis of robust 

relative pitch cues.  

In chapter 4, we investigated the role of pitch cues in recognition of 

unfamiliar voices speaking either familiar or unfamiliar languages. We found 

little evidence for a differential role of pitch cues depending on language 

background, however we did observe a novel gradient effect of bilingualism. 

Korean-English bilingual individuals who learned their second language early 

in life recognized voices in their second language (English) well, while those 

who learned later had more difficulty. Although this finding aligns well with 

previous studies (Goggin, Thompson, Strube, & Simental, 1991; Perrachione, 

Del Tufo, & Gabrieli, 2011), we also observed preserved recognition for 

Korean voices, even among individuals who were English dominant. This 

surprising finding indicates that voice identification may be dependent on a 



	  

	  

139 

lengthy period of perceptual learning that begins early in life. In this respect, it 

may share a developmental profile with phoneme perception and production, 

where early exposure is important for native-like fluency (Kuhl & Rivera-

Gaxiola, 2008; Werker & Tees, 1984). 

Each of these studies attempts to characterize the perceptual 

mechanisms underlying recognition of complex sounds. We emphasize that 

there is much more work to do, and at present we have little coherent sense 

for how the human (or songbird) auditory system builds representations of 

complex natural signals. It is much simpler, for both experimental design and 

interpretation, to carefully parameterize stimuli in auditory recognition 

experiments. However, we need to be cautious when interpreting the results of 

these kinds of studies. As we point out in chapter 2, there may be unexpected 

differences in how the auditory system processes different kinds of signals. 

For example, we observed flexibility in the recognition of pitch-manipulated 

starling song, but little flexibility after similar manipulations of tone sequence 

melodies. While more difficult to interpret, using naturalistic stimuli makes a 

critical contribution of understanding how the auditory system functions. 

Neurophysiological research has demonstrated that high-level auditory 

neurons do not respond well to simple stimuli, and receptive fields obtained 

using natural sounds can differ dramatically from those obtained using simple 

tone stimuli (Theunissen, Sen, & Doupe, 2000). 

Even minor enrichment of the stimuli, such as using synthetic 

instrument timbres rather than sine wave tones, can reveal surprising 
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differences that may not be apparent when using simpler stimuli. For example, 

in contrast to our hypothesis, adding timbre cues did not increase the pitch 

flexibility of starlings in the tone sequence recognition tasked described in 

chapter 3. 

Our results did, however, add a new element to the theory that 

songbirds are predominately absolute pitch processors. When presented 

stimuli at identical absolute pitch levels but with a novel timbre, starlings 

recognized the stimuli poorly. Perhaps rather than learning detailed 

representations of the absolute pitch of the training stimuli, starlings were 

learning more veridical representations that incorporated non-pitch spectral 

differences as well. This finding does contrast with the apparent pitch flexibility 

we observed earlier using stimuli with enriched spectral cues. Further work will 

be necessary to disentangle how such cues are integrated. 

These studies also provide a reminder that we are far from 

understanding even basic perceptual components of sound when departing 

from well-controlled contexts. While the auditory signal is often described as 

consisting of time-varying loudness, pitch and timbre, it is clear that these 

parameters are not independent. In fact many human listeners find it difficult to 

accurately make independent pitch and timbre judgments in isolated tones 

(Melara & Marks, 1990; Pitt, 1994). What does this imply about our use of 

such perceptual dimensions to characterize natural signals? 

The results of our study reported in chapter 3 point out that the contexts 

in which pitch and timbre may be considered perceptually independent are 
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highly limited. There is little indication that starlings are able to use timbre cues 

either independently or in parallel with absolute pitch cues to increase 

recognition flexibility. This may be due to very limited exposure to contexts in 

which timbre is maintained while other signal parameters are manipulated. In 

fact, there are few (if any) natural communication signals where pitch and 

timbre cues are independent. One possible exception might be vowel sounds 

in human speech, where the spacing between formants that describes a vowel 

space could be thought of as providing timbre cues and the voice f0 could be 

thought of as pitch. However, the analogy to vowel perception is also limited. 

Changes in f0 can alter listener’s percept of what vowel they are hearing 

(Johnson, 1990). Like timbre, vowel perception is multidimensional—the 

vowels in a language cannot be ordered on a single perceptual axis (Pols, van 

der Kamp, & Plomp, 1969). However, there is little evidence that listeners hear 

these cues independently when they perceive speech. Both pitch and formant 

spacing are not stable over time. Changes in pitch over time create prosody, 

which can affect the semantic meaning of sentences (e.g. change them from 

statements to questions). Formant spacing may depend on the adjacent 

vowels and consonants in context. 

One hypothesis given the limited ability to separate pitch and timbre 

cues is to consider them both aspects of spectral processing, and only really 

separable in musical contexts, where we have a clear operationalization of 

timbre as corresponding to a particular musical instrument (i.e. piano vs. violin). 

This perspective would explain why music training appears to be important in 
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tasks that require separate judgments of pitch and timbre and it is unsurprising 

that songbirds (without musical experience) would perform poorly in these 

conditions. 

As with many experiments, these studies raise more new questions 

than they answer. I have outlined some of the possible future directions in the 

discussion sections of each chapter, and briefly describe some more general 

directions that this line of research could take here. One intriguing question 

raised by our human study in chapter 4 is: what is the nature of the language 

knowledge underlying voice identification ability? Can all of the observed 

differences be attributed to perceptual knowledge of the sound contrasts within 

a language? This is a complex question, and both individual and language-

specific differences contribute to making it unlikely that there are clear-cut 

answers. We attempted to characterize sensitivity to pitch cues in voice 

identification, but found few consistent differences.  

We attempted to relate individual differences in identification 

performance for pitch-manipulated voices to differences in individual auditory 

performance or background. However, we observed no consistent differences 

using the individual differences we measured in this study, though other 

approaches may be more successful. One extension would be to manipulate 

other acoustic features of the speech excerpts, such as speech rate or 

prosody. If voice identification were impacted differentially by these 

manipulations across differences in language background or auditory 
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perception it would contribute toward a better understanding of how linguistic 

knowledge interacts with cognitive representations of speech. 

Another experimental extension would be to investigate the role that 

pitch information plays in perception of vocal naturalness. We found no 

evidence that pitch manipulation affected recognition of Korean and English 

voices in a way that was dependent on the listener’s language background. 

However, we did not test whether Korean listeners were more sensitive to 

recognizing that pitch had been altered for Korean voices. Even if recognition 

of pitch-manipulated utterances was similar for both language groups, it is 

possible that Korean-speaking listeners would be better able to detect pitch 

manipulations in Korean voices than listeners who did not speak Korean. If so, 

this would indicate a subtle difference in pitch perception in the context of 

voice perception that was undetected by our recognition task.  

In starlings, there remains much work to be done to understand the role 

that acoustic cues play in the recognition of natural vocalizations. As a follow-

up to chapter 2, we might pursue constructing different acoustic manipulations 

of starling vocalizations to attempt to identify how different sets of acoustic 

cues impact recognition. In an unpublished pilot study, we attempted to 

separate spectral and temporal cues by resynthesizing starling song using 

sine wave components. This kind of acoustic manipulation has been used 

several times in speech research and is known as sine wave speech. However, 

the results of this pilot study were inconclusive. Recognition performance 

decreased dramatically for sine wave versions of song, and the number of sine 
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waves used for synthesis was roughly predictive of performance. However, 

there were no consistent differences in how stimuli were affected by this 

manipulation. Also, while the attempt of sine-wave re-synthesis was to reduce 

or eliminate temporal cues, it is not clear that these cues were eliminated as 

modulations in pitch continued to occur in temporally salient positions. 

Another approach to identifying the relevant acoustic cues in song 

recognition would be to collect large amounts of behavioral similarity data 

using a psychophysical test procedure. Once this data was collected, there 

may be opportunities to use machine learning techniques to identify acoustic 

features that are predictive of similarity. Similar approaches to identifying 

acoustic features by collecting similarity ratings have been applied in many 

human studies. Our attempts to construct such a paradigm in starlings, 

however, were not successful. It is quite difficult to develop a gradient 

similarity rating task in an animal behavior experiment, and using categorical 

(same vs. different) responses did not provide enough consistent data to work 

with. 

Together, these studies contribute new data, and hopefully new 

perspectives, to those interested in the role of pitch and timbre cues in the 

recognition of complex vocalizations. However, much more work remains 

before a complete picture of how these cues interact will be formed. 

Understanding the interaction of auditory cues in recognition is a very 

challenging problem for many reasons. First, it is not always possible to 

independently identify or separate acoustic cues, both computationally and 
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behaviorally. As we saw, even “simple” attempts to isolate pitch and timbre 

cues can prove anything but simple. Second, it is likely that the particular 

weighting of cues used in recognition differ across listeners and differ across 

stimuli. In other words, the same individual may rely on a very different set of 

cues when recognizing one voice than another, while two individuals may yet 

use different auditory cues for recognizing the same voice. 

These kinds of interactions make such questions very challenging to 

address from a scientific perspective, and remind us of the enormously 

complex computational tasks performed by animal’s auditory systems. Further 

insight into how the auditory system accomplishes these tasks will be 

important both for basic science, but also for improving our ability to treat 

disorders of auditory perception that can affect language perception, learning 

and production. 
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