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ABSTRACT OF THE DISSERTATION 

Exploring Temporal Frameworks for 

Constructing Longitudinal Instance-Specific Models 
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by 
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Doctor of Philosophy in Biomedical Engineering 
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Professor Alex A.T. Bui, Chair 

 

The prevalence of the EMR in biomedical research is growing, the EMR being regarded as a 

source of contextually rich, longitudinal data for computation and statistical/trend analysis. 

However, models trained with data abstracted from the EMR often (1) do not capture all features 

needed to accurately predict the patient’s future state and to ground clinical decisions; and (2) are 

not normalized to a standardized timeline. This dissertation demonstrates the advantages of 

instance-specific predictive models and event-based frameworks for normalizing population and 

patient-specific data, by evaluating a modified Lazy Bayes’ Rule algorithm adapted to structured 

and unstructured longitudinal clinical datasets. The results of the evaluations indicate the 
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superior performance of the instance-specific model over its global equivalents, in the context of 

staging clinical data via event-based change.  
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CHAPTER 1. INTRODUCTION 

Medical decision-making is a complex task due to: (1) the high-dimensionality of clinical data; 

(2) the diversity of clinical data sources; (3) the variability of disease; (4) the benefits and trade-

offs between decision alternatives; (5) the extent of a clinician’s knowledge base and unique 

cognitive processes involved in his or her decision making schema; (6) the allocation of time, 

effort, and resources needed to treat one vs. multiple patients with accuracy, efficacy and 

expediency; and (7) the uncertainty with individual patient variability.  

Any reasoning based on a patient’s medical history depends on the certainty of known, observed 

facts. Unfortunately, the uncertainty of observations within the clinical domain is often due to 

methodological issues, namely quality and methods of data collection, interpretation, and 

evaluation of the data. With the rate at which clinical information and patient data is accumulated 

through patient treatment, decisions about patient management are contributing to these 

methodological issues for the practicing physician: wider availability of medical technologies, 

interventions, and advancements in treatment for even one condition further amalgamate the 

amount of data available for the medical decision making task [1].  Physicians are continuously 

pressed to make decisions that consider patient preferences and prior patient history, history of 

presenting illness and many other clinically-relevant processes involved in diagnosis and 

treatment, while planning for what exams to order. In addition, the physician must interpret 

laboratory, imaging, pathology and other data in order to accomplish the ultimate tasks of 
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diagnosis and treatment [2]. Such challenges are not exclusive to how data is evaluated, but how 

pieces of data are structured, represented, and related to construct new knowledge. The clinician 

must decide what evidence to collect and utilize in order to filter irrelevant data and increase the 

likelihood of relevant pieces of evidence and diagnosis. The results of exams are commonly used 

to improve the estimated probability of any likelihood of decisions [3, 4].   

Typically clinical prediction is focused on survival, prognosis and diagnosis.  Physicians are 

confronted with using the large set of a patient's unique set of characteristics and disease 

presentation to make a prediction or construct an accurate account of the patient's health, 

outcomes and response to treatments. The decision-making that drives this problem solving 

becomes increasingly complex with clinical data’s temporality. A patient with a chronic disease 

will have a larger amount of data to be reviewed, recalled, and synthesized compared to a patient 

undergoing acute care.  The combination of the data volume and dynamic nature of the patient's 

health status complicate the ability to maintain a high-level view of the patient's health and 

impede appropriate decision making. So the potential for computational models (1) to handle 

large volumes of data and computational costs associated with making predictions; (2) to 

extrapolate and synthesize longitudinal evidence in the context of uncertainty; and (3) to tailor 

population-level knowledge to an individual patient is evident within this scope of the problem.  

Modeling real-world clinical tasks must reduce the complexity of real world phenomena, while 

maintaining reproducibility across populations, cohorts, institutions, and maintaining complete 

representativeness of the data. Computational modeling is a complex task that requires balancing 

the challenges of collecting and synthesizing real-world clinical data into informative knowledge 
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more suitable for biomedical and statistical analysis.  Despite ongoing endeavors in information 

processing and the psychology of decision making to explore model uncertainty and conflicting 

information [5, 6], most models have yet to fully accommodate for information specific to each 

patient case and other assumptions underlying the clinical data (e.g., distribution, 

representativeness). Computational models used in clinical decision tasks are subject to 

uncertainty, the costs and outcomes for which we can never predict with complete certainty. 

Modeling clinical decision making involves imposing structure on the complex process 

involving patient treatment (i.e., diagnosis, prognosis, treatment, follow-up) and the decisions 

surrounding that process, which necessarily requires the author of the model to incorporate 

certain assumptions and judgments [7]. The possible combinations of different features, 

relationships, topologies and other parameters must be treated carefully within all assumptions 

and how they may lead to different outcomes. Failure to account for uncertainties across all these 

dimensions can lead to misleading estimates of model accuracy and the extent of decision 

uncertainty [7].  

In order for physicians to perform meaningful, context-sensitive and effective analyses of 

clinical data it is imperative that the data are described as precisely and accurately as possible 

[8]. The need to manage the temporality of clinical data in a complete and functional way is 

necessary to satisfy the particular needs of research and more accurate patient management [9]. 

From both the practicing and research perspectives of the clinical domain, maintaining 

temporality of clinical data creates, overall, a more accurate representation of the patient. 

Temporal data in the clinical domain has many complex aspects that must be managed; 

representing time in the modeling world has yet to be well-defined and widely accepted into the 
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research community. The representation of these characteristics can be reduced to three major 

challenges: (1) coverage or scope, (2) specificity, and (3) value of importance. Time can be 

defined as a single point describing a single event occurring in the scope of time or as a time 

interval defining a specific period in a patient’s care, such as a period of chemotherapy.  The 

units of time themselves can also be specified at varying granularities (e.g., a single point in time 

can represent individual months, or an interval can be measured in hours).  Finally, given the 

dynamic nature of a patient’s health status, any patient feature may waver in its level of 

significance to a clinician, depending on the type of feature and its relationships to other features. 

For example, a patient with previous resection of tumor may have no prior symptoms ever 

recorded, but then experiences headache and dizziness to indicate possible recurrence. 

Constructing these temporal relationships between features is requisite to recreate a complete 

clinical history of the patient [10, 11], which is the primary source of prior evidence used to 

calculate likelihoods in a probabilistic model.  

Probabilistic disease models have been developed to address these issues by fitting differing 

patient chronologies to either a static or limited time model (e.g., fixed frequency sampling). 

However, these predictive models (e.g., neural networks, decision trees, Bayesian networks) 

apply a single model to an entire population of future cases, so the models fail to incorporate the 

qualitative and semantic meaning unique to each individual patient case. And these traditional 

models fail to consider the varied types of models that can fit the data being modeled, and how 

well one model can outperform another in a given context. Even dynamic Bayesian networks 

(DBNs) do not represent the complexity of non-linearly structured time series data, as they 

utilize a general population-based model averaged to fit the data. In addition, such probabilistic 
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models fit a more model-based approach to learning, which constructs explicit generalizations of 

the training cases; this approach can easily exclude “tail ends” of a class example distribution. It 

is important to include every type of class instance that is represented within the full population 

of examples. To contrast the generality of such networks is the instance-based model. Instance-

based approaches to modeling have been used predominantly in the machine learning 

community. The term instance-specific refers to utilizing principles of similarity and case-based 

reasoning to produce a model that can be trained on high dimensional datasets, but still be 

accurate enough to predict characteristics unique to an individual patient. As a form of 

supervised learning, the instance-based approach represents what has been learned as a collection 

of prototypes formalized in the same language describing the training data.  A prototype is 

defined as one of the training examples, or some hypothetical case computed from one or more 

of them (e.g., weighted average of a set of cases) [12]. The objective of this research is to present 

a prognostic system utilizing a temporal-based, patient-specific probabilistic model (specifically, 

an instance-specific Bayesian belief network resulting from Bayesian model averaging) over 

real-world clinical observations. The end results of this work are the following: (1) a framework 

that can automatically collect, process, and select relevant decision-making features directly 

from the EMR; (2) a Bayesian model selection method across suitable models to fit clinical data; 

(3) a semantic and qualitative characterization of clinical, temporal narrative particular to 

individual patient cases, and across a population; and (4) an improved predictive capacity for a 

BBN/DBN-based disease model.  

I present a formal framework that utilizes an instance- (i.e., patient-)specific DBN over 

longitudinal medical records, which attempts to represent various clinical processes (e.g., 
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diagnosis, treatment, recurrence, end outcomes) and clinical observations (e.g., symptoms, 

history, intervention). Features selected for the model are combined from the sets resulting from 

manual and machine-extracted approaches, in order to utilize standardized concepts, automated 

extraction, and expert-based review for optimal concept relevancy.  Longitudinal data is 

collected from individual patients and prepared before the model construction. The temporal 

structure upon which the model is built is then determined by mapping the clinical observations 

across patient records to find changes in key groups of features and through semantically-defined 

key events (e.g., change in chemotherapy, tumor recurrence, change in overall health status), and 

arbitrary clinically-defined time points as done with clinical trials (e.g., 6-, 12-month follow-up 

periods and 3-, 6-, 9-, 12-month follow-up periods). To extend the Lazy Bayes’ Rule (LBR) 

model, the models created from this work integrate prior knowledge as a method to weight 

appropriate model features, as well as utilize a more robust model selection algorithm to consider 

a larger set of optimal models. The instance-specific model is tested under these varying 

temporal frameworks and with varying levels of prior evidence to assess their efficacy compared 

to traditional population-based Bayesian models (e.g., naïve Bayes model, dynamic Bayesian 

network) used in medical decision making research. The completed model can then answer 

predictive queries that pertain to the entire patient population. Briefly, the proposed methodology 

consists of four steps: 

 Patient medical records are first assembled and clinical free-text is extracted (e.g., using 

natural language processing (NLP) methods). Variables of interest are then selected, dictated 

by an expert-driven knowledge base (KB) contained within this framework. Automated text-

mining methods are applied to perform feature extraction on the free-text, and further manual 

processing is performed to determine changes across the clinical observations that are 

indicative of key clinical events occurring over time. Both the machine-extracted and 

manually extracted features are mapped together to form an "idealized" feature set or 
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knowledge base (KB). Data collection for the identified features is conducted through 

manual annotation of the reports by a biomedical researcher who has experience with the 

clinical data. 

 Model construction is based upon this initial variable framework. Associations between 

features and states for each feature are drawn from the combined KB and instantiated in the 

model. Causality is implied by the directionality of relationships between features. For 

instance, the relationship between the features "flu" and "fever" can be indicated by a uni-

directional arrow from the feature "flu" to "fever," implying that flu causes fever. The states 

for a feature represent the different instantiations or dimensions of a particular feature; 

"fever", for example, can assume a varied degree of fever, "high", "low," or "none." The 

number of nodes and time points used in the model are diversified with each experiment, in 

order to examine the best set of longitudinal conditions for the data to be predicted and be an 

accurate representation of each patient.   

 Evaluating and querying the model is based on classification using an instance-specific 

learning approach that performs Bayesian model selection and averaging over the set of 

patient data. The resulting patient-specific Bayesian model will capture the features of every 

individual patient case, better explaining the disparities underlying presentation and patient 

variability to ultimately improve the predictive performance of the model. The model can be 

used for a variety of queries by the clinician through an end-user interface. Results of 

evaluating the patient-specific model compared with the traditional population-based models 

will affirm prior research that the model selection and averaging approach are more 

appropriate when applied to clinical data.  

 The temporality of the patient-specific framework is explored in greater detail by 

constructing temporal variations of the original model. The lack of temporal structure 

inherent to specific datasets (i.e., UCLA GBM) provides an adequate platform to investigate 

how to optimize the balance between clinical accuracy through representation and 

computational efficiency and robustness.  Applying varying time frames will impact the 

number and type of observations that characterize each stage of the patient’s health.  Current 

patient modeling approaches often assume a single time dimension, training models on 

retrospective data without modeling data changing through the course of patient treatment. 

Extracting and modeling time-sensitive data across a collection of patient records is not a 

commonly studied construct in the medical research domain, thus incurs a need to 

incorporate temporality into more detailed, well-represented predictive models. Each 

temporal view of the model is evaluated and compared for statistical power and predictive 

accuracy.  

Consequently, the patient-specific DBN aims to improve the accuracy of medical decision 

making with a more specific representation of clinical narrative and observations over the course 

of a disease progression. Tools to perform these steps were developed in the course of this 

research. To evaluate the performance of the model, a traditional DBN and naïve Bayesian 
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network were built and tested on a set of clinical data, then compared to the patient-specific 

model fit to the same dataset. The predictions of both models were then compared and contrasted 

to account for clinical and statistical significance of the results. The contributions of this work 

are thus:  

 An architecture comprised of (automated) tools to assemble and process longitudinal clinical 

free-text extracted from a collection of patient medical records, in preparation for structuring 

and temporal classification/organization; 

 A modified patient-specific model that incorporates robust model selection techniques into a 

temporally-sliced Bayesian belief network from unstructured and structured clinical data to 

capture semantic and qualitative information describing an entire patient population; 

  A formalized validation of the performance of the patient-specific model compared to its 

traditional, population-wide analogs to present proof of concept for the models’ predictive 

performance and 

 A testbed for evaluating the instance-specific model under various temporal frameworks by 

which the training data is normalized.  

Techniques developed in machine learning and information retrieval (IR) were adapted to 

address clinical and informatics-related problems that are the focus of this dissertation. Using 

these techniques I constructed a robust, complete model that can be generalized to different 

clinical domains for improved patient-tailored treatment and prognosis. Given features and their 

associations, patient-specific models were constructed to capture the full range of characteristics 

unique to a patient, while still being globally applicable to the patient population. Only then can 

the performance of a predictive model for accuracy and sensitivity for certain target variables be 

assessed. Using statistical metrics to assess the model, this work validated the efficacy of a 

patient-specific model over the classical dynamic model (e.g., Dynamic Bayesian Belief 

network). The evaluations demonstrate overall prominence of the instance-specific model trained 

on concepts from structured data (i.e., using Osteoarthritis Initiative and REMBRANDT 
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datasets) and unstructured clinical reports (i.e., UCLA data), compared to various global models. 

Furthermore, the temporal frameworks that were investigated with the UCLA models promise 

normalized approaches to longitudinal modeling and prediction. Still, automated concept 

extraction, standards for representing a cohort of patients’ health status through time, and 

integration of expert knowledge into more accurate instance-based models remains to be fully 

achieved. 

This dissertation is organized as follows: Chapter 2 provides background on related work in 

medical decision-making and clinical modeling, describing the current challenges, how this work 

will overcome specific problems; Chapter 3 presents results related to data processing and 

concept extraction; Chapter 4 compares the construction and evaluation of population-based and 

instance-specific models for structured and unstructured data; Chapter 5 assesses the temporal 

frameworks by which clinical reports can be organized and used for a predictive model; and 

Chapter 6 concludes by summarizing the results of each technical objective, possible limitations 

for achieving optimal results and potential future work. 
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CHAPTER 2. BACKGROUND 

The purpose of modeling is to reduce the complexity of understanding or interacting with a 

phenomenon by: (1) filtering out detail irrelevant to some phenomena; and (2) representing the 

course of action taken between an initial to end state. The model is a representation of what its 

creator feels is important to understand that behavior, which is ultimately biased by his or her 

impressions. To accurately represent a real-world phenomenon it is imperative to utilize as 

accurate a mapping as possible between model parameters and the process in question, 

represented by evidence/data gathered through observation. A growing body of research is 

moving towards developing models that better fit the data they are modeling; the structure and 

parameters of a model are fixed such that the observations are reproducible, while still being 

widely applicable to other datasets. The clinical domain especially is populated by complex 

events between the state of diagnosis and outcome for a single patient. Computational models 

that organize and represent volumes of clinical data hold promise as inferential, decision making 

mechanisms to predict outcomes, given evidence related to patient decision making. 

The key to improving patient-centered treatment lies in optimizing the decisions made between 

diagnosis and the measurement of a patient outcome. Given the clinical evidence gathered about 

a patient and from the patient’s history, a physician must constantly balance the costs and 

benefits of certain treatments to maximize the patient’s quality of life and survival. Through the 

years, medical problem solving and decision making has grown out of early studies in 

information processing and the psychology of decision making [6, 13], which directs the school 

of thought towards specific methodological issues by which physicians perform decision making 
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tasks. Issues include: the quality and methods by which data/observations are collected and 

interpreted; the evaluation of associations and relationships between data; and how to structure, 

represent, and relate the data to synthesize new knowledge. Furthermore, population-based 

models in current use (e.g., logistic regression, neural networks, decision trees) do not capture 

characteristics unique and specific to a particular patient that will help tailor and improve patient 

care. Indeed, typical clinical contexts require specific predictive models to account for 

uncertainty in patient variability, data collection, and other characteristics unique to each patient 

case. This chapter reviews past and current work in the areas of modeling to support temporally-

based medical decision-making.  

2.1 MEDICAL DECISION-MAKING MODELS 

2.1.1 Early Efforts  

Work on medical decision-making began in the domain of medical cognition, which explores 

how to model clinical decision-making and the inherent uncertain, incomplete, or conflicting 

information within the medical environment [14-16]. Despite early efforts in the field, models 

have yet to fully capture the expertise of the experienced physician and varying effects resulting 

from decisions related to treatment, patient management, etc. Frameworks by [14] and others fall 

short of describing how the clinician weighs factual evidence and underlying semantic meaning 

in a patient record towards making clinical decisions. For example, there is no model describing 

how a physician confirms that a blood test suggests anemia, or how family history of smoking 

influences the patient’s diagnosis for lung cancer. In general, medical decision-making models 
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are complicated by the challenges endemic to: (1) the volume of data; (2) the heterogeneity of 

clinical data; (3) the variability of disease presentations; (4) the benefits and trade-offs with 

decision alternatives; and (5) the uncertainty arising from individual patient variability [17]. 

These points are further elaborated upon below:  

 Volume of data. Clinical problem solving has turned to evidence-based medicine to improve 

the quality of healthcare delivered to individual patients [18]. The growth of evidence-based 

medicine is in part due to the fact that physicians are confronted with a vast amount of 

patient data and observations that must be reconciled with the large body of medical 

knowledge. Much of the physician’s role has become one of filtering data, discarding 

information that is invalid or irrelevant to clinical practice [19].  

 Clinical data heterogeneity. How data is collected, observed, and interpreted in the clinical 

setting is directly correlated to errors in reported data, resulting in an imprecise portrayal of 

the patient [20]. Studies of expert reasoning indicate that clinical errors often arise from 

inadequate knowledge, inappropriateness of data, or lack of interpretation and integration of 

data [21, 22]. For instance, consider the difference in reasoning and reporting by a specialist 

vs. generalist (e.g., one cannot directly infer the motivation behind “chest x-ray and complete 

blood count differential”) or attending physician vs. medical resident (e.g., summary vs. 

report). Longitudinal discontinuity in the number or the currency of continually collected 

observations about a patient’s health can further influence the physician's mental framework 

for making optimal decisions, particularly in light of the dynamic nature of disease [23]. 

Variation in: (1) department (e.g., pathology, oncology, laboratory, admissions) responsible 

for collecting data for the patient; and (2) data type (e.g., quantitative laboratory values, 

imaging data, qualitative description of tumor size) both contribute to fluctuation in 

interpretation by physicians and clinical decision support systems. For example, how a 

physician interprets blood test results varies from interpreting a radiology report: the low-

level measurements in a blood test can be directly correlated to a specific finding, whereas 

the natural language in a radiology report can require more careful interpretation. 

 Variability of disease presentation. The relationship between diagnosis and symptoms is 

frequently represented using a many-to-one (m-1) relationship; however, given the 

complexity of medical knowledge [24-26], such m-1 representations often obscure how data 

is analyzed and synthesized by a physician to eliminate uncertainty in decisions. For 

example, the symptom chest pain may be described specifically in terms of location and 

intensity, and still be a general indicator of many different diagnoses (e.g., pneumothorax, 

pancreatitis, pulmonary embolism).  

 Multitude of decision alternatives. The past few decades of basic science and biomedical 

research have drastically increased the number of options for diagnosing and treating 

patients. Concurrent social pressures (e.g., insurance and healthcare costs, quality of life 

issues, etc.) have influenced medical decision-making, sometimes with conflicting goals and 

priorities [17]. For example, an unconventional treatment may be considered for a patient 
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even if the treatment is not from the usual set of different therapeutic options, and carries 

different costs and risks when known benefits [27] exist. Thus a model of medical-decision 

making involving a disease cannot be based strictly on biological/somatic variables – social 

and behavioral factors also influence decision-making tasks [28]. 

 Individual patient variability. Physicians may understand the symptoms and presentation of a 

given disease, but the mental schema for the disease will not be identical across a patient 

population: the instantiation of the model for a patient is individualized, tailored to the 

nuances of the patient’s presentation and unique situation. For example, each patient can 

respond differently to a given therapy. Likewise, prognosis based on published work in 

evidence-based practice, clinical trials, or other studies may differ from patients encountered 

in clinical practice, which also complicates medical decision-making [29].  

To address these challenges, early models differentiated between classes of medical knowledge 

per decision-making context [30]: observations, findings, facets, and diagnosis. Observations are 

patient-level data (e.g., the patient is a healthy male, non-smoker, has normal speech) that are not 

all clinically useful. Findings are data with potential clinical significance (e.g., patient presents 

with nausea, dizziness). Facets are clusters of findings that may have diagnostic implications to 

describe a categorical or pathological description (e.g., headache and dizziness may suggest a 

neurological problem or glioblastoma multiforme). Lastly, diagnosis explains all the levels 

below it. Apart from this classification there is no single hierarchy to describe the affiliation 

between these basic components within the medical decision-making process and the 

relationships between each level to the over-arching diagnosis: facets may subsume diagnoses if 

they are more general descriptions (e.g., cardiovascular disorders) or be subsumed by diagnoses 

if they are subcomponents of a diagnosis (e.g., the facet of dyspnea is subsumed by diagnosis 

pneumothorax) [31]. 

Models from other domains applied to medical decision-making. Before the evolution of 

current probabilistic and quantitative models, medical decision-making models began to 
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integrate classical decision theory (CDT). The CDT framework supposes that judgments and 

decisions are based on logic and empirical accuracy, which have been thought to be applicable to 

medical decision-making; the traditional biomedical model fails to address social, psychological, 

ethical, and behavioral dimensions of illness [28, 32, 33]. The biomedical model assumes 

rational and informed decision-making processes based on objective assessment of the data, yet 

real-world medical decision-making entails evaluating both quantitative information and 

narrative evidence contained in laboratory reports, diagnostic exams, prior history, etc. in a 

“subjective” manner that may not be fully informed. Also the traditional model assumes a data 

set that is complete, standardized, and representative of the target population: all cases have fully 

reported variables, all data elements are normalized to a given distribution, and there are a 

sufficient number of samples to learn all representations of the process being modeled. 

Unfortunately patient records are expected to have missing data for various reasons (e.g., 

variability in clinician data collection/observation) and the longitudinal nature of a disease 

process increases the possibility for data elements to be absent across a documented time span. 

Thus, the patient-centered models cannot make strong assumptions with data that is filled with 

uncertainty due to these factors. 

To illustrate the medical decision-making problem, suppose during a patient’s diagnosis a 

clinician notes in his report that his patient suffers from pericarditis. The clinician’s diagnosis of 

pericarditis could be based on evaluating a single attribute, such as the presence of chest pain. 

The diagnosis (i.e., decision task) could be seen as measuring the worthiness of multiple 

alternatives from a differential diagnosis, as in expected value theory – but considering a single 

attribute or utility function involves no decision-making. The CDT-based perspective assumes 



15 

the decision-making process is focused less on expert reasoning than on pattern recognition or 

information retrieval from an organized framework of knowledge [25, 34, 35]. Real-world 

clinical decision-making, however, is typically not so simplistic, but is a function of uncertainty, 

clinical evidence, and risk involved with the decision. The context surrounding this final 

assessment (i.e., how the investigation proceeded) is often missing from a report; a more explicit 

description of what and how clinical evidence was used in a clinician’s interpretations could help 

another physician infer the patient’s condition, potential treatment options, and outcome. 

Furthermore, the uncertainty involved in evaluating decision alternatives is based on personal 

judgment in assigning relative values. Physicians employ subjective biases (e.g., 

representativeness, availability, adjustment), and other cognitive heuristics or rules to determine 

the value of a piece of information [27, 36-38].  

2.1.2 Quantitative Models for Medical Decision-making  

Incorporating probabilities. Probabilistic reasoning models have evolved to understand how 

people perceive, process, and evaluate decisions made under uncertainty and/or incomplete and 

conflicting evidence [39]. The typical probabilistic decision-making approach attempts to find 

the true state of the world from a set of predefined hypotheses. The probability of each 

hypothesis being the true state of the world is then calculated and revised according to a series of 

tests. For example, suppose a clinician must choose between pericarditis, pneumonia, lung 

cancer, or pulmonary embolism as a final diagnosis for a patient presenting with a cough and 

chest pain. The physician would order a number of tests, in a fixed order, and then compute 

posterior probabilities to rank each alternative in order of likelihood. The physician would be 
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able to conclude that lung cancer is less likely than pneumonia in a patient with a cough, but not 

specifically with a 70% chance. Arguably, probability-based reasoning is disconnected from the 

qualitative character of human reasoning, and so is not an accurate representation of clinical 

decision-making performed in the real-world [40]. The beliefs in probability theory are less 

motivated for human understanding and thus difficult to explain and use [24, 41, 42]. 

Furthermore, probabilistic models demand large volumes of data to implement the Bayesian 

methods described in probability theory. In performing i of m possible tests, if every test has r 

possible test results, there are a total of r
i
mPi possible test histories after i tests. The probability 

distribution over Hi after each test requires the sum over test histories of every length and to 

multiply n hypotheses to get n r
i
mPi. For n = 10 hypotheses, m = 5 tests and r = 2, the analysis 

would require 63,000 conditional probabilities, which is inefficient [43]. Belief networks are a 

popular type of probabilistic model that explicitly define probabilistic relationships between a set 

of chance variables; they are described further in Section 2.2 below. 

Statistical and other mathematical models. Statistical and other mathematically-based models 

have also found their way into medical decision-making: 

 Markov models. Markov models were first introduced for medical prognosis applications 

[17] as an elementary representation of a patient’s sequence of health states and possible 

changes of states over time. Such models operate well under the assumption that in a clinical 

context: (1) events can be predicted temporally (i.e., there is a distinguishable pattern), 

although the time at which events occur may be uncertain; (2) events may occur more than 

once; (3) a patient may be in only one of a finite number of states at a given point in time; 

and (4) a patient may transition between different states of health. In keeping with the 

pericarditis example, a patient could be modeled by a different state (shortness of breath, 

showing improvement, normal health, or decline) at successive points in time (t1…tn): at t1 

patient will be “shortness of breath”, t2 is “improvement”, t3 is “normal” and t4 is “normal.” 

However, the process by which each state is defined is not explicit in the model: the weights 
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(e.g., likelihoods) for selecting each state; or the correlated evidence (e.g., chest x-ray 

showing pleural effusion, patient history of smoking) are not described. In fact, Markov 

models assume no memory of prior states [44]. Therefore, in our example knowing the 

current state of “normal” does not change the patient’s prognosis regardless of prior history; 

and the patient being in a previous state of “shortness of breath” has no bearing on the 

patient’s state of health in the future. Synthesizing new evidence with prior information 

describing the model’s states can provide a better context of the patient history: exam results, 

diagnostic tests, imaging features or other meta-data that identify a state would assist a 

physician in fully understanding the progression of patient health states in the model. 

Applications of time-continuous Markov models in medicine have been limited to predicting 

disease progression and how treatment will influence patient outcome, quality of life, and 

healthcare costs [45-47]. These studies construct a model from disease states (e.g., remission, 

mild or severe disease) that encapsulate a form of treatment (e.g., no medication, drug-

responsive, drug-dependent, drug-refractory), which allow for outcomes prediction or 

prognosis. Markov models have also been extended to predict disease incidence, using 

recursive modeling [48]. Some studies note that the practicality of the Markov model is a 

function of the expert who constructs the model based on what values he wants to measure 

[44, 49]; moreover, the duration of a cycle or time interval between states is dependent on the 

nature of the problem being modeled [50]. 

 Analytic hierarchy process. The analytic hierarchy process (AHP) framework uses a multi-

attribute approach to ranking alternatives in decision-making by prioritizing and dividing a 

decision into logical steps [51, 52]. This method uses a simplistic approach of structuring a 

set of elements or criteria that are ranked individually in terms of likelihood. The AHP has 

been applied to medical diagnosis [53-56]; and to evaluate and select medical treatments and 

therapies [53, 57, 58]. Several issues with AHP models have been noted: (1) counterintuitive 

composite weights resulting from a completed hierarchy [59]; (2) the hierarchical structure 

comparable to organizing information at varying levels rather than as a decision hierarchy 

[60]; (3) the rank reversal of two alternatives caused by adding a new alternative into an 

analysis [53]; and (4) no existing theoretical framework for modeling decision problems into 

a hierarchy [61]. Another approach extends AHP by adapting Bayes’ theorem and using 

judgments based on subjective information and test result statistics, rather than conditional 

probabilities [56]. This balance between the Bayesian and AHP approaches attempts to 

address the subjective nature of decisions, while maintaining a structured approach. Most 

studies applying AHP have been presented in project and technology evaluation/selection, 

with less focus on therapy/treatment and diagnosis [62].  

 Decision trees/flowcharts. Decision trees and flowcharts are commonly used to represent 

rules in medicine. Decision trees classify instances by sorting categorical instances from the 

root of the tree to a leaf node. Each node in the tree specifies a test or decision about some 

attribute of the instance in question; and each descendant branch from a node corresponds to 

one (or a range) of the possible attribute values [63]. Decision trees and rules applied to 

medicine gained popularity after the ID3 [56] and AQ11 algorithms [64] were developed. 

Much research beyond the medical literature has been devoted to learning decision tree 

structures, namely at which node a split should be made and the depth of the tree [65]. 

Current studies include using recursive partitioning decision trees to identify predictors of 
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disability, independent living, and productive activity for traumatic brain injury (TBI) 

survivors who received rehabilitation immediately after acute care [50]. Another study 

utilized decision-tree analysis to develop a gene expression model for predicting treatment 

outcomes for non-small-cell lung cancer (NSLC) [50]. Decision trees have also been 

compared to logistic regression models to predict pathologic complete response to 

preoperative chemotherapy in breast cancer patients [66]. Recursive partitioning analysis has 

been used to explain prognostic factors related to survival for patients with recurrent glioma 

[67]. Determining the histology at time of recurrence and limiting the sample to those with 

recurrent GBM or anaplastic astrocytoma (AA) have also been used as prognostic factors 

[68]. Ideally, a series of models could be built to accommodate the assumptions and 

challenges that were presented here. But in practice, a single decision tree has been shown to 

be the best trade-off between time devoted to modeling the decision task and accuracy of the 

model itself [69].  

Population-wide and instance-specific models. Prediction in the machine-learning world 

entails inducing a model from a set of training data before being applied to future cases. Many 

predictive models commonly used in research (e.g., ID3, C4.5, neural networks, decision trees, 

Bayesian networks) are a type of population-wide model because they induce a single model that 

is applied to an entire population of cases. A population-wide model is optimized to predict well 

on average when applied to expected, new cases. Including probabilities into medical decision-

making models has led to the use of Bayesian belief networks (BBN) for outcome and treatment 

prediction. A BBN is a directed acyclic graph (DAG) consisting of nodes that represent domain 

variables and arcs connecting them to represent probabilistic dependencies based on Bayes’ 

theory [70].  

Similarity-based modeling methods attempt to address the issue of specificity not handled by 

population-wide models. Similarity-based models defer processing until the test case is selected, 

combine training cases to predict the target variable in the test case, and discard the solution and 

intermediate results after the prediction is performed. Typically, no explicit model is induced 

from the training instances at the time of prediction [71]. The similarity measure represents the 
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similarity between the test case and the training cases and selects the appropriate training cases 

and their relative weights in response to the test case [72]. The nearest-neighbor technique is the 

most widely used similarity-based method, where the first training case encountered that is most 

similar to the test case is evaluated for its target value and returned as the prediction [73]. The k-

Nearest Neighbor (kNN) method [74] has been commonly implemented in applications for 

medical image retrieval and image feature selection and translational research in bioinformatics, 

where large collections of data are available for easy classifier training [75-78]. Although work 

has been done in applying global models for prediction in populations, such work has yet to 

apply similarity-based methods for patient-specific model feature extraction in clinical narrative 

and unstructured patient records. The naïve Bayesian tree learner, NBTree, was developed to 

improve the performance of a naïve Bayesian classifier by incorporating decision tree learning 

methods. NBTree uses a tree structure to split the instance space into subspaces defined by the 

tree paths, which generates a local naïve Bayesian classifier for each subspace. Although NBTree 

[79] lessens the effect of the independence assumptions made by naïve Bayesian classifiers, it 

suffers from replication and fragmentation problems due to small disjuncts [80] as the algorithm 

attempts to build one tree that best fits all examples on average. However, there is usually an 

inadequate number of training examples at the leaves of a tree [81], so a single tree cannot 

describe the full breadth of examples. Hence, lazy learning approaches were developed. Lazy 

learning techniques, such as nearest-neighbor [82] and instance-based [83] learning, delay 

computations until classification time. As such, no explicit decision trees or rules are created at 

training time, enabling instance-specific modeling. More recent advances in medical machine 

learning research [84, 85] have shown promise in improving predictive performance of patient 



20 

outcomes for clinical data by using instance-specific methods. The instance-specific method is a 

model-based method that incorporates the features of a test case while inducing a model. A 

diagrammatic representation of the data and features used in sequence to train an instance-

specific model is shown in Figure. 2.1.  

 

Figure 2.1 Diagram of flow of data used to predict features using a general instance-specific model. 

 Instance-specific models use a local representation (e.g., decision graphs) to model the particular 

features of a single test case.  [86] generalizes instance-specific learning algorithms to be points 

within an n-dimensional instance-space where each of the n dimensions corresponds to one of 

the features used to describe an instance. The relative distance between instances is more 

significant than the absolute position of the instances themselves, as determined by a distance 
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metric that (1) minimizes the distance between two similarly classified instances, and (2) 

maximizes the distance between instances of different classes. Many distance metrics have been 

presented [87], but to improve accuracy a better alternative is to use weighting schemes that alter 

the distance measurements and voting influence of each instance [88].   

The more general class of instance-based learning algorithms (IBL) was derived from nearest 

neighbor algorithms, and are similar to edited nearest neighbor algorithms, [73, 89, 90] which 

also save and use only selected instances to generate classification predictions. In the machine 

learning literature, instance-based learning is a subtype of exemplar-based machine learning 

paradigm [91] that uses the original instance from the training set as exemplars; some exemplar-

based paradigms include memory-based reasoning [92], exemplar-based generalization [93], 

probabilistic neural networks [94, 95], radial basis function networks [96-98] and case-based 

reasoning [99]. Case-based reasoning (CBR) systems have been introduced to solve diagnostic 

and other related problems in ways similar to the IBL algorithm [92, 100-102], as they use 

previously processed cases to focus problem-solving activity on new cases. However, CBR 

systems also modify cases and use parts of cases during problem solving.  Instance-specific 

learning is a subtype of CBR that contributes evaluated algorithms for selecting the best cases for 

classification, reducing storage requirements, tolerating noise, and learning the relevancy of each 

attribute [103]. A concept description or concept is the primary output of any IBL algorithm. 

Essentially it is a function that maps instances to categories: given an instance, the function 

produces a classification or predicted value for this instance’s category attribute.  An instance-

based concept description encompasses a set of stored instances and prior classification 

performance (e.g., number of correct and incorrect classification rates). This set of instances can 
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change after each training instance is processed. The IBL algorithm outputs a concept description 

by how the algorithm’s similarity and classification functions use the current set of saved 

instances [83]. IBL algorithms assume that similar instances have similar classifications, which 

leads to local bias for classifying novel instances according to the classification of their most 

similar neighbor.  IBL algorithms also assume attributes will have equal relevance for 

classification decisions, assuming no prior knowledge [83]. The final observation for the IBL 

algorithms is that they do not construct explicit abstractions (e.g., decision trees, rules). To 

compare them to most supervised learning algorithms, which construct a generalization from 

prior instances, use pattern matching to classify new instances, and incorporate the 

generalizations at presentation time, IBL algorithms perform little work at presentation time and 

do not store explicit generalizations. The drawback of this approach for the IBL is that their work 

load is higher when presented with new instances for classification, which is when they compute 

the similarities of their known instances with the new case [83].   

The LazyDT is one such algorithm that searches for the best classification and regression tree 

(CART)-based decision tree for a test case [104]; rule induction was performed using a lazy 

learning method to use the features of the test case [105]. The Lazy Bayes Rule (LBR) has more 

recently been developed to implement the lazy learning approach by inducing a rule tailored to 

the features of the test case that is used to classify it. A LBR rule consists of: (1) a conjunction of 

the features (i.e., variable-value pairs) present in the test case as the antecedent, and (2) a local 

naïve Bayes classifier as the consequent. The local naïve Bayes classifier consists of the target 

variable as the parent of all other variables not appearing in the antecedent, and the parameters of 

the classifier are estimated from the training cases that satisfy the antecedent. A greedy step-
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forward search selects the optimal LBR rules for each test case to be classified by eliminating 

predictors that least reduce the overall error rate on the training set for the current best rule [106]. 

A more detailed description of the LBR algorithm and its uses in clinical applications is in 

Section 2.2.4. The key differences between population-wide and instance-specific models are 

[85]:  

 Model construction: Instance-specific models are constructed from the features describing a 

particular instance to which the model is applied and the training data. The population-wide 

model is constructed from the training data only. 

 Number of models: Instance-specific models will potentially result in models based on 

different cases because each case can contain varying values for the features.  

 Variation of models: The different models that result may carry distinct features included in 

each model (variable selection), the associations among the features (encoded in the model 

structure), and strength of associations between the features (encoded in the model 

parameters). 

Instance-based algorithms are essentially lazy learning algorithms; a specific type of the lazy 

learning algorithm is described in Section 2.2.4 (Lazy Bayes’ Rule). They are classified as such 

because they delay the induction process until classification time. In theory they require less 

computation time for training than eager-learning algorithms (e.g., decision trees, neural and 

Bayes nets) but more computation time during the actual classification process [86]. The nearest 

neighbor algorithm is a paradigmatic example of the instance-based learning algorithm; kNN is a 

general type of instance-based learning, which asserts that examples in a dataset will generally 

exist in close proximity to other instances that have similar properties. The label for an 

unclassified instance can be determined by observing the class of its nearest neighbor, by 

locating the k nearest instances to the instance being classified, and by selecting its class by 

identifying the most frequent class label. A lazy instance-specific averaging (ISA) algorithm has 
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also been introduced that approximates Bayesian model averaging in an instance-specific 

manner. It also extends the LBR algorithm by adding Bayesian model averaging into an 

instance-specific model selection algorithm [107].  Using a class of Bayesian network that 

supports LBR, the ISA model consists of nodes (



X ) that either have an outgoing or incoming arc 

out of or into the target node (



Z ); each node thus either a parent or a child of the target node,



x t  

is the value of the attribute of the test instance 



X t  for which we want to predict test instance 



Z t . 

So the entire model is partitioned into either one set of nodes that are parents of the target node 

or a second set of nodes that are children of the target node, and all nodes in the first set. The 

nodes in the parent node set of the target are instantiated to the corresponding values of the test 

instance for which the target node is to be predicted. The first set of nodes comprise the 

antecedent, attribute-value pairs of the LBR rule and the second set of nodes represents the local 

naïve Bayesian network [107].  Then to average across all suitable models, the probability 

distribution of interest is a weighted average of the posterior distribution over selected Bayesian 

networks, where the weight is the probability of the Bayesian network given the data.  The 

averaging is described with 



R as the set of models selected by searching each possible model 



M  

in the model space, given the training data 



D:  



P(Z t | x t,D) 

P(Z t | x t,M)P(M |D)
GR



P(M |D)
GR


 

Determining which of the available instances should be used in the model via instance selection 

is another approach that has been explored to reduce classification time [108].  In the work by 
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[109], additional problems are exposed that challenge variants of the nearest neighbor algorithm, 

apart from computational costs: (1) they are intolerant of attribute noise, (2) they are intolerant of 

irrelevant attributes, (3) they are sensitive to the choice of the algorithm’s similarity function, (4) 

they have no principled way of handling nominal-valued attributes or missing attributes, and (5) 

they provide little usable information regarding the data’s structure. 

2.1.3 Challenges to Selecting the Optimal Model 

Especially with clinical research, where studies are dominated by high-dimensional, longitudinal 

data, building a multivariate model is a daunting task. Selecting the optimal model that best fits 

the data/process can be problematic: one must account for the number of possible models, as a 

model is dependent on the amount and type of data that can be used to describe the same patient.  

Variable selection. Many models implicitly or explicitly perform variable selection, a process 

by which a subset of the domain variables is selected for use in the model. For every variable 

that is chosen for the model, one must select all possible combinations of associations for that 

variable, and how to include (represent) the variable in the model (e.g., categorical, continuous, 

nominal) with its number and type of attributes. For example, an instance-specific version of the 

conventional stepwise logistic regression could select subsets of variables for different cases 

being predicted, in contrast to population-wide models that employ only a single set of variables 

[110]. Consider a hypothetical model attempting to predict 100% survival (S) for cancer patients 

based on a set of variables including the variable age (A). In the rare case that a 10-year old child 

is diagnosed with lung cancer, we assume s/he will have 100% likelihood of survival. In a 
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population-wide model, A may be excluded as a predictor of S because most cases in the dataset 

are not of 10-year old lung cancer patients. A would not be included as a predictor variable 

because in most cases of the dataset, including A as a predictor would just increase the overall 

noise in predicting S. Now consider the instance-specific model: including the variable A into the 

model is necessary to represent the cases of 10-year old lung cancer patients and to train the 

model to predict that S or survival of the patient is highly likely. In the case of multiple 

predictors, some predictors are characterized by having configurations of variables that are 

relatively rare but strongly predictive for the outcome. A population-wide model includes only 

the predictors that provide the best predictive performance on average. An instance-specific 

model, on the other hand, may include predictors that are highly predictive to the case at hand 

but are not included in the population-wide model. Thus for an instance where the rare case is 

being assessed, the typical population-wide model would predict poorly, but an instance-specific 

model would do well. Instance-specific models are effective in capturing rare cases and patient 

features for improved prognosis tailored to the patient. A more detailed explanation of 

approaches that utilize Bayesian model selection is discussed in Section 2.2.3. 

Not all features used to describe the examples belonging to a dataset are necessarily relevant and 

beneficial to inducing the parameters of the model. A larger feature set may potentially slow 

down the induction process while producing no better results than using a smaller subset of 

features. By way of illustration, sub-selection of the optimal set of features for the model is 

commonly performed when building and training models from text data, as a corpus of text data 

is commonly characterized by many tens of thousands of features [111]. Feature selection and 

extraction is optimally performed to identify features that are important in discriminating 
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between classes [89]. The need to retain only a small number of useful and good features for a 

classifier has been well-documented in the literature [112]. Previous work has suggested two 

main approaches to feature subset selection, the filtering and wrapper techniques. Filtering 

involves selecting a feature subset independent of the learning method used to select the overall 

set of features; in the wrapper approach [113], the feature subset selection algorithm acts as a 

wrapper around the induction algorithm, which is considered a black box. 

Generally, including more features usually decreases the probability of misclassification: usually 

the most ideal features are added first and less relevant features are added later. Therefore the 

number of new features is an inverse function of the rate of probability of misclassification. 

Adding new features requires that new parameters be estimated, thus any inaccuracies in 

estimating the parameters increases error in classification.  If the parameter estimation results in 

high misclassification, and outweighs the decrease in misclassification due to the addition of 

another feature, adding another feature will increase the misclassification error [89].  In the case 

of a finite sample size, the classification error initially drops with adding new features, meets a 

minimum, and then increases.  The optimal number of features depends on the design sample 

size, the type of classifier, the class distributions of the feature set and the effectiveness of 

features and their ordering [90, 100]. Typically the optimal number of features is less for smaller 

sample sizes designed for more complex classification algorithms, and for better orderings of 

features. But when features are all equally relevant, or when features are unordered and added at 

random, the optimal feature set can be large [89]. 

Parameter learning. Parameter learning in a model can be grouped into one of three types: (1) 
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supervised, (2) semi-supervised, and (3) unsupervised. Traditional classifiers use supervised 

methods of learning, which involve using labeled data (i.e., feature/label pairs) to train the 

model. Labeling data, however, is often a difficult and time-intensive task. Unsupervised 

learning, which uses unlabeled data, clusters a diverse collection of data based on different 

features. Semi-supervised learning uses a large amount of labeled and unlabeled data to build 

more accurate models. Supervised approaches are typically more precise and provide meaningful 

prior knowledge represented by known class labels [114]. Furthermore, supervised learning can 

see improved performance if a subset of the original features is selected, as not all features may 

be relevant; feature selection is thus popular in supervised learning [115-117]. Supervised 

methods have been successfully applied to analyzing microarray gene expression data [118, 

119], tumor class prediction [120], and tumor growth prediction [114]. Unsupervised learning 

methods are useful in the clinical research environment because diagnostic entities constitute 

highly heterogeneous, variable data; therefore, newly identified patterns and structure can be 

discovered in clinical data without any a priori assumptions. The result of the classification is 

well-defined relationships between the data and the data analysis, or a theory that may describe 

the data. Applications of the unsupervised learning approach have been seen commonly in 

segmenting and processing large corpora of text [121, 122], and generally to medical image 

processing and analysis. However, while unlabeled data may be easy to collect, many 

relationships that are possible and are discovered through such clustering mechanisms may not 

accurately reflect clinical or biologic distinctions of interest [123]. Semi-supervised approaches 

balance the benefits of both supervised and unsupervised learning in order to exploit the features 

of the data without overfitting to a particular distribution, as seen with normalizing medical text 
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[124], brain tumor segmentation [125], and peptide matching [126]. The parameters for 

predictive models for the instance-specific model can be achieved in three ways: (1) learning 

each subset of cases from the original training data that represent a unique instance; (2) learning 

from a subset of variables that are relevant to each unique instance; or (3) selecting a set of 

models that may be collectively most relevant to the prediction task. No single technique has 

been identified as the best, but it may be wholly dependent on the data (i.e., number of 

variables/features, number of training cases).  

Missing data. The longitudinal nature of clinical data has proven to make missing data an 

unavoidable challenge to learning predictive models [127-129]. Ideally, observations would be 

taken at pre-specified intervals, but in the clinical environment, the absence of expected data is 

generally accepted, as data collection can depend on the state of the patient, as well as 

seriousness and stage of the disease. Incomplete data may also result when: (1) patients have a 

varying number of observations; (2) too much time has passed between observations; or (3) 

certain variables are measured at a given point in time, while others are not [128]. Thus, the 

completeness of a patient record is highly variable.  

Researchers have commonly dealt with missing data using complete case analysis, which infers 

from cases that have no missing data in any of the variables being evaluated. However, bias is a 

prominent consequence on influencing results: by excluding natural characteristics of the dataset, 

complete case analysis fails to represent the full range of the dataset. In turn, the 

misrepresentation of the dataset causes a substantial loss in statistical power [130, 131]. 

Mechanisms that lead to missing data can be classified as missing completely at random 
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(MCAR), which is the most unlikely and strongest assumption; missing at random (MAR); or 

missing not at random (MNAR) [127]. These assumptions characterize the data and thus 

influence the type of distribution for the variables being measured: MCAR is true if the 

probability of missing data for one patient is independent of all observed and unobserved data for 

that patient; MAR is true if the probability of missing-ness depends on observed but not 

unobserved data; and MNAR is true if the missing data depends on the unobserved values [132]. 

Imputation, data re-sampling, likelihood-based approaches, bootstrapping, and other statistical 

methods have become common approaches in the literature to deal with missing data [82, 127, 

133]. In imputation-based methods, missing values are imputed to complete the dataset for 

analysis. Imputed values are most commonly derived using the mean of the variable in the whole 

dataset/select data subsets, or an estimated value from regression procedures on known variables. 

Multiple imputation methods (i.e., filling with more than one value) have been developed to 

avoid biasing the variances of imputed variables [134]. Likelihood-based approaches derive a 

prediction model by inferring the model’s parameters from the existing data that most likely 

explain the observed data. The resulting system can then base future inferences on the 

parameters estimated in the context of that model. The expectation-maximization (EM) [81] 

algorithm is an example commonly used for finding maximum likelihood estimates. 

A variety of imputation schemes exist, however a gold-standard approach has not yet been 

established for imputing clinical data. The nature of how observations are collected make 

selecting the most appropriate imputation scheme ambiguous. A commonly used method for 

imputing data in regulated studies, such as randomized controlled trials (RCT), is carrying the 

last observation forward (LOCF); we can assume that with observations taken at fixed, pre-
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defined intervals, a change in the observation would be recorded. A few research studies have 

evaluated how these direct likelihood and multiple imputation schemes [135] and LOCF [136] 

vary in impacting final results dependent on multiple factors (e.g., data characteristics, type of 

study).  

2.1.4 Challenges to Model Training and Evaluation  

Structural uncertainty.  Fraught with uncertainty and high-risks associated with making the 

wrong decision, the medical domain is replete with phenomena, behaviors, and processes that 

would otherwise be amenable to modeling. To develop a more complete understanding of 

clinical decision making, modeling is an ideal solution to simulate the scenarios and other 

relevant parameters inherent to clinical decisions without imposing the costs or risks associated 

with making wrong choices. However, like the clinical domain itself, models also carry a level of 

uncertainty. Bojke and others have discussed the parameter and methodological uncertainty 

related to model topologies for health technology assessment [137]. Attempts to resolve these 

issues suggest that the uncertainty be encoded as an independent parameter in the model itself 

[137, 138]. Probability distributions are the first step to expressing the uncertainty of the values 

for model parameters, which best represent the available evidence [69]. By performing 

probability sensitivity analysis, or evaluating the models with these probability distributions, one 

can estimate the joint distribution of expected costs and effects [7].  Scenario analysis and 

deterministic sensitivity analysis are other methods of handling structural uncertainty, by 

presenting results under different model structures [139]. These approaches do not utilize the 

strengths of each potential model and combine their results for decision making tasks; making 
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use of multiple model structures will lead to implicit averaging of the outcomes/results of each 

model based on a weighting scheme or selecting one model from plausible alternatives.  

The biomedical informatics field has seen very little work on structural uncertainty related to 

clinical models; the closest relative to this work has only been formally discussed in health 

economics.  Model uncertainty and model averaging has been well-covered in the area of 

statistics [140, 141], but still needs to reach the clinical domain. The work by [7] suggests a 

framework for handling structural uncertainty. The authors assume: (1) the decision problem’s 

scope restricted to include patients and health conditions of interest and the alternative therapies 

and interventions; and (2) the model is developed under a baseline or “reference” standard best 

methodology, to ensure that different models must be fully justified and presented in addition to 

the baseline case [142].  

Class distributions. Imbalanced class distributions in the real world are often a result of many 

natural processes that produce particular observations infrequently, such that it is not represented 

often enough [143, 144].  Having minority case examples occur less frequently will result in 

poor machine learning, and the learning process could be further obscured if other classes 

overlap the minority class. Non-uniform or imbalanced distributions have been seen in many 

real-world applications such as fraud detection [145], vision [146], language [147], and now 

medicine [148]. The work by [149] describes class distribution bias using artificial neural 

networks (ANNs) in decision support for anticoagulant drug therapy: a bias arises from 

predicting commonly occurring outcomes from the dominance of these outcomes in the available 

data (i.e., negative prediction errors result from a high international normalized ratio [INR] 
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reading, while there is a positive prediction error in patients with a low INR). [150] investigates 

the use of multilayer perceptron networks to classify eight disparate medical data sets from the 

University of California, Irvine [151] data repository with non-uniform distributions.  

Other approaches have been explored to predict minority classes with the majority class as the 

default prediction [152], by weighting examples to bias the performance element towards the 

minority class [147], or by weighting the learning rules for the classifier directly [153]. As there 

is no standard model to describe the optimal class distribution in the context of a limited training 

set, work in this area has focused on how to build a robust classifier given a training set with 

imbalanced class distribution, and how costly it is to misclassify minority class examples [154]. 

As in clinical practice it is difficult to quantify the costs; [148] uses “dominance” as an 

alternative measure of comparative performance between solutions. They found that stratified 

sampling reduces errors for extreme cases or tails of the distribution, but not without having 

some impact on the center of the distribution.  For data sets with highly unbalanced class 

distribution, the cost of misclassifying a minority-class (positive) example is typically much 

greater than the cost of misclassifying a majority-class (negative) example.  Classes with fewer 

examples that can train the model have a lower prior probability and therefore a lower error cost, 

but this is problematic when the true error cost of misclassifying the minority class is higher than 

is implied by the distribution of examples in the training set.  As such, cost-sensitive learning 

methods that minimize cost instead of error rate can incorporate these disadvantages of 

imbalanced data sets [155]. The work by [155] aims to evaluate how modifying the class 

distribution of the training set can improve the overall performance of the classifier: by over-

sampling the minority class the performance for that particular class is expected to improve. In 
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another work, data reduction is used to generalize the process of sampling in large populations, 

particularly for instance-based learning models [83, 156].  

ROC/precision/recall as an evaluation method.  Discrete classifiers (e.g., decision trees, rule 

sets) produce only a classification on each decision, which translates to a single point in Receiver 

Operating Characteristic (ROC) space. Artificial neural networks, on the other hand, yield an 

instance probability or continuous output to represent how likely a given instance is a member of 

a class, and use threshold values as a cut point to determine the class value. Therefore, this type 

of continuous or probabilistic model will produce a different point in ROC space for each 

threshold that is used [157].  Measuring the area under the curve (AUC) for an ROC curve has 

the advantage of being insensitive to change in class distribution: if the ratio of positive to 

negative instances changes in a test set, the ROC curve will not change [157]. Evaluative 

parameters such as precision, recall, or F score measures the relationship between the total 

number of “true” classified instances and the “false” classified instances and thus will be 

sensitive to skews in the class distribution. Newer developments in the machine learning 

community have suggested a shift away from using only accuracy when validating classifier 

performance. [158] suggested that using ROC curves are recommended to evaluate binary 

decision problems, in order to understand the relationship between the number of true positive 

[159] examples with the number of false positive (FP) examples.  

Model overtraining.  Overtraining a model is a problem prevalent in medical modeling 

research. As such, researchers have consequently developed now well-acknowledged approaches 

to accommodate for the effects result from overtraining. In [160] the investigators report a 100% 
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classification rate for their Bayesian network to characterize multiple gene expression patterns 

from microarray data without Bayesian regulation to improve the generalization performance. 

The naïve Bayesian model also is cited as having high probability of overtraining and overfitting 

because of its strong independence assumptions [161]; within the context of document retrieval, 

the solution to overtraining is to exclude a subset of the data as the test set from the training in 

order to evaluate the model on a target example that has never been seen. Effects of overtraining 

typically are reduced with a larger sample size [161].  

2.2 BAYESIAN NETWORKS 

The seminal work of Ledley and Lusted [26] has had significant impact in propelling medical 

decision-making research forward by applying Bayes’ theorem towards the clinical domain. The 

motivating principle of Bayes’ theorem is updating a prior probability with the acquisition of 

new evidence; the decision-maker has a knowledge base from which he can form an initial 

probability about the event before acquiring new information. Interpreting new evidence as it 

becomes available translates into an estimate of an event’s probability, conditional on a test 

result or some event occurring, or calculating a posterior probability. Bayes' theorem calculates 

the posterior probability from the prior probability, the test result, and performance 

characteristics of the test. Implicit in the theorem is the conditional independence assumption, 

where the true positive rate (TPR) and false positive rate (FPR) of an event do not depend upon 

the results of a prior or other test. Conditional independence is an important application of Bayes' 

theorem to medicine, as diagnostic tests are often performed in sequence. Bayesian reasoning 

applied to the clinical setting requires using the posttest probability following the first event and 
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pretest probability for the second event. Consider the possible hypotheses that could explain why 

a patient is coughing, h = cold, h = lung cancer and h = stomach flu, given the data 



(d) that he 

is coughing. The probability of coughing given one has lung cancer 



P(d | h) is high, but the prior 

probability of having lung cancer 



P(h)  is low.  Hence the posterior probability of lung cancer 



P(h | d) is low because it is proportional to the product of these two terms. Conversely, the prior 

probability of having stomach flu 



P(h)  is relatively high, but the likelihood of coughing due to 

stomach flu



P(d | h3)  is relatively low. So, the posterior probability of having stomach flu 



P(h | d) with a cough will be low [162].  Most advocates of Bayesian decision theory emphasize 

that the theory's axioms are normative and empirical, as opposed to being descriptive. Bayesian 

decision theory approaches a decision problem by separating probabilities from utilities, which 

are constructed separately and then combined in calculation of expected utilities for various 

possible decisions [163].  

Today, the inclusion of probabilities into medical decision-making models has led to the use of 

Bayesian belief networks to diagnose diseases and predict treatment outcomes. A Bayesian belief 

network (BBN) is defined as a directed acyclic graph (DAG) where nodes represent domain 

variables and arcs between nodes represent a probabilistic dependency based on Bayes’ theory 

[164, 165]. Each variable has a finite set of mutually exclusive states. Each variable has an 

associated conditional probability table (CPT) that describes its conditional dependencies on its 

parents, wherein the strength of the (causal) relationships between the variables is given in terms 

of a conditional probability. Shpitser specifically overviews BBNs applied to diagnostic and 

prognostic reasoning areas [166]: HEPAR, MUNIN, and Pathfinder are early efforts in applying 

BBNs to diagnosing liver disease, interpreting electromyographic findings, and diagnosing 
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lymph-node disease [17, 167, 168]. BBNs have also been applied to other sub-special fields of 

medicine such as tumor classification, liver disease, pulmonology and mammography [169, 170]. 

Despite the growing exploration of BBNs to aid medical decision-making, practical barriers exist 

to its adoption. One barrier is learning how to use all the information contained in the electronic 

medical record (EMR) to supplement the probabilistic component of the network. Specifically, 

the general BBN is still unable to incorporate the qualitative and semantic meaning implicit in 

clinical data. A hybrid approach to BBN construction has been proposed to address this, which 

annotates the network’s relational data with natural language comments and references at the 

different levels (e.g., groups, variables, values of the variables) of the BBN [171]. These 

semantic labels serve the dual purpose of describing the entities in the model and their function 

in the domain ontology, as well as describing relationships between nodes across the higher-level 

concepts. The probabilistic component of this two-stage approach covers the decision theoretic 

engine responsible for selecting optimal decisions and generating quantitatively-based 

explanations, while the semantic network can further refine and tailor explanations to the domain 

under study. Case study-based research and cognitive task analysis has also demonstrated that 

clinicians are reluctant to depend on their own "fuzzy" probability judgment in the decision-

making process when more concrete, quantitative data is available (e.g., laboratory results, 

imaging data) [172]. Moreover, accurate estimation of the prior probability is a key challenge to 

the Bayesian approach. There is no simple established method for using a BBN to rank results 

with multiple outcomes.  
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2.2.1 Bayesian Belief Network Construction and Examples 

Constructing a conventional BBN typically involves three steps [173, 174]: (1) identify the set of 

domain variables to model, and the set of states each variable can take on; (2) establish the 

relationships between variables; and (3) compute the conditional probabilities between the linked 

variables. MammoNet [175], a BBN for breast cancer diagnosis, is representative of this process. 

MammoNet incorporates patient history information (e.g., age, age at menarche, previous 

biopsy), physical findings (e.g., pain, nipple discharge), and mammographic findings (e.g., 

asymmetry, mass, mass margin, calcification) as its nodes and corresponding states (e.g., yes/no, 

present/absent). The probabilities for this particular network were extracted/computed from peer-

reviewed medical literature, census data, and health statistics reports. BBNs have also been 

adapted in the medical domain to incorporate partial knowledge about a problem (e.g., 

intermediary nodes representing hidden states) and qualitative (as opposed to quantitative) 

relationships between variables [176]. Generally, there are two approaches to constructing a 

network topology, through domain expertise and automated learning: 

 Domain expert specification. In such instances, a domain expert specifies the relationships 

between variables and uses knowledge from other clinicians, prior observations and 

experiment results, as well as careful analysis of published literature [166]. Manual 

construction of the Bayesian network is often the most traditional method of building the 

network topology. For example, a probabilistic network modeled characteristics of 

esophageal carcinoma for prognostication and evaluating therapeutic alternatives [177]. The 

network was constructed manually with domain expertise, modeling the graph structure, 

relationships between the statistical variables that represent characteristics of the carcinoma, 

and the possible effects of the treatment alternatives. A decision-theoretic model based on the 

Bayesian network structure and decision theory aims to assist physicians in prescribing 

antibiotic therapy to mechanically-ventilated patients with pneumonia in the intensive care 

unit (ICU) [178]. Current disease knowledge and models for pneumonia were used, in 

addition to domain expertise, to design temporal models of ventilator-associated pneumonia. 
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The problem with expert-driven models is that they may not include hidden variables (i.e., 

variables involved in additional d-connected paths), resulting in a model that incorrectly 

characterizes conditional independence between nodes in the model. 

 Automated structure learning. Automated learning algorithms aim to address the problem of 

hidden variables in the graph by inferring the graph structure based on probability strengths 

reflected by the data [179]. This approach demonstrates its appeal through a variety of 

studies [180], where the relationships between observed variables may not be known. 

Scoring-based learning algorithms traverse a model search space to optimize a function that 

measures how well a BBN fits the data and the conciseness of the BBN is [181]. Constraint-

based algorithms infer graph topologies by ruling out graphs, which are inconsistent with the 

pattern of constraints observed in the data. BENEDICT [182], greedy equivalence search 

[183], max-min hill climbing [184], and fast causal inference [185] are all examples of 

structural learning methods. Often the type of algorithm used to learn the BBN structure 

depends on how observable the data is. A more in-depth review of the theory that explains 

the automated learning algorithms can be found in [186]. But the disadvantages of this 

approach to learning Bayesian network structures are the lack of sufficient samples for 

performing conditional independence tests on which the constraint-based algorithms rely and 

how to perform model selection for search-based approaches [166]. 

Prognostic Bayesian networks for cancer have attempted to deal with uncertainty in prediction: 

NasoNet was used to diagnose and prognosticate probabilistic events in discrete time (NPEDT) 

for nasopharyngeal cancer. The NPEDT is a Bayesian network where time is discretized, nodes 

are associated with events and each node value represents the occurrence of an event at a 

particular point in time. An event is a change in state provoked by an anomaly and the links in 

the network represent temporal causal mechanisms between neighboring nodes [187]. The 

digraph of a Bayesian network can have an arbitrarily complex topology to capture the 

relationships within its application domain [188]. But for classification problems, a specific class 

of networks of limited topology has become popular: a distinction is typically made between a 

class variable and one or more features, where the latter variables describe characteristics of the 

classified instances [189-191]. The class variable has no incoming arcs but has outward arcs that 

point to every feature variable. In a naïve Bayesian network, no arcs are allowed between feature 

variables; in a tree-augmented Bayesian network (TAN), arcs are allowed between feature 
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variables as long as they constitute a tree [192]; in a forest-augmented network (FAN), arcs 

constitute a forest of trees.  

In qualitative probabilistic networks, the model abstracts numerical data but contains semantics 

underlying Bayesian networks. Variables in this type of network are associated with a set of 

possible values or intervals for continuous parameters. The network may contain a value node 

and decision variables, while qualitative relationships express constraints on the joint probability 

distribution over the variables and are designed to justify the deduction of a class of relative 

likelihood conclusions that imply useful decision-making properties. The relationships between 

variables can be categorized as either qualitative influences, which describe the direction of the 

relationships between two variables; or qualitative synergies, which describe interactions among 

influences. Other areas of biomedical informatics have applied BBNs, including medical natural 

language processing (NLP) and gene expression networks [171]. 

2.2.2 Naïve Bayes 

Naïve Bayes (NB) is a classical machine-learning algorithm that has a long tradition for usage in 

the biomedical informatics research community [193]. Naïve Bayesian models have been shown 

to perform classification well even when compared to more complex methods, and is 

computationally more efficient [190, 194]. For comparison, using NB seems to be an optimal 

choice as a baseline measure for any classification or prediction problem. The NB classifier is 

the simplest Bayesian classifier based on Bayes’ Rule or Bayes’ theorem [195]: 
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values are the vector of classes, while 
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Where 



P(T) is the prior probability distribution and Bayes’ theorem is applied to derive 



P(T || X1,X2,...,Xn) . NB models are widespread in their use as classifiers across multiple 

domains, such as text classification, medical diagnosis, and systems performance management 

[196] because they are: (1) easy to construct from even larger datasets, requiring very little 

domain background knowledge; (2) are compact in the model complexity space; (3) constrained 

in time complexity, which allows for rapid inference; and (4) often perform well when used in 

practice, performance comparing favorably to neural network classifiers and more complex 

learning algorithms for general Bayes nets [180]. The general Bayesian network, on the other 

hand, often requires the knowledge of domain experts to define the dependencies between 

features and topology of the network.  Naïve Bayes is successful in modeling real-world 

phenomena that naturally specify more relationships and dependencies between features because 

it supposes that classification error is not correlated to the NB model’s quality of fit to the class 

probability distribution, but that the actual and estimated distributions agree on the most probable 

class. NB has been shown to perform well in classifying features that carry a high degree of 

feature dependencies, such as disjunctive and conjunctive concepts [196, 197]. Of course, there 

are recognized limitations of NB classifiers. For features that are binary in nature, the NB can 

only learn linear discriminant functions and thus poorly classifies non-linearly separable 

concepts [198]. 

There are a handful of variations to the naïve Bayes algorithm that have been developed in more 

recent research efforts to specifically integrate feature selection and model averaging into models 

that may leverage the simplicity of the naïve Bayes algorithm. One is the feature-selection naïve 

Bayes algorithm that utilizes a forward stepping greedy search feature to add the features that 
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result in the highest “score” until adding features no longer improves the score [199]. In doing 

this, the NB tries to identify the smallest subset of features that can still predict the target 

variable strongly. Model averaging has also been applied to the NB model [197] by deriving 



P(T | X) from averaging over all 2
n 

possible NB models, n being the total number of features in 

the dataset. The number of NB models thus grows exponentially as a function of n, making it 

computationally also more difficult with a larger feature set. The strong independent 

relationships assumed by NB models enable model averaging to be performed more efficiently; 

the inferential process in feature selection is reduced to linear 



O(n)  runtime and is almost as 

efficient as conventional NB inference. In [200], a single conditional probability distribution is 

used as a compact representation for the model averaging relationship between a child node and 

a set of its parents.
 
[201, 202] have demonstrated how the model averaging technique can be 

used to perform model averaging over all NB models on a set of features. Again, like the 

traditional NB model, this modified version still must make the assumption of global parameter 

independence and parameter modularity [198]. Global parameter independence means that the 

conditional probability of a feature, given its parents, is independent of the belief about any other 

feature given its parents; and by parameter modularity, the conditional probability of a feature 

given its parents is independent of the structure of a model consisting of other features. 

The naïve Bayesian tree learner, NBTree [79], was developed to improve the performance of a 

naïve Bayesian classifier by incorporating decision tree learning methods. Although NBTree 

lessens the effect of the interdependence assumptions made by naïve Bayesian classifiers, it 

suffers from replication and fragmentation problems due to small disjuncts. The algorithm builds 

one tree that best fits all examples on average, but often the inadequate number of training 
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examples at the leaves of the tree fails to describe the full breadth of examples [203]. In spite of 

its many advantages, the NB method is recognized to be miscalibrated [204, 205], makes very 

strong assumptions about relationships in the data, and does not incorporate prior 

knowledge/relationships in the data. Not integrating prior knowledge is particularly a problem 

with constructing models for larger datasets. In addition, NB models commonly perform 

prediction using posterior probabilities restricted between 0 and 1. 

2.2.3 Bayesian Model Averaging  

Standard clinical research studies assume expert-driven model structures are best without taking 

into account model uncertainty. The topology of the model, number of variables being modeled, 

data types, and directionality of relationships all impact how parameters are learned; and 

consequently, impact the study results. Common research methodologies use one model and 

assume that the selected model is the most accurate representation of the current data set. Basing 

inferences on a single model alone reduces the information space with respect to effects sizes 

and predictions as part of the dataset is used to train the model [206-208]. This strong 

assumption ignores uncertainty with the model, leading to biased inferences and less than 

accurate predictions based on the inference [209].  In machine learning and probabilistic 

modeling problems, learning a single model from an entire dataset will not incorporate the 

details that describe all instances of each class to be predicted and still be able to predict with 

strong accuracy, all members of every class.  

The first mention of model combination in the statistical literature was applied towards 
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understanding airline passenger data [210]. In economics, the idea of combining predictions from 

different forecasting models was also proposed [211]. Early work that arose within the statistics 

literature related to Bayesian model averaging suggested using a distribution that was essentially 

a weighted average of posterior distributions of two models [212]. [208] extended this idea and 

was the first to present the general paradigm for Bayesian model averaging, also asserting that 

the averaging technique accounts for uncertainty involved during the model selection process. 

The introduction of Bayesian model averaging to the scientific community also brought new 

attention to the issue of model uncertainty [213-215]; little theoretical research could be done at 

the time until advancements in computational power enabled researchers to implement the 

Bayesian model averaging algorithm. The application of Bayesian model averaging to Bayesian 

graphical models inevitably involve missing data and latent variables, which implies the use of 

either analytical or numerical approximations [216]. In order to accommodate for this deficiency, 

the Bayesian model averaging process can be numerically approximated by simulating the 

missing data from its predictive distribution under only one of the two models being compared 

[217]. 

Model averaging equation assumes that the selected model 



M is the “best”, most correct model; 

in theory, the best model would be the true model, but in practice cannot ignore uncertainty 

about it being the “best.” Generally, the Bayesian model averaging technique operates under the 

assumption of averaging over the posterior distributions of multiple models, according to 

posterior model probability given the training data



D [209, 218]. It has been shown that the result 

of applying Bayesian model averaging gives better predictive performance on a test case 

compared to using any single model [219]. [220] applied the Bayesian model averaging 
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technique in predicting breast cancer from DNA microarray data, demonstrating that it 

performed comparably to other methods in the literature but required fewer gene expressions to 

achieve the same predictive power [221]. It is clear that the technique averages the posterior 

distributions under each possible model, weighted by their posterior model probability; as such 

averaging over all models provides better average predictive ability [219].  

Bayesian model averaging is a robust approach that can take advantage of a more complete 

model space comprised of the most suitable models that fit the data.  The classic BBN learns a 

global representation to construct a model that predicts states for a population of cases. The DAG 

in a standard BBN contains explicit independence relationships of the form 



XY |Z , which 

implies 



P(X |Y,Z)  P(X |Z)  for nodes of X, Y, and Z. However, value-specific independencies 

for each node that computed probabilities for specific values for X, Y, or Z are not modeled in the 

traditional BBN. The problem with the BBN as a population-wide model is that it utilizes a 

single model as an approximate best fit for the observed data. Notably, value-specific 

independencies are not modeled. With a BBN, it is possible that a different configuration of the 

variables and values may also provide a good fit for observed data, but lead to different results. 

Basing inferences on a single model may fail to account for information about effects sizes and 

predictions. Patient-specific models, however, do capture these context-specific independencies 

[79] in each individual model. Value-specific relationships are of the form 



XY |Z  Z1, which 

implies 



P(X |Y,Z  z1)  P(X |Z  z1) for all values of 



X and 



Y  when 



Z  z2. For other values of 



Z , it may be the case that 



X  and 



Y  are not conditionally independent, i.e., 



P(X |Y,Z  z2)  P(X |Z  z2). Given both examples, 



X  is independent of 



Y  in the context of 
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Z  z1, but not 



Z  z2. In other words, different independence relationships hold under certain 

configurations of the network. The patient-specific Markov blanket local structure (PSMBl-MA) 

algorithm is a specific type of patient-specific model averaging method [85], which learns 

Markov Blanket (MB) models using decision graph conditional probability distributions. 

PSMBl-MA derives the posterior distribution 



P(Z t | x t,D) for the target variable, given the 

values of the other variables, 



X t  x t , for the case at hand and set of training data 



D. The 

computation of the posterior distribution by Bayesian model averaging is given by:  



P(Z | x,D)  P(Z t | x t,G,D)P(G |D)
GM

  

where the sum is taken over all MB structures 



G, in the model space 



M . The approach learns 

Markov blanket models using decision graph conditional probability distributions. The first term 

in the summation, 



P(Z t | x t,G,D) is the conditional probability 



P(Z t | x t ) compared with a MB 

that has structure 



G with parameters that are estimated from training data 



D. The second term 



P(G |D) of the summation is the posterior conditional probability, or weight, of the MB 

structure 



G given 



D. Generally the conditional probability is derived from the weighted average 

of posterior probabilities of all the MB structures. This approach provides a more complete BBN 

model space, by averaging over a suitable set of models, in addition to value-specific 

relationships.  

Applications of the Bayesian model averaging technique have been applied to the clinical 

domain in order to perform more accurate longitudinal prediction. The Mayo Clinic conducted a 

randomized clinical trial to compare the drug DPCA with a placebo in the treatment of primary 
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biliary cirrhosis (PBC) of the liver [222-224]. This study aimed to assess both DPCA as a 

possible treatment through randomization and to use other features to develop a natural history 

model of the disease. The model constructed for this work was used to predict the course of PBC 

in untreated patients and for inferring patient history to assess new therapies [225]. A subset of 

this data was then analyzed over an average of all possible models in a much smaller model 

space, with 14 prognostic features in the natural history model and the DPCA treatment variable. 

[220]. The model was chosen using a stepwise procedure of backward elimination beginning 

with an arbitrary set of features. The study found that the Bayesian model averaging approach 

improves predictive performance as measured by both positive predictive score and predictive 

discrimination.  

2.2.4 Lazy Bayesian Rule 

Attempts in the early 1990s were made to address the strong assumptions posed by naïve Bayes 

classifiers. Specifically, the independence assumptions in naïve Bayes classifiers may result in 

more accurate prediction, but often are not an accurate representation of real-world phenomenon. 

Also, Bayesian tree learning algorithms suffer the problem of small disjuncts [80], where the 

leaves at the end of the tree may often have fewer training examples to build a single tree that 

best fits all training cases. The lazy learning approach, closely related to nearest neighbor or 

instance-based learning approaches, moves away from the population-wide modeling approach 

by delaying computations until classification: no decision tree is constructed at the time of 

training. The variant of the NB model NBTree, which has already been introduced, suffers from 

replication and fragmentation problems, and failure to describe the full breadth of examples at its 
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leaves [80]. Accordingly, lazy learning approaches were introduced. Lazy learning approaches 

do not create explicit decision trees or rules at training time, therefore these methods can enable 

more instance-specific modeling [82, 83].  

The Lazy Bayes Rule (LBR) algorithm emerged from the application of lazy learning to 

Bayesian tree induction [81], and has been used to support patient-specific model selection.  The 

LBR algorithm stores input training examples and only invokes an ideal Bayes’ rule when 

classifying an unseen case. The antecedent of the Bayesian rule is defined as a sub-space of the 

instance space to which the test case (truly) belongs. The subspace is comprised of available 

training examples selected by the LBR algorithm, which is then used as a source of training data 

for the consequent of the Bayes rule, a local naïve Bayes classifier with which the test case is 

classified. Each test case encountered guides the selection of attributes for creating attribute-

value pairs (i.e., conditions) defining the antecedence of the Bayesian rule. The values in the 

attribute-value pairs are the same as the attribute values in the test case. The case to be classified 

determines which attributes are used in the attribute-value pairs via a greedy step-forward search: 

features that produce the highest reduction in the overall error rate are permanently added to the 

antecedent and removed from the consequent. An attribute



A  that is removed from the local 

naïve Bayesian classifier eliminates redundant instances of 



A  that do not affect the classifier’s 

behavior, ultimately allowing the local naïve Bayesian classifier to be trained with computational 

efficiency. Hence, the ultimate objective is to find the antecedent of the Bayesian rule that best 

matches the test case, while decreasing the error of the local naïve Bayesian classifier in the 

consequent of the rule. LBR can be defined using the following variant of Bayes theorem: 
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P(Ci |V1V2) 
P(Ci |V2)P(V |Ci V2)

P(V1 |V2)
 

where 



V1 and 



V2  are two conjunctions of attribute values such that each attribute 



ai   belongs to 

exactly one of 



V1 or 



V2 . At classification time, the attribute values in are re-organized to both 

attribute-value sets that minimizes classification error. 



V1 (consequent) is the set of locally 

relevant prior probabilities calculated that satisfy the conditional probability specified in the test 

instance contained in



V2  (antecedent) [226].  To further expound the algorithm, consider a simple 

example of predicting features for a single patient A suffering from glioblastoma multiforme 

(GBM). The patient’s feature data is described in Table 2.1: 

Patient Symptoms Contrast enhancement Surgical resection? Tumor location Karnofsky 

score 

A Worsening No change One Temporal lobe 60% 

Table 2.1 Example of single patient case to be predicted using LBR. 

Now consider the population data used as input training examples for the LBR model: 

Patient Symptoms Contrast enhancement Surgical resection? Tumor location Karnofsky 

score 

B 
No change Worsening One Temporal lobe 60% 

C 
Improving Improving One Frontal lobe 90% 

Table 2.2. Sample input cases used to train an LBR model for a hypothetical predictive task. 

The general steps of the algorithm would then be conducted: 



V
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1. Look at patient B. 

2. Remove one feature and build a local naïve Bayes classifier based on the remaining features. 

3. Determine if overall classification meets minimum threshold value resulting from removing 

the one feature.  

4. Repeat steps 2-3 for every feature.  

a. For patient B, “symptoms” is included in the Bayes’ rule, even though its value does 

not match that of patient A, because high prediction is achieved with the remaining 

features which match directly to patient A. Thus population-based values are 

retained.) 

5. Return to step 1 after every feature has been inspected, and repeat for patient C.  

a. All variables would be excluded except for “surgical resection” from the Bayes’ rule 

because  the values do not match). 

6. Remember the values for every feature that was permanently added to the Bayes’ rule for 

patients B and C. 

7. Build a new classifier using the features and associated values from the Bayes’ rule and 

perform the classification task. 

The LBR algorithm has demonstrated a lower error rate than any alternative algorithm, as it 

relaxes conditional feature independence assumptions [80]. The LBR algorithm has been 

compared to the naïve Bayesian classifier, a constructive Bayesian classifier, a selective naïve 

Bayesian classifier, and a lazy decision tree algorithm across various domains. In every case, 

LBR resulted in lower error than its alternative [226]. LBR allows an attribute to depend upon 

many other attributes, but all attributes depend upon the same set of other attributes, which 

relaxes independence assumptions made by naïve Bayesian classifiers.  [226] suggests that in 

general any lazy learning approach to building a Bayesian network builds a new network based 

on each given test instance. For any given test example and training cases, the network is 

initialized to a naïve Bayesian classifier for each training instance, each attribute only has two 

values to be used in the network, one equaling the value of the test instance and the other not 

equal to the value of the test instance. Basically LBR builds one optimized rule for each 

classified instance by using an entropy measurement, much like the Lazy DT method [104].  
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In spite of its strengths, LBR does demonstrate inefficiencies. Principally, the algorithm is less 

efficient when a large number of instances is to be classified [227]: each instance of each feature 

must be selected and tested in the antecedent of the rule [228]. As such, the time needed to train 

the algorithm must be repeated as many times as the number of partitions in the training set. 

Computational complexity is a commonly cited disadvantage of the family of lazy learning 

algorithms for this reason; the algorithms must estimate the target function locally and uniquely 

for each instance to be classified, the efficiency of which can be improved by lowering the 

dimensionality of the features with respect to the original dataset.  

2.3 TEMPORAL MODELING 

2.3.1 Time Series Analysis 

The many complex and heterogeneous aspects of temporal data complicate the modeling task; as 

previously mentioned, time can be defined or represented in varying durations, which can be a 

period of time contrasted to an instance of time (e.g., time point, interval, relative to prior time 

point), and units (e.g., months, hours, years, date of last recurrence) to describe those 

perspectives. Furthermore, features describing a patient’s health status are subject to variation 

over time; previously irrelevant features may become clinically significant to the physician (e.g., 

white blood cell count, blood pressure, tumor growth) [229].  Time can also be measured in 

relative or absolute scales, depending on reporting style. For example, a physician well-

familiarized with his patient may refer to events using qualified terms such as “previous”, “next”, 

“last”, “future” or “third” compared to specific dates or lengths of time. Prior work has been 
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done to include temporality in clinical models. The temporal model suggested by [230] is 

motivated to manage temporal clinical data by presenting temporally-oriented medical data in 

multiple ways: (1) expressing clinical information from varying temporal granularities; (2) 

representing clinical data in a temporally homogeneous and unified format; (3) constructing 

relationships between temporally-oriented clinical data by allowing the relationships to be 

modified; and (4) managing more types of clinical data. Other characteristics that are unique to 

the clinical space of temporal data also include constrained time (e.g., patient is to have imaging 

follow-up every six months post-resection), periodicity of activity (e.g., radiation therapy for five 

consecutive days), and required delays (e.g., patient must be re-examined three hours after 

treatment is administered) [231]. Synchronization and serialization of events may also internally 

constrain how such events are modeled; such constraints may be considered an asset to 

researchers building clinical models to incorporate time because it imposes an added level of 

known structure. Aside from the existing studies that have already been presented, temporal 

normalization of data extracted from the EMR and used for predictive modeling is generally not 

well researched in the biomedical domain. Temporal modeling has extended a greater reach in 

domains that are centered workflow, process, and effective time management and process [232].     

To facilitate the physician’s job, providing a time-oriented, context-based patient history will 

alleviate the information overload that a physician commonly experiences. The temporal-

abstraction (TA) task framework was an early attempt to abstract higher-level concepts from 

general time series data, which models time, parameters, events, and context [233] and is applied 

in the clinical domain for diagnostic monitoring [50]. Knowledge-based systems have also been 

developed to provide temporal abstractions for automatic interpretation of multi-parametric 
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kidney function courses [11, 234]. A general review of other intelligent systems that have been 

developed for clinical data analysis can be found in [8]. The appeal of temporal pattern 

recognition approaches in the clinical setting differs from traditional pattern recognition in that 

the approaches deal with dynamic data. The temporal pattern recognition strategies seen in the 

clinical domain all assist in extracting the most relevant information from multivariate time 

series at the feature-level, yet they do not have the means of extracting higher-level, process-

oriented trends that a physician may relate to for his patient management tasks. 

The modeling discussion thus far has made the simplifying assumption that a patient’s health 

remains static. But the clinical tasks often are comprised of repeated observations over time, 

which consequently reflect changes in the patient’s state of disease. Indeed, with the assertion of 

new evidence (e.g., from testing), both past and current observations must be reassessed as part 

of the clinical reasoning process [235, 236]. The temporal ordering and duration of symptoms, in 

addition to disease evolution, can influence what treatments or tests are selected. As such, a static 

disease model is perhaps less effective in estimating probability distributions of random variables 

based on prior knowledge and the progression of observations. In point of fact, by collapsing all 

patient data into a single time frame to predict the course of a disease, traditional (static) 

prognostic models have been proven to be less effective than their dynamic counterparts. Work 

on comparing static to dynamic models in other domains, such as criminology, generalizes the 

weaknesses of static models to fall in the following categories: 

 Arbitrary start and end points. Deciding when to model the patient record’s start and end 

points for capturing the course of tasks and disease progression is an arbitrary decision [159]. 

Particularly with patients who may have long, continuing records, the starting point of the 
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model may be considered at the initial diagnosis stage, first treatment, or even first disease 

progression. The end point may be similarly selected. Cut-off points for the time frame to be 

modeled also depend on what data is available. Temporal modeling literature implies that the 

efficacy of the models may differ if the start/end points were imposed at different times 

[237].  

 Non-standardized patient records. Bushway states that individuals have different criminal 

records in terms of length, seriousness, and frequency of offenses, yet they are treated the 

same if desistance is a state that one attains [159]. Analogously, the length and content of 

patient records vary between patients, yet a static model would constrain all patient data to 

using the same variables and states, which may not accurately represent the full range of 

states for all patients. 

 Mapping only the current state to future time frame of interest. In terms of medical decision-

making, the treatments or diagnostic exams that are selected often depend on duration and 

the order of symptoms, ultimately determining the patient’s outcome [236]. Static models fail 

to accommodate new evidence that becomes available through time, nor do they capture 

history and how prior history and new evidence will impact the future course of events [238]. 

Such models assume that the values for the nodes do not change over time. As such, the 

accuracy of representing future events is compromised without imposing true temporal 

constraints. 

 Lack of causal relationships. Decision trees, logistic regression, and other traditional static 

prognostic models also lack explicit interpretation of the cause of a pathological state and the 

effect of medical decisions: causal models allow for accurate representation of domain 

knowledge, and thus can be more meaningful, robust, accessible, and descriptive of the data. 

From a temporal perspective, cause and effect can be equivalent to explaining the temporal 

properties before and after states, which cannot be achieved with static models [239]. A good 

prognostic model can capture domain literature, and expert knowledge, in addition to 

statistical data for representing the temporal nature of the medical problem [236].  

 Errors. Temporal reasoning has eliminated errors commonly committed by static models, 

where findings had a lifespan longer than the proposed cause, or ignoring possible 

pathological causes because a part of the causal chain was no longer true [239]. 

Dynamic models have shown to resolve other issues found in static models [178], namely in 

specifying the probabilities underlying the stochastic process modeled in the network and 

reducing the computational burden of inference on a static model. Thus, temporal modeling of 

clinical problems has been explored in a variety of manners, including: in a Bayesian belief 

network that imposes time relationships to model the complexity reasoning in diagnosing heart 

disease [239, 240]; a dynamic Bayesian network for temporal reasoning, which increased the 

model’s performance in diagnosing ventilator-associated pneumonia [238]; and a neural network 
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model of survival and disease progression for AIDS patients [241].  

While we rarely can predict future events with absolute certainty, estimates can be made by 

computing probability distributions over possible future observations. Dynamic probabilistic 

models are defined as a sequence of sub-models, each representing the state of a dynamic system 

at a particular point or interval in time, referred to as a time slice.  More abstractly, such temporal 

models comprise a series of sub-networks interconnected by temporal relations. Past efforts in 

dynamic probabilistic models can be broken into two categories: classical approaches, and state-

space models. 

2.3.2 Classical Approaches 

ARIMA and ARMAX [242] are indicative of classical approaches to prediction in sequential 

data, which use linear and non-linear models such as neural networks and decision trees [243]. 

N-gram models [244] and Markov models [245, 246] are more commonly used to handle 

discrete data in time-series prediction. However, certain problems arise in using these 

approaches: (1) prognosis and prediction are based on only a finite time frame into the past, and 

while some attempts have been made to overcome this issue (e.g., neural nets incorporating 

hidden states), they still are unable to model long-distance dependencies [247]; (2) incorporating 

prior knowledge is also difficult with linear models because such models cannot be expressed in 

terms of directly observable quantities, and hidden state models pose the challenge of difficulty 

in interpretation; and (3) multivariate inputs and/or outputs in these models can be too complex 

to predict outcomes, as a model evolves over time [248]. In the case of interpreting hidden state 
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models, consider a simple hidden Markov state model where observed parameters/states are 

healthy (H), ill (I), or death (D). The simplicity of the states explains the patient’s progression 

through time, however the state sequences do not provide an explanation for the unknown or 

unobserved parameters that may cause the transition between state sequences. Suppose two 

patients have the sequences of H-I-I-D and H-H-H-D: the outcomes are the same, but the 

parameters that explain them are likely different. Multivariate inputs/outputs can complicate 

prediction because an exponential number of parameters are needed to specify the transition and 

observation models. Timed workflow graphs were first introduced to represent time information 

in graphs for modeling, process instantiation, and managing workflow with minimal error at time 

of decision or process execution [249, 250].  [249] formulates a richer set of modeling primitives 

for expressing time constraints, develop methods for checking the fulfillment potential of such 

constraints at process build and instantiation time, and enforce these constraints at execution 

time.  Their research proposes implementing upper and lower bounds to constrain time intervals 

between workflow activities, and binding activity execution to fixed dates. Such formalisms may 

have been developed exclusively for the specific context of workflow/process design, and 

therefore not applicable to events and tasks involved with patient treatment, but sets a strong 

example of the needed formalism and structure of modeling time in the clinical domain. 

2.3.3 State-space Models 

A state-space model assumes that a sequence of D-dimensional real-valued observation vectors 

[17] were generated from a K-dimensional real-valued hidden state variable Xt at each time step 

Yt. This sequence of hidden state variables defines a first-order Markov process. State-space 



58 

models overcome the aforementioned classical approaches’ problems of finite-window effects, 

multivariate inputs and outputs, and can also incorporate prior knowledge [180]. Hidden Markov 

models (HMMs) and Kalman filter models (KFMs) are widely used in modeling sequential data 

for their simplicity and flexibility. More recently, dynamic Bayesian networks (DBNs) have also 

been investigated. HMMs and DBNs are described in further detail below. 

Hidden Markov models. In an HMM, the sequence of observations [17] is modeled by 

assuming that each observation depends on a discrete hidden state St, and that the sequences of 

hidden states are distributed according to a Markov process. These hidden states allow creation 

of models that may be closer to the true (causal) structure of the domain we are modeling [70]. 

The HMM can be viewed as a stochastic finite automaton where each state generates an 

observation, and where the parameters of the model are the initial state distribution, the transition 

model, and observation model. HMMs can be augmented to allow for input variables, and thus 

model the conditional distribution of a sequence of output observations given a sequence of input 

observations. For example, if we consider an input of training sequences, such as the different 

nucleotides (i.e., adenine, thymine, guanine, cytosine) in DNA, an HMM can find the specific 

combination of nucleotides that form suitable codons (i.e., alanine, glutamate, leucine) or amino 

acids from the given input gene sequence [251]. Learning such a model requires some a priori 

knowledge about the model structure, as well as model parameters. This knowledge is 

represented as a prior probability distribution over model structures and parameters and updated 

using representative data to obtain a posterior probability distribution over models and 

parameters. Testing variable independence via d-separation is simplified with the HMM due to 

their unique structure [252], but the dynamics of the modeled system can become complicated, 
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as the size of the hidden state necessary to construct a robust model can become difficult to 

manage [166]. 

A common approach to learn HMMs with offline maximum likelihood [111] parameter 

estimation is the Baum-Welch expectation-maximization (EM) algorithm. Such a framework is 

commonly used in parameter estimation for larger-scale problems with data being constrained to 

fixed time points, such as using magnetic resonance (MR) imaging [253, 254] at specific time 

points to form a sequence or series of images. Zhang’s group developed a hidden Markov 

random field model (MRF), or a stochastic process generated by a Markov random field whose 

state sequence cannot be observed directly but can be observed through a field of observations. 

The automated segmentation methods developed by Zhang specify local characteristics of an 

image and combine the prior contextual information of the image to reconstruct the true image. 

Here, the MRF is a conditional probability model, where the probability of a voxel depends on 

its neighbor, which is how the object’s contour is determined. However, one problem with 

HMMs is evident in the example of trying to track the state of objects in a sequence. Let each 

object be in one of possible states. Then 



Xt  Xt
1,...,Xt

N  can have 



K  kN  possible values, which 

therefore requires an exponential number of objects to specify the transition and observation 

models – or a sufficiently large data collection to learn the model [248]. The overhead incurred 

from inference for the model parameters translates into exponential runtimes.  

Inherent to the approach are: (1) the estimation problems in finding the most suitable model 

parameter values to produce an arbitrary sequence of events; and (2) the decoding problem, 

which involves predicting the most likely state sequence that led to the observation sequence. 
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Such a model may not carry the same robustness for time-variable data, such as clinical events, 

in a patient medical record; even within the sample of a disease population, the level of 

granularity of the time scale challenges the construction of the states of the model, in addition to 

model parameters. A general review of Markov chain population models applied to medical 

decision making can be found in [255]. Other domains of medical informatics using hidden 

Markov models include a pattern recognition system developed to diagnose heart valve diseases 

[256], a system that applies the HMM to classify clinical documents [257], and an unsupervised 

method using HMMs and latent semantic analysis to segment and label nursing notes [258]. 

Artificial neural networks (ANNs), a more general type of HMM, are more popular. Work has 

emerged in extracting rules from a neural network for breast cancer diagnosis [259], predicting 

onset of diabetes [260], and predicting coronary artery stenosis [261]. What is lacking in current 

biomedical literature is applying HMMs to medical prognosis and decision-making, rather than 

to classification tasks in the works presented here. A unifying theme in the literature is the 

flexibility in modeling, and ability to find solutions from limited or incomplete data sets.  

Dynamic Bayesian networks. In contrast to HMMs, dynamic Bayesian networks (DBNs) [262] 

allow a higher-order level of dependencies or relationships between variables; a 
th

-order Markov 

model allows arcs from a sequence of data [17]. Such dependencies can also be based on a 

hidden variable or state [263]. The DBN generalizes the HMM by allowing the state-space to be 

represented in factored form, rather than as a single discrete random variable [248]. A DBN can 

extend BBNs to model probability distributions over semi-finite collections of random variables, 

which are separated by input, hidden, and output variables of a state-space model. Discrete time 

stochastic processes are used in the model, so the index t is increased by one with every new 
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observation. An example of a DBN in biomedical research is a prognostic model for clinical 

patient management [264].  

A DBN can be defined as a pair of Bayesian networks, where one BBN defines the prior 

probability of a variable 



P(Z1)  in the system and the second BBN is a two-slice temporal belief 

network (TBN) that defines the conditional probability of the variable, using a directed acyclic 

graph (DAG): 



P(Zt |Zt1)  P(Zt
i |Pa(Zt

i))
i1

N

  

where 



Z t
i  is the 



i th  node at time 



t , and 



Pa(Zt
i)  are the parents of 



Z t
i  in the graph. Nodes in the 

first slice of the TBN have no associated parameters, but each node in the second slice of the 

TBN has an associated conditional probability distribution (CPD), which defines 



P(Zt
i |Pa(Zt

i)) 

for all 



t 1. The parents of a node,



Pa(Zt
i) , can be either in the same time slice or in the previous 

time slice, implying a first-order Markov model. Arcs between slices are from left to right, which 

implies causal relationships across time. Combining arcs of the TBN (i.e., instantaneous 

causation) with undirected arcs within one slice (i.e., correlation or constraint) results in a 

dynamic chain graph [265]. It is assumed that the parameters of the CPDs are homogenous over 

time; otherwise they can be added to the state-space as random or hidden variables. DBNs differ 

from the HMM in that they represent hidden states in terms of a set of random variables, 



X t
1,...X t

Nh , while the HMM state space consists of a single random variable 



X t . Murphy describes 

how HMMs can be represented as DBNs, by defining the CPD of each node given its parents. 
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Only CPDs for the states at 



X t  and 



Xt1 | Xt  are specified, while future slices are assumed to be 

the same as the first two. Due to their probabilistic nature, DBNs can handle noisy data [266] 

that is ubiquitous to clinical data. Also DBNs can handle large numbers of variables and infer 

cyclic phenomena, such as feedback loops present in the patient record, where a patient may 

enter or re-enter a state of health repeatedly [267, 268]. 

Additional clinical research that uses DBNs includes a model for glucose prediction and insulin 

dose adjustment [269], but this work does not deal with issues of reasoning in such networks. 

Other works demonstrating the use of DBNs in medicine are presented in [270-272]. [236] aims 

to clarify the steps needed for an adequate prognostic model constructing a DBN model for 

prognosis of patients with low-grade carcinoid tumors. With the exception of [236], structuring 

DBNs to model medical prognostic tasks has not been studied. Dynamic Bayesian networks 

have, however, been extensively applied to neuro-imaging: learning the structure of effective 

brain connectivity from functional MRI (fMRI) data [273], as well as learning the general 

functional structure of the brain [274] and modeling neuronal circuits derived from fMRI 

sequences to explain basic emotional and cognitive neuroscience constructs [275]. These works 

leverage the DBN to model fMRI time-series to determine temporal relationships of interactions 

amongst regions in the brain. The bioinformatics domain has also demonstrated the use of the 

DBN to model time-variant states, including general modeling of gene expression networks 

[276] to evaluate the DBN inference algorithms to recover networks with limited data in genetic 

regulatory pathways [277], inferring gene regulatory networks [278, 279].  

Despite the clear advantages of temporal modeling and reasoning for the medical domain, there 
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are still challenges to using dynamic modeling representations. Dynamic Bayesian networks 

typically assume time to be invariant, which implies that the graph’s topology and parameters 

per time slice and across time slices are static [238]. Tracking changes in statistical significance 

of variables over time is difficult under this assumption, which may violate current disease 

model representations: there is no way to discover new information if we assume only what is 

already known. The network should be tailored to the data at each interval/time slice to 

adequately capture the temporal evolution of disease progression or treatment, rather than 

replicating the original network for each interval. For example, if the presence of nausea is 

negative through initial diagnosis to first treatment for a lung cancer patient, but becomes 

observed at a future point in time, then the model structure and probability strengths need to be 

altered to reflect this change. Furthermore, the Markov property for transitional dependence is 

assumed in DBNs, which means that the parents of a set of stochastic variables can include 

variables from the same time or immediately previous slice but not from earlier time slices, 

which may further restrict the model’s accuracy in representing causal relationships between 

variables [248]. Other challenges in temporal modeling work include evaluating model structure 

and performance, rather than determining the transition interval to be used; estimating transition 

probabilities between time slices; and developing more specialized inference algorithms that 

exploit characteristics specific to a model, which reflect unique presentations of diseases and 

variability between patients [269, 280]. Transition probabilities depend only on the current 

process state and the most recent action choice—by assuming the Markov property—thus 

restricting the temporal expressiveness of the system. Some models also restrict events to occur 

only in discretized time, which directly contradicts modeling chronic illness, and transitions are 
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assumed to have fixed time duration [281]. This poses a problem to clinical data where 

transitions between time slices (i.e., diagnosis, recurrence, treatment) are ambiguous: a patient 

may also return to the same stage/phase in time and remain in the same state. Finally, temporal 

granularity and the time slice transition model to be defined for clinical data becomes an issue; in 

other domains, the time interval may be naturally supplied by sampling frequency and/or specific 

events, while the duration of a patient record in the real-world clinical environment is highly 

variable [166].  

2.4 APPLICATIONS 

A goal of representing the dynamic properties of medical decision-making is to improve the 

accuracy of prognosis and other clinical applications. More precise disease models based on 

retrospective data can potentially construct models with more reliable inference and certainty of 

outcome from a mapping of initial to end states.  

Early evaluations have demonstrated computer-based clinical decision support systems' (CDSS) 

abilities to assist physicians' compliance with evidence-based best-practices and patient 

outcomes [246, 282]. Hence, CDSS have been developed to promote the implementation of 

clinical guidelines and to aid medical decision-making. Past efforts in automating CDSS have 

taken either a prescriptive or critiquing approach. Under a prescriptive approach, an active or 

pre-defined implementation of the guidelines is provided. Projects such as ONCOCIN [283], T-

HELPER [284], DILEMMA [285], and EON [286] are examples of this method. In contrast, the 

critiquing approach uses a framework that analyses a physician's plan on-the-fly, rather than 
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making a prospective, recommended plan. This approach concentrates on the physician's needs 

and exploits the assumption of his domain-specific knowledge. HyperCritic [287] is an example 

of a critiquing system, implementing a task-specific architecture to assign pre-defined problem-

solving roles to the domain-specific knowledge. General reviews of CDSS in medicine have 

been conducted through the years [5, 288, 289]; as have clinical trials of CDSSs [180], and the 

effect of CDSS on medication safety and computerized physician order entry [290, 291]. While 

there has been work done on evaluating the role of CDSS in diagnosis [292, 293], prognostic 

models built into (automated) decision support systems have been limited to traditional analytic 

regression models to estimate time to survival [294] and mortality [29].  

2.4.1 Early Systems 

Spawned from research in cognitive science and computer science, the earliest generation of 

medical expert consultation systems (e.g., INTERNIST-1, MYCIN, CASNET and ABEL) are 

rooted in knowledge-based reasoning techniques across a range of cognitive tasks. These 

systems are briefly outlined below: 

 INTERNIST-1. In the early 1970s, INTERNIST-1 [295] was conceived to mimic an expert 

clinician’s reasoning process by modeling a knowledge-base. The uniqueness of the system 

is with incorporating likelihood scores for each diagnosis the system was able to construct 

automatically. The system combines information in a knowledge-base with diagnostic 

algorithms to ask diagnostic questions.  

 CASNET. Expert systems also use the causal-associational network (CASNET) model of 

disease as a knowledge representation for a patient's data. Specifically, CASNET models the 

diagnosis, prognosis, and therapy for glaucoma [296], and first separated the disease model 

from the decision-making model. A CASNET model is a type of semantic network designed 

to: (1) describe a disease in causal terms, (2) relate the disease description to an associational 

structure of external or real-world observations; and (3) describe various classifications 

imposed on the model.  
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 MYCIN. MYCIN was another early medical expert system used to demonstrate complex 

reasoning and knowledge representation under uncertainty. MYCIN highlighted the cognitive 

dimensions of medical explanation independent of medical problem solving. Other systems 

growing out of this model were GUIDON and NEOMYCIN, influential in the evolution of 

medical cognition models [297, 298]. MYCIN begins with a list of patient findings before it 

automatically generates its own interpretation of the patient’s diagnosis or state of health 

(i.e., a list of possible diagnoses) ranked by an estimated likelihood of each diagnosis. 

 ABEL. ABEL was an expert consultation system designed to explain reasoning in cases of 

electrolyte and acid-base disturbances [299]. ABEL proposes the use of a patient-specific 

model (PSM) for hypothetical interpretations of the patient data in terms of causal 

hierarchical networks, at varying levels of detail.  ABEL integrates abstracted information 

describing the patho-physiology of disease, patient information, and aggregated clinical 

knowledge about disease associations to produce a likely diagnosis, prognosis and therapy. 

The knowledge is supplemented by a multi-level description of causal links or the causal 

relationships between cause and effect states in the semantic knowledge network [299]. 

2.4.2 Modeling Time in Clinical Decision Support Systems  

Although specific temporal models may underlie each CDSS, all decision support systems use a 

process model to define the steps/stages within a guideline [180]. For instance, the model driving 

a CDSS can generally be characterized by the most common primitives that are used to capture 

the knowledge contained in the guidelines, actions and decisions that occur over time. Some 

models contain primitives that represent the intermediate state of a specific context during the 

application of the guideline. An intermediate state can describe either the clinical status of the 

patient or execution state that describes how the guideline is implemented in the system. An 

action is a clinical or administrative task that performs, maintains or avoids some portion of the 

guideline application. A decision is the choice made from a set of choices of predefined criteria 

in a guideline. An intermediate or patient state is a patient's clinical status based on the actions 

that have been performed and the clinical decisions made through the guideline [300]. Computer-

interpretable guideline languages have been developed to represent and translate procedural 

knowledge contained in guidelines. All languages [180] generally encapsulate the clinical 
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guideline knowledge by decomposing guidelines into component tasks that occur over time. This 

approach has been described as the "task-based" paradigm [301]; task-network models (TNMs) 

have been created to describe guideline-modeling formats based on this approach. Both specific 

and general languages have been proposed to represent time in clinical guidelines: 

 Arden Syntax. Notably, the Arden Syntax [302] is the most widely recognized language for 

representing clinical knowledge in patient-specific decision-support systems. Arden Syntax 

was first introduced with a rule-based formalism encoding individual clinical rules as 

medical logic modules (MLM), later extended with augmented decision tables (ADTs) to add 

new information (e.g., probability, utility values). However, neither the MLM nor the ADT 

provide extensive support for conceptualizing a multistep guideline that occurs over time. 

Other limitations of the Arden syntax is that it supports only atomic data types, lacks a 

defined semantic for making temporal comparisons or for performing data abstraction, and 

provides no principled way to represent clinical guidelines that are more complex than 

individual situation-action rules [303]. 

 Asbru. Asbru is a time-oriented, intention-based specification language used to represent 

clinical protocols. The language investigates the development of task-specific problem-

solving methods to support the design and execution of clinical plans. Asbru extends the 

larger Asgaard project planning framework [304] by characterizing intentions, conditions, 

and effects and by adding a rich set of sequence ordering operations, thus defining the 

temporal dimensions of states and plans [303].  

 General knowledge-representation languages. Knowledge languages such as KIF [305], 

CML [306], and ontologies for knowledge sharing, such as PROPEL [307], have also been 

used to represent temporal events in describing plans. These languages frequently assume the 

following properties: (1) events and their corresponding effects occur instantaneously; (2) 

actions are continuous and may have delayed effects and temporally-extended goals; (3) 

there is uncertainty and variability in the utility of available actions; (4) unobservable 

underlying processes determine the observable state of the world; (5) a specified goal may 

not be achievable; and (6) parallel and continuous execution of plans is necessary. It has been 

noted that these languages, though, have significant limitations and are not applicable to the 

dynamic clinical environment [303]. 

2.5 SUMMARY AND PROBLEM STATEMENT  

Given the longitudinal, dynamic nature of patient health, medical histories can vary in time span: 

a patient's record may begin with the first encounter related to the present chief complaint or the 
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first hospitalization due to other illness. As such, the number of time points or events comprising 

medical history will vary from patient to patient, as the course of a disease depends on individual 

patient characteristics or other (unknown) variables. Diseases may follow a specific course 

characterized by known, predictable events but distinguish a unique path in terms of its 

milestones; for example, a patient may have a more populated record reflective of having been 

diagnosed late, versus a shorter event history for a patient in an earlier stage of the same disease. 

While a physician can easily identify an initial diagnosis, constructing a decision support system 

to achieve the same task requires programming the system to discern between the first clinical 

event and most current, relevant clinical event as a diagnosis. Confounding the machine’s 

interpretation of the medical record is time, a critical dimension when prior, relevant knowledge 

about the patient's history can help to understand a patient case, and clinically defining events 

throughout the record can help to identify causal change in the patient’s health status. 

Particularly with patient management decisions and treatment, understanding responses to 

treatment and general progression in the patient’s health will help improve patient-centric 

treatment. Identifying causal change has proven to be a challenging problem because of the 

variability of a disease's time frame. For example, how would a clinician treat two patients who 

are diagnosed with the same disease but one with a history that spans a few months versus the 

other whose history spans a few weeks? Would the clinician choose the same type of treatment 

for the same disease but at different progression rates? From a computational standpoint, how 

would a model represent the critical events in each patient’s record when the time spans are 

inconsistent? 

Patient records are populated by heterogeneous, quantitative data (e.g., imaging, laboratory), as 
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well as clinical narrative that do not use standardized terminology.  In these cases, patient data 

requires richer context to explain a patient’s state of health, and is insufficient information for 

statistical processing and medical decision making.  The patient record contains not only 

"irrelevant" information, but also contextually significant information embedded in a clinical 

text, which can overload a clinician’s cognitive capacity. Despite early efforts in the 1970s that 

explored uncertainty and conflicting information in information processing and decision making 

psychology, quantitative models built to support medical decision-making tasks have yet to 

accommodate the full range of patient characteristics and assumptions made on clinical data 

(e.g., distribution of the underlying dataset, representativeness of the population to a given new 

case). The construction of medical decision making models is complicated by: (1) the high-

dimensionality of quantitative clinical data; (2) the varying presentation of patients at the 

population and individual level, and the disease over time; and (3) the trade-offs given multiple 

decision alternatives. Other issues with developing these models include the methods by which 

data are collected and are interpreted to construct the model; the effects of missing and non-

uniform data (typical of routine clinical environments); and the evaluation of potential 

relationships between a model’s variables. A key goal of medical research should be to construct 

(state) models that take advantage of both: (1) instance-specific models that capture the local 

representation and attributes of a specific patient case, and (2) population-based models that 

induce a model from a set of observations that on average, best fits all prospective test cases. As 

a result, tools built on such models could improve medical decision-making by better tailoring 

predictions per patient.  

A longstanding motivation of informatics is to improve medical decision-making by constructing 
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models with data and information that accurately represent the decision-making process relative 

to the patient being treated. The variables, associations, and states selected for the model result 

from balancing the need: (1) to most accurately represent a patient's record; and (2) to construct a 

representation that can be used efficiently to achieve an optimal clinical outcome. A robust, 

complete model may utilize all available data and information, but will be impractical if the 

model cannot be used in a real-time, clinical environment. Thus model construction involves 

selecting the appropriate data that dictate the most accurate types and directionality of learned 

relationships. For example, a neural network may be able to predict a causal relationship between 

flu and fever, but predict only a correlative relationship between flu and a patient’s temperature. 

A person with the flu may have his temperature taken not as a result of having the flu but as a 

result of having a different complication. Because of variability in patient characteristics, data 

extraction may engender a model tailored to a particular patient or generalized to a patient 

population; data pertinent to one patient may not be applicable to another, or patient data that 

was not reported may be more informative than data existing in the patient's record. Some 

fundamental problems in model construction are:  

 To determine what automated techniques can extract the most relevant data across a patient 

population with as little noisy data as possible. 

 To analyze patterns in the raw data and synthesize relevant information to incorporate into 

the model. 

 To infer relationships within the data without biasing the way relationships are learned. 

To supplement the power of computational models (e.g., neural networks, classifiers) one can 

impose prior, expert knowledge on the system to learn patterns from the data. An expert system 

uses prior knowledge for supervised learning. However, this approach lacks the advantages 
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carried by naïve methods; although computationally more expensive, naïve methods learn 

patterns and relationships based on the computed strengths and statistical significance, which 

may be relevant.  So synthesizing meaningful knowledge from raw data requires maintaining the 

integrity of extracted data within the constraints of an already established (i.e., expert-driven) 

framework to learn relationships/patterns in the data. The optimal machine learning approach 

would take advantage of supervised learning methods from data labeled by domain experts, and 

extract relevant concepts from the text before model construction.  

To address the research problems presented thus far, the contributions of this dissertation is 

summarized in Table 2.1.  

Research problem Limitations of existing work Contributions of this dissertation 

Comprehensive biomedical concept 

extraction from unstructured reports 

focused on domain of interest 

 Relying only on manual 

concept identification is time 

intensive and biased to 

reviewer’s knowledge base 

 Purely automated approaches 

are not fully able to handle 

contextual complexity and 

idiosyncrasy of human 

language 

 Utilizing a hybrid approach of manual 

and automated feature extraction  

 Focusing scope of MetaMap to a few 

lexicons to target the concepts of interest 

 Proposing a look up table to map 

mutually inclusive concepts found from 

both approaches 

Accurate prediction across a 

longitudinal patient record 

 Current models lack expert 

knowledge  

 Models designed to predict 

well for general population 

rather than individual cases 

 Models have yet to establish 

standard approach to predict 

feature changes over time 

 High dimensional data sets are 

intractable for predictive 

models 

 Demonstrates the prominence of instance-

specific algorithms for prediction over 

current models used in biomedical 

research 

 Modified version of a instance-specific 

algorithm incorporates: 

 Expert knowledge  

 Considers larger space of optimal models 

 Handles computational issues from high 

dimensional data 

Incorporating a temporal ontology to 

normalize records for a patient 

population’s used in a predictive 

model 

 No standardized temporal 

framework yet exists to 

normalize across a population 

of unique patients 

 Relevant frameworks are 

limited to clinical trials 

 Propose event-based and temporally-

based frameworks 

 Frameworks are tested on unstructured 

patient reports 
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Table 2.3 List of problems focused in this dissertation and associated contributions.  

The combined informatics and clinical goals thus motivate the development of an approach that: 

(1) extracts "relevant" data from the patient record using standardized and unsupervised learning 

techniques; (2) maps a patient’s clinically significant events to a patient-specific temporal model 

using population and instance-based features; and (3) can predict with sufficient statistical 

accuracy treatment pathways or other prospective clinical events that may occur based on 

various temporally developed models. The contributions of this work demonstrate a hybrid 

approach to information extraction on a set of free text reports; the construction of a more 

rigorous instance-specific clinical model applied to both unstructured and structured clinical data 

not already found in the domain; and event-based and temporally-basedontologies applied to a 

patient collection that normalizes extracted data across time.  Specifically, these contributions are 

framed in the scope of research problems that have been addressed with limitations presented in 

the literature. 
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CHAPTER 3. DATASETS AND FEATURES  

3.1  AIM 

Create a refined set of parameters for a predictive model by mapping an expert-driven 

knowledge base of variables, associations, and related states to analogous machine-

extracted concepts and relationships 

Feature selection as it pertains to model building has been addressed in various domains of 

science, medicine in particular, where the number of variables available can exist on the order of 

tens to hundreds; few research studies use more than40 features [308]. A computational model 

must be a robust, accurate reflection of the data being modeled. So to best describe the data, an 

ideal set of (i.e., number and type) features must be used. But due to the large number of 

variables available and the prevalence of missing data in the clinical setting, learning any number 

of model parameters becomes intractable without a complete dataset. The challenge with 

parameter learning can be attributed to the curse of dimensionality where the amount of data 

needed for prediction grows exponentially as a problem’s dimensionality increases. The curse of 

dimensionality is a non-trivial research problem [308]; model pruning has been proposed as a 

rudimentary solution by removing redundant variables and selecting only the variables that 

sufficiently represent the phenomenon being modeled.  Unstructured clinical text must be 

carefully filtered because of the substantial amount of semantic meaning encoded in the free-text 

narrative. In order to take advantage of medical informatics applications, the concepts extracted 
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from natural language clinical reports must be structured in a way that can be processed and 

understood by a machine.  Apart from using concept-based clinical data as features, a statistical 

model must also have relational knowledge to formalize relationships between the features that 

define the model structure. Thus a comprehensive set of relevant features and relationships is 

desirable for any clinical predictive model. 

Technical objective. 1 To construct a mapping between an expert-defined knowledge base of 

variables, associated states, and causal links with comparable machine-extracted features, in 

order to define a more targeted set of elements to be used in a predictive model.  

Approach. The advantages in constructing a model trained with unstructured clinical data exist 

through utilizing higher-level features and sub-selecting, from the complete set of features, the 

fewest number of relevant features needed to predict a target variable (i.e., the Markov Blanket 

(MB)) accurately. Typically, low-level quantitative features are used, as opposed to ordinal or 

categorical variables that better capture more semantic interpretation, context, and meaning from 

clinical reports.  Low-level features for experts may be easy to retrieve and evaluate across time 

unlike the parsing required for clinical free text, but the trade off is that semantic meaning 

encoded in unstructured text cannot be expressed with precise measurements. Given current NLP 

methods that have been derived for controlled clinical vocabularies [309], machine-based 

identification of high-level clinical features is a simple yet thorough approach to feature 

extraction. Furthermore, higher-level categorical variables are easier to interpret, as they are 

coarsely measured versions of continuous or quantitative variables. For example, in the medical 

domain, a patient’s health may be classified by context and general description as opposed to a 
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precise disease or severity score. Expert-based specification of such semantic features cannot be 

achieved with the same efficiency and objectivity that results from machine-based feature 

extraction. Thus, utilizing a learning algorithm to sub-select the most relevant features from an 

expert-defined knowledge base leads to the construction of a more specialized patient-specific 

model, while still maintaining population parameters. Both the expert-defined features and the 

machine-derived features are the result of a form of semi-supervised learning; the advantages of 

instantiating a ground truth via an expert-defined knowledge base will help train a classifier to 

find the most appropriate subset of features itself.  

Manually choosing the features for a model is not straight-forward; in fact, feature extraction and 

how features are best defined for a model is an entire sub-domain of research. Typical questions 

that researchers debate are differences, strengths, and weaknesses in supervised versus 

unsupervised methods of feature extraction; and expert-defined versus completely naïve features. 

It remains unclear in what situations one method will succeed over another or if a combination of 

methods is the best choice. Because these research questions have not been definitively 

answered, the aim of this particular study is to take advantage of the strengths of both 

supervised/expert-driven and unsupervised/naïve approaches to feature selection.    

For this research, three separate data collections were used to develop the proposed case study 

approaches: 1) a set of medical records for 100 neuro-oncology patients seen at the UCLA 

Medical Center, with confirmed diagnoses of glioblastoma multiforme (GBM); 2) data obtained 

from the NIH-funded Osteoarthritis Initiative (OAI), comprising of over 4,700 subjects; and 3) 

REMBRANDT, a brain neoplasia repository combining clinical and functional genomics data 
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from clinical trials collected by the National Cancer Institute (NCI) [310].  

 The UCLA data consists of raw (unstructured) free-text reports from radiology, pathology, 

laboratory, surgery, and oncology, in addition to more structured laboratory and 

demographic-related information. The reports belonged to the set of neuro-oncology patients 

identified as part of a consortium run by Dr. Timothy Cloughesy.  Glioblastoma multiforme 

(GBM) is the most common and biologically aggressive type of brain cancer.  A subtype of 

malignant glioma, it is the most frequently occurring cancer that afflicts the central nervous 

system. Typically, GBM has a poor prognosis, with a median survival of only 15 months 

[311], even with the most standard, multi-modal treatment plan. Standard treatment plans 

include surgical resection for initial debulking of tumor when feasible, followed by adjuvant 

radiation therapy and temozolomide, and a chemotherapy agent [312], as reflected in the 

UCLA GBM data. Current clinical practice sees physicians classifying GBM into one of two 

classes, on the basis of clinical presentation [312]. Although the histopathologic features 

defining both groups are essentially indistinct, the classification for GBM patients can be 

further specified in terms of clinical features and characteristics to diversify the number of 

classes that describe the GBM population, which will be discussed in Chapter 5. The class 

diversification will ultimately lead to more precise identification of each variety of GBM 

clinical presentations, and eventually more specialized, patient-tailored treatment. To 

effectively survey a GBM patient’s status, the patient should have specific characteristics that 

enable prompt and accurate prognosis; this is difficult to achieve with low-level features, 

namely those derived strictly from imaging studies, which require time and external 

instruments/devices for measurement, and thus cannot be accomplished immediately. Using 

high-level features as predictors, on the other hand, will permit quicker trend recognition 

between instances in a population or across a single patient’s records, while maintaining 

prognostic value and assessment capacity of a patient’s overall health. 

 The OAI data is comprised of fields extracted from a database available for public access at 

http://www.-oai.ucsf.edu for osteoarthritis subjects, regularly updated and maintained by the 

Osteoarthritis Initiative (OAI). Started in 2004, the OAI involves five national centers 

participating in a program sponsored by the National Institute of Arthritis and 

Musculoskeletal and Skin Diseases (NIAMS) and pharmaceutical partners. The primary 

objective of this consortium is to identify imaging and biochemical markers for the 

development and progression of both incident and progressive knee OA [6]. Osteoarthritis 

(OA) is the most common cause of disability in the United States [313].  It is a slowly 

evolving disorder of synovial joints in which a complex combination of degradative and 

reparative processes alters the anatomy and matrix composition of the articular cartilage and 

subchondral bone. The impact and end outcome of knee OA varies greatly between subjects. 

In some, the disease stabilizes and symptoms may improve with time; in others, the joint 

damage progresses and results in severe pain and disability requiring surgical treatment. 

Osteoarthritis is typically diagnosed via imaging focused on (morphological) tissue changes; 

but once detected, disease progression is already irreversible. Thus, the significance of being 

able to predict such changes early is clear. Traditionally, early detection of knee OA has 

relied upon various methods (e.g., detecting subtle structural joint changes on imaging, 

http://www.-oai.ucsf.edu/
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patient-reported metrics such as pain) [314, 315]. Unfortunately, the ability to predict the 

disease’s onset and progression is still limited because the variables contributing to this 

disease are both numerous and multifaceted. The OAI dataset consists of clinical evaluation 

data (medical history, physical exam, joint-specific observations), imaging (x-ray; magnetic 

resonance, MR), and a bio-specimen repository (biochemical and genetic) from 4,796 

volunteers aged 45-79.  The OAI dataset contains data for subjects assessed at baseline and at 

specific follow-up visits (12-, 18-, 24-, 30-, 36- and 48-months). However, at the time of 

release, there were several factors at play that prevented use of the full image assessment 

tables: (1) the latest follow-up (48-months) data to the OAI dataset only covered imaging 

assessment data; (2) the 30-month follow-up period was missing for all image assessment 

data; and (3) the assessment for MRI in the 36-month follow-up period were missing. 

Therefore, I decided to use measurements for the quantitative joint space width (JSW) from 

longitudinal data, as contained in the kXR_QJSW_Duryea00, kXR_QJSW_Duryea01, 

kXR_QJSW03, kXR_QJSW05, kXR_QJSW06 tables that represent baseline, 12-, 24-, 36-, 

and 48-month follow-up assessments to ensure consistency of time points used to validate the 

temporal model. The remainder of the OAI clinical datasets encompassed medical history, 

biomarkers and joint systems/function information related to the diagnosis and treatment of 

knee osteoarthritis. Specifically, the tables used were: MedHist00, MedHist01, MedHist02, 

MedHist03, MedHist04, MedHist05, Biomarkers00, Biomarkers01, Biomarkers02, 

Biomarkers03, Biomarkers04, Biomarkers05, JointSx00, JointSx01, JointSx02, JointSx03, 

JointSx04, JointSx05.  

 The REMBRANDT repository is a collaborative effort between the NCI and National 

Institute for Neurological Disease and Stroke (NINDS), essentially a data portal for clinical 

trial data (clinical and genomic) related to brain gliomas.  The repository, available publicly 

online, can be mined for data based on customizable queries and provides an analytical 

platform for characterizing genomic data and knowledge synthesis of clinical information 

[316]. The data is structured as an integrated database, which allows specific datasets to be 

downloaded, visualized, or queried across heterogeneous data sources (i.e., gene expression, 

chromosomal aberrations, clinical data) for use. REMBRANDT contains data generated 

through the Glioma Molecular Diagnostic Initiative from glioma specimens comprised of 

about 560 gene expression arrays, 830 copy number arrays and 13,400 clinical phenotype 

data points.  For the purposes of modeling higher-level clinical features, only the clinical data 

was used.  

As independent cohort studies, the UCLA GBM and REMBRANDT datasets were used together 

to build one cohesive feature set and a correspondingly more complete GBM patient model. 

Building models based on two different GBM cohorts helped build a more robust, complete 

disease model derived from shared features and topological constraints. Eventually, such a model 

can be replicated for any cohort, portable across varying patient populations, institutions, and 
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clinical settings. The literature has found that the population-based cohort study carries several 

advantages: (1) external validity; (2) ability to perform longitudinal assessment; (3) estimate 

distributions and prevalence rates of relevant variables in the reference population; and (4) 

utilizes an optimal representative sample to carry out unbiased evaluations of relationships 

between confounding variables and other variables of interest [317]. 

3.2 RESULTS 

3.2.1 UCLA dataset 

The UCLA data was ideal for this study, as patients were selected purely based on being 

diagnosed with GBM. Patient data was not excluded on the grounds of demographics (i.e., race, 

age, sex, risk factors) or on specific study characteristics (i.e., prognosis, whether hospitalized, 

enrolled in prospective study). The data was thus controlled for bias, otherwise affecting studies 

commonly consisting of patients evaluated after they are referred for hospitalization or 

evaluation [318]. Records for the UCLA neuro-oncology patients were first downloaded from 

the UCLA clinical databases; the reports encompassed a temporal range spanning approximately 

ten years beginning in January 1, 1999 to January 1, 2011. The intent of using such a large range 

was to obtain as large a corpus of reports as possible. For each patient, the free-text body of each 

unstructured report was extracted using file processing and text parsing algorithms written in 

Java: 

 Basic file processing tools: 

 Input/output (I/O) capability  

 Read clinical reports 
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 Write parsed output files as spreadsheets that could be read by Microsoft Excel and 

Weka for analysis  

 Write extracted concepts into ASCII files to be read as input to Metamap 

 Filter out files that contained no free text, contained empty placeholder text to 

represent an image or PDF file, or was not a laboratory, surgery, oncology, or 

imaging report 

 Navigate the file structure of directory of patients, and sub-folders of patient 

directories to find appropriate clinical reports 

 The text processing tools were built from a DOM object tree to read the XML-based 

clinical documents, with the ability to:  

 Read document into memory and read XML tags from the report 

 Traverse XML tags in the report and build a Java-based patient report object 

 Extract and format the creation date of each report in the appropriate containing tag 

 Extract and format the title of each report 

 Extract parsed body of each report 

The features to be abstracted from the data were pre-determined by reviewing the GBM literature 

and by extending prior modeling work done with GBM [319]. I chose to include features that 

fundamentally describe any disease phenomenon: (1) physical symptoms, (2) temporality, (3) 

existence, and (4) causality. Physical symptoms manifested in the patient provide an indication 

of tumor location in the brain based on what areas of the human body are affected. Physical 

properties and symptoms are significant because gliomas can present themselves with a 

heterogeneous set of associated symptoms, including headaches, seizure, neurological deficits, 

memory loss, confusion and personality changes [320]. It is especially important to track this 

broad range of symptoms as it changes over time.  Temporality was captured through the 

division of patient data into stages, as the patient enters various states of treatment (e.g., 

diagnosis, initial treatment, follow-up, secondary treatment). The history and chronology of 

clinically significant events is the scientific evidence necessary to train a model to predict future 

events.  Thus, the complete baseline set of features was re-measured at different points in time. 

Finally, for GBM, MRI evaluations assess treatment response, recurrence, or initial diagnosis, 
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and were consequently included to measure existence. For simplicity, MRI evaluation in our 

study was defined strictly as contrast enhancement, but is certainly not limited to this technique.  

These features were supplemented with higher-order features that described the course of each 

patient's specific treatment plan, based on the acknowledged standard measures of treatment for 

GBM patients including Karnofsky score, MRI evaluation (i.e., contrast enhancement), type of 

chemotherapy and surgical resection [321].  Utilizing these higher-level features was sufficient 

for a better contextualization of the patient’s health status and overall clinical presentation; low-

level (i.e., quantitative) features that describe characteristics of a disease, tumors specifically, are 

more effective towards prognosis and staging.  

Several iterations of feature extraction were required to standardize the findings for each 

variable. For the preliminary stages of this work, manual text extraction was applied to the 

unstructured text to establish a keyword list of findings: words/phrases occurring with high 

frequency across the records were highlighted and included in the keyword list. These keywords 

were used as states for each variable (Table 3.1) in the GBM model. Each report was then 

manually reviewed to extract state changes, as described by the associated keywords, for a 

variable over time. For example, state change for contrast and symptoms was represented as 

“improving,” “worsening,” “stable,” or “recurrent.” Otherwise, change was defined by the 

presence or replacement of a different keyword.  
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Variable Keyword/finding 
Contrast Contrast, enhancement 

Symptoms headache, nausea, weakness, vomiting, dizziness 

Chemotherapy 
Chemotherapy, Temodar, Accutane, Decadron, Irinotecan, CPT11, Etoposide, Carboplatin, Avastin, 

Tarceva 

Radiation radiation, therapy 

Medication Keppra, Dilantin, Ativan 

Performance 

status 

Karnofsky, performance score 

Complications 
seizure, pneumonia, infection, atelectasis, paralysis, hemorrhoids, sepsis, DVT, UTI, aphasia, nodule, 

weakness, fever, hydrocephalus 

Labs laboratory, WBC, CBC, platelet, hematocrit, metabolic panel 

Tumor location 
frontal, temporal, parietal, occipital, frontotemporal, temporoparietal, frontoparietal, temporooccipital, 

occipitoparietal, bifrontal 

Surgical 

pathology 

biopsy, surgical pathology report, pathologic diagnosis 

Resection resection, resected, craniotomy, removal, surgery, neurosurgery 

GBM cerebral, mass, tumor, lesion, glioma, glioblastoma multiforme 

Table 3.1 Variable description list for the glioblastoma multiforme model variables. 

Similarly, in the case of tracking a patient’s current list of medications, change was indicated by 

the shift of keyword "Ativan" to keyword "Irinotecan" in the report narrative. Markedly, the 

limitations of this manual approach were acknowledged as not only being time-intensive, but as 

an irreproducible methodology not applicable to other datasets. Still, manual concept extraction 

ensured a degree of consistency and completeness for the data collection. Each set of variables 

measured at each time slice represented a unique set of variables to model change over time. In 

total, 12 variables were identified for use in a 3-slice temporal model representing initial 

diagnosis, progression, and an improvement or worsening of the GBM tumor. 

Across 118 patients, a total of 6,646 free-text reports were reviewed and annotated with the 

presence of a relevant clinical finding per the 12 variables. Not all 6,646 reports were annotated, 

as the corpus of reports included radiology, chemistry, admission, surgical and nursing notes, 

and laboratory data. Only the reports that contained machine-extractable text were annotated; 

image-related reports in Portable Document Format (PDF) were excluded. Each record was 
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reviewed to replace the finding with an actual state or state change. The three stages (T=1, initial 

diagnosis; T=2, progression; T=3, improvement/worsening) were manually identified based on 

general trend changes across the data, thus extrapolating the two other time slices and 

corresponding variables. The information was then programmatically ordered chronologically: 

each patient’s set of annotated reports was temporally sorted and then assembled into a single 

file. Each patient’s set of data was then combined into a flat file encompassing all patients. 

Because there was no representation to temporally standardize data on a patient-wide scale, 

temporal ordering was limited to data within each individual patient’s medical record rather than 

the entire data collection.  So to more closely simulate the clinical progression and staging of 

disease, keywords were collected from each report representing data for only one time slice (e.g., 

a patient in the newly diagnosed stage will not be in the recurrence stage). A report was still 

listed in the chronological ordering even if no feature data could be extracted, which resulted in a 

substantial loss of data.  Approximately 80-90% of data was missing across the three time slices. 

To address this issue, we imputed missing values in each patient case, across each time slice, 

with the assumption that data was missing at random and unchanged since the last observation. 

The high ratio of missing data provided ample opportunity to utilize multiple imputation 

methods, but only last observation carried forward (LOCF) was used because of its simplicity, 

ease of implementation, and under the assertion that the bias resulting from carrying observations 

forward yields a “conservative” analysis. However, LOCF is recognized for its potential 

limitations as a suitable imputation technique for clinical data, as the patient state may have 

changed before the observation is carried forward. LOCF may also bias estimates of treatment 

effects and the associated standard errors. Despite the possible imputation issues, the results of 
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classification and regression tree (CART) analysis performed by an expert bio-statistician (Dr. 

James Sayre) suggested that additional re-sampling and pruning methods would improve 

predictive performance. The AUC was calculated as 70-77% with the unimputed data when 

predicting symptoms, medication, and chemotherapy in the third time stage. The large number of 

variables and states was insufficiently supported by the small sample size and could not support 

the number of splits that defined the classification and regression trees; ten nodes were deemed 

optimal per tree. So the data was additionally re-sampled using non-parametric iterative 

bootstrapping to boost statistical power. An additional 2,980 bootstrap examples were generated 

by applying LOCF to each case that existed within a pre-defined fixed-time interval (e.g., one 

week). The time interval was selected based on the number of bootstrap samples that would be 

produced as an adequate number for model training, but could be further adjusted for effects 

related to overtraining and information loss depending on the size of the time interval. 

To address the technical objective of constructing a mapping between the expert-defined features 

and features discovered automatically, a standardized, off-the-shelf approach to data extraction 

was incorporated. MetaMap is an automated method widely employed in the biomedical research 

domain. MetaMap [309], developed by researchers at the National Library of Medicine (NLM) 

incorporates natural language processing (NLP) techniques as a fully automated approach to 

identify Unified Medical Language System (UMLS) concepts in biomedical text, based on pre-

determined concept pair mappings and indexes.  It has been used extensively in the biomedical 

literature in information retrieval tasks for biomedical terms in free text [322, 323] [324-326], 

text mining [327], anatomical information [328], cancer tissue information from surgical 

pathology reports [329] and structured information from pathology reports [330].  Thus, this 
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portion of the concept extraction task incorporated a previously established baseline method of 

feature extraction without the bias and processing costs associated with fully supervised 

methods. To accomplish this, the body of free text radiology, pathology, surgical reports, 

discharge and admission summaries, and medication orders for 118 patients were first extracted 

using a basic DOM parser programmed in Java.  Each report was re-processed into a single body 

of text, and then compressed into multiple files that could be handled in a batch facility version 

of MetaMap available online.  

Variations of Metamap’s batch mode (i.e., Batch MetaMap and Batch SemRep) were used for 

comparison and to establish a gold standard of extracted concepts.  The Batch MetaMap 

experiments were configured to execute with several options: negative expression identification 

(i.e., NegEx), formal tagger output, and XML-formatted output. MetaMap was restricted to using 

specific semantic types (Table 3.2).  

Feature Semantic Type (Abbreviation) 

Contrast Disease or Syndrome (dsyn), Neoplastic Process (neop), Diagnostic Procedure (diap) 

Symptoms 
Acquired Abnormality (acab), Anatomical Abnormality, Clinical Attribute (clna), Conceptual Entity 

(cnce) 

Chemotherapy Clinical Drug ( clnd), Chemical (chem) 

Radiation Therapeutic or Preventive Procedure (topp) 

Medication Clinical Drug ( clnd), Chemical (chem) 

Complications Disease or Syndrome (dsyn) 

Labs Laboratory Procedure (lbpr), Laboratory or Test Result (lbtr), Diagnostic Procedure (diap) 

Tumor location Body Part, Organ, or Organ Component (bpoc) 

Surgical pathology Diagnostic Procedure (diap) 

Resection Diagnostic Procedure (diap), Therapeutic or Preventive Procedure (topp) 

GBM Disease or Syndrome (dsyn), Neoplastic Process (neop) 

Table 3.2 Semantic types used for MetaMap concept mapping.  
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The semantic types were associated with procedural treatments, drugs, clinical findings, and 

disease classifications. All features had an associated lexicon that could abstract the concept data 

relevant to that feature, with the exception of Karnofsky performance status. 

Using an overly broad range of vocabularies may reduce the specificity and sensitivity of terms 

that are actually retrieved from MetaMap, so individual vocabularies (i.e., ICD9CM, 

SNOMEDCT, and RxNORM) were tested in addition to the entire UMLS.  A more thorough 

approach would utilize more sources and configurations of sources to find the terms most 

relevant to the features of interest, but is beyond the scope of this study.  In addition to narrowing 

the sources of concept mappings from the text, specific semantic types per feature were manually 

selected to find the most relevant concepts best describing each feature. Because of Batch 

MetaMap’s restrictions on input file size, the entire collection of patient reports was divided 

equally into individual sets. Also because of the variation in the number of reports per patient, 

one patient’s set of reports could be a member of multiple sets. A total of six unique text batches 

were generated and then individually tested with MetaMap. To isolate the concept terms 

identified by domain (i.e., general findings, drug names, diagnoses), each text batch was 

evaluated using each vocabulary individually, rather than in combination.   

Discussion. In spite of all efforts to process the data into a usable form, the data was inevitably 

imperfect.  UCLA’s neuro-oncology program is considered a referral center for GBM, thus 

patients do not have their full record transferred from the referring institution.  The clinical 

history for glioblastoma is usually short and patients present with non-specific neurological 

symptoms, so missing data and homogeneous cases is not uncommon [331]. Like any 
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retrospective study based on medical record review, how well the data is abstracted, how 

thoroughly it is abstracted, and the quality of the raw clinical reports automatically limits the 

features that are defined and the way they are incorporated into a model [332]. Validating the 

temporal models with two different GBM cohorts helped reduce potential error and bias that may 

result in differences between patients within the entire GBM population; while accommodating 

for the conditions under which each cohort exists was not the focus of this work, each population 

was treated as unique, with different processing and modeling methods in order to obtain as 

broad coverage of GBM patients as possible. Using two GBM populations also assumed that the 

cohorts were not identical and each contributed patient-specific information that could be 

generalized to the entire GBM population. 

Before defining the mappings between the automatic and manually defined features, the 

accuracy and relevancy of the concepts MetaMap identified required evaluation. For the reasons 

described below, constructing a full set of informative mappings combining both expert-driven 

and unsupervised identified features proved to be problematic. The mappings are shown in Table 

3.3.  

MetaMap-derived concept Expert-defined concept 

Glioblastoma GBM 

Nuclear medicine Radiation 

MRI/MRI of brain Contrast [enhancement] 

Table 3.3 Possible GBM concept mappings between expert and UMLS. 

Ideally, the concepts identified from both sources (i.e., expert and UMLS) can be used 

interchangeably in the model and still carry the same meaning to a clinical expert. Or, if the 
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concept from one source were not as specific, the other half of the mapping can still provide a 

feature by which data could be collected and understood by a parser processing the data for each 

feature.  Definition of a useful mapping was based on the accuracy and confidence in agreement 

between source concepts and ranking/frequency of concept identification across each test run. 

But only three features MetaMap-derived concepts were successfully mapped to the expert-

defined feature set. The proof of concept here lies within utilizing a standardized approach to 

feature extraction for concept mapping, to refine a focused feature set, ultimately used towards 

model building. While not completely robust, further work can be done to modify semantic types 

and data sources used to identify more relevant features across the UCLA data collection. 

As Tables 3.4-3.8 demonstrate, MetaMap’s prominence as a standardized approach to mapping 

text with clinical vocabularies is solely inadequate to identify concept features that describe a 

patient's overall state of health. Essentially, the single-word concepts that the entire UMLS  

(Table 3.4) identified sparsely captured the high-level feature to be used in the associated UCLA 

model. High-level feature identification has already been identified as a significant source of 

failure for MetaMap, where more specialized terms not found in the thesaurus were annotated 

with a broader concept [333]: in Table 3.5, ICD9 for example consistently matched "neoplasm" 

across five out of nine test sets, but failed to identify "brain neoplasm" or "glioblastoma." 

Similarly in Table 3.6, SNOMED-CT matched “therapeutic procedure” four out of 12 test sets, 

as opposed to “resection” as what would be an expected result. To its credit, SNOMED-CT 

identified “craniotomy” in three out of 18 test sets, but still with poor frequency. 
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Ranking 

by 

confiden

ce score 

Text batch #1 Text batch #2 Text batch #3 Text batch #4 Text batch #5 
Text batch 

#6 

1. MRI Excision MRI Magnesium Magnesium Magnesium 

2. Brain Magnesium Brain 
Laboratory 

procedures 
Anatomic site Blood vessels 

3. Blood vessels Brain Blood vessels Brain 
Administration 

procedure 

Chemotherap

y 

4. 
Chemotherapy 

regimen 
Blood vessels 

Photochemother

apy 
Blood vessels 

Therapeutic 

procedure 

Karnofsky 

performance 

status 

5. 
Photochemother

apy 

Chemotherapy 

regimen 
Immunotherapy Chemotherapy Blood vessels 

Menningiom

a 

6. Immunotherapy 
Photochemother

apy 
Meningioma 

Photochemother

apy 

Chemotherapy 

regimen 
Anesthesia 

7. 
Left lower 

extremity 
Meningioma 

Left lower 

extremity 
Meningioma Meningioma 

Immunothera

py 

8. 
Parietal area of 

hand 
Immunotherapy Ultrasound 

Left lower 

extremity 
Ultrasound Ligamentous 

9. Ultrasound 
Left lower 

extremity 

Entire thoracic 

inlet 

Parietal area of 

head 

Photochemother

apy 
Clot 

10. 
Vena cava 

structure 
Ultrasound 

Blood pressure 

panel 
Ultrasound Vitamin B7 Extraction 

Table 3.4 Results of Batch MetaMap concept retrieval using UMLS. 

SemRep consistently identified the top two concepts (Table 3.8) "glioblastoma" and "brain" in 

three out of six test sets and five out of six test sets, respectively, but could not identify the 

remaining ranked concepts with the same consistency across each test batch. Overall, SemRep’s 

results implied the lexicon’s focus on anatomy and disease, while ICD9 focused on symptoms, 

disease, and abnormalities. 

Across all the vocabularies tested, the top three ranked concepts were identified with the greatest 

rate of consistency. Using the ICD9 resulted in extracting the most relevant matched concepts 

compared to the expert-defined features, with "neoplasms", "nuclear medicine", "MRI of brain," 

but simultaneously ranked highly many poorly contextualized, ambiguous concepts not less 

relevant to the domain of GBM: “colic”, “debility NOS”, and “calculus of ureter” were amongst 
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the higher ranking concepts that, without proper context, were insignificant. 

Ranking by 

confidence 

score 

Text batch 

#1 
Text batch #2 

Text batch 

#3 

Text batch 

#4 

Text batch 

#5 

Text batch 

#6 

1. Neoplasms Neoplasms Neoplasms Procedures Neoplasms Neoplasms 

2. 
Nuclear 

medicine 
Nuclear medicine 

Nuclear 

medicine 

Shortness of 

breath 

Nuclear 

medicine 

Nuclear 

medicine 

3. 
Brain 

neoplasm 
MRI of brain Procedures Colic MRI of brain Dental caries 

4. MRI of brain Debility NOS Scbies 
Ulcerative 

colitis 
Debility NOS MRI of brain 

5. Debility NOS Bone scan MRI of brain 
Calculus of 

ureter 
Colic Diarrhea 

6. Colic Colic Debility NOS 
Curvature of 

spine 

Hyperplasia of 

prostate 
Debility NOS 

7. 

Malignant 

neoplasm of 

thyroid 

Cachexia 

Operations on 

the nervous 

system 

Cachexia 

Congenital 

factor XI 

deficiency 

Shortness of 

breath 

8. 

Congenital 

factor XI 

deficiency 

Rhythm 

electrocardiogram 

Shortness of 

breath 

Pediculus 

corporis 
Bone scan 

Ulcerative 

colitis 

9. Gangrene Hydronephrosis 
Curvature of 

spine 
Tachycardia 

Intravenous 

pyleogram 

Salmonella 

infection NOS 

10. 
Barium 

swallow 
Glaucoma Cachexia 

Pediculus 

capitis 
Pneumonia Colic 

Table 3.5 Results of Batch MetaMap concept retrieval using ICD9-CM.  

By frequency of concepts extracted, MetaMap and SemRep identified a few concepts that were 

mapped to the associated expert-defined features in our model, namely “MRI of brain”, “MRI” 

and “glioblastoma”, but were insufficient to create a complete model.  Other identified concepts 

such as "blood vessels", "meningioma", "colic", "cachexia" were not be mapped to any of the 

expert- defined features, but cannot be ruled out as potentially significant findings related to 

GBM.  
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Ranking 

by 

confidenc

e score 

Text batch 

#1 
Text batch #2 Text batch #3 Text batch #4 Text batch #5 

Text batch 

#6 

1. Excision MRI MRI 
Magnesium 

measurement 

Magnesium 

measurement 

Magnesium 

measuremen

t 

2. 
Magnesium 

measurement 

Magnesium 

measurement 

Glioblastoma 

multiforme 

Therapeutic 

procedure 

Therapeutic 

procedure 
Fluoride 

3. 
Therapeutic 

procedure 

Therapeutic 

procedure 

Photochemothera

py 
Fluoride Sample culture 

Hemoglobin 

determinatio

n 

4. 
Glioblastoma 

multiforme 

Glioblastoma 

multiforme 
Sample culture Craniotomy Metronidazole 

Protein 

measuremen

t 

5. Craniotomy Fluoride PET 
Carcinoma of 

breast 
Meningioma 

Sample 

culture 

6. 
Sample 

culture 
Craniotomy Immunotherapy 

Lymphocyte 

count 
Aspiration Meningioma 

7. Extraction 
Photochemothera

py 
Lesion of brain 

Photochemothera

py 

Fungal blood 

culture 

Carisoprodo

l 

8. 
Metronidazol

e 
Sample culture Tired Sample culture Extraction Tired 

9. 
Thoracostam

y 
Tired Meningioma Meningioma 

Photochemothera

py 
Fibroma 

10. Tired Metronidazole Gelatin Tired Tired Extraction 

Table 3.6 Results of Batch MetaMap concept retrieval using SNOMED-CT. 

Ranking by 

confidence 

score 

Text batch 

#1 

Text batch 

#2 

Text batch 

#3 
Text batch #4 

Text batch 

#5 
Text batch #6 

1. Fluorides Fluorides Chymosin Glucose Temodar Fluorides 

2. Decadron Phenytoin Fluorides Fluorides Decadron Bevacizumab 

3. Conal Decadron Phenytoin Conal Dexmethasone Calcium 

4. Calcium Conal Decadron Calcium 
Cascara 

sagrada 
Charcoal 

5. Norvasc Calcium Calcium Charcoal Conal Prednisone 

6. Charcoal Xylocaine Charcoal Prednisone Tegretol Atropisol 

7. Metronidazole Norvasc Xylocaine Xylocaine Calcium Prochlorperazine 

8. Xylocaine Mylanta Gelatin Metronidazole Norvasc Carisoprodol 

9. Oxycodone Metronidazole Sucralfate Prochlorperazine Prednisone Xylocaine 

10. Gelatin Prednisone Metronidazole Glucose Mylanta Macrodantin 

Table 3.7 Results of Batch MetaMap concept retrieval using RxNORM.  

The only problem with the supervised approach to mining concepts was its inability to construct 

context associated with each concept: rankings indicate significance for any given concept, but 

may be a result of duplicated reports and/or lab data, which often involve word/drug name 
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repetition. Drug and treatment names pose additional challenges (Table 3.7), where 

abbreviations, acronyms, or meanings for a term can potentially be confused in clinical free-text: 

"calcium" can be interpreted as a mineral level measured from a laboratory test conducted on the 

patient or can be found in the list of medications, for example.  Decadron and dexmethasone 

were identified as different concepts; even with the precision and lack of ambiguity with drug 

names, RxNORM ranked “Decadron” only four out of 60 total test sets. The multiple drug names 

and synonyms identified by RxNORM can be attributed to reporting style, mis-identification of a 

term, or as having no mapping in the lexicon but still recognized as clinically relevant. 

Nevertheless this differentiation illustrates RxNORM’s strength as standardizing commercial 

drug names to their chemical equivalents.  Looking at "magnesium" being highly ranked by the 

UMLS and SNOMED vocabularies, one would expect  

Ranking by 

confidence 

score 

Text batch 

#1 

Text batch 

#2 

Text batch 

#3 
Text batch #4 Text batch #5 Text batch #6 

1. Brain Brain Brain Brain Brain UTI 

2. Glioblastoma Glioblastoma 

Left 

temporal 

lobe 

Glioblastoma 
Anaplastic 

oligodendroglioma 
Brain 

3. Chest Neck Craniotomy Difficulty Excision 
Glomerual 

filtration rate 

4. 
Left frontal 

lobe 
Intracranial Neck Patients Intracranial Bevacizumab 

5. Patients Blood vessels Cerebrum Craniotomy 
Left lower 

extremity 
Diarrhea 

6. Craniotomy Cerebrum Gaze Blood vessels 
Right lower 

extremity 
Right lung 

7. 

Malignant 

neoplasm of 

brain 

Left lower 

extremity 

Left lower 

extremity 

Left lower 

extremity 
Immunotherapy Cerebrum 

8. Horns 
Bone 

structure 

Popliteal 

vein 
Immunotherapy NR 

Communicable 

disease 

9. Blood vessels Edema Edema 
Decrease in 

coordination 
NR NR 

10. Entire spine NR NR NR NR NR 

Table 3.8 Results of SemRep concept retrieval. 
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it was identified based on frequency of occurrence in the documents and thus imply clinical 

significance as a concept. However, analysis of the 100 UCLA patient records used in this study 

showed that only 32 out of a total of 3,334 reports explicitly used the word  “magnesium.”  This 

misidentification is significant considering that “magnesium” was ranked first for three out of six 

text batches in the Metamap-UMLS concept mapping experiment.  The best explanation for 

Metamap’s mapping is identifying the combination of letters "mg" in reports as the abbreviation 

for magnesium, when it was more likely to represent the unit of mass “milligrams”. The number 

of patient reports containing "mg" was 1111 out of 3334, a third of the total reports, which lends 

strong credence to this conclusion. Standardization between thesauri further obfuscates the 

validity of the identified concepts in terms of both ranking and concept description. For example, 

the "magnesium concept" using the UMLS was unique from "magnesium measurement" 

identified by SNOMED-CT, thus making it difficult to confirm whether both are identifying a 

general concept or measurement. Based on the overall results, all three individual lexicons 

returned fewer procedural-based concepts, namely related to therapy, than disease, abnormalities, 

and anatomy. 

More broadly, MetaMap’s deficiencies in concept extraction have been examined in the 

literature: incorrect phrase splitting/parsing; concept retrieval but with incorrect ranking; 

identification of concepts with improper phrase parsing; and inadequacy in handling word sense 

ambiguity, where an identified phrase was mistaken to have completely different meaning [324].  

The advantages of MetaMap extend beyond automated concept mapping to identifying domain-

specific jargon with clinical lexicons, but the agreement and ranking methods between using 

these lexicons may suffer.  Unique characteristics of clinical reports pose further problems for 
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MetaMap. For example, clinical reports that mention a disease or finding only once in previous 

medical history may still be significant if MetaMap properly captured the finding’s context. 

Conversely, multiple mentions of a finding or concept may simply result from duplicating a 

previous report to indicate no change. The latter example was found as common to the UCLA 

reporting style. 

This experiment presents a basic testbed for handling missing data within pre-defined time stages 

in a predictive model.  The results of the data processing and extraction are due to imposing a 

specific temporal framework on the data, which ignored potential variation and other useful trend 

information inherent to certain individuals. For example, a patient who lives years beyond the 

expected average prognosis for GBM was not captured in this study’s three-stage framework.  

An alternative method to handling missing data is complete case analysis, which involves using 

cases with no missing data in any of the variables being evaluated. However, bias can arise with 

this approach, as complete cases are not truly representative of the real world population. 

Moreover, in models that have a large number of variables, several values are likely to be 

missing, so a potentially large amount of otherwise informative data is discarded. Imputation-

based methods other than LOCF attempt to fill in missing values using the observed mean value 

of the variable or less naïve strategies based on a predicted value from regression analysis 

performed on known variables. Filling in values with averages per variable preserves the sample 

means, but distorts the covariance structure, shifting estimated variances and co-variances to zero 

[136]. Imputing predicted values from regression analysis also tends to favor observed 

correlations, biasing them away from zero. As such, other methods of imputation and re-

sampling must be explored. Another statistical approach to handling the data used in a model 
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focuses on class distributions; particularly minority and majority class distributions in a training 

set can impact prediction performance. Work has been done in the biomedical domain with 

larger data collections, investigating the advantages and disadvantages of preserving the natural 

distribution of a training dataset for classification and over-/under-sampling methods that skew 

the natural data distribution [334]. This issue will be re-visited in greater detail in Chapter 5 

about temporal reframing. The general issue of temporal staging was raised as a result of using 

this approach, in terms of global versus local chronology of data. Through global ordering of 

data across all patients, changes across individual cases were lost in favor of presenting a more 

accurate, robust global patient model; although the approach would be more scientifically valid 

in terms of normalizing time across patients, it was inconsistent with the ultimate goal of patient-

specific modeling. This framework assumed that a patient presents with a set of symptoms 

occupying a unique point in time, thus the data that characterize one time point cannot 

simultaneously exist in the other (future) health stages.  Regardless, abstracting data across a 

unique cohort of patients and the lack of temporal ontology to normalize each instance is still a 

research obstacle for the biomedical community.  

3.2.2 OAI dataset 

To prepare the data for the clinical OAI model, individual datasets for medical history, 

biomarkers and joint symptoms were downloaded from the OAI website and updated when the 

relevant tables were released. Clinical features (Table 3.9) and associated states (Table 3.10) 

were translated into human-understandable text using the mappings listed in the variable guides 

obtained from the OAI database: in many cases, the values encoded in the OAI dataset were 
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categorical and ordinal in nature, describing values dependent on the variable. A value of 0 could 

be indexed to “No” and 1 indexed to “Yes” for the variable "currently seeing doctor or other 

health care professional for arthritis" (P01ARTDOC), or 0 indexed to “Rarely” and 1 indexed to 

“Some of the time” for "how often bothered by things that usually don't bother, last 

week"(V00CESD1).  

Clinical variables Time stage 

Quality of life (QoL), knee replacement, knee pain, history of arthritis, 

pain medication 
Baseline 

Knee pain, QoL, knee replacement, history of arthritis, pain medication, 

knee arthritis 

12-month 

follow-up 

QoL, knee replacement  
18-month 

follow-up 

QoL, knee replacement, knee pain, pain medication, knee arthritis, 

history of arthritis 

24-month 

follow-up 

QoL, knee replacement  
30-month 

follow-up 

QoL, knee pain, pain medication, knee replacement, history of arthritis, 

knee arthritis 

36-month 

follow-up 

Table 3.9 Variables and time stages used in the NIH Osteoarthritis Initiative (OAI) dataset. 

Variable State 

Knee pain Yes, no 

Quality of life 

(QoL) 

None, mild, moderate, severe, 

extreme 

Knee replacement Yes, no 

History of arthritis Yes, no 

Knee arthritis Yes, no 

Pain medication Yes, No 

Table 3.10 Associated states in the clinical feature OAI model. 

Records in this dataset did not require chronological ordering, as the individual datasets were 

organized by the time of the follow-up study. The rows representing each case amongst the 

baseline and follow-up data tables did not map case-by-case, so the tables were processed to 

extract each patient by unique patient identifier (PIDs), before being combined into a final 

dataset. Essentially, each case was populated with data for variables measured in both the 



96 

baseline and follow up studies. 

To simplify the data analysis, certain variables were combined; for example, the variable “knee 

pain” was collapsed from the variables right knee and left knee pain in the original dataset. For 

computational efficiency and simplicity, values for these combined variables were obtained by 

applying a logical noisy OR between the originally separated variables. This noisy OR approach 

was recognized as naïve to data loss from the originating variables; a different approach will be 

reconsidered in future work. A full list of the variables and their states is listed in Tables 5-6. 

Some subjects had no data in the follow-up studies (i.e., each dataset contained only complete 

cases), which resulted in approximately 8% of the complete dataset being reported as missing. 

Null value placeholders were substituted in place of missing values to preserve the underlying 

distribution of the observed data. Rather than impute missing value data with the data from the 

prior time point, using the null values was a straight-forward approach to maintain a natural class 

distribution. This approach to handling missing values was motivated by testing how the data’s 

natural distribution would hold in the model evaluation.   

Based on validated techniques [335] and what has been reported in the literature, imaging-centric 

prognostic and evaluative measures of patient health formed an additional expert-defined set of 

features to be processed and were sub-selected from the OAI dataset. The features that were sub-

selected are commonly used to measure the prognostic value of knee osteoarthritis progression, 

namely knee radiographs or knee bone scans, to locate the proximal and distal joint margins, 

before calculating mean joint space width within the knee (Table 3.11). Newer studies have 

investigated the use of biomarkers [336] drawn from assessments of knee radiographs and knee 
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bone or biochemical markers that are early detectors of knee degradation, thus formed the basis 

of building an image-based OAI model.  Outcome variables encompass the result of knee 

surgery, overall change in the knees, change in knee pain, walking ability/aids and evaluation of 

knee radiographs [313]. A benefit of the OAI dataset is the study length: it contains follow-up  

Imaging variables 
Time 

stage 

BL/FU kXR reading medial JSW at x=150mm, BL/FU kXR reading medial JSW at x=175mm, BL/FU kXR 

reading medial JSW at x=250mm, BL/FU kXR reading medial JSW at x=275mm, medial tibia kMRI cartilage 

measurement, lateral tibia kMRI cartilage measurement, central lateral femur kMRI cartilage measurement 

Baseline 

BL/FU kXR reading medial JSW at x=150mm, BL/FU kXR reading medial JSW at x=175mm, BL/FU kXR 

reading medial JSW at x=250mm, BL/FU kXR reading medial JSW at x=275mm, medial tibia kMRI cartilage 

measurement, lateral tibia kMRI cartilage measurement, central lateral femur kMRI cartilage measurement 

12-month 

follow-up 

BL/FU kXR reading medial JSW at x=150mm, BL/FU kXR reading medial JSW at x=175mm, BL/FU kXR 

reading medial JSW at x=250mm, BL/FU kXR reading medial JSW at x=275mm, medial tibia kMRI cartilage 

measurement, lateral tibia kMRI cartilage measurement, central lateral femur kMRI cartilage measurement 

24-month 

follow-up 

BL/FU kXR reading medial JSW at x=150mm, BL/FU kXR reading medial JSW at x=175mm, BL/FU kXR 

reading medial JSW at x=250mm, BL/FU kXR reading medial JSW at x=275mm, medial tibia kMRI cartilage 

measurement, lateral tibia kMRI cartilage measurement, central lateral femur kMRI cartilage measurement 

36-month 

follow-up 

BL/FU kXR reading medial JSW at x=150mm, BL/FU kXR reading medial JSW at x=175mm, BL/FU kXR 

reading medial JSW at x=250mm, BL/FU kXR reading medial JSW at x=275mm, medial tibit kMRI cartilage 

measurement, lateral tibia kMRI cartilage measurement, central lateral femur kMRI cartilage measurement 

48-month 

follow-up 

Table 3.11 Variables used in the imaging assessment OAI model. 

periods ranging from 12-months and every six months thereafter until 48-months, which 

provided more data to train the predictive model. A review of current studies found longitudinal 

data for no more than two follow-up periods [180]. The broad, longitudinal range of the OAI 

data, combined with higher-order clinical features, provided a more general view of the patient's 

status trending over time, not exclusive to imaging-related measurements (e.g., osteophyte grade, 

joint space narrowing).    

Discussion. The variables in this entire data collection were used exactly as is. Utilizing this 

fully expert-driven approach to feature selection acted as ground truth of comparison between 

the GBM and OAI models.  In contrast to the highly processed GBM data, the OAI’s raw data 
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integrity was kept intact with as little pre-processing performed as possible to support as realistic 

a model as possible.  

The imaging assessment variables (Table 3.11), which were quantitative and therefore 

continuous, were not discretized or re-codified, in order to preserve the consistency of testing for 

natural class distributions in the model evaluation process. Researchers have argued the utility in 

discretizing and aggregating continuous data into categories, an approach not conducive to an 

accurate interpretation of data’s natural characteristics [337]. And in the clinical domain, the 

tasks of accurate prediction, diagnosis and prognosis depend on accurate presentation and 

interpretation of the data [338].  By grouping continuous variables, potential important 

information (e.g., precision, statistical power) is lost towards understanding relationships and 

trends within the data. But there will always be an associated cost with compromising the true 

characterization of the data for discovering correlations between observations.  Simplifying the 

data set by processing the continuous variables as integers and discretizing them into bins can 

potentially mischaracterize the data into artificially determined groups [339, 340].  The results of 

this study attempts to demonstrate that the categorical treatment of continuous variables, as well 

as the number of classes used, can simplify how predictive or classification tasks are done. 

Defining the cut-off points between classes for any given continuous variable in the OAI data 

also was a point of contention.   How the cutpoint is defined is subjective, and may significantly 

impact how data is classified [341]: for example, the number of knee surgeries distinguishing 

between the classes of  “poor knee health” from “good knee health” is extremely significant from 

a clinical perspective. Or, measuring the quality of life for OA patients may vary as a function of 
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a patient’s pain tolerance. So, the variability within a feature value must be accurately 

represented through a well-defined bin for that feature. Two cases on opposite sides of the 

boundary defining one class may share similar characteristics, but in reality can describe very 

different cases. The naïve assumptions with how continuous variables are discretized in Naïve 

Bayesian classifiers has been shown to work in rare cases, by dividing the domain of each 

continuous variable into ten equal width bins [342].  But exclusive to a naïve Bayesian classifier, 

continuous variables assumed Dirichlet priors, which allow the ten-bin approach to discretization 

to work. The common method of categorizing variables involves systematic search of the 

observations, evaluation of their goodness as a potential cutpoint, and choosing the cutpoint with 

the maximum chi-square/minimum p-value [343]. However, this method often results in an 

inflation of Type I errors that may lead to mis-identifying a variable as significant [344].   

A total of 35 variables describing the size of the knee x-ray quantitative joint space width (JSW) 

were used, which led to an immense computational cost associated with the model trained with 

these variables.  Appending even a small subset of these variables to the 38-variable clinical OAI 

model compounds issues of dimensionality and computational complexity. The goal of this 

work’s model evaluation is not to answer how high dimensional models can be evaluated from a 

cost perspective, but to prove the efficacy of instance-specific models in predicting various types 

of longitudinal variables.  But the relationship between computational complexity and evaluating 

models is recognized as a natural result of working with large, longitudinal datasets. This 

relationship will be addressed briefly in Chapter 4.  To avoid the computational cost 

accompanying the evaluation of such a comprehensive model, only a subset of these variables 

were selected for training and testing. The quantitative image assessment variables supported 
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their own predictive model for comparison with the clinical OAI model.  This multi-model study 

design added completeness to the model analysis by including: (1) more image assessment 

variables; (2) re-codifying the variables into a nominal categorization scheme; and (3) 

incorporating more rigorously defined categorization schemes for the continuous quantitative 

variables. 

3.2.3 REMBRANDT dataset 

To process the REMBRANDT data, a query was submitted to The Repository of Molecular 

Brain Neoplasia Data, an online data portal housing the GBM data. The clinical study analysis 

query was specified as broadly as possible in order to obtain the largest dataset as possible. The 

query parameters specified GBM patients, to include both prior and on-study data, with no 

restrictions on survival range, age, gender, race, clinical evaluation, or therapy types.  The query 

retrieved 249 records, which were then imported into a single Excel spreadsheet for review, 

processing, and correlation to the UCLA GBM. Case selection was not performed, but to 

improve data completeness, a subset of the cases were removed as they were under-reported and 

contained data pertaining to disease name and survival in months. The subset was ultimately 

pruned to 220 samples. The raw data was already in a structured and processed form, with the 

exception of Karnofsky score.  It was the only variable that required re-encoding; rather than 

using the raw numerical value, it was standardized in the same way Karnofsky score was re-

encoded in the UCLA GBM data. The four categories of Karnofsky score were divided as "S1" 

for 0-20%, "S2" for 30-50%, "S3" for 60-80% and "S4" for 90-100%. Additional processing was 

required to sub-select the features that could be mapped to the expert-defined features used in the 
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UCLA GBM data. No imputation was performed because the dataset was complete, although 

had much fewer samples compared to the UCLA dataset. A complete list of variables that were 

sub-selected is shown in Table 3.12. The clinically-oriented features in the REMBRANDT 

dataset further affirm its utility as a comparative dataset for the UCLA GBM data, and ultimately 

for data conglomeration into a single GBM data collection and model. 

Variable Time period 

Survival NA 

Karnofsky score Baseline, follow up 1-8 

Neurological exam outcome Baseline, follow up 1-8 

MRI evaluation Baseline, follow up 1-8 

Surgical procedure type Baseline, follow up 1-6 

Chemotherapy Baseline, follow up 1-9 

Table 3.12 List of REMBRANDT features and associated reported follow-up periods. 

Discussion. The clinical variables native to the REMBRANDT dataset are listed in Table 3.13.  

The subset of variables relevant in this dataset included the Karnofsky score, the neurological 

exam outcome, the result of MRI evaluation, the title of (prior and on-study) surgical procedure, 

and name of (prior and on-study) chemotherapy agent used. While the study variables were 

limited in scope and therefore not fully representative of the patient's health status, the appeal of 

the REMBRANDT data was its longitudinal nature.  The data for each variable encompassed 

both prior and on-study related data (e.g., therapy types, clinical health status, dose information, 

site for radiation, tumor histology). The times at which the follow-up data were collected were 

not explicitly defined, and not collected with the same number of follow ups, but were clearly 

delimited by the pipe (|) character. With the exception of type of surgical procedure, which had 
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seven unique time points, nine time points were separated for the Karnofsky score, neurological 

exam outcome, MRI evaluation, and type of chemotherapy. 

 age (at diagnosis) 

 gender 

 time to survival 

 disease type 

 tumor grade 

 race 

 institution  

 Karnofsky score 

 neurological exam 

outcome 

 MRI description 

 month of follow-up 

 steroid dose status 

 anti-convulsant 

status 

 prior radiation 

therapy site 

 prior radiation 

therapy fraction dose 
 

 prior radiation therapy 

number 

 prior radiation therapy 

type 

 name of prior 

chemotherapy agent 

 count of prior 

chemotherapy course 

 title of prior therapy 

surgery procedure 

 histology of tumor at 

prior surgery 

 site of on-study 

radiation 

 status of on-study 

neurosis radiation 

therapy 

 fraction dose of on-

study radiation therapy 

 fraction number of on-

study radiation therapy 

 type of on-study 

radiation therapy 

 name of on-study 

chemotherapy agent 

 course count of on-study 

chemotherapy 

 title of on-study surgery 

procedure 

 indication of on-study 

surgery 

 histological diagnosis of 

on-study surgery and 

 outcome of on-study 

surgery 

Table 3.13 List of variables native to REMBRANDT dataset. 

Features values with less than nine time points were reported as missing data; as with the UCLA 

data, without a standardized ontology to normalize time between cases with varying number of 

time points, missing data was imputed as closely to the previous time point as possible. Data 

processing was performed on non-categorical variables into natural language values for easy 

human interpretation. Namely, the clinical evaluation variables, Karnofsky score, neurological 

exam score, MRI evaluation used varied score identifying scales such as a -2/-1/0/+1/+2 

identifier scale to represent "definitely worse", "possibly worse", "stable", "possibly better", 

"definitely better." 
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There were several reasons for including this dataset in this study. First, the REMBRANDT data 

was clearly more structured than the free-text UCLA patient records. The simple pre-processing 

stage of this research illustrated the clear correlation between how well data is structured and 

how the data is contextualized and related to each other in modeling contexts: the relationships 

between data across the artificially constructed time stages in the UCLA data were inherently 

biased to the researcher’s temporal modeling goals, in contrast to data in REMBRANDT’s pre-

defined follow-up stages. Handling the dimension of time within the medical domain is complex 

and certainly not straightforward, carrying eminent challenges of accurate representation, 

dimensionality and higher computational costs associated with more temporally-sensitive data. 

Secondly, REMBRANDT’s dataset was temporally more complete than the UCLA data, 

therefore representing a larger diversity of health status and progressions across the GBM patient 

population. With the large amount of imputation necessary to fill missing values in the UCLA 

dataset, the accuracy of class distribution for each feature and corresponding representativeness 

of the UCLA patient population was questionable.  Methodologically, utilizing the raw data 

without re-sampling would maintain accurate representation of the patient population. However, 

computationally the un-imputed and under-sampled dataset would realistically not be a 

sufficiently sized to train a model covering all patient cases.  Lastly, REMBRANDT has not 

been well-documented in the biomedical research community; hence the dataset could provide 

another testbed for building a temporally-sensitive predictive model. The results of evaluating 

each model would be to build a global a model whose predictive performance was reproducible 

across any GBM dataset, sub-population, and institution.  
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The distinct patient groups from both the UCLA and REMBRANDT datasets additionally 

addressed potential issues arising out of a form of selection bias.  The non-random imputation 

process used to impute missing data in the UCLA dataset may have resulted in misrepresentation 

of the data’s natural distribution, or the over-/under-representation of a class in the disease 

cohort. Ultimately, the biased re-sampled population would not necessarily lend strength to the 

validity of results produced from using such a dataset for training a model.  Unstructured data 

has already been discussed in terms of its challenges concerning the importance of feature 

extraction, information synthesis, and real world representation of data in the biomedical 

informatics community. Both GBM cohorts allowed the qualification of how data structure and 

completeness would affect the performance of a GBM model built to evaluate each dataset: a 

more “complete” or larger dataset was derived at the cost of representativeness and accuracy. 

Smaller datasets, although accurate, would be insufficient to train a model supporting a large 

number of features. Furthermore, using these two datasets defined two independent population-

based studies that fit the general criteria of patients diagnosed with GBM; the external validity of 

the outcomes prediction from using the standardized plan for therapy could be the named cause 

for selection bias.  For example, a bio-statistician may argue that the best GBM dataset that truly 

represents the GBM population would procure the full spectrum of GBM patients, from patients 

who may present with symptoms but have not been diagnosed to patients with a differential 

diagnosis who potentially may not have the disease. All things considered, the diversity in the 

data provided by both datasets was superior than sub-selecting a more specific set of patients, 

based on a particular type of therapy regimen, for instance, to retain a potentially heterogeneous 

dataset for model construction. The results of defining and extracting features are not biased by 
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the study design as much as the monotonicity of GBM and how it is managed; selection of the 

UCLA patients was inherently biased by the treatment method and perhaps even by 

demographics and geography. One could argue that REMBRANDT being a joint initiative 

between several institutions contains enough data to be a better representation of the general 

GBM population than UCLA.  

3.3 SUMMARY 

As the electronic medical record (EMR) grows in popularity as a source of data, informatics 

research applied to abstracting useful and relevant clinical data to drive complex predictive 

models is becoming more common. For this reason, this work focuses on methods applied to 

formalizing the process of extracting text concepts from the medical record and synthesizing this 

text into machine-understandable data. The richness of context contained in clinical narrative is 

an ideal data source for modeling clinical phenomena, but the complexities of natural language 

and clinical free-text poses challenges to computer processing and is prone to information loss. 

The data processing phase of this work presents theoretical concepts behind extracting the 

variables of interest, associated states, and relationships necessary for Bayesian inference 

performed by medical decision making models. However, reconciling the theoretical validity of 

clinical features extraction with accurate representation of patients’ clinical states remains an 

open-ended research problem.  

Advanced natural language processing (NLP) techniques are still widely applied to handle the 

current information growth experienced with data extracted from medical records. As such, 
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MetaMap has been recognized for its ability to encode free-text into controlled and machine-

readable biomedical concepts. In spite of its prevalence, MetaMap had several limitations when 

applied to the UCLA reports in Chapter 3. First, the UCLA data did not fully include free-text 

reports, but semi-structured reports (i.e., laboratory, chemotherapy orders) with embedded free-

text. One result was the extraction of irrelevant concepts. Second, MetaMap was configured to 

handle negation, but operated under the assumption that a negated concept was not relevant. 

Without sufficient contextual information to judge its value, it is difficult to preclude the 

possibility of a negative clinical finding being clinically significant. Pertinent negative findings 

often comprise the majority of the content in medical reports [345], thus it is important that they 

are properly extracted.  For example, “no evidence of contrast enhancement,” is a significant 

observation in the context of a patient who had surgical removal of the tumor: no contrast 

enhancement indicates improvement in the patient’s health status relative to the patient's 

previous state.  The phrase “no evidence of contrast enhancement” can be mapped to the 

MetaMap concept "stable enhancement" or "improvement since last exam". And consider the 

report finding “no changes since last exam:” MetaMap can generate the concept describing the 

patient’s condition as "stable".  

MetaMap was also unable to identify concepts with one-to-many mappings. The amount of detail 

contained in the mappings across multiple UMLS vocabularies was un-standardized and thus a 

limitation. The lack of granularity inherent to the ontology of concepts in the UMLS did not 

accommodate our particular model. The added concern with using MetaMap lies in determining 

the optimal set of semantic types and data sources used for MetaMap's search. By relaxing the 

restrictions on word types and sources, a larger feature set will surely be obtained, but at the cost 
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of sensitivity. Limiting the concept type to only diseases, treatments, and body parts, for 

example, is more likely to result in a smaller subset of relevant concepts than searching all 

concept types. Finally, the quality of concepts returned by MetaMap was a result of poor concept 

ambiguity handling. For instance, the phrase “possible presence of malignancy” can refer to 

presence of benign tumor or no tumor; the range of uncertainty associated with interpreting the 

qualifier "possible" is so large that MetaMap needs richer context to understand its meaning.  

Fortunately, MetaMap used a liberal approach to mapping ambiguous text to concepts, which 

resulted in mapping clinical text with different clinical indications to a single concept; in current 

medical practice, many symptoms can describe one concept, as in the case of a single disease. 

Utilizing MetaMap demonstrated potential for future modification of the UMLS to accommodate 

for user-specific needs. 

Compared to automated approaches, manual feature extraction provided precise, accurate 

descriptions of the data being modeled resulting from the human annotator’s ability to extract 

context unique to each report. One advantage of manual annotation was the ability of a reviewer 

to adjust the cut off point that defines membership of a particular feature class. For example, the 

phrase “no visible decline in cognitive ability” implies a degree of uncertainty associated with a 

patient’s cognitive ability status: the patient may have suffered no cognitive decline or may have 

suffered little decline. A human annotator can adjust the corresponding feature “symptoms” as 

either “stable” or “worsening” depending on how decline is measured and reported by the 

physician. Thus, with ability to understand words in context, a human annotator can avoid 

limitations of typical automated text annotation and extraction methods. Humans are also 

capable of learning from a single example and viewing words in context rather than in as 
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unordered series of tokens [346].  But it is widely acknowledged that manual feature selection 

suffers from high overhead (i.e., human error, time) and is subject to the bias of the data 

reviewer. Annotating a text corpus is complicated enough that experts need several passes to 

reduce errors, which compounds computational costs [347].  Machine-based approaches, on the 

other hand, can process high volumes of text and perform feature classification with accuracy 

comparable to human experts [348]. And specific to text-based feature extraction, machines are 

not biased when they are trained with a controlled vocabulary and dictionaries from which 

concept features can be identified. The programmatic approach applied by machine-based feature 

selection can be generalizable across different datasets of any size, both unstructured (i.e., free-

text) and structured (quantitative) data, while the ad hoc approach manual feature extraction is 

often customized to the characteristics of a particular dataset. The features found by a machine 

are limited to how extensive and thorough a database the machine has access to; a larger, more 

complete database requires higher storage, search and retrieval costs. Lastly, clinical free-text 

poses significant technical challenges for machine-based extraction: machines cannot effectively 

parse clinical free-text and the grammatical errors, mis-spellings, transcription error, 

abbreviations, acronyms and other error that often result from human reporting, so significant 

concepts may be missed. Few abbreviations and acronyms are highly idiosyncratic to the domain 

and local practice [349], thus expert domain knowledge can often be more effective at concept 

extraction.   

Topic, or language, models have been long established as an effective technique to document 

indexing and retrieval tasks [350-353]. Language models utilize a probabilistic approach to 

ranking and retrieving documents, based on a probability distribution computed for all instances 
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of a specified unit of language represented in a document, and statistically determines what 

combination of text represents the “ideal” document [350]. Topic models have been applied 

towards case-based retrieval for radiology reports [354], but are still limited in their usage in the 

biomedical domain. More commonly, low-level natural language processing (NLP) is used for 

biomedical concept extraction and representation [347, 355].  Largely due to the set of resources 

and expert domain knowledge related to the UMLS, I used MetaMap to take advantage of its 

prevalence and general success in biomedical research [345, 349]. A lookup table of feature 

mappings was also proposed as the basis for constructing the model, but the set of irrelevant 

concepts extracted by MetaMap restricted their potential as being mapped to the manually 

defined features. Maintaining a lookup table for disease-specific predictive models can include 

challenges such as: (1) evaluating the completeness of the table and whether the table adequately 

captures all the needed knowledge for a domain; (2) limiting the bias inherent to the data as 

defined by the expert defining the features to be mapped; (3) constructing data in the table to be 

domain independent; (3) managing size and data retrieval costs of a high volume table comprised 

of cross-domain data; and (4) handling dynamic changes with the addition of new or removal of 

irrelevant data.  

To address these issues, future work should test more combinations of semantic types and 

thesauri for MetaMap’s mapping process. The thesauri would benefit from further customization 

to extract concepts and relationships focused on the disease of interest. To improve MetaMap’s 

mappings its ontology and the coding systems of each classification system can be updated to 

include high-level concepts describing change as a function of the patient’s health status (e.g., 

“no change in contrast enhancement since last exam”, “worsening cognitive decline”).  A non-
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coded term not found by MetaMap can be described with several different coded terms to 

produce a mapping without any information loss. The concepts that were expected but not found 

by MetaMap in this research also requires further qualification; missing attributes may be 

unreported, checked by the physician and intentionally left out, or deduced through prior 

knowledge without mention in the report. An expert can evaluate the mappings built into the 

lookup table, with respect to whether the mappings could be replaced with other equivalent or 

more standardized terms. With these customizations a more accurate and complete mapping 

between domain expert knowledge and machine-extracted concepts can be achieved.  
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CHAPTER 4. INSTANCE-SPECIFIC MODELS 

4.1 AIM 

Building a patient-specific model for predicting longitudinal features  

Patient-centric treatment is becoming standard practice in the medical domain. Improvements in 

patient care can be supported with a summarized view of a patient’s longitudinal record to 

correlate information relating events across the individual’s entire record. Furthermore, with this 

view only the most relevant information describing the patient’s state of health is presented to 

the physician. Without relevant information physicians have difficulty constructing the context 

surrounding a patient’s clinical history; physicians must integrate prior information and clinical 

experience about the patient population with characteristics specific to the patient case being 

reviewed. 

Predictive models can alleviate medical decision-making tasks conducted with evidence 

contained in the EMR: they utilize real-world data for outcomes prediction, without the 

consequences of triggering change in a patient’s diagnosis, treatment, or management. In the 

medical world where data is becoming more readily available in higher volumes and in more 

heterogeneous forms, predictive models lend themselves well to improving patient care.  In 

addition, by modeling patient information (i.e., treatment and pathological history) in terms of 

disease stages or progression through time, a clinician gains contextual information for clinical 
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events, allowing him to make well-informed medical decisions.  With longitudinal data, 

researchers have the opportunity to build models capable of predicting future cases. The 

importance of longitudinal data, particularly in its usage towards predictive tasks, is especially 

significant to modeling chronic diseases that require aggressive treatment plans.  One point in 

time may vary greatly from another for a patient’s data in a dynamically progressing disease, 

which will have greater impact on accurately predicting a patient's future health status. Modeling 

information specific to a patient in an instance-specific model can augment the catalog of 

information still globally applicable to the population which the patient belongs; sentinel events 

in such a presentation are significant to the physician in both illustrating change in the patient’s 

health and in comparing trends within the same patient population. Rare or minority cases often 

overlooked in global or population-wide models are handled by case-similarity comparison in the 

patient-specific approach, which ultimately achieves more precise prediction.  Ultimately, a 

clinical decision support system incorporating such models is more practical for increased 

generalizability and reproducibility of results across and can assist physicians in providing more 

tailored patient treatment. 

Patient-specific approaches to modeling are familiar to many sub-domains of medicine: 

 One example constructs patient-specific models to simulate blood flow and ultimately plan 

treatment to relieve pulmonary arterial stenoses, created from three-dimensional medical 

imaging data [356, 357]. These studies attempt to utilize general, morphologic data towards 

simulating subject-specific hemodynamics.  

 Another work by [358] presents a computational approach to supplement features defined in 

an a priori model of lung anatomy and nodules, by using data obtained from a baseline CT 

scan to fill in details of the general anatomic lung model with patient-specific information. 

The generic features in the a priori model are supplemented with correlative data from the 

patient about each nodule (e.g., volume, shape, relative location) and thereby create a more 

robust class membership function. In the patient-specific lung models data was tailored to a 
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generic anatomic model with information about the specific individual. Knowledge about 

each nodule from a patient’s baseline exam was used to update the generic features in the 

model with patient-specific information (e.g., nodule volume, shape, location), reducing the 

uncertainty about a specific patient’s information.  Thus, in the lung models the uncertainty 

resulting from the nodule’s detection and location specification is reduced with the added 

information. Patient-specific information available from baseline imaging assists the 

membership function by narrowing a nodule's specific location by fuzzy membership of the 

features.  In the biological modeling domain, thus far instance-specific models are used as a 

form of case-based reasoning, by transferring a solution from a previously seen, most 

“similar” case, to the case at hand. The solution is then re-adapted according to the outcome 

of its application to the new case, and the differences between the current case and 

“historical” precedent are accounted for [359].   

 In [360] a patient-specific model of deep brain (subthalamic nucleus) stimulation and 

resulting volume of activated tissue (VTA)  for treating Parkinson's disease is investigated. 

The range of stimulation parameter settings is leveraged to co-register overlapping 

information towards constructing a more accurate anatomical, electrical, and biophysical 

representation of the brain stimulation process.   

All of these examples are of imaging, anatomically based models that represent larger atlases 

encompassing all sub-instances of the phenomenon being studied. Per the example of modeling 

deep brain stimulation, the co-registration of multiple images and atlases resulted in spatial 

variability, but the integration of multiple data types for creating patient-specific models 

accurately accommodated for the factors that influence the VTA.  Integrating multiple data types 

can be exploited more heavily in systemic disease modeling and patient diagnosis and prognosis, 

in order to develop a more complete understanding of disease towards customizable patient 

treatment.  

Patient-specific models can capture context-specific independencies [361].  Recent research [85] 

has suggested the use of instance-specific models, which use features about a particular instance, 

in addition to information from previously seen cases, to train an optimal, local model for each 

observed training case. Learning models that are specific to the particular features of a given 

patient case has been shown to improve predictive performance [85]. Furthermore, instance-
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specific modeling has the potential to explain the disparities innate to disease progression and to 

an individual patient case for improved patient-centric treatment. Ultimately, these methods can 

improve the predictive power of medical decision-making tools through more accurate portrayal 

of context unique to a patient’s record. To this end, applying Bayesian model averaging (BMA) 

[209, 362] has been shown to provide overall better predictive ability than using a single model. 

The patient-specific Markov blanket local structure (PSMBl-MA) algorithm [363] is a specific 

type of patient-specific model-averaging (PSA) method that learns Markov blanket (MB) models 

using decision graph conditional probability distributions. PSMBl-MA derives the posterior 

distribution
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Z t , given the values of the other variables, 



X t  x t  

for the case at hand and set of training data,



D. The computation of the posterior distribution 



P(Z t | x t,D) by Bayesian model averaging is given by:

  



P(Z t | x t,D)  P(Z t | x t,G,D)P(G |D)
GM

   

where the sum is taken over all MB structures 



G, in the model space 



M . The first term in the 

summation, 



P(Z t | x t,G,D), is the conditional probability 



P(Z t | x t ) compared with a MB that 

has structure 



G with parameters that are estimated from training data, 



D. The second term 



P(G |D) of the summation is the posterior probability, or weight, of the MB structure 



G given 



D. The conditional probability is thus derived from the weighted average of the posterior 

probabilities for all MB structures. This approach proffers a more complete model space for 

suitable models to be averaged over, in addition to value-specific relationships. 

[360] notes the major disadvantages associated with patient-specific modeling, namely the costs 
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associated with time and computational power needed to customize a model for an individual 

patient. Depending on the number of features that used in the model, the computational cost and 

the validity of a model’s predictive power are likely to be compromised. Feature sub-selection is 

one approach to handling the intractability of computing the conditional probabilities based on a 

full feature set. The goal of sub-selection is to identify the most significant features that achieve 

the same predictive performance as using the full set of features. In the case that there are no 

strongly predictive features, utilizing moderately predictive features will achieve the best 

classification, which is the goal of model averaging.  

In spite of its potential drawbacks, individualizing models for a specific patient may be effective 

with a disease that: (1) is easy to evaluate, measure, and acquire data for; (2) where the afflicted 

population follows a typical progression and treatment regimen; and (3) where variation within 

the patient majority is not high. The domain of cardiovascular research has successfully applied 

patient-specific modeling towards developing biomechanical models for vascular disease (e.g., 

atherosclerosis, aneurysm) [364-366] because changes/progression in such diseases are easier to 

track and outcomes for therapeutic interventions are easier to predict: patient-specific models can 

support clinical prediction and prognosis by allowing physicians to construct and evaluate a 

model to predict outcomes and response to treatment for an individual patient beyond current 

global models. This type of modeling bypasses the obvious health risks involved with 

administering treatment, by predicting consequences of treatment or adverse events through 

simulation, while validating optimal treatment(s) that may improve patient outcome or survival. 

By predicting these risks, each treatment plan can be re-designed, individualized, and evaluated 

in a safe experimental environment reducing risk to the patient. 
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Technical objective 2. To build a patient-specific model using a modification to the Lazy Bayes 

Rule learning algorithm fit to clinical data classified into (unique) temporal slices. 

Approach. The proposed approach to building patient-specific models is to utilize an instance-

specific modeling algorithm that searches a set of the best predictive models describing a data 

collection to find a statistically ideal model. While this technique has been employed in the 

machine learning literature, the novelty of this work is to apply the model selection technique to 

longitudinal, time-sliced data. As opposed to static models that model data at one point in time, 

combining time-series modeling with instance-specific modeling will allow the construction of a 

model covering a wider range of patient presentations for better case matching, while 

maintaining knowledge about a general patient population. This research will use Lazy Bayes’ 

Rule (LBR), as described in Section 2.2.4, an algorithm that employs instance-specific Bayesian 

model selection, to produce a patient-specific but globally applicable model for improved 

outcomes prediction from high-level clinical data. The LBR algorithm has demonstrated a lower 

error rate than any alternative algorithm, as it relaxes conditional feature independence 

assumptions [71].  While LBR has already been successfully applied in medical informatics 

research, it was adapted here to longitudinal, unstructured clinical data. The modified LBR 

model developed here utilized temporal abstraction to define time interval-based variables across 

a disease’s progression and was integrated into the Weka toolkit, along with the unmodified LBR 

implementation. 

To complete the technical objective for this study, several different experiments were designed. 

Population-based and patient-specific different models were constructed for the UCLA 
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glioblastoma multiforme (GBM), Osteoarthritis Initiative (OAI), and REMBRANDT datasets, in 

order to evaluate their predictive performance: 

 Naïve Bayes. The strength of the naïve Bayes model exists in its simplicity and 

computational efficiency, and may prove to be most effective in handling larger datasets than 

its instance-specific counterpart. The amount of data used in these experiments will challenge 

how well the models are trained and their evaluative capability. Furthermore, the Naïve 

Bayes' ability to handle longitudinal data for unstructured clinical data has not been well-

documented, so was included as a model in this study.   

 Dynamic Bayesian Network. The primary advantage of using a dynamic Bayesian network 

(DBN) is its robustness in capturing the longitudinal relationships between features and how 

the features and the relationships between features change over the course of a disease. 

Casual effects between features and trends also are encoded within the Dynamic Bayesian 

model, which will help identify the features most significantly contributing to change in a 

patient's health status at specific points in time. Evaluating the DBN will serve as direct point 

of comparison for a population-based and instance-specific model. 

 Lazy Bayesian Rule. The Weka-implemented LBR model will be the baseline for the 

instance-specific model. The algorithm itself uses a primitive model selection process based 

on removing one feature at a time from the set of priors, or similar training examples, to 

build a unique Bayesian rule/classifier. One feature at a time is tested via selection with 

replacement, before all features are tested. A pre-defined error score serves as the threshold 

value for the rule that contains an optimal configuration of features resulting in the fewest 

classification errors with a feature x removed. The major drawback of this implementation is 

that every model tested is sized n-1, where n = the total number of features in the dataset. 

Thus, the model assumes the greatest amount of prior information to train the model, without 

considering the relevance or contextual significance of each feature within the model and 

relationship to the target being predicted. In addition, this LBR implementation does not 

incorporate model averaging: no memory is kept for a set of chosen optimal models in order 

for averaging across their predictive values to be achieved.  

 Modified Lazy Bayesian Rule. A varied implementation of the Weka-based LBR 

incorporates two major characteristics aiming to: (1) increase the space of possible models 

that may be selected as optimal choices in the prediction task; and (2) to incorporate prior 

knowledge in the model construction and selection process. The original Weka-based LBR 

algorithm makes strong assumptions of independence and assumes no causal relationships 

between features. Along with the disease- and patient-centered features used in our model, 

incorporating expert-driven knowledge was used as a weighting scheme to prioritize certain 

features in each model that is evaluated. An n-choose-k counting algorithm (with 

replacement) was implemented to ensure that all combinations of features built into each 

model are evaluated.  Because of the complexity associated with the added computations, a 

parallelized algorithm was implemented to accommodate for the increase in computational 

time needed for testing and cross-validating each model combination. 
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The evaluation results of the DBN and LBR models acted as the baseline for the population-

based and instance-specific model, respectively.  The population- and instance-based models 

were compared, and each model sub-type was compared to the model belonging to its respective 

group. All models were cross-validated on all three datasets. The target variables that were 

predicted were from the most recent stage of clinical features in the model, using information 

from the temporal stages preceding the targeted feature set.  The higher order UCLA GBM 

features that were targeted were presence of contrast, symptoms, chemotherapy type, and 

medication type. The clinical OAI target variables were quality of life, knee pain, and knee 

replacement; the imaging OAI targeted variables included imaging variables measuring joint 

space width at varying imaging parameters in the medial compartment of the knee.  Lastly, the 

REMBRANDT models were evaluated on time to survival, surgical procedure, chemotherapy, 

Karnofsky score, and imaging evaluation, using a varied combination of prior temporal data. A 

summary of all the experimental evaluations is presented in Table 4.1. 

Experiment Data Dataset 

imputed? 

Data 

resampled? 
Model 

Associated analysis 

1 UCLA Yes No 
DBN 

 AUC 70-80% 

 Minor improvement at later time 

stages 

 Model performance result of data 

sparseness 

 UCLA Yes No Markov 

Blanket 

 Little to no effect on improving 

performance 

 Only slight performance 

improvement at later time stages 

2 UCLA Yes Yes 
Naïve Bayes 

 Smaller subsets resulted in 

overtraining 

 Improved classification with 

bootstrapped cases 

    
DBN 

 Better performance relative to the 

naïve Bayes 

 More robust against overtraining 



119  

3 UCLA Yes Yes Unmodified 

LBR 

 Improved over the DBN 

 Improvement with each time step 

 Data from immediately prior time 

stage is only needed evidence for 

predict future state 

 Using Markov Blanket features only 

comparable performance 

4 UCLA Yes Yes Modified 

LBR 

 Model suffered from overtraining 

 Outperforms unmodified LBR 

 Worked well with high dimensional 

feature set 

 Outliers and skewed distribution 

average effects of overtraining 

5 Clinical OAI No No 
DBN 

 Binary variables improve prediction 

 Added evidence from prior time 

stages degrades performance 

  No No Unmodified 

LBR 

 Higher predictive power for all 

variables compared to DBN 

 Nominal variables more difficult to 

predict 

6 Imaging OAI No No 
Naïve Bayes 

 70-80% AUC 

 Low FPR; adequate at predicting 

and classifying a single class 

 
 No No DBN 

 With data until 36-month follow up, 

lower AUC (~60%) when 

evaluating change 

 Raw values predicted with better 

accuracy 

 With data until 48-month follow up 

improved performance 70-80% 

AUC 

 
 No No 

Unmodified 

LBR 

 Outperformed DBN 

 Lower AUC (~60%) when 

evaluating change 

 Data loss 

 Raw values predicted with better 

accuracy 

 
 No No 

Modified 

LBR 

 Improved over unmodified LBR (~ 

69-75% AUC) 

 Supports benefit of model selection, 

larger model space 

7 
REMBRANDT No No DBN 

 Complete data results in high 

predictive performance 

 Homogeneous patients 

 
 No No 

Modified 

LBR 

 Varying configurations of evidence 

have little impact on performance 

 Again suffers from overfitting and 

small dataset 

8 
REMBRANDT No No DBN 

 Predicting survival by months: 20% 

AUC 

 Discretizing survival and reducing 

number of bins improved 

performance 

 
 No No 

Modified 

LBR 

 Predicting survival: 20% AUC 

 Improved over DBN when survival 

variable is discretized 
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Table 4.1 Summary of model evaluations for the UCLA, OAI, and REMBRANDT data. 

4.2 RESULTS 

4.2.1 UCLA models 

As discussed in Chapter 3, observations for the GBM model were not standardized to fixed time 

intervals, so a three-slice temporal model was defined: initial diagnosis and treatment (T = 1); 

first tumor recurrence (T = 2); and an ensuing change in status, either improvement or 

progression (T = 3). These stages characterized the disease’s progression, which marked a 

transition in the patient’s status. Clinically, it is understood that a patient's health status is not 

necessarily limited to these three stages, as a patient can enter and re-enter the same state 

repeatedly over time.  A more complete model can utilize more time stages, but the investigative 

stages of this work used three stages for proof of concept that a GBM patient's state of health 

can be characterized in terms of general disease stages.  

For the UCLA models, a transition was indicated by the replacement of a new keyword for the 

state of any variable or usage of “new”, “improving”, “worsening”, or “recurrent.” The GBM 

model (Fig. 4.1) contained 12 multivariate and binary variables measured at each stage for a 

total of 36 variables across the three time slices (Fig. 4.2). Arcs between slices only pointed 

forward in time. 

9 
REMBRANDT Yes No DBN  Drop in AUC by 3-10% 

 
 Yes No 

Modified 

LBR 

 Minor improvement by 2% AUC 

 Increase in FPR 
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Figure 4.1 Graphical representation of one stage of the GBM model 

 

 

Figure 4.2 Full 3-stage GBM model 

Evaluation metrics for the population-based and patient-specific models were based on a general 

measure of: (1) predictive power, or classification accuracy, which measured the proportion of 

correctly classified test instances for each target variable; (2) precision or true positive rate 

(TPR), which is the number of true positive cases correctly classified; (3) recall, or the sum of 

true positive and false negative cases; (4) false positive rate (FPR), or type I errors, is the 

probability of falsely rejecting the label assigned via the classification; and (4) area under the 
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curve related to receiver operating characteristic (ROC) analysis, which determines whether the 

models correctly classify cases that do not belong to a particular class. All of these metrics were 

assessed through stratified ten-fold and five-fold cross validation, depending on the sample size 

and complexity of algorithm used.  

Experiment 1: DBN and Markov Blanket model  

The following results document the initial work done evaluating 50 patients. A complete 36-

variable DBN (12 variables x 3 time slices) was constructed as described above. The initial 

model evaluation (Table 4.2) varied from 60-77% in predictive power for target variables at the 

T = 2 and T = 3 time slices. In general, the DBN demonstrated minor performance improvement 

at T = 3, a potential reflection of the data’s gradual stabilization over time and that GBM 

progression was more predictable in advanced stages of the disease. Furthermore, complete data 

was critical to understanding progression at earlier stages of the disease, when the patient had not 

stabilized as a result of a regular treatment plan. Sparse data populating early portions of the 

patient record also negatively impacted the predictive accuracy at T = 2 versus T = 3. Lack of 

data documenting early stages of the patient’s diagnosis and treatment was a result of the disease 

having already significantly progressed since hospital admittance. Since UCLA is known 

primarily for handling referrals and more advanced treatment, a patient is likely to have been 

diagnosed at a different institution that did not transfer the patient history. The UCLA model was 

also evaluated for predicting the target in the third stage T = 3 with varying amount of prior 

evidence used for model training. Namely, the evaluations used: (1) all data from T = 1; (2) all 

data from T = 2; (3) all data from T = 1, 2; (4) all data from T = 2, 3; (5) all data from T = 1, 3; 
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and (6) the most informed configuration with data from T = 1, 2, and 3. Under these trials, AUC 

ranged from 74-97%. The lowest rate of precision was exhibited with the configuration of 

evidence from only T = 1 to predict the T = 3 target variables, which was an expected result. The 

smallest subset of information (T =1) used to train the model expectantly led to poor model 

performance. In contrast, the largest subset of prior information (T = 1, 2, and 3) demonstrated 

the best precision and recall, followed by training the model with T =1, 3. Assuming patients’ 

dynamic health status through time, the variation between cases that exist in T =1 compared to T 

= 3 was great enough to support the model’s improved performance. Homogeneous cases that 

exist in more similar clinical stages of disease (e.g., T = 1 and T = 2), however, were more 

difficult to differentiate by this model.  

Feature 
Predictive power Precision 

t=2 t=3 t=2 t=3 

Contrast 62% 68% 72% 72% 

Symptoms 73% 79% 80% 80% 

Chemotherapy 60% 73% 79% 78% 

Medication 67% 77% 80% 80% 

Table 4.2 Preliminary evaluation results for population-wide UCLA GBM model. 

Based on these initial results, Markov Blanket-modified versions of the GBM model were built 

to determine whether the high-dimensionality of the network (i.e., number of states per variable) 

affected predictive power. In other words, I wanted to determine the smallest subset of variables 

that could provide information about the target and thus be used as input to the model to achieve 

statistically efficient prediction of the target’s probability distribution. Constructing a Markov 

Blanket can reduce the input space by pruning the GBM model to only relevant features and 

reduces the amount of noise caused by using less relevant features as predictors, ultimately 

obtaining more accurate predictive results for our evaluation. 
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Classification and regression tree (CART) analysis was performed to determine the value of 

importance (VOI) that would define the members of the Markov Blanket (MB). Via this 

approach, a subset of variables with the VOI being over 60% was selected, reducing the network 

to a total of 18 nodes. The CART analysis further customized the MB for each target variable to 

be predicted, based on each variable’s VOI relative to the target. The features shared by these 

subsets formed the basis of the MB-modified model (contrast, symptoms, chemotherapy, 

medication, tumor location, performance status). Unexpectedly, utilizing the MB model had little 

to no effect on improving the model’s performance, in spite of removing irrelevant predictors 

from the model (Table 4.3).  

Feature 
Predictive power Precision 

T=2 T=3 T=2 T=3 

Contrast 61% 73% 74% 74% 

Symptoms 72% 82% 80% 81% 

Chemotherapy 59% 74% 79% 78% 

Medication 67% 76% 80% 79% 

Table 4.3 Evaluation results for Markov Blanket-based UCLA GBM model. 

Performance dropped by 1% when predicting the second stage T = 2 of clinical variables because 

of the data loss resulting associated with the other time stage data. But for predicting the T = 3 

stage features, the MB model still demonstrated only 1% improvement in performance, which 

implied that the MB failed to model all the necessary relationships of the complete DBN model. 

Two significant disadvantages of the MB model were the strong independence assumptions 

made between the features and to the target variable, as well as the lack of expert or prior 

evidence used for prediction. 

Based on the MB model results and further ROC analysis performed, there was a clear need for 
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bootstrapping the missing data in the UCLA GBM dataset in order to achieve a reasonable level 

of predictive performance. The CART analysis also concluded that increasing the number of 

regression trees was also necessary to improve classifier performance. Training the MB-modified 

models with unimputed, unsampled data, AUC was 70% and 73% for predicting symptoms and 

chemotherapy, respectively.  Re-sampling the data to obtain a more complete variable class 

distribution reinforced categories for better instance labeling. With imputed data, the AUC was 

improved to 80% and 76% for the two respective target variables to confirm the data sparseness 

problem.  

Since this initial work, ancillary research was also done to re-evaluate how the LBR algorithm 

was originally implemented in Weka and more recent research by [197] served as the baseline 

for the LBR algorithm modifications. The study by Wei and Visweswaran suggests that their 

implementation of the LBR improves the training time of the model, prediction time of outcomes 

for each case, and comparison time of the AUC for three different models (i.e., model averaged 

naïve Bayes [MANB], the feature selection naïve Bayes [FSNB], the traditional naïve Bayes 

[NB] models) [197]. Wei and Visweswaran’s study design thus formed the basis of the following 

experiments to test the incorporated expert knowledge and model selection built into the LBR 

algorithm and to compare the model’s modifications to the naïve Bayes, DBN, and unmodified 

LBR models.   

Experiment 2: Population-wide models 

The naïve Bayes model (Table 4.4) and the DBN model (Table 4.5) were re-evaluated on the full 
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set of 100 patients and 3,000 instances for a more complete comparison. Training the population-

based models on the full dataset also was done to isolate data sparseness issues from the models’ 

performance themselves. The true positive (TP) rate and false positive (FP) rates listed in all 

tables through the remainder of the dissertation are based on a targeted threshold value optimized 

on the f-measure. The threshold values that are tested are based on class probabilities and 

adjusted beyond a default value of 0.5, which is utilized if a minimum threshold value of 0.05 is 

not met. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

All cases Medication3 0.689 0.061 0.731 0.689 0.925 

 Chemotherapy3 0.764 0.064 0.825 0.764 0.946 

 Symptoms3 0.656 0.090 0.799 0.756 0.910 

 Contrast3 0.721 0.101 0.774 0.721 0.879 

300 cases Medication3 0.933 0.004 0.928 0.933 0.998 

 Chemotherapy3 0.846 0.043 0.905 0.846 0.979 

 Symptoms3 0.923 0.011 0.928 0.923 0.993 

 Contrast3 0.903 0.026 0.925 0.903 0.994 

100 cases Medication3 1.00 0.00 1.00 1.00 1.00 

 Chemotherapy3 0.919 0.018 0.944 0.919 0.924 

 Symptoms3 1.00 0.00 1.00 1.00 1.00 

 Contrast3 1.00 1.00 1.00 1.00 1.00 

Table 4.4 Evaluation results of population-based UCLA GBM model (naïve Bayes) 

Table 4.4 shows the variation in predictive performance of the naïve Bayes model with assorted 

numbers of training cases. Using different proportions of training data helped determine a 

threshold number of training instances and level of prior evidence that was necessary to achieve 

optimal prediction. Five-fold cross validation was performed for predicting the T = 3 variables, 

with data collected at T = 1 and T = 2 from all other variables. Varying configurations of 

evidence was already investigated in Experiment 1, as well as predicting target variables at other 

time stages (i.e., T = 2), so this experiment examined the significance of sample size towards 
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training and the effect of optimal feature selection to reduce dimensionality on large feature and 

datasets. Unsurprisingly, using a smaller subset (i.e., 100 cases) of the complete dataset resulted 

in overtraining, as supported by the 100% predictive rates for medication, symptoms and contrast 

(at T = 3). The narrower range of classes represented in the 100 cases was easy to train the model 

on and predict with; the larger subset of 300 instances resulted in a comparable AUC 

performance of 98-100%, while the entire dataset resulted in AUC of 88-95%. The full dataset 

exhibited a drop in performance because of the converse situation being true: a set of cases to 

learn and predict is directly correlated to the number of classes represented, so a larger number 

of training represents more majority and minority classes that must be learned. The task is further 

challenged by homogeneity of cases resulting from the imputation and re-sampling; 

differentiating between similar, but distinct classes has a higher chance of mis-classification. 

Smaller sample sizes statistically do not have the same diversity in case distribution, cases are 

more likely to belong to the majority class, and thus easier to identify. The number of parameters 

for a given feature was not directly correlated with predictive difficulty, based on the results of 

the naïve Bayes model: chemotherapy and medication both had seven or more possible 

parameter values and had AUC of 92-100% AUC while symptoms and contrast had at most five 

and AUC of 88-100%. The more accurate prediction of chemotherapy and medication was more 

closely correlated to the clinical homogeneity of the patient population: the majority of the 

patients in this UCLA cohort were treated with temozolomide and some combination of 

Decadron, so making chemotherapy and medication unimodal features.  The results of evaluating 

the DBN model (Table 4.5) with varying sized training samples showed similar effects of 

overtraining like the naïve Bayes model.  Utilizing 100 examples to train the DBN produced 
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exceptionally high predictive rates of 97-100% AUC, while using a sample size of 300 slightly 

dropped to 98-99% AUC. Training with the complete dataset resulted in predictive performance 

between 88-95% AUC, a drop analogous to training the naïve Bayes model on the full dataset. 

With the full dataset and 100-size sample, the DBN outperformed the naïve Bayes model by 1% 

and 3% respectively and demonstrated a negligible drop in performance in the 300-size sample. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

All cases Medication3 0.685 0.059 0.729 0.685 0.929 

 Chemotherapy3 0.74 0.043 0.832 0.740 0.951 

 Symptoms3 0.759 0.089 0.801 0.759 0.913 

 Contrast3 0.724 0.100 0.777 0.724 0.88 

300 cases Medication3 0.906 0.007 0.91 0.906 0.996 

 Chemotherapy3 0.970 0.016 0.975 0.970 0.991 

 Symptoms3 0.846 0.018 0.884 0.846 0.985 

 Contrast3 0.873 0.015 0.932 0.873 0.985 

100 cases Medication3 0.970 0.011 0.973 0.970 1.00 

 Chemotherapy3 0.919 0.018 0.944 0.919 0.965 

 Symptoms3 0.899 0.014 0.925 0.899 0.997 

 Contrast3 0.97 0.011 0.973 0.97 1.00 

Table 4.5 Evaluation results of population-based UCLA GBM model (DBN). 

Given these results, the DBN fit its performance expectation: the DBN sacrificed minor levels of 

performance, but incorporated temporal relationships and dependencies between the features not 

represented in the naïve Bayes model. For both the naïve Bayes and DBN models, the contrast 

variable was predicted with significantly lower accuracy at 88% AUC, which indicated a 

fluctuation of patient data across time and the overall dynamic nature of a feature that was more 

difficult to predict.  

Experiment 3: Original patient-specific (LBR) model 

The evaluation of the Lazy Bayes’ Rule (LBR) originally implemented through Weka was 
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conducted for proof of concept and basic comparison to the population-based models. The 

precision was measured for target variables in stages T= 2 and T= 3, using combinations of prior 

evidence: the Markov Blanket (MB) features from the immediately prior time slice (T = 1); all 

features from the immediately prior time step (T = 1); and features from the current and 

immediately prior time step (T = 1, 2). Tables 4.6 and 4.7 show the initial evaluation results of 

the unmodified LBR algorithm with data from 50 patients, for targeted features in stage T = 2 

and T = 3, respectively.  

Target 

variable 

MB only from 

T=1 

All nodes from 

T=1 

All nodes from  

T =1, 2 

Contrast 0.66 0.66 0.77 

Symptoms 0.81 0.77 0.89 

Chemotherapy 0.72 0.80 0.85 

Medication 0.72 0.74 0.87 

Table 4.6 Initial evaluation results for stage two features by the unmodified instance-specific UCLA model.  

Target 

variable 

All nodes from 

T=1 

MB only from 

T=2 

All nodes from 

T=1,2 

All nodes from 

T=2,3 

Contrast 0.66 0.80 0.79 0.79 

Symptoms 0.77 0.89 0.89 0.91 

Chemotherapy 0.75 0.86 0.86 0.88 

Medication 0.74 0.86 0.85 0.89 

Table 4.7 Initial evaluation results for stage three features by the unmodified instance-specific UCLA model. 

The unmodified LBR model’s primitive implementation of model selection was a clear choice to 

fit the UCLA data. Both Table 4.6 and 4.7 demonstrate that the prediction rates improved across 

each progressive time step. Predictive performance universally improved with the LBR model, 

across all target variables relative to the DBN.  For example, for predicting the state of 

chemotherapy (at T = 2) the LBR model ranged from 72-85% in predictive power with different 
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levels of evidence, whereas the DBN achieved only 59-60%. The comparatively lower predictive 

power of the DBN illustrated the DBN’s inability to include case-similarity to instances and 

insufficiently described dynamic presentations unique to each GBM patient. Furthermore in 

evaluating the model at T = 3 (Table 4.6), evidence earlier than the time step immediately prior 

(T = 1) had relatively little predictive power compared to more recent information (T = 2). The 

evaluation with evidence at T = 2 and T = 3 further supported this finding: prediction using 

evidence at T = 1, 2 was outperformed by prediction using the evidence in T = 2. The added 

evidence in T = 1 did not help improve predictive accuracy. One can thus conclude that either 

data existing in the immediately previous state was the only prior evidence needed to predict 

future states, or the model was unable to properly integrate evidence beyond the immediately 

previous state.  

Markov Blanket (MB) models were also re-tested for their feasibility for model pruning and 

feature space reduction. The same features as determined for the MB models in Experiment 1 

were used for the LBR model.  The MB model used to evaluate features in stage T = 2 (Table 

4.6) demonstrated only comparable performance to the baseline topology, while evaluating 

features at stage T = 3 (Table 4.7) outperformed the baseline model. This is a result of the 

unpredictability of the patient’s health at earlier stages of the disease progression and associated 

volatility of baseline data. Precision for each variable targeted in the LBR evaluation ranged 

from 62-70% (at T = 2) and 61-71% at (T = 3), using the MB-modified model for T = 1, which 

demonstrated poorer performance to the more complex, relationally-rich global models. To 

summarize, the combination of a more recently collected data combined with a larger amount of 

prior data will improve prediction of a prospective class. 



131  

The final evaluation using the unmodified LBR model (Table 4.8) was performed on the full set 

of 100 patients. This final evaluation again focused on the effects of varying sample size, as 

opposed to temporal configurations of prior evidence, on training. Sample sizes of 300, 500, and 

1,000 were tested on the unmodified LBR model. The best model performance was exhibited by 

using 500 cases (AUC of 98-99%), while model performance with 300 cases (AUC of 93-97%) 

was comparable, if not slightly higher to using 1,000 samples (AUC of 93-95%).  

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

1000 cases Medication 0.816 0.008 0.864 0.816 0.989 

 Chemotherapy 0.864 0.021 0.892 0.864 0.988 

 Symptoms 0.874 0.026 0.885 0.874 0.982 

 Contrast 0.833 0.038 0.872 0.833 0.974 

500 cases Medication 0.854 0.01 0.824 0.854 0.989 

 Chemotherapy NC NC NC NC NC 

 Symptoms 0.876 0.018 0.892 0.876 0.985 

 Contrast 0.832 0.024 0.903 0.832 0.982 

300 cases Medication 0.836 0.039 0.807 0.836 0.951 

 Chemotherapy 0.923 0.009 0.948 0.923 0.973 

 Symptoms 0.776 0.058 0.831 0.776 0.936 

 Contrast 0.799 0.069 0.812 0.799 0.927 

Table 4.8 Final evaluation results for stage three features by the unmodified instance-specific UCLA model.  

However, unlike the initial evaluations with the unmodified LBR model, an almost reverse 

performance effect was seen with larger sample sizes: a general increase in AUC was seen 

between the increase from using the 500 to the 1,000 samples. The increases did not reach 100% 

for any of the targeted variables, which was due to the added bootstrap samples and data from 50 

additional patients to diversify the class distribution. As such, the LBR model was able to handle 

distinguish between heterogeneous cases belonging to different classes better than the 

population-based model. 

Experiment 4: Modified patient-specific (LBR) model 
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The modifications to the pre-existing LBR algorithm were three-fold: (1) to incorporate prior, 

expert-defined knowledge as a feature weighting scheme to constrain the model to only 

significant variables, (2) to increase the model space from which optimal models are considered, 

with a minimum size of two, and (3) to parallelize the algorithm to handle large-scale datasets. 

Basic principles of model selection dictated these three characteristics to be included into the 

LBR modification, emphasized by the fact that the original Weka-based LBR implementation 

included only a simple form of model selection and no feature selection. The unmodified Weka-

based implementation operates well under the assumption that the relationships between the 

features are independent and treats each potential model non-preferentially without real world 

knowledge of the features as predictors. Thus, expert-defined knowledge was incorporated in the 

form of simple rules defining critical, key features to be included in the model, depending on the 

disease of interest. The unmodified Weka-based implementation also does not maintain a 

memory of the optimal models and their respective predictive performances to be averaged into 

selecting the best predictive value. The algorithm selects an optimal model from all possible 

models that may fit the data, but only considers models of size n-1, where 



n  equals the total 

number of features. Failure to look at all possible models and configurations of features reduces 

the optimal model space and therefore the likelihood of finding the model that will produce an 

optimal prediction.  The modification considers n-choose-k sized models and searches a 

factorially-sized model space. 

A five-fold cross validation was performed on predicting target variables at T = 3 using data 

from all other features in stages T = 1 and T = 2.  Data from the features in stage T = 3 other than 

the target variable were excluded. The results of these evaluations are shown in Table 4.9. Minor 
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effects of overtraining were evident using the n = 300 sample to evaluate the modified LBR 

model, as seen by the consistently high AUC (97-99%) and number of correctly classified cases 

across varying training sets. The modified LBR model outperformed the original model between 

3-10% by TPR, precision, and recall. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

1000 cases Medication 0.816 0.008 0.864 0.816 0.989 

 Chemotherapy 0.864 0.021 0.892 0.864 0.988 

 Symptoms 0.874 0.026 0.885 0.874 0.982 

 Contrast 0.833 0.038 0.872 0.833 0.974 

500 cases Medication 0.87 0.008 0.849 0.87 0.992 

 Chemotherapy 0.878 0.018 0.893 0.878 0.983 

 Symptoms 0.876 0.018 0.892 0.876 0.985 

 Contrast 0.812 0.03 0.883 0.812 0.977 

300 cases Medication 0.863 0.012 0.864 0.863 0.995 

 Chemotherapy 0.967 0.017 0.973 0.967 0.986 

 Symptoms 0.829 0.021 0.87 0.829 0.983 

 Contrast 0.873 0.015 0.932 0.873 0.984 

Table 4.9 Evaluation results for stage three features by the modified instance-specific UCLA model. 

The contrast, symptoms and medication variables specifically demonstrated the largest 

improvement in AUC compared to the unmodified LBR model: 92% to 98%, 93% to 98%, and 

95% to 99%, respectively. Although subtle, the chemotherapy variable experienced improvement 

in performance from the modified LBR model (97% to 98% AUC).  These results provide 

conclusive evidence that the modified LBR model handled a high dimensional feature set and 

computing probabilities required for model training. The construction of a larger model space of 

optimal models to be searched and incorporation of the expert knowledge for refined feature 

selection per case also boosted the modified LBR model performance.   

Exploring the various sample sizes (i.e., full, 1000, 500, and 300 cases) that were used to train 
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both models was done to investigate the effects of sample size and overtraining for the instance-

specific models and to contrast performance effects with the population-based models. Based on 

the ROC analysis, the results show that the instance-specific models experienced the same 

overtraining effects as the population-based models from using a smaller sample size.  Unique to 

both LBR models’ evaluations, however, is that the remaining metrics did not reflect this same 

overtraining effect. Precision, recall, and TPR across all variables remained in the range of 80-

88%, on average. Chemotherapy in both models was predicted a bit higher with about a 90% 

TPR with 



n  300 and symptoms and contrast ~75-77% TPR with 



n  300. The parameters and 

distribution unique to outliers or minority class data points explain the simultaneously high and 

low predictive accuracy, compared to the average. The chemotherapy variable had a unimodal 

distribution, which lends itself well to more accurate prediction; the highest frequency class for 

this feature was “NA”.  Contrast had a multi-modal class distribution, which naturally challenged 

its predictive accuracy and explaining the resulting 75% TPR. Symptoms also had a unimodal 

distribution, but the majority of the values were “NA” and the remaining parameters’ poor 

distribution skewed the models’ predictive capability. Essentially, the instance-specific models 

violated the principle of parsimony—also known as Occam’s Razor—that states models need 

contain only the most basic information needed for an accurate prediction. The ratio of features 

relative to the sample of data used heavily favored the number of features, so both LBR models 

likely included irrelevant features to accommodate for the lack of data.  But the longitudinal 

nature of both LBR models can also accommodate for curvilinear relationships, as opposed to 

the simpler, linear model [367].  

The evaluations of the instance-specific models were liberal in terms of the amount of prior 
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evidence used for each prediction task. In order to avoid effects of dimensionality associated 

with learning a large data set, all the data belonging to each stage preceding the target variable 

was used. The encouraging results of this experiment motivate future evaluations of both LBR 

models under varying configurations of prior evidence. Also, accommodating for the temporal 

framework imposed on the UCLA data for these models is a future consideration. The number of 

significant clinical events is a function of the length of a patient’s history, thus more data points 

populating a longer patient record will make prospective events more difficult to predict. 

Because instance-specific models learn and incorporate information unique to each patient—in 

addition to population-based trends—for each individual case, the temporality and added data 

inflict greater computational load on the models. The specifics of how this load affects the 

model’s computation must be studied in order to better define the expected amount of data 

needed per the predictive task and dataset.  As these experiments have shown, instance-specific 

models operate under a delicate balance between sufficient sample size for training and accurate 

class distribution.  An added number of temporal stages can help improve the clinical 

representativeness of the patient population, while providing the sufficient amount of data 

needed to train the model.  Furthermore, while the unmodified LBR model was ineffective of a 

large feature set from a moderately-sized training sample, it successfully supported patient-

specific model selection at a primitive level. 

4.2.2 OAI models 

For the initial proof of concept comparison between the population-based and instance-specific 

models constructed with the clinical OAI data, only the DBN and the original Weka-based LBR 
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models were evaluated. In later work, the evaluations were augmented with naïve Bayes and the 

modified-LBR model adapted to imaging OAI data.  A more complete evaluation was performed 

with models constructed from imaging and clinical features, to obtain the breadth and depth of 

the domain not captured in traditional OA models.  The knee OA model was built with 26 higher 

order clinical variables (Figure 4.3) across a six-slice temporal framework defined by the OAI 

study: each time slice corresponded to the associated follow-up study reported in the dataset. Not 

all variables had measured data at each time slice; some variables measured at baseline were 

explicitly not measured in the remaining follow-up study.  

Other variables not measured at baseline but collected in follow-up studies were excluded from 

the OA model to minimize problems with missing data. The DBN nodes and states were defined 

manually in Bayesia, a Bayesian network software application. A senior medical informatics 

researcher and literature review of osteoarthritis comprised the domain expert knowledge for 

feature associations.  

Experiment 5: Clinical feature model  

For the clinical OAI model, two different evaluations were conducted using the model shown in 

Figure 4.3. The first evaluation was performed on the DBN (population-based) model, and the 

second on the unmodified LBR (instance-specific) model. To account for potential effects of 

overtraining, ten-fold cross-validation was performed to predict target variables in the final, 36-

month follow-up period.  
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Figure 4.3 Clinical feature knee osteoarthritis model 

The predictive power of the DBN on five target variables is shown in Table 4.10 and precision 

for variables predicted in Table 4.11.  

Target variable 
Predictive power 

Full 
36,30 

mos. 

36,30,24 

mos. 
36,30,24,18 mos. 

Quality of life 71% 71% 72% 72% 

Knee pain 85% 98% 87% 86% 

Right knee pain 72% 79% 74% 73% 

Left knee pain 70% 77% 71% 71% 

Knee replacement 88% 98% 94% 94% 

Table 4.10 Predictive power results for 36-month features by the population-based clinical OAI model.  
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Target variable 
Precision 

Full 36,30 mos. 
36,30,24 

mos. 
36,30,24,18 mos. 

Quality of life 64% 63% 63% 64% 

Knee pain 84% 89% 85% 85% 

Knee replacement 99% 99% 99% 99% 

Table 4.11 Precision results for 36-month features by the population-based clinical OAI model.  

The predictive power, or percentage of correctly classified instances, is the metric displayed in 

each column to the left of the target variables. The time stages denoted at the top of each column 

were the sets of prior evidence used in predicting the target variable.  Utilizing varying 

configurations of evidence for predicting the target variable helped determine: (1) what amount 

of prior evidence was necessary to predict the most current stage of the patient’s status; and (2) 

which stage was most predictive or could be best correlated to the current stage.   

The binary nature of the variables and lower dimensionality of the OAI state-space improved 

prediction rates overall (70-98%) in contrast to the UCLA models’ performance. Furthermore, 

the results of the OAI evaluation suggest that the more prior information that was included in 

model training weakened overall DBN prediction rates. For example, when only using the 30-

month and 36-month observations to predict the target variables at 36-months, the prediction rate 

had a higher lower bound of predictive power (71-99%), than when using 24-, 36-, and 30-month 

observations (63-99%). So while more prior evidence helped fully represent the patient’s clinical 

history, the added evidence did not relevant information necessary to predict the current state.  

Another factor that directed the evaluation results was the predictability or unimodal nature of 

the features in the OA model. Predicting the majority class values for the clinical OA features 

resulted in higher predictive rates because of the high frequency of majority cases available to 
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train the model with, when the training data is consistent with what is expected in reality; in 

other words, predicting whether patients have “presence of knee pain” was straight forward 

because knee pain was prevalent in the OA patients. The binary nature of the variables added to 

its simplicity for model training, though the “left/right knee pain” variables had the lowest 

predictive power (70-79%), despite being binary.  The “left/right knee pain” variables were the 

features native to the OAI study, but to reduce the dimensionality of the feature space a 

composite “knee pain” variable combined the data from the individual left/right knee pain 

variables.  Binomial variables thus can be simplistic and easy to evaluate, but can also be 

unsatisfactory and less informative than nominal variables. Since binary variables are at risk of 

convergence problems and fail to provide likelihoods for predicting each class, their prediction 

has some associated level of uncertainty [368]. On the other hand, more ambiguously defined 

variables such as “time to progression,” a measure with higher uncertainty, is both a continuous 

feature and typically dependent on many factors associated with the patient.    

The results of evaluating the same target variables using the unmodified LBR model are shown 

in Table 4.12.  

Target variable 
Predictive power 

Full network 36,30 months 
36,30,24 

months 

36,30,24,18 

months 

Quality of life 74% 74% 75% 76% 

Knee pain 99% 100% 99% 100% 

Right knee pain 79% 81% 80% 80% 

Left knee pain 78% 79% 78% 79% 

Knee replacement 98% 99% 98% 98% 

Table 4.12 Predictive power results of 36-month features by the instance-specific clinical OAI model.  

To control for experimental validity and variability between the instance-specific and 
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population-based models, the original Weka-based LBR used the same configuration of prior 

time stage data as the DBN evaluation. This series of experiments aimed to provide a more 

realistic representation of each model’s performance with varying amounts of prior data. The 

LBR model presented a higher predictive power (74-100%) for all variables compared to the 

population-based OA model (70-98%). There was a relatively clear consistency in power for 

predicting each target as well; to a large extent, the structured characteristic of this dataset helped 

train a stable model more robust against the effects of overtraining and data sparseness. 

However, the fact that most of the variables (i.e., knee pain, knee replacement, left/right knee 

pain) were binary, and thus separated by fewer bins per class, tempered the high degree of 

predictive accuracy. As reflected in the population-based model, the binary nature of composite 

knee pain variable (99-100%) outperformed the individual right/left knee pain variables (78-

81%) did not help improve prediction compared to the composite knee pain variable (99-100%) 

with the LBR model. The remaining variables (i.e., quality of life) were nominal and thus 

suffered in predictive performance, compared to the other two variables. Still, these evaluations 

provide convincing evidence of the instance-specific model’s superior predictive ability over the 

DBN’s global learning model, particularly in the scope of structured clinical data. 

Experiment 6: Imaging assessment feature model 

The next series of evaluations were conducted for both the population-based and instance-

specific models using only image assessment-based features. Studies have found that evaluating 

outcomes measures for OA is often based on the average improvement in the OA population, but 

require more sensitive evaluations on individual patients to detect changes in the patient’s 
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condition [369]. The first model consisted of imaging variables targeted in the final 48-month 

follow-up period, and was evaluated with varying configurations of evidence to determine the 

smallest subset of feature data needed to achieve optimal predictive performance. A naïve Bayes 

model with a Markov Blanket of features was applied to the longitudinal OAI dataset, assuming 

no dependencies between features; the clinical modeling methods currently used to assess OA 

have not reached the same level of validity as the assessment of inflammatory arthritis, so the 

relationships between the associated imaging features are still not well known [370]. As such a 

straightforward network topology was used, encoding no relationships between imaging 

variables other than directly casual relationships from the previous point in time; only one target 

variable was measured over time. The general framework for the image-based feature OAI 

models is shown in Figure 4.4. For sake of simplicity, only the portion of the model for a single 

feature is displayed.  

 

Figure 4.4 General framework for the imaging assessment OAI model. 

The imaging features were chosen based on data completeness and the availability of subsequent 

follow-up data for that particular feature. Imaging techniques otherwise used for patient 

assessment are typically collected by means of a continuous variable (e.g., visual analog scale 
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[VAS]) and require standardized methods for taking and scoring images [369].  Also, expert 

opinion of disease progression has been well established for determining clinically significant 

changes in continuous measures of structural parameters, such as change in joint space width 

[371].  As such, the imaging features that were evaluated encompassed MRI readings of mean 

cartilage thickness for the medial tibia, central lateral femur, and lateral tibia.  

The target variable for this series of evaluations measured change between follow-up periods in 

central medial tibia compartment joint space narrowing (JSN) measure. Rather than predict the 

continuous measurements for the patient, each data point represented the type of value change 

(i.e., increase, decrease, no change) since the last measurement. Change in the image assessment 

variable was re-encoded by applying a simple arithmetic algorithm to determine a negative, 

positive or no change in the value of the previous and current measure of the same variable.  This 

variable re-encoding was done to isolate differences between the population-based and instance-

specific models in handling categorical values compared to numeric values.  

The results of the population-based and instance-specific model are shown in Tables 4.13 and 

4.14, respectively.  

Prior evidence (*mt = medial tibia) Target variable TP rate FP rate Precision Recall AUC 

mt*, mt12, mt24, mt48 mt48_change 0.580 0.420 0.580 0.590 0.610 

mt24_change, mt48_change mt48_change 0.680 0.320 0.680 0.680 0.761 

mt12_change, mt24_change, mt48_change mt48_change 0.694 0.307 0.694 0.694 0.768 

mt12_change, mt24_change mt48_change 0.604 0.398 0.604 0.604 0.643 

Table 4.13 Evaluation of the change features by the population-based image assessment OAI model. 
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Prior evidence (*mt=medial tibia) Target variable TP rate FP rate Precision Recall AUC 

mt*, mt12, mt24, mt48 mt48_change 0.601 0.400 0.601 0.601 0.634 

mt24_change, mt48_change mt48_change 0.828 0.171 0.829 0.828 0.872 

mt12_change, mt24_change, mt48_change mt48_change 0.865 0.135 0.865 0.865 0.911 

mt12_change, mt24_change mt48_change 0.736 0.263 0.737 0.736 0.789 

Table 4.14 Evaluation of the change features by the instance-specific assessment OAI model. 

The instance-specific model performed better than its population-based counterpart, although 

both models had moderate performances with AUC as low as 60%. For each prediction, more 

prior evidence was used, which helped the instance-specific model improve its AUC by 10-12%.  

However, when predicting the change variable using strictly the numeric data, the overall 

predictive power for both models decreased. The data loss resulting from re-encoding change for 

a single variable over time limited the model performances to this result. The boundaries that 

define the categorical variable of “change” in image assessment were also oversimplified to three 

states of increase, decrease, or no change in the raw data value. This codification scheme failed 

to capture the range and contextual meaning of change between raw data values; there is a 

significant clinical difference in an increase versus decrease in the imaging measurement. Small 

changes in imaging assessment features are less significant compared to large positive or 

negative imaging measurements. To control for this context, the next few experiments used only 

the raw numeric imaging data.   

Each target variable along with its corresponding evidence formed its own individual imaging-

assessment feature model; the full set of imaging features were not combined into a single model 

as in the clinical feature OAI model (Figure 4.4). The aim of separating the imaging feature 

models was to investigate how model complexity and the number of relationships would affect 

predictive performance.  Compared to the change models, both the population-based and 
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instance-specific models predicted the raw values better than their change-based analogs (Table 

4.15 and 4.16).   

Prior evidence 

(*mt = medial 

tibia, **clf 

=central lateral 

femur, 

***lt=lateral 

tibia) 

 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

mt*, mt12, mt24, 

mt48 
mt48 0.950 0.00 0.950 0.95 1.00 

Everything but mt mt48 0.999 0.00 0.998 0.999 1.00 

clf**, clf12 clf24, 

clf48 
clf48 0.942 0.002 0.939 0.942 0.999 

Everything but clf clf48 0.999 0.00 0.999 0.999 1.00 

lt***, lt12 lt24, lt48 lt48 0.944 0.002 0.946 0.944 0.999 

Everything but lt lt48 0.998 0.00 0.998 0.998 1.00 

Table 4.15 Evaluation of the raw imaging assessment variables by population-based OAI model. 

Prior evidence 

(*mt=medial 

tibia, 

**clf=central 

lateral femur, 

***lt=lateral 

tibia) 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

mt*, mt12, mt24, 

mt48 
mt48 0.950 0.00 0.95 0.95 1.00 

Everything but mt  mt48 1.00 0.00 1.00 1.00 1.00 

clf**, clf12 clf24, 

clf48 
clf48 0.943 0.002 0.941 0.943 0.99 

Everything but clf clf48 1.000 0.00 0.999 1.00 1.00 

lt***, lt12 lt24, lt48 lt48 0.946 0.002 0.947 0.946 0.999 

Everything but lt lt48 1.00 0.00 0.999 1.00 1.00 

Table 4.16 Evaluation of the raw imaging assessment variables by the instance-specific OAI model. 

Because no re-encoding was done for the target variable or training data, the full amount of 

contextual information contained within each numeric value produced a more accurate 

representation of the patient’s condition. There was little difference in predictive performance 

between the population-based and instance-specific models, both predicting with at least 99% 
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AUC. The naïve assumptions made between the relationships of the features in these models 

give credence to the performance of Markov models and learning discrete parameter values 

across time [372]. At the semantic level, the relationship between concepts may not be 

immediately obvious: the relationship between joint space width in various components of the 

knee, as well as their degree of influence on patient outcome have yet to be clearly defined. In 

general, work has yet to finalize the already few and known relationships between imaging 

assessment variables. 

Since the initial work was done, the imaging assessment OAI dataset was updated with 48-month 

follow up data, so only the corresponding image assessment models were re-evaluated.  To 

replicate the more complete study designed for the UCLA models, two population-based (naïve 

Bayes, DBN) and two instance-specific models (unmodified LBR, modified LBR) were trained 

and tested.  All four models were five-fold cross-validated on the full image assessment OAI 

data. The added data provided a point of comparison to the initial image assessment models, and 

tested how the additional time stage of data impacts model performance.  Furthermore, 

evaluating all four models permitted the performance comparison of the instance- and 

population-based model sub-types trained on a complete data set across six time stages. The 

features that were added to the modified LBR model also pinpointed how the model selection 

process and weighted features influence prediction of longitudinal data. 

The results for evaluating each of the model types are shown in Tables 4.17-4.20.  The static NB 

model was based on the same NB structure (Figure 4.4), but was unequipped to handle 

longitudinal data for predicting a “future” state.  Instead, the model was supplied a subset of data 
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from the time stages preceding the stage of features to be predicted. For a comprehensive 

evaluation, three separate training sets were constructed to predict features in the 48-, 36- and 

24-month time stages; 48-, 36-, 24-month features, 36-, 24-month features, and 24-month 

features were used to predict features in the 48-month, 36-month and 24-month periods, 

respectively. The variables collected for this study were the joint space width measurement in the 

medial part of the knee joint at varying thickness of x-ray. For each set of target variables (48-

month targets, 36-month targets, 24-month targets), all prior evidence was used for the predictive 

tasks.  

Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

150mm_Medial_jsw48-

month 
0.681 0.045 0.732 0.042 0.750 

175mm_Medial_jsw48-

month 
0.681 0.045 0.732 0.042 0.751 

200mm_Medial_jsw48-

month 
0.639 0.051 0.695 0.046 0.720 

250mm_Medial_jsw48-

month 
0.636 0.051 0.694 0.047 0.715 

150mm_Medial_jsw36-

month 
0.711 0.045 0.758 0.042 0.770 

175mm_Medial_jsw36-

month 
0.707 0.045 0.756 0.043 0.768 

200mm_Medial_jsw36-

month 
0.666 0.047 0.720 0.049 0.734 

250mm_Medial_jsw36-

month 
0.649 0.050 0.706 0.051 0.720 

150mm_Medial_jsw24-

month 
0.704 0.046 0.754 0.047 0.763 

175mm_Medial_jsw24-

month 
0.724 0.036 0.771 0.044 0.777 

200mm_Medial_jsw24-

month 
0.670 0.043 0.724 0.053 0.731 

250mm_Medial_jsw24-

month 
0.622 0.057 0.685 0.06 0.695 

Table 4.17 Evaluation of medial joint space width by the static naïve Bayes OAI model. 
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Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

150mm_Medial_jsw48-

month 
0.685 0.044 0.736 0.042 0.752 

175mm_Medial_jsw48-

month 
0.688 0.044 0.738 0.041 0.755 

200mm_Medial_jsw48-

month 
0.644 0.050 0.700 0.045 0.723 

250mm_Medial_jsw48-

month 
0.641 0.051 0.698 0.046 0.718 

150mm_Medial_jsw36-

month 
0.712 0.045 0.759 0.041 0.772 

175mm_Medial_jsw36-

month 
0.712 0.044 0.759 0.042 0.771 

200mm_Medial_jsw36-

month 
0.672 0.047 0.724 0.048 0.739 

250mm_Medial_jsw36-

month 
0.650 0.048 0.707 0.050 0.722 

150mm_Medial_jsw24-

month 
0.701 0.045 0.751 0.047 0.761 

175mm_Medial_jsw24-

month 
0.721 0.036 0.768 0.045 0.776 

200mm_Medial_jsw24-

month 
0.669 0.043 0.723 0.052 0.732 

250mm_Medial_jsw24-

month 
0.621 0.057 0.683 0.060 0.695 

Table 4.18 Evaluation of the medial joint space width by the dynamic Bayesian OAI model. 

This aggressive training strategy supplied each model with all available information to learn the 

model and examined the models under a complete dataset, without the dynamics of changing 

values. What has yet to be answered with these evaluations is whether more complete data 

supplant the temporal characteristics of a longitudinal model. The results produced by the 

population-based models (static naïve Bayes, DBN) do not express performance differences 

between them, nor strong performance overall. Both perform between only the 70-80% AUC 

range. However, the low false positive rate (FPR) associated with their predictive performances 

0.03-0.05% was noted. The low FPR indicates that the models were able to distinguish 

accurately between cases that truly fit the characterization of that particular instance, without 

misclassifying cases not belonging to that instance’s class.  
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Prior evidence Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

Everything but 48-mo 

variables 

150mm_Medial_jsw48-

month 
0.606 0.079 0.606 0.606 0.870 

Everything but 48-mo 

variables 

175mm_Medial_jsw48-

month 
0.607 0.078 0.610 0.607 0.874 

Everything but 48-mo 

variables 

200mm_Medial_jsw48-

month 
0.583 0.081 0.585 0.583 0.868 

Everything but 48-mo 

variables 

250mm_Medial_jsw48-

month 
0.591 0.081 0.591 0.591 0.864 

Everything up until 36-mo 

variables 

150mm_Medial_jsw36-

month 
0.596 0.081 0.595 0.596 0.859 

Everything up until 36-mo 

variables 

175mm_Medial_jsw36-

month 
0.592 0.083 0.593 0.592 0.86 

Everything up until 36-mo 

variables 

200mm_Medial_jsw36-

month 
0.572 0.086 0.572 0.571 0.865 

Everything up until 36-mo 

variables 

250mm_Medial_jsw36-

month 
0.591 0.083 0.59 0.591 0.855 

Everything up until 24-mo 

variables 

150mm_Medial_jsw24-

month 
0.583 0.089 0.572 0.583 0.853 

Everything up until 24 
175mm_Medial_jsw24-

month 
0.595 0.083 0.584 0.595 0.865 

Everything up until 24 
200mm_Medial_jsw24-

month 
0.571 0.087 0.562 0.571 0.852 

Everything up until 24 
250mm_Medial_jsw24-

month 
0.554 0.094 0.541 0.554 0.841 

Table 4.19 Evaluation of medial joint space width by the unmodified LBR OAI model. 

In short, within a group of patients that fit a particular class, less than one percent of those cases 

were misidentified. As such, population-based models were adequate at predicting and 

classifying a single class. But the lower true positive rate (60-70%) implies that the models 

unsuccessfully identified the entire set of cases defining a majority class. In particular, the 

models predicted with poorest accuracy the cartilage measurements for patients at the 36-month 

period with MRI parameters of 200mm thickness (67-69% TPR). However, for the few cases 

that the models could identify, the models were very likely to match a patient to the correct class. 

The population-based models could not accurately predict cartilage measurement variables, 

which are naturally more heterogeneous in their distribution and have a large range of possible 

classes to be predicted.   
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Prior evidence Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

Everything but 48-mo 

variables 

150mm_Medial_jsw48-

month 
NC NC NC NC NC 

Everything but 48-mo 

variables 

175mm_Medial_jsw48-

month 
NC NC NC NC NC 

Everything but 48-mo 

variables 

200mm_Medial_jsw48-

month 
NC NC NC NC NC 

Everything but 48-mo 

variables 

250mm_Medial_jsw48-

month 
NC NC NC NC NC 

Everything up until 36-mo 

variables 

150mm_Medial_jsw36-

month 
0.749 0.055 0.741 0.749 0.954 

Everything up until 36-mo 

variables 

175mm_Medial_jsw36-

month 
0.759 0.050 0.761 0.759 0.963 

Everything up until 36-mo 

variables 

200mm_Medial_jsw36-

month 
0.699 0.063 0.704 0.699 0.943 

Everything up until 36-mo 

variables 

250mm_Medial_jsw36-

month 
0.736 0.056 0.743 0.736 0.943 

Everything up until 24-mo 

variables 

150mm_Medial_jsw24-

month 
0.750 0.048 0.758 0.75 0.957 

Everything up until 24 
175mm_Medial_jsw24-

month 
0.769 0.045 0.777 0.769 0.962 

Everything up until 24 
200mm_Medial_jsw24-

month 
0.718 0.053 0.727 0.718 0.951 

Everything up until 24 
250mm_Medial_jsw24-

month 
0.684 0.061 0.695 0.684 0.937 

Table 4.20 Evaluation of the medial joint space width by the modified LBR OAI model. 

A more subtle explanation is associated with the data itself: dependent on the type of disease, the 

heterogeneity and variability between cases representing the same class may challenge the 

learning process for a predictive model, without a well-rounded exemplary case. As expected, 

the slight dip in predictive performance from the 24- and 36-month target variables was 

attributed to the smaller amount of data used to train the respective models. Thus, the quality of 

the trained model is dependent on the amount of retrospective data available until the specified 

time point to be predicted. However, the finding is not significant enough to prove a direct 

correlation between the quantity of data needed to train a model and model accuracy. The 

performance issue may not be a function of the amount of data available for training, as much as 

the data’s completeness.  Model training can be adequately performed with a proper distribution 
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of classes and a base number of instances to define each class. The quality of training will 

depend on the number of parameters and features used in the model; more features and 

parameters will require more data to calculate conditional probabilities and thus for prediction to 

occur. 

The unmodified LBR exhibited about a 55-60% predictive power, compared to the 69-75% 

performance rate of the modified LBR algorithm. The improvement demonstrated by the 

modified model supports the utility of applying model selection to its predictive tasks. By only 

considering models of size 



n 1 (



n= number of features in the dataset), the algorithm is 

excluding the larger model space containing all models 



M  with 



n  number of total features, and 



m  possible features. This set of models contains one or multiple models that may be more 

effective predictors.  With a larger set of potentially optimal models there is a better likelihood of 

achieving a higher predictive rate. Both LBR models exhibit a high AUC, with 85-90% and 90-

95% for the original and modified LBR, respectively. This finding is generally consistent with 

the higher recall and precision rates: 55-60% for the unmodified LBR model and 75-80% for the 

modified LBR model. Again, the difference in AUC between the original and modified models 

supports the advantage of accommodating for varying sized models and incorporating prior 

clinical evidence. Considering the n choose k (with replacement) number of model sizes and 

constraining the specific features with expert-based knowledge both helped improve 

performance. The constrained features were defined by domain expertise and the literature as 

strong predictors for outcome and states pertinent to our model of disease. The parallelization 

that was programmed into the algorithm allowed the utilization of the full set of OAI data; in 

contrast the unmodified LBR in the preliminary work was trained on only a subset of data. With 
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the full dataset for training and evaluation we can analyze the model performance with better 

validity and confidence.  

However, along with the strengths purported by the LBR algorithm came computational costs. 

Under the unmodified LBR model, the 48-month follow up variables were not predicted in 

reasonable time (i.e., 8-10 hours) running under 64-bit Eclipse IDE platform running 64-bit Java 

configured with a maximum memory heap size of 8 GB. The Java environment was run on a 

Dell desktop computer with 24 GB RAM and a quad-core Intel Xeon processor. These technical 

specifications were presumed to be a better than adequate platform for performing this scale of 

computation: the number of cases added with each prior time stage and the exponential number 

of model evaluations performed detracted from the algorithm’s efficiency.  Improving cost of 

computational efficiency with the modified LBR model was done at the cost of predictive 

performance. Otherwise, even with poor performance, using such technology would be 

impractical for any physician in clinical practice attempting to use the model for real time patient 

prognosis.  The tradeoff between performance and efficiency in this automated approach still are 

worth considering, particularly when medical decisions are ultimately dependent on the 

physician’s own experience and training.  

The broader comparison of the population-based and instance-specific image assessment OAI 

models strongly confirms prior research concerning the efficacy of instance-specific models in 

prediction. The overall higher precision and recall for the instance-specific model predictions 

demonstrates their capability to better differentiate between classes. The corresponding increase 

in the instance-specific models’ false positive rates demonstrate a less conservative classification 
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scheme in order to capture all cases for a specific classification, while compromising accuracy of 

classification of each class.  Another unique finding is that the population-based models do not 

exhibit a clear improvement or decline in predictive performance through time. The expected 

result, based on previous experiments, is for prediction rates to improve for more recent time 

points that have more data for training. This trend is more evident in the instance-specific 

models. There is an improvement in performane between the 24-month and 36-month follow-up 

variable predictions and between 36-month and 48-month predictions: the unmodified LBR 

exhibits about a 1-2% increase in predictive performance between each temporal stage, while 

between the 24- and 36-month follow ups there is about a 5% increase in predictive performance 

performed by the modified LBR algorithm.  The addition of weighted information that was 

incorporated into the modified LBR model further improved the prediction performance over 

time as we expected, which shows it is more robust against lack of data needed to sufficiently 

train a model.  

4.2.3 REMBRANDT models 

The REMBRANDT GBM model was structured with the features and relationships defined in 

the UCLA GBM model.  A single slice of the entire 10-stage model is depicted (Figure 4.5). 

Many features measured in the REMBRANDT dataset were not contained in the UCLA model, 

rendering a full duplication of the UCLA model implausible. Relationships in the UCLA GBM 

model that could be mapped to analogous features in the REMBRANDT data were carried over, 

namely the relationships between Karnofsky score, surgery (treated as the analog to resection), 

MRI evaluation, chemotherapy and neurological exam (treated as the analog to symptoms) to 
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each other, and their impact on survival.  The links in each stage pointed forward from one 

feature to its analog at the next time stage.   

 

Figure 4.5 Diagram of one stage of the REMBRANDT GBM disease model. 

The REMBRANDT model also assumed causal relationships between the nodes. Unique to the 

REMBRANDT model are the 10 time-slices used to represent 10 separate time points contained 

in the REMBRANDT dataset. Each individual data point for each sample was treated as a new 

piece of data collected at a different point in time.   

Experiment 7: Population-based and instance-specific model evaluation of final stage features 

A 10-fold cross validation was performed on REMBRANDT’s full set of 230 samples, without 

re-sampling. While the parameters of the REMBRANDT model did not perfectly match those of 

the UCLA model, this experiment compares the performance of the instance-specific model to its 

global counterpart. The results of evaluating the final stage values of chemotherapy, Karnofsky 

score, neurological exam, MRI evaluation, and surgical procedure variables by the population-

based (DBN) and unmodified LBR model are shown in Tables 4.21 and 4.22.  
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Prior evidence 
Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

All features Karnofsky9 0.977 0.006 0.982 0.977 0.995 

All features but Karnofsky Karnofsky9 0.691 0.281 0.694 0.691 0.822 

Last follow-up and all other 

features 
Karnofsky9 0.530 0.525 0.282 0.530 0.480 

All features Neuro_exam9 0.968 0.00 0.996 1.00 0.995 

All features but neuro_exam Neuro_exam9 0.991 0.995 0.991 0.991 0.486 

Last follow-up and all other 

features 
Neuro_exam9 0.995 0.995 0.991 0.995 0.995 

All features MRI_eval9 0.963 0.00 0.996 0.963 1.00 

All features but MRI_eval MRI_eval9 0.991 0.995 0.991 0.991 0.486 

Last follow-up and all other 

features 
MRI_eval9 0.995 0.995 0.991 0.995 0.995 

All features Surgery_proc7 0.995 0.995 0.991 0.995 0.998 

All features but surgery_proc Surgery_proc7 0.991 0.995 0.991 0.991 0.459 

Last follow-up and all other 

features 
Surgery_proc7 0.991 0.995 0.991 0.991 0.076 

All features Chemo10 0.977 0.00 0.996 0.977 1.00 

All features but chemo Chemo10 0.995 0.995 0.991 0.995 0.498 

Last follow-up and all other 

features 
Chemo10 0.991 0.995 0.991 0.991 0.021 

Table 4.21 Evaluation of the final stage features by the population-based REMBRANDT model. 

 

Tables 4.21 and 4.22 demonstrate two things. First, predictive performance had a direct 

correlation to the completeness of data used to train the model. The exceptionally high TP and 

FP rates, precision and recall for both models are proof of this idea. Complete data provided a 

clearer definition of each instance for classification and therefore improved classification for 

each defined class to occur. This data characterization is sustained in both the instance-specific 

and population-based models. Secondly, class distribution was also a significant factor 

influencing predictive performance. 
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Prior evidence 
Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

All features Karnofsky9 0.995 0.120 0.995 0.995 0.991 

All features but Karnofsky Karnofsky9 0.696 0.263 0.700 0.696 0.804 

Last follow-up and all other 

features 
Karnofsky9 0.53 0.525 0.282 0.53 0.48 

All features Neuro_exam9 0.968 0.00 0.996 0.968 0.995 

All features but neuro_exam Neuro_exam9 0.995 0.00 0.996 0.995 1.00 

Last follow-up and all other 

features 
Neuro_exam9 0.995 0.995 0.991 0.995 0.995 

All features MRI_eval9 0.963 0.00 0.996 0.963 1.00 

All features but MRI_eval MRI_eval9 0.986 0.00 0.99 0.986 1.00 

Last follow-up and all other 

features 
MRI_eval9 0.995 0.995 0.991 0.995 0.995 

All features Surgery_proc7 0.995 0.995 0.991 0.995 0.998 

All features but surgery_proc Surgery_proc7 0.991 0.011 0.991 0.991 1.00 

Last follow-up and all other 

features 
Surgery_proc7 0.991 0.995 0.991 0.991 0.076 

All features Chemo10 0.977 0.00 0.996 0.977 1.00 

All features but chemo Chemo10 0.986 0.00 0.991 0.986 0.995 

Last follow-up and all other 

features 
Chemo10 0.991 0.995 0.991 0.991 0.021 

Table 4.22 Evaluation of the final stage features by the instance-specific REMBRANDT model.  

The patients in the REMBRANDT data collection are fairly homogeneous and again replicate 

the problem of predictable and unevenly distributed classes. Literature has already shown that 

classifiers are effective in predicting and identifying majority class members rather than minority 

class members. The classical approach to compensating for class imbalance is to oversample or 

under-sample the training data in order to achieve an even distribution amongst classes. 

Typically over-sampling is done to bootstrap minority classes [373], while under-sampling 
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involves removing majority class examples [155, 156]. In [148] researchers found the 

impossibility in optimizing performance on a biased distribution without considering the 

coinciding errors at different points in the distribution. Obtaining more data, cleaning, pre-

processing, transporting, storing, and annotating larger amounts of data all are necessary to 

transform raw data into a form suitable for learning or training a model that suffers from class 

imbalance [155]. Unfortunately, the added costs with data processing performed to obtain a more 

optimal dataset is impractical; often the temporary solution is to limit the training set size [374-

379], without constraining the performance of the classifier. Thus, the class distribution for the 

training set must be as close to the perfect representation of the true population as possible.  The 

problem with this approach is when a data set is learned from a high degree of class skew: 

learning from the natural occurring class distribution produces a classifier that will perform 

poorly on minority-class examples [155].   

With ample amounts of data, predicting the majority class will produce optimal results.  

However, these results show that the difference in predictive performance between the 

population-based and instance-specific models is negligible across varying configurations of 

prior evidence. A more interesting observation is the difference in predicting one variable given 

different configurations of evidence. Within the instance-specific model, utilizing all feature data 

across all prior time points (e.g., t1 through t9) to predict the target time point (e.g., 

chemotherapy10) degrades predictive performance, while restricting prior evidence to that 

feature’s data only from the last prior time point (e.g., chemotherapy9) and all other features from 

all prior time points (e.g., t1 through t9) improves predictive accuracy. In predicting two features 

(surgical procedure, Karnofsky score) with the instance-specific models, utilizing all features 
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across all time points produced the best predictive results; for the other three features (MRI 

evaluation, chemo, neurological exam) utilizing only the last time point data for the specific 

feature and the rest of the data from previous time points produced the best results. This premise 

was consistent with the population-based model, except with predicting chemotherapy, which 

was optimally predicted with all features.  

Generally the instance-specific model outperformed the population-based model, with 99% AUC 

compared to the 98-99% AUC exhibited by the population-based model. Both models exhibited 

degradation in performance when using only the last time point data, which is the smallest subset 

of data used to train the models.  Also, both models predicted Karnofsky score at 20-50% AUC. 

With more data, predicting Karnofsky score improved and poorer predictive accuracy was 

correlated to using less prior Karnofsky score data: the instance-specific model predicted 50% 

AUC with only the last Karnofsky score time point, 80% AUC utilizing longitudinal data from 

all features other than Karnofsky, and 90% utilizing all longitudinal data. This finding was 

consistent with the effect seen in the UCLA GBM data: the models’ treatment of nominal data 

resulted in information loss for accurate model training. Essentially the instance-specific model’s 

treatment of continuous data was a disadvantage, as it could not handle numeric data and 

translation to categorical values was proven to be inadequate for both the UCLA and 

REMBRADNT data. To avoid the problems innate to binning, the REMBRANDT models were 

trained on the raw data without re-encoding or discretization, but the unmodified LBR could not 

handle numeric values.  Prediction for the other target variables resulted in approximately equal 

prediction rates, attributed to the fact that the nominal variables were less susceptible to noise; 

they were discrete in nature [380].  The added advantage of the categorical variables was the 
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sufficient number of categories per variable used to describe multivariate clinical data [381]. 

The overall high AUC also proved overfitting to be an issue with the REMBRANDT data. The 

number of features in the REMBRANDT models exceeded the number of training observations 

and the model is learned from a comparatively small dataset. Essentially the model fit well on 

the retrospective data it learned on, but could not be fit to new, unseen examples. The model fit 

random variations (i.e., noise) within the original dataset that did not hold in future cases [159, 

167].  Ideally, as the model is learned, the loss function evaluated on the training data is reduced 

with the model’s improved fit to the training data.  However, when the loss function is computed 

on a test set, the value constantly fluctuates; increases in the loss function is consistent with the 

model fitting the variations to the dataset only [382]. The algorithm then “memorizes” the noise 

and variations in the training data rather than finding a general predictive rule [383].  To resolve 

this, some researchers have applied over-sampling methods to bootstrap new data between 

existing minority classes; this particular technique extends the minority class boundaries to 

overlap the majority classes [144]. Regularization methods are also a common approach to 

building probabilistic models to avoid overfitting, by adding a penalty to the loss function. 

Tempered EM [122] or early stopping is another technique that has been developed to reduce 

overfitting, by using training and validation sets to observe the overfitting.  

Experiment 8:  Population-based and instance-specific model evaluation of survival (unimputed) 

The most unique feature of the REMBRANDT model is its inclusion of survival data. Originally 

encoded as time to survival in months, for our experiments the survival feature was discretized as 
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a categorical feature (i.e., month range.) The discretization first involved converting the unit of 

measure from positive real numbers to whole numbers. Real number values were rounded up by 

the tenths place. The next step sorted each case into the appropriate bins defined as increments of 

ten between the minimum and maximum number of months (i.e., 0 and 90). Effectively, this 

produced 10 bins for as granular a distribution as possible, without being biased by frequency of 

value occurrence. The survival variable allowed us to obtain a better sense of the potential for the 

models’ prognostic capability. Again, the last time point for each variable was predicted, given 

varying configurations of prior evidence. 

As such, survival was used as a target variable, but was predicted with poorer accuracy when 

using unimputed data (Table 4.23 and Table 4.24).  The results of predicting survival were 

caused by information loss from discretizing and binning. In spite of the data sparseness and 

small training sample, the instance-specific model (Table 4.23) outperformed the population-

based model. 

Prior evidence Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

Last follow-up for all 

features 

 

Survival 0.161 0.160 0.026 0.045 0.208 

All features 
Survival (manual 

discretization) 
0.364 0.176 0.304 0.364 0.636 

Last follow-up for all 

features 

 

Survival (manual 

discretization) 
0.286 0.205 0.158 0.286 0.553 

Neuro_exam, MRI_eval, 

chemo 

Survival (manual 

discretization) 
0.359 0.200 0.265 0.359 0.627 

Table 4.23 Evaluation results for survival by the population-based REMBRANDT model (unimputed). 

Predicting the last follow up point for the raw survival feature using Weka’s built-in 

discretization scheme resulted in 20% AUC for both the population-based and instance-specific 
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models. 

Prior evidence Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

Last follow-up for all 

features 

 

Survival 0.161 0.160 0.026 0.045 0.208 

All features 
Survival (manual 

discretization) 
0.576 0.333 0.537 0.576 0.567 

Last follow-up for all 

features 

 

Survival (manual 

discretization) 
0.304 0.190 0.133 0.304 0.557 

Neuro_exam, MRI_eval, 

chemo 

Survival (manual 

discretization) 
0.359 0.198 0.270 0.359 0.618 

Table 4.24 Evaluation results for survival by the instance-specific REMBRANDT model (unimputed). 

The results from evaluating the UCLA model helped conclude that optimal prediction was 

achieved using the most recent set of data, however the 20% AUC from predicting survival using 

REMBRANDT’s data failed to validate this conclusion.  Based on REMBRANDT’s data 

characteristics, the effects of data scarcity, small sample sizes, and discretization/binning were 

hypothesized as causing the poor performance of the population-based and instance-specific 

models. To prove the effects of binning on predictive performance, survival was re-encoded by 

frequency, rather than chunking survival by value ranges.  This re-encoding ensured a more 

accurate and complete class distribution. Reducing the number of bins to 



b  4 improved the 

population-based classification to 61% given all feature data and data from the immediately prior 

time point and to 63% given the rest of the feature data. A future to re-testing this model would 

assess the binary case of survival past an arbitrary number of acceptable months of survival 



N . 

With the reduced number of bins, predicting survival based on only neurological exam, MRI 

evaluation and chemotherapy type had no effect on the predictive performance.  

Experiment 9: Population-based and instance-specific model evaluation of survival (imputed)  
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The other factor influencing the poor predictive outcome for survival was the training samples’ 

sparseness.  Approximately 80% of the REMBRANDT data was missing, so re-sampling was 

performed. To normalize results across the datasets, last value carried forward (LOCF) was 

applied (Table 4.25 and Table 4.26).  

Prior evidence Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

All features 
Survival (manual 

discretization) 
0.606 0.388 0.527 0.606 0.589 

Last follow-up for all 

features 

 

Survival (manual 

discretization) 
0.576 0.576 0.331 0.576 0.412 

Neuro_exam, MRI_eval, 

chemo 

Survival (manual 

discretization) 
0.606 0.388 0.527 0.606 0.575 

Table 4.25 Evaluation results for survival by the population-based REMBRANDT model (imputed). 

Prior evidence Target variable 
TP 

rate 

FP 

rate 
Precision Recall AUC 

All features 
Survival (manual 

discretization) 
0.582 0.472 0.523 0.582 0.592 

Last follow-up for all 

features 

 

Survival (manual 

discretization) 
0.621 0.613 0.401 0.621 0.487 

Neuro_exam, MRI_eval, 

chemo 

Survival (manual 

discretization) 
0.588 0.478 0.521 0.588 0.583 

Table 4.26 Evaluation results for predicting survival in the instance-specific REMBRANDT model (imputed). 

Evaluating the imputed dataset with the instance-specific model (Table 4.26) showed minor 

improvement in AUC by 2% using all features to predict survival, but dropped 3-6% between 

varying configurations of prior evidence. Similarly, the population-based model with imputation 

experienced a drop in AUC from between 3-10% (Table 4.25). This demonstrates the 

significance of sample size in predictive performance, even with smaller models, fewer 

parameters, and re-sampled data. True positive rate, precision, recall, and the number of 

classified instances improved significantly with the imputed data trained on both models; 
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however, saw a large increase in FPR from 20-30% to 40-60% was also seen. This may reflect 

the fact the naïvete of the sampling method used for this data; a wider range of cases should have 

been imputed, instead we were left with a heavily skewed distribution.   

4.3 SUMMARY 

A patient-specific model generated from selecting an optimal model over a set of suitable models 

captures the instance-specific characteristics needed to accurately predict states of individual 

cases, while still maintaining population-based data. Such instance-based methods are also more 

computationally efficient, so aptly demonstrated by the Lazy Bayes Rule (LBR) algorithm [363].  

The results presented in this chapter show that the population-based models—naïve Bayes and 

DBN—exhibit poor performance relative to their instance-specific counterparts. However, the 

LBR algorithm demonstrated a major weakness consistent with every instance-specific model 

evaluation: it carried a high storage and computational overhead. The LBR model was evaluated 

within reasonable time only when the training set was reduced. And while a smaller training 

sample size improved predictive performance, the validity of the model’s evaluation was 

questionable because the model was overtrained. The unmodified Weka-based LBR model also 

only directly handled discrete variables and is more computationally intensive than comparable 

eager algorithms [277]. In general, the unmodified LBR model lacked a principled way of 

choosing the decision boundary for defining an “optimal” model: it selected an arbitrary error to 

assess whether a model was worthy. The literature has cited that such a threshold can only be 

programmatically determined through cross-validation or some other computationally expensive 

technique [384]. In addition, the reliability of the superior performance of the instance-specific 
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model was dependent on how the temporal stages and number of transitions between stages were 

chosen. The amount of data that populated each stage, as well as the amount of data that was 

withheld from prediction tasks, both affected performance. Withholding more data from prior 

time stages made predicting future events more difficult, but was not necessarily a reflection of 

the model so much as the data. Patient-specific models were more sensitive to sparse or missing 

data—which is rampant in the clinical domain—thus appropriate interpolation and imputation 

methods were necessary to supplement the data. In spite of improved prediction rates attributed 

to re-sampling, a homogeneous training set resulting from the bootstrapped samples was not a 

realistic or accurate representation of a patient population. Patients differ in a number of medical, 

physical, and socio-economic characteristics; groups of patients that share similar characteristics 

may be considered groups of patients with similar needs, but are still heterogeneous [385]. So 

when a real world case is input to a model trained with homogeneous cases, any resulting 

prediction will be extremely poor. Finally, no established ground truth for the optimal number of 

stages and transitions between stages was applied in the construction of the temporal models; 

more time stages would require more data to populate and train, whereas too few would only 

represent a small portion of the patient’s history.  

Model selection has been a technique developed to use the training data set 



D to: (1) select the 

optimal model 



M , based on a logarithmic scoring rule [219]; (2) to predict a target node 



T ; and 

(3) to predict the target of interest based on the patient feature vector parameters. The most 

significant weakness of the original Weka-based LBR implementation was that the optimal 

model was determined by a pre-defined threshold error value, in lieu of applying a scoring 

rule; the threshold is arbitrary. It is clear how multiple models can be utilized together to 
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describe the same set of data, but the challenge was selecting the most suitable one out of the 

entire set. This justifies why Bayesian model selection and averaging are not yet standard 

techniques for predictive and classification tasks: the number of terms to be evaluated in the 

summation used to calculate the model averaged value can be extremely large, rendering 

exhaustive search intractable; and, the grounds by which to specify one model as being more 

superior than another competing model is still not well-defined [209].    

The results in this chapter also indicate the instance-specific model’s sensitivity to the data and 

its own topology. Characterizing the uncertainty innate to the model parameters involved in each 

model assumption is necessary, so any subtle difference in parameters between averaged models 

can drastically change the predicted outcome. The main factors that contribute to this uncertainty 

are three-fold: (1) the models make inferences from observed data; (2) the evidence/data used to 

train the model is inherently imperfect; and (3) the clinical events or disease states are 

represented in terms of transition models and other clinical events are used for comparison in the 

model [137].  Parameter uncertainty generally arises from a lack of data used to train the 

parameters or from imprecise estimation of the parameters. If there is no data, the parameter 

probability distributions can be defined by an expert or can be collected from published studies 

and existing databases, allowing for more standard probabilistic methods to be used. If there is 

data, uncertainty can be represented by averaging probabilistic outputs from the global model 

and suitable alternative models, based on the fit of each to the data [7].  

The added challenge with using a limited training set for the instance-specific model was 

determining the best distribution to use for training. Some work has examined the relationship 
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between the distribution of a set of training data and a fixed training set size [375], as well as the 

effects of small sample sets on the design and performance of pattern recognition systems [86-

88, 108, 227, 384]. According to [89], the minimum sample size needed to train a model depends 

on the method used to find the classifier’s coefficients, the number of features, the asymptotic 

probability of misclassification, and the desired learning accuracy.  Clinical trials are another 

source of investigating the extent of sample size effects due to insufficient number of subsets 

[180].  Research suggests incorporating sample size considerations as part of proper 

methodology for randomized control trials by planning the appropriate size trial in order for an 

important clinical therapy effect to be detected, if it exists [147, 373]. Even when the sample size 

question is addressed, another still remains: how do the classifiers account for changes made to 

the training set’s class distribution to maintain accurate representation of the data? Without 

adjusting for a modified distribution, the classifier is biased, which can reduce the classification 

accuracy. Already, classification rules have conventionally performed worse on predicting the 

minority class than on the majority class [155]. Class priors in the natural training distribution 

strongly favor the majority class because the test set tends to contain fewer minority class 

examples than majority class examples.  Test examples belonging to the minority class are 

consequently misclassified more often than majority class test examples.  

Future work to address these issues can focus on exploring other standardized sampling 

techniques to improve the underlying probability distribution. Simple random sampling (SRS), 

for example, is a form of sampling that is commonly applied in statistics. The technique 

randomly selects a sample subset (



S) from the original data set (



T ) so that each example in 



T  

has an equal likelihood of selection into 



S  [386]. Secondly, incorporating weighting mechanisms 
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into models selected for averaging can be explored to assess the model averaging principle. Of 

course, this implies the need to formalize the definition for an optimal model to be used, apart 

from using an arbitrary minimal number of classification errors; traditional model averaging 

techniques apply a quantitative score to optimal models based on some reasoned calculation. The 

reproducibility of the modified LBR must also be generalized to other domains outside of those 

used in this work; the results of these experiments lend strength to the potential of utilizing this 

across multiple domains. The potential instance-specific models have for accurate prediction 

when utilizing prior knowledge is demonstrated through the modified LBR, which generally 

performs comparably, if not better, than the unmodified LBR model.  A more robust approach to 

implementing the instance-specific model can incorporate a more comprehensive knowledge 

base that includes not only expert-defined features, but features found by an unsupervised 

learning algorithm.  Lastly, the evaluation metrics for these models must be re-assessed in the 

context of the particular dataset. Receiver operating characteristic (ROC) analysis can be overly 

optimistic of predictive performance by a classifier when class distribution is non-uniform or 

imbalanced. Instead, cost curves [160, 161] and precision-recall (PR) curves [122, 144, 226, 382] 

have been suggested as an alternative to address this issue. Using PR curves can elucidate 

differences between classifiers that are not apparent in the ROC space. The performances of 

classifiers differ in terms of their area under the curve (AUC) because the number of negative 

examples overwhelms the number of positive examples. As a result, a larger number of false 

positives can lead to a small change in the false positive rate used in ROC analysis. The PR 

curve compares false positives to true positives rather than true negatives, which retains the 

effect of the large number of negative examples on the classifier performance [228].   
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CHAPTER 5. TEMPORAL MODELING 

5.1 AIM 

Explore timelines for temporal normalization across patient cases while maintaining real-

world clinical representation 

Predictive models have demonstrated strong performance accuracy in the statistics and machine 

learning communities to be extended to large-scale data sets in biomedical research. Still, clinical 

models are limited to fitting structured and non-longitudinal data well; more work needs to be 

done towards capturing dynamic changes through the length of the electronic medical record 

(EMR). Ramifications of constructing models based on data abstracted from the medical record 

include handling characteristics unique to the EMR not previously considered.  Characteristics 

unique to the medical record itself (i.e., unstructured reporting style, variation in interpreting 

quantitative and qualitative data) interfere with abstracting relevant information that best 

represent the population being described, without effects engendered by bias or model 

overtraining.  Second, temporal models must account for variations in periodicity between time 

points and normalize each training case to the same temporal framework.  Even within the same 

disease population, each patient will have his/her own unique set of data points measured at 

different points in time, frequency, and across a different range of time. Utilizing all time points 

across each individual's record requires adding more features to accommodate for the temporal 

features inherent to any given patient data.  A better alternative to building a high dimensionality 

network is to normalize each patient’s data to a single timeline, rather than add missing values 
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for time points that were not taken for one patient, but measured in another. On the other hand, 

the data exclusion resulting from normalization is likely mis-representing the true nature of the 

patient's clinical condition and is excluding relevant data from the model. In general, the 

clinically decisive events and patient’s health changes occurring over time yield a more complete 

patient history and support the physician’s certainty of his patient’s status, disease presentation 

and accompanying treatment decisions. Especially with more aggressive diseases, such as 

glioblastoma multiforme (GBM), disease progression, individual patient response to treatment, 

and other characteristics can impact the course of a patient's health, so capturing these events is 

vital to patient outcomes. To facilitate identification of temporal trends in patient treatment and 

disease progression through patient-specific models, this chapter characterizes change in terms of 

various temporal frameworks. 

Technical objective.  To explore multiple temporal frameworks—based on event-based and 

various, pre-determined temporal stages (e.g., 3-, 6-, 9-, 12-month stages)—on medical reports 

used to establish standards of performance for temporal, predictive models. 

Approach.  The transformation of unstructured text to machine-understandable features involves 

not only general understanding of the variables to be extracted, but also a contextual 

understanding of the data related to each variable, across time. Clinical trials for cancer have a 

structured approach for collecting and understanding data, by utilizing pre-determined follow-up 

periods. But how time is mapped between the patient record and data in a predictive model is 

still unclear. Clinical trials data extraction and use in modeling has been explored in the 

biomedical domain [67, 68], but these explorations remain exclusive of the EMR. The UCLA 
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dataset is a strong candidate for investigating how the temporal mapping occurs between the raw 

data and the model because of the unprocessed nature of the free-text clinical records. 

Furthermore, the report data were not collected at regular time points in time and did not belong 

to a single time frame standardized across all GBM patients, thus allowing greater flexibility in 

defining time across all patients.  The approach of this work is to introduce temporal constraints 

on unstructured clinical data based on (1) pre-determined temporal stages; (2) incidences of 

recurrence; and (3) changes in treatment. Pre-determined temporal stages are frameworks already 

found in the neuro-oncology literature: glioblastoma and glioma clinical trials research [67, 68] 

suggest 6-, 12-month follow-up, and final overall assessment as the most prevalent regimens for 

treatment and examination, so were incorporated into one temporal framework. It follows that 

four temporal frameworks were used:  

 To utilize regular intervals separating stages, a pre-defined framework combined 3-, 6-, 9-, 

and 12-month follow-up periods; 

 A 6-, 12-month, and final overall assessment framework, based on clinical trials research; 

 A framework representing stages of a new incidence of tumor recurrence, in order to identify 

patterns change in a patient’s overall health status and symptomatic through time; and 

 Capturing change in treatment plans for the fourth and final temporal framework was event-

based. Measuring the patient’s corresponding treatment response across time motivated the 

capture of changes in chemotherapy type. 

Four experiments were conducted corresponding to the four different temporal frameworks 

imposed on the data. The UCLA dataset was reprocessed for each temporal framework to 

accommodate each new defined point in time.  Per patient, the already chronologically ordered 

reports were reorganized into temporal “bins” defined by the corresponding temporal stage 

defined by the respective framework. For example, with the pre-determined temporal 

frameworks, reports time stamped three months after the patient’s initial diagnosis were mapped 
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to the 3-month temporal stage, and thus similarly ordered in each subsequent stage. For the 

treatment change and recurrence-based frameworks, reports were reorganized by manual 

identification of explicit records of a treatment change and recurrence event.  The four newly 

reprocessed datasets were evaluated using a naïve Bayes network, a dynamic Bayesian network, 

the unmodified Lazy Bayes’ Rule (LBR) model, and the modified LBR model, (see Chapter 4). 

A summary of all the experimental evaluations is presented in Table 5.1. 

Experiment 
Temporal Framework Model Associated Analysis 

1 3-, 6-, 9-, 12-month static naïve Bayes (NB) 
 Gaussian distribution 

of variables overall 

  ~88-96% AUC 

  

dynamic Bayesian network 

(DBN) 

 Minor improvement 

in prediction 

compared to the NB 

  

unmodified Lazy Bayes Rule 

(LBR) 

 Perform better than 

population-based 

models 

 80-92% precision and 

recall compared to 

62-88% of 

population-based 

models 

  modified LBR 

 ~93-98% AUC 

 More consistent, 

higher precision and 

recall  

 Upper bound of 

performance reduced 

by 1-2% 

 Predicting stage four 

variables is better 

than predicting stage 

three 

2 

6-, 12-month, final 

assessment 

NB 

 ~95-98% AUC 

 Global models show 

improvement in 

predictive power 

compared to 3-, 6-, 9-, 

12-month framework 

  DBN 
 Fewer cases are more 

informative and 

accurately represent 
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natural class 

distribution  

  unmodified LBR 
 Both LBR models 

outperform global 

models 

  modified LBR 

 Improved precision 

and false positive rate 

(FPR) compared to 

unmodified LBR 

 More Gaussian 

distribution of 

variables 

 Better precision for 

predicting tail of 

distribution 

 Differentiate between 

majority and minority 

class better 

3 Recurrence-based NB 
 Minor difference in 

performance with 

DBN 

  DBN 

 Slight improvement in 

AUC compared to NB 

 Good performance 

given modeling of 

complex relationships 

  unmodified BR 

 Outperformed global 

models 

 3-4% improvement in 

AUC 

  modified LBR 

 2-10% increase in 

AUC compared to 

unmodified LBR 

 Contrast especially 

predicted poorly; 

more irrelevant 

models/data included 

in evaluation 

4 Treatment change-based NB 
 Drop in performance 

compared to analog 

across all models in 

Exp. 3 

  DBN 
 Less effective at 

representing and 

predicting unique 

cases in one stage 

  unmodified LBR 
 Handled prediction of 

cases within each 

stage better than 

global models 

  modified LBR 

 Minor improvement 

in AUC, FPR, 

precision and recall 

 Larger sample size 

intractable for 

predicting medication  
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Table 5.1 Summary of the model evaluations under varying temporal frameworks. 

5.2 RESULTS 

5.2.1 Experiment 1: 3-, 6-, 9-, 12-month temporal framework 

To extend the standard 6-, 12-month, final stage framework used in clinical trials, a higher 

periodicity was applied between each temporal stage, while adding another temporal stage. 

Starting with 3-months as baseline, 3-month intervals sub-divided each subsequent stage until 

the final 12-month stage.  To abstract the data in terms of this new temporal framework, the raw 

data was organized in a file with the baseline set of 12 features (e.g., contrast, symptoms, 

chemotherapy, radiation, Karnofsky Score, medication, tumor location, labs, other disease, 

GBM, resection and surgical pathology). Per patient, each report’s date was programmatically 

extracted and chronologically ordered into a working list, from earliest to most recent. The 

working list was then divided into “bins” of reports by creation date: each report was categorized 

based on its creation in the third (stage T1), sixth (stage T2), ninth (stage T3), or twelfth (stage T4) 

month after the first report in the patient record. Each patient’s newly re-organized list of reports 

was then recombined into a file containing 48 features representing the stages, T1-T4. Any 

reports that were created in the months in between the defined intervals were excluded, 

producing a 91% removal of irrelevant data. To accommodate for the data loss the re-sampling 

technique, last observation carried forward (LOCF), was applied. The LOCF implementation 

memorized the observation from the last time point contained in a respective temporal stage and 

carried that value to the next temporal stage.  The uniqueness of this temporal framework is how 

it ensures the probability distribution of classes: similar cases more likely populate and 
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distinguish one time stage and represent specific events occurring in proper temporal order, as 

opposed to defining time stages based on generalized change. Consider the example of a GBM 

patient’s progression between his first cycle of chemotherapy treatment and surgical resection to 

his second resection for recurrence. A physician can distinguish between data representing a 

patient’s first cycle of chemotherapy and second resection because each stage is defined by an 

event with clear start and end points. By contrast, the boundaries separating the end of 

chemotherapy and incidence of recurrence are less defined; recurrence can be defined as date of 

resection or when tumor recurrence was detected. This uncertainty thus can create a possible 

border of overlap between the stages. If events were defined as discrete points in time, the stages 

can more accurately represent temporal context of the patient data. In addition, the 3-stage 

temporal framework defined in Chapter 4 was inherently flawed by its ad hoc nature. It is 

debatable whether the integrity of the data is maintained by the arbitrarily defined boundaries for 

each stage representing general change.  Restricting the framework to three temporal stages also 

limited the complete representation of the patient’s disease progression; the cut points 

designating each temporal stage were biased to the researcher’s interpretation of health status 

change. Indeed, the definition of change in health status could vary between physicians and thus 

affect appropriate cut point selection.   

The 3-, 6-, 9-, and 12-month framework operates under the assumption that the patient’s health 

status are more accurately represented in more than three temporal stages, due to the longer 

range of time and associated data that are captured.  In comparing the class distributions of the 3-

, 6-, 9-, 12-month data with the original UCLA dataset used in Chapter 4, it is clear that there is 

greater variability, and therefore, improved representation of classes amongst the features 
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(Figure 5.1). The y-axis of each graph represents the frequency counts and each column in the x-

axis represents a class for the feature depicted. 

Health change-based framework    3-, 6-, 9-, 12-month framework

 

Figure 5.1 Probability distribution for stage three health change-based variables (left) and corresponding 3-, 6-, 9-, 12-

month framework variables (right). 

 

Figure 5.2 Probability distribution for stage four variables in 3-, 6-, 9-, 12-month framework. 

The class distribution for the 3-, 6-, 9-, 12-month data resembles a more Gaussian distribution. 

At the least, this approach reduces effects of selection bias and overtraining during the data 

processing and model training. The distribution is a more realistic portrayal of a general disease 
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population, where a variety of presentations are possible, and with more even distribution of 

majority and minority classes.  While there is no equivalent to the fourth temporal stage in the 

original UCLA model for comparison, the class distribution in the final stage under the 3-, 6-, 9-, 

12-month framework maintains a Gaussian distribution (Figure 5.2). One would expect a 

classifier to be more sensitive to changes in the patient’s health status further along the disease 

progression based on a normal distribution of features in T4, and higher variability between 

patients’ treatment response and type of treatment. The T4 distribution exhibits a wider range of 

treatment types used in response to the presentation of symptoms at a more advanced stage of 

disease. On the other hand, patients in the earlier stage of disease (T3) present a more 

homogeneous set of symptoms and display similar paths of progression. Another explanation for 

the more normal distribution of variables in later stages of disease is that patients who have lived 

12 months or longer, patient presentation, treatment protocols and associates responses are not as 

well understood, as median survival time for GBM is estimated to be around 12 months. Thus, 

these minority cases define a more rare stage of the disease that has no accepted treatment 

procedure. 

The results of evaluating the 3-, 6-, 9-, 12-month model with the naïve Bayes (NB) model are 

shown in Table 5.2. Prediction was done for the T3 and T4 stage variables using all prior 

evidence. There was minor, if any, difference in predictive performance between the NB and 

dynamic Bayesian network (DBN) (Table 5.3). Both exhibited between approximately 88-96% 

AUC, with the DBN performing slightly better. Compared to the instance-specific models 

trained on the same data, the latter perform significantly better (93-98% AUC) (Tables 5.4 and 

5.5). 
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Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

1075 cases Medication3 0.710 0.038 0.770 0.710 0.946 

 Chemotherapy3 0.750 0.052 0.769 0.750 0.943 

 Symptoms3 0.814 0.033 0.885 0.814 0.967 

 Contrast3 0.630 0.060 0.761 0.63 0.893 

1075 cases Medication4 0.716 0.039 0.779 0.716 0.937 

 Chemotherapy4 0.776 0.025 0.802 0.776 0.955 

 Symptoms4 0.830 0.053 0.851 0.83 0.963 

 Contrast4 0.629 0.076 0.743 0.629 0.883 

Table 5.2 Evaluation results for the 3-, 6-, 9-, 12-month framework by the static naïve Bayes model. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

1075 cases Medication3 0.709 0.038 0.771 0.709 0.946 

 Chemotherapy3 0.740 0.041 0.793 0.740 0.945 

 Symptoms3 0.809 0.033 0.884 0.809 0.967 

 Contrast3 0.610 0.058 0.759 0.61 0.898 

1075 cases Medication4 0.724 0.033 0.799 0.724 0.941 

 Chemotherapy4 0.766 0.023 0.810 0.766 0.958 

 Symptoms4 0.818 0.049 0.855 0.818 0.964 

 Contrast4 0.617 0.072 0.745 0.617 0.888 

Table 5.3 Evaluation results for the 3-, 6-, 9-, 12-month framework by the dynamic Bayesian model. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

1075 cases Medication3 0.848 0.033 0.832 0.848 0.972 

 Chemotherapy3 0.831 0.049 0.817 0.831 0.966 

 Symptoms3 0.926 0.017 0.940 0.926 0.98 

 Contrast3 0.845 0.060 0.861 0.845 0.945 

1075 cases Medication4 0.861 0.030 0.852 0.861 0.966 

 Chemotherapy4 0.871 0.020 0.871 0.871 0.966 

 Symptoms4 0.924 0.030 0.922 0.924 0.980 

 Contrast4 0.833 0.064 0.839 0.833 0.950 

Table 5.4 Evaluation results for the 3-, 6-, 9-, 12-month framework by the unmodified LBR model. 

Both LBR models also demonstrated higher and more consistent range of precision and recall, 

80-92% compared to 62-88%. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 
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600 cases Medication3 NC NC NC NC NC 

 Chemotherapy3 NC NC NC NC NC 

 Symptoms3 NC NC NC NC NC 

 Contrast3 NC NC NC NC NC 

600 cases Medication4 0.843 0.020 0.877 0.843 0.972 

 Chemotherapy4 0.879 0.010 0.901 0.879 0.979 

 Symptoms4 0.897 0.023 0.907 0.897 0.983 

 Contrast4 0.801 0.064 0.864 0.801 0.936 

Table 5.5 Evaluation results for the 3-, 6-, 9-, 12-month framework by the modified LBR model. 

Surprisingly, the modified LBR could not compute predictions for the stage three variables for 

the 3-, 6-, 9-, 12-month framework because of the lack of data from the smaller sample size used 

and fewer prior time stages, and are marked in Table 5.5 as “NC.” Comparing the unmodified 

LBR under the 3-, 6-, 9-, 12-month framework with the unmodified LBR operating under the 

three-stage temporal framework presented in Chapter 4, the upper bound of performance was 

reduced by 1-2% and the lower bound of performance improved by about 3%.  Thus, the range 

of performance was more consistent and stable under the four-stage 3-, 6-, 9-, 12-month 

framework because the model was trained with data defined more structurally in time. More key 

events and trends that were identified were more difficult to predict but provided a more 

accurate, complete representation of the patient’s health. The modified LBR algorithm under the 

current framework predicting T4 outperformed the modified LBR algorithm for T3 under Chapter 

4’s temporal framework, with an improvement of AUC between 1-2% for medication, 

chemotherapy and symptoms. Prediction of the contrast variable dropped by about 2%, which 

was a result of data sparseness and the simplified imputation approach. Furthermore, the number 

of examples used for model training and testing was reduced to 600, which negatively impacted 

prediction. The computational cost added with evaluating a larger model space under the current 

temporal framework dictated the sample size reduction. However, evaluating the modified LBR 
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models under Chapter 4’s temporal framework with a 100-200 training set size resulted in 

overtraining and nearly 100% AUC. The T3 target variables were not predicted with the modified 

LBR model under the current framework because of the insufficient sample size. 

The evaluations under this current framework did not explore varying configurations of prior 

evidence for each target variable because of the potential impact on prediction: limiting the 

amount of training data would likely not improve performance, as has been already demonstrated 

through effects of small sample sizes. Therefore, utilizing as much training data as possible to 

boost the model performance under the current framework provided an optimistic view of the 

model performance. Having a large test sample is equally important in order to accurately 

evaluate a classifier with minimal error [89]. Determining an optimal sample size is necessary to 

achieve a desired level of learning accuracy and to find the associated test set size’s classification 

error. [149] recognizes the challenges associated with sample sizes’ effect on statistical tests. The 

authors purport that small sample sizes make rejecting incorrect models difficult without 

certainty and that no model would fit a larger sample size.   

5.2.2 Experiment 2: 6-, 12-month, final follow-up temporal framework 

The same pre-processing steps described for the framework in 5.2.1 were applied to collect data 

in 6- and 12-month follow-ups and the last documented patient visit. The rationale for choosing 

three time intervals was rooted in the randomized clinical trial literature for GBM [373]. The 

protocol and design of randomized clinical trials are focused on providing structured 

methodology that can be replicated in future studies. Consequently, the follow-up periods and 
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patient visits are controlled for time. Imposing the 6-/12-month/final-stage framework resulted in 

88% of missing data.  Based on results from evaluating the temporal structure of models 

presented in Chapter 4, limiting the temporal framework to three stages here resulted in a similar 

loss of training examples, and should effect a drop in predictive performance. However, the data 

loss had negligible effect on predictive performance; all four models demonstrated similar, if not 

better, performance to the previous temporal framework (Tables 5.6-5.9).  

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

677 cases Medication3 0.786 0.047 0.872 0.786 0.959 

 Chemotherapy3 0.857 0.047 0.883 0.857 0.969 

 Symptoms3 0.79 0.011 0.935 0.79 0.972 

 Contrast3 0.879 0.031 0.895 0.879 0.981 

Table 5.6 Evaluation results for the 6-, 12-month, final stage framework by the static naïve Bayes model. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

677 cases Medication3 0.774 0.029 0.889 0.774 0.961 

 Chemotherapy3 0.852 0.042 0.889 0.852 0.973 

 Symptoms3 0.784 0.007 0.952 0.784 0.969 

 Contrast3 0.849 0.028 0.894 0.849 0.983 

Table 5.7 Evaluation results for the 6-, 12-month, final stage framework by the dynamic Bayesian model. 

The stabilization indicates: (1) the threshold or minimum number of training cases needed for 

this model is about 650 examples, as opposed to the 1,000 used in 5.2.1; and (2) there is a 

statistical significance associated with temporal frameworks with more than three stages, as in 

Chapter 4 and in 5.2.1. The NB and DBN (Table 5.6 and Table 5.7) exhibited an AUC between 

95-98% under the current framework. Overall, the 6-/12-month/final-stage framework for both 

population-based models showed an improvement in predictive power compared to the previous 

temporal framework in 5.2.1, even when trained with fewer cases (677 versus 1,075). Under the 



181  

current 6-/12-month/final stage framework, the cases are more informative and a more accurate 

representation of the class distributions. The model constructed under the previously described 

framework in 5.2.1 used more training data, and stages were consequently sparsely populated, as 

opposed to fitting data across more time stages better approximated to each data point. As such, 

this model framework demonstrates better predictive capability, but at the cost of patient 

representation. The clinical implications of excluding a temporal stage that represents part of the 

patient's progression are immense. Excluding temporal events effectively shortens the patient 

history and assumes that these events are unimportant to future reasoning. But such information 

is potentially crucial to the clinical decision making task when patient health and life are of 

concern [387]. 

The 6-/12-month/final stage framework outperformed the framework presented in 5.2.1 by about 

2-3% AUC and between 10-20% in correctly classified instances across all four models. A 

highly overtrained, complex network under the previous framework resulted in training the 

model enough times such that the model adjusted to a very specific random set of features 

without any causal function related to the target [150, 388]. Without the variation in the amount 

of prior evidence used for training, irrelevant data was included in the model learning process. 

The irrelevant data contributed less significant data for predicting a target feature and to the 

model overall, while only artificially improving the model’s performance for these insignificant 

cases [158]. Both the unmodified (Table 5.8) and modified LBR models (Table 5.9) behaved as 

expected for instance-specific models: they outperformed their population-based counterparts, 

and the modified LBR exhibited improvement in precision and false positive rate (FPR) 

compared to the unmodified LBR, but saw a drop in recall and true positive rate (TPR).    
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Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

677 cases Medication3 0.913 0.09 0.908 0.913 0.983 

 Chemotherapy3 0.93 0.054 0.93 0.93 0.987 

 Symptoms3 0.953 0.102 0.945 0.953 0.988 

 Contrast3 0.93 0.028 0.936 0.93 0.985 

Table 5.8 Evaluation results for the 6-, 12-month, final stage framework by the unmodified LBR model. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

677 cases Medication3 0.858 0.018 0.924 0.858 0.993 

 Chemotherapy3 0.895 0.037 0.918 0.895 0.995 

 Symptoms3 0.907 0.002 0.976 0.907 0.996 

 Contrast3 0.944 0.01 0.956 0.944 0.996 

Table 5.9 Evaluation results for the 6-, 12-month, final stage framework by the modified LBR model. 

By improving the way false positives were identified, the modified LBR model was able to better 

identify minority class examples; the few minority class examples that loosely resemble the 

majority class were more difficult to identify because so few exist in the training data. In other 

words, the modified instance-specific model identified more reliably examples classified as true 

that were actually true and better differentiated between majority and minority class examples. 

The model did not identify the majority class with high specificity, but with higher precision the 

“tail end” cases in the distributions.  

The probability distribution for this dataset (Figure 5.3) is more evenly matched with the 

temporal model framework used in Chapter 4, but demonstrated better Gaussian properties. 

There are visible differences between the medication and chemotherapy variables: the 

distributions for the Chapter 4 framework are unimodal, while there is greater variability in the 

6-/12-month/final-stage scheme. Statistically, this framework supports a more realistic 

distribution representing the GBM population that can produce results accurately portraying the  
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Health change-based framework   6-, 12-month and final stage framework

 

Figure 5.3 Probability distribution for stage three health change-based variables (left) and corresponding 6-, 12-month, 

final stage framework variables (right). 

population.  With a large data dimensionality of 36 total features with multiple classes, 

unbalanced class distributions and the costs associated with misclassifying these examples is a 

significant problem.  Clinically, it is critical to be able to predict the tails of a class distribution, 

in order for a classifier to have overall high accuracy: poor accuracy can result in patients 

receiving inaccurate prognoses and who are subject to poor medical decision making.  In the 

clinical domain, the varying extremes of class imbalance or non-uniform distributions must be 

considered. Take for example a cancer screening population study: the prevalence of cancer is 

generally low, therefore confines the majority of the population and class of patients to be 

cancer-free. Conversely, another screening population can be comprised of all patients with lung 

cancer; therefore the number of non-diseased patients forms a poorly represented minority class. 

The entire population of subjects including both diseased and non-diseased persons would be the 
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best representative population. As such, classifiers misclassify new and unseen cases when the 

distribution is not fully representative of the population being modeled or to which it is applied.  

Learning a model from data with an imbalanced class distribution occurs when examples in one 

class are significantly greater than another [389]. It logically follows that the larger and more 

representative the training examples are the better the classification of new and unseen cases 

[390, 391].  

5.2.3 Experiment 3: Recurrence-based temporal framework 

Each temporal stage under this framework was defined by explicit mention of recurrence as a 

state for the surgical resection variable abstracted from the raw data. Each subsequent stage was 

characterized by a new, unique incidence of recurrence. Of course, not every report and 

associated data point represented a unique recurrence; only reports between each unique 

occurrence were used to populate each stage. Arguably, this temporal staging was more 

structured because all that was required was to review a single feature, as opposed to multiple 

features (e.g., change across symptoms, contrast, treatment) in the original temporal framework 

that indicated a change in health status. The recurrence-based framework also was not time-

sensitive, therefore did not stage data at regular intervals. Instead, the recurrence-based 

framework employed a clinically-sensitive approach to representing the patient in stages that 

mark discrete, significant events and temporal change in the patient’s health.  Such a 

representation can be more beneficial to the clinician looking for crucial milestones and trends in 

the patient’s record to help his decision making and other patient management tasks. The 3,000 

examples that were extracted across the three recurrence-based stages demonstrate potential in 



185  

this approach of abstracting adequate amounts of training data. The results of the model 

evaluations under the recurrence-based framework are presented in the tables below. 

Between the global models, the DBN (Table 5.11) demonstrated only slight (1%) improvement 

in AUC performance, compared to the static NB model (Table 5.10). This defies the expectation 

of the DBN’s ability to handle not only longitudinal data, but to predict with greater accuracy 

given more training data. Once again, the balance between clinical representativeness and 

predictive power is tested. The DBN reliably models relationships between features and 

generally is a more informed model, as opposed to the NB model that carries strong 

independence assumptions. Accordingly, the DBN is preferable for modeling patient data 

accurately with minor sacrifices in already strong predictive performance.  

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

3019 cases Medication3 0.82 0.025 0.838 0.82 0.965 

 Chemotherapy3 0.761 0.016 0.853 0.761 0.977 

 Symptoms3 0.896 0.041 0.906 0.896 0.969 

 Contrast3 0.842 0.026 0.895 0.842 0.955 

Table 5.10 Evaluation results for the recurrence-based framework by the naïve Bayes model. 

 

 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

3019 cases Medication3 0.818 0.022 0.849 0.818 0.966 

 Chemotherapy3 0.746 0.016 0.855 0.746 0.977 

 Symptoms3 0.897 0.041 0.907 0.897 0.971 

 Contrast3 0.84 0.024 0.899 0.84 0.955 

Table 5.11 Evaluation results for the recurrence-based framework by the dynamic Bayesian model. 

While the differences in predictive performance between the DBN and static NB are minor, the 
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DBN performs prediction under the conditions of more (i.e., temporal) relationships and with 

dynamic data, which more closely simulate medical decision making done by clinicians.The 

performances of both instance-specific models (Tables 5.12 and 5.13) exceeded that of the  

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

677 cases Medication3 0.934 0.057 0.881 0.934 0.988 

 Chemotherapy3 0.939 0.019 0.921 0.939 0.988 

 Symptoms3 0.971 0.744 0.972 0.971 0.969 

 Contrast3 0.925 0.117 0.922 0.925 0.986 

Table 5.12 Evaluation results for the recurrence-based framework by the unmodified LBR model. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

677 cases Medication3 0.881 0.004 0.925 0.881 0.995 

 Chemotherapy3 0.875 0.003 0.938 0.875 0.989 

 Symptoms3 0.833 0.007 0.964 0.833 0.988 

 Contrast3 .848 0.006 0.935 0.842 0.955 

Table 5.13 Evaluation results for the recurrence-based framework by the modified LBR model. 

global models. About 3-4% improvement in AUC reflected a corresponding improvement in 

TPR, precision, and recall. These results reaffirm the strength of the instance-based models in 

accurately representing the full class distribution. The computational costs proved to be an issue 

again with all 3,000 instances, which forced the use of a subset of full dataset to achieve 

computable results. For comparison, the sample size (677) from Experiment 2 was used again. 

Compared to the unmodified LBR, the modified LBR model exhibited about 2-10% increase in 

AUC, except in the case of predicting contrast. The contrast variable was less straightforward in 

its predictability and demonstrated the poorest performance by both versions of the LBR model. 

The effect was more pronounced with the modified LBR model, resulting from an insufficient 

number of examples included to represent the full range of classes. The modified LBR also 
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looked at all possible models, including less relevant models, which contributed to the overall 

reduced model performance. Lastly, contrast was more sensitive to the effects of model selection 

because it was a non-uniform distributed variable. The distributions of the variables (Figure 5.4) 

in T3 again were unique from the features in the framework presented in Chapter 4 and the 

recurrence-based framework.  

Health change-based framework   Recurrence-based framework

 

Figure 5.4 Probability distribution for stage three health change-based variables (left) and corresponding recurrence-

based framework variables (right). 

Chemotherapy and medication in particular revealed a more varied class distribution resembling 

the normal, compared to the distributions of the Chapter 4 framework, which were unimodal 

across all features.  
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5.2.4 Experiment 4: Treatment change-based temporal framework 

For the final experiment, the temporal framework was defined such that each stage represented a 

change in chemotherapy. Similar to Experiment 3, this approach was geared towards 

representing discrete and clinically significant milestones over the course of the patient’s record.  

In particular, the experiment aimed to discover trends in the patient’s treatment response as a 

consequence of treatment change. The chemotherapy variable was reviewed for all patients and 

each change in chemotherapy defined a new stage; the report data not explicitly describing a 

unique change in chemotherapy was used to populate the stage following the change, until a new 

chemotherapy change was reported. The number of changes in chemotherapy was not large, but 

because data between each change event was retained, the pre-processing resulted in a dataset of 

4,000 instances across three stages. The dataset’s size supports the finding in Experiment 3 that 

clinically oriented stages result in better representation of the patient population by number of 

training samples, with more diverse examples represented in the data. The results from the model 

evaluations (Tables 5.14-5.17) show a notable drop in performance amongst each of the four 

models compared to its analog in Experiment 3.  The added number of class examples did not 

help improve performance; again, a high proportion of irrelevant examples were not filtered from 

the training set. Because the treatment changes were not frequent within the overall patient 

population the cases that reported no change in treatment had no commonality, with the 

exception of chemotherapy type. The specifics of treatment are accurately represented in each 

stage, but the remaining patient-specific features are less well represented for each patient. Thus, 

the population-based NB and DBN models are less effective at representing and predicting the 

unique cases occupying one temporal stage.  
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Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

4000 cases Medication3 0.817 0.059 0.829 0.817 0.958 

 Chemotherapy3 0.862 0.032 0.862 0.862 0.980 

 Symptoms3 0.897 0.039 0.908 0.897 0.959 

 Contrast3 0.731 0.085 0.772 0.731 0.900 

Table 5.14 Evaluation results for the treatment-change framework by the naïve Bayes model. 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

4000 cases Medication3 0.820 0.059 0.836 0.82 0.962 

 Chemotherapy3 0.873 0.027 0.884 0.873 0.981 

 Symptoms3 0.893 0.039 0.912 0.893 0.961 

 Contrast3 0.725 0.082 0.774 0.725 0.903 

Table 5.15 Evaluation results for the treatment-change framework by the dynamic Bayesian model. 

The instance-specific models, on the other hand, successfully handled the variation within each 

stage better than the population-based models. The results presented in Tables 5.16 and 5.17 

confirm their improvement in predictive performance compared to the global models. Both  

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

1000 cases Medication3 0.946 0.007 0.919 0.946 0.997 

 Chemotherapy3 0.964 0.003 0.962 0.964 0.999 

 Symptoms3 0.967 0.006 0.973 0.967 0.997 

 Contrast3 0.897 0.088 0.903 0.897 0.948 

Table 5.16 Evaluation results for the treatment-change framework by the unmodified LBR model. 

 

Number of training 

examples 

Target 

variable 

TP 

rate 

FP 

rate 
Precision Recall AUC 

600 cases Medication3 0.961 0.003 0.962 0.961 0.099 

1000 cases Chemotherapy3 0.963 0.002 0.964 0.963 1.000 

1000 cases Symptoms3 0.925 0.001 0.973 0.925 0.999 

1000 cases Contrast3 0.817 0.072 0.881 0.817 0.943 

Table 5.17 Evaluation results for the treatment-change framework by the modified LBR model. 

models were trained with a subset of the complete dataset, 1,000 and 600 cases for the original 
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and modified LBR models respectively, and retained a improvement in AUC and other 

performance metrics. Between the LBR models, there was a minor improvement in AUC, FPR, 

and precision and recall exhibited by the modified LBR to predict chemotherapy and symptoms. 

However, there were minor exchanges in performance between the medication and contrast 

variables.  In the case of medication, 1,000 samples were intractable to train the modified LBR 

because of the large number of classes to be learned.  

A notable trend within the results from all the model evaluations was the level of precision that 

the AUC was reported relative to the TP and FP rates. More specifically, in cases where AUC 

was reported at 1.00, one would expect an associated TP rate of 1.00, but was not reported as 

such by Weka’s ROC analysis. Weka’s implementation for the ROC produced rounding errors 

with three decimal points of precision for AUC to explain those particular results. Also, the 

accuracy reported for the TP and FP rates is based on the default threshold of 0.5 is set, which is 

reasonable for the binary classification case. But in the clinical domain where costs are involved 

with misclassification, setting a threshold at 0.5 may be impractical. Determining the optimal 

threshold value will need to be more rigorously considered to weight the classification of cases 

incorrectly.  

5.3 SUMMARY 

Many formal studies have been conducted relative to change and time representation. The 

approach used in this work to re-frame time is based on the philosophical assumption proposed 

by [387] that time exists only because change is perceived. A model with events, states, and 
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relationships is well-suited to the clinical domain because of the importance of understanding a 

disease’s evolution over time and a patient response to therapeutic decisions. But the complexity 

of clinical decisions combined with the intricacy of temporal constraint propagation algorithms 

has limited the full integration of temporal frameworks into even theoretical, research-based 

patient models, much less real time clinical expert systems [387]. Specifically, we perceive 

certain entities as having no inherent temporal dimension (e.g., description of the world, 

phenomenon) as different from other discrete temporal entities (e.g., date of resection, date of 

diagnosis) used to develop temporal discourse about the world. Representing these two types of 

entities in a single framework for clinician to gain knowledge and reason with is the challenge. 

In this work, modeling population-based information and clinical data unique to an individual 

patient under varying frameworks demonstrates that modeling time to highlight significant 

events and trends is contextual, but feasible. As such, the preliminary groundwork to establish a 

gold standard for a temporal framework and ontology for clinical patient-specific prediction 

through time is highly desirable for the biomedical informatics community.  

The need for a concise yet complete clinical history for a patient is important for diagnostics. 

Maintaining and recreating the temporal relationships and observations within a patient record is 

the best way to build a comprehensive patient history. Thus, time needs to be represented 

accurately within a system representing clinical data [392] and learning/reasoning from this data 

[393]. The difficulties with representing time are clear with an example: consider glioblastoma 

multiforme (GBM), a very aggressive disease with low median survival, and is managed 

rigorously to produce positive symptomatic or palliative results for the patient as quickly as 

possible. As a result, a GBM patient’s series of significant clinical events and treatment 
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responses can be condensed into a short time span that must be interpreted in terms of individual 

events and trend(s) of causal relationship. A pattern of patient responses to treatment or changes 

in symptoms indicates greater clinical meaning than an isolated set of findings: experienced 

clinicians can combine several significant findings and synthesize them into clinically 

meaningful higher-level concepts to detect trends in both low-level data and abstract concepts 

[50]. The informative nature of the data associated at certain time points also plays a role in 

framing of temporal data. Specific to clinical controlled trials, determining the endpoints to 

measure the most relevant for inferences concerning therapeutic efficacy is not practical or 

difficult to measure. Often determining the true boundaries and endpoints between measured 

intervals is not directly measurable or is unobservable for an impractically long interval [394].  

The evaluation of temporal models may seem straight forward, but the variation in how data is 

collected and the type of data used to train them significantly affect model performance, as seen 

in Chapter 5. Namely, a model’s predictive performance was positively correlated to the amount 

of data in a patient’s record and the number of time points that data is collected for. As already 

discussed, the size of the training set significantly impacted how well the model learns the data. 

The accuracy and completeness of the temporal data was also sensitive to the frequency of the 

patient’s follow-up visits and other issues related to the data collection consistently over time. 

For example, a patient who has follow-up visits every three months will have fewer observations 

and less extensive patient history compared to a patient who is examined daily.  In addition, a 

patient record populated by observations resulting from documenting significant events or 

changes in the patient’s status can vary from a patient record limited to pre-defined time points. 

Thus, the model used for each of these cases will differ in terms of time points, amount and 
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quality of data. As a consequence of frameworks with less data or fewer time stages, fewer 

features were available to be learned by the model. The frameworks based on pre-defined 

temporal stages (i.e.,6-/12-month/final stage framework and 3-, 6-, 9-, 12-month framework) did 

not provide as clear a trend in health status change for a patient, compared to the frameworks 

based on change in treatment or incidence of recurrence. As such, clinically significant events 

make patient representation, and therefore the prediction of future states, statistically more 

accurate. Clinical events provided the needed context and prior information for statistical 

prediction to occur. The experimental results describe in Chapter 5 demonstrate that changes to 

the temporal structure of the data and their corresponding effects on the sample size and class 

distributions impacted predictive performance in various ways.  

Some research has been done in the biomedical informatics community to investigate the effects 

of temporally organizing data to provide for context-based predictive models. [395] produced a 

semi-automated tool that supports the entry of contextual knowledge needed to form high-level 

concepts and patterns from temporal data.  The bottom-up approach assumed by this work takes 

the first step towards constructing the appropriate annotated context for longitudinal reports. 

Shahar and Musen’s work [50] incorporates knowledge-based, context-sensitive annotations to 

inform clinical data. Their motivation is to provide therapeutic and diagnostic recommendations 

based on the patient’s clinical history and to justify the system or user’s actions, rather than 

detect patterns in the clinical data by relating time-sensitive information. The work presented in 

Chapter 5 analogously shows strong potential in discovering clinically significant trends in a 

patient’s record using a simple approach: building models with temporal stages defined by 

clinically significant events automatically characterized clinical trends and causal context, 
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otherwise found through manual search of the patient’s record. The events that defined each 

temporal stage arguably provided sufficient context for the physician to understand the patient’s 

state of health. The potential problem with this approach was how to define a clinically 

significant event, and how to program such information for automated learning. An expert can 

define clinically significant events, but in order to build a reproducible learning algorithm 

applicable to various domains, future work must consider formal definitions of clinical 

significance.  

The ultimate goal beyond extracting temporal annotations for clinical data [396] is to create a 

temporal background that supplies the context for cause and effect of clinical events relative to 

each other. With this technology, a physician can re-construct treatment-response patterns across 

the patient’s record for a summarized history of the patient’s health.  Other future work can 

investigate the use of other longitudinal clinical datasets for further testing. Abstracting 

contextual information from clinical reports has focused on extracting properties such as 

certainty, anatomic location, negation [397, 398], and condition severity [347, 394, 399]. But 

work on investigating changes over time is minimal.  Further investigations will focus on three 

aspects of the temporality of clinical data and modeling: (1) structure and completeness of 

clinical data, (2) time points at which the data is collected or represented in the patient; and (3) 

what combination of factors 1 and 2 will enable accurate prediction of future events.  
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CHAPTER 6. CONCLUSIONS AND FUTURE WORK 

The findings and contributions of this dissertation are summarized as follows: 

 A hybrid approach to concept extraction principally provides advantages of expert-

knowledge and unsupervised learning approaches to refine a feature set that cannot be 

achieved using either approach alone 

 Manual information extraction is time consuming, limited to the annotator’s expertise, and 

has higher potential for bias, without considering inter-observer reliability 

 MetaMap can abstract high-level concepts only with low consistency and suffers from other 

sources of failure related to parsing unstructured text; MetaMap’s overall poor performance 

advocates the development of a more dependable automated biomedical concept extraction 

technique  

 Instance-specific models that search a larger potential model space and stipulate a minimum 

set of requisite features are more effective at prediction than traditional population-based 

models (e.g., naïve Bayes and dynamic Bayesian models) 

 To achieve optimal predictive performance, selecting the appropriate number of training 

samples and utilizing a Gaussian distribution to accurately represent patient data in predictive 

models is critical 

 Model performance varies by the data being used for model construction, training and testing 

 Different statistical metrics (e.g., ROC analysis, precision/recall curves) can be applied to 

measure model performance, but must be selected based on the characteristics of the model, 

data, and specificity of the evaluation being performed 

 Standardizing patient data across a framework defined by event-based change improves 

prediction of specific features and better characterizes the physician’s decision making 

process and disease’s progression in terms of high level trends 

The remaining sections of this chapter discusses general conclusions that can be made based on 

the results presented in this work, the weaknesses of the methodologies applied in this 

dissertation, and the ideal set of experimental parameters that would facilitate future extensions 

of this work. 
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6.1 GENERALIZED RESULTS 

The results from the data processing portion of this work demonstrated the challenges inherent to 

preparing and processing data in the clinical domain. The heterogeneous, complex nature of data 

from the electronic medical record (EMR) stretches the capabilities of both automated and 

manual approaches to extract such data. The unstructured nature of the UCLA reports was a 

prime example of how the combination of quantitative data (e.g., laboratory values) and 

qualitative data (e.g., nursing notes) provides a rich set of information for constructing context 

describing a patient’s health, but presents multiple difficulties for their extraction. First, the 

amount of expert knowledge must be considered towards the validity of the concepts that are 

manually identified. For example, a specialist who is an expert in diagnosing and treating 

glioblastoma multiforme (GBM) would have the ideal type of experience needed for manually 

reviewing reports; but someone trained to manually review reports for the simplest set of 

concepts in the expert’s knowledge base can perform annotations with similar accuracy. 

However, identifying more complex concepts from unstructured reports or concepts outside the 

scope of the typical schema of the disease requires more careful review by the human and 

machine annotator. Inter-rater observability differences in the annotation task were not addressed 

in this work, but remains to be completed for future work. Second, the quality and relevancy of 

extracted concepts also require rigorous evaluation by experts; whether the concept is outside of 

the scope of the expert-defined features that most frequently represent the disease and patient is a 

worthwhile consideration. Third, the results of applying MetaMap as an off-the-shelf, de facto 

application for concept mapping the biomedical domain strongly advocate the need for more 
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effective automated concept extraction techniques and improvement of un-/semi-supervised 

techniques to concept extraction. The lack of specificity and overly broad nature of the terms 

identified by MetaMap require better, more refined mappings in the Unified Medical Language 

System (UMLS), as well as improved methods of parsing unstructured text. Through every 

experiment, MetaMap poorly demonstrated any ability to map its resulting concepts to the 

manually-defined features.  

The evaluation of the models built using the features collected from each dataset can surmise the 

following conclusion: model construction and the quality of its evaluation is highly correlated to 

the quality of the data used for training and testing. Completeness, structuredness, and 

normalization (across a single temporal framework) of data all boost the performance of the 

instance-specific models. Missing data is a significant problem universal to any clinical, 

predictive model because of issues related to data collection, data access, and transfer between 

physicians and institutions. Imputation and re-sampling techniques can be applied to resolve 

issues of missing data to fill the dataset, but simultaneously skew the distributions of the 

modeled features, yielding a skewed performance of the predictive model. Model performance at 

this point cannot conclusively be attributed to the model’s characteristics, as much as the data 

used for training. Furthermore, structured data in the clinical domain is a systematic way to 

assess a patient’s condition, but lacks the contextual evidence and temporal trends otherwise 

found in clinical reports. Consequently, while unstructured data poses problems with concept 

extraction and information synthesis, it is a more reliable source for prior history needed for 

building more robust models closely representing a patient.  
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The question of how to normalize discrete and continuous events represented in the patient 

record to a single temporal framework has remained open ended in the biomedical domain. 

Commonly, physicians’ decisions and behaviors are reactive, based on nonanalytic responses 

that address critical event-based occurrences and changes in the patient’s health. This work 

supports the fact that event-based frameworks are a more accurate representation of changes in 

the patient health status and data, compared to a priori temporally defined stages. Presenting the 

patient’s data in terms of event-based change highlights significant key events that can assist 

medical decision-making tasks. In addition, the tracking of such event-based change is unique to 

each patient, thus enables treatment decisions tailored to directly benefit each patient. Feature 

distributions under the event-based frameworks also demonstrate that a more equal division of 

cases across each possible class produces a model that is more difficult to train, but a potentially 

more accurate representation of a given patient. Without a truthful representation of the data, 

models even with the most sophisticated algorithms will not be able to perform accurate 

prediction. Capturing minority or cases on the tail ends of a probability distribution is improved 

with the event-based frameworks, which has clinical implications of improving treatment for 

more isolated or rare cases contained in a patient population.  

6.2 STUDY LIMITATIONS 

The time-intensive nature of the manual annotation proved to be an impractical job for a 

physician. Thus, the concepts identified were constrained to the expertise of a graduate student 

trained with the knowledge assumed by the domain and initiated by an expert, but with 

inadequate specialized knowledge. The potential advantages of training a non-expert with expert 



199  

knowledge are avoiding the cognitive biases resulting from applying specific heuristics in 

medical decision making, such as recognizing the most similar case by memory (e.g., 

representativeness heuristic) or recalling knowledge based on how easily a case can be 

remembered (e.g., availability heuristic) [40]. Therefore, a non-expert can learn concepts, 

annotations, and extract observations in an unsupervised way. In spite of the potential for new 

and relevant concepts to be found by a non-expert, his/her knowledge was not equivalent to the 

full knowledge base comprised of tacit and explicit knowledge, knowledge-based reasoning, and 

informed judgment [400] that can all be used to construct models predicting changes in patient 

health, prognosis, or progression. The non-expert overlooked more difficult concepts or 

contextual evidence and generally lacked the speed and flexibility in reasoning of an expert’s 

knowledge base that is better organized for use in practice. Furthermore, a significant degree of 

skill is required for annotation that relies on pattern recognition more than deliberative reasoning, 

which is gained through experience that a non-expert does not have [401]. Without the clinical 

reasoning ability that is learned through medical practice and training, identifying new concepts 

and relationships by a non-expert is impossible. The annotator’s knowledge base was augmented 

from multiple iterations of reviewing the UCLA reports: concepts found from the first iteration 

were reviewed for relevancy, before the reports were re-annotated based on findings that were 

considered irrelevant, but the re-assessment was not confirmed with an expert. On the other 

hand, utilizing an automated annotator to parse unstructured text resulted in improper phrase 

parsing and eventual mis-identification of terms. Overall, the integrity of the data and its validity 

towards constructing the predictive models was less than ideal. The small sample of complete 

training cases resulting from a non-expert’s annotations, without imputation or re-sampling, 
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ultimately limited the models built from this data.  

The minor variations in the model evaluations did not provide true standards of comparisons 

between each model.  The number of training cases used between the population-wide and 

instance-specific models overcame issues with computational efficiency, but at the cost of sub-

par instance-specific model performance and inconsistent comparisons between the models. The 

instance-specific models sensitivity to sample size implies the need for more work to determine 

the ideal number of samples needed to achieve optimal prediction. In addition, the number of 

time points, possible concept values, and the features used were not one-to-one between the 

UCLA and REMBRANDT models. Thus, comparing the GBM models for each does not provide 

sufficient conclusive evidence. Without the one-to-one mapping between each of these 

parameters of how the models were built we cannot confirm or deny specific sources of failure. 

The structured and unstructured nature of the datasets requires further assessment in terms of 

relevance by a GBM expert as well. The models constructed from the OAI dataset illustrate 

pitfalls specific to using structured data: the power of models is limited to overly broad, high 

level clinical features and non-contextual numeric variables. Numeric, continuous (e.g., imaging 

assessment) variables may provide a complete representation of the patient, but require more 

careful analysis and interpretation by a physician in order to gain the full context of the patient’s 

overall health. Qualitative and categorical variables, on the other hand, provide a high level 

representation of the patient’s health that facilitates a general health assessment, but still suffer 

from lack of context if presented in a structured way. What this work has considered is how 

models constructed from different types of data can provide different representations of patient 

health, depending on what type of information/knowledge is sought.  
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The statistical metrics used to evaluate the models were limited to the algorithms used by Weka, 

and fail to consider whether they are suitable to the real world characteristics of the data. Clinical 

data and disease populations do not necessarily assume a Gaussian/normal distribution, so the 

appropriate statistical tests must be applied to accurately estimate classification performance. 

The receiver operating characteristic (ROC) analysis inherent to Weka makes strong non-

parametric assumptions of the data, attributed to its use of the Mann-Whitney p-statistic to 

calculate area under the curve (AUC). Such an approach was adequate for the UCLA and 

osteoarthritis initiative (OAI) datasets that do not follow a particular distribution or assume uni-

modal distributions. But without prior consideration, Weka’s method of AUC calculation 

resulted in rounding errors of overly confident precision for the REMBRANDT models, which 

had more evenly distributed classes and therefore more parametric. By looking strictly at the 

results tables for each model evaluation, cases where the true positive and false positive rates 

were not accurate statistics relative to computing the reported AUC. But the ROC curves do 

confirm the validity of their calculation. For example, Using the LBR to predict the survival 

variable reported a TPR of 0.81 and FPR of 0.664, based on a threshold value optimized by the f-

measure, and an AUC of 0.535; the TPR and FPR values alone would lend strength to a higher 

AUC, but fall directly on the curve as shown in Figure 6.1.  

As a general performance measure, the AUC is different from more precise metrics such as 

specificity and sensitivity, so different statistical tests may be amenable to different types of data. 

Furthermore, recent research has found that ROC analysis, a common method used to evaluate 

predictive models in the machine learning community, produces noisy classification measures 

[402] and other problems with model comparison [403]. 
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Figure 6.1 ROC curve for predicting survival in the REMBRANDT dataset. 

The approach to constructing the stages in the temporally-based frameworks explored in this 

work was carefully considered, but is still fundamentally flawed. The periodicity of each 

temporal stage was not scientifically based, apart from being an extension of clinical trials work 

done in GBM. A shorter periodicity generated more stages to cover a larger breadth of cases in 

the population, but each stage was sparsely populated, and therefore insufficiently characterized. 

There was no clinical basis for utilizing 3-month intervals, so the basis for its comparison to the 

frameworks found in GBM clinical trials is questionable. Using these artificially constructed 

frameworks for the UCLA data resulted in missing data: considering that each data point: (1) did 
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not necessarily represent data for a unique patient; and (2) could be extracted from the same 

report from the same patient, an un-standardized number of data points across the patients was 

typically the result of applying the temporal framework. Only a single imputation scheme was 

considered which further contributed to the skewed data and the resulting model trained with this 

data, under the artificial frameworks. 

6.3 FUTURE WORK 

An idealized experiment would use a panel of physicians with experience and level of clinical 

performance considered that of an expert, in order to perform the manual information extraction 

on the UCLA data.  Inter-rater reliability must be assessed within the panel to develop a gold 

standard of acceptable concepts. The automated concept technique that would supplement the 

supervised concept learning approach would not necessarily be limited to MetaMap, but to a 

technique with proven accuracy and consistency of identifying high level concept features 

related to GBM, and identifying more specific concepts as defined by the experts. Very little can 

be done to control how reporting is accomplished in the real world clinical setting, so using both 

unstructured and structured data would optimize the number of concepts that can be extracted. 

An ideal dataset would consist of the following characteristics, before model evaluation can be 

performed: (1) sufficient number of training cases; (2) expert-defined features, using both 

supervised and unsupervised learning methods; (3) a combination of structured and unstructured 

data; (4) and a sufficient number of distinct time points. Only then can a more standardized, 

generalizable set of models be constructed. The generalizability of the models can be achieved 

through automated model construction, to ensure that features, parameters, and relationships are 
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drawn from the same knowledge base.  Models describing the same disease would then utilize 

the same features, parameters, and relationships.  The comparison of models can be 

accomplished with a calculated t-statistic and a standard error associated with ROC analysis to 

better quantify the significance of each model. Manually calculating the AUC, true positive rate 

and false positive rate based on default thresholds tailored to the data—rather than using Weka’s 

default 0.5 threshold value for binary classification cases—would better validate the significance 

of the model evaluations. Furthermore, in the case of highly skewed datasets, ROC analysis may 

not be as useful as precision and recall curves [404], the OAI and UCLA datasets being a prime 

example. Models with shared features (e.g., REMBRANDT and UCLA) also require additional 

assessment by an expert in order to find a sufficient gold standard of performance for a specific 

disease. The temporal- and event-based frameworks that can then be re-applied to these models 

would be derived from clinical explanation and validation directly from a physician with prior 

experience related to each disease (e.g., GBM, OA). The frameworks require a physician’s 

formalized definition of clinically significant milestones that characterize a patient’s progression 

and overall health through time. With this knowledge, temporal- and event-based frameworks 

can be better evaluated for their efficacy in representing patient data. More formalized, rigorous 

methods across information extraction, model construction, and temporal framing must generally 

be applied to define standards and to ensure replicability of results. 
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