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Approximate Bayesian Computation using Markov Chain
Monte Carlo simulation: DREAM(ABC)
Mojtaba Sadegh1 and Jasper A. Vrugt1,2,3
1

Department of Civil and Environmental Engineering, University of California, Irvine, California, USA, 2Department of Earth
System Science, University of California, Irvine, California, USA, 3IBG-3 Agrosphere, Forschungszentrum Julich, Julich,
Germany

Abstract The quest for a more powerful method for model evaluation has inspired Vrugt and Sadegh
(2013) to introduce ‘‘likelihood-free’’ inference as vehicle for diagnostic model evaluation. This class of methods is also referred to as Approximate Bayesian Computation (ABC) and relaxes the need for a residualbased likelihood function in favor of one or multiple different summary statistics that exhibit superior diagnostic power. Here we propose several methodological improvements over commonly used ABC sampling
methods to permit inference of complex system models. Our methodology entitled DREAM(ABC) uses the
DiffeRential Evolution Adaptive Metropolis algorithm as its main building block and takes advantage of a
continuous ﬁtness function to efﬁciently explore the behavioral model space. Three case studies demonstrate that DREAM(ABC) is at least an order of magnitude more efﬁcient than commonly used ABC sampling
methods for more complex models. DREAM(ABC) is also more amenable to distributed, multi-processor,
implementation, a prerequisite to diagnostic inference of CPU-intensive system models.

1. Introduction and Scope
Bayesian methods have become increasingly popular for ﬁtting hydrologic models to data (e.g., streamﬂow,
water chemistry, groundwater table depth, soil moisture, pressure head, snow water equivalent). Bayes’ rule
~ y 1 ; . . . ; ~y n g (also referred to as
updates the prior probability of a certain hypothesis when new data, Y5f~
evidence) become available. The hypothesis typically constitutes the parameter values, h, of a model, F,
which simulates the observed data using
~
Y

~ ; x~ 0 Þ 1 e;
Fðh; u

(1)

~ 5f~
~ n g denotes the observed forcing data, x~ 0 signiﬁes the initial state of the system,
where u
u1; . . . ; u
and e5fe1 ; . . . ; en g includes observation error, as well as error due to the fact that the simulator, F, may be
systematically different from the real system of interest, =ðhÞ, for the parameters h. If our main interest is in
the parameters of the model, Bayes law is given by
~
pðhjYÞ5

~
pðhÞpðYjhÞ
;
~
pðYÞ

(2)

~  pðYjhÞ
~ is the likelihood function, and pðYÞ
~
where pðhÞ denotes the prior parameter distribution, LðhjYÞ
represents the evidence. As all statistical inferences of the parameters can be made from the unnormalized
~ from the denominator and write pðhjYÞ
~ / pðhÞLðhjYÞ.
~
density, we conveniently remove pðYÞ
~ summarizes, in probabilistic sense, the overall distance between the model
The likelihood function, LðhjYÞ,
simulation and corresponding observations. The mathematical deﬁnition of this function has been subject
to considerable debate in the hydrologic and statistical literature [e.g., Schoups and Vrugt, 2010; Smith et al.,
2010; Evin et al., 2013]. Simple likelihood functions that assume Gaussian error residuals are statistically convenient, but this assumption is often not borne out of the probabilistic properties of the error residuals that
show signiﬁcant variations in bias, variance, and autocorrelation at different parts of the simulated watershed response. Such nontraditional residual distributions are often caused by forcing data and model structural errors, whose probabilistic properties are very difﬁcult, if not impossible, to adequately characterize.
This makes it rather difﬁcult, if not impossible, to isolate and detect epistemic errors (model structural
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deﬁciencies), a prerequisite to improving our understanding and theory of water ﬂow and storage in
watersheds.
The inability of classical likelihood-based ﬁtting methods to detect model malfunctioning is evident if we critically assess the progress that has been made in modeling of the rainfall-runoff transformation. For instance, consider the Sacramento soil moisture accounting (SAC-SMA) model introduced by Burnash et al. [1973] in the early
1970s and used by the US National Weather Service for ﬂash-ﬂood forecasting throughout the United States. In
about four decades of ﬁtting the SAC-SMA model to (spatially distributed) streamﬂow data, we have not been
able to make any noticeable improvements to the underlying equations of the model. This is even more disturbing given the relative low order complexity of the SAC-SMA model. If for such relatively simple (lumped) hydrologic models our ﬁtting methods are unable to illuminate to what degree a representation of the real world has
been adequately achieved and how the model should be improved, the prospects of learning and scientiﬁc discovery for the emerging generation of very high order system models are rather poor, because more complex
process representations lead (unavoidably) to greater interaction among model components, and perpetually
larger volumes of ﬁeld and remote sensing data need to be utilized for system characterization and evaluation.
The limitations of classical residual-based ﬁtting methods has stimulated Gupta et al. [2008] (amongst
others) to propose a signature-based approach to model evaluation. By choosing the signatures so that
they each measure different but relevant parts of system behavior, diagnostic evaluation proceeds with
analysis of the behavioral similarities (and differences) of the observed data and corresponding model simulations. Ideally, these differences are then related to individual process descriptions, and correction takes
place by reﬁning/improving these respective components of the model. What is left is the numerical implementation of diagnostic model evaluation.
In a previous paper, Vrugt and Sadegh [2013] advocated the use of ‘‘likelihood-free’’ inference for diagnostic
model evaluation. This approach, introduced in the statistical literature about three decades ago [Diggle
and Gratton, 1984], is especially useful for cases where the likelihood is intractable, too expensive to be evaluated, or impossible to be formulated explicitly. This class of methods is also referred to as Approximate
Bayesian Computation (ABC), a term coined by Beaumont et al. [2002], and widens the realm of models for
which statistical inference can be considered [Marjoram et al., 2003; Sisson et al., 2007; Del Moral et al., 2011;
Joyce and Marjoram, 2008; Grelaud et al., 2009; Ratmann et al., 2009]. ABC has rapidly gained popularity in
the past few years, in particular for the analysis of complex problems arising in population genetics, ecology, epidemiology, and systems biology. The ﬁrst application of ABC in hydrology can be found in Nott
et al. [2012] and establishes a theoretical connection between ABC and GLUE-based approaches. Other
work on this topic can be found in the recent publication by Sadegh and Vrugt [2013].
The premise behind ABC is that h should be a sample from the posterior distribution if the distance
~ Yðh ÞÞ, is smaller than some small positive value,  [Marjobetween the observed and simulated data, qðY;
ram et al., 2003; Sisson et al., 2007]. Figure 1 provides a conceptual overview of the ABC methodology. All
ABC based methods approximate the likelihood function by simulations, the outcomes of which are compared with the observed data [Beaumont, 2010; Bertorelle et al., 2010; Csillery et al., 2010]. In so doing, ABC
algorithms attempt to approximate the posterior distribution by sampling from
ð
~ / pðhÞModelðyjhÞIðqðY;
~ YðhÞÞ  Þdy;
pðhjYÞ
(3)
Y

where Y denotes the support of the simulated data, Y  ModelðyjhÞ, and I(a) is an indicator function that
returns one if the condition a is satisﬁed and zero otherwise. The accuracy of the estimated posterior distri~ YðhÞÞ  Þ depends on the value of . In the limit of  ! 0 the sampled distribution will
bution, pðhjqðY;
~ [Pritchard et al., 1999; Beaumont et al., 2002; Ratmann et al., 2009;
converge to the true posterior, pðhjYÞ
Turner and van Zandt, 2012]. Yet this requires the underlying model operator to be stochastic, and hence
ModelðÞ in equation (3) is equivalent to the output of the deterministic model F in equation (1) plus a random error with probabilistic properties equal to those of e.
For sufﬁciently complex system models and/or large data sets, it will be difﬁcult, if not impossible, to ﬁnd a
model simulation that always ﬁts the data within . It has therefore become common practice in ABC to use
one or more summary statistics of the data rather than the data itself. Ideally, these chosen summary statistics,
SðÞ are sufﬁcient and thus provide as much information for the model parameters as the original data set
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Figure 1. Conceptual overview of approximate Bayesian computation (ABC) for a hypothetical one-dimensional parameter estimation problem.
First, N samples are drawn from a user-deﬁned prior distribution, h  pðhÞ. Then, this ensemble is evaluated with the model and creates N
~ Yðh ÞÞ is smaller than or equal to some nominal value,  then
model simulations. If the distance between the observed and simulated data, qðY;
h is retained, otherwise the simulation is discarded. The accepted samples are then used to approximate the posterior parameter distribution,
~ Note that for sufﬁciently complex models and large data sets the probability of happening upon a simulation run that yields precisely
pðhjYÞ.
~ Yðh ÞÞ is typically deﬁned as a distance
the same simulated values as the observations will be very small, often unacceptably so. Therefore, qðY;
~ data, respectively. Modiﬁed after Sunnåker et al. [2013].
between summary statistics of the simulated, SðYðh ÞÞ and observed, SðYÞ

itself. In practice, however, the use of summary statistics usually entails a loss of information and hence results
in an approximate likelihood, especially for complex models. Partial least squares [Wegmann et al., 2009] and
information-theory [Barnes et al., 2011] can help to determine (approximately) a set of nearly sufﬁcient marginal statistics. Nonetheless, complex models admitting sufﬁcient statistics are practical exceptions.
The most common ABC algorithm implements simple rejection sampling which relies on satisfying the con~ SðYðh ÞÞÞ  . This method has the practical advantage of being relatively easy to implement
dition qðSðYÞ;
and use, but its efﬁciency depends critically on the choice of the prior sampling distribution. If this prior distribution is a poor approximation of the actual posterior distribution, then many of the proposed samples
will be rejected. This leads to dramatically low acceptance rates, and thus excessive CPU times. Indeed,
Vrugt and Sadegh [2013] and Sadegh and Vrugt [2013] report acceptance rates of less than 0.1% for hydrologic models with just a handful of parameters. One remedy to this problem is to increase the value of ,
but this leads to an inaccurate approximation of the posterior distribution.
A number of methodological advances have been proposed to enhance the sampling efﬁciency of ABC
algorithms. One common approach is to use a set of monotonically decreasing  values. This allows the
algorithm to sequentially adapt the prior distribution and converge to a computationally feasible ﬁnal value
of . Nonetheless, these algorithms still rely on a boxcar kernel (step function) to evaluate the ﬁtness of
each sample, and are not particularly efﬁcient in high dimensional search spaces. In this paper we introduce
a Markov Chain Monte Carlo (MCMC) simulation method that enhances, sometimes dramatically, the ABC
sampling efﬁciency. This general-purpose method entitled, DREAM(ABC) uses the DiffeRential Evolution
Adaptive Metropolis algorithm [Vrugt et al., 2008, 2009] as its main building block, and replaces the indicator function in equation (3) with a continuous kernel to decide whether to accept candidate points or not.
The proposed methodology is benchmarked using synthetic and real-world simulation experiments.
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The remainder of this paper is organized as follows. In section 2 we summarize the results of commonly used ABC
sampling methods by application to a synthetic benchmark study. Section 3 introduces the main elements of the
DREAM(ABC) algorithm and discusses several of its advantages. This is followed in Section 4 with two synthetic and
one real-world simulation experiment. In this section we are especially concerned with sampling efﬁciency and
robustness. Finally, section 5 concludes this paper with a discussion and summary of our main ﬁndings.

2. Approximate Bayesian Computation
The ABC method provides an excellent vehicle for diagnostic model evaluation [Vrugt and Sadegh, 2013] by
using one or multiple different summary statistics that, when rooted in the relevant environmental theory,
should have a much stronger and compelling diagnostic power than some residual-based likelihood function. Challenges lie in the proper selection of summary metrics that adequately extract all the available
information from the calibration data, how to deal with input data uncertainty, how to detect epistemic
errors (lack of knowledge), how to determine an appropriate (small) value for , and how to efﬁciently sample complex multidimensional spaces involving many tens to hundreds of parameters. This paper is focused
on the last topic, and proposes several methodological developments to overcome the shortcomings of
standard ABC sampling methods. The other topics will be investigated in subsequent papers.
We ﬁrst discuss two common ABC sampling methods that have found widespread application and use
within the context of likelihood-free inference. We then introduce DREAM(ABC), a Markov chain Monte Carlo
(MCMC) implementation of ABC that permits inference of complex system models.
2.1. Rejection Algorithm
Once the summary statistic(s) has(have) been deﬁned we are left with ﬁnding all those values of h for
~ SðYðh ÞÞÞ  . The most basic algorithm to do so uses rejection sampling. This algorithm prowhich qðSðYÞ;
ceeds as follows
Algorithm 1 ABC-Rejection Sampler
1: for i51; . . . ; N do
2:

~ SðYðh ÞÞÞ >  do
while qðSðYÞ;

3:

Sample h from the prior, h  pðhÞ

4:

Simulate data Y using h , Y  Modelðh Þ

5:

~ SðYðh ÞÞÞ
Calculate qðSðYÞ;

6:

end while

7:

Set hi

h

8:

Set w i

1
N

9: end for

In words, the ABC rejection (ABC-REJ) algorithm proceeds as follows. First we sample a candidate point, h ,
from some prior distribution, pðhÞ. We then use this proposal to simulate the output of the model,
~ using a distance funcY  Modelðh Þ. We then compare the simulated data, Y, with the observed data, Y,

~
tion, qðSðYÞ; SðYðh ÞÞÞ. If this distance function is smaller than some small positive tolerance value,  then
the simulation is close enough to the observations that the candidate point, h has some nonzero probabil~ SðYðhÞÞÞ  Þ. By repeating this process N
^ ðhjqðSðYÞ;
ity of being in the approximate posterior distribution, p
times, ABC-REJ provides an estimate of the actual posterior distribution.
Unfortunately, standard rejection sampling method typically requires massive computational resources to
generate a sufﬁcient number of samples from the posterior distribution. Failure to maintain an adequate
sampling density may result in under sampling probable regions of the parameter space. This inefﬁciency
~ is high dimensional and occupies only a small region
can provide misleading results, particularly if pðhjYÞ
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interior to the prior distribution. Only if pðhÞ is a good representation of the actual posterior parameter distribution then ABC-REJ can achieve an adequate sampling efﬁciency.
2.2. Population Monte Carlo Simulation
To guarantee convergence to the appropriate limiting distribution, the value of  in Algorithm 1 (ABC-REJ) needs to
be taken very small. Values of 0:01    0:05 are often deemed appropriate. Unfortunately, this will produce very
low acceptance rates, particularly if the prior distribution is poorly chosen and extends far beyond the posterior distribution. To increase sampling efﬁciency, it would seem logical to stepwise reduce the value of  and to use the
accepted samples to iteratively adapt the prior distribution. This is the principal idea behind population Monte Carlo
(PMC) algorithms. These methods are used extensively in physics and statistics for many-body problems, lattice spin
systems and Bayesian inference, and also referred to as ‘‘quantum Monte Carlo,’’ ‘‘transfer-matrix Monte Carlo,’’
‘‘Monte Carlo ﬁlter,’’ ‘‘particle ﬁlter,’’ and ‘‘sequential Monte Carlo.’’ The PMC sampler of Beaumont et al. [2009] and
Turner and van Zandt [2012] is speciﬁcally designed for ABC-inference and works as follows

Algorithm 2 ABC-Population Monte Carlo sampler
1: At iteration j 5 1,
2: for i51; . . . ; N do
3:

~ SðYðh ÞÞÞ > 1 do
while qðSðYÞ;

4:

Sample h from the prior, h  pðhÞ

5:

Simulate data Y using h , Y  Modelðh Þ

6:

~ SðYðh ÞÞÞ
Calculate qðSðYÞ;

7:

end while

8:

Set Hi1

h

9:

Set wi1

1
N

10: end for
2CovðH1 Þ,

11: Set R1

12: At iteration j > 1,
13: for j52; . . . ; J do
14:
15:

for i51; . . . ; N do
~ SðYðh ÞÞÞ > j do
while qðSðYÞ;

16:

Sample h from the previous population, h  Hj21 with probability wj21

17:

Perturb h by sampling h  N d ðh ; Rj21 Þ

18:

Simulate data Y using h , Y  Modelðh Þ

19:

~ SðYðh ÞÞÞ
Calculate qðSðYÞ;

20:

end while

21:

Set Hij

h

22:
Set wij

XN
u51

23:

end for

24:

Set Rj

pðhij Þ
wuj21 qd ðhuj21 jhij ; Rj21 Þ

(4)

2CovðHj Þ

25: end for
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Figure 2. One-dimensional mixture distribution (solid black line) and histogram of the posterior samples derived from (a) Rejection sampling (ABC-REJ), (b) Population Monte Carlo sampling (ABC-PMC), and (c) MCMC simulation with DREAM(ABC).

In short, the ABC-PMC sampler starts out as ABC-REJ during the ﬁrst iteration, j 5 1, but using a much larger
initial value for . This will signiﬁcantly enhance the initial acceptance rate. During each successive iteration,
j5f2; . . . ; Jg, the value of  is decreased and the multinormal proposal distribution, q5N d ðhkj21 ; Rj21 Þ,
adapted using Rj21 52Covðh1j21 ; . . . ; hNj21 Þ with hkj21 drawn from a multinomial distribution, FðHj21 jwj21 Þ,
1
N
where Hj21 5fh1j21 ; . . . ; hNj21 g is a N3d matrix and wj21 5fwj21
; . . . ; wj21
g is a N-vector of normalized
PN
i
i
weights, i51 wj21 51 and wj21  0. In summary, a sequence of (multi)normal proposal distributions is
used to iteratively reﬁne the samples and explore the posterior distribution. This approach, similar in spirit
to the adaptive Metropolis sampler of [Haario et al., 1999, 2001], achieves a much higher sampling efﬁciency
than ABC-REJ, particularly for cases where the prior distribution, pðhÞ, is a poor approximation of the actual
target distribution.
The PMC sampler of Turner and van Zandt [2012] assumes that the sequence of  values is speciﬁed by the
user. Practical experience suggests that a poor selection of 5f1 ; . . . ; J g can lead to very low acceptance
rates or even premature convergence. Sadegh and Vrugt [2013] have therefore introduced an alternative
variant of ABC-PMC with adaptive selection of jðj>1Þ . This method requires the user to specify only the initial
kernel bandwidth, 1, and subsequent values of  are determined from the qðÞ values of the N most
recently accepted samples. This approach is not only more practical, but also enhances convergence speed
to the posterior distribution. We therefore prescribe the sequence of  values in ABC-PMC using the outcome of several adaptive runs.
It is interesting to note that the PMC sampler has elements in common with genetic algorithms (GA) [Higuchi, 1997] in that a population of individuals is used to search the parameter space. The main difference
between both approaches is that PMC is speciﬁcally designed for statistical inference of the marginal and
joint parameter distributions, whereas GAs are specialized in optimization. Yet it is not difﬁcult to modify
the PMC sampler so that it converges to a single ‘‘best’’ solution. Nonetheless, one should be particularly
careful using common GA operators such as crossover and mutation. Such genetic operators can signiﬁcantly improve the search capabilities of ABC-PMC in high dimensional search spaces, but can harm convergence properties.
To benchmark the efﬁciency of ABC-REJ and ABC-PMC, we start by ﬁtting a relatively simple mixture of two
Gaussian distributions, which has become a classical problem in the ABC literature [Sisson et al., 2007; Beaumont et al., 2009; Toni et al., 2009; Turner and Sederberg, 2012]


1
1
1
pðhÞ5 N 0;
1 N ð0; 1Þ;
2
100
2

(5)

where N ða; bÞ is a normal distribution with mean, a and standard deviation, b. The solid black line in Figure 2
plots the actual target distribution.
We now test the efﬁciency of ABC-REJ and ABC-PMC using the following distance function,
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Table 1. Case Study I: One-Dimensional Toy Example

ABC-REJ
ABC-PMC
DREAMðABCÞ

~ SðYðh ÞÞÞ5
qðSðYÞ;

a



AR (%)

Function
Evaluations

0.025
0.025
0.025

0.259
0.585
1.708

386,742
170,848
50,000

jYj

with probability of 50%

jy1 j

with probability of 50%

where Y5fy1 ; . . . ; y100 g, yi  N ðh; 1Þ, and the operator j  j signiﬁes the modulus (absolute value).
a
We list the (ﬁnal) epsilon value, acceptance rate, AR (%)
In keeping with the statistical literature, we assume
and number of function evaluations needed to sample the
a uniform prior distribution, pðhÞ  U½210; 10 ,
target distribution.
with 50:025 (ABC-REJ) and
5f1; 0:75; 0:5; 0:25; 0:1; 0:05; 0:025g (ABC-PMC).
Figure 2 plots histograms of the ABC-REJ (a: left) and ABC-PMC (b: middle) derived posterior distribution of
h using N 5 1, 000 samples.
The marginal distribution derived with ABC-REJ and ABC-PMC are in good agreement with the known target
distribution (black line). Table 1 summarizes the performance of the ABC-REJ and ABC-PMC sampler. The
rejection sampler (ABC-REJ) requires about 386, 742 function evaluations to ﬁnd N 5 1, 000 behavioral solutions. This corresponds to an acceptance rate (AR, %) of approximate 0.26%, which can be considered highly
inefﬁcient. The ABC-PMC sampler on the other hand requires fewer function evaluations (170,848) to
explore the target distribution, with an acceptance rate of about 0.59%. Note however that ABC-PMC underestimates the sampling density of points in the tails of the posterior suggesting that the algorithm has not
been able to fully explore pðhÞ. The results of DREAM(ABC) that are listed at the bottom of Table 1 will be discussed in section 4.1 of this paper.

3. Markov Chain Monte Carlo Simulation
The adaptive capabilities of the ABC-PMC sampler offer signiﬁcant computational advantages over ABC-REJ.
However, further methodological improvements are warranted to enable inference of complex simulation
models involving high dimensional parameter spaces. The use of a boxcar ﬁtness kernel (zero probability
everywhere except for a small interval where it is a constant) is theoretically convenient, but makes it very
difﬁcult for any sampling algorithm to determine the preferred search direction. All rejected simulations
receive a similar score, irrespective of whether their qðÞ values are in close proximity of the threshold,  or
far removed. This is certainly not desirable and unnecessarily complicates posterior exploration. Furthermore, ABC-REJ and ABC-PMC update all entries of the parameter vector simultaneously. This is equivalent
to a crossover of 100%, and adequate for low-dimensional problems involving just a handful of parameters,
but not necessarily efﬁcient in high dimensional search spaces. For such problems, conditional (or subspace) sampling has desirable properties and can enhance, sometimes dramatically, the speed of convergence. The method we propose herein is more commonly known as Metropolis-within-Gibbs, and samples
individual dimensions (or groups of parameters) in turn.
3.1. Continuous Fitness Kernel
A boxcar kernel has the disadvantage that all samples with qðÞ value larger than  are considered equal
and discarded. This is the basis of rejection sampling, and can be very inefﬁcient particularly if the prior
sampling distribution is poorly chosen. To solve this problem, Turner and Sederberg [2012] recently introduced an alternative ABC sampling approach using MCMC simulation with a continuous ﬁtness kernel. This
method is based on the concept of noisy-ABC [Beaumont et al., 2002; Blum and François, 2010] and perturbs
the model simulation with a random error, n
Y

Modelðh Þ1n

(6)

If we assume that n follows a multivariate normal distribution, N ð0n ; aÞ, then we can evaluate the probabil~ SðYðh ÞÞÞ, of h using
ity density, pðSðYÞ;


1
1 22
2


~
(7)
pðh jaÞ5 pﬃﬃﬃﬃﬃﬃ exp 2 a ðqðSðYÞ; SðYðh ÞÞÞÞ ;
2
a 2p
where a is an algorithmic (or free) parameter that deﬁnes the width of the kernel. As a result, the approximation in equation (3) becomes [Turner and Sederberg, 2012]
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~ SðYðh ÞÞÞÞdy
pðhÞModelðyjhÞpðqðSðYÞ;

(8)

Y

This approach has recently been coined kernel-based ABC (KABC) in the statistical literature, and opens up
an arsenal of advanced Monte Carlo based sampling methods to explore the posterior distribution. Three
preliminary case studies of different complexity (not shown herein) demonstrate that KABC with DREAM is
at least 3–1000 times more efﬁcient than ABC-PMC. Unfortunately, KABC can run into a fatal problem. The
MCMC algorithm may produce a nice bell shaped posterior distribution but with simulated summary statistics that are far removed from their observed values. For example, let us assume an extreme case in which
the model is unable to ﬁt any of the observed summary statistics within the required tolerance . Sampling
would still produce a limiting distribution, but with probability densities of equation (7) that are practically
zero. These results are undesirable, and have nothing to do with the actual MCMC method used, replacing
this with another sampling approach would give similar ﬁndings. The culprit is the continuous kernel of
equation (7), which does not a priori bound the feasible space of the posterior solutions. Changing equation
(7) to a boxcar function with pðÞ51 in the interval ½2;  around the measured summary statistic(s), and
exponential decline of the density outside this interval runs into the same problems and is thus also futile.
We here propose an alternative method for ﬁtness assignment that helps a MCMC simulator converge to
the correct posterior distribution. We deﬁne the ﬁtness of h as follows
~ SðYðh ÞÞÞ;
f ðh ; /Þ5/2qðSðYÞ;

(9)

were / > 0 is a coefﬁcient that bounds the ﬁtness values between ð21; / . The smaller the distance of the simulated summary metrics to their observed values, the higher the ﬁtness. By setting /5, then f ðh Þ 2 ½0;  is a necessary condition for a sample, h , to be called a posterior solution, otherwise the sample is non behavioral and can
be discarded. This condition is easily veriﬁed a posteriori from the sampled ﬁtness values of the Markov chains.
We are now left with a deﬁnition of the selection rule to help determine whether to accept trial moves
or not. The original scheme proposed by Metropolis et al. [1953] was constructed using the
condition of detailed balance. If p(u) (p(i)) denotes the probability to ﬁnd the system in state u (i) and
qðu ! iÞ ðqði ! uÞÞ is the conditional probability to perform a trial move from u to i (i to u), then the
probability pacc ðu ! iÞ to accept the trial move from u to i is related to pacc ði ! uÞ according to:
pðuÞqðu ! iÞpacc ðu ! iÞ5pðiÞqði ! uÞpacc ði ! uÞ

(10)

If we assume a symmetric jumping distribution, that is qðu ! iÞ5qði ! uÞ, then it follows that
pacc ðu ! iÞ pðiÞ
5
pacc ði ! uÞ pðuÞ

(11)

This equation does not yet determine the acceptance probability. Metropolis et al. [1953] made the following choice:


pðiÞ
pacc ðu ! iÞ5min 1;
;
(12)
pðuÞ
to determine whether to accept a trial move or not. This selection rule has become the basic building block
of many existing MCMC algorithms. Hastings [1970] extended equation (12) to nonsymmetrical jumping distributions in which qðu ! iÞ 6¼ qði ! uÞ.
Unfortunately, equation (9) is not a proper probability density function, and hence application of (12) will
lead to a spurious approximation of the posterior distribution. The same problem arises with other ﬁtness
functions derived from equation (7), for example, the Nash-Sutcliffe efﬁciency, pseudolikelihoods and a
composite of multiple objective functions. We therefore calculate the acceptance probability using
pacc ðu ! iÞ5max ðIðf ðiÞ  f ðuÞÞ; Iðf ðiÞ  ð/2ÞÞÞ

(13)

where IðÞ is an indicator function, and the operator max ðIðaÞ; IðbÞÞ returns one if a and/or b is true, and
zero otherwise. Thus, pacc ðu ! iÞ51 (we accept) if the ﬁtness of the proposal i is higher than or equal to
that of the current state of the chain, u. On the contrary, if the ﬁtness of i is smaller than that of u then
pacc ðu ! iÞ50 and the proposal is rejected, unless f ðiÞ  0, then we still accept.
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The binary acceptance probability of equation (13) differs fundamentally from a regular MCMC selection
rule, but has important practical advantages that promulgate converge to the correct limiting distribution.
Initially, when the samples are rather inferior, equation (13) enforces the MCMC algorithm to act as an optimizer and only accept proposals with a higher ﬁtness and thus smaller distance to the observed values of
the summary statistics. The transitions of the Markov chain during this time are irreversible with a zero
acceptance probability of the previous state (backward jump). This changes the moment a candidate point
has been sampled whose ﬁtness, f ðÞ  0. From this point forward, the acceptance probability of equation
(13) leads to a reversible Markov chain and the successive samples can be used to approximate the posterior target distribution.
An important limitation of equation (13) is that it cannot incorporate nonsymmetric jump distributions, such as the snooker updater used in DREAMðZSÞ and MT-DREAMðZSÞ [Laloy and Vrugt, 2012].
This would require a Hastings-type correction, but cannot be readily incorporated within the current
framework. In subsequent work we will introduce an alternative ABC methodology, coined diagnostic
Bayes, that can handle explicit priors and non-symmetrical proposal distributions.
3.2. Pseudo-Code of DREAM(ABC)
We can solve for the posterior distribution of equation (9) using MCMC simulation with DREAM [Vrugt et al.,
2008, 2009]. This method uses subspace sampling to increase search efﬁciency and overcome some of the
main limitations of ABC-REJ and ABC-PMC. In DREAM, K (K > 2) different Markov chains are run simultaneously in parallel, and multivariate proposals are generated on the ﬂy from the collection of chains, Ht21
(matrix of K3d with each chain state as row vector), using differential evolution [Storn and Price, 1997; Price
et al., 2005]. If A is a subset of d-dimensions of the original parameter space, Rd Rd , then a jump in the
kth chain, k5f1; . . . ; Kg at iteration t5f2; . . . ; Tg is calculated using
"
#
s
s
X
X

t21
t21
Dk;A 5ð1d 1kÞcðdÞ
hgj ;A 2 hrj ;A 1f
(14)
j51
j51
Dk;6¼A 5 0;

pﬃﬃﬃﬃﬃﬃﬃﬃ
where c52:38= 2sD is the jump rate, s denotes the number of chain pairs used to generate the jump, and
g and r are s vectors with integer values drawn without replacement from f1; . . . ; k21; k11; . . . ; Kg. The
values of k and f are sampled independently from U d ð2c; cÞ and N d ð0; c Þ respectively with, typically,
c 5 0.1 and c small compared to the width of the target distribution, c 510212 say.
The candidate point of chain k at iteration t then becomes

hk 5ht21
k 1Dk ;

(15)

and the Metropolis ratio is used to determine whether to accept this proposal or not. The DREAM algorithm
solves an important practical problem in MCMC simulation, namely that of choosing an appropriate scale
and orientation of the proposal distribution. Section 3.3 will detail the procedure for selecting the dimensions of the subset A that will be updated each time a proposal is created.
We now proceed with a pseudocode of DREAM(ABC).

Algorithm 3 DREAM(ABC)-Markov chain Monte Carlo sampler
1: At iteration t 5 1,
2: for k51; . . . ; K do
3:

Sample h1k from the prior, h1k  pðhÞ

4:

Simulate data Y using h1k , Y  Modelðh1k Þ

5:

~ SðYðh1 ÞÞÞ
Calculate the ﬁtness, f ðh1k Þ52qðSðYÞ;
k

6: end for
7: At iteration t > 1,
8: for t52; . . . ; T do
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for k51; . . . ; K do

10:

Determine subset A, the dimensions of the parameter space to be updated.

11:

Calculate the jump vector, Dk using Equation (14)

12:


Compute the proposal, hk 5ht21
k 1Dk

13:

Simulate data Y using hk , Y  Modelðhk Þ

14:

~ SðYðh ÞÞÞ
Calculate the ﬁtness, f ðhk Þ52qðSðYÞ;
k

15:


Calculate the acceptance probability using Equation (13), pacc ðhk Þ5max ðIðf ðhk Þ  f ðht21
k ÞÞ; Iðf ðhk Þ  0ÞÞ

16:

If pacc ðhk Þ51, set htk 5hk otherwise remain at current state, htk 5ht21
k

17:

end for

18:

^
Compute R-statistic
for each entry of h using last 50% of samples in each chain.

19:

^ j  1:2 for all j5f1; . . . ; dg stop, otherwise continue.
If R

20: end for

In summary, DREAM(ABC), runs K different Markov chains in parallel. Multivariate proposals in each chain,
k5f1; . . . ; Kg are generated by taking a ﬁxed multiple of the difference of two or more randomly chosen
members (chains) of H (without replacement). By accepting each jump with binary probability of equation (13) a Markov chain is obtained, the stationary or limiting distribution of which is the posterior distribution. Because the joint pdf of the K chains factorizes to pðh1 Þ3 . . . 3pðhK Þ, the states of the individual
chains are independent at any iteration after DREAM(ABC) has become independent of its initial value.
^
After this burn-in period, the convergence of DREAM(ABC) can thus be monitored with the R-statistic
of
Gelman and Rubin [1992].
The jump distribution in equation (14) of DREAM(ABC) is easily implemented in ABC-PMC to help generate trial
moves. This could further improve the scale and orientation of the proposals, but comes at an increased computational cost. The conditional probability to move from huj21 to hij or qd ðhuj21 ! hij Þ in equation (4) of ABCPMC is easy to calculate for a (multi)normal proposal distribution, but requires signiﬁcantly more CPU-resources
if the jumping kernel of DREAM(ABC) is used. Let’s assume, for instance, that s51 and k50d in equation (14).
The probability to transition in ABC-PMC from the current state, huj21 , to the proposal, hij , is then equivalent to
qðhij jhuj21 Þ5

N X
N
X

o
wðhuj21 1cðhm
j21 2hj21 ÞjRd Þ; > i 6¼ o 6¼ m

(16)

m51 o51

where w denotes the normal density with covariance matrix Rd 5ðc Þ2 Id . This equation is of computational complexity OðN2 Þ and becomes particularly CPU-intensive for large N and/or if more
than one pair of chains (s > 1) is used to create proposals. More fundamentally, the lack of subspace sampling (see next section) in ABC-PMC deteriorates search efﬁciency in high-dimensional
spaces (shown later). We therefore do not consider this alternative jumping distribution in ABCPMC. Note that DREAM(ABC) can take much better advantage than ABC-PMC of a multi-processor
computing environment. Indeed, each of the K chains can be evaluated on a different node,
which signiﬁcantly speeds-up diagnostic inference of CPU-intensive system models.
3.3. Randomized Subspace Sampling
Subspace sampling is implemented in DREAM(ABC) by only updating randomly selected dimensions of ht21
k
each time a proposal is generated. Following the default of the DREAM suite of algorithms [Vrugt et al.,
2008, 2009, Vrugt and ter Braak 2011; Laloy and Vrugt, 2012] we use a geometric series of nCR different
n
o
crossover values and store this in a vector, CR5 n1CR ; n2CR ; . . . ; 1 . The prior probability of each crossover
value is assumed equal and deﬁnes a vector p with nCR copies of n1CR . We create the set A of selected dimensions to be updated as follows
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Algorithm 4 Subspace sampling
1: for k51; . . . ; K do
2:

Deﬁne A to be an empty set, A5Ø

3:

Sample P from the discrete multinomial distribution, P  FðCRjpÞ

4:

Draw d labels from a multivariate uniform distribution, Z  U d ½0; 1

5:

for j51; . . . ; d do

6:
7:
8:
9:
10:
11:
12:

if Zj > ð12PÞ then
Add dimension j to A
end if
end for
if A5Ø then
Choose one index from {1,. . .,d} and add to A
end if

13: end for

The number of dimensions stored in A ranges between 1 and d and depends on the sampled value of the
crossover. This relatively simple randomized selection strategy enables single-site Metropolis sampling (one
dimension at a time), Metropolis-within-Gibbs (one or a group of dimensions) and regular Metropolis sampling (all dimensions). To enhance search efﬁciency, the probability of each nCR crossover values is tuned
adaptively during burn-in by maximizing the normalized Euclidean distance between successive states of
the K chains [Vrugt et al., 2009]. The only algorithmic parameter that needs to be deﬁned by the user is nCR ,
the number of crossover values used. We use the standard settings of DREAM and use nCR 53 in all the calculations reported herein. This concludes the algorithmic description of DREAM(ABC).

4. Numerical Experiments
The next section compares the efﬁciency of ABC-REJ, ABC-PMC and DREAM(ABC) for two synthetic and one
real-world experiment. These case studies cover a diverse set of problem features, including highdimensionality, nonlinearity, nonconvexity, and numerous local optima. Perhaps not surprisingly, our trials
with ABC-REJ show that rejection sampling is highly inefﬁcient when confronted with multidimensional
parameter spaces, unless the prior sampling distribution closely mimics the target distribution of interest. In
practice, this is an unreasonable expectation and we therefore discard the ABC-REJ algorithm after the ﬁrst
case study and focus our attention on the results of ABC-PMC and DREAM(ABC).
In all our calculations with ABC-PMC we create N 5 1, 000 samples at each iteration, j5f1; . . . ; Jg using values of  that are listed in each case study and have been determined through trial-and-error [e.g., Sadegh
and Vrugt, 2013]. In DREAM(ABC) we need to deﬁne the number of chains, K and the total number of function
evaluations, M5K  T. Their values are listed in each individual case study. For all the other algorithmic variables in DREAM(ABC) we use standard settings recommended in Vrugt et al. [2009].
4.1. Synthetic Benchmark Experiments: Gaussian Mixture Model
We now benchmark the performance of DREAM(ABC) by application to the Gaussian mixture model in equation (5). We set 50:025 and run K 5 10 different chains using a total of M 5 50, 000 function evaluations.
Figure 2c displays the marginal distribution of the posterior samples using a burn-in of 50%. It is evident
that the adaptive capabilities of DREAM(ABC) enables it to track the target distribution. The density of samples in the tails has somewhat improved considerably compared to ABC-PMC. The burn-in required for multichain methods such as DREAM(ABC) is relatively costly for this one-dimensional problem, and hence it is
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Figure 3. Two-dimensional scatter plots of the posterior samples, ‘‘ 1’’ generated with (a) Population Monte Carlo sampling, and (b)
MCMC simulation with DREAM(ABC). The true values of l1 and l2 are indicated with a cross, ‘‘ 3.’’ The ABC-PMC samples are very dispersed
and signiﬁcantly overestimate the actual width of the target distribution.

not surprising that rejection sampling provides a nicer sample of the mixture distribution. The DREAM(ABC)
approximation of the target is easily enhanced by creating more samples.
Table 1 lists the acceptance rate (AR, %), number of function evaluations, and  value used with ABC-REJ,
ABC-PMC, and DREAM(ABC). It is evident that DREAM(ABC) is most efﬁcient in sampling the target distribution.
The acceptance rate of DREAM(ABC) is between 3 and 6 times higher than that ABC-PMC and ABC-REJ,
respectively.
4.2. Synthetic Benchmark Experiments: 20-Dimensional Bivariate Distribution
A more demanding test of the ABC-PMC and DREAM(ABC) algorithms can be devised by using a multidimensional target distribution. We consider a set of ten bivariate normal distributions
"
# "
#!
li;1
0
0:012
hi ðli;1 ; li;2 Þ  N 2
;
;
li;2
0
0:012

(17)

with unknown mean of the ith component, li 5fli;1 ; li;2 g and ﬁxed covariance matrix. We now generate
n 5 20 observations by sampling the mean of each bivariate distribution from U 2 ½0; 10 . The ‘‘observed’’
data are plotted in Figure 3 using the red cross symbols. Each of the bivariate means is now subject to inference with ABC, which results in a d 5 20 dimensional parameter estimation problem. The simulated data, Y
are created by evaluating equation (17) ﬁfty different times for each proposal, h 5½l1 ; . . . ; l10 . The mean
of the ﬁfty samples from each bivariate distribution is stored in Y (10 by 2 matrix) and compared to the
observed data using the following distance function [Turner and Sederberg, 2012]
vﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
u
10 X
2
u X

~ Yðh ÞÞ5t 1
~ ði;jÞ 2Yði;jÞ ðh ÞÞ2
(18)
qðY;
ðY
20 i51 j51
We assume a noninformative (uniform) prior, h  U 20 ½0; 10 and set 5f3; 2:5; 2:1; 1:8; 1:6; 1:3; 1:1; 0:9; 0:8;
0:7; 0:6g (ABC-PMC) and 50:025, K 5 15, and M 5 200, 000 (DREAMðABCÞ ). The results of the analysis are
presented in Table 2 and Figure 3.
Figure 3 plots the posterior samples (plus symbol) derived from (a) ABC-PMC and (b) DREAM(ABC). The
sampled solutions cluster around the observed means (red cross) of the bivariate normal distributions. The
size of the posterior uncertainty differ markedly between both algorithms. The posterior samples of DREAM(ABC) are in excellent agreement with the bivariate target distributions. The samples group tightly around
their observed counterparts, and their structure is in excellent agreement with the covariance matrix of the
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target distribution. The ABC-PMC samples, on
the contrary, exhibit too much scatter. This
ﬁnding is not surprising. The ABC-PMC sampler

AR (%)
Function Evaluations
terminated its search prematurely with values
ABC-PMC
0.600
0.019
5,143,989
of qðÞ between 0.5 and 0.6. This threshold is
0.025
19.717
200,000
DREAMðABCÞ
much larger than the value of 50:025 required
a
We list the ﬁnal epsilon value, acceptance rate, AR (%) and
to converge to the target distribution. Subnumber of function evaluations needed for posterior exploration.
space sampling would signiﬁcantly enhance
the results of ABC-PMC (not shown), but such modiﬁcations could affect the theoretical convergence
properties.
Table 2. Case Study II: 20-Dimensional Bivariate Gaussian
Distributiona

The DREAM(ABC) algorithm not only better recovers the actual target distribution, but its sampling efﬁciency
is also superior. To illustrate this in more detail, consider Table 2 that lists the acceptance rate (AR,%), number of function evaluations, and  value of ABC-PMC and DREAM(ABC). The acceptance rate of DREAM(ABC) of
about 19.72% is more than 1000 times higher than that of ABC-PMC (0.019%). This marks a 3 order of magnitude improvement in search efﬁciency, which in large part is due to the ability of DREAM(ABC) to sample
one or groups of variables in turn. This conditional sampling is necessary to traverse multidimensional
parameter spaces in pursuit of the posterior distribution.
The present case study clearly illustrates the advantages of DREAM(ABC) when confronted with multidimensional parameter spaces. The algorithm requires about M 5 200, 000 function evaluations to successfully
recover the 20-D target distribution. To illustrate this in more detail, consider Figure 4 which displays trace
^
plots of the R-statistic
of Gelman and Rubin [1992] using the last 50% of the samples stored in each of the K
chains. This convergence diagnostic compares for each parameter the between and within-variance of the
^
chains. Because of asymptotic independence, the between-member variance and R-diagnostic
can be esti^
mated consistently from a single DREAM(ABC) trial. Values of R smaller than 1.2 indicate convergence to a
limiting distribution. The DREAM(ABC) algorithm needs about 40, 000 function evaluations to ofﬁcially reach
convergence and generate a sufﬁcient sample of the posterior distribution. This is much less than the
M 5 200, 000 function evaluations used in this study. Obviously, one should be careful to judge convergence of the sampled Markov chains based on a single diagnostic, yet visual inspection of the sampled trajectories conﬁrms an adequate mixing of the different chains and convergence of DREAM(ABC) after about
15, 000 function evaluations. This is substantially lower than the approximately 40, 000 function evaluations
^
estimated with the R-statistic,
simply because the second half of the chain is used for monitoring
convergence.
4.3. Hydrologic Modeling: Sacramento Soil Moisture Accounting Model
A more realistic case study is now devised and used to illustrate the advantages DREAM(ABC) can offer in
real-world modeling problems. We consider simulation of the rainfall-runoff transformation using the SACSMA conceptual hydrologic model. This model has been developed by Burnash et al. [1973] and is used

^
Figure 4. Trace plots of the R-statistic
of the sampled Markov chains with DREAM(ABC) for the 20-dimensional bivariate normal distribution.
Each parameter is coded with a different color. The dashed line denotes the default threshold used to diagnose convergence to a limiting
distribution.
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Table 3. Prior Ranges of the SAC-SMA Model Parameters and Their Posterior Mean Values Derived for the French Broad River Basin
Data Using the ABC-PMC and DREAMðABCÞ Algorithmsa
Posterior Parameter Mean
Parameter
UZTWM
UZFWM
UZK
PCTIM
ADIMP
ZPERC
REXP
LZTWM
LZFSM
LZFPM
LZSK
LZPK
PFREE
RRC
a

Range

ABC-PMC

DREAMðABCÞ

DREAMðRBGLÞ

1–150
1–150
0.1–0.5
0–0.1
0–0.4
1–250
1–5
1–500
1–1000
1–1000
0.01–0.25
0.0001–0.025
0–0.6
0–1

81.812
73.722
0.299
0.007
0.118
132.350
2.972
396.792
282.049
796.113
0.145
0.006
0.292
0.630

82.676
67.945
0.301
0.010
0.121
130.883
2.847
363.329
246.326
728.855
0.142
0.006
0.304
0.581

39.725
10.531
0.387
0.003
0.189
109.207
4.880
456.619
146.584
733.093
0.124
0.009
0.530
0.321

We also summarize the results of a residual-based Gaussian likelihood function, DREAMðRBGLÞ .

extensively by the National Weather Service for ﬂood forecasting throughout the United States. The model
has been described in detail in many previous publications, and we therefore summarize in Table 3 the
fourteen parameters that require calibration and their prior uncertainty ranges.
~ p
~1; . . . ; p
~ n g, mean areal potential evaporation and streamﬂow,
Daily data of mean areal precipitation, P5f
~
Y5f~y 1 ; . . . ; ~y n g, from the French Broad River basin at Asheville, North Carolina are used in the present
~ the annual base
study. In keeping with Vrugt and Sadegh [2013] we use the annual runoff coefﬁcient, S1 ðYÞ,
~
~
~
ﬂow index, S2 ðYÞ, and the ﬂow duration curve, S3 ðYÞ (d/mm) and S4 ðYÞ, as summary metrics of the discharge data. A detailed description of each summary statistic is given by Vrugt and Sadegh [2013] and interested readers are referred to this publication for further details. This leaves us with L 5 4 four summary
statistics for three different hydrologic signatures.
We use the following composite distance function to quantify the distance between the observed and
simulated summary statistics

~ SðYðh ÞÞÞ5max ðjSi ðYÞ2S
~
qðSðYÞ;
i ðYðh ÞÞjÞ

i5f1; . . . ; Lg;

(19)

and help determine whether to accept h or not. Model simulations that simultaneously satisfy each of the
four summary metrics within their tolerance thresholds are considered behavioral, and hence constitute
samples from the posterior distribution. Note that this composite formulation differs fundamentally from
multicriteria model calibration approaches in which the summary statistics (objective functions) are
assumed noncommensurate and therefore treated independently from one another. This latter approach
gives rise to a Pareto solution set (rather than posterior distribution) and quantiﬁes the trade-offs in the ﬁtting of the different metrics.
To maximize the search efﬁciency of ABC-PMC we use 5f1; 0:3; 0:15; 0:1; 0:07; 0:06; 0:04; 0:025g. This
sequence is determined from a preliminary run of ABC-PMC with adaptive selection of  (see Sadegh and
Vrugt, 2013, Appendix B]. The DREAM(ABC) sampler is
executed using default values of the algorithmic
parameters and 50:025, K 5 15, and M 5 200, 000.
Table 4. Case Study III: 14-Dimensional SAC-SMA Model
Tables 3 and 4 and Figures 5–7 summarize our main
Calibration Problema
ﬁndings.

AR(%)
Function Evaluations
ABC-PMC
DREAMðABCÞ
DREAMðRGBLÞ

0.025
0.025
N/A

0.046
3.135
4.543

2,173,490
200,000
200,000

a
We list the ﬁnal epsilon value, acceptance rate, AR (%)
and number of function evaluations needed for posterior
exploration. We also include the results of DREAM using a
residual-based Gaussian likelihood function.
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Table 4 compares the computational efﬁciency of
ABC-PMC and DREAM(ABC). For completeness, we also
list the results of DREAM using a residual-based Gaussian likelihood function, hereafter referred to as
DREAMðRBGLÞ . The DREAM(ABC) algorithm has an acceptance rate (AR, %) of about 3.14% and requires 200,
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Figure 5. Marginal distributions of PCTIM, ADIMP, LZFSM, LZFPM, and LZPK derived from the posterior samples created with (top) ABC-PMC and (middle) DREAM(ABC). The histograms of
the ﬁve SAC-SMA parameters occupy almost their entire prior distribution, which suggests that they are not particularly well identiﬁable by calibration against the observed annual base
ﬂow index, annual runoff coefﬁcient, and ﬂow duration curve, respectively. The results of both ABC sampling methods are in good (visual) agreement, which inspires conﬁdence in the
ability of DREAM(ABC) to correctly sample the underlying target distribution. (bottom) Histograms of the SAC-SMA parameters derived using a classical residual-based (Gaussian) likelihood function. The SAC-SMA parameters are much better resolved, but these results cannot be justiﬁed given (amongst others) a lack of treatment of rainfall data errors.

000 SAC-SMA model evaluations to generate 40, 000 posterior samples. The ABC-PMC sampler, on the contrary, is far less efﬁcient (AR 5 0.046%) and needs about 2.2 million function evaluations to produce 1, 000
posterior samples. This constitutes a more than 10 times difference in sampling efﬁciency, and favors the
use of DREAM(ABC) for diagnostic inference of complex and CPU-intensive models.
The acceptance rate of DREAMðRBGLÞ of 4.54% is much lower than the theoretical (optimal) value of about
23.4% for the considered dimensionality of the target distribution. This ﬁnding is not surprising and can be
explained by the nonideal properties of the SAC-SMA response surface [Duan et al., 1992], which, to a large
extent, are inﬂicted by poor numerics [Clark and Kavetski, 2010; Kavetski and Clark, 2010; Schoups and Vrugt,
2010]. The use of an explicit, Euler-based, integration method introduces pits and local optima (amongst
others) on the response surface, and their presence deteriorates the search efﬁciency of MCMC methods.
An implicit, time-variable, integration method would give a smoother response surface but at the expense
of an increase in CPU time. This increase in computational cost, will however, be balanced by a decrease in
the number of model evaluations needed for a MCMC algorithm to converge to a limiting distribution.
Figure 5 presents histograms of the marginal posterior distributions derived with ABC-PMC (top), DREAM(ABC)
(middle) and DREAMðRBGLÞ (bottom). We display the results of a representative set of six SAC-SMA parameters
and plot, from left to right across each plot, the posterior distributions of PCTIM, ADIMP, LZFSM, LZFPM, and
LZPK. The x axis matches exactly the ranges of each parameter used in the (uniform) prior distribution.
The marginal distributions derived from both sampling methods are in good agreement, and exhibit similar
functional shapes. This inspires conﬁdence in the ability of DREAM(ABC) to correctly sample the target distribution. Most histograms extent a large part of the prior distribution, which suggests that the parameters
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Figure 6. 95% posterior simulation uncertainty ranges (gray region) of the SAC-SMA model for a selected portion of the evaluation data
set of the French Broad watershed. The top two plots display the results of diagnostic model evaluation using (a) ABC-PMC, and (b) DREAM(ABC), whereas the bottom plot depicts the results of DREAM with a classical residual-based Gaussian likelihood function. The observed
discharge values are indicated with the red dots. The SAC-SMA simulation intervals derived from ABC-PMC and DREAM(ABC) are very similar
and encapsulate a large part of the discharge observations. The DREAMðRBGLÞ uncertainty ranges, on the other hand, exhibit a much lower
coverage, but closer track the observed discharge data.

are poorly deﬁned by calibration against the four different summary statistics. This ﬁnding is perhaps not
surprising. The four metrics used in this study are not sufﬁcient, and extract only a portion of the information available in the discharge calibration data set. We will revisit this issue in the ﬁnal paragraph of this section. Information theory can help to determine an approximate set of sufﬁcient statistics, but this is beyond
the scope of the present paper.
We can further constrain the behavioral (posterior) parameter space by adding other signatures of catchment
behavior to the current set of summary metrics. But, it is not particulary clear whether this would actually
support the purpose of diagnostic model evaluation in which the (our) goal is not to just ﬁnd the best possible ﬁt of some model to some data set, but rather to detect and pinpoint (epistemic) errors arising from inadequate or incomplete process representation. The chosen metrics appear relatively insensitive to rainfall data
errors (not shown herein) and therefore exhibit useful diagnostic power. The bottom plot illuminates what
happens to the SAC-SMA parameters if a least-squares type likelihood function is used for posterior inference. The parameters appear to be much better resolved by calibration against the observed discharge data
but the remaining error residuals violate assumptions of homoscedasticity, normality and independence (not
shown in detail). In part, this is due to a lack of treatment of rainfall data errors, whose probabilistic properties
are difﬁcult to accurately represent in a likelihood function. The generalized likelihood function of Schoups
and Vrugt [2010] provides ways to handle nontraditional residual distributions, nevertheless, this approach
does not separate the contribution of individual error sources, and is therefore unable to provide insights
into model malfunctioning. Note that the histograms of PCTIM, ADIMP, LZFSM, LZFPM, and LZPK are relatively tight and well described by a normal distribution, except for PCTIM which is hitting its lower bound.
To illustrate how the SAC-SMA posterior parameter uncertainty translates into modeled discharge uncertainty, please consider Figure 6 that presents time series plots of the 95% streamﬂow simulation uncertainty
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ranges (gray region) for a
selected 500 day portion
of the 3 year evaluation
period derived from the
posterior samples of
ABC-PMC (top) and
DREAM(ABC) (middle). The
observed discharge data
are indicated with solid
circles. Both time-series
plots are in excellent
agreement with simulated discharge dynamics
that appear visually very
^
Figure 7. Evolution of the R-statistic for the parameters of the SAC-SMA model using DREAM(ABC)
and discharge data from the French Broad watershed. Each of the parameters is coded with a difsimilar and uncertainty
ferent color. The dashed line denotes the default threshold used to diagnose convergence to a limranges that envelop a
iting distribution.
large majority of the
streamﬂow observations. Epistemic errors are not readily visible, yet this requires much further analysis possibly with the use of additional summary metrics. Previous results for this data set presented in Vrugt and
Sadegh [2013], demonstrated an inability of the seven-parameter hmodel [Schoups and Vrugt, 2010] to simulate accurately the immediate response of the watershed to rainfall. This structural error can be resolved by
model correction, a topic that will be studied in future publications. Note that the posterior mean RMSE
derived with DREAM(ABC) (0.72 mm/d) is somewhat lower than its counterpart from ABC-PMC (0.81 mm/d).
This inconsistency conveys a difference in sampling density and posterior approximation.
For completeness, Figure 6 (bottom) plots the 95% streamﬂow simulation uncertainty ranges derived from
formal Bayes using a least-squares likelihood function. To enable a direct comparison with the results for
diagnostic inference in the top two plots, we only consider the effect of parameter uncertainty on simulated
discharge dynamics. The coverage has decreased substantially to about 13%, which is hardly surprising
given the relatively small width of the marginal distributions shown in Figure 5. The RMSE of the posterior
mean SAC-SMA simulation (0.55 mm/d) is considerably lower than its counterparts derived from ABC-PMC
and DREAM(ABC). This ﬁnding is not alarming but warrants some discussion. The four summary metrics used
for diagnostic inference only extract partial information from the available discharge observations. This
insufﬁciency makes it difﬁcult to ﬁnd a posterior model that ‘‘best’’ ﬁts, in least-squares sense, the streamﬂow data, which is expected from a Gaussian likelihood function with homoscedastic measurement error.
Also, the main purpose of diagnostic model evaluation with ABC is not that of model calibration, but rather
to provide insights into model malfunctioning. Residual-based model calibration approaches provide little
guidance on this issue which limits our ability to learn from the calibration data.
Table 5 presents summary variables (coverage, width, root mean square error, bias, and correlation coefﬁcient) of the performance of the posterior mean SAC-SMA discharge simulation derived from the samples
of ABC-PMC, DREAM(ABC) and DREAMðRBGLÞ . We list results for the 5 year calibration and 3 year evaluation
period. These statistics conﬁrm our previous ﬁndings. The two different ABC sampling methods provide
very similar results, and exhibit a better coverage of the discharge observations, larger width of the 95%
simulation uncertainty ranges, and higher posterior mean RMSE than least-squares inference. The performance of the SAC-SMA model does not deteriorate during the evaluation period. In fact, the RMSE of the ABC

Table 5. Performance of the SAC-SMA Model for the Calibration and Evaluation Data Period of the French Broad River Basina
Coverage (%)

Width (mm/d)

RMSE (mm/d)

Bias (%)

R

Calibration Evaluation Calibration Evaluation Calibration Evaluation Calibration Evaluation Calibration Evaluation
ABC-PMC
DREAMðABCÞ
DREAMðRBGLÞ

70.991
71.100
18.829

65.328
66.515
12.500

1.301
1.408
0.155

1.185
1.272
0.141

0.932
0.831
0.539

0.812
0.722
0.545

3.281
3.731
2.767

23.721
23.245
20.042

0.863
0.893
0.956

0.832
0.866
0.924

a
We summarize the coverage (%) and average width (mm/d) of the 95% simulation intervals (due to parameter uncertainty), and the
RMSE (mm/d), bias (%) and correlation coefﬁcient, R of the posterior mean SAC-SMA simulation.
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Figure 8. Histograms of the SAC-SMA derived summary statistics, S1 (runoff), S2 (base ﬂow), S3 and S4 (ﬂow duration curve) of the posterior samples from (top) ABC-PMC and (middle)
DREAM(ABC). The bottom plot displays the results of DREAM with a residual-based Gaussian likelihood function. The observed values of the summary metrics are separately indicated in
each plot using the ‘‘ 3’’ symbol. While S2 ! S4 center around their observed value (3) for the ABC analysis, the marginal posterior distribution of S1 is skewed to the right and does not
encapsulate its measured value. This demonstrates that model is unable to simultaneously satisfy all the four different summary metrics used herein. This points to a structural deﬁciency
in the SAC-SMA model structure, which will be investigated in more detail in subsequent papers.

derived posterior mean simulation substantially improves during the evaluation period, whereas this is not
the case with least-squares ﬁtting. This is a heartening prospect, and suggests (among others) that the chosen summary metrics at least partially represent the underlying signatures of watershed behavior.
To provide more insights into the convergence behavior of DREAM(ABC), Figure 7 plots the evolution of the
^
R-statistic
of Gelman and Rubin [1992]. Each of the SAC-SMA parameters is coded with a different color.
About 160, 000 SAC-SMA model evaluations are required to converge to a limiting distribution. This marks a
signiﬁcant improvement in sampling efﬁciency over the ABC-PMC sampler which requires about 2.2 million
function evaluations to create 1, 000 posterior samples.
We now turn our attention to the simulated values of the summary metrics. Figure 8 plots histograms of
the posterior summary statistics derived with ABC-PMC (top) and DREAM(ABC) (middle). The observed values
of summary statistics are separately indicated in each plot with a red cross. The marginal distributions of
summary metrics generally center around their measured values with the exception of the histogram of S1
(annual runoff coefﬁcient) that appears heavily skewed to the right. This points to a potential deﬁciency in
the SAC-SMA model structure, yet this requires further analysis. For completeness, the bottom plots the posterior summary metric distributions derived from a residual-based likelihood function. This approach provides the closest ﬁt to the observed streamﬂow data, but at the expense of summary metrics S3 and S4
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Figure 9. Two-dimensional scatter plots of the posterior samples, ‘‘1’’ generated with DREAM(ABC) for six different pairs of parameters of
the SAC-SMA model. We restrict our attention to the (a) PCTIM-LZPK, (b) LZSK-LZPK, (c) PCTIM-LZFPM, (d) PCTIM-LZSK, (e) LZPK-PFREE, and
(f) ADIMP-LZPK space, respectively. The bivariate posterior samples occupy a well-deﬁned hypercube interior to the prior distribution.

(ﬂow duration curve) that deviate considerably from their observed values. This ﬁnding highlights a profound difference in methodology between diagnostic model evaluation with ABC and residual-based inference. Of course, we could have used a different, and perhaps more reasonable, likelihood function for the
error residuals [e.g., Schoups and Vrugt, 2010]. This would affect some of our ﬁndings in Figure 8. Nevertheless, this is outside the scope of the present paper, and we leave such comparison for future work.
Finally, Figure 9 presents bivariate scatter plots of the posterior samples generated with DREAM(ABC). We display the results for a representative set of all SAC-SMA parameter pairs including (a) PCTIM-LZPK, (b) LZSKLZPK, (c) PCTIM-LZFPM, (d) PCTIM-LZSK, (e) LZPK-PFREE, and (f) ADIMP-LZPK. The axes in each of the six
plots are in agreement with those used in the prior distribution. The bivariate posterior samples are conﬁned to a densely sampled rectangular (or square) space, and occupy a signiﬁcant portion of the prior distribution. The white area immediately outside of the sampled space is made up of nonbehavioral solutions
with ﬁtness values smaller than zero (at least one summary metric is  removed from its measured counterpart). The binary acceptance rule used in DREAM(ABC) introduces a rather sharp demarcation of the behavioral solution space, nevertheless the sampled posterior distribution is in excellent agreement with its
counterpart derived from ABC-PMC (see Figure 5). One could argue that for this type of target distribution
uniform random sampling should sufﬁce. However, this method, which is at the heart of ABC-REJ, is highly
inefﬁcient in multidimensional parameter spaces. Many millions of function evaluations would be needed
to provide a sufﬁcient sample of the posterior distribution. This is rather cumbersome, particularly if, as in
the present case (not shown), the posterior samples exhibit parameter correlation.
The focus of the present paper has been on improving ABC sampling efﬁciency to permit diagnostic inference of complex system models involving multidimensional parameter and summary metric spaces. Subsequent work can now focus on the intended purpose of diagnostic model evaluation and that is to help
detect, diagnose, and resolve model structural deﬁciencies [Vrugt and Sadegh, 2013]. Commonly used
model-data fusion approaches provide limited guidance on this important issue, in large part because of
their aggregated treatment of input (forcing) data and epistemic errors. The use of summary statistics for
statistical inference holds great promise, not only because signatures of system behavior are much less sensitive to, for instance, precipitation data errors than residual-based model ﬁtting approaches, but also
because the metrics can be devised in such a way that they relate directly to individual process descriptions
and thus model components. This has important diagnostic advantages. Failure to ﬁt one or more summary
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metrics can be directly addressed through correction of the responsible model component(s). This iterative
process of inference, adjustment and reﬁnement constitutes the basis of the scientiﬁc method. This also
leaves the possibility to collect additional data to help validate new components of the model.
A recurrent issue with the application of diagnostic inference will be sufﬁciency of the summary metrics.
Ideally, the summary metrics contain as much information as the original data itself. Unfortunately, for most
systems it will be rather difﬁcult to ﬁnd a set of sufﬁcient summary statistics, unless each calibration data
measurement is used as independent metric [e.g., Sadegh and Vrugt, 2013] but this defeats the purpose of
diagnostic inference. Actually, it is not particularly clear whether sufﬁciency of the metrics is required to
help detect and resolve epistemic errors. If deemed necessary, then one possible solution is to adapt formal
Bayes and to use the summary metrics as an explicit prior. This type of approach has shown to signiﬁcantly
enhance the results of geophysical inversion (T. Lochb€
uhler et al., Summary statistics from training images
as prior information in probabilistic inversion, submitted to Geophysical Research Letters, 2014).

5. Summary and Conclusions
The paper by Vrugt and Sadegh [2013] has introduced approximate Bayesian computation (ABC) as vehicle
for diagnostic model evaluation. Successful application of this methodology requires availability of an efﬁcient sampling method that rapidly explores the space of behavioral models. Commonly used rejection
sampling approaches adopt a boxcar kernel (0/1) to differentiate between behavioral (’’1’’) and nonbehavioral (’’0’’) solutions, and use full-dimensional updating in pursuit of the posterior parameter distribution. This
approach might work well for low-dimensional problems (e.g., d  10) but is not particularly efﬁcient in
high-dimensional parameter spaces which require partial (subspace) sampling to rapidly locate posterior
solutions.
In this paper, we have introduced DREAM(ABC) to permit diagnostic inference of complex system models.
This approach uses Metropolis-within-Gibbs simulation with DREAM [Vrugt et al., 2008, 2009] to delineate
the space of behavioral (posterior) models. Three different case studies involving a simple one-dimensional
toy problem, a 20-dimensional mixture of bivariate distributions, and a 14-dimensional hydrologic model
calibration problem illustrate that DREAM(ABC) is about 3–1000 times more efﬁcient than commonly used
ABC sampling approaches. This gain in sampling efﬁciency increases with dimensionality of the parameter
space.
The source code of DREAM(ABC) is written in MATLAB and available upon request from the second author:
jasper@uci.edu. This code includes (amongst others) the three different case studies considered herein and
implements many different functionalities (postprocessing and visualization tools, convergence and residual
diagnostics) to help users analyze their results.
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