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ABSTRACT OF THE DISSERTATION

Intelligent Control and Data-Driven Algorithms for Critical Infrastructure Systems
by
Jie Shi
Doctor of Philosophy, Graduate Program in Electrical Engineering
University of California, Riverside, March 2021
Dr. Nanpeng Yu, Chairperson

The rapid development of computing devices and artificial intelligence (AI) in recent decades have dramatically reshaped the ecosystem of critical infrastructure systems.
Intelligent control and data-driven algorithms have received widespread interests due to
their great potential in reducing the operating costs and improving the system efficiency
and reliability. The increasing data collected from different sectors of infrastructure provide abundant resources for scientific studies propelled by machine learning and statistics.
Nevertheless, successful design and applications of novel intelligent algorithms on infrastructure can be challenging due to the complex domain-specific contexts and constraints
therein. The goal of this dissertation is to investigate and design innovative solutions to
emerging problems in power systems, transportation, energy efficient buildings, and wildfire
camera networks.
For power transmission systems, we developed automatic event detection and identification algorithms based on real-world synchrophasor data. For power distribution systems, we investigated and characterized the spatio-temporal correlation between distribu-

viii

tion feeders with statistical models. We analyzed and quantified the impacts of different
socioeconomic and weather factors on residents’ electricity consumption.
For transportation systems, we initially formulated the electric vehicle (EV) routing for ride-hailing services as a mixed integer programming problem. This framework does
not scale well to large amount of EVs. To address this issue, we developed a reinforcement
learning based algorithm to operate an EV fleet, which is characterized by decentralized
learning and centralized decision making.
For energy efficient buildings, we designed an innovative change-point logistic regression model to provide an accurate forecast of building occupancy. A novel building
HVAC control algorithm, which aims at reducing the energy consumption, was developed
by embedding the occupancy prediction model into a model predictive control framework.
For wildfire camera networks, we developed an efficient video smoke detection
framework designed for embedded applications on local cameras. We also proposed an optimal wildfire camera placement strategy by maximizing the overall camera network benefits
with limited budget.
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Chapter 1

Introduction
The rapid development of computing devices and artificial intelligence (AI) in recent decades have dramatically reshaped the ecosystem of critical infrastructure systems.
Particularly, intelligent control and data-driven algorithms are getting widespread attention
among major infrastructure sectors: power, transportation, buildings, and camera networks.
This trend of increasing interests in intelligent algorithms is driven by two facts. First, the
increasing data collected from the sensor networks form a large reservoir for scientific study
propelled by machine learning and statistics. Second, the state-of-the-art intelligent algorithms exhibit great potential in reducing the operating costs and improving the efficiency
and reliability of the infrastructure systems. Nevertheless, successful applications of these
novel intelligent algorithms on infrastructure can be challenging due to complex domainspecific contexts and constraints therein. The goal of this dissertation is to investigate
and design innovative solutions to emerging problems in power systems, transportation,
buildings, and camera networks.
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In Section 1.1, we present the background and motivation of our works in this
dissertation. Then, we summarize our contributions in Section 1.2. Finally the organization
of this dissertation is stated in Section 1.3.

1.1
1.1.1

Background and Motivation
Increasing Sensor Data in Power System
Data collected from the sensors installed in the power systems are accumulating at

a high speed around the globe. For example, on the transmission level, phasor measurement
unit (PMU) usage has experienced exponential growth. Nearly 2,000 PMUs are currently
deployed in North America and over 3,000 PMUs are currently commissioned in the Chinese
power grid [2]. PMU data are also called synchrophasor data and are taken at high temporal
resolutions such as 30 to 60 records per second [3]. This sampling speed is a significant
improvement over the traditional supervisory control and data acquisition (SCADA) system
which takes measurements every 2 to 4 seconds. Thanks to the fast streaming speed and high
quality of synchrophasor data, the broad deployment of PMUs has greatly enhanced power
systems’ visibility and reliability. For example, PMUs have been utilized to improve widearea situational awareness [4], state estimation [5], system protection [6], and control [7].
Meanwhile, the high sampling frequency of PMUs brings the grid operators unprecedented
quantities of data describing the system conditions with high temporal resolution.
The wide-spread adoption of PMUs and the huge amount of historic synchrophasor
data make it possible to develop data-driven algorithms for power system event detection
and identification. When power system events are correctly detected and classified in a
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timely manner, appropriate corrective control actions can be taken by system operators or
control systems to prevent blackouts. It is challenging to deal with a large amount of PMU
data with strong spatio-temporal correlations. To achieve this goal, efficient and accurate
event detection and identification algorithms need to be developed.
Meanwhile, on the distribution level, the number of advanced metering infrastructure (AMI) installations has increased dramatically worldwide in the past few years.
In 2015, the U.S. electric utilities had about 64.7 million AMI installations. By the end
of 2016, almost 50% of the residential customers in the U.S. have AMI infrastructure [8].
Many electric utilities have also extended the installation of supervisory control and data
acquisition system (SCADA) to the distribution feeder level. These advanced sensor systems have finally made an array of big data analytics applications feasible in the electric
power distribution network [9].
For example, the development of spatio-temporal electric load modeling and forecasting methods is a very interesting topic. In addition to temporal dependencies, the
electric loads from various distribution feeders exhibit strong spatial dependencies, where
nearby feeders’ loads tend to be more similar than those far apart. Furthermore, the climate
change and socioeconomic development can have significant impact on the electric loads of
distribution feeders. It is very interesting to investigate the relationships among socioeconomic factors, meteorological variables, renewable energy interconnection, and electric
load. Moreover, we are also interested in studying whether electricity affordability will get
worse for disadvantaged communities due to climate change and how income growth affects
electricity consumption for disadvantaged and non-disadvantaged communities.
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1.1.2

Increasing Electric Vehicles in Transportation System
Stricter environmental regulations, higher emission standards, and generous gov-

ernment incentives accelerate the global adoption of electric vehicles (EVs). It is estimated
that the global EV stock will range between 9 million and 20 million by 2020 and between
40 million and 70 million by 2025 [10]. In the meantime, the rise of innovative ride-hailing
platforms such as Uber and DiDi is transforming urban mobility by providing timely and
convenient transportation services with great efficiency. Recently, the ride-hailing service
providers started to add EVs to their vehicle fleet to further reduce greenhouse gas (GHG)
emissions and improve air quality.
Operating a community or city owned EV fleet to provide ride-hailing services can
be a great solution to delivering low cost and low emission mobility services to the local
residents. The EV ride-hailing service could complement public transportation services to
help bridge the ‘last mile’, when one’s pickup location or final destination is too far from
a public transit node. The electrification of ride-hailing services is especially beneficial to
residents in disadvantaged communities who face steeper barriers to clean vehicle adoption. Although the introduction of EVs into the ride-hailing services has great potential in
reducing GHG emissions, it also complicates the fleet routing and dispatch problem.
The key difference between dispatching conventional gasoline vehicles and EVs
lies in the relatively frequent recharging processes of EV batteries. Although the ranges
of EVs have been growing rapidly in recent years, the recharging process still needs to
be considered for the following three reasons. First, the majority of EVs on the market
currently have much lower ranges than their gasoline counterparts. For example, the Nissan
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Leaf has a range of 151 to 226 miles. It would run out of power after only a few hours of
continuous operation. Second, recharging an EV is still significantly slower than refueling a
conventional gasoline vehicle. For example, charging a Nissan Leaf from empty to full would
take around one hour even using a 50 kW fast charger. Third, even though the ranges of
EVs will continue to grow in the future, the modeling of recharging process would still be
important for many applications. For instance, the recharging process of an EV fleet can
be coordinated with the smart grid control systems to provide frequency regulation services
[11], which will bring additional benefits to both the ride-hailing service provider and the
power grid.
Therefore, it is critical to develop an EV fleet routing algorithm with consideration
of charging process. In the meantime, it should minimize the customer waiting time, vehicle
operating costs, and electricity consumption.

1.1.3

Energy Efficient Buildings
Buildings account for approximately 40% of the world’s energy consumption [12].

In the United States alone, buildings are responsible for nearly 40% of the greenhouse gas
emission and 70% of the electricity usage. Adoption of energy efficient building controls can
significantly reduce the greenhouse gas emissions and electricity bill for building owners. In
residential and commercial buildings, HVAC system, plug loads and lighting loads consume
majority of the electricity. In particular, HVAC systems account for around 50% of the total
building energy consumption [13]. Given that more and more buildings are controlled by
Building Automation System (BAS), one of the most effective ways of reducing the energy
consumption of the HVAC system is to improve the existing building control strategies.
5

MPC has been widely adopted in building HVAC system controls to improve the
energy efficiency [14, 15, 16, 17, 18]. To accommodate the weather uncertainty, stochastic
model predictive control (SMPC) algorithm is proposed for building climate control [19].
Building occupancy prediction is incorporated into a real-time MPC framework for HVAC
system by using Hidden Markov Model based occupancy detection method [20]. In [21]
and [22], building occupancy predicted by using simple historical proportion method and
inhomogeneous Markov chain are incorporated into the building HVAC control algorithms.
The effectiveness of occupancy based MPC algorithms have been demonstrated through
simulations. The simulation results in [23] have shown that a higher energy saving level can
be achieved with more accurate building occupancy prediction algorithm.
Therefore, an energy efficient control framework based on occupancy prediction is
highly desired for building HVAC system management.

1.1.4

Camera Networks for Fire Alert
Uncontrolled wildfires can cause billions of dollars in losses and heavy casualties.

For example, a single wildfire in 2018 killed 86 people and burned more than 153 thousand
acres across Butte County of California. Early detection of wildfires could make a huge
difference when it comes to stabilizing a rapidly spreading fire and preventing catastrophic
losses. Regions with high wildfire hazards, particularly California, have been expanding
their camera networks to improve their wildfire detection systems [24]. Most wildfires start
with visible smoke. The flames are usually hidden at the initial stage, making smoke the
only observable feature of early wildfires. Thus, the goal of the wildfire camera networks is
to detect smoke and send timely warnings of wildfires to the fire department.
6

With the prevalent installation of digital cameras, automatic smoke detection in
images and videos has received widespread interest in the past two decades. Recently
inspired by the remarkable success of deep learning, researchers have incorporated deep
neural networks into smoke detection frameworks and produced promising results. However,
these deep learning based approaches are usually computationally intensive and require
relatively large memory space, limiting their applicability in local embedded applications
such as wildfire camera platforms. Therefore, an accurate, computationally efficient, and
light-weight smoke detection algorithm based on camera video is highly desirable.
Installing remote wildfire camera on the top of mountains or other vantage points
is usually very expensive due to the cost of satellite communication equipment and independent power system module. It is reported [25] that the total infrastructure cost of a
single wildfire camera is around $75,000. There are additional operating and maintenance
costs associated with each remote camera, which vary by location. Meanwhile, the distance
between wildfire smoke and the camera can affect the smoke detection accuracy as distant
smoke gets blurred in the video. Facing limited budget, the network of cameras need to be
strategically placed to maximize the overall benefit.
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1.2

Contributions
This dissertation develops novel intelligent algorithms to solve real-world problems

arisen in infrastructure. The contributions of this dissertation are summarized below.
Power Systems Event Identification Based on PMU Data: PMU data have experienced exponential growth in recent decade. This huge PMU dataset calls for robust and
efficient data analytic tools to discover and label power system events, which will greatly
enhance the stability of power systems. To address this issue, we develop a novel event
discovery and labeling framework based on matrix profile [26]. The proposed approach is
model free, almost parameter-free, and capable of mining weakly labeled data. It has great
potential in automatically labeling the power system events in PMU data. Moreover, the
proposed framework is fast, scalable, and can be implemented in an anytime fashion. For
streaming PMU data, our framework supports efficient incremental learning, which allows
online implementation.
Meanwhile, timely detection of anomalies is crucial to enhancing the reliability
and resiliency of power systems. To this end, we develop a computationally efficient and
scalable online abnormal event detection algorithm based on graph signal processing (GSP)
for streaming PMU data [27]. In particular, we propose a novel data-driven approach to
construct graph Laplacian of a product graph based on spatial and temporal coefficient matrices. The proposed framework decouples the spatial and temporal correlations in multiple
time series based on GSP and vector autoregressive model.
Furthermore, accurate identification and classification of power system events
based on streaming PMU data is also in critical need. Equipped with two years of data
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from hundreds of PMUs and over one thousand event labels of different types in the Eastern
Interconnection of the U.S. power grid, we develop a deep neural network based framework
to identify and classify power system events [28]. To deal with high-dimensional PMU input arrays, i.e., tensors, we adopt the convolutional neural networks (CNNs) as the base
model. CNNs enable sparse interaction which not only greatly reduces the memory requirements of the model, but also improves its statistical efficiency. To make parameter sharing
more effective in the CNN framework, we proposed an innovative graph signal processing
(GSP) based PMU sorting algorithm that systematically arranges PMUs in the input tensor. To further improve the event identification and classification accuracy, we propose an
information loading based regularization technique to control the amount of information
compression between the input layer and the last hidden layer of the deep neural network.
Statistical Modeling and Analysis of Electric Loads: The number of advanced metering infrastructure (AMI) installations has increased dramatically during the last decade.
These advanced sensor systems have finally made an array of big data applications feasible in the electric power distribution network. We develop a parsimonious spatio-temporal
electric load model which not only emulates the spatio-temporal patterns in real-world data
but also yields accurate spatio-temporal forecast [29]. We demonstrate that real-world electric loads time series of distribution feeders do exhibit strong spatio-temporal dependencies.
We propose an extended dynamic spatio-temporal (DST) model which accurately captures
the spatio-temporal correlations in the real-world electric load time series. The proposed
extended DST model is highly scalable which reduces the dimension of model parameters
dramatically from the widely used vector autoregressive (VAR) model.
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Previous research has shown the climate change and socioeconomic development
can incur significant impact on electricity consumption. Unfortunately, there has been little
rigorous analysis to quantify the influence proportion of various input factors on residential
electric load. To address this issue, we develop a feed-forward neural network to model the
complex relationships among socioeconomic factors, weather, distributed renewable generation, and electric load at the census block group level [30]. The layer-wise relevance
propagation (LRP) method is then used to quantify the impacts of input factors on residential electric load. Finally, a comprehensive case study is conducted in southern California
to analyze the impacts of climate change and socioeconomic development on electric loads
of both poor and affluent communities.
Electric Vehicle Fleet Routing for Ride-Hailing:

Providing ride-hailing services

with an EV fleet can significantly enhance urban mobility, reduce transportation sector energy consumption, and improve air quality. An efficient routing strategy of EVs can further
boost these benefits. To this end, we develop an efficient EV fleet routing algorithm for
ride-hailing services [31], providing two contributions. First, we define the EV fleet routing
problem on a complete directed graph and formulate the EVRP-RS as a mixed integer
nonlinear programming (MINLP) problem. The formulation not only has a compact twoindex form but also takes EVs’ multiple visits to the same charging station into account.
Second, we successfully transform the MINLP problem into an equivalent MILP problem
where global optimum can be found in many instances.
The EV routing framework based on mixed integer programming is NP-hard, which
does not scale well to large size problems. To address this issue, we develop a reinforcement
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learning based algorithm to operate an electric vehicle fleet for ride-hailing services [32].
In particular, we design a scalable off-policy reinforcement learning framework with decentralized learning and centralized decision making processes, which has polynomial time
complexity in real-time execution. We demonstrate that the proposed EV fleet dispatch
algorithm outperforms the benchmark algorithms in terms of reducing societal costs for
mobility service provision.
Energy Efficient Building HVAC Control: Large amount of energy is wasted through
inefficient building HVAC control every year. To mitigate this problem, we develop novel
energy saving control strategy for the the building HVAC systems [33], which integrates
the occupancy prediction model into the MPC framework. Specifically, an innovative building occupancy prediction algorithm based on logistic regression model with change-points
is proposed. The logistic regression model with change-points outperforms the historical
proportion and inhomogeneous Markov chain model and yields lower forecast error. In the
proposed control strategy, a penalty factor can be adjusted by the building occupants to
select the optimal trade-off between energy efficiency and comfort.
Video Fire Detection and Camera Network Deployment:

Uncontrolled fire can

cause severe property losses and heavy casualties. Early detection of fire presence can help
avoid catastrophic damage. To this end, we develop a novel two-stage automatic fire flame
detection framework that exploits the merits from both the deep neural network and traditional video flame detection techniques [34]. Specifically, our proposed framework consists
of two key components. The first component is a 50-layer residual network (ResNet50),
which classifies given video frames into fire or non-fire images. The second component takes
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the fire images from the first component as inputs and identifies fire pixels to estimate the
location and scale of the fire.
Since most wildfires start with visible smoke, early detection of wildfire smoke
is essential to prevent severe losses from catastrophic wildfires. Meanwhile, camera networks are being built and expanded to achieve timely wildfire smoke detection. To achieve
the best camera coverage and detection accuracy with limited budget, an intelligent video
smoke detection algorithm and an optimal wildfire camera placement strategy are in a critical need. To address this problem, we develop a lightweight physics-based video smoke
detection algorithm for remote cameras with limited computational and storage resources
[35]. By extracting useful physical properties of the videos and leveraging the MobileNetV2
framework, the proposed algorithm is not only fast and efficient, but also as accurate as the
state-of-the-art algorithms. Furthermore, we design an innovative optimal wildfire camera
placement strategy to maximize fire risk reduction given a limited budget.

1.3

Organization
The remainder of this dissertation is organized as follows: we discuss the details

of the intelligent algorithms developed for power system event detection and identification
in Chapter 2, which include event labeling with matrix profile, event detection with graph
signal processing, and event classification with deep learning. In Chapter 3, we demonstrate
the proposed statistical modeling and analysis of electric loads through two case studies. In
the first case study, we characterize and forecast the electric loads of different substations
through a spatio-temporal model. In the second case study, we use a feed-forward neural
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network to model and analyze the relationship between electric loads and socioeconomic
factors in southern California. In Chapter 4, we first formulate the EV fleet routing as
a mixed integer programming problem. To achieve a better scalability, we then develop
a reinforcement learning based approach to operate a large scale EV fleet. In Chapter
5, a novel building HVAC control algorithm is developed by embedding the occupancy
prediction model into the model predictive control framework. In Chapter 6, we elaborate
on the proposed deep learning based algorithms for fire flame and smoke detection through
camera videos. Furthermore, a cost efficient camera placement strategy is developed to
deploy wildfire camera network. Chapter 7 concludes this dissertation.

13

Chapter 2

Power System Event Detection and
Identification
2.1

Power System Events Detection and Labeling with Matrix Profile
An increasing number of phasor measurement units (PMUs) are being installed

to improve power systems’ reliability and visibility throughout the world. Due to the high
sampling speed, PMUs generate a large volume of streaming synchrophasor data. This huge
dataset calls for robust and efficient data analytic tools to discover and label system events,
which will greatly enhance the stability of power systems. In this study, we introduce a novel
event discovery and labeling framework based on matrix profile. This framework is modelfree, fast, scalable, and only requires one user-defined parameter. Since matrix profiles are
built by measuring the similarities between subsequences of a time series, our approach has
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great potential in automatically labeling the system events in the synchrophasor data. Case
studies are carried out on real-world PMU data to validate the effectiveness of the proposed
framework.

2.1.1

Background
Phasor measurement units (PMUs) are devices that provide time-synchronized

measurements of different variables in a power grid. PMU data are also called synchrophasor data and are taken at high temporal resolutions such as 30 to 60 records per second [3].
This sampling speed is a significant improvement over the traditional supervisory control
and data acquisition (SCADA) system which takes measurements every 2 to 4 seconds.
Thanks to the fast streaming speed and high quality of synchrophasor data, the broad
deployment of PMUs has greatly enhanced power systems’ visibility and reliability. For
example, PMUs have been utilized to improve wide-area situational awareness [4], state estimation [5], system protection [6], and control [7]. Meanwhile, the high sampling frequency
of PMUs brings the grid operators unprecedented quantities of data describing the system
conditions with high temporal resolution. This huge streaming dataset calls for robust and
efficient data analytic tools to discover hidden information in a timely manner. Valuable
data-driven applications can be built upon these tools, thus benefiting the power system
operation. In this work, we investigate the utilization of a novel data analytic tool called
matrix profile (MP) to discover and label system events in real-world PMU data.
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2.1.2

Literature Review
Event (fault, anomaly, or disturbance) discovery based on PMU data has been

extensively studied in the past decade. The existing approaches can be divided into modelbased methods and model-free methods. Many of the model-based approaches develop
estimates of the power system states based on the given model information. An anomaly is
detected if the differences between raw measurements and the estimates are beyond certain
thresholds. See [36] for an example. The performance of model-based methods heavily
relies on the accuracy of model parameters. This dependency renders them less effective
in real-world applications where model information is typically noisy [37]. To the best of
the authors’ knowledge, most commercial software does not use model-based methods for
anomaly detection. In addition, these approaches do not provide useful information for
further labeling purposes.
As a consequence, a lot more research efforts have been attached to the model-free
analyses. The model-free methods can be further categorized into two classes, which are
signal processing based approaches and machine learning based approaches.
The key idea of signal processing based approaches is to monitor the coefficients
of certain basis functions obtained through, for example, wavelet analysis [38, 39, 40] and
short-time Fourier transform (STFT) [41]. A system event is detected if the ranges of certain
coefficients (or some indices calculated from these coefficients) exceed the thresholds. This
mechanism can work well with proper selection of wavelets, time and frequency resolution,
threshold, etc. However, power system events are complex and diverse, making it difficult
to select proper settings for different scenarios. Still, many researchers are working on these
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methods because they extract features from the raw event data that can be very useful for
further clustering and labeling (classification).
The machine learning based approaches can be further divided into supervised
learning methods and unsupervised learning methods. Typical supervised learning methods
used in anomaly detection include decision trees [42], K-nearest neighbor [43], support
vector machines [44], extreme learning machines [45], and artificial neural networks [46].
These works usually discover systems events and classify them into different groups, which
require a sufficient amount of labeled training data. In practice, however, there are two
obstacles. First, most PMU datasets are still weakly labeled since manually labeling them
would yield considerable labor cost. Moreover, the low frequency of system events over the
entire time horizon makes the training data extremely unbalanced. These two issues need
to be addressed before supervised learning methods can be effectively employed in realworld applications. The unsupervised learning methods, on the other hand, do not require
any labeled data. Previous works in this category include characteristic ellipsoid based
detection [47], principal component analysis (PCA) with linear regression [48], ensemble of
three basic detectors [49], time series modeling [37], and K-means clustering [50]. However,
these methods also have limitations. [47] is difficult to apply in an online environment due
to the requirement of solving a non-convex optimization problem. [48, 49], and [37] only
detect the anomalies without directly providing sufficient information for labeling them.
[50] requires the specific number of clusters to be predefined.
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2.1.3

Technical Contributions
An ideal event discovery and labeling algorithm for PMU data should be model-

free, parameter-free, and capable of mining weakly labeled data. In this study, we propose a
novel event discovery and labeling framework based on matrix profile to address the above
mentioned research needs.
The advantages of the proposed approach are summarized as follows:
• Our framework is model free, almost parameter-free, and capable of mining weakly
labeled data.
• Our framework has great potential in automatically labeling the power system events
in PMU data.
• Our framework is fast, scalable, and can be implemented in an anytime fashion.
• For streaming PMU data, our framework supports efficient incremental learning,
which allows online implementation.
Equipped with all these merits, our framework has great potential in discovering and labeling the power system events with a large volume of streaming PMU data.

2.1.4

Technical Approach

Background of Matrix Profile
In this section, we present the basic background of a matrix profile and its mechanism of event discovery and labeling in PMU data. Knowing that a general matrix profile
is defined on two separate time series [51], we only focus on a special setting where both
18

the time series are exactly the same. The resulting matrix profile is formally called self-join
matrix profile. Without raising any confusion, we will hereby refer to self-join matrix profile
as matrix profile, omitting “self-join”.
Briefly speaking, the matrix profile of a time series is a vector of Euclidean distances between all z-score scaled subsequence of that time series and their nearest neighbors.
This statement will become more concrete and clear after we introduce the necessary notations and supporting definitions. The intuition behind a matrix profile is simple and
straightforward, i.e., measuring the similarities between different parts in a time series. We
elaborate on the specific concept and details of a matrix profile in the following subsection.

Notations and Definitions:

This work focuses on mining time series data. We begin

by giving a formal definition of time series.
Definition 1 A time series T is defined as a sequence of real-valued numbers indexed in
time order.
The properties of a complete time series are not our primary concern. We are interested in
studying the patterns of relatively small segments of a time series. We call these segments
subsequences.
Definition 2 A subsequence Ti,m ∈ Rm of a time series T is a continuous subset of T ,
which starts at the ith element and ends at the (i + m − 1)th element of T .
There can be a large number of different subsequences in a given time series, especially
when m is much smaller than the length of original time series. To better describe the set
of all these subsequences, we introduce the following definition.
19

Definition 3 An all-subsequences set SA of a time series T is defined as an ordered set of
all possible subsequences in T . Specifically, these subsequences are sorted in ascending order
with respect to the indices of their starting elements. SA = {T1,m , T2,m , · · · , Tn−m+1,m },
where m is the length of any subsequence and n is the length of original time series.
For any subsequence in a time series, we can calculate its distance to all other subsequences
in the same time series. The results are stored in a vector that is named as distance profile.
Below is the formal definition of distance profile.
Definition 4 A distance profile DiT ∈ Rn−m+1 between a time series T and its subsequence
Ti,m is a vector that stores d(Ti,m , Tj,m ), ∀j ∈ {1, 2, · · · , n − m + 1}, where d(·) calculates
the Euclidean distance between z scores of two subsequences.
A subsequence Tj,m is defined as the nearest neighbor of subsequence Ti,m if d(Ti,m , Tj,m ) =
min(DiT ). Note that closely located subsequences are very similar in shape, thus they
typically have the lowest distances. Therefore, an exclusion zone of length m is set up to
filter out these trivial candidates. We define the subsequences in this exclusion zone as
trivial neighbors of Ti,m .
m
Definition 5 A subsequence Tj,m is defined as a trivial neighbor of Ti,m if i− m
2 ≤ j ≤ i+ 2 .

Now we are ready to introduce the formal definition of matrix profile as follows:
Definition 6 A matrix profile P T ∈ Rn−m+1 of time series T is a vector that stores
the Euclidean distances between each subsequence Ti,m and its nearest non-trivial neighT
bor. Specifically, P T = [nnnt (D1T ), nnnt (D2T ), · · · , nnnt (Dn−m+1
)], where nnnt (DiT ) returns

the smallest distance between Ti,m and its non-trivial neighbors.
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Figure 2.1: Sample time series and its matrix profile.

This vector of distance values is named matrix profile because one can obtain it by calculating all the distances between any pair of subsequences in a time series and put the results
in a distance matrix, where the matrix profile is derived by extracting the smallest distance
that is not between trivial neighbors out of each row. This simple brute force approach has
a time complexity of O(n2 m) and large overhead caused by z-score scaling1 . Fig. 2.1 shows
a sample time series of 2,000 data points and its matrix profile calculated with m = 50.
In the next subsection, we briefly introduce a more efficient algorithm called scalable time
series anytime matrix profile (STAMP) [51]. The matrix profile only stores information of
the ‘smallest distances’. It does not directly locate the nearest non-trivial neighbors. In
order to fix this issue, a companion vector called matrix profile index is introduced. Here
is the formal definition of matrix profile index:
Definition 7 A matrix profile index I T ∈ Rn−m+1 of time series T is a vector that
stores the index of the nearest non-trivial neighbor of each subsequence. Formally, I T =
T
[I1T , I2T , · · · , In−m+1
], where IiT = j if d(Ti,m , Tj,m ) = nnnt (DiT ).
1
The z-score scaling of subsequences requires either O(nm) time plus O(nm) space overhead or O(n2 m)
time overhead for the brute force algorithm.
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With access to the matrix profile index, we are able to locate the nearest nontrivial neighbor of any subsequence in a single query. The STAMP algorithm [51] discussed
below is designed to output both matrix profile and matrix profile index of given time series.

STAMP:

STAMP is an efficient matrix profile calculation algorithm developed by re-

search teams from the University of California Riverside and the University of New Mexico
[52]. It is fast and simple to use. We provide the basic procedures of STAMP in Algorithm
1 and refer the readers to [51] for implementation details. The MASS function in line 4 computes the distance profile for a given subsequence. It is the key procedure in STAMP and
demands the most computational resources. The ElementWiseMin function updates P T
and I T by comparing P T with DiT elementwisely. After obtaining all the distance profiles
of subsequences, the matrix profile (index) is simply an ordered combination of minimum
elements (locations) taken from each distance profile. Note that the only parameter we
need to set for the entire algorithm is m, making STAMP easy to use in practice.
The fundamental advantage of STAMP relies on its intriguing usage of fast Fourier
transform (FFT) in MASS, which leads to a time complexity of O(n2 log(n)) for the entire algorithm. Specific description, implementation details, and complexity analysis of
MASS are presented in [53]. The core idea is to exploit the similarities between convolution operation and Euclidean distance calculation. Some may argue that the reduction of
time complexity from O(n2 m) to O(n2 log(n)) is inconsequential. For small time series and
small m, it is true that the difference between STAMP and the brute force approach is
insignificant. However, as m and n grow, STAMP performs far better than its brute force
opponent. For example, if we are processing a time series with n = 50, 000 and m = 1, 000,
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Algorithm 1 STAMP
1: m ← predefined value by user, n ← length of T
2:

P T ← [inf, · · · , inf ], I T ← [0, · · · , 0]

3:

for each subsequence Ti,m in T do

4:

DiT ← MASS(Ti,m , T, m)

5:

P T , I T ← ElementWiseMin(P T , I T , DiT , i)

6:

end for

7:

return P T , I T

we would expect STAMP to be 64 times faster even without considering the heavy overhead
of the brute force approach. Moreover, experiments carried out in [51] suggest the empirical
run time of STAMP is roughly O(n2 ) instead of O(n2 log(n)) due to high efficiency of the
existing FFT algorithms.

Mechanism of Event Discovery and Labeling:

Fundamentally, using the matrix pro-

file to discover and label system events in PMU data exploits the similarities of signatures
created by similar events (disturbances). In this study, a signature is defined as a subsequence of PMU measurement time series corresponding to a system event (disturbance).
Our mechanism of anomaly detection is highly dependent on the following two facts:
• First, the same type of system events usually have similar signatures in the time series.
• Second, signatures caused by the same type of system events have significantly lower
euclidean distances in the matrix profile.
The first fact is straightforward and serves as the cornerstone of shape-based data anal23

yses for event clustering [50] and classification [54] in power systems. The second fact is
not apparent and might be somehow counterintuitive. Without occurrence of events, small
subsequences of the frequency, voltage magnitude, and current magnitude time series are
relatively steady and usually dominated by the DC components. Thus, the euclidean distances between them would be very small in theory. However, the real-world PMU data are
always noisy [55], making these subsequences significantly different in terms of distance after
z-score scaling. The signatures created by the same type of system events usually contain
much more unique non-DC components, hence they remain close even after z-score scaling.
Therefore, the corresponding points of system events in the matrix profile are, in general,
significantly smaller than that of normal conditions. By exploiting this property, the events
can be automatically detected by locating the lowest points on the matrix profiles. This will
be illustrated explicitly in the case study section. Meanwhile, their closest neighbors can
be found simultaneously through the matrix profile index. This information can be used
to cluster the system events directly. More importantly, given the small number of labeled
data, our framework is able to automatically label the new system events by assigning them
to their nearest neighbors.

2.1.5

Numerical Study
In this section, we show how to use a matrix profile to discover and automatically

label power system events in real-world PMU data. All numerical studies are carried out in
Python environment on a Dell desktop with a CPU of Intel Xeon E3-1226 v3 @ 3.30GHz.
We start by describing our PMU dataset in the first subsection. The procedures of event
discovery and labeling are discussed in the second subsection. Due to space limitation, only
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two case studies of generator and line tripping events are presented. Note that our proposed
framework is very general and can be applied to discover a wide range of disturbances and
events. In the last subsection, we show that the computation of the matrix profile is fast,
scalable, and can be implemented in an anytime and incremental fashion (STAMPI [51]).

Data Source and Preprocessing
Our real-world PMU data have a reporting frequency of 30Hz, which contain two
generator tripping events and two line tripping events. The two generator tripping events
occurred consecutively and were therefore stored in the same file. The two line tripping
events were recorded in two separate files. To show the matrix profile’s ability to discover
and automatically label events, we need at least two events from the same class. Thus, for
the line tripping case, we concatenate the two time series into a single time series. Two
modifications on the original datasets are made during the concatenation:
• First, the joint gap is smoothed out by aligning the terminal point of the preceding
time series with the initial point of the following time series.
• Second, we add an additional small white noise to the concatenated time series such
that the distances between normal subsequences from both parts of the time series
are at the same level.
Now, we have two files containing two different types of events. Both of them are ready to
be used for testing the performance of matrix profile.
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Figure 2.2: Current magnitude and ROCOF time series from generator tripping event file
and their matrix profiles.
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tripping 1
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tripping 2

Event Discovery and Labeling Using Matrix Profile
We discover and label the power system events by applying matrix profile on the

(Hz/s)

current magnitude and rate of change of frequency (ROCOF) time series from the PMU data
files. The length of subsequence m in thisLine
study is set as 90 (3 seconds of PMU time series).
tripping 1

Fig. 2.2 shows the current magnitude and ROCOF time series
in the generator tripping
Line
tripping 2

event file and their corresponding matrix profiles. There are two outstanding ‘valleys’ in the
matrix profiles that correspond to the two consecutive generator tripping events. To discover
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Figure 2.3: Current magnitude and ROCOF time series from line tripping event file and
their matrix profiles.
these events in power systems, we set a threshold T h = min (P T )+[max (P T )−min (P T )]/4
on the matrix profile. Then an event alert is sent whenever the distance in the matrix profile
is below this threshold. Now suppose we do not know the label of the second event, then
this event can be automatically labeled as a generator tripping event by finding its nearest
neighbor through the matrix profile index. This process is implemented in three steps:
• First, we locate all the abnormal subsequences by finding local minima that are below
the threshold in the matrix profile.
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• Second, we find the nearest neighbor for each abnormal subsequence through the
matrix profile index.
• Third, we assign the unlabeled subsequences with the same label as their nearest
neighbors.
Unsurprisingly, the subsequences that correspond to the minima of the two ‘valleys’
in the matrix profile are nearest neighbors of one another. The second event is therefore
labeled as a generator tripping event.
Fig. 2.3 depicts the current magnitude and ROCOF time series in the line tripping
event file and their corresponding matrix profiles. The black dotted line marks the joint
points of two separate time series. The position of the right hand side time series has
been adjusted to smooth out the joint gap. Therefore, this figure does not reflect the real
magnitude of the right hand side time series. Given the signature of the second line tripping
event is small, this example also demonstrates the matrix profile’s advantage in discovering
minor power grid disturbances. Similar to the generator tripping case, the line tripping
events can be alerted by setting a proper threshold on the matrix profile. The unlabeled
events can then be automatically labeled in the same fashion.

Merits of a Matrix Profile Based Framework
In the introduction section, we argue that our framework is fast, scalable, and can
be implemented in an anytime and incremental fashion. Now, we use numerical experiments
to support these arguments. We will focus on the matrix profile computation process since
it consumes most of the computational time. The running time of the remaining steps in
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Table 2.1: Computation time of a matrix profile (STAMP) and its update (STAMPI ) for
different lengths of PMU data
PMU data length

200 s

1h

4h

8h

STAMP

7.72 s

36.97 min

13.75 h

57.86 h

STAMPI

0.0013 s

0.0205 s

0.1146 s

0.4822 s

the proposed event discovery and labeling framework is negligible compared with that of
the matrix profile computation step.

Fast:

Computation of a matrix profile is fast. To show this, we recalculate the matrix

profile of the current magnitude time series in Fig. 2.2 (6,000 data points) for 50 times
using Python codes. The time duration is, on average, 7.72 seconds per run. Note that this
time can be even shorter if we use other programming languages such as C++ and Java.

Scalable:

Computation of a matrix profile is scalable. Recall that the time complexity

of STAMP is O(n2 log(n)). It does not include the subsequence length m (the only user
defined parameter). Thus, the time complexity of STAMP only depends on the length of a
time series. To estimate the computation time of a matrix profile calculation for different
lengths of the PMU data, we stitch multiple copies of the 200-second current magnitude
time series together to construct longer time series. The computation time results are shown
in Table 2.1. Currently, we only use a single CPU core to run all the calculations. If we
utilize multiple CPUs (or GPUs) and run the STAMP algorithm in a parallel fashion, the
total computation time will be significantly reduced.
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Algorithm 2 STAMPI
1:

T new = [T old , dnew ]

2:

nnew ← length of T new , s = nnew − m + 1

3:

new , T old , m)
Dnew ← MASS(Ts,m

4:

P T , I T ← ElementWiseMin(P T , I T , Dnew , s)

5:

ps , is ← Min(Dnew )

6:

P T ← [P T , ps ], I T ← [I T , is ]

7:

return P T , I T

Incremental Computability:

The matrix profile can be updated incrementally. Note

that the length of streaming synchrophasor time series grows quickly as time goes by. It
is difficult and inefficient to update the matrix profile with the original STAMP algorithm.
For example, if we have a PMU time series recorded for 8 hours (≈ 220 data points), it
would take nearly 58 hours with our Dell desktop to calculate the new matrix profile when
new data arrive. Although we can use multiple CPU cores to accelerate the computation
speed, it is still too slow and inefficient. To overcome this difficulty, an incremental version
of STAMP called STAMPI was proposed in [51]. The basic procedures of STAMPI are
summarized in Algorithm 2. The Min function (line 5) returns both the minimum value ps
and its index is in Dnew . By getting rid of the for-loop, the time complexity of STAMPI is
O(n log(n)), that is n times faster than the original STAMP. To update the matrix profile of
the same PMU time series recorded for 8 hours with one more measurement, the STAMPI
algorithm only takes about 0.4822 seconds rather than 58 hours (see Table 2.1). Therefore,
STAMPI is recommended when updating the matrix profile of a large streaming dataset.
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Anytime Algorithm:

The matrix profile can be computed in an anytime fashion that

gives decent approximate solution in a timely manner. Anytime algorithm refers to algorithms that can yield valid solutions to a problem even when they are interrupted in the
middle of execution. A desirable anytime algorithm should obtain a decent approximate
solution very fast and produce monotonically better results as the calculation process continues. The original STAMP algorithm can be adapted as an anytime algorithm by using a
random sequence of subsequences in line 3 of Algorithm 1. The ElementWiseMin function
guarantees that the solution is monotonically improving.
We test the anytime algorithm on the same current magnitude time series shown
in Fig. 2.2. To measure the performance of STAMPI, we compute the mean absolute
percentage error (MAPE) between the anytime solution and the final matrix profile as
iteration continues. The results are depicted in Fig. 2.4. It shows that STAMPI can
achieve a 90% accurate solution after just 1,000 iterations (1/6 of the total iterations). This
property can be very useful in online applications where the time window for calculation
is very short. We do not always need the exact matrix profile. A decent approximate can
work well for most power system event discovery and labeling.

2.1.6

Conclusion
This study proposes a novel data analytic framework with the matrix profile to

discover and to automatically label power system events using weakly labeled data. The
matrix profile can be efficiently computed through the STAMP algorithm. The distances in
the matrix profile are relatively large during the normal operating conditions due to data
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Figure 2.4: Mean absolute percentage error between intermediate solution and final matrix
profile as iteration continues.

noise, while the power system events from the same class usually have similar signatures in
terms of shape. This property can be exploited to discover and label power system events in
PMU data. Case studies with real-world PMU data are carried out to validate the proposed
approach. The results show that our framework is capable of discovering and automatically
labeling generator tripping and line tripping events. The numerical study also shows that
the calculation of a matrix profile is fast, scalable, and can be implemented in an incremental
and anytime fashion for online applications. Moreover, the anytime version of STAMP can
provide a 90% accurate matrix profile using only 1/6 of the total required iterations.
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2.2

Power System Event Detection with Graph Signal Processing
Online detection of anomalies is crucial to enhancing the reliability and resiliency

of power systems. We propose a novel data-driven online event detection algorithm with
synchrophasor data using graph signal processing. In addition to being extremely scalable,
our proposed algorithm can accurately capture and leverage the spatio-temporal correlations
of the streaming PMU data. This study also develops a general technique to decouple spatial
and temporal correlations in multiple time series. Finally, we develop a unique framework to
construct a weighted adjacency matrix and graph Laplacian for product graph. Case studies
with real-world, large-scale synchrophasor data demonstrate the scalability and accuracy
of our proposed event detection algorithm. Compared to the state-of-the-art benchmark,
the proposed method not only achieves higher detection accuracy but also yields higher
computational efficiency.

2.2.1

Background
Timely detection of abnormal power system phenomena caused by factors such as

extreme weather and equipment failure can facilitate system operators in taking corrective
control actions to restore the system from an insecure or emergency state. Although the
wide-spread adoption of phasor measurement units (PMUs) makes it possible to develop
data-driven anomaly detection algorithms, it also brings computational challenges to deal
with a large amount of streaming PMU data with strong spatio-temporal correlations.
The goal of this study is to develop a data-driven online detection algorithm of events
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that cause abnormal phenomena (hereafter, it is called the abnormal event), which is not
only computationally efficient but also adequately captures the complex spatio-temporal
correlations in the PMU data.

2.2.2

Literature Review
The majority of existing literature for online abnormal event detection can be

categorized into five groups. The first group of work uses signal processing techniques such
as wavelet transform [56, 39] and short-time Fourier transform [41] to identify large spectral
components in high-frequency bands, which are indicative of power system events. The
second group of work detects events based on the forecast residuals of PMU measurements
[57, 58, 48]. The third group of work uses the observation that spatial correlations between
PMUs could encounter significant changes during abnormal events. Event indicators based
on correlation coefficient matrix [59], sample covariance matrix [60], and tensor sample
covariance matrix [61] are derived. The fourth group of work performs online event detection
based on the observation that the low-rank property of PMU data no longer holds when the
system transitions from normal to abnormal state [62, 63]. The last group of work leverages
data mining techniques, such as matrix profile, to detect abnormal events [26].
The complex spatio-temporal correlations in streaming PMU data have not been
fully exploited by the existing literature. The spatial correlations among different PMUs are
ignored in the first and fifth groups of literature [56, 39, 41, 26]. The temporal dependency
of the streaming PMU data is not directly modeled in [48, 59, 60, 61]. The spatial and
temporal correlations of PMUs are mixed in the mathematical model of [57, 58] and could
not be analyzed explicitly. Although a few papers incorporate spatio-temporal correlations
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into the analysis, their algorithms are computationally expensive. For example, in the
online event detection stage, singular value decomposition [62, 63] and convex optimization
problem [57] need to be solved. Thus, they do not scale well to large-scale networks with
thousands of PMUs.

2.2.3

Technical Contributions
In this work, we fill the knowledge gap by developing a scalable online abnormal

event detection algorithm based on graph signal processing (GSP). Our proposed algorithm
inherits the computational efficiency and remarkable scalability of the GSP approach. Our
proposed algorithm rigorously encodes the spatial and temporal correlations of the streaming PMU data in the weighted adjacency matrix and graph Laplacian of the product graph.
A data-driven algorithm is developed to construct the graph Laplacian of the product graph
based on the decoupled spatial and temporal correlation matrices. In the offline stage, we
first fit a vector autoregressive (VAR) model to capture the intrinsic spatio-temporal correlations of the streaming PMU data. Then a convex optimization problem is solved online
to identify the decoupled spatial and temporal correlations of the PMU data. Our proposed
GSP based algorithm has a linear time complexity for online implementation, providing
great potential in real-time event detection. The contributions of this work are as follows:
• We develop a computationally efficient and scalable online abnormal event detection
algorithm based on GSP for streaming PMU data.
• We propose a novel data-driven approach to construct graph Laplacian of a product
graph based on spatial and temporal coefficient matrices.
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Figure 2.5: Overall framework of the proposed abnormal event detection framework based
on GSP.

• We design a general approach to decouple the spatial and temporal correlations in
multiple time series based on GSP and vector autoregressive model.

2.2.4

Technical Approach
In this section, we first provide an overview of the overall framework of the pro-

posed online abnormal event detection algorithm based on graph inference and graph signal
processing. Then we present the key technical methods for modeling spatial-temporal correlations of PMU data, constructing graph Laplacian, and detecting abnormal events with
graph signal processing.

Overall Framework
The overall framework of the proposed online abnormal event detection algorithm
using streaming PMU data is shown in Fig. 2.5. The proposed abnormal event detection
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algorithm can be carried out in two stages: off-line training and online abnormal event
detection. The off-line training stage contains two key modules: the modeling of spatialtemporal correlations of PMU data and the construction of graph Laplacian. The online
event detection stage leverages graph signal processing technique to identify abnormal phenomena in power system operations.
The aim of the off-line training process is to construct a graph Laplacian based
on streaming PMU data for the online anomaly detection stage. The constructed graph
Laplacian should accurately capture the spatio-temporal correlation among multiple PMUs.
The graph Laplacian does not need to be updated frequently since the majority of the
underlying transmission network topology and power plants stay the same. In this study,
we construct the graph Laplacian by deriving the spatial and temporal coefficient matrices
of the PMU data streams from the vector autoregressive processes. The technical details of
the off-line training process will be shown in following paragraphs.
We develop a graph signal processing-based anomaly detection algorithm to detect abnormal power system events in the online stage. The algorithm takes incoming PMU
measurements from the phasor data concentrator as inputs and returns the abnormal event
indicator before the next data frame arrives. The proposed online anomaly detection procedure is scalable and can be computationally efficient because most of the computational
burden takes place in the off-line stage.

Inference of Spatial and Temporal Coefficient Matrices for PMU Data Streams
In this subsection, we present a two-step process for inferring spatial and temporal
coefficient matrices of multiple PMU time series. In the first step, we model multiple PMU
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data streams as a vector autoregressive process. In the second step, we derive the spatial
and temporal coefficient matrices of the vector autoregressive process. These two coefficient
matrices will be used to construct the graph Laplacian in the next subsection.

Step I: Model multiple PMU Data Streams as Vector Autoregressive Processes:
Suppose we receive streaming data from N PMUs. Let yt be the data frame of certain
measurements recorded by these N PMUs at time stamp t. {yt |t = 1, · · · , T } is a vector
time series. We model the vector time series with the following spatio-temporal model to
separate the spatial and temporal correlations:
yt = Ayt +

p
X

Φj yt−j + t

(2.1)

j=1

where A is called the spatial coefficient matrix. Φj denotes the j-th temporal coefficient
matrix. t is a white noise vector. p is the order of the model. Note that this spatio-temporal
model specification is different from the standard VAR model due to the introduction of
spatial coefficient matrix A.
Assuming (I − A) is invertible, we can reformulate (2.1) into the standard VAR(p)
model form:
p
X
yt =
(I − A)−1 Φj yt−j + (I − A)−1 t .

(2.2)

j=1

Let Ψj denote (I − A)−1 Φj . Ψj s are the coefficient matrices in the standard VAR(p) model,
which can be estimated through multivariate least squares with a training dataset [64]. The
model order p can be determined through the Bayesian information criterion (BIC) [65].

Step II: Derive Spatial and Temporal Coefficient Matrices:

The remaining ques-

tion is how to find a pair of spatial and temporal coefficient matrices A and Φj , which
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not only satisfy the following constraint but also achieves the highest level of separation of
spatial and temporal correlation.
Ψj = (I − A)−1 Φj

(2.3)

In this study, we focus on solving the first order temporal coefficient matrix, Φ1 , since it
captures the majority of the temporal correlations in streaming PMU data. The temporal
coefficient matrices with longer time lags can be easily derived once A is known. Furthermore, we only use A and Φ1 in the graph Laplacian construction. Thus, the temporal
coefficient matrix refers to Φ1 hereafter.
We formulate the following optimization problem to find the spatial and temporal
coefficient matrices A and Φ1 :
minimize
A,Φ1

subject to

||Φ1 − I||F

(2.4)

(I − A)Ψ1 = Φ1

(2.5)

A = AT

(2.6)

Φ1 = ΦT1

(2.7)

where || · ||F denotes the matrix Frobenius norm. The motivation for selecting the objective
function (2.4) is to decouple the spatial and temporal correlations in the most powerful
fashion. This can be achieved by suppressing the off-diagonal elements of Φ1 . The resultant
Φ1 primarily captures the temporal correlation while A accounts for the majority of the
spatial correlation. While any diagonal matrix could replace the identity matrix in (2.4), we
chose the identity matrix due to its connection to the standard Discrete Fourier Transform
(DFT) in graph signal processing. Since graph signal processing-based anomaly detection
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can be seen as a spatio-temporal generalization of the DFT, it makes sense to keep the
temporal component as close to the standard temporal DFT as possible. Constraint (2.5)
is equivalent to (2.3). Constraints (2.6) and (2.7) enforce A and Φ1 to be symmetric. The
reason for enforcing these two constraints will be evident in the graph Laplacian construction
process. Note that the above optimization problem is convex and can be easily tackled by
commercial solvers such as Gurobi.

Graph Laplacian Construction
In this subsection, we build the graph Laplacian from the spatial and temporal
coefficient matrices derived from the VAR model. We first develop a product graph to
represent the targeted PMUs’ time-series data. Then, we construct the Laplacian matrix
for the product graph.

Product Graph:

We adopt an undirected product graph to represent the domain of PMU

time series {yt , yt−1 , · · · , yt−Tw +1 } with a window length of Tw . Formally, the proposed
product graph G = (V, E) is a strong product of a complete graph G1 = (V1 , E1 ) and a line
graph G2 = (V2 , E2 ). The nodes in G1 and G2 represent different PMUs and their time
stamps. The nodes (also called vertices) and edges of G can be derived from those of G1
and G2 [66]:
|V| = |V1 | · |V2 |

(2.8)

E = E1 ⊗ E2 + E1 ⊗ I|V2 | + E2 ⊗ I|V1 |

(2.9)

where | · | returns the cardinality of a set, ⊗ denotes the Kronecker product, and IN is the
identity matrix of size N .
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Fig. 2.6 shows an example of the proposed product graph with three PMUs and
a window length Tw = 3. In Fig. 2.6, the blue graph, G1 , on the left has three fully
connected nodes and represents the spatial correlations among PMUs. The yellow graph,
G2 , in the middle corresponds to the temporal relationship between adjacent time stamps.
The resulting product graph is shown on the right hand side.

Laplacian Matrix:

The Laplacian matrix, L of a graph G can be derived as L = D − W ,

where W is the (symmetric) weighted adjacency matrix. The degree matrix D is a diagonal
matrix with Dmm =

P

n Wmn

[67]. The graph Laplacian is symmetric.

To construct the symmetric graph Laplacian matrix representing the PMU data
streams, we need to first build the weighted adjacency matrix W of the product graph. We
propose to build the weighted adjacency matrix W with the spatial and temporal coefficient
matrices A and Φ1 as follows:
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(2.10)

Note that the blue edges of the product graph G in Fig. 2.6 model the spatial correlations
among different PMUs. Thus, the diagonal sub-matrices of W are set as the spatial coefficient matrix A. Similarly, the yellow edges represent the temporal correlations between
measurements from two adjacent time stamps in the product graph. Hence, we set the
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Figure 2.6: Product graph construction for PMU data streams.

sub-matrices adjacent to the diagonal sub-matrices in W as the temporal coefficient matrix
Φ1 . Note that the size of W is (N × Tw ) by (N × Tw ), which means, the size of W depends
on the number of PMUs and the window length.

Online Abnormal Event Detection
In this subsection, we present the online abnormal event detection algorithm based
on graph signal processing. First, we briefly describe the basics of graph signal spectral
analysis using graph Fourier transform. Then we explain how to calculate abnormal event
indicator for streaming PMU data with graph Fourier transform technique.

Graph Fourier Transform: Let s = [s(1), · · · , s(n)] denote the graph signals at a particular time stamp, where s(n) represents the value of the signal at the n-th node. In this
study, n = N × Tw . The graph Fourier transform (GFT) of a signal S converts the original
signal s into the Laplacian spectral domain as follows [68]:
S = U −1 s
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(2.11)

where U = [u1 , · · · , un ] is a matrix of eigenvectors of the graph Laplacian L, i.e., U ΛU −1 =
L. Λ is a diagonal matrix consisting of the eigenvalues of L. The graph Laplacian matrix
is positive semi-definite by definition. Its eigenvalues are real and non-negative, and its
eigenvectors form an orthonormal basis. We follow the convention that the eigenvectors
in U are written in an ascending order with respect to their corresponding eigenvalues.
It is worth noting that the eigenvectors with smaller eigenvalues correspond to the lower
frequency components [67].

Abnormal Event Detection in the Laplacian Spectral Domain: The measurements
from different PMUs have strong spatio-temporal correlations under the same system configuration. The measurements of an individual PMU vary slowly across time during normal
system operations. As a consequence, synchrophasor data under normal operating conditions exhibit low rank property [62, 63].
This low-rank property indicates that the DC component becomes dominant in
the Laplacian spectral domain for PMU data under normal operating conditions. When
abnormal events occur, the non-DC components, especially the high-frequency ones, become
pronounced. Thus, we select the following weighted sum of the non-DC components as the
abnormal measurement indicator (AMI) for each PMU measurement type:
AMI =

n
X

λi S(i)

(2.12)

i=2

where λi is the i-th eigenvalue, and S(i) is the coefficient of the i-th Laplacian spectral
component. Once a new PMU data frame arrives, the corresponding AMI is calculated.
The voltage and current phasor data gathered from PMUs are typically first converted to into real power P , reactive power Q, voltage magnitude |V |, and frequency f for
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system monitoring and event detection. We call data of this format P Q|V |f data. Note
these four types of measurements might not be equally important in detecting different
types of abnormal events.
To address this issue, we introduce the abnormal event indicator (AEI), which is
a weighted sum of abnormal indicators for PMU measurements of P , Q, |V |, and f :
AEI = wP AMIP + wQ AMIQ + w|V | AMI|V | + wf AMIf

(2.13)

where AMIP , AMIQ , AMIV , and AMIf are the abnormal measurement indicators for P ,
Q, |V |, and f , respectively. wP , wQ , w|V | , and wf are the corresponding weights. These
weights can be derived based on domain knowledge. Once the AEI exceeds a designated
threshold, the algorithm reports that an abnormal event is detected. In this study, we use
an adaptive threshold based on moving average:

T h(t) =

t−K
p X
·
AEI(k)
K

(2.14)

k=t−1

where K is the size of moving window. p is an adjustable parameter. AEI(k) is the AEI
obtained at time stamp k. With a sufficient amount of data, p can be selected using grid
search with validation dataset.

2.2.5

Numerical Study
In this section, we evaluate the performance of our proposed abnormal event de-

tection algorithm using synchrophasor data from one of the three interconnections across
the U.S. The PMU data is provided by Pacific Northwest National Laboratory (PNNL).
The state-of-the-art power system event detection algorithm, OLAP [62], is selected as the
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Figure 2.7: PQ|V |f data of a sample frequency event.
benchmark. In this section, we first describe the dataset and the abnormal event labeling
process. Then, we evaluate the performance of our proposed event detection algorithm
based on graph signal processing and the benchmark using different types of real-world
events. Finally, we validate the scalability of the proposed algorithm.
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Table 2.2: Weights of P , Q, |V |, and f Associated with Different Categories of Events
Weight

wP

wQ

w|V |

wf

Category 1
Category 2
Category 3

0.1
0.4
0.5

0.3
0.3
0.3

0.4
0.15
0.05

0.2
0.15
0.15

Data Source, Parameters, and Event Labeling
The historical synchrophasor data corresponding to 30 abnormal power system
events in the United States are extracted from the entire dataset. These 30 events fall into
three categories: voltage events with faults, voltage events without faults, and frequency
events. Each category includes 10 different events. The number of PMUs with valid data
during each event period varies between 89 and 138. The sampling rate of PMUs is 30 Hz.
4 minutes of PMU data are used for each event. The actual event occurs in the last three
minutes of the 4-minute window. The offline graph Laplacian construction uses the PMU
data from the first minute of the 4-minute window. In this study, we first apply z-score
normalization on the input P Q|V |f data with a rolling window size of 120 samples, as a
preprocessing. The graph window length Tw is set as 2.
The weights associated with abnormal measurement indicators of P , Q, |V |, and f
for different categories of power system events are shown in Table 2.2. Based on the domain
knowledge, we select different sets of weights to detect different types of power system
events. In practice, the event type is often unknown. Thus, abnormal event indicators for
different types of events need to be calculated simultaneously to detect all types of events.
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Figure 2.8: Abnormal measurement indicators of the proposed GSP based approach for the
sample frequency event.

The dynamic behavior caused by an event is generally observed in a few seconds.
However, the event time stamp provided in the raw dataset is rounded to the minute level.
To verify the proposed algorithm and the benchmark, we manually labeled the initiating
point of all events up to the second level by inspecting the point-on-wave P Q|V |f data.
Fig. 2.7 shows the P Q|V |f data streams of the PMUs for a sample frequency event. The
red rectangles indicate the timing when the event occurs.
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Figure 2.9: Abnormal measurement indicators of the OLAP algorithm for the sample frequency event.

Performance Evaluation for Event Detection Algorithms
In this subsection, we compare the abnormal event detection performance of the
proposed approach with that of a benchmark algorithm, OLAP [62], on the 30-event
datasets. We follow Algorithm 2 of [62] and the parameters therein. Note that we use
P Q|V |f data instead of phasors as OLAP’s inputs, which produces four indicators similar
O
O
O
to AMI. In this study, we call them AMIO
P , AMIQ , AMI|V | , and AMIf . An abnormal event

indicator for OLAP, denoted by AEIO , is also derived similarly through (2.13).
We run both algorithms on the last three minutes of P Q|V |f data, which produces
two sets of four abnormal measurement indicators for each event. Figures 2.8 and 2.9 show
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Table 2.3: F1 Scores of the Proposed GSP Based Approach and the OLAP Algorithm
Method

GSP

OLAP

Category 1
Category 2
Category 3
All Events

0.7692
1
0.8889
0.8750

0.9
0.8889
0.75
0.8519

the four abnormal measurement indicators provided by the proposed GSP-based approach
and the OLAP algorithm for the sample frequency event depicted in Fig. 2.7. As shown
in Figs. 2.8 and 2.9, the abnormal measurement indicators of the proposed algorithm are
more prominent than those of the OLAP approach during the event period.
Fig. 2.10 shows the abnormal event indicators derived from the proposed GSPbased approach and the OLAP algorithm for the sample generator tripping event. The
dotted lines show the adaptive thresholds with p = 2.2 for GSP and p = 18 for OLAP,
respectively. The peak of the abnormal event indicator of our proposed method falls in the
event period while the OLAP algorithm fails to detect it. It’s worth noting the proposed
approach also produces a false positive between time step 4,500 and 5,000.
We test both algorithms on all 30 events in our dataset. Fig. 2.11 shows the
numbers of true positives and false positives with different values of p. Table 2.3 shows the
F1 scores with p = 2.5 for GSP and p = 36 for OLAP, where they achieve the highest values
for all test events. It is observed that the GSP based approach generally outperforms the
OLAP algorithm on the dataset in terms of both precision and F1 score.

49

103

GSP

20

10

OLAP

0
0.2
0.1
0
0

500

1000

1500

2000

2500

3000

3500

4000

4500

5000

Time step

Figure 2.10: Abnormal event indicators of the GSP based approach and the OLAP algorithm

Number of true positives

for the sample frequency event.
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Figure 2.11: Numbers of true positives and false positives with different values of p on the
30-event dataset.

Execution Speed and Scalability of the Proposed Algorithm
In this subsection, we evaluate the scalability of the proposed GSP-based approach.
For 30 power system events tested in the previous subsection, the average runtime of the
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Table 2.4: Scalability Test Results
Number of PMUs

30

60

90

120

Runtime

3.01 s

4.45 s

5.80 s

6.95 s

proposed method on the 3-minute testing data is 6.16 seconds per event, which is shorter
than the 132.88 seconds runtime of the OLAP algorithm. The enhanced execution speed
is because most of the computation is carried out offline in our proposed algorithm. Note
that the graph Laplacian does not need to be updated frequently in online abnormal event
detection process.
To validate the scalability of the proposed GSP-based event detection algorithm,
we vary the number of PMUs for testing datasets in the range of 30 and 120 and record
the runtime. The algorithm runtime and the corresponding number of PMUs are shown in
Table 2.4. By comparing the second and the fifth columns, we can see that the runtime
of the algorithm only increases by a factor of 1.83 while the number of PMUs quadruples.
These results show that the GSP based approach has excellent scalability.

2.2.6

Conclusion
This study develops a novel online event detection algorithm based on graph signal

processing using steaming synchrophasor data. The proposed algorithm has two components: off-line training and online event detection. In the off-line training stage, we propose
a graph Laplacian construction algorithm, which separately captures the spatial and temporal correlation structures of streaming synchrophasor data. In the online event detection
stage, abnormal measurement and event indicators are derived based on the non-DC com51

ponents of the graph Fourier transform of the PMU data. The testing results on real-world
synchrophasor data in the U.S. show that our proposed algorithm outperforms the state-ofthe-art benchmark algorithm in terms of both precision and execution speed. Furthermore,
our proposed algorithm demonstrates excellent scalability.
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2.3

Power System Event Identification with Deep Learning
Online power system event identification and classification is crucial to enhancing

the reliability of transmission systems. In this study, we develop a deep neural network
(DNN) based approach to identify and classify power system events by leveraging realworld measurements from hundreds of phasor measurement units (PMUs) and labels from
thousands of events. Two innovative designs are embedded into the baseline model built on
convolutional neural networks (CNNs) to improve the event classification accuracy. First,
we propose a graph signal processing based PMU sorting algorithm to improve the learning
efficiency of CNNs. Second, we deploy information loading based regularization to strike
the right balance between memorization and generalization for the DNN. Numerical studies
results based on real-world dataset from the Eastern Interconnection of the U.S power
transmission grid show that the combination of PMU based sorting and the information
loading based regularization techniques help the proposed DNN approach achieve highly
accurate event identification and classification results.

2.3.1

Background
Driven by the need to improve the reliability of the power grid following the 2003

blackout in the Northeastern United States, phasor measurement unit (PMU) usage has experienced exponential growth. Nearly 2,000 PMUs are currently deployed in North America
and over 3,000 PMUs are currently commissioned in the Chinese power grid [2]. By leveraging the fast streaming PMU data, various algorithms have been developed to enhance
power system operators’ situational awareness.
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To further improve system reliability, a highly accurate and automatic event detection and identification algorithm is in critical need. When power system events are correctly
detected and classified in a timely manner, appropriate corrective control actions can be
taken by system operators or control systems to prevent blackouts. Many power system
event detection algorithms using PMU data have been developed. However, very few researchers have explored the event classification problem due to a general lack of access to
large amounts of real-world streaming PMU data. By leveraging over 2 years of streaming
data from 187 PMUs and over 1,000 events, this study develops an accurate deep neural
network based power system event identification and classification algorithm.

2.3.2

Literature Review
The topic of data-driven power system event detection has been studied exten-

sively. We summarize the related literature which can be grouped into five categories. The
algorithms in the first category detect power system events by performing spectral analysis such as wavelet transforms [56, 39], short-time Fourier transforms [41], graph Fourier
transforms [69], and self-coherence method [70] on the PMU data. The algorithms in the
second category first develop forecasts of PMU data, then an event is detected if the forecast error exceeds some thresholds [57, 58, 48]. The third category algorithms monitor the
variation of spatial correlations among different PMUs via the correlation coefficient matrix
[59], the sample covariance matrix [60], and the tensor sample covariance matrix [61]. A
large variation in spatial correlations indicates the occurrence of a power system event. The
fourth category of approaches exploits the low-rank property of PMU data during non-event
periods. A significant increase in data matrix rank is treated as the sign for a power system
54

event [62, 63]. The last group of algorithms use data mining techniques such as matrix
profile [26] to detect power system events.
Although the sub-field of data-driven event detection has seen tremendous development, the subject of power system event identification and classification has not been
fully explored. The insufficient research in this area is mainly due to the lack of access to
large-scale labeled real-world PMU data. Most of the existing work leverages just a small
amount of real-world synchrophasor data and a limited number of event labels from a restricted class of events. For example, the dataset of reference [71] only contains 32 labeled
power system events. Reference [58] uses historical data of a single PMU, and reference [72]
uses just 4 PMUs for its case studies.
To overcome the challenges associated with the lack of access to real-world data,
some researchers have tried to create and leverage synthetic PMU data [73, 74, 75]. However,
this workaround has its own drawbacks. It is extremely difficult to generate large-scale
noisy streaming PMU data during power system events with time-varying spatial temporal
correlations similar to that of the real-world data.
Two recent works have managed to collect a relatively large amount of synchrophasor data. Reference [76] used one-year of historical data from 44 PMUs in the Pacific
Northwest. However, the dataset only contains 57 labeled line events, which limit its use
for training a general event classifier. Similarly, reference [77] used hundreds of labeled
frequency events from the FNET/GridEye system to train a frequency event detection algorithm based on a deep neural network. However, the lack of labels for other event types
makes it infeasible to develop a general event identification and classification model.
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2.3.3

Technical Contributions
Equipped with two years of data from hundreds of PMUs and over one thousand

event labels of different types in the Eastern Interconnection of the U.S. power transmission
grid, this study aims at developing a deep neural network based framework to identify and
classify power system events in real time. To deal with high-dimensional PMU input arrays,
i.e., tensors, we adopt the convolutional neural networks (CNNs) as the base model. CNNs
enable sparse interaction which not only greatly reduces the memory requirements of the
model, but also improves its statistical efficiency. To make parameter sharing more effective
in the CNN framework, we proposed an innovative graph signal processing (GSP) based
PMU sorting algorithm that systematically arranges PMUs in the input tensor. To further
improve the event identification and classification accuracy, we propose an information
loading based regularization technique to control the amount of information compression
between the input layer and the last hidden layer of the deep neural network. The unique
contributions of this work are listed as follows:
• We develop a novel deep neural network with information loading based regularization
for power system event identification and classification.
• We propose a GSP based PMU sorting algorithm to make the parameter sharing
scheme more effective in the proposed CNN framework.
• Our proposed deep neural network based approach achieves a high F1 score on the
power system event classification task using real-world PMU data.
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Figure 2.12: Overall framework.

2.3.4

Technical Approach

Problem Formulation and Overall Framework
In this section, we present the problem formulation and the overall framework of
the proposed approach for power system event identification and classification.
The power system event identification problem can be formulated as a statistical classification problem. We develop a deep neural network and train it with historical
PMU data with the corresponding power system event labels. When the training process
completes, the fitted model servers as an online classifier to identify different power system
events using streaming PMU data. The overall framework of the proposed approach is
shown in Figure 2.12. The overall framework has three key modules: the neural classifier,
the GSP based PMU sorting algorithm, and the information loading based regularization
technique.
The raw PMU input data array to the proposed algorithm is a 3-dimensional
tensor of real power (P ), reactive power (Q), voltage magnitude (|V |), and frequency (f )
measurements from multiple PMUs for a certain time period. The 3 dimensions of the tensor
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Figure 2.13: Illustration of a P Q|V |f tensor.

represent time, PMU ID, and P Q|V |f index as illustrated in Fig. 2.13. For real-world power
grids, the number of deployed PMUs can reach hundreds or thousands.
The GSP based PMU sorting module takes the raw tensor and outputs a sorted
PMU tensor, which is more compatible with the parameter sharing scheme of the neural
classifier. In the sorted tensor, PMUs with highly correlated measurements are arranged to
be closer to each other.
The CNN based classifier module first takes the sorted PMU tensors as inputs and
leverage convolution filters in successive layers to transform the inputs into interpretable
hidden representations. The type of power system event of the corresponding time window
is then identified by the estimation layer.
During the training process, the information loading based regularization module
will estimate the mutual information between the input tensors and the hidden representations and use it to augment the typical cross-entropy loss function. The information
loading technique is based on the information bottleneck theory [78] and our recent theoretical results on new bounds of information losses in neural classifiers [79]. The theoretical
foundation of information losses and technical methods of information loading based regularization will be presented in in the later paragraphs.
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Graph Signal Processing Based PMU Sorting
: In this part, we propose a sorting algorithm based on GSP to systematically arrange PMUs in the P Q|V |f tensor. In order to leverage the powerful convolution operation
in deep neural network design, we strategically place highly correlated PMUs close to each
other. Again, the goal is to determine a useful ordering of PMUs in the input tensor. Let
N denote the total number of PMUs and di be the index of the ith PMU in the ordered
input tensor.
The problem of finding d = {d1 , · · · , dN } such that similar PMUs are arranged
closer together can be formulated as the following optimization problem:
N

minimize
d

subject to

N

1 XX
Wij (di − dj )2
2

(2.15)

dT d = 1

(2.16)

dT 1 = 0

(2.17)

i=1 j=1

where Wij represents the absolute value of the correlation coefficient between PMUs i and
j’s measurements.
The objective function (2.15) represents a correlation-weighted sum of PMU index
squared distances. Constraints (2.16) and (2.17) ensure that the index of the PMUs in
the ordered tensor are centered around the origin and not placed at one single point. This
optimization problem is nonlinear and non-convex due to the quadratic constraint. However,
the problem can be efficiently solved with GSP based techniques.
We can envision that all PMUs (vertices) are connected to each other in a complete
graph. Let G = (V, E) be a complete graph, where V = {v1 , · · · , vN } is a set of vertices
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representing the PMUs within a power system. E = {eij |i 6= j, i, j = 1, · · · , N } is a set of
edges where eij stores the Pearson correlation coefficient between the ith and jth PMU’s
measurements. Define W as a weight matrix with diagonal elements being zeros. Its nondiagonal element Wij are set as |eij |. Let L = D − W be the graph Laplacian, where the
degree matrix D is a diagonal matrix with Dii =

PN

j=1 Wij .

Then we have the following

relationship [67]:
T

d Ld =

N X
N
X
i=1 j=1
N

Wij d2i − di dj



N

2
1 XX
Wij d2i − di dj + d2j − dj di
=
2
i=1 j=1
N

N

1 XX
=
Wij (di − dj )2
2

(2.18)

i=1 j=1

By substituting (2.18) and (2.16) into (2.15), the objective function (2.15) can
be converted to the Rayleigh quotient dT Ld/dT d. The converted unconstrained objective
function has a minimum value equal to the smallest eigenvalue of the graph Laplacian L,
which is 0. The optimal solution to the unconstrained objective function is the the eigen√
vector of L that corresponds to the smallest eigenvalue, which is 1/ N . However, (2.17)
√
rules out this solution by constraining d to be orthogonal to 1/ N . Therefore, the solution
of constrained optimization problem (2.15)-(2.17) is the eigenvector corresponding to L’s
second smallest eigenvalue. Thus, the PMUs measurements should be sorted according to
the optimal solution d in an ascending order. Algorithm 3 summarizes the procedures of
the proposed GSP based PMU sorting approach.
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Algorithm 3 GSP based PMU sorting algorithm
Step 1: Obtain the Pearson correlation coefficients between PMUs;
Step 2: Construct weight matrix W and Laplacian graph L;
Step 3: Take eigendecomposition of L;
Step 4: Sort PMUs according to the eigenvector corresponding to the second smallest
eigenvalue of L;
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Figure 2.14: Flowchart of a general classification model.

Information Loading based Regularization
The motivation and algorithm for the information load based regularization technique are presented in this subsection. Information loading is a regularization technique
first proposed in our previous work [80]. It is motivated by the information bottleneck
theory [78] and recent theoretical results about information losses of neural classifiers [79].
The information loading based regularization technique controls the amount of information
compression between the input layer and the last hidden layer of a deep neural network.
First, we briefly review the theory of information losses and then present the information
loading algorithm.

Information Losses:

A general classification model can be represented as a Markov

chain as shown in Fig. 2.14. Y and Ŷ denote the real class label and the estimated label.
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X denotes the input features. Z denotes the learned representation (in our case, the last
hidden layer of a deep neural network). y, ŷ, x, and z are instances of the random variables
Y , Ŷ , X, and Z, respectively. The classifier consists of two parts: an encoder that models
PZ|X and an estimator that models PŶ |Z .
To achieve better classification accuracy, we want to learn a representation Z
which has a high mutual information I(Y ; Z) with the class label. But in practice, I(Y ; Z)
cannot be estimated from training data alone. Instead, we must resort to using an estimate,
ˆ ; Z), which has the following form:
denoted I(Y
"
ˆ ; Z) = E log2
I(Y

P̂ZY

#

P̂Z P̂Y

(2.19)

where P̂ZY , P̂Z , and P̂Y denote the estimates of PZY , PZ , and PY based on the training
data samples.
Let Z ∗ and Z̃ be the representations that, respectively, maximize I(Y ; Z) and
ˆ ; Z) with the constraint I(X; Z) = C, where C is a constant that defines the complexity
I(Y
of encoder. In other words, Z ∗ is produced by the optimal encoder when we have perfect
knowledge of PXY . Z̃ is produced by the optimal encoder when we have partial knowledge
of PXY .
Now, we can define the term “information losses”, which is strongly related to
‘minimal classification error’ [80]:
Iloss = |I(Y ; Z ∗ ) − I(Y ; Z̃)|

(2.20)

The upper bound of the “information losses” is given by [79]:


Iloss ≤ 2 δP̂ I(X; Z̃) + h2 (δP̂ ) + 
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(2.21)
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Figure 2.15: Mutual information bounds for low and high entropy feature space.

where h2 (·) denotes the binary entropy function. δP̂ is the conditional total variation of
P̂Y |X from PY |X :
1
δP̂ = EPX
2



X

PY |X (y|x) − P̂Y |X (y|x) 

(2.22)

y∈Y

It is worth noting δP̂ has an upper bound that only depends on the given training data [81].
The upper bound of information losses (2.21) has been shown to be reasonably
tight across many testing datasets [79]. It will serve as the cornerstone in the information
loading based regularization technique.

Information Loading: Based on the theoretical results of information losses, we can
visualize the mutual information bounds for typical datasets. Suppose I(Y ; Z ∗ ) is given, we
can draw the lower bound of I(Y ; Z̃) based on (2.20) and (2.21). It has been shown that
this lower bound behaves differently depending on the entropy level of the input feature
space [79] as illustrated in Fig. 2.15.
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For low entropy features, the lower bound keeps increasing as the complexity of
the encoder I(X; Z̃) increases. In this case, we can safely boost the mutual information
between the input and the hidden representation I(X; Z̃) to achieve higher I(Y ; Z̃) and
classification accuracy. However, we need to be careful about adjusting I(X; Z̃) for high
entropy input data. If I(X; Z̃) becomes too complex, the performance will deteriorate.
Previous research [78] shows that during the training process, deep neural networks
often compress information between the input layer and the last hidden layer, i.e., reducing
I(X; Z̃). Thus, we can penalize the compression of information by augmenting the typical
ˆ
cross-entropy loss function of classification model with −β I(X;
Z). This will help I(Y ; Z̃)
approach its peak.
The selection of hyperparameter β depends on the entropy of the input feature
space. As explained before, for a low entropy feature space, β could be selected to be a
larger value (in accordance with the left hand side of Fig. 2.15). However, for a high entropy
feature space, a very large β may lead to performance degradation (in accordance with the
right hand side of Fig. 2.15).

Neural Network Design for System Event Identification
In this subsection, we present the neural network design for power system event
identification using PMU data. The overall neural network architecture of the proposed
solution is shown in Fig. 2.16. It is composed of three main modules: the classifier model,
the mutual information estimator (MIE), and the information loaded loss function. The
design for each of the three modules is described in detail below.
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Figure 2.16: The overall neural network architecture.

The classifier model:

The classifier is an essential module of the overall design. Both

the MIE and the information loaded loss function modules are built to facilitate the training
of the classifier. Once trained, the classifier will serve as a standalone unit to identify power
system events based on streaming PMU data.
The proposed classifier module contains two components: the encoder and the estimator. The encoder transforms the input features into representations. The representations
are then fed into the estimator, which produces the final power system event identification
results. The input P Q|V |f tensors are arranged based on the GSP based PMU sorting
algorithm described in Section III.A. Since the input P Q|V |f tensors have structures similar to the images, we decided to adopt a widely-used deep convolutional neural network
(CNN), ResNet-50 [82] as a key building block of the encoder. ResNet and its extensions
have achieved great success across various applications, making them one of the most popular deep CNN families in the machine learning community. In this work, the encoder is
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built by connecting ResNet-50 (excluding the output layer) to a dense layer of 10 neurons.
The estimator is designed as one dense layer with the softmax activation function.

Mutual Information Estimator: The mutual information estimator is built to provide
an estimate of mutual information between the input feature X and the representation Z.
As discussed previously, we need to tune I(X; Z) to improve the classification accuracy.
ˆ
The MIE estimates I(X;
Z), which will be fed into the loss function module.
The proposed mutual information estimator is inspired by MINE-f introduced in
[83]. By definition, I(X; Z) can be written in the KL-divergence form:
I(X; Z) = DKL (PXZ ||PX ⊗ PZ )

(2.23)

where PX ⊗ PZ denotes the product of the marginal distributions PX and PZ . The f divergence representation developed by [84, 85] provides a lower bound of (2.23):


DKL (PXZ ||PX ⊗ PZ ) = sup EPXZ [g] − EPX ⊗PZ eg−1

(2.24)

g∈G

where G denotes the set of all possible mappings. In this study, we parameterize g using a
deep neural network gθ . As shown in Fig. 2.16, gθ is composed of two parts: a compression
net and a feed-forward neural network (FNN). The compression net is used to compress
the input P Q|V |f tensor into a low-dimensional representation. Specifically, we employ a
lightweight deep CNN called MobileNetV2 [86] as the compression net. The FNN has two
layers of neurons with dimensions of 200 and 1.
Based on (2.23) and (2.24), we can build an estimate of I(X; Z) by drawing samples
from the input feature space and the representation as follows:
BI
BI
1 X
1 X
ˆ
gθ (x1,i , z1,i ) +
egθ (x1,i ,z2,i )−1
I(X;
Z) =
BI
BI
i=1

i=1
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(2.25)

where BI denotes the training batch size. x1,i and z1,i are samples drawn from the joint
distribution PXZ . z2,i is a sample drawn from the marginal distribution PZ . During the
training session, z1 = [z1,1 , · · · , z1,BI ] and z2 = [z2,1 , · · · , z2,BI ] are obtained by feeding
two independent input batches x1 = [x1,1 , · · · , x1,BI ] and x2 = [x2,1 , · · · , x2,BI ] into the
encoder (See Fig. 2.16).

Information loaded loss function:

The loss function LT of the proposed power system

event identification model contains two components.
ˆ
LT = LCE − β I(X;
Z)

(2.26)

The first component LCE is the typical cross-entropy loss function, which is often used for
training classifiers. LCE = −

PBI

i=1 yi

· log ŷi , where yi and ŷi denote the true label and the

estimated label of input sample x1,i , respectively.
ˆ
The second component of the information loaded loss function, −β I(X;
Z), penalizes the compression of information between the input feature and the representation of the
deep neural network. The hyperparameter β regularizes the mutual information I(X; Z)
to boost the performance of the neural classifier. The Adam optimizer [87] is adopted to
minimize the information loaded loss function during training.

2.3.5

Numerical Study
In this section, we validate our proposed power system event identification algo-

rithm using a large-scale real-world PMU dataset. First, we briefly discuss the data source
and the data preprocessing steps. Then, we present the GSP based PMU sorting results
for our PMU dataset. Next, we explain how to address the class imbalance issue with
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Figure 2.17: P Q|V |f tensor of a sample generator tripping event.

data augmentation. Finally, we carry out an ablation study to quantify the benefits of the
GSP based PMU sorting technique and the information loading based regulation method
in improving the power system event identification performance.

Data Source
The dataset is comprised of two years of PMU data from the Eastern Interconnection of the continental U.S. power transmission grid prepared by the Pacific Northwest
National Laboratory. The raw data from 187 PMUs include measurements of frequency
and positive sequence voltage/current magnitudes and phasor angles. The reporting frequency of the PMU data is 30 Hz. The specific location of the PMUs are concealed by
the original data provider per the non-disclosure agreement. We convert the raw readings
from the PMUs into the corresponding positive sequence real power (P ), reactive power
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Figure 2.18: Weight matrices of the original and the sorted PMU sequence.

(Q), voltage magnitude (|V |), and frequency (f ) data arrays, i.e., the P Q|V |f tensors. The
raw data includes a total 1147 labeled power system events and 120 non-events. The time
span of each labeled event data sample is 20 seconds with the event starting time in the
middle of the window. 8 PMUs are removed from the analysis due to prevalent bad data.
Thus, the dimensionality of the input P Q|V |f tensors is [600, 179, 4], where 600 = 20 × 30
corresponds to the number of time stamps in the 20-second window and 179 is the number
of valid PMUs.
Four types of labels are provided for the P Q|V |f tensors. There are 120 Nonevents, 825 Line events, 84 Generator events, and 118 Oscillation events. The P Q|V |f
tensor of a sample generator tripping event is depicted in Fig. 2.17. The Non-event class
corresponds to time periods without any observable power system events. The Line event
class includes line tripping events and line fault events. The Generator-event class includes
generator tripping events. The Oscillation event class consists of power oscillation events.
Note that our dataset is severely imbalanced due to the relatively large number of line
events. This issue will be addressed by the data augmentation procedure later.
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10 seconds

10 seconds
Labeled event starting time

12 seconds
Figure 2.19: Illustration of sub-tensor sampling.

Table 2.5: Distribution of P Q|V |f Snapshots
Class

Non-event

Line-event

Generator-event

Oscillation-event

# of snapshots

720

825

756

708

GSP Based Sorting Result
We calculate the Pearson correlation coefficient for each pair of PMUs. The entries
of weight matrix W , which quantify the correlation between PMUs, are derived by taking
the absolute values of the corresponding correlation coefficients. Fig. 2.18 compares the
weight matrices of the original PMU sequence and the sorted PMU sequence. As shown in
the figure, highly correlated PMUs are placed much closer to each other after the GSP based
PMU sorting. It will be shown later that the GSP based PMU sorting technique facilitates
the kernel learning in CNN and significantly improves the event classification performance.

Data Augmentation
Two issues exist in our dataset. First, the original P Q|V |f tensors are severely
imbalanced due to the relatively large number of line events. The class imbalance can result
in over-classification of the majority group due to biased prior distribution [88]. Second, the

70

event starting time for each event sample is always located in the middle of the time window.
In other words, the event signatures consistently appear in the center of the corresponding
P Q|V |f tensors, leading to a biased distribution of event timing. Data augmentation is
thereby introduced to address these two issues.
The core idea of the proposed data augmentation technique is straightforward.
We sample sub-tensors from the original P Q|V |f tensors independently and uniformly.
Fig. 2.19 illustrates that a 12-second sub-tensor is sampled uniformly from a given P Q|V |f
tensor. Hereafter we will refer to the sampled sub-tensors P Q|V |f as snapshots. It is worth
noting that the time range of P Q|V |f snapshots should be large enough to capture the
low-frequency power oscillations according to Nyquist–Shannon sampling theorem. In this
study, we set this time range to be 12 seconds.
To address the two issues associated with imbalanced dataset, we sample 6, 1,
9, and 6 P Q|V |f snapshots independently and uniformly from each P Q|V |f tensor in
Non-event, Line-event, Generator-event, and Oscillation-event category, respectively. This
procedure creates a relatively balanced dataset as shown in Table 2.5. Meanwhile, the event
starting times are no longer fixed in the middle of the input tensors resulting in increased
diversity of the event timing.

Classification Performance
We evaluate the performance of the proposed deep neural network based power
system event classification algorithm by quantifying its classification accuracy and F1 score
on the real-world PMU dataset. We perform an ablation study to tease apart which com-
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(a) Performance comparison on cross-validation.
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(b) Performance comparison on testing dataset.

Figure 2.20: Power system event classification accuracy comparison among four different
models.

ponent(s) of the proposed algorithm are most important for its success. To achieve this
goal, we evaluate four methods. The first method directly employs a powerful CNN architecture, ResNet50, without the GSP based PMU sorting or the information loading based
regularization techniques. We call the first method baseline. The second method represents
the baseline CNN combined with information loading based regularization, which is named
baseline+info. The third method represents the baseline CNN combined with GSP based
PMU sorting, which is named baseline+GSP. The fourth method is the proposed approach
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Table 2.6: Average F1 Scores with Different Values of β
β

0.01

0.05

0.1

0.6

1

F1 score

0.903

0.925

0.926

0.907

0.705

that includes both GSP based PMU sorting and information loading based regularization.
We name it baseline+GSP+info.
The input P Q|V |f snapshots are divided chronologically into two sets: the training
dataset (80%) and the testing dataset (20%). It is worth noting that the training P Q|V |f
snapshots and the testing P Q|V |f snapshots are sampled from different P Q|V |f tensors.
Thus, there is no data leakage between the training dataset and the testing dataset.
To achieve a reasonable amount of information compression through the proposed
deep neural network, we perform cross-validation on the training dataset to identify an
appropriate β. Specifically, we split the training dataset into 10 subsets and train the
neural network for 10 rounds. In each round, 9 subsets are used for training and the other
subset is used for validation. This is called 10-fold cross-validation. The settings of each
training session are provided as follows. The total number of training epochs is 200. The
size of the training batch is 16. The learning rate of the Adam optimizer is selected to be
0.001. Given measurements of different PMUs have different scales of magnitudes, we adopt
z-score scaling on P , Q, |V |, and f of each PMU in the input P Q|V |f snapshots.
The average F1 scores of the power system event classification results of the baseline+GSP+info method under the cross-validation setup is reported in Table 2.6. As shown
in the table, β = 0.1 achieves the best result in the cross-validation setup. Thus, the hy-
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perparameter β is selected to be 0.1. The average accuracy over 10 rounds of four different
methods as the training session proceeds are reported in Fig. 2.20a. Clearly, our proposed
method baseline+GSP+info performs the best in terms of validation accuracy. The results
show that the combination of GSP based PMU sorting and the information loading based
regularization is capable of significantly boosting the performance of the baseline model. It
is worth noting that there is no significant accuracy difference between baseline+info and
baseline. This is because it is extremely difficult to learn the kernel in the convolutional
layers with a random PMU sequence.
After the cross-validation is completed, we train the neural networks with the
full training dataset and evaluate their performance on the testing dataset. Specifically,
we repeat training and testing for 10 times with different initial neural network weights.
The average testing accuracy with respect to training epoch for each method is shown in
Fig. 2.20b. The average testing F1 scores for each power system event class is reported in
Table 2.7. The testing results show that baseline+GSP+info performs the best in terms
of both classification accuracy and F1 scores for all event categories. Compared to the
baseline model, the combination of GSP based PMU sorting and information loading based
regularization work synergistically to boost F1 scores for non-event, line-event, generator
event, and oscillation event by 7.3%, 0.4%, 4.0%, and 6.7% respectively. The most dramatic
performance improvement can be observed for non-events and oscillation events when GSP
based PMU sorting method is applied. In addition, the information loading technique is
more effective when GSP based PMU sorting is adopted.
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Table 2.7: F1 Scores for Different Event Classes

2.3.6

Non-event

Line-event

Generator
event

Oscillation
event

Baseline

0.885

0.966

0.895

0.911

Baseline+info

0.884

0.965

0.908

0.894

Baseline+GSP

0.928

0.976

0.904

0.944

Baseline+GSP+info

0.950

0.970

0.931

0.972

Representation Learning Results
The performance of a classifier is primarily dependent on the quality of representa-

tions produced by its encoder. The intrinsic goal of GSP based PMU sorting and information
loading based regularization is to help encoders learn better representations. Furthermore,
representations with higher quality provide better interpretability for the corresponding
deep neural network. In this subsection, we visualize and compare the representations
learned by different methods.
Direct visualization of representations is difficult due to the high dimensionality
of the encoders’ outputs. To address this issue, researchers typically adopt linear dimensionality reduction methods such as principal component analysis (PCA) to reduce the dimensionality of the representations to 2 dimensions. Specifically, the principal components
are determined through eigendecomposition of sample covariance matrix derived from the
representation samples. Then, the original representation data points are projected onto
the first two principal components, creating a 2D data array.
It is worth noting that linear dimension reduction techniques are preferred over
nonlinear ones to visualize hidden representations. This is because the hidden representation
75

Non-event
Line-event
Generator-event
Oscillation-event

(a) Baseline.

(b) Baseline+info.

(c) Baseline+GSP.

(d) Baseline+GSP+info.

Figure 2.21: Comparison of representations produced by different methods after PCA based
dimension reduction.

layer is often followed immediately by a fully connected layer activated by the softmax
function. The softmax regression, which serves as the estimator, is essentially a linear
separation model. In order for the estimator to achieve great classification performance,
the representations should be almost linear separable. Hence, a linear projection such
as PCA is usually introduced to visualize the learned representations of the deep neural
networks.
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The dimension reduced hidden representations produced by different methods are
shown in Fig. 2.21. By comparing Fig. 2.21a and 2.21b with Fig. 2.21c and 2.21d, we
observe that the GSP based PMU sorting significantly improves the encoders’ ability in
separating oscillation events from non-events. Meanwhile, by comparing the sub-figures on
the left hand side with that on the right hand side, we see a higher separation level is gained
from the information loading based regularization. Representations with this abundant
separation between classes greatly simplifies the corresponding estimator’s classification
task, which explains the excellent performance of Baseline+GSP+info.

2.3.7

Conclusion
This study proposes to identify and classify power system events with a deep

neural network using streaming PMU dataset. The proposed framework include three key
components: the neural classifier, the GSP based PMU sorting method, and the information
loading based regularization. The neural classifier consists of a CNN based encoder and an
estimator represented by a dense layer of neurons. The GSP based PMU sorting method
places highly correlated PMUs closer to each other, which makes parameter sharing more
effective in the CNN based encoder. The information loading based regularization further
improves the generalization of the classifier by tuning the mutual information between the
input features and the representation. Testing results on large-scale PMU datasets from
the Eastern Interconnection of the U.S. transmission grid demonstrate that the proposed
approach achieves high accuracy in identifying power system events.
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Chapter 3

Statistical Modeling and Analysis
of Electric Load
3.1

Spatio-Temporal Modeling and Forecasting of Electric
Loads
Advanced spatio-temporal electric load modeling and accurate spatio-temporal

load forecast are essential to both short-term operation and long-term planning of power
systems. This study explores the spatio-temporal dependencies of electric load time series. The Southern California feeder load data show that feeders which are spatially close
to each other share a more similar load pattern than those located further apart. This
finding motivates us to develop the vector autoregressive model and the extended dynamic
spatio-temporal model to emulate the spatio-temporal correlations of the real-world electric load time series. The testing results show that both models effectively capture the
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spatio-temporal patterns in the real-world electric load time series. Compared to the traditional vector autoregressive model, the proposed extended dynamic spatio-temporal model
not only provides more accurate spatio-temporal electric load forecast but also obtains a
parsimonious description of the high dimensional dataset.

3.1.1

Background
The number of advanced metering infrastructure (AMI) installations has increased

dramatically worldwide in the past few years. In 2015, the U.S. electric utilities had about
64.7 million AMI installations. By the end of 2016, almost 50% of the residential customers in the U.S. have AMI infrastructure [8]. Many electric utilities have also extended
the installation of supervisory control and data acquisition system (SCADA) to the distribution feeder level. These advanced sensor systems have finally made an array of big
data analytics applications feasible in the electric power distribution network [9]. These big
data/predictive analytics applications include spatio-temporal load modeling/forecasting,
energy theft detection, distribution system state estimation [89], demand response management/forecasting [90], and distribution system topology identification [91].
This study focuses on the development of spatio-temporal electric load modeling
and forecasting methods. In addition to temporal dependencies, the electric loads from
various feeders also exhibit strong spatial dependencies, where nearby feeders’ loads tend
to be more similar than those far apart. The spatio-temporal features of the electric loads
can be explained by two underlying spatio-temporal processes, namely weather and human
activities. The weather of adjacent neighborhoods or cities tend to be more alike than those
far apart. Similarly, human activities in neighborhoods tend to be highly correlated.
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Our goal is to develop a parsimonious spatio-temporal electric load model which
not only emulates the spatio-temporal patterns in real-world data but also yields accurate
spatio-temporal forecast. Feeder level electric load data in California are used to explore
the spatio-temporal pattern and to develop the proposed spatio-temporal models.

3.1.2

Literature Review
The development of spatial-temporal modeling and forecasting methods for electric

load time series is critical for three reasons. First, there is an immediate need to understand
the spatio-temporal dependencies exhibited in the electric load time series of distribution
feeders. The temporal dependencies of a single electric load time series has been well
studied. However, there is little research which explores the spatial dependencies of electric
load time series at various locations. Second, an improved spatio-temporal modeling and
forecast of electric load time series can significantly improve both short-term operations
and long-term planning of power systems. In the short-term system operations, a dramatic
reduction in electricity production cost can be achieved by feeding accurate spatio-temporal
load forecast into the stochastic unit commitment and economic dispatch engines. In the
long-term system planning process, an accurate joint feeder load forecast can result in a
deferral of system expansion and savings in investment costs. Third, large-scale synthetic
load data can be generated from a well calibrated spatial-temporal electric load model.
The research community lacks high-fidelity, large-scale electric load data for early-stage
development and evaluation of new analytic tools. The synthetic load data generated from
the proposed spatial-temporal models will accelerate the development and adoption of new
optimization and control strategies in the electric utility industry.
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A variety of statistical methods have been used to model and forecast electric loads
[92]. These methods include, linear regression [93], autoregressive integrated moving average
(ARIMA) [94, 95], artificial neural networks (ANN) [96], and support vector machines
[97]. However, most of the previous works focused on modeling temporal correlations of a
single electric load time series, while ignoring the spatial correlations among electric loads
from different substations or feeders. Recently, spatial information was incorporated into a
compressive spatio-temporal approach to forecast a target residential building’s electricity
consumption [98]. A spatio-temporal load pattern analysis model was developed to predict
the load patterns of customers who are not equipped with AMI [99].

3.1.3

Technical Contributions
This study fills the knowledge gap in the load forecasting and modeling field by

conducting a comprehensive investigation of spatio-temporal dependencies in electric load
time series with real-world data. An extended dynamic spatio-temporal (DST) model is
proposed and developed to capture the strong spatio-temporal correlations shown in the
data. The out-of-sample testing results show that the extended DST model outperforms
the widely used VAR model in terms of spatio-temporal forecasting accuracy. The proposed
extended DST model is not only parsimonious but also highly scalable.
The unique contributions of this work are listed as follows.
• This study demonstrates that real-world electric loads time series of distribution feeders do exhibit strong spatio-temporal dependencies.
• This study proposes and develops an extended dynamic spatio-temporal model which
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accurately captures the spatio-temporal correlations in the real-world electric load
time series.
• The proposed extended DST model is highly scalable which reduces the dimension
of model parameters dramatically from the widely used vector autoregressive (VAR)
model.
• The proposed extended DST model also outperforms the VAR model in terms of
spatio-temporal forecasting accuracy.

3.1.4

Technical Approach

Investigation of Spatio-Temporal Dependencies in Electric Loads
In this subsection, we explore the spatio-temporal dependencies of electric loads of
various distribution feeders across Southern California. Exploratory data analysis methods
of visualization and summarization are applied to provide some insights about the underlying spatio-temporal electric load processes. The takeaway is that feeders which are spatially
close to each other share a more similar load pattern than those located further apart.

Empirical Spatio-Temporal Covariance and Correlation: The characterization of
spatio-temporal covariance and correlation structure is important for modeling the spatiotemporal electric load time series. The spatial-temporal dependencies can be quantified
by the empirical spatio-temporal covariance function at various lags. The spatio-temporal
covariance at spatio lag h and time lag τ can be estimated as [100]
Cemp (h; τ ) =

1
1
|Pf (h)| |Pt (τ )|

X

X

(yfi (t) − µ̂fi )(yfj (r) − µ̂fj )

fi ,fj ∈Pf (h) t,r∈Pt (τ )
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(3.1)

where µ̂fi =

1
T

PT

t=1 yfi (t),

Pf (h) refers to the set of feeder pairs with spatial lag h, and

Pt (τ ) refers to the set of time stamp pairs with time lag τ . | · | refers to the cardinality of
a set. yfi (t) is the seasonally differenced electric load of feeder fi at time stamp t. T is the
total number of time stamps. The empirical spatio-temporal correlation at spatio lag h and
time lag τ is then defined as
ρemp (h; τ ) =

Cemp (h; τ )
Cemp (0; 0)

(3.2)

Note that Eq. (3.1) applies to processes that are stationary in space and time. Therefore,
differencing operation is needed to make the raw time series stationary.
The electric load data usually exhibit strong seasonality. Fig. 3.1 shows the electric
load time series of a sample feeder. As shown in the figure, the feeder load time series has
a daily and weekly periodicity, which calls for differencing at both lag 24 and 168. Fig. 3.2
shows the same time series after seasonal differencing.
The spatial lag h between any two feeders fi and fj is calculated as follows:


d(fi , fj )
×M
h=
M axDis


(3.3)

where d(fi , fj ) is the geographical distance between feeders fi and fj . M axDis is the maximum geographical distance between any two feeders. M denotes the maximum spatial lag.
Given that the magnitude and volatility of the electric load of feeders can differ significantly,
Z-score scaling is introduced to standardize the load data yfi (t) for each feeder.

Estimation and Visualization of Spatio-Temporal Dependencies in Electric Loads:
To explore the spatial-temporal dependencies of electric loads, historical hourly electricity
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Figure 3.1: Electric load time series of a sample feeder.
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Figure 3.2: Electric load time series of a sample feeder after seasonal differencing.
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consumption data from 50 distribution feeders located across Southern California are collected. The electric load data are gathered from the SCADA system and the smart meters.
The study period is from May 26, 2015 to July 2, 2015. The maximum geographical distance between any two feeders is 385 kilometers. The maximum spatial lag M is selected
to be 10. Each spatial lag represents 38.5 kilometers. The histogram of spatial lags among
the 50 distribution feeders is shown in Fig. 3.3.
All the feeder loads are preprocessed with seasonal differencing and Z-score scaling.
The spatio-temporal correlation matrix of the feeders’ load is obtained by using Eq. (3.2).
Fig. 3.4 shows the image plot of the empirical spatio-temporal correlation function for time
lag τ in hours and the spatial lag h defined in Eq. (3.3). As shown in the figure, the
correlation between feeder loads is stronger when both the spatial lag and the time lag are
smaller. The correlation drops exponentially when the spatial lag increases with the time
lag fixed at 0. This result supports the need to take spatial information into account when
modeling the spatial-temporal electric load processes.

Spatio-Temporal Modeling
A valid spatio-temporal electric loads model should capture both spatial and temporal correlations embedded in the dataset. In this section, we introduce and develop two
spatial-temporal models to capture the inherent spatio-temporal dependencies. The first
one is based on the vector autoregressive model which can simultaneously capture the spatial and temporal correlations. The VAR model serves as a benchmark. Note that when the
number of feeder electric load time series is very large, fitting a VAR model may not be pos-
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Figure 3.4: Empirical spatio-temporal correlation of the feeders’ load data

sible due to the curse of dimensionality. To reduce the dimensionality of model parameters,
an innovative extended dynamic spatial-temporal model is proposed and developed.

VAR Model: The general form of a VAR model of order p is given by

y(t) = c + A1 y(t − 1) + · · · + Ap y(t − p) + u(t)

(3.4)

where y(t) = [yf1 (t), ..., yfK (t)]T is a (K × 1) vector of electric loads of K feeders, {Ai |i =
1, · · · , p} are fixed (K × K) coefficient matrices, c is a fixed (K × 1) intercept vector, and
u(t) is a K dimensional white noise process with zero mean and covariance matrix Σu .
The coefficient matrices of the VAR(p) model can be estimated by using multivariate least square estimation (MLSE) [101], which has the following form:
â = ((ZZ T )−1 Z ⊗ IK )y

(3.5)

Where Z = (Z(0), Z(1), ..., Z(T − 1)), A = (c, A1 , ..., Ap ), a = vec(A). â refers to the
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estimate of a. IK is a K dimensional identity matrix and Z(t) = [1, y(t)T , ..., y(t−p+1)T ]T .
Y = [y(1), ..., y(T )] and y = vec(Y ). ⊗ is the tensor product operator.
Note that if many electric load time series need to be modeled together, the number of coefficients is quite substantial. For example, the modeling of 50 distribution feeders’
electric loads requires over 2,500 parameters in a VAR(1) model. If a higher order VAR
model is selected, then the parameter estimation precision will be even lower without enforcing constraints on the parameters.

Extended Dynamic Spatio-Temporal Model:

In order to overcome the curse of di-

mensionality in modeling high dimensional spatio-temporal processes, dimension reduction
technique is applied. Dimension reduction is reasonable in most applications given that
the true spatio-temporal process often exists on a lower-dimensional manifold [100]. We
propose an extension to the dynamic spatio-temporal (DST) model to achieve the desired
dimension reduction. The extended DST model is inspired by the recent works in Spatial
Econometrics[102, 103, 104, 105] and Geography [106].
The proposed extension to the generic dynamic spatio-temporal model is formulated as follows

y(t) = v + (Λ + ΓW Θ)y(t − 1) + n(t)

(3.6)

where Λ, Γ, and Θ are diagonal parameter matrices. v is an intercept vector. W is a spatial
weight matrix. y(t) = [yf1 (t), ..., yfK (t)]T is a vector of electric loads of K feeders. n(t) is
assumed to be a white noise process with zero mean and covariance matrix Σn . The number
of parameters in the spatial weight matrix is denoted as NW .
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The proposed extended DST model achieves the dimension reduction goal by reducing the number of model parameters to 4 × K + NW which is much smaller than that of
VAR(1) model with K 2 + K parameters. The dimension reduction is much more effective
when K is very large. The proposed model extends the generic dynamic spatio-temporal
model by introducing the diagonal parameter matrices Γ and Θ to replace the scalar parameter δ [103] in front of the spatial weight matrix. This extension enables the dynamic
spatio-temporal model to characterize more complex spatio-temporal dependencies exhibited in real-world datasets.
The spatial weight matrix W in Eq. (3.6) summarizes the spatial relations among
K time series. Each spatial weight matrix element wij represents the spatial influence of
time series j on time series i [106]. Spatial weight matrices can be defined based on distance,
boundaries, or a combination of distance and boundaries. Here we adopt the spatial weight
matrix based on distance as the distances between distribution feeders can be easily computed. As shown in Fig. 3.4, the spatial correlation between electric loads of feeders decays
exponentially as the distance between two feeders increases. Hence, exponential distance
weights are selected to parameterize the spatial weight matrix. The ij-th element in the
spatial weight matrix follows the negative exponential function

wij = exp(−αhij )

(3.7)

where α > 0 is any positive parameter and hij is the spatial lag between distribution feeders
i and j. Note that the spatial lag between feeders i and j is the same as that of feeders j
and i. Thus W is a symmetric matrix.
The parameters of the extended DST model can be estimated through the least
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square estimation. The objective function of least square estimation is formulated as the
following equation:
L(v, Λ, Γ, Θ, α) =

T
X
t=1

[(y(t) − v − (Λ + ΓW Θ)y(t − 1))T ·

(y(t) − v − (Λ + ΓW Θ)y(t − 1))]

(3.8)

In order to obtain a stable spatio-temporal model, all eigenvalues of (Λ + ΓW Θ) must have
modulus less than 1. This constraint can be modeled as
|λi | < 1

i = 1, 2, · · · , K

(3.9)

where λi is the ith eigenvalue of (Λ + ΓW Θ).
Therefore, the parameters of the proposed extended DST model can be estimated
by solving the following constrained optimization problem
minimize
subject to:

L(v, Λ, Γ, Θ, α)
α>0
|λi | < 1

i = 1, 2, · · · , K

(3.10)

Due to the structure of the spatial weight matrix, this optimization problem is highly
nonlinear and non-convex. Hence, it is difficult to obtain the global optimal solution(s).
In this study, we use the genetic algorithm solver in MATLAB to tackle this parameter
estimation problem.

3.1.5

Numerical Study
Numerical studies are conducted to validate the effectiveness of the VAR and the

extended DST models in capturing the spatio-temporal dependencies of the electric load
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of distribution feeders. In addition, the spatio-temporal forecasting capability of the two
models are carefully evaluated. Historical hourly electricity consumption data from 50
distribution feeders located across Southern California are used to fit the VAR and the
extended DST models’ parameters. The testing results show that both the VAR and the
extended DST models preserve majority of the spatio-temporal correlation patterns in the
original dataset. In addition, both models produce accurate spatial-temporal forecasting
results. Compared to the VAR model, the proposed extended DST model achieves not only
lower spatio-temporal forecasting errors but also the dimension reduction goal.

Model Fitting Results
The study period is from May 26, 2015 to July 2, 2015. There are 912 hourly
electric load observation points for each distribution feeder. The parameters of VAR(1)
model are estimated using MLSE according to Eq. 3.5. The extend DST model parameters
are fitted with the same dataset using the genetic algorithm. The best result with the highest
fitness score from 50 genetic algorithm runs is selected. The image plot of the estimated
coefficient matrix A1 of the VAR(1) model is depicted in Fig. 3.5 (a). Similarly, Fig. 3.5
(b) shows the image plot of the estimated coefficient matrix Λ̂ + Γ̂Ŵ Θ̂ of the extended
DST model. It can be seen that the coefficient matrix of the extended DST model is
strictly diagonally dominant, whereas the coefficient of the VAR(1) model is almost strictly
diagonally dominant. The estimate of the spatial weight matrix parameter α̂ is 1.256. The
estimates of the diagonal elements of the coefficient matrices Λ, Γ, and Θ of the extended
DST model are shown in Fig. 3.6.
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Figure 3.5: Image plots of the coefficient matrices of the fitted VAR(1) model and extended
DST model. (a) VAR(1) model. (b) Extended DST model.
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Figure 3.6: Diagonal elements of the estimates of Λ, Γ, and Θ in the extended DST model.

Modeling of Spatio-Temporal Correlation
The Monte Carlo method is leveraged to generate simulated electric load data of
feeders based on the fitted model parameters in Section IV.A. The average spatio-temporal
correlations of the simulated data under the two models are calculated separately. The
image plots of spatial-temporal correlations of the VAR(1) model and the extended DST
model are shown in Fig. 3.7 (a) and (b), respectively. By comparing Fig. 3.4 and Fig. 3.7,
it can be seen that the spatio-temporal patterns of the VAR(1) model and the extended
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Figure 3.7: Spatio-temporal correlation of the simulated data. (a) VAR(1) model. (b)
Extended DST model.

DST model are very similar to that of the original feeder load time series. In particular,
the spatial correlation is well preserved when the time lag is small.
To quantify how well the VAR(1) model and the proposed extended DST model
capture the spatio-temporal correlation pattern, we first define the spatio-temporal correlation matrices of the VAR(1) model and the extended DST model as ρV AR and ρDST , respectively. The dissimilarity between two spatio-temporal processes can be quantified by the L1
norm of the vectorization of the difference between the two corresponding spatio-temporal
correlation matrices. For example, the dissimilarity between the actual spatio-temporal
process and the VAR(1) generated process D(ρV AR , ρemp ) can be calculated as
D(ρV AR , ρemp ) =

kvec(ρV AR − ρemp )k1
Ne

(3.11)

Where k · k1 is L1 norm and Ne is the size of vec(ρemp ).
The testing results show that D(ρV AR , ρemp ) = 0.0272 and D(ρDST , ρemp ) =
0.0537. The small dissimilarities suggest that both the VAR(1) and the extended DST
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models perform well in approximating the spatio-temporal correlation in the original feeder
load time series. The dissimilarity score is slightly higher for the extended DST model compared to the VAR(1) model. The extended DST model successfully achieves more than 10
times of dimension reduction while capturing majority of the spatio-temporal dependencies
in the original dataset. The advantage of the proposed extended DST model will be more
pronounced as the dimension of the original time series increases.

Spatio-Temporal Forecasting Performance
In order to measure the forecasting accuracy of the two spatio-temporal models, the
original electric load dataset is divided into two parts, the initial training dataset (the first
26 days) and the testing dataset (the last 12 days). In this study, a recursive day-ahead
spatio-temporal load forecast is performed. Both models are first fitted with the initial
training dataset and used to forecast the load for the next day. The model parameters
are then re-estimated once the next day’s actual electric load data become available. The
accuracy of the forecasting results from the two spatio-temporal models are measured by
the root mean square error (RMSE) and the mean absolute percentage error (MAPE).
Different predictors of the two spatio-temporal models can be developed based on
the specific risk function to be minimized. The mean squared error (MSE) is selected as the
risk function of the predictor in this work. This is because minimum MSE forecasts also
minimize a range of risk functions other than the MSE [101]. The MSE is defined as
MSE = E[(ŷ(t + i) − y(t + i))2 ]
where ŷ(t + i) is the predicted value of y(t + i).
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Figure 3.8: Forecasting results of a sample feeder. (a) Forecast result of the VAR(1) model.
(b) Forecast result of the extended DST model.

For a general VAR(p) model, the optimal predictor which minimizes mean square
error is given by [107]
ŷ(t + i) = E[y(t + i)|{y(s)|s ≤ t}]

(3.13)

where {y(s)|s ≤ t} are all the available historical data. For a VAR(1) model, (3.13) has a
simple linear form
i
ŷ(t + i) = (IK + A1 + · · · + Ai−1
1 )v + A1 y(t)

(3.14)

Since both the VAR(1) model and the extended DST model have the same general structure,
the MSE predictor of the extended DST model can be derived by replacing A1 with (Λ +
ΓW Θ) in (3.14). Fig. 3.8 (a) and (b) show that both the VAR(1) and the extended DST
model provide accurate day-ahead load forecast for a sample feeder.
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Table 3.1: Average Forecasting Errors of the VAR(1) Model and the Extended DST Model
Model
Average RMSE [kWh]
Average MAPE

VAR(1) model
554.64
12.26%

Extended DST model
490.39
10.63%

In addition to the RMSE, the MAPE is also used to evaluate the forecasting
performances of the two spatio-temporal models. The MAPE of the forecast for feeder fi
is defined as
Tf
X
ŷfi (t) − yfi (t)
100%
Tf − Ts + 1
yfi (t)
t=Ts

where Ts and Tf are the time stamps of starting point and end point of the testing dataset.
Fig. 3.9 and Fig. 3.10 show the RMSE and the MAPE of forecast accuracy for each feeder
with the VAR(1) model and the extended DST model. It can be seen that the forecasting
performance of the extended DST model is better than that of the VAR(1) model for most
of the distribution feeders. Table 3.1 shows the average RMSE and MAPE of the two
spatio-temporal models across 50 distribution feeders. The results demonstrate that both
the VAR(1) model and the extended DST model yield reasonable forecast errors. The
extended DST model outperforms the VAR(1) model in terms of both the RMSE and the
MAPE. With a large number of parameters, the VAR(1) model clearly over-fits the electric
load of various distribution feeders, which leads to the higher generalization error. The
extended DST model not only achieves the dimension reduction objective but also provides
a more accurate spatio-temporal load forecast.
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Figure 3.9: RMSE of the VAR(1) model and the extended DST model for all feeders.
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Figure 3.10: MAPE of the VAR(1) model and the extended DST model for all feeders.

3.1.6

Conclusion
Most previous research in the field of electric load forecasting and modeling focused

on studying the temporal dependencies in load data, while ignoring the spatial patterns.
This study discovered that there is a strong spatial correlation in real-world electric load
data. An extended DST model is developed in this work which accurately matches the
empirical spatio-temporal correlation of Southern California’s electric load time series. The
out-of-sample testing results show that the proposed extended DST model outperforms the
VAR model in terms of spatio-temporal forecasting accuracy. In addition to improving
short-term operations and long-term planning of power systems, the proposed extended
DST model can generate synthetic spatio-temporal electric load data for researchers who
do not have access to real-world load data.
96

3.2

Impacts of Climate Change and Socioeconomic Development on Electric Load in California
In order to develop policies to mitigate the impact of climate change on energy

consumption, it is imperative to understand and quantify the impact of climate change and
socioeconomic development on residential electric load. This study develops a feed-forward
neural network to model the complex relationship among socioeconomic factors, weather,
distributed renewable generation, and electric load at the census block group level. The
influence of different explanatory variables on electric load is quantified through the layerwise relevance propagation method. A case study with 4,000 census block groups in southern
California is conducted. The results show that temperature, housing units, and solar PV
systems have the highest influence on net electric load. The scenario analysis reveals that net
electric load of disadvantaged communities are much more sensitive to rising temperature
than the non-disadvantaged ones. Hence, they are much more vulnerable to climate change.

3.2.1

Background
One of the most compelling evidences for global climate change is the rapid rise

in global temperature. Around the world, people are already experiencing the effects of climate change. For example, the rise in temperature will lead to increased cooling need and
electricity consumption from air conditioning systems. It is also expected that the disadvantaged communities will be disproportionately affected by climate change. In this study, the
impacts of climate change and socioeconomic development on residential net electric load in
southern California will be explored. In particular, we intend to answer questions such as
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whether electricity affordability will get worse for disadvantaged communities due to climate
change and how income growth affects electricity consumption for disadvantaged and nondisadvantaged communities. In addition, we are interested in modeling the relationships
among socioeconomic factors, meteorological variables, renewable energy interconnection,
and electric load.
Understanding and quantifying the impacts of climate change and socioeconomic
development on residential electric load for both disadvantaged and non-disadvantaged communities is critical to policy makers. For example in California, the funds received from the
cap-and-trade program can be used for projects that further reduce emissions of greenhouse
gas as well as mitigate the impact of climate change on poor communities. Without a clear
understanding of how the electricity consumption and affordability of various communities
are impacted by the climate change, it will be difficult to determine how much investment
should be made for disadvantaged and non-disadvantaged communities.

3.2.2

Literature Review
Previous studies have shown that weather conditions significantly affect residential

electric load in China [108], the United States [109], and Europe [110]. The relationship
between socioeconomic factors and residential electric load has also been studied extensively
in the past decades. For instance, [111] shows there is an almost linear relation between the
electricity consumption and the household income based on the analysis of 1110 households
in Greece. Based on the analysis of 5980 sample households, [112] discovers that families
with higher educational attainment tend to consume more electricity in China. [113] finds
that occupants’ age is significantly correlated with electricity consumption. In particular, it
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shows that households with individuals over 55 or between 19 and 35 years old tend to use
less electricity in the United States. A comprehensive review of impacts of socioeconomic
factors on residential electricity consumption can be found in [114]. However, little work
has been done to compare the impacts of climate change and socioeconomic development on
electricity consumption of communities with different backgrounds. In addition, there has
been no rigorous analysis to quantify the influence proportion of various input factors on
residential electric load. Lastly, most of the previous works focus on studying sample data
of individual households instead of electricity consumption at the community level such as
census block groups (CBGs).

3.2.3

Technical Contributions
This work fills the knowledge gap by developing a feed-forward neural network

(FNN) to capture the relationship among weather, socioeconomic variables, and net electric
loads at the CBG level. The layer-wise relevance propagation (LRP) method is used to
quantify the impacts of input factors on residential electric load. Finally, a comprehensive
case study is conducted in southern California to analyze the impacts of climate change and
socioeconomic development on electric loads of both poor and affluent communities.

3.2.4

Technical Approach

Problem Description
In order to quantify the impacts of climate change and socioeconomic development on net electric load, we need to first establish a model to estimate average electric
loads of local communities based on census, weather, and distributed renewable generation
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data. These three sources of data are crucial to estimating residential electric load due to
the following reasons. First, socioeconomic and dwelling information have been shown to
be highly correlated with the residential electricity consumption [115]. Second, the operation schedule and electric load from residential heating, ventilation, and air conditioning
(HVAC) systems are highly dependent on weather related variables such as temperature.
According to residential energy consumption surveys, space cooling alone accounts for 15%
of the total electricity consumed by American homes, which ranks first among all the enduses. Third, residential smart meters typically measure the net electric load [9], i.e., the
electric load minus distributed renewable generation in the behind the meter systems. With
increasing penetration of residential solar photovoltaic (PV) systems [116], the net electric
loads become highly dependent on the amount of distributed renewable generations.
Multiple linear regression (MLR) is the most widely used approach to model the
relationship between electric load and socioeconomic factors [114]. Although MLR models
often have lower load prediction accuracy than the neural network models, they are still
adopted because it is very easy to interpret the MLR coefficients and results. However, as
the number of explanatory variables increases, the relationship between the input variables
and the output becomes highly nonlinear. Hence, it will be very difficult to develop a MLR
model to capture such complex relationships. Furthermore, a few methods such as gradientbased visualization [117] and layer-wise relevance propagation [118] have been developed to
provide better interpretation to the neural network models. Therefore, a FNN model is
adopted in this work to model the complex relationship among weather, census variables,
and electric load data collected from millions of residential customers in southern California.
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Technical Details
In this subsection, a FNN is adopted to model the relationship between input
data and output data. The structure and training methods of FNN are introduced in the
first part. The second part describes the LRP method [118], which measures the relative
importance of the input features.

Feed-forward Neural Network:

A FNN consists of three components: input layer,

hidden layers, and output layer. Each layer consists of a number of neurons. In a fully
connected network, each neuron in one layer is connected to every single neuron in the
previous layer by synapses. The relationship between two adjacent layers is modeled by
xk+1 = f (W k→k+1 xk + bk+1 )

(3.15)

where xk and xk+1 denote the outputs of kth layer and (k + 1)th layer. W k→k+1 represents
the weight matrix between kth layer and (k + 1)th layer. bk+1 is the bias vector of (k + 1)th
layer. f (·) is the activation function.
The dimension of input layer is determined by the number of input features. The
model output is the average electric load of a geographic region, thereby the output layer’s
dimension is 1 . Typically, activation functions used for the hidden layers include sigmoid
function, hyerbolic tangent function (tanh), and rectified linear units (ReLU). However,
the saturation problem of the sigmoid and tanh functions could lead to unreliable training
outcomes in certain cases. Hence, in this work, we adopt ReLU as the activation function
of hidden layers. Since we are solving a regression problem, the activation function of the
output layer is the identity function.
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The goal of neural network training is to minimize an error function which is
typically chosen as the negative logarithm of the likelihood function. If the output variable
subjects to Gaussian distribution with an input variable dependent mean, then the error
function is equivalent to the sum-of-squares error function. The gradient descent method
is often used to train the network parameters. In this study, we adopt a gradient descent
based algorithm called Adam [87]. There are two main advantages of Adam. First, it can
automatically adapt the learning rate as the training proceeds. Secondly, it is robust to the
variation of hyperparameters. The early stopping procedure will be applied as regularization
to avoid over-fitting the neural network.

Layer-wise Relevance Propagation:

The basic idea of LRP is to decompose the output

value into a set of scores measuring input features’ contributions to the output [118]. Let
g(·) be a trained FNN and x be the input features. Our goal is to split g(x) into separate
relevance scores of the input features.
Within the context of LRP, all neurons in each layer of FNN are assigned with
relevance scores. The basic rule is that summation of relevance scores of neurons in each
layer is the same, thereby the output value can be propagated back to the input layer. In
other words, the following equation has to be satisfied.
L1
X
p=1

Rp1 =

L2
X
n=1

Rn2 = · · ·

Lk
X
i=1

Rik = · · · = g(x)

(3.16)

where Rik is the relevance score of ith neuron in kth layer. Lk is the number of neurons in
k←k+1
kth layer. Let Ri←j
be the relevance score passed from jth neuron in (k + 1)th layer to

ith neuron in kth layer.
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We can find a sufficient but not necessary condition for Eq. (3.16) to be satisfied:
Rik =

X

k←k+1
Ri←j

(3.17)

j

X

k←k+1
Ri←j
=Rjk+1

(3.18)

i

Eq. (3.17) and (4) describe two principles of relevance propagation. First, the relevance
score of an arbitrary neuron (except those in output layer) is equal to the sum of relevance
scores it received from neurons in the latter layer. Second, the relevance score of an arbitrary
neuron (except those in input layer) is equal to the sum of relevance scores of neurons it
passed to in the previous layer.
k←k+1
Ri←j
should satisfy the relevance propagation principles and also be inter-

pretable. To achieve this, we first rewrite Eq. (3.15) into neuron-wise equations.
k→k+1
k→k+1
zi→j
=xki ωi,j

zjk+1 =

X

k→k+1
zi→j
+ bk+1
j

(3.19)
(3.20)

i

xk+1
=f (zjk+1 )
i

(3.21)

k→k+1
where xki is the activated value of ith neuron in kth layer. ωi,j
is the {i, j} element of

weight matrix W k→k+1 . zjk+1 is the pre-activated value of jth neuron in (k + 1)th layer.
k←k+1
bk+1
is the jth element of bk+1 . Then, Ri←j
is defined by
j

k→k+1


zi→j

k+1
k+1


 z k+1 +  · Rj , zj ≥ 0
k←k+1
j
Ri←j
=
k→k+1


z

i→j

· Rjk+1 , zjk+1 < 0
 k+1

zj − 

(3.22)

where  is a small value used to avoid zero denominator. Satisfaction of relevance propagation principles is evident for this formulation. The interpretation is stated as follows.
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The relevance score passed between two neurons in adjacent layers is in proportional to the
previous-layer neuron’s contribution on latter-layer neuron’s pre-activated value.
By iterating Eq. (3.22) and (3.17), we can finally transform the output value
into relevance scores of input features. Note that these scores can be either positive or
negative. Therefore, we introduce the influence proportion Id = |Rd1 |/

PL1

1
p=1 |Rp |

to measure

the impacts of different input features on output, where Id is the influence proportion of
d-th input feature.

3.2.5

Numerical Study
In this section, a case study is conducted for southern California to investigate the

impacts of climate change and social economic factors on residential electric load. The residential electric load and solar PV interconnection data are provided by Southern California
Edison (SCE) and aggregated at the CBG level. There are approximately 4,000 CBGs in
SCE’s service territory. The census and weather related data are gathered through the National Historical Geographic Information System (NHGIS) and the Weather Underground’s
website. The details of the data used in the case study will be discussed below.

Data Description
Three categories of input data are used in the case study: census data, weather
data, and solar PV data. The subcategories and input features of the three data categories
are discussed in detail below.
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Table 3.2: Final input features of FNN
Data Category

Census

Weather
Solar PV

Subcategory

Input Features & Ranges
Childhood age (5 yrs old and below)
School age (6 to 17 yrs old)
Age
Working age (18 to 61 yrs old)
Retired age (62 yrs old and above)
Low-income ($0-$34,999)
Income
Middle-income ($35,000-$149,999)
High-income ($150,000+)
No college experience, College experience,
Education
Bachelor, Graduate
Employed, Unemployed, Military service,
Employment
Not in labor force
Housing units
Number of housing units, Occupancy rate
Children
Proportion of households with children under 18
Rooms
Average number of rooms
Population
Number of residents in CBG
Average hourly temperature
Temperature
Average daily peak temperature
Proportion of cooling degree days
Solar PV
Solar PV capacity, Solar installation rate

Census Data: The U.S. Census Bureau collects and tabulates information from the decennial census, the American Community Survey, and demographic surveys at the census
block level which are formed by boundaries such as streets, roads, and streams on the Census Bureau maps. The smallest geographic area for which the Census Bureau publishes
sample data is CBG which is the next level above census block in the geographic hierarchy.
Hence, the latest census data from 2011 to 2015 at the CBG level is used in the case study.
Eight subcategories of census data are used in the study and will be discussed below.
Age: The census data record the number of residents in each of the 23 age intervals
from 5 - 85 years. Four features/variables are derived from the raw age data. These features
are the proportions of residents in four age groups at the CBG level: Childhood age, School
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age, Working age, and Retired age.
Income: The census data record the number of households in each of the 16
income groups from less than $10, 000 to more than $200, 000. Three features are derived
from the raw income data. These features are the proportions of households in three income
groups: Low-, Middle-, and High-income.
Education: The census data record the number of residents in each of the 24
levels of educational attainment ranging from no schooling completed to doctorate degree.
Four features are derived from the raw education data. These features are the proportions of
residents in four levels of educational attainment: No college experience, College experience,
Bachelor, and Graduate.
Employment: The census data record the number of residents in four different
employment statuses: Employed, Unemployed, Military service, and Not in labor force. The
employment features we use in the study are the proportions of residents in each of the four
employment statuses at the CBG level.
The ranges of these input features can be found in Table 3.2. Note that for
the above mentioned four subcategories of census data, their input features sum up to 1.
Therefore, one of the input features can be omitted from each of the four subcategories to
avoid redundancy.
Housing units: A housing unit can be a house, an apartment, a group of rooms
or any other separate living quarters. The census data record the total number of housing
units and the number of occupied housing units. The housing units features are the total
number of housing units and proportion of occupied housing units at the CBG level.
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Children: The census data record the number of households with at least one
child under the age of eighteen. The proportion of these households in a CBG is used as an
input feature.
Rooms: The census data record the distribution of number of rooms in the housing units of each CBG. The average number of rooms in a housing units in the CBG is
calculated and used as an input feature.

Weather Data: The historical hourly temperature data of cities in southern California in
2015 are collected from Weather Underground. The temperature data are then mapped to
all the CBGs. Three weather related features/variables are extracted from the raw hourly
temperature data.
• Average hourly temperature: The average hourly temperature of a CBG.
• Average daily peak temperature: The average daily peak temperature of a CBG.
• Proportion of cooling degree days: The proportion of cooling degree days of a CBG
The cooling degree days are defined as the days with average temperature (highest
value plus lowest value divided by two) above 65 ◦ F.

Electric Load and Solar PV Interconnection Data: The hourly electric load data
at the household level are collected by smart meters in SCE’s service territory in 2015.
Note that for buildings which are equipped with solar PV systems, the net electric loads
are recorded by the smart meters. The electric load data are then aggregated to the CBG
level. For each CBG, the average hourly electric load is calculated and used as the output
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data of FNN model. The census, weather, and solar PV interconnection data will be used
to explain the variations of average hourly electric load at the CBG level.
The solar PV interconnection data as of the beginning of 2015 are gathered by
SCE for the residential customers in its service territory. The raw solar PV interconnection
data record the installation date and generation capacity of all residential solar PV systems.
The following two input features are extracted from the raw data files. Solar PV capacity:
The sum of solar PV systems’ capacities in a CBG. Solar installation rate: The proportion
of residential customers who installed solar PV systems in a CBG.

Model Performance and Feature Importance Analysis
A FNN is trained to capture the relationships among census, temperature, solar
PV systems, and electric load data. The input layer of the neural network consists of 16
input features from the census data, 3 input features from the weather data, and 2 input
features from the solar PV interconnection data as shown in Table 3.2. The output variable
is the average hourly electric load of a CBG. The FNN has two fully connected hidden
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Figure 3.11: The influence proportions of all data subcategories.
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The entire dataset contains 4,000 CBGs in SCE’s service territory. It is divided
into three datasets: training set (2,400 CBGs), validation set (600 CBGs), and testing set
(1,000 CBGs). Early stopping procedure is carried out by evaluating the generalization
error for the validation set. Five different sets of initial FNN weights are used as the
starting points to train the FNN. The initial weights are randomly generated using “Xavier”
initialization [119]. The forecasting performance of the FNN is evaluated by measuring the
model’s prediction error for average electric loads of CBGs on the testing dataset. The
mean absolute percentage error (MAPE) and root mean square error (RMSE) of prediction
are used as the evaluation metrics. The average MAPE across five fitted model is 14.88%
and the average RMSE is 104.85kWh. The prediction accuracy is decent given that the
geographic area of a CBG is often small.
We select the model with the lowest MAPE for the testing set as the final model.
The influence proportions of all input features are calculated via the LRP algorithm discussed in Section 3. The influence proportions of input features of the same data subcategory
are merged together to measure its total influence and the results are depicted in Fig. 3.11.
As shown in the figure, temperature, housing units, and solar PV interconnection data
are three most important inputs which determine the average electric load in the CBG.
Together, they account for nearly 60% of the total influence. Given that HVAC systems
account for around 50% of the total building energy consumption [33] and there is a significant need for space-cooling during summer in southern California, it is not surprising to see
that temperature related variables have the highest impact on the residential electric load.
Similarly, it is intuitive to see that the number of housing units is directly related to the
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amount of electric load in a CBG. Lastly, solar PV system can generate significant amount
of electricity to offset the electric load. Hence, it is also an important factor in determining
the net load.

Scenario Analysis
In this subsection, we investigate the impacts of climate change and socioeconomic
development on residential electricity consumption in California. In particular, we explore if
the impacts are different for affluent and disadvantaged communities using the FNN trained
in Section 4.2.

Impacts of Household Income Growth on Electric Load: According to the Congressional Budget Office, the U.S. gross median household income grew 46% between 1979
and 2011 after adjusting for inflation. To explore the impacts of income growth on electricity
consumption, we gradually increase the average household income for each CBG by $30,000
in 30 steps from the current income level. The 4,000 CBGs in southern California are divided into two communities: disadvantaged communities (DACs) and non-disadvantaged
communities (non-DACs). According to the definitions of the California Environmental
Protection Agency (CalEPA) [120], DACs are communities burdened the most by environmental pollution, socioeconomic stress, and health issues. These areas typically possess
concentrations of people with low income, high unemployment rate, and low education levels. As shown in Fig. 3.12 (a), the red regions contain the CBGs that are identified as
DACs. The blue area is the SCE’s service territory where electric load data are available.
1,018 out of 4,000 CBGs in SCE’s service territory are DACs and the rest are non-DACs.
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(a) Disadvantaged communities.

(b) Climate zones.

Figure 3.12: Disadvantaged communities and climate zones of California.

The impacts of income growth on electric load for both DACs and non-DACs are
depicted in Fig. 3.13. As shown in the figure, the households of non-DACs on average
consume more electricity than that of DACs. The electric loads of both DACs and nonDACs increase when the household income grows. The percentage change in electricity
consumption for DACs is much higher than that of the non-DACs given the same amount
of household income growth. This observation implies that the residents in DACs consume
more electricity compared to the baseline consumption with the same income growth.

Impacts of Rising Temperature on Electric Load:

Due to the global warming and

urban heat island effect, the average temperature is expected to rise in California. It is
projected that residents of California will, on average, face a 2.4 ◦ C temperature increase by
2060s [121]. The coastal regions will likely experience less warming thanks to the moderating
effect of ocean, while the residents of the inland areas, such as the Inland Empire, are
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(b) Increase in average load per household.

Figure 3.13: Impacts of household income growth on residential electricity consumption of
DACs and non-DACs.
expected to suffer summers that are more than 3 ◦ C hotter. To study the impacts of
rising temperature on net electric loads in different regions, the 4,000 CBGs in southern
California are clustered by climate zones (CZs) defined by California Energy Commission
(CEC). Based on average temperatures in summer and winter, CEC partitions California’s
territory into 16 distinct CZs as shown in Fig. 3.12 (b). Each CZ has reasonably consistent
weather and easily recognized boundaries. There are only 9 CZs in the study area of
southern California. Hence, the 4,000 CBGs are separated into 9 clusters. CZ 5 is not
included in the analysis due to its small number of CBGs.
To explore the impact of rising temperature on electricity consumption, we gradually increase the average temperature by 3◦ C in 30 steps from the current level. The changes
in forecasted CBG electric loads in different CZs with the rising temperature are shown in
Fig. 3.14 (a) and (b). As shown in Fig. 3.14(a) the inland areas such as CZ 13, 14, and
15, have the highest electricity consumption per household. In addition, the electric loads
in all CZs are expected to increase with rising temperature. As shown in Fig. 3.14(b), the
increase in electricity usage for residents in inland areas are much higher than those in the
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Figure 3.14: Impact of temperature increase on electric loads of different climate zones.
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Figure 3.15: Impact of temperature increase on electric loads of different climate zones.

coastal areas. Therefore, they are more vulnerable to the rising temperature due to the
climate change.
Similarly, the impacts of rising temperature on DACs and non-DACs are also
evaluated separately for comparison purposes. The changes in forecasted CBG electric
loads in DACs and non-DACs with rising temperature are shown in Fig. 3.15. As shown in
Fig. 3.15, the electricity consumption of both DACs and non-DACs in California increase
with temperature. Compared to the non-DACs, the electricity consumptions of DACs are,
on average, much more sensitive to the change in temperature. There are two possible
reasons why this is so. First, the insulations of buildings in DACs are typically poorer
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than that of non-DACs. Second, low income communities typically have less vegetation
coverage, thereby enduring a higher land surface temperature in summer [122]. The poor
insulation and vegetation coverage require longer running time for air conditioning units
and lead to higher electricity consumption and bills. Given that the residents of low-income
communities pay a much higher percent of their income on electricity bill, and the electricity
consumptions of DACs are more sensitive to rising temperature, we can conclude that DACs
are much more vulnerable to climate change and rising temperatures.

3.2.6

Conclusion
This study models the nonlinear relationships among residential electric load, so-

cioeconomic factors, weather variables, and distributed renewable generation with a FNN.
The relative importance of explanatory variables in determining the electric load is estimated by the LRP method. A case study with 4,000 CBGs in southern California is conducted. The results show that temperature, housing units, and solar PV interconnection
are the most influential determinants for net electric load at the CBG level. The scenario
analysis demonstrates that the electricity consumption of poor Californian communities increases much faster than that of the affluent communities when temperature rises. Given
that the residents of low-income communities pay a much higher percent of their income on
electricity bill, they are much more vulnerable to climate change. Therefore, it is crucial
for policy makers to make targeted investments in disadvantaged communities to mitigate
the adverse effects of climate change.
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Chapter 4

Electric Vehicle Dispatch for Ride
Hailing
4.1

Electric Vehicle Fleet Routing with Mixed Integer Programming
Providing ride-sharing services with an electric vehicle (EV) fleet can significantly

enhance urban mobility, reduce transportation sector energy consumption, and improve
air quality. This study develops an EV fleet routing algorithm for ride-sharing services.
The electric vehicle fleet routing problem is rigorously formulated on a complete directed
graph as a mixed integer nonlinear programming problem. The intrinsic characteristics
of the electric vehicle routing problem allow us to transform the optimization formulation
into an equivalent mixed integer linear programming (MILP) problem. Numerical testing
results show that the proposed method can find globally optimal electric vehicle routes

115

to provide ride-sharing services. The simulation results also reveal a trade-off between
customer waiting time and total distance traveled by the EV fleet.

4.1.1

Background
Stricter environmental regulations, higher emission standards, and generous gov-

ernment incentives accelerate the global adoption of electric vehicles (EVs). It is estimated
that the global EV stock will range between 9 million and 20 million by 2020 and between
40 million and 70 million by 2025 [10]. In the meantime, the rise of innovative ride-sharing
platforms such as Uber and Didi is transforming urban mobility by providing timely and
convenient transportation services with great efficiency. Recently, the ride-sharing service
providers started to add EVs to their vehicle fleet to further reduce greenhouse gas (GHG)
emissions and improve air quality. The electrification of ride-sharing services is especially
beneficial to residents in disadvantaged communities who face steeper barriers to clean vehicle adoption. Although the introduction of EVs into the ride-sharing services has great
potential in reducing GHG emissions, it also complicates the fleet routing and dispatch
problem. Hence, it is critical to develop an EV fleet routing algorithm which minimizes
customer waiting time, vehicle operating costs, and electricity consumption. In this study,
we provide a rigorous formulation and efficient solution to the EV fleet routing problem for
ride-sharing services.

4.1.2

Literature Review
The vehicle routing problem (VRP) has been extensively studied since the seminal

work on truck dispatch was published in 1959 [123]. Many researchers have worked on
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solving the original VRP and its variants. A comprehensive review of the VRP and its
solutions can be found in [124]. Recently, the electric vehicle routing problem (EVRP)
received a lot of attention from the research community. In the EVRP, the EV charging
activities need to be considered. The EVRP is more complicated than the VRP because
EVs’ potential repetitive visits to the same charging station need to be modeled. As a
pioneer, [125] first studied this type of problem with alternative fuel vehicles. Inspired by
[126], the dummy vertices were leveraged to deal with vehicles’ multiple visits to the same
location. Using a similar technique, the EVRP is formulated in [127] with time window
constraints. The recharging processes and calculation of EV arriving times at different
locations introduced bilinear terms in the problem formulation. The EVRP is simplified as
an MILP by forcing EVs to be fully charged in all charging sessions [127]. Various extensions
of the EVRP have been studied by considering partial recharging of EVs [128], the effects of
EV load on energy consumption, a heterogeneous EV fleet [129], the road conditions [130],
and nonlinear charging functions [131].
Very few studies directly addressed the problem of determining the optimal routes
of an EV fleet for ride-sharing service (EVRP-RS). The EVRP-RS can be considered as an
extension of the vehicle routing problem with multiple depots (MDVRP), which requires
different vehicles leaving from and returning to different locations. A comprehensive review
of the MDVRP can be found in [132]. The nonlinearity induced by charging time and customer waiting time makes the EVRP-RS more difficult to solve than the MDVRP. Several
papers studied the EVRP-RS. However, they either assume a well established routing algorithm already exists [133] or use greedy algorithms [134, 135] to determine the charging
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schedules and routes of EVs. These papers did not provide a rigorous problem formulation
to determine the optimal routes and charging schedule for an EV fleet. A recent work [136]
did develop an optimization framework to solve the EVRP-RS. However, it did not allow an
EV to visit the same charging station more than once and adopted a cumbersome problem
formulation with three indices for decision variable.

4.1.3

Technical Contributions
Building on top of existing literature, this work makes two unique contributions.

First, we define the EV fleet routing problem on a complete directed graph and formulate the
EVRP-RS as a mixed integer nonlinear programming (MINLP) problem. The formulation
not only has a compact two-index form but also takes EVs’ multiple visits to the same
charging station into account. Second, we successfully transform the MINLP problem into
an equivalent MILP problem where global optimum can be found in many instances.

4.1.4

Technical Approach
The problem of determining the optimal routes for an EV fleet for ride-sharing

services is formulated as a mixed integer nonlinear programming problem. The optimization
problem is equivalent to finding the set of active edges in a complete directed graph.

Assumptions and Notations
The assumptions and notations used in the problem formulation are introduced in
this subsection. To derive an analytically tractable formulation, three simplifying assumptions are made. First, it is assumed that the desired pickup time, pickup location, and
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drop-off location of all the customers are known prior to the operating time window. Second, it is assumed that EVs will start charging immediately after arriving at the charging
stations. Third, it is assumed that a homogeneous EV fleet is being managed.
A complete directed graph can be used to describe all possible routing and charging
plans of an EV fleet for ride-sharing. Let G = (V, E) denote a complete directed graph,
where V = {vi |i = 1, · · · , N } is the set of vertices and E = {xij |i, j = 1, · · · , N } is the set
of edges. Let SC , SI , ST , and SCS be a partition of V :
• SC = {vi |i = 1, 2, · · · , NC }
• SI = {vi |i = NC + 1, NC + 2, · · · , NC + NEV }
• ST = {vi |i = NC + NEV + 1, NC + NEV + 2, · · · , NC + 2NEV }
• SCS = {vi |i = NC + 2NEV + 1, NC + 2NEV + 2, · · · , N }
where NC is the number of customer requests. NEV is the number of EVs in the fleet.
Each vertex in SC represents a customer request. Each vertex in SI denotes an EV parked
at its initial location. Each vertex in ST represents an EV parked at its terminal location.
Vertices in SCS denote copies of charging stations that enable the modeling of multiple visits
to the charging stations. Let NCS be the number of charging stations. Then the cardinality
of SCS should not exceed (NC + NEV ) × NCS . The size of SCS is a design variable which
determines the trade-off between graph complexity and the potential benefits received from
enabling multiple visits to the charging stations.
Each vertex vi ∈ V contains a tuple Bi = {tSi , PiST , PiED } that stores the starting
time tSi , the starting position PiST , and the end position PiED of vi . The definitions of the
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Figure 4.1: A sample routing schedule.

elements in a tuple depend on the type of vi :
• If vi ∈ SC , then tSi is the desired pick-up time, PiST is the pickup location, and PiED
is the drop-off location of the corresponding customer request.
• If vi ∈ SI , then tSi is the time when the EV departs from its initial location. PiST =
PiED is the initial location of the corresponding EV.
• If vi ∈ ST , then tSi is the time when the EV reaches its terminal location. PiST = PiED
is the terminal location of the corresponding EV.
• If vi ∈ SCS , then tSi is the time when the EV reaches the corresponding charging
station. PiST = PiED is the location of the corresponding charging station.

120

Control Variables
There are two sets of control variables. The first set, {TiCS |vi ∈ SCS }, defines
the charging time spent on each visit to one of the charging stations. The second set,
{xij |i, j = 1, · · · , N }, is related to the edges in the directed graph. xij is a binary variable
which takes the value of 1 if the edge from vi to vj is active and 0 otherwise. Here, an active
edge is defined as follows:
• If vi ∈ SC , then an active edge from vi to vj means there exists one and only one EV
that serves customer request of vi and moves to the starting position of vj immediately
after the service is completed.
• If vi ∈ SI , then an active edge from vi to vj means the corresponding EV leaves from
its initial location at initial operating time and moves to the starting position of vj .
• If vi ∈ SCS , then an active edge from vi to vj means an EV gets charged at the
corresponding charging station and moves to the starting position of vj immediately
after the charging session is completed.
The following edges are always set as inactive. We denote this set of inactive edges as EIA .
• All the edges pointing toward the vertices in SI are set as inactive since they are the
initial vertices.
• All the edges leaving from the vertices in ST are set as inactive since they are the
terminal vertices.
• The edges between any two vertices in SCS are set as inactive to avoid consecutive
visits to the charging stations.
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Fig. 4.1 shows a sample routing schedule with 4 EVs, 6 customer requests, and 1
charging station. The size of SCS is set to be 4. At the start of the operating window, 4
EVs are located at their initial locations. The active edges represent the routing schedule
of EV fleet. For example, the routing schedule of EV 1 is as follows. In the beginning, EV
1 leaves its initial location to serve the first customer. Then it goes to the charging station
to charge the battery. After the charging session, it continues to serve the second customer
and then get back to the charging station. Finally, it serves the third customer and heads
to its assigned terminal location.

Objective Function
The objectives of the EV fleet routing algorithm are to minimize the operating
cost of the EV fleet and the total customer waiting time. The operating cost is composed of
two parts: EV maintenance cost and charging cost. The maintenance cost and the charging
cost are assumed to be proportional to the total distance traveled by the EV fleet and the
total charging time, respectively. The objective function can be formulated as
min

CS |v ∈S
{xij |i,j=1,··· ,N },{Tm
m
CS }

Costop + Costwt

(4.1)

where
Costop =

X

X

sij xij C M +

CS CS E
Tm
P C

(4.2)

{m|vm ∈SCS }

i6=j
i,j=1,··· ,N

Costwt = β

NC
X

wk

(4.3)

k=1
CS
where sij is the distance between the end position of vi and the starting position of vj . Tm

is the charging time (h) of the corresponding EV at vertex vm . P CS is the charging rate
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(kW) of the EV. wk is the waiting time (h) of kth customer. C M is the maintenance cost
per mile ($/mile) of an EV. C E is the cost of electricity ($/kWh). β is the cost of customer
waiting time ($/h).

Constraints
Three groups of constraints need to be enforced when routing EV fleet for ridesharing. These groups of constraints are: path constraints, energy constraints, and time
constraints. We formulate the three groups of constraints below.

Path Constraints: The path constraints are listed as follows.
X

xij =1,

∀vi ∈ SC

(4.4)

xij ≤1,

∀vi ∈ SCS

(4.5)

xik =0,

∀vi ∈ SC ∪ SCS

(4.6)

xij =1,

∀vi ∈ SI

(4.7)

xij =1,

∀vj ∈ ST

(4.8)

xij =0,

∀xij ∈ EIA

(4.9)

vj ∈V,vj 6=vi

X
vj ∈V,vj 6=vi

X
vj ∈V,vj 6=vi

xji −

X
vk ∈V,vk 6=vi

X
vj ∈V,vj 6=vi

X
vi ∈V,vi 6=vj

(4.4) ensures each customer request is only served once. (4.5) allows that the charging
stations do not have to be visited by an EV. (4.6) enforces the flow conservation. (4.7) and
(4.8) ensure each EV leaves from its initial location and reaches its terminal location. (4.9)
represents the inactive edges.
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Energy Constraints: The energy constraints describe the electricity consumptions of
EVs in the routing process and enforce the battery capacity limits.
sij E P M · xij − (1 − xij )Emax ≤ Ei − Ej ≤ sij E P M · xij + (1 − xij )Emax ,
∀vi ∈ SI , vj ∈ V, vj 6= vi

(4.10)

(sij E P M + EiC )xij − (1 − xij )Emax ≤ Ei − Ej ≤ (sij E P M + EiC )xij + (1 − xij )Emax ,
∀vi ∈ SC , vj ∈ V, vj 6= vi

(4.11)

(sij E P M − TiCS P CS )xij − (1 − xij )Emax ≤ Ei − Ej ≤
(sij E P M − TiCS P CS )xij + (1 − xij )Emax ,
∀vi ∈ SCS , vj ∈ V, vj 6= vi
Ei + TiCS P CS ≤ Emax ,
Ei ≥ 0,

min

c∈{1,2,··· ,NCS }

∀vi ∈ SCS

(4.13)

∀vi ∈ SCS

(4.14)

∀vi ∈ SI

(4.15)

Ei = Eiini ,
Ei ≥

(4.12)

( PiED − PcCS · E P M ),

∀vi ∈ ST

(4.16)

where sij is the distance between the end position of vi and the starting position of vj .
E P M is the EV electricity consumption per mile. EiC is the electricity required for serving
customer request vi ∈ SC .

PiED − PiST

is the distance between PiED and PiST . Hence

∀vi ∈ SC , EiC = PiED − PiST · E P M . Ei is the remaining energy in the battery of the
corresponding EV when it reaches the starting position of vertex vi . Emax is the battery
capacity of EVs. PcCS is the position of the cth charging station.
(4.10) defines the difference in battery energy between Ei and Ej when vi ∈ SI .
If the edge from vi to vj is active, then the difference in battery energy should be equal to
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the energy consumed for trip sij . (4.11) defines the difference in battery energy between
Ei and Ej when vi ∈ SC . If the edge from vi to vj is active, then the difference in battery
energy should be equal to the summation of energy consumed for the customer service and
energy consumed for making the trip corresponding to sij . (4.12) defines the difference in
battery energy between Ei and Ej when vi ∈ SCS . If the edge from vi to vj is active, then
the difference in battery energy should be equal to the energy received from the charging
station subtracted from the energy consumed for making trip corresponding to sij . Note
that if the edge from vi to vj is inactive, then the above constraints are not enforced. (4.13)
ensures that the remaining battery energy never exceeds the battery capacity when the
corresponding EV leaves a charging station. (4.14) ensures the remaining battery energy is
greater than or equal to zero when EV arrives at a charging station. This constraint, along
with the energy transition constraints, enforce that Ei ≥ 0 when vi ∈ SC . (4.15) defines
the initial battery energy of EVs. (4.16) ensures each EV has enough energy to reach the
nearest charging station from its terminal location.

Time Constraints:

The time constraints describe the temporal relationships among dif-

ferent vertices and specify the waiting times of customers.
−Tmax (1 − xij ) + max(tR
j − ti , Ti + Tij )xij ≤ tj − ti
≤ Tmax (1 − xij ) + max(tR
j − ti , Ti + Tij )xij ,
∀vi ∈ V, vj ∈ SC , vi 6= vj

(4.17)

−Tmax (1 − xij ) + (Ti + Tij )xij ≤ tj − ti ≤ Tmax (1 − xij ) + (Ti + Tij )xij ,
∀vi ∈ V, vj ∈ SCS ∪ ST , vi 6= vj
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(4.18)

Ti = 0,

vi ∈ SI ∪ ST

PiED − PiST
,
vEV

Ti =

Ti = TiCS ,
Tij =

sij
,
vEV

X
j∈V,j6=i

vi ∈ SC

(4.20)

vi ∈ SCS

(4.21)

∀vi ∈ V, vj ∈ V, vi 6= vj

(4.22)

ti = tini
i ,
wi = max(0,

(4.19)

vi ∈ SI

(Tj + Tji + tj − tR
i )xji ),

(4.23)
∀vi ∈ SC

(4.24)

where Tmax denotes the maximum length of system operating time. tR
j is the desired pickup
time of customer request vj ∈ SC . ti is defined as follows:
• If vertex vi ∈ SC , then ti is the time when corresponding EV starts its customer
service of vi .
• If vertex vi ∈ SCS ∪ ST , then ti is the time when the corresponding EV reaches the
starting position of vi .
• If vertex vi ∈ SI , then ti is the initial operating time of the corresponding EV.
Ti denotes the time spent on vertex vi . Tij is the time spent on moving from the end
position of vi to the starting position of vj . vEV is the average speed of an EV.
(4.17) defines the time difference between tj and ti where vj ∈ SC . If the edge
from vi to vj is active, then the time difference should be max(tR
j − ti , Ti + Tij ). As shown
in Fig. 4.2, if the corresponding EV reaches the start position before the desired pickup
time, it has to wait for the customer. Thus tj = tR
j . If the corresponding EV reaches the
starting position later than the desired pickup time, then the customer has to wait for the
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Figure 4.2: Time constraints under two scenarios.

EV. Hence tj = ti + Ti + Tij . (4.18) defines the time difference between tj and ti where
vj ∈ SCS ∪ ST . If the edge from vi to vj is active, then the time difference should be Ti + Tij .
Note that if the edge from vi to vj is inactive, then these two constraints are not enforced.
(4.19) defines the time spent on any vertex in SI ∪ ST being zero. (4.20) calculates the
time spent on serving customer request of vertex vi ∈ SC . (4.21) defines the time spent
on charging at vertex vi ∈ SCS . (4.22) calculates the time spent on traveling between the
end position of vertex vi and the starting position of vertex vj . (4.23) specifies the initial
operating time of corresponding EV. (4.24) calculates the waiting time of each customer.

MINLP Problem
The EV ride-sharing routing problem formulated above is a MINLP due to the
bilinear terms and max(·) functions in the energy and time constraints. By regrouping the
constraints into two sets according to their linearity, the problem can be summarized as:

min

CS |v ∈S
{xij |i,j=1,··· ,N },{Tm
m
CS }

Costop + Costwt

subject to:

Linear constraints: (4.4)-(4.11), (4.13)-(4.16), (4.19)-(4.23)
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Nonlinear constraints: (4.12), (4.17), (4.18), (4.24)

In general, it is difficult to find globally optimal solutions for a MINLP problem. However,
we can convert the nonlinear constraints of this particular problem into linear ones. Hence,
the MINLP problem can be transformed into a MILP problem.

Reformulation of Nonlinear Constraints
In this section, the nonlinear constraints of the original optimization problem are
converted into linear ones. The resulting MILP problem can then be solved with existing
commercial solvers such as Gurobi and Mosek.

How to Deal with Nonlinear Conditional Constraints:

Note that the nonlinear

constraints in Section II have a special structure. They can be described by if-else statements
in an algorithm. Here we demonstrate how to convert these conditional nonlinear constraints
into linear ones using (4.17) and (4.24) as an example.
Constraints (4.17) and (4.24) can be expressed by Algorithm 4. Note that the
nested if-else statements shown in Algorithm 4 can be represented by a set of linear constraints. Let’s start with the inner if-else statements. A binary variable αj is introduced to
construct the following linear inequality constraints to represent the inner if-else statements.
tR
j − ti − Ti − Tij ≥ −M (1 − αj )

(4.25)

tR
j − ti − Ti − Tij ≤ M αj

(4.26)

−M (1 − αj ) ≤ tj − tR
j ≤ M (1 − αj )

(4.27)

−M (1 − αj ) ≤ wj ≤ M (1 − αj )

(4.28)
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−M αj ≤ tj − ti − Ti − Tij ≤ M αj

(4.29)

−M αj ≤ wj − ti − Ti − Tij + tR
j ≤ M αj

(4.30)

where M is a real number that is sufficiently large. When αj = 0, (4.26), (4.29), and (4.30)
are binding. This corresponds to the else part of the inner if-else statements. Similarly
when αj = 1, (4.25), (4.27), and (4.28) are bindings. This corresponds to the if part of the
inner if-else statements.
Now, denote this set of linear inequalities (4.25)-(4.30) as Aj ≤ 0. Then we can
represent the outer if-else statement as

Aj ≤ M (1 − xij ) · 1

(4.31)

When xij = 0, none of constraints are enforced. When xij = 1, Aj ≤ 0 is enforced and
the constraints represented by the inner if-else statements are enforced. Now, the nonlinear
constraints (4.17) and (4.24) are successfully transformed into a set of equivalent linear
inequality constraints.

Other Nonlinear Constraints: We apply the same procedures to the other nonlinear
constraints in the MINLP formulation and derive the equivalent linear constraints below.
(4.12) can be transformed to:
Ei − Ej + TiCS P CS − sij E P M ≤M (1 − xij )

(4.32)

Ei − Ej + TiCS P CS − sij E P M ≥ − M (1 − xij )

(4.33)

∀vi ∈ SCS , vj ∈ V, vj 6=vi
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Algorithm 4 Representation of constraints (4.17) and (4.24).
1:
2:
3:

if xij = 0 then
Do nothing
else

4:

tj − ti = max(tR
j − ti , Ti + Tij )

5:

if tR
j − ti > Ti + Tij then

6:

tj = tR
j

7:

wj = 0

8:

else
tj = ti + Ti + Tij

9:

wj = ti + Ti + Tij − tR
j

10:
11:
12:

end if
end if

(4.18) can be transformed to
tj − ti − TiCS − Tij ≤M (1 − xij )

(4.34)

tj − ti − TiCS − Tij ≥ − M (1 − xij )

(4.35)

∀vi ∈ V, vj ∈ SCS ∪ST , vi 6= vj
Now, all the nonlinear constraints have been converted into linear ones. The original MINLP
problem is transformed into an equivalent MILP problem. In this study, we use the Gurobi’s
MILP engine to solve the EV ride-sharing scheduling problem.
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4.1.5

Numerical Study
To demonstrate the effectiveness of the proposed EV fleet routing method, various

case studies are carried out. First, the optimality of the EV routing solutions derived
from the proposed algorithm is validated through 50 small-scale test cases with randomly
generated customer requests. Globally optimal solutions are found in all test cases. Second,
the trade-off between customer waiting time and total distance traveled by the EV fleet is
explored by gradually changing the cost associated with customer waiting time β. The
simulation results show that as β increases, the total customer waiting time decreases and
the total distance traveled by the EV fleet increases.

Simulation Settings
In the case studies, it is assumed that the EV fleet has four vehicles with a battery
configuration similar to that of the 2017 Nissan LEAF. The per mile electricity consumption
of an EV, E P M , is 0.25 kWh/mile. The battery capacity, Emax , is assumed to be 30 kWh.
The charging rate, P CS , is 6 kW. The average travel speed of an EV, vEV , is assumed to be
20 mph. The fleet of EV provides ride-sharing service within a square region. The length
of each side is 40 miles. The square region can be represented by a 2D coordinate system
with its centroid located at (20, 20) and one corner located at (0, 0). All EVs can only
move either horizontally or vertically. There is one charging station located at the center
of square, which can provide charging services to all EVs simultaneously.
Suppose we have 6 customer requests to be served. Their desired pick-up times
are generated through a Poisson process with an expectation of 2 customer requests per
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hour. The coordinates of pick-up and drop-off locations are sampled independently from
a uniform distribution defined on the square. The cardinality of copies of charing station,
SCS , is set to be 4. The maintenance cost of an EV is set as C M =0.04 $/mile. The
electricity cost, C E , is set to be 0.15 $/kWh. This is selected based on the average retail
price across California in 2016 according to U.S. Energy Information Administration.

Optimality of EV Fleet Routing Solution
50 simulation cases were conducted to show that the optimality of EV fleet routing
solution can be achieved for a small-scale EV ride-sharing program. In each of the test
cases, the EVs are assumed to be parked at the charging station in the beginning of each
operation window. At the end of the operation window, all EVs are required to return to
the charging station. The customer requests are generated through a Poisson process as
described in the simulation settings. The initial battery levels of EVs are sampled from a
uniform distribution of [0, 30] kWh. The customer waiting time, β, is set as 5 $/h. The
EVRP-RS problems of the 50 simulation cases are solved by the proposed optimization
algorithm. The duality gap of all the solutions are zero, which means the global optimum
is obtained for every simulation case. The average computation time of the small-scale EV
fleet routing problem is 23.3 seconds on an entry level Dell workstation.

Trade-off between Wait Time and Total Distance Traveled
In this subsection, we explore the trade-off between customer waiting time and
total distance traveled by the EV fleet. We first select one of the 50 generated customer
132

150
140

6

130

Total customer waiting time
Total distance traveled by EVs

4

120
2

110

0

100
0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

5

5.5

Total travel distance (mile)

Waiting time (h)

8

6

($/h)

Figure 4.3: Total customer waiting time and total distance traveled by EVs under different
values of β.

Table 4.1: Customer Requests Information

Customer
1
2
3
4
5
6

Pick-up
time (h)
0.450
1.629
1.813
2.137
2.805
3.114

Pick-up
location
(11.586, 18.294)
(9.696, 23.088)
(24.722, 24.839)
(9.759, 24.955)
(20.417, 7.010)
(29.751, 22.657)

Drop-off
location
(5.007, 5.643)
(7.024, 22.211)
(8.801, 9.281)
(24.309, 16.710)
(13.693, 11.537)
(29.414, 7.043)

Table 4.2: Initial States of EVs

EV
EV
EV
EV

1
2
3
4

Initial battery
30 kWh
20 kWh
10 kWh
0 kWh

Initial location
(30, 30)
(10, 10)
(20, 20)
(20, 20)

requests samples. The detailed customer requests information can be found in Table 4.1.
The initial locations and battery levels of the four EVs are reported in Table 4.2. This
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EVRP-RS problem is repetitively solved by varying the customer waiting cost β from 0 $/h
to 6 $/h.
Fig. 4.3 shows the total customer waiting time and total distance traveled by EVs
under different values of β. The total waiting time of the customers reaches the highest
level when β = 0. Since no penalty is assigned for the customer waiting time, the EV fleet
routing algorithm yields a dispatch solution which minimizes the total travel distance. As
β increases, the total customer waiting time decreases while the total distance traveled by
the EV fleet increases. The saturation effect takes place when β is greater than 3 $/h.

4.1.6

Conclusion
This study develops an algorithm to determine the optimal routes for an EV fleet

to provide ride-sharing services. The EV fleet routing problem is formulated on a complete
directed graph as a MINLP problem. The MINLP problem is then converted into an
equivalent MILP problem. Numerical studies show that the proposed method can easily
find globally optimal EV routes for small-scale problems. The simulation results also show
that as we increase the costs associated with customer waiting time, the total customer
waiting time decreases while the total distance traveled by the EV fleet increases. Hence,
the EV ride-sharing service providers need to strike a balance between fleet operating costs
and user waiting time.
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4.2

Electric Vehicle Fleet Routing with Reinforcement Learning
Providing ride-hailing services with electric vehicles can help reduce greenhouse

gas emissions and solve the last mile problem. This study develops a reinforcement learning based algorithm to operate a community owned electric vehicle fleet, which provides
ride-hailing services to local residents. The goals of operating the electric vehicle fleet are
to minimize customer waiting time, electricity cost, and operational costs of the vehicles.
A novel framework characterized by decentralized learning and centralized decision making
is proposed to solve the electric vehicle fleet dispatch problem. The decentralized learning
process allows the individual vehicles to share their operating experiences and deep neural
network model for state-value function estimation, which mitigates the curse of dimensionality of state and action domains. The centralized decision making framework converts the
vehicle fleet coordination problem into a linear assignment problem, which has polynomial
time complexity. Numerical study results show that the proposed approach outperforms
the benchmark algorithms in terms of societal cost reduction.

4.2.1

Background
Electric vehicles (EVs) are gaining widespread adoption because of their low green-

house gas (GHG) emissions and zero tailpipe pollution. EVs on average produce less than
half the life-cycle GHG emissions of their internal combustion engine counterparts [137]. It
is projected by the International Energy Agency (IEA) that the number of EVs will grow
from 3 million in 2017 to 125 million by 2030 [138]. Meanwhile, ride-hailing platforms such
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as Uber and DiDi have experienced phenomenal growth in the past ten years. A total of 7.43
billion and 5 billion rides were completed on DiDi and Uber, respectively, in 2017. To help
reduce their carbon footprint and vehicle operating costs, most of the major ride-hailing
companies have launched electric car initiatives.
Operating a community or city owned EV fleet to provide ride-hailing services can
be a great solution to delivering low cost and low emission mobility services to the local
residents. The EV ride-hailing service could complement public transportation services to
help bridge the ‘last mile’, when one’s pickup location or final destination is too far from a
public transit node.
The key difference between dispatching conventional gasoline vehicles and EVs
lies in the relatively frequent recharging processes of EV batteries. Although the ranges
of EVs have been growing rapidly in recent years, the recharging process still needs to
be considered for the following three reasons. First, the majority of EVs on the market
currently have much lower ranges than their gasoline counterparts. For example, the Nissan
Leaf has a range of 151 to 226 miles. It would run out of power after only a few hours of
continuous operation. Second, recharging an EV is still significantly slower than refueling a
conventional gasoline vehicle. For example, charging a Nissan Leaf from empty to full would
take around one hour even using a 50 kW fast charger. Third, even though the ranges of
EVs will continue to grow in the future, the modeling of recharging process would still be
important for many applications. For instance, the recharging process of an EV fleet can
be coordinated with the smart grid control systems to provide frequency regulation services
[11], bringing benefits to both the ride-hailing service provider and the power grid.
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In this study, we develop an EV fleet operating algorithm to provide ride-hailing
services, which minimizes the total customer waiting time, electricity consumption, and
vehicle operational costs. Specifically, given a fleet of EVs with random initial locations
and remaining battery levels, our task is to make sequential decisions to dispatch the EV
fleet to serve an initially unknown set of customer trip requests within the operating time
horizon. The information of each customer’s trip request is revealed in real-time. The EVs
stop where they are at the end of the operating horizon. This problem formulation belongs
to the family of vehicle routing problems (VRPs) [139]. Specifically, it can be categorized as
a dynamic VRP because the information of the customer trip requests is initially unknown
and revealed over time during the operating process.

4.2.2

Literature Review
Our problem falls into the family of vehicle routing problems according to the

generic definition given by [139]. The original VRP and its variants have been extensively
investigated since the seminal work [123]. In this section, we first present an overview of the
general vehicle routing problems. Then, a comprehensive review of the recent development
on the electric vehicle routing problem (EVRP) is carried out. We close the literature review
section by discussing a few papers, which adopted the reinforcement learning framework to
solve similar problems.

Overview of Vehicle Routing Problems
The family of vehicle routing problems have been studied for more than 50 years.
The original VRP was introduced in 1959 to solve the dispatch schedule of a fleet of trucks
137

for delivering gasoline from a single depot to different stations [123]. Numerous variants
and extensions of the original VRP have been formulated and studied by researchers since
then. Most of them belong to the combinatorial optimization problems that are notoriously
difficult to solve. Meanwhile, the VRP family receives a lot of interests not only from the
academic society but also from the industry. In general, the VRPs can be categorized into
four groups based on the problem inputs and the optimization framework [139, 140].
• Static and Deterministic: All the inputs such as transportation requests and vehicle
parameters are known and deterministic prior to the operating process. None of the
inputs are defined as random variables. The routes are determined in advance and
can not be re-optimized during the operating process.
• Static and Stochastic: Same as Static and Deterministic group except either all or
parts of the inputs are stochastic with certain distributions.
• Dynamic and Deterministic: Either all or parts of the inputs are unknown prior to
the operating process, which are revealed to the dispatcher during the execution. The
routes can be re-optimized or evolve as a function of the inputs over time. In other
words, the routes are not determined in advance.
• Dynamic and Stochastic: Same as Dynamic and Deterministic group except either all
or parts of the inputs are stochastic with certain distributions.
The first two and the last two groups are called static VRPs and dynamic VRPs, respectively. Our problem belongs to the dynamic VRPs since the customer trip requests are not
known in advance but received during the operating process. A large number of approaches
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have been proposed to solve different VRPs. Most of them formulate vehicle routing as
mixed integer programming problems, which are then solved through heuristics. Refer to
[139] for a comprehensive discussion of the formulations of different VRPs and associated
solution methods.

Electric Vehicle Routing Problems
With the rapid development and growing popularity of electric vehicles, the EV
routing problem has attracted strong interests from researchers. In this study, we distinguish EVRP from traditional VRP based on two criteria. First, the vehicle fleet includes
EVs. Second, the EVs can be recharged at the charging stations during the operating process. As a pioneering work, [125] first introduced dummy vertices1 to allow refueling the
vehicles at the charging stations along their routes. Following this idea, [127] extended the
traditional VRP with customer time windows to its EV version (EVRPTW). Both of these
two works assumed full recharges in their formulations. However, fully recharging EVs each
time might not be the optimal solution in many cases. To mitigate this constraint, [128]
first introduced partial recharge in the EVRP formulation. Unfortunately, the introduction
of partial recharge can complicate the problem and make it more difficult to solve. Later, a
number of other extensions and modifications of the original EVRP were proposed. For instance, [129] considered the effect of vehicle load on electricity consumption. [141] extended
EVRPTW by using a mixed fleet of electric and conventional vehicles as well as a more
realistic energy consumption model. This mixed fleet routing problem was further examined
by [142] considering different vehicle capacities, battery sizes, and acquisition costs. [130]
1

Dummy vertices was originally introduced by [126] to model stops at intermediate depots in a routing
problem with traditional vehicles.
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introduced additional constraints on the EV speed for different time intervals based on the
corresponding traffic flow forecasts. [131] first proposed to capture the nonlinear behavior
of the charging process using a piecewise linear approximation in the EVRPs. Inspired by
this idea, [143] proposed an improved formulation of EVRP with nonlinear charging functions, in which an arc-based tracking of the time and the state of charge is proposed. [144]
incorporated the queuing time of EVs at the charging stations into the EVRP formulation
by enforcing the constraint of limited capacities of the charging stations.
All the EVRPs mentioned above share the following two assumptions. First, all
the vehicles start and return to the same depot. Second, the transportation request information is fully known in the beginning of the operating process. These two strong assumptions
hinder the above methods from being directly applied in the ride-hailing applications. Recently, [145] and [31] removed the first assumption by extending the EVRP formulation to a
multiple depot version. Both of these two works and our problem fall into the pickup-anddelivery problems for passenger transportation. Nevertheless, [145] and [31] still belong to
the static VRPs due to the second assumption. Thus, they are significantly different from
our dynamic VRP.
Several papers have studied the dynamic electric vehicle routing problem (DEVRP), which has a similar formulation to our study. In these papers, the transportation
requests are initially unknown and the initial EV locations are picked arbitrarily. These
studies are often called EV operating or dispatch in the literature. To the best of our
knowledge, [146] is one of the earliest works on operating an EV fleet to serve real-time
customer trip requests. It was designed to minimize the total customer waiting and travel-
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ing time cost. Every new customer’s trip request is assigned to an EV that yields the least
incremental time cost. EVs are sent to recharge once their remaining battery levels fall
below some predefined threshold. [134] and [135] investigated the operations of a shared
autonomous EV fleet. Both of them use simple greedy algorithms that assign new customer
trip requests to the EVs that are either closest [134] or lead to the least waiting time [135].
More recently, [147] solved a DEVRP in the context of ride-hailing using approximate dynamic programming. In [147], the operating region is divided into small square zones and
every zone is assumed to have one charging station.

Related Reinforcement Learning Works
Recently, researchers started applying reinforcement learning algorithms to solve
VRPs. See [148] for an example of a single vehicle routing problem. Reinforcement learning
based approaches are also taken to either dispatch or reposition vehicles for ride-hailing
services in real-time [149, 150, 151]. [150] is closely related to our work. To overcome the
curse of dimensionality, a decentralized learning and centralized decision making approach
was proposed. However, our work differs from [150] in the following aspects. First, [150]
focuses on the traditional vehicle operating problem instead of the EVs. Thus, they do not
need to model the charging process. Second, we design an entirely different reinforcement
learning algorithm. [150] uses an on-policy RL algorithm with the value function represented by a table. In this work, we construct an off-policy RL algorithm with the value
function approximated by a neural network. Third, the problem formulations have different
objectives. [150] tries to maximize the gross merchandise volume (GMV) while the goal of
this work is to minimize the customer waiting time and EV operational costs.
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Reinforcement learning algorithms can be classified into two groups, on-policy
learning and off-policy learning. In the on-policy approach, the learned policy (target policy)
and the policy that generates behaviors (behavior policy) are the same. On the other hand,
the target policy and behavior policy in the off-policy methods are different. In other words,
the learning is from data “off” the target policy. The off-policy learning approach is more
powerful and general. It includes on-policy approach as the special case in which the target
and behavior policies are the same. More importantly, the off-policy methods can exploit
the historic data or data generated from other conventional non-learning methods.

4.2.3

Technical Contributions
The unknown customer trip requests and additional complexity of recharge de-

mands make it difficult to develop a model-based optimization algorithm to solve this dynamic VRP. In this work we propose a reinforcement learning based approach to solve
the online EV fleet dispatch problem. The goal of our EV fleet operating algorithm is
to minimize residents’ waiting time, electricity cost, and vehicle operational costs. Note
that this objective is very different from the goal of a typical ride-hailing service provider,
which is maximization of gross merchandise volume (GMV) [150]. A decentralized learning and centralized decision making framework is proposed in this study to implement the
reinforcement learning algorithm. The decentralized learning component allows individual
EVs to share their experiences and learned model to overcome the curse of dimensionality
in the multi-agent reinforcement learning environment. The adoption of experience replay
and target network ideas helps stabilize the reinforcement learning process. The centralized
decision making component enables seamless coordination of EV fleet to avoid scheduling
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conflicts. The centralized decision making problem is converted into a linear assignment
problem, which can be solved in polynomial time for online implementation.
The contributions of this study are listed as follows:
• We develop a reinforcement learning based algorithm to provide ride-hailing services
to communities with an EV fleet.
• We develop a scalable off-policy reinforcement learning framework with decentralized learning and centralized decision making processes, which has polynomial time
complexity in real-time execution.
• We demonstrate that the proposed EV fleet dispatch algorithm outperforms the benchmark algorithms in terms of reducing societal costs for mobility service provision.

4.2.4

Technical Approach

Overall Framework and Problem Formulation
In this part, we discuss the overall framework of the proposed EV fleet operating
algorithm for ride-hailing services. The operating problem for a fleet of EVs to provide
ride-hailing services is formulated as a Markov decision process (MDP). We propose a reinforcement learning framework with decentralized learning and centralized decision making
to solve this MDP problem. The overall reinforcement learning framework is illustrated in
Fig. 4.4. In the learning process, we treat EVs as individual agents with shared state-value
function. The parameters of the common state-value function approximator are trained
and updated based on the collection of individual EVs’ experiences of interacting with the
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Figure 4.4: Overall reinforcement learning framework.

environment. In the decision making process, the EV fleet operating problem is solved in a
centralized manner by leveraging state-value function estimates from the learning process.
Before formulating the EV fleet operating for ride-hailing service problem as an
MDP, we first introduce some preliminary information about MDP and reinforcement learning. Within an MDP, we call the learner or decision maker an agent. The agent interacts
with the environment it lives in at each of a sequence of discrete time steps, t = 0, 1, 2, · · · .
At each time step t, the agent senses the environment’s state St ∈ S and takes a control action At ∈ A(s). When reaching the next time step, the agent receives a reward
Rt+1 ∈ R ⊂ R based on previous state-action pair and the current state. Then the agent
reaches a new state St+1 . The numerical reward and the new state depend on the preceding
state and control action according to the following transition model [152]:
.
p(s0 , r|s, a) = Pr{St+1 = s0 , Rt+1 = r|St = s, At = a}
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(4.36)

where s, s0 ∈ S are the current and the next states. r ∈ R is the reward, and a ∈ A(s) is
the action taken by the agent. The sequence of the interactions between the agent and the
environment from the starting state until the terminal state is called an episode.
At time step t, the agent tries to achieve the maximum discounted return Gt =
PT

k=t+1 γ

k−t−1 R ,
k

where γ is the discount factor. T is the time step when the terminal

state of an episode is reached. When interacting with the environment, the agent follows
a policy π(s) = p(a|s), which maps a given state s to a probability distribution of taking
action a. In order to evaluate how good it is for the agent to be in a given state or take
an action starting from a state, we define the state-value function vπ (s) and action-value
function qπ (s, a) under a policy π as:
vπ (s) = Eπ [Gt |St = s]
qπ (s, a) = Eπ [Gt |St = s, At = a]

(4.37)
(4.38)

A policy is optimal if its expected return is greater than or equal to that of any other policy
for all states. The corresponding action-value function of an optimal policy is called the
optimal action-value function. The goal of the agent is to find an optimal policy for the
MDP problem.

Framing the Problem of Operating an Electric Vehicle Fleet for Ride-Hailing
Services as an MDP
Assume that a community operates an EV fleet for ride-hailing services to meet
its residents’ trip requests. The goals of the EV fleet operator are to minimize customers’
waiting time, electricity costs from charging, and vehicle operational costs. It is assumed
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that EVs only receive dispatch signals every T I (time interval). An EV’s status is available
if it is idle, being charged, or on its way to the charging station. Otherwise, the EV’s status
will be in-service. It is assumed that all the EVs are available at the initial time step.
The status of an EV changes from available to in-service once a customer’s trip request is
assigned to it. At each time step, an EV can be assigned to at most one more customer
trip request. Once the customer trip assignment is made, it can not be changed. All EVs
are required to serve the trip requests according to the ‘first-come-first-serve’ rule.
Next we will define the state domain, action domain, and reward function of the
MDP describing the problem of operating an EV fleet for ride-hailing services.

State Domain: Let sEF ∈ SEF denote the state vector of the entire EV fleet. sEF =
[s1 , · · · , sNEV ] is a tuple of state vectors of individual EVs, where NEV represents the total
number of EVs. si ∈ SIE denotes the state vector of the ith EV, which consists of three
self states and one global state:
• Ei : Remaining battery level of the ith EV when it becomes available.
• Li : Location of the ith EV when it becomes available.
• TiA : Time length before the ith EV becomes available.
• t: Global state for time.
Note that in real-world applications, we can use high quality estimates for Ei and
TiA as part of the state vector.
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Action Domain:

Let aEF ∈ AEF (sEF ) denote the action vector of the entire EV fleet.

aEF = [a1 , · · · , aNEV ] consists of actions of individual EVs, where ai ∈ AIE (si ) is the action
of ith EV. Each EV can take one of the following three actions:
• ai = P ass: If the ith EV is idle, then P ass action keeps it idle during the next time
interval. If the ith EV is in-service, then P ass action has no effect on its existing
assignment.
• ai = Charge: If the ith EV is in a charging station, then it starts charging or keeps
being charged. If the ith EV is not in a charging station, then it moves toward the
nearest charging station during the next time interval.
• ai = Assign c: This action means that a new customer trip request c ∈ C(t) is
assigned to the ith EV, where C(t) is the set of customer trip requests to be processed
at the current time step (C(t) has a maximum capacity of NC ). Note that there is
a set of assignment actions to choose from, each of which corresponds to a different
customer trip request c ∈ C(t).
An action is classified as a feasible action if the EV has enough electricity left in
the battery to return to the nearest charging station after serving all its assigned customer
trip requests. Otherwise, the action is classified as infeasible.

Reward Function:

Let rEF (sEF , aEF ) ∈ R denote the immediate reward received by

the entire EV fleet when taking action aEF in state sEF . Let r(si , ai ) ∈ R denote the
immediate reward received by the ith EV when taking action ai in state si . The reward
received by the entire EV fleet equals the sum of rewards received by the individual EVs
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rEF (sEF , aEF ) =

PNEV
i=1

r(si , ai ). The reward functions of individual electric vehicles are

designed as follows:
• The reward for the pass action is:
r(si , ai = P ass) = 0

(4.39)

• The reward for the charge action is:

r(si , ai = Charge) =







C ,






if the ith EV is in

a charging station









−wC , otherwise

(4.40)

where C is a small positive number and wC is a positive tunable parameter.
• The reward for assignment action is:
r(si , ai = Assign c) = rS − dci · wS

(4.41)

where rS and wS are positive tunable parameters. dci is the distance between Li
and the pickup location of customer trip request c. Note that the traveling costs
(including electricity consumption costs and operational costs) are in proportion to
dci . rS corresponds to the incentive for an EV to serve a customer’s trip request. The
design of the reward function strikes a balance between incentives and costs.
The design philosophy for the reward function is explained below. Recall that the goals
of the EV fleet scheduler are to minimize customer waiting time, electricity costs, and EV
operational costs. The P ass action does not contribute to achieving any of the three goals.
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Thus, the reward for the P ass action should be 0. An EV with higher battery charge level
is capable of serving customer trip requests for a longer ride. Hence, we encourage an EV
to select Charge rather than P ass when it is at a charging station by offering a small
positive reward. If an EV is not at a charging station, then we use a negative reward −wC
to discourage the EV to travel to a charging station that is far away. In this way, we could
reduce the travel cost related to the charging activities, which includes the electricity cost.
Regarding the reward of the assignment action, the second term dci · wS is a penalty for EVs
to pick up faraway customers. In this way, we implicitly reduce the electricity consumption
and operational costs of the EV fleet.

Technical Details
Decentralized Learning Process:

The learning process aims to acquire a high quality

estimate of the state-value function for the EV fleet. It is assumed that we have a homogeneous EV fleet. Each EV has the same fuel economy rating, the same battery size, and
the same travel speed. To address the curse of dimensionality, we adopt a decentralized
learning framework with the following two assumptions:
Assumption 1 We assume that state-value function of the entire EV fleet vπ (sEF ) equals
the summation of the individual EVs’ state-value functions, i.e., vπ (sEF ) =

PNEV
i=1

vπ,i (si ),

where vπ,i (si ) denotes the state-value function of the ith EV under policy π.

Assumption 2 We assume all the individual EVs have the same state-value function
vπEV (s), i.e., vπ,i (si ) = vπEV (si ), ∀i. In other words, the state-value functions of all EVs
share the same form.
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Note that these two simplifying assumptions have been shown to be effective in multi-agent
cooperative environments [150, 151, 153].
(a) State-Value Function Approximation with Neural Network:

The

size of the state space [Ei , Li , TiA , t] of the ith EV grows quickly when the resolutions of the
map’s grid, time, and remaining battery level increase. Hence, it is infeasible to represent the
value functions through tables [152]. Recently, neural networks have been widely employed
to approximate the value functions to overcome the curse of dimensionality. This idea has
gained successes across various reinforcement learning tasks [154, 155, 156].
In this study, we use a parameterized deep feed-forward neural network (FNN)
to approximate the shared state-value function vπEV (s) of individual EVs. A deep FNN is
composed of three parts: the input layer, the hidden layers, and the output layer. Different
layers are interconnected in a feed-forward way. In our case, the input layer carries the state
vector si . The hidden layers are employed to learn a sufficiently complex representation.
The output layer represents the value of the approximated state-value function for individual
electric vehicles.
The feed-forward neural network approximator vN N (s, θ) is trained by using the
gradient descent based method to minimize a loss function. In this work, the loss function
is defined as the mean squared error (MSE) between the approximated value function and
the target value function:

loss =

2
1 X EV
v̂π (s) − vN N (s, θ)
Ns
s

(4.42)

s∈S

where Ss is a set of sample states. Ns is its cardinality. Since the true state-value function
vπEV (s) is unknown, we use an estimate of it, i.e., v̂πEV (s), as the training target. Specifically,
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we use temporal-difference (TD) prediction to calculate v̂πEV (s) [157] as described by the
following equation:

v̂πEV (s)

=






r(s, a),

s0 is terminal





r(s, a) + γvN N (s0 , θ),

s0 is non-terminal

(4.43)

where s0 is the next state of the corresponding EV given the current state-action pair
(s, a). This particular approach is called the TD(0) method since the estimate is updated
immediately after state transition from s to s0 . TD(0) is widely used in deep reinforcement
learning frameworks for its simplicity and efficiency. It is worth noting that TD(0) prediction
is a biased estimate and the corresponding gradient includes only part of the true gradient.
Nevertheless, using TD(0) often makes the learning process faster, and more importantly,
allows continual and online learning.
(b) Stabilize Reinforcement Learning with Experience Replay and Target Network: It has been shown that reinforcement learning tends to be unstable when
a deep neural network is used to approximate the state-value function [154]. To stabilize
the reinforcement learning process, we adopt two innovative mechanisms called experience
replay and target network, which were originally proposed in [158] and [154], respectively.
The experience replay mechanism stabilizes the learning process by removing correlations in
the learner’s past experiences and smoothing over variations of the data distribution. The
basic idea of experience replay is to keep a fixed-sized memory that stores the historic experiences and sample the training dataset from it for each training step. More precisely, an
experience is defined as a 4-tuple made up of the current state, the action, the reward, and
the next state (s, a, r, s0 ). The agent’s most recent ND experiences are stored in a memory.
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At each training step, we use samples of experiences drawn uniformly from the memory to
update the parameters of the neural network approximating the state-value function.
To further stabilize the online reinforcement learning process, we use two separate
neural networks, the evaluation network vN N (s, θ E ) and the target network vN N (s, θ T ).
The loss function (4.42) and the estimate of training target for state-value function (4.43)
are reformulated with these two neural networks as follows:

loss =

2
1 X EV
v̂π (s) − vN N (s, θ E )
Ns
s

(4.44)

s∈S

v̂πEV (s)

=






r(s, a),

s0 is terminal
(4.45)





r(s, a) + γvN N (s0 , θ T ), s0 is non-terminal
The evaluation network and the target network share the same structure but have different parameter update strategies. The evaluation network’s parameters are updated during
each training iteration while the parameters of the target network are only periodically
updated. Specifically, the target network’s parameters are replaced by the evaluation network’s parameters every C steps. In other words, vN N (s, θ T ) is a clone of vN N (s, θ E ) with
less frequent parameter updates. In this way, the correlations between the evaluation and
target are reduced, thereby making the training process more stable.

Centralized Decision Making Process: The goal of the decision making process is
to find the optimal EV fleet dispatch policy π ∗ , which achieves the maximum expected
reward among all feasible policies for all states. The state-value function of the optimal
.
policy is called the optimal state-value function v∗ , which is defined as v∗ = maxπ vπ (s),
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for all s ∈ S. Similarly, the action-value function of the optimal policy is called the optimal
.
action-value function q∗ , which is defined as q∗ = maxπ qπ (s, a), for all s ∈ S and a ∈ A. For
a traditional reinforcement learning task, once the optimal action-value function is found,
then the action a to be taken in a given state s is the one that yields the highest optimal
action-value q∗ (s, a). However, in the EV fleet operating problem for ride-hailing services,
the following fleet-wide constraint needs to be satisfied at all times. Any customer trip
request can only be assigned to at most one EV. Therefore, the dispatch of individual EVs
should be coordinated in a centralized decision making process.
There are two technical obstacles to be addressed in the centralized decision making
process. First, how do we approximate the optimal action-value and state-value functions
for the EV fleet? Second, how do we determine the optimal dispatch for the entire EV fleet
considering the operating constraints? These two problems are dealt with separately below.
(a) Approximation of the Optimal Action-Value and State-Value Functions for the EV Fleet:

Let v∗ (sEF ) and q∗ (sEF , aEF ) denote the optimal state-value

function and action-value function of the entire EV fleet, respectively. Note that the optimal
action-value function gives the expected return for taking an action in a state and following
an optimal policy thereafter. Thus, the optimal action-value function can be derived in
terms of the optimal state-value function as [152]:
EF
q∗ (sEF , aEF ) =E[Rt+1
+ γv∗ (St+1 )|St = sEF , At = aEF ]

X

=

sEF 0 ∈SEF

0

0

p(sEF |sEF , aEF )(rEF + γv∗ (sEF ))

(4.46)

0

where sEF is the next state vector of the entire EV fleet. In this particular MDP formula0

tion, the next state sEF and reward rEF are assumed to be determined once the current
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state-action pair (sEF , aEF ) is given. Therefore, the above equation can be further reduced
to the following form:
0

q∗ (sEF , aEF ) = rEF (sEF , aEF ) + γv∗ (sEF )

(4.47)

With Assumption 1 and 2, the optimal state-value function can be estimated as the summation of individual EVs’ state-value function approximators:
v̂∗ (s

EF 0

)=

N
EV
X

vN N (s0i , θ E )

(4.48)

i=1

where s0i is the next state of ith EV. Let q̂∗ (sEF , aEF ) denote the approximator of the
optimal action-value function of the EV fleet. By substituting (4.48) into (4.47), we can
express q̂∗ (sEF , aEF ) as a function of all the individual electric vehicles’ rewards and statevalue function approximators:
q̂∗ (sEF , aEF ) =

N
EV
X

r(si , ai ) + γ

i=1

N
EV
X

vN N (s0i , θ E )

(4.49)

i=1

Next, we explain how to find the optimal EV fleet dispatch, which maximizes q̂∗ (sEF , aEF )
while satisfying the operational constraints.
(b) EV Fleet Dispatch Problem:

The problem of finding the optimal EV

fleet dispatch with the maximum action-value function can be converted into a linear assignment problem. In other words, solving argmaxaEF q̂∗ (sEF , aEF ) is equivalent to finding
a maximum weight matching between EVs and actions in a weighted bipartite graph.
The formulation of the linear assignment problem is given as follows. First, let
M = {m1 , · · · , mNEV } denote the set of vertices that represent individual EVs. Let N =
{n1 , · · · , nNA } denote the set of vertices that represent different actions, where NA = 2 ×
NEV + |C(t)|. N includes NEV P ass actions, NEV Charge actions, and |C(t)| Assign c
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actions. We need to reserve NEV vertices for both P ass and Charge actions because
each of them might be taken by all the EVs simultaneously. Next, we define {xij |i =
1, · · · , NEV ; j = 1, · · · , NA } as the decision variables, where xij is a binary variable that
equals 1 if mi and nj is connected, 0 otherwise. Connecting mi and nj means the ith EV
takes the action corresponding to nj . Define b(i, j) as the weight of the edge between mi and
nj . It represents the contribution of the ith EV to the objective function (4.49) by taking
action nj . The weights between EVs and their infeasible actions should be sufficiently small
such that no connections would exist between them. Formally, b(i, j) is calculated as:





r(si , ai = nj ) + γvN N (s0i , θ E ), nj is feasible
b(i, j) =
(4.50)




otherwise
−W,
where W is a positive number that is sufficiently large.
Now, the problem of finding the optimal EV fleet dispatch schedule with the
maximum action-value function can be formulated as the following optimization problem:
max
xij

N
NA
EV X
X
i=1 j=1

b(i, j) · xij

(4.51)

subject to:
N
EV
X

xij ≤ 1,

∀j = 1, · · · , NA

(4.52)

xij = 1,

∀i = 1, · · · , NEV

(4.53)

xij ∈ {0, 1},

∀i = 1, · · · , NEV

i=1
NA
X
j=1

∀j = 1, · · · , NA

(4.54)

The above linear assignment problem can be solved in polynomial time. In this work, we
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solve the linear assignment problem with an adapted Munkres algorithm [159], which has
a time complexity of O(n3 ).
To improve convergence of the reinforcement learning algorithm, we need to ensure
that all actions are selected infinitely often. This can be implemented via the -greedy policy
during the online training session. In other words, with probability 1 − , the EV fleet’s
dispatch will be determined by solving the optimization problem (4.51)-(4.54), but with
probability , each EV will be assigned a feasible action at random. The initial value of 
is 1 and then gradually decreases to 0.1 at the speed of ∆ per training step.

Summary of the Overall Algorithm:

The decentralized learning and centralized de-

cision making processes are discussed in the previous two subsections. During the online
training process, the steps for solving the problem of operating an EV fleet for ride-hailing
services are summarized and shown in Algorithm 5. During the testing session, we can use
the same algorithm by removing the neural network training and the -greedy components.
Note that graphical processing units (GPUs) can be used to speed up the process of solving
the linear assignment problem and the training of deep neural networks.
Note that the proposed reinforcement learning algorithm is an off-policy algorithm.
The target policy being learned is the optimal policy π∗ , while the behavior policy that
generates real actions is the -greedy policy π .
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Algorithm 5 Complete algorithm for the training process
1: Initialize  = 1
2:

Initialize replay memory D to capacity ND

3:

Initialize evaluation neural network vN N (s, θ E ) with random weights θ E

4:

Initialize target neural network vN N (s, θ T ) with weights θ T = θ E

5:

for episode=1:N do

6:

Initialize the EV fleet’s state

7:

for t=1:T do

8:

Update the list of customer trip requests C(t)

9:

for EV i = 1 : NEV do

10:

Calculate ri (si , ai ) and vN N (s0i , θ E ) for each feasible action ai ∈ AIE (si )

11:

end for

12:

Get the dispatch solution aEF
sol by solving optimization problem (4.51)-(4.54)

13:

Draw a sample p from uniform distribution U (0, 1)

14:

if p ≤  then

15:
16:
17:

Draw a feasible action aEF randomly and use it to dispatch the EV fleet
else
Use aEF
sol to dispatch individual EVs of the fleet

18:

end if

19:

for EV i = 1 : NEV do

20:

Calculate vN N (s0i , θ T ) where s0i is the next state given state-action pair
(si , aEF
sol [i])

21:

end for
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EF
0
Update replay memory D with transitions {(si , r(si , aEF
sol [i]), asol [i], si )} where

22:

i = 1, · · · , NEV
23:

Sample a minibatch of experiences uniformly at random from D

24:

Update θ E by using gradient descent method with the sampled minibatch of
experiences
if  > 0.1 then

25:

 =  − ∆

26:
27:

end if

28:

Reset θ T = θ E every C time steps
end for

29:
30:

end for

4.2.5

Numerical Study
Numerical studies with three test cases are carried out to validate the performance

of the proposed reinforcement learning based EV fleet operating algorithm for ride-hailing
services. The first test case represents a single region/city where the majority of the customer trip requests come from the center of the region/city (downtown area). The second
test case represents a scenario where people commute between two regions on a daily basis.
The third test case is a small-scale single region case used to evaluate the optimality of the
proposed framework.
The proposed reinforcement learning algorithm will be compared with two benchmark algorithms. The first one is the greedy algorithm adapted from [134] and [135]. The
second one is a state-of-the-art optimization-based algorithm proposed by [160], which per-
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forms well in solving a typical dynamic VRP for meal delivery applications. We call it the
optimization-based algorithm in the numerical studies section. The greedy algorithm can
be implemented via the following three steps:
• Step 1: Select the first NC unassigned customer trip requests sorted by the request
time.
• Step 2: Process the customers trip requests on a first come first serve basis. Assign
customer trip requests to the EVs that result in the least waiting time2 .
• Step 3: Send the EVs to charge if they do not have assigned customer trip requests.
The optimization-based algorithm tackles the dynamic VRP with a rolling horizon matchingbased framework that solves a linear assignment problem every few time intervals. The
weights in the assignment problem are designed to balance the “throughput” and the customer waiting time. It is similar to our centralized decision making process without considering future rewards. Specifically, the weights are adapted as follows to make this approach
compatible with our problem.
• For the pass action:
b(i, j) = 0

(4.55)

• For the assignment action:
b(i, j) =

dci

2

1
− θwic
+ dc

(4.56)

The trip requests can only be assigned to EVs that have enough energy to return to the charging station
after service.
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where dci is the distance between the ith EV’s available location Li and the pickup
location of customer request c. dc is the distance between the pickup location and the
drop-off location of customer request c. wic is the waiting time of customer request c
between the current time and the pickup time if the request is assigned to the ith EV.
• For the charge action:

b(i, j) =








rM
,
pCS
+
pE
i
i + 0.1





−rM ,

pE
i < 0.5
(4.57)
else

where rM is a positive tunable parameter. pCS
is the ratio between the ith EV’s
i
current distance to the charging station and the maximum possible distance from any
point to the charging station. pE
i is the ratio between the ith EV’s current remaining
battery level and its full battery level.
We set θ = 0.01 and rM = 0.008 for all the test cases.
The societal costs over all the operating horizon of the proposed reinforcement
learning approach will be compared with that of the above two benchmarks. The societal
costs of operating an EV fleet for ride-hailing services of an episode e equals the summation
of traveling costs of all EVs and the waiting costs of all customers:
Cs (e) =

N
EV
X

NT C (e)

di (e)Cp +

X

wc (e)Cw

(4.58)

c=1

i=1

where di (e) denotes the total distance traveled by the ith EV in episode e. wc (e) is the
waiting time of the cth customer in episode e. NT C (e) is the total number of customer
requests in episode e. Note that the cost of electricity is implicitly modeled as part of
the EV traveling cost. Cp and Cw are the costs of EV traveling and customer waiting,
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respectively. The equivalent traveling cost of an electric taxi in New York is given in [133],
which ranges from $0.29 to $0.61 per mile. The traveling cost of an EV in Austin, Texas
ranges from $0.392 to $0.876 per mile as shown in [134]. Therefore, we set the EV traveling
cost Cp to $0.5/mile in this numerical study. The customer waiting cost Cw is set to $2/hour.
Note that these parameters can be easily adjusted by the user for their specific community
and operating condition.

Single Region Test Case
Simulation Settings:

The single region/city test case simulates a scenario where the

majority of the customer trip requests come from the region/city center. A fleet of 50 EVs
are dispatched to offer ride-hailing services in a square region consisting of a 10 × 10 grid.
Each small square in the grid has a dimension of 2 × 2 miles. An EV can either stay at
its current grid point or move to an adjacent grid point in the next time step. The grid
points can be located by their coordinates. For example, (3,4) is the coordinates of the grid
point located at the 3rd column and the 4th row. The charging station is assumed to be
located at grid point (1,1). The time interval T I used in the simulation and decision making
process is assumed to be 0.1 hours. The maximum number of customer trip requests being
processed at each time step is 65, i.e., |C(t)| ≤ NC = 65. The battery capacity of each EV
is set at BEV = 80 kWh. The EVs are randomly placed across the test region at the initial
time step with random remaining battery levels. Note that the remaining battery levels
should be sufficient for the corresponding EVs to reach the charging station.
The parameters of the reinforcement learning and testing process are set up as
follows. One training episode represents an operating day, which consists of 240 time steps.
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The state-value functions of individual EVs are estimated by a three-layer feed-forward
neural network with two fully connected hidden layers. Each hidden layer has 200 neurons.
The input variables of the neural network are scaled as follows. Remaining battery level
Ei is normalized by battery capacity BEV . The available location of the ith EV Li is
normalized by L, which is the number of grid points in a column of the test region. TiA is
normalized by the number of time steps it takes for an EV to travel from the bottom left
corner of the region to the upper right corner. t is normalized by the time length of one
episode. The replay memory of the reinforcement learner has a capacity of 2,000 experiences
and the size of training minibatch is 10. The target network’s parameters are updated every
5 time steps, i.e., C = 5. The annealing step ∆ is fixed at 4 × 10−6 . The discount factor
γ is 0.9999. The four parameters of the reward functions C , wC , rS , and wS are set to be
0.0001, 0.01, 2, and 0.06, respectively. We use a gradient descent based algorithm called
Adam [87] to update the parameters of evaluation network at each training iteration. The
learning rate of the Adam optimizer is 2 × 10−5 . We train the evaluation network for 4,000
episodes and save the network parameters every 80 episodes for out-of-sample testing.
The customer trip requests are produced randomly for every training episode.
The time stamps of customers’ trip requests are generated from a Poisson process with
an expectation of 20 trip requests per hour. The coordinates of the trip requests’ pick up
locations are generated by Algorithm 6. Note that more trip requests are generated from the
region/city center in this test case. The drop-off locations of the trip requests are sampled
uniformly across the whole region. The pickup location and the drop-off location of a trip
request must be different. Otherwise, they will be re-sampled.
162

Algorithm 6 Pickup location generation
  
1:

2:
3:
4:
5:
6:
7:

0.5L
 3

0
 
Draw a sample pair (x, y) from multivariate normal distribution N(
 ,
0
0

0 
)


0.5L
3

if x < −0.5L then
x=1
else if x > 0.5L then
x=L
else
x = dxe + 0.5L

8:

end if

9:

Repeat lines 2-7 for y

10:



Return (x, y)

(a) Estimated state-value function of different

(b) Estimated state-value function with different

EV locations.

global time.

(c) Estimated state-value function with different

(d) Estimated state-value function with different

remaining battery levels.

time steps before available.

Figure 4.5: Performance of the state-value function estimation in the single region test case.
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Performance of State-Value Function Estimation:

The effectiveness of the proposed

RL method highly depends on the performance of the state-value function estimation. In
this subsection, we will assess the quality of the state-value function estimation by varying
certain variables of the state vector and observing if the corresponding changes in vN N are
reasonable. Specifically, we vary one state variable at a time and leave the other scaled state
variables fixed at 0.5. The parameters of the state-value function estimator at the end of all
training episodes are used in the evaluation. The value-function estimation results under
different scenarios are recorded and plotted in Fig. 4.5. Fig. 4.5a depicts the state-values
of different EV locations. As an EV moves closer to the center of the region, its state-value
increases. This pattern is consistent with the fact that both traveling cost and customer
waiting time can be reduced when an EV is strategically located close to the region center,
which is the preferred customer pickup location. Fig. 4.5b shows that the estimated statevalue decreases monotonically as the global time t increases. Recall that the state-value
function equals the summation of expected discounted rewards up to the end of the episode.
Thus, the state-value should, in theory, continue to decrease as we approach the terminal
time state. Fig. 4.5c and 4.5d suggest that EVs with a higher remaining battery level and
less service load tend to have higher state-value functions. This pattern is again consistent
with our expectations.

Out-of-Sample Testing:

We save the trained reinforcement learning (RL) model every

80 training episodes as the training process proceeds. For each saved RL model, we evaluate
its performance on a fixed out-of-sample testing set containing 50 different episodes. The
performance of the proposed RL model is evaluated by measuring the average societal cost
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Figure 4.6: Model performance as the training process proceeds for the single region test
case.

of operating the EV fleet of all the testing episodes. Fig. 4.6 shows both the average
episodic return (red line) and the average societal cost of the testing episodes (blue line).
The black horizontal solid line and the dash line represent the average societal cost of
operating the EV fleet following the benchmark greedy algorithm and the optimizationbased algorithm, respectively. As the training process proceeds, the average episodic return
of the proposed RL based method increases and the average episodic societal cost decreases.
After a few hundred episodes of training, the proposed RL based EV fleet dispatch algorithm
outperforms both the benchmark greedy algorithm and the optimization-based algorithm.
At the end of the training process, the proposed RL based algorithm yields a 20.73% and
a 10.17% societal saving on the testing episodes compared with the greedy algorithm and
the optimization-based algorithm, respectively.
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Commute Test Case
Simulation Settings:

In the commute test case, we simulate a scenario where residents

commute between a dwelling region and a working region. Specifically, we assume that each
of these two adjacent regions consists of a 8 × 8 grid. Together they form a rectangular area
that consists of a 8 × 16 grid. The charging station is placed at grid point (8,4), which is
in the middle of the two regions. The time stamps of customer trip requests are generated
through a Poisson process with a time-varying expectation. Fig. 4.7a shows the expected
number of customer trip requests for different hours in a day. This temporal distribution
of trip requests is derived by scaling down the average hourly customer trip requests served
by New York yellow cabs in a weekday [161].
The pickup and drop-off locations of each trip request are sampled independently
through two steps. The first step is determining the pickup/drop-off region of the customer
trip request through a Bernoulli trial. The probabilities of the trip pickup and drop-off
locations belonging to the dwelling region of different hours in a day are shown in Fig.
4.7b. In the commute test case, the majority of the trip requests’ pickup locations are in
the dwelling region during the morning rush hours, while most of the trip requests’ pickup
locations are in the working region during the evening rush hours. The second step is
determining the specific coordinates of the pickup/drop-off locations. We assume that both
pickup and drop-off coordinates are generated from Gaussian distributions according to
Algorithm 6 for the corresponding regions. The other simulation settings of the commute
test case are the same as that of the single region test case.
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(a) Expected number of trip requests of different hours in a day.
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(b) Probabilities of trip pickup and drop-off locations belonging to the dwelling region of
different hours in a day

Figure 4.7: Temporal and spatial distributions of trip requests.

Performance of State-Value Function Estimation:

We assess the quality of the

state-value function estimation in the commute test case by varying certain variables of
the state variables using the neural network with parameters obtained at the end of the
training session. Fig. 4.8a and 4.8b show the estimated state-values of different locations
at 8 am (morning rush hour) and 6 pm (evening rush hour) when the scaled Ei and TiA are
fixed at 0.5 and 0, respectively. As expected, the dwelling region (left side of the rectangular
area) has higher state-values during the morning rush hours, while the working region (right
side of the rectangular area) has higher state-values during the evening rush hours. Fig.
4.8c, 4.8d, and 4.8e show the change in estimated state-value with respect to global time t,
remaining battery level Ei , and time before available TiA . For each case, the EV location is
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Figure 4.8: Performance of the state-value function estimation in the commute test case.

fixed at grid point (8,4) and the scaled values of the other input variables are set at 0.5. As
depicted in these subfigures, the changes in state-values with respect to these three state
variables are similar to that of the single region test case.

Out-of-Sample Testing: Similar to the single region case, we save the trained RL model
every 80 training episodes as the training process proceeds. We evaluate the performance of
each saved RL model on a fixed out-of-sample testing set containing 50 different episodes.

168

1000

7500

RL cost
Greedy cost
Optimization-based method cost
RL return

7000

800
600

6500
400

6000

200

5500
5000

500

1000

1500

2000

2500

3000

3500

Mean episodic return

Mean episodic societal cost ($)

8000

0
4000

Number of training episodes

Figure 4.9: Model performance as the training session proceeds for the commute test case.

The performance of the proposed RL model is evaluated by measuring the average societal
costs of operating the EV fleet for all of the testing episodes.
Fig. 4.9 shows the average episodic return (red line), the average societal cost of RL
model (blue line), the benchmark greedy algorithm (black solid line), and the optimizationbased algorithm (black dash line). As the training session proceeds, the average episodic
return of the RL model increases and the average episodic societal cost decreases. After
about 1,000 training episodes, the proposed RL-based EV fleet dispatch algorithm outperforms both the greedy algorithm and the optimization-based algorithm. At the end of the
training session, the proposed RL-based EV fleet dispatch method achieves a 18.12% and a
3.20% societal cost saving on the testing episodes compared with the greedy algorithm and
the optimization-based method, respectively.
It is worth noting that the proposed RL framework does allow partial charging.
We show this by recording the remaining battery levels of EVs whenever they depart from
the charging station in one testing episode. The distribution of the recorded EV remaining
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Figure 4.10: Distribution of EV remaining battery levels when leaving the charging station
in one testing episode.

battery levels is shown in Fig. 4.10. As shown in the histogram, the majority of the EV
charging sessions are not full recharge.

Optimality Evaluation
It is interesting to consider a baseline, where all the customers’ trip requests are
known in advance. In this case, we could find the global optimal solution for a small-scale
test case within reasonable time. In this way, we can quantify the performance gap between
this optimal baseline, our proposed RL-based algorithm, and the benchmark algorithms.
In this small-scale test case, we have a single region with 3 EVs and 6 customers. The
simulation settings are the same as the previous single region test case except for the
followings. The test region is a 5 × 5 grid. The operating time horizon is assumed to be
3 hours. The time stamps of the customers’ trip requests are generated uniformly across
the whole operating time horizon. The electric vehicle travelling cost Cp is $0.2/mile. The
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customer waiting cost Cw is $5/hour. wS is 0.5. The battery capacity BEV of each electric
vehicle is 10 kWh.
Similar to previous test cases, we train the RL model for 4,000 episodes and save
the intermediate trained RL model every 80 episodes. For each saved RL model, we evaluate
its performance on a fixed out-of-sample testing set containing 50 different sets of customer
requests and initial EV states. The results are shown in Fig. 4.11. The yellow dash-dot
line is the average optimal cost of all the scenarios in the testing set, which is obtained
by solving a mixed-integer programming problem following the procedures from [31]. Note
that the optimal baseline is found by assuming that all of the customer trip requests are
known at the initial time. In this case, the EVs can be routed to the exact pickup locations
even before the corresponding requests come up. However, our proposed algorithm and
the benchmark algorithms do not have perfect foresight about the upcoming customer trip
requests. Thus, the optimal baseline solution is better than the solutions found by the
benchmark algorithms and our proposed method.

4.2.6

Conclusion
This study develops a RL based algorithm to dispatch an EV fleet for ride-hailing

services. The proposed RL based algorithm is built on a novel framework with decentralized learning and centralized decision making components. The decentralized learning
component allows the entire EV fleet to share their experiences and parameters of the
approximated state-value function in the training process, which greatly improves the scalability of the algorithm. The centralized decision making process enables coordination of
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Figure 4.11: Model performance as the training process proceeds for the single region test
case.

the individual EVs by formulating the EV fleet dispatch problem as a linear assignment
problem, which maximizes the EV fleet’s action-value function. A comprehensive numerical
study is carried out to evaluate the performance of the proposed RL based algorithm. The
simulation results show that the RL agent quickly learns how to dispatch an EV fleet to
provide ride-hailing services. Our proposed RL algorithm outperforms the benchmark algorithms in terms of societal costs, which include the EV operational costs and the customer
waiting time.
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Chapter 5

Energy efficient Building HVAC
Control
A large amount of energy is wasted through inefficient operation of heating, ventilation, and air conditioning (HVAC) system due to the lack of reliable building occupancy
measurement and prediction. To mitigate this problem, an innovative change-point logistic
regression model is developed to provide an accurate forecast of building occupancy. A
novel building HVAC control algorithm is then developed by embedding the occupancy prediction model into the model predictive control (MPC) framework. The occupancy-based
MPC algorithm tries to minimize building electricity consumption and maximize building
occupants’ comfort at the same time. A penalty factor is introduced which allows building
occupants to determine the optimal trade-off between comfort and energy efficiency. Numerical simulation results show that the proposed HVAC control strategy with real-time
occupancy prediction can reduce the electricity consumption.
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5.1

List of Symbols

Rs,i

Solar radiation on Wall i (W)

Tout

Temperature of outside air (◦ C)

Tw,i

Temperature of Wall i (◦ C)

Troom

Temperature of the room air (◦ C)

Cw,i

Thermal capacitance of Wall i (J/◦ C)

Cair

Thermal capacitance of the room air (J/◦ C)

Rcd,i

Thermal resistance of the conduction inside Wall i (◦ C/W)

Rcv,out,i

Thermal resistance of the convection between Wall i and the outside air (◦ C/W)

Rcv,in,i

Thermal resistance of the convection between Wall i and the room air (◦ C/W)

Qin

Internal heat gain (W)

Csh

Specific heat of the supply air (J/kg·◦ C)

ṁ

Mass flow rate of the supply air (kg/s)

Tsupply

Temperature of the supply air (◦ C)

x

State vector

D

Disturbance vector

y(k)

Occupancy state of a building at time interval k
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β0

Intercept term in the logistic regression

β

Coefficient vector in the logistic regression

xc

Vector of covariates in the logistic regression

Y

Response variable in the logistic regression

h

Time index

βi

The ith coefficient in the logistic regression with change points

hi

The ith change point

p

Number of change points

Nk

Number of data points in the testing dataset

Wchiller

Electric power of the chiller (W)

Wf an

Electric power of the fan (W)

COP

Coefficient of performance for the chiller

kf an

Fan power constant

WH

Electric power of the HVAC system (W)

λ

Penalty factor (W/◦ C2 )

Tdesire

Desired room temperature (◦ C)

umin

Lower bound of the control variable u (J/kg·◦ C)
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1.

umax ] Upper bound of the control variable u (J/kg·◦ C)

Tmin

Lower bound of the room temperature Troom (◦ C)

Tmax

Upper bound of the room temperature Troom (◦ C)

TT S

Center of Taylor series expansion for the room temperature Troom (◦ C)

uT S

Center of Taylor series expansion for the control variable u (J/kg·◦ C)

K

Total number of time intervals in the testing period

5.2

Background
Buildings account for approximately 40% of the world’s energy consumption [12].

In the United States alone, buildings are responsible for nearly 40% of the greenhouse gas
emission and 70% of the electricity usage. Adoption of energy efficient building controls can
significantly reduce the greenhouse gas emissions and electricity bill for building owners. In
residential and commercial buildings, HVAC system, plug loads and lighting loads consume
majority of the electricity. In particular, HVAC systems account for around 50% of the total
building energy consumption [13]. Given that more and more buildings are controlled by
Building Automation System (BAS), one of the most effective ways of reducing the energy
consumption of the HVAC system is to improve the existing building control strategies.

5.3

Literature Review
MPC has been widely adopted in building HVAC system controls to improve the

energy efficiency [14, 15, 16, 17, 18]. To accommodate the weather uncertainty, stochastic
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Figure 5.1: RC circuit of a single wall.

model predictive control (SMPC) algorithm is proposed for building climate control [19].
Building occupancy prediction is incorporated into a real-time MPC framework for HVAC
system by using Hidden Markov Model based occupancy detection method [20]. In [21]
and [22], building occupancy predicted by using simple historical proportion method and
inhomogeneous Markov chain are incorporated into the building HVAC control algorithms.
The effectiveness of occupancy based MPC algorithms have been demonstrated through
simulations. The simulation results in [23] have shown that a higher energy saving level can
be achieved with more accurate building occupancy prediction algorithm.

5.4

Technical Contributions
In this study, an innovative building occupancy prediction algorithm based on

logistic regression model with change-points is proposed. The logistic regression model
with change-points outperforms the historical proportion and inhomogeneous Markov chain
model and yields lower forecast error. A novel energy saving control strategy for the HVAC
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system is then proposed, which integrates the occupancy prediction model into the MPC
framework. In the proposed control strategy, a penalty factor can be adjusted by the
building occupants to select the optimal trade-off between electricity consumption of the
HVAC system and occupants’ comfort.

5.5
5.5.1

Technical Approach
System modeling

Thermal modeling of buildings
The primary heat storage elements of buildings are the walls, floor, and roof. The
heat transfer processes have three basic modes, i.e., conduction, convection and radiation
[162]. In the building thermal model, the heat transfer inside the walls is governed by the
conduction. The heat transfer between the walls and the air is governed by the convection.
The solar heat gain from the sun is governed by the thermal radiation process. Treating the
heat flow as current, the temperature as voltage and the heat storage elements as capacitors,
we can transform the building thermal model into a resistor-capacitor (RC) circuit model.
Many studies have been conducted on the configuration of RC models [20, 163, 164, 165].
We adopt a 2R1C model similar to the one presented in [163], which is simple yet accurate.
In this study, we consider a single zone1 building including four external walls, the roof and
the floor, which is assumed to be conditioned by a variable air volume (VAV) system with
air handling unit (AHU). The modeling method can be extended to more complex buildings
with multiple zones. Fig. 5.1 gives the RC circuit that connects the solar radiation, outside
1

A zone is an individual conditioned space which is controlled by one thermostat.
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air, a single wall and the room air. Based on this RC circuit, we formulate the following
equation to describe the thermal dynamics of Wall i:2

Cw,i

dTw,i
Tout − Tw,i
Troom − Tw,i
Rcv,out,i
=
+
+
Rs,i
dt
Rcv,out,i + 0.5Rcd,i Rcv,in,i + 0.5Rcd,i Rcv,out,i + 0.5Rcd,i

(5.1)

By combining the thermal dynamic equations of the external walls, the roof and the floor,
the dynamic equation for the room temperature can be derived as follows:
6

Cair

dTroom X Tw,i − Troom
+ Qin − Csh ṁ(Troom − Tsupply )
=
dt
Rcv,in,i + 0.5Rcd,i

(5.2)

i=1

where Qin denotes the internal heat gain. Csh , ṁ and Tsupply represent the specific heat,
mass flow rate and temperature of the supply air respectively. Note from equations (5.1)
and (5.2) that the thermal model of the single-zone building is a seventh order nonlinear
system with multiple inputs. By defining the control variable u as the mass flow rate of
supply air ṁ, the system equations can be expressed in the state-space as follows:

ẋ = Ax + f (x, u) + D

(5.3)

where x = [Tw,1 , · · · Tw,6 , Troom ]T is the state vector. D is the disturbance vector that
contains solar radiation Rs,i , outside air temperature Tout and internal heat gain Qin .
Note that the disturbance vector D can be estimated in practice. For instance,
the solar radiation can be predicted through artificial neural network (ANN) techniques
[166]. The outside air temperature can be forecasted on an hourly basis by using Kalman
filter [19]. The internal heat gain can be estimated from the nominal power of the electric
devices and the number of occupants in the building.
2
The wall temperature and the room air temperature are the average temperature of the wall and room
air respectively. Wall 1 to Wall 4 represent the four external walls. Wall 5 and Wall 6 represent the roof
and floor.
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Figure 5.2: Room temperature simulated from the RC circuit model and EnergyPlus.

To validate the proposed building thermal model, we conducted simulations on
MATLAB and compared our results with that of EnergyPlus [167]. The test building
model has a dimension of 10m × 10m × 3m which is assumed to be located in Riverside,
California. The thermal resistances and thermal capacitances in the proposed model are
calculated from the corresponding parameters set in the EnergyPlus such as the wind speed,
the materials, the thickness of the walls, etc. Fig. 5.2 gives the simulated room temperatures
of the proposed model and EnergyPlus. The simulated temperature time series from the
simplified RC circuit model closely track that of the EnergyPlus model. This observation
demonstrated the validity of the simplified thermal model of the test building.

Occupancy prediction
In this study, we propose a novel statistical model to predict the probability of a
building being occupied at certain time. Define y(k) as the occupancy state of a building
at time interval k. If the building is occupied at time interval k, then y(k) = 1, otherwise
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y(k) = 0. Denote the probability of y(k) = 1 as P (y(k) = 1). Thus our goal is to predict
P (y(k) = 1). Since the occupancy state is a binary variable, we propose a logistic regression
model with change-points to characterize the statistical properties of the historical data and
predict the future occupancy states.
The logistic regression model is a generalized linear regression model which is
widely used for the analysis of binary data. Its basic form is given as follows [168]:

logit(p(xc )) = ln(

p(xc )
) = β0 + β T xc
1 − p(xc )

(5.4)

where p(xc ) = P (Y = 1|xc ), logit is the link function that transforms the probability p(xc )
into a linear regression, and ln denotes the natural logarithm. Then,
T

eβ0 +β xc
P (Y = 1|xc ) =
1 + eβ0 +βT xc

(5.5)

where β0 is the intercept. β denotes the coefficient vector. xc represents the vector of
covariates and Y is the response variable.
In this application, the response variable is y(k) and there are two covariates. Note
that building occupants’ behavior is strongly dependent on time of the day. For instance,
people tend to stay at home during the evening, and be away from home during the day.
Thus, we select the time index h that corresponds to y(k) as the first covariate. Suppose
there are H time intervals in a day, then the time index h represents the hth time interval
of the day. The relationship between h and k is formulated as:





H,
mod(k, H) = 0
h=




mod(k, H), mod(k, H) < H
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(5.6)

Figure 5.3: Probability of occupancy calculated based on the simple proportion method.

Figure 5.4: Logit of occupancy probability versus time index.

y(k − 1) is selected as the second covariate because the occupancy state at time interval k is
highly correlated with the occupancy state at time interval k−1. We extend the conventional
logistic regression model by adding change-points of time index as additional covariates to
model the nonlinearity of the logit function logit(p(xc )). The proposed occupancy prediction
model can be formulated as follows:

g(h, y(k − 1)) , β0 + β1 h + β2 y(k − 1) +

P (y(k) = 1|h, y(k − 1)) =

p
X
i=1

βi+2 (h − hi )+

eg(h,y(k−1))
1 + eg(h,y(k−1))

(5.7)

(5.8)

where βi denotes the ith coefficient. hi represents the ith change point. p is the number of
change points and (h − hi )+ = max(0, h − hi ).
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To validate the effectiveness of the proposed model in occupancy prediction, 73
days of occupancy data are collected from a low-income residential house in San Antonio,
TX [169]. The length of each time interval is 15 minutes. There are 96 time intervals
in a day and h = 1, 2, · · · , 96. Given that the occupancy pattern of weekdays generally
differs from that of weekends, the data are separated into two groups, i.e., weekdays (53
days in total) and weekends (20 days in total). For validation purpose, we only consider
the occupancy prediction for weekdays. The case of weekends can be analyzed similarly.
The weekday data are then divided into two sets, i.e., training dataset (30 days in total)
and testing dataset (23 days in total). Fig. 5.3 shows the occupancy probability calculated
by the simple proportion method and Fig. 5.4 shows the corresponding logit versus time
index based on the training dataset. Three change points of the time index are introduced
to fit the nonlinear logit function shown in Fig. 5.3. The optimal combination of change
points (44, 56, and 68) and the coefficients of the model covariates are estimated with the
maximum likelihood method. Detailed discussion of the maximum likelihood estimation
method can be found in [170].
The implementation of multi-period model predictive control requires multi-period
ahead occupancy forecasts. In this study, multi-period ahead occupancy forecasts are made
by iteratively applying the one-period ahead model represented by equations (5.7) and
(5.8). It should be pointed out that y(k − 1) is updated with the predicted occupancy
probability of previous time interval during the iterative process. We conduct the rolling
forecast of occupancy states from one time interval ahead to 96 time intervals (one day)
ahead prediction on the testing dataset. The rolling forecast approach makes use of fixed
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Figure 5.5: MAE of the occupancy prediction methods.

windows of data to re-estimate the model parameters when new data become available. The
accuracy of the forecast model is evaluated by the mean absolute error (MAE) metric:
Ps+Nk −1
MAE =

k=s

|P (y(k) = 1) − y(k)|
Nk

(5.9)

where s is the first time interval being predicted and Nk is the number of data points in
the testing dataset. As a comparison, we also carry out the same forecasts by using the
simple proportion [21] and the inhomogeneous Markov chain methods [22]. Fig. 5 gives the
forecast results of all the three methods. The numbers on the horizontal axis represent the
corresponding time intervals ahead prediction, for example, 10 represents ten time intervals
ahead prediction.
It is shown that the proposed logistic regression model with change-points generally
outperforms the other two methods. In addition, for the first three time interval ahead
predictions, both the new method and Markov chain perform much better than the simple
proportion method.
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5.5.2

Control strategy
In this section, a novel occupancy-based HVAC control strategy is developed by

embedding the occupancy prediction algorithm into the MPC framework. The objective
of the proposed control strategy is to minimize both electricity consumption and the expected occupants’ discomfort. Compared with the existing methods, the proposed control
framework allows the room temperature to exceed the predefined comfort zone when the
probability of presence is very low. The key idea behind the proposed control strategy is that
significant reduction in electricity consumption can be achieved by relaxing the temperature
constraints when the room is not expected to be occupied.
Let us first derive the electricity consumption of a HVAC system. In the cooling
season, the chiller and the supply fan are responsible for the majority of the electricity
consumed by a HVAC system. The relationships between the electricity consumptions of
the chiller, the fan and the mass flow rate of supply air u are formulated by [14, 171]:

Wchiller =

uCsh (Tout − Tsupply )
COP

Wf an = kf an u3

(5.10)

(5.11)

where COP is the coefficient of performance for the chiller of the HVAC system. kf an is
the fan power constant.
The proposed building HVAC control strategy is formulated as follows:
Z

t0 +w

min
u

t0

WH + λP (y(t) = 1)(Troom − Tdesire )2 dt

s.t. ẋ = Ax + f (x, u) + D
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(5.12)
(5.13)

umin ≤ u ≤ umax

(5.14)

Tmin ≤ Troom ≤ Tmax

(5.15)

WH = kf an u3 +

uCsh (Tout − Tsupply )
COP

(5.16)

where w denotes the prediction horizon. WH represents the power of the HVAC system. λ
denotes the penalty factor and Tdesire is the desired room temperature. The first term in the
objective function represents the electricity consumption of the HVAC system. The second
term in the objective function represents the weighted expected discomfort of the building
occupants. The room air temperature Troom and the control variable u are constrained
within the predefined bounds. It should be pointed out that λ and Tdesire are set by the
building occupants according to their preferences. In fact, λP (y(t) = 1) in (5.12) can be
seen as the weight put on the comfort against the electricity consumption. If the occupants
care more about their comfort than the cost of electricity, then a relatively large λ should
be selected. Otherwise, a smaller λ should be selected to achieve lower electricity cost.
Note that the proposed control strategy can easily satisfy customers’ needs to
control the room temperature within the comfort range all the time. By setting λ to
zero and replacing the room temperature bounds [Tmin ,Tmax ] with the comfort zone, the
proposed control strategy can be reduced to the MPC discussed in [15, 18, 171].
It is extremely difficult to obtain the analytical form of the optimal control strategy from the nonlinear optimization problem given above. Instead, we adopt the sequential
quadratic programming (SQP) approach in [172, 173] to find a numerical solution. The
basic idea of SQP is using the Taylor series to transform the original nonlinear optimization problem into the quadratic programming (QP) problem and solve the QP problems
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iteratively until the solution converges. Details of the SQP approach can be found in [172].
In practice, the control signals of the HVAC are given in a discrete manner. Therefore,
the original system is discretized by using the zero-order hold with an hourly sampling
frequency, which is widely applied in building simulation studies [14, 22, 173]. Then the
original nonlinear optimization problem is transformed into the following discrete quadratic
programming problem:

min
u

t0 +N
X−1
n=t0

{WH (n) + λP (y(n) = 1)[Troom (n) − Tdesire ]2 }

s.t. x(n + 1) = Ad x(n) + Bd u(n) + Hd D(n) + g(TT S (n), uT S (n))

(5.17)

(5.18)

umin ≤ u(n) ≤ umax

(5.19)

Tmin ≤ Troom (n) ≤ Tmax

(5.20)

WH (n) = kf an {uT S (n)3 + 3uT S (n)2 [u(n) − uT S (n)] + 3uT S (n)[u(n) − uT S (n)]2 }
+

u(n)Csh (Tout (n) − Tsupply )
COP

(5.21)

where N is the prediction horizon. Ad , Bd and Hd are the coefficient matrices for the discretized system. TT S (n) and uT S (n) are the centers of Taylor series expansion for the room
temperature and control variable. g(TT S (n), uT S (n)) is the residual term. This QP problem can be solved by software packages such as YALMIP [174]. We start the computation
process by setting initial values of TT S (n) and uT S (n). Then the QP problem described
by equations (5.17)-(5.21) is solved iteratively until the convergence condition is met. In
this study, the algorithm terminates when the change in the values of TT S (n) and uT S (n)
between two iterations are less than 1%.
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Figure 5.6: The room temperature (Troom ) under different scenarios.

Figure 5.7: Occupancy data of the first day in the testing dataset.

5.6

Numerical Study
To validate the proposed control strategy, numerical simulations are carried out

on the test building and the occupancy dataset discussed in Section 2. The comfort zone is
set to be [20 ◦ C,24 ◦ C] and the room temperature is constrained within [18 ◦ C,28 ◦ C]. The
desired temperature is chosen as 22 ◦ C.
A comprehensive performance comparison is conducted between the proposed
occupancy-based HVAC control and the traditional MPC algorithm. Note that both the
proposed control strategy and the traditional MPC algorithm can be categorized as reced188

Figure 5.8: The control variable (u) under different scenarios.

ing horizon control strategies. In other words, although an optimal trajectory of control
variables is determined at time t for horizon [t,t + w], only the first step of the control
strategy is implemented. In the MPC framework, the occupancy prediction horizon keeps
being shifted forward and updated control strategies keep being generated. Fig. 5.6, 5.7
and 5.8 depict the simulation results with the occupancy data of the first day. It can be
seen from Fig. 5.6 that the room temperature under the traditional MPC scenario is tightly
controlled within the given comfort zone regardless of the building occupancy state. On
the contrary, the room temperature under the proposed control strategy can exceed the
upper bound of the comfort zone during periods when the probability of the building being
occupied is very low.
The penalty factor λ determines the optimal trade-off between energy efficiency
and comfort. A building occupant who cares more about energy efficiency will select a
smaller λ. This allows the temperature to exceed the upper bound of the comfort zone
even when the building is expected to be occupied. As λ increases, more weight is put on
occupants’ comfort and the electricity consumption of the HVAC system also increases.
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To quantify the improvement of the proposed building HVAC control strategy over
the traditional MPC, two discomfort indices are introduced as follows:
Discomfort index I (DI-I):
DI-I =

s+K−1
X
k=s

y(k)(Troom (k) − Tdesire )2

(5.22)

Discomfort index II (DI-II):
DI-II =

s+K−1
X
k=s

y(k) 4 Dis(k)







T
(k) − 24, Troom (k) > 24

 room



4Dis(k) = 20 − Troom (k), Troom (k) < 20









else
0,

(5.23)

(5.24)

where s is the first time interval in the testing period and K is the total number of time
intervals in the testing period. DI-I and DI-II are two discomfort indices for the building
occupants. In order to quantify the energy efficiency of the two control strategies, the
average power consumptions by the HVAC system are calculated. The performance metrics
of the traditional MPC and the proposed control strategy with different penalty factors are
shown in Table 5.1. As the penalty factor for discomfort λ increases, the discomfort indices
decrease and the electricity consumption increases. The proposed building HVAC control
with real-time occupancy prediction clearly outperforms the traditional MPC algorithm.
By setting λ at around 230, the proposed algorithm not only saves more than 8% of electric
energy but also makes the building occupants more comfortable.
Most of the existing HVAC control systems do not consider occupancy information.
In this work, we propose a novel control strategy that incorporates the logistic regression
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Table 5.1: Performance comparison

DI-I
DI-II
Average power [Watt]

MPC

λ = 150

λ = 230

λ = 330

λ = 450

4349
123.7
1807

4737
365.4
1447

2745
122.2
1660

1681
37.6
1841

1092
14.0
1984

based occupancy prediction into the MPC framework. The simulation results show that, by
adopting the proposed control strategy, the electricity consumption of HVAC system can
be reduced by 8%. Moreover, the overall comfort for the building occupants can also be
improved by selecting an appropriate penalty factor.

5.7

Conclusion
A novel energy saving control strategy for building HVAC system is proposed by

embedding the occupancy prediction algorithm into the MPC framework. A logistic regression model with change-points is proposed to forecast the building occupancy state. The
proposed forecasting algorithm outperforms the simple proportion method and the Markov
Chain algorithm. Numerical simulations are carried out to investigate the effectiveness of
the proposed control strategy. The simulation results show that the real-time occupancy
based building HVAC control algorithm not only improves the building occupants’ comfort
level but also reduces the electricity consumption.
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Chapter 6

Camera Based Flame and Smoke
Detection
6.1

Video Flame Detection and Segmentation
Poor vegetation management around power lines can cause severe fires that lead to

tremendous economic losses, environmental degradation, and fatalities. The early discovery
of a fire’s presence is the key to avoiding catastrophic damages. In this study, we propose a
hybrid fire detection framework based on a deep convolutional neural network (CNN) and
a pixel-based fire detector to automatically detect both the presence of fire and its scale
and position information. The pre-trained deep CNN serve as a binary classifier to detect
the presence of fire. The pixel-based fire detector is designed to find the fire pixels in the
video frames, which indicate the scale and location of the fire. Case studies are carried out
on six real-world videos to validate the proposed framework.
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6.1.1

Background
Power lines can easily cause sparks and fires when encroached on by tree branches

or other conducting objects. Facilitated by strong winds and dry conditions, these fires can
grow quickly into catastrophic wildfires. Recently, California fire investigators announced
that the power lines of Pacific Gas and Electric Company (PG&E) were confirmed to be
the cause of the deadly Camp Fire in 2018 [175]. This wildfire killed 85 people and burnt
a total of 153,336 acres, making it one of the most devastating fires in California’s history.
Since early detection of a fire’s presence is the key to avoiding catastrophic damages, electric utilities have been expanding their camera networks to achieve timely fire
detection. There are two challenges to detecting wildfires from a vast network of cameras.
First, manually watching live video from cameras is very labor intensive. Second, demanding system operators to quickly identify the scale and location of a fire is very unreasonable.
Therefore, a technological solution of automatic detection of fire and identification of fire
location and scale is highly desirable. The goal of this study is to develop computer visionbased techniques to address the two challenges mentioned above.

6.1.2

Literature Review
Automatic video flame detection has been extensively studied in the literature.

See [176] for a comprehensive review of the traditional approaches. Most of them are pixelbased methods that can easily locate fire and evaluate its scale. In recent years, researchers
have started using deep neural networks to detect fire in either images [177] or videos [178].
It has been shown that deep convolutional neural networks achieve a higher fire detection
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accuracy than the traditional approaches [179]. In addition, deep learning based objective
detection and instance segmentation methods such as Mask R-CNN [180] are capable of
extracting fire region masks while performing fire detection. However, the success of these
algorithms depend on obtaining a large amount of training images with boundaries for
fire pixels, which is both labor-intensive and time consuming. Furthermore, deep learning
based objective detection and instance segmentation methods take much longer training
and testing time than pure classification algorithms.

6.1.3

Technical Contributions
In this study, we propose a novel two-stage automatic fire detection framework

that exploits the merits from both the deep neural network and traditional video flame
detection techniques. Specifically, our proposed framework consists of two key components.
The first component is a 50-layer residual network (ResNet50) [1], which classifies given
video frames into fire or non-fire images. The second component takes the fire images from
the first component as inputs and identifies fire pixels to estimate the location and scale of
the fire.

6.1.4

Technical Approach
In this section, we first introduce the overall framework of the proposed video fire

detection and positioning framework. Then we describe the technical methods used in the
two key components, the deep convolutional neural network and the proposed pixel-based
fire detector.
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Figure 6.1: The overall framework of the proposed approach.

Overall Framework
The overall framework of our proposed two-stage video fire detection scheme is
shown in Fig. 6.1. In the first stage, the current frame of a given video is classified as either
a fire image or a non-fire image. If it is a fire image, then this frame is further processed by
the pixel-based fire detector in the second stage. The pixel-based fire detector produces a
fire region mask, which indicates the scale and location of a fire. Note that the pixel-based
fire detector may not find any fire pixel in a given frame even if it is classified as a fire
image. In this scenario, the fire alert will still be sent to the system operator without a fire
region mask.

ResNet50
In this study, we adopt a 50-layer residual network as the binary classifier. The
residual network is basically a deep convolutional neural network with identity short cut
connections between certain layers. A residual network can be constructed by stacking
individual building blocks [1]. Fig. 6.2 shows a sample building block in ResNet50. The
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Figure 6.2: A sample building block of ResNet50 [1].

oi = F (pi , Wi ) + pi

(6.1)

free, identity shortcuts help with training. Next
where p and o are the input and output of block i. The function F (p , W ) represents
gate projection
shortcuts (Eqn.(2)). In Table 3 we
residual mapping (stacked convolutional layers), which will be learned. A complete
hree options:the(A)
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ResNet50 is built by concatenating an input convolutional layer, a max pooling layer, difing dimensions, and all shortcuts are parameterferent building blocks, an average pooling layer, and a fully connected layer in the end.
ame as Table 2 and Fig. 4 right); (B) projecRefer to [1] for the details of the structure of ResNet50. In this study, we use sigmoid
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activation function for the output layer. The output layer has only one neuron because our
re identity; and (C) all shortcuts are projections.
problem is a binary classification problem.
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tion algorithm [87]. The loss function to be minimized is the binary cross entropy:
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Figure 6.3: Flowchart of the pixel-based fire detector.

where ŷnn is the output of the neural network. ynn ∈ {0, 1} is the true label of a given
image. Label 0 and 1 correspond to non-fire images and fire images, respectively.

Pixel-based Fire Detection
The proposed pixel-based fire detector takes a frame classified as a fire image by
ResNet50 as input and outputs a mask of fire pixels. The flowchart of the pixel-based fire
detector is shown in Fig. 6.3. The fire frame is first processed by the color detection and
motion detection modules which produce a fire color mask and a motion mask. The spatial
variation check is then carried out on the regions covered by the fire color mask, which yields
a spatial variation mask. Meanwhile, the logic AND of the fire color mask and motion mask
is sent to the flick detection module that generates a flicker mask. The final fire region mask
is obtained by performing a logic AND of the spatial variation mask and the flicker mask.
We briefly introduce the motivation and the methodology used for each module below.

Color Detection:

Typical flames have a color of either yellow or red. The color properties

of a fire can be exploited to distinguish fire pixels from non-fire pixels. Numerous techniques
have been proposed to detect fire based on the color of pixels in images. In this study, we
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use a list of rules to find pixels with color properties of a fire. Let (xi , yi ) denote the spatial
location of a pixel. The color of a pixel is represented in the YCbCr color space. Let
Ymean , Cbmean , and Crmean denote the mean values of luminance, ChrominanceBlue, and
ChrominanceRed channels of all the pixels in the frame. Then a pixel is classified as a fire
color pixel if its color satisfies the following six rules adopted from [181]. These rules are
selected due to their simplicity and computational efficiency.
Rule 1: Y (xi , yi ) > Cb(xi , yi ), Cr(xi , yi ) > Cb(xi , yi )
Rule 2: Y (xi , yi ) > Ymean
Rule 3: Cb(xi , yi ) < Cbmean , Cr(xi , yi ) > Crmean
Rule 4: |Cb(xi , yi ) − Cr(xi , yi )| ≥ τ
Rule 5: f1 (Cr(xi , yi )) − Cb(xi , yi ) ≥ 0
Rule 6: Cb(xi , yi ) − f2 (Cr(xi , yi )) ≥ 0
where τ = 40. f1 (x) and f2 (x) are defined as follows:
f1 (x) =7.79 × 10−3 x2 + 2.10x − 2.25





4.47 × 10−2 x2 − 16.94x + 1513.52 x ≤ 142
f2 (x) =




else
3.39 × 10−5 x2 + 0.77x − 98.31

(6.3)

(6.4)

Motion Detection: In real-world cases, many non-fire objects such as the sunset and red
traffic lights have a color very similar to a fire. Therefore, fire detection methods depending
solely on color are likely to yield false positives. Note that uncontrolled fires are unstable
and dynamic. Thus moving objection detection techniques can help reduce the number of
false positives caused by stationary objects with the similar color to fire, for example, the
sunsets and traffic lights.
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In this study, we use a Gaussian mixture model (GMM) based background subtraction method [182, 183] to detect moving objects in a video. This approach is highly
accurate and has shown good performance in outdoor environments. The advantage of this
approach is that the background model can automatically adapt to the scene. The basic
idea of the adopted motion detection algorithm is described here. Let xtij be the RGB value
of pixel (xi , yj ) at time t and XT = {xtij , · · · , xt−T
ij } be the set of T historic samples. The
background model is defined as p(xtij |BG), which is the distribution of xtij given that xtij is
a background pixel. An estimate of a background model based on a GMM model with M
components is initialized and updated recursively with streaming historic dataset XT . The
model only uses a subset of the M components as follows:
p̂(xtij |BG) =

X

2
π̂m N(xtij ; µ̂m , σ̂m
I)

(6.5)

m∈MB

2 I are the mixing weight, the mean vector, and the covariance matrix
where π̂m , µ̂m , and σ̂m

of the mth Gaussian component, respectively. MB is the set of B components with the
largest π̂m . Specifically, B is determined by
B = argmin
b

b
X
m=1

!
π̂m > (1 − cf )

(6.6)

where cf is a tunable parameter. We refer the readers to [182] for the specific procedures
of GMM parameter update.

Flicker Detection:

Fire detection based on both color and motion information can still

cause false positives. For example, a moving red vehicle can be easily mistaken for fire. Generally speaking, fire flames flicker in uncontrolled fires. This phenomenon can be captured
by cameras because fire colored pixels can appear and disappear on the edge of turbulent
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flames. Therefore, a flicker detection module is introduced to further reduce the possibility
of false positives.
The flicker frequency is often around 10 Hz regardless of the burning material and
the burner [184, 185]. Therefore, flicker pixels can be detected by evaluating the spectrum
of historic color values. Specifically, we use a two-stage filter bank based on discrete wavelet
transform (DWT) to decompose the pixel color signals [186]. A two-stage filter bank can
provide sufficient resolution in our application given that common videos have frames per
second (fps) between 20 to 40. Fig. 6.4 shows the structure of the DWT filter bank. In this
study, we use Daubechies wavelet with 5 vanishing moments. T is a buffer of historic red
channel values (or Y component in YUV color space) of a given pixel. The buffer size is set
to be 45. TH1 is the detail coefficients of stage 1. TH2 and TL2 are the detail coefficients and
approximation coefficients of stage 2, respectively. Given a video of 30 fps, TH1 covers the
frequency band between 7.5 Hz to 15 Hz. TH2 covers the frequency band between 3.75 Hz
to 7.5 Hz. Therefore, we concatenate TH1 and TH2 into a single time series TF = [TH1 , TH2 ].
Then a pixel is labeled as a flicker pixel if the mean square root of its corresponding TF is
greater than a predefined threshold, which is set as 5 in the case study.

Spatial Variation Check: It has been discovered that flame colors of uncontrolled fires
vary spatially across the fire region. In other words, the color value of the flame region has a
significant variance. Therefore, this property can be exploited to distinguish fire flames from
other objects with fire color but little color variance. In this study, we use a simple spatial
variation check process illustrated in Fig. 6.5. First, we carry out connected-component
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labeling [187] to extract all the fire color blobs from the fire color mask produced by the
Non-fire

color detection module. Then, weimage
filter out the blobs that have a number of pixels less than
No fire

10. For each surviving blob, we calculate the variance of red channel values among all its
pixels. If the variance is greater than a predefined threshold (100 in the case study), then
the corresponding blob passes the spatial variation check.

6.1.5

Numerical Study
In this section, we test our proposed video fire detection approach with several

real-world fire and non-fire videos. First, our binary classifier ResNet50 is trained with fire
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Figure 6.7: Validation loss and accuracy.

and non-fire images downloaded from Google and Baidu. Then, the whole algorithm is
evaluated on three fire videos and three non-fire videos downloaded from YouTube. The
results will be discussed in detail in the following subsections.

Training of ResNet50
ResNet50 is trained on 4,500 downloaded images, which include 1,660 fire images
and 2,840 non-fire images. The images are resized to 224 × 244 and then divided randomly
into two sets. The first set is the training dataset, which consists of 3,600 images. The
second set is the validation dataset, which consists of 900 images. An NVIDIA RTX 2080
Ti GPU is used to accelerate the training process.
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Figure 6.9: Classification results of frames in the non-fire video 1.

The entry values of the input array are scaled to be in the range of [0, 1]. The
training batch size is set to be 32. We train our ResNet50 for 4,000 epochs. The training
loss and accuracy with respect to epoch are given in Fig. 6.6. Similarly, the validation loss
and accuracy with respect to epoch are displayed in Fig. 6.7. It can be seen that ResNet50
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(a) False negative frame sample.

(b) False positive frame sample.

Figure 6.10: False negative frame sample in fire video 1 and false positive frame sample in
non-fire video 1.

exhibits a strong ability to classify fire and non-fire images. The training accuracy reaches
almost 1 after a few hundred epochs of training. The validation accuracy also increases
rapidly in the first few hundreds of epochs. It then reaches a plateau and fluctuates around
0.9 as the training process continues.

6.1.6

Testing on Videos
We have three power line fire videos and three non-fire videos. All the frames in

the fire videos have fire. Similarly, all the frames in the non-fire videos do not have fire.
Each video is around 10 seconds. The trained ResNet50 is used to classify each frame in
the videos. A frame is classified as fire image once the corresponding output probability
is above 0.5. The probabilities of frames in the fire videos and non-fire video 1 are shown
in Fig. 6.8 and Fig. 6.9, respectively. All frames in non-fire video 2 and 3 are correctly
classified as non-fire images. The trained ResNet50 achieves high classification accuracy in
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the testing videos. Note that all these six tests are out-of-sample tests. None of the frames
in these six videos are included in the training dataset.
There are a few false negatives in all three fire videos and false positives in nonfire video 1. In practice, a few scattered false negatives will not have a significant impact,
because fire can still be detected in a timely manner with camera videos having a frame
rate between 20/s and 30/s. However, even a few false positives can be annoying in realwold applications. Unfortunately, the proposed algorithm can not completely avoid false
positives. Fig. 6.10 shows two frame samples that are classified incorrectly. The cause of
the false negative sample on the left hand side is unclear to us. For the false positive sample,
we believe our ResNet50 mistakenly identified the red lights of the fire truck as real fire.
Fig. 6.11 shows three samples of fire region segmentation produced by our pixelbased fire detector. The gray images on the right display the fire region masks. The color
images on the left are the corresponding original frames in the fire videos, where green
outline boxes represent the convex hulls of the detected fire pixels. As illustrated in the
figures, the fire regions can be effectively identified by our proposed pixel-based fire detector
for all the testing fire videos.

6.1.7

Conclusion
This study proposes a novel video fire detection framework for power line fire

safety. It consists of a deep convolutional neural network (ResNet50) and a pixel-based fire
detector. ResNet50 serves as a binary classifier to detect the presence of fire in a given video
frame. The pixel-based fire detector then identifies the corresponding fire region in a fire
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(a) Frame sample in fire video 1.

(b) Fire region mask in fire video 1.

(c) Frame sample in fire video 2.

(d) Fire region mask in fire video 2.

(e) Frame sample in fire video 3.

(f) Fire region mask in fire video 3.

Figure 6.11: Sample frames of fire videos and fire region masks.

video frame. The pixel-based fire detector consists of four major modules: color detection,
motion detection, flicker detection, and spatial variation check. The pixels that pass the
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tests of all four modules are considered fire pixels, from which the fire location and scale
can be estimated. Case study on real-world power line fire videos show that the proposed
framework can effectively detect the presence of fire and locate the corresponding fire pixels
in the testing fire videos.
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6.2

Video Smoke Detection and Optimal Camera Placement
Smoke produced by wildfires is usually visible much earlier than flames. Hence,

early detection of wildfire smoke is essential to prevent severe property losses and heavy
casualties from catastrophic wildfires. Camera networks are being built and expanded to
achieve timely wildfire smoke detection. To achieve the best camera coverage and detection accuracy with limited budget, an intelligent video smoke detection algorithm and an
optimal wildfire camera placement strategy are in a critical need. In this study, we propose
an efficient video smoke detection framework designed for embedded applications on local
cameras. It consists of two modules. In the first module, the original video frames are processed by local binary patterns and a dense optical flow estimator. In the second module,
the produced features are then fed into a lightweight deep convolutional neural network,
which serves as a binary classifier to detect the presence of smoke. We also formulate the
wildfire camera placement problem as a binary integer programming problem to minimize
the overall fire risk of a given area. Case studies on real-world videos are carried out to
validate the accuracy as well as the computational and memory efficiency of the proposed
smoke detection framework. We also validate our proposed camera placement strategy by
simulating the deployment of wildfire cameras across a test region in Southern California.

6.2.1

Background
Uncontrolled wildfires can cause billions of dollars in losses and heavy casualties.

For example, a single wildfire in 2018 killed 86 people and burned more than 153 thousand
acres across Butte County of California. Early detection of wildfires could make a huge
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difference when it comes to stabilizing a rapidly spreading fire and preventing catastrophic
losses. Regions with high wildfire hazards, particularly California, have been expanding
their camera networks to improve their wildfire detection systems [24]. Most wildfires start
with visible smoke. The flames are usually hidden at the initial stage, making smoke the
only observable feature of early wildfires. Thus, the goal of the wildfire camera networks is
to detect smoke and send timely warnings of wildfires to the fire department.
There are two technical questions associated with the expansion of camera networks. First, how to automatically and efficiently detect smoke from videos captured by
the camera networks. Second, how to achieve the maximum fire risk reduction with limited
camera network expansion/deployment budget. To answer the first technical question, we
need to address two technical challenges. First, visually monitoring would require 24 hours
of oversight by two or more people working in shifts, which demands tremendous man power
for a large scale camera network. Second, sending high definition videos of a large camera
network to a central processor requires high communication bandwidth, which can be extremely costly. To tackle these two technical challenges, we need to develop an automatic
and computationally efficient smoke detection framework, which can be executed on local
camera platforms. Before answering the second technical question, we need to recognize
that the installation of a large number of remote cameras with remote communication and
independent power system can cause considerable costs. To address this technical question,
we aim to develop an optimal camera placement algorithm, which minimizes the risk of delayed wildfire detection with a limited budget for camera networks deployment. Note that
the optimal camera placement decision is highly related to the performance of the smoke
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detection algorithm. The deterioration of smoke detection accuracy as a function of the
distance between smoke and cameras should be taken into consideration when designing
the optimal camera placement strategy. The objective of this study is to provide viable
answers to these two critical technical questions.
With the prevalent installation of digital cameras, automatic smoke detection in
images and videos has received widespread interest in the past two decades. The related
literature will be discussed comprehensively in the next subsection. Recently inspired by the
remarkable success of deep learning, researchers have incorporated deep neural networks into
smoke detection frameworks and produced promising results. However, these deep learning
based approaches are usually computationally intensive and require relatively large memory
space, limiting their applicability in local embedded applications such as wildfire cameras.
Installing remote wildfire camera on the top of mountains or other vantage points
is usually very expensive due to the cost of satellite communication equipment and independent power system module. It is reported [25] that the total infrastructure cost of a
single wildfire camera is around $75,000. There are additional operating and maintenance
costs associated with each remote camera, which vary by location. Meanwhile, the distance
between wildfire smoke and the camera can affect the smoke detection accuracy as distant
smoke gets blurred in the video. Facing limited budget, the network of cameras need to be
strategically placed to maximize the overall benefit.
Numerous image/video based smoke detection algorithms have been developed and
tested on real-world data. However, there is a lack of a comprehensive review of existing
research. To the best of our knowledge, [176] published in 2013 is the only survey paper
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Figure 6.12: Two-stage framework of most image/video smoke detection approaches.

that systematically reviews the existing smoke detection algorithms in the literature. Many
innovative smoke detection frameworks, such as those based on deep neural networks, have
been proposed since then. To fill the gap, we provide a comprehensive review of existing
image/video smoke detection algorithms in this study.

6.2.2

Literature Review
In this section, we present a comprehensive review of the existing image/video

smoke detection algorithms in literature. We divide the literature into two groups: computer
vision based approaches and deep learning based approaches. Throughout this chapter, we
consider a method that does not involve any deep neural network as a computer vision
based approach. Otherwise, it is considered as a deep learning based approach. At the end
of the literature review section, we discuss the potential improvements that can be made
beyond the existing work.

Computer Vision Based Approaches
To the best of our knowledge, the earliest smoke detection framework based on
digital images dates back to the early ’90s, when some seminal works [188, 189] were carried
out by a European research group. This research topic experienced exponential growth
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beginning in 2000. Although a large number of papers have been published since then,
the majority of these works detect smoke in images or videos through a common two-stage
framework as shown in Fig. 6.12. The first stage is designed to extract features1 , which often
include color, motion, texture, shape, and energy. These features are then sent to a classifier
in the second stage which detects smoke presence. There are many ways to extract features
and build classifiers. The techniques involved are often shared or combined in different
papers over a long period of time. Moreover, a typical smoke detection framework usually
incorporates multiple feature extraction processes. Therefore, it is more informative to
review the literature in a taxonomical rather than chronological manner. In the following
two parts, we present a systematic review of the methods used for smoke feature extraction
and smoke detection classifier.

Smoke Feature Extraction: The features often extracted for smoke detection include
color, motion, texture, shape, and energy. The motivation and techniques for extracting
each type of feature are summarized separately below.
Color Feature: It is observed that many types of smoke exhibit a grayish or a light blue
color although the specific color bandwidth can vary greatly with background environment
and burning materials. Meanwhile, the sudden occurrence of smoke will generally decrease
the chrominance channel values of the image pixels. Based on these two observations, the
following techniques are often used to evaluate the color properties in given images and
extract corresponding features for classification:
• Color value rules: This type of technique defines smoke color value ranges with rules.
1

In this study, a feature refers to any piece of information that is relevant for detecting smoke in an image
or video.
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If a pixel’s color value falls into these ranges, then it is considered as a potential smoke
pixel. The related references include [190, 191, 192, 193, 194, 195, 196, 197, 198, 199,
200, 201].
• Decrease in U and Y channel of YUV color space: This type of technique checks
the trends of chrominance values of image pixels. As the smoke gets thicker, the
chrominance values of the smoke region are expected to decrease. Refer to [202, 203]
for examples.
• Reference color model: This type of technique builds a reference smoke color model.
The distances between the given image pixel colors and that of the reference model
are quantified and serve as features. The related references include [204, 205, 206].
• Color histogram analysis: This type of technique creates a histogram of pixels’ color
values from a certain image region (e.g., a region with moving object). The histogram itself can serve as features [207, 208]. Alternatively, the distance between this
histogram and a predefined template can be used as a feature [209].
• Probabilistic model: This type of technique builds a probabilistic model to represent
the density distribution of smoke color. A given image region is regarded as a potential
smoke area if the corresponding probability exceeds a predefined threshold [210, 211].
• Others: [212] applies fuzzy c-means clustering to segment possible smoke regions based
on color. [213] employs a 1-D discrete wavelet transform to monitor the temporal
variation of high frequency components of average color values for each channel in a
given image block. The measurement of this variation is used as a color feature.
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Motion Feature: Although smoke is moving objects, their motions are not sharply contrasted. The moving smoke is essentially propagation of newly generated smoke particles
on an already smoke-filled background [214]. In general, the smoke has an upward moving
trend near the fire sources before they disperse in the sky. These properties are usually
exploited in the video smoke detection frameworks. The commonly used motion feature
extraction techniques are summarized as follows:
• Background subtraction: Background subtraction is a large family of approaches
broadly applied in various computer vision tasks to detect moving objects. The fundamental idea is to initialize and maintain a background model. The moving object
mask is derived by performing a subtraction between the current frame and the background model. Many video smoke detection frameworks use background subtraction
to extract motion features [202, 203, 192, 184, 204, 215, 216, 194, 195, 196, 212, 206,
197, 213, 198, 210, 199, 207, 217, 218, 211, 219, 220, 201, 221, 222, 223].
• Optical flow: Estimating optical flow is another popular approach to extract motion
features in computer vision applications. The optical flow based methods attempt
to estimate the motion velocities and directions of individual points, assuming the
brightness of the moving objects is constant through sequential frames [224]. The
related video smoke detection references include [225, 226, 195, 210, 200, 220].
• Others: [192] proposes a fast motion evaluation algorithm that only calculates the
orientation of motion. The motion orientations are then accumulated temporally
across a time interval. The most frequent motion orientation is then selected as a
feature to reduce overall errors. [209] applies motion history image (MHI) to detect
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and segment moving objects from smoke videos. [227] proposes a Choquet fuzzy
integral based method to detect moving objects.
Texture Feature: Smoke has a unique texture, which can be used to distinguish it from
most surrounding objects. The following two types of texture extraction methods are often
employed in the image/video smoke detection algorithms:
• Gray level co-occurrence matrices (GLMC): GLMC describes the spatial relationships
of pairs of gray values of pixels in images [228]. The fundamental idea is to count the
frequency of gray value pairs of pixels that have certain spatial offset. The related
smoke detection references include [229, 216, 217, 227, 221].
• Local binary patterns (LBP): LBP is widely used to measure the spatial structure of
local image texture [230]. The simplest pixel-wise LBP operator compares the gray
value of a given pixel with its 8 neighboring pixels, which yields an 8-digit binary
number. This number represents the texture information of the corresponding local
image block. The related smoke detection references include [231, 232, 207, 217, 233,
219, 234, 208, 223]
• Others: [220] develops a high order linear dynamical system to extract texture features
from video frames. [201] applies center symmetric local ternary patterns (CS-LTP)
to generate texture features. [223] employs local phase quantization (LPQ) to obtain
texture features.
Shape Feature: The shapes of many types of smoke can be volatile and disordered. They
also change frequently due to the propagation of smoke particles and airflow variation.

215

The following two types of approaches are often applied to evaluate shape information of
suspicious smoke regions:
• Quantity change of potential smoke pixels: Smoke shape variation corresponds to the
quantity change of potential smoke pixels in video frames. This is particularly evident
in the early stage of smoke, when the size of smoke is growing fast. The related smoke
detection literature includes [190, 184, 197, 199].
• Perimeter/area (P/A) ratio: P/A ratio is simply the perimeter of an object divided
by its area. It reflects the magnitude of shape disorder. The related smoke detection
references include [191, 209, 197, 199]
Energy Feature: Smoke gradually softens the edges in video frames when it is not sufficiently thick to cover the entire background. This results in gradual energy loss of the video
frames, especially in the high frequency domain. Therefore, 2D discrete wavelet transform
(DWT) are often adopted to monitor the energy change in high frequency domain.
2D DWT captures both frequency and location information in an image. It usually
serves as a filter bank for multi-resolution analysis (MRA) in the computer vision applications. For smoke detection tasks, a single level DWT is often used for extracting high
frequency signals. The related references include [202, 203, 184, 204, 205, 206, 213, 207, 220].
[235] adopted both 2D DWT and 2D discrete cosine transform (DCT) to generate energy
features based on frequency domain signals.
In addition to the commonly used features mentioned above, some other features
have also been extracted and tested in smoke detection applications. For example, [202] and
[203] extract flicker information using temporal wavelet transform. [196] proposes to use
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correlation descriptors to describe spatio-temporal relationship between video blocks. [208]
and [210] extract gradient based histograms as spatial features. [208] and [236] extract
Haar-like features to represent certain characteristics in the image such as edges. [222]
builds a smoke saliency map based on motion and lightness.

Classifiers Applied in Smoke Detection:

The classifiers take the extracted features as

inputs and output whether or not there is smoke in a given image or video. The commonly
used classifiers in smoke detection literature are listed as follows:
• Rule based classifier: This type of classifier assesses the features with one or multiple
rules. If all or certain combinations of rules are satisfied, then smoke is detected. The
related references include [214, 237, 225, 190, 202, 191, 192, 193, 215, 194, 200, 211,
227, 201].
• Support vector machine (SVM): SVMs are simple and effective classifiers that are
widely used in machine learning applications. For binary classification, SVM attempts
to find a hyperplane that separates two classes with maximal margin. Many video
smoke detection frameworks employ SVMs as classifiers [235, 196, 212, 213, 232, 207,
217, 220, 221, 233, 223].
• Shallow Neural network: Shallow neural networks were often used as classifiers in
image/video smoke detection frameworks. Different from the deep learning based
approaches that will be discussed later, the neural networks adopted in the computer
vision based approaches are usually feed-forward neural networks with one or two
hidden layers [184, 229, 216, 226, 195, 231, 197, 199].
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• Mixture of Gaussians (MoG): MoG is a probabilistic model to represent the probability
density of feature vectors. It can serve as a binary classifier to assess the probability
of the presence of smoke in a given image/video. The related references include
[204, 205, 206].
• K-nearest neighbor (KNN): KNN is a non-parametric classifier that simply assigns an
object to the class most common among its k nearest neighbors. See [235, 197, 199,
234] for KNN’s usage in smoke detection.
• AdaBoost classifier: AdaBoost is an ensemble classifier composed of a bunch of weak
classifiers. Each weak classifier is trained with weighted data points. The final decision
is a weighted combination of all weak classifiers. The related video smoke detection
references include [208, 236, 219].
• Others: [209] proposes to use a fuzzy logic classifier. [210] builds a random forest
as the classifier. [198] develops an ensemble classifier called entropy-functional-based
online adaptive decision fusion.

Deep Learning Based Approaches
Deep neural networks have been remarkably successful in various computer vision
applications. In particular, deep convolutional neural networks (CNNs) based frameworks
are currently the best solutions to a variety of image classification tasks such as the ImageNet
Challenges [238]. Inspired by the great success of convolutional neural networks, many
researchers have adopted the deep convolutional neural networks to solve the image and
video smoke detection problems.
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[239, 240, 241] are among the earliest works that use deep CNNs to detect smoke in
either images or videos. [239] employs AlexNet to classify a given image as a smoke or nonsmoke image. [240] detects and locates the fire/smoke regions using a CNN adapted from
AlexNet. [241] proposes a CNN with 6 convolutional layers and 2 fully connected layers to
classify each sliding window of a given video frame into three classes: “Negative”, “Fire”,
and “Smoke”. The location of the detected fire or smoke is indicated by the corresponding
sliding window. [242] builds an image smoke detection framework based on a 14-layer CNN
that includes batch normalization and data augmentation. [243] adopts Faster R-CNN [244]
to detect and locate smoke regions with synthetic smoke images. [245] and [246] develop
domain adaptation based frameworks to better exploit synthetic smoke image data. [247]
proposes to use DeepLabV3+ [248] and a generative adversarial network to detect and
predict the trend of smoke. [249] builds a recurrent convolutional network for video smoke
detection. [250] uses MobileNetV2 to detect smoke in foggy surveillance environments. [251]
develops a joint video smoke detection framework based on faster R-CNN and 3D CNN. It
is reported that the detection accuracy has been significantly improved in comparison to
the 2D CNN frameworks.
Recently, researchers started to combine traditional feature extraction techniques
with deep CNNs. For example, [252] applies motion-based geometrical image transformation
on the video frames before sending them to a deep convolutional generative adversarial
network for video smoke detection. [253] proposes a composite smoke detection scheme
that combines motion and color detection with YOLOv2 [254]. Specifically, the motion
and color detection is carried out at the same time with YOLOv2. The final detected
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smoke regions are the intersections between the bounding boxes given by YOLOv2 and the
potential smoke blocks suggested by the motion and color detection.

6.2.3

Technical Contributions
The deep CNN based smoke detection frameworks generally outperform the tradi-

tional computer vision based approaches. However, most deep CNNs are computationally
expensive and requires a large storage space for millions of network parameters. This is not
the ideal solution for smoke detection using remote wildfire-monitoring cameras systems,
which have limited computation power and storage capability. Although lightweight and
computationally efficient CNNs such as MobilNetV2 have been adopted to detect smoke
[250], its accuracy is limited by the fact that video frames are only processed individually,
thereby losing the key motion information in the video.
In this study, we develop a lightweight and computationally efficient smoke detection algorithm, which achieves a similar level of detection accuracy as that of deep
CNNs. Our proposed algorithm synergistically combines the powerful feature extraction
capability of the traditional computer vision based approach with a lightweight CNN. Specially, we propose to extract valuable motion information from videos by using local binary
patterns (LBP) and optical flow analysis. These extracted features are then fed into the
lightweight CNN to perform smoke detection. As will be shown in the case study, our proposed lightweight smoke detection algorithm can achieve a similar level of performance as
that of deep CNNs by using only a fraction of the computational resource. The contributions
of this study are summarized as follows:
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• We develop a lightweight physics-based video smoke detection algorithm for remote
cameras with limited computational and storage resources. By extracting useful physical properties of the videos and leveraging the MobileNetV2 framework, the proposed
algorithm is not only fast and efficient, but also as accurate as the state-of-the-art
algorithms.
• We develop an innovative optimal wildfire camera placement strategy to maximize
fire risk reduction given a limited budget.
• We present a comprehensive review of the existing image/video smoke detection
methodologies in the literature. In particular, we cover the most recent approaches
based on deep learning.

6.2.4

Technical Approach of Smoke Detection
In this section, we present the technical details of our proposed physically inspired

lightweight video smoke detection algorithm. We first provide the overall framework and design philosophy of the proposed algorithm. Then we discuss the key modules of our proposed
algorithm, which include the local binary patterns, dense optical flow, and MobileNetV2.

Overall Framework
The overall framework of the proposed smoke detection algorithm is illustrated in
Fig. 6.13. The overall framework can be divided into two stages as shown at the top of the
figure. In the first stage, we extract the texture, shape and motion information from two
sequential frames of a given video and generate the corresponding LBP-motion image. In
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Figure 6.13: The overall framework of the proposed smoke detection algorithm.

the second stage, we leverage the lightweight MobileNetV2 to classify if smoke is present in
the LBP-motion image and the corresponding video frames.
The lower part of Fig. 6.13 shows the flowchart of feature extraction and LBPmotion image generation. First, two sequential frames from a given video are transformed
into grayscale images. Note that the input two frames might not be adjacent. For slow
moving object like smoke, the time interval between these two frames needs to be sufficiently
large to capture the motion. The first grayscale image is then processed by the local binary
patterns, yielding its LBP representation that retains the texture and shape information.
Meanwhile, both of the grayscale images are smoothed by a Gaussian filter and then sent to
the dense optical flow estimator for motion feature extraction. The estimated dense optical
flow consists of an angle matrix and a magnitude matrix, describing the displacement of

222

(a) Sample smoke 1.

(b) Sample smoke 2.

(c) Sample smoke 3.

(d) Sample smoke 4.

(e) Sample smoke 5.

(f) Sample smoke 6.

Figure 6.14: Sample smoke with different colors.

each pixel between the two frames. These two matrices along with the LBP representation
are then scaled and combined to form hue, saturation, and value channels in the HSV color
space, respectively. At last, we obtain the final LBP-motion image by converting this HSV
representation into the RGB space.
Here we briefly discuss the design philosophy of the above mentioned feature selection algorithm. It is observed that humans rely on specific (diagnostic) object regions for
accurate image recognition, which remain relatively consistent (invariant) across variations
[255]. This observation motivates us to focus on diagnostic features that capture the inherent properties of wildfire smoke. As discussed in Section 6.2.2, five features (color, motion,
texture, shape, and energy) are often extracted for smoke detection. In this work, we only
focus on the features that we deemed as diagnostic: texture, shape, and motion. These
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three features can be extracted through LBP-motion images that we construct. We ignore
the energy feature since the wildfire cameras (usually PTZ cameras) might miss the initial
stages of smoke. We also discard the color feature since it can not be treated as a diagnostic
feature of wildfire smoke. This is because the colors of smoke in videos can vary significantly
with the background environment, burning materials, and camera settings (see Fig. 6.14).
It is also supported by the fact that we humans do not need much color information in
finding wildfire smoke. For example, humans can easily tell if a wildfire smoke exists in a
grayscale video even though there is no other color than black and white.
Note that the LBP-motion images generated by our proposed algorithm replaces
color information of the original video frames with motion information. The color of each
pixel in a LBP-motion image describes its moving direction and speed. It is worth noting
that the LBP-motion image has the same dimension as the original video frames, thereby
adding no additional complexity to image/video classification task in the second stage.

Key Modules
There are three key modules in the proposed smoke detection framework: local
binary patterns, dense optical flow, and MobileNetV2. We discuss them below individually.

Local Binary Patterns: Local binary patterns were first proposed in [256] to measure
the spatial structure of local image texture. The fundamental idea is to compare the gray
value of a given pixel with that of its neighbors. The signs of differences are used to represent
the local patterns. Despite the simple mechanism, LBP and its variants are among the most
successful texture descriptors in computer vision and pattern recognition applications.
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Figure 6.15: Two examples of a given central pixel and its neighbors with (P = 16, R = 2)
and (P = 8, R = 1).

Let LBPP,R denote the LBP operator, where P represents the number of neighbors
and R is the distance between the center point and each neighbor. See Fig. 6.15 for two
examples of a given central pixel and its neighbors with (P = 16, R = 2) and (P = 8, R = 1),
respectively. The LBP code of a given pixel in an image is derived by [230]:
LBPP,R =

P
−1
X
p=0

where s(x) =






1, x ≥ 0

s(gp − gc )2p

(6.7)

. gc is the gray value of the given pixel. gp is the gray value





0, x < 0
of the pixel where neighbor p falls into. For each pixel in an image, we can apply the
above operator to obtain its corresponding LBP code. This code describes the local texture
information surrounding that pixel.
In this work, we use the conventional LBP operator where P = 8 and R = 1. The
LBP code of a pixel thereby ranges between 0 and 255. Fig. 6.16 shows an example of
how the LBP operator calculates an LBP code with P = 8 and R = 1. All the LBP codes
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Figure 6.16: Example of LBP code calculation with P = 8 and R = 1.

together naturally form a new grayscale image that extracts both the texture and the shape
information in the original image.

Dense Optical Flow:

Optical flow is the distribution of apparent velocities of movement

of brightness patterns in an image [224]. It describes the motion of pixels in sequential video
frames caused by the relative movement between camera and corresponding objects. The
dense optical flow is defined as the optical flow for all the pixels in a given video frame. In
this work, we estimate the dense optical flow by adopting the two-frame approach proposed
in [257] due to its high computational efficiency and accuracy.
The fundamental idea of the adopted dense optical flow estimation method is
briefly discussed below. We refer the readers to [257] and [258] for a detailed description of
the technical method and algorithm. The gray values of a pixel and a certain neighborhood
can be approximated by a quadratic polynomial function with respect to the coordinates x:
f (x) ∼ xT Ax + bT x + c

(6.8)

where A is a symmetric matrix. b is a vector of coefficients. c is a scalar. The above
approximation process is called polynomial expansion. For a pixel with coordinates x,
we carry out polynomial expansion on two sequential video frames, giving us coefficients
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(A1 , b1 , c1 ) and (A2 , b2 , c2 ). Let d denote the displacement of this pixel between two frames.
Then we have:
f2 (x) =f1 (x − d)
=xT A1 x + (b1 − 2A1 d)T x + dT A1 d − bT1 d + c1
=xT A2 x + bT2 x + c2

(6.9)

By matching the coefficients in the last two lines of the above equation, we obtain the
following relationship:
2A1 d = −(b2 − b1 )

(6.10)

Ideally, A1 and A2 should be the same. However, this is not true in practice. Therefore,
Eq. (6.10) is reformulated as:
(A1 + A2 )d = −(b2 − b1 )

(6.11)

The displacement can be estimated by solving Eq. (6.11). It is worth noting that the above
discussion only covers the fundamental idea and basic procedures of the adopted dense
optical flow estimation method. The full algorithm includes additional filtering processes,
iterative computation, and multi-scale implementation.

MobileNetV2:

MobileNetV2 is a deep convolutional neural network specifically designed

for mobile and resource constrained environments [259]. MobileNetV2 has achieved remarkable success in embedded applications due to its lightweight and high efficiency in computation. In this study, we adopt MobilNetV2 to detect smoke in the videos captured by
wildfire cameras.
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The basic building block of MobileNetV2 is a bottleneck depth-separable convolution with residuals as shown in Fig. 6.17. This bottleneck structure takes a low-dimensional
compressed representation as an input, which is then transformed to high dimension and
filtered by a depthwise separable convolution. The expanded features are then compressed
back to low dimension through a linear convolution. This structure is motivated by the assumption that manifolds of interest can be embedded in low-dimensional subspaces. Compared to standard convolutional layers, the depthwise separable convolutions significantly
reduces both computation and model size of MobileNetV2. For example, the computation
of a 3 × 3 depthwise separable convolution is usually 8 to 9 times less than that of its
standard counterpart at only a small cost of accuracy [260].
Table 6.1 shows the full structure of MobileNetV2 employed in this work. The first
layer is a 2D convolutional layer. The main structure of MobileNetV2 is constructed by
stacking sequences of bottleneck blocks. A 2D convolutional layer, a global average pooling
layer, and a fully connected output layer make up the rest of our MobileNetV2. Given
smoke detection is a binary classification task, the output layer is thereby a fully connected
layer with one neuron activated by sigmoid function, which is different from the original
structure in [259]. We train this neural network through stochastic gradient decent based
on Adam optimization algorithm [87]. The loss function to be minimized is the binary cross
entropy as:

L(y, ŷ) = −y log(ŷ) − (1 − y) log(1 − ŷ)
where y ∈ {0, 1} is the true label of a given input. ŷ is the output of MobileNetV2.
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(6.12)

Table 6.1: Structure of MobileNetV2
Operator

Output channel # Repeated times Stride

conv2d

32

1

2

bottleneck

16

1

1

bottleneck

24

2

2

bottleneck

32

3

2

bottleneck

64

4

2

bottleneck

96

3

1

bottleneck

160

3

2

bottleneck

320

1

1

conv2d

1280

1

1
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1

-

fully connected
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Linear
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Figure 6.17: Bottleneck depth-separable convolution with residuals.

We have discussed the structure of the proposed video-based smoke detection
framework as well as the technical details of its modules in the above paragraphs. In the
next section, we provide a detailed description of the specific procedures of our proposed
optimal wildfire camera placement strategy, the goal of which is to maximize the fire risk
reduction for a target area through wildfire camera deployment given a limited budget.

6.2.5

Technical Approach of Wildfire Camera Placement
In this section, we first provide a brief discussion about the background and the

goal of wildfire camera placement planning. We then formulate the optimal placement of
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California
DEM

wildfire cameras as a binary integer program. This particular formulation falls into the
category of set cover problem. The optimal or approximate solutions can be obtained
4,387m

-94m

through commercial optimization solvers.
We aim to find the optimal placement of wildfire cameras, which achieves the
maximum fire risk reduction of the target area given limited budget. Suppose we are given
a test region with a fire risk map. The fire risk of a sub-region can be reduced by a certain
percentage if it can be closely monitored by one or more of the wildfire cameras. The
magnitude of risk reduction depends on the effective monitoring range of the camera and
the distance between the area being monitored and the location of the camera. Note that
the costs of installing and maintaining wildfire cameras can vary significantly by location.
The area covered by a wildfire camera depends on the elevation of its surrounding terrains.

Figure 6.18: Example of occlusion.

Let A denote the given test region where wildfire cameras will be deployed. First,
we discretize A into a square grid. Define SA = {a1 , a2 , · · · , aN } as the set of all cells in the
grid, where ai represents the ith cell. N is the total number of cells. Note that the wildfire
cameras can only be placed at suitable locations. Let SC = {ai |i ∈ PC } be a subset of SA ,
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where PC collects the indices of cells feasible for wildfire camera installation. Define xi as
the decision variable which equals 1 if a camera is placed at ai and 0 otherwise. Define ri
as the fire risk of cell ai . Then, we can minimize the overall fire risk of the region by solving
the following optimization problem:

min

{xi |i∈PC }

N
X
i=1




ri · max rmin , 1 −

X

pij sij xj 

(6.13)

j∈PC

subject to
X
i∈PC

ci xi ≤ B

xi ∈ {0, 1},

∀i ∈ PC

(6.14)

(6.15)

where rmin denotes the minimum fire risk proportion. ci represents the net present value
of installation and maintenance cost if a camera is placed at ai . B is the overall budget.
sij is a variable that equals 1 if ai can be effectively observed by a given camera from aj
and 0 otherwise. We treat ai as invisible from a camera at aj (i.e., sij = 0) if a straight
line between them is intercepted by some other cells. See Fig. 6.18 for an example where
occlusion exists. pij denotes the proportion of fire risk reduction for ai if it can be monitored
by the wildfire camera at aj . Note that pij is highly related with the distance between the
location of the camera ai and the cell aj being monitored and the camera’s effective range.
The objective function evaluates the overall fire risk of the region after the wildfire camera
deployment. Eq. (6.14) represents the budget constraint. Eq. (6.15) restrict xi to be a
binary variable.
The above optimization problem is a binary integer program that is NP-complete.
This particular problem formulation can be categorized into the family of set cover problems.
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Global optimal solutions for small-scale problems and approximate solutions for large-scale
problems can be obtained by commercial integer program solvers in reasonable time.

6.2.6

Numerical Study
We conduct two case studies to validate our proposed video smoke detection frame-

work and the wildfire camera placement strategy. The first case study uses real-world wildfire smoke videos to evaluate the performance of the proposed smoke detection algorithm.
In the second case study, we demonstrate our proposed optimal wildfire camera placement
strategy for a test area in the Riverside County of California.

Smoke Detection with Real-world Videos
In this subsection, we evaluate the performance of our proposed video smoke detection algorithm with real-world wildfire smoke videos. First, we briefly describe the dataset
used in the case study. Then, we compare the performance of the proposed physics-based
algorithm with that of a benchmark algorithm [250], which directly feeds the original video
frames individually as inputs into a CNN such as MobileNetV2. This comparison will
quantify the benefits of explicitly extracting diagnostic features and embedding them int
the LBP-motion images. At last, we demonstrate the computational efficiency of the proposed framework in terms of computation time and memory usage.

Dataset Description:

The dataset includes 120 wildfire smoke videos downloaded from

ALERTWildfire [261] and 120 non-smoke videos downloaded from YouTube. ALERTWildfire is a program, which places PTZ cameras to detect and monitor wildfires across California
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Figure 6.19: Sample smoke video frames from ALERTWildfire and their corresponding
LBP-motion images.

and its four bordering states. This camera network provides a wide coverage of high fire
hazard regions and grew rapidly. The videos provided by ALERTWildfire are time-lapse
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Figure 6.20: Average test accuracy of the proposed and baseline approaches as the training
sessions proceed.

videos with 60 times speed increase. The motion of smoke is thereby very discernible.
We directly use adjacent frames to generate LBP-motion images from these videos. Fig.
6.19 shows several smoke video frames from ALERTWildfire and their corresponding LBPmotion images.
We divide the videos randomly into two groups, the training video group and the
testing video group. The training video group consists of 96 smoke videos and 96 nonsmoke videos. The testing video group collects the rest. All the videos are resized with
a resolution of 240 × 180. For each video, we generate 75 LBP-motion images from the
first 76 frames. Therefore, we have 14,400 and 3,600 LBP-motion images produced, from
the training and testing video groups respectively, which make up the training and testing
datasets for MobileNetV2.

Performance of Physics-based Smoke Detection Algorithm: To verify the advantage of explicitly extracting physics-based features by generating LBP-motion images, we
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Table 6.2: Performance comparison between the proposed approach and the baseline approach.
Approach

TPR

PPV

FPR

Proposed

85.31%

79.54%

22.42%

Baseline

78.80%

75.05%

26.74%

compare the performance of the proposed smoke detection framework with that of [250].
The major difference between the two approaches is that [250] directly takes individual
frames from the original video as the inputs of MobileNetV2 while we proposed to generate
LBP-motion images and use them as inputs.
We refer to the method proposed in [250] as the baseline approach hereafter.
The training and testing datasets for the baseline approach are made up by the first 75
frames from the training and testing video groups, respectively. For both the proposed and
the baseline approaches, we train the corresponding MobileNetV2s for 500 epochs. Each
batch in an epoch consists of 32 images. The learning rate of Adam optimizer is 0.001.
The weights of MobileNetV2 are randomly initialized. We evaluate the performance of
intermediate trained models with the testing dataset after each training epoch.
We conduct training and testing on the same training and testing datasets for 10
times with different initial weights. The average out-of-sample performance with respect
to the training epoch is shown in Fig. 6.20. The solid line and dashed line indicate the
average test accuracy of the proposed approach and the baseline approach, respectively. The
shaded areas describe their corresponding 95% confidence intervals. The proposed approach
clearly outperforms the baseline approach on the testing dataset in terms of classification
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accuracy. At the end of our training session, the average test accuracies of the proposed
approach and the baseline approach are 81.44% and 76.03%, respectively. Therefore, by
explicitly extracting physics-based features by generating LBP-motion images, our proposed
algorithm increases the classification accuracy by an average of 5.41%.
In addition to classification accuracy, we also use the following metrics to evaluate
the performance of smoke detection algorithms. These metrics are true positive rate (TPR),
positive predictive value (PPV), and false positive rate (FPR), which are defined as below:

TPR =

TP
× 100%
TP + FN

(6.16)

PPV =

TP
× 100%
TP + FP

(6.17)

FPR =

FP
× 100%
FP + TN

(6.18)

where T P , T N , F P , and F N are the numbers of true positives, true negatives, false
positives, and false negatives, respectively. T P R reflects a smoke detector’s sensitivity to
smoke. P P V is also called precision that measures the credibility of a smoke detector.
F P R describes the false alarm rate of a smoke detector. Similarly to accuracy, we calculate
the average values of these metrics from tests on 10 trained models with different initial
weights. The results are presented in Table 6.2. As shown in the table, on average, the
proposed approach outperforms the baseline approach in terms of all these metrics.

Remark 8 The case study is based on videos gathered by ALERTWildfire project team. The
camera itself costs about $2,600 and is installed on top of an aluminum tower. The tower is
accompanied with a solar panel and microwave antennas to provide power supply and data
transmission services. The average cost of the entire infrastructure is around $75,000 and
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varies depending on the location. To implement our proposed smoke detection algorithm, we
plan to first conduct periodic off-line training of the model using a GPU server with newly
collected videos. Then the cameras need to be updated with lightweight computing platforms
such as Raspberry Pi. The trained models can then be distributed to each camera through
wireless communication.

Comparison of Computation Time and Memory Usage:

Here, we compare the

computation time and memory usage of MobileNetV2 with that of other state-of-the-art
deep CNNs. Specifically, four widely used deep CNNs are used in this comparison. They are
ResNet50 [1], DenseNet169 [262], InceptionV3 [263], and InceptionResNetV2 [264]. Note
that these four benchmark networks are incorporated into our wildfire smoke detection
framework and replaces MobileNetV2.
We use the same training and testing datasets to evaluate the four benchmark
networks. Similar to the evaluation process discussed above, we carry out 10 repetitions of
training with random initial weights for each benchmark network. As before, one training
session consists of 500 epochs. The performance of the benchmark networks are measured
by the average test accuracy at the end of the training process. The mean computation time
and memory usage for storing network weights are also reported. The mean computation
time is calculated by averaging the computing time of 100 individual detection trials. Each
detection trial consists of a LBP-motion image generation process and a forward propagation of the corresponding neural network. All the tests are executed through Python code
and performed on a laptop with Intel i7-6600U CPU@2.60GHz. The weights of the CNNs
are stored in 32-bit float format. The performance of the MobileNetV2 and the benchmark
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Table 6.3: Performance comparison between MobileNetV2 and benchmark CNNs.
Network

Accuracy

Computation

Memory

MobileNetV2

81.44%

0.117 ms

8.9 MiB

ResNet50

79.41%

0.237 ms

90.2 MiB

DenseNet169

82.44%

0.367 ms

49.1 MiB

InceptionV3

83.59%

0.216 ms

83.6 MiB

InceptionResNetV2

83.13%

0.492 ms

208.4 MiB

networks are shown in Table 6.3. It is evident that MobileNetV2 needs much less computational power and memory storage space than the other four benchmark networks. This
significant saving in computation and memory resource only costs a slight reduction in accuracy compared with DenseNet169, InceptionV3, and InceptionResNetV2. MobileNetV2
even achieves a slightly higher average accuracy than ResNet50 on our datasets.
The case studies above demonstrate the effectiveness and the advantage of the
proposed smoke detection framework. Next, we show how to optimally place the cameras
considering the fire risk and installation and maintenance cost of cameras. The goal is to
minimize the risk of wildfire with a limited budget for camera network construction.

Optimal Wildfire Camera Placement
In this subsection, we conduct a case study for our proposed optimal wildfire
camera placement strategy on a test region in Riverside County, California. First, we briefly
describe the sources and backgrounds of three datasets used in the case study. Then, we
detail the data preprocessing and the parameters settings. We close the case study by
showing testing results from solving the optimization problem formulated in Section 6.2.5.
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Datasets:

We collect three datasets to set up the case study for the optimal wildfire

camera placement problem. These datasets are the fire risk map, digital elevation model
(DEM), and population density map, respectively.
The fire risk map used in this case study is cropped from the Wildfire Hazard Potential (WHP) map developed by USDA Forest Service [265]. WHP map is, by definition,
a raster geospatial product that helps inform wildfire risk or prioritization of fuels management needs across very large spatial scales. Its specific objective is to quantify the relative
potential for wildfire that would be difficult for suppression resources to contain. The original WHP map covers the whole conterminous United States at a 270-meter (around 1/6
mile) resolution. The WHP values are represented with integers between 0 and 98,762.
The digital elevation model employed in this case study is derived from [266]. It
records the elevation information across most parts of California at a 90-meter resolution.
This DEM is generated from the Shuttle Radar Topography Mission (SRTM) datasets which
are developed by NASA and other institutions using radar interferometry.
The population density map adopted in this case study is developed by the United
States Geological Survey (USGS) [267]. This map is a raster dataset with resolution of
60-meters, which covers the whole conterminous United States. It was generated based on
the census geography data collected from the US 2010 census. The record unit is number
of people per square kilometer.

Data Preprocessing and Parameter Settings: The original fire risk map, DEM, and
population density map described above are single band raster images with different resolutions and coverage. We first clip out the California part of each map and align them to the
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same coordinate system. We then downsample the DEM and population density map to
make their resolutions the same as that of the fire risk map. The data for the test region are
cropped from these preprocessed maps as shown in Fig. 6.21. Finally, we downsample the
fire risk map, the DEM, and the population density map of the test region to a dimension
of 35 × 40 by averaging, which corresponds to a real-world area of 35×40 mi2 . We consider
any cell that has an average elevation greater than 500 meters as a feasible cell for wildfire
camera installation.
For the case study, we assume the total budget of deploying a wildfire camera
network is B = $500, 000. The net present value of installation and maintenance cost of a
wildfire camera placed at cell ai is assumed to be:
ci = 2500 + 75000 ×

1
+ 20 × max(hi − 1000, 0)
ρi

(6.19)

where hi is the elevation of cell ai . ρi is the population density value of cell ai and it is
min-max scaled between 1 and 2. $2,500 represents the cost of a wildfire camera. $75, 000
accounts for the base cost of installation and maintenance for one wildfire camera. Note
that the installation and maintenance of cameras at places with sparse population and high
elevations are generally more expensive than that of regions with dense population and low
altitudes. In the case study, the minimum fire risk proportion rmin = 0.1. We assume all the
wildfire cameras are PTZ cameras with effective monitoring range of R = 10 miles. The fire
risk reduction proportion is calculated by pij =

0.9
1+dij /R ,

where dij is the distance between

cells ai and aj . Note that according to this fire risk reduction formulation, wildfire cameras
are more effective in monitoring and reducing fire risks for the regions closer to them.
This is because the classification accuracy of deep neural networks is inversely proportional
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Figure 6.21: Test region and the corresponding fire risk map, DEM, and population density
map.

to image blurriness [268]. Objects further away from the cameras correspond to blurrier
representations on the frames.

Testing Results: By solving the corresponding binary integer programming problem
with Gurobi [269], we obtain the optimal wildfire camera deployment on the test region as
shown in Fig. 6.22b. The background image is the fire risk map of the test region. Six
wildfire cameras will be installed in the test region based on the optimal camera deployment
plan. Each white circle indicates the effective monitoring range of the corresponding wildfire
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(a) Camera placement result with DEM.

(b) Camera placement result with fire risk map.

Figure 6.22: The optimal wildfire camera deployment on the test region.

camera. Note that the actual coverage of a camera can be less than the area of the circle
due to occlusion. To illustrate the terrains around the camera installation spots, we also
present a 3D image displaying the DEM of the test region in Fig. 6.22a.
As shown in the figures, most areas with high fire risk are covered by the camera
network. The resulting camera network deployment and maintenance cost is $499,841 which
is close to the budget limit. The overall fire risk of the test region is reduced to just 36.28% of
its original value. In sum, this case study shows that our proposed optimal wildfire camera
placement algorithm is able to significantly reduce the fire risk by strategically placing the
wildfire cameras in a test region given a limited budget.

6.2.7

Conclusion
This study proposes a lightweight physics-based video smoke detection framework

and an optimal placement strategy for wildfire camera applications. The proposed smoke
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detection algorithm extracts useful features of videos and embeds them in LBP-motion images. This approach enables us to leverage lightweight deep convolutional neural network
to accurately perform video smoke detection with limited computational and storage resources. The case studies with real-world wildfire smoke and non-smoke videos show that
our proposed algorithm achieves similar accuracy to the state-of-the-art benchmarks while
taking significantly less computational time and memory space.
We also propose an optimal wildfire camera placement strategy, which aims at
minimizing the risk of wildfire of a target area with limited budget. The problem is formulated as a binary integer programming problem, which takes monitoring range of cameras,
budget constraint, wildfire hazard potential, and object occlusion into consideration. We
simulated our proposed wildfire camera placement strategy on a test region in Riverside
Country. The case study results show that our proposed strategy helps find an optimal
wildfire camera deployment plan, which achieves significant fire risk reduction.
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Chapter 7

Conclusions
In this dissertation, we develop various intelligent algorithms for different applications in smart infrastructure. For power systems, we design matrix profile, graph signal
processing, and deep learning based approaches to automatically identify abnormal events.
For transportation systems, we first formulate the EV dispatch process as a mixed integer programming problem, which is NP-hard. To solve the scalability issue, we design a
reinforcement learning based framework to operate a large scale EV fleet. For energy efficient buildings, we design a model predictive control algorithm with occupancy prediction
to manage the operation of building HVAC systems. For camera network, we design deep
neural network based algorithms to automatically detect flame and smoke in the camera
videos. We also develop an optimal camera placement to efficiently deploy wildfire cameras
under a limited budget.
In Chapter 2, we first develop a novel data analytic framework with the matrix
profile to discover and to automatically label power system events using weakly labeled
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data. The matrix profile can be efficiently computed through the STAMP algorithm. The
distances in the matrix profile are relatively large during the normal operating conditions
due to data noise, while the power system events from the same class usually have similar
signatures in terms of shape. This property can be exploited to discover and label power
system events in PMU data. The case study results show that our framework is capable
of discovering and automatically labeling generator tripping and line tripping events. The
numerical study also shows that the calculation of a matrix profile is fast, scalable, and can
be implemented in an incremental and anytime fashion for online applications. Moreover,
the anytime version of STAMP can provide a 90% accurate matrix profile using only 1/6
of the total required iterations.
Then, we discuss a novel online event detection algorithm based on graph signal
processing (GSP) using steaming synchrophasor data. The proposed algorithm has two
components: off-line training and online event detection. In the off-line training stage, we
propose a graph Laplacian construction algorithm, which separately captures the spatial
and temporal correlation structures of streaming synchrophasor data. In the online event
detection stage, abnormal measurement and event indicators are derived based on the nonDC components of the graph Fourier transform of the PMU data. The testing results on
real-world synchrophasor data in the U.S. show that our proposed algorithm outperforms
the state-of-the-art benchmark algorithm in terms of both precision and execution speed.
Furthermore, our proposed algorithm demonstrates excellent scalability.
Finally, we propose to identify and classify power system events with a deep neural
network using streaming PMU dataset. The proposed framework include three key com-
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ponents: the neural classifier, the GSP based PMU sorting method, and the information
loading based regularization. The neural classifier consists of a CNN based encoder and an
estimator represented by a dense layer of neurons. The GSP based PMU sorting method
places highly correlated PMUs closer to each other, which makes parameter sharing more
effective in the CNN based encoder. The information loading based regularization further
improves the generalization of the classifier by tuning the mutual information between the
input features and the representation. Testing results on large-scale PMU datasets from
the Eastern Interconnection of the U.S. transmission grid demonstrate that the proposed
approach achieves high accuracy in identifying power system events.
In Chapter 3, we statistically model and analyze the electric load behavior in
Southern California. First, we discover that there is a strong spatial correlation in realworld electric load data. An extended dynamic spatio-temporal (DST) model is developed
in this chapter which accurately matches the empirical spatio-temporal correlation of Southern California’s electric load time series. The out-of-sample testing results show that the
proposed extended DST model outperforms the VAR model in terms of spatio-temporal forecasting accuracy. In addition to improving short-term operations and long-term planning of
power systems, the proposed extended DST model can generate synthetic spatio-temporal
electric load data for researchers who do not have access to real-world load data.
Second, we model the nonlinear relationships among residential electric load, socioeconomic factors, weather variables, and distributed renewable generation with a feedforward neural network. The relative importance of explanatory variables in determining
the electric load is estimated by the layer-wise relevance propagation (LRP) method. A
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case study with 4,000 census block groups (CBGs) in southern California is conducted.
The results show that temperature, housing units, and solar PV interconnection are the
most influential determinants for net electric load at the CBG level. The scenario analysis
demonstrates that the electricity consumption of poor Californian communities increases
much faster than that of the affluent communities when temperature rises. Given that the
residents of low-income communities pay a much higher percent of their income on electricity bill, they are much more vulnerable to climate change. Therefore, it is crucial for
policy makers to make targeted investments in disadvantaged communities to mitigate the
adverse effects of climate change.
In Chapter 4, we first formulate the EV fleet routing problem for ride-hailing
services on a complete directed graph as a mixed integer nonlinear programming (MINLP)
problem. The MINLP problem is then converted into an equivalent a mixed integer linear
programming (MILP) problem. Numerical studies show that the proposed method can
easily find globally optimal EV routes for small-scale problems. The simulation results also
show that as we increase the costs associated with customer waiting time, the total customer
waiting time decreases while the total distance traveled by the EV fleet increases. Hence,
the EV ride-sharing service providers need to strike a balance between fleet operating costs
and user waiting time.
The mixed integer programming problem discussed above is NP-hard, which does
not scale well. To address this issue, we develop a reinforcement learning (RL) based
algorithm to dispatch a large EV fleet for ride-hailing services. The proposed RL based
algorithm is built on a novel framework with decentralized learning and centralized decision
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making components. The decentralized learning component allows the entire EV fleet to
share their experiences and parameters of the approximated state-value function in the
training process, which greatly improves the scalability of the algorithm. The centralized
decision making process enables coordination of the individual EVs by formulating the EV
fleet dispatch problem as a linear assignment problem, which maximizes the EV fleet’s
action-value function. A comprehensive numerical study is carried out to evaluate the
performance of the proposed RL based algorithm. The simulation results show that the
RL agent quickly learns how to dispatch an EV fleet to provide ride-hailing services. Our
proposed RL algorithm outperforms the benchmark algorithms in terms of societal costs,
which include the EV operational costs and the customer waiting time.
In Chapter 5, a novel energy saving control strategy for building HVAC system
is proposed by embedding the occupancy prediction algorithm into the model predictive
control (MPC) framework. A logistic regression model with change-points is proposed to
forecast the building occupancy state. The proposed forecasting algorithm outperforms the
simple proportion method and the Markov Chain algorithm. Numerical simulations are
carried out to investigate the effectiveness of the proposed control strategy. The simulation
results show that the real-time occupancy based building HVAC control algorithm not only
improves the building occupants’ comfort level but also reduces the electricity consumption.
In Chapter 6, we first propose a novel video fire detection framework for power
line fire safety. It consists of a deep convolutional neural network (ResNet50) and a pixelbased fire detector. ResNet50 serves as a binary classifier to detect the presence of fire in a
given video frame. The pixel-based fire detector then identifies the corresponding fire region
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in a fire video frame. The pixel-based fire detector consists of four major modules: color
detection, motion detection, flicker detection, and spatial variation check. The pixels that
pass the tests of all four modules are considered fire pixels, from which the fire location
and scale can be estimated. Case study on real-world power line fire videos show that the
proposed framework can effectively detect the presence of fire and locate the corresponding
fire pixels in the testing fire videos.
Second, we propose a lightweight physics-based video smoke detection framework
and an optimal placement strategy for wildfire camera applications. The proposed smoke
detection algorithm extracts useful features of videos and embeds them in LBP-motion images. This approach enables us to leverage lightweight deep convolutional neural network
to accurately perform video smoke detection with limited computational and storage resources. The case studies with real-world wildfire smoke and non-smoke videos show that
our proposed algorithm achieves similar accuracy to the state-of-the-art benchmarks while
taking significantly less computational time and memory space.
Moreover, we develop an optimal wildfire camera placement strategy, which aims
at minimizing the risk of wildfire of a target area with limited budget. The problem is formulated as a binary integer programming problem, which takes monitoring range of cameras,
budget constraint, wildfire hazard potential, and object occlusion into consideration. We
simulated our proposed wildfire camera placement strategy on a test region in Riverside
Country. The case study results show that our proposed strategy helps find an optimal
wildfire camera deployment plan, which achieves significant fire risk reduction.
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