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Abstract

Closing the Loop Between Language and Vision for Embodied Agents

by

Xin Wang

Grounding natural language onto real-world perception is a fundamental challenge

to empower various practical applications that require human-machine communication.

This Ph.D. dissertation presents our research thrusts on developing intelligent embodied

agents that connect language, vision, and actions. It consists of two major directions

towards human-machine communication.

First, from visual recognition to cognition, we study using natural language to de-

scribe the visual information and express the understanding of the visual world. We show

that scalable learning approaches based on semantics and external knowledge can gener-

ate coherent, fine-grained, and generalizable visual descriptions. We also investigate the

automatic evaluation metrics for language generation, and propose an adversarial reward

learning method to overcome their limitations in optimizing the policy for human-like

visual storytelling. Besides, we introduce a multilingual dataset for video-and-language

research, which goes beyond monolingual language grounding in vision.

Second, in order to connect language and vision to actions, we have situated nat-

ural language inside interactive environments where communication often occurs. We

systematically study the task of vision-language navigation, aiming to associate human

commands with visual perception and navigate the 3D world. Then we demonstrate

novel methods to tackle generalization and data scarcity issues from various perspectives

like counterfactual thinking, transfer learning, multitask learning and agnostic learning.

Our efforts shed light on generalizing embodied navigation agents to more challenging

vii



and practical scenarios.

Finally, we summarize the strengths, weaknesses, and implications of our work, and

discuss the future research plan of pushing embodied AI research further.
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Chapter 1

Introduction

1.1 Overview

Humans learn to perceive the world through multiple modalities such as vision, sound,

and touch. The need for perception is self-evident while humans invented language for

communication and documentation. Therefore, language and perception lay foundations

for artificial intelligence (AI). Knowing how to ground natural language onto real-world

perception is a fundamental challenge to advance research from recognition to cognition

and empower various practical applications that require human-machine communication.

In artificial intelligence, an embodied agent, also sometimes referred to

as an interface agent, is an intelligent agent that interacts with the

environment through a physical body within that environment.

Wikipedia

The term embodied highlights two points [1]: (1) cognition depends upon the kinds of

experience that come from having a body with various sensorimotor capacities; (2) these

individual sensorimotor capacities are themselves embedded in a more encompassing
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Introduction Chapter 1

biological, psychological and cultural context.

Therefore, a general goal of artificial intelligence is to empower embodied agents to see

and understand the visual environment, communicate with humans in natural language,

and act in the physical environment to perform real-world tasks. In this dissertation,

we aim to connect language and vision to actions, advancing the agents’ perception and

cognition. More specifically, to close the loop between language and vision for embodied

agents, this dissertation mainly investigates two questions:

1. How can agents describe the world using natural language? [Chapter 2, 3, 4, 5]

2. How can agents navigate the world following natural language? [Chapter 6, 8, 7]

Below I give an overview of this dissertation as initial steps to answer these questions.

1.2 Learning to Describe the Visual World

First, to effectively communicate with humans, embodied agents should be able to

see through their “eyes” and describe the unstructured, multimodal world in natural lan-

guage. Towards producing coherent, relevant, and generalizable descriptions of the ac-

tivities in visual environments (e.g., Figure 1.1 shows a demo of automatically generating

the description of a video), we systematically study reinforcement learning, knowledge

integration, adversarial learning, and evaluation metrics for visually grounded natural

language generation.

Chapter 2 describes the first hierarchical reinforcement learning (HRL) method for

video captioning [2], employing a master agent that generates the latent semantic goals

and a worker agent that renders the lexical items. By imposing structural constraints,

we achieve the state-of-the-art performance of video captioning on multiple benchmark

datasets. We further consider a cross-modal attention based fusion approach “Watch,

2



Introduction Chapter 1

One player moves all around the net holding the ball 
and demonstrates how to properly shoot a hoop.


External knowledge:  
one player —> Kyrie Irving, a all-star 

NBA player at Brooklyn Nets

Figure 1.1: Learning to describe activities in a video.

Listen, and Describe” [3] to account for the audio signals, as audio cues also play a crucial

role in understanding the world in addition to visual signals.

Despite the success of the supervised captioning methods, human activities are far

beyond the fixed inventory of activities represented in the training corpus. We hence

introduce a new task in Chapter 3, zero-shot video captioning [4], which aims at de-

scribing out-of-domain videos of unseen activities. Accordingly, we propose to utilize

external knowledge (e.g., Wikipedia and WikiHow) and develop a topic-aware meta-

learning model [4] for novel activity captioning.

In Chapter 4, we observe that most evaluation metrics for text generation are based

solely on text matching and thus could be easily gamed. Hence, we propose a novel

solution of adversarial reward learning (AREL) for creative visual storytelling [5], which

aims at learning a reward function from human-written stories and optimizing the policy

in an alternating fashion.

Moreover, when we talk about natural language grounding, we should keep in mind

that there are thousands of languages in the world though currently, English studies

dominate this inclusive research area. To promote the inclusion of different languages and

serve speakers with different linguistic backgrounds, we are dedicated to working on the

multilingual study grounded on multiple modalities and domains [6, 7, 8]. In Chapter 5,

3



Introduction Chapter 1

we consider vision as a bridge between languages, as humans first perceive the world

through their eyes and then develop languages for communication. We introduce the

first large-scale multilingual video-and-language dataset VaTeX [6] to enable multilingual

study (e.g., English and Chinese) in various downstream tasks such as video captioning,

video-guided machine translation, and video-text retrieval.

1.3 Learning to Navigate the 3D World

Current natural language understanding focuses on learning statistical language mod-

els from text-only corpora. However, humans acquire language by communicating and

interacting in the real world, rather than learning the meaning of a word based purely

on its relationship to other words. To simulate human behaviors, it is a fundamental ca-

pability of embodied agents to navigate 3D environments by following natural language

guidance, because humans can easily reason about the language guidance and efficiently

interact with the visual environments.

Therefore, next, we explore grounding natural language instructions and visual inputs

to actions in real-world robot navigation tasks [9, 10, 11, 12, 13] (e.g., the vision-and-

language navigation task as presented in Figure 1.2).

In Chapter 6, we view the vision-and-language navigation (VLN) task as a Markov

decision process and tackle it via reinforcement learning. We identify a critical issue in

VLN that the success signal is too coarse to guide the instruction following navigation

well. Hence, we propose a reinforced cross-modal matching model that introduces a cycle-

reconstruction intrinsic reward to encourage instruction-trajectory alignment along with

the extrinsic reward based on success signals. Meanwhile, we design a self-supervised im-

itation learning method to explore unseen environments without any supervision, greatly

reducing the performance gap between seen and unseen environments [10, 14].

4
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Turn right and head towards the kitchen. 
… Walk forward and stop beside the 

bottom of the steps facing the  
double white doors .

Step 1 (initial view) Step 3 Step 6 Step 10 Step 13 (destination)

Top-down  
View

Figure 1.2: Given a natural language instruction, the robot learns to navigate through
a 3D indoor environment to a destination without access to the top-down view.

Moreover, We aim at resolving the severe generalization and data scarcity issues that

commonly exist in robotics tasks. In Chapter 7, we discuss the limitations of exist-

ing data augmentation techniques and propose new solutions to tackle data scarcity in

both indoor and outdoor navigation tasks. For indoor navigation, we adopt the concept

of counterfactual thinking in psychology and propose a adversarial path sampler [12] to

sample increasingly challenging paths and augment them with a back-translated speaker

model, which shows its effectiveness on various navigation models regardless of their

model architecture. For outdoor navigation, we introduce a Multimodal Text Style Trans-

fer learning approach [13] and leverage external multimodal resources, to mitigate the

problem of data scarcity. We enrich the navigation data by transferring the style of the

instructions generated by Google Maps API, and then pre-train the navigator with the

augmented external outdoor navigation dataset.

Chapter 8 presents a generalized and scalable multitask navigation agent [11] that not

only follow natural language instructions but also interact with humans through dialog.

We build a distributed navigation learning framework and simultaneously train the model

on multiple navigation tasks. Besides, we propose environment-agnostic learning to learn

5
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representations that are environment-invariant but still effective in navigation [11].

1.4 Conclusion and Future Work

For future reference, Chapter 9 summarizes the strengths, limitations, and implica-

tions of our work, and discusses potential next steps in this dissertation.

6



Part I

Learning to Describe the Visual

World
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Chapter 2

Hierarchically Reinforced Video

Captioning

2.1 Introduction

This chapter concerns the development of algorithms to describe visual content in

videos in natural language. For most people, watching a brief video and describing what

happened (in words) is easy. For machines, extracting the meaning from video pixels and

generating natural-sounding description is a very challenging problem. Video captioning

has a wide range of applications, such as intelligent video surveillance and assistance to

visually-impaired people.

Existing video captioning tasks can mainly be divided into two families, single-

sentence generation [15, 16] and paragraph generation [17]. Single-sentence generation

tends to abstract a whole video to a simple and high-level descriptive sentence, while

paragraph generation tends to grasp more specific actions, and generates multiple sen-

tences of descriptions. However, even for paragraph generation, the paragraph is often

split into multiple, single-sentence generation scenarios associated with ground truth

8
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temporal video intervals. In many practical cases, human activities are too complex to

be described with short, simple sentences, and the temporal intervals are hard to be

predicted ahead of time without a good understanding of the linguistic context.

In this chapter, we introduce a novel “divide-and-conquer” solution, which first divides

a long caption into many small text segments, and then employs a sequence model to

conquer each segment. Instead of forcing the sequence model to generate the whole

sequence in one shot, we propose to guide the model to generate sentences segment

by segment. With a higher-level sequence model designing each segment’s context, the

low-level sequence model follows the guidance to generate the segment word by word.

To realize this “divide-and-conquer” solution, we propose a hierarchical reinforcement

learning approach to reinforce video captioning at different levels [2].

2.2 Hierarchical Reinforcement Learning

2.2.1 Overview

The textual and video context can be viewed as the reinforcement learning environ-

ment. Our HRL framework is a fully-differentiable deep neural network (see Figure 2.1)

and consists of (1) the higher-level sequence model manager that sets goals at a lower

temporal resolution, (2) the lower-level sequence model worker that selects primitive

actions at every time step by following the goals from the Manager, and (3) an inter-

nal critic that determines whether a goal is accomplished or not. More specifically, the

manager operates at a lower temporal resolution and emits a goal when needed for the

worker to accomplish, and the worker generates a word for each time step by following the

goal proposed by the manager. In other words, the manager asks the worker to generate

a semantic segment, and the worker generates the corresponding words in the next few

9
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… … …

Video Frames

CNN

Low-level Encoder (Bi-LSTM)

High-level Encoder (LSTM)

Worker

Manager Internal Critic

Environment

segment

signal

goal state

reward action

HRL Agent

context

context

Figure 2.1: Overview of the HRL framework for video captioning.

time steps to fulfill the job. The internal critic determines if the worker has accomplished

the goal and sends a binary segment signal to the manager to help it update goals. The

whole pipeline terminates once an end of sentence token is reached.

Architecture wise, the HRL model follows the general encoder-decoder model. In the

encoding stage, video frame features v = {vi} are first extracted by a pretrained convo-

lutional neural network (CNN) [18] model, where i ∈ {1, ..., n} indexes the frames in the

temporal order. Then the frame features are passed through a low-level Bidirectional long

short-term memory (Bi-LSTM) [19] encoder and a high-level Long short-term memory

(LSTM) [20] encoder successively to obtain low-level encoder output hEw = {hEwi } (Ew

denotes the encoder associated with the Worker), and high-level encoder output hEm =

{hEmi } (Em denoting the encoder associated with the Manager), where i ∈ {1, ..., n}. In

the decoding stage, our HRL agent plays the role of a decoder, and outputs a language

description a1a2...aT ∈ V T , where T is the length of the generated caption and V is the

10
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vocabulary set.

2.2.2 Policy Network

Attention Module As mentioned above, the CNN-RNN encoder receives the video

inputs to generate a sequence of vectors hEw = {hEwi } and hEm = {hEmi }. One may

directly take them as the inputs to the worker and the manager. Instead, we adopt

an attention mechanism to capture the temporal dynamics better and form the context

vector for their use. In our model, both the manager and the worker are equipped with

an attention module.

The left-hand side of Figure 2.2 is a demo attention module for the worker, at each

time step t, the context vector cWt is computed as a weighted sum over the encoder’s all

hidden states {hEwi }

cWt =
∑

αWt,ih
Ew
i (2.1)

These attention weights {αWt,i} act as an alignment mechanism by giving higher weights

to certain encoder hidden states which match the worker’s current status, and are defined

as

αWt,i =
exp(et,i)∑n
k=1 exp(et,k)

(2.2)

where

et,i = wT tanh(Wah
Ew
i + Uah

W
t−1 + ba) (2.3)

where w,Wa, Ua and ba are learned parameters; hWt−1 is the worker LSTM’s hidden state

at previous step.

The manager’s attention module follows the same paradigm as the worker’s, which

can be described by replacing the corresponding terms in Equation 2.1, 2.2, and 2.3.

11
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Manager 
(LSTM)

Worker 
(LSTM)

W W W W W W

M M M

at at+1 at+2 at+3 at+4 <EOS>

ct
W

ct+1
W

ct+2
W

ct+3
W

ct+4
W

ct+5
W

ht-1
W

ht+1
W

ht+4
W

ct
M

ct+2
M

ct+5
M

gt gt+2 gt+5

at-1

ht-1
W

ht
W

ht+1
W

ht+2
W

ht+3
W

ht+4
W

Attention

{hi   }

Attention Module

EW

{αt,i }
* W

Figure 2.2: An example of the unrolled HRL agent in the decoding stage (from time
step t to t + 5). The yellow region shows how the attention module is incorporated
into the encoder-decoder framework.

Manager and Worker As is shown in Figure 2.2, the concatenation of [cMt , h
W
t−1] is

fed as the input to the manager LSTM to produce the semantically meaningful goal.

With the help of the context and the sentence state at previous time steps, the manager

can obtain the knowledge of the environment status. The output of the manager LSTM

hMt is then projected as a latent continuous goal vector gt. Formally,

hMt = SM(hMt−1, [c
M
t , h

W
t−1])

gt = uM(hMt )

(2.4)

where SM denotes the non-linear function of the manager LSTM and uM is a function

to project hidden states into goal space.

The worker receives the goal gt, takes the concatenation of [cWt , gt, at−1] as the input,

12
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and outputs the probabilities πt over all actions at ∈ V after a series of computations:

hWt = SW (hWt−1, [c
W
t , gt, at−1])

xt = uW (hWt )

πt = SoftMax(xt)

(2.5)

where SW is the non-linear function of the worker LSTM and uW is a also a function to

project hidden states into the input to softmax layer.

Internal Critic To determine whether the worker has accomplished a goal gt, we

employ an internal critic to evaluate worker’s progress. The internal critic uses an RNN

structure, which takes a word sequence as the input to discriminate whether an end has

been reached. Let zt denote the signal of internal critic and hIt denote the hidden state

of the RNN at time step t, formally we describe the probability p(zt) as:

hIt = RNN(hIt−1, at)

p(zt) = sigmoid(Wzh
I
t + bz)

(2.6)

where at is the action taken by the worker and Wz, bz denotes the feed-forward neural

network parameters. In order to train the parameters of the linear layer and recurrent

network, we propose to maximize the likelihood of given ground truth signal {z∗t }:

arg max
∑
t

log p(z∗t |a1, · · · , at−1) (2.7)

Once the critic model is optimized, we will fix it to service the usage of the manager.

13
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2.2.3 Learning

As described in Section 2.2.2, the manager policy is actually deterministic, which can

be further denoted as gt = µθm(st) with θm representing the parameters of the manager,

while the worker policy is a stochastic policy denoted by at ∼ πθw(at; st, gt), where θw

represents the parameters of the worker. The worker policy is stochastic because its

action at is selecting a word from the vocabulary V . However, for the manager, the

generated goal is latent, which cannot be directly supervised. Thus with a deterministic

manager policy, we can warm start both the manager and the worker simultaneously by

viewing them as a composite agent.

In this section, we first derive the mathematical reinforce learning methods for the

policies separately (Section 2.2.3 and 2.2.3), and then introduce the training algorithm

of the proposed HRL method (Section 2.2.3). We also discuss the reward definitions

(Section 2.2.3) and imitation learning of our HRL policy (Section 2.2.3).

Stochastic Worker Policy Learning

We consider a standard reinforcement learning setup. At each step t, the worker select

an action at (at ∈ V ) conditioned on gt from the manager. The environment responds

with a new state st+1 and a scalar reward rt. The process continues until a <EOS>

token is generated. The objective of the worker is to maximize the discounted return

Rt =
∑∞

k=0 γ
krt+k. Thus its loss function can be written as

L(θw) = −Eat∼πθw [R(at)] (2.8)

14
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to minimize the negative expected reward function. Based on REINFORCE algorithm [21],

the gradient of non-differentiable, reward-based loss function can be derived as

∇θwL(θw) = −Eat∼πθw [R(at)∇θw log πθw(at)] (2.9)

In practice L(θw) is typically estimated with a single sample from πθw :

∇θwL(θw) ≈ −R(at)∇θw log πθw(at) (2.10)

The policy gradient given by REINFORCE can be further generalized to reduce the

variance without changing the expected gradient, by subtracting the reward with a base-

line [22]:

∇θwL(θw) ≈ −(R(at)− bwt )∇θw log πθw(at) (2.11)

where bwt is the estimated baseline, which can be a function of θw or t [23]. In our case, the

baseline is estimated by a linear regressor with the worker’s hidden state hWt as the input.

During back propagation, the gradient passing is cut off between the worker LSTM and

the baseline estimator.

For a better understanding of the policy gradient, we can further derive the loss

function using the chain rule

∇θwL(θw) =
T∑
t=1

∂L

∂xt

∂xt
∂θw

(2.12)

where xt is the input to the SoftMax layer. Using REINFORCE with baseline the esti-

mation of ∂L
∂xt

is given by [24]:

∂L

∂xt
= (R(at)− bwt )(πθw(at)− 1at) (2.13)

15
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which means if the reward R(at) of the sample word at is greater than the baseline bt,

the gradient is negative and thus the model encourages the distribution by increasing the

probability of the word, otherwise, it discourages the distribution accordingly.

Deterministic Manager Policy Learning

The key to our HRL framework is to effectively learn the goal gt generated by the

manager and then guide the worker to achieve the latent objective. The difficulty of

training the manager is that it does not directly interact with the environment. The

action it takes is to produce a latent vector gt in a continuous high-dimensional space,

which indirectly influences the environment by directing the Worker’s behavior. There-

fore, we are especially interested in coming up with solutions to encourage the manager

towards more effective caption generation.

Inspired by the deterministic policy gradient algorithms [25, 26], we propose to learn

the deterministic policy µθm(st) from trajectories generated by the stochastic worker

policy πθw(at; st, gt). When training the target manager policy, we fix the worker policy

as an Oracle behavior policy. More specifically, the manager outputs a goal gt at step t

and the worker then runs c steps to generate the expected segment et,c = atat+1...at+c−1

by following the goal (c is length of the generated segment). Since the worker is fixed as

an Oracle behavior policy, we only need to consider the training of the manager. Then

the environment responds with an new state st+c and a scalar reward r(et,c). Thus the

objective becomes minimizing the negative discounted return Rt(et,c), in formula

L(θm) = −Egt [R(et)π(et,c; st, gt = µθm(st)] (2.14)

After applying the chain rule to the loss function with respect to the manager’s param-
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eters θm, the manager is updated with

∇θmL(θm) = −Egt [R(et,c)∇gtπ(et,c; st, gt)∇θmµθm(st)] (2.15)

The above gradients can be approximated from a single sampled segment et,c and after

adopting policy gradient on the worker policy,

∇θmL(θm) = −R(et,c)∇gt log π(et,c)∇θmµθm(st) (2.16)

Since the worker LSTM is indeed a Markov decision process and the probability of the

current action at is conditioned on the action at−1 at previous step (see Equation 2.5),

we have

log π(et,c) = log π(at..at+c−1) =
t+c−1∑
i=t

log π(ai) (2.17)

Combining Equation 2.16 and 2.17, then the gradients become

∇θmL(θm) = −R(et,c)[
t+c−1∑
i=t

∇gt log π(ai)]∇θmµθm(st) (2.18)

The final gradients for the manager training is obtained by adding the baseline estimator

to reduce the variance as follows:

∇θmL(θm) = −(R(et,c)− bmt )[
t+c−1∑
i=t

∇gt log π(ai)]∇θmµθm(st) (2.19)

where bmt is the baseline estimator, which is a linear regressor with the manager’s hidden

state hMt as the input.

A major challenge of learning in continuous action spaces is exploration. We follow

the known DDPG [26] to construct an exploration policy µ′ by adding perturbation ε
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sampled from a Gaussian distribution N to our manager policy

µ′(st) =µθm(st) + ε (2.20)

and the variance of Gaussian noise can be chosen to suit the environment.

Reward Definition

Recent work on image captioning [27] has shown that CIDEr as a reward performs

the best among the traditional evaluation metrics (e.g. CIDEr, BLEU or METEOR) for

image/video captioning and can gain improvement on all other metrics. In our model,

we also use CIDEr score to compute the reward. But instead of directly using the final

CIDEr score of the whole generated caption as the reward for each word at, we adopt

delta CIDEr score as the immediate reward. Let f(x) = CIDEr(sent+x)−CIDEr(sent),

where sent is the previous generated caption. Then the discounted return for the worker

is

R(at) =
∞∑
k=0

γkf(at+k) (2.21)

where k denotes the time step of the worker’s temporal resolution, and the discounted

return for the manager is

R(et) =
∞∑
n=0

γnf(et+n) (2.22)

where n is the time step of the manager’s lower temporal resolution. Note that our

approach is not limited to CIDEr score, other reasonable rewards (e.g. deltaBLEU [28])

can also be applied to the HRL framework.
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Algorithm 1 HRL training algorithm
Require: Training pairs <video, GT caption>
1: Randomly initialize the model parameters θ
2: Load the pretrained CNN model and internal critic
3: for iteration=1,M do
4: Randomly sample a minibatch
5: if Train-Worker then
6: Disable the goal exploration
7: Run a forward pass to get the sampled caption a1a2...aT
8: Calculate R(at) for each at
9: Freeze the manager

10: Update the worker policy using Equation 2.11
11: else if Train-Manager then
12: Initialize a random process N for goal exploration
13: Run a forward pass to get the greedily decoded caption e1e2...en
14: Calculate R(et) for each et
15: Freeze the worker
16: Update the manager policy using Equation 2.19
17: end if
18: end for

Training Algorithm

Above we illustrate the learning methods to train the manager and the worker. In

Algorithm 1, we present the pseudo-code of our HRL training algorithm for video cap-

tioning. The manager policy and worker policy are trained alternately. When training

the worker, we assume the manager is well-posed, so we disable the goal exploration and

only update the worker policy according to Equation 2.11; when training the manager,

we treat the worker as the Oracle behavior policy, so we generate the caption by greedy

decoding and only update the manager policy following Equation 2.19.

During testing, goal exploration is disabled, and beam search is employed to generate

the results. Only one forward pass is needed at test time.
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Imitation Learning

A major challenge for a reinforcement learning agent to have good convergence prop-

erty is that it must start with a good policy at the beginning stage. For our model, we

apply the cross-entropy loss optimization to warm start both the worker and the manager

simultaneously, where the manager is completely treated as the latent parameters. θ be

the parameters of the whole model and a∗1, a
∗
2, ..., a

∗
T be the ground-truth word sequence,

then the cross-entropy loss is defined as

L(θ) = −
T∑
t=1

log(πθ(a
∗
t ; a
∗
1, ..., a

∗
t−1)) (2.23)

2.3 Experiments

2.3.1 Datasets

MSR-VTT

MSR-VTT [15] is a dataset for general video captioning, which is derived from a

wide variety of video categories (7,180 videos from 20 general categories), and contains

10,000 video clips (6,513 for training, 497 for validation, and the remaining 2,990 for test-

ing). Each video contains 20 human-annotated reference captions collected by Amazon

Mechanical Turk (AMT).

Charades Captions

Charades [29] is a large-scale dataset composed of 9,848 videos of daily indoor activ-

ities collected through AMT. 267 different users were presented with a sentence script

(e.g. a person fixes the bed then throws pillow on it) that included objects and actions

from a fixed vocabulary, and the users recorded a video following the script using pro-
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vided objects and actions. The original dataset contains 66,500 temporal annotations for

157 action classes, 41,104 labels for 46 object classes, and 27,847 textual descriptions of

the videos.

While the Charades dataset is mainly used for action recognition and segmentation,

note that the collected textual descriptions are detailed and depict the fine-grained human

activities happening in long videos. Thus, we preprocessed the raw Charades dataset by

combining the textual descriptions and sentence scripts verified through AMT1, and

built a new large-scale dataset for detailed video captioning—Charades Captions2, which

consists of 6,963 videos for training, 500 for validation and 1,760 for testing. Each video

clip is annotated by multiple (typically 2-5) captions. The captions are more detailed

and longer than those of MSR-VTT (average caption length: 24.13 vs 9.28 words), which

is more suitable for fine-grained video captioning.

Caption Segmentation

In order to train the internal critic that determines if a goal is accomplished, we

preprocessed the ground truth captions of the training sets of both datasets by breaking

each caption into multiple semantic chunks. We segmented the captions mainly based

on the Noun Phrase (NP) and Verb Phrase (VP) labels provided by the constituency

parsing results (We utilized the open-source toolkits Stanford CoreNLP3 [30] and NLTK4

for constituency parsing). For instance, the caption The person then tidies his area after

he is done eating was segmented into three sub-phrases, The person, then tidies his area

and after he is done eating with labels NP, VP and VP respectively. However, all we

1For example, the sentence script of a video can be “A person is taking a picture of a light while
sitting in a chair.”, and the textual description is “A person in a bedroom appears to use their phone to
film or take a picture of the light fixture on the ceiling.”. The latter is usually more detailed.

2https://eric-xw.github.io/data/CharadesCaptions.zip
3https://stanfordnlp.github.io/CoreNLP/
4http://www.nltk.org
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need to train the internal critic were the chunks, and labels were not used.

2.3.2 Evaluation Metrics

We adopted four diverse automatic evaluation metrics:

• BLEU (BiLingual Evaluation Understudy) [31] is a popular metric for machine

translation evaluation. It computes an n-gram based precision for the candidate

sentence with respect to the references.

• ROUGE-L (Recall Oriented Understudy of Gisting Evaluation) [32] computes n-

gram based recall for the candidate sentence with respect to the references. It is a

popular metric for summarization evaluation.

• METEOR (Metric for Evaluation of Translation with Explicit ORdering) [33] com-

putes the F-measure based on matches, and returns the maximum score over a

set of references as its judgment of quality. However, it resolves word-level corre-

spondences in a more sophisticated manner, using exact matches, stemming and

semantic similarity.

• CIDEr (Consensus-based Image Description Evaluation) [34] measures the simi-

larity of a generated sentence against a set of ground truth sentences written by

humans. It computes the similarity based on the TF-IDF weights of n-grams.

We used the standard evaluation code from MS-COCO server [35] to obtain the results.
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Method BLEU-4 METEOR ROUGE-L CIDEr

Mean-Pooling 30.4 23.7 52.0 35.0
Soft-Attention 28.5 25.0 53.3 37.1
S2VT 31.4 25.7 55.9 35.2

v2t navigator 40.8 28.2 60.9 44.8
Aalto 39.8 26.9 59.8 45.7
VideoLAB 39.1 27.7 60.6 44.1

XE-baseline 41.3 27.6 59.9 44.7
RL-baseline 40.6 28.5 60.7 46.3
HRL (ours) 41.3 28.7 61.7 48.0

Table 2.1: Comparison with state of the arts on MSR-VTT dataset.

2.3.3 Results and Analysis

Comparison with state of the arts on MSR-VTT

In Table 2.1, we compared our single-sentence captioning results with the-state-of-

the-art methods on MSR-VTT dataset. We listed the results of Mean-Pooling [36],

Soft-Attention [37] and S2VT [38] as reported in previous work [39]. We also compared

with the top-3 results from MSR-VTT challenge, including v2t navigator [40], Aalto [41],

VideoLAB [42].

We implemented two baseline methods: an attention-based sequence-to-sequence

model trained with cross-entropy loss (XE-baseline), and the same model trained with

policy gradient and CIDEr score as the RL reward (RL-baseline). As shown in Table 2.1,

our XE-baseline achieved comparable results with the state-of-the-art results, and our

RL-baseline further improved on all metrics. Moreover, our novel HRL method outper-

formed all the other algorithms listed in the table, which proved the effectiveness of our

proposed method.
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Method BLEU-1 BLEU-2 BLEU-3 BLEU-4 METEOR ROUGE-L CIDEr

XE-baseline 55.0 36.4 23.6 15.0 18.7 39.0 16.7
RL-baseline 57.6 41.4 28.0 18.8 17.7 39.8 21.6

HRL-16 64.4 44.3 29.4 18.8 19.5 41.4 23.2
HRL-32 64.0 43.4 28.4 17.9 19.2 41.0 21.3
HRL-64 61.7 43.0 28.8 18.8 18.7 31.2 23.6

Table 2.2: Results on Charades Captions dataset. We compare our HRL method with
two baselines.

Result Analysis on Charades Captions

Since there were no other papers reporting results on Charades Captions, we mainly

compared our HRL model with our implementation of XE-baseline and RL-baseline.

Meanwhile, we explored the dimension of the latent goal vector (we used HRL-X to de-

note the HRL model with a goal dimension of X). As can be observed from Table 2.2,

all our HRL models outperformed the baseline methods and brought significant improve-

ments in different evaluation metrics. Note that our HRL model achieved more significant

improvement over the baseline methods on the Charades Captions dataset than on MSR-

VTT. Given that the average cation length of Charades Captions was much longer than

that of MST-VTT (24.13 vs 9.28 words), the difference in the improvement gaps demon-

strated that our HRL model could gain better improvement on detailed descriptions of

longer videos.

Among the HRL models, HRL-16 achieved the best on almost all metrics (CIDEr score

was the second-best and slightly worse than HRL-64). Even though HRL-64 obtained

better results on BLEU@4 and CIDEr, its results on other metrics were worse than

HRL-32 (the ROUGE-L score was much lower than HRL-32). Thus, comparing the

results of different HRL models, we could conclude that HRL-16 > HRL-32 ≥ HRL-64.

This result accorded with our speculation: a higher dimension does not guarantee better
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XE-BASELINE: a person is standing in front of a 
mirror . the person is standing in the doorway . the 
person is standing in the doorway .
RL-BASELINE: a person is walking into a room . 
the person then walks into a room and picks up a 
towel .
HRL: a person | is standing in the room | and 
holding a bag of groceries on the door . | the 
person | then | walks out .

GROUND TRUTH: a person walks across a room 
and through a doorway while carrying a bag . the 
person then closes a door . 

XE-BASELINE: a person is standing in the doorway . 
the person is standing in the doorway . the person is 
standing in the doorway . the person is standing in 
the doorway .
RL-BASELINE: a person is sitting on a chair . the 
person opens the door and walks out .
HRL: a person | is sitting in a chair , | and takes a 
book . | the person | opens the window | and closes 
the door .

GROUND TRUTH: person walks in room holding 
phone , sits at table , looks at phone , smiles , put 
phone down gets up , looks out window and walks 
out of room . 

Figure 2.3: Qualitative comparison with the baseline methods. The given examples
were from the test set of the Charades Caption dataset.

performance; conversely, the exploration space grows exponentially as the dimension

increases, making the learning even harder. A latent vector of a small dimension like 16

can represent the semantically meaningful goal well.

Qualitative Comparison

In Figure 2.3, we illustrated two examples from the Charades Captions test set.

According to the captions generated by different models, it is evident that the generated

results of our HRL model matched the ground truth captions better than the baseline

methods. Moreover, due to the segment-by-segment generation manner, our HRL model

was able to output a sequence of semantically meaningful phases (different phases were

in different colors and segmented by “|” as in Figure 2.3).

Learning Curve

For a more intuitive view of the models, we drew the learning curves of the CIDEr

scores on the validation set (see Figure 2.4). Note that the RL-baseline model was first

warmed up with cross-entropy loss, and then improved using the REINFORCE algorithm.

Notably, after we trained the XE-baseline model, we switched to policy gradient and

continued training the RL-baseline model. HRL models were resumed training on a
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Figure 2.4: Learning curves of the CIDEr scores of different captioning models, in-
cluding XE-baseline, RL-baseline and HRL with goal dimension of 16, 32 and 64.

shorter warm-start period. As is shown in Figure 2.4, the HRL models converged faster

and achieved better peak points than the baseline methods. HRL-16 reached the highest

point.

2.4 Related Work

2.4.1 Video Captioning

S2VT [38] first generalized LSTM to video captioning and proposed a sequence-to-

sequence model for it. Since then, numerous improvements were introduced, such as

attention [37, 43], hierarchical recurrent neural network (RNN) [44, 45, 46, 47, 3], C3D

features [39], multimodal learning [9], joint embedding space [42], language fusion [48],

multi-task learning [49], etc. However, most of them use the maximum-likelihood algo-

rithm, which maximizes the probability of current ground-truth output given previous

ground-truth output, while the previous ground-truth is in general unknown during test
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time. This inconsistency issue, known as exposure bias, has largely hindered the system

performance.

In order to address the inconsistency issue, Ranzato et al. [23] proposed to directly

optimize non-differentiable metric scores using the REINFORCE algorithm [21]. Nev-

ertheless, the problem persisted that the expected gradient computed using policy gra-

dient typically exhibited high variance and was often unstable without proper context-

dependent normalization. Naturally, the variance could be reduced by adding a base-

line [50, 27] or even an actor-critic method that trained an additional critic to estimate

the value of each generated word [51, 52, 53]. Pasunuru and Bansal [54] applied policy

gradient with baseline on video captioning and presented textual entailment loss to ad-

just the CIDEr reward. Unfortunately, these previous works for image/video captioning

fail to grasp the high-level semantic flow. Our HRL model aims to address this issue

with a hierarchical reinforcement learning framework.

Another line of work is dense video captioning [55], which focuses on detecting multi-

ple events that occur in a video and describing each of them. However, it does not aim to

solve the single-sentence generation scenario. In contrast, our method aims to generate

one or multiple sentences for a sequence of continuous actions (one or multiple).

2.4.2 Hierarchical Reinforcement Learning

Recent work has revealed the effectiveness of hierarchical reinforcement learning

frameworks on Atari games [56, 57]. Peng et al.built a composite dialogue policy us-

ing hierarchical Q-learning to fulfill complex dialogue tasks like traveling plans [58]. In

the typical HRL setting, there was a high-level agent that operated at the lower tempo-

ral resolution to set a sub-goal, and a low-level agent that selected primitive actions by

following the sub-goal from the high-level agent. Our proposed HRL framework for video
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captioning is aligned to these studies but has a crucial difference from the typical HRL

setting. Instead of having the internal critic provide an intrinsic reward to encourage the

low-level agent to accomplish the sub-goal, we focus on exploiting the extrinsic rewards

in different time spans. Besides, we are the first to consider HRL in the intersection of

vision and language.
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Chapter 3

Knowledge-based Zero-shot Video

Captioning

3.1 Introduction

Although existing video captioning methods have achieved promising results, they

primarily rely on paired videos and textual descriptions for supervision [15]. In other

words, they are solely trained to caption the activities that have appeared during train-

ing and thus cannot generalize well to novel activities that have never been seen before.

However, it is prohibitively expensive to collect paired training data for every possible

activity. Therefore, in this chapter, we introduce a new task of zero-shot video caption-

ing [4], where a model is required to accurately describe novel activities in videos without

any explicit paired training data.

An example of zero-shot video captioning is shown in Figure 3.1, where an existing

method fails to correctly caption a video about the novel activity “sharpening knives”

because it has learned no knowledge about the activity in training. Moreover, the descrip-

tion of different activities vary in word selection, semantic construction, style expression
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Label

A man is seen speaking 
to the camera. The man 
then puts a shoe on the 
ice.

A man is seen speaking to 
the camera while holding 
up a knife. He then uses a 
tool to sharpen the knife. 

External	Corpus

Existing	Methods Our	Method

Figure 3.1: Example of zero-shot video captioning. “Sharpening Knives” is a novel
activity unseen in training, and existing methods fail to generate a pertinent caption
because it is aware of neither the action “sharpening” nor the object “knife”. Our
method effectively utilizes the knowledge from the external corpus based on predicted
activity label and generates a more pertinent caption.

etc, so videos of different activities usually require different captioning strategies, which

poses a great challenge in the open vocabulary scenario. Despite the difference, many

activities share similar characteristics, e.g., playing baseball and playing football are both

sports activities, and a few words can be used to describe both in common.

We propose a novel Topic-Aware Mixture of Experts (TAMoE) approach to caption

videos of unseen activities [4]. First, we define a set of primitive experts that are sharable

by all possible activities, each of which has their own parameters and learns a specialized

mapping from latent features to the output vocabulary (the primitive captioning strate-

gies). Then we introduce a topic-aware gating function that learns to decide the utiliza-

tion of those primitive experts and compose a topic-specific captioning model based on a

particular topic. Besides, in order to leverage world knowledge from external corpora, we

derive a topic embedding for each activity from the pretrained semantic embeddings of

the most relevant words. When captioning a novel activity, our TAMoE method can infer

the composition of the primitive experts conditioned on the topic embedding, transferring

the knowledge learned from seen activities to unseen ones.
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Video	Encoder

Figure 3.2: (a) Overview of our TAMoE method; (b) The detailed version of the
TAMoE caption module at time step t.

3.2 Topic-Aware Mixture of Experts

3.2.1 Task Definition

Here we first introduce the general video captioning task, whose input is a sequence

of video frames ν = {v1, v2, . . . , vn} where n is the number of frames in a temporal order.

The output is a sequence of words W = {w1, w2, . . . , wT}, where T is the length of

the generated word sequence. At each time step t, a model chooses a word wt from a

vocabulary V that is built from the paired training corpus. Normally, the vocabulary

V can cover the possible output tokens if tested on the same activities as in training.

But for zero-shot video captioning, the testing videos are about novel activities that have

never been seen during training and require many out-of-vocabulary words to describe.

So zero-shot video captioning is an open vocabulary learning scenario, whose objective is

to produce a word sequenceW with wt ∈ V ∗, where V ∗ is beyond the training corpus and

ideally would consist of all the possible tokens from the world knowledge. In practice,

we narrow it down to the vocabulary related to all the activities in the dataset.
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3.2.2 Method Overview

In order to infer different utilization of the specialized primitive experts when cap-

tioning different activities, the following questions need be considered: (1) what video

features to use, (2) what activity the input video belongs to, (3) how to utilize topic-

specific knowledge, and (4) how to learn and model the composition of primitive experts.

We show in Figure 3.2(a) the overall pipeline of our Topic-Aware Mixture of Experts (TA-

MoE) approach, which mainly consists of the video encoding module, the TFIDF-based

topic embedding, and the TAMoE captioning module. The video encoding module encodes

video-level features and predicts the activity label. Then, the topic-related documents

can be fetched from the external corpus and used to calculate the TFIDF-based topic

embedding, which represents the semantic meaning of the activity. In the decoding stage,

the TAMoE captioning module takes both the video features and the topic embedding as

input and generates the caption by dynamically composing specialized experts. In the

following sections, we discuss each module in detail.

3.2.3 Video Encoding Module

Given the input video ν = {v1, v2, . . . , vn}, we employ the pretrained 3D convolutional

neural networks to extract the segment-level features {fj} where j = 1, 2, . . . ,m� n. We

use I3D features [59] in our experiments. The I3D features include short-range temporal

dynamics while keeping advanced spatial representations. Then our model sends the

segment-level features {fj} to the video encoder, which is a bidirectional LSTM, to

model long-range temporal contexts. It outputs the hidden representations {hej} with e

denoting the video encoder, which encodes the video-level features.
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3.2.4 TFIDF-based Topic Embedding

To learn the knowledge of the activities without paired captions, we fetch topic-related

documents from various data sources, e.g., Wikipedia and WikiHow. We also employ

the pretrained fasttext embeddings [60] to calculate the representations of the topics

(though we use fasttext embeddings here, our method is not limited to a particular word

embeddings). Given an activity label y (y ∈ Y ) and the related documents Dy, we need

to compute the topic-specific knowledge representations.

The documents contain many high-frequency but irrelevant words, e.g., the, to, a, so

average embedding is too noisy to effectively represent the knowledge of the topic. Term

Frequency-Inverse Document Frequency (TF-IDF) is an efficient statistical method to

reflect the importance of a word to a document. Here we propose a topic-aware TF-

IDF weighting gk(y) to calculate the relevance of each unigram xk to the topic-related

documents Dy:

gk(y) =
zk(y)∑

xl∈Dy zl(y)
log(

|Y |∑
y′∈Y min(1, zk(y′))

) (3.1)

where zk(y) is the number of times the unigram xk occurs in the documents Dy related

to label y. The first term is the term frequency of the unigram xk, which places a higher

weight on words that frequently occur in the topic-related documents Dy. The second

term measures the rarity of xk with inverse document frequency, reducing the weight if

xk commonly exists across all the topics. Then our TF-IDF embedding is

Wtfidf (y) =
∑
xk∈Dy

gk(y)Wfasttext(xk) (3.2)

where Wfasttext denotes the pretrained fasttext embeddings. As shown in Figure 3.2(a),

the TF-IDF embedding is concatenated with the average embedding of the activity label

and eventually taken as the topic embedding Wtopic(y).
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3.2.5 TAMoE Captioning Module

Attention-based Decoder LSTM The backbone of the captioning model is an attention-

based LSTM. At each time step t in the decoding stage, the decoder LSTM produces its

output hdt (d denoting the decoder) by considering the word at previous step wt−1, the

visual context vector ct, the topic embedding Wtopic(y) and its internal hidden state hdt−1.

In formula,

hdt = LSTM([wt−1, ct,Wtopic(y)], hdt−1) (3.3)

where the context vector ct is a weighted sum of the encoded video features {hej}

ct =
∑

αt,jh
e
j (3.4)

These attention weights {αt,j} act as an alignment mechanism by giving higher weights

to certain features that allow better prediction. They are learned by the attention mech-

anism proposed in [61].

Mixture-of-Expert Layer and Topic-Aware Gating Function Following Eq. 3.3,

the output of the decoder LSTM hdt is then fed into the Mixture-of-Experts (MoE)

layer (see Figure 3.2(b)). Here each expert is an underlying mapping function from the

latent representation hdt to the vocabulary, which learns the captioning primitives that are

shareable to all topics. All the experts in the same MoE layer have the same architecture,

which is parameterized by a fully-connected layer and a nonlinear ReLU activation. Let

S denote the number of experts and Es be the s-th expert, then output of the MoE layer

is

ot =
S∑
s=1

βsEs(h
d
t ) (3.5)
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where βs is the gating weight of the expert Es, representing the utilization of the expert

Es. And it is determined by the topic-aware gating function G:

βs =
exp(G(Wtopic(y))s/τ)∑S
i=1 exp(G(Wtopic(y))i/τ)

(3.6)

where G is a multilayer perceptron in our model. The temperature τ determines the

diversity of the gating weights. The topic-aware gating function G is conditioned on the

topic embedding Wtopic(y), and learns to combine the expertise of those primitive experts

for a certain topic. Intuitively, G learns topic-aware language dynamics and composes

different expert utilization for different topics based on the topic embeddings, which can

implicitly transfer the utilization across topics.

Embedding and Reverse Embedding Layers In addition, we also employ seman-

tic word embeddings in our captioning model to help generate descriptions of unseen

activities. Incorporating pretrained embeddings assigns semantic meanings to those out-

of-domain words and thus can facilitate the open vocabulary learning [62]. We load the

fasttext embeddings into both the embedding layer and the reverse embedding layer (see

Figure 3.2(b)), and freeze their weights during training. So the embedding layer repre-

sents the input word (one-hot vector) into semantically meaningful dense vectors, while

the reverse embedding layer is placed before the softmax layer to reverse the mapping

from the feature vectors into the vocabulary space.

3.2.6 Learning

Cross Entropy Loss We adopt the cross entropy loss to train our models. Let θ

denote the model parameters and w∗1:T be the ground-truth word sequence, then the
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training loss is defined as

L(θ) = −
T∑
t=1

log p(w∗t |w∗1:t−1, θ) (3.7)

where is where p(wt|w1:t−1, θ) is the probability distribution of the next word.

Variational Dropout To regularize our MoE layer and promote expert diversity, we

adopt the variational dropout [63, 64] when training the TAMoE module. Unlike the

standard dropout, variational dropout samples a binary dropout mask only once upon

the first call and then repeatedly uses that locked dropout mask within samples. Besides,

the variational dropout helps stabilize the training of the topic-aware gating mechanism

by making the expert behaviors consistent within samples.

3.3 Experiments

3.3.1 Experimental Setup

Held-out ActivityNet-Captions Dataset

ActivityNet [65] is a well-known benchmark for video classification and detection,

which covers 200 classes of activities. Recently, Krishna et al. [55] have collected the

corresponding natural language description for the videos in the ActivityNet dataset,

leading to the ActivityNet-Captions dataset. We set up the zero-shot learning scenario

based on the ActivityNet-Captions dataset. We re-split the videos in the ActivityNet-

Captions dataset and hold out 15 of the 200 activities1 as the novel or unseen activities

(referred to as the Held-out ActivityNet-Captions dataset). Specifically, we use the videos

1The held-out activities are: “making a lemonade”, “arm wrestling”, “longboarding”, “playing bad-
minton”, “shuffleboard”, “slacklining”, “hula hoop”, “playing drums”, “braiding hair”, “gargling mouth-
wash”, “installing carpet”, “sharpening knives”, “grooming dog”, “assembling bicycle”, “painting fence”.
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of the 15 activities in their training set as our validation set, and all the other 185 training

activities as our training set. Our unseen test set contains the videos of the selected 15

activities, and seen test set contains all the other videos in their validation set. Their test

set is not released. To ensure the focus of the task is on the caption generation for novel

activities, instead of activity detection and captioning, we use the ground truth time

intervals to segment the long videos into short video clips, each with a paired caption.

Eventually, the Held-out ActivityNet-Captions dataset contains 31886 training samples

(172 per activity), 2831 validation samples (189 per activity), 14948 seen test samples

(81 per activity), and 1284 unseen test samples (86 per activity). Each video is unique

and only exists in one split.

Evaluation Metrics

As discussed in Chapter 2, here we also use the four popular metrics for language

generation: CIDEr [34], BLEU [31], METEOR [33], and ROUGE-L [32]. Among these

metrics, only CIDEr weighs the topic relevance of n-grams and can better reflect a model’s

capability on captioning novel activities. Therefore, we use CIDEr as the major metric.

In addition to the average CIDEr score of the n-grams (n = 1, 2, 3, 4), we also report

individual CIDEr-1, CIDEr-2, CIDEr-3, and CIDEr-4 scores.

3.3.2 Baselines

We compare three models on the Held-out ActivityNet-Captions dataset.

• Base: we first implement the state-of-the-art attention-based sequence-to-sequence

model used in [2] as our baseline (Base). Simply put, the Base model is the model

in Figure 3.2 without the topic embedding module and the gating function. Every-

thing else is the same.
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Seen Test Set Unseen Test Set

Model Embedding CIDEr B-1 B-2 B-3 B-4 M R CIDEr B-1 B-2 B-3 B-4 M R

Base task-specific 29.67 23.57 12.06 7.02 4.42 9.77 21.45 21.59 22.34 10.57 5.76 3.45 9.01 20.06

Base fasttext 31.48 23.88 12.20 7.11 4.39 10.16 21.69 22.51 22.50 11.01 6.02 3.58 9.43 20.70

Topic task-specific 33.06 24.48 12.64 7.27 4.32 10.49 22.24 23.06 22.06 10.34 6.05 3.62 9.40 20.60

Topic fasttext 33.72 24.53 12.56 7.20 4.44 10.24 22.11 24.06 22.97 11.09 5.98 3.51 9.70 20.98

TAMoE task-specific 34.38 25.79 13.29 7.44 4.46 10.69 23.03 24.39 23.36 11.19 6.05 3.59 9.28 21.46

TAMoE fasttext 35.53 25.51 13.93 7.39 4.61 10.83 22.51 28.23 24.34 11.18 6.14 3.68 9.96 21.17

Table 3.1: Comparison with the baseline methods on the held-out ActivityNet-Cap-
tions dataset. We report the results of our TAMoE model and the other baseline
models in terms of CIDEr, BLEU (B), METEOR (M), and ROUGE-L (R) scores.

• Topic: the Topic model has a very similar architecture with the Base model, except

that its decoder takes the proposed topic embedding as an additional input.

• TAMoE: the proposed TAMoE model is illustrated in Figure 3.2, which consists

of the video encoding module, the topic embedding, the topic-ware gating function,

and the Mixture-of-Experts layer.

Moreover, we test the impact of pretrained word embeddings by comparing two word

embedding initialization strategies: (1) task-specific, that randomly initializes the em-

beddings and learns them during training, and (2) fasttext, that uses pretrained fasttext

embeddings (fixed in training).

3.3.3 Experimental Results

Seen and Unseen Test Sets of the Held-out ActivityNet Captions

Table 3.1 shows the results on both the seen and the unseen test sets. First, incor-

porating pretrained fasttext embeddings brings a consistent improvement across models

on both test sets, especially for the zero-shot learning scenario on the unseen test set.

Second, by comparing the Base model and the Topic model, it can be observed that
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solely adding the proposed topic embedding can bring some improvement. These vali-

date the hypothesis that the pretrained embeddings can bring useful prior knowledge to

assist caption generation, and it facilitates the generation of out-of-domain words that

do not appear in the training data. More importantly, our TAMoE model significantly

improves the scores over the baseline models. For instance, our full TAMoE model out-

performs the Base model on both the seen and the unseen test sets by a large margin,

with respectively 19.75% and 30.75% relative improvement on CIDEr. The remarkable

improvement on the unseen test set demonstrates the superior capability of the proposed

model on captioning novel activities.

Because CIDEr is the only metric that considers the informativeness of the generated

captions by penalizing uninformative n-grams that frequently occur across the dataset, it

is expected that model performance will present a larger gap on CIDEr between the seen

and the unseen test sets. This is confirmed by our results, which reinforces that CIDEr

is a better metric for the task of novel activity captioning because it makes a more clear

distinction between common n-grams that occur across all activities and activity-specific

n-grams. Therefore, we will use CIDEr hereafter.

MSR-VTT

To prove the effectiveness of our method on generic video captioning, we further test it

on the widely-used MSR-VTT dataset [15]. As shown in Table 3.2, the TAMoE approach

outperforms the Base model on all the metrics by a large margin. For simplicity, we utilize

the pretrained visual and audio features as used in [3] as well as the ground-truth category

labels on this dataset.
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Model CIDEr BLEU-4 METEOR ROUGE-L

Base 47.2 40.9 28.8 60.9
TAMoE 48.9 42.2 29.4 62.0

Table 3.2: Results on the MSR-VTT dataset.

Model Embedding C-1 C-2 C-3 C-4

Base task-specific 52.13 20.41 8.92 4.18
Base fasttext 55.17 21.40 8.81 4.64

Topic task-specific 55.79 20.94 9.47 4.68
Topic fasttext 58.84 23.33 9.32 4.75

TAMoE task-specific 58.81 22.98 10.42 6.00
TAMoE fasttext 67.48 25.89 12.09 7.47

Table 3.3: Individual CIDEr scores of unigrams (C-1), bigrams (C-2), trigrams (C-3),
and fourgrams (C-4) on the unseen test set, which are all novel activities.

3.3.4 Ablation Study

Evaluation on Different N-grams

To take a closer look at the transfer influence of our TAMoE model on individual

n-grams, we calculate the CIDEr score of unigrams, bigrams, trigrams, and fourgrams

on the unseen test set separately. As seen in Table 3.3, our TAMoE model performs

the best on all n-grams, but the CIDEr score of 4-grams is still not very satisfactory. A

general limitation of current captioning systems is that the focus is on learning word-

level embeddings and generating a caption word by word. Incorporating phrase-level

embeddings may alleviate this issue. We leave it for future study.

Impact of Different Features

In Table 3.4, we test the influence of the I3D video features and various versions of

the topic embedding. It performs the best to use the concatenation of the average label
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Figure 3.3: Learning curves of the TAMoE models with different numbers of experts
(n) and different expert dimensions (d). For example, n4 d512 denotes the TAMoE
model with 4 experts, each of dimension 512.

embedding and the TFIDF embedding from the external corpus as the topic embedding.

Besides, without video features, the model cannot generate diverse captions for different

videos that match the video content (the corresponding CIDEr score is as low as 15.77).

I3D Video Features X X X X
Average Label Embedding X X X

TFIDF Embedding X X X

CIDEr 22.51 25.96 26.61 15.77 28.23

Table 3.4: Impact of different features on the TAMoE model. I3D Video Features are
the extracted video features using the pretrained I3D model; Average Label Embed-
ding is the average embedding of the words in the predicted activity label; TFIDF
Embedding is the weighted embedding of the external topic-related documents (see
Eq. 3.2).

Impact of The Number of Experts

An important hyper-parameter in our TAMoE model is the number of experts in the

Mixture-of-Experts layer. We compare models with different numbers of experts. For a
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Figure 3.4: Qualitative comparison between our TAMoE model and the Base model
on describing novel activities.

fair comparison, we adjust each expert’s dimensionality to ensure that different models

have the same capacity (number of parameters). Note that we set the minimum expert

dimensionality as 128 to ensure a lower bound of each expert’s capacity. Their learning

curves on the validation set are shown in Figure 3.3. As can be observed, the model

with 8 experts of dimension 256 (n8 d256 ) works the best, and the single-expert model,

which is indeed the Topic model, performs the worst. Besides, simply increasing the

number of experts does not imply a gain in performance. For example, the performance

of the model n256 d128 (∼27.2M parameters) is worse than the best-performing model

n8 d256 (∼17.9M parameters).

Topic-wise Result Comparison

To examine the performance of our method on each novel activity, we report the topic-

wise comparison with the Base model in Table 3.5. The TAMoE model outperforms

the Base model on most of the activities (12 out of 15), of which some activities are

improved by a remarkable margin, e.g., arm wresting, braiding hair, gargling mouthwash,

and sharpening knives. Meanwhile, we showcase the top-4 related words from the external

corpus for each topic according to their TF-IDF weights to provide a better illustration

of our topic embeddings.

42



Knowledge-based Zero-shot Video Captioning Chapter 3

Novel Activity Base TAMoE Top-4 related words

making a lemonnade 28.63 31.66 lemonade, sugar, lemon, juice
arm wrestling 23.72 35.96 wrestling, arm, opponent, strength
longboarding 20.51 28.79 longboard, board, foot, riding
playing badminton 20.18 22.00 shuttle, racket, shuttlecock, court
shuffleboard 14.95 20.85 shuffleboard, disks, discs, puck
slacklining 24.43 21.33 slackline, slacklining, line, balance
hula hoop 17.50 26.29 hoop, hula, hoops, waist
playing drums 31.70 39.44 drum, snare, metronome, hat
braiding hair 21.30 36.80 braid, hair, section, strands
gargling mouthwash 11.09 52.03 mouthwash, mouth, gargling, fluoride
installing carpet 22.40 17.85 carpet, strips, tackless, wall
sharpening knives 24.77 43.63 stone, knife, sharpening, blade
grooming dog 18.33 26.61 dog, clippers, shampoo, fur
assembling bicycle 22.17 28.74 handlebar, bike, stem, seat
painting fence 23.56 23.15 fence, paint, painting, sprayer

Table 3.5: Topic-wise comparison. We compare the CIDEr scores of the Base model
and our TAMoE model within each activity. In the right-most column, we list the top
words based on their TF-IDF weights in the external topic-related documents.

Qualitative Comparison

Figure 3.4 showcases two qualitative examples on the unseen test set. In the first

video about “painting fence”, the Base model has no linguistic knowledge of the con-

cept “fence”, while our TAMoE model successfully recognizes it and produces a more

pertinent description. In the second example about “grooming dog”, the Base model

fails to recognize the actual action though already knowing the objects, while our model

generates a more accurate description of the video.
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3.4 Related Work

3.4.1 Novel Object Captioning in Images

Recent studies on novel object captioning [66, 62] attempt to describe novel objects

not appearing during training. Zero-shot video captioning shares a similar spirit in the

sense that it also generates captions without paired data. However, zero-shot video

captioning is a more challenging task: images are static scenes, and methods based

on noun word replacement can perform well on novel object captioning [67, 68]; while

describing novel activities in videos requires both temporal understanding of videos and

deeper understanding of the social or human knowledge of activities beyond the object

level. Different activities need different captioning strategies, as well as share some

common characteristics. Motivated by this, our method learns the underlying mapping

experts from the latent representations to the vocabulary, with a topic-aware gating

mechanism implicitly transferring the utilization, which is orthogonal to these methods

for novel object captioning in images.

3.4.2 Zero-Shot Activity Recognition

In prior work, zero-shot learning has been studied on the task of activity recogni-

tion [65, 69], to predict a previously unseen activity. Unlike zero-shot activity recogni-

tion [70], zero-shot video captioning focuses on the language generation part—learning

to describe out-of-domain videos of a novel activity without paired captions but with the

knowledge of the activity. This technique is valuable because caption annotations for

videos are much more expensive to get compared with activity labels.
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3.4.3 Mixture of Experts

Mixture of Experts (MoE) is originally formulated by Jacobs et al. [71], which learns

to compose multiple expert networks with each to handle a subset of the training cases.

Then MoE has been applied to various machine learning algorithms [72, 73], such as

SVMs [74], Gaussian Processes [75], and deep networks [76, 77]. Recently, Shazeer et

al. [78] propose a sparsely-gated mixture-of-experts layer for language modeling, which

benefits from conditional computation. Yang et al. [79] extend it to Mixture of Softmax

to break the softmax bottleneck and thus increase the capacity of the language model. In

this chapter, we exploit the nature of MoE for transfer learning by training a topic-aware

gating function to compose primitive experts and adapt to various topics.
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Chapter 4

Rethinking Evaluation Metrics for

Visual Storytelling

4.1 Introduction

This chapter further investigates the machine’s capabilities in understanding more

complicated visual scenarios and composing more structured expressions. Visual cap-

tioning aims at depicting the concrete visual content, and its expression style is rather

simple. In contrast, visual storytelling [80] has been proposed to go one step further:

it summarizes the idea of a photostream and tells a story about it. Figure 4.1 shows

an example of visual captioning and visual storytelling. We have observed that stories

contain rich emotions (excited, happy, not want) and imagination (siblings, parents,

school, car). Therefore, it requires the capability to associate with concepts that do not

explicitly appear in the images. Moreover, stories are more subjective, so there barely

exists standard templates for storytelling. As shown in Figure 4.1, the same photostream

can be paired with diverse stories, different from each other. This heavily increases the

evaluation difficulty.
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Story	#1:	The	brother	and	sister	were	ready for	the	first	
day	of	school.	They	were	excited to	go	to	their	first	day	
and	meet	new	friends.	They	told	their	mom how	happy
they	were.	They	said	they	were	going	to	make	a	lot	of	new	
friends	.	Then	they	got	up	and	got	ready to	get	in	the	car .
Story	#2:	The	brother did	not	want	to	talk	to	his	sister.	
The	siblings	made	up.	They	started	to	talk	and	smile.	
Their	parents showed	up.	They	were	happy to	see	them.

(a) (b) (c) (d) (e)
Captions:	
(a)	A	small	boy	and	a	girl	are	sitting	together.
(b)	Two	kids	sitting	on	a	porch	with	their	backpacks	on.
(c)	Two	young	kids	with	backpacks	sitting	on	the	porch.	
(d)	Two	young	children	that	are	very	close	to	one	another.	
(e)	A	boy	and	a	girl	smiling	at	the	camera	together.

Figure 4.1: An example of visual storytelling and visual captioning. Both captions
and stories are shown here: each image is captioned with one sentence, and we also
demonstrate two diversified stories that match the same image sequence.

Previous methods [80, 81] are mostly trained by maximizing the likelihood of the

observed data pairs, so they are restricted to generate simple and plain description with

limited expressive patterns. To cope with the challenges and produce more human-

like descriptions, Rennie et al. [27] have proposed a reinforcement learning framework.

However, in the scenario of visual storytelling, the common reinforced captioning methods

face great challenges since the hand-crafted rewards based on string matches are either too

biased or too sparse to drive the policy search. For instance, we used the METEOR [33]

score as the reward to reinforce our policy and found that though the METEOR score

is significantly improved, the other scores are severely harmed. Here we showcase an

adversarial example with an average METEOR score as high as 40.2:

We had a great time to have a lot of the. They were to be a of the. They were

to be in the. The and it were to be the. The, and it were to be the.

Apparently, the machine is gaming the metrics. Conversely, when using some other

metrics (e.g. BLEU, CIDEr) to evaluate the stories, we observe an opposite behavior:

many relevant and coherent stories are receiving a deficient score (nearly zero).

To resolve the strong bias brought by the hand-coded evaluation metrics in RL train-

ing and produce more human-like stories, we propose an Adversarial REward Learning
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(AREL) framework [5]. We draw our inspiration from recent progress in inverse reinforce-

ment learning [82, 83, 84] and propose the AREL algorithm to learn a more intelligent

reward function. Specifically, we first incorporate a Boltzmann distribution to associate

reward learning with distribution approximation, then design the adversarial process with

two models – a policy model and a reward model. The policy model performs the primi-

tive actions and produces the story sequence, while the reward model is responsible for

learning the implicit reward function from human demonstrations. The learned reward

function will be employed to optimize the policy in return.

4.2 Background

4.2.1 Visual Storytelling

Visual storytelling is the task of generating a narrative story from a photostream,

which requires a deeper understanding of the event flow in the stream. Park et al. [85] has

done some pioneering research on storytelling. Chen et al. [86] proposed a multimodal

approach for storyline generation to produce a stream of entities instead of human-

like descriptions. A more sophisticated dataset for visual storytelling (VIST) has been

released to explore a more human-like understanding of grounded stories [80]. Yu et

al. [81] proposes a multi-task learning algorithm for both album summarization and

paragraph generation, achieving the best results on the VIST dataset. However, these

methods are still based on behavioral cloning and cannot generate more structured stories.

4.2.2 Reinforcement Learning in Sequence Generation

Recently, reinforcement learning (RL) has gained its popularity in many sequence

generation tasks such as machine translation [51], visual captioning [52, 2], summariza-

48



Rethinking Evaluation Metrics for Visual Storytelling Chapter 4

tion [87], etc. The conventional wisdom of using RL is to view generating a word as

action and aim at maximizing the expected return by optimizing its policy. As pointed

in [23], the traditional maximum likelihood algorithm is prone to exposure bias and label

bias, while the RL agent exposes the generative model to its own distribution and thus

can perform better. However, these works usually utilize hand-crafted metric scores as

the reward to optimize the model, which fails to learn more implicit semantics due to the

limitations of automatic metrics.

4.2.3 Automatic Metrics

Automatic metrics, including BLEU [31], CIDEr [34], METEOR [33], and ROUGE [32],

have been widely applied to the sequence generation tasks. Using automatic metrics can

ensure rapid prototyping and testing new models with fewer expensive human evaluation.

However, they have been criticized for being biased and correlating poorly with human

judgments, especially in many generative tasks like response generation [88, 89], dialogue

system [90] and machine translation [91]. The simple overlap-counting methods cannot

reflect many semantic properties in natural language, such as coherence, expressiveness,

etc.

4.2.4 Generative Adversarial Network

Generative adversarial network (GAN) [92] is a very popular approach for estimating

intractable probabilities, which sidestep the difficulty by alternately training two models

to play a min-max two-player game:

min
D

max
G

E
x∼pdata

[logD(x)] + E
z∼pz

[logD(G(z))]
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where G is the generator and D is the discriminator, and z is the latent variable. Recently,

GAN has quickly been adopted to tackle discrete problems [93, 94]. The basic idea is

to use Monte Carlo policy gradient estimation [21] to update the parameters of the

generator.

4.2.5 Inverse Reinforcement Learning

Reinforcement learning is known to be hindered by the need for an extensive fea-

ture and reward engineering, especially under the unknown dynamics. Therefore, inverse

reinforcement learning (IRL) has been proposed to infer an expert’s reward function. Pre-

vious IRL approaches include maximum margin approaches [95, 96] and probabilistic ap-

proaches [97, 98]. Recently, adversarial inverse reinforcement learning methods provide an

efficient and scalable promise for automatic reward acquisition [82, 83, 84, 99]. These ap-

proaches utilize the connection between IRL and energy-based model and associate every

data with a scalar energy value by using Boltzmann distribution pθ(x) ∝ exp(−Eθ(x)).

Inspired by these methods, we propose a practical AREL approach for visual storytelling

to uncover a robust reward function from human demonstrations and thus help produce

human-like stories.

4.3 Adversarial Reward Learning

4.3.1 Problem Statement

Here we consider the task of visual storytelling, whose objective is to output a word

sequence W = (w1, w1, · · · , wT ), wt ∈ V given an input image stream of 5 ordered images

I = (I1, I2, · · · , I5), where V is the vocabulary of all output token. We formulate the

generation as a Markov decision process and design a reinforcement learning framework
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Adversarial
Objective Reward Model Policy Model

Environment
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Inverse	RL

RL
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Figure 4.2: AREL framework for visual storytelling.

to tackle it. As described in Figure 4.2, our AREL framework is mainly composed of

two modules: a policy model πβ(W ) and a reward model Rθ(W ). The policy model

takes an image sequence I as the input and performs sequential actions (choosing words

w from the vocabulary V) to form a narrative story W . The reward model is optimized

by the adversarial objective (see Section 4.3.3) and aims at deriving a human-like reward

from both human-annotated stories and sampled predictions.

4.3.2 Model

Policy Model

As is shown in Figure 4.3, the policy model is a CNN-RNN architecture. We fist feed

the photo stream I = (I1, · · · , I5) into a pretrained CNN and extract their high-level

image features. We then employ a visual encoder to further encode the image features as

context vectors hi = [
←−
hi ;
−→
hi ]. The visual encoder is a bidirectional gated recurrent unit

(GRU).

In the decoding stage, we feed each context vector hi into a GRU-RNN decoder to
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CNN

My	brother	recently	graduated	college.

It	was	a	formal	cap	and	gown	event.

My	mom	and	dad	attended.

Later,	my	aunt	and	grandma	showed	up.

When	the	event	was	over	he	even	
got	congratulated	by	the	mascot.

Encoder Decoder

Figure 4.3: Overview of the policy model. The visual encoder is a bidirectional GRU,
which encodes the high-level visual features extracted from the input images. Its
outputs are then fed into the RNN decoders to generate sentences in parallel. Finally,
we concatenate all the generated sentences as a full story. Note that the five decoders
share the same weights.

generate a sub-story Wi. Formally, the generation process can be written as:

sit = GRU(sit−1, [w
i
t−1, hi]) (4.1)

πβ(wit|wi1:t−1) = softmax(Wss
i
t + bs) (4.2)

where sit denotes the t-th hidden state of i-th decoder. We concatenate the previous token

wit−1 and the context vector hi as the input. Ws and bs are the projection matrix and

bias, which output a probability distribution over the whole vocabulary V. Eventually,

the final story W is the concatenation of the sub-stories Wi. β denotes all the parameters

of the encoder, the decoder, and the output layer.

52



Rethinking Evaluation Metrics for Visual Storytelling Chapter 4

Story Convolution FC	layerPooling

CNN

my
mom
and
dad

attended
.

<EOS>

+

Reward

Figure 4.4: Overview of the reward model. Our reward model is a CNN-based ar-
chitecture, which utilizes convolution kernels with size 2, 3 and 4 to extract bigram,
trigram and 4-gram representations from the input sequence embeddings. Once the
sentence representation is learned, it will be concatenated with the visual representa-
tion of the input image, and then be fed into the final FC layer to obtain the reward.

Reward Model

The reward model Rθ(W ) is a CNN-based architecture (see Figure 4.4). Instead of

giving an overall score for the whole story, we apply the reward model to different story

parts (sub-stories) Wi and compute partial rewards, where i = 1, · · · , 5. We observe that

the partial rewards are more fine-grained and can provide better guidance for the policy

model.

We first query the word embeddings of the sub-story (one sentence in most cases).

Next, multiple convolutional layers with different kernel sizes are used to extract the

n-grams features, which are then projected into the sentence-level representation space

by pooling layers (the design here is inspired by Kim et al. [100]). In addition to the

textual features, evaluating the quality of a story should also consider the image features

for relevance. Therefore, we then combine the sentence representation with the visual

feature of the input image through concatenation and feed them into the final fully

connected decision layer. In the end, the reward model outputs an estimated reward
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value Rθ(W ). The process is:

Rθ(W ) = φ(Wr(fconv(W ) +WiICNN) + br) (4.3)

where φ denotes the non-linear projection function, Wr, br denote the weight and bias in

the output layer, and fconv denotes the operations in CNN. ICNN is the high-level visual

feature extracted from the image, and Wi projects it into the sentence representation

space. θ includes all the parameters above.

4.3.3 Learning

Reward Boltzmann Distribution

In order to associate story distribution with reward function, we apply EBM to define

a Reward Boltzmann distribution:

pθ(W ) =
exp(Rθ(W ))

Zθ
(4.4)

Where W is the word sequence of the story and pθ(W ) is the approximate data dis-

tribution, and Zθ =
∑
W

exp(Rθ(W )) denotes the partition function. According to the

energy-based model [101], the optimal reward function R∗(W ) is achieved when the

Reward-Boltzmann distribution equals to the “real” data distribution pθ(W ) = p∗(W ).

Adversarial Reward Learning

We first introduce an empirical distribution pe(W ) = 1(W∈D)
|D| to represent the empiri-

cal distribution of the training data, where D denotes the dataset with |D| stories and 1

denotes an indicator function. We use this empirical distribution as the “good” example,

from which provides the evidence for the reward function to learn.
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In order to approximate the Reward Boltzmann distribution towards the “real” data

distribution p∗(W ), we design a min-max two-player game, where the Reward Boltzmann

distribution pθ aims at maximizing the its similarity with empirical distribution pe while

minimizing that with the “faked” data generated from policy model πβ. On the contrary,

the policy distribution πβ tries to maximize its similarity with the Boltzmann distribution

pθ. Formally, the adversarial objective function is defined as

max
β

min
θ
KL(pe(W )||pθ(W ))−KL(πβ(W )||pθ(W )) (4.5)

We further decompose it into two parts. First, because the objective Jβ of the story

generation policy is to maximize its similarity with the Boltzmann distribution pθ, the

optimal policy that minimizes KL-divergence is thus π(W ) ∼ exp(Rθ(W )), meaning if

Rθ is optimal, the optimal πβ = π∗. In formula,

Jβ =−KL(πβ(W )||pθ(W ))

= E
W∼πβ(W )

[Rθ(W )]− logZθ +H(πβ(W ))
(4.6)

where H denotes the entropy of the policy model. On the other hand, the objective Jθ

of the reward function is to distinguish between human-annotated stories and machine-

generated stories. Hence it is trying to minimize the KL-divergence with the empirical

distribution pe and maximize the KL-divergence with the approximated policy distribu-

tion πβ:

Jθ =KL(pe(W )||pθ(W ))−KL(πβ(W )||pθ(W ))

=
∑
W

[pe(W )Rθ(W )− πβ(W )Rθ(W )] + logZθ − logZθ −H(pe) +H(πβ)
(4.7)

Since H(πβ) and H(pe) are irrelevant to θ, we denote them as constant C. It is also
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Algorithm 2 The AREL Algorithm (Ascent).

1: for episode ← 1 to N do
2: collect story W by executing policy πθ
3: if Train-Reward then
4: θ ← θ + η × ∂Jθ

∂θ
(see Eq. 4.9)

5: else if Train-Policy then
6: collect story W̃ from empirical pe
7: β ← β + η × ∂Jβ

∂β
(see Eq. 4.9)

8: end if
9: end for

worth noting that with negative sampling in the optimization of the KL-divergence, the

computation of the intractable partition function Zθ is bypassed. Therefore, the objective

Jθ can be further derived as

Jθ = E
W∼pe(W )

[Rθ(W )]− E
W∼πβ(W )

[Rθ(W )] + C (4.8)

Here we propose to use stochastic gradient descent to optimize these two models

alternately. Formally, the gradients can be written as

∂Jθ
∂θ

= E
W∼pe(W )

[
∂Rθ(W )

∂θ
]− E

W∼πβ(W )
[
∂Rθ(W )

∂θ
]

∂Jβ
∂β

= E
W∼πβ(W )

(Rθ(W )− log πβ(W )− b)∂ log πβ(W )

∂β

(4.9)

where b is the estimated baseline to reduce variance during REINFORCE training.

Training & Testing

As described in Algorithm 2, we introduce an alternating algorithm to train these

two models using stochastic gradient descent. During testing, the policy model is used

with beam search to produce the story.
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4.4 Experiments and Analysis

4.4.1 Experimental Setup

VIST Dataset

The VIST dataset [80] is the first dataset for sequential vision-to-language tasks

including visual storytelling, which consists of 10,117 Flickr albums with 210,819 unique

photos. We mainly evaluate our AREL method on this VIST dataset. After filtering the

broken images1, there are 40,098 training, 4,988 validation, and 5,050 testing samples.

Each sample contains one story that describes five selected images from a photo album

(mostly one sentence per image). Moreover, the same album is paired with five different

stories as references. In our experiments, we used the same split settings as in [80, 81] for

a fair comparison. During our experiments, we apply two kinds of non-linear functions φ

for the discriminator, namely SoftSign function (f(x) = x
1+|x|) and Hyperbolic function

(f(x) = sinhx
coshx

). We found that unbounded non-linear functions like ReLU function [102]

will lead to severe vibrations and instabilities during training; therefore we resort to the

bounded functions.

Evaluation Metrics

To comprehensively evaluate our method on the storytelling dataset, we adopt both

the automatic metrics and human evaluation as our criterion. Four diverse automatic

metrics are used in our experiments: BLEU, METEOR, ROUGE-L, and CIDEr. We

utilize the open-source evaluation code2 used in Yu et al. [81]. For human evaluation, we

employ the Amazon Mechanical Turk to perform two kinds of user studies.

1There are only 3 (out of 21,075) broken images in the test set, which does not influence the final
results. Moreover, Yu et al. [81] also removed the three pictures, so it is a fair comparison.

2https://github.com/lichengunc/vist_eval
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Method B-1 B-2 B-3 B-4 M R C

Huang et al. [80] - - - - 31.4 - -

Yu et al. [81] - - 21.0 - 34.1 29.5 7.5

XE-ss 62.3 38.2 22.5 13.7 34.8 29.7 8.7

GAN 62.8 38.8 23.0 14.0 35.0 29.5 9.0

AREL-s-50 62.9 38.4 22.7 14.0 34.9 29.4 9.1

AREL-t-50 63.4 39.0 23.1 14.1 35.2 29.6 9.5

AREL-s-100 64.0 38.6 22.3 13.2 35.1 29.3 9.6

AREL-t-100 63.8 39.1 23.2 14.1 35.0 29.5 9.4

Table 4.1: Automatic evaluation on the VIST dataset. We report BLEU (B),
METEOR (M), ROUGH-L (R), and CIDEr (C) scores of the SOTA systems and
the models we implemented, including XE-ss, GAN and AREL. AREL-s-N denotes
AREL models with SoftSign as output activation and alternate frequency as N, while
AREL-t-N denoting AREL models with Hyperbolic as the output activation (N = 50
or 100).

4.4.2 Automatic Evaluation

In this section, we compare our AREL method with state-of-the-art methods and

standard reinforcement learning algorithms on automatic evaluation metrics. Then we

further discuss the limitations of the hand-crafted metrics on evaluating human-like sto-

ries.

Comparison with SOTA on Automatic Metrics

In Table 4.1, we compare our method with Huang et al. [80] and Yu et al. [81], which

report achieving best-known results on the VIST dataset. We first implement a strong

baseline model (XE-ss), which shares the same architecture with our policy model but is

trained with cross-entropy loss and scheduled sampling. Besides, we adopt the traditional

generative adversarial training for comparison (GAN ). As shown in Table 4.1, our XE-ss

model already outperforms the best-known results on the VIST dataset, and the GAN

model can bring a performance boost. We then use the XE-ss model to initialize our
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Method B-1 B-2 B-3 B-4 M R C

XE-ss 62.3 38.2 22.5 13.7 34.8 29.7 8.7

BLEU-RL 62.1 38.0 22.6 13.9 34.6 29.0 8.9

METEOR-RL 68.1 35.0 15.4 6.8 40.2 30.0 1.2

ROUGE-RL 58.1 18.5 1.6 0 27.0 33.8 0

CIDEr-RL 61.9 37.8 22.5 13.8 34.9 29.7 8.1

AREL (best) 63.8 39.1 23.2 14.1 35.0 29.5 9.4

Table 4.2: Comparison with different RL models with different metric scores as the
rewards. We report the average scores of the AREL models as AREL (avg). Although
METEOR-RL and ROUGE-RL models achieve the highest scores on their own met-
rics, the underlined scores are severely damaged. Actually, they are gaming their own
metrics with nonsense sentences.

policy model and further train it with AREL. Our AREL model performs the best and

achieves the new state-of-the-art results across all metrics.

Compared with the XE-ss model, the performance gain is minor, especially on ME-

TEOR and ROUGE-L scores. However, in Section 4.4.3, the extensive human evaluation

has indicated that our AREL framework brings a significant improvement in generat-

ing human-like stories over the XE-ss model. The inconsistency of automatic evaluation

and human evaluation leads to a suspect that these hand-crafted metrics cannot fully

evaluate stories’ quality due to their complicated characteristics. Therefore, we conduct

experiments to analyze and discuss the defects of the automatic metrics.

Limitations of Automatic Metrics

String-match-based automatic metrics are not perfect and fail to evaluate some se-

mantic characteristics of the stories (e.g., expressiveness and coherence). To confirm our

conjecture, we utilize automatic metrics as rewards to reinforce the model with policy

gradient. The quantitative results are demonstrated in Table 4.1.

METEOR-RL and ROUGE-RL are severely ill-posed: they obtain the highest scores
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on their own metrics but severely damage the other metrics. We observe that these

models are overfitting to a given metric while losing the overall coherence and semanti-

cal correctness. Same as the METEOR score, there is also an adversarial example for

ROUGE-L3, which is nonsense but achieves an average ROUGE-L score of 33.8.

Besides, as can be seen in Table 4.1, after reinforced training, BLEU-RL and CIDEr-

RL do not bring a consistent improvement over the XE-ss model. We plot the histogram

distributions of both BLEU-3 and CIDEr scores on the test set in Figure 4.5. An inter-

esting fact is that there are a large number of samples with nearly zero scores on both

metrics. However, we observed those “zero-score” samples are not irrelevant results; in-

stead, lots of them make sense and deserve a better score than zero. Here is a “zero-score”

example on BLEU-3:

I had a great time at the restaurant today. The food was delicious. I had a

lot of food. The food was delicious. I had a great time.

The corresponding reference is

The table of food was a pleasure to see! Our food is both nutritious and

beautiful! Our chicken was especially tasty! We love greens as they taste great

and are healthy! The fruit was a colorful display that tantalized our palette.

Although the prediction is not as good as the reference, it is coherent and relevant to the

theme “food and eating”, which showcases the defeats of using BLEU and CIDEr scores

as a reward for RL training.

Moreover, we compare the human evaluation scores with these two metric scores in

Figure 4.5. Noticeably, both BLEU-3 and CIDEr have a weak correlation with the human

evaluation scores. Their distributions are more biased and thus cannot fully reflect the

3An adversarial example for ROUGE-L: we the was a . and to the . we the was a . and to the . we
the was a . and to the . we the was a . and to the . we the was a . and to the .
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Figure 4.5: Metric score distributions. We plot the histogram distributions of BLEU-3
and CIDEr scores on the test set and the human evaluation score distribution on the
test samples. We use the Turing test results to calculate the human evaluation scores
(see Section 4.4.3). Basically, a 0.2 score is given if the generated story wins the
Turing test, 0.1 for tie, and 0 if losing. Each sample has 5 scores from 5 judges, and
we use the sum as the human evaluation score, so it is in the range [0, 1].

quality of the generated stories. In terms of BLEU, it is extremely hard for machines

to produce the exact 3-gram or 4-gram matching, so the scores are too low to provide

useful guidance. CIDEr measures the similarity of a sentence to the majority of the

references. However, the references to the same image sequence are photostream different

from each other, so the score is deficient and not suitable for this task. In contrast, our

AREL framework can lean a more robust reward function from human-annotated stories,

providing better guidance to the policy and improving its performances over different

metrics.

Visualization of The Learned Rewards

In Figure 4.6, we visualize the learned reward function for both ground truth and

generated stories. The AREL model can learn a smoother reward function that can

distinguish the generated stories from human annotations. In other words, the learned

reward function is more in line with human perception and can encourage the model to

explore more diverse language styles and expressions.
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Figure 4.6: Visualization of the learned rewards on both the ground-truth stories and
the stories generated by our AREL model. The generated stories are receiving lower
averaged scores than the human-annotated ones.

Comparison with GAN

We here compare our method with vanilla GAN [92], whose update rules for the gener-

ator can be generally classified into two categories. We demonstrate their corresponding

objectives and ours as follows:

GAN1 : Jβ = E
W∼pβ

[− logRθ(W )]

GAN2 : Jβ = E
W∼pβ

[log(1−Rθ(W ))]

ours : Jβ = E
W∼pβ

[−Rθ(W )]

As discussed in Arjovsky et al. [103], GAN1 is prone to the unstable gradient issue, and

GAN2 is prone to the vanishing gradient issue. Analytically, our method does not suffer

from these two common issues and can converge to optimum solutions more easily. From

Table 4.1, we can observe slight gains of using AREL over GAN with automatic metrics,

but we further deploy human evaluation for a better comparison.
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4.4.3 Human Evaluation

Automatic metrics cannot fully evaluate the capability of our AREL method. There-

fore, we perform two different kinds of human evaluation studies on Amazon Mechanical

Turk: Turing test and pairwise human evaluation. For both tasks, we use 150 stories

(750 images) sampled from the test set, each assigned to 5 workers to eliminate human

variance. We batch six items as one assignment and insert an additional assignment as

a sanity check. Besides, the order of the options within each item is shuffled to make a

fair comparison.

Turing Test

We first conduct five independent Turing tests for XE-ss, BLEU-RL, CIDEr-RL,

GAN, and AREL models, during which the worker is given one human-annotated sample

and one machine-generated sample, and needs to decide which is human-annotated. As

shown in Table 4.3, our AREL model significantly outperforms all the other baseline

models in the Turing test: it has much more chances to fool AMT worker, which con-

firms the superiority of our AREL framework in generating human-like stories. Unlike

automatic metric evaluation, the Turing test has indicated a much larger margin between

AREL and other competing algorithms. Thus, we empirically confirm that metrics are

not perfect in evaluating many implicit semantic properties of natural language. Besides,

the Turing test of our AREL model reveals that nearly half of the workers are fooled by

our machine generation, indicating a preliminary success toward generating human-like

stories.
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Method Win Lose Unsure

XE-ss 22.4% 71.7% 5.9%
BLEU-RL 23.4% 67.9% 8.7%
CIDEr-RL 13.8% 80.3% 5.9%
GAN 34.3% 60.5% 5.2%

AREL 38.4% 54.2% 7.4%

Table 4.3: Turing test results.

Pairwise Comparison

To have a clear comparison with competing algorithms concerning different semantic

features of the stories, we further perform four pairwise comparison tests: AREL vs

XE-ss/BLEU-RL/CIDEr-RL/GAN. For each photostream, the worker is presented with

two generated stories and asked to make decisions from the three aspects: relevance4,

expressiveness5 and concreteness6. This head-to-head compete is designed to help us

understand in what aspect our model outperforms the competing algorithms, which is

displayed in Table 4.4.

AREL vs XE-ss AREL vs BLEU-RL AREL vs CIDEr-RL AREL vs GAN

Choice (%) AREL XE-ss Tie AREL BLEU-RL Tie AREL CIDEr-RL Tie AREL GAN Tie

Relevance 61.7 25.1 13.2 55.8 27.9 16.3 56.1 28.2 15.7 52.9 35.8 11.3

Expressiveness 66.1 18.8 15.1 59.1 26.4 14.5 59.1 26.6 14.3 48.5 32.2 19.3

Concreteness 63.9 20.3 15.8 60.1 26.3 13.6 59.5 24.6 15.9 49.8 35.8 14.4

Table 4.4: Pairwise human comparisons. The results indicate the consistent supe-
riority of our AREL model in generating more human-like stories than the SOTA
methods.

Consistently on all the three comparisons, a vast majority of the AREL stories trump

the competing systems with respect to their relevance, expressiveness, and concreteness.

4Relevance: the story accurately describes what is happening in the image sequence and covers the
main objects.

5Expressiveness: coherence, grammatically and semantically correct, no repetition, expressive lan-
guage style.

6Concreteness: the story should narrate concretely what is in the image rather than giving very
general descriptions.
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XE-ss We	took	a	trip	to	the	
mountains.

There	were	many	
different	kinds	of	
different	kinds.	

We	had	a	great	time.	 He	was	a	great	time.	 It	was	a	beautiful	day.

AREL
The	family	decided	to	
take	a	trip	to	the	
countryside.

There	were	so	many	
different	kinds	of	
things	to	see.

The	family	decided	to	
go	on	a	hike. I	had	a	great	time.	

At	the	end	of	the	day,	
we	were	able	to	take	
a	picture	of	the	
beautiful	scenery.

Human-
created	Story

We	went	on	a	hike	
yesterday.	

There	were	a	lot	of	
strange	plants	there. I	had	a	great	time.	

We	drank	a	lot	of	
water	while	we	were	
hiking.

The	view	was	
spectacular.

Figure 4.7: Qualitative comparison example with XE-ss. The direct comparison votes
(AREL:XE-ss:Tie) were 5:0:0 on Relevance, 4:0:1 on Expressiveness, and 5:0:0 on
Concreteness.

Therefore, it empirically confirms that the AREL stories are more relevant, coherent,

and concrete than the other algorithms, which, however, is not explicitly reflected by the

automatic metric evaluation.

4.4.4 Qualitative Analysis

Figure 4.7 gives a qualitative comparison example between AREL and XE-ss models.

Looking at the individual sentences, it is evident that our results are more grammatically

and semantically correct. After connecting the sentences, we observe that the AREL

story is more coherent and more accurately describes the photostream. Thus, our AREL

model significantly surpasses the XE-ss model on all the three aspects of the qualitative

example, which also won the Turing test (3 out 5 AMT workers think a human creates

the AREL story).
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Chapter 5

Multilingual Language Grounding in

Vision

5.1 Introduction

This chapter discusses our study on multilingual language grounding, especially in the

video-and-language research area. A few datasets have been introduced for the task of

video description and cover a variety of domains, such as cooking [104, 105], movie [106],

human actions [107, 15], and social media [108]. However, existing large-scale video-and-

language datasets are mostly monolingual and restricted to English corpora.

To this end, we collect a new large-scale multilingual dataset for video-and-language

research, VaTeX1 [6], that contains over 41, 250 unique videos and 825, 000 high-quality

captions. It covers 600 human activities and a variety of video content. Each video is

paired with 10 English and 10 Chinese diverse captions from 20 individual human anno-

tators. Figure 5.2 illustrates a sample of our VaTeX dataset. Compared to the most

popular large-scale video description dataset MSR-VTT [15], VaTeX is characterized

1http://vatex-challenge.org
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A little boy reaches into a 
basket and puts clothes 

into the washing machine.

Ӟӻੜካᒊࣁ။ᤏෟᬟ,
ᓯৼ᯾ጱᚍᤏ๐ಒᬰ 

။ᤏ᯾̶

Captioning 
Model

(a) Multilingual Video Captioning

A man stands in a 
doorway using a 
pull up bar to do 

pull ups.

Video-guided  
Machine Translation

⼀一个 男⼈人 站在 ⻔门⼝口 
使⽤用 拉起酒吧 做 拉。

⼀一个 男⼈人 在 ⻔门⼝口 
使⽤用 拉杆 做 向上运动。

Machine Translation

(pulling pub) (do pull)

(pull-up bar) (do upward 
movement)

(b) Video-guided Machine Translation

Figure 5.1: Demonstration of the multilingual language grounding tasks. (a) A com-
pact, unified video captioning model is required to accurately describe the video con-
tent in both English and Chinese. (b) The machine translation model mistakenly
interprets “pull up bar” as “pulling pub” and “do pull ups” as “do pull” (two verbs),
which are meaningless. While with the relevant video context, the English sentence
is precisely translated into Chinese.

by the following major unique properties. First, it contains both English and Chinese

descriptions at scale, which can support many multilingual studies constrained by mono-

lingual datasets. Secondly, VaTeX has the largest number of clip-sentence pairs with

each video clip annotated with multiple unique sentences, and every caption is unique

in the whole corpus. Thirdly, VaTeX contains more comprehensive yet representative

video content, covering 600 human activities in total. Furthermore, both the English

and Chinese corpora in VaTeX are lexically richer and can empower more natural and

diverse caption generation.

With the capabilities of the VaTeX dataset, we introduce the task of multilingual

video captioning (see Figure 5.1a), which is to train a unified model to generate video de-
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• A	person	wearing	a	bear	costume	is	inside	an	inflatable	play	area	as	
they	lose	their	balance	and	fall	over.

• A	person	in	a	bear	costumer	stands	in	a	bounce	house	and	falls	
down	as	people	talk	in	the	background.

• A	person	dressed	in	a	cartoon	bear	costume	attempts	to	walk	in	a	
bounce	house.

• A	person	in	a	mascot	uniform	trying	to	maneuver	a	bouncy	house.
• A	person	in	a	comic	bear	suit	falls	and	rolls	around	in	a	moonbounce.

o 一个人穿着熊的布偶外套倒在了蹦床上。
o 一个人穿着一套小熊服装在充气蹦蹦床上摔
倒了。

o 一个穿着熊外衣的人在充气垫子上摔倒了。
o 一个穿着深色衣服的人正在蹦蹦床上。
o 在一个充气大型玩具里,有一个人穿着熊的
衣服站了一下之后就摔倒了。

• A	person	dressed	as	a	teddy	bear	stands	in	a	bouncy	house	and	
then	falls	over.

• Someone	dressed	in	a	bear	costume	falling	over	in	a	bouncy	castle.
• A	person	dressed	up	as	a	bear	is	standing	in	a	bouncy	castle	and

falls	down.
• A	man	in	a	bear	costume	is	balancing	in	a	bouncy	castle	before	

they	tumble	to	the	floor.
• A	man	in	costume	was	trying	to	stand	straight	on	a	bouncy	

castle	but	fell.

o 一个打扮成泰迪熊的人站在充气房上，然后
摔倒了。

o 有个穿着熊装的人在充气城堡摔倒了。
o 一个装扮成熊的人站在充气蹦床里，然后摔
倒了。

o 一个穿着熊服装的人在一个有弹性的城堡里
平衡,	然后他们就倒在了地板上。

o 一个穿着布偶熊的人试图站在一个充气城堡
上，但却摔倒了。

10	English	Descriptions: 10	Chinese	Descriptions:

Figure 5.2: A sample of our VaTeX dataset. The video has 10 English and 10 Chinese
descriptions. All depicts the same video and thus are distantly parallel to each other,
while the last five are the paired translations to each other.

scriptions in multiple languages (e.g., English and Chinese). However, would the multilin-

gual knowledge further reinforce video understanding? We examine different multilingual

models where different portions of the architectures are shared for multiple languages.

Experiments show that a compact, unified multilingual captioning model is not only more

efficient but also more effective than monolingual models.

Video captioning is designed to push forward video understanding with natural lan-

guage descriptions, but can video information help natural language tasks like machine

translation in return? To answer this question, we collect around 206K English-Chinese

parallel sentences among all the captions and introduce a new task, video-guided machine

translation (VMT), to translate a source language description into the target language

using the video information as additional spatiotemporal context. We assume that the

spatiotemporal context would reduce the ambiguity of languages (especially for verbs

and nouns) and hence promote the alignment between language pairs. So we further

conduct extensive experiments and verify the effectiveness of VMT. In Figure 5.1b, we

demonstrate an example where video information can play a crucial role in translating

essential information.
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5.2 Related Work

5.2.1 Video Description Datasets

Various datasets for video description/captioning have been introduced to empower

different ways to describe the video content, covering a wide range of domains, such as

cooking [104, 105, 109, 110], movie [111, 106, 112], social media [108], and human activi-

ties [107, 113, 15, 55]. In Table 5.1, we summarize existing video description datasets and

briefly compare their major statistics. Generally, video description tasks can mainly be

divided into two families, single-sentence generation [107, 15] and multi-sentence genera-

tion [55], though they may appear as different variants due to the difference of the corpora,

e.g., video title generation [114] and video story generation [108]. In this chapter, we

present a large-scale, high-quality multilingual benchmark for single-sentence generation,

aiming at encouraging fundamental approaches towards a more in-depth understanding

of human actions. As shown in Table 5.1, our VaTeX dataset is the largest benchmark

in terms of video coverage and the language corpora; it also provides 20 captions for each

video clip to take into consideration human variance when describing the same video

and hence supports more human-consistent evaluations. Moreover, our VaTeX dataset

contains both English and Chinese descriptions at scale, which is an order of magnitude

larger than MSVD [107]. Besides, MSVD does not have any translation pairs as VaTeX

does. Therefore, VaTeX can empower many multilingual, multimodal research that

requires large-scale training.

5.2.2 Multilingual Visual Understanding

Numerous tasks have been proposed to combine vision and language to enhance the

understanding of either or both, such as video/image captioning [116, 117], visual ques-
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Dataset MLingual Domain #classes #videos:clips #sent #sent/clip

TACoS [109] - cooking 26 127:3.5k 11.8k -
TACoS-MLevel [110] - cooking 67 185:25k 75k 3
Youcook [104] - cooking 6 88:- 2.7k -
Youcook II [105] - cooking 89 2k:15.4k 15.4k 1
MPII MD [106] - movie - 94:68k 68.3k 1
M-VAD [111] - movie - 92:46k 55.9k -
LSMDC [112] - movie - 200:128k 128k 1
Charades [113] - indoor 157 10k:10k 27.8k 2-3
VideoStory [108] - social media - 20k:123k 123k 1
ActivityNet-Caption [55] - open 200 20k:100k 100k 1
MSVD [107] X open - 2k:2k 70k 35
TGIF [115] - open - -:100k 128k 1
VTW [114] - open - 18k:18k 18k 1
MSR-VTT [15] - open 257 7k:10k 200k 20

VaTeX (ours) X open 600 41.3k:41.3k 826k 20

Table 5.1: Comparison of the video description datasets.

tion answering (VQA) [118], and natural language moment retrieval [119], etc. Multi-

lingual studies are rarely explored in the vision and language domain. Gao et al. [120]

introduce a multilingual image question answering dataset, and Shimizu et al. [121] pro-

pose a cross-lingual method for making use of English annotations to improve a Japanese

VQA system. Pappas et al. [122] propose multilingual visual concept clustering to study

the commonalities and differences among different languages. Meanwhile, multilingual

image captioning is introduced to describe the content of an image with multiple lan-

guages [123, 124]. But none of them study the interaction between videos and multilingual

knowledge. Sanabria et al. [125] collect English→Portuguese subtitles for the automatic

speech recognition (ASR) task, which, however, do not directly describe the video con-

tent. Therefore, we introduce the VaTeX dataset and the task of multilingual video

captioning to facilitate multilingual understanding of video dynamics.
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5.2.3 Multimodal Machine Translation

The multimodal machine translation task aims at generating a better target sen-

tence by supplementing the source sentence with extra information gleaned from other

modalities. Previous studies mainly focus on using images as the visual modality to help

machine translation [126, 127, 128]. The Multi30K dataset [129], which is annotated

based on the image captioning dataset Flickr30K [130], is commonly used in this direc-

tion. For instance, [131, 132] consider the object features of the images, and [133, 134]

import convolutional image features into machine translation. Additionally, other stud-

ies [135, 136, 137, 138] explore the cross-modal feature fusion of images and sentences.

We are the first to consider videos as the spatiotemporal context for machine translation

and introduce a new task—video-guided machine translation. Compared with images,

videos provide richer visual information like actions and temporal transitions, which can

better assist models in understanding and aligning the words/phrases between the source

and target languages. Moreover, the parallel captions in VaTeX go beyond spatial re-

lations and are more linguistically complex than Multi30K, e.g., a series of actions. Last

but not least, our VaTeX dataset contains over 206K English-Chinese sentence pairs (5

per video), which is approximately seven times larger than Multi30K.

5.3 VaTeX Dataset

5.3.1 Data Collection

For a wide coverage of human activities, we reuse a subset of the videos from the

Kinetics-600 dataset [139], the largest and widely-used benchmark for action classifica-

tion. Kinetics-600 contains 600 human action classes and around half a million video

clips. To collect those videos, Kay et al. [139] first built an action list by combining pre-
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vious video datasets [140, 141, 142, 143, 144], and then searched the videos from YouTube

for candidates, which eventually were filtered by Amazon Mechanical Turkers. Each clip

lasts around 10 seconds and is taken from a unique YouTube video. The VaTeX dataset

connects videos to natural language descriptions rather than coarse action labels. No-

tably, we collect the English and Chinese descriptions of 41, 269 valid video clips from

the Kinetics-600 validation and holdout test sets, costing approximately $51, 000 in to-

tal. The data collection window is around two months. We have obtained approvals from

the institutional reviewing agency to conduct human subject crowdsourcing experiments,

and our payment rate is reasonably high (the estimated hourly rate is higher than the

minimum wage required by law).

We split those videos into four sets as shown in Table 5.2. Note that the train and

validation sets are split from the Kinetics-600 validation set, and the test sets are from

the Kinetics-600 holdout test set. Below we detail the collection process of both English

and Chinese descriptions.

Split train validation public test secret test

#videos 25,991 3,000 6,000 6,278
#captions 519,820 60,000 120,000 125,560
action label X X - -

Table 5.2: The splits of the VaTeX dataset (X indicates the videos have publicly
accessible action labels). For the secret test set, we holdout the human-annotated
captions for challenge use.

English Description Collection

Towards large-scale and diverse human-annotated video descriptions, we build upon

Amazon Mechanical Turk (AMT)2 and collect 10 English captions for every video clip

in VaTeX, where each caption from an individual worker. Specifically, the workers are

2https://www.mturk.com
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Figure 5.3: The AMT interface for collecting the English captions.

required to watch the video clips and describe the corresponding captions in English. In

each assignment, the workers are required to describe 5 videos. We show the instructions

that the workers should describe all the important people and actions in the video clips

with the word count in each caption no less than 10. The AMT interface is illustrated

in Figure 5.3.

To ensure the quality of the collected captions, we employ only workers from the

English-speaking countries, including Australia, Canada, Ireland, New Zealand, UK, and

the USA. The workers are also required to complete a minimum of 1K previous tasks on

AMT with at least a 95% approval rate. Furthermore, we daily spot-check the captions

written by each worker to see if they are relevant to the corresponding videos. Meanwhile,

we run scripts to check the captions according to the following rules: (1) whether the
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captions are shorter than 8 words; (2) whether there are repeated captions; (3) whether

the captions contain sensitive words; and (4) whether the captions are not written in

English. We reject all the captions that do not achieve the requirements and block the

workers consistently providing low-quality annotations. The rejected captions are re-

collected until all captions strictly follow the requirements. In preliminary experiments,

we find that the workers may struggle to write good captions with only the instructions.

Hence, we further provide some accepted good examples and rejected bad examples (both

are unrelated to the current video clips) for workers’ reference. We observe that this

additional information brings in evident quality improvement on the collected captions.

Overall, 2, 159 qualified workers annotate 412, 690 valid English captions.

Chinese Description Collection

Similar to the English corpus, we collect 10 Chinese descriptions for each video. But

to support the video-guided machine translation task, we split these 10 descriptions into

two parts, five directly describing the video content, and the other five are the paired

translations of 5 English descriptions for the same video. All annotations are conducted

on the Bytedance Crowdsourcing platform3. All workers are native Chinese speakers

and have the good educational background to guarantee that the video content can be

correctly understood, and the corresponding descriptions can be accurately written.

For the first part that directly describes the video content, we follow the same annota-

tion rules as in the English captions’ collection process, except that each Chinese caption

must contain at least 15 Chinese characters. The interface is shown in Figure 5.4a.

For the second part, we aim to collect 5 English-Chinese parallel pairs for each video to

enable the VMT task. However, direct translation by professional translators is costly and

time-consuming. Thus, following previous methods [145, 146] on collecting parallel pairs,

3A public Chinese crowdsourcing platform: https://zc.bytedance.com
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(a) The interface for collecting the Chinese captions by directly describing the video
content.

(b) The interface for collecting the Chinese captions by post-editing the translated
reference sentences.

Figure 5.4: Interfaces for the Chinese caption collection.

we choose the post-editing annotation strategy, as shown in Figure 5.4b. Notably, for each

video, we randomly sample 5 captions from the annotated 10 English captions and use

multiple translation systems to translate them into Chinese reference sentences. Then the

annotation task is, given the video and the references, the workers are required to post-

edit the references and write the parallel Chinese sentence following two rules: (1) the

original sentence structure and semantics need be maintained to guarantee the alignment

to the corresponding English sentence, and (2) lost or wrong entities and actions could

be corrected based on the video content to eliminate the errors from the translation
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duplicated sent rate #unique n-grams #unique POS tags

Dataset sent len intra-video inter-video 1-gram 2-gram 3-gram 4-gram verb noun adj adv

MSR-VTT 9.28 66.0% 16.5% 29,004 274,000 614,449 811,903 8,862 19,703 7,329 1,195
VaTeX-en 15.23 0 0 35,589 538,517 1,660,015 2,773,211 12,796 23,288 10,639 1,924
VaTeX-zh 13.95 0 0 47,065 626,031 1,752,085 2,687,166 20,299 30,797 4,703 3,086

Table 5.3: We demonstrate the average sentence length (sent len), the duplicated
sentence rate within a video (intra-video) and within the whole corpus (inter-video),
the numbers of unique n-grams and POS tags. Our VaTeX dataset is lexically richer
than MSR-VTT in general.4

systems. To further reduce the annotation bias towards one specific translation system,

we use three advanced English→Chinese translation systems (Google, Microsoft, and self-

developed translation systems) to provide the workers with machine-translated sentences

as references for each English caption.

To ensure the quality of the Chinese captions, we conduct a strict two-stage verifica-

tion: every collected description must be reviewed and approved by another independent

worker. Workers with less than 90% approval rate are blocked. The interfaces for Chinese

caption collection can be found in the supplementary material. Eventually, 450 Chinese

workers participate in these two tasks and write 412, 690 valid Chinese captions. Half of

the captions are English-Chinese parallel sentences, so we have 206, 345 translation pairs

in total.

5.3.2 Dataset Analysis

In Table 5.1, we briefly compare the overall statistics of the existing video description

datasets. We conduct a comprehensive analysis between VaTeX and MSR-VTT [15],

the widely-used benchmark for video captioning and the closest to VaTeX in terms of

4Note that the Chinese POS tagging rules follow the Penn Chinese Treebank standard [147], which is
different from English due to different morphemes. For instance, VaTeX-zh has more nouns and verbs
but fewer adjectives than VaTeX-en, because the semantics of many Chinese adjectives are included
in nouns or verbs [148]. For example, the segmented Chinese word 长发 (“long hair”) is labeled as one
noun in Chinese, but an adjective (“long”) and a noun (“hair”) in English.
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(a) Caption lengths (b) Unique nouns per caption (c) Unique verbs per caption

Figure 5.5: Statistical histogram distributions on MSR-VTT, VaTeX-en, and Va-
TeX-zh. Compared to MSR-VTT, the VaTeX dataset contains longer captions,
each with more unique nouns and verbs.

domain and scale. Since MSR-VTT only has an English corpus, we split VaTeX into

the English corpus (VaTeX-en) and the Chinese corpus (VaTeX-zh) for comparison.

VaTeX contains 413k English and 413k Chinese captions depicting 41.3k unique videos

from 600 activities, while MSR-VTT has 200k captions describing 7k videos from 257

activities. In addition to the larger scale, captions in VaTeX-en and VaTeX-zh are

longer and more detailed than in MSR-VTT (see Figure 5.5). The average caption

lengths of VaTeX-en, VaTeX-zh, and MSR-VTT are 15.23, 13.95, and 9.28.

To assess the linguistic complexity, we compare the unique n-grams and part-of-speech

(POS) tags (e.g., verb, noun, adverb etc.) among MSR-VTT, VaTeX-en, and VaTeX-

zh (see Table 5.3), which illustrates the improvement of VaTeX over MSR-VTT and the

difference between the English and Chinese corpora. Our VaTeX datasets represent a

wider variety of caption styles and cover a broader range of actions, objects, and visual

scenes.

We also perform in-depth comparisons of caption diversity. First, as seen in Table 5.3,

MSR-VTT faces a severe duplication issue in that 66.0% of the videos contains some

exactly same captions, while our VaTeX datasets are free of this problem and guarantee

that the captions within the same video are unique. Not only within videos, but the
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Figure 5.6: Type-caption curves. Type: unique 4-gram. VaTeX has more lexical
styles and caption diversity than MSR-VTT.

captions in our VaTeX datasets are also much more diverse even within the whole

corpus, which indicates that our VaTeX can also be a high-quality benchmark for video

retrieval.

For a more intuitive measure of the lexical richness and caption diversity, we then

propose the Type-Caption Curve, which is adapted from the type-token vocabulary

curve [149] but specially designed for the caption corpora here. The total number of

captions and the number of distinct vocabulary words (types) are computed for each

corpus. So we plot the number of types against the number of captions for MSR-VTT,

VaTeX-en, and VaTeX-zh (see Figure 5.6 where we choose 4-grams as the types). From

these type-caption curves, inferences are drawn about lexical style or caption diversity

(vocabulary use), as well as lexical competence (vocabulary size), so our VaTeX datasets

are shown to be more linguistically complex and diverse.
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Figure 5.7: Monolingual video captioning model.

5.4 VaTeX Tasks

5.4.1 Multilingual Video Captioning

Multilingual video captioning is the task of describing the content of a video using

more than one language such as English and Chinese. Below we first introduce a base-

line model for monolingual video captioning and then present three different models for

multilingual video captioning.

Models

We begin with the well-known attention-based encoder-decoder model for video cap-

tioning. As illustrated in Figure 5.7, there are three main modules to this architecture:

• A 3D convolutional neural network (3D ConvNet) that learns the spatiotempo-

ral features of the video and outputs a sequence of segment-level features X =

{x1, x2, . . . , xL}.

• A video encoder module fenc that encodesX into video-level features V = {v1, v2, . . . , vL}

by modeling long-range temporal contexts.
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• An attention-based language decoder module fdec that produces a word yt at every

time step t by considering the word at previous step yt−1, the visual context vector

ct learned from the attention mechanism.

We instantiate the captioning model by adapting the model architectures from the state-

of-the-art video captioning methods [2]. We employ the pretrained I3D model [150] for

action recognition as the 3D ConvNet to obtain the visual features X, Bidirectional

LSTM (bi-LSTM) as the video encoder fenc, and LSTM as the language decoder fdec.

We also adopt the dot-product attention, so at the decoding step t, we have

yt, ht = fdec([yt−1, ct], ht−1) (5.1)

where ht is the hidden state of the decoder at step t and

ct = softmax(ht−1WV T )V (5.2)

where W is a learnable projection matrix.

To enable multilingual video captioning, we examine three methods (see Figure 5.8):

(1) Two Base models, which are two monolingual encoder-decoder models (as described

in Figure 5.7) trained separately for either English or Chinese; (2) A Shared Enc model,

which has a shared video encoder but two language decoders to generate English and

Chinese; (3) A Shared Enc-Dec model, where there are just one encoder and one

decoder, both shared by English and Chinese, and the only difference is that the word

embedding weight matrices are different for different languages.
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Figure 5.8: Multilingual video captioning models.

Evaluation Metrics

We adopt four diverse automatic evaluation metrics: BLEU [31], METEOR [33],

ROUGE-L [32], and CIDEr [34]. We use the standard evaluation code from MS-COCO

server [35] to obtain the results.

Results and Analysis

Table 5.4 shows the results of the three baseline models on both English and Chinese

test sets. The performances of the multilingual models (Shared Enc and Shared Enc-Dec)

are consistently (though not significantly) improved over the monolingual model (Base).

It indicates that multilingual learning indeed helps video understanding by sharing the

video encoder. More importantly, the parameters of the Shared Enc and Shared Enc-Dec

are significantly reduced by 4.7M and 13.4M over the Base models. These observations

validate that a compact, unified model can produce captions in multiple languages and

benefit from multilingual knowledge learning. We believe that more specialized multilin-

gual models would improve the understanding of the videos and lead to better results.

Furthermore, incorporating multimodal features like audio [3] would further improve the
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English Chinese

Model #Params BLEU-4 METEOR ROUGE-L CIDEr BLEU-4 METEOR ROUGE-L CIDEr

Base w/o WT 52.5M 28.1 ±0.38 21.7 ±0.15 46.8 ±0.18 44.3 ±0.98 24.4 ±0.86 29.6 ±0.30 51.3 ±0.43 34.0 ±0.11

Base 39.7M 28.1 ±0.32 21.6 ±0.19 46.9 ±0.16 44.3 ±0.10 24.9 ±0.20 29.7 ±0.21 51.5 ±0.28 34.7 ±0.47

Shared Enc 34.9M 28.4 ±0.21 21.7 ±0.65 47.0 ±0.09 45.1 ±0.25 24.9 ±0.26 29.7 ±0.11 51.6 ±0.20 34.9 ±0.40

Shared Enc-Dec 26.3M 27.9 ±0.50 21.6 ±0.55 46.8 ±0.19 44.2 ±0.23 24.9 ±0.25 29.8 ±0.23 51.7 ±0.09 35.0 ±0.18

Table 5.4: Multilingual video captioning. We report the results of the baseline models
in terms of BLEU-4, METEOR, and ROUGE-L, and CIDEr scores. Each model is
trained for five times with different random seeds, and the results are reported with a
confidence level of 95%. WT: weight tying, which means the input word embedding
layer and the softmax layer share the same weight matrix.

performance, which we leave for future study.

5.4.2 Video-guided Machine Translation

In this section, we discuss the enabled new task, Video-guided Machine Translation

(VMT), to translate a source language sentence into the target language using the video

information as an additional spatiotemporal context. This task has various potential

real-world applications, e.g., translating posts with the video content in social media.

Method

In VMT, the translation system takes a source sentence and the corresponding video

as the input and generates the translated target sentence. To effectively utilize the two

modalities, text and video, we design a multimodal sequence-to-sequence model [151, 38]

with the attention mechanism [61] for VMT. The overview of our model is shown in

Figure 5.9, which mainly consists of the following three modules.

Source Encoder. For each source sentence represented as a sequence of N word em-

beddings S = {s1, s2, . . . , sN}, the source encoder f srcenc transforms it into the sentence

features U = {u1, u2, . . . , uN}.
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Figure 5.9: Video-guided machine translation model.

Video Encoder. Similar in Section 5.4.1, we use a 3D ConvNet to convert each video

into a sequence of segment-level features X. Then we employ a video encoder f vienc to

transform X into the video features V = {v1, v2, . . . , vL}.

Target Decoder. The sentence embedding from the source language encoder f srcenc and

the video embedding from the video encoder f vienc are concatenated and fed into the target

language decoder f tgtdec. To dynamically highlight the important words of the source sen-

tence and the crucial spatiotemporal segments in the video, we equip the target decoder

f srcdec with two attention mechanisms. Thus, at each decoding step t, we have

yt, ht = f tgtdec([yt−1, c
src
t , cvit ], ht−1) (5.3)

where ht is the hidden state of the decoder at step t. cvit is the video context vector that

is computed with the temporal attention of the video segments (see Equation 5.2), and
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Model English→Chinese Chinese→English

Base NMT w/o VI 26.85 24.31
+ Average VI 26.97 24.39
+ LSTM VI w/o Attn 27.43 24.76
+ LSTM VI w/ Attn (VMT) 29.12 26.42

Table 5.5: Video-guided Machine Translation. Results are reported on the BLEU-4
scores. VI: video features from the pretrained I3D model. Attn: temporal attention
mechanism.

csrct is the source language context vector:

csrct = softmax(ht−1W
srcUT )U (5.4)

where W src is a learnable projection matrix.

Baselines

We consider the following three baselines to compare: (1) Base NMT Model : We only

consider the text information for machine translation and adopt the encoder-decoder

model with the source attention mechanism. (2) Average Video Features : We average

the segment-level features X of each video as x. The average video feature x is then

concatenated with each word embedding st in S. The model structure is the same as

the base NMT model. (3) LSTM Video Features : This is our VMT model without the

temporal attention for videos in the decoder.

Results and Analysis

VMT. We first show in Table 5.5 the results of four different models on Chinese→English

and English→Chinese translations. The marginal improvements by the Average video

Features and the LSTM Video Features reveal that, passively receiving and incorporating
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the video features is ineffective in helping align source and target languages. However,

we can observe that the translation system achieves much better performance when using

the LSTM Video Features with temporal attention (our full VMT model) to dynamically

interact with the video features. It is because, with the attention mechanism, the lan-

guage dynamics are used as a query to highlight the relevant spatiotemporal features in

the video, and then the learned video context would assist the word mapping between

source and target language spaces. It also validates that extra video information can be

effectively utilized to boost machine translation systems.

Masked VMT. Videos contain rich information on subject/object nouns and action

verbs. Therefore, we conduct noun/verb masking experiments [152] to investigate to

what extent the video information can help machine translation. We randomly replace

0%/25%/50%/75%/100% nouns or verbs of the English captions with a unique token

[M], and then train the NMT and VMT models on the Chinese→English translation

task with different masking rates. This experimental design evaluates the capability of

VMT in recovering the missing information of the source sentence with the help of the

video context.

In addition to the BLEU-4 metric, we propose to use the noun/verb recovery accuracy,

which is the percentages of the correctly translated nouns/verbs in the target sentences, to

precisely evaluate the impact of additional video information on recovering nouns/verbs.

The results with different masking rates are shown in Table 5.6. First, the VMT model

consistently outperforms the NMT model with different masking rates on both metrics.

Moreover, as the masking rate increases, the NMT model struggles to figure out the

correct nouns/verbs because of the scarce parallel caption pairs. In contrast, the VMT

model can rely on the video context to obtain more useful information for translation, and

thus the performance gap on the recovery accuracy increases dramatically. It shows that
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BLEU-4 Accuracy (%)

Masking Rate 0% 25% 50% 75% 100% 0% 25% 50% 75% 100%

Noun Masking

NMT 26.9 20.2 13.0 8.5 4.1 70.2 53.7 35.4 15.6 10.1
VMT 29.1 24.7 19.3 16.9 14.3 76.4 65.6 50.8 43.2 39.7

Verb Masking

NMT 26.9 23.3 15.4 11.6 7.2 65.1 57.4 40.9 33.6 19.8
VMT 29.1 26.8 22.0 19.3 16.5 70.4 63.6 54.2 48.7 40.5

Table 5.6: Video-guided machine translation on English→Chinese with different
noun/verb masking rates. We evaluate the results using the BLEU-4 score and
noun/verb recovery accuracy.

in our VMT model, video information can play a crucial role in understanding subjects,

objects, actions, and relations.
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Learning to Navigate the 3D World
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Chapter 6

Vision-Language Navigation Policy

Learning and Adaptation

6.1 Introduction

To close the loop of language and vision, embodied agents should also be able to

understand natural language commands situated in real-world environments. Vision-

language grounded embodied agents empowers many intriguing real-world applications,

e.g., in-home robots and personal assistants. Meanwhile, such an agent pushes forward

visual and language grounding by putting itself in an active learning scenario through

first-person vision.

This chapter initiates our study on Vision-Language Navigation (VLN) [153], the task

of navigating an agent inside real environments by following natural language instructions

VLN requires a deep understanding of linguistic semantics, visual perception, and most

importantly, the alignment of the two. The agent must reason about the vision-language

dynamics in order to move towards the target that is inferred from the instructions.

VLN presents some unique challenges. First, reasoning over visual images and nat-
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Turn right and head
towards the kitchen.
Then turn left, pass a
table and enter the
hallway. Walk down
the hallway and turn
into the entry way to
your right without
doors. Stop in front
of the toilet.

Local	
visual	
scene	

Instruction

Demonstration	Path	A
Executed	Path	B
Executed	Path	C	

Initial	Position
Target	Position

Global	
trajectories	
in	top-down	

view	

Figure 6.1: Demonstration of the VLN task. The instruction, the local visual scene,
and the global trajectories in a top-down view is shown. The agent does not have ac-
cess to the top-down view. Path A is the demonstration path following the instruction.
Path B and C are two different paths executed by the agent.

ural language instructions can be difficult. As we demonstrate in Figure 3.1, to reach

a destination, the agent needs to ground an instruction in the local visual scene, repre-

sented as a sequence of words, as well as match the instruction to the visual trajectory in

the global temporal space. Secondly, except for strictly following expert demonstrations,

the feedback is rather coarse, since the “Success” feedback is provided only when the

agent reaches a target position, completely ignoring whether the agent has followed the

instructions (e.g., Path A in Figure 3.1) or followed a random path to reach the destina-

tion (e.g., Path C in Figure 3.1). Even a “good” trajectory that matches an instruction

can be considered unsuccessful if the agent stops marginally earlier than it should be

(e.g., Path B in Figure 3.1). An ill-posed feedback can potentially deviate from the

optimal policy learning. Thirdly, existing work suffers from the generalization problem,

causing a huge performance gap between seen and unseen environments.
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In this chapter, we propose to combine the power of reinforcement learning (RL)

and imitation learning (IL) to address the challenges above [10, 14]. First, we introduce

a novel Reinforced Cross-Modal Matching (RCM) approach that enforces cross-modal

grounding both locally and globally via RL. We design a reasoning navigator to learn

the cross-modal grounding in both the textual instruction and the local visual scene, so

that the agent can infer which sub-instruction to focus on and where to look at. From the

global perspective, we equip the agent with a matching critic that evaluates an executed

path by the probability of reconstructing the original instruction from it, namely the

cycle-reconstruction reward. The cycle-reconstruction reward provides a fine-grained

intrinsic reward signal to encourage the agent to better understand the language input

and penalize the trajectories that do not match the instructions. For instance, using the

proposed reward, Path B is considered better than Path C (see Figure 3.1).

To further narrow the gap between seen and unseen environments, we propose an

effective solution to explore unseen environments with self-supervision. This technique is

valuable because it can facilitate lifelong learning and adaption to new environments. For

example, domestic robots can explore a new home it arrives at and iteratively improve

the navigation policy by learning from previous experience. Motivated by this fact, we

introduce a Self-Supervised Imitation Learning (SIL) method in favor of exploration on

unseen environments that do not have labeled data. The agent learns to imitate its own

past, good experience, leading to a better policy that adapts to the new environment.
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Figure 6.2: Overview of our RCM framework.

6.2 Reinforced Cross-Modal Matching

6.2.1 Overview

We consider an embodied agent that learns to navigate inside real indoor environ-

ments by following natural language instructions. The RCM framework mainly con-

sists of two modules (see Figure 6.2): a reasoning navigator πθ and a matching

critic Vβ. Given the initial state s0 and the natural language instruction (a sequence of

words) X = x1, x2, ..., xn, the reasoning navigator learns to perform a sequence of actions

a1, a2, ..., aT ∈ A, which generates a trajectory τ , in order to arrive at the target location

starget indicated by the instruction X . The navigator interacts with the environment and

perceives new visual states as it executes actions. To promote the generalizability and

reinforce the policy learning, we introduce two reward functions: an extrinsic reward

that is provided by the environment and measures the success signal and the naviga-

tion error of each action, and an intrinsic reward that comes from our matching critic

and measures the alignment between the language instruction X and the navigator’s

trajectory τ .
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6.2.2 Model

Here we discuss the reasoning navigator and matching critic in details, both of which

are end-to-end trainable.

Cross-Modal Reasoning Navigator

The navigator πθ is a policy-based agent that maps the input instruction X onto a

sequence of actions {at}Tt=1. At each time step t, the navigator receives a state st from

the environment and needs to ground the textual instruction in the local visual scene.

Thus, we design a cross-modal reasoning navigator that learns the trajectory history, the

focus of the textual instruction, and the local visual attention in order, which forms a

cross-modal reasoning path to encourage the local dynamics of both modalities at step t.

Figure 6.3 shows the unrolled version of the navigator at time step t. Similar to [154],

we equip the navigator with a panoramic view, which is split into image patches of m

different viewpoints, so the panoramic features that are extracted from the visual state

st can be represented as {vt,j}mj=1, where vt,j denotes the pre-trained CNN feature of the

image patch at viewpoint j.

History Context Once the navigator runs one step, the visual scene would change

accordingly. The history of the trajectory τ1:t till step t is encoded as a history context

vector ht by an attention-based trajectory encoder LSTM [20]:

ht = LSTM([vt, at−1], ht−1) (6.1)

where at−1 is the action taken at previous step, and vt =
∑

j αt,jvt,j, the weighted sum of

the panoramic features. αt,j is the attention weight of the visual feature vt,j, representing

its importance with respect to the previous history context ht−1. Note that we adopt
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Figure 6.3: Cross-modal reasoning navigator at step t.

the dot-product attention [155] hereafter, which we denote as (taking the attention over

visual features above for an example)

vt = attention(ht−1, {vt,j}mj=1) (6.2)

=
∑
j

softmax(ht−1Wh(vt,jWv)
T )vt,j (6.3)

where Wh and Wv are learnable projection matrices.

Visually Conditioned Textual Context Memorizing the past can enable the recog-

nition of the current status and thus understanding which words or sub-instructions to

focus on next. Hence, we further learn the textual context ctextt conditioned on the his-

tory context ht. We let a language encoder LSTM to encode the language instruction

X into a set of textual features {wi}ni=1. Then at every time step, the textual context is

computed as

ctextt = attention(ht, {wi}ni=1) (6.4)
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Note that ctextt weighs more on the words that are more relevant to the trajectory history

and the current visual state.

Textually Conditioned Visual Context Knowing where to look at requires a dy-

namic understanding of the language instruction; so we compute the visual context cvisualt

based on the textual context ctextt :

cvisualt = attention(ctextt , {vj}mj=1) (6.5)

Action Prediction In the end, our action predictor considers the history context ht,

the textual context ctextt , and the visual context cvisualt , and decides which direction to go

next based on them. It calculates the probability pk of each navigable direction using a

bilinear dot product as follows:

pk = softmax([ht, c
text
t , cvisualt ]Wc(ukWu)

T ) (6.6)

where uk is the action embedding that represents the k-th navigable direction, which is

obtained by concatenating an appearance feature vector (CNN feature vector extracted

from the image patch around that view angle or direction) and a 4-dimensional orientation

feature vector [sinψ; cosψ; sinω; cosω], where ψ and ω are the heading and elevation

angles respectively. The learning objectives for training the navigator are introduced in

Section 6.2.3.

Cross-Modal Matching Critic

In addition to the extrinsic reward signal from the environment, we also derive an

intrinsic reward Rintr provided by the matching critic Vβ to encourage the global matching

between the language instruction X and the navigator πθ’s trajectory τ = {< s1, a1 >,<
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Figure 6.4: Cross-modal matching critic that provides the cycle-reconstruction intrin-
sic reward.

s2, a2 >, ..., < sT , aT >}:

Rintr = Vβ(X , τ) = Vβ(X , πθ(X )) (6.7)

One way to realize this goal is to measure the cycle-reconstruction reward p(X̂ = X|πθ(X )),

the probability of reconstructing the language instruction X given the trajectory τ =

πθ(X ) executed by the navigator. The higher the probability is, the better the produced

trajectory is aligned with the instruction.

Therefore as shown in Figure 6.4, we adopt an attention-based sequence-to-sequence

language model as our matching critic Vβ, which encodes the trajectory τ with a trajec-

tory encoder and produces the probability distributions of generating each word of the

instruction X with a language decoder. Hence the intrinsic reward

Rintr = pβ(X|πθ(X )) = pβ(X|τ) (6.8)

which is normalized by the instruction length n. In our experiments, the matching critic

is pre-trained with human demonstrations (the ground-truth instruction-trajectory pairs

< X ∗, τ ∗ >) via supervised learning.
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6.2.3 Learning

In order to quickly approximate a relatively good policy, we use the demonstration

actions to conduct supervised learning with maximum likelihood estimation (MLE). The

training loss Lsl is defined as

Lsl = −E[log(πθ(a
∗
t |st))] (6.9)

where a∗t is the demonstration action provided by the simulator. Warm starting the agent

with supervised learning can ensure a relatively good policy on the seen environments.

But it also limits the agent’s generalizability to recover from erroneous actions in unseen

environments, since it only clones the behaviors of expert demonstrations.

To learn a better and more generalizable policy, we then switch to reinforcement

learning and introduce the extrinsic and intrinsic reward functions to refine the policy

from different perspectives.

Extrinsic Reward A common practice in RL is to directly optimize the evaluation

metrics. Since the objective of the VLN task is to successfully reach the target location

starget, we consider two metrics for the reward design. The first metric is the relative

navigation distance similar in Wang et al. [9]. We denote the distance between st and

starget as Dtarget(st). Then the immediate reward r(st, at) after taking action at at state

st (t < T ) becomes:

r(st, at) = Dtarget(st)−Dtarget(st+1), t < T (6.10)

This indicates the reduced distance to the target location after taking action at. Our

second choice considers the “Success” as an additional criterion. If the agent reaches a
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point within a threshold measured by the distance d from the target (d is preset as 3m

in the R2R dataset), then it is counted as “Success”. Particularly, the immediate reward

function at last step T is defined as

r(sT , aT ) = 1(Dtarget(sT ) ≤ d) (6.11)

where 1() is an indicator function. To incorporate the influence of the action at on the

future and account for the local greedy search, we use the discounted cumulative reward

rather than the immediate reward to train the policy:

Rextr(st, at) = r(st, at)︸ ︷︷ ︸
immediate reward

+
T∑

t′=t+1

γt
′−tr(st′ , at′)︸ ︷︷ ︸

discounted future reward

(6.12)

where γ is the discounted factor (0.95 in our experiments).

Intrinsic Reward As discussed in Section 6.2.2, we pre-train a matching critic to

calculate the cycle-reconstruction intrinsic reward Rintr (see Equation 6.8), promoting

the alignment between the language instruction X and the trajectory τ . It encourages

the agent to respect the instruction and penalizes the paths that deviate from what the

instruction indicates.

With both the extrinsic and intrinsic reward functions, the RL loss can be written as

Lrl = −Eat∼πθ [At] (6.13)

where the advantage function At = Rextr+δRintr. δ is a hyperparameter weighing the in-

trinsic reward. Based on REINFORCE algorithm [21], the gradient of non-differentiable,
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Figure 6.5: SIL for exploration on unlabeled data.

reward-based loss function can be derived as

∇θLrl = −At∇θ log πθ(at|st) (6.14)

6.3 Self-Supervised Imitation Learning

The last section introduces the effective RCM method for generic vision-language

navigation task, whose standard setting is to train the agent on seen environments and

test it on unseen environments without exploration. In this section we discuss a different

setting where the agent is allowed to explore unseen environments without ground-truth

demonstrations. This is of practical benefit because it facilitates lifelong learning and

adaption to new environments.

To this end, we propose a Self-Supervised Imitation Learning (SIL) method to imitate

the agent’s own past good decisions. As shown in Figure 6.5, given a natural language

instruction X without paired demonstrations and ground-truth target location, the nav-

igator produces a set of possible trajectories and then stores the best trajectory τ̂ that

is determined by matching critic Vβ into a replay buffer, in formula,

τ̂ = arg max
τ

Vβ(X , τ) (6.15)
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The matching critic evaluates the trajectories with the cycle-reconstruction reward as

introduced in Section 6.2.2. Then by exploiting the good trajectories in the replay buffer,

the agent is indeed optimizing the following objective with self-supervision. The target

location is unknown and thus there is no supervision from the environment.

Lsil = −Rintr log πθ(at|st) (6.16)

Note that Lsil can be viewed as the loss for policy gradient except that the off-policy

Monte-Carlo return Rintr is used instead of on-policy return. Lsil can also be interpreted

as the supervised learning loss with τ̂ as the “ground truths”:

Lsil = −E[log(πθ(ât|st))] (6.17)

where ât is the action stored in the replay buffer using Equation 6.15. Paired with

a matching critic, the SIL method can be combined with various learning methods to

approximate a better policy by imitating the previous best of itself.

6.4 Experiments and Analysis

6.4.1 Experimental Setup

R2R Dataset

We evaluate our approaches on the Room-to-Room (R2R) dataset [153] for vision-

language navigation in real 3D environments, which is built upon the Matterport3D

dataset [156]. The R2R dataset has 7,189 paths that capture most of the visual diversity

and 21,567 human-annotated instructions with an average length of 29 words. The R2R

dataset is split into training, seen validation, unseen validation, and test sets. The seen
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validation set shares the same environments with the training set. While both the unseen

validation and test sets contain distinct environments that do not appear in the other

sets.

Testing Scenarios

The standard testing scenario of the VLN task is to train the agent in seen environ-

ments and then test it in previously unseen environments in a zero-shot fashion. There is

no prior exploration on the test set. This setting is preferred and able to clearly measure

the generalizability of the navigation policy, so we evaluate our RCM approach under

the standard testing scenario.

Furthermore, exploration in unseen environments is certainly meaningful in practice,

e.g., in-home robots are expected to explore and adapt to a new environment. So we

introduce a lifelong learning scenario where the agent is encouraged to learn from trials

and errors on the unseen environments. In this case, how to effectively explore the unseen

validation or test set where there are no expert demonstrations becomes an important

task to study.

Evaluation Metrics

We report five evaluation metrics as used by the VLN Challenge:

• Path Length (PL): the total length of the executed path.

• Navigation Error (NE): the shortest-path distance between the agent’s final position

and the target.

• Oracle Success Rate (OSR): the success rate at the closest point to the goal that

the agent has visited along the trajectory.
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• Success Rate (SR): the percentage of predicted end-locations within 3m of the

target locations.

• Success rate weighted by inverse Path Length (SPL) [157]: SPL trades-off Success

Rate against Path Length.

Among those metrics, SPL is the recommended primary measure of navigation perfor-

mance [157]. The other metrics are also reported as auxiliary measures.

6.4.2 Results on the Test Set

Comparison with SOTA

We compare the performance of RCM to the previous state-of-the-art (SOTA) meth-

ods on the test set of the R2R dataset, which is held out as the VLN Challenge. The

results are shown in Table 6.1, where we compare RCM to a set of baselines: (1) Ran-

dom: randomly take a direction to move forward at each step until five steps. (2) seq2seq :

the best-performing sequence-to-sequence model as reported in the original dataset pa-

per [153], which is trained with the student-forcing method. (3) RPA: a reinforced

planning-ahead model that combines model-free and model-based reinforcement learn-

ing for VLN [9]. (4) Speaker-Follower : a compositional Speaker-Follower method that

combines data augmentation, panoramic action space, and beam search for VLN [154].

As can be seen in Table 6.1, RCM significantly outperforms the existing methods,

improving the SPL score from 28% to 35%2. The improvement is consistently observed

on the other metrics, e.g., the success rate is increased by 8.1%. Moreover, using SIL

to imitate the RCM agent’s previous best behaviors on the training set can approximate

1The results of using SIL to explore unseen environments are only used to validate its effectiveness
for lifelong learning, which is not directly comparable to other models due to different learning scenarios.

2Note that our RCM model also utilizes the panoramic action space and augmented data in [154] for
a fair comparison.
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Test Set (VLN Challenge Leaderboard)
Model PL ↓ NE ↓ OSR ↑ SR ↑ SPL ↑

Random 9.89 9.79 18.3 13.2 12
seq2seq [153] 8.13 7.85 26.6 20.4 18
RPA [9] 9.15 7.53 32.5 25.3 23
Speaker-Follower [154] 14.82 6.62 44.0 35.0 28

+ beam search 1257.38 4.87 96.0 53.5 1

Ours
RCM 15.22 6.01 50.8 43.1 35
RCM + SIL (train) 11.97 6.12 49.5 43.0 38

RCM + SIL (unseen)1 9.48 4.21 66.8 60.5 59

Table 6.1: Results on the R2R test set [153]. Our RCM model significantly out-
performs the SOTA methods, especially on SPL (the primary metric for navigation
tasks [157]). Moreover, using SIL to imitate itself on the training set can further
improve its efficiency: the path length is shortened by 3.25m. Note that with beam
search, the agent executes K trajectories at test time and chooses the most confident
one, which results in a super long path and is heavily penalized by SPL.

a more efficient policy, whose average path length is reduced from 15.22m to 11.97m

and which achieves the best result (38%) on SPL. Therefore, we submit the results of

RCM + SIL (train) to the VLN Challenge, ranking first among prior work in terms of

SPL. It is worth noticing that beam search is not practical in reality, because it needs to

execute a very long trajectory before making the decision, which is punished heavily by

the primary metric SPL. So we are mainly comparing the results without beam search.

Self-Supervised Imitation Learning

As mentioned above, for a standard VLN setting, we employ SIL on the training set

to learn an efficient policy. For the lifelong learning scenario, we test the effectiveness

of SIL on exploring unseen environments (the validation and test sets). It is noticeable

in Table 6.1 that SIL indeed leads to a better policy even without knowing the target

locations. SIL improves RCM by 17.5% on SR and 21% on SPL. Similarly, the agent also
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Seen Validation Unseen Validation

# Model PL ↓ NE ↓ OSR ↑ SR ↑ PL ↓ NE ↓ OSR ↑ SR ↑

0 Speaker-Follower (no beam search) [154] - 3.36 73.8 66.4 - 6.62 45.0 35.5

1 RCM + SIL (train) 10.65 3.53 75.0 66.7 11.46 6.09 50.1 42.8
2 RCM 11.92 3.37 76.6 67.4 14.84 5.88 51.9 42.5
3 − intrinsic reward 12.08 3.25 77.2 67.6 15.00 6.02 50.5 40.6
4 − extrinsic reward = pure SL 11.99 3.22 76.7 66.9 14.83 6.29 46.5 37.7
5 − cross-modal reasoning 11.88 3.18 73.9 66.4 14.51 6.47 44.8 35.7

6 RCM + SIL (unseen) 10.13 2.78 79.7 73.0 9.12 4.17 69.31 61.3

Table 6.2: Ablation study on seen and unseen validation sets. We report the perfor-
mance of the speaker-follower model without beam search as the baseline. Row 1-5
shows the influence of each individual component by successively removing it from
the final model. Row 6 illustrates the power of SIL on exploring unseen environments
with self-supervision. Please see Section 6.4.3 for more detailed analysis.

learns a more efficient policy that takes less number of steps (the average path length

is reduced from 15.22m to 9.48m) but obtains a higher success rate. The key difference

between SIL and beam search is that SIL optimizes the policy itself by play-and-imitate

while beam search only makes a greedy selection of the rollouts of the existing policy.

But we would like to point out that due to different learning scenarios, the results of

RCM + SIL (unseen) cannot be directly compared with other methods following the

standard settings of the VLN challenge.

6.4.3 Ablation Study

Effect of Individual Components

We conduct an ablation study to illustrate the effect of each component on both seen

and unseen validation sets in Table 6.2. Comparing Row 1 and Row 2, we observe the

efficiency of the learned policy by imitating the best of itself on the training set. Then

we start with the RCM model in Row 2, and successively remove the intrinsic reward,

extrinsic reward, and cross-modal reasoning to demonstrate their importance.
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Removing the intrinsic reward (Row 3), we notice that the success rate (SR) on un-

seen environments drops 1.9 points while it is almost fixed on seen environments (0.2↑).

It evaluates the alignment between instructions and trajectories, serving as a complemen-

tary supervision besides of the feedback from the environment, therefore it works better

for the unseen environments that require more supervision due to lack of exploration.

This also indirectly validates the importance of exploration on unseen environments.

Furthermore, the results of Row 4 (the RCM model with only supervised learning)

validate the superiority of reinforcement learning compared to purely supervised learning

on the VLN task. Meanwhile, since eventually the results are evaluated based on the

success rate (SR) and path length (PL), directly optimizing the extrinsic reward signals

can guarantee the stability of the reinforcement learning and bring a big performance

gain.

We then verify the strength of our cross-modal reasoning navigator by comparing

it (Row 4) with an attention-based sequence-to-sequence model (Row 5) that utilizes

the previous hidden state ht−1 to attend to both the visual and textual features at

decoding time. Everything else is exactly the same except the cross-modal attention

design. Evidently, our navigator improves upon the baseline by considering history con-

text, visually-conditioned textual context, and textually-conditioned visual context for

decision making.

In the end, we demonstrate the effectiveness of the proposed SIL method for explo-

ration in Row 6. Considerable performance boosts have been obtained on both seen and

unseen environments, as the agent learns how to better execute the instructions from its

own previous experience.
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Instruction: Exit the door and turn left towards the 
staircase. Walk all the way up the stairs, and stop at 
the top of the stairs.

Intrinsic	Reward:	0.53				Result:	Success	(error	=	0m)	

:

Instruction: Turn right and go down the stairs. Turn 
left and go straight until you get to the laundry room. 
Wait there.

Intrinsic	Reward:	0.54				Result:	Failure	(error	=	5.5m)	

(a) A successful case (b) A failure case

Above	steps	are	all	good,	but	it	stops	at	a	wrong	place	in	the	end.	

step	1	panorama	view

step	2	panorama	view

step	3	panorama	view

step	4	panorama	view

step	6	panorama	view

step	1	panorama	view

step	2	panorama	view

step	3	panorama	view

step	4	panorama	view

step	5	panorama	view

Figure 6.6: Qualitative examples from the unseen validation set.

Generalizability

Another observation from the experiments (e.g., see Table 6.2) is that our RCM

approach is much more generalizable to unseen environments compared with the base-

line. The improvements on the seen and unseen validation sets are 0.3 and 7.1 points,

respectively. So is the SIL method, which explicitly explores the unseen environments

and tremendously reduces the success rate performance gap between seen and unseen

environments from 30.7% (Row 5) to 11.7% (Row 6).
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Qualitative Analysis

For a more intuitive view of how our model works for the VLN task, we visualize

two qualitative examples in Figure 6.6. Particularly, we choose two examples, both with

high intrinsic rewards. In (a), the agent successfully reaches the target destination, with

a comprehensive understanding of the natural language instruction. While in (b), the

intrinsic reward is also high, which indicates most of the agent’s actions are good, but

it is also noticeable that the agent fails to recognize the laundry room at the end of the

trajectory, which shows the importance of more precise visual grounding in the navigation

task.

6.5 Related Work

6.5.1 Vision-and-Language Grounding

Recently, researchers in both computer vision and natural language processing are

striving to bridge vision and natural language towards a deeper understanding of the

world [158, 5, 159, 160], e.g., captioning an image or a video with natural language [161,

162, 163, 2, 3] or localizing desired objects within an image given a natural language

description [130, 164, 165, 166]. Moreover, visual question answering [118] and visual

dialog [167] aim to generate one-turn or multi-turn response by grounding it on both

visual and textual modalities. However, those tasks focus on passive visual perception

in the sense that the visual inputs are usually fixed. In this chapter, we are particularly

interested in solving the dynamic multi-modal grounding problem in both temporal and

spatial spaces. Thus, we focus on the task of vision-language navigation (VLN) [153]

which requires the agent to actively interact with the environment.
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6.5.2 Embodied Navigation Agent

Navigation in 3D environments [168, 169, 170, 171] is an essential capability of a

mobile intelligent system that functions in the physical world. In the past two years, a

plethora of tasks and evaluation protocols [172, 173, 174, 175, 153] have been proposed

as summarized in [157]. VLN [153] focuses on language-grounded navigation in the

real 3D environment. In order to solve the VLN task, Anderson et al. [153] set up an

attention-based sequence-to-sequence baseline model. Then Wang et al. [9] introduced a

hybrid approach that combines model-free and model-based reinforcement learning (RL)

to improve the model’s generalizability. Lately, Fried et al. [154] proposed a speaker-

follower model that adopts data augmentation, panoramic action space and modified

beam search for VLN, establishing the current state-of-the-art performance on the Room-

to-Room dataset. Extending prior work, we propose a Reinforced Cross-Modal Matching

(RCM) approach to VLN. The RCM model is built upon [154] but differs in many

significant aspects: (1) we combine a novel multi-reward RL with imitation learning

for VLN while Speaker-Follower models [154] only uses supervised learning as in [153].

(2) Our reasoning navigator performs cross-modal grounding rather than the temporal

attention mechanism on single-modality input. (3) Our matching critic is similar to

Speaker in terms of the architecture design, but the former is used to provide the cycle-

reconstruction intrinsic reward for both RL and SIL training while the latter is used to

augment training data for supervised learning. Moreover, we introduce a self-supervised

imitation learning method for exploration in order to explicitly address the generalization

issue, which is a problem not well-studied in prior work.
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6.5.3 Exploration

Much work has been done on improving exploration [176, 177, 178, 179] because the

trade-off between exploration and exploitation is one of the fundamental challenges in

RL. The agent needs to exploit what it has learned to maximize reward and explore new

territories for better policy search. Curiosity or uncertainty has been used as a signal for

exploration [180, 181, 182]. Most recently, Oh et al. [183] proposed to exploit past good

experience for better exploration in RL and theoretically justified its effectiveness. Our

Self-Supervised Imitation Learning (SIL) method shares the same spirit. But instead of

testing on games, we adapt SIL and validate its effectiveness and efficiency on the more

practical task of vision-language navigation.
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Chapter 7

Tackling Data Scarcity in

Vision-Language Navigation

7.1 Introduction

This chapter aims to alleviate one of the primary challenges of the vision-language

navigation (VLN) task for embodied agents– data scarcity. For instance, the number of

scanned houses for indoor navigation is limited due to high expense and privacy concerns.

Besides, unlike vision-only navigation tasks [184, 169, 175, 185, 186, 187] where episodes

can be exhaustively sampled in simulation, vision-language navigation is supported by

human demonstrated interactions following natural language instructions, which are ex-

pensive and time-consuming to collect. This data scarcity makes learning the optimal

match between vision and language within the interactive environments quite challeng-

ing. This chapter discusses the limitations of the existing data augmentation method for

VLN and introduces new methods to tackle the data scarcity issue in indoor and outdoor

VLN tasks.
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7.2 Background: Speaker-driven Data Augmentation

To mitigate the data scarcity issue, Fried et al. [154] propose a back-translated Speaker

model for data augmentation in VLN. The Speaker learns to generate an instruction from

a navigation path:

I = Speaker({(f1, a1), (f2, a2), ..., (fL, aL)}) (7.1)

where ft is the visual feature of the image scene, at is the action taken at time step t,

L represents the length of the navigation path, and I is the generated instruction. The

Speaker is trained with pairs of navigation paths and human-annotated instructions in

the training data. Then we can randomly sample paths from the training environments

and use the Speaker to augment the training data by generating instructions of those

sampled paths.

7.3 Approach: Adversarial Path Sampling

Although humans often lack extensive experience with joint access to visual experi-

ence and accompanying language instructions of navigating unfamiliar environments, the

human mind can navigate environments by incorporating mechanisms such as counter-

factual reasoning [188]. For example, if a person follows an instruction to “turn right”

and they see a door in front of them, they can consider what they may have encountered

had they turned left instead. Or, if we stop in front of the dining table instead of walking

away, what shall the instruction be? The premise, then, is that counterfactual reason-

ing can improve performance in a VLN task through exploration and consideration of

alternative actions that the agent did not make. It may allow the agent to operate in

data-scarce scenarios by bootstrapping familiarity of environments and the association

110



Tackling Data Scarcity in Vision-Language Navigation Chapter 7

Figure 7.1: Comparison between randomly-sampled (rand) and APS-sampled (aps)
under validation-seen set for Seq2Seq over different ratios of augmented path used.

between instructions and multiple action options.

While the use of augmented examples by the Speaker [154] resembles a counterfactual

process, its random sampling method is too arbitrary. Figure 7.1 reports the performance

of the model trained with randomly-sampled augmented data (the line in lighter green)

over different ratios of the augmented path used. It shows that the success rate stops

increasing once augmented paths account for 60% or more of the training data [189].

Since those paths are all randomly sampled, it can limit the power of counterfactual

thinking for data augmentation.

Therefore, we propose adversarial-driven counterfactual thinking, where the model

learns to consider effective counterfactual conditions instead of sampling sufficient but

uninformative data. We introduce a model-agnostic adversarial path sampler (APS) [12]

that learns how to generate augmented paths for training examples that are increasingly

challenging and effective for the target navigation model. Moreover, empowered by APS,

the model can adapt to unseen environments in a practical setting—environment-based

pre-exploration. When deployed to a new environment, the robot can first pre-explore

and get familiar with it, and then perform natural language guided tasks within this
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Figure 7.2: The learning framework of our adversarial path sampler (APS), where
Speaker is the back-translated speaker model and NAV is the navigation model.

environment.

The overall learning framework of our adversarial path sampler (APS) is illustrated in

Figure 7.2. First, APS samples batch of paths P and we adopt the Speaker model [154] to

obtain the reconstructed instructions I. With the pairs of (P , I), we obtain the navigation

loss LNAV. The navigator (NAV) minimizes LNAV to improve navigation performance.

While APS learns to sample paths that NAV can not perform well by maximizing LNAV.

Hence, there is an adversarial situation between NAV and APS, where APS aims at

sampling challenging paths and NAV tries to solve the navigation tasks from APS. By

this adversarial training process, we collect all of the (P , I) sampled from APS to compose

the augmented data. Both Speaker and NAV are pre-trained using the original training

set, and Speaker keeps fixed during adversarial training. We then train NAV on the

APS-sampled augmented data and the original training data.

7.3.1 Model Architecture of Adversarial Path Sampler

As shown in Figure 7.3, the proposed APS is a recurrent action sampler πAPS, which

samples series of actions {at}Tt=1 (with the scene images {ft}Tt=1 presented from the en-

vironment) and combines as the path output, where ft means the visual feature (e.g.,

extracted from the convolutional neural networks). For the panoramic image scene, ft,j
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Figure 7.3: The architecture of the adversarial path sampler (APS).

represents the visual feature of the image patch at viewpoint j at time step t.

At each time step t, the history of previous visual feature and at−1 is encoded as ht

by an LSTM encoder:

ht = LSTM([vt, at−1], ht−1) (7.2)

where at−1 is the action taken at previous step and vt is the weighted sum of visual feature

of each image path for the panoramic image scene. vt is calculated using the attention

[61] between the history ht−1 and the image patches {ft,j}mj=1:

vt = Attention(ht−1, {ft,j}mj=1)

=
∑
j

softmax(ht−1Wh(ft,jWf )
T )ft,j

(7.3)

where Wh and Wf are learnable projection matrics. The above equation of vt is for

panoramic scene with m viewpoints. APS also supports the navigator which uses visuo-

motor view as input (e.g., Seq2Seq [153]) and the single visual feature ft is seen as vt

directly.

Finally, APS decides which action to take based on the history ht and action embed-

ding u:

at = softmax(htWc(ukW
T
u )) (7.4)
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where uk is the action embedding of the k-th navigable direction. Wc andWu are learnable

projection matrics.

7.3.2 Adversarial Training of APS

After each unrolling of APS, we comprise the navigation history {at}Tt=1 and {ft,j}mj=1

to obtain the path P . To be consistent with the original training data whose navigation

paths are all shortest paths [153], we transform the sampled paths by APS into shortest

paths1 (same start and end nodes as in the sampled paths). Then we employ the Speaker

model [154] to produce one instruction I for each sampled path P , and eventually obtain

a set of new augmented pairs (P , I). We train the navigation model (NAV) with (P ,

I) using student-forcing [153]. The training loss (LNAV) can be seen as an indicator of

NAV’s performance under (P , I): the higher LNAV is, the worse NAV performs. Hence,

in order to create increasingly challenging paths to improve the navigation policy, we

define the loss function LAPS of APS as:

LAPS = −Ep(P;πAPS)LNAV (7.5)

Since the path sampling process is not differentiable, we adopt policy gradient [190]

and view LNAV as the reward R to optimize the APS objective. According to the REIN-

FORCE algorithm [21], the gradient is computed as following:

∇πAPS
LAPS ≈ −

T∑
t=1

[∇πAPS
log p(at|a1:t−1; πAPS)R]

≈ −
T∑
t=1

[∇πAPS
log p(at|a1:t−1; πAPS)(R− b)]

(7.6)

1Note that transforming the sampled paths into shortest paths can only be done under seen environ-
ments. For pre-exploration under unseen environments, we directly use the sampled paths because the
shortest path planner should not be exploited in unseen environments.
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Algorithm 3 Training Process of Adversarial Path Sampler
1: NAV: the target navigation model
2: Speaker: the back-translated instruction model
3: APS: the adversarial path sampler
4: augaps: collected APS-sampled augmented data
5:

6: Pre-train NAV with original training set
7: Pre-train Speaker with original navigation path
8: Initialize APS
9: augaps ← ∅

10:

11: while DO APS do
12: P = {(f1, a1), (f2, a2), ..., (fL, aL)} ← APS samples
13: I ← back-translated by Speaker with P
14: LNAV ← student-forcing loss of NAV using (P , I)
15:

16: Update NAV by minimizing LNAV

17: Update APS by maximizing LNAV using Policy Gradient
18: augaps ← augaps ∪ (P , I)
19: end while
20:

21: Train NAV with augaps
22: Fine-tune NAV with original training set

where b is the baseline estimation to reduce the variance and we treat b as the mean of

all previous losses. Note that APS is model-agnostic and can be easily integrated into

different navigation models, since it only considers the training loss from a navigation

model regardless of its model architecture.

Algorithm 3 illustrates the training process of APS. APS aims at maximizing the nav-

igation loss LNAV of NAV to create more challenging paths, while NAV tries to minimize

LNAV to do better navigation:

min
NAV

max
APS
LNAV (7.7)

After collecting the challenging paths augmented by APS, we train NAV on them and

finally fine-tune NAV with the original training set. The detailed analysis of APS-sampled
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Figure 7.4: The optimization flow of environment-based pre-exploration under unseen
environments. APS samples paths from the unseen environment to optimize NAV and
make it more adaptive. Then, NAV runs each instruction in a single turn.

augmented data is shown in Section 7.6.1.

7.3.3 Environment-based Pre-Exploration

Pre-exploration is a technique that adapts the navigation model to unseen environ-

ments. The navigator can explore the unfamiliar environment first and increase the

chance to carry out the navigation instructions under unseen environments. Speaker-

Follower [154] adopts a state-factored beam search for several candidate paths and then

selects the best one. RCM [10] introduces self-supervised imitation learning (SIL) that ac-

tively optimized the navigation model to maximize the cross-matching score between the

generated path and the original instruction. Nevertheless, beam search requires multiple

runs for each inference, and SIL utilizes the original instructions in the unseen envi-

ronments for optimization. EnvDrop [191] conducts pre-exploration by sampling short-

est paths from unseen environments and augments them with back-translation, which,

however, utilizes the meta-information of unseen environments (e.g., the shortest path

planner that the robot is not supposed to use).

In the real world, when we deploy a robot into a new environment, it might pre-explore

and get familiar with the environment, and then efficiently execute the tasks following

natural language instructions. So unlike previous approaches [10, 191] that either opti-
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mize the given instructions or assume access to all the unseen environments at once, we

propose to use our APS method to do the environment-based pre-exploration where the

agent pre-explore an environment only for the tasks within the same environment with no

prior knowledge of it. Under an unseen environment, we adopt APS to sample multiple

paths (P ′) and generate the instructions (I ′) of the sampled paths2 with the Speaker

model [154]. We then use (P ′, I ′) to optimize NAV to adapt to the unseen environment,

as illustrated in Figure 7.4. Note that during pre-exploration, we only optimize NAV and

let APS fixed3. We also present a detailed analysis of our proposed environment-based

pre-exploration method in Section 7.6.1.

7.4 Approach: Multimodal Text Style Transfer

As discusses above, the Speaker model [154, 12, 192] can generate augmented instruc-

tions from scratch based on sampled visual trajectories. However, synthesizing instruc-

tions purely from visual signals is hard, particularly for outdoor environments, due to

visual complexity. The vast urban area leads to a much larger space for an agent to

explore, which contains a wide variety of objects for visual grounding and requires more

informative instructions to address the complex navigation environment.

In fact, template-based navigation instructions on the street view can be easily ob-

tained via the Google Map API, which may serve as additional learning signals to boost

outdoor navigation tasks. Therefore, we present a novel Multimodal Text Style Transfer

(MTST) learning approach [13] to narrow the gap between template-based instructions in

the external resources and the human-annotated instructions for the outdoor navigation

2Note that the shortest-path information is not used during pre-exploration.
3We have tried to update APS simultaneously with NAV during pre-exploration. However, it turns

out that under a previous unseen environment without any regularization of human-annotated paths,
APS tends to sample too difficult paths to accomplish, e.g., back and forth, or cycles. However, those
paths will not improve NAV and may even hurt the performance. To avoid this kind of dilemma, we
keep APS fixed under the pre-exploration.
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Human-annotated Instructions

Style-modified Instructions
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Figure 7.5: An overview of the Multimodal Text Style Transfer (MTST) learning
approach for vision-and-language navigation in real-life urban environments.

task. It can infer style-modified instructions for trajectories in the external resources and

thus mitigate the data scarcity issue.

The MTST learning framework mainly consists of two modules, the multimodal text

style transfer model and the VLN Transformer. Figure 7.5 provides an overview of our

MTST approach. We use the multimodal text style transfer model to narrow the gap

between the machine-generated instructions in the external resources and the human-

annotated instructions for the outdoor navigation task. It is trained on the dataset for

outdoor navigation, and learns to infer style-modified instructions for trajectories in the

external resources. The VLN Transformer is the navigation agent that generates actions

for the outdoor VLN task. It is trained with a two-stage training pipeline. We first pre-

train the VLN Transformer on the external resources with the style-modified instructions

and then fine-tune it on the outdoor navigation dataset.
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Source Instruction Example

Google Maps API
Head northwest on E 23rd St toward 2nd Ave.
Turn left at the 2nd cross street onto 3rd Ave.

Human Annotator

Orient yourself so you are facing the same as the traffic on the 4 lane road.
Travel down this road until the first intersection.
Turn left and go down this street with the flow of traffic.
You’ll see a black and white stripped awning on your right as you travel down the street.

Table 7.1: For the outdoor VLN task, the instructions provided by Google Maps API
is distinct from the instructions written by human annotators.

7.4.1 Multimodal Text Style Transfer Model

Instruction Style

The navigation instructions vary across different VLN datasets in real-world urban

environments. As shown in Table 7.1, instructions generated by Google Maps API are

template-based and mainly consist of street names and directions. In contrast, human-

annotated instructions for the outdoor VLN task emphasize the visual environment’s

attributes as navigation targets, and often refer to objects in the panorama, such as

traffic lights, cars, awnings, etc. The goal of conducting multimodal text style transfer

is to inject more object-related information of the surrounding navigation environment

into machine-generated instructions while keeping the correct guiding signals.

Masking-and-Recovering Scheme

To inject objects that appear in the panorama into the instructions, the multimodal

text style transfer model is trained with a “masking-and-recovering” scheme. We train

the model on the outdoor VLN dataset with human-annotated instructions, then infer

instructions for trajectories in the external resources. We mask out certain portions in

the instructions and try to recover the missing contents with the help of the remaining

instruction skeleton and the paired trajectory. To be specific, we use NLTK [193] to mask

out the object-related tokens in the human-annotated instructions, and the street names
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Multimodal Text Style Transfer Model

[MASK] so that the [MASK] is on [MASK] 
right. Turn left at the [MASK].

Masking

Recovering

Go straight. There will be a red wall to your right. Take a right. Stop at the intersection.

Orient yourself so that the red deli awning is 
on your right. Turn left at the intersection.

(a) Training on the outdoor VLN dataset.

Multimodal Text Style Transfer Model

[MASK] on [MASK] toward [MASK].  
[MASK] right onto [MASK].

Transferring 
Text Style

Head down the street with traffic on your right. Turn right onto the street.

Head southwest on 5th Ave toward E 49th 
St. Turn right onto W 47th St.

Masking

(b) Inference on the external resource.

Figure 7.6: Training and inference of the multimodal text style transfer model. (a)
During training, we mask out the object-related tokens in human-annotated instruc-
tions, and the model is supposed to recover the instruction given the incomplete
instruction template and the visual trajectory. (b) When inferring new instructions
for external trajectories, we mask the street names in the original instructions and
prompt the model to generate new instructions in a human-written style.

in the machine-generated instructions4. Multiple tokens that are masked out in a row will

be replaced by a unique [MASK] token. We aim to maintain the correct guiding signals

for navigation after the style transfer process. Tokens that provide guiding signals, such

as “turn left” or “take a right”, will not be masked out. Instead, they will be part of

the remaining instruction skeleton that the style transfer decoder will attend to when

generating instructions with the new style.

Figure 7.6 provides an example of the “masking-and-recovering” process during train-

ing and inference. The MTST model is trained on the outdoor navigation dataset with

4We mask out the tokens with the following part-of-speech tags: [JJ, JJR, JJS, NN, NNS, NNP,
NNPS, PDT, POS, RB, RBR, RBS, PRP$, PRP, MD, CD].
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human-annotated instructions. We mask out the objects in the human-annotated in-

structions to get the instruction template. The model takes both the trajectory and the

instruction skeleton as input and tries to fill back the missing objects in the instruction

skeleton. The training objective is to recover the instructions with objects. With the

“masking-and-recovering” training scheme, the MTST model learns to generate object-

grounded instructions. When inferring instructions for the external resources, we mask

out the street names. The MTST model also takes the visual trajectory and the masked

instruction template as input, and it is prompt to fill the missing portions of the instruc-

tions with objects. As a result, the generated instructions will have a similar style to

the human-annotated instructions. The style-modified instructions will later be used to

pre-train the VLN Transformer.

Model Structure

Figure 7.6 illustrates the input and expected output of our multimodal text style

transfer model. We build the multimodal text style transfer model upon the Speaker

model [154]. On top of the visual-attention-based LSTM structure in the Speaker model,

we inject the textual attention of the masked instruction skeleton X ′ to the encoder,

which allows the model to attend to original guiding signals.

The encoder takes both the visual and textual inputs, which encode the trajectory

and the masked instruction skeletons. To be specific, each visual view in the trajectory

is represented as a feature vector v′ = [v′v;v
′
α], which is the concatenation of the visual

encoding v′v ∈ R512 and the orientation encoding v′α ∈ R64. The visual encoding v′v is

the output of the last but one layer of the ResNes18 model [194] of the current view.

The orientation encoding v′α encodes current heading α by repeating vector [sinα, cosα]

for 32 times, which follows [154]. As described in Section 7.4.2, the feature matrix of a

panorama is the concatenation of eight projected visual views.
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In the multimodal style transfer encoder, we use a soft-attention module [155] to

calculate the grounded visual feature v̂t for current view at step t:

attnvt,i = softmax((Wvht−1)
Tv′i) (7.8)

v̂t =
8∑
i=1

= attnvt,iv
′
i (7.9)

where ht−1 is the hidden context of previous step, Wv refers to the learnable parameters,

and attnvt,i is the attention weight over the ith slice of view v′i in current panorama.

In order to enable alignment between the street views and the semantic guidance in

sub-instructions, we use the full-stop punctuations to split the input text into multiple

sentences. For each sentence in the input text, the textual encoding s′ is the average

of all the tokens’ word embedding in the current sentence. We also use a soft-attention

modules to calculate the grounded textual feature ŝt at current step t:

attnst,j = softmax((Wsht−1)
Ts′j) (7.10)

ŝt =
M∑
j=1

attnst,js
′
j (7.11)

where Ws refers to the learnable parameters, attnst,j is the attention weight over the jth

sentence encoding s′j at step t, and M denotes the maximum sentence number in the

input text. The input text for the multimodal style transfer encoder is the instruction

template X ′.

Based on the grounded visual feature v̂t, the grounded textual feature ŝt and the

visual view feature v′t at current timestamp t, the hidden context can be given as:

ht = LSTM([v̂t; ŝt;v
′
t]) (7.12)
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Training Objective

We train the multimodal text style transfer model in the teacher-forcing manner [195].

The decoder generates tokens auto-regressively, conditioning on the masked instruction

template X ′, and the trajectory. The training objective is to minimize the following

cross-entropy loss:

L(x1, x2, . . . , xn|X ′,v′1, . . . ,v′N) = − log
n∏
j=1

P (xj|x1, ..., xj−1,X ′,v′1, . . . ,v′N) (7.13)

where x1, x2, . . . , xn denotes the tokens in the original instruction X , n is the total token

number in X , and N denotes the maximum view number in the trajectory.

7.4.2 VLN Transformer

The VLN Transformer is the navigation agent that generates actions in the outdoor

VLN task. As illustrated in Figure 7.7, our VLN Transformer is composed of an instruc-

tion encoder, a trajectory encoder, a cross-modal encoder that fuses the modality of the

instruction encodings and trajectory encodings, and an action predictor.

Instruction Encoder

The instruction encoder is a pre-trained uncased BERT model [196]. Each piece of

navigation instruction is split into multiple sentences by the full-stop punctuations. For

the ith sentence si = {xi,1, xi,2, . . . , xi,li} that contains li tokens, its sentence embedding

hsi is calculated as:

wi,j = BERT (xi,j) ∈ R768 (7.14)

hsi = FC(
∑li

j=1wi,j

li
) ∈ R256 (7.15)
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Figure 7.7: Overview of the VLN Transformer. In this example, the VLN Transformer
predicts to take a left turn for the visual scene at t = 3.

where wi,j is the word embedding for xi,j generated by BERT, and FC is a fully-connected

layer.

View Encoder

We use the view encoder to retrieve embeddings for the visual views at each time step.

Following Chen et al. [197], we embed each panorama It by slicing it into eight images

and projecting each image from an equirectangular projection to a perspective projection.

Each of the projected image of size 800 × 460 will be passed through the ResNet18

model [194] pre-trained on ImageNet [18]. We use the output of size 128× 100× 58 from

the fourth to last layer before classification as the feature for each slice. The feature map

for each panorama is the concatenation of the eight image slices, which is a single tensor

of size 128×100×464. We center the feature map according to the agent’s heading αt at

timestamp t. We crop a 128× 100× 100 sized feature map from the center and calculate

the mean value along the channel dimension. The resulting 100×100 features is regarded

as the current panorama feature Ît for each state. Following Mirowski et al. [184], we

then apply a three-layer convolutional neural network on Ît to extract the view features
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hvt ∈ R256 at timestamp t.

Cross-Modal Encoder

In order to navigate through complicated real-world environments, the agent needs to

grasp a proper understanding of the natural language instructions and the visual views

jointly to choose proper actions for each state. Since the instructions and the trajectory

lies in different modalities and are encoded separately, we introduce the cross-modal

encoder to fuse the features from different modalities and jointly encode the instructions

and the trajectory. The cross-modal encoder is an 8-layer Transformer encoder [155] with

mask. We use eight self-attention heads and a hidden size of 256.

In the teacher-forcing training process, we add a mask when calculating the multi-

head self-attention across different modalities. By masking out all the future views in the

ground-truth trajectory, the current view vt is only allowed to refer to the full instructions

and all the previous views that the agent has passed by, denoted as [hs1, . . . ,h
s
M ;hv1, . . . ,h

v
t−1],

where M denotes the maximum sentence number.

Since the Transformer architecture is based solely on attention mechanism and thus

contains no recurrence or convolution, we need to inject additional information about

the relative or absolute position of the features in the input sequence. We add a learned

segment embedding to every input feature vector specifying whether it belongs to the

sentence encodings or the view encodings. We also add a learned position embedding to

indicate the relative position of the sentences in the instruction sequence or the trajectory

sequence’s views.

Action Predictor

The action predictor is a fully-connected layer. It takes the concatenation of the

cross-modal encoder’s output up to the current timestamp t as input, and predicts the
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action at for view vt:

at = argmax(FC(T (hconcat))), where hconcat = hs1|| . . . ||hsM ||hv1|| . . . ||hvt (7.16)

where FC is a fully-connected layer in the action predictor, and T refers to the Trans-

former operation in the cross-modal encoder. During training, we use the cross-entropy

loss for optimization.

7.5 Datasets

7.5.1 Indoor VLN Dataset

R2R Dataset Following Chapter 6, we evaluate the proposed APS method on the

Room-to-Room (R2R) dataset [153] for indoor vision-and-language navigation. R2R is

built upon the Matterport3D dataset [156], which contains 90 different environments,

split into 61 for training and validation-seen, 11 for validation-unseen, and 18 for testing

sets. There are 7,189 paths, and each path has 3 human-written instructions. The

validation-seen set shares the same environments with the training set. In contrast, both

the validation-unseen and the testing sets contain distinct environments that do not

appear during training.

7.5.2 Outdoor VLN Datasets

Touchdown Dataset For the outdoor VLN task, we conduct experiments on the

Touchdown dataset [197], which is designed for navigation in realistic urban environ-

ments. Based on Google Street View5, Touchdown’s navigation environment encom-

passes 29,641 Street View panoramas of the Manhattan area in New York City, which

5https://developers.google.com/maps/documentation/streetview/intro
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Dataset #path #pano #pano/path instr len #sent/path #turn/path

Touchdown 6k 26k 35.2 80.5 6.3 2.8
Manh-50 31k 43k 37.2 22.1 2.8 4.1
StreetLearn 580k 114k 29.0 28.6 4.0 13.2

Table 7.2: Dataset statistics. path: navigation path; pano: panorama; instr len:
average instruction length; sent : sentence; turn: intersection on the path.

are connected by 61,319 undirected edges. The dataset contains 9,326 trajectories for

the navigation task, and each trajectory is paired with a human-written instruction. The

training set consists of 6,526 samples, while the development set and the test set are

made up of 1,391 and 1,409 samples, respectively.

External Resource We use the StreetLearn dataset [184] as the external resource for

the outdoor VLN task. The StreetLearn dataset is another dataset for navigation in

real-life urban environments based on Google Street View. StreetLearn contains 114k

panoramas from the New York City and Pittsburgh. In the StreetLearn navigation

environment, the graph for New York City contains 56k nodes and 115k edges, while

the graph for Pittsburgh contains 57k nodes and 118k edges. The StreetLearn dataset

contains 580k samples in the Manhattan area and 8k samples in the Pittsburgh area for

navigation.

While the StreetLearn dataset’s trajectories contain more panorama along the way on

average, the paired instructions are shorter than the Touchdown dataset. We extract a

sub-dataset Manh-50 from the original large scale StreetLearn dataset for the convenience

of conducting experiments. Manh-50 consists of navigation samples in the Manhattan

area that contains no more than 50 panoramas in the whole trajectory, containing 31k

training samples. We generate style-transferred instructions for the Manh-50 dataset,

which serves as an auxiliary dataset, and will be used to pre-train the navigation models.

127



Tackling Data Scarcity in Vision-Language Navigation Chapter 7

Dataset Comparison Table 7.2 lists out the statistical information of the datasets

used in pre-training and fine-tuning. Even though the Touchdown dataset and the

StreetLearn dataset are built upon Google Street View, and both of them contain ur-

ban environments in New York City, pre-training the model with the VLN task on the

StreetLearn dataset does not raise a threat of test data leaking. It is due to several

causes: first, the instructions in the two datasets are distinct in styles. The instructions

in the StreetLearn dataset is generated by Google Maps API, which is template-based

and focuses on street names. However, the instructions in the Touchdown dataset are

created by human annotators and emphasize the visual environment’s attributes as nav-

igational cues. Moreover, as reported by Mehta et al. [198], the panoramas in the two

datasets have little overlaps. Besides, Touchdown instructions always refer to transient

objects such as cars and bikes, which might not appear in a panorama from a different

time. The different granularity of the panorama spacing also leads to distinct panorama

distributions of the two datasets.

7.6 Experiments

7.6.1 Adversarial Path Sampling

Evaluation Metrics

Following Chapter 6, we report on the commonly used evaluation metrics for indoor

VLN tasks: Navigation Error (NE), Oracle Success Rate (OSR), Success Rate (SR), and

Success Rate weighted by Path Length (SPL).

Baselines

We validate the effectiveness of APS on three kinds of baselines:
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• Seq2Seq [153]: the attention-based seq2seq model that is trained with student forc-

ing (or imitation learning) under the visuomotor view and action space;

• Speaker-Follower [154]: the compositional model that is trained with student forc-

ing under the panoramic view and action space;

• RCM [10]: the model that integrates cross-modal matching loss, and is trained

using reinforcement learning under the panoramic view and action space.

In the following sections, we use the notations as bellows:

• augrand: the randomly-sampled augmented path;

• augaps: the APS-sampled augmented path;

• modelrand: the model trained with augrand;

• modelaps: the model trained with augaps.

For example, Speaker-Followeraps is the Speaker-Follower model trained with the APS-

sampled augmented path. For each baseline, we report the results of the model trained

without any augmented data, trained with augrand, and trained with augaps. For the

unseen environments, we also report the results under the pre-exploration.

Results and Analysis

Table. 7.3 and 7.4 present the R2R results for Seq2Seq [153], Speaker-Follower [154],

and RCM [10] under validation-seen, validation-unseen, and testing sets. All models are

trained without augmented data, with augrand, and with augaps. First, we can observe that

under validation-seen set, Seq2Seqaps outperforms Seq2Seqrand on all evaluation metrics,

e.g., 4.5% absolute improvement on Sucess Rate and 2.9% on SPL. Similar trends can

be found for Speaker-Follower and RCM where models trained with APS-sampled paths
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Test (VLN Challenge Leaderboard)

Model NE ↓ OSR ↑ SR ↑ SPL ↑

Seq2Seq [153] 7.9 26.6 20.4 18.0
+ augrand 7.8 26.2 21.0 18.8
+ augaps 7.5 30.1 22.5 19.3

+ augaps+pre-exploration 6.7 29.4 23.2 20.8

Speaker-Follower [154] 7.0 41.2 30.9 24.0
+ augrand 6.6 43.4 34.8 29.2
+ augaps 6.5 44.2 36.1 28.8

+ augaps+pre-exploration 5.9 46.4 37.6 32.4

RCM [10] 6.7 43.5 35.9 33.1
+ augrand 5.9 52.4 44.5 40.8
+ augaps 5.8 53.9 45.1 40.9

+ augaps+pre-exploration 5.5 55.6 45.9 40.9

Table 7.3: Results of Seq2Seq, Speaker-Follower, and RCM on the R2R testing set.
Models are trained without augmented data, with randomly-sampled augmented path
(augrand), with APS-sampled augmented path (augaps), and under pre-exploration in
unseen environments. Note that those results are run in single turn and with greedy
action decoding.

comprehensively surpass models trained with randomly-sampled paths. Since APS can

sample increasingly challenging and custom-made paths for the navigator, APS-sampled

paths are more effective than randomly-sample paths and bring in larger improvements

on all metrics for all navigation models.

For the unseen environments, all models trained with APS consistently outperform

modelrand with 1.6%-2.7% success rate under validation-unseen set and 0.6%-1.5% under

testing set. The improvement shows that APS-sampled paths are not only helpful under

the seen environments, but also strengthens the model’s generalizability under the unseen

environments. The results under validation-seen, validation-unseen, and testing sets

demonstrate that our proposed APS can further improve the baseline models in all terms

of visuomotor view, panoramic view, imitation learning, and reinforcement learning. All

the models further benefit from pre-exploring the unseen environments on success rate.
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Val-Seen Val-Unseen

Model NE ↓ OSR ↑ SR ↑ SPL ↑ NE ↓ OSR ↑ SR ↑ SPL ↑

Seq2Seq [153] 6.0 51.7 39.4 33.8 7.8 27.7 22.1 19.1
+ augrand 5.3 58.1 43.7 37.2 7.7 28.9 22.6 19.9
+ augaps 5.0 60.8 48.2 40.1 7.1 32.7 24.2 20.4

+ augaps+pre-exploration - 6.6 37.8 27.0 24.6

Speaker-Follower [154] 5.0 61.6 51.7 44.4 6.9 40.7 29.9 21.0
+ augrand 3.7 74.2 66.4 59.8 6.6 46.6 36.1 28.8
+ augaps 3.3 74.9 68.2 62.5 6.1 46.7 38.8 32.1

+ augaps+pre-exploration - 5.2 49.1 42.0 35.7

RCM [10] 5.7 53.8 47.0 44.3 6.8 43.0 35.0 31.4
+ augrand 4.1 66.9 61.9 58.6 5.7 52.4 45.6 41.8
+ augaps 3.9 69.3 63.2 59.5 5.4 56.6 47.7 42.8

+ augaps+pre-exploration - 5.3 56.2 48.0 42.8

Table 7.4: Results of Seq2Seq, Speaker-Follower, and RCM on R2R validation-seen
and validation-unseen sets.

Ablation Study

Random Path Sampling vs Adversarial Path Sampling To investigate the ad-

vantage of APS, we perform a detailed comparison between randomly-sampled and APS-

sampled data. Figure 7.8 presents the R2R success rate over different ratios of augmented

data used for Seq2Seq and Speaker-Follower. The trend line in light color shows that

Seq2Seqrand cannot gain additional improvement when using more than 60% augmented

data. However, for our proposed APS, the sampled augmented path can keep bene-

fiting the model when more data used and achieve 4.5% and 1.6% improvement under

validation-seen and validation-unseen sets, respectively. Since augrand is sampled in ad-

vance, the help to the model is limited. While our proposed APS adversarially learns

to sample challenging paths that force the navigator to keep improving. A similar trend

can be found for Speaker-Follower, where the improvement of Speaker-Followerrand is also

stuck but Speaker-Followeraps can lead to even better performance.
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Figure 7.8: The comparison between randomly-sampled and APS-sampled under vali-
dation-seen and validation-unseen sets for Seq2Seq and Speaker-Follower over different
ratios of augmented path used.

Difficulty and Usefulness of the APS-sampled Paths For a more intuitive view

of the difficulty and usefulness of the APS-sampled paths, we conduct experiments shown

in Table 7.5 to quantitatively compare them with randomly-sample paths. As you can

see, the APS-sampled paths seem to be the most challenging as all models perform worst

on them. These paths can in turn help train a more robust navigation model (Seq2Seqaps)

that outperforms the model trained with randomly sampled paths. Moreover, Seq2Seqaps

even performs better on augrand than Seq2Seqrand which shows that augaps is not only

challenging but also covers useful paths over augrand.

As Testing Set

Model train augrand augaps

Seq2Seq 71.3 20.3 17.7
Seq2Seqrand 81.4 26.4 23.8
Seq2Seqaps 78.5 27.3 24.8

As Testing Set

Model augrand augaps

RCMrand 33.3 31.1
RCMaps 38.9 37.9

Table 7.5: The success rate under training, randomly-sampled augmented (augrand),
and APS-sampled augmented (augaps) sets for Seq2Seq and RCM.
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Figure 7.9: The improvement of success rate over the scene feature difference under
the pre-exploration.

Pre-Exploration Table. 7.4 has shown the improvement brought from the pre-exploration.

While those paths in training, validation, and testing sets are shortest, the paths sam-

pled from our APS under unseen environments are not promised to be the shortest. With

more pre-exploration steps, the model has more opportunities to explore the unseen envi-

ronment, but meanwhile, too complicated paths sampled from APS may hurt the model.

So there is a tradeoff between pre-exploration steps and navigation performance.

We also analyze the performance under the pre-exploration under each unseen envi-

ronments. Figure 7.9 demonstrates the improvement of the success rate over the scene

feature difference. Each point represents a distinct validation-unseen environment. The

feature difference under each unseen environment is the mean of the L2-distance between

the average scene feature of that environment and the average scene feature of all the

training environments. In general, most of the unseen environments gain improvement

under the pre-exploration. We also find a trend that under the environment with a larger

feature difference, it can improve more under the pre-exploration. It shows that the pre-

exploration can be more powerful under more different environments, which makes it

practical to be more adaptive and generalized to unseen environments.
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7.6.2 Multimodal Text Style Transfer

Evaluation Metrics

We use the following metrics to evaluate outdoor VLN performance:

• Task Completion (TC) [197]: the accuracy of completing the navigation task cor-

rectly. The navigation result is considered correct if the agent reaches the specific

goal or one of the adjacent nodes in the environment graph.

• Shortest-Path Distance (SPD) [197]: the mean distance between the agent’s final

position and the goal position in the environment graph.

• Success weighted by Edit Distance (SED) [197]: the normalized Levenshtein edit

distance between the path predicted by the agent and the reference path, which is

constrained only to the successful navigation.

• Coverage weighted by Length Score (CLS) [199]: a measurement of the fidelity of

the agent’s path with regard to the reference path.

• Normalized Dynamic Time Warping (nDTW): the minimized cumulative distance

between the predicted path and the reference path, normalized by the reciprocal

of the square root of the reference path length. The value is rescaled by taking the

negative exponential of the normalized value.

• Success weighted Dynamic Time Warping (SDTW): the nDTW value where the

summation is only over the successful navigation.

Note that nDTW and SDTW are originally defined in Ilharco et al. [200], where nDTW

is normalized by the reference path lengths. Here, we adjust the normalizing factor to be

the reciprocal of the square root of the reference path lengths [201], making the nDTW

and SDTW scores invariant to the reference lengths.
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Model
Dev Set Test Set

TC ↑ SPD ↓ SED ↑ CLS ↑ nDTW ↑ SDTW ↑ TC ↑ SPD ↓ SED ↑ CLS ↑ nDTW ↑ SDTW ↑

RCONCAT 10.6 20.4 10.3 48.1 22.5 9.8 11.8 20.4 11.5 47.9 22.9 11.1
+M-50 11.8 19.1 11.4 48.7 23.1 10.9 12.1 19.4 11.8 49.4 24.0 11.3
+M-50 +style 11.9 19.9 11.5 48.9 23.8 11.1 12.6 20.4 12.3 48.0 23.9 11.8

VLN Transformer 13.6 20.5 13.1 47.6 24.0 12.6 13.6 20.9 13.3 48.3 24.9 12.7
+M-50 14.5 23.7 14.0 43.4 23.3 13.3 14.3 24.7 13.9 42.1 23.3 13.2
+M-50 +style 15.0 20.4 14.7 49.9 25.7 14.0 16.0 21.0 15.4 50.2 27.7 14.7

Table 7.6: Quantitative results for the VLN Transformer and the RCONCAT model on
outdoor VLN task. +M-50 denotes pre-training with vanilla Manh-50 which contains
machine-generated instructions; in the +style setting, the model is pre-trained with
Manh-50 trajectories and style-modified instructions that are generated by our MTST
model.

Baseline Model

We compare our VLN Transformer with the RCONCAT model [197, 184], a common

baseline for street-view navigation. The RCONCAT model encodes the trajectory and the

instruction in an LSTM-based manner and uses supervised training as in Hogwild! [202].

Results and Analysis

Table 7.6 presents the navigation results on the Touchdown validation and test sets.

We have the following observations from the evaluation results: first, our VLN Trans-

former has better navigation performance compared to the RCONCAT model. When the

navigation models are trained solely on the Touchdown dataset, our VLN Transformer

beats RCONCAT in most metrics.

Second, pre-training the navigation model on external resources can partially improve

navigation performance. For both RCONCAT and VLN Transformer, the scores related

to successful cases - such as TC, SED and SDTW - witness a boost after being pre-

trained on vanilla Manh-50. However, the instruction style difference between Manh-50

and Touchdown might misguide the agent in the pre-training stage. This significantly

harms the fidelity of paths generated by our VLN Transformer, resulting in a performance
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Model
Dev Set Test Set

TC ↑ SPD ↓ SED ↑ CLS ↑ nDTW ↑ SDTW ↑ TC ↑ SPD ↓ SED ↑ CLS ↑ nDTW ↑ SDTW ↑

VLN Transformer +M-50 14.5 23.7 14.0 43.4 23.3 13.3 14.3 24.7 13.9 42.1 23.3 13.2
+speaker 7.6 26.2 7.3 34.6 14.6 7.0 8.3 25.4 8.0 36.3 15.9 7.7
+text attn 11.7 20.1 11.3 46.3 23.2 10.7 11.8 20.5 11.5 47.3 23.2 11.0
+style 15.0 20.4 14.7 49.9 25.7 14.0 16.0 21.0 15.4 50.2 27.7 14.7

Table 7.7: Ablation study on the effect of the components in the multimodal text
style transfer model to the VLN task. In the +speaker setting, the instructions used
in pre-training are generated by the Speaker [154], which only attends to the visual
input; +text attn denotes that we add a textual attention module to the Speaker so
that it can attend to both the visual input and the machine-generated instructions
provided by Google Maps API.

drop on SPD, CLS, and nDTW.

Moreover, our MTST learning approach can better utilize external resources and

further improve navigation performance. Pre-training on Manh-50 with style-modified

instructions can stably improve the navigation performance on all the metrics for both the

RCONCAT model and the VLN Transformer. It also indicates that our MTST learning

approach is model-agnostic.

Ablation Study: MTST versus Speaker

Improvement of the Navigation Performance We attempt to reveal each compo-

nent’s effect in the multimodal text style transfer model. We pre-train the VLN Trans-

former with external trajectories and instructions generated by different models, then

fine-tuned on the outdoor VLN task. Navigation results are shown in Table 7.7.

According to the evaluation results, the instructions generated by the Speaker model

misguide the navigation agent, indicating that relying solely on the Speaker model cannot

reduce the gap between different instruction styles. Adding textual attention to the

Speaker model can slightly improve the navigation results, but still hinders the agent from

navigating correctly. The style-modified instructions improve the agent’s performance on

all the navigation metrics, suggesting that our Multimodal Text Style Transfer learning
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Model BLEU METEOR ROUGE-L CIDEr SPICE

+speaker 15.1 20.6 22.2 1.4 20.7
+text attn 23.8 23.3 29.6 10.0 24.6
+style 30.6 28.8 39.7 27.8 30.6

Table 7.8: Quantitative results that evaluate the quality of the instructions generated
by the the Speaker and the MTST model.

approach can assist the outdoor VLN task.

Quantitative Comparison of the Generated Instructions We evaluate the qual-

ity of instructions generated by the Speaker and the MTST model. We utilize five

automatic metrics for natural language generation to evaluate the quality of the gener-

ated instructions, including BLEU [31], ROUGE [32], METEOR [33], CIDEr [34] and

SPICE [203]. Among the 9,326 trajectories in the Touchdown dataset, 9,000 are used to

train the MTST model, while the rest form the validation set.

We report the quantitative results on the validation set in Table 7.8. After adding

textual attention to the Speaker, the evaluation performance on all five metrics im-

proved. Our MTST model scores the highest on all five metrics, which indicates that

the “masking-and-recovering” scheme is beneficial for the multimodal text style transfer

process and that the MTST model can generate higher quality instructions.

Qualitative Comparison of the Generated Instructions We demonstrate the

qualitative results of our Multimodal Text Style Transfer learning approach in Fig-

ure 7.10. The instructions generated by the vanilla Speaker model have a poor per-

formance in keeping the guiding signals in the ground-truth instructions and suffer from

hallucination, which refers to objects that have not appeared in the trajectory. The

Speaker with textual attention can provide guidance directions but fails to capture the

rich visual information in the trajectory. On the other hand, the instructions gener-
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StreetLearn Head northwest on W 35th St toward Hudson Blvd E. Turn right at the 1st cross 
street onto Hudson Blvd E.

Original Speaker
Turn so the red construction is on your left and the red brick building is on your right. 
Go forward to the intersection and turn right. You'll have a red brick building with a red 
awning on your right.

Speaker with Textual Attention Head in the direction of traffic. Turn right at the first intersection.

Multimodal Text Style Transfer Move forward with traffic on the right turn right at the light. Continue straight.

StreetLearn Turn right onto W 36th St. Turn right onto Dyer Ave.

Original Speaker Go to the next intersection and turn left again. There will be a building with a red awning 
on your right. Go straight through the next intersection.

Speaker with Textual Attention Turn right at the next intersection. Stop just before the next intersection.

Multimodal Text Style Transfer Turn right again at the next intersection. On your right will be scaffolding on your right. 
Turn right.

Figure 7.10: Two showcases of the instruction generation results. Red tokens indi-
cate incorrectly generated instructions, while blue tokens suggest alignments with the
ground truth. The orange bounding boxes show that the objects in the surrounding
environment are successfully injected into the style-modified instruction.

ated by our multimodal text style transfer model inject more object-related information

(“the light”, “scaffolding”) in the surrounding navigation environment to the generated

instruction, while keeping the correct guiding signals.
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Chapter 8

Towards Generalized Multitask

Navigation

8.1 Introduction

The generalization problem commonly exists for vision-language grounded naviga-

tion tasks, especially indoor navigation: the agent usually performs poorly on unknown

environments that have never been seen during training. As discussed in the previous

chapter, one of the leading causes of such behavior is data scarcity, as it is expensive and

time-consuming to extend either visual environments or natural language guidance.

This chapter studies how to resolve the generalization issue from two different an-

gles [11]. First, previous methods are trained for one task at the time, so each new task

requires training a new agent instance from scratch that can only solve the one task on

which it was trained. In this work, we propose a generalized multitask model for natu-

ral language grounded navigation tasks such as Vision-Language Navigation (VLN) and

Navigation from Dialog History (NDH), aiming to efficiently transfer knowledge across

tasks and effectively solve all the tasks simultaneously with one agent.
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Furthermore, even though there are thousands of trajectories paired with language

guidance, the underlying house scans are restricted. For instance, the popular Matter-

port3D environment [156] contains only 61 unique house scans in the training set. The

current models perform much better in seen environments by taking advantage of the

knowledge of specific houses they have acquired over multiple task completions during

training, but fail to generalize to houses not seen during training. To overcome this

shortcoming, we propose an environment-agnostic learning method to learn a visual rep-

resentation that is invariant to specific environments but can still support navigation.

Endowed with the learned environment-agnostic representations, the agent is further

prevented from the overfitting issue and generalizes better on unseen environments.

8.2 Background

8.2.1 Vision-and-Language Navigation

Recall that the Vision-and-Language Navigation (VLN) [153, 197] task requires an

embodied agent to navigate in photo-realistic environments to carry out natural language

instructions. For a given path, the associated natural language instructions describe the

step-by-step guidance from the starting position to the target position. The agent is

spawned at an initial pose p0 = (v0, φ0, θ0), which includes the spatial location, heading

and elevation angles. Given a natural language instruction X = {x1, x2, ..., xn}, the

agent is expected to perform a sequence of actions {a1, a2, ..., aT} and arrive at the target

position vtar specified by the language instruction X. In this work, we consider the

VLN task defined for Room-to-Room (R2R) [153] dataset, which contains instruction-

trajectory pairs across 90 different indoor environments (houses). The instructions for a

given trajectory in the dataset on an average contain 29 words.
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N
I can't find an exit from this library. 
Should I turn left or right?

Turn right and start walking around 
the library. O

...

Walk towards the bookshelf to your right, 
and walk all the way around it...Taking two 
lefts. Stop in front of the chair thats next to 

the window.

NDH VLN

Figure 8.1: While the NDH task (left) requires an agent to navigate using dialog
history between two human players - a navigator (N) who is trying to find the goal
room with the help of an oracle (O), the VLN task (right) requires navigating using
instructions written by human annotators.

8.2.2 Navigation from Dialog History

Different from Visual Dialog [167] that involves dialog grounded in a single image, the

recently introduced Cooperative Vision-and-Dialog Navigation (CVDN) dataset [204] in-

cludes interactive language assistance for indoor navigation, which consists of over 2,000

embodied, human-human dialogs situated in photo-realistic home environments. The

task of Navigation from Dialog History (NDH) demonstrated in Figure 8.1 is defined as:

given a target object t0 and a dialog history between humans cooperating to perform the

task, the embodied agent must infer navigation actions towards the goal room that con-

tains the target object. The dialog history is denoted as < t0, Q1, A1, Q2, A2, ..., Qi, Ai >,

including the target object t0, the questions Q and answers A till the turn i (0 ≤ i ≤ k,

where k is the total number of Q-A turns from the beginning to the goal room). The

agent, located in p0, is trying to move closer to the goal room by inferring from the

dialog history that happened before. The dialog for a given trajectory lasts 6 utterances

(3 question-answer exchanges) and is 82 words long on an average.
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8.2.3 Multitask Learning

The basis of multitask learning is the notion that tasks can serve as mutual sources

of inductive bias for each other [205]. When multiple tasks are trained jointly, multitask

learning causes the learner to prefer the hypothesis that explains all the tasks simulta-

neously, leading to more generalized solutions. Multitask learning has been successful in

natural language processing [206], speech recognition [207], computer vision [208], drug

discovery [209], and Atari games [210]. The deep reinforcement learning methods that

have become very popular for training models on natural language grounded navigation

tasks [10, 211, 191] are known to be data inefficient. In this work, we introduce multi-

task reinforcement learning for such tasks to improve data efficiency by positive transfer

across related tasks.

8.2.4 Agnostic Learning

A few studies on agnostic learning have been proposed recently. For example, Model-

Agnostic Meta-Learning (MAML) [212] aims to train a model on a variety of learning

tasks and solve a new task using only a few training examples. Liu et al. [213] proposes a

unified feature disentangler that learns domain-invariant representation across multiple

domains for image translation. Other domain-agnostic techniques are also proposed for

supervised [214] and unsupervised domain adaption [215, 216]. In this work, we pair

the environment classifier with a gradient reversal layer [217] to learn an environment-

agnostic representation that can be better generalized on unseen environments in a zero-

shot fashion where no adaptation is involved.
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Language Encoder

Action Predictor

Word Embedding

Trajectory EncoderCM-ATT

NDH Dialog
or

VLN Instruction 

Multitask 
Data Sampling

Paired Demo Path

Environment Classifier

Gradient Reversal

Figure 8.2: Overview of environment-agnostic multitask learning.

8.2.5 Distributed Actor-Learner Navigation Learning Frame-

work

To train models for the various language grounded navigation tasks like VLN and

NDH, we use the VALAN framework [218], a distributed actor-learner learning infras-

tructure. The framework is inspired by IMPALA [219] and uses its off-policy correction

method called V-trace to scale reinforcement learning methods to thousands of machines

efficiently. The framework additionally supports a variety of supervision strategies es-

sential for navigation tasks such as teacher-forcing [153], student-forcing [153] and mixed

supervision [204]. The framework is built using TensorFlow [220] and supports deep

learning accelerators (GPU, TPU).
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8.3 Environment-agnostic Multitask Learning

8.3.1 Overview

Our environment-agnostic multitask navigation model is illustrated in Figure 8.2.

First, we adapt the reinforced cross-modal matching (RCM) model [10] and make it

seamlessly transfer across tasks by sharing all the learnable parameters for both NDH

and VLN, including joint word embedding layer, language encoder, trajectory encoder,

cross-modal attention module (CM-ATT), and action predictor. Furthermore, to learn

the environment-agnostic representation zt, we equip the navigation model with an envi-

ronment classifier whose objective is to predict which house the agent is. However, note

that between trajectory encoder and environment classifier, a gradient reversal layer [217]

is introduced to reverse the gradients back-propagated to the trajectory encoder, mak-

ing it learn representations that are environment-agnostic and thus more generalizable

in unseen environments. During training, the environment classifier is minimizing the

environment classification loss Lenv, while the trajectory encoder is maximizing Lenv and

minimizing the navigation loss Lnav. The other modules are optimized with the naviga-

tion loss Lnav simultaneously. Below we introduce multitask reinforcement learning and

environment-agnostic representation learning.

8.3.2 Multitask Reinforcement Learning

In this section, we describe how we adapted the RCM agent model to learn the two

tasks of VLN and NDH simultaneously. It is worth noting that even though both the

VLN and NDH tasks use the same Matterport3D indoor environments [156], there are

significant differences in the motivations and the overall objectives of the two tasks.

While the natural language descriptions associated with the paths in the VLN task are
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step-by-step instructions to follow the ground-truth paths, the descriptions of the paths

in the NDH task are series of question-answer interactions (dialog) between two human

players which need not necessarily align sequentially with the ground-truth paths. This

difference in the style of the two tasks also manifests in their respective datasets — the

average path description length and average path length in the NDH task’s dataset are

roughly three times that of the VLN task’s dataset. Furthermore, while the objective

in VLN is to find the exact goal node in the environment (i.e., point navigation), the

objective in NDH is to find the goal room that contains the specified object (i.e., room

navigation).

Interleaved Multitask Data Sampling. To avoid overfitting individual tasks, we

adopt an interleaved multitask data sampling strategy to train the model. Particu-

larly, each data sample within a mini-batch can be from either task, so that the VLN

instruction-trajectory pairs and NDH dialog-trajectory pairs are interleaved in a mini-

batch though they may have different learning objectives.

Reward Shaping. Following prior art [9, 10], we first implement a discounted cumu-

lative reward function R for the VLN and NDH tasks:

R(st, at) =
T∑
t′=t

γt
′−tr(st′ , at′) (8.1)

where γ is the discounted factor. For the VLN task, we choose the immediate reward

function such that the agent is rewarded at each step for getting closer to (or penalized

for getting further from) the target location. At the end of the episode, the agent receives
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a reward only if it terminated successfully. Formally,

r(st′ , at′) =


d(st′ , vtar)− d(st′+1, vtar) if t′ < T

1[d(sT , vtar) ≤ dth] if t′ = T

(8.2)

where d(st, vtar) is the distance between state st and the target location vtar, 1[.] is the

indicator function and dth is the maximum distance from vtar that the agent is allowed

to terminate for success.

Different from VLN, the NDH task is essentially room navigation instead of point

navigation because the agent is expected to reach a room that contains the target ob-

ject. Suppose the goal room is occupied by a set of nodes {vi}N1 , we replace the dis-

tance function d(st, vtar) in Equation 8.2 with the minimum distance to the goal room

droom(st, {vi}N1 ) for NDH:

droom(st, {vi}N1 ) = min
1≤i≤N

d(st, vi) (8.3)

Navigation Loss. Since human demonstrations are available for both VLN and NDH

tasks, we use behavior cloning to constrain the learning algorithm to model state-action

spaces that are most relevant to each task. Similar to the RCM model [10], we also

use reinforcement learning to aid the agent’s ability to recover from erroneous actions

in unseen environments. During navigation model training, we adopt a mixed training

strategy of reinforcement learning and behavior cloning, so the navigation loss function

is:

Lnav = −Eat∼π[R(st, at)− b]− E[log π(a∗t |st)] (8.4)

where we use REINFORCE policy gradients [21] and supervised learning gradients to

update the policy π. b is the estimated baseline to reduce the variance and a∗t is the

human demonstrated action.
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8.3.3 Environment-agnostic Representation Learning

To further improve the navigation policy’s generalizability, we propose to learn a

latent environment-agnostic representation that is invariant among seen environments.

The objective is to not learn the intricate environment-specific features that are irrele-

vant to general navigation (e.g., unique house appearances), preventing the model from

overfitting to specific seen environments. We can reformulate the navigation policy as

π(at|st) = p(at|zt, st)p(zt|st) (8.5)

where zt is a latent representation.

As shown in Figure 8.2, p(at|zt, st) is modeled by the policy module (including CM-

ATT and action predictor) and p(zt|st) is modeled by the trajectory encoder. In order to

learn the environment-agnostic representation, we employ an environment classifier and

a gradient reversal layer [217]. The environment classifier is parameterized to predict the

house identity, so its loss function Lenv is defined as

Lenv = −E[log p(y = y∗|zt)] (8.6)

where y∗ is the ground-truth house label. The gradient reversal layer has no parameters.

It acts as an identity transform during forward-propagation, but multiplies the gradient

by −λ and passes it to the trajectory encoder during back-propagation. Therefore, in

addition to minimizing the navigation loss Lnav, the trajectory encoder is also maximizing

the environment classification loss Lenv. While the environment classifier is minimizing

the classification loss conditioned on the latent representation zt, the trajectory encoder

is trying to increase the classifier’s entropy, resulting in an adversarial learning objective.
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8.4 Experiments

8.4.1 Evaluation Metrics

The agents are evaluated on two datasets, namely Validation Seen that contains new

paths from the training environments and Validation Unseen that contains paths from

previously unseen environments. The evaluation metrics for VLN task are as follows:

Path Length (PL) measures the total length of the predicted path; Navigation Error

(NE) measures the distance between the last nodes in the predicted and the reference

paths; Success Rate (SR) measures how often the last node in the predicted path is within

some threshold distance of the last node in the reference path; Success weighted by Path

Length (SPL) [157] measures Success Rate weighted by the normalized Path Length; and

Coverage weighted by Length Score (CLS) [199] measures predicted path’s conformity to

the reference path weighted by length score. For the NDH task, the agent’s progress is

defined as a reduction (in meters) from the distance to the goal region at the agent’s first

position versus at its last position [204].

8.4.2 Environment-agnostic Multitask Learning

Table 8.1 shows the results of training the navigation model using environment-

agnostic learning (EnvAg) as well as multitask learning (MT-RCM ). First, both learning

methods independently help the agent learn more generalized navigation policy, as is

evidenced by a significant reduction in agent’s performance gap between seen and unseen

environments (better visualized with Figure 8.3). For instance, the performance gap in

goal progress on the NDH task drops from 3.85m to 0.92m using multitask learning,

and the performance gap in success rate on the VLN task drops from 9.26% to 8.39%

1The equivalent RCM model without intrinsic reward is used as the benchmark.
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Fold Model
NDH VLN

Progress ↑ PL NE ↓ SR ↑ SPL ↑ CLS ↑

V
a
l

S
ee

n

seq2seq [204] 5.92
RCM [10]1 12.08 3.25 67.60 - -

Ours
ST-RCM 6.49 ±0.95 10.75 ±0.26 5.09 ±0.49 52.39 ±3.58 48.86 ±3.66 63.91 ±2.41
ST-RCM + EnvAg 6.07 ±0.56 11.31 ±0.26 4.93 ±0.49 52.79 ±3.72 48.85 ±3.71 63.26 ±2.31
MT-RCM 5.28 ±0.56 10.63 ±0.10 5.09 ±0.05 56.42 ±1.21 49.67 ±1.07 68.28 ±0.16
MT-RCM + EnvAg 5.07 ±0.45 11.60 ±0.30 4.83 ±0.12 53.30 ±0.71 49.39 ±0.74 64.10 ±0.16

V
a
l

U
n
se

en

seq2seq [204] 2.10
RCM [10] 15.00 6.02 40.60 - -

Ours
ST-RCM 2.64 ±0.06 10.60 ±0.27 6.10 ±0.06 42.93 ±0.21 38.88 ±0.20 54.86 ±0.92
ST-RCM + EnvAg 3.15 ±0.29 11.36 ±0.27 5.79 ±0.06 44.40 ±2.14 40.30 ±2.12 55.77 ±1.31
MT-RCM 4.36 ±0.17 10.23 ±0.14 5.31 ±0.18 46.20 ±0.55 44.19 ±0.64 54.99 ±0.87
MT-RCM + EnvAg 4.65 ±0.20 12.05 ±0.23 5.41 ±0.20 47.22 ±1.00 41.80 ±1.11 56.22 ±0.87

Table 8.1: The agent’s performance under different training strategies. The single-task
RCM (ST-RCM) model is independently trained and tested on VLN or NDH tasks.
The standard deviation across 3 independent runs is reported.

using environment-agnostic learning. Second, the two techniques are complementary—

the agent’s performance when trained with both the techniques simultaneously improves

on unseen environments compared to when trained separately. Finally, we note here

that MT-RCM + EnvAg outperforms the baseline goal progress of 2.10m [204] on NDH

validation unseen dataset by more than 120%. At the same time, it outperforms the

equivalent RCM baseline [10] of 40.6% success rate by more than 16% (relative measure)

on VLN validation unseen dataset.

To further validate our results on NDH task, we evaluated the MT-RCM + EnvAg

agent on the test set of NDH dataset which is held out as the CVDN challenge2. Table 8.2

shows that our submission to the leaderboard with MT-RCM + EnvAg establishes a new

state-of-the-art on this task outperforming the existing best agent by more than 66%.

2https://evalai.cloudcv.org/web/challenges/challenge-page/463/leaderboard/1292
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Figure 8.3: Visualizing performance gap between seen and unseen environments for
VLN (success rate) and NDH (progress) tasks.

Agent Progress ↑

Baselines
Random 0.83
Shortest Path Agent (upper bound) 9.76

Leaderboard Submissions
Seq2Seq [204] 2.35
MT-RCM + EnvAg 3.91

Table 8.2: Comparison on CVDN Leaderboard Test Set. Note that the metric Progress
is the same as dist to end reduction.

8.4.3 Multitask Learning

We then conduct studies to examine cross-task transfer using multitask learning alone.

First, we experiment multitasking learning with access to different parts of the dialog—

the target object to, the last oracle answer Ai, the prefacing navigator question Qi, and

the full dialog history. Table 8.3 shows the results of jointly training MT-RCM model on

VLN and NDH tasks. (1) Does VLN complement NDH? Yes, consistently. On NDH Val

Unseen, MT-RCM consistently benefits from following shorter paths with step-by-step

instructions in VLN for all kinds of dialog inputs. It shows that VLN can serve as an

essential task to boost learning of primitive action-and-instruction following and therefore

support more complicated navigation tasks like NDH. (2) Does NDH complement VLN?

Yes, under certain conditions. From the results on VLN Val Unseen, we can observe that
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NDH Evaluation VLN Evaluation

Fold Model Inputs for NDH Progress PL NE SR SPL CLS
to Ai Qi A1:i−1;Q1:i−1 ↑ ↓ ↑ ↑ ↑

Val
Seen

NDH-RCM

3 6.97
3 3 6.92
3 3 3 6.47
3 3 3 3 6.49

VLN-RCM 10.75 5.09 52.39 48.86 63.91

MT-RCM

3 3.00 11.73 4.87 54.56 52.00 65.64
3 3 5.92 11.12 4.62 54.89 52.62 66.05
3 3 3 5.43 10.94 4.59 54.23 52.06 66.93
3 3 3 3 5.28 10.63 5.09 56.42 49.67 68.28

Val
Unseen

NDH-RCM

3 1.25
3 3 2.69
3 3 3 2.69
3 3 3 3 2.64

VLN-RCM 10.60 6.10 42.93 38.88 54.86

MT-RCM

3 1.69 13.12 5.84 42.75 38.71 53.09
3 3 4.01 11.06 5.88 42.98 40.62 54.30
3 3 3 3.75 11.08 5.70 44.50 39.67 54.95
3 3 3 3 4.36 10.23 5.31 46.20 44.19 54.99

Table 8.3: Comparison of agent performance when trained separately vs. jointly on
VLN and NDH tasks.

MT-RCM with only target objects as the guidance performs equivalently or slightly worse

than VLN-RCM, showing that extending visual paths alone (even with final targets) is

not helpful in VLN. But we can see a consistent and gradual increase in the success rate

of MT-RCM on the VLN task as it is trained on paths with richer dialog history from

the NDH task. This shows that the agent benefits from more fine-grained information

about the path implying the importance given by the agent to the language instructions

in the task. (3) Multitask learning improves the generalizability of navigation models:

the seen-unseen performance gap is narrowed. (4) As a side effect, results of different

dialog inputs on NDH Val Seen versus Unseen verify the essence of language guidance in

generalizing navigation to unseen environments.

151



Towards Generalized Multitask Navigation Chapter 8
# 

oc
cu

rr
en

ce
s 

in
 

tra
in

in
g 

da
ta

se
t

bit

nig
hts

tan
d

fur
the

r(
roo

ms
the

se
sto

ol
ph

oto if
sa

me
bo

ok go
al

fau
ce

t

tow
el

ou
r
ch

es
t
loo

k bo
x

fin
d sti

ll po
t

let ) its
be

gin loo
ks

sa
ys

pil
low do

n toot
din

ing

ca
bin

ets
ba

lco
ny

aw
ay
ca

bin
et

tel
ev

isi
on

fra
med

ha
ndfoy

er
po

rch

marb
le

pa
int

ing
s

op
po

sit
e

sit
tin

g

en
ter

ingpil
lar

co
rrid

or
wate

r

sh
ow

er
cli

mb
sto

ne

ex
erc

ise

ele
va

tor

pic
tur

e
loo

k
sli

din
g

mac
hin

e

co
lum

n

main tre
e

clo
se

st
lou

ng
e

pa
ss

ing

en
try

way
sto

ols

ba
se

the
rm

os
tat

lea
the

r
wine

ba
tht

ub
sh

arp
po

tte
d
ve

er
lig

ht

sh
elv

es

foo
t
un

de
r

be
sid

e

flo
wers

be
ds

co
ffe

e
thi

rd

NDH NDH + R2RR2R NDH + R2R

Figure 8.4: Selected tokens from the vocabulary for VLN (left) and NDH (right)
tasks which gained more than 40 additional occurrences in the training dataset due
to joint-training.

Language Encoder

Val Seen Val Unseen

NDH VLN NDH VLN

Progress ↑ PL NE ↓ SR ↑ SPL ↑ CLS ↑ Progress ↑ PL NE ↓ SR ↑ SPL ↑ CLS ↑

Shared 5.28 10.63 5.09 56.42 49.67 68.28 4.36 10.23 5.31 46.20 44.19 54.99
Separate 5.17 11.26 5.02 52.38 48.80 64.19 4.07 11.72 6.04 43.64 39.49 54.57

Table 8.4: Comparison of agent performance when language instructions are encoded
by separate vs. shared encoder for VLN and NDH tasks.

Besides, we show multitask learning results in better language grounding through

more appearance of individual words in Figure 8.4 and shared semantic encoding of the

whole sentences in Table 8.4. Figure 8.4 illustrates that under-represented tokens in each

of the individual tasks get a significant boost in the number of training samples. Table 8.4

shows that the model with shared language encoder for NDH and VLN tasks outperforms

the model that has separate language encoders for the two tasks, hence demonstrating

the importance of parameter sharing during multitask learning.

8.4.4 Environment-agnostic Learning

From Table 8.1, it can be seen that both VLN and NDH tasks benefit from environment-

agnostic learning independently. To further examine the generalization property of

environment-agnostic learning, we train a model with the opposite objective—learn to

correctly predict the navigation environments by removing the gradient reversal layer

(environment-aware learning). The results in Table 8.5 demonstrate that environment-
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(a’) (b’)(a) (b)

Figure 8.5: t-SNE visualization of trajectory encoder’s output for VLN task across
11 different color-coded seen (a,b) and unseen (a’,b’ ) environments. The depicted
representations in (a) and (a’) are learned with environment-aware objective while
those in (b) and (b’) are learned with environment-agnostic objective.

Model
Val Seen Val Unseen

Progress ↑ Progress ↑

RCM 6.49 2.64
EnvAware 8.38 1.81
EnvAg 6.07 3.15

(a) Comparison on NDH.

Model
Val Seen Val Unseen

PL NE ↓ SR ↑ SPL ↑CLS ↑ PL NE ↓ SR ↑ SPL ↑CLS ↑

RCM 10.75 5.09 52.39 48.86 63.91 10.60 6.10 42.93 38.88 54.86
EnvAware 10.30 4.36 57.59 54.05 68.49 10.13 6.30 38.83 35.65 54.79
EnvAg 11.31 4.93 52.79 48.85 63.26 11.36 5.79 44.40 40.30 55.77

(b) Comparison on VLN.

Table 8.5: Environment-agnostic versus environment-aware learning.

aware learning leads to overfitting on the training dataset as the performance on en-

vironments seen during training consistently increases for both the tasks. In contrast,

environment-agnostic learning leads to a more generalized navigation policy that performs

better on unseen environments. Figure 8.5 further shows that due to environment-aware

learning, the model learns to represent visual inputs from the same environment closer

to each other while the representations of different environments are farther from each

other resulting in a clustering learning effect. On the other hand, environment-agnostic

learning leads to more general representation across different environments, which results

in better performance on unseen environments.
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Chapter 9

Conclusion and Future Work

9.1 Summary

This Ph.D. dissertation has outlined the importance of integrating language, vision,

and actions to acquire knowledge for real-world applications. We have presented methods

towards closing the loop between language and vision for embodied agents, but it is far

from done, and this dissertation is just the beginning of doing so.

Part I studies vision-to-language generation, which answers how agents can describe

the visual world. It is a principal research area that would empower embodied agents to

talk and describe the visual surroundings. Part II examines vision-and-language naviga-

tion, which answers how agents can navigate the 3D world. It demonstrates various ap-

proaches to train an embodied agent that can better perform the navigation tasks (even

under data scarcity). Methodologically, we propose a series of reinforcement learning

methods for these practical tasks like HRL [2], AREL [5], RCM [10], multitask RL [11],

and investigate the power of meta learning [4], counterfactual thinking [12], and self-

supervised pre-training [13] to overcome distribution shift and data scarcity. We expect

our approaches to be used in other research areas and inspire further study of embodied
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AI research. Therefore, we believe it would be beneficial to summarize the strengths,

limitations, and implications of our work as below.

9.1.1 Learning to Describe the Visual World

Learning to describe the visual world can be summarized into two principle steps: un-

derstand the visual information, and then express this understanding in natural language.

Vision-to-language generation tasks like visual captioning often require joint learning of

these two steps. An essential contribution of this dissertation is that we introduce a hi-

erarchical reinforcement learning (HRL) framework to associate visual information with

fine-grained textual descriptions at multiple levels. It utilizes the language semantics to

constrain the visual understanding and text generation, leading to more coherent and rel-

evant descriptions of the videos. We believe the proposed HRL framework is generic and

can be applied to other sequence generation tasks like video or document summarization.

However, the video dynamics have not been sufficiently explored: the joint vision-and-

language learning is mostly based on pre-trained visual features, whose understanding of

the visual information is restricted. Understanding visual information can be reinforced

by employing different features and modalities and aligning structured event representa-

tions with natural language descriptions. A critical challenge is understanding activities

in long, untrimmed videos, which are hardly represented by raw visual features due to

memory and efficiency constraints. Therefore, we believe it is crucially important to learn

structured event representations instead of raw visual features for activity understanding

and description.

Then in order to accurately describe videos of novel activities that have never been

seen during training, we seek solutions based on what and how to transfer. We define the

task of zero-shot video captioning, incorporate knowledge mined from the external cor-
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pus, and propose a meta-learning framework to effectively utilize both the internal and

external knowledge and learn to compose different utilization of the experts for different

activities. One assumption of zero-shot video captioning is that the activity category can

be either provided or predicted. Even so, it is still valuable because caption annotations

for videos are much more expensive to obtain compared with activity labels. But combin-

ing zero-shot activity recognition and zero-shot video captioning is a promising direction

towards more advanced approaches for transfer learning, which would ultimately solve

the out-of-distribution issue.

Another key contribution of this dissertation is that we empirically analyze the lim-

itations of the automatic evaluation metrics for visual storytelling when they are still

the major evaluation metrics for vision-to-language generation tasks. Since no metrics

are perfect, human evaluation is undoubtedly necessary. The adversarial reward learning

algorithm proposed in this dissertation sheds light on utilizing human demonstrations for

reward learning. We believe there are still lots of improvement space in visually grounded

paragraph generation tasks (including visual storytelling), like simulating human imagi-

nation to create more vivid and diverse stories and utilizing pre-trained powerful language

models to associate with the visual information and generate more human-like stories.

From the evaluation perspective, a task-agnostic automatic metric that considers both

visual and text information and is aligned to human judges would be beneficial for fairly

benchmarking the rapid progress of vision-to-language generation.

Furthermore, this dissertation highlights the importance of multilingual study in

vision-and-language research by introducing the VaTeX dataset. In addition to multi-

lingual video captioning and video-guided machine translation, there are other potentials

of this dataset. For example, due to the uniqueness of VaTeX captions, one promising

direction is to use these captions as queries to retrieve the video clip from all videos

or localize it within an untrimmed long video. Furthermore, VaTeX can contribute to
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other research fields like Neuroscience. People may focus on different parts when de-

scribing the same video, reflected by their written captions. By analyzing multilingual

captions, one can likely infer the commonality and discrepancy in the brain’s attention

of people with different linguistic backgrounds. But meanwhile, we should keep in mind

that there are thousands of languages in the world, and not all visuals can be annotated

with different languages. Therefore, how to perform unsupervised multilingual language

grounding (especially for rare languages) is an important direction for future study.

9.1.2 Learning to Navigate the 3D world

This dissertation aims to resolve three critical challenges of vision-and-language navi-

gation (VLN): cross-modal grounding, ill-posed feedback, and generalization. We present

two novel approaches, RCM and SIL, which combine the strength of reinforcement learn-

ing and self-supervised imitation learning for the vision-language navigation task. RCM

reinforces the cross-modal grounding, and the proposed intrinsic reward serves as comple-

mentary learning signals to combat the ill-posed feedback issue. We believe that the idea

of learning more fine-grained intrinsic rewards, in addition to the coarse external signals,

is commonly applicable to various vision-and-language tasks. Moreover, we introduce a

new evaluation setting for VLN, where exploring unseen environments before testing is

allowed, and then propose the SIL method for exploration with self-supervision. Our

methods show strong generalizability in unseen environments, under both zero-shot and

life-long learning scenarios. We also believe that SIL can be generally adopted to explore

unseen environments in other embodied agent tasks.

One of the primary causes of the generalization issue is data scarcity. So another

significant contribution of this dissertation is that we examine solutions to tackling data

scarcity in VLN. Data augmentation is not always effective; instead, we should smartly
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augment data —adversarial path sampling (APS) guarantees that the sampled paths

are increasingly challenging as the navigation model improves. It is model-agnostic and

proven effective in producing challenging but useful paths to boost the performances

of different VLN models. Since APS is not necessarily attached to instruction genera-

tion, it could also be applied to other navigation tasks, including vision-only navigation.

Nevertheless, if applied to vision-language navigation, APS needs to be equipped with

an instruction generation model such as the Speaker model, so the augmented instruc-

tion quality depends on the instruction generation model capacity. The Speaker model

is ineffective when producing instructions for harder paths from more challenging out-

door environments. The multimodal text style transfer approach opens a new learning

regime for outdoor VLN, where enormous external Streetview data with template-based

instructions can be effectively utilized to boost the navigation performance and mitigate

the data scarcity issue. Going beyond, commonsense reasoning could play a key role in

tackling the data scarcity issue as certain rules in the 3D world rules can be learned more

efficiently from explicit reasoning, such as the room layouts and the physics of everyday

objects.

Moreover, this dissertation shows a bigger picture of building a generalized framework

for multiple navigation tasks. We apply the framework to train agents that can simultane-

ously solve two popular and challenging tasks in the space: Vision-Language Navigation

and Navigation from Dialog History. Our approach can effectively transfer knowledge

across tasks and learns more generalized environment representations. As a result, the

trained agents not only close down the performance gap between seen and unseen en-

vironments but also outperform the single-task baselines on both tasks by a significant

margin. Furthermore, the studies show the two approaches of multitask learning and

environment-agnostic learning independently benefit the agent learning and complement

each other. There are possible future extensions—it can further be adapted to other out-
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door navigation datasets, and more advanced techniques towards environment-agnostic

learning would result in more generalized representations for navigation tasks.

9.2 Future Directions

My long-term research goal is to build an embodied AI platform that can learn from

enormous unlabeled data of all kinds of modalities, that reasons about the world with

the acquired commonsense knowledge, that communicates with people of various back-

grounds, and that can move and perform complex tasks for humans in the physical world.

With the philosophy in mind, I identify the following four research directions that I am

thrilled to pursue next.

9.2.1 Learning with Minimum Annotations

Despite the incredible progress that supervised learning methods have achieved on

many human-annotated tasks, tremendous data are created without annotations every

day by billions of internet users. So how to learn with minimum annotations is a crucially

important research direction. Self-supervised learning has great potential to learn mean-

ingful representations from raw data by utilizing learning signals in data itself. First, we

can utilize the underlying structured information in raw data to learn general-purpose

representations that can benefit various downstream tasks. For example, we can utilize

the noisy alignment between different modalities in raw web data (e.g., text and visuals)

to train a generalizable representation model for language and vision tasks. Second, we

can use the task-specific, self-supervised learning signals to boost the task performance.

For instance, we employed the order consistence of the dialog as the self-supervised signal

for dialog tasks [221] and sentence context for text summarization tasks [222].
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9.2.2 Knowledge-based Commonsense Reasoning

Today’s multimodal learning algorithms have mostly focused on task-specific domain

learning from raw data with no usage of external knowledge that humans have built.

Instead, humans not only acquire new knowledge from observations of the world, but

also inherit knowledge from the past and others. So I think the key missing ingredients

of multimodal learning are external knowledge utilization and never-end learning for

commonsense reasoning. We have proved that external knowledge can be a reliable

source for zero-shot learning [4, 223]. I will then use the structured external data for

commonsense reasoning and how to continually harvest new knowledge and incorporate

it into the existing repertoire.

9.2.3 Connecting Language and Perception for Robotics

One of the long-term challenges of robotics is to enable robots to interact with humans

in the visual world via natural language, as humans are visual animals that communicate

through language. Overcoming this challenge requires the ability to perform a wide va-

riety of complicated tasks in response to humans’ multifarious instructions. To connect

language and perception for large-scale robot learning, I plan to close the simulation-

deployment loop. In addition to collecting more practical and more challenging data

for language grounded robotics tasks [224], I will continue building a scalable and gen-

eralizable multitask simulation platform [11] to enable large-scale training across tasks.

Meanwhile, I will work on physical robotics and transfer the knowledge learned from

photo-realistic simulation environments to the real world.
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9.2.4 Fairness in Multimodal Machine Learning

I intend to conduct inclusive research to serve people of diverse backgrounds, e.g., gen-

ders, races, and nationalities. Our work on multilingual language grounding [6, 8, 7, 225]

has made me realize that people of different linguistic backgrounds have different focuses

on describing the surroundings. A recent study [226] also suggests that severe gender bias

issues exist in various tasks. So I will promote and study fairness in multimodal machine

learning to build fair models to remove potential biases and accommodate differences

among people.
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(Stockholmsmässan, Stockholm Sweden), pp. 1407–1416, PMLR, 10–15 Jul, 2018.
143

[220] M. Abadi, P. Barham, J. Chen, Z. Chen, A. Davis, J. Dean, M. Devin,
S. Ghemawat, G. Irving, M. Isard, M. Kudlur, J. Levenberg, R. Monga, S. Moore,
D. G. Murray, B. Steiner, P. Tucker, V. Vasudevan, P. Warden, M. Wicke, Y. Yu,
and X. Zheng, Tensorflow: A system for large-scale machine learning, in 12th
USENIX Symposium on Operating Systems Design and Implementation (OSDI
16), pp. 265–283, 2016. 143

[221] J. Wu, X. Wang, and W. Y. Wang, Self-supervised dialogue learning, in
Proceedings of the 57th Annual Meeting of the Association for Computational
Linguistics (ACL), 2019. 159

[222] H. Wang, X. Wang, W. Xiong, M. Yu, X. Guo, S. Chang, and W. Y. Wang,
Self-supervised learning for contextualized extractive summarization, . 159

[223] P. Qin, X. Wang, W. Chen, C. Zhang, W. Xu, and W. Y. Wang, Generative
adversarial zero-shot relational learning for knowledge graphs, in Proceedings of
the AAAI Conference on Artificial Intelligence (AAAI), 2020. 160

181



[224] Y. Qi, Q. Wu, P. Anderson, X. Wang, W. Y. Wang, C. Shen, and A. van den
Hengel, Reverie: Remote embodied visual referring expression in real indoor
environments, Submitted to the IEEE Conference on Computer Vision and
Pattern Recognition (CVPR) (2020). 160

[225] A. Yan, X. E. Wang, J. Feng, L. Li, and W. Y. Wang, Beyond monolingual
vision-language navigation, 2019. 161

[226] J. Zhao, T. Wang, M. Yatskar, V. Ordonez, and K.-W. Chang, Men also like
shopping: Reducing gender bias amplification using corpus-level constraints, in
Proceedings of the 2017 Conference on Empirical Methods in Natural Language
Processing (EMNLP), 2017. 161

182


	Abstract
	Introduction
	Overview
	Learning to Describe the Visual World
	Learning to Navigate the 3D World
	Conclusion and Future Work

	Part I Learning to Describe the Visual World
	Hierarchically Reinforced Video Captioning
	Introduction
	Hierarchical Reinforcement Learning
	Experiments
	Related Work

	Knowledge-based Zero-shot Video Captioning
	Introduction
	Topic-Aware Mixture of Experts
	Experiments
	Related Work

	Rethinking Evaluation Metrics for Visual Storytelling
	Introduction
	Background
	Adversarial Reward Learning
	Experiments and Analysis

	Multilingual Language Grounding in Vision
	Introduction
	Related Work
	VaTeX Dataset
	VaTeX Tasks


	Part II Learning to Navigate the 3D World
	Vision-Language Navigation Policy Learning and Adaptation
	Introduction
	Reinforced Cross-Modal Matching
	Self-Supervised Imitation Learning
	Experiments and Analysis
	Related Work

	Tackling Data Scarcity in Vision-Language Navigation
	Introduction
	Background: Speaker-driven Data Augmentation
	Approach: Adversarial Path Sampling
	Approach: Multimodal Text Style Transfer
	Datasets
	Experiments

	Towards Generalized Multitask Navigation
	Introduction
	Background
	Environment-agnostic Multitask Learning
	Experiments


	Conclusion and Future Work
	Summary
	Future Directions

	Bibliography



