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ABSTRACT OF THE DISSERTATION  

 

 

 

Agglomeration and Labor-Market Activities:  

Evidence from U.S. Cities 

 

 

by 

 

Jeffrey Lin 

Doctor of Philosophy in Economics 

University of California, San Diego, 2007 

 

Professor Gordon Hanson, Chair 

 

 The three chapters of this dissertation examine evidence on relationships between 

patterns of agglomeration within the United States and workers’ industry and occupation 

decisions. The first chapter investigates agglomeration economies in the form of job 

search and matching. Using data from the U.S. Census and the Current Population 

Survey, I show that, on average, workers change occupation and industry less in more 
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densely populated areas. These results provide evidence in favor of increasing-returns-to-

scale matching in labor markets. The second chapter examines the distribution of new 

work across U.S. cities. Using Census microdata, I find that new work—that is, new 

types of activities that closely follow innovation—concentrates in cities that initially have 

more college graduates and a more diverse industrial base. This evidence is consistent 

with concentrations of human capital facilitating regional adaptation to new technologies. 

Finally, in the third chapter, I explore why industrial diversity is important for regional 

adaptation to innovation. Using employment estimates for detailed new occupations from 

the Occupation Employment Statistics, I find that diversified cities use new activities 

more intensively, even as these activities mature. These results suggest that a “nursery 

cities” model of industrial structure and regional innovation may not fully describe the 

agglomeration pattern of new activities.
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CHAPTER 1 

CHAPTER 1: THICK-MARKET EFFECTS AND CHURNING 

Thick-Market Effects and Churning in the Labor Market: Evidence from U.S. Cities 

 

1.1 Abstract 

Using U.S. Census microdata, we show that, on average, workers change 

occupation and industry less in more densely populated areas.  The result is robust to 

standard demographic controls, as well as to including aggregate measures of human 

capital and sectoral mix. Analysis of the displaced worker surveys shows that this effect 

is present in cases of involuntary separation as well.  On the other hand, we actually find 

the opposite result (higher rates of occupational and industrial switching) for the 

subsample of younger workers.  These results provide evidence in favor of increasing-

returns-to-scale matching in labor markets.  Results from a back-of-the-envelope 

calibration suggest that this mechanism has an important role in raising both wages and 

returns to experience in denser areas. 

 

1.2 Introduction 

Workers in more densely populated areas, on average, earn higher wages. It 

almost has to be this way to compensate for the higher costs of living arising from 

congestion. But businesses have to pay these higher wages, on top of facing the same 

costs of congestion. Why then would firms choose to locate in dense areas, given these 

disadvantages? Evidently being in highly populated areas brings some productivity 

advantage that compensates for the higher cost structure. A typical first hypothesis is that 

densely populated areas enjoy some natural locational advantage, such as being a 
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convenient transportation node (New York and Chicago, for example). While this seems 

a compelling hypothesis for the days when transportation was supremely costly, it is less 

so following the decline in transport costs and the rise of the service economy.  And yet, 

these great agglomerations of people and enterprise persist and in many cases thrive. 

How has this been possible?   

An intriguing hypothesis is that the very act of bringing together so many workers 

and firms can itself generate these productivity advantages. These so-called 

agglomeration economies might arise from mechanisms related to sharing, learning, or 

matching.
1
 Sharing refers to the production externalities coming from large indivisible 

investments that enhance local productivity, in the spirit of Hirschmann's linkages.
2
 The 

learning hypothesis posits that larger urban areas hold an advantage in either the creation 

of technology (Jacobs, 1969) or the formation of human capital (Glaeser and Maré, 

2001). The present study, on the other hand, is concerned with the matching mechanism. 

Denser areas also have thicker markets and might therefore benefit from 

improved search and matching, as in the seminal “coconut” model of Diamond (1982), 

which formalized increasing returns to scale in matching. And search and matching 

figure prominently in the market for labor, which is characterized by heterogeneous 

workers and jobs. This theory posits that, from the perspective of a worker, finding a job 

is cheaper in a thicker market. Put another way, workers in denser areas would be able to 

find a better job for the same cost of search. 

                                                
1
 This typology is drawn from Duranton and Puga (2003). 

2
 In other words, if a product requires large capital outlays to produce, some markets 

might be too small to justify such an investment locally, and therefore firms in more 

sparsely populated areas that use the product will have a cost disadvantage. 
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Market thickness should matter particularly for specialized labor markets.
3
 

Consider a worker who loses his job in a thinner labor market. He might have to wait an 

appreciable amount of time before finding something where he can take advantage of his 

skills. But searching and waiting is costly, and it may make more sense to simply accept a 

job that is less suited to his skill set. The end result would be a loss of human capital. 

Moreover, ex ante, such workers have a diminished incentive to accumulate skills that are 

sector and task specific, given that those skills have a more limited expected lifetime. The 

result is decreased specific investment, which augments the original effect of market 

thinness. This suggests that, by both mechanisms, we should expect to see less changing 

of sectors by workers in denser areas. (In Section 1.4, we review further the theoretical 

framework and discuss our empirical specification.) 

The present study finds that the rate of occupational and industrial transitions is 

indeed lower on average in thicker labor markets. These results are presented in Section 

1.5. We first consider data
4
 from the U.S. Census of 1970, and show that observationally 

similar workers are less likely to change occupation and/or industry in areas with higher 

population densities. We further demonstrate that this result is not sensitive to controlling 

for standard demographic variables, aggregate measures of human capital, and sectoral 

mix. We also implement corrections for sorting across areas and for differences in the 

definition of area groupings across regions. These effects are also present in a sample of 

nonmovers, and are robust to controlling for a variety of other area-wide controls 

variables related to income, quality of life, and demographics. As an additional check, we 

                                                
3
 The idea that the improved search because of thick markets were important for 

sustaining task-specific skill is typically attributed to Alfred Marshall. 
4
 Section 1.3 and Appendix 1.A describe the datasets employed. 
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show that this thick-market effect is present in a sample of displaced workers (in the 

1990s) whose job separations were due to plant closings. 

On the other hand, cheaper search also implies that workers would want to shop 

around more for a good occupational match. By the usual Ben-Porathian logic, they 

should do this shopping early in their careers. In accordance with this prediction, we find 

that our result above is weaker for younger workers. In fact, it is actually reversed: those 

with less than ten years of potential experience switch occupations and industries more in 

areas that are more densely populated. We see this in Section 1.6, where we decompose 

the estimates by different levels of potential experience in the labor market. This is 

consistent with the thick-market model: young workers take advantage of low search 

costs to search more intensively for the right occupational match. On the other hand, we 

argue that this is difficult to rectify with a simple model of specialization induced by 

some non-search reason (e.g., learning spillovers about specific skills, or greater returns 

to specialization because of improved division of labor). 

We consider, in Section 1.7, the implications of our results for the widely 

documented wage premium earned by workers in more densely populated areas. Our 

calculations are based on two factors: (i) our results imply that specific skills fall into 

disuse faster in less dense areas, and (ii) numerous studies have demonstrated the 

importance of sector-specific human capital in worker productivity. The simple 

combination of these two facts imply that specific skills depreciate faster---and wages 

grow more slowly---in less dense areas. We compute that this mechanism accounts for 

around 35% of the faster wage growth in denser areas. We also consider the ex ante 

effect: If specific skills depreciate more slowly in denser areas, workers will invest more 
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in human capital that is specific to their chosen industry and/or occupation. To quantify 

this effect, we calibrate a simple investment model characterizing the optimal choice of 

sector/activity-specific skill and find that this ex ante investment mechanism could 

account for a significant portion of the density premium observed in the wage data. 

 

1.3 Data 

This study combines individual and aggregate data. The principal micro-level data 

set is the 1970 Form 1 Metro sample from the Integrated Public Use Microdata Series 

(IPUMS), a 1% random sample of the entire population (Ruggles and Sobek et al., 2004). 

We draw aggregate data from a number of sources, including the IPUMS, the State and 

Metropolitan Area Data Book (SMADB) (U.S. Census, 1979), and the Historical United 

States County (HUSCO) Boundary Files (Earle et al., 1999). More information on these 

sources is available in the data appendix to this chapter. 

The key outcome is a change in an individual's reported occupation or industry. 

The 1970 IPUMS reports worker characteristics, including occupation and industry, for 

two years, 1964 and 1969. We record changes in these reported codes between years in 

our binary outcome variable. 

We also consider the Displaced Worker Supplement (DWS) for the years 1994-

2002 (U.S. Bureau of the Census, 1994, 1996, 1998, 2000, 2002). The DWS is an 

occasional supplement to the Current Population Survey, usually conducted in January or 

February of even-numbered years. The DWS comprises all persons displaced from a job 

within 3 years of the survey date. To construct the change in outcome, we compare 
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characteristics of these workers' pre-displacement job to characteristics of their survey-

year job. 

Within the DWS, workers may cite reasons for job loss. Possible responses are: 

(1) their plant or company may have closed down or moved, (2) there may be insufficient 

work, (3) their position may have been abolished, (4) their job may have been seasonal in 

nature, or (5) their self-operated business failed. We form a separate “plant closing” sub-

sample of the DWS data based on workers who cited reason (1) for their job loss. For 

these workers, job separation is arguably exogenous to their unobserved characteristics. 

The unit of observation for the aggregate data is the metropolitan area. 

Geographic location data is subject to Census confidentiality restrictions; therefore, in 

both samples, we are only able to identify metropolitan areas larger than a certain size. 

Fortunately, the IPUMS also identifies “county group” of residence for its entire sample. 

The county group, a collection of enough contiguous counties to satisfy the Census 

confidentiality requirements, is conceptually comparable to the 1990- and 2000-Census 

Public-Use Microdata Areas (PUMAs). In 1970, county groups included, for example, 

county group 1302, consisting only of New York County (Manhattan), and county group 

14002, consisting of 19 counties and an independent city in southwest Utah and northern 

Nevada. For the 1970 IPUMS, we assigned county group data to those individuals 

outside of one of the identified metropolitan areas. Individuals within identified 

metropolitan areas kept their affiliation with metropolitan-level aggregate data. In this 

way, we are able to obtain complete geographic coverage of the country. 

The key explanatory variable is local population density. For most individuals in 

our samples, this is the population density of their metropolitan area of residence. For the 
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balance of the 1970 IPUMS, this is the population density of their county group of 

residence. Figure 1-1 presents a map of the 1970 county groups and metro areas with 

population density indicated via shading. These data come from the SMADB and the 

HUSCO. For the 1994-2002 DWS, we assign population density based on Census 2000 

data (U.S. Census, 2000). 

We obtain most metropolitan-level variables (outside of population and area) by 

aggregating the individual-level data from the IPUMS and the DWS. Other individual-

level controls also come from these microdata. 

Further details on data and methodology are in the data appendix. Table 1-1 

provides summary statistics for the census and DWS samples. 

 

1.4 Framework 

1.4.1 Background and related literature 

Labor-market density might have a simple, mechanical effect on occupational 

switching. This can be seen by considering occupational choice following the 

(exogenous) separation of a worker from his job at a particular firm. By revealed 

preference, we know that this worker had some skills, either by endowment or 

investment, that were specific to the activity and/or sector of the previous job. If the 

separation from the firm were permanent, the worker now faces a choice: seek 

employment doing the same tasks but in a different firm, or eschew his sector-specific 

skills while taking a job elsewhere in the economy. 

A worker in a less dense labor market faces a “small numbers” problem. He 

happens to be without a job, but does there happen to be another firm that needs a worker 
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with his skill set? A multinomial model serves as a mechanistic approximation to this 

process. As the market grows larger, the number of excess workers (or firms) shrinks in 

expectation like the square root of the market size.
5
 The workers in denser markets 

benefit from the law of large numbers, leaving them less likely to be in a narrow labor 

market at a moment in which their skills are in excess supply. This ex post mechanism 

generates a lower probability that a worker would choose to leave his sector in denser 

markets, all else fixed, and therefore, in effect, his sector-specific skill depreciates at a 

lower rate. 

This mechanism should also affect the skill-accumulation decision ex ante as 

well. Murphy (1986) and Kim (1989) propose how density might change the market for 

sector-specific skill. In Kim's model, fixed costs are important in production, and 

consequently sparsely populated areas have fewer firms in each sector, and workers 

choose to invest less in narrow skills because there are fewer potential employers in the 

event of a separation. A result of this effect is that workers will choose to specialize 

more. Existing empirical work supports this contention for physicians (Baumgardner, 

1988) and for lawyers (Garicano and Hubbard, 2005), as well as for a general index of 

specialization (Ades and Glaeser, 1999). 

Thicker labor markets might also increase sector/activity turnover as well, since 

search is cheaper. But it might reduce it insofar as workers have already found good 

matches with their occupation and/or industry. Which effect dominates is unclear a 

                                                
5
 See Shimer (2005), e.g., for a formal model of this process applied to the question of 

unemployment. 
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priori.
6
 Having acknowledged this ambiguity, we note that search for a good 

occupational match is an investment. Therefore, like other human-capital investments, it 

should be done earlier rather than later in life. This implies that this positive effect of 

thick markets on activity switching should be strongest early in one's career. 

 

1.4.2 Empirical specification 

The present study considers the effect of labor-market density on the probability 

that a worker changes activity and/or sector. The basic regression specification is as 

follows: 

! 

Dijk

"
= # $ density j + %k + Xi& +YjW + 'ijk      (1-1) 

for person i in area j who worked in occupation/industry cell k in the base period. The 

dependent variable, 

! 

Dijk

" , is an indicator for whether that individual has changed activity 

and/or sector since the base period. The central explanatory variable is the density of the 

area, which we define in the main specifications as the logarithm of population per square 

mile. Because this variable is defined over j, we cluster the standard errors at the area 

level. To adjust for differences in the granularity of occupational and industrial coding, 

we include fixed effects for each activity/sector cell (k). The specification also includes 

                                                
6
 A similar set of issues exists for employer/job switching. In keeping with this, evidence 

on the sign of the turnover effect of density has been mixed in recent work by Fallick, 

Fleischman, and Rebitzer (2007), Groen (2007), de Blasio and Di Addario (2005), Fox 

(2002), and the present study. Indeed, Petrongolo and Pissarides (2005) estimate a 

structural model using data on job searchers in the United Kingdom and find that 

reservation wages adjust just enough to leave search behavior unaffected by labor-market 

density. We return to the job-turnover question in Section 5.4. (Also see Coles and Smith 

(1996) and Shimer (2001) for evidence on increasing returns to scale in labor-market 

matching.) 
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individual-level demographic controls (the Xi) and allows for area-level controls as well 

(Yj).  

We entertain a number of alternative specifications below. Our baseline is 

estimating equation (1-1) with ordinary least squares (OLS). We also address possible 

identification problems, including omitted regional characteristics and measurement error 

in local labor market density. In addition, workers with a propensity to acquire 

specialized skills may sort into dense cities. We implement an instrumental variables 

strategy that relies on the costs of moving from one region to another. And because 

workers may have other unobserved traits that lead to job separation, we analyze data on 

workers whose separations are plausibly exogenous to any of these characteristics (the 

displaced-worker sample from the CPS). 

 

1.5 Empirical results 

1.5.1 Main results: Churning and density 

Using a sample of individuals from the 1970 Census, we find that workers in 

areas with higher population density were less likely to have changed occupation or 

industry. We argue that the evidence presented in this section weighs in favor of a 

substantial decrease in sectoral churning as a result of being in a thicker labor market. 

The main result is seen in column 1 of Table 1-2, which contains estimates of equation 

(1-1). A change of one in log density affects this probability by 0.6%. 

The magnitude of the thick-market effect is large enough to be relevant in 

understanding cross-area differences. In our sample, the distribution in log density across 

areas has a standard deviation of approximately 1.4. On the other hand, the standard 
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deviation of average churning across regions is 0.029. Using the coefficients from Table 

1-2, we compute that a one-standard-deviation change in density results in a decrease of 

one-third of a standard deviation in sectoral switching. (One standard deviation in density 

is the difference between Knoxville, Tennessee, and Philadelphia, Pennsylvania, for 

example.
7
) 

These results are not sensitive to the inclusion of a variety of individual- and 

aggregate-level controls. As seen in columns 2 and 3, this estimated effect of density is 

not affected substantially by the inclusion of demographic controls, such as age, gender, 

race/ethnicity, and education. The relationship between density and sectoral churning is 

shown in greater detail in Figure 1-2. In the figure, the churning measure on the vertical 

axis is an average residual from a regression of dummy for occupation/industry switching 

on the controls in column 3. The relationship is similar using any of the sets of controls 

from Table 1-2. In columns 4 and 5, we also include several aggregate-level controls. In 

spite of the marked regional differences in density seen in Figure 1-1, including regional 

dummies changes the point estimate by less than a standard error. 

We also include area-level information on educational attainment and find that 

having a more educated workforce in the area is associated with increased sectoral 

churning. An important alternative hypothesis is that cities also have more educated 

workforces, and learning spillovers provide workers with stronger incentives to 

accumulate human capital (in particular, to specialize their human capital). Glaeser and 

Maré (2001) and Peri (2002) provide a treatment of these learning spillovers. Lin (2006) 

                                                
7
 One standard deviation is also the approximate difference in population density between 

San Diego, California, and San Francisco, California, or between Greenville, South 

Carolina, and Louisville, Kentucky. Note that these are 1970 numbers. 
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shows further that human capital contributes to occupational dynamism at both the micro 

and aggregate levels. Nonetheless, the resulting estimates of the effect of density are 

similar to those without aggregate controls. 

The effect of labor-market thickness on sectoral switching is evident at various 

levels of occupational and industrial classification.
8
 Above, we measure churning as a 

change in either the detailed occupation or the detailed industry. In Table 1-3, we report 

the estimated effect of population density on sectoral switching, but in each cell use 

different levels of aggregation for occupation and industry. The bottom right cell in the 

table replicates the result from column 5 of Table 1-2, and this set of controls is used 

throughout Table 1-3. Coefficients are larger and generally more precisely determined for 

more aggregated measures of occupation and industry switching. Skills are presumably 

less transferable across aggregated sectors, and thick markets matter more for these 

transitions. 

 

1.5.2 Sensitivity analysis 

The effect of labor-market density on sectoral churning that we observe is robust 

to a number of different alternative explanations.  

 

1.5.2.1 Correction for sorting 

We first argue that these results do not arise from the endogenous sorting of 

individuals across areas. A plausible alternative hypothesis is that people whose 

                                                
8
 We repeat this exercise using a probit estimator and report the estimates in Table 1-9. 

Results are similar to those presented here. 
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comparative advantage involves greater specialization migrate to larger cities, where 

industries might be more at the “cutting edge.” If so, we would expect less sectoral 

switching in thicker labor markets, but the effect is due to sorting, not search. To assess 

this alternative, we use a simple correction for sorting described below. 

The methodology we employ is based on that of Evans, Oates, and Schwab 

(1992), who point out that regressing individual outcomes on local-area data is 

problematic in that individuals choose where to live. In their application, they consider 

the effect of neighborhood poverty on teen dropout. Neighborhood-level variables are 

found to be statistically significant determinants of dropout. However, when metro-area 

poverty is used as an instrument for the neighborhood rate, the estimates of poverty are 

not significantly different from zero. They argue that the latter estimate is much less 

contaminated by sorting, and therefore the neighborhood-level result was because of 

endogeneity bias rather than a causal effect. 

We implement this specification check by using the density of the individual's 

state of birth as an instrument for density of the current residence. The logic of doing so 

is similar to that just stated. The degree of bias induced by geographic sorting should be 

less for state of residence than for city of residence. Carrying the logic one step farther, 

there should be even less sorting by state of birth. (It bears noting that this exercise is a 

correction for sorting, not a control for every conceivable channel through which density 

might affect sectoral switching. In addition, the Evans-Oates-Schwab method cannot 

correct for more complex error structures; see Bayer and Ross (2006).) 

The estimates using this methodology suggest that our results are not driven by 

endogenous sorting. Table 1-4 displays the instrumental-variables (IV) estimates, along 
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with results from the first stage. (Regressions reported in odd- and even-numbered 

columns contain the same controls as those in Table 1-2, columns 3 and 5, respectively.) 

We consider three higher aggregations of density, all at the state level: contemporaneous 

density in the state of residence or state of birth, and 1880 density in the state of birth.
9
 

For each variable, there is strong first-stage relationship between state density and density 

in the current area of residence. Density from the state of residence shows the highest 

elasticity in predicting local-area density. More to the point, the IV estimates of local 

density tend to be larger than the OLS estimates presented above. (Regressions using 

state-of-birth density as the IV and the additional metro-area characteristics are no longer 

significantly different from zero, but neither can reject that they are equal to the 

comparable OLS estimates.) This suggests that sorting, at least within states, is not 

driving our estimates. (The large IV estimates also suggest that the main results may be 

contaminated by measurement error, particularly in measuring local labor-market density. 

This possibility is explored below.) 

                                                
9
 Our use of the historical measure of density follows the work of Ciccone and Hall 

(1996), who instrument current density with several variables from the 1800s (1880 

population density, distance to the Atlantic coast, 1850 population, and the presence of 

railroads in 1860). In preliminary work, we also included these other three variables in 

the analysis, but obtained insignificant results and/or inappropriate signs for those other 

variables in the first stage. To avoid possible biases, including the well known small-

sample bias of 2SLS when the system is overidentified, we use only the 1880 density 

variable as an historical IV. We also note that Rosenthal and Strange (2005) have more 

recently introduced into the literature a geological instrument, which is based on the 

appropriateness of the local geological formations (bedrock, e.g.) for supporting 

skyscrapers. That study focuses on areas (PUMAs) within cities, and the instrument 

seems to have some power in explaining the highly concentrated business districts within 

metro areas. However, these effects play out over much smaller areas relative to the 

comparatively low spatial frequency of the present study. We therefore do not consider 

the Rosenthal-Strange instrument here because it does not address the relevant problem 

of this subsection: sorting of workers across metro areas and county groups. 
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1.5.2.2 Measurement error 

Because the atomistic unit in forming metropolitan areas and county groups is 

counties, very large counties, or the uneven distribution of population within large 

counties, may affect our estimates. For example, in our 1970 data, the Los Angeles 

metropolitan area includes the counties of Los Angeles, Orange, Riverside, and Ventura. 

The densities of northern Ventura county or eastern Riverside county (bordering Arizona) 

are very low relative to the balance of the metropolitan area. 

Other measures of density yield estimates that are similar to the main results, but 

reflect the larger magnitudes of the IV results. In Table 1-5, Panel A, each row contains 

estimated coefficients on log density for a different density concept. Each cell is a 

separate regression, either on the entire sample or one of four Census regions. The first 

row uses our original density measure, calculated for consolidated metropolitan areas and 

county groups. Log density predicts reduced switching between sectors in the full sample 

and across regions. However, in the South and West, this estimate is less precise and not 

significantly different from zero. These regions, especially with the West's large counties, 

may be especially sensitive to the uneven distribution of population within metropolitan 

areas and county groups. 

The second row contains estimates using an adjusted measure of density. Here, 

county group densities remain the same as the original measure. However, within 

metropolitan areas, density is calculated as a weighted average of component county 

group densities. For example, density for Los Angeles metropolitan area is determined by 

a weighted average of the densities of Los Angeles, Orange, Riverside, and Ventura 
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counties---each of which constitutes a separate county group. The weights are determined 

by county population; in effect, we are calculating the “average” county-group density 

experienced by a worker in the Los Angeles metropolitan area. Estimates using this 

measure are similar to the main results. In the West, the effect of density on switching is 

now significant. 

We calculate the third and fourth density concepts based on workers' county 

group of residence. The former is a weighted average of component county densities, 

using data from the 1972 City and County Data Book (ICPSR, 1984). The latter is a 

weighted average of component Census tract data, using data from the CensusCD 

Neighborhood Change Database, a commercial product containing U.S. Census tract data 

for 1970 (GeoLytics, 2001). Results using these measures echo earlier ones. In sum, we 

conclude that errors in density measurement do not drive our results. 

Alternatively, we use these adjusted density measures as instruments for log 

density. The baseline density measure may under-report actual local labor-market density 

for metropolitan areas or county groups where population centers are small relative to the 

size of the county or county group (bias towards zero). The IV procedure should correct 

for this sort of bias. 

In Table 1-5, Panel B, each column contains separate regression estimates using 

alternative density measures as instruments. Measures are weighted averages of 

component densities (tracts, counties, or county group) of workers' county group of 

residence. Column~4 uses all three alternative measures as instruments. We find strong 

effects of log density on sectoral switching using the adjusted density measures as 

instruments. The IV estimates here are also similar to the estimates that use the Evans-
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Oates-Schwab sorting correction. In sum, corrections for measurement error suggest that 

the OLS results understate the effect of local density on sectoral switching. 

Finally, we find further support for negative thick-market effects on switching 

when adding sectoral and occupation employment shares to the model, as seen in Table 

1-5, Panel C. According to our logic above, activities with higher employment shares are 

in effect thicker labor markets. To test this importance of this dimension of thickness, in 

columns 2-4 of Panel C, we add the log employment shares for 3-digit occupation and 

industry. (Recall that these regressions already contain dummies for lagged occupation ! 

industry at the 3-digit level, so estimates are being made within sectors and activities.) 

Consistent with the results above for metro-area density, we estimate negative 

coefficients on employment shares.
10

 

 

1.5.2.3 Additional specification checks 

The results above are not sensitive to controlling for a variety of alternative 

aggregate-level variables. These results are seen in Panel A of Table 1-6. For reference, 

the first row repeats the density estimates from above. Subsequent rows also include 

estimates of the density effect after including in the regression the specified control 

variables. (The sources for these additional controls are described in Appendix 1.A.2.) 

The next row displays results after controlling for a set of demographic variables: race 

and age composition and decennial population change. The third row of Panel A controls 

                                                
10

 We do not base the main analysis of the paper on employment share because this 

measure strikes us as more prone to endogeneity problems: sorting can occur both across 

areas and within areas among sectors and activities. Also, while we present several 

plausible corrections for area-wide density in Table 1-4 above, it is harder to imagine 

implementing comparable strategies for area ! industry/occupation density. 
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for a set of employment and income variables: the local unemployment and poverty rates, 

and median income and rent levels.
11

 For the fourth row, we include controls for 

amenities such as average January and July temperatures, July humidity, and the local 

receipt-share of recreation-related industries. The final row contains estimates of density 

controlling for all of these additional variables. The estimates with additional controls are 

within approximately one standard error of the baseline results, sometimes higher and 

sometimes lower. Nevertheless, the specification with the most thorough set of controls 

yield estimates that are uniformly lower than the baseline results. 

Given the concerns about the mismeasurement of density expressed above, we 

repeat this exercise, but use the alternative measures of density as instruments to correct 

for measurement. The 2SLS results are seen in Panel B of Table 1-6. The estimates are 

indeed higher than comparable OLS results, as expected if the measurement error were 

classical. However, the magnitudes of the density effect, when both controlling for the 

additional variables and using instruments for measurement error, are quite similar to the 

baseline results. 

In Panel C of Table 1-6, we address several other specification issues related to 

selection. Information from the Census on migration provides a check for problems of 

spatial sorting. By observing metropolitan area/county group of residence 5 years ago (in 

1965), we separate the Census 1970 sample into non-movers and movers. Movers may be 

those with a comparative advantage in specializing who self-select into thicker labor 

                                                
11

 Unionization is a plausible determinant of occupational and industry switching, but 

data by county were not readily available for 1970. However, we can construct such 

measures using the displaced-workers sample, and implement the specification check 

with those data. These results are shown in Table 1-10. 
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markets, as discussed earlier. Results in the first row of Panel C using only non-movers 

confirm the main result. In the second row of that panel, we present results from a 

subsample that excludes observations that have been edited or allocated by the Census. 

These estimates are essentially the same as those found above. As an additional 

specification check, we also consider the role played by censoring of the sectoral data. 

The basic sample used above contains individuals whose occupation and industry data are 

nonmissing for both the Census year and five years prior. This sample used in the third 

row of Panel C is of all individuals for whom we observe prior occupation and industry. 

Density does not predict censoring at conventional levels of statistical confidence. 

(Student's t statistics are all less than one in absolute value.) In any case, the magnitude of 

the estimate is much smaller than the effect of density on sectoral switching. 

 Finally, we find that the negative effects of density on churning are present 

across the gamut of one-digit sectors and activities. These results are shown in Tables 1-

11 and 1-12 for occupations and industries, respectively. Apart from farming/farmers, the 

coefficients on density are uniformly negative, and in almost all cases statistically 

significant. This indicates that this switching effect of density is at play for various 

activities. 

 

1.5.3 Displacement 

We find a similar effect of density on sectoral switching using samples from the 

Current Population Survey's Displaced Worker Supplement between 1994 and 2002. For 

example, column 3, row 3 of Table 1-7 shows that a change of one in log density 

decreases the probability of changing detailed occupation or detailed industry by 1.6%. 
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The magnitude of this estimate is comparable to that of the 1970 result. Again, a one-

standard-deviation increase in density results in a decrease of one-third of a standard 

deviation in sectoral switching. 

However, this estimate is imprecise. Standard errors reported for changes in 

detailed occupation and detailed industry group in Table 1-7 are large, relative to the 

magnitude of the coefficient estimate. In contrast, estimates for the effect of density on 

the probability of another type of sector change, changing only detailed occupation, have 

smaller standard errors. As seen in row 3, the estimated effect of density is of similar 

magnitude, but it is statistically significant at the 95% confidence level. The Displaced 

Worker results are robust to different levels of aggregation for occupation and industry. 

The effect of density on sectoral switching is present even when workers leave 

their jobs involuntarily. In the Displaced Worker sample, we can identify the reason each 

worker left his or her previous job. One-third of workers in the sample lost their jobs 

because of a plant closure. Importantly, their job separation can be thought of as 

exogenous to any unobservable worker skill. (Other reasons for displacement, such as 

layoff or seasonal employment, may be related to unobserved skill, which may in turn 

affect churning.) 

Panel B of Table 1-7 show estimates using only plant closing workers. According 

to the estimate in column 1, row 3, a change of one in log density decreases the 

probability of changing detailed occupation by 3.3%. It is important that our main result 

is robust to involuntary job separation. An alternative explanation is that unobserved 

shocks, correlated with density, also affect the probability of job separation. The plant 

closing data show that our results are not driven by such shocks. 
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The magnitudes of the estimates using workers displaced by plant closings seem 

larger than those obtained using other data. A one-standard-deviation change in density 

results in a decrease of one-half of a standard deviation change in sectoral switching. It is 

plausible that thicker markets matter more in the case of a negative shock to demand for a 

particular specialized skill. However, the magnitudes of the standard errors prevent a 

definitive conclusion. 

 

1.5.4 Relation to job changing 

The Displaced Worker Supplement is also paired with the Job Tenure 

Supplement, which records additional information on workers' job history. For example, 

we can use the Tenure Supplement to examine the relationship between job changing 

(i.e., changing employers) and sector switching (changing one industry-occupation to 

another). Using the Tenure Supplement, we record a dummy variable indicating whether 

a worker has changed employers in the previous three years. 

An alternative explanation for our results is that workers in thicker markets 

change employers less, leading to reduced sector switching. This implies a somewhat 

different mechanism than skill matching in thicker labor markets. We find that workers in 

dense regions are indeed less likely to change employers. The regressions presented in 

Table 1-8, Panel A use employer change as the dependent variable, with log density and 

other controls as explanatory variables. The coefficient on log density is negative, and 

precisely estimated. One interpretation of this result is that workers in thicker markets, by 

some agglomeration mechanism, face a lower risk of being separated from their 
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employers.
12

 A specifically thick-market interpretation is that workers easily find good 

employer matches the first time around, and therefore have less need to re-match down 

the road. 

Importantly, however, the addition of this variable leaves the estimated effect of 

log density on sector switching unchanged. This employer change variable is included 

separately from log density in the sector switching regressions presented in Table 1-8, 

Panel B. As expected, workers that change employers also tend to switch sectors. The 

coefficient on the employer-change variable is positive, and estimated precisely. 

Nevertheless, the magnitude of density effect on sectoral/activity switching is comparable 

to those presented in Table 1-2. This suggests that even when controlling for the lower 

rate of employer transitions in dense cities, we still observe that workers are less likely to 

abandon their sector or activity in thicker labor markets. We conclude that skill matching 

is still an important mechanism operating in thicker labor markets, and that it is distinct 

from specific employer-employee matching. 

 

1.6 Decompositions by potential experience 

We find heterogeneity in the effect of density on occupational/industrial switching 

across different levels of potential experience in the labor market. These results are found 

in Figure 1-3, which presents the density coefficient from switching regressions that are 

                                                
12

 This density effect on employer transitions is similarly negative across potential 

experience categories, as seen in Figure 1-6. This suggests an area-wide job-changing 

effect that is also distinct from the sector-switching effects in Figure 1-3 (discussed 

below). 
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estimated for each level of potential experience.
13

 In Panel A, each point displays the 

results from a separate regression whose dependent variable is an indicator variable for a 

change in detailed occupation or industry group (the most disaggregate classification). 

The solid line is a smoothed version of the estimated coefficients. Panel B reports similar, 

smoothed estimates for the full set of aggregations of industry and occupation codings (as 

in Table 1-3). The density coefficients tend to be negative after around ten years of 

potential experience. On the other hand, the effect of density tends to be positive before 

reaching ten years in the labor market for all measures of switching but one (the 

exception being one of the most aggregated measures). 

The positive effect of density on switching early in one's career is perfectly 

consistent with a model of thick-market effects in job search, but difficult to rectify with 

a simple model of induced specialization from the production side (via labor demand). A 

model with increasing returns to labor-market search could predict that workers take 

advantage of low search costs to search more intensively for the right occupational 

match. Depending on the parameters of the model, this effect could dominate the 

negative, mechanistic effect discussed above. Moreover, because search intensity is an 

investment whose gains are realized throughout the working lifetime, this new, positive 

effect would be strongest at younger ages. Contrast this with a simple model in which 

urban workers are more specialized for some non-search reason (e.g., faster learning 

                                                
13

 The specification parallels equation (1-1) above. All regressions include dummies for 

gender, race, marital status, and citizenship, years of education. Because of the limited 

sample size when partitioning by potential experience, the average effects of the lagged 

detailed industry and occupation dummies were removed in a first-step regression using 

the whole sample. Note however that the sample differs from that of the main analysis in 

that observations are included from the full census based on potential experience rather 

than age. 
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about specific skills, or greater returns to specialization because of improved division of 

labor). This might generate a zero effect in the early years (before workers have gotten 

locked in by their specialized capital). However, this would not generate a positive effect 

at low levels of labor-market experience.
14

 

 

1.7 Implications for wages 

We discuss several channels through which the results above could also have 

implications for wage differences across areas with differing labor-market densities. We 

consider mechanisms that are either ex post or ex ante relative to the potential 

occupation/industry change. For comparison purposes, we present two facts about the 

effect of labor-market density on wages: (i) at low levels of experience, wages are around 

seven percent higher per a one-logarithm increase in density; (ii) over the working 

lifetime, workers in denser areas see higher returns to experience, and this wage gap 

grows to nine percent. (See Figure 1-5 for these results.) 

 

1.7.1 ex post mechanism 

                                                
14

 More complicated models of specialization could be generated that produce the 

positive effect of density on switching in the early career. A sensible point of departure 

would be from the model of Neal (1999), who argues that occupations are in effect 

"experience goods": Workers need to spend time in a particular occupation to learn about 

their idiosyncratic match quality. If some agglomeration economy on the production side 

increases the variance on the unobserved component of the idiosyncratic worker/activity 

match, this would raise the benefit of further searching for the right occupation/industry. 

While this contrasts with the increasing-returns-to-scale model of search and matching, 

which reduces the cost of search, the reduced-form effect would be the same: more 

switching earlier in one's career. Note, however, that density-related increases in the 

predictable component of that worker's potential gains from specialization would not 

generate this positive effect on switching, because the worker would have gone to the 

highest-value job in the first place. 
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The main results of the present study imply lower growth rates for wages in less 

dense areas, through a simple, ex post mechanism: specific skills fall into disuse faster. 

We show above that occupation and industry switching is lower in areas with higher 

population density. In more sparsely populated areas, this mechanism increases the 

depreciation rate of skills that are specific to a worker's starting sector and/or activity. 

Consider the law of motion for sector-specific skill, Hs:  

! 

˙ H 
s

= I
s
"#H

s
         (1-2) 

where Is is skill investment and ! is the skill depreciation rate. From this equation, we see 

that an increase in the depreciation rate reduces the growth rate of skills, absent any 

change in investment behavior. (Below we show that faster depreciation reduces 

investment.) 

To understand the first-order impact of this mechanism on the wage, we need to 

know what fraction of skill is industry/occupation specific.
15

 Using the Displaced Worker 

Surveys, Neal (1995, p. 665) estimates that ten percent of their income derived from 

industry-specific skill for men with ten years of post-displacement experience. On the 

other hand, Parent (2000, p. 317) uses detailed work-history data to estimate 

simultaneously both returns to both industry and total labor-market experience. For 

workers with ten years of continuous industry experience, ten to twenty percent of their 

                                                
15

 There is most likely more than one number characterizing this fraction. First, the 

specific/general dichotomy is perhaps too stark. Some skills might transfer to a limited 

number of other occupations or industries, but not beyond that. (See Gathmann and 

Schönberg, 2006.) Second, this fraction certainly must vary across workers. More 

experienced workers will probably have a higher fraction of specific skill than newly 

minted graduates, for example. And of course this fraction will eventually be higher for 

workers in dense areas, for precisely the mechanism discussed here. We present this 

static framework in the hope that, for what it lacks in realism, it makes up for in 

transparency. 
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income was derived from industry-specific skill.
16

 We consider fractions between five 

and twenty-five percent in the analysis below. 

We can account for ten to sixty percent of the higher return to experience in 

denser areas with this ex post mechanism. We start with the typical estimate of the effect 

of log density on three-digit industry/occupation switching: approximately 0.6%, 

measured over a five-year horizon, or about 4.8% over a forty-year career. We take this 

latter number and multiply it by the various estimates for the baseline fraction of sector-

specific skills. The calculations indicate that, over a forty years, a reduction of one 

logarithm of labor-market density implies somewhere between 0.2% and 1.2% lower 

wage growth through this mechanism of accelerated skill depreciation. (Note that this is 

purely a mechanical effect that comes from the differential depreciation of specific skills. 

No behavior has been assumed to change, yet.) In comparison, the extra growth in dense-

area wages, in the same units, amounts to around 2% over forty years. 

 

1.7.2 ex ante mechanisms 

The results above could also raise labor productivity in more densely populated 

areas through several ex ante mechanisms. The differential effects on switching by 

experience (seen in Section 1.6) suggest that thicker markets allow for better 

occupational matching early in one's career, although it is not clear whether the 

associated gains would take the form of higher productivity or just more satisfied 

workers. On the other hand, better preservation of specific skill in denser areas affects 

                                                
16

 Shaw (1984, 1987) also discusses the importance of occupational skills, but we did not 

see a clear way to translate her estimates into the desired number. 
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comparative advantage across space. Because cities are like the small open economies of 

the textbook trade models, we expect that high-specific-investment occupations would 

concentrate in denser areas. Indeed, we do find that occupations with higher returns to 

experience are more likely to be found in more densely populated areas.
17

 

An additional ex ante effect of reduced specific skill depreciation is that workers 

will choose to invest more in human capital that is specific to their industry and/or 

occupation. We calibrate a simple investment model characterizing the optimal choice of 

sector/activity-specific skill, Hs. If we think of this skill as an asset with a time-invariant 

return, as in Ben-Porath (1967, 1970), it has a present value that will be proportional to 

"Hs / (r + !), for an interest rate of r, a skill-depreciation of rate !, and a return to skill of 

". Again following Ben-Porath,
18

 we define the cost of skill-acquisition to be c (Hs + 
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 Specifically, we use the 1970 census data to estimate the following wage equation:  

 

! 

lnwik = " k # potxi + $k + %d#e (densityk # potxi) + %d densityk + &m # potxi
m

m=1

5

' + (ik  

for individual i and occupation k. The left-hand side, ln w, is the natural logarithm of the 

hourly wage, "potx" is potential experience, and the "k and !k are occupation-specific 

slope and level effects, respectively. Note that a fifth-order polynomial in potential 

experience is among the controls, as is the linear interaction of potential experience with 

local-area density (as defined for the main results of the paper). This means that !k 

measures the returns to experience in that occupation, relative to other occupations, and 

over and above any direct effect of labor-market density on wage growth. (Results are 

similar if we control for selection via either a Heckman two-step procedure or by 

including the fraction of that occupation's employment represented at worker i's level of 

potential experience. For computational reasons, we run one regression for each 

occupation k using the full sample, rather than a single regression with the full set of 

dummies and interactions.) The resulting estimates of !k are compared with the average 

labor-market density by occupation, and found to be correlated positively and 

significantly at conventional levels of statistical confidence. 
18

 This is a modest departure from his model in that we treat Hs as the result of a one-

shot, early-career investment, while Ben-Porath models the life-cycle timing of such 

investments. The form of the cost function is nevertheless similar because Ben-Porath 

imposes curvature based on the current stock of skill rather than on the period-specific 
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! 

H )#, where 

! 

H  is a given quantity of general skill.
19

 We impose the usual convexity 

assumption: # > 1. These two terms are both denominated in units of wages, consistent 

with the return to and opportunity cost of human capital being related to the wage. 

In this framework, the worker solves the following maximization problem:  
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which defines the optimal stock of sector-specific human capital as  
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The elasticity of Hs* with respect to the depreciation rate for skills is therefore  
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This last equation
20

 gives us the response of specific skill in terms of the skill 

depreciation rate, the curvature of the skill production function, the fraction of skills that 

                                                                                                                                            

investment flow. Also, one of the central results of Ben-Porath's model is that training 

investments are concentrated early in life. We have experimented with specifications that 

allow for a dynamic element in the skill investment decision, and obtain similar results to 

those below. 
19

 To keep units consistent, we treat Hs in years-of-schooling equivalents. Therefore, 

again by Ben-Porathian reasoning, we take the return to skill to be proxied by the return 

to schooling. 
20

 Note that this calculation was based on an infinite-horizon approximation to the present 

value of Hs. Solving the model with a finite-career assumption makes a negligible 

difference. Defining 

! 

˜ H 
s
to be the optimal choice of sector-specific human capital with a 

finite horizon, we derive that skill/depreciation elasticity to be  

 

! 

" ˜ H 
s

*

"#

#
˜ H 

s

*
=
"H

s

*

"#

#

H
s

*
+

1

$(1%&)

' 

( 
) 

* 

+ 
, (1% e

%(r+# )T
)

2%&

1%&  

where T is the length of the career and 

! 

"H
s

*

"#

#

H
s

*
 is characterized in equation (1-5). In words, 

this finite-horizon elasticity can be decomposed into two terms: the infinite-horizon 
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are sector-specific ($ = Hs / (Hs + 

! 

H )), and the interest rate. The interest rate is a 

commonly observed parameter, but the other three are not so ubiquitous. The literature 

discussed above suggests that $ is between ten and twenty percent. We now review the 

literature on the other two parameters:  

 

1. What is the depreciation rate (!) for skill? Using U.S. data, Heckman (1976) 

presents an estimate of 3.7% (on a yearly basis) for the skill depreciation rate. 

Arrazola and de Hevia (2004) estimate ! to be around 1.4% per annum in Spanish 

data. Groot (1998) estimates numbers that are considerably larger in the United 

Kingdom and Netherlands (around 10%--15%), but that study does not account 

for the tendency for skills investment to decline later in one's career (as observed 

by Ben-Porath (1970), for example). Mincer and Ofek (1982) estimate 

depreciation rates between 3%–7% per year, but they measure this effect for 

workers who have just completed a non-employment spell. For this reason, their 

estimates are presumably an upper bound on the estimate of ! for workers that are 

more-or-less continuously employed. Below, we consider estimates of ! between 

zero and four. 

2. What is the degree of curvature (#) of the skill cost function? Ben-Porath (1970) 

uses data on training over the life-cycle to estimate 1/# around 0.93 (i.e., close to 

linear). Heckman (1976) fits Ben-Porath's model using the age-earnings profile 

                                                                                                                                            

elasticity plus a second, horizon-adjustment term. When we calibrate this equation using 

the parameters below and a horizon of forty years, the first term is of order 10 while the 

second term is around 0.003. Because the finite-horizon adjustment is three to four orders 

of magnitude smaller than the main effect, we opt for simplicity and present the infinite-

horizon approximation. 
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and estimates 1/# to be 0.812. Furthermore, when Heckman augments the model 

to allow for reduced-form time variation in the value of leisure, he finds 1/# to be 

0.52, although this parameter is less precisely estimated than in the previous case.  

 

The model also places restrictions on the choice of parameters. In particular, 

given a skill-depreciation rate (!) and a sector-specific-skill share ($), the model implies 

a particular curvature for the skill cost function (#). For example, if $is large in the 

presence of a high !, it must be the case that it is easy to scale up one's human capital 

investment (i.e., # closer to one). This relationship can be seen in Panel A of Figure 1-4. 

We consider two cases: an upper bound on the fraction of sector-specific skill ($=.25) 

and a lower bound ($=.05).
21

 Both lines are downward sloping, as expected from the 

logic above. Because we wish to avoid nonsensical combinations of parameters, we 

calibrate the model with various plausible choices of ! and $, and use these model-

implied restrictions on # in the process. 

We now have enough ingredients for approximating the effect of density on ex 

ante investments in sector-specific skill. The empirical results in Section 1.5 provide 

estimates of 

! 

"#

" ln D
, where D is labor-market density. The maximization problem above 

itself defines 

! 

" ln H
s

*

"#
, and the parameter selection was just discussed. The product of these 

                                                
21

 We consider ! on the range of estimates identified above. The other parameters are set 

as follows. We choose an interest rate of r=.02, the returns to skill of "=.1, average 

schooling of 

! 

H = 11.38. We use c

! 

"1, for which the range of implied # match the 

estimates above. 
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two numbers yields 

! 

" ln H
s

*

" ln D
, the effect of density on specific skill (and, via returns to skill, 

the wage). 

The calibrated model implies economically important effects of density on 

investment in sector-specific skill, although the uncertainty associated with these 

parameters leaves a somewhat wide range of possible values for this computation. These 

results can be seen in Panel B of Figure 1-4, where we measure the effect of density-

induced skill investment on the wage. As above, we consider ranges of sectoral-skill 

fractions ($) and baseline skill-depreciation rates (!) consistent with the available 

empirical work. Across this set of possible parameter values, the implied elasticity from 

density to the wage varies from between 0.14 and 0.22. In words, we expect an increase 

in labor-market density of one natural logarithm to cause additional sectoral-skill 

investments that would raise the worker's productivity by around fourteen to twenty-two 

percent. This compares with an estimated 7–10% density premium for wages, and 

suggests that this ex ante investment mechanism can account for perhaps all of the dense-

area wage premium. 

A few caveat lectors are in order. First, to calibrate the model, we used the OLS 

estimates from Section 1.5, but these were contaminated by sorting and measurement-

error biases. As seen above, these biases seem to offset each, leaving an IV estimate of % 

that was somewhat higher than the OLS number. This suggests that the wage effects 

might be higher than those calibrated here. Second, we model the agent above as 

maximizing expected value, but idiosyncratic wage uncertainty is a textbook example of 

non-diversifiable risk. If workers are risk averse, market thinness will presumably 
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depress sector-specific investment even further. Finally, the estimates of differential 

depreciation by density (%) build in both the direct effect of thick markets on switching 

(i.e., easier matching to a new job in the same sector/activity) and indirect effects (e.g., 

that specific investments make it less likely that a worker will choose to switch 

activities). Ideally we would calibrate this model with only the direct component, but it is 

unobserved. Because the direct and indirect components are of the same sign, our 

calibration above produces an over-estimate of the impact on wages. It is worth noting, 

however, that the calibrated wage effect via ex ante investment scales down 

proportionately with the estimate of 

! 

"#

" ln D
. So, if the direct impact of density on the 

depreciation of sector-specific skill were one tenth of the parameter we estimate in 

Section 1.5, the effect of density on skill investment would nevertheless account for 

about a quarter of observed density effect on wages.  

 

1.8 Conclusion 

Observationally similar workers change occupation and industry less in more 

densely populated areas. This result is not sensitive to controlling for standard 

demographic variables, aggregate measures of human capital, and sectoral mix. We also 

implement corrections for sorting across areas and for differences in the construction of 

Census areas across regions. Furthermore, we show that this thick-market effect is 

present in a sample of displaced workers whose job separations were involuntary. 

We interpret these results as evidence of increasing-returns-to-scale matching in 

local labor markets (in the sense of Diamond's (1982) “coconut” model). A worker in a 

less dense labor market faces a small numbers problem: is there a similar job available 
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right after he happen to have lost his? In contrast, workers in denser markets benefit from 

the law of large numbers, leaving them less likely to be in a narrow labor market at a 

moment in which their skills are in excess supply. This ex post mechanism generates a 

lower probability that a worker would choose to leave his sector in denser markets. Put 

another way, from the perspective of a worker, finding a job is cheaper in a thicker 

market. This interpretation is further supported by results decomposed by different levels 

of potential experience in the labor market. The positive switching/density result in the 

very early career is consistent with the thick-market model, but is difficult to rectify with 

a simple model of specialization induced by some non-search reason. 

This mechanism has an important role in raising both wages and returns to 

experience in denser areas. Workers in more densely populated areas, on average, earn 

higher wages and experience faster wage growth. The thick-market model matches these 

facts qualitatively, and we use a calibrated model to assess its quantitative contribution. 

The faster depreciation of specific skills estimated above account for around 35% of the 

faster wage growth in denser areas. Moreover, facing this diminished rate of specific skill 

depreciation, workers in denser areas will invest more in human capital that is specific to 

their chosen industry and/or occupation. The calibrated model suggests that this ex ante 

investment mechanism accounts for a significant fraction of the density premium 

observed in the wage data, although uncertainty about the model parameters leaves a 

fairly wide range of possible values for this computation.  
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Notes: This map displays population density in 1970 for the aggregations of counties (county groups plus CMSAs) described in the text. Darker shades 

indicate more population per square mile. 

 

Figure 1-1: Population density by county groupings, 1970 
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Notes: Each point represents a county group, and the OLS regression fit is drawn as a black line. The y-axis displays the average residual from a regression 

of 2-digit occupational and industry switching on the individual gender, race, marital status, and citizenship, along with dummies for age and original 

occupation/industry cell. The x-axis is the 1970 population density, on a natural-log scale. 

 

Figure 1-2: Average occupational and industrial switching versus local population density
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Notes: In Panel A, each point displays the results from a separate regression whose dependent variable is an 

indicator variable for a change in detailed occupation or industry group.  The y-axis measures the density 

coefficient from these regressions.  The x-axis is years of potential experience in the labor market.  All 
regressions include dummies for gender, race, marital status, and citizenship, years of education.  Because 

of the limited sample size when partitioning by potential experience, the average effects of the lagged 

detailed industry and occupation dummies were removed in a first-step regression using the whole sample.  

The solid line is a smoothed version of the estimated coefficients, produced using Stata’s “lowess” 

procedure.  Panel B reports similar, smoothed estimates for the full set of aggregations of industry and 

occupation codings (as in Table 1-3).  Note that the sample differs from that of the main analysis in that 

observations are included based on potential experience rather than age. 

 

 

Figure 1-3: Effect of density on switching, by potential labor-market experience 
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Notes: This figure reports results from the calibrated model of investment in sector-specific skill from 

Section 1.7.  Panel A shows the model-implied relationship between the skill-depreciation rate (!) and the 

curvature of the cost function (").  Solid line indicates the relationship between ! and " when the fraction 

of sector-specific skills is high (# = 0.25).  Dotted line represents the case when the fraction of sector-

specific skills is low (# = 0.05).  Panel B considers the same cases for #, and reports calibrated estimates of 

the wage/density elasticity, which are constructed from equation (1-5) and the model-implied $\alpha$ 

shown in Panel A.  Following the results in Section 1.5, we assume the effect of log density on sector-

specific skill depreciation to be 0.6% per five years, or 0.12% in continuously compounded terms.  
Calculations also assume a continuous-time, real interest rate of 2% per year and a return to skill of 10% 

per year.  The sources for the other parameters are detailed in Section 1.7. 

 

 
Figure 1-4: Approximate effects on labor productivity: Calibrations and sensitivity 

analysis 
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Notes: Each point displays the results from a separate regression whose dependent variable is the log 

hourly wage. The y-axis measures the density coefficient from these regressions. The x-axis is years of 

potential experience in the labor market. All regressions include dummies for gender, race, marital status, 

and citizenship, years of education.  The solid line is a smoothed version of the estimated coefficients, 

produced using Stata's “lowess” procedure.  The data are drawn from the 1970 Census, and the sample and 

variables are constructed as described in Appendix 1.A. 

 

Figure 1-5: Effect of density on log hourly wage, by potential labor-market experience 
 

 
Notes: Each point displays the results from a separate regression whose dependent variable is an indicator 

variable for having changed employer in the past year.  The y-axis measures the density coefficient from 

these regressions.  The x-axis is years of potential experience in the labor market.  All regressions include 

dummies for gender, race, marital status, and citizenship, years of education.  The solid line is a smoothed 

version of the estimated coefficients, produced using Stata's “lowess” procedure.  The data are drawn from 

the 1990s Job Tenure Supplements of the CPS, and the sample and variables are constructed as described in 

Appendix 1.A. 

 

Figure 1-6: Effect of density on job changing, by potential labor-market experience 
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Table 1-1: Summary statistics 
 

 
 

Notes: Table continues next page. 
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Table 1-1 (Continued): Summary statistics 
 

 

  
 

Notes: As indicated, entries reflect either the mean and standard deviation of the row variable, or the share 

of population in the row category. Samples are the 1970 Public-Use Microdata Sample (PUMS), and the 
Displaced Worker Supplements (DWS) to the Current Population Survey, 1994, 1996, 1998, 2000, 2002. 

PUMS sample includes all workers age 25 to 65; DWS sample includes all workers age 25 to 65 who were 

displaced from their jobs within the 3 years of the survey date. Individual-level statistics calculated on 

population where either occupation or industry, or both, are identified in both periods. Metropolitan-level 

statistics calculated on population in the labor force, age 25 to 65, at the time of the survey. DWS estimates 

come from the full CPS sample. PUMS sample sizes: occupation-identified sample, 516,854; industry-

identified sample, 518,801; both occupation- and industry-identified sample, 509,643; number of 

metropolitan areas and county groups, 328. DWS sample size: main sample, 11,211; number of 

metropolitan areas, 191. 
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Table 1-2: Occupation and industry switching, 1970 PUMS 
 
 

 
 
 
Notes: Each column displays the results from a separate regression. The dependent variable is an indicator 

variable if there is a change in detailed occupation or industry group between 1964 and 1969.Standard 

errors, adjusted for clustering on metropolitan area/county group, are reported in parentheses. Coefficients 

that are statistically significant at the 90% level of confidence are marked with a *; at the 95% level, a **; 

and at the 99% level, a ***. All regressions include a constant and fixed effects for lagged detailed industry 

! occupation. Number of observations is 509,643.  Number of clusters is 328. 
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Table 1-3: Alternative aggregations of occupation and industry, 1970 PUMS 
 

 
 
Notes: Each entry represents a separate regression. Cells contain estimates for the coefficient on log density 

(/100). Dependent variable is occupation change or industry change between 1964 and 1969, at the 

aggregation level indicated by row and column headings. Standard errors, adjusted for clustering on 

metropolitan area/county group, are reported in parentheses. Number of observations of occupation-

changing, 516,854; industry-changing, 518,801, both occupation- and industry-changing, 509,643. 

Regressions include covariates as specified in column (5) of Table 1-2. All coefficients in the table are 

statistically significant at the 99% level of confidence. 
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Table 1-4: Occupation and industry switching, correction for sorting 
 

 
 
Notes: Each column displays the results from a separate regression. The dependent variable is an indicator 

variable if there is a change in detailed occupation or industry group between 1964 and 1969. Standard 

errors, adjusted for clustering on state (of residence or birth, as appropriate), are reported in parentheses. 

Coefficients that are statistically significant at the 90% level of confidence are marked with a *; at the 95% 

level, a **; and at the 99% level, a ***. All regressions include lagged detailed industry ! occupation 

dummies. Log density (/100) at the state level is used as an instrument for density at the metro-area/county-

group level. Density for the state of residence is used in columns 1--2, while density from the state of birth 

is used in columns 3--6.  Population density in 1880 for the state of birth is used as the excluded instrument 

in columns 5--6, following Ciccone and Hall (1996). Number of observations is 421,750 for the state-of-

residence regressions and 459,411 for the state-of-birth regressions. The former sample is smaller because 

state of residence is censored for some due to privacy concerns.  State of birth is not observed for non-
natives, hence citizenship status is dropped from those regressions. 

 



   

 

45 

Table 1-5: Alternative measures of density, 1970 PUMS 

 
Notes: Each cell displays the results from a separate regression. Cells contain estimates for the coefficient 
on log density (/100). The dependent variable is the change in detailed occupation or industry group 

between 1964 and 1969. All regressions contain log density, individual, and aggregate controls, as in 

column 5 of table 1-2. Standard errors, adjusted for clustering on metropolitan area/county group, are 

reported below in parentheses. Coefficients that are statistically significant at the 90% level of confidence 

are marked with a *; at the 95% level, a ** ; and at the 99% level, a ***. Panel A presents OLS results 

using alternative measures of density. Row 1 uses log density calculated at the county group level, except 

in metropolitan areas, where it is calculated at the metropolitan area level. Row 2 uses log density 

calculated at the county group level, except in metropolitan areas, where it is calculated as a weighted 

average of component county-group densities. Row 3 uses log density calculated at the county group level, 

as a weighted average of component county densities. Row 4 uses log density calculated at the county 

group level, as a weighted average of component Census tract densities. Panel B contains results in which 

the density measures above are then used as instruments for measurement error of the metro-level density. 
Instrument sets are indicated in the column headings.  In Panel B.1, the last column uses the 3 previous 

density measures as instruments. Panel B.2 displays the first-stage results for the just-identified equations. 

In Panel C, the second and third variables are, respectively, the log of own 3-digit occupation or industry 

employment as a share of total metropolitan employment (computed from the PUMS data). 
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Table 1-6: Sensitivity analysis 
 

Notes: Each cell displays the results from a separate regression. Standard errors, adjusted for clustering on 

metro area or county group, are reported in parentheses. All regressions include the controls listed for Table 

1-2, Column (5), plus lagged industry ! occupation dummies at the level of aggregation indicated in the 

column headings. For all but the bottom row, the dependent variable is an indicator variable if there is a 

change in occupation/industry between 1964 and 1969 at the indicated level of aggregation, and 
coefficients are statistically significant at the 99% level or better. The additional aggregate controls are 

defined in Appendix 1.A. In the first row of Panel C, “movers” are observations with different states of 

residence in 1964 and 1969. The final row of Panel C (“Predict censoring on LHS”) uses a binary 

dependent variable that takes on a value of 1 when occupation or industry is observed in 1969 and 0 

otherwise, and none of the estimated coefficients are statistically different from zero at conventional 

confidence levels. (In all cases, the sample is conditioned on occupation or industry observed in 1964.) 
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Table 1-7: Occupation/industry switching among displaced workers, 1994-2002 

 

 
 
Notes: This table reports regression results using data from the CPS Displaced-Worker Supplement, 1994-

2002. Each entry displays the results from a separate regression.  Cells contain estimates for the coefficient 

on log density (/100). The dependent variable is occupation change or industry change after being displaced 

from a job, at the aggregation level indicated by row and column headings. Standard errors, adjusted for 

clustering on metropolitan area/county group, are reported below in parentheses. Coefficients that are 

statistically significant at the 90\% level of confidence are marked with a *; at the 95% level, a **; and at 

the 99% level, a ***. Panel A includes all workers who were displaced from their jobs; Panel B includes 

only workers displaced by plant closings. Panel A: Number of observations of occupation-changing, 

11,259; industry-changing, 11,274; both occupation- and industry-changing, 11,211 Panel B: Number of 

observations of occupation-changing, 4,106; industry-changing, 4,116; both occupation- and industry-

changing, 4,089. Regressions include covariates as specified in column (5) of Table 1-2. 
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Table 1-8: Density, occupation/industry switching, and employer changes 

 

 
 
Notes: This table reports regression results using data from the CPS Job-Tenure Supplement, 1994-2002. 

Each Panel/column displays the results from a separate regression.  Standard errors, adjusted for clustering 

on metropolitan area/county group, are reported below in parentheses. Coefficients that are statistically 

significant at the 90\% level of confidence are marked with a *; at the 95% level, a **; and at the 99% 

level, a ***. The dependent variables are the following indicators: in Panel A, a change of 3-digit 

occupation or change;  in Panel B, a change in employer. Regressions include covariates as specified in 

columns (1), (3), and (5) of Table 1-2, respectively. 
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Table 1-9: Probit estimates for occupation/industry switching, 1970 PUMS 

 

 
 
Notes: Each entry reports the estimated marginal effects from a separate probit regression. Cells contain 

estimates for the coefficient on log density (/100). Dependent variable is occupation change or industry 

change between 1964 and 1969, at the aggregation level indicated by row and column headings. Standard 

errors, adjusted for clustering on metropolitan area/county group, are reported in parentheses. Number of 

observations of occupation-changing, 516,854; industry-changing, 518,801, both occupation- and industry-

changing, 509,643. Regressions include covariates as specified in column (5) of Table 1-2. Estimating a 

model with occupation/industry fixed effects was computationally infeasible in several cases, so we instead 

de-meaned the independent variables prior to estimation and also include in the model the average 

switching rate by occupation/industry cell instead of fixed effects.  (Results are quite similar to those from 

a fixed-effects model in the subset of cases in which fixed-effects estimation was feasible.) All coefficients 

in the table are statistically significant at the 99\% level of confidence. 
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Table 1-10: Add controls for unionization rate, displaced-workers sample, 1996-2002 

 

 
 
Notes: This table reports regression results using data from the CPS Displaced-Worker Supplement, 1994-

2002. Each entry displays the results from a separate regression.  Cells contain estimates for the coefficient 

on log density (/100). The dependent variable is detailed occupation change after being displaced from a 

job, with controls for the aggregate unionization rate. Standard errors, adjusted for clustering on 

metropolitan area/county group, are reported below in parentheses. Coefficients that are statistically 

significant at the 90\% level of confidence are marked with a *; at the 95% level, a **; and at the 99% 

level, a ***. Regressions include covariates as specified in columns (1), (3), and (5) of Table 1-2, 

respectively. 
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Table 1-11: Decompositions by major occupation five years ago 

 

 
 
Notes: Each cell is a separate regression. Cells contain estimates for the coefficient on log density (/100). 

Coefficients that are statistically significant at the 90\% level of confidence are marked with a *; at the 95% 

level, a **; and at the 99% level, a ***. Standard errors, adjusted for clustering on metropolitan area/county 

group, are reported in parentheses.  The dependent variable is the change in detailed occupation or industry 

group. Column 0 contains the dependent variable mean (plus standard deviation in parentheses) for each 

category.  Column 1 contains regressions with log density and lagged industry and occupation dummies, as 

in column 1 of Table 1-2. Column 2 contains regressions with log density and individual controls, as in 

column 3 of Table 1-2. Column 3 contains regressions with log density, individual, and aggregate controls, 

as in column 5 of Table 1-2. 
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Table 1-12: Decompositions by major industry five years ago 

 

 
 
Notes: Each cell is a separate regression. Cells contain estimates for the coefficient on log density (/100). 

Coefficients that are statistically significant at the 90% level of confidence are marked with a *; at the 95% 

level, a **; and at the 99% level, a ***. Standard errors, adjusted for clustering on metropolitan area/county 

group, are reported in parentheses.  The dependent variable is the change in detailed occupation or industry 

group. Column 0 contains the dependent variable mean (plus standard deviation in parentheses) for each 

category.  Column 1 contains regressions with log density and lagged industry and occupation dummies, as 

in column 1 of Table 1-2. Column 2 contains regressions with log density and individual controls, as in 

column 3 of Table 1-2. Column 3 contains regressions with log density, individual, and aggregate controls, 

as in column 5 of Table 1-2. 
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1.A Appendix: Data sources and construction 

This chapter appendix provides detailed descriptions of data and methods used in 

the analysis of occupation and industry switching. 

 

1.A.1 Base data and sample restrictions 

The base data set, as noted in the text, is the 1970 Form 1 Metro sample from the 

Integrated Public Use Microdata Series (Ruggles and Sobek et al., 2004). This is a 1% 

random sample of the entire U.S. population. Two features of the sample make the 

analysis possible. First, the sample identifies geographic information to the level of 

metropolitan area and county group. Second, it includes labor market information from 

both 1964 and 1969. 

We restrict the sample to adults between the ages of 25 and 65. They must also 

have valid reported industry or occupation data for both 1964 and 1969. This restriction 

varies the size of the sample depending on the outcome variable: for example, if the 

outcome variable is a change in an individual's reported industry, then the relevant 

restriction is valid industry information for both 1964 and 1969. 

In addition, we exclude Alaska and Hawaii from our analysis. 

 

1.A.2 Geography 

The smallest geographic units identified in the 1970 Census are metropolitan area 

(identified for those living in metropolitan areas with populations greater than 100,000) 

and county group (identified for every individual). 

For individuals living in identified metropolitan areas, we take that to be the 

individual's relevant labor market. Some exceptions exist here. We combine certain 

neighboring metropolitan areas according to Census-defined 1990 Consolidated 

Metropolitan Statistical Areas (CMSAs), which group metropolitan areas in close 

proximity. Note that the CMSA concept did not exist in 1970; however, these areas 

formed unified labor markets. This procedure alters the following metropolitan areas 

(with absorbed MSAs in parentheses): Boston (Brockton), Chicago (Gary), Cleveland 

(Akron, Lorain), Dallas (Fort Worth), Los Angeles (Anaheim, Riverside-San Bernadino, 

Ventura), Miami (Fort Lauderdale), New York (Nassau-Suffolk, Bergen-Passaic, Jersey 

City, Newark), Philadelphia (Trenton, Wilmington), San Francisco (San Jose), and 

Seattle (Tacoma). 

For individuals not living in identified metropolitan areas, we use county group 

information to identify their geographic location. County groups are analogous to the 

concept of Public Use Microdata Areas (PUMAs) introduced in the 1990 Census, and are 

identified for the entire population. County groups again consist of a central city and 

surrounding counties, with a minimum population of 250,000. In urban areas, these 

groups might identify small sub-areas within metropolitan areas. In rural areas, where 

metropolitan area is often not identified, county groups are much larger in area, 

frequently crossing state lines, but still usually centered on the largest urban center in the 

area. Maps of 1970 county groups are available at the IPUMS web site 

(http://www.ipums.org/usa/volii/t1970maps.html). 

Metropolitan and county-group aggregates are calculated based on data from the 

IPUMS. These aggregates are population, the share of total workers with a college 
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degree, the share of total workers in the manufacturing sector, and the share of total 

workers in professional occupations. 

Land area for metropolitan areas, used to calculate population density, is obtained 

from the Census Bureau's State and Metropolitan Area Data Book (1979). 

Land area for county groups are obtained from The Historical United States 

County Boundary Files (HUSCO) (Earle et al., 1999). HUSCO contains land area data 

for every U.S. county in 1970. These data are matched with a county group composition 

(CGC) file available from the IPUMS website. The CGC matches counties to the county 

group to which they belong. After this matching, we sum area across counties to create 

land area data by county group. Future users of the CGC file should note that there are a 

number of minor errors in the county group composition table, including missing county 

codes and the misallocation of several Oklahoma counties to Maryland. Counties with 

missing county codes were matched based on county name and state; Oklahoma counties 

were carefully re-allocated using the maps available on the IPUMS web site. 

Additional regional controls are from the 1970 City and County Data Book 

(abbreviated as CCDB; source: ICPSR, 1984). We match county data to the hybrid 

metropolitan area-county group regions used in the analysis, taking weighted averages 

based on county population where appropriate. Demographic data taken from the CCDB 

includes white and black population shares, percent changes in population, the 

component of population change due to net migration, and working-age and 65+ 

population shares. Data on income/wealth and employment include low income shares, 

median income, rents, housing values, total bank deposits, and the percent change in 

manufacturing value added from 1963 to 1967. Climate data were constructed not from 

the CCDB, but from a geographic database (Oregon Climate Service, 2006) and consist 

of the following variables: average maximum temperature in July, the average minimum 

temperature in January, and the average dew point in July (a measure of humidity). We 

also include in the “climate” variables the share of total retail receipts to the recreation 

sectors (taken from the CCDB), as a control for consumption amenities. The Population 

density (per square mile) in 1880 was computed from ICPSR (1984). 

In Section 1.5.2.2, we describe adjusting our density measure in a number of 

ways. Population-weighted averages of county group and county densities within our 

metropolitan area/county group hybrids use data from HUSCO and the CGC. Population-

weighted averages of tract densities use data from the CensusCD (GeoLytics, 2001), a 

commercial product that contains tract population and tract shape files. We use the 

mapping tools provided on the CD to calculate tract area from these shape files. Then, we 

take population-weighted averages of tract densities within metropolitan areas and county 

groups. For the most part, only metropolitan areas were tracted in 1970. This adjustment 

affects only these areas. 

 

1.A.3 Occupation and industry 

The 1970 IPUMS contains information on individuals’ occupation and industry in 

both 1964 and 1969. These occupations and industries are categorized using a 3-digit 

scheme of the Census Bureau's own making. On its website, IPUMS lists detailed 

industry (http://www.ipums.org/usa/volii/97indus.html) and occupation 

(http://www.ipums.org/usa/volii/97occup.html) codes. 
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We generate 2-digit and 1-digit occupation and industry codes by using 

contemporaneous Census classifications. One-digit occupational groups are (1) 

Professional and technical workers, (2) Managers and administrators, (3) Sales workers, 

(4) Clerical workers, (5) Craftsmen, (6) Operatives, (7) Laborers, (8) Farmers, (9) Service 

workers, and (10) Private household workers. One-digit industrial groups are (1) 

Agriculture, mining, and construction, (2) Manufacturing, (3) Transportation, 

communications, and other public utilities, (4) Wholesale and retail trade, (5) Finance, 

insurance, and real estate, (6) Entertainment, recreation, and professional services, and 

(7) Public administration. We use 38 two-digit occupations and 34 two-digit industries. 

For 1969 occupation and industry, the universe consists of persons aged 14 and 

older, who have worked in the past ten years, who are not in the armed forces or new 

workers. The 1964 information is reported for all persons aged 14 and older, who were 

working at a job or business in 1964. Missing values for the 1969 data are coded as 

“N/A” or “Unemployed person, last worked in 1959 or earlier”; missing values for the 

1964 data include the additional category “Occupation not recorded.” 

The 1970 IPUMS contains information on altered cases in a separate quality flag 

variable. Separate variables indicate whether the Census Bureau altered occupation, 

industry, lagged occupation, or lagged industry information. However, in all cases, the 

allocation method is unspecified. These data are used in Section 1.5.3 and Table 1-6. 
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CHAPTER 2 

CHATPER 2: INNOVATION, CITIES, AND NEW WORK 

Innovation, Cities, and New Work 

 

2.1 Abstract 

I find that the supply of educated workers and local industry structure matter for 

the location of new work—that is, new types of activities that closely follow innovation. 

Using Census 2000 microdata, I show that regions with more college graduates and a 

more diverse industrial base in 1990 are more likely to attract these new activities. Across 

metropolitan areas, initial college share and industrial diversity account for 50% and 

20%, respectively, of the variation in selection into new work unexplained by worker 

characteristics. I use a novel measure of innovation based on new activities identified in 

decennial revisions to the U.S. occupation classification system. New work follows 

innovation, but unlike patents, it also represents subsequent adaptations by production 

and labor to new knowledge. Further, workers in new activities are more skilled, 

consistent with skill biased technical change. 

 

2.2 Introduction 

Human capital is central to our understanding of technological change and 

economic growth, according to Lucas (1988). In one illustration of this role, Jacobs 

(1969) contends that the creation of new knowledge results from novel combinations of 

existing techniques. Often, these combinations come from knowledge spillovers between 

workers possessing different sector-specific experiences. Alternatively, human capital 

can aid in learning and understanding new ideas from others—Glaeser (1999) says that 
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skill accelerates the diffusion of innovation. Finally, in turn, Schultz (1975) argues that 

certain abilities speed adaptation to disruptions from new knowledge. Here, human 

capital helps to better identify the changing incentives that result from innovation, 

allowing firms and workers to adjust their activities quickly in response to technological 

change.
22

 

These examples all emphasize access to the human capital of others. For Jacobs, 

the relevant supply of human capital is a wide variety of industry-specific abilities that 

might lead to innovative combinations. Then again, industrial diversity—or more 

traditionally, formal education—might also supply the particular skills that firms and 

workers need to adapt quickly to innovation. This is a central reason why cities are 

important: by geographically concentrating human capital, cities provide access to the 

different types of skills required for the creation, diffusion and adaptation of new 

knowledge.
23

 Certain regions, with larger or more relevant stocks of human capital, 

should be better at this process than others.  

In this paper, I examine the characteristics that make some regions better at 

creating or attracting new work, by which I mean new types of activities.24 These new 

activities follow innovation, but unlike other measures of innovation output, they also 

represent market acceptance and subsequent changes to the organization of production, 

labor demand, and labor supply. In a sense, new work is an observable, adapted analog to 

new knowledge. I focus on whether the initial supply of college-educated workers and 

industrial diversity matter for the location of these new activities. In a model based on 

                                                
22

 See also Mokyr (2002). 
23

 See also Marshall (1890) and Duranton and Puga (2004). 
24

 The phrase new work comes from Jacobs (1969).  
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Helpman (1998), scale economies and transport costs explain why some regions are 

better able to adapt to new technologies.
25 

The central prediction is that new work appears 

in regions with greater initial supply of educated workers (who, locally, perform new 

work) and an industrially diverse base of production firms (who employ new work). In 

other words, differences in the ability of regions to attract new work may reflect different 

stocks of the particular types of human capital required to create or adapt to new 

knowledge. 

This paper is probably most closely related to the empirical literature on city 

growth. For example, Glaeser and Saiz (2005) find that educated cities experience faster 

wage and population growth, providing indirect evidence of the ability of these cities to 

adapt to innovation. However, there is controversy in this literature on the merits of 

industrial diversity (Glaeser et al., 1992, Henderson et al., 1995, Henderson, 2003). 

Elsewhere, there is partial evidence on other connections between agglomeration, human 

capital, and innovation; for example, Rauch (1993) and Moretti (2004) find higher wages 

in educated cities, Jaffe et al. (1993) find that patents are geographically localized, and 

Feldman and Audretsch (1999) trace product inventions to industrially diverse cities. In 

addition, work on skill biased technical change suggests that it is college graduates who 

are best suited to adapt to new technologies (Berman et al., 1994, Autor et al., 1998).26 

This paper’s contribution to the literature is to highlight both the supply of educated 

                                                
25

 I present this model in Section 2.4, with details in the appendix. 
26

 Also related is Bresnahan and Trajtenberg’s (1995) paper on general-purpose 

technologies. Certain pieces of knowledge are broadly accessible and adaptable to a wide 

variety of purposes; new work captures some of these properties. Bleakley and Lin 

(2007) find that thicker markets provide better labor market matching; thicker markets for 

new skills (via more skilled workers) might contribute to the quicker adoption of new 

work. 
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workers and local industrial structure as sources of regional advantage. Also, via new 

work, I am able to more specifically characterize how labor markets change in response 

to the creation of new knowledge.  

To identify new work, I rely on Romer’s (1990) definition of a unit of knowledge 

as a recipe—a set of instructions—for combining raw inputs into useful product. 

Implementations of these recipes might be labeled techniques, activities, or types of 

work. New recipes, requiring previously unknown actions or combinations of actions, 

virtually necessitate new activities.
27

 This observation is at the heart of the paper. I argue 

that occupations are essentially measures of activities or techniques. Changes to the 

Census occupation classification system (OCS), the official catalog of activities, reflect 

the emergence of new techniques, and new knowledge. In Census 2000 microdata, I 

identify workers in new occupations that first appeared between the 1990 and 2000 OCS. 

28 Then, I estimate a model predicting worker selection into new occupations. The main 

explanatory variables are 1990 measures of educated labor supply and industrial diversity 

across U.S. metropolitan areas. Controlling for worker characteristics, I interpret the 

estimated coefficients on these variables as identifying their effects on attracting new 

work to regions. 

To preview the results, I find that regions with more college graduates and a more 

diverse industrial base in 1990 are more likely to attract new work in 2000. Across 

                                                
27

 A process of destroying old work while creating new work occurs with many 

innovations. Adding machine operators, paper filers, and telegraph operators may 

disappear as statistical analysts, database managers, and network administrators appear. 
28

 This is similar to Xiang (2004), who identifies new products in revisions to industry 

codes. Autor et al. (2003) and Bacolod and Blum (2006) also use detailed occupational 

data to study skill bias and wage inequality. 
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metropolitan areas, college share and industrial diversity account for 50% and 20%, 

respectively, of the variation in selection into new work unexplained by worker 

characteristics. I estimate that 5% of U.S. workers in 2000 participate in new work, and a 

change of one standard deviation in the 1990 metro college graduate share increases a 

worker’s likelihood of selecting into new work by almost 0.6%. A similar change in 1990 

industrial diversity increases selection also by 0.6%. These results highlight the 

importance of the supply of educated workers and industrial diversity for the location of 

new work. I also show that college graduates are more than four times as likely as high 

school dropouts to select into a new occupation, consistent with skill biased technical 

change. Workers in new activities also earn higher wages than observationally similar 

workers in older activities, consistent with higher wages in skilled cities.  

I further examine possible sources of bias and discuss alternative explanations. 

These results do not appear to be due to unobserved region or worker characteristics. 

Using a coarser methodology based on more aggregate occupation codes, I also identify 

new occupations that appeared between 1960-1970 and 1970-1980.
29 

Estimates from 

these earlier periods are similar to the main results. 

The rest of the chapter proceeds as follows. The next section describes the new 

work data, the characteristics of workers in new activities, and the differences between 

new work and patents. Section 2.4 models the effect of innovation (in the form of 

increasing varieties of a traded good) on the location of production activities. I use the 

central prediction to guide the reduced-form estimation described in Section 2.5. I discuss 

                                                
29

 New work in earlier Census years is covered in the appendix. Because the 3-digit 

occupation codes in the OCS did not change between 1980-1990, it is much more 

difficult to identify new work in this period. 
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results and evaluate alternative explanations in Section 2.6. In the appendices, I provide 

further detail on both data collection and the theoretical model. Section 2.7 concludes. 

 

2.3 Data 

Over time, changes in the Census occupation classification system (OCS) form an 

important—if accidental—record of the changing nature of work in the United States. In 

this section, I outline the process of collecting the new work data for the period between 

1990 and 2000. The main steps are (1) understanding the OCS as a comprehensive, 

detailed catalog of activities, (2) comparing occupation titles in 1990 and 2000 to identify 

new types of work, and (3) matching new work to available labor market data. Later in 

this section, I describe characteristics of the population in new work and compare new 

work to patents, another measure of innovation output. Further details are relegated to the 

appendix of this chapter. 

 

2.3.1 The Census occupation classification system  

The Census Bureau uses the OCS as a catalog of the various types of work 

performed in the U.S. economy. It is updated every 10 years to reflect both the changing 

nature of work and the changing needs of data users.
30

 Each revision relies on previous 

versions of the OCS, field research, the Dictionary of Occupational Titles (produced by 

the Bureau of Labor Statistics), and written descriptions from Census respondents of the 

                                                
30

 See technical papers from the U.S. Census Bureau (2003) and the Bureau of Labor 

Statistics (2005) for good overviews of this process. 
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type of work they perform. These reviews ensure that new activities are identified every 

decade and that the standards for identifying them remain consistent.  

Two companion volumes in each Census (the Alphabetical and Classified Indexes 

of Industries and Occupations) contain thousands of (5-digit) occupation titles (hereafter 

“titles”), which are the atomistic unit of the OCS. A title describes a small number of 

individual jobs that require the use of a similar set of techniques. This narrow scope 

means there are a large number of titles: between 1950 and 2000, the number of titles 

expanded from about 25,000 to 31,000. Any broad category of work may consist of 

hundreds of occupation titles. For example, in the 2000 OCS, there are over 500 titles that 

contain the word engineer. Among these are at least nine computer-related engineering 

occupations (e.g., computer software applications engineer, Microsoft certified systems 

engineer, Novell certified engineer, software requirements engineer) and at least eleven 

aerospace-related engineering occupations (e.g., aerospace engineer, aircraft instrument 

engineer, airport engineer, flight test engineer). There are also over twenty varieties of 

economists, with descriptions spanning specialty (e.g., econometrics, finance, labor, 

trade), and function (e.g., teacher, research analyst, research assistant, policy advisor). 

Each 5-digit title is also assigned to a 3-digit detailed occupation code (“DOC”). 

Unlike titles, we can observe DOCs in public-use Census microdata. Each DOC groups 

together titles according to the similarity of work performed and skills required. In the 

2000 Census, the median number of titles in each DOC is 33. For example, DOC 110, 

Network and computer system administrators, contains 30 occupation titles. Some of 

these are: certified Novell administrator, computer security information specialist, 
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computer systems administrator, LAN administrator, UNIX systems administrator, web 

administrator, and Windows system administrator. 

 

2.3.2 Comparing the 1990 and 2000 OCS to identify new work 

I examine revisions to the OCS between 1990 and 2000, which should reflect the 

changing nature of work in the U.S. over time. This is somewhat complicated by changes 

to the OCS unrelated to innovation; in some years the taxonomic structure of the OCS 

shifts, due to changes in data demands. Increased interest in a specific sector may cause 

the Census Bureau to identify new DOCs, without any actual change in the types of work 

performed. For example, employment growth between 1960 and 1970 led to the 

separation of lawyers and judges into two separate DOCs. In addition, the 1990-2000 

revision reflected significant changes related to the creation of “job families,” where parts 

of some DOCs shifted to other DOCs (U.S. Census Bureau, 2003).  

Crucially, this sort of spurious identification is not a problem with the more 

detailed 5-digit occupation titles. A Census technical paper notes that titles found in the 

Indexes, unlike DOCs, “provide information about the intended, or ‘ideal’ changes from 

each […] occupation code of [the 1990] classification into each […] occupation code of 

[the 2000] classification” (U.S. Census Bureau, 2003 p. 9). DOCs may be combined or 

split apart according to the needs of the Census or of a growing population, but titles 

remain anchored to a small number of techniques performed. In addition, the 2000 

Indexes are derived from the 1990 Indexes. With some exceptions noted in internal 

Census documents, occupation titles carried over from 1990 to 2000 are consistent, and 

new titles reflect technical change. The creation of a new occupation title is based on the 
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emergence of new types of work, using new techniques. By comparing individual 

occupation titles between 1990 and 2000, I can identify new types of work. 

I compare electronic versions of both the 1990 and 2000 Classified Indexes. I first 

eliminate OCS 2000 titles based on exact string matches, allowing only for differences in 

punctuation, capitalization, and spacing. I also correct for consistent changes between the 

two Indexes. Among these are small variations in spelling (e.g., gauger/gager), 

abbreviation (class of worker/c.o.w.), naming convention (automobile/auto), and the 

elimination of gender-specific titles (“nursery man”/“nursery worker”). Finally, I 

manually inspect the 3,000 remaining OCS 2000 titles and compare them to the 1990 

Index. At the same time, I consult detailed internal Census documentation on the sources 

of changing occupation titles. Some of these remaining titles clearly exist in 1990, but are 

phrased in a way that makes it difficult to match them mechanically (“fork-truck 

driver”/“forklift truck operator”, “monorail operator”/”monorail car operator”, “portable 

router operator”/ “portable machine cutter operator”). By eliminating these kinds of 

matches, I obtain about 850 new titles that appear between 1990 and 2000. I am unable to 

match these to any title appearing in the 1990 Index. This list of 850 titles constitutes new 

work in 2000.
31

 

 

2.3.3 Matching new occupations to Census 2000 microdata 

The final step in creating usable data involves collapsing the 5-digit titles to the 3-

digit DOCs observed in Census microdata. I count the number of new titles as a share of 

                                                
31

 Available at my web site (http://econ.ucsd.edu/~jelin/). In Section 2.6.5, to show that 

my results are not sensitive to a particular strategy for identifying new occupations, I also 

use two wider definitions of new work. These definitions are described in the appendix. 
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all titles within each 2000 DOC. Table 2-1 contains a list of the DOCs with the highest 

new title shares.32 For example, DOC 111, network systems and data communication 

analysts, contains the most new titles as a share of total titles—29 out of 30 titles (96.7%) 

do not match any title from the 1990 Index. DOCs related to information technology and 

medicine generally have the highest incidence of new titles. In addition to the top DOC, 

respondents employed as computer support specialists, network administrators, software 

engineers, radiation therapists, and biomedical engineers were highly likely to be 

engaged in new types of work. 

The majority of 2000 DOCs contain no new titles at all; only a few contain as 

many new titles as those in Table 1. As seen in Figure 2-1, the distribution of new titles 

within DOCs is heavily skewed. Out of the 505 DOCs, 56% contain zero new titles and 

75% have new title shares of less than five percent.  

Upon inspection, new DOCs seem to reflect new labor demands that result from 

actual innovation. Consider again DOC 111, network systems and data communication 

analysts. Among the new occupation titles within this DOC are chat room host/monitor, 

computer networks consultant, network engineer, Internet developer, and web designer. 

According to the Classified Index, workers in this DOC “analyze, design, test and 

evaluate network systems, such as local area networks (LAN), wide area networks 

(WAN), Internet, intranet, and other data communications systems.” Clearly, these new 

occupations are tied to innovations in network and computer technology that occurred in 

the 1980s and 1990s. That the OCS catalogs these occupations in 2000 but not in 1990 

suggests a close, if slightly delayed, relationship between innovation and new work. 

                                                
32

 Tables 2-12 and 2-13 report new DOCs between 1960-1980. 
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Historically, some important innovations during this time period were the creation of the 

first TCP/IP wide-area network in the mid-1980s, the launch of the World Wide Web in 

1991, and the development of the first graphical web browser, Mosaic, in 1993.  

I match the new DOC data to 2000 Census microdata from the Integrated Public 

Use Microdata Series (Ruggles and Sobek et al., 2004). The data contains detailed 

personal characteristics and metropolitan area of residence for approximately 1% of the 

2000 U.S. population. I use 1999-defined consolidated metropolitan areas
33

, so that, for 

instance, Stamford and Newark are grouped with New York, Orange County and 

Riverside are with Los Angeles, and Dallas and Fort Worth are grouped together.34 The 

sample (1.5 million observations) includes all workers age 20 to 65 in identified 

metropolitan area and occupations. Every observation includes a variable equal to the 

share of new occupation titles within that respondent’s identified detailed occupation 

code. I interpret this variable as reflecting the likelihood that a worker participates in an 

activity that first appeared (in the OCS) between 1990 and 2000. Table 2-16 summarizes 

other variables. 

 

2.3.4 Characteristics of those employed in new work 

I estimate that about 5% of the U.S. workforce participated in new work in 2000. 

(I calculate this number by multiplying new title shares by total employment for each 

DOC.) Table 2-2 describes the population in new work. In metropolitan areas, 

employment share in new work is 5.3%; outside metropolitan areas, new work share is 

                                                
33 

See (http://www.census.gov/population/estimates/metro-city/99mfips.txt).  
34 

Section 2.6 reports results using unconsolidated metropolitan areas. 
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only 3.7%. New work adoption appears to be an urban phenomenon. New workers are 

more likely to be male, and new work employment shares tend to be higher for younger 

age groups (peaking in the late 20s).  

The map in Figure 2-2 compares the share of workers in new work across 

metropolitan areas. Darker shading corresponds to a higher local share of workers in new 

occupations. Greater Washington, the San Francisco Bay Area, Raleigh-Durham, Austin, 

and Boston had the highest shares in new work in 2000; McAllen, Texas, Fresno, 

Bakersfield, and Modesto had the lowest shares in new work.  

New occupations employ more educated workers, consistent with skill-biased 

technical change. In Table 2-3, I present sample estimates of the share of workers 

employed in new work for four levels of educational attainment. The second column 

shows that while 8.6% of college graduates are in new work, new workers comprise only 

1.7% of high school dropouts. The share of workers employed in new work increases 

monotonically by educational attainment. The types of new work differ, too, between 

educational groups; while college graduates in new work are likely to be computer 

software engineers or computer programmers, high school dropouts in new work are 

more likely to participate in activities that are less skill-intensive, such as estheticians and 

electrolysists, both in the category of personal appearance workers.  

Table 2-4 compares three characteristics of workers in new work to other workers 

not employed in new work. (I divide the sample by comparing the imputed likelihood 

that a worker is in a new occupation to the sample mean of 4.8%.) Those in new work (or 

rather, those more likely than average to be in new work) have an average educational 

attainment of 14.8 years, versus 13.2 years for other workers. In addition, 47% of new 
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workers are college graduates, compared to 21% of other workers. Finally, workers in 

new occupations have a 30% higher hourly wage relative to other workers. Each of these 

differences is significant, at a 99% level of confidence, as determined by a test on the 

equality of means. 

The wage premium for participating in new work remains even when controlling 

for education and experience. I perform a wage regression, with dependent variable log 

hourly wage and independent variables education, experience, and the new work variable. 

I find that employment in new work predicts a wage premium of upwards of 35% 

(logarithmic) over observationally similar workers, with similar levels of education and 

experience, who are not in new work. More detail on this regression is in the appendix to 

this chapter. 

 

2.3.5  New work compared to patents 

New work has several unique strengths as a measure of new knowledge. Consider 

a comparison between new work and patents, a common measure of innovation. Both are 

outputs related the (invisible) creation of new knowledge. A patent must also pass 

through both patentability rules and incentives affecting the patenting decision. A new 

occupation reflects both market acceptance of a new idea and its subsequent effects on 

production, labor demand, and labor supply. These differences drive their respective 

strengths: patents are readily available and can identify incremental advances, while new 

work is broader in industrial scope and is less sensitive to firm behavior. If patents track 

the birth of an idea, then new work tracks the effects and the adaptation of an idea. The 
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two measures might be considered complements when it comes to identifying new 

knowledge. 

A noted weakness of patent data is the influence of firm behavior and varying sets 

of patentability rules. It is well known that incentives affect patenting decisions; some 

inventions may not be patentable at all.
35

 For example, Hall (2005) notes defensive 

patenting is common in some industries. A new occupation title, on the other hand, is not 

subject to patentability rules or firm behavior. A title is recognizable as soon as a small 

number of people perform that activity. Occupation titles also capture activity across 

sectors, which is useful in identifying innovations outside manufacturing. This contrasts 

with more common approaches that focus solely on product innovations (e.g., Feldman 

and Audretsch, 1999). As Bresnahan and Trajtenberg (1992) note, new knowledge may 

have unexpected applications across sectors, encompassing new products and new 

services. Further, by matching new work data to microdata, I can identify workers 

engaged in new work; this data is useful for studying the effects of innovation on labor 

markets. Finally, new work has potential benefits for historical analyses: this strategy 

may be extended backwards in time, to earlier Censuses. On the other hand, new work 

may not include incremental innovations. For example, an increase in the clock speed of 

an Intel processor may merit a patent but not create a new occupation. Only over a longer 

period of time, with larger advances in processor technology, would new types of work 

emerge.  

                                                
35

 In addition, the patent office may be limited in its ability to identify truly new 

inventions. See Wu (2006).  
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Thus, new work and patents are certainly related, though they differ in their 

informational content. To show this, I use accumulated utility patent counts (i.e., patents 

for invention) between 1990 and 1999 from the U.S. Patent and Trademark Office 

(2000). Patent locations are determined by the location of the first-listed patent filer. 

Measured across metropolitan areas, the correlation coefficient between patent filings per 

capita and the workforce share in new work is 0.61. 

Figure 2-3 graphs workforce share in new work in 2000 against accumulated 

utility patents per capita between 1990 and 1999. Each point represents a metropolitan 

area. The fitted line is from a regression of new work share on patents per capita. 

Metropolitan areas below this line, with unexpectedly high rates of patenting, include 

Rochester, Boise City, and Grand Rapids. Cities above the line have higher new work 

shares than predicted by patents per capita. This category corresponds to many cities 

most associated in the popular imagination with the knowledge economy in the 1990s: 

Austin, Boston, San Francisco, and Seattle. This emphasizes again the differences 

between the creation of new knowledge and its subsequent applications. Certainly, the 

two processes are related, and regions with particular stocks of human capital will be 

better at both. This is indicated by the positive relationship between patents and new 

work. Variation from the fitted line, however, in part must reflect differences in the 

ability of regions to adapt to the creation of new knowledge.  

 

2.4 Theory 

I showed in the last section that certain regions attract more new work. In this 

section, based on Helpman’s (1998) work, I formalize the effect of innovation on the 
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distribution of production activities across regions.
36

 The starting point is to imagine 

innovation as a shock to the economy. How do workers and firms across regions adapt to 

this shock? Here, innovation occurs in the form of an exogenous expansion in the variety 

of production activities. My strategy is to solve for initial equilibria, introduce a global 

shock in the form of innovation, and finally solve for the new equilibria, and the new 

distribution of activities across regions. 
37

 

The main features of the model are as follows. Scale economies and transport 

costs encourage traded goods production to locate near consumers. Consumer love-of-

variety and transport costs, along with their use as factors in production, encourage 

skilled households to locate near production variety. Congestion costs, in the form of 

increases in the price of a non-traded good (e.g., housing), provide a smooth and realistic 

dispersing force. A key assumption is that as the variety of traded goods expands, the 

aggregate expenditure share devoted to housing falls.38 

The central prediction is that new activities concentrate in the region that, 

initially, contains a greater supply of skilled labor and greater production diversity. I use 

this prediction to guide the reduced-form estimation strategy described in Section 2.5. 

Intuitively, educated workers have the skills to work in these new activities, industrial 

diversity means that local firms can adopt more new activities, and, in the larger region, 

                                                
36

 This is one way to motivate growth in new activities on initial conditions. Krugman 

(1991a), Venables (1996) and Duranton and Puga (2001) present other ways in which the 

distribution of new activities might be modeled. I base this model on Helpman (1998) 

because the location of activities used in production is more transparent. 
37

 Redding and Sturm (2006) use a similar strategy to simulate the effects of German 

division on the size of cities. Hanson (2005) also uses the Helpman model to examine the 

effect of market access on agglomeration. 
38

 To avoid repetition, many details are relegated to the appendix. 
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households consume and firms produce more new products that use new activities as 

inputs.
39

 

 

2.4.1 Setup, preferences, and technology 

There are two regions, labeled 1 and 2. Each region is endowed with a non-traded 

good, supplied inelastically across regions, with quantities h1 and h2. (Helpman calls this 

good housing, though it can be any non-traded good with inelastic supply.) A population 

of skilled labor L, mobile across regions (l1 and l2), supplies labor inelastically to traded 

goods production. They consume housing services h and differentiated varieties of the 

traded good x.  

There are N total varieties of the traded good, each produced by a separate firm. 

Further, each variety is produced using a distinct production activity. Therefore, there is a 

one-to-one relationship between the number of traded goods, the number of firms, and 

the number of production activities. Firms are also mobile across regions, so that n1 + n2 

= N.  

Representative household utility U is: 

! 

U = (h)1"µ
[( x j

#

j= 0

N

$ )
1/#
]

µ ,       (2-1) 

where ! 

! 

"1 / (1 - ") is the constant elasticity of substitution between traded goods 

varieties, assumed greater than 1. Let µ 

! 

"  N / (N + #), # > 0, so that the expenditure share 

devoted to traded goods increases with the number of varieties. This is a key assumption: 

                                                
39

 The last part of this intuition echoes the concept of “venturesome consumption” 

explained by Bhidé (2006). In that paper, he stresses that the use or consumption of 

innovation-related outputs matters for the development of new ideas. 
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as N expands, the expenditure share devoted to housing (1-µ) falls. Without it, growth in 

varieties scales production in each region, failing to deepen agglomeration. Is this 

assumption plausible? Bils and Klenow (2001) find that variety growth leads to lower 

expenditure shares on non-innovating sectors (e.g., housing). Note, too, that alternative 

utility specifications can also generate flexible expenditure shares—a CES aggregator 

over housing and traded goods, for example. 

Production of each variety of traded good is subject to scale economies. This is 

modeled as a fixed cost f in terms of skilled labor l. Let $ be the unit cost in skilled labor, 

then: 

! 

l = f + "x ,         (2-2) 

where both f and $ are assumed greater than zero. After production, there are iceberg 

transport costs. For each variety, t > 1 units must be shipped for 1 unit to arrive in the 

other region. Region 1 residents pay p1 for every locally produced variety but tp2 for 

varieties imported from region 2.
40

  

 

2.4.2 Initial equilibria 

Profit maximization implies that relative mill prices of the traded good (p1 / p2) 

must be equal to relative wages of skilled labor (w 

! 

"  w1 / w2). Also, by free entry of 

firms, equilibrium output for each variety is constant and the same in both regions. It 

                                                
40

 Unskilled labor is in the background; it is immobile, used in a constant returns to scale 

technology to produce another traded good (e.g., food). I assume that unskilled workers 

consume only food, in order to focus on the relationship between the locations of 

differentiated production activities and skilled labor. For evidence on the (lack of) 

mobility of unskilled labor, see Borjas et al. (1992) or Bound and Holzer (2000).  
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follows that skilled labor demand is equal across regions and varieties; therefore, n1 / N = 

l1 / L.  

In equilibrium, I am interested in the share of production activities located in 

region 1. Define this value as v 

! 

"  n1 / N. In the chapter appendix, I derive two 

equilibrium conditions. The first relates v, the location of production activities, to w, 

relative prices and wages. This condition provides a unique solution to relative prices and 

wages w for each distribution of production activities v.
41

 Since skilled labor is mobile 

across regions, a second equilibrium condition requires that household utility is equal 

across regions. Equilibrium is fully characterized by these two conditions, which 

determine two endogenous variables, v and w, in terms of parameters µ,!, t, and h1/h2. 

Because the non-linearity of the model makes it impossible to find closed-form solutions 

for the equilibrium values of v and w, I solve for these values numerically. I first calculate 

relative utility u 

! 

"  u1/u2 for the entire range of values of v, the share of production 

activities in region 1. In equilibrium, it must be that u = 1, or else that all activity 

concentrates in one region (and u = 0 or u = !).   

Following Helpman, the important parameters for determining the stability and 

uniqueness of the initial equilibria are µ (

! 

"  N / (N + #)), !, and t. There are two 

configurations of equilibria. In the first case, a unique, stable equilibrium exists for !(1 - 

µ) = !# / (N + #) > 1.
42

 These conditions imply a high elasticity of substitution 

(households substitute easily across varieties), or large expenditure shares devoted to 

housing. Because households care less about variety and spend more on housing, the 

                                                
41

 The relationship between v and w does not depend on either f or $, which serve only to 

scale the number of varieties and the level of production output. 
42

 Or, in a trivial case, when there are no transport costs  (t = 1).  
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agglomerating forces are relatively weak, and the distribution of production activities is a 

function of the housing stock. I depict this relationship in Figure 2-4 for the case of h1 = 2 

and h2 = 1.
43

 The dashed line (labeled “before”) indicates relative utility u for values of v 

and w. The unique, stable equilibrium is at the point of intersection between this line and 

the solid line indicating u = 1.  Stability can be verified by noting that increases in the 

size of region 1, relative to equilibrium, lead to lower relative household utility in region 

1.  

Multiple stable equilibria exist if ! (1 - µ)=!# / (N + #) < 1 and 1 < t < t <!. 

These conditions imply low elasticity of substitution (households prefer variety) or low 

expenditure shares on housing, and intermediate transport costs. In this case, 

agglomerating forces are relatively strong, and the distribution of production activities 

can concentrate in one region, even conditioned on equal housing stocks. In Figure 2-5, 

again, intersections between the dashed line (“before”) and the solid line (u = 1) mark 

equilibria. The initial symmetric equilibrium  (v = 0.5) is unstable, as increases in the size 

of region 1 from this point raise relative household utility in region 1. The two 

concentrated equilibria, however, are stable. In each of these, one region initially contains 

more skilled labor and more production diversity, despite equal endowments of housing. 

Intuitively, consumers are willing to pay higher prices for housing in order to have access 

to a wider variety of consumption goods, and firms locate near customers and skilled 

workers. 

                                                
43

 Since in this case concentration is a function of housing endowments, setting h1 and h2 

to different values is important for establishing differences in initial conditions. The 

interpretation here is that the initial equilibrium represents a distribution of skilled labor 

and production diversity reflecting historical processes. Note that if h1 = h2, the initial 

equilibrium is symmetric, with half of the skilled labor force residing in each region. 
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2.4.3 Technological change and discussion of new equilibria 

Having solved for configurations of initial equilibria, I now introduce a global 

innovation shock in the form of an exogenous expansion in the number of traded good 

varieties (an increase in N).
44

 This is a non-unique way to formulate innovation: 

population growth in skilled labor or an expansion in production activities will have 

equivalent effects. Given new N (and hence !), I solve again for equilibrium production 

share v, wages w, and relative utility u. In Figures 2-4 and 2-5, intersections between the 

dotted lines (“after”) and the solid line (u = 1) indicate the new equilibria. 

In the unique equilibrium case (Figure 2-4), innovation deepens concentration. 

Region 1, which initially contained more skilled labor and production diversity, attracts 

more new production activities. In the multiple equilibria case (Figure 2-5), the effect of 

innovation on the location of production activities is similar. Innovation deepens 

concentration in the region that contained greater initial supply of skilled labor and 

production diversity; note that the two stable equilibria shift outwards. Unlike the 

previous case, however, the presence of multiple equilibria suggests that the economy 

may switch from a concentration of production activities in one region to a concentration 

in the other region. How likely is this to happen? Given an historical concentration of 

skilled workers and production firms in one region, no single firm or worker has an 

incentive to move. In other words, the concentrated equilibria are likely to be self-

reinforcing. This chain of reasoning follows earlier work on regions: Saxenian (1994) 

argues that initial differences between regions can explain future development, and 

                                                
44

 Details on this simulation and parameter values are in the appendix. 
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Krugman (1991b) notes that slow adjustment processes mean that factor rewards across 

regions persist. The distribution of production activities across regions, then, is likely to 

remain stable. However, dramatic changes from one possible equilibrium to another are 

not inconceivable: after all, the Santa Clara Valley was at some point more known for 

fruit than Apple (computers) and “silicon.” Secular migration, region-specific 

innovations or population shocks each may undo previous patterns of concentration. The 

multiple equilibria case may be more closely aligned to the historical evidence, but it is 

still probable that dramatic switches between concentrated equilibria are rare. 

Thus, in the two separate equilibria configurations, the model presented here 

predicts that new activities will appear in regions with greater initial supply of educated 

workers and industrial diversity. If these initial differences are products of historical 

processes, then they serve as initial conditions that determine how well a region does in 

attracting the next round of innovation and new work. It is this prediction that I use to 

guide the estimation strategy described in the next section. 

 

2.5 Estimation 

In this section, I describe an estimation strategy to assess whether new work is 

more likely to appear in cities that, initially, have greater supply of educated labor and 

industrial diversity. Define the outcome of interest, %i, as the new title share (in all titles) 

within each worker i’s detailed occupation code.45 For example, workers identified as 

network systems and data communication analysts (DOC 111) have %i = 96.7%, 

corresponding to 29 new titles out of 30 within this DOC. I interpret this continuous 

                                                
45 

I read % as the Greek letter “nu.” 
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variable, ranging from 0 to 1, as indicating the likelihood that each worker selects into a 

new activity that first appeared between 1990 and 2000.46 For most workers, %i is zero; 

all titles in their DOC can be matched to 1990 titles, and they are unlikely to have 

selected into a new activity. I estimate a linear model to predict %ij for each worker i 

living in city j:
47

  

! 

" ij =# + xi$ + z j% + &ij .       (2-3) 

Because of the construction of %i, this equation could also be estimated at the 

occupation level, with DOCs instead of workers being the unit of observation. However, 

this strategy would be unable to separately estimate the effects of worker characteristics 

on selection into new work.  

Here, xi is a vector of worker characteristics and zj is a vector of initial educational 

attainment and industrial diversity in metropolitan area j. The focus here is on the 

location where workers select into new occupations. Using ordinary least squares, I 

regress %i on zj to identify the effect of initial metropolitan area education and industrial 

diversity on the appearance of new work. (Because z is defined over j, I cluster the 

standard errors at the metropolitan level.) 

As %ij represents occupational outcomes in 2000, zj uses 1990 levels of education 

and industrial diversity. To measure initial metro education, I use the 1990 share of 

                                                
46

 Because of the aggregation from new 5-digit titles to 3-digit DOCs, it is unobserved 

whether each worker is actually in a new occupation. Refer again to Table 2-1 and Figure 

2-1. 
47

 The linear probability model, which provides easily interpretable estimates, is also 

effective in generating predicted values between 0 and 1. An alternative imputation 

strategy for the dependent variable, in which I code a binary variable based on whether %i 

is greater than or less than the mean new title share, yields results similar to the ones 

presented in Section 2.6. 
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college graduates, in all workers, within metropolitan area j. A high value indicates that a 

metropolitan area has many highly skilled and educated workers. I also separately include 

shares of workers with some postsecondary education and those with high school 

diplomas to fully characterize the metro skill distribution. (The high school dropout share 

is the omitted category.) In contrast to including the mean educational attainment of 

workers within a metropolitan area, this approach emphasizes returns to higher education, 

and it also flexibly allows for nonlinear returns to metro education. In 1990, the college 

share variable ranges from 11.5% (McAllen, Texas) to 31.6% (Raleigh-Durham).  

To measure 1990 metro industrial diversity, the second element of zj, I use the 

number of identified 3-digit industries within metropolitan area j in 1990.
48

 I then 

normalize this as a share of total 3-digit industries in the U.S., in 1990. A high value 

(near 1) indicates that a metro area contains many different industries. I classify an 

identified industry as one employing more than 2,000 workers within metropolitan area j 

in 1990.
49

 In 1990, this variable ranges from 5.1% of industries (Boise, Idaho) to 92.7% 

(Los Angeles).  

The vector xi contains variables describing characteristics of each worker i. By 

using Census microdata and including controls in xi, I can separately identify external 

returns from composition effects. Using flexible dummy variables, I control for 

individual educational attainment, sex, race, ethnicity, marital status, nativity, origin, 

worker class, and age. With indicator variables for high school graduation, some 

                                                
48 

Other diversity concepts yield similar results; see Section 2.6.1. 
49

 The 1990 Census over-samples certain demographic groups and regions, so this 

threshold ensures a compatible measure across metropolitan areas. I experiment with 

different thresholds, with little difference in result. 
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postsecondary education, and college graduation, I can see which levels of educational 

attainment are most likely to result in selection into new work. 

Controlling for personal characteristics in xi, I interpret &, the coefficient on z, as 

identifying effects of the initial metro supply of educated labor and industrial diversity in 

creating and attracting new work to regions. The discussion in Section 2.4 suggests that 

the estimated effects of education and industrial diversity should be positive. The source 

of identification comes from variation across 1990 metropolitan areas, which I take as 

historically determined. In an interpretation based on the model in the last section, initial 

regional characteristics reflect long-running historical patterns of economic activity. 

Firms and households then make location decisions based on these patterns.
50

  

Proper inference requires the "ij be uncorrelated to the elements of zj. I group 

possible violations of this condition into three categories: (1) unobserved city 

characteristics, (2) sorting across metropolitan areas based on unobserved worker ability, 

and (3) measurement error. For the latter, I am concerned mostly with error in measuring 

new work and industrial diversity; Section 2.6.5 discusses results using alternative 

measures. 

Unobserved city characteristics may be related to new work, city skill and 

industrial diversity; this will bias estimates of &. For example, city size is positively 

correlated to industrial diversity, and also the appearance of new work; this will lead to a 

positive omitted variables bias. In all regressions, I include (log) 1990 metropolitan area 

population and land area. Similarly, in most specifications, I control for city-specific 

                                                
50

 One example where historical patterns determine initial regional characteristics is the 

Bound et al. (2004) finding that the distribution of college-educated labor is influenced 

by the locations of colleges, which were determined long ago. 
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labor demand shocks and labor supply responses. More details on these controls can be 

found in the next section. 

Another important source of bias is the sorting of workers across cities based on 

unobserved skill.
51

 In this case, the estimated effect of college share on new work could 

be due to sorting on unobservables, rather than increasing returns. In the case of 

unobserved ability, (3) will overestimate the returns to initial city education and industrial 

diversity. I use a technique from Evans et al. (1992) to correct for this type of sorting. 

They argue that workers are less likely to sort on unobservable characteristics at higher 

levels of geographic aggregation; I therefore use characteristics of a worker’s state of 

residence as instruments for city characteristics. Following a discussion of the main 

results, Section 2.6.4 describes these efforts in more detail. 

 

2.6 Empirical results 

2.6.1  Main results: Metro college share, industrial diversity and skill bias 

I find that 1990 college graduate share and industrial diversity positively predict 

worker selection into new work. The main results are in Table 2-5; each column is a 

separate regression. I include coefficient estimates for worker educational attainment, 

metro education and industrial diversity, and other selected worker characteristics. 

Suppressed coefficients include regional population density. Estimates are reported in 

percentage point units; an estimate of 6.5 means that a one unit change in the independent 

variable increases the likelihood of selection into new work (or, specifically, a higher 

                                                
51 

To account for sorting based on observed skill, I describe an approach allowing for 

different effects by education group in the next section. 
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new title share in each worker’s identified occupation) by 6.5 percentage points. Means 

and standard deviations of the independent variables are also reported.  

Controlling for other characteristics, I find that a one standard deviation increase 

in 1990 metropolitan college share increases the likelihood of selection into new work by 

0.4-0.6%.
52

 This is calculated by multiplying the estimated coefficient (11.0 to 14.9) by 

the standard deviation in college share across metro areas (0.04). This change, akin to the 

difference between New Orleans (19.3% college graduates) and Chicago (23.4%), 

accounts for an increase in selection into new work comparable to the effect of 

graduating high school relative to dropping out. Over the entire range of observed values 

in college share (McAllen’s 11.5% to Raleigh’s 31.6%), this effect is as large as the 

difference between dropping out of high school and attempting some postsecondary 

education. The effect of metro college share is precisely estimated, and is consistent with 

educated cities attracting new work and adapting to innovation.  

These results for college share provide a new interpretation for earlier work on the 

effects of citywide human capital. Rauch (1993) and Moretti (2004) find that workers 

have higher wages in cities with more skilled workers. Workers also appear to earn more 

in new occupations, both in the sample data (Table 2-4) and when controlling for other 

characteristics in a regression (Section 2.6.1). To the extent that new work is more 

productive (or, that workers in new activities enjoy rents for adapting to new technologies 

quickly), this result suggests that the appearance of new occupations may be an important 

channel for productivity spillovers observed in previous work.  

                                                
52

 I also include shares of the city workforce with some college and high school diplomas, 

though coefficient estimates on these shares are not significantly different from zero. The 

high school dropout share of the city workforce is the omitted category. 
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In column 3, a standard deviation increase in 1990 industrial diversity, as 

measured by observed 3-digit industries, increases new work share by about 0.6-0.7%. 

This change, akin to the difference between Dayton (28.8% observed industries out of 

U.S. total) and San Diego (50.4%), is an increase in new work share comparable to that 

of metro education. Over the range of observed values in industrial diversity (Boise’s 

5.1% to Los Angeles’s 92.8%), this effect is slighter smaller than the difference between 

dropping out of high school and attempting some postsecondary education. As an initial 

robustness check on these estimates, in column 4 I include additional metro 

characteristics, which I describe in Section 2.6.2. 

Table 2-5’s measure of industrial diversity uses the appearance of 3-digit 

industries within a region, with less emphasis on the relative size of each industry. In 

other words, the appearance of new work is driven by a greater number of observed 

sectors, rather than the distribution of employment across sectors. Table 2-6 presents 

estimates that show this result for different industrial diversity concepts. Depending on 

the concept used to measure industrial diversity, the estimated effect ranges from 0.2% 

(employment share of the largest industries) to 0.7% (the observed number of industries) 

for standard deviation changes in industrial diversity. 

Using a lower employment threshold (1,000) for counting 3-digit industries 

within metropolitan areas, the estimated coefficient is 2.7, implying an increase of 0.6% 

in new work share in response to a standard deviation increase in industrial diversity. A 

second diversity concept, a Herfindahl index of 1990 industry employment shares within 

a city, is calculated as the sum of squares of industry employment shares within each 

metropolitan area. A maximum value of 1 indicates that all employment within the 
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metropolitan area is concentrated in a single industry. This measure is then inverted so 

larger values reflect increases in 1990 industrial diversity. Using this measure, the 

implied increase in new work share is 0.3% for standard deviation increases in industrial 

diversity.  

A third industrial diversity concept is the 1990 share of the top n industries within 

a metropolitan area, as in Glaeser et al. (1992). Metros with high values near 1 are those 

with employment concentrated in a few large industries, whereas areas with lower values 

are those with employment scattered more evenly across industries. This measure is also 

inverted so larger values reflect increases in 1990 industrial diversity. For n = 20, the 

implied effect of a standard deviation change in industrial diversity is 0.2%; for n = 50, 

the implied standardized effect is 0.7%.   

To illustrate the relationship between new work and the college share, I plot 

average residuals from the regression in column (1), which controls only for personal 

characteristics, against college share. This graph is Figure 2-6. (Individual residuals are 

averaged within each of the 88 metropolitan areas.) The relationship is clearly positive, 

with only outlier Honolulu having a very high share of college graduates and low 

likelihood of selection into new work. At the metropolitan level, college share alone 

accounts for over 50% of the variation in selection into new work left unexplained by 

worker characteristics (as measured by R-squared from a regression of city-averaged 

residuals against college share).  

Workers may sort across cities based on observable skills. In particular, skilled 

workers may be drawn to educated cities, further increasing the likelihood that they select 

into new work. I allow for separate effects of metropolitan college share and industrial 
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diversity based on workers skill by performing the same regression from Table 2-5, 

column 3, on four separate samples: college graduates, workers with some college, high 

school graduates, and high school dropouts. Table 2-7 displays estimated effects for each 

of the four education groups. There is evidence that metro college share and industrial 

diversity matter more for skilled workers; this may be due in part to sorting on observable 

skills. The effect of the college share is most acute for college graduates, rising about 

1.0% for a standard deviation increase in the college share. Standard-deviation increases 

in college share predict a rise of about 0.5% in new work share for workers with some 

college. Estimates for industrial diversity echo the college share results; the effects of 

metropolitan-level variables are much smaller for high school graduates and dropouts. In 

part, this result can be seen as reflecting the skill bias in new activities. These estimates 

also support sorting of workers across cities, based on observable skill; sorting into 

skilled cities may be one way that skilled workers are better able to adapt to new 

technologies. 

I perform a graphical exercise similar to Figure 2-6 using average residuals and 

observed 3-digit industries in Figure 2-7. The relationship is positive as well. This 

measure of industrial diversity alone explains approximately 20% of the variation in new 

work unexplained by personal characteristics. While both college share and industrial 

diversity are important in explaining new work across regions, a comparison of Figures 

2-6 and 2-7 supports a more central role for metro education. Formal education, being 

more general, may be a more important form of human capital in generating regional 

advantage.  
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In Table 2-5, the estimated effects of individual educational attainment on 

selection into new work confirm the skill bias observed in the sample statistics. 

Controlling for other characteristics, a college graduate is 6.5% more likely to select into 

new work (that is, select into an occupation with a 6.5% higher new work share) than a 

high school dropout. Selection appears monotonic in educational attainment. 

There is also an important age dimension to participation in new work. 

Coefficient estimates on age group dummies suggest that worker participation in new 

occupations peaks in ages 25-30 (0.7% higher than ages 20-25), decreasing through older 

age groups. For presentation purposes, I have omitted the robust standard errors, but 

differences in age effects (from the omitted age 20-25 group) on selection into new work 

are all statistically significant at the 95% level of confidence (except for the age 41-45 

group). One interpretation of this result is that older workers, given investments in 

specific human capital tied to older types of work, are more reluctant to switch into the 

new types of work that appear following innovation.53 

In sum, initial metro college share and industrial diversity are important predictors 

of future selection into new occupations. This is consistent with increasing returns to 

geographic concentration. A standard deviation change in either characteristic increases 

the likelihood of selection into new work by about 0.6%. The effect of college share is 

more precisely estimated and more central to the location of new work, accounting for 

about 50% of the unexplained variation in new work across metropolitan areas. The 

evidence so far supports the idea that stocks of human capital help regions to better adopt 

the new activities that follow innovation. In addition, workers with more educational 
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 See also Bleakley and Lin (2006). 
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attainment are more likely to select into new occupations. This is consistent with skill 

biased technical change.  

 

2.6.2 Other region-specific characteristics 

These main results are robust to the inclusion of other city-specific characteristics. 

In most specifications, I include the Blanchard-Katz (1992) labor demand shock index as 

an additional regressor. This index is a weighted average of industry employment growth, 

where the weights are metro-specific industry employment shares. 

 

! 

ˆ " j = # jk"k

k

$ .        (2-4) 

The Blanchard-Katz index on the left side, 'j, is the predicted growth in employment for 

metropolitan area j, based on 1990 employment shares ( of industries k in j, and the 

change in log employment 'k in industry k between 1990 and 2000. Some metropolitan 

areas may be fortunate to be specialized, for historical reasons, in particularly fast-

growing industries. The Blanchard-Katz index measures idiosyncratic shocks to each 

metropolitan area based on historical industrial composition. For example, cities with 

industrial bases specialized in computer products or services in 1990 would have fared 

well given growth in these industries during the 1990s. High values of the Blanchard-

Katz index indicate that in 1990, the city was highly specialized in industries that grew 

quickly during the 1990s. These shocks almost certainly are correlated with metro 

education and industrial diversity, and unobserved, may drive the estimates of &.  

As Bound and Holzer (2000) show, metro-specific labor demand shocks may also 

cause workers to migrate differentially by skill level. These responses may also confound 
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identification of &. Skilled workers who remain in Midwestern cities as they decline may 

be more likely to select into new occupations as other skilled workers leave. To control 

for this, I include the (log) change in metro employment between 1990 and 2000 in 

worker i's education group. 

As an alternative to the Blanchard-Katz index, in some specifications I include a 

modified index using industry patent activity instead of industry employment growth. 

Using data from the U.S. Patent and Trademark Office, I match patent counts of 2-digit 

industries between 1990-1999 to 1990 industry composition. For each metropolitan area, 

I calculate a weighted average of patent activity by 2-digit industry, using metro industry 

shares as weights. Formally, 

! 

ˆ " j = # jk" k

k

$ .         (2-5) 

As before, #jk is the 1990 employment share of industry k in metro j, and )k is log 

patents in industry k between 1990 and 1999. I use this to capture innovation shocks to 

each metropolitan area based on historical industrial composition. As in the case of 

employment shocks, including this index as an additional regressor is an attempt to 

mitigate identification issues caused by random historical specialization patterns.  

The first two columns of Table 2-8 contain estimates from regressions including 

these variables. (Column 1 is the same as Table 2-5, column 4.) Both the labor demand 

shock index and the predicted patenting index have estimated coefficients that are 

positive, which is consistent with fast-growing areas attracting more new work. However, 

the standard errors are larger in magnitude than the estimates themselves. Also, their 
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inclusion does not appreciably change the estimated effects of metropolitan education 

and industrial diversity.  

There still may be a number of unobserved city characteristics related to the 

appearance of new work across regions that are correlated with education and industrial 

diversity. One approach that I take to control for remaining omitted variables is including 

patent activity as an additional regressor. I use the patent data described in Section 2.3.5 

to control for additional unobserved variables related to knowledge creation. In Table 2-

8, column 3, a higher rate of patenting predicts a higher selection into new work, as 

expected. A standard deviation change increases selection into new work by about 0.2%. 

The inclusion of actual patenting does not affect the sign or significance of the estimates 

for college share and industrial diversity. To the extent the patents can control for 

remaining unobserved factors related to knowledge creation, omitted variables do not 

appear to contribute significantly to the estimated effects of the college share and 

industrial diversity. The estimate from column 3 also illustrates the difference between 

patents and new work; the location that originates a new idea may not be the same 

location where that idea is applied. 

Further, metropolitan areas may contain institutions, such as universities, that 

promote innovation that are also related to elements of zj. Such an effect might lead to an 

overestimate of returns to metro education. I include an indicator variable for the 

presence of a land grant college within that region, which I interpret as measuring local 
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infrastructure relevant to the production of skill.
54 

In column 4, the presence of a land 

grant college does not seem to affect the location of selection into new work, nor does it 

provide any explanatory power beyond that of the main explanatory variables. The 

coefficient estimate is not significantly different from zero, with a standard error nearly 

as large as the point estimate. This suggests that a skilled labor force is what matters for 

the location of new work, rather than educational institutions themselves.   

In columns 5-7 of Table 2-8, I include different variables measuring other aspects 

of 1990 metropolitan industry-occupation structures. Selection into new work is 

negatively related to occupational diversity, as seen in column 1. Though this is precisely 

estimated, the magnitude of the estimate suggests the relationship is very weak. The total 

effect over the entire range of observed values of occupational diversity is less than 

0.06%, an order of magnitude less than that of industrial diversity. Selection into new 

work is also negatively related to a worker’s own-industry concentration in the 1990 

metropolitan area. As the 1990 own city-industry size increases, selection into new work 

decreases. This effect is precisely estimated and is rather large; a one standard deviation 

increase in own-industry share decreases the likelihood of selection by 0.6%. This is not 

consistent with within-industry externalities fostering new knowledge and new work. 

This also makes sense in that other workers with similar industry-specific human capital 

are locally available for new activities. Further, as the estimated effects of education and 

industrial diversity are unchanged, this may be further support for the importance of 

industrial diversity in attracting new work to regions.  
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 Moretti (2004) uses this variable as an instrument for metro college share. I am hesitant 

to use college location similarly, because of possible direct institutional effects on the 

adoption of new work. 



 

  

96 

 

2.6.3  New work in traded goods industries 

An alternative explanation is that the estimated values for & may be driven by 

migration. The secular movement of people from cities in the northeast and Midwest to 

those in the southern and western U.S. may affect local demand for goods and services, 

and, in turn, the appearance of new work. Newer Sunbelt cities might attract high skilled 

workers and have higher local demand for new goods and services because of the lack of 

local infrastructure. This may be especially true of types of work associated with the 

production of non-traded goods and services. Migration trends may drive the location of 

new work associated with the production of non-traded goods. If this is the case, then the 

results from Table 2-5 are due to migration, not increasing returns. 

In contrast, occupations associated with traded goods industries will be less tied to 

these movements. In other words, traded goods industries, facing a national or 

international market, will be less attracted to growing population centers in the south and 

west. Regression estimates using only a sample of workers in such industries will be 

more insulated from the effects of migration. Hopefully, these estimates should confirm 

the pattern seen in Table 2-5. 

I therefore also identify workers employed in a new type of work, in a traded 

goods industry, and use this as the dependent variable.
55

 I assign a full weight of 1 to the 

manufacturing and information industries. These industries seem most likely to produce 

traded goods, and are thus less sensitive to the effects of local infrastructure. I also assign 
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 Alternatively, I calculate the national share of workers in each new occupation 

employed in traded goods industries, and identify respondents employed in new 

occupations that are mostly concentrated in traded goods industries. Results using these 

different measures are similar. 
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half weight to segments of the following industries that also produce traded goods: 

wholesale trade, transportation, finance and insurance, professional services, 

management, higher education, and arts and entertainment.
56

 

Table 2-9 contains three regressions that use selection into new work in traded 

goods as the dependent variable. Otherwise, they are identical to the baseline estimation. 

The first column uses new work as defined in Section 2.3. The next two columns use 

wider definitions of new work, which are described in Section 2.6.5 and the appendix. In 

all cases, the sign and significance patterns match those of the main results. In column 1, 

standard deviation changes in college share and industrial diversity predict increases in 

new work share by 0.3% and 0.7%, respectively. To the extent that traded goods 

production is less sensitive to the secular movement of people to the Sunbelt, the results 

in Table 2-9 suggest that migration does not drive the main results. 

 

2.6.4  Correction for sorting on unobserved characteristics 

Another alternative explanation for the main results is that they reflect workers 

sorting, based on unobserved ability, across cities. In this case, estimates of & are due to 

omitted variables bias; workers select into new occupations because of high unobserved 

ability, rather than because they live in cities that are initially skilled. This type of sorting 

on unobserved characteristics would cause an over-estimate of the effect of initial metro 

education and industrial diversity on the appearance of new work. 

To correct for this type of sorting, I implement a simple technique used by Evans 

et al. (1992). In their application, they consider neighborhood effects on individual 
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 Variations to this weighting scheme do not affect the main results. 
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outcomes. They use metropolitan characteristics to instrument for neighborhood ones, 

arguing that the degree of bias due to geographic sorting is less severe at higher levels of 

aggregation. The validity of this instrument rests on the presence of moving costs from 

one region to another.
57

 In a similar spirit, I use state-level characteristics to instrument 

for metropolitan characteristics in (3). The results of the instrumental variables estimation 

are in column 4 of Table 2-9. These estimates indicate that sorting on unobserved 

characteristics does not drive the main results. 

 

2.6.5  Variations in measurement and sample 

Different measures of new work in 2000 yield qualitatively similar results. The 

strategy described in Section 2.3 identifies the smallest set of occupation titles that are 

new—at the possible expense of excluding some new activities. A wider definition 

instead uses the list of 3,000 titles remaining after initial string matching. Its expanded 

scope may include some titles that do not represent new activities. It may also include 

activities that are only subtly different in 2000. The medium definition is an attempted 

compromise; it uses titles remaining from the wide definition list after string matching on 

three words.  

Using these more inclusive definitions of new work, I find that the estimated 

effects of college share and industrial diversity on worker selection into new work are 

positive and significantly different from zero. Columns 5 and 6 of Table 2-9 contain these 

results for the medium and wide definitions of new work. Qualitatively, the results are 

similar, though somewhat smaller than the baseline estimates, using the narrow definition 
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 Note that this technique cannot correct for more complex error structures; see Bayer 

and Ross (2006). 
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of new work, presented in Table 2-5. Estimates using the medium and wide definitions 

imply responses of 0.4% and 0.5% in new work share to standard deviation changes in 

college share and industrial diversity, respectively. The smaller estimated effect may be 

due in part to increased measurement error using the more liberal definitions of new 

work. Still, these estimates show that differences in the identification of new work do not 

significantly affect the main results.
58 

 

In addition, I narrow the geographic scope of regional effects to the metropolitan 

area (as opposed to the consolidated metropolitan area in most regressions.) For example, 

New York City and Stamford, Connecticut, are now considered as separate metropolitan 

areas. Results in column 7 are similar to the baseline results. In column 8, I restrict the 

sample to metropolitan areas that are consistently and completely identified (in terms of 

county composition) in both the 1990 and 2000 PUMS. With 58 metropolitan areas, 

results are similar to those of the full sample.  

The results are not region-specific. The first two columns for Table 2-10 present 

estimates for two sub-samples, the eastern and western U.S. In both cases, the estimated 

effects of educational attainment on selection into new work are nearly identical, and the 

estimated effects college share and industrial diversity are similar. The point estimate for 

industrial diversity is slightly larger in the west, but it is imprecisely estimated. This is 

possibly due to smaller sample size in the west (37 metropolitan areas). In addition, 
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 In Section 2.3.3 I noted that computer-related occupations seem to be most represented 

in new work. In fact, one-third of workers in new work are in some computer-related 

industry. However, this skewness does not drive the results; estimates separating new 

work in computers from new work in everything else yield similar results for both 

samples. 
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metropolitan areas are defined as sets of counties. In the west, counties are larger, 

increasing measurement error. 

 

2.6.6  Long-run effects of skill and industrial diversity; earlier Census years 

In Section 2.5, I suggested that the initial distribution of educated labor and 

industrial diversity across regions reflects long-running historical processes. If this in fact 

the case, then earlier measures of regional skill and industrial diversity should also 

predict worker selection into new work. In the third column of Table 2-10, I use 1970 

metro college share and industrial diversity instead of 1990 values. I find that even 

though these reflect regional human capital stocks several decades prior to the workers 

observed in 2000, they still predict the location of new work. 

In addition, I perform an analysis using earlier Census data, identifying new work 

that emerged between 1960-1970 and 1970-1980. This data is matched to 1970 and 1980 

Census microdata; as noted in the appendix, the methodology relies on matching 3-digit 

DOCs rather than 5-digit titles, and is therefore less precise and more unreliable.  

I perform several analyses using these data. The first replicates the 1990-2000 

estimation using data from both the 1970 and 1980 Census; I use occupation outcomes in 

1970 and 1980 matched to metropolitan data in 1960 and 1970. These results are 

displayed in columns 4 and 5 of Table 2-10. The sign pattern is very similar; new work in 

1970 and 1980 does seem to be skill biased. (In 1970 selection appears most among 

workers with some college; in 1980 the effect is monotonic.) The sign pattern for college 

share and industrial diversity is similar, though not all estimates are significantly different 

than zero. Differences in magnitudes are in large part due to different measurement 
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techniques. Measurement error is also more likely in earlier Census years. However, the 

general pattern is the same. 

A second analysis pools the 1970, 1980, and 2000 Census microdata. With 

multiple observations per region, I can include region fixed effects. In this way, I can 

control for constant unobserved metro-specific attributes, related to new work. 

Identification of & comes from changes in zj within metropolitan areas, over time. This 

strategy makes sense under an interpretation of a slowly evolving historical process with 

periodic (small) shocks to city skill and industrial diversity just large enough to identify 

their effects. In these specifications, survey year fixed effects are also included to account 

for differences in innovativeness and measurement between survey years.  

In Table 2-11, controlling for metropolitan fixed effects does not change the 

flavor of the main results. (Note that the large magnitude of these estimates relative to 

Tables 2-5 and 2-10 is due to differences in identification strategy across Census years, 

and the resulting differences in variance in the dependent variable. See the appendix for 

details.) Controls are the same as in the Table 2-5 regressions. Here, college share has a 

similar effect as observed in the cross-section data. A one standard deviation change in 

college share predicts an increase of 0.8% increase in new work share. A one standard 

deviation increase in industrial diversity, measured either by the number of observed 3-

digit industries or an inverted Herfindahl index of employment across 3-digit industries 

within a metropolitan area, predicts an increase of 0.3% in selection. These estimates 

reflect an average relationship, over time, between new work and city skill and industrial 

diversity. That they appear across time periods and specifications suggests that the main 
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results hold up, even when faced with alternative explanations. I conclude that educated 

and industrially diverse cities do in fact attract the new activities that follow innovation.  

 

2.7 Conclusions 

In this paper, I find that the initial supply of educated workers and industrial 

diversity create advantages for regions in attracting new work—the new activities that 

follow innovation. The main contribution is to more specifically characterize how various 

forms of human capital help workers, firms, and regions better create, diffuse, or adapt to 

new knowledge. Further, workers who select into new occupations tend to look 

successful by other labor market measures—including educational attainment and wages.  

New work may have further value as a way to investigate other aspects of 

innovation. For example, the Dictionary of Occupational Titles contains 

multidimensional characterizations of the skill content of many occupations. The 

attributes of older work that directly precede selection into new work may give us more 

insight into the innovation process. In particular, it may be possible to use this data to 

investigate what kinds of industrial diversity (that is, in skill content) matter for the 

creation of new activities. In addition, new work data can be matched to the Current 

Population Survey, in order to further understand high-frequency properties of 

innovation. The data may allow observations of the diffusion of new work over time, 

which may provide support for the firm relocation model of Duranton and Puga (2001). 

Finally, the wage premia experienced by workers who select into new work may be 

important for understanding trends in wage inequality.  
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Notes: Frequency distribution of 3-digit detailed occupation codes (DOCs) based on share of new 

occupation titles within all occupation titles within each DOC. 

 

Figure 2-1: Relative frequency of DOCs by share of new titles in all (5-digit) titles 
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Notes: Estimated share of local labor force employed in new occupations for identified U.S. metropolitan 

areas, using Census 2000 microdata. 

 

Figure 2-2: New work as share of local labor force, U.S. metropolitan areas, 2000 



 

  

106 

 
 

Notes: New work employment share (2000) and accumulated utility patents (1990-1999)  per capita by 

U.S. (consolidated) metropolitan area. Each point is a metro area. Patent data obtained from the U.S. Patent 

and Trademark Office (2000). Location of patent determined by first-listed inventor. 

 

Figure 2-3: Employment share in new work (2000) and utility patents per capita (1990-

1999) 
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Notes: Simulation with h1/h2 = 2, ! = 4, t = 6, and µ goes from 0.67 (before innovation) to 0.69 (after 

innovation). 

Figure 2-4: Innovation with unique stable equilibrium 
 

 
Notes: Simulation with h1/h2 = 1, ! = 2, t = 4, and µ goes from 0.67 (before innovation) to 0.69 (after 

innovation). 

Figure 2-5: Innovation with multiple stable equilibria 
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Notes: Each point represents a metropolitan area. Average residual new work from regression of 

participation in new work against individual characteristics is on y-axis. Share of college graduates in metro 

area labor force is on x-axis. 

 

Figure 2-6: Selection into new work in 2000 and 1990 metro area college share 
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Notes: Each point represents a metropolitan area. Average residual new work from regression of 

participation in new work against individual characteristics is on y-axis. Number of 3-digit industries within 

metropolitan area in 1990, as share of total number of 3-digit industries, is on x-axis. 

 

Figure 2-7: Selection into new work in 2000 and 1990 metro industrial diversity 
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Table 2-1: Detailed occupation codes in 2000 containing the most new titles 

 

 
 
Notes: These are the shares of new occupation titles in all titles for each DOC. New titles are identified by 

manual comparison of 1990 and 2000 OCS. Titles are 5-digit and DOCs are 3-digit classifications. There 

are 181 additional DOCs with at least one new title, and there are 285 additional DOCs with zero new 

titles, as in Figure 2-1. 
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Table 2-2: Employment in new work, 2000 

 

 
 

Notes: Share of employment (%) in new occupations.  I multiply new title shares by employment in each 

DOC (see Table 2-1). Data: Census PUMS 2000, workers age 20-65 in identified occupations. 

 

 

Table 2-3: Employment in new work by educational attainment, 2000 

 

 
 

Notes: Share of employment (%) in new occupations, by educational attainment 
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Table 2-4: Characteristics of workers in new work and others 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence. Sample mean characteristics of workers 

in new occupations and others, with t-statistic from test on equality of means. 
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Table 2-5: Main results; Estimated effects on selection into new work, 2000 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. (Robust standard errors, 

clustered on metro area, in parentheses.) Each column is a separate regression, using Census weights. 

Dependent variable is  selection into a new occupation (range 0-100, sample mean 5.3), based on new title 

share of identified DOC. Data: Census PUMS 2000, age 20-65, in identified occupations and metro areas.  

Number of observations = 2.2 million in regression 1; 1.5 million in regressions 2-4. Number of 

(consolidated) metro areas = 88. Omitted categories are high school dropout and 1990 metro dropout share. 

Additional controls for marital status, class of worker, nativity included in all regressions. Regressions 2-4 

include metro some college and high school share, log population density. These coefficient estimates are 

not significantly different from zero. Regression 4 includes controls for labor demand shock index and 

others as described in text. 
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Table 2-6: Alternative industrial diversity concepts 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. Each row is a separate 

regression, using Census weights, containing controls as in Table 2-5, column 4. Robust standard errors, 

clustered on metro area, in parentheses. 

 

 

Table 2-7: Decomposition by worker educational attainment 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. Each column is a separate 

regression using Census weights, containing additional controls as in Table 2-5, column 4. Robust standard 

errors, clustered on metro area, in parentheses. 
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Table 2-8: Selection into new work, with additional metro controls 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. Each column is a separate regression using Census weights, containing 

additional controls as in Table 2-5, column 4. Robust standard errors, clustered on metro area, in parentheses. 
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Table 2-9: Additional checks 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. Each column is a separate regression using Census weights, containing 

additional controls as in Table 2-5, column 4. Robust standard errors, clustered on metro area, in parentheses. New occupations defined by: (col. 3, 6) exact 

string match from comparison of 1990 and 2000 occupation titles, (col. 2, 5) three-word match, or (other columns) manual inspection. 
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Table 2-10: Census regions and data from earlier Census years 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. Each column is a separate 

regression, using Census weights, containing controls as in Table 2-5, column 4. Robust standard errors, 

clustered on metro area, in parentheses. 

 

 

Table 2-11: Pooled results including region fixed effects, 1970-2000 

 

 
 

Notes: * - Statistically significant at the 99% level of confidence; • - 95% level. Each column is a separate 

regression, using Census weights. Robust standard errors, clustered on metro area, in parentheses. Number 

of observations = 2.1 million; number of metro areas = 111. Omitted categories are high school dropout 

and metro dropout share. Additional controls as in Table 2-5, column 3, plus metropolitan and census year 

fixed effects. 
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Table 2-12: New DOCs, 1960-1970 

 

 
 

Notes: New detailed occupation codes (3-digit) identified from comparison of 1960 and 1970 occupation 

classification system. There are 30 additional new DOCs under the wide definition. See details in text. 
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Table 2-13: New DOCs, 1970-1980 

 

 
 

Notes: New detailed occupation codes (3-digit) identified from comparison of 1970 and 1980 occupation 

classification system. There are 18 additional new DOCs under the medium definition. There are 26 

additional new DOCs under the wide definition. See details in text. 

 

 

Table 2-14: Employment in new work across Census years 
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Table 2-15: Summary of data sources and variables 
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Table 2-16: Sample summary statistics 

 

 
 

Notes: Data is PUMS 1950, 1970, 1980, 1990, and 2000, and SOC. Metropolitan sample is aggregated 

from all respondents, age 20-65, in the identified metropolitan areas. Sample: all occupation-identified 

workers, age 20-6, in metropolitan areas identified from 1950 to 2000. Standard deviations in parentheses. 
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Table 2-17: Log hourly wages and employment in new work 

 

 
 

Notes: Each column is a separate regression. Robust standard errors in parentheses. Dependent variable is 

log hourly wage. Each regression contains Census region controls. Number of observations=1.3 million. 

 



 

  

123 

 

2.A Appendix A: Further discussion of new work data 

This appendix includes more details about the process of identifying new 

occupations appearing between 1990 and 2000, the construction of new work data for 

1970 and 1980, and other sources of data. I also present the result of the wage regression 

referenced in Section 2.3.4. 
 

2.A.1 Identifying new occupations in 2000 

As described in the main text, I identify new occupations in 2000 by comparing 5-

digit occupation titles in electronic versions of the 1990 and 2000 Classified Indexes. An 

initial string match, allowing for typographic differences, is the basis for the widest or 

least strict new work definition. A medium definition of new work comes from matching 

titles from the wide list on any three common words in 1990 and 2000. The narrow 

definition of new work, used throughout the paper, comes from consultation with detailed 

internal Census documentation on 1990-2000 OCS revisions and a manual review of the 

remaining occupation titles. 

I consider the narrow definition to be the closest in spirit and practice to actually 

identifying new activities that appear between 1990 and 2000. Titles in this list include 

“web designer,” “data recovery planner,” “pharmacoepidemiologist” (studies drug 

outcomes in large populations), “dosimetrist” (determines proper doses in radiation 

therapy) “AIDS counselor,” and “polymerization kettle operator” (“controls reactor 

vessels to polymerize raw resin materials to form phenolic, acrylic, or polyester resins,” 

according to the Dictionary of Occupational Titles). The complete list is available on my 

website (http://econ.ucsd.edu/~jelin/).  

In the text I cite the appearance of DOC 111, network systems and data 

communication analysts, as evidence that new occupations indeed followed actual 

innovations. Another example is DOC 104, computer support specialists, which contains 

workers who provide technical assistance to users of desktop computers and database 

software. Desktop computers, such as the IBM PC and Apple //, and commercial database 

software, such as Oracle and DB2, did not widely appear until the mid 1980s. Clearly, 

new types of work appeared around this time to support these new innovations. Given the 

decennial nature of the Census, it seems reasonable that they were first cataloged for 

Census 2000. 

Occupations related to advances in medicine and health also represent another 

major thread of the new work data, as illustrated by Table 2-1. DOC 320, radiation 

therapists, includes workers who use radiation to treat a variety of medical conditions. 

Though this use of radiation has been experimented with since the late 1890s, many 

major advances in the field have occurred in the period since 1980. These advances 

include the standardization of dosages, computerized dosimetry, and the use of 

computerized scans to target specific areas of the body (A. del Regato, 1995). These 

examples provide intuitive verification of the kinds of changes used in this paper.  
 

2.A.2 Identifying new work in 1970 and 1980 

I use new work data from 1970 and 1980 to supplement the main results. 

Identifying new work in these earlier years is more challenging. Without electronic 

versions of the Classified Indexes, I am forced to rely on the cruder 3-digit occupation 
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codes to generate a list of new occupations. In addition, the complications of taxonomic 

shifts between successive versions of the OCS are more severe. For example, between 

1960 and 1970, “the occupation classification system was enlarged […] because of 

requests from data users for more data” (U.S. Census Bureau, 2003 p.5). The transition 

between 1970 and 1980 coincides with an attempt to harmonize the OCS to the Standard 

Occupation Classification, a multi-agency project. The changes between 1970 and 1980 

are more drastic than any of the other transitions. These sorts of changes confound the 

identification of new occupations created by technological change. Because of the 

increased possibility of measurement error, I focus instead on the more reliable 2000 

data, and use earlier years’ results only to supplement the main findings.  

I rely on Census documents to eliminate spuriously new DOCs unrelated to 

innovation. As in 2000, I construct three different sets of criteria for identifying new 

occupations, with varying strictness. The narrow list attempts to minimize the inclusion 

of spuriously new activities, while the wide list attempts to minimize the exclusion of 

actual new activities.  

The primary source for identifying new DOCS that appear between 1960-1970 

and 1970-1980 is a series of Technical Papers from the Census Bureau. Issued in 1972 

and 1989, they detail how respondents in a preceding Census would be classified 

according the OCS from the subsequent Census, and vice versa. For both transitions, I 

rely on a table that documents how the OCS in year t would have classified workers in 

the previous Census, in year t – 10.  

For a number of DOCs, the Technical Papers indicate that no new workers in the 

previous Census would have been classified in the contemporary DOC. These are the 

DOCs that I classify as new in the strictness, most narrow sense. In 1970, these DOCs 

included data processing machine repairers, marine scientists, mathematical technicians, 

and computer specialists. In 1980, these DOCs included marine engineers and marine life 

cultivation workers.  

Further, the Technical Papers state that virtually all new DOCs that reflect 

innovation are created from previous “miscellaneous” categories. Therefore, in order to 

capture new occupations not measured by the narrow definition, I also examine new 

DOCs that are wholly from miscellaneous categories from the previous OCS. In other 

words, I isolate contemporary DOCs that would have been wholly classified as 

“miscellaneous” in the previous Census. This forms the basis of the medium and wide 

lists of new occupations. Further, I eliminate any DOC that, according to the Technical 

Paper, would have sustained a decrease in employment or would have already included a 

large number of workers in the previous Census. This is to discount any obviously 

spurious categories. The remaining miscellaneous-sourced DOCs are manually divided 

into two groups to form the wide and medium definitions of new work. In 1970, the list 

now includes computer programmers; the 1980 list includes computer science teachers, 

numerical control machine operators, and inhalation therapists.  

In Tables 2-12 and 2-13, I present lists of new work in 1970 and 1980 under both 

narrow and medium definitions. (The 1980 list, which is longer, contains only selected 

occupations from the medium definition.) Computer-related occupations (computer 

programmers and systems analysts) emerge in 1970 from the miscellaneous professional 

categories of 1960. The 1970 list also includes types of work related to math and science 
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(health practitioners, marine scientists, and mathematical technicians), as well as social 

science and policy (sociologists, political scientists, and welfare aides). A number of new 

occupations in the 1980 list also reflect scientific and technical advancement (agricultural 

and nuclear engineers, computer science teachers, communications equipment operators, 

and marine life cultivation workers). 

After identifying new occupations, I create a variable in the 1970 and 1980 PUMS 

indicating whether a worker is employed in a new occupation. Table 2-14 displays the 

share of the 1970 and 1980 labor force employed in new work, for each definition. Note 

that the less precise identification strategy results in estimated shares significantly lower 

than in 2000. Also, both changes in innovativeness and taxonomy are conflated into 

changes in new work share over time. The bottom panel displays the share of the 1970 

and 1980 labor force employed in new work, by education group. Both display similar 

skill bias as in 2000.  
 

 

2.A.3 Data description 

This study uses data from a number of sources, summarized in Table 2-15. The 

main body of data is the Integrated Public Use Microdata Data Series (Ruggles and 

Sobek et al., 2004). This data contains the person-level data used in the estimation. I use 

the 2000 1% sample and the 1970 and 1980 1% metro samples. The 2000 sample is 

nonrandom and requires the use of weights. In addition, in the 2000 1% sample, some 

metropolitan areas are incompletely identified. Where metropolitan areas are 

incompletely identified in the 1% sample but completely identified in the 5% sample, I 

use the 5% data, taking care to re-weight observations. Table 2-9 contains estimates using 

only a sample of completely and consistently identified metropolitan areas. 

Metropolitan area data comes from a variety of sources. I define metropolitan 

areas using the consolidated definition created by the Office of Management and Budget 

in 1999. The affected consolidated metropolitan areas are Boston, Buffalo, Chicago, 

Cincinnati, Cleveland, Dallas, Denver, Detroit, Hartford, Houston, Los Angeles, Miami, 

Milwaukee, New York, Philadelphia, Pittsburgh, Portland, Providence, Raleigh-Durham, 

Sacramento, San Francisco, Seattle, and Washington, DC. I use land area data from the 

Historical U.S. County Boundary Files (Earle et al., 1999). Patent data for 1990-19999 

comes from the U.S. Patent and Trademark Office (2000). Historical patent data comes 

from the National Bureau of Economic Research (Hall et al. 2001). Data on metropolitan 

college share comes from the State of the Cities Data Systems, maintained by the 

Department of Housing and Urban Development. This is a convenient source for 

metropolitan area data available from Censuses between 1970 and 2000. Measures of 

industrial diversity are calculated from the State of the Cities, as well as the IPUMS 

1950, 1970, and 1990. Data on land grant colleges comes from Moretti (2004). Table 2-

16 displays summary statistics for both metropolitan area worker characteristics, for most 

of the variables of interest. 
 

 

2.A.4 Wage regression results 

Table 2-17 contains wage regression results that I referred to in Section 2.3.4. Log 

hourly wage is imputed for workers based on total annual wage income divided by weeks 
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worked and usual hours per week worked. Even when controlling for educational 

attainment, experience, and other demographic characteristics, the estimated coefficient 

on the new work variable is positive and statistically significant, implying a wage 

premium greater than 35%. This premium may represent both productivity advantages 

and rents earned by workers who more quickly adapt to new technologies. 
 

 

2.B  Appendix B: Details on theory and simulation results 

This appendix contains details on the theoretical model and simulation that were 

not presented in the main text.  
 

 

2.B.1  Equilibrium conditions 

Profit maximization for each manufacturing variety yields the price in region i for 

each locally produced variety, equal to a constant markup over marginal cost:  
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equilibrium output for each variety is constant, and the same in both regions:  
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The production function (2) implies labor demand in region i = 

! 

( f + "x)ni, where 

ni is the number of varieties of the traded good that are manufactured in region i. Since 

labor demand equals labor supply in each region, the number of varieties, and hence the 

variety of activities, produced in region i is proportional to the amount of skilled labor in 

region i.  
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Each resident of region i pays pi for every locally produced traded good and tpj 

(t>1) for every brand imported from region j. Aggregate demand for each variety 

produced in region 1 should equal total supply for each variety of traded good (from (1), 

(2-7)): 
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Each worker/consumer spends fraction (1-µ) on housing, therefore aggregate 

value of housing services is (1-µ)(e1+e2). Aggregate income is labor income plus income 

from housing, 
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 (the wage in region 1 relative to the wage in region 

2) = p1/p2 (by (2-6)). By substituting (2-6), (2-8), and (2-10) into (2-9) I obtain the first 
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equilibrium condition:
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Equation (2-11) relates v, share of production activities, to w, relative wages and 

prices. 

Skilled labor is mobile, so utility levels must be equal across regions in 

equilibrium: 
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Substitute (2-6), (2-8), and (2-10) into (2-12) to yield relative utility
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Equations (2-11) and (2-13) determine equilibrium values of v and w. 
 

 

2.B.2 Simulation 

I simulate innovation by expanding the number of production activities 

(increasing N). I take values of ! and µ from the literature. Following Redding and Sturm 

(2006), I start with Feenstra’s (1994) value of ! = 4, and approximate expenditure share 

on housing from the Bureau of Labor Statistics’ value of (1 - µ) = 1/3. I set the initial N to 

30, which is the approximate number of occupation titles (in thousands) in the 1990 

Census OCS. N = 30 and µ = 2/3 imply " = 15. I simulate a 10% increase in the number 

of activities, so that !N = +3. This corresponds to a decrease in the expenditure share 

devoted to housing from 0.33 to 0.31 (µ goes from 0.67 to 0.69). 

In Figure 2-4, the unique equilibrium configuration, I set h1 / h2 = 2, !  = 4, and t 

= 6. In this case, the relative housing stock is chosen so as to generate an initial 

concentration of production activities and skilled labor in region 1. The other parameters 

are set only to satisfy !(1 - µ) > 1 and so that the changes in N will be clearly visible on 

the graph. In Figure 2-5, the multiple equilibria configuration, I set h1 / h2 = 1, !  = 2, 

and t = 4. In the first case, production activity share in region 1 is 88% before 

technological change and 92% following the expansion of activities. In the second case, 

in the rightmost equilibrium, v goes from 85% to 92%.  
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CHAPTER 3 

CHAPTER 3: INDUSTRIAL DIVERSITY AND GROWTH IN NEW WORK 

Industrial Diversity and Growth in New Work: 

Evidence from the Occupational Employment Statistics 

 

3.1 Abstract 

This study examines why industrial diversity is important for regional 

innovativeness. Using employment estimates across U.S. metropolitan areas for new 

occupations identified in the 2000 Census, I find that industrially diverse cities use new 

activities more intensively. This feature is persistent and robust, applying even to 

activities that appeared in the U.S. economy in the 1960s and 1970s, and also when 

controlling for other metropolitan characteristics. The results suggest that the “nursery 

cities” model of industrial diversity and regional innovativeness may not be able to fully 

describe the agglomeration pattern of new activities. Instead, new work use and industrial 

structure constitute persistent differences across cities, over time. 

 

3.2 Introduction 

This paper examines growth in new work employment across regions with varying levels 

of industrial diversity. New types of work, or, new activities that have appeared in the 

labor market, represent adaptations by firms and workers to new technologies. This paper 

therefore relates to a number of stylized facts about cities receiving growing attention in 

urban economics. First, industrially diverse cities co-exist with smaller, industrially 
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specialized cities.
59

 Second, cities are increasingly specialized not by industry and the 

products they produce, but by function and the intermediate services they provide.
60

 And 

finally, innovation-related activities appear to take place in large, industrially diverse 

cities.
61

 In previous work, using cross-sectional Census microdata, I found that workers 

performing new types of activities were most likely to appear in the most industrially 

diverse cities. 

 A main goal here is to disentangle explanations of why new types of activities 

appear to concentrate in some cities but not others.
62

 Our best understanding of the 

relationship between innovation and differences in industrial structure across cities is the 

“nursery cities” model by Duranton & Puga (2001). In their model, entrepreneurs are 

initially unsure of their ideal production process. They experiment with different 

techniques in industrially diverse cities, where they tolerate high congestion costs in lieu 

of expensive relocations from city to city. When they finally discover their ideal 

production process, they relocate to specialized cities to escape congestion costs and to 

take advantage of within-industry agglomeration economies. An implication of this 

model is that techniques discovered in diverse cities will eventually follow production to 

specialized cities. 

                                                
59

 See Duranton & Puga (2001). 
60

 See Duranton & Puga (2005). 
61

 For theory, see Jacobs (1969) and Duranton & Puga (2001). For evidence, see Feldman 

& Audretsch (1999). 
62

 From a policy perspective, it may be important to know the sources of and mechanisms 

involved in regional advantage. In addition, in previous work, I found that workers in 

new work earned a significant wage premium over comparable workers performing 

existing types of work. 
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 I evaluate this prediction by examining growth in (new) occupational 

employment, across cities, between 1999 and 2005. Looking at occupations that first 

emerged in the labor market in the 1960s, 1970s, and 1990s, I find that the “newness” of 

the occupation mix is an important and persistent source of difference across cities. The 

share of new activities in big, industrially diverse cities is always higher over the sample 

period—no matter if those activities emerged in the previous decade or several decades 

before. This pattern holds even when controlling for other city characteristics, including 

industrial and educational composition, and when I look only at subsets of occupations 

used by particular industries. There is limited evidence that growth in new work 

employment is relatively faster in industrially specialized cities over the sample period, 

but the estimated magnitudes are weak relative to initial gaps in levels. Overall, the 

results suggest that fluctuations in new work employment across regions are driven more 

by persistent differences related to industrial structure across cities, rather than short-run 

effects related to the lifecycle of innovations.  

 Only recently have economists begun to examine detailed differences in 

occupational structure across cities. For example, Elvery (2006) compares similar 

establishments across U.S. metropolitan areas and finds that those in bigger cities use a 

more skill-intensive occupation mix that those in smaller cities. This finding that 

production technologies differ among similar firms across different types of cities is 

consistent with the findings here. 

 The chapter proceeds as follows. In the next section, I outline the “nursery cities” 

model, which is perhaps the best-available formal understanding of the relationship 

between innovation and metropolitan industrial structure. Section 3.4 describes a 
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methodology to test whether these new activities show a tendency to relocate to smaller, 

specialized cities over time. This is followed by results and a discussion of possible 

alternative explanations for persistent differences in occupational mix across cities. 

 

3.3 Framework 

The nursery cities model contains three main ingredients.
63

 First, there are 

economies of scale in particular production processes; unit costs diminish as more local 

firms use the same production process (firms are symmetric). Second, congestion costs 

rise as cities grow larger. Finally, there is a model of process innovation that requires new 

firms to experiment using (only) locally available processes. The first two assumptions 

are standard in the urban economics literature—this is essentially Marshallian input 

sharing, where the inputs are production activities that face increasing returns. The 

interaction between within-industry agglomeration economies and congestion costs 

encourages similar firms to cluster in industrially specialized cities, where they can take 

full advantage of economies of scale without enduring the crowding that the presence of 

other activities might cause. The novelty of the model, then, rests with the final 

ingredient of process innovation; this addition is what drives the coexistence of 

industrially diverse and specialized cities. 

Innovation takes the form of the birth of new firms. Initially, for these firms, their 

ideal production process is unknown. A firm can try to find its ideal production process 

                                                
63

 An earlier literature on the life cycle of products put forth a similar argument. In 

Vernon (1966), new products are developed in the North; as production techniques are 

perfected and standardized, they move to countries in the South with lower production 

costs.  
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by experimenting with any of the locally available processes. Once found, the firm can 

then begin mass production using its ideal process. This form of experimentation justifies 

the considerable congestion costs associated with locating in industrially diverse cities: 

by avoiding costly relocation, new firms are able to identify their ideal process for lower 

overall cost.  

The model allows for firm turnover, free labor mobility, and an endogenous 

number of cities. In steady-state equilibrium, industrially diverse and specialized cities 

coexist.
64

 Each new firm locates in industrially diverse cities while searching for their 

ideal process; once found, firms relocate mass production using this process to 

specialized cities. The model therefore assigns a central role to the relocation of process 

inputs over their lifecycle from big, industrially diverse cities to smaller specialized 

cities. After entrepreneurs figure out how to adapt new technologies to their firm-specific 

purposes, they should move these production activities to lower-cost, specialized cities.  

 If new activities are the result of entrepreneurs matching their firm to ideal 

industry production processes, then we should expect them to appear first in industrially 

diverse cities. In the nursery cities model, industrial diversity is important because it 

allows entrepreneurs to experiment with many different types of activities in one 

location. Later, as these processes mature, they should relocate to industrially specialized 

cities. In the next section, I propose a way to test this by observing the location of 

employment in particular occupations that emerged in the U.S. labor market in the 1990s 

between 1999 and 2005. 
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 Under the same conditions that guarantee the existence, stability, and uniqueness of a 

steady-state equilibrium; see the original paper. 
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3.4 Data and method 

 I use data from a number of sources, combining information on new work (i.e., 

new occupations collected from changes documented by the U.S. Census Bureau) with 

data on occupational employment from the Bureau of Labor Statistics (BLS). In addition, 

I use data on 1990 metropolitan area characteristics collected from the 1990 U.S. Census.  

New occupations can be thought of as representing new types of activities that 

have appeared in the labor market in response to technological change. In other words, 

they appear in the U.S. economy as workers and firms figure out how to adapt their 

activities to the appearance of new technologies. The decennial Census catalogs the 

various types of activities being performed in the U.S. at the survey date. Further, 

changes to this Census occupation classification system (OCS) form an important—if 

accidental—record of the changing nature of work in the U.S. over time. 

The detailed granularity of the comparison between the 1990 and 2000 OCS as 

well as the availability of Census documents describing various changes are important for 

this exercise. First, the atomistic unit of the OCS is the occupation title.
65

 A single title 

describes only a small number of jobs that use a similar set of techniques; each title’s 

small scope means that there are a lot of individual titles—in 2000, they number over 

30,000. This means that even small changes in labor market structure are likely to be 

picked up in a comparison of successive classification systems. In addition, because they 

are so detailed, titles are anchored to a similar set of activities and techniques in each 
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 This is technically measured at a 5-digit level, though the Dictionary of Occupation 

Titles, a separate publication from the BLS, uses 9 digits to describe a single title. 
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OCS. Second, though many of the changes between the 1990 and 2000 OCS reflect new 

occupations in the U.S. economy, some do merely represent simultaneous changes in 

Census methodology. Importantly, I have access to detailed Census records that 

document the sources of each change. This allows me to separate spurious changes to the 

classification system unrelated to new activities in the economy. 

My basic strategy for identifying new occupations entails comparing these lists of 

titles from two sequential Censuses—1990 and 2000. I perform a manual review, 

simultaneously consulting Census files, in order to identify new work. The resulting list 

of new titles, numbering over 800 (out of a base of about 30,000), represents new 

activities that have appeared during the 1990s in response to new technologies. A full 

account of this process can be found in Lin (2006). A couple points are worth 

emphasizing here. First, this is simply a list of new occupation titles, and that list is based 

on sometimes-subjective judgments about the ultimate source of why the OCS was 

revised. For this reason, I use a number of alternative procedures to identify new 

occupation titles.
66

 Second, these new occupations emerged from a relatively distinct 

period in time—the 1990s—and therefore represent a distinct “vintage” of new work in 

the U.S. economy. It is important to keep in mind that the analysis that follows considers 

a stable class of occupations that appeared over this one time frame, rather than the new 

waves of occupations that appear over time. 

The main data source for this project is the public-use version of the Occupation 

Employment Statistics (OES), produced by the BLS. The OES contains employment and 
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 The results of these alternative procedures can be found at my web site 

(http://econ.ucsd.edu/~jelin/).  
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wage estimates for occupations, industries, and metropolitan areas, based on an 

establishment-level survey. Details about the survey can be found in Elvery (2006). A 

mail survey is sent to approximately 200,000 private non-farm establishments in the U.S. 

in each survey wave. Establishments are asked to report the number of full-time 

equivalent employees for each occupation category and income range. In order to 

increase, response rates, data collection is rotated so a single establishment is surveyed 

only once every three years. 

I use survey waves from 1999 through May 2005, the latest date available. There 

was one wave per year in 1999-2002 and two waves each year from May 2003 to May 

2005, for a total of 9 samples. Unfortunately, OES samples before 1999 used occupation 

codes based on the 1980 Standard Occupation Classification (SOC), and are therefore not 

useful in using the new occupations collected from comparison of classification systems 

from 1990 and 2000.  

The basic unit of analysis available in the public-use file is the metropolitan area-

occupation category cell. For each metro-occupation cell, the OES records total 

employment and information about the wage distribution within each cell (i.e., the 

median and quartiles). One benefit of this data set is that information on employment and 

wages is available at a fine degree of occupational detail; however, the resulting 

drawback is that information on industries is censored. To have some reasonable controls 

for different patterns of sector specialization across cities, I use aggregate statistics on 

industrial composition of the metropolitan areas in the sample, drawn from Census 2000. 

I also use data on wages and employment for occupation-industry cells at the national 

level for some of the exercises explained in the next section. 
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Both the Census Bureau and the OES use a similar occupation system.
67

 A further 

advantage of using the OES is that much information on new occupations is preserved—I 

can observe employment at a similar 5-digit level used to identify the new occupation 

titles in the first stage of the project. Due to small differences in the occupational codes, 

there is some compression from the detail used in identifying new work to the actual OES 

data. However, both the Census and OES are based on the same underlying occupation 

system. Therefore, the amount of information loss is minimal. In contrast, in a previous 

paper (Lin 2006), the lack of occupational detail in public-use Census microdata required 

collapsing information on new occupations from 5-digit codes to 3-digit codes—

compressing 30,000+ occupation titles to about 500 occupation codes.  

Having identified the occupation categories of interest—specifically, those new in 

the 2000 OCS—I calculate employment and employment growth for these metropolitan-

occupation cells. I then collapse the underlying data to obtain overall employment in new 

work (regardless of specific occupation) for each of the 319 metropolitan areas observed 

over the six-year, 9-wave sample. Therefore, I obtain (319 x 9 =) 2,871 observations on 

new work employment levels, (319 x 8 =) 2,552 observations on period-to-period 

changes in new work employment, and 319 observations on six-year (1999-2005) 

changes in new work employment. In addition, I can also calculate new work 

employment across metros in particular occupations: for example, those related to 

network technologies, or those used intensively in manufacturing industries. I discuss 

these extensions in the next section. It is important to note that these employment data are 

for new work identified by comparing the 1990 and 2000 OCS—in other words, new 

                                                
67

 The common base is the Standard Occupation Classification (SOC) of 1998. 
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occupations of one particular vintage. The occupation cells used thus do not vary across 

waves. 

The discussion in the previous section suggests that new work first appears in 

industrially diverse cities, but that, over time, these activities should relocate to 

industrially specialized cities, as they are no longer so new. In order to test this 

prediction, I estimate the effect of initial industrial diversity on growth in new-work 

employment across metropolitan areas (indexed by j): 

! 

ln
N j ,t+1

N j ,t

=" + #Diversity j + $t + X j% t + & j ,t      (3-1) 

Here, the dependent variable is the log change in new work employment from period t to 

t+1. The main explanatory variable is initial metropolitan industrial diversity, measured 

as the inverse Herfindahl index of employment across 2-digit NAICS industries, 

measured in 1990 and collected from the U.S. Census. This variable is 1 if all metro 

employment is concentrated in a single industry, and increases as employment is spread 

more evenly across sectors. In addition, I control separately for period effects ("t) and 

other metropolitan characteristics (Xj). (I allow for these effects to vary by period, when I 

am using year-to-year changes as the dependent variable.) These characteristics include 

controls for industrial structure (metro employment shares in manufacturing, services), 

educational attainment (metro employment shares with college degrees, some college, 

and high school degrees), and city size.  

 In the next section, I also discuss an alternative specification that includes 

variation in the vintage of new occupations, that is, the time period in which these new 
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occupations first emerged in the U.S. economy. This allows me to estimate the following 

regression to predict new work employment growth: 

 

! 

ln
Noj ,t+1

Noj ,t

=" + #
1
Diversity j + #

2
Ageo + #

3
Diversity jAgeo + X j$ + %oj ,t  (3-2) 

Here, o indexes three vintages of occupations: those that I identify as emerging in the 

1960s, 1970s, and 1990s. I interpret estimates of #3, the coefficient on the interaction 

term, is meant to pick up new work employment growth across cities depending on the 

age of a particular activity.  

 Following the nursery cities model, I expect to see significant growth in new work 

employment in industrially specialized cities once new occupations are no longer new, 

even when controlling for other factors affecting the location of new work. The next 

section describes the results of these estimations, following a description of the data and 

levels of new work employment across cities. 

 

3.5 Empirical results 

3.5.1  Main results 

 On average, metropolitan areas that are more industrially diverse also use new 

work more intensively. This result is summarized in Figure 3-1. I chart employment share 

in new work for three categories of cities based on their initial levels (measured in 1990) 

of industrial diversity. I use new work employment share here instead of absolute 

employment in new work in order to clean out differences due to population size. In 

addition, I measure industrial diversity using an inverse Herfindahl index of employment 

across 2-digit NAICS sectors in 2000. I classify metropolitan areas below the 50
th
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percentile in this measure to be of low industrial diversity; metros below the 90
th

 

percentile are in the medium category, and the remaining metropolitan areas are in the 

high industrial diversity category. The results that follow are robust to changes in this 

classification scheme. 

 The main result is that, throughout the sample period, there remains a sizable gap 

in the intensity of new work used between the most industrially cities and more 

industrially specialized cities. For the most industrially diverse cities, new work 

employment share hovers between 5 and 5.5%, whereas metro areas with below-median 

industrial diversity have average new work employment shares of about 3.5% over the 

sample period. 

For an alternative look at the data, I chart new work employment share against 

initial industrial diversity for each of the metropolitan areas in 2000 and 2005 (see 

Figures 3-11 and 3-12). The position of cities is remarkably stable. (Note that city names 

near the fitted line are omitted for clarity.) In Figures 3-14, 3-15, and 3-16, I include 

maps from 2000, 2004, and 2005 that show new work intensity by metropolitan area for 

2000, 2004, and 2005. Cities are shaded according to quintiles; light gray represents the 

lowest quintile and black represents the highest quintile new-work cities. Most of the 

high quintile cities in 2000 remain high quintile cities in 2005; there is no marked 

evidence of geographic diffusion over time in new work. 

 This pattern seems relatively stable. Figure 3-2 charts period-to-period changes in 

log new work employment over time for the three categories of cities. For each survey 

wave, I have standardized changes in log new work employment so that the average 

change over metropolitan areas has mean zero and standard deviation 1. Except for the 
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earliest periods (1999-2001), there is no systematic difference in new work employment 

growth across industrially diverse and industrially specialized cities. After 2001, the 

observed pattern is consistent with parallel growth in new work employment across 

cities. Only in the first two periods is there any evidence that new work employment 

growth is higher in industrially specialized cities. However, as evidenced in Figure 3-1, 

these relative differences are small relative to the initial gaps in employment levels.
68

 

 These differences in new work intensity persist even when controlling for a 

variety of initial metropolitan characteristics. In Table 3-1, I regress the log share of total 

metropolitan area employment in new work employment against industrial diversity and 

other covariates. I pool the 9 waves and include period effects. As seen in column 1, the 

estimated coefficient on industrial diversity is positive and significant. This estimate is 

sizably reduced when I control for other metropolitan characteristics in columns 2 and 3. 

I control separately for the share of metropolitan residents with college degrees, some 

college, and high school diplomas (the share of dropouts is the omitted category); I also 

control for city employment shares in the manufacturing and service sectors. Column 3 

allows for the estimated effects of these city characteristics to vary by period. However, 

even when controlling for other city characteristics, the coefficient estimate on initial 

industrial diversity is still significantly different from zero. (The coefficient estimates 

from columns 2 and 3 are also consistent with results using worker-level data in Lin 

(2006)). The gap in new work employment levels across cities with different levels of 
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 I do not believe that these results are driven by the relatively short 6-year sample 

period; see section 3.5.2 for discussion using new work from earlier periods. 
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initial industrial diversity persists, even in regressions controlling for other regional 

characteristics. 

 Results from estimating equation (1) show no systematic tendency for new work 

employment to grow more quickly in industrially specialized cities. In Panel A of Table 

3-2, I regress change in log new work employment over 1999-2005 against industrial 

diversity, initial log new work employment in 1999, and other region characteristics. The 

estimated coefficient on industrial diversity is small and not very economically 

meaningful: a 1-standard-deviation increase in initial industrial diversity is associated 

with about 5 percentage points of faster new work employment growth over the six-year 

period. When controlling for other region characteristics (aggregate education and sector 

shares), this estimate is not significantly different from zero. 

 The first 3 columns of Panel B of Table 3-2 repeat the analysis, using period-to-

period changes in log new work employment as the dependent variable. The estimated 

coefficient on initial industrial diversity remains statistically indistinguishable from zero. 

The negative point estimate is most likely picking up the small differences in relative new 

work employment growth across cities before 2001, seen in Figure 3-2.  

 In summary, over the sample period, there is not very much evidence suggesting 

that new work relocates from industrially diverse cities to industrially specialized cities, 

once new techniques are discovered and mature over time. We might expect such 

relocations in the nursery cities model, where industrial diversity helps entrepreneurs to 

experiment with many different techniques in one location. Instead, the use of new work 

seems to be a persistent source of difference across cities over time. This suggests that 

industrial diversity may be important for regional innovativeness in other ways. The 
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remainder of this section is devoted to evaluating alternative hypotheses that may be 

driving the continued presence of new work in diversified cities.  

 

3.5.2  Timing and measurement 

 The first alternative possibility I consider is that the timeframe of the sample or 

measurement of new work may be driving the main results.  

 The new occupations I identify in Section 3.4 could have first appeared in the 

U.S. economy at any point between the late 1980s and 1999, when the Census conducted 

the final review of the occupation classification system for Census 2000.
69

 In essence, I 

have combined a large range of “vintages” of new occupations. Continued high levels of 

new work employment in the most industrially diverse cities may actually indicate the 

appearance of further waves of new occupations, even if a single activity or technique has 

relocated to more specialized cities. Luckily, I am able to distinguish vintages of 

occupations within the larger class of new occupations. Detailed Census documentation 

contains information on whether each new occupation was identified over the course of 

the 1990s (that is, between 1990 and 1999), or whether it was identified in the final run-

up to Census 2000 (that is, during the 1999 review and later). The post-1999 occupations 

may be a newer vintage than the bulk of those new occupations described in Section 3.4 

and depicted in Figure 3-1.  

 For only these post-1999 new occupations, I chart average new work employment 

shares across the three classes of metropolitan areas in Figure 3-3. These “newer” 

occupations constitute a much smaller share of the overall workforce—about 1%. 
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However, the pattern of new work intensity persists even when we look at these newest 

occupations. In the nursery cities model, diversity should have the strongest positive 

effect on employment growth for new vintages of new work. Thus, a reliance on decade-

to-decade changes in identifying new work does not appear to be driving the gap in new 

work intensity across cities. 

 If we take the post-1999 new occupations to be the “newest” of occupations, then 

this result may rule out another plausible explanation. It could be that all the dynamic 

changes to the location of new work take place between 1990 and 1999—in effect, by the 

time we can observe occupational employment in the OES, we may already have 

achieved steady state employment across metropolitan areas. In this case, I am missing 

both the initial burst of new work in industrially diverse cities and the diffusion of new 

work to more specialized cities. However, it seems less likely that this would be true in 

the case of the post-1999 new occupations, which, plausibly, more recently appeared. 

 A second hypothesis is that the six-year sample period is too short in order to 

identify any meaningful relocations of these activities from industrially diverse cities to 

more specialized cities. To test this hypothesis, I consider new occupations gathered from 

historical comparisons of occupation classification systems. In Lin (2006), I gathered 

information on new occupations in the 1970 and 1980 Census, using 1960-1970 and 

1970-1980 changes in classification.
70

 I crosswalk these new occupations that emerged in 

the 1960s and 1970s to the current (1998 SOC) classification using a series of Census 

technical papers, described in the appendix of Lin (2006). There is more measurement 
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 The 3-digit occupation codes were not revised between the 1980 and 1990 Census, 

preventing me from identifying new work in the 1980s. 
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error here because the method of identifying new occupations relies on revisions to 3-

digit occupation codes rather than the 5-digit codes used in the 1990-2000 transition. In 

addition, matching new occupations from 1970 and 1980 to the most recent classification 

allows for more measurement error. Nevertheless, the pattern remains striking. In Figure 

3-4, I chart new work employment share for the three classes of cities (based on 1960 

industrial diversity) for new occupations first identified in the 1970 Census (that is, new 

occupations that emerged in the 1960s). Even for occupations 30 or 40 years since they 

first emerged in the U.S. economy, they are used more intensively in cities that are more 

industrially diverse. A similar pattern holds true using new occupations identified for the 

1980 Census. The sample period may be short, but it seems that more industrially diverse 

cities persistently use a newer mix of activities and techniques.  

 To verify this pattern, I estimate equation (2) using pooled information on new 

work employment for three vintages of new occupations: those that emerged in the 

1960s, 1970s, and 1990s. The results of this estimation can be found in Table 3-3. 

Differences in measuring new work across decades may cause differences in the 

dependent variable (change in log new work employment over 1999-2005). These 

measurement differences will also be related to the measured age of the new occupation 

categories—for which I assign birthdates of 1965, 1975, and 1995. Unfortunately, I 

cannot absorb occupation cohort effects without absorbing estimates of main occupation 

age. Therefore, I standardize the dependent variable within each time period to have 

mean zero and standard deviation 1, across cities. 

 The results in Table 3-3 echo the larger pattern of a weak relationship between 

initial industrial diversity and growth in new work employment. Older occupations 
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experience slower employment growth, but point estimates for coefficients on metro 

industrial diversity and the interaction effect are small and not statistically significant. 

The results are not different whether I use 1990 industrial diversity (columns 1 and 2) or 

1960 industrial diversity (columns 3 and 4). The stability of these relationships suggests 

that these differences across cities in industrial structure and new work use are strongly 

persistent over time. 

 A final argument that I consider is that the identification of new work is in itself 

flawed in some way. I isolate occupation categories that clearly emerged in a specific 

time period. From the 2000 Census, I take only new occupations related to networking 

and the Internet—these occupations are clearly the result of adaptations to innovations 

from the 1990s. From the 1970 Census, I take only new occupations related to computer 

programming—occupations related to innovations in computing in the 1950s and 1960s. 

The time series of employment shares across cities for just these occupations are in 

Figures 3-5 and 3-6. The pattern of persistent difference in new work intensity across 

cities is clear from both these figures. 

 

3.5.3  Industrial structure and city-specific shocks 

 A further explanation for the pattern of the main results is simply that city-

specific shocks, based on cities’ industrial structure, drives the use of new work in 

industrially diverse cities. If new work employment is heavily on industries (for example, 

on the information sector) that are over-represented in diversified cities, then positive 

shocks to these industries could generate the pattern of new work use in industrially 

diverse cities. 
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 In order to evaluate this possibility, I include an index in regression that attempts 

to capture idiosyncratic shocks to labor demand in cities, based on their initial industrial 

structure. This is based on the Blanchard-Katz (1992) labor demand shock index, which 

is a weighted average of industry employment growth, where the weights are metro-

specific industry employment shares. 

! 

ˆ " j = # jk"k

k

$          (3-3) 

Here, $j, is the predicted growth in employment for metropolitan area j, based on 2000 

employment shares % of industries k in j, and the change in log employment $k in industry 

k between 2002 and 2005. (I use these dates because the OES switched from SIC to 

NAICS in 2002, preventing consistent industry employment measures over a longer time 

period. Sectoral employment is measured based on 2-digit NAICS sectors.) By including 

this index in regression, I hope to determine if city-specific shocks due to industrial 

composition are responsible for driving new work use to large, diversified cities. 

 Table 3-4 contains coefficient estimates for regressions including the Blanchard-

Katz index. The magnitude of the estimates are not directly comparable to Tables 3-1 and 

3-2 because of the difference in sample period considered; here I am considering only log 

new work employment growth from 2002 to 2005, to match the time frame for the 

calculated index. The estimated relationship between industrial diversity and log new 

work growth remains statistically insignificant for this period; importantly, including the 

labor demand shock index doesn’t appreciably affect the coefficient estimate on 

industrial diversity.  
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 In sum, the presence of new work in the most industrially diverse cities doesn’t 

seem to be driven by particular industries. This is consistent with evidence in Lin (2006); 

only about one-third of total new work employment in 2000 was in the information 

sector. 

 

3.5.4  Traded new work 

 I also investigate whether the observed agglomeration pattern of new work may 

be driven in part by the tradability of occupations. It could be that new work is biased 

towards the production of non-traded services. In that case, the concentration of new 

work in industrially diverse cities would appear to be driven by perhaps a larger potential 

market for non-traded goods and services. An intriguing alternative is that innovation is 

biased towards the production of certain (traded) service inputs that are demanded by a 

variety of industries. The observed concentration of new work in industrially diverse 

cities, then, may be an outcome of this bias combined with scale economies in the 

provision of new work services. 

 At a first pass, I examine employment in new occupations that are concentrated in 

manufacturing industries. Using the national OES data, which contains occupation by 

industry employment totals, I select only those new occupations that have a majority 

(50%) of their employment in a manufacturing industry. Using only these manufacturing-

centric new occupations, I calculate new work employment in metropolitan areas. Figures 

3-7 and 3-8 chart the level and relative changes in new work employment, respectively. 

The pattern from Figures 3-7 and 3-8 closely mirrors the pattern found earlier for all new 
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work; new work closely tied to a traded sector (manufacturing) exhibits the same 

agglomeration as overall new work.  

 The second strategy I use is to isolate new occupations classified as “tradable” by 

Jensen and Kletzer (2005). They use the observed agglomeration patterns of industries 

and occupations to determine whether a sector or activity is tradable. In addition, they 

clean out demand-driven agglomeration by analyzing input-output tables for each sector. 

Therefore, an occupation or industry is tradable in the Jensen-Kletzer sense only if it 

exhibits excess geographic concentration over the agglomeration pattern of its customer 

industries.  

 In Figures 3-9 and 3-10, I chart the level of new work employment in tradable 

industries and occupations, respectively. The gap in new work intensity between 

industrially diverse cities and more specialized cities is readily apparent, and consistent 

with the main results. What this suggests is that the gap in new work intensity is not only 

driven by factors related to non-traded goods and services. Instead, it seems likely that 

there are increasing returns to concentration of these new production activities, and that 

many of these new occupations produce services that are traded.  

 

3.6  Conclusions 

 Not only do diversified cities seem to foster innovation, but there also seem to be 

persistent differences in how diversified cities use the newest technologies. Over time, 

the employment share in new work is always bigger in cities that are more industrially 

diverse. This is somewhat mitigated by small relative gains in new work employment in 

smaller, more specialized cities. However, based on the size of the differences in levels 
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and long-term evidence, there is a systematic gap in the use of new work across 

metropolitan areas. These gaps imply that the types of activities differ across cities, even 

when controlling for sectoral composition—in other words, what services and goods 

different types of cities produce. Why do new activities seem to concentrate in 

industrially diverse cities, and why is this feature persistent? A process life-cycle story as 

motivated by the nursery cities model may not provide the best answer. Instead, the 

evidence presented in this paper suggests that firms in industrially diverse cities choose to 

use more new work because these cities use fundamentally different production 

processes.  

 This result may be related to the increasing concentration of management- or 

engineering-related occupations in industrially diverse cities, as documented by Duranton 

& Puga (2005). If innovation is biased towards these sorts of functions, then new work 

will of course appear first in the most industrially diverse cities. In addition, these new 

occupations will be limited in their transferability towards more specialized cities, where 

activities may be more production-oriented. This source of difference across cities is not 

available in the original nursery cities model, and may point to why new work does not 

appear to relocate from diversified cities to specialized ones. 

 Why is industrial diversity important for regional innovativeness? Differences in 

the ability of regions to attract new work do not seem to be driven by the experimentation 

argument put forth by the nursery cities model. Sector specialization patterns seem also 

unlikely to drive the overall agglomeration pattern of new work. Instead, industrial 

diversity and new work intensity seems to be a persistent source of difference across 

various cities. This could reflect immediate agglomeration economies related to sharing 
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new-work inputs across a variety of industries (albeit within similar management 

functions). Alternatively, both of these features could be the outcome of long-run 

concentrations of high levels of general human capital. Low-cost access to general forms 

of human capital could encourage the agglomeration of headquarters activities from a 

variety of industries; in turn, this could encourage new work concentration in these very 

locations. In future work, I hope to further address these explanations. 

 Finally, the main message of this paper is about the separation of production 

activities across cities. Big, industrially diverse cities appear to be using the most recent, 

cutting-edge techniques, and more of them. These might be described as “superstar 

cities” (Gyourko, Mayer, and Sinai 2006). A further goal of future research might be to 

investigate the relationship between this feature of cities and larger general equilibrium 

effects. This separation of activities almost certainly has implications for housing costs, 

location choice, and skill composition within cities. 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-1: Share in post-1990 new work employment, 1990-2005, average across metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-2: Change in post-1990 new work employment, 1999-2005, average across 

metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-3: Share in post-1999 new work employment, 1999-2005, average across metros 

 

 



 

  

158 

 
 

Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-4: Share in post-1960 new work employment, 1999-2005, average across metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-5: Share in post-1990 network-related new work employment, 1999-2005, 

average across metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-6: Share in post-1960 programming-related new work employment, average 

across metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-7: Share in manufacturing new work employment, 1999-2005, average across 

metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-8: Share in manufacturing new work employment, 1999-2005, average across 

metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-9: Share in new work employment in Kletzer-Jensen NAICS-defined tradables, 

1999-2005, average across metros 
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Notes: Author’s calculations based on OES public-use data. Herfindahl index of metro employment shares 

across 2-digit NAICS sectors using 1990 Census data. Cutoffs are 50
th

 and 90
th

 percentiles. 

 

Figure 3-10: Share in new work employment in Kletzer-Jensen SOC-defined tradables, 

1999-2005, average across metros 
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Notes: Author’s calculations based on OES public-use data. Industrial diversity calculated as inverse 

Herfindahl index of metro employment shares across 2-digit NAICS sectors using 1990 Census data. This 

is then standardized to have mean zero and standard deviation 1. Some metro areas not labeled for clarity. 

Fitted line is regression of new work employment share against initial industrial diversity. 

 

Figure 3-11: New work employment share, 2000, and initial industrial diversity, 1990 
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Notes: Author’s calculations based on OES public-use data. Industrial diversity calculated as inverse 

Herfindahl index of metro employment shares across 2-digit NAICS sectors using 1990 Census data. This 

is then standardized to have mean zero and standard deviation 1. Some metro areas not labeled for clarity. 

Fitted line is regression of new work employment share against initial industrial diversity. 

 

Figure 3-12: New work employment share, 2005, and initial industrial diversity, 1990 

 



 

  

167 

 
 

Notes: New work employment as share of total metropolitan area employment; OES data; private, nonfarm 

establishments only. Quintiles, Light gray = Lowest quintile, Black = Highest quintile  

 

Figure 3-13: New work employment shares across U.S. metropolitan areas, 2000 

 
 

Notes: New work employment as share of total metropolitan area employment; OES data; private, nonfarm 

establishments only. Quintiles, Light gray = Lowest quintile, Black = Highest quintile  

 

Figure 3-14: New work employment shares across U.S. metropolitan areas, 2004 
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Notes: New work employment as share of total metropolitan area employment; OES data; private, nonfarm 

establishments only. Quintiles, Light gray = Lowest quintile, Black = Highest quintile  

 

Figure 3-15: New work employment shares across U.S. metropolitan areas, 2005 

 

 



 

  

169 

Table 3-1: Metropolitan industrial diversity and the level of post-1990 new work 

employment, 1999-2005 

 

  (1)  (2)  (3)  

        

Industrial diversity  0.115  0.024  0.032  

 (main effect)  (0.014) ** (0.013) † (0.018) † 

        

Period effects  X  X  X  

        

Region characteristics  -  X  X  

        

Region-period  -  -  X  

  interactions        

R-squared  0.21  0.73  0.73  

 

 

Notes: DV = Log share of total metropolitan area employment in new work. Data is from OES 1999-2005. 

Robust clustered standard errors in parentheses. † - Significant at 90% level; ** - 99% level. Industrial 

diversity is measured in 1990 as inverse Herfindahl index of employment over 2-digit NAICS sectors. For 

explanation of other controls, see text. Sample contains 319 metropolitan areas over 9 periods = 2,871 

observations. 
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Table 3-2: Metropolitan industrial diversity and change in the level of post-1990 new 

work employment, 1999-2005 

 
Panel A.           

 

  (1)  (2)       

           

Industrial diversity  0.058  0.034       

  (0.021) ** (0.025)       

           

Initial log new work  -0.120  -0.164       

 employment  (0.012) ** (0.019) **      

           

Other region 

characteristics  -  X       

           

R-squared  0.25  0.26       

           

Panel B.           

 

  (1)  (2)  (3)  (4)  (5) 

        Post-'99  Mfg. 

           

Industrial diversity  -0.746  -0.279  -0.333  0.271  0.645 

 (main effect)  (0.933)  (1.028)  (1.037)  (0.968)  (1.083) 

           

Period effects  X  X  X  X  X 

           

Region characteristics  -  X  X  X  X 

           

Region-period  -  -  X  X  X 

  interactions           

R-squared  0.05  0.05  0.07  0.09  0.07 

 

 
Notes: In Panel A, DV = Log change in total metropolitan area employment in new work, 1999-2005. In 

Panel B, DV = 1-period log change (x100) in total metropolitan area employment in new work. Data is 

from OES 1999-2005. Robust clustered standard errors in parentheses. † - Significant at 90% level; * - 

95%; ** - 99%. Industrial diversity is measured in 1990 as inverse Herfindahl index of employment over 2-

digit NAICS sectors. For explanation of other controls, see text. Panel A sample contains 319 metropolitan 

areas. Panel B sample contains 319 metropolitan areas over 8 periods = 2,552 observations. 
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Table 3-3: Metropolitan industrial diversity and change in the level of various vintages of 

new work employment, 1999-2005 

 

  Using 1990 ind. div.  Using 1960 ind. div.  

  (1)  (2)  (3)  (4)  

          

Industrial diversity -0.062  -0.027  -0.104  -0.058  

  (0.069)  (0.069)  (0.070)  (0.071)  

          

Years since new  -0.027  -0.026  -0.026  -0.025  

occupation identified  (0.005) ** (0.005) ** (0.005) ** (0.005) ** 

          

Ind. diversity X  0.001  0.001  0.003  0.003  

 occupation age  (0.002)  (0.002)  (0.002)  (0.002)  

          

Region characteristics -  X  -  X  

          

R-squared  0.04  0.07  0.04  0.08  

 

 
Notes: DV = (Standardized) log change in total metropolitan area new work employment 1999-2005. Data 

is from OES 1999-2005. These regressions pool new work employment estimates for 3 different vintages 

of new work, from the 1960s, 1970s, and 1990s. Robust clustered standard errors in parentheses. † - 

Significant at 90% level; * - 95%; ** - 99%. Industrial diversity is measured in 1990 (or 1960) as inverse 

Herfindahl index of employment over 2-digit industries. For explanation of other controls, see text. Sample 

contains observations on 319 metropolitan areas. 
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Table 3-4: Metropolitan industrial diversity, predicted growth in new work, and change in 

the level of post-1990 new work employment, 2002-2005 

 

 (1)  (2)  (3) 

      

      

Industrial diversity 0.56  0.52  0.72 

 (1.70)  (1.96)  (1.89) 

      

Region characteristics -  X  X 

      

Predicted new work growth -  -  1.22 

 (B-K index)     (2.90) 

      

R-squared 0.02  0.06  0.07 

 

 
Notes: DV = Log change (x100) in total metropolitan area employment in new work, 2002-2005. Data is 

from OES 1999-2005. Robust clustered standard errors in parentheses. † - Significant at 90% level; * - 

95%; ** - 99%. Industrial diversity is measured in 1990 as inverse Herfindahl index of employment over 2-

digit NAICS sectors. For explanation of other controls, see text. Sample contains observations on 319 

metropolitan areas. Predicted new work growth is weighted average of national new work growth by sector, 

where weights are metro-specific sector shares. 



 

  

173 

3.A References 

Blanchard, O. J., L. F. Katz, R. E. Hall, and B. Eichengreen (1992). “Regional 

Evolutions.” Brookings Papers on Economic Activity 1992 (1), 1-75. 

Duranton, G. and D. Puga (2001). “Nursery Cities: Urban Diversity, Process Innovation, 

and the Life-Cycle of Products.” American Economic Review 91 (5), 1454-1477. 

––––– (2005). “From sectoral to functional urban specialization.” Journal of Urban 

Economics 57, 343-370. 

 

Elvery, J. (2006) “City Size and Skill Intensity,” Manuscript, Bureau of Labor Statistics, 

Washington. October. 

 

Feldman, M. P. and D. B. Audretsch (1999). “Innovation in Cities: Science-based 

Diversity, Specialization and Localized Competition.” European Economic 

Review 43, 409-429. 

Gyourko, J., C. Mayer, and T. Sinai (2006). “Superstar Cities.” NBER working paper 

12355.  

 

Jacobs, J. (1969) The Economy of Cities. New York: Random House.  

 

Jensen, J. B. and L. G. Kletzer (2005). “Tradable Services: Understanding the Scope and 

Impact of Services Offshoring.” In L. Brainard and S.M. Collins, eds., Brookings 

Trade Forum 2005. http://www.brookings.edu/es/commentary/journals/ 

tradeforum/agenda2005.htm 

 

Lin, J. (2006). “Innovation, Cities, and New Work.” Manuscript, UCSD, San Diego. 

November.  

Vernon, R. (1966). “International investment and international trade in the product 

cycle.” Quarterly Journal of Economics 80, 190-207. 

 




