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1. Introduction 

During the last few years several vector computers for large scale scientific 

computations have been introduced like the CRAY l-S and the CDC CYBER 205. 

More recently Japanese computers like the Fujitsu VP-200 or the Hitachi S-810 

have come up on the market. Some comparisons have been made between all 

these computers by different authors with several benchmarks. Roughly speak

ing it seems that all these machines achieved almost the same Mfiops (millions 

of fioating point operations per second) rate, although there could be some 

differences depending upon which benchmark you are running. 

With a few years of experience behind us, it becomes clear now that as we 

need more computer power we must rely on a multi-processor , machine. 

Recently the CRAY X-MP / 2 was introduced, which is a machine with 2 tightly cou

pled processors. One can say that the CRAY X-MP / 2 is the first commercially 

available multi-processor supercomputer. This kind of new computer raises a 

new challenge for the numerical analyst, namely how to decompose algorithms 

to have them running in parallel on the 2 (or more) processors. Some algo

rithms, such as particle (Monte Carlo) methods, offer in a natural way a great 

amount of parallelism. 

In this paper, we are concerned with the preconditioned conjugate gradient 

method for solving systems of linear equations. This algorithm, although it can 

be easily vectorized. does not have a natural parallel structure. and this will lead 

us to very small granularity problems. This issue was first raised by Chen, 

Dongarra. and Hsiung [2]. The contents of the paper are the following: 

First we briefiy recall the hardware and software features of the CRAY X-MP 

showing how to use the 2 processors. 

In the 2nd section we present the conjugate gradient method we chose for 

the experiments and how to modify it to get a more parallel method. 
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Next we show some previous numerical experiments with i-processor and 

comparisons with the CRAY 1-S. 

Section 5 gives the results of the experiment with the 2-processor machine . 

In section 6 some other ways to use the conjugate gradient method on a 

multi-processor machine are given. 

Some (possible) conclusions on the use of the CRAY X-MP / 2 will close this 

paper. 

It must be clear at the outset that we are not claiming the methods we used 

or proposed are the best ones for this particular computer (and actually we 

think they are not). This paper is just intended to be an approach of what we 

will have to do in the near future to use this new kind of computer and demon-

strate the power of the CRAY X-MP / 2. 

2. Brief survey of the CRAY X-JlP /2 

The CRAY X-MP / 2 is a computer with two tightly coupled processors. The 

two CPUs are physically located in the same mainframe chassis which is of the 

same size as the one for the CRAY-l. The two processors are similar and have a 

CRAY-1 like architecture, that is to say, the same number of scalar and vector 

registers and of functional units. The clock period (CP) is 9.5 ns (9.5X 10-9s) 

instead of 12.5 ns for a CRAY-1. 

, 

The memory with ECL technology 1S shared by the two processors. The 

machine we used (May 1984) had a 4-million word memory in 16 banks. Each 

word has a 64-bit length. The two CPUs communicate through the memory and 

through shared registers and semaphore registers. A semaphore register can 

have only two values 0 and 1. In addition to a faster CP time and having two pro-

cessors, there are a number of new features which make a CRAY X-MP differ 

". 
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from a CRAY-l. The most important is the access to the memory. Although the 

CRAY l-S is a powerful vector computer the Mfiops rates are often bounded 

because there is only one access from registers to memory; this path cannot be 

used simultaneously to read and write, and, moreover, chaining i.s not permitted 

between fioating point operations and writes. Hence a simple operation like the 

sum of two vectors 

ends up in 

read v 1 

vl+v2 4 vO 

read v2 
vl+v24vO 

write vO 

This leads to a rate of 25 Mfiops. So often one has to rely on assembly language 

coding to avoid reading and writing intermediate results to or from memory. 

The trick to obtain good performances is to use the vector registers as a cache 

memory. The main drawback has been eliminated from the X-MP. Each CPU has 

four access paths to memory, two for read, one for write, and one for I/O. So 

now the previous vector operation can be done as follows 

read v 1 
read v2 
vl+v2 4 vO 

write vO 

This gives a rate around 70 or 80 Mfiops. Hence on this operation a one CPU X-

MP is three times faster than the l-S despite the fact that the CP ratio is only 

1.33. However, this can result in new problems because now we can have 

memory bank conflicts when we read v 1 and v 2, and unfortunately this often 

happens in practice. There can even be memory conflicts with the other CPU. 

Another important part is the chaining between operations . On the CRAY X-MP 
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you can have partial chaining which is considerably more flexible than the fixed 

chaining on the CRAY-1 which can only occur at chain slot time. Therefore. even 

a 1-CPU X-MP (if this name has any sense) is a more powerful computer than the 

CRAY l -S. 

The question now is how could we use the two CPUs simultaneously? The 

standard way that CRAY offers. at this time. to express the parallelism is 

through a multitasking library that we can call from Fortran. As the CRAY 

manuals may not be readily available to everyone. let us describe the features of 

the library. The algorithm at hand has to be cut into pieces called "tasks" that 

can run simultaneously. A task must be defined as a subroutine. which is 

started running by calling a library routine called TSKSTART. If. for example. we 

want to start a task whose name is TASK we should say 

EXTERNAL TASK 
CALL TSKSTART(ITASKARRAY.TASK[.parameters]) 

ITASKARRAY is a two-word array which is used by the system to identify the task; 

parameters are the parameters (if any) that we have to give to the subroutine 

TASK. The program which issues the call continues its job without waiting for 

the end of TASK. However. for synchronization purposes one can wait for the 

completion of a task by doing 

CALL TSKWAIT (ITASKARRAY) 

As the memory is a shared resource. it can happen that the two CPUs need 

to read or write the same memory location at the same time. A way to prevent 

this is to define in the code what is called a critical section: that is. a piece of 

code which modifies a memory location that can be accessed simultaneously by 

another task. This is implemented with locks. A lock must be given a name 

through 
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CALL LOCKASGN (NLOCK) 

A lock has two states: ON and OFF. It is put on by 

CALL LOCKON (NLOCK) 

and off by 

CALL LOCKOFF (NLOCK) 

If you issue a LOCKON and the lock is already on. you wait until another task 

puts the lock off. (If a task is waiting. it is not implied that a physical CPU is 

waiting.) Thus you define a Gritical section by putting a LOCKON at the beginning 

and a LOCKOFF at the end. and you do the same in all tasks that could modify 

the same variables. A lock can also be used to make a CPU wait. If the two CPUs 

are waiting on the same lock and nobody can lock them off. we are in a situation 

which is called deadlock. This is detected by the system and the job is aborted. 

A way lo synchronize different lasks is to use events. Events musl be given 

a name by 

CALL EV ASGN (NEVENT) 

An event has two stales posted or cleared. An evenl is posted by 

CALL EVPOST (NEVENT) 

and cleared by 

CALL EVCLEAR (NEVENT) 

You can wait for an event by 

CALL EVW AIT (NEVENT) 
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If the event is already posted you go ahead without waiting; if the event is 

cleared you wait until some task posts it. The names of the events, locks, and 

task identifiers must be in COMMON. One should also say that a variable can be 

local or global to a task. A variable in COMMON is global to all tasks that share 

this COMMON. 

The way all these features are implemented implies that there is some over

head associated with the use of the library. Usually the cost of a CALL to 

LOCKON, LOCKOFF, EVPOST, or EVWAlT is between 200 and 1500 CP, that is. 

between 2 and 14 J.Ls. As a vector addition for 64 words takes approximately 100 

CP it becomes clear that if we don't want the computation to be overhead dom

inated, the pieces of code between two calls to the library must be large enough. 

This is what is called the granularity of the code. To measure the performances 

we have to look at the wall clock time or elapsed time running the computer in a 

dedicated mode . We define, then, the speed-up as the ratio of the elapsed time 

of the code without multitasking with the elapsed time of the multitasked code. 

Generally, problems with large granularity give good results, i.e., speed-up close 

to 2 with two CPUs (cf Y. Chauvet [1]). Problems with small granularity were 

first investigated by Chen. Dongarra, and Hsiung [2]. Here we will deal with 

problems with small granularity and small degree of parallelism. 

At the end of this section we must say that when running in a batch (mul

tiprogrammed) mode there is no insurance that two tasks will ever run in paral

lel so the elapsed time could be the same as with just one CPU or even worse due 

to the library overhead. At this time there is no way to tell the system: this is a 

job with multitasking and it has to get the 2 CPUs at the same time, so the 

machine is used as a tool to maximize throughput. 

• 
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3. The conjugate gradient algorithm 

The conjugate gradient (CG) method for solving a linear system of equations 

Ax = b is as follows (cf. Concus, Golub, and O'Leary [3]) . 

Algorithm eG. 

Let xO be given, TO = b - Ax°, and define p-l arbitrarily. For k = 0,1, . .. until 

convergence performs the steps 

(MZk-1,Zk-l) 
k ~ 1 f30 = 0 

pk = zk + f3kp k-1 

Let us assume that A is a symmetric positive definite matrix. M is the 

preconditioning matrix and is also assumed to be positive definite. In the exper-

iments we report, A will be a block tridiagonal matrix that arises when solving 

partial differential equations with finite difference methods. Namely, 

A= 

A D ANT 
N - I N-I 

AN DN 

More specifically, our examples will concern the discretization of the problem 

-b.u = f in 0 = ]O,l[x]O,l[ 
u = 0 on the boundary . 
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4 -1 
-1 4 -1 

So Di = A = -1. 
-1 4 -1 

-1 4 

This is, of course, a very simple problem, but it doesn't matter because we 

only want to look at how to use this algorithm on a parallel computer, and, 

moreover , we won't use the fact that the matrix coefficients have simple values 

for this particular problem. CG is very well suited to vector computers if the 

preconditioner M is chosen carefully. Several different pre conditioners were 

devised during the last few years. (see Meijerink and Van der Vorst [7], Johnson, 

Michelli, and Paul [5]. Concus, Golub, and Meurant [4], to name a few.) Most of 

these preconditioners are not directly vectorizable, but they can usually be 

modified for use on vector computers (see Van der Vorst [10], Lichnewsky [6], 

Meurant [8]). Previous work on the use of CG for parallel computers was done 

by Lichnewsky [6] where it is recommended to use nested dissection or domain 

decomposition techniques. 

Here we are not interested in finding what could be the best pre conditioner 

for the CRAY X-MP/ 2 but merely in looking at how this computer works. Hence 

we choose to use a polynomial pre conditioner as suggested by Johnson, Michelli, 

and Paul [5] and Saad [9]. This choice was made because this method is very 

easy to implement. The pre conditioner is then defined as 

The coefficients 'li are computed to minimize, for our particular example, 

We will use a 10 degree polynomial (q = 10) and denote this method by LSP( 10) . 

For more details on this choice, see Saad [9]; the coefficients are given in 
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Appendix 1. Now clearly CG is completely vectorized. 

z = M-Ir 

is computed via the Horner's rule 

w q + 1 = a 

for i = q, 1, -1 wi = A (wi + I + /'i r ) 

z = WI +7or . 

Hence, the only operation which remains to be defined is how to multiply a vec

tor by the matrix A. As A is symmetric and has a five diagonal pattern, we store 

its lower triangular part by diagonals in three vectors. The product Ay is done 

by diagonals in a single Fortran loop. There is a very low degree of parallelism in 

CG as all the steps arise in a very sequential way. The two scalar products can

not be done in parallel. We need to havepk to compute O.k. The only things that 

can be done in parallel are the computations of x k + 1 and r k +1 and possibly some 

parts of Mzk = rk . 

A proposal was made by Saad [9] to increase the degree of parallelism. The . 

modified method is as follows . First note that (in exact arithmetic) 

and 

So 

But 

(Mzi ,zi) = a for all i,j, i,t j 

Zk+I_ZIe = -aleM-IApIe 

Mzk +1 - Mzk = -ale Apk . 

(MZk+l-Mzk, ZIe+I_ZIe) = (MZk+I, zle+l) + (Mzk, zle) . 

This means that we can compute {31e+1 before having computed ZIe+I. That is to 
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say. we can do the scalar products at the same time in parallel. The algorithm 

can be conveniently recast in the following way. Denote 

We solve 

Algorithm I . 

k = 0.1 . .. . 

1) Compute w k = Apk by solving Mwk = Apk . 

2) 

3) 

4) xk+l = xk + CJ.kpk 

r k + 1 = rk - CJ.kApk 

Unfortunately. this algorithm is unstable. sk is supposed to tend to zero as does 

CJ.k. and rounding errors make it so that we often get Sk + 1 < 0 after some itera-

tions. and the algorithm breaks down. However. there is a way to remedy this 

flaw. We can just use sk+l to have {3k+l and recompute (rk +1 .r k+l) as soon as r k + 1 

is computed. 

.. 
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Algorithm MeG 

1) Compute w" = Ap" by solving Mw" = Ap" . 

2) Compute (r",r"), (Ap",p"), (Ap",Ap"). 

3) 

S"+1 
{31e+1 = (Ie ") r ,r 

There is only one additional scalar product in this algorithm. From the many 

experiments we have made it has always worked satisfactorily although we are 

not able to prove its stability. 

4. Experiments with 1 processor 

In this section we report some experiments with CG on the CRAY X-MP with 

1 processor to show what rate we could achieve using standard Fortran. Previ-

ous experiments with CG and point and block pre conditioners on the CRAY l-S 

and CDC CYBER 205 were reported in Meurant [8]. Here we want to add to these 

results the ones for the X-MP / 1. (The CRAY X-MP / 1 available to us in early 1984, 

when · the results of this section were obtained, has since been superseded by a 

new model.) Figures 1, 2, and 3 show the Mfiop rate as a function of vector length 

for the three basic operations involved in CG: dot product (CAL routine SDOT), 

x = x + ay, a scalar (CAL routine SAXPY) , and the product of the five diagonal 

matrix A by a vector. We can see a dramatic increase of performance going 
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from the CRAY 1-S to the CRAY X-MP / 1. The methods experimented in [8] were: 

ICVDV, a vectorized version of the classical IC(1,1) by H.A van der Vorst [10]; 

INVV3( 1), a vectorized version of the block methods of Concus, Golub, and Meu

rant [4]; and LSP(lO) . The Mfiop rates are given in figures 4 , 5 , and 6 , where N is 

such that there are N +2 discretization points on each side on the unit square, 

that is to say, the largest vector length for CG is N 2. The compilers used were 

CFT 1.10 on the 1-S and CFT 1.11 on the X-MP. A sample of the results are given 

in Tables 1 and 2. The stopping criteria is ~rklloo/ IIr91°o ~ 10-6
• The ratio between 

the two machines is ranging from 2.3 to 2.9. This is due to the overlapping of 

reads and writes and better chaining. One could also note oscillations in the 

performances of LSP( 10). These oscillations are obtained also when running in 

dedicated mode. Some experiments show us that these are due to memory 

bank conflicts when reading vectors. The slow down can go up to 15%. We must 

-
also say then when running in a batch (multiprograrruned) mode we observe 

oscillations in the measurements up to 15% that are due to memory bank 

conflicts with the second processor. However, even if memory contention seems 

to be a very important issue, our results show that the CRAY X-MP / 1 is a much 

better machine than the CRAY 1-S. 

5 . Experiments with 2 processors 

In this section we use algorithm MCG with pre conditioner LSP( 10) . 

5.1. The first attempt at using multitasking was a very crude one. We just did in 

parallel the product Ap. The product Ap is evaluated via the Horner's rule, and 

each elementary product Av is split into two pieces: the product for 3 diagonals 

and the product for the 2 remaining ones. Moreover, we used tasks to define 

these pieces of computation. So if the diagonals are stored in vectors cc , cl, cb, 

and MBA is the band width, the code looks like 
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Table 1 

ICVDV INVV3(1) LSP( 10) 

35 it 15 it 13 it 
CRAY l-S 0.098 sec 0.045 sec 0.083 sec 

33 Mtlops 42 Mtlops 51 Mtlops 

35 it 15 it 13 it 
CRAY X-MP/ 1 0.043 sec 0.020 sec 0.03 sec 

75.4 Mtlops 95 Mtlops 144 Mtlops 

Mtlops ratio 
X-MP/1 

2.28 2.28 2.82 
1-5 

N = 50 (2500 points) 

Table 2 

ICVDV INVV3(1) LSP(10) 

79 it 35 it 30 it 
CRAY l-S 1. 741 sec 0.831 sec 1.707 sec 

37.7 Mtlops 47.7 Mtlops 51.8 Mtlops 

79 it 35 it 30 it 
CRAY X-MP/ 1 0.571 sec 0.335 sec 0.591 sec 

98 Mtlops 118 Mtlops 150 Mtlops 

Mtlops ratio 
X-MPI1 

2.59 2.47 2.89 
1-5 

N = 150 (22500 points) 



w=O 
DO K=10, 1,-1 
V=W+7kr 

20 

call TSKSTART (ITASK,MULV) 
vl=( « cc( 1)*v( 1) )+cl( 1) *V(O) )+cb( 1) *v( I-MBA)) 
call TSKWAlT (ITASK) 
w=vl+v2 

SUBROUTINE MULV 

v2=« cl(2) *v(2))+cb( 1 + MBA)*v( 1 + MBA)) 
RETURN 
END 

Hence the computation is unbalanced and ~th small granularity. If we are run-

ning at 150 Mtlops the computation of 1)2 takes 50 p.,sec which is only 5,000 CPo 

Unless otherwise specified, all the following experiments were run in a dedicated 

mode. There are also some minor differences between the actual code and MCG, 

so the Mtlops rate cannot be induced from an operation count with the algorithm 

given in section 3. We denote by ts the sum of the CPU time for the 2 CPUs and 

t'U) the wall clock (elapsed) time and by t the CPU time for the algorithm without 

multitasking . The stopping criteria is (r" ,r")1 (rO,rO) ~ 10- 12 

Hit t speedup = t 1 tUl 

N = 50 14 0.0359 0.0572 0.0667 0.538 

N = 190 40 1.4500 1.8879 1.2336 1.175 

Of course, these results are very poor; we just give them to show that this is not 

the way to handle multitasking . The granularity is so small that with N = 50 the 

problem is overhead dominated. Starting a task is a very costly process, and 

there are 10 x number of iterations such starts here. 

5.2. Our next attempt is to have two tasks and to synchronize them with events. 

At the beginning of the code we have two tasks: the main program and a subrou-

tirie called CGT, each of which is supposed to do a part of the work until comple-
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tion of the iterations. 

call TSKSTART (ITASK,CGT) SUBROUTINE CGT 

1 Hit = Hit + 1 1 CONTINUE 

GO TO 1 GO TO 1 

The main program does the following: CGT does: 

convergence test (Tk-+1,Tk+ 1) 

product of 3 diagonals for ApH1 product of 2 diagonals for ApH1 

The necessary synchronization points are introduced in the code with events. 

For instance, the computation of Apk+l looks like (for the sake of simplicity) 

in the main program: 

DO K=lO,1, - 1 

v = W + 'lkT 

call EVPOST(iv) 
v 1=((cc (1)*v (1))+cl(1)*v (0)) 
call EVW AIT(iv2) 
call EVCLEAR(iv2) 
w=v 1+v2 

in CGT: 

DO K= 10,1,-1 

call EVW AIT(iv) 
call EVCLEAR(iv) 
v 2=(((cb (1) *v (1-MBA))+cl (2)*v (2))+ 

cb (1 +MBA)*v (1 +MBA») 
call EVPOST(iv2) 

We ran different experiments with this example. First of all we ran the multi-

tasked code with just 1 CPU. This can be done using a subroutine of the library 

CALL TSKTUNE ('MAXCPU' , 1). We do this to try to have an idea of the overhead 
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from the library because in all the runs we made , whatever the dimension of the 

vectors is, the number of calls to the library is the same per iteration. Then we 

ran the code with 2 CPUs. As we shall see, the results are not very good, so we 

try to make the synchronization more efficient. This can be done by using the 

semaphore registers through assembly language (CAL) coding . Each event is 

given a different semaphore. Posting an event is done by putting its semaphore 

to 1. Example 

SM21 1 

One waits for a posted event with a test and set instruction 

SM21 l,TS 

If the semaphore is 0 we wait until somebody else switches it to 1. By using 

these assembly language routines, we avoid the overhead of the library. Of 

course there is always an overhead associated with the calls to the routines. 

Results are given in Table 3 for different dimensions of the problem. The com-

piler was CFT 1.13 and the algorithm is all coded in Fortra.n (without calls to 

SAXPY or SDOT) . 

Table 3 

1 2 3 4 

without MT MT library MTlibrary speedup CAL speedup 

MAXCPU=1 MAXCPU=2 , 

N Hit I t M1l.ops t, t", tit", Mtlops t, t", tl t", M1l.ops 

50 14 0.0359 131.6 0 .0473 0.0338 0.0643 0.558 73 .5 0.0341 0.0591 0.607 79.9 

60 16 0.0585 133. 0 .0701 0.0458 0.0482 1.266 168.3 0.0573 0.0405 1.444 192. 

70 18 0.0895 133. 0 .104 0.120 0.0706 1.267 168.6 0. 124 0.0625 1.432 190.5 

80 20 0. 132 131. 0 .148 0.105 0.0971 1.359 178. 0. 114 0.0888 1.486 194.6 

90 21 0. 175 131.2 0 .192 0.212 0.124 1.411 185.2 0. 137 0. 117 1.495 196.2 

100 23 0.236 131.5 0.257 0.277 0. 169 1.396 183.7 0.275 0. 160 1.475 194. 

110 26 0.317 134. 0 .352 0.346 0.227 1.396 187.1 0.399 0.215 1.474 197.5 

120 27 0.402 130.5 0.429 0.464 0.281 1.430 186.8 0.370 0.269 1.494 195.1 

130 28 0.477 134. 0.516 0.567 0.348 1.378 184.6 0.507 0.330 1.445 193.6 

140 30 0.591 134.3 0.634 0.759 0.417 1.417 1903 0.597 0.403 1.466 197. 

160 34 0.892 131. 7 0 .951 1.205 0.630 1.416 186.5 0.965 0.597 . 1.494 196.8 

170 37 1.099 131.3 1.156 1.420 0.812 1.353 177.7 1.176 0.732 1.501 197.2 

180 35 1160 132. 1.220 1.544 0.809 1.433 189.2 1.185 0.780 1.487 196.2 

190 40 1.450 134.4 1.567 1.935 1.055 1.374 184.7 1.908 0.988 1.467 197.3 
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Unfortunately the results for N = 150 are missing. One should also say that the 

results with MAXCPU = 2 were obtained averaging the results over five runs. The 

elapsed time was always the same over the five runs, but the CPU time was 

really oscillatory. Hence we don't put too much confidence in the CPU time 

results with two processors . One should ask what the theoretical speed up fac-

. tor is for this algorithm. Of course it is difficult to answer this question. But we · 

can give a partial answer from measurements that we had done on CRAY l-S. 

From these experiments one can say the non-parallel part is between 10% and 

25%, so the theoretical speed up is supposed to be between 1.6 and 1.8. We are 

far from these figures: Possible explanations are: 

1) A wrong estimation of the theoretical speed up (1.5 corresponds roughly to 

30% nonparallel work) . 

2) It is likely that we have too many synchronization points for each iteration. 

So the processors spend their time waiting for each other. 

3) We may have more memory bank conflicts with 2 CPUs, and this could slow 

down the computation. Note that in most parts of the parallel computation 

we are accessing the same arrays on the two processors. 

In fact it is not easy to know what the memory bank conflicts are because all the 

runs we did have different memory conflicts. 

The run with MAXCPU = 1 was intended to give us an idea of what is the over

head that comes with the library. The number of calls to the library per itera

tion is constant, so if ti.nU is the overhead associated with the first and only one 

CALL TSKSTART we have 

Dividing by Hit we get 
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tmit 
--+ t l" .. Hit .., 

Thus as the number of iterations is growing. this must tend to a limit tlib ' The 

results are given in Table 4. 

Table 4 

N (t 2 -t 1)/#it sec 

50 8.14 10-4 

60 7.25 10-4 

70 8.05 10-4 

80 8. 10-4 

90 8.09 10-4 

100 9. 13 10-4 

110 1.34 10-3 

120 1. 10-3 

130 1.39 10-3 

140 1.43 10-3 

160 1. 73 10-3 

170 1.54 10-3 

180 1. 71 10-3 

190 2.9 10-3 

The time is approximately constant for N ~ 100. and then it blows up. 9x 10-4 sec 

is roughly 95.000 CPo There are more than 100 calls to the library per iteration. 

Hence. on the average a call seems to cost a little less than 950 CPo This is not 

completely without any sense because we saw in section 2 that it must be 

between 200 and 1500 CP depending on whether we wait for the events or not. 

But instead of converging to some value when N goes to infinity (t2-tl)IHit 

blows up. As we noted before the memory bank conflicts are not the same in 

one and two. Moreover. the probability of conflicts rises when the length of the 

vectors are greater. so there is a possibility that we should have more memory 

. conflicts in two than in one. As for large N. t 2 - t 1 is less than 10% of t I. the 

library overhead may be negligible and what we measured may be the 

.. 
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differences in memorycontlicts which have been shown in other experiments to 

be around 10-15%. Another argument favoring the fact that overhead is negligi

ble for N larger than 100 is that we don't have too much to gain in switching 

from the multitasking library to CAL routines. The problem for this code is not 

really the library overhead as it is shown from the results for N = 50. The 

improvement with the CAL routines is very small. In fact it is likely that we 

spent most of our time waiting for the other processor to finish some work; that 

is to say, the algorithm is not parallel enough, and there are too many synchron

ization points. An obvious way to reduce the number of synchronizations is to 

choose a lower degree polynomial. However, these results show that even with 

t his algorithm which has small granularity and which is not well suited to paral

lel computations we can obtain very good performance from the X-MP / 2 but it 

may be that the problem of memory contention is an important issue. 

6. Some other algorithms 

6.1. The algorithm used in the preceding section is very general; it does not 

depend too much on the structure of the matrix. But, as we have seen, there 

are too many synchronization points in the code, especially when we compute 

the product of the matrix polynomial by a vector. There are two synchroniza

tion points multiplied by the degree of the polynomial. This happens because we 

didn't want to explicitly compute powers of A. However, there are other possi

bilities for evaluating the polynomial if we choose to use the particular block 

structure of A. One method is given by Saad [9], but as the computation is done 

by blocks this will result in a smaller granularity. Another way of dealing with 

this problem is the following computing Ax and A 2x at the same time. Let 
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[
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B 2 z + 0 

But 
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Going back to the original notations. we have 

BfY + 

B~z + 

Bly + 

Ax .-

B 2z + 

[J+I Xk+J 

[~O+l Xk 1 

o 
A/A/+IXk+1 

DkA/+IXk+l + A[+IDk+1Xk+l + A/+IA/+zXk+2 + A[+I~+IXk 

Dk+l~+IXk + 4+l4 Xk-l + 4+1Dk Xk + 4+1A[+IXk+l 

~+24+1Xk 
o 

Now one way of handling this is to have B 1• ~+l. 4+2. Y on one processor and 

B 2• 4. ~+l' Z on the other. On the first CPU we compute 

On the second one we compute 

We just need at the end to add these quantities at the right place. In fact. on a 

computer with a shared memory like the CRAY X-MP / 2 we are able to compute 

completely one half of the work on each processor. So we can divide the work in 

two pieces (provided N is even) and computing Ax and A2x in this way halves the 

number of synchronization points and increases the granularity of the computa-

tion. This could help to have a better speed-up. 

6.2. Using events to synchronize may not be the best way to do it. A5 the pro-

gram being multi tasked gets more complicated. the synchronization becomes a 
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headache for the programmer. and the bugs are not easy to find. Another way 

to write the code is the following. We are going to run two completely identical 

tasks in parallel and the computer will choose by itself what to do. All we have 

to do is take the algorithm and break it into pieces which we call steps or sub-

tasks and define the dependency relationships between these subtasks. Let us 

give a small example. Suppose we have 5 subtasks and the graph of dependency 

is 

1\/ 
® . (3) 

XBL 848-8606 
Figure 7 

The arrow from 1 to 2 means that 1 has to be finished in order for 2 to begin. 

This is described by an integer array IDEP. IDEP(l.J)= 1 if I depends on J; other-

wise it is O. Here 

IDEP(2.1)= 1 
IDEP(3.1)= 1 
IDEP(4,2)=1 
IDEP( 4,3)= 1 
IDEP(5,2)=1 

Each subtask is assigned a "state" ISTAT(I): it is 0 if the subtask has not begun 

yet, 1 if it is in progress, and 2 if it is finished. We also need to know how many 

children have a task. This could be computed looking at the dependency array. 
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ICHILD(1)=2 
ICHILD(2)=2 
ICHILD(3)=1 
ICHILD( 4)= 1 
ICHILD(5)=1 

ICHILD(4) and ICHILD(5) are set equal to 1 in order to prevent a final deadlock. 

The synchronization is a token passing one. The code is as follows : 

CAll.. TSKSTART(ITASK,TASK) 
CAll.. TASK 

SUBROUTINE TASK 

1000 CAll.. MTSELECT(SELECT) 
C choice of next subtask 

CAll.. LOCKON(SELECT) 
NFIN=O 
DO 10011=1.5 
IF (ISTAT(I).EQ.O) THEN 
DO 1002 J=1.5 
IF (IDEP(I.J).NE.0.AND.ISTAT(J).LE.1) GO TO 1001 

1002 CONTINUE 
NTASK=I 
ISTAT(I)= 1 
CAll.. LOCKOFF(SELECT) 
GO TO (2001.2002.2003.2004.2005).NTASK 
ELSE 
NFIN=NFlN+ ISTAT(I) 
ENDIF 

1001 CONTINUE 
IF (NFlN.GE.9) THEN 
CAll.. LOCKOFF(SELECT) 
RETURN 
ENDIF 
CAll.. LOCKOFF(SELECT) 
GO TO 1000 

2001 code for subtask 1 

CAll.. MTOKEN(IDENT,ICHILD{1)) 
ISTAT( 1)=2 
GO TO 1000 

2002 code for subtask 2 
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2005 code for subtask 5 

CALL MTOKEN(IDENT,ICHILD(5» 
ISTAT(5)=2 
GO TO 1000 
END 

The choice of next subtask is done in a critical section monitored by the lock 

SELECT because we don't want the two CPUs choosing the same subtask at the 

same time. As the next subtask we choose the first one which has not begun yet 

but whose dependencies are all finished. MTSELECT waits if there are no more 

tokens to get. Otherwise it takes one. MTOKEN gives as many tokens as children 

of the given subtask. The following subroutines are implemented following 

related ideas from C. Hsiung: 

SUBROUTINE MTSELECT(IDENT) 
DIMENSION IDENT(3) 
CALL LOCKON(IDENT(2» 
CALL LOCKON(IDENT(1» 
IDENT(3)=IDENT(3)-1 
IF (IDENT(3).GT.O) CALL LOCKOFF(IDENT(2» 
CALL LOCKOFF(IDENT( 1» 
RETURN 
END 

SUBROUTINE MTOKEN(IDENT,I) 
DIMENSION IDENT(3) 
CALL LOCKON(IDENT(l» 
IDENT(3)=IDENT(3)+ I 
IF (IDENT(3).GT.0) CALL LOCKOFF(IDENT(2» 
CALL LOCKOFF(IDENT( 1» 
RETURN 
END 

IDE NT(1) monitors a critical section; IDENT(2) makes processors wait if there 

are no more tokens; IDENT(3) is the number of tokens, initial value is 1. 
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This is a very flexible way to handle multitasking; all we have to do is define 

the dependencies between subtasks, and it can be generalized to any number of 

processors. The price to pay for this freedom is that there are many more calls 

to the library than in a code with events and subsequently more overhead. Our 

conjugate gradient algorithm can be decomposed in 17 subtasks . The graph of 

dependency is depicted as tlgure 8 , in which 

subtask 1: 

subtask 2: 

subtask 3: 

subtask 4-: 

subtask 5: 

subtask 6: 

subtask 7: 

subtask B: 

subtask 9: 

sub task 10: 

subtask 11 : 

subtask 12: 

subtask 13: 

subtask 14-: 

subtask 15: 

sub task 16: 

subtask 17: 

is just for purposes of synchronization (not beginning an iteration 

before the previous one is finished) 

computes scalar product s 2 = (Ap ,Ap ) 

computes scalar product s3 = (P ,Ap) and ale 

computes SIe+l and {31e+l 

is the test for convergence 

computes x le +1 andple+l 

computes r le +1 

computes the true value of (rle+1,r le +1) 

computes half of Ap 

computes half of Ap 

sums Ap and computes "hAp 

computes parts of Ap 

'" computes parts of Ap 

'" computes parts of Ap 

computes parts of Ap 

computes parts of Ap 

computes parts of Ap 
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860 7 848-
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Subtasks 12 and 13 depend on 16 in order to simulate the loop that computes 

Ap, so subtask 11 has to momentarily say that 16 is finished in order for 12 and 

13 to begin. Unfortunately, at the time we made our numerical experiments, we 

were not able to obtain results with this algorithm. Numerical results for this 

approach will be given in a forthcoming paper. Note that the large overhead 

that may happen may be avoided by coding MTSELECT and MTOKEN in assembly 

language. This is easy to do using semaphores. Of course, the number of sub

tasks can be reduced using a fl1.ore parallel pre conditioner. 

7 . ConClusion 

We have seen from our numerical experiments that the CRAY X-MP / 2 is a 

really powerful supercomputer. Even with a code with small granularity and an 

algorithm which is not well suited to parallel computations we get very good 

results. However, a few comments have to be made. Users should be aware of 

possible memory bank conflicts and trying to avoid them Will be a new exciting 

game. The use of multitasking through library calls may not be, for small granu

larity problems, the good way to solve the problem. We also think we need a 

more user friendly way to define the parallelism in the code . It may be that an 

approach through inline functions could be more useful. Another approach 

could be to define chunks of code as we did in 5.2 and give their dependency 

relationship in a higher level language. Anyway, this is a new field to explore and 

the forthcoming X-MP / 4 with four processors will be (if possible) even more 

interesting. 
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APPENDIX 

Coefficients of the ten degree least square polynomial on [0,8]: 

M- 1 = slo(A) = 1'0 +I'IA + .. ·+I'lOAI0 

1'0 = 88. 1'1 = -2288. 1'2 = 27 456. 

1'3 = -183 040. 

1'6 = 3 342 336. 

1'4 = 745472. 1'5 = -1 949696. 

1'7 = -3735 552. 1'8 = 2 621 440. 

1'9 = -1048576. · 'lID = 182361. 

Of course these coefficients can be normalized in any way as we just solve 
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