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Abstract— We present path verification routing (PVR) to
enable robust, instantaneous on-demand loop-free routing of data
packets based on their destination address in mobile ad hoc
networks. PVR attains instantaneous loop-freedom by using a
path verification technique without the necessity for sequence
numbers, source-routed data packets, or nodal synchronization.
The motivation for PVR is twofold. On the one hand, DSR
provides loop-free routing but requires source routed data
packets. On the other hand, AODV, which is based on destination-
based sequence numbers, is vulnerable to the counting-to-infinity
problem and has route requests that in many cases must be
answered by the destinations. Simulation experiments are used
to show that the performance of PVR is comparable to or better
than that of AODV, AODVbis, DSR and OLSR.

I. INTRODUCTION

Several routing protocols have been proposed to date for
wireless networks. On-demand routing protocols like the Ad
hoc On-demand Distance Vector (AODV) [10], and the Dy-
namic Source Routing (DSR) [7] establish routes to only those
destinations for which there is traffic, and ensure loop freedom
at every instant to minimize control overhead.

To avoid routing table loops, on-demand routing protocols
use source routing, sequence numbers, or nodal synchroniza-
tion. Because nodal synchronization incurs excessive overhead
in MANETs, we do not discuss this type of on-demand
protocols.

AODV maintains loop freedom with the use of per-
destination sequence numbers. The sequence number carried
in a route request (RREQ) elicits only fresher route replies
(RREP) with an equal or higher sequence number. On a link
failure, a node increases its sequence number for a destination
and invalidates the route. The key limitation with AODV’s
approach to destination sequence numbers is that it prevents
responses from nodes that are closer to the destination but have
an older sequence number, even if they have a valid loop-free
path to the destination. Consequently, the likelihood that the
destination itself must resolve a route request is very high,
because the destination is the only node that can increase its
own sequence number. This performance limitation of AODV
is highlighted by the recent performance comparison of AODV
with AODVjr [4], which shows that AODV and AODVjr have
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nearly the same performance in networks of 25 and 50 nodes.
This is telling, because AODVjr consists of AODV stripped
of sequence numbers and other features, and such that the
destination always answers a RREQ. Furthermore, we have
also shown [9] that AODV can suffer from the counting-to-
infinity problem as a result of routers deleting invalid routes
after a finite time.

The other approach to ensuring on-demand loop-free routing
consists of using path information. DSR establishes a loop-free
route to a destination by carrying the path traversed in the route
request and the reverse path is then used to source route data
packets. On a link failure, reliable error updates have to be sent
to the source, so that a new route can be searched. Implicit
source routing [6] uses flow-identifiers for hop-by-hop routing
instead of data packets carrying explicit source routes. This
approach still requires flow-identifiers to be carried in data
packets as an IP options field. The default flow forwarding
mechanism for a source-destination pair does not require the
flow-identifier but suffers from loops that require a ttl check
on data packets being forwarded.

Recently, we showed that the feasible label routing protocol
(FLR) [5] achieves loop-free hop-by-hop forwarding of data
packets based on their destination addresses. Like DSR, FLR
is based on path information and need not use destination-
based sequence numbers. However, for FLR to ensure loop-
free routing when route errors must be sent unreliably, it
requires each node to drop any data packet received from a
neighbor for which the router does not consider itself as the
the next hop to the destination.

In summary, the state of the art in on-demand routing is such
that approaches using destination-based sequence numbers
are not robust (suffer from the counting-to-infinity problem),
approaches using path information without destination-based
sequence numbers require extra processing for each data
packet, and approaches using nodal synchronization across
multiple hops incur too much signaling overhead. This con-
stitutes the motivation for the work presented in this paper,
which provides the following contributions:

• Introducing path verification as a tool for robust loop-
free routing on demand, without the need for destination-
based sequence numbers, additional processing for each
data packet as required with source routing (e.g., DSR)



or “predecessor” checking (e.g., FLR), or the use of syn-
chronization schemes over multiple hops (e.g., TORA).

• Presenting the path verification routing (PVR) protocol
as an example of how path verification can attain perfor-
mance similar to that of AODV and DSR.

Path verification is simply a probe message sent from the
node establishing a new route all the way to the destination.
When the probe traverses back to the initiating node, the
path has been verified to be loop-free, because otherwise the
probe would be received at a node that previously forwarded
the probe. As such, path verification could be used as part
of on-demand protocols based on path information (e.g.,
DSR and FLR) to enable loop-free packet forwarding based
solely on the destination of a data packet. Section II presents
PVR, which is a simple instantiation of path verification,
and Section III illustrates how PVR operates with an exam-
ple. Section IV compares the performance of PVR against
AODV, AODVbis (which is AODV with path accumulation
and sequence numbers), DSR, and OLSR. Section V discusses
related work, and Section VI provides our concluding remarks.

II. PATH VERIFICATION ROUTING (PVR) PROTOCOL

A. Overview

PVR uses a path verification mechanism to guarantee in-
stantaneous loop-freedom of routing tables. The PVR route
search operation is similar to that of DSR, in that it collects
all possible replies from intermediate or destination nodes.

PVR’s key differences with DSR are that (i) only paths
traversed by the route replies are added to the route cache,
whereas DSR would possibly cache stale paths for nodes when
intermediate nodes generate route replies; (ii) DSR attempts
to utilize all possible paths (which can be stale) collected in
the route cache to source route data packets, whereas PVR
verifies the path before attempting to route data packets; and
(iii) on a route verification failure, PVR attempts a flood to
reach the destination because paths advertised by intermediate
nodes might be stale, this technique differs from DSR where
the source attempts each path in its route cache upon receiving
a route error. The messaging structure of PVR is similar to that
of AODV-PA [2], [3] minus the destination sequence numbers.

In a nutshell, PVR utilizes path information for making rout-
ing decisions. However, because maintaining loop-freedom
with path information requires accurate paths at all nodes at
every instant, PVR utilizes a path verification mechanism to
setup loop-free routes. When path verification fails, it is very
likely that the replies from intermediate nodes might no longer
reflect the actual topology of the network, and PVR resorts to
a flood to reach for the destination. This is similar to what
happens in AODV when the destination is the only node that
can answer a RREQ because of the sequence number in it.

The key to loop-freedom in PVR is that the flooding of
a RREQ forms a tree rooted at the source of the RREQ.
If the route reply (RREP) traverses one of these paths, then
it is loop-free as long as all nodes relaying the route reply
update their routing tables to use this path. If the RREP is

answered by the destination or a neighbor to the destination,
then the path is definitely loop-free. However, flooding RREQs
to reach destinations is expensive, and intermediate RREPs are
cached, though they can be stale. Accordingly, a path obtained
from an intermediate node is verified by sending an unicast
RREQ along that path, and receiving a RREP from either
the destination or an immediate neighbor of the destination.
This ensures that loop-freedom can be enforced, because all
paths are checked for loops and new topology information is
collected to keep track of mobility.

B. Terminology

A feasible node for a particular destination is either the
destination itself or a neighbor of the destination, and a
route reply initiated by a feasible node is referred to as a
feasible reply. A feasible path for a destination is a path to
an intermediate node (an infeasible node) obtained from a
RREP. Table I specifies the terminology used for specifying
our framework and PVR, and we use the following functions
to derive information from paths.
Extractpath(s,p) : Returns the set of nodes starting from node s in
path p. For example, Extractpath(B, {A,B,C,D}) will return {B,C,D}.
Rev(p) : Reverses the entries in path p. For example,
Rev({A,B,C,D}) will return {D,C,B,A}.
HopCount(p) : Counts the number of hops in the path p, or if there
are associated link costs, the total cost of the path. For example,
HopCount{A,B,C,D} will return four (4).
Truncate(s,p) : Truncates the path ’p’ after entry ’s’. For example,
Truncate(C,{A,B,C,D}) will return {A,B,C}.

C. Information Stored and Exchanged

The routing-table entry at node A for destination D consists
of the successor to D (sA

D), and the path to the destination
(pathA

D). Each entry in pathA
D consists of a pair {id, c}, where

id is the node identifier, and c is the associated link cost.
A RREQ consists of the tuple {dst, src, rreqid,

flags, pathreq
dst}, where src is the identifier of the source

which is seeking a path to the destination (dst). The pathreq
dst

field is a list of {id, c, U} pairs specifying the nodes (id)
that were traversed by the RREQ, the associated link cost c
of each hop, and the ’U’ bit denotes whether the node can
update its routing table entry for the node id when receiving
the message. The rreqid field along with the source (src) is
a unique identifier for the RREQ, and control bits are carried
in flags. The control bits for a RREQ include the ’F’ bit,
which is set if the destination must answer the request; and
the ’V’ bit, which is set if the RREQ is to be routed along the
path specified in pathreq

dst for verification. For convenience, we
will refer to a RREQ with ’V’ and ’F’ bit set as VRREQ and
FRREQ, respectively.

A RREP consists of the tuple
{dst, src, ttl, f lags, pathrep

dst , esthopcount}. The field
ttl is the lifetime of the route at the node relaying the RREP.
The reverse path of the reply from the destination is carried in
pathrep

dst . The control bits in flag include the ’D’ bit, which is
set if the destination or a neighbor of the destination generated



Notation Description
pathA

D The path stored at node A for D.
sA

D The successor for destination D at node A.
cA

B The cost of the link from node A to neighbor B.
req Used to signify a route request message.

For example, pathreq
D is the path traversed

by a route request req for destination D.
rep A route reply
rcacheA

D The route cache which stores paths obtained
for D at node A from intermediate RREPs.

TABLE I

TERMINOLOGY

the reply. The esthopcount is the estimated hop count to
the destination from an intermediate node issuing the reply,
which is carried only if the ’D’ bit is not set. This field helps
setup an route expiry timer during the path verification phase.
The RERR is the tuple {orig, unreachdests}. The orig is
the node originating the route error. The unreachdests is the
list of destinations that are not reachable at orig.

Every node maintains a route cache to store all received
replies from intermediate nodes after issuing a route request
for a destination. The route cache is used to verify paths if no
reply is received directly from a feasible node. A path in the
route cache for a destination is cleared once a verification for
that path is sent; all paths are cleared out after the route has
been established.

D. Initiating a RREQ

When node A requires a route for destination D, it buffers
the data packets if it has no routing table entry for destination
D, and has an route expiry timer active. Otherwise, the node
starts a new route search, and follows one of these cases:

Case (i): Node A has no feasible path in its route cache
for destination D, and a VRREQ or a FRREQ was not sent
in the previous attempt. In this case, node A sends a new
RREQ {D, A, reqid = IDA, pathreq

D } by setting IDA ←
incremented request counter; reqid ← IDA; path ← φ; and
RREQ timer ← (2.ttl.latency), where ttl is the time-to-live
of the broadcast flood and latency is the estimated per-hop
latency of the network.

If node A, after sending a FRREQ or RREQ identified
by (A, IDA), receives no RREP for destination D after the
expiry of its route search timer, it retries a new RREQ with
an increased ttl. If a FRREQ was sent, the retry attempt must
be a FRREQ as well, unless there is a path in the route cache
for verification which follows case (ii).

If node A receives no RREP for destination D after the
expiry of its timer for a VRREQ (A, IDA), then node A issues
a new FRREQ with the fields for the RREQ set as in case (i),
after incrementing the request counter and flushing the route
cache for destination D.

Case (ii): Node A has a feasible path in its route cache
for destination D. In this case, node A sends a VRREQ:
IDA ← incremented request counter; reqid← IDA; path←
BestPath{rcacheA

D}, where BestPath picks the optimal

path based on the shortest hop count (esthopcount of the
cached paths); and RREQ timer ← (2.esthopcount.latency),
where esthopcount← path.esthopcount.

E. Initiating a RREP

When node I processes RREQ {D, A, reqid = IDA,,
pathreq

D }, it can issue a RREP {D, src, ttl, pathrep
D } to

the RREQ if one of the following conditions is satisfied: (a)
The RREQ is a not a VRREQ or FRREQ, node I has an
active route to the destination, and pathI

D and pathreq
D contain

exclusive nodes (no loops when paths are concatenated); or,
(b) either node I is destination D or an immediate neighbor of
D. The pathrep

D is set equal to the traversed path carried in the
RREQ. The ’U’ bits for all the path entries are set (to one). At
the destination D or a neighbor to destination D, the ’D’ bit
on the RREP is set. At an intermediate node, the esthopcount
is set to the current path length of the route entry for D(i.e.,
HopCount(pathI

D)).

F. Relaying RREQs

When node B receives RREQ {D, A, reqid = IDA,
pathreq

D }, a previously processed RREQ (A, IDA) is dropped
silently; otherwise, it proceeds as follows.

If node B cannot issue a RREP (Section II-E) to the RREQ,
then it relays the RREQ based on one of the following cases:

Case (i): The RREQ is a VRREQ ( ’V’ bit set). In this
case, if node B has an active route entry for D, it unicasts
the RREQ to sB

D (next hop to D obtained from routing table).
If node B is not listed in the path, then it adds itself to the
path pathreq

D ⊕ (B, cB
A , U = 1). Otherwise, the path pathreq

D

is truncated at B entry (Truncate(B, pathreq
D )). In the other

case, if node B does not have a active route entry for D, then
it relays a unicast route request to the node in the next path
entry after B with the fields unmodified. If there is no path
entry or active route, then B silently drops the route request
(i.e. a path verification failure).

Case (ii): The RREQ is not a VRREQ. Node B adds itself
to the path pathreq

D and relays the RREQ, after decrementing
the ttl.

G. Processing a RREP

If node A receives RREP {dst = D, src = S, ttl, pathrep
D ,

f lags} from node B, it proceeds as described in Section II-H.
Then it determines if it is source of the RREP, and if A �= S,
the RREP is relayed along the reverse path stated in pathrep

D

if either the ’D’ bit (flags) is unset or sA
D = B. Otherwise, if

the ’D’ bit is set and sA
D �= B, then node A should generate

a RREP as an intermediate node as described in Section II-E.

H. Adding and Updating Routes

When Node A receives RREP {D, S, ttl, pathrep
D } from

neighbor B, it carries out the following steps:

1) If the ’D’ bit is set on the RREP (DRREP), and node
A has no active route entry for D, or can improve
its route, node A sets sA

D ← B, and pathA
D ←

ExtractPath(A, pathrep
D ).



2) If the ’D’ bit is not set, and if node A is the source
of the RREQ, then pathrep

D is added to the route
cache for destination D. Each pathrep

D cached has
a associated esthopcount set to esthopcountrep

D +
hopcount(pathrep

D ).

I. Routes for Relay Nodes

For every RREQ or RREP message received, route entries
are setup for the relay nodes. A node A receiving a RREQ or
RREP from neighbor C extracts the relay node entries from
the path:
RREP: rlypath = ExtractPath(A, pathrrep

D )
RREQ: rlypath = ExtractPath(A,Rev(pathrreq

S ))
For every node B ∈ rlypath, node A checks if the cor-
responding ’U’ bit is set in the rlypath entry for B.
If so, then node A sets sA

B ← C, and pathA
B ←

ExtractPath(A, Truncate(B, rlypath)). The route entry
for B should be updated only if the new path is of shorter
cost or it has an invalid route.

When relaying the RREP/RREQ, the corresponding ’U’ bit
for the path entry (in pathrreq

D or pathrrep
D ) for B must be set

if sA
B = C; otherwise, it must be unset.

J. Handling Failures

Node A invalidates its route entry to destination D through
its successor if one of the following events occur: (a) Node
A receives a link-level notification that its link to sA

D has
failed, (b) node A receives a RERR from sA

D, or (c) no
data packets have been forwarded using this route entry for
active route time seconds.

Node A carries out the following steps if its route entry for
D must be invalidated:

For event (a), node A invalidates all routes whose next hop
to destination is sA

D and adds them to the list of destination
nodes unreachable. For event (b), node A invalidates route to
D, and adds it to the list of unreachable destination nodes. A
broadcast RERR is sent which contains the list of destinations
which are no longer reachable after processing the event. After
taking these steps it sends a RREQ for D (as described in
Section II-D) if node A is a source of data packets for D.

In contrast to AODV, a node running PVR on rebooting can
participate in routing actions immediately, and can also purge
a routing table entry at any time without being vulnerable to
the count-to-infinity problem.

K. Optimizations and Applications

A number of optimizations to PVR are possible.
Verifying Multiple paths : A node can select multiple

paths from its route cache and send VRREQ’s with the same
reqid when attempting to verify paths to a destination.

Route Request as error : When node A receives a route
request for destination D from its successor node B (sA

D), it
invalidates its routing table entry for D.

Preferred paths for verification : To issue a VRREQ, a
node selects the shortest path in the cache carried in a RREP
initiated by an intermediate node that was on its previous
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Fig. 1. PVR Operation

successor path to the destination. If no such paths are available
in the cache, the shortest path is chosen.

Estimate ttl to reach destination : After a route verifica-
tion failure, node issues a FRREQ that can only be answered
by the destination. By setting the ttl of the FRREQ to the last
known hop count (from the last known path), the FRREQ will
reach a feasible node on the first attempt.

Localized repair : On a route failure, an intermediate node
can attempt to recover an alternate path without notifying the
source. The localized repair operation would proceed identical
to a new RREQ search. The intermediate node will attempt a
verification after the initial flood, and if it fails send a RERR
for the destination.

PVR can be used in the context of DSR and AODV. DSR
can be extended with path verification as implemented in
PVR in order to allow hop-by-hop packet forwarding based
on destination addresses rather than source routes. AODV can
be modified to work on the basis of path accumulation without
the destination-based sequence numbers, and path verification.

III. PVR EXAMPLE

Fig. 1(a) shows a directed acyclic successor graph for
destination D in a seven-node network. A flow A-B-C-D has
been established. At time t1, link e1 fails and node C sends a
RERR. Throughout this discussion, we assume all RERR’s are
not delivered, unless stated otherwise. At time t > t1, link e2
comes up. Now, when node C issues a new RREQ, the path
{C,X,Y,D} is established at time t2 > t1 (Fig. 1(b)) when
node Y or D sends a RREP with ’D’ bit set that traverses
the reverse path. Additionally, node X has a flow towards
destination D. At a later time t3 > t2, link e3 fails and link
e5 comes up. Now, node X sends a route error to C. When
node X issues a new RREQ, it is answered by node A (with
the ’D’ bit unset), and node X receives a reply carrying a
path {F,A}. On receiving the RREP, node X now sends a
VRREQ to verify the path. The VRREQ is forwarded by A to
node B and it traverses the path {F,A,B,C}. Finally, as node
C’s routing table still has sC

D = X , the VRREQ is forwarded
to X . Node X having already processed the RREQ drops it
(Fig. 1(c)). On the other hand, if the RERRs were delivered,
then the VRREQ will be dropped at one of the nodes A, B
or C. Path verification through VRREQ allows PVR to avoid
these loops by checking the path before using them.



Considering the same sequence of events for DSR until
time t3. Node A would have replied with {A,B,C,D}, and
node X will send data packets with a stale source route
{F,A,B,C,D}. The problem of stale paths is compounded
when overhearing nodes learn and route new data packets
with this stale source route {F,A,B,C,D}. Even though a
cache freshness mechanism [1] has been proposed using link
sequence numbers, it still cannot avoid the problem of nodes
learning stale cache information the first time.

IV. PERFORMANCE COMPARISON

We compare PVR with DSR, AODV, AODVbis, and OLSR
under varying loads and mobility. Simulations are run in Qual-
net 3.5.2. The parameters are set as in [11]. The simulation
setup and the scenarios used are exactly identical to the one
used in [5]. The route lifetimes used in PVR are the same as
specified in AODV. Optimizations (RREQ as RERR, estimated
ttl) were used in the simulations. We address four performance
metrics [5] : delivery ratio, latency,network load, and data
hops. Tables II, and III summarize the results of the different
metrics by averaging over all pause times for the 50-node and
100-node networks. The columns show the mean value and
95% confidence interval.

In the 10-flow, 50-node scenarios, the delivery ratio of PVR
(0.994 ± .002) and AODV (0.994 ± .002) are statistically
equivalent (confidence intervals overlap), followed by DSR
and OLSR. The control overhead and latency of AODV and
PVR are statistically equivalent, although PVR suffers a bit on
latency, which is due to the additional synchronization delay.
In the 30-flow, 50-node scenarios, the delivery ratios and la-
tency of PVR and AODV are statistically equivalent (although
they barely overlap). AODV suffers from the necessity for
frequent sequence number resets from the destination which
results in route searches flooding the entire network, and is
reflected in the highest control overhead (4.41 ±1.13) against
PVR (2.34 ±0.67). The control overhead of DSR does not
take account caching paths from source routes in data packets
and consequently shows reduced control overhead in the 30-
flow scenario where aggressive caching benefits. However, the
low data delivery (.683 ± .058) indicates that DSR might be
suffering from stale caches. OLSR, being a pro-active protocol
uses periodic updates, but on high flow scenarios its net control
load per data packet reduces significantly and is the lowest
(0.710 ± 0.069).

In the 10-flow, 100-node scenarios, AODV and PVR have
statistically equivalent packet-delivery ratio and control over-
head. However, PVR’s latency (0.060 ± 0.01) suffers with
an increase in the size of the network with very few flows,
while OLSR has the lowest latency (0.024 ± 0.002). In the
30-flow, 100-node scenario, the delivery ratio of PVR (0.725
± 0.05) is statistically equivalent to AODV (0.662 ± 0.087)
and DSR (0.644 ± 0.071). The latency of AODV (1.184 ±
0.485) and PVR (0.935 ± 0.428) are statistically equivalent as
well. However, DSR’s latency (4.698 ± 1.028) suffers in the
larger network, which is possibly due to use of stale routes
in the cache being attempted one by one. The poor latency of

OLSR (3.311 ± 0.724) can be linked to temporary loops that
are traversed by data packets along with additional queueing
delays due to network congestion at high load. We could not
obtain strict confidence intervals for PVR and AODV, since
some of the scenarios exhibited very high control overhead
due to excessive congestion caused by route request floods.
DSR obtains path information from data packet source routes
and hence avoids route request floods and OLSR’s messages
do not depend on flows or size of network.

We presents the results for AODVbis which performs almost
equivalent to that of AODV. We note that these results can dif-
fer from those in AODV-PA [2] which did not carry sequence
numbers for relay nodes in the path. Also, the performance re-
sults in AODVPA [2] showed no real significant improvement
which is reflected in the results here for AODVbis.

The data hop count metric of the five protocols AODV,
AODVbis, DSR, PVR and OLSR are comparable which sug-
gests that PVR maintains more accurate routes to deliver more
packets.

Fig. 2 shows the average number of path verification re-
quests that were successful. In the 10-flow scenarios for 50
and 100-nodes, the success rate hovers around 90%, whereas
in the 30-flow scenarios only a success rate of about 50%
was achieved. We believe the reason for the reduced success
rate could be that with increased number of flows, the control
packets have to contend with increased network congestion,
and this affects route the verification timers which expire and
prematurely flood a new route search . Clearly, this is an area
that needs further research!
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Fig. 2. Average path verification success in PVR.

To summarize, we observe that PVR performs competitively
with AODV and DSR. Given the simplicity of the path verifi-
cation approach used in PVR, these results are very promising!
The path verification technique used in PVR obviates the
need for DSR’s source routes, while it is still possible to
benefit from prior path information optimizations proposed
for DSR. The absence of sequence numbers or any ’hard’
state information in PVR eliminates the counting-to-infinity



TABLE II

PERFORMANCE AVERAGE OVER ALL PAUSE TIMES FOR 50 NODES NETWORK FOR 10-FLOWS AND 30-FLOWS

Flows 10 30 10 30 10 30 10 30
Protocol Delivery Ratio Latency (sec) Net Load Data Hops
PVR 0.994±0.002 0.836±0.035 0.021±0.003 0.507±0.340 0.251±0.062 2.018±0.568 2.545±0.164 2.533±0.158
AODV 0.994±0.002 0.763±0.047 0.017±0.003 0.984±0.327 0.264±0.067 4.419±1.132 2.581±0.169 2.924±0.280
AODVbis 0.993±0.002 0.752±0.047 0.018±0.004 1.094±0.331 0.270±0.069 4.362±1.022 2.599±0.173 2.9709±0.287
DSR 0.942±0.024 0.683±0.058 0.026±0.015 4.666±0.995 1.755±0.715 1.488±0.395 1.649±0.190 1.896±0.204
OLSR 0.889±0.040 0.800±0.033 0.013±0.001 0.813±0.244 1.925±0.226 0.710±0.069 2.485±0.171 2.463±0.143

TABLE III

PERFORMANCE AVERAGE OVER ALL PAUSE TIMES FOR 100 NODES NETWORK FOR 10-FLOWS AND 30-FLOWS

Flows 10 30 10 30 10 30 10 30
Protocol Delivery Ratio Latency (sec) Net Load Data Hops
PVR 0.987±0.0040 0.725±0.060 0.060±0.009 0.910±0.635 0.963±0.244 11.059±11.563 3.797±0.350 3.941±0.371
AODV 0.989±0.004 0.662±0.087 0.034±0.006 1.184±0.485 0.915±0.243 17.079±15.952 3.841±0.344 4.693±0.429
AODVbis 0.989±0.003 0.591±0.039 0.038±0.009 1.556±0.328 0.899±0.232 15.398±4.112 3.917±0.365 4.847±0.405
DSR 0.875±0.051 0.644±0.071 0.091±0.067 4.698±1.028 6.934±2.632 5.018±1.612 3.3344±0.404 4.002±0.393
OLSR 0.813±0.068 0.615±0.043 0.024±0.002 3.311±0.724 11.989±1.644 5.404±0.615 3.681±0.326 3.980±0.289

problem while providing comparable performance.

V. RELATED WORK

Hu and Johnson [1] propose a method for ensuring cache
freshness in protocols that use path information. The method
requires the use of sequence numbers per link recycled based
on epochs, which are windows of time. Our path verification
technique can be considered as a technique to maintain the
freshness of the cache, achieved by verifying paths and re-
trieving new topology information on verification failure.

The more recent AODV-bis draft [3] carries sequence
numbers of the nodes traversed along the path by a RREQ and
RREP. However, AODV with path accumulation performs only
slightly better than AODV [2], and is still subject to the same
problems associated with destination-based sequence numbers.

The DSR draft [7] presents a method for recovering locally
from link failures by a salvaging operation at a relay node.
However, packet salvaging can result in loops and ttl checks
are required to break them. Recently, localized recovery [8]
for salvaging data packets without creating loops has been
proposed. The method relies on querying neighbors to create
an alternate source route. However, this approach cannot be
extended across multiple hops. The PVR localized recovery
scheme does not suffer from loops and can work across
multiple hops.

FLR [5] utilizes just path information for its routing de-
cisions similar to PVR. However, FLR requires either the
reliable transmission of RERRs, or the filtering of data packets
based on predecessor information.

VI. CONCLUSION

We introduced path verification as a new approach for
achieving instantaneous loop-free routing in ad hoc networks
without the need for sequence numbers or source routes. The
path verification routing (PVR) protocol was presented as an
example of path verification, and its performance was shown
to be comparable to that of DSR and AODV. As such, path
verification can be applied to DSR and AODV to eliminate
their current limitations. Further work is clearly needed to

improve the path verification mechanism in conditions of high
load, so that PVR can attain much better performance.
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