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Abstract

Queries with Bounded Errors & Bounded Response Times on Very Large Data

by

Sameer Agarwal

Doctor of Philosophy in Computer Science

University of California, Berkeley

Professor Ion Stoica, Chair

Modern data analytics applications typically process massive amounts of data on clusters
of tens, hundreds, or thousands of machines to support near-real-time decisions. The quantity
of data and limitations of disk and memory bandwidth often make it infeasible to deliver
answers at human-interactive speeds. However, it has been widely observed that many
applications can tolerate some degree of inaccuracy. This is especially true for exploratory
queries on data, where users are satisfied with “close-enough” answers if they can be provided
quickly to the end user. A popular technique for speeding up queries at the cost of accuracy
is to execute each query on a sample of data, rather than the whole dataset. In this thesis, we
present BlinkDB, a massively parallel, approximate query engine for running interactive SQL
queries on large volumes of data. BlinkDB allows users to trade-off query accuracy for response
time, enabling interactive queries over massive data by running queries on data samples
and presenting results annotated with meaningful error bars. To achieve this, BlinkDB uses
three key ideas: (1) an adaptive optimization framework that builds and maintains a set
of multi-dimensional stratified samples from original data over time, (2) a dynamic sample
selection strategy that selects an appropriately sized sample based on a query’s accuracy
or response time requirements, and (3) an error estimation and diagnostics module that
produces approximate answers and reliable error bars. We evaluate BlinkDB extensively
against well-known database benchmarks and a number of real-world analytic workloads
showing that it is possible to implement an end-to-end query approximation pipeline that
produces approximate answers with reliable error bars at interactive speeds.
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Chapter 1

Introduction

Modern data analytics applications typically involve computing aggregates over a large num-
ber of records to roll up web clicks, online transactions, content downloads, and hundreds of
other features along a variety of different dimensions, including demographics, content type,
region, and so on. Traditionally, such queries are executed using sequential scans over a
large fraction of a database. However, increasingly, new applications demand near real-time
response rates. While the examples of these applications are wide and varied, the delay in
response times can be attributed to two main causes. Firstly, when processing data on the
order of petabytes, algorithmic complexities start to manifest at time-scales that matter to
humans, and combined with other systems level issues, such large processing times can sig-
nificantly impede the ability for people to gain any meaningful feedback from the workflow.
Secondly, I/O rates place a bound on the processing rate. Scanning even a few terabytes of
data stored in a modern distributed file system can take in the order of minutes, despite the
data being “striped” across hundreds of disks or cached in memory. While the amount of
data makes arbitrary interactive queries prohibitive, it has been widely observed that many
analytic queries can tolerate some levels of inaccuracy. This is especially true for the kinds
of exploratory queries one might run on data initially where a user might be able to derive
the same benefit from a close enough answer instead of an exact one.

For instance, imagine a situation where one is attempting to debug a large-scale dis-
tributed application. Such debugging is often done by analyzing logs, and carrying out
root-cause analysis. These logs are often very large, as programmers and service providers
attempt to balance the amount of information stored in logs, versus the amount of data
that has to be read to carry out any analysis. Furthermore, the process of analysis is often
fairly complex. For example, consider a situation when a subset of users of an online video
streaming website such as Netflix [61] experience quality issues — for instance, a high level
of buffering or large start-up times. Diagnosing such problems needs to be done quickly
to avoid lost revenue, and the causes can be varied. For example, the Content Distribu-
tion Network (CDN) in a certain geographic region may be overloaded, an Internet Service
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Provider (ISP) may be experiencing high level of congestion, a firmware upgrade of a set-top
box may not be able to sustain a sufficient bit rate or a new version of the video player may
exhibit bad interaction with the browser on a particular mobile platform. Whatever may
be the cause, from the database perspective, diagnosing such problems requires rolling up
data across tens of dimensions to find the particular attributes (e.g., client OS, browser,
firmware, device, geo location, ISP, CDN or content) that best characterize the users
experiencing the problem. Diagnosing such problems quickly is essential, and speed is often
more important than exact results. Other examples in this category may include detecting
spam in a social networking service such as Twitter [76], detecting denial of service attacks
in an ISP, or detecting intrusions in an organization.

In another example, consider an online business that wants to adapt its policies and
decisions in near real time to maximize its ad revenue. This might again involve aggregating
across multiple dimensions to understand how an ad performs given a particular group of
users, content, site, and time of day. Performing such analysis quickly is essential, especially
when there is a change in the environment, e.g., new ads, new content or a new page layout.
The ability to re-optimize the ad placement every minute as opposed to every day or week
often leads to a material difference in revenue.

To further drive home the point, consider an online service company that aims to optimize
its business by improving user retention, or by increasing their user engagement. Often this is
done by using A/B testing to experiment with anything from new products to slight changes
in the web page layout, format, or colors1. The number of combinations and changes that one
can test is daunting, even for fairly large companies with clusters of hundreds or thousands
of machines at their disposal. Furthermore, such tests need to be conducted carefully as they
may negatively impact the user experience. The ability to quickly understand the impact of
various tests and identify important trends is critical to rapidly improving the business.

In these and many other analytic applications, queries are unpredictable (because the
exact problem, or query is not known in advance) and quick response time is essential as
data is changing quickly, and the potential profit (or loss in profit in the case of service
outages) is inversely proportional to the response time. Another common characteristic of
all of the above applications is that they compute an aggregate view of certain metrics, and
are interested in how they change over time. Analysis of this form is often dependent only
on observations about anomalously different values, rather than an exact quantity. We focus
specifically on these applications.

1A much publicized example is Google’s testing with 41 shades of blue for their home page [67].
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1.1 Achieving Interactive Response Times
The conventional way of answering such queries requires scanning the entirety of several
terabytes or petabytes of data which can be quite inefficient. For example, computing a
simple average over 10 terabytes of data stored on 100 machines can take several minutes
if the data is striped on disks, and tens or hundreds of seconds even if the entire data is
cached in memory. This is unacceptable for rapid problem diagnosis, and frustrating even
for exploratory analysis. There are two possible ways of getting around this problem.

Adding Resources and Optimizing Query Plans

One way to decrease the overall query response time is to add more resources (i.e., memory
or CPU ) and/or to optimize (or sometimes constrain) the query execution plan. Recent
work on data-parallel cluster computing frameworks has mainly focused on solving issues
that arise during the execution of jobs, by leveraging more memory [84, 81] and/or paral-
lelism [12, 57], effectively sharing the cluster [49, 72], tackling outliers [11], guaranteeing data
locality [82], optimizing network communication [32] or incorporating new functionality such
as the support for iterative and recursive control flow [60].

In the database community, there has been extensive work on optimizing query plans
based on the underlying data. The AutoAdmin [31] project examined adapting physical
database design (e.g., choosing which indices to build and which views to materialize, based
on the data and queries). Kabra and DeWitt [51] were ones of the earliest to propose a
scheme that collects statistics, re-runs the query optimizer concurrently with the query, and
migrates from the current query plan to an improved one, if doing so is predicted to improve
performance. Eddies [16] adapts query executions at a much finer, per-tuple, granularity.
Starfish [48] examines Hadoop jobs, one map followed by one reduce, and tunes low-level
configuration variables in Hadoop [15] by constructing a what-if engine based on a classifier
trained on experiments over a wide range of parameter choices.

While a number of these systems deliver low-latency response times when each node has
to process a relatively small amount of data (e.g., when the data can fit in the aggregate
memory of the cluster), they become slower as the data grows unless new resources are
constantly being added in proportion. Additionally, a significant portion of query execution
time in these systems involves shuffling or re-partitioning massive amounts of data over the
network, which is often a bottleneck for queries.

Trading-off Accuracy

Another way to achieve interactivity is to provide quick approximate answers. Approximate
Query Processing (AQP) for decision support in relational databases has been the subject
of extensive research, and has effectively leveraged samples, or other non-sampling based
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approaches. One can therefore envision a system where one samples from the underlying
data, and uses approximate values to answer queries quickly, thus giving the perception of
nearly interactive queries while allowing analysts to process large quantities of data that is
often essential for a number of use-cases. Our conversations with a large number of com-
panies, both big and small, have led us to believe that users often employ ad-hoc heuristics
to obtain faster response times, such as selecting small slices of data (e.g., an hour) or ar-
bitrarily sampling the data [25, 69]. These efforts suggest that, at least in many analytic
applications, users are willing to forgo accuracy for achieving better response times. Despite
these potential benefits, no approximate query processing system is in wide use today. We
believe this can be explained by two problems that no existing system has overcome.

First, sampling introduces error, and users always want to know how much error has been
introduced– i.e., “what do the error bars look like?” Complementarily, the system needs to
know the errors to determine an appropriate sample size. Unfortunately, we discovered that
existing techniques for computing error bars are too often inaccurate when applied to real
analytical queries. While they are based on solid results from the statistics literature, these
results require assumptions that are violated in practice, or else are too conservative to be
useful. If the error bars cannot be trusted, the system cannot be used.

Second, even given accurate error bars, users are reluctant to accept some possibility of
error. This is perhaps reasonable; an approximate answer with accompanying error bars
is harder to use than an exact one. One way to overcome this reluctance is to provide a
compelling reason to use an AQP system – a new use case, not just a speedup. AQP systems
have the potential to answer complex analytic queries on large datasets at interactive speeds
suitable for rapid refinement by human analysts. By “complex” queries we mean queries
that compute more than simple SUMs or COUNTs; for example, today’s analysts often use
user-defined functions (UDFs) that execute arbitrary Java code over an iterator. Existing
systems have supported only simple queries, have not been demonstrated to work at scale,
or have not delivered interactive speeds.

1.2 Making Approximate Queries Practical
Approximate Query Processing (AQP) has a long history in databases. Nearly three decades
ago, Olken and Rotem [62] introduced random sampling in relational databases as a means
to return approximate answers and reduce query response times. A large body of work has
subsequently proposed different sampling techniques [1, 5, 28, 35, 39, 47, 53, 66, 68]. All of
this work shares the same motivation: executing queries on precomputed samples (or more
generally, any subset of data) can dramatically improve the latency and resource costs of
queries. Indeed, sampling can produce a greater-than-linear speedup in query response time
if the sample can fit into memory but the whole dataset cannot, enabling a system to return
answers in only a few seconds. Research on human-computer interactions, famously the work
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of Miller [58], has shown that such quick response times can make a qualitative difference in
user interactions.

With no approximate query processing framework in wide use today, we created one from
scratch and called it BlinkDB [4, 5]. BlinkDB is a distributed sampling-based approximate
query processing framework that strives to make approximate queries practical by achieving
a better balance between efficiency and generality for analytic workloads. We extensively
leverage and build on the past three decades of database research on approximate query
processing and over a century of statistical research on error estimation [45, 70] to make
approximate query processing frameworks more practical, more usable and most importantly,
trustworthy.

BlinkDB allows users to pose SQL-based aggregation queries (those with COUNT, AVG,
SUM, VARIANCE, QUANTILES), or any UDF (i.e., a user defined function) over stored data,
along with response time or error bound constraints. As a result, queries over multiple
terabytes of data can be answered in seconds, accompanied by meaningful error bounds
relative to the answer that would be obtained if the query ran on the full data. In contrast
to many existing approximate query solutions (e.g., [28]), BlinkDB supports more general
queries as it makes no assumptions about the attribute values in the WHERE, GROUP BY, and
HAVING clauses, or the distribution of the values used by aggregation functions. Instead,
BlinkDB only assumes that the sets of columns used by queries in WHERE, GROUP BY, and
HAVING clauses are stable over time. We call these sets of columns “query column sets” or
QCSs in this thesis.

Query Interface

As an example, let us consider querying a table Sessions, with five columns, SessionID,
Genre, OS, City, and URL, to determine the number of sessions in which users viewed content
in the “western” genre, grouped by OS. The query:

SELECT COUNT(*)
FROM Sessions
WHERE Genre = ‘western’
GROUP BY OS
ERROR WITHIN 10% AT CONFIDENCE 95%

in BlinkDB will return the count for each GROUP BY key, with each count having relative error
of at most ±10% at a 95% confidence level. Alternatively, a query of the form:
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SELECT COUNT(*)
FROM Sessions
WHERE Genre = ‘western’
GROUP BY OS
WITHIN 5 SECONDS

in BlinkDB will return the most accurate results for each GROUP BY key in 5 seconds, along
with a 95% confidence interval for the relative error of each result.

We are motivated by a desire to provide users with the ability to trade away accuracy
for savings in time and energy, and show that many classes of problems can take advantage
of this trade-off. We believe that for many classes of problems, users would rather have
approximate, but immediate answers, rather than getting precise, stale answers. BlinkDB2

has been open-sourced and has been deployed in production clusters at Facebook Inc. and a
number of other companies.

1.3 Dissertation Overview
The rest of this thesis is organized into 7 chapters. Chapter 2 focuses on sampling and
discusses both the initial sample selection, and sample maintenance. BlinkDB uses both
uniform random samples, and a number of biased samples stratified across a number of
dimensions. For uniform sampling we use information about how sample size affects variance
of queries to determine what sample sizes to maintain. For instance we observe that sample
mean varies as the square root of sample size (i.e., σm ∝ 1/

√
n ), and hence the effects of

increasing sample size decline dramatically as sample sizes themselves increase (in particular,
the function is asymptotic), and hence we choose to have a larger number of small samples
as opposed to large samples. For biased sampling, we use a MILP optimization function
that leverages historic information to determine what column or columns we should bias our
samples using.

Chapter 3 focuses on runtime sample selection and is responsible for determining the
cost of running any particular query for picking the best sample a query should run against.
While for built-in operators we can use known cost functions, we find that the use of user
defined functions is widespread in these frameworks, and hence we consider other methods
of estimating query costs.

Approximate answers are most useful when accompanied by accuracy guarantees. There-
fore, a key aspect of almost all AQP systems is their ability to estimate the error of their
returned results. Most commonly, error estimates come in the form of confidence intervals

2http://blinkdb.org
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(a.k.a. “error bars”) that provide bounds on the error caused by sampling. Such error es-
timates allow the AQP system to check whether its sampling method produces results of
reasonable accuracy. They can also be reported directly to users, who can factor the uncer-
tainty of the query results into their analyses and decisions. Further, error estimates help the
system control error: by varying the sample size while estimating the magnitude of the re-
sulting error bars, the system can make a smooth and controlled trade-off between accuracy
and query time. For these reasons, many methods have been proposed for producing reliable
error bars—the earliest being closed-form estimates based on either the central limit theorem
(CLT) [70] or on large deviation inequalities such as Hoeffding bounds [45]. Unfortunately,
deriving closed forms is often a manual, analytical process. As a result, closed-form-based
S-AQP systems [1, 5, 28, 35, 39, 47, 68] are restricted to very simple SQL queries (often with
only a single layer of basic aggregates like AVG, SUM, COUNT, VARIANCE and STDEV with
projections, filters, and a GROUP BY). This has motivated the use of resampling methods
like the bootstrap [53, 66], which require no such detailed analysis and can be applied to
arbitrarily complex SQL queries. In exchange, the bootstrap adds some additional overhead.
Chapter 4 focuses on these statistical aspects of error estimation.

Beyond these computational considerations, it is critical that the produced error bars be
reliable, i.e., that they not under- or overestimate the actual error. Underestimating the error
misleads users with a false confidence in the approximate result, which can propagate to their
subsequent decisions. Overestimating the error is also undesirable. An overestimate of error
forces the S-AQP system to use an unnecessarily large sample, even though it could achieve
a given level of accuracy using a much smaller sample, and hence much less computation.
Approximation is most attractive when it is achieved with considerably less effort than
needed for fully accurate results, so inflating sample sizes is problematic. The past decade
has seen several investigations of such diagnostic methods in the statistics literature [26, 52].

However, unfortunately, no existing error estimation technique is ideal. Large deviation
inequalities (e.g., Hoeffding bounds used in [1, 47]) can provide very loose bounds in prac-
tice [47], leading to overestimation of error and thus an unnecessary increase in computation.
For instance, in Fig. 1.1 we show the sample sizes needed to achieve different levels of relative
error (averaged over 100 Hive queries from production clusters at Conviva Inc. on tens of
terabytes of data3 with vertical bars on each point denoting 0.01 and 0.99 quantiles). If the
AQP system were to believe the error estimates of these different techniques, a system relying
on Hoeffding bounds must use samples that are 1–2 orders of magnitude larger than what
is otherwise needed, diminishing the performance benefits of approximation. On the other
hand, CLT-based and bootstrap-based error estimation methods—while being significantly
more practical than large deviation inequalities—do not always yield accurate error estimates
either. These techniques are guaranteed to work well only under regularity assumptions (in
particular, assumptions on the smoothness of query aggregates) that are sometimes unrealis-

3A more detailed description of our datasets and experiments is presented in Chapter 6.
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Figure 1.1: Sample sizes suggested by different error estimation techniques for achieving
different levels of relative error.

tic and can produce both underestimates and overestimates in practice. Chapter 5 suggests a
diagnostic algorithm to validate multiple procedures for generating error bars at runtime and
present a series of optimization techniques across all stages of the query processing pipeline
that reduce the running time of the diagnostic algorithm from hundreds of seconds to only
a couple of seconds, making it a practical tool in a distributed AQP system.

Chapter 6 then discusses several optimizations that make the diagnostics and the pro-
cedures that generate error bars practical, ensuring that these procedures do not affect the
interactivity of the overall query. With these optimizations in place, and by leveraging recent
systems for low-latency exact query processing, we demonstrate a viable end-to-end system
for approximate query processing using sampling. We show that this system can deliver
interactive-speed results for a wide variety of analytic queries from real world production
clusters. Finally, we conclude in Chapter 7.
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Chapter 2

Sampling

Over the past few decades a large number of approximation techniques [38] have been pro-
posed, which allow for fast processing of large amounts of data by trading result accuracy for
response time and space. These techniques include sampling [43, 28, 8, 13, 14, 18, 33, 47],
sketches [37], histograms [19, 20, 29, 22, 23, 24] and wavelets [27]. To illustrate the utility of
such techniques, consider the following simple query that computes the average SessionTime
over all users originating in New York:

SELECT AVG(SessionTime)
FROM Sessions
WHERE City = ‘New York’

Suppose the Sessions table contains 100 million tuples for New York, and cannot fit in
memory. In that case, the above query may take a long time to execute, since disk reads
are expensive, and such a query would need multiple disk accesses to stream through all the
tuples. Suppose we instead executed the same query on a precomputed sample containing
only 10, 000 New York tuples, such that the entire sample fits in memory. This would be
orders of magnitude faster, while still providing an approximate result within a few percent
of the actual value, an accuracy good enough for many practical purposes. Using sampling
theory we could even provide confidence bounds on the accuracy of the answer [55].

Previously described approximation techniques make different trade-offs between effi-
ciency and the generality of the queries they support. At one end of the spectrum, existing
solutions based on pre-computed samples and/or sketches exhibit low space and time com-
plexity, but typically make strong assumptions about the query workload (e.g., they assume
they know the set of tuples accessed by future queries and aggregation functions used in
queries). As an example, if we know all future queries are on large cities, we could simply
pre-compute random samples that omit data about smaller cities.
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At the other end of the spectrum, computing samples at query runtime [47] makes little
or no assumptions about the query workload, at the expense of highly variable performance.
Using these methods, the above query will likely finish much faster for sessions in New York
(i.e., the user might be satisfied with the result accuracy, once the query sees the first 10, 000
sessions from New York) than for sessions in Galena, IL, a town with fewer than 4, 000
people. In fact, for such a small town, these methods may need to read the entire table to
compute a result with satisfactory error bounds.

In this chapter, we argue that none of the previous solutions alone are a good fit for
today’s big data analytics workloads. Computing samples at runtime provides relatively poor
performance for queries on rare tuples, while current sampling and sketch based techniques
make strong assumptions about the predictability of workloads or substantially limit the
types of queries they can execute. In contrast to most existing approximate query solutions
(e.g., [28]), in BlinkDB, we support more general queries as it makes no assumptions about
the attribute values in the WHERE, GROUP BY, and HAVING clauses, or the distribution of the
values used by aggregation functions. Instead, BlinkDB only assumes that the sets of columns
used by queries in WHERE, GROUP BY, and HAVING clauses are stable over time. Recall that
we call these sets of columns “query column sets” or QCSs.

2.1 Background
First and foremost, any offline-sampling based query processor, including BlinkDB, must
decide what types of samples to create. The sample creation process must make some
assumptions about the nature of the future query workload. One common assumption is
that future queries will be similar to historical queries. While this assumption is broadly
justified, it is necessary to be precise about the meaning of “similarity” when building a
workload model. A model that assumes the wrong kind of similarity will lead to a system
that “over-fits” to past queries and produces samples that are ineffective at handling future
workloads. This choice of model of past workloads is one of the key differences between
sampling in BlinkDB and a lot of prior work. In the rest of this section, we present a taxonomy
of workload models, discuss our approach, and show that it is reasonable using experimental
evidence from a production system.

Workload Taxonomy

Offline sample creation, caching, and virtually any other type of database optimization
assumes a target workload that can be used to predict future queries. Such a model can
either be trained on past data, or based on information provided by users. This can range
from an ad-hoc model, which makes no assumptions about future queries, to a model which
assumes that all future queries are known a priori. As shown in Fig. 2.1, we classify possible
approaches into one of four categories:
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Flexibility 

Efficiency 
Low flexibility / 
High Efficiency 

High flexibility / 
Low Efficiency 

Predictable	  	  
Queries	  

Predictable	  	  
Query	  
Predicates	  

Predictable	  	  
Query	  
Column	  Sets	  

Unpredictable	  	  
Queries	  

Figure 2.1: Taxonomy of Workload Models.

1. Predictable Queries: At the most restrictive end of the spectrum, one can assume
that all future queries are known in advance, and use data structures specially designed
for these queries. Traditional databases use such a model for lossless synopsis [37]
which can provide extremely fast responses for certain queries, but cannot be used for
any other queries. Prior work in approximate databases has also proposed using lossy
sketches (including wavelets and histograms) [43]. Similarly, there has been a great deal
of work on wavelets, histograms, sketches, and lossless summaries (e.g., materialized
views and data cubes). In general, these techniques are tightly tied to specific classes
of queries. For instance, Vitter and Wang [79] use Haar wavelets to encode a data cube
without reading the least significant bits of SUM/COUNT aggregates in a flat query1,
but it is not clear how to use the same encoding to answer joins, subqueries, or other
complex expressions. Thus, these techniques are most applicable2 when future queries
are known in advance (modulo constants or other minor details).

2. Predictable Query Predicates: A slightly more flexible model is one that assumes
that the frequencies of group and filter predicates — both the columns and the values in
WHERE, GROUP BY, and HAVING clauses — do not change over time. For example, if 5%
of past queries include only the filter WHERE City = ‘New York’ and no other group
or filter predicates, then this model predicts that 5% of future queries will also include
only this filter. Under this model, it is possible to predict future filter predicates by
observing a prior workload. This model is employed by materialized views in traditional
databases. Approximate databases, such as STRAT [28] and SciBORQ [73], have
similarly relied on prior queries to determine the tuples that are likely to be used in
future queries, and to create samples containing them. STRAT, for instance, builds a
single stratified sample by minimizing the expected relative error of all previous queries,
due to which it has to make stronger assumptions about the future queries. Specifically,
STRAT assumes that fundamental regions (FRs) of future queries are identical to the
FRs of past queries, where FR of a query is the exact set of tuples accessed by that

1A SQL statement without any nested sub-queries.
2Also, note that materialized views can still be too large for real-time processing.
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query. SciBORQ [73] on the other hand, is a data-analytics framework designed for
scientific workloads, which uses special structures, called impressions. Impressions
are biased samples where tuples are picked based on past query results. SciBORQ
targets exploratory scientific analysis. Unfortunately, in many domains including those
discussed in Chapter 1, these assumption do not hold. Even queries with slightly
different constants can have entirely different FRs/impressions, and thus, having seen
one of them does not imply that STRAT or SciBORQ can minimize the error for the
other.

3. Predictable QCSs: Even greater flexibility is provided by assuming a model where
the frequency of the sets of columns used for grouping and filtering does not change
over time, but the exact values that are of interest in those columns are unpredictable.
We term the columns used for grouping and filtering in a query the query column set,
or QCS, for the query. For example, if 5% of prior queries grouped or filtered on the
QCS {City}, this model assumes that 5% of future queries will also group or filter on
this QCS, though the particular predicate may vary. This model can be used to decide
the columns on which building indices would optimize data access. Prior work [30, 71]
has shown that a similar model can be used to improve caching performance in OLAP
systems. AQUA [3, 2], an approximate query database based on sampling, uses the
QCS model.

4. Unpredictable Queries: Finally, the most general model assumes that queries are
unpredictable. Given this assumption, traditional databases can do little more than just
rely on query optimizers which operate at the level of a single query. In approximate
databases, this workload model does not lend itself to any “intelligent” sampling, leaving
one with no choice but to uniformly sample data. This model is used by the original
Online Aggregation (OLA) project [47], which relied on streaming data in random
order. Online Aggregation and many of its successors [35, 65] proposed the idea of
providing approximate answers which are constantly refined during query execution.
It provides users with an interface to stop execution once they are satisfied with the
current accuracy. As commonly implemented, the main disadvantage of OLA systems
is that they stream data in a random order, which imposes a significant overhead in
terms of I/O. Naturally, these approaches cannot exploit the workload characteristics
in optimizing the query execution.

While the unpredictable query model is the most flexible one, it provides little opportunity
for an approximate query processing system to efficiently sample the data. Furthermore,
prior work [35, 65] has argued that OLA performance’s on large clusters (the environment
on which BlinkDB is intended to run) falls short. In particular, accessing individual rows
randomly imposes significant scheduling and communication overheads, while accessing data
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Figure 2.2: Distribution of QCSs across all queries in the Conviva and Facebook traces.

at the HDFS block3 level may skew the results.

As a result, we use the model of predictable QCSs. As we will show, this model provides
enough information to enable efficient pre-computation of samples, and it leads to samples
that generalize well to future workloads in our experiments. Intuitively, such a model also
seems to fit in with the types of exploratory queries that are commonly executed on large
scale analytical clusters. As an example, consider the operator of a video site who wishes to
understand what types of videos are popular in a given region. Such a study may require
looking at data from thousands of videos and hundreds of geographic regions. While this
study could result in a very large number of distinct queries, most will use only two columns,
video title and viewer location, for grouping and filtering. Next, we present empirical evi-
dence based on real world query traces from Facebook Inc. and Conviva Inc. to support our
claims.

Query Patterns in a Production Cluster

To empirically test the validity of the predictable QCS model we analyze a trace of 18, 096
queries from 30 days of queries from Conviva and a trace of 69, 438 queries constituting a
random, but representative, fraction of a 7-day workload from Facebook to determine the
frequency of QCSs.

3Typically, these blocks are 64− 1024 MB in size.
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Figure 2.3: Stability of QCSs across all queries in the Conviva and Facebook traces.
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Figure 2.4: CDF of join queries with respect to the size of dimension tables.

Fig. 2.2 shows the distribution of QCSs across all queries for both workloads. Surprisingly,
over 90% of queries are covered by 10% and 20% of unique QCSs in the traces from Con-
viva and Facebook respectively. Only 182 unique QCSs cover all queries in the Conviva trace
and 455 unique QCSs span all the queries in the Facebook trace. Furthermore, if we remove
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the QCSs that appear in less than 10 queries, we end up with only 108 and 211 QCSs covering
17, 437 queries and 68, 785 queries from Conviva and Facebook workloads, respectively. This
suggests that, for real-world production workloads, QCSs represent an excellent model of
future queries.

Fig. 2.3 shows the number of unique QCSs versus the queries arriving in the system. We
define unique QCSs as QCSs that appear in more than 10 queries. For the Conviva trace,
after only 6% of queries we already see close to 60% of all QCSs, and after 30% of queries
have arrived, we see almost all QCSs — 100 out of 108. Similarly, for the Facebook trace,
after 12% of queries, we see close to 60% of all QCSs, and after only 40% queries, we see
almost all QCSs — 190 out of 211. This shows that QCSs are relatively stable over time,
which suggests that the past history is a good predictor for the future workload.

2.2 Leveraging Existing Work
Now that we have presented empirical evidence in favor of a predictable QCSs based approach,
one of the most straightforward ways to create a set of optimal samples is by leveraging
existing work in the database community. AQUA, as we discussed, creates a single stratified
sample for a given table based on the union of the set(s) of columns that occur in the GROUP
BY or HAVING clauses of all the queries on that table. The number of tuples in each stratum are
then decided according to a weighting function that considers the sizes of groups of all subsets
of the grouping attributes. This implies that for g grouping attributes, AQUA considers all
2g combinations. Unfortunately, this can be prohibitive for large values of g. Olston et al. [63]
use sampling for interactive data analysis. Their approach requires building a new sample for
each QCS, which unfortunately didn’t scale too well for large numbers of unique QCSs (e.g.,
in most of the real-world production workloads, the total number of unique QCSs exceeds
100). Babcock et al. [17], on the other hand, describe a stratified sampling technique where
biased samples are built on a single column, in contrast to the multi-dimensional samples in
AQUA. In their approach, queries are executed on all biased samples whose biased column is
present in the query and the union of results is returned as the final answer. While this had
much worse error-latency trade-off as compared to AQUA, it only used a fraction of storage
space.

On one hand, having multi-dimensional stratified samples produce the best error-latency
tradeoff which comes at the cost of huge storage space. On the other hand, limiting ourselves
to only single-dimensional stratified samples, while space-efficient, is bad for performance.
In order to achieve both, we formulate the problem of sample creation as an optimization
problem. Optimizing data summaries based on query patterns has been widely studied in
the database community as well [30, 54]. In the next section, we marry the two approaches to
create an optimal set of samples within a fixed storage budget, i.e., given a collection of past
QCS and their historical frequencies, we choose a collection of multi-dimensional stratified
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samples with total storage costs below some user configurable storage threshold. These
samples are designed to efficiently answer queries with the same QCSs as past queries, and to
provide good coverage for future queries over similar QCS. If the distribution of QCSs is stable
over time, our approach creates samples that are neither over- nor under-specialized for the
query workload. We show that in real-world workloads from Facebook Inc. and Conviva
Inc., stratified samples built using historical patterns of QCS usage continue to perform well
for future queries.

2.3 Sample Creation
BlinkDB creates a set of samples to accurately and quickly answer queries. In this section, we
describe the sample creation process in detail. First, we discuss the creation of a stratified
sample on a given set of columns. We show how the query accuracy and response time
depends on the availability of stratified samples for that query, and evaluate the storage
requirements of our stratified sampling strategy for various data distributions. Stratified
samples are useful, but carry storage costs, so we can only build a limited number of them.
Next, we formulate and solve an optimization problem to decide on the sets of columns on
which we build samples.

Stratified Samples

In this section, we describe our techniques for constructing a sample to target queries using
a given QCS. Table 2.1 contains the notation used in the rest of this section.

Queries that do not filter or group data (for example, a SUM over an entire table) often
produce accurate answers when run on uniform samples. However, uniform sampling often
does not work well for a queries on filtered or grouped subsets of the table. When members
of a particular subset are rare, a larger sample will be required to produce high-confidence
estimates on that subset. A uniform sample may not contain any members of the subset
at all, leading to a missing row in the final output of the query. The standard approach
to solving this problem is stratified sampling [55], which ensures that rare subgroups are
sufficiently represented. Next, we describe the use of stratified sampling in BlinkDB.

Optimizing a stratified sample for a single query

First, consider the smaller problem of optimizing a stratified sample for a single query. We
are given a query Q specifying a table T , a QCS φ, and either a response time bound t or an
error bound e. A time bound t determines the maximum (and optimal) sample size on which
we can operate, n. Similarly, given an error bound e, it is possible to calculate the minimum
sample size that will satisfy the error bound, and any larger sample would be suboptimal
because it would take longer than necessary. In general n is monotonically increasing in t
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Notation Description
T fact (original) table
Q a query
t a time bound for query Q
e an error bound for query Q
n the estimated number of rows that can be

accessed in time t
φ the QCS for Q, a set of columns in T
x a |φ|-tuple of values for a column set φ, for

example (Berkeley, CA) for φ =(City, State)
D(φ) the set of all unique x-values for φ in T
Tx, Sx the rows in T (or a subset S ⊆ T ) having the

values x on φ (φ is implicit)
S(φ,K) stratified sample associated with φ, where

frequency of every group x in φ is capped by K
∆(φ,M) the number of groups in T under φ having

size less than M — a measure of sparsity of T

Table 2.1: Notation used in Chapter 2

(or monotonically decreasing in e) but will also depend on Q and on the resources available
in the cluster to process Q. We will show later in Chapter 3 how we estimate n at runtime
using an Error-Latency Profile.

Among the rows in T , let D(φ) be the set of unique values x on the columns in φ. For
each value x there is a set of rows in T having that value, Tx = {r : r ∈ T and r takes
values x on columns φ}. We will say that there are |D(φ)| “groups” Tx of rows in T under
φ. We would like to compute an aggregate value for each Tx (for example, a SUM). Since
that is expensive, instead we will choose a sample S ⊆ T with |S| = n rows. For each group
Tx there is a corresponding sample group Sx ⊆ S that is a subset of Tx, which will be used
instead of Tx to calculate an aggregate. The aggregate calculation for each Sx will be subject
to error that will depend on its size. The best sampling strategy will minimize some measure
of the expected error of the aggregate across all the Sx, such as the worst expected error or
the average expected error.

A standard approach is uniform sampling — sampling n rows from T with equal prob-
ability. It is important to understand why this is an imperfect solution for queries that
compute aggregates on groups. A uniform random sample allocates a random number of
rows to each group. The size of sample group Sx has a hypergeometric distribution with n
draws, population size |T |, and |Tx| possibilities for the group to be drawn. The expected
size of Sx is n |Tx||T | , which is proportional to |Tx|. For small |Tx|, there is a chance that |Sx|
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V(φ) S(φ) 

K K 

φ 

Figure 2.5: Example of a stratified sample associated with a set of columns, φ.

is very small or even zero, so the uniform sampling scheme can miss some groups just by
chance. There are 2 things going wrong:

1. The sample size assigned to a group depends on its size in T . If we care about the
error of each aggregate equally, it is not clear why we should assign more samples to
Sx just because |Tx| is larger.

2. Choosing sample sizes at random introduces the possibility of missing or severely under-
representing groups. The probability of missing a large group is vanishingly small, but
the probability of missing a small group is substantial.

This problem has been studied before. Briefly, since error decreases at a decreasing rate
as sample size increases, the best choice simply assigns equal sample size to each groups. In
addition, the assignment of sample sizes is deterministic, not random. A detailed proof is
given by Acharya et al. [2]. This leads to the following algorithm for sample selection:

1. Compute group counts: To each x ∈ x0, ..., x|D(φ)|−1, assign a count, forming a
|D(φ)|-vector of counts N∗n. Compute N∗n as follows: Let N(n′) = (min(b n′

|D(φ)|c, |Tx0|),
min(b n′

|D(φ)|c, |Tx1|), ...), the optimal count-vector for a total sample size n′. Then choose
N∗n = N(max{n′ : ||N(n′)||1 ≤ n}). In words, our samples cap the count of each group at
some value b n′

|D(φ)|c. In the future we will use the name K for the cap size b n′

|D(φ)|c.

2. Take samples: For each x, sample N∗nx rows uniformly at random without replace-
ment from Tx, forming the sample Sx. Note that when |Tx| = N∗nx, our sample includes all
the rows of Tx, and there will be no sampling error for that group.

The entire sample S(φ,K) is the disjoint union of the Sx. Since a stratified sample on φ is
completely determined by the group-size cap K, we henceforth denote a sample by S(φ,K)



CHAPTER 2. SAMPLING 19

K 

B1 

B21 

B22 

B31 

B32 

B33 

B41 

B42 

B51 

B52 

B6 B7 B8 

B43 

x 

(a)

K 

B1 

B21 

B22 

B31 

B32 

B33 

B51 

B52 

B6 B7 B8 

B43 

K1 
B42 

B41 

x 

(b)

Figure 2.6: Possible storage layout for stratified sample S(φ,K).

or simply S when there is no ambiguity. K determines the size and therefore the statistical
properties of a stratified sample for each group.

For example, consider query Q grouping by QCS φ, and assume we use S(φ,K) to answer
Q. For each value x on φ, if |Tx| ≤ K, the sample contains all rows from the original table,
so we can provide an exact answer for this group. On the other hand, if |Tx| > K, we answer
Q based on K random rows in the original table. For the basic aggregate operators AVG,
SUM, COUNT, and QUANTILE, K directly determines the error of Q’s result. In particular, these
aggregate operators have standard error inversely proportional to

√
K [55].

Optimizing a set of stratified samples for all queries sharing a QCS

Now we turn to the question of creating samples for a set of queries that share a QCS φ but
have different values of n. Recall that n, the number of rows we read to satisfy a query, will
vary according to user-specified error or time bounds. A WHERE query may also select only a
subset of groups, which allows the system to read more rows for each group that is actually
selected. So in general we want access to a family of stratified samples (Sn), one for each
possible value of n.

Fortunately, there is a simple method that requires maintaining only a single sample for
the whole family (Sn). According to our sampling strategy, for a single value of n, the size of
the sample for each group is deterministic and is monotonically increasing in n. In addition,
it is not necessary that the samples in the family be selected independently. So given any
sample Snmax , for any n ≤ nmax there is an Sn ⊆ Snmax that is an optimal sample for n in
the sense of the previous section. Our sample storage technique, described next, allows such
subsets to be identified at runtime.

The rows of stratified sample S(φ,K) are stored sequentially according to the order of
columns in φ. Fig. 2.6 shows an example of storage layout for S(φ,K). Bij denotes a data
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block in the underlying file system, e.g., HDFS. Records corresponding to consecutive values
in φ are stored in the same block, e.g., B1. If the records corresponding to a popular value
do not all fit in one block, they are spread across several contiguous blocks e.g., blocks B41,
B42 and B43 contain rows from Sx. Storing consecutive records contiguously on the disk
significantly improves the execution times or range of the queries on the set of columns φ.

When Sx is spread over multiple blocks, each block contains a randomly ordered random
subset from Sx, and, by extension, from the original table. This makes it possible to efficiently
run queries on smaller samples. Assume a query Q, that needs to read n rows in total to
satisfy its error bounds or time execution constraints. Let nx be the number of rows read
from Sx to compute the answer. (Note nx ≤ max {K, |Tx|} and

∑
x∈D(φ),x selected by Q nx = n.)

Since the rows are distributed randomly among the blocks, it is enough for Q to read any
subset of blocks comprising Sx, as long as these blocks contain at least nx records. Fig. 2.6(b)
shows an example where Q reads only blocks B41 and B42, as these blocks contain enough
records to compute the required answer.

Storage overhead. An important consideration is the overhead of maintaining these sam-
ples, especially for heavy-tailed distributions with many rare groups. Consider a table with
1 billion tuples and a column set with a Zipf distribution with an exponent of 1.5. Then, it
turns out that the storage required by sample S(φ,K) is only 2.4% of the original table for
K = 104, 5.2% for K = 105, and 11.4% for K = 106.

These results are consistent with real-world data from Conviva Inc., where for K = 105,
the overhead incurred for a sample on popular columns like city, customer, autonomous
system number (ASN) is less than 10%.

Optimization Framework

We now describe the optimization framework to select subsets of columns on which to build
sample families. Unlike prior work which focuses on single-column stratified samples [17]
or on a single multi-dimensional (i.e., multi-column) stratified sample [2], BlinkDB creates
several multi-dimensional stratified samples. As described above, each stratified sample can
potentially be used at runtime to improve query accuracy and latency, especially when the
original table contains small groups for a particular column set. However, each stored sample
has a storage cost equal to its size, and the number of potential samples is exponential in
the number of columns. As a result, we need to be careful in choosing the set of column-sets
on which to build stratified samples. We formulate the trade-off between storage cost and
query accuracy/performance as an optimization problem, described next.
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Problem Formulation

The optimization problem takes three factors into account in determining the sets of columns
on which stratified samples should be built: the “sparsity” of the data, workload character-
istics, and the storage cost of samples.

Sparsity of the data. A stratified sample on φ is useful when the original table T contains
many small groups under φ. Consider a QCS φ in table T . Recall that D(φ) denotes the set
of all distinct values on columns φ in rows of T . We define a “sparsity” function ∆(φ,M) as
the number of groups whose size in T is less than some number M4:

∆(φ,M) = |{x ∈ D(φ) : |Tx| < M}|

Workload. A stratified sample is only useful when it is beneficial to actual queries. Under
our model for queries, a query has a QCS qj with some (unknown) probability pj - that
is, QCSs are drawn from a Multinomial (p1, p2, ...) distribution. The best estimate of pj is
simply the frequency of queries with QCS qj in past queries.

Storage cost. Storage is the main constraint against building too many stratified samples,
and against building stratified samples on large column sets that produce too many groups.
Therefore, we must compute the storage cost of potential samples and constrain total storage.
To simplify the formulation, we assume a single value of K for all samples; a sample family
φ either receives no samples or a full sample with K elements of Tx for each x ∈ D(φ).
|S(φ,K)| is the storage cost (in rows) of building a stratified sample on a set of columns φ.

Given these three factors defined above, we now introduce our optimization formulation.
Let the overall storage capacity budget (again in rows) be C. Our goal is to select β column
sets from among m possible QCSs, say φi1 , · · · , φiβ , which can best answer our queries, while
satisfying:

β∑
k=1

|S(φik , K)| ≤ C

Specifically, in BlinkDB, we maximize the following mixed integer linear program (MILP)
in which j indexes over all queries and i indexes over all possible column sets:

G =
∑
j

pj · yj ·∆(qj,M) (2.1)

4Appropriate values forM will be discussed later in this section. Alternatively, one could plug in different
notions of sparsity of a distribution in our formulation.
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subject to

m∑
i=1

|S(φi, K)| · zi ≤ C (2.2)

and

∀ j : yj ≤ max
i:φi⊆qj∪i:φi⊃qj

(zi min 1,
|D(φi)|
|D(qj)|

) (2.3)

where 0 ≤ yj ≤ 1 and zi ∈ {0, 1} are variables.

Here, zi is a binary variable determining whether a sample family should be built or not,
i.e., when zi = 1, we build a sample family on φi; otherwise, when zi = 0, we do not.

The goal function (2.1) aims to maximize the weighted sum of the coverage of the QCSs
of the queries, qj. If we create a stratified sample S(φi, K), the coverage of this sample for
qj is defined as the probability that a given value x of columns qj is also present among the
rows of S(φi, K). If φi ⊇ qj, then qj is covered exactly, but φi ⊂ qj can also be useful by
partially covering qj. At runtime, if no stratified sample is available that exactly covers the
QCS for a query, a partially-covering QCS may be used instead. In particular, the uniform
sample is a degenerate case with φi = ∅; it is useful for many queries but less useful than
more targeted stratified samples.

Since the coverage probability is hard to compute in practice, in this thesis we approx-
imate it by yj, which is determined by constraint (2.3). The yj value is in [0, 1], with 0
meaning no coverage, and 1 meaning full coverage. The intuition behind (2.3) is that when
we build a stratified sample on a subset of columns φi ⊆ qj, i.e., when zi = 1, we have
partially covered qj, too. We compute this coverage as the ratio of the number of unique
values between the two sets, i.e., |D(φi)|/|D(qj)|. When φi ⊂ qj, this ratio, and the true
coverage value, is at most 1. When φi = qj, the number of unique values in φi and qj are
the same, we are guaranteed to see all the unique values of qj in the stratified sample over
φi and therefore the coverage will be 1. When φi ⊃ qj, the coverage is also 1, so we cap the
ratio |D(φi)|/|D(qj)| at 1.

Finally, we need to weigh the coverage of each set of columns by their importance: a
set of columns qj is more important to cover when: (i) it appears in more queries, which is
represented by pj, or (ii) when there are more small groups under qj, which is represented
by ∆(qj,M). Thus, the best solution is when we maximize the sum of pj · yj ·∆(qj,M) for
all QCSs, as captured by our goal function (2.1).
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The size of this optimization problem increases exponentially with the number of columns
in T , which looks worrying. However, it is possible to solve these problems in practice by
applying some simple optimizations, like considering only column sets that actually occurred
in the past queries, or eliminating column sets that are unrealistically large.

Finally, we must return to two important constants we have left in our formulation, M
and K. In practice we set M = K = 100000. Our experimental results in §2.4 show that
the system performs quite well on the datasets we consider using these parameter values.

2.4 Evaluation
In this section, we evaluate BlinkDB’s sampling strategy on a 100 node EC2 cluster using
a workload from Conviva Inc. [36] and the well-known TPC-H benchmark [75]. First, we
compare BlinkDB to query execution on full-sized datasets to demonstrate how even a small
trade-off in the accuracy of final answers can result in orders-of-magnitude improvements in
query response times. Second, we evaluate the accuracy and convergence properties of our
optimal multi-dimensional stratified-sampling approach against both random sampling and
single-column stratified-sampling approaches.

Evaluation Setting

The Conviva and the TPC-H datasets were 17 TB and 1 TB (i.e., a scale factor of 1000) in
size, respectively, and were both stored across 100 Amazon EC2 extra large instances (each
with 8 CPU cores (2.66 GHz), 68.4 GB of RAM, and 800 GB of disk). The cluster was
configured to utilize 75 TB of distributed disk storage and 6 TB of distributed RAM cache.

Conviva Workload. The Conviva data represents information about video streams viewed
by Internet users. We use query traces from their SQL-based ad-hoc querying system which
is used for problem diagnosis and data analytics on a log of media accesses by Conviva users.
These access logs are 1.7 TB in size and constitute a small fraction of data collected across
30 days. Based on their underlying data distribution, we generated a 17 TB dataset for our
experiments and partitioned it across 100 nodes. The data consists of a single large fact table
with 104 columns, such as customer ID, city, media URL, genre, date, time, user
OS, browser type, request response time, etc. The 17 TB dataset has about 5.5 billion
rows and shares all the key characteristics of real-world production workloads observed at
Facebook Inc. and Microsoft Corp. [7].

The raw query log consists of 19, 296 queries, from which we selected different subsets
for each of our experiments. We ran our optimization function on a sample of about 200
queries representing 42 query column sets (with 1 to 13 columns in each set). We repeated
the experiments with different storage budgets for the stratified samples– 50%, 100%, and
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200%5. A storage budget of s% indicates that the cumulative size of all the samples will
not exceed s

100
times the original data. So, for example, a budget of 100% indicates that the

total size of all the samples should be less than or equal to the original data. Fig. 2.7a shows
the set of samples that were selected by our optimization problem for the storage budgets of
50%, 100% and 200% respectively, along with their cumulative storage costs. Note that each
stratified sample has a different size due to variable number of distinct keys in the table. For
these samples, the value of K for stratified sampling is set to 100, 000.

TPC-H Workload. We also ran a smaller number of experiments using the TPC-H work-
load to demonstrate the generality of our results, with respect to a standard benchmark.
All the TPC-H experiments ran on the same 100 node cluster, on 1 TB of data (i.e., a scale
factor of 1000). The 22 benchmark queries in TPC-H were mapped to 6 unique query column
sets. Fig. 2.7b shows the set of sample selected by our optimization problem for the storage
budgets of 50%, 100% and 200%, along with their cumulative storage costs. Unless otherwise
specified, all the experiments in this chapter are done with a 50% additional storage budget
(i.e., samples could use additional storage of up to 50% of the original data size).

BlinkDB’s Sampling vs. No Sampling

We first compare the performance of BlinkDB versus frameworks that execute queries on com-
plete data. In this experiment, we ran on two subsets of the Conviva data, with 7.5 TB and
2.5 TB respectively, spread across 100 machines. We chose these two subsets to demonstrate
some key aspects of the interaction between data-parallel frameworks and modern clusters
with high-memory servers. While the smaller 2.5 TB dataset can be be completely cached
in memory, datasets larger than 6 TB in size have to be (at least partially) spilled to disk.
To demonstrate the significance of sampling even for the simplest analytical queries, we ran
a simple query that computed average of user session times with a filtering predicate on
the date column (dt) and a GROUP BY on the city column. We compared the response time
of the full (accurate) execution of this query on Hive [74] on Hadoop MapReduce [15], Hive
on Spark (called Shark [81]) – both with and without caching, against its (approximate)
execution on BlinkDB with a 1% error bound for each GROUP BY key at 95% confidence. We
ran this query on both data sizes (i.e., corresponding to 5 and 15 days worth of logs, re-
spectively) on the aforementioned 100-node cluster. We repeated each query 10 times, and
report the average response time in Figure 2.8. Note that the Y axis is log scale. In all cases,
BlinkDB significantly outperforms its counterparts (by a factor of 10 − 200×), because it is
able to read far less data to compute a fairly accurate answer. For both data sizes, BlinkDB
returned the answers in a few seconds as compared to thousands of seconds for others. In
the 2.5 TB run, Shark’s caching capabilities help considerably, bringing the query runtime
down to about 112 seconds. However, with 7.5 TB of data, a considerable portion of data is

5Please note that while individual stratified sample size is logarithmic in the size of data, there could be
exponentially many possible samples to create, which in turn may require a considerable sampling budget.



CHAPTER 2. SAMPLING 25

 0
 20
 40
 60
 80

 100
 120
 140
 160
 180
 200

50% 100% 200%

A
ct

u
a
l 
S

to
ra

g
e
 C

o
st

 (
%

)

Storage Budget (%)

[dt jointimems]
[objectid jointimems]

[dt dma]

[country endedflag]
[dt country]

[other columns]

(a) Biased Samples (Conviva)

 0
 20
 40
 60
 80

 100
 120
 140
 160
 180
 200

50% 100% 200%

A
ct

u
a
l 
S

to
ra

g
e
 C

o
st

 (
%

)

Storage Budget (%)

[orderkey suppkey]
[commitdt receiptdt]

[quantity]

[discount]
[shipmode]

[other columns]

(b) Biased Samples (TPC-H)

Figure 2.7: Fig. 2.7a and Fig. 2.7b show the relative sizes of the set of stratified sample(s)
created for 50%, 100% and 200% storage budget on Conviva and TPC-H workloads respec-
tively. The samples are identified by the sets of column(s) on which they are stratified
on.
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Figure 2.8: A comparison of response times (in log scale) incurred by Hive (on Hadoop),
Shark (Hive on Spark) – both with and without input data caching, and BlinkDB, on simple
aggregation.

spilled to disk and the overall query response time is considerably longer.

Multi-Dimensional Stratified Sampling

Next, we ran a set of experiments to evaluate the error and convergence properties of our op-
timal multi-dimensional stratified-sampling approach against both simple random sampling,
and one-dimensional stratified sampling (i.e., stratified samples over a single column). For
these experiments we constructed three sets of samples on both Conviva and TPC-H data
with a 50% storage constraint:

1. Uniform Samples. A sample containing 50% of the entire data, chosen uniformly at
random.

2. Single-Dimensional Stratified Samples. The column to stratify on was chosen
using the same optimization framework, restricted so a sample is stratified on exactly
one column.

3. Multi-Dimensional Stratified Samples. The sets of columns to stratify on were
chosen using BlinkDB’s optimization framework (§2.3), restricted so that samples could
be stratified on no more than 3 columns (considering four or more column combinations
caused our optimizer to take more than a minute to complete).
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Figure 2.9: Fig. 2.9a and Fig. 2.9b compare the average statistical error per QCS when
running a query with fixed time budget of 10 seconds for various sets of samples.

Error Properties

In order to illustrate the advantages of our multi-dimensional stratified sampling strategy,
we compared the average statistical error at 95% confidence while running a query for 10
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Figure 2.10: A comparison of the rates of error convergence with respect to time for various
sets of samples.

seconds over the three sets of samples, all of which were constrained to be of the same size.

For our evaluation using Conviva’s data we used a set of 40 of the most popular queries
(with 5 unique QCSs) and 17 TB of uncompressed data on 100 nodes. We ran a similar set
of experiments on the standard TPC-H queries (with 6 unique QCSs). The queries we chose
were on the lineitem table, and were modified to conform with HiveQL syntax.

In Figures 2.9a, and 2.9b, we report the average statistical error in the results of each
of these queries when they ran on the aforementioned sets of samples. The queries are
binned according to the set(s) of columns in their GROUP BY, WHERE and HAVING clauses (i.e.,
their QCSs) and the numbers in brackets indicate the number of queries which lie in each bin.
Based on the storage constraints, BlinkDB’s optimization framework had samples stratified on
QCS1 and QCS2 for Conviva data and samples stratified on QCS1, QCS2 and QCS4 for TPC-
H data. For common QCSs, multi-dimensional samples produce smaller statistical errors
than either one-dimensional or random samples. The optimization framework attempts
to minimize expected error, rather than per-query errors, and therefore for some specific
QCS single-dimensional stratified samples behave better than multi-dimensional samples.
Overall, however, our optimization framework significantly improves performance versus
single column samples.
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Convergence Properties

We also ran experiments to demonstrate the convergence properties of multi-dimensional
stratified samples used by BlinkDB. We use the same set of three samples as §2.4, taken over
17 TB of Conviva data. Over this data, we ran multiple queries to calculate average session
time for a particular ISP’s customers in 5 US Cities and determined the latency for achieving
a particular error bound with 95% confidence. Results from this experiment (Figure 2.10)
show that error bars from running queries over multi-dimensional samples converge orders-of-
magnitude faster than random sampling (i.e., Hadoop Online [35, 65]), and are significantly
faster to converge than single-dimensional stratified samples.

2.5 Conclusion
In this chapter, we focused on the problem of creating and maintaining samples in BlinkDB.
The sample creation module creates stratified samples on the most frequently used QCSs to
ensure efficient execution for queries on rare values. By stratified, we mean that rare sub-
groups (e.g., Galena, IL) are over-represented relative to a uniformly random sample. This
ensures that we can answer queries about any subgroup, regardless of its representation in
the underlying data. We formulated the problem of sample creation as an optimization prob-
lem. Given a collection of past QCS and their historical frequencies, we choose a collection
of stratified samples with total storage costs below some user configurable storage threshold.
These samples are designed to efficiently answer queries with the same QCSs as past queries,
and to provide good coverage for future queries over similar QCS. If the distribution of QCSs
is stable over time, our approach creates samples that are neither over- nor under-specialized
for the query workload. We showed that in real-world workloads from Facebook Inc. and
Conviva Inc., QCSs do re-occur frequently and that stratified samples built using historical
patterns of QCS usage continue to perform well for future queries. Next, we will focus on
the problem of runtime sample selection in Chapter 3.
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Chapter 3

Materialized Sample View Selection

In this chapter, we provide an overview of simple query execution in BlinkDB and present our
approach for materialized sample view selection. Please note that in the rest of this chapter,
we will use the term runtime sample selection to imply selecting pre-computed samples at
runtime. Given a query Q, the goal is to select one (or more) sample(s) at run-time that meet
the specified time or error constraints and then compute answers over them. Picking a sample
involves selecting either the uniform sample or one of the stratified samples (none of which
may stratify on exactly the QCS of Q), and then possibly executing the query on a subset
of tuples from the selected sample. The selection of a sample (i.e., uniform or stratified)
depends on the set of columns in Q’s clauses, the selectivity of its selection predicates, and
the data placement and distribution. In turn, the size of the sample subset on which we
ultimately execute the query depends on Q’s time/accuracy constraints, its computation
complexity, the physical distribution of data in the cluster, and available cluster resources
(i.e., empty slots) at runtime.

As with traditional query processing, accurately predicting the selectivity is hard, espe-
cially for complex WHERE and GROUP BY clauses. This problem is compounded by the fact
that the underlying data distribution can change with the arrival of new data. Accurately
estimating the query response time is even harder, especially when the query is executed in a
distributed fashion. This is (in part) due to variations in machine load, network throughput,
as well as a variety of non-deterministic (sometimes time-dependent) factors that can cause
wide performance fluctuations.

Furthermore, maintaining a large number of samples (which are cached in memory to
different extents), allows BlinkDB to generate many different query plans for the same query
that may operate on different samples to satisfy the same error/response time constraints.
In order to pick the best possible plan, BlinkDB’s run-time dynamic sample selection strategy
involves executing the query on a small sample (i.e., a subsample) of data of one or more
samples and gathering statistics about the query’s selectivity, complexity and the underly-
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ing distribution of its inputs. Based on these results and the available resources, BlinkDB
extrapolates the response time and relative error with respect to sample sizes to construct
an Error Latency Profile (ELP) of the query for each sample, assuming different subset sizes.
An ELP is a heuristic that enables quick evaluation of different query plans in BlinkDB to
pick the one that can best satisfy a query’s error/response time constraints. However, it
should be noted that depending on the distribution of underlying data and the complexity
of the query, such an estimate might not always be accurate, in which case BlinkDB may need
to read additional data to meet the query’s error/response time constraints.

In the rest of this chapter, we detail our approach to query execution, by first discussing
our mechanism for selecting a set of appropriate samples (§3.1), and then picking an appro-
priate subset size from one of those samples by constructing the Error Latency Profile for
the query (§3.2). Finally, we discuss how BlinkDB corrects the bias introduced by executing
queries on stratified samples (§3.4).

3.1 Selecting the Optimal Stratified Sample
Choosing an appropriate sample for a query primarily depends on the set of columns qj
that occur in its WHERE and/or GROUP BY clauses and the physical distribution of data in the
cluster (i.e., disk vs. memory). If BlinkDB finds one or more stratified samples on a set of
columns φi such that qj ⊆ φi, we simply pick the φi with the smallest number of columns,
and run the query on S(φi, K). However, if there is no stratified sample on a column set
that is a superset of qj, we run Q in parallel on in-memory subsets of all samples currently
maintained by the system. Then, out of these samples we select those that have a high
selectivity as compared to others, where selectivity is defined as the ratio of (i) the number
of rows selected by Q, to (ii) the number of rows read by Q (i.e., number of rows in that
sample). The intuition behind this choice is that the response time of Q increases with the
number of rows it reads, while the error decreases with the number of rows Q’s WHERE/GROUP
BY clause selects.

3.2 Selecting the Optimal Sample Size
Once a set of samples is decided, BlinkDB needs to select a particular sample φi and pick
an appropriately sized subsample in that sample based on the query’s response time or
error constraints. We accomplish this by constructing an ELP for the query. The ELP
characterizes the rate at which the error decreases (and the query response time increases)
with increasing sample sizes, and is built simply by running the query on smaller samples to
estimate the selectivity and project latency and error for larger samples. For a distributed
query, its runtime scales with sample size, with the scaling rate depending on the exact query
structure (JOINS, GROUP BYs etc.), physical placement of its inputs and the underlying data
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distribution [7]. The variation of error (or the variance of the estimator) primarily depends
on the variance of the underlying data distribution and the actual number of tuples processed
in the sample, which in turn depends on the selectivity of a query’s predicates.

Error Profile: An error profile is created for all queries with error constraints. If Q specifies
an error (e.g., standard deviation) constraint, the BlinkDB error profile tries to predict the
size of the smallest sample that satisfies Q’s error constraint. Variance and confidence
intervals for aggregate functions are estimated using standard closed-form formulas from
statistics [55]. For all standard SQL aggregates, the variance is proportional to ∼ 1/n, and
thus the standard deviation (or the statistical error) is proportional to ∼ 1/

√
n, where n is

the number of rows from a sample of size N that match Q’s filter predicates. Using this
notation. the selectivity sq of the query is the ratio n/N .

Let ni,m be the number of rows selected by Q when running on a subsetm of the stratified
sample, S(φi, K). Furthermore, BlinkDB estimates the query selectivity sq, sample variance
Sn (for AVG/SUM) and the input data distribution f (for Quantiles) by running the query
on a number of small sample subsets. Using these parameter estimates, we calculate the
number of rows n = ni,m required to meet Q’s error constraints using standard closed form
statistical error estimates [55]. Then, we run Q on S(φi, K) until it reads n rows.

Latency Profile: Similarly, a latency profile is created for all queries with response time
constraints. If Q specifies a response time constraint, we select the sample on which to run
Q the same way as above. Again, let S(φi, K) be the selected sample, and let n be the
maximum number of rows that Q can read without exceeding its response time constraint.
Then we simply run Q until reading n rows from S(φi, K).

The value of n depends on the physical placement of input data (disk vs. memory), the
query structure and complexity, and the degree of parallelism (or the resources available to
the query). As a simplification, BlinkDB simply predicts n by assuming that latency scales
linearly with input size, as is commonly observed with a majority of I/O bounded queries
in parallel distributed execution environments [11, 83]. To avoid non-linearities that may
arise when running on very small in-memory samples, BlinkDB runs a few smaller samples
until performance seems to grow linearly and then estimates the appropriate linear scaling
constants (i.e., data processing rate(s), disk/memory I/O rates etc.) for the model.

3.3 An Example
As an illustrative example consider a query that calculates the average session time for a
(city, state) tuple “Galena, IL”. For the purposes of this example, the system has three
stratified samples, one biased on date and country, one biased on date and the designated
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(b) dt, dma













 
































































 































































 
































































 
































































 
































































 
































































 
































































 
































































 




















































(c) dt, ended_flag

Figure 3.1: Error Latency Profiles for a variety of samples when executing a query to cal-
culate average session time in Galena. (a) Shows the ELP for a sample biased on date and
country, (b) is the ELP for a sample biased on date and designated media area (dma), and
(c) is the ELP for a sample biased on date and the ended_flag. Please note that these
ELPs differ primarily due to the nature and placement of the underlying samples.

media area (dam) for a video, and the last one biased on date and ended_flag. In this case
it is not obvious which of these three samples would be preferable for answering the query.

In this case, BlinkDB constructs an ELP for each of these samples as shown in Figure 3.1.
For many queries it is possible that all of the samples can satisfy specified time or error
bounds. For instance all three of the samples in our example can be used to answer this query
with an error bound of under 4%. However it is clear from the ELP that the sample biased
on date and ended_flag would take the shortest time to find an answer within the required
error bounds (perhaps because the data for this sample is cached), and BlinkDB would hence
execute the query on that sample.
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URL City Browser SessionTime
cnn.com New York Firefox 15

yahoo.com New York Firefox 20
google.com Berkeley Firefox 85
google.com New York Safari 82
bing.com Cambridge IE 22

Table 3.1: Sessions Table.

URL City Browser SessionTime SampleRate
yahoo.com New York Firefox 20 0.33
google.com New York Safari 82 1.0
bing.com Cambridge IE 22 1.0

Table 3.2: A sample of Sessions Table stratified on Browser column

3.4 Bias Correction
Running a query on a non-uniform sample introduces a certain amount of statistical bias in
the final result since different groups are picked at different frequencies. In particular while
all the tuples matching a rare subgroup would be included in the sample, more popular sub-
groups will only have a small fraction of values represented. To correct for this bias, BlinkDB
keeps track of the effective sampling rate for each group associated with each sample in a
hidden column as part of the sample table schema, and uses this to weight different sub-
groups to produce an unbiased result. To illustrate this further, consider the Sessions table,
shown in Table 3.1, and the following query against this table.

SELECT City, SUM(SessionTime)
FROM Sessions
GROUP BY City
WITHIN 5 SECONDS

If we have a uniform sample of this table, estimating the query answer is straightforward.
For instance, suppose we take a uniform sample with 40% of the rows of the original Sessions
table. In this case, we simply scale the final sums of the session times by 1/0.4 = 2.5 in
order to produce an unbiased estimate of the true answer1.

1Here we use the terms biased and unbiased in a statistical sense, meaning that although the estimate
might vary from the actual answer, its expected value will be the same as the actual answer.
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Using the same approach on a stratified sample may produce a biased estimate of the
answer for this query. For instance, consider a stratified sample of the Sessions table on the
Browser column, as shown in Table 3.2. Here, we have a cap value of K = 1, meaning we
keep all rows whose Browser only appears once in the original Sessions table (e.g., Safari
and IE ), but when a browser has more than one row (i.e., Firefox ), only one of its rows is
chosen, uniformly at random. In this example we have to choose the row that corresponds
to Yahoo.com. Here, we cannot simply scale the final sums of the session times because
different values were sampled with different rates. Therefore, to produce unbiased answers,
BlinkDB keeps track of the effective sampling rate applied to each row, e.g., in Table 3.2, this
rate is 0.33 for Firefox row, while it is 1.0 for Safari and IE rows since they have not been
sampled at all. Given these per-row sample rates, obtaining an unbiased estimates of the
final answer is straightforward, e.g., in this case the sum of sessions times is estimated as
1

0.33
× 20 + 1

1
× 82 for New York and as 1

1
× 22 for Cambridge. Note that here we will not

produce any output for Berkeley (this would not happen if we had access to a stratified
sample over City, for example). In general, the query processor in BlinkDB performs a similar
correction when operating on stratified samples.

3.5 Evaluation
In this section, we evaluate BlinkDB’s sample selection strategy on a 100 node EC2 cluster
using a workload from Conviva Inc. [36] and the well-known TPC-H benchmark [75]. First,
we evaluate BlinkDB’s effectiveness at meeting different time/error bounds requested by the
user. Second, we evaluate the scalability properties of BlinkDB as a function of cluster size.

Evaluation Setting

We use the same set of queries and workloads that were used in Chapter 2. The Conviva and
the TPC-H datasets were 17 TB and 1 TB (i.e., a scale factor of 1000) in size, respectively,
and were both stored across 100 Amazon EC2 extra large instances (each with 8 CPU cores
(2.66 GHz), 68.4 GB of RAM, and 800 GB of disk). The cluster was configured to utilize 75
TB of distributed disk storage and 6 TB of distributed RAM cache.

Conviva Workload. The Conviva data, as we mentioned, represents information about
video streams viewed by Internet users. We use query traces from their SQL-based ad-hoc
querying system which is used for problem diagnosis and data analytics on a log of media
accesses by Conviva users. These access logs are 1.7 TB in size and constitute a small fraction
of data collected across 30 days. Based on their underlying data distribution, we generated
a 17 TB dataset for our experiments and partitioned it across 100 nodes. The data consists
of a single large fact table with 104 columns, such as customer ID, city, media URL,
genre, date, time, user OS, browser type, request response time, etc.
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Figure 3.2: Fig. 3.2a and Fig. 3.2b plot the actual vs. requested maximum response times
and error bounds in BlinkDB.
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samples) as a function of cluster size.

Time/Accuracy Guarantees

First, we evaluate BlinkDB’s effectiveness at meeting different time/error bounds requested
by the user. To test time-bounded queries, we picked a sample of 20 Conviva queries, and
ran each of them 10 times, with a maximum time bound from 1 to 10 seconds. Figure 3.2a
shows the results run on the same 17 TB data set, where each bar represents the minimum,
maximum and average response times of the 20 queries, averaged over 10 runs. From these
results we can see that BlinkDB is able to accurately select a sample to satisfy a target
response time.

Figure 3.2b shows results from the same set of queries, also on the 17 TB data set,
evaluating our ability to meet specified error constraints. In this case, we varied the requested
maximum error bound from 2% to 32% . The bars again represent the minimum, maximum
and average errors across different runs of the queries. Note that the measured error is
almost always at or less than the requested error. However, as we increase the error bound,
the measured error becomes closer to the bound. This is because at higher error rates the
sample size is quite small and error bounds are wider.

Scaling Up

Finally, in order to evaluate the scalability properties of BlinkDB as a function of cluster size,
we created 2 different sets of query workload suites consisting of 40 unique Conviva queries
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each. The first set (marked as selective) consists of highly selective queries – i.e., those
queries that only operate on a small fraction of input data. These queries occur frequently
in production workloads and consist of one or more highly selective WHERE clauses. The
second set (marked as bulk) consists of those queries that are intended to crunch huge
amounts of data. While the former set’s input is generally striped across a small number
of machines, the latter set of queries generally runs on data stored on a large number of
machines, incurring a higher communication cost. Figure 3.3 plots the query latency for
each of these workloads as a function of cluster size. Each query operates on 100n GB of
data (where n is the cluster size). So for a 10 node cluster, each query operates on 1 TB of
data and for a 100 node cluster each query operates on around 10 TB of data. Further, for
each workload suite, we evaluate the query latency for the case when the required samples
are completely cached in RAM or when they are stored entirely on disk. Since in reality
any sample will likely partially reside both on disk and in memory these results indicate the
min/max latency bounds for any query.

3.6 Conclusion
In this chapter, we focussed on the problem of runtime materialized sample view selection.
Based on a query’s error/response time constraints, the sample selection module dynamically
picks a sample on which to run the query. It does so by running the query on multiple smaller
sub-samples (which could potentially be stratified across a range of dimensions) to quickly
estimate query selectivity and choosing the best sample to satisfy specified response time
and error bounds. We proposed an Error-Latency Profile heuristic to efficiently choose
the sample that will best satisfy the user-specified error or time bounds and demonstrated
BlinkDB provides bounded error and latency for a wide range of real-world SQL queries, and
it is robust to variations in the query workload. Once we have an optimal sample, we will
now shift our focus on ways of optimizing query execution in a parallel environment.
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Chapter 4

Error Estimation

A key aspect of approximate query processing is estimating the error of the approximation,
a.k.a. “error bars”. However, existing techniques for computing error bars are often inac-
curate when applied to real-world queries and datasets. This result is simply stated, but
the intuition behind it may be unclear. We first provide some background on how the large
variety of available error estimation techniques work, and why and when they might fail.

4.1 Approximate Query Processing (AQP)
We begin with a brief overview of a query approximation framework. Let θ be the query
we would like to compute on a dataset D, so that our desired query answer is θ(D). For
example, consider the following query which returns the average session times of users of an
online service from New York City:

SELECT AVG(Time)
FROM Sessions
WHERE City = ‘NYC’

The θ corresponding to this query is:

θ(D) =
1

N

∑
t∈σCity = ‘NYC’(D)

t.T ime (4.1)

where N is the total number of tuples processed and t.T ime refers to the Time attribute in
tuple t.
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It is common for an analytical (a.k.a. OLAP) query to evaluate one or more such aggregate
functions, each of which may output a set of values (due to the presence of GROUP BY).
However, for the sake of simplicity, we assume that each query evaluates a single aggregate
function that returns a single real number. When a query in our experimental dataset
produces multiple results, we treat each result as a separate query. Additionally note that,
while we focus on θs that encode analytical SQL queries, θ could instead correspond to a
different aggregation function, like a MapReduce job in EARL [53].

When the size of the dataset (|D|) is too large or when the user prefers lower latency
than the system can deliver, it is possible to save on I/O and computation by processing the
query on less data, resorting to approximation. In particular, sampling has served as one of
the most common and generic approaches to approximation of analytical queries [1, 5, 28,
35, 39, 47, 53, 66, 68]. The simplest form of sampling is simple random sampling with plug-in
estimation. Instead of computing θ(D), this method identifies a random sample S ⊆ D by
sampling n = |S| ≤ |D| rows uniformly at random from D with replacement1, and then
returns the sample estimate θ(S) to the user2. Since θ(S) depends on the particular sample
we identified, it is random, and we say that it is a draw from its sampling distribution
Dist(θ[S]). The random quantity ε = θ(S) − θ(D) is the sampling error ; it also has a
probability distribution, which we denote by Dist(ε).

4.2 An Overview of Error Estimation
As we have noted, it is critical for any AQP system to know some kind of summary of the
typical values of ε for any query. Like θ(D), this summary must be estimated from S, and
this estimation procedure may suffer from error. The particular summary chosen in most
AQP systems is the confidence interval, a natural way to compactly summarize an error
distribution. A procedure is said to generate confidence intervals with a specified coverage
α ∈ [0, 1] if, on a proportion exactly α of the possible samples S, the procedure generates
an interval that includes θ(D). Typically, α is set close to 1 so that the user can be fairly
certain that θ(D) lies somewhere in the confidence interval. Thus, confidence intervals offer
a guarantee that is attractive to users.

Procedures for generating confidence intervals do not always work well, and we need a
way to evaluate them. Unfortunately, to say that a procedure has correct coverage is not
enough to pin down its usefulness. For example, a procedure can trivially achieve α coverage

1We assume that samples are taken with replacement only to simplify our subsequent discussion. In
practice, sampling without replacement gives slightly more accurate sample estimates.

2Another function θ̂(S) may be used to estimate θ(D). For example, when θ is SUM, a reasonable choice
of θ̂ would be the sample sum multiplied by a scaling factor |D|

|S| . The proper choice of θ̂ for a given θ is not
the focus of this thesis and has been discussed in [59]. For simplicity of presentation we assume here that θ
is given and that it appropriately handles scaling.
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by returning (−∞,∞) α of the time, and ∅ the rest of the time; obviously this procedure is
not helpful in estimating error.

To resolve this technical problem, we choose to use symmetric centered confidence inter-
vals. These do not have the unreasonable behavior of the above example, and further it is
possible to evaluate them as estimates of a ground truth value: the interval centered around
θ(D) that covers exactly the proportion α of the sampling distribution of θ(S), Dist(θ[S])3.
Though it is not really a confidence interval, since it is deterministic and always covers
θ(D), in a slight abuse of terminology we call this ground truth value the true confidence
interval. The procedure for generating symmetric centered confidence intervals from samples
closely mimics the definition of the true value. Given a sample, we can estimate θ(D) as
usual by θ(S). As we detail in the next section, various error estimation techniques can
be used to estimate the sampling distribution Dist(θ[S]). These two estimates (θ(S) and
the estimate of its distribution) are in turn used to produce a confidence interval by finding
an interval centered on θ(S) covering α of the estimated sampling distribution. This inter-
val can be computed by finding the number a that satisfies P ([θ(S) − a, θ(S) + a]) = α,
where P is the estimate of Dist(θ[S]). We can evaluate such a confidence interval by
merely comparing its width with that of the true confidence interval, i.e. by computing
δ = (true confidence interval width)−(estimated interval width)

(true confidence interval width) . If this quantity is much above or below
zero for a particular query, we can declare that confidence interval estimation has failed in
that case. Unlike coverage, this evaluation fully captures problems with error estimation.
See [46] for a more detailed discussion of symmetric centered confidence intervals.

4.3 Estimating the Sampling Distribution
We now turn to the problem of estimating Dist(θ[S]) using only a single sample S. There are
three widely-used methods: the bootstrap [40, 85]; closed-form estimates based on normal
approximations; and large deviation bounds [56]. It may be unclear why they could fail, and
in order to aid intuition we provide a brief explanation of the methods.

Nonparametric Bootstrap

Given unlimited time and access to the entire dataset D, we could compute the sampling
distribution to arbitrary accuracy by taking a large number K of independent random sam-
ples from D (in exactly the same way as we computed S) and computing θ on each one,
producing a distribution over sample estimates. As K → ∞, this would exactly match the
sampling distribution.

However, actually accessing D many times would defeat the purpose of sampling, namely,
the need to use only a small amount of data. Instead, Efron’s nonparametric bootstrap [40]

3This interval is not technically unique, but for moderately-sized D it is close to unique.
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(or simply the bootstrap) uses the sample S in place of the dataset D, just as we used θ(S)
as an estimate for θ(D) earlier. This means we take K “resamples” of size n (with replace-
ment4) from S, which we denote Si; compute θ(Si) for each one; and take this “bootstrap
resampling distribution” as our estimate of the sampling distribution. We make a further
approximation by taking K to be merely a reasonably large number, like 100 (K can be
tuned automatically [41]).

The substitution of S for D in the bootstrap does not always work well. Roughly, its
accuracy depends on two things5:

1. The sensitivity of θ to outliers in D: If θ is sensitive to rare values and D contains
such values, then the estimate can be poor (consider, for example, θ = MAX).

2. The sample size n: When the sensitivity condition is met, theory only tells us that
the estimate is accurate in the limit as n → ∞. The estimate can be poor even
for moderately large n (for example 1, 000, 000), and the theory gives no guidance
on the requirements for n. It should be noted that the relationship between n and
the accuracy of error bars is an exact analogue of the relationship between n and
the size of the sampling error |ε|. It is therefore unlikely that the dependence on n
will be avoided by finding a different method for computing confidence intervals; any
reasonable method will suffer from some inaccuracy at small n and improve in accuracy
as n grows.

In addition to the possibility of failure, the bootstrap involves a large amount of compu-
tation (K replications of the query on resamples), which can partially offset the benefits of
sampling. Fig. 4.1 illustrates the use of the bootstrap in computing confidence intervals and
its potential cost. This motivates the consideration of alternative methods.

Normal approximation and closed-form estimate of variance

This method approximates the sampling distribution by a normal distribution N(θ(S), σ2)
and estimates the variance σ2 by a special closed-form function of the sample. We call this
closed-form estimation for short. The normal approximation is justified by appealing to the
central limit theorem. Like the bootstrap, this rests on assumptions of insensitivity of θ
to outliers in D and on n being large. However, closed-form estimation replaces the brute-
force computation of the bootstrap with estimation of the parameter σ2 from S through
careful manual study of θ. For example, a well-known estimate for σ2 when θ(S) is AVG is

4Note that, since the resamples are taken with replacement, the Si are not simply identical to S, even
though they are all samples of size n = |S| from S.

5There are two standard books by Van der Vaart ([77, 78]) that treat this in great detail.
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Figure 4.1: The computational pattern of bootstrap.

s2 = Var(S)
n

. Calculating Var(S) is much cheaper than computing K bootstrap replicates,
so in the case of AVG, closed-form estimation is appealing. The story is similar for several
θs commonly used in SQL queries: COUNT, SUM, AVG, and VARIANCE. Other θs require more
complicated estimates of σ2, and in some cases, like MIN, MAX, and black-box user defined
functions (UDFs), closed-form estimates are unknown. Therefore closed-form estimation is
less general than the bootstrap. In our Facebook trace, 37.21% of queries are amenable to
closed-form estimates. Later, in Fig. 6.4a we show the overhead of estimating the error using
closed forms for a set of 100 randomly chosen queries that computed COUNT, SUM, AVG, or
VARIANCE from our Facebook trace. When closed-form estimation is possible, it generally
runs faster than the bootstrap.

Large Deviation Bounds

Large deviation bounds6 [56] are a third technique for error estimation, used in several
existing AQP systems including OLA[47, 45] and AQUA[1]. Rather than directly estimating
the sampling distribution like the bootstrap and closed forms, this method bounds the tails
of the sampling distribution; these bounds are sufficient to compute confidence intervals.
The method relies on the direct computation of a quantity related to the “sensitivity to
outliers” (for example, |maxD −minD| in the case of SUM) that, as previously mentioned,
can ruin the accuracy of bootstrap- and closed-form-based error estimation. This sensitivity
quantity depends on D and θ, so it must be precomputed for every θ and, like σ2 in closed-
form estimation, requires difficult manual analysis of θ. By making a worst-case assumption
about the presence of outliers, large deviation bounds ensure that the resulting confidence
intervals never have coverage less than α. That is, error bars based on large deviation

6There are many examples of such bounds, including Hoeffding’s inequality, Chernoff’s inequality, Bern-
stein’s inequality, McDiarmid’s inequality, or the bounded-differences inequality.
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bounds will never be too small. However, this conservatism comes at a great cost: as we
observe in Fig. 1.1, typically large deviation bounds instead produce confidence intervals
much wider than the true confidence interval and with coverage much higher than α, making
them extremely inefficient in practice.

4.4 Problem: Estimation Fails
As noted in the previous section, all three estimation methods have modes of failure. We’ve
already highlighted the pessimistic nature of large deviation bounds in Fig. 1.1, and in this
section we evaluate the severity of these failure modes for the bootstrap and closed-form
estimation. Recall that we can summarize the accuracy of a symmetric centered confidence
interval by δ, the relative deviation of its width from that of the true interval. Ideally, we
would like δ to be close to zero. If it is often positive and large, this means our procedure
produced confidence intervals that are too large, and the intervals are typically larger than
the true sampling error ε. In that case, we say that the procedure is pessimistic. (In Fig. 1.1
we saw an example– confidence intervals based on Hoeffding bounds suffer from extreme
pessimism.) On the other hand, if δ is often much smaller than 0, then our procedure is
producing confidence intervals that are misleadingly small, and we say that it is optimistic.

The two cases result in different problems. A pessimistic error estimation procedure will
cause the system to use inefficiently large samples. For example, say that for a particular
query and sample size we have θ(D) = 10, θ(S) = 10.01, and we produce the confidence
interval [5.01, 15.01]. If the user requires a relative error no greater than 0.1%, the system is
forced to use a much larger sample, even though θ(S) is actually accurate enough. Without
a fixed requirement for error, pessimistic error estimation will lead the user to disregard θ(S)
even when it is a useful estimate of θ(D).

While pessimistic error estimation results in decisions that are too conservative, an opti-
mistic error estimation procedure is even worse. If for a different query we have θ(D) = 10,
θ(S) = 15, and the system produces the confidence interval [14.9, 15.1], then the user will
make decisions under the assumption that θ(D) probably lies in [14.9, 15.1], even though
it is far away. Since pessimism and optimism result in qualitatively different problems, we
present them as two separate failure cases in our evaluation of error estimation procedures.

To test the usefulness of error estimation techniques on real OLAP queries, we analyzed
a representative trace of 69, 438 Hive queries from Facebook constituting a week’s worth of
production queries during the 1st week of Feb 2013 and a trace of 18, 321 Hive queries from
Conviva Inc. [36] constituting a sample of a month’s worth of production queries during
Feb 2013. Among these, MIN, COUNT, AVG, SUM, and MAX were the most popular aggregate
functions at Facebook constituting 33.35% , 24.67%, 12.20%, 10.11% and 2.87% of the total
queries respectively. 11.01% of these queries consisted of one or more UDFs or User-Defined
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Figure 4.2: Estimation Accuracy for bootstrap and closed-form based error estimation meth-
ods on real world Hive query workloads from Facebook (69, 438 queries) and Conviva (18, 321
queries).

Functions. In Conviva on the other hand, AVG, COUNT, PERCENTILES, and MAX were the
most popular aggregate functions with a combined share of 32.3%. 42.07% of the Conviva
queries had at least one UDF. While we are unable to disclose the exact set of queries
that we used in our analysis due to the proprietary nature of the query workload and the
underlying datasets, we have published a synthetic benchmark [10] that closely reflects the
key characteristics of the Facebook and Conviva workloads presented in this chapter– both
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in terms of the distribution of underlying data and the query workload. The input data
set in this benchmark consists of a set of unstructured HTML documents and SQL tables
that were generated using Intel’s Hadoop benchmark tools [50] and data sampled from the
Common Crawl [34] document corpus. The set of aggregation queries and the UDFs in the
benchmark are characteristic of the workload used at Conviva.

For each query in our dataset, we compute the true values of θ(D) and the true confidence
interval and then run the query on 100 different samples of fixed size n = 1, 000, 0007 rows.
For each run, we compute a confidence interval using an error estimation technique, from
which we get δ. We then pick a reasonable range of [−0.2, 0.2], and if δ is outside this range
for at least 5% of the samples, we declare error estimation a failure for the query. We present
separately the cases where δ > 0.2 (i.e., pessimistic error estimation) and where δ < −0.2
(i.e., optimistic and incorrect error estimation). In addition, since only queries with COUNT,
SUM, AVG, and VARIANCE aggregates are amenable to closed-form error estimation, while all
aggregates are amenable to the bootstrap, 43.21% of Facebook queries and 62.79% Conviva
queries can only be approximated using bootstrap based error estimation methods. Results
are displayed in Fig. 4.2.

Queries involving MAX and MIN are very sensitive to rare large or small values, respectively.
In our Facebook dataset, these two functions comprise 2.87% and 33.35% of all queries,
respectively. Bootstrap error estimation fails for 86.17% of these queries. Queries involving
UDFs, comprising 11.01% of queries at Facebook and 42.07% of queries at Conviva, are
another potential area of concern. Bootstrap error estimation failed for 23.19% of these
queries.

4.5 Conclusion
It is clear from this evaluation that no type of error estimation gives completely satisfactory
results. Lacking a one-size-fits-all error estimation technique, we need an algorithm to iden-
tify the cases where the non-conservative methods work and the cases where we must use
conservative large deviation bounds or avoid sampling altogether. We call such a procedure
a diagnostic. These diagnostic procedures will be the focus of the next chapter.

7n = 1, 000, 000 was chosen so that the query running time could fairly be called “interactive”.
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Chapter 5

Error Diagnostics

In this chapter, we are going to use a diagnostic recently developed by Kleiner et al.
[52], but first let us provide some intuition for how a diagnostic should work. We consider
first an impractical ideal diagnostic. To check whether a particular kind of error estimation
for a query θ on data S is likely to fail, we could simply perform the evaluation procedure
we used to present results in the previous section. That is, we could sample repeatedly
(say p = 100 times) from the underlying dataset D to compute the true confidence interval,
estimate a confidence interval on each sample using the error estimation method of interest,
compute δ for each one, and check whether most of the δs are close to 0. If we use sufficiently
many samples, this ideal procedure will tell us exactly what we want to know. However, it
requires repeatedly sampling large datasets from D (and potentially executing queries on K
bootstrap resamples for each of these samples), which is prohibitively expensive.

This is reminiscent of the problem of computing the confidence intervals themselves. A
simple solution in that case was the bootstrap, which approximates the sampling distribution
by resampling from the sample S. We could apply the same idea here by replacing θ with
the bootstrap error estimation procedure, thus bootstrapping the bootstrap. However, in
this case we are trying to test whether the bootstrap itself (or some related error estimation
technique) works. If the bootstrap provides poor error estimates, it may also work poorly in
this diagnostic procedure. So we need something else.

Instead, we can also approximate the ideal diagnostic by performing it on a sequence
of much smaller samples and extrapolating the results to the actual sample, S. This is the
basis of the diagnostic procedure of Kleiner et al. [52]. It is motivated computationally by the
following observation: If S is a simple random sample from D, then subsamples generated
by disjointly partitioning S are themselves mutually independent simple random samples
from D. Thus by partitioning S we can identify small samples from D without performing
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Figure 5.1: The pattern of computation performed by the diagnostic algorithm for a single
subsample size. Here the procedure being checked is the bootstrap, so each subsample is
resampled many times. For each subsample Sj, the bootstrap distribution (θ(Sj1), θ(Sj2), ...)
is used to compute an estimate of ξ, which is assessed for its closeness to the value of ξ
computed on the distribution of values (θ(S1), θ(S2), ...). The computation pictured here is
performed once for each subsample size bi, using the same sample S.

additional I/O. Of course, the effectiveness of an error estimation technique on small samples
may not be predictive of its effectiveness on S. Therefore careful extrapolation is necessary:
we must perform the procedure at a sequence of increasing sample sizes, (b1, ..., bk) and check
whether the typical value of δ decreases with bi and is sufficiently small for the largest sample
size bk. The disjointness of the partitions imposes the requirement that each sample size bi,
multiplied by the number of samples p, be smaller than S.

5.1 Kleiner et al.’s Diagnostics
The details of the checks performed by the diagnostic are not critical for the remainder of
this chapter. The diagnostic algorithm, as applied to query approximation, is described
precisely in Algorithm 1. We provide it here for completeness. The algorithm requires a
large number of parameters. In our experiments, we have used settings similar to those
suggested by Kleiner et al.: p = 100, k = 3, c1 = 0.2, c2 = 0.2, c3 = 0.5, and β = 0.95
on subsamples whose rows have total size 50MB, 100MB and 200MB. Fig. 5.1 depicts the
pattern of computation performed by the diagnostic.



CHAPTER 5. ERROR DIAGNOSTICS 49

Input: S = (S1, ..., Sn): a sample of size n from D
θ: the query function
α: the desired coverage level for confidence intervals
ξ: a function that produces confidence interval estimates given a sample, a query function,
and a coverage level, e.g. the bootstrap
b1, ..., bk: an increasing sequence of k subsample sizes
p: the number of simulated subsamples from D at each sample size
c1, c2, c3: three different notions of acceptable levels of relative deviation of estimated error
from true error
ρ: the minimum proportion of subsamples on which we require error estimation to be
accurate
Output: a boolean indicating whether confidence interval estimation works well for this

query
// Compute the best estimate we can find for θ(D):
t← θ(S)
for i← 1...k do

(Si1,Si2, ...,Sip)← any partition of S into size-bi subsamples
// Compute the true confidence interval for subsample size bi:
(t̂i1, ..., t̂ip)← map(Si•, θ)
xi ←the smallest symmetric interval around θ(S) that covers αp elements of t̂i•
// Compute the error estimate for each subsample of size bi. (Note that

when ξ is the bootstrap, this step involves computing θ on many
bootstrap resamples of each Sij.)

(x̂i1, ..., x̂ip)← map(Si•, s 7→ ξ(s, θ, α))
// Summarize the accuracy of the error estimates x̂i• with a few statistics:

Magnitude of average deviation from xi (normalized by xi), spread
(normalized by xi), and proportion acceptably close to xi:

∆i ← |mean(x̂i•)−xi
xi

|
σi ← stddev(x̂i•)

xi

πi ←
count(j:|

x̂ij−xi
xi
|≤c3)

p

end
// Check several acceptance criteria for the x̂ij. Average deviations and

spread must be decreasing or small, and for the largest sample size bk most
of the x̂k• must be close to xk:

for i← 2...k do
AverageDeviationAcceptablei ← (∆i < ∆i−1 OR ∆i < c1)
SpreadAcceptablei ← (σi < σi−1 OR σi < c2)

end
FinalProportionAcceptable← (πk ≥ ρ)
return true if AverageDeviationAcceptablei AND SpreadAcceptablei for all i AND
FinalProportionAcceptable, and false otherwise

Algorithm 1: The diagnostic algorithm of Kleiner et al. We use functional notation (e.g.,
“map”) to emphasize opportunities for parallelism.
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(b) Bootstrap Diagnostic Experiments

Figure 5.2: Figures 5.2a and 5.2b compare the diagnostic prediction accuracy for Closed Form
and Bootstrap error estimation respectively. For 5.2a, we used a workload of 100 queries
each from Conviva and Facebook that only computed AVG, COUNT, SUM or VARIANCE based
aggregates. For 5.2b we used a workload of 250 queries each from Conviva and Facebook
that computed a variety of complex aggregates instead.

Kleiner et al. targeted the bootstrap in their work, and carried out an evaluation only for
the bootstrap, but also noted in passing that the diagnostic can be applied in principle to
any error estimation procedure, including closed-form CLT-based error estimation, simply
by plugging in such procedures for ξ. However, this assertion needs evaluation, and indeed it
is not immediately clear that the diagnostic will work well for query approximation, even for
the bootstrap. The extrapolation procedure is merely a heuristic, with no known guarantees
of accuracy.
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5.2 Diagnosis Accuracy
We demonstrate the diagnostic’s utility in query approximation by providing a thorough
evaluation of its accuracy on Facebook and Conviva queries for both bootstrap and closed
form error estimation. We used two different datasets to evaluate the diagnostic’s effective-
ness on real world workloads. The first dataset was derived from a subset of 350 Apache
Hive [74] queries from Conviva Inc. [36]. 100 of these queries computed AVG, COUNT, SUM
or VARIANCE, and the remaining 250 included more complicated expressions for which error
estimates could be obtained via the bootstrap. This dataset was 1.7 TB in size and consisted
of 0.5 billion records of media accesses by Conviva users. The second dataset was one derived
from Facebook Inc. and was approximately 97.3 TB in size, spanning over 40 billion records
in different tables. As with the Conviva queries, we picked sets of 100 and 250 queries for
evaluation respectively suited for closed-forms and bootstrap based error estimation tech-
niques. The performance of the diagnostic algorithm is a function of a variety of statistical
parameters all of which affect the accuracy of the underlying diagnosis. Fig. 5.2 compares
the success accuracy of the diagnostics over the set of queries from Facebook and Conviva for
our experiments. Overall, with these diagnostic settings in place, we predicted that 84.57%
of Conviva queries and 68% of Facebook queries resulted in a positive prediction while the
others cannot, with less than 3.1% false positives and 5.4% false negatives.

5.3 Conclusion
The past decade has seen several investigations of diagnostic methods in the statistics lit-
erature [26, 52]. In this chapter, we extend the diagnostic algorithm proposed by Kleiner et
al. [52] to validate multiple procedures for generating error bars at runtime. However, this
algorithm was not designed with computational considerations in mind and involves tens of
thousands of test query executions, making it prohibitively slow in practice. In the next chap-
ter, we present a series of optimization techniques across all stages of the query processing
pipeline that reduce the running time of the diagnostic algorithm from hundreds of seconds
to only a couple of seconds, making it a practical tool in a distributed AQP system. As a
demonstration of the utility of the diagnostic, we integrate bootstrap-based error estimation
techniques and the diagnostics into BlinkDB. With the diagnostic in place, we demonstrate
that BlinkDB can answer a range of complex analytic queries on large samples of data (of
gigabytes in size) at interactive speeds (i.e., within a couple of seconds), while falling back to
non-approximate methods to answer queries whose errors cannot be accurately estimated.
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Chapter 6

An Architecture for Approximate Query
Execution

Finally, at this point, we have all the necessary ingredients to sketch the entire query ap-
proximation pipeline. Fig. 6.1 describes an end-to-end workflow of a large-scale distributed
approximate query processing framework that computes approximate answers, estimates er-
rors and verifies its correctness. The Query (I) is first compiled into a Logical Query Plan
(II). This in turn has three distinct parts: one that computes the approximate answer “θ(S)”,
another that computes the error “ ξ̂” and finally the component that computes the diagnos-
tic tests. Each logical operator is instantiated by the Physical Query Plan (III) as a DAG
(Directed Acyclic Graph) of tasks. These tasks execute and communicate in parallel, and op-
erate on a set of samples that are distributed across multiple disks or cached in the memory.
Finally, the Data Storage Layer (IV) is responsible for efficiently distributing these samples
across machines and deciding which of these samples to cache in memory. Notice that there
are several steps that are necessary in computing queries on sampled data. If we are to fulfill
our promise of interactive queries, each of these steps must be fast. In particular, hundreds
of bootstrap queries and tens of thousands of small diagnostic queries must be performed
within seconds. In this chapter, we will first describe the Poissonized Resampling technique
(§6.1) that enables us to create multiple resamples efficiently by simply streaming the tuples
of the original sample. Then, we present a baseline solution based on this technique (§6.2),
and finally propose a number of query plan optimizations (§6.3) to achieve interactivity.

6.1 Poissonized Resampling
Recall that the bootstrap (including the bootstraps performed on the small subsamples
used in the diagnostic) requires the identification of many resampled datasets from a given
sample S. To compute a resample from S, we take |S| rows with replacement from it.
Equivalently, we can also view resampling as assigning a random count in {0, 1, ..., |S|} to
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Figure 6.1: Workflow of a Large-Scale, Distributed Approximate Query Processing Frame-
work.

each row of S according to a certain distribution, with the added constraint that the sum
of counts assigned to all rows is exactly |S|. The distribution of counts for each row is
Poisson(1); this distribution has mean 1, and counts can be sampled from it quickly [64].
However, the sum constraint of having exactly |S| tuples couples the distribution of row
counts and substantially complicates the computation of resamples, especially when samples
are partitioned on multiple machines. The coupled resample counts must be computed from
a large multinomial distribution and stored, using O(|S|) memory per resample. Pol and
Jermaine showed that a Tuple Augmentation (TA) algorithm designed to sample under this
constraint not only incurred substantial pre-processing overheads but was also in general
8− 9× slower than the non-bootstrapped query [66].

However, statistical theory suggests that the bootstrap does not actually require that
resamples contain exactly |S| elements, and the constraint can simply be eliminated. The
resulting approximate resampling algorithm simply assigns independent counts to each row
of S, drawn from a Poisson(1) distribution. It can be shown that this “Poissonized” re-
sampling algorithm is equivalent to ordinary resampling except for a small random error
in the size of the resample. Poissonized resamples will contain

∑|S|
i=1Poisson(1) elements,

which is very close to |S| with high probability for moderately large |S|. For example, if
|S| = 10, 000, then P (Poissonized resample size ∈ [9500, 10500]) u 0.9999994; generally,
the Poissonized resample count is approximately Normal(µ = |S|, σ =

√
|S|)1. Creating

resamples using Poissonized resampling is extremely fast, embarrassingly parallel, and re-
quires no extra memory if each tuple is immediately pipelined to downstream operators.
This forms the basis of our implementation of the bootstrap and diagnostics.

1Please see Chapter 3.7 of [78] for a discussion of Poissonization and the bootstrap.



CHAPTER 6. AN ARCHITECTURE FOR APPROXIMATE QUERY EXECUTION 54

6.2 Baseline Solution
A simple way to implement our error estimation pipeline is to add support for the Poissonized
Resampling operator, which can be invoked in SQL as “TABLESAMPLE POISSONIZED (100)”.
As the data is streamed through the operator, it simply assigns independent integral weights
to each row of S, drawn from a Poisson(1) distribution. (The number in parentheses in the
SQL is the rate parameter for the Poisson distribution, multiplied by 100.) One weight is
computed for each row for every resample in which the row potentially participates. With
support for a Poissonized resampling operator in place, the bootstrap error approximation
for a query can be straightforwardly implemented by a simple SQL rewrite rule. For instance,
bootstrap error on the sample table “S” for a simple query of the form “SELECT foo(col_S)
FROM S” can be estimated by rewriting the query as a combination of a variety of subqueries
(each of which computes an answer on a resample) as follows:

SELECT foo(col_S), ξ̂(resample_answer) AS error
FROM (

SELECT foo(col_S) AS resample_answer
FROM S TABLESAMPLE POISSONIZED (100)

UNION ALL
SELECT foo(col_S) AS resample_answer
FROM S TABLESAMPLE POISSONIZED (100)

UNION ALL
...

UNION ALL
SELECT foo(col_S) AS resample_answer
FROM S TABLESAMPLE POISSONIZED (100)

)

Implementing error estimation or the diagnostics (for both bootstrap and closed forms)
in the query layer similarly involves either plugging in appropriate error estimation formulas
or writing a query to execute subqueries on small samples of data and compare the estimated
error with the true error, respectively. With this scheme, the bootstrap requires execution of
100 separate subqueries, and a diagnostic query requires 30, 000 subqueries (we use K = 100
bootstrap resamples, and set p = 100 and k = 3 in execution of Algorithm 1 settings).
Unfortunately, the overhead introduced by executing such a large number of subqueries
compromise the interactivity of this approach, even when leveraging distributed in-memory
data processing frameworks such as Shark [81] and Spark [84].

There are several overheads incurred by this naïve solution. First, both bootstrap and
diagnostics are performing the same set of queries over and over again on multiple samples
of data. Second, each query further gets compiled into one or more tasks. As the number
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of tasks grows into thousands, the per-task overhead and the contention caused by each
task in continuously resampling the same sample adds up substantially. This suggests that
achieving interactivity may require changes to the entire query processing framework.

Prior work, including TA/ODM [66] and EARL [53] have proposed several optimizations
to reduce the repetitive work of the bootstrap. While we build on some of these techniques,
none of them aim to provide interactive response times. For example, EARL is built to run
on top of Hadoop MapReduce, which (at least at the time of that work) was unable to run
even small queries interactively due to scheduling overhead and I/O costs. On the other
hand, Tuple Augmentation (TA) and On-Demand Materialization (ODM) based algorithms
incur substantial overheads to create exact samples with replacement. Next, we will show
that leveraging Poissonized resampling techniques to create resamples from the underlying
data not only alleviates the need for directly building on these solutions but it is also orders
of magnitude more efficient both in terms of runtime and resource usage.

6.3 Query Plan Optimizations
Given the limitations of existing solutions, we will now demonstrate the need for re-
engineering the query processing stack (i.e., the logical plan, the physical plan and the
storage layer). We start with optimizing the query plan. While some of these optimizations
are particularly well suited for parallel approximate query processing frameworks, others are
more general in nature.

Scan Consolidation

One of the key reasons behind the inefficiency of the bootstrap and the diagnostics tests
is the overhead in executing the same query repeatedly on different resamples of the same
data. Even if each subquery is executed in parallel, the same input that is streamed through
each of these subqueries individually passes through the same sets of filter, projection, and
other in-path operators in the query tree before finally reaching the aggregate operator(s).
Furthermore, in a parallel setting, each subquery contends for the same set of resources—the
underlying input, the metastore and the scheduler resources, not only making it extremely
inefficient but also affecting the overall throughput of the system.

To mitigate these problems, we reduce this problem to one that requires a single scan
of the original sample to execute all bootstrap sub-queries to estimate the error and all
diagnosis sub-queries to verify the error accuracy. To achieve this goal, we first optimize the
logical plan by extending the simple Poissonized Resampling operator in §6.2 to augment
the tuple simultaneously with multiple sets of resampling weights – each corresponding to
a resample that may either be required to estimate the error using bootstrap or to verify
the accuracy of estimation using the diagnostics. More specifically, as shown in Fig. 6.2a, to
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Figure 6.2: Logical Query Plan Optimizations.

estimate sampling error using bootstrap, we augment each tuple in sample S by associating
a set of 100 independent weights S1, ..., S100, each drawn from a Poisson(1) distribution
to create 100 resamples of S. For the diagnostics, we first logically partition2 the sample S

2 Please note that the sample S is completely shuffled in the cluster and any subset of S is also a random
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into multiple sets of 50 MB, 100 MB and 200 MB and then associate the weights Da1, ...,
Da100; Db1, ..., Db100 and Dc1, ..., Dc100 to each row in order to create 100 resamples for each
of these three sets. Overall, we use 100 instances of these three sets for accurate diagnosis.
Executing the error estimation and diagnostic queries in a single pass further enables us
to leverage a lot of past work on efficiently scheduling multiple queries by sharing a single
cursor to scan similar sets of data [9, 44, 80].

These techniques also warrant a small number of other straightforward performance op-
timizations to the database’s execution engine by modifying all pre-existing aggregate func-
tions to directly operate on weighted data, which alleviates the need for duplicating the
tuples before they were streamed into the aggregates. Last but not least, we also add two
more operators to our database’s logical query plan – the bootstrap operator and the diagnos-
tic operator. Both of these operators expect a series of point estimates obtained by running
the query on multiple resamples of underlying data and estimate the bootstrap error and
estimation accuracy, respectively.

Operator Pushdown

Ideally, as shown in Fig. 6.2b (left), the Poissonized resampling operator should be inserted
immediately after the TABLESCAN operator in the query graph and the bootstrap and diag-
nostic operators should be inserted after the final set of aggregates. However, this results
in wasting resources on unnecessarily maintaining weights of tuples that may be filtered
upstream before reaching the aggregates. Therefore, to further optimize the query plan, we
added a logical plan rewriter that rewrites the logical query plan during the optimization
phase. Rewriting the query plan involves two steps. First, we find the longest set of consec-
utive pass-through3 operators in the query graph. Second, we insert the custom Poissonized
resampling operator right before the first non pass-through operator in the query graph. This
procedure is illustrated in Fig. 6.2b, wherein we insert the Poissonized resampling operator
between stage 2 and 3. The subsequent aggregate operator(s) is(are) modified to compute
a set of resample aggregates by appropriately scaling the coresponding aggregation column
with the weights associated with every tuple. These set of resample aggregates are then
streamed into the bootstrap and diagnostic operators.

We note that while the Poissonized resampling operator temporarily increases the overall
amount of intermediate data (by adding multiple columns to maintain resample scale factors),
more often than not, the actual data used by the Poissonized resampling operator (after the
series of filters, projections and scans) is just a tiny fraction of the input sample size. This

sample.
3We loosely define pass-through as those set of operators that do not change the statistical properties

of the set of columns that are being finally aggregated. These operators are relatively simple to identify
during the query planning and analysis phase [21] and consist of, but are not limited to scans, filters,
projections, etc.
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Figure 6.3: BlinkDB System Architecture.

results in overall error estimation overhead being reduced by several orders of magnitude
using the bootstrap.

6.4 Performance Tradeoffs

Once again, we implemented our solution in BlinkDB which is built on top of Shark [81], a
query processing framework, which in turn is built on top of Spark [84], an execution engine.
Recall that Shark supports caching inputs and intermediate data in fault tolerant data
structures called RDDs (Resilient Distributed Datasets). BlinkDB leverages Spark and Shark
to effectively cache samples in memory and to allow users to pose SQL-like aggregation
queries (with response time or error constraints) over the underlying data, respectively.
Queries over multiple terabytes of data can hence be answered in seconds, accompanied by
meaningful error bars bracketing the answer that would be obtained if the query ran instead
on the full data. The basic approach taken by BlinkDB is exactly the same as described
above—it precomputes and maintains a carefully chosen collection of samples of input data,
selects the best sample(s) at runtime for answering each query, and provides meaningful error
bounds using statistical sampling theory. Furthermore, we have also helped in successfully
integrating the same set of techniques in Facebook’s Presto [42], another well-known open-
source distributed SQL query engine.

As described above, we first added the Poissonized Sampling operator, the bootstrap op-
erator, and the diagnostics operator in BlinkDB, then modified the aggregate functions to
work on weighted tuples. Finally, we implemented the logical plan rewriter to optimize the
query plan for error estimation and diagnostics. While the aforementioned query plan opti-
mizations brought the end-to-end query latency to tens of seconds, to achieve interactivity,
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we need a fine grain control on 3 key aspects of the physical plan– the query’s degree of
parallelism, per-task data locality, and straggler mitigation.

Degree of Parallelism

BlinkDB maintains a variety of disjoint random samples of the underlying data that is cached
across a wide range of machines. These samples are randomly shuffled across the cluster
and any subset of a particular sample is a random sample as well. Given that the ability
to execute the query on any random sample of data (on any subset of machines) makes
the implementation of both the error estimation and diagnostic procedures embarrassingly
parallel (except the aggregation step at the end), parallelizing the logical query plan to run on
many machines (operating on a fraction of data) significantly speeds up end-to-end response
times. However, given the final aggregation step, arbitrarily increasing the parallelism often
introduces an extra overhead, even in an interactive query processing framework like BlinkDB.
A large number of tasks implies additional per-task overhead costs, increased many-to-one
communication overhead during the final aggregation phase, and a higher probability of
stragglers. Striking the right balance between the degree of parallelism and the overall
system throughput is primarily a property of the underlying cluster configuration and the
query workload. We will revisit this trade-off in §6.5.

Per-Task Data Locality

While executing a query on a sample, we ensure that a large portion of the samples are cached
in cluster memory, using BlinkDB’s caching facilities. However we observed empirically that
using all the available RAM for caching inputs is not a good idea. In general, given that the
total RAM in a cluster is limited, there is a tradeoff between caching a fraction of input data
versus caching intermediate data during the query’s execution. Caching the input invariably
results in faster scan times, but it decreases the amount of per-slot memory that is available
to the query during execution. While this is once again a property of the underlying cluster
configuration and the query workload, we observed that caching a fixed fraction of samples
and allotting a bigger portion of memory for caching intermediate data during the query
execution results in the best average query response times. We will revisit this trade-off in
§6.5.

Straggler Mitigation

With a fine-grained control over the degree of parallelism and per-task locality, avoiding
straggling tasks during query execution results in further improvements in query runtime.
In order to reduce the probability of a handful of straggling tasks slowing down the entire
query, we always spawn 10% more tasks on identical random samples of underlying data on a
different set of machines and, as a result, do not wait for the last 10% tasks to finish. Straggler
mitigation does not always result in end-to-end speedups and may even, in theory, introduce
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bias in error estimation when long tasks are systematically different than short ones [65].
However, in our experiments we observed that straggler mitigation speeds up queries by
hundreds of milliseconds and causes no deterioration in the quality of our results.

6.5 Evaluation
We evaluated our performance on two different sets of 100 real-world Apache Hive queries
from the production clusters at Conviva Inc. [36]. The queries accessed a dataset of size 17
TB stored across 100 Amazon EC2 m1.large instances (each with 4 ECUs4 (EC2 Compute
Units), 7.5 GB of RAM, and 840 GB of disk). The cluster was configured to utilize 75 TB of
distributed disk storage and 600 GB of distributed RAM cache. The two query sets consists
of:

• Query Set 1 (QSet-1): 100 queries for which error bars can be calculated using closed
forms (i.e., those with simple AVG, COUNT, SUM, STDEV, and VARIANCE aggregates).

• Query Set 2 (QSet-2): 100 queries queries for which error bars could only be ap-
proximated using the bootstrap (i.e., those with multiple aggregate operators, nested
subqueries or with User Defined Functions).

Baseline Results

Fig. 6.4a and Fig. 6.4b plot the end-to-end response times for executing the query on a
sample, estimating the error and running the diagnostics using the naive implementation
described in §6.2 on QSet-1 and QSet-2, respectively. Every query in these QSets is executed
with a 10% error bound on a cached random sample of at most 20 GB in size from the
underlying 17 TB of data. Given that each of the 3 steps—the query execution on the sample,
the error estimation and running the diagnosis—happens in parallel, for each query we plot
the Query Response Time (i.e., the time it takes to execute the query on a sample), the Error
Estimation Overhead (i.e., the additional overhead of estimating bootstrap or closed form
error), and the Diagnostics Overhead (i.e., the additional overhead of running the diagnosis)
separately. These results clearly highlight that simply rewriting the queries to implement
error estimation and diagnostics on even relatively small sample sizes typically takes several
minutes to run (and more importantly costs 100× to 1000× more resources), making it too
slow for interactivity and hugely inefficient. Next, we will revisit our optimizations from
Sections §6.3 and §6.4, and demonstrating their individual speedups in response times with
respect to our baseline solution.

4Each ECU is considered to be equivalent of a 1.0-1.2 GHz Opteron or Xeon processor.
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Figure 6.4: 6.4a and 6.4b show the naïve end-to-end response times and the individual
overheads associated with query execution, error estimation, and diagnostics for QSet-1
(i.e., set of 100 queries which can be approximated using closed-forms) and QSet-2 (i.e., set
of 100 queries that can only be approximated using bootstrap), respectively. Each set of
bars represents a single query execution with a 10% error bound.

Query Plan Optimizations

As expected, some of our biggest reductions in end-to-end query response times come from
Scan Consolidation and Operator Pushdown. Fig. 6.5a and Fig. 6.5b show the cumulative
distribution function of speedups yielded by query plan optimization techniques (Scan Con-
solidation and Operator Pushdown) for error estimation and diagnostics (larger overhead
ratios indicate greater speedups). Individually, Fig. 6.5a and Fig. 6.5b show the speedups
associated with QSet-1 & QSet-2 respectively. These speedups are calculated with respect
to the baseline established in Fig. 6.4a and Fig. 6.4b and demonstrate improvements of 1−2×
and 5−20× (for error estimation and diagnostics respectively) in QSet-1, and 20−60× and
20− 100× (for error estimation and diagnostics respectively) in QSet-2.

Performance Tuning

With the query plan optimizations in place, we will next show the benefits of tuning the
underlying physical execution plan by varying the degree of parallelism and input cache
sizes. As we explain in §6.4, we observed that striking the right balance between the degree
of parallelism and the overall system throughput is primarily a property of the underlying
cluster configuration and the query workload. We verified this observation empirically by
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(b) QSet-2

Figure 6.5: Fig. 6.5a and Fig. 6.5b show the cumulative distribution function of speedups
yielded by query plan optimizations (i.e., Scan Consolidation and Sampling Operator Push-
down) for error estimation and diagnostics with respect to the baseline defined in §6.2.

varying the amount of maximum parallelism for each query. As shown in Fig. 6.7a, in our
experiments, we observed that both bootstrap-based error estimation and the diagnostic
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(b) QSet-2

Figure 6.6: Fig. 6.6a and Fig. 6.6b show the speedups yielded by a fine grained control
over the physical plan (i.e., bounding the query’s degree of parallelism, size of input caches,
and mitigating stragglers) for error estimation and diagnostics with respect to the baseline
defined in §6.3.
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(b) QSet-1 + QSet-2

Figure 6.7: Fig. 6.7a and Fig. 6.7b demonstrate the trade-offs between the bootstrap-based
error estimation/diagnostic techniques and the number of machines or size of the input cache,
respectively (averaged over all the queries in QSet-1 and QSet-2 with vertical bars on each
point denoting 0.01 and 0.99 quantiles).
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procedure were most efficient when executed on up to 20 machines. Increasing the degree
of parallelism may actually lead to worse performance as the task scheduling and commu-
nication overheads offsets the parallelism gains. Again, note that the optimal degree of
parallelism we report here is an artifact of our query load and the sample sizes we picked
for our diagnostic procedure. Choosing the degree of parallelism automatically is a topic of
future work.

Similarly, we observed that caching the entire set of input samples is not always optimal.
As we explain in §6.4, given that the total RAM in a cluster is limited, there is a tradeoff
between caching a fraction of input data versus intermediate data during query execution. In
our experiments we observed that caching a fixed fraction of samples and allotting a bigger
portion of memory for query execution results in the best average query response times.
Fig. 6.7b shows the tradeoff graph with the percentage of samples cached on the x-axis and
the query latencies on the y-axis. In our case, we achieve the best end-to-end response times
when 30 − 40% of the total inputs were cached, accounting for roughly 180 − 240 GB of
aggregate RAM.

Fig. 6.6a and Fig. 6.6b show the cumulative distribution function of the speedup for
error estimation and diagnostics obtained by (i) tuning the degree of parallelism, (ii) the
fraction of samples being cached (as discussed above), and, in addition, (iii) increasing
the number of sub-queries by 10% to account for straggler mitigation. Specifically, 6.6a
and 6.6b show the speedups associated with QSet-1 (i.e., set of 100 queries that can be
approximated using closed-forms) and QSet-2 (i.e., set of 100 queries that can only be
approximated using bootstrap), respectively. Note that the baseline for these experiments is
the implementation of BlinkDB with the query plan optimizations described in §6.3, and not
the naive implementation.

Putting it all Together

With all the optimizations in place, Fig. 6.8a and Fig. 6.8b show the per-query overheads
of error estimation and diagnostics on our two query sets QSet-1 and QSet-2, respectively.
Note that in comparison to Fig. 6.4a and Fig. 6.4b, we have been able to improve the
execution times by 10− 200×, and achieve end-to-end response times of a few seconds, thus
effectively providing interactivity.

6.6 Conclusion
In this chapter, we presented several optimizations that make the diagnostic and the pro-
cedures that generate error bars practical, ensuring that these procedures do not affect
the interactivity of the overall query. With these optimizations, and leveraging recent sys-
tems for low-latency exact query processing, we demonstrated a viable end-to-end system
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Figure 6.8: Fig. 6.8a and Fig. 6.8b show the optimized end-to-end response times and the
individual overheads associated with query execution, error estimation, and diagnostics for
QSet-1 (i.e., set of 100 queries which can be approximated using closed-forms) and QSet-2
(i.e., set of 100 queries that can only be approximated using bootstrap), respectively. Each
set of bars represents a single query execution with a 10% error bound.

for approximate query processing using sampling. We showed that this system can deliver
interactive-speed results for a wide variety of analytic queries from real world production
clusters.

6.7 Appendix
In the interest of reproducibility, this section details all per-query response times, error
estimation overheads and the diagnostic overheads for queries in QSet-1 and QSet-2. Please
note that while we were unable to disclose the exact queries and datasets used in these
experiments due to the proprietary nature of these workloads, given that most of these
queries were I/O bounded, these overheads only depend on the size of the underlying sample
(i.e., 20GB) and not on the exact nature of these workloads.

Naive Approach

Tables 6.1 and 6.2 show the naïve end-to-end response times and the individual overheads
associated with query execution, error estimation, and diagnostics for QSet-1 (i.e., set of 100
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queries which can be approximated using closed-forms) and QSet-2 (i.e., set of 100 queries
that can only be approximated using bootstrap), respectively.

Table 6.1: The naïve end-to-end response times and the individual overheads associated
with query execution, error estimation, and diagnostics for (QSet-1). Each row represents a
single query execution with a 10% error bound.

# Query Execution (s) Error Estimation (s) Diagnostics (s) Total (s)
1 5.15 57.40 441.71 504.26
2 5.61 58.20 372.90 436.72
3 4.86 54.25 372.54 431.65
4 5.75 51.64 355.93 413.33
5 4.72 45.53 347.71 397.96
6 4.22 45.59 343.06 392.87
7 3.94 42.79 314.76 361.49
8 5.07 43.32 304.12 352.52
9 4.08 44.03 304.11 352.23
10 4.52 42.78 301.86 349.15
11 5.25 44.73 299.15 349.13
12 4.67 44.70 295.34 344.70
13 3.79 39.23 296.48 339.51
14 4.45 40.89 290.24 335.58
15 3.46 40.48 288.36 332.31
16 4.61 34.98 292.03 331.61
17 3.99 46.66 279.79 330.44
18 3.90 42.95 277.92 324.77
19 5.32 41.61 276.93 323.86
20 6.07 42.60 274.91 323.58
21 5.50 45.13 266.12 316.75
22 3.42 44.57 262.44 310.43
23 4.71 42.95 254.40 302.06
24 3.42 37.01 261.41 301.85
25 3.83 37.77 257.37 298.97
26 4.82 40.66 250.90 296.38
27 4.79 31.37 258.95 295.10
28 5.23 39.66 249.67 294.56
29 5.35 48.72 238.73 292.80
30 4.36 38.35 248.17 290.87
31 4.90 29.60 255.04 289.55
32 4.61 47.41 236.75 288.78
33 4.88 38.85 243.38 287.11
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34 3.49 30.51 252.48 286.48
35 4.76 48.20 232.15 285.11
36 4.23 39.41 238.84 282.49
37 5.04 40.22 235.50 280.76
38 4.86 37.17 237.65 279.68
39 3.16 27.93 247.14 278.23
40 4.05 44.19 228.58 276.82
41 4.47 39.82 231.04 275.33
42 5.27 45.25 223.46 273.98
43 4.35 34.08 234.14 272.57
44 3.18 34.12 234.70 272.00
45 3.85 42.52 224.49 270.86
46 3.42 32.51 234.58 270.51
47 5.24 40.95 223.38 269.57
48 3.89 43.46 220.60 267.94
49 3.37 30.75 233.64 267.76
50 3.32 35.25 227.89 266.47
51 3.86 31.75 227.63 263.25
52 5.12 35.54 219.55 260.22
53 4.44 38.61 217.06 260.11
54 3.40 31.98 224.71 260.08
55 3.84 36.07 219.99 259.90
56 3.91 28.59 222.53 255.02
57 4.64 28.30 218.44 251.38
58 3.28 34.60 212.49 250.37
59 3.26 40.62 204.75 248.62
60 3.44 35.30 209.67 248.41
61 3.63 31.24 213.00 247.88
62 3.26 35.52 202.90 241.68
63 5.20 38.45 193.86 237.51
64 3.34 31.91 201.21 236.45
65 3.69 41.25 190.90 235.84
66 3.24 28.34 203.23 234.82
67 4.64 28.60 201.47 234.71
68 3.43 34.08 195.22 232.73
69 5.23 29.55 197.42 232.21
70 3.43 35.29 188.53 227.25
71 3.44 30.06 189.50 223.00
72 5.55 27.99 188.78 222.32
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73 3.22 25.98 191.88 221.08
74 4.34 36.15 179.05 219.53
75 5.36 31.94 177.80 215.09
76 4.21 32.78 176.98 213.97
77 3.32 25.68 184.47 213.47
78 3.91 27.02 181.17 212.11
79 4.66 37.08 169.68 211.42
80 4.06 28.45 178.68 211.20
81 3.12 33.86 174.06 211.04
82 3.24 25.57 179.40 208.22
83 3.46 27.59 176.98 208.03
84 4.43 36.01 163.92 204.37
85 4.18 33.36 165.01 202.54
86 4.54 22.17 175.64 202.36
87 3.29 31.91 165.89 201.09
88 3.64 32.98 162.78 199.40
89 3.47 25.41 168.60 197.47
90 3.55 32.78 159.77 196.10
91 3.98 20.48 166.61 191.07
92 3.66 22.47 163.41 189.54
93 3.53 28.73 155.92 188.17
94 3.44 25.85 155.73 185.02
95 4.16 23.78 152.83 180.77
96 4.09 25.27 149.32 178.68
97 3.17 25.10 132.87 161.14
98 3.94 23.16 129.23 156.33
99 3.28 19.36 127.45 150.09
100 3.39 26.35 117.45 147.20
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Table 6.2: The naïve end-to-end response times and the individual overheads associated
with query execution, error estimation, and diagnostics for (QSet-2). Each row represents a
single query execution with a 10% error bound.

# Query Execution (s) Error Estimation (s) Diagnostics (s) Total (s)
1 3.11 1.50 51.27 55.88
2 1.60 1.32 52.53 55.45
3 1.65 1.41 49.03 52.09
4 2.53 1.14 48.21 51.88
5 2.75 1.18 44.07 48.01
6 2.60 0.79 44.47 47.87
7 2.33 1.35 44.15 47.83
8 2.77 1.11 43.78 47.66
9 2.21 0.81 43.84 46.86
10 2.35 0.79 43.51 46.65
11 2.56 0.92 43.15 46.63
12 2.20 0.92 43.32 46.44
13 2.45 1.05 42.83 46.33
14 2.10 1.52 42.68 46.30
15 3.27 1.17 39.85 44.30
16 1.23 0.75 41.93 43.90
17 3.48 0.79 39.53 43.80
18 2.39 0.93 40.23 43.55
19 2.87 1.20 39.37 43.43
20 1.35 1.28 40.03 42.65
21 2.82 1.51 37.82 42.14
22 2.13 1.43 38.53 42.09
23 2.97 0.77 38.10 41.85
24 3.11 0.87 37.52 41.50
25 1.76 0.75 38.91 41.43
26 1.13 1.28 39.01 41.42
27 2.01 0.97 38.18 41.15
28 1.87 1.52 36.92 40.31
29 2.91 1.16 36.19 40.25
30 3.05 1.43 35.50 39.98
31 2.74 0.78 35.87 39.39
32 2.20 1.45 35.10 38.75
33 3.26 0.83 34.41 38.50
34 2.27 1.50 34.70 38.47
35 2.14 0.90 34.96 38.01



CHAPTER 6. AN ARCHITECTURE FOR APPROXIMATE QUERY EXECUTION 71

36 2.35 1.42 33.81 37.58
37 2.00 1.07 34.14 37.21
38 1.90 0.74 33.65 36.30
39 1.37 1.35 33.44 36.15
40 2.95 1.52 31.44 35.90
41 2.48 1.46 31.75 35.69
42 2.88 1.33 31.39 35.60
43 1.14 1.42 32.88 35.44
44 2.30 1.49 31.54 35.33
45 2.07 1.42 31.82 35.31
46 2.02 1.01 32.14 35.17
47 2.88 1.29 30.62 34.80
48 1.30 1.41 31.30 34.01
49 1.18 1.25 30.59 33.03
50 1.76 1.21 29.76 32.73
51 2.38 1.27 28.63 32.28
52 3.16 1.24 27.67 32.06
53 2.44 1.44 27.33 31.20
54 2.66 1.09 27.40 31.14
55 1.41 1.26 28.33 31.00
56 2.36 1.08 27.32 30.76
57 2.27 1.42 27.07 30.75
58 2.45 1.52 26.76 30.73
59 1.09 0.75 28.21 30.05
60 2.47 1.35 25.61 29.44
61 2.54 1.39 25.16 29.09
62 2.11 0.78 25.73 28.62
63 2.56 1.41 24.07 28.04
64 2.34 0.76 24.73 27.83
65 2.57 1.15 23.74 27.46
66 2.49 1.02 23.64 27.15
67 2.86 1.47 22.62 26.95
68 2.69 1.22 22.24 26.16
69 3.28 1.35 21.11 25.75
70 1.83 1.38 22.03 25.24
71 2.41 0.89 21.93 25.23
72 2.79 1.23 20.79 24.81
73 3.13 1.35 20.02 24.50
74 3.29 1.17 19.80 24.26
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75 2.21 1.30 20.66 24.16
76 1.44 0.87 21.67 23.99
77 3.05 1.28 18.79 23.12
78 1.27 0.75 20.25 22.27
79 2.61 1.15 18.46 22.22
80 2.47 1.45 18.11 22.04
81 2.27 1.00 18.73 22.00
82 3.03 1.21 17.68 21.92
83 2.22 1.32 18.16 21.70
84 2.45 1.06 18.17 21.68
85 2.22 0.73 18.72 21.67
86 3.28 1.37 16.83 21.48
87 2.07 1.28 17.62 20.97
88 3.02 1.12 16.52 20.66
89 3.20 1.30 16.03 20.53
90 1.01 0.93 18.32 20.26
91 1.77 1.04 16.10 18.92
92 3.26 0.74 14.16 18.15
93 3.20 1.42 13.49 18.11
94 3.04 0.82 13.24 17.10
95 1.98 1.44 13.41 16.83
96 1.99 0.81 12.60 15.41
97 2.14 0.88 12.23 15.25
98 1.71 1.19 11.19 14.08
99 2.83 1.03 9.28 13.14
100 1.80 0.89 10.39 13.08

Optimized Approach

Tables 6.3 and Fig. 6.4 show the optimized end-to-end response times and the individual
overheads associated with query execution, error estimation, and diagnostics for QSet-1 (i.e.,
set of 100 queries which can be approximated using closed-forms) and QSet-2 (i.e., set of
100 queries that can only be approximated using bootstrap), respectively.
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Table 6.3: The optimized end-to-end response times and the individual overheads associated
with query execution, error estimation, and diagnostics for (QSet-1). Each row represents a
single query execution with a 10% error bound.

# Query Execution (s) Error Estimation (s) Diagnostics (s) Total (s)
1 1.07 0.30 1.11 2.47
2 1.15 0.31 1.01 2.47
3 1.05 0.26 1.15 2.47
4 1.18 0.23 1.06 2.47
5 1.31 0.15 0.99 2.46
6 1.09 0.37 1.00 2.46
7 0.98 0.29 1.19 2.46
8 0.99 0.25 1.21 2.45
9 1.15 0.21 1.09 2.45
10 0.86 0.32 1.27 2.45
11 1.11 0.16 1.18 2.45
12 1.04 0.32 1.08 2.44
13 1.11 0.36 0.97 2.44
14 1.22 0.28 0.93 2.43
15 1.39 0.29 0.76 2.43
16 1.02 0.24 1.17 2.43
17 1.11 0.25 1.06 2.42
18 1.06 0.35 1.02 2.42
19 1.18 0.23 1.00 2.41
20 1.05 0.33 1.02 2.41
21 1.16 0.17 1.07 2.40
22 1.23 0.24 0.93 2.40
23 1.01 0.36 1.03 2.40
24 1.09 0.24 1.07 2.39
25 0.87 0.22 1.30 2.38
26 1.16 0.26 0.96 2.38
27 1.02 0.34 1.01 2.38
28 1.03 0.15 1.19 2.37
29 1.02 0.33 1.02 2.36
30 0.88 0.31 1.18 2.36
31 1.20 0.18 0.96 2.34
32 1.21 0.14 1.00 2.34
33 1.08 0.26 1.00 2.34
34 1.06 0.27 1.02 2.34
35 0.96 0.34 1.04 2.34
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36 1.17 0.29 0.88 2.33
37 1.14 0.29 0.91 2.33
38 0.91 0.28 1.14 2.33
39 0.95 0.19 1.19 2.33
40 0.98 0.20 1.15 2.32
41 1.12 0.19 1.02 2.32
42 0.81 0.24 1.27 2.32
43 0.91 0.22 1.19 2.32
44 0.72 0.29 1.31 2.31
45 1.08 0.33 0.90 2.31
46 1.06 0.38 0.87 2.31
47 1.06 0.32 0.92 2.30
48 0.92 0.36 1.01 2.29
49 1.23 0.19 0.87 2.29
50 0.88 0.33 1.08 2.29
51 1.09 0.23 0.96 2.28
52 0.94 0.28 1.06 2.28
53 0.82 0.21 1.24 2.27
54 0.97 0.35 0.95 2.26
55 0.87 0.35 1.03 2.26
56 1.00 0.20 1.06 2.25
57 1.05 0.25 0.95 2.25
58 1.16 0.13 0.94 2.24
59 0.86 0.19 1.18 2.23
60 1.09 0.23 0.91 2.23
61 0.98 0.19 1.04 2.22
62 0.83 0.32 1.04 2.19
63 0.82 0.38 0.98 2.18
64 0.96 0.20 1.02 2.17
65 0.96 0.31 0.89 2.17
66 0.84 0.27 1.05 2.16
67 0.79 0.27 1.10 2.16
68 0.77 0.18 1.21 2.15
69 1.02 0.19 0.93 2.15
70 0.98 0.32 0.86 2.15
71 0.86 0.19 1.09 2.14
72 0.87 0.15 1.08 2.09
73 0.71 0.35 0.99 2.06
74 0.86 0.18 1.02 2.05
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75 0.85 0.16 1.04 2.05
76 0.82 0.31 0.92 2.04
77 0.81 0.24 0.98 2.04
78 0.86 0.34 0.84 2.03
79 0.86 0.14 1.02 2.02
80 0.79 0.33 0.90 2.02
81 0.76 0.15 1.10 2.01
82 0.55 0.15 1.29 1.99
83 0.83 0.22 0.94 1.99
84 0.92 0.15 0.89 1.96
85 0.79 0.14 1.03 1.96
86 0.85 0.22 0.89 1.96
87 0.99 0.22 0.75 1.95
88 0.69 0.25 1.00 1.94
89 0.89 0.20 0.84 1.93
90 0.86 0.17 0.89 1.92
91 0.85 0.19 0.88 1.92
92 0.82 0.37 0.69 1.88
93 0.53 0.37 0.96 1.86
94 0.87 0.24 0.74 1.85
95 0.79 0.30 0.73 1.82
96 0.80 0.16 0.85 1.81
97 0.78 0.14 0.86 1.77
98 0.81 0.16 0.76 1.73
99 0.97 0.16 0.59 1.72
100 0.83 0.16 0.63 1.61
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Table 6.4: The optimized end-to-end response times and the individual overheads associated
with query execution, error estimation, and diagnostics for (QSet-2). Each row represents a
single query execution with a 10% error bound.

# Query Execution (s) Error Estimation (s) Diagnostics (s) Total (s)
1 0.87 0.10 1.43 2.40
2 0.82 0.15 1.33 2.30
3 0.80 0.15 1.33 2.29
4 0.72 0.16 1.40 2.28
5 0.82 0.17 1.23 2.21
6 0.72 0.13 1.33 2.18
7 0.78 0.16 1.21 2.15
8 0.61 0.11 1.41 2.14
9 0.76 0.08 1.29 2.13
10 0.60 0.13 1.37 2.10
11 0.64 0.17 1.28 2.10
12 0.75 0.16 1.17 2.08
13 0.82 0.17 1.07 2.06
14 0.71 0.08 1.25 2.05
15 0.70 0.13 1.22 2.05
16 0.70 0.11 1.24 2.05
17 0.65 0.16 1.23 2.05
18 0.72 0.13 1.19 2.04
19 0.73 0.11 1.20 2.04
20 0.76 0.09 1.18 2.03
21 0.74 0.14 1.14 2.02
22 0.58 0.11 1.33 2.02
23 0.81 0.17 1.02 2.01
24 0.78 0.17 1.05 2.00
25 0.80 0.09 1.11 2.00
26 0.55 0.11 1.33 1.99
27 0.64 0.14 1.21 1.99
28 0.81 0.11 1.07 1.99
29 0.78 0.11 1.10 1.99
30 0.52 0.15 1.30 1.97
31 0.62 0.16 1.18 1.97
32 0.64 0.09 1.23 1.96
33 0.67 0.11 1.18 1.96
34 0.79 0.13 1.04 1.96
35 0.69 0.16 1.10 1.95
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36 0.44 0.12 1.39 1.95
37 0.55 0.10 1.28 1.94
38 0.76 0.14 1.03 1.92
39 0.57 0.15 1.20 1.92
40 0.69 0.12 1.11 1.91
41 0.57 0.08 1.27 1.91
42 0.82 0.10 0.99 1.90
43 0.61 0.11 1.17 1.89
44 0.74 0.17 0.99 1.89
45 0.76 0.08 1.02 1.86
46 0.69 0.09 1.08 1.85
47 0.32 0.12 1.42 1.85
48 0.52 0.17 1.15 1.84
49 0.59 0.17 1.08 1.84
50 0.62 0.13 1.08 1.83
51 0.59 0.14 1.10 1.83
52 0.71 0.09 1.03 1.83
53 0.64 0.08 1.10 1.83
54 0.57 0.10 1.15 1.82
55 0.44 0.15 1.22 1.82
56 0.61 0.13 1.07 1.81
57 0.59 0.15 1.07 1.81
58 0.57 0.10 1.13 1.79
59 0.55 0.08 1.15 1.78
60 0.66 0.11 1.00 1.77
61 0.63 0.16 0.98 1.77
62 0.55 0.17 1.04 1.76
63 0.50 0.16 1.10 1.76
64 0.59 0.09 1.07 1.75
65 0.49 0.08 1.18 1.75
66 0.55 0.16 1.02 1.74
67 0.62 0.16 0.95 1.73
68 0.62 0.15 0.96 1.73
69 0.44 0.11 1.17 1.73
70 0.54 0.15 1.03 1.72
71 0.50 0.13 1.09 1.72
72 0.65 0.08 0.99 1.72
73 0.61 0.11 1.00 1.72
74 0.60 0.13 0.99 1.71
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75 0.28 0.17 1.26 1.71
76 0.46 0.13 1.11 1.70
77 0.53 0.15 1.02 1.70
78 0.55 0.10 1.04 1.70
79 0.43 0.17 1.10 1.70
80 0.53 0.09 1.07 1.69
81 0.59 0.09 0.99 1.67
82 0.53 0.09 1.03 1.65
83 0.25 0.15 1.24 1.65
84 0.52 0.15 0.97 1.64
85 0.50 0.13 1.00 1.64
86 0.36 0.15 1.12 1.63
87 0.27 0.15 1.20 1.62
88 0.41 0.17 1.04 1.62
89 0.50 0.11 1.00 1.61
90 0.45 0.12 1.04 1.60
91 0.47 0.15 0.96 1.58
92 0.48 0.12 0.97 1.57
93 0.34 0.12 1.10 1.56
94 0.32 0.16 1.03 1.51
95 0.35 0.15 0.97 1.47
96 0.40 0.10 0.95 1.46
97 0.34 0.11 0.98 1.42
98 0.28 0.14 0.99 1.42
99 0.31 0.09 1.01 1.40
100 0.30 0.08 0.98 1.36
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Chapter 7

Conclusion

More and more organizations are increasingly turning towards extracting value from large
volumes of data. In many cases, such value primarily comes from data-driven decisions.
Hundreds of thousands of servers in data centers owned by corporations and businesses log
millions of records every second. These records contain a variety of information — highly
confidential financial or medical transactions, visitor information or even web content — and
require analysts to run exploratory queries on huge volumes of data. For example, contin-
uously analyzing large volumes of system logs can reveal critical performance bottlenecks
in large-scale systems or analyzing user access patterns can give useful insights about what
content is popular, which in turn can affect the ad placement strategies. While the individual
use cases can be wide and varied, for many such scenarios, timeliness is more important than
perfect accuracy, the queries are ad-hoc (i.e., they are not known in advance), and involve
processing large volumes of data.

Achieving small, bounded response times for queries on these massive datasets has re-
mained a challenge due to a number of reasons. These may range from limited disk band-
width, growing datasets (and their inability to fit in memory), considerable network com-
munication overhead during large data shuffles, or even straggling processes. For instance,
executing a simple GROUP BY query on a few terabytes of data spread across hundreds of
machines may take tens of minutes to just scan and process the data in parallel. This is
often accompanied by unpredictable delays due to stragglers or network congestion during
large data shuffles. Such delays severely impact the analyst’s ability to carry out exploratory
analysis on data.

In this thesis, we introduced BlinkDB [4, 5, 6], a massively parallel approximate-query
processing framework optimized for interactive answers on large volumes of data. BlinkDB
supports SPJA-style (i.e., select-project-join aggregate) SQL queries that can be annotated
with either error or maximum execution time constraints, which the system uses for satisfying
the user’s requirements as well as for optimizing query execution.
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BlinkDB accomplishes this by pre-computing and maintaining a carefully-chosen set of
samples from the data, and executing queries on an appropriate sample that meets the error
and time constraints of the query. To be able to handle queries that require samples from
relatively infrequent sub-groups, BlinkDB maintains a set of uniform samples as well as several
sets of biased samples, each stratified over a subset of columns.

Maintaining stratified samples for all subsets of the columns requires an exponential
amount of storage and is hence, impractical. On the other hand, restricting stratified samples
to only those subsets of columns that have appeared in past queries will limit the applicability
of BlinkDB for ad-hoc queries. Therefore, we rely on an optimization framework to determine
the set of columns on which to stratify, where the optimization formulation takes into account
both the data distribution, past queries, storage constraints and several other system-related
factors. Using these inputs, BlinkDB determines a set of samples which would help answer
subsequent queries, while limiting additional storage used to a user configurable quantity.

Sampling produces faster response times, but requires error estimation. Error estimation
can be performed via the bootstrap or closed forms. Both techniques work often enough that
sampling is worthwhile, but they fail often enough that a diagnostic is required. In this thesis,
we first generalized the diagnostic (that was previously applied to the bootstrap) to other
error estimation techniques (such as closed forms) and demonstrated that it can identify most
failure cases. For these techniques to be useful for interactive approximate query processing,
we require each of the aforementioned steps to be extremely fast. Toward this end, this thesis
proposed a series of optimizations at multiple layers of the query processing stack. With fast
error estimation and diagnosis of error estimation failure, significantly faster response times
are possible, making a qualitative difference in the experience of end users.
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