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ABSTRACT OF THE DISSERTATION

Learning to Rank for Retrieval and Recommendation

by

Daryl Kah Hian Lim

Doctor of Philosophy in Electrical Engineering (Intelligent Systems, Robotics, and Control)

University of California, San Diego, 2017

Professor Gert Lanckriet, Chair

Automated systems which can accurately surface relevant content for a given query

have become an indispensable tool for navigating large and complex data collections which

grow in number every day. At the core of these retrieval systems is the ranking task, i.e.,

ordering a set of items by their predicted relevance to a query. In recent years, one prominent

approach to solving the ranking problem has been learning to rank, in which machine

learning methods are employed to learn predictive models that can generate good rankings.

This dissertation proposes machine learning algorithms for efficient and effective retrieval

of relevant content with a focus on two problem settings: query-by-example retrieval and

xiii



collaborative filtering with implicit feedback.

In the first part of the dissertation, two algorithms that learn a Mahalanobis distance

metric optimized with respect to a ranking loss are proposed. The first method suppresses

noisy data dimensions effectively during training, while the second method scales to large,

high-dimensional data sets while attaining strong retrieval performance on top-of-the-ranking

performance metrics. In the second part of the dissertation, a new performance measure for

evaluating the recommendation quality of collaborative filtering recommender systems that

utilize implicit user feedback is proposed. A feature extraction-based recommender system

is then developed and optimized for this performance measure, with extensive empirical

evaluations conducted to demonstrate the efficacy of the proposed approach.
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Chapter 1

Introduction

Over the last decade, the World Wide Web has become increasingly indispensable

to the daily lives of many people. A recent report shows that in the United Kingdom, the

amount of time that an average user spends online every day has doubled over the last ten

years. This change has been driven in large part by the explosive growth of social media,

mobile and cloud technologies. We now share pictures and videos on services such as

Instagram and YouTube, use social media services such as Facebook or Twitter to share

news and information, shop on e-commerce sites like Amazon and eBay, and consume

entertainment from services like Spotify and Netflix. Consequently, more digital data is

available than ever before, mainly in the form of user-generated and commercial content,

but also in the form of other metadata such as user activity logs. As a result, people have

become increasingly reliant on automated retrieval technologies in order to filter the vast

amount of information available.

At the core of retrieval systems research today is the fundamental task of ranking.

Given a database of items, a retrieval system should be able to rank the items in order of

predicted relevance to a given query. At a high level, a good ranking is one where relevant

1
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items are placed at or near the top of the ranking and irrelevant items placed near the bottom.

In many situations, users tend to only browse a small subset of items corresponding to the top

of the predicted ranking, for example, the first few pages of search results or recommended

items. Thus, it is highly desirable to have a system that can surface relevant items at the very

top of the ranking.

Originally, information retrieval systems used hand-tuned ranking functions, but in

recent years, the learning to rank approach, which automatically tunes model parameters

using machine learning techniques, has become an increasingly popular area of research.

Typically, learning to rank algorithms require the use of a suitable ranking loss, a function

which measures the discrepancy between a predicted ranking (generated by the current

model parameters) and the optimal ranking. Mathematical optimization techniques such as

Newton’s method or gradient descent are then used to tune the model parameters so as to

minimize the chosen ranking loss.

Ideally, a successful learning to rank algorithm should exhibit the following highly

desirable characteristics:

Efficiency: The algorithm should be computationally efficient when performing training

and inference, and scale to realistic problem sizes both in terms of dimensionality and

the number of training examples.

Effectiveness: The algorithm should be able to perform well against other competing

algorithms on appropriate evaluation metrics, especially those with a focus on results

at the very top of the ranking.

Robustness: The retrieval performance of the algorithm should degrade gracefully if there

is noise in the training data or labels, or if some implicit assumptions made by the

model are invalid.
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In this dissertation, we develop practical machine learning algorithms for learning to

rank with a specific focus on two retrieval problem settings: distance metric learning for

query-by-example retrieval and collaborative filterning with implicit feedback. These two

problem settings have received a large amount of attention over the last decade due to their

applicability to a wide variety of problems in practice, and our aim is to address the gaps in

existing work on efficient, effective and robust learning to rank algorithms in these settings.

We will now provide a high-level overview of the distance metric learning and

collaborative filtering problem settings, then conclude this section by providing a concise

summary of the contributions of this dissertation.

1.1 Distance metric learning for retrieval

In query-by-example retrieval, we are given a database of items X from which we

would like to retrieve relevant items when provided with a query q. At test time, we are

given a previously unseen query q which resides in the same feature space as the items

x ∈ X , and our task is to generate a ranking over items in X such that items relevant to q

appear at or near the top of the predicted ranking. For example, we may want to retrieve

songs with similar tonal characteristics from the catalog of an online music service given

a user-provided query song, or retrieve visually similar images from a large cloud-based

database in a similar fashion to Google Image Search.

If we make the assumption that relevant items should have similar feature represen-

tations to the query, a simple heuristic approach for performing retrieval would be to induce

a ranking over X in order of Euclidean distance ‖q − x‖2 between q and each item x ∈ X

and presenting the ranking (or a subset of it) to the user. As the Euclidean distance is likely

to be suboptimal for the retrieval task, distance metric learning algorithms (Xing et al.,
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2003, Weinberger and Saul, 2009, Davis et al., 2007) improve on the Euclidean distance by

learning a Mahalanobis distance function

dW (q, x) = ‖q − x‖2
W = (q − x)TW (q − x).

parameterized by a positive semidefinite metric W . At a high level, for any given query

q, we would like relevant items in X to be close to q in terms of the Mahalanobis distance

defined by W , and irrelevant items to be far away from q. To achieve this, W is typically

optimized with respect to a suitable loss function. Distance metric learning algorithms can

be applied to a variety of tasks such as nearest-neighbor classification (Weinberger and Saul,

2009), image and audio retrieval (Lim and Lanckriet, 2014), person re-identification (Yuan

et al., 2013), and phenotype matching (He et al., 2013).

Though distance metric learning algorithms have achieved good empirical perfor-

mance in a variety of tasks, they often do not scale well with the size of the training set or

the dimensionality of the data (Kulis, 2013). The retrieval performance of existing metric

learning methods has also been observed to be sensitive to noisy feature dimensions (Lim

et al., 2013). To address these issues, we develop two new metric learning algorithms in

this dissertation: Robust Metric Learning to Rank (RMLR), which automatically suppresses

noisy dimensions while optimizing W for a ranking loss, and Fast Ranking via Metric

Learning (FRML), which can scale to large, high-dimensional datasets while maintaining

excellent retrieval performance.
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1.2 Collaborative filtering with implicit feedback

As their name suggests, recommender systems provide personalized recommenda-

tions to users in diverse domains such as books, movies, travel destinations and even jobs.

Unlike classical retrieval systems, recommender systems do not require explicit user input

in the form of a query; rather, they are able to make recommendations to users by building

user profiles for individuals or groups of users based on information about the users and

items. In this work, we will focus on recommender systems which can output a ranking

over items in order of predicted relevance to a given user,

Collaborative filtering (Resnick et al., 1994) has been one of the most successful ap-

proaches to automatic recommendation in recent years. In contrast to content-based systems

that use user and item features as well as other metadata to make predictions, collaborative

filtering systems are predictive models which aim to identify a user’s preferences solely

based only on historical user-item behavior. This behavior, also known as feedback, is often

expressed as a matrix where each entry encodes an interaction between a user and an item.

Feedback can be explicit, such as user-provided ratings or scores for each item (Koren et al.,

2009), or implicit (Hu et al., 2008), in which a user’s preferences are expressed through their

interactions with items (e.g. views or purchases), and we will focus on the latter as it is far

more common in real-world applications.

Collaborative filtering systems can be separated into model-based and memory-

based methods. Model-based methods learn a predictive model directly from the feedback

matrix using statistical and machine learning techniques. One of the dominant model-

based approaches in recent years is matrix factorization (Rennie and Srebro, 2005), which

surged in popularity due to its empirical success in the Netflix Prize competition. Matrix

factorization algorithms are flexible and can be optimized for a variety of performance
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functions depending on the application needs.

On the other hand, memory-based methods (Breese et al., 1998, Deshpande and

Karypis, 2004) use the information in the feedback matrix directly to generate predictions.

In the user-based neighborhood model, a similarity measure such as the Pearson Correlation

Coefficient or cosine similarity is used to identify neighboring users who have similar item

interaction patterns to the target user. The item interaction histories of these neighboring

users are then used to generate predictions for the target user using an aggregation scheme.

A similar item-based model, which used similarity measures between items instead of users,

was proposed in (Sarwar et al., 2001, Linden et al., 2003). Despite using heuristics to

generate predicted rankings, neighborhood-based models have been observed to outperform

matrix factorization methods on ranking measures, especially those that focus on the top of

the ranking.

Our work in this dissertation focuses on two areas of concern with existing collab-

orative filtering systems with implicit feedback. First, we note that in implicit feedback,

non-interaction of a user with an item does not necessarily indicate that an item is irrelevant

for the user. Though an item may be relevant, the user may not know of the item’s relevance

or even its existence; the user may also have decided not to interact with the item for various

reasons such as a lack of time or money. Thus, evaluation measures computed only on the

observed feedback may not accurately reflect a performance on the user’s true underlying

preferences unless the missing data model is taken into account. To address this, we design a

missing data model for implicit feedback and an evaluation measure which can be estimated

without bias under our proposed missing data model.

Second, the superior top-of-the-ranking performance of neighborhood-based systems

compared to model-based ones in some settings suggests that a system which can combine
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the benefits of both approaches might be able to achieve very good empirical performance.

This motivates our design of a recommendation framework that extracts neighborhood-based

features directly from the feedback matrix and uses them in a standard learning-to-rank

framework.

1.3 Summary of Contributions

This dissertation is divided into two parts. Chapters 2 and 3 focus on novel algorithms

for distance metric learning, while Chapter 4 focuses on the design of a novel evaluation

measure and recommendation model for collaborative filtering with implicit feedback.

In Chapter 2, we approach the learning-to-rank problem for distance metric learning

from a robustness and efficiency perspective. We develop a metric learning algorithm that is

robust to noisy input features and obtains significant speedups over the projected gradient

descent method.

In Chapter 3, we develop a metric learning algorithm which can scale to large and

high-dimensional data sets while maintaining excellent top-of-the-ranking performance. We

develop a novel sampling scheme which speeds up training time greatly and use Riemannian

manifold optimization techniques to obtain a scalable algorithm with excellent empirical

performance.

In Chapter 4, we turn our attention to the problem of implicit feedback in recom-

mender systems. We present a missing observation model for implicit feedback data, and

present a new performance measure, the Average Discounted Gain, that admits unbiased

estimation under our missing data model and is focused on top-of-the-ranking performance.

We then propose a novel feature extraction framework for approaching the Top-N recom-

mendation problem using standard learning-to-rank algorithms, and provide an algorithm to
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optimize the parameters of our model to maximize the ADG in an efficient manner.



Chapter 2

Robust Structural Metric Learning

Metric learning algorithms produce a linear transformation of data which is optimized

for a prediction task, such as nearest-neighbor classification or ranking. However, when

the input data contains a large portion of non-informative features, existing methods fail

to identify the relevant features, and performance degrades accordingly. In this chapter,

we present an efficient and robust structural metric learning algorithm which enforces

group sparsity on the learned transformation, while optimizing for structured ranking output

prediction. Experiments on synthetic and real datasets demonstrate that the proposed method

outperforms previous methods in both high- and low-noise settings.

2.1 Introduction

Metric learning algorithms produce a (linear) transformation optimized to yield

small distances between similar pairs of points, and large distances between dissimilar pairs

of points (Xing et al., 2003, Weinberger et al., 2006, Davis et al., 2007). The transforma-

tion is usually optimized for a specific task, such as visualization or k-nearest-neighbor

9
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classification. More generally, structural metric learning algorithms optimize for the predic-

tion of structured outputs induced by the learned transformation, such as nearest-neighbor

rankings (McFee and Lanckriet, 2010) or connectivity graphs (Shaw et al., 2011).

In the usual setting, data is provided as a collection of vectors xi ∈ Rd, and the

squared distance function (xi − xj)TW (xi − xj) is parameterized by a positive semidefinite

matrix W , which is optimized to satisfy a set of pairwise similarity or structural constraints.

It is often desirable thatW be low-rank, as this limits model complexity, exploits correlations

between features, and often improves predictive accuracy. When W is low-rank, distances

are equivalently computed in a low-dimensional subspace of Rd, effectively providing output

sparsity (i.e., sparsity after transformation) and allowing for efficient storage and retrieval.

Previous work on sparse metric learning focuses on this notion of output sparsity (Ying

et al., 2009).

However, input sparsity can be equally important to achieving good performance: in

general, the input data may contain a significant amount of irrelevant features which should

be detected and suppressed by the learning algorithm. In such cases, there will always exist

a linear transformation which suppresses the non-informative features (i.e., by setting the

corresponding entries ofW to 0) and one would hope that a metric learning algorithm should

find it. Unfortunately, existing algorithms frequently fail to find such a transformation, and

their performance degrades rapidly as the number of noisy features increases.

In this chapter, we propose a robust extension to the metric learning to rank (MLR)

algorithm (McFee and Lanckriet, 2010). The proposed method imposes a group sparsity

penalty on the learned metric to promote input sparsity, and a trace penalty to promote

output sparsity. We derive an efficient learning algorithm based upon the 1-slack struc-

tural SVM (Joachims et al., 2009) and the alternating direction method of multipliers
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(ADMM) (Boyd et al., 2011). Our experiments demonstrate that even a very simple noise

model can dramatically reduce performance of existing methods, while the proposed method

correctly identifies and suppresses noisy features. We also show that input sparsity regular-

ization can improve performance on realistic tasks such as music similarity prediction and

image classification.

2.1.1 Related work

Supervised metric learning is a well-studied problem, of which some representative

methods are information-theoretic metric learning (ITML) (Davis et al., 2007), large margin

nearest neighbor (LMNN) (Weinberger et al., 2006), and the method of Xing et al. (2003).

However, many of these methods do not explicitly regularize for low rank (i.e., sparsity

in the projected space) or sparsity of input features. For example, the log det regularizer

of ITML constrains W to be strictly positive definite, which in practice often results in

high-rank solutions which necessarily depend on all input features, including noisy ones.

LMNN may output a low-rank metric, though it does not explicitly regularize for it.

Ying et al. (2009) proposed a mixed-norm regularized metric learning algorithm to

achieve dimensionality reduction (i.e., output sparsity). However, their formulation applies

the regularization after a (dense) rotation of the input feature space, and therefore does not

promote sparsity with respect to the input features. Low-rank regularization is used in many

metric learning algorithms (Shen et al., 2009, McFee and Lanckriet, 2010, Huang et al.,

2011), but these methods do not regularize for feature sparsity.

Rosales and Fung (2006) regularize for sparsity in the input space by minimizing
∑

i,j |Wij|. Their formulation additionally restricts W to the set of diagonally dominant

matrices, which allows for an efficient formulation as a linear programming problem, but
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tends to favor high-rank solutions.

Other robust metric learning formulations have been proposed in which the similarity

constraints or labels have been corrupted, rather than the features. Huang et al. (2010)

developed an algorithm for the case where a fraction of the similarity constraints are

corrupted. Similarly, Zha et al. (2009) leverage auxiliary data to learn a metric when the

constraint set is sparse.

2.1.2 Preliminaries

Let Sd and Sd+ denote the sets of d×d, real-valued, symmetric and positive semidef-

inite matrices. Let ΠS[x] denote the orthogonal projection of x onto a convex set S. For

matrices A,B, denote the Frobenius inner product by 〈A,B〉F ··=
∑

i,j AijBij , and norm by

‖A‖F ··=
√
〈A,A〉F. Finally, for x ∈ R, let [x]+ ··= max(0, x).

2.2 Robust Metric Learning

In this chapter, we will build upon the Metric Learning to Rank (MLR) algorithm

(McFee and Lanckriet, 2010), a variant of the structural SVM (Tsochantaridis et al., 2005)

which optimizes W ∈ Sd+ to minimize a ranking loss function ∆ : Y × Y → R+ (e.g.,

decrease in mean average precision) over permutations Y induced by distance.

MLR can be expressed as the following convex optimization problem:

min
W∈Sd+

tr(W ) +
C

n

∑

q∈X

ξq (2.1)

s. t.∀q ∈ X , y ∈ Y :

〈W,ψ(q, yq)− ψ(q, y)〉F ≥ ∆(yq, y)− ξq
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Here, X ⊂ Rd is the training set of n points; Y is the set of all permutations over

X ; C > 0 is a slack trade-off parameter; ψ : Rd × Y → Sd is a feature encoding of an

input-output pair (q, y); and ∆(yq, y) ∈ [0, 1] is the desired margin, i.e., loss incurred for

predicting a ranking y rather than the true ranking yq. The feature map ψ (Joachims, 2005)

is designed so that 〈W,ψ(q, y)〉F is large when the ranking of X induced by distance from

q agrees with y, and small otherwise. For a query q ∈ Rd with relevant set X+
q ⊆ X and

irrelevant set X−q ⊆ X , ψ is defined by

ψ(q, y) :=
∑

i∈X+
q

∑

j∈X−q

yij
φ(q, xi)− φ(q, xj)

|X+
q | · |X−q |

,

φ(q, x) := −(q − x)(q − x)T,

yij :=





+1 i ≺y j

−1 otherwise

.

The regularization term tr(W ) in Eq. (2.1) is used as a convex surrogate for rank(W ) to

promote low-rank solutions. However, because it ignores the off-diagonal elements of W ,

it does not necessarily promote feature sparsity, and performance can degrade with the

addition of non-informative features.

2.2.1 Robust MLR

Ideally, we would like the learning algorithm to produce a metricW which relies only

upon informative features. More precisely, if some input dimension i is non-informative, then

the corresponding rows and columns of W should suppress the feature, i.e., Wi· = W·i = 0.

In contrast, sparsity should not be enforced for rows corresponding to informative features,

as this would limit the ability of the algorithm to exploit correlation between informative
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features, and reduce output sparsity. This suggests a natural row (or column) grouping of

the entries of W when enforcing sparsity, so that rows corresponding to informative features

may be dense, but sparsity is enforced over rows to avoid relying upon too many features.

As in the group lasso, row-sparsity can be promoted by mixed-norm regularization

(Yuan and Lin, 2006):

‖W‖2,1 ··=
d∑

i=1

‖Wi·‖2.

This leads to our Robust Metric Learning to Rank (R-MLR) formulation:

min
W∈Sd+

tr(W ) + λ‖W‖2,1 +
C

n

∑

q∈X

ξq (2.2)

s. t.∀q ∈ X , y ∈ Y :

〈W,ψ(q, yq)− ψ(q, y)〉F ≥ ∆(yq, y)− ξq

R-MLR balances the trade-off between input and output sparsity through a hyper-parameter

λ > 0, which may be tuned by cross-validation.

As there are a super-exponential number of constraints in 2.2, we implement the

1-slack cutting-plane method (Joachims et al., 2009) to obtain Algorithm 2.1. Algorithm 2.1

approximates Eq. (2.2) by alternately solving a convex optimization problem (step 3) over a

small set A of active constraints, and updating A with the constraints most violated by the

resulting W (steps 5–10). The process repeats until the most-violated constraint (and hence,

all other constraints) is satisfied to within some specified ε > 0 of the loss on the active set

A.
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Algorithm 2.1 Robust metric learning to rank (R-MLR)

1: A ← {}
2: repeat
3: W ← argminW∈Sd+ f(W )

f(W ) := tr(W ) + λ‖W‖2,1

+ C max
(∆,Ψ)∈A

[∆− 〈W,Ψ〉F]+
(2.3)

4: ξ ← max
(∆,Ψ)∈A

[∆− 〈W,Ψ〉F]+

5: ∆̂← 0, Ψ̂← 0
6: for q = 1, 2, . . . , n do
7: y′ ← argmax

y∈Y
∆(yq, y) + 〈W,ψ(q, y)〉F

8: ∆̂← ∆̂ + 1/n∆(yq, y
′)

9: Ψ̂← Ψ̂ + 1/n (ψ(q, yq)− ψ(q, y′))
10: end for
11: A ← A∪

{
(∆̂, Ψ̂)

}

12: until ∆̂− 〈W, Ψ̂〉F ≤ ξ + ε

2.3 Optimization

The original MLR implementation solved for W via projected sub-gradient de-

scent (McFee and Lanckriet, 2010). While this approach could be applied for R-MLR as

well, projecting each iterate back onto Sd+ is computationally expensive: O(d3) for each

spectral decomposition and thresholding operation. Instead, we will use the alternating

direction method of multipliers (Boyd et al., 2011) to efficiently optimize Eq. (2.3).

First, we transform the optimization problem (Algorithm 2.1, step 3) into an equiva-
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lent problem:

min
W,V,Z

f(W ) + g(V ) + h(Z) s. t. W = V = Z

where f(W ) ··= tr(W ) + C ·max
(∆,Ψ)∈A

[∆− 〈W,Ψ〉F]+

g(V ) ··=λ‖V ‖2,1, h(Z) ··=





0 Z ∈ Sd+

∞ Z /∈ Sd+

Introducing Lagrange multipliers ΛV ,ΛW ∈ Sd, we obtain the augmented Lagrangian:

Lρ(W,V, Z,ΛW ,ΛV ) =f(W ) + g(V ) + h(Z)

+〈ΛW ,W − Z〉F +
ρ

2
‖W − Z‖2

F

+〈ΛV , V − Z〉F +
ρ

2
‖V − Z‖2

F,

where ρ > 0 is a scaling parameter. The ADMM algorithm can be written in scaled form as

follows:

W t+1 ← argmin
W∈Sd

f(W ) +
ρ

2
‖W − (Zt − U t

W )‖2
F (2.4)

V t+1 ← argmin
V ∈Sd

g(V ) +
ρ

2
‖V − (Zt − U t

V )‖2
F (2.5)

Zt+1 ← argmin
Z∈Sd

h(Z)

+ ρ ‖Z − 1
2
(W t+1 + V t+1 + U t

W + U t
V )‖2

F

U t+1
W ← U t

W +W t+1 − Zt+1;

U t+1
V ← U t

V + V t+1 − Zt+1.

where UW = 1
ρ
ΛW , UV = 1

ρ
ΛV . The optimization algorithm then cycles through each
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update listed above until convergence, or some maximum number of iterations is exceeded.

2.3.1 W -update: dual formulation

The W -update Section 2.3 is a convex optimization problem similar to Eq. (2.3) with

two modifications: 1) the constraint W ∈ Sd+ has been removed, and 2) it is strongly convex,

due to the quadratic term from Lρ. In principle, this could be solved directly. However, the

active set A is often quite small: in practical problems, |A| rarely exceeds 100–200, while

the number of parameters is O(d2) and can easily number in the tens of thousands. This

suggests that a dual formulation may lead to a more efficient algorithm.

To simplify the following derivation, let Rt ··= Zt − U t
W and m ··= |A|. The W

update Section 2.3 can be stated as the following linearly constrained quadratic program:

min
W,ξ≥0

tr(W ) + Cξ +
ρ

2
‖W −Rt‖2

F (2.6)

s. t.∀(∆i,Ψi) ∈ A : ∆i − 〈W,Ψi〉F − ξ ≤ 0.

Introducing Lagrange multipliers α ∈ Rm
+ , β ∈ R+, Eq. (2.6) has the following

Lagrangian:

L(W, ξ, α, β) = tr(W ) + Cξ +
ρ

2
‖W −Rt‖2

F

+
m∑

i=1

αi (∆i − 〈W,Ψi〉F − ξ)− βξ
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Minimizing over W , we obtain the dual program:

sup
α∈Rm+
β∈R+

inf
W,ξ
L =

1

ρ
max
α∈Rm+

−1

2
αTHα− bTα

s. t.
∑

i

αi ≤ C, (2.7)

with the structure kernel H ∈ Sm+ and cost vector b ∈ Rm defined as:

Hij ··= 〈Ψi,Ψj〉F, bi ··= 〈ρRt − I,Ψi〉F − ρ∆i. (2.8)

Eq. (2.7) is a linearly constrained quadratic program in m variables, and can easily

be solved by off-the-shelf tools. Note that the dual program is independent of both n and d,

resulting in significant improvements in efficiency for large problems. After computing a

dual optimum α, a primal optimum W
t+1

can be recovered as follows:

W
t+1

= Rt +
1

ρ

(
m∑

i=1

αiΨi − I
)
. (2.9)

2.3.2 V -update

If there was no symmetry constraint in Section 2.3, the V -update would take the

form of a prox-operator prox`2,1(Z
t − U t

V , λ/ρ), where

prox`2,1(A, λ) ··= argmin
V

λ‖V ‖2,1 +
1

2
‖V − A‖2

F
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. This can be efficiently computed via an element-wise thresholding operation

[
prox`2,1(A, λ)

]
ij

= Aij

[
1− λ

‖Ai·‖2

]

+

(2.10)

where Ai· is the ith row of A (Kowalski, 2009). However, this results in an asymmetric

matrix, so we compute the Sd-constrained V t+1 update via a separate ADMM algorithm,

which alternates a prox`2,1 update step, a projection ΠSd(·) and an additive dual update, each

of which can be computed in linear time.

2.3.3 Z-update

The Z-update simplifies to the orthogonal projection

Zt+1 ← ΠSd+

[
1
2
(W t+1 + V t+1 + U t

W + U t
V )
]
,

obtained by thresholding the negative eigenvalues of
[

1
2
(W t+1 + V t+1 + U t

W + U t
V )
]

at 0.

After consolidating the update steps, the resulting Robust MLR algorithm is listed

as Algorithm 2.2.

To see the performance gains afforded by the ADMM-based method, we note that by

setting λ = 0 and skipping the V -update, we can obtain an ADMM-based algorithm to solve

the MLR problem, which we call MLR-ADMM. This allows us to do a direct comparison

between the ADMM-based MLR method and the original solver which used projected sub-

gradient descent. Although the ADMM-based algorithm has the same worst-case complexity

as projected sub-gradient descent – O(ε−2) for ε-sub-optimality – it has been observed to

yield satisfactory solutions after a small number of steps. Coupled with early stopping (i.e.

specifying a maximum number of iterations T for the ADMM algorithm), we were able to
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Algorithm 2.2 Robust MLR (step 3 of Algorithm 2.1)

1: W 0 ← 0, V 0 ← 0, Z0 ← 0, U0
W ← 0, U0

V ← 0
2: for t = 0, 1, 2, . . . , T (until convergence) do
3: ∀i : bi ← 〈ρ(Zt − U t

W )− I,Ψi〉F − ρ∆i

4: α← argmaxαEq. (2.7)
5: W t+1 ← Zt − U t

W + 1/ρ (
∑m

i=1 αiΨi − I)
6: V t+1 ← argmin

V ∈Sd
g(V ) + ρ

2
‖V − (Zt − U t

V )‖2
F;

7: Zt+1 ← ΠSd+

[
1
2
(W t+1 + V t+1 + U t

W + U t
V )
]

8: U t+1
W ← U t

W +W t+1 − Zt+1

9: U t+1
V ← U t

V + V t+1 − Zt+1

10: end for
Output: W T

obtain significant speedups over projected gradient descent in our experiments.

2.4 Experiments

To evaluate the proposed method, we conducted three sets of experiments. In the

first set of experiments, we augment standard UCI datasets with synthetic correlated noise of

varying dimensions to investigate the classification performance of various metric learning

algorithms as noisy features are introduced. In the second set of experiments, we evaluate

R-MLR on a music similarity task using data from CAL10K (Tingle et al., 2010) and the

Million Song Dataset (MSD) (Bertin-Mahieux et al., 2011), and also evaluate the effects of

early stopping on training time. In the third set of experiments, we evaluate performance

and training time of the various algorithms on an image classification task using image data

obtained from ImageNet (Deng et al., 2009).

In all sets of experiments, we also provide comparisons to `1-MLR, another variant

of MLR which imposes a penalty on
∑

i,j |Wij| instead of ‖W‖2,1 in Eq. (2.3), as a similar

regularizer has been shown to be effective in promoting feature sparsity by Rosales and
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Fung (2006). `1-MLR can be trained via an ADMM algorithm in a similar fashion to

R-MLR, and in fact allows for an efficient element-wise thresholding for the corresponding

V -update. To train MLR, we used the MLR-ADMM algorithm instead of the original

projected sub-gradient descent implementation.

2.4.1 Classifying noise-augmented UCI data

As a first experiment, we measure classification performance on four standard

datasets from the UCI repository: Balance (n = 625, d = 4), Ionosphere (n = 351,

d = 34), Iris (n = 150,d = 4) and Wine (n = 178, d = 13). We compare large-

margin nearest neighbor (LMNN) (Weinberger et al., 2006), information-theoretic metric

learning (ITML) (Davis et al., 2007), and MLR with both `1-MLR and R-MLR. Each of the

previously proposed algorithms are known to perform comparably well on these datasets,

and introducing noise will allow us to carefully measure how performance degrades in

higher dimensions relative to a known baseline (the noise-free case).

Experiment setup

To study the effect of noisy features on each learning algorithm, we embedded each

dataset into a higher-dimensional space by padding each example xi with D-dimensional

correlated noise xσ:

xTi 7→
(
xTi , x

T
σ

)
∈ Rd+D, xσ ∼ N (0,Σ). (2.11)

For each dataset and D ∈ {25, 26, 27, 28}, we sample a covariance matrix Σ ∈ SD+ from a

unit-scale Wishart distribution. Each example was padded with noise in accordance with
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Eq. (2.11). Each padded dataset was then split into 25 random 40/30/30 training, validation

and test splits, and each split was normalized by coordinate-wise z-scoring with the training

set statistics.

Performance was measured by k-nearest-neighbor accuracy using the training set as

examples. For ITML, the slack parameter γ was varied over {1, 10, . . . , 106} For LMNN,

the push-pull parameter µ was varied over {0.1, 0.2, . . . , 0.9}. For MLR, the loss function ∆

was fixed to mean average precision (MAP), and C was varied over {1, 10, . . . , 106}. For R-

MLR and `1-MLR we additionally varied λ ∈ {0.001, 0.01, 0.1, 1}. The number of nearest

neighbors used for classification k was also varied in {1, 3, 5, 7}. For each experiment, the

hyper-parameters with the best classification accuracy on the validation set are selected.

Results

Figure 2.1 displays example W s produced by ITML, LMNN, MLR, `1-MLR and

R-MLR on each UCI dataset, where the noise dimensionality D is set to 32. In each

case, R-MLR correctly identifies and suppresses the noise dimensions by assigning small

weights to the corresponding rows and columns of W . In contrast, MLR, ITML and

LMNN assign significant weights to the noisy dimensions, degrading classification and

retrieval performance. `1-MLR achieves input sparsity, but only at the expense of increased

dimension.

Figure 2.2 displays the error rates of the various learning algorithms across all

datasets and values of D. We observe that R-MLR is able to achieve performance on

par with other state-of-the-art algorithms even in the noiseless case. For all datasets and

D ≥ 64, the R-MLR algorithm significantly outperforms MLR, ITML and LMNN under

a Bonferroni-corrected Wilcoxon signed rank test (α = 0.05). R-MLR also significantly
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Figure 2.1: Metrics (W ) produced by each algorithm on each UCI dataset padded
with 32-dimensional noise generated by Eq. (2.11). For each dataset, d represents
the number of features in the original data, and E is the effective dimensionality
of W . R-MLR produces sparse, low-rank solutions that correctly identify the
informative features (upper-left block), while other algorithms assign significant
weight to the noisy dimensions, resulting in dense or high-rank solutions.

outperforms `1-MLR for Ionosphere, D = {128,256} and Balance for D = 128.

Figure 2.3 illustrates the effective dimensionality E — the number of dimensions

necessary to capture 95% of the spectral mass of W — averaged across all splits of each

UCI dataset. Effective dimensionality increases with input dimensionality for ITML and

LMNN, but remains low for both MLR and R-MLR. `1-MLR lies in between, producing

metrics of higher rank than MLR or R-MLR.

Across all UCI datasets, R-MLR training time was observed to be on the same order

of magnitude as MLR-ADMM, and is consistently shorter than LMNN training time. It is
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Figure 2.2: Accuracy of ITML, LMNN, MLR-ADMM and R-MLR as D noisy
dimensions are introduced to UCI datasets. Results are averaged across 25 random
splits. In all datasets, for D ≥ 64, R-MLR significantly outperforms MLR, ITML
and LMNN.

still possible to accelerate our method further by using standard techniques, e.g. parallelizing

the constraint generation process, or sampling to approximate the most-violated constraint.

2.4.2 Music similarity: CAL10K

In the music similarity task, we are provided with vector representations of song

recordings, and the goal is to learn a distance (retrieval) function which successfully retrieves

relevant songs in response to a query. We use a subset of the CAL10K dataset (Tingle

et al., 2010), which is provided as ten 40/30/30 splits of a collection of 5419 songs (McFee
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Figure 2.3: Mean effective dimensionality of learned metrics as dimensionality
increases. For all datasets, MLR produces the lowest-dimensionality solutions
across all values of D, while R-MLR slightly increases dimensionality due to
the tradeoff between the low-rank and robust objectives. For LMNN and ITML,
effective dimensionality scales with D across all datasets.

et al., 2012). For each song xi, a relevant set X+
i ⊂ Xtrain is defined as the subset of

songs in the training set performed by the top 10 most similar artists to the performer of xi,

where similarity between artists is measured by the number of shared users in a sample of

collaborative filter data (McFee et al., 2012). This top-10 thresholding results in the relevant

sets in this data being generally asymmetric and non-transitive, and therefore pair-wise

methods such as ITML and classification-based methods like LMNN cannot be applied to

the problem. Performance is measured by area under the ROC curve (AUC) of the rankings

over the training set induced by distance from a test query.
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Experiment setup

We experiment with three song representations, derived from either audio features

or lyrical content:

Audio Each song is initially represented as a vector quantization histogram over 1024

acoustic codewords. Histograms were then compressed via PCA to capture 95% of

the training set variance. A total of 5419 songs are available in the dataset, and each

train/validation/test split retains between 160 and 180 dimensions after PCA.

Lyrics-128, Lyrics-256 1396 of the songs above also have lyrics data available in MSD.

We applied Latent Dirichlet Allocation (Blei et al., 2003) on an independent collection

of 2000 songs, resulting in k ∈ {128, 256} latent lyrics topics. Each song was then

represented by its posterior distribution over topics.

MSD-33 Using the Million Song Dataset, we extracted 33 additional descriptors for each

song, including coarse low-level descriptors such as mean timbre, pitch distribution,

tempo and loudness, as well as abstract high-level features, such as “danceability”,

“song hotttnesss”, and artist latitude and longitude. These features are generally less

pure than the audio and lyrics, but may carry some useful information.

Using the audio and lyrics representations, we compared the performance of MLR,

`1-MLR, and R-MLR, first on the audio and lyrics representations, and then after including

the MSD-33 features. For this experiment, we vary C ∈ {10−1, · · · , 104} and fix ∆

to AUC (area under the ROC curve). For R-MLR and `1-MLR, we additionally vary

λ ∈ {0.001, 0.01, 0.1, 1}. For each experiment, the hyper-parameters with the best AUC

performance on the validation set are selected.
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Figure 2.4: Music similarity performance of each algorithm on the three fea-
ture representations Lyrics-128, Lyrics-256 and Audio, with and without MSD-33
features. Performance was measured by AUC and averaged across 10 folds.
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Figure 2.5: Performance of MLR-ADMM and MLR-Proj for the music similarity
task with Audio features (best viewed in color). Top: accuracy versus the number
of projections onto Sd+ as the maximum number of ADMM steps T is increased.
Bottom: average number of cutting planes required for each value of T . Results
are averaged across ten splits; error bars correspond to ±1 standard deviation.
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To investigate the performance gains afforded by using the ADMM-based algorithm,

we compared MLR-ADMM to the original MLR implementation (MLR-Proj) on the Audio

music similarity task, with the same experimental protocol as above. For MLR-ADMM, the

maximum number of iterations T was additionally varied in

{1, 5, 10, 25, 50, 100}. We tracked performance as well as as the number of projection

operations onto Sd+ and calls to the constraint generator, which are the two key bottlenecks

during training.

Results

Figure 2.4 shows the average AUC of each algorithm across 10 folds. When MSD-

33 features are included, R-MLR does significantly better than MLR under a Wilcoxon

signed-rank test (α = 0.05). Moreover, even in the original audio or lyrics features where

the motivating assumption of noisy features may not hold, R-MLR does at least as well or

better than MLR.

In these experiments, we noted that the metrics produced by `1-MLR tend to be

strongly diagonal, with very few significant off-diagonal terms (due to the element-wise

sparse regularizer). This may over-penalize weakly informative features, and limit the ability

to exploit correlations between features. On the other hand, the group sparsity regularizer of

R-MLR tends to produce solutions with denser rows, which better enables the algorithm to

exploit feature correlations, leading to improved accuracy. In the experiments with MSD-33

features, we observed that the metrics learnt by MLR generally assign large weights to

majority of the MSD-33 features, while the solutions learnt by R-MLR tended to suppress

all but a few MSD-33 features.

The results of the early stopping experiment are presented in Figure 2.5. MLR-
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ADMM performs comparably to MLR-Proj across all values of T , and for small values of T ,

MLR-ADMM requires significantly fewer projection operations than MLR-Proj. For T = 1,

the W returned at each step can be highly sub-optimal, and as a result, more cutting planes

are required to converge. However, for intermediate values of T , the number of cutting

planes does not significantly differ from MLR-Proj, and speedup is directly proportional to

the decrease in projections.

2.4.3 Image Classification

In the image classification task, we compare the classification performance and

training time of various algorithms. 100 images were chosen from each of 20 categories

(classes) from the ImageNet repository, and each image was represented using codeword

histograms of 1000 dimensions obtained from the ImageNet database. For this experiment,

the data set was split into 5 folds of 60/20/20, and the same hyper-parameter values were

used as in Section 2.4.1. The early-stopping parameter T was fixed to 10 for all ADMM-

based algorithms. As in the early stopping experiment, we recorded the mean accuracy and

training time only for the best hyper-parameter settings for each fold.

Results

The results of the image classification task are shown in Table 2.1. The ADMM-

based algorithms take significantly less time to run and achieve comparable accuracy to the

existing methods, in particular MLR-Proj.



30

Table 2.1: Mean test set 3-NN accuracy and training time for the image classifica-
tion task.

Algorithm Accuracy Time (h)

ITML 30.5% 4.67
LMNN 36.0% 8.82
MLR-Proj 36.7% 12.62

MLR-ADMM 37.5% 1.32
L1-MLR 37.7% 1.74
R-MLR 38.7% 1.55

2.5 Conclusion

We proposed a robust extension to the metric learning to rank algorithm, and derived

an efficient learning algorithm. Our experiments demonstrate that by regularizing for both

input and output sparsity, the R-MLR algorithm detects and suppresses noisy features, and

outperforms previous methods in both low- and high-noise settings.
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Chapter 3

Efficient Metric Learning for Ranking

and Retrieval

We develop an efficient algorithm to learn a Mahalanobis distance metric by directly

optimizing a ranking loss. Our approach focuses on optimizing the top of the induced

rankings, which is desirable in tasks such as visualization and nearest-neighbor retrieval. We

further develop and justify both theoretically and empirically a simple technique to reduce

training time significantly with minimal impact on performance. Our proposed method

significantly outperforms alternative methods on several real-world tasks, and can scale to

high-dimensional data and large datasets.

3.1 Introduction

In many machine learning problems, the ability to compute a distance or similarity

between two objects is an important task. In some cases, domain knowledge may suggest

reasonable measures of similarity for a given task, such as the cosine similarity for bag-of-

31
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words data. However, in more complex or abstract domains, the choice of a good similarity

measure may not be so clear.

To this end, distance metric learning algorithms, which seek to learn an optimal

distance measure for a given task, have become very popular in recent years. These methods

learn an appropriate distance measure given a training set and associated side information,

which can come in different forms such as class labels (Xing et al., 2003, Weinberger and

Saul, 2009), pairwise similarity/dissimilarity constraints (Davis et al., 2007), and graph

connectivity constraints (Shaw et al., 2011). Typically, the distance between two points x

and y is given by a Mahalanobis distance function parameterized by a symmetric positive

semidefinite (PSD) matrix W :

dW (x, y) = ‖x− y‖2
W = (x− y)TW (x− y).

In several applications of metric learning, such as link prediction (Shaw et al., 2011)

or query-by-example retrieval (Mcfee et al., 2012), we are interested in local similarity:

Given a query point, we want to be able to retrieve similar points from the training set by

searching in a small neighborhood of the query. At a high level, a metric W is considered to

be good if, given a test point, sorting the training set in increasing order of distance under W

results in similar points appearing at the top of the ranking. From an application perspective,

performance at the top of the ranking is particularly important in large data collections

where a user may only scan the first few pages of results to look for relevant items, rather

than browsing the entire database.

In this chapter, our goal is to develop an efficient and effective metric learning

algorithm for applications for which our notion of local similarity is desirable. Such an

algorithm has the following desiderata:
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1. It should scale well both to high-dimensional data and large data sets.

2. The learned metric should perform well on measures such as the Mean Average

Precision (MAP) or Precision-at-k (P@k) which focus on performance at the top of

the ranking.

To optimize for ranking performance directly, McFee and Lanckriet (2010) proposed

the Metric Learning to Rank (MLR) algorithm, which is based on the structural SVM and

optimized via the 1-Slack cutting plane algorithm. MLR has shown good performance in

various ranking and classification tasks, and is able to handle flexible notions of relevance and

optimize for a variety of ranking losses. However, the MLR algorithm has two drawbacks

which limit its scalability to large, high-dimensional data sets.

First, despite the use of an efficient convex algorithm to solve the dual problem (Lim

et al., 2013), a spectral decomposition of the metric must be performed to ensure that W is

positive definite at each iteration of MLR. Since this step scales as O(d3), where d is the

dimension of the data, MLR quickly becomes computationally infeasible for data which

have more than a few hundred dimensions.

Second, the constraint generation step in MLR can also be expensive for ranking

losses, especially those which focus on the top of the ranking. When optimizing for Area-

under-the-ROC-curve (AUC) performance, the separation oracle can be calculated in linear

time; however, it is well-known that the AUC ranking loss minimizes the mean rank of

positive items and does not place particular emphasis on the top of the ranking. On the

other hand, the MAP separation oracle (Yue et al., 2007), which provides better top-of-the-

ranking performance, can have complexity quadratic in the number of training examples.

Furthermore, both separation oracles also require expensive distance computations between

the query and every example in the training set. Thus, scalability is an issue with high-
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dimensional data even when the training set is relatively small (e.g. comprising just a few

thousand points).

The need to enforce that W � 0 is not a problem unique to MLR, but a challenge

for metric learning algorithms in general, and a variety of methods have been proposed

which specifically avoid an O(d3) spectral decomposition step. One approach is to constrain

the metric to be non-zero only along its diagonal (Shaw et al., 2011, Schultz and Joachims,

2004), eliminating the need for an O(d3) spectral decomposition. Another approach is to

reparametrize the problem in terms of a projection matrix L ∈ Rd×d, where W = LTL,

generating an unconstrained problem (Torresani and Lee, 2007, Weinberger and Saul, 2009,

Mensink et al., 2013). Yet other approaches such as Davis et al. (2007), Shen et al. (2009)

and Ying and Li (2012) transform the problem into equivalent optimization problems which

do not require a O(d3) projection.

In general, however, these algorithms which obviate the need for spectral decompo-

sition usually come with some tradeoffs, such as inferior predictive performance or lower

flexibility in terms of the types of labels or side information they can handle. Furthermore,

none of these methods specifically address the problem of optimizing a metric for a ranking

loss.

Besides MLR, other related methods such as LORETA (Shalit et al., 2012), OASIS

(Chechik et al., 2009), and LMNN (depending on the number of target neighbors) implicitly

optimize some variant of the AUC loss. Specialized optimization methods that focus directly

on top-of-the-ranking performance (Shi et al., 2012, Hong et al., 2013) have yielded superior

results on top-of-the-ranking measures such as MAP and P@k compared to the AUC

optimization approach; however, these specialized optimization methods which are used in

the recommender systems domain are not easily adaptable to the metric learning problem.
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Recently, Weston et al. (2010) introduced the Weighted Approximate-Rank Pairwise

(WARP) sampling scheme. The WARP scheme admits an efficient optimization algorithm,

yet consistently achieves superior performance on MAP and P@k metrics compared to

AUC-based optimization approaches. However, in some cases, the runtime of the WARP

scheme is still too slow to be computationally feasible. Furthermore, the aforementioned

scheme has not been explored in the context of metric learning so far.

Motivated by the superior performance of the WARP sampling scheme on top-of-

the-ranking recommendation tasks, we adapt it to solve the metric learning problem in this

work. Using a novel variant of the WARP scheme, we develop an efficient optimization

algorithm which often outperforms existing algorithms in terms of ranking performance on

several real-world retrieval tasks with significantly reduced computation time.

3.1.1 Contributions

We make two main contributions in this work. First, we develop the β-terminated

WARP sampling scheme, an accelerated stochastic gradient descent procedure which is

of independent interest and can be applied to other learning-to-rank application domains.

We also establish several important theoretical properties of our proposed scheme which

establish conditions under which our algorithm can be used. Second, we use Riemannian

optimization techniques in conjunction with our proposed loss to develop an efficient metric

learning algorithm which can scale to high-dimensional data and to large-scale datasets,

while achieving good top-of-the-ranking performance.

This chapter extends work originally published in the International Conference of

Machine Learning (Lim and Lanckriet, 2014) by introducing a new sampling scheme which

subsumes the WARP loss and the sampling scheme proposed in Lim and Lanckriet (2014)
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as special cases, and provide theoretical justification for our proposed scheme. We establish

sufficient conditions under which the WARP loss approximation is a reasonable choice for

optimizing the top of the ranking, which to the best of our knowledge has not been formally

studied so far. We also show theoretically how the value of the hyperparameter β of our

proposed sampling scheme allows us to smoothly interpolate between the WARP and AUC

losses. Finally, we conduct experiments on more varied use cases and larger-scale datasets.

The remainder of the chapter is structured as follows. In Section 3.2, we introduce

our problem formulation and review the Weighted Pairwise Classification (WPC) loss. In

Section 3.3, we develop and analyze the β-terminated WARP Sampling Scheme (β-WSS)

which accelerates the optimization process. In Section 3.4, we combine the β-WSS with

Riemannian optimization techniques to obtain an efficient metric learning algorithm. Finally,

we demonstrate the scalability, flexibility and effectiveness of our approach by applying our

method to various learning problems in Section 3.5 and conclude in Section 4.8.

3.1.2 Preliminaries

Let {i, j} denote the set containing the items i, j, and [a, b] denote the range of

real numbers from a, b inclusive. We will use parentheses to indicate entries of a vector,

e.g. x ∈ Rn = (x1, x2, · · · , xn). Let S+
d denote the set of d × d symmetric positive

semidefinite (PSD) matrices, and let S+
d,m denote the subset of S+

d of rankm. Let dW (x, y) =

√
(x− y)TW (x− y) for W ∈ S+

d . Let |X | denote the cardinality of the set X . Let b·c

denote the floor function, let [·]+ ··= max(0, ·), and define the indicator function

I[c] =





1, c is true

0, otherwise.
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Given a set X of size n, we define a ranking y of X as a sequence of elements of X ,

i.e. (Xi1 ,Xi2 , · · · ,Xin) where Xi indexes an element of X , and adopt the convention that

the first elements in the sequence correspond to the top of the ranking.

In order to predict a ranking over X given a query q and a metric W , in this chapter

we will use the ranking prediction function fr(q,W ;X ) which returns the ranking generated

by sorting points x ∈ X in order of increasing Mahalanobis distance dW (q, x).

Given a query q and a predicted ranking y over X , we define the rank of a relevant

item x+ ∈ X+
q as follows:

rq(x
+) =

∑

x−∈X−q

I[ x− precedes x+ in y]

where we have omitted the dependence of rq(·) on y and X for brevity. Note that when

y = fr(q,W,X ),

rq(x
+) =

∑

x−∈X−q

I[ dW (q, x+) ≥ dW (q, x−) ],

i.e. the number of points x ∈ X−q which lie closer to q than x+.

3.2 Background

In this chapter, we view metric learning as a ranking problem with binary relevance

feedback (McFee and Lanckriet, 2010). Formally, we assume that we are given a training

set X = [x1, x2, · · · , xn] for which training labels are provided for each point q ∈ X

in the form of relevant and irrelevant subsets to q (denoted by X+
q ⊆ X and X−q ⊆ X

respectively).

X+
q and X−q can be flexibly defined depending on the side information provided. For
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example, if class labels are provided for each point in X , we might define X+
q to be the set

of items from the same class as q, while X−q might be the set of all items belonging to a

different class. On the other hand, if each point in X represents a graph node and we are

provided with the network connectivity graph (Shaw et al., 2011), then we could define X+
q

to be the k-nearest-neighbors of q in the network, and X−q to be points which are not nearest

neighbors of q. More flexible intransitive notions of relevance, such as those used in Mcfee

et al. (2012), are also permitted.

Our ultimate goal is to retrieve relevant items in X given unseen queries which we

assume to come from the same feature space and label distribution as the training set. To

achieve this, we wish to learn a suitable Mahalanobis metric W ∈ S+
d which yields good

predicted rankings ofX via the ranking prediction function fr(q,W ;X ). Though the precise

meaning of “good” may differ depending on the choice of evaluation measure, generally

speaking, points in X+
q should appear at or near the top of good rankings.

In order to learnW from the training data, we adopt the following training procedure:

We treat each point in X as a query in turn and minimize a suitable ranking loss over all

queries q ∈ X . In its most basic form, our formulation can be expressed as the following

optimization problem:

min
W�0

1

|X |
∑

q∈X

loss (q, fr(q,W ;X )) , (3.1)

where loss(·) is a user-specified ranking loss which takes values in [0,1] and is zero when

all relevant examples appear at the top of the ranking, and one when the converse is true.
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One popular choice of loss function is the AUC loss, which is defined as

AUC (q, fr(q,W ;X )) =
1

|X+
q |

1

|X−q |
∑

x+∈X+
q

∑

x−∈X−q

I[ dW (q, x+) ≥ dW (q, x−) ].

As the AUC loss is discontinuous, a convex upper bound (Joachims, 2002)

1

|X+
q |

1

|X−q |
∑

x+∈X+
q

∑

x−∈X−q

[1 + dW (q, x+)− dW (q, x−) ]+, (3.2)

which can be efficiently optimized is usually used as a surrogate loss. However, optimiz-

ing for the AUC loss often yields suboptimal performance on top-heavy metrics such as

Precision-at-k and MAP (Hong et al., 2013, Weston et al., 2010).

On the other hand, directly optimizing listwise ranking loss functions such as the

MAP or the Normalized Discounted Cumulative Gain (NDCG) (Järvelin and Kekäläinen,

2000) is a challenging task due to their combinatorial and discontinuous nature. Despite the

use of surrogate objective functions, the optimization procedures are often computationally

expensive when the number of objects to be ranked is very large, as the scoring function

usually needs to be computed for all objects at every iteration. However, they tend to yield

better performance on top-heavy metrics. For these reasons, our choice of loss in this chapter

is the Weighted Pairwise Classification (WPC) loss (Usunier et al., 2009) as it admits a

relatively efficient approximate algorithm scheme (Weston et al., 2010) and has exhibited

competitive performance on top-heavy information retrieval metrics.

In Section 3.2.1, we briefly introduce the WPC loss, derive a surrogate loss and

show its connections to the AUC surrogate loss. Next, we will review a stochastic gradient

descent algorithm to approximately optimize the WPC in Section 3.2.2.
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3.2.1 The Weighted Pairwise Classification (WPC) loss

We begin by formally defining the class of Nonincreasing Marginal Loss functions

and the Weighted Pairwise Classification loss:

Definition 3.1. Nonincreasing Marginal Loss (NML) function A function

L : {0, 1, 2, · · ·K} → R+

is a nonincreasing marginal loss (NML) function of order K if and only if there exists some

vector α = (α1, α2, · · ·αK) ∈ RK
≥0 with α1 ≥ α2 ≥ · · · ≥ αK ≥ 0 such that

L(k) =





∑k
i=1 αi, 1 ≤ k ≤ K

0, k = 0.

(3.3)

Definition 3.2. Weighted Pairwise Classification loss (Usunier et al., 2009) The

Weighted Pairwise Classification(WPC) loss associated with a query q is defined as

WPC(q, fr(q,W ;X )) =
1

|X+
q |

1

Lq(|X−q |)
∑

x+∈X+
q

Lq(rq(x+)),

where rq(x+) is the rank of x+ and each Lq(·) is an NML function of order |X−q |.

An NML function L maps rq(x+) into a real-valued loss, and has the desirable

property that as rq(x+) increases, L(rq(x
+)) increases at most proportionately. Thus, losing

a position when x+ is at the top of the ranking incurs a greater loss than when x+ is near the

bottom of the list, which promotes rankings where some or all relevant points are close to

the top. In this chapter, we will assume that any NML function L is of order |X−q |, which
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ensures that L(·) is defined for all possible values of rq(x+), and omit explicitly specifying

the order of NML functions L in the sequel.

Each NML function is completely characterized by the vector

α =
(
α1, α2, · · · , α|X−q |

)

and different choices of α lead to different minimizers: Setting all entries of α to be equal

recovers the AUC loss, and larger values in the first few positions of α penalize errors at

the top of the ranking more heavily. A widely used choice in practice is αi = 1
i
, which has

obtained good MAP and precision-at-k performance in real-world datasets (Weston et al.,

2010).

In the general case, Lq(·) can be different for each q, and 1/Lq(|X−q |) is a nor-

malization constant such that the worst ranking (i.e. when all the relevant points lie at

the bottom of the ranking) has a loss of 1. For simplicity, however, we will assume that

|X−q | is the same for every query q in the training set and that a common NML function

Lopt = Lq1 = · · · = Lqn is used for all queries. We assume without loss of generality that

Lopt is normalized (i.e. Lopt(|X−q |) = 1) and define

WPCtask(q, fr(q,W ;X )) =
1

|X+
q |

∑

x+∈X+
q

Lopt(rq(x+)). (3.4)

which we will use as our loss of choice in Eq. (3.1).

A surrogate loss for WPCtask

Since WPCtask is a piecewise constant function of W , Weston et al. (2010) use an

approximation which can be optimized via gradient methods. They first define the set of
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violators:

Definition 3.3. Violators For a given (q, x+) pair, the set of violators Vq,x+ is

Vq,x+ = {x− ∈ X−q : dW (q, x+)− dW (q, x−) + 1 > 0}.

By upper bounding the indicator function with the hinge loss, they obtain the following

approximation:

Lopt(rq(x+)) = Lopt(rq(x+))

∑
x−∈X−q I[ dW (q, x+) ≥ dW (q, x−)]

rq(x+)

≤
∑

x−∈Vq,x+

Lopt(rq(x+))
dW (q, x+)− dW (q, x−) + 1

rq(x+)

≈
∑

x−∈Vq,x+

Lopt(|Vq,x+|)
dW (q, x+)− dW (q, x−) + 1

|Vq,x+|
. (3.5)

Substituting Eq. (3.5) into Eq. (3.4), the final surrogate of WPCtask to be optimized

is given by

1

|X+
q |

∑

x+∈X+
q

∑

x−∈Vq,x+

Lopt(|Vq,x+|)
|Vq,x+|

(
dW (q, x+)− dW (q, x−) + 1

)
. (3.6)

Unlike the AUC surrogate loss (Eq. (3.2)), Eq. (3.6) is generally nonconvex and

discontinuous. As a function of W ,
Lopt(|Vq,x+ |)
|Vq,x+ |

is piecewise constant, with discontinuities

along the set of points in parameter space where the number of violators |Vq,x+| changes.

Thus, each summand of Eq. (3.6) can be viewed as a standard hinge loss which is scaled

nonuniformly in different regions of parameter space according to the prevailing value of

Lopt(|Vq,x+ |)
|Vq,x+ |

in that region, which gives rise to discontinuties and therefore nonconvexity.

Despite its nonconvexity, however, the WPC surrogate loss has demonstrated ex-
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cellent empirical performance in a variety of domains, such as word embedding (Weston

et al., 2014), multi-instance learning (Huang et al., 2014), and distance metric learning (Jose

and Fleuret, 2016). For interested readers, an in-depth discussion on the WPC loss and its

application to multiclass classification is provided in Gupta et al. (2014).

3.2.2 WPC optimization via stochastic gradient descent

Substituting Eq. (3.6) into Eq. (3.1), the final objective we want to minimize over W

is

1

|X |
∑

q∈X

1

|X+
q |

∑

x+∈X+
q

∑

x−∈Vq,x+

Lopt(|Vq,x+|)
|Vq,x+|

(dW (q, x+)− dW (q, x−) + 1). (3.7)

Algorithm 3.1 Sampling Scheme S
1: repeat
2: Draw q uniformly at random from X
3: Draw x+ uniformly at random from X+

q

4: until |Vq,x+| > 0
5: Draw x− uniformly at random from Vq,x+
6: return (q, x+, x−)

Theorem 3.1. Eq. (3.7) can be expressed in the form of an expectation as follows:

OBJ-WPC : E(q,x+,x−)∼S
[
Lopt(|Vq,x+|)(dW (q, x+)− dW (q, x−) + 1)

]
, (3.8)

where the sampling scheme S is given in Algorithm 3.1.

Proof. The proof is provided in Appendix A.
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Although Eq. (3.8) contains discontinuities, the gradient is defined almost every-

where; thus, we can still perform stochastic gradient descent by drawing random triplets

(q, x+, x−) via the sampling scheme S given in Algorithm 3.1. Unfortunately, the nonconvex

and discontinuous nature of the function precludes any theoretical convergence analysis

of the SGD procedure; however, stable convergence behavior has been observed in our

empirical studies as well as those in Weston et al. (2014), Huang et al. (2014) and Jose and

Fleuret (2016).

Since Lopt(|Vq,x+|) is a piecewise constant function, ∇W [Lopt(|Vq,x+ |)] is the zero

matrix of the same size as W . The sample gradient can thus be calculated via the matrix

product rule as follows:

∇W [Lopt(|Vq,x+|)(dW (q, x+)− dW (q, x−) + 1)]

= ∇W [Lopt(|Vq,x+|)] · (dW (q, x+)− dW (q, x−) + 1)

+ Lopt(|Vq,x+|) · ∇W [dW (q, x+)− dW (q, x−) + 1]

= Lopt(|Vq,x+|) · ∇W [dW (q, x+)− dW (q, x−) + 1]

= Lopt(|Vq,x+|)[(q − x+)(q − x+)T − (q − x−)(q − x−)T]. (3.9)

After performing the gradient update, the new iterate of W is then projected orthogonally

onto S+
d .
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3.3 An Accelerated Sampling Scheme for WPC optimiza-

tion

Although we have presented an SGD algorithm to optimize Eq. (3.8), it can often be

slow to run in practice. In many real-world datasets, X−q tends to form a large proportion of

the training set as there are typically only a few items relevant to a given query q. Thus, in

order to compute |Vq,x+ |, we need to compute dW (q, x−)− dW (q, x+) for each x− ∈ X−q
which requires approximately |X−q | ≈ |X | calculations. |Vq,x+| also needs to be recomputed

at each iteration as it depends on the current estimate of W .

In this section, we develop the β-terminated WARP sampling scheme (β-WSS),

which avoids explicit computation of |Vq,x+| in order to speed up the optimization process.

We also provide an analysis and discussion of several theoretical aspects of our scheme, and

show its connection to existing methods.

In the rest of the chapter, we will use nv interchangeably with |Vq,x+| (the number of

violators) and Nirr interchangeably with |X−q | (the number of irrelevant points) for a given

(q, x+) pair to avoid notational clutter. Table 4.1 summarizes these changes in notation and

provides a reference to several important functions which will be defined later in the section.

3.3.1 β-terminated WARP sampling scheme

Instead of explicitly calculating Lopt(nv), Weston et al. (2010) approximate it using

the Weighted Approximate-Rank Pairwise (WARP) sampling scheme, which consists of

repeating the following steps for a prespecified number of iterations:

1. Sample q uniformly at random, then x+ uniformly at random from X+
q .

2. Sample x− from X−q uniformly with replacement until either a violator is found or
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Table 3.1: Important notations used in this chapter

Variables Definition
nv |Vq,x+|, the number of violators (Definition 3.3)
Nirr |X−q |, the number of irrelevant points for a query q
β Sampling limit of the inner loop of Algorithm 3.2
ns The number of samples per iteration of Algorithm 3.2
Gnv ,β Random variable governing the distribution of ns in Algorithm 3.2

Functions Definition
Lopt User-specified NML function (Definition 3.1) for use in OBJ-WPC
L̂WARP WARP loss estimator of Lopt (Eq. (3.10))
L̂(β)
WARP β-truncated loss estimator (Definition 3.5) of L̂WARP

L̃(β)
WARP β-truncated expected estimated loss (Definition 3.6) of L̂WARP

L̂ General loss estimator of Lopt
L̂(β) β-truncated loss estimator of L̂
L̃(β) β-truncated expected estimated loss of L̂

|X−q | samples are taken without finding a violator. Let ns be the total number of

samples taken.

3. If a violator was found in Step 2, take a (projected) gradient step on the sample

gradient using the estimate

Lopt(nv) ≈ L̂WARP (ns)

where

L̂WARP (ns) ··= Lopt
(⌊
|X−q |
ns

⌋)
(3.10)

is a loss estimator which is defined below.

Definition 3.4. Loss estimator A loss estimator L̂ (denoted by ·̂) is any function L̂ : Z+ →

[0, 1] which also satisfies L̂(1) > 0.
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Despite the use of the WARP scheme, the runtime of the overall algorithm can still

be quite slow. If we sample (q, x+) such that x+ is near the top of the ranking, then the

chance of sampling a violator in Step 2 may be extremely small, and a large number of

distance comparisons may be required before a violator is found.

In order to mitigate this problem, we propose a simple modification to reduce the

worst-case sampling cost: We stop searching for a violator in Step 2 once β ≤ Nirr samples

(typically β << Nirr) have been drawn without a violator being found. Our final sampling

scheme, which we call the β-terminated WARP sampling scheme (β-WSS), is given in

Algorithm 3.2. When β is set to Nirr, we recover the standard WARP sampling scheme in

Weston et al. (2010).

Algorithm 3.2 Stochastic Gradient Descent via β-terminated WARP sampling scheme
(β-WSS)

Input: Sampling threshold β, loss estimator L̂WARP (·)
1: repeat
2: Sample q uniformly from X , x+ uniformly from X+

q

3: ns ← 1
4: violatorFound← False
5: repeat
6: Sample x− uniformly from X−q
7: if dW (q, x−)− dW (q, x+) < 1 then
8: violatorFound← True
9: break

10: end if
11: ns ← ns + 1
12: until ns = β + 1
13: if violatorFound then
14: Take gradient step using∇W

[
L̂WARP (ns)(dW (q, x+)− dW (q, x−) + 1)

]

15: end if
16: until maximum number of iterations is hit
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3.3.2 Connection to OBJ-WPC objective

We will now analyze how the use of the β-WSS scheme (Algorithm 3.2) differs

from directly optimizing the OBJ-WPC objective function (Eq. (3.8)). In this section, we

will show that the β-WSS scheme implicitly minimizes an objective which is functionally

similar to OBJ-WPC, except with a different function L̃(β)
WARP in place of Lopt. Then in

Section 3.3.3, we will establish some properties of L̃(β)
WARP which give some insight into the

behavior of the β-WSS algorithm.

We begin by establishing some definitions which will be extensively used in the rest

of this section. First, we define the class of β-truncated loss estimators:

Definition 3.5. β-truncated loss estimator Given β ∈ Z+, the β-truncated loss estimator

L̂(β) of a loss estimator L̂ is given by

L̂(β)(i) =





L̂(i) i ≤ β

0 i > β.

Next, since the probability of finding a violator in Step 5 of Algorithm 3.2 is nv
Nirr

, we

can interpret the values of ns at the end of each inner loop (Steps 5-12) as realizations of a

random variable Gnv ,β , whose distribution is given by

nv = 0 : P(Gnv ,β = i) =





1, i = β + 1

0, otherwise

0 < nv ≤ Nirr : P(Gnv ,β = i) =





nv
Nirr

(
1− nv

Nirr

)i−1

, 1 ≤ i ≤ β

1−
(

1− nv
Nirr

)β
, i = β + 1.
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We can then define the β-truncated expected estimated loss:

Definition 3.6. β-truncated expected estimated loss Given a loss estimator L̂, the β-

truncated expected estimated loss L̃(β) is a function L̃(β) : {0, 1, 2 · · · |X−q |} → R≥0 such

that

L̃(β)(nv) = EGnv,β
[
L̂(β)(Gnv ,β)

]
, nv ∈ {0, 1, 2, · · · |X−q |}

where L̂(β) is the β-truncated loss estimator of L̂.

Since the distribution of Gnv ,β is known, L̃(β)(nv) can be explicitly evaluated for

each nv:

L̃(β)(nv) =





0, nv = 0

β∑

i=1

nv
Nirr

(
1− nv

Nirr

)i−1

L̂(i), 1 ≤ nv ≤ Nirr.

(3.11)

Also, note that for a fixed value of β, L̃(β)(nv) can be explicitly calculated for any valid

value of nv as long as

θ =
(
L̂(1), L̂(2) · · · L̂(β)

)

is known.

We now present two theorems which establish the relationship between β-WSS

(Algorithm 3.2) and OBJ-WPC:

Theorem 3.2. Algorithm 3.2 performs stochastic gradient descent on the following objective

function:

E(q, x+, x−)∼S, Gnv,β

[
L̂(β)
WARP (Gnv ,β)(dW (q, x+)− dW (q, x−) + 1)

]
(3.12)
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Proof. For Algorithm 3.2 to be a stochastic gradient descent algorithm for Eq. (3.12), a

sufficient condition is that at every complete iteration (Steps 2-15), Algorithm 3.2 should

perform gradient descent on the sample gradient

∇W

[
L̂(β)
WARP (ns)(dW (q, x+)− dW (q, x−) + 1)

]

where (q, x+, x−) are drawn from S, and ns is drawn from the distribution of Gnv ,β .

When 1 ≤ ns ≤ β, it is clear that Algorithm 3.2 generates (q, x+, x−) and ns from

the correct distributions over which the expectation in Eq. (3.12) is being performed, and

takes a gradient step on

∇W

[
L̂WARP (ns)(dW (q, x+)− dW (q, x−) + 1)

]
.

Since L̂WARP (ns) = L̂(β)
WARP (ns) for all 1 ≤ ns ≤ β, we have shown that Algorithm 3.2

takes a gradient step on the sample gradient for 1 ≤ ns ≤ β.

When ns = β+1, regardless of the sampled values of (q, x+), Algorithm 3.2 abstains

from taking a gradient step, which is mathematically equivalent to taking a gradient step

with the zero gradient.1 Since L̂(β)
WARP (β + 1) = 0, ∀β,

∇W

[
L̂(β)
WARP (β + 1)(dW (q, x+)− dW (q, x−) + 1)

]
= 0

regardless of (q, x+ and x−) and we have shown that Algorithm 3.2 takes a gradient step

on the sample gradient for ns = β + 1. Therefore, the sufficient condition is satisfied in all

1In this case, we did not manage to explicitly find a violator x− ∈ Vq,x+ . Nevertheless, when |Vq,x+ | > 0,
we can assume that an arbitrary violator x− satisfying the correct distributional functions was used in the
gradient computation as the choice of x− would not affect the gradient, which would always be zero when
ns = β + 1. On the other hand, if |Vq,x+ | = 0, then the probability of a triple (q, x+, x−) being sampled from
S would be zero for all values of x−, and Algorithm 3.2 is correct in not taking any gradient step.
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cases.

Note that if we had used L̂WARP instead of L̂(β)
WARP in Eq. (3.12), then Theorem 3.2

would not hold in general. When ns = β + 1, L̂WARP (β + 1) may be nonzero, which would

result in

∇W

[
L̂WARP (ns)(dW (q, x+)− dW (q, x−) + 1)

]

being nonzero as well (except when dW (q, x+) = dW (q, x−)). This would directly contradict

the behavior of Algorithm 3.2.

Theorem 3.3. Eq. (3.12) can be expressed as

OBJ-β-WSS : E(q, x+, x−)∼S

[
L̃(β)
WARP (nv)(dW (q, x+)− dW (q, x−) + 1)

]
(3.13)

and therefore β-WSS is an SGD algorithm for OBJ-β-WSS.

Proof. Taking the inner expectation and using Definition 3.6,

E(q, x+, x−)∼S, Gnv,β

[
L̂(β)
WARP (Gnv ,β)(dW (q, x+)− dW (q, x−) + 1)

]

= E(q, x+, x−)∼S

[
EGnv,β

[
L̂(β)
WARP (Gnv ,β)

]
(dW (q, x+)− dW (q, x−) + 1)

]

= E(q, x+, x−)∼S

[
L̃(β)
WARP (nv)(dW (q, x+)− dW (q, x−) + 1)

]
.

Corollary 3.1. The standard WARP sampling scheme performs SGD on

E(q, x+, x−)∼S

[
L̃(Nirr)
WARP (nv)(dW (q, x+)− dW (q, x−) + 1)

]
.
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OBJ-β-WSS (Eq. (3.13)) and OBJ-WPC (Eq. (3.8)) differ only in that Lopt in OBJ-

WPC is replaced by L̃(β)
WARP in OBJ-β-WSS. Thus, whether or not β-WSS is an appropriate

algorithm to approximately minimize OBJ-WPC depends on the relationship between

L̃(β)
WARP and Lopt, which we will discuss in the following section.

3.3.3 Analysis of the β-WSS algorithm

We will now present results on several properties of L̃(β)
WARP . We will first show that

L̃(β)
WARP is guaranteed to be NML as long as Lopt is NML, and then show that for particular

values of β, β-WSS corresponds to the AUC and standard WARP optimization schemes

respectively.

Before proceeding, we first define the class of β-nonincreasing loss estimators:

Definition 3.7. β-nonincreasing loss estimator A loss estimator L̂ is β-nonincreasing if

L̂(1) ≥ L̂(2) ≥ · · · ≥ L̂(β) ≥ 0

Our first two theorems collectively establish that if Lopt is an NML function, then

L̃(β)
WARP is guaranteed to be NML as well for any (permissible) value of β. Thus we should

be able to expect reasonably good top-of-the-ranking performance from β-WSS due to the

NML property of L̃(β)
WARP .

Theorem 3.4. Let Lopt be an NML function and L̂WARP be defined as in Eq. (3.10). Then

L̂WARP is a β-nonincreasing loss estimator for all β ∈ {1, 2, · · · Nirr}.

Proof. The proof is provided in Appendix A.

Theorem 3.5. Fix β ∈ {1, 2, · · · Nirr} and let L̂(·) be a β-nonincreasing loss estimator.

Then L̃(β)(·) is an NML function (Definition 3.1).
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Before proceeding with the proof, we first present two intermediate lemmas.

Lemma 3.1. Let β ∈ {1, 2, · · · Nirr} and let L̂(·) be a β-nonincreasing loss estimator.

Then L̃(β)(Nirr)− L̃(β)(Nirr − 1) ≥ 0.

Lemma 3.2. Let β ∈ {1, 2, · · · Nirr} and let L̂(·) be a β-nonincreasing loss estimator.

Then L̃(β)(nv + 1)− L̃(β)(nv) ≤ L̃(β)(nv)− L̃(β)(nv − 1) for nv = 1 · · ·Nirr − 1.

The proofs for both lemmas can be found in Appendix A.

Proof of Theorem 3.5. To show that L̃(β)(·) is an NML function, we must show that

L̃(β)(nv) =
nv∑

i=1

αnv , nv = 1 · · ·Nirr (3.14)

for some (α1, α2 · · ·αNirr) satisfying α1 ≥ α2 ≥ · · ·αNirr ≥ 0.

We first observe that the constraints on α can be expressed as the following multiple

constraints:

α̂nv ≥ 0, nv = Nirr (3.15)

α̂nv ≥ α̂nv+1, nv = 1 · · ·Nirr − 1 (3.16)

Next, we make the observation that if L̃(β)(0), L̃(β)(1), L̃(β)(2), · · · , L̃(β)(Nirr) are known,

then each αi is uniquely defined as

α̂i = L̃(β)(i)− L̃(β)(i− 1) (3.17)
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Using Eq. (3.17), we can reexpress Eq. (3.15) and (3.16) as the following two statements:

L̃(β)(Nirr)− L̃(β)(Nirr − 1) ≥ 0 (3.18)

L̃(β)(nv)− L̃(β)(nv − 1) ≥ L̃(β)(nv + 1)− L̃(β)(nv), nv = 1 · · ·Nirr − 1 (3.19)

Lemmas 3.1 and 3.2 prove Eq. (3.18) and Eq. (3.19) respectively, completing the proof.

Combining Theorem 3.4 and Theorem 3.5, we can show that as long as Lopt is an

NML function, L̂(β)
WARP is β-nonincreasing for β ∈ {1, 2, · · · Nirr}. Taken in the context

of the results in the previous section that OBJ-β-WSS and OBJ-WPC only differ in terms

of Lopt (vs L̃(β)
WARP ), this provides some assurance that the OBJ-β-WSS scheme will have

reasonable performance vis-a-vis the direct optimization of OBJ-WPC.

Our next two theorems establish that setting β = 1 is equivalent to optimizing

the AUC surrogate loss, while setting β = Nirr corresponds to using the standard WARP

sampling scheme, with intermediate values of β interpolating between the two.

Theorem 3.6. Let L̂WARP (·) be defined as in Eq. (3.10). Then when β = 1, the β-WSS

objective

E(q, x+, x−)∼S

[
L̃(β)
WARP (nv)(dW (q, x+)− dW (q, x−) + 1)

]

is equivalent to the average AUC surrogate loss (Eq. (3.2)) over all queries, up to a constant.

Proof. From Eq. (3.11), for β = 1 we obtain

L̃(β)
WARP (nv) = nv

L̂WARP (1)

|X−q |
.
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Using Theorem 3.1 and substituting Lopt(·) with the above expression for L̃(β)
WARP (·),

E(q, x+, x−)∼S

[
L̃(β)
WARP (nv)(dW (q, x+)− dW (q, x−) + 1)

]

=
∑

q∈X

1

|X+
q |

∑

x+∈X+
q

1

|Vq,x+ |
∑

x−∈Vq,x+

|Vq,x+ |
L̂WARP (1)

|X−q |
(dW (q, x+)− dW (q, x−) + 1)

= L̂WARP (1)
∑

q∈X

1

|X+
q |

1

|X−q |
∑

x+∈X+
q

∑

x−∈Vq,x+

(dW (q, x+)− dW (q, x−) + 1)

which is equivalent to the average AUC surrogate loss over all training queries scaled by

L̂WARP (1).

Theorem 3.7. Let L̂(·) be a Nirr-nonincreasing loss estimator. Then,

Nirr∑

k=1

[
L̃(Nirr) − L̃(β+1)

]2

−
Nirr∑

k=1

[
L̃(Nirr) − L̃(β)

]2

≤ 0, ∀ β ∈ {1, 2, · · · , Nirr − 1}.

Proof. The proof is provided in Appendix A.

From Theorem 3.6, we know that using β = 1 corresponds to SGD on the AUC

loss, while by replacing L̂ with L̂WARP in Theorem 3.7, we can see that setting β =

Nirr corresponds to using the standard WARP sampling scheme (see Corollary 3.1), and

intermediate values of β interpolate smoothly between the two extremes. It is well known

that the AUC loss does not focus on performance at the top of the ranking, while we have

earlier established that the standard WARP sampling scheme can be expensive. In this

way, the OBJ-β-WSS scheme bridges the gap between the AUC and WARP optimization

strategies, allowing the user to tune β to suit his computational budget while ensuring that a

reasonable approximation of OBJ-WPC is being optimized.
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3.3.4 Graphical comparison of L̃(β)
WARP and Lopt(·)

We now perform a graphical comparison of L̃(β)
WARP and Lopt for three classes of

NML functions which cover the majority of use cases in the current literature:

• The reciprocal loss, where αi = 1
i
,

• The precision-at-k(P@k) loss, where αi = 1
k

for 1 ≤ i ≤ k and 0 otherwise,

• The uniform loss, where αi = 1
Nirr

.

When the uniform loss is used, OBJ-WPC corresponds to minimizing the average AUC loss.

We use an example setting where Nirr = 250 and k = 5, and for each class of NML

function, we compare the following functions:

• Lopt(·);

• L̃β,`opt(·), with β = {1, 5, 20, 50};

• L̃(Nirr)
WARP (·), which corresponds to using the standard WARP sampling scheme,

which are shown in Figure 3.1. Ideally, we would like L̃(β)
WARP to be a good approximation of

Lopt even at relatively small values of β, as this means that we can run the β-WSS algorithm

with a small value of β with little impact on the expected loss, which may decrease the

computational load significantly.

In all three cases, L̃(β)
WARP approaches L̃(Nirr)

WARP as β → Nirr as predicted by Theo-

rem 3.7. Furthermore, L̃(β)
WARP is in close agreement with L̃(Nirr)

WARP even at relatively small

values of β which suggests that we can use smaller values of β to speed up optimization

without affecting performance significantly relative to the WARP loss.
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Figure 3.1: Plots of Lopt(nv), L̃WARP (nv) and L̃β,`opt(nv) vs nv with Nirr = 250,
for three different choices of Lopt: (a) reciprocal loss, (b) precision-at-k loss and
(c) uniform loss.

3.3.5 Improved loss estimators via optimization

So far, our analysis of the performance of β-WSS has hinged on one basic assump-

tion: that L̃(Nirr)
WARP is a good estimate for Lopt, which arises from the use of L̂WARP as an
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estimator.

We have seen in the previous section that this assumption holds true for some choices

of Lopt, most notably when Lopt is the reciprocal loss. However, this is not true in the case

of the uniform loss, as can be seen from Figure 3.1(c). As β increases, L̃β,`opt(·) deviates

further and further from Lopt(·).

Fundamentally, this phenomenon is due to the heuristic nature of L̂WARP , which

does not always induce an expected estimated loss L̃(β)
WARP that is optimal in the sense of

minimizing the mean-squared-error

∑

nv

(
L̃(β)
WARP (nv)− Lopt(nv)

)2

.

If we define the loss estimator

L̂uniform(i) =





1, i = 1

0, 1 < i ≤ Nirr,

it can be shown that L̃(β)
uniform(nv) = Lopt(nv) for all pairs of (β, nv) (i.e., the mean-squared

error is zero) when Lopt is the uniform loss.

To address this issue, we propose designing an alternative loss estimator L̂opt to

explicitly minimize the mean-squared error
∑

nv
(L̃(β)

opt(nv)− Lopt(nv))2 subject to suitable

constraints. If we fix the value of β in Algorithm 3.2, then L̃(β)
opt(·) can be characterized

by θ = (L̂opt(1), L̂opt(2), · · · , L̂opt(β)) (see Eq. (3.11)). Thus, we can directly minimize

the mean squared error with respect to θ, subject to appropriate constraints (such as L̂opt(·)

being a β-nonnegative function). This can be expressed as a constrained least-squares
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optimization problem:

OPT-EST : min
θ

‖Aθ − b‖2
2 (3.20)

s.t. θ1 ≥ θ2 ≥ · · · ≥ θβ ≥ 0

where

A =




1
Nirr

1
Nirr

(1− 1
Nirr

) · · · 1
Nirr

(1− 1
Nirr

)β−1

2
Nirr

2
Nirr

(1− 2
Nirr

) · · · 2
Nirr

(1− 2
Nirr

)β−1

...
... . . . ...

Nirr
Nirr

Nirr
Nirr

(1− Nirr
Nirr

) · · · Nirr
Nirr

(1− Nirr
Nirr

)β−1




,θ =




L̂opt(1)

L̂opt(2)

...

L̂opt(β)




and b =




Ltask(1)

Ltask(2)

...

Ltask(Nirr)




where the expression for A has been derived from Eq. (3.11). When Lopt is the uniform

loss, it can be shown that for every value of β, the θ which minimizes OPT-EST (Eq. (3.20))

exactly characterizes L̂(β)
uniform, which is the optimal solution. We leave further investigation

of the benefits of this approach to future work.

3.3.6 Connection to rank-γ truncated loss

Lim and Lanckriet (2014) proposed the rank-γ truncated loss and used it in a

sampling scheme similar to Algorithm 3.2, with the termination criteria determined by a

parameter γ instead of β. We now show how the approach of Lim and Lanckriet (2014) is a

special case of β-WSS.
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Given a loss function of interest Lopt(·), we define the rank-γ truncated loss function

Lγopt(·) as follows:

Lγopt(nv) =





Lopt(nv) nv ≥ γ

0 nv < γ

(3.21)

Here, γ takes values in {1, 2, · · · , Nirr} and γ = 1 recovers Lopt(nv). Then, we can define

the rank-γ truncated loss estimator

L̂γopt(ns) ··= Lγopt
(⌊

Nirr
ns

⌋)
.

which is implicitly used in the sampling scheme in Lim and Lanckriet (2014). The next

theorem shows how L̂γopt is equivalent to L̂(β)
WARP with β =

⌊
Nirr
γ

⌋
.

Theorem 3.8. For 1 ≤ γ ≤ Nirr, the rank-γ truncated loss approximation L̂γopt(ns) =

Lγopt
(⌊

Nirr
ns

⌋)
is equivalent to L̂(β)

WARP (ns) with β =
⌊
Nirr
γ

⌋
.

We first derive a preliminary result:

Lemma 3.3. Let Nirr, γ, ns ∈ Z+; then
⌊
Nirr
ns

⌋
≥ γ if and only if ns ≤

⌊
Nirr
γ

⌋
.

Proof.

⌊
Nirr
ns

⌋
≥ γ ⇐⇒ Nirr

ns
≥ γ (γ ∈ Z+)

⇐⇒ Nirr
γ
≥ ns

⇐⇒
⌊
Nirr
γ

⌋
≥ ns (ns ∈ Z+)
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Proof of Theorem 3.8. From the definition of L̂γopt(·) (Eq. (3.21)), we see that

L̂γopt(ns) = Lγopt
(⌊

Nirr
ns

⌋)

=





Lopt
(⌊

Nirr
ns

⌋) ⌊
Nirr
ns

⌋
≥ γ

0 otherwise

=





Lopt
(⌊

Nirr
ns

⌋)
ns ≤

⌊
Nirr
γ

⌋

0 otherwise

(from Lemma 3.3)

which by inspection is equivalent to L̂(β)
WARP with β =

⌊
Nirr
γ

⌋
.

Therefore, using the sampling scheme in Lim and Lanckriet (2014) for a particular

value of γ is equivalent to Algorithm 3.2 using L̂(β)
WARP with β =

⌊
Nirr
γ

⌋
. Tuning the stopping

criteria with γ rather than directly with β gives us much coarser control, as β =
⌊
Nirr
γ

⌋

is restricted to taking values in the set
{⌊

Nirr
1

⌋
,
⌊
Nirr
2

⌋
, · · ·

⌊
Nirr
Nirr

⌋}
rather than in the set

{1, 2 · · · , Nirr}.

3.4 Optimization

Now that we have established an efficient sampling scheme to optimize OBJ-β-WSS,

we will make two further modifications to our objective function which are specific to the

metric learning problem and subsequently discuss how the resultant objective function can

be optimized efficiently.

Our first modification is to restrict W to lie in the set of rank-m symmetric positive

semidefinite matrices S+
d,m instead of S+

d , where typically m << d. Optimizing W over
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S+
d,m provides two benefits. First, the number of parameters to be learnt is reduced, which

allows us to learn a more robust model when the dimensionality is large relative to the data.

Second, this allows us to use recently proposed Riemannian optimization techniques which

greatly speed up computation time.

Next, we add a regularization term

ΩL(W ) =
1

|X |
∑

q∈X

1

|X+
q |

∑

x+∈X+
q

dW (q, x+) (3.22)

which is inspired by a similar term in Weinberger and Saul (2009). ΩL can be alternatively

expressed as

ΩL = E(q,x+)∼T
[
dW (q, x+)

]

where T is the sampling scheme defined by drawing q uniformly from X , and then drawing

x+ uniformly from X+
q . This regularization term helps to ensure more stable convergence,

and decomposes over (q, x+) to give low-rank and symmetric sample gradients, a benefit

which will be discussed later in Sections 3.4.2 and 3.4.3.

With these modifications, the final optimization problem to be minimized is

min
W�0

rank(W )=m

E(q, x+, x−)∼S, ns∼Gnv

(
L̂(β)
WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

])
+ λΩL(W )

= min
W�0

rank(W )=m

E(q, x+, x−)∼S, ns∼Gnv

(
L̂(β)
WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

])

(3.23)

+ λ · E(q,x+)∼T
[
dW (q, x+)

]
.

We will now show how Eq. (3.23) can be minimized by SGD via a modification of
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Algorithm 3.2. First, note that the sample gradient to be updated per SGD iteration is given

by

∇W

(
L̂(β)
WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

]∣∣∣∣
(q, x+, x−)∼S, ns∼Gnv

)

+∇W

(
λ · dW (q, x+)

∣∣∣∣
(q, x+)∼T

)
. (3.24)

We have previously established in Theorem 3.2 that Algorithm 3.2 is a stochastic gradient

descent algorithm which uses sample gradients exactly in the form of the first term of

Eq. (3.24). Since a pair (q, x+) is drawn exactly according to the scheme T at Step 2 of

Algorithm 3.2, the way in which (q, x+, x−, H) are drawn in Algorithm 3.2 satisfy the

distributional assumptions for both terms of Eq. (3.24) simultaneously and we can simply

combine both the two terms directly into a single sample gradient

∇W

(
L̂(β)
WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

]
+ λ · dW (q, x+)

)
(3.25)

to be updated in place of Steps 13-15 of Algorithm 3.2 at every iteration.

In order to enforce the constraint that rank(W ) = m, a standard approach would

be to project W onto S+
d,m instead of S+

d in Step 14 of Algorithm 3.2. Essentially, we are

performing projected gradient descent by alternating between the following updates:

1. Perform an update on W using the Euclidean gradient ∇Wf(Wt) at W :

W+ = Wt − η∇Wf(Wt)
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where

f(Wt) =
(
L̂(β)
WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

]
+ λ · dW (q, x+)

)
.

2. Project W t+1 orthogonally onto the feasible set S+
d,m:

Wt+1 = projS+
d,m

(W+).

When dealing with high-dimensional data (i.e. d ≈ 1000 or greater), projected

gradient descent rapidly becomes computationally infeasible as the orthogonal projection

step involves an O(d3) spectral decomposition. Instead, since S+
d,m is an embedded manifold

in Rd×d (Vandereycken and Vandewalle, 2010), we can use Riemannian gradient descent

techniques to optimize over S+
d,m directly.

Riemannian gradient descent affords two advantages: Firstly, the O(d3) spectral

decomposition can be circumvented in favour of a much more computationally efficient

O(dm2) procedure. Secondly, by optimizing directly over S+
d,m, we avoid possible conver-

gence issues with non-isolated minimizers that arise from directly optimizing a factored

form of W such as in Weinberger and Saul (2009) or Torresani and Lee (2007) (see e.g.

Remark 4.1 in Vandereycken and Vandewalle (2010) for a brief discussion).

In the following section, we provide a concise review of our Riemannian manifold

optimization approach, omitting a complete discussion in the interest of brevity. More

technical details can be found in Shalit et al. (2012), which uses a similar method to the

one used in this chapter, while a complete treatment of Riemannian manifold optimization

methods can be found in Absil et al. (2008).
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3.4.1 Optimization on Riemannian Manifolds

We begin with the notion of an embedded manifold. At a high level, an embedded

manifold or submanifold is a smooth subset of an ambient space, which is simply the space

which geometrically surrounds the manifold of interest. In this chapter we will focus on S+
d,m,

which is an embedded manifold in the ambient matrix space Rd×d. Embedded manifolds

inherit many properties from the ambient space, greatly simplifying their understanding and

analysis.

A function f(W ) defined over an embedded manifold M can be optimized via

Riemannian gradient descent by alternating the following updates:

1. Set W+ = Wt − η∇̃f(Wt), where ∇̃f(Wt) is the Riemannian gradient at Wt.

2. Map W+ back toM via the retraction RM: Wt+1 = RM(W+).

It can be seen that Riemannian gradient descent differs from projected gradient descent in

two main ways: The Riemannian gradient is used in place of the Euclidean gradient, and a

retraction is used in place of the projection operator.

First, we introduce the concepts of tangent space and Riemannian gradient. Each

point W in an embedded manifoldM has a tangent space denoted as TWM, which is the

set of tangents to smooth curves within M passing through W . Then, the Riemannian

gradient of f at W is simply the orthogonal projection of the standard Euclidean gradient

∇f(W ) onto TWM. ForM = S+
d,m, this projection is given by the following lemma:

Lemma 3.4. Given a point W = Y Y T ∈ S+
d,m, the orthogonal projection of a matrix Z in
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the ambient space Rd×d onto TWS+
d,m, is given by PTW (Z) = ξ, where

ξ = ξs + ξp; ξs = Py
Z + ZT

2
Py, (3.26)

ξp = P⊥y
Z + ZT

2
Py + Py

Z + ZT

2
P⊥y

and Py = Y Y †, P⊥y = I − Py

Proof. See Proposition 5.2 in (Vandereycken and Vandewalle, 2010)

Next, we discuss the notion of a retraction, which at a high level is a function

that maps W+ ∈ TWM back to the manifold M. The ideal retraction is known as the

exponential map, which maps a given tangent vector ξ ∈ TWM to a point on the geodesic

curve onM starting at W in the direction of ξ. However, the exponential map is expensive

to compute and often computationally infeasible for many practical applications, thus,

retractions which approximate the exponential map to first or second order are often used.

A first-order retraction is a function R : TWM→M that satisfies the properties

of centering and local rigidity (Absil et al., 2008). The former ensures that R(x) returns

W when x is the zero vector (i.e., the retraction is centered around W ), while the latter

enforces that the gradient at W is preserved under the retraction operation. If an additional

zero initial acceleration condition is satisfied (see Absil et al. (2008), Chapter 5), then the

retraction is a second-order retraction, of which the best known case is the aforementioned

orthogonal projection operation.

One significant result in Riemannian manifold optimization theory is that under the

correct choice of step size, Riemannian gradient descent is guaranteed to converge when

any second-order retraction is used (Absil et al., 2008). Therefore, instead of orthogonal

projection we use a far more computationally efficient retraction which is given by the
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following lemma:

Lemma 3.5. Let W ∈ S+
d,m and ξ, ξp, ξs be as defined in Lemma 3.4. Then, the function

RW (ξ) = VW †V where

V = W +
1

2
ξs + ξp − 1

8
ξsW †ξs − 1

2
ξpW †ξs

is a second-order retraction from the tangent space TWS+
d,m to S+

d,m.

Proof. See Proposition 5.10 in Vandereycken and Vandewalle (2010).

As will be described in the following section, this retraction does not require an

expensive spectral decomposition, which speeds up computation time considerably.

3.4.2 Metric learning via β-WSS and Riemannian retraction

We can now perform Riemannian stochastic gradient descent to minimize Eq. (3.23)

over S+
d,m via Algorithm 3.2. Instead of taking a projected gradient step in Step 14, we need

to do the following given the current metric Wt:

1. Calculate ξ = ξs + ξp as in (3.26) given

Z = −η∇W

(
L̂WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

]
+ λ · dW (q, x+)

) ∣∣∣
W=Wt

(3.27)

2. Set Wt+1 = RW (ξ)

Since Lemma 3.5 gives us an expression for RW in terms of ξs and ξp, we can

calculate ξs and ξp directly using Lemma 3.4, and thus compose both steps into a single
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Algorithm 3.3 Symmetric_gradient_update

Input: L ∈ Rd×m such that W = LLT; U, V such that UV T = Z (Eq. (3.27))
Output: M such that MMT = RW (PTW (W − Z))

1: L† = (LTL)−1LT

2: A1 = L†U ; A2 = L†V ; S = AT
1A2; Â1 = LA1

3: return M = L+ (U − 1
2
Â1 + (3

8
Â1 − 1

2
U)S)AT

2

function. The result is given by Algorithm 3.3, and the complete derivation is given in

Appendix B. With the choice of ΩL(W ) as a regularizer, the matrix Z (Eq. (3.27)) is

symmetric, which simplfies the derivation of the update step. The update is similar to the

one in Shalit et al. (2012), but unlike their case where the gradient is nonsymmetric, the

quadratic cross terms cancel in our case, leading to a computationally simpler update. Our

final algorithm, which we call, FRML-WARP, is given by Algorithm 3.4.

3.4.3 Computational Complexity

In this section, we analyze the computational complexity of Algorithm 3.4. In the

sequel, let d be the input dimensionality, m the rank of W , and r the rank of the gradient

UV T.

The runtime of Algorithm 3.4 depends on two factors: The runtime of the sampling

process (steps 3-5) and the runtime of the gradient update (Algorithm 3.3). Every sampling

run can require up to β checks for a violator, each of which is O(dm), giving a total

complexity of O(dmβ). As for the runtime of Algorithm 3.3, the two potentially expensive

steps are computing the pseudoinverse of L, which isO(dm2), and theO(dr2) multiplication

involving S in step 3, thus the complexity is O(d ·max(r,m)2). In practice, one can avoid

ever computing L† explicitly; A1 (and A2, by symmetry) can be obtained by solving

(LTL)A1 = LTU via Cholesky decomposition which is faster than first computing L†.
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Algorithm 3.4 FRML-WARP

Input: L ∈ Rd×m such that LLT = W , data matrix X ∈ Rd×n, relevant/irrelevant sets
X+
q /X−q ∀q ∈ X , sampling threshold β, loss estimator L̂WARP (·)

1: repeat
2: Sample q uniformly from X , then x+ uniformly from X+

q

3: ns ← 1
4: violatorFound← False
5: repeat
6: Sample x− uniformly from X−q
7: if dW (q, x−)− dW (q, x+) < 1 then
8: violatorFound← True
9: break

10: end if
11: ns = ns + 1
12: until ns = β + 1
13: if violatorFound then
14: cqj = −η(L̂WARP (ns) + λ), cql = η(L̂WARP (ns))
15: else
16: cqj = −η(λ), cql = 0
17: end if
18: ~vqj ← q − xj; ~vql ← q − xl
19: U = [cqj~vqj, cql~vql]; V = [~vqj, ~vql]
20: L← Symmetric_gradient_update (L,U, V )
21: until max iterations exceeded or validation error does not improve
22: return W = LLT

The components of the sample gradient (Eq. (3.24)) are given by

∇W

(
L̂(β)
WARP (ns)

[
dW (q, x+)− dW (q, x−) + 1

])

= L̂(β)
WARP (ns)[(q − x+)(q − x+)T − (q − x−)(q − x−)T]

which is a rank-two matrix while

∇W

(
λ · dW (q, x+)

)

= λ(q − x+)(q − x+)T
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which is a rank-one matrix. Thus, rank(UV T) is two when a violator is found, and one

otherwise, and generally speaking m is the bottleneck for Algorithm 3.3. The benefit of ΩL

(Eq. (3.22)) as a regularizer is now clear as it decomposes over (q, x+) to give a symmetric,

rank-one sample gradient. Other choices of Ω(W ), such as the graph Laplacian (Liu and

Yang, 2008) or the Frobenius norm generally give rise to high-rank gradients and do not

admit such a decomposition in general. Naively using the full-rank gradient at each time

step would render our algorithm unacceptably slow as the complexity of Algorithm 3.4 is

quadratic in r. In this case, it may be faster to work with the unfactored form of the gradient

directly. Alternatively, since every matrix Ω(W ) can be expressed as
∑k

i=1 uiv
T
i where k

is the rank of Ω(W ) and ui, vi are vectors, we can obtain an unbiased estimate of the full

gradient at each stochastic gradient step as uivTi , where i is sampled uniformly at random

from {1, 2, · · · k}.

We also consider the minibatch approach where steps 2-11 of Algorithm 3.4 are

repeated b times, and UV T is the averaged gradient over b examples. This generally gave us

better stability and faster convergence than the regular approach, but since r ≈ 2b, using a

large number for b may slow down the execution of Algorithm 3.3 for small values of m.

Finally, we considered the rank-one update approach which was proposed in Shalit

et al. (2012). Though this would yield am O(dm) update (vs O(dm2)), it can be computa-

tionally expensive in practice when b > 1 as, instead of computing a single rank 2b outer

product in step 3 of Algorithm 3.3, 2b rank-one outer products need to be computed as

L† must be updated incrementally. Empirically we found that obtaining A1 directly was

generally faster than the rank-one update in our experiments, where we set b = 5.
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3.5 Experiments

To evaluate our proposed method, we conducted three sets of experiments. In the

first set, we evaluated the retrieval performance and training time of various metric learning

algorithms on three medium-scale datasets: ImageNet (Deng et al., 2009), CAL10K (Tingle

et al., 2010) and MagnaTagATune (Law et al., 2009). Our results show that FRML-WARP

with an appropriate value of β outperforms the best competing algorithms on the MAP and

P@k measures with substantially reduced computation time.

In the second experiment, we compared the performance of our method with com-

peting algorithms on a subset of the covertype dataset with a large number of training

examples relative to data dimensionality. We show that FRML-WARP outperforms compet-

ing methods on MAP and P@k even on a low-dimensional dataset where the advantage of

having fewer parameters to optimize may have little influence on predictive performance.

Finally, in the third set of experiments, we evaluated our method on two large-scale

tasks: high-dimensional link prediction on a set of Wikipedia articles, and the retrieval

of similar songs from the Million Song Dataset. Our results show that FRML-WARP

outperforms existing state-of-the-art stochastic methods on top-of-the-ranking metrics. The

statistics of our datasets are summarized in Table 4.2.

Table 3.2: Summary of datasets used in the chapter

Number of Items Dimensionality Label Type
ImageNet subset 2000 1000 Classification
MagnaTagATune 10716 1024 Similarity

CAL10K 5419 2048 Similarity
covertype subset 10000 54 Classification

Wikipedia Philosophy Crawl 100000 7702 Adjacency graph
Million Song Dataset 943347 1024 Similarity
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In our experiments, we used the reciprocal loss

Lopt(k) =
k∑

i=1

αi, αi =
1

i

as the reciprocal loss generally gave the best MAP performance in our experiments and did

not have hyperparameters to tune. For FRML-WARP, rather than set β directly, we define

β = κ · |X−q | and tune κ instead. κ can be interpreted as the ratio by which the worst-case

sampling cost is reduced compared to the the standard WARP loss (where β = |X−q |).

For each experiment, we also provide comparisons to FRML-AUC, which we define

as FRML-WARP with β = 1. FRML-AUC allows us to compare the benefits of the

Riemannian optimization with other AUC optimization methods, while also serving as a

baseline for FRML-WARP.

3.5.1 Medium-scale datasets

For all experiments in this section, we compare Metric Learning to Rank (MLR)

(McFee and Lanckriet, 2010), OASIS (Chechik et al., 2009), LORETA (Shalit et al., 2012),

FRML-WARP, and FRML-AUC. For MLR, we use the MLR-ADMM implementation (Lim

et al., 2013) and report separately the cases where the metric was optimized via the AUC

(Joachims, 2005) and MAP (Yue et al., 2007) separation oracles, denoted as MLR-AUC

and MLR-MAP respectively. For OASIS, we used the nonsymmetric variant while for

LORETA, we used the PSD-1 variant. For LORETA and both variants of FRML, we report

performance for m ∈ {20, 30, 50, 100, 200}, where m is the rank of the learned metric.

Additionally, for FRML-WARP, we varied κ in {1, 0.1, 0.04}.

Given a query q and a learned metric W , a predicted ranking was induced on X
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by sorting qTWx for x ∈ X in decreasing order for similarity-based methods (LORETA,

OASIS), while for distance-based methods, the predicted ranking was induced by sorting

‖q − x‖W for x ∈ X in increasing order. For each experiment, we report AUC, MAP and

precision-at-k (P@k) of these predicted rankings.

ImageNet Retrieval

For this experiment, 100 images were chosen from each of 20 categories from

the ImageNet repository, and each image was represented using 1000-dimensional SIFT

codeword histograms obtained from the ImageNet database. Supervision was provided at

the class level for ranking-based algorithms: For each training point q ∈ X , X+
i was defined

as the set of all same-class images to the query, and X−i the set of all different-class images

to the query.

We also provided comparisons with Information Theoretic Metric Learning (ITML)

(Davis et al., 2007) and Large Margin Nearest Neighbor (LMNN) (Weinberger and Saul,

2009), as they can work with class membership labels. For LMNN, we optimized over the

(full-rank) factored matrixL instead ofW , as directly optimizingW was not computationally

feasible. We also tried running the dimensionality reduction variant of LMNN using the

code from Weinberger (2014), but did not obtain competititive performance, thus we do not

report the results.

For ITML, the slack parameter γ was varied over {1, 10, . . . , 106}. For LMNN,

the push-pull parameter µ was varied over {0.1, 0.2, . . . , 0.9} and the number of target

neighbors was fixed to 10. For MLR and OASIS, C was varied over {1, 10, . . . , 106}. For

each method, the hyperparameters with the best MAP performance on the validation set

were selected.
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For LORETA and FRML, the step size η was chosen by MAP performance on a

held-out set every 100,000 iterations. For a given setting of m, W was initialized as the

product LLT, where the entries of L were generated by the standard normal distribution. For

both variants of FRML, the trade-off parameter λ was fixed at 0.1 and we used a minibatch

of size 5. Each of the online methods were run for 300,000 iterations (each time a query q is

drawn counts as one iteration).

CAL10K

We used a subset of the CAL10K dataset, which was provided as ten 40/30/30 splits

of a collection of 5419 songs. We followed the approach of Mcfee et al. (2012) to process the

audio data. Five-second sequences of MFCC vectors were first drawn from a set of held-out

songs. These sequences were then collected into bags of features, randomly permuted and

then clustered to form a codebook of size 2048. Each song was then represented as a vector

quantization histogram over this codebook.

For each song q, X+
q was defined as the subset of songs in the training set performed

by the top 10 most similar artists to the performer of q, where similarity between artists was

measured by the number of shared users in a sample of collaborative filter data from last.FM.

Due to the non-transitive nature of the similarity in each case, we measured performance

only with the ranking-based methods: MLR, LORETA, OASIS and both FRML variants.

MagnaTagATune

The MagnaTagATune dataset comprises 25,860 30-second audio clips, each of

which has been annotated by humans via the TagATune game. Each clip is assigned a

corresponding 188-dimensional binary tag vector, where a 1 in a given position indicates
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that a tag applies to the song. In our experiment, we only worked with songs with at least

5 annotations, giving us 10,716 songs in total. These were split into 4 folds in a 75/25

train/test split.

To obtain an audio feature representation, we follow the method of Su et al. (2014).

Spectrogram extraction was first performed on the raw audio for a series of frames, followed

by feature aggregation. Each bag of feature vectors was then encoded via sparse coding

using a pre-trained dictionary of size 1024, after which pooling and power normalization

were performed to obtain a single vector representation for each clip.

Given a song q, we set X+
q to be the top 5% of songs in the training set that were

most similar to q, where similarity was measured by the cosine similarity: sim(q, x) = qTx
|q||x| .

X−q was defined to be the subset of songs in the training set which do not share any tags in

common with q (i.e. having a cosine similarity of 0). As in CAL10K, only the ranking-based

methods were compared.

Results

Figure 3.2 shows the performance of the various algorithms on the ImageNet retrieval

task. On the MAP metric, FRML-WARP with m = 30, κ = 0.04 outperformed all batch

algorithms (MLR, LMNN, ITML) while taking significantly less training time. Both

classification-based algorithms did not perform as well as the ranking-based algorithms on

either retrieval metric. Next, the performance of the various algorithms on the CAL10K

retrieval task is shown in Figure 3.3. FRML-WARP (κ = 1) outperforms competing

algorithms across all values of m on the MAP metric, while FRML-WARP (κ = 0.04)

still outperforms or matches other methods for m ≥ 50. On both AUC and MAP metrics,

FRML-WARP performance degrades modestly as κ increases. We did not report MLR-MAP
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performance as it did not converge in a reasonable amount of time (106 seconds). A similar

trend is observed in Figure 3.4, which shows the performance of the various algorithms on

the MagnaTagATune retrieval task. Here, setting κ = 0.04 offers a ∼10× reduction in the

FRML-WARP training time over the κ = 1 case, without suffering any appreciable loss

in performance on either metric. FRML-WARP outperforms all other algorithms across

both metrics, for m ≥ 50. In this experiment, MLR-MAP also failed to converge within 106

seconds.

Figure 3.5 plots the CPU time vs performance for the MAP and AUC metrics for all

methods across all three datasets. For a given computational time budget, FRML-WARP

outperforms all competing methods on the MAP metric.

Table 3.3 reports the precision-at-k (P@k) performance for k = {1, 10} on all three

datasets. For the low-rank methods, we reported results for the value of m which had the

best MAP performance on the validation set. FRML-WARP has the best precision-at-k

performance across all datasets, showing the effectiveness of the WARP loss at optimizing

the top of the ranking. We also observe that LMNN seems to perform poorly on AUC

and MAP, but still does relatively well on P@k. This is probably because LMNN focuses

only on optimizing 10 target neighbors, which lowers its performance on AUC and MAP

which consider recall performance (unlike P@k). This was also observed in our second

experiment.

3.5.2 covertype dataset

In this experiment, we wish to evaluate the various algorithms on a low dimensional,

large dataset where the natural advantage of low-rank methods over full-rank methods (in

terms of having fewer parameters to estimate reliably) is much less pronounced. We used a
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Figure 3.2: Performance of various algorithms on the ImageNet dataset. Curves
indicate mean performance over 5 folds. Error bars indicate standard error of the
mean.
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Figure 3.3: Performance of various algorithms on the CAL10K dataset. Curves
indicate mean performance over 5 folds. Error bars indicate standard error of the
mean.

subset of the covertype dataset from the UCI repository, which comprises data from 7

classes. We sampled 10,000 54-dimensional data points for our experiment, which we split

into five 80/20 folds. For FRML and LORETA we fixed m = 30 and κ = 1, and followed

the protocol of Section 3.5.1 for the other methods.

Table ?? reports the performance of various methods on this dataset. Again, MLR-

MAP did not converge within 106 seconds so we did not report results. FRML-WARP

outperforms other methods on top-of-the-ranking measures (MAP and P@k), indicating its

suitability even on low-dimensional datasets.
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Figure 3.4: Performance of various algorithms on the MagnaTagATune dataset.
Curves indicate mean performance over 4 folds. Error bars indicate standard error
of the mean.

Table 3.3: Precision-at-k performance on the three datasets. For FRML and
LORETA, we report results for the value of m with the best MAP performance on
the validation set. Bold numbers indicate the methods with the best performance.

ImageNet CAL10K MagnaTagATune
P@1 P@10 P@1 P@10 P@1 P@10

FRML-AUC 0.366 0.344 0.262 0.226 0.47 0.414
FRML-WARP, κ=1 0.377 0.357 0.328 0.294 0.521 0.485

FRML-WARP, κ=0.1 0.380 0.359 0.297 0.262 0.524 0.489
FRML-WARP, κ=0.04 0.378 0.356 0.292 0.256 0.519 0.48

LORETA 0.339 0.324 0.221 0.193 0.444 0.412
OASIS 0.271 0.28 0.182 0.16 0.46 0.408

MLR-AUC 0.354 0.33 0.271 0.241 0.467 0.425
MLR-MAP 0.375 0.357

LMNN 0.355 0.32
ITML 0.292 0.264

3.5.3 Large-scale datasets

Wikipedia link prediction

In this section, we compare FRML-WARP performance to other SGD-based methods

on two large-scale datasets. Batch methods such as MLR scale at least linearly in the size of

the training set and are not computationally feasible, thus we did not compare them.

We first evaluate our algorithm on the Philosophy Crawl Wikipedia dataset used in

Shaw et al. (2011). The dataset comprises 100,000 articles represented in a bag-of-words

format of 7702 dimensions. Supervision is provided in the form of an adjacency graph of

hyperlinks between articles. Given a query article, the task is to return a ranked list where
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Figure 3.5: Plots of computation time vs performance for the ImageNet, CAL10K
and MagnaTagATune datasets. Symbol size is proportional to the rank of the metric
(m) which was varied in {20, 30, 50, 100, 200} for applicable methods.

ideally, articles which are directly linked neighbours should appear at the top of the ranking.

The data was split into 5 folds, with 85,000 articles for training, 5,000 for validation

and 10,000 for testing. We compare FRML-WARP to the stochastic variant of a state-of-the-
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Table 3.4: Performance of various methods on covertype. Bold numbers
indicate the methods with the best performance.

AUC MAP P@1 P@10
FRML-WARP 0.843 0.511 0.811 0.689
FRML-AUC 0.852 0.477 0.749 0.648
LORETA 0.823 0.427 0.804 0.671
MLR-AUC 0.851 0.481 0.762 0.665
OASIS 0.792 0.417 0.792 0.674
LMNN 0.661 0.307 0.782 0.666
ITML 0.835 0.458 0.762 0.663

art metric learning algorithm, Structure Preserving Metric Learning (SPML) (Shaw et al.,

2011). In order to show the benefit of modeling cross-feature correlations in this task, we

learn a rank-50 metric using FRML and compare both FRML-AUC and FRML-WARP

with the diagonal metric learnt using SPML. For both variants of FRML, we followed the

protocol in Section 3.5.1, except that each algorithm was run for 3 × 106 iterations and

the step size was chosen every 250,000 iterations. We ran SPML for 300,000 iterations

(sufficient for convergence) and selected the hyperparameter λ via cross validation.

Figure 3.6 shows the performance of SPML, FRML-AUC and FRML-WARP on the

AUC, MAP and P@1 metrics. Both variants of FRML outperform SPML, especially on the

AUC metric. FRML-WARP outperforms FRML-AUC significantly on all metrics, with an

increase of about 50% in P@1 performance across all values of κ. Even when κ = 0.0001,

retrieval performance is close to the κ = 1 case.

Figure 3.6(d) shows the mean number of distance evaluations per iteration, which is

a proxy for computation time of each method. In general, we notice that for a wide range

of settings for m and d, the time taken per distance computation is on the same order of

magnitude as the (amortized) gradient computations, even though the latter have a higher

theoretical complexity (O(dm2) vs O(dm)). By setting κ = 5× 10−4 (which corresponds

to β ≈ 40), we reduce the distance computations by 75% while retaining a similar level of
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Figure 3.6: Performance of SPML, FRML-AUC and FRML-WARP (for various
values of κ) on the Wikipedia link prediction task with respect to AUC, MAP
and P@1 measures. Error bars indicate the standard error of the mean. Plot (d)
shows how the mean number of distance evaluations per iteration of Algorithm 3.4
changes as κ is varied.

performance as in the κ = 1 case.

Figure 3.7(a) shows the MAP performance of FRML-AUC and FRML-WARP

algorithms on the validation set as optimization proceeds for one fold of the data, as a

function of complete iterations of Algorithm 1. Naturally, the larger values of κ lead to

better performance per iteration. However, each iteration can potentially take much longer

as well. Figure 3.7(b) shows the same performance plotted as a function of cumulative

distance evaluations. Here, we can see a trend that as κ (equivalently, β) decreases, methods

tend to have greater initial improvement in MAP performance per unit of computation. This

trend was also observed in our medium-scale experiments. In general, smaller values of κ

often result in convergence to a lower level of performance. However, this may not always

be the case; for example, κ = 1 does not always result in the best performance, as seen in
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Figure 3.7: Convergence of FRML-AUC and FRML-WARP as a function of
(a) complete iterations of Algorithm 1 and (b) number of cumulative distance
evaluations dW (q, x) on the Wikipedia link prediction task. See main text for
further explanation.

Figure 3.6.

Million Song Dataset

Finally, we evaluated FRML-WARP on the last.FM subset of the Million Song

Dataset, which comprises 943,347 songs, which is already split into training and test sets.

Pre-computed song-to-song similarity measures which are obtained from a proprietary

algorithm belonging to The Echo Nest are also provided in the dataset, which we use as

supervised labels for training and testing. For a given query song, we treated all songs with

non-zero similarity as similar and all other songs as being dissimilar. A Gaussian mixture

model was learnt over all songs and each song was represented by its posterior distribution

over mixture components. We followed the same protocol for learning as in the Wikipedia

experiment, except that we ran the optimization for 5× 106 iterations due to the large size of

the dataset, and the rank of the metric m was varied in {50, 100, 200}, with the best choice

of m selected by MAP performance on the validation set. We also provided a comparison to

LORETA due to its similarity with FRML-AUC.

Section 3.5.3 shows the results of the MSD experiment. We treat FRML-AUC as a
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Table 3.5: Performance of FRML-AUC, FRML-WARP and LORETA on the Mil-
lion Song Dataset. Bold numbers indicate the methods with the best performance.

AUC MAP MRR
Mean distance evaluations

per iteration of Algorithm 3.4
Native -22.64% -43.30% -16.09% NA
LORETA -0.55% -14.19% -70.44% 1.00
FRML-AUC +0.00% +0.00% +0.00% 1.00
FRML-WARP, κ = 0.0005 +0.45% +8.17% +2.99% 2.23
FRML-WARP, κ = 0.001 +0.41% +7.91% +4.66% 2.13
FRML-WARP, κ = 0.01 +0.27% +7.47% +5.39% 2.65
FRML-WARP, κ = 0.1 +0.34% +8.87% +8.01% 3.43
FRML-WARP, κ = 1 +0.61% +10.67% +8.56% 3.86

baseline and for each method and performance metric reported the change in metric with

respect to FRML-AUC performance. Even though κ = 1 (which corresponds to the standard

WARP loss) achieves the best performance on all measures, our experiment demonstrates

that FRML-WARP exhibits gains over the FRML-AUC baseline even with a very small κ.

Surprisingly, LORETA performs much more poorly than FRML-AUC on top-of-the ranking

measures, and performs even worse than the native representation on the MRR metric.

Both FRML-AUC and LORETA are very similar with the main difference being how

the ranking scores are modeled. FRML-AUC orders the training set according to ‖q − x‖W

while LORETA orders them according to qTWx. However, we have noted that FRML-AUC

outperforms LORETA on some datasets such as ImageNet and covertype while the

converse is true on other datasets such as MagnaTagATune and CAL10K, which suggests

that the dataset geometry may play a role in determining the relative success of each method.

A related observation was made in Parkhi et al. (2014) where a joint metric-similarity

model performed better than either a distance metric or similarity measure individually.

Accordingly, β-WSS could be adapted to be used with LORETA as well, and we leave the

question of whether FRML-WARP or LORETA-WARP would have superior performance

on a given dataset to future work.
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3.6 Conclusion

In this chapter, we have developed a scalable metric learning framework by combin-

ing a learning-to-rank view of metric learning with Riemannian optimization techniques.

We also develop a novel sampling scheme which generalizes the WARP loss, allowing for

greater computational efficiency in optimization, and provided theoretical justification for

our approach. Due to its ease of implementation, our sampling framework is broadly useful

in other learning-to-rank scenarios as well.

We have also experimentally demonstrated the utility of our approach on a variety

of tasks and datasets, where our method is shown to match or outperform state-of-the-art

approaches, often with substantially reduced computation time.
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3.A Proofs

Proof of Theorem 3.1

Lemma. Under the sampling scheme S,

min
W�0

E(q,x+,x−)∼S
[
Lopt(|Vq,x+|)(dW (q, x+)− dW (q, x−) + 1)

]
(3.28)
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is equivalent to Eq. (3.7).

Proof.

E(q,x+,x−)∼S
[
Lopt(|Vq,x+ |)(dW (q, x+)− dW (q, x−) + 1)

]

=
∑

q∈X

∑

x+∈X+
q

∑

x−∈Vq,x+

[
Lopt(|Vq,x+ |)(dW (q, x+)− dW (q, x−) + 1)

]
PS(q) ·

PS(x
+|q) · PS(x

−|q, x+)

=
∑

q∈X

∑

x+∈X+
q

∑

x−∈Vq,x+

[
Lopt(|Vq,x+ |)(dW (q, x+)− dW (q, x−) + 1)

]
· 1

X ·
1

|X+
q |
· 1

|Vq,x+|

which is exactly Eq. (3.7).

Proof of Theorem 3.4

Lemma. LetLopt be an NML function and L̂WARP be defined as in Eq. (3.10). Then L̂WARP

is a β-nonincreasing loss estimator for all β ∈ {1, 2, · · · Nirr}.

Proof. First, we make the observation that if L̂WARP is Nirr-nondecreasing, then it is

β-nondecreasing for all β < Nirr. Thus we only need to prove that L̂WARP is a Nirr-

nondecreasing loss estimator, that is,

L̂WARP (ns) ≥ L̂WARP (ns + 1) ∀ns ∈ {1, 2, · · · , Nirr − 1},

or equivalently

L
(⌊

Nirr
ns

⌋)
≥ L

(⌊
Nirr
ns+1

⌋)
∀ns ∈ {1, 2, · · · , Nirr − 1}.
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First, we use the fact that Nirr
ns
> Nirr

ns+1
, ∀ Nirr, ns ∈ Z+. Next, we use the result that

Nirr
ns
> Nirr

ns+1
=⇒

⌊
Nirr
ns

⌋
≥
⌊
Nirr
ns+1

⌋
, ∀ Nirr, ns ∈ Z+.

Finally, for any v1, v2 ∈ {1, 2 · · ·Nirr} such that v1 ≤ v2,

Lopt(v2)− Lopt(v1) =

v2∑

i=1

αi −
v1∑

i=1

αi

≥ 0

Substituting v2 =
⌊
Nirr
ns

⌋
and v1 =

⌊
Nirr
ns+1

⌋
for ns = {1, 2, · · ·Nirr} gives the desired

result.

For the proofs of Lemmas 3.1 and 3.2, we will assume that each query has Nirr > 2

irrelevant examples, as the Nirr = 1, 2 cases are degenerate and the proofs require special

treatment (though the stated theorems still hold).

Proof of Lemma 3.1

Lemma. Let β ∈ {1, 2, · · · Nirr} and let L̂(·) be a β-nonincreasing loss estimator. Then

L̃(β)(Nirr)− L̃(β)(Nirr − 1) ≥ 0.
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Proof. Using Eq. (3.11),

L̃(β)(Nirr)− L̃(β)(Nirr − 1) = L̂(1)−
β∑

i=1

Nirr − 1

Nirr

(
1− Nirr − 1

Nirr

)i−1

L̂(i)

≥ L̂(1)− L̂(1)

β∑

i=1

Nirr − 1

Nirr

(
1− Nirr − 1

Nirr

)i−1

= L̂(1)

[
1−

β∑

i=1

Nirr − 1

Nirr

(
1− Nirr − 1

Nirr

)i−1
]

= L̂(1)

[
1−

(
1− 1

Nirr
β

)]

=
L̂(1)

Nirr
β

≥ 0

Proof of Lemma 3.2

We first establish an alternate representation of L̃(β)(·) which will be used in the

proof via the following lemma:

Lemma 3.6. Let β ∈ {1, 2, · · · Nirr} and let L̂(·) be a β-nonincreasing loss estimator.

Then, for 1 ≤ nv < Nirr, L̃(β)(nv) can be expressed as

L̃(β)(nv) = L̂(1) +

β∑

j=1

1

Nirr
j (Nirr − nv)jg(j) (3.29)

where

g(j) =





L̂(j + 1)− L̂(j), j = 1 · · · β − 1

−L̂(β), j = β
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is nonpositive for all j.

Proof. Using Eq. (3.11),

L̃(β)(nv) =

β∑

i=1

nv
Nirr

(1− nv
Nirr

)i−1L̂(i)

= nv
Nirr
L̂(1) + nv

Nirr
(1− nv

Nirr
)L̂(2) · · · nv

Nirr
(1− nv

Nirr
)β−1L̂(β) + nv

Nirr
(1− nv

Nirr
)β · 0.

Let r = 1− nv
Nirr

, then

rL̃(β)(nv) = nv
Nirr

(1− nv
Nirr

)L̂(1) + nv
Nirr

(1− nv
Nirr

)2L̂(2) · · · nv
Nirr

(1− nv
Nirr

)βL̂(β)

Subtracting rL̃(β)(nv) from L̃(β)(nv) and collecting terms, we get

(1− r)L̃(β)(nv) = nv
Nirr
L̂(1) +

β∑

j=1

nv
Nirr

(1− nv
Nirr

)jg(j)

where

g(j) =





L̂(j + 1)− L̂(j) j = 1 · · · β − 1

−L̂(β) j = β

where g(j) ≤ 0 for j = 1 · · · β (since L̂(·) is a nonnegative, nonincreasing loss estimator).

Dividing by 1− r, we get

L̃(β)(nv) = L̂(1) +

β∑

j=1

1

Nirr
j (Nirr − nv)jg(j) (3.30)

Now, we are ready to prove Lemma 3.2:
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Lemma. Let β ∈ {1, 2, · · · Nirr} and let L̂(·) be a β-nonincreasing loss estimator. Then

L̃(β)(nv + 1)− L̃(β)(nv) ≤ L̃(β)(nv)− L̃(β)(nv − 1) for nv = 1 · · ·Nirr − 1.

Proof. We consider three separate cases for nv.

Case nv = 1: We need to show that L̃(β)(2)− 2L̃(β)(1) ≤ 0.

L̃(β)(2)− 2L̃(β)(1) =

β∑

i=1

L̂(i)

[
2

Nirr

(
1− 2

Nirr

)i−1

− 2 · 1

Nirr

(
1− 1

Nirr

)i−1
]

=

β∑

i=1

L̂(i)
2

Nirr

[(
1− 2

Nirr

)i−1

−
(

1− 1

Nirr

)i−1
]

≤ 0

For every term in the summation, (1− 2
Nirr

)i−1 −
(

1− 1
Nirr

)i−1

≤ 0 while L̂(i) and 2
Nirr

are

nonnegative. Thus, each term is nonpositive and the sum is also nonpositive.

Case 2 ≤ nv ≤ Nirr − 2: We need to show that L̃(β)(nv + 1) − L̃(β)(nv) ≤ L̃(β)(nv) −

L̃(β)(nv − 1).

Substituting (3.29), we need to show that

β∑

j=1

g(j)

Nirr
j [(Nirr − nv)j − (Nirr − nv + 1)j] ≥

β∑

j=1

g(j)

Nirr
j [(Nirr − nv − 1)j − (Nirr − nv)j]

⇒
β∑

j=1

g(j)

Nirr
j

([
(Nirr − nv)j − (Nirr − nv + 1)j

]
−
[
(Nirr − nv − 1)j − (Nirr − nv)j

])
≥ 0

Since g(j)

Nirr
j ≤ 0, the sum will be positive if

[(Nirr − nv)j − (Nirr − nv + 1)j] ≤ [(Nirr − nv − 1)j − (Nirr − nv)j]
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for all pairs (j, nv) such that j ∈ {1 · · · β}, nv ∈ {2 · · · Nirr − 2}.

Consider the function fj(x) = xj: it is convex over the interval [0,∞) for every

positive j (it can be verified that the second derivative is nonnegative over the interval). Let

Fnv = Nirr − nv. Using the fact that

Fnv + 1 > Fnv > Fnv − 1 > 0, ∀ nv ∈ {2 · · · Nirr − 2}

and the convexity of fj(·) we have

fj

(
(Fnv − 1) + (Fnv + 1)

2

)
≤ fj (Fnv − 1) + fj (Fnv + 1)

2
,

∀ (j, nv) : j ∈ {1 · · · β}, nv ∈ {2 · · · Nirr}

Substituting xj for fj(x) and rearranging terms gives the sufficient condition as required.

Case nv =Nirr − 1: We need to show that L̃(β)(Nirr)− L̃(β)(Nirr − 1) ≤ L̃(β)(Nirr − 1)−

L̃(β)(Nirr − 2).

Substituting (3.29), we need to show that

L̂(1)−
[
L̂(1) +

β∑

j=1

g(j)

Nirr
j

[
(Nirr − (Nirr − 1))j

]
]

≤
β∑

j=1

g(j)

Nirr
j

[
(Nirr − (Nirr − 1))j − (Nirr − (Nirr − 1) + 1)j

]

This reduces to showing that

β∑

j=1

g(j)

Nirr
j

[
2− 2j

]
≥ 0
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Since for all j ∈ {1 · · · β}, g(j) is nonpositive and 2− 2j is also nonpositive, their product

is nonnegative and so is the sum of products.

Proof of Theorem 3.7

Lemma. Let L̂(·) be a Nirr-nonincreasing loss estimator. Then,

Nirr∑

k=1

[
L̃(Nirr)(k)− L̃(β+1)(k)

]2

−
Nirr∑

k=1

[
L̃(Nirr)(k)− L̃(β)(k)

]2

≤ 0,

∀ β ∈ {1, 2, · · · , Nirr − 1}

Proof.

Nirr∑

k=1

[
L̃(Nirr)(k)− L̃(β+1)(k)

]2

−
Nirr∑

k=1

[
L̃(Nirr)(k)− L̃(β)(k)

]2

=

Nirr∑

k=1

([
L̃(Nirr)(k)− L̃(β+1)(k)

]2

−
[
L̃(Nirr)(k)− L̃(β)(k)

]2
)

=

Nirr∑

k=1

([
L̃(Nirr)(k)− L̃(β+1)(k) + L̃(Nirr)(k)− L̃(β)(k)

]
·
[
L̃(β)(k)− L̃(β+1)(k)

])
(3.31)

From Eq. (3.11), and using the fact that L̂(·) is Nirr-nonincreasing,

L̃(Nirr)(k)− L̃(β+1)(k) =





0, β = Nirr − 1

Nirr∑

i=β+2

P (Gnv ,Nirr = i)L̂(i), otherwise

≥ 0, ∀ β ∈ {1, 2, · · · , Nirr − 1}.
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Similarly,

L̃(β)(k)− L̃(β+1)(k) = −P (Gnv ,β+1 = β + 1)L̂(β + 1)

≤ 0, ∀ β ∈ {1, 2, · · · , Nirr − 1}

thus Eq. (3.31) is a summation of nonpositive terms and therefore nonpositive for every

value of β.

3.B Derivation of Algorithm 3.3

Given the current estimate Wt = LLT and the gradient G = UV T, we need to obtain

an M satisfying MMT = Wt+1.

From Lemma 3.5,

Wt+1 = VW †
t V

T

= V (L†)TL†V T

= MMT,M = V (L†)T

Thus, we just need to compute V (L†)T to obtain Wt+1:

M = V (L†)T

= W (L†)T +
1

2
ξs(L†)T + ξp(L†)T − 1

8
ξsW †ξs(L†)T − 1

2
ξpW †ξs(L†)T (3.32)

Now, using the expressions for ξs, ξp, P⊥l and Pl in Lemma 3.4, and substituting
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G for Z+ZT

2
(assuming G is symmetric), we can derive the following using the identities

L†Pl = L†,Pl(L†)T = (L†)T and PlW † = W †Pl = W † :

ξs = PlGPl

ξp = (I − Pl)GPl + PlG(I − Pl)

= PlG+GPl − 2PlGPl

W †ξs(L†)T = W †PlGPl(L
†)T

= W †G(L†)T

Substituting the above expression into (3.32) gives us

M = L+G(L†)T − 1

2
PlG(L†)T

− 1

2
GW †G(L†)T +

3

8
PlGW

†G(L†)T

By substituting G = UV T and choosing the order of multiplication appropriately,

Algorithm 3.3 naturally follows.



Chapter 4

Top-N Recommendation with Missing

Implicit Feedback

4.1 Introduction

Personalized recommendation of relevant content is a common task in many retrieval

systems today, as users increasingly look to automated technologies to filter relevant infor-

mation in domains ranging from books, movies and songs to tourist destinations and even

jobs. To this end, there has been extensive research conducted on recommender systems,

predictive models which aim to identify a user’s preferences through their past behavior. In

contrast to traditional retrieval systems, recommender systems do not require explicit user

input and automatically provide predictions for items that a user might find relevant.

Recommender systems have been applied to various tasks, such as rating prediction

(Koren et al., 2009) and profit maximization (Das et al., 2009), but in this work, we will focus

on the Top-N item recommendation task (Deshpande and Karypis, 2004). In this setting, the

recommender system is tasked to recommend a list of N items that it predicts to be most

94
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relevant to a given user. The Top-N item recommendation task reflects a real-world scenario

where the user may browse only a small subset of items at the top of the recommendation

list (e.g. the first few pages of recommended items). In order to assess the overall quality of

Top-N recommendations provided by a given recommender system, measures that focus on

good performance at the top of the predicted ranking such as the Normalized Discounted

Cumulative Gain (NDCG), Mean Average Precision (MAP) and Recall@k (REC@k) are

typically employed.

Collaborative filtering (Resnick et al., 1994, Breese et al., 1998) has been one of the

most successful approaches for the Top-N recommendation task. In contrast to content-based

filtering (Belkin and Croft, 1992, Shardanand and Maes, 1995), which uses only metadata

and other information on the users and items to learn a predictive model, collaborative

filtering systems predict relevant items for users based only on historical user-item behavior.

This historical behavior (also known as feedback) is usually expressed as a matrix of user-

item interactions, and can come in the form of explicit feedback such as user-provided

ratings or scores for each item (Koren et al., 2009). However, implicit feedback (Hu et al.,

2008), in which a user’s preferences are expressed through item interactions such as views or

purchases, is far more common in real-world applications. Thus, we will focus exclusively

on implicit feedback in this chapter.

In implicit feedback systems, a user having no observed interaction with an item

may not necessarily indicate that the item is irrelevant for the user; the user may have

little or no knowledge of the item’s relevance, or may have decided not to interact with the

item for various reasons such cost or time. Thus, the observed implicit feedback may not

present a complete picture of a user’s true preferences. If we view unobserved but relevant

user-item pairs as missing data, then evaluation measures which do not take the missing data
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mechanism into consideration may also exhibit bias when evaluated on the complete data.

In this chapter, our goal is to address two existing challenges facing collaborative

filtering-based Top-N recommendation systems that use implicit feedback:

• The development of an appropriate performance measure for implicit feedback data-

sets that takes the missing data model into account; and

• the design of a suitable predictive model that obtains good performance on the Top-N

recommendation task.

Steck (2010) proposed a missing data model for explicit feedback and showed that

the recall-at-k (REC@k) and the Area-under-the-Top-N-curve (ATOP) measures evaluated

on the observed data provided an unbiased estimate of performance on the complete data.

These results can be adapted to the implicit feedback case as well. However, the REC@k

measure is known to be difficult to maximize directly, while the ATOP and AUC are almost

identical in most practical settings, and it has been shown in several recent works (Weston

et al., 2010, Shi et al., 2012, Lim and Lanckriet, 2014) that optimizing for AUC may not

yield the best results on performance measures such as NDCG or MAP which focus on the

top of the ranking. Thus, there is a need for a performance measure which admits efficient

optimization and is aligned with top-of-the-ranking measures. In the first part of this chapter,

we develop the Average Discounted Gain (ADG) performance measure, which holds these

desirable properties, and can be estimated without bias under our missing data model.

Once an appropriate evaluation measure has been selected, the next challenge is to

design a suitable predictive model class whose parameters can be optimized with respect

to the evaluation measure of interest. One promising class of models for Top-N recom-

mendation are neighborhood-based methods (Breese et al., 1998), which are simple and

exhibit good empirical performance, with some being deployed in commercial systems
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(Linden et al., 2003). They have also been observed in recent studies (e.g. (Aiolli, 2013))

to outperform other popular alternative models such as matrix factorization on top-of-the-

ranking based measures on real-world tasks. However, many of these neighborhood-based

recommenders depend on heuristics to generate their predicted rankings and are typically not

optimized for a particular evaluation measure or objective (Su and Khoshgoftaar, 2009). Two

notable approaches in recent years have been proposed to address this challenge. The SLIM

algorithm (Ning and Karypis, 2011) learns item-item similarity weights by minimizing the

mean-squared loss on the training set rather than using a predefined similarity measure.

Volkovs and Zemel (2012) proposed the Win-Lose-Tie (WLT) algorithm, which extracts

features directly from the explicit feedback matrix and casts the Top-N recommendation

problem as a standard learning-to-rank problem (Liu, 2011), which can then be optimized

for various performance measures using off-the-shelf methods.

In the second part of this chapter, we develop a recommender system for Top-N

recommendation which combines the merits of both approaches. Like Volkovs and Zemel

(2012), we propose a feature extraction framework that extracts features directly from

the feedback matrix, allowing us to cast Top-N recommendation as a learning-to-rank

problem. However, unlike Volkovs and Zemel (2012), our system works with binary implicit

feedback, allows us to utilize the weights learnt in the SLIM algorithm in the feature

extraction framework through the use of appropriate affinity matrices, and can be optimized

to maximize the ADG performance measure on the training set.

4.1.1 Contributions

We make three main contributions in this chapter.

In the first part of the chapter, we present a missing observation model for implicit
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feedback data, and present a new performance measure, the Average Discounted Gain

(ADG), that admits unbiased estimation under our missing data model and is focused on

top-of-the-ranking performance. We also establish several useful properties of the ADG

that also hold for other previously proposed measures which are unbiased-to-missing-data

(UMD) under our observation model.

In the second part of the chapter, we propose a novel framework for extracting

features for each user-item pair directly from the implicit feedback matrix, which allows us

to approach the Top-N recommendation problem using standard learning-to-rank algorithms.

Next, we show how our method is related to several state-of-the-art neighborhood-based

recommendation methods such as SLIM (Ning and Karypis, 2011) and KUNN (Verstrepen

and Goethals, 2014), and provide an algorithm to optimize the parameters of our model to

maximize the ADG in an efficient manner. We also discuss how storage and computational

requirements can be controlled in an effective manner, and show that even when a simple

linear model is used, our method can outperform other state-of-the-art methods on several

real-world datasets.

Our final contribution is a new video game purchasing dataset based on 8,659 users

and 4,736 games obtained from the Steam1 digital distribution platform. The Steam dataset

not only contains implicit feedback in the form of games purchased and hours played per

game, but also explicit feedback in the form of user reviews and binary positive/negative

ratings, which differentiates it from other publicly available recommendation datasets. The

user-user social graph, along with other auxiliary data such as game-associated achievements,

is available in the dataset as well, and we believe that the dataset will be a useful contribution

to the recommender systems research community at large.

1http://www.steampowered.com
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The remainder of the chapter is structured as follows. In Section 4.2, we give a brief

overview of related work. In Section 4.3, we introduce some preliminary defintions and also

provide a table of notation which will be used in subsequent sections. In Section 4.4, we

propose a missing data model for implicit feedback, and propose the Average Discounted

Gain (ADG), an evaluation measure that can be estimated without bias with respect to

our missing data model. We then develop a feature extraction framework for generating

neighborhood-based features directly from the implicit feedback matrix in Section 4.5, and

in Section 4.6, we propose an efficient algorithm to optimize our model with respect to

the ADG, and discuss how to deal with computational issues. Finally, we demonstrate

the effectiveness of our proposed approach via experiments on three real-world datasets in

Section 4.7.

4.2 Related work

4.2.1 Collaborative Filtering Methods

Collaborative filtering is a successful and widely used approach for personalized

recommendation systems, and can be broadly separated into model-based and memory-

based methods (Adomavicius and Tuzhilin, 2005). Model-based methods learn a predictive

model from the feedback matrix using statistical and machine learning techniques. A wide

variety of model classes exist, including Bayesian belief nets (Su and Khoshgoftaar, 2006),

clustering-based models (George and Merugu, 2005), and maximum entropy models (Pavlov

and Pennock, 2002); however, matrix factorization models (Rennie and Srebro, 2005) have

been particularly popular in recent years, owing much of their fame to the Netflix Prize.

Matrix factorization algorithms are flexible and can be optimized for different evaluation
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measures such as AUC (Rendle et al., 2009), NDCG (Weimer et al., 2007), Mean Reciprocal

Rank (MRR) (Shi et al., 2012) or RMSE (Koren et al., 2009); however, they typically require

increased computational resources to learn the model.

On the other hand, memory-based methods (Breese et al., 1998, Sarwar et al.,

2001, Deshpande and Karypis, 2004) generally use the information in the feedback matrix

directly to generate predictions. In the user-based model (Resnick et al., 1994), a similarity

measure such as the Pearson Correlation Coefficient or cosine similarity is used to identify

neighboring users who have similar rating patterns to the target user. Then, the rating

patterns of these neighboring users are then used to generate predictions for the target user.

A similar item-based model, which used similarity measures between items instead of users,

was proposed in (Sarwar et al., 2001, Linden et al., 2003). Verstrepen and Goethals (2014)

proposed the KUNN algorithm, which unified user- and item- based models into a single

model.

Classical memory-based systems typically use heuristics for prediction and are

usually not optimized for a particular evaluation measure or objective (Su and Khoshgoftaar,

2009). To address this, some methods have been proposed recently which combine elements

from both model-based and memory-based methods.

SLIM (Ning and Karypis, 2011) is an approach for Top-N recommendation that

is related to the item-based model of Deshpande and Karypis (2004). Instead of using a

predefined similarity measure, the algorithm learns the item-item similarity weights by

solving an optimization problem.

Perhaps the most similar method to our approach is the Win-Lose-Tie (WLT) algo-

rithm (Volkovs and Zemel, 2012). Given a user-item pair, the WLT algorithm first extracts

preference information pertaining to the target item from neighboring users. The preference
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information is then transformed into a set of features, which allow the collaborative ranking

problem to be cast as a standard learning-to-rank (Liu, 2011) problem.

4.2.2 Missing data in recommender systems

Several papers have also investigated how missing data should be handled both

in the evaluation and training of recommender systems. Marlin and Zemel (2009) and

Kim and Choi (2014) have studied the MNAR assumption in terms of model fitting with

different missing data models but the evaluations do not take the missing data models into

account. Steck (2010) proposed the Area under the Top-K curve (ATOP) and Recall@k

performance measures which can be estimated from data with ratings that are missing not at

random (MNAR), and presented AllRank, a logistic regression-based matrix factorization

method as a heuristic for optimizing these measures. To address the MNAR problem in

explicit feedback recommender systems, Steck (2010) proposed a missing data model for

explicit feedback and showed that the recall-at-k (REC@k) and the Area-under-the-Top-N-

curve (ATOP) measures evaluated on the observed data provided an unbiased estimate of

performance on the complete data under the missing data model. Steck (2011) extended

the AllRank algorithm to explicitly compensate for popularity biases in the data explicitly.

Pradel et al. (2012) studied the influence of popularity and positivity biases on the training

and evaluation of recommender systems and how missing data should be handled during

training and evaluation. Steck (2013) showed that evaluating recommender systems with

respect to a ranking loss is well-correlated to evaluating the RMSE on randomly selected

items which the user did not deliberately choose to rate. In all these cases, to the best of

our knowledge, the analyses were applied to explicit ratings for which both positive and

negative ratings were present, and the results do not necessarily extend to implicit feedback
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settings.

4.3 Preliminaries

In our setting, we assume that we are given a set of users U = {u1, u2 · · ·um} and a

set of candidate items I = {i1, i2 · · · in}, We are also given implicit feedback in the form of

a user-item binary relevance matrix X ∈ R|U|×|I| where

X (j, k) =





1, ik is relevant to uj

0, otherwise

We will define the lists of relevant and irrelevant items for each user u:

O+
u = {ik : X (u, ik) = 1}

O−u = I \ O+
u .

Analogously, we will define the lists of users that have consumed a given item i:

O+
i = {uk : X (uk, i) = 1}

O−i = I \ O+
i .

For a given user u ∈ U , we define the user vector ~u ∈ R|I| as the transpose of the

row in the feedback matrix X corresponding to u. Similarly, for an item i ∈ I, the item

vector~i ∈ R|U| is defined as the column of the feedback matrix X corresponding to i.

An important component of nearest neighbor algorithms is the concept of a similarity
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measure between users and/or items. Though several choices of similarity measure are

available, such as the Pearson Correlation Coefficient or Conditional Probability, in this

chpter, we will use the cosine similarity, i.e.

sim(u, v) =
~u · ~v
‖~u‖‖~v‖ , u, v ∈ U

for the user-user similarity and

sim(i, j) =
~i ·~j
‖~i‖‖~j‖

, i, j ∈ I

for the item-item similarity. This is due in part to its mathematical simplicity, and will

also come in useful when establishing the link to other methods such as KUNN later in the

chapter.

Given this similarity measure, we can define the k-nearest neighbors of a user u,

KNN(u), as the k users which have the largest values of sim(u, v) among all v ∈ U \ u.

Accordingly, for an item i, KNN(i) is the set of k items for which sim(i, j) is highest for

j ∈ I \ i.

As a reference, we also provide a complete summary of the important notation used

in the chapter in Table 4.1, as well as the sections in which they are defined.

4.4 A performance measure for missing implicit feedback

We begin by proposing a missing data model for implicit feedback. Given a set of

users U and items I, we assume that each user u has a prior relevant set P+
u ⊆ I, which

contains all items in I which are relevant to u. Due to the scarcity of resources (for example,
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Table 4.1: Important notations used in this chapter in order of appearance

Symbol Definition Section Defined

X Feedback matrix

Section 4.3

U Set of all users
I Set of all items
~u Row of X corresponding to user u
~i Column of X corresponding to item i

O−u Set of items user u has not consumed
O+
i Set of users that have consumed item i

O−i Set of users that have not consumed item i

P+
u Set of prior relevant items to user u
P−u Set of prior irrelevant items to user u

rank(i, y) Rank of an item i under a ranking y Section 4.4.1

ActiveItems(u, i) Set of active items for the user-item pair (u, i)

Section 4.5.2

ActiveUsers(u, i) Set of active users for the user-item pair (u, i)

Aitem Item-item affinity matrix
Auser User-user affinity matrix
ϕitem
u,i Item-based affinity vector for the user-item pair (u, i)

ϕuser
u,i User-based affinity vector for the user-item pair (u, i)

~φitemu,i Item-based feature vector for the user-item pair (u, i)

~φuseru,i User-based feature vector for the user-item pair (u, i)

aggmean, aggstd, Mean, standard deviation, minimum, maximum,
aggmin, aggmax, normalized length and sum aggregators
agglen, aggsum

ktrunc Top-k truncation function Section 4.5.5

fθ Scoring function parameterized by θ Section 4.6
Vu,i+ Set of violators for the pair (u, i+)

time, money, etc.), or from a lack of awareness or knowledge about all relevant items, users

may not consume all items in P+
u which are relevant to them. Thus, they select (deliberately

or otherwise) a subset of items from P+
u to consume (i.e., interact sufficiently with so that it

is identified as relevant) which we observe in the feedback matrix as the observations O+
u .

The major assumption in our model is that the observed items O+
u are a simple

random sample of unknown size drawn from P+
u . Equivalently, for a given user u, each item

in P+
u has the same (but unknown) probability of being in O+

u . Figure 4.1 below provides a

graphical representation of our model.
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Our model has close connections to the model in (Steck, 2010) which was originally

proposed for explicit data. If the explicit ratings are binarized into relevant and irrelevant

ratings (e.g. by thresholding), and then converted to a binary implicit feedback model

where the irrelevant ratings are treated as unobserved interactions, then the model in (Steck,

2010) becomes mathematically equivalent to our model, albeit with a different underlying

interpretation.

It may be argued that in real-world settings, such a missing data model may be

unrealistic, as users naturally varying levels of preference for items they are interested

in. However, we note that selecting test-set items uniformly from O+
u to evaluate implicit

feedback methods is an established practice (e.g. (Rendle et al., 2009, Hu et al., 2008)).

Now that we have defined our missing data model, we will proceed to develop the

Average Discounted Gain, a performance measure which can be estimated without bias

under our missing data model.

4.4.1 Average Discounted Gain (ADG)

We first assume that we are given user and item sets U and I, and for each user u

are given relevant/irrelevant item setsR+
u andR−u . We further assume that the predictor we

are evaluating outputs a ranking y, i.e., a permutation of all items in I in decreasing order

of predicted relevance under the predictor in question. Then, we define the rank of an item

under the ranking y as follows:

Definition 4.1. Given a ranking y over all items in I , the rank of an item i, which we denote

by rank(i, y) is defined as the number of items, both relevant and irrelevant, that precede i

in y.

Thus, if i is top-ranked under y, rank(i, y) = 0, if i is second from the top,
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rank(i, y) = 1, and so on. Note that this is slightly different from the definition of rank in

(Weston et al., 2010) and (Usunier et al., 2009), which only count the irrelevant items that

precede i in y. In the sequel, we will drop y when the dependence is clear from context (for

example, the ranking being induced by the predictor in question).

With this definition of rank, we can define the Average Discount Gain as follows:

Definition 4.2. The Average Discounted Gain (ADG) is defined as

1

|R+
u |
∑

i+∈R+
u

1

log2(rank(i+) + 2)
(4.1)

whereR+
u is the set of all relevant items to the user u.

Using this definition, we define the ADG on the observed and complete data respec-

tively:

ADGobs =
1

|O+
u |
∑

i+∈O+
u

1

log2(rank(i+) + 2)

ADGcomp =
1

|P+
u |
∑

i+∈P+
u

1

log2(rank(i+) + 2)

Theorem 4.1. Under the assumption thatO+
u is a simple random sample from P+

u , ADGobs

is an unbiased estimator of ADGcomp.

Proof. Given a fixed θ, each relevant item ip ∈ P+
u is associated with a discounted gain

value 1
log2(rank(ip)+)+2)

, which depends only on the rank of ip. Now note that every observed

item io ∈ O+
u has the same rank, and therefore the same discount value, as the corresponding

item in P+
u . Thus if O+

u is a random sample from P+
u , then the mean discounted gain (i.e.

ADG) can be estimated without bias.
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Ground truth

Observations

      , prior relevant set

      , observed relevant set 
(drawn from       )

      , prior irrelevant set

      , observed irrelevant set

All items

Figure 4.1: Graphical representation of the data model in Section 4.4. The top
row of squares represents a given user’s true preferences on the set of all items,
which can be divided into P+

u , the prior relevant set, and P−u , the prior irrelevant
set, respectively. The second row represents the row of the feedback matrix X
corresponding to the same user, where the observed feedback O+

u (blue squares) is
drawn uniformly at random from P+

u (green squares).

Since ADG holds a similar property to the REC@k and ATOP measures, we will

collectively refer to them in this chapter as unbiased-to-missing-data (UMD) measures. It

can be verified that the UMD measures discussed so far share a similar functional form

Mg(u, y) =
1

|P+
u |
∑

i∈P+
u

g(rank(i, y)) (4.2)

where g is given below for each case:

REC@k : g(rank(i)) =





1, rank(i) ≤ k;

0, otherwise

ATOP : g(rank(i)) =
rank(i)

|I| − 1

ADG : g(rank(i)) =
1

log2(rank(i) + 2)

Our next result shows how ADG is related to the NDCG measure, and characterizes
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the conditions under which the NDCG is biased under our missing data model.

Comparison with NDCG

The (binary) NDCG with logarithmic discount factor for a user u can be defined as

1

IDCG(R+
u )

∑

i+∈R+
u

1

log2(rank(i+) + 2)

where IDCG(k) =
∑k

j=1
1

log2(j+2)
. We can see that the ADG is equivalent to the NDCG

with a different per-user weighting function; thus, we expect that the ADG will focus on the

top of the ranking just like the NDCG.

Theorem 4.2. Under the assumption that |O+
u | is a simple random sample from P+

u ,

NDCGobs is an unbiased estimator of NDCGcomp only when |O+
u | = |P+

u |.

Proof. The proof is provided in Appendix A.

Since O+
u ⊆ P+

u , this means that NDCGobs will always be a biased estimate of

NDCGcomp unless the user consumes all items in P+
u .

4.4.2 Properties of UMD measures

One purported advantage of measures like the ATOP and the ADG is that their

performance on O+
u gives us an unbiased estimate of performance on P+

u . However, in

practice, we cannot directly make use of this property if the ranking model to be evaluated is

trained on data in O+
u , since items in O+

u are no longer a random sample with respect to the

ranking model. Thus, we cannot extrapolate performance on P+
u by measuring performance

on O+
u , as this is analogous to guessing test set performance based on training performance

in a classification setting.
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Nevertheless, we note that UMD measures still retain a nice property: if a priori,

some relevant items per user are held out (i.e. not used for training by the ranking model) in

disjoint test and validation sets which are both uniform random samples from O+
u , then we

can expect the validation and test set performance to be similar regardless of the number of

validation or test items held out.

Our claim is easy to prove: If we denote the relevant items in the validation set as

R+
u,val and the relevant items in the test set asR+

u,test, then we can view bothR+
u,val andR+

u,test

as uniform random samples from the setR+
u,val ∪R+

u,test. Therefore from Theorem 4.1, we

can expect that if we evaluate the validation and test sets with respect to any UMD measure,

they would both yield unbiased estimates of performance onR+
u,val ∪R+

u,test, regardless of

|R+
u,val| and |R+

u,test|. Using the same logic, if we are given an observation set O+
u and prior

observation set P+
u , then splitting O+

u into Ou,train and Ou,test, training a ranker on Ou,train

then evaluating Ou,test on any UMD measure should yield similar performance to the same

UMD measures given to {P+
u \ O+

u }, which are exactly the unknown but relevant items we

want to predict. Here, the intuition is somewhat analagous to the generalization ability of

classifiers in classical machine learning settings when the validation and test set come from

the same distribution.

Another desirable property of UMD methods is that they allow us to make statements

about the absolute performance of ranking models: For example, ADG can be interpreted

as the mean discounted gain of relevant items, regardless of the size of the relevant set.

In contrast, we cannot predict the absolute performance of a ranking model on non-UMD

measures such as NDCG on {P+
u \ O+

u } without knowing |{P+
u \ O+

u }|.
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4.5 A feature extraction framework for Top-N

recommendation

Now that we have established a suitable performance measure under our missing

data model, we will turn our attention to developing a suitable predictor. In this chapter,

we take a similar approach to (Volkovs and Zemel, 2012): We will develop a method to

extract features directly from the implicit feedback matrix X , in order to convert the Top-N

recommendation problem to a standard learning-to-rank one, which we can then optimize

with respect to the ADG loss.

4.5.1 Learning to rank

We begin this section with a brief overview of learning to rank. In the standard

learning-to-rank setting with binary relevance feedback, we are given a set of documents

D and a set of query terms Q, and for each query q ∈ Q, every document in D is labelled

as either relevant or irrelevant. The goal in this setting is to learn a predictive model that,

given a query q, will output a ranking in which the relevant documents to q appear at the

top of the ranking. Typically, a feature extractor Φ(q, d) is used to convert data from the

query q and document d (e.g. search terms, search time, document terms, metadata, etc) into

a feature vector of fixed dimension. A predictive model is then trained on these features,

using the relevance feedback as labels. Two well-known approaches are RankNet (Burges

et al., 2005) and the method of (Joachims, 2002). For interested readers, a complete tutorial

on the topic is provided in (Liu, 2011).
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4.5.2 Item-based feature extraction

If we view users as queries and items as documents, we can cast the Top-N rec-

ommendation problem as a learning-to-rank problem with the aid of a suitable feature

representation that will be developed in this section. We will focus on describing how

to extract item-based features from the feedback matrix, which can be extended to the

user-based case in a straightforward manner.

At a high level, we first create an affinity vector for each user-item pair, then perform

a series of aggregation operations on the entries in the affinity vector, which will give us

the final feature representation. Our feature representation is parameterized by a single

hyperparameter k, the number of nearest neighbors to use in KNN(i) computations. To

minimize clutter, we leave the dependence on k out of the notation.

We begin by defining the set of active items for a given user-item pair (u, i) as

ActiveItems(u, i) ··= {j : j ∈ O+
u ∩KNN(i)}.

As the definition suggests, the active items are the items u has consumed which are similar

(in terms of KNN) to i, and therefore should contribute to the predicted score of item i for

user u. As the neighborhood size k decreases, the size of ActiveItems(u, i) will decrease as

well.

Next, we will define the item affinity matrix Aitem ∈ Rn×n, where each entry Aitem
i,j ≥

0 encodes the impact that a user u having consumed an item j has on the predictive score

assigned to the pair (u, i). A high affinity score indicates the belief that a user having

consumed j strongly suggests he may consume i as well, and vice versa. A common choice

is to set Aitem
i,j = sim(i, j), i.e. use the similarity between items i and j as the affinity, as in
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(Deshpande and Karypis, 2004), but we will also explore several other choices later in this

section.

Now, we can define the item-based affinity vector ϕitem
u,i ∈ R|ActiveItems(u,i)| as the

vector whose entries are the elements of the set

{
Aitem
i,j : j ∈ ActiveItems(u, i)

}

We then aggregate the entries in ϕitem
u,i using a series of six aggregation operations. Four of

these aggregators were used in (Volkovs and Zemel, 2012) for explicit feedback, namely:

• aggmean

(
ϕitem
u,i

)
, the mean of the entries in ϕitem

u,i .

• aggstd

(
ϕitem
u,i

)
, the standard deviation of the entries in ϕitem

u,i .

• aggmin

(
ϕitem
u,i

)
, the maximum value of the entries in ϕitem

u,i .

• aggmax

(
ϕitem
u,i

)
, the minimum value of the entries in ϕitem

u,i .

The other two aggregators are:

• agglen

(
ϕitem
u,i

)
, the normalized length of ϕitem

u,i , which is the number of items in

ActiveItems(u, i) divided by the neighborhood size k.

• aggsum

(
ϕitem
u,i

)
, the sum of the entries in ϕitem

u,i , and

A large agglen indicates that u has consumed many similar items to i and vice versa, while

aggsum is exactly aggmean scaled by k · agglen for each user-item pair. We will also show in

Section 4.5.5 that aggsum is also closely related to several existing methods under certain

conditions.
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Using these aggregators, we obtain a six-dimensional feature vector ~φitemu,i =

[aggmean, aggstd, aggmin, aggmax, agglen, aggsum] .

Our feature extraction pipeline thus comprises the following steps:

1. Compute and store KNN(i) for each item i.

2. Compute and store Aitem
i,j for all pairs (i, j ∈ KNN(i)).

3. For each user-item pair (u, i) ∈ U × I:

(a) Compute ActiveItems(u, i).

(b) Compute ϕitem
u,i .

(c) Compute feature representation ~φitemu,i from ϕitem
u,i .

4.5.3 User-based feature extraction

In order to perform user-based feature extraction, we first define the set of active

users as

ActiveUsers(u, i) ··= {v : v ∈ O+
i ∩KNN(u)}.

and define the user affinity matrix Auser ∈ Rm×m, where Auser
u,v encodes the impact that an

item i being rated by a user v has on the predictive score assigned to the user-item pair (u, i).

Then, we can define the user-based affinity vector ϕuser
u,i as the vector whose entries are the

elements of the set
{
Auser
u,v : v ∈ ActiveUsers(u, i)

}

and form the feature vector ~φuseru,i using the same aggregators as the item-based case.
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Figure 4.2: Calculation of feature vectors for (u2, i2), with neighborhood size
k = 3 and Aitem

i,j = cos(i, j), Auser
u,v = cos(u, v). Blue outlines denote members of

the active item set (top left) and active user sets (bottom left), while red outlines
denote members of KNN(i2) that were not rated by u2 (top left), and members of
KNN(u2) that did not rate i2 (bottom left). Once the active item set is calculated
(top left), the corresponding affinity vector ϕitem

u2,i2
and subsequently the feature

vector ~φitemu2,i2
can be calculated as shown.

Figure 4.2 provides a visual guide to computing ~φitemu,i and ~φuseru,i given a toy feedback

matrix. In this example, we wish to compute the features for the pair (u2, i2), with a

neighborhood size of k = 3, and Aitem
i,j = cos(i, j), Auser

u,v = cos(u, v). We first compute

ActiveItems(u, i), which is described in the top left figure. The green column is the target

item i2, the blue columns denote items which belong to ActiveItems(u2, i2), while the red

column denotes an item which lies in KNN(i2) but is not rated by u2. Once ActiveItems(u, i)

is computed, we can compute ϕitem
u2,i2

and subsequently φitem
u2,i2

as shown. The bottom row

provides a similar procedure for computing ~φuseru,i .
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4.5.4 Handling missing features

For a given user-item pair (u, i), if user u does not consume any items which

belong to KNN(i), then ActiveItems(u, i) is the empty set and thus we cannot compute

any meaningful features ~φitemu,i . To handle this, we follow Volkovs and Zemel (2012) and

introduce an indicator feature b which is one when ActiveItems(u, i) = ∅ and zero otherwise.

4.5.5 Connection to other methods

We will now explain how our feature extraction framework is closely related to

several existing recommender systems in the literature. We will show that the aggsum

aggregator is very similar to the method of Deshpande and Karypis (2004) and exactly

equivalent to the SLIM and fsSLIM algorithms (Ning and Karypis, 2011) given appropriate

settings for the parameters. We also show that if we use both user and item features in

conjunction with a linear predictor, then our method is equivalent to KUNN (Verstrepen and

Goethals, 2014) under the correct parameter setting.

Before proceeding, we first define the top-k truncation function

ktrunc(Aitem, sim(·), k), which takes an affinity matrix, similarity measure, and a parameter

k as its arguments and returns a truncated affinity matrix Aitem (k) ∈ Rn×n via Algorithm 4.1.

In essence, this function enforces that the (i, j)th entry of ktrunc(Aitem, k) > 0 only

if j is a k-nearest-neighbor of i as defined by sim(·). As we are using the cosine similarity

exclusively in this chapter, we will drop the sim and k arguments for ktrunc when it is clear

from context.

We now provide a theorem which gives an alternative representation for the aggsum

aggregator as an inner product.
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Algorithm 4.1 The ktrunc algorithm

Input: Affinity matrix Aitem ∈ Rn×n, similarity measure sim(·), neighborhood size k
Output: Truncated affinity matrix Aitem (k) ∈ Rn×n

1: for i = 1 to n do
2: for j = 1 to n do
3: if j ∈ KNN(i) then
4: Aitem (k)

i,j = Aitem
i,j

5: else
6: Aitem (k)

i,j = 0
7: end if
8: end for
9: end for

10: return Aitem (k)

Theorem 4.3. For a fixed neighborhood size k,

aggsum

(
ϕitem
u,i

)
= [ktrunc(Aitem)]i,∗ · ~u

where [Aitem]i,∗ is the ith row of Aitem.

Proof. The proof is provided in Appendix A.

Corollary 4.1. For a fixed neighborhood size k,

aggsum

(
ϕuser
u,i

)
= [ktrunc(Auser)]u,∗ ·~i

where [Auser]u,∗ is the uth row of Auser.

Using Theorem 4.3, we can now show the connection between our method and the

following methods.

Top-N Item Recommendation (Deshpande and Karypis, 2004): When the cosine

similarity is used and the affinity matrix is defined as Aitem
i,j = sim(i, j), Theorem 4.3 states
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that

aggsum

(
~φitemu,i

)
= [ktrunc(Aitem)]i,∗ · ~u.

On the other hand, the matrix M generated in Algorithm 4.1 of (Deshpande and Karypis,

2004) is exactly the transpose of ktrunc(Aitem), and the scoring function of their predictor

is given by

score(u, i) = [ktrunc(Aitem)]∗,i · ~u.

Thus, our feature aggsum(·) is closely related to, yet slightly different from the

predictor used in this chapter. The aggsum aggregator applied to (u, i) can be interpreted as

aggregating the affinities of items j which u has consumed that are k-nearest-neighbors of i

while the method of Deshpande and Karypis (2004) aggregates the affinities of items j for

which i is a k-nearest neighbor.

SLIM (Ning and Karypis, 2011): The SLIM method is closely related to Top-N

Item Recommendation, but instead of using the heuristic Aitem
i,j = cos(i, j), the entries of

Aitem
i,j are learnt by solving a suitable optimization problem instead.

We first show that aggsum

(
ϕitem
u,i

)
is equivalent to the SLIM scoring function. Let

W be the parameter matrix learnt using the regular variant of SLIM. Then, when we set

k = |I| and Aitem = WT, Theorem 4.3 states that

aggsum

(
~φitemu,i

)
= [ktrunc(Aitem)]i,∗ · ~u

= Aitem
i,∗ · ~u,

since all items I \ i are in the k-nearest-neighborhood of every item i when k = |I|. On the
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other hand, the SLIM algorithm uses the scoring function

score(u, i) = (XW )u,i

=
(
X [Aitem]T

)
u,i

= ~u · [Aitem]T∗,i

= Aitem
i,∗ · ~u,

which is exactly aggsum

(
~φitemu,i

)
.

Ning and Karypis (2011) also proposed a variant of SLIM called fsSLIM, which

only optimizes a subset of entries in W for computational efficiency. It can be shown (the

derivation is in Appendix A) that W is already k-truncated by design2 , and therefore has

the property that ktrunc(WT) returns WT.

If we set Aitem = WT, sim(i, j) to be the similarity measure and k to be the neigh-

borhood size used in when learning the fsSLIM model, then

aggsum

(
~φitemu,i

)
= [ktrunc(Aitem)]i,∗ · ~u

2For every column j in W , the corresponding entries of W∗,j are set to zero except for those corresponding
to i ∈ KNN(j), which are optimized by the algorithm.
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while the fsSLIM scoring function is

score(u, i) = (XW )u,i

=
(
X [Aitem]T

)
u,i

= ~u · [Aitem]T∗,i

= Aitem
i,∗ · ~u

= [ktrunc(Aitem)]i,∗ · ~u (using ktrunc(WT) = WT)

which is a similar result to the regular SLIM case.

Like the item-KNN case, under an appropriate choice of affinity matrix and neigh-

borhood size, our feature vector can be interpreted as a set of predictors which include the

SLIM or fsSLIM predictors obtained from the aggsum aggregator.

KUNN-Unified Nearest Neighbors (Verstrepen and Goethals, 2014): Verstrepen

and Goethals (2014) developed multiple variants of KUNN in their paper, but the main

version used the score function

score(u, i) =
∑

v∈U

∑

j∈I

XujXvjXvi · [I (j ∈ KNN(i)) + I (v ∈ KNN(u))] · 1√
c(u)c(i)c(v)c(j)

where I(·) is the set indicator function, c(u), c(v) are the number of items consumed by

users u and v respectively and c(i), c(j) are the total number of users who consumed items i

and j respectively.

Theorem 4.4. Let the KUNN score function be

∑

v∈U

∑

j∈I

XujXvjXvi · [I (j ∈ KNN(i)) + I (v ∈ KNN(u))] · 1√
c(u)c(i)c(v)c(j)

(4.3)
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for a similarity function simKUNN and neighborhood size kKUNN. Then, Eq. (4.3) is equivalent

to

1√
c(u)

aggsum

(
ϕitem
u,i

)
+

1√
c(i)

aggsum

(
ϕuser
u,i

)
(4.4)

where sim = simKUNN, k = kKUNN, and the affinity matrices are given by

Aitem
i,j =

~iTWU~j

‖~i‖‖~j‖
, WU ∈ Rm×m = diag

(
1√
c(u1)

,
1√
c(u2)

· · · 1√
c(un)

)
(4.5)

and

Auser
u,v =

~uTWI~v

‖~u‖‖~v‖ , WI ∈ Rn×n = diag

(
1√
c(i1)

,
1√
c(i2)

· · · 1√
c(in)

)
. (4.6)

Proof. The proof is provided in Appendix A.

From Theorem 4.4, if we use a linear predictor with the concatenated vector

~φu,i =




[2]~φitemu,i

~φuseru,i




such that

score(u, i) = θT~φu,i,

and set

θ =

[
1√
c(i)

, 0, 0, 0, 0, 0,
1√
c(u)

, 0, 0, 0, 0, 0

]

we will recover the KUNN predictor exactly. Thus, the KUNN method is equivalent to our

method when the concatenated feature vector ~φu,i is used with a linear predictor for a certain
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setting of θ.

The close relationships of our aggsum aggregator to the prediction function of the

abovementioned recommender system methods suggest that we can interpret each of our

extracted features as a score function of the pair (u, i). Learning a linear predictor over these

features can therefore be viewed as optimizing an ensemble of these individual predictors in

a learning-to-rank framework, rather than typical ensemble methods which use often use

other techniques such as boosting or cross-validation to tune parameters.

4.5.6 Computational issues

We now discuss several computation-related issues that arise from our feature

extraction framework and how they can be mitigated. We will focus on the item-based

feature extraction case as the analysis can be applied to the user-based case as well.

The first issue is that the set of k-nearest-neighbors is expensive both to compute

and store. Cross-validation of the neighborhood size k may require multiple computations

as well. Indeed, generating the item-item similarity matrix (kernel) is quadratic in n = |I|;

however, it is embarrassingly parallelizable and can be split into n individual tasks, which

can greatly reduce computation time when many processing cores are available. Accelerated

methods such as (Anastasiu and Karypis, 2014) for the cosine similarity or approximated

methods such as hashing (Wang et al., 2014) can also be used to reduce the load further.

To avoid recomputation for multiple values of k, for each item i we can store on

disk a vector ki which contains all items j = I \ i in decreasing order of sim(i, j). Then,

for all values k′, the first k′ elements of ki would be the k′-nearest-neighbors of i, and we

would only have to perform the KNN computation once, amortizing the cost. However, this

still requires O(n2) of disk storage. Deshpande and Karypis (2004) make the empirical
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observation that for many datasets, the optimal neighborhood size for item recommendation

is quite small (less than 100 in their experiments) Thus, we can take the scheme a step

further: Instead of storing the full ki, we could store kmax elements instead, where kmax is

the largest potential value of k that will be used. This reduces the required disk space and

memory from O(n2) to O(n · kmax).

A related situation arises with the affinity matrix Aitem. Naively, we would need to

compute and store allO(n2) entries ofAitem; however, we make the observation that from the

definition of ϕitem
u,i , we only need to access the values Aitem

i,j for which

j ∈ ActiveItems(u, i). Since ActiveItems(u, i) is a subset of KNN(i), it suffices to compute

and store the k entries of the row Aitem
i,∗ that correspond to the items which are the k-nearest-

neighbors of i. As in the KNN case, for each item i we can simply compute and store the

kmax entries of Aitem
i,∗ that correspond to the kmax nearest neighbors of i. This allows us to

calculate features for every k < kmax, which avoids needless recomputation and reduces the

required storage to O(n · kmax).

Overall, the computational complexity of the feature extraction procedure is

O(mn2), assuming that the affinity matrices are provided a priori3. The KNN step is

O(n2) while generating ActiveItems(u, i) and computing the aggregators are both O(n) per

user-item pair, giving a total complexity of O(mn2). Though this may seem expensive, we

have noted above that many of the steps can be parallelized or amortized, which reduces the

actual runtime significantly. Furthermore, when the feedback matrix is sparse and/or k is

small, ActiveItems(u, i) generally tends to be small and thus the actual complexity of the

ActiveItems(u, i) generation and aggregation steps is far smaller than n in practice.

The memory requirement is O(n · kmax) for both the nearest neighbors and affinity

3The computational complexity can vary for different affinity matrices; for example, if we use the SLIM
affinity matrix, we need to run an optimization algorithm to obtain the matrix.
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matrix, and O(mnd) for storing the features naively. However, in practice, many items

have missing features (see Section 4.5.4), and these feature vectors do not need to be stored

explicitly as they all have the same values. We can use a standard sparse matrix data

structure such as the Compressed Sparse Row (CSR) format (Saad, 2003) to efficiently store

in memory user-item pairs which have non-zero features, and for each pair assign an index

to a separate array which holds all computed features. This way, the memory requirement is

reduced to O(pd) where p << m · n is the number of non-missing user-item pairs.

4.6 Optimization

Now that we have a framework for extracting the feature vectors ~φu,i, we will

describe how to optimize a predictive model on these features for the ADG measure.

In this chapter, we will use a simple linear predictor fθ(u, i) = θT~φu,i, although

other predictors such as neural networks could be applied as well. Our original goal is

to maximize the ADG; however, since the ADG is bounded between 0 and 1, instead of

maximizing the ADG, we will minimize 1− ADG for each user instead. We note that

1− ADG = 1− 1

|O+
u |
∑

i+∈O+
u

1

log2(rank(i+) + 2)

=
1

|O+
u |
∑

i+∈O+
u

C(rank(i+)) (4.7)

where

C(k) = 1− 1

log2(k + 2)
. (4.8)



124

This gives us the optimization problem

min
θ

1

|U|
∑

U

1

|O+
u |

∑

i+∈O+
u

C(rank(i+)) + λ‖θ‖2
2.

In order to solve the problem via gradient descent, we will use a variant of the WSABIE

algorithm (Weston et al., 2010). The WSABIE algorithm requires a function L(rank) such

that

L(k) =
k∑

i=1

αi, α1 ≥ α2 · · · ≥ α|I| > 0

for some vector ~α. Our next theorem shows that the function C(k) (Eq. (4.8)) fufills this

criterion.

Theorem 4.5. For all k ∈ {1 · · · |I|}, there exists

~α ∈ R|I| : α1 > α2 · · · > α|I| > 0

such that

C(k) =
k∑

i=1

αi (4.9)

Proof. The proof is provided in Appendix A.

For a user u, the predicted ranking y given by fθ is the set of items i′ ∈ I sorted in

decreasing order of fθ(u, i′). Thus, we can reexpress rank(i, y) in terms of fθ:

rank(i) =
∑

i′∈I\i

I(fθ(u, i
′)− fθ(u, i)),

where I(k) = 1 if k > 0 and 0 otherwise. By upper bounding the indicator function with
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the hinge loss, we obtain the following approximation:

C(rank(i)) = C(rank(i))

∑
i−∈O−u I[ fθ(u, i

−) ≥ fθ(u, i
+)]

rank(i)

≤
∑

i−∈Vu,i+

C(rank(i))
fθ(u, i

−)− fθ(u, i+) + 1

rank(i)

≈
∑

i−∈Vu,i+

C(|Vu,i+|)
fθ(u, i

−)− fθ(u, i+) + 1

|Vu,i+ |
. (4.10)

where Vu,i+ , the set of violators, is given by

Vu,i+ = {i− ∈ (I \ i+) : fθ(u, i
−)− fθ(u, i+) + 1 > 0}.

Finally, we substitute Eq. (4.10) into Eq. (4.7), to get the final optimization problem:

min
θ

1

|U|
∑

U

∑

i+∈O+
u

i−∈Vu,i+

C(|Vu,i+|)
fθ(u, i

−)− fθ(u, i+) + 1

|O+
u ||Vu,i+ |

.

We follow a similar procedure to Weston et al. (2010) to derive a stochastic gradient descent

algorithm, and also use the early-stopping technique in (Lim and Lanckriet, 2014) to speed

up the optimization process. The pseudocode for the full algorithm is given in Algorithm

4.2.

We will henceforth refer to the overall procedure which uses the feature extraction

framework from Section 4.5 optimized using Algorithm 4.2 for a linear predictor as Feature-

Extraction-Based-Ranking (FEBR).

One advantage that our optimization procedure affords over using off-the-shelf

learning to rank algorithms is this: Instead of precomputing features for all user-item pairs a

priori, we could compute them on-the-fly using a memoization scheme, as the algorithm will
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Algorithm 4.2 The OPT-ADG algorithm

Input: user set U , item set I, relevance sets {O+
u : u ∈ U}

1: repeat
2: Sample u uniformly from U , i+ uniformly from O+

u

3: N = 0
4: violatorFound = False
5: repeat
6: Sample i− uniformly from I \ i+
7: if fθ(u, i+)− fθ(u, i−) < 1 then
8: violatorFound = True; v = i−

9: break
10: end if
11: N = N + 1
12: until N >= |I|−1

γ

13: if violatorFound then
14: Take gradient step on

C
(⌊
|I|−1
N

⌋)
(fθ(u, v)− fθ(u, i+) + 1) (Eq. (4.8))

15: end if
16: until max iterations exceeded

not use all user-item pairs during optimization. This would reduce the memory consumption

of the algorithm, but may incur a speed cost4 due to the overhead in the memoization

scheme.

4.7 Experiments

To evaluate the performance of our proposed measure, we conducted two sets of

experiments on 3 real-world datasets, Steam, last.fm and BookCrossing. In our first set of

experiments, we evaluate the datasets based on various top-of-the-ranking metrics, while

in the second set of experiments, we evaluate the datasets based on the notion of novelty

4For example, a naive implementation of this memoization may require constant updates to the sparsity
structure of the sparse matrix used to monitor the user-item pairs with features, which may be slow depending
on the implementation. We defer a thorough analysis of such schemes to future work.
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discussed in (Ge et al., 2010). We first give a brief summary of our datasets.

4.7.1 Datasets

Steam

The Steam dataset contains feedback data for 8,659 users and 4,736 games obtained

from the Steam5 digital distribution platform. We used breadth-first-search to traverse the

social graph of the Steam network, and collected data from users from Iceland who have

both purchase histories and social connections available. In this chapter, we used the users’

possession of games as binary implicit feedback: i.e. X (u, i) = 1 if user u has game i in

his Steam Library, and 0 otherwise. The dataset will be made available for research use at

http://cseweb.ucsd.edu/~jmcauley.

last.fm

The last.FM dataset contains song listening counts for 110000 users from the Million

Song Dataset Challenge hosted on Kaggle. We considered a song relevant to a user if the

user listened to it at least 3 times, and irrelevant otherwise. We then retained the 10000 users

and items with the highest number of interactions.

BookCrossing

We use a subset of the BookCrossing dataset (Ziegler et al., 2005). The BookCrossing

dataset contains user ratings for books on a scale of 1-10, which we binarize by assigning

a relevant rating for any score above 6. We then construct a subset of users and items for

which each user had at least 5 positive ratings and each item had at least 7 positive ratings.

5http://www.steampowered.com

http://cseweb.ucsd.edu/~jmcauley
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This resulted in a dataset of 5569 users and 6960 items.

The statistics of all three datasets are summarized in Table 4.2 below, and Figure 4.3

shows the distribution of the user-item interactions in each of the three datasets.

Table 4.2: Statistics for datasets used in this chapter

Dataset Users Items Interactions Sparsity

Steam 8659 4736 2856196 6.97%
last.FM 10000 10000 97727 0.097%

BookCrossing 5569 6960 87669 0.226%
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Figure 4.3: Distribution of ratings for Steam, last.fm and BookCrossing datasets.

4.7.2 Methods compared

We compared the performance of our proposed approach, FEBR, with the following

approaches:

Item-p The item-based approach which we define as score(u, i) = aggsum

(
~φitemu,i

)
for

a given affinity matrix Aitem. We have previously established its close relationship to

(Deshpande and Karypis, 2004) in Section 4.5.5.

User-p The user-based approach which we define as score(u, i) = aggsum

(
~φuseru,i

)
for a

given affinity matrix Auser.
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SLIM The SLIM method (Ning and Karypis, 2011) learns a sparse affinity matrix and

uses a linear predictor for ranking. We used the implementation provided at http://

www-users.cs.umn.edu/~xning/slim/html/ and ran the fsSLIM variant for

computational efficiency.

KUNN The KUNN method (Verstrepen and Goethals, 2014) uses both user- and item-

neighborhood information for ranking. We used our own implementation of Eq. (4.4) as the

scoring function.

KUNN-u and KUNN-i These are the user-p and item-p methods used in conjunction with

the user and item KUNN affinity matrices defined in Eq. (4.5) and Eq. (4.6) respectively.

Bayesian Personalized Ranking (BPR) (Rendle et al., 2009) A matrix factorization

approach for implicit feedback that maximises AUC. We use the implementation provided

by the MyMediaLite library (Gantner et al., 2011).

Weighted Regularized Matrix Factorization (Hu et al., 2008) A matrix factorization

approach which treats the implicit feedback matrix as a 0-1 matrix and minimizes the

mean squared error on the training set. We also use the implementation in the MyMediaLite

library.

Popularity The global popularity baseline, which predicts the list of items sorted by the

number of users who consumed each item.

These competing methods are selected to illustrate how our proposed approach compares

to existing state-of-the-art neighborhood-based methods (item-p/user-p/KUNN), hybrid

methods (SLIM) and regression- and ranking- based matrix factorization methods (WRMF

and BPR).

http://www-users.cs.umn.edu/~xning/slim/html/
http://www-users.cs.umn.edu/~xning/slim/html/
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4.7.3 Experimental protocol

We used a two-level hyperparameter tuning method for all methods. A main hy-

perparameter was first selected; then, for every given value of the main hyperparameter,

all other secondary hyperparameters (e.g. coefficients of the regularizers) were tuned on

a held-out validation set. Finally, we report results on the test set for the value of the

main hyperparameter (and associated tuned secondary hyperparameters) which obtained the

highest ADG score on the validation set. For FEBR and the neighborhood-based methods,

the main hyperparameter is the neighborhood size k which was varied in {10, 20, 50, 100,

200, 500, 1000}, while for BPR and WRMF, the main hyperparameter was the number of

user/item factors, which was varied in the set {5, 10, 20, 50, 100, 200}.

Since the item-based, SLIM and KUNN predictors can be cast as special cases of

our feature extraction framework (Section 4.5.5), we investigated the use of of FEBR in

conjunction with each of the respective affinity matrices associated with the abovementioned

methods, which are described below.

Cosine Affinity Matrix We set

Aitem
i,j = cos(i, j), Auser

u,v = cos(u, v)

KUNN Affinity Matrix We use the definitions of Aitem and Auser given by Eq. (4.5) and

Eq. (4.6) respectively.

SLIM Affinity Matrix We set Aitem to be the matrix W learnt via the fsSLIM algorithm.

For each affinity type, we evaluate three feature representations for FEBR: FEBRi
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uses item features, FEBRu uses user features and FEBRiu uses both user and item features.

For each representation, we also add a single binary feature as discussed in Section 4.5.4

to indicate if a user-item pair has missing features. For the SLIM affinity matrix, we only

learn the FEBRi variant as the SLIM algorithm only learns an item affinity matrix. We then

normalize the mean and variance of each feature by z-scoring, and break ties in the predicted

ranking scores in order of global popularity. For each value of the main hyperparameter k,

the secondary regularization parameter λ was varied in {10−4, 10−3, 10−2, 10−1}. We set

the maximum number of iterations at 2× 106, stopping early if overfitting is detected, and

fixed γ to 50.

For the SLIM algorithm, we used the fsSLIM variant and tuned the secondary

hyperpameters, the `1 and `2 constants, by grid search over {10, 1, 0.1} for each value of k.

For BPR, we varied each of the four secondary hyperparameters λH+ ,λH− , λW and the bias

regularizer in {0.025, 0.0025, 0.00025}. For WRMF, we varied the secondary parameter α

in {1, 0.1, 0.01, 0.001}.

4.7.4 Experiments on ranking performance

In our first set of experiments, we evaluate the performance of all methods for various

top-of-the-ranking metrics. For each dataset, 10% of the relevant items for each user were

used for the validation set, and 20% used for the test set, with both sets being uniformly

sampled from O+
u . This process was repeated three times to create three folds and the mean

performance was reported. For each method, we report three UBM measures: the ATOP,

ADG and Recall@10, and also two popular ranking measures, Mean Average Precision

(MAP) and NDCG.

Table 4.3 shows the results on all three datasets. We observe that FEBRi with the
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Table 4.3: Performance of various recommender methods on Steam, last.fm and
BookCrossing datasets. Numbers in brackets indicate the standard error of the
mean, and bold numbers indicate the methods with the best performance for that
dataset. For all datasets, FEBR performs the best on ADCG, MAP, and NDCG
metrics.

Dataset Aff. Matrix Method ADCG REC@10 MAP NDCG ATOP

Steam

Cosine
item-p 0.186 (0.000) 0.114 (0.000) 0.116 (0.001) 0.466 (0.001) 0.915 (0.000)
user-p 0.163 (0.000) 0.046 (0.002) 0.078 (0.000) 0.412 (0.001) 0.914 (0.000)

SLIM SLIM 0.186 (0.000) 0.106 (0.000) 0.117 (0.000) 0.465 (0.000) 0.925 (0.001)

KUNN
KUNN 0.170 (0.001) 0.074 (0.003) 0.089 (0.002) 0.431 (0.002) 0.910 (0.000)

KUNN-i 0.169 (0.001) 0.076 (0.003) 0.089 (0.002) 0.431 (0.002) 0.906 (0.000)
KUNN-u 0.163 (0.000) 0.046 (0.001) 0.078 (0.000) 0.411 (0.000) 0.913 (0.000)

n/a
BPR 0.179 (0.000) 0.094 (0.001) 0.104 (0.000) 0.449 (0.000) 0.922 (0.001)

WRMF 0.179 (0.000) 0.091 (0.001) 0.105 (0.001) 0.449 (0.001) 0.915 (0.001)
popular 0.171 (0.001) 0.087 (0.001) 0.090 (0.001) 0.432 (0.001) 0.900 (0.000)

Cosine
FEBRi 0.185 (0.001) 0.108 (0.001) 0.114 (0.001) 0.464 (0.002) 0.920 (0.000)
FEBRu 0.162 (0.000) 0.042 (0.002) 0.076 (0.000) 0.409 (0.001) 0.916 (0.001)
FEBRiu 0.166 (0.001) 0.058 (0.002) 0.083 (0.001) 0.419 (0.001) 0.915 (0.000)

KUNN
FEBRi 0.171 (0.001) 0.078 (0.001) 0.091 (0.001) 0.434 (0.001) 0.912 (0.000)
FEBRu 0.162 (0.000) 0.046 (0.002) 0.077 (0.000) 0.411 (0.000) 0.915 (0.000)
FEBRiu 0.163 (0.000) 0.048 (0.002) 0.078 (0.000) 0.411 (0.001) 0.910 (0.002)

SLIM FEBRi 0.186 (0.000) 0.108 (0.000) 0.119 (0.000) 0.467 (0.000) 0.918 (0.001)

last.fm

Cosine
item-p 0.119 (0.000) 0.028 (0.001) 0.015 (0.000) 0.157 (0.000) 0.733 (0.002)
user-p 0.131 (0.000) 0.054 (0.001) 0.021 (0.000) 0.172 (0.000) 0.744 (0.002)

SLIM SLIM 0.131 (0.000) 0.078 (0.001) 0.031 (0.000) 0.173 (0.000) 0.692 (0.001)

KUNN
KUNN 0.107 (0.001) 0.007 (0.002) 0.006 (0.000) 0.140 (0.001) 0.740 (0.002)

KUNN-i 0.104 (0.001) 0.007 (0.001) 0.006 (0.000) 0.137 (0.001) 0.723 (0.002)
KUNN-u 0.126 (0.000) 0.040 (0.002) 0.018 (0.000) 0.166 (0.000) 0.743 (0.002)

n/a
BPR 0.127 (0.000) 0.046 (0.001) 0.020 (0.001) 0.167 (0.001) 0.762 (0.001)

WRMF 0.126 (0.001) 0.044 (0.002) 0.020 (0.001) 0.166 (0.002) 0.721 (0.002)
popular 0.128 (0.000) 0.046 (0.001) 0.020 (0.000) 0.168 (0.000) 0.765 (0.001)

Cosine
FEBRi 0.132 (0.000) 0.043 (0.002) 0.021 (0.001) 0.173 (0.001) 0.781 (0.001)
FEBRu 0.134 (0.000) 0.050 (0.001) 0.021 (0.000) 0.175 (0.000) 0.784 (0.001)
FEBRiu 0.129 (0.001) 0.038 (0.004) 0.018 (0.000) 0.170 (0.001) 0.772 (0.018)

KUNN
FEBRi 0.125 (0.000) 0.024 (0.000) 0.015 (0.000) 0.164 (0.000) 0.768 (0.001)
FEBRu 0.134 (0.000) 0.053 (0.001) 0.021 (0.000) 0.175 (0.000) 0.784 (0.001)
FEBRiu 0.129 (0.001) 0.039 (0.004) 0.018 (0.001) 0.169 (0.001) 0.775 (0.006)

SLIM FEBRi 0.142 (0.000) 0.079 (0.001) 0.033 (0.000) 0.187 (0.000) 0.771 (0.001)

BookCrossing

Cosine
item-p 0.112 (0.000) 0.039 (0.001) 0.017 (0.000) 0.162 (0.001) 0.572 (0.004)
user-p 0.124 (0.000) 0.045 (0.001) 0.018 (0.000) 0.179 (0.000) 0.691 (0.003)

SLIM SLIM 0.119 (0.001) 0.050 (0.002) 0.021 (0.000) 0.172 (0.001) 0.589 (0.004)

KUNN
KUNN 0.107 (0.000) 0.014 (0.000) 0.009 (0.000) 0.155 (0.001) 0.598 (0.002)

KUNN-i 0.104 (0.000) 0.013 (0.001) 0.008 (0.000) 0.151 (0.000) 0.572 (0.004)
KUNN-u 0.117 (0.001) 0.030 (0.001) 0.013 (0.000) 0.169 (0.001) 0.680 (0.003)

n/a
BPR 0.113 (0.000) 0.020 (0.001) 0.011 (0.000) 0.164 (0.000) 0.673 (0.000)

WRMF 0.122 (0.001) 0.043 (0.002) 0.018 (0.000) 0.176 (0.001) 0.663 (0.004)
popular 0.114 (0.000) 0.021 (0.001) 0.012 (0.000) 0.166 (0.000) 0.677 (0.001)

Cosine
FEBRi 0.123 (0.000) 0.040 (0.001) 0.019 (0.000) 0.178 (0.000) 0.700 (0.000)
FEBRu 0.124 (0.000) 0.043 (0.001) 0.018 (0.000) 0.180 (0.001) 0.714 (0.001)
FEBRiu 0.123 (0.000) 0.042 (0.002) 0.017 (0.000) 0.177 (0.000) 0.710 (0.005)

KUNN
FEBRi 0.123 (0.000) 0.037 (0.001) 0.018 (0.001) 0.177 (0.001) 0.699 (0.001)
FEBRu 0.123 (0.000) 0.041 (0.001) 0.017 (0.000) 0.177 (0.000) 0.706 (0.003)
FEBRiu 0.121 (0.000) 0.037 (0.001) 0.016 (0.000) 0.175 (0.000) 0.707 (0.003)

SLIM FEBRi 0.128 (0.001) 0.053 (0.003) 0.024 (0.001) 0.185 (0.001) 0.691 (0.000)
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SLIM affinity matrix outperformed all competing algorithms on ADCG, MAP and NDCG

for all datasets. Also, for a given affinity matrix, the FEBR-based methods also significantly

outperformed the corresponding user- and item- methods for the last.fm and BookCrossing

datasets. One notable observation is that item-p achieved the highest REC@10 performance

among all algorithms on the Steam dataset. This might be partly due to the high density of

the feedback matrix, which is well-known to improve nearest-neighbor recommendation

performance. However, item-p did not perform as well as FEBRi-SLIM on MAP and ADCG

which take all test items into account, indicating that overall, FEBRi-SLIM is still superior

in placing test items closer to the top of the ranking.

4.7.5 Experiments on novelty

In the second set of experiments, we evaluate the performance of the various methods

based on the notion of novelty discussed in (Ge et al., 2010). Ge et al. (2010) suggest that the

recommendation of top-selling and popular items may not be very useful to a user, as they

are so talked about that the user is probably aware of them already, and in many cases has

already made a decision whether to consume them or not. Certainly, recommending popular

or trending items has its utility in a recommender system. New or infrequent users may not

be aware of even the globally popular items, and the system can also alert users to newer

items which are popular or trending during a fixed timeframe, which may not necessarily

be globally popular. However, we argue that this should be a supplement to fine-grained

personalized recommendation, rather than the goal in itself.

In order to incorporate this notion of novelty into our evaluation framework, we used

in our test set only items that a user has consumed that do not lie in the 100 most popular

items in the dataset. This ensures that no method that focused too much on recommending
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extremely popular items was able to do well. Formally, let ypop be the ranking over all items

in I in descending order of O+
i , and define the set TopItems = {i ∈ I : rank(i, ypop) ≥

100)}. Then we follow the same protocol as in Section 4.7.4 to generate the three folds,

with the difference being that the test and validation sets are drawn uniformly not from the

set O+
u , but from the set O+

u \ TopItems via rejection sampling.

Table 4.4 shows the experimental results on all datasets. On the Steam and Book-

Crossing datasets, FEBRi-SLIM achieved the best results on ADCG, REC@10, MAP and

NDCG measures. On the last.fm dataset, FEBRi-SLIM achieved the best results on REC@10

and MAP, though FEBRi-Cosine performed better on ADCG, NDCG and ATOP measures.

Overall, the results indicate that the FEBR approach is generally robust to popularity biases

in the data.

4.7.6 Discussion

Our results show that though ADCG performance is generally well-correlated with

REC@10 and MAP performance, there are cases where one method may perform better on

the ADCG metric but worse on the MAP and REC@10 metrics compared to another method.

The reason for this discrepancy is that ADG is a more heavy-tailed loss function than

REC@10 (since only the top 10 items contribute to the score) and MAP (as the contribution

of a single relevant item scales as 1
rank(x)

for MAP, versus 1
log2(rank(x)+2)

for ADCG/NDCG).

Thus, optimizing for ADG may not always be the ideal choice if we are only focused

on performance at the very top of the ranking. Instead, one possible approach is to design a

new UBM loss by modifying the function g(·) in Eq. (4.2) to use a less heavy-tailed discount

function such as 1
rank(i)

, which will be left for future work. Another alternative approach is

the method of Weston et al. (2013), which focuses on ranking some relevant items at the
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Table 4.4: Performance of various recommender methods on Steam, last.fm and
BookCrossing datasets, with top 100 items excluded from the test set. Numbers
in brackets indicate the standard error of the mean, and bold numbers indicate
the methods with the best performance for that dataset. For all datasets, FEBR
performs the best on ADCG, REC@10, MAP, and NDCG metrics.

Dataset Aff. Matrix Method ADCG REC@10 MAP NDCG ATOP

Steam

Cosine
item-p 0.126 (0.000) 0.002 (0.000) 0.028 (0.000) 0.322 (0.000) 0.849 (0.000)
user-p 0.124 (0.000) 0.002 (0.000) 0.027 (0.000) 0.318 (0.000) 0.835 (0.000)

SLIM SLIM 0.131 (0.000) 0.005 (0.000) 0.034 (0.000) 0.335 (0.000) 0.854 (0.000)

KUNN
KUNN 0.124 (0.000) 0.002 (0.000) 0.026 (0.000) 0.319 (0.000) 0.844 (0.000)

KUNN-i 0.124 (0.000) 0.002 (0.000) 0.026 (0.000) 0.319 (0.000) 0.842 (0.000)
KUNN-u 0.123 (0.000) 0.002 (0.000) 0.026 (0.000) 0.318 (0.000) 0.834 (0.000)

n/a
BPR 0.127 (0.000) 0.003 (0.000) 0.029 (0.000) 0.326 (0.001) 0.866 (0.003)

WRMF 0.131 (0.000) 0.001 (0.000) 0.035 (0.000) 0.338 (0.000) 0.834 (0.001)
popular 0.120 (0.000) 0.000 (0.000) 0.022 (0.000) 0.309 (0.000) 0.841 (0.000)

Cosine
FEBRi 0.127 (0.000) 0.003 (0.000) 0.030 (0.000) 0.326 (0.001) 0.867 (0.000)
FEBRu 0.124 (0.000) 0.001 (0.000) 0.026 (0.000) 0.318 (0.001) 0.858 (0.001)
FEBRiu 0.126 (0.000) 0.002 (0.000) 0.028 (0.000) 0.323 (0.001) 0.845 (0.002)

KUNN
FEBRi 0.125 (0.000) 0.002 (0.000) 0.026 (0.000) 0.320 (0.000) 0.859 (0.000)
FEBRu 0.124 (0.000) 0.002 (0.000) 0.026 (0.000) 0.318 (0.000) 0.858 (0.000)
FEBRiu 0.124 (0.000) 0.001 (0.000) 0.026 (0.000) 0.318 (0.000) 0.837 (0.002)

SLIM FEBRi 0.134 (0.000) 0.016 (0.001) 0.036 (0.000) 0.344 (0.000) 0.868 (0.001)

last.fm

Cosine
item-p 0.114 (0.000) 0.024 (0.002) 0.013 (0.000) 0.150 (0.001) 0.713 (0.001)
user-p 0.107 (0.000) 0.015 (0.001) 0.008 (0.000) 0.140 (0.001) 0.684 (0.002)

SLIM SLIM 0.108 (0.000) 0.034 (0.001) 0.014 (0.000) 0.143 (0.001) 0.653 (0.001)

KUNN
KUNN 0.104 (0.000) 0.008 (0.001) 0.006 (0.000) 0.137 (0.001) 0.707 (0.001)

KUNN-i 0.104 (0.001) 0.008 (0.001) 0.006 (0.000) 0.136 (0.001) 0.707 (0.001)
KUNN-u 0.103 (0.000) 0.010 (0.001) 0.007 (0.000) 0.136 (0.001) 0.669 (0.001)

n/a
BPR 0.101 (0.000) 0.005 (0.001) 0.004 (0.000) 0.133 (0.001) 0.711 (0.001)

WRMF 0.113 (0.000) 0.032 (0.002) 0.013 (0.000) 0.149 (0.000) 0.612 (0.002)
popular 0.102 (0.000) 0.000 (0.000) 0.004 (0.000) 0.134 (0.000) 0.719 (0.002)

Cosine
FEBRi 0.117 (0.000) 0.029 (0.002) 0.014 (0.000) 0.154 (0.001) 0.709 (0.001)
FEBRu 0.112 (0.001) 0.018 (0.001) 0.010 (0.000) 0.147 (0.001) 0.736 (0.003)
FEBRiu 0.114 (0.003) 0.024 (0.002) 0.012 (0.001) 0.150 (0.004) 0.703 (0.035)

KUNN
FEBRi 0.112 (0.000) 0.017 (0.001) 0.010 (0.001) 0.147 (0.001) 0.725 (0.002)
FEBRu 0.111 (0.001) 0.015 (0.002) 0.009 (0.000) 0.145 (0.001) 0.734 (0.002)
FEBRiu 0.111 (0.000) 0.013 (0.002) 0.008 (0.000) 0.145 (0.001) 0.722 (0.001)

SLIM FEBRi 0.116 (0.001) 0.034 (0.002) 0.015 (0.001) 0.152 (0.002) 0.725 (0.002)

BookCrossing

Cosine
item-p 0.108 (0.000) 0.032 (0.001) 0.014 (0.000) 0.157 (0.000) 0.555 (0.002)
user-p 0.108 (0.000) 0.020 (0.002) 0.010 (0.000) 0.156 (0.001) 0.606 (0.004)

SLIM SLIM 0.111 (0.000) 0.036 (0.000) 0.015 (0.000) 0.161 (0.000) 0.566 (0.001)

KUNN
KUNN 0.103 (0.000) 0.011 (0.001) 0.007 (0.000) 0.150 (0.000) 0.571 (0.004)

KUNN-i 0.102 (0.000) 0.010 (0.001) 0.007 (0.000) 0.147 (0.000) 0.554 (0.002)
KUNN-u 0.103 (0.000) 0.015 (0.001) 0.007 (0.000) 0.150 (0.001) 0.576 (0.002)

n/a
BPR 0.097 (0.000) 0.000 (0.000) 0.002 (0.000) 0.141 (0.000) 0.628 (0.002)

WRMF 0.112 (0.000) 0.027 (0.001) 0.012 (0.000) 0.161 (0.001) 0.612 (0.003)
popular 0.098 (0.000) 0.000 (0.000) 0.002 (0.000) 0.142 (0.000) 0.633 (0.002)

Cosine
FEBRi 0.113 (0.000) 0.032 (0.000) 0.014 (0.000) 0.164 (0.000) 0.655 (0.001)
FEBRu 0.110 (0.000) 0.019 (0.001) 0.009 (0.000) 0.159 (0.000) 0.666 (0.003)
FEBRiu 0.113 (0.001) 0.027 (0.002) 0.012 (0.000) 0.164 (0.001) 0.665 (0.008)

KUNN
FEBRi 0.112 (0.000) 0.028 (0.002) 0.013 (0.001) 0.162 (0.001) 0.655 (0.002)
FEBRu 0.109 (0.000) 0.018 (0.001) 0.009 (0.000) 0.157 (0.000) 0.659 (0.002)
FEBRiu 0.111 (0.000) 0.021 (0.000) 0.011 (0.000) 0.161 (0.000) 0.663 (0.002)

SLIM FEBRi 0.115 (0.000) 0.036 (0.000) 0.016 (0.000) 0.167 (0.000) 0.650 (0.002)
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very top, at the expense of the performance on all items.

By comparing the results in Table 4.3 with those in Table 4.4, we can also gain some

insight into the extent to which different neighborhood-based predictors are biased towards

globally popular items. Jannach et al. (2013) observed that among various recommendation

methods studied, BPR had the strongest bias towards recommending popular items while

the Item-KNN algorithm was among the least biased. On the last.fm and BookCrossing

datasets, BPR exhibits a far greater drop in REC@10 and MAP performance from Table 4.3

to Table 4.4 (a decrease of at least 80% on both metrics) as compared to item-p, which is

in agreement with (Jannach et al., 2013). However, on the Steam dataset, both BPR and

item-p are affected to a similar degree, which suggests that item-p also exhibits has a strong

bias toward recommending globally popular items on this dataset. This may be due to the

distribution of the feedback in the Steam dataset, rather than the inherent bias in the item-p

method.

We also made the unexpected observation that using both user and item features

(FEBRiu) for did not result in improved performance over both the user-only (FEBRu) and

item-only (FEBRi) methods, as we might expect. In fact, in some cases, it did worse than

both individual feature methods. We observed significant overfitting on the training set

which could not be eliminated by careful tuning of the user- and item- neighborhood sizes

and the regularization parameter λ on a validation set. Further investigation of this issue

will be a topic of future work.

4.8 Conclusion

In this chapter, we proposed a missing data model for implicit feedback and a novel

evaluation measure, the Average Discounted Gain, which allows unbiased estimation with
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respect to our missing data model. Next, we proposed a framework to extract features

directly from the implicit feedback matrix, and showed the connections between our method

and existing state of the art methods. We then derived an efficient optimization algorithm to

optimize a predictor with respect to the ADG. Our experiments show that our feature-based

approach outperforms existing state-of-the-art methods on several real-world datasets both

on a standard test set and on a novelty-based evaluation as well.
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4.A Proofs

Proof of Theorem 4.2

Proof. First note that

NDCGcomp =
1

IDCG(|P+
u |)

∑

i+∈P+
u

1

log2(rank(i+) + 2)
,

then
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E
[
NDCGobs

]
=
|O+

u | · E
[

1
|O+
u |

∑
i∈O+

u

1
log2(rank(i+)+2)

]

IDCG(|O+
u |)

=
|O+

u |
IDCG(|O+

u |)
ADGcomp (from Theorem 1)

=
|O+

u | · IDCG(|P+
u |)

|P+
u | · IDCG(|O+

u |)
NDCGcomp

which is only unbiased when |O+
u | = |P+

u |.

Proof of Theorem 4.3

Proof.

[Aitem]i,∗ · ~u =
∑

j∈I

[
ktrunc(Aitem)

]
i
· ~uj

=
∑

j∈O+
u

[ktrunc(Aitem)]i,j (since ~u is binary)

=
∑

j∈{O+
u ∩KNN(i)}

Aitem
i,j (from the definition of ktrunc )

=
∑

j∈ActiveItems(u,i)

Aitem
i,j

= aggsum

(
ϕitem
u,i

)

Proof of Theorem 4.4

Proof. First, we note that

aggsum(ϕitem
u,i ) =

∑

j∈ActiveItems(u,i)

Aitem
i,j
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by definition. Then,

score(u, i) =
∑

v∈U

∑

j∈I

[
RujRvjRvi · [I (j ∈ KNN(i)) + I (v ∈ KNN(u))]

· 1√
c(u)c(i)c(v)c(j)

]

=
∑

v∈U

∑

j∈I

Ruj ·
RvjRvi√
c(i)c(j)

· I (j ∈ KNN(i)) · 1√
c(u)c(v)

+
∑

v∈U

∑

j∈I

Rvi ·
RujRvj√
c(u)c(v)

· I (v ∈ KNN(u)) · 1√
c(i)c(j)

=
∑

v∈U

∑

j∈KNN(i)

Ruj ·
RvjRvi√
c(i)c(j)

· 1√
c(u)c(v)

+
∑

v∈KNN(u)

∑

j∈I

Rvi ·
RujRvj√
c(u)c(v)

· 1√
c(i)c(j)

=
∑

j∈KNN(i)
Ruj=1

1√
c(u)

∑

v∈U

1√
c(v)

RvjRvi√
c(i)c(j)

+
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j∈I
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· RujRvj√

c(u)c(v)

=
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c(u)
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j∈KNN(i)
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~iTWU~j

‖~i‖‖~j‖
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1√
c(i)
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v∈KNN(u)
Rvi=1

~uTWI~v

‖~u‖‖~v‖

=
1√
c(u)
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~iTWU~j
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+

1√
c(i)
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v∈ActiveUsers(u,i)

~uTWI~v

‖~u‖‖~v‖

=
1√
c(u)

aggsum

(
ϕitem
u,i

)
+

1√
c(i)

aggsum

(
ϕuser
u,i

)
,

when the affinity matrices are defined as in Theorem 4.4. This completes the proof.
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Proof of Theorem 4.5

Proof. Using Eq. (4.9), let us define

α̂k = C(k)− C(k − 1) (4.11)

Then it is clear that {α̂1, α̂2, · · · α̂|I|} satisfy

C(k) =
k∑

i=1

α̂i

Thus, we need to show that

α̂1 > α̂2 · · · > α̂|I| > 0.

or equivalently, that

α̂i > 0, i ∈ {1, 2, · · · |I|} (4.12)

α̂i+1 < α̂i, i ∈ {1, 2, · · · |I| − 1} (4.13)

To prove Eq. (4.12), we note that the derivative of C(x) is strictly negative for all x ≥ 0,

thus C(x) is a strictly increasing function over x ≥ 0 and C(k)− C(k − 1) = α̂k is always

positive.

To prove Eq. (4.13), we first establish that C(x) is a strictly concave function over

the domain x ≥ 0 as the second derivative of C(x) is

− ln 2 · (ln(x+ 2) + 2)

(x+ 2)2 ln3(x+ 2)

which is negative for all x ≥ 0. To show α̂i < α̂i−1, we substitute Eq. (4.11) so that we now
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need to show

C(i+ 1)− C(i) < C(i)− C(i− 1)

or equivalently

C(i+ 1) + C(i− 1) < 2C(i)

As C(x) is concave, we invoke Jensen’s inequality which says that

1

2
· C(i+ 1) +

1

2
· C(i− 1) < C

(
1

2
· (i+ 1 + i− 1)

)

= C(i)

which is exactly the result we require.
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