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Abstract 

Scaling Robot Learning with World Models and Real2Sim 

by 

Alejandro Escontrela Dieguez 

Doctor of Philosophy in Computer Science 

University of California, Berkeley 

Professor Pieter Abbeel, Chair 

This dissertation develops methods that enable embodied agents—legged robots and other 
physical systems—to acquire complex behaviors by exploiting structured priors over motion, 
dynamics, and visual appearance. Across five chapters, the central thesis is that learning 
performant and natural-looking behaviors at scale requires moving beyond brittle hand-
engineered reward functions and ad hoc simulation, and instead grounding learning in priors 
extracted from data—be it short motion-capture clips, trial-and-error rollouts in the real 
world, unlabeled videos, or photorealistic reconstructions of real environments. 

The first chapter introduces Adversarial Motion Priors for quadrupedal hardware, showing 
that complex hand-designed style rewards can be replaced by a style reward learned adver-
sarially from a few seconds of dog motion-capture data. The resulting policies transfer to a 
real Unitree A1 robot and produce naturalistic gait transitions and lower cost of transport. 

The second chapter presents GaussGym, a real-to-sim framework that integrates 3D Gaussian 
Splatting as a drop-in renderer inside vectorized physics simulators. With over 100,000 
simulator steps per second on a single consumer GPU and thousands of photorealistic scenes 
drawn from smartphone scans, large-scale datasets, and generative video models, GaussGym 
makes it possible to train RGB locomotion and navigation policies that transfer zero-shot to 
real hardware and reason about semantic affordances invisible to depth-only sensors. 

The third chapter presents DayDreamer, which applies world models to physical robot learn-
ing. By learning a Recurrent State-Space Model directly from a single robot’s own experience, 
the same algorithm with the same hyperparameters teaches a quadruped to roll over, stand 
up, and walk in one hour, and learns visuomotor pick-and-place and navigation policies on 
three other robots—all without simulators or demonstrations. 

The fourth chapter introduces Video Prediction Rewards (VIPER), which leverages pre-
trained autoregressive video models to score agent behavior. Used as a dense reward signal 
for reinforcement learning, video model log-likelihoods enable expert-level control across 28 
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DeepMind Control, Atari, and RLBench tasks from pixels, and generalize across embodi-
ments without task-specific demonstrations. 

The fifth chapter pivots to the structure of the actor itself. Q-Score Matching (QSM) treats 
the score of a diffusion-model policy as the optimization target and aligns it with the action 
gradient of the learned Q-function. The resulting off-policy algorithm trains expressive, 
multi-modal policies sample-efficiently across continuous-control benchmarks, matching or 
exceeding SAC and TD3 while sidestepping the cost of differentiating through full diffusion 
rollouts. 

Together, these contributions chart a progression from data-driven priors over individual 
motions, to photorealistic simulators that close the visual sim-to-real gap, to world models 
over single-robot experience, to large-scale priors learned from video, and finally to expressive 
policy classes trained directly from rewards. 
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Chapter 1 

Introduction 

Robot learning has entered the mainstream. Quadrupeds patrol construction sites and ware-
houses, bimanual manipulators fold laundry and unload dishwashers, and humanoid plat-
forms from a half-dozen companies are already running structured tasks under public-facing 
demos. Behind each of these systems is a learning pipeline—some mixture of imitation, 
reinforcement learning, and large pretrained models—that converts data into competent be-
havior. The question is no longer whether learning works for robotics, but how to scale 
it. 

Scaling robot learning is not the same problem as scaling language modeling. A frontier 
language model is trained on roughly 1013 tokens of curated web text. The correspond-
ing number for embodied behavior is far smaller. Even the most aggressive teleoperation 
campaigns produce on the order of 104–106 transitions per robot per day, several orders of 
magnitude below what is needed to cover the long tail of physical interaction. Autonomy 
benchmarks make this concrete: Waymo’s California fleet logged about 127 million driver-
less miles to date, while Tesla’s customer fleet has logged 7.4 billion supervised miles—nearly 
two orders of magnitude more data without yet producing fully autonomous behavior. The 
implication is stark: scaling up real-world data collection alone will not be enough. 

If real-world data is the bottleneck, then the levers we can pull are on the simulation, 
modeling, and algorithm sides. This dissertation develops methods along three such levers, 
each addressing an open problem in scaling robot learning: 

• Data quantity and diversity. Most of robot learning’s data deficit can be closed 
by simulation, but only if simulation produces useful data: data that covers the vi-
sual, dynamic, and behavioral distributions a robot will actually encounter. Reward 
engineering and scene construction are the two hand-tuned components that have his-
torically prevented simulation from scaling. Removing both—by learning rewards from 
a few seconds of motion capture, and by reconstructing scenes from phone scans, large 
outdoor datasets, and generative video—turns simulation into a genuine data engine. 

• In-the-wild learning and sample efficiency. Wherever simulation is faithful, large-
scale policy training on simulated data is the right answer. Where it is not—uncommon 
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embodiments, deformable objects, social environments, or simply physics that no one 
has bothered to model—robots must learn directly in the world. Doing so under 
a budget of minutes or hours, not days, demands learners that are sample-efficient 
by construction. World models, which compress experience into a latent dynamics 
predictor that the agent then plans inside of, are the most promising existing approach. 

• General reward functions and expressive policies. The data engine and the 
in-the-wild learner are both bottlenecked by what they optimize for. Hand-coded 
rewards do not generalize across tasks, and unimodal Gaussian policies do not capture 
the multi-modality of physically valid behaviors. Both must be replaced by data-
driven counterparts: rewards extracted from unlabeled internet video, and policies 
parameterized as diffusion models trained directly from rewards. 

1.1 Two complementary tracks 

The works in this dissertation fall along two tracks, which together cover the spectrum from 
data-rich simulation to data-scarce reality: 

Track 1: Simple RL with abundant simulated data. Build simulators whose data is 
diverse and useful enough that vanilla on-policy RL can learn transferable policies. The 
first two technical chapters of this dissertation are on this track. Adversarial Motion 
Priors for Hardware (Chapter 2) removes hand-tuned style rewards by learning them 
adversarially from motion capture, collapsing the thirteen hand-tuned style terms of 
prior locomotion rewards into a single style term and producing the first practical 
recipe for AMP-style training on real quadrupedal hardware. GaussGym (Chapter 3) 
removes hand-built scenes by integrating 3D Gaussian Splatting as a drop-in renderer in-
side a vectorized physics simulator, allowing thousands of photorealistic environments— 
reconstructed from iPhone scans, large outdoor datasets, or generated by Veo—to be 
trained on at over 100,000 simulator steps per second. 

Track 2: Sample-efficient RL on limited real-world data. Build learners that extract 
maximum value from each real interaction, and rewards that scale to tasks beyond the 
reach of motion capture. The next three chapters are on this track. DayDreamer (Chap-
ter 4) shows that the Dreamer world-model algorithm trains a quadruped to roll over, 
stand up, and walk in one hour of real-world experience, and learns visuomotor pick-
and-place and navigation from pixels on three additional robots without simulators or 
demonstrations. VIPER (Chapter 5) leverages a pre-trained video prediction model as a 
dense, action-free reward signal, enabling expert-level control across 28 DMC, Atari, and 
RLBench tasks without programmatic rewards and generalizing across embodiments. 
Q-Score Matching (Chapter 6) trains diffusion-model policies directly from rewards by 
aligning the policy’s score with the action gradient of the learned Q-function, replacing 
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unimodal Gaussian actors with expressive, implicitly multi-modal ones at no additional 
sample cost. 

1.2 Thesis statement 

Robot learning scales when both halves of the loop are data-driven: when scenes, 
rewards, and dynamics models are learned from cheap, abundant sources—phone 
scans, motion capture clips, internet video, and a robot’s own experience—and 
when the underlying learner is sample-efficient and expressive enough to exploit 
that data. Simulation and real-world learning are not competing paradigms but 
two ends of a continuum, and progress on either end accrues to the other. 

1.3 Outline of contributions 

The remainder of this dissertation is organized as follows. Chapter 2 introduces Adversarial 
Motion Priors for quadrupedal hardware and shows that adversarially-learned style rewards 
eliminate the dominant reward-engineering bottleneck for locomotion. Chapter 3 presents 
GaussGym, the real-to-sim photorealistic simulator that enables vision-based locomotion 
policies trained entirely in simulation, taking a first step toward closing the visual sim-to-
real gap. Chapter 4 shifts to in-the-wild learning with DayDreamer, which demonstrates that 
world-model agents train practical real-robot policies within hours of real-world experience, 
without simulators or demonstrations. Chapter 5 introduces VIPER, which uses pre-trained 
video prediction models as rewards for RL and extends data-driven rewards from mocap 
to unlabeled internet video. Chapter 6 introduces Q-Score Matching for training diffusion-
model policies directly from rewards, lifting the expressiveness ceiling of the RL actor. A 
concluding chapter synthesizes the methods into a unified picture of scalable robot learning 
and outlines where the two tracks converge. 

Between chapters, short Looking Ahead interludes connect each work to the next, making 
explicit the gap that the next chapter is designed to close. 
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Chapter 2 

Adversarial Motion Priors Make Good 
Substitutes for Complex Reward 
Functions 

This chapter is based on collaborative work with Xue Bin Peng, Wenhao Yu, Tingnan Zhang, 
Atil Iscen, Ken Goldberg, and Pieter Abbeel (Escontrela et al., 2022a). 

Chapter Summary 

Training a high-dimensional simulated agent with an under-specified reward function often 
leads the agent to learn physically infeasible strategies that are ineffective when deployed 
in the real world. To mitigate these unnatural behaviors, reinforcement learning practi-
tioners often utilize complex reward functions that encourage physically plausible behaviors. 
However, a tedious labor-intensive tuning process is often required to create hand-designed 
rewards which might not easily generalize across platforms and tasks. We propose substitut-
ing complex reward functions with “style rewards” learned from a dataset of motion capture 
demonstrations. A learned style reward can be combined with an arbitrary task reward 
to train policies that perform tasks using naturalistic strategies. These natural strategies 
can also facilitate transfer to the real world. We build upon Adversarial Motion Priors—an 
approach from the computer graphics domain that encodes a style reward from a dataset of 
reference motions—to demonstrate that an adversarial approach to training policies can pro-
duce behaviors that transfer to a real quadrupedal robot without requiring complex reward 
functions. We also demonstrate that an effective style reward can be learned from a few sec-
onds of motion capture data gathered from a German Shepherd and leads to energy-efficient 
locomotion strategies with natural gait transitions. 
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2.1 Introduction 

Developing controllers for high-dimensional continuous control systems such as legged robots 
has long been an area of study. Early work in this field focused on developing approximate 
dynamics models of a system and then using trajectory optimization algorithms to solve for 
the actions that lead an agent to achieving a desired goal (Winkler et al., 2018; Raibert, 
1986; Xie et al., 2020a; Byl and Tedrake, 2009). However, the resulting controllers tend to 
be highly specialized for a particular task, limiting their ability to generalize across more 
diverse tasks or environments. More recently, there has been a surge in algorithms that use 
reinforcement learning (RL) to learn locomotion behaviors (Miki et al., 2022a; Lee et al., 
2020a; Kumar et al., 2021a; Siekmann et al., 2021a; Ji et al., 2022). This approach proved 
highly effective in simulation (Heess et al., 2017), but this success did not translate to the 
real world due to challenges associated with overcoming the simulation to reality gap. 

One of the main challenges inhibiting RL approaches from being more effective in the 
real world is related to the aggressive and overly-energetic behaviors that are often learned 
by RL agents trained using under-specified reward functions. As an example, a legged RL 
agent trained with a reward that encourages forward velocity will often learn a control policy 
that exploits flailing of the limbs or high-impulse contacts, and other inaccurate simulator 
dynamics, to achieve forward movement. Such behaviors are unlikely to be effective when 
transferred to a real robot due to actuator limits and potential damage to the robot. To 
overcome the issues posed by reward under-specification, researchers have investigated task-
specific action spaces (Iscen et al., 2019; Yang et al., 2021), complex style reward formula-
tions (Kumar et al., 2021a; Lee et al., 2020a; Miki et al., 2022b; Siekmann et al., 2021a), and 
curriculum learning (Xie et al., 2020b; Yu et al., 2018). These approaches achieve state-of-
the-art results in locomotion, but defining custom action spaces and hand-designed reward 
functions requires substantial domain knowledge and a delicate tuning process. Additionally, 
these approaches are often platform-specific and do not generalize easily across tasks. 

In the realm of computer graphics, Adversarial Motion Priors (AMP) (Peng et al., 2021b) 
leverage GAN-style training to learn a “style” reward from a reference motion dataset. The 
style reward encourages the agent to produce a trajectory distribution that minimizes the 
Pearson divergence between the reference trajectories and the policy trajectories (Mao et al., 
2017). A simple task-specific reward can then be specified in conjunction with the style 
reward to produce policies that match the style of the dataset while performing the speci-
fied task (Fig. 2.1). Animators have leveraged this flexible approach to animate characters 
that perform complex and highly dynamic tasks while remaining human-like. However, the 
viability of this approach to train policies for the real world has not been studied, even 
though it could provide a promising alternative to the hand-defined complex rewards that 
are prevalent in recent literature (Lee et al., 2020a; Kumar et al., 2021a). In this chapter, 
we substitute complex hand-specified style reward formulations with a motion prior learned 
from a few seconds of German Shepherd motion capture data. We propose the following 
contributions: 
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Figure 2.1: Training with Adversarial Motion Priors encourages the policy to produce behav-
iors which capture the essence of the motion capture dataset while satisfying the auxiliary 
task objective. Only a small amount of motion capture data is required to train the learning 
system (4.5 seconds in our experiments). 
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• We introduce a learning framework that leverages small amounts of motion capture 
data to encode a style reward that—when trained in conjunction with an auxiliary 
task objective—produces policies that can be effectively deployed on a real robot. 

• We study the energy efficiency of agents trained with complex style reward formula-
tions (Rudin et al., 2021a; Miki et al., 2022a; Lee et al., 2020a) and policies trained 
with Adversarial Motion Priors. We find that training policies with motion priors 
results in a lower Cost of Transport, and analyze the benefits of leveraging the energy-
efficient prior provided by the data. We also find that policies trained with motion 
priors produce natural gait transitions which result in more energy-efficient motions 
across different speeds.1 

2.2 Related Work 

Deep Reinforcement Learning for Robot Control 

Recent works in robotics have shown promising results in applying Deep Reinforcement 
Learning (DRL) to a variety of robotic control tasks such as manipulation (Akkaya et al., 
2019; James and Johns, 2016; Levine et al., 2016; Gu et al., 2016), locomotion (Miki et al., 
2022a; Siekmann et al., 2021a; Ji et al., 2022; Lee et al., 2020a), and navigation (Zhu et al., 
2017; Fu et al., 2021). DRL provides an effective paradigm for automatically synthesizing 
control policies for a given objective function, thus avoiding the need for manually designed 
controllers. However, controllers trained using DRL often lead to jerky, unnatural behaviors 
that may maximize the objective function, but may not be suitable for real-robot deploy-
ment (Heess et al., 2017; Ibarz et al., 2018). As a result, manually-designed priors are often 
required to regularize the policy’s behavior. For example, legged locomotion researchers have 
investigated complex reward functions (Miki et al., 2022a; Siekmann et al., 2021a; Lee et al., 
2019a), task-specific action spaces (Iscen et al., 2019; Tan et al., 2018; Iscen et al., 2021; 
Yang et al., 2021), or curriculum learning (Xie et al., 2020b; Yu et al., 2018) to encourage 
robot behavior that is amenable to physical deployment. Despite the compelling results in 
these works, these approaches are often task-specific and require substantial effort to tune 
for each skill of interest. In this chapter, we explore the idea of automatically learning these 
behavioral priors directly from reference motion data. 

Motion Imitation 

Imitating reference motion data provides a general approach for developing controllers for a 
wide range of skills that would otherwise be difficult to manually encode into controllers (Pol-
lard et al., 2002; Grimes et al., 2006; Suleiman et al., 2008; Yamane et al., 2010). These 
techniques often utilize some form of motion tracking, where a controller imitates a desired 

1Videos and the project repository can be found at: https://bit.ly/3hpvbD6 

https://bit.ly/3hpvbD6
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motion by explicitly tracking the sequence of target poses specified by a reference trajec-
tory (Atkeson and Schaal, 1997; Nakaoka et al., 2003; Kim et al., 2009; Koenemann et al., 
2014). In simulated domains, motion tracking combined with reinforcement learning has 
been shown to be highly effective for reproducing a large corpus of complex and dynamic 
motor skills (Peng et al., 2018a; Liu and Hodgins, 2018; Peng et al., 2018c; Lee et al., 2019b). 
While motion tracking can be very effective for imitating individual motion clips, the track-
ing objective tends to constrain a controller to closely follow the reference motion, which can 
limit an agent’s ability to develop more versatile and diverse behaviors as needed to fulfill 
auxiliary task objectives. Furthermore, it can be difficult to apply tracking-based techniques 
to imitate behaviors from diverse motion datasets, often requiring substantial overhead in the 
form of motion planners and task-specific annotation of the motion clips (Chentanez et al., 
2018; Bergamin et al., 2019; Park et al., 2019; Li et al., 2021). In this chapter, we utilize 
a more flexible motion imitation approach based on adversarial imitation learning, which 
allows our system to shape the behavior of an agent using unstructured motion datasets, 
while also affording the agent more flexibility to develop new behaviors as needed to achieve 
task objectives. 

Adversarial Imitation Learning 

Adversarial imitation learning provides a flexible and scalable approach for imitating be-
haviors from diverse demonstration datasets (e.g. reference motions) (Abbeel and Ng, 2004a; 
Ziebart et al., 2008a; Ho and Ermon, 2016). Rather than explicitly tracking individual motion 
clips, adversarial techniques aim to learn policies that match the state/trajectory distribu-
tion of the dataset (Nowozin et al., 2016; Ke et al., 2019), which can provide the agent more 
flexibility in composing and interpolating between behaviors shown in the dataset. This is 
done by training an adversarial discriminator to differentiate between behaviors produced by 
a policy and behaviors depicted in the demonstration data. The discriminator then serves 
as the style reward for training a control policy to imitate the demonstrations. While these 
methods have shown promising results in low-dimensional domains (Ho and Ermon, 2016; Li 
et al., 2017), when applied to high-dimensional continuous control tasks, the quality of the 
results produced by these methods generally falls well behind state-of-the-art tracking-based 
techniques (Merel et al., 2017; Wang et al., 2017). Recently, Peng et al. (Peng et al., 2021b) 
proposed Adversarial Motion Priors (AMP), which combines adversarial imitation learn-
ing with auxiliary tasks objectives, thereby enabling simulated agents to perform high-level 
tasks, while imitating behaviors from large unstructured motion datasets. We will lever-
age this adversarial technique to learn locomotion skills for legged robots. We show that 
the learned motion prior leads to more natural, physically plausible, and energy-efficient 
behaviors, which are then more amenable to transfer from simulation to a real-world robot. 
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2.3 Method 

Background and Problem Formulation 

We model the problem of learning legged locomotion as a Markov Decision Process (MDP): 
(S, A, f, rt, p0, γ), where S is the state space, A is the action space, f(s, a) is the system 
dynamics, rt(s, a, s ′ ) is the reward function, p0 is the initial state distribution, and γ is the 
discount factor. The goal of Reinforcement Learning (RL) is to find the optimal parameters θ 
of a policy πθ : S → A to maximize the expected discounted return J(θ) = Eπθ 

 T−1 
t=0 γ

trt 


. 

In this chapter, we are interested in learning a locomotion controller that is agile and 
controllable. As such, we design a task reward function for encouraging the robot to track 
a command velocity v⃗t = [vx 

t , v
y 
t , ωt] at time t, where vx 

t and vy 
t are the desired forward and 

lateral velocities specified in the base frame, and ωt is a desired global yaw rate. In particular, 
we define the reward function to be: 

r g 
t = w vexp(−∥ˆ⃗v xy 

t − ⃗v xy 
t ∥) + w ωexp(−|ω̂z 

t − ωz 
t |) (2.1) 

where ˆ⃗v xy 
t and ω̂z 

t are the desired linear and angular velocity. The desired base forward 
velocity vx 

t , base lateral velocity vy 
t , and global yaw rate ωt are sampled randomly from 

the ranges (−1 , 2) m
s , (−0.3 , 0.3) m

s , and (−1.57 , 1.57) rad 
s , respectively. Training with 

this reward grants a high degree of controllability over the robot’s movement, and causes 
the resulting controller to exhibit locomotion behaviors at different speeds. However, as we 
will show in our experiments, training with only the task reward rg 

t can lead to undesired 
behaviors such as violent vibrations due to the under-specified nature of the reward. To 
tackle this problem, we will regularize behaviors of the policy using a data-driven motion 
prior acquired through adversarial imitation learning. 

Adversarial Motion Priors as Style Rewards 

In the adversarial imitation learning setting, we consider reward functions that consist of a 
“style” component rs 

t and a task component rg 
t , such that 

rt = wg r g 
t + w s r s 

t . (2.2) 

The style reward rs 
t encourages the agent to produce behaviors that have the same style 

as the behaviors from a reference dataset. Whereas the task reward is specified by the user, 
the style reward is learned from a dataset of reference motion clips. Formally, we define a 
discriminator as a neural network parameterized by ϕ. The discriminator Dϕ is trained to 
predict whether a state transition (s, s ′ ) is a real sample from the dataset or a fake sample 
produced by the agent. We borrow the training objective for the discriminator proposed in 
AMP (Peng et al., 2021b): 
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arg min 
ϕ 

E(s,s ′ )∼D 

 
(Dϕ(s, s 

′ ) − 1) 2 
 

+E(s,s ′ )∼πθ(s,a) 

 
(Dϕ(s, s 

′ ) + 1) 2 
 

+ 
wgp 

2 
E(s,s ′ )∼D 

 
∥∇ϕDϕ(s, s 

′ )∥ 2 
 
, 

(2.3) 

where the first two terms encourage the discriminator to distinguish whether a given input 
state transition is from the reference dataset D or produced by the agent. The least squares 
GAN formulation (LSGAN) used in Eq. 2.3 has been shown to minimize the Pearson χ2 

divergence between the reference data distribution and the distribution of transitions pro-
duced by the agent. The final term in the objective is a gradient penalty, with coefficient 
wgp, which penalizes nonzero gradients on samples from the dataset. The gradient penalty 
mitigates the discriminator’s tendency to assign nonzero gradients on the manifold of real 
data samples, which can cause the generator to overshoot and move off the data manifold. 
The zero-centered gradient penalty has been shown to reduce oscillations in GAN training, 
and improve training stability (Mescheder, 2018). The style reward is then defined by: 

r s 
t (st, st+1) = max[0, 1 − 0.25(D(s, s ′ ) − 1) 2], (2.4) 

where an additional offset and scaling is applied to bound the reward in the range [0, 1]. The 
style reward and the task reward are then combined into the composite reward in Eq. 2.2. 
We optimize the parameters of the policy πθ to maximize the total discounted return of 
Eq. 2.2, and the parameters of the discriminator Dϕ to minimize the objective presented in 
Eq. 2.3. 

The process of training the policy and discriminator is shown in Fig. 2.1. First, the policy 
takes a step in the environment to produce a state transition (s, s ′ ). This state transition 
is fed to the discriminator Dϕ(s, s ′ ) to obtain the style reward rs 

t . The state transition is 
also used to compute the task reward rg 

t . Finally, the combined reward and states from the 
environment and reference motion dataset are used to optimize the policy and discriminator. 

Motion Capture Data Preprocessing 

The raw motion capture data is a time-series of keypoints corresponding to various frames 
in the subject’s motion. In this chapter, we use the German Shepherd motion capture data 
provided by Zhang and Starke et al. (Zhang et al., 2018). The dataset consists of short 
clips of a German Shepherd pacing, trotting, cantering, and turning in place, with a total 
duration of 4.5 seconds. We follow the process described by Peng et al. (Peng et al., 2018a) 
to retarget the German Shepherd motion to the morphology of the A1 quadrupedal robot. 
We use inverse kinematics to obtain the joint angles and compute the end-effector positions 
using forward kinematics. We compute the joint velocities, base linear velocities, and angular 
velocities using finite differences. These quantities define the states in the motion capture 
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dataset D. State transitions are sampled from D to serve as real samples for training the 
discriminator. When training in simulation, we also use reference state initialization (Peng 
et al., 2018a) at the start of each episode to initialize the agent from states randomly sampled 
from D. 

Model Representation 

We parametrize the policy as a shallow MLP with hidden dimensions of size [512, 256, 128] 
and exponential linear unit activation layers. The policy outputs both the mean and standard 
deviation of the output distribution from which target joint angles are sampled. The standard 
deviation is initialized to σi = 0.25. The policy is queried at 30Hz, and the target joint angles 
are fed to PD controllers which compute the motor torques. The policy is conditioned on an 
observation ot derived from the state, which contains the robot’s joint angles, joint velocities, 
orientation, and previous actions. The discriminator is an MLP with hidden layers of size 
[1024, 512] and exponential linear unit activation layers. 

Domain Randomization 

We apply domain randomization to facilitate transfer of learned behaviors from simulation 
to the real world (Tobin et al., 2017). Namely, we randomize the terrain friction, base mass, 
PD controller gains, and perturb the robot’s base velocity by adding a sampled velocity 
vector to the current base velocity at random intervals during training. The randomization 
variables and the range of the uniform distribution from which they are sampled are shown 
in Table 2.1. 

Table 2.1: Randomized simulation parameters. 

Parameter Randomization Range 

Friction [0.35, 1.65] 

Added Base Mass [−1.0, 1.0] kg. 

Velocity Perturbation [−1.3, 1.3] m/s 

Motor Gain Multiplier [0.85, 1.15] 

Training 

We use a distributed PPO (Schulman et al., 2017a) implementation across 5280 simulated 
environments in Isaac Gym (Liang et al., 2018; Rudin et al., 2021a). The policy and dis-
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criminator are trained for ∼4 billion environment steps, constituting approximately 4.2 years 
worth of simulation data gathered over 16 hours on a single Tesla V100 GPU. For each train-
ing iteration, we collect a batch of 126,720 state transitions (s, s ′ ) and optimize the policy 
and discriminator for 5 epochs with minibatches containing 21,120 transitions. We automat-
ically tune the learning rate to maintain a desired KL divergence of KLdesired = 0.01 using 
the adaptive learning rate scheme proposed by Schulman et al. (Schulman et al., 2017a). 

The discriminator is optimized with the supervised learning objective in Eq. 2.3. We use 
the Adam optimizer and a gradient penalty weight of wgp = 10. The style reward and task 
reward weights are ws = 0.65 and wg = 0.35, respectively. 

2.4 Experiments 

In this section we perform quantitative and qualitative analysis of policies trained using 
various style reward formulations. Namely, we compare the complex reward introduced by 
Rudin et al. (Rudin et al., 2021a) (which is similar to the reward formulations used in other 
state-of-the-art systems (Miki et al., 2022a; Lee et al., 2020a; Kumar et al., 2021a)) and our 
approach, which learns a style reward from 4.5 seconds of German Shepherd Motion Capture 
data. We also include an analysis of policies trained with no style reward. Policies trained 
with no style reward are analyzed solely in simulation, as the behaviors exhibited by these 
policies are too violent to deploy on a real robot (Fig. 2.2). We seek to answer the following 
questions: 

Figure 2.2: The policy trained with no style reward learns to exploit inaccurate simulator 
dynamics and violently vibrates the simulated robot’s feet on the ground to move. The high 
motor velocities and torques make it impossible to deploy this control strategy on the real 
robot. 

• Do policies trained with Adversarial Motion Priors achieve similar task performance 
as policies trained with complex style reward formulations? 
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• How energy-efficient are policies trained with the various style reward formulations? 

• What is the qualitative performance of policies trained with Adversarial Motion Priors 
when deployed in the real world? 

Task Completion and Energy Efficiency in Simulation 

First, we train policies for a velocity tracking task (Eq. 2.1), where the goal is for a policy 
to closely track the target velocity specified by the user. Here, we compare the performance 
of policies trained with three reward functions in simulation: no style reward (task reward 
only), the adversarial motion prior style reward in Eq. 2.4, and the complex style reward 
proposed by Rudin et al. (Rudin et al., 2021a). The complex style reward is composed 
of 13 style terms, most of which are designed to penalize behaviors that emerge from an 
under-specified reward function. Each reward component and the associated scaling factors 
are listed in Table 2.3. 

We also estimate the Cost of Transport (COT) for each of these policies. COT is a 
dimensionless quantity commonly used in the field of legged locomotion, as it allows for 
energy-efficiency comparisons of dissimilar robots or controllers. We utilize the COT to 
measure the efficiency of different baselines at different speeds. We define the mechanical 
COT as: Power 

Weight×Velocity = 
 

actuators[τ θ̇]
+/(W ∥v∥), where τ is the joint torque, θ̇ is the motor 

velocity, W is the robot’s weight, and ∥v∥ is the velocity. 
We find that a policy trained using AMP successfully tracks the desired forward velocity 

commands while exhibiting a lower COT than competing baselines (Table 2.2). Meanwhile, 
a policy trained with no style reward learns to move by vibrating its legs at high speeds 
with large torques (Fig. 2.2), producing high-impulse contacts with the ground. While this 
behavior leads to high tracking accuracy, applying such a control strategy to a real robot 
is infeasible due to the violent nature of the resulting motions and risk of damaging the 
robot. As shown in Table 2.2, policies trained with the hand-designed style reward exhibit 
a relatively low COT varying between 1.37 and 1.65. Our method produces a lower COT, 
varying between 0.93 and 1.12 for different target speeds. Meanwhile, a method trained with 
no style reward exhibits an extremely high COT due to the high torques and motor velocities 
that emerge from the jittery behaviors. 

The energy efficiency of policies trained with AMP can likely be attributed to the pol-
icy extracting energy-efficient motion priors from the reference data. Millions of years of 
evolution has endowed dogs with energy-efficient locomotion behaviors. Training with AMP 
enables the policy to extract some of these energy-efficient strategies from the data. Addi-
tionally, animals often perform gait transitions when undergoing large changes in velocity, 
lowering the cost of transport across different speeds (Hoyt and Taylor, 1981). The same 
principle applies to policies trained using AMP. In Fig. 2.3, we see that the robot transitions 
from a pacing motion to a canter motion when the desired velocity jumps from 1 m/s to 
2 m/s. While pacing is the optimal gait at low speeds, entering a canter motion with a flight 
phase is a more energy-efficient option at high speeds. 
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Figure 2.3: Key frames, gait pattern, velocity tracking, and energy-efficiency of the robot 
dog throughout a trajectory. A: Key frames of A1 during a canter motion overlaid on a 
plain background for contrast. B: Gait diagram indicating contact timing and duration 
for each foot in black. Training with Adversarial Motion Priors enables the policy to syn-
thesize behaviors which lead to natural gait transitions at different velocities. C: Plot of 
commanded forward velocities and estimated velocities during the rollout. D: Estimated 
Cost of Transport (COT) during the rollout. While pacing the COT remains constant with 
small oscillations. However, when the robot enters a canter phase the COT exhibits spikes 
corresponding to the robot pushing off its hind legs and troughs corresponding to the flight 
phase where energy consumption is low. This gait transition phenomenon closely relates to 
the behavior of quadrupedal mammals, which modulate their gait according to their speed 
of travel, leading to minimal energy consumption (Hoyt and Taylor, 1981). 
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Table 2.2: Velocity tracking and mechanical efficiency. 

Commanded Forward 
Velocity (m/s) 0.4 0.8 1.2 1.6 

Average 
Measured 
Velocity 
(m/s) 

AMP Reward 0.36 
±0.01 

0.77 
±0.01 

1.11 
±0.01 

1.52 
±0.03 

Complex 
Style Reward 

0.41 
±0.01 

0.88 
±0.02 

1.28 
±0.03 

1.67 
±0.03 

No Style 
Reward 

0.42 
±0.01 

0.82 
±0.01 

1.22 
±0.01 

1.61 
±0.01 

Average 
Mechanical 

Cost of 
Transport 

AMP Reward 1.07 
±0.05 

0.93 
±0.04 

1.02 
±0.05 

1.12 
±0.1 

Complex 
Style Reward 

1.54 
±0.17 

1.37 
±0.12 

1.40 
±0.10 

1.41 
±0.09 

No Style 
Reward 

14.03 
±0.99 

8.00 
±0.44 

6.05 
±0.28 

5.18 
±0.20 

Task Completion in the Real World 

Imitation learning approaches that constrain the policy to explicitly track a specified refer-
ence motion (Peng et al., 2018a) would make it difficult for the policy to produce behaviors 
that deviate significantly from the reference data, even though deviating from the reference 
data may be required to complete the desired task. As shown in Fig. 2.5, a policy trained 
using AMP is able to track the commanded linear and angular velocities, even though the 
4.5 second German Shepherd dataset does not contain motions of the dog moving at these 
particular velocities. This indicates that Adversarial Motion Priors enable the policy to learn 
behaviors that capture the essence of the reference motions while deviating from the dataset 
enough to complete the specified task. Take for example Fig. 2.4: navigating the quadruped 
through a route with sharp turns requires precision in tracking the velocity commands. A 
policy trained with Adversarial Motion Priors can learn to accurately track the velocity com-
mands that guide the robot dog through the course while exhibiting naturalistic locomotion 
strategies. 

Qualitative Performance of Policies in the Real World 

In addition to evaluating the performance of the policies in simulation, we also evaluate the 
effectiveness of the policies when deployed on a real robot. As mentioned in Section 2.4, a 
compelling benefit of training with Adversarial Motion Priors is that the policy can learn to 
extract the energy-efficient motion priors from the data. Part of this energy efficiency stems 
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Figure 2.4: By using Adversarial Motion Priors, the policy can deviate from the reference 
motion data to satisfy the desired velocity commands and navigate carefully through a route 
with sharp turns. 

from the policy learning to change its gait depending on the velocity commands. Figure 2.3 
demonstrates this phenomenon in practice. When the velocity command increases from 
1 m/s to 2 m/s, the policy dramatically alters its gait from a pace to a canter. The pacing 
motion (Fig. 2.6, top) is often used by animals at low speed and involves alternating swing 
and stance phases for the left and right feet. Meanwhile, the canter motion is used by animals 
traveling at high speeds and is composed of an alternating placement of front feet and hind 
feet, followed by a flight phase (Fig. 2.3:A-2). Transitioning to a canter maneuver results in 
a dramatically different COT profile (Fig. 2.3:D). While the pace motion exhibits a fairly 
constant COT, the canter motion produces large spikes in COT corresponding to the lift-off 
phase and relatively low-valued troughs associated with the flight and touch-down phase. 
Also shown in Figure 2.6 (bottom) is the trotting motion that emerges from training with 
AMP rewards. 

2.5 Conclusions 

We demonstrate that learning motion priors using adversarial imitation learning produces 
style rewards that encourage the policy to produce behaviors that are grounded in the 
reference motion dataset. Using this technique, we circumvent the need to define complex 
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Figure 2.5: Comparison of motion prior style reward, hand-designed style reward, and no 
style reward in ability to track a sinusoidal linear and angular velocity command. The policy 
trained with no style reward was evaluated in simulation due to the violent and jittery 
behaviors it exhibited (shown in Fig. 2.2). 

hand-designed style rewards while still enabling transfer to the real world. Additionally, 
we demonstrate that policies trained with Adversarial Motion Priors can deviate from the 
motions in the reference dataset as needed to achieve the specified task objectives. We also 
compare the energy efficiency of policies trained with hand-defined style reward, AMP style 
rewards, and no style reward, and demonstrate that AMP style rewards lead to energy-
efficient locomotion strategies. We argue that this stems from the energy-efficient prior 
provided by motions in the dataset, as well as the policy’s ability to transition between the 
most optimal gaits corresponding to the commanded velocities. 
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Figure 2.6: An agent trained with Adversarial Motion Priors extracts the naturalistic loco-
motion strategies found in the dataset and can change its gait based on the desired velocity. 
Top: when commanded to move at a low forward velocity (0.8 m

s ), the agent selects a pac-
ing gait. Bottom: when the commanded forward velocity increases to (1.7 m

s ), the agent 
switches to a trotting gait. The green low-opacity overlaid images show the previous frame 
for reference. 
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2.6 Complex Reward Formulation Baseline 

Table 2.3: Complex reward formulation baseline. 

Reward Term Definition Scale 

z base linear velocity (v z 
t )

2 -2 

xy base angular velocity ∥ω⃗ xy
t ∥ -0.05 

Non-flat base orientation ∥g⃗ xy
t ∥ -0.01 

Torque penalty ∥τ⃗∥ -1e-5 

DOF acceleration penalty ∥¨ 
θ⃗∥ -2.5e-7 

Penalize action changes ∥a⃗t − ⃗at−1∥ -0.01 

Collision penalty |Ic, body\Ic, foot| -1 

Termination penalty Iterminate -0.5 

DOF lower limits − max(θ⃗ − θ⃗lim, low, 0) -10.0 

DOF upper limits min(θ⃗ − θ⃗lim, high, 0) -10.0 

Torque limits min(|τ⃗ − ⃗τ lims|, 0) -0.0002 

Tracking linear vel exp(−∥ˆ v⃗ xy 
t − ⃗v xy

t ∥) 1.0 

Tracking angular vel exp(−|ˆ ωz
t − ω zt |) 0.5 

Reward long footsteps 
 

feet Iswingtswing 1.0 

Penalize large contact forces ∥ min(⃗ f − f⃗max, 0)∥ -1.0 
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Looking Ahead: From Motion Priors to 
Visual Worlds 

Adversarial Motion Priors removed the dominant bottleneck in reward design for locomotion: 
agents no longer needed a hand-tuned style term to look natural, and the policies transferred 
to a real Unitree A1 without further intervention. What they did not do was free the agent 
from the second hand-tuned component of the pipeline—the simulator itself. AMP-trained 
policies still operated on proprioception over flat or procedural terrain, because that was the 
only kind of world an IsaacGym scene could cheaply represent. The moment one asks the 
same robot to navigate a trail, traverse a staircase from RGB observations, or avoid a region 
of grass that turns out to be mud, the simulator must be replaced along with the reward. 

Vision is the obvious next ingredient. Humans rely on gaze to plan foot placement two 
to three steps ahead in rough terrain (Matthis et al., 2018), and the same information is 
critical for any legged platform that has to choose where to step. Until recently, however, no 
group had trained a fully visual locomotion policy in simulation that transferred zero-shot 
to hardware, simply because no simulator combined the throughput of GPU-parallel physics 
with the visual fidelity of a real scene. Game engines render at thousands of frames per 
second but produce synthetic-looking environments that train policies to overfit to a narrow 
visual distribution; high-fidelity neural renderers produce photorealistic images but are far 
too slow to drive RL. 

The next chapter closes that gap. GaussGym treats real-world visual data—phone scans, 
large outdoor datasets, and generative video models—as the substrate for the simulator 
itself, rendering 3D Gaussian Splat reconstructions inside a vectorized physics engine at over 
100,000 steps per second. The same simple-RL recipe that AMP relied on then extends— 
aided by an auxiliary geometry-reconstruction loss—to visual locomotion across thousands 
of photorealistic scenes. 
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Chapter 3 

GaussGym: An Open-Source 
Real-to-Sim Framework for Learning 
Locomotion from Pixels 

This chapter is based on collaborative work with Justin Kerr, Arthur Allshire, Jonas Frey, 
Rocky Duan, Carmelo Sferrazza, and Pieter Abbeel (Escontrela et al., 2026). 

Chapter Summary 

We present a photorealistic robot simulator that integrates 3D Gaussian Splatting as a drop-
in renderer within vectorized physics simulators such as IsaacGym. This enables unprece-
dented speed—exceeding 100,000 steps per second on consumer GPUs—while maintaining 
high visual fidelity, which we showcase across diverse tasks. We additionally demonstrate its 
applicability in a sim-to-real robotics setting. Beyond depth-based sensing, our results high-
light how rich visual semantics improve navigation and decision-making, such as avoiding un-
desirable regions. We further showcase the ease of incorporating thousands of environments 
from iPhone scans, large-scale scene datasets (e.g., GrandTour, ARKit), and outputs from 
generative video models like Veo, enabling rapid creation of realistic training worlds. This 
chapter bridges high-throughput simulation and high-fidelity perception, advancing scalable 
and generalizable robot learning, and allowing researchers to benchmark their visual loco-
motion algorithms. All code and data are open-sourced for the community to build upon. 
Videos, code, and data are available on the project website: https://gauss-gym.com. 

3.1 Introduction 

For mobile robots to act in unstructured real-world settings, they need to be able to ac-
curately perceive the environment around them (Gervet et al., 2023; Chang et al., 2023). 

https://gauss-gym.com
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Consider a robot that needs to reach target locations within the environment while navigat-
ing obstacles and interacting with man-made objects. Many such obstacles and environment 
affordances are only detectable through visual observations, such as crosswalks, puddles, or 
colored features. 

The dominant paradigm for achieving locomotion on legged robots, sim-to-real (Hwangbo 
et al., 2019) reinforcement learning (RL), faces considerable challenges in fully leveraging 
visual properties of real-world environments. In principle, this approach allows a control 
policy trained in simulation to transfer to a real robot without adaptation, achieving robust 
locomotion. While existing simulators (Makoviychuk et al., 2021a; Todorov et al., 2012; Tao 
et al., 2024; Genesis, 2024) capture physics with sufficient fidelity for transfer, their treatment 
of visual information is often either too slow or too inaccurate, limiting the effectiveness of 
policy learning and transfer. Consequently, most perceptive locomotion frameworks in the 
literature rely on LiDAR or depth inputs (Hoeller et al., 2024), which restrict policies from 
exploiting semantic cues in the environment and narrow the range of tasks that can be 
realistically pursued in simulation. 

With GaussGym, we present an open-source simulation framework that digitizes real-
world and video model–generated environments, and simulates both their physics and photo-
realistic renderings to enable learning locomotion and navigation policies directly from RGB 
pixels. GaussGym builds on advances in 3D reconstruction and differentiable rendering to 
bring diverse input sources into simulation. The system is designed to accept a wide range 
of data, including smartphone scans, fully sensorized SLAM captures, existing 3D datasets, 
hand-held videos, and even outputs from generative video models. GaussGym is highly ef-
ficient, simulating over one hundred thousand environment steps per second across 4,096 
robots at 640 × 480 resolution on a single RTX 4090 GPU. We also consider GaussGym an 
effective benchmark for testing visual locomotion strategies. 

To demonstrate the effectiveness of GaussGym for training visuomotor policies with RL, 
we train locomotion and navigation policies for both humanoid and quadrupedal robots. De-
spite the increased throughput and visual fidelity of GaussGym, training directly from RGB 
remains challenging, as policies must infer geometry from vision rather than rely on provided 
heightmaps or depth images. We address this by incorporating an auxiliary reconstruction 
loss guided by ground-truth mesh data, which significantly improves learning speed and per-
formance. Finally, we show initial zero-shot transfer of visual locomotion policies trained in 
GaussGym to real-world stair climbing, marking a first step toward closing the visual sim-
to-real gap. Beyond this demonstration, GaussGym democratizes access to photorealistic 
simulation and lays the foundation for future research on visual locomotion and navigation. 

We summarize our contributions below: 
1. GaussGym: a fast open-source photorealistic simulator with 5,000 scenes, supporting 

diverse scene creation from manual scans, open-source datasets, and generative video 
models. 

2. We share findings on addressing the visual sim-to-real gap, showing that incorporat-
ing geometry reconstruction as an auxiliary task significantly improves stair-climbing 
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performance. 

3. We demonstrate the semantic reasoning of RGB navigation policies in a goal-reaching 
task, where policies trained on pixels successfully avoid undesired regions that are invis-
ible to depth-only policies. 

3.2 Related Work 

Sim-to-Real RL for Locomotion 

Simulation provides a scalable and cost-effective method for training RL locomotion and nav-
igation policies, avoiding costly hardware data collection and unsafe real-world exploration 
while granting access to privileged information during training. The ideal simulator for de-
veloping these policies comprises several key properties: high throughput, accurate physics, 
and photorealistic rendering. 

While rigid-body-dynamics CPU-based simulators like MuJoCo (Todorov et al., 2012), 
PyBullet (Coumans and Bai, 2016–2021), and RaiSim (Hwangbo et al., 2018) enabled train-
ing and transferring of RL locomotion policies from simulation to the real world (Tan et al., 
2018), the advent of GPU-accelerated simulators has democratized RL training by leverag-
ing consumer-grade hardware for simulation. Platforms such as Isaac Gym (Makoviychuk 
et al., 2021a), Isaac Sim (Makoviychuk et al., 2021b), and others (Tao et al., 2024; Zakka 
et al., 2025; Genesis, 2024) have been instrumental in this progression, supporting the rapid 
development and advances in legged locomotion (Rudin et al., 2021b) and navigation (Lee 
et al., 2024). 

Despite frameworks such as IsaacLab (Makoviychuk et al., 2021b), ManiSkill (Tao et al., 
2024), and Genesis (Genesis, 2024) supporting parallelized hardware-accelerated rendering, 
most locomotion policies deployed in the real world are restricted to geometric (e.g., depth, 
elevation maps) and proprioceptive inputs. This can be explained by the visual-sim-to-real 
gap, lack of diverse assets capturing the real world, and the high throughput required for 
training RL policies. Implicit learned scene representations, such as 3D Gaussian Splatting 
(3DGS) (Kerbl et al., 2023), offer a compelling alternative, directly improving visual fidelity 
and rendering throughput. 

Scene Generation 

Heuristic and handcrafted rules (Rudin et al., 2021b), as well as procedural terrain genera-
tion (Lee et al., 2024), are commonly used to create environments for training locomotion 
and navigation policies. While these heuristic-based rules are effective for defining geometric 
terrains that lead to robust locomotion behaviors, they do not allow for specifying a mean-
ingful visual appearance of the scene. Achieving realistic visuals requires composing scenes 
from textured assets. Some works have attempted to import assets to be used for learning 
locomotion directly from video using SfM methods, however they do it without re-rendering 
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the scene in RGB (Allshire et al., 2025). Asset libraries for realistic scene simulation are 
available through platforms like ReplicaCAD (Szot et al., 2021), LeVerb (Xue et al., 2025), 
and AI2-THOR (Kolve et al., 2017) (including iTHOR and RoboTHOR) or can be generated 
procedurally (Deitke et al., 2022). Alternatively, realistic scenes can be captured using spe-
cialized 3D scanners (Chang et al., 2017; Xia et al., 2018) and then further integrated into 
simulation frameworks like Habitat (Ramakrishnan et al., 2021). However, most rendering 
pipelines rely on textured-mesh assets, which often result in lower visual fidelity. 

Our approach builds on NeRF2Real (Byravan et al., 2023), which improves visual fidelity 
by capturing scenes with a Neural Radiance Field (NeRF), followed by mesh extraction 
and manual post-processing to train a locomotion policy. However, it is computationally 
expensive due to slow ray-tracing and lacks vectorization support. Zhu et al. (2025); Xie 
et al. (2024); Chhablani et al. (2025) construct 3D Gaussians of multiple environments and 
train a visual high-level navigation policy. Several works in robotic manipulation (Torne 
et al., 2024; Chen et al., 2024b) adopt similar strategies, using 3DGS to create articulated 
scenes or train models to predict an object’s Unified Robot Description Format (URDF), 
including its actuation, from a single image (Chen et al., 2024b). LucidSim (Yu et al., 2024) 
makes two key contributions: first, it employs a ControlNet diffusion model to generate vi-
sual training data from depth maps and semantic masks; second, it introduces a real-to-sim 
framework by training 3DGS and manually aligning reference frames with meshes created 
using Polycam for a select set of test scenes. Today’s state-of-the-art world and video models 
trained on internet-scale video data demonstrate unprecedented levels of controllable video 
generation (DeepMind, 2025; Bruce et al., 2024; Google DeepMind, 2025; Wan et al., 2025) 
and can synthesize multiple seconds of photorealistic, multi-view-consistent video. Although 
their slow inference speed renders them impractical as direct simulators, these models cre-
ate opportunities to rethink scalable 3D asset and environment creation from simple text 
prompts. A comparison of simulators can be found in Table 3.1. 

Method GaussGym LucidSim LeVerb IsaacLab 

Photorealistic ✓ ✓ ✗ ✗

Temporally 
consistent ✓ ✗ ✓ ✓

FPS (vectorized) 100,000† Single env only Not reported 800‡ 

FPS (per env) 25 3 Not reported 1 
Renderer 3D Gaussian Splatting ControlNet Raytracing Raytracing 

Scene Creation 
Smartphone scans, 

Pre-existing datasets, 
Video model outputs 

Hand-designed 
scenes 

Hand-designed 
scenes 

Randomization 
over primitives 

Table 3.1: Comparison of GaussGym to different simulators : GaussGym and IsaacLab were 
configured to render at 640×480, LucidSim configured to render at 1280×768. †: Vectorized 
across 4096 envs on RTX 4090. ‡: Vectorized across 768 envs on RTX 4090. 
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Radiance Fields in Robotics 

Neural Radiance Fields (NeRFs) (Mildenhall et al., 2020) are an attractive representation for 
high quality scene reconstruction from posed images, with an abundance of recent work on 
visual quality (Adamkiewicz et al., 2022; Barron et al., 2021, 2022; Ma et al., 2022; Huang 
et al., 2022; Sabour et al., 2023; Philip and Deschaintre, 2023), large-scale scenes (Tancik 
et al., 2023; Wang et al., 2023; Barron et al., 2023), optimization speed (Müller et al., 2022; 
Chen et al., 2022; Fridovich-Keil et al., 2023; Yu et al., 2021a), dynamic scenes (Park et al., 
2021; Li et al., 2023; Pumarola et al., 2020), and more. They have shown promise in robot 
manipulation, beginning with leveraging NeRF as a high-quality visual reconstruction for 
grasping (Kerr et al., 2022; Ichnowski* et al., 2020) and more recently by leveraging its ability 
to embed higher dimensional features for language-guided manipulation (Rashid et al., 2023; 
Shen et al., 2023). A core limitation of neural fields is their slow training speed, which 3D 
Gaussian Splatting (3DGS) mitigates (Kerbl et al., 2023) by representing radiance fields 
as a collection of oriented 3D gaussians which can be differentiably rasterized quickly on 
modern GPU hardware. Many works transfer high-dimensional feature fields to 3DGS for 
rapid training and rendering, as well as language-guided robot grasping, persistent Gaussian 
representations for manipulation, and visual imitation (Zheng et al., 2024; Qin et al., 2023; 
Qiu et al., 2024; Yu et al., 2025a,c; Kerr et al., 2024; Yu et al., 2025b). 

Radiance Fields have also shown promise as large-scale scene representations for nav-
igation as a differentiable collision representation (Adamkiewicz et al., 2022), as a visual 
simulator for learning drone flight or autonomous driving from RGB pixels (Khan et al., 
2024; Chen et al., 2025), or as a scene representation to train locomotion affordance models 
with view augmentation (Escontrela et al., 2025). GaussGym draws inspiration from these 
results, but integrates high-fidelity environment visual simulation with contact physics from 
IsaacGym to enable locomotion. The most related prior work is LucidSim (Yu et al., 2024), 
which develops a similar splat-integrated simulator for evaluating locomotion policies. Gauss-
Gym takes a similar real-to-sim approach, but implements a framework which easily scales 
to thousands of scanned scenes, integrates tightly with massively parallel physics simulation, 
and presents a flexible framework for future research to build on. 

3.3 GaussGym 

Figure 3.1 illustrates the overall GaussGym pipeline. Data can originate from posed datasets, 
casual smartphone scans, or even raw RGB sequences from video generation models. All 
inputs are standardized via the Visual Geometry Grounded Transformer (VGGT) (Wang 
et al., 2025), which estimates camera intrinsics, extrinsics, dense point clouds, and normals. 
These intermediate representations are then passed to a neural surface reconstruction module 
to generate meshes, while Gaussian splats are initialized directly from VGGT point clouds 
to provide accurate geometry and rapid convergence. The resulting assets are automatically 
aligned in a shared global frame. During simulation, Gaussian Splatting is used as a drop-in 



26 

renderer, producing photorealistic visuals at scale while remaining fully synchronized with 
physics for collision handling. This design allows GaussGym to combine diverse real-world 
and synthetic data sources with high-speed rendering for large-scale robot learning. Example 
scenes from various sources are visualized in Figure 3.2 and Figure 3.3. 

VGGT 

Images, Extrinsics, Intrinsics, Point Clouds, Normals 

   gsplat  

Gaussian Splatting 

Neural Surface  

Reconstruction 

Pre-existing datasets 

RGB, Intrinsics, Extrinsics 

ARKitScenes 

ANYmal 
GrandTour 

Smartphone scans 

RGB, Intrinsics 

GaussGym 
renders 
@100K step/s 
(4096 envs) 

Visuals 

Collisions IsaacGym 
Physics 

Video model outputs 

RGB 

Veo 

Figure 3.1: Data collection overview : GaussGym ingests data from various data sources and 
processes them with VGGT (Wang et al., 2025) to obtain extrinsics, intrinsics, and point 
clouds with normals. The former two data products are used to train 3D Gaussian Splats 
for rendering, while the latter two are used to estimate the scene collision mesh. 

Data Collection and Processing 

GaussGym is designed to flexibly ingest data from a wide range of sources. These include 
posed datasets such as ARKitScenes (Baruch et al., 2021) and GrandTour (Frey et al., 2025), 
smartphone captures with intrinsic calibration, and even unposed RGB sequences generated 
by modern video models such as Veo (Google DeepMind, 2025). 

All data are formatted into a common gravity-aligned reference frame before process-
ing. We use VGGT to extract camera intrinsics, extrinsics, and dense scene representa-
tions including point clouds and surface normals. From these outputs, a Neural Kernel 
Surface Reconstruction (NKSR) (Huang et al., 2023) is used to produce high-quality meshes, 
while Gaussian splats are initialized directly from VGGT point clouds. Point-cloud initial-
ization of Gaussian splats greatly improves geometric fidelity and accelerates convergence. 
Our approach achieves precise visual-geometric alignment, extending LucidSim’s real-to-sim 
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Figure 3.2: GaussGym constructs photorealistic worlds from various data sources and renders 
them in a vectorized physics engine, achieving high visual fidelity and throughput. 

pipeline (Yu et al., 2024), which is limited to smartphone scans, requires manual registration 
of the mesh and 3DGS, and does not provide vectorized rendering. 

3D Gaussian Splatting as a Drop-in Renderer 

Once reconstructed, Gaussian splats are rasterized in parallel across simulated environments. 
Unlike traditional raytracing or rasterization pipelines (Xue et al., 2025; Makoviychuk et al., 
2021a), splatting provides photorealistic rendering with minimal overhead and is highly 
amenable to vectorized execution. We batch-render splats across environments using multi-
threaded PyTorch kernels, ensuring efficient GPU utilization and distributed training. Exam-
ple RGB and depth renders for indoor and generative model scenes are shown in Figure 3.4 
and Figure 3.5. 

Optimizations for High-Throughput and Realism 

To maximize efficiency, we decouple rendering from the proprioceptive control rate and 
simulation frequency: instead of rendering at the control frequency, we render at the camera’s 
true frame rate, which is normally slower than the control frequency. This yields additional 
speed-ups while preserving high-fidelity visual input for the policy. To further reduce the 
Sim2Real gap, we introduce a simple but novel method to simulate motion blur: rendering 
a small set of frames offset along the camera’s velocity direction and alpha-blending them 
into a single image, which produces realistic blur artifacts that improve visual fidelity and 
robustness in transfer. This is especially noticeable in scenes with sudden jolts, such as 
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Figure 3.3: Velocity-tracking policies trained directly from pixels in GaussGym: Photoreal-
istic environments provide diverse training scenes, enabling policies to follow commanded 
velocities from RGB input. GaussGym supports large-scale training with synchronized RGB 
and depth at over 100K steps 

s across 4,096 parallel environments on an RTX 4090 rendering 
at 640 × 480. 
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Figure 3.4: Rendering RGB and Depth: Since depth is a by-product of the Gaussian Splatting 
rasterization process, GaussGym also renders depth without increasing rendering time. 

Prompt: Walking along a 
fairy make-believe world … 

Veo 

GaussGym 

Prompt: Fly through of a 
Blade Runner-esque street… 

Figure 3.5: GaussGym ingests a variety of datasets—including video model outputs—to 
produce photorealistic training environments for robot learning. 
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climbing stairs or high-speed movements. Example motion blur sequences are shown in 
Appendix Figure 3.10. 

In practice, a single GPU can render up to 4,096 environments across 128 unique scenes at 
100,000 simulator steps per second wall clock time, where the control and camera update rates 
in simulator time are 50 Hz and 10 Hz, respectively (on an RTX 4090). Scaling is near-linear 
across multiple GPUs, enabling distributed training on thousands of diverse, photorealistic 
scenes simultaneously. This throughput makes it possible to train vision-based locomotion 
policies with a level of scene diversity and realism previously unattainable in high-speed 
simulators. 

3.4 Results 

Training Environments Beyond Reality 

GaussGym integrates data from smartphone scans and open-source datasets, but its standout 
capability is generating entirely new worlds from video models. This enables the creation 
of environments that are difficult or impossible to capture in the real world, such as caves, 
disaster zones, or even extraterrestrial terrains (Fig. 3.5). The key enablers are the strong 
multi-view consistency of Veo and the robust camera estimation and dense point cloud 
generation of VGGT. Additional scenes and videos are available on our webpage. 

Visual Locomotion and Navigation 

To evaluate the benefits of photorealistic rendering in GaussGym, we focus on the task of 
visual stair climbing and visual navigation in diverse visually complex terrains. We specifi-
cally choose to use an asymmetric actor-critic framework to learn from visual input, rather 
than relying on student-teacher distillation (Miki et al., 2022a). Thus, we learn policies end-
to-end in a single stage, forgoing the need for multi-stage training pipelines (Hoeller et al., 
2024). Rewards and policy training details can be found in Section 3.8. Camera latency can 
be large in the real world, so per-sensor latency randomization is used to improve Sim2Real 
(Appendix Table 3.8). 

Neural Architecture 

At the core of our framework is a recurrent encoder that fuses visual and proprioceptive 
streams over time. At each timestep, proprioceptive measurements are concatenated with 
DinoV2 (Oquab et al., 2023) embeddings extracted from the raw RGB frame. These com-
bined features are passed through an LSTM, producing a compact latent representation that 
captures both temporal dynamics and visual semantics. The choice of LSTM is motivated by 
the need for fast inference speed on the robot, thereby limiting the use of vanilla transformer 
architectures. 
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Two task-specific heads operate on this representation: Voxel prediction head: The latent 
vector is unflattened into a coarse 3D grid and processed by a 3D transposed convolutional 
network. Successive transposed convolution layers upscale this grid into a dense volumetric 
prediction of occupancy and terrain heights. In doing so, the shared latent representation has 
to capture the geometry of the scene. Visualized predictions are shown in Figure 3.6. Policy 
head: In parallel, a second LSTM consumes the latent representation together with its recur-
rent hidden state, and outputs the parameters of a Gaussian distribution over joint position 
offset actions. Additional training details, including observation spaces, scene configurations, 
and rewards, are provided in Section 3.8. 

Visual Locomotion Results 

While the task of stair climbing can be solved purely through geometric or blind locomo-
tion (Miki et al., 2022a), it provides a valuable context for studying the behavior learned by 
our visual policy when approaching stairs. Our policy, trained on the Unitree A1 using RGB 
image inputs, learns to precisely place its feet on stairs and adapt its gait to avoid colliding 
with stair risers within the simulation, as illustrated in Figure 3.7a and Appendix Figure 3.11, 
thereby allowing the policy to robustly match commanded velocities across terrains. As a 
proof of concept, we successfully transfer this policy to the real world without additional 
fine-tuning (see Figure 3.7b). The policy and vision encoder are run as separate ROS nodes 
onboard the A1’s Jetson TX2, with actions queried at 50 Hz and image latents queried 
at 15 Hz. Similarly, our policy, trained in simulation with a head-mounted camera on the 
Booster T1, learns to successfully navigate slopes. 

Visual Navigation Results 

The visual navigation tasks consist of a sparse goal tracking task in which the agent must 
navigate around obstacles to reach distant waypoints. To test the trained agent, we created 
an obstacle-field experiment (Figure 3.8). In this scenario a sparse goal was placed behind 
clutter, and a penalty region was introduced via a yellow patch on the floor. When the agent 
enters the penalty region it receives a negative reward signal during training. The RGB 
policy successfully avoided the patch, while the depth-only policy failed, demonstrating that 
RGB conveys rich semantic cues beyond geometric depth, enabling policies to reason about 
environmental semantics. Crucially, these results highlight the importance of using RGB 
input over depth-only sensing. 

We furthermore performed a large-scale ablation of multiple design parameters. We 
tested our robots in 4 simulation scenarios (flat, steep, and short and tall stairs), as shown 
in Table 3.2. In summary, not regressing on the voxel grid or not using a pre-trained 
DINO encoder reduces performance. Furthermore, training on a large number of scenes 
provides significant improvement in performance compared to using 10 % or 50 % of the 
scenes, highlighting the relevance of the seamless infrastructure to train across multiple 
scenes in GaussGym. 
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Figure 3.6: Architecture for Visual Locomotion: An LSTM encoder fuses proprioception 
with DinoV2 RGB features. Outputs feed into a 3D transpose conv head for occupancy and 
terrain prediction, and a policy LSTM that outputs Gaussian action distributions. 
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(a) RGB policy pre-trained in GaussGym. (b) Zero-shot deployment to real. 

Figure 3.7: Sim-to-real : GaussGym worlds enable training vision policies that transfer to 
real without fine-tuning. 
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Figure 3.8: Semantic reasoning from RGB : In the sparse goal tracking task, the robot must 
cross an obstacle field where a yellow floor patch incurs penalties. The RGB-trained policy 
(green) perceives and avoids the patch, while the depth-only policy (purple) cannot detect 
it and walks through. This highlights how RGB provides semantic cues beyond geometric 
depth. 
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Vision Blind 
Vision 

w/o voxel 
Vision 

w/o DINO 
Vision 
1 
10 scenes

Vision 
1
2 scenes 

Scenario A1 T1 A1 T1 A1 T1 A1 T1 A1 T1 A1 T1 

Flat 100.0 100.0 98.1 97.2 100.0 98.3 100 96.7 94.3 99.2 99.0 99.2 
Steep 99.3 97.1 89.4 87.6 91.9 87.0 95.6 91.5 88.1 88.3 95.5 94.1 
Stairs (short) 98.7 97.4 80.8 72.3 85.2 82.7 92.3 87.5 79.7 74.8 86.3 84.9 
Stairs (tall) 94.4 92.5 74.0 60.5 80.8 76.3 88.3 82.8 67.3 58.2 83.9 75.2 

Table 3.2: Results for the goal tracking task. Each method has two subcolumns for robots 
A1 and T1. Bold numbers indicate the best performance per scenario. 

3.5 Limitations 

Visual sim-to-real transfer remains a difficult and largely unsolved problem, and GaussGym 
offers a promising platform for developing algorithms to narrow this gap. In simulation, 
our vision-based policies learned to avoid high-cost regions and achieved precise foothold 
placement. Yet, further experiments are required to assess generalization across a broader 
set of tasks. For example, our walking policy was not evaluated on staircases unseen during 
training, and we observed a decline in the precise foot placement seen in simulation when 
transferring to real-world scenarios. Transferring visual policies to real hardware introduces 
additional challenges, including physical delays (e.g., image latency) and the reliance on ego-
centric observations. In contrast, geometry-based methods that leverage elevation maps and 
high-frequency state estimation (e.g., 400 Hz) substantially simplify the locomotion problem. 

For tasks where visual information is critical—such as adhering to social norms (e.g., 
walking on a sidewalk or crosswalk)—GaussGym currently lacks automated mechanisms for 
generating cost or reward functions. Foundational language models could help shape agent 
behavior by defining these functions, but in this chapter we relied on hand-crafted cost terms. 

Assets in GaussGym are initialized with uniform physical parameters (e.g., friction), 
which prevents accurate simulation of surfaces like ice, mud, or sand—limiting the connection 
between “how something looks and how it feels” (Chen et al., 2024a). Additionally, adding 
support for other popular simulation backends such as IsaacSim (Makoviychuk et al., 2021b) 
and MuJoCo (Todorov et al., 2012) is under ongoing development. 

Although GaussGym builds on state-of-the-art vision models, it inherits their limitations. 
For example, Veo’s outputs can be inconsistent, requiring re-prompting, and offer limited 
camera control. Future integration of more controllable and temporally consistent models, 
such as Genie 3 (DeepMind, 2025), presents a clear path to improvement. Additionally, a de-
tailed analysis of how video-model-generated scenes impact policy generalization is required. 
Finally, our methods for generating worlds from video models cannot yet handle dynamic 
scenes or simulate fluids and deformable assets beyond the simple rigid-body physics provided 
by IsaacGym. 
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3.6 Conclusion 

We present GaussGym, a fast, open-source photorealistic simulator for training visual locomo-
tion and navigation policies directly from RGB. GaussGym supports scenes from real-world 
robot deployments, smartphone scans, video-generation models, and existing datasets. Poli-
cies trained in GaussGym exhibit vision-perceptive behavior in simulation and show partial 
transfer to real-world scenarios. With GaussGym, we provide an open baseline for training 
visual navigation and locomotion policies to benefit the research community. Just as earlier 
generations of massively parallel, GPU-based physics simulators democratized geometric lo-
comotion learning, we expect GaussGym to accelerate progress and spur new advances in 
vision-based locomotion and navigation. 
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3.7 Appendix: Additional Scenes and Motion Blur 
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Figure 3.9: Large photorealistic worlds : GaussGym incorporates open-source datasets, such 
as GrandTour (Frey et al., 2025), which contains high quality scans of large areas. Shown 
above is a 20 m2 GaussGym scene derived from GrandTour, including the mesh and robot 
POV renders. 
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RGB RGB 

With Motion Blur Without Motion Blur 

Figure 3.10: GaussGym proposes a simple yet novel method to simulate motion blur. Given 
the shutter speed and camera velocity vector, GaussGym alpha-blends various frames along 
the direction of motion. The effect is pronounced in jerky motions, for example when the 
foot comes into contact with stairs. 
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3.8 Appendix: Policy Learning 

Figure 3.11: A1 foot swing trajectory : Foot trajectories for the visual locomotion policy in 
sim. The A1 learns to correctly place its front (red) and hind (blue) feet without stumbling 
on the stair edge. When approaching the stairs, A1 leads with the front foot, taking a large 
step to land securely in the middle of the second step, indicating that safe footholds can be 
directly inferred from vision. 

Reward Expression Weight 

Ang Vel XY ∥ω∥2 -0.2 
Orientation ∥α∥2 -0.5 
Action Rate ∥q∗ 

t − q∗ 
t−1 ∥2 -1.0 

Pose Deviation ∥qt − q̂∥2 -0.5 
Feet Distance (fleft,xy − fright,xy) < 0.1 -10.0 
Feet Phase 1f,contact × ϕ ≤ 0.25 5.0 
Stumble ∥Ff,xy∥ ≥ 2∥Ff,z∥ -3.0 

Table 3.3: General reward terms used for all tasks, their mathematical expressions, and 
associated weights used in training locomotion policies. ω is the angular velocity, α is the 
angle between the global up vector and the policy up vector, q ∗ is the commanded action, q 
is the current joint angle, f is the foot position, 1f,contact is the contact indicator function, ϕ 
is the current gait phase and F is the foot contact force. 
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Reward Expression Weight 

Linear Velocity Tracking exp(−∥vxy − v∗ 
xy ∥2/0.25) 1.0 

Angular Velocity Tracking exp(−∥ωz − ω ∗ 
z ∥2/0.25) 0.5 

Table 3.4: Rewards used for the velocity tracking task. v and v ∗ are the current and desired 
base velocities. ω and ω∗ are the current and desired yaw rates. 

Reward Expression Weight 

Position tracking 1t<1(1 − 0.5∥rxy − r∗ 
xy∥) 10.0 

Yaw tracking 1t<1(1 − 0.5∥ψ − ψ ∗ ∥) 10.0 

Table 3.5: Rewards used for the goal tracking task. We base our rewards on (Hoeller et al., 
2024). t is the remaining time to reach the goal. r and r ∗ are the current and desired base 
positions. ψ and ψ∗ are the current and desired base yaws. 

Observation 

Base Ang Vel ωb 

Projected Gravity Angle α 
Joint Positions q 
Joint Velocities q̇
Swing phase ϕ 

Image I ∈ (640 × 480) 

Table 3.6: Observations used across all tasks. 
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Value Range 

Camera update rate [8,20] Hz 
Focal length [290, 310] 
Local camera position [-0.02, 0.02] cm 
Local camera orientation (degrees RPY) [-1, 1] deg. 
Base COM (XYZ) [-10, 10] cm 
Base Mass [80, 120] % 
Link COM [-2, 2] cm 
Motor strength [90, 110] % 
Joint stiffness [90, 110] % 
Joint damping [90, 110] % 
Friction [0.3, 2.0] 
Compliance [0.5, 1.5] 
Restitution [0.1, 0.9] 
Kick interval [2.0, 5.0] s. 
Kick velocity delta [-1.5, 1.5] m/s 

Table 3.7: Domain randomization values. 

Observation Range 

Base Ang Vel ωb [0, 40] ms. 
Projected Gravity Angle α [0, 40] ms. 
Joint Positions q [0, 40] ms. 
Joint Velocities ˙ q [0, 40] ms. 
Swing phase ϕ [0, 0] ms. 
Image I ∈ (640 × 480) [30, 200] ms. 

Table 3.8: Latency randomization values. 

3.9 Appendix: Hierarchical Comparison 

Here we compare the end-to-end policy and training architecture used in GaussGym to 
the hierarchical approach used in VR-Robo (Zhu et al., 2025). VR-Robo trains a high-
level navigation controller which receives visual and proprioceptive information and outputs 
velocity commands. It also trains a low level controller which receives velocity commands 
and actuates the legged robot’s motors to satisfy the high level command. Overall, we find 
that the GaussGym policy architecture / training approach performs significantly better; 
specifically in low data regimes. We hypothesize that this may be due to the high-level 
controller overfitting. 
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Vision 
Vision 
1 
10 scenes

Vision 
1
2 scenes

Scenario end-to-end hierarchical end-to-end hierarchical end-to-end hierarchical 

Flat 100.0 100.0 94.3 86.5 99.0 95.7 
Steep 99.3 98.1 88.1 75.7 95.5 82.4 
Stairs (short) 98.7 98.0 79.7 54.7 86.3 75.5 
Stairs (tall) 94.4 87.8 67.3 50.6 83.9 63.1 

Table 3.9: Results for the goal tracking task. Each method has two subcolumns for end-
to-end and hierarchical (VR-Robo style) controllers. 
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Looking Ahead: From Simulation to the 
Real World 

Together, AMP and GaussGym constitute the first track of this dissertation: lots of simulated 
data fed through a simple on-policy RL algorithm. The recipe is potent wherever simulation 
is faithful—legged locomotion over reconstructed terrain, visual navigation through indoor 
scenes, and a growing list of tasks that can be photorealistically captured and rigidly modeled. 

It nonetheless has two structural limits. The first is a data limit on the simulator side: 
even with photorealistic rendering, no simulator captures deformable contact, fluid dynamics, 
social behavior, or the long tail of physical anomalies that the world produces for free. 
The second is an algorithmic limit on the learner side: PPO-style on-policy RL consumes 
hundreds of millions of transitions to converge on a single skill. In simulation that cost is 
acceptable because transitions are nearly free; in the real world it is fatal. A robot allowed 
only a few hours of physical experience must extract far more learning signal per sample 
than vanilla on-policy RL allows. 

The natural response is to attack the second limit with world models : learners that 
compress experience into a latent dynamics predictor and then plan imagined rollouts inside 
the model rather than the world. World models are among the most sample-efficient classes 
of deep RL algorithms, and they convert the problem of data scarcity into the problem of 
predictive modeling—something the field has independently made enormous progress on over 
the past several years. 

The next chapter, DayDreamer, applies Dreamer’s Recurrent State-Space Model to four 
physical robots without using a simulator at any point in the pipeline. A quadruped learns 
to roll over, stand up, and walk in one hour; two manipulators learn visuomotor pick-and-
place from pixels and sparse rewards; a wheeled robot learns to navigate from a single RGB 
camera. These are the results that put Track 2 on the map. 
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Chapter 4 

DayDreamer: World Models for Physical 
Robot Learning 

This chapter is based on collaborative work with Philipp Wu, Danijar Hafner, Ken Goldberg, 
and Pieter Abbeel (Wu et al., 2023). 

Chapter Summary 

To solve tasks in complex environments, robots need to learn from experience. Deep rein-
forcement learning is a common approach to robot learning but requires a large amount of 
trial and error to learn, limiting its deployment in the physical world. As a consequence, 
many advances in robot learning rely on simulators. On the other hand, learning inside 
of simulators fails to capture the complexity of the real world, is prone to simulator inac-
curacies, and the resulting behaviors do not adapt to changes in the world. The Dreamer 
algorithm has recently shown great promise for learning from small amounts of interaction 
by planning within a learned world model, outperforming pure reinforcement learning in 
video games. Learning a world model to predict the outcomes of potential actions enables 
planning in imagination, reducing the amount of trial and error needed in the real environ-
ment. However, it is unknown whether Dreamer can facilitate faster learning on physical 
robots. In this chapter, we apply Dreamer to 4 robots to learn online and directly in the 
real world, without any simulators. Dreamer trains a quadruped robot to roll off its back, 
stand up, and walk from scratch and without resets in only 1 hour. We then push the robot 
and find that Dreamer adapts within 10 minutes to withstand perturbations or quickly roll 
over and stand back up. On two different robotic arms, Dreamer learns to pick and place 
objects from camera images and sparse rewards, approaching human-level teleoperation per-
formance. On a wheeled robot, Dreamer learns to navigate to a goal position purely from 
camera images, automatically resolving ambiguity about the robot orientation. Using the 
same hyperparameters across all experiments, we find that Dreamer is capable of online 
learning in the real world, which establishes a strong baseline. We release our infrastructure 
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for future applications of world models to robot learning. Videos are available on the project 
website: https://danijar.com/daydreamer. 

(a) A1 Quadruped 
Walking 

(b) UR5 Visual Pick 
and Place 

(c) XArm Visual Pick 
and Place 

(d) Sphero Navigation 

Figure 4.1: To study the applicability of Dreamer for sample-efficient robot learning, we 
apply the algorithm to learn robot locomotion, manipulation, and navigation tasks from 
scratch in the real world on 4 robots, without simulators. The tasks evaluate a diverse range 
of challenges, including continuous and discrete actions, dense and sparse rewards, proprio-
ceptive and camera inputs, as well as sensor fusion of multiple input modalities. Learning 
successfully using the same hyperparameters across all experiments, Dreamer establishes a 
strong baseline for real world robot learning. 

4.1 Introduction 

Teaching robots to solve complex tasks in the real world is a foundational problem of robotics 
research. Deep reinforcement learning (RL) offers a popular approach to robot learning that 
enables robots to improve their behavior over time through trial and error. However, current 
algorithms require too much interaction with the environment to learn successful behaviors. 
Recently, modern world models have shown great promise for data efficient learning in sim-
ulated domains and video games (Hafner et al., 2019a, 2020a). Learning world models from 
past experience enables robots to imagine the future outcomes of potential actions, reducing 
the amount of trial and error in the real environment needed to learn. 

While learning accurate world models can be challenging, they offer compelling properties 
for robot learning. By predicting future outcomes, world models allow for planning and 
behavior learning given only small amounts of real world interaction (Gal et al., 2016; Ebert 
et al., 2018). Moreover, world models summarize general dynamics knowledge about the 
environment that, once learned, could be reused for a wide range of downstream tasks (Sekar 
et al., 2020a). World models also learn representations that fuse multiple sensor modalities 
and integrate them into latent states, reducing the need for sophisticated state estimators. 
Finally, world models generalize well from available offline data (Yu et al., 2021b), which 
further accelerates learning in the real world. 

https://danijar.com/daydreamer
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Despite the promises of world models, learning accurate world models for the real world 
is an open challenge. In this chapter, we leverage recent advances of the Dreamer world 
model for training a variety of robots in the most straight-forward and fundamental problem 
setting: online reinforcement learning in the real world, without simulators or demonstra-
tions. As shown in Figure 4.2, Dreamer learns a world model from a replay buffer of past 
experience, learns behaviors from rollouts imagined in the latent space of the world model, 
and continuously interacts with the environment to explore and improve its behaviors. Our 
aim is to push the limits of robot learning directly in the real world and offer a robust plat-
form to enable future work that develops the benefits of world models for robot learning. 
The key contributions of this chapter are summarized as follows: 

Replay BufferReal World 

Actor Critic World Model 

Figure 4.2: Dreamer follows a simple pipeline for online learning on robot hardware without 
simulators. The current learned policy collects experience on the robot. This experience 
is added to the replay buffer. The world model is trained on replayed off-policy sequences 
through supervised learning. An actor critic algorithm optimizes a neural network policy 
from imagined rollouts in the latent space of the world model. We parallelize data collection 
and neural network learning. 

• Dreamer on Robots: We apply Dreamer to 4 robots, demonstrating successful learn-
ing directly in the real world, without introducing new algorithms. The tasks cover a 
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range of challenges, including different action spaces, sensory modalities, and reward 
structures. 

• Walking in 1 Hour: We teach a quadruped from scratch in the real world to roll off 
its back, stand up, and walk in only 1 hour. Afterwards, we find that the robot adapts 
to being pushed within 10 minutes, learning to withstand pushes or quickly roll over 
and get back on its feet. 

• Visual Pick and Place: We train robotic arms to pick and place objects from sparse 
rewards, which requires localizing objects from pixels and fusing images with propri-
oceptive inputs. The learned behavior outperforms model-free agents and approaches 
the performance of a human teleoperator using the same control interface as the robot. 

• Open Source: We publicly release the software infrastructure for all our experiments, 
which supports different action spaces and sensory modalities, offering a flexible plat-
form for future research of world models for robot learning in the real world. 

4.2 Approach 

We leverage the Dreamer algorithm (Hafner et al., 2019a, 2020a) for online learning on phys-
ical robots, without the need for simulators. Figure 4.2 shows an overview of the approach. 
Dreamer learns a world model from a replay buffer of past experiences, uses an actor critic 
algorithm to learn behaviors from trajectories predicted by the learned model, and deploys 
its behavior in the environment to continuously grow the replay buffer. We decouple learn-
ing updates from data collection to meet latency requirements and to enable fast training 
without waiting for the environment. In our implementation, a learner thread continuously 
trains the world model and actor critic behavior, while an actor thread in parallel computes 
actions for environment interaction. 

World Model Learning. The world model is a deep neural network that learns to predict 
the environment dynamics, as shown in Figure 4.3 (left). Because sensory inputs can be 
large images, we predict future representations rather than future inputs. This reduces 
accumulating errors and enables massively parallel training with a large batch size. Thus, 
the world model can be thought of as a fast simulator of the environment that the robot learns 
autonomously, starting from a blank slate and continuously improving its model as it explores 
the real world. The world model is based on the Recurrent State-Space Model (RSSM; Hafner 
et al., 2018), which consists of four components: 

Encoder Network: encθ(st | st−1, at−1, xt) Decoder Network: decθ(st) ≈ xt 
Dynamics Network: dynθ(st | st−1, at−1) Reward Network: rewθ(st+1) ≈ rt 

(4.1) 

Physical robots are often equipped with multiple sensors of different modalities, such as pro-
prioceptive joint readings, force sensors, and high-dimensional inputs such as RGB and depth 
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Figure 4.3: Neural Network Training. We leverage the Dreamer algorithm (Hafner et al., 
2019a, 2020a) for fast robot learning in real world. Dreamer consists of two main neural 
network components, the world model and the policy. Left: The world model follows the 
structure of a deep Kalman filter that is trained on subsequences drawn from the replay buffer. 
The encoder fuses all sensory modalities into discrete codes. The decoder reconstructs the 
inputs from the codes, providing a rich learning signal and enabling human inspection of 
model predictions. A recurrent state-space model (RSSM) is trained to predict future codes 
given actions, without observing intermediate inputs. Right: The world model enables 
massively parallel policy optimization from imagined rollouts in the compact latent space 
using a large batch size, without having to reconstruct sensory inputs. Dreamer trains a 
policy network and value network from the imagined rollouts and a learned reward function. 

camera images. The encoder network fuses all sensory inputs xt together into the stochastic 
representations zt. The dynamics model learns to predict the sequence of stochastic repre-
sentations by using its recurrent state ht. The decoder reconstructs the sensory inputs to 
provide a rich signal for learning representations and enables human inspection of model 
predictions. In our experiments, the robot has to discover task rewards by interacting with 
the real world, which the reward network learns to predict. Using manually specified rewards 
as a function of the decoded sensory inputs is also possible. We optimize all components of 
the world model jointly by stochastic backpropagation (Kingma and Welling, 2013; Rezende 
et al., 2014). 

Actor Critic Learning. While the world model represents task-agnostic knowledge about 
the dynamics, the actor critic algorithm learns a behavior that is specific to the task at hand. 
As shown in Figure 4.3 (right), we learn behaviors from rollouts that are predicted in the 
latent space of the world model, without decoding observations. This enables massively 
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parallel behavior learning with typical batch sizes of 16K on a single GPU. The actor critic 
algorithm consists of an actor network π(at|st) and a critic network v(st). 

The role of the actor network is to learn a distribution over successful actions at for 
each latent model state st that maximizes the sum of future predicted task rewards. The 
critic network learns to predict the sum of future task rewards through temporal difference 
learning (Sutton and Barto, 2018b). This allows the algorithm to take into account rewards 
beyond the planning horizon of H = 16 steps to learn long-term strategies. Given a predicted 
trajectory of model states, the critic is trained to regress the return of the trajectory. We 
compute λ-returns following Hafner et al. (2020a, 2019a): 

V λ 
t 
. 
= rt + γ 

 
(1 − λ)v(st+1) + λV λ 

t+1 


, V λ 

H 
. 
= v(sH ). (4.2) 

While the critic network is trained to regress the λ-returns, the actor network is trained to 
maximize them. Different gradient estimators are available for computing the policy gradi-
ent for optimizing the actor, such as Reinforce (Williams, 1992) and the reparameterization 
trick (Kingma and Welling, 2013; Rezende et al., 2014) that directly backpropagates return 
gradients through the differentiable dynamics network (Henaff et al., 2019). Following Hafner 
et al. (2020a), we choose reparameterization gradients for continuous control tasks and Rein-
force gradients for tasks with discrete actions. In addition to maximizing returns, the actor 
is also incentivized to maintain high entropy to prevent collapse to a deterministic policy 
and maintain some amount of exploration throughout training: 

L(π) . = − E 
  H 

t=1 ln π(at 
  st) sg(V λ 

t − v(st)) + η H 
 
π(at 

  st)  (4.3) 

We optimize the actor and critic using the Adam optimizer (Kingma and Ba, 2014). To 
compute the λ-returns, we use a slowly updated copy of the critic network as common in 
the literature (Mnih et al., 2015; Lillicrap et al., 2015). The actor and critic gradients do 
not affect the world model, as this would lead to incorrect and overly optimistic model 
predictions. The hyperparameters are listed in Section 4.8. 

4.3 Experiments 

We evaluate Dreamer on 4 robots, each with a different task, and compare its performance to 
appropriate algorithmic and human baselines. The experiments are representative of common 
robotic tasks, such as locomotion, manipulation, and navigation. The tasks pose a diverse 
range of challenges, including continuous and discrete actions, dense and sparse rewards, 
proprioceptive and image observations, and sensor fusion. The goal of the experiments is to 
evaluate whether the recent successes of learned world models enables sample-efficient robot 
learning directly in the real world. Specifically, we aim to answer the following research 
questions: 

• Does Dreamer enable robot learning directly in the real world, without simulators? 

• Does Dreamer succeed across various robot platforms, sensory modalities, and action 
spaces? 



49 

• How does the data-efficiency of Dreamer compare to previous reinforcement learning 
algorithms? 

Implementation. We build on the official implementation of DreamerV2 (Hafner et al., 
2020a). We develop an asynchronous actor and learner setup, which is essential in envi-
ronments with high control rates, such as the quadruped, and also accelerates learning for 
slower environments, such as the robot arms. The actor thread computes online actions for 
the robot and sends trajectories of 128 time steps to the replay buffer. The learner thread 
samples data from the replay buffer, updates the world model, and optimizes the policy 
using imagination rollouts. Policy weights are synced from the learner to the actor every 20 
seconds. We use an RSSM with 256 units to speed up the training computation. We use 
identical hyperparameters across all experiments, enabling off-the-shelf training on different 
robot embodiments. 

Baselines. We compare to a strong learning algorithm for each of our experimental setups. 
The A1 quadruped robot uses continuous actions and low-dimensional inputs, allowing us to 
compare to SAC (Haarnoja et al., 2018a,c), a popular algorithm for data-efficient continuous 
control. For the visual pick and place experiments on the XArm and UR5 robots, inputs are 
images and proprioceptive readings and actions are discrete, suggesting algorithms from the 
DQN (Mnih et al., 2015) line of work as baselines. We choose Rainbow (Hessel et al., 2018) as 
a powerful representative of this category, an algorithm that combines many improvements 
of DQN. To input the proprioceptive readings, we concatenate them as broadcasted planes 
to the RGB channels of the image, a common practice in the literature (Schrittwieser et al., 
2019). For the UR5, we additionally compare against PPO (Schulman et al., 2017b), with 
similar modifications for fusing image and proprioceptive readings. In addition, we compare 
against a human operator controlling the robot arm through the robot control interface. For 
the Sphero navigation task, inputs are images and actions are continuous. The state-of-the-
art baseline in this category is DrQv2 (Yarats et al., 2021), which uses image augmentation 
to increase sample-efficiency. 

A1 Quadruped Walking 

This high-dimensional continuous control task requires training a quadruped robot to roll 
over from its back, stand up, and walk forward at a fixed target velocity. Prior work in 
quadruped locomotion requires either extensive training in simulation under domain ran-
domization, using recovery controllers to avoid unsafe states, or defining the action space 
as parameterized trajectory generators that restrict the space of motions (Rusu et al., 2016; 
Peng et al., 2018b; Rudin et al., 2021c; Lee et al., 2020b; Yang et al., 2019). In contrast, 
we train in the end-to-end reinforcement learning setting directly on the robot, without 
simulators or resets. We use the Unitree A1 robot that consists of 12 direct drive motors. 
The motors are controlled at 20 Hz via continuous actions that represent motor angles that 
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are realized by a PD controller on the hardware. Actions are filtered with a Butterworth 
filter to protect the motor from high-frequency actions. The input consists of motor angles, 
orientations, and angular velocities. Due to space constraints, we manually intervene when 
the robot has reached the end of the available training area, without modifying the joint 
configuration or orientation that the robot is in. 

The reward function is the sum of five terms. An upright reward is computed from the 
base frame up vector ẑT , terms for matching the standing pose are computed from the joint 
angles of the hips, shoulders, and knees, and a forward velocity term is computed from the 
projected forward velocity Bvx and the total velocity Bv. Without the reward curriculum, 
the agent receives spurious reward values due to the velocity estimator’s dependence on foot-
ground contact events. Each of the five terms is active while its preceding terms are satisfied 
to at least 0.7 and otherwise set to 0: 

rupr . = (ẑ T [0, 0, 1]1)/2 rhip . = 1 1 
4 ∥ q 

hip + 0.2 ∥1 r shoulder . = 1 1 
4 ∥ q 

shoulder + 0.2 ∥1 

r knee . = 1 1 
4 ∥ q 

knee 1.0 ∥1 rvelocity . = 5 
 
max(0, B vx)/∥B v∥2 · clip(B vx/0.3, 1, 1) + 1 

 (4.4) 

As shown in Figure 4.4, after one hour of training, Dreamer learns to consistently flip the 
robot over from its back, stand up, and walk forward. In the first 5 minutes of training, the 
robot manages to roll off its back and land on its feet. 20 minutes later, it learns how to 
stand up on its feet. About 1 hour into training, the robot learns a pronking gait to walk 
forward at the desired velocity. After succeeding at this task, we tested the robustness of 
the algorithms by repeatedly knocking the robot off of its feet with a large pole, shown in 
Figure 4.5. Within 10 minutes of additional online learning, the robot adapts and withstands 
pushes or quickly rolls back on its feet. In comparison, SAC quickly learns to roll off its back 
but fails to stand up or walk given the small data budget. 

UR5 Multi-Object Visual Pick and Place 

Common in warehouse and logistics environments, pick and place tasks require a robot 
manipulator to transport items from one bin into another. Figure 4.6 shows a successful 
pick and place cycle of this task. The task is challenging because of sparse rewards, the 
need to infer object positions from pixels, and the challenging dynamics of multiple moving 
objects. The sensory inputs consist of proprioceptive readings (joint angles, gripper position, 
end effector Cartesian position) and a 3rd person RGB image of the scene. Successfully 
grasping one of the 3 objects, detected by partial gripper closure, results in a +1 reward, 
releasing the object in the same bin gives a −1 reward, and placing in the opposite bin 
gives a +10 reward. We control the UR5 robot from Universal Robots at 2 Hz. Actions are 
discrete for moving the end effector in increments along X, Y, and Z axes and for toggling 
the gripper state. Movement in the Z axis is only enabled while holding an object and the 
gripper automatically opens once above the correct bin. We estimate human teleoperation 
performance by recording 3 demonstrators for 20 minutes each, controlling the UR5 with a 
joystick. 
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Figure 4.4: A1 Quadruped Walking. Starting from lying on its back with the feet in the 
air, Dreamer learns to roll over, stand up, and walk in 1 hour of real world training time, 
without simulators or resets. In contrast, SAC only learns to roll over but neither to stand up 
nor to walk. For SAC, we also had to help the robot out of a dead-locked leg configuration 
during training. On the right we show training curves for both SAC and Dreamer. The 
maximum reward is 14. The filled circles indicate times where the robot fell on its back, 
requiring the learning of a robust strategy for getting back up. After 1 hour of training, we 
start pushing the robot and find that it adapts its behavior within 10 minutes to withstand 
light pushes and quickly roll back on its feet for hard pushes. The graph shows a single 
training run with the shaded area indicating one standard deviation within each time bin. 

Figure 4.5: Within 10 minutes of perturbing the learned walking behavior, the robot adapts 
to withstanding pushes or quickly rolling over and back on its feet. 
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Figure 4.6: UR5 Multi Object Visual Pick and Place. This task requires learning to 
locate three ball objects from third-person camera images, grasp them, and move them into 
the other bin. The arm is free to move within and above the bins and sparse rewards are 
given for grasping a ball and for dropping it in the opposite bin. The environment requires 
the world model to learn multi-object dynamics in the real world and the sparse reward 
structure poses a challenge for policy optimization. Dreamer overcomes the challenges of 
visual localization and sparse rewards on this task, learning a successful strategy within a 
few hours of autonomous operation. 

Dreamer reaches an average pick rate of 2.5 objects per minute within 8 hours. The 
robot initially struggles to learn as the reward signal is very sparse, but begins to gradually 
improve after 2 hours of training. The robot first learns to localize the objects and toggles 
the gripper when near an object. Over time, grasping becomes precise and the robot learns 
to push objects out of corners. Figure 4.6 shows the learning curves of Dreamer compared 
to Rainbow DQN, PPO, and the human baseline. Both Rainbow DQN and PPO only 
learn the short-sighted behavior of grasping and immediately dropping objects in the same 
bin. In contrast, Dreamer approaches human-level teleoperation performance after 8 hours. 
We hypothesize that Rainbow DQN and PPO fail because they require larger amounts of 
experience, which is not feasible for us to collect in the real world. 

XArm Visual Pick and Place 

While the UR5 robot is a high performance industrial robot, the XArm is an accessible low-
cost 7 DOF manipulator, which we control at approximately 0.5 Hz. Similar to Section 4.3, 
the task requires localizing and grasping a soft object and moving it from one bin to another 
and back, shown in Figure 4.7. We connect the object to the gripper with a string, which 
makes it less likely for the object to get stuck in corners at the cost of more complex dynamics. 
The sparse reward, discrete action space, and observation space match the UR5 setup except 
for the addition of depth image observations. 

Dreamer learns a policy that enables the XArm to achieve an average pick rate of 3.1 
objects per minute in 10 hours of time, which is comparable to human performance on this 
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Figure 4.7: XArm Visual Pick and Place. The XArm is an affordable robot arm that 
operates slower than the UR5. To demonstrate successful learning on this robot, we use a 
third-person RealSense camera with RGB and depth modalities, as well as proprioceptive 
inputs for the robot arm, requiring the world model to learn sensor fusion. The pick and 
place task uses a soft object. While soft objects would be challenging to model accurately 
in a simulator, Dreamer avoids this issue by directly learning on the real robot without a 
simulator. While Rainbow and PPO using R3M visual embeddings converge to the local 
optimum of grasping and ungrasping the object in the same bin, Dreamer learns a successful 
pick and place policy from sparse rewards in under 10 hours. 

task. Figure 4.7 shows that Dreamer learns to solve the task within 10 hours, whereas the 
Rainbow algorithm, a top model-free algorithm for discrete control from pixels, fails to learn. 
We additionally compare Dreamer against a PPO baseline that utilizes R3M (Nair et al., 
2022) pretrained visual embeddings for the state, but notice no improvement in performance. 
Interestingly, we observed that Dreamer learns to sometimes use the string to pull the object 
out of a corner before grasping it, demonstrating multi-modal behaviors. Moreover, we 
observed that when lighting conditions change drastically (such as sharp shadows during 
sunrise), performance initially collapses but Dreamer then adapts to the changing conditions 
and exceeds its previous performance after a few hours of additional training, reported in 
Section 4.6. 

Sphero Navigation 

We evaluate Dreamer on a visual navigation task that requires maneuvering a wheeled robot 
to a fixed goal location given only RGB images as input. We use the Sphero Ollie robot, a 
cylindrical robot with two controllable motors, which we control through continuous torque 
commands at 2 Hz. Because the robot is symmetric and the robot only has access to image 
observations, it has to infer the heading direction from the history of observations. The robot 
is provided with a dense reward equal to the negative L2 distance, which is computed using 
an oracle vision pipeline that detects the Sphero’s position (this information is not provided 
to the agent). As the goal is fixed, after 100 environment steps, we end the episode and 
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randomize the robot’s position through a sequence of high power random motor actions. 
In 2 hours, Dreamer learns to quickly and consistently navigate to the goal and stay near 

the goal for the remainder of the episode. As shown in Figure 4.8, Dreamer achieves an 
average distance to the goal of 0.15, measured in units of the area size and averaged across 
time steps. We find that DrQv2, a model-free algorithm specifically designed for continu-
ous control from pixels, achieves similar performance. This result matches the simulated 
experiments of Yarats et al. (2021) that showed the two algorithms to perform similarly for 
continuous control tasks from images. 
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Figure 4.8: Sphero Navigation. This task requires the Sphero robot to navigate to a 
goal location given a top-down RGB image as the only input. The task requires the robot 
to localize itself from raw pixels, to infer its orientation from the sequence of past images 
because it is ambiguous from a single image, and to control the robot from under-actuated 
motors that require building up momentum over time. Dreamer learns a successful policy 
on this task in under 2 hours. 

4.4 Related Work 

Existing work on robot learning commonly leverages large amounts of simulated experience 
before deploying to the real world (Rusu et al., 2016; Peng et al., 2018b; OpenAI et al., 
2018; Lee et al., 2020b; Irpan et al., 2020; Kumar et al., 2021b; Siekmann et al., 2021b; 
Escontrela et al., 2022b; Miki et al., 2022c), leverage fleets of robots to collect experience 
datasets (Kalashnikov et al., 2018; Dasari et al., 2019; Kalashnikov et al., 2021; Ebert et al., 
2021), or rely on external information such as human expert demonstrations or task priors to 
achieve sample-efficient learning (Xie et al., 2019; Schoettler et al., 2019; James et al., 2021; 
Shah and Levine, 2022; Bohez et al., 2022; Sivakumar et al., 2022). However, designing 
simulated tasks and collecting expert demonstrations is time-consuming. Moreover, many of 
these approaches require specialized algorithms for leveraging offline experience, demonstra-
tions, or simulator inaccuracies. In contrast, our experiments show that learning end-to-end 
from rewards in the physical world is feasible for a diverse range of tasks through world 
models. 
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Relatively few works have demonstrated end-to-end learning from scratch in the physical 
world. Visual Foresight (Finn et al., 2016; Finn and Levine, 2017; Ebert et al., 2018) learns 
a video prediction model to solve real world tasks by online planning, but is limited to short-
horizon tasks and requires generating images during planning, making it computationally 
expensive. Yang et al. (2019, 2022) learn quadruped locomotion through a model-based 
approach by predicting foot placement and leveraging a domain-specific controller to achieve 
them. Ha et al. (2020) learn a quadruped walking policy by relying on a scripted reset 
policy, so the robot does not have to learn to stand up. SOLAR (Zhang et al., 2019) learns 
a latent dynamics model from images and demonstrates reaching and pushing with a robot 
arm. Nagabandi et al. (2019) learns manipulation policies by planning through a learned 
dynamics model from state observations. In comparison, our experiments show successful 
learning across 4 challenging robot tasks that cover a wide range of challenges and sensory 
modalities, with a single learning algorithm and hyperparameter setting. 

4.5 Discussion 

We applied Dreamer to physical robot learning, finding that modern world models enable 
sample-efficient robot learning for a range of tasks, from scratch in the real world and without 
simulators. We also find that the approach is generally applicable in that it can solve 
robot locomotion, manipulation, and navigation tasks without changing hyperparameters. 
Dreamer taught a quadruped robot to roll off the back, stand up, and walk in 1 hour from 
scratch, which previously required extensive training in simulation followed by transfer to 
the real world or parameterized trajectory generators and given reset policies. We also 
demonstrate learning to pick and place objects from pixels and sparse rewards on two robot 
arms in 8–10 hours. 

Limitations. While Dreamer shows promising results, learning on hardware over many 
hours creates wear on robots that may require human intervention or repair. Additionally, 
more work is required to explore the limits of Dreamer and our baselines by training for a 
longer time. Finally, we see tackling more challenging tasks, potentially by combining the 
benefits of fast real world learning with those of simulators, as an impactful future research 
direction. 
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4.6 Appendix: Adaptation 

Real world robot learning faces practical challenges such as changing environmental condi-
tions and time varying dynamics. We found that Dreamer is able to adapt to the current 
environmental conditions with no change to the learning algorithm. This shows promise 
for using Dreamer in continual learning settings (Parisi et al., 2019). Adaptation of the 
quadruped to external perturbations is reported in Section 4.3 and Figure 4.5. 

The XArm, situated near large windows, is able to adapt and maintain performance 
under the presence of changing lighting conditions. The XArm experiments were conducted 
after sundown to keep the lighting conditions constant throughout training. Figure 4.9 shows 
the learning curve of the XArm. As expected, the performance of the XArm drops during 
sunrise. However, the XArm is able to adapt to the change in lighting conditions in about 
5 hours time and recover the original performance, which is faster than it would be to train 
from scratch. 
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Figure 4.9: The left two images are raw observations consumed by Dreamer. The leftmost 
image is an image observation as seen by the XArm at night, when it was trained. The 
next image shows an observation during sunrise. Despite the vast difference in pixel space, 
the XArm is able to recover, and then surpass, the original performance in approximately 5 
hours. Even after 24 hours when the lighting shifts to night time conditions, the XArm is 
able to maintain performance. 
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4.7 Appendix: Imagination Rollouts 

Figure 4.10: To introspect the policy, we can roll out trajectories in the latent space of 
Dreamer, then decode the images to visualize the intent of the actor network. Each row 
is an imagined trajectory, showing every 2nd frame. Top: Latent rollouts on the UR5 
environment. Multiple objects introduce more visual complexity that the network has to 
model. Note the second trajectory, which shows a static orange ball becoming a green ball. 
Bottom: Latent rollouts on the XArm environment. 
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4.8 Appendix: Hyperparameters 

Table 4.1: Dreamer hyperparameters used across all real-robot experiments in this chapter. 

Name Symbol Value 

General 

Replay capacity (FIFO) — 106 

Start learning — 104 

Batch size B 32 
Batch length T 32 
MLP size — 4 × 512 
Activation — LayerNorm + ELU 

World Model 

RSSM size — 512 
Number of latents — 32 
Classes per latent — 32 
KL balancing — 0.8 

Actor Critic 

Imagination horizon H 15 
Discount γ 0.95 
Return lambda λ 0.95 
Target update interval — 100 

All Optimizers 

Gradient clipping — 100 
Learning rate — 10−4 

Adam epsilon ϵ 10−6 

4.9 Appendix: Environment and Hardware Details 

For every robot setup that involved vision (UR5, XArm, Sphero), we used a RealSense D435 
camera positioned to offer a fixed 3rd person view of the scene. 

A1. We used the A1 quadrupedal robot by Unitree. The RL policy outputs actions at a 
frequency that is too high for the PD controller to track, which we overcome by lowpass 
filtering the action sequence. The joint range allows the legs to self-collide with the body, 
which can be damaging to the motors and increase battery consumption. We limited the joint 
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range to decrease self-collisions. Finally, the EKF velocity estimator relies on foot-ground 
contact events to prevent significant drift in the estimates, so we employ a curriculum reward 
function that does not reward the robot for forward velocity until the robot is upright with 
extended legs. We also designed a shell which we 3D printed in order to better protect the 
cables and hardware and provide a smoother rolling over. 

XArm & UR5. We utilized slanted bins to prevent objects from leaving the work area 
during the long-running pick and place experiments on the UR5, which is common prac-
tice (Levine et al., 2018; Kalashnikov et al., 2018). We also added a partition behind the 
setup to keep the background constant. It would be interesting to study how a gripper-
mounted camera would impact policy performance (Hsu et al., 2022), however we report 
strong results without this design choice. For the XArm we use the uFactory xArm Gripper. 
For the UR5, we use the Robotiq 2F-85 parallel jaw gripper. The bin locations are predeter-
mined and provided as part of the environment to prevent the robot from colliding with the 
bin. In addition, movement in the Z axis is only enabled while holding an object and the 
gripper automatically opens once above the other bin. 

Sphero. We used a rectangular enclosure of 0.8 × 0.8m2 to keep the Sphero robot within 
the camera view. We used a simple OpenCV script to estimate the L2 distance between 
the Sphero and the goal position to provide a dense reward for policy optimization. This 
positional information was not provided to the agent, which it had to learn from the raw 
top-down images. 



60 

Looking Ahead: From World Models to 
Video Models 

DayDreamer demonstrated that a single world-model algorithm trains practical real-robot 
policies in a fraction of the experience that on-policy methods demand. It did not, however, 
address what the policies were optimizing for. Each of the DayDreamer tasks still relied 
on a hand-specified reward: a five-term walking reward for the quadruped, sparse grasp-
and-place rewards for the pick-and-place arms, a goal-distance term for the navigation robot. 
Reward engineering remains the dominant bottleneck once the algorithmic question of sample 
efficiency is settled—and it is exactly the bottleneck AMP had attacked, two chapters earlier, 
for the narrow case of locomotion style. 

The AMP recipe extracts a reward from a few seconds of motion capture, but motion 
capture is itself a hand-curated resource. To write a reward for a task no one has ever 
demonstrated, we need a prior over expert behavior that scales like the internet does. Such 
a prior exists: it is the distribution implicit in the billions of hours of unlabeled instructional 
and expert video posted online. Recent advances in autoregressive video models (Yan et al., 
2021) turn that distribution into a queryable density, much as language models turn the text 
web into a queryable density over sequences. 

The next chapter, VIPER, fuses this idea with the world-model machinery from Day-
Dreamer. A video prediction model is pre-trained on expert videos, and its log-likelihood 
under the agent’s observed behavior is used directly as a dense reward signal. The result 
is expert-level control across 28 DMC, Atari, and RLBench tasks without programmatic re-
wards, and zero-shot cross-embodiment reward transfer from one robot’s videos to another’s 
training run. VIPER closes the loop opened by AMP: data-driven rewards, now general 
enough to scale beyond locomotion. 
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Chapter 5 

VIPER: Video Prediction Models as 
Rewards for Reinforcement Learning 

This chapter is based on collaborative work with Ademi Adeniji, Wilson Yan, Ajay Jain, Xue 
Bin Peng, Ken Goldberg, Youngwoon Lee, Danijar Hafner, and Pieter Abbeel (Escontrela 
et al., 2023). 

Chapter Summary 

Specifying reward signals that allow agents to learn complex behaviors is a long-standing 
challenge in reinforcement learning. A promising approach is to extract preferences for 
behaviors from unlabeled videos, which are widely available on the internet. We present 
Video Prediction Rewards (VIPER), an algorithm that leverages pretrained video prediction 
models as action-free reward signals for reinforcement learning. Specifically, we first train 
an autoregressive transformer on expert videos and then use the video prediction likelihoods 
as reward signals for a reinforcement learning agent. VIPER enables expert-level control 
without programmatic task rewards across a wide range of DMC, Atari, and RLBench tasks. 
Moreover, generalization of the video prediction model allows us to derive rewards for an out-
of-distribution environment where no expert data is available, enabling cross-embodiment 
generalization for tabletop manipulation. We see our work as a starting point for scalable 
reward specification from unlabeled videos that will benefit from the rapid advances in 
generative modeling. Source code and datasets are available on the project website: https: 
//escontrela.me/viper. 

5.1 Introduction 

Manually designing a reward function is laborious and often leads to undesirable out-
comes (Riedmiller et al., 2018). This is a major bottleneck for developing general decision 

https://escontrela.me/viper
https://escontrela.me/viper
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making agents with reinforcement learning (RL). A more scalable approach is to learn com-
plex behaviors from videos, which can be easily acquired at scale for many applications (e.g., 
YouTube videos). 

Previous approaches that learn behaviors from videos reward the similarity between the 
agent’s current observation and the expert data distribution (Sermanet et al., 2017, 2018; 
Peng et al., 2021a; Torabi et al., 2018b). Since their rewards only condition on the cur-
rent observation, they cannot capture temporally meaningful behaviors. Moreover, the ap-
proaches with adversarial training schemes (Peng et al., 2021a; Torabi et al., 2018b) often 
result in mode collapse, which hinders generalization. Other works fill in actions for the 
(action-free) videos using an inverse dynamics model (Torabi et al., 2018a; Dai et al., 2023). 
Dai et al. (2023) leverage recent advances in generative modeling to capture multi-modal 
and temporally-coherent behaviors from large-scale video data. However, this multi-stage 
approach requires performing expensive video model rollouts to then label actions with a 
learned inverse dynamics model. 

In this chapter, we propose using Video Prediction Rewards (VIPER) for reinforcement 
learning. VIPER first learns a video prediction model from expert videos. We then train 
an agent using reinforcement learning to maximize the log-likelihood of agent trajectories 
estimated by the video prediction model, as illustrated in Figure 5.1. Directly leveraging 
the video model’s likelihoods as a reward signal encourages the agent to match the video 
model’s trajectory distribution. Additionally, rewards specified by video models inherently 
measure the temporal consistency of behavior, unlike observation-level rewards. Further, 
evaluating likelihoods is significantly faster than performing video model rollouts, enabling 
faster training times and more interactions with the environment. 

We summarize the three key contributions of this chapter as follows: 

• We present VIPER: a novel, scalable reward specification algorithm which leverages 
rapid improvements in generative modeling to provide RL agents with rewards from 
unlabeled videos. 

• We perform an extensive evaluation, and show that VIPER can achieve expert-level 
control without task rewards on 15 DMC tasks (Tunyasuvunakool et al., 2020a), 6 
RLBench tasks (James et al., 2020), and 7 Atari tasks (Bellemare et al., 2013) (see 
examples in Figure 5.2). 

• We demonstrate that VIPER generalizes to different environments for which no training 
data was provided, enabling cross-embodiment generalization for tabletop manipula-
tion. 

5.2 Related Work 

Learning from observations is an active research area which has led to many advances in 
imitation learning and inverse reinforcement learning (Ng and Russell, 2000; Abbeel and Ng, 
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Frozen Video Prediction Model 

x 1 
x 2 

x 3 
x 4 

r 3= ln p𝜃( x4 | x1:3 ) 

Figure 5.1: VIPER uses the next-token likelihoods of a frozen video prediction model as a 
general reward function for various tasks. 

(a) DeepMind Control Suite 
(15 tasks) 

(b) Robot Learning Benchmark 
(6 tasks) 

(c) Atari 
(7 tasks) 

Figure 5.2: VIPER achieves expert-level control directly from pixels without access to ground 
truth rewards or expert actions on 28 reinforcement learning benchmark tasks. 
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2004b; Ziebart et al., 2008b). This line of research is motivated by the fact that learning 
policies from expert videos is a scalable way of learning a wide variety of complex tasks, 
which does not require access to ground truth rewards, expert actions, or interaction with 
the expert. Scalable solutions to this problem would enable learning policies using the vast 
quantity of videos on the internet. Enabling policy learning from expert videos can be largely 
categorized into two approaches: (1) Behavioral cloning (Pomerleau, 1989) on expert videos 
labelled with predicted actions and (2) reinforcement learning with a reward function learned 
from expert videos. 

Labelling videos with predicted actions. An intuitive way of leveraging action-free 
expert videos is to guess which action leads to each transition in expert videos, then to mimic 
the predicted actions. Labelling videos with actions can be done using an inverse dynamics 
model, p(a|s, s ′ ), which models an action distribution given the current and next observations. 
An inverse dynamics model can be learned from environment interactions (Niekum et al., 
2015; Torabi et al., 2018a; Pathak et al., 2018) or a curated action-labelled dataset (Baker 
et al., 2022; Schmeckpeper et al., 2021). Offline reinforcement learning (Levine et al., 2020) 
can be also used instead of behavioral cloning for more efficient use of video data with 
predicted actions (Schmeckpeper et al., 2021). However, the performance of this approach 
heavily depends on the quality of action labels predicted by an inverse dynamics model and 
the quantity and diversity of training data. 

Reinforcement learning with videos. Leveraging data from online interaction can fur-
ther improve policies trained using unlabelled video data. To guide policy learning, many ap-
proaches have learned a reward function from videos by estimating the progress of tasks (Ser-
manet et al., 2017, 2018; Liu et al., 2018; Lee et al., 2021) or the divergence between expert 
and agent trajectories (Torabi et al., 2018b; Peng et al., 2021a). Adversarial imitation learn-
ing approaches (Torabi et al., 2018b; Peng et al., 2021a) learn a discriminator that discrimi-
nates transitions from the expert data and the rollouts of the current policy. Training a policy 
to maximize the discriminator error leads to similar expert and policy behaviors. However, 
the discriminator is prone to mode collapse, as it often finds spurious associations between 
task-irrelevant features and expert/agent labels (Zolna et al., 2020; Jaegle et al., 2021), which 
requires a variety of techniques to stabilize the adversarial training process (Chintala et al., 
2020). In contrast, VIPER directly models the expert video distribution using recent gener-
ative modeling techniques (Esser et al., 2021; Yan et al., 2021), which offers stable training 
and strong generalization. 

Using video models as policies. Recently, UniPi (Dai et al., 2023) uses advances in text-
conditioned video generation models (Saharia et al., 2022) to plan a trajectory. Once the 
future video trajectory is generated, UniPi executes the plan by inferring low-level controls 
using a learned inverse dynamics model. Instead of using slow video generations for planning, 
VIPER uses video prediction likelihoods to guide online learning of a policy. 
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5.3 Video Prediction Rewards 

In this section, we propose Video Prediction Rewards (VIPER), which learns complex be-
haviors by leveraging the log-likelihoods of pre-trained video prediction models for reward 
specification. Our method does not require any ground truth rewards or action annota-
tions, and only requires videos of desired agent behaviors. VIPER implements rewards as 
part of the environment, and can be paired with any RL algorithm. We overview the key 
components of our method below. 

Algorithm 1: VIPER 
Train video prediction model pθ on expert videos. 
while not converged do 

Choose action: at ∼ π(xt) 
Step environment: xt+1 ← env(at) 
Fill in reward: rt ← ln pθ(xt+1 | xt−k:t) + βrexpl 

t

Add transition (xt, at, rt, xt+1) to replay buffer. 
Train π from replay buffer using any RL algorithm. 

Video Modeling 

Likelihood-based video models are a popular paradigm of generative models trained to model 
the data distribution by maximizing an exact or lower bound on the log-likelihood of the 
data. These models have demonstrated their ability to fit highly multi-modal distributions 
and produce samples depicting complex dynamics, motion, and behaviors (Singer et al., 2023; 
Ho et al., 2022b,a; Villegas et al., 2022). 

Our method can integrate any video model that supports computing likelihoods over the 
joint distribution factorized in the following form: 

log p(x1:T ) = 
T 

t=1 

log p(xt | x1:t−1), (5.1) 

where x1:T is the full video consisting of T frames, x1, . . . , xT . When using video models 
with limited context length k, it is common to approximate likelihoods of an entire video 
sequence with its subsequences of length k as follows: 

log p(x1:T ) ≈ 
T 

t=1 

log p(xt | x max(1,t−k):t−1). (5.2) 

In this chapter, we use an autoregressive transformer model based on VideoGPT (Yan et al., 
2021; Seo et al., 2022) as our video generation model. We first train a VQ-GAN (Esser et al., 
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2021) to encode individual frames xt into discrete codes zt. Next, we learn an autoregressive 
transformer to model the distribution of codes z through the following maximum likelihood 
objective: 

max 
θ 

T
t=1 

Z 

i=1 

log pθ(z 
i 
t | z 1:i−1 

t , z1:t−1), (5.3) 

where zi t is the i-th code of the t-th frame, and Z is the total number of codes per frame. 
Computing the exact conditional likelihoods pθ(xt | x1:t−1) is intractable, as it requires 
marginalizing over all possible combinations of codes. Instead, we use the conditional likeli-
hoods over the latent codes pθ(zt | z1:t−1) as an approximation. In our experiments, we show 
that these likelihoods are sufficient to capture the underlying dynamics of the videos. 

Note that our choice of video model does not preclude the use of other video generation 
models, such as MaskGIT-based models (Yu et al., 2022; Villegas et al., 2022; Gupta et al., 
2022) or diffusion models (Ho et al., 2022b; Singer et al., 2023). However, we opted for 
an autoregressive model due to the favorable properties of being able to model complex 
distributions while retaining fast likelihood computation. 

Reward Formulation 

Given a pretrained video model, VIPER proposes an intuitive reward that maximizes the 
conditional log-likelihoods for each transition (xt, at, xt+1) observed by the agent: 

r VIPER 
t 

. 
= ln pθ(xt+1 | x1:t). (5.4) 

This reward incentivizes the agent to find the most likely trajectory under the expert video 
distribution as modeled by the video model. However, the most probable sequence does not 
necessarily capture the distribution of behaviors we want the agent to learn. 

For example, when flipping a weighted coin with p(heads = 0.6) 1000 times, typical se-
quences will count roughly 600 heads and 400 tails, in contrast to the most probable sequence 
of 1000 heads that will basically never be seen in practice (Shannon, 2001). Similarly, the 
most likely image under a density model trained on MNIST images is often the image of 
only background without a digit, despite this never occurring in the dataset (Nalisnick et al., 
2019). In the reinforcement learning setting, an additional issue is that solely optimizing a 
dense reward such as rVIPER 

t can lead to early convergence to local optima. 
To overcome these challenges, we take the more principled approach of matching the 

agent’s trajectory distribution q(x1:T ) to the sequence distribution pθ(x1:T ) of the video model 
by minimizing the KL-divergence between the two distributions (Todorov, 2009; Hafner et al., 
2020b): 

KL 
 
q(x1:T ) 

  p(x1:T ) 
 
= E 

 
− ln pθ(x1:T ) 

 
cross-entropy 

− H 
 
q(x1:T ) 

 
entropy 

=− 
T 

t=1 

 

E 
 
ln pθ(xt+1 

  x1:t) 
r VIPER 
t 

 
+ H 

 
q(xt+1 

  x1:t)  
exploration term 

 

, 
(5.5) 
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The KL objective shows that for the agent to match the video distribution under the video 
prediction model, it has to not only maximize the VIPER reward but also balance this reward 
while maintaining high entropy over its input sequences (Jaynes, 1957). In the reinforcement 
learning literature, the entropy bonus over input trajectories corresponds to an exploration 
term that encourages the agent to explore and inhabit a diverse distribution of sequences 
within the regions of high probability under the video prediction model. This results in the 
final reward function that the agent maximizes: 

r KL 
t 

. 
= r VIPER 

t + β r expl t , (5.6) 

where β determines the amount of exploration. To efficiently compute the likelihood reward, 
we approximate the context frames with a sliding window as discussed in Equation (5.2): 

r VIPER 
t ≈ ln pθ(xt+1 | x max(1,t−k):t). (5.7) 

Figure 5.1 shows the process of computing rewards using log probabilities under the video 
prediction model. VIPER is agnostic to the choice of exploration reward and in this chapter 
we opt for Plan2Explore (Sekar et al., 2020b) and RND (Burda et al., 2019). 

Data Curation 

In this chapter, we explore whether VIPER provides adequate reward signal for learning 
low-level control. We utilize the video model likelihoods provided by an autoregressive video 
prediction model pre-trained on data from a wide variety of environments. We curate data 
by collecting expert video trajectories from task oracles and motion planning algorithms 
with access to state information. Fine-tuning large text-conditioned video models (Saharia 
et al., 2022; Villegas et al., 2022; Singer et al., 2023) on expert videos would likely lead to 
improved generalization performance beyond the curated dataset, and would make for an 
interesting future research direction. We explore the favorable generalization capabilities of 
video models trained on small datasets, and explore how this leads to more general reward 
functions in Section 5.4. 

5.4 Experiments 

We evaluate VIPER on 28 different tasks across the three domains shown in Figure 5.2. We 
utilize 15 tasks from the DeepMind Control (DMC) suite (Tunyasuvunakool et al., 2020a), 
7 tasks from the Atari Gym suite (Brockman et al., 2016), and 6 tasks from the Robot 
Learning Benchmark (RLBench) (James et al., 2020). We compare VIPER agents to variants 
of Adversarial Motion Priors (AMP) (Peng et al., 2021a), which uses adversarial training to 
learn behaviors from reward-free and action-free expert data. All agents are trained using 
raw pixel observations from the environment, with no access to state information or task 
rewards. In our experiments, we aim to answer the following questions: 
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1. Does VIPER provide an adequate learning signal for solving a variety of tasks? (Sec-
tion 5.4) 

2. Do video models trained on many different tasks still provide useful rewards? (Sec-
tion 5.4) 

3. Can the rewards generalize to novel scenarios where no expert data is available? (Sec-
tion 5.4) 

4. How does the video model data quality and quantity affect the learned rewards? (Sec-
tion 5.4) 

5. What implementation details matter when using video model likelihoods as rewards? 
(Section 5.4) 

Video Model Training Details 

Training data. To collect expert videos in DMC and Atari tasks, Task Oracle RL agents 
are trained until convergence with access to ground truth state information and task rewards. 
After training, videos of the top k episodes out of 1000 episode rollouts for each task are 
sampled as expert videos, where k = 50 and 100 for DMC and Atari, respectively. For 
RLBench, a sampling-based motion planning algorithm with access to full state information 
is used to gather 100 demos for each task, where selected tasks range from “easy” to “medium”. 

Video model training. We train a single autoregressive video model for each suite of 
tasks. For DMC, we train a single VQ-GAN across all tasks that encodes 64 × 64 images to 
8 × 8 discrete codes. Similarly for RLBench and Atari, we train VQ-GANs across all tasks 
within each domain, but encode 64 × 64 images to 16 × 16 discrete codes. In practice, the 
level of VQ compression depends on the visual complexity of the environment. We follow the 
original VQ-GAN architecture (Esser et al., 2021), consisting of a CNN encoder and decoder. 
We train VQ-GAN with a batch size of 128 and learning rate 10−4 for 200k iterations. 

To train our video models, we encode each frame of the trajectory and stack the codes 
temporally to form an encoded 3D video tensor. Similar to VideoGPT (Yan et al., 2021), 
the encoded VQ codes for all video frames are jointly modeled using an autoregressive trans-
former in raster scan order. For DMC and Atari, we train on 16 frames at a time with a 
one-hot label for task conditioning. For RLBench, we train both single-task and multi-task 
video models on 4 frames with frame skip 4. We add the one-hot task label for the multi-task 
model used in our cross-embodiment generalization experiments in Section 5.4. We perform 
task conditioning identical to the class conditioning mechanism in VideoGPT, with learned 
gains and biases specific to each task ID for each normalization layer. 

Figure 5.3 shows example video model rollouts for each domain. In general, our video 
models are able to accurately capture the dynamics of each environment to produce prob-
able futures. Further details on model architecture and hyperparameters can be found in 
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T = 0 T = 16 T = 32 T = 48 T = 64 

Figure 5.3: Video model rollouts for 3 different evaluation environments. 

Section 5.7. All models are trained on TPUv3-8 instances which are approximately similar 
to 4 Nvidia V100 GPUs. 

Video Model Likelihoods as Rewards for Reinforcement Learning 

To learn behaviors from expert videos, we provide reward signals using Equation (5.6) in 
VIPER and the discriminator error in AMP. Both VIPER and AMP are agnostic to the 
choice of RL algorithm; but, in this chapter, we evaluate our approach and baselines with two 
popular RL algorithms: DrQ (Kostrikov et al., 2021) and DreamerV3 (Hafner et al., 2023). 
We use Random Network Distillation (Burda et al., 2019) (model-free) as the exploration 
objective for DrQ, and Plan2Explore (Sekar et al., 2020b) (model-based) for DreamerV3. 
We compare VIPER to two variants of the AMP algorithm: the single-task variant where 
only expert videos for the specific task are provided to the agent, and the multi-task case 
where expert videos for all tasks are provided to the agent. 

As outlined in Algorithm 1, we compute Equation (5.6) for every environment step to 
label the transition with a reward before adding it to the replay buffer for policy optimization. 
In practice, batching Equation (5.6) across multiple environments and leveraging parallel 
likelihood evaluation leads to only a small decrease in training speed. DMC agents were 
trained using 1 Nvidia V100 GPU, while Atari and RLBench agents were trained using 1 
Nvidia A100 GPU. 

We first verify whether VIPER provides meaningful rewards aligned with the ground 
truth task rewards. Figure 5.5 visualizes the ground truth task rewards and our log-likelihood 
rewards (Equation (5.7)) for a reference (expert) trajectory and a random out-of-distribution 
trajectory. In the reward curves, VIPER starts to predict high rewards for the expert 
transitions once the transitions become distinguishable from a random trajectory, while 
it consistently outputs low rewards for out-of-distribution transitions. The return scatter 
plot clearly shows positive correlation between returns of the ground truth reward and our 
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proposed reward. 
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Figure 5.4: Aggregate results across 15 DMC tasks, 7 Atari games, and 6 RLBench tasks. 
DMC results are provided for DrQ and DreamerV3 (Dv3) RL agents. Atari and RLBench 
results are reported for DreamerV3. Atari scores are computed using Human-Normalized 
Mean. 
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Figure 5.5: VIPER incentivizes the agent to maximize trajectory likelihood under the video 
model. As such, it provides high rewards for reference (expert) sequences, and low rewards 
for unlikely behaviors. Mean rewards rVIPER and returns are computed across 40 trajectories. 

Then, we measure the task rewards when training RL agents with predicted rewards 
from VIPER and baselines and report the aggregated results for each suite and algorithm in 
Figure 5.4. The full results can be found in Section 5.9. 

In DMC, VIPER achieves near expert-level performance from pixels with our video predic-
tion rewards alone. Although VIPER slightly underperforms Task Oracle, this is surprising 
as the Task Oracle uses full state information along with dense task rewards. VIPER out-
performs both variants of AMP. Worth noting is the drastic performance difference between 
the single-task and multi-task AMP algorithms. This performance gap can possibly be at-
tributed to mode collapse, whereby the discriminator classifies all frames for the current 
task as fake samples, leading to an uninformative reward signal for the agent. Likelihood-
based video models, such as VIPER, are less susceptible to mode collapse than adversarial 
methods. 
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Figure 5.6: RL training curves on Atari Pong when using VIPER trained with or without 
masking the scoreboard. 

In Atari, VIPER approaches the performance of the Task Oracle trained with the original 
sparse task reward, and outperforms the AMP baseline. Shown in Figure 5.6, we found that 
masking the scoreboard in each Atari environment when training the video model improved 
downstream RL performance. Since the video model learns to predict all aspects of the data 
distribution, including the scoreboard, it tends to provide noisier reward signal during policy 
training when the agent encounters out-of-distribution scores not seen by the video model. 
For example, expert demos for Pong only contain videos where the player scores and the 
opponent’s score is always zero. During policy training, we observe that the Pong agent 
tends to exhibit more erratic behaviors as soon as the opponent scores at least one point, 
whereas when masking the scoreboard, learned policies are generally more stable. 

For RLBench, VIPER outperforms the Task Oracle because RLBench tasks provide very 
sparse rewards after long sequences of actions, which pose a challenging objective for RL 
agents. VIPER instead provides a dense reward extracted from the expert videos, which 
helps learn these challenging tasks. When training the video model, we found it beneficial 
to train at a reduced frame rate, accomplished by subsampling video sequences by a factor 
of 4. Otherwise, we observed the video model would assign high likelihoods to stationary 
trajectories, resulting in learned policies rarely moving and interacting with the scene. We 
hypothesize that this may be partially due to the high control frequency of the environment, 
along with the initial slow acceleration of the robot arm in demonstrations, resulting in very 
little movement between adjacent frames. 
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Generalization of Video Prediction Rewards 

Prior works in the space of large, pretrained generative models have shown a powerful ability 
to generalize beyond the original training data, demonstrated by their ability to produce 
novel generations as well as learn more generalizable models from limited finetuning data. 
Both capabilities provide promising directions for extending large video generation models 
to VIPER, where we can leverage text-video models to capture priors specified by text 
commands, or finetune on a small set of demonstrations to learn a task-specific prior that 
better generalizes to novel states. 

In this section, we seek to understand how this generalization can be used to learn 
more general reward functions. We train a model on two datasets of different robot arms, 
and evaluate the cross-embodiment generalization capabilities of the model. Specifically, we 
gather demonstrations for 23 tasks on the Rethink Robotics Sawyer Arm, and demonstrations 
for 30 tasks on the Franka Panda robotic arm, where only 20 tasks are overlapping between 
arms. We then train a task-conditioned autoregressive video model on these demonstration 
videos and evaluate the video model by querying unseen arm/task combinations, where a 
single initial frame is used for open loop predictions. 

Sample video model rollouts for in distribution training tasks and an OOD arm/task 
combination are shown in Figure 5.7. Even though the video model was not directly trained 
on demonstrations of the Franka Panda arm to solve the saucepan task in RLBench, it is 
able to generate reasonable trajectories for the arm and task combination. Figure 5.8 further 
validates this observation by assigning higher likelihood to expert videos (Ref) compared to 
random robot trajectories (Rand). We observe that these generalization capabilities also 
extend to downstream RL, where we use our trained video model with VIPER to learn a 
policy for the Franka Robot arm to solve an OOD task without requiring demos for that 
specific task and arm combination. 

Impact of Data Quality and Quantity 

Learning from sub-optimal data is an important feature of learned reward models, as large-
scale video data may often contain suboptimal solutions to a given task. As such, we evaluate 
VIPER’s ability to learn rewards from sub-optimal data. 

We train video models with suboptimal (good) data, which has 50-75% returns of the 
expert data. In Figure 5.9, VIPER learns the suboptimal behaviors provided in the subop-
timal video data. This suboptimal VIPER can be still useful if combined with a sparse task 
reward, comparable to an agent learned from dense task rewards. 

Additionally, we evaluate how VIPER performs under different video dataset sizes. As 
shown in Figure 5.10, VIPER can learn a meaningful reward function with only one expert 
trajectory, although adding more videos quickly improves the performance of VIPER, with 
diminishing returns after 50 trajectories. 
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Figure 5.7: Sampled video predictions for in distribution reference videos (Train) and an 
OOD arm/task combination (OOD). The video model displays cross-embodiment generaliza-
tion to arm/task combination not observed in the training data. Video model generalization 
can enable specifying new tasks where no reference data is available. 
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Figure 5.8: (Left) Training curve for RL agent trained with VIPER on OOD task. (Right) 
Task-conditional likelihood for reference and random trajectory for an OOD task. 

Ablation Studies 

In this section, we study the contributions of various design decisions when using video 
prediction models as rewards: (1) how to weight the exploration objective, (2) which video 
model to use, and (3) what context length to use. Ablation studies are performed across 
DMC tasks. 

Exploration objective. As discussed in section 5.3, an exploration objective may help 
the RL agent learn a distribution of behaviors that closely matches the distribution of the 
original data and generalizes, while preventing locally optimal solutions. In Figure 5.11, 
we ablate the β parameter introduced in Equation 5.6 using a VideoGPT-like model as 
the VIPER backbone. β = 0 corresponds to no exploration objective, whereas β = 1 
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Figure 5.9: Atari performance with 
VIPER models trained on suboptimal 
data. 
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signifies equal weighting between r VIPER and rexpl . We ablate the exploration objective
using the Plan2Explore (Sekar et al., 2020b) reward, which provides the agent with a reward 
proportional to the disagreement between an ensemble of one-step dynamics models. Using 
no exploration objective causes the policy’s behavior to collapse, while increasing the weight 
of the exploration objective leads to improved performance. 
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Figure 5.11: Effect of exploration reward term, video model choice, and context length 
on downstream RL performance. An equally weighted exploration reward term and longer 
video model context leads to improved performance. MaskGIT substantially underperforms 
VideoGPT as a choice of video model. The BYOL model performs moderately due to the 
deterministic architecture not properly handling multi-modality. 

Video model. Although our experiments focus on using an autoregressive VideoGPT-like 
model to compute likelihoods, VIPER generally allows for any video model that supports 
computing conditional likelihoods or implicit densities. 

Figure 5.11 shows additional ablations replacing our VideoGPT model with a similarly 
sized MaskGIT (Chang et al., 2022) model, where frames are modeled with MaskGIT 
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over space, and autoregressive over time. MaskGIT performs substantially worse than the 
VideoGPT model, which is possibly due to noisier likelihoods from parallel likelihood com-
putation. In addition, while VideoGPT only requires 1 forward pass to compute likelihood, 
MaskGIT requires as many as 8 forward passes on the sequence of tokens for a frame, re-
sulting in an approximately 8× slowdown in reward computation, and 2.5× in overall RL 
training. 

Finally, we evaluate the performance of a video model that computes implicit densities 
using a negative distance metric between online predictions and target encodings with a 
recurrent Bootstrap Your Own Latent (BYOL) architecture (Guo et al., 2022; Grill et al., 
2020). While BYOL outperforms MaskGIT in Figure 5.11, its deterministic recurrent archi-
tecture is unable to predict accurate embeddings more than a few steps into the future. This 
limits the ability of the learned reward function to capture temporal dynamics. 

Context length. The context length k of the video model is an important choice in 
determining how much history to incorporate into the conditional likelihood. At the limit 
where k = 0, the reward is the unconditional likelihood over each frame. Such a choice 
would lead to stationary behavior on many tasks. Figure 5.11 shows that increasing the 
context length can help improve performance when leveraging a VideoGPT-based model for 
downstream RL tasks, subject to diminishing returns. We hypothesize that a longer context 
length may help for long-horizon tasks. 

5.5 Conclusion 

This chapter presents Video Prediction Rewards (VIPER), a general algorithm that enables 
agents to learn behaviors from videos of experts. To achieve this, we leverage a simple pre-
trained autoregressive video model to provide rewards for a reinforcement learning agent. 
These rewards are parameterized as the conditional probabilities of a particular frame given 
a context past of frames. In addition, we include an entropy maximization objective to ensure 
that the agent learns diverse behaviors which match the video model’s trajectory distribution. 
VIPER succeeds across 3 benchmarks and 28 tasks, including the DeepMind Control Suite, 
Atari, and the Robot Learning Benchmark. We find that simple data curation techniques can 
dramatically improve the effectiveness of VIPER. We also show that VIPER generalizes to 
out-of-distribution tasks for which no demonstrations were provided. Moreover, VIPER can 
learn reward functions for a wide variety of tasks using a single video model, outperforming 
AMP (Peng et al., 2021a), which suffers from mode collapse as the diversity of the expert 
videos increases. 

Limitations of our work include that VIPER is trained using in-domain data of expert 
agents, which is not a readily-available data source in the real world. Additionally, video pre-
diction rewards trained on stochastic data may lead the agent to prefer states that minimize 
the video model’s uncertainty, which may lead to sub-optimal behaviors. This challenge 
may be present for cases where either the environment is stochastic or the demonstrator 
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provides noisy demonstrations. Moreover, selecting the right trade-off between VQCode 
size and context length has a significant impact on the quality of the learned rewards, with 
small VQCodes failing to model important components of the environment (e.g., the ball in 
Atari Breakout) and short context lengths leading to myopic behaviors which results in poor 
performance. Exploring alternative video model architectures for VIPER would likely be a 
fruitful research direction. 

To improve the generalization capabilities of VIPER, larger pre-trained video models 
are necessary. Future work will explore how fine-tuning or human preferences can be used 
to improve video prediction rewards. Using text-to-video models remain another interesting 
direction for future work in extracting text-conditioned task-specific priors from a pretrained 
video model. In addition, extending this line of work to leverage Video Diffusion Models (Ho 
et al., 2022b) as video prediction rewards may lead to interesting outcomes. 
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5.6 Appendix: Bootstrap Your Own Latent Details 

Model Architecture. The BYOL model used in this chapter derives from the recurrent 
BYOL-Explore architecture proposed in (Guo et al., 2022), with a few modifications. Namely 
Guo et al. propose BYOL-Explore, a multi-step predictive latent world model. The BYOL-
Explore architecture trains an online network using targets generated by an exponential 
moving average target network on future observations. Observations ot are first encoded into 
an observation representation fθ(ot). Online predictions are computed by then encoding the 
observation representation using a closed-loop RNN hcθ(fθ(ot)). Guo et al. also pass actions 
into the closed loop RNN, but we wish to learn an action-free reward mechanism that can be 
trained solely from videos. At each timestep, the carry bt from the closed loop RNN is then 
fed into an open-loop RNN hoθ which predicts open-loop representations K steps into the 
future: (bt,k ∈ RM)K−1 

k=1 , where bt,k = hoθ(bt,k−1). The original BYOL-Explore architecture 
feeds actions at+k+1 as inputs to the open loop cell hoθ as well, but we opt to omit these 
inputs for the same reason outlined above. 

Given the deterministic RNN architecture used to predict online targets, omitting the 
action conditioning may lead to poor performance in multi-modal or stochastic environments. 
A more principled approach would utilize a probabilistic recurrent state space model (Doerr 
et al., 2018; Hafner et al., 2019b) to account for the multi-modality of future states. We 
leave this approach to future work. 

Finally, a predictor head gθ(bt,k) outputs online predictions. We refer the reader to (Guo 
et al., 2022) for a figure of the outlined architecture. 

The target network is an observation encoder fϕ whose parameters are an exponential 
moving average of fθ. The loss function for the online network is then defined as: 

LBYOL-Explore(θ, t, k) = 

 
gθ(bt,k) 
∥gθ(bt,k)∥2 

− sg 

 
fϕ(ot+k) 
∥fϕ(ot+k)∥2 

 

2 

2 

, 

LBYOL-Explore(θ) = 
1 

B(T − 1) 

T −2 

t=0 

1 
K(t) 

K(t) 

k=1 

LBYOL-Explore(θ, t, k), 

where K(t) = min(K, T − 1 − t) is the valid open-loop horizon for a trajectory of length T 
and sg is the stop-gradient operator. 

Computing Rewards. The uncertainty associated with the transition (ot, at, ot+1) is 
the sum of the corresponding prediction losses: 

ℓt = 
 

p+q=t+1 

LBYOL-Explore(θ, j, p, q), 

where 0 ≤ p ≤ T − 2, 1 ≤ q ≤ K and 0 ≤ t ≤ T − 2. This accumulates all the losses 
corresponding to the latent dynamics model uncertainties relative to the observation ot+1. 
For our purposes, we calculate rewards as rt = −ℓt, which is equivalent to negating the 
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reward used in the original BYOL-Explore formulation, and can be interpreted as negating 
the exploration objective to ensure that the agent stays close to the trajectory distribution 
found in the original dataset. 

5.7 Appendix: Video Model Hyperparameters 

Table 5.1: Hyperparameters and training details for all VQ-GAN models. 

DMC Atari RLBench 
(single + multi task) 

Input size 64 × 64 × 3 64 × 64 × 3 64 × 64 × 3 
Latent size 8× 8 16 × 16 16 × 16 
β (commitment loss coefficient) 0.25 0.25 0.25 
Batch size 128 128 128 
Learning rate 10−4 10−4 10−4 

Learning rate schedule constant constant constant 
Training steps 200k 200k 200k 
Base channels 128 128 128 
Ch mult [1, 1, 2, 2] [1, 2, 2] [1, 2, 2] 
Num res blocks 1 1 2 
Codebook size 1024 1024 1024 
Codebook dimension 64 64 64 
Perceptual loss weight 0.1 0.1 0.1 



79 

Table 5.2: Hyperparameters and training details for all VideoGPT and MaskGit models. 

DMC Atari RLBench 
(single task) 

RLBench 
(multi-task) 

Sequence length 16 16 4 4 
Frame skip 1 1 4 4 
Latent size 8× 8 16 × 16 16 × 16 16 × 16 
Batch size 32 32 32 32 
Learning rate 10−4 10−4 10−4 10−4 

Learning rate schedule constant constant constant constant 
Training steps 500k 500k 500k 500k 
Adam (β1, β2) (0.9, 0.999) (0.9, 0.999) (0.9, 0.999) (0.9, 0.999) 
Hidden dim 256 512 256 512 
Feedforward dim 1024 2048 1024 2048 
Number of heads 8 8 8 8 
Number of layers 8 8 8 8 
Dropout 0 0 0 0 
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5.8 Appendix: Reinforcement Learning 
Hyperparameters 

Table 5.3: Hyperparameters and training details for DreamerV3. 

DMC Atari RLBench 
(single task) 

RLBench 
(multi-task) 

General 
Replay Capacity (FIFO) 106 106 106 106 

Start learning (prefill) 0 0 0 0 
Batch Size 16 16 16 16 
Batch length 64 64 64 64 
MLP Size 2 × 512 4 × 1024 4 × 1024 4 × 1024 

World Model 
RSSM Size 512 4096 4096 4096 
Number of Latents 32 32 32 32 
Classes per Latent 32 32 32 32 
KL Balancing 0.667 0.667 0.667 0.667 

Actor Critic 
Imagination Horizon 15 15 15 15 
Discount 0.995 0.995 0.995 0.995 
Return Lambda 0.95 0.95 0.95 0.95 
Target Update Interval 50 50 50 50 
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Table 5.4: Hyperparameters and training details for DrQ. 

DMC 

Actor Critic 
MLP Size 256 × 256 
CNN Features 32 × 64 × 128 × 256 
Learning Rate 3e − 4 
Discount 0.99 
Number of Critics 2 
τ 0.005 
Init Temperature 0.1 
Augmentations Random crop 
Random Network Distillation 
RND CNN Features 32 × 64 × 64 
RND MLP Size 512 × 512 
RND learning rate 3e − 4 
RND Exploration Weight 1 
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5.9 Appendix: Environment Training Curves 
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Figure 5.12: Results across 6 Robot Learning Benchmark (RLBench) tasks, with mean and 
standard deviation computed across 3 seeds. 
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Figure 5.13: Results across 7 Atari tasks. Scores computed using Human-Normalized Mean 
across 3 seeds. 
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Figure 5.14: Results across 15 DeepMind Control Suite tasks, with mean and standard 
deviation computed across 3 seeds. AMP runs were stopped early due to poor performance. 
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5.10 Appendix: Training Environments 

Figure 5.15: A single autoregressive video model is trained on 30 tasks for the Franka Panda 
and 23 tasks for the ReThink Robotics Sawyer, using 16 × 16 VQCodes and a context length 
of 4, with frame skip 4. 



86 

Figure 5.16: A single task-conditioned autoregressive video model is trained on 15 DeepMind 
Control Tasks, using 8 × 8 VQCodes and a context length of 16. 

Figure 5.17: A single autoregressive video model is trained on 7 Atari tasks, using 16 × 16 
VQCodes and a context length of 16. 
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5.11 Appendix: Visualizing Video Prediction 
Uncertainty 

Video model uncertainty can be visualized by upsampling the conditional likelihoods over 
VQCodes. Since VQCodes tend to model local features, this provides a useful tool for 
analyzing which regions of the image the video model is uncertain about. 
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Figure 5.18: Atari uncertainty visualized for a reference trajectory (top) and a random 
trajectory (bottom). Brighter values correspond to higher likelihoods. 
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Figure 5.19: Uncertainty visualized for a random trajectory from the DMC cartpole balance 
task. Brighter values correspond to higher likelihoods. 
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Figure 5.20: RLBench uncertainty visualized for a reference trajectory (top) and a random 
trajectory (bottom). Brighter values correspond to higher likelihoods. 
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5.12 Appendix: VIPER Out-of-Distribution Analysis 
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Figure 5.21: Predicted rVIPER on various RLBench tasks. We evaluate 10 trajectories for 
each task. *Training data for the VIPER model. 
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Looking Ahead: From Rewards to Policy 
Expressiveness 

The arc of the previous chapters has steadily shifted what is data-driven inside the RL loop. 
AMP and VIPER replaced hand-engineered rewards with priors learned from motion capture 
and video. GaussGym replaced hand-engineered scenes with reconstructions from phone 
scans, large outdoor datasets, and generative video. DayDreamer replaced hand-engineered 
dynamics with a world model fitted online to the robot’s own experience. What remains 
untouched is the actor: in every continuous-control policy above, the actor is parameterized 
as a unimodal Gaussian over actions. 

The unimodal assumption is increasingly the binding constraint on behavior quality. 
Real-world manipulation, locomotion, and navigation all admit multiple equally valid ac-
tion distributions at the same state—two ways to grasp a mug, two gaits at the same speed, 
two homotopy classes of paths around an obstacle. Squashing these into a single Gaussian 
forces the policy either to average across modes (producing physically unrealistic behavior) 
or to collapse onto one of them at the expense of the others (losing the multimodal coverage 
that makes downstream planning and exploration robust). Behavior cloning has indepen-
dently arrived at the same conclusion and has largely adopted diffusion models as the policy 
class (Chi et al., 2023), precisely because diffusion models parameterize expressive, implicitly 
multi-modal distributions while remaining easy to sample from. 

The remaining question is algorithmic. Behavior cloning provides a fixed dataset to imi-
tate; RL does not. Training a diffusion-model policy from rewards alone requires a learning 
signal compatible with the score-based structure of the diffusion model itself—something 
that neither policy gradients nor standard actor-critic losses give. The next chapter, Q-
Score Matching, develops such a signal by aligning the score of the policy with the action 
gradient of the learned Q-function. The resulting algorithm trains expressive, multi-modal 
diffusion policies sample-efficiently in the off-policy setting, lifting the expressiveness ceiling 
that has limited every RL result described to this point. 
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Chapter 6 

Q-Score Matching: Learning a Diffusion 
Model Policy from Rewards 

This chapter is based on collaborative work with Michael Psenka, Pieter Abbeel, and Yi 
Ma (Psenka et al., 2024). 

Chapter Summary 

Diffusion models have become a popular choice for representing actor policies in behavior 
cloning and offline reinforcement learning. This is due to their natural ability to optimize 
an expressive class of distributions over a continuous space. However, previous works fail to 
exploit the score-based structure of diffusion models, and instead utilize a simple behavior 
cloning term to train the actor, limiting their ability in the actor-critic setting. In this 
chapter, we present a theoretical framework linking the structure of diffusion model policies 
to a learned Q-function, by linking the structure between the score of the policy to the action 
gradient of the Q-function. We focus on off-policy reinforcement learning and propose a new 
policy update method from this theory, which we denote Q-score matching. Notably, this 
algorithm only needs to differentiate through the denoising model rather than the entire 
diffusion model evaluation, and converged policies through Q-score matching are implicitly 
multi-modal and explorative in continuous domains. We conduct experiments in simulated 
environments to demonstrate the viability of our proposed method and compare to popular 
baselines. Source code is available from the project website: https://michaelpsenka.io/ 
qsm. 

6.1 Introduction 

Reinforcement Learning (RL) has firmly established its importance across a range of complex 
domains, from discrete game environments like Go, Chess, and Poker (Silver et al., 2016, 2017; 
Brown and Sandholm, 2019) to continuous environments like goal-oriented robotics (Kober 

https://michaelpsenka.io/qsm
https://michaelpsenka.io/qsm
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et al., 2013; Sünderhauf et al., 2018; Ibarz et al., 2021; Wu et al., 2022). Robotics RL 
applications typically need to work in a continuous vector space for both states and actions. 
This not only makes traditional RL algorithms designed for discrete state and action spaces 
infeasible, but makes parameterizing the policy (distribution of actions) a difficult challenge, 
where one must typically choose between ease of sampling (e.g. Gaussians (Agostini and 
Celaya, 2010)) and expressiveness. 

Recently, diffusion models (Hyvärinen and Dayan, 2005; Ho et al., 2020) have emerged 
as a promising avenue for parameterizing distributions. These models, rooted in the idea of 
iterative increments of noising and denoising from a distribution, have shown great potential 
in generative tasks (Rombach et al., 2022; Watson et al., 2022). In the context of RL, diffusion 
models offer both expressiveness and easy sampling, since normalization constants do not 
need to be computed for sampling. However, their adoption in RL is relatively nascent, and 
the nuances of their implementation and performance are still subjects of investigation. 

One unexplored approach is through the alignment of the learned policy’s score, denoted 
by ∇a log(π(a|s)), with the score of an optimal policy, denoted by ∇a log(π

∗(a|s)). However, 
traditional score matching is ill-posed in this setting, because we not only lack samples from 
∇a log(π

∗(a|s)), but also from π∗(a|s) itself. Our primary result emphasizes that in the 
context of RL, one can match the score of π to that of π∗ by iteratively matching the score 
of π to the gradient of the state-action value function with respect to action, ∇aQ

π(s, a). 
This offers a new, geometric perspective on policy optimization, where the focus for policy 
optimization becomes iteratively pushing the vector field ∇a log(π(a|s)) towards the vector 
field ∇aQ

π(s, a). We call this approach Q-score matching (QSM). 
We then use this novel method on off-policy reinforcement learning scenarios, an impor-

tant but yet unexplored area for diffusion model policies. Without a fixed distribution to 
sample from (akin to what is given for behavior cloning or offline RL applications), it is un-
clear how exactly to train a diffusion model represented policy. We postulate and empirically 
demonstrate that QSM is a viable algorithm for learning diffusion model policies. 

The chapter is structured as follows: we begin by establishing a continuous-time formu-
lation of RL via stochastic differential equations to allow score-based analysis while keeping 
the stochastic flexibility of the RL setting. We then introduce the standard policy gradient 
for diffusion models in this setting, and afterwards give a theoretical introduction to QSM. 
Finally, we lay out our empirical framework, results, and the broader implications of our 
method for learning diffusion model policies in reinforcement learning problems. 

6.2 Related Work 

We now introduce the relevant related work for this chapter. The most direct relation is the 
line of work related to diffusion models in the RL setting, which is relatively new but actively 
explored. We discuss some particular works related to various parts of this chapter’s setting, 
including the action gradient of the Q-function and the score of the policy distribution. 
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Diffusion Models in Reinforcement Learning 

Diffusion models, characterized by their incremental noise-driven evolution of data, have 
found various applications in RL, ranging from imitating expert behavior to optimizing 
policies using complex action-value functions. The following are some notable examples: 

Behavior cloning. “Behavior cloning” is a type of imitation learning where an agent tries 
to mimic the behavior of an expert without explicit reward feedback. Much of the earlier 
work in diffusion models for policy learning has been for behavior cloning (Janner et al., 2022; 
Reuss et al., 2023), as the specifics of the behavior cloning setting (matching a distribution to 
a given dataset) fit more closely to the original design principle of diffusion models, namely 
through score matching (Hyvärinen and Dayan, 2005). In a similar vein, work has been done 
on learning a stochastic state dynamics model using a diffusion model (Li et al., 2022a). 

Offline Q-learning. Offline RL techniques leverage existing datasets to learn optimal 
policies without further interaction with the environment. Similar to the behavior cloning 
setting, optimizing the policy using a large fixed dataset fits more closely with the common 
usage of diffusion models for learning distributions, and in combination with the above policy 
gradient formula for diffusion models has enabled many recent works in this area (Wang et al., 
2022; Suh et al., 2023; Kang et al., 2023; Hansen-Estruch et al., 2023; Lu et al., 2023). 

Policy gradient. Policy gradient methods seek to directly optimize the policy by comput-
ing gradients of the expected reward with respect to the policy parameters (Sutton et al., 
1999). Previous work has derived a formula for the policy gradient with respect to a diffusion 
model’s parameters (Black et al., 2023), but such formulas are much more general and do 
not fully exploit the structure of a diffusion model. For example, the new expectation for 
the policy gradient becomes dependent on internal action samples, making the estimates less 
sample efficient (see Section 6.4). 

There are additional works that use the action gradient of the Q-function for learning (Sil-
ver et al., 2014; Berseth et al., 2018; D’Oro and Jaśkowski, 2020; Li et al., 2022b; Sarafian 
et al., 2021), where the standard policy gradient is expanded to include the action gradient 
of the Q-function through the chain rule, but such methods require an explicit representation 
for the full policy distribution π(a|s), which is not readily available for diffusion models. 

Diffusion-QL. Although Wang et al. (2022) perform experiments in the offline-RL setting 
with a behavior cloning term, they propose a method for pure Q-learning: training on Q 
itself as the objective, and backpropagating through the diffusion model evaluation. How-
ever, such training still does not utilize the unique structure of diffusion models and presents 
computational challenges (e.g. exploding/vanishing gradients from differentiating through a 
model applied on itself). In this chapter, we explore a method that does not require back-
propagating through the entire diffusion evaluation, but rather just the internal denoising 
model, much like standard diffusion model training. 
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Stochastic Optimal Control 

At a conceptual level, our work is rooted in the principles of stochastic optimal control (Flem-
ing and Rishel, 2012; Kirk, 2004; Bellman, 1954), which deals with optimizing systems sub-
jected to random disturbances over time. Especially relevant to our context is the continuous-
time formulation, where the control strategies are adjusted dynamically in response to evolv-
ing system states. However, much of stochastic optimal control literature typically assumes 
access to some model of the state dynamics. Instead of assuming a state dynamics model, 
we assume a model for the expected discounted rewards over time (the Q-function), leading 
to new motivations for the theoretical development of our method. Nonetheless, exploring 
the link between this chapter and stochastic optimal control is an interesting direction for 
future work, in particular given the surface similarities between Theorems 6.1 and 6.3 and 
the Hamilton-Jacobi-Bellman equation (Bellman, 1954). 

6.3 Problem Formulation 

We now define and introduce core mathematical notation and objects used. Of notable 
difference from a standard reinforcement learning formulation is the use of a continuous 
time formulation, which is helpful to simplify the theoretical statements of this chapter. 

Notation 

We first introduce non-standard notation used throughout the main body and proofs. 

1. Different notations for the time derivative of a path x(t) are used, depending on the 
setting. In the non-stochastic/deterministic setting, we use dot notation ẋ(t) := d 

dt
x(t). 

In the stochastic setting, we use the standard SDE notation, using dx(t) instead of 
d 
dt x(t). 

2. In the main body and proofs, we often refer to the “score” of the action distribution, 
which is always denoted Ψ and always used as the vector field defining the flow of actions 
over time. Not all settings have Ψ line up with the classical score of a distribution, but 
we use the terminology “score” throughout to highlight the analogy to a distribution’s 
true score ∇a log π(a|s), as seen most clearly through the Langevin dynamics with 
respect to a distribution’s score (Langevin, 1908; Papanicolaou, 1977; Welling and Teh, 
2011). 

Definitions 

We denote the state space as a Euclidean space S = Rs , and the action space as another 
Euclidean space A = Ra . For the theoretical portion of this chapter, we consider the following 
stochastic, continuous-time setting for state and action dynamics: 
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ds = F (s, a)dt + Σs(s, a)dB
s 
t , 

da = Ψ(s, a)dt + Σa(s, a)dB
a 
t , 

s(0) = s0, 

a(0) = a0. 

(6.1) 

Ψ : S × A → A corresponds to the “score” of our policy and is the main parameter for 
policy optimization in this setting. F : S × A → S corresponds to the continuous state 
dynamics, and Σs(s, a), Σa(s, a) are functions from S × A to positive semidefinite matrices 
in Rs×s and Ra×a respectively, corresponding to the covariance structure for the uncertainty 
in the dynamics of s(t) and a(t). The covariances are with respect to the separate standard 
Brownian motions Bs , Ba , each embedded in S and A respectively. 

While many works formulate RL in a continuous state/action/time setting (Bradtke and 
Duff, 1994; Doya, 2000; Jia and Zhou, 2022, 2023; Zhao et al., 2024), it is less common to 
formulate the action as a joint dynamical system. This proves important when linking this 
theoretical structure to a diffusion model, as highlighted in Section 6.3. 

Our main objective in this chapter is to maximize path integral loss functions of the 
following form: 

Q Ψ(s0, a0) = E 
 ∞ 

0 
γt r(s(t, s0, a0))dt, (6.2) 

where r : S → [0, 1] is the reward function, the expectation is taken over the stochastic 
dynamics given in (6.1), s(t, s0, a0) is a sample of the path s(·) at time t from initial conditions 
(s0, a0), and γ ∈ (0, 1) is a fixed constant corresponding to a “discount factor”. Discretizing 
by time gives a more familiar formula for the Q-function: 

Q Ψ(s0, a0) = E 
∞ 

t=0 

γt r(s(t, s0, a0)), (6.3) 

and furthermore if we cut off at some horizon where 
 ∞

i=T +1 γ
i ≈ 0: 

Q Ψ(s0, a0) = E 
T 

t=0 

γt r(s(t, s0, a0)). (6.4) 

We write superscript Ψ because we want to consider Q as a function not of the initial 
conditions, but of the score Ψ, and try to find a score Ψ∗ that maximizes QΨ(s0, a0) for a 
fixed initial condition (or an expectation over a distribution of initial conditions). 

Our objective in this chapter is then to maximize the following function with respect 
to the vector field Ψ : S × A → A for some distribution over initial state/action pairs P × π: 

J(Ψ) = E 
P×π 

Q Ψ(s, a). (6.5) 
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Time Discretization 

One may observe that the action model in (6.1) is not standard, since actions a(t) are 
modeled as a smooth flow over time, rather than an explicit function of the state s(t). The 
motivation for this model comes when we discretize in time via the Euler-Maruyama method, 
and further when we discretize at different time scales with respect to the state and action 
dynamics in the following way: 

st+1 = st + F (st, at) + z, z ∼ N (0, Σs(st, at)), 

a i t = a i−1 
t + 1 

K Ψ(st, a i−1 
t ) + z i t, 

z i t ∼ N (0, 1 
K Σa(st, a i−1 

t )), 

at+1 = a K 
t , 

(6.6) 

where ai t := at+i/K . By discretizing the action dynamics at K times the fidelity of the 
state dynamics discretization, we recover a score-based generative model; this is analogous 
to a time-invariant diffusion model of depth K, with denoising mean represented by Ψ and 
variance represented by Σa. As a result, we expect the theory on the model in (6.1) to also 
approximately hold for systems of the form given in (6.6) where actions are represented by 
a diffusion model, up to the error incurred by time discretization. This time scaling also 
allows actions to depend on the state st more than the previous action at−1; as the number 
of sampling steps K increases, the initial condition at−1 becomes less influential. 

6.4 Policy Gradient for Diffusion Policies 

Recall that the policy gradient, the gradient of the global objective J(θ) = Es,a Q
π(s, a), is 

given by the following (Sutton et al., 1999): 

∇θJ(θ) = E 
(s0,a0,s1,a1,...) 

∞ 

t=1 

Q(st, at)∇θ log πθ(at|st), (6.7) 

where the distribution of the expectation is with respect to the policy π and the environ-
ment dynamics. For a time-discretization of a diffusion model policy, we do not have access 
to global probability π(a|s), but rather just the incremental steps π(aτ |aτ−1 , s) (superscript 
here indicates internal diffusion model steps), and would need to integrate over all possible 
paths to get the following: 

π(a K |s) = (6.8)  

aK−1 

· · · 
 

a1 

π(a 1|s) 
K 

τ=2 

π(a τ |a τ−1 , s)da 1 · · · da K−1 , 
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which is quickly infeasible to compute with respect to K. However, after substituting (6.8) 
into (6.7), we can simplify and obtain the following form: 

∇θJ(θ) = E 
∞ 

t=1 

Q(st, a K 
t ) 

 
K 

τ=1 

∇θ log πθ(a τ 
t |a τ−1 

t , st) 

 

, (6.9) 

where the expectation is taken over all states {st}∞t=1 and all internal actions {{aτ 
t }K 

τ=1}∞t=1. 
Importantly, the expectation now explicitly depends on the internal action states {aτ 

t }Kτ=1 

rather than just the executed action at, and uses no explicit structure of diffusion models, as 
this formula likewise holds for any model with internal actions {aτ 

t }Kτ=1. It is thus reasonable 
to expect that applying this formula directly will lead to sample inefficiency; we present 
comparative results in Section 6.6. We are then motivated to pursue alternative methods 
for updating the diffusion model policy, that use some of the score-based structure of the 
diffusion model. 

6.5 Policy Optimization via Matching the Score to the 
Q-Function 

We now introduce the main theoretical contribution of this chapter: an alternative method 
for updating the policy given an estimate of the Q-function that avoids the aforementioned 
problems from policy gradients. 

The theory of this section is relevant for continuous-time dynamical systems. Thus, we 
consider the continuous-time Q-function given in Eq. (6.2) and the corresponding total energy 
function J(Ψ): 

J(Ψ) = E 
(s,a) 

Q Ψ(s, a), (6.10) 

where the expectation for QΨ is taken over sampled paths of (s(t), a(t)) with respect to the 
stochastic dynamics from (6.1) starting from (s0, a0). In computation, we can also consider 
a finite-dimensional parameterization Ψθ for parameters θ ∈ Rd and the parameterized loss: 

J(θ) = E
(s,a) 

Q Ψθ (s, a), (6.11) 

where the parameters θ parameterize the vector field Ψ for the actions given in (6.1). 
Our goal is to match the score Ψ with that of an optimal distribution with respect to 

J , denoted Ψ∗ . However, unlike the standard score matching literature, we not only do not 
have access to any samples of Ψ∗ , but not even from the action distribution π∗ it generates. 
Thus, our matching approach will require access to a surrogate Ψ∗ approximator. 

One hypothesis from dimensional analysis is to compare Ψ to ∇aQ
Ψ , which is also a 

vector field from S × A to A. Intuitively, ∇aQ
Ψ provides which ways actions should be 
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modified locally to maximize expected reward. As such, we define Ψ∗ ≈ ∇aQ and define our 
actor update as an iterative optimization of the score Ψ against the ∇aQ target. 

One can optimize Ψ by iteratively matching it to the action gradient of its Q-function, 
∇aQ

Ψ(s, a). Our theoretical statements for this are captured in Theorems 6.1 and 6.3. 
Gradients with respect to this optimization would only depend on the denoising model Ψ 
itself, rather than the full diffusion model evaluation. 

Q 

aQ 

alog( ) 
a(t) 

Q 

aQ 

alog( ) 
a(t) 

Figure 6.1: A visual description of Theorems 6.1 and 6.3, and the implied update rule for a 
policy π parameterized by a diffusion model. The left image depicts a randomly initialized 
score Ψ0 , and the right the result after one step of QSM Ψ1 . If there is any discrepancy 
between the score ∇a log(π(a|s)) (orange vector, denoted Ψ in the chapter and optimized 
directly) and the action gradient ∇aQ(s, a) (blue vector), we can forcefully align the score 
to the Q action gradient to strictly increase the Q value at (s, a). 

Non-Stochastic Setting 

We begin by proving the above result in the non-stochastic setting, where the state and 
action both evolve as paired ordinary differential equations. To further simplify, we will 
begin by trying to optimize just the Q-function at a fixed point Q(s0, a0), or without loss 
of generality of the theory, the Q-function at the origin Q(0, 0). This is still quite a rich 
setting, since even for a fixed point Q(s, a) is still a path integral equation. The following 
theorem formalizes the setting, and gives a concrete statement relating the optimal policy’s 
score to the action gradient of the Q-function. 
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Theorem 6.1 (Optimality condition, deterministic setting). Consider the following joint 
deterministic dynamics governing the state s(t) ∈ Rs and action a(t) ∈ Ra: 

ṡ(t) = F (s(t), a(t)), ȧ(t) = Ψ(s(t), a(t)), 

s(0) = 0, a(0) = 0. 
(6.12) 

where s(t) ∈ Rs , a(t) ∈ Ra , ∥Ψ(s, a)∥2 ≤ C for all (s, a), and Ψ is Lipschitz with respect to 
∥ · ∥2. Denote s(t, s0, a0) the resulting state s(t) from initial conditions s0, a0. Let r : Rs → 
[0, 1] be a smooth function. Finally, let Ψ∗ : Rs × Ra → Ra be a vector field that maximizes 
the following path norm for fixed γ ∈ (0, 1) over smooth flows Ψ with norm bound C and 
bounded Lipschitz constant: 

J(Ψ) = Q Ψ(0, 0), (6.13) 

Q Ψ(s0, a0) = 
 ∞ 

0 
γt r(s(t, s0, a0))dt, (6.14) 

it follows that Ψ∗(s, a) = αs,a∇aQ
Ψ∗ 
(s, a) for some αs,a > 0 for all (s, a) along the trajectory 

(s(t), a(t)) where ∇aQ
Ψ∗ 
(s, a) ̸= 0. 

At their core, Theorems 6.1 and 6.3 state the following : if there is anywhere that Ψ(s, a) 
and ∇aQ

Ψ(s, a) are not aligned, then a new vector field Ψ ′ resulting from aligning Ψ(s, a) 
with ∇aQ

Ψ(s, a) will strictly increase QΨ ′ (0, 0) towards Q∗(0, 0). This gives formality to 
the intuition that the functional gradient with respect to the underlying score model Ψ is 
proportional to the action gradient ∇aQ. 

As one can imagine, once we extend Theorem 6.1 to losses of integrals over Q, the collinear 
condition extends to the entire integrated space. 

Corollary 6.2. Consider the setting of Theorem 6.1, but with the following modified loss: 

J(Ψ) = E 
P×π 

Q Ψ(s, a), (6.15) 

where P × π is a probability measure over Rs × Ra absolutely continuous with respect to the 
Lebesgue measure. For any maximizer Ψ∗ , it follows that Ψ∗(s, a) = αs,a∇aQ

Ψ∗ 
(s, a) for all 

(s, a) ∈ Rs × Ra where ∇aQ
Ψ∗ 
(s, a) ̸= 0. 

Stochastic Setting 

We now extend to stochastic differential equations over the actions, as modeled by (6.1). 
Fortunately, the theory for the deterministic case in Theorem 6.1 extends rather identically 
to the fully stochastic case. 
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Theorem 6.3 (Optimality condition, stochastic setting). Consider the following joint 
stochastic dynamics governing the state s(t) ∈ Rs and action a(t) ∈ Ra: 

ds(t) = F (s(t), a(t))dt + Σs(s(t), a(t))dB
s 
t , 

da(t) = Ψ(s(t), a(t))dt + Σa(s(t), a(t))dB
a 
t , 

s(0) = s0, 

a(0) = a0, 

(6.16) 

where Ψ and F are globally Lipschitz functions from Rs × Ra to Ra and Rs , respectively, 
Σs(s, a) is a globally Lipschitz function from Rs × Ra to positive semidefinite matrices in 
Rs×s (and similarly for Σa(s, a)), and Bs 

t , B
a 
t are separate standard Brownian motions in Rs 

and Ra . Further consider the following loss function with respect to the vector field Ψ: 

J(Ψ) = E 
P×π 

Q Ψ(s, a), (6.17) 

Q Ψ(s0, a0) = E 
 ∞ 

0 
γt r(s(t, s0, a0))dt, (6.18) 

where P × π is a probability measure over Rs × Ra , and the expectation for QΨ is taken over 
sampled paths of (s(t), a(t)) starting from (s0, a0). For any optimal vector field Ψ∗ with respect 
to J , it follows that Ψ∗(s, a) = αs,a∇aQ

Ψ∗ 
(s, a) for some αs,a > 0 for all (s, a) ∈ Rs × Ra 

where ∇aQ
Ψ∗ 
(s, a) ̸= 0 in the support of the distribution generated by P, π, and the stochastic 

dynamics of (s(t), a(t)). 

While this theorem does not imply a specific algorithm, it does provide theoretical justi-
fication for a class of policy update methods: iteratively matching Ψ(s, a) to ∇aQ(s, a) will 
provide strict increases to the resulting Q-function globally. 

Pedagogical Reduction in Gridworld 

To provide intuition for Theorem 6.3, we illustrate a reduction of the theorem in gridworld, 
where the state space S = {1, . . . , M} × {1, . . . , N} for some fixed M, N ∈ N, and A = 
{LEFT, RIGHT, UP, DOWN}. While diffusion models are not well-defined in discrete space, 
there is a sensible reduction to gridworld through the Langevin dynamics link. 

Suppose (for Euclidean S and A) we have completed the matching described in The-
orem 6.3 and found a score Ψ∗ such that Ψ∗(s, a) = α∇aQ(s, a) for some fixed α > 0. 
Consider the dynamics of (6.1) for a fixed state (F (s, a) = 0, Σs(s, a) = 0), and setting 
Σa(s, a) = 

√ 
2Ia; given certain conditions (Bakry et al., 2014), we have the following result 

for the stationary distribution of actions a(t) as t → ∞ for any fixed s ∈ S, denoted π(a|s): 

π(a|s) ∼ e αQ(s,a) . (6.19) 

Thus, we can view QSM as matching the full action distribution π(a|s) to the Boltzmann 
distribution of the Q-function, 1 

Z
eαQ(s,a) , where Z = 


A e

αQ(s,a) da. While directly setting 
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π(a|s) ∼ eαQ(s,a) is infeasible in continuous state/action spaces, we can represent the proba-
bilities π(a|s) directly as a matrix of shape |S| × |A| in the finite case and use the following 
update rule: 

π ′ (a|s) = 
eαQ

π (s,a)  
a ′ ∈A e

αQπ (s,a ′ ) 
. (6.20) 

This update rule is the same as soft policy iteration (Haarnoja et al., 2018b), but using the 
standard Q-function rather than the soft Q-function. Nonetheless, we still see in simulated 
gridworld environments that α acts as an inverse entropy regularization parameter: the lower 
α is, the higher the entropy of the converged distribution π∗(a|s). We visualize this update 
rule in a simple gridworld environment, depicted in Figure 6.2. 
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Figure 6.2: Pedagogical simulation of our algorithm’s reduction to a simple single-
goal gridworld setting. The top row is a visualization of two iterates of π(a|s) ←
eαQ

π (s,a)/ 
 

a ′ e
αQπ (s,a ′ ) , for α = 2. The color of each square is the expected reward starting 

from that square, and we use the local maximizing direction to define discrete gradients: 
∇aQ(s, a) := a∗Q(s, a∗), where a∗ := arg maxa′ Q(s, a

′ ), and similarly for ∇a log(π(a|s)). 
The bottom row shows the effect of the parameter α on the entropy of the converged dis-
tribution π∗(a|s). To the left is the learned policy with α = 1, and to the right the learned 
policy with α = 10. 
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6.6 Experiments 

We now describe a practical implementation of QSM and evaluate our algorithm on various 
environments from the DeepMind Control suite (Tunyasuvunakool et al., 2020b). We seek 
to answer the following questions: 

1. Can QSM learn meaningful policies provided limited interaction with the environment? 

2. Does QSM learn complex, multi-modal policies? 

3. How does QSM compare to popular baselines? 

Algorithm 2: Q-Score Matching (QSM) 
Initialize critic networks Qθ1 , Qθ2 , and score network Ψϕ with random parameters θ1, 
θ2, ϕ 

Initialize target networks θ ′ 1 ← θ1, θ 
′ 
2 ← θ2 

Fix α > 0 
Initialize replay buffer B 
while not converged do 

Choose action by iteratively denoising aT ∼ N (0, I) → a0 using Ψϕ: at ∼ πϕ(xt); 
Step environment: xt+1, rt+1 ← env(at); 
Store (xt, at, rt+1, xt+1) in B; 
Sample minibatch of N transitions (xt, at, rt+1, xt+1) from B; 
Sample actions via iterative denoising using Ψϕ: ãt+1 ∼ πϕ(xt+1); 
Compute critic target yt = rt+1 + γmini=1,2 Qθ 

′ 
i 
(xt+1, ãt+1); 

Update critics θi = arg min θi 
N−1 

 
(yt − Qθi (st, at))

2; 
Update score model ϕ = arg min ϕ N

−1 
 
∥Ψϕ(xt, at) − α∇aQ(xt, at)∥2; 

Update target networks θ ′ i ← τθi + (1 − τ)θ 
′ 
i; 

In particular, the first point allows us to verify that using the score-based structure of 
diffusion models allows us to train diffusion model policies in a sample-efficient manner. 
We implement QSM using N-step returns (Sutton and Barto, 2018a) and the Q-function 
optimization routine outlined in DDPG (Lillicrap et al., 2019). For each update step, actions 
from the replay buffer are noised according to a variance-preserving Markov chain, similar 
to (Hansen-Estruch et al., 2023). We then evaluate ∇aQ and provide this as the target to 
our score model Ψ. This update is computed for every environment step with batches of size 
256 sampled from the replay buffer. Both the critic and score model are parameterized as 
2-layer MLPs with 256 units per layer. A pseudocode sketch for the algorithm is provided in 
Algorithm 2. 1 In this work, we add a small amount of Gaussian noise to the final sampled 

1Full implementation: https://github.com/Alescontrela/score_matching_rl. 

https://github.com/Alescontrela/score_matching_rl
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actions from the policy, as well as the sampled minibatch actions for training. We note that 
other, interesting exploration strategies exist, such as limiting the amount of denoising steps 
applied to the action; however, in this chapter we focus mainly on QSM, and leave additional 
study of exploration to future work. 

Continuous Control Evaluation 
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Figure 6.3: Experimental results across a suite of eight continuous control tasks. QSM 
matches and sometimes outperforms TD3 and SAC performance on the tasks evaluated, par-
ticularly in samples needed to reach high rewards. Even though QSM trains on expressive dif-
fusion models, it matches the sample efficiency of explicit Gaussian and tanh-parameterized 
models. 

In Figure 6.3, we evaluate QSM on eight tasks from the DeepMind Control suite, rang-
ing in difficulty from Cartpole Balance to Humanoid Walk. We also compare QSM to 
SAC (Haarnoja et al., 2018b) and TD3 (Fujimoto et al., 2018), and find that QSM manages 
to achieve similar or better performance than the SAC and TD3 baselines. Conventional 
actor-critic methods parameterize the actor as a Gaussian distribution or a transformed 
Gaussian distribution, which can lead to sub-optimal exploration strategies, as certain ac-
tion modes may get dropped or low Q-value actions may get sampled frequently. QSM 
instead learns policies which are not constrained to a fixed distribution class and are able to 
cover many different action modes. As such, QSM learns policies which are multi-modal and 
complex, thereby enabling policies to better approximate the true optimal policy. In Fig-
ure 6.4, we visualize actions sampled from a QSM policy for the initial state of a toy cartpole 
swingup task, and in Figure 6.5, we visualize actions on a simulated quadruped environment, 
compared to an alternative method of training diffusion model policies. Note the high mass 
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around the extreme actions, all of which represent the initial action for the optimal trajec-
tories, which then converge once the policy has committed to one of these trajectories. 

-1 0 1 
Action 

Figure 6.4: QSM can learn multi-modal policies. Samples from policy shown for the first 
state of a toy cartpole swingup task, where −1 and 1 represent the initial action for each of 
two optimal trajectories. 

6.7 Conclusion 

Diffusion models offer a promising class of models to represent policy distributions, not only 
because of their expressibility and ease of sampling, but the ability to model the distribution 
of a policy through its score. To train such diffusion model policies in the reinforcement 
learning setting, we introduce the Q-score matching (QSM) algorithm, which iteratively 
matches the parameterized score of the policy to the action gradient of its Q-function. This 
gives a more geometric viewpoint on how to optimize such policies, namely through iteratively 
matching vector fields to each other. We additionally provide a practical implementation of 
this algorithm, and find favorable results when compared to popular RL algorithms. 

There are still plenty of avenues for future work. QSM itself is one implementation of 
the broader idea of matching the action distribution’s learned score Ψ, or the “drift” term of 
the diffusion model, to the “Q-score” ∇aQ; nonetheless, there are many alternative ways to 
iteratively match the score model to ∇aQ that still benefit from Theorem 6.3 and the idea 
of iteratively matching Ψ to ∇aQ. Furthermore, this chapter focused purely on the score Ψ 
and assumed a fixed noise model Σa. However, optimization of Σa is an especially interesting 
direction for future work; delving deeper into this optimization might reveal intriguing con-
nections to maximum entropy reinforcement learning, providing a richer understanding of 
the balance between exploration and exploitation. Additionally the theory for this chapter 
builds a baseline for QSM and related algorithms, but there still remain many important the-
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Figure 6.5: Demonstration of multimodal action distributions due to QSM. Displayed are 
sampled actions from a successfully QSM-trained model and a successfully Diffusion-QL-
trained model. Each figure displays 1,000 sampled actions at the given time step from the 
displayed initial condition of quadruped_walk, projected down to R2 using UMAP (McInnes 
et al., 2018). Both compared models are exactly the same (including sampling procedure), 
except for the method the denoising submodel was trained. This demonstrates that the 
diversity in sampling from QSM comes not from the diffusion model architecture, but the 
training methodology itself. 

oretical questions to answer. In particular, convergence rate analysis could highlight further 
improvements to the QSM algorithm. 
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Figure 6.6: Performance when updating a diffusion model policy via policy gradients on select 
continuous control tasks, which is notably worse than QSM (ours), matching discussion in 
Section 6.4. Results on further environments can be found in Figure 6.8. 
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Figure 6.7: Comparison between QSM and Diffusion-QL (Wang et al., 2022) over the same 
shared hyperparameters (the QSM-unique parameter α as seen in Algorithm 2 is increased 
for harder tasks)—QSM performance here differs from Figure 6.3 due to the enforcement 
of consistent shared hyperparameters, in order to emphasize distinctions between QSM and 
Diffusion-QL. While performance is mostly comparable, note that QSM takes up significantly 
less computation time for the policy gradient, as it only differentiates through the denoising 
model rather than the full diffusion evaluation, and generally yields more consistent results, 
while Diffusion-QL can sometimes get “stuck” at suboptimal solutions. This idea is further 
supported through Figure 6.5, which demonstrates QSM’s distinct promotion of exploration. 
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6.8 Appendix: Additional Experiments 

We provide here additional experiments that give further context for our method and algo-
rithm. Some results, like Figure 6.9, demonstrate a future potential for QSM as we apply 
this method to more complex tasks that require deeper diffusion policies, and some results 
like Figure 6.8 give further context for the results presented in the main body. 
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Figure 6.8: Results on a policy gradient update for the diffusion model policy on the re-
maining tested environments. As further confirmed, policy gradients fail to learn opti-
mal policies for diffusion models in the off-policy setting. Note that some initializations 
of quadruped_walk have an incredibly wide space of policies that yield high rewards; e.g. 
when dropped completely right-side up. 
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Figure 6.9: Comparison of QSM and Diffusion-QL (Wang et al., 2022) when increasing 
the number of diffusion sampling steps, for the walker_walk environment. Plotted are the 
validation returns at 50K and 100K training steps respectively. Since QSM uses diffusion 
model structure and trains the noise model directly, it scales with diffusion depth, while 
Diffusion-QL becomes unstable. 

6.9 Appendix: Sketch of Theorem 6.1 

We sketch here the key ideas of the proof of Theorem 6.1; full technical details are available 
in the original paper (Psenka et al., 2024). 

For any τ > 0, the Q-function can be decomposed recursively as 

Q(0, 0) = 
 ∞ 

0 
γt r(s(t))dt = 

 τ 

0 
γt r(s(t))dt + γ τ Q(s(τ), a(τ)). 

This forms the baseline of the local analysis: the Q-function splits into a purely state-
dependent integral that can be made arbitrarily small, and a boundary term of the same 
Q-function. 

The proof proceeds by contrapositive: suppose that, for some t ∈ [0, ∞), Ψ(s(t), a(t)) is 
not aligned with ∇aQ(s(t), a(t)). We show that there exists a “bump” of Ψ towards ∇aQ 
that strictly increases Q(0, 0). The key construction is a modified score 

Ψ ′ (s, a) := (1 − ϕ(a))Ψ(s, a) + ϕ(a) 
∥Ψ(0, 0)∥ 
∥∇aQ(0, 0)∥ 

∇aQ(0, 0), (6.21) 

where ϕ is a smooth partition of unity supported on an ϵ-ball about the origin. Taylor 
expanding both r and Q around the origin shows that 

Q Ψ ′ (0, 0) − Q Ψ(0, 0) = γ τ ℓ(τ) + o(τ), 

where the leading term ℓ(τ) is positive whenever Ψ and ∇aQ are not collinear. Two cases must 
be handled separately: when trajectories of a(t) do not re-cross the local ϵ-ball, and when 
they do (possibly infinitely often). In the re-entry case, one decomposes QΨ ′ (0, 0) across the 
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sequence of crossing times, applies the local first-order analysis at each crossing, and uses 
the geometric decay of γTk to control the accumulated error. The same argument extends 
without material change to the stochastic setting (6.16), by replacing path integrals with 
expectations and applying the tower rule. Together these establish Theorems 6.1 and 6.3. 
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Chapter 7 

Conclusion: Toward a Unified Recipe 

This dissertation set out to make robot learning scale. The premise was that scaling does not 
come from any single algorithmic breakthrough but from systematically replacing each hand-
engineered component of the RL loop—rewards, scenes, dynamics models, and finally the 
policy class itself—with a data-driven counterpart. Each chapter took one such component, 
identified the bottleneck it created, and replaced it with a learner that consumes cheap, 
abundant data. 

7.1 What the chapters add up to 

Chapter 2 began the program by replacing the hand-tuned style reward, the largest hand-
engineered surface on the locomotion side of robot learning. Adversarial Motion Priors com-
press a few seconds of motion-capture data into a discriminator that scores state-distribution 
similarity, yielding a one-line style term that substitutes for the thirteen hand-tuned style 
terms of prior locomotion rewards. The resulting policies transfer to a Unitree A1 without 
any further reward intervention. 

Chapter 3 extended the same removal-of-hand-engineering philosophy to scene construc-
tion. GaussGym treats real-world capture data—phone scans, large-scale outdoor datasets, 
and outputs from generative video models—as the substrate of the simulator, rendered inside 
vectorized physics at 100,000 steps per second. With the reward already learned by AMP 
and the scene now learned from real captures, the simulator becomes a true data engine: 
more diverse training data than any hand-built environment, at rates competitive with the 
fastest existing engines, and producing the first visual locomotion policies trained entirely in 
simulation—with initial zero-shot transfer to real-world stair climbing marking a first step 
toward closing the visual sim-to-real gap. 

Chapter 4 opened the second track of the dissertation by replacing the simulator itself 
with a learned dynamics model fitted online to a single robot’s experience. DayDreamer 
puts the Dreamer world-model algorithm on four physical platforms—a quadruped, two 
manipulators, and a wheeled robot—and trains each from scratch in minutes to hours of 
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real-world interaction, without simulators or demonstrations. The chapter establishes world 
models as the sample-efficient learner of choice wherever real-world data is the constraint. 

Chapter 5 closed the reward gap on Track 2. Where AMP learned a style reward from 
mocap, VIPER learns a full task reward from unlabeled video. A pre-trained autoregressive 
video model’s log-likelihood under the agent’s behavior serves as a dense, action-free reward 
signal, yielding expert-level control on 28 DMC, Atari, and RLBench tasks and zero-shot 
reward transfer across embodiments. Together, AMP and VIPER are the two ends of a 
single program: extract behavioral priors from whatever expert data is cheapest to obtain, 
and use them as the reward. 

Chapter 6 addressed the last remaining piece of hand-engineering inside the RL loop—the 
actor. Q-Score Matching trains a diffusion model policy directly from rewards by aligning 
the policy’s score with the action gradient of the learned Q-function. The resulting off-policy 
algorithm matches and sometimes outperforms SAC and TD3 on continuous-control bench-
marks while parameterizing implicitly multi-modal distributions, lifting the expressiveness 
ceiling that constrained every RL actor in the preceding chapters. 

7.2 Two tracks, one continuum 

It is tempting to read these chapters as belonging to two opposing camps—“train in sim” 
versus “train in the real world”—but the larger lesson of this dissertation is that the two 
tracks are ends of a single continuum. Real-to-sim closes the gap from below: phone scans, 
mocap, and internet video give simulation enough fidelity to drive policies that transfer zero-
shot. World models close the gap from above: a Dreamer-style latent dynamics predictor is, 
in effect, a simulator fitted online to whichever robot it lives on. Both endpoints are doing the 
same thing in different coordinates—constructing a learnable proxy for the physical world 
out of cheap, abundant data—and progress on either end accrues to the other. VIPER, in 
particular, is best understood as the meeting point of the two tracks: a world model (over 
pixels) used to score the behavior of a real-world learner. 

7.3 What remains 

Three follow-ups are most worth flagging. 

Behavior cloning is not enough on its own. The current wave of large robotics mod-
els is dominated by imitation. Behavior cloning has been a productive starting point—it 
scaled to GPT-3 analogues for robotics, much as supervised pre-training preceded RLHF 
in language—but its asymptote is the demonstration data. The results in this dissertation 
suggest that scaling beyond the demonstration distribution requires the same move language 
modeling made: combine pre-training on cheap data with reinforcement learning on a learned 
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reward. AMP, VIPER, and QSM jointly supply the ingredients for that move at the robotics 
scale. 

Simulation is underexploited. Even after GaussGym, the ceiling on simulation through-
put is far higher than the field is currently using. Reaching language-model quantities of pre-
training data for robotics—tens of trillions of transitions—is feasible with the existing GPU 
stack if scene generation and reward specification scale alongside throughput. The combina-
tion of real-to-sim reconstruction (GaussGym), generative scene synthesis (Veo-style video 
models), and reward learning (AMP, VIPER) makes that scaling regime concretely tractable 
for the first time. 

World models are a long-term bet. The DayDreamer line of work demonstrates that 
on-robot world-model learning is already practical for individual tasks. Scaling it to the 
breadth of pre-trained simulators is the harder problem: it will require world models that 
generalize across embodiments, scenes, and tasks, and that integrate cleanly with the priors 
learned by VIPER-style video models. The same recipe—data-driven priors over rewards, 
scenes, dynamics, and policies—continues to apply, but the engineering required to deliver 
it at scale is substantial. 

Scaling robot learning reduces, in the end, to a single operating principle: every hand-
engineered surface inside the RL loop is a scaling ceiling, and every such surface can be 
replaced by a learner over cheap, abundant data. The works in this dissertation peel off 
five such ceilings—style rewards, scenes, dynamics, task rewards, and the actor itself—and 
demonstrate that the underlying RL stack is far more capable than the hand-engineered 
components have historically allowed it to look. The conditions for robot learning to scale 
to the breadth of language modeling are now in place; what remains is to do it. 
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