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The brain’s cognitive power does not arise on exacting digital precision in high-performance

computing, but emerges from an extremely efficient and resilient collective form of computation

extending over very large ensembles of sluggish, imprecise, and unreliable analog components. In

contrast to the reliable spike generation mechanism of cortical neurons, synapses are regarded as

the primary source of this probabilistic behavior owing to release failures and quantal fluctuations.

It has been speculated that the overall power efficiency and noise tolerance of the brain is a result

of this unreliability in communication between neurons. Inspired by the stochastic nature of brain

dynamics, we present methods of exploiting these concepts in order to produce more efficient

algorithms and systems in the realm of neuromorphic computing, offering links between two tra-
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ditionally disjoint scientific disciplines: computational neuroscience concerned with constructing

models of brain function, and machine learning concerned with realizing adaptive computational

intelligence.

The first part of the dissertation investigates extensions on the Boltzmann machine, a

stochastic recurrent artificial neural network capable of learning probability distributions over its

inputs. Boltzmann machines are interesting from a neuromorphic perspective due to the local

and Hebbian nature of their learning rule, along with parallel processing between network layers

with which biological neural networks also operate. Additionally, the neurons in these networks

present probabilistic activation functions and communicate with binary events, similar to what has

been observed in experimental recordings of neural data. In search of more biological plausibility

in inference and learning, we present conditions for significant equivalence between Boltzmann

machines with contrastive divergence machine learning and integrate-and-fire neuronal networks

with spike-timing-dependent plasticity (STDP). Next, we extend our methods to networks whose

sole source of stochasticity pertains to the synapse, showing that synaptic noise can produce an

efficient means of sampling. As the hallmark learning rule in spiking neural networks, we then

investigate how STDP can be readily performed using simply forward connectivity access, and

compare different data structures for organizing synaptic weights for memory efficiency.

In the second part of the dissertation, we focus on learning neuromorphic systems and

applications, including a methodology and an automation tool for implementing generative

models of Boltzmann machines with digital spiking neurons. Next, we demonstrate how sparsely

active neurons are capable of producing efficient results in a small-footprint keyword spotting

application. Lastly, we present our ongoing work in designing a very large-scale reconfigurable

digital neuromorphic system, tailored for both the machine learning as well as the computational

neuroscience communities, which exploits the stochastic and temporal coding strategies developed

in the first part of the dissertation and serves as an openly shared platform for further community-

driven research in low-precision computation and event-driven processing.
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Chapter 1

Introduction

Extensive research in the field of artificial neural networks (ANNs) in the past decade has

given rise to diverse neuron functions, network topologies, and training techniques [123, 92, 89,

59, 76], capable of solving complex cognitive tasks, such as image classification [92], sequence

generation [61], speech recognition [62], and game playing [153]. However, the components of

these algorithms are normally only loosely based on actual biological neural networks, particularly

with respect to the non-local learning rules (e.g., the widely used backpropagation algorithm

[148]) and the continuous activation functions (e.g., sigmoid unit and rectified linear unit). The

brain’s cognitive power, however, does not arise on exacting digital precision in high-performance

computing used to simulate ANNs, but emerges from an extremely efficient and resilient collective

form of computation extending over very large ensembles of sluggish, imprecise, and unreliable

analog components [31].

In contrast to the reliable spike generation mechanism of cortical neurons, synapses are

regarded as the primary source of this probabilistic behavior owing to release failures and quantal

fluctuations [175]. It has been speculated that the overall power efficiency and noise tolerance of

the brain is a result of this unreliability in communication between neurons [106]. Inspired by the

stochastic nature of brain dynamics, we present methods of exploiting these concepts in order to
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produce more efficient algorithms and systems in the realm of neuromorphic computing [111, 75],

offering links between two traditionally disjoint scientific disciplines: computational neuroscience

concerned with constructing models of brain function, and machine learning concerned with

realizing adaptive computational intelligence. The neuron and network models we will be using

in our study incorporate multiple aspects of biological nervous systems into their components

[57]. Conversely to ANNs, these models, termed spiking neural networks, present biologically

relevant neuron models, binary activation functions and communication, event-driven processing,

and local learning rules (i.e. where all the information required for adjusting parameters between

neurons is collocated with these neurons) [75].

Spiking neural networks (SNNs) can be comprised of neuron models ranging from sim-

ple single-variable differential equations (e.g., integrate-and-fire), to complex systems with

dynamics more homologous to real neurons (e.g., Hodgkin-Huxley). In SNNs, neurons commu-

nicate between each other via a binary event known as an action potential (or spike), which is

elicited whenever a neuron variable (typically the membrane potential) crosses a threshold value.

Whenever a neuron produces an action potential, this spike event information is conveyed to its

population of downstream post-synaptic neurons, resulting in an update of their respective internal

variables based on the values of synaptic efficacy (or weight). Training SNNs requires adjusting

the weights so that the network produces spikes at desired times. Nonetheless, SNNs have some-

what suffered when it comes to these training procedures, due primarily to the methodologies

used for deriving SNN learning rules, where typically ANN learning algorithms are adapted to

suit the discrete nature of SNN event generation (spikes). Since to this day at the core of ANN

training is the error backpropagation (backprop) algorithm [148] – which relies on differentiable

loss and neuron activation functions, learning algorithms in SNNs can only be approximately

mapped based on ANN training procedures, resulting in sub-par performance on equivalent

tasks. One of the most common strategies used to address this issue is to consider that the spike

generation mechanism is probabilistic, which “smoothens” the activation function. Nonetheless,

2



some classes of probabilistic recurrent ANNs, such as Restricted Boltzmann Machines, more

closely resemble biological models in that they natively communicate using binary events. In

this dissertation we will show how learning in these networks can be efficiently realized by using

learning rules which consider the spike times of pre- and post-synaptic neurons for updating the

synaptic parameters between the neurons (e.g., spike-timing-dependent plasticity).

Neuromorphic systems [111] emulate the biophysics of neural computation in corre-

spondingly tailored electronic circuits. Recent work in neuromorphic engineering has focused

on the efficient event-driven implementation of SNNs. The field of neuromorphic computing

lies somewhere between artificial neural networks and faithfully represented biological models.

As such, neuromorphic computing borrows concepts from biological systems and applies these

to computational models, seeking improvements in algorithmic performance (e.g., in terms of

accuracy metrics) or computational performance (e.g., in terms of power consumption). Whereas

artificial neural networks are typically deployed as software applications in general purpose hard-

ware, neuromorphic systems are normally developed accounting for the properties and limitations

that a physical hardware implementation entails. These include biologically plausible neurons and

learning rules, binary event communication (i.e. neurons communicating via spikes), limited and

local synaptic memory, and parallel and distributed neuron processing [109, 105, 75, 136]. The

origins of neuromorphic computing targeted design of neural properties at the device level, with

natural focus on analog circuits [108, 11, 90]. More recently, however, neuromorphic systems

such as SpiNNaker [53], TrueNorth [113] and Loihi [41] were designed with purely digital com-

ponents, being capable of emulating large-scale SNNs with real-time dynamics in the millisecond

timescale. Additionally, large digital systems have the advantage of being more readily verifiable

in simulation and a software-hardware equivalence is typically possible. ANNs operate in a

sequential manner, where data propagates through the network one layer at a time. Neuromorphic

systems, on the other hand, typically present multiple cores running in parallel at biological

timescales, with synaptic memory local to each core. This distributed processing and memory
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arrangement moves in a tangent direction from the traditional von Neumann architecture, where

memory is centralized and a high-frequency global clock is responsible for fast computation and

memory access [113]. Therefore, digital neuromorphic systems appear as a viable solution to

remedy the von Neumann memory-access bottleneck via distributed and parallelized processing,

along with power-efficient computing and communication.

Due to the significant advances in artificial intelligence, a multitude of software and

hardware solutions tailored to running ANNs has arisen. Though not originally designed for this

specific purpose, graphics processing units (GPUs), combined with software library packages,

have become the norm for training ANNs, making possible for users with only a high-level

understanding of neural networks to easily run complex algorithms. Neuromorphic processors, on

the other hand, have appeared in the mainstream media more recently as a promising alternative

to GPUs by typically providing more power-efficient solutions at the cost of the lower flexibility

that application specific integrated circuits (ASICs) offer. A third set of solutions which lies

somewhere between GPUs and neuromorphic ASICs is field-programmable gate arrays (FPGAs),

which are digital chips that can be programmed for specific applications but can also be repro-

grammed as needed. With the continuous advent of novel neuron functions, network topologies,

and training techniques, neuromorphic ASICs have the clear disadvantage of possibly lagging

in terms of the state-of-the-art ANN algorithms, while GPUs bask on fast turn-around times of

software development and the flexibility of general-purpose hardware. However, GPUs suffer

when it comes to mapping algorithms with network topologies or data representation which do not

conform to traditional methods, such as when using lower bit-precision in data representation (i.e.

not conforming to the IEEE standard bit-widths) and when bitwise operations can be exploited

for more efficient processing. Lastly, FPGAs integrated with high-bandwidth memory (HBM)

in the order of gigabytes have made possible for single chips to emulate extremely large neural

networks, taking advantage of highly parallelized processing naturally implementable in FPGAs.

The outline of this dissertation is described next and follows closely the steps taken
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which eventually culminate to a large-scale reconfigurable digital neuromorphic system. The

research development milestones are depicted in Fig. 1.1, illustrating the important advances

in our research (circles), with the colors of the circles identifying the area of impact of each

contribution. Advances in neuron processing (in blue) relate to the development of novel methods

and algorithms for using spiking neurons to perform equivalent functions as their original ANN

(i.e. non-spiking) counterpart. Advances in learning mechanisms (in green) relate to the develop-

ment of novel methods and algorithms for efficiently learning using spikes. Advances in system

modeling (in yellow) relate to novel methods of organizing (i.e. data structures) and processing

information in the network. Note that the premise of all three areas is that our fundamental

compute element is a spiking neuron, thus the methods and algorithms we have devised are

always designed with a hardware perspective in mind, taking into account the impact on existing

neuromorphic systems as well as novel architectures which could benefit (and benefit from) the

algorithms.

The initial motivation of our research is the Restricted Boltzmann Machine (RBM),

which is a stochastic recurrent ANN capable of learning probability distributions over its inputs

[157, 52]. RBMs are the stochastic counterpart of Hopfield networks with restriction in same-layer

connections (the original unrestricted version is called the Boltzmann Machine [71]), and are

interesting from a neuromorphic perspective due to the local and Hebbian nature of their learning

rule [3], along with parallel processing between network layers with which biological neural

networks also operate [30]. Additionally, the neurons in these networks present probabilistic

activation functions (performing Gibbs sampling [56]) and communicate with binary events,

much similar to what has been observed in recordings of experimental neural data [57].

In Chapter 2, we present the fundamentals of neural sampling theory [27], which replaces

the traditional artificial neuron with an abstract spiking neuron. We then show how this abstract

neuron model, which presents probabilistic spiking based on current membrane potential and

a refractory period, can be used in RBMs to sample from the desired underlying distribution.
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Figure 1.1: Dissertation roadmap.

Empirical results validate the equivalence of the abstract spiking neuron model on an image

classification task by achieving similar results as its ANN counterpart.

Chapter 3 goes one step further towards biology by considering neural sampling under

the regime of leaky integrate-and-fire neurons (I&F). We show how I&F neurons injected with

noise can nearly perform exact Gibbs sampling, and can be used in a continuous-time RBM

framework. Additionally, we propose a symmetric version of spike-timing-dependent plasticity

(STDP), which considers the relative time between spike events for weight updates, for continuous

RBM learning, in a framework entitled event-driven Contrastive Divergence (eCD).

In Chapter 4, we remove the requirement of a continuous noise source at the neuron and

consider stochastic emission of spikes at the synapse. This model not only favors neuromorphic

implementations, but also more faithfully represents the underlying mechanisms presents in real

neurons. We show how large populations of neurons communicating with stochastic synapses can
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also perform Gibbs sampling. Once again, eCD is used as the learning mechanism, and empirical

results validate the neuron and network models.

In Chapter 5, we analyze different methods of structuring synaptic connectivity in weight

tables and their requirements of digital memory. Additionally, we propose a delayed causal

update mechanism for performing STDP using only forward access on the weight tables. This

novel method, therefore, can take advantage of compressed synaptic weight memory storage,

while preserving a low cost in terms of memory access. The caveats of the proposed method

are addressed with realistic solutions, and simulation results show the exact equivalence of our

method with respect to the original STDP algorithm.

Chapter 6 describes digital spiking neurons and the IBM TrueNorth, a 1-million neuron

digital neuromorphic system. We present a novel means of performing Gibbs sampling using

digital spiking neurons, serving as the fundamental element for RBMs. We then use this novel

sampling technique to create RBMs on TrueNorth, representing the first physical realization of

generative RBMs. A compiler which optimizes network element generation and physical neuron

instantiation and parameterization on the TrueNorth chip is also described.

In Chapter 7, we show a method of running spiking neural networks in a time-based

fashion using sparsely active neurons. We contrast this model with the rate-based solutions from

the previous chapters. Using time-based SNNs results in a more power-efficient alternative due to

simpler types of computations and sparse activity in the network. The chosen proof-of-concept

application is a small-footprint continuous keyword spotting solution on the TIMIT speech dataset.

For the cost comparison, we designed a figure of merit which takes into account the types of

operations present in digital implementations of the different types of networks. Lastly, we

discuss the promising results for power-efficient KWS using SNNs, particularly in the time-based

domain, which shows equivalent accuracy performance yet with significant reduction in cost in

relation to the ANN equivalent.

In Chapter 8, we describe our ongoing work in developing a community infrastructure for
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a large-scale reconfigurable digital neuromorphic platform. The goal is to overcome daunting

challenges remaining towards artificial general intelligence beyond the current excitement and

resurgence in artificial intelligence, and bring us much closer towards efficient, robust, resilient,

and autonomous bio-inspired natural intelligence.

Finally, Chapter 9 concludes the contributions and the findings of this dissertation. We

also identify some key future steps toward building a real-time large-scale reconfigurable digital

neuromorphic system and describe our current efforts in addressing the challenges. We end with a

discussion of the potential impact of such system on applications in the realm of machine learning

and computational neuroscience.
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Chapter 2

Restricted Boltzmann Machines using

Discrete-time Neural Sampling

One of the most popular solutions for generative machine learning tasks involves Re-

stricted Boltzmann Machines (RBMs) and associated algorithms (e.g., Deep Belief Networks

(DBNs)) [68]. RBMs have been demonstrated to perform efficiently on a variety of applica-

tions, such as dimensionality reduction and classification [162, 66]. Neuromorphic hardware can

provide a low-power, massively parallel substrate for implementing these algorithms [75], yet

how they can be mapped onto a biologically plausible spiking neural network is still a relatively

unexplored area. The two main reasons for understanding the bridge between machine learning

algorithms and hardware implementations lie in processing and power. Compared to conventional

approaches for implementing machine learning algorithms, such as standard processors, GPUs,

or FPGAs, neuromorphic platforms provide a massively parallel continuous-time framework

suitable for implementing such algorithms.

In this chapter, we outline initial neuromorphic adaptations of the original RBM algorithm

for implementing them on a substrate of spiking neurons. The artificial neuron is replaced by a

spiking equivalent, comprising of membrane potential, probabilistic firing, and refractory period.

9



The concepts for our neuron model are inspired by the theory of neural sampling [27], and we

examine the algorithmic equivalence of the proposed spiking neuron model. Empirical results

show the feasibility of these adaptations, which will serve as a guide and motivation for future

implementations of such algorithms in neuromorphic platforms.

2.1 Hopfield networks and Boltzmann Machines

Hopfield networks are recurrent artificial neural networks introduced by John J. Hopfield

in 1982 [72]. Hopfield introduced the concept of an energy function and showed that dynamical

attractors in the energy landscape could serve as stored memories. The “energy” of the network is

a scalar value which captures the dependencies between the variables (neurons) and is associated

to each configuration of the variables, defined by the current state of the neurons (forming the

collective state of the network). The energy, E, associated to each network state, s, is defined by:

E(s) =−∑
i< j

wi jsis j−∑
i

bisi, (2.1)

where individual neuron state si ∈ {−1,+1}, wi j is the weight from neuron j to neuron i, and

bi is the bias of unit i. Under certain conditions in network connectivity and given a proper

dynamical rule, it can be shown that the energy function is in fact a Lyapunov function [34],

where an asynchronous update (i.e. one neuron at a time) in the network state can only make the

energy decrease or remain the same. The attractors are at local minima of the energy landscape,

representing the stored patterns, and training seeks to adapt the weights of the network (wi j)

such that network state at these local minima represents desired patterns. The main connectivity

requirements for an energy function to exist is that the weights of the network be symmetric

(wi j = w ji) and the self-connections be non-negative (wii > 0). Positive self-connections, however,

can produce additional stable spurious states in the vicinity of an intended attractor, which reduces

the catchment area around the minimum, and should, thus, be avoided (by using wii = 0). It is
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important to note that, though Hopfield networks are dynamical systems, the patterns they recall

(once the system settles at a local minima) are a static configuration of the network [65].

A stochastic counterpart to Hopfield networks is the Boltzmann Machine (BM) [71],

capable of probabilistic unsupervised learning of an input distribution [97], and, in theory, can be

used for a whole range of learning tasks, including classification and combinatorial optimization

problems [1]. In terms of architecture, BMs extend Hopfield networks by including hidden units

and, thus, possess universal approximation properties (i.e. by adding sufficiently many hidden

variables, any distribution on discrete binary vectors can be accommodated) [107]. The hidden

units are used to explain underlying constraints (higher-order correlations) contained in the visible

units [97, 19]. Figure 2.1 demonstrates the general structure of a BM with 4 visible and 3 hidden

neurons.

v
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Figure 2.1: A Boltzmann Machine (BM) with 4 visible and 3 hidden units.

In terms of network dynamics, as opposed to the deterministic Hopfield neuron updates,

BMs present probabilistic dynamics, capable of occasionally escaping local minima by jumping

over higher energy barriers in the energy landscape. Therefore, while a Hopfield network

presents states as dynamical attractors, the BM has probability distributions as its “attractors”

(i.e. stationary distributions). The stochastic procedure used in BMs is called Gibbs sampling

[56], and the network evolves by performing asynchronous updates on the state of each neuron,
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Figure 2.2: Gibbs sampling in a one-dimensional representation of the energy landscape can
move us in local minima of lower energy.

si ∈ {0,1}, with conditional probability function:

p(si = 1|s) = 1
1+ e−∆Ei/T

= σ(∆Ei/T ), (2.2)

where ∆Ei = ∑ j wi js j + bi represents the change in energy due to unit i being on, T is the

temperature of the system defining the amount of stochasticity, and σ(x) = (1+ e−x)−1 is the

standard logistic activation function. The BM algorithm receives its name from the fact that

this Gibbs sampler (i.e. conditional transition probability) generates a Markov chain with the

Boltzmann distribution as the equilibrium distribution of the system [64]:

p(s) =
e−E(s)/T

Z
, (2.3)

where Z is simply the normalizing partition function – normally intractable for computation

for large networks. Note that the equations we have presented so far define the dynamics of

the network for static weights (i.e. for inference) in search of the stationary distribution of the

network. Figure 2.2 illustrates a situation where Gibbs sampling moves us in the direction of an

even lower energy state.

Given the architecture and the dynamics, learning in a Boltzmann Machine involves

adjusting the weights such that the model is well matched to the underlying structure of the
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data [71, 3, 107]. Theoretically, an exponential number of units would be required to model all

the probabilities of the possible visible unit states; yet, regularities in the environment impose

structure on the data, captured by a smaller number of hidden units. Gradient ascent on the

log-likelihood of the data (or, equivalently, gradient descent on the Kullback-Leibler divergence

between the data distribution and the equilibrium distribution over the visible units) leads to a

local learning rule [3, 104, 64]:

∆wi j ∝ 〈sis j〉data−〈sis j〉model (2.4)

For obtaining the first term in the right-hand side of the equation, we must clamp the visible

units to a particular vector sampled from the training set and then asynchronously sample (and

update) the states of the hidden units using Eq. 2.2. In other words, the hidden units are sampled

conditioned on a fixed set of states of the visible units (i.e. the input data). This first phase of

the training procedure is called the “wake” phase, since the network has access to the data and

is thus “awake”. The second term in the right-hand side of the equation is obtained in a second

phase, which consists of unclamping the visible units and letting the network run freely. This

involves sampling from the joint probability distribution of the visible and the hidden units and

asynchronously updating each neuron state. Since computing the joint probabilities is usually

intractable, once again the Gibbs sampling procedure is used to update the state of the neurons –

one neuron at a time – using Eq. 2.2. The second phase is known as the “sleep” (or “dream”)

phase, since the hidden units attempt to reconstruct the previously seen visible data. For both

phases, the Gibbs sampling procedure should be run until the network reaches equilibrium, after

which steady-state statistics can be used to compute the terms in Eq. 2.4.

From a neuromorphic hardware perspective, BMs are interesting due to the local and

Hebbian nature of their learning rule [3], resembling what occurs in real neural networks. On

the other hand, the method of training BMs presents some practical issues. One of the primary

challenges is the prohibitively long time taken by the machine in order to collect equilibrium
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statistics over the data distribution it attempts to learn during the wake and sleep phases. This time

can grow exponentially with the size of the machine and with the magnitude of the connection

strengths. As a palliative solution, the Restricted Boltzmann Machine and Contrastive Divergence

learning were developed.

2.2 Making Boltzmann Machines efficient: RBM and CD

Due to the all-to-all connectivity profile of the BM network, asynchronous updates must

be done by updating one neuron at a time. To expedite training, the Restricted Boltzmann Machine

(RBM) was devised by removing lateral (i.e. intra-layer) connections [157, 52]. With this, the

hidden units are statistically independent of each other conditioned on the visible units – and the

same is true for visible units conditioned on the hidden units, resulting in samples which can be

generated in parallel, independent of values of neighboring units in that layer. By restricting the

connections, block Gibbs sampling is possible, making the sampling and state update procedures

much faster [30]. Figure 2.3 (left) depicts an RBM with 4 visible and 3 hidden units, while Fig.

2.3 (right) illustrates the alternating block Gibbs sampling procedure up to the k-th sampling

instance (though, at which point the Markov chain may have not reached equilibrium).
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Figure 2.3: Restricted Boltzmann Machine (RBM). (Left) An RBM with 4 visible and 3 hidden
units. (Right) Block Gibbs sampling procedure in RBMs.

Block Gibbs sampling alone speeds up training, but equilibrium distribution statistics are
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still required for computing the right term in Eq. 2.4. In the recent years, RBMs have proven

powerful for image classification, speech recognition, and motion synthesis tasks [68, 162, 66].

For obtaining these remarkable results, the breakthrough discovery in RBM training was observing

that, for a Markov chain with visible units initialized at the training data, the statistics obtained at

the k-th step of the chain (with k << ∞) are a sufficient proxy for computing the right-hand side

term in Eq. 2.4 and obtaining reliable weight updates [67]. This method of stopping short in the

Markov chain is called Contrastive Divergence (CD) [30], and is the basis for training RBMs. In

practice, relatively good statistics are obtained for even a single step in the chain (CD-1) [67].

Lastly, more complex structures can be obtained by using RBMs as a building block.

Constructed by stacking RBMs and performing layer-by-layer training, Deep Belief Networks

(DBNs) use the hidden unit activations of one layer as the inputs for the next hidden layer

[68]. The training between hidden layers can use samples (0 or 1) or mean activations (spiking

probabilities) of the units. The label units are used for training the last layer of the DBN when a

discriminative model is implemented (refer to Section 2.4.2).

2.3 Discrete-time neural sampling

The sampling technique for the conventional, or machine learning (ML), RBM (referred

to here as ML-RBM) relies on Gibbs sampling. Buesing et al. [27] have proposed a method

called neural sampling where it is shown that under some conditions the stochastic firing activity

of spiking neural networks can be interpreted as probabilistic inference via MCMC sampling.

The basic idea behind neural sampling is to use an abstract neuron model to replicate three

classical components encountered in biological neurons: membrane potential, stochastic spiking

probability, and refractory period. Simply put, what was once a single sample of a neuron state

in the ML-RBM is now “stretched out” in time to simulate the dynamics of the abstract neuron

model, both presenting equivalent average behavior.
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Let us begin by considering a discrete-time neuron with instantaneous membrane potential

ui(t) = ∑ j wi js j(t)+bi and refractory period of duration τ time steps. Note that the membrane

potential is identical to the term ∆Ei in Eq. 2.2. Consider, also, that the neuron, when outside its

refractory period, has a probability of spiking p1
i = f (ui(t)), and that during it refractory period

all its neighboring neurons sense it as active (i.e. si(t) = 1). Therefore, for a stationary membrane

potential in a large population of neurons (i.e. relating to mean field theory), the probability of

neighboring neurons observing neuron i as active can be computed as:

p(si = 1|ui) =
τ · p1

i

τ · p1
i +1 · p0

i
, (2.5)

where p0
i = 1− p1

i is the probability of not spiking when outside the refractory period. This

equation arises from the fact that a neuron which spikes at this instant will be sensed as active for

τ time steps, while a neuron which does not spike at this instant will be sensed as inactive for a

single time step. For neural sampling to be equivalent to Gibbs sampling in the ML-RBM, Eq.

2.5 must be equal to Eq. 2.2, which results in the following expression:

p1
i =

1
1+ τe−ui/T

= σ(ui/T − logτ). (2.6)

As would be expected, increasing the refractory period reduces the spiking probability since, for

each spike event, the neuron is sensed as active for a longer duration. The probabilistic state

machine in Fig. 2.4 defines the dynamics of each neuron according to Eq. 2.6 (the temperature, T ,

has been removed for convenience), with the effect of a spike lasting for τ time steps (represented

by the states in yellow), during which the neighboring neurons sense the neuron to be in an active

state (si = 1). Note that when τ = 1 we arrive at exactly the same expression as in Eq. 2.2 since,

for a refractory period duration of a single time step (i.e. no refractory period), we would be

simply implementing the original Gibbs sampler. As an interesting side note, a deterministic

version of neural sampling has been similarly explored in chaotic Boltzmann Machines as a
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pseudo-billiards system [160].

p = σ(u -log 𝜏)i i
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Figure 2.4: Neural sampling (discrete time) with refractory period of τ time steps [27]. The
yellow states represent states in which the neighboring neurons sense neuron i as active.

2.4 Considerations for a neuromorphic RBM

2.4.1 Spike rates versus neuron states

Contrastive Divergence learning in RBMs uses probabilities for updating the weights and biases

(refer to Eq. 2.4). A strategy used to overcome this issue considers spike rates of neurons in

gradient calculations. This is attractive not only because hard decisions are replaced by soft

decisions (spike rates) in the weight update, but is also feasible in terms of hardware. However,

this strategy entails memory elements for storing the spike rates. For this reason, we verified both

strategies for weight updates: spike rates and neuron states of both the visible and hidden units.

2.4.2 Generative versus discriminative model

When classifying data, given a labeled dataset, RBMs can be used in two different ways. The

first option consists of using the RBM purely as a generative model to learn the probability

distribution of the dataset during training and use the activation of the hidden units to train an
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offline classifier (which uses the data labels). During the test phase, the activations of the hidden

units are used to feed into this offline classifier to predict the labels. The second option consists

of training the RBM in a discriminative framework using both the dataset and its labels [95]. In

this architecture, the visible units receive both the data and the labels, and the network is trained

to learn the distribution of the combination. During the test phase, the network operates in a

generative fashion as well, except that the visible units related to the input data are clamped to

the data, while the visible units related to the labels are free running, and, as the network runs, it

reconstructs what it thinks is the most likely label associated to the input data.

2.4.3 Softmax versus binary sampling

The discriminative RBM implements a one-hot representation of the label units where the number

of visible label units is equal to the number of data labels (i.e. classes). For this representation

a softmax (multinomial) sampling step is required, which cannot be generated directly using

the statistics of the neuronal firing as described in subsection 2.4.1 and may require additional

circuit overhead for an online neuromorphic implementation. Using a simple encoding of the

visible units representing the labels, this overhead can be avoided since the sampling procedure

for the label units then uses the binary statistics generated by the spiking neurons. This method is

identical to that used for the visible units representing the data.

2.5 Methods and Results

2.5.1 Methods

The realized tests were a classification task of 1,000 MNIST dataset test images, with the

RBMs trained using 5,000 MNIST dataset training images. Each MNIST sample is a 28×28

pixel image (totaling 784 visible units) of a digit ranging from 0 to 9 [100]. Figure 2.5 shows five
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samples of MNIST images. The number of hidden units was set at 500, resulting, therefore, in a

weight matrix of 784 lines (visible units) by 500 columns (hidden units). The data was divided

into 50 batches of 100 samples each, with the graphical results showing the number of errors

along the epochs of training. For each of the epochs, the prediction was performed using the

same 1,000 test samples. Matlab was used to test the networks considering all the neuromorphic

adaptations with respect to the corresponding machine learning version. The robustness of these

changes and their impact on RBM performance for classification were verified based on prediction

error rate. The discrete-time neural sampling technique was tested in four scenarios: RBM with

CD-2, RBM with CD-k (k = 2,3,4), RBM with spike averaging, and DBN with CD-2. Lastly,

the error variance of the different models is also compared.

Figure 2.5: Sample images from MNIST dataset.

2.5.2 Results

Machine Learning RBM (ML-RBM) with CD-2 (refer to Fig. 2.6 (top-left)): Out of the 1,000

test samples, the ML-RBM presented an average of 65 errors in the 50th epoch, with a

minimum average of 64 errors. This represents an accuracy of 93.6%.

Neuromorphic RBM (NM-RBM) with CD-2 (refer to Fig. 2.6 (top-right)): Out of the 1,000

test samples, the NM-RBM presented an average of 68 errors in the 50th epoch, with a

minimum average of 65 errors. This represents an accuracy of 93.5%, which is very similar

to the ML-RBM, and shows that neural sampling performs just as well as the original Gibbs

sampling.
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NM-RBM with CD-k (refer to Fig. 2.6 (middle-left)): The tests for the NM-RBM with CD-2,

CD-3, and CD-4 shows that a convergence is more quickly obtained when executing the

Contrastive Divergence algorithm with more steps (larger k). Additionally, higher k values

during training produce results with lower variance.

Neuromorphic Deep Belief Network (DBN) with CD-k (refer to Fig. 2.6 (middle-right)): The

results for a two-layered DBN presents clear improvement in error rate over RBMs, even

when preserving the same number of hidden units as in the other tests (as in the case of 500

hidden units for NM-DBN 250-250).

NM-RBM with spike averaging (refer to Fig. 2.6 (bottom-left)): The NM-RBMs were also

trained using spiking statistics (instead of single samples). In the plot, spike(10) and

spike(20) represent simulations with spike averages performed after 10 and 20 refractory

cycles (i.e. τ cycles), respectively. This approach gives lower variance in error rates by

reducing sampling noise which can occur when states are used in gradient calculations.

Lastly, the test set error variances at the 50th epoch were compared between the different models.

The results for ML-RBM, NM-RBM, and NM-RBM with spike averaging are presented in the

bottom right panel in Fig. 2.6. The plot clearly shows that using soft decisions (spike rates) in the

gradient calculation accounts for error rates with lower variances.
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Figure 2.6: Performance comparison of the different network and sampling models. (Top left)
Classification accuracy results for Machine Learning RBM with CD-2. (Top right) Classification
accuracy results for Neuromorphic RBM with CD-2. (Middle left) Classification accuracy
results for Neuromorphic RBM with varying CD-k. (Middle right) Classification accuracy
results for Neuromorphic DBN with CD-2. (Bottom left) Classification accuracy results for
Neuromorphic RBM with CD-2 using spike average statistics for weight updates. (Bottom right)
Comparison of error variances at 50th epoch for ML-RBM, NM-RBM, and NM-RBM with
spike averaging.

2.6 Discussion and Conclusions

This chapter presents a first attempt at using spiking neurons to implement equivalent

artificial neural network algorithms. The work provides insights into how stochastic sampling
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techniques like Markov chain Monte Carlo (MCMC) implemented using dynamics of spiking

neurons can be used to perform learning in RBMs. The results in Section 2.5 also demonstrate that

Contrastive Divergence, which was originally developed in the Machine Learning Gibbs sampling

framework, gives satisfactory results for neural sampling. Similarly, weight updates made in a

more neuromorphic-oriented framework using either states or probability estimates generated

from spike averaging obtain comparable performance to Gibbs sampling. The spike averaging

network models of the NM-RBM presented promising results for neuromorphic implementations.

In sum, in this chapter we have shown that networks of neurons comprised of bio-

inspired properties, including membrane potential, probabilistic activation, and refractory period,

along with rate-based statistics, can be powerful alternatives to the traditional artificial neural

networks in terms of generative model learning, and the work developed is a step forward in

the implementation of these algorithms in low-power neuromorphic systems. Nonetheless, the

weight update rules used during training are still very much “artificial”, in the sense that weights

are adjusted only at the end of a sequence of steps in the neural samplers. In the next chapter we

will show how neural sampling and learning can co-occur in a more natural, continuous-time

framework.
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Chapter 3

Event-driven Contrastive Divergence

Learning in Restricted Boltzmann

Machines using Continuous-time Neural

Sampling

In the previous chapter, we presented several considerations for adapting the Machine

Learning version of Restricted Boltzmann Machines (RBMs) to a framework which uses abstract

spiking neuron models for discrete-time neural sampling. The experimental results showed

near equivalence of stochastic sampling techniques like Markov chain Monte Carlo (MCMC)

implemented using dynamics of spiking neurons. In this chapter, we extend the model to a

continuous-time framework, permitting implementations of the neural sampling theory for RBM

inference using continuous-time spiking neurons. The neuron model used in our solutions

provides a more biologically relevant alternative for RBM inference, with more natural and

simpler portability onto a neuromorphic substrate. Besides the sampling procedure, we will also

present an event-driven variation of CD for training RBMs constructed with integrate-and-fire
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(I&F) neurons – a neuron model typically encountered in neuromorphic hardware platforms. We

demonstrate our approach by training an RBM composed of leaky I&F neurons with spike-timing-

dependent plasticity (STDP) synapses to learn a generative model of the MNIST hand-written

digit dataset, and by testing it in recognition, generation and cue integration tasks. The results

in this chapter present a machine learning-driven approach for synthesizing networks of spiking

neurons capable of carrying out practical, high-level functionality.

3.1 Background

Machine learning algorithms based on stochastic neural network models such as RBMs

and deep networks are currently the state-of-the-art in several practical tasks [68, 19]. The

training of these models requires significant computational resources, and is often carried out

using power-hungry hardware such as large clusters [96] or graphics processing units (GPUs) [21].

Their implementation in dedicated hardware platforms can therefore be very appealing from the

perspectives of power dissipation and scalability. Most modern neuromorphic systems emulate

large networks of biological neurons in a real-time fashion, while dissipating very low power [75],

with neurons operating in a parallel fashion. The distributed structure of RBMs suggests that

neuromorphic circuits and systems can become ideal candidates for such a platform. Furthermore,

the communication between neuromorphic components is often mediated using asynchronous

address events [43] enabling them to be interfaced with event-based sensors [105, 126] for

embedded applications, and to be implemented in a very scalable fashion [154, 79, 151].

Currently, RBMs and the algorithms used to train them are designed to operate efficiently

on digital processors, using batch, discrete-time, iterative updates based on exact arithmetic

calculations. In this chapter we present a method to construct RBMs using I&F neuron models

and to train them using an online, event-driven adaptation of the Contrastive Divergence (CD)

algorithm. A recent neural sampling theory postulates that the spiking activity of biological
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neurons encodes samples of an underlying probability distribution [51]. Additionally, it was

shown in the previous chapter that an abstract model of neurons consistent with the behavior

of biological neurons can implement Markov chain Monte Carlo (MCMC) sampling [27], and

that RBMs sampled in this way can be efficiently trained using CD, with almost no loss in

performance [138]. These postulations serve as inspiration for us to identify an efficient neural

mechanism for sampling from the underlying probability distribution of the RBM. For this, we

identify the conditions under which an I&F neuron is able to perform neural sampling. Using

these conditions, we train the neural RBMs using an online adaptation of CD, where the recurrent

structure of the network is used to mimic the discrete “wake” and “sleep” phases of CD in a

spike-driven fashion, and use a variation of spike-timing-dependent plasticity (STDP) to carry

out the weight updates. Each sample (spike) of each random variable (neuron) causes synaptic

weights to be updated. We show that, over longer periods, these microscopic updates behave like

a macroscopic CD weight update.

Because RBMs are generative models, they can act simultaneously as classifiers, content-

addressable memories, and carry out probabilistic inference. We demonstrate these features in

an MNIST hand-written digit task [100], using an RBM network consisting of one layer of 824

visible neurons and one layer of 500 hidden neurons. The spiking neural network was able to

learn a generative model capable of recognition performances with accuracies up to 91.9%, which

is close to the performance obtained using standard CD and Gibbs sampling, 93.6%.

3.2 Continuous-time neural sampling

The discrete-time neural sampling theory was presented in Section 2.3. Buesing et al. [27]

have also defined guidelines for neural sampling to be possible in a continuous-time fashion. The

main requirement is that the instantaneous firing rate, ρi, of a neuron which is not in a refractory

state is proportional to eui(t). As in the discrete-time neural sampler, ui(t) = ∑ j wi js j + bi is
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the membrane potential, and the neuron has a refractory period of duration τ seconds, during

which its neighboring neurons sense it as active. The instantaneous firing rate can be seen as the

probability of a neuron spiking inside a very short time window:

ρi = lim
∆t→0

p(si(t : t +∆t) = 1|ui(t))
∆t

= lim
∆t→0

p1
i (t)
∆t

. (3.1)

Therefore, for a stationary membrane potential in a large population of neurons, the probability

of neighboring neurons observing neuron i as active can be computed as:

p(si = 1|ui) = lim
∆t→0

τ · p1
i

(τ · p1
i +∆t · p0

i )
. (3.2)

Considering that p0
i = 1− p1

i , we can replace p1
i by ∆t ·ρi to obtain:

p(si = 1|ui) =
1

1+(τ ·ρi)
−1 . (3.3)

Lastly, we equate the continuous-time neural sampler in Eq. 3.3 to the Machine Learning Gibbs

sampler in Eq. 2.2, and obtain the expression for the instantaneous firing rate:

ρi =
1
τ

eui, (3.4)

which fulfills the requirement described by the authors in [27]. In the equation, the temperature,

T , has been removed for convenience.

3.3 Neural sampling using leaky I&F neurons

A neuron whose instantaneous firing rate is consistent with Eq. 3.4 can perform neural

sampling. Equation 3.4 is a generalization of the Poisson process to the case when the firing

probability depends on the time of the last spike (i.e. it is a renewal process), and so can be verified
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only if the neuron fires stochastically [37]. Stochasticity in I&F neurons can be obtained through

several mechanisms, such as a noisy reset potential, noisy firing threshold, or noise injection [57].

The first two mechanisms necessitate stochasticity in the neuron parameters, and therefore may

require specialized circuitry. But noise injection in the form of background Poisson spike trains

requires only synapse circuits, which are present in many neuromorphic VLSI implementation of

spiking neurons [16, 75].

We show that the abstract neuron model in Eq. 3.4 can be realized in a simple dynamical

system consisting of leaky I&F neurons with noisy currents. The neuron’s membrane potential

below firing threshold θ is governed by the following differential equation:

C
d
dt

ui =−gLui + Ii(t)+σξ(t), ui(t) ∈ (−∞,θ), (3.5)

where C is membrane capacitance, gL is a leak conductance, σξ(t) is a white noise term of

amplitude σ (which can be generated, for example, by background activity), and Ii(t) is the

synaptic current for neuron i. When the membrane potential reaches θ, an action potential (spike)

is elicited. After a spike is generated, the membrane potential is clamped to the reset potential

urst for a refractory period τr. The currents Ii(t) depend on the layer the neuron is located in. For

a neuron in the visible layer:

Ii(t) = Id
i (t)+ Iv

i (t), (3.6)

τsyn
d
dt

Iv
i (t) =−Iv

i (t)+
Nh

∑
j=1

qhi jh j(t)+qbibvi(t) (3.7)

where Id
i (t) is a current representing the data (i.e. the external input), Iv

i (t) is the feedback from

the hidden layer activity and the bias, and the qh are the synaptic weights, and qb is the bias. and

bv(t) is a Poisson spike train implementing the bias. Spike trains are represented by a sum of

Dirac delta pulses centered on the respective spike times:
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bvi(t) = ∑
k∈Spi

δ(t− tk), h j(t) = ∑
k∈Sp j

δ(t− tk) (3.8)

where Spi and Sp j are the set of spike times of the bias neuron bvi and the hidden neuron h j,

respectively, and δ(x) = 1 if x = 0 and 0 otherwise. For a neuron j in layer h:

I j(t) = Ih
j (t) (3.9)

τsyn
d
dt

Ih
j (t) =−Ih

j (t)+
Nv

∑
i=1

qv jivi(t)+qb jbh j(t) (3.10)

where Ih is feedback from the visible layer, and v(t) and bh(t) are Poisson spike trains of the

visible neurons and the bias neurons, defined similarly as in Eq. 3.8. The dynamics of Ih and Iv

correspond to a first-order linear filter, so each incoming spike results in post-synaptic potentials

(PSPs) that rise and decay exponentially (i.e. alpha-PSPs) [57].

Can this neuron verify the conditions required for neural sampling? The membrane

potential is already assumed to be equal to the sum of the PSPs as required by neural sampling.

So to answer the above question we only need to verify whether Eq. 3.4 holds. Equation 3.5 is a

Langevin equation which can be analyzed using the Fokker-Planck equation [55]. The solution to

this equation provides the neuron’s input/output response, i.e. its transfer curve (for a review, see

[144]):

ρ(u0) =

(
τr + τm

√
π

∫ θ−u0
σV

urst−u0
σV

dxexp
(
x2)(1+ erf(x))

)−1

, (3.11)

where erf is the error function (the integral of the normal distribution), u0 = 1/gL is the stationary

value of the membrane potential when injected with a constant current I, τm = C/gL is the

membrane time constant, urst is the reset voltage, and σ2
V (u) = σ2/(gLC).

According to Eq. 3.4, the condition for neural sampling requires that the average firing

rate of the neuron to be the sigmoid function. Although the transfer curve of the noisy I&F
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neuron in Eq. 3.11 is not identical to the sigmoid function, it was previously shown that with

an appropriate choice of parameters, the shape of this curve can be very similar to it [112]. We

observe that, for a given refractory period τr, the smaller the ratio urst−u0
σV

in Eq. 3.5, the better the

transfer curve resembles a sigmoid function (refer to Fig. 3.1). With a small urst−u0
σV

, the transfer

function of a neuron can be fitted to:

v(I) =
1
τr

(
1+

exp(−Iβ)

γτr

)−1

(3.12)

where β and γ are the parameters to be fitted. The choice of the neuron model described in Eq.

3.5 is not critical for neural sampling: A relationship that is qualitatively similar to Eq. 3.11 holds

for neurons with a rigid (reflective) lower boundary [54] which is common in VLSI neurons, and

for I&F neurons with conductance-based synapses [140].

Figure 3.1: Transfer curve of a leaky I&F neuron for three different parameter sets where
u0 = 1/gL and 1/τr = 250 Hz (dashed gray). In this plot, σV is varied to produce different ratios
(θ−urst)/σV . The three plots show that the fit with the sigmoid function (solid black) improves
as the ratio decreases.

This result also shows that synaptic weights qvi and qh j , which have the units of charge,

are related to the RBM weights Wi j by a factor β−1. To relate the neural activity to the Boltzmann

distribution, each neuron is associated to a binary random variable which is assumed to take the
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value 1 for a duration τr after the neuron has spiked, and zero otherwise, similarly to [27]. With

this encoding, the network state is characterized by a binary vector having the same number of

entries as the number of neurons in the network. The relationship between this random vector

and the I&F neurons’ spiking activity is illustrated in Fig. 3.3. The membrane potential of the

neuron (black) evolves in a random fashion until it spikes, after which it is clamped to urst for a

duration τr (gray). While the neuron is in the refractory period, the random variable associated to

it is assumed to takes the value 1. This way, the state of the network can always be associated

with a binary vector. According to the theory, the dynamics in the network guarantees that the

binary vectors are samples drawn from a Boltzmann distribution.

Calibration protocol

In order to transfer the parameters from the Boltzmann distribution to those of the I&F

neurons, the parameters β and γ in Eq. 3.12 need to be fitted. An estimate of a neuron’s transfer

function can be obtained by computing its spike rate when injected with different values of

constant inputs I. The refractory period τr is the inverse of the maximum firing rate of the neuron,

so it can be easily measured by measuring the spike rate for very high input current I. Once τr is

known, the parameter estimation can be cast into a simple linear regression problem by fitting

(log(ρ(i)−1− τr) with βI + logγ. Figure 3.2 shows the transfer curve when τr = 0 ms, which is

approximately exponential in agreement with Eq. 3.4.

The shape of the transfer curse is strongly dependent on the noise amplitude. In the

absence of noise, the transfer curve is a sharp threshold function, which softens as the amplitude

of the noise is increased (Fig. 3.1). As a result, both parameters β and γ are dependent on the

variance of the input currents from other neurons I(t). Since βq = w, the effect of the fluctuations

on the network is similar to scaling the synaptic weights and the biases, which can be problematic.

However, by selecting a large enough noise amplitude σ and a slow enough input synapse time

constant, the fluctuations due to the background input are much larger than the fluctuations due to
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Figure 3.2: Transfer function of I&F neurons driven by background white noise Eq. 3.5. We
measure the firing rate of the neuron as a function of a constant current injection to estimate
ρ(u0), where for constant Iin j, u0 = Iin j/gL. (Top) The transfer function of noisy I&F neurons
in the absence of refractory period [ρ(u) = r(u), circles]. We observe that ρ is approximately
exponential over a wide range of inputs, and therefore compatible with neural sampling. Crosses
show the transfer curve of neurons implementing the abstract neuron Eq. 3.4, exactly. (Bottom)
With an absolute refractory period the transfer function approximates the sigmoid function. The
firing rate saturates at 250 Hz due to the refractory period chosen for the neuron.

the inputs. In this case, β and γ remain approximately constant during the sampling.

Neural mismatch can cause β and γ to differ from neuron to neuron. From Eq. 3.12 and

the linearity of the postsynaptic currents I(t) in the weights, it is clear that this type of mismatch

can be compensated by scaling the synaptic weights and biases accordingly. The calibration

of the parameters β and γ quantitatively relate the spiking neural network’s parameters to the

RBM. In practice, this calibration step is only necessary for mapping pre-trained parameters of

the RBM onto the spiking neural network. Although we estimated the parameters of software

simulated I&F neurons, parameter estimation based on firing rate measurements were shown to

be an accurate and reliable method for VLSI I&F neurons as well [130].
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Validation of neural sampling using I&F neurons

The I&F neuron verifies Eq. 3.4 only approximately, and the PSP model is different

from the one in [27], where a rectangular (or box) PSP is expected during the refractory period.

Therefore, the following two important questions naturally arise: how accurately does the I&F

neuron-based sampler outlined above sample from a target Boltzmann distribution? How well

does it perform in comparison to an exact sampler, such as the Gibbs sampler? To answer these

questions we sample from several neural RBM consisting of five visible and five hidden units for

randomly drawn weight and bias parameters. At these small dimensions, the probabilities associ-

ated to all possible values of the random vector z can be computed exactly. These probabilities

are then compared to those obtained through the histogram constructed with the sampled events.

To construct this histogram, each spike was extended to form a box of length τr (as illustrated in

Fig. 3.3), the spiking activity was sampled at 1 kHz, and the occurrences of all the possible 210

states of the random vector z were counted. The histogram obtained from a representative run is

shown in Fig. 3.4 (left).

Figure 3.3: Neural Sampling in an RBM consisting of 10 stochastic I&F neurons, with five
neurons in each layer. Each neuron is associated to a binary random variable which take values
1 during a refractory period τr after the neuron has spiked (gray shadings). The variables are
sampled at 1 kHz to produce binary vectors that correspond to samples of the joint distribution
p(z). In this figure, only the membrane potential and the samples produced by the first five
neurons are shown. The vectors inside the brackets are example samples of the marginalized
distribution p(z1,z2,z3,z4,z5) produced at the time indicated by the vertical lines. In the RBM,
there are no recurrent connections within a layer.

A common measure of similarity between two distributions p and q is the KullbackLeibler
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(KL) divergence:

D(p||q) = ∑
i

pi log
pi

qi
. (3.13)

If the distributions p and q are identical then D(p||q) = 0, otherwise D(p||q)> 0. The right panel

of Fig. 3.4 shows D(p||Pexact) as a function of sampling duration, for distributions p obtained

from three different samplers: the abstract neuron based sampler with alpha-PSPs (PNS,Abstract),

the I&F neuron-based sampler (PNS), and the Gibbs sampler (PGibbs).

In the case of the I&F neuron-based sampler, the average KL divergence for 48 ran-

domly drawn distributions after 1000 s of sampling time was 0.059±0.049. This result is not

significantly different if the abstract neuron model Eq. 3.4 with alpha-PSPs is used (average

KL divergence 0.10±0.049), and in both cases the KL divergence did not tend to zero as the

number of samples increased. The only difference in the latter neuron model compared to the

abstract neuron model of [27], which tends to zero when sampling time tends to infinity, is the

PSP model. This indicates that the discrepancy is largely due to the use of alpha-PSPs, rather

than the approximation of Eq. 3.4 with I&F neurons.

The standard sampling procedure used in RBMs is Gibbs Sampling: the neurons in the

visible layer are sampled simultaneously given the activities of the hidden neurons, then the

hidden neurons are sampled given the activities of the visible neurons. This procedure is iterated

a number of times. For comparison with the neural sampler, the duration of one Gibbs sampling

iteration is identified with one refractory period τr = 4 ms. At this scale, we observe that the speed

of convergence of the neural sampler is similar to that of the Gibbs sampler up to 104 ms, after

which the neural sampler plateaus above the D(p||q) = 10−2 line. Despite the approximations in

the neuron model and the synapse model, these results show that in RBMs of this size, the neural

sampler consisting of I&F neurons sample from a distribution that has the same KL divergence as

the distribution obtained after 104 iterations of Gibbs sampling, which is more than the typical

number of iterations used for MNIST hand-written digit tasks in the literature [68].
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Figure 3.4: (Left) Example probability distribution obtained by neural sampling of the RBM of
Fig. 3.3. The bars are marginal probabilities computed by counting the frequency of occurence
of states [00000], [00001], . . . , [11110], [11111]. PNS is the distribution obtained by neural
sampling and P is the exact Boltzmann probability distribution of each state. (Right) The
degree to which the sampled distribution resembles the target distribution is quantified by the
KL divergence measured across 48 different distributions, and the shadings correspond to its
standard deviation. This plot also shows the KL divergence of the target distribution sampled
by Gibbs Sampling (PGibbs), which is the common choice for RBMs. For comparison with the
neural sampler, we identified the duration of one Gibbs sampling iteration with one refractory
period τr = 4 ms. The plot shows that up to 104 ms the two methods are comparable. After this,
the KL divergence of the neural sampler plateaus due to the fact that neural sampling with our
I&F neural network is approximate. In both figures, PNS,Abstract refers to the marginal probability
distribution obtained by using the abstract neuron model. In this case, the KL divergence is not
significantly different from the one obtained with the I&F neuron model-based sampler.

3.4 Event-driven contrastive divergence

A Restricted Boltzmann Machine is a stochastic neural network consisting of two symmet-

rically interconnected layers composed of neuron-like units – a set of visible units v and a set of

hidden units h, but has no connections within a layer. The training of RBMs commonly proceeds

in two phases. At first the states of the visible units are clamped to a given vector from the

training set, then the states of the hidden units are sampled. In a second “reconstruction” phase,

the network is allowed to run freely. Using the statistics collected during sampling, the weights

are updated in a way that they maximize the likelihood of the data [67]. Collecting equilibrium

statistics over the data distribution in the reconstruction phase is often computationally prohibitive.
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The contrastive divergence (CD) algorithm has been proposed to mitigate this [67, 68]: the

reconstruction of the visible units’ activity is achieved by sampling them conditioned on the

values of the hidden units (Fig. 3.5). This procedure can be repeated k times (the rule is then

called CDk ), but relatively good convergence is obtained for the equilibrium distribution even for

one iteration. The CD learning rule is summarized as follows:

∆wi j ∝
(〈

vih j
〉

data−
〈
vih j
〉

recon

)
, (3.14)

where vi and h j are the activities in the visible and hidden layers, respectively. This rule can be

interpreted as a difference of Hebbian and anti-Hebbian learning rules between the visible and

hidden neurons sampled in the data and reconstruction phases. In practice, when the data set is very

large, weight updates are calculated using a subset of data samples, or “mini-batches” The above

rule can then be interpreted as a stochastic gradient descent. Although the convergence properties

of the CD rule are the subject of continuing investigation, extensive software simulations show

that the rule often converges to very good solutions [67].

Figure 3.5: The standard Contrastive Divergence (CDk) procedure compared to event-driven
CD. (A) In standard CD, learning proceeds iteratively by sampling in “construction” and
“reconstruction” phases [67], which is impractical in a continuous-time dynamical system. (B)
We propose a spiking neural sampling architecture that folds these updates on a continuous-time
dimension through the recurrent activity of the network. The synaptic weight update follows
an STDP rule modulated by a zero mean signal g(t). This signal switches the behavior of the
synapse from Long-Term Potentiation (LTP) to Long-Term Depression (LTD), and partitions
the training into two phases analogous to those of the original CD rule. The spikes cause
microscopic weight modifications, which on average behave as the macroscopic CD weight
update. For this reason, the learning rule is referred to as event-driven CD.

The main result of this chapter is an online variation of the CD rule for implementation
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in neuromorphic hardware. By virtue of neural sampling the spikes generated from the visible

and hidden units can be used to compute the statistics of the probability distributions online.

Therefore, a possible neural mechanism for implementing CD is to use synapses whose weights

are governed by synaptic plasticity. Because the spikes cause the weight to update in an online, and

asynchronous fashion, we refer to this rule as event-driven CD. The weight update in event-driven

CD is a modulated, pairbased STDP rule:

d
dt

qi j = g(t)STDPi j
(
vi(t),h j(t)

)
(3.15)

where g(t) ∈ R is a zero-mean global gating signal controlling the data vs. reconstruction

phases, qi j is the weight of the synapse, and vi(t) and h j(t) refer to the spike trains of neurons

vi and h j, defined as in Eq. 3.8. As opposed to the standard CD rule, weights are updated after

every occurrence of a pre-synaptic and post-synaptic event. While this online approach slightly

differentiates it from standard CD, it is integral to a spiking neuromorphic framework where the

data samples and weight updates cannot be stored. The weight update is governed by a symmetric

STDP rule with a symmetric temporal window K(t) = K(−t), ∀t:

STDPi j
(
vi(t),h j(t)

)
= vi(t)Ah j(t)+h j(t)Avi(t)

Ah j(t) = A
∫ t

−∞

dsK(t− s)h j(s)

Avi(t) = A
∫ t

−∞

dsK(s− t)vi(s)

(3.16)

with A > 0 defining the magnitude of the weight updates. In our implementation, updates are

additive and weights can change polarity.

The modulatory signal g(t) switches the behavior of the synapse from LTP to LTD (i.e.,

Hebbian to anti-Hebbian). The temporal average of g(t) must vanish to balance LTP and LTD,

and must vary on much slower time scales than the typical times scale of the network dynamics,

denoted τbr, so that the network samples from its stationary distribution when the weights are
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updated. The time constant τbr corresponds to a “burn-in” time of MCMC sampling and depends

on the overall network dynamics and cannot be computed in the general case. However, it is

reasonable to assume τbr to be in the order of a few refractory periods of the neurons [27]. In this

work, we used the following modulation function g(t):

g(t) =


1 if mod (t,2T ) ∈ (τbr,T )

−1 if mod (t,2T ) ∈ (T + τbr,2T )

0 otherwise

(3.17)

where mod is the modulo function and T is a time interval. The data is presented during the time

intervals (2iT,(2i+1)T ), where i is a positive integer. With the g(t) defined above, no weight

update is undertaken during a fixed period τbr. This allows us to neglect the transients after the

stimulus is turned on and off (respectively in the beginning of the data and reconstruction phases).

If we consider that the spike times are uncorrelated, the temporal averages become a product of

the average firing rates of a pair of visible and hidden neurons [57]. Additionally, if we choose a

temporal window that is much smaller than T , and assume the network activity is stationary in

the interval (τbr,T ), the average weight update during (0,2T ) can be written as:

〈
d
dt

qi j

〉
(0,2T )

= η

(
v+i h

+
j − v−i h

−
j

)
, (3.18)

with η := 2AT−τbr
2T

∫
∞

0 d∆K(∆). For preserving the weight symmetry in the network (i.e. wi j =w ji),

a symmetric STDP kernel is required. For simplicity, we chose an exponential temporal window

K(∆) = exp(−|∆/τSTDP|) with decay rate τST DP� T . For this case, η = 2AT−τbr
2T τSTDP.

The modulatory function g(t) partitions the training into epochs of duration 2T . Each

epoch consists of a LTP phase during which the data is presented (construction), followed by

a free-running LTD phase (reconstruction). The weights are updated asynchronously during

the time interval in which the neural sampling proceeds, and Eq. 3.18 tells us that its average

resembles Eq. 3.14. However, it is different in two ways: the averages are taken over one data
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and reconstruction phase rather than a mini-batch of data samples and their reconstructions; and

more importantly, the synaptic weights are updated during the data and the reconstruction phase,

whereas in the CD rule, updates are carried out at the end of the reconstruction phase. In the

derivation above the effect of the weight change on the network during an epoch 2T was neglected

for mathematical simplicity. In the following, we verify that despite this approximation, the

event-driven CD performs nearly as well as standard CD in the context of a common benchmark

task. For further derivation details, please refer to [128].

3.5 Neural architecture for learning a model of MNIST hand-

written digits

We test the performance of the neural RBM in a digit recognition task. We use the

MNIST database, whose data samples consist of centered, gray-scale, 28×28-pixel images of

hand-written digits 0−9 [99]. The neural RBM’s network architecture consisted of two layers,

as illustrated in Fig. 3.6. The visible layer was partitioned into 784 sensory neurons (vd) and 40

class label neurons (vc) for supervised learning. The pixel values of the digits were discretized to

two values, with low intensity pixel values (p≤ 0.5) mapped to 10−5 and high intensity values

(p > 0.5) mapped to 0.98. A neuron i in d stimulated each neuron i in layer vd , with synaptic

currents fi such that P(vi = 1) = v( fi)τr = pi, where 0≤ pi ≤ 1 is the value of pixel i. The value

fi is calculated by inverting the transfer function of the neuron: fi = v−1(s) = log( s
γ−sγτr

β−1.

Using this RBM, classification is performed by choosing the most likely label given the input,

under the learned model. This equals to choosing the population of class neurons associated to

the same label that has the highest population firing rate.

To reconstruct a digit from a class label, the class neurons belonging to a given digit are

clamped to a high firing rate. For testing the discrimination performance of an energy-based

model such as the RBM, it is common to compute the free-energy F(vc) of the class units [64],
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Figure 3.6: The RBM network consists of a visible and a hidden layer. The visible layer is
partitioned into 784 sensory neurons (vd) and 40 class label neurons (vc) for supervised learning.
During data presentation, the activities in the visible layer are driven by a data layer d, consisting
of a digit and its label (1 neuron per label). In the RBM, the weight matrix between the visible
layer and the hidden layer is symmetric.

defined as:

exp(−F (vc)) = ∑
vd,h

exp(−E (vd,vc,h)) , (3.19)

and selecting vc such that the free-energy is minimized. The spiking neural network is simulated

using the BRIAN simulator [60]. For a complete list of all the parameters used in the simulations,

please refer to [128].

Lastly, event-driven CD under-performed in the case of 1 neuron per class label (Nc = 10),

which is the common choice for standard CD and Gibbs sampling. This is because a single neuron

firing at its maximum rate of 250 Hz cannot efficiently drive the rest of the network without

tending to induce spike-to-spike correlations (e.g., synchrony), which is incompatible with the

assumptions made for sampling with I&F neurons and event-driven CD. As a consequence, the

generative properties of the neural RBM degrade. This problem is avoided by using several

neurons per class label (in our case four neurons per class label) because the synaptic weight can

be much lower to achieve the same effect, resulting in smaller spike-to-spike correlations.
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3.5.1 Learning a generative model of hand-written digits

We train the RBM to learn a generative model of the MNIST handwritten digits using

event-driven CD (see section 2.3 for details). For training, 20,000 digits selected randomly (with

repetition) from a training set consisting of 10,000 digits were presented in sequence, with an

equal number of samples for each digit. The raster plots in Fig. 3.7 show the spiking activity

of each layer before and after learning for epochs of duration 100 ms. The top panel shows the

population-averaged weight. After training, the sum of the upwards and downward excursions of

the average weight is much smaller than before training, because the learning is near convergence.

The second panel shows the value of the modulatory signal g(t). The third panel shows the input

current (Id) and the current caused by the recurrent couplings (Ih).

Two methods can be used to estimate the overall recognition accuracy of the neural RBM.

The first is to sample: the visible layer is clamped to the digit only (i.e., d), and the network is run

for 1 second. The known label is then compared with the position of the group of class neurons

that fired at the highest rate. The second method is to minimize free-energy: the neural RBMs

parameters are extracted, and for each data sample, the class label with the lowest free-energy is

compared with the known label. In both cases, recognition was tested for 1000 data samples that

were not used during the training. The results are summarized in Fig. 3.8.

As a reference we provide the best performance achieved using the standard CD and one

unit per class label (Nc = 10) (Fig. 3.8, table row 1), 93.6%. By mapping these parameters to the

neural sampler, the recognition accuracy reached 92.6%. The discrepancy is expected since the

neural sampler does not exactly sample from the target Boltzmann distribution. When training a

neural RBM of I&F neurons using event-driven CD, the recognition result was 91.9% (Fig. 3.8,

table row 2). The performance of this RBM obtained by minimizing its free-energy was 90.8%.

The learned parameters performed well for classification using the free-energy calculation which

suggests that the network learned a model that is consistent with the mathematical description of

the RBM.

41



Figure 3.7: The spiking neural network learns a generative model of the MNIST dataset using
the event-driven CD procedure. (A) Learning curve, shown here up to 10,000 samples. (B)
Details of the training procedure, before and after training (20,000 samples). During the first half
of each 0.1 s epoch, the visible layer v is driven by the sensory layer, and the gating variable g is
1, meaning that the synapses undergo LTP. During the second half of each epoch, the sensory
stimulus is removed, and g is set to −1, so the synapses undergo LTD. The top panels of both
figures show the mean of the entries of the weight matrix. The second panel shows the values
of the modulatory signal g(t). The third panel shows the synaptic currents of a visible neuron,
where Ih is caused by the feedback from the hidden and the bias, and Id is the data. The timing
of the clamping (Id) and g differ due to an interval τbr where no weight update is undertaken
to avoid the transients. Before learning and during the reconstruction phase, the activity of the
visible layer is random. But as learning progresses, the activity in the visible layer reflects the
presented data in the reconstruction phase. This is clearly seen in the class layer neurons, vc,
whose activity persists after the sensory stimulus is removed. Although the firing rates of the
hidden layer neurons before training is high (average 113 Hz), this is only a reflection of the
initial conditions for the recurrent couplings W . In fact, at the end of the training, the firing rates
in both layers becomes much sparser (average 9.31 Hz).

In an energy-based model like the RBM, the free-energy minimization should give the

upper bound on the discrimination performance [64]. For this reason, the fact that the recognition

accuracy is higher when sampling as opposed to using the free-energy method may appear

puzzling. However, this is possible because the neural RBM does not exactly sample from the

Boltzmann distribution, as explained previously. This suggests that event-driven CD compensates

for the discrepancy between the distribution sampled by the neural RBM and the Boltzmann

distribution by learning a model that is tailored to the spiking neural network. Excessively

long training durations can be impractical for real-time neuromorphic systems. Fortunately,
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Figure 3.8: To test recognition accuracy, the trained RBMs are sampled using the I&F neuron-
based sampler for up to 1 s. The classification is read out by identifying the group of class label
neurons that had the highest activity. This experiment is run for RBM parameter sets obtained
by standard CD (black, CD) and event-driven CD (green, eCD). To test for robustness to finite
precision weights, the RBM was run with parameters obtained by event-driven CD discretized
to 8 and 5 bits. In all scenarios, the accuracy after 50 ms of sampling was above 80% and after 1
s the accuracies typically reached their peak at around 92%. The dashed horizontal lines show
the recognition accuracy obtained by minimizing the free-energy (see text). The fact that the
eCD curve (solid green) surpasses its free-energy line suggests that a model that is tailored to
the I&F spiking neural network was learned.

the learning using event-driven CD is fast: Compared to the off-line RBM training (250,000

presentations, in mini-batches of 100 samples) the event-driven CD training succeeded with a

smaller number of data presentations (20,000), which corresponded to 2000 s of simulated time.

This suggests that the training durations are achievable for real-time neuromorphic systems.

3.5.2 Generative properties of the RBM

We test the neural RBM as a generative model of the MNIST dataset of handwritten digits,

using parameters obtained by running the event-driven CD. The RBM’s generative property
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enables it to classify and generate digits, as well as to infer digits by combining partial evidence.

These features are clearly illustrated in the following experiment (Fig. 3.9). First the digit 3 is

presented (i.e. layer vd is driven by layer d) and the correct class label in vc is activated. Second,

the neurons associated to class label 5 are clamped, and the network generated its learned version

of the digit. Third, the right-half part of a digit 8 is presented, and the class neurons are stimulated

such that only 3 or 6 are able to activate (the other class neurons are inhibited, indicated by

the gray shading). Because the stimulus is inconsistent with 6, the network settled to 3 and

reconstructed the left part of the digit.

The latter part of the experiment illustrates the integration of information between several

partially specified cues, which is of interest for solving sensorimotor transformation or multi-

modal sensory cue integration problems [44, 48]. This feature has been used for auditory-visual

sensory fusion in a spiking Deep Belief Network (DBN) model [133]. There, the authors trained

a DBN with visual and auditory data, which learned to associate the two sensory modalities, very

similarly to how class labels and visual data are associated in our architecture. Their network was

able to resolve a similar ambiguity as in our experiment in Fig. 3.9, but using auditory inputs

instead of a class label.

3.6 Applicability to neuromorphic hardware

In hardware systems, the parameters related to the weights and biases cannot be set

with floating-point precision, as can be done in a digital computer. In current neuromorphic

implementations, the synaptic weights can be configured at precisions of about 8 bits [174]. We

characterize the impact of finite-precision synaptic weights on performance by discretizing the

weight and bias parameters to 8 bits and 5 bits. The set of possible weights were spaced uniformly

in the interval (µ− 4.5σ,µ+ 4.5σ), where µ,σ are the mean and the standard deviation of the

parameters across the network, respectively. The classification performance of MNIST digits
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Figure 3.9: The recurrent structure of the network allows it to classify, reconstruct and infer
from partial evidence. (A) Raster plot of an experiment illustrating these features. Before time
0s, the neural RBM runs freely, with no input. Due to the stochasticity in the network, the
activity wanders from attractor to attractor. At time 0s, the digit 3 is presented (i.e. layer vd
is driven by d), activating the correct class label in vc; At time t = 0.3 s, the class neurons
associated to 5 are clamped to high activity and the rest of the class label neurons are strongly
inhibited, driving the network to reconstruct its version of the digit in layer vd ; At time t = 0.6 s,
the right-half part of a digit 8 is presented, and the class neurons are stimulated such that only 3
or 6 can activate (all others are strongly inhibited as indicated by the gray shading). Because
the stimulus is inconsistent with 6, the network settles to a 3 and attempts to reconstruct it. The
top figures show the digits reconstructed in layer vd . (B) Digits 0-9, reconstructed in the same
manner. The columns correspond to clamping digits 0-9, and each is different, independent run.
(C) Population firing rate of the experiment presented in (A). The network activity is typically at
equilibrium after about 10τr = 40 ms (black bar).

degraded gracefully. In the 8 bit case, it degrades only slightly to 91.6%, but in the case of 5 bits,

it degrades more substantially to 89.4%. In both cases, the RBM still retains its discriminative

power, which is encouraging for implementation in hardware neuromorphic systems.

Neuromorphic systems are prone to fabrication mismatch and operating noise. Fortunately,

the mismatch in the synaptic weights and the activation function parameters β and γ are not an

issue if the biases and the weights are learned, and the functionality of the RBM is robust to

small variations in the weights caused by discretization. These two findings are encouraging

for neuromorphic implementations of RBMs. However, at least two conceptual problems of the

presented RBM architecture must be solved in order to implement such systems on a larger scale.

First, the symmetry condition required by the RBM does not necessarily hold. In a neuromorphic
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device, the symmetry condition is impossible to guarantee if the synapse weights are stored

locally at each neuron. Sharing one synapse circuit per pair of neurons can solve this problem.

This may be impractical due to the very large number of synapse circuits in the network, but

may be less problematic when using Resistive Random-Access Memorys (RRAMs) (also called

memristors) crossbar arrays to emulate synapses [93]. Because RRAMs can conduct currents in

both directions, one RRAM circuit can be shared between a pair of neurons. A second problem is

the number of recurrent connections. Even our RBM of modest dimensions involved almost two

million synapses, which could be impractical in terms of bandwidth and weight storage. Even if a

very high number of weights are zero, the connections between each pair of neurons must exist in

order for a synapse to learn such weights. One possible solution is to impose sparse connectivity

between the layers [122, 161] and implement synaptic connectivity in a scalable hierarchical

address-event routing architecture [79].

3.7 Discussion and Conclusions

Neuromorphic systems are promising alternatives for large-scale implementations of

RBMs and deep networks, but the common procedure used to train such networks, Contrastive

Divergence (CD), involves iterative, discrete-time updates that do not straightforwardly map on a

neural substrate. We solve this problem in the context of the RBM with a spiking neural network

model that uses the recurrent network dynamics to compute these updates in a continuous-time

fashion. We argue that the recurrent activity coupled with STDP dynamics implements an event-

driven variant of CD. Event-driven CD enables the system to learn on-line, while being able to

carry out functionally relevant tasks such as recognition, data generation and cue integration.

The CD algorithm can be used to learn the parameters of probability distributions other

than the Boltzmann distribution (even those without any symmetry assumptions). Our choice for

the RBM, whose underlying probability distribution is a special case of the Boltzmann distribution,
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is motivated by the following facts: They are universal approximators of discrete distributions

[97]; the conditions under which a spiking neural circuit can naturally perform MCMC sampling

of a Boltzmann distribution were previously studied [112, 27]; and RBMs form the building

blocks of many deep learning models such as DBNs, which achieve state-of-the-art performance

in many machine learning tasks [19]. The ability to implement RBMs with spiking neurons

and train then using event-based CD paves the way toward on-line training of DBNs of spiking

neurons [68].

We chose the MNIST handwritten digit task as a benchmark for testing our model. When

the RBM was trained with standard CD, it could recognize up to 926 out of 1000 of out-of-

training samples. The MNIST handwritten digit recognition task was previously shown in a digital

neuromorphic chip [13], which performed at 89% accuracy, and in a software simulated visual

cortex model [49]. However, both implementations were configured using weights trained offline.

A recent article showed the mapping of off-line trained DBNs onto spiking neural network [133].

Their results demonstrated hand-written digit recognition using neuromorphic event-based sensors

as a source of input spikes. Their performance reached up to 94.1% using leaky I&F neurons.

The use of an additional layer explains to a large extent their better performance compared to

ours (91.9%). Our work extends [133] with on-line training that is based on synaptic plasticity,

testing its robustness to finite weight precision, and providing an interpretation of spiking activity

in terms of neural sampling.

To achieve the computations necessary for sampling from the RBM, we have used a

neural sampling framework [51], where each spike is interpreted as a sample of an underlying

probability distribution. In [27], the authors proved that abstract neuron models consistent with

the behavior of biological spiking neurons can perform MCMC, and have applied it to a basic

learning task in a fully visible Boltzmann Machine. We extended the neural sampling framework

in three ways: First, we identified the conditions under which a dynamical system consisting of

I&F neurons can perform neural sampling; Second, we verified that the sampling of RBMs was
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robust to finite-precision parameters; Third, we demonstrated learning in a Boltzmann Machine

with hidden units using STDP synapses.

In neural sampling, neurons behave stochastically. This behavior can be achieved in

I&F neurons using noisy input currents, created by a Poisson spike train. Spike trains with

Poisson-like statistics can be generated with no additional source of noise, for example by the

following mechanisms: balanced excitatory and inhibitory connections [168], finite-size effects

in a large network, and neural mismatch [9]. The latter mechanism is particularly appealing,

because it benefits from fabrication mismatch and operating noise inherent to neuromorphic

implementations.

Other groups have also proposed to use I&F neuron models for computing the Boltzmann

distribution. In [112], the authors have shown that noisy I&F neurons’ activation function is

approximately a sigmoid as required by the Boltzmann machine, and have devised a scheme

whereby a global inhibitory rhythm drives the network to generate samples of the Boltzmann

distribution. In [133], the authors have demonstrated a deep belief network of I&F neurons that

was trained off-line, using standard CD and tested it using the MNIST database. Independently

and simultaneously to this work, the authors in [140] demonstrated that conductance-based I&F

neurons in a noisy environment are compatible with neural sampling as described in [27]. Our

work extends all of those above by providing an online, STDP-based learning rule to train RBMs

sampled using I&F neurons.
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Chapter 4

Synaptic Sampling Machines

Recent studies have shown that synaptic unreliability is a robust and sufficient mechanism

for inducing the stochasticity observed in cortex. In this chapter, we introduce Synaptic Sampling

Machines (S2Ms), a class of neural network models that uses synaptic stochasticity as a means

to Monte Carlo sampling and unsupervised learning. Similar to the original formulation of

Boltzmann machines, these models can be viewed as a stochastic counterpart of Hopfield networks,

but where stochasticity is induced by a random mask over the connections. Synaptic stochasticity

plays the dual role of an efficient mechanism for sampling, and a regularizer during learning akin

to DropConnect. A local synaptic plasticity rule implementing an event-driven form of contrastive

divergence enables the learning of generative models in an on-line fashion. S2Ms perform

equally well using discrete-timed artificial units (as in Hopfield networks) or continuous-time

leaky integrate-and-fire neurons. The learned representations are remarkably sparse and robust

to reductions in bit precision and synapse pruning: removal of more than 75% of the weakest

connections followed by cursory re-learning causes a negligible performance loss on benchmark

classification tasks. The spiking neuron-based S2Ms – an even more biologically relevant version

of the leaky integrate-and-fire neuron model with stochastic membrane potential presented in

the previous chapter – outperform existing spike-based unsupervised learners, while potentially
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offering substantial advantages in terms of power and complexity, and are thus promising models

for on-line learning in brain-inspired hardware.

4.1 Motivation: Synaptic unreliability in the brain

The probabilistic nature of synaptic quantal release is a well known phenomenon [82].

Unreliability is caused by the probabilistic release of neurotransmitters at the pre-synaptic

terminals [7]. Detailed slice and in vivo studies found that synaptic vesicle release in the brain

can be extremely unreliable – typically 50% transmission rate and possibly as low as 10% in

in vivo – at a given synapse [25]. Such synaptic unreliability can be a major source of noise in

the brain [2, 50, 172]. Assuming neurons maximize the ratio of information theoretic channel

capacity to axonal transmission energy, synaptic failures can lower energy consumption without

lowering the transmitted computational information of a neuron [102]. Interestingly, an optimal

synaptic failure rate can be computed given the energetic cost synaptic and somatic activations.

Another consequence of probabilistic synapses is that, via recurrent interactions in the networks,

synaptic unreliability would be the cause of Poisson-like activity in the pre-synaptic input [117].

In the S2M, the multiplicative effect of the blank-out noise is manifested in the pre-synaptic input

by making its variance dependent on the synaptic weights and the network states. Our theoretical

analysis suggests that, in the S2M’s regime of operation, increased variability has the effect of

reducing the sensitivity of the neuron to other synaptic inputs by flattening the neural transfer

curve. With multiplicative noise, input variability can be high when pre-synaptic neurons with

strong synaptic weights are active.

In the S2M, such an activity pattern emerges when the probability of a given state under

the learned model and the sensory data is high. That case suggests that the network has reached

a good estimate and should not be easily modified by other evidence, which is the case when

the neural transfer curve is flatter. Synaptic unreliability can thus play the role of a dynamic
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normalization mechanism in the neuron with direct implications on probabilistic inference and

action selection in the brain. Aithchison and Latham suggested the “synaptic sampling hypothesis”

whereby pre-synaptic spikes would draw samples from a distribution of synaptic weights [4].

This process could be a mechanism used in the brain to represent uncertainty over the parameters

of a learned model. Stochasticity can be carried to the learning dynamics as well. Recent studies

point to that fact, during learning the blank-out probability at the synapses is also learned [6],

and the learned neural generative models capture richer representations, especially when labeled

data is sparse. Kappel and colleagues also showed that stochasticity in the learning dynamics

improves generalization capability of neural network [81].

The blank-out noise model used in this work is a particular case of the studies above,

whereby the weights of the synapses are either zero or the value of the stored weight with a

fixed probability. In contrast to previous work, we studied the learning dynamics under this

probabilistic synapse model within an otherwise deterministic recurrent neural network. Besides

the remarkable fact that synaptic stochasticity alone is sufficient for sampling, it enables robust

learning of sparse representations and efficient implementation in hardware.

4.2 Background

The brain’s cognitive power emerges from a collective form of computation extending over

very large ensembles of sluggish, imprecise, and unreliable components. This realization spurred

scientists and engineers to explore the remarkable mechanisms underlying biological cognitive

computing by reverse engineering the brain in “neuromorphic” silicon, providing a means to

validate hypotheses on neural structure and function through “analysis by synthesis” Successful

realizations of large-scale neuromorphic hardware [151, 75, 113, 136, 41] are confronted with

challenges in configuring and deploying them for solving practical tasks, as well as identifying

the domains of applications where such devices could excel. The central challenge is to devise a
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neural computational substrate that can efficiently perform the necessary inference and learning

operations in a scalable manner using limited memory resources and limited computational

primitives, while relying on temporally and spatially local information.

Recently, one promising approach to configure neuromorphic systems for practical tasks is

to take inspiration from machine learning, namely artificial and deep neural networks. Despite the

fact that neural networks were first inspired by biological neurons, the mapping of modern machine

learning techniques onto neuromorphic architectures requires overcoming several conceptual

barriers. This is because machine learning algorithms and artificial neural networks are designed

to operate efficiently on digital processors, often using batch, discrete-time, iterative updates

(lacking temporal locality), shared parameters and states (lacking spatial locality), and minimal

inter-process communication that optimize the capabilities of GPUs or multicore processors.

Here, we report a class of stochastic neural networks that overcomes this conceptual

barrier while offering substantial improvements in terms of performance, power, and complexity

over existing methods for unsupervised learning in spiking neural networks. Similarly to how

Boltzmann machines were first proposed [71], these neural networks can be viewed as a stochastic

counterpart of Hopfield networks [72], but where stochasticity is caused by multiplicative noise at

the connections (synapses). As in neural sampling [51, 22], neural states (such as instantaneous

firing rates or individual spikes) in our model are interpreted as Monte Carlo samples of a

probability distribution. The source of the stochasticity in neural samplers is often unspecified, or

is assumed to be caused by independent, background Poisson activities [140, 128]. Background

Poisson activity can be generated self-consistently in balanced excitatory-inhibitory networks

[168], or by using finite-size effects and neural mismatch [9]. Although a large enough neural

sampling network could generate its own stochasticity in this fashion, the variability in the spike

trains decreases strongly as the firing rate increases [54, 26, 117], unless there is an external

source of noise or some parameters are fine-tuned. Furthermore, when a neural sampling network

generates its own noise, correlations in the background activity can play an adverse role in its
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performance [142]. Correlations can be mitigated by adding feed-forward connectivity between

a balanced network (or other dedicated source of Poisson spike trains) and the neural sampler,

but such solutions entail increased resources in neurons, connectivity, and ultimately energy.

Therefore, the above techniques for generating stochasticity are not ideal for neural sampling.

On the other hand, synaptic unreliability can induce the necessary stochasticity without

requiring a dedicated source of Poisson spike trains. The unreliable transmission of synaptic

vesicles in biological neurons is a well studied phenomenon [82, 25], and many studies suggested

it as a major source of stochasticity in the brain [2, 50, 172, 117]. In the cortex, synaptic failures

were argued to reduce energy consumption while maintaining the computational information

transmitted by the post-synaptic neuron [102]. More recent work suggested synaptic sampling as

a mechanism for representing uncertainty in the brain [5], and its role in synaptic plasticity and

rewiring [81].

We show that uncertainty at the synapse is sufficient in inducing the variability necessary

for probabilistic inference in brain-like circuits. Strikingly, we find that the simplest model

of synaptic unreliability, called blank-out synapses, can vastly improve the performance of

spiking neural networks in practical machine learning tasks over existing solutions, while being

extremely easy to implement in hardware [58], and often naturally occurring in emerging memory

technologies [174, 6]. In blank-out synapses, for each pre-synaptic spike-event, a synapse evokes

a response at the post-synaptic neuron with a probability smaller than one. In the theory of

stochastic processes, the operation of removing events from a point process with a probability

p is termed p-thinning. Thinning a point process has the interesting property of making the

process more Poisson-like. Along these lines, a recent study showed that spiking neural networks

endowed with stochastic synapses robustly generate Poisson-like variability over a wide range

of firing rates [117], a property observed in the cortex. The iterative process of adding spikes

through neuronal integration and removing them through probabilistic synapses causes the spike

statistics to be Poisson-like over a large range of firing rates. A neuron subject to other types of
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noise, such as white noise injected to the soma, spike jitter and random synaptic delays tends to

fire more regularly for increasing firing firing rates.

Given the strong inspiration from Boltzmann machines, and that probabilistic synapses

are the main source of stochasticity for the sampling process, we name such networks Synaptic

Sampling Machines (S2Ms) (Fig. 4.1). Synaptic noise in the S2M is not only an efficient

mechanism for implementing stochasticity in spiking neural networks but also plays the role

of a regularizer during learning, akin to DropConnect [170]. This technique was used to train

artificial neural networks used multiplicative noise on one layer of a feed-forward network for

regularization and decorrelation. Compared to the neural sampler used in [128], the S2M comes

at the cost of a quantitative link between the parameters of the probability distribution and

those of the spiking neural network. In a machine learning task, this does not pose a problem

since the parameters of the spiking neural network can be trained with a learning rule such as

event-driven Contrastive Divergence (eCD). ECD is an on-line training algorithm for a subset of

stochastic spiking neural networks [128]: The stochastic neural network produces samples from a

probability distribution, and spike-timimg-dependent plasticity (STDP) carries out the weight

updates according to the Contrastive Divergence rule [67] in an online, asynchronous fashion.

S2Ms trained with eCD significantly outperform the Restricted Boltzmann Machine

(RBM), reaching error rates in an MNIST hand-written digit recognition task of 4.4%, while

using a fraction of the number of synaptic operations during learning and inference compared

to our previous implementation [128]. Furthermore, the system has two appealing properties:

(1) The activity in the hidden layer is very sparse, with less than 10% of hidden neurons being

active at any time; (2) The S2M is remarkably robust to the pruning and the down-sampling of the

weights: Upon pruning the top 80% of the connections (sorted by weight values) and re-training

(32k samples), we observed that the error rate remained below 5%. Overall, the S2M outperforms

existing models for unsupervised learning in spiking neural networks while potentially using a

fraction of the resources, making it an excellent candidate for implementation in hardware.
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Figure 4.1: The Synaptic Sampling Machine (S2M). (A) At every occurrence of a pre-synaptic
event, a spike is propagated to the post-synaptic neuron with probability p. (B) Synaptic
stochasticity can be viewed as a continuous DropConnect method [170] where weights are
masked by a binary matrix Θ(t), where * denotes element-wise multiplication. (C) S2M Network
architecture, consisting of a visible and a hidden layer.

The chapter is structured as follows: We first describe the S2M within a discrete-time

framework to gain insight into the functionality of the sampling process. We then describe the

continuous-time, spiking version of the S2M. In the Results section, we demonstrate the ability

of S2Ms to learn generative models of the MNIST dataset, and illustrate some of its remarkable

features.

4.3 The Synaptic Sampling Machine (S2M) as a Hopfield net-

work with multiplicative noise

We first define the S2M as a modification of the original Boltzmann Machine. Boltzmann

machines are Hopfield networks with thermal noise added to the neurons in order to avoid

overfitting and falling into spurious local minima [70]. As in Boltzmann Machines, the S2M

introduces a stochastic component to Hopfield networks. But rather than units themselves being

noisy, in the S2M the connections are noisy.

In the Hopfield network, neurons are threshold units:
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zi[t] = Θ(ui[t]) =

 ron if ui[t]≥ 0

roff if ui[t]< 0
(4.1)

and connected recurrently through symmetric weights wi j = w ji, where ron > ro f f are two

numbers indicating the values of the on and off states, respectively. For simplicity, we chose

blank-out synapses as the model of multiplicative noise. With blank-out synapses, the synaptic

input to Hopfield unit i is:

ui[t +1] =
N

∑
j=1

ξ
p
i j[t]z j[t]wi j +bi, (4.2)

where ξ
p
i j[t] ∈ {0,1} is a Bernoulli process with probability p and bi is the bias. This corresponds

to a weighted sum of Bernoulli variables. Since the ξ
p
i j[t] are independent, for large N and p not

close to 0 or 1, we can approximate this sum with a Gaussian with mean µi[t] = bi +∑ j pwi jz j[t]

and variance σ2
i [t] = p(1− p)∑ j(wi jz j[t])2. So,

ui[t +1] = µi[t]+σi[t]ηi[t], (4.3)

where η ∼ N(0,1). In other terms, ui[t + 1] ∼ N
(
µi[t],σ2

i [t]
)
. Since P(zi[t +1] = 1|z[t]) =

P(ui[t +1]≥ 0|z[t]), the probability that unit i is active given the network state is equal to one

minus the cumulative distribution function of ui:

P(ui[t +1]≥ 0|z[t]) = 1
2

(
1+ erf

(
µi[t]

σi[t]
√

2

))
,

where “erf” stands for the error function. Plugging back to Eq. 4.1 gives:
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P(zi[t +1] = 1|z[t]) = P(ui[t +1]≥ 0|z[t])

=
1
2

1+ erf

β
∑ j wi jz j[t]+ bi

p√
∑ j w2

i jz j[t]2

 ,

β =

√
p

2(1− p)
.

(4.4)

This activation function is the S2M-equivalent of the activation function as defined for neurons

of the Boltzmann machines (i.e. the logistic function). However, four properties distinguish the

S2M from the Boltzmann machine: (1) The activation function is a (shifted) error function rather

than the logistic function, (2) the synaptic contributions to each neuron i are normalized such that

Euclidian norm of the vector (wi1z1, . . . ,wiNzN)
> is 1. Interestingly, this means that according to

Eq. 4.4, a rescaling of the weights has the same effect of scaling the bias. If the biases are zero,

the rescaling has no effect; (3) β, which depends on the probability of the synaptic blank-out

noise and the network state, plays the role of thermal noise in the Boltzmann machine; and (4)

In general, despite that the connectivity matrix is symmetric, the interactions in the S2M are

asymmetric because the effective slope of the activation function depends on the normalizing

factor of each neuron.

In the general case, the last property described above suggest that the S2M cannot be

expressed as an energy-based model (as in the case for Boltzmann machines), and therefore we

cannot easily derive the joint distribution P(z[t]). Some insight can be gained in the particular

case where ron =−ro f f . In this case, the denominator in Eq. 4.4 simplifies such that:

P(zi[t +1] = 1|z[t]) = P(ui[t +1]≥ 0|z[t]) (4.5)

=
1
2

1+ erf

β
∑ j wi jz j[t]+ bi

p

ron

√
∑ j w2

i j

 (4.6)
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In other words, the standard deviation of the inputs σ2 does not depend on the neural states. With

the additional constraint that ∑i w2
i j = ∑ j w2

i j, the connectivity matrix becomes symmetric. In

this case, the resulting system is almost a Boltzmann machine, with the only exception that the

neural activation function is an error function instead of the logistic function. Generally speaking,

the error function is reasonably close to the logistic function after a rescaling of the argument.

Therefore, the parameters of a Boltzmann machine can be approximately mapped on the S2M

with ron =−ro f f . To test the quality of this approximation, we compute the Kullback-Leibler

(KL) divergence between an exact restricted Boltzmann distribution (Pexact) and the distribution

sampled by a S2M with ron = 1, ro f f = −1 (Fig. 4.2 using Eq. 4.6. This computation is

repeated in the case of the distribution obtained with Gibbs sampling in the RBM. In order to

avoid zero probabilities, we added 1 to the number of occurrences of each state. As expected,

the KL-divergence between the S2M and the exact distribution reaches a plateau due to the

non-logistic activation function. However, the results show that in networks of this size the

distribution sampled by the S2M has the same KL-divergence as the RBM obtained after 105

iterations of Gibbs sampling, which is more than the typical number of iterations used for many

tasks [68]. We premise that the S2Ms with all or none activation values (ron 6= roff = 0) behave in

a manner that is sufficiently similar, so that learning in the S2M with Contrastive Divergence (CD)

is approximately valid. In the Results section, we test this premise on the MNIST hand-written

digit machine learning task.

4.3.1 Learning Rule for RBM and S2Ms

The training of RBMs proceeds in two phases. During the first “data” phase, the states of

the visible units are clamped to a given vector of the training set, then the states of the hidden

units are sampled. In a second “reconstruction” phase, the network is allowed to run freely. Using

the statistics collected during sampling, the weights are updated in a way that they maximize

the likelihood of the data. Collecting equilibrium statistics over the data distribution in the
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Figure 4.2: KL-divergence between a restricted Boltzmann distribution (Pexact , 5 hidden units,
5 visible units) and the distribution sampled by an S2M with ron = 1, ro f f =−1 and matched
parameters. As a reference, the KL-divergence using an RBM is shown (blue curve). The
saturation of the green curve is caused by the inexact activation function of the S2M unit (error
function instead of the logistic function).

reconstruction phase is often computationally prohibitive. The CD algorithm has been proposed

to mitigate this [68]: the reconstruction of the visible units’ activity is achieved by sampling them

conditioned on the values of the hidden units. This procedure can be repeated k times (the rule

is then called CDk), but relatively good convergence is obtained for the equilibrium distribution

even for one iteration. The CD learning rule is summarized as follows:

∆wi j = ε
(〈

vih j
〉

data−
〈
vih j
〉

recon

)
, (4.7)

where vi and h j are the activities in the visible and hidden layers, respectively. The notations 〈·〉data

and 〈·〉recon refer to expectations computed during the “data” phases and the “reconstruction”

sample phases, respectively. The learning of the biases follows a similar rule. The learning rule

for the S2M was identical to that of the RBM.

4.4 Spiking Synaptic Sampling Machines

In the spiking S2M, the currents Ii(t) depend on the layer the neuron is situated in (visible

v or hidden h). For a neuron i in the visible layer v:
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Ii(t) = Id
i (t)+ Iv

i (t)

τsyn
d
dt Iv

i (t) =−Iv
i +∑

Nh
j=1 ξP

v,i j(t)qi jh j(t)+bvi

(4.8)

where Id
i (t) is a current representing the data (i.e. the external input), Iv(t) is the feedback from

the hidden layer activity and the bias. The q are the respective synaptic weights, ξ
p
v,i j is a Bernoulli

process (i.e. “coin flips”) with probability p implementing the stochasticity at the synapse, and bvi

are constant currents representing the biases of the visible neurons. Spike trains are represented

by a sum of Dirac delta pulses centered on the respective spike times:

h j(t) = ∑
k∈Sph

j

δ(t− tk) , vi(t) = ∑
k∈SPv

i

δ(t− tk) (4.9)

where Sph
j , Spv

j are the sets the spike times of the hidden neuron h j and visible neurons vi,

respectively, and δ(t) = 1 if t = 0 and 0 otherwise. For a neuron j in the hidden layer h,

I j(t) = Ih
j (t)

τsyn
d
dt

Ih
j (t) =−Ih

j +
Nv

∑
i=1

ξ
P
h, ji(t)q jivi(t)+bh j ,

(4.10)

where Ih(t) is the feedback from the visible layer, and v(t) are Poisson spike trains of the visible

neurons defined in Eq. 4.9 and bh j are the biases of the hidden neurons. The dynamics of Ih

and Iv correspond to a first-order linear filter, so each incoming spike results in Post-Synaptic

Potentials (PSPs) that rise and decay exponentially (i.e. alpha-PSP) [57].

4.4.1 Synaptic Blank-Out Noise

Perhaps the simplest model of synaptic noise is the blank-out noise: for each spike-event,

the synapse has a probability p of evoking a PSP, and a probability (1− p) of evoking no response.

This is equivalent to modifying the input spike train to each synapse such that spikes are dropped

(blanked-out) with probability p. In particular, for a Poisson spike train of rate v, the blank-out
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with probability p gives a Poisson spike train with rate pv [58]. For a periodic (regular) spike train,

stochastic synapses add stochasticity to the system. The coefficient of variation of the Inter-Spike

Interval (ISI) becomes
√

1− p. The periodic spike train thus tends to a Poisson spike train when

p→ 0, with the caveat that events occur at integer multiples of the original ISI. Intuitively, the

neural network cycles through deterministic neural integration and stochastic synapses. The

authors in [117] found that the recurring process of adding spikes through neuronal integration

and removing them through stochastic synapses causes the spike statistics to remain Poisson-like

(constant Fano Factor) over a large dynamical range. Synaptic stochasticity is thus a biologically

plausible source of stochasticity in spiking neural networks, and can be very simply implemented

in software and hardware [58].

4.4.2 Spiking neural networks with Poisson input and blank-out synapses

This section describes the neural activation function of leaky integrate-and-fire (I&F)

neurons. The collective dynamics of spiking neural circuits driven by Poisson spike trains is often

studied in the diffusion approximation [54, 26, 144, 42]. In this approximation, the firing rates of

individual neurons are replaced by a common time-dependent population activity variable with

the same mean and two-point correlation function as the original variables, corresponding here to

a Gaussian process. The approximation is true when the following assumptions are verified:

1. The charge delivered by each spike to the post-synaptic neuron is small compared to the

charge necessary to generate an action potential;

2. There is a large number of afferent inputs to each neuron;

3. The spike times are uncorrelated.

In the diffusion approximation, only the first two moments of the synaptic current are retained.

The currents to a neuron, I(t), can then be decomposed as:
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I(t) = µ+ση(t), (4.11)

where µ = 〈I(t)〉= p∑ j q jv j +b and σ2 = p∑ j q2
jv j, v j is the firing rate of pre-synaptic neuron

j, and η(t) is the white noise process. Note that a Poisson spike train of mean rate v with spikes

removed with probability p is a Poisson spike train with parameter pv. As a result, blank-out

synapses have the effect of scaling the mean and the variance by p.

In this case, the neuron’s membrane potential dynamics is an Ornstein-Uhlenbeck process

[55]. For simplicity of presentation, the reset voltage was set to zero (urst = 0). We consider

the case where the synaptic time constant dominates the membrane time constant. In other

words, the membrane potential closely follows the dynamics of the synaptic currents and the

effect of the firing threshold and the reset in the distribution of the membrane potential can be

neglected. This problem was studied in great detail with first order approximations in τm/τsyn

[140]. For comparison with the S2M, we focus here on the case τM = 0. In this case, the stationary

distribution is a Gaussian distribution:

u∼ N
(

µ
gL

,
σ2

2g2
Lτsyn

)
(4.12)

Neurons such that p(u > 0|v) fire at their maximum rate of 1/τre f . Following similar steps as in

the S2M, the firing rate of neuron i becomes:

vi =
1

τre f

1
2

(
1+ erf

(
µi

σi

√
τsyn

))

=
1

τre f

1
2

1+ erf

√p
∑ j qi jv j +

bi
p√

∑ j q2
i jv j

√
τsyn

 .

(4.13)

Eq. 4.13 clarifies how the noise amplitude σ affects the neural activation v, and thus allows a

quantitative comparison with the S2M. Similarly to Eq. 4.4, the input is effectively normalized

by the variability in the inputs (where on/off values are replaced by firing rates). These strong
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Figure 4.3: The network architecture consists of a visible and a hidden layer. The visible layer
is partitioned into 784 sensory (data) neurons (vd) and 10 class label neurons (vc). During data
presentation, the activities in the visible layer are clamped to the data, consisting of a digit and
its label (one-hot coded). In all models, the weight matrix between the visible layer and the
hidden layer is symmetric.

similarities suggest that the S2M and the spiking neural network are very similar. Using computer

simulations of the MNIST learning task, in the Results section we show that the two networks

indeed perform similarly.

4.5 Training the networks on the MNIST hand-written digits

4.5.1 RBM and the S2M

The network consisted of 1294 neurons, partitioned into 794 visible neurons and 500

hidden neurons (Fig. 4.3). In the results, we used ron = 1 and ro f f = 0 for the S2M neurons

for a closer comparison with spiking neurons and the spiking S2M. The visible neurons were

partitioned into 784 sensory (data) neurons, denoted vd , and 10 class label neurons, denoted vc.

The S2M is similar to the RBM in all manners, except that the units are threshold functions, and

each weight is multiplied by independently drawn binomials (p = 0.5) at every step of the Gibbs

sampling. In both cases the training set was randomly partitioned into batches of equal size Nbatch.

One epoch is defined as the presentation of the full MNIST dataset (60,000 digits). We used CD-1

to train the RBM and the S2M.

Classification is performed by choosing the most likely label given the input, under the
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learned model. To estimate the discrimination performance, we sampled the distribution of class

units P(class|digit) using multiple Gibbs sampling chains (50 parallel chains, 2 steps). We take

the classification result to be the label associated to the most active class unit averaged across all

chains. For testing the discrimination performance of an energy-based model such as the RBM, it

is common to compute the free-energy F(vc) of the class units [64], defined as:

exp(−F (vc)) = ∑
vd,h

exp(−E (vd,vc,h)) , (4.14)

and selecting vc such that the free-energy is minimized. The free-energy computes the probabilities

of a given neuron to be active, using the joint distribution of the RBM. Classification using free

energy is inapplicable to S2Ms because it cannot be expressed in terms of an energy-based model.

Therefore, throughout the chapter, free-energy-based classification was used only for the RBM.

The learning rate in the RBM and the S2M was linearly reduced during the training, reaching 0

at the end of the learning. Both RBM and S2M were implemented on a GPU using the Theano

package [21].

4.5.2 Spiking S2M

The spiking S2M network structure is identical to above. Similarly to [128], for a given

digit, each neuron in layer v was injected with current transformed according to a logit function

Id
i ∝ log

(
si

1−siτr

)
, where si is the value of pixel i. To avoid saturation of the neurons using the

logit function, the pixel values of the digits were bounded to the range [10−5,0.98]. Training

followed the eCD rule described in the previous chapter. The learning rate was decayed linearly

during the training, reaching 0 at the end of the learning. Similarly to the S2M, the discrimination

performance is evaluated by sampling the activities of the class units for every digit in the test

dataset. In the spiking S2M, this is equivalent to identifying the neuron that has the highest firing

rate. The spiking neural network was implemented in the spike-based neural simulator Auryn,
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optimized for recurrent spiking neural networks with synaptic plasticity [177]. Connections in

the S2M are symmetric, but due to the constraints in the parallel simulator, the connections were

implemented using two separate synapses (one in each direction), and periodically symmetrized

to maintain symmetry (every 1000 s of simulated time). A complete list of parameters used in the

simulations is provided in [129].

4.6 Results

We demonstrate two different implementations of synaptic sampling machines (S2Ms),

one spiking and one non-spiking. The non-spiking S2M is a variant of the original RBM, used

to provide insight into the role of stochastic synapses in neural networks, and to justify spiking

S2Ms. The spiking S2M consisted of a network of deterministic I&F spiking neurons, connected

through stochastic (blank-out) synapses (Fig. 4.1). In the previous section, we showed that S2Ms

with activation values {−1,+1} are similar to Boltzmann machines, except that the activation

function of the neuron is an error function instead of the logistic function, and where the input

is invariant to rescaling. We assumed that the S2M with activation levels {0,1} and the spiking

S2M are sufficiently similar to the Boltzmann distribution, such that CD and eCD as originally

described in [128] are approximately valid. We test this assumption through computer simulations

of the S2Ms in an MNIST hand-written digit learning task. Independently, the authors in [121]

explored the idea of unreliable connections in Hopfield units, reaching similar conclusion on the

role of the blank-out probabilities in the Boltzmann temperature, as well as such networks being

good approximations of restricted Boltzmann machines.
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4.6.1 Unsupervised Learning of MNIST handwritten digits in Synaptic

Sampling Machines

Similarly to RBMs, S2Ms can be trained as generative models. Generative models have

the advantage that they can act simultaneously as classifiers, content-addressable memories, and

carry out probabilistic inference. We demonstrate these features in a MNIST hand-written digit

[99], using networks consisting of two layers, one visible and one hidden (Fig. 4.3). Learning

results are summarized in Table 4.1.

The spiking S2M appears to slightly outperform the S2M, although a direct comparison

between the two is not possible because the sampling mechanism and the batch sizes are different.

We find that spiking S2Ms attain classification error rates that slightly outperform the machine

learning algorithm (error rates: spiking S2M 4.4% vs. RBM 4.7%), even after much fewer

repetitions of the dataset (Fig. 4.4). To date, this is the best performing spike-based unsupervised

learner on MNIST. The spiking network implementing the spiking S2M is many times smaller than

the best performing spike-based unsupervised learner to date (1294 neurons 800K synapses vs.

7184 neurons, 5M synapses) [46]. For comparisons with other recent techniques for unsupervised

learning in spiking neural networks, we refer the reader to [46], which provides a recent survey

of the MNIST learning task with spiking neural networks.

Table 4.1: Error rates on MNIST hand-written digits task.

Model, nH = 500, 60 k digits training set MNIST Error

spiking S2M + Event-driven CD (this work) 4.4%
spiking S2M + Event-driven CD + 74% pruning + relearning (this work) 5.0%
spiking S2M + Event-driven CD + 4 bit synaptic weights (this work) 5.2%
spiking S2M + Event-driven CD + 2 bit synaptic weights (this work) 7.8%
S2M + Standard CD (this work) 4.5%
Gibbs Sampling + Standard CD 4.7%
Neural Sampling + Event-driven CD [128] 8.1%
Neural Sampling + Event-driven CD [128] (5 bits post-learning rounding) 10.6%
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Figure 4.4: The S2M outperforms its RBM counterpart at the MNIST task. The RBM, the
S2M, and the continuous-time spiking S2M were trained to learn a generative model of MNIST
hand-written digits. The S2M model is identical to the RBM except that it consists of threshold
units with stochastic blank-out synapses with probability 50%. The recognition performance
is assessed on the testing dataset which was not used during training (10,000 digits). Error
rate in the RBM starts increasing after reaching peak performance, mainly due to decreased
ergodicity of the Markov chains and overfitting. Learning in the S2M is slower than in the
RBM, as reported with other models using DropConnect [170] but it is effective in preventing
overfitting. At the end of the training, the recognition performance of the spiking S2Ms (S3M)
averaged over eight runs with different seeds reached 4.6% error rate. Due to the computational
load of running the spike-based simulations on the digital computer, the spiking S2M was halted
earlier than the RBM and the S2M. In spite of the smaller number of digit presentations, the
spiking S2M outperformed the RBM and the S2M. This is partly because weight updates in the
spiking S2M are undertaken during each digit presentation, rather than after each minibatch.
The curves are plotted up to the point where the best performance is reached.

We tested the speed of digit classification under the trained S2M. We computed the

prediction after sampling for a fixed time window that we varied from 0 to 300 ms (Fig. 4.5).

Results show that the trained network required approximately 250 ms to reach the lowest error

rate of 4.2%, and that only 13% of the predictions were incorrect after 50 ms. Similarly to

RBMs, the S2M learns a generative model of the MNIST dataset. This generative model allows to

generate digits and reconstruct them when a part of the digit has been occluded. We demonstrate

this feature in a pattern completion experiment where the right half of each digit was presented to

the network, and the visible neurons associated to the left half of the digit were sampled (Fig. 4.6).

In most cases, the S2M correctly completed the left half of the digit. Figure 4.6 also illustrates

the dynamics of the completion, which appears to reach a stationary state after about 200 ms.

Overall, these results show that the S2M can achieve similar tasks as in RBMs, at a similar or
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better recognition performance while requiring fewer dataset iterations during learning.

Figure 4.5: Accuracy evaluation in the spiking S2M. To test recognition, for each digit in the
test dataset (10,000 digits), class neurons in the S2Ms are sampled for up to 300 ms. The
classification is read out by identifying the group of class label neurons that had the highest
activity and averaging over all digits of the test set. The error rate after 50 ms of sampling was
above 13% and after 250 ms the error rates typically reached their minimum for this trained
network (4.2%, horizontal bar).

4.6.2 Robustness of spiking S2Ms to synapse pruning and weight down-

sampling

Sparse networks that require using very few bits for storage can have a lower memory

cost, along with a smaller communication and energy footprint. To test the storage requirements

for the spiking S2M and its robustness to pruning connections, we removed all synapses whose

weights were below a given threshold. We varied the threshold such that the ratio of remaining

connections spanned the range [0%, 100%]. The resulting recognition performance, plotted

against the ratio of connections retained, is shown in Fig. 4.7A (black curve). We then re-trained

the spiking S2M over 32 epochs and tested against 10,000 images from the MNIST test dataset.

The re-learning substantially recovered the performance loss caused by the weight pruning as

shown in Fig. 4.7A (red curve). This result suggests that only a relatively small number of

connections play a critical role in the underlying model for the recognition task.
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Figure 4.6: Pattern completion in the spiking S2M. (A) The right half of a digit and its label is
presented to the visible layer of the S2M. The ensuing activity in the visible layer is partitioned
in 100 ms bins and the average activity during each bin is presented in the color plots to the
right. The network completes the left half of the digit. (B) Raster plot of the pattern completion
for the first row of (A).

Learning Low Precision Weight Synapses

Dedicated memory for storing the synaptic connectivity table and the synaptic weights

often occupies the largest area in neuromorphic devices [113, 116]. Therefore, the ability to

reduce the synaptic precision required for the operation of an algorithm can be very beneficial

in hardware. We quantify the effects of lowered precision in inference by down-sampling the

synaptic weights, while performing computation at full precision. In the context of a hardware

implementation, this results in lower memory costs since fewer bits can be used to store the same

network. To test the performance of the spiking S2M with lowered resolution, we truncated the

weights to a single decimal point. The resulting weights were restricted to less than 128 unique

values (7 bits). In Fig. 4.7B, we truncated the weights of the previously pruned network to 7 bits,

and examined the results over the range of retained connections. The results of testing 10,000

samples of MNIST on this network are shown in Fig. 4.7B. The error rate was about 8 with

12.5% of the total synaptic weights retained and about 5 with 49% of the connections retained.

Another recently proposed technique for reducing the precision of the weights while
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Figure 4.7: Pruning connections in the spiking S2M and re-learning. (A) We test the spiking
S2M’s robustness to synapse pruning by removing all connections whose weights were below a
given threshold. We quantified the effects of pruning by testing the pruned spiking S2M over the
entire MNIST test set (black curve). After pruning, we re-trained the network over 32 epochs
(corresponding to 32K sample presentations), which recovered most of the loss due to pruning
(red curve). (B) Reduced synaptic weight precision in the spiking S2M. After learning, pruning
and re-learning, the synaptic weights were downsampled by truncating them to a single decimal
point. There remained fewer than 128 unique weight values in the final matrix. The horizontal
line is at 4.4%.

minimizing impact on performance is the dual-copy rounding technique [159]. In the context of

our sampling machine, the key idea is to sample using reduced-precision weights, but learn with

full-precision weights. Dual copy rounding was shown to outperform rounding of the weight after

learning. Training the spiking S2M with dual-copy rounding at 4-bit weights (16 different weight

values) resulted in 5.2% error rate at the MNIST task, and rounding at 2 bits (4 weight values)

increased this number to 7.8%. Synaptic weight resolution of 4 bits is recognized as a sweet spot

for hardware [141, 112]. Furthermore, it is a plausible synaptic weight precision for biological

synapses: recent analysis of synapses in the rat Hippocampus suggested that each synapse could

store about 4-5 bits of information [15].

We note that the dual-copy approach is only beneficial at the inference stage (post-

learning). During inference, the high-precision weights can be dropped and only the low-precision

weight are maintained. However, during learning it is necessary to maintain full precision weights.

Learning with low precision weights is possible using stochastic rounding techniques [121]. We

could not test stochastic rounding in spiking S2Ms because the symmetry requirements in the
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spiking neural network connectivity prevent a direct, efficient implementation in multi-threaded

simulators (such as the used Auryn neural simulator).

Synaptic Operations and Energy Efficiency in S2Ms

Power consumption in brain-inspired computers is often dominated by synaptic communi-

cation and plasticity. Akin to the energy required per multiply-accumulate operation (MAC) in

digital computers, the energy required by each synaptic operation (SynOp) is one representative

metric of the efficiency of brain-inspired computers [113]. The reason is that every time one

neuron spikes, a large number of synapses of other, possibly physically distant neurons are

updated (in practice, hundreds to ten of thousands of synapses).

A SynOp potentially consumes much less energy than a MAC even on targeted general-

purpose GPUs, and improvements in energy per SynOP directly translate into energy efficiencies

at the level of the task. However, these operations are not directly comparable because it is

unclear how many SynOps provide the equivalent of a MAC operation at a given task. To provide

a reference to this comparison, we count the number of SynOps and approximate number of

MACs necessary to achieve a target accuracy at the MNIST task for spiking S2Ms and RBMs,

respectively (Fig. 4.8). Strikingly, the spiking S2M achieves SynOp-MAC parity at this task.

Given that the energy efficiency of a SynOp is potentially orders of magnitude lower than the

MAC [112, 135], this result makes an extremely strong case for hardware implementations of

spiking S2Ms.

The possible reasons for this parity are two-fold: (1) weight updates are undertaken after

presentation of every digit, which means that fewer repetitions of the dataset are necessary to

achieve the same performance and (2) only active connections incur a SynOp. In the RBM, the

operations necessary for computing the logistic function, random numbers at the neuron, and

the weight updates were not taken into account and would further favor the spiking S2M. The

operation necessary for the stochastic synapse in the spiking S2M (a Bernoulli trial) is likely to be
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Figure 4.8: The spiking S2M achieves SynOp-MAC parity at the MNIST task. The number
of multiply-accumulate (MAC) operations required for sampling in the RBM during learning
is compared to the number of synaptic operations (SynOps) in the spiking S2M during the
MNIST learning task. At this task, the spiking S2M (S3M) requires fewer operations to reach
the same accuracy during learning. Other necessary operations for the RBM, e.g., additions,
random number generations, logistic function calls, and weight updates were not taken into
account here, and would further favor the spiking S2M. One reason for the SynOp-MAC parity
is that learning in the spiking S2M requires fewer repetitions of data samples to reach the
same accuracy compared to the RBM. Another reason is that only active connections in the
spiking S2M incur a SynOp. SynOp-MAC parity between the spiking S2M and the RBM is very
promising for hardware implementations because a SynOp in dedicated hardware potentially
consumes much less power than a MAC in a general purpose digital processor. Note that the
non-spiking S2M is not competitive on this measure because it requires N2 random number
generations per Gibbs sampling step in addition to the same number of MACs as the RBM. The
curves are plotted up to the point where the best performance is reached.

minimal because the downstream synapse circuits do not need to be activated when the synapse

fails to transmit. Furthermore, the robustness of spiking S2Ms to the pruning of connections

(described previously) can further strongly reduce the number of SynOps after learning.

4.7 Discussion and Conclusions

The Boltzmann Machine stems from the idea of introducing noise into a Hopfield network

[71]. The noise prevents the state from falling into local minima of the energy, enabling it to learn

more robust representations while being less prone to overfitting. Following the same spirit, the

S2M introduces a stochastic component to Hopfield networks, but rather than the units themselves

being noisy, the connections are noisy.

The stochastic synapse model we considered is blank-out noise, where the synaptic weight
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is multiplied by a binary random variable. This is to be contrasted with additive noise, where the

stochastic term such as a white noise process is added to the membrane potential. In artificial

neural networks, multiplicative noise forces weights to become either sparse or invariant to

rescaling [124]. When combined with rectified linear activation functions, multiplicative noise

tends to increase sparsity [146]. Multiplicative noise makes neural responses sparser: In the

absence of additive noise, neurons have activation functions very close to being rectified linear

[167]. In the absence of a depolarizing input, the neuron cannot fire, and thus its synapses cannot

potentiate. Consequently, if the parameters are initiated properly, many neurons will remain silent

after learning.

Event-driven CD was first demonstrated in a spiking neural network that instantiated a

MCMC neural sampling of a target Boltzmann distribution [128]. The classification performance

of the original model was limited by two properties. First, every neuron was injected with

a (additive) noisy current of very large amplitude. Neurally speaking, this corresponded to a

background Poisson spike train of 1000 Hz, which considerably increased the network activity

in the system. Second, in spite of the large input noise, neurons fired periodically at large firing

rates due to an absolute refractory period. This periodic firing evoked strong spike-to-spike

correlations (synchrony) that were detrimental to the learning and the sampling. Consequently,

the performance of eCD in an MNIST task was significantly lower than when standard CD was

used (8.1% error rate).

The performance of the spiking S2M in the MNIST handwritten digits task vastly im-

proved accuracy metrics over our previous results while requiring a fraction of the number of

synaptic operations. The reduction in the number of operations was possible because our previous

neuron model required an extra background Poisson spike train for introducing noise, whereas

the S2M generates noise through stochastic synapses. The improvement in accuracy over our

earlier results stems from at least two reasons: (1) Spike-to-spike decorrelations caused by the

synaptic noise better condition the plasticity rule by preventing pair-wise synchronization; and
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(2) Regularization, which mitigates overfitting and the co-adaptation of the units. In the machine

learning community, blank-out noise is also known as DropConnect [170]. It was demonstrated

to perform regularization, which helped achieve state-of-the-art results on several image recogni-

tion benchmarks, including the best result so far on MNIST without elastic distortions (0.21%).

Note that the S2M model did not include domain-specific knowledge, which suggests that its

performance may generalize to other problems and datasets.
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Chapter 5

Memory-efficient Synaptic Connectivity

and Spike-Timing-Dependent Plasticity

Spike-Timing-Dependent Plasticity (STDP) is a bio-inspired local incremental weight

update rule commonly used for online learning in spike-based neuromorphic systems, modeling

long-term potentiation and depression in synaptic efficacy (weight) based on relative timing

between pre- and post-synaptic action potentials (spikes). Online STDP weight updates for

causal and acausal relative spike times are activated at the onset of post- and pre-synaptic spike

events, respectively, implying access to synaptic connectivity both in forward (pre-to-post) and

reverse (post-to-pre) directions. In this chapter we present a study of the impact of different

arrangements of synaptic connectivity tables in digital memory on efficiency of weight storage

and STDP updates in large-scale neuromorphic systems, for varying degrees of density in synaptic

connectivity ranging from crossbar arrays for full connectivity to pointer-based lookup for sparse

connectivity. The study includes comparison of storage and access costs and efficiencies for

each memory arrangement, along with an area-versus-time trade-off analysis of the benefits of

each model depending on application requirements and budget. Finally, we present an alternative

formulation of STDP via a delayed causal update mechanism that permits efficient weight access,
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requiring no more than forward connectivity lookup. We show functional equivalence of the

delayed causal updates to the original STDP formulation, with substantial savings in storage

and access costs and efficiencies for networks with sparse synaptic connectivity as typically

encountered in large-scale models in computational neuroscience.

5.1 Background

Extensive research in the field of artificial neural networks (ANNs) in the past decade has

given rise to diverse neuron functions, network topologies, and training techniques [123, 92, 89,

59, 76], capable of solving complex cognitive tasks, such as image classification [92], sequence

generation [61], speech recognition [62], and game playing [153]. However, the components of

these algorithms are normally only loosely based on actual biological neural networks, particularly

with respect to the non-local learning rules (e.g., the widely used backpropagation algorithm

[148]) and the continuous activation functions (e.g., sigmoid unit and rectified linear unit). Spiking

neural networks (SNNs), on the other hand, incorporate multiple aspects of biological nervous

systems into its components [57], including biologically relevant neuron models, binary activation

functions and communication, event-driven processing, and local learning rules (i.e. where all the

information required for adjusting parameters between neurons is collocated with these neurons).

The neuron models can range from simple single-variable differential equations (e.g. McCulloch-

Pitts and integrate-and-fire), to complex systems with dynamics more homologous to real neurons

(e.g. Hodgkin-Huxley). In SNNs, neurons communicate between each other via a binary event

known as an action potential (or spike), which is elicited whenever a neuron variable (typically, the

membrane potential) crosses a threshold value. Whenever a neuron produces an action potential,

this spike event information is conveyed to its population of downstream post-synaptic neurons,

resulting in an update of their respective internal variables based on the values of synaptic efficacy

(or weight). Since spikes are the only data exchanged between neurons, their time of occurrence
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is essential information when training SNNs, with spike-timing-dependent plasticity being the

most widely considered form of induced synaptic modification.

Spike-timing-dependent plasticity (STDP) originated from experimental data collected in

cultures of dissociated rat hippocampal neurons, where scientists observed that a causal relation-

ship between spike times of pre- and post-synaptic neurons could induce synaptic strengthening

or weakening, and this change was correlated with the relative temporal difference of spikes

[23]. The experiments showed that long-term potentiation and long-term depression could both

be induced in synapses depending on the order of spike occurrence, where a causal relationship

(i.e. pre-synaptic neuron spikes before post-synaptic neuron) potentiated the synapse, while an

acausal relationship (i.e. post-synaptic spikes before pre-synaptic) weakened the synapse. The

authors then approximated the measured synaptic modification with a mathematical model. In

the model, the STDP function (or kernel) defines the change of the weight as a function of the

relative time between pre- and post-synaptic action potentials, and the duration of the causal (and

acausal) influence of spikes is called the STDP learning window [155]. An important aspect of

STDP is that, though it is a local learning rule, weight updates occur at the onset of both pre- and

post-synaptic spikes, requiring for the algorithm to be able to not only identify all neurons which

the pre-synaptic neuron sends its spikes to, but also locate all the neurons which the post-synaptic

neuron receives its spikes from. This is a fundamental property of STDP, and throughout our

work we will refer to reading the neuron addresses and weights from pre-to-post connectivity as

forward access, while reading from post-to-pre connectivity will be referred to as reverse access.

In physical realizations of the STDP learning rule, the arrangement used to organize the synaptic

weights in memory has a direct impact on the ease of forward and reverse access. As we will later

show, memory-intensive models typically have the advantage of natively facilitating both types of

connectivity access. On the other hand, compressed memory arrangements (referred to later as

pointer-based models), particularly suited for sparsely connected networks, suffer greatly when

trying to access in the reverse direction, making causal STDP weight updates in these models
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computationally intensive. In this work, we discuss the complexity of accessing synaptic weights

in different memory arrangements and the impact on implementations of the STDP algorithm, and

propose a novel method of performing STDP which requires only single-direction connectivity

access.

Neuromorphic systems [111] emulate the biophysics of neural computation in corre-

spondingly tailored electronic circuits. Recent work in neuromorphic engineering has focused

on the efficient event-driven implementation of SNNs. The field of neuromorphic computing

lies somewhere between artificial neural networks and faithfully represented biological models.

As such, neuromorphic computing borrows concepts from biological systems and applies these

to computational models, seeking improvements in algorithmic performance (e.g., in terms of

accuracy metrics) or computational performance (e.g., in terms of power consumption). Whereas

artificial neural networks are typically deployed as software applications in general purpose hard-

ware, neuromorphic systems are normally developed accounting for the properties and limitations

that a physical hardware implementation entails. These include biologically plausible neurons and

learning rules, binary event communication (i.e. neurons communicating via spikes), limited and

local synaptic memory, and parallel and distributed neuron processing [109, 105, 75, 136]. The

origins of neuromorphic computing targeted design of neural properties at the device level, with

natural focus on analog circuits [108, 11, 90]. More recently, however, neuromorphic systems

such as SpiNNaker [53], TrueNorth [113] and Loihi [41] were designed with purely digital com-

ponents, being capable of emulating large-scale SNNs with real-time dynamics in the millisecond

timescale. Additionally, large digital systems have the advantage of being more readily verifiable

in simulation and a software-hardware equivalence is typically possible. The left panel in Fig.

5.1 is a high-level illustration of a neuromorphic implementation of an SNN, typically called a

neurosynaptic core [13]. ANNs operate in a sequential manner, where data propagates through

the network one layer at a time. Neuromorphic systems, on the other hand, typically present

multiple cores running in parallel at biological timescales, with synaptic memory local to each
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Figure 5.1: Representation of a neuromorphic spiking neural network core and kernels used
for STDP learning. The left panel identifies the typical components required for implementing
STDP in a physical substrate: pre-synaptic spike times, synaptic weights, and post-synaptic
neurons and spike times. The depicted neuromorphic SNN is composed of M pre-synaptic
and N post-synaptic neurons. Note that though we have explicitly depicted the pre-synaptic
STDP timers, in a pre-synaptic spike-driven system, these timers would not be required since the
weight updates occur at the onset of an incoming pre-synaptic spike (and not at any post-synaptic
spike events). The right panel depicts the causal and acausal regions in the STDP function,
which are defined based on the relative pre- and post-synaptic spike times. Kernels commonly
used in neuromorphic implementations of STDP learning are also illustrated; note that even the
exponential kernel has finite causal window duration – which is the limit of the STDP timers.

core. This distributed processing and memory arrangement moves in a tangent direction from the

traditional von Neumann architecture, where memory is centralized and a high-frequency global

clock is responsible for fast computation and memory access [113].

The implemented networks on the neuromorphic system comprise, at a high-level, a

digital finite-state machine, with weights stored in digital memory elements (e.g., random access

memory - RAM), and with the state of the neural and synaptic variables progressing in discrete

time steps (∆t). The typical components required for physical realizations of STDP learning are

depicted in the left panel of Fig. 5.1: pre-synaptic spike times, synaptic weights, and post-synaptic

neurons and spike times. Collocating the synaptic weights with the post-synaptic neurons ensures

that all the information required for local and distributed learning strategies can be accessed with

minimum overhead [80]. Spikes elicited by post-synaptic neurons are routed to their destinations,
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where they locally become pre-synaptic input spikes. In practice, spike times are stored in STDP

timers, located at each neuron. Note, however, that though we have explicitly depicted the

pre-synaptic STDP timers, in a pre-synaptic spike-driven system these timers are not required

since the weight updates occur at the onset of an incoming pre-synaptic spike (and not at any

post-synaptic spike events). In other words, for pre-synaptic spike-driven systems, the spike times

only need to be stored at the origin of the spike (i.e. at the post-synaptic neuron). Additionally,

for validating our learning algorithms, we are able to remain agnostic to specific system details,

such as neuron model, dendrite model, synapse model, spike routing, etc. This is because, besides

the weights, the only neural information that must be known to us when implementing STDP

are the spike times of pre- and post-synaptic neurons. Additionally, when analyzing the storage

and access efficiency of the different memory arrangements used for storing synaptic weights,

we simplify the physical memory element by considering that each position in memory stores

only a single “packet” of information (of arbitrary length), and that only one position in memory

can be accessed at a time (i.e. each read/write command targets one “packet” at a time). Though

memory storage and access in dynamic RAMs (DRAMs), for example, is typically not performed

on an arbitrary number of bits (i.e. usually each read/write command targets a few bytes at a

time), and complete random access is less efficient than bursts of sequential addresses of data,

understanding the efficiency of each memory arrangement would become too involved if we were

to consider the intricacies of exact models. For simplicity, we will consider that storage costs

take into account only the total number of bits for storing the connectivity and weight tables,

and that each read/write command accesses only one address of the table at a time. Thus, the

computational complexity of locating neuron addresses and weights in memory, denoted as access

cost, considers the number of variables which must be accessed until the desired information is

located, and serves as a proxy for indirectly measuring latency and energy of the STDP algorithms.

Systems in which the time step, ∆t, is equal to the actual time it takes for the hardware to evolve

one time step are said to operate in real-time.
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With these concepts at hand, in this chapter we describe multiple methods of organizing

the synaptic weights between pre- and post-synaptic neurons in digital memory based on different

network parameters (e.g., number of neurons and weight bit-length) and varying network connec-

tivity density. Storing connections and weights in sparsely connected networks can benefit greatly

from data compression methods (i.e. pointer-based models), while traditional architectures such

as crossbar arrays are more suitable for fully connected topologies. After presenting each memory

arrangement, the impact on the number of memory accesses for executing the STDP learning

rule is discussed in detail, emphasizing particularly the computational complexity demanded for

performing reverse connectivity access in compressed models. Later, we present a novel means

of performing STDP learning, where, by postponing the causal weight updates and performing

forward-only access, the number of memory accesses can be significantly reduced, while still

preserving efficient weight storage. The delayed causal update mechanism has a caveat of losing

nearest-neighbor temporal spike interaction, for which two simple and palatable solutions to

completely address this issue are presented. Combining the results of memory storage and access

costs, a total memory storage-versus-access trade-off analysis is used to illustrate which type of

memory arrangement is most suitable based on system requirements. A network with 256×256

neurons is simulated using our proposed algorithm and compared against the original STDP

learning rule, showing that our method produces the same post-synaptic membrane potentials,

resulting in identical spiking activity and synaptic weights. Lastly, we summarize the main

aspects of our work, including a detailed comparison with existing solutions, and highlight the

main contributions of our methods and results.

5.2 Spike-Timing-Dependent Plasticity (STDP)

Spike-Timing-Dependent Plasticity is a biologically inspired form of Hebbian learning

which considers the relative spike time of pre- and post-synaptic neurons for updating the synaptic
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efficacy (or weight) [29]. Though STDP is believed to be a fundamental learning mechanism

in the mammalian brain [39] and has been widely explored in computational neuroscience

[158, 77, 155], results obtained in machine learning applications [132, 46, 173, 86] suggest it

may also be an interesting solution in non-biological scenarios. STDP operates by modifying

synaptic weights at the onset of pre- and post-synaptic spikes. “Causal updates” occur when a

pre-synaptic spike precedes a post-synaptic spike, resulting in an increase in synaptic efficacy (i.e.

long-term potentiation). Conversely, when a pre-synaptic spike proceeds a post-synaptic spike, an

“acausal update” occurs and the efficacy is reduced (i.e. long-term depression). The right panel

in Fig. 5.1 depicts the causal and acausal regions of the STDP function. The strength in which

these changes take place is dependent on the temporal difference between the spikes, and can also

consider other factors (such as the current weight value). In sum, the polarity of change depends

on the order of the spikes, while the intensity of change depends on the temporal difference of the

spikes. The basic model for STDP is defined mathematically by

∆wi j =
N j

∑
a=1

Ni

∑
b=1

W (ta
j − tb

i ), (5.1)

where the weight change between pre-synaptic neuron j and post-synaptic neuron i is defined

by the STDP kernel, W (∆t), using all N j pre-synaptic spike times, t j, and all Ni post-synaptic

spike times, ti. The STDP kernel is a function which defines how weights are modified based

on the relative temporal difference between pre- and post-synaptic spikes. The right panel in

Fig. 5.1 illustrates the causal (when tpre < tpost) and acausal (when tpre > tpost) regions of the

STDP function, along with three commonly used kernels: (truncated) exponential, ramp, and box.

The basic STDP model in Eq. (5.1) considers a causal relationship of infinite duration between

all pre- and post-synaptic spikes. However, physical realizations of STDP cannot account for a

limitless amount of data to be stored and analyzed at every instant of weight update. Therefore,

two considerations must be made for temporal spike interaction when implementing STDP in a

neuromorphic system: (1) the duration of the kernel is finite and (2) the number of spike times
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which can be stored is finite.

For the first consideration, the typical STDP kernels in the right panel in Fig. 5.1 present

finite causal and acausal window duration. In hardware, this duration is defined by the limit of

the STDP timers used in the system. The exponential kernel, in theory, has a window duration of

infinite time; nonetheless, for physical realizations of the kernel, we define a limit (i.e. truncation)

on how far apart in time two spikes can influence weight change. With the ramp and box kernels,

this limit is naturally occurring. For simplifying things further, we normally select symmetric

kernels (i.e. with identical duration of the causal and acausal windows) as not to require different

STDP timers for each side of the STDP kernel.

The second consideration affects the temporal spike interaction and is, in part, addressed

by the finite kernel duration since “older” spikes (i.e. spikes which have already left the learning

window) can be discarded. Additionally, spike interaction can go to the extreme of considering

only the nearest spikes (in time), known as nearest-neighbor interaction [118]. In nearest-

neighbor STDP, only one timer is required per neuron since only the most recent spike time

must be stored. At the other extreme, all-to-all interaction considers influence of the entire

spike history. In all-to-all STDP, a neuron with causal/acausal window of duration Tstd p and

refractory period of duration Trefr – where Tstd p and Trefr are integer multiples of ∆t – can present

up to T = dTstd p /Trefre spike events inside the STDP window, requiring this amount of timers to

store all the spikes; however, each timer would now only have to encompass the duration of the

refractory period. In other words, the ultimate effect is the splitting of the STDP window into

multiple smaller windows of duration Trefr placed “side-by-side”; as one timer expires, the spike

time is transferred over to the adjacent timer by reinitializing it. The spike propagates down to the

last timer, until eventually this timer also expires and the temporal interaction of the spike ceases.

The spike history using multiple timers for a single neuron is illustrated in the left panel in Fig.

5.2. In the right panel of the figure, we illustrate three different instants of timer update for a

single neuron configured with Tstd p = 8 and Trefr = 4. In this example, if we were implementing
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Figure 5.2: Spike time storage using multiple timers for all-to-all temporal spike interaction. In
the left panel, the STDP learning window of duration Tstdp is split into T = dTstdp /Trefre smaller
windows, each of duration Trefr. The illustrated spike queue is for a single neuron, and each
neuron would have one of these multi-timer queues. The position of the spike inside the queue
is indicated by the current state of each timer. Since the maximum firing rate of any neuron is
defined by 1/Trefr, with T timers of duration Trefr we are able to store every possible spike that
may occur during Tstdp system time steps. In the right panel, three different instants of a neuron
firing at the maximum rate are illustrated; the neuron is configured with Tstdp = 8 and Trefr = 4.
In the first instant, the queue is empty and the timers are all set to zero. At this instant, the first
spike is produced and initializes the first timer. In the second instant, the first timer state is equal
to 1 (indicated by the bold font) and a second spike is produced. At this instant, the first spike
exits the first window (i.e. the first timer expires) and initializes the second timer, while the new
spike reinitializes the first timer. In the third instant, a last spike is produced. At this instant,
both timers expire, the first spike exits the STDP window (i.e. its temporal interaction ceases),
the second spike reinitializes the second timer, and the third spike reinitializes the first timer.

nearest-neighbor STDP, we would require a single timer with dlog2(Tstd p + 1)e = 4 bits. For

all-to-all STDP (as illustrated in the figure), we require T = dTstd p /Trefre= 2 timers, each with

dlog2(Trefr +1)e= 3 bits. Therefore, using less than Tdlog2(Tstd p +1)e bits we are able to store

every possible spike that can occur for a single neuron. Lastly, besides more closely representing

the original STDP model in Eq. (5.1), we will later show how the all-to-all interaction can also be

beneficial to our proposed algorithm.

5.3 Synaptic weight memory arrangements

Before delving into algorithmic details of STDP learning, we will describe four different

ways of arranging the synaptic weights in memory for pre-synaptic event-driven processing

[80]. These memory arrangements (also called architectures or models) have specific advantages

in terms of complexity and efficiency. Depending on the network topology being emulated,
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particularly with regards to the connectivity density between pre- and post-synaptic neurons,

some of the models have clear advantages over traditional methods. The architectures can be

divided into two classes: fully connected and pointer-based. The pointer-based architectures are

further divided into address-weight, run-length encoding, and bitmap. Throughout the models,

some common memory tables are present, which include adjacency table, pointer table, and

weight table. Which tables are used and how they are organized defines the synaptic weight

memory arrangement of the network.

5.3.1 Fully connected architecture: crossbar array

The most intuitive representation of synaptic weight memory arrangement is the fully con-

nected (or crossbar) architecture. In a crossbar, every connection between a pre- and post-synaptic

neuron has a reserved space in the weight table (WT), even if the connection between the neurons

does not exist. This representation of WT is identical to the weight matrix used in software-

defined neural networks, where nonexistent and inactive connections are both represented by

a zero value. Though similar, there is an important subtle difference between these two data

structures: in a crossbar, the zero-valued weights can represent either (1) a nonexistent connection

or (2) an existent connection with weight currently equal to zero (“inactive”). When simply

testing the network (i.e. while not performing synaptic plasticity), both of these cases produce

the same results. However, when actually training the network, there should be a distinction

between a nonexistent connection and a weight which can momentarily take on the value of zero.

To distinguish between these two cases, the first option is to use an additional memory called

the adjacency table (AT), where each position ai j in AT stores a binary value representing the

existence (ai j = 1) or nonexistence (ai j = 0) of the synaptic connection between pre-synaptic

neuron A j and post-synaptic neuron Bi. The second option is to use one of the 2W weight values –

where W represents the bit-length of each weight – to represent a nonexistent connection. When

representing the weights using, for example, single-precision floating point, the sign bit for the
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weight can be used to indicate that a positive zero (+0) is an existent connection with (currently)

zero weight value, while a negative zero (−0) is a nonexistent connection which will never be

modified. The clear advantage of using this second option is that it removes the memory overhead

required for storing AT, thus only using one weight value – instead of an additional bit per weight

– to differentiate between existent and nonexistent connections.
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Figure 5.3: Synaptic weight memory arrangements and storage costs (in bits). Tables: adjacency
table (AT), pointer table (PT), and weight table (WT). Parameters: number of pre-synaptic
neurons (M), number of post-synaptic neurons (N), weight bits (W ), and connectivity density
(ρ). The forward memory access path has been highlighted. The pointer-based models compress
data storage, resulting in non-structured solutions which depend on the connectivity and weight
distribution in the network. The equations for PB-RLE refer to worst-case scenarios of perfectly
interleaved runs and weights.

Throughout our work the crossbars will be implemented using the second option: one of

the weight values can be spared for representing nonexistent connections. The top left panel in

Fig. 5.3 depicts a crossbar with M pre-synaptic and N post-synaptic neurons. Though WT can be

represented in matrix-form, in the actual memory the weights are stored sequentially, starting with
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all the weights of pre-synaptic neuron A1 (i.e. w11 to wN1), then all the weights of A2 (i.e. w12 to

wN2), and so forth, until weights w1M to wNM. Since the crossbar presents a structured WT, the

start and stop locations of the weights in WT for each pre-synaptic neuron can be obtained simply

by the pre-synaptic address, thus eliminating the need for pointers (refer to the next subsection for

pointer-based models). As we will see in subsection 5.3.3, for very densely connected networks

the crossbar architecture is the ideal solution, with the added feature of permitting connections

to be dynamically removed and inserted in the network (in this case, by simply toggling the

value of the weight). On the other hand, more realistic and biologically relevant neural networks,

such as small-world and locally connected random networks [17, 28, 152], do not conform to

the structured fully connected topology. For representing networks with sparse connectivity,

pointer-based architectures become more suitable. As a side note, convolutional neural networks

(ConvNets), both in ANNs [98, 92] and SNNs [173, 86], are a special case of sparse networks,

whose structured topology permits implementations with relative (rather than absolute) addressing

in synaptic connectivity, thus not requiring pointer-based architectures for representation.

5.3.2 Pointer-based architectures

While crossbars consume memory even for nonexistent synaptic connections, pointer-

based models store only the existent connections, making them ideal candidates when representing

sparsely connected networks. For our analyses, the network connectivity density, ρ, represents

the percentage of post-synaptic neurons which are connected to a given pre-synaptic neuron,

while sparsity can be computed simply as (1−ρ). Both crossbars and pointer-based architectures

present WT for storing the values of the synaptic weights; however, the latter must (directly

or indirectly) also include in WT the address of the post-synaptic neuron associated with each

weight, along with an additional memory called the pointer table (PT). In pointer-based models,

there are different manners of compressing data for the nonexistent connections, of which we

will consider three: address-weight, run-length encoding, and bitmap. The compression method
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chosen affects how data is arranged in the WT, but not in PT. Independently of the pointer-based

architecture, position j in PT, PT ( j), stores the address A∗j , indicating the position in WT of the

first existent connection of pre-synaptic neuron A j.

Pointer-based address-weight (PB-AW)

For the pointer-based address-weight (PB-AW) model, each position of WT stores an

address-weight pair, (Bi, wi j), of the post-synaptic neuron Bi and the respective incoming weight

from pre-synaptic neuron A j. In this manner, WT is only populated by existent synaptic con-

nections. PB-AW is a form of compressed sparse row/column format and is the most efficient

method for storing very sparse networks. The top right panel in Fig. 5.3 exemplifies the PB-AW

model. As shown in the figure, an important aspect of this model is that, when accessing the

weights for pre-synaptic neuron A j, since we do not have explicit information of the number of

existent connections for this neuron, we must always read the start, PT ( j), and stop, PT ( j+1),

addresses.

Pointer-based run-length encoding (PB-RLE)

Run-length encoding (RLE) is a method of lossless data compression particularly use-

ful when consecutive sequences of the same value are present. This concept can be used in

pointer-based run-length encoding (PB-RLE) to replace explicit storage of post-synaptic neuron

addresses of adjacent nonexistent connections. In PB-RLE, sequences of consecutive nonexistent

connections are stored as run counts, and each position in WT stores a run bit followed by the

run/weight value. A run bit equal to ‘0’ indicates the existence of the synaptic connection, and the

value that follows the bit specifies the respective synaptic weight. If the run bit equals ‘1’, then the

data that follows it specifies the run length, representing the number of consecutive post-synaptic

neurons which do not have connections with the respective pre-synaptic neuron and are, thus,

“skipped” when sequentially reading through WT. The bottom left panel in Fig. 5.3 illustrates the
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PB-RLE model. Since the resulting WT after compression depends on the specific distribution

of the existent connections in the network, we included equations for the worst-case scenario of

perfectly interleaved runs and weights. In other words, for ρ < 0.5, no two consecutive positions

in WT contain existent connections; for ρ≥ 0.5, no two consecutive connections are nonexistent,

resulting in only runs of unit length.

Pointer-based bitmap (PB-BMP)

Mixing properties of the crossbar and the previous pointer-based models, the bitmap

architecture includes PT, WT, and an additional fully connected adjacency table (AT). As with

PB-RLE, bitmaps do not require explicit storage of post-synaptic neuron addresses in WT, while

its equivalent run-length encoding is realized via AT. The bottom right panel in Fig. 5.3 illustrates

the PB-BMP model, whose data compression is realized by using all three tables (AT, PT, and

WT). A disadvantage of PB-BMP in terms of computation compared to the other pointer-based

models – and somewhat similar to crossbars – is that, when an incoming pre-synaptic spike from

neuron A j is received, we must sweep through all post-synaptic neuron indices in AT (i.e. a1 j

through aN j) to identify the existent synaptic connections. We will later discuss methods which

can improve memory access in PB-BMP.

5.3.3 Memory storage efficiency

When considering a complete neuromorphic system, memory elements must also be

accounted for storing neuron variables (e.g., synaptic current, membrane potential, etc.) and the

aforementioned STDP timers. However, for a network with k pre-synaptic and k post-synaptic

neurons, the space complexity of storing the synaptic weights is O(k2), while neuron variables and

timers are unique to each neuron and do not depend on the synaptic weight memory arrangement

being used, resulting in O(k) space complexity. Therefore, our analyses of memory storage

cost and efficiency will only incorporate the memory required for storing pointer, adjacency and
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weight tables, and will not incorporate the neuron variables and STDP timers. A summary of

the storage costs (in number of bits) for the different synaptic weight memory arrangements is

presented in Table 5.1. The crossbar does not require AT since one of the 2W weight values will

be used to indicate nonexistent connections. The upper limit of PB-RLE costs vary depending on

connectivity density: for ρ < 0.5 we considered no two consecutive existent connections, while

for ρ≥ 0.5 we considered every run is of unit length. Actual costs for PB-RLE were obtained via

simulation, where networks were generated by randomly creating connections based on the value

of ρ, then producing the respective PT and WT and computing their costs in terms of number of

bits required for storage.

Table 5.1: Storage costs (in bits) for different synaptic weight memory arrangements

Architecture AT PT WT
Crossbar1 0 0 MNW
PB-AW 0 M log2(MρN) MρN(log2 N +W )

ρ < 0.5 M log2(MN) MρN(2+ log2 N +W )+M log2 N
PB-RLE2

ρ≥ 0.5
0

M log2(MN) MN(1+(1−ρ) log2 N +ρW )
PB-BMP MN M log2(MρN) MρNW

1 The crossbar does not require AT since one of the 2W weight values will be used to indicate nonexistent
connections.

2 This is the upper limit of the cost, considering perfectly interleaved runs and weights. More realistic values were
obtained via simulation.

Based on the memory storage costs, a comparison of storage efficiency for multiple

network sizes, weight bit-lengths, and connectivity densities is shown in Fig. 5.4. By varying the

number of pre-synaptic (M) and post-synaptic (N) neurons, the connectivity density (ρ), and the

number of bits used to represent each weight (W ), we empirically verified the performance of

each memory arrangement for different network configurations. The storage cost, Cs, for each

model is compared to the reference cost value Cref
s = MρNW , since this represents the amount of

memory required to store the weights of only the existent connections in the network. Storage

efficiency is then computed as ηs =Cref
s /Cs. The results in the plots were obtained by generating

1000 randomly connected networks according to the parameter set, and averaging the memory
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costs of these networks per connectivity density. The light-colored regions behind each plot

indicate the model with the highest efficiency for specific values of ρ.
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Figure 5.4: Memory storage efficiency for different parameter settings and varying connectivity
density. Parameters: number of pre-synaptic neurons (M), number of post-synaptic neurons
(N), bits per weight (W ), and connectivity density (ρ). The light-colored regions behind each
plot indicate the model with the highest efficiency for specific values of ρ. In all the panels,
the pointer-based models are better than the crossbar for nearly all values of ρ. The impact of
increasing network size is not as significant as increasing the weight bit-length. The efficiency of
PB-BMP improves for larger networks since it does not explicitly store post-synaptic addresses
(except as binary values in AT), yet addresses (in PB-AW) and run-lengths (in PB-RLE) increase
considerably in size. All the architectures show higher efficiency for larger networks, particularly
the pointer-based models.

As we can observe in Fig. 5.4, pointer-based models have a great advantage over crossbars

due to their data compression, with the PB-BMP model showing the best overall performance for

a large range of ρ. The crossing point between a model and the crossbar architecture represents

the density after which crossbars have an advantage in terms of memory storage efficiency

(i.e. at which point crossbars require less memory for storing the weights given the specific
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parameter set) in relation to that specific model. Naturally, for larger weights, pointer-based

models show a greater advantage, particularly for sparsely connected networks (i.e. small values

of ρ). Interestingly, increasing network size has only a slight impact on PB-BMP models, since

in these models the only additional memory required beyond the reference value is the rather

low-cost AT. On the other hand, PB-AW and PB-RLE are clearly affected when mapping larger

networks since they directly (for PB-AW) or indirectly (in run-lengths for PB-RLE) must store

larger post-synaptic addresses in WT.

5.4 Memory access in implementation of STDP learning

Both forward and reverse access to synaptic connections are required for implementing

the original STDP learning rule. When a pre-synaptic neuron spikes, we perform forward access

in the connectivity table and apply the acausal updates, since this specific pre-synaptic spike

must have occurred after any post-synaptic spikes which have already taken place. When a

post-synaptic neuron spikes, we perform reverse access in the connectivity table and apply the

causal updates, since any pre-synaptic spike must have occurred before this specific post-synaptic

spike. In the diagrams in Fig. 5.3, the forward (“fwd”) path for accessing weights from pre- to

post-synaptic neurons in the weight tables was highlighted in yellow. The structured memory

arrangement in crossbars facilitates reverse access by simply performing forward access in the

transposed WT. Due to the manner in which weights are stored in memory, pointer-based models

natively present access only to forward connectivity. For accessing post-to-pre connections, two

alternatives are possible: (1) using forward access and sweeping through the entire AT or WT

to verify if each pre-synaptic neuron is connected to the post-synaptic neuron of interest or (2)

including PT and WT for the reverse connections as well. The first solution does not affect

hardware costs, but can be extremely inefficient in terms of computation time (particularly for

densely connected networks). The second solution facilitates reverse access by creating explicit
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tables for this purpose, yet at the cost of basically doubling the memory requirements. A final

alternative will be presented in Section 5.5, where we will detail how STDP learning can actually

be executed without the need for reverse access, availing of the benefits of pointer-based models

(i.e. memory compression and efficient forward access).
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Figure 5.5: Memory access cost (per neuron) for forward and reverse access in the different
synaptic weight memory arrangements for models without explicit reverse tables. Parameters:
number of pre-synaptic neurons (M), number of post-synaptic neurons (N), and connectivity
density (ρ). Reverse access is readily available in crossbars, resulting in constant computational
cost independently of direction of access. For pointer-based models, on the other hand, reverse
access requires looking through the tables to verify if a connection exists and where the specific
weight is located in WT. Since the computational costs in these cases can vary depending on the
data compression, the equations for reverse access in pointer-based models consider worst-case
scenarios.

An important practical aspect to consider is that memory access in digital memory

elements, such as double data rate synchronous dynamic random-access memory (DDR SDRAM),
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typically occurs in blocks of multiple bytes per read command. Additionally, there is a variable

amount of row and column address strobe overhead that precedes the single memory access

depending on whether the read is from the same row or from the next column item. For single item

accesses, this can add many clock cycles of overhead for reading. Memory controllers can try to

optimize memory command scheduling to overcome some of this, but never all of it. Nonetheless,

for simplification purposes, in our work we have considered that accessing any single position in

memory (to read the value of a single variable) consumes one “computational unit”, and that only

one position in memory can be accessed at a time. With this, the computational (or access) cost

of performing STDP can be summarized simply by the number of positions in memory which

must be accessed to obtain address and weight information for executing the learning rule. The

equations used to estimate the computational cost of each synaptic weight memory arrangement

are embedded in Fig. 5.5. Exact closed-form solutions, particularly for reverse access, are difficult

to obtain for pointer-based models since the location and distribution of existent connections can

greatly impact the data compression, consequently affecting the search for addresses and weights.

In any case, the equations presented serve as a basis for better understanding the simulation

results presented in subsection 5.4.4.

5.4.1 Memory access in crossbar architectures

The crossbar is the most intuitive method of organizing the synaptic weights in memory,

where its WT is similar to the weight matrix used in software-defined neural networks. Though

for sparse network representations a crossbar may not be the ideal solution in terms of storage

requirements, its fully connected topology and structured WT makes reverse access nearly as

direct as forward access and is, thus, amenable for STDP learning.

• Forward access: Since the crossbar WT has MN positions – independently of the number

of existent connections, the location of the first weight for pre-synaptic neuron A j is always
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known and can be computed by A∗j = ( j− 1)N + 1, with j ∈ [1,M]. Therefore, forward

access is performed by starting at address WT (A∗j) and reading N consecutive weights. The

top left panel in Fig. 5.5 illustrates the forward path (in yellow) for a single pre-synaptic

neuron being performed in WT.

• Reverse access: Performing reverse access in a crossbar is equivalent to performing

forward access on the transpose of the matrix-form of WT. For post-synaptic neuron Bi, this

can be done by starting at address WT (i) and reading every N-th position of WT after that;

in other words, read WT (i+ kN) for k = 0 : M−1. The top left panel in Fig. 5.5 illustrates

the reverse path (in red) for a single post-synaptic neuron being performed in WT.

5.4.2 Memory access in pointer-based architectures

The traditional STDP learning rule requires both forward and reverse access to the

connectivity table. As previously mentioned, there are two alternatives for performing reverse

access in pointer-based models: (1) using forward access and sweeping through the entire AT or

WT or (2) including PT and WT for the reverse connections as well. In this section we will only

treat the first option since the second option can be trivially implemented by simply executing

forward access on the reverse tables.

Memory access in PB-AW models

• Forward access: The start and stop addresses of forward access are stored in PT. Therefore,

for pre-synaptic neuron A j, start at position PT ( j) = A∗j in WT and consecutively read

addresses and weights until position A∗j+1−1. The top right panel in Fig. 5.5 illustrates the

forward path for a single pre-synaptic neuron in PB-AW, requiring two reads in PT (for

start and stop) and ρN reads in WT for the existent connections.

• Reverse access: Assuming that post-synaptic neuron addresses are stored in ascending
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order in WT, start in position PT (1) = A∗1 and consecutively read WT until post-synaptic

neuron of interest Bi is located or surpassed. Then move to the next pre-synaptic pointer

location, PT (2) = A∗2, and perform the same process. This should be repeated for all pre-

synaptic neurons in order to verify if Bi is present in their respective lists of post-synaptic

neurons. The top right panel in Fig. 5.5 illustrates the reverse path (in red) for a single

post-synaptic neuron in PB-AW, requiring, for each pre-synaptic neuron in the tables, one

read in PT (since the stop address can be used as the start for the next pre-synaptic neuron)

and a maximum of ρN reads in WT.

Memory access in PB-RLE models

• Forward access: The start address of forward access is stored in PT. Therefore, for pre-

synaptic neuron A j, start at position PT ( j) = A∗j in WT and consecutively read weights and

process runs until post-synaptic neuron N. When reading the last weight or run, the pointer

should be in position A∗j+1− 1 in WT. The bottom left panel in Fig. 5.5 illustrates the

forward path for a single pre-synaptic neuron in PB-RLE, requiring one read in PT and a

variable number of reads in WT, which depends on the distribution of connections between

the pre- and post-synaptic neurons. The equations are defined the worst-case scenario of

perfectly interleaved runs and weights.

• Reverse access: Start in position PT (1) = A∗1 in WT until post-synaptic neuron of interest

Bi is located or surpassed. Then move to the next pre-synaptic pointer location, PT (2) = A∗2,

and perform the same process. This should be repeated for all pre-synaptic neurons in order

to verify if Bi is present in their respective lists of post-synaptic neurons. The bottom left

panel in Fig. 5.5 illustrates the reverse path (in red) for a single post-synaptic neuron in

PB-RLE, requiring, for each pre-synaptic neuron, one read in PT and the maximum number

of reads indicated in the figure.
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Memory access in PB-BMP models

• Forward access: The start address of forward access is stored in PT. Additionally, AT

stores the positions of existent connections between pre- and post-synaptic neurons. For

pre-synaptic neuron A j, start the pointer in WT at position PT ( j) = A∗j , and in matrix-form

AT continuously read the entire row j in the following manner: for every position in AT

which ai j = 1, read the current weight in WT and move the pointer in WT to the next

position; if ai j = 0, do not change the pointer in WT. After reading the entire row j in AT,

the pointer in WT should be at position A∗j+1. The bottom right panel in Fig. 5.5 illustrates

the forward path for a single pre-synaptic neuron in PB-BMP, requiring one read in PT, N

reads in AT, and ρN reads in WT.

• Reverse access: For reverse access of the weights of post-synaptic neuron Bi, start the

pointer in AT at position i, and sequentially read positions i+ kN, for k = 0 : M−1. For

every position in AT where ai j = 1, perform forward access in WT starting in position

PT ( j) = A∗j until the post-synaptic neuron of interested is located. If ai j = 0, the pre-

synaptic neuron can be skipped (i.e. no forward access is necessary in row j of matrix-form

AT) as there is no connection between A j and Bi. The bottom right panel in Fig. 5.5

illustrates the reverse path (in red) for a single post-synaptic neuron in PB-BMP, requiring,

for each pre-synaptic neuron, one read in AT to confirm the existence of the connection,

then, if the connection exists, one read in PT to find the start position in WT, a maximum

of N−1 other reads in AT to find the position of weight wi j in WT, and one read in WT to

actually obtain the weight.

5.4.3 Considerations

Given that computational cost increases with the number of memory accesses, forward

access in pointer-based models is expected to be more efficient than in crossbars, particularly in
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sparsely connected networks. On the other hand, reverse access is readily available in crossbars,

resulting in constant computational cost independently of direction of access. For pointer-based

architectures, the procedure for forward access depends on the model used for data compression.

Reverse access in pointer-based models which do not include explicit reverse tables requires

looking through the tables to verify if a connection exists and, in case the connection does exist,

where the specific weight is located in WT. Since the computational costs in these cases can vary

depending on the data compression, the equations for reverse access in pointer-based models

considered worst-case scenarios. There are, of course, a few ways of optimizing the search for

the post-synaptic neuron of interest, Bi, in each model. For example, if we are searching for

Bi >
N
2 in the list of pre-synaptic neuron A j, then we can instead set the pointers start = A∗j+1−1

and stop = A∗j , and work our way backwards in WT until we find or surpass Bi. This technique

can always be applied for PB-AW and PB-BMP, and may also be applied for PB-RLE when

log2 N = W . Optimization can even be used during forward access, more clearly highlighted

in PB-BMP: by reading both start and stop addresses when forward accessing the weights for

pre-synaptic neuron A j, we can avoid unnecessary AT reads in case the current pointer in WT has

already reached the stop value. In other words, all the trailing 0’s in AT for A j can be ignored.

Lastly, the computational costs for reverse access in pointer-based models with explicit reverse

tables are not described since they can be obtained by simply switching M and N in the equations

(i.e. equivalent to transposing the tables). And, since in all our examples we considered M = N,

the reverse access cost should be identical to that of forward access.

5.4.4 Memory access efficiency

To better understand the computational costs for forward and reverse weight access in the

different memory arrangements, we simulated networks with different sizes (in terms of number

of neurons), and the results were averaged over 1000 randomly generated connectivities for

each network size. The previously described forward and reverse search optimization techniques
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Table 5.2: Access costs (per neuron) for different synaptic weight memory arrangements

Direction Architecture AT PT WT
Crossbar 0 0 N
PB-AW 0 2 ρN

ρ < 0.5 1+2ρN
PB-RLE1

ρ≥ 0.5
0 1

N
Forward

PB-BMP N 1 ρN
Crossbar 0 0 M
PB-AW 0 M M(ρN)

ρ < 0.5 M(1+2ρN)
PB-RLE

ρ≥ 0.5
0 M

MN
Reverse2

PB-BMP M+ρM(N−1) ρM ρM
1 This is the upper limit of the cost, considering perfectly interleaved runs and weights. More realistic values were

obtained via simulation.
2 The equations for the pointer-based models consider worst-case scenarios. The values presented in Fig. 5.6 were

obtained via simulation.

were implemented whenever possible. Memory access costs are then obtained by counting the

total number of memory access when reading all pre-synaptic neurons once (for forward access)

or all post-synaptic neurons once (for reverse access). A summary of the access costs for the

different synaptic weight memory arrangements is presented in Table 5.2; forward costs refer to

the number of memory accesses for a single pre-synaptic neuron, while reverse costs refers to

the number of memory accesses for a single post-synaptic neuron. The equations in the table

consider worst-case scenarios for PB-RLE in forward access, as well as worst-case scenarios for

all pointer-based models in reverse access. Actual costs for these models and directions were

obtained via simulation, where networks were generated by randomly creating connections based

on the value of ρ, then producing the respective AT, PT, and WT and computing their costs in

terms of number of memory accesses to obtain address and weight of the synaptic connections.

The results for memory access efficiency are presented in Fig. 5.6, with forward access

results on the top two panels, and reverse access results on the bottom two panels. For forward

and reverse access, the reference computational cost value used for efficiency calculations was

Cref
a = ρMN, which is the ideal number of weights to be read for the entire network in either
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Figure 5.6: Memory access efficiency for different network sizes and varying connectivity
density. Parameters: number of pre-synaptic neurons (M), number of post-synaptic neurons (N),
and connectivity density (ρ). The light-colored regions behind each plot indicate the model with
the highest efficiency for specific values of ρ. (Top row) Forward access is efficiently performed
in pointer-based models due to their compression mechanism, particularly in sparsely connected
networks. PB-AW has advantage over the two other pointer-based models throughout most
values of ρ because it does not need to decompress the data to obtain the post-synaptic address
and weight, while PB-RLE requires reading run-lengths and PB-BMP requires verifying the
existence of connections in AT. (Bottom row) Reverse access, on the other hand, is clearly more
efficient in crossbars, while pointer-based models which do not contain explicit reverse tables
suffer greatly due to their complex search using forward access only.

access direction. Forward access efficiency is then computed as ηaf =Cref
a /Caf, where Caf defines

the real forward access cost computed for each model. Reverse access efficiency is computed in

a similar manner: ηar =Cref
a /Car, where Car defines the real reverse access cost. The results in

the plots were obtained by randomly generating networks according to the parameter set, and

averaging the memory access costs of these networks per connectivity density. The light-colored

regions behind each plot indicate the model with the highest efficiency for specific values of ρ.

For forward access, the pointer-based models PB-AW and PB-RLE have a natural advantage over
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the other two models since they do not require reading every position in their tables. Between

these two models, PB-AW performs better than PB-RLE (except for ρ = 1) because the latter

requires uncompressing the data by reading run-lengths, while the former requires only two read

commands in PT (the start and stop addresses) along with the ρMN weights to be read. The

PB-BMP model can achieve a maximum efficiency of about 50% because it requires two read

commands per existent connection: one read in AT to identify if the connection exists and one

read in WT to find the weight value of the connection. The performance of the crossbar grows

linearly with connectivity density, and is efficient at very large values of ρ. For reverse access, on

the other hand, the pointer-based models without explicit reverse tables suffer greatly due to the

computational complexity of identifying the existence of connections between a post-synaptic

neuron and all pre-synaptic neurons. The crossbar has the advantage of maintaining the same

performance as in forward access due to its structured memory arrangement. Though not shown

in the plots, the pointer-based models with reverse tables consume basically double the storage

requirements of their counterparts, yet have the advantage of being just as efficient in reverse

access as in forward access.

5.5 STDP learning rule with forward-only connectivity access

So far throughout this work we have analyzed the memory storage and access efficiencies

for various synaptic weight memory arrangements. However, it has not become very clear which

of the models is the ideal candidate for implementing the STDP learning rule in digital hardware.

In terms of storage and forward access, pointer-based models have significant advantage over

crossbars. On the other hand, as shown in the previous section, the higher complexity of STDP

learning for pointer-based architectures arises when performing reverse memory access given that

their tables contain only forward (i.e. pre-to-post) connectivity access. Additionally, even if we

were to consider only pointer-based models, a clear winner is difficult to be declared, as PB-BMP
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is efficient at storage, while PB-AW is efficient at forward access. Therefore, the ideal solution

would perhaps include the reduced memory requirements of forward-only pointer-based models

(i.e. without explicit reverse tables), yet with efficient reverse access – or perhaps no reverse

access altogether. With this in mind, in this section we expand on ideas discussed in [139, 45] to

develop a novel STDP learning rule which uses a delayed causal update mechanism, permitting

implementation of STDP learning using uniquely forward access.

5.5.1 STDP learning with forward-only connectivity access via delayed

causal updates

In pointer-based models, at the onset of a pre-synaptic spike, the acausal updates are

immediately performed using forward connectivity access of PT. Causal STDP updates, on

the other hand, should be performed at the onset of a post-synaptic spike, requiring reverse

connectivity (i.e. post-to-pre) access. Since pointer-based models have access only to forward

connectivity, we devised a method which performs causal updates also at the onset of a pre-

synaptic neuron event: the expiration of its STDP timer. Therefore, instead of immediately

applying the causal updates at the onset of a post-synaptic spike, we delay this update until the

pre-synaptic STDP timer expires, at which point the causal influence of a spike ceases. The two

types of access in our proposed algorithm are the following:

Forward access: At the onset of a pre-synaptic spike from neuron A j, perform forward

access in WT starting at position PT ( j) = A∗j , and verify the STDP timers of the post-synaptic

neurons connected to A j. For every post-synaptic neuron which has spiked not long ago (i.e. with

an active STPD timer), perform the acausal weight update.

“Reverse” access: At the moment of expiration of the pre-synaptic STDP timer of neuron

A j, perform another forward access in WT starting at position PT ( j) = A∗j , once again verifying

the STDP timers of the post-synaptic neurons connected to A j. For every post-synaptic neuron

which has recently spiked (i.e. with an active STPD timer), perform the causal weight update.
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For clarifying the proposed algorithm, Fig. 5.7 illustrates four different instants during

system evolution, and are described below:

1. The first instant illustrates a new spike for post-synaptic neuron B2, at which time this

neuron’s STDP timer is initialized and no weight updates occur.

2. In the second instant, the pre-synaptic neuron, A1, elicits a new spike, initializing its STDP

timer and also performing the acausal weight updates. This update is performed just as it

would be in the original STDP algorithm via forward connectivity access.

3. The third instant illustrates the expiration of the STDP timer for neuron B1. No action is

required since the acausal update of its weight with neuron A1 has already been serviced.

4. In the fourth instant, the STDP timer for neuron A1 expires, at which point the causal

weight updates with post-synaptic neurons B1 and B2 take place. Unlike the original STDP

algorithm, in which causal updates would have taken place at the onset of a post-synaptic

spike, the proposed method delays the update until the pre-synaptic STDP timer expires,

requiring, therefore, only a second forward access and avoiding reverse connectivity access

altogether.

If every single neuron is configured to be able to spike at most once during the STDP window,

then the weight updates in the proposed method will always fall under one of these four scenarios

and produce results which exactly match those obtained by the original STDP algorithm (this will

be shown in Section 5.6). However, if a neuron is allowed to spike multiple times during Tstd p,

then many different scenarios may arise between the moment a post-synaptic neuron spikes and

the moment the STDP timer of its pre-synaptic neuron expires. In this case, the proposed method

may incur in incorrect weight updates. The next section describes the impact that a delayed

causal update can have on the timers and weights when a single STDP timer is used for neurons

configured with Trefr < Tstd p.
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  post-synaptic spike
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  pre-synaptic spike
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  acausal update

  pre-syn. timer start

Event 3:
  post-syn. timer expiration

Action:
  none

Figure 5.7: The four typical events which occur during the proposed STDP learning algorithm.
The first and third instants illustrate the moment a post-synaptic spike is generated (neuron B2)
and the moment a post-synaptic spike exits (neuron B1) the learning window (i.e. the STDP
timer expires); in both these cases, no weight updates are taken since the algorithm is driven
only by pre-synaptic events. The second instant illustrates the moment when a new pre-synaptic
spike is generated, resulting in acausal updates between neuron A1 and post-synaptic neurons
B1 and B2. The fourth event illustrates the moment when the pre-synaptic STDP timer expires,
resulting in causal updates between neuron A1 and post-synaptic neurons B1 and B2. Note that
the post-synaptic spikes in the third and fourth instants are distinct spike events, used to highlight
that acausal and causal updates can take place between the same pair of neurons depending on
the order of the spikes.

5.5.2 Caveats of allowing multiple spikes inside the STDP window

As we will shortly show, the proposed STDP learning method is efficient in terms of

memory storage and access requirements. However, if the system is designed without guaranteeing

that no neuron spikes more than once inside its STDP window, some natural caveats arise. Below

we list these cases to better illustrate the importance of the two criteria – three of the caveats

present solutions, while the fourth does not. To generate these specific cases, we will consider

nearest-neighbor spike interaction, and we will configure the neurons with Trefr < Tstd p and use a

single timer of length dlog2(Tstd p +1)e bits per neuron.

Case 1: High-firing pre-synaptic neuron (refer to top left panel in Fig. 5.8): If a

second pre-synaptic spike occurs while the first spike is still inside the STDP window, the timer

will be restarted and information about the first spike will be lost. Since the post-synaptic

spikes occur after the second pre-synaptic spike, the correct update will take place since only

nearest-neighbor influence is considered.
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Step 1: perform causal update

A1

B1

Step 2: perform acausal update, 
ignoring “older” acausal update

A1
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The causal updates should be 
performed before sending weight
to be used by post-synaptic neuron.

The acausal updates should ignore 
“older” events since they have 
already been considered during 
nearest-neighbor interaction.

B2

A1

B1

Case 4: high-firing post-syn.
Effect: lost nearest-neighbor 
causal update

B2

A1

B1

Inexact solution: perform causal 
update with non-nearest neighbor 
post-synaptic spike

B2

Long-term effect: 
By considering that high-firing 
post-synaptic neurons do not have 
high causality with low-firing 
pre-synaptic neurons, the positive 
weight changes are smaller than 
expected and cause post-synaptic 
firing rates to decrease.

Solution: 
Configure neurons to ensure that 
they spike at most once during 
each timer duration.

Alternative 1: Use single timer 
                         when Tref ≥Tstdp

Alternative 2: Use multiple timers 
                         when Tref <Tstdp

Figure 5.8: Special cases which arise when using a single timer and Trefr < Tstd p. By considering
nearest-neighbor temporal spike interaction, cases 1-3 can be correctly addressed, yet case 4
does not present a viable solution. To overcome all the caveats inherent to the proposed method,
the neurons in the system must be configured as to ensure that they spike at most once during
each timer duration. If the neurons can be configured with Trefr ≥ Tstd p, then we guarantee that
only one spike can occur inside the STDP window. However, if the neurons present Trefr < Tstd p,
then the only manner of capturing all the spikes is to use multiple timers for the STDP window,
each with duration Trefr.

Case 2: High-firing post-synaptic neuron (refer to top right panel in Fig. 5.8): If a

second post-synaptic spike for neuron B1 occurs before the pre-synaptic spike, information about

its first spike time will be lost. Since the pre-synaptic spike occurs after the second post-synaptic

spike, once again the correct update will take place since only nearest-neighbor influence is

considered.

Case 3: High-firing pre-synaptic neuron (refer to middle panel in Fig. 5.8): If a

second spike occurs for a pre-synaptic neuron whose STDP timer has not yet expired, then the

timer will be restarted and information about the first spike will be lost. As a solution, first service

the pending causal updates (relative to the first spike). Next, service the acausal updates (relative
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to the second spike) only for post-synaptic spikes which have occurred after the first pre-synaptic

spike. The reason for this is that the acausal updates of post-synaptic spikes older than the first

pre-synaptic spike have already been performed at the onset of this first spike. Lastly, restart the

STDP timer for the new spike.

Case 4: High-firing post-synaptic neuron (refer to bottom panel in Fig. 5.8): In the

pointer-based architectures, any post-synaptic spike occurring after a pre-synaptic spike is not

effectively used for weight updates until the pre-synaptic STDP timer expires. However, if we

have a post-synaptic neuron which spikes frequently (i.e. before the pre-synaptic timer expires

and the causal updates are performed), then the nearest-neighbor spike information between pre-

and post-synaptic neurons will be lost and overwritten by the new post-synaptic spike time (since

the post-synaptic STDP timer is restarted). An objective, yet inexact, solution is to simply ignore

this issue given that a single pre-synaptic spike should not have a strong causal relation with a

high-firing post-synaptic neuron. With this, a causal update will still take place at the expiration

of the pre-synaptic STDP timer, except it will just not be with the nearest-neighbor post-synaptic

spike. In sum, there are no exact solutions to this caveat unless. To prevent this scenario from

occurring, we must ensure that a maximum of a single spike can occur in the duration of each

timer, demanding that the system be designed considering one of the two rules presented next.

5.5.3 Criteria for exactness between methods

The special cases detailed in the previous subsection all present palatable solutions when

considering nearest-neighbor interaction, except for case 4. The effect of not being able to

implement nearest-neighbor causal update has a natural effect of the weights not increasing as

much as expected, resulting in lower synaptic efficacy and, consequently, fewer post-synaptic

spikes. For the results of the proposed method to exactly match those obtained by the original

STDP algorithm, each neuron we must present one timer per refractory period, capturing every

possible spike, and resulting possibly in multiple timers to cover the entire duration of the STDP
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learning window. There are two alternatives for configuring the neurons to ensure no spikes are

lost:

• Alternative 1: Define the neurons with Trefr ≥ Tstd p. In this case, only a single timer of

length dlog2(Tstd p+1)e bits is required since only a single spike can occur inside the STDP

window. This specific case has a nearest-neighbor interaction which is also the all-to-all

interaction.

• Alternative 2: Use multiple timers when Trefr < Tstd p. In this case, multiple spikes may

occur inside the STDP window. Therefore, to be able to capture all of the possible spikes,

we must use dTstd p /Trefre timers, each of length dlog2(Trefr +1)e bits. This rule has the

advantage of allowing nearest-neighbor as well as all-to-all temporal spike interaction.

The first alternative is rather straightforward since only one spike can occur inside the STDP

window, resulting in the prototypical updates presented in Fig. 5.7. The second alternative is

more involved since multiple spikes can be stored in the multiple timers during the STDP window.

Details of the multi-timer method have been shown in Section 5.2 and Fig. 5.2. We now explain

how to implement our proposed method of STDP learning using multiple timers. When a neuron

spikes, it starts the first STDP timer. Once the first timer expires, the second timer is initialized,

making the first timer available for any new spikes. This procedure continues until the last timer

expires, after which the causal influence of this particular spike ceases. The acausal updates

using multiple timers are basically identical to those presented in Fig. 5.7: at the onset of a new

pre-synaptic spike (i.e. when the first pre-synaptic timer is initialized), perform weight updates

with every post-synaptic spike (i.e. in every post-synaptic timer). The causal updates, however,

can be implemented in two different manners.

1. During the traversal of the spike through the timers, at the instant of timer expiration the

causal updates are performed between the current spike and all “newer” post-synaptic
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spikes. This means that whenever any of the multiple pre-synaptic timers expires, perform

weight updates with the post-synaptic spikes which have recently entered the queue –

meaning we must verify only the first timer of the post-synaptic neurons.

2. The second option implies in performing the causal update only when the T -th (i.e. the

last) pre-synaptic timer expires. This method has the advantage of possibly incurring only

two instants of updates: when the spike enters and when it exists the spike history queue.

However, if a new pre-synaptic spike occurs while a spike is still traversing the queue, then

the causal weight updates between the first spike and any post-synaptic spikes that occurred

after it must be performed prior to updating the post-synaptic neuron variables. This effect

is similar to that of case 3 in Fig. 5.8.

It may appear at first glance that both of these alternatives incur in more memory access than the

original STDP algorithm. The first method can, in fact, produce more updates than the second

alternative, particularly for sparse pre-synaptic activity– though it is a more systematic way of

implementing updates since we must only verify the first timers for the post-synaptic neurons.

The second alternative, on the other hand, implements updates only when actually required,

consuming (on average) the same number of memory accesses as the original STDP learning rule.

This can be elucidated by considering the case of a high-firing post-synaptic neuron: the original

algorithm would search through all its pre-synaptic neurons even if most have not spiked, while

the proposed algorithm would only verify the pre-synaptic neurons which have recently spiked

and could, therefore, have some causal influence on the post-synaptic spikes. If we consider the

case of a high-firing pre-synaptic neuron, then the inverse is valid, thus resulting most likely in a

similar average cost for both methods.
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5.5.4 Effect of delayed causal updates

In the original STDP learning formulation, the causal updates are applied at the onset of

post-synaptic spikes. On the other hand, our proposed method delays the causal weight updates

until the expiration of pre-synaptic STDP timers. Now, consider the following scenario: a pre-

synaptic neuron spikes, then the post-synaptic neuron spikes, and, lastly, the same pre-synaptic

neuron spikes a second time. If the pre-synaptic STDP timer is still active when the second

pre-synaptic spike occurs (as exemplified in case 1 in subsection 5.5.2), it would appear that the

weight we are considering at the onset of this second spike is slightly off from the true value

that the original algorithm would have produced, resulting in an incorrect update of the internal

post-synaptic neuron variables (e.g., membrane potential) at this moment. However, if at the

onset of the second pre-synaptic spike we first apply the causal update to the weight, then update

the post-synaptic neuron variables with the new weight, and, finally, proceed to any other updates

after that (as in case 3 in Fig. 5.8), this results in an exact equivalent to the original STDP

algorithm.

An experiment was devised to empirically show the equivalence between the two methods.

For this, we created a small network with a single leaky integrate-and-fire post-synaptic neuron

receiving spike inputs from five pre-synaptic neurons with diverse Poisson firing rates. The

network was simulated with the same input spike patterns for both STDP algorithms, and learning

took place by adjusting a single weight from one of the pre-synaptic neurons, while the other

four weights were kept constant throughout the experiment. Figure 5.9 illustrates the setup of the

experiment and the simulation results. As we can see, the methods can produce different weight

updates at different instants (since our method delays the causal update). However, by performing

the causal updates prior to updating the post-synaptic neuron variables (in this example, the

membrane potential), the effective weights used at the onset of a pre-synaptic spike were identical.

With this, in our method the post-synaptic membrane potential was correctly updated and perfectly

matched the values obtained using the original algorithm.
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Figure 5.9: Experiment illustrating how the delayed causal update has no impact on the post-
synaptic membrane potential. A population of five pre-synaptic neurons were set with different
Poisson firing rates. Only weight wBA was allowed to change. By applying the weight update
prior to using the weight at the onset of a pre-synaptic spike, the post-synaptic neuron will always
receive the correct weight. Note how the effective weights used at the onset of a pre-synaptic
spike (depicted by the triangles) were identical for the original and the proposed STDP learning
rules.

5.5.5 Memory access efficiency of delayed-update STDP learning

In this section a means of performing STDP learning without requiring reverse connectiv-

ity access by means of a delayed causal update mechanism has been presented. Since forward

memory access can be efficiently realized by pointer-based models, we can now reevaluate the dif-

ferent memory arrangements in order to identify the optimal solution for a given implementation

budget in terms of memory storage and computational effort (i.e. memory access). For this, we

defined the budget efficiency metric as η = ληs +(1−λ)ηa, where ηs is storage efficiency, ηa is

access efficiency, and λ is a tunable parameter defining the storage-versus-access trade-off. Note

that ηa is computed as the forward access efficiency since (1) both causal and acausal updates

only require this type of access in pointer-based models and (2) reverse access in crossbars is just

as efficient as forward access.

The graphs in Fig. 5.10 illustrate the optimal models (based on the shaded colors)

for different network parameter settings in the ρλ-plane. For networks where memory access
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Figure 5.10: Total efficiency, defined as η = ληs +(1−λ)ηa. Parameters: ηs is the storage
efficiency, ηa is the access efficiency, and λ is a tunable parameter defining the storage-versus-
access trade-off. Given efficiency priority and overall network connectivity density, the optimal
memory arrangement for synaptic weights can be obtained. Pointer-based models cover most of
the range of values for ρ and λ because the proposed STDP algorithm takes advantages of their
efficient memory compression and forward access.

efficiency is priority (i.e. small values of λ) and/or for sparse networks (i.e. small values of ρ),

the PB-AW model is the clear optimal solution. This is mainly due to the compression method in

PB-AW, where no AT and no decompression (as in PB-RLE) are required, making weight storage

simple and forward access efficient. On the other hand, when memory storage is priority (i.e. for

large values of λ), the PB-BMP model spans the longest range of connectivity densities as the

optimal solution. For densely connected models, the crossbar appears as the best alternative since

the nonexistent connections entail only a small amount of storage overhead, while presenting
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efficient forward access. Interestingly, the PB-RLE model spans only a small region close to the

center of the graph (especially for small weight bit-lengths), resulting as the optimal solution for

more specific cases of ρ and λ.

5.6 Proof-of-concept example

Many of the examples and results presented thus far throughout our work were obtained

via simulation of various network topologies and connectivity distributions. In this section, we

present an additional example to highlight the equivalence of our proposed algorithm with the

original STDP learning rule – when implementing one of the two criteria presented in subsection

5.5.3. The effect of case 4 from subsection 5.5.2 – where nearest-neighbor causal updates are

lost – will be demonstrated, along with an example of all-to-all temporal spike interaction which

perfectly matches the original STDP algorithm.

The experimental setup involves 256 post-synaptic neurons receiving spike inputs from

256 pre-synaptic neurons. Initial weight values were sampled from a Gaussian distribution with

0.1 mean and unit variance. All the neurons were configured with symmetric STDP ramp kernel

of window duration of Tstd p = 16 and maximum weight change of ±0.01, spiking threshold of

Vth = 1.0, and refractory period duration of Trefr = 4. Pre-synaptic neurons were set with spiking

probability of 10% when outside the refractory period. The leaky integrate-and-fire neuron model

was used for the post-synaptic neurons, governed by the equation Vi(t +1) = αVi(t)+∑ j wi js j(t),

where the membrane memory constant, α was set to 0.9. The network dynamics were simulated

for 1000 time steps, during which all the weights and membrane potentials were recorded at

each time step. Since causal weight updates occur at different instants of the algorithm for the

original STDP learning rule and our proposed method, directly observing the weight values at

each time step for such a large number of weights is not feasible. Therefore, to validate our

method, we compared the post-synaptic membrane potentials for each neuron throughout the
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entire simulation. Additionally, for completeness, the post-synaptic spiking activity was analyzed

by computing the distance between the van Rossum spike traces [145] for the two algorithms.

The time constant of the exponential kernel for generating the continuous traces was set as the

time constant of the membrane potential and computed as τR =−1/ log(α)≈ 9.5.
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Figure 5.11: Example of convergence of proposed method for STDP learning for a network with
256 pre-synaptic and 256 post-synaptic neurons, configured with Tstd p = 16 and Trefr = 4. The
left column illustrates results when one timer is used and simply nearest-neighbor interaction is
considered. The right column illustrates results when multiple timers (in this case, 4 timers) are
used to capture all possible spikes which can occur inside the STDP window. The top row shows
how the total mean squared error (MSE) of all post-synaptic membrane potentials between the
original STDP algorithm and our method diverges when using only one timer; this is caused by
the effect described in case 4 in subsection 5.5.2. For the multi-timer solution, the membrane
potentials always match, and the resulting MSE is zero. The second row shows the continuous
van Rossum spike traces, where the effect of smaller weight updates in the case of using a single
timer is clearly observed by the decreasing post-synaptic spike activity over time. As expected,
the multi-timer solution produces post-synaptic spikes identical to those obtained by the original
STDP algorithm. The bottom row illustrates the MSE of all incoming weights for post-synaptic
neuron B1. Once again the lost causal nearest-neighbor updates make the weights diverge for
the single timer solution; for the multi-timer solution, we can see that the MSE temporarily
increases but soon after returns to zero, which is simply the effect of the delayed causal updates.

The simulation results for the network are presented in Fig. 5.11, where we verify the
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convergence of our proposed method for STDP learning. The left column illustrates results

when one timer is used and simply nearest-neighbor interaction is considered for the original

algorithm and our method. The right column illustrates results when multiple timers (in this

case, 4 timers) are used to capture all possible spikes which can occur inside the STDP window

and all-to-all spike interaction is performed for the original algorithm and our method. Note

that the single-timer and multi-timer results were obtained from different simulations since only

one temporal spike interaction can be considered at a time. The top row shows how the total

mean squared error (MSE) of all post-synaptic membrane potentials between the original STDP

algorithm and our method diverge when using only one timer; this is the effect described in case

4 in subsection 5.5.2, where post-synaptic weights receive smaller causal updates than expected.

For the multi-timer solution, the membrane potentials always match those obtained by the original

STDP algorithm, and the resulting MSE is zero. The second row shows the total van Rossum spike

traces obtained by adding all traces after passing each spike through the exponential kernel. In

this example, the effect of smaller weight updates because of lost causal nearest-neighbor updates

is clearly observed by the decreasing post-synaptic spike activity when using a single timer. As

expected, the multi-timer solution produces post-synaptic spikes identical to those obtained by

the original STDP algorithm. Lastly, the bottom row illustrates the MSE of all incoming weights

for post-synaptic neuron B1. Once again, the effect of case 4 causes the weights to diverge for

the single-timer solution. For the multi-timer solution, we can see that the MSE momentarily

increases but soon after returns to zero; this effect occurs because of the delayed causal updates,

but always produces the correct weight at the moment the weight must be effectively used. Note

in the graphs that in the last Tstd p time steps the membrane potentials and spike traces for the

single timer method also converge to zero, simply because we enforced all pre-synaptic neurons

to stop spiking during this duration for the final weights obtained by the multi-timer solution to

exactly match those of the original STDP algorithm at the last simulation time step (i.e. so the

delayed causal updates could be completed and all timers could return to zero).
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5.7 Discussion and comparison with previous work

Storage costs associated to synaptic weight memory arrangements have been previously

studied. In [115], the authors describe a network clustering scheme which uses a two-stage routing

architecture to reduce the overall memory storage requirements. This method is also mentioned in

[80] as is referred to as “clustered addressing”. In both of these studies, the storage savings comes

at the cost of reduced flexibility in network connectivity, since a specific topology must exist for

groups of neurons to be clustered together. Instead, we decided not to constrain our networks to

any structured topology. In [80], the authors describe various memory arrangements, highlighting,

particularly, the storage cost savings obtained for a large range of connectivity density when using

the PB-BMP architecture. However, the impact of pointer-based models on learning algorithms

was only briefly mentioned, and memory access costs were not analyzed. More recently, the

impact of using different memory arrangements on spike routing and network traffic congestion

was described in [91]. Though the work describes a theoretical means of routing-rate evaluation

and results for maximum network sizes for each of their memory arrangements, it does not target

any specific learning algorithm, and the experimental results focus only on an inference task

without synaptic plasticity.

In terms of pre-synaptic spike-driven STDP learning, there have been multiple attempts to

replicate or approximate STDP with forward-only connectivity (described below). In [139, 45], a

less-detailed version of our method is described; yet, the authors address only some of the caveats

incurred by delayed causal updates. One of the earliest works which evaluated the complexity

of implementing the STDP learning algorithm in a neuron address domain was presented in

[169]. The authors discussed how the address-event representation (AER) protocol could support

STDP learning in the address domain. Being pioneering work, the chapter considered only small

networks, consequently not addressing the different possible arrangements for organizing synaptic

weights in memory and the implications of requiring reverse access for performing causal updates.
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In [24], the authors use a simplified STDP rule where a post-synaptic spike equally

depresses all the synaptic weights of a neuron except for the synapses that were recently activated

with a pre-synaptic spike, which are potentiated with the same intensity. In [173], the authors

propose a similar solution, except two levels of potentiation are used based on the pre-synaptic

spike time relative to the post-synaptic spike. Both of these implementations are event-driven,

with updates occurring at the onset of post-synaptic spikes, making them hardware-friendly

options; however, they only provide approximate solutions to the STDP algorithm and do not

consider the memory access impact of network weight storage in the hardware. Additionally,

post-synaptic-driven systems are not as efficient in terms of number of memory accesses as

pre-synaptic-driven systems; this is mainly because, as we sweep through neurons to update their

states during a system time step, ∆t, for each post-synaptic neuron we must verify the spike state

of every pre-synaptic neuron, even if none of these has spiked. Pre-synaptic-driven systems, on

the other hand, operate in an on-demand fashion, accessing the pre-synaptic spike states only

once per time step.

Perhaps the most similar work has been presented in [78], which uses a deferred-event

approach and stores spike times for postponed processing at the time of the next event following

them. It is similar in that weight updates are driven by pre-synaptic spikes and causal updates are

delayed; however, some important distinctions are also apparent:

• A neuron’s spike history is stored as a bitmap in an array. Whenever a neuron spikes, its

spike time is stored and each position of the array is updated to represent the presence or

not of a spike at an offset from this most recent spike time. In our method, instead, we

store spike times using multiple timers (refer to subsection 5.5.3). Storing spike times in

dTstd p /Trefre timers of dlog2(Trefr +1)e bits is more efficient than storing as a bitmap array

for nearly all combinations of Tstd p and Trefr values; the only exception to this rule is when

Trefr = 2 and Tstd p is an odd integer, in which case the timer-based method will consume

one additional bit. In other cases, using multiple timers is at least as efficient as using a
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bitmap array, and becomes extremely more efficient for large Trefr.

• Acausal updates are not immediately processed and are also deferred to the future, once

more pre-synaptic spikes have arrived. This implies that larger arrays are required to store

spikes on both sides of the STDP window for post-synaptic neurons. In fact, in their work

the post-synaptic bitmap array is three times larger than the pre-synaptic array. In our

solution, applying the acausal updates immediately at the onset of pre-synaptic spikes

demands that we use timers that must cover only one side (i.e. the longest side) of the

STDP window.

• Since the bitmap array is only updated at the onset of new spikes (but not necessarily at

the expiration of the pre-synaptic STDP timer) and STDP updates can only take place

when an “old” pre-synaptic spike eventually exits the bitmap array, this means that both

causal and acausal updates rely on frequently firing pre-synaptic neurons. This demands

that pre-synaptic spikes arrive at a high enough rate to ensure that the pre-synaptic spike

time bitmap array is frequently updated so weight updates are not lost. In their work, the

minimum firing rate for pre-synaptic neurons is 10.4 Hz.

• Since multiple pre-synaptic spikes may occur before an “old” pre-synaptic spike eventually

exits the bitmap array, this implies that the weights being used for updating post-synaptic

neuron variables at each pre-synaptic spike event could (or most likely will) be an “old”

set of weights since the causal and acausal updates have been deferred. Therefore, though

qualitatively similar, a quantitative equivalence with the original STDP algorithm will

probably not occur.
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5.8 Conclusions

There are multiple forms of organizing digital memory for storing synaptic weights.

Among these different memory arrangements, pointer-based models are capable of data compres-

sion by storing only the existent connections in the network. In pointer-based models, weights

are stored, in a high-level sense, as lists of post-synaptic addresses and weights, where the pointer

to the list is defined by the pre-synaptic neuron address. Biologically relevant neural networks are

typically unstructured and sparsely connected, making pointer-based architectures particularly

efficient at storing these network topologies. In this work, we studied the storage costs (in bits) of

each memory arrangement and identified the most efficient based on network parameters (e.g.,

network size and weight bit-length) and connectivity density.

For the different memory arrangements, we analyzed the computational complexity (in

number of memory accesses) of obtaining synaptic address and weight when accessing the tables

in forward and reverse directions. Though efficient in terms of storage for a wide range of

connectivity density values, pointer-based models natively present only forward connectivity

access, making them inefficient when implementing spike-time-based local learning rules such as

STDP – which requires both forward (pre-to-post) and reverse (post-to-pre) connectivity access.

Therefore, we devised a novel means of efficiently implementing STDP by forward-only synaptic

connectivity access, benefiting from the reduced memory storage property of pointer-based

architectures. In the traditional STDP algorithm, causal updates are performed at the onset of

post-synaptic spikes, demanding reverse access at this instant. For avoiding the computationally

intensive reverse lookup in pointer-based models, our proposed method operates by delaying the

causal weight updates until the instant of expiration of the pre-synaptic STDP timer. With this,

forward access is performed for both causal and acausal updates, driven by pre-synaptic events.

Natural caveats arise when delaying the causal updates, particularly with respect to high-

firing post-synaptic neurons and eventual lost nearest-neighbor causal updates. All the caveats
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can be addressed by a very simple rule: the number of STDP timers for each neuron should

be equal to (or greater than) the number of spikes which can occur inside the STDP learning

window. This rule can be obtained by increasing the refractory period to last at least as long

as the STDP window (i.e. Trefr ≥ Tstd p), or by using multiple timers when Trefr < Tstd p. In both

of these alternatives, each spike timer should last Trefr time steps, and nearest-neighbor and

all-to-all temporal spike interaction can be performed. Additionally, throughout our work we have

described weight updates which consider only pairwise interaction between pre- and post-synaptic

neurons; however, the system could be easily modified to account for more elaborate temporal

spike interaction rules, such as triplet-based STDP [156]. In this case, a simple modification

would be to have the post-synaptic timer last long enough for the post-pre-post spike triplet to be

captured when the pre-synaptic timer expires.

Lastly, besides the comparison of storage and access costs and efficiencies for each

memory arrangement, we devised a budget efficiency figure of merit for an area-versus-time

trade-off analysis of the benefits of each model depending on application requirements and budget.

In sum, we feel our work is unique in that it presents a methodology for identifying the optimal

memory arrangement solution based on system requirements and network topology, including

also the cost of memory access, and supplying a viable and exact solution for implementing event-

driven processing and learning in systems organized with either crossbar arrays or forward-only

connectivity tables.
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Chapter 6

Mapping Generative Models onto a

Network of Digital Spiking Neurons

Stochastic neural networks such as Restricted Boltzmann Machines (RBMs) have been

successfully used in applications ranging from speech recognition to image classification, and are

particularly interesting because of their potential for generative tasks. Inference and learning in

these algorithms use a Markov Chain Monte Carlo procedure called Gibbs sampling, where a

logistic function forms the kernel of this sampler. On the other side of the spectrum, neuromorphic

systems have shown great promise for low-power and parallelized cognitive computing, but lack

well-suited applications and automation procedures. In this chapter, we propose a systematic

method for bridging the RBM algorithm and digital neuromorphic systems, with a generative

pattern completion task as proof of concept. For this, we first propose a method of producing

the Gibbs sampler using bio-inspired digital noisy integrate-and-fire neurons. Next, we describe

the process of mapping generative RBMs trained offline onto the IBM TrueNorth neurosynaptic

processor – a low-power digital neuromorphic VLSI substrate. Mapping these algorithms onto

neuromorphic hardware presents unique challenges in network connectivity and weight and

bias quantization, which, in turn, require architectural and design strategies for the physical
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realization. Generative performance is analyzed to validate the neuromorphic requirements and

to best select the neuron parameters for the model. Lastly, we describe a design automation

procedure which achieves optimal resource usage, accounting for the novel hardware adaptations.

This work represents the first implementation of generative RBM inference on a neuromorphic

VLSI substrate.

6.1 Background

Neural networks such as Restricted Boltzmann Machines (RBMs), and their extensions

(Deep Belief Networks – DBNs), have been successfully used in a wide range of cognitive

computing applications such as image classification [95], speech recognition [101, 38], and

motion synthesis [162]. Additionally, these algorithms have been explored as possible solutions

for Brain-Computer Interfaces (BCI) and electroencephalography (EEG) data feature learning

and classification [171, 10]. RBMs are generative learning algorithms which are particularly

useful in extracting features from unlabeled data (i.e. unsupervised learning) [69] and can be

used in generative tasks, including pattern completion and data synthesis. Structurally, an RBM

is a stochastic neural network composed of 2 layers of neuron-like units: a layer of visible units

v which are driven by the real-world data of interest and a layer of hidden units h which form

connections to these visible units. There are no interconnections within a layer and the weights of

connections between layers are symmetric. Fig. 6.1a exemplifies an RBM with 4 visible and 3

hidden units.

The RBM defines a joint probability over the input data and hidden variables specified by

the Boltzmann distribution [63]:

p(v,h) =
e−E(v,h)

∑v,h e−E(v,h) , (6.1)

where E(v,h) =−vT Wh−bT
v v−bT

h h. Here p denotes the Boltzmann probability distribution
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and E is a function (also known as the “energy function”) of v and h, where v denotes the binary

state (0 or 1) of the visible units and h represents the binary state of the hidden units. The weight

between visible and hidden units is represented by W, while bv and bh represent the biases of

v and h, respectively. The denominator is the sum of the exponentiated negative energies of all

possible states of visible and hidden units, also known as the partition function.

Inference in an RBM can be performed using a Markov Chain Monte Carlo (MCMC)

procedure called Gibbs sampling, where each unit in any given layer is sampled conditioning on

its total input from units in the other layer. Fig. 6.1b illustrates k steps of MCMC performed in an

RBM. The Gibbs sampling rule in binary RBMs is defined by the logistic function,

σ(x) = 1/(1+ e−x), (6.2)

with the probability of activity of unit i as defined by [63]

p(xi = 1|x j) = σ(∑
j

wi jx j +bi), (6.3)

where wi j is the weight from unit j to unit i for all j /∈ layer(i), and bi is the bias of unit i. The

argument of the logistic function in Eq. (6.3) for a specific unit is referred to as its activation, while

the output state is referred to as its activity. DBNs are formed by stacking layers of RBMs (Fig.

6.1c) and it has been shown that inference in a DBN can be done in a successive layer-by-layer

manner on each RBM [68]. RBMs and DBNs can be used with labeled data for classification tasks

either as feature extractors to an external classifier or as completely self-contained discriminative

machine learning frameworks [95]. However, most of the data in the real world is unlabeled and,

in such situations, RBMs can be used to perform generative inference tasks. Applications of

inference in such unsupervised frameworks include, for example, restoration of incomplete or

occluded images and prediction of motion sequences.

Currently, inference tasks using RBMs and DBNs are overwhelmingly realized in soft-
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Figure 6.1: RBM and DBN representations. (a) An RBM formed by 4 visible and 3 hidden
units. (b) Gibbs sampling procedure in an RBM. (c) A DBN formed by stacking RBMs.

ware, which are typically run on high performance CPUs (Central Processing Unit) and GPUs

(Graphical Processing Unit). For ultra low-power, real-time realizations of these algorithms, such

as in mobile devices, the solution tends to be sending information to the cloud for processing.

However, this demands, in many cases, reliable communication between client and server, along

with large amounts of transmitted data. FPGA implementations of spiking versions of RBMs

and deep architectures have also been developed, however they usually target feed-forward

networks for discriminative (classification) tasks, with power consumption (for similar network

implementations) still a few orders of magnitude larger than in VLSI chips tailored for spiking

neural networks [131]. In this context, the Neuromorphic Computing paradigm is a more suitable

solution in terms of low-power client-side processing. Neuromorphic VLSI (Very Large Scale

Integrated Circuit) systems [74, 84, 114, 18, 176, 20, 113, 110], inspired by biological neural

architectures and functions, have been realized with analog, digital, and mixed-signal circuit

elements. Such systems typically compute in a massively parallel fashion and communicate

asynchronously using spikes. The principal benefit of this architecture, which stands in contrast

to the traditional von Neumann computing paradigm, is extremely energy efficient computation

in a highly concurrent fashion. Algorithms which demand large matrix multiplications, such
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as RBMs and DBNs, benefit greatly in terms of computation (and, consequently, power) when

implemented in spike-based systems, mainly because multiplications by zero are avoided (i.e.

absence of spikes does not generate computation). Therefore, arrays of spiking neurons realized

on neuromorphic VLSI are ideal for classification, generation and other inference tasks in the

context of real-world high dimensional data.

The popularity of RBMs and DBNs has driven an effort towards research which has

at its core more biologically-realistic neuron models as fundamental computing units. The

original theory of neural sampling, presented in [137, 27], established the necessary conditions

for using spiking neurons to draw samples from a desired probability distribution. This was

later extended in [134, 127], where the Siegert and leaky integrate-and-fire neuron models were,

respectively, used to produce spiking versions of RBMs and DBNs. Though both of these

works gave considerable insight into physical neuromorphic implementations of RBMs, they

were still simulation-based and considered an elaborate overhead of continuous Gaussian noise

injection into each neuron for realizing the desired sampling. Additionally, previous FPGA

implementations of spiking [131] and non-spiking [87, 103] RBMs have also been proposed,

yet they normally seek computational acceleration and not reduced power consumption. In sum,

prior to our work, a physical neuromorphic implementation of neural sampling in RBMs had not

been produced, making this the first physically-implemented (spiking or non-spiking) RBM for

generative tasks.

With this, the main goal of our work is to develop a modular architecture in a systematic

fashion to form a foundation for building neural networks, such as RBMs and DBNs, on substrates

of digital spiking neurons. As a proof of concept of our design approach, we implement a

pre-trained (i.e. trained offline) generative RBM for pattern completion on the TrueNorth

digital neuromorphic VLSI device using the MNIST handwritten digit images dataset. For

simplification purposes, the sampling procedure for the RBMs using digital neurons will be

referred to throughout this chapter as “neural sampling”, though this term, as previously stated,
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has been used in other work in the past [137, 27].

The remainder of this chapter is divided in the following manner: Section 6.2 describes

the Markov chain analysis of the digital neural sampler; Section 6.3 describes the TrueNorth

system and the challenges in implementing sampling-based neural networks, along with the

necessary steps for mapping the RBM algorithm onto digital spiking neuromorphic hardware;

Section 6.4 discusses quality metrics and the impact on generative performance when using the

digital neural sampler and sparse network connectivity; Section 6.5 shows the developed 3-stage

RBM architecture and the generative model on TrueNorth; Section 6.6 presents the results of the

physically-implemented TrueNorth generative RBM; and the last section discusses conclusions

and future work. Appendixes for spike processing flow in the TrueNorth RBM and details on the

design automation procedure for optimal hardware utilization are also presented.

6.2 Markovian analysis of the digital neural logistic sampler

The kernel of the MCMC procedure for inference in an RBM is the Gibbs Sampler and

involves sampling from a logistic function (Eq. (6.3)) [56, 157]. More specifically, it involves

sampling from a Bernoulli distribution (defining the state of the RBM unit, x in Eq. (6.3))

parameterized by a logistic function (activity probability). Traditional methods for realizing a

logistic sampler in hardware demand a look-up table or functional approximation for the sigmoid

[166, 165, 94], which is then compared to the output of a pseudo-random number generator. On

the other hand, in spiking neural hardware, such as TrueNorth, the only computational primitives

are neurons. Since sigmoidal activity functions are not inherently present in TrueNorth, we

therefore have to make use of the deterministic and stochastic neurodynamical properties of

the system for efficient realization of the logistic sampler. Below we describe the process of

Gibbs sampling using digital spiking neurons in a Markov chain framework, which is useful for

better understanding the sampler behavior and serves as a means for producing the generative
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performance metrics detailed in Section 6.4. The solution neatly combines producing the logistic

function and sampling the state of the RBM unit.

In [40] it was shown that a digital integrate-and-fire neuron with a uniformly-sampled

threshold combined with a Bernoulli-sampled leak can approximate a logistic spiking probability

for the corresponding RBM unit. Here we expand on this by providing a Markov chain analysis

of the discrete-time neural sampler. The neural sampling procedure is initialized by setting the

neural membrane potential (Vm) to a value equivalent to the activation of the RBM unit (which is

a function of the weights, bias and unit states, as shown in Eq. (6.3)). Afterward, the system uses

three neural variables (two stochastic and one deterministic) to produce an approximate sigmoidal

spiking probability. These variables are explained next.

1) Stochastic leak. The stochastic leak is an integer value added to the membrane

potential, and is sampled from Bernoulli trials with p = 0.5. In other words, at every time step

(“tick”), either the membrane potential remains the same or it is incremented by the leak value (L).

This type of leak is inspired from the TrueNorth system, whose neurons can be configured with

stochastic non-voltage-dependent leak. For our setup, we chose to use a positive leak, however

TrueNorth neurons can take on positive or negative leak values. The TrueNorth system will be

explained in detail in Section 6.3.

2) Stochastic threshold. The stochastic threshold is an integer sampled from a uniform

distribution between Vth and Vth +T R; the term T R stands for “threshold range”. At every tick,

the membrane potential of the neuron is compared with the stochastic threshold and, in case the

potential hits (i.e. is equal to or exceeds) the threshold, a spike event will be generated.

3) Sampling time window. The deterministic component of the sampler is the sampling

time window (TS), which is the number of ticks during which the neuron is observed. The

operation of the sampler during TS is the following:

[label=.]If during TS the neuron hits the threshold at least once, a spike event after TS is

produced. Even if the neuron hits the threshold more than once during TS, the sampler must
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still produce a single spike at the output after TS. If no threshold events occur during TS,

then no spike event is produced at the output of the sampler after TS.

6.2.1 Sampling algorithm using digital neurons

The algorithm, using TrueNorth-based I&F neurons with stochastic leak (L) and threshold

(Vth rand), for realizing the sigmoidal sampling rule (Eq. (6.3)) to perform MCMC sampling in

RBMs is given below.

Vm =Vinit
spiked = 0
for TS steps do

Vm =Vm+ B(0.5)*L
Vth rand = U(Vth,Vth +T R)
if (Vm ≥Vth rand): spiked = 1

end

The term B(p) represents a Bernoulli sample (0 or 1) with probability p and U(a,b) is an integer

sampled from a uniform distribution between a and b (both inclusive). The membrane potential

(Vm) is initialized to Vinit and, during the “repeat” cycle, if Vm crosses the threshold (equivalent to

Vm ≥Vth rand), the spiked variable will be set to 1, after which it will remain in this state until the

end of the TS time steps. Therefore, the state of spiked after TS ticks will produce a sample (given

the initial membrane potential) from an approximate sigmoidal spiking probability distribution

(which will be shown in the example in Subsection 6.2.4). The state of a sampled RBM unit

using this algorithm is equal to the state of spiked. How to generate the spiked variable using

TrueNorth neurons will be explained in Subsection 6.3.2, along with implementation details in

Section 6.5. Next, we will analyze the effect of the stochastic neural variables using discrete-time

Markov chains.
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6.2.2 Adaptation of neural variables into Markov chains

Since we are dealing with a discrete-time digital system, the stochastic neural variables

can be modeled as coupling between two discrete-time Markov chains (DTMC): a stochastic leak

DTMC and a stochastic threshold DTMC. The sampling time window determines how many steps

should be taken in these chains. Each state in a chain is the instantaneous value of the membrane

potential. Due to a limited number of bits for data representation in the digital system, saturation

levels should be taken into account. For illustrative purposes, in our examples we consider only

positive leak values, implying that only the positive saturation level will come into effect, as any

data point (i.e. membrane potential) beyond it will be clipped to the saturation value.

The sampler operates by first initializing the stochastic leak DTMC at the state which rep-

resents the initial membrane potential value, and then taking alternate steps between the stochastic

leak and the stochastic threshold DTMCs. Different initialization values of the stochastic leak

DTMC yield different spiking probabilities. Both DTMCs present the same number of states,

defined by the membrane potential range. In terms of structure, the DTMCs will always present

states representing lower-valued membrane potentials to the left of the chain, and consequently

the rightmost state represents membrane potential equal to Vsat . Next, we discuss the effect of the

three neural properties on the DTMCs.

1) Stochastic leak DTMC. Since the stochastic leak chosen for our examples causes only

non-negative change in the membrane potential, the only possible transitions, at each stochastic

leak tick, from a state are: (1) to itself (in the event of no leak occurrence) or (2) to the right

(positive additive leak occurrence). Figure 6.2 shows the general case of the DTMC for the

stochastic leak (L). The number next to each state transition is the transition probability (set to

0.5 for all states). Note how no value of membrane potential can surpass Vsat , which makes the

state representing this specific membrane potential an absorbing state [83, 33]. Since it is the only

absorbing state in the chain, it is called the terminating state in a terminating DTMC. As will be

shown when we apply the stochastic threshold, a transition into this terminating state defines the
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moment when a neuron spikes, thus we will also refer to it as the “spiking state”. Lastly, note this

state will be reached by more than one other state (not considering the self-connection) when

L > 1.

Vsat
-1 Vsat

-Vsat
+1
+L

-Vsat
+L

-Vsat
+1-Vsat

...
Vsat

...
 ..  ......

 .. ...

0.5
-Vsat -Vsat

+1
-Vsat
+L

-Vsat
+1+L

Vsat
-1 Vsat

0.5 0.5 0.5 0.5

0.5 0.5 0.5 0.5 0.5 1

Figure 6.2: DTMC for stochastic leak in the neural sampler.

2) Stochastic threshold DTMC. The stochastic threshold is sampled, at each stochastic

threshold tick, from a uniform distribution, which produces a linearly increasing transition

probability from states inside the range [Vth : Vth +T R] to the spiking state. Figure 6.3 shows

the general case of the DTMC for the stochastic threshold. Note how values outside the range

previously described are guaranteed not to hit the threshold when V <Vth (realized by the self-

connections) and guaranteed to hit the threshold when V ≥ (Vth+T R) (realized by the connections

to Vsat). For simplification, in the figure the symbol ∆ = (T R+1).
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Figure 6.3: DTMC for stochastic threshold in the neural sampler.

To transform spikes into probabilities, we must produce a single spike event after TS in

case the neuron reached the threshold during TS. This can be obtained by using the Vsat state

as the terminating state also for the stochastic threshold. A two-fold effect is produced by this

terminating state: (1) the two DTMCs become coupled by using a common terminating state;

and (2) the sigmoidal firing probability can be extracted directly from the terminating state in the
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stochastic threshold DTMC after TS (this will be shown in the example in Subsection 6.2.4).

An important observation, however, is that a neuron can reach the spiking state prior to

applying the stochastic threshold (i.e. immediately after applying the stochastic leak). This is a

valid scenario and does not affect the operation of the algorithm since a neuron which is in the

spiking state prior to the threshold application will remain in this state posteriorly. In fact, as will

be shown in Subsection 6.2.3, the Markov chains can be coupled and equivalently represented as

a single matrix, Pc, yielding the new state of the neuron membrane potential in a single operation.

3) Sampling time window. The deterministic component of the sampler, the sampling

time window, defines the number of steps taken in the Markov chains and is a two-phase process.

The first phase occurs in the leak DTMC, where a new membrane potential value is assigned

to the neuron. The second phase is the evaluation of the newly-assigned membrane potential in

relation to the noisy threshold. This entire process is considered one step in the coupled DTMCs.

In case the system resides in the terminating state, Vsat , of the coupled DTMCs after TS, an

ultimate single spike event will be produced; if the system is in any other state, no spike event

will be produced. This results in spike events sampled from the sigmoidal spiking probability,

conditioning on the starting state (Vinit) of the procedure.

6.2.3 Matrix representation of Markov chains

A terminating Markov chain presents a single absorbing state, also known as the ter-

minating state; all the other states are transient. The transition probability matrix – with rows

representing origin states and columns representing destination states – of a terminating Markov

chain can be defined in the following manner:

0
P =

T T0

1 (6.4)

In matrix P, the m×m transient-states transition matrix is represented by T , the row-vector 0
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represents the terminating state’s non-transient transitions, and (Im−T )1 = T0. Therefore, the

entire transition matrix P can be characterized by simply knowing T .

1) Stochastic leak DTMC. The stochastic leak is characterized by the additive leak value

(L). The leak DTMC can be defined by the transition matrix Pl in Fig. 6.4a. The colors of the

matrix components represent the same individual components as in Eq. (6.4).
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Figure 6.4: Matrix representation of the DTMCs of the stochastic (a) leak and (b) threshold
components of the neural sampler. The rightmost column in both matrices is the terminating
state (representing the “spiking state”), whose probability defines the final spiking probability of
the neural sampler after TS time steps.

2) Stochastic threshold DTMC. The stochastic threshold is characterized by the base

threshold value (Vth) and the threshold range (T R). The threshold DTMC can be defined by the

transition matrix Pth in Fig. 6.4b. The colors represent the same individual components as in Eq.

(6.4).

3) Spiking probability: coupled DTMCs and sampling time window. To obtain the

sigmoidal spiking probability, the two transition matrices must first be coupled to produce

Pc = PlPth. (6.5)
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The spiking probability can now be obtained by computing

Psample = PTS
c , (6.6)

which represents TS steps taken in the coupled DTMC. With this, the last column (terminating

state) of the final matrix will contain the spiking probability, Pspike, of each initial membrane

potential (rows in the matrix). Therefore,

Pspike(si) = Psample(si,Vsat), (6.7)

where si (i.e. row of Psample) is the origin state corresponding to the initial membrane potential of

the neuron prior to sampling and Vsat is the terminating state (i.e. rightmost column) of Psample.

6.2.4 Example

The example, shown in Fig. 6.5, illustrates the sampler obtained using the previous

calculations and compared with actual stochastic neuron simulations. The x-axis represents the

membrane potential (Vm) of the neuron at the start of the sampler operation. As can be seen,

the neural sampler obtained via the coupled DTMC computation (blue line) and the stochastic

simulation (averaged over 104 samples for each initial Vm) of the neuron (blue circles) are

overlapping. Besides this, the results from the DTMC computation approximate the ideal sampler

scaled by a factor of 10 (red line) with considerable precision.

The logistic function in Eq. (6.2) naturally presents a dynamic range (i.e. region where

there is most variation) for values of x between -6 and +6; anything outside this region will

most likely be 0 (for x < −6) or 1 (for x > +6). However, because the TrueNorth system

deals only with integer-valued membrane potentials, the scaling factor is a means of increasing

the resolution of the neural sampler. In other words, by “streching out” the logistic function

(to produce σ(x/scale)), each integer increment in the initial value of the membrane potential
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represents a smaller step in the function, resulting in higher resolution. To realize this using the

digital neuron model described thus far, the appropriate values of TS, Vth, T R, and L must be

chosen. In Subsection III-B, when physically implementing the neural sampler algorithm in the

TrueNorth system, the use of the scaling factor is further discussed, and a quantitative analysis

of the TrueNorth neural sampler versus the ideal sampler for parameter selection is detailed in

Section 6.4.

Figure 6.5: Ideal sampler versus DTMC computation and neural simulation. The red curve is
the logistic function scaled by 10 (i.e. σ(x/10)); the blue curve refers to the expected firing
probability using the DTMC computation; and the blue points are a stochastic simulation of the
neuron, perfectly matching the blue curve.

6.2.5 Considerations

The noise sources of the stochastic leak and threshold are, respectively, Bernoulli and

uniform. By applying these noise sources in a single tick, it is not possible to obtain the precise

S-shape of Fig. 6.5; only straight lines could be obtained. Therefore, an explanation for the

“curved” part of the sigmoid (around Vm equal to -35 and +35) is the non-linear behavior produced

by the temporal aspect of the sampler (TS). Throughout multiple ticks, the combination of these

“linear” noise sources results in a more non-linear curve by creating shorter segments from the

straight lines. This is simply an intuitive explanation, yet a closed-form solution to the digital

neural sampler has not been completed thus far.

Lastly, the digital neural sampler is an elegant solution for sampling from a logistic
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function by not only using bio-inspired neural dynamics but also simultaneously realizing two

operations: computing the spiking probability and sampling to obtain the new state of the unit.

The DTMC presented can be very useful when simulating the network dynamics: the neuron’s

transition operator can be extracted by simply accessing the spiking probability curve obtained

from the DTMC. This removes the demand of having to simulate every step of the neuron during

the sampling time window (TS), which comes in handy during the analysis of the generative

performance of the sampler in Subsection 6.4.2.

6.3 Approaches for Restricted Boltzmann Machine implemen-

tation on TrueNorth

Neuromorphic substrates present unique challenges for creating spiking versions of

machine learning algorithms due to data precision and network connectivity constraints. In this

work, a step-by-step methodology for porting RBMs and DBNs onto the IBM TrueNorth system

is detailed. The MNIST dataset, consisting of 28× 28 pixel grayscale images of handwritten

digits 0 through 9, was chosen for the generative inference task. For our experiments, the images

were binarized to zero-one values for adaptation to the neuromorphic scenario. The following

subsections present the TrueNorth system and outline the approaches and quantitative analysis of

the algorithm adaptations necessary for mapping the (offline-trained) networks.

6.3.1 The TrueNorth digital neurosynaptic processor

IBM’s TrueNorth is a very low-power, brain-inspired digital neurosynaptic processor

[113], with 4096 cores, totaling 1 million programmable spiking neurons and 256 million

configurable synapses (Fig. 6.6a). The core is the basic building block of the system, each

composed of 256 axons (inputs) and 256 neurons (outputs) (Fig. 6.6b), connected via a 256 x
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256 crossbar of configurable synapses (Fig. 6.6c). Each neuron can target its generated spikes

to any single axon on the chip, while an axon can be connected to up to 256 neurons inside the

same core. Neurons present over 20 individually programmable features, including threshold,

leak, reset, and stochastic properties. From the user’s point-of-view, neurons operate in 1 ms time

steps, during which asynchronous spike event transmission and processing occurs between and

inside the cores. Therefore, during each 1 ms interval, spikes are delivered to and processed in

their destination cores, after which a global clock aligns the generation of the next set of spikes.

(a)

......

(b)

...

...

(c)

Figure 6.6: The TrueNorth neurosynaptic processor: (a) chip layout, wafer, and chip package;
(b) high-level view of the 256 axons (inputs) and 256 neurons (outputs); and (c) internal view of
the fully-configurable binary crossbar [113].

The digital integrate-and-fire (I&F) TrueNorth neurons present stochastic and determinis-

tic leak and threshold properties. A simplified representation of the dynamical behavior of the

membrane potential Vj(t) for neuron j at time t is defined by the following set of (sequentially
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processed per neuron) equations [12]:


Vj(t) =Vj(t−1)+Σ

255
i=0 Ai(t) wi, j sGi

j (6.8a)

Vj(t) =Vj(t)+(1− c j)λ j + c jF(λ j)sgn(λ j) (6.8b)

if (Vj(t)≥ α j +η(M j)), Spike and set Vj(t) = R j (6.8c)

The first line (Eq. (6.8a)) represents the synaptic integration of all active axons impinging

on neuron j at time t. The term Ai(t) is the binary-valued input spike arriving from the ith axon

at time t; wi, j is the binary-valued synaptic connection between axon i and neuron j; and sGi
j is

the synaptic weight between axon i and neuron j. This last term is particularly interesting as

each neuron presents four 9-bit signed integer configurable weights. Therefore, an axon can be

configured to be one of four types, and this defines which of the four possible weight values –

individually in each neuron it is connected to – will be integrated if the axon is active.

The second line (Eq. (6.8b)) represents the leak integration, where λ j is a 9-bit signed

integer. Depending on the value of c j, the leak can be deterministic (c j = 0) or stochastic (c j = 1).

When c j = 0, the value of λ j is integrated in the membrane potential. On the other hand, when

c j = 1, the stochastic function F(λ j) = |λ j| ≥ ρ defines if a leak of value sgn(λ j) is integrated;

the value of ρ is a sampled uniformly distributed 8-bit integer. In this manner, a stochastic leak

can only take on values of +1 or -1. However, the value of L in the digital neural sampler (refer to

the algorithm in Subsection 6.2.1) can take on much larger values. How to implement stochastic

leaks greater than 1 on TrueNorth will be explained in Section 6.3.2.

The last line (Eq. (6.8c)) compares the integrated membrane potential with the threshold,

which has a base value of α j and a uniformly sampled value of η(M j) ranging from 0 to 2M−1.

Therefore, if Vj(t) is equal to or surpasses the threshold, the neuron spikes and its membrane

potential is reset to R j. Using the TrueNorth system as a basis for digital neural processing, the

next section shows how an approximation to the Gibbs Sampler can be obtained using these

neural properties.
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6.3.2 Gibbs sampling with TrueNorth neurons

Neural sampling can be realized on the TrueNorth system by means of the algorithm

described in Subsection 6.2.1. The first step of the algorithm is to set the initial membrane

potential of the neuron (Vinit in the algorithm) to the equivalent value of the argument of the

logistic function. This is realized in TrueNorth by appropriately activating the axons of neuron j

at time t = 1 to produce the desired membrane potential (Vj(1) = Vinit in Eq. (6.8a)). The neuron

is then free to run (no axon activity) during a sampling time window, TS, defined in number of

1 ms time steps (“ticks”), during which a stochastic additive leak is applied and the updated

membrane potential is evaluated at every tick. If the neuron’s membrane potential is greater than

or equal to the stochastic threshold (i.e. the neuron spikes) at least once during TS, the binary

state of the equivalent RBM unit is set to 1 (i.e. the RBM unit spikes).

For adapting the algorithm in Subsection 6.2.1 to TrueNorth, the stochastic threshold can

be directly modeled by setting the appropriate values of αr and Mr for TrueNorth neuron r. The

stochastic leak, on the other hand, cannot be directly mapped for absolute leak values greater

than 1. An alternative to this is to use an additional neuron l (which we refer to as “leak neuron”)

to act as the stochastic leak for neuron r. For this, the parameters of neuron l are set to cl = 1,

λl =+128, αl = 1, Ml = 0, and Rl = 0. Therefore, neuron nl naturally spikes with probability

p = λl/255≈ 0.5, because it leaks sgn(λl) = +1 with this same probability and the threshold is

set to αl = 1. After spiking, it is reset to Vl = 0 and will present the same behavior in the next

tick. If we then connect the output of neuron l to an input axon (of type i) of neuron r and set the

memory position sGi
r equal to the leak value L, we will obtain the desired spiking behavior.

In the algorithm, the state of the RBM unit is equivalent to that of the spiked variable.

However, in the TrueNorth implementation multiple spikes may be produced by sampling neuron

r during TS. A solution for this is to create a so-called “refractory effect” using an additional

neuron k. What this additional neuron essentially does is count how many spikes are received

from neuron r. For this, neuron k is configured with threshold αk = 1 and its membrane potential
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set at the start of the sampling phase (i.e. at the same moment neuron r is set to Vinit) to, for

example, −TS. By incrementing the membrane potential by 1 for every received spike from

neuron r, the membrane potential of neuron k will only be larger than −TS if at least one spike

was received. Therefore, after TS has expired, we inject an axonal event of +TS into neuron k,

which, due to the unit-valued threshold, will cause it to spike if at least one spike was produced

by neuron r during the sampling phase.

An example comparing the scaled ideal sampler (σ(x/s), with s = 50) with the TrueNorth

realization (TS = 8, stochastic threshold ranging from 79 to 590, and stochastic leak of 49) is

presented in Fig. 6.7.
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Figure 6.7: Logistic sampler using TrueNorth neurons. The plot shows a faithful representation
of the scaled logistic spiking probability produced by the TrueNorth neural sampler.

It was shown that the argument of the logistic function (x in Eq. (6.2)) is modeled as the membrane

potential of the neuron. Since TrueNorth neural membrane potential takes on only signed integer

values, and the logistic function has a dynamic range between approximately −6 and +6, it is

necessary to apply a multiplicative scaling factor, s, to the RBM weights and biases to increase

the dynamic range of the neural logistic sampler realization. As a result of this scaling, the neural

sampler must be realized with appropriate values of TS, Vth, M, and L to enable the RBM to sample

with high precision from the logistic probability distribution. Figure 6.7 shows a very accurate

representation of the scaled logistic (σ(x/50)) spiking probability produced by the TrueNorth

neural sampler.
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In sum, the outset of a single RBM unit can be analyzed as capturing the dynamical

behavior of two coupled DTMCs run for a time interval of TS, which are used to set a threshold

flag (spiked). Two TrueNorth neurons (r and l) are used to form the DTMCs, along with a third

neuron (k) used for verifying if the threshold flag has been triggered, after TS has expired (thus,

the “refractory effect”). The combination of all of this comprises an RBM unit.

6.3.3 Sparse connectivity

The all-to-all connectivity between layers in the RBM algorithm implementation has to

be adapted to the available connectivity in hardware. The 256-input cores in TrueNorth present a

constraint for the 784-pixel images used in the hand-written digits pattern completion application

described in this chapter, where each hidden unit, in a standard RBM implementation, is connected

to all 784 visible units. A viable solution is to use a patching scheme over the original image

[161], thus reducing the area of the image “observed” by each hidden unit. Reciprocally, since

the generative RBM presents feedback from the hidden layer to the visible layer, the quantity of

hidden units should also be selected in a way as to reduce the number of units “observed” by the

visible units. Fig. 6.8a shows how a patch (yellow) is formed by an 8x8 pixel window over a

binarized MNIST image. It is important to note that the spatial structure of the images can be

exploited for this sparsity scheme, however it may not be the case for non-visual tasks or even

higher layers of DBNs, where possibly different patch selection techniques may be required.

(a) (b)

Figure 6.8: Sparsity structure in RBM. (a) Illustration of an 8x8 pixel patch (in yellow). (b)
Sparsity can be seen as applying a mask over the network’s weight matrix during offline training.
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In [161], square patches of size p× p were randomly placed over the input image, with all

the visible units belonging to a patch connected to a single hidden unit. Though this resulted in

reduced network connectivity, for a physical implementation with fan-in constraints a systematic

patching scheme is necessary to produce a well established maximum number of units observed

in each layer. The systematic patching is particularly important for the generative model due to

the feedback from hidden to visible units during inference (details of generative RBM operation

are given in Section 6.5). If, for example, patching were performed randomly, a visible unit

could possibly be captured by more than 256 patches, making this fan-in unfeasible on TrueNorth.

Therefore, we applied an overlapping, yet deterministic, patching scheme developed for the

generative RBM realization. The method uses patches with p2 pixels which are formed by

“sliding” a square window over the N2-pixel image and forming a new patch at every new position.

The total number of overlapping patches produced using this method is defined by:

patches = hidden units = (N− p+1)2. (6.9)

A patching scheme implemented in this manner can be interpreted as applying a mask,

Wmask, over the RBM’s weight matrix, where 0’s and 1’s in the mask represent, respectively, no

connection and presence of connection between visible and hidden units. The mask is applied

during the offline RBM training and the resulting sparse weight matrix is then used for mapping

the RBM onto TrueNorth. In Fig. 6.8b, the sum of column values in each row of Wmask represents

the number of hidden units observed by each visible unit, and the sum of row values in each

column represents the number of visible units observed by each hidden unit. With this systematic

patching, the bounds of the sums (both in rows and columns) are well-defined. Patching can be

seen as a regularization on the weights of the RBM, forcing many of them to be null. The effect

of the different possible patch dimensions on the generative performance of the RBM will be

verified in Subsection 6.4.3.
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6.4 Quality metrics of digital neural sampler

and sparse network

The following subsections present quantitative analyses of the impact of the adaptations

demanded during the mapping of the original RBM algorithm onto TrueNorth. First, the im-

pact of quantization due to digital hardware data representation is verified. Second, the effect

of approximate logistic sampling using the digital neural sampler is analyzed. Lastly, due to

non-viability of all-to-all connections between neurons in TrueNorth, we analyze the impact of

sparsity in network connectivity. For the neuromorphic adaptations, the generative performances

are verified using the Kullback-Leibler (KL) divergence and Annealed Importance Sampling

(AIS), which are briefly explained next.

Kullback-Leibler divergence. KL divergence is a measure of the difference between

probability distributions. The probability distribution of an RBM is defined by Eq. (6.1), with the

denominator of this equation (i.e. the partition function) demanding a countable normalizing sum

of all state probabilities for computation. Therefore, since we want to compare the performance of

the samplers versus exact probability distributions (computed by Eq. (6.1)), only small networks

with tractable partition functions can be analyzed. KL divergence is particularly important for our

analysis of the digital neural sampler and, though we cannot directly extrapolate values of this

measure to larger networks, the results aid in identifying expected performance for each sampler.

KL divergence is defined by the following equation [36]:

DKL(P||Q) = ∑
i

P(i) log
P(i)
Q(i)

, (6.10)

where P and Q are two probability distributions, and DKL is always non-negative. The state of

the system is defined by i. For our experiments, P was defined as the distribution obtained in the

experiment and Q as the true distribution.
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Annealed Importance Sampling. AIS is an algorithm used to estimate the log proba-

bility of a generative model [125, 150], where larger values indicate higher likelihood that the

model generated the data. For high-dimensional models, such as RBMs, where calculation of

the partition function is intractable, the AIS algorithm is very useful as it performs a stochastic

estimation of the partition function to compute the log probability of the model with respect to the

data. Therefore, the AIS algorithm will be used for validating the generative performance of the

sparsely connected network by verifying the patch size which produces the largest log probability.

It is worth noting that, though the following experiments demanded only a single

TrueNorth core for realization, the complete RBM network demands many more cores. The

complete RBM architecture implemented on TrueNorth is detailed in Section 6.5.

6.4.1 Quality of data quantization

The effect of data quantization can be verified by comparing the quantized samplers to

the ideal. The weights and biases can be quantized by realizing the following: multiply their

values by a scaling factor (s), then round the result to the nearest integer, and finally divide the

second result by s. The KL divergence of the network with quantized versus exact (high precision)

weights was computed over 1000 experiments, each consisting of randomly generated weights

and biases for a network with 5 visible and 5 hidden units. For these, based on experimental

results of weights and biases from previously trained RBMs, the values were sampled from the

following normal distributions: weights ∼ N(−0.05,1.6e−3), visible biases ∼ N(−0.3,1), and

hidden biases ∼ N(0.5,2.25). The KL divergence results of quantized versus non-quantized data

are shown in Fig. 6.9, including a box plot of KL divergence for s = 15−100. A saturation point

can be seen around s = 50. It is important to note that very large values of s are beneficial for

the algorithm, however they can be costly in terms of hardware resources (cores, in the case of
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TrueNorth), since more neurons and longer accumulation times will be required for mapping

larger values of weights and biases (explained in Section 6.5).
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Figure 6.9: Generative performance versus quantization. Saturating KL divergence measures
can be observed (more closely in the inset plot) as the scaling factor reaches s = 50.

6.4.2 Quality of the digital neural sampler

The scaling factor impacts the resource usage of the system and it also impacts the latency

– by increasing the accumulation time (refer to the spike processing flow example given in the

Appendix). The other parameter which also affects latency is the sampling time window (TS).

Thus, when neural samplers present the same generative performance, the selected configuration

will naturally be the one presenting the lowest TS. Additionally, when selecting the neuron

parameters (the “sampler configuration”), one important aspect of TrueNorth neurons that should

be taken into account is the membrane potential range. From Eq. (6.8c), we can observe that

the upper bound (i.e. positive saturation) value of membrane potential is defined by the sum

α j +η(M j). Therefore, for our analysis, we have chosen configurations with this sum close to or

surpassing the upper bound of the dynamic range of the sigmoid function (≈ 6× scaling factor)

while still presenting adequate sigmoid fitting.

To begin the neuron parameter selection, we first fix the scaling factor, then the quality
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of the digital neural sampler can be verified by sweeping over values of sampling time window

(TS) and neuron parameters (Vth, M, and L) to, ideally, overlap with the sigmoid. The best fit

was found for each TS value by performing a parameter search to reduce the mean squared error

(MSE) between the ideal (scaled) logistic function and the curve produced by the neural sampler.

For our experiments, five configurations were chosen, with the TrueNorth neuron parameters

of the configurations (G1-G5) shown in Table 6.1. The MSE of each versus the ideal logistic

function is presented in the rightmost column.

The generative model performance for these configurations was determined by means

of average KL divergence of the model, and also the ideal logistic sampler (using Eq. (6.3)),

versus the true distribution (computed by Eq. (6.1)), over 10 randomly sampled networks (5

visible and 5 hidden units), with 15 experiments run for each network, and each experiment

consisting of 105 samples. Fig. 6.10 shows the average KL divergence results of the different

parameter configurations. The smaller plot in this figure is a boxplot of the 150 (10 networks ×

15 experiments per network) KL divergence values at sample 105. Naturally, the configurations

with lower MSE also presented lower KL divergence, with G3 and G4 practically overlapping.

A comparison of the normalized (i.e. all values divided by the worst case = model G1)

MSE and KL divergence (at sample 105) is shown in Fig. 6.11. Though the results for both

measures were not identical – for example, the MSE for G4 and G5 were basically identical,

yet the KL divergence for G5 showed a slight improvement –, the figure clearly shows similar

trends for both measures. Thus, these results indicate that using the DTMC analysis of the

Table 6.1: Neuron configurations for neural sampler analysis.

Config. Scaling factor TS Vth M L MSE
G1 50 1 0 7 125 0.4878
G2 50 2 0 8 100 0.1311
G3 50 4 66 8 77 0.0741
G4 50 8 79 9 49 0.0412
G5 50 16 186 9 36 0.0415
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Figure 6.10: Generative performance of neural Gibbs samplers. The experiments are realized
by drawing samples from networks with 5 visible and 5 hidden units. As more samples of
network state are drawn, the underlying distribution can be better represented, approximating
closer to the true distribution (observed by the decaying KL divergence measure).

sampler combined with the MSE measure can be a powerful tool for quick access to estimating

the generative performance of a sampler. For the generative RBM implementation on TrueNorth,

configuration G5 was chosen due to slightly better KL divergence results.
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Figure 6.11: MSE and KL divergence of neural Gibbs samplers. The results were normalized
by the values produced by the sampler with configuration G1.

As was mentioned in the end of Section 6.2, the DTMC computations of the neural

sampler can be very useful when simulating the network dynamics. Instead of having to simulate

every step of the neuron during the sampling time window (TS), we can simply use the spiking

probability curve obtained from the DTMC as the neuron’s transition operator. In other words,
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the probability of spiking after TS can be extracted from the curve and this value is then compared

to a uniformly-sampled number between 0 and 1. Though this does not affect in any sense

the operation of the neural sampler algorithm (and cannot be used in practice), it speeds up

simulations considerably.

6.4.3 Quality of the sparse network

Since sparsity is difficult to evaluate in small networks, the generative qualities of the

sparse RBM were verified by means of the AIS measure of a network with 784 visible and 500

hidden units, pre-trained using the MNIST dataset. In a related vein, reference [161] shows

how a sparsely connected RBM can produce a more noise-tolerant model for classification. For

our application, sparsity is actually necessary for reducing the fan-in of each neuron, which, in

TrueNorth, is limited by the 256-input cores. The patching scheme proposed for the generative

RBM, described in Subsection 6.3.3, takes into account the feedback from hidden to visible

units. With this method, as illustrated in Fig. 6.8b, the patch dimension (p) defines the maximum

number of connected units in both directions (i.e. visible→ hidden and hidden→ visible).

AIS measure versus patch dimension results are shown in Fig. 6.12. For low p values,

lower log-probabilities were produced on account of less information captured by each patch. For

large p values, the log-probability is also lower on account of less number of hidden units (refer

to Eq. (6.9)) in the network. Given the performance results of the model, for the generative RBM

implementation an optimal patch size of 8×8 was chosen, resulting in (N-p+1)2 = (28-8+1)2 =

441 hidden units.

6.5 Generative RBM architecture on TrueNorth

The generative RBM was mapped on TrueNorth by developing a modular 3-stage architec-

ture, where each combination of these three stages represents the transition between RBM layers.
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Figure 6.12: Generative performance versus sparsity. The optimimal patch dimension of p = 8
was used for the RBM implementation on the TrueNorth system.

The diversity of configurable parameters present in TrueNorth is critical to the realization, with

particular neuron types, connectivity strategies, and reset modes in each stage. The physical con-

straints of TrueNorth – particularly 256 axons and neurons per core, only 1 destination axon per

neuron, and 4 distinct weights per neuron – defined the design flow of the RBM. The architecture,

composed of stages (1) refractory-and-splitter, (2) quantization and (3) accumulate-and-sample,

is illustrated in Fig. 6.13a.
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Figure 6.13: The TrueNorth RBM. (a) The 3-stage architecture used to distribute spike events
(splitter), produce the desired membrane potential, and realize the sigmoid sampling. (b) The
generative model structure, formed by combining two 3-stage blocks and including the feedback
between layers. (c) Example of a pattern completion task where the digit “6” is incrementally
reconstructed.

The generative application implemented was a pattern completion task of a corrupted

MNIST image. The signal flow in the TrueNorth RBM is illustrated in Fig. 6.13b, where each
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row is a 3-stage module and the blue and red blocks represent information related to visible and

hidden units, respectively. Note the second stage in each module contains both colors, since this

is the transition between visible and hidden layers, i.e. where the arguments of p(v|h) and p(h|v)

are computed. Finally, the data flow for the application is represented in Fig. 6.13c. For this task,

part of an image of the digit “6” (not used during training) was removed, and the figure shows the

first 3 reconstructions based on the partial data. Lastly, an example of spike processing flow using

the 3-stage architecture, with precise timing of each stage, is given in the Appendix.

6.5.1 Stage 1a: Splitter

Stage 1 serves a dual role in the system: (1) a splitter for input signals in the respective

RBM layer and (2) a refractory effect of the neuron. Since each RBM unit in the visible/hidden

layer is connected to multiple units in the hidden/visible layer, along with the fact that TrueNorth

neurons present only one-to-one connections (i.e. each neuron can only target a single axon

on the entire chip), a signal splitter is necessary to create the RBM’s one-to-many connections.

Therefore, stage 1 generates the required number of replicas of an RBM unit to be used in the

quantization stage. Fig. 6.14a illustrates a splitter core used for generating the necessary number

of replicas of each of the visible units. By setting each synaptic weight equal to +1 and configuring

each neuron with threshold also equal to +1, every time an incoming spike arrives at an axon in

stage 1 it will send this spike to multiple neurons, which, in turn, will spike and “split” it to many

destinations (axons). The refractory effect function of this stage and the two control signals (C+

and C−) are discussed later in Subsection 6.5.4.

6.5.2 Stage 2: Quantization

In TrueNorth, the weight of connections between axons and neurons can be configured

with two constraints: the weights between axons connected to a given neuron are allowed to
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Figure 6.14: Example of TrueNorth RBM stages: (a) Refractory-and-Splitter, (b) Quantization,
and (c) Accumulate-and-Sample. The black circles in the crossbar indicate the existence of
synaptic connections, while the blue values represent the weights. Stage 1 is used basically for
“splitting” the spikes to multiple axons, along with creating a refractory effect for frame alignment
of the RBM algorithm. Stage 2 creates the precise weights and biases to be accumulated in the
neurons of the next stage. Stage 3 performs the logistic sampling; this stage uses “leak neurons”
for producing leaks with value greater than 1.

have only 4 different values; and each axon is configured as one of 4 types, reflecting on which

of the 4 weights will be used for the connection between the axon and the respective neuron

[12]. The first constraint limits the number of different possible weights, while the second limits

the “reutilization” of axons between neurons. This is because an axon can be used amongst two

neurons only if the weight stored in each neuron’s memory position – defined by the axon type –

is the desired synaptic weight for each of these connections. Several methods proposing the usage

of low-precision weights and biases in artificial neural networks have been developed [121, 159],

however these methods target only discriminative models. As was observed in Figure 6.9, a large

scaling factor (i.e. high precision) is critical for obtaining satisfactory generative performance

in RBMs. Since the precision and diversity of weights and biases demanded by the generative

RBM cannot be directly represented by the TrueNorth memory structure, a quantization stage is

therefore necessary to realize the connectivity between RBM units.

The representation of individual RBM weights and biases was achieved by using a

collection of neurons in stage 2, each with its own weight, which together can produce the desired

membrane potential (i.e. the equivalent argument of σ(x)). For this, linear-reset, unit-threshold
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neurons are used [12], and they operate by decrementing their membrane potential by 1 every

time they spike, continuing to do so while the value is above zero. In this manner, the collective

activity of many stage 2 neurons encodes the RBM weight/bias, while stage 3 will be used to

accumulate the spikes from these many neurons into a single neuron.

The quantization of weights and biases is done by selecting a maximum accumulation

time (TA), which will be the largest value of membrane potential a stage 2 neuron can reach. In

other words, every input spike into stage 2 axons will charge the membrane potential of each

quantization neuron up to at most TA, after which they will freely operate, with spiking activity

guaranteed to cease in a maximum of TA ticks. Fig. 6.14b exemplifies a stage 2 core with TA=8 and

visible units v1, v2, and v3 connected to hidden unit h1 with weights +7, -12, and -2, respectively.

Since TA is a user-defined value, intuitively we would select the lowest value possible as to

reduce the overall latency of the system. However, depending on the number of weights to be

mapped and their specific values, attempting to use smaller values of TA will exceed the number

of available neurons in a core. Note that the sign for the negative weights is actually positive, for

stage 2 only takes into account the intensity (absolute value) of the connection between units,

independent of being excitatory or inhibitory. The actual sign of the connection is taken care of

in stage 3. Lastly, since bias values are independent of neuronal activity, these are realized by

sending an external spike event to the bias axon (bh1=10 in Fig. 6.14b) each time the activation of

a given RBM unit neuron is to be computed.

6.5.3 Stage 3: Accumulate-and-Sample

Stage 3 is used to accumulate the activity of the quantization neurons into a single neuron,

which will then be sampled (as described in Subsection 6.3.2). Prior to accumulation, the

membrane potentials of the stage 3 neurons are initialized to zero. Then, during the first time

window (TA), stage 3 neurons accumulate spikes from stage 2 neurons to form a membrane

potential equivalent to the argument of the logistic function. The neurons used in stage 3 have a
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non-resetting property to prevent clearing the membrane potential during the accumulation phase.

This is followed by the time window TS, during which the stochastic threshold and leak properties

of the neuron are used for sampling from the logistic probability distribution. During this second

time window, if the neuron’s membrane potential surpasses the threshold, the neuron may spike

multiple times since it is configured as non-resetting. For the spikes to correctly represent a

sample from the logistic function, the refractory stage is necessary to register a maximum of 1

spike event per sampling window, and is described in the next subsection.

An example of a stage 3 core crossbar configuration is shown in Fig. 6.14c, with the

sign of the RBM weight/bias now included in the synaptic weights. Note the use of recurrent

connections from additional neurons to realize the stochastic leak. These additional neurons are

necessary because an internally generated stochastic leak (for example, in neurons h1, h2, and h3)

can only assume an absolute value of 1. Since our digital neural sampler implementation usually

demands larger values of L, the “leak” neurons were created with threshold of 1 and internal

stochastic leak sampled from a Bernoulli distribution with p ≈ 0.5 (refer to Subsection 6.3.2).

In this manner, there is approximately 50% chance of these “leak” neurons spiking at each tick,

thus generating a spike event to their respectively associated neuron (h1, h2, etc.), which can be

connected with a user-defined synaptic weight of L > 1.

6.5.4 Stage 1b: Refractory effect

As was discussed in Subsection 6.3.2, for the multiple spikes from the accumulate-and-

sample stage to be converted to a single spike event – which represents a sample from the logistic

probability distribution –, stage 1 neurons were configured to produce a “refractory effect”. What

essentially occurs in stage 1 is a delayed propagation of the spiked variable (in the digital neural

sampler algorithm in Subsection 6.2.1), whose value is dependent on spikes from the previous

RBM layer’s stage 3. This delayed response after TS has expired, therefore, results in a “frame

alignment” (in the same 1 ms time step) of RBM unit samples to subsequent layers and guarantees
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precise operation of the generative RBM algorithm.

The refractory effect is obtained in TrueNorth by configuring stage 1 splitter neurons

with a negative saturating membrane potential. The membrane potential of stage 1 neurons are

initialized to the negative saturating value C−, with |C−| ≥ TS, at the start of the sampling phase

of stage 3 in the other RBM layer. Every incoming spike in stage 1 will cause the membrane

potential of its associated neuron to increase by 1. After TS, the membrane potential of the stage 1

neurons are incremented by C+ (= |C−|), causing the neurons which received at least one spike to

cross the threshold and simultaneously generate (“frame alignment”) a spike to the subsequent

stage 2.

6.6 Results

For realizing the generative model – the MNIST pattern completion task detailed in

Section 6.5 – on TrueNorth, an RBM with 784 visible units and 441 hidden units (generated

by using 8×8 patches) was trained offline using the persistent Contrastive Divergence (PCD

with k=1) algorithm [164]. The network was trained for 20 epochs, with each epoch consisting

of randomly shuffled mini-batches of size 100 of the 60,000 MNIST images, while the pattern

completion tasks used images from the test set (i.e. images not present in the training set). The

generative task demands a sampler with high fidelity with respect to the ideal sampler. To achieve

this, the parameters were selected according to the criteria outlined in Section 6.4: scaling factor

= 50, TS=16, stochastic leak = 36, and stochastic threshold ranging from 186 to 697. The choice

of the scaling factor directly impacts the RBM weight and bias magnitudes. To map these weights

in stage 2, a trade-off is necessary between the accumulation time and the quantity of neurons

and cores demanded by the application. Therefore, a compromise value of TA=32 was selected

for the mapping. With these parameters, a new RBM image is sampled at every 100 ticks (= 0.1

seconds).
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6.6.1 Resource utilization and power estimate

Using the design automation strategies given in the Appendix, the generative RBM was

realized with 865 cores, representing 21% of the total number of cores on TrueNorth. Table

6.2 shows how applying the optimization strategies 1.2, 2 and 3 drastically reduced the core

utilization.

Table 6.2: Core utilization results based on optimizations.

Case Strategies # of cores Chip utilization
1 none 2956 72.2%
2 1.1, 2, 3 906 22.1%
3 1.2, 2, 3 865 21.1%

In Figure 6.14, it was shown how each RBM unit is actually formed by 3 TrueNorth

neurons (stochastic leak, stochastic threshold, and “refractory effect”). However, the final

implementation of the 784+ 441 = 1225 RBM units consisted of 865 cores, with a total of

135k mapped TrueNorth neurons. This number is mainly due to the splitters and to the stages

needed for weight and bias quantization, representing 82% of the total neurons used. Virtually

all of the remaining neurons were used for the control signals for the system operation, while

the digital neural samplers – which represent the RBM units per se – used up only 0.5% of

the mapped TrueNorth neurons. In practice, this results in a ratio of 110 TrueNorth neurons

required to implement each RBM unit, and shows how generative models implemented on

high dimensional datasets incur a considerable overhead due to the aforementioned hardware

constraints. Nonetheless, given the network size (784 + 441 RBM units), image patch size (p = 8),

and accumulation (TA = 32) and sampling (TS = 16) times, we conservatively estimate a power

consumption of 5 mW for the optimized TrueNorth generative RBM (case 3 in Table II). This

results in an estimated 0.5 mJ of energy consumed to generate each MNIST image sample.

155



6.6.2 Pattern completion outputs and metrics

Example outputs of the pattern completion task are shown next. In Fig. 6.15a, one

example output for each of the ten digits is presented: the first column is the original data (“O”),

the middle column is the corrupted (“C”) image sent into the TrueNorth RBM, and the third

column is the reconstructed (“R”) output after 50 RBM samples (= 5 seconds). These images

were chosen to represent positive results, while Fig. 6.15b shows images whose reconstruction

was not ideal. Lastly, Fig. 6.15c illustrates a sequence of reconstructions for a corrupted image of

the digit “6”; the sample number is indicated above each image. A decent reconstruction sample

could be obtained after about 4 seconds; however, with an earlier sample we could possibly

confuse the “6” with a “5”. Note that the non-occluded pixels in each image are “clamped”, while

the remaining pixels (i.e. the ones which complete the missing part of the image) are free-running.

O C R O C R

(a)

O C R

(b)

0 5 10 15 20 25 30 35 40 45 50

(c)

Figure 6.15: TrueNorth pattern completion task outputs. Positive (a) and negative (b) recon-
struction results. Reconstruction of the digit “6” in (c), with the sample number indicated above
each image.

Depending on the percentage of image occlusion (“corruption”), the RBM may or may

not be able to reconstruct a satisfactory representation of the original image. Therefore, we
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performed experiments with different image occlusion percentages and measured Hamming

distance (HD) – identical to the number of incorrectly reconstructed pixels in this case – at

the 50th RBM reconstruction sample for 1,000 test images. The mean value of the HDs was

normalized according to the number of non-occluded pixels in the image. The results, illustrated

in Fig. 6.16, show that the reconstructive performance of the neural sampler nearly matches that

of the ideal sigmoid sampler.

Figure 6.16: Sampler generative performance analysis in terms of incorrectly generated pixels
(Hamming distance). The distances were normalized by the number of non-occluded pixels in
the image.

Lastly, the mean HD for the TrueNorth RBM can be verified throughout the reconstruction

process. In Fig. 6.17, convergence to the mean HD value for 35% image occlusion (dashed black

line) occurs after about 10 RBM reconstruction samples. This result is important to define the

practical time expenditure demanded for the generative task of MNIST image reconstruction.

6.7 Spike processing flow in the TrueNorth RBM

An example of the spiking activity flow between RBM layers is shown in Fig. 6.18, where

the following parameters were used: TS=10, TA=8, C−=-30, stage 3 stochastic threshold ranging

between 10 and 17 and stochastic leak of +3. In the example, the x-axis denotes time (in 1 ms

ticks) and the y-axis denotes the value of the membrane potential (Vmem). The blue line is the
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Figure 6.17: Normalized Hamming distance during reconstruction of 35% occluded image
on the TrueNorth RBM. The quality of image reconstruction converges after about 10 image
reconstruction samples.

neuron’s membrane potential, the solid red line is the saturation level, the dashed red line is the

threshold, and the red circles represent spike events.

The sequence of events (the letters) presented in Fig. 6.18 are detailed below:

(a) Time=2. Stage 1 neurons are initialized to C−, after which they begin accumulating spikes

from stage 3 neurons of the other RBM layer. (b) Time=10. After TS, the C+ signal is applied,

and every neuron which captured at least one spike from stage 3 neurons crosses the threshold=1.

(c) Time=11. As C+ is applied, spike events from stage 1 neurons are transmitted to stage 2 axons.

In this example, the stage 2 neuron is charged to a membrane potential of 6. (d) Time=12-17.

The linear-reset stage 2 neurons continuously produce spike events to stage 3 axons until their

membrane potentials return to zero. (e) Time=13. At this moment, the stage 3 neurons begin

accumulation for TA ticks. (f) Time=21. After the stage 3 neurons have accumulated their

membrane potentials to the desired values, the sampling phase begins. The stage 1 neurons of the

other RBM layer are initialized to C−; the stochastic threshold and leak come into effect at stage

3. (g) Time=31. After TS ticks, the stage 3 neurons are reinitialized.

The example shows the complete sampling procedure of an RBM layer in the TrueNorth

implementation. In stage 2, weights and biases are converted from membrane potential values to

spikes, which are accumulated in stage 3 until the appropriate membrane potential is formed (i.e.

has been grouped into a single neuron) at the start of the sampling phase. The two TrueNorth
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Figure 6.18: Example of spike processing flow in the TrueNorth RBM. Stage 1 realizes two
functions: refractory effect in (a) and (b), and splitter (spike distribution) in (c). Stage 2 quantizes
the weights between RBM layers in (c) and (d), producing the desired membrane potential
for stage 3 to sample from. Stage 3 accumulates the spikes from stage 2 linear-reset neurons
between (e) and (f), and the sampling procedure is performed between (f) and (g).

neurons in stage 3 comprise the coupled DTMCs used in the neural sampler. The stage 1 neurons

produce the delayed spike response (“refractory effect”) in the subsequent RBM layer, which

constitutes a sample from an RBM unit. Therefore, in this example, a new sample is produced

in an RBM layer at every (TA +TS +2) = 20 ticks; 2 additional ticks are necessary for control

signals. The entire process of producing a new sample of the visible units – the output of the

generative RBM – would then take 2×20 = 40 ticks (= 0.04 seconds).

6.8 Design automation

TrueNorth system configuration can be realized using the object-oriented Corelet Lan-

guage, which is an abstraction for representing the network of neurosynaptic cores [8]. The

developed design automation procedure consists of creating systematic data structures, origi-

nating from the RBM weight and mask matrices, RBM biases, and user-defined parameters,

which include: accumulation time (TA); sampling time (TS); data scaling factor (s); and sampler

stochastic threshold and leak. Once these have been defined, the automation procedure produces

an optimal configuration of cores which minimizes the number of axons and neurons used for the

RBM realization. Three optimization strategies were created, where strategies 1.1 and 1.2 are

mutually exclusive, yet they can be combined with strategies 2 and 3. Note that all considerations
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for hidden units are also valid for visible units.

Strategy 1.1: The first strategy involves establishing the number of neurons required for

mapping each RBM weight and bias. Without optimization in stage 2, the number of neurons

n j used when quantizing the weight between the visible units observed by hidden unit h j can

be computed by n j = ∑idw ji/TAe. This direct method of mapping weights and biases does not

take into account the fact that possibly many stage 2 neurons present low weights, which will

cause them to complete spiking (during the accumulation phase) before neurons which represent

higher values, such as weight TA. Since the network must always go through TA ticks during

the accumulation phase, it would be more efficient to try to connect a given neuron to as many

possible axons, provided the total synaptic weight is guaranteed not to exceed TA. In the limiting

case, neurons which map weights -1 and +1 can have up to TA axons connected to them.

Though this first strategy benefits the core utilization considerably, better optimizations

are possible. This is because the order in which the RBM weights are chosen to be mapped

in stage 2 is defined by the user, yet different mapping sequences may utilize less cores. For

example, suppose TA=4 and the weights to be mapped are 1 through 6 for visible units v1 through

v6, respectively. If we were to map them in this order, a total of 6 neurons would be used (Fig.

6.19a). On the other hand, if we were to map in the reverse order (6 through 1), a total of 7

neurons would be necessary (Fig. 6.19b). Therefore, the order of weight mapping affects the core

utilization. Since the possible number of weight orderings to be analyzed is intractable, better

results can be obtained by using strategy 1.2.

Strategy 1.2: In this strategy, the weights closest to a user-defined value (which we call

the “central weight”) are mapped first. By sweeping through all possible central weights, an

optimal value can be empirically obtained. Fig. 6.20 shows the number of neurons used when

mapping the weights −20 through +20 with TA = 4. The red line is the number of neurons (120)

obtained with no optimization, while the black line is the number (110) when using sequential

mapping with weight neuron “reutilization” (i.e. strategy 1.1). The blue line shows the results for
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(a) (b)

Figure 6.19: Strategy 1.1 examples of stage 2 quantization. Depending on the order in which
synaptic weights are mapped, more (b) or less (a) neurons may be required to represent the same
weight value.

the central weight method (strategy 1.2). The reduction from 110 to 107 neurons when using a

central weight of 5, for example, is small (approximately 3%), though more significant reductions

are possible when this strategy is combined with strategies 2 and 3.

Figure 6.20: Optimization strategy comparison in terms of number of neurons used to map the
synaptics weights −20 through +20. The order in which the weights are mapped is defined by
which one is closest to the so-called “central weight”. An optimal central weight value can be
empirically obtained, defined by the least amount of TrueNorth neurons needed to represent the
specific weights being mapped.

Strategy 2: One final optimization can be performed in stage 2. When a hidden unit is

mapped, the number of remaining neurons in the core may be enough to map additional hidden

units. If this is the case, among the hidden units to be mapped, we select the one which has the

most number of visible units in common with the hidden units previously mapped in the given

core. This is because the patching scheme produces hidden units which may have some visible

units in common and, thus, specific units are capable of sharing axons. This strategy is naturally
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also valid when mapping visible units.

Strategy 3: Stages 1 and 3 can also be optimized via a greedy optimization method. For

stage 1, the algorithm selects the unit which uses the most number of neurons (replicas for axons

in stage 2), yet does not exceed the neuron limit in the core. If no unit can be mapped in the core,

the algorithm creates a new one, until all units have been mapped. For stage 3, the algorithm does

the same as for stage 1, now selecting the unit which uses the most number of axons (quantization

neurons from stage 2) without exceeding the axon limit in the core.

6.9 Discussion and Conclusions

In this work, we have shown the first generative RBM implementation on neuromorphic

hardware. For this, we followed a step-by-step procedure for producing the Gibbs sampling kernel

– the sigmoidal spiking probability – using digital spiking neurons and for mapping the generative

RBM algorithm onto a digital neuromorphic VLSI substrate. The neural sampler is an elegant

solution as it uses bio-inspired dynamics to simultaneously incorporate the logistic function

look-up and the comparison with a randomly generated number, which together represent a Gibbs

sample. A discrete-time Markov chain (DTMC) analysis of the neural sampler was performed,

resulting in a simplified method of obtaining the spiking probability without the need for long

neuron behavior simulations. The generative performance of the neuromorphic adaptations were

then verified using the Kullback-Leibler (KL) divergence and the Annealed Importance Sampling

(AIS) algorithm. We also showed how mean squared error (MSE), along with the DTMC, can be

used as an efficient method for obtaining insight into the sampler quality.

In the TrueNorth system, we followed a systematic development and implementation

process of a modular architecture, which can be used for realizing generative RBMs on a substrate

of digital neurosynaptic cores. The 3-stage architecture and the design automation procedure

provide a path towards automated neural network applications on brain-inspired processors for
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more complex inference tasks, such as natural image recognition and time series generation. We

presented a two-layered (i.e. visible and hidden layers) spiking neural network implementation,

however the modular characteristic of the architecture naturally lends itself to implementations

of deeper networks (DBNs). Also, the architecture of stages 1 and 2 with the associated design

automation procedure can even be used to realize other neural networks which are defined by

sparse weight matrices. We are currently working on new algorithms which incorporate more of

the hardware constraints during the training phase.

The developed architecture avails many of the features present in neuromorphic systems.

The spike flow of the 3-stage architecture developed for the TrueNorth RBM uses spikes for

communication between cores, propagating information between RBM layers. The number of

computations is also reduced in the neuromorphic scenario as only non-zero multiplications are

performed (i.e. only when a spike occurs does data processing take place), which is contrary to

what occurs traditionally for matrix multiplications in CPUs. Additionally, the sampler makes use

of stochastic neural properties to produce an approximate sigmoidal firing probability, necessary

for the RBM sampling procedure. Despite these positive features, information processing in the

network is somewhat sequential (i.e. basically two stages are being used at each instant), which is

mainly a result of the demand for high precision weights in the generative model combined with

a reduced number of weight values per neuron in the system. Inspired by the sampling methods

proposed in [134, 127], we are currently developing paths towards algorithms on TrueNorth

which incorporate the hardware constraints yet present a more continuous flow of spike processing

for inference.

Another important issue to address is the number of neurons and cores demanded for the

implementation. As we pointed out in Subsection 6.6.1, the splitters and weight/bias quantization

stages accounted for 82% of the total number of neurons used. The sampling procedure (i.e.

the actual RBM operation), on the other hand, consumed only 0.5% of the total. This perhaps

indicates that our implementation is not the most optimized solution for this problem, however,
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given the scarcity of the neuromorphic platforms that are currently open and disseminated to

the academic research community, we sought a viable solution which took into account the

constraints (for this specific application) in the system. Additionally, future neural processing

and sampling techniques can be coupled to the design strategies we have presented to produce

extremely optimized solutions on the TrueNorth system.

Along these lines, though the chapter uses the TrueNorth system as an example, the

methods we have followed for mapping the RBM network, in company with our practical means

of neural and network parameter selection, can serve as guidelines for implementations on other

neuromorphic systems. Besides the novelty of using the digital neural sampler in a generative

RBM application, a few examples of the overall relevance of our work to the neuromorphic

community include: (1) The scaling of the weights and biases, described in Subsection 6.3.2,

along with neural sampler parameter selection taking into account the scaling factor, is a strategy

that can (and, most likely, will) be used in any digital implementation of the network. (2) The

patching strategy, outlined in Subsection 6.3.3, is a crucial step when mapping densely connected

neural networks onto physical systems. Additionally, we showed how patching not only relaxes

the hardware demands, but also improves algorithmic performance. (3) The quality metrics

described in Section 6.4 are novel strategies applied in neural network implementations from the

hardware perspective. The methods we have applied using the KL divergence, the log probability

of the model (obtained through the AIS algorithm), and sampler MSE can be used for analyzing

multiple neural and network parameters in order to select the optimal configuration for any

neuromorphic system at hand.

In sum, our work seeks to show a path towards implementation solutions for future

complex neuromorphic applications, setting a placeholder for physically-implemented sampling-

based spiking neural networks.
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Chapter 7

Small-footprint Spiking Neural Networks

for Power-efficient Keyword Spotting

In the previous chapters, we focused mainly on methods of training spiking neural

networks (SNNs) using spike-timing-dependent plasticity (STDP). However, adjusting weights

using STDP typically requires either that neurons spike at high frequencies or that the data be

presented (and, thus, the network executed) for a long duration of time. In other words, the

networks must operate in a rate-based fashion, where spike times are important, but the total

number of spikes is what carries the meaningful information. This is very much analogous to the

behavior of artificial neural networks (ANNs), except that in rate-based SNNs the real-valued

output of an ANN neuron is “spread out” in time by means of multiple spikes. Conversely, SNNs

can also operate in a time-based fashion, where the exact spike time conveys all the information

being transmitted. Running SNNs in a time-based fashion is not only an elegant solution which

contrasts to ANNs, but has the added benefit of typically providing a more power-efficient

alternative due to simpler types of computations and sparse activity in the network.

In this chapter, we present a small-footprint SNN for the specific task of keyword spotting

(KWS), and compare the frame error rate performance and computational cost of ANN-versus-
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SNN alternatives. In this context, KWS is the triggering cue for the device to start “listening

in” on the uttered command. We targeted the application of KWS since this cue can originate

at any moment, thus KWS must be continuously performed, and so power-efficient solutions,

particularly in current mobile devices, are clearly of interest. Small-footprint KWS is typically

designed to directly detect the entire keyword (as opposed to sub-word components, such as

phonemes), with current low-power KWS solutions relying heavily on ANNs. The speech

recognition task is performed on six common words from the TIMIT speech dataset using fully

connected, feedforward neural networks. For the cost comparison, we designed a figure of merit

which takes into account the types of operations present in digital implementations of the different

types of networks. Lastly, we discuss the promising results for power-efficient KWS using SNNs,

particularly in the time-based domain, which shows equivalent accuracy performance yet with an

84% reduction in cost in relation to its ANN equivalent.

7.1 Background

Keyword spotting (KWS) is the task of detecting specific words or phrases in uttered

speech. While more robust speech recognition systems operate via construction of keywords

starting from sub-word components (e.g., senones or phonemes), simple KWS solutions are

typically designed to directly detect entire keywords and avoid the computationally expensive

recurrent neural networks [32, 149]. This greatly simplifies the resulting circuit, and very small-

footprint KWS can be achieved by removing the traditional hidden Markov model, thus combining

the acoustic and language models into a singly trained model [35]. Additionally, KWS on mobile

devices, for example, must take place in an online fashion (i.e. on streaming speech), and, given

the memory and power constraints present in these devices, typical applications consider detection

of only up to a few possible keywords.

At the forefront of alternatives for the singly trained models, artificial neural networks

167



(ANNs) and deep learning have paved the way for new small-footprint solutions, with feed-

forward networks being a popular option [32, 149, 35, 178]. While, though, there is increasing

interest in compact and power-efficient ANNs [73], neuromorphic engineering is a slightly

different line of research which focuses on borrowing concepts from biological neural networks

for, mainly, designing power-efficient solutions [75]. A common ground among neuromorphic

systems is the event-based communication and processing of neurons, resembling the binary

events, called spikes, elicited by real neurons in the human brain. This communication protocol

is largely responsible for the brain’s power efficiency, and is exploited for the same reasons in

neuromorphic systems.

While there is increasing interest in compact and power-efficient ANNs for deployment,

particularly, on mobile devices [88], neuromorphic engineering is a different line of research

which focuses on learning and borrowing concepts from biological neural networks [75]. Though

neuromorphic systems can vary greatly in terms of the neuron, synapse, and dendritic models

and their complexity, a common ground among these systems is the event-based communication

and processing of the neurons. Neurons in the human brain present internal dynamics in their

membrane potentials, and elicit binary events, called spikes, whenever these potentials cross a

certain threshold. Spikes propagate down the axon and arrive at the neuron’s synapses, where

neurotransmitters evoke changes in the destination neurons’ membrane potentials based on the

synaptic strengths, also known as weights, between the neurons. This communication protocol

is largely responsible for the brain’s power efficiency, and is exploited for the same reasons in

neuromorphic systems.

In contrast to traditional ANNs, neural networks devised to communicate using spikes are

known as spiking neural networks (SNNs). A neuron’s output value in an ANN is typically a real-

valued number; in SNNs, though the communication is done via binary events, the information

being sent by a neuron can be seen as a real-valued number in two different encoding mechanisms

[163]: (1) rate and (2) time. In rate-based SNNs (RB-SNNs), the number of spikes being sent
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during a certain time window represents the intensity of the value being transmitted – normally,

high firing rates represent high intensity values. On the other hand, time-based SNNs (TB-SNNs)

present a more elegant solution as the value being transmitted is encoded in the relative time

between spikes. TB-SNNs can normally be considered as a more interesting alternative in terms of

power consumption, as the network activity (i.e. the number of spikes being routed and processed)

is usually sparser than its rate-based counterpart. On the other hand, RB-SNNs are normally easier

to implement since they can approximate the behavior of ANNs by using mapping functions

which directly translate the parameters of a pre-trained ANN to the RB-SNN domain, and thus

conventional ANN training procedures can be used [147]. A TB-SNN tends to be more difficult

to train since its behavior cannot be directly approximated by a neural network using conventional

ANN training procedures, and so novel algorithms and learning rules must be devised [119].

In this chapter, we present and compare novel means of producing low-power keyword

spotting using small-footprint spiking neural networks. In Section 7.2, we give a brief overview of

the two types of SNNs and their particularities. Section 7.3 describes the KWS solution using fully

connected, feedforward neural networks, along with specific strategies used in our implementation.

This section also details the devised figure of merit used to compare computational cost of the

different types of networks. Section 7.4 presents the experimental results of our keyword spotters

on six common words from the TIMIT speech database, and compares performance and cost

metrics between the networks. Lastly, Section 7.5 presents final discussions and conclusions.

7.2 Spiking Neural Network Models

The advantage of using SNNs in digital systems as a substitute for ANNs lies in the

premise that the types of operations performed in SNNs are natively beneficial (in a general

sense) in relation to those performed in ANNs to realize the same task (with sufficiently similar

classification performance). The most clear benefit comes from the fact that SNNs do not require
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explicit multiplications since neural activations are binary events, reducing the activation-weight

products to simple accumulations (i.e. additions) in a neural variable (e.g., synaptic current or

membrane potential). On the other hand, since SNNs are dynamical systems, for each input data

sample the network must be executed for a certain number of time steps. Therefore, we must

search for a “sweet spot” where the cost of using multiple time steps per data sample demanded

by SNNs overcomes the computationally demanding multiplications present in ANNs.

Implementing RB-SNNs based on pre-trained ANNs is a fairly straightforward procedure

[147]. The bio-inspired neuron model typically chosen for RB-SNNs is the simple integrate-

and-fire (I&F) model – which possesses the membrane potential as its single neuron variable,

configured with subtractive reset [47]. In this mode of operation, the neuron acts like a delta-sigma

modulator and can better approximate an analog-valued output the longer its simulation time.

The ANN weights are then converted to RB-SNN equivalents using weight normalization [147].

Similarly to delta-sigma modulation, accuracy of a RB-SNN converges closer to that of its ANN

equivalent the higher the number of simulation time steps.

Time-based SNNs, on the other hand, require novel training procedures, as there is no

direct method of converting ANN weights to TB-SNN equivalents [119]. There are TB-SNNs

models which are trained in an unsupervised fashion – using, for example, spike-timing-dependent

plasticity [85]; however, these require an additional supervised component (e.g., support vector

machines) to be posteriorly trained outside of the network. We decided, though, to implement a

self-contained TB-SNN which can be completely trained in a supervised manner: the sparsely

active spiking neural networks (which we denote here as “SANs”) [119, 120]. SANs are multi-

layered, fully connected, feed-forward SNNs with the special property that, for each input data

sample, every neuron is allowed to spike at most once. The bio-inspired neuron model in SANs

is the integrate-and-fire neuron with leaky synapse (i.e. there are two neuron variables). Data

classification in SANs takes place by first converting the input feature values (for each data

sample) to single spike times – with early-occurring spikes representing high intensity values –
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and sequentially feeding the spikes into the network. As input spikes arrive at hidden neurons,

these update their synaptic currents and membrane potentials, possibly resulting in new spikes.

As the spikes propagate down the network, an output neuron (representing a class) will eventually

elicit a spike. Since every neuron in the network is allowed to spike at most once, and given that

the highest-valued output (i.e. the output that spikes first) represents the winner class, the network

can completely halt operation after the first output spike. The network is then reset and awaits

incoming spikes from the next input data sample.

7.3 Methods

7.3.1 KWS using feedforward neural networks

The automatic speech recognition pipeline for continuous KWS using ANNs is similar

to that in [32] and is illustrated in Fig. 7.1. The system is composed of three blocks: (1)

feature extraction, responsible for converting analog microphone input into 13-dimensional log-

filterbank energies (known as Mel-frequency cepstral coefficients – MFCCs); (2) feedforward,

fully connected neural network (FCNN), responsible for the actual classification task; and (3)

posterior handling, responsible for smoothening the output and generating posterior probabilities

of each class. MFCC frames are computed every 10 ms over a window of 25 ms, and concatenated

in order to capture the duration of entire keywords. The concatenated data, known as the sample

window, is fed into the FCNN, which processes the data and generates outputs for posterior

handling. In our implementation, this last block is simply a moving mode filter of the winner

classes produced by the FCNN based on each 10-ms input data sample; in other words, the winner

class that is most present inside the filter is the overall system output. The focus of our work is on

replacing the FCNN block from a traditional ANN to SNN equivalents.

Though the overall architecture is the same as in ANNs, there are slight modifications

required when replacing the FCNN block with a SNN. In the first block, there is an additional
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Figure 7.1: Feedforward keyword spotting system.

step required to convert the input features (i.e. MFCCs) into spikes. High intensity MFCCs are

converted to high firing inputs in RB-SNNs [147] and to early arriving input spikes in TB-SNNs

[119]. Additionally, after SNN simulation for a single input sample, the winner class in RB-SNNs

is the output neuron which spikes the most, while in TB-SNNs the winner is the output neuron

which spikes first. Note that this intensity-to-spike transduction is considered to take place offline

and is not considered in any of our analyses.

7.3.2 Generating training data from the TIMIT dataset

When designing a KWS system using feedforward neural networks, one of the most

important features is defining the number of MFCC frames to concatenate to use as input features:

this number should be large enough to capture the duration of all the keywords of interest, but not

too long as to capture unnecessary information – which also results in a larger input dimension.

Based on previous work [14], we selected 6 frequently occurring words from the TIMIT dataset

as our keywords: greasy, oily, water, carry, dark and wash. The TIMIT dataset includes time-

annotation (i.e. start-stop timestamps) of words, from which we produced histograms of keyword

duration from the training set (approximately 1400 samples of each keyword) and chose the

overall median duration of 365 ms as input sample window length (i.e. 35 MFCC frames). Each

sample window is formed by 32 past frames, 1 current frame, and 2 future frames. Only two

future frames were chosen to reduce output latency.

Since we have 6 keywords of interest and an additional label used to classify non-keyword
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“background” audio (which includes other words, silence and noise), the neural network requires

7 output neurons. To create labeled data from the TIMIT keyword start-stop timestamps, we used

a sliding sample window which associates one of the 7 labels to each position of this window. As

a new MFCC frame is formed (at every 10 ms), a new sample window is produced and labeled.

As depicted in Fig. 7.2, the label is assigned based on the presence of a keyword stop time (i.e.

black circle) inside the trailing end (i.e. target window) of the sample window. If no keyword

stop time is found inside the target window, the sample window is labeled as (non-keyword);

otherwise, the sample window is labeled as the keyword. For our experiments, a target window of

75 ms (i.e. 6 MFCC frames) was chosen.
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Figure 7.2: Label generation for time-annotated speech data.

7.3.3 Comparison of costs of different digital operations

In ANNs, the two basic types of operations that occur are multiply-and-accumulate

operations (MACs) – which are in fact composed of a multiplication followed by an addition –

and non-linear activations. The number of MACs is determined, in each layer, by the product of

number of neurons and fan-in to each neuron, while the number of non-linearities is determined

solely by the number of neurons. In SNNs, there are basically two types of operations: additions

and comparisons. Additions occur not only at the onset of spikes, but also at each time step

when computing the leak and integration of time-dependent neural variables. Therefore, the total

number of additions is determined by (1) the product of number of spikes and fan-out of each

spiking neuron and (2) the product of number of time-dependent neural variables and number of
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simulation time steps. Similarly to time-dependent variables, threshold comparisons occur for

each neuron at every time step. For simplification purposes, we (1) ignore the non-linearities in

ANNs and (2) consider that each comparison in SNNs costs as much as an addition – though, in

practice, a comparator would be more efficient than this.

As a fair method of computational cost comparison between ANNs and SNNs, indirectly

representing power consumption, we devised a multiplication-to-addition figure of merit (RM2A)

based on area consumption estimates of these two types of operations. A reasonable approxi-

mation can be obtained by counting the number of full-adders and AND-gates used in a digital

multiplier [143]. A CMOS full-adder consumes 28 transistors and a CMOS AND-gate consumes

6 transistors, resulting in ≈ L2(28+6) transistors for a parallel multiplier (L-bit input). Since

an L-bit input adder consumes 28L transistors, this results in RM2A = 34L2/(28L) = 1.2L, which

is the value we use as reference. Additionally, computational cost will be computed as the total

number of addition operations. Lastly, though we used single-precision floating-point (i.e. 32-bit

words) for our simulations, we defined L = 8 as a more realistic value for small-footprint neural

networks encountered in practice [73]. Note that considering this reduced bit-precision favors

once again ANN operations (i.e. multiplications).

7.4 Results

For our experiments, we implemented two-layered networks with 100 hidden units. Since

we have 455-dimensional inputs (i.e. 13 filters × 35 frames), this results in 46.3k parameters.

The data generated from the TIMIT dataset consists of 574k training and 210k test samples, with

only about 1400 training and 500 test samples per keyword – the remainder is considered as

non-keyword background data. Since there are many more data samples labeled as (non-keyword),

during training we kept a ratio of 10:1 of non-keyword:keyword samples. This ratio is important

as not to overwhelm the keyword samples, but also not to give too much emphasis to keyword
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Table 7.1: Frame Error Rate (FER)

Label Samples ANN RB-SNN TB-SNN
Non-keywords 207,506 1.58% 1.78% 1.50%

Keywords 3,044 12.98% 12.78% 12.25%

Note: FER of non-keywords and keywords can be indirectly interpreted as false alarm (FA)
and false rejection (FR) rates, respectively.

samples – which would increase the false alarm (FA) rate. Each filter dimension of the inputs

was normalized to zero mean and unit variance. The networks were trained using stochastic

gradient descent and training was performed until the networks obtained 1% frame error rate

on the non-keyword training samples. Additionally, SNN hyper-parameters, such as number of

simulation time steps and neuron threshold and leak constants, were tuned based on this target

error rate. Note that lower error rates are possible to be obtained at the cost of increasing the false

rejection (FR) rate.

The results of frame error rate (FER) on the test data for our KWS application are detailed

in Table 7.1. The results for non-keyword and keyword samples are separated to elucidate network

performance in terms of FA and FR rates, respectively. The three network types converged to

similar results, with the TB-SNN presenting slightly better results. We chose a simulation time of

20 time steps for the RB-SNN since convergence of FER for non-keywords was achieved around

this time. The receiver operating characteristic (ROC) curve for the three networks is illustrated

in Fig. 7.3, with results of the area under the curve (AUC) relative to that of the ANN presented

in the box. Each data point is obtained for a different posterior handling filter width. Once again

the three network types show similar performance, with the TB-SNN presenting the best results

(given the slightly larger AUC than the ANN and the RB-SNN).

The computational cost of the three network types is detailed in Table II. Column “T.S.”

represents the number of simulation time steps required to produce the FER results in Table

7.1. Since the RB-SNN uses Poisson spike trains as inputs and the TB-SNN produces outputs

at varying times (i.e. depends on first output spike), the values presented for both of these
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Figure 7.3: ROC and AUC for the three network types.

networks is the average behavior. Considering the previously defined RM2A = 1.2L and L = 8, the

multiplications in the ANN contribute immensely to its total computational cost. The RB-SNN

consumes 91% of the ANN cost, which does not represent a significant reduction. This is due

mainly to the high input firing rate of 2.5 kHz required by the RB-SNN to achieve the targeted

1% FER for non-keywords on the training data. On the other hand, the TB-SNN consumes on

average only 16% of the ANN cost, and this is greatly due to the fact that the network needs an

average of only 103 time steps to obtain the first output spike. During this time frame, nearly

all input neurons spike, while on average only 20 hidden neurons spike – which represents 20%

of the hidden units. Note that the 84% cost reduction for the TB-SNN is obtained even in the

worst-case scenario (in terms of number of spikes and time steps) between non-keyword and

keyword input data samples.

Table 7.2: Comparison of Computational Cost

Network T.S. Mults Sums Comps Cost
Abs. Rel.

ANN 1 46,200 46,307 – 489,827 1.00
RB-SNN 20 – 444,326† 2,140 446,466† 0.91†

TB-SNN 103† – 67,664† 11,021† 78,685† 0.16†

† Average values using worst-case scenario.
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7.5 Conclusions

A comparison between fully connected, feedforward ANNs and SNNs for power-efficient

KWS has been presented. A figure of merit was designed to compare the computational cost of

the different operations performed in each type of network. Even considering the most negative

scenario for the cost of the SNN operations, both types of SNNs show a reduction in total cost

in relation to the ANN equivalent. The results are even more favorable if we consider that

the computational overhead of converting input data into spikes is similar to that of non-linear

activations in ANNs (which we did not include in its cost). Besides this, the additional memory

cost for storing spiking neuron variables for N neurons is O(N), which is negligible compared

to the O(N2) memory cost for weight storage. Lastly, though results for both types of SNNs

are positive, those for the TB-SNN are the most promising given that a worst-case scenario of

84% cost reduction (in relation to the ANN) was obtained. For future work, we will implement

TB-SNNs on more complex architectures, such as the deep ConvNets in [35].
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Chapter 8

Large-scale Reconfigurable Digital

Neuromorphic System

Throughout this dissertation, we have discussed multiple topics with regards to bio-

inspired computing systems, which include stochastic neuron models and different methods for

MCMC sampling, spike time-based learning algorithms, methods for mapping neural networks

onto digital neuromorphic architectures, and synaptic weight organization. In this chapter, we

combine the lessons learned from each concept and present our ongoing research in developing

community resource infrastructure combined with a general-purpose neuromorphic cognitive

computing platform. More specifically, we will discuss the current developmental state of the

project and describe future steps. Below is the abstract of the National Science Foundation

award 1823366, entitled “CRI: CI-NEW: Trainable Reconfigurable Development Platform for

Large-Scale Neuromorpic Cognitive Computing”:

1.2.3. Neuromorphic cognitive computing aims at learning to solve complex cognitive tasks
by emulating the principles and physical organization of highly efficient and resilient
adaptive information processing in the biological brain. Despite over 30 years of
development and a recent surge of broad interest across all Science, Technology,
Engineering and Mathematics (STEM) disciplines, access to neuromorphic cognitive
computing remains mostly limited to a small community of highly trained researchers
in the field due to high entry barriers and costs associated with the specialized nature
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and complex operation of currently available systems. This project will construct
and support a general-purpose neuromorphic cognitive computing platform that will
be the largest and most versatile realized to date as well as the first to be broadly
available and open to the research community at large, for research into new forms of
brain-inspired computing that are more effective and more efficient in approaching
the cognitive capabilities of the human mind. Targeting wide adoption by a diverse
cross-section of users in the broader STEM research community, the platform will
feature a natural user interface that shields novice users from the challenges arising in
operating and configuring highly specialized neuromorphic hardware, by providing a
set of user-friendly software tools maintained by and shared with the user community.
Building on extensive existing network and storage infrastructure for user access and
data sharing at the San Diego Supercomputer Center, the platform will be hosted and
maintained through the Neuroscience Gateway (NSG) Portal, which currently serves
over 600 active users in the scientific community.

The large-scale neuromorphic platform will serve as a new and unparalleled resource
to the Computer and Information Science and Engineering (CISE) research commu-
nity, addressing a great need for an experimental testbed for research in alternative
forms of computing beyond the traditional von Neumann paradigm and the impend-
ing physical limits to Moore’s Law expansion in the scaling of computing technology.
The reconfigurable platform will feature a hierarchically interconnected network of
in-memory computing processing nodes that emulates, in real-time, highly flexible
neural dynamics (integrate-and-fire, graded, stochastic binary, etc) of up to 128
million neurons with high flexible connectivity and plasticity (spike-timing depen-
dent plasticity, gradient-based deep learning, etc) of up to 32 billion synapses. The
system will be capable of biophysical detail in computational neuroscience modeling,
as well as high performance and efficiency in on-line adaptive pattern recognition,
serving and bringing together both computational neuroscience and computational
intelligence communities that have traditionally pursued disparate computational ap-
proaches. The user interface of the platform will support software tools and resources
for deep learning and run-time optimization in artificial intelligence applications,
and for interference of structure and functional connectivity from recorded neural
activity in computational neuroscience research, among others. To facilitate greatest
scientific and societal impact, the infrastructure will be made available free of charge,
on a time-managed shared basis, to any researcher in return for agreeing to share
source code and data necessary to replicate results reported in the literature.

8.1 System overview

As stated in the abstract, the system will comprise of up to 128 million neurons with

high flexible connectivity and plasticity, and up to 32 billion synapses. Given that the system is
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being developed on field-programmable gate arrays (FPGAs), the neuron, synapse, and dendrite

models, connectivity patterns and synaptic weight organization, learning rules, etc. are being

designed in a modular fashion, permitting the end user to define the individual components based

on application of interest. Naturally, the number of neurons and synapses available in the system

will be inversely proportional to the complexity of the selected models, where the values of 128M

neurons and 32G synapses are with respect to simpler models (e.g., I&F neurons).

In terms of the hardware, we are currently envisioning a server comprised of 32 boards,

and each presenting a very high-end FPGA as its main component. In other words, each FPGA is

responsible for processing 128M/32 = 4M neurons and 32G/32 = 1G synapses. Since we will be

processing the neurons in real-time (i.e. with the system evolving in time steps in the order of

1 ms), extremely fast memory access is required. For this, a major novelty of the project is the

use of high-bandwidth memory (HBM) integrated on the FPGA chip, allowing for fairly large

on-chip memory capable of accessing hundreds of gigabytes of data per second. We are currently

in possession of an FPGA board with a Xilinx Ultrascale+ VU37P, which is the highest-end

FPGA available in the market at the moment. Below is a summary of the system specifications:

• Boards: 32

• Neurons: 128M

• Synapses: 256 / neuron = 32G

• Neurons per board: 128M / 32 = 4M

• Synapses per board: 32G / 32 = 1G

8.2 Xilinx VU37P FPGA internal memory

The FPGA is comprised of three types of internal memory: distributed RAM, block

RAM (BRAM), UltraRAM (URAM), and high-bandwidth memory (HBM). The first three are
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constructed using static RAM (fast random access), while the latter is constructed using 3D-

stacked dynamic RAM (slower random access: requires pre-charge, refresh, opening/closing

rows and columns, etc.). The partitioning of the available memory in the FPGA is as follows:

• Distributed RAM: up to 36.7 Mb.

• Block RAM (BRAM): 2,016 blocks of 36 kb = 70.9 Mb. Each block: 36 kb, dual-port.

Possible configurations: 32K × 1; 16K × 2; 8K × 4; 4K × 9 (or 8); 2K × 18 (or 16); 1K

× 36 (or 32); or 512 × 72 (or 64).

• UltraRAM (URAM): 960 blocks of (4K × 72 bits) = 270 Mb. Each block: 288 kb,

dual-port. Possible configurations: 4K × 72; or 4K × 64 (with ECC).

• High Bandwidth Memory (HBM): 2 stacks× 4 GB = 8 GB. Comprised of 32 HBM AXI

interfaces. Interfaces can access any address on either HBM stack.

8.3 System architecture: single FPGA

Inside a single FPGA, we can create 32 independent processors running in parallel, each

accessing the HBM using one of the AXI interfaces. With 4M neurons per FPGA, this results in

each processor handling 128K neurons. Since the bulk of memory in a neural network comprises

of the connectivity and synaptic weights, the HBM will be responsible for storing these parameters.

For storing neuron state variables, which include membrane potential, synaptic current, refractory

period, spike time, learning parameters, etc. we will be using the URAM. Figure 8.1 illustrates a

high-level view of the single FPGA, with the HBM as the focal point of the system, with each

of the 32 separate processors (or “cores”) accessing its own 8 GB/32 = 256 MB section of the

HBM. Lastly, considering 32-bit synapses (which includes the post-synaptic neuron address and

the weight value), this results in 512 synapses per neuron; however, part of these synapses will
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be used to route off-core and off-chip events, so the maximum average number of synapses per

neuron will be certainly less than this value.

Figure 8.1: High-level view of single FPGA architecture. Each processor has concurrent access
to the HBM via one of the 32 AXI ports.

8.4 Conclusions and Future Work

In this chapter, we presented our ongoing work in designing a very large-scale recon-

figurable digital neuromorphic system, tailored for both the machine learning as well as the

computational neuroscience communities. The system exploits the stochastic and temporal cod-

ing strategies developed in the first part of the dissertation and serves as an openly shared platform

for further community-driven research in low-precision computation and event-driven processing.

This open-source, community-shared platform as a service to the neuromorphic computing and

computational neuroscience communities is expected to accelerate research at the crossroads

between these two traditionally disjoint disciplines, hence infusing innovation that may bring us

closer to a fundamental understanding of how the brain computes, and practical realization of
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computing systems that approach the natural intelligence of the human brain.

Our future work will continue to pursue the study and design of bio-inspired learning

algorithms which operate in a low bit-precision regime, such as binary neuron states and low-

precision weights using stochastic rounding, resulting in memory and computation efficiency

approaching that of their natural counterparts in the biological brain. We will also continue to

explore lifelong (one-shot) and continuous learning mechanisms that are more biophysically

based and not mere instantiations of stochastic gradient descent and their heuristic variations,

but are rooted in solid foundations both in mathematical learning theory and computational

neuroscience. These continuing theoretical and applied developments will add to those from the

broader neuromorphic computing and computational neuroscience community shared over the

large-scale reconfigurable neuromorphic platform that promise to overcome daunting challenges

remaining towards artificial general intelligence beyond the current excitement and resurgence in

artificial intelligence, and bring us much closer towards efficient, robust, resilient, and autonomous

bio-inspired natural intelligence.
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Chapter 9

Conclusions and Future Work

In this dissertation we boldly explored different bio-inspired mechanisms in search of

more efficient algorithms and systems for neuromorphic computing, aiming at establishing

connections between machine learning and computational neuroscience. While the realized

advances are relatively modest on the scale of these bold aims, the contributions represent first

steps in important new directions in the field. Indeed, despite the considerable advances in the

field of artificial intelligence in the recent years, greatly due to research and development in deep

learning, the prevailing AI and DL algorithms are still very much biologically implausible and

distant from the processes that take place in the brain. The distributed processing and memory,

the binary communication between neurons, and the stochastic nature of synapses are some of the

fundamental attributes of information processing in the brain that have been largely overlooked

in mainstream AI/DL research. The dissertation has taken a departure from this status quo and

investigated these fundamental biologically based attributes as significant contributors to its

overall power efficiency and noise tolerance, harnessing biological stocasticity towards rather

than against robust performance.

In the first part of the dissertation, we investigated extensions and meaningful neuromor-

phic adaptations on the Boltzmann machine. We showed that populations of leaky integrate-and-
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fire neurons configured with precise stochasticity can be used for Gibbs sampling in order to

perform Markov chain Monte Carlo. The initial attempts showed promising results when con-

sidering neurons injected with noisy currents. In the next iteration, we showed that models with

even more biological realism – using stochastic synapses – could also perform Gibbs sampling

and provide an efficient solution. A novel means for training the networks replaced the original

contrastive divergence learning procedure with a symmetric form of spike-timing-dependent plas-

ticity, yielding equivalent accuracy results to its machine learning counterpart. We then presented

an in-depth analysis of different data structures used for organizing synaptic weights in memory,

and provided a new method for performing STDP using forward-only synaptic connectivity via

delayed causal updates. The results showed that under realistic conditions exact equivalence with

the original STDP learning rule is obtained.

In the second part of the dissertation, we showed how Gibbs sampling can be performed

using a population of digital spiking neurons on the IBM TrueNorth system. The Gibbs sampler

was then extended to a full-blown application for a generative RBM performing reconstruction

of corrupted handwritten digits. The methodology and automation tool were capable of high-

level instantiation of RBMs on TrueNorth and provided the first ever realization of a generative

RBM on a neuromorphic substrate. We then shifted paradigms from rate-based to time-based

SNNs using sparsely active spiking neural networks, and designed a figure of merit which takes

into account the types of operations present in digital implementations of the different types of

networks to compare the overall computational cost of spiking versus non-spiking solutions. The

proof-of-concept application consisted of a small-footprint keyword spotter using fully connected,

feedforward neural networks targeting six common words from the TIMIT speech dataset. Results

showed an 84% reduction in cost for the time-based SNN in relation to its ANN equivalent,

offering a computationally efficient solution due to simpler and sparser computations.

Lastly, we presented our ongoing work in designing a very large-scale reconfigurable

digital neuromorphic system, tailored for both the machine learning as well as the computational
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neuroscience communities. The system exploits the stochastic and temporal coding strategies

developed in the first part of the dissertation and serves as an openly shared platform for further

community-driven research in low-precision computation and event-driven processing. This

open-source, community-shared platform as a service to the neuromorphic computing and com-

putational neuroscience communities is expected to accelerate research at the crossroads between

these two traditionally disjoint disciplines, hence infusing innovation that may bring us closer to

a fundamental understanding of how the brain computes, and practical realization of computing

systems that approach the natural intelligence of the human brain.

Our future work will continue to pursue the study and design of bio-inspired learning

algorithms which operate in a low bit-precision regime, such as binary neuron states and low-

precision weights using stochastic rounding, resulting in memory and computation efficiency

approaching that of their natural counterparts in the biological brain. We will also continue to

explore lifelong (one-shot) and continuous learning mechanisms that are more biophysically

based and not mere instantiations of stochastic gradient descent and their heuristic variations,

but are rooted in solid foundations both in mathematical learning theory and computational

neuroscience. These continuing theoretical and applied developments will add to those from the

broader neuromorphic computing and computational neuroscience community shared over the

large-scale reconfigurable neuromorphic platform that promise to overcome daunting challenges

remaining towards artificial general intelligence beyond the current excitement and resurgence in

artificial intelligence, and bring us much closer towards efficient, robust, resilient, and autonomous

bio-inspired natural intelligence.

186



Bibliography

[1] E. H. Aarts and J. H. Korst. Boltzmann machines and their applications. In International
Conference on Parallel Architectures and Languages Europe, pages 34–50. Springer, 1987.

[2] L. Abbott and W. G. Regehr. Synaptic computation. Nature, 431(7010):796, 2004.

[3] D. H. Ackley, G. E. Hinton, and T. J. Sejnowski. A learning algorithm for Boltzmann
machines. Cognitive science, 9(1):147–169, 1985.

[4] L. Aitchison and P. Latham. The synaptic sampling hypothesis. Computational and
Systems Neuroscience, COSYNE, 2013.

[5] L. Aitchison and P. E. Latham. Synaptic sampling: A connection between PSP
variability and uncertainty explains neurophysiological observations. arXiv preprint
arXiv:1505.04544, 2015.

[6] M. Al Shedivat, R. Naous, E. Neftci, G. Cauwenberghs, and K. N. Salama. Inherently
stochastic spiking neurons for probabilistic neural computation. In Neural Engineering
(NER), 2015 7th International IEEE/EMBS Conference on, pages 356–359. IEEE, 2015.

[7] C. Allen and C. F. Stevens. An evaluation of causes for unreliability of synaptic transmis-
sion. Proceedings of the National Academy of Sciences, 91(22):10380–10383, 1994.

[8] A. Amir, P. Datta, W. P. Risk, A. S. Cassidy, J. A. Kusnitz, S. K. Esser, A. Andreopoulos,
T. M. Wong, M. Flickner, R. Alvarez Icaza, E. McQuinn, B. Shaw, N. Pass, and D. S.
Modha. Cognitive Computing Programming Paradigm: A Corelet Language for Compos-
ing Networks of Neurosynaptic Cores. In IEEE International Joint Conference on Neural
Networks (IJCNN), pages 1–10. IEEE, 2013.

[9] D. J. Amit and N. Brunel. Model of global spontaneous activity and local structured
activity during delay periods in the cerebral cortex. Cerebral cortex (New York, NY: 1991),
7(3):237–252, 1997.

[10] X. An, D. Kuang, X. Guo, Y. Zhao, and L. He. A Deep Learning Method for Classification
of EEG Data Based on Motor Imagery. In Intelligent Computing in Bioinformatics, pages
203–210. Springer, 2014.

187



[11] A. G. Andreou, R. C. Meitzler, K. Strohbehn, and K. Boahen. Analog VLSI neuromorphic
image acquisition and pre-processing systems. Neural Networks, 8(7-8):1323–1347, 1995.

[12] Andrew S. Cassidy, Paul Merolla, John V. Arthur, Steve K. Esser, Bryan Jackson, Ro-
drigo Alvarez icaza, Pallab Datta, Jun Sawada, Theodore M. Wong, Vitaly Feldman, Arnon
Amir, Daniel Ben-dayan Rubin, Emmett Mcquinn, William P. Risk, and Dharmendra
S. Modha. Cognitive computing building block: A versatile and efficient digital neu-
ron model for neurosynaptic cores. In IEEE International Joint Conference on Neural
Networks (IJCNN), 2013.

[13] J. V. Arthur, P. Merolla, F. Akopyan, R. Alvarez Icaza, A. Cassidy, S. Chandra, S. K. Esser,
N. Imam, W. P. Risk, and D. B. D. Rubin. Building block of a programmable neuromorphic
substrate: A digital neurosynaptic core. In IJCNN, pages 1–8, 2012.

[14] P. Baljekar, J. F. Lehman, and R. Singh. Online word-spotting in continuous speech with
recurrent neural networks. In Spoken Language Technology Workshop (SLT), 2014 IEEE,
pages 536–541. IEEE, 2014.

[15] T. M. Bartol, C. Bromer, J. P. Kinney, M. A. Chirillo, J. N. Bourne, K. M. Harris, and T. J.
Sejnowski. Hippocampal spine head sizes are highly precise. bioRxiv, page 016329, 2015.

[16] C. Bartolozzi and G. Indiveri. Synaptic dynamics in analog VLSI. Neural computation,
19(10):2581–2603, 2007.

[17] D. S. Bassett and E. Bullmore. Small-world brain networks. The neuroscientist, 12(6):512–
523, 2006.

[18] A. Basu, S. Ramakrishnan, C. Petre, S. Koziol, S. Brink, and P. E. Hasler. Neural
Dynamics in Reconfigurable Silicon. IEEE Transactions on Biomedical Circuits and
Systems, 4(5):311–319, 2010.

[19] Y. Bengio. Learning deep architectures for AI. Foundations and trends® in Machine
Learning, 2(1):1–127, 2009.

[20] B. V. Benjamin, P. Gao, E. McQuinn, S. Choudhary, A. R. Chandrasekaran, J.-M. Bussat,
R. Alvarez-Icaza, J. V. Arthur, P. A. Merolla, and K. Boahen. Neurogrid: A mixed-analog-
digital multichip system for large-scale neural simulations. Proceedings of the IEEE,
102(5):699–716, 2014.

[21] J. Bergstra, O. Breuleux, F. Bastien, P. Lamblin, R. Pascanu, G. Desjardins, J. Turian,
D. Warde Farley, and Y. Bengio. Theano: A CPU and GPU math compiler in Python. In
Proc. 9th Python in Science Conf, volume 1, 2010.

[22] P. Berkes, G. Orbán, M. Lengyel, and J. Fiser. Spontaneous cortical activity reveals
hallmarks of an optimal internal model of the environment. Science, 331(6013):83–87,
2011.

188



[23] G.-q. Bi and M.-m. Poo. Synaptic modifications in cultured hippocampal neurons: de-
pendence on spike timing, synaptic strength, and postsynaptic cell type. Journal of
neuroscience, 18(24):10464–10472, 1998.

[24] O. Bichler, D. Querlioz, S. J. Thorpe, J.-P. Bourgoin, and C. Gamrat. Extraction of
temporally correlated features from dynamic vision sensors with spike-timing-dependent
plasticity. Neural Networks, 32:339–348, 2012.

[25] T. Branco and K. Staras. The probability of neurotransmitter release: variability and
feedback control at single synapses. Nature Reviews Neuroscience, 10(5):373, 2009.

[26] N. Brunel. Dynamics of sparsely connected networks of excitatory and inhibitory spiking
neurons. Journal of computational neuroscience, 8(3):183–208, 2000.

[27] L. Buesing, J. Bill, B. Nessler, and W. Maass. Neural dynamics as sampling: a model for
stochastic computation in recurrent networks of spiking neurons. PLoS computational
biology, 7(11):e1002211, 2011.

[28] E. Bullmore and O. Sporns. Complex brain networks: graph theoretical analysis of
structural and functional systems. Nature Reviews Neuroscience, 10(3):186, 2009.

[29] N. Caporale and Y. Dan. Spike timing-dependent plasticity: a Hebbian learning rule. Annu.
Rev. Neurosci., 31:25–46, 2008.

[30] M. A. Carreira Perpinan and G. E. Hinton. On contrastive divergence learning. In Aistats,
volume 10, pages 33–40. Citeseer, 2005.

[31] G. Cauwenberghs. Reverse engineering the cognitive brain. Proceedings of the National
Academy of Sciences, 110(39):15512–15513, 2013.

[32] G. Chen, C. Parada, and G. Heigold. Small-footprint keyword spotting using deep neural
networks. In IEEE Int. Conf. on Acoustics, Speech and Signal Processing (ICASSP), pages
4087–4091, 2014.

[33] A. Clark and S. Gilmore. Terminating passage-time calculations on uniformised Markov
chains. In Proceedings of the Twenty-Fourth annual UK Performance Engineering
Workshop, pages 64–75. Citeseer, 2008.

[34] M. A. Cohen and S. Grossberg. Absolute stability of global pattern formation and parallel
memory storage by competitive neural networks. IEEE transactions on systems, man, and
cybernetics, (5):815–826, 1983.

[35] R. Collobert, C. Puhrsch, and G. Synnaeve. Wav2letter: an end-to-end convnet-based
speech recognition system. arXiv preprint arXiv:1609.03193, 2016.

[36] T. M. Cover and J. A. Thomas. Elements of Information Theory. John Wiley & Sons,
2012.

189



[37] D. R. Cox. Renewal Theory, Methuen and Co. Ltd., London, 1962.

[38] G. E. Dahl, D. Yu, L. Deng, and A. Acero. Context-Dependent Pre-Trained Deep Neural
Networks for Large-Vocabulary Speech Recognition. IEEE Transactions on Audio, Speech,
and Language Processing, 20(1):30–42, 2012.

[39] Y. Dan and M.-m. Poo. Spike timing-dependent plasticity of neural circuits. Neuron,
44(1):23–30, 2004.

[40] S. Das, B. Pedroni, P. Merolla, J. Arthur, A. Cassidy, D. Modha, G. Cauwenberghs, and
K. Kreutz Delgado. Gibbs Sampling with Low-Power Spiking Digital Neurons. In IEEE
International Symposium on Circuits and Systems (ISCAS), pages 2704–2707. IEEE, 2015.

[41] M. Davies, N. Srinivasa, T.-H. Lin, G. Chinya, Y. Cao, S. H. Choday, G. Dimou, P. Joshi,
N. Imam, and S. Jain. Loihi: A neuromorphic manycore processor with on-chip learning.
IEEE Micro, 38(1):82–99, 2018.

[42] G. Deco, V. K. Jirsa, P. A. Robinson, M. Breakspear, and K. Friston. The dynamic brain:
from spiking neurons to neural masses and cortical fields. PLoS computational biology,
4(8):e1000092, 2008.

[43] S. R. Deiss, R. J. Douglas, and A. M. Whatley. A pulse-coded communications infrastruc-
ture for neuromorphic systems. Pulsed neural networks, pages 157–178, 1999.

[44] S. Deneve, P. E. Latham, and A. Pouget. Efficient computation and cue integration with
noisy population codes. Nature neuroscience, 4(8):826, 2001.

[45] G. Detorakis, C. A. Sadique Sheik, S. Paul, B. U. Pedroni, N. Dutt, J. Krichmar, G. Cauwen-
berghs, and E. Neftci. Neural and Synaptic Array Transceiver: A Brain-Inspired Computing
Framework for Embedded Learning. Frontiers in neuroscience, 12, 2018.

[46] P. U. Diehl and M. Cook. Unsupervised learning of digit recognition using spike-timing-
dependent plasticity. Frontiers in computational neuroscience, 9:99, 2015.

[47] P. U. Diehl, B. U. Pedroni, A. Cassidy, P. Merolla, E. Neftci, and G. Zarrella. TrueHap-
piness: Neuromorphic emotion recognition on TrueNorth. In IEEE International Joint
Conference on Neural Networks (IJCNN), pages 4278–4285, 2016.

[48] K. Doya, S. Ishii, A. Pouget, and R. P. Rao. Bayesian brain: Probabilistic approaches to
neural coding. MIT press, 2007.

[49] C. Eliasmith, T. C. Stewart, X. Choo, T. Bekolay, T. DeWolf, Y. Tang, and D. Rasmussen.
A large-scale model of the functioning brain. science, 338(6111):1202–1205, 2012.

[50] A. A. Faisal, L. P. Selen, and D. M. Wolpert. Noise in the nervous system. Nature reviews
neuroscience, 9(4):292, 2008.

190



[51] J. Fiser, P. Berkes, G. Orbán, and M. Lengyel. Statistically optimal perception and learning:
from behavior to neural representations. Trends in cognitive sciences, 14(3):119–130,
2010.

[52] Y. Freund and D. Haussler. Unsupervised learning of distributions on binary vectors using
two layer networks. In Advances in neural information processing systems, pages 912–919,
1992.

[53] S. B. Furber, D. R. Lester, L. A. Plana, J. D. Garside, E. Painkras, S. Temple, and A. D.
Brown. Overview of the SpiNNaker system architecture. IEEE Transactions on Computers,
62(12):2454–2467, 2013.

[54] S. Fusi and M. Mattia. Collective behavior of networks with linear (VLSI) integrate-and-
fire neurons. Neural Computation, 11(3):633–652, 1999.

[55] C. Gardiner. Stochastic methods, volume 4. springer Berlin, 2009.

[56] S. Geman and D. Geman. Stochastic relaxation, Gibbs distributions, and the Bayesian
restoration of images. IEEE Transactions on pattern analysis and machine intelligence,
(6):721–741, 1984.

[57] W. Gerstner and W. M. Kistler. Spiking neuron models: Single neurons, populations,
plasticity. Cambridge University Press, 2002.

[58] D. H. Goldberg, G. Cauwenberghs, and A. G. Andreou. Probabilistic synaptic weighting
in a reconfigurable network of VLSI integrate-and-fire neurons. Neural Networks, 14(6-
7):781–793, 2001.

[59] I. Goodfellow, J. Pouget Abadie, M. Mirza, B. Xu, D. Warde Farley, S. Ozair, A. Courville,
and Y. Bengio. Generative adversarial nets. In Advances in neural information processing
systems, pages 2672–2680, 2014.

[60] D. F. Goodman and R. Brette. Brian: a simulator for spiking neural networks in Python.
Frontiers in neuroinformatics, 2:5, 2008.

[61] A. Graves. Generating sequences with recurrent neural networks. arXiv preprint
arXiv:1308.0850, 2013.

[62] A. Graves, A.-r. Mohamed, and G. Hinton. Speech recognition with deep recurrent neural
networks. In Acoustics, Speech and Signal Processing (ICASSP), 2013 IEEE International
Conference on, pages 6645–6649. IEEE, 2013.

[63] S. Haykin. Neural Networks and Learning Machines (3rd Edition). Prentice Hall, 2008.

[64] S. Haykin. Neural networks and learning machines, volume 3. Pearson Upper Saddle
River, 2009.

191



[65] J. Hertz, A. Krogh, and R. G. Palmer. Introduction to the theory of neural computation.
Addison-Wesley/Addison Wesley Longman, 1991.

[66] G. Hinton, L. Deng, D. Yu, G. E. Dahl, A.-r. Mohamed, N. Jaitly, A. Senior, V. Vanhoucke,
P. Nguyen, and T. N. Sainath. Deep neural networks for acoustic modeling in speech
recognition: The shared views of four research groups. IEEE Signal processing magazine,
29(6):82–97, 2012.

[67] G. E. Hinton. Training products of experts by minimizing contrastive divergence. Neural
computation, 14(8):1771–1800, 2002.

[68] G. E. Hinton, S. Osindero, and Y.-W. Teh. A fast learning algorithm for deep belief nets.
Neural computation, 18(7):1527–1554, 2006.

[69] G. E. Hinton and R. R. Salakhutdinov. Reducing the Dimensionality of Data with Neural
Networks. Science, 313(5786):504–507, 2006.

[70] G. E. Hinton and T. J. Sejnowski. Learning and relearning in Boltzmann machines. Parallel
distributed processing: Explorations in the microstructure of cognition, 1:282–317, 1986.

[71] G. E. Hinton, T. J. Sejnowski, and D. H. Ackley. Boltzmann machines: Constraint
satisfaction networks that learn. Carnegie-Mellon University, Department of Computer
Science Pittsburgh, PA, 1984.

[72] J. J. Hopfield. Neural networks and physical systems with emergent collective compu-
tational abilities. Proceedings of the national academy of sciences, 79(8):2554–2558,
1982.

[73] A. G. Howard, M. Zhu, B. Chen, D. Kalenichenko, W. Wang, T. Weyand, M. Andreetto,
and H. Adam. Mobilenets: Efficient convolutional neural networks for mobile vision
applications. arXiv preprint arXiv:1704.04861, 2017.

[74] G. Indiveri, E. Chicca, and R. J. Douglas. A VLSI array of low-power spiking neurons
and bistable synapses with spike-timing dependent plasticity. IEEE transactions on neural
networks, 17(1):211–221, 2006.

[75] G. Indiveri, B. Linares Barranco, T. J. Hamilton, A. Van Schaik, R. Etienne Cummings,
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