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ABSTRACT OF THE DISSERTATION

Towards The Deep Model : Understanding Visual Recognition Through
Computational Models

by

Panqu Wang

Doctor of Philosophy in Electrical Engineering (Signal and Image Processing)

University of California, San Diego, 2017

Professor Garrison W. Cottrell, Chair
Professor Nuno Vasconcelos, Co-Chair

Understanding how visual recognition is achieved in the human brain is one of

the most fundamental questions in vision research. In this thesis I seek to tackle this

problem from a neurocomputational modeling perspective. More specifically, I build

machine learning-based models to simulate and explain cognitive phenomena related

to human visual recognition, and I improve computational models using brain-inspired

principles to excel at computer vision tasks.

I first describe how a neurocomputational model (“The Model”, TM, [36]) can be

xviii



applied to explain the modulation of visual experience on the performance of subordinate-

level face and object recognition. Next, by introducing a mixture-of-experts structure

in the model, I show that TM can be used to simulate the development of hemispheric

lateralization of face processing. In addition, I extend TM to “The Deep Model” (TDM)

by coupling it with deep learning techniques, and use TDM to explain the peripheral

vision advantage in human scene recognition.

Furthermore, I show the performance of these computational methods can be

improved by introducing realistic constraints based on the human brain. By combining

unsupervised feature learning principles with the Gnostic Fields theory of how the brain

performs object recognition across the ventral visual pathway, I show a biologically-

inspired model can develop realistic features of the early visual cortex, while performing

well on object recognition datasets. By designing better encoding and decoding strategies

in the deep neural network, I demonstrate that our system achieves the state-of-the-art

performance on pixel-level semantic segmentation task on many popular computer vision

benchmarks.
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Chapter 1

Introduction

1



2

Understanding how the brain works is one of the most fundamental problems in

the scientific community. Vision, due to its significance in surviving and socializing, is

probably the most extensively studied sensory function in the human brain. In order to

fully understand an information processing system such as vision, or more specifically,

visual recognition, Marr [150] proposed that three levels of the system should be studied:

the computational goal of the system, the internal representation or the algorithm the

system uses to achieve the goal, and the neural substrates that implement the system. As

a result, understanding visual recognition requires participation from many disciplines,

such as biology, neuroscience, psychology, cognitive science, and computer science. In

this thesis, I primarily focus on linking evidence concerning visual recognition from

cognitive psychology with neurocomputational models, by providing explanations of a

number of behavioral data and cognitive phenomena using computational approaches

(primarily “The Model” (TM) and “The Deep Model” (TDM)). Second, I also am

aiming to improve computational models by adopting brain-inspired principles of visual

recognition. In this chapter, I provide the relevant background knowledge pertinent to

the topic and tools used in the thesis.

1.1 Human Visual Cortex

We first introduce how visual recognition is achieved in the human visual cortex.

Given an input stimulus from the retina, the information processing stream of recognizing

its identity can be described as following the ventral visual pathway [164]: from the

primary visual cortex (V1) to V2, through V4, and extending to the inferior temporal

cortex (IT). The topographic mapping between the retina and the visual cortex follows a

log-polar transformation, in that the Cartesian coordinates of the retina are transformed

to polar coordinates (eccentricity and polar angle) in the visual cortex. The meridian
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representations of iso-eccentricity bands and angle bands in the early visual cortex

defines the boundary of retinotopic visual areas (from V1 to V4), in that each area

contains a complete eccentricity and polar angle map [49]. From V1 to V4, the neurons’

receptive fields (RF) increase in size, and respond to increasing complex visual features.

[54, 66, 88].

In higher level visual areas, functional magnetic resonance imaging (fMRI) and

diffusion tensor imaging (DTI) have been widely used to reveal their functional and

anatomical organization. In the ventral temporal cortex (VTC), fMRI studies have

shown that there are clusters of neurons that form category-selective regions, such as the

Fusiform Face Area (FFA, [115]) for face processing, the Fusiform Body Area (FBA,

[184]) for body parts processing, the Parahippocampal Place Area (PPA, [58]) for scene

processing, the Visual Word Form Area (VWFA, [153]) for word processing, and the

Lateral Occipital Complex (LOC, [82]) for generic object recognition. Grill-Spector

and Malach [84] proposed that this functional specialization, together with layer-based

hierarchical processing, are the two organizing principles of the human visual cortex.

They further demonstrated that the organization of functional specialization is guided

by eccentricity mapping (central vision and peripheral vision), in that face and word

recognition, which rely on fine details, are associated more with representations of

central vision, while building and scene recognition, which rely more on large-scale

integration and global shape, is associated more with representations of peripheral vision

[136, 93, 148, 84, 86]. More recent studies have shown that central-biased face or word

recognition pathway (FFA or VWFA) and peripheral-biased building or scene recognition

pathway (PPA) is both functionally and anatomically segregated by mid-fusiform sulcus

(MFS), which enables parallel fast processing of visual recognition tasks in the ventral

pathway [86, 248, 79, 144, 247].

Besides the ventral visual pathway in which visual recognition (the ”what” in-
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formation) is subserved, the dorsal visual pathway (from the primary visual cortex to

the parietal lobe) is involved in recognizing where objects are in space (the ”where”

information), and is crucial for tasks such as attention and motor commands. Recently,

new evidence has shown that the dorsal pathway also encodes ”what” information in-

dependent of that in the ventral pathway [124, 67]. Overall, it is commonly believed

that the two pathways are collaborating together to form as key component of integrated

human vision system.

1.2 Neurocomputational Models for Visual Recognition

Over the years, researchers have been trying to understand human visual recog-

nition through building computational models that are inspired by neuroscience. One

of the earliest models of object recognition is the Neocognitron [69], which is inspired

by the neurophysiological findings of Hubel and Wiesel [103]. The Neocognitron uses

alternating stages operation of linear tuning functions that account for simple cells, and

nonlinear OR operations that account for complex cells, through hierarchical layers of

the model. It achieves position and scale tolerance in the object recognition task.

Inspired by the Neocognitron architecture, many feed-forward computational

models of object recognition have been proposed [175, 195, 237, 198, 3], among which

HMAX is perhaps the most well-known. The HMAX model simulates the information

processing stages across the entire ventral visual pathway [195, 212], including units

selective for complex features (S units, typically implemented by Gaussian kernels)

and units used for information pooling that gain translation and scale invariance (C

units, typically implemented by max-pooling and the softmax function). These S and C

units are used to simulate cells in V1 to V4, and the very top layers in HMAX contain

view-tuned and task-related units that correspond to the processing in Inferior Temporal
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cortex (IT) and Prefrontal Cortex (PFC). HMAX can simulate physiological data such

as the hierarchical representations of the ventral visual pathway in non-human primates

[212], V4 shape selectivity and invariance [20], and human behavioral data for rapid

categorization tasks with natural images [195, 212, 39].

Besides the Neocognitron and its descendants, there are other neurocomputational

models that simulate the visual recognition pathway of the brain. For example, the

O’Reilly and Munataka model [177] incorporates realistic neural constraints such as

feedforward as well as feedback connections between the layers of representation, a

model of the Lateral Geniculate Nucleus (LGN) between retina and V1, increasingly

large receptive fields from V1 to V4, the connections between the ventral and dorsal

pathways, and it uses a biologically plausible learning rule (the Leabra algorithm). A

number of models also include top-down signals (an attention mechanism) to guide the

eyes to specific locations in the visual field in order to improve stimulus recognition

[229, 46, 33]. Some other studies formulate visual recognition as a Bayesian inference

problem, in that the probability of obtaining certain response in a certain layer depends

on the sensory input and feedback from higher layers [192, 134, 260].

While the aforementioned models generally aim for simulating neurophysiologi-

cal data and improving object recognition performance for a machine vision system, there

is class of cognitive models that focus on simulating, explaining and predicting human

behavior or performance on tasks related to cognitive phenomena, such as visual memory

[171, 37], word recognition [48], hemispheric asymmetry [101, 30], visual search [166],

and visual attention [114]. Since the 1990s, Cottrell and colleagues have developed

a cognitive model named “The Model” (TM), which is aimed at modeling behavioral

studies related to face and object recognition, such as facial expression processing [43],

the development of the FFA and its right hemisphere lateralization [42, 100], the recruit-

ment of the FFA for perceptual expertise [225], and the development of face processing
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[264]. TM uses Gabor filtering [44] and Principal Components Analysis (PCA) as two

preprocessing steps for the input stimuli to simulate the processing in V1 up to the LOC,

and feeds the feature vector to a two-layer artificial neural network that learns the weights

given the objective of the task, thus simulating the functions of IT and the PFC. In this

thesis, I build a variety of experiments on top of TM, and extend the model to The Deep

Model (TDM), which will be discussed in detail in the next few chapters.

1.3 Deep Learning

More recently, deep learning has become the most popular and the best performing

approach for tackling computer vision-related problems, including, but not limited to,

object recognition [125, 94], object detection [194], video classification [117], scene

recognition [267], semantic segmentation [26], and image captioning [96]. The success

of deep learning can be attributed to three key components: more training data (millions

of labeled images), faster hardware platforms (GPUs), and a variety of tricks for training

deeper networks via backpropagation: Compared to the traditional multi-layer perceptron

neural networks that generally have 3 to 4 layers at most, the state-of-the-art deep

convolutional neural networks (DCNNs) have more than 100 layers, with one variant

that has over 1000 layers [94]. In a DCNN, computations are generally organized using

the following hierarchy: 1) 2-dimensional convolutions (filters) that are learned on

either the input stimulus or the feature responses from the previous layer; 2) a spatial

max-pooling or average-pooling layer that applies to a small local region of the feature

map from the previous layer, which is used to gain some degree of invariance while

reducing the computational cost; 3) non-linear activation functions applied to the pooling

layer, which improve the expressiveness of the network by enabling the representation

of more complex relations. On top of these stacked computations are several fully
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connected (or fully convolutional) layers that are used to aggregate information from

across the image and are task-dependent. Similar to the Neocognitron architecture,

DCNNs have increasingly large receptive fields and more complex features as the layers

deepen [261, 266, 88]. For general visual recognition problems, the output layer of a

DCNN represents all possible categories of the stimulus set, typically using a softmax

layer with the cross-entropy objective function. This latter layer outputs the posterior

probability of each category given the input [14]. The supervised training strategy of

contemporary DCNNs, however, is essentially the same as its CNN ancestor [133] or the

multi-layer perceptron, which use the error-driven back-propagation learning algorithm

[200] to train the network.

Besides their superior power in computer vision tasks, DCNNs have been applied

to explain neural data in monkey and human visual cortex related to visual recognition

[21, 258, 87, 245, 88, 257]. For example, the Dicarlo group has shown that DCNN

models that achieve excellent accuracy on high-level object recognition tasks are very

good at predicting cortical spiking data [258, 21]. Güçlü and van Gerven [88] have

shown that DCNNs achieve state-of-the-art performance in decoding the blood oxygena-

tion level-dependent signal (BOLD) response of the ventral visual stream, significantly

outperforming the previous machine learning-based methods that use low-level features

[118, 87]. In addition, the neural features they extracted from their analysis of the human

temporal lobe match the observations of deep network features in [263] qualitatively,

demonstrating the plausibility of Zeiler & Fergus’ model. A recent study shows that

the state-of-the-art DCNN architecture, ResNet [94], can be approximated by recurrent

neural networks (RNNs), and form a biologically-plausible model of the ventral visual

pathway [138].

Due to the exceptional performance of DCNNs in both computer vision and

neurocomputational modeling tasks, DCNN models are used in the experiments in this
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dissertation. More details are described in Chapter 4 and Chapter 6.

1.4 Organization of the Thesis

As described earlier, understanding how visual recognition works in the brain

requires the participation of many disciplines. In this thesis, I primarily focus on link-

ing observations from cognitive psychology with neurocomputational models. More

specifically, I care about three questions:

1. Given a cognitive phenomena or behavioral data, can a neurocomputational model

simulate it?

2. Can the model provide explanations or predictions of the neural mechanism under-

lying the cognitive phenomena or data, thus promoting the understanding of how

the brain works?

3. Can a cognitive phenomena or principle of the brain somehow, in turn, help us

improve machine vision applications?

In this thesis, I pursue a bi-directional path that emphasizes tackling these problems. That

is to say, on the one hand, I use neurocomputational models to explore visual recognition

in the brain; on the other hand, I adopt brain-inspired principles to build better models.

The organization of my thesis, therefore, is as follows:

In Chapter 2, I start with a basic single-pathway version of “The Model” (TM) to

simulate and explain the study of Gauthier et al. [74], which shows that visual experience

can modulate the correlation between face and object recognition. We further predict

that this modulation effect only exists in subordinate-level categorization tasks that are

subserved by the FFA, rather than in basic-level categorization tasks.
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In Chapter 3, I use a two-pathway version of TM, simulating the two hemispheres,

and add a mixture-of-expert structure to model the development of hemispheric asym-

metry in face processing. I show that TM can fully account for this phenomena, and the

result applies only to faces rather than other object categories.

In Chapter 4, I describe the design of “The Deep Model” (TDM) by incorporating

deep neural networks into the original TM. Using TDM, I explore the contribution of

central versus peripheral vision in scene recognition, by simulating and explaining the

study of Larson and Loschky [130] who investigated scene recognition under various

conditions of masking off central or peripheral input. By visualizing the deep features

in TDM, we predict that central and peripheral vision develop their own preferences for

object categories through development.

In Chapter 5, I show that good visual recognition performance of a deep model

can be achieved by using brain-inspired principles- the unsupervised feature learning

strategy in early visual cortex, and the Gnostic Fields theory, proposed by Konorski

[122], of how the brain recognizes objects. I show the model learns V1 and V2-like

features using a Hierarchical ICA algorithm, and achieves excellent object recognition

performance on computer vision datasets.

In Chapter 6, I demonstrate how a state-of-the-art pixel-level semantic segmenta-

tion system can be built by combining the DCNN architecture and improved convolutional

operations that use better visual information encoding and decoding techniques. This

system has achieved state of the art performance on public computer vision benchmarks,

and can be applied to scene parsing and the autonomous driving task.

In Chapter 7, I conclude the thesis by discussing future directions of cognitive

modeling and brain-inspired vision systems.



Chapter 2

Are Face and Object Recognition

Independent? A Neurocomputational

Modeling Exploration

10
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This chapter, together with Chapter 3 and 4, focus on using two neurocomputa-

tional models, TM and TDM, to explain behavioral studies and cognitive phenomena

relate to visual recognition in the brain. In this chapter, I start with a basic single-pathway

version of “The Model” (TM) that simulates and explains the study of Gauthier et al.

[74], which shows visual experience can modulate the correlation of the performance

between face and object recognition. The abstract of this chapter is as follows:

Are face and object recognition abilities independent? Although it is commonly

believed that they are, Gauthier et al. [74] recently showed that these abilities become

more correlated as experience with nonface categories increases. They argued that there

is a single underlying visual ability, v, that is expressed in performance with both face and

nonface categories as experience grows. Using the Cambridge Face Memory Test and

the Vanderbilt Expertise Test, they showed that the shared variance between Cambridge

Face Memory Test and Vanderbilt Expertise Test performance increases monotonically

as experience increases. Here, we address why a shared resource across different visual

domains does not lead to competition and to an inverse correlation in abilities? We explain

this conundrum using our neurocomputational model of face and object processing (“The

Model”, TM). We model the domain general ability v as the available computational

resources (number of hidden units) in the mapping from input to label and experience as

the frequency of individual exemplars in an object category appearing during network

training. Our results show that, as in the behavioral data, the correlation between

subordinate level face and object recognition accuracy increases as experience grows.

We suggest that different domains do not compete for resources because the relevant

features are shared between faces and objects. The essential power of experience is to

generate a “spreading transform” for faces (separating them in representational space)

that generalizes to objects that must be individuated. Interestingly, when the task of the

network is basic level categorization, no increase in the correlation between domains is



12

observed. Hence, our model predicts that it is the type of experience that matters and that

the source of the correlation is in the fusiform face area, rather than in cortical areas that

subserve basic level categorization. This result is consistent with our previous modeling

elucidating why the FFA is recruited for novel domains of expertise [225].

2.1 Introduction

Understanding how visual object recognition is achieved in the human visual

cortex has been an important goal in various disciplines, such as neuroscience, neurophys-

iology, psychology, and computer science. Among all object classes, due to their social

importance, faces have been studied most extensively, especially since the Fusiform

Face Area (FFA) was discovered [211, 115]. Some research suggests that the FFA is

a domain-specific “module” processing only faces [115, 155, 81]; however, the FFA

responds to non-face object categories of expertise, including birds, cars [71, 160, 256],

chessboards [13], and even artificial objects when subjects are sufficiently trained in

the lab [72]. High-resolution fMRI (HR-fMRI) in the FFA and neurophysiology in

macaques brain reveal the existence of highly selective face areas within the FFA or its

likely homologue in monkeys, but no reliable selectivity for non-face objects [85, 227].

However, when behavioral expertise is taken into consideration, more recent work found

a reliable correlation between behavioral car expertise and the response to cars in the FFA,

which remains reliable even in the most face-selective voxels in this region [157, 160].

They suggest that experience individuating members of a category may be sufficient to

create this activation.

A more novel approach to study the relationship between face and object recogni-

tion is that of individual differences in behavioral performance. With the development of

the Cambridge Face Memory Test (CFMT; [53]), reliable individual differences in face
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recognition abilities have been characterized in the normal population. Using a classical

twin study design, Wilmer et al. [250] provided evidence that face recognition ability is

highly heritable. These authors also reported that face recognition ability (CFMT scores)

shared very little variance (6.7%) with a test of visual memory for abstract art (AAM).

In other work, performance on the Cambridge Car Memory Test (CCMT) was found

to share only 13.6% of the variance with the CFMT, even though the two tests are very

similar in format [47]. These results suggested that the ability to recognize faces has very

little to do with the ability to recognize non-face objects.

Gauthier et al. [74] challenged this conclusion by gathering evidence for the

following hypothesis: face and object recognition share a domain-general visual ability,

v, for discriminating visually similar objects, and this ability will only be expressed in

performance when an individual has sufficient experience, E, for a given category. In

brief, Per f ormancecat ∝ v ·Ecat , where the subscript denotes a particular object category.

The authors assumed that for faces, E is generally saturated and makes little contribution

to performance (as on the CFMT for instance). For objects however, they expected E

to vary much more across individuals, and as a result performance should not be as

good a measure of v. But since they conceived of v as the ability that allows people to

learn from experience with a category, they predicted that v would be expressed most

directly in performance with objects in those people with the most experience. To test

this hypothesis, the authors collected three measures from 256 subjects: 1) performance

on the CFMT; 2) performance with eight non-face categories on the Vanderbilt Expertise

Test (VET; [158]); and 3) a self-rating of experience with faces and the eight VET object

categories (O-EXP, from 1 to 9).

For the CFMT, subjects studied six target faces and finished an 18-trial learning

phase. They were then tested with 30 3-alternative forced-choice (3AFC) test displays to

determine which faces were among the studied faces. They then studied the target faces
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again and were tested over 24 test trials, where the stimuli were presented in Gaussian

noise. For the VET, subjects studied six target exemplars and then performed 12 3AFC

training trials with feedback. Finally, they studied the six exemplars again and performed

36 3AFC (without feedback). In these trials, new exemplars from the target categories

were used to test whether their learning generalized to new objects within the category.

Subjects were divided into six groups based on their level of reported experience

with all VET object categories. According to their hypothesis, if the common visual

ability v is expressed through experience, then their performance on the VET (O-PERF)

should also be more correlated with their performance on the CFMT as experience (E)

grows. As predicted, a regression analysis found that as experience grows, the shared

variance between the CFMT and O-PERF increased monotonically from essentially 0 to

0.59 along the six groups (See Figure 2.2(a)). The result indicated that the correlation is

indeed moderated by experience: when subjects had sufficient experience with non-face

objects, if they were found to perform poorly (well) with faces, they were found to also

perform poorly (well) with non-face objects. This result suggests that data showing no

or little correlation between object and face performance results from not taking into

account the subjects level of experience with the objects.

These results are consistent with a neurocomputational model of face process-

ing,“The Model” (TM). TM has been used to explain how and why an area of visual

expertise for faces (the FFA) could be recruited for other non-face object categories: The

resources in the face network can be shared with other object processing, provided that

this processing is at the subordinate (expertise) level task [109, 225].

The present implementation of TM is similar to the expert network described in

Tong et al. [225]: (1) images are preprocessed by Gabor filters, modeling V1; (2) the

Gabor representation is analyzed by Principal Components Analysis, which we consider

to correspond to representations in the Occipital Face Area; and (3) a neural network
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with one hidden layer is trained to recognize individual faces. The model is then trained

on object categories at the subordinate level. I.e., we assume that experience with a

category leads to recognition at the subordinate level (e.g., white, brown, and portobello

mushrooms).

Since this is an individual differences study, one network corresponds to one

subject. We used individual behavioral data from Gauthier et al. [74], including CFMT

scores, VET scores, and VET category experience scores. Because Gauthier et al. [74]

found self-report of faces to be less reliable than that for objects, we simply assumed that

all subjects have a very large amount of experience with faces, so that their CFMT score

represents their domain general ability v. We therefore identify v with the CFMT score,

and map that score to the number of hidden units. We map the self-rated experience score

E to the number of appearances of individual items within a specific category during

training. As described above, we first train the network on faces to simulate the ability

expressed by the CFMT performance, and then train on three non-face object categories

(butterflies, cars and leaves) to simulate the abilities tested by the VET. We show that the

shared variance between the recognition accuracy on faces and the average recognition

accuracy on non-face objects increases as experience with the non-face object categories

increases, consistent with Gauthier et al.s data.

In Gauthier et al., the correlation with VET scores did not obtain when they

used data from a single category on the VET. Instead, they had to average over the

experience with all VET categories, which we replicated here. However, when we

increased the number of subjects (networks), we found correlations based on single

categories. Consequently, we predict that the correlation between scores on the CFMT

and on the VET will be observed depending only on experience with a single category, if

enough subjects are tested. This prediction of the model has yet to be tested.

Furthermore, we show that the effect of experience moderating the correlation
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between VET and CFMT scores is not observed in our model if it is only trained to make

basic level categorizations; hence we predict that this effect is carried by the FFA. This

suggests that CFMT scores should have the increasing correlation with VET scores not

just based on mere experience with a category, but the kind of experience with a category,

where members of the category are processed at the subtype level.

Finally, we run an analysis on the net input of hidden units in two networks

with different levels of experience, and show the power of experience is to expand the

representational space to a larger region, where each individual object is more separated.

The experience moderation effect is a direct reflection of this power. This phenomenon

is also consistent with previous research using TM that demonstrates why the FFA is

recruited for other domains of expertise [225].

2.2 Methods

2.2.1 Architecture of TM

In general, TM is constructed using four layers that represent the human visual

system from low level features to high level object categorizations (Figure 2.1). Given

an input (retina level), we first pass the stimuli through a layer of classical Gabor filter

banks, which represent the receptive fields of V1 complex cells [44]. The Gabor filters

are composed of five spatial scales and eight orientations. In the second layer, the Gabor

filter responses are processed using Principal Component Analysis (PCA) to reduce the

dimensionality and perform efficient coding. The PCA layer models the information

extraction process beyond primary visual cortex, up until lateral occipital region (LOC).

We think of this layer as the structural description layer from the classic model of

[19], i.e., the level where the representation is suitable for face recognition and facial

expression analysis. Since PCA can be implemented using a Hebbian learning rule [203],
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we consider this step to be biologically plausible. The next layer is the hidden layer in the

neural network. We consider the number of hidden units as the available resources for

the task. At this layer, features are learned through backpropagation that are useful for

the task. For example, if the task is to discriminate different faces, this layer will learn

face-related representations adaptively through learning, and we can assume this layer

corresponds to the FFA. If the task is to classify basic-level object categories, the layer

will learn basic-level related representations, modeling those in the LOC. The fourth layer

is the output layer, which represents the categories of the different objects. This simulates

the category cells in prefrontal cortex. At each layer of the preprocessing network, there

is a normalization step before giving them to the next layer. Each image pixel value is

z-scored independently across the image set, the Gabor filters are normalized to be a

percentage of the total responses of the 8 orientations for each location, scale, and image,

and each principal component value is z-scored across the data set.

2.2.2 Dataset and Preprocessing

We use four object categories in all of our experiments: butterflies, cars, faces and

leaves. The three non-face object categories are three of the eight VET categories. The

reason we chose these three domains is that there are readily available datasets for these

VET categories that include subordinate level labels. We collected the images from four

separate datasets: 1) faces: the NimStim Face Stimulus Set [226] (646 images across

45 individuals); 2) butterflies: the Leeds Butterfly Dataset [241] (832 images across

10 species); 3) cars: the Multi-View Car Dataset [180] (approximately 2000 images

for 20 models); 4) leaves: the One-hundred Plant Species Leaves data Set [149] (1600

images for 100 categories). For every object category, we randomly chose 16 images

from each of 10 randomly selected subordinate level categories to form the training set
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Figure 2.1: Model Architecture

(12 images per individual) and test set (4 images per individual1). We first transform

all images to grayscale and crop them to a uniform size of 64× 64 pixels. We then

process them through Gabor filter banks as defined in Lades et al. [126], with 8 different

orientations ranging from 0 to 7π

8 and five spatial scales. To make the filter response

values in the same range, we normalize them across orientations for each scale on a

per-image basis, so there is a low-frequency to high-frequency representation of the

image. We normalize them across orientations for each scale on a per-image basis, so

there is a low-frequency to high-frequency representation of the image. We normalize

the response this way because we hypothesize that the downstream cells perform similar

normalizations as the retina, which performs contrast normalization. In addition, this

1Note that for faces, “individual” refers to a particular person, for butterflies and leaves, a particular
species, and for cars, a particular make and model.
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representation equalizes the power across spatial frequencies, so none dominate the

representation. We sample the 40 Gabor filter responses in an 8×8 grid over the image,

resulting in a 2560-dimensional vector to represent a single image. The PCA step removes

the redundancy of this representation by decorrelating the filter responses and generates

a lower dimensional vector for efficient further processing. We perform PCA separately

on the five scales, keep the eight eigenvectors with the largest eigenvalues for each scale,

and project all Gabor filter responses for each image onto the corresponding eigenvectors.

The 40 projections are z-scored by dividing by the square root of the corresponding

eigenvalue before presentation to the neural network.

As in previous work (Tong et al., 2008), the label we give to the hidden layers

(LOC or FFA) depends on the level of categorization. We hypothesize that LOC performs

basic level categorization and FFA is involved in fine-level discrimination. As we showed

in previous work, this changes the representation at the hidden layer dramatically, in

that hidden units in the LOC model clump categories into small regions of representa-

tional space, while the hidden units in the FFA model increase within-category distance,

spreading members of a category out into different locations in representational space.

2.2.3 Mapping and Network Training

To model Gauthier et al.s experiment, we represent each subject by one network.

The data for each of the 256 subjects are used to set the parameters for each network.

In the psychological experiment performed by Gauthier et al [74], there are two key

variables: the domain general visual ability, v, and the self-reported experience of the

object categories, E. Based on Gauthier et al.s theory, we write the following relation:

Per f ormancecat ∝ v ·Ecat . That is, v is only expressed in performance via experience

with a category. We can nominally think of E as a number between 0 and 1, although this

is transformed in our model to a more relevant range of experience for the networks. We
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assume that the maximum value of E is the value for faces (every subject has maximal

experience with faces), which means we can measure v directly from each subjects data

as their performance on the CFMT (a number from 0 to 1). E is given directly in the

self-report data (a number from 1 to 9).

We assume v is based on the available representational resources of the subject

for processing faces and objects, hence we map v to the number of hidden units in each

network using a simple function. With more hidden units, the network in general will

generate higher dimensional and more accurate features for a given object category, thus

improving the classification performance. We choose the particular mapping through

cross-validation so that we do not use too many hidden units for the size of our dataset,

which would result in poor performance from overfitting.

We use a linear function to map the reported experience (i.e., 3+ E) to the

frequency of individual exemplars in an object category in the training set. In Gauthier et

al. (2014), the test-retest reliability for the self-reported experience measure, O-EXP, for

non-face object categories is much higher than that of faces (0.60). As noted above, we

imagine that face experience is maximal for each subject, and for the other categories,

we use a linear mapping from the self-reported O-EXP, as the simplest possible unbiased

estimate of the relationship between reported experience and training examples. Since in

our database, we have 12 images each of 10 subordinate categories for each type (faces,

cars, leaves, and butterflies), if a subject has experience level 1 with leaves, they will

see 4 exemplars of each leaf, or 40 images of leaves. If they have experience level 9,

they will see all 12 exemplars. We repeat the smaller number of exemplars to match the

number of training instances in a model networks “day”. Hence we are mapping O-EXP

to the variety of experience with an object category.

For the faces, always use all 120 images of 10 people in the training set. The

scaling above is calibrated to reach 480 updates of the weights per epoch, again, providing
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each network with an equal length “day”. Hence, given a fixed training time (e.g., one

epoch), different object categories have a different variety of training examples based

on their level of experience. This mapping is reasonable given that more experience

with a category should lead to more variety of experience with a category. Consider,

for example, that a good chef will know many different varieties of mushroom, where a

less-experienced cook may know only two or three.

As a result, our variable mapping and general training process of the network are

as follows: we map v to the number of hidden units, and E to the amount of training

examples that appear at each training iteration. For each network, we train on subordinate

level face identification first, in order to simulate the process of gaining expertise on

faces. This is intended to reflect the fact that before humans become familiar with the

various species of butterflies, for example, they had expertise on faces. After training

on individuating faces, we add the three non-face object classes (butterflies, cars and

leaves) into the network by adding extra sets of output nodes and new training examples.

In Experiment 1 and Experiment 2 in the next section, as the task is to discriminate the

10 individuals in each category, all networks have 40 output nodes. In Experiment 3, as

we only perform basic level categorization of the non-face categories, so the network

only has 13 output nodes, with 10 for individual faces and 3 for each non-face object

category. We measure the recognition accuracy on the test set for each object when we

finish training, and use this score to model the VET performance.

2.3 Results

We will describe three simulations in this section. The first experiment is intended

to model directly the psychological experiment performed by Gauthier et al. [74], that

showed that the correlation between performance on the VET and the CFMT increases
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with experience with objects. In that experiment, the level of experience was averaged

across categories, because they did not find a correlation between performance on the

VET for a single category based on experience with that category. The second experiment

provides a prediction that, if more subjects were used, the correlation would emerge

at the single category level. In the first and second experiments, the networks were

trained to be “experts” in the categories, i.e., they were trained to individuate people, car

models, and butterfly and leaf species. This suggests that the correlation emerges as a

result of shared variance within the FFA. The third experiment predicts that we would

not see the experience moderation effect based on basic level experience - expertise is

necessary. Finally, we analyze networks trained to be experts to show why the experience

moderation effect appears when using the same hidden units, counter to the intuition that

there should be a competition for shared resources.

2.3.1 Modeling Gauthier et al. (2014)

Gauthier et al. hypothesized a single underlying visual ability, v, that is only

expressed through experience. This visual ability can be measured by performance on

a face recognition test like the CFMT, as we all have a great deal of experience with

faces. If v is a shared ability, it should become expressed in performance as a function of

experience with non-face objects.

To model their experiment and results, we make an one-to-one mapping of v and

E to our neural networks, with each network representing one human subject. Since

Per f ormancecat ∝ v ·Ecat (according to Gauthier et al.s hypothesis), and every human

subject is assumed to have high and relatively similar experience with faces, their v is

explicitly expressed by their face recognition score on the CFMT. We therefore initialized

the network based on the subjects CFMT score by mapping that number to the number
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of hidden units according to the following formula:

Nhidden(snet) = b34×CFMT (sh)−14c,

Where sh represents a particular human subject, snet is the corresponding network model-

ing that subject, CFMT (sh) is the percent correct of sh on the CFMT, and Nhidden(snet)

is the number of hidden units for that subjects network. The CFMT scores in Gauthier et

al.s data range from 0.4722 to 1, so Nhidden ranges from 2 to 20. As in general Nhidden

must be matched to the size of the dataset for good generalization, our range of hidden

units is chosen by cross-validation to ensure that there are sufficient resources at the

maximum number to provide good generalization without overfitting2.

Similarly, the formula for mapping self-rated experience (O-EXP) to the number

of training samples for each subordinate object category is as follows:

Nsample(category,snet) = 3+O-EXP(category,sh).

As O-EXP ranges from 1 to 9, then the number of training samples ranges from 4 to

12 (12 is the maximum number of individual training samples in the dataset for each

individual). Hence, we use a fraction of the dataset to learn each object when the subject

has lower experience, while we use the full dataset to train the networks with the highest

experience. For faces, we assume O-EXP is 9. Note, as described above, we must ensure

that the networks are trained with the same total amount of images per epoch so that

every network has same number of updates. That is, there are the same number of “hours

in the day” for each network. We set this number to 480, as this is the size of the most

2In general, the number of hidden units depends upon the size of training set. In recent winner of
ImageNet Large Scale Visual Recognition Challenge, the networks are trained with over 1.2 million images,
and the final hidden layer has 4096 units [125]. However if the same network is trained on a smaller
dataset, the recognition accuracy is low due to overfitting [261].
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diverse training set (120 images of 10 individuals for 4 categories). We use Nsample to

compute a proportion of the dataset. I.e., assuming leaves and cars are the only two

object categories for the moment, if Nsample for leaves and cars is 6 and 12, respectively

(with Nsample = 12 by definition for faces), the proportion of the training set that are leaf

images is 6/(6+12+12), or 20%.

We use stochastic gradient descent (online-backpropagation) to train the network.

A learning method with equivalent results to backpropagation, contrastive hebbian learn-

ing (CHL), can be implemented in a biologically plausible way [178, 189]. While less

biologically plausible, backpropagation training is much more efficient than CHL. The

input vectors are z-scored, and the weights are drawn uniformly from the range −0.5

to 0.5. In all experiments, we set the learning rate to 0.015 and momentum to 0.01. As

mentioned in the Methods section, we train the network on individuating faces first. We

stop the face network training in either one of two conditions: if it hits the stopping

threshold (mean squared error of 0.005, determined using cross-validation to provide the

best generalization), or if the number of training epochs reaches 100, when we assume

the network has gained sufficient expertise on face recognition as the training time is

enough. We then start the second training phase by introducing the three non-face object

categories into the training set and add 30 output nodes, corresponding to subordinate-

level categorization of the 10 individuals in the 3 categories. The network is trained until

the error is below 0.005, or training epoch reaches 90. At the end of the training process,

we measure the recognition accuracy on the test set for all four object categories, and

calculate the correlation between the score on faces and averaged non-face objects. We

show the result in Figure 2.2(b).

From Figure 2.2(b), we can clearly see that as experience (O-EXP) grows, the

shared variance between face recognition performance and the averaged non-face object

recognition accuracy increases monotonically from 1.2×10−4 to 0.60585. This result
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Figure 2.2: Results of Experiment 1. The first row (2a) shows the experimental data
from Gauthier et al. [74]. The second row (2b) shows our modeling result. Each dot in
2b represents a single subject network whose parameters (v and E) are calculated based
on the corresponding human subject. Each line in the graph represents the regression for
each group between their CFMT scores against their VET or non-face object recognition
scores. The bottom row shows how the subjects are divided into six groups based on
their self-rated experience score in VET object categories (O-EXP). For example, the
second column (top row) shows the data from subjects (dots) whose O-EXP score is
between 1.5 and 0.5 standard deviations below the mean.
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matches those of Gauthier et al. qualitatively and demonstrates that our network training

strategy and variable mapping of v and E are reasonable. The mapping of v to various

numbers of hidden units in the network spans the accuracy of face recognition (y axis

of Figure 2.2(b)), suggesting that the hypothesis that the variance across individual

subjects in the domain general object recognition ability is the amount of representational

resources in cortex (hidden units in the neural network). The mapping of E to the number

of training examples on non-faces spans the accuracy of non-face object recognition (x

axis of Figure 2.2(b)), clearly illustrating that higher experience will generally facilitate

object recognition performance by moving them from all being relatively low to a range

of scores, expressing the underlying computational resources.

2.3.2 Experiment 2: Correlation with a Single Category

In Gauthier et al. [74], the increasing trend of correlation was not observed for

any individual category. Rather, it only appeared for the averaged VET score (O-PERF)

against the CFMT score. This is theoretically problematic because, according to their

hypothesis, v is a domain-general visual ability, and face recognition should not be

independent of any non-face object category when people have sufficient experience in

that category. In the original study, this situation was attributed to the fact that self-reports

were likely very imperfect measures of experience with a category. However, in the

present simulations, experience had a very direct mapping to each networks training

and yet we also did not see the phenomenon as clearly in our simulations when using

individual categories (see Figure 2.3). One possible explanation is that more subjects

are required to show the effect; as there are few “experts” in the general population. In

this experiment, we use a much larger number of subject networks and ability levels. We

expect to see the same experience moderation effect as in the averaged category result if

our assumption is true.
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Figure 2.3: Result showing the correlation between the networks face recognition
performance and single non-face object recognition performance (butterflies, cars and
leaves) in Experiment 1, as a function of experience. Interestingly, while there appears
to be an overall trend of increasing correlation (especially for the leaves), it is generally
smaller, and not monotonic when compared to the result using averaged performance
(Figure 2.2(b)).
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In this experiment, we use 1000 different networks rather than the 256 in the

previous experiment. To produce a larger range of network performance, we extended

the range of hidden unit numbers and experience levels. We manually created the

initialization of the values of v and E for the subject networks. We map v to the range

Nhidd ∈ {1,3,5,7,9,12,15,18,21,24,28,32,36}. We determined in advance that there

is still no overfitting with up to 36 hidden units. For E, we set the range of experiential

variety to Nsample ∈ {2,4,6,8,10,12}. As before, higher numbers of samples indicates

more varied experience with that category. The number of subject networks at each

level of v and E are determined by a Gaussian distribution, and the number of training

examples falls in the given interval from 2 to 12. This approach tends to assign more

members to the middle value in the set, simulating the fact that most people should

have intermediate level of v and E. The training procedure, dataset we use, and network

parameter settings are the same as in Experiment 1. We show our result in Figure 2.4.

As can be seen from Figure 2.4, as experience grows, the shared variance (R2)

between face and all three individual non-face objects increases monotonically, from a

value near zero (p > 0.1) up to a value greater than 0.7 (p < 5×10−5). Not surprisingly,

when we calculate R2 between face and averaged non-face performance, the increasing

correlation trend still exists, from 0.048 (p = 0.1873) to 0.829 (p < 10−6). We ran the

experiment 10 times, and the increasing correlation trend is very robust. The number

of subjects is one factor in observing the experience moderation effect at the single-

category level. A possible explanation for this finding is that using the averaged category

experience leads to an aggregation effect [201]. At the single-category level, the smaller

amount of data at any level of experience will be more variable, due to factors such

as different initial random weights, different local minima, noise, etc. With several

categories, these uncorrelated sources of noise are reduced. With more subjects at any

given level of experience, we can also eliminate this nuisance variance, as long as it is
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Figure 2.4: Results of Experiment 2. The top three rows show the trend of shared
variance between face recognition accuracy (y axis) and single non-face object recog-
nition performance (x axis, butterflies, cars and leaves for each row), as a function of
experience. The last row shows the correlation on averaged non-face object recognition
performance. Each dot represents a subject network, and the red regression curve is also
plotted for each group. As we can see, the correlation is monotonically increasing when
experience grows, regardless of whether individual or averaged performance are used.
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not correlated across different subjects with similar experience, in the same way as it was

not correlated across different categories for the same subjects. Our finding predicts that

if more subjects were recruited, the experience moderation effect would be found at the

single category level in actual behavioral data.

2.3.3 Experiment 3: Basic-Level Classification

In Experiments 1 and 2, the networks representing each subject are trained and

tested on subordinate-level classification tasks, which means their job is to discriminate

individuals (Is it Tom/John/Mary or Benz/Ford/Toyota...?) within a category (faces or

cars). That is, the networks are trained to become experts in these specific tasks. Based

on our previous modeling [225] and fMRI [253] work, we would expect the Fusiform

Face Area to be a main site for such subordinate level learning. This however begs the

question, is the overlap in abilities we and Gauthier et al. [74] have measured depend

on expertise at the subordinate level? In other words, would we see the same result

of experience moderating the relationship between face and object recognition if the

networks were instead trained on basic-level categorization?

Hence, in Experiment 3, we test this hypothesis by performing the same exper-

iment on our networks, but training the network that has been pre-trained on faces to

classify the objects at the basic level. In a previous modeling study [225], they analyzed

the effect of both subordinate-level and basic-level classification tasks using the same

neurocomputational modeling approach we use here, and found that there is a large

difference in the hidden layer representational space developed over training in basic

versus expert-level categorization. Here, we investigate the result of an expert network

(a face identification network) being additionally trained to be a basic level categorizer,

and we compute the correlation between face identification performance and basic-level

categorization performance within the same network. If we still observe the experience
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moderation effect, it would indicate that the experience moderation effect is not specific

to the subordinate level; if not, it suggests that the experience moderation effect requires

that subjects experience be at the level of subordinate-level categorization, or at least

rules out that it works for just any training task.

To model the basic-level classification task, the only change we make from

Experiment 2 is altering the number of output nodes and collapsing across individuals.

We keep training the output nodes for faces to make sure the model remains effective at

individuating faces. As we have 10 individuals for each of the 4 object categories, all

networks in Experiment 2 have 40 output nodes; here, the networks only have 13 output

nodes (10 faces + 3 nodes representing each non-face object category: butterflies, cars

and leaves). The variable mapping and training procedure are otherwise exactly the same

as Experiment 2. The result is shown in Figure 2.5.

As can be seen from Figure 2.5, as experience grows, we do not observe increasing

correlation between face and non-face recognition performance, no matter whether

experience is measured based on a single category or across categories. Instead, we

observe a relatively constant correlation between performance in the two domains,

regardless of how much experience the network has on objects. For the correlation

results on single categories, we either find no correlation (leaves) or non-monotonically

increasing low correlation (butterflies and cars). When performance is averaged across

categories, however, due to the effect of aggregation, the overall correlation increases to

around 0.35; nevertheless, the correlation does not monotonically increase as experience

grows.

This phenomenon is easily explained. In Experiment 1 and 2, the variation across

domain general visual ability (v) allows the networks to express the full range of face

recognition ability, with the face recognition performance spread out between 0 and 1

(y axis in Figure 2.2, 2.3, and 2.4). However, due to the constraint of experience for the
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Figure 2.5: Result of Experiment 3 (basic-level classification). The format is the same
as Figure 2.4, with top three rows shows the correlation between performance on face
and single non-face objects, and the last row on averaged non-face objects. There is no
monotonically increasing correlation in either single or averaged category performance.
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non-face objects, the network cannot express the full range of object recognition ability

until the experience level is high. This can be seen from the results in Experiment 1

and 2 (x axis in Figure 2.2, 2.3, and 2.4), where the dots are “squeezing” around zero

for low-experienced objects, and they gradually spread out when experience increases.

In general, the cause for low recognition performance is either that the subject network

has low v (few hidden units), or because the subordinate-level task is very hard, and the

resources are not sufficient.

In basic-level categorization, however, the task is easier (the networks only

have to recognize all leaves as leaves, all butterflies as butterflies, etc.), and to do so

the networks do not need a large number of hidden units, nor do we need very much

training. Hence all of the networks (and by inference people) have enough resources

to attain a relatively high score on basic level object recognition. This is shown clearly

in Figure 2.5: face recognition performance is spread out as usual (y axis), and object

recognition performance (x axis) has much lower variance in general. This explains

why the correlation in the low-experience bins is approximately the same as in the high-

experienced bins, and the increased in correlation with face recognition performance

from the lowest level of experience (0.32) to highest level of experience (0.41) is not as

large as in subordinate-level classification (Figure 2.4, from 0.05 to 0.83). Experience

does not mediate performance in an easy task such as basic-level recognition, as the

performance is dominated by the relative easiness of the task.

Hence we infer that the type of experience matters in deciding how abilities in

different domains overlap: knowing the kind of leaf, or car, or butterfly leads to an

increasing correlation of performance with face recognition, while just knowing that a

leaf is a leaf, etc., does not. The level of task, even if both tasks involve categorizing

images, has significantly different impacts on the outcome of the experiment. The need to

differentiate between individual objects within a visually homogeneous category, rather
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than placing them into categories that differ in the overall part structure, produces the

moderation effect shown in Experiment 1 and 2.

2.3.4 Analysis: The Power of Experience

Given the finding that more experience leads to higher correlation between

subordinate-level classification tasks in Experiment 1 and 2, we may wonder why this

happens. For example, it seems intuitive that if the same hidden units are being used

in both tasks, then there should be competition for these representational resources,

and higher performance on faces should mean that more hidden units are dedicated to

faces, which would result in lower performance on objects. This turns out not to be

the case. Tong et al. [225] showed that the hidden unit representation learned in a face

identification task separates faces in hidden unit space, making it easy for a classifier to

separate them. However, this same “spreading transform” generalized to novel categories.

For example, they showed that when novel objects (“Greebles”) were presented to the

trained network for the first time, without any training, they were already spread out in

hidden unit space. In this experiment, using a similar analysis of the net inputs of the

hidden units, we show how this effect develops as a result of experience.

More specifically, we analyze the hidden units on two subject networks with

different levels of experience. Recall that we map experience (E) to the number of training

examples per individual. For this analysis, we set the number of training examples per

object for the two networks be 3 and 12, respectively, representing low and high levels of

experience. Both networks have 50 hidden units, so they have sufficient ability (v) to give

the best performance. We train both networks on individuating faces first, and continue

training on recognizing mixed object categories. We measure the performance at the end

of training. During training, we record the net input of the hidden units for all training

examples at six different time points (see Figure 2.6), which enables us to observe the
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evolution of the internal representation. For data collected from each subject network,

we perform PCA on them and visualize the projections on the first and second principal

components on a two-dimensional subspace. The result is shown in Figure 2.6. Note

that for columns 1 and 2, the different colors represent different faces, to show how the

faces are separated in the space. While some faces look like they are close in the space,

they are separated by other dimensions. For columns 3-6, the different colors represent

different categories.

Faces
Butterflie
Car
Leaves

Faces
Butterflie
Car
Leaves

Figure 2.6: Visualization of the development of net input of hidden units over network
training. First row: subject network with low experience (3 training examples per
individual). Second row: subject network with high experience (12 training examples
per individual). Each column represents the data collected from corresponding training
epoch (shown in the title). In the left two columns, the colored dots represent differ-
ent individual faces. In the right four columns, the colored dots represent different
object categories, shown in the legend. Note: The y-axis changes from [−15,+15] to
[−100,+100] in the fourth column for clarity.
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Several conclusions can be drawn from the results. First of all, for the networks

trained on face recognition only (the first two columns), no difference in experience exists,

so the representations that the networks develop are similar: training on differentiating

faces gradually separates each individual face in the subspace (second column), compared

to the initial cluster at the center (first column). Second, when we take a close look

at the third column, the non-face objects are already dispersed to the extent of the

representational space formed by faces, even without training. This suggests that the

projection into the hidden unit space learned for faces, which spreads out the faces,

generalizes to novel objects, spreading them out as well. This is the same finding as in

Tong et al. [225], where it was shown that Greebles were spread out by the face network

before it was even trained on Greebles. In that paper we also showed that there was

nothing special about faces per se, rather, it is the task that is learned (individuation

of similar looking items) that leads to this spreading transform. This result held for

our model of the FFA, which suggests that the effects found in the Gauthier et al. [74]

paper are also a reflection of expertise with the non-face categories. Finally, when

training on multiple object categories, we find that more training generally produces a

larger spreading effect for both networks (the change from the third column to the last

column), but more experience spreads the objects to an even greater extent (compare

the last columns in the two rows). In data not shown, both of these networks achieve

87.5% accuracy on face recognition but the network with less experience with objects

only achieves an average accuracy of 16.67% on non-face objects. This is well above

chance, but much lower than the more experienced network, which achieves an accuracy

of 83.33% on objects. As a result, we can speculate that greater experience actually

leads to a greater spread in the hidden units of the network, and this spreading transform

positively correlates with performance on the object recognition task. Performance on

objects and faces is similar in a network with more experience, and very different in a
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network with less experience, as we saw in Figures 2.3 and 2.4. This is the power of

experience.

The above analysis is based on the PCA projection of the net input on a two-

dimensional space. Since there are 50 hidden units in the network, we want to explore

whether the phenomenon could generalize along all dimensions. As we cannot visualize

a 50-dimensional space, we take five measurements for each dimension to help us

understand its behavior:

1. Max: the maximum value of the projection on a principal component dimension,

for each single category (locally) and across all of the categories (globally).

2. Min: the minimum value along a dimension, for each single category and across

all of the categories.

3. Var: the variance along each dimension, for each single category and across all of

the categories.

4. Inter: the average between-class distance, measured using Euclidean distance

between the center of each object within the same category to the center of the

current category, and averaged across all categories.

5. Intra: the average within-class distance, measured using Euclidean distance be-

tween each data point belonging to a single individual to the average of that

individuals locations, and averaged across all categories.

Among the five measurements, Max, Min and Var are measured both globally

(across all categories) and locally (for each object category), while Inter and Intra are only

measured globally. Max, Min and Var indicate how far the individual representations are

spread out along each dimension, while Inter and Intra measure the behavior for each

group. The results are shown in Figure 2.7.
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Figure 2.7: Visualization of the measurements taken on all 50 PCA dimensions of
the hidden unit net inputs. In all graphs, the blue lines represent the network with a
high level of experience, and the red lines represent the network with a low level of
experience. We take five measurements: Max, Min, Variance, Inter-group distance and
Intra-group distance, as described in the text. The top three rows show the result of
Max, Min and Var on the four object categories (left to right: faces, butterflies, cars and
leaves). The last two rows show the result of all measurements on all categories.
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From the local measurement results in Figure 2.7, we can clearly see that:

1. For Max and Var, the value of high-experience network is always greater than

low-experience network.

2. For Min, the value of high-experience network is always smaller than low-experience

network.

These findings hold for all four object categories. These results demonstrate

that for individual representations, high levels of experience separate them along all

dimensions in the space.

For the global measurement (combined all categories), we can see that

1. For Max, Min, and Var, their behavior are the same as local measurements above

2. For Inter and Intra, the value of high-experience network is mostly greater than

low-experience network.

Imagine each object forms a cluster in the space. The Inter and Intra results

indicate that as experience grows, each individual resident within that cluster will become

further apart from its neighbors and the whole cluster itself will also move away from

other clusters, like the “redshift” phenomenon in physical cosmology [102]. As this

“redshift” of object representation happens in all dimensions of the hidden unit universe,

it suggests that the essential power of experience is to generate a spreading transform

for objects in the representational space, and accordingly to facilitate a subordinate-level

classification task. The experience moderation effect, as can be seen in our experiment,

is a direct outcome/reflection of this internal power, in a large population of subjects.

In addition, we measured the entropy of the net input of all the hidden units.

Entropy is a measurement about how much information is preserved in the hidden units,

and it is scale-free. If the data is highly scattered, the variance will be high, and more
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information will be carried. In order to calculate the entropy, we obtained the net input

value of all hidden units across examples in the training set. We then calculated the

entropy for each of the hidden units by getting the probability distribution (the normalized

histogram) of the values, thereby computing pi for each bin, and then summing pilogpi

over the bins (the results were robust across various bin sizes) We then averaged the

entropy over all of the hidden units. To examine how the entropy develops over time, we

plot its value as a function of training iterations, as shown in Figure 2.8. As we can see,

although both networks show a general increasing trend of the entropy, the network with

more varied experience always has higher entropy. This result is expected based on the

PCA visualization in Figure 2.6, as the representations for both face and non-face objects

become more separated as training proceeds. Again, this result demonstrates that the

power of experience is to learn a more separated representation for objects to facilitate

the subordinate-level classification task.

Furthermore, when looking into the local and global measurement of variance

in Figure 2.7, we can see that for the more-experienced network, a larger number of

dimensions accounts for more variance than for the less-experienced network. This

suggests that the more-experienced network contains more complex information that

must be decomposed into several different dimensions, which provides another way of

measuring how the network is spreading out the representation of the categories.

2.4 Discussion

Neurocomputational models can provide insight into behavioral results by sug-

gesting hypotheses for how the results came about. We can then analyze the models

in ways that are difficult or impossible in human subjects or animals. In this paper, we

explored how a neurocomputational model can explain the experience moderation effect
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Figure 2.8: Entropy of hidden units as a function of training epochs. Blue dashed
line: network with more experience. Red line: network with less experience. The
network with more experience generally has greater entropy across training, suggesting
the representation is more separated. Error bars denote ±1 standard error.

observed by Gauthier et al. [74]. We trained networks to perform the same tasks humans

have to perform, i.e., to recognize objects and faces. We used one network per subject,

setting their parameters based on the individual subject data. We mapped domain general

visual ability, v, to the number of hidden units, and experience, E, to the number of

training examples per individual. We showed that the model fits the human data quite

well: As the networks gain more experience with the object categories, the correlation

between performance on objects and performance on faces increases.

In Experiment 1, as in Gauthier et al. [74], we had to average across category

experience to obtain the correlation with face processing performance. That is, we could

not significantly predict face recognition ability based solely on performance within a
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single category. In Experiment 2, we “recruited” more neural network subjects, and

predicted that the effect should hold at the single-category level, provided that there are a

sufficient number of subjects that span all levels of visual ability and experience.

Finally, we also attempted to replicate the effect with networks that did not

differentiate faces, but simply placed objects and faces into basic-level categories. Here,

we did not find an experience-moderation effect, suggesting the type of experience and

level of the task (basic or subordinate level discrimination) is an important factor to be

considered in understanding these effects.

The conclusion that task matters in terms of the kind of perceptual expertise

that is acquired and for the neural substrates recruited is supported by prior work. For

instance, novel objects become processed in a holistic manner, like faces, if they are

from a category for which subjects practiced individuation, but not categorization [252].

Likewise, brief individuation training improves discrimination of new faces from another

race, while a different training task with the same faces that is as demanding, but does

not require individuation, does not improve discrimination [159]. Qualitatively different

patterns of neural representations are observed after training with novel objects in tasks

that produce different kinds of behavioral results [253, 254].

This experiment predicts that the source of the experience moderation effect is

not in regions of the brain that are sensitive only to category level, as opposed to regions

that are associated with better performance in individuation for objects and faces, such

as the FFA [70, 71, 157, 161]. One advantage of computational models is that we can

analyze them in ways we cannot analyze human subjects, to provide hypotheses as to the

underlying mechanisms of an effect. For example, an obvious question is, why isnt there

a “zero-sum game” between the neurons allocated for each task? I.e., how can the same

features be used for both faces, leaves, cars and butterflies?

Behavioral and neural studies show that face recognition and the recognition of
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other objects of expertise can compete. The N170 face-selective event-related potential

is reduced for faces when they are shown in the context of objects of expertise [73, 199].

Behaviorally, non-face objects of expertise compete with faces but not with objects

with which subjects are not expert [162, 159]. fMRI responses to cars in FFA predict

behavioral expertise with cars when the cars are presented alone on the screen, and to

some degree still when shown among other objects, but not when the other objects are

faces [160]. What all these studies have in common is that interference occurs when

faces and objects from another category of expertise have to be processed simultaneously

or at least in very close temporal contiguity. Again, this suggests that they are sharing

representations.

Our analysis shows why this would be the case. The non-linear transformation by

the network at the backpropagation-trained hidden layer displays a spreading transform

that separates similar-looking objects. This transform generalizes to new categories. At

the same time, as shown in the last four columns in Figure 2.6, the representation of

faces is interdigitated with the representations of other categories. Hence the reason

why we see interference in the human subject studies is due to this shared representation.

In previous work (Tong et al. [225]), we hypothesized that the FFA contains features

useful for fine-level discrimination of faces, and showed how these features generalize

to the discrimination of novel categories. Here, we find the same result, shown in the

third column of Figure 2.6, where we find that objects are already separated by the

face features, i.e., the transform that separates individual faces also separates individual

objects even at the beginning of training on those objects. Given that our model is a

model of the FFA, we hypothesize that the location of the experience moderation effect

is in the FFA, but more generally, it could be in any area where face representations are

more separated.

We conclude that the real power of experience at individuating objects within a
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homogeneous category is to separate the objects in all dimensions of the representational

space spanned by the FFA, and that the experience moderation effect is a direct reflection

of this spreading transform. These results support the argument that face and non-

face object discrimination are inherently correlated through the sharing of the same

mechanism: The better one is at face individuation, the better one will be at individuating

objects, given sufficient experience with objects.

One may speculate that one may also find an experience moderation effect at

the basic level of categorization. That is, if a subject shows high performance in simply

discriminating object categories, and has a great deal of experience in discriminating

multiple categories, performance in multiple domains should be correlated. There is

some evidence that a great deal of experience with basic level categorization, as in letter

recognition, results in a different kind of expertise from that obtained for subordinate-

level experience different both in behavior and neural substrate [251, 253]. One might

hypothesize that multiple vs, i.e., a basic-level v and a fine-level v, corresponding to

different brain regions associated with these tasks. That is, there must be a constraint that

the level of tasks be equalized before one can hope to find such a correlation. In our model,

we use fine-level v. Evidence for this hypothesis arises in recent work showing that a

neural network that is good at differentiating the thousand categories of the Imagenet

competition [202] develops features that are useful in differentiating other categories

[261, 246].

More recently, training backpropagation-based deep neural networks has been

shown to achieve state-of-the-art performance on many computer vision tasks, such

as image classification [125, 221], scene recognition [267], and object detection [78].

Researchers also have used deep neural networks to probe representations in neural data,

especially in IT (e.g. [21, 258, 88]). Remarkably, these studies have shown that the

features learned in the neural networks can explain the representation in human and
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monkey IT. As these networks are also trained by backpropagation, they support our

contention that our neurocomputational model is a reasonable model of FFA and LOC.

As a result, it is a promising research direction to use deep neural networks to explain

more cognitive/behavioral data, and to model how the brain works.

In summary, we suggest that the correlation between visual processing of faces

and objects is mediated by a common representational substrate in the visual system,

most likely in the Fusiform Face Area, and that the reason for this mediation is that the

FFA embodies a transform that amplifies the differences between homogeneous objects.

This transformation is generic; it applies to a wide range of visual categories. The generic

nature of this transform explains why there is a synergy between face processing and

expert object processing.
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Chapter 2 shows how a single-pathway TM can be used in our modeling work. In

this chapter, I use a two-pathway version of TM by adding a mixture-of-expert structure

to model the development of hemispheric asymmetry of face processing. The abstract of

this chapter is as follows:

Extensive research effort has been invested in building neurocomputational mod-

els for face and object recognition. However, the relationship between the recognition

model and the development of the visual system is rarely considered. Research on the

development of contrast sensitivity shows that human infants can only perceive low

spatial frequency informationfrom visual stimuli, but their acuity improves gradually

with age. Also, the right hemisphere (RH) develops earlier than the left hemisphere (LH),

and is dominant in infants. Here we show that these constraints, coupled with a desire

on the part of the infant to individuate its caretakers and family, leads naturally to the

right hemisphere bias for face processing. We propose a developmental model for face

and object recognition using a modular neural network based on Dailey and Cottrell

[42]. This neural network represents the two hemispheres using two modules, with a

competitive relationship between them mediated by a gating mechanism. The strong RH

and low spatial frequency bias for face recognition emerges naturally in the model from

the interaction of the slow development of acuity and the early dominance of the right

hemisphere. Remarkably, this strong asymmetry does not appear to hold for the other

object categories that we tried.

3.1 Introduction

Computational models have been used extensively to instantiate hypotheses re-

garding face and object perception from a neurocomputational perspective [42, 177, 195].

Due to their social importance and frequency, faces as a stimulus class have been studied
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most extensively. fMRI studies have shown that the fusiform face area (FFA) is activated

in response to faces more than other stimuli, and this activation is found to be stronger in

the right hemisphere [115]. This right hemisphere lateralization is supported by electro-

physiological studies, which show a stronger face-specific wave 170 ms after the stimulus

onset over the right hemisphere [12]. In addition, according to neurophysiological data,

the lesioning of the right FFA will result in prosopagnosia, a deficit in face recognition

[16]. To account for such hemispheric asymmetry, Ivry and Robertson [104] proposed

the Double Filtering by Frequency (DFF) model which postulates differential frequency

filtering on task-relevant frequency bands in each hemisphere, with a bias for low spatial

frequency in the RH. Hsiao, Shieh, and Cottrell [100] implemented this DFF theory using

a computational hemispheric model, and showed that the model could account for the

left-side bias in face recognition.

All neurocomputational models so far investigate the effects of structural con-

straints, such as the visual field split, the interaction between the two hemispheres, and

the localized nature of the FFA. Temporal constraints, such as the development of the

brain through childhood, are rarely considered in these models. By including consider-

ation of the developmental changes, we may generate new hypotheses concerning the

lateralization of face processing.

We consider two main constraints. First, studies in human infants have shown

that the right hemisphere develops its function earlier than the left hemisphere [29]. By

measuring the regional cerebral blood flow (rCBF) changes at rest using single photon

emission computed tomography (SPECT), Chiron et al. [29] observed a right hemisphere

predominance of the blood flow between 1 and 3 years of age, with the asymmetry

shifting to the left hemisphere after 3 years.

The second constraint has to do with the development of visual acuity. Studies

have shown that the contrast sensitivity function (CSF), a measure of the ability to
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distinguish between different levels of luminance in static images, changes radically over

time. The CSF of a 3-month-old infant is over 1.0 log units lower than the adult [186]. By

age 4, children’s contrast sensitivity is still reduced by about 0.5 log units when compared

to that of adults [7, 89]. The studies regarding the time of contrast sensitivity maturity

have obtained somewhat disparate results. They range from claims of maturity between

6 to 10 years of age [17, 152], to evidence of immaturity in 8-15 year old children [6].

More recent studies suggest that contrast sensitivity attains adult levels in all frequencies

by age 7 [57], or 8 [132].

Combining these two constraints, we propose a neurocomputational developmen-

tal model for object and face recognition. The model is based on a previous study of the

development of hemispheric asymmetry by Dailey and Cottrell [42]. Dailey and Cottrell

[42] used a mixture of experts architecture [105], a neural network with two modules

to represent the two hemispheres. The output of the modules is gated based on their

contribution to the overall performance. Dailey and Cottrell [42] also suggested that low

acuity, and the need to individuate faces, would lead to right hemisphere dominance.

However, in their model, they assumed the right hemisphere would receive low spatial

frequencies, and the left hemisphere high spatial frequencies, which is an unrealistic

assumption. Furthermore, their model did not change its visual acuity over time. Here,

we model the changes in children’s contrast sensitivity by low-pass filtering the data set,

and gradually improving the fidelity of inputs over training iterations (i.e., as the model

“ages”). To model the asymmetric developmental pattern of the brain, we give the two

modules different learning rates over time. A detailed description of this methodology

will be given in next section. In the result section, we will discuss the network’s general

performance on different objects, and the strong right hemisphere bias for face processing

which emerges naturally from the interaction of the developmental trends.
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3.2 Methods

We will first describe the structure of the modular neural network, and then

discuss the modifications to create the development model.

3.2.1 The Model

Each input image goes through a two-step preprocessing stage: Gabor filtering and

Principal Component Analysis (PCA). The biologically motivated 2-D Gabor filter [44]

is constructed by using a two-dimensional sinusoid localized by a Gaussian envelope. By

tuning to particular spatial frequency and orientations, the Gabor filter magnitudes can be

used to simulate the responses of complex cells in primary visual cortex (V1). Following

Gabor filtering, PCA reduces the dimensionality of the information by simulating the

information extraction mechanism beyond V1, up to the lateral occipital regions level.

After these preprocessing steps, each image is represented by a vector of relatively low

dimension to be fed into the modular neural network.

The mixture of experts architecture has been in development since 1990 [42,

106, 105]. Our particular variant of the model is presented in Figure 3.1. The modular

neural network has three components: two side-by-side hidden layers (the “modules”),

an output layer and a gating layer. The hidden layers are used to learn features for a given

task adaptively, and develop more sophisticated representations for the input stimuli; if

the task is face recognition, we can consider the hidden layer as corresponding to FFA.

There is one hidden layer for each of the hemispheres. There are sufficient hidden units

in each network to perform the tasks. The output layer provides us with the labels of

the input stimulus to perform the final object recognition task. Because the labels to

be discriminated have a strong influence on the hidden layer representation through the

learning process, the discrimination level of the output layer will drive the representation
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developed by the hidden layer through error feedback. The gating layer has two nodes

whose activity modulates the output of the hidden layers by multiplying the connection

weights from the hidden layer to the output layer. We use a softmax function at the output

of the gating network to ensure that the gating weights always sum to one. The network

is trained using online backpropagation. During learning, the gating nodes act like a

competitive selection mechanism and direct more information (error feedback) to the

module that has more contribution to performance and better ability to process a given

pattern. For example, if the task is better performed by module 1, the gating network will

learn to weight the module 1 outputs more highly, and the hidden units of module 1 will

also receive more training as a result. Thus there is a “rich get richer” effect.

Dailey and Cottrell [42] trained this modular neural network to account for

the development of the FFA. Based on the evidence that the right hemisphere has a

relatively low spatial frequency preference and the left hemisphere has a relatively high

spatial frequency bias [210], they gave different spatial frequency information from each

stimulus to each module by weighting the frequency component differently in the PCA

step. When the models goal was to individuate different faces while categorizing the

other classes of stimuli, they observed a strong specialization of the low spatial frequency

module to processing faces; no other tasks showed a similar specialization. Hence, they

took these results as support for the hypothesis that the FFA developed as a natural

consequence of the infants low visual acuity, and the need to individuate faces.

3.2.2 Modeling Infant’s Developmental Patterns

Although Dailey and Cottrell [42] successfully modeled the right hemisphere

lateralization of FFA for face recognition, their consideration of the developmental facts

is inadequate. First, although the right hemisphere (RH) has a low spatial frequency (LSF)

bias, both the left and right hemispheres should receive the same frequency information
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Figure 3.1: Architecture of Dailey and Cottrell’s [42] modular neural network model.

from the input stimuli, as psychophysical results show equal CSF’s in the two visual

fields. We hypothesize that the selectivity arises as a consequence of competition during

the developmental period, rather than assuming it is already in force during development.

Hence, instead of manually weighting the information provided by each spatial frequency

differently in each module, in this work we give both modules the same images over

time. Instead of manipulating the spatial frequencies so that they are different, we give

the modules different learning rates, in accord with the data that the right hemisphere is

dominant during the first three years [29]. We model this as a wave of plasticity in each

hemisphere that is slightly out of phase, as in Figure 3.2. The right hemisphere will thus

do more learning earlier than the left. This will drive the right hemisphere network reach

convergence more quickly, which in turn will make it win the competition and obtain a

higher gating node value in the gating network. We used two Gaussians with different
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mean values and the same variance followed by a straight line to represent the evolution

of the learning rate. At earlier epochs, module 1 has a higher learning rate than module 2.

After a certain number of iterations, the learning rate of module 2 starts to increase and

prevails over module 1. Finally, both learning rates drop to a small constant value until

the end of training. This represents the maturity of both hemispheres, but they continue

to learn into “adulthood”.
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Figure 3.2: Learning rate example. Module 1 (dashed line) learns earlier than module
2 (solid line) and they converge to same value after 30 iterations.

Since the contrast sensitivity of infants is relatively low [7, 89, 186], they can

only obtain the low spatial frequency information of a given visual stimuli instead of

receiving the full frequency details. As they grow older, their contrast sensitivity will

reach adult levels, and then they will receive the full spatial frequency information from

the input. To model this change of childrens contrast sensitivity over time, we low-pass

filtered the dataset before sending them to the Gabor filter in the modular neural network

model. We gradually improved the fidelity of the input as the training iteration increases.

To be more specific, we used a 2-D circular averaging filter with decreasing radius r to
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filter the dataset. We set the largest radius be 6 pixels, and gradually decreased the radius

by a same interval till it reached zero (unfiltered). Figure 3.3 shows the result of a image

filtered by a disk filter with high to low radius.

Figure 3.3: Result of a sample image filtered by disk filter with radius decrease from 6
(leftmost) to 0 (rightmost).

3.3 Experiments and Results

3.3.1 Face/Object Stimuli and Preprocessing

Our studies used four category of objects: faces, books, cups, and handwritten

digits. For the faces, books and cups, we collected the images from 12 different individu-

als for each category from the Cottrell and Metcalfe [35] database. For digits 0-9, we

utilized the MNIST handwritten database [133] and sampled 20 images for each digit.

Each image was transformed to grayscale and cropped to size of 64×64. In the Gabor

filtering step, we adopted the classical Gabor filter bank [126] with 5 different scales and

8 orientations ranging from 0 to 7π/8. This step resulted in a 40-dimensional vector at

each point in the image. After normalizing the response values across orientations and

subsampling these vectors in a 8×8 grid, we computed the magnitude of the complex

numbers and got a 2560-dimensional vector to represent the image. To extract a smaller

number of features and maintain a segregation of responses from each scale of Gabor

filter, we performed PCA separately on each spatial frequency component of the pattern

vectors. Since we had 5 different scales, we extracted the subvectors corresponding

to each scale from every pattern in the training set, computed the eigenvectors of the

covariance matrix, and projected these subvectors onto these basis vectors. Here we used
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the Turk and Pentland trick [230] to reduce the computational cost. We retained the eight

most significant coefficients of each scale according to the eigenvalue, reassembled the

pattern and finally obtained a 40-dimensional vector for each input image.

3.3.2 Network Training

Based on the task manipulations performed by Dailey & Cottrell, we trained the

modular neural network to perform three tasks:

1. 4-Class basic-level classification on faces, books, cups and digits: 4 outputs in

total.

2. Face expert: subordinate classification on 10 different faces, together with basic-

level classification on books, cups and digits: 13 outputs in total.

3. Non-face expert: subordinate classification on 10 different digits (0-9), cups or

books, together with basic-level classification on other 3 categories: 13 outputs in

total.

For each task, we performed two experiments. As a control condition, we used the same

learning rate λ for both modules. In the experimental condition, we assigned different

learning rate over time to each module to model the asymmetric development pattern

over 30 iterations, as in Figure 3.2:

λmodule1 = 0.015×G(iteration,10,5)

λmodule2 = 0.015×G(iteration,20,5)

where G(iteration,10,5) means a Gaussian distribution with mean 10 and variance 5

evaluated at iteration. After 30 iterations, we set the constant learning rate λ = 1.5×10−4

for both modules. In all experiments, we considered module 1 to be the right hemisphere,
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which learns earlier, and module 2 to be the left hemisphere. To model the development

of contrast sensitivity, we utilized 9 different filtered datasets from low to full spatial

frequency (see Figure 3.3), changing the dataset every three epochs. While the mapping

is arbitrary, we assume for now that three epochs correspond to a year, so that the contrast

sensitivity matures around the “age” of 9, or 27 epochs. At that point, the dataset with

full spatial frequency is used to train the model to convergence.

We used stochastic gradient descent (online learning) to train the neural network.

We used a small momentum term, set to 0.01 in all experiments. The number of output

nodes equals the number of categories to be classified. We performed a 10-fold cross

validation on the training set to find the optimal settings for the number of nodes in

hidden units and the stopping criteria based on the models performance on the hold-out

set. In the 4-way classification task, we used 48 images from each class to form the

training set, and 12 images to form the test set. We determined that a mean squared

error (MSE) of 0.001 was an adequate threshold to stop training: the value of the gating

nodes was stable and the network reached good performance on the test set. For the

face expert and non-face expert experiments, due to limitations on how many images we

had of individual faces, we reduced each class to have 20 training images and 4 testing

images, and the MSE threshold was set to 0.02 to avoid overtraining. Both hidden layers

are determined to have 15 nodes as the models performance is good and stable when we

set it between 10 and 20. The connection weights between input layer, hidden layer and

output layer were set randomly, while the weights between input to gating layer were all

set to have the same value to give the softmax layer of the two gating nodes the same

initial value of 0.5.

For each of the 3×2 experimental conditions, we ran the experiment 12 times

and recorded the softmax output of the gating layer for each class after convergence. This

indicated the lateralization of each module for different classes of objects. Figure 3.4
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displays the result for three of the tasks.

In the control condition, both modules receive the same learning rate, so it is

expected that there is no preference for either module over any class of stimuli. Even if

at certain time one module wins for a given category, the average gating value for each

module will be equal when averaged over many runs. As a result, no matter what the

task is, no bias exists in the control task, so the average weights should be symmetric, as

can be seen in the left column of Figure 3.4.

When we assigned different learning rate for each module, the task of recognizing

different faces (face expert) shows a consistently strong bias for module 1 (right hemi-

sphere). From Figure 3.4(d), the average weight of RH reaches 0.96, 24 times higher

than the LH weight value. However, this strong hemisphere lateralization does not occur

on the task of differentiating the non-face objects, where the average weights for both

hemispheres are close. We have also performed the equivalent experiment with a book

expert, and this experiment only shows the weak right hemisphere bias (See Figure 3.5).

Additionally, we have also performed the experiment using different learning rates and

training epochs per dataset, and this RH lateralization for face recognition appeared very

robust.

3.3.3 Brain Development, Contrast Sensitivity and RH Bias for Faces

The finding of a strong RH bias for face recognition directly raises two questions:

at which point during the learning process (brain development) did the bias appear?

What is the difference between face recognition and object recognition? To investigate

the relationship between brain development and RH bias, we ran another face expert

experiment, and kept track of the softmax value of the gating nodes for each class

separately until they are stable. The result of gating node value vs. time is shown in

Figure 3.5.
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(a) 4-way classification (control) (b) 4-way classification (split learning rate)

(c) Face expert (control) (d) Face expert (split learning rate)

(e) Cup expert (control) (f ) Cup expert (split learning rate)

(g) Number expert (control) (h) Number expert (split learning rate)

(i) Book expert (control) (j) Book expert (split learning rate)

Figure 3.4: Average weights assigned to each module for each stimulus class. In control
condition (left column), each module receives the same learning rate. We can see the
average weights are almost symmetric in all tasks. In the experimental condition(right
column), each module receives different learning rate. We can see a strong RH bias
for face expert task, but no such strong bias exists in other expert tasks. The error bar
denotes the standard deviation.
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Figure 3.5: Gating node value vs. time for all objects in the experiments. We took
the average value across all individuals in the same category to get the result for the
corresponding expert tasks. The solid line represents the node value of RH and the
dashed line represents the node value of LH. The dotted line set a middle threshold of
0.5. We set the maximum value at horizontal axis as 100 because the node value is
stable afterwards.

We observed some interesting phenomena. First, for all non-face objects, the

value of the gating node for the RH increases rapidly before the 10th epoch. This is

consistent with the fact that the learning rate for the RH is much higher than the LH

(see Figure 3.2). In addition, a significant drop for RH value and an increase for LH

value appear between 10-20th iteration for these same objects, when the learning rate

switches to the LH. Thus these objects track the learning rate closely. However, the

impact of the increased learning rate for the left hemisphere does not affect the allocation

of face processing to the RH, as the gating node value for RH remains high and stable.

Considering the hidden layer of the RH network to be analogous to the FFA, these

findings are also consistent with the fact that the FFA is RH lateralized [115]). Combined

with the fact that we mainly utilized the low spatial frequency (LSF) information to train
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the RH network before 10th iteration, and full spatial frequency thereafter, weve shown

that in our model, face recognition has a strong LSF preference. The hypothesis then is

that this strong LSF and RH lateralization of face recognition is a natural result of the

interaction between childrens brain development and contrast sensitivity maturity.

Finally, we investigated the relationship between the rate of contrast sensitivity

development and RH bias for faces. By varying the step size of our circular filter to

make smaller or greater increments, we varied the rate of development. We built different

numbers of filtered datasets ranges from 6 to 14 to test the effect on the degree of bias.

All filtered datasets have the same range of filtering coefficients, and a larger number

of dataset means a smaller interval step. We ran the training 12 times on each group of

filtered datasets and recorded the value of RH and LH nodes when the network converges.

We computed the mean value and standard deviation of both hemispheres. The results

are shown in Table 3.1.

Table 3.1: Relationship between age of contrast sensitivity matures and the RH bias for
face recognition

“Age” RH Value std(RH) LH Value std(LH)
6 0.7908 0.0908 0.2654 0.0968
8 0.8088 0.0269 0.1912 0.0269

10 0.8989 0.0241 0.1011 0.0333
12 0.8467 0.1042 0.1533 0.0709
14 0.8352 0.0533 0.1648 0.0525

The result shows the RH bias for face recognition is obvious regardless of rate of

contrast sensitivity changes. However, we can observe a peak in the lateralization at 10

“years”. This suggests that there could be an optimal age of CSF maturity with respect to

lateralization.
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3.4 Conclusion

In summary, we built a face and object recognition model, using a developmentally-

inspired implementation. The backbone structure of our model is exactly the same as

in Chapter 2, with the addition of another pathway and mixture-of-expert structure that

better suit the need of our experiment. This is one benefit of using cognitive models:

flexibility, as models can be easily revised or extended while brain cannot. Our model

suggests that the strong right hemisphere lateralization for face processing can arise from

the interaction of two developmental facts: That the right hemisphere matures earlier

than the left, and that visual acuity increases gradually over development. We should

also note that, as in Dailey and Cottrells 1999 model, there is a strong effect of task as

well. Simply categorizing faces as faces does not lead to right hemisphere specialization.

Hence the drive by the infant to individuate its parents, other caretakers, family and

friends, leads to the right hemisphere specialization. In addition, as we observe a mild

right hemisphere lateralization more or less for all expert experiments, we predict that

both the task and the low spatial frequency nature of certain objects should contribute to

the RH bias. Future work includes doing more analysis of the model to discover why the

strong RH bias happens for faces, investigating the relationship between CS development

and RH bias in more detail, and extending the model to other important classes of stimuli,

such as word recognition, which shows a left hemisphere bias.
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In this chapter, TM gets deeper: I describe the design of “The Deep Model”

(TDM) by incorporating the latest development of deep learning techniques into TM.

One can think TDM as a deep version of TM. Using TDM, I explore the contribution

of central versus peripheral vision in scene recognition, by simulating and explaining

the study of Larson and Loschky [130]. The abstract of this chapter is summarized as

follows:

What are the roles of central and peripheral vision in human scene recognition?

Larson and Loschky [130] showed that peripheral vision contributes more than central

vision in obtaining maximum scene recognition accuracy. However, central vision is

more efficient for scene recognition than peripheral, based on the amount of visual area

needed for accurate recognition. In this study, we model and explain the results of Larson

and Loschky [130] using a neurocomputational modeling approach. We show that the

advantage of peripheral vision in scene recognition, as well as the efficiency advantage

for central vision, can be replicated using state-of-the-art deep neural network models. In

addition, we propose and provide support for the hypothesis that the peripheral advantage

comes from the inherent usefulness of peripheral features. This result is consistent with

data presented by Thibaut et al. [224], who showed that patients with central vision loss

can still categorize natural scenes efficiently. Furthermore, by using a deep mixture-

of-experts model (”The Deep Model”, or TDM) that receives central and peripheral

visual information on separate channels simultaneously, we show that the peripheral

advantage emerges naturally in the learning process: When trained to categorize scenes,

the model weights the peripheral pathway more than the central pathway. As we have

seen in our previous modeling work, learning creates a transform that spreads different

scene categories into different regions in representational space. Finally, we visualize the

features for the two pathways, and find that different preferences for scene categories

emerge for the two pathways during the training process.
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4.1 Introduction

Viewing a real-world scene occupies the entire human visual field, but visual

resolution across the visual field varies dramatically. Foveal vision, for example, extends

to about 1◦of eccentricity from the center of the visual field [190], within which the

highest density of cones [40, 240] and highest spatial resolution [97, 145] are found. Next

to the foveal region is the parafoveal region, which has slightly lower spatial resolution

and extends to about 4-5◦eccentricity [193, 32], where high density of rods is found.

Beyond the parafovea is commonly referred as peripheral vision [98, 233], where the

retina has the highest proportion of rods and the lowest spatial resolution.

Central (foveal and parafoveal) vision and peripheral vision serve different roles

in processing visual stimuli. Due to the high density and small receptive field of foveal

photoreceptors, central vision encodes more fine-detailed and higher resolution informa-

tion compared to peripheral vision, which encodes coarser and lower spatial frequency

information [206, 165]. This suggests that recognition processes requiring high spatial

frequency usually favor central vision more than peripheral vision, as in object and face

recognition. Behavioral studies have shown that object recognition performance is the

best within 1◦to 2◦of eccentricity of the fixation point, and performance drops rapidly

as eccentricity increases [95, 169]. For face recognition, studies have shown that face

identification performance is also severely impaired in peripheral vision [92], which is

presumably caused by the reduced spatial acuity in the periphery [163] or crowding [151].

Studies of scene recognition, however, suggest that low spatial frequencies and global

layout play a key role in recognizing scene gist [156, 147, 205]. As a result, it is natural

to argue that peripheral vision plays a more important role in scene recognition.

In addition to the behavioral studies, brain imaging studies have shown that

orderly central and peripheral vision representations can be found not only in low-
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level retinotopic visual areas (V1 to V4), but also in high-level visual areas in ventral

temporal cortex, when perception and recognition for faces or scenes is being performed

[136, 148, 93, 84, 4]. More specifically, these studies argue that cortical topography,

particularly eccentricity mapping, is the underlying principle of the organization of the

higher order visual areas: objects whose recognition relies more on fine detail, such

as words and faces, are associated more with central representations; recognition that

relies more on global shape and large-scale integration, as in the case of buildings and

scenes, is associated with peripheral representations. This hypothesis is supported by

fMRI evidence that shows that the brain regions that respond more strongly to faces

(Fusiform Face Area, or FFA, [115]) and words (Visual Word Form Area, or VWFA,

[153]) than other categories are associated with central representations, whereas the

regions that are more activated by buildings and scenes (Parahippocampal Place Area,

or PPA, [58]) sit in the eccentricity band enervated by the peripheral visual field [86].

Nasr et al. [168] showed that scene-selective areas of human visual cortex (e.g., PPA,

retrosplenial cortex (RSC), and Occipital Place Area (OPA)) tend to have a peripheral

vision bias, with RSC and PPA immediately adjacent to peripheral representations of

V1 and V2, and V2 to V4, respectively. Baldassano, Fei-Fei, & Beck 287 [9] identified

a bias in functional connectivity to peripheral V1 throughout scene-sensitive regions,

and demonstrated that functional correlations during natural viewing reflect eccentricity

biases in high-level visual areas.More recent studies suggest that the central-biased face

recognition pathway and peripheral-biased scene recognition pathway are functionally

and anatomically segregated by the mid-fusiform sulcus (MFS) to enable fast and parallel

processing of categorization tasks in the ventral temporal cortex [86, 248, 79, 144].

Given the above hypothesis that central and peripheral representations are distinct

anatomically, and that peripheral vision is associated with scene recognition, it is natural

to ask the question, “What are the relative contributions of central versus peripheral vision
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in scene recognition?” Larson and Loschky [130] performed a behavioral study using a

“Window” and “Scotoma” design (See Figure 4.1) to address this question. In the Window

condition, human subjects viewed scene images through a circular window centered on

the fovea. The image within the window is unaltered, while the image outside the window

is absent. The Scotoma condition is just the reverse of the Window condition, with a

central circular area blocked and the outside region unaltered. The Window and Scotoma

paradigm has been applied to various studies in scene perception [146, 145, 129], as

it provides a way to understand the importance of information in a particular area: if

the missing information is important, the normal information processing flow will be

disrupted and performance will be impacted; if the missing information is not needed,

there should not be any difference in performance.

In the study of Larson and Loschky [130], 100 human subjects were recruited to

perform a scene categorization task for 10 categories (5 Natural: Beach, Desert, Forest,

Mountain, and River; 5 Man-made: Farm, Home, Market, Pool, and Street), using four

different sets of eccentricity radii (1◦: foveal, 5◦: central, 10.8◦: equal viewable area,

and 13.6◦: large window), under Window and Scotoma conditions. For each of the 320

self-paced trials in the experiment, subjects were first presented a flashed scene, then

were asked to choose “Yes” or “No” based on whether the stimulus matched the post-cue

word. The results of Larson and Loschky [130] are summarized in Figure 4.3 (a) and (d).

First, they found that central (foveal+parafoveal) vision is not necessary for recognizing

scenes, although it contains high resolution details that are very important for face and

object recognition. Conversely, peripheral vision, despite its low resolution, is important

for scene recognition to achieve maximum accuracy. In addition, they also found that

central vision is more efficient than peripheral vision on a per-pixel basis; when the

visual area shown is equalized between the two conditions, less central area is needed to

achieve equal accuracy. The crossover point, where central vision starts to outperform
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peripheral, is less than 10.8◦. In an additional experiment, they found a critical radius of

7.4◦where the Window and Scotoma conditions produce equal performance. They found

this empirical critical radius value is significantly larger than the value predicted by V1

cortical magnification equations [234, 64], and suggested that the utility of central vision

for scene recognition is less than would be predicted by V1 cortical magnification.

In this work, we explain the data in Larson and Loschky [130], using a neuro-

computational modeling approach. More specifically, we aim to answer the following

questions: Can we use a brain-inspired model to replicate the behavioral data? If so,

can the model provide any insights on why peripheral vision contributes more to scene

recognition than central vision? Can the model explain how the peripheral advantage

emerges from a development perspective? Finally, what are the differences between

central and peripheral representations?

We answer these questions using deep convolutional neural network (CNN)-based

models. First, we show that our modeling results match the observations of Larson and

Loschky [130]. Second, we suggest that the peripheral preference for scene recognition

emerges from the inherent usefulness of the peripheral features: A model trained using

only peripheral vision outperforms a model trained using only central vision. This

hypothesis is supported by the findings of Thibaut et al. [224], who showed that people

with central vision loss can still efficiently categorize natural scenes. Eberhardt, Zetzsche,

& Schil [55] further showed that peripheral features are especially more useful for scene

localization and scene categorization tasks, but not for object recognition, where foveal

features are more important. Third, we used a deep mixture-of-experts model (“The

Deep Model”, or TDM) to demonstrate how a pathway that receives peripheral visual

information gradually gains an advantage over a pathway that receives only central visual

information: When the two are in competition, the peripheral pathway learns a transform

that differentiates the scene categories in its representational space faster than the central
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pathway. This suggests that there is a natural developmental reason for the peripheral

pathway to become the scene recognition system. Finally, we use a simple method

to visualize the learned features in our model, and find that the central and peripheral

pathway have different preferences over the scene categories.

4.2 Methods

4.2.1 Image Dataset

We obtained images from the ten categories of stimuli (but not the same images)

that were used in Larson and Loschkys behavioral study from the Places205 Database

[267], which contains 205 different scene categories and over 2.5 million images. The

ten classes we used have a total of 129,210 training images that range from 7278 (for the

pool category) to 15,000 (for 6 out of 10 categories) images per category, and 1000 test

images (100 per category). All input images were preprocessed using the retina model

described in the next section. As ten categories is a relatively small number, and may

cause overfitting issues when training a deep CNN from scratch, we used models pre-

trained on the full Places205 Database 1 and performed fine-tuning (or transfer learning)

on the ten categories based on these models. One can think of the pretrained models

that are already able to perform scene recognition tasks, as modeling a mature scene

recognition system in the brain. The fine-tuning process, however, is just additional

training on a new but similar task, similar to the subjects practice trials in the behavioral

study. In addition, it is required to adapt the network to our log-polar-transformed images.

1Downloaded from http://places.csail.mit.edu/downloadCNN.html

http://places.csail.mit.edu/downloadCNN.html
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4.2.2 Image Preprocessing

In our experiments, we used two types of input images: foveated images and

log-polar transformed images. Given the raw images have the same spatial resolution

across the whole image, the foveated representation of the images mimics the human

retina by varying the spatial resolution across input images based on eccentricity. To

create foveated images, the Space Variant Imaging System 2 was used. To mimic human

vision, the parameter that specifies the eccentricity where spatial resolution drops to half

of the center of fovea is set to 2.3◦throughout the experiments [75]. To further account

for the fact that mapping between retina and the cortex in human visual system is a

log-polar transformation that creates cortical magnification of central representations

[208, 197, 249], we apply log-polar transforms on the foveated images. Log-polar

transformation has been applied in computational models, such as modeling the retina

[15], performing active object recognition [113], and modeling the determination of the

focus of expansion in optical flow at different retinal eccentricities [28]. We use the

well-established OpenCV method 3 to generate log-polar transformed images, where

the scale parameters are M = width/log(radiusmax), and radiusmax =
√

2 ·width/2. An

example scene image, the preprocessed foveated version, and the log-polar transformed

version is shown in Figure 4.1.

The images were further processed to match the Window and Scotoma paradigms,

as in the experiments of Larson and Loschky [130]. All input images in our experiments

have a dimension of 256× 256 pixels; we assume this corresponds to 27◦× 27◦ of

visual angle, consistent with Larson and Loschky [130]. As described in the previous

section, four Window and Scotoma set of radii are used in the behavioral study: 1◦for

the presence or absence of foveal vision; 5◦for the presence or absence of central vision;

2http://svi.cps.utexas.edu/software.shtml
3goo.gl/3i2WOS

http://svi.cps.utexas.edu/software.shtml
goo.gl/3i2WOS


71

10.8◦equates the viewable area (in pixels) inside and outside the Window/Scotoma;

13.6◦presents more area within the Window/Scotoma than outside. In our modeling

study, we added five additional radii to make the predictions of the model more precise,

namely 3◦, 7◦, 9◦, 12◦, and 16◦. The example Window and Scotoma images are shown

in Figure 4.1. Note for 5◦, the Scotoma condition contains much larger area (number

of pixels) than the Window condition using foveated image (Window:Scotoma=1:8.4);

however, the Scotoma condition has a much smaller area than the Window condition

using log-polar transformed images (Window:Scotoma=1:0.34), due to the effect of

cortical magnification.

1 degree

original

foveated 13.6 degrees10.8 degrees5 degrees

Window

Scotoma

log-polar

Window

Scotoma

Central

Peripheral

Central

P
er

ip
he

ra
l

Figure 4.1: Example of an image used in our experiment. First column: original image.
Second column: foveated image and log-polar transformed image. Third column to last
column: the foveated and log-polar transformed images processed under Window and
Scotoma conditions with different radii in degrees of visual angle.

4.2.3 Deep Convolutional Neural Networks (CNNs)

All of the models we used in our experiments are based on deep CNNs. Deep

CNNs are neural networks that have (many) more layers than the traditional multi-

layer perceptron, with a computational hierarchy that repeatedly stacks the following
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operations: 1) a set of learned, 2-dimensional convolutions, performed on either the

input stimulus or the feature responses from the previous layer; 2) spatial pooling, which

is applied to a small local region of the feature maps obtained from the convolution

operation, which reduces the dimensionality of the feature map and gains some degree of

translational invariance; 3) nonlinear activation functions applied to the pooled responses.

The nonlinearity gives the network its power, as otherwise it would simply be a linear

system (modulo the max pooling). As layers deepen, the receptive fields of the learned

filters generally become larger as they receive input from the pooled responses of the

previous layer. The learned filters at early layers become low-level features (edges,

corners, contours), while later layers become high-level object-related representations

(object parts or entire objects) [261]. On top of these stacked computations are usually

some fully connected layers that combine features from across the entire image and

are more abstract and task-dependent. Finally, the output layer represents the target

categories, typically as a softmax layer with a cross-entropy objective function so that

the output is the probability of the category, given the input [14].

We used the deep CNN framework in our experiments for two main reasons.

First, deep CNNs are the current state of the art in computer vision, as they have

achieved the best performance on numerous large-scale computer vision tasks, such

as object recognition [125, 94], object detection [194], video classification [117], and

scene recognition [267, 216]. Leveraging the representation learned using millions of

parameters from millions of training examples, deep CNNs are becoming competitive

with or better than human performance on various tasks, such as traffic sign classification

[31] and face recognition [222]. As a result, deep CNN based models should achieve

reasonable performance in our experiments. Smaller networks or other algorithms are

not competent for our tasks, given their relatively weaker generalization power compared

with deep CNNs. Second, deep CNNs have been shown to be excellent models of the
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primate visual cortex, as they are able to predict a variety of neural data in monkey

and human IT [21, 258, 2, 245, 257]. For example, Güçlü and van Gerven [88] have

demonstrated that deep CNNs achieve the state-of-the-art decoding performance from

the blood oxygenation level-dependent signal (BOLD) response in the ventral stream,

and the learned features quantitatively match the observations in Zeiler and Fergus [261].

As a result, it is a natural choice to use CNN-based approaches in modeling a behavioral

study related to human vision.

The exact CNN models we used in our experiments vary according to the ex-

perimental setting and the task. In the experiments modeling the behavioral data of

Larson and Loschky [130], in order to investigate whether different network structures,

especially depth variation, give different results in the modeling task, we applied three

popular feed-forward single pathway architectures in our experiment, which are shown

as follows:

1. AlexNet [125], which contains 5 convolutional layers and 3 fully connected layers.

The network has approximately 60 million trainable parameters, and achieves

81.10% top-5 accuracy (the correct category is in the top five responses of the

network) on the Places205 validation set.

2. VGG-16 Net [218], which contains 13 convolutional layers and 3 fully connected

layers. The network has approximately 138 million trainable parameters, and

achieves 85.41% top-5 accuracy on the Places205 validation set.

3. GoogLeNet [221], which contains 21 convolutional layers and 1 fully connected

layer. The network has approximately 6.8 million trainable parameters, and

achieves 87.70% top-5 accuracy on the Places205 validation set.

In our experiments, a two-pathway (one central and one peripheral) CNN model

(namely “The Deep Model”, or TDM) using a mixture-of-experts architecture [106] is
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used, which will be explained in the next section.

4.2.4 The Deep Model (TDM)

The idea of TDM is based on its ancestor, “The Model” (TM; [42, 36] (Figure

4.2(b)). In TM, each input stimulus is processed through two biologically-plausible

preprocessing layers: 2-D Gabor filtering, simulating the response of V1 complex cells,

and principal component analysis (PCA), which reduces the dimensionality of the gabor

filter responses and models the information extraction process beyond the primary visual

cortex. After these steps, the feature vector is fed into a neural network with two side-by-

side hidden layers that adaptively learn the features for a given task. For example, if the

task is face (subordinate classification) and object recognition (basic level categorization),

we can consider the two hidden layers as corresponding to the FFA (Fusiform Face

Area) and the LOC (Lateral Occipital Complex). A softmax gating layer is imposed

to modulate the learned weights from the hidden layer to the output layer based on

the relative contributions of the two modules: if one module is better at processing a

given pattern, the gating layer will direct more information (error feedback) through the

node corresponding to that module by increasing the value of that gating node. TM has

been used to model and explain many cognitive processes, such as the development of

hemispheric lateralization in face processing [42, 242], and why the FFA is recruited for

non-face categories of expertise [225, 244].

TDM is an extension of TM to deep CNNs. As deep CNNs are usually trained

from end to end (pixels to labels), neither Gabor filtering nor the PCA preprocessing step

is needed in TDM. Rather, we can simply build two deep CNNs as the two modules in

TM. Compared with previous deep CNN-based modeling studies [257, 88], we are the

first to adopt a mixture-of-expert architecture in neurocomputational modeling work, to

the best of our knowledge. In our experiment, one component represents the pathway
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that is enervated by central vision, and the other represents the pathway that is enervated

by peripheral vision. The two components process their input in parallel until the last

fully connected layer, which connects to the output layer. The gating layer connects

the output weights of the two layers to the final layer, which hypothetically contains

discriminative information between central and peripheral vision. The TDM model is

illustrated in Figure 4.2(c). The TDM in this instance simulates the fact that central and

peripheral representations are segregated by the mid-fusiform sulcus in ventro-temporal

cortex [86, 248, 79], but hypothesizes that these two sources of information are integrated

in an anterior area to make the final categorization decision.

4.3 Results

In this section, we first present the experiments modeling the behavioral data in

Larson and Loschky [130]. We then use our CNN model to explain the model results.

4.3.1 Experiment 1: Modeling Larson and Loschky (2009)

Larson and Loschkys [130] measured the relative contribution of central versus

peripheral vision in scene recognition; the results are summarized in Figure 4.3(a).

The Scotoma condition outperforms the Window condition for the 1◦(foveal vision)

and 5◦(central vision) visual angle settings. This suggests that losing central vision

(the Scotoma condition) does not severely impair scene recognition performance, but

losing peripheral vision (Window condition) does. As a result, peripheral vision is

more important than central vision for attaining maximal scene recognition performance.

However, central vision is more efficient than peripheral vision on a per-pixel basis,

because performance in the Window condition is better than in the Scotoma condition

when the presented areas are equal (10.8◦). This is best illustrated when the data is
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(a)

(c)

(b)

Input

Figure 4.2: The network architecture of TM and TDM. (a) shows the structure of one
the two pathways in TDM; this network is used in Experiment 3.1. The network has
7 layers, including 5 convolutional layers with filter size M×M and N (the number
to the right of each layer) feature maps for each layer, and 2 fully connected (fc6 and
output) layers. (b) shows the architecture of TM. The input is preprocessed by Gabor
filter banks and PCA before feeding into a two-layer neural network, and the output
layer is modulated by the gating layer (Gate). (c) shows the two-pathway TDM (used in
Experiment 3.2) that models central and peripheral visual information processing. The
two side-by-side pathways have identical structure, and converge at the output layer,
with the weights between fc6 and the output layer modulated by the gating layer (Gate).
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plotted as a function of percentage of viewable area, as shown in Figure 4.3(d).
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Figure 4.3: Summary of the behavioral study results in Larson and Loschky [130] and
our modeling results. Top row: scene recognition accuracy as a function of viewing
condition (Windows (w) and Scotomas (s)). (a) result of behavioral study; (b) model
results using foveated images; (c) model results using log-polar transformed images.
Bottom row: results for scene recognition accuracy as a function of viewable area for
Window and Scotoma conditions. (d) result of behavioral study; (e) model results using
foveated 852 images; (f) model results using log-polar transformed images. Each data
point is obtained by averaging over 20 “subject” networks. Some standard error bars
are invisible in the graph.

In our experiment, we have two parallel settings: one using foveated images

only, and one that additionally applies the log-polar transform to the foveated images

to account for cortical magnification. The hypothesis is that cortical magnification will

weigh central vision more than peripheral vision, and thus may eliminate the peripheral

advantage. In the fine-tuning process for all models, we initialized the weights in all

but the last fully connected layer to their pretrained values, and initialized the weights
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of the last layer randomly with zero mean and unit variance. To be consistent with the

behavioral study in which the subject is performing a verification task (e.g., “is this a

pool scene?”, as opposed to “which category is this?”), we used 10 logistic units rather

than a softmax, so each output is independent of the others. For each output unit, we

trained it using half of the images from the target category (positive examples) and half

of the images randomly selected from all 9 other categories (negative examples). We

set the learning rate of the last layer to be 0.001 as it needs to learn faster, and all other

layers to be 1e-4 as they need only minor adjustments from their pre-trained state. Weight

decay was set to 5e-4, and momentum was set to be 0.9. All models were fine-tuned

using mini-batch gradient descent with batch size of 256 (AlexNet and GoogLeNet) or

32 (VGG-16, due to memory constraints), running on an NVIDIA Titan Black 6GB GPU,

using the Caffe deep learning framework [108]. We trained all networks for a maximum

of 24,000 iterations to ensure convergence. This is probably overkill for the experiment

using foveated images, as the data is similar to a subset of the training data. For the

experiment using log-polar transformed images, however, more training is necessary, as

the appearance of the image is completely different from the original training data (Figure

4.1). The test set for each category contained 200 images, 100 from the target category

and 100 randomly chosen (but not used in training) from the other nine categories. All

test images were preprocessed to meet with each of the Window and Scotoma conditions.

The test accuracy is defined as mean classification accuracy across all categories. The

results are shown in Figure 4.3. Note that since this is a yes/no decision, chance is 50%.

From Figure 4.3, we can clearly see that our modeling results show the same

trends as the behavioral data, for both log polar and foveated images. The characteristics

shared by both transforms are: First, as the radius of visual angle (x axis) increases,

the classification accuracy increases or decreases monotonically for the Window and

Scotoma conditions. Second, the Scotoma condition yields better performance than
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the Window condition for central vision (less than 5◦), consistent with the results of

Larson and Loschky [130]. Third, we also replicated the result that central vision is more

efficient than peripheral vision, as the Window condition outperforms Scotoma condition

in the radius of equal viewable areas (10.8◦). When we plot the performance of central

and peripheral vision as a function of viewable areas (Figure 4.3(e)(f)), we can clearly see

that central vision achieves better performance than peripheral vision for all conditions

and all models we tested. This finding also matches the behavioral results (Figure 4.3(d)),

which show that the central vision is superior to peripheral as the number of viewable

pixels increase. These results suggest that our models are quite plausible.

In addition, our results are consistent with a recent behavioral study that showed

people with age related macular degeneration (AMD, or central vision loss) can still

categorize scenes efficiently [224]. Patients with AMD were still able to categorize

scenes using low-frequency based peripheral vision, although normally sighted controls

performed better than patients with AMD. Our results are consistent with these findings.

However, the shapes of the curves in the log-polar condition are in stark contrast

to those in the foveated condition. They are much closer to the behavioral data with the

log polar transform, especially for the VGG-16 network. The log-polar transform also

leads to more variance in performance between the different networks, which behave

quite similarly under the foveating image transformation. While the 16-layer network

is in the middle, depth-wise, one not so obvious difference is that, due to differences

in architectural details, VGG-16 actually has many more parameters than the other

two networks: 138M compared to AlexNets 60M and GoogLeNets 6.8M. The log-polar

transform dramatically distorts the images compared to what these networks were initially

trained on, whereas simply foveating them does not. With many more parameters, VGG

net has more flexibility to adapt to the log polar transform than the other two networks,

resulting in dramatically better performance.
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This change in format would also explain why the classification accuracy of the

log-transformed images is slightly lower than the behavioral study. If we started from

initial weights and retrained these models from scratch, we presumably would have

better results in accuracy. In addition, humans have a great deal of prior experience with

occlusion, while the networks have not. Models with more realistic experience, both with

log-polar images from the start, and occlusion, may be needed to fully account for the

results in the behavioral study.

However, even without these changes, we see that VGG-16 with log-transformed

images displays performance curves that are much more in line with the behavioral data,

compared to networks using foveation alone. First, in the Window condition (blue curves),

the model using log-polar images shows a much more rapid increase in classification

accuracy as the visual angle increases from 1 to 5 degrees, similar to the human subjects,

which is clearly due to cortical magnification. Second, somewhat counterintuitively, for

the Scotoma condition, the decrease of classification of accuracy as the degree of the

scotoma increases is much slower compared to merely foveated images, which again,

fits the behavioral data better. The explanation for this lies in another fact about the

log-polar transform: The logarithmic representation means that as the degree of the

scotoma increases, the amount of input to the peripheral network drops more slowly,

resulting in less disruption. Looking at Figure 4.1, the reduction in visual area in the

foveated version between 5◦and 10◦is relatively greater than the reduction in visual

area in the log-polar version. This phenomenon again demonstrates how incorporating

realistic anatomical constraints into computational models provides better explanations

of (and fits to) the data.

Photographer Bias: One may argue that our result may be influenced by photog-

rapher bias [207, 223], in that our training and testing images are taken in a stereotypical

way, and more information concerning scene category is located in the center of the
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image. Photographer bias has a potential risk of contaminating computational modeling

results [228]. Consequently, we examined whether our modeling result is affected by

photographer bias. The procedure is similar to Experiment 1, except that we now located

the center of the fovea at 4 different locations: (h/4,w/4), (h/4,3w/4), (3h/4,w/4),

and (3h/4,3w/4), where h and w are the height and width of the image, respectively. We

also placed the center of the Window or the Scotoma at the location of each new fovea,

and performed log-polar transformation based on the new center. This “four centers”

configuration to test the photographer bias is similar to that in Velisavljević & Elder

[235], except that we did not crop the image at each location Same as Experiment 1,

we tested 9 Window/Scotoma pairs across different visual eccentricity settings on test

images. Since the result obtained from the four different locations hardly differs, we

averaged the data from these locations. Our Our results are shown in Figure 4.4.

From Figure 4.4, we can see that the general trend we observed in Figure 4.3(b)

still holds: peripheral vision is more useful than central vision to obtain the best scene

recognition accuracy. All networks show the same behavior, with the VGG-16 network

still outperforming the others. This result demonstrates that the peripheral advantage

seen in our model is not affected by photographer bias.

However, while the peripheral advantage remains, there exists nuances between

the performance of the two models. First, for the Window conditions, the classification

accuracy is generally lower if we move the fovea away from the center to the four off-

center locations (for example at 5◦, the accuracy for VGG is over 75% for the center, but

only around 65% for the quadrants). This result suggests that there exist more important

features centered in the photos than the off-center locations used for scene recognition.

In addition, for the Scotoma conditions, the classification accuracy drops more slowly

in the off-center conditions than in the center condition. This is because the “periphery”

in the Scotoma conditions for off-center locations actually include the center of the
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image, where there are useful features that boost the performance. Overall, we show that

photographer bias may play a role in our experiments, but the peripheral advantage is not

affected by it.
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Figure 4.4: Results for the testing whether photographer bias exists in our model.
(a) A copy of Figure 4.3(c), where center is located at (h/2,w/2) for Window (w)
and Scotoma (S) conditions. (b) The averaged result of four different centers: up-
per left (h/4,w/4), upper right (h/4,3w/4), lower left (3h/4,w/4), and lower right
(3h/4,3w/4). All networks behave similarly.

4.3.2 Experiment 2: Critical Radius

Critical radius is the radius that produces equal scene recognition performance

between Window and Scotoma scene images. In Larson and Loschky [130], they mea-

sured the critical radius by testing the recognition accuracy at three candidate radii (6.0◦,

7.6◦, and 9.2◦), and calculating the crossing point for the two linear equations going

through 6.0◦and 7.6◦for the Window and Scotoma condition, respectively. 18 human

subjects were recruited, and they ran another experiment using the same procedures as
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their Experiment 1. They found the critical radius is 7.48◦, which is far larger than the

predicted critical radii from cortical magnification functions, based on the assumption that

equal V1 activation would produce equal performance [65, 234]. They hypothesized that

this weaker cortical magnification is possibly due to the greater importance of peripheral

vision in the higher order visual areas that subserve scene recognition.

We modeled the behavioral study to find the critical radius for scene recognition

in our model. To improve the precision of the prediction, we used 10 different radii that

range from 6.0◦to 9.6◦, with an interval of 0.4◦. As in Larson and Loschky [130], we

use foveated circular images, processed by the log-polar transformation (Figure 4.5(a)).

Again, all three deep CNNs were employed in this experiment, and the training and

testing procedures are exactly the same as those in Experiment 1. The result is shown in

Figure 4.5(b).

In Figure 4.5, we see that the predicted critical radius of the deep CNNs is

consistent with the one shown in Larson and Loschky [130] at the group level: the

averaged critical radius across is 8.00◦, and is not significantly different from the result

shown in the behavioral study, using a two-tailed t-test (t = 0.2092, p = 0.8371). At the

individual level, we found the critical radii predicted by VGG-16 Net, GoogLeNet, and

AlexNet are 8.25◦, 8.05◦, and 7.70◦, respectively.

4.3.3 Experiment 3: Analysis

We have successfully modeled the main results in Larson and Loschky [130],

using deep CNNs. Our results are consistent with the findings in the behavioral study

by demonstrating that peripheral vision is more important than central vision in scene

recognition. The next natural question to ask, however, is why this is the case, and how

this might happen in cortex? Here we use our model to provide more insights into this

question. In this section, we explain why peripheral vision contributes more to central
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Figure 4.5: Results for modeling the critical radius. (a) example Window and Scotoma
condition images. For each condition we show foveated (first row) and log-polar
transformed (second row) version of the same image. Same as Experiment 1, log-polar
transformed images are used in this experiment. (b) Scene recognition accuracy between
Window and Scotoma radii from 6.0◦to 9.6◦, are measured for all three models. The
predicted critical radius averaged across all three models (the dotted blue vertical line) is
8.00◦. The dotted red vertical line represents the critical radius (7.48◦) measured in the
behavioral study. Each data point is obtained by averaging over 20 “subject” networks.
Error bars denote standard errors.
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vision by validating two hypotheses we propose. We also use TDM to illustrate how the

peripheral advantage could naturally emerge as a developmental process. We further

analyze the features learned by both central and peripheral representations to identify

potential differences between the two pathways.

Why is peripheral vision more important than central vision for scene recogni-

tion?

Hypothesis 1 (Experiment 3.1): Peripheral vision contains better features useful

for scene recognition than central vision.

The first hypothesis we propose is very simple: peripheral vision simply contains

better features for the task than central vision. In our experiment, this implies the visible

portion of the image in the Scotoma condition creates better features than that in the

Window condition in achieving the maximum scene recognition accuracy. To test this

hypothesis, we trained networks with only central or peripheral vision. This differs from

the previous experiments in that, training on whole images and then blocking part of

them could disrupt processing. In this experiment, we are directly testing whether the

information is sufficient for good performance in each case.

We designed an experiment using a deep CNN model to test this hypothesis.

Instead of training the model using entire scene images and testing it using Window and

Scotoma images as in Experiment 1 and 2, we trained a deep CNN using the Window

and Scotoma images directly, and then tested the network using entire scene images. The

interpretation of this process is as follows: if peripheral vision contains better features

for scene recognition than central vision, then the network trained under the Window

condition will perform more poorly than the network trained under the Scotoma condition

at the radius of 5◦, because the loss of peripheral vision incurs more significant loss

of accuracy than the loss of central vision. In other words, the network trained using

Scotoma images of 5◦eccentricity will not suffer much loss of accuracy when compared
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the network trained using entire images, because its loss of central vision is not important,

that is, central vision is not that necessary for scene recognition.

We used the same ten scene categories as Larson and Loschky [130] to run this

experiment. Since we now have a much smaller dataset to train the deep CNN (compared

to the network pretrained using 205 categories in Experiment 1), the network size must

be reduced to alleviate overfitting. We used seven layers in total, with five convolutional

layers and two fully connected layers. The total number of trainable parameters is

approximately 2.3 million, reduced by almost 96% from AlexNet. The detailed network

architecture is shown in Figure 4.2(a). In this case, the networks performance was based

on classification accuracy, so the output was a 10-way softmax, and chance performance

is 10%.

We trained ten networks using different initial random weights at eccentricity

radii of 5.0◦. The training set is the same as was used in Experiment 1, except that they

were preprocessed to meet with the Window and Scotoma conditions. All networks were

trained using mini-batch stochastic gradient descent (SGD) with a batch size of 128 for

30,000 iterations to ensure convergence. The initial learning rate was set to 0.01 and

decreased by a factor of 10 every 10000 iterations. Weight decay was set to 5e−4, and

momentum was set to be 0.9. The result is shown in Table 4.1.

Table 4.1: Result of scene recognition performance (Mean: averaged classification
accuracy across all categories; SE: standard error) on the test set for Experiment 3.1.
Central: networks trained using images containing central information only; Peripheral:
networks trained using images containing peripheral information only; Full: networks
trained using images containing both central and peripheral information. All networks
are trained using log-polar transformed foveated images. Chance performance is 0.1.

Data Used Central Peripheral Full

Mean 0.500 0.687 0.715
SE 0.002 0.006 0.023

From Table 4.1, we can clearly see that for radius 5.0◦, the network trained
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using peripheral information significantly outperforms the network trained using central

information. This result demonstrates that central vision does not provide information as

important as peripheral information for scene recognition, thus supporting hypothesis 1.

One thing to note, however, is that networks trained using both central and peripheral

information still achieve the highest accuracy, indicating that central vision indeed has its

own contribution to scene recognition process.

Hypothesis 2 (Experiment 3.2): Peripheral vision creates better internal repre-

sentations for scene recognition than central vision.

Now that we know peripheral vision contains better features than central vision

for scene recognition, we further investigate how these features is projected into the

representational space of the deep CNNs. To make the comparison of internal representa-

tions clear and realistic, we train both networks simultaneously using “The Deep Model”

(TDM), as normal people receive both central and peripheral vision at the same time. The

intuition is that if peripheral vision is more important than central vision, the pathway

that represents peripheral vision in TDM should receive more feedback during training,

and this will lead to a higher gating value and better internal representations for the scene

categories than central vision does.

The architecture of TDM is shown in Figure 4.2(c). The two pathways have

identical network structure and number of parameters, with the network design the same

as the previous experiment that tests hypothesis 1. One pathway receives the input that

represents central vision using Window images of 5◦, and the other pathway receives the

input that represents peripheral vision using Scotoma images of 5◦. The two pathways

remain segregated until the last layer that connects to the output, modeling the fact that

central and peripheral visual information are processed in parallel and segregated in the

ventral temporal cortex [136, 148, 86]. However, information carried in both pathways is

integrated when performing categorization in the last layer of the TDM. The location of
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this integration is hypothesized to be in an anterior region of the ventral temporal cortex,

or in the prefrontal cortex. The activations that feed into the gating nodes are from the net

input of fc6 layer, as we assume higher-order semantic information that can be learned

from central and peripheral inputs is learned in this layer, and this will help the gating

nodes determine the relative contributions of the two pathways. The output of the gating

layer is connected with the weights from the last fully connected layer to the output

softmax layer. Again, the job of the network here is 10-way classification, so chance is

10%. The total number of free parameters in TDM is approximately 4.62 million.

The training process of TDM is exactly the same as in experiment 3.1. The value

of the gating nodes were both initialized to 0.5 to make sure the two networks were

initially training equally. After finishing training at iteration 30000, we recorded the

value of the gating nodes for both pathways using test images. Note the gating values are

influenced by the image - it can choose whether to use the central pathway or not on a

per-image basis. Hence, the network uses central information only when it is useful. We

also included two control conditions in this experiment, in which the network received

central information (Window) or peripheral information (Scotoma) in both pathways,

respectively. The result is shown in Figure 4.6.

From Figure 4.6, we can clearly see that the averaged gating node value for

the peripheral pathway (M = 0.91,SD = 0.0697) is significantly higher than that for

central pathway (M = 0.09,SD = 0.0697) in the experimental condition. There is no

significant difference between the gating node values for both control conditions, no

matter the training condition. This suggests that the difference between the gating values

is caused by the difference between central and peripheral inputs to the model. Our result

demonstrates that, given a choice, the network will use the peripheral pathway for scene

categorization.

The value of the gating nodes as a function of training iterations is shown in
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Figure 4.6: Gating node value in TDM for the central pathway (blue bar) and the
peripheral pathway (red bar), in this experiment. Control Central and Control Peripheral
are the two control conditions in that the two networks receive the same central or
peripheral information. We can see that the difference between the central and peripheral
information causes the difference in gating node value in TDM. All conditions are
trained 10 times, and the error bar denotes the standard error.

Figure 4.7. We can see that the advantage of the peripheral representation starts early

(around iteration 2000), and becomes stronger as training proceeds. The gating node

value for peripheral representation achieved its maximum value around iteration 8000

and then stabilizes. The scene recognition accuracy (the green line in Figure 4.6) tracks

the increasing gating node value for the peripheral pathway. This finding suggests

that the peripheral advantage for scene recognition can emerge as a developmental

process: although the central and peripheral pathway are equally weighted to begin

with, the greater usefulness of the peripheral representation directs the network to learn

more information from the peripheral pathway gradually through learning. When the

development of both pathways is finished, the weights stabilize, implying the scene

recognition system is mature. This process thus can be hypothesized to mimic the

development of the scene recognition system in cortex.
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Figure 4.7: Gating node value for central (blue) and peripheral (red) pathway as a
function of training iterations. The green line illustrates the scene recognition accuracy
of TDM through time. The networks are the same as those used to plot Figure 4.6.

Besides directly measuring gating node value to probe the relative importance

of central and peripheral representations, we can visualize the information contained

in the fully connected fc6 layer in TDM during the training process to gain a better

understanding of how the internal representation evolves. Specifically, we collected

the net input of the fc6 layer for both pathways across all validation images, at four

different time points (iteration 1, 5000, 10000, and 30000). We then performed PCA

on the collected data and visualized the projection on the second the third principal

components on a 2-D subspace (the first principal component just reflects the magnitude

of the activations growing over time). This analysis of the hidden layer activation has

proved useful in the past: In work explaining why the FFA is recruited for new object

categories of expertise, Tong et al. [225] showed that fine-level discrimination leads

to an expanded representational space that also spreads out new stimuli, while basic

level categorization “clumps” objects in representational space, making it difficult to
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distinguish individual members of a category. In work modeling the effect of experience

in face and object recognition, Wang et al. [244] demonstrated that more experience

results in more separation in the hidden unit representational space, and that helps

recognize objects of expertise. In this work, we used this technique to analyze the

difference between central and peripheral representations generated in TDM. The result

is shown in Figure 4.8.

Figure 4.8: Visualization of the development of net input of fc6 layer over network
training of TDM. First row: representations of scene categories in the central pathway.
Second row: representations of scene categories in the peripheral pathway. Each column
represents the data collected from corresponding training epoch (shown in the title).
The colored dots (in 10 different colors, one dot represents one example of a category)
represent 10 different object categories used in the experiment.

Distinct patterns between central and peripheral representations can be observed

from Figure 4.8: At iteration 1, central and peripheral representations are the same

because learning has not started. At iteration 5000, the peripheral pathway has already

learned a transformation that pushes all categories apart from the center, but the central

pathway is apparently much worse at doing that: examples from different categories are
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still squeezed together. At iteration 10000 and 30000, the examples in the peripheral

pathway become even more separated in the 2D subspace, but such separation cannot

be found in the central pathway. The reason that there is more of a spreading transform

by the periphery is that the gating network gives much more error feedback to the

peripheral network during training, as a consequence of its initial superior ability - and

this advantage accumulates through training (“rich get richer” effect). Given that our

model is a model of scene recognition, we hypothesize that the location of the separation

is in the PPA, but more generally, it could be in any area where scene recognition is

performed. This is the reason why peripheral vision is more important than central vision

for recognizing scenes.

One may argue that the representation developed in the hidden layer of the central

pathway is a foregone conclusion, given that it receives very little training feedback from

the gating node. Perhaps if it was given more feedback, a better representation would

be learned. To overturn this potential objection, we also trained five networks using

the same paired architecture, except that we forced the gating weight to remain at 0.5

throughout training for both networks. Remarkably, the network learns to turn off the

central pathway when it is foced to use central information all of the time - the activations

of the ReLU units at the fc6 layer in the central pathway are all 0, for all units, for all

five networks trained from scratch. The central pathway units respond (that is, their net

input is the least negative) to images that are mostly one color (orange, dark, white, etc.).

This is even stronger evidence that, even when given both types of information, gradient

descent chooses the peripheral pathway.

Based on the 2D visualization result of the representation in the fc6 layer in the

networks with trained gates, we predicted that the features learned in the two pathways

must be very different from one another in order to produce this result. We further

analyzed the difference between the features learned in both pathways by visualizing
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them using a technique described in Zhou et al. [266]: for conv1 layer, we visualized

the learned weights of all filters by concatenating three RGB channels; for each unit

in pool2 and fc6 layer, since we cannot visualize the features directly, we selected the

top 3 training images that generated the highest activations for that unit. For each of

the 3 images, we identified the regions of the image that lead to high unit activation by

replicating each image many times with small random occluders at different locations in

the image. Specifically, we generated occluders in a dense grid with a patch size of 15 and

stride of 4, and this results in about 3600 occluded images per original image. We then

fed all occluded images into the same network as the original image, and recorded the

difference of the activation value between the occluded images and the original image. If

there is a large discrepancy, we know that the corresponding patch is important. We then

defined the feature for a given unit as the regions that cause the maximal discrepancies.

The example features are shown in Figure 4.9.

Central

Peripheral

conv1 pool2 fc6

Figure 4.9: The left-hand column shows a visualization of the receptive fields of the
first layer of features, while the remaining images display the three image patches that
most highly activate various feature maps in pool2 and individual units in fc6 for the
central (top row) and peripheral (bottom row) pathways of TDM.

From Figure 4.9, we can see the increasing complexity of features as the depth
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increases. For the conv1 layer, both pathways learned the same V1 like features- edges

of different spatial frequency and orientations, as well color opponency cells. For the

pool2 layer, both pathways learned more complicated features such as shapes or textures.

For the fc6 layer, the features respond to a much bigger receptive field size and even

reveal categorical information to some extent. When comparing the features learned

in the central pathway versus the peripheral pathway, it seems that they have different

preferences over scene categories: central pathway prefers pools or indoor scenes, the

peripheral pathway prefers desert and coast. Table 4.2 displays the exact number of

features that belong to each scene category for the two pathways, selected by counting

units for which the top 3 activating images are all from the same category.

Table 4.2: Summary of the average number of units in fc6 for which the top 3 images
are all from the same category, along with the mean gating value for all images from
that category. While the network always heavily weights the peripheral network, the
two networks have allocated their representational resources differently.

Category Mean Central Weight Central (C) Peripheral (P)

Pool 0.15 62.8 48.8
Market 0.13 14.5 7.2

Mountain 0.12 24.4 8.8
Indoor 0.09 33.4 12.2
Farm 0.09 27.0 11.0

Highway 0.08 25.8 43.2
River 0.07 4.8 22.4
Forest 0.07 14.6 15.0
Coast 0.06 6.0 27.0
Desert 0.05 8.2 33.0

Interesting findings can be seen from Table 4.2. For the central pathway, it

learns more features that favor the following categories: pool, market, home, farm,

and mountain, which are mostly man-made scene categories. The peripheral pathway

favors forest, river, beach, desert, and street, which are mostly natural scene categories.

The averaged gating node values also suggest that categories more preferred by the
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central pathway generally have higher mean weight than the categories more preferred

by the peripheral pathway, although peripheral pathway still dominates the weight. This

finding is consistent with our intuition, because man-made scene categories might contain

lots of small objects and high-frequency details that need to be processed by central

vision, and natural scene categories usually occupy the entire visual field and can be

recognized using low spatial frequency contents and uniform global shapes that are

usually processed by peripheral vision. These preferences of central and peripheral

vision are also consistent with our hypothesis that central and peripheral vision generate

different internal representations for scene recognition in TDM.

In summary, we showed the reason why peripheral vision is more important than

central vision for scene recognition is due to two things: 1) peripheral vision contains

better features for scene recognition than central vision, and 2) peripheral vision generates

better internal representations (a spreading transform) than central vision, and that leads

to better scene recognition performance.

4.4 Discussion and Conclusions

Neurocomputational models are generally used to model and provide insight

into behavioral data by proposing hypotheses about mechanisms that explain the data.

One benefit for building these models is to analyze them in ways that are difficult or

infeasible for humans, such as visualizing features and analyzing internal representations.

Furthermore, we can put them in situations that are outside the normal biology, in order

to understand the normal case better, such as using foveated images instead of log-polar

ones, and training in conditions different from those experienced by humans.

In this work, we used deep CNN-based models to explore the contribution of

central and peripheral vision for scene recognition. We designed TDM based on TM,
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as TDM is a better model for machine vision task, as well as simulating how visual

recognition in the brain works. In particular, we modeled the behavioral result of Larson

and Loschky [130] and explained the data (Experiment 1). We trained deep CNNs on the

same task as in the behavioral experiment, that is, to recognize ten different scene types,

and then tested them under the Window and Scotoma conditions. We showed that, for all

the deep CNN architectures we deployed, our results fit the human data very well: as the

radius of visual angle increases, the recognition accuracy for the Window and Scotoma

conditions increase and decrease monotonically. Importantly, we replicated the fact that

the Scotoma condition achieves higher performance than the Window condition at or

below 5◦, demonstrating that peripheral vision is better than central vision in maximizing

scene recognition accuracy. Using log-polar transformed images to account for cortical

magnification makes our results closer to the behavioral data. In addition, somewhat

counterintuitively, our result coincided with the behavioral result that central vision is

more efficient than peripheral vision on a per-pixel basis. Finally, we showed that our

result is very robust, and not influenced by photographer bias.

In Experiment 2, we found that in our model, the predicted critical radius, where

the central and peripheral pathways produce the same accuracy, is within the measured

tolerance of the human experiments. The models critical radius is 8.00◦, which is within

the 95% confidence interval of the measured critical radius of 7.48◦. All of these results

demonstrated that our deep CNN-based models are plausible models to simulate and

explain the findings related to scene perception in humans.

We then used our models to explain why peripheral vision contributes more to

scene recognition than central vision, and to predict how it is achieved in cortex. We

proposed two hypotheses: 1) The features contained in peripheral vision are better for

scene recognition than central vision. 2) The internal representation that peripheral

vision generates is better than central vision for scene recognition. We designed two
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experiments to test the two hypotheses. In the first experiment (Experiment 3.1), we

used single pathway deep CNNs that are trained only on Window or Scotoma images to

test whether the loss of peripheral vision or central vision is vital for scene recognition.

This experiment is complementary to Experiments 1 and 2, where we used full images to

train the network, and Window and Scotoma images to test the network. Here, we used

Window/Scotoma images to train the network and full images to test the network. The

question we are trying to answer in Experiment 3.1 is: if we were born without central

or peripheral vision, what will happen to scene recognition performance? If peripheral

vision contains better features than central vision for recognizing scenes, then learning

without central vision (i.e., the Scotoma condition) should not impair the recognition

as severely as learning without peripheral vision (i.e,, the Window condition). Our

experimental result showed that having peripheral vision produced similar performance

as having the full range of vision, but having only central vision causes significant loss

in recognition performance. This result again demonstrated the superior usefulness of

peripheral vision.

For the second hypothesis, that the internal representation of peripheral vision is

better than that used by central vision for scene recognition (Experiment 3.2), we used a

mixture-of-experts version of TDM to build a developmental model of scene processing

pathways in the human visual system. We ran different experiments to analyze the

internal representations in TDM. By analyzing the value of the gating nodes in TDM,

we showed that TDM heavily weights the peripheral pathway over the central pathway

when trying to categorize scenes, suggesting the superior representation that peripheral

vision generated during the scene recognition process. By plotting the gating node value

as a function of training iterations, we can see a clear increasing trend for the node

corresponding to the peripheral pathway, which is consistent with the trend of improving

scene recognition accuracy. Mapping this process into the human developmental process,
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we can hypothesize that even if the central and peripheral pathways started equal, the

consistent advantage of peripheral information gradually shapes the network to lean

towards the peripheral pathway to recognize scenes. The peripheral advantage emerges

naturally during the development of the scene recognition system, and remains stable

throughout its maturity. We also showed that when the weights between the two pathways

are fixed to be equal, the network learns to turn off central vision.

We also visualized the internal representation of the fc6 layer of the two pathways

by projecting its net input across all validation images into a 2-D subspace using PCA.

We found that peripheral pathway produces a more distinct clustering of the different

categories than the central pathway, which appears to clump all of the categories together.

Further visualization of the fc6 features suggest that the two pathways have different

preferences over scene categories. Remarkably, even over several runs with different

initial random weights, there is a consistent mapping of preferences for different scene

categories to each pathway. This remains to be explained and demands further replication.

We designed our model as an instantiation of the anatomical separation between

the central and peripheral pathways - one leading from foveal input to the Lateral Occipi-

tal Complex (LOC), and the other from peripheral input to the Parahippocampal Place

Area (PPA). It is well known that topographical cortical representations are revealed in

the retinotopic visual areas, where mapping the eccentricity and phase angle components

of the retinotopic map results in iso-eccentricity bands orthogonal to the meridian rep-

resentations of the angles. In higher order object-related visual areas, multiple studies

[93, 136, 148, 84] have shown that orderly central and peripheral representations can still

be found in regions engaged in face and place perception. In particular, the FFA is ener-

vated by foveal vision, and the PPA is enervated by peripheral vision [4, 168, 86]. These

studies further hypothesize that the cortical topography provides a global organizing

principle of the entire visual cortex. Recent anatomical studies on white-matter connec-
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tivity and cytoarchitecture, as well as functional neuroimaging studies for object areas in

the ventral temporal cortex have shown that the central and peripheral representations

are segregated by the mid-fusiform sulcus [248, 86, 79, 144]. Following this organizing

principle of parallel processing of central and peripheral visual information, TDM is its

direct application to providing a more realistic model for the scene recognition system.

The peripheral advantage for scene recognition in our model supports the impor-

tance of PPA in scene recognition. The PPA is activated more for buildings and scenes

than other categories, such as faces [58], and it is involved in scene memory [191, 18].

The PPA has also been shown to respond to the spatial layout or geometry of the scene –

that is, whether a scene is “open” versus “closed” [173], in tasks like navigation [59, 107]

and scene classification [183] . However, PPA activity is not modulated by the number of

objects in the scene [58]. Many studies using multivoxel pattern analysis (MVPA) have

shown that the fMRI activity of PPA can be decoded and used to distinguish between

different scene categories [167, 239, 183]. One thing to note is that although we showed

peripheral vision contributes more to scene recognition than central vision, we did not

ignore the fact that central vision (or LOC according to our mapping) may actually have

a role in scene recognition. In our visualization experiment (Figure 4.9), we showed

that the central pathway has more features characteristic of man-made scene categories,

and this may be because the particular objects in those categories (such as a desk in

a home, and vegetables and fruit in the market category) are important to distinguish

them from other categories. In fact, since LOC is specialized in representing object

shapes and object categories [83], it stands to reason that LOC should be encoding the

content of a scene when there are objects presented in the scene. In fact, the pattern of

neural responses in the LOC has also been shown to differentiate among scene categories

[239, 183] and decode whether certain objects were presented within the scenes [185].

What is the peripheral information that contributes to scene recognition? Since
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the periphery mainly contains low-spatial frequency information, it is natural to argue that

low resolution coarse information is the key. In fact, it is well-known that scene perception

follows a coarse-to-fine processing paradigm [209], that is, low-spatial frequency (LSF)

information dominates scene categorization when the presentation is very short (30 ms),

but high spatial frequency (HSF) information dominates later (150 ms). Other behavioral

studies also suggest LSF-based processing during rapid scene recognition [119, 45], and

this preference emerges in the very early stages of development in 7-to-8-month-old

infants [179]. However, more careful manipulation of spatial frequencies and time-course

analysis is needed to elucidate the interaction between spatial frequency processing and

scene recognition performance. Is the dominance of high frequency information later

due to input from the LOC in the scene categorization process?

As a neurocomputational model, TDM is generic and can be applied to a broader

range of modeling tasks beyond the present study. For scene perception, it is possible to

incorporate recent findings into TDM, such as the role of color and modified images in

peripheral vision [172, 238]. TDM can also be integrated with other retinal or encoding

models [56, 28, 215] to build a more realistic model for human scene perception. Follow-

ing the organizing principle of central-peripheral representation across the visual cortex,

it is natural to incorporate other important object categories that are associated with

central vision in the VTC, such as objects (LOC), faces (FFA), and words (VWFA), into

our model to explore their interactions with scene recognition, and to test whether central

and peripheral preferences for these categories can be found in TDM. In addition, it is

possible to extend TDM to model other organizing principles of the brain, for example,

the left-right hemispheric asymmetry. It is well known that right hemisphere (RH) is

lateralized for the processing of LSF global information, and left hemisphere (LH) is

lateralized for the processing of HSF local information [210]. For scene perception, it

has been shown that LSF scenes are recognized faster in RH than LH, and HSF scenes
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are recognized faster in LH than RH [188]. In a neuroimaging study, Peyrin, Baciu,

Segebarth, and Marendaz [187] showed that scene perception was based mainly on LSF

analysis in the right hemisphere by showing significant activations in right PPA. Musel et

al. [165] further investigated the interaction of retinotopy and the functional lateralization

of spatial frequency processing of scene categorization, and provided the first evidence

of retinotopic processing of spatial frequencies: LSF information elicited activation

associated with peripheral visual field, and HSF information elicited activation associated

with the fovea. This retinotopic spatial frequency processing, as well as hemispheric

lateralized processing of scenes may provide an unified theory for scene and object

recognition in visual cortex.

More recently, another organizing principle of the visual cortex, that is, the upper

(ventral surface) and lower (lateral surface) visual field organization, has been proposed

[217]. Using fMRI studies, Silson et al. [217] showed that a strong bias of population

receptive field mapping for the contralateral upper and lower quadrant can be found

within the ventral (PPA) and lateral (transverse occipital sulcus, or TOS [51], scene-

selective regions, respectively. Extending our model to incorporate these constraints

would enable testing potential biases in different quadrants of the visual field that might

result from these anatomical constraints.

In summary, we suggest that the advantage of peripheral vision over central vision

in scene recognition is due to the intrinsic usefulness of the features carried by peripheral

vision, and it helps to generate a greater spreading transform in the internal representa-

tional space that enables better processing for scene categories. The peripheral advantage

emerges naturally as a developmental process of the visual system. Furthermore, we

predict that the two pathways correlate with their neural substrates of LOC and PPA, and

both contribute to an integrated scene recognition system.
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In Chapter 2, 3, and 4, I show how TM and TDM can serve as powerful models

in simulating and explaining behavioral data and cognitive phenomena related to human

visual recognition. Thinking forward, as models can help us understand the brain, can the

brain inspire us to build better model? In Chapter 5 and 6, we make our move by showing

that using brain-inspired principle can help build better (deep) models for machine vision.

In this chapter, I show that good visual recognition performance of our model can be

achieved by using brain-inspired principles- the unsupervised feature learning strategy in

early visual cortex, and the Gnostic Fields theory of how brain recognizes objects. The

abstract of this chapter is summarized as follows:

To recognize objects, the human visual system processes information through a

network of hierarchically organized brain regions. Many neurocomputational models

have modeled this hierarchical structure, but they have often used hand-crafted features

to model early visual areas. According to the linear efficient coding hypothesis, the

goal of the early visual pathway is to capture the statistical structure of sensory stimuli,

removing redundancy, and factoring the input into independent features. In this work, we

use a hierarchical Independent Components Analysis (ICA) algorithm to automatically

learn the visual features that account for early visual cortex. We then continue modeling

the object recognition pathway using Gnostic Fields, a theory for how the brain does

object categorization, in which brain regions devoted to classifying mutually-exclusive

categories exist near the top of sensory processing hierarchies. The whole biologically-

inspired model not only allows us to develop representations similar to those in primary

visual cortex, but also to perform well on standard computer vision object recognition

benchmarks.
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5.1 Introduction

Over the years, researchers have built many models of object recognition that are

informed by findings in neuroscience. Four of the best known models are the O’Reilly

and Munakata model [181], HMAX [196], VisNet [236], and The Model (“TM”, [42]).

In O’Reilly and Munakata, the visual input is first transformed by a center-surround

transformation, followed by the processing of V1, V2, V4 and PFC, with realistic neural

constraints and increasingly large receptive fields. The HMAX model uses a hierarchical

structure with alternating layers of units that are selective for complex features (S units)

and units that have increasing tolerance to position and scale (C units), with the top

layer of the hierarchy containing view-tuned and task-related units that correspond to

processing done by IT and PFC. VisNet shares a similar structure with HMAX, but

the input is filtered by Differential of Gaussian (DoG) filters before feeding into the

4 hierarchical competitive network that correspond to V2, V4, PIT and AIT, and the

synapse weights are learned using Hebbian learning rule. TM is aimed to model cognitive

phenomena such as the development of hemispheric lateralization [242] and experience

moderation effect of face and object recognition [243], and the input is processed by a

Gabor-PCA system, which is used as input to a multi-layer perceptron neural network.

One limitation of these models is that they all use hand-crafted features to simulate

visual processing done by the retina, LGN, or primary visual cortex: DoG filters in

VisNet, Gabor filters in TM and S1 units of HMAX, and the preset parameter of S2

units in HMAX. In mammals, this is not how the early visual system develops its

representations. It develops visual features as visual experience is acquired, and these

visual representations are likely learned in a mostly unsupervised manner, since these

features are universal across visual tasks. In this paper, we describe a model that uses

hierarchical Independent Components Analysis (ICA) to learn a hierarchy of visual filters
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that can extract diagnostic visual features from images. To recognize objects, we combine

the learned ICA filters with gnostic fields, which simulates IT.

The ICA algorithm is an implementation of Barlow’s linear efficient encoding hy-

pothesis [10], which hypothesizes that the goal of early vision is to reduce the redundancy

of the input, from which the statistical structure can be captured. One-layer ICA has been

used to explain the very first layer of information processing in the visual cortex [11, 176].

More recently, Shan, Zhang, & Cottrell [214] proposed a recursive implementation of

ICA, which captures the higher order structure. Our hierarchical model adopts the basic

idea of recursive ICA, but with different implementation.

ICA is not sufficient for the system to output labels for each category; supervised

learning is needed. To do this, we use Gnostic Fields, a state-of-the-art algorithm for

object recognition [110, 112]. Gnostic Fields are based on based on Konorski’s theory

[122] for how the brain recognizes objects. In this theory, Gnostic Fields are brain

regions that exist near the top of the sensory information processing hierarchy, and they

are responsible for object recognition. A gnostic field is composed of competing gnostic

sets, with each set representing one category. Each gnostic set contains multiple gnostic

neurons, and they encode particular properties of an object while maintaining a degree

of invariance to scale, location, or appearance. fMRI studies suggest that the brain does

develop regions that are especially active during object recognition tasks, such as the

fusiform face area (FFA) for face recognition [116] and the visual word form area for

recognizing words [154].

In the next sections, we give implementation details for our model, an analysis of

visual filters learned by the model, results on benchmark computer vision datasets, and

we discuss future directions for the model.



107

5.2 Methods

Figure 5.1 depicts the structure of our model, which consists of image pre-

processing inspired by the retina, visual filters learned using hierarchical ICA, and then a

gnostic field that performs object classification.
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Figure 5.1: A high-level description of our model. Hierarchical ICA learns features of
lower visual areas, and the visual information projects to gnostic sets, with units in the
target gnostic set responding strongest. The competitive normalization step suppresses
non-relevant set responses, and the information for each feature adds to the model’s
beliefs. The linear classifier makes the final prediction using information from all
categories and layers.

5.2.1 Image Preprocessing

While most object recognition systems start from modeling with V1, we begin

with pre-cortical processing done by the retina. We first resize the input image so that its

smallest dimension is 128 pixels, with the other dimension resized to preserve the aspect

ratio. Subsequently, we convert the image from standard RGB (sRGB) color space to

LMS colorspace [61], which simulates the retina’s long, medium, and short wavelength

cone photoreceptors’ responses. We then apply a cone-like nonlinearity to the LMS

pixels, which helps the model deal with changes in brightness [22]. The formula we use
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is

I
′
C(z) = max

(
log(θ+1)− log(IC(z)+θ)

(log(θ+1)− log(θ))(θ−1)
+1,0

)
, (5.1)

where IC(z) is the image for LMS channel C at location z. θ controls the normalization

strength and θ = 0.01 in all of our experiments.

5.2.2 Hierarchical ICA

The two central assumptions of hierarchical ICA are: 1) different brain regions

share similar anatomical structures and work under similar computational principles; 2)

the input should follow generalized Gaussian distribution in order to let the statistical

structure of the system be captured. In the formulation of ICA, the observed data X is

assumed to be generated by underlying neural signal source S:

X = AS+ ε, (5.2)

where A is the ICA basis matrix and ε is the Gaussian noise term.

In the first layer of ICA, in order to form a Gaussian-like input, the stimulus X

has to be whitened. In the visual system, the input is whitened in retina and LGN before

transmission to V1. Here we use whitened PCA (WPCA) [11] to decorrelate the stimulus

and normalize the variance. This transformation can be written as:

WC = (Dc +δI)−
1
2 Φ

T
c , (5.3)

where Φc contains the eigenvectors of the covariance matrix of the input stimulus, Dc is

the diagonal eigenvalue matrix, and I is the identity matrix. The regularization parameter

δ is set to be 0.01 in all experiments.

As the neural signal S is assumed to be sparse and independent, the filter response,
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which is the input for next layer’s ICA, is not Gaussian. As suggested by Shan et al.

[214] and Kanan [110], we take the absolute value of the filter response and apply the

cumulative distribution function (CDF) of the exponential distribution to the response

to efficiently increase the discriminative power of ICA filters. We then whiten the filter

response again to form the input for the second layer ICA.

The above process is repeated again for the second layer ICA. This two-layer

hierarchical structure can efficiently capture the statistical property of the input stimulus.

As the features are learned gradually from the images, this process can simulate the

formation of the early visual areas in our brain, which is believed to develop and mature

in our early life and are shared components in the entire visual pathway.

5.2.3 Gnostic Fields

In our model, the unsupervised hierarchical ICA algorithm simulates the early

visual pathway. In order to model the full object recognition pathway, supervision is

needed as we need information to distinguish between different object categories. We

use Gnostic Fields to model the higher visual pathway. Below is a brief review of

the necessary information to implement a gnostic field. Please see the work of Kanan

[111, 112] for additional details.

The feature response vector for a given ICA layer (channel) c and location t is

gc,t . We then augment this descriptor by adding a vector that contains the feature’s spatial

information: lc,t = [xt ,yt ,x2
t ,y

2
t ,1]

T , where (xt ,yt) is the location of gc,t normalized by

the dimension of the input image. lc,t is then also normalized, and the appended new

vector ĝc,t is whitened by Wc, which is learned by a collection of training images of

the task. This whitening step can also be served as dimensionality reduction, and the

whitened feature vectors are made unit length. The final whitened and normalized feature
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vector fc,t is given by

fc,t =
Wcĝc,t

‖Wcĝc,t ‖
. (5.4)

In our model, a gnostic field for channel c is composed of K gnostic sets, and

each set represents one object category. Each gnostic set contains a different number of

gnostic units mk,c, which is given by

m(k,c) = min(db(log(nk,c)+1)2e,nk,c), (5.5)

where nk,c is the total number of feature vectors from category k and channel c, and b

regulates how many units learned in the category (here b = 10 in all experiments). Since

the number of feature vectors is directly proportional to the number of examples, the

number of gnostic units increases logarithmically in the number of training examples.

A gnostic set measures how similar the input feature vector fc,1, ..., fc,T is to the

previous examples (memory) of that category. The output vector of the given category is

generated by:

ac,k,t = max j(vc,k, j · fc,t), (5.6)

where vc,k, j denotes the weight vector for each gnostic unit j in category k, and is learned

by spherical k-means unsupervised clustering algorithm for unit length data [50]. The

max operation is taken across all units in the category, so we can treat it like a max

pooling step, which enables the gnostic set to activate strongly to any stimuli that matches

previous observations of that category.

The above “max pooling” step is performed on every gnostic set in the whole

gnostic field. Subsequently, inhibitive competition is used to suppress the response of

least active gnostic sets. To implement this on all K sets of channel c, their outputs are
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first attenuated by half-way rectification, i.e.,

qc,k,t = max(ac,k,t−θc,t ,0), (5.7)

where θc,t =
1
K ∑k′ ac,k′,t . The non-zero responses are then normalized using

βc,k,t = νc,t ·qc,k,t , (5.8)

where

νc,t =
∑k′ qc,k′,t

(K−1 +∑k′ q2
c,k′,t)

3/2 , (5.9)

which acts as a form of divisive normalization and has been reported crucial in obtaining

good object recognition accuracy in Kanan [111].

The next step is categorical evidence accumulation, which simply sums the

activation of βc,k,t across all time steps or locations of the input:

ψc,k =
T

∑
t=1

βc,k,t , (5.10)

and the evidence accumulated from all category and channels of the gnostic field forms

the vector Ψ, which is made mean zero and unit length.

Finally, a linear multi-category classifier is used to decode the activity of all

units and deal with confused categories. The model’s predicted category is given by

k̃ = argmaxkwk ·Ψ, where wk is the weighting vector of category k. In our experiments,

the weights were learned with the LIBLINEAR toolbox [62] using multi-class Support

Vector Machine (SVM) formulation by Crammer and Singer [38], and the SVM cost

parameter was set to be 0.0001.

In our model, the gnostic field sits on top of the low-level visual information

processing produced by hierarchical ICA, simulating the fact that the gnostic sets sit near
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top of a sensory processing hierarchy (vision in our model), as hypothesized in Konorski’s

Gnostic Fields theory. In general, our biological-inspired hierarchical model not only

develops the low-level visual features, but also possesses the capability of learning

categorical information necessary to perform well in the high-level object recognition

task. We show the results in the next section.

5.3 Experiments

In this section, we will first analyze the ICA filters learned by hierarchical ICA,

and then show the object recognition experiment results on computer vision datasets

using the whole model.

5.3.1 Feature Learning using Hierarchical ICA

Just like the early visual cortex matures by gradually perceiving the surrounding

environment, our model develops its representation for unsupervised feature learning

by using the natural image dataset. We learned the ICA filters from 625 images from

the Mcgill color image dataset [174]. Each image was preprocessed using the method

described in the previous section. For each image, 300 patches were randomly selected

for 25× 25 patch size. Prior to ICA, all patches were whitened using WPCA and the

dimensionality was reduced to 600, which preserves about 98.86% of the total variance.

Next, we learned the filters using the Efficient Fast ICA algorithm [121]. The learned

matrix A = [a1, ...,an]
T consists of ICA basis row vector ai, and the learned filters are

shown in Figure 5.2.

From Figure 5.2, we can see a population of filters that respond to both chromatic

and achromatic features. All features are Gabor-like, and they share all three color

opponency characteristics of V1 neurons: dark-light, blue-yellow and red-green [22, 135].
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Figure 5.2: The 600 basis function learned from first layer ICA. The learned Gabor-like
filters share the three color opponency characteristics (dark-light, yellow-blue, and
red-green) of V1 neurons.

In the second layer of ICA, the filter responses were first processed by a 2×2

max pooling operation, which enables the system to gain invariance for small translation.

The patch size at this layer is 7×7, which make the visual feature learned in this layer

account for a larger receptive field. Next, the filter responses were processed through the

non-linearity and the dimensionality was reduced to 300 by WPCA. To visualize this

layer’s features, we obtained the row vector for each ICA basis that can be reshaped to

a 49×600 matrix, then ranked each column of the matrix based on the entropy of the

learned filters. Examples of the learned second layer ICA filters are shown in Figure 5.3.

From Figure 5.3, we can see that the second layer filters primarily respond to
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a cb

fed

Figure 5.3: Visualization of 6 randomly selected examples of second-layer ICA fil-
ters. Each sub-figure shows a filter with the dimensions of top 6× 6 entropy values.
Dimension for each patch is 7×7.

edges with different frequencies and orientations (a,c and f), and they show some degree

of spatial invariance (same filter pattern appears at different location of the patch), like

V1 complex cells. In addition, there are also filters that correspond to contours (b and d),

like the cells in V2 do. In general, the second-layer ICA features are good representation

for higher layers of early visual cortex.

5.3.2 Object Recognition Using Gnostic Fields

Given the feature learned by Hierarchical ICA, we assessed the performance of

our object recognition system using two major computer vision datasets: Caltech-101

[137] and Caltech-256 [80]. Caltech-101 dataset contains 9146 images of 101 distinct

object categories (and one background). Caltech-256 dataset is the successor of Caltech-

101, and it contains a broader number (256) of object categories and more varied images,
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Figure 5.4: Mean per-class accuracy on Caltech-101 dataset using different model
structures. Left: Recognition accuracy as a function of number of training instances.
Right: Comparison of using only one-layer ICA and two-layer ICA, with different
model structure: 1) ICA: gather the filter reponse for each image, downsample to
uniform size, vectorize and apply SVM as classifier; 2) ICA+GF: Apply gnostic field
on top of ICA, use the naive argmax classifier; 3) ICA+GF+SVM: replace argmax by
SVM.

so the task is more difficult. All results below are reported as the mean-class accuracy

over five cross-validation runs.

On Caltech-101 dataset, we analyzed the contribution of each component in our

model to the overall performance of object recognition task. Specifically, we aim to ex-

plore whether we will benefit from the hierarchical structure, and how much performance

will boost using the gnostic field. The results are shown in Figure 5.4.

As can be seen from Figure 5.4, the recognition accuracy benefits a lot from

adding the gnostic field. This is because if learning only involves unsupervised approach,

ICA features themselves are not very discriminative, just like we cannot recognize

objects relying only on V1 and V2. On the other hand, the performance of using two-

layer ICA is better than using only one-layer ICA. This indicates that a hierarchical

system not only better models the early visual cortex, but also generates the feature that
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is more discriminative than that a single-layer model, although both are unsupervised.

Considering the “deep” models, no matter unsupervised [131] or fully supervised [125],

they all benefit from the rich representation that the intermediate layer could develop,

which helps the model reach very good object recognition performance. Finally, we

can observe that combining information of both ICA layers and adding linear classifier

generates the best performance, which predicts that the categorizer in IT or PFC may

need the information from all previous visual layers to make the more reliable decision.

On Caltech-256 dataset, using the same settings on Caltech-101 dataset, we

measured the mean per-class accuracy of up to 50 test images using 15, 30, 45, 60

training images, respectively. The results, as well as the comparison with other methods,

are shown in Figure 5.5.

From Figure 5.5, we can see that our model’s performance is very competitive

when compared with other methods from computer vision. Our model achieves the

recognition accuracy of 51.8% when using 60 training images, and outperforms all

other methods mentioned in the figure. The closest performance is achieved by Kanan

[110], but they used manually-designed CSIFT feature, as opposed to our biologically-

inspired learned ICA features. One thing to note is that for deep convolutional neural

network, using a pre-trained network on big dataset usually yields a better performance

than training on Caltech-256 alone. This suggests that our hierarchical model is more

competent on learning from a medium-sized dataset.

5.4 Discussion

In this paper, we proposed a biologically-inspired deep hierarchical model for

visual object recognition. We combined unsupervised feature learning (hierarchical ICA)

and a supervised learning algorithm (Gnostic Fields) to account for the processing of early
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visual cortex and higher visual pathways, respectively. We learned V1 and V2-like filters

automatically from natural images using a hierarchical ICA algorithm, that simulates the

development and maturation of early visual cortex. With Gnostic fields, we achieve good

performance on two object recognition tasks. We suggest that the Gnostic field models

the categorization process in areas IT and PFC. Overall, our biologically-inspired model

provides an end-to-end model of the human object recognition pathway.

Recently, deep convolutional neural networks (CNNs) have emerged as a powerful

machine learning tool for object classification, particularly when millions of labeled

images are available [125]. A deep CNN has multiple convolutional layers followed by

multiple fully connected layers. In our model, ICA layers are stacked twice, and the

Gnostic Fields serve as the classification layer. One notable difference between our model

and deep networks is that our model is composed of both unsupervised and supervised

learning, while state-of-the-art CNNs are fully supervised.

One question is whether more layers of ICA will help or not. The learning

method is highly computationally intensive, so we were unable to add a third layer of

ICA processing. It is possible that more invariance would arise in a deeper unsupervised

network. The question is whether the loss of information through dropping the sign and

spatial pooling will lead to beneficial invariants being learned. Also, it is possibly the

case that deeper layers, which are closer to the temporal pole, receive more category

information, so that using strictly unsupervised learning might not be appropriate. In

future work, we would like to apply this model to video to investigate whether it can learn

useful spatiotemporal features and achieve good performance in tracking and activity

recognition.
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In this chapter, I show how a state-of-the-art pixel-level semantic segmentation

system can be built by combining DCNN architecture and improved convolutional

operations using better visual information encoding and decoding techniques. The

abstract of this chapter can be summarized as follows:

Recent advances in deep learning, especially deep convolutional neural networks

(CNNs), have led to significant improvement over previous semantic segmentation sys-

tems. Here we show how to improve pixel-wise semantic segmentation by manipulating

convolution-related operations that are of both theoretical and practical value. First, we

design dense upsampling convolution (DUC) to generate pixel-level prediction, which

is able to capture and decode more detailed information that is generally missing in

bilinear upsampling. Second, we propose a hybrid dilated convolution (HDC) framework

in the encoding phase. This framework 1) effectively enlarges the receptive fields of

the network to aggregate global information; 2) alleviates what we call the “gridding

issue”caused by the standard dilated convolution operation. We evaluate our approaches

thoroughly on the Cityscapes dataset, and achieve a new state-of-art result of 80.1%

mIOU in the test set. We also are state-of-the-art overall on the KITTI road estimation

benchmark and the PASCAL VOC2012 segmentation task.

6.1 Introduction

Semantic segmentation aims to assign a categorical label to every pixel in an

image, which plays an important role in image understanding and self-driving systems.

The recent success of deep convolutional neural network (CNN) models [125, 218, 94]

has enabled remarkable progress in pixel-wise semantic segmentation tasks due to

rich hierarchical features and an end-to-end trainable framework [143, 265, 259, 120,

142, 139, 26]. Most state-of-the-art semantic segmentation systems have three key
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components:1) a fully-convolutional network (FCN), first introduced in [143], replacing

the last few fully connected layers by convolutional layers to make efficient end-to-end

learning and inference that can take arbitrary input size; 2) Conditional Random Fields

(CRFs), to capture both local and long-range dependencies within an image to refine the

prediction map; 3) dilated convolution (or Atrous convolution), which is used to increase

the resolution of intermediate feature maps in order to generate more accurate predictions

while maintaining the same computational cost.

Since the introduction of FCN in [143], improvements on fully-supervised se-

mantic segmentation systems are generally focused on two perspectives: First, applying

deeper FCN models. Significant gains in mean Intersection-over-Union (mIoU) scores on

PASCAL VOC2012 dataset [60] were reported when the 16-layer VGG-16 model [218]

was replaced by a 101-layer ResNet-101 [94] model [26]; using 152 layer ResNet-152

model yields further improvements [255]. This trend is consistent with the performance

of these models on ILSVRC [202] object classification tasks, as deeper networks gener-

ally can model more complex representations and learn more discriminative features that

better distinguish among categories. Second, making CRFs more powerful. This includes

applying fully connected pairwise CRFs [123] as a post-processing step [26], integrating

CRFs into the network by approximating its mean-field inference steps [265, 142, 139]

to enable end-to-end training, and incorporating additional information into CRFs such

as edges [120] and object detections [5].

We are pursuing further improvements on semantic segmentation from another

perspective: the convolutional operations for both decoding (from intermediate feature

map to output label map) and encoding (from input image to feature map) counterparts.

In decoding, most state-of-the-art semantic segmentation systems simply use bilinear

upsampling (before the CRF stage) to get the output label map [139, 142, 26]. Bilinear

upsampling is not learnable and may lose fine details. We propose a method called dense
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upsampling convolution (DUC), which is extremely easy to implement and can achieve

pixel-level accuracy: instead of trying to recover the full-resolution label map at once,

we learn an array of upscaling filters to upscale the downsized feature maps into the final

dense feature map of the desired size. DUC naturally fits the FCN framework by enabling

end-to-end training, and it increases the mIOU of pixel-level semantic segmentation on

the Cityscapes dataset [34] significantly, especially on objects that are relatively small.

For the encoding part, dilated convolution recently became popular [26, 259, 255,

268], as it maintains the resolution and receptive field of the network by in inserting

“holes”in the convolution kernels, thus eliminating the need for downsampling (by max-

pooling or strided convolution). However, an inherent problem exists in the current

dilated convolution framework, which we identify as “gridding”: as zeros are padded

between two pixels in a convolutional kernel, the receptive field of this kernel only covers

an area with checkerboard patterns - only locations with non-zero values are sampled,

losing some neighboring information. The problem gets worse when the rate of dilation

increases, generally in higher layers when the receptive field is large: the convolutional

kernel is too sparse to cover any local information, since the non-zero values are too far

apart. Information that contributes to a fixed pixel always comes from its predefined

gridding pattern, thus losing a huge portion of information. Here we propose a simple

hybrid dilation convolution (HDC) framework as a first attempt to address this problem:

instead of using the same rate of dilation for the same spatial resolution, we use a range

of dilation rates and concatenate them serially the same way as “blocks”in ResNet-101

[94]. We show that HDC helps the network to alleviate the gridding problem. Moreover,

choosing proper rates can effectively increases the receptive field size and improves the

accuracy for objects that are relatively big.

We design DUC and HDC to make convolution operations better serve the need of

pixel-level semantic segmentation. The technical details are described in Section 3 below.



124

Combined with post-processing by Conditional Random Fields (CRFs), we show that this

approach achieves state-of-the art performance on the Cityscapes pixel-level semantic

labeling task, KITTI road estimation benchmark, and PASCAL VOC2012 segmentation

task.

6.2 Related Work

Decoding of Feature Representation: In the pixel-wise semantic segmentation

task, the output label map has the same size as the input image. Because of the oper-

ation of max-pooling or strided convolution in CNNs, the size of feature maps of the

last few layers of the network are inevitably downsampled. Multiple approaches have

been proposed to decode accurate information from the downsampled feature map to

label maps. Bilinear interpolation is commonly used [25, 139, 142, 26], as it is fast

and memory-efficient. Another popular method is called deconvolution, in which the

unpooling operation, using stored pooling switches from the pooling step, recovers the

information necessary for image reconstruction [263] and feature visualization [261].

In [143], a single deconvolutional layer is added in the decoding stage to produce the

prediction result using stacked feature maps from intermediate layers. In [52], multi-

ple deconvolutional layers are applied to generate chairs, tables, or cars from several

attributes. Several studies [170, 8] employ deconvolutional layers as mirrored version

of convolutional layers by using stored pooled location in unpooling step. Noh et al.

[170] show that coarse-to-fine object structures, which are crucial to recover fine-detailed

information, can be reconstructed along the propagation of the deconvolutional layers.

Fischer at al. [63] use a similar mirrored structure, but combine information from multiple

deconvolutional layers and perform upsampling to make the final prediction. Recently,

[91, 231] predict the label map by applying a classifier on a per-pixel basis, as it is more
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statistically efficient.

Dilated Convolution: Dilated Convolution (or Atrous convolution) was origi-

nally developed in algorithme à trous for wavelet decomposition [99]. The main idea of

dilated convolution is to insert “holes”(zeros) between pixels in convolutional kernels to

increase image resolution, thus enabling dense feature extraction in deep CNNs [182]. In

the semantic segmentation framework, dilated convolution is also used to enlarge the field

of convolutional kernels [25]. Yu & Koltun [259] use serialized layers with increasing

rates of dilation to enable context aggregation, while [26] design an “atrous spatial pyra-

mid pooling (ASPP)”scheme to capture multi-scale objects and context information by

placing multiple dilated convolution layers in parallel. More recently, dilated convolution

has been applied to a broader range of tasks, such as object detection [141, 41], optical

flow [213], visual question answering [24], and audio generation [232].

6.3 Our Approach

6.3.1 Dense Upsampling Convolution (DUC)

Suppose an input image has height H, width W , and color channels C, and the

goal of pixel-level semantic segmentation is to generate a label map with size H×W

where each pixel is labeled with a category label. After feeding the image into a deep

FCN, a feature map with dimension h×w×c is obtained at the final layer before making

predictions, where h = H/d, w = W/d, and d is the downsampling factor. Instead of

performing bilinear upsampling, which is not learnable, or deconvolution, in which

zeros have to be padded in the unpooling step before the convolution operation, DUC

applies convolutional operations directly on the feature maps to get the dense pixel-wise

prediction map. Figure 6.1 depicts the architecture of our network with a DUC layer.

The DUC operation is all about convolution, which is performed on the feature
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Figure 6.1: Architecture of ResNet-101 network with Dense Upsampling Convolution
(DUC) layer.

map from ResNet of dimension h×w× c to get the output feature map of dimension

h×w× (d2×L), where L is the total number of classes in the semantic segmentation

task. Thus each layer of the dense convolution is learning the prediction for each pixel.

The output feature map is then reshaped to H ×W ×L with a softmax layer, and an

elementwise argmax operator is applied to get the final label map. In practice, the

“reshape” operation may not be necessary, as the feature map can be collapsed directly to

a vector to be fed into the softmax layer. The key idea of DUC is to divide the whole

label map into equal d2 subparts which have the same height and width as the incoming

feature map. This is to say, we transform the whole label map into a smaller label map

with multiple channels. This transformation allows us to apply the convolution operation

directly between the input feature map and the output label maps without the need of

inserting extra values in deconvolutional layers (the “unpooling”operation).

Since DUC is learnable, it is capable of capturing and recovering fine-detailed

information that is generally missing in the bilinear interpolation operation. For example,

if a network has a downsample rate of 1/16, and an object has a length or width less than

16 pixels (such as a pole or a person far away), then it is more than likely that bilinear

upsampling will not be able to recover this object. Meanwhile, the corresponding training

labels have to be downsampled to correspond with the output dimension, which will
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already cause information loss for fine details. The prediction of DUC, on the other hand,

is performed at the original resolution, thus enabling pixel-level decoding. In addition,

the DUC operation can be naturally integrated into the FCN framework, and makes the

whole encoding and decoding process end-to-end trainable.

6.3.2 Hybrid Dilated Convolution (HDC)

In 1-D, dilated convolution is defined as:

g[i] =
L

∑
l=1

f [i+ r · l]h[l], (6.1)

where f [i] is the input signal, g[i] is the output signal , h[l] denotes the filter of length

L, and r corresponds to the dilation rate we use to sample f [i]. In standard convolution,

r = 1.

In a semantic segmentation system, 2-D dilated convolution is constructed by

inserting “holes”(zeros) between each pixel in the convolutional kernel. For a convolution

kernel with size k× k, the size of resulting dilated filter is kd× kd , where kd = k+(k−

1) · (r−1). Dilated convolution is used to maintain high resolution of feature maps in

FCN through replacing the max-pooling operation or strided convolution layer while

maintaining the receptive field (or “field of view”in [25, 26]) of the corresponding layer.

For example, if a convolution layer in ResNet-101 has a stride s = 2, then the stride is

reset to 1 to remove downsampling, and the dilation rate r is set to 2 for all convolution

kernels of subsequent layers. This process is applied iteratively through all layers that

have a downsampling operation, thus the feature map in the output layer can maintain

the same resolution as the input layer. In practice, however, dilated convolution is

generally applied on feature maps that are already downsampled to achieve a reasonable

efficiency/accuracy trade-off [26].
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However, one problem exists in the above dilated convolution framework, and

we call it “gridding”(Figure 6.2): For a pixel p in a dilated convolutional layer l, the

information that contributes to pixel p comes from a nearby kd× kd region in layer l−1

centered at p. Since dilated convolution introduces zeros in the convolutional kernel, the

actual pixels that participate in the computation from the kd× kd region are just k× k,

with a gap of r−1 between them. If k = 3,r = 2, only 9 out of 25 pixels in the region

are used for the computation (Figure 6.2 (a)). Since all layers have equal dilation rates r,

then for pixel p in the top dilated convolution layer ltop, the maximum possible number

of locations that contribute to the calculation of the value of p is (w′×h′)/r2 where w′,h′

are the width and height of the bottom dilated convolution layer, respectively. As a result,

pixel p can only view information in a checkerboard fashion, and lose a large portion

(at least 75% when r = 2) of information. When r becomes large in higher layers due to

additional downsampling operations, the sample from the input can be very sparse, which

may not be good for learning because 1) local information is completely missing; 2) the

information can be irrelevant across large distances. Another outcome of the gridding

effect is that pixels in nearby r× r regions at layer l receive information from completely

different set of “grids” which may impair the consistency of local information.

Here we propose a simple solution- hybrid dilated convolution (HDC), to address

this problem. Instead of using the same dilation rate for all layers after the downsampling

occurs, we use a different dilation rate for each layer. The assignment of dilation rate

follows a sawtooth wave-like fashion: a number of layers are grouped together to form

the “rising edge”of the wave that has an increasing dilation rate, and the next group

repeats the same pattern. For example, for all layers that have dilation rate r = 2, we

form 3 succeeding layers as a group, and change their dilation rates to be 1, 2, and 3,

respectively. By doing this, the top layer can access information from a broader range of

pixels, in the same region as the original configuration (Figure 6.2 (b)). This process is
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Figure 6.2: Illustration of the gridding problem. Left to right: the pixels (marked in
blue) contributes to the calculation of the center pixel (marked in red) through three
convolution layers with kernel size 3×3. (a) all convolutional layers have a dilation rate
r = 2. (b) subsequent convolutional layers have dilation rates of r = 1, 2, 3, respectively.

repeated through all layers, thus making the receptive field unchanged at the top layer.

Another benefit of HDC is that it can use arbitrary dilation rates through the

process, thus naturally enlarging the receptive fields of the network, which is important

for recognizing objects that are relatively big. One important thing to note, however, is

that the dilation rate within a group should not have a common factor relationship (like

2,4,8, etc.), otherwise the gridding problem will still hold for the top layer. This is the key

difference between our HDC approach and the atrous spatial pyramid pooling (ASPP)

module in [26], or the context aggregation module in [259], where dilation factors that

have common factor relationships are used. In addition, HDC is naturally integrated with

the original layers of the network, without any need to add extra modules as in [259, 26].
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6.4 Experiments and Results

We report our experiments and results on three challenging semantic segmen-

tation datasets: Cityscapes [34], KITTI dataset [68] for road estimation, and PASCAL

VOC2012 [60]. We use ResNet-101 or ResNet-152 networks that have been pretrained

on the ImageNet dataset as a starting point for all of our models. The output layer

contains the number of semantic categories to be classified depending on the dataset

(including background, if applicable). We use the cross-entropy error at each pixel over

the categories. This is then summed over all pixel locations of the output map, and we

optimize this objective function using standard Stochastic Gradient Descent (SGD). We

use MXNet [27] to train and evaluate all of our models on NVIDIA TITAN X GPUs.

6.4.1 Cityscapes Dataset

The Cityscapes Dataset is a large dataset that focuses on semantic understanding

of urban street scenes. The dataset contains 5000 images with fine annotations across 50

cities, different seasons, varying scene layout and background. The dataset is annotated

with 30 categories, of which 19 categories are included for training and evaluation (others

are ignored). The training, validation, and test set contains 2975, 500, and 1525 fine

images, respectively. An additional 20000 images with coarse (polygonal) annotations

are also provided, but are only used for training.

Baseline Model

We use the DeepLab-V2 [26] ResNet-101 framework to train our baseline model.

Specifically, the network has a downsampling rate of 8, and dilated convolution with rate

of 2 and 4 are applied to res4b and res5b blocks, respectively. An ASPP module with

dilation rate of 6, 12, 18, and 24 is added on top of the network to extract multiscale
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context information. The prediction maps and training labels are downsampled by a

factor of 8 compared to the size of original images, and bilinear upsampling is used to

get the final prediction. Since the image size in the Cityscapes dataset is 1024×2048,

which is too big to fit in the GPU memory, we partition each image into twelve 800×800

patches with partial overlapping, thus augmenting the training set to have 35700 images.

This data augmentation strategy is to make sure all regions in an image can be visited.

This is an improvement over random cropping, in which nearby regions may be visited

repeatedly.

We train the network using mini-batch SGD with patch size 544×544 (randomly

cropped from the 800×800 patch) and batch size 12, using multiple GPUs. The initial

learning rate is set to 2.5×10−4, and a “poly”learning rate (as in [26]) with power = 0.9

is applied. Weight decay is set to 5×10−4, and momentum is 0.9. The network is trained

for 20 epochs and achieves mean IoU of 72.3% on the validation set.

Dense Upsampling Convolution (DUC)

We examine the effect of DUC on the baseline network. The only thing we change

is the shape of the top convolutional layer, as shown in Figure 6.1. For example, if the

dimension of the top convolutional layer is 68×68×19 in the baseline model (19 is the

number of classes), then the dimension of the same layer for a network with DUC will be

68×68× (r2×19) where r is the total downsampling rate of the network (r = 8 in this

case). The prediction map is then reshaped to size 544×544×19. DUC will introduce

extra parameters compared to the baseline model, but only at the top convolutional layer.

We train the ResNet-DUC network the same way as the baseline model for 20 epochs,

and achieve a mean IOU of 74.3% on the validation set, a 2% increase compared to the

baseline model. Visualization of the result of ResNet-DUC and comparison with the

baseline model is shown in Figure 6.3
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Figure 6.3: Effect of Dense Upsampling Convolution (DUC) on the Cityscapes val-
idation set. From left to right: input image, ground truth (areas with black color are
ignored in evaluation), baseline model, and our ResNet-DUC model.

From Figure 6.3, we can clearly see that DUC is very helpful for identifying

small objects, such as poles, traffic lights, and traffic signs. Consistent with our intuition,

pixel-level dense upsampling can recover detailed information that is generally missed

by bilinear interpolation.

Ablation Studies We examine the effect of different settings of the network on the

performance. Specifically, we examine: 1) the downsampling rate of the network, which

controls the resolution of the intermediate feature map; 2) whether to apply the ASPP

module, and the number of parallel paths in the module; 3) whether to perform 12-fold

data augmentation; and 4) cell size, which determines the size of neighborhood region

(cell× cell) that one predicted pixel projects to. Pixel-level DUC should use cell = 1;

however, since the ground-truth label generally cannot reach pixel-level precision, we also

try cell = 2 in the experiments. From Table 6.1 we can see that making the downsamping

rate smaller decreases the accuracy. Also it significantly raises the computational cost

due to the increasing resolution of the feature maps. ASPP generally helps to improve the

performance, and increasing ASPP channels from 4 to 6 (dilation rate 6 to 36 with interval

6) yields a 0.2% boost. Data augmentation helps to achieve another 1.5% improvement.
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Using cell = 2 yields slightly better performance when compared with cell = 1, and it

helps to reduce computational cost by decreasing the channels of the last convolutional

layer by a factor of 4.

Table 6.1: Ablation studies for applying ResNet-101 on the Cityscapes dataset. DS:
Downsampling rate of the network. Cell: neighborhood region that one predicted pixel
represents.

Network DS ASPP Augmentation Cell mIoU

Baseline 8 4 yes n/a 72.3
Baseline 4 4 yes n/a 70.9

DUC 8 no no 1 71.9
DUC 8 4 no 1 72.8
DUC 8 4 yes 1 74.3
DUC 4 4 yes 1 73.7
DUC 8 6 yes 1 74.5
DUC 8 6 yes 2 74.7

Bigger Patch Size Since setting cell = 2 reduces GPU memory cost for network

training, we explore the effect of patch size on the performance. Our assumption is

that, since the original images are all 1024×2048, the network should be trained using

patches as big as possible in order to aggregate both local detail and global context

information that may help learning. As such, we make the patch size to be 880×880,

and set the batch size to be 1 on each of the 4 GPUs used in training. Since the patch size

exceeds the maximum dimension (800×800) in the previous 12-fold data augmentation

framework, we adopt a new 7-fold data augmentation strategy: seven center locations

with x = 512, y = {256,512, ...,1792} are set in the original image; for each center

location, a 880×880 patch is obtained by randomly setting its center within a 160×160

rectangle area centered at each center. This strategy makes sure that we can sample

all areas in the image, including edges. Training with a bigger patch size boosts the

performance to 75.7%, a 1% improvement over the previous best result.

Compared with Deconvolution We compare our DUC model with deconvolu-
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tion, which also involves learning for upsampling. Particularly, we compare with 1) direct

deconvolution from the prediction map (dowsampled by 8) to the original resolution;

2) deconvolution with an upsampling factor of 2 first, followed by deconvolution with

an upsampling factor of 4. We use the ResNet-DUC bigger patch model to train the

networks. The above two models achieve mIOU of 75.1% and 75.0%, respectively, lower

than the ResNet-DUC model (75.7% mIoU).

Conditional Random Fields (CRFs) Fully-connected CRFs [123] are widely

used for improving semantic segmentation quality as a post-processing step of an FCN

[25, 26]. Following [26], we define the distribution of CRFs as P(x) = 1
Z exp(−E(x)),

with energy function

E(x) = ∑
i

θi(xi)+∑
i j

θi j(xi,x j). (6.2)

In equation 6.2, x is the label assignment for pixels. The unary potential term is θi(xi) =

−logP(xi) where P(xi) is the probability of label assignment for pixel xi generated by a

deep FCN. The pairwise potential term ∑i j θi j(xi,x j) is defined as follows:

θi j(xi,x j) = µ(xi,x j)[w1exp(−
∥∥pi− p j

∥∥2

2σ2
α

−
∥∥Ii− I j

∥∥2

2σ2
β

)

+w2exp(−
∥∥pi− p j

∥∥2

2σ2
γ

),

(6.3)

where µ(xi,x j) = 0 if xi = x j, and 1 otherwise, which penalizes pixels with different

labels. The remaining expression depends on pixel position p and pixel color intensity I

for both pixel i and j using two Gaussian kernels: the first bilateral filter term penalizes

pixels with similar colors and positions but different labels, while the second kernel only

considers the proximity of spatial locations and enforces smoothness. σα, σβ, and σγ

control the scale of each Gaussian kernel, while w1 and w2 control the relative importance

of the two terms. Efficient mean-field inference for this model can be implemented by
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the approximation method in [123], and open-source code is available online 1.

In practice, we perform a grid search on parameters on the validation set, and

use σα = 15, σβ = 3, σγ = 1 , w1 = 3, and w2 = 3 for all of our models. Applying CRFs

to our best ResNet-DUC model yields an mIoU of 76.7%, a 1% improvement over the

model does not use CRFs.

Hybrid Dilated Convolution (HDC)

We use the best 101 layer ResNet-DUC model as a starting point of applying

HDC. Specifically, we experiment with several variants of the HDC module:

1. No dilation: For all ResNet blocks containing dilation, we make their dilation rate

r = 1 (no dilation).

2. Dilation-conv: For all blocks contain dilation, we group every 2 blocks together

and make r = 2 for the first block, and r = 1 for the second block.

3. Dilation-RF: For the res4b module that contains 23 blocks with dilation rate r = 2,

we group every 3 blocks together and change their dilation rates to be 1, 2, and

3, respectively. For the last two blocks, we keep r = 2. For the res5b module

which contains 3 blocks with dilation rate r = 4, we change them to 3, 4, and 5,

respectively.

4. Dilation-bigger: For res4b module, we group every 4 blocks together and change

their dilation rates to be 1, 2, 5, and 9, respectively. The rates for the last 3 blocks

are 1, 2, and 5. For res5b module, we set the dilation rates to be 5, 9, and 17.

The result is summarized in Table 6.2. We can see that increasing receptive field size

generally yields higher accuracy. Figure 6.5 illustrates the effectiveness of the ResNet-

DUC-HDC model in eliminating the gridding effect. A visualization result is shown in
1https://github.com/lucasb-eyer/pydensecrf
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Figure 6.4. We can see our best ResNet-DUC-HDC model performs particularly well on

objects that are relatively big.

Table 6.2: Result of different variations of the HDC module. “RF increased”is the total
size of receptive field increase along a single dimension compared to the layer before
the dilation operation.

Network RF increased mIoU (without CRF)

No dilation 54 72.9
Dilation-conv 88 75.0
Dilation-RF 116 75.4

Dilation-bigger 256 76.4

Figure 6.4: Effect of Hybrid Dilated Convolution (HDC) on the Cityscapes validation
set. From left to right: input image, ground truth, result of the ResNet-DUC model,
result of the ResNet-DUC-HDC model (Dilation-bigger).

Deeper Networks We have also tried replacing our ResNet-101 based model

with the ResNet-152 network, which is deeper and achieves better performance on the

ILSVRC image classification task than ResNet-101 [94]. Due to the network difference,

we first train the ResNet-152 network to learn the parameters in all batch normalization

(BN) layers for 10 epochs, and continue fine-tuning the network by fixing these BN

parameters for another 20 epochs. The results are summarized in Table 6.3. We can see

that using the deeper ResNet-152 model generally yields better performance than the
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Figure 6.5: Effectiveness of HDC in eliminating the gridding effect. First row: ground
truth patch. Second row: prediction of the ResNet-DUC model. A strong gridding effect
is observed. Third row: prediction of the ResNet-DUC-HDC (Dilation-RF) model.

ResNet-101 model.

Test Set Results

To make the most of the models we have trained so far, we create an ensemble

model to further improve the expressiveness of our framework. Specifically, we use

CRF-processed ResNet-152-Deconv model, ResNet-101 HDC+DUC model, and ResNet-

152 HDC+DUC model. For a given image, we first stack the label map of all models

as a multi-channel representation. We then use the SLIC algorithm (50000 superpixels

per example, color ratio M = 0)[1] to gather the superpixels of the example, and merge

nearby superpixels that have the same label. Using the merged superpixels, we traverse
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Table 6.3: Effect of depth of the network and upsampling method for Cityscapes
validation set (without CRF).

Network Method data mIoU

ResNet-101 Deconv fine 75.1
ResNet-101 DUC+HDC fine 76.4
ResNet-101 DUC+HDC fine+coarse 76.2

ResNet-152 Deconv fine 76.4
ResNet-152 DUC+HDC fine 76.7
ResNet-152 DUC+HDC fine+coarse 77.1

all possible label combinations (“rules”) of all channels on selected categories that lead

to performance improvement on a subset of images from validation set, and only adopt

the rules that generalize well on the other images in validation set to avoid overfitting.

We then apply these rules on the test set to get the final prediction result.

Our results are summarized in Table 6.4. There are separate entries for models

trained using fine-labels only, and using a combination of fine and coarse labels. Our

single ResNet-DUC-HDC model achieves 76.1% mIoU using fine data only, and the

ensemble method boosts the performance to 77.6%. Adding coarse data help us achieve

78.5% mIoU.

In addition, inspired by the design of the VGG network [218], in that a single

5× 5 convolutional layer can be decomposed into two adjacent 3× 3 convolutional

layers to increase the expressiveness of the network while maintaining the receptive

field size, we replaced the 7×7 convolutional layer in the original ResNet-101 network

by three 3× 3 convolutional layers. By retraining the updated network, we achieve a

mIoU of 80.1% on the test set using a single model, without CRF post-processing, or

model ensemble procedure described above. Our result achieves the state-of-the-art

performance on the Cityscapes dataset. Compared with the strong baseline of Chen et

al. [26], we improve the mIoU by a significant margin (9.7%), which demonstrates the

effectiveness of our approach.
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Table 6.4: Performance on Cityscapes test set.

Method mIoU

fine
FCN 8s [143] 65.3%

Dilation10 [259] 67.1%
DeepLabv2-CRF [26] 70.4%

Adelaide context [139] 71.6%
ResNet-DUC-HDC (ours) 76.1%

ResNet-DUC-HDC-Ensemble 77.6%

coarse
LRR-4x [76] 71.8%

ResNet-DUC-HDC-Coarse 78.5%
ResNet-DUC-HDC-Coarse (better network) 80.1%

6.4.2 KITTI Road Segmentation

Dataset The KITTI road segmentation task contains images of three various

categories of road scenes, including 289 training images and 290 test images. The goal is

to decide if each pixel in images is road or not. It is challenging to use neural network

based methods due to the limited number of training images. In order to avoid overfitting,

we crop patches of 320×320 pixels with a stride of 100 pixels from the training images,

and use the ResNet-101-DUC model pretrained from ImageNet during training. Other

training settings are the same as Cityscapes experiment. We did not apply CRFs for

post-processing.

Results We achieve the state-of-the-art results without using any additional

information of stereo, laser points and GPS. Specifically, our model attains the highest

maximum F1-measure in the sub-categories of urban unmarked (UU ROAD), urban

multiple marked (UMM ROAD) and the overall category URBAN ROAD of all sub-

categories, the highest average precision across all three sub-categories and the overall

category by the time of submission of this paper. Examples of visualization results are
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Figure 6.6: Examples of visualization on Kitti road segmentation test set. The road is
marked in red.

shown in Figure 6.6. The detailed results are displayed in Table 6.5 2.

Table 6.5: Performance on different road scenes in KITTI test set. MaxF: Maximum
F1-measure, AP: Average precision.

MaxF AP

UM ROAD 95.64% 93.50%
UMM ROAD 97.62% 95.53%
UM ROAD 95.17% 92.73%

URBAN ROAD 96.41% 93.88%

6.4.3 PASCAL VOC2012 dataset

Dataset The PASCAL VOC2012 segmentation benchmark contains 1464 training

images, 1449 validation images, and 1456 test images. Using the extra annotations

provided by [90], the training set is augmented to have 10582 images. The dataset has

20 foreground object categories and 1 background class with pixel-level annotation.

Results We first pretrain our 152 layer ResNet-DUC model using a combination

2For thorough comparison with other methods, please check
http://www.cvlibs.net/datasets/kitti/eval road.php.
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of augmented VOC2012 training set and MS-COCO dataset [140], and then finetune the

pretrained network using augmented VOC2012 trainval set. We use patch size 512×512

(zero-padded) throughout training. All other training strategies are the same as Cityscapes

experiment. We apply CRF as a postprocessing step. We achieve mIOU of 83.1% on

the test set using a single model, which is the best-performing method at the time of

submission3. The detailed results are displayed in Table 6.6, and visualizations of the

results are shown in Figure 6.7.

Figure 6.7: Examples of visualization on the PASCAL VOC2012 segmentation vali-
dation set. Left to right: input image, ground truth, our result before CRF, and after
CRF.

3Result link: http://host.robots.ox.ac.uk:8080/anonymous/LQ2ACW.html



142

Table 6.6: Performance on the Pascal VOC2012 test set.

Method mIoU

DeepLabv2-CRF[26] 79.7%
CentraleSupelec Deep G-CRF[23] 80.2%

HikSeg COCO[220] 81.4%
ResNet-DUC (ours) 83.1%

6.5 Conclusion

We propose simple yet effective convolutional operations for improving semantic

segmentation systems. We designed a new dense upsampling convolution (DUC) oper-

ation to enable pixel-level prediction on feature maps, and hybrid dilated convolution

(HDC) to deal with the gridding problem, effectively enlarging the receptive fields of

the network. Experimental results demonstrate the effectiveness of our framework on

various semantic segmentation tasks.
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In the thesis, I focused on deepen the understanding of human visual recognition

using neurocomputational models. In Chapter 2, 3, and 4, I used a family of neural

network-based models, TM and TDM, to explain a series of cognitive phenomena and

behavioral data related to object, face, and scene recognition. I demonstrated that our

models can not only account for these data, but also can explain and predict what is the

underlying neural mechanisms in the brain. In Chapter 5 and 6, I showed how brain-

inspired principles, in turn, can be used to improve these models by helping them achieve

state-of-the-art performance on computer vision tasks. The materials presented in my

thesis aim to bridge cognitive psychology studies with neurocomputational models, thus

providing an interdisciplinary approach to help us better understand human visual cortex.

Despite the effort and achievement presented in the thesis, our neurocomputa-

tional models, still, are relatively primitive to fully simulate and understand how visual

recognition works in the brain. First, the presented models are all feed-forward models.

The visual cortex, however, contains many feedback connections [128, 127, 77] that

are crucial for tasks such as attention, expectation, and motor commands (for a recent

review, see [77]). To account for these feedback connections, models with recurrent

connections or top-down modulation are needed. Second, our models only focus on

modeling the ventral visual pathway, thus ignoring the effect of the dorsal visual path-

way, or motor cortex, which also play important roles in integrated visual recognition

system [67]. A multi-pathway mixture-of-expert model may be needed to create a more

complete representation of the whole visual recognition system. Furthermore, all of our

models are using fully supervised back-propagation learning, which is not particularly

biologically plausible. More realistic learning methods, such as unsupervised training,

generalized Hebbian learning [204], and reinforcement learning can be used to create a

more biologically plausible model.
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