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Abstract

Probabilistic Models of Phase Variables for

Visual Representation and Neural Dynamics

by

Charles Cadieu

Doctor of Philosophy in Neuroscience

University of California, Berkeley

Professor Bruno A. Olshausen, Chair

My work seeks to contribute to three broad goals: predicting the computational repre-
sentations found in the brain, developing algorithms that help us infer the computations that
the brain performs, and producing better statistical models of natural signals. At first glance
these goals may not seem compatible; however, my work finds a common thread among them
through the probabilistic modeling of phase variables. My thesis is broken down into three
major chapters that reflect these three goals. Within each chapter I develop novel proba-
bilistic models of phase variables and apply these models to the invariant representation of
visual motion, to the inference of connectivity in networks of coupled neural oscillators, and
to the development of statistical models of edge structure in images.

First, I develop a hierarchical model of visual processing that learns from the natural
world the higher-order structure of visual motion by modeling phase transformations. The
model exhibits an important invariance: the model represents the way the world moves irre-
spective of the way it looks. This model has implications for our interpretation of biological
visual processing and provides a functional roll for feedback in cortex.

Second, I present a model and estimation technique that captures the dynamics of cou-
pled oscillator systems and recovers the interactions of the oscillators from measurements.
From a statistical perspective, the model is the multivariate phase distribution analogue to
the multivariate Gaussian distribution and the estimation technique is then analogous to
finding the inverse covariance matrix for a Gaussian distribution. From a dynamical systems
perspective, the technique provides a solution to the inverse problem of the generalized Ku-
ramoto model and infers from measurements the true connectivity between oscillators even
when phase correlations or other phase measurements would lead to false conclusions. This
technique can be broadly applied to a range of neurobiological phenomena including the
inference of cortical dynamic functional networks from phase measurements.
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Third, I present a model that captures aspects of the local phase structure of edges in
images. We first explore the pairwise phase statistics of local, oriented filters in response
to natural images and determine that pairwise phase relationships do not explain the ‘in-
teresting’ relationships in natural images, such as long range phase alignments. Given this
finding we develop a conditional latent variable model that captures the non-stationary phase
structure produced by continuous edges. This model is capable of generating long range,
continuous edge structure, a hallmark of natural images.

The major contributions of this thesis can be divided into two types. First, this work
provides demonstrative examples of how multivariate phase distributions may be modeled in
a probabilistic framework. My hope is that the models I have developed will provide the basis
for additional exploration of the mathematical development of probabilistic models of phase.
Second, the results obtained from applying these models have important implications for
understanding invariant visual representations of motion, investigating coherence mediated
intracortical communication, and describing the statistical structure of edges in natural
images.

2



Acknowledgements

Above all I thank my family for their untiring support and encouragement over the now
many years of my education – especially to my father for instilling in me a passion for science.

I thank Bruno Olshausen, my advisor, for giving me the necessary direction to pur-
sue important tractable problems and the appreciated freedom to pursue problems beyond
tractability. I learned from him a great deal about how to do science and his leadership
has been instrumental in making the Redwood Center a special place. Bruno’s insights and
knowledge are evident throughout my thesis.

I thank Kilian Koepsell for an incredibly productive and fascinating collaboration. Kil-
ian’s ability to hone in on a solution where others would have been left with only a problem
has impressed me time and time again. I look forward to the many projects we will tackle
in our future work.

I thank my thesis committee for their support and encouragement. To Mike DeWeese for
his incredible enthusiasm and interest in every problem that crosses his path, Jack Gallant
for his pointed critiques and blunt advice, and Steve Palmer for his insights into the problems
of biological vision and putting up with all the math.

I thank the entire Redwood Center for Theoretical Neuroscience. Redwood has truly been
a great place to work and mature scientifically. Over its few short years of existence it has
given me hope that we might someday ‘solve the brain’. Special thanks to Fritz Sommer and
Tony Bell for providing guidance and bringing a wealth of information to every discussion.
And to my colleagues Tim Blanche, Thomas Lauritzen, Pierre Garrigues, Jack Culpepper,
Jascha Sohl-Dickstein, Jimmy Wang, and Amir Khosrowshahi for scientific discussions and
welcome banter.

To my mentors and friends back at MIT’s CBCL. Especially to Tommy Poggio for giv-
ing me my start in theoretical neuroscience, and Thomas Serre, Minjoon Kouh, and Max
Reisenhuber for continued collaborations.

And finally to my many friends in the Helen Wills Neuroscience Institute and the Bay
Area. To Adeen Flinker, Beth Mormino, and Lavi Secundo for their great friendship and for
keeping me sane.

i



Contents

1 Introduction 1

1.1 Motivational problems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Phase as an Interesting Variable . . . . . . . . . . . . . . . . . . . . . . . . . 6

1.3 Outline of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2 Learning Transformational Invariants from Natural Movies 11

2.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.3 Hierarchical Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.4 Learning and Inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.5 Simulation Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

3 Phase Coupling Estimation for Neural Dynamics 43

3.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.2 Coupled Oscillators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

3.3 Modeling Coupled Oscillators . . . . . . . . . . . . . . . . . . . . . . . . . . 44

3.4 A Solution to the Inverse Problem . . . . . . . . . . . . . . . . . . . . . . . . 46

3.5 Phase Coupling Estimation Recovers Coupling Parameters . . . . . . . . . . 47

ii



3.6 Phase Correlations and Coupling Parameters . . . . . . . . . . . . . . . . . . 49

3.7 Empirical Evaluation of the Inverse Solution . . . . . . . . . . . . . . . . . . 49

3.8 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4 Spatial Phase in Images 54

4.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

4.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

4.3 Local Phase in Natural Images . . . . . . . . . . . . . . . . . . . . . . . . . . 57

4.4 A Latent Variable Model of Phase Statistics . . . . . . . . . . . . . . . . . . 69

4.5 Contributions & Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

5 Contributions 76

Appendices 80

Appendix A Learning Higher-order Amplitude Structure 81

A.1 Modeling Amplitude Components . . . . . . . . . . . . . . . . . . . . . . . . 82

A.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

A.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

Appendix B Singularities in Holomorphic Scale-space 88

B.1 Representational Properties . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

B.2 Mathematical Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

B.3 Application to 1D Signal Representation . . . . . . . . . . . . . . . . . . . . 95

B.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

Bibliography 99

iii



Chapter 1

Introduction

1.1 Motivational problems

A number of outstanding problems in the field of neuroscience have motivated the work in
my thesis. These motivations roughly fall into three categories: 1) visual representation
in cortex, 2) inference of connectivity in networks of neural oscillators, and 3) statistical
modeling of natural images. These areas may at first seem disparate, but there is a common
theme throughout the approaches I have taken to these problems: probabilistic models of
phase variables. Phase, or angular, variables play an important roll in each of these areas
and better models of phase will lead to insights and advances in the study of neurobiological
vision, neural dynamics, and statistical image analysis.

1.1.1 Goals of Visual Representation

One of the commonly espoused goals of vision is the computation of invariant representations.
Our own perception of the world is deceiving: we have a largely stable perception of the
objects and their attributes yet the signals they produce on our retinae are highly variable
and dynamic. The high variability of the visual input is due in large part to the extreme
variation that objects and scenes present. One of the main goals of vision is to remove,
or account for, this high degree of variation. Sources of variation include such factors as
scaling, translation, rotation, and other deformable transformations. Representations that
are unchanging to these variations are called invariant. The computation of such invariant
representations has been the goal of much work in computer vision [Schmid and Mohr, 1997;
Simard et al., 2001; Lowe, 2004], computational modeling of biological vision [Olshausen et
al., 1993; Riesenhuber and Poggio, 1999; Wiskott, 2004; Cadieu et al., 2007; Tsao et al.,
2010], and neurophysiological studies [Lueschow et al., 1994; Ito et al., 1995; Hung et al.,
2005].

Much work has focused on what we call spatial invariants, see [DiCarlo and Cox, 2007]
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Chapter 1. Introduction

for a review. In this framework the visual input is represented in a high dimensional space
and undergoes a series of transformations as signals pass through the visual system. The
high dimensional space is initially akin to the response of the retina. The variations that
objects undergo and the variability in natural scenes then trace out manifolds in this high
dimensional space. In the space of our retina, these object manifolds are hopelessly tangled
and are difficult to separate. The separation processes is necessary for object recognition.
The goal of object recognition is then to to re-represent the high dimensional space as one
in which the manifolds for different objects are well separated. Representations in which
linear projections that are invariant, or unaffected, by the natural variation in the visual
world will separate object manifolds. We call these types of invariant representations spatial
invariants because they are often considered to be invariant to spatial transformations, such
as translating, zooming, or rotating in space. However, other types of transformations are
well described in this framework, such as lighting variation.

We can also analyze a different type of invariant: a transformational invariant. If we
consider the manifolds that similar natural variations in the world produce for different ob-
jects, these manifolds will share similar structure due to the structure in the transformation.
For example, an object moving across the visual field will undergo a specific trajectory in
the high-dimensional representational space. A different object moving in the same way
across the visual field will undergo another trajectory in the visual space. The aspect of the
trajectories that are shared among the object motions is a transformational invariant: it is
unchanging to the visual object that is moving, but is specific to the type of transformation.
Therefore, transformational invariants can be considered the flip side of the coin in invari-
ant visual representation. Transformational invariants are what is consistent over different
objects that share the same transformations. Transformational invariants can take on many
forms, such as the affine group of translation, rotation, and scaling. We consider transla-
tory motion to be a transformational invariant. Transformational invariants can also span
various levels of abstraction. For example, representations that are selective to the speed
of movement, as opposed to temporal frequency are a type of low-level transformational
invariant. Higher-level transformational invariants include, zooming, rotating, and complex
deformations of objects resulting from biological motion.

The problem of modeling, computing, or learning transformational invariants may ap-
pear even more challenging than the problems posed by spatial invariants. Without proper
models of the invariance manifolds that objects traverse, how are we to determine trajecto-
ries on the manifolds, and then group those trajectories across different object motions to
produce transformational invariants? However, it is possible to build representations that
exhibit aspects of transformational invariance. For example, a common model of visual area
MT [Simoncelli and Heeger, 1998] computes a feedforward function that is invariant to the
spatial frequency structure of a pattern, but is selective for the direction of movement. Pat-
tern tuned cells in MT can also be seen as exhibiting a type of transformational invariance:
they are selective for the direction of motion, but are invariant to the spatial frequency
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Chapter 1. Introduction

structure of the translating image. In Chapter 2 we will show how a probabilistic model can
learn transformational invariants from observing natural movies.

An important aspect of visual processing in primate visual cortex is the distinction be-
tween the ventral and dorsal streams [Ungerleider et al., 1982]. These streams map to our
description of spatial invariants (ventral) and transformational invariants (dorsal). In the
ventral pathway, the responses of cells in higher-level visual areas are invariant to spatial
position and scale, but highly selective to object form [Kobatake and Tanaka, 1994]. In
the dorsal pathway, the responses of cells in higher-level visual areas are invariant to the
exact objects or textures that are moving, but are selective for complex motion fields, such
as zooming or rotation [Duffy and Wurtz, 1991]. It is possible to consider these streams as
independent in the processing of visual information. However, interactions between these
streams can be synergistic. As we will show in Chapter 2, proper models of the transfor-
mational invariants can lead to better inference of the spatial invariants. Such a complete
inference process, one that jointly estimates the objects and their movements, is likely to
play an important part of visual perception. Considering the ventral and dorsal streams,
or analogously the spatial and transformational invariants, under the same framework may
also expedite the scientific investigation of each type of invariant and may help systems that
seek to learn these invariants from data.

Models of invariance also play a roll in our view of the functional roll of feedback in
visual cortex. The models we construct are hierarchical and the representations in each
layer form progressively higher levels of abstraction. Higher levels of abstraction, when
adapted to the statistics of the visual world, form additional constraints on lower levels.
During the inference process these higher levels can then be used to bias the computation
within the lower levels. In this way, noisy or ephemeral visual input can be interpreted as
stable visual percepts because the higher-order structure of the visual world exhibits stability,
while the raw visual input exhibits large degrees of variation. By biasing the inference in
lower level representations, the feedback from higher level representations of transformational
invariants can in turn change the inference of spatial invariants. This implies that even if
the goal of visual processing is to recognize objects in the world, a model of the higher-level
transformations in the visual world will aid the inference of spatial invariants that are used
for object recognition.

1.1.2 Predictive Models in Neurobiological Vision

There is an amazing hypothesis in the study of computational sensory processing: the effi-
cient coding hypothesis. Under the efficient coding hypothesis, the brain has learned, either
through evolution and/or through the lifetime of an organism, to efficiently represent and
encode sensory signals. If this hypothesis is true it implies that by efficiently modeling
the natural visual world we can predict the computations performed by the visual brain.
This hypothesis extends back to Attneave’s early observations that visual sensory events are
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Chapter 1. Introduction

highly redundant and that a, “major function of perceptual machinery is to strip away some
of the redundancy of stimulation, to describe or encode incoming information in a form more
economical than that in which it impinges on the receptors”[Attneave, 1954]. Horace Barlow
further formalized this argument using information theoretic concepts, stating that “sensory
relays recode sensory messages so that their redundancy is reduced but comparatively little
information is lost” [Barlow, 1959].

A number of theoretical investigations lend credence to a link between the efficient cod-
ing hypothesis and physiological properties of visual neurons [Laughlin, 1981; Atick and
Redlich, 1992; Olshausen and Field, 1996]. An early example is Laughlin’s work on the large
monopolar cells in the fly compound eye, which showed that the contrast-response function
of these cells approximates the cumulative probability distribution of contrast levels in the
natural environment [Laughlin, 1981]. This correspondence is evidence that the neural sys-
tem is adapted to the statistics of the visual environment so as to maximize the efficiency of
transmission of the environmental distribution. In another example, Atick and Redlich ex-
tended Barlow’s hypothesis to consider the presence of noise and showed that efficient coding
strategies of visual information show resemblance to retinal ganglion cell responses [Atick
and Redlich, 1992].

Most relevant for the work in this thesis, Olshausen and Field showed that after optimiz-
ing a visual code for information transmission and sparsity, the code’s representation is made
up of oriented, localized, and band-pass functions [Olshausen and Field, 1996]. Remarkably,
these functions resemble the receptive field properties in primary visual cortex [Hubel and
Wiesel, 1968; Van Hateren and Van der Schaaf, 1998]. The links between efficient coding
formulations and neural physiology suggest that it may be possible to predict future phys-
iological findings by extending the efficient coding hypothesis. This is one of the goals of
the work in this thesis: to produce models based on efficient coding of sensory signals that
provide predictions about neurobiological vision.

This approach is made particularly important when we consider the techniques currently
available to study the neural basis of visual processing. The very nature of the problem ne-
cessitates a model driven approach (see [Wu et al., 2006] for an overview). The identification
of the transforms between the visual world and the responses of cortical neurons presents a
daunting task. This endeavor is made challenging by the shear dimensionality of the visual
input and the difficulty of the experimental techniques that inevitably produce a limited
amount of data. Without well constrained models, the estimation process quickly becomes
degenerate for high dimensional natural scenes. While techniques that reduce the dimen-
sionality of the stimulus space and effectively constrain the problem have lead to valuable
insights, the ultimate goal is to describe the responses of cortical neurons to natural stimuli.
Predictive models limit the space of possible transformations from the visual input to the
neural response. The goal of the experimental process then becomes much more tractable:
to validate one model over others.

Unfortunately, to date the results produced by computational models of vision have been
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Chapter 1. Introduction

postdictions; these models are formulated by following certain computational considerations
but the phenomenology they exhibit has already been shown in biological systems. As our
scientific questions move further away from the peripheral visual processing stages, struc-
tured interpretations of phenomenological results will be harder to make. Models of higher
order visual processing will be necessary for explaining phenomenology at these stages. Many
visual areas, while close to the early stages of visual processing, already lack coherent in-
terpretations, such as visual area V3 and visual area V2; and some have argued that even
visual area V1 lacks a clear interpretation [Olshausen and Field, 2004]. Here again, predic-
tive visual models can aid researchers in the questions they ask in their experiments and in
the interpretation of their data.

1.1.3 Neural Oscillations and Synchronization

Synchronization and oscillations are prevalent throughout the biological world [Strogatz,
2003]. Oscillations occur at a wide range of scales: from chemical reaction diffusion equa-
tions, cardiac rhythms produced by neurons in the heart, circadian rhythm generators in
the suprachiasmatic nucleus, up to groups of organisms that exhibit unified behavior like
schools of fish. The basic ingredients required for synchronization, modular systems with
weak interactions, are clearly present in the brain at multiple levels. Given the prevalence
of oscillations in biology and the basic requirements for producing synchronous activity, it
would be surprising if there were no evidence of oscillations or synchrony in cortex. The
evidence is of course quite pervasive that neural systems exhibit oscillatory phenomenology
during normal function and thus the computational roll of oscillatory activity is of central
interest in neuroscience.

There is much experimental evidence for oscillations in sensory systems, in cortex, and in
hippocampus [Buzsaki and Draguhn, 2004]. Oscillations in the olfactory system are present
in the olfactory bulb [Adrian, 1942] and are thought to subserve the computation of similarity
of odorant patterns [Hopfield, 1995]. There is growing evidence for oscillations at many
levels of the visual system. Some of the first evidence for oscillations in the human brain
were recording using EEG over the occipital lobe [Berger, 1929], and more recent findings
have shown that sub-populations of pyramidal neurons exhibit gamma-band oscillations
in response to visual stimulation [Gray et al., 1989]. At the level of retina it has been
found that some retinal ganglion cells exhibit periodic firing and this periodicity presents
an extra channel for information transmission to LGN [Koepsell et al., 2009]. Evidence
for oscillatory activity in the auditory system extends from the periphery to the cortex.
Inner hair cells exhibit characteristic frequencies tuned to different bandwidths [Crawford
and Fettiplace, 1981], cochlear projections transmit phase-locked responses to subcortical
regions [Rose et al., 1967], and stimulus mediated gamma oscillations have been observed
in primary auditory cortex [Brosch et al., 2002]. In the hippocampus, oscillatory patterns
are well studied and are thought to subserve memory formation [Jutras et al., 2009] and
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Chapter 1. Introduction

communication between hippocampus and entorhinal cortex [Chrobak and Buzsaki, 1996;
Colgin et al., 2009].

Interesting oscillatory phenomenology has also been measured in large scale neural popu-
lations. For example, ECoG recordings of human epileptic patients have shown that gamma-
power is tightly phase-locked to theta oscillations [Canolty et al., 2006]. It is hypothesized
that such coupling subserves communication and processing between distributed networks
in the brain. Related to this finding, it has been found that different cortical regions exhibit
oscillations at different frequencies and during a hypothesized interaction they exhibit a third
oscillation in the sum of their individual frequencies [Darvas et al., 2009].

While the presence of oscillatory dynamics in the brain is largely accepted, the roll of
these oscillations is widely debated. While it is likely that there are multiple rolls of neural
oscillations in neural systems, and maybe even multiple rolls in the same neurological system,
we have found that it is useful to keep in mind a model of intracortical communication that
is mediated by neural oscillations in different populations of neurons. Under the proposed
theory, only groups of neurons that are coherently oscillating can interact [Varela et al., 2001;
Fries, 2005]. This implies that if we are able measure neural synchrony we can infer
the actively communicating cortical populations. Such inter-area cortical synchronization
is thought to mediate perceptual binding [Pareti and De Palma, 2004], attentional feed-
back [Siegel et al., 2008], and transfer of memory from hippocampus to cortex [Fell et al.,
2001]. The formation of synchronized networks is also thought to be dynamic and indicative
of behavioral and cognitive functional state [Fox et al., 2005].

Given the wealth of evidence and the myriad hypothesized rolls for oscillatory dynamics
in the brain, it is important that we have tools for analyzing neural dynamics and con-
nectivity of oscillatory networks. Unfortunately, proper probabilistic models of oscillatory
synchronization have not been produced. The formulation and estimation of probabilistic
models of neural oscillation and synchrony is one of the contributions of Chapter 3.

1.2 Phase as an Interesting Variable

Phase appears as a natural representation in biological vision, image processing, and in the
description of coupled oscillator models. The motivations for using phase in each of these
contexts are derived from a variety of scientific fields including neural physiology, human
psychophysics, signal processing, and dynamical systems analysis. When we speak of ‘phase’
we mean a variable that lives on the circle. More precisely it is a scalar variable on an interval
with associativity at the boundaries. Combining two phase variables produces the space of
the torus and multiple phase variables construct hypertori. In the cases we are interested in
we quickly have multivariate phase spaces with tens to hundreds of phase variables.
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Chapter 1. Introduction

1.2.1 Signal Processing and Phase

Phase appears in the signal processing literature in a variety of contexts. The analytic
signal is a representation of one-dimensional signals often used to extract local amplitude
and phase information from time series. It is used in a variety of contexts, from commu-
nications systems that use single-sideband modulation, to electrophysiological extraction of
oscillatory dynamics [Canolty et al., 2006]. The analytic signal is referred to as the ‘split of
identity’ [Felsberg and Sommer, 2001], meaning that we have taken an original signal and
decomposed it into two. Each of the components in the split represent useful and comple-
mentary information. The amplitude in the analytic signal indicates the degree of presence
of a feature, while the phase represents its exact position or time course of oscillation.

Phase representations have also been widely used in image processing. An interesting
application is the use of local phase information to produce a signature from an image
of a person’s iris that can be used to identify the individual [Daugman, 2001]. The one-
dimensional analytic signal has been extended to two-dimensions for image processing in
a variety of ways [Bulow and Sommer, 2001; Felsberg et al., 2003; Felsberg, 2002b]. Of
particular note is the monogenic signal, which decomposes image structure into local energy,
local phase, and local orientation components and has been used to extract lines and edges
through scale [Felsberg et al., 2003] and for image registration [Felsberg, 2002a]. Popular
wavelet pyramids also produce local phase information [Selesnick et al., 2005] and local phase
measurements have been used to produce robust estimates of local image velocity [Fleet and
Jepson, 1990].

These findings are also related to the observed statistics of image filter responses to
natural scenes and movies. A number of authors have pointed out dependencies between
the responses of oriented Gabor functions in response to natural images [Wegmann and
Zetzsche, 1990; Schwartz and Simoncelli, 2001]. The observed joint distribution of Gabor
filters that are close in space, orientation, or scale all show circular dependencies in their joint
distributions [Zetzsche et al., 1999]. The same effect is observed in the ‘bow-tie’ distributions
of filter responses [Schwartz and Simoncelli, 2001]. Given these observations, it has been
proposed that a visual code should decompose these responses into amplitude and angular
components [Zetzsche et al., 1999]. The temporal dynamics of localized, oriented filter
responses also indicate the importance for separating a slowly changing amplitude value
from a quickly changing component. As we will show in Chapter 2 this quickly changing
variable is well modeled as the sine or cosine of a phase variable.

1.2.2 Biological Vision and Phase

A number of findings from the study of biological vision point to the importance of phase in-
formation. Early observations about the perceptual importance of phase information demon-
strated that chimaeras between the Fourier amplitude spectrum of one image and the Fourier
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Chapter 1. Introduction

Figure 1.1: Perception follows local phase information. We demonstrate the perceptual impor-
tance of local phase by encoding an image (left) with a complex steerable pyramid decomposi-
tion [Simoncelli and Freeman, 1995; Portilla and Simoncelli, 2000]. If we randomly permute the
amplitude variables within each scale and orientation of the pyramid and hold the phases fixed,
the original image is largely still perceptible but there appears some ‘muddying’ of the image. If
we instead randomly permute the phase variables within each scale and orientation of the pyramid
and hold the amplitudes fixed, the content of the image is largely imperceptible. What remains
appears to be a ghostly image without any defined edge structure.

phase spectrum of another showed that the perceived content of the chimeric image was deter-
mined by the phase spectrum [Piotrowski and Campbell, 1982; Oppenheim and Lim, 1981].
A similar experiment can be performed using local phase decompositions. We demonstrate
this point in Figure 1.1 where we use a complex, oriented pyramid to code an image. We
then produced two images by either holding the amplitudes of the complex filters fixed and
permuting the phases within each orientation and scale band, or holding the phases fixed
and permuting the amplitudes. When the phases are left unchanged and the amplitudes are
altered, the content of the image is still perceptible. But when the phases are altered and
the amplitudes are left unchanged the content of the image drastically degraded and what
remains is a ghostly image.

The responses of cells in visual cortex also indicate a roll for phase information in bio-
logical vision. The contrast response functions of simple cells in primary visual cortex can
be seen as a coding strategy to independently code local amplitude and phase [Albrecht and
Geisler, 1991; Zetzsche et al., 1999]. It has also been observed that complex cells in primary
visual cortex, which are typically thought to be phase invariant, are highly sensitive to local
phase information [Touryan et al., 2005]. In Chapter 4 we develop models of local phase
dependencies that capture long-range edge structure and may form the basis for addressing
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Chapter 1. Introduction

these perceptual and neurophysiological findings.

1.2.3 Coupled Oscillator Models and Phase

The wide range of neural results showing periodic activity directly leads to models that
are based on oscillations and in turn are well represented by phase. Periodic activity is
naturally represented by a continuous variable that has circular boundary conditions and the
interactions of oscillators are well described mathematically by phase variables [Kuramoto,
1984]. Furthermore, experimental findings find interesting measured relationships between
the phase of different neural signals and the phase of different frequencies [Colgin et al., 2009].
Such measurements should be modeled by statistical dependencies among phase variables.

1.2.4 Models of Phase

A number of literatures have provided models that address distributions of phase vari-
ables. Examples from the statistics community include the von Mises distribution, the
von Mises-Fisher distribution [Fisher, 1953], the Kent distribution [Kent, 1982], and the
cosine model [Mardia et al., 2007]. The von Mises distribution is a widely used distri-
bution when dealing with circular variables. It is a univariate, unimodal distribution for
a circular variable that is analogous to a univariate Gaussian for a scalar variable. The
von Mises-Fisher distribution is a directional distribution that extends the univariate von
Mises distribution to the hypersphere. Unfortunately for the distributions we are interested
in, the von Mises-Fisher distribution does not model hypertori (instead it models distri-
butions on the hypersphere) and it fails to capture the pairwise dependencies we observe
in natural images, electrophysiological measurements, and in dynamical systems models of
coupled oscillators. Notably for the work in Chapters 3 and 4, the cosine model [Mardia
et al., 2007] describes the pairwise statistics between two phase variables. This distribu-
tion has a similar functional form to the one we address in Chapters 3 and 4, however it
only models two variables and does not have an efficient estimation procedure. The gener-
alized cosine model [Mardia et al., 2008] does formalize particular pairwise phase relation-
ships but estimation techniques for more than two phase variables have not been produced.
Other work in the statistics community has addressed univariate phase distributions by
extending the unimodal von Mises distribution to multimodal distributions [Mardia, 1975;
Jammalamadaka and Sengupta, 2001]. This work may be of interest for further alterations
to the models we propose, but they are not directly relevant because they do not address
multinomial distributions.

The neural network community has also provided distributions and networks that deal
with complex variables and phase variables. Many networks that were previously for-
mulated to deal with scalar variables have been extended to complex variables, for an
overview see [Nitta, 2009]. Some examples include: the Boltzmann machine, extended to the
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Chapter 1. Introduction

directional-unit Boltzmann machine [Zemel et al., 1995]; the Hopfield network, extended to
a complex-valued associative memory [Jankowski et al., 1996]; the Kalman filter, extended
to an augmented Kalman filter for complex variables [Goh and Mandic, 2007]; and the Ising
model, extended to a rotor neuron model [Gislen et al., 1992]. While each of these models
has provided insights into the modeling of multivariate phase distributions, they all either
fail to model phase variables independently of their associated amplitudes or do not capture
the dependency structures we have observed in natural images and neural dynamics.

It is important to point out that models that describe phase as a complex variable
typically model the amplitude and the phase of the complex variable in a restricted way.
In other words the dependencies captured among phase variables are dependent on their
associated amplitudes. This is particularly evident in the complex Gaussian model in which
the concentration of phase coupling scales with the amplitudes of the associated variables.
This restriction is undesirable for the problems we address. For example, one of the findings
in Chapter 2 is that amplitude and phase should be modeled independently in natural
images. Also, when analyzing coupled neural oscillators the interaction of amplitude and
phase measurements is an empirical question and should not be restricted by the models we
introduce.

1.3 Outline of the thesis

This thesis is broken down into three major sections. While the motivations for the work
in each section are highly interdependent, each section maps directly onto one of our three
motivational problems: 1) visual representation in cortex, 2) inference of connectivity in
networks of neural oscillators, and 3) statistical modeling of natural images. Within each
section I develop novel probabilistic models of phase variables and apply these models within
the context of one of these areas. In Chapter 2 I develop a model that separates invariant
and variant visual information and uses a latent model of phase dynamics to represent trans-
formational invariants. In Chapter 3 I derive a multivariate probabilistic model of pairwise
phase dependencies from a dynamical system of coupled oscillators. In Chapter 4 I extend
the pairwise model to account for pairwise dependencies of local phase image representations
and develop a convolutional latent variable model that captures long-range phase alignments
in images. To conclude, in Chapter 5 I enumerate the contributions of each section and place
these contributions within the context of our motivational problems.

The two Appendices explore issues related to our models of phase in the main chapters.
In Appendix A, we describe a hierarchical model of natural images that learns higher-order
structure on local amplitudes. This model, when adapted to natural images, learns a novel
class of functions that represent continuous edges. In Appendix B, we describe an extension
to the analytic signal that produces the holomorphic scale-space. We show how a certain class
of signals is determined by the singularities in its holomorphic scale-space representation.
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Chapter 2

Learning Transformational Invariants
from Natural Movies

2.1 Overview

We describe a hierarchical, probabilistic model that learns to extract complex motion from
movies of the natural environment. The model consists of two hidden layers: the first-layer
produces a sparse representation of the image that is expressed in terms of local amplitude
and phase variables. The second-layer learns the higher-order structure among the time-
varying phase variables. After training on natural movies, the first-layer learns a set of
quadrature pair Gabor filters that jointly tile spatial position and spatial frequency. This
decomposition exposes structure that the top layer can exploit: when trained on controlled
movements the top layer learns the structure of phase-shifts within the first-layer corre-
sponding to translations, rotations, and dilations. When trained on natural movies the top
layer learns a novel decomposition of movement structure that codes for local translation,
dilations, and local image warping. We show that the top layer units encode transforma-
tional invariants: they are selective for the speed and direction of a moving pattern, but are
invariant to its spatial structure (orientation/spatial-frequency). We demonstrate that the
hierarchical model is capable of denoising natural movie sequences to higher fidelity than
the first-layer alone. Finally, we explore a number of issues including local-phase represen-
tation in models of low-level vision, the role of cortical feedback, and the representational
dichotomy of transformational invariants and spatial invariants.

2.2 Background

A key attribute of visual perception is the ability to extract invariances from visual input. In
the realm of object recognition, the goal of invariant representation is quite clear: a success-
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ful object recognition system must be invariant to image variations resulting from different
views of the same object. The types of invariants explored in pursuit of object recognition
systems are usually invariant to translation, scaling, and sometimes, rotation. We refer to
these types of invariants as spatial invariants: they are selective for spatial information, such
as edge structure or shape, and are invariant to geometrical transformations due to trans-
lation or scaling. While spatial invariants are essential for forming a useful representation
of the natural environment, there is another equally important visual invariant: a transfor-
mational invariant. A transformational invariant refers to the dynamic visual structure that
remains the same when the spatial structure changes or undergoes geometrical transforma-
tions. For example, the visual property that a soccer ball moving through the air with a
specific trajectory shares with a football moving through the air with the same trajectory is
a transformational invariant; it is specific to how the ball moves but invariant to the shape or
visual form of the ball. Transformational invariants provide a valuable abstraction that may
subserve processes such as the recognition of biological motion and the guidance of motor
movements based on visual information. Towards the goal of producing representations that
achieve such high-level transformational invariants, in this work we seek to learn low-level
transformational invariants from the statistics of natural movies.

There have been numerous efforts to learn spatial invariants [Einhauser et al., 2002;
Karklin and Lewicki, 2005; Hyvärinen et al., 2003] from the statistics of natural images,
especially with the goal of producing representations useful for object recognition [Wallis and
Rolls, 1997; LeCun et al., 2004; Serre et al., 2007]. However, there have been few attempts
to learn transformational invariants from natural sensory data. Previous efforts have either
relied on using unnatural, hand-tuned stimuli [Nowlan and Sejnowski, 1995; Zhang et al.,
1993; Rolls and Stringer, 2007], or unrealistic supervised learning algorithms using only rigid
translation of an image [Grimes and Rao, 2005]. Furthermore, it is unclear to what extent
these models have captured the diversity of transformations in natural visual scenes or to
what level of abstraction their representations produce transformational invariants. Another
closely related line of work learns spatial-temporal codes of image sequences. These models
produce local, direction-selective components (akin to space-time Gabors) [Olshausen, 2002].
While reproducing key aspects of observed responses in primary visual cortex, this type of
model does not capture the abstract property of motion because each unit is bound to a
specific orientation, spatial-frequency and location within the image - i.e., they code temporal
frequency but not visual speed. Our work addresses the shortcoming of previous models:
it learns on unconstrained natural stimuli, using an unsupervised learning algorithm, and
learns abstract properties of motion beyond temporal frequency tuning.

Here we describe a hierarchical probabilistic generative model that learns transforma-
tional invariants from unsupervised exposure to natural movies. A key aspect of the model
is the factorization of visual information into form and motion, as compared to simply ex-
tracting these properties separately. A key aspect of the factorization process is that the
inference of form and motion depend on each other. This approach contrasts with most
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models of form and motion processing in the visual cortical hierarchy [Serre et al., 2007;
Simoncelli and Heeger, 1998]. These approaches suffer from the fact that information about
form and motion are not bound together. As a consequence, during the interpretation of a
visual scene, processing of form information cannot benefit from processing of motion infor-
mation. Because the hierarchical generative model we propose factorizes form and motion,
inference of form and motion depend upon each other. We will demonstrate quantitatively
that the inference of motion information aids the inference of form or spatial information
under noisy conditions. Our first-layer factorization approach is similar to that of [Berkes et
al., 2009], in which identity and appearance are factored.

Another key aspect of our hierarchical generative model is that it provides a compu-
tational interpretation of feedback. There have been a number of hypotheses about the
functional role of feedback [Rao and Ballard, 1999; Ullman, 2000; Lee and Mumford, 2003;
Yuille and Kersten, 2006; George and Hawkins, 2009]. Our formulation is related to the
proposal of hierarchical Bayesian inference in visual cortex [Lee and Mumford, 2003]. The
probabilistic generative formulation of our model allows high-level information to influence
lower-level information. Higher-level representations benefit from access to broader context
and, when adapted to natural stimulus statistics, take into account the higher-order structure
of natural signals. The extraction of these higher-level representations can bias the process-
ing of low-level representations toward a more consistent interpretation of the bottom-up
information and one that is better matched to natural scene statistics.

In this paper we begin by presenting a hierarchical, probabilistic model of natural movies.
In our results section we show that the top layer units are able to learn a variety of transfor-
mations such as translations, zooming, and rotations when trained on movies produced using
constrained motions. We will show that these learned transformations are transformational
invariants: they are invariant to the visual form of the stimulus. We then show that when the
model is adapted to natural movies, the top layer units learn a variety of transformational
invariants that account for natural movements and motions. We quantitatively analyze the
modeling performance of the hierarchical model through a denoising experiment and explore
the population structure of the learned representation. We close with a further discussion of
the relation of our model to other work and some possible implications for the role of cortical
feedback and the interpretation of the dorsal and ventral processing streams.

2.3 Hierarchical Model

In this section we introduce our hierarchical generative model of time-varying images and
the motivations for various modeling assumptions. The model consists of an input layer
and two hidden layers as shown in Figure 2.1. The input layer represents the time-varying
image pixel intensities. The first hidden layer is a sparse coding model utilizing complex
basis functions, and shares many properties with subspace-ICA [Hyvarinen and Hoyer, 2000]
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and the standard energy model of complex cells [Adelson and Bergen, 1985]. The second
hidden layer models the dynamics of the complex basis function phase variables with a la-
tent variable coding model. We impose a sparse and slow prior on the latent variables in the
second-layer. This model is similar to the model presented in a previous publication [Cadieu
and Olshausen, 2009], but with the addition of slowness on the second-layer variables.

2.3.1 Sparse Coding with Complex Basis Functions

In previous work it has been shown that many of the observed response properties of neurons
in V1 may be accounted for in terms of a sparse coding model of images [Olshausen and
Field, 1997; Bell and Sejnowski, 1997]:

I(x,t) =
∑
i

ui(t)Ai(x) + n(x,t) (2.1)

where I(x,t) is the image intensity as a function of space (x ∈ R2) and time (t), Ai(x) is a
spatial basis function with coefficient ui, and the term n(x,t) corresponds to Gaussian noise
with variance σ2

n that is small compared to the image variance. The sparse coding model
imposes a kurtotic, independent prior over the coefficients, and when adapted to natural
image patches the Ai(x) converge to a set of localized, oriented, multiscale functions similar
to a Gabor wavelet decomposition of images.

We propose here a generalization of the sparse coding model to complex variables. This
generalization is motivated by a number of findings from natural scene statistics, neuro-
physiology, and human psychophysics. This line draws heavily from the work of Christoph
Zetzsche described in [Zetzsche et al., 1999]. In summary, these motivations are from two
observations of natural image statistics and considerations from the neurobiology of simple
cells in primary visual cortex and from psychophysics experiments. The first observation
from the statistics of natural images is that although the prior is factorial in sparse cod-
ing models, the actual joint distribution of coefficients, even after learning, exhibits strong
statistical dependencies in response to natural images. These are most clearly seen as circu-
larly symmetric, yet kurtotic, distributions among pairs of coefficients with basis functions
at close by spatial positions, as first described in [Wegmann and Zetzsche, 1990]. Such a
circularly symmetric distribution strongly suggests that these pairs of coefficients are better
described in polar coordinates rather than Cartesian coordinates—i.e., in terms of ampli-
tude and phase. The second observation comes from considering the dynamics of coefficients
through time. As pointed out by Hyvarinen [Hyvärinen et al., 2003], the temporal evolution
of a coefficient, ui(t), in response to a movie can be well described in terms of the product of a
smooth amplitude envelope multiplied by a quickly changing variable. A similar result from
Kording [Einhauser et al., 2002] indicates that temporal continuity in amplitude provides a
strong cue for learning local invariances. These results are closely related to the trace learn-
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ing rule of Foldiak [Foldiak, 1991] and slow feature analysis [Wiskott and Sejnowski, 2002;
Berkes and Wiskott, 2005].

Similar motivation is drawn from observations about the response properties of simple
cells in primary visual cortex. Simple cells are observed to be highly selective to the local
phase of an oriented edge and show contrast invariance above a saturation value [Albrecht
and Geisler, 1991]. Such responses are nonlinear and are not in agreement with purely linear
models. These nonlinearities suggest that primary visual cortex employs a coding strategy
that is polar separable and not cartesian separable (as would be assumed in linear models
of simple cell responses). Furthermore, phenomenological models of simple cells, such as
divisive normalization [Heeger, 1991], also result in similar response profiles and tuning that is
selective for phase and invariant to contrast. Other statistical models of natural images that
are linked to neural responses also impose divisive normalization of linear responses [Schwartz
and Simoncelli, 2001]. These observations at the neurobiological level are also supported by
human psychophysics. The sensitivity of human observers to quadrature pair Gabor stimuli
is aligned with a polar decomposition and not a cartesian decomposition [Zetzsche et al.,
1999]. In total, these observations strongly suggest the importance of angular decompositions
for modeling natural images and to account for biological visual processing.

With these observations in mind, we have modified the sparse coding model by utilizing
a complex basis function model as follows:

I(x,t) =
∑
i

<{z∗i (t)Ai(x)}+ n(x,t) (2.2)

where the basis functions now have real and imaginary parts, Ai(x) = ARi (x) +jAIi (x), and the
coefficients are also complex, with zi(t) = ai(t)e

jφi(t). (∗ indicates the complex conjugate and
the notation <{.} denotes taking the ‘real part’ of the argument) The resulting generative
model can also be written as:

I(x,t) =
∑
i

ai(t)
[
cosφi(t)A

R
i (x) + sinφi(t)A

I
i (x)
]

+ n(x,t). (2.3)

Thus, each pair of basis functions, ARi and AIi , forms a 2-dimensional subspace and is
controlled by a common amplitude ai and phase φi that determine the position within
each subspace. Note that the basis functions are only functions of space. Therefore, the
temporal dynamics within image sequences will be expressed in the temporal dynamics of
the amplitude and phase. The prior over the complex coefficients, z, is designed so as to
enforce circularly symmetric distributions and smooth amplitude dynamics as observed from
time-varying natural images:

P (ai(t)|ai(t−1)) ∝ e−λaSpa(ai(t))− βaSla(ai(t), ai(t−1)). (2.4)
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The first term in the exponential imposes a sparse prior on the coefficient amplitudes. Here
we use Spa(ai(t)) = ai(t) (we have found other kurtotic priors to yield similar results). The
multiplicative factors λa and βa control the relative influence of the sparseness and slowness
terms. Since there is no prior over the phases, this will result in circularly symmetric kurtotic
distributions over each subspace. The second term in the exponential imposes temporal
stability on the time rate of change of the amplitudes and is given by:

Sla(ai(t), ai(t−1)) = (ai(t)− ai(t−1))2. (2.5)

For a sequence of images the resulting negative log-posterior for the first hidden layer
becomes (excluding an additive constant):

E1 =
∑
t

∑
x

1

σ2
N

[
I(x,t)−

∑
i

<{z∗i (t)Ai(x)}
]2

+λa
∑
i,t

Sp(ai(t))+βa
∑
i,t

Sl(ai(t), ai(t−1)). (2.6)

While this model by no means captures the full joint distribution of coefficients, it does at
least capture the circular symmetric dependencies among pairs of coefficients, which allows
for the explicit representation of amplitude and phase. As we shall see, this representation
serves as a staging ground for learning higher-order dependencies over space and time.

2.3.2 Transformational Invariants

The nonlinear decomposition into amplitude and phase variables produces a representa-
tion of image content that enables us to learn additional structure with a linear generative
model. In particular, the dynamics of objects moving in continuous trajectories through the
world over short epochs will be encoded in the population activity of the phase variables
φi. Furthermore, because we have encoded these trajectories with an angular variable, many
transformations in the image domain that would otherwise be nonlinear in the coefficients
will now be linearized. This linear relationship allows us to model the time-rate of change
of the phase variables with a simple linear generative model. We thus model the first-order
time derivative of the phase variables as follows:

φ̇i(t) =
∑
k

Dik wk(t) + νi(t) (2.7)

where φ̇i = φi(t) − φi(t−1), and D is the basis function matrix specifying how the high-level
variables wk influence the phase shifts φ̇i. The additive noise term, νi, represents uncertainty
or noise in the estimate of the phase time-rate of change. As before, we impose a sparse,
independent distribution on the coefficients wk, in this case with a sparse cost function given
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as:

Spw(wk(t)) = log

(
1 +

(wk(t)

σ

)2
)
. (2.8)

We expect motions in the visual world to be persistent through time. For example, objects
moving rightward tend to continue to move rightward over time (this is likely a direct con-
sequence of physical momentum). As a result, we expect the transformations in the visual
world to smoothly change over time and we impose a slow cost function on the w coefficients:

Slw(wk(t), wk(t)) = (wk(t)− wk(t−1))2. (2.9)

The uncertainty of the generated phase shifts is given by a von Mises distribution: p(νi) ∝
exp(κ cos(νi)). The resulting conditional distribution of the first-order time derivative of the
phase, given the transformation coefficients w, is:

P (φ̇i(t)|w(t)) ∝ eκ cos(φ̇i(t)− [Dw(t)]i). (2.10)

Combining the priors on the transformation variables and the noise model on the phase
transformation, the resulting log-posterior for the second-layer (ignoring the additive nor-
malization constant) is given by:

E2 = −
∑
t

∑
i∈{ai(t)>0}

κ cos(φ̇i − [Dw(t)]i) + λw
∑
k,t

Spw(wk(t)) + βw
∑
k,t

Slw(wk(t), wk(t−1)).

(2.11)
Because the argument, or angle, of a complex variable with 0 amplitude is undefined, we
exclude φi(t) where either ai(t) or ai(t−1) is equal to zero. The objective for the full two-layer
model is then given by adding together Eqns. 2.6 and 2.11: E = E1 + E2.

Note that in the first-layer we did not introduce any prior on the phase variables. The
first term in Eqn. 2.11 can be viewed as a prior on the time rate of change of the phase
variables: φ̇. For example, when [Dw(t)]i = 0, the prior on φ̇i(t) is peaked around 0, or no
change in phase. Activating the w variables moves the prior away from φ̇i(t) = 0, encouraging
certain patterns of phase shifting that will in turn produce patterns of motion in the image
domain. We will learn the patterns that are best adapted to the statistics of the visual input.

A simplified version of the model structure is shown in Figure 2.1.

2.4 Learning and Inference

We seek to learn the parameters for the basis functions, A and D, in both layers from image
sequences. We used a variational learning algorithm to adapt the basis functions in both
layers. First we infer the maximum a posteriori (MAP) estimate of the variables a, φ, and
w for the current values of the basis functions. Given the MAP estimate of these variables
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t-1

t

Figure 2.1: Hierarchical generative model. The image, I, is modeled as a linear combination
of paired basis functions with shared amplitude, a, and phase, φ, coefficients. The temporal
dynamics of the population of phase variables are governed by the second-layer transformation
variables, . Temporal dynamics of the latent variables are modeled as first order Markov processes
on the amplitude, phase, and transformation variables. The first-layer representations a, and φ
separate the presence of a feature from its exact posi-tion and temporal dynamics. This separation
allows the second-layer transformation variables, w, to model the dynamic structure in the visual
world irrespective of the spatial structure. Boxes indicate the separation of variables at different
time steps (time t, and t− 1) and arrows indicate dependencies between the variables. A and D
indicate the basis functions in the first and second-layers and are shared over all time. Additive
noise, or unmodeled structure, are indicated by n and ν.
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we then perform a gradient update on the basis functions. The two steps are iterated until
convergence. To infer coefficients in both the first and second hidden layers we perform
gradient descent with respect to the coefficients of the total cost function (E1 + E2). The
resulting dynamics for the amplitudes and phases in the first-layer are given by,

∆ai(t) ∝ <{bi(t)} − λaSp′(ai(t))− βaSl′(ai(t), ai(t−1)) (2.12)

∆φi(t) ∝ ={bi(t)} ai(t)− κ sin(φ̇i(t)− [Dw(t)]i) + κ sin(φ̇i(t+1)− [Dw(t+1)]i) (2.13)

with bi(t) = 1

σ2
N

e−jφi(t)
∑
x

Ai(x)

[
I(x,t)−

∑
i

<{z∗i (t)Ai(x)}
]

. ={.} denotes the imaginary part.

The dynamics for the second-layer coefficients wk are given by

∆wk(t) ∝
∑

i∈{ai(t)>0}
κ sin(φ̇i − [Dw(t)]i)Dik − λwS ′w(wk(t))− βwSl′(wk(t), wk(t−1)). (2.14)

Note that the two hidden layers are coupled because the inference of w depends on φ, and the
inference of φ in turn depends on w, in addition to I and a. Thus, the phases are computed
from a combination of bottom-up (I), horizontal (a), and top-down (w) influences.

The learning rule for the first-layer basis functions is given by the gradient of E1 with
respect to Ai(x), using the MAP estimates of the complex coefficients:

∆Ai(x) ∝ 1

σ2
N

∑
t

[
I(x,t)−

∑
i

<{z∗i (t)Ai(x)}
]
zi(t). (2.15)

The learning rule for the second-layer basis functions is given by the gradient of E2 with
respect to Dik, using the MAP estimates of the values of φ and w:

∆Dik = κ
∑

t∈ai(t)>0

sin(φ̇i − [Dw(t)]i)wk(t). (2.16)

After each gradient update the length of each basis function is normalized to have unit
length (L-2 norm). We also found that convergence improved when we orthogonalized the
real and imaginary parts of each complex basis function using the Gram-Schmidt process
after each update.
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2.5 Simulation Methods

2.5.1 Datasets and Implementation

We used two natural scene datasets for training the model. For our experiments using
constrained movements we used the set of whitened natural images previously described
in [Olshausen and Field, 1997]. To produce constrained image transformations we used code
kindly provided by Pietro Berkes [Berkes and Wiskott, 2005]. The controlled movie sequences
were generated by sampling a random starting point in one of the natural images and follow-
ing a randomly sampled view trajectory. In our experiments we sampled image sequences
generated exclusively by either translations, rotations, or zooming. For our experiments
using natural movies we used natural image sequences obtained from Hans van Hateren’s
repository at http://hlab.phys.rug.nl/vidlib/. The movies were spatially lowpass filtered
and whitened as described previously [Olshausen and Field, 1997]. Note that no whitening
in time was performed because the hierarchical model will learn the temporal structure. The
movies consisted of footage of animals in grasslands along rivers and streams. They contain
a variety of motions due to the movements of animals in the scene, camera motion, tracking
(which introduces background motion), and motion borders due to occlusion.

For models learned on natural movies we followed the following procedure. We trained
the first-layer of the model on 20x20 pixel image patches, using 400 complex basis functions
in the first hidden layer initialized to random values. During this initial phase of learning,
only the terms in E1, Eqn. 2.6, are used to infer the a and φ variables. Once the first-layer
reached convergence, we began training the second-layer basis functions D, initialized to
random values, using 100 or 400 bases for different simulations. The second-layer bases are
initially trained on the MAP estimates of the first-layer. After the second-layer began to
converge we inferred coefficients in both the first-layer and the second-layer simultaneously
using all terms in E1 +E2 (we observed that this improved convergence in the second-layer).
We then continued learning in both layers until convergence. The bootstrapping of the
second-layer was used to speed convergence and we did not observe much change in the
first-layer basis functions after the initial convergence. We have run the algorithm multiple
times and have observed qualitatively similar results on each run. In the section describing
transformational invariants learned from natural movies we use a set of 100 second-layer
basis functions. For our denoising experiments and our exploration of the structure of the
learned representations we learned a set of 400 second-layer basis functions.

For models learned on constrained motions we used the first-layer basis functions learned
on natural movies and initialized a set of 9 second-layer basis functions to random values. We
found that not all 9 second-layer basis functions were used during inference for the controlled
motions (the MAP estimates of the corresponding w coefficients were equal to 0). Therefore,
in the section describing transformational invariants learned on controlled movements we
present a single basis function that showed activity during inference and learned structure.
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2.5.2 Denoising

To test the ability of our models to represent the structure of movies and the gains provided
by each addition to the model, we performed a denoising experiment. We added i.i.d. Gaus-
sian noise to movie sequences of 20x20 pixels and 64 frames in length randomly sampled
from the natural movie dataset. In our experiments we varied the noise level and inferred
the MAP estimate of the movie, I(x,t), given the noise variance. Denoising given the variance
of the added noise is a commonly used approach, see for example [Simoncelli, 1999]. We
performed inference for four different models: a sparse independent model, a circular sym-
metric independent model, a circular symmetric model with slowness, and the full 2 layer
model. For each model we used the learned set of first-layer basis functions (20x20 pixel
image patches with 400 complex basis functions). For the independent model we imposed
sparsity separately on the real and imaginary part of z, which assumes that the real and
imaginary components are independent in the probabilistic interpretation. For the circular
symmetric model we imposed sparsity on a as described above. We denote this model cir-
cular symmetric because it produces circular lines of equal probability in the joint space of
real and imaginary components of z. Note that neither of these models exploits temporal
information. The next model is given by E1 and adds a slowness prior to the a coefficients.
The full 2-layer model adds the second-layer in the hierarchy and is given by E1 + E2. The
effective noise levels are given in the results section.

As a control comparison we estimated a Wiener filter for denoising at each noise level. We
estimated a spatial-temporal filter from 40000 movie samples with spatial dimensions 20x20
pixels and temporal size of 64 frames. In the estimation we smoothed the movie sample’s
spatial and temporal boarders to avoid edge artifacts and averaged the amplitude spectrum
in the Fourier domain over the movie samples. For denoising movie sequence we applied the
filter in the Fourier domain.

2.5.3 Analysis Methods: Manifold Learning

To explore the distribution of transformation components we utilized nonlinear manifold
embedding and spectral clustering techniques. To visualize the structure of the components,
we found low-dimensional embeddings of the basis functions using Isomap [Tenenbaum et al.,
2000]. We used the standard cosine distance metric or a slightly modified symmetric cosine
distance function to compute the distance between each of the transformation components,
given by:

di,j = 1− abs(DiḊj)

|Di||Dj|
(2.17)

We take the absolute value because the signs of the sparse coefficients, w, or equivalently
the elements in D, are arbitrary in the optimization function. This has the desired effect
of making two transformation components that produce the same motion but with opposite
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sign close in distance. For the Isomap algorithm we used a neighborhood size of 16 and
embedded the components into either 2 or 3 dimensional space for visualization. To cluster
the transformation components we used self-tuning spectral clustering [Zelnik-Manor and
Perona, 2004]. Spectral clustering methods are advantageous because they do not assume
an underlying structure to the distribution (unlike the assumptions made by K-means or
Gaussian mixture models). We used the method described in [Zelnik-Manor and Perona,
2004] because it automatically selects the number of clusters. The algorithm produces an
estimate for the optimal number of clusters and the members of each cluster. We again used
the symmetric cosine distance function as input to the algorithm.

2.6 Results

2.6.1 Complex Basis Functions Learned from Natural Movies

After learning, the first-layer complex basis functions converge to a set of localized, oriented,
and bandpass functions with real and imaginary parts roughly in quadrature. The population
of basis functions tiles the joint spaces of orientation, position, and center spatial frequency.
Not surprisingly, this result shares similarities to previous results described in [Einhauser et
al., 2002; Hyvärinen et al., 2003; Berkes et al., 2009]. The upper left portion of Figure 2 shows
the real part, imaginary part, amplitude, and angle of a representative basis function as a
function of space. Examining the amplitude of the basis function we see that it is localized
and has a roughly Gaussian envelope. The angle as a function of space reveals a smooth
ramping of the phase in the direction perpendicular to the basis functions’ orientation. The
real and imaginary parts of the basis functions clearly show localized and oriented structure
with the pair phase shifted versions of each other. The right portion of Figure 2 shows
32 basis functions randomly selected from the population of 400. The population shows
qualitatively similar structure: each complex basis function is spatially localized, oriented,
bandpass, and the real and imaginary parts are roughly in quadrature.

We can demonstrate the visual structure represented by a complex basis function by gen-
erating images while varying the corresponding basis function’s coefficient. The lower left
portion of Figure 2.2 displays the resulting image sequences produced by two representative
basis functions as the amplitude and phase follow the indicated time courses. The amplitude
has the effect of controlling the presence of the feature within the image and the phase is
related to the position of the edge within the image (we observe similar temporal dynamics
of amplitude and phase coefficients when inference is performed on natural movies). Impor-
tantly for our hierarchical model, the time derivative, or slope of the phase through time is
directly related to the movement of the edge through space. Perceptually the edge appears
to drift as the phase changes and the amplitude remains fixed. This effectively separates the
presence of the edge structure from the movement of the edge.

22



Chapter 2. Learning Transformational Invariants from Natural Movies

a(t)

!(t)

R{A191z
!
191}

R{A292z
!
292}

A191

Ai(x) = ARi (x) + jAIi (x) = |Ai(x)|e j!Ai(x)

Figure 2.2: Learned complex basis functions. Top left: Each learned complex basis function is
a function of space and we display its real part, imaginary part, complex modulus, and complex
argument. Bottom left: The values of the amplitude and phase coefficients for a complex
basis function determine the visual pattern it produces. The amplitude controls the presence and
contrast of the feature, while the phase controls the position and movement. In this stereotypical
pattern of coefficient activity the amplitude turns on and remains on for a period of time while
the phase processes at a constant rate. The generated visual pattern is a Gabor-like pattern
that enters and leaves the scene and the phase of the edge shifts over time. Right: A subset
of the 400 complex basis functions learned on natural movies. The functions vary in orientation
and spatial position, and span a range of spatial frequencies. The learned functions have a spa-
tially localized amplitude component and a spatial phase that processes at a constant rate in the
direction orthogonal to the orientation. Real and imaginary values are displayed on a gray scale
color map with a value of zero equal to gray and the range normalized independently for each
complex basis function to span the full range. Spatial amplitude values are shown on a gray scale
map where a value of 0 corresponds to black and a normalized value of 1 corresponds to white.
Spatial phase is shown on a circular color map to not produce discontinuities. The spatial phase
is displayed as gray where the corresponding amplitude falls below 10% of its maximum value.
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Figure 2.3: Population distribution of learned complex basis functions. The population of 400
learned complex basis functions tiles the spatial domain and the frequency domain. Each complex
basis function is localized in the spatial domain and in the frequency domain. We localize the
spatial position of each basis function and plot a gray circle for at the corresponding location
in pixel coordinates. Similarly, we localize each basis function in the frequency domain and
plot a gray circle in cycles/patch (spatial frequency). Therefore, each complex basis function is
represented by a circle in the spatial domain and the frequency domain. This representation of the
complex basis functions will be used to visualize the weights of the second-layer basis functions.

Figure 2.3 shows how the population of complex basis functions tiles spatial-position (left)
and spatial-frequency (right). Each dot represents a different basis function according to the
location of its maximum amplitude in the space domain, or the location of its maximum
amplitude in the frequency domain computed via the 2D Fourier transform of each complex
pair. Because each basis function is complex and in quadrature, it produces only a single
peak in the spatial-frequency plane. The basis functions uniformly tile both domains. This
visualization is useful for understanding what the phase transformation components in the
second-layer have learned because their weights are in the space of the first-layer complex
basis functions.

2.6.2 Transformational Invariants Learned from Artificial Motions

Given the set of first-layer complex basis functions we learned transformation components,
Dj, on movies which contained only one type of transformation. Depicting what each trans-
formation component has learned is challenging because the weights are in the space of the
first-layer basis functions (the first-layer is relatively easy because the weights of the first-
layer basis functions are in the image domain and can be easily visualized). We will illustrate
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what each transformational component has learned by 1) depicting the weights in the space
of the first-layer basis functions, and 2) generating image sequences of generated transfor-
mations in the image domain (viewed as a sequence of static images, or more effectively as
a movie).

Figure 2.4 shows an example transformational component from each of three simulations:
translation, zooming, and rotation (note that the transformations used for each simulation
were exclusive and not mixed). The left panels show visualizations of the learned trans-
formational component weights. Each weight, Dij, corresponds to a specific complex basis
function in the first-layer. We can utilize the organization of the population of complex basis
functions to depict the structure of each transformation component. We can color each cir-
cle, which corresponds to an individual first-layer basis function, by the value of the weight.
We depict these weights in both the spatial domain and the spatial frequency tiling of the
first-layer basis functions. The strength of connection for each component is denoted by hue
(red +, blue -, gray 0).

We have found that generating movies using each transformation component is highly
instructive for discerning what the transformation component has learned. To produce such a
movie we select a static image patch and infer the MAP estimate of the amplitude and phase
coefficients for the first-layer. Given the MAP estimate of the amplitude and phase coef-
ficients we then produce a phase transformation by turning on a second-layer wk coefficient
to a constant value over a number of frames. Turning on this second-layer wk component
specifies a pattern in the time derivative of the phase. For each frame we update the phase
values according to this derivative. Turning on a wk coefficient can be seen as specifying
a prior over the rate of change of the phase variables. In this view the movies that are
produced are images generated from the most likely phase transformations according to the
specified prior. As we will demonstrate, during normal MAP inference the phase variables
are governed by the bottom-up influence of the image and the top-down influence of this
prior.

The right panels in Figure 2.4 depict image domain transformations that are generated by
the transformation component that is depicted. Each image sequence shows a movement that
illustrates the structure learned by the transformation component. For example, the first row
shows an image patch of zebra stripes taken from the natural movie corpus. The generated
transformation shifts the position of the zebra stripes rightward. This is particularly evident
near the borders of the patch, which give a frame a reference for perceiving the translation.
Note that the pattern remains ‘coherent’ over the transformation. In other words the spatial
structure of the image remains unchanged while the position of the structure changes. This
is a non-trivial property of the statistics of visual motion that the second-layer has learned
from the statistics of the data. Importantly, the transformational components can be applied
to any image patch and produce the same perceived transformation. This invariance to the
spatial structure of the image patch indicates that the transformational component has
learned a transformational invariant: it produces motions that are invariant to the spatial
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Translation

Zoom

Rotation

Figure 2.4: Transformational invariants learned from controlled motions. The second-layer of the
model produces transformations that are adapted to the statistics of motions in the artificially
controlled stimuli: translations, zooming, and rotations. For each simulation we display one basis
function that is illustrative of the learned structure. The first panel in each major row depicts the
weights of the transformation component in the space of the first-layer complex basis functions.
Each small dot represents a single complex basis function (see Figure 2.3 for an explanation of
the distribution) and the color indicates the weight between that complex basis function and the
second layer coefficient (Dij). The neighboring panels depict the transformations in the image
domain that are produced by each transformation component. Each sequence of image patches
(organized horizontally) contains the original static patch in the center position and the induced
motions are produced by turning on the respective coefficient wj positively (patches to the left
of center) and negatively (patches to the right of center). The final image in each sequence
shows the pixel-wise variance of the transformation (white values indicate where image pixels are
changing through time, which may be difficult to discern in this static presentation). See the text
for a description of the structure learned by each simulation.
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structure.
We next describe the structure learned by a single second-layer basis function Dk within a

population trained exclusively on one of the following controlled motions: translation, zoom,
and rotation.

Translation: this transformation component produces horizontal translations over the
entire image space. This pattern of motion is exhibited in the pattern of the weights in
the spatial domain and the frequency domain. In the spatial domain there are large weight
values over the entire image patch. In the frequency domain, the ramp in the horizontal
direction indicates leftward-rightward translation. This structure produces phase shifts that
are orientation and frequency dependent: moving horizontally away from the vertical, the
magnitude of the weight increases. This is due to the fact that coherent translations in
the image domain are produced by phase shifts that are inversely proportional to the spa-
tial frequency of the complex basis function. In addition, the magnitude of the weight is
modulated by the orientation, with basis functions with orientations parallel to the induced
motion having weights close to zero (this effect is related to the aperture problem). Each
image sequence depicts the image structure translating from left to right. Importantly, the
translation is invariant to the spatial structure in the image; therefore, the component is a
transformational invariant.

Zoom: the pattern of the learned weights for the zoom case is structured spatially and
has less apparent structure in the frequency domain: complex basis functions close to the
center of the image patch have weights with low magnitude and the magnitude of weights
typically increases radially from the center of the patch. This structure produces visual
zooming or dilation because during zooming the rate of local spatial displacement increases
with increasing radius from the center of the zoom. Again, this transformation component
produces transformations in the image domain that are invariant to spatial structure: in
each of the image sequences the pattern appears to dilate from left to right. For example,
notice that the spacing between the stripes increases within the sequence of images from left
to right.

Rotation: this transformation produces rotation in the image domain. In the spatial
domain, the weights are generally larger near the borders of the image patch where the
spatial displacement due to rotation is largest and smallest near the center of the patch
where the magnitude of displacement approaches zero. The model is also capable of learning
a transformational invariant for rotation: each image sequence shows rotational motion
irrespective of the spatial structure in the patch. Notice that the sequence of images from
left to right appear to rotate in the counter-clockwise direction.

2.6.3 Transformational Invariants Learned from Natural Movies

We also learned transformation components from a corpus of natural movies. Figure 2.5
shows a random sampling of 16 of the learned transformation components, Dk, visualized
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in both the space domain and frequency domain depictions of the first-layer units. Again,
the strength of connection for each component is denoted by hue (red +, blue -, gray 0).
Some have a global influence over all spatial positions within the 20x20 input array (e.g.,
row 1, column 1), while others have influence only over a local region (e.g., row 1, column 6).
Those with a linear ramp in the Fourier domain correspond to rigid translation, since the
higher spatial-frequencies will spin their phases at proportionally higher rates (and negative
spatial-frequencies will spin in the opposite direction). Some functions we believe arise from
aliased temporal structure in the movies (row 1, column 5), and others are less obvious (row
2, column 4).

Spatial 
Domain

Frequency
Domain

Spatial 
Domain

Frequency
Domain

Figure 2.5: Transformation components learned on natural movies. A subset of the learned
transformation components, Dk, are visualized in the space of the first-layer basis functions.
We depict the first-layer basis functions by their position in space and in the spatial frequency
plane (see Figure 2.3). The dots representing each first-layer basis function are then color coded
according to the weights of a Dk basis function. The strength of the connection for each
component is denoted by hue (red +, blue -, gray 0). Note that some basis functions have
global support (high weights over the entire spatial region, e.g. row 1, column 3), while others
are localized in space (e.g. row 2, column 3). Some components have learned patterns that
correspond to translation (e.g. row 1, column 1) and others have learned patterns that are less
obvious.

The learned phase transformation components generate movements within the image that
are invariant to aspects of the spatial structure such as orientation and spatial-frequency.
We demonstrate this in Figure 2.6 by showing the generated transforms for 4 representative
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phase transformation components. The illustrated transformation components produce: (a)
global translation, (b) local translation, (c) horizontal dilation and contraction, and (d)
local warping. The example in (a) produces global motion in the direction of 45◦. The
strongly oriented structure within the first two patches clearly moves along the axis of motion.
Patches with more complicated spatial structure (4th patch) also show similar motion. The
next example (b) produces local vertical motion in the lower portion of the image patch
only. Note that in the first patch the strong edge in the lower portion of the patch moves
while the edge in the upper portion remains fixed. Again, this component produces similar
transformations irrespective of the spatial structure contained in the image. The example
in (c) produces horizontal motion in the left part of the image in the opposite direction of
horizontal motion in the right half (the two halves of the image either converge or diverge).
Note that the oriented structure in the first two patches becomes more closely spaced in the
leftmost patch and is more widely spaced in the right most image. This is seen clearly in
the third image as the spacing between the vertical structure is most narrow in the leftmost
image and widest in the rightmost image. The example in (d) produces warping in the upper
part of the visual field. This example does not lend itself to a simple description, but appears
to produce a local rotation of the image patch.

2.6.4 Structure of Transformation Components

When learned on natural movies, the population of transformation components learns a
sparse combinatorial code for the natural motions in the world. A natural question is “What
is the structure of this code?” To explore this question we used nonlinear manifold em-
bedding and spectral clustering techniques to investigate the structure of the learned basis
function weights. We used the set of 400 transformation components learned on the natural
movie corpus and computed distances using the symmetric cosine distance function for our
investigation. We first ran Isomap to produce an embedding of the transformation compo-
nents in 3d space. We also used spectral clustering with automatic scale selection to cluster
the components. The results are shown in the top portion of Figure 2.7. The clustering
algorithm estimated the presence of 2 clusters. The structure of the learned components
produces a rough annulus and a linear cluster that is extended perpendicularly to the plane
of the annulus. The second cluster forms a group of qualitatively similar transformation
components that have vertically aligned structure in the spatial-frequency representation
of their weights. This structure is unexpected as it implies that high frequency first-layer
phases should advance in the opposite direction as low frequency first-layer phases. Indeed,
when we transform image patches using these transformation components the motion that
is produced appears to be two transparent layers distinguished by their spatial frequency
and moving in opposite directions (leftward or rightward). Upon inspecting movie sequences
where these components are used, it appears that this structure is due to temporal aliasing
of motion in the movies in the horizontal direction. This is a consequence of the presence of
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(a)

(b)

(c)

(d)

Figure 2.6: Visualization of transformation components learned from natural movies. Each phase-
shift component produces a pattern of motion that is invariant to the spatial structure contained
within the image. Each panel displays the induced image transformations for a different basis
function, Dj. Induced motions are shown for four different image patches with the original static
patch displayed in the center position. Induced motions are produced by turning on the respective
coefficient wj positively (patches to the left of center) and negatively (patches to the right of
center). The final image in each sequence shows the pixel-wise variance of the transformation
(white values indicate where image pixels are changing through time, which may be difficult to
discern in this static presentation). See text for a description of each transformation.
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many movie sequences in the dataset that contain fast horizontal motion in the background
as animals are being tracked in the foreground. Therefore, this structure is likely due to an
insufficient temporal sampling rate for the observed motions.

Because the first cluster of the initial procedure showed diverse structure, we reran the
algorithms with only the basis functions included in the first cluster. We found that using
the standard cosine distance function improved the interpretability of the results in this
case. The clustering algorithm estimated 7 clusters. We again used Isomap to produce an
embedding of these transformation components, this time in 2d space. The results can be
seen in the bottom portion of Figure 6. From examining the transformation components in
each cluster, it is clear that the circular structure in the Isomap embedding reflects the tiling
of motion in angular direction by the population of learned transformation components.
For example, the transformation components in clusters 1 and 2, which are located on
opposite sides of the annulus, generally produce motion in opposite directions within the
image domain. Similarly, clusters 1 and 3, which are separated by 90 degrees on the annulus
produce motion in the image domain separated by 90 degrees: cluster 3 generally produces
downward motion. It appears that the transformation components that extend away from
the central most part of the annulus produce motions that are unlike rigid translation.
The transformation components that produce local warpings and dilations fall into this
outer region. Unfortunately, we have been unable to produce an intuitive tiling of these
components using these techniques. The spectral clustering algorithm has clustered many of
these components into cluster 6 along with components that clearly produce motion to the
upper-right in the image domain.

We have observed a number of additional aspects of the structure of the learned trans-
formation components. The components appear to tile the spatial domain and the direction
domain in a way that may be analogous to the tiling of spatial position and orientation in
the first-layer. This tiling also appears to be multiscale with local translations and global
translations. It is unclear from this population if there are more than 2 scales represented.
It is likely that the multiscale aspect of the tiling is dependent on the types of motions that
are present in the stimuli. For example, biological non-rigid motion may lead to different
tiling properties than worlds of rigid motion boundaries produced by occlusion.

We have also observed that there is a strong bias in the population to horizontal motions.
This can be seen in the number of components in each cluster: cluster 1: 58, cluster 2: 71,
cluster 3: 25, cluster 4: 32, cluster 5: 35, cluster 6: 96, and cluster 7: 43. Clusters 1 and 2
(corresponding to horizontal motion) contain 32% of the transformation components, while
clusters 3 and 4 (corresponding to vertical motion) contain only 14% of the components.
This bias is due to predominance of panning motion, and horizontal motion of animals in the
movies we used for training. Interestingly, a similar motion bias is found in neurophysiological
recordings [Li et al., 2003] and in psychophysical experiments [Gros et al., 1998]. Previous
modeling work has shown that the bias in motion perception can be accounted for by an
anisotropy in the V1 population [Rokem and Silver, 2009], but in our model this effect is
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Figure 2.7: Clustering and embedding of components learned from natural movies. Upper left plot
shows the 3d embedding of the transformation components using Isomap. Filled circles indicate
the transformation components that are displayed to the right. The lower portion repeats the
embedding and clustering on cluster 1 from the top portion of the figure. See text for a more
detailed description.
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learned in the second-layer and is not directly inherited from the first-layer (while there is a
bias towards the cardinal axes in the orientation tuning of the first-layer population, these
units are not explicitly motion sensitive).

2.6.5 Denoising Natural Movies

To explore the contributions of the different parts of the hierarchical model we performed a
series of denoising experiments. We compared the full 2-layer hierarchical model ( E1 +E2,
in Eqns. 2.6 and 2.11), the first-layer only model (E1, Eqn. 2.6), the first-layer model
without the slowness prior on the amplitudes (Eqn. 2.6 without the Sl(a(t), a(t−1)) term),
and the first-layer model without slowness and with a sparse independent prior on the real
and imaginary parts of the coefficients (see Section 2.5.2 details). We also compared the
different models to denoising with a Wiener filter estimated from the data.

Overall, we found that each addition to the model increased the performance on the
denoising experiment (with one noted exception). Figure 2.8 plots the signal-to-noise ratio
(SNR) increase for each model against each other for 30 movie samples. The average SNR
for the noisy movie samples was -2.0 for this experiment. Interestingly, the introduction of
the circular dependencies in the model without temporal information actually reduces the
reconstruction performance. However, the temporal slowness on the a components dramat-
ically increases the reconstruction performance and shows an average additional increase of
1.5 dB over the independent model. The full hierarchical model increases the SNR gain
over the first-layer model by a substantial margin (average dB increase = 1.15). In 29/30
movie samples the full hierarchical model increases the SNR over the denoising Wiener filter
(average dB increase = 1.8). It has been our observation that when there is little to no
motion in the movie sample the Wiener filter performs well, but dramatically reduces the
power in the high spatial frequencies when large motions are present. Conversely, the hier-
archical model reconstructs high spatial frequencies in the denoised movies. Note that given
the movie data, the amplitude coefficients (a) are not independent of the transformation
coefficients (w). For this reason the activity of the w coefficients influences the support (the
amplitude coefficients that have non-zero value) of the first-layer basis set (A). This has the
effect of suppressing noise that is not consistent with the global motion cues inferred by the
coefficients. We discuss this effect in more detail in the Section 2.7.1.

We also examined how relative model performance varies with different levels of noise.
Figure 2.9 shows the average relative increase in SNR over the noisy movie between each
of the denoising models at five different noise levels. At relatively low noise levels the dif-
ferences between the models are minor because the bottom up cues dominate the inference
process. However, as the SNR of the noised movie decreases, the models begin to differenti-
ate in performance. The first-layer model consistently outperforms the sparse independent
and the sparse circular models that lack temporal information. The full hierarchical model
outperforms each of the models at noise levels below a SNR of 10.0. For low and interme-
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Figure 2.8: Denoising natural movies. Each panel plots the gain in SNR over the noisy movie
sequence for two models plotted against each other for 30 movie sequences (each ‘+’ marker
is a different movie sequence). Full: full two-layer model, 1stLayer: first-layer model only,
Sparse: first-layer model without slowness term, Ind: independent prior on real and imaginary
coefficients, Wiener: denoising Wiener filter. Units are in dB SNR. The average SNR of the 30
noisy movies was -2.0. The full model outperforms (greater increase in SNR) the reduced models
for all 30 movie sequences and outperforms the Wiener filter control in 29/30 cases. See text for
additional discussion.
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diate noise levels the full hierarchical model outperforms the Wiener filter. However, as the
SNR of the noised movie drops below -8.0 dB the Wiener filter outperforms the hierarchical
model according to the SNR metric. It has been our observation that at very high noise
levels the denoised movies of the Wiener filter and the hierarchical model have very different
character: the Wiener filter denoised movies have a large amount of ghosting as objects move
through the visual scene, while the hierarchical model exhibits no ghosting. At these very
high levels of noise, the hierarchical model appears to hallucinate coherent motions, which
likely contribute to the lower SNR increases over the Wiener filter.

2.7 Discussion

2.7.1 A Model of Cortical Feedback

The role of feedback remains one of the major puzzles in the study of biological visual
processing. Our model provides a demonstration of how feedback may work in the cortical
hierarchy. The second-layer in our model provides a computational abstraction that the first-
layer lacks: the units are selective for coherent motion across space and frequency. Because
the first-layer representations are localized in space and frequency, the second-layer provides
more global context that the first-layer lacks. An important aspect of our model is that
it formalizes the interaction from the second-layer back to the first-layer. In our model,
the state of the second-layer units can be seen as providing a prior over the dynamics in the
first-layer. In Eqn. 2.11, the gradient of the log-prior is a term that can be implemented with
local interactions because it only involves terms that contain the first-layer unit’s current
state and the states of each individual second-layer unit. In this way, the activity in the
second-layer influences the activity in the first-layer.

Our denoising experiment demonstrates how cortical feedback can be used to disam-
biguate visual input. Because the first-layer units are limited in their context, the true
structure of noisy input is highly ambiguous. However, the second-layer units can pool evi-
dence for coherent motion across the spatial and frequency domains. The integration of this
evidence in turn influences the first-layer activity toward the more global interpretation of
the visual input. Importantly, the second-layer is adapted to the statistics of natural visual
motion. Therefore the bias it provides leads to a more likely interpretation of the visual
input. The denoising experiment quantitatively shows the benefit of feedback: the model is
better able to reconstruct the original input when feedback is used. This feedback effect also
occurs in low-noise situations and may be used to stabilize low-level visual representations.

We demonstrate how feedback affects the first-layer inference process in Figure 2.10. For
this demonstration, we found the MAP estimate of the first-layer coefficients during inference
of a noisy movie sequence with feedback present or absent. This corresponds to finding the
minimum of E1 (Eqn. 2.6) for the no feedback condition, or finding the minimum of E1 +E2
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Figure 2.9: Denoising comparison as a function of noise level. The full 2-layer model (Full)
significantly increases the denosing level over the simpler models for intermediate and high levels
of noise (Noise SNR of 4.0 and below). Adding temporal slowness to the first-layer (1stLayer)
also increases the SNR of the recovered signal. The first-layer model outperforms the Wiener
filter control (Wiener) for low noise levels but the Wiener filter performs better at very high noise
levels. The full two-layer model performs above the Wiener filter for low and intermediate noise
levels. At high noise levels the Wiener filter performs equally to the full model. See the text for
a discussion of these effects.
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(Eqns. 2.6 and 2.11) for the feedback condition. As is expected the inferred phase values
become smoother through time in the presence of feedback. Interestingly, the amplitude
values change dramatically in the presence of feedback: the amplitude activations become
more sparse with fewer coefficients having high values at a given point in time. Notice
that feedback can either increase or decrease the magnitude of individual inferred amplitude
coefficients. This happens because the global motion cues can either support the evidence
for image structure at a given point in space and time, or can weaken the evidence for image
structure.

This view of cortical feedback is similar to other models of Bayesian inference in visual
cortex [Mumford, 1992; Lee and Mumford, 2003; Yuille and Kersten, 2006]. These theo-
retical proposals elaborate the computational reasoning behind feedforward and feedback
interactions. For example, Mumford describes the interaction between areas dealing with
more abstract information and areas dealing with more concrete information and the pro-
cesses of feedback is to reconcile the information in these areas [Mumford, 1992]. One of the
limitations in the investigation of these theories has been a lack of concrete models about
the representations and mathematical interactions between the ‘higher areas’ and the ‘lower
areas’. Our model may provide a starting point for further investigation of Bayesian infer-
ence in cortex by providing a concrete model of the representations in two visual areas and
their interaction.

2.7.2 The Dorsal Stream and Transformational Invariants

Our model also has implications for other aspects of visual processing and cortical architec-
ture. Under our model we may reinterpret the hypothesized split between the dorsal and
ventral visual streams [Ungerleider et al., 1982]. Instead of independent processing streams
focused on form perception and motion perception, the two streams may represent comple-
mentary aspects of visual information: spatial invariants and transformational invariants.
Indeed, the pattern-invariant direction tuning of neurons in MT is strikingly similar to that
found in our model [Movshon et al., 1985; Perrone and Thiele, 2001], as we will discuss in Sec-
tion 2.7.4. Importantly though, in our model, information about form and motion is bound
together since it is computed by a process of factorization rather than by independent mech-
anisms in separate streams. The computational interactions between the representations of
spatial and transformational invariants could be embodied in the connections between these
two processing streams in cortex [Felleman and Van Essen, 1991].

2.7.3 Phase in Biological Vision

Central to our model is the representation of phase. The use of phase information for com-
puting motion is not new, and was used by Fleet and Jepson [Fleet and Jepson, 1990] to
compute optic flow because phase in insensitive to contrast variations. Here we argue that
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Figure 2.10: Demonstration of feedback effects in the hierarchical model. The MAP estimate
of the latent variable representation is inferred from a noisy movie sequence with and without
the feedback (the model with feedback uses the 2nd layer transformation components). The
inferred values for the amplitude coefficients and phase coefficients are shown on the left with
and without feedback. Notice that the pattern of amplitude activation changes dramatically when
feedback is used during inference and appears to become sparser for this movie sequence. Also
notice that the phase variables are smoother through time with feedback (phase variables are
only shown where the corresponding amplitude variable is significant). On the right we display
the time course of two different amplitude and phase pairs for the same demonstration. Note
that inference with feedback causes a373 to decrease in magnitude during this period of the
movie. This is likely due to the fact that noise in the bottom up signal is not consistent with
the transformational prior induced by the feedback. Conversely, a143 increases in value, likely a
consequence of contextual information about image motion increasing the evidence for contrast
of that feature. Note also that the dynamics of the phase follows a smoother trajectory with
feedback. The phase is unwrapped for visual clarity.
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phase provides a convenient representation primarily for two reasons. First, because the
model factorizes the amplitude component from the phase component the phase representa-
tion is invariant to contrast variations and spatial-frequency content in the image. For this
reason, transformations in the phase space are invariant to contrast and spatial-frequency
content, producing transformational invariants. Second, phase linearizes curved trajectories
in coefficient space and thus allows the second-layer to capture the higher-order structure
via a simple linear generative model.

It is unlikely that phase is explicitly represented by the firing-rate of cortical neurons.
To our knowledge, there have been no reports of cortical neurons that vary linearly with
phase. However, it is widely accepted that the responses of simple cells in primary visual
cortex are modulated by spatial phase [Hubel and Wiesel, 1968; Field and Tolhurst, 1986;
Felsen et al., 2005]. As pointed out earlier, the responses of simple cells can be parameter-
ized in polar coordinates and shown to be phase tuned [Zetzsche et al., 1999]. Under this
hypothesis, the responses of visual neurons saturate at a level of contrast and are sharply
tuned for spatial phase. Contrast levels are then coded by populations of neurons that have
different saturation levels, and phase is coded by populations where different neurons are
tuned to different phases. In our view, this account is the most biologically plausible coding
strategy of phase information in primary visual cortex. Related to this coding strategy, a
number of attempts have been made to find evidence for spatial frequency quadrature-pair
relationships among simple cell receptive fields. Early reports indicated that nearby simple
cells in primary visual cortex tend to differ in spatial phase by either 90◦ or 180◦ [Pollen and
Ronner, 1981]. However, later work indicated that nearby simple cells showed no quadrature
phase relationship [DeAngelis et al., 1999] (although they did find a large number of phase
differences in the range between 90◦ and 180◦).

While there appears to be little evidence for a crystalline structure of quadrature pair
phase relationships between nearby simple cells, evidence does suggest a relationship be-
tween the subunits of complex cells. Spike-triggered covariance estimates of the subunits
of complex cells to natural images show that the majority of cells have two significant
eigenvalues [Touryan et al., 2005]. This is in agreement with our first-layer model, which
co-modulates two basis functions with a common amplitude and a common phase. Further-
more, the spatial phase difference between these subunits is approximately 90◦, as is learned
by the first-layer model from the statistics of time-varying images. The quadrature spatial
phase relationship can also be seen in receptive field estimates produced using random bar
stimuli [Rust et al., 2005]. However, the study in [Rust et al., 2005] did find a large number of
eigenvalues, well beyond two, for their receptive field estimates. While the predominance of
complex cells with two significant eigenvalues with spatial filters in quadrature is suggestive,
it is unclear if this is a result of the estimation procedure and the orthogonality constraints
that are imposed.

As it is unlikely that simple cells explicitly encode phase, we can formulate the trans-
formation between the first-layer and second-layer in our model in terms of variables that
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resemble the responses of neurons in primary visual cortex. There are a number of possible
mappings. First, we can map the response of the cosine or sine of the phase to a contrast
normalized simple cell. If uc and us are the responses of simple cells of even and odd spatial
phases in quadrature and a is a common amplitude, then cos(φ) = uc

a
and sin(φ) = us

a
.

The phase may then be computed by the inverse tangent function, φ = arctan( sin(φ)
cos(φ)

). The
inverse tangent is similar to the sigmoid function commonly employed in models of neurons.
The division operation is hypothesized to be approximated by shunting inhibition [Koch and
Poggio, 1985]. Critical to the transformation between the two layers is the time derivative of
the phase: φ(t)− φ(t−1)= d

dt
φ(t), from Eqn. 2.11. This first-order time derivative is then simply

the difference of the computed value of φ, possibly through the inverse tangent function, at
the current time and at a delayed time. Alternatively, we can express the time derivative of
the phase in terms of simple cell responses, uc and us:

d

dt
φ(t) =

d

dt
arctan

(
us
uc

)
=
u̇suc − usu̇c
u2
c + u2

s

=
usu

t−1
c − ut−1

s uc
u2
c + u2

s

(2.18)

where, u̇ is the time derivative of u, and the last equality is achieved by approximating
the time derivative with a first-order difference. This last formulation may be the most
‘biologically-plausible’ as it involves terms similar to know physiological responses: us and
uc are simple cells with a quadrature spatial phase relationship and u2

c + u2
s is the common

complex cell energy model output [Adelson and Bergen, 1985]. Using such neurobiologically
plausible operations, it is thus possible to produce the computation necessary between the
first-layer model and the second-layer model.

2.7.4 Relation to Visual Area MT

It was not our goal to reproduce the response properties found in visual area MT, however
an interesting resemblance emerges. While most neurons in MT are direction selective,
a substantial number maintain their direction selectivity as the spatial properties of the
stimulus changes [Movshon et al., 1985]. This invariance in response to the spatial frequency
structure of the input is also evidenced by speed tuning in MT [Maunsell and Van Essen,
1983; Perrone and Thiele, 2001]. This property is evidenced when probing MT neurons with
drifting gratings [Perrone and Thiele, 2001]. The speed of a drifting grating is determined
by dividing its temporal frequency by its spatial frequency. If MT neurons are to be selective
for speed, they should compute a function that keeps the ratio between spatial frequency
and temporal frequency structure fixed. In our model, this relationship is seen in the linear
ramps in the transformation component weights (see column 1, row 1 in Figure 2.5). In
this depiction, the spatial frequency of the underlying signal is represented by the position
of each first-layer basis function with the magnitude of spatial frequency increasing away
from the origin. Temporal frequency is represented as the time derivative of the phase, or
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instantaneous frequency, of the first-layer coefficients. The weights of the transformation
components are in the space of instantaneous frequency (see Eqn. 2.11). Therefore, for
many of the learned transformation components, the weight or temporal frequency increases
proportionally to spatial frequency, as is necessary for speed tuning. Unlike previous models
of MT, which have provided a mechanistic, descriptive account of speed tuning [Simoncelli
and Heeger, 1998], our model has learned this relationship from the statistics of natural
movies.

There are a number of discrepancies between the transformation components in our model
and accounts of receptive field properties of visual area MT. For example, the responses of the
transformation variables ramp linearly with increasing visual speed and are not speed tuned,
as is found in MT neurons [Maunsell and Van Essen, 1983]. Also, it is reported that the
primary projection from visual area V1 to MT is of direction selective complex cells [Movshon
and Newsome, 1996]. This is in contrast to the inputs to our second-layer, which are contrast
normalized simple cells or units that are tuned to instantaneous frequency. However, there
is a mathematical relationship between these responses. As we showed in Eqn. 2.18, the
instantaneous frequency, or temporal phase derivative can be expressed mathematically as
the difference between two contrast normalized simple cell responses. Interestingly, this
divisive mechanism has been found to be effective at modeling MT responses [Rust et al.,
2006].

While visual area MT has received much attention in the visual neurosciences and is
thought to play a central role in motion processing [Born and Bradley, 2005], it is possible
that our model may be applicable to other motion sensitive areas in the brain. There are a
large number of visual areas involved in the processing of motion, for example a recent fMRI
study suggests that no less than 21 different regions are involved [Stiers et al., 2006]. The
transformational invariants represented in our model may directly map to these areas and
not visual area MT. Unfortunately, little is known about the motion selectivity of motion
sensitive areas outside of MT.

2.7.5 Biological Models of Motion

There are a number of models that seek to explain motion representation in the visual system.
These modeling efforts can be divided into two camps: those that seek to provide descriptive
models of the known physiology [Simoncelli and Heeger, 1998; Perrone and Thiele, 2002;
Rust et al., 2006], and those that seek to learn the structure of a hierarchical code for visual
motion [Sereno, 1993; Nowlan and Sejnowski, 1995; Zhang et al., 1993; Rolls and Stringer,
2007; Grimes and Rao, 2005].

Descriptive models : The computational vision community has spent considerable effort
on developing motion models. Of particular relevance to our work is the Motion-Energy
model [Adelson and Bergen, 1985], which signals motion via the amplitudes of quadrature
pair filter outputs, similar to the responses of complex neurons in V1. Simoncelli & Heeger
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have shown how it is possible to extract motion by pooling over a population of such units
lying within a common plane in the 3D Fourier domain [Simoncelli and Heeger, 1998; Perrone
and Thiele, 2002]. It is unclear how more complicated transformations, other than local
translations, would be represented by such a model, or indeed how the entire joint space
of position, direction and speed should be tiled to provide a complete description of time-
varying images. Our model addresses this problem: it represents complex motions contained
in natural movies and finds an efficient tiling of the joint domain of position and motion.

Learning models : Models that have attempted to learn the structure of motion repre-
sentations have used hand-tuned stimuli [Nowlan and Sejnowski, 1995; Zhang et al., 1993;
Rolls and Stringer, 2007], or unrealistic supervised learning algorithms using only rigid trans-
lation of an image [Grimes and Rao, 2005]. It has not been shown how the representations
in these models could be learned from natural images. Again, it is unclear how more com-
plicated transformations would be represented in these models or how the joint space of
position, direction, and speed should be tiled. Our model addresses this problem: it learns
from the statistics of natural movies how to best tile the joint domain of position and motion,
and it captures complex motion beyond uniform translation.

2.7.6 Future Directions

Our model could be extended in a number of ways. Most obviously, the graphical model
in Figure 2.1 begs the question of what would be gained by modeling the joint distribution
over the amplitudes, ai, in addition to the phases. To some degree, this line of approach
has already been pursued by Karklin & Lewicki [Karklin and Lewicki, 2005], and they have
shown that the high-level units in this case learn spatial invariants within the image. In
Appendix A, we explore a similar model for capturing higher-order dependencies among the
amplitudes. We are thus eager to combine both of these models into a unified model of
higher-order form and motion in images.

It should be possible to learn more abstract transformational invariants from the local-
ized structure that emerges in the transformation components. For example, dependencies
between spatially local transformation components should be present for self-motion induced
global motions, like looming or rotation. Indeed, in Section 2.6.2 we showed that the model
is capable of representing zooming and rotation. A similar approach was used in [Zemel and
Sejnowski, 1998] to produce self-motion receptive fields in visual area MST.
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Chapter 3

Phase Coupling Estimation for Neural
Dynamics

3.1 Overview

In this section we develop a statistical model of pairwise phase distributions and derive an
estimator for the parameters of the distribution. This work has broad applications, but in
this chapter we will focus on the relation of this model to coupled oscillator systems. In
Chapter 4 we will apply pairwise phase models to natural images. As we will show, there is
a direct mapping between the statistical models we will formulate and dynamical models of
coupled oscillators.

Coupled oscillators are important because they describe periodic systems that are preva-
lent throughout the physical and biological world. Dynamical system formulations of weakly
coupled oscillator systems have proven effective at capturing the properties of real-world sys-
tems [Strogatz, 2003]. However, these formulations usually deal with the ‘forward problem’:
simulating a system from known coupling parameters. Here we provide a solution to the ‘in-
verse problem’: determining the coupling parameters from measurements. Starting from the
dynamic equations of a system of coupled phase oscillators, given by a nonlinear Langevin
equation, we derive the corresponding equilibrium distribution. This formulation leads us
to the maximum entropy distribution that captures pairwise phase relationships. To solve
the inverse problem for this distribution, we derive a closed form solution for estimating the
phase coupling parameters from observed phase statistics. Through simulations, we show
that the algorithm performs well in high dimensions (d=100) and in cases with limited data
(as few as 100 samples per dimension). Because the distribution serves as the unique maxi-
mum entropy solution for pairwise phase statistics, the distribution and estimation technique
can be broadly applied to phase coupling estimation in any system of phase oscillators.
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3.2 Coupled Oscillators

Many complex natural phenomena can be modeled as networks of coupled oscillators. Ex-
amples can be drawn from the physical, chemical, and biological world. Oscillator mod-
els have been effective at describing the dynamics of coupled pendula, coupled Joseph-
son junctions, reaction diffusion systems, circadian rhythms, oscillating neural networks,
and even the coupling of firefly luminescence (see e.g. [Buzsaki, 2006; Kuramoto, 1984;
Mirollo and Strogatz, 1990; Strogatz, 2003; Winfree, 2001]).

In many systems, coupling topology and the strength of interaction between network
elements is of central scientific interest. However, network coupling often can not be mea-
sured directly and must be inferred from measurements. Therefore the inverse problem, or
inferring network coupling from measurements, is of central importance.

In statistical mechanics, the inverse problem is typically solved by proposing a probabil-
ity distribution and estimating the distribution’s parameters from measurements. A natural
choice for the estimation, a highly under-determined problem, is given by the unique maxi-
mum entropy distribution that reproduces the statistics of the measurements [Jaynes, 1957].
A number of such distributions and estimation techniques are used throughout the science
and engineering communities. In the real-valued case the multivariate Gaussian distribu-
tion, and in the binary case the Ising model, serve as widely used multivariate maximum
entropy distributions consistent with second order statistics. Each of these cases has well
known estimation techniques for inferring the distribution’s parameters from observations.
The availability of these techniques has led to a number of applications, e.g. the Ising model
and its corresponding estimation techniques have been used to infer the coupling in networks
of retinal ganglion cells [Shlens et al., 2006; Schneidman et al., 2006]. However, for the phase
variables that are of interest in networks of oscillators there has been little work on providing
a corresponding multivariate probabilistic distribution, or deriving estimation techniques to
infer the distribution’s parameters from data.

In this Chapter, we provide a solution to the inverse problem for systems of coupled
phase oscillators. We begin by presenting the Langevin dynamics for a generalized form of
the Kuramoto model of coupled phase oscillators. Solving for the equilibrium distribution
yields a multivariate probability distribution of coupled phase variables. This probabilistic
formalism allows us to derive a novel estimation technique for the coupling terms from phase
variable measurements. We show that this technique performs robustly with limited data
and in high dimensions.

3.3 Modeling Coupled Oscillators

Consider a network of d identical, coupled oscillators with intrinsic frequency ω. In the
limit of weak coupling, the amplitude of the oscillators can be assumed to be constant
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and the equations of motion can be formulated in terms of d phase variables 0≤ θi < 2π,
i= 1, . . . , d. A popular choice for the dynamics of such a system is given by the Kuramoto
model [Kuramoto, 1984], which has constant coupling between oscillators. We can generalize
this model to include inhomogeneous couplings and inhomogeneous phase offsets between
oscillators. The dynamic equation is then given by

∂

∂t
θi(t)= ω −

d∑
j=1

κij sin(θi(t)−θj(t)−µij) + Γi(t), (3.1)

where κij is the coupling strength and µij is the preferred phase between two oscillators
i and j. We only consider the case of symmetric coupling (κij = κji, µij = −µji). The
noise fluctuations, Γi(t), are zero mean Gaussian distributed with δ covariance functions and
variance β−1, corresponding to the temperature of the system:

〈Γi(t)〉 = 0, 〈Γi(t)Γj(t′)〉 = 2 β−1δijδ(t− t′) . (3.2)

The equations of motion (Eqn. 3.1) for our system of coupled oscillators can be considered
as a nonlinear Langevin equation describing Brownian motion on a d-torus in the presence
of the potential E(θ) given by

E(θ) = −1

2

d∑
i,j=1

κij cos(θi − θj − µij) , (3.3)

where θ is now a d-dimensional vector with components θi. Note that by applying the
transformation θ̃i(t)=θi(t)− ωt to (3.1) we can assume ω=0 without loss of generality.

By changing the coordinates from the angular representation, θ, to the complex rep-
resentation, {x ∈ Cd | |xk| = 1} with components xk = eiθk , we can rewrite eq. (3.3) more
compactly as the (real-valued) quadratic Hermitian form:

E(x) = −1
2
x†Kx , (3.4)

where K is a d× d Hermitian matrix with elements Kjk = κjke
iµjk . This energy func-

tion (Eqn. 3.3) is closely related to the XY-model, which only has homogeneous nearest
neighbor couplings (kij = const. for neighboring oscillators and zero otherwise) and no
phase offsets (µij=0). This generalization is analogous to the extension of the homogeneous
Ising model to spin glasses.

It is known (see e.g. [Risken, 1989]) that the probability density p(θ(t), t) of a system
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governed by Langevin dynamics evolves according to the Fokker-Planck equation

∂p(θ, t)

∂t
= −

∑
i

∂

∂θi
Dip(θ, t) +

∑
ij

∂2

∂θi∂θj
Dijp(θ, t) , (3.5)

with drift and diffusion coefficients given by

Di = −∂E(θ)

∂θi
, Dij = β−1δij . (3.6)

Since the drift coefficient Di is a gradient field and the diffusion coefficient Dij is constant,
we can solve the Fokker-Planck equation (Eqn. 3.5) for the stationary solution in closed form
and obtain

p(θ) =
1

Z(K)
exp[−βE(θ)] (3.7)

with the the energy function E(θ) given by (Eqn. 3.3), and partition function Z(K).
We wish to solve the inverse problem for the general case of coupled phase oscillators in

Eqn. (3.7). Stated explicitly, the problem is to infer the distribution’s parameters (coupling
terms κij and phase offsets µij) from measurements of the network’s state, θ.

3.4 A Solution to the Inverse Problem

The inverse problem is typically solved by following a maximum likelihood estimation pro-
cedure. Given the likelihood function q(θ) and the data distribution p(θ), the maximum
likelihood of the observed data with respect to the distribution parameters can be computed
by setting the derivative of the log-likelihood function to zero,

∂〈log q(θ)〉p(θ)

∂Kij

= −
〈
∂E

∂Kij

〉
p(θ)

+

〈
∂E

∂Kij

〉
q(θ)

!
= 0 , (3.8)

where 〈. . .〉q(θ) denotes the expectation value taken over the distribution q(θ). In our situa-
tion, a closed form solution to this equation does not exist. However, we can find a solution
by iteratively descending the gradient. This procedure has a number of drawbacks: the
procedure is inherently iterative, estimating the expectation under the estimated distribu-
tion q(θ) in Eqn. (3.8) involves a computationally expensive sampling procedure, and the
sampling procedure may suffer from a variety of problems due to the landscape of the energy
function.

To avoid the pitfalls of the maximum likelihood approach, we now derive a closed form
solution to the inverse problem for phase coupled oscillators. We use the score-matching
method introduced by Hyvarinen [Hyvärinen, 2005; Hyvärinen, 2007]. Score-matching al-

46



Chapter 3. Phase Coupling Estimation for Neural Dynamics

lows the fitting of probability distributions of the exponential form for real-valued data
without computation of the normalization constant Z. If the energy depends linearly on
the distribution parameters, the solution can be computed in closed form by setting the
derivative of the score function to zero [Hyvärinen, 2007].

We follow this approach to estimate the distribution parameters for our distribution in
Eqn. (3.7). The score matching estimator of K is given by K̂ = arg minK JSM(K) and the
score function JSM(K) is given by

JSM(K) =
〈

1
2
[∇θE(θ)][∇θE(θ)]T −∇2

θE(θ)
〉

with the expectation value, 〈. . .〉, taken over the data distribution. Using the quadratic form
of the energy in Eqn. 3.7 and the Jacobian Dij := ∂xi/∂θj, we compute

∇θE = −1
2
x†KD− 1

2
D†Kx

∇2
θE = x†Kx− Tr(D†KD) = −2E

[∇θE][∇θE]T = 1
2
x†KKx + 1

4
x†KDDTKTx∗

+1
4
xTK∗D∗D†Kx

The estimator K̂ is computed by setting the derivative of the score function ∂/∂Kij JSM(K)
to zero. This produces a system of linear equations,

d∑
k,l=1

(δjlCik + δikClj − δjkCiljk − δilCiljk) K̂kl = 4Cij, (3.9)

where the expectation values are defined as Cij =〈xix∗k〉 and Cijkl=〈xixjx∗kx∗l 〉. We can solve
this system of linear equations using standard techniques.

3.5 Phase Coupling Estimation Recovers Coupling Param-
eters

In the following, we show that phase coupling estimation recovers the parameters of simulated
Kuramoto models. We begin by simulating a system of four oscillators using Eqn. 3.1 with
couplings shown in Fig. 3.1a. Given samples of the simulated phase variables θ, we compute
the correlations, Cij, and required four-point functions, Cijkl, and invert the linear system in
Eqn. (3.9). This produces an estimate of the coupling parameters. Phase coupling estimation
recovers the true coupling parameters as shown in Fig. 3.1b.
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(a) (b) (c)

(d) (e) (f)

true couplings estimated couplings phase correlations

Figure 3.1: Phase coupling estimation recovers the true coupling from measurements. (a) Dia-
gram of four coupled phase oscillators. (b) Estimated coupling parameters using phase coupling
estimation. (c) Pairwise phase correlations of the oscillators in a. Phase correlations are pa-
rameterized by the mean direction vector rkle

i∆kl =〈eiθle−iθk〉 with amplitude rkl and angle ∆kl.
(d) Empirical phase distribution of the phase difference between oscillators 1 and 2. The empirical
distribution is highly concentrated in the difference of the phases, while the marginals are flat
(not shown). Phase correlations and estimated couplings are given. (e) Distribution of phase
differences of oscillators 1 and 4, which are not directly coupled. (f) Uniform distribution of phase
differences of oscillators 2 and 3, which are directly coupled.
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3.6 Phase Correlations and Coupling Parameters

We would like to point out that the pairwise statistics in systems of coupled phase oscilla-
tors are only indirectly related to the coupling parameters. Phase correlations, a pairwise
measurement often used to characterize oscillator systems, have a direct relationship to the
marginal distribution of phase differences but not to coupling parameters. The form of the
marginal distribution can be derived by examination of the individual factors in the definition

p(θk−θl) ∼
∫ d∏

i,j=1

exp [κij cos(θi − θj − µij)] dθd−2 , (3.10)

in which the integration is over all phases θi with i 6= k, l. After applying the variable
substitution θ̃i = θi + θl, all terms in (3.10) either depend on the phase difference θk−θl,
or are independent of θk and θl. The independent terms integrate to a constant and the
remaining terms combine to a von Mises distribution in the pairwise phase difference

p(θk−θl) =
1

Z(γkl)
eγkl cos(θk−θl−∆kl), (3.11)

with mean phase ∆kl and concentration parameter γkl. The concentration parameter γkl
can be obtained by numerically solving the equation rkl = I1(γkl)/I0(γkl), where rkle

i∆kl =
〈eiθle−iθk〉, and the normalization constant Z(γkl) is given by Z(γkl) = 2 πI0(γkl). I0(x) and
I1(x) denote the modified Bessel functions of zeroth and first order, respectively. The value
of γkl is related to the coupling parameters K through Eqn. (3.10). Therefore, there is a non-
trivial relationship between the measured phase correlations and the coupling parameters.

Because of this non-trivial relationship, pairwise measurements can often lead to false
interpretations of the true coupling. We show the measured phase correlations of our four
oscillator system in Fig. 3.1c. Phases θ1 and θ4 show clear correlations even though they are
not directly coupled to each other (see Fig. 3.1e). Conversely, phases θ2 and θ3 are strongly
coupled but are uncorrelated (see Fig. 3.1f).

3.7 Empirical Evaluation of the Inverse Solution

We now systematically analyze the performance of phase coupling estimation: the ability of
the technique to recover the distribution parameters from data. The procedure is as follows.
We begin by sampling a set of distribution parameters K. Given these parameters we then
sample phase variables by numerically integrating (3.1). We then estimate the parameters
given the sampled data using Eqn. (3.9). The real and imaginary entries of the complex
matrix K are sampled from a normal distribution: Re{Kij}, Im{Kij} ∼ N(0, 1) and the
diagonal entries are set to zero: Kii = 0. Note that this produces a dense coupling matrix.
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Figure 3.2: Phase coupling estimation for a system of 16 coupled oscillators with random cou-
pling. (a) True coupling matrix K: true system parameters for d = 16 (first row, element-wise
amplitude; second row, element-wise angle with alpha channel scaled by the amplitude of the
corresponding element, best viewed in color). (b) estimated coupling matrix K̂: estimated pa-
rameters recovered from 2560 time samples of θ using Eqn. (3.9). (c) estimation error: first row
element-wise mse (note scaling), second row estimation error measurements, mse and Q.95 (see
text for definition).

50



Chapter 3. Phase Coupling Estimation for Neural Dynamics

In the first column of Fig. 3.2, we graphically display the element-wise amplitude and
phase of a sample matrix K where d=16. Using this matrix we sampled N=2560 phase vec-
tors. The recovered parameters are shown in the second column of Fig. 3.2. While it is clear
that these matrices are visually similar, we quantified the error using two different metrics.
First we calculate the mean-squared-error of the matrix elements, mse= 1

2d2

∑
i,j |Kij−K̂ij|2,

where K̂ij is the estimated parameter. In the third column of Fig. 3.2 we display the
element-wise error before averaging. We also computed a metric indicating the quality of
the recovered parameters borrowed from Ref. [Timme, 2007]: Q.95 = 1

d2

∑
i,j u(1− .95∆Kij),

where ∆Kij = |Kij−K̂ij|/2Kmax, u is the Heaviside step function, and Kmax is the maximum

absolute value of all matrix entries Kij and K̂ij. For the example in Fig. 3.2, mse = 0.02,
and Q.95 = 0.75.

We computed these error metrics over a range of dimensions and samples per dimension.
The error metrics for each dimension and samples per dimension were averaged over 20 trials
and are plotted in Fig. 3.3. The algorithm achieves highly accurate parameter recovery for
as few as 100 samples per dimension and achieves full recovery of parameters as the number
of samples per dimension reaches 1000. This indicates that recovery of true parameters is
quite feasible in many real-world settings.

3.8 Discussion

In this chapter we have introduced a closed form solution to the inverse problem for systems of
coupled phase oscillators using a maximum entropy approach. Phase coupling estimation can
potentially provide a contribution in a variety of situations of scientific interest. Because our
phase coupled estimation technique derives the unique maximum entropy solution, it serves
as the least biased estimate of the system possible and can be used when the true dynamics
of the system are unknown. However, our proposed technique has a number of limitations.
First, our technique does not model or estimate the interaction functions or frequencies
of the oscillators (see e.g. Ref. [Tokuda et al., 2007]). Second, our formulation assumes
bidirectional interactions between oscillators and cannot be used for inferring directionality
of interactions.

We close by pointing out the relation of our work to other efforts. Despite great progress
in solving the inverse problem for coupled phase oscillators, current methods suffer from a
number of drawbacks that our method addresses. Some methods require intervention either
by perturbing a single isolated oscillator [Kuramoto, 1984; Sakaguchi et al., 1988; Kiss et al.,
2005] or by perturbing the entire system [Timme, 2007]. Such intervention techniques may
not be feasible in many real-world situations. Other techniques only model two-oscillator
systems and do not generalize to arbitrarily large systems [Galán et al., 2005; Miyazaki and
Kinoshita, 2006; Kralemann et al., 2008]. The technique most related to our own is that of
Tokuda et al. [Tokuda et al., 2007]. This technique addresses the inference of coupling from
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Figure 3.3: Performance of phase coupling estimation. (a) mean-squared-error, mse, metric
as a function of samples per dimension for various dimensions, d = 8, 16, 32, 64, 100. (b) Q.95

metric. The example displayed in Fig. 3.2 is indicated by the black diamond. Values are averaged
over 20 trials. For visual clarity, standard error bars are only displayed for d = 8 and d = 100.
Phase coupling estimation accurately recovers the system parameters with only 100 samples per
dimension and achieves nearly perfect recovery with 1000 samples per dimension.
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multivariate statistics; however, in its current form it is restricted to homogeneous coupling.
Our multivariate phase distribution and estimation technique can be compared to a num-

ber of previous efforts to characterize statistical dependencies in circular phase variables. We
can break down the previous efforts by analyzing 3 major differences. First, many previous
approaches only provide measurements such as means or phase correlations and do not pro-
duce a true probabilistic distribution over the phase variables. Second, previous examples
of probabilistic models of phase variables only characterize univariate or bivariate distribu-
tions. Models similar to ours have not been extended to dimensions beyond d= 2 [Mardia
and Jupp, 2000]. Third, common multivariate phase distributions do not capture the dis-
tributions we have observed empirically. Most notably the von Mises-Fisher distribution
only captures a unimodal phase distribution on the hyper-sphere, which does not produce
unimodal concentrations in the differences of phase variables.

It is important to point out that our model does not model unidirectional interactions.
Because our model only captures the instantaneous distribution, it is blind to time reversal
and cannot model directed interactions. However, extending the analysis to include multiple
time slices may provide an extension capable of modeling directed interactions (see [Rosen-
blum and Pikovsky, 2001] for a d= 2 example). Closely related to modeling directed inter-
actions is the study of causality. Like all statistical models, the distribution and model we
have introduced here does not directly address the issue of causality. However our distri-
bution and estimation technique may be instrumental in attempts to infer causality in high
dimensional phase spaces.
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Spatial Phase in Images

4.1 Overview

In Chapters 1 and 2 we introduced some of the reasoning for using local phase to model natu-
ral images. In Chapter 2 we showed that phase provides a useful representation for modeling
the way natural images transform irrespective of the way they appear. This formulation left
an important aspect of phase unmodeled: the dependencies between local phase variables
across an image region at a single point in time (phase dependencies across space and scale).
These dependencies are of interest because they relate to long range edge structure and edge
structure that exists through scale. In this Chapter we extend the statistical model developed
in Chapter 3 to investigate local phase relationships. Given our intuition for the importance
of local phase in images we arrive at a surprising result: pairwise phase relationships do
not capture the ‘interesting’ structure in natural images. In light of this finding we point
out some observations we believe to be important in capturing the phase dependencies that
make natural images unique. Finally, we will introduce a model that attempts to capture
some of the important non-stationary statistics of phase in natural images. This model uses
a Markov Random Field over the observed local phase variables and a latent variable model
to model the non-stationary structure of phase dependencies.

In this Chapter we provide the following main contributions. We,

• present some characteristics of the statistics of local phase variables in natural images,

• develop a Markov Random Field (MRF) model that captures much of the pairwise
statistical structure observed in pyramid decompositions of natural images,

• show that modeling pairwise structure is not sufficient for capturing long-range spatial
edge structure,

• describe non-stationary characteristics of local phase that are likely important for nat-
ural images, and
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• develop a latent variable model that learns non-stationary local phase structure.

4.2 Background

It has long been appreciated that phase carries important information about the content of
natural images. Oppenheim & Lim [Oppenheim and Lim, 1981] and Piotrowski & Camp-
bell [Piotrowski and Campbell, 1982] first demonstrated this fact by creating Fourier chimeras
in which the amplitude spectrum of one image is combined with the phase spectrum of an-
other image. The resulting image clearly shows that we perceive the structural image content
according to the phase spectrum and not the amplitude spectrum. This effect also extends
to local amplitude-phase decompositions formed from complex, oriented wavelet transforms
(see Figure 1.1 for a demonstration). Thus it would appear that the local phase structure
and not the local amplitude structure, is most directly tied to perception. 1

Despite the demonstrable importance of local phase, to date there have been few efforts
to model the joint statistics of phase in natural images (e.g., [Portilla and Simoncelli, 2000]).
There are at least two reasons for this. First, phase variables are technically difficult to
manipulate and model because of their circular nature and, possibly as a result, there are
few proper statistical models of angular variables in the literature. Linear algebra is not
suited for describing phase variables and the models that have been examined in the statistics
and mathematics community either fail to capture dependencies that we observe in natural
images, or do not extend to the high dimensional cases necessary for modeling natural
images. Second, it is widely believed that the relevant neural representations for stages of
visual processing beyond V1 simple cells are invariant to phase. For example, complex cells,
which are invariant to phase, account for the lion’s share of neurons in the output layers of
V1, the energy model of complex cells is invariant to phase, and models of the ventral stream
hierarchy assume operations that invariant to local phase.

Recent theoretical work and experimental work indicates that modeling phase may be
tractable mathematically and important for analyzing neural vision systems. In relation to
the first point, our own recent modeling efforts have shown that it is possible to formulate
and fit multivariate phase distributions to data [Cadieu and Koepsell, 2008], and by modeling
relative phase between variables it is often possible to avoid the wraparound issues associated
with phase and to capture invariance to absolute phase [Cadieu and Olshausen, 2009]. In
the realm of neuroscience, recent analyses of the responses of complex cells to natural images
reveal that these neurons are in fact highly sensitive to phase structure within the receptive
field [Touryan et al., 2005; Rust et al., 2005]. It has also been noted by Zetzsche that when

1Two qualifying statements should be made: First, in overcomplete decompositions, amplitude and phase
information are redundant and can be reconstructed from one another [Shams and von der Malsburg, 2002].
Second, the perception of certain textures, such as Glass patterns, does not depend on phase [Barlow and
Olshausen, 2004].
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simple cells are normalized by the amplitude of energy model units that they carry quantities
proportional to the sine and cosine of local phase [Zetzsche et al., 1999].

In this Chapter we aim to model the joint structure of local phase in natural images
by capturing how phase changes as a function of position and orientation within an array
of complex, oriented bandpass filter outputs. Our model may be viewed within the same
framework as a number of recent models that attempt to capture higher-order structure in
images by factorizing the coefficients of oriented, bandpass filters [Lyu and Simoncelli, 2009a;
Lyu and Simoncelli, 2009b; Sinz and Bethge, 2008; Koster and Hyvarinen, 2007; Cadieu and
Olshausen, 2009; Karklin and Lewicki, 2005; Schwartz and Simoncelli, 2001]. These models
are currently the best probabilistic models of natural image structure: they produce state-
of-the-art denoising [Lyu and Simoncelli, 2009a], and achieve lower entropy encodings of
natural images [Sinz and Bethge, 2008]. They can be viewed as sharing a common mathe-
matical form in which the filter coefficients, x, are factored into a non-negative component
z and a scalar component u, where x = z u. The non-negative factors, z, are modeled as
either an independent set of variables each shared by a pair of linear components [Cadieu
and Olshausen, 2009], a set of variables with learned dependencies to the linear compo-
nents [Koster and Hyvarinen, 2007], or as a single radial component [Sinz and Bethge, 2008;
Lyu and Simoncelli, 2009b]. The scalar factor, u, is modeled in a number of ways: as an
independent angular unit vector [Sinz and Bethge, 2008; Lyu and Simoncelli, 2009b], as a cor-
related noise process [Lyu and Simoncelli, 2009a], as the phase angle of paired filters [Cadieu
and Olshausen, 2009], or as a sparse decomposition of latent variables [Karklin and Lewicki,
2005].

By factoring the filter coefficients into two sets of variables, it is possible for higher levels
of analysis to model higher-order statistical structure that was previously entangled in the
filter coefficients themselves. For example, the non-negative variables z are usually related
to the local contrast or power within an image region, and Karklin & Lewicki have shown
that it is possible to train a second layer to learn the structure in these variables via sparse
coding [Karklin and Lewicki, 2005]. Similarly, Lyu & Simoncelli learn an MRF model on
these variables and show that the resulting model achieves state-of-the-art denoising [Lyu
and Simoncelli, 2009a]. It is generally less clear what structure is represented in the scalar
variables u. Here we take inspiration from Zetzsche’s observations regarding the circular
symmetry of joint distributions of related filter coefficients and conjecture that this quantity
should be modeled as the sine or cosine of an underlying phase variable, i.e., u = sin(θ)
or u = cos(θ) [Zetzsche et al., 1999]. Rather than modeling the structure of the amplitude
components z we focus on modeling the complementary phases θ.
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4.3 Local Phase in Natural Images

This section is broken into six parts. First, we demonstrate the potential advantage of using
local phase to model natural image structure. A simple example of edges shows how using
phase makes spatial relationships of edges explicit. This example suggests that modeling
neighboring phase correlations is important for capturing these relationships. Second, we
describe the pairwise phase correlations in a complex pyramid in response to natural images.
Third, we extend the pairwise phase model developed in Chapter 3 and apply it to phase
measurements in the complex pyramid. Fourth, we estimate the coupling parameters between
phase variables across scale and position. Fifth, we develop a Markov Random Field that
captures pairwise phase correlations in the complex pyramid. This MRF model serves as the
foundation for the latent variable model developed in the next section. Finally, we describe
the source of non-stationary phase statistics in natural images.

4.3.1 Edge structure in factorized image decompositions

Edges are a hallmark of structure in natural images. We therefore examine how edge struc-
ture manifests in local phase relationships. To extract local phase we utilize the complex
steerable pyramid (for a detailed presentation see [Portilla and Simoncelli, 2000]). The pyra-
mid produces a set of complex, quadrature pair filter outputs x for each scale and orientation.
We take the complex modulus of these variables as the amplitude structure, z, and the com-
plex argument as the phase structure, θ. In the following we examine the characteristics of
a single scale.

Figure 4.1A shows an image of a sharp edge with additive white noise. We examine pairs
of horizontally-neighboring, horizontally-oriented filters aligned with the edge structure (see
Figure 4.1A for a schematic representation of one such pair). We will examine the local
response properties in terms of the corresponding factorized components, where the real part
of the filter responses is x, the amplitude is z, and the amplitude normalized component is
u = x/z. In Figure 4.1B we show the spatial response of the u component to the edge
image. We then analyze the responses of identical pairs that are spatially shifted in the
vertical direction (within the extent of the amplitude envelope of the filter). The joint
distribution of the u variables that results is shown in Figure 4.1C. Clearly, there is a strong
linear correlation between these components. We can also examine the joint distribution of
the phase representation of the complex filter, u = cos(θ). This distribution is shown in
Figure 4.1D and shows a strong dependency in the difference of the phases of the two filters.

While straight edges produce clear correlations in both u and θ, this is not the case for
curved edges. We demonstrate this by repeating the above experiment for a curved edge in
Figure 4.1E (we again analyze filter pairs that are vertically shifted). The normalized filter
responses u now show a circular relationship in their joint distribution, Figure 4.1G. Note
that this circular relationship can not be captured by linear correlations. However the phase
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A B C D

E F G H

Figure 4.1: Phase variables carry information about edges in natural images. (A,E) Edge images,
with horizontally oriented, nearby filters overlaid. (B,F) Normalized filter outputs u for a single
orientation band (scale 3, horizontal orientation) in response to edge images in A and E, respec-
tively. (C,G) Joint distribution of adjacent u variables in B and F, measured at different positions
in the vertical direction. (D,H) Joint distribution of corresponding adjacent phase variables θ
also measured at different vertical positions close to the edge. Scalar variables u are strongly
correlated for straight edges (C), but do not show a linear dependence for curved edges(G). Phase
variables θ show strong correlation in their difference for both straight edges and curved edges.
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variables θ capture this dependency in a natural and explicit way: they show a concentration
in the difference of their phases at a specific phase offset, Figure 4.1H.

As edges in natural images encompass a range of curvatures, this type of dependency is
important to model. We can therefore model the phase variables directly to capture these
dependencies. The relationships exhibited in Figure 4.1D and Figure 4.1H are well described
by a von Mises distribution in the differences of the phases. This suggests how we can model
the corresponding statistical measurements for this type of relationship.

4.3.2 Second-order phase statistics

As exemplified in our demonstration (Figure 4.1), dependencies in the phase angles are
relevant for modeling structure in natural images. Second-order phase distributions can be
specified by pairwise phase correlations, just as the Gaussian distribution is specified by
pairwise correlations.

For the case of phases in a complex pyramid, the empirical marginal distribution of
phases is always uniform across a corpus of natural images (data not shown); however, the
empirical distribution of pairwise phase differences is often concentrated around a preferred
phase. We can write the joint distribution of a pair of phase variables with a dependency
in the difference of the phase variables as a von Mises2 distribution in the difference of the
phases:

p(θi, θj) =
1

2πI0(k)
ek cos(θi − θj − ν). (4.1)

This distribution is parameterized by a concentration and a phase offset. Using trigonometric
identities we can reexpress the cosine of the difference as a sum of bivariate terms of the form
cos(θi) sin(θj). One may view these terms as the pairwise statistics for angular variables, just
as the bivariate terms in the covariance matrix are the pairwise statistics for a Gaussian.

In general we do not observe concentration in the sum of phase angles except in the special
case where the pair of phase variables crosses the wraparound in orientation. Note that the
dependency in the sum of the phases is unavoidable in the oriented complex pyramid. One
might think that it would be possible to flip, or negate, one of the phases in the pair that
exhibits dependency in the sum; however, because of the circular geometry of orientation
there is no consistent setting of the phase variables such that all observed dependencies
would be in the difference of the phases. This is a consequence of the fact that orientation
is only implicitly represented in the complex filter representation (each filter has a different
orientation) instead of the local orientation being explicitly represented, as in the monogenic
signal [Felsberg and Sommer, 2001] or the structure multi-vector [Felsberg, 2002b].

We next examine the qualitative and quantitative characteristics of phase maps of natural

2A von Mises distribution for an angular variable φ with concentration parameter k and mean, µ, is
defined as p(φ) := 1

2πI0(k)
ek cos(φ−µ), where I0(k) is the zeroth order modified Bessel function.
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A B

Figure 4.2: Phase variables in natural images. (A) Natural image. (B) Phase variables θ of the
natural image in A in four orientation bands at a single scale of the complex pyramid.

images. Figure 4.2 shows the phase maps of a natural image, revealing that they are highly
structured. In each orientation band they show phase precession in the direction orthogonal
to the filter. The rate of precession is determined by the spatial-frequency band of the filter
and is modulated by the underlying image structure. These qualitative observations are
captured by the pairwise phase statistics, in particular the difference in the phase of nearby
filters. We depict the empirically observed joint phase distributions of a number of filters
nearby in space, orientation, and scale in Figure 4.3. See Figure 4.3 caption for a description
of these empirical dependencies.

4.3.3 Modeling pairwise phase structure

We can extend the model developed in Chapter 3 to capture the observed pairwise depen-
dencies in natural images. The complex formulation of the model in Chapter 3 is not directly
applicable to local phase responses of the complex pyramid because the phases in the pyra-
mid exhibit correlations in both the sum and in the difference of their angles (the model in
Chapter 3 only has terms in the difference of phases).

We wish to extend the energy function to include terms in both the sum and the difference
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Figure 4.3: Empirical distribution of pair-wise joint distributions of phase variables in natural
images. Each plot shows the empirical joint distribution of a pair of phase variables. The phase
variables being compared are indicated along the x-axis and y-axis. The corresponding image
domain kernel is shown along the axis with the odd part on the left and the real part on the right
for the complex filter. The complex filter with phase θ0, a vertically oriented filter, is used in each
comparison. The first three comparisons in the first row are to vertical filters with increasing
horizontal spatial separation. As can be seen from the joint distribution the concentration in
the difference of the filters decreases as the separation increases. In addition, the peak of the
distribution, or phase offset, shifts for each separation according to the spatial frequency of the
filter and the amount of spatial separation. The filter, θv, is a vertically oriented filter that is
vertically displaced from θ0. The first three comparisons in the second row are to filters at the
same position and scale but at different orientations. Filters of orthogonal orientations show
correlation in both the sum and the difference of their angles: as seen in the ‘egg-tray’ pattern
in the comparison to θ90◦ . Note that the correlation to the filter θ90◦ is in the sum of the phases,
while the majority of correlations are in the difference of the pair of phases. Finally, the last
comparison is to a filter with a lower spatial frequency. Surprisingly, the joint distribution shows a
correlation in the difference of the phases without any obvious correlation to the harmonic (2θ).
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of the phase variables. The resulting energy function is given as:

E(θ) = −1

2

d∑
i,j=1

κ−ij cos(θi − θj − µ−ij) + κ+
ij cos(θi + θj − µ+

ij) . (4.2)

Where κ+
ij and κ−ij are the non-negative coupling terms between the sum and difference of

the phase pairs, respectively, and µ+
ij and µ−ij are their preferred phase offsets. d is the

dimensionality of the phase space.
We can vectorize the notation to arrive at a more compact form that is similar to the

complex form in Chapter 3. By writing the cosine and sine of each θi component and
forming the vector v where vi = cos θi and xd+i = sin θi the resulting vectorized probability
and energy are:

p(θ; M) =
1

Z(M)
exp[−E(θ; M)]

E(θ; K) = 1
2
vTKv (4.3)

with vT = [cos(θT ) sin(θT )] = [xT yT ]. The coupling matrix M is a real and symmetric
matrix.

The terms in M can be related to the concentrations and phase offsets in the sum and
the difference terms from Eqn. (4.2) through trigonometric identities:

κ+
ij =

(
(Mi,j −Md+i,d+j)

2 + (Mi,d+j +Md+i,j)
2
) 1

2

κ−ij =
(
(Mi,j +Md+i,d+j)

2 + (Mi,d+j −Md+i,j)
2
) 1

2

µ+
ij = tan−1

(
Mi,d+j +Md+i,j

Mi,j −Md+i,d+j

)
µ−ij = tan−1

(
Mi,d+j −Md+i,j

Mi,j +Md+i,d+j

)
.

(4.4)

We derive an estimator for this distribution (Eqn. 4.3) following the score matching
method [Hyvärinen, 2005]. The score function JSM(M) is now given by

JSM(M) =
〈

1
2
[∇θE(θ; M)][∇θE(θ; M)]T −∇2

θE(θ; M)
〉

(4.5)
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and the individual terms are

∇θE(θ; M) = vTMD

∇2
θE(θ; M) = Tr(DTMD)− vTMv = Tr(MQ)− 2E(θ; M)

[∇θE(θ; M)][∇θE(θ; M)]T = 1
2
vTMQMv (4.6)

with Djk := ∂vj/∂θk = δj,d+kxk − δjkyk. The matrix DDT =: Q(v) is composed of a 2x2
arrangement of diagonal matrices,

Q =

(
Y2 −YX
−XY X2

)
(4.7)

with Yii = yi, Xii = xi, and Y Xii = XYii = yixi. The score matching estimator of M is
given by the solution of the following linear equation:

∂

∂Mji

JSM(M) = 1
2
〈QMvvT 〉+ 1

2
〈vvTMQ〉 − 〈Q〉+ 〈vvT 〉 !

= 0 (4.8)

The resulting system of equations, found by vectorizing the matrix M, is,

2d∑
k,l=1

(〈Qikvlvj〉+ 〈vivkQlj〉) M̂kl = 2〈Qij〉 − 〈vivj〉. (4.9)

Note that many terms in Q are zero, which aids in computational efficiency when computing
the expectations. We can solve this system of linear equations using standard techniques.

4.3.4 Estimating pairwise dependencies in a complex pyramid

We apply the phase model of Eqn. 4.3 to a local neighborhood of phases computed from a
steerable pyramid. We selected phases from a 3-scale slice in a typical tree structure: at
the highest spatial frequency scale a 4x4 spatial grid, at the middle scale a 2x2 grid and
at the lowest spatial frequency scale a 1x1 grid. At each spatial and scale position there
are 4 orientations in the decomposition. This selection produces 84 phase variables for each
measurement of the distribution.

We then computed the feedforward activations of the 84 phase variables on a set of natural
images. From these measurements we estimated the parameters of the phase distribution
using Eqn. 4.9. The estimated coupling parameters, Mij, are displayed graphically in Figure
4.4 (left panel). Clearly there are strong, structured dependencies between the neighboring
phases in the pyramid. These dependencies are strongest among neighboring filters and fall
off with spatial distance. There are also dependencies through scale, although the magnitude
of coupling between scales is smaller than the coupling within each scale.
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Figure 4.4: Pair-wise coupling parameters in a complex pyramid estimated from natural images
or white noise images. The values in the matrix M that are estimated from either natural images
(left) or white noise images (right). The colormap is shared between the two images with positive
matrix elements red, zero elements green, and negative elements blue. The phases of a 3-scale
complex pyramid tree were analyzed in this experiment. The resulting filters contained a 4x4 grid
at the highest spatial scale, a 2x2 grid and a 1x1 grid at the lowest spatial scale. At position and
scale 4 orientation bands were used. This structure is evident in the pattern of the estimated
coupling parameters seen in M .

The dependencies estimated in the complex pyramid are due to the overlap, or non-
orthogonality, of the filters in the pyramid and due to the structure of natural images. To
estimate the relative contribution of these two factors, we estimated the distribution for
white noise images. The estimated coupling parameters, Mij, are shown in the right panel
of Figure 4.4. The overall structure of the coupling parameters is strikingly similar to that
found in natural images. We can see these differences more clearly by plotting the estimated
coupling strenghs, k+

ij and k−ij , against each other for natural and white noise images. This
plot is shown in Figure 4.5. The pairwise coupling parameters are highly correlated. This
indicates that much of the pairwise dependency structure can be accounted for by the overlap,
or correlation, in the filters themselves and not by the structure of natural images. Note
however that there is a trend toward higher coupling in natural images than in white noise
images.
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Figure 4.5: Estimated coupling parameters are correlated for natural images and white noise. Here
we plot the maginitude of the coupling values (κ+

ij and κ−ij) estimated on natural images and white
noise images against each other. There is a strong correlation between the two estimated sets of
parameters. However, there is a trend that the natural images exhibit stronger coupling strengths.
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4.3.5 A MRF model of phase structure in the complex pyramid

Given our findings about the phase dependency structure in the complex pyramid, we con-
struct a MRF model on the phase maps for two reasons. First, the trend toward higher
coupling in natural images may produce noticable effects in large images that we sample
from the MRF model. Second, if we are to build higher-order models of local phase vari-
ables it will be necessary to account for the pairwise dependencies that are due to the filter
overlap and to the structure of the signal. Because the concentration of coupling falls off
with distance (see Figure 4.3 top row), we will introduce a coupling structure in the MRF
that only includes nearest neighbor coupling across space and orientation. For simplicity, we
model only the dependencies within a single scale of the pyramid.

We denote the phase variables at spatial location (x, y) and orientation band b by θ(x,y,b).
The energy function for the Markov Random Field is given by,

E(θ;K) = −
∑
x,y,b

khor
b cos

(
θ(x+1,y,b) − θ(x,y,b) − νhor

b

)
+ kver

b cos
(
θ(x,y+1,b) − θ(x,y,b) − νver

b

)
+kori

b cos
(
θ(x,y,b+1) − (−1)δb,Bθ(x,y,b) − νori

b

)
= −Re

{∑
x,y,b

(Khor
b )∗zhor

(x,y,b) + (Kver
b )∗zver

(x,y,b) + (Kori
b )∗zori

(x,y,b)

}
. (4.10)

This energy depends on the relative phase between nearest neighbors in space (x and y)
and in orientation (b), denoted by the superscript hor, ver, and ori respectively3. The
corresponding parameters khor

b , kver
b , kori

b (for phase concentrations) and νhor
b , νver

b , νori
b (for

preferred phase differences) have been combined in the complex matrix elements Kb=kbe
νb

in the second line of Eqn. (4.10) and the relative phase variables zhor
(x,y,b), z

ver
(x,y,b), z

ori
(x,y,b) are

defined by

zhor
(x,y,b) := eθ(x+1,y,b)−θ(x,y,b) ,

zver
(x,y,b) := eθ(x,y+1,b)−θ(x,y,b) ,

zori
(x,y,b) := eθ(x,y,b+1)−(−)b=Bθ(x,y,b) . (4.11)

The parameters of the model can be learned by the standard maximum likelihood ap-
proach. By taking the derivative of the log-likelihood function with respect to the parameters
we obtain a learning rule given by

∆Kt
b ∝ 〈zt

(x,y,b)〉data − 〈zt
(x,y,b)〉model , (4.12)

3The sign of the phase variables is arbitrary and we can pick the direction of positive precession such
that the majority of phase variables exhibit coupling in the differences and only the wrap around case shows
coupling in the sum.
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for the three different types of coupling weights t ∈ {hor, ver, ori} and where the average
〈. . .〉tdata is taken over the data distribution at all spatial locations. The second term in
the gradient is not computable in closed form and thus we must sample from the model
distribution in order to compute the expectation.

We use Gibbs sampling of the phase variables to compute the expectations necessary for
learning. We can take advantage of the graph structure in our MRF to update in parallel
half of the phase variables: nodes in the network are selected in an alternating pattern
(in space and orientation) such that they are independent conditioned on the remaining
interleaved nodes. The update probability distribution for each phase variable conditioned
on its neighbors, p(θ(x,y,b)|N(θ(x,y,b)), is given by a von Mises distribution with parameters k
and µ, which can be calculated by marginalizing Eqn. (4.10) over the conditioned variables
and using trigonometric identities.

We have estimated the parameters of the MRF model on a small corpus of natural images.
We computed the phase maps for the 3rd octave of a 4 orientation pyramid on the whitened
images from Ref. [Olshausen and Field, 1997]. For learning we ran 50 Gibbs updates for the
estimation of the model expectation and ran the gradient ascent procedure until convergence
(typically ∼1000 steps).

We evaluate the learned model by generating phase maps from the model distribution.
In Figure 4.6C we plot one sample of the 4 orientation maps. The model is able to reproduce
the qualitative structure of the phase maps seen in natural images: each orientation band
shows a characteristic oriented phase precession in the direction orthogonal to the filter
orientation. We can evaluate the model quantitatively by examining the pairwise statistics of
the empirical distribution and the corresponding samples from the model. Figure 4.6D shows
the pairwise empirical and model distributions for 3 pairs of phase variables: one diagonally
oriented filter (45 degrees) paired with (first column) its horizontal nearest neighbor of
the same orientation, (second column) with its next nearest horizontal neighbor of the same
orientation, and (third column) with a horizontally oriented filter at the same spatial location.
Each of these pairs shows close correspondence to the empirical distribution, which include
pairs that are not directly coupled in the model.

If we reexamine the phase structure from natural images, Figure 4.6B, we see there
are important aspects not captured by the MRF model of phase dependencies. Most im-
portantly, the MRF model fails to capture long-range, interband phase alignments. These
phase patterns are essential for reproducing long range, continuous edges in natural images.
To address this limitation we next propose a latent variable model that can capture the
long-range, interband phase structure necessary to produce edges.

4.3.6 Non-stationary phase statistics in natural images

As is known in the image domain, bivariate relationships are insufficient for capturing edge
structure and higher-order relationships are necessary. Similarly, spatial phase alignments
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A B C

D

Figure 4.6: Modeling pair-wise statistics of phase variables in natural images. (A) Natural image.
(B) Phase variables θ of the natural image in A in four orientation bands at a single scale of
the complex pyramid. (C) Sampled phase variables show similar structure as in B. However,
some long-range phase alignment is missing. (D) Statistics of pairwise phase differences. Upper
row (original image) from left to right: nearest neighbors in horizontal direction, next nearest
neighbors in horizontal direction, nearest neighbors in orientation. Lower row: corresponding
phase differences in the sampled data.
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among more than one band necessarily involve relationships between more than two phase
variables. Therefore, it is not surprising that such relationships cannot be captured by
pairwise models. Our models and simulations support this reasoning. We conclude from
modeling the pairwise statistics of local phase in natural images that the stationary pairwise
phase distribution fails to capture structure that is specific to natural images. It is therefore
necessary to model the non-stationary structure of phase in natural images. This necessitates
the formulation of a new model of phase structure. While many formulations are possible
we have explored a network that models the non-stationary distribution of pairwise phase.
This model is similar in spirit to that of Karklin and Lewicki [Karklin and Lewicki, 2008],
where local image structure is modeled as a non-stationary Gaussian distribution. Similarly
we model local phase structure as a non-stationary pairwise phase distribution.

4.4 A Latent Variable Model of Phase Statistics

The pairwise couplings learned in the MRF model results from averaging together statisti-
cal relationships from heterogeneous structures within images - textures, contours, surface
junctions, etc. In order to give the model the ability to deal with these nonstationarities, we
introduce a latent variable model in which the local pairwise phase distribution is drawn from
a mixture of pairwise phase distributions. At each spatial location the latent variable follows
a multinomial distribution. Because our MRF model describes the pairwise difference, z in
Eqn. (4.11), we have chosen to directly influence the phase differences by the state of the
multinomial. This choice is natural for modeling edge structure in images as the important
dependencies are expressed in relative phases and not in their absolute values4.

4.4.1 Model formulation and learning

The energy function for the latent variable model can be viewed as a modification to our
MRF model in Eqn. (4.10). Now the coupling parameters, k..., are a function of space (in
the MRF model the coupling for each band and type was static), and are determined by the
influence of a field of binary latent variables h(x,y,i), which may be seen as indicator variables
of the multinomial state at each spatial position. The resulting energy function is given by

E(θ, h;K) = −
∑

t∈{hor,ver,ori}
Re
{∑
x,y,b

(K̃t
(x,y,b))

∗zt
(x,y,b)

}
−
∑
x,y,i

bih(x,y,i) , (4.13)

4For completeness we have experimented with latent variable models which directly bias the visible phases
but have not found these models to be effective.

69



Chapter 4. Spatial Phase in Images

where bi are the biases of the hidden units and the parameters K̃ are given by the convolution

K̃t
(x,y,b) = Kt

b +
∑
i

hi ∗M t
(i,b) = Kb +

∑
i

∑
x′,y′

h(x−x′,y−y′,i)M
t
(x′,y′,i,b) . (4.14)

Because phase is undetermined when the corresponding amplitude is zero we only include
phase coupling terms between phase pairs with corresponding amplitudes above a small
threshold in the hidden layer terms (all phases, regardless of amplitude, are included in the
static coupling terms).

To produce a multinomial distribution, at each spatial location the activation of a binary
hidden unit is mutually exclusive of the other units at that location. This formulation is
similar to that of [Lee et al., 2009]. The probability for a binary hidden unit h(x,y,i) to be
active is given by

p(h(x,y,i)|θ) =
e−E

h
(x,y,i)

1 +
∑

i e
−Eh

(x,y,i)

(4.15)

with
Eh

(x,y,i) = − bi −
∑

t∈{hor,ver,ori}
Re
{∑

b

(hizb) ∗ (M t
(i,b))

∗
}
, (4.16)

and the spatial convolution defined by (hizb)∗(M t
(i,b))

∗ :=
∑

x′,y′ h(x′,y′,i)z(x,y,b)M
∗
(x−x′,y−y′,i,b).

For learning the parameters of the latent variable model, we use a procedure similar to
contrastive divergence on a semi-restricted Boltzmann machine (see [Osindero and Hinton,
2008] for a description of a linear latent variable model with pairwise dependencies between
the visible units). The gradients for the hidden units are given by

∆M t
(x,y,i,b) ∝ 〈hi ~ zt

b〉data − 〈hi ~ zt
b〉model , ∆bi ∝ 〈Σhi〉data − 〈Σhi〉model (4.17)

where the spatial sum is defined by Σhi :=
∑

x,y h(x,y,i), and the spatial correlation is defined
by hi ~ zt

b :=
∑

x′,y′ h(x′,y′,i)z
t
(x+x′,y+y′,b). The gradients for the static terms, Kt

b , are identical

to those in Eqn. (4.12). For one step of contrastive divergence in a semi-restricted network
we compute the model expectation, 〈. . .〉model, by sampling the hidden variables given a data
phase pattern; then, holding the hidden units fixed, we simulate a Gibbs chain to get a
sample of the phase variables. Finally, we sample the hidden variables again. The model
expectation, 〈. . .〉model, is taken using these sampled phase and hidden variables.

4.4.2 Simulation details

To demonstrate that this model is capable of learning long range edge structure, we con-
structed a set of images containing edges and estimated the model parameters. We generated
images each containing a step function edge curved according to a cubic spline. We added
Gaussian noise to each image. An example of the resulting image can be seen in Figure 4.1E.
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We modeled a single octave of a 4 orientation band complex pyramid. The equivalent band-
pass image of one such edge image is shown in Figure 4.7A. The corresponding phase map
is displayed in Figure 4.7D. The interband phase alignment is clearly visible.

For our latent variable model, we constructed a field of hidden variables with coupling
parameters in a 12 × 12 grid and 9 hidden units. We subsampled the hidden units by 3
sample points in the x and y directions (adjacent hidden units thus overlapped by 9 samples
in the phase maps). We followed the contrastive divergence procedure for estimating the
hidden unit parameters. We pre-trained the static variables, Kt

b , to aid convergence, but
adapted them as we learned the hidden unit parameters. We used one contrastive divergence
step and updated the phase variables 150 times for each step.

4.4.3 Results

In order to visually evaluate the model, we sample phase maps from the model distribution
given the amplitude structure of an edge image. We first initialize the phases to random
variables drawn from a uniform distribution between zero and 2π and use alternating Gibbs
sampling in the hidden and in the visible layer in order to obtain a sample from the model
distribution. A resulting phase map from this procedure is shown in Figure 4.7E and the
amplitude structure is derived from the image in Figure 4.7A. The long range phase alignment
across different orientation bands is clearly visible. We can further demonstrate the structure
learned by the model by reconstructing the (single-octave) image from the phase map and
conditioned amplitudes. The resulting reconstruction is shown in Figure 4.7B. The generated
images show long range edge alignment. Note that we would not expect the generated
edge structure to be identical to the edge in the original image as the phase model is only
conditioned on the amplitudes being above a threshold, and not their exact values. where
there is high contrast. We can compare this result to a sample from the pairwise MRF model,
which only has static, non-stationary couplings (Figure 4.7C,F). The MRF model fails to
produce the long-range edge structure generated by the latent variable model. While it does
produce the correct oriented structure within each orientation band, it fails to provide phase
alignments across orientations and spatial positions.

The structure learned by the latent variable model is represented in the hidden unit
coupling parameters. In Figure 4.8 we display the coupling parameters for 3 representative
hidden units. The coupling parameters are difficult to interpret, but they show clear structure
in space with slowly varying coupling strength and coupling angle. Some coupling parameters
show structure that is spatially oriented. We can further visualize the structure learned by
the hidden units by looking at their probability of activation to images, see Figure 4.9.
For the edge image in Figure 4.9, an image from our training set, each of the hidden units
activates preferentially to different parts of the edge. Note that we only display the activities
of 3 hidden units out of 9. While the units are selective for edge structure, their responses
spatially cluster near edge structure of similar orientation. Note that the unit’s responses
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A B C

D E F

Figure 4.7: Modeling long-range structure of phase variables. (A) Single scale of an edge image.
(B) Image synthesized by using our latent variable model (using same amplitude as in A). (C) Im-
age synthesized by MRF phase model (again, same amplitude as in A). (D) Phase variables in four
orientation bands of a single scale of the edge image in A. (E) Latent variable model generated
phase variables of image B show clear interband long-range alignment. (F) MRF model generated
phase variables of image C lack long-range structure.
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A B C

Figure 4.8: Structure learned by the latent variable model (A,B,C) Learned coupling parameters
for three representative hidden units: each hidden unit modulates weights vertically (first pair
of rows), horizontally (second pair of rows), and across orientations (last pair of rows). For
each coupling type, there are weights for each band (2x2 blocks with 90◦, 45◦,0◦, and −45◦

orientations, clockwise from the upper left). For each coupling term amplitudes are displayed in
gray level (with white highest coupling magnitude) and angular phases are displayed in HSV color
map (with color removed for low amplitude couplings).

are selective for orientation (the response patterns cluster in regions where the edges are of
a preferred angle), however their orientation tuning is quite broad.

4.5 Contributions & Discussion

In this Chapter we have identified important statistics of phase variables that are relevant
for modeling natural images. We extended the pairwise phase model from Chapter 3 to
capture coupling in the sum and the difference of phase variables. We estimated the coupling
parameters of the multiscale oriented pyramid. We also proposed a Markov Random Field
model which captures the pairwise statistics of these phase variables. Through these models
we have shown that pairwise statistics do not account for the long-range edge structure
observed in images. We then proposed a latent variable model on the phase variables that
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Figure 4.9: Probability of activation to edges of hidden units. Probability of activations superim-
posed on gray scale images. The activation for each hidden unit from Figure 4.8 is displayed in
red (A), green (B), and blue (C).
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captures some of the non-stationary statistics of spatial phase structure in images. The
latent variable model reproduces long-range phase relationships, which are a hallmark of
natural image structure.

A number of examples from the literature have modeled phase relationships in natural
images. Most notably, Portilla & Simoncelli collected the statistics of multiscale phase
alignments [Portilla and Simoncelli, 2000]. These statistics gave the generated textures a
depth quality, and indicate that such multiscale relationships should also be included in both
our MRF model and latent variable model. Another, somewhat related approach, models
the rate of change of phase variables in time but does not provide a solution for capturing
phase structure through space or orientation [Cadieu and Olshausen, 2009].

Our work suggests a number of possible extensions and directions for further work. It is
important to learn the parameters of the latent variable model from more realistic natural
images. It will be interesting to see how this model captures more varied structure such as T-
junctions and textured patterns. The latent variable models we have presented only capture
phase relationships in a single scale. Generating sharp edges will require the modeling of
multiscale relationships. More descriptive models of phase may improve the use of phase
in the representations used in pattern recognition applications [Daugman, 2001] and motion
estimation algorithms [Fleet and Jepson, 1990; Cadieu and Olshausen, 2009]. Finally, our
proposed models of phase structure should be combined with recently proposed models of
amplitude structure [Lyu and Simoncelli, 2009a; Lyu and Simoncelli, 2009b; Sinz and Bethge,
2008; Koster and Hyvarinen, 2007; Cadieu and Olshausen, 2009; Karklin and Lewicki, 2005;
Schwartz and Simoncelli, 2001]. Combining such models should prove valuable for producing
novel image processing algorithms and elucidating the neurobiology of vision.
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Contributions

In this section we summarize the major contributions of this thesis. We present the contri-
butions in relation to each chapter and discuss the implications of these contributions.

Transformational Invariants

In our hierarchical probabilistic model of transformational invariants we,

• Developed a model that separates visual structure into static and dynamic components,

• Showed that the representation in the first-layer learns the presence of spatial-frequency
structure in the amplitude variables and learns the positions and dynamics of visual
structure in the phase variables,

• Learned a model of the phase transformations on natural movies and controlled visual
motions,

• Demonstrated that the learned phase transformations are transformational invariants:
they are selective for specific motions, but are invariant to visual appearance,

• Tested the hierarchical model with a denoising paradigm and showed that the hierar-
chical representation is a better model of natural movies, and

• Demonstrated how the hierarchal model provides a computational model of feedback
in cortex.

It is our hope that this work will provide directions for the analysis and design of neu-
rophysiological experiments. We have postulated a mapping between the representations in
the hierarchical model and those in the visual cortex (see section 2.7). It is likely that in
order to account for the representations found in specific visual areas we will have to make
modifications to the model. For example, the space in which the phase transformations are
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represented does not easily map to reported speed-tuning profiles in visual area MT [Perrone
and Thiele, 2001]. Modifying the model in the first-layer may more naturally lead to model
responses that exhibit speed tuning. As optogenetic techniques are applied to the visual
system it will be possible to directly test feedback mechanisms [Berdyyeva and Reynolds,
2009]. Our model of feedback between visual areas provides a tool for the design of such
experiments.

The ability to learn abstract representations from visual sensory information is a key
aspect of natural intelligence. In grounded theories of intelligence (see for example [Larson,
2004]) higher level thinking is derived from representations and computations performed in
the sensory systems. Abstract representations of sensory information can then be applied in
other contexts. For example when we are faced with a variety of analytic problems we rely
on visual representation, whether it is counting items on our fingers or drawing a diagram to
represent a complex physical phenomenon, such as the use of Feynman diagrams to describe
interactions in statistical field theory. Some theories of language understanding also hold that
language reasoning is derived from sensory representations [Feldman, 2006]. Of particular
interest is Borchardt’s theory of how transitions provide a powerful description of events that
can be used in the interpretation of language [Borchardt, 1993]. The work we have done
on transformational invariants can be seen as a model for the visual grounding of transition
concepts. Therefore, our work on transformational invariants in vision may play a role in
general theories of intelligence.

Phase Coupling Estimation for Neural Dynamics

We have

• Provided a general form for dynamical oscillators,

• Shown the relationship between a dynamical system of oscillators and a probability
distribution on their phases,

• Derived a closed form solution for the estimation of the coupling parameters of the
dynamical system from measurements,

• Demonstrated that the estimation technique effectively recovers coupling parameters
in systems of many oscillators and with limited data, and

• Shown that using phase correlations as a proxy for coupling leads to false conclusions
about the coupling between oscillators.

Together, these contributions provide a practical tool to the neuroscience community
that may be instrumental in the scientific investigation of dynamic functional networks in
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cortex. Through our analysis, we demonstrated a problem with currently used analysis tech-
niques: taking phase correlations at face value can lead to false conclusions about network
interactions. The probabilistic model we derived is not susceptible to these same false infer-
ences because it solves the underlying problem of finding the network interactions that would
produce the measured phase correlations. Given the problems with phase correlation based
analyses, it may be that there are results in the literature that draw false conclusions about
the interactions between neural areas. Optimistically, this result also implies that there are
likely many unpublished effects where phase correlations produced ambiguous results and
proper estimation of the coupling parameters would produce clear and correct conclusions
about the neural interactions.

Spatial Phase in Images

In our work on modeling spatial phase in images we

• Identified dependencies between local phase variables in response to natural images,

• Developed a model of general pairwise phase coupling in which there are terms in the
sum and the difference of phase pairs,

• Derived an estimation technique for the general pairwise phase coupling,

• Showed that pairwise phase statistics do not capture long range edge structure in
natural images,

• Developed a Markov random field model of local phase variables in a complex pyramid,

• Developed a latent variable model that learns non-stationary phase dependencies, and

• Demonstrated that the latent variable model produces long range phase alignments in
images.

These results provide clues about the structure of natural images and provide a concrete
approach to modeling the statistical dependencies among local phase measurements. Insights
from a variety of fields points to local phase as an interesting variable in natural images and
biological vision. However, to date there have been no approaches that develop probabilistic
models of local-phase variables in images. This direction has proven fruitful as it already
suggests that pairwise phase dependencies do not capture the structure of long-range phase
alignments that are a hallmark of edges. Furthermore, we have shown that non-stationary
phase distributions do capture long-range phase alignments. There are a number of aspects
of edge structure in images that are not addressed by these findings, such as the relationship
between amplitude and phase, and what structure these models will learn on natural images.
This work provides a basis for the further investigation of these questions. It is our hope that
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these models may be extended to produce better computer vision algorithms for segmentation
and novel models of visually responsive neurons.
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Appendix A

Learning Higher-order Amplitude
Structure

In this Appendix we formulate a model that learns the dependency structure among the
amplitude components in the complex basis function model presented in Chapter 2. In
Chapter 2 we decomposed natural movies into a representation of amplitude components
and phase components and we modeled the higher-order structure in the time-rate of change
of the phases. The prior on the amplitude components was kurtotic and independent. By
sharing a common amplitude between two linear basis functions we captured a dependency
between these two subspaces, but we assumed independence between the subspaces. A num-
ber of researchers have pointed out the dependencies among groups of nearby linear filters.
Various authors have pointed out dependency structure in the variance of nearby filters [Si-
moncelli, 1997; Schwartz and Simoncelli, 2001; Lyu and Simoncelli, 2009b] or similarly in the
circular joint distributions of neighboring filters [Wegmann and Zetzsche, 1990]. Extensions
of ICA also model dependencies among cliques of filters, as in topographic ICA [Hyvärinen
et al., 2001], or among large groups of filters, as in subspace-ICA [Hyvarinen and Hoyer,
2000].

Here we take an approach that is similar to Karklin and Lewicki’s density component
model [Karklin and Lewicki, 2005]. The density components model is a generalization of
ICA in which the dependencies among the magnitudes of the first-layer filter coefficients
are captured by the density components. The density components produce a combinatorial
code of the deviation from the independent marginal density distributions. When trained
on natural images the components learn a variety of common amplitude variation among
the first-layer coefficients, such as contrast variations between two areas of space for all
orientations and scales, between two orientations over the entire spatial domain, and between
low and high spatial scales for all spatial positions and orientations.

We construct a second-layer sparse coding model that instantiates a prior on the loga-
rithm of the amplitude coefficients. We train the model on natural images and learn a basis

81



Chapter A. Learning Higher-order Amplitude Structure

set of second layer components that learn dependencies among the amplitude coefficients.
The learned dependencies resemble those of density components, but also include an novel
class: continuous edge components.

A.1 Modeling Amplitude Components

We specify a two-layer generative model with the first-layer similar to the complex basis
function model from Chapter 2. The first layer generative model is given as,

I(x) =
∑
i

ai
[
cosφiA

R
i (x) + sinφiA

I
i (x)
]

+ n(x), (A.1)

where each pair of basis functions, ARi (x) and AIi (x), forms a 2-dimensional subspace and
is controlled by a common amplitude ai and phase φi that determine the position within
each subspace. The term n(x) corresponds to Gaussian noise with variance σ2

n that is small
compared to the image variance. Notice that we have removed any dependence on time.
Specifying an independent prior on the amplitude variable results in the following corre-
sponding cost function,

E1 =
∑
x

1

σ2
N

[
I(x)−

∑
i

<{z∗i Ai(x)}
]2

+
∑
i

Sp(ai). (A.2)

The prior on each amplitude coefficient is expressed as

P (ai) ∝ e−Spa(ai). (A.3)

Previously we used a sparse, independent prior on the amplitudes by setting, Sp(ai) = ai.
Instead, we seek to model the dependencies among the amplitude coefficients with a sparse
basis function model. Here we model the logarithm of the amplitudes. We choose the
logarithm because this function maps the non-negative amplitude component to a scalar
value. Note that the density component model also uses a linear generative model of the
logarithm of the prior’s scale factor [Karklin and Lewicki, 2005]. The sparse cost function on
the amplitudes, Spa(ai), is now dependent on the second layer variables, v. The generative
model of the log amplitudes is given by,

Spa(ai, v) = 1

σ2
a

[
log ai −

∑
j

Bijvj

]2

, (A.4)

where each Bj is an amplitude component basis function (in the space of the log amplitudes)
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that is modulated by its respective scalar coefficient vj. The term σa corresponds to the
variance on the generative model in the log amplitude domain, which is small compared to
the variation in the log amplitudes. We seek a small number of causes for the amplitude
structure and place a sparse prior on the amplitude components:

P (vj) ∝ e−λvSpv(vj). (A.5)

For these simulations we use Spv(vj) = |vj|, corresponding to a laplacian prior.
The resulting cost function for the coupled first and second layers is given by,

E =
∑
x

1

σ2
N

[
I(x)−

∑
i

<{z∗i Ai(x)}
]2

+
∑
i

Sp(ai, v) + λv
∑
j

Spv(vj). (A.6)

A.1.1 Learning

We seek to adapt the second-layer basis functions, Bj, to the statistics of natural images.
Ideally, we should adapt both the first-layer basis functions and the second-layer functions to
reach a global optimum, but here we make an approximation and consider the first-layer and
second-layer independently. Given this assumption we can use the first-layer basis functions
learned previously on natural image sequences (see Figure 2.2) and infer MAP estimates
of the amplitude coefficients from image sequences. The second-layer then reduces to a
standard sparse coding model on the log amplitude data. We then used a locally competitive
algorithm [Rozell et al., 2008] to infer the MAP estimates of the vj components with a soft-
thresholding function. Given estimates of vj we descend the cost function (Eqn. A.6) with
respect to the basis function parameters, Bij. Here we report amplitude component functions
that are learned on the amplitudes inferred using the same 400 complex basis function set
learned on 20x20 image patches that is described in Chapter 2. We learned a set of 100
amplitude components.

A.2 Results

The learned amplitude components provide an efficient code of the amplitude variations
in natural images. Because the amplitude component basis functions are in the space of
the first-layer basis functions, we depict the learned weights in a manor analogous to the
spatial-domain and spatial-frequency plots of the transformation components (see for ex-
ample Figure 2.5). We represent each first-layer basis function by its spatial position and
position in spatial-frequency space by a dot (see Figure 2.3 for the first-layer depiction) and
we color each dot by the corresponding weight in the amplitude component basis function,
Bij, with shades of red for positive values, shades of blue for negative values, and grey for
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zero. In Figures A.1 and A.2 we show all 100 learned second-layer basis functions (50 in
each figure).

Figure A.1: Learned Amplitude Components: First 50 out of 100 amplitude components. See
text for a description of these patterns.

84



Chapter A. Learning Higher-order Amplitude Structure

The population of learned amplitude components shows interesting structure. A number
of patterns are learned and we group the different basis functions into four major classes.
The first class represents contrast variations between two areas of space. Because the weights
of the basis functions vary the estimate of the logarithm of the amplitude coefficients, large
weights will either turn the corresponding amplitude coefficient to values close to zero, or
to very large values depending on the sign of the amplitude component vj. Examples of
these functions that vary the contrast between two areas of space are in Figure A.1 (row-1
column-7), (row-2 column-1), (row-4 column-1), and in Figure A.2 (row-1 column-9), (row-3
column-4). These functions are selective for space, but are largely independent of orientation
and spatial frequency. This is a type of invariant, the functions are invariant to orientation
structure or spatial frequency structure and selective for spatial contrast.

The second class of functions varies the amplitudes between two orientations but is
independent of spatial position or spatial frequency. Examples of these functions are, in
Figure A.1 (row-1 column-4) and in Figure A.2 (row-1 column-10), (row-2 column-6). The
third class varies the amplitudes between low and high spatial frequency scales, but is in-
variant to spatial position or orientation. Examples include, in Figure A.1 (row-2 column-8),
(row-3 column-3). There are however functions that appear to span these categories. For
example in Figure A.2 (row-1 column-1) shows modulation across spatial position and across
spatial frequency. This function modulates low spatial frequency content in the right spatial
region and high spatial frequency content in the left portion of the image. Another example
is in Figure A.2 (row-1 column-4). This function modulates both orientation and spatial
frequency, but is relatively unordered in the spatial domain.

The fourth class of amplitude components appears to represent elongated edge structure.
Examples of these functions include, in Figure A.1 (row-2 column 4), (row-3 column-5), (row-
4 column-6) and in Figure A.2 (row-1 column-2), (row-2 column-1) (row-5 column-1). The
selectivity for elongated edge structure can be seen in the spatial arrangement and spatial-
frequency arrangement of first-layer basis functions that receive high magnitude weights. In
the spatial domain, the first-layer functions with high magnitude weights are ordered in a
line at a specific orientation and spatial position. The frequency representation for the same
amplitude component basis function shows ordering in the direction orthogonal to that in
the spatial domain; these functions correspond to filters that are aligned with the orientation
of the elongated structure in the spatial domain.

A.3 Discussion

It is imporant to point out that much of the higher-order structure learned by the amplitude
components is similar to that learned by other models of amplitude or variance modulation of
image filters. In particular, because of its similar mathematical form, Karklin and Lewicki’s
density component model of shows similar learned structure [Karklin and Lewicki, 2005].
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Figure A.2: Learned Amplitude Components: Second 50 out of 100 amplitude components. See
text for a description of these patterns.

This is not surprising as the structure is dictated by natural images. However, importantly
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there is a novel class of second-layer functions that emerges in our model that is not seen in the
published work on the density components model (see [Karklin and Lewicki, 2003b; Karklin
and Lewicki, 2003a; Karklin and Lewicki, 2005]). This class of functions represents elongated
edge structure in the image domain. It has not been shown if more recent models, similar
to the density components model, do in fact capture this elongated edge structure [Karklin
and Lewicki, 2008].

The ability to learn elongated structure is likely due to two factors. First, it is likely that
the structure we learn is aided by the translation invariance that is captured by the amplitude
of the first-layer complex basis functions. Contrast this with the density components model
of a similar second-layer function: the first-layer basis functions that are in quadrature
(or close to quadrature) will incur a large penalty in the MAP estimate when one of the
components in the pair is close to zero. However, in our model the system will not be
penalized in this situation. This may make it easier to learn continuous edge structure,
as exhibited by many of the learned components. Second, there is an important difference
between these two models in how the first and second layers are coupled. The prior placed on
the first-layer coefficients given the second-layer coefficients is quite different in each model.
In the density components model, conditioned on the second-layer coefficients, the prior is
an independent laplacian distribution. In the amplitude components model, conditioned of
the second-layer coefficients, the prior on the amplitudes is a Gaussian distribution with
small variance centered on the second-layer estimate. Each prior may have advantages, but
the prior in our amplitude components model is much more restrictive in the likely choices
of the amplitudes given the second-layer activities.

A possible drawback of our model is that by modeling the log of the amplitude coefficients
we no longer set any amplitude identically to zero (only to very small values). This may
be disadvantageous in various coding schemes that rely on values equal to zero. Finally,
it is important to point out the aspects of image structure that are not modeled by the
amplitude components. Conditioned on the second-layer the phases in the first layer are
still left unmodeled, or are specified by a uniform prior distribution. The lack of modeled
structure is likely to be evident in the elongated edge components: because the phases are
not specified, generating from this prior will not result in sharp edge structure. This of course
suggests a direction for future research: we should combine the amplitude components model
presented in this Appendix with the spatial phase models from Chapter 4.
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Singularities in Holomorphic Scale-space

In this Appendix we examine a sparse signal representation based on singularities in poisson
scale-space. We first present a number of desirable representational properties. We then
present a brief overview of the mathematical concepts and their relation to desirable repre-
sentations. We then present our signal decomposition algorithm, which represents signals by
their zeros in holomorphic scale-space, and apply this technique to the reconstruction of 1D
signals on a bounded interval. As this work is preliminary, we provide a discussion of some
remaining questions and interesting future directions.

B.1 Representational Properties

We seek representations that are multiscale, as many natural signals have unique or invariant
structure at multiple scales. As outlined in Chapter 1, we seek representations that explicitly
capture invariant and variant aspects of the natural world. Finally, we seek representations
that are sparse and describe signals in an efficient manor. While not a strict or unique map-
ping, the following links between our representational goals and the mathematical properties
may assist the reader:

• Multiscale representation: → Scale-space theory

• Invariant-variant representation: → Amplitude-phase decomposition of the analytic
signal

• Sparse representation: → Weierstrass factorization in terms of zeros

B.2 Mathematical Background

We now present a series of mathematical theories that form the basis for holomorphic scale-
space. In the following, we will consider a one-dimensional signal f : R → R. From
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this signal, we will construct a complex signal representation by a holomorphic function
h : C+ → C which on the real axis is identical to the original signal: Re{h}(x) = f(x) for
x ∈ R. We show that h is a scale-space representation and therefore call it the holomorphic
scale-space. Finally, we use the Weierstrass factorization theorem to represent the signal f
in terms of the zeros of its holomorphic scale-space.

B.2.1 The analytic signal and the Hilbert transform

We begin by extending a real-valued signal, f : R→ R, so that informative structure becomes
explicit. Local amplitude-phase transforms provide explicit information that is relevant
for determining where structure is present, contained in the amplitude, and what type of
structure is present, contained in the phase. Local amplitude-phase measures have been
used successfully in a variety of tasks. The amplitude has been used to indicate important
information in sound (as in the spectrogram) and provides a representation that is invariant
under local translations (see Chapter 2). As we outlined extensively in Chapter 1, Phase is
a useful measure of the informative structure within signals.

A method for producing a local amplitude-phase signal is the analytic signal represen-
tation. The analytic signal fA is closely related but not identical to a complex analytic
function which we will always call holomorphic from now on in order to avoid confusion. We
will clarify the precise relationship between analytic signals and holomorphic functions in
the next section. Any real-valued signal f : R → R can be extended to a complex-valued
signal fA : R→ C, called the analytic signal. The analytic signal is computed by adding the
Hilbert transform fH as the imaginary component of the original function:

fA = f + ifH. (B.1)

The Hilbert transform is defined by the following singular integral (in the Cauchy principal
value sense):

fH(x) :=
1

π

∫
R

f(x)

x− x′dx
′ .

In the Fourier domain, the Hilbert transform is given by

F{f}H(ω) = −i sign(ω)F{f}(ω) ,

which together with (B.1) shows that computing the analytic signal corresponds to setting
all negative frequencies to zero. The analytic signal fA can now be written as fA = a(x)eiφ(x)

and we can access the amplitude a and phase φ by taking the natural logarithm of fA:

log fA(x) = log a(x) + iφ(x).

Through the analytic transform we have effectively ‘split-identity’: we have taken the

89



Chapter B. Singularities in Holomorphic Scale-space

unitary signal, f , and decomposed it into an orthogonal representation in amplitude and
phase [Granlund and Knutsson, 1995; Felsberg and Sommer, 2001]. The analytic transform
is a unique extension of the signal to an overcomplete representation.

B.2.2 Holomorphic functions and analytic continuation

The relationship of the analytic signal to holomorphic functions provides a further means
to uniquely extend the function. In this section we provide a brief overview of analytic
continuation, the necessary relationship between an analytic signal and its corresponding
holomorphic function. As we will show in section B.2.3, analytic continuation has an impor-
tant relationship to scale-space representations and will allow us to represent scale dependent
information explicitly.

We define a complex-valued function f : U → C, where U is an open neighborhood in x, y
that includes the point z0 = (x0, y0). This function is complex differentiable or holomorphic
at the point z0 if the limit

f ′(z0) := lim
z→z0

f(z)− f(z0)

z − z0

exists. By expressing the function as f(x + iy) = u(x + iy) + iv(x + iy), it can be shown
that the function is holomorphic if the partial derivatives of u and v with respect to x and
y exist and obey the Cauchy-Riemann equations:

∂u

∂x
=
∂v

∂y
and

∂u

∂y
= −∂v

∂x
. (B.2)

Complex differentiability is much more restrictive than real differentiability. For example a
holomorphic function is automatically infinitely often differentiable (C∞) and equal to its
Taylor series (analytic).

We can take advantage of the restrictive nature of holomorphic functions to extend the
domain of definition of a complex function. For example, a holomorphic function g : V → C
defined on an open set V ⊂ C is called the analytic continuation of a function f : U → C
defined on a subset U ⊂ V ⊂ C if f(z) = g(z) for z ∈ U . The analytic continuation g of f
is unique if it exists and is denoted by g = fC. In this way, we can use analytic continuation
to extend a function f : R→ C, such as the analytic function fA : R→ C, to a function fC
defined on a subset of the complex plane.

Another consequence of equation (B.2) is that u and v obey the two-dimensional Laplace
equation

∆u :=
∂2u

∂x2
+
∂2u

∂y2
= 0

and therefore are harmonic functions. In fact, the reverse is also true: harmonic functions
u(z) are exactly the functions that appear as the real part of holomorphic functions h(z) =
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u(z) + iv(z). The imaginary part v(z) is called the harmonic conjugate of u(z).
Therefore, the analytic continuation of fA : R → C to the complete complex upper half

plane C+ is equivalent to finding a harmonic extension u : R × R+ → R with boundary
condition u(x, 0) = f(x).

B.2.3 Scale-space representation

Scale-space theory is an attempt to decompose signals into explicit represents of structure
at different scales. In this section we illustrate the basic ideas of scale-space theory and
illustrate a specific selection of scale-space, the Poisson scale-space, that provides a link to
holomorphic functions and the analytic signal.

Scale-space theory is based on convolutions with low-pass filters which successively elim-
inate structure at courser scales[Lindeberg, 1994]. More precisely, the Gaussian scale-space
u(x, s) is defined as the original signal for s = 0, u(x, 0) = f(x) and for s > 0 it is defined as
the convolution of the signal f(x) with a Gaussian kernel gs with standard deviation σ =

√
s:

u(x, s) =
1√
2πs

∫
R
f(x′)e

−(x−x′)2
2s dx′ .

Alternatively, it can be defined by the continuity equation

∂u

∂s
=

1

2

∂2u

∂x2

which is the heat equation describing heat diffusion with initial condition u(x, 0) = f(x).
The Gaussian kernel gs is often referred to as the only choice of kernel that satisfies a

desirable set of scale-space properties. These properties are called scale-space axioms and
include linearity (in f), continuity (in s), translation-invariance and isotropy (with respect
to x), scale invariance, semi-group property (gs1 ∗ gs2 = gs1+s2), and importantly causality,
which states that no spurious detail (detail that wasn’t present in the original signal) should
be introduced as scale s increases.

However, as first pointed out by Pauwels et al. [Pauwels et al., 1995] and subsequently
elaborated by [Felsberg and Sommer, 2001; Felsberg et al., 2003; Felsberg et al., 2005; Duits
et al., 2004], the Gaussian scale space is not the only solution to a reasonable set of scale-
space axioms. In fact, Duits et al. [Duits et al., 2004] prove that all scale-space axioms are
satisfied by any member of a family of so-called α scale-spaces with 0 < α ≤ 1 defined by
the partial differential equation ∂u

∂s
= −(−∆)αu. All of these α scale-spaces can be expressed

in the Fourier domain, where F (ω) = F{f(x)} and U(ω, s) = F{u(x, s)}, as

U(ω, s) = e−s|w|
2α

F (ω). (B.3)
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The choice α = 1 corresponds to the Gaussian scale-space. An alternative choice of α = 1
2

corresponds to the Poisson scale-space that was first utilized by Felsberg and Sommer [Fels-
berg and Sommer, 2001; Felsberg and Sommer, 2004]. The Poisson scale-space satisfies the
continuity equation

∂u

∂s
= − ∂

∂x
uH (B.4)

and applying equation(B.4) shows that u(x, s) satisfies the two-dimensional Laplace equation

∆u(x, s) :=
∂2u

∂x2
+
∂2u

∂t2
= 0 .

Therefore the poisson scale-space forms a harmonic function u : R×R+ → R. In Figure B.1
we show the poisson scale-space for an example signal. It is interesting to note that the
Poisson scale-space solves the Dirichlet problem, known in physics as the problem of finding
the electrostatic potential corresponding to a charge distribution on the boundary.

Figure B.1: Filtering with Poisson kernel: a) signal traces for each scale, b) original signal
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B.2.4 Holomorphic scale-space

We can now demonstrate the link between holomorphic functions and scale-space theory.
We have seen in the previous section that the Poisson scale-space gives rise to a harmonic
function u : R × R+ → R, which is not true for the gaussian scale-space. Recall that
every harmonic function of two variables u(x, y) has a harmonic conjugate v(x, y) such that
the Cauchy Riemann equations (B.2) are satisfied. We can extend u(x, y) by its harmonic
conjugate by defining a complex-valued function uA : R × R+ → C where uA = u + iv.
The notation uA is justified since each line uA(x, y0) of constant y0 is the analytic signal of
u(x, y0).

We can now identify the two-dimensional real half-plane R×R+ with the complex half-
plane C+ by z = x + iy and obtain a holomorphic map h : C+ → C which we call the
Holomorphic scale-space. Alternatively, the Holomorphic scale-space can be defined as the
unique analytic continuation of the analytic signal fA to the complex half-plane C+ (see
Figure B.2).

f : R→ R

S

��

A // fA : R→ C

S

��

C

((
h : C+ → C

u : R× R+ → R A // uA : R× R+ → C

z=x+iy

66

Figure B.2: Holomorphic scale-space relationships. The holomorphic scale-space h, can be
achieved through a number of paths. f denotes the original signal, and fA the analytic signal.
A indicates the analytic transform, S the scale-space transform, C analytic continuation, and
z = x+ iy the identification of the two-dimensional real half-plane with the complex half-plane.

In Figure B.3 we display the holomorphic scale-space for the same example signal as
shown in Figure B.2. As the holomorphic scale-space representation of a signal is a complex
valued function on the complex plane, we can graphically display the real (panel a) and
imaginary (panel b) parts, or the phase (panel c) and amplitude (panel d). We discuss the
holomorphic scale-space transform of this signal in more detail in Section B.3.

B.2.5 Product decompositions

Holomorphic functions, and therefore the Holomorphic Scale-Space, have a number of in-
teresting properties that we can take advantage of for representational purposes. Here we
will focus on product decompositions in which a highly structured signal is formed from the
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Figure B.3: Holomorphic scale-space

multiplication of relatively simple, low-parameter functions. Under specific restrictions on
the signal, these simpler functions provide a complete description of the function.

We can illustrate this point, that some signals can be represented by discrete and sparse
features, with the well known example of polynomials and their roots. Stated formally, a
polynomial f(x) =

∑n
i=0 cix

i of degree n can be represented by n+1 coefficients ci, i = 0 . . . n
or (up to a constant factor c0) by its roots xi. This allows us to represent a highly structured
signal with a relatively small number of discrete features (the roots).

The restrictive properties of holomorphic functions allow us to represent a class of func-
tions by a discrete set of features that form a product decomposition or factorization. The
Weierstrass factorization theorem states that a holomorphic function f with zeros at z = ak
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can be decomposed into a product:

f(z) = eg(z)
∞∏
k=1

(
1− z

ak

)
.

A bounded analytic function f : D → C on the unit disc D = {z ∈ C| |z| = 1} can be
decomposed into a product f(z) = G(z)B(z), were B(z) is a so-called Blaschke product

B(z) :=
∞∏
n=1

|an|
an

(
an − z
1− ānz

)
(B.5)

and G(z) is a non-vanishing holomorphic function

G(z) = exp

[
iφ+

1

2π

∫ 2π

0

eiθ + z

eiθ − z g(eiθ)dθ

]
For a detailed presentation of the of Weierstrass factorization theorem and the Blaschke
product see [Krantz, 2004].

B.3 Application to 1D Signal Representation

We will now apply the decomposition introduced in the previous section to a real signal
defined on a bounded interval. First, we will compute the holomorphic scale-space using the
discrete Fourier transform. We will then detect all zeros in the upper complex half plane
C+. Finally, we will reconstruct the signal using a Blaschke product decomposition.

B.3.1 The holomorphic scale-space on 1D intervals

The holomorphic scale-space can be efficiently computed in the Fourier domain. We can
compute u(x, s) at each scale with the Poisson kernel in the Fourier domain given in equation
(B.3). The analytic extension uA can also be easily computed in the Fourier domain using
the analytic kernel and then taking the inverse Fourier transform. Because these transforms
are linear, we can construct a single kernel PAS(ω, s) that computes uA at each scale s:

PAS(ω, s) = e−s|w| for w > 0, (B.6)

where PAS(ω, s) = 0 for w ≤ 0. We then take the inverse Fourier transform to produce
uA(x, s) at each scale s. Finally, by identifying the real half-plane with the complex half-
plane we obtain the holomorphic function h(z).

In the previous sections we have assumed that the signal is defined on the whole real axis
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R. However, in practice we only have access to signals on finitely many sample points xn,
n = 1, . . . , N within a finite interval. We assume sample points to be xn = 2πn/N ∈ [0, 2π]
with periodic boundary conditions f(0) = f(2π) which allows us to use the discrete Fourier
transform. We also assume that the signal is sufficiently smooth across the boundary in
order to avoid edge artifacts which can always be achieved by multiplying the signal with a
window function.

B.3.2 Detecting zeros in holomorphic scale-space

We now want to find the zeros zk of h(z). Since the amplitude is a positive function a(x) > 0,
the points are local minima of the amplitude. We have found that the zk can be best detected
as singular points after taking the logarithm

log h(z) = log a(z) + iφ(z).

Technically, log h(z) is only defined on C+\{zi} but since we are working with sampled data
this is not a problem. As an approximation we find distinct minima as the sample points
closest to the singularities zi.

In order to find the local minima zi we proceeded in two steps: First we determine local
minima z̃i along the x direction and in a second step, we compare the values of h(z) at z̃i to
the two neighbors at the same scale and only keep the minimum zi if h(zi) is smaller than
both neighbors.

B.3.3 Signal reconstruction

For the reconstruction of our signal, we use the Blaschke-product(B.5) defined on the unit
disk D. Therefore we map the unit disk to the domain of definition of our function h, the
strip S := {x + iy ∈ C| 0 ≤ x < 2π, 0 ≤ y < ∞}. The reconstruction is found by assuming
G(z) = 1 and evaluating the Blaschke-product(B.5), B(z) on the real axis.

We next illustrate the signal-decomposition, detection of singularities, and the signal
reconstruction using a simple frequency-modulated signal with center frequency ω0 given by:

f(t) = cos(ω0 t+ 2 cos(ω t)). (B.7)

In Figure B.1 we depict the original signal from equation(B.7) and the real valued scale-
space representation. Note the transition between modulation frequencies at a scale of about
−3.5. In Figure B.3 we display the holomorphic scale-space representation of the signal. Note
again the transition between structure at different scales. This transition is most prominent
in the phase representation where, as a function of time, the phase changes its periodicity
at scales of about −2 and about 0.
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The singularities in the holomorphic scale-space are easily identified in the amplitude
and phase representations. In the amplitude plot, Figure B.3d, the extreme depressions in
the colormap (towards dark blue) are evidence of singularities. In the phase representation
spiral, or pinwheel, patters are evidence of singularities. Note also that there is a singularity
at the center of the unit disc, as can be seen as s→∞.

In Figure B.4 we indicate the locations of the detected singularities in the time-scale
plane. The signal is reconstructed using only the location of these singularities through
equation(B.5).

Figure B.4: Signal reconstruction from detected singularities in holomorphic scale-space. In
panel a) we show the amplitude of the holomorphic scale-space and the location of the detected
singularities by black dots. In panel b) we show the original signal as a black line and the
reconstructed signal as a dashed red line. The reconstruction is determined by the location of
the detected singularities in holomorphic scale-space.

B.4 Discussion

In this Appendix we have enumerated some desirable representational properties and pro-
vided the mathematical formalism that leads to the holomorphic scale-space. We also de-
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Chapter B. Singularities in Holomorphic Scale-space

scribed a signal representation technique that can reconstruct a certain class of signals from
their singularities in holomorphic scale-space. The relationships between the analytic sig-
nal, scale-space transforms, and holomorphic functions have been explored by various au-
thors [Pauwels et al., 1995; Duits et al., 2004; Felsberg et al., 2005]. Here we have focused
on the representation of signals by their singularities in holomorphic scale-space. This di-
rection is similar to a number of techniques. Most notably, representing signals by their
zeros is related to Logan’s theorem [Logan, 1977], which states that band-limited signals
are determined by their zero-crossings. Yuille and Poggio extended this idea by showing
that almost all signals are determined by their scale-space zero crossings [Poggio and Yuille,
1985]. Jepson and Fleet have discussed the detection of scale-space singularities, but only as
a means of avoiding unreliable phase estimates near singularities [Jepson and Fleet, 1991].

This approach can be juxtaposed with additive decompositions, for example the sparse
coding formulation in Chapter 2. Some signals are more efficiently represented as products,
instead of sums. The signal in equation(B.7) was chosen to demonstrate this point: it allows
a compact representation in a product decomposition (as we demonstrated), but a standard
additive decomposition results in an infinite series of sidebands (see for example [Gardner
and Magnasco, 2005]). Such product decompositions are similar to the factorized models
that we have used throughout this thesis where typically signals are decomposed as additive
sums of multiplicative variables. We feel that efficient product decompositions present a
compelling area for future research.

An important open ended question for the effective use of representations that use sin-
gularities in holomorphic scale-space is the functional form of G(z). Here we assumed that
G(z) = 1, which is not a realistic assumption for most natural signals. It may be possible to
place constraints on the form that G(z) can take and to represent this function efficiently.
Finally, we would like to point out a peculiarity of representing signals by their singularities.
Most signal processing techniques focus on representations that indicate where the power in
the signal is high. Here, instead, by representing signals by their holomorphic scale-space
singularities we effectively represent the signal by where it has no power. Such an approach
may actually produce more efficient representations for certain classes of natural signals.
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