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Abstract 

This paper traces the history of a class of AI systems known as “intelligent tutoring systems” 

(ITSes). An ITS is structured like a tutor: a student engages with the system on some educational 

task (such as creating a geometry proof) and the system can calculate the student’s learning and 

provide interventions that help the student develop a certain skill. The paper shows that ITS 

researchers have been able to navigate the twists and turns in AI patronage as the field fell into 

its booms and busts. They did so by carefully crafting new identities—most notably as “learning 

scientists”—while also holding on to their AI credentials. To successfully commercialize ITSes 

for adoption in schools, they had to reconceive the systems themselves: from stand-alone aids for 

students to learning aids for both teachers and students. 

Keywords 
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Introduction 

In 2016, the computer scientist and learning researcher Ryan Baker [7] took to the pages of the 

International Journal of Artificial Intelligence in Education to articulate what he considered an 

interesting contradiction in the theory and practice of intelligent tutoring systems (ITSes), a 

technology on which he had worked on for most of his professional life. ITSes are a class of 

software systems which can function like a tutor to students, guiding them through practice 

problems on a topic, and giving them hints based on the system’s measurement of the student’s 

learning.  In the piece, titled “Stupid Tutoring Systems, Intelligent Humans,” Baker reflected on 

how ITS research emphasized “rich [computational] models of students” and “complex learning 

interactions [between the tutor and the student]” but the ITSes that had been deployed at scale in 

actual educational settings tended to be “much simpler,” drawing on simpler student models and 

engaging in much simpler learning interactions (such as using “simple heuristics to assess 

https://doi.org/10.1109/MAHC.2022.3143816
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student mastery, [e.g.,] whether the student gets three right in a row”). “The most widely used 

[ITSes],” he concluded, “are in some ways the furthest from the initial vision of researchers.”  

This paper, an opening exploration into the world of ITSes, aims to explain this discrepancy. 

ITSes began as systems that came squarely out of the world of AI research in the 1960s and 70s. 

As AI research went through its second bust in the late 1980s with the fall of expert systems 

[14], ITS researchers were able to stay afloat by building bridges with the newly emergent field 

of the “learning sciences.” To do so, they reconceptualized the form and function of their tutors, 

reconceiving them from autonomous programs that interacted with students to teaching aids for 

instructors, a change that went to the heart of what an ITS was supposed to be. As a result, their 

systems became simpler from what they had initially imagined them to be but also more widely 

adopted in school settings and more amenable to commercialization.   

The rest of this paper is divided into three sections. The first section “From Computer-Assisted 

Learning to Intelligent Tutoring Systems” describes the beginnings of ITSes in the heuristic 

search and expert systems paradigms of AI research of the 1960s and 70s. The next section 

“ITSes between AI and the Learning Sciences” describes rocky relationship between ITS 

researchers and the newly emerging field of the learning sciences in the 1980s in the wake of the 

second AI winter. The final section “Commercializing Cognitive Tutor” tells the story of a very 

specific ITS, CMU’s Cognitive Tutor, and how its makers adapted the system to work in 

American high schools over the 1980s and 90s and ultimately spun off their product into a for-

profit company.  

From Computer-Assisted Instruction (CAI) to Intelligent Tutoring Systems (ITSes) 

This section describes the context of early ITS research, situating it in the two AI booms of 

heuristic search and expert systems, as well as within the broader tradition of educational 

progressivism.  

In the United States, the drive to use technologies for teaching and learning was an ongoing 

preoccupation ever since the beginning of mass education in the early 20th century. The 

construction of these technologies was guided by emerging theories about how students learnt; in 

turn, these technologies shaped the theories as well.  

As the historian David Labaree [21] has argued, two new schools of educational thought 

emerged in the early 20th century in response to the rise of mass education: administrative and 

pedagogical progressivism. These schools differed in their approaches to instruction and 

educational research. Administrative progressives sought to bring efficiency and expertise into 

American schools, primarily by testing and sorting students into different academic tracks. In 

doing so, they drew on psychological theories of behaviorism pioneered by psychologists like 

Edward Thorndike which held that learning was a matter of students responding to stimuli (i.e., 

instruction by teachers) and that education was best studied using measurements in laboratories 

by experts alone [22]. In this formulation, experimental psychologists were to understand how 



3 

 

learning works, what the best teaching practices were, and then disseminate these practices to 

teachers who would carry them out. Behaviorist theories of learning aligned well with the 

administrative progressives’ appetite for bringing expertise into American schools and their 

attempt to discipline the largely female teaching workforce.  

The second school of thought, pedagogical progressivism, also arose around the same time and 

can be traced to the work of the pragmatist philosopher and psychologist John Dewey [22]. 

Unlike the behaviorists and the administrative progressives, pedagogical progressives did not 

believe that learning boiled down to a process of stimuli and responses, instead, they argued that 

students actively constructed knowledge as they learned, and that therefore, the process of 

schooling must adapt to the natural rhythm of the student. They also held that educational 

research was not something that could be done in a laboratory but in schools themselves, with 

teachers and students being an active part of the research. The best teaching practices were to be 

discovered in an active process of experimentation in schools.  

Labaree [21] argues that the tenets of administrative progressivism found their way into the 

management of American schools while the pedagogical progressivism became the ideology of 

the newly developing schools of education (which both trained teachers and carried out 

educational research). Many of the conflicts in American education can be traced to the contrasts 

in these two visions of the educational system. 

The earliest “teaching machines”—which is to say, computing devices to be used for the broader 

process of instruction—seem to have emerged in the 1930s and 1940s and were guided by 

behaviorist assumptions about teaching and learning, especially the paradigm of “programmed 

instruction” [27, pp. 286-317] [36].1  The machine would be “programmed” to know the right 

answers and would respond appropriately to the option that the student chose, moving on to the 

next question if the student was correct, or staying on the same question if the student was 

wrong. Machines like these were far less likely to be used in classrooms than they would be to 

grade standardized tests, a key tool of the administrative progressive movement.  

The introduction of the digital computer led to a newer movement that came to be called 

“computer-assisted instruction” or CAI. Early CAI work was often little more than making the 

computer function like an extended, lightly interactive, version of a book. CAI systems were 

made possible by the onset of time-sharing and its deployment in educational institutions, not 

just in the military funded computer labs of research universities like MIT and Dartmouth, but 

also in systems serving high schools such as those in Minnesota [26]. The creators of these 

systems, such as PLATO in Illinois [13], envisioned students sitting at terminals interacting with 

a computer at a distance which would lead them through exercises that would help them learn. 

The CAI research program began with avowedly behaviorist principles, but it was also a 

pragmatic program where the system-builders let the context of their systems dictate their design 

 
1 See [18] for an unusual collaborative teaching machine from the 1960s, rooted in cybernetic ideas.  
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decisions, which means that they drew freely from both the administrative and pedagogical 

progressivist traditions [e.g., 17].  

The reframing of CAI systems as AI (Artificial Intelligence) began in the 1970s when Jaime 

Carbonell, a graduate student at MIT, built SCHOLAR, a time-sharing driven interactive system 

that engaged in natural-language dialogue with students on particular subjects (e.g., geography). 

In a paper published in the IEEE Transactions on Man-Machine Systems [9], Carbonell argued 

that conventional CAI systems depended on material “entered in advance by the teacher” which 

made them far less generalizable. In contrast, SCHOLAR would draw on an “information 

structure” to dynamically generate educational content and adapt to the student’s own behavior. 

Wenger, in his internalist history of ITSes, argues that SCHOLAR represented the first step in 

the transformation of “traditional CAI” into the new paradigm of ITS where the “purpose is not 

to provide a software-engineering framework within which experts can compose instructional 

interactions by representing their decisions in the form of programs” but “to capture the very 

knowledge that allows experts to compose an instructional interaction in the first place” [37, p. 

5].  

 

In this new ITS paradigm, as shown in Figure 1, systems had four components: “domain 

expertise, model of the student, communication strategies or pedagogical expertise, and interface 

with the student” [37, p14]. “Domain expertise,” also called “domain knowledge” was encoded 

Figure 1: The four components of an ITS as described in [37, p. 24]. 
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inside an “expert module.” The domain knowledge was not just declarative, i.e., “not just a 

description of the various concepts and skills that the student is to acquire,” but procedural, in 

that it could “perform in the domain”. The “student model” represented the current state of the 

student in terms of how far he was from becoming an expert. The system decided what material 

to present by comparing the current student state to the expert model. The “pedagogical 

expertise” module described the communication framework through which the system interacted 

with the student, often in the form of “hints.” The “interface” referred to how the “presentation 

[of the ITS became] more or less understandable” to the student.   

This architecture of the ITSes was situated very much in the tradition of “cognitivist” thinking 

that informed AI. The cognitivists, unlike the behaviorists, stressed the idea of “mental 

representation”: the mind was no longer a black box that responded to stimuli but instead 

possessed certain rule-like structures for manipulating sensory inputs, similar to computer 

programs [14]. This “cognitive revolution” swept through a host of disciplines like philosophy, 

psychology, anthropology, neuroscience, and linguistics while also creating new fields like 

cognitive science and AI.  

As the field of AI itself shifted from an emphasis on heuristic search to knowledge-heavy rule-

based “expert systems” in the 1970s [15], ITSes also shifted in that direction. Expert systems 

researchers engaged in a practice they called knowledge acquisition or knowledge engineering in 

which they would interview experts (or read their textbooks) about how they went about their 

expert tasks and then encode these findings into the knowledge base and inference rules of the 

expert system. The methods of building ITSes involved a similarly elaborate process through 

which ITS builders extracted a “database of rules” that captured a “student’s understanding of 

the domain,” “domain knowledge,” and “tutorial strategies” [32, pp. 9-10] by conducting 

interviews with students, teachers, and subject-matter experts, a methodology that practitioners 

acknowledged bore “striking similarities to the knowledge extraction-refinement cycle used 

within the expert system's paradigm.” The process involved multiple steps:   

1. Analyze protocols for students from the target population solving typical tasks 

and codify their difficulties/misunderstandings. (This may involve detailed 

“clinical” interviews with the students). 

2. Create databases for the ITS which includes a coding of the mal-rules observed in 

step 2.2 

3. Use the ITS with students and in particular note student errors which are not 

spotted by the system. 

4. Carry out detailed student interviews to determine the nature of these 

misunderstandings; encode these as additional mal-rules.  

 
2 “Mal-rules” refer to the student difficulties and misunderstandings. Also, the author means step 1, not step 2.  
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Steps 3 and 4 are repeated until the system captures the majority of the bugs which occur 

with the target population. 

As the quote demonstrates, the knowledge engineering process for ITSes was even more 

complicated than for conventional expert systems since it involved not just interviews with 

experts but also many interviews and sessions with novice learners, especially about their 

misunderstandings (or “bugs”). William Clancey, an ITS and expert systems researcher, who 

built the GUIDON ITS for teaching medical diagnostics based on his world famous MYCIN 

expert system, pointed out in a tutorial that an ITS “is more than an expert system, to say the 

very least. Yes, the tutor has expert problem-solving strategies, but it needs knowledge about 

explanation, how to model the student and tutoring or kibitzing strategies (an interruptive 

strategy for probing the student's understanding and presenting information)” [10].   

To sum up, the ITSes began as behaviorist teaching machines but soon became part of the fields 

of AI and the cognitive sciences. ITS researchers often likened these systems to expert systems 

and followed processes like knowledge engineering invented by expert systems researchers.  

ITSes between AI and the Learning Sciences 

Throughout the 1970s and early 1980s, ITS researchers worked on the fringes of AI research. 

The ITS researcher John Self wrote in his reflections that ITS work was “presented—if we were 

lucky—as ‘fringe activities’ within the large AI conferences and journals” [31, p. 5]. As the AI 

field experienced its second winter in the 1980s, this section describes the process through which 

the ITS researchers established themselves as a concrete research community by building a 

network of conferences and journals while negotiating their ties to the newly emerging field of 

the “learning sciences.”  

By the early 1980s, ITS research was starting to come together as its own field. Three hugely 

influential field-defining edited volumes [24] [25] [33] were published in the 1980s. ITS 

researchers also started to create their own conferences and meetings. The first conference on 

“Artificial Intelligence in Education” (abbreviated as AIED, though the main topic was ITSes) 

was organized at Exeter in 1983, with a slate of 20 papers, followed by another also in Exeter in 

1985, and a third in Pittsburgh in 1987. The Pittsburgh conference, according to one attendee, 

was really the breakthrough event that brought the AIED/ITS community together “that up until 

then didn’t really know it existed … the real beginning of AIED as a discipline” [31, p. 12].  

The fourth conference in Amsterdam in 1989 was the first one “with the full panoply expected of 

international conferences—committees, proceedings, social events, and the like. It attracted 

about 300 delegates” [31, p. 5]. It was here that the organizers decided that the AIED conference 

would meet every two years and would alternate with another ITS (Intelligent Tutoring Systems) 

conference. Since then, the AIED and ITS conferences have alternated every year continuing to 

this day. For most participants, there is no distinction between these two conferences other than 
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the name and the year they occur. The Journal of Artificial Intelligence in Education was also 

started in 1989.3  

The formal establishment of the ITS research community happened in parallel with the second 

AI winter in the late 1980s when the optimism about expert systems waned and AI funding once 

again declined [15]. This provoked new debates among AI researchers about the nature of 

cognition and about whether the dominant conception of intelligence as “planning” was valid. 

Several influential insurgents, including AI researchers like Terry Winograd, Rodney Brooks, 

and William Clancey, along with adjacent social scientists like Lucy Suchman and Jean Lave, 

published critiques of planning model in AI, arguing that plans were just one resource for 

cognition and intelligence.  

Inspired by this debate and the fall in funding, many cognitive scientists and some AI researchers 

interested in questions of education (including some from the ITS community) worried that their 

programs were too focused on solving “toy problems” rather than engaging with learning in real-

world contexts [20, pp. 34-35]. These researchers were influenced by a range of projects: 

Seymour Papert’s LOGO programming language for children, Alan Kay’s Dynabook, an early 

personal computer oriented towards children’s learning, and many other “general-purpose 

software programs in support of learning.” They took up the concept of “learning environment” 

as their central unit of analysis. This allowed them to put under their cognitive science 

microscope not just particular kinds of educational software, but also classrooms and 

workplaces. They started a new Journal of the Learning Sciences, whose first issue was 

published in 1991, as well as new research centers on the topic of learning environments, e.g., 

the AI researcher Roger Schank’s new Institute of the Learning Sciences at Northwestern 

University and the cognitive scientist John Seely Brown’s spin-off from Xerox PARC which 

came to be known as the Institute for Research on Learning (IRL).  

These cognitive scientists established a new research community they called the “learning 

sciences” with the constituent disciplines being “cognitive science, educational psychology, 

computer science, anthropology, sociology, information sciences, neurosciences, education, 

design studies, instructional design and other fields.” Their goal was to understand the “cognitive 

and social processes that result in the most effective learning” [28, p. xi] and then incorporate 

these into learning environments. These researchers chose to focus their efforts on what they 

called “learner-centered design” [28, pp. 119-134] which put them squarely in the pedagogical 

progressive camp. The formation of the “learning sciences” meant that educational experts 

shifted the focus of their inquiry from teaching to learning, where learning could happen 

anywhere; in schools, yes, but also workplaces and virtual communities (all of them now 

relabeled as “learning environments”).  

 
3 After a conflict with the original publisher, it was renamed International Journal of Artificial Intelligence in 

Education in 1996 [30].  
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A merging between the two communities—ITS and learning sciences—was contemplated in 

1991 when the ITS community was to meet for its fifth AIED conference. ITS researchers 

arrived in Evanston Illinois in 1991 to find that their AIED conference had been renamed the 

International Conference on Learning Sciences (ICLS). According to Janet Kolodner [20, p. 36], 

the first editor of the Journal of the Learning Sciences (JLS), the renaming of the conference was 

part of an effort to “broaden the field [of ITS and AIED…] to those who were beginning to 

define themselves as learning scientists.” This meant that the conference focused not just on 

“using artificial intelligence for educational applications and what AI could teach us about 

learning” (the traditional interest of ITS/AIED researchers) but “also on what cognitive scientists 

from education schools, educational psychology departments, computer science departments, and 

the like could teach us about learning and its promotion in general” (the interest of the emerging 

learning scientists).  

Most ITS researchers did not take too well to this “takeover” of their conference and chose to 

keep their future conferences separate from the new ICLS conference. The ITS researchers 

would continue to meet in their alternating AIED and ITS conferences while the learning 

scientists got their own set.  

The disagreement between the two communities, not surprisingly, played out along the similar 

script of administrative versus pedagogical progressives. But it also came from their differing 

views on the role that AI and knowledge representation techniques should play in the design of 

educational technologies. As the ITS researcher John Self put it:  

[The 1991 conference] proved to be a catalytic, even cathartic, event. Delegates arrived to 

find that they were attending The Fifth International Conference on the Learning 

Sciences (formerly the International Conference on Artificial Intelligence and Education). 

[…] The opening address by the director of the institute, Roger Schank, was entitled 

“Where is AI?”. The answer was “nowhere.” Instead, the conference focused on 

multimedia systems and learning environments, which had become the fashion. [31, p. 6]   

The ITS researchers believed that the learning scientists’ emphasis on “multimedia systems and 

learning environments” put questions of knowledge representation—which was crucial to their 

professional identities as AI researchers—on the backburner. This mattered even though the ITS 

researchers were themselves quite ambivalent about it meant to do “AI”: they frankly 

acknowledged that their work would not fit into an established AI conference but argued that it 

still “undeniably had an AI flavor” that was “hard to pin down.” In John Self’s striking terms:  

It was never possible to insist that the author of [an AIED/ITS] paper point to a piece of 

‘real AI’ within it. Indeed, if there was an element of AI it was rarely of a form that 

would be recognised as ‘real AI’ by mainstream AI researchers. This may be denied by 

some but the fact is that very few AIED researchers were able, or wished, to publish their 

work in the major AI journals and conferences. Not only did we not contribute much to 
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AI, but we didn’t really borrow much from it either, in my opinion. If you looked at the 

AI conference proceedings of the time, you’d find that almost all of it was apparently 

irrelevant to AIED. And yet AIED undeniably had an AI flavour. It was hard to pin 

down. [31, p. 9].  

The ITS researchers also argued that their focus on knowledge representation or AI, whatever 

that meant, did not preclude them from being learner-centered, as the learning scientists alleged. 

The ITS preoccupation with building sophisticated “student models” was very much about being 

learner-centered and it had emerged not in response to criticisms from the learning scientists, but 

in order to solve the “practical problems” of making ITSes work in actual settings [30, p. 354]. 

At the 1992 ITS conference, William Clancey exhorted ITS researchers to balance their goals 

between “developing new representational methods” (doing AI) and “design[ing] a system that 

people actually use” (building learning environments) [11, p. 22].  

To sum up, the ITS community solidified in the 1980s amid the second AI winter and chose to 

stay somewhat separate both from the mainstream AI and learning sciences communities, even 

as it responded to criticisms from within and without to become more learner-centered and build 

systems that worked in practical settings.  

Commercializing Cognitive Tutor 

This section tells the story of CMU’s ITS researchers, led by the cognitive psychologist John 

Anderson, and their successful product, Cognitive Tutor. It describes how these researchers had 

to reconceptualize their concept of the tutor for adoption in schools and eventual 

commercialization, and how, in the process, they balanced their professional identities as 

cognitive psychologists, AI researchers, ITS practitioners and learning scientists.  

John Anderson, as per his (presumably self-authored) biography in American Psychologist [38], 

obtained his undergraduate degree at the University of British Columbia and his PhD at Stanford 

where he worked with the psychologist Gordon Bawer and the expert systems pioneer Edward 

Feigenbaum. It was at Stanford that Anderson became interested in “what would become his 

lifelong dream—to develop a theory of human cognition sufficiently well specified that it could 

be simulated on a computer” (p. 214), a classic goal of the cognitivist tradition in AI and 

psychology. After graduating from Stanford in 1972, he worked at Yale and Michigan and came 

to CMU in 1978. In 1976, he proposed the ACT (Adaptive Control of Thought) theory, a 

framework to understand cognition in general, in the vein of AI pioneer Alan Newell's SOAR 

architecture. ACT was written as a series of production rules that link the different parts of 

higher-level cognition together. In his 1983 book The Architecture of Cognition [2], Anderson 

devised ACT* (pronounced ACT-star), an ACT theory for “learning and problem-solving.” The 

goal of Anderson’s ACT theories was to show how declarative and procedural knowledge 

combined to produce human cognition. Drawing on the cognitivist tradition, Anderson 

analogized the working of human minds (i.e., cognition) to the writing and execution of a 
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program. He argued that programs written in multiple programming languages can produce the 

same output for a given input; yet the quality of a program depends on how it is written, which 

determines how well it can be modified and adapted. Similarly, there was more to cognition than 

inputs and outputs (i.e., behavior): if minds were programs, then the process of learning was the 

one that changed their internal code; theories of cognition were thus best tested through a study 

of learning [37, p. 290].  

His dream of building a complete theory of cognition accomplished in ACT*, Anderson spent 

the next ten years, as he put it in his profile, “gather[ing] enough evidence to permanently break 

the theory and to develop a better one” [38, pp. 214-215]. He did this by embarking on a project 

to build ITSes that were explicitly modeled on ACT*. When Anderson read one of the first 

edited volumes on ITSes [33], it was apparent to him that ITSes were ideal sites for testing a 

theory of cognition like ACT* because “the tutoring methodology is predicated on the 

assumption that one understands a skill and its acquisition” and that anyone building ITSes was 

“explicitly or implicitly performing such tests of theories of cognition” [3, pp. 27-28]. The 

success of the ITS in teaching the student the requisite skill would determine whether the ACT 

theory of the mind was correct.  

With his graduate students and postdocs, Anderson started to work on two different tutors: a 

programming tutor that would help college students learn the LISP programming language, and a 

geometry tutor that would teach high-school students the art of theorem-proving (an algebra tutor 

was subsequently added).  

The LISP tutor was, in some sense, the most ideal environment to illustrate Anderson’s ideas. It 

was built for CMU students who were learning how to program. These CMU students (who, it 

must be remembered, were admitted through an exquisitely selective admissions process) 

interacted with these tutors in a lab at their own pace and were then tested to see how well they 

had learned programming. In a paper published in Science [5], the team found that students who 

used the intelligent tutor or a human tutor performed better than those who did not get any 

tutoring at all (and learned on their own); the effect was even better in a subsequent trial. By 

1990, the LISP tutor was being used to teach a “full-semester, self-paced course at [CMU 

covering] all the basic concepts in LISP” [3, p. 29].  

The story of the middle-school geometry tutor did not quite follow that linear path because the 

assumptions that held for a stand-alone course for learning LISP for CMU undergraduates were 

simply not true for middle-school students learning geometry or algebra [4]. Unlike the CMU 

undergraduate classroom, the ITS researchers did not set the curriculum for middle-school 

mathematics. Teachers had to be trained to be familiar and comfortable with the tutor so that 

they could guide students who were using it. Teachers, who were the key to making these tutors 

work in the classroom, were not comfortable with the idea of individual students advancing at 

their own pace. Moreover, while the tenets of algebra and geometry were more formalizable in 

terms of production rules than those of LISP programming, the curriculum was far more 
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elaborate and expansive (and therefore, so were the rules). Finally, middle-school students hailed 

from a wider stratum of society than elite CMU undergraduates.   

In 1984, Anderson negotiated with Diane Briars, the mathematics curriculum supervisor at the 

Pittsburgh Public Schools, to create a lab at the local Peabody High School with 10 Xerox 

computers such that students in the school could practice with the geometry tutor. This 

negotiation happened in the wake of the publication of the landmark report “A Nation at Risk,” 

published by the National Commission on Excellence in Education in 1982, which asserted that 

the United States was falling behind other industrialized countries in terms of training its 

students to become competent members of the workforce. The report touched off many reform 

efforts in American schools, often focusing on the curriculum. The Pittsburgh Public Schools 

system, emerging from a difficult decade in the 1970s as it negotiated desegregation and a fiscal 

crisis, had a new reform-minded superintendent who encouraged the partnership. What allowed 

the project to get institutional approval was, as one CMU team member put it, that “[its] risks 

were low, but the potential gains were relatively high” [1, pp. 129-130].   

The project was paid for entirely through research funding (NSF and DARPA funding 

kickstarted the project4) which paid for the machines, the labor of graduate students and post-

docs who built the tutor, as well as the salary of “a geometry teacher [who] would spend half [of] 

each work day teaching and half working with [the] Cognitive Tutor development team” [1, p. 

130]. The lab ran from 1985 to 1988. The results were heartening. Students demonstrated a real 

inclination to use the tutor and students who could practice with a tutor performed better in the 

exams and secured better grades. External observers [e.g., 29] found that the tutor also changed 

classroom dynamics. Students who were too embarrassed to ask for help from the teacher could 

now attempt to get as much help as possible from the tutor instead. Teachers were able to devote 

more attention to students who were lagging without drawing attention to them.  

The experience made the team realize that getting the tutor to be useful in a school environment 

would involve making the school, the curriculum-builders, and the teachers an active part of the 

project. In a paper published in the 1992 ITS conference, Anderson [4] described the team’s 

“new tutor development philosophy”:  

The major shift in our development philosophy is to focus on educator's conception of the 

skill rather than our own and to focus on embedding powerful problem-solving tools in 

our tutor environment. We are now working with educators and teachers in the Pittsburgh 

Public Schools trying to identify from them their conception of what should be taught. 

This we try to codify as a cognitive model. This is very much like expert system 

development where the educators serve as the experts and we as the knowledge engineers 

 
4 Over the course of the project into the late 1990s, Cognitive Tutor received funding from CMU, NSF, DARPA, the 

Office of Naval Research, the US Department of Education, the Carnegie Foundation, the Howard Heinz 

Endowments, the Buhl Foundation, the Richard King Mellon Foundation, the Grable Foundation and the Pittsburgh 

Foundation [39].  
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trying to codify their expertise. This can be a trying experience in two ways. First, the 

educators do not naturally think of the competence they are trying to teach as 

formalizable. Thus, it can be a struggle to extract from them the rules. Second, we may 

not always like the rules we extract in the sense we may believe there are better things 

that could be taught. While we may influence the product we have had to take an attitude 

that in the end the educator is always right. The result is something the teachers are happy 

with and which is viable in the classroom. [4, p. 5, my emphasis].  

The passage highlights that while the CMU team drew on the tradition of knowledge engineering 

from expert systems to build the production rules for the tutor, the thrust of the procedure was 

different. The “struggle to extract … rules” from educators “who do not naturally think of the 

competence they are trying to teach as formalizable” was also true of expert systems knowledge 

engineering. But what was new here was that even if the ITS builders “may not always like the 

rules [they] extract,” they still “had to take an attitude that in the end the educator is always 

right.” In other words, the team realized that to build ITSes that were “viable in the classroom,” 

they needed to grapple a lot more with the goals and inputs of educators, teachers, and 

curriculum-builders while also paying much greater attention to the circumstances of instruction. 

As the team wrote later [12, p. 860]: “educational software will only be successful to the extent 

that vendors are willing to sell it, administrators to buy it and teachers to use it.”  

Realizing that client-centeredness (meaning acceptance by schools and teachers) was crucial to 

adoption, the team thus shifted its emphasis from building a tutor to building a tutor-centered 

curriculum.5 This meant that the tutor was just one part of the product, though an important one, 

along with paper textbooks and workbooks as well as teacher training programs and guides. 

Once again, Diane Briars connected them to a teacher in the Pittsburgh school system, Bill 

Hadley, who worked with them to build a tutor-centered algebra curriculum—in accordance with 

the recent guidelines issued by the National Council of Teachers of Mathematics which both 

Hadley and Briars had helped craft—that came to be called the Pittsburgh Urban Mathematics 

Project or PUMP; its accompanying tutor was called Practical Algebra Tutor or PAT [1, p. 133] 

[41]. Starting in 1992, the team piloted the curriculum and tutor in three Pittsburgh schools: 

Langley, Brashear, and Carrick. Bill Hadley’s “enthusiastic testimonial of the program was 

critical in convincing the Pittsburgh school board to purchase computer labs to expand the 

program to two more high schools” [19, p. 41]. In these three schools, the team convinced a few 

teachers to conduct an experimental trial wherein they taught a few sections of their students 

with the tutor and a few without it (i.e., an experimental and control group). At the end, they 

administered the same tests to all the students (even those that were not part of the trial) to see if 

using the tutor had made a positive difference in learning outcomes (and it did, see [19]).   

 
5 This realization was cemented by the fact that one of the early geometry tutors, a laboriously built 

“problemsolving environment where students construct graphical representations of Euclidean proofs” that the team 

built in the late 1980s was rendered unusable because in 1991, “the Pittsburgh city high schools adopted a new 

curriculum that deemphasize[d] proof,” making “long-term use of the tutor in the classroom unrealizable” [41].  
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Ultimately, rather than seeing the tutoring system as mimicking a human tutor, the ITS builders 

came to realize that it was best to see it instead as a learning aid for both teachers and students, 

administered as part of a curriculum. As the team wrote in 1995:   

We have come a long way from our original goal of putting ACT* to a tough test. There 

certainly has been a harvest of empirical data that has played a major role in leading to 

the new ACT-R theory [but] we have totally abandoned our original conception of 

tutoring as human emulation. We now conceive of a tutor as a learning environment in 

which helpful information can be provided and useful problems can be selected. [6, p. 

202] 

Starting from three schools in 1993, Cognitive Tutor was being piloted in 24 schools by 1997, 

and 75 schools in 1998, many of them outside Pittsburgh. The talks that Bill Hadley, a bona fide 

“20 year veteran” teacher on the team, gave across schools were crucial to landing these 

contracts. As team member Kenneth Koedinger describes in his oral history interview, while “the 

involvement of teachers had been about designing the system,” it also helped the “dissemination 

[of the tutor and curriculum] down the road,” because “he [Hadley] was sort of converted and 

made a made a great pitch of it, besides being a kind of natural at that kind of pitching to 

schools” [41].   

The phenomenon of licensing or patenting university-developed technologies and/or spinning 

them off through for-profit startups had been on the rise since the late 1980s, with universities 

creating university-industry research centers and tech transfer organizations to facilitate this 

process [8]. The CMU team had first explored spinning off the tutor as a commercial product 

when it only had the LISP and geometry tutors but that unsuccessful experience had alerted them 

to the fact that a spinoff needed “high-level management experience” [41]. As the number of 

clients increased, and it became increasingly difficult for the CMU team to manage the logistics 

of these projects with their research grants, a commercial spin-off became even more attractive.  

Working with CMU’s Technology Transfer Office, the team explored whether they wanted to 

license the technology to existing companies (such as textbook publishers and software makers) 

or spin off a new one. They had “serious conversations” with three “potential licensers” which 

included a “college-level remedial math textbook company” and IBM. None of these deals 

panned out for various reasons, legal or otherwise [41].  

These negotiations however made the team realize that these companies did not have the same 

“vision” for the tutor that the team did. This vision was in some sense towards using the tutors to 

transform the middle-school mathematics instruction paradigm towards less lecturing and talking 

and more “problem-based learning-by-doing.”6 As Kenneth Koedinger observed in his oral 

 
6 At the 1992 ITS conference, John Anderson [4] had published a paper where he disagreed with a recent report 

published by “mathematics educators” who had argued that the reason US students lagged behind students from 

other countries in their performance on standardized tests were the defective curricula used by American schools. 
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history interview, instructors, who saw their students use the tutor in the computer lab, started to 

use similar problems and activities in their classrooms that emphasized learning-by-doing, 

“which, you know, we kind of [had] been saying all along, but they didn't really quite get it until 

they saw the technology.” For Koedinger, the tutor, as an “interactive educational technology,” 

was the “main technology vehicle”—a successor to the textbook—for spreading the learning-by-

doing instructional style [41].   

In July 1998, CMU formally announced the creation of Carnegie Learning Inc., a for-profit start-

up which would assume “market-driven research, development, and dissemination activities” for 

the Cognitive Tutor [41]. CMU owned one third of the company in the beginning; other investors 

included the venture fund Collier Investments which pumped in six million dollars [16]. On its 

website, the new company proclaimed itself as providing a “complete education solution” for 

schools. It listed four products, “Algebra I, Geometry, Algebra II and College Algebra,”; each 

product consisted of “textbooks, Cognitive Tutors, and support in a full, year-long curriculum” 

(the printed material included teacher guides, student assignments, and classroom assessments 

and the tutor came as software that would work on both PCs and Macs). Schools were assured 

that the products had been “designed in collaboration with teachers,” fulfilled the standards of 

the NCTM and had been “empirically validated” to improve student outcomes [39]. By 2002, the 

company was serving 600 schools [23], 2000 schools by 2004 [41], and almost 3000 in 2011 

[34].   

The 1999 website listed the researchers John Anderson, Albert Corbett, and Kenneth Koedinger, 

all from the original CMU team, and the mathematics teacher Bill Hadley, as co-founders 

(Hadley was also the Vice President of Educational Services) [39]. By the middle of 2000, only 

Steve Ritter (“Co-Founder and Chief Scientist”) and Hadley (“Co-Founder and Adviser”) from 

the original team were listed on the site as part of the “management team”; however, team 

member Kenneth Koedinger and CMU provost Mark Kamlet were listed on the board of 

directors [40].  

Ironically, the CMU team’s success at getting the tutor adopted in multiple schools and the 

creation of Carnegie Learning as a for-profit harmed their standing with the Pittsburgh School 

System where they ran their first pilots. The main issue was the question of payments. While 

initially most of the cost of deployment was paid for by research funding, the school system had 

been forced to pay for some of the costs of the new algebra tutor. With the establishment of the 

new start-up, the school board did not like the fact that “the school district was not only not 

making money, but being asked to pay for the program,” that “something that had been 

 
Anderson argued that “as a psychologist who studies learning … the probable explanation of the achievement 

differences really is effective time on task. Changing curriculum, lowering class size, and improving teacher quality 

will do little as long there is less effective time spent learning.” The tutors were developed so that students spent 

their time more efficaciously through problem-based learning-by-doing. And yet, in the long run, transforming 

mathematics instruction towards more effective time on task meant packaging the Cognitive Tutor as part of a 

mathematics curriculum, an irony that I assume was certainly not lost on Anderson.  



15 

 

developed [in the schools] was being used to make money [for the CMU team].” In 2004, the 

school board dismissed both the superintendent and Diane Briars; with the key supporters of the 

tutor in the school system now gone, it wasn’t long before the schools discontinued the use of the 

tutor itself [1, pp. 134-135].   

The new startup continued to have close relations with the researchers at CMU. Over the first 

half of the 2000s, the CMU team developed new instructional material for the tutors that were 

marketed and sold by the startup. The CMU researchers, in turn, were able to run experiments 

and test their theories by working with the clients using the tutor; some of these findings became 

the basis for new tutor features. In 1999, and then again in 2005, CMU researchers received 

more than 50 million dollars in NSF funding to start new interdisciplinary research centers on 

learning in which Carnegie Learning was a key partner. Tutor data provided by the startup has 

been a key source of insights for the broader ITS research community [41]. While the startup 

was clearly no Google and has had its share of hard times, it is often held up by the education 

research community as an exemplar for how for-profits might invest in research and evaluation.7  

Conclusion  

The saga of ITSes described in this paper raises two questions of interest to this special issue: 

what is AI? And what exactly is “commercialization”?  

When the histories of AI are told, ITSes are often relegated to the footnotes. And indeed, ITSes 

did not begin with AI; instead, they were part of a longer tradition of “teaching machines” that 

began with the project of mass education in the early 20th century. Following WW2, researchers, 

drawn to the project of using computers in education, shifted away from the “programmed 

instruction” paradigm to the “computer-assisted instruction” paradigm (both associated with the 

behaviorist tradition) and from there to ITS (associated with the AI and cognitivist tradition). 

Within the AI tradition, ITS researchers drew heavily on the theories and procedures of the 

expert systems community: their student models were based on how expert systems represented 

domain knowledge and their techniques to build these models drew from the procedures of 

knowledge engineering. And yet, ITS researchers always struggled to fit in with the mainstream 

AI community; they established themselves by creating their own set of conferences and journals 

in the 1980s. Their belief that their research was still “AI-flavored” even if not “real AI” meant 

that they never fully identified with the learning sciences community either even as they 

admitted that ITSes were learning environments that should be learner-centered.  

The story of Cognitive Tutor also illustrates the ambiguities around what it means to 

“commercialize.” Especially when considering the history of AI, it is customary to see the early 

paradigm of Good Old-Fashioned AI as hopelessly abstract, with the field becoming practical as 

it shifted to expert systems and then machine learning. ITSes have always been practical from 

 
7 In 2011, Carnegie Learning was acquired by the Apollo Group which owns the for-profit University of Phoenix 

[34] and in 2018, it was sold to another private equity firm [35]. 
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their inception, oriented towards improving teaching and learning outcomes. But as the story of 

Cognitive Tutor shows, it was not the sophisticated student models that made the tutor widely 

used; instead, it was packaging the tutor with its student model as part of a curriculum that was 

client-centered, appealed to schools and teachers, and fit within established classroom practices. 

Even as we are awash today with claims of “adaptive” and “personalized” algorithmic 

technologies—sometimes called AI in education—that will revolutionize learning, the lessons 

from ITSes seem to be that adoption and commercialization of technologies has less to do with 

fancy algorithms and more with centering the different clients and end-users of these systems.8  

Acknowledgements 

I would like to thank the two anonymous peer reviewers for their feedback; the editors of this 

special issue, Burton Grad and David Brock, for their comments and consideration; and Annals 

editors, David Hemmendinger and Gerardo Con Diaz, for their support. This research was 

funded by the Wenner-Gren (#8762) and National Science Foundations (#s 1258640 and 

1353714) from 2012-16 and through UC-AFT’s Professional Development Fund grant in 2018.  

Arthur Bio 

Shreeharsh Kelkar is a Lecturer in the Interdisciplinary Studies Field (ISF) at the University of 

California, Berkeley. His research describes how new assemblages of algorithms, big data, and 

artificial intelligence (AI) are changing work practices, expertise, and knowledge production. His 

forthcoming book, “Platformizing Learning: MOOC Reformers and the Transformation of 

Educational Expertise” is an ethnographic study of the Massive Open Online Course (MOOC) 

movement and describes how technical reformers and their regime of knowledge practices are 

re-configuring what it means to be an educational expert. Contact him at shreeharsh@gmail.com.  

Bibliography  

[1] J. Anders et al., “The University and the Community: Carnegie Mellon and its Relationship 

to Pittsburgh 1900-‐2008,” Carnegie Mellon University, Pittsburgh, PA, Fall 2008. 

Accessed: Jan. 09, 2022. [Online]. Available: 

https://www.cmu.edu/dietrich/ehpp/documents/2008-The-University%20and-the-

Community.pdf 

[2] J. R. Anderson, The Architecture of Cognition. Cambridge, Mass: Harvard University 

Press, 1983. 

[3] J. R. Anderson, “Analysis of student performance with the LISP tutor,” in Diagnostic 

Monitoring of Skill and Knowledge Acquisition, N. Frederiksen, R. Glaser, and A. Lesgold, 

Eds. Routledge, 1990, pp. 45–68. 

[4] J. R. Anderson, “Intelligent tutoring and high school mathematics,” in International 

Conference on Intelligent Tutoring Systems, 1992, pp. 1–10. 

[5] J. R. Anderson, C. F. Boyle, and B. J. Reiser, “Intelligent tutoring systems,” Science, vol. 

 
8 The question of which clients and end-users to center, of course, goes back to the old dispute between 

administrative and pedagogical progressives.  

mailto:shreeharsh@gmail.com


17 

 

228, no. 4698, pp. 456–462, 1985. 

[6] J. R. Anderson, A. T. Corbett, K. R. Koedinger, and R. Pelletier, “Cognitive tutors: Lessons 

learned,” Journal of the Learning Sciences, vol. 4, no. 2, pp. 167–207, Apr. 1995, doi: 

10.1207/s15327809jls0402_2. 

[7] R. S. Baker, “Stupid tutoring systems, intelligent humans,” International Journal of 

Artificial Intelligence in Education, vol. 26, no. 2, pp. 600–614, Jun. 2016, doi: 

10.1007/s40593-016-0105-0. 

[8] E. P. Berman, Creating the Market University: How Academic Science Became an 

Economic Engine. Princeton University Press, 2011. 

[9] J. R. Carbonell, “AI in CAI: An artificial-intelligence approach to computer-assisted 

instruction,” IEEE Transactions on Man-Machine Systems, vol. 11, no. 4, pp. 190–202, 

1970. 

[10] W. J. Clancey, “Intelligent tutoring systems: A tutorial survey.,” Dept. of Computer 

Science, Stanford University, STAN-CS-87-1174, 1986. 

[11] W. J. Clancey, “Guidon-manage revisited: A socio-technical systems approach,” in 

International Conference on Intelligent Tutoring Systems, 1992, pp. 21–36. 

[12] A. Corbett, K. Koedinger, and J. Anderson, “Intelligent tutoring systems,” in Handbook of 

Human-Computer Interaction, 2nd ed., M. G. Helander, T. K. Landauer, and P. V. Prabhu, 

Eds. Amsterdam; New York: North Holland, 1998, pp. 849–874. 

[13] B. Dear, The Friendly Orange Glow: The Untold Story of the Rise of Cyberculture. 

Vintage, 2017. 

[14] H. E. Gardner, The Mind’s New Science: A History of the Cognitive Revolution. Basic 

Books, 1987. 

[15] C. Garvey, “Broken promises and empty threats: The evolution of AI in the USA, 1956-

1996,” Technology’s Stories, Mar. 16, 2018. http://www.technologystories.org/ai-evolution/ 

(accessed Nov. 09, 2021). 

[16] M. Guzzo, “Carnegie Learning reaches students, receives venture capital financing,” 

Pittsburgh Business Times, Oct. 25, 1999. Accessed: Jan. 03, 2022. [Online]. Available: 

https://www.bizjournals.com/pittsburgh/stories/1999/10/25/focus4.html 

[17] A. L. Hammond, “Computer-assisted instruction: Two major demonstrations,” Science, vol. 

176, no. 4039, pp. 1110–1112, 1972. 

[18] C. J. Kirsch, “A three-person teaching machine designed for crisis: The Geromat III in 

Berlin and Ulm,” IEEE Annals of the History of Computing, vol. 42, no. 4, pp. 39–52, Oct. 

2020, doi: 10.1109/MAHC.2020.3022271. 

[19] K. R. Koedinger, J. R. Anderson, W. H. Hadley, and M. A. Mark, “Intelligent tutoring goes 

to school in the big city,” International Journal of Artificial Intelligence in Education, vol. 

8, no. 1, pp. 30–43, 1997. 

[20] J. Kolodner, “The learning sciences: past, present, and future,” Educational Technology: 

The Magazine for Managers of Change in Education, vol. 44, no. 3, pp. 37–42, 2004. 

[21] D. F. Labaree, The Trouble with Ed Schools, 1st ed. New Haven: Yale University Press, 

2006. 

[22] E. Lagemann, An Elusive Science: The Troubling History of Education Research, 1st ed. 

Chicago: University Of Chicago Press, 2002. 

[23] C. J. Lee, “Boys Choir of Harlem sings praises of algebra software,” Pittsburgh Post-

Gazette, Feb. 02, 2002. Accessed: Jan. 02, 2022. [Online]. Available: https://old.post-

gazette.com/regionstate/20020202boyschoir0202p6.asp 



18 

 

[24] A. M. Lesgold and H. Mandl, Eds., Learning Issues for Intelligent Tutoring Systems. 

Springer, 1988. 

[25] M. C. Polson and J. J. Richardson, Eds., Foundations of Intelligent Tutoring Systems. 

Psychology Press, 1988. 

[26] J. L. Rankin, A People’s History of Computing in the United States. Harvard University 

Press, 2018. 

[27] P. Saettler, The Evolution of American Educational Technology. IAP, 2004. 

[28] K. Sawyer, Ed., The Cambridge Handbook of the Learning Sciences, 1 edition. Cambridge ; 

New York: Cambridge University Press, 2006. 

[29] J. W. Schofield, Computers and Classroom Culture. Cambridge University Press, 1995. 

[30] J. Self, “The defining characteristics of intelligent tutoring systems research: ITSs care, 

precisely,” International Journal of Artificial Intelligence in Education, vol. 10, no. 3–4, 

pp. 350–364, 1999. 

[31] J. Self, “The birth of IJAIED,” International Journal of Artificial Intelligence in Education, 

vol. 26, no. 1, pp. 4–12, 2016. 

[32] D. Sleeman, “Intelligent tutoring systems: A review,” Stanford University, School of 

Education & Department of Computer Science, Stanford, CA, IR011683, 1984. 

[33] D. Sleeman and J. S. Brown, Eds., Intelligent Tutoring Systems. London: Academic Press, 

1982. 

[34] M. Spencer, “Carnegie Learning Inc. bought for $75M,” Pittsburgh Business Times, Aug. 

02, 2011. Accessed: Jan. 09, 2022. [Online]. Available: 

http://www.bizjournals.com/pittsburgh/blog/innovation/2011/08/carnegie-learning-inc-

bought-for-75m.html 

[35] T. Wan, “Carnegie Learning Gets a Makeover After Private Equity Investment,” EdSurge 

News, Sep. 06, 2018. https://www.edsurge.com/news/2018-09-06-carnegie-learning-gets-a-

makeover-after-private-equity-investment (accessed Jan. 09, 2022). 

[36] A. Watters, Teaching Machines: The History of Personalized Learning. MIT Press, 2021. 

[37] E. Wenger, Artificial Intelligence and Tutoring Systems: Computational and Cognitive 

Approaches to the Communication of Knowledge. Morgan Kaufmann, 1987. 

[38] “Awards for distinguished scientific contributions,” American Psychologist, vol. 50, no. 4, 

pp. 213–220, Apr. 1995. 

[39] “Company,” Carnegie Learning (Website via Internet Archive), Nov. 1999. 

https://web.archive.org/web/19991127201356fw_/http://www.carnegielearning.com/compa

ny_fs.html (accessed Jan. 09, 2022). 

[40] “Company,” Carnegie Learning (Website via Internet Archive), Sep. 2000. 

https://web.archive.org/web/20000928210102fw_/http://www.carnegielearning.com/compa

ny_fs.html (accessed Jan. 09, 2022). 

[41] “Timeline of Cognitive Tutor History.” http://ctat.pact.cs.cmu.edu/index.php?id=timeline 

(accessed Jan. 09, 2022). 

 




