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Recently, advances in sensing and sensing methodologies have led to the deployment 

of multiple sensor arrays on structures for structural health monitoring (SHM) applications. 

Appropriate feature extraction, detection, and classification methods based on measurements 

obtained from these sensor networks are vital to the SHM paradigm. This dissertation focuses 

on a multi-input/multi-output approach to novel data processing procedures to produce 

detailed information about the integrity of a structure in near real-time.  

The studies employ nonlinear time series analysis techniques to extract three different 

types of features for damage diagnostics: namely, nonlinear prediction error, transfer entropy, 

and the generalized interdependence. These features form reliable measures of generalized 

correlations between multiple measurements to capture aspects of the dynamics related to the 

presence of damage. Several analyses are conducted on each of these features. Specifically, 



 

 xxx

variations of nonlinear prediction error are introduced, analyzed, and validated, including the 

use of a stochastic excitation to augment generality, introduction of local state-space models 

for sensitivity enhancement, and the employment of comparisons between multiple 

measurements for localization capability. A modification and enhancement to transfer entropy 

is created and validated for improved sensitivity. In addition, a thorough analysis of the effects 

of variability to transfer entropy estimation is made. The generalized interdependence is 

introduced into the literature and validated as an effective measure of damage presence, 

extent, and location. These features are validated on a multi-degree-of-freedom dynamic 

oscillator and several different frame experiments. 

The evaluated features are then fed into four different classification schemes to obtain 

a concurrent set of outputs that categorize the integrity of the structure, e.g. the presence, 

extent, location, and type of damage, taking advantage of the capabilities of these features to 

extract damage-related information. First, a multivariate outlier and localization technique is 

established under an unsupervised learning assumption. Next, parallel and serial linear 

discriminant analysis-based classification algorithms are analyzed in a supervised learning 

paradigm. Finally, a back-propagation neural network is employed as an additional type of 

damage classifier. For both a simulated structural model and a tested frame experiment, these 

methods are shown to correctly classify the structure among a variety of different categories 

85 to 99% of the time, depending on noise levels. 
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1 INTRODUCTION 

Structural and mechanical systems such as bridges, aircraft, buildings, and defense 

systems have become integral to the workings of modern societies. When these systems reach 

the end of their designed life spans, the need for technology to assess their condition during 

operation becomes economically imperative, given that economic constraints may limit 

replacement capability. In addition, newly developed systems often involve novel materials 

whose long-term degradation processes are still being researched. Consequently, a growing 

need has developed for a means to assess the integrity of old and new systems during 

operation. 

The need for damage detection in structural and mechanical systems has led to a 

research impetus in many fields, such as Non-Destructive Evaluation (NDE), Structural 

Health Monitoring (SHM), and Condition Monitoring, among others (Sohn, Farrar et al. 

2003). NDE primarily consists of local off-line inspections to characterize and/or determine 

the severity of damage when some knowledge about the presence and/or location of damage is 

already known. SHM is a process that synthesizes a sensing system with data analysis 

procedures to continually provide periodic evaluations of the condition of aerospace, civil, or 

mechanical systems in near real time. The SHM process will be outlined in Section 1.2. 

Condition monitoring is akin to SHM, but applied to rotating machinery (Barron 1997; Davies 

1997; Worden and Dulieu-Barton 2004). Both NDE and Condition Monitoring are more 

mature than SHM, as they have made the transition from research to practice in a wide variety 

of applications, and could be considered forerunners of the SHM field. 

This dissertation focuses on measurement analysis and algorithmic development of 

techniques for damage detection and identification applications within the field of SHM. This 
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introductory chapter details the motivation for SHM-applied research, outlines the general 

vibration-based SHM process, and defines the specific research scope of this dissertation. 

1.1 Motivation 

Economic and life safety concerns inherent in long-term operation of structures have 

resulted in recent research focused on structural condition assessment. Operational shutdown 

or downtime of structures associated with inspections, maintenance, or repairs can have a 

significant economic impact on companies or agencies.  For example, an engineer at a 

semiconductor manufacturing facility estimated that the shutdown of a single piece of rotating 

machinery would cost the facility $10 million per hour (ref: Personal communications 

between Mr. C. Grotbeck, Chief Maintenance Engineer, Intel Corp., Rio Rancho, NM, and 

Chuck Farrar, Los Alamos National Laboratory, communicated in June 1999). Similarly, an 

unknowingly damaged bridge or airplane could severely jeopardize the safety of drivers or 

passengers. Furthermore, prompt and accurate assessments of buildings or other structures 

after a catastrophic event such as an earthquake or unexpected blast loading (Figure 1.1) could 

provide advantages in terms of safety and costs related to inspections and reoccupation time. 

With the large amount of aging infrastructure that is currently irreplaceable because of 

economic constraints and with the introduction of novel materials whose performance 

properties are less-well understood, the need for integrated SHM systems has recently 

intensified. 

The deterioration of civil infrastructure such as bridges (Atkan et al. 2000; Atkan et al. 

2001) is one example. About 50 percent of bridges in the United States were built before 1940 

and 27 percent are structurally deficient (Klaiber et al. 1987; Chase and Washer 1997; Atkan 

et al. 2001). The expensive and largely irreplaceable nature of civil infrastructure necessitates 

the development of an effective monitoring system. Moreover, modern and future bridge 
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designs will incorporate more novel materials, the fatigue properties of which are largely 

unknown (e.g. F.L. di Scalea et al. 2000). Recent catastrophic collapses, such as the I-35W 

bridge collapse in Minneapolis, MN in the United States, have heightened the awareness of 

the need for integrated online SHM systems in infrastructure (Figure 1.2). Such needs have led 

to initiatives focused on populating bridges with large arrays of sensors capable of providing 

useful real-time data (Fraser 2006; Ko et al. 1999; Shenton and Chajes 1999; Todd et al. 1999; 

Todd et al. 2000; Elgamal et al. 2003). Using these data, information about whether a bridge 

has been damaged can then be ascertained (Choi and Kwon 2000; De Stefano et al. 1997; 

Doebling and Farrar 1997; Doebling, Farrar, and Cornwell, IWSHM 1997; Peeters et al. 2000; 

Stubbs et al. 1999; Wang et al. 2000). 

 
Figure 1.1: Damage caused by catastrophic events. (a) Fracture damage to a welded connection in a 
moment-resisting steel frame caused by 1994 Northridge Earthquake. Many buildings experienced 

similar damage, but some was undetected until discovered by accident (Courtesy of Stanford 
University). (b) Mid-height collapse of a mixed-use building in Nishinomiya after the 1995 Kobe, Japan 
Earthquake. Over 100,000 buildings were destroyed, with an additional 80,000 badly damaged. Several 
thousand buildings were also destroyed by fires following the earthquake. (c) Overhead photograph of 
Ninth Ward homes and businesses surrounded by floodwaters in the aftermath of Hurricane Katrina in 

New Orleans, LA, August 29, 2005. The storm is estimated to be responsible for $125 billion in 
damage. (d) Photograph of New York City’s World Trade Center after the terrorist attacks on Sept. 11, 

2001. 
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Figure 1.2: Fatigue-induced damage to infrastructure. (a) One span of the Sung-Soo Grand Bridge over 
the Han River in Seoul, South Korea fell into the river, killing 20 people and injuring 32. The linkage 

pins at the span connection points broke up because of heavy traffic (Courtesy of Seoul National 
University). (b) Overhead view of the I-35W Minneapolis Bridge collapse on August 1, 2007 at 

6:05PM, killing 13 and injuring 144 (Courtesy of ABC News). A statement by the National Safety and 
Transportation Board (National Transportation Safety Board, H-08-01, 2008) recently issued a safety 

recommendation stating that the failure was related to undersized gusset plates connecting the beams in 
the main trusses. 

 

The need for SHM in aerospace structures (Hall 1999; Kim et al. 1994) is equally 

vital. Life safety is obviously paramount to commercial airplanes (Figure 1.3). Composite 

materials that have degradation properties that are still being researched are becoming more 

critical to aerospace components. General Atomics and the Air Force has recently shown 

interest in monitoring operating load conditions and aerodynamics of the unmanned aerial 

vehicle (UAV) Predator, as weight modifications have increased stress concentration near the 

connection of the wings to the fuselage (Figure 1.4(a)). The Space Shuttle system developed 

by the National Aeronautics and Space Administration (NASA) is repetitively subjected to 

launch, spaceflight, and landing. Consequently, components sensitive to fatigue, such as 

control surfaces, fuselage panels, and lifting surfaces, require reliable SHM methods (Hunt et 

al. 1990). The need for SHM was further driven by interest in the X-33 completely reusable 

launch vehicle (Melvin et al. 1997), with composite fuel tanks emerging as a critical 

component in need of long-term health monitoring (Figure 1.4(b)). However, the project was 

completely shut down in March 2001 for other reasons. There has also been increased focus 

beginning in the late 1980’s in space station and satellite SHM (Figure 1.4(c)), with impact 
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damage caused by micro-meteors and debris being a primary concern (Kabashima et al. 2000). 

Rotorcraft health monitoring (Kiddy and Pines 1997; Azzam, H. 1997), for fault diagnosis of 

drive train, engines, oil systems, and rotor systems, has also gained significance (Figure 

1.4(d)). Health and Usage Monitoring Systems (HUMS) for transmission and engine 

applications has a full coverage system between $150,000 – 250,000 per unit endorsed by the 

Federal Aviation Administration (FAA). This system monitors 73 structurally critical items 

and has been shown to provide a cost savings of $175 per hour of flight time. 

 
Figure 1.3: FAA Aging Aircraft Nondestructive Inspection and Development and Demonstration 

Center at Sandia National Laboratory was motivated by damage to 1988 Aloha Airlines flight (Courtesy 
of Sohn, Farrar et al. 2003). 

 

Currently, the traditional approach to structural condition assessments involves a time-

based maintenance philosophy. In this approach, maintenance and repairs are performed at 

regularly scheduled intervals regardless of the condition of the structure or component 

involved. For example, the common prescription for an oil change in a car is every three 

months or 5000 miles, regardless of the condition of the oil.  

However, the high economic impact of maintenance and operation costs incurred over 

a structure’s life cycle has led to the desire to abandon these traditional time-based 

maintenance philosophies in favor of a more efficient condition-based maintenance paradigm. 
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Condition-based maintenance involves fixing or replacing a structure or component when the 

condition of the structure dictates this need, rather than after some predefined length of time 

has passed. For this approach to be taken, an SHM strategy is required to provide near real 

time and accurate information about the structure’s performance, such that notification is 

made that corrective action is necessary to mitigate incurred damage. Economic and safety 

gains can only be achieved if the SHM strategy accurately provides sufficient warning prior to 

failure of the structure or component. 

 
Figure 1.4: SHM candidates for aerospace applications. (a) UAV Predator, manufactured by General 

Atomics Aeronautical Systems, San Diego (Courtesy of ABC News). (b) Lockheed Martin X-33 
Reusable Launch Vehicle (NASA Concept Art: Courtesy of NASA). (c) Concept of Space Shuttle 
docked to International Space Station (NASA Concept Art: Courtesy of NASA). (d). Helicopter. 

 

The technology introduced through SHM systems could allow companies to adopt 

more economically efficient business models. For example, a company could lease high 

capital products such as airframes, jet engines, or construction equipment by the amount of 
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system life used rather than the amount of time. Hence, someone leasing a structural 

component that has been used sparingly over a long time may be charged less than someone 

who has rigorously utilized the same component in extreme operating conditions over only a 

short time. Under this type of business model, the leaser could also profit by taking on 

maintenance responsibilities for its leased systems. An SHM system that is integrated into the 

manufacture of a structure or component might then become financially viable over its life 

span. 

Ultimately, one can envision the production of a complete asset management system 

for a structure such as a bridge (Atkan 2004; Nigbor and Diehl 1997; Peil and Mehdianpour 

1999; Fraser 2006). In such a scheme, load histories and traffic information can be combined 

with details about the structural state and prognostic forecasts to provide a framework for 

making decisions about management of infrastructure over the long term. Correspondingly, 

for an airplane or helicopter, dynamic loading and performance can be monitored while 

deducing damage-related information to determine remaining structure or component fatigue 

life (Goranson 1997; Hammel 2001; Hunt and Hebden 2000; Iglesias and Palomino 2000; 

Ikegami 1999; Robeson and Thompson 1999). 

1.2 Statistical Pattern Recognition Paradigm for SHM 

As stated previously, the SHM process involves the acquisition of system 

observations and analysis of these observations to extract damage-specific information about 

the state of the structure in near real time. Much health monitoring research has been directed 

toward a vibration-based approach (Doebling et al. 1996; Doebling et al. 1998; Sohn, Farrar et 

al. 2003). This approach involves the generation of a dynamic response from an ambient or 

applied excitation coupled with feature extraction and classification algorithms to assess a 

structure’s condition.  
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A common component for any damage detection system is statistical pattern 

recognition. This paradigm was first outlined by Farrar et al. (Farrar et al. 1999) and is 

paraphrased below. In any evaluation of a structure’s condition, a decision about whether it is 

damaged requires a comparison between the current state of the structure and knowledge 

about some baseline or reference state. Even without data from the previous state, some a 

priori assumption(s) must be made about the form of the baseline state as compared to the 

damaged condition. The statistical pattern recognition paradigm for SHM can be described by 

four processes: (1) Operational Evaluation, (2) Data Acquisition, (3) Feature Extraction, and 

(4) Statistical Model Development for Feature Discrimination. 

Operational evaluation is the process by which the damage to be detected is defined, 

and details regarding implementation issues for an SHM system are investigated.  These 

details include considerations of the life-safety and economic justifications for the SHM 

system, the type of damage the SHM system should be able to identify, the operational and 

environmental conditions under which the system must perform, and the data acquisition 

limitations in that environment. In this step, the purpose of the health monitoring system is 

defined, and the system is tailored to the unique conditions and requirements for the specific 

application desired. 

Data acquisition identifies the sensing hardware and data to be utilized. Within this 

step, selections are made regarding the method/type of dynamic input to the system, the 

number/type/location of sensors, and the data acquisition/storage/transmission hardware. 

These decisions are based on the goals and limitations for the specific application. 

Feature extraction is the process of identifying damage-related information from 

measured data. A damage-sensitive feature facilitates indirect assessments of damage from 

multiple measurements of the structural response. Often, these features involve comparisons 
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with physics or data-based models to express comparative measures of model parameters or 

predictive errors. 

Statistical model development for feature discrimination entails the process of 

classifying the feature(s) or distributions of the feature(s) into categories based on the 

condition of the structure (e.g. damaged/undamaged). There are three general types of 

statistical models for SHM: (1) Group Classification, (2) Regression Analysis, and (3) Outlier 

Detection.  

The first two types of statistical models fit into what is called the supervised learning 

paradigm. In supervised learning, data are available from the undamaged and damaged 

system. This can be done in systems where the structure can be reversibly tested in both states 

or when high-fidelity models or experiments can accurately simulate undamaged and damaged 

conditions of the actual structure. In group classification, a decision is made for one of a 

discrete number of states that most accurately describes the current condition of the structure. 

In regression analysis, the state is represented by a continuous quantification of the structural 

condition. The third type of statistical models, outlier analysis, is typically accomplished 

through unsupervised learning (Barnett and Lewis 1994). In unsupervised learning, data are 

only available from the undamaged system, and statistical models typically look for outliers of 

features or feature distributions from normal operating conditions.  

The damage state of a system can be described by (Rytter 1993): (1) its existence, (2) 

its location, (3) its type, (4), its extent, and (5) the amount of useful life of the structure based 

on this condition (prognosis). With supervised learning and coupled with analytical models, it 

may be possible to identify all of these damage-related characteristics. With unsupervised 

learning, statistical models are likely to only be able to determine the presence and/or location 

of damage. 
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The components of a complete vibration-based SHM strategy are displayed in Figure 

1.5. This dissertation will focus on research involving primarily the last two of these SHM 

processes, namely feature extraction and statistical model building. Given sensor 

measurements from multiple structural locations, it is imperative to extract vital qualitative 

information about the structure. Many proposed features make use of modal properties of a 

structure, for example resonant frequencies and mode shapes (Sampaio et al. 1999), strain 

energy (Stubbs et al. 1999), flexibility (Pandey and Biswas 1994), Ritz vectors (Sohn and Law 

1999), and model updating (Norris and Meirovitch 1989). Other promising techniques include 

the use of features such as time series dimensionality (Wang et al. 2000), wavelets (Hou et al. 

2000), impedance-based analysis (Park et al. 1999), statistical model building (Worden et al. 

2000), neural networks (Bishop 1994; Masri et al. 2000; Tarassenko et al. 2000), and various 

other statistical pattern recognition approaches (Sohn, Farrar, Hunter and Worden, Journal of 

Dynamic Systems and Measurement Control, 2001).  

Many of these approaches rely on model-based forms or assumptions such as 

linearity. However, damage often manifests itself as nonlinearity in an otherwise nominally 

linear system (Johnson and Adams 2002; Wong and Chen 2000). For example, such nonlinear 

mechanisms might include the opening and closing of a crack (bi-linear stiffness), post-

buckled behavior (Duffing nonlinearity), and/or rattling of a loose bolt (impacting system with 

discontinuities). Therefore, recent work (Adams and Farrar 2002; Chelidze and Cusamano 

2004; Craig et al. 2000; Nichols, Todd, Wait 2003; Nichols et al. 2004; Nichols et al. 2005; 

Overbey and Todd 2008; Todd et al. 2001; Todd, Erickson et al. 2004; Trendafilova and 

Brussel 2001; Wang et al. 2000) has aimed at detecting such a nonlinearity or working with 

established nonlinear tools to detect damage. These recently introduced nonlinear time series 

analysis techniques include the use of state-space formulations (Nichols, Todd, Wait 2003; 

Nichols et al. 2004; Todd et al. 2001) and generalized correlations between measurements 
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(Nichols et al. 2005; Overbey and Todd 2008). The goal of this work is to thoroughly analyze 

such feature extraction techniques in order to maximize the synergy between data gleaned 

from a sensor array and these newly introduced features to produce desired SHM information. 

These features will then be combined into statistical models for outlier analysis and group 

classification. 

 
Figure 1.5: Vibration-based SHM strategy. Within the strategy, data are acquired, features are extracted 

from the data, and the state of the structure is determined from statistical models. Operational 
evaluation is also part of the statistical pattern recognition paradigm for SHM, but is not included in this 

figure because it only involves the investigation into the justification and application-specific 
characteristics for the SHM system prior to implementation. 
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1.3 Research Scope 

Given the paradigm presented, this dissertation develops feature extraction and 

statistical modeling algorithms for processing and classifying data obtained from distributed 

sensor arrays to produce information pertinent to SHM applications. This time series analysis 

approach involves the aggregation of several measurements, the computation of several low-

dimensional features, and a multiple feature decision scheme to classify a structure’s 

condition. One can visualize how the focus of this dissertation fits into the complete SHM 

paradigm by comparing Figure 1.6 to Figure 1.5. Paramount to this research is the evaluation 

of the features themselves, specifically nonlinear prediction error, transfer entropy, and 

generalized interdependence. These features are examined specifically from the context of 

trying to extract damage-related information from an array of distributed measurements on a 

structure by producing measures of correlation between them. Therefore, a large portion of the 

research is devoted to the study of these features to discover how to obtain their optimum 

performance and to understand how to produce the desired outputs from the features, given a 

set of measurements. Each feature established and analyzed in this dissertation is briefly 

described below, with a more detailed description in the subsequent chapters. 

The first feature, nonlinear (or state-space) prediction error (Chapter 1), employs a 

method of formulating and comparing reconstructed attractors (a steady subset of the state-

space representation of a system) from a time series. Evolutions of points on some baseline 

attractor are compared to those on a “test” attractor at some unknown state such that changes 

(i.e., damage) can be discerned. The baseline attractor can be either a location-specific data 

time series recorded at an earlier time (Nichols, Todd, Wait 2003) or synchronized with the 

comparison attractor data (Todd, Erickson et al. 2004). This technique is advantageous 

because of its low-dimensionality, ability to recognize dynamics-specific changes, and 

independence from model-specific forms or assumptions such as linearity. Consequently, this 
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feature is particularly effective in damaged structures whose dynamics become nonlinear, such 

as loosening of a bolt (or loss of smooth connectivity in general), or opening and closing of a 

crack. 

 
Figure 1.6: Portion of the SHM paradigm of primary interest for this dissertation. Specifically, multiple 
features along with serial and/or parallel classification schemes will be investigated. Data from multiple 
measurements will be utilized to obtain multiple features, which can be classified into multiple damage-

related outputs. 
 

This disseration examines several aspects of nonlinear prediction error and its 

applicability to damage detection, first by making comparisons between attractors 

reconstructed from measurements made at the same location from different times (Section 

2.2). Specifically, this feature (assuming a single measurement location) is analyzed for its 

effectiveness in the presence of a stochastic excitation (Section 2.2.4). Additionally, this work 

examines whether sensitivity increases can be made by exploring locally damage sensitive 

regions in dynamical attractors (Section 2.2.5). Next, the formulation is extended to a cross-

attractor analysis paradigm (Section 2.3). In other words, a comparison is made between 
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measurements recorded at the same time from different locations. Hence, a measure is 

established that quantifies the local dynamical similarity between nearby measurements, 

providing information about the presence, extent, location, and type of dynamical change that 

has taken place.  

Another feature, the transfer entropy (Section 3.2), explores the concept of 

generalized synchronization and information transfer or flow. Information transfer can be an 

essential component to a functioning system. For example, given a structural system 

connected by joints, the degree of synchronization can be directly linked to the strength of this 

connection. As a local joint degrades, the response of the structure becomes increasingly 

desynchronized as dynamic information from one side of the joint transports asynchronously 

to the other side of the joint. 

Classic measures proposed to detect these types of interdependences are the linear 

cross-correlation and mutual information (Vastano and Swinney 1988). Mutual information 

measures generalized dependencies in a statistical (shared information) sense. The recently 

proposed transfer entropy (Schreiber 2000; Kaiser and Schreiber 2002) measures similar 

information-related interdependences, but unlike the symmetric mutual information, expresses 

a measure of the causal (directional) relationships between time series. In addition to its 

damage detection capability, the quantification of directional relationships makes transfer 

entropy more effective for location-based details about a structure given multiple 

measurements. Recent work (Nichols et al. 2005) has introduced transfer entropy to the SHM 

field for damage detection purposes. 

This dissertation introduces a variation of the originally proposed transfer entropy for 

improved sensitivity to damage detection and localization (Section 3.2.2). This variation is 

first analyzed within the context of linear dynamical systems (Section 3.2.3). Further, the 
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ability to produce a generalized estimate of the transfer entropy in the presence of 

measurement variability is thoroughly studied (Section 3.2.4).  

The third feature examined in this work is referred to as the generalized 

interdependence (Section 3.3). Much like mutual information and transfer entropy, the 

generalized interdependence measure (Arnhold et al. 1999) evaluates correlations between two 

time series. However, the basis of this metric relates to the information shared between the 

state-space attractors reconstructed from the time series. Thus, it can be thought of as a feature 

that combines ideas similar to both nonlinear prediction error and transfer entropy. 

Generalized interdependence is evaluated much like nonlinear cross-prediction error, 

by comparing attractors reproduced from simultaneously acquired measurements at nearby 

locations on a structure. The generalized interdependence measure can provide information 

about damage in a structure as evidenced through changes to the generalized dynamic 

synchronicity between two measurements. 

One can then combine these independently established features to produce a multiple 

feature synthesis with improved accuracy (Chapter 4). This feature vector can be used as 

inputs to a classification scheme that then outputs information about the condition of the 

structure. Specifically, this dissertation inputs various combinations of the aforementioned 

features into three variations of a classifier based on a Gaussian assumption, such that 

decisions are made about the presence, extent, location, and some details about the type of 

damage in a structure. A neural network classification method is also examined. In an 

unsupervised learning paradigm, a form of multivariate outlier analysis is used to detect 

damage, and a form of group classification is employed for localization of the damage 

(Section 4.2). In addition, a supervised learning paradigm is assumed for three other group 

classification schemes (Section 4.3) that indicate the presence, extent, location, and some 
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information about the type of damage present in structures, namely whether damage can be 

characterized by linear or nonlinear changes to a system. 

The dissertation concludes with a brief summary of the significant results from this 

research, some details on the applicability of the introduced methods to real structures, and 

some research areas in need of further study (Chapter 5). 

Each feature analysis, as well as the combined feature classification schemes, are 

analyzed and validated on a simulated multi-degree-of-freedom (MDOF) oscillator and 

experimental frame structure with bolted connections. Several different variations of these 

computational and experimental test beds are evaluated to best assess the feature, feature 

component, or classification scheme in question. 

In short, this dissertation contributes to the body of knowledge through a variety of 

these formulations, variations, new analyses, and validations to algorithms that rely on an 

array of measurements for group classification of damage. With a thorough knowledge of the 

features employed, the classification algorithms can be appropriately tailored to improve 

accuracy and/or computation time. In addition, accuracy is shown to improve by relying on 

multiple features that specifically produce differing assessments of a structure’s dynamic 

properties. 
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2 NONLINEAR PREDICTION ERROR 

2.1 Background 

Much of this dissertation focuses on damage identification algorithms within the 

regime of vibration-based SHM, whereby ambient or applied excitations create a structural 

dynamic response, and a characteristic feature is extracted for use as an indirect damage 

estimator (Doebling et al. 1996; Doebling et al. 1998; Sohn, Farrar et al. 2003). Recent 

research has attempted to make use of the common manifestation of damage as a nonlinearity 

(e.g. opening and closing of a crack, rattling of a loose bolt), employing prescribed nonlinear 

time series analysis techniques for feature extraction. For example, higher-order frequency 

response functions (FRFs) have been used with some success to account for weak 

nonlinearities in systems (Adams 2002; Worden and Tomlinson 2001). This approach allows 

for nonlinear behavior but still requires model-based assumptions about the correlations within 

the system. Other methods have attempted to characterize the dynamics of a system by 

invariant properties such as the correlation dimension (Craig et al. 2000; Wang et al. 2000; 

Trendafilova and Brussel 2001) or the Lyapunov exponents (Trendafilova and Brussel 2001). 

Several of these methods specifically involve evaluating dynamics as displayed in the 

state-space reconstruction of the structural response. One approach attempts to separate fast-

time dynamics from progressing damage characterized by slow time scales (Chelidze and 

Cusamano 2004). Todd, Nichols et al. have recently proposed the use of a deterministic, 

chaotic excitation, and extracting features from the steady-state response dynamics (Todd et 

al. 2001; Nichols et al. 2004; Nichols, Todd, Wait 2003). This state-space-based technique 

produces damage metrics that compare a baseline attractor to a test attractor at some unknown 

state of health. For example, one technique examines the change in local attractor variance in 
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state space between an input attractor and the response attractor (Todd et al. 2001). Another 

novel concept performs a statistical assessment of the smoothness of the mapping from one 

attractor to another (Nichols et al. 2004). A forecasting approach was introduced that 

compares local dynamical evolutions of flows within attractor subspaces (Nichols, Todd, Wait 

2003). These methods tend to be both low-dimensional and sensitive, resulting in a 

computationally feasible SHM technique that directly explores changes in structural dynamics 

intrinsic to damage. Because state-space-based techniques are purely data-driven, there is no 

reliance upon model-specific forms or assumptions such as linearity. Consequently, this 

approach is particularly effective in damaged structures whose dynamics become nonlinear. 

The forecasting approach, commonly referred to as nonlinear (or state-space based) 

prediction error, has proven to be a viable means of discriminating linear and nonlinear 

dynamical changes in structures. In this dissertation, the nonlinear prediction error concept is 

explored in depth to reveal its full potential in terms of damage sensitivity and identification. 

First, a detailed description of the general formulation along with descriptions of previously 

established research is presented. Next, the dissertation explores specific aspects within the 

state-space feature extraction paradigm that lead to greater applicability, sensitivity, and 

robustness of the approach. These explorations are conducted within the framework of 

attractor comparisons taken from the same location on a structure at two different times. 

Finally, a novel state-space comparison is introduced that employs multiple locations on a 

structure to provide additional information about the character of present structural damage. 

2.2 Single Measurement Comparisons 

Nonlinear prediction error was originally formulated by Schreiber as a nonstationarity 

test (Schreiber 1997). This technique has also been applied for describing ecological systems 

(Sugihara and May 1990) and meteorological forecasting (Elsner and Tsonis 1992) and was 
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recently applied and validated to SHM-related work as a novel damage detection feature 

(Nichols, Todd, Wait 2003). Very generally, this technique accumulates and compares the 

dynamics of a healthy structure to the corresponding dynamics of a damaged structure. 

Consequently, the loss of differentiability of a function relating an undamaged attractor to a 

damaged attractor can be captured by the nonlinear prediction error. This comparison is 

performed in state space using pointwise evolutions between a baseline and a test attractor. In 

its original SHM-applied inception, the baseline attractor is reconstructed from a measurement 

taken at some location on a structure from a previous, known condition (typically 

undamaged). The test attractor is reconstructed from a measurement at that same location, this 

time from the current and unknown structural condition. These choices for the baseline and 

test attractors will be referred to as auto-prediction error. This dissertation outlines the general 

formulation of auto-prediction error and explains how it was utilized in previous research, and 

then expands on this research for increased robustness and sensitivity. 

2.2.1 Attractor reconstruction 

In order to project the local dynamics and prediction error results onto their respective 

regions of state space, the state-space attractor must first be formed. The dynamics of a system 

can generally be described by a set of first-order ordinary differential equations: 

( )t,xFx =& , (2.1)

where x is an N-dimensional state vector, and F is a nonspecific, perhaps nonlinear, function 

of the state vector and possibly time. This vector field is generally considered deterministic 

per se, but it can be envisioned as having stochastic components as a result of either noise or 

other random sources, although these are not explicitly indicated in Eq. (2.1). For a 

deterministic F, a state-space representation of a structural response can be developed through 

a geometric portrayal of the system including each of the N DOF as an individual coordinate. 
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The state variables will map a unique trajectory through geometric phase space as time 

evolves. The state-space attractor represents the geometric shape of the state variables after 

they have evolved to a steady-state condition with intrinsic dimension M less than (due to 

dissipation) or equal to N.  

In practice, it is often difficult to measure experimentally each of the state variables 

needed for attractor reconstruction. Takens (Takens 1981) proved that, under certain 

conditions, a state-space reconstruction from a single coordinate is an embedding of the true 

state space of the entire system. This is accomplished by means of the delay-coordinate 

approach, whereby properly delayed copies of a single, discretely-measured coordinate are 

used to create an M-dimensional attractor which preserves dynamical invariants (descriptive 

quantities that relate to how points are distributed on an attractor). Hence, the attractor at time 

n can be expressed as: 

( ) ( ) ( )[ ],)(,...,,x ττ 1−++= Mnxnxnxn  (2.2)

where τ is an appropriate time delay. The choice of the parameters, τ and M, are critical 

components to properly embedding the attractor. If the delay is too small, the resulting 

dimension vectors will be very similar and will carry a surplus of redundant information. 

However, if τ is too large, the coordinates will become essentially unrelated. Correspondingly, 

the embedding dimension must be large enough such that the reconstructed orbit does not 

intersect itself. If the dimension is too large, there will be unnecessary computational effort 

expended attempting to unfold an attractor in greater than M dimensions when only M 

dimensions are required.  

2.2.1.1 Proper delay, τ 

This work makes use of the two most widely acknowledged methods for choosing the 

proper delay in attractor reconstruction. The first method (Abarbanel 1996) employs the 
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autocorrelation function estimate to determine the delay at which a vector is least correlated 

with itself. Thus, a frequently chosen delay, τ, is taken to be at the first zero crossing of the 

autocorrelation function. The normalized, estimated autocorrelation function is calculated as: 
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The downside of this approach is that the autocorrelation captures only linear relationships 

within (or among) time series.  

Another common method for more general dynamic systems makes use of the time-

delayed mutual information estimate (MI) (Fraser and Swinney 1986). 
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where ( )( )nxp̂  and ( )( )τ+nxp̂  are the estimated probability density functions (pdfs) of x(n) 

and x(n + τ), respectively, and ( ) ( )( )τ+nxnxp ,ˆ  is the estimated joint density. Minima of the 

MI function indicate little statistical redundancy in a time series at the corresponding time 

scales τ at which these minima occur. The general prescription is to choose the value τ 

corresponding to the first such minimum, although this is not a prescription rooted in 

theoretical rigor but rather a practical interpretation of MI. Section 3.2.4 contains a description 

of methods for estimating marginal and joint pdfs, although a common technique involves 

simply binning the observations into histograms. 

2.2.1.2 Optimal embedding dimension, M 

Two conventional approaches for determining the optimal embedding dimension for 

attractor reconstruction are the singular system analysis and the false nearest neighbors (FNN) 
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methods. In the singular system analysis approach (Broomhead and King 1986), a singular 

value decomposition (SVD) is performed on the measured vector, such that 

[ ] [ ] [ ] [ ] ,VWUX T
PxPPxPNxPNxP =  (2.5)

where X is an N x P matrix made up of the measured vector with N time points and P - 1 

delayed copies representing the other columns, akin to the final form of the reconstructed 

attractor.  W is a P x P diagonal matrix made up of the singular values of the system. If the 

singular values are sorted, normalized, and then plotted as a function of their indices, p, they 

give a representation of the variance contained in each of the p dimensions. The proper 

embedding dimension can then be chosen as the number of indices, p, needed for the singular 

values to fall to an insignificant number.  Broomhead and King suggest using a delay of one 

for the X matrix, and P should be chosen such that: 

,sfPf ≤∗  (2.6)

where fs is the sampling rate of the time series, and f* is the band-limiting frequency after 

which there is no significant power at larger frequencies. Although this method will be 

analyzed herein as a procedure for solely determining embedding dimension, Broomhead and 

King has also suggested that the left singular vectors U can be employed as a normalized 

embedding in themselves, and this approach has been applied to auto-prediction error in some 

instances (Olson et al. 2007). 

Another commonly utilized technique for determining the optimal dimension is the 

empirical FNN approach (Kennel and Abarbanel 1992). In this technique, the attractor is first 

embedded in M = 1 dimensions. The nearest neighbors to each point, xn, are determined. Next, 

the attractor is successively embedded in higher M values using a previously chosen delay, 

and the number of false projections of nearest neighbors is uncovered. The attractor is 

considered fully unfolded when the number of false projections reaches zero. Although 
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common practice is to use the optimal (lowest dimension with zero false projections) 

embedding dimension for state representation, it has been shown that this may not be ideal for 

all applications (Kantz and Schreiber 2004).   

Other techniques have been more recently established for embedding, including 

methods that incorporate a determination of delays and dimension simultaneously (Pecora et 

al. 2007), with delays not equal for all dimensions such that  

( ) ( ) ( )[ ]11 1 −−++= Mn Mnxnxnx ττ )(,...,,x . 

However, this research was conducted after much of the work printed in this dissertation. A 

quick comparison was made employing this type of embedding on several of the attractor-

based techniques examined for this paper, with little differences in results. It should be stated 

that, when embedding attractors in state space for SHM feature extraction, the goal is not 

necessarily to best reconstruct state-space geometries. Rather, the objective in this dissertation 

is to utilize reconstructed attractors as a means of creating dynamically-based geometric 

objects that have a more subtle structure, which may then be compared and/or assessed by 

utilizing the feature extraction techniques investigated herein. 

2.2.2 General nonlinear prediction error formulation 

From reconstructed state-space attractors, a baseline predictive model (generated from 

a baseline attractor, X) can be employed to make forecasts that can be compared to the current 

observed state (e.g. a test attractor, Y) to determine if a change has taken place. When a 

structure has been damaged, the geometry of the attractor is presumed to change from its 

reference state. Thus, one can use statistically-averaged features characterizing the temporal 

evolution of points on a baseline attractor as a predictor for how points will evolve on a test 

attractor. Then, the differences between the predicted evolution and the observed (measured) 

evolution of the test attractor may be compared in various ways to form a prediction error 
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feature. Changes to the prediction error thus reflect a loss of dynamical similarity from a 

previous state that could indicate the appearance of damage as it manifests itself in the 

observable dynamic response. The general formulation of prediction error will be detailed, 

followed by a description of the two explicit variations of the feature explored in this work. 

First, a set of F randomly and uniformly selected initial conditions, xn, is accumulated 

on a baseline attractor, X, such that they statistically cover the entire attractor in the extent of 

its state-space geometry. Next, initial conditions, yn, on the test attractor, Y, are determined 

such that they correspond to the points, xn, on X. These points, yn, can be related to the initial 

conditions on X either spatially (occupying the same location in state space) or temporally 

(equivalent time indices). Next, the κ nearest neighbors (xpn,j and yqn,j) to these initial 

conditions are found, separated in time from the xn and yn by a Theiler window in order to 

minimize artificial near-time correlations (Theiler 1986). Consequently, the neighbors are 

purely geometrically correlated and insensitive to sampling rate. The size of the set of initial 

conditions (also called fiducial points), F, should be related to the total number of points on 

the attractor, such that the statistics generated by the feature are insensitive to the addition of 

successive fiducial points. Further, the number of κ will depend on the dynamics and inherent 

noise of the system. Classic choices for F and κ are N/10 and N/1000 respectively, where N is 

the number of points on the attractor (Pecora and Carroll 1996). The Theiler window, h, is 

typically a function of the delay choice, e.g. h = 2τ, with the only stipulation that it be larger 

than τ. 

 Then, the neighbor sets are time-incremented L time steps in the future. The local 

prediction error feature, En(X,Y) is the Euclidean distance between the evolved fiducial points 

or neighborhoods from the baseline and comparison attractors for a given method of fiducial 

point correlation (temporal or spatial). 
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( ) XYYX, LnLnnE ++ −= φφ , (2.7)

where Y
Ln+φ  is either the initial condition or centroid of the neighborhood on the comparison 

attractor, evolved L time steps from the initial time n. Likewise, X
Ln+φ  is the time-evolved 

initial condition or centroid of the neighborhood of the baseline attractor. A graphical 

illustration of this formulation of this feature is displayed in Figure 2.1. The parameter, L, 

often referred to as the prediction horizon, is often chosen somewhat heuristically to be equal 

to one or some value less than τ. The feature used for SHM purposes will typically be some 

global statistic of the F calculated prediction error values, e.g. the mean and/or standard 

deviation. 

 
Figure 2.1: Graphical illustration of nonlinear prediction error formulation from attractors in state 

space. 
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2.2.3 Previous research 

Previous research (Nichols, Todd, Wait 2003) validated this auto-prediction error 

concept on a bolted frame experiment subject to a deterministic chaotic excitation. In their 

formulation, the prediction error was specifically defined as 

( ) LnLqn jn
E ++ −= xyYX,

,
, (2.8)

where xn+L is the time-evolved initial condition on the baseline attractor and 
jnLq ,

y +  is the 

mass centroid of the time-evolved neighborhood on the comparison attractor. However, a 

measure of prediction in the sense of forecasting is not explicitly necessary; rather, a measure 

of dynamical deviation is desired. Therefore, it may make more sense to evaluate the 

Euclidean distance between two sets of mass centroids, such that, assuming equivalent Theiler 

windows, En(X,Y) is zero for all X = Y: 

( )
jnjn LpLqnE

,,
xyYX, ++ −= . (2.9)

The correlation between fiducial points, xn and yn, in previous work was made such that they 

occupy the same location in state space (spatial transference).  

In this work, several variations of this formulation are examined, including whether 

geometric or temporal correlations between fiducial points are made and how the embedding 

and prediction error parameters affect results. These examinations will primarily be conducted 

within the context of another variation, namely utilizing a stochastic input. Additionally, the 

dissertation investigates the effect of selecting local groupings of initial conditions rather than 

a statistically averaged set covering the entire attractor. 
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2.2.4 Using stochastic inputs 

2.2.4.1 Introduction 

Recently, the question has been preliminarily explored (Nichols 2003; Todd, Overbey 

et al. 2004) as to whether these kinds of state-space-based algorithms may be employed with 

stochastic excitations, potentially eliminating the need for an active and known dynamic input 

to the structure. Providing a deterministic excitation is often problematic because of 

operational and economical constraints, and therefore the ability to extract such state-space 

features based on ambient inputs to as structure would be a significant advantage. Many 

ambient vibration sources (e.g., wind loading on buildings, wave action on marine structures, 

or gust loading of aircraft) are typically band-limited in frequency content. From the 

standpoint of comparisons or predictions for SHM, band-limited noise processes can be 

evaluated like low-dimensional deterministic processes, despite being wholly infinite-

dimensional because of their stochastic character (Rapp et al. 1993; Cencini et al. 2000; Stone 

1992). Filtered or colored noise still possesses properties such as correlations that can be 

captured and compared. Thus, an effective dimension can be employed for state-space 

reconstruction in an application for detecting damage in structures. To this note, in a 

probability density sense, as white noise is filtered progressively toward a narrower and 

narrower spectral bandwidth, such that in the discrete limit it may be conceptualized as a sine 

wave, the sinusoidal pdf is never recovered. The pdf remains Gaussian, with a smaller 

variance as bandwidth is narrowed, because variance is related to bandwidth. 

This section examines the use of various band-limited, stochastically-generated, state-

space auto-prediction error features for detecting stiffness changes in a computational 3DOF 

model and bolt preload loss in an experimental frame structure. A parametric study is carried 

out on the methods used for both attractor reconstruction and feature extraction in an effort to 

understand their performance and optimize their use in the paradigm of damage detection. 
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Further, the applicability of the described, deterministically-based, analyses is evaluated for 

the first time on stochastically-driven systems for the purposes of SHM. 

2.2.4.2 Formulation 

In the strictest sense, attractor embeddings assume a fully deterministic system, 

although no natural system is immune to some random influence. Stochastic embedding has 

received some theoretical foundations in recent work (Stark 2000). The blueprint for 

reconstruction can be generalized to a much wider class of systems that can be thought of as 

deterministic systems driven by some random process. The main objective of this section of 

the dissertation is not to explore the practice or nature of reconstructing state space from 

stochastic processes, but rather to explore, from a practical perspective, stochastic state-space 

reconstructions, even if done using guidelines rooted in determinism, and to discover whether 

such reconstructions are useful in an SHM context. 

In terms of delay embedding, the same procedure as outlined in Section 2.2.1 can be 

performed for stochastic systems, even though one cannot properly speak of a deterministic 

“attractor” in these instances. Moreover, the state-space geometry will be infinite-dimensional. 

However, an SVD of this type of time series will produce singular values that asymptotically 

approach zero, as will be shown later. Likewise, the number of false projections will approach 

zero as well. An adequate embedding dimension, M, can therefore be chosen as the point 

where the degree to which the system explores further phase space directions is below the 

resolution of the time series. 

For this work, two distinct auto-prediction error features were considered to address 

the issue of fiducial point relationships (temporal vs. spatial). The first feature evaluated 

involves a spatial correlation between the baseline and comparison fiducial points, but 
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computes the error based on the centroids of the neighborhoods. The algorithm is such that 

EG,n(X,Y) = En(X,Y) from Eq. (2.9): 

( ) jnjn LpLqnGE ,, xyYX,, ++ −= . 

where jnLp ,x +  is the time-evolved initial condition on the baseline attractor, 
jnLq ,

y +  is the 

mass centroid of the time-evolved neighborhood on the comparison attractor, and X and Y are 

geometrically related. The metric is normalized by the standard deviation, σ, of the originally 

measured time series vector. The second realization of prediction error is drawn from a 

temporal relationship between fiducial points on the two attractors. The prediction error 

feature ET,n(X,Y) is expressed by the same equation, but this time, X and Y are temporally 

related.  

In the first feature, the initial condition from the baseline attractor was transferred to 

the second attractor through a geometrical connection. Therefore, the fiducial point on the 

comparison attractor may not exist on the second attractor, but is solely utilized as a reference 

point to find neighbors to that geometrical location in the M-dimensional state space. Note that 

a Theiler window can only be enacted on fiducial points that actually exist on a given 

attractor, and thus, the spatially correlated fiducial points on the comparison attractor will have 

no temporal restriction on neighbor points. ET,n(X,Y) has temporally related initial fiducial 

points, and hence, the comparison fiducial point is an actual point on the second attractor, but 

does not have to be in the same spatial location as that of the baseline fiducial point. However, 

the drawback of this metric is that it assumes synchrony between measurements, i.e. x and y 

are related in time. Therefore, it will be investigated how the type of excitation utilized affects 

what type of fiducial point relationships can be made. 
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2.2.4.3 Test description 

2.2.4.3.1 Simulated model 

Before a structural system test was conducted, a simple computational model was 

designed to motivate further study of combining deterministic prediction error methods with 

stochastic excitation for SHM. The computational model employed was the linear, 3DOF 

spring mass system shown in Figure 2.2. Initial parameter values were set as mi = 0.001, c = 

0.1, and ki = 1500, i = 1-3. Damage was introduced into spring k1 by reducing the spring 

stiffness such that k1 ≠ k = k2 = k3 as shown in Table 2.1. The system can be expressed as: 

{ } { } { } ( )tfxKxCxM =++ &&& , (2.10)

where M, C, and K represent the 3 x 3 constant-coefficient mass, damping, and stiffness 

matrices, respectively. The forcing is applied at the base of the structure. For the linear 

undamped, unforced system, the natural frequencies, ωi, will appear as in Table 2.1 for each 

value of k1. Note that the natural frequencies do not change drastically until severe damage is 

introduced into the spring as in cases 4 and 5. Channel 1 is defined as the input excitation. 

Channel 2 is the response of the mass closest to the base, with channels 3 and 4 at the center 

and final mass, respectively. 

  
Figure 2.2: 3DOF linear spring mass model. 

  
Table 2.1: Computational damage cases and the corresponding natural frequencies, ωi. 

Case k1 ω1 (Hz) ω2 (Hz) ω3 (Hz) 
0 1.00*k    86.75 243.07 351.24 
1 0.99*k    86.51  242.64 351.05 
2 0.95*k    85.53 240.92 350.31 
3 0.90*k    84.23  238.73 349.41 
4 0.75*k   79.72 231.92 346.89 
5 0.50*k    69.39 219.89 343.24 
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2.2.4.3.2 Experimental procedure 

The experimental structural response was subject to a more in-depth study of the 

characteristics of auto-prediction error obtained from a stochastic input. The experiment does 

not mimic the simple computational model, so only general comparisons between computation 

and true experiment may be invoked.  The test incorporated the simple bolted-frame structure 

shown in Figure 2.3. The structure consists of a single-bay stainless steel frame, with two 

vertical elements (12” x 2” x 0.25”) and a horizontal element (22” x 2” x 0.25”) connected via 

steel angle brackets (3.5” x 3.5” x 0.25”). The vertical elements were affixed to the steel base 

plate (26.75” x 8” x 0.5”) using similar angle brackets. The base plate was clamped to the 

laboratory table to imitate a fixed boundary condition. Excitations were applied to the 

structure through an MB Dynamics PM50A electrodynamic shaker, connected to one of the 

vertical members by a stinger. The shaker was powered by an MB Dynamics SL500VCF 

power amplifier controlled by a National Instruments PCI 6036 D/A card interfaced with 

National Instruments LabVIEW 7.1 software. PCB A352C65 ICP accelerometers (100 mV/g) 

were bonded to the structure at the three locations indicated in Figure 2.3. Channel 1 was 

placed beneath the bolt on the outboard (excitation) side of the vertical member, channel 2 

was located above the bolt on the inboard side, and channel 3 was positioned above the bolt on 

the outboard side of the horizontal member. 

Various band-limited (of bandwidth B) Gaussian noise excitations (with statistical 

profile N[0, GB], where G is the power spectral density level) were sent to the shaker as 

shown in Table 2.2. Sampling rates were chosen based on the criteria proposed by Broomhead 

and King (Eq. (2.6)) to provide singular values derived from an L = 25 condition. Time series 

lengths were chosen such that each run had at least 32,768 samples.  The filtering was very 

nearly low-pass, although the low corner was always set to 10 Hz to accommodate inherent 

shaker mechanical response characteristics. 
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Figure 2.3: Experimental setup: single steel horizontal member. 

 

Table 2.2: Stochastic excitation parameters. 

Bandwidth, B (Hz) Upper Corner 
Frequency, f* (Hz) Sampling Rate, fs (Hz) Length (sec) 

50 60 1500 27 
200 210 5250 8 
500 510 12750 4 

1000 1010 25250 2 
2000 2010 50250 1 

 

Damage was simulated at a corner joint by adjusting the initial torque in the bolt at 

that location. The baseline (undamaged) case was set at an initial torque of 120 in-lb. 

Successive damage levels were introduced by completely loosening the bolt, and then re-

torquing the bolt to the desired damage level, as shown in Table 2.3. Damage cases 4 and 5 

experienced some ratting, indicating the presence of nonlinearity. It can be noted that 

nonlinear prediction error has proven viable for detecting changes in a structure caused by 

nonlinearity (see Section 2.2.5) for a chaotically excited structure. The goal of this work is to 

extend the use of state-space prediction error to the inclusion of stochastic excitations and to 

parametrically identify the optimal computation of this feature under this extension. Therefore, 

consideration to damage-induced nonlinearity was limited to its presence in (at a minimum) 

the higher damage cases of the experimental testbed. Five different channel readings were 
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measured, including the three accelerometers (channels 1-3), a force gage attached to the 

stinger (channel 4), and the raw input excitation (channel 5). 

Table 2.3: List of controlled damage cases for the frame experiment. 
Damage Case Initial Torque (in-lbs) 

0 120 
1 60 
2 30 
3 finger-tight 
4 loose 
5 no bolt 

 

2.2.4.3.3 Analysis procedure 

Damage case 0 was utilized as the baseline undamaged state for all features. Each 

successive damage case was then used as the (unknown) comparison state, fitting the auto-

prediction error paradigm. The attractors and the two prediction error types were computed as 

discussed in Section 2.2.4.2. The MI, autocorrelation function, SVD, and FNN estimates were 

calculated for each time series. The optimal delay and dimension values were chosen based on 

the first minimum of the MI and the zero (or near zero in this case of stochastic excitation) 

point of the FNN result. These functions will be used to analyze and explore their relationship 

to the parameters employed for prediction error.  

Four parameters, namely delay, dimension, number of neighbors, and prediction 

horizon, were evaluated in this study. For each test, two of the parameters were set at an initial 

value and then increased incrementally in a double-loop while the other two parameters were 

held fixed at an assumed optimum. Attractor reconstruction and prediction error calculations 

were performed at each increment, and the mean and 10th and 90th quantile values were 

calculated for each set of prediction error values and each unique set of parameters. These 

values can then be viewed three-dimensionally as a function of the two varying parameters, 

with all other parameters fixed. The procedure was then repeated with variations to other 

parameters. Details concerning the various parameters are listed in Table 2.4.   



 34

Table 2.4: Parameter variations. 
Parameter 1 Increment Parameter 2 Increment 

Delay, τ 1:2:49 Dimension, M 1:1:15 

Delay, τ 1:2:49 Prediction 
Horizon, L 1:2:49 

Number of 
Neighbors, κ 1:10:241 Prediction 

Horizon, L 1:2:49 

 

2.2.4.4 Baseline results 

Because of the quantity and characteristics of data and results, the analysis will consist 

mainly of a discussion of trends noticed for each study, accompanied by elucidation and 

representative plots. Damage detection capability will be expressed mainly in a qualitative 

sense, to provide background for use with future feature studies. This section will detail the 

effect of comparing an attractor to itself (baseline-to-baseline) to provide insight into the 

inherent properties of state-space prediction error with regard to the several parameters 

mentioned in the previous section.  Subsequently, Section 2.2.4.5 will address the relevance of 

each parameter in determining the presence and extent of damage.  The overall ideas will first 

be examined within the context of the computational model followed by, in greater depth, the 

experimental system. 

2.2.4.4.1 Computational model baseline results 

Computational results will be examined to evaluate the effect of using stochastic 

excitations in the construction of deterministically-based prediction error methods, and to 

motivate the use of a more detailed exploration in an experimental regime. Therefore, the 

parameters utilized to assemble the desired features must be examined for applicability with 

stochastic forcing of a dynamical system. First, the functions used to determine the optimal 

parameters for embedding (delay, τ and dimension, M) must be evaluated. The MI and 

autocorrelation function for three of the different bandwidth excitations are shown in Figure 
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2.4. The autocorrelation function and the MI functions compare well with each other. The 

proper delay, namely the first minimum of the MI or first zero of the autocorrelation, is 

consistently around τ = 11 for channel 1 (input) and around τ = 32 for all subsequent channels 

(responses), independent of the band of excitation. The responses possess additional 

correlations caused by the structural filter at time scales that are not present in the excitation. 

Generally, there is very little difference as bandwidth is increased. The delay-bandwidth 

autonomy is brought about by the imposition of the sampling rate dependency on bandwidth 

(see Table 2.2). If all sequences were sampled at the same rate, the lower bandwidth 

excitations would result in higher delays. 

 

 
Figure 2.4: Delay optimization functions for attractor reconstruction where (a) MI and (b) 

autocorrelation. 
 

Corresponding functions for determination of the optimal dimension were also 

produced (Figure 2.5). Both the FNN and SVD functions show a rapid decline which 

consistently and asymptotically level off at a dimension of around M = 5. Thus, the assertion 

of considering band-limited stochastic signals as effectively low dimensional for the purposes 

(a) 

(b) 
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of damage detection appears satisfactory. The heavy oversampling of the data suggests that 

this is not a product of a finite data set effect, whereby the percent of false neighbors or 

variance in higher dimensions in SVD is limited by the number of points available in 

discretely sampled, finite time data. The strong correlation between FNN and SVD results 

motivates the use of deterministically-rooted theorems for fairly narrow-band stochastic 

processes. Although it is difficult to ascertain from the plots, the percent of false neighbors 

and singular values does not reach zero, but just a very small number beyond M = 5. 

 

 
Figure 2.5: Dimension optimization functions for attractor reconstruction for (a) FNN and (b) SVD. 

 

To further illustrate the practical use of these band-limited stochastic sequences, a 

comparison can be made to those of a deterministic chaotic sequence and a purely white 

Gaussian noise process (infinite band). Figure 2.6 compares the MI and FNN functions for a 

representative state variable from the deterministic Lorenz system in a chaotic regime (see Eq. 

2.17 and Section 2.2.5.4.1), which has been used previously for state-space-based structural 

interrogation for damage, and a Gaussian white noise sequence. The Lorenz system has an MI 

(a) 

(b) 
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minimum around τ = 43 and the percent of false neighbors drops to zero at M = 3. The shape 

and structure of the FNN function for a band-limited stochastic process imitates the functions 

from a known deterministic signal such as this fairly well, as they are both somewhat 

broadband in frequency and appear to contain most of their information in the first few 

dimensions. The white noise sequence has a Dirac δ-function-like appearance because it is 

only correlated with itself at a delay of τ = 0. Consequently, there is no delay with which to 

embed this sequence properly into phase space, as expected for a completely random process. 

Although the FNN function for white noise also asymptotically approaches zero much like the 

band-limited stochastic processes, the rate of convergence is somewhat slower. 

 
Figure 2.6: Delay and dimension optimization functions for the Lorenz and white noise, where (a) AMI 

and (b) FNN. 
 

Thus, band-limited stochastic processes can be thought of as being in a category apart 

from both purely white random sequences and fully deterministic sequences.  In fact, it is 

difficult to distinguish between finite-length chaotic sequences and filtered stochastic 

sequences such as band limited noise (Rapp et al. 1993; Cencini et al. 2000; Stone 1992). 

Consequently, there is some justification for using these state-space principles with a time 

series that has some intrinsic stochastic components. Baseline prediction error results for the 

computational model are very similar in terms of trends to those found in the experimental 

results, which are fully discussed in the following subsection (Section 2.2.4.4.2). 

(a) (b) 
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2.2.4.4.2 Experimental baseline results 

Because the computational model provided motivation sufficient to consider an 

experimental test, the baseline-to-baseline results will be further examined within the test 

results. There are several considerations that must go into the evaluation of auto-prediction 

error for the experimental baseline-to-baseline, stochastic excitation results: specifically, the 

parameters being varied, the formulation of the feature being calculated, and the bandwidth of 

the stochastic excitation applied to the structure. Also, there will be discussions in reference to 

the means of the prediction error values calculated versus the quantile levels and commentary 

about the functions used for choosing parameters for attractor reconstruction. 

2.2.4.4.2.1 Attractor reconstruction parameters 

Experimental results show similar trends in the functions used to choose a delay and 

dimension for embedding. Representative examples of the MI and autocorrelation functions 

for different excitations are shown in Figure 2.7. Interestingly, all outputs in the experimental 

results have time scales in the MI and autocorrelation very similar to the input signal, which is 

contrary to computational results. This difference is because different dynamic time scales are 

being excited between the computation and the experiment, as they are very different 

structures (and not intended to be used in a strictly comparative sense). The minimum of the 

MI corresponds to the first zero of the autocorrelation function for both excitations and all 

channels, where a delay of approximately between τ = 10-13 would typically be chosen. 

Again, the proper (in the sense of the common prescription) delay is the same for both the low 

and high bandwidth excitations because of the relationship imposed between sampling rate 

and band-limiting frequency (Table 2.2). Because the autocorrelation is a linear operation, 

nonlinear effects cannot be retained, so the MI will be considered a better representation of the 

true nature of the time series at higher values of τ. Channels 1 and 2, corresponding to the first 

and second accelerometer measurements, have additional correlations caused by the filter that 
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are not seen in the input (Channel 5). Channel 3, the accelerometer along the horizontal 

member, has much smaller correlations at the peaks of the AMI than the other readings. This 

accelerometer’s response direction is not directly excited, and therefore the inherent signal-to-

noise ratio (SNR) tends to decrease. Increasing the bandwidth on the input tends to reduce the 

correlations in the input, and by extension, the response. 

Corresponding representative plots for the FNN and SVD results as a function of 

embedding dimension are also shown in Figure 2.7. Both the FNN and SVD functions 

asymptotically approach zero as dimension increases. Also, the optimal dimension is about M 

= 4-5 for both functions. The slope of the curves is much larger initially, and gradually 

decreases as dimension increases, and the optimal dimension is reached. It can be noted that if 

a different P or fs was chosen for SVD calculation, the results are drastically different. As the 

results here match well with the FNN approach, it can be inferred that the correct P and fs 

values were implemented. As in the delay optimization functions, these functions will be 

compared to prediction error results as changes are made in the dimension parameter. Because 

the FNN and SVD functions are similar in structure, only the FNN function will be utilized in 

the rest of this work. 

2.2.4.4.2.2 Prediction error parameters 

Using geometric (or spatial) prediction error EG,n(X,Y), the values were always non-

zero, despite the calculation being performed between two identical attractors. These non-zero 

values are caused by what can be called the Theiler window discrepancy discussed briefly in 

Section 2.2.4.2. When fiducial points are geometrically correlated on the two attractors, the 

fiducial point on the second attractor does not actually exist, but is purely a spatial reference 

point for establishment of neighbors. Consequently, there can be no Theiler window imposed 

on the comparison attractor because the fiducial point has no temporal reference value. 

However, because the baseline attractor contains a truly existing fiducial point from which a 
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Theiler window can be established, there will be a difference in the selection of neighbors 

between the two attractors even if they are identical. Therefore, this Theiler window 

discrepancy produces a non-zero baseline-to-baseline prediction error quantifying the effect of 

geometrical correlations of fiducial points in which the Theiler window can only be 

implemented on one of the two attractors.   

 

 
Figure 2.7: Delay and dimension optimization functions for attractor reconstruction for (a) 50 Hz 

excitation: AMI, (b) 50 Hz excitation: autocorrelation, (c) 50 Hz excitation: FNN, (d) 50 Hz excitation: 
SVD, (e) 2000 Hz excitation: AMI, (f) 2000 Hz excitation: autocorrelation, (g) 2000 Hz excitation: 

FNN, and (h) 2000 Hz excitation: SVD. 
 

When the parameters delay, τ, and dimension, M, are incremented, the effect on the 

baseline-to-baseline prediction error is substantial (representative plots in Figure 2.8 and 

Figure 2.9). As the dimension increases, the mean prediction error increases as well, although 

the slope slightly diminishes around the optimal dimension (M = 4-5). As the dimension is 

increased for a fixed amount of data, the attractor will increase in size correspondingly, and 

therefore, the distance between points will increase as well.  

(b) (a) (c) (d) 

(f) (e) (g) (h) 
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Along the delay axis, the mean prediction error approximates a superposition of 

increasing values at the peaks of the MI with gradually increasing values as a result of 

increasing delay. The increasing prediction error with increasing delay trend complements the 

theory that low delays carry large amounts of redundant information, and thus attractor 

evolution predictability will increase, resulting in much smaller error. In contrast, large delays 

reduce the number of data points populating the attractors, resulting in incomplete or contorted 

geometries. Consequently, they will have very low attractor evolution predictability, or larger 

error. Relating this to the Theiler windowing aspect of the baseline-to-baseline condition, time 

correlated points will follow the same path as the fiducial point, but other geometrically 

related points could follow a route completely unrelated to the fiducial point trajectory. The 

connection between the MI and the prediction error along the delay axis also relates to these 

principles. The prediction error should have lower values at minimums of the MI, where the 

appropriate dynamical relationship between coordinates is preserved, and larger values at 

maximums of the MI. Dimension modifications appear to have a larger effect on prediction 

error values than delay changes. 

   
Figure 2.8: Representative (50 Hz excitation, channel 1) EG,n(X,Y) baseline values as a function of 

delay, τ, and dimension, M, where (a) mean prediction error contour plot and (b) surface representation 
of means (middle surface) and 10th (lower surface) and 90th (upper surface) quantiles. 

 

(a) (b) 
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Figure 2.9: Representative (2000 Hz excitation, channel 1) EG,n(X,Y) baseline values as a function of 

delay, τ, and dimension, M, where (a) mean prediction error contour plot and (b) surface representation 
of means (middle surface) and 10th (lower surface) and 90th (upper surface) quantiles. 

 

Simultaneously varying the delay, T, and prediction horizon, L, parameters has large 

effects on the mean prediction error as well (Figure 2.10). The delay trends appear as in the 

delay-dimension representation, increasing with increasing τ and fluctuating as a function of 

the MI, although more distinctive because the stronger dimension effect is not also present. 

The trends in the prediction horizon axis are related to that of the delay characteristics. 

Prediction horizon is directly linked to delay because it is an expression of the time steps each 

point evolves through. Prediction error will be largest when the prediction horizon is farthest 

away from correlations caused by the choice of delay for embedding. This trend is exemplified 

by valleys of low mean prediction error at the τ = L band, and progressively less distinct 

valleys at the 2τ = L, 3τ = L, and 4τ = L bands. Again, this phenomenon is a product of 

embedding the pseudo-attractor from one initial coordinate vector. The delayed copies 

(coordinates) are related to the initial coordinate at time steps of τ = L, 2τ = L, …, (M - 1)τ = L 

(Figure 2.11). When a fiducial point is evolved L = nτ time steps into the future (where n is an 

integer), M - n coordinates of the evolved point have the same value as coordinates from the 

original fiducial point. Therefore, if a point is considered a neighbor of the original fiducial 

point, and both the neighbor and the fiducial point are evolved in such a fashion as to ensure 

(a) (b) 
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that both evolved points have a coordinate or multiple coordinates with values equivalent to 

their respective non-evolved points, then these points are also likely to be close together, or, at 

minimum, closer than those points evolved in such a way that this equivalence is not present. 

Hence, the relatedness of the prediction error is regularly (artificially) lower at each of these 

parameter options. 

  
Figure 2.10: Representative (50 Hz excitation, channel 1) EG,n(X,Y) baseline values as a function of 

delay, τ, and prediction horizon, L, where (a) mean prediction error contour plot and (b) surface 
representation of means (middle surface) and 10th (lower surface) and 90th (upper surface) quantiles. 

 

 
Figure 2.11: Artificial relationship between L and τ as a product of delay embedding. 

 

Figure 2.12 shows the result of incrementing the neighborhood size, κ, and prediction 

horizon, L. If the number of neighbors is below approximately 10, the mean prediction error is 

drastically increased. The effect of prediction horizon is similar to that expressed in the delay-

prediction horizon case, but is fairly minute relative to small neighborhood effects. However, 

(a) (b) 
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after the neighborhood reaches a threshold (κ > 20), the effect of neighborhood size 

asymptotically levels off. The outcome of low neighborhood size is characteristic of the 

Theiler window discrepancy, such that small neighborhood sizes result in a comparison 

between purely geometrically related neighbors on the baseline attractor to only temporally 

related neighbors on the comparison attractor. Larger neighborhood sizes will result in some 

neighbors on the baseline attractor that are not temporally correlated; thus some of the same 

neighbors will be chosen on the identical baseline and comparison attractors in the baseline-to-

baseline case. Too large a set of neighbors will eventually reach a saturation point where most 

of the attractor has been covered, and prediction error will be very small regardless of attractor 

geometry. 

  
Figure 2.12: Representative (50 Hz excitation, channel 1) EG,n(X,Y) baseline values as a function of 

number of neighbors, κ, and prediction horizon, L, where (a) mean prediction error contour plot and (b) 
surface representation of means (middle surface) and 10th (lower surface) and 90th (upper surface) 

quantiles. 
 

For the baseline-to-baseline comparison, temporal prediction error ET,n(X,Y) is always 

going to be zero. The Theiler window is applied to both attractors, since both fiducial points 

actually exist in time. Therefore, the chosen neighborhood from both identical attractors will 

be exactly the same, and the distance between them will be zero. Thus, temporal prediction 

error has the noteworthy advantage of removing inconsistent Theiler windowing problems as 

well as providing an aptly valued baseline prediction error. However, the main issues with this 

(a) (b) 
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prediction error type will arise when the input is not identical, as is the case for a random 

process. 

2.2.4.5 Damage detection results 

While the study in the last subsection considered prediction error metrics in baseline-

to-baseline comparisons, the application is clearly in damage detection.  Thus, it is ultimately 

most instructive to investigate how prediction error changes as damage occurs; in other words, 

the practitioner is predominantly interested in answering the question:  “Under what parameter 

choices does prediction error change the most as damage occurs?”  As a whole, all prediction 

error formulations show trending changes with increases in damage. Each prediction error 

variation is discussed below. Results in terms of damage detection will be addressed in detail 

with regard to the experimental test conducted. The computational model was used mainly as 

a springboard for further investigation through experimentation, but some specific 

computational results will be included where they provide differing results or further insight. 

As more damage is introduced, the means and quantiles of the prediction error results 

as parameters are changed tend to follow the same trends as those outlined in the baseline-to-

baseline scenario. However, the MI and FNN functions do not have identical results for 

differing damage levels. Therefore, the peaks and valleys in the prediction error along the 

delay, dimension, and prediction horizon axes may be shifted.   

Overall, prediction error values increase with increasing damage for both the 

computational model and experimental test, although direct comparisons between them cannot 

be made. The only exception to this tendency is damage case 4, when the bolt is completely 

removed.  Nevertheless, it can be argued that this case can be considered no more damaged 

than when the bolt is totally loose. In some cases, damage manifests through increasing mean 

and quantile prediction error values. Damage may also manifest itself in terms of the size of 
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the quantile spreads in the prediction error. Thus, the ability to distinguish damage is a highly 

dynamic property to evaluate. Comparative success will be presented as a conglomeration of 

all possible distinguishing traits between various damage levels, including the difference 

between prediction error means of two different damage states, the amount of separation 

between the lower quantile of the more damaged case and the upper quantile of the less 

damaged or undamaged case, and the size of the quantile spreads about the mean as a function 

of damage. Discussions will be in reference to overall patterns found in all existing data, and 

graphs will be limited to representative cases, typically from geometric prediction error, the 

channel closest to the damage, and the 50 Hz bandwidth stochastic excitation. There are 

disparate degrees of success in the ability to optimally differentiate damage depending on the 

parameters evaluated, channel response in question, and properties of excitation.   

2.2.4.5.1 Attractor reconstruction parameters 

Attractor reconstruction parameters such as dimension have a significant impact on 

prediction error for the purposes of damage detection. It is apparent from the results in Figure 

2.13 that the damage detection capability improves greatly as dimension is increased up to M 

≈ 3-5 , proving that embedding does gain something in terms of damage detection ability. The 

detection capability does not improve drastically as the dimension is further increased past 

five to 15. This is consistent with the FNN and SVD functions themselves. The data is 

stochastic, so its attractor cannot be unfolded in any number of finite dimensions, but band-

limiting the noise can result in a relatively low dimension that can be considered to contain 

nearly all of the pertinent structural information, which is more than suitable for the purposes 

of SHM. Thus, choosing dimension based on the FNN algorithm (M = 5) is appropriate for 

both quality results and low computational expense. Again, the prediction error quantities 

increase with increasing dimension even beyond optimum as in the baseline-to-baseline 

discussion, but results do not continue to increase at the same rates for higher dimensions. 
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The only major disparity between computational and experimental results is that the 

computational model improves more drastically from M = 3 to M = 5, while the experiment 

has very little improvement beyond M = 3. Therefore a smaller dimension than required to 

completely unfold the attractor may be adequate for detection capability and would further 

reduce computational burdens in the case of the experimental structure. This is mostly likely a 

product of heavy filtering in the experiment, very different from the lightly-damped 

computational model. 

 

 
Figure 2.13: Experimental mean and quantile prediction error results (50 Hz bandwidth, channel 1, τ = 
11, L = 11, κ = 33) for varying dimension, M where (a) M = 1, (b) M = 2, (c) M = 3, (d), M = 5, (e) M = 

10, and (f) M = 15. 
 

It is also evident that there is very little distinction between an undamaged case and 

damage levels 1 or 2. These low damage cases represent a small reduction in bolt torque, 

while damage levels 3, 4, and 5 represent more significant damage. Previous experiments 

(Olson et al. 2005) have been able to provide data that allows detection capability at these 

lower damage levels. However, the purpose of this work is primarily for inter-comparisons of 

(b) (a) (c) 

(e) (d) (f) 



 48

parameters used for feature extraction within a single data set, and not validation of the 

potential of these features for low-level damage discrimination. The small difference between 

damage cases 4 and 5 is indicative of the argument that damage case 5 cannot truly be 

considered more or less damaged than damage case 4. 

Damage detection ability is also quite sensitive to the choice of delay. Typically the 

MI function will have a well in which the minimum value is present.  As long as the delay 

choice is near or within the well, the prediction error results will have the largest separation of 

means and quantiles between differing damage cases. In Figure 2.14, it is apparent that 

damage is more easily discernable when the delay is within the AMI well (τ = 9-13) than 

when the delay is either before or after the well. Therefore, the assumption that the properly 

reconstructed attractor also provides the optimal results in terms of damage detection is 

verified. Delays at AMI maximums (τ = 21, 41) are inadvisable choices, for they result in 

larger quantile spreads and indistinguishable prediction error means. The second MI minimum 

(τ = 31) has even better quantile separations between various damage levels than the first 

minimum, but has larger quantile spreads within a given damage level. Thus, picking the 

second minimum rather than the first minimum might result in just as good, if not better, 

results. In this case, because of the periodicity of the MI function and the nature of the 

embedding procedure, the structure of the first two MI minimum cases are linked in that every 

other dimension of the first MI minimum case is equal to every dimension of the second MI 

minimum case. Therefore, their performance in a damage detection paradigm will also be 

similarly conjoined. 

In the computational model, not only MI maximums, but also very small delays show 

quite poor damage detection results. As with MI maximums, very low delays represent a case 

where consecutive coordinates are highly correlated after embedding, and thus produce non-

optimal attractor reconstructions. It can also be noted that prediction error values do increase 
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as delay is increased, as in the baseline-to-baseline case, but the interest here is only in 

distinctions between damage levels within an individual parameter case. 

 

 
Figure 2.14: Experimental mean and quantile prediction error results (50 Hz bandwidth, channel 1, M = 
5, L = 11, κ = 33) for varying delay, τ where (a) τ = 1, (b) τ = 5, (c) τ = 11, (d), τ = 21, (e) τ = 31, and 

(f) τ = 41. 
 

2.2.4.5.2 Prediction error calculation parameters 

Results can also be affected by parameters used for calculation of prediction error 

itself, such as prediction horizon and number of neighbors. Prediction horizon and delay have 

a coupled effect on damage detection ability similar to their combined effect on prediction 

error values as presented in Section 2.2.4.4. However, prediction horizon (Figure 2.15) has a 

lesser effect than either delay or dimension. The optimal prediction horizon choice is any 

value outside certain bounds of the chosen delay dependingn on sampling rate. Loss of 

distinction between damage cases occurs when prediction horizon equals delay (L = τ = 11 in 

Figure 2.15) because the inherent similarities between attractors will result in lower prediction 

(b) (a) (c) 

(e) (d) (f) 
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error for all cases irrespective of damage. Prediction error will be best served using a 

prediction horizon that is far away from similarities in attractors that are purely a product of 

delay embedding. Accordingly, prediction horizon can be chosen as L = 1 or some fraction of 

τ such that it is not near that delay value. 

 
Figure 2.15: Experimental mean and quantile prediction error results for (50 Hz bandwidth, channel 1, 
M = 5, τ = 11, κ = 33) varying prediction horizon, L where (a) L = 1, (b) L = 5, (c) L = 11, and (d) L = 

21. 
 

The number of nearest neighbors does not appear to have a large effect on overall 

feature performance (Figure 2.16). There is a slight improvement on the ability to detect 

damage as neighbors is increased to about κ = 21 and indiscernible changes from κ = 21 to κ 

= 201. Beyond κ = 21 (approximately N/1500) represents the point where the number of 

neighbors is beyond the range of values where large quantile spreads and means occur purely 

because of temporal versus spatial neighbors as a consequence of the Theiler window 

discrepancy. The results then reach somewhat of a saturation point. Likely, although not 

within the purview of this work, a large enough neighborhood size will be reached that 

encompasses most of the attractor, resulting in prediction errors that are similar regardless of 

damage case. Overall, the differences in results based on neighborhood size can be assumed to 

be fairly negligible, and the use of neighborhood sizes on the order of N/1000 is 

recommended.  

(b) (a) (c) (d) 
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Figure 2.16: Experimental mean and quantile prediction error results (50 Hz bandwidth, channel 1, M = 
5, τ = 11, L = 1) for varying number of neighbors, κ where (a) κ = 1, (b) κ = 11, (c) κ = 21, (d), κ = 31, 

(e) κ = 51, (f) κ = 101, (g) κ = 151, and (h) κ = 201. 
 

2.2.4.5.3 Measured response location 

In this computational model, varying the channel being interrogated has little effect on 

results (Figure 2.17). Taking a measurement closer to both the source of excitation and 

damage location does appear to have the effect of producing larger prediction error means and 

quantile spreads as a whole, but has little, or even a slightly negative effect on the ability to 

detect damage. Trends in the other parameters are also still evident irrespective of the channel 

that data are obtained from. 

(b) (a) (c) (d) 

(f) (e) (g) (h) 
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Figure 2.17: Computational mean and quantile prediction error results (50 Hz excitation, M = 15, τ = 

31, L = 11, κ = 33) for varying channels where (a) channel 2, (b) channel 3 and (c) channel 4. 
 

As evidenced by Figure 2.18, channel location for the experiment has a much larger 

effect on results than the computational model implies. Again, the structures examined for 

these two tests are different and, as a result, can produce dissimilar results. It is evident that 

channel 1 sees more damage than its counterparts at locations further away from the damage 

and the excitation. This would imply that it is important to have sensors at locations near any 

areas of interest such that damage will be easily distinguishable. Channel 3, furthest away 

from the damage, has the poorest performance, most likely an effect of both its location and 

the orthogonal orientation of this accelerometer relative to the other sensors. Local methods of 

excitation may actually be the primary cause for damage being most distinctive at the 

accelerometer nearest the shaker. A measure that compares across measurement locations 

rather than between two different measurements from the same location is expected to be 

more local in terms of damage discrimination (see Section 2.3) rather than because of forcing 

location. 

2.2.4.5.4 Excitation bandwidth 

Much like channel location, excitation bandwidth has differing results for the 

computational and experimental tests. Bandwidth has a negligible effect on damage detection 

results in the computational model, as indicated in Figure 2.19. All parameter trends stay 

(b) (a) (c) 
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consistent for varying degrees of bandwidth as well. The only discernable difference is a slight 

reduction of quantile spreads, which results in slightly improved damage detection capability 

for higher bandwidths.   

 
Figure 2.18: Experimental mean and quantile prediction error results (50 Hz excitation, M = 15, τ = 11, 

L = 11, κ = 33) for varying channels where (a) channel 1, (b) channel 2 and (c) channel 3. 
 

 
Figure 2.19: Computational mean and quantile prediction error results (channel 2, M = 15, τ = 31, L = 

11, κ = 33) for varying stochastic excitations where (a) 50 Hz bandwidth, (b) 500 Hz bandwidth, and (c) 
2000 Hz bandwidth. 

 

However, experimental changes in excitation bandwidth have a significant impact on 

damage detection quality (Figure 2.20). The 50 Hz bandwidth case produces much better 

damage detection capability than higher bandwidth excitations. At 2000 Hz bandwidth, there 

is no distinction between damage cases. It can be inferred that lower bandwidths result in 

better performance for this structure, but a general statement of the bandwidth relationship 

cannot be made from this data. Other structures may perform better with larger band 

frequency ranges, as was the case with the computational model. Also, damage detection 

(b) (a) (c) 

(b) (a) (c) 



 54

performance could be a product of the frequencies within the band under excitation. Other 

work has shown that excitation properties for optimal sensitivity to damage can be strongly 

dependent on the system characteristics (Olson et al. 2007). The significant frequencies for 

damage detection within the structure may be within the 10-61 Hz range where the 50 Hz 

bandwidth excitation concentrates. 

 
Figure 2.20: Experimental mean and quantile prediction error results (channel 1, M = 15, τ = 11, L = 

11, κ = 33) for varying stochastic excitations where (a) 50 Hz bandwidth, (b) 500 Hz bandwidth and (c) 
2000 Hz bandwidth. 

 

2.2.4.5.5 Prediction error type 

Geometric prediction error EG,n(X,Y) has been used for demonstrative purposes in the 

previous subsections. Temporal prediction error ET,n(X,Y) makes use of temporal correlations 

of fiducial points (Figure 2.21, Figure 2.22, and Figure 2.23). Therefore, the excitations must 

be the same in both data sets being compared such that synchrony between responses still 

holds. Because stochastic processes are, by definition, random, a unique excitation was 

applied for each damage level examined (while maintaining stationary statistical properties). 

Therefore, no temporal correlation between fiducial points can truly be established, and 

ET,n(X,Y) will have purely random results, irrespective of damage; in short, ET,n(X,Y) cannot 

be used with a stochastic excitation in any meaningful way. 

(b) (a) (c) 
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Figure 2.21: Computational mean and quantile prediction error results using stochastic excitation (50 

Hz bandwidth, channel 2, M = 15, τ = 31, L = 11, κ = 33) for prediction error types (a) geometric, 
EG,n(X,Y) and (b) temporal, ET,n(X,Y). 

 

  
Figure 2.22: Computational mean and quantile prediction error results using deterministic Lorenz 

excitation (ε = 3, channel 2, M = 15, τ = 31, L = 11, κ = 33) for prediction error types (a) geometric, 
EG,n(X,Y) and (b) temporal, ET,n(X,Y). 

 

  
Figure 2.23: Experimental mean and quantile prediction error results using stochastic excitation (50 Hz 

bandwidth, channel 2, M = 15, τ = 31, L = 11, κ = 33) for prediction error types (a) geometric, 
EG,n(X,Y) and (b) temporal, ET,n(X,Y). 

 

(b) (a) 

(b) (a) 

(b) (a) 
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However, such temporal correlations have been proven to be successful when 

deterministic inputs are employed (see Sections 2.2.5 and 2.3.2). Deterministic excitation 

results for ET,n(X,Y) are typically superior to those using random inputs, as the same sequence 

used for the baseline response would be applied for each subsequent test response. Figure 2.22 

shows an example of prediction error results for the same computational model, but using the 

chaotic Lorenz excitation as used for Figure 2.6 (Eq. 2.17; Section 2.2.5.4.1). EG,n(X,Y) 

behaves very similar to the stochastic results, with slight improvements in quantile spread size 

and mean separations between damage levels resulting from its deterministic quality. 

However, ET,n(X,Y) has much better results for this deterministic response than the stochastic 

response, and could even be considered superior to EG,n(X,Y) in terms of damage severity 

differentiation. Thus, although stochastic excitations provide the possibility of simplifying or 

even eliminating the need for active input to a structure, they do have some drawbacks and 

limitations such that some care must be taken when choosing a damage detection technique 

for a given SHM system. 

It is evident that the mean ET,n(X,Y) for a deterministic excitation is more distinct at 

initial stages of damage (cases 0-3), but less distinguishable at greater stages of damage (cases 

3-5), contrary to EG,n(X,Y). Also, the prediction error values for damaged cases are much 

greater with this calculation than with the previous metrics. The larger quantities occur 

because the temporal relationship of the fiducial points is subject to greater initial errors than a 

geometric relationship. If damage produces a change in the resonances of the structure, an 

undamaged and damaged attractor may not be in the same spatial area in phase space at the 

same time. Thus, evolutions may appear different even if the global geometry is similar 

because fiducial points are at different positions along their dynamic trajectories. The low 

initial error and quantile spreads for the low damage cases reflect the similar resonant states in 

both cases, and the eradication of the Theiler window discrepancy through temporal fiducial 
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point correlations. A Theiler window is imposed on both baseline and comparison attractors, 

and consequently, the error resulting from one attractor having temporally correlated 

neighbors and one having no temporally correlated neighbors does not exist. The rapid 

distinctions between prediction errors of this type can be attributed to the removal of this error 

source as well. Again, the trends in parameters, channels, and bandwidth are similar with a 

deterministic excitation as with the previously discussed stochastically-excited results. 

2.2.4.6 Summary of using stochastic inputs 

State-space based prediction error techniques have been shown to be sufficiently able 

to discern changes in the dynamics of structures which could be indicative of damage. 

Interestingly, through both computational and experimental investigation, it can be concluded 

that this deterministically-rooted method is somewhat effective even when a band-limited 

stochastic excitation is employed rather than a deterministic input. Although the formulations 

for these features are rooted in determinism, a band-limited stochastic process can still be 

utilized as an input for reconstruction of pseudo-attractors for damage detection. Key to these 

methods are adequate requirements for embedding: namely, palpable time scales of minimum 

mutual information within a time series and the ability to establish dimensionality whereby it 

can be assumed that a sufficient amount, if not all, of a state-space attractor has been unfolded. 

For the purposes of SHM, completely reconstructing the dynamics of state space are not 

necessarily required to reveal a dynamic structural level where damage has manifested itself; 

this suggests the presence, arguably completely dependent upon the specific damage 

mechanism, of a discrete map in phase space that could be interrogated  for optimal 

sensitivity. Computational validity was established through a simulated experiment then tested 

further using an experiment based on a single-bay frame with a joint subject to varying 

degrees of bolt preload loss. 
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Two different prediction error methods were evaluated, as well as many of the 

parameters required for attractor reconstruction and prediction error computation itself.  

Investigations also included the effects of response location and stochastic excitation 

bandwidth. Geometric prediction error, which uses spatial relationships between attractors, 

contains initial errors because of inconsistencies with the removal of temporal relationships 

through a Theiler window, but offers a useful backdrop for use with a stochastic excitation in 

damage detection. Temporal prediction error makes use of temporal correlations between 

attractors and is quite effective, even at very small damage levels, as long as deterministic 

inputs are applied. Unfortunately, because of the nature of its time-based relationship, this 

method cannot be utilized with stochastic inputs. 

Parameters employed for state-space embedding from a single measurement have a 

significant impact on prediction error results. The prediction error values are well correlated to 

the methods commonly used to choose proper embedding parameters, such as MI and FNN. 

Damage detection ability is also very much a product of embedding parameters. Larger 

dimensions result in better distinctions between damage cases, but there is little change as 

dimension continues to increase when much of the pertinent information can be considered 

contained in the first few dimensions (as established by either FNN or SVD). This is even the 

case when band-limited stochastic excitations are applied, which are known to be truly 

infinite-dimensional, but in the context of this work can be considered quasi-low-dimensional. 

The delay value should be chosen as a minimum from the MI for optimal detection results, as 

is prescribed for typical embedding procedures. 

Computation of the prediction error after embedding also requires several parameters 

which affect damage detection as well. Prediction horizon, or the length of time evolution for 

fiducial points and corresponding neighbors, is directly and artificially linked to the delay 

chosen for embedding. The optimum prediction horizon for damage detection occurs when the 
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value is far away from the delay that was used. The number of neighbors chosen around a 

fiducial point for dynamic evolution has a minor effect on prediction error. It is advised to use 

a neighborhood size greater than N/1000 to avoid Theiler windowing problems and low 

statistical accuracy. Using too large of a neighborhood size is also inadvisable but, in any case, 

should be avoided for computational reasons and loss of locally important variability.  

Channel location and stochastic excitation bandwidth can, but will not always, have a 

considerable effect on auto-prediction error results as well. Distinctions between unique 

channels in auto-prediction error are more a result of distance from the input source than from 

location of damage. Optimal bandwidth of excitation is distinctive to the structure and/or type 

of damage being interrogated and must be reinvestigated for each specific case. 

Ultimately, nonlinear prediction error is quite useful for damage detection of a 

stochastically-excited structure. Promising damage identification capability can be evidenced 

in both the auto-prediction error values themselves, as well as the size of the quantile spreads 

in prediction error. A stochastic input provides the advantage of possibly eliminating the need 

for an active excitation, but has the drawbacks of a loss of discrimination, slightly larger 

computational burden (larger-dimensional attractors), and the inability to use feature 

formulations requiring temporal relationships between differing responses. 

2.2.5 Local state-space models 

2.2.5.1 Introduction 

The previous sections examined the effect of many of the parameters required for 

nonlinear prediction within the context of a stochastically-driven system. However, it was 

assumed that a set of F local prediction errors, En(X,Y) would be computed such that they are 

randomly and uniformly distributed throughout the range the attractor occupies in phase space. 

However, some (small, “local”) geometric regions within an attractor may be more influenced 
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by changes in a time series than others. Therefore, it is of interest to examine how these local 

regions are differently and distinctly affected by such changes to the dynamics compared to 

ensemble averages over the whole data set. It can be surmised that features drawn from those 

local regions in state space that are more sensitive to dynamical changes will be better able to 

differentiate among different dynamical conditions. Correspondingly, a feature such as auto-

prediction error can be evaluated locally through a grouping of fiducial points within only 

such sensitive regions of phase space. Other work (Liu and Chelidze 2005) has modified 

models for damage evolution tracking from local regions of state space in an effort to ease 

computational burden, but at the expense of result quality. The goal here is to draw explicit 

links between a local (in space/time) dynamical property of a system and a correspondingly 

local (in space/time), easily computable feature, i.e. prediction error. This dynamical link can 

make a local feature more attractive for detecting dynamical changes arising from damage 

than the former global methods. 

This section considers the local (in space/time) dynamics of a chaotically-driven 

system, and how this affects the geometric distribution of prediction error over state space. 

First, there will be an examination of the local dynamics of a chaotic driver oscillator and the 

subsequent response of a driven linear system through the local Lyapunov exponents (LEs). 

Then, this same investigation will be conducted on prediction error for the (baseline) linear 

system undergoing progressive linear and nonlinear damage simulated through a reduction in 

stiffness, including the effects of corrupting additive noise at the output. Additionally, there 

will be an examination of the effect of grouping fiducial points into small regions, rather than 

the previously utilized, somewhat uniform, allocation of points over the entire attractor. This 

new, “regional” prediction error can be evaluated and compared to the local dynamics of the 

system. Finally, there will be an investigation into the applicability of this regional prediction 



 61

error for improving damage detection capability on both the simulated system and on an 

experimental frame structure with controlled connectivity degradation at one bolted joint.   

2.2.5.2 Global and local Lyapunov exponents 

 The Lyapunov spectrum describes the average rate of growth or decay of infinitesimal 

perturbations to an orbit of a dynamical system. Global LEs (Eckmann and Ruelle 1985), λi, i 

= 1,2,…,N, for an N-dimensional phase space, define this growth or decay over long times. 

Thus, global LEs for a dissipative system involve ergodic averages over an entire attractor and 

are an invariant of the dynamical system, independent of orbit, for a given attractor. A chaotic 

system is typically characterized by at least one positive global LE, with the sum of all 

exponents in the spectrum less than zero in order to preserve the dissipative nature of the state 

space (Eckmann and Ruelle 1985). 

 The calculation of Lyapunov spectra employed for this work is based on the definition 

derived from Oseledec’s theorem (Oseledec 1968; Eckmann et al. 1986) because it provides 

continuity between calculation of global and local exponent computation. Beginning with a 

map defining the orbit of dynamical system vectors, x→F(x) this map can be discretely 

defined as: 

( ) ( )( )nn yFy =+ 1 . (2.11)

Applying a small perturbation, δw(n) to the vector y(n), the linearized evolution of the 

perturbation, δw(n + 1), is governed by the Jacobian, DF(x), of the map F(x) along the orbit: 

( ) ( )( ) ( )nnn wyDFw δδ ⋅=+ 1 , (2.12)

where 

( ) ( )
x
xFxDF

∂
∂

= . (2.13)
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Iterating this evolution along the discrete trajectory L times, the perturbation at time n + L will 

become: 

( ) ( )( ) ( )( ) ( )( ) ( )( ) ( )nnnLnLnLn wyDFyDFyDFyDFw δδ ⋅⋅+−+⋅−+=+ 121 K  

                      ( )( ) ( )nnL wyDF δ⋅= , (2.14)

where DFL(y(n)) is the matrix product of the L Jacobians from y(n) to y(n + L - 1). The 

Oseledec matrix can then be defined as: 

( ) ( )( ) LTLL 2
1

⎥⎦
⎤

⎢⎣
⎡ ⋅= xDFxDFOSL(x) , (2.15)

where T here represents the transpose. The multiplicative ergodic theorem of Oseledec states 

that the eigenvalues of OSL(x) as L→∞ are independent of any specific orbit or phase space 

location on the attractor. The logarithms of the N eigenvalues of OSL(x) are the LEs. To 

implement the algorithm for LEs in practice from a system of equations typically requires a 

decomposition routine. For this paper, the QR decomposition method for both global and local 

LEs was implemented (Eckmann et al. 1986; Abarbanel 1996). Note that there are also 

methods of calculating LEs from a time series (Abarbanel, Brown, and Bryant 1991; Wolf et 

al. 1985), which were not utilized for this work.  

The local LEs, λi(x,L), (Abarbanel 1996) computed in the fashion employed will be 

initially a function of the starting point, x, and the number of iterations, L, and as such, are not 

independent of initial geometric location along the attractor orbit, and will have some 

variation of values over the entire attractor (Abarbanel, Brown, and Kennel 1991). These local 

spectra describe the local growth and decay present in the dynamics within specific regions of 

the attractor. For this paper, the local LEs will be defined in both space (x) and time (L) for 

typically very short times. From local LEs, the global Lyapunov spectrum can be redefined as 

the LEs, λi, i = 1,2,…,N, when L→∞. For finite and discrete data, this is obviously 
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incalculable in an exact sense. The global exponents can be estimated as the LEs for large L, 

such that they are sufficiently independent of initial condition and do not change as L 

continues to increase. 

2.2.5.3 Prediction error formulation 

 The embedding procedure follows that outlined in Section 2.2.1. The delay choice, τ, 

is chosen based on the first minimum of the MI function, and the dimension, M, is chosen 

based on the FNN algorithm.  

The local prediction error features analyzed are the same as in Section 2.2.4.2. 

Namely, a local prediction error is established utilizing a geometric transference of fiducial 

points, EG,n(X,Y), and another is employed such that there is a temporal correlation between 

fiducial points, ET,n(X,Y). Again, from Eq. (2.9): 

( ) jnjn LpLqnE ,, xyYX, ++ −= . 

where jnLp ,x +  is the time-evolved initial condition on the baseline attractor and 
jnLq ,

y +  is the 

mass centroid of the time-evolved neighborhood on the comparison attractor.   

As detailed before, a Theiler window (Theiler 1986) is implemented in an effort to 

remove temporal relationships between fiducial points and their neighbors along with 

sensitivities to sampling rate. However, when fiducial points are correlated spatially, the 

“fiducial point” on the second attractor is truly no more than a reference point for neighboring, 

and as such, one cannot impose any temporal restriction for Theiler windowing on the 

comparison attractor. ET,n(X,Y) requires that the two attractors be temporally synchronized, 

which might not be applicable to all cases (i.e. stochastic excitations, non-synchronized 

measurements), but will be same if the same input signal is used for all tests. However, a 

temporal correlation ensures that the fiducial points are located at the same points along their 

evolutionary path, irrespective of any scaling or offset in the comparison attractor. This 
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computation will still result in errors if an amplitude change occurs, but will eliminate 

extraneous error as a result of misplacement of the second fiducial point within the attractor’s 

global orbit. Hence, it will be in the same local region of the attractor geometry despite 

differences in scaling or rotation. If, however, damage results in transient bursts of 

nonlinearity, it may be desirable to completely remove affine attractor transformations caused 

by non-damage events. This can be done by simply normalizing the algorithm above, such that 

( )
jn

jn

jn

jn

q

Lq

q

Lq
nTE

,

,

,

,

x

x

y

y
YX,,

++
−=

)
, (2.16)

where the two fiducial points are again temporally correlated. Computing the metric in this 

fashion allows the attractor to freely translate or expand without resulting in an increase in 

error. Nevertheless, it should be noted that Eq. (2.16) was not employed for the models in this 

work because, in the extreme damage cases evaluated herein, changes of interest do manifest 

themselves partially, although not significantly, as a change in scale of the attractor. 

 Of key importance in this section is the choice of fiducial points. As the local 

dynamics within the geometry of the attractor changes, it is hypothesized that prediction error 

will likewise change. As a result, larger changes to certain regions of the attractor’s local 

dynamics may be averaged out if a global distribution of points for prediction error is utilized, 

reducing the ability to detect such changes. As such, if only certain geometric regions within 

the attractor were chosen to select fiducial points for prediction error calculation, there may be 

more consistent and noticeable prediction error statistics when the dynamics have changed. 

Further, this regional approach could magnify distinctions between various levels of changes 

in dynamics, or, in the SHM sense, damage. These hypotheses are plausible if an explicit link 

can be drawn between the distribution of local LEs and a regionally-based prediction error 

distribution in state space. 
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2.2.5.4 Testbeds 

2.2.5.4.1 Chaotic excitation 

 A chaotic Lorenz system (Salzmann 1962) was chosen for excitation because of its 

well-known low-dimensional chaotic dynamic characteristics. Also, the Lorenz equations have 

been used previously as excitation in state-space prediction error tests for SHM (Nichols, 

Todd, Wait 2003; Todd et al. 2004), where the reader may find in-depth discussions of the 

benefits of using chaotic drivers for SHM purposes. The Lorenz oscillator can be expressed 

using the following state equations: 

( )
( )

( )ε
ε

ε

3213

21312

121

zzzz
zzzzz

zzz

b
r

s

−=
−+−=

−=

&

&

&

, (2.17)

where ε is used to control the bandwidth (speed) of the Lorenz input. The first 10 s were cut 

off to remove transient effects based on initial conditions. The sequence was sampled 

discretely at 100 samples/s for 400 s beyond the transient range. Global and local LEs were 

calculated from the system of equations as described in Section 2.2.5.2. Local LEs were 

computed at every discrete point location (initial condition) along the trajectory for L = 1, 2, 4, 

8, 16, 32, 64, 128, 256, 512, and 1024.  

2.2.5.4.2 Simulated 3DOF linear oscillator 

 A simple computational linear, spring-mass system was created, as shown previously 

in Figure 2.2, with parameter values mi = 0.01, ci = 0.2, and ki(undamaged) = 80. The 

excitation, applied at the mass furthest from the base (m3), was the time series obtained from 

sampling the first Lorenz coordinate, z1, in Eq. (2.17), with s = 16, r = 45.92, b = 4, and ε = 1 

such that the Lorenz resides in a stable chaotic regime. The parameters and excitation were 

chosen in order to maintain a three-dimensional attractor largely for graphical purposes, per 

the Kaplan-Yorke conjecture (Kaplan and Yorke 1979). This will be detailed at greater length 
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in the results (Section 2.2.5.5). The system equation matches that found in Eq. (2.10) in 

Section 2.2.4.3.1: 

 { } { } { } ( )n1zxKxCxM =++ &&& . 

where M, C, and K represent the 3 x 3 constant-coefficient mass, damping, and stiffness 

matrices, respectively. This can also be written in state space form as follows: 

( )nz1BxAx +=&  

⎥
⎦

⎤
⎢
⎣

⎡
−−

= −− CMKM
I0

A 11 ; 
(2.18)

where 0 is a 3 x 3 matrix of zeros, I is the 3 x 3 identity matrix, and the power -1 symbolizes 

the inverse.  

 The baseline (reference) state of the system is represented by three equal spring 

stiffnesses. A change (damage) was introduced into spring k3 by reducing the spring stiffness 

such that k3 ≠ k = k1 = k2 as shown in Table 2.5. For the linear, undamped, unforced system, 

the natural frequencies, ωi, appear as in the table for each value of k3. Note that the natural 

frequencies do not change more than 3% until a severe reduction of stiffness is introduced in 

the spring, as in cases 4 and 5.  

Table 2.5: Computationally simulated linear damage cases and corresponding natural frequencies, ωi. 
Damage Case k3 Value ω1 (Hz) ω2 (Hz) ω3 (Hz) 

0 1.00*k = 80 6.3353 17.7511 25.6510 
1 0.99*k = 79.2 6.3318 17.7025 25.6064 
2 0.95*k = 76 6.3173 17.5003 25.4318 
3 0.90*k = 72 6.2973 17.2295 25.2224 
4 0.75*k = 60 6.2210 16.2869 24.6562 
5 0.50*k = 40 5.9911 14.2353 23.9172 

 

 Local LEs were calculated for all initial conditions on the attractor. The attractor was 

reconstructed using the sampled time series obtained from the dynamic response of the mass 

closest to the free end (m3), and prediction error was computed for all points on the attractor. 

All three prediction error metrics were computed using the undamaged response as the 
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baseline case, and the six sequences (undamaged case plus five damaged cases) as the 

comparison. 

 A fuzzy c-means clustering technique (Bezdek 1981) was utilized to separate the 

attractor into ten regions, using the three time-delay coordinate vectors and the largest local 

LE as the variables comprising the objective function. Therefore, these regions will be 

distinctive in both geometric locations in state space and in the local dynamics present. The 

local LE and local prediction error statistics were compared within each region, and for 

different levels of filtering. 

 The nominally linear system described above was further evaluated by imposing a 

nonlinear damage mechanism, a common occurrence in real-world structural damage. 

Specifically, the coupling force between masses m2 and m3 will contain both linear and 

nonlinear components. Hence, the stiffness matrix, K, in Eq. (2.10) becomes: 

( ) ( )( ) ( ) ( )( )
( ) ( )( ) ( ) ( )( )( )

⎥
⎥
⎥
⎥

⎦

⎤
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K  (2.19) 

where μ represents a quantification of the degree of quadratic nonlinearity (damage) in the 

stiffness. Table 2.6 shows the μ values imposed. The positive fourth-order nonlinear term α in 

the stiffness is applied to prevent the softening effect of the quadratic nonlinearity from 

sending the system toward an attractor at negative infinity and was set such that α = μ for all 

damage cases. 

It is hypothesized that a different mechanism of dynamical change other than stiffness 

loss could result in different local prediction error characteristics. Consequently, it is 

advantageous to examine how different changes to the system, and thus the reconstructed 

attractor, manifest themselves locally. Therefore, the above responses were further perturbed 

with additive white noise at the output, simulating mechanical noise. If noise has more of a 
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global influence on the dynamics than changes to the structural filter itself, the local metric 

introduced in this work will be even more attractive by having a greater sensitivity to damage 

but not to noise. A new sequence, s(n) = x(n) + w(n), was produced, where w(n) is a white 

noise sequence with a pre-established SNR in relation to x(n). The SNR is calculated as the 

ratio of variances of the two signals in dB, SNR (dB) = 10 log10(σ z
2/ σ n

2), where σ z and σ n 

are the standard deviations of the deterministic and noise input time series, respectively. All 

other analyses were performed as described previously in this same section. 

Table 2.6: Computationally simulated nonlinear damage cases in spring k3. 
Damage Case μ Value 

0 0 
1 0.001 
2 0.01 
3 0.05 
4 0.25 
5 0.75 

 

2.2.5.4.3 Experimental aluminum frame 

 Practical application may require the production of local features without the ability to 

calculate reliable local LEs. In order to test this applicability, the above simulations were 

coupled with an experimental testbed. This testbed consists of a simple aluminum bolted 

frame structure (see Todd et al. 2004) as shown in Figure 2.24. Note that this experiment is 

similar in structural shape, but not the same as that in Section 2.2.4.3.2 (Figure 2.3). The 

excitation was again supplied by the first coordinate of the Lorenz, this time with s = 10, r = 

28, b = 8/3, and ε = 10. The Lorenz system was solved digitally, digital-to-analog converted, 

and sent through a power amplifier to an electromechanical shaker. A stinger instrumented 

with a PCB 208-A03 force transducer (channel 1) distributed the force from the shaker to the 

structure. The shaker and aluminum frame were both rigidly clamped to a workbench, 
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simulating a fixed boundary condition to allow optimal delivery of force between the shaker 

and structure. 

 Four accelerometers were mounted to the frame near joint locations. One PCB 

355B04 (1 V/g) accelerometer (channel 2) was placed horizontally below the stinger input 

connection, and another was attached vertically along the top beam near the upper right 

bracket (channel 3). The third and fourth accelerometers (PCB 352A24, 100 mV/g) were 

mounted horizontally on the left (channel 4) and right (channel 5) sides of the upper right 

bracket. This bracket was connected to the right vertical beam with an ALD_DYNAGAGE 

instrumented bolt, containing an internal strain gage for monitoring bolt preload. The five 

channels, amplifier, and instrumented bolt were connected to a National Instruments SC-2345 

data acquisition connector block controlled by a 6052E PC-MCIA laptop card. A laptop and 

desktop computer were the host and target computers, respectively, for use with MATLABTM 

6.5 and MathWorks xPC TargetTM, and were connected via ethernet. 

 
Figure 2.24: Aluminum frame experiment and experimental procedure. 
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 All bolts in the frame were torque-loaded to 68 N m. The instrumented bolt was given 

a variable preload to simulate damage evolution as shown in Table 2.7, where damage case 0 

corresponds to the baseline and undamaged cases used in prediction error computation. Five 

runs of data per damage case were acquired at 4 kHz for 8 seconds, with the first 0.25 seconds 

removed to eliminate transients. Data from the instrumented bolt was recorded for one second 

before and after actuation to monitor average preload under static conditions. 

Table 2.7: Damage cases used in the experiment. 

Damage Case Description Measured Bolt 
Preload (N) 

0 5 N m torque 5970 
1 2 N m torque 5160 
2 1 N m torque 4780 
3 Finger tight 4550 
4 Loose no gap N/A 
5 Loose with gap N/A 

 

2.2.5.5 Lyapunov spectrum results 

2.2.5.5.1 Global LEs 

 The global LEs determined from the Lorenz oscillator (Eq. (2.17)) and from the 3DOF 

spring-mass system can be found in Table 2.8, Table 2.9, and Table 2.10. The Lorenz system 

has one positive LE (λ1), one LE approximately equal to zero (λ2, reflecting the growth rate 

along the principal direction tangent to the trajectory), and one large negative LE (λ3). The 

LEs of a linear system are the real parts of the eigenvalues of the matrix A as defined in Eq. 

(2.18), and are all negative. The LEs of the response of a system to an excitation are the union 

of the excitation global LEs and the system (filter) global LEs (Davies and Campbell 1996); 

thus there are six global LEs for the spring-mass response. From Table 2.9, it can be 

evidenced that as the stiffness in k3 decreases linearly, λ1 and λ2 decreases, and λ3 increases. 

From Table 2.10, it can be seen that the nonlinear stiffness changes are fairly inconsequential 
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until the degree of nonlinearity μ = 0.25, when λ1 and λ2 decreases, and λ3 increases, 

consistent with the softening seen in the linear spring. 

Table 2.8: Lorenz global LEs. 
Global LEs Lorenz 

λ1 +1.4866 
λ2 -0.000062 
λ3 -22.4866 

  

Table 2.9: Global LEs and Kaplan-Yorke dimension for 3DOF spring-mass system with linear damage. 
Damage Case λ1 λ2 λ3 DL 

0, k3 = 80 -1.9806 -15.55 -32.47 2.7505 
1, k3 = 79.2 -1.9806 -15.55 -32.469 2.7505 
2, k3 = 76 -1.9812 -15.564 -32.455 2.7503 
3, k3 = 72 -1.9832 -15.606 -32.411 2.7495 
4, k3 = 60 -2.0037 -15.897 -32.099 2.7419 
5, k3 = 40 -2.1759 -16.722 -31.102 2.682 

 

Table 2.10: Global LEs and Kaplan-Yorke dimension for 3DOF spring-mass system with nonlinear 
damage. 

Damage Case λ1 λ2 λ3 DL 
0, μ = 0 -1.9787 -15.562 -32.476 2.7513 

1, μ = 0.001 -1.9747 -15.558 -32.479 2.7528 
2, μ = 0.01 -1.9748 -15.558 -32.476 2.7527 
3, μ = 0.05 -1.9774 -15.57 -32.454 2.7517 
4, μ = 0.25 -1.9973 -15.883 -32.13 2.7443 
5, μ = 0.75 -3.1539 -16.858 -29.994 2.4713 

 

The Kaplan-Yorke conjecture (Kaplan and Yorke 1979) states that the Kaplan-Yorke 

or Lyapunov dimension, which is a measure of the fractal dimension of the attractor, can be 

defined by the following: 

1+−
+=

∑
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j
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L jD
λ

λ

 
(2.20)

where j is the maximum number of exponents, arranged in descending order, which may be 

added before the sum becomes negative. Therefore, the proper embedding dimension can be 
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presumed to be j + 1 to ensure that the attractor is properly unfolded. DL for the Lorenz system 

described in Eq. (2.17) is equal to 2.0661, and this system can therefore be embedded in M = 3 

dimensions. The Kaplan-Yorke dimensions for all 3DOF spring-mass cases are also listed in 

Table 2.9 and Table 2.10. Note that DL changes as a function of the spring stiffness, k3, 

because the eigenvalues depend on both the damping and stiffness in the model as defined. 

Auxiliary evidence for the dimensionality can be seen in Figure 2.25, representing the FNN 

function used to determine dimension for embedding. The response reaches approximately 

zero false projections at M = 3. For the experimental system, five dimensions were required, 

and therefore, no three-dimensional attractors or maps will be shown for those responses. 

Plotting in lesser dimensions would require excessive projection that masks relevant 

characteristics. 

 
Figure 2.25: Percent of false nearest neighbors for 3DOF spring response (undamaged). 

 

2.2.5.5.2 Local LEs 

Because global LEs describe the growth rate over infinite times, it is expected that 

local LEs are a better source of correlation with prediction error because nonlinear prediction 

error for a given fiducial point is likewise local in both initial condition (fiducial point, xn) and 
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time of evolution (L). Over an initially symmetric distribution, the initial root-mean-squared 

Euclidean distance of the evolved perturbation vectors to the origin will grow by 

( )( )( )( ) 212
11 ∑ = LLM i

M
i x,exp λ (Lorenz 1965), and it may be conjectured that prediction error 

will follow this growth rate much more closely than that of a global equivalent (Kennel 2005). 

The log of this quantity should better track prediction error values over short times. However, 

this expression is principally dominated by the first (typically positive) local LE, even for very 

short time lengths. Therefore, the geometric distribution of values from this equation reflects 

the distribution seen in the first local LE itself, which will be primarily examined for 

correlation to regional prediction error throughout most of the discussion. 

The range and average values of the local LEs for the Lorenz system (L = 1) can be 

seen in Table 2.11. The largest local LE, )(x,11λ  is typically, but not always, positive. Hence, 

because the other two local LEs are always negative, at these times the system is locally 

behaving "linearly” without any of the divergence associated with a chaotic orbit. Note that 

over very short time scales, the second LE is not equal to zero as it is over longer time scales. 

This can be better seen in Figure 2.26, which depicts the effect of increasing that time scale on 

the average local LEs. As L approaches infinity, )(x, Liλ  will approach the global LE values 

(Abarbanel 1996; Abarbanel 1991). Also, the LEs for all initial conditions will approach the 

average (the range of local LEs will become small) as L increases such that the evolution over 

L encompasses the entire attractor (e.g. -22.0249102423.0601- 3 ≤≤ )(x,λ  ). 

Table 2.11: Average local LEs for the Lorenz system, )(x, Liλ , and range of values for L = 1. 
)(x,Liλ  )(x,Liλ  Min )(x,Liλ  Max )(x,Liλ  
)(x,11λ  6.0617 -6.9012 20.6565 
)(x,12λ  -6.0015 -19.4171 -0.9589 
)(x,13λ  -21.06 -37.4343 -7.1385 

∑
3

i
i 1 )(x,λ  -21.000 -21.000 -21.000 
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Figure 2.26: Average local LEs for the Lorenz system, )(x, Liλ , with increasing L. 

 

A key point to this study is the manifestation of the distribution of local LEs in state 

space. Previous work has analyzed local LE distributions in the Lorenz attractor and others 

from a statistical standpoint (Abarbanel 1991; Nese 1989). Other work has analyzed the local 

dynamical properties in state space from the standpoint of determining regions of high 

predictability in weather forecasting (Nese 1989; Smith et al. 1999; Ziehmann et al. 2000), i.e. 

regions where all local LEs are negative, resulting in local “linear” behavior as described 

above. This current work takes an alternative approach, whereby the entire local LE 

distribution is of interest, such that a direct correlation can be made between the geometric 

distribution of the prediction error feature and all possible local LE values. Further, the focus 

of this work is on determination of regions not with high predictability, but rather with high 

sensitivities to dynamical changes of the system, such that these changes can be optimally 

detected 

The reconstructed Lorenz with local LE distributions is shown in Figure 2.27. The 

colors in the figure represent the values of the local LEs (L = 1) at each location (dark shades 

= high values, light shades = low values). The higher magnitude exponents in the first local 
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LE appear along the trajectories traveling away from the origin and around the outer loops of 

the two wells of the attractor. These locations reveal how the local instability at the origin 

produces a large growth rate along the regions that flow away from this point. The sum of the 

local exponents, reflecting the state-space volume contraction or expansion, is uniform over 

the entire attractor, symbolizing the stabilizing relationship between the two local LEs that are 

always negative and the local LE that is typically positive. Expansion in one principle 

direction is offset by the contraction in the other directions, such that the entire system stays 

dissipative. The sum of the exponents, both globally and locally at any point, is equal to the 

divergence, which, for the Lorenz system, is calculated as –(s + b + 1). The locations in the 

lightest shade in Figure 2.27(a) represent areas where all three local LEs are negative, and the 

system appears locally completely dissipative (like a damped sine wave) for a short period of 

time.  

 

 
Figure 2.27: Local LE magnitudes (dark shades = high values, light shades = low values), (L = 1) 

where (a) )(x,11λ , (b) )(x,12λ , (c) )(x,13λ , and (d) ∑
3

1
i

i )(x,λ . 

(a) (b) 

(c) (d) 
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As L increases, the LEs take on more and more global characteristics (Figure 2.28). 

Thus, eventually, the local LEs become global LEs, and invariant to location and any 

coordinate transformation. The first local LE will be used for comparison with prediction 

error, as it is the dominant source of growth inherent to dynamical changes. 

 
Figure 2.28: Local LEs (dark shades = high values, light shades = low values), )(x, L1λ , where (a) L = 

8, (b) L = 128, and (c) L = 1024. 
 

2.2.5.6 Prediction error results 

2.2.5.6.1 Linear damage 

 The model representing the response of a 3DOF spring-mass damper subject to a 

chaotic input was used to simulate damage in a structure. Linear damage was generated 

through a linear reduction in stiffness of one spring, and was assessed through the vibration 

response of the mass closest to the base (m1). Figure 2.29 portrays plots of the distributions of 

the first local LEs and nonlinear prediction error for a typical linearly damaged case, with L = 

1 (dark shades = high values, light shades = low values). The attractors are very similar to the 

excitation attractors shown previously because the structure acts as a filter on the Lorenz time 

series input. The strength of the changes made by the filter on the excitation signal 

corresponds to the (Lyapunov) spectral overlap (union) of the excitation and structure. 

Although the pattern in the prediction error geometry is not identical to the patterns seen in the 

local LEs, it is evident that there is a strong relationship between the local dynamics 

(a) (b) (c) 
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(calculated through the local LEs) and resultant prediction error values. As with the first local 

LEs, prediction error is typically highest along the trajectories moving away from the origin. 

There are also high values at the other outermost edge of the attractor as trajectories begin 

moving back toward the origin. Relatively large prediction errors such as these are a product 

of how prediction error is calculated.   

 

 
Figure 2.29: Prediction error or local LEs (L = 1) for baseline response (k3 = 80) and comparison 
response (k3 = 40) (dark shades = high values, light shades = low values), where (a) EG,n(X,Y), (b) 

ET,n(X,Y), and (c) )(x, L1λ . 
   

For example, geometric prediction error (EG,n(X,Y)) for the baseline-to-baseline case 

(Figure 2.30) and very low levels of damage does not display the same patterns corresponding 

to local LEs. There are only small prediction error values which are purely a product of the 

feature being employed. For spatially-correlated fiducial points (EG,n(X,Y)), the Theiler 

(a) (b) 

(c) 
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window can only be imposed on the baseline attractor, as the comparison attractor has only a 

non-existent, reference fiducial point, with no known correlated time index. Therefore, the 

baseline-to-baseline case has initial, nonzero, prediction error values which quantify the bias 

resulting from sampling rate. This initial error does not appear in temporally-correlated 

prediction error (ET,n(X,Y)) because the Theiler window was implemented on both attractor 

sets equivalently. This error source is largely uniform through all locations of the attractor. 

 
Figure 2.30: Nonzero geometric prediction error (EG,n(X,Y), L = 1) for baseline-to-baseline case (dark 

shades = high values, light shades = low values). 
 

A further error source is exhibited in spatial fiducial point correlation, which does not 

account for an amplitude shift or change in size of the attractor. As a result, the error is 

especially magnified at locations where the fiducial points between the two attractors are not 

well correlated in terms of their positions along the trajectory of the attractor, which does not 

necessarily correspond to high first local LE locations. For example, fiducial points at higher 

amplitude coordinates on the baseline attractor can be at lower amplitude locations on the 

larger comparison attractor, resulting in neighborhoods with distributions that have distinctly 

different local LE on the two respective attractors. 

For very low levels of damage, another element of prediction error irrespective of true 

dynamical changes arises as an artifact of neighbor searching in finite data sets. For finite data, 
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when fiducial points are selected along the outermost edges of the attractor, the nearest 

neighbors to these points will be biased toward the inside of these edges, resulting in a skewed 

selection of points not centered near the original fiducial point. This discrepancy will result in 

larger prediction error quantities where the fiducial point on one attractor is closer to an edge 

than on the other attractor. Unfortunately, errors caused by edge effects are not easily 

eliminated for this system, as the Lorenz geometry is such that high first local LE values occur 

predominately on these edges, so fiducial points at these locations cannot be simply ignored. 

Prediction error might be even more effective on another dynamic system where high local 

LEs occur in locations surrounded by a large number of points. These three sources of error 

could also represent much of the discrepancies between local LEs (Figure 2.29(c)) and 

prediction error at higher levels of change (Figure 2.29(a) and Figure 2.29(b)).   

 To counteract much of these error sources, prediction error should be calculated from 

time correlated fiducial points where neighbors are tracked on both attractors (ET,n(X,Y)). 

Although this will not remove all edge effects, it will minimize them while eliminating Theiler 

window errors completely. Also, correlating fiducial points temporally will eliminate a 

majority of the undesired error sources that could be brought on by a change in scaling or 

amplitude offsets between the baseline and comparison attractor, as mentioned in Section 

2.2.5.3. Spatially correlated fiducial points between two attractors on very different scales or 

geometrically offset from one another will result in fiducial points which are not on similar 

positions within the attractor evolution, which could magnify errors irrespective of other 

dynamical changes. Given these facts, primarily temporal prediction error (ET,n(X,Y)) will be 

employed and referenced through the rest of the discussion. 

 The attractor was then sectioned into separate regions based on geometric proximity 

and magnitude of the largest (typically positive) local LE. These sections can be seen in 

Figure 2.31, with a different shade for each region. Prediction error and local LE statistics 
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such as mean and variance can be gleaned from randomly selected points within each region. 

Figure 2.32 shows the correlation between the means of the local LE values for each region 

and the means of the prediction error (ET,n(X,Y)) values in those same regions for each 

damage case. Using temporal prediction error (ET,n(X,Y)), the baseline-to-baseline case results 

in zero prediction error. Because the fiducial points exist and neighbor evolutions are tracked 

on both attractors, when their geometries are exactly the same, there will be no error. When a 

change occurs (i.e. linear reduction in stiffness), the mean change in prediction error 

corresponds well with the values of the mean first local LEs for each region. There is an 

obvious and significant upward trend in the local LE versus prediction error plots, signifying 

the effect of the local dynamics on a regional form of prediction error. 

 
Figure 2.31: Ten sections separated by local LE values and geometry. 

 
 

Critical to SHM is how the application of a regional prediction error affects the ability 

to detect changes, and further, the ability to determine the degree of such changes. The 

sections of the attractor in Figure 2.31 were further evaluated in terms of amount of stiffness 

reduction as seen in Figure 2.33. As the mean of the first local LE for each section increases, 

the damage detection capability is enhanced at all damage levels. The error bars between 

damage levels become more separated from each other. As would be expected, when 
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prediction error means and variances are determined based on random points selected over the 

entire attractor (Figure 2.33(a)), the quality of the results lies somewhere in the middle range 

of detection potential, reflecting that the average of all sections (1-10) corresponds to this 

case. As a result, selecting a subset of points encompassing a geometric region of the attractor 

corresponding to high value first local LEs can lead to improved results for SHM purposes. 

  

  
Figure 2.32: )(x, L1λ  vs. mean prediction error (ET,n(X,Y)) for each of the 10 sections, where baseline 
is k3 = 80 and comparison is (a) baseline, k3 = 80, (b) 1% reduction, k3 = 79.2, (c)5% reduction, k3 = 76, 

and (d) 25% reduction, k3 = 60. 
 

2.2.5.6.2 Nonlinear damage 

 Many damage mechanisms (such as loosening joints or opening cracks) manifest 

themselves more appropriately as nonlinear events, for which local dynamics (and thus a local 

prediction error metric, which has been shown in this work to correspond strongly to local 

LEs) could be more affected than global dynamics. Simulating nonlinearity in the stiffness 

(a) (b) 

(c) (d) 
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still consistently evidences the link between regional prediction error and local LEs (Figure 

2.34). The somewhat variable prediction error at higher degrees of nonlinearity (Figure 2.34(c) 

and (d)) for low local LE sections ( )(x, L1λ  < 5) is a result of the changing geometric 

distribution of the first local LE with the introduction of a more nonlinear filter which is 

slightly more conspicuous than in the linear damage mechanism.  

 

 
Figure 2.33: Mean prediction error (ET,n(X,Y)) for each linear reduction in stiffness of k3 with error 

bars representing one standard deviation from the mean, where the sections correspond to a mean of the 
largest (typically positive) local LE of (a) entire attractor, )(x, L1λ = 5.7813, (b) section 2, )(x, L1λ = -

1.3659, (c) section 4, )(x, L1λ = 3.3921, (d) section 6, )(x, L1λ = 7.6093, (e) section 8, )(x, L1λ = 
11.5833, and (f) section 10, )(x, L1λ = 16.6453. 

 

However, choosing regions based on the large first local LEs in the baseline 

(undamaged) case still results in the greatest sensitivity to damage (Figure 2.35). The global 

prediction error is again approximately the average of all regions, as expected. The section 

(a) (b) (c) 

(d) (e) (f) 
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with the highest local LEs is most sensitive to varying degrees of damage, as was evident in 

the previous linear damage mechanism. A fully quantitative comparison between the 

capabilities of regional prediction error on differing damage mechanisms cannot be made 

because the reduction of k3 and values of μ are not straightforwardly analogous, as could be 

evidenced by viewing the differences between the potential energy functions with progressive 

damage. It can be evidenced that the amount of change in the highest μ value (0.75) examined 

coincides with about a 10% linear reduction in k3 if they are correlated based on prediction 

error mean values. Therefore, the lesser distinctions between degrees of high damage in the 

nonlinear case is more a result of a finer sensitivity grid than because the feature is less 

capable of distinguishing damage through a nonlinearity. 

   

      
Figure 2.34:  )(x, L1λ  vs. mean prediction error (ET,n(X,Y)) for each of the 10 sections, where baseline 

is linear (μ = 0) and comparison is (a) baseline, μ = 0, (b) μ = 0.01, (c) μ = 0.05, and (d) μ = 0.25. 

(a) (b) 

(c) (d) 
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Figure 2.35: Mean prediction error (ET,n(X,Y)) for each increase in nonlinearity with error bars 

representing one standard deviation from the mean, where the sections correspond to a mean of the 
largest (typically positive) local LE of (a) entire attractor, )(x, L1λ = 5.7813, (b) section 2, )(x, L1λ = -

2.2838, (c) section 4, )(x, L1λ = 2.0047, (d) section 6, )(x, L1λ = 6.7226, (e) section 8, )(x, L1λ = 
11.0568, and (f) section 10, )(x, L1λ = 16.6364. 

 

It should be noted that not only is the regional prediction error somewhat damage 

mechanism dependent, but also system dependent. The input and structure parameters for this 

model were set up for minimal interaction between the input and the system and tailored to 

produce a low-dimensional response in accordance with the Kaplan-Yorke conjecture 

(Nichols, Todd, Seaver, et al. 2003). Because the first local LE in the response of the system is 

predominantly excitation-dependent, a minimally interactive system, where the response is 

principally dominated by the input, correlates well with an analysis using only the first local 

(a) (b) (c) 

(d) (e) (f) 
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LE. Varying the excitation bandwidth (easily implemented here by multiplying the Lorenz 

equations by a speed factor ε), such that different levels of interaction are achieved, may prove 

more complicated. For example, when there is greater interaction with the structure, the other 

LEs may play a larger role in the effect on prediction error results.  

Therefore, the more complicated expression, ( )( )( )( ) ⎥
⎦

⎤
⎢
⎣

⎡ ∑ =
212

11 LxLM i
M
i ,explog λ , 

discussed in Section 2.2.5.5.2 may be required to obtain a better understanding of regional 

prediction error. Choosing regions from this expression may produce more accurate results in 

some cases when the first local LE does not dominate to as large an extent, but at the expense 

of computation time. Also, when the other LEs are necessary, careful consideration should be 

made to the effect of damage on the geometrical locations of these LEs within the attractor. 

The geometric distribution of local LEs may change as a function of damage, especially those 

LEs which are largely a product of the changed (or damaged) system as opposed to the 

unchanged excitation. For the results in this work, the first local LE of one attractor is large 

enough and does not change drastically enough, that it dominates the regional prediction error, 

even for very short time lengths L. However, the experimental results reveal a method of 

tracking the change in first local LE distributions (and thus prediction error distributions) as 

damage evolves. 

2.2.5.6.3 Additive noise 

 Also critical for any application in real structures is the effect of noise on the SHM 

feature. In this case, mechanical white noise initially acts as a perturbation from the true 

trajectory in all state space. Therefore, the error will be magnified in a global (in state space) 

statistically equivalent manner. There will be loss of correlation between the inherent local 

dynamics which do not take into account the additive noise, and the calculated prediction 

error, which does. Hence, an adequate way of determining the point where noise dominates 
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the prediction error result can be visualized through a loss of the dynamic link between local 

LEs and regional prediction error. An SNR threshold of damage sensitivity with prediction 

error can be established through this examination of correlations between the distribution of 

local LEs and prediction error in state space. 

 It can be seen that in the case of linear damage with additive white noise (Figure 2.36, 

Figure 2.37, and Figure 2.38), an SNR of about 40 dB is required to resolve a 1% linear loss in 

stiffness of k3 fairly well. Once above the threshold, the damage detection capability is 

qualitatively indistinguishable at low damage levels from the case of no noise for both global 

and regional prediction error (Figure 2.39). Note that these trends exhibited with additive 

noise are true for multiple damage mechanisms (e.g. the nonlinear damage cases as well), 

although the SNR threshold may be different. In this work, the nonlinear damage mechanism 

utilized requires a noise threshold of ~50 dB to resolve an introduced nonlinearity of μ = 0.01. 

  
Figure 2.36: )(x, L1λ  vs. mean prediction error (ET,n(X,Y)) for each of the 10 sections with linear 

damage with additive white noise (SNR = 20 dB), where baseline is k3 = 80 and comparison is (a) 1% 
reduction, k3 = 79.2, (b) 5% reduction, k3 = 76, and (c) 10% reduction, k3 = 72. 

 

 

(a) (b) (c) 
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Figure 2.37: )(x, L1λ  vs. mean prediction error (ET,n(X,Y)) for each of the 10 sections with linear 

damage and additive white noise (SNR = 30 dB), where baseline is k3 = 80 and comparison is (a) 1% 
reduction, k3 = 79.2, (b) 5% reduction, k3 = 76, and (c) 10% reduction, k3 = 72. 

 

  
Figure 2.38: )(x, L1λ  vs. mean prediction error (ET,n(X,Y)) for each of the 10 sections with linear 

damage with additive white noise (SNR = 40 dB), where baseline is k3 = 80 and comparison is (a) 1% 
reduction, k3 = 79.2, (b) 5% reduction, k3 = 76, and (c) 10% reduction, k3 = 72. 

 

  
Figure 2.39: Mean regional prediction error (ET,n(X,Y)) for each linear reduction in stiffness of k3 with 
error bars representing one standard deviation from the mean, where (a) clean signal and (b) signal with 

additive white noise (SNR = 40 dB). 

(a) (b) 

(a) (b) (c) 

(a) (b) (c) 
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 One difficulty in discovering the effect of noise on prediction error is the false 

correlation between noise perturbations and local LEs when the noise reaches a different SNR 

threshold (in this case, and typically, above the previously described threshold of damage 

resolution vs. noise). This new, false correlation threshold establishes the point when an 

attractor is so dominated by noise that an evolution of any point within the attractor 

approaches a distance proportional to the variance of the noise. Thus, if this noisy signal were 

to be compared to a much cleaner baseline, the difference in evolution distances between 

points on the two attractors will be directly proportional to the distance traveled of the point 

on the cleaner baseline attractor. The resultant prediction error values would correspond with 

some combination of the velocities and the curvature of the short-time trajectories of various 

points on the baseline attractor, which will typically be higher in locations with high positive 

local LEs. Figure 2.40 shows this effect through an examination of prediction error evaluated 

in the case of uncorrelated white noise being added to the first Lorenz coordinate, z1, in Eq. 

(2.17), e.g. ET,n(z1, z1 + w), where w is a white noise sequence. Here, a false correlation 

threshold of ~14 dB exists where the comparison attractor has become dominated by the noise 

and can no longer be directly compared to the noise-free baseline attractor. 

 
Figure 2.40: )(x, L1λ  vs. mean prediction error (ET,n(X,Y)) for each of the 10 sections, where baseline 

is first Lorenz coordinate, z1, and comparison is (a) Lorenz + noise, SNR = 17 dB  and (b) signal + 
noise, SNR = 14 dB. 

(a) (b) 
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2.2.5.6.4 Practical implementation 

The previous models verify the direct inherent relationship between local LEs and 

improved damage detection capability through the use of regional prediction error. However, 

in practice, it may be problematic to compute the local LEs for a baseline attractor response in 

a structure. Although work has investigated computing global LEs from a time series 

(Abarbanel 1996; Abarbabnel, Brown, Bryant 1991), the process is considered less robust, 

especially if local LEs are required within small regions of state space. Therefore, a practical 

implementation may require a more simple formulation of appropriate local regions for 

investigation. One method is presented herein, which requires a strong assumption of time-

synchronization, but is strongly applicable if this can be achieved. 

 In this technique, a preliminary testing method could be utilized. Implementation of 

this approach would require the ability to perform repeatable or reversible damage simulations 

on the same or an analogous structure. Prediction error can be calculated for all fiducial points 

of the attractor, and the regions of highest sensitivity to damage can be discovered without any 

formulation of local LEs. Thus, a geometric section of the attractor can be highlighted based 

on high damage sensitivity itself. Future health monitoring can then employ these regions for 

a regional prediction error calculation. This optimal region selection method can be used in 

situations where the damage mechanism itself can be preliminarily tested directly without 

irreversible harm to the structure (e.g. bolt preload loss in a connection). Otherwise, a very 

good model or experimental testbed must be utilized. Again, time-synchronization is vital to 

this practical approach. 

2.2.5.6.4.1 Computational results 

 The 3DOF spring-mass model can be reevaluated using this practical technique. A 

preliminary damage scenario (where k3 = 0.25k = 20 for linear damage and μ = 0.9 for 

nonlinear damage) as described in Eq. (2.19) was created. Prediction error was calculated for 
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all possible initial conditions (fiducial points), and the attractor was sectioned geometrically 

based on the magnitude of these values. Returning the structure to the baseline state (k3 = k = 

80; μ = 0), each of the responses were then evaluated in the determined regions for the damage 

cases described in Table 2.5 and Table 2.6 (Figure 2.41 and Figure 2.42). 

 Clearly, there will often be a strong correlation between high prediction error at one 

level of damage and another (Figure 2.41), assuming no bifurcations have taken place. The 

fairly linear form of the prediction error versus preliminary prediction error plots correspond 

to the direct relationship between the two quantities at differing damage levels. The regional 

prediction error at the optimal section (preliminary prediction error) still results in much 

improved damage detection capability over the global prediction error (Figure 2.42). These 

results also further verify that regional prediction error is quite effective at determining 

damage that results in nonlinearity despite differing methods of determining optimal regions. 

 
Figure 2.41: Mean prediction error (ET,n(X,Y)) for each of the 10 sections based on preliminary mean 
prediction error vs. (a) linear damage (baseline, k3 = 80 and comparison, k3 = 40 (50% reduction)) and 

(b) nonlinear damage (baseline, μ = 0 and comparison, μ = 0.75). 
 

(a) (b) 
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Figure 2.42: Mean prediction error (ET,n(X,Y)) for simulated model, where regions are based on (a) 

linear damage, entire attractor (b) linear damage, highest prediction error for preliminary damage test, 
(c) nonlinear damage, entire attractor (d) nonlinear damage, highest prediction error for preliminary 

damage test. 
 
2.2.5.6.4.2 Experimental results 

Practical analysis of data obtained from the frame structure testbed can also be 

incorporated into this technique. In this case, damage case 5 (loose bolt with gap) from Table 

2.7 for each channel can be used as the preliminarily tested damage for determining regions. 

Figure 2.23 corresponds to Figure 2.41 above. It is evident that there is a still a strong 

correlation between prediction error regions at various levels of damage. Damage detection 

capability is also improved in these experimental cases using the local regions selected rather 

(a) (b) 

(c) (d) 
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than the previous global prediction error (Figure 2.44(a), Figure 2.44(b), Figure 2.45(a), and 

Figure 2.45(b)). It can also be noted that damage differentiation is enhanced in channel 4, 

which is closer to the location of the loss of connectivity, suggesting the possibility of damage 

location identification through global and local prediction error. However, the improvement of 

regional prediction error over global prediction error is relatively the same for both 

accelerometer locations. 
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Figure 2.43: Mean prediction error (ET,n(X,Y)) for each of the 10 sections based on preliminary mean 
prediction error vs. damage (baseline, 5 N m torque and comparison, finger tight), where (a) channel 2 

and (b) channel 4. 
 

An even greater sensitivity improvement may be gleaned through an examination of 

the change in distribution of LEs with progressive damage. Hence, it might be advantageous 

to perform a preliminary test where the entire damage evolution is evaluated to determine 

optimal regions per damage level. Then, given a second run of data, one may try all optimal 

regions found in the preliminary test, looking for the region that results in the highest 

prediction error (and/or lowest variance), which would theoretically correspond to the ideal 

region selection for that case. Note that the ideal region for each case should have both the 

highest prediction error and smallest variance because it corresponds to a region selection 

procedure that picks the optimal region from grouping similar prediction error values together 

(a) (b) 
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and selecting the group with the highest prediction error. Results from this technique (using 

highest mean prediction error section) can be found in Figure 2.44(c), Figure 2.44(d), Figure 

2.45(c), and Figure 2.45(d), where regions were preliminarily selected from the damage 

evolution in run 1 and tested on run 2. In this case, the damage progression did not drastically 

change the distribution of local LEs, therefore there is only minimal improvement from the 

previous regional prediction error technique, although the smaller variances of prediction error 

values do suggest some enhancement. 
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Figure 2.44: Mean prediction error (ET,n(X,Y)) for frame experiment, channel 2, where regions are 

based on (a) entire attractor, (b) highest prediction error for preliminary damage test, (c) preliminary 
damage evolution from run 1 on run 1, (d) preliminary damage evolution from run 1 on run 2. 

 
 

(c) (d) 

(a) (b) 
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 Of further note in this practical application is that regional prediction error based on 

sections composed of its own highest values may not always yield better results than regional 

prediction error based on the lowest prediction error sections. The smaller variances in 

regional prediction error is an important contributing factor to its sensitivity improvements, 

and these smaller variances will be present no matter what section (high or low prediction 

error) is chosen because these sections are by definition similar in values. Therefore, it may be 

worthwhile to examine both high and low prediction error regions to determine what is 

optimal for a given structure and damage mechanism. 
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Figure 2.45: Mean prediction error (ET,n(X,Y)) for frame experiment, channel 4, where regions are 

based on (a) entire attractor, (b) highest prediction error for preliminary damage test, (c) preliminary 
damage evolution from run 1 on run 1, (d) preliminary damage evolution from run 1 on run 2. 
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 Practical implementation may also require the use of geometric prediction error if a 

temporal relationship cannot be established between the two attractors. This may be true in the 

case of non-synchronized responses or when a deterministic excitation cannot be utilized (see 

Section 2.2.4). In this case, a regional prediction error approach must determine sections based 

on corresponding regions of the attractor irrespective of time indices. This can still be done, 

but will require more advanced sectioning and clustering algorithms whereby regions can be 

chosen from changing clustered regional shapes within the global attractor. Further, a second 

practical implementation of sectioning can be utilized, whereby the first local LE distribution 

of the excitation (which may not be temporally synchronized with the response) can be 

evaluated to determine optimal regions. This alternative method will require the further 

stipulation that the structure must be largely slaved to the input such that the first local LE is 

dominated by the excitation (i.e. there is little spectral overlap between the excitation and the 

structure). However, this method has the advantages of not requiring preliminary testing or 

time synchronization. 

2.2.5.7 Summary of local state-space models 

 In the formulation of a local (in space/time) dynamically-based feature, it is important 

to understand the geometrical nature of the actual local (in space/time) dynamical properties. 

It has been shown that the short-time dynamics within a system can be geometrically wide-

ranging. This is especially apparent in the large connection between state-space geometry and 

the distribution of local LEs in a chaotic system or a response to a chaotic excitation. The first 

(typically positive) local LE of a chaotic system tends to have very high values within those 

orbits along an unstable manifold of the attractor. This can be evidenced in the chaotic Lorenz 

system, where the greatest values of the first local LEs can be found along the trajectory 

moving away from the unstable origin. The sum of the exponents stays constant over the 
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entire range of the attractor, suggesting that the level of volume expansion or contraction stays 

consistent regardless of location for a given time scale (L), and this globally dissipative Lorenz 

system is locally dissipative at all locations. As the time scale increases, the reliance on 

location slowly disperses until the individual LEs approach the average, where they become 

global LEs and invariants (in an ergodic average sense) of the dynamical system. 

 The geometric elements of nonlinear auto-prediction error follow along similar trends 

to those of local LEs for a given time scale. Differences tend to manifest themselves especially 

when a geometric correlation of fiducial points in prediction error calculation is used. In these 

cases, other error sources caused by Theiler window or edge effects can dominate the resultant 

prediction error, especially at low damage levels. Also, if damage manifests itself partially as a 

change in amplitude or an offset in the attractor, a geometrical relationship between fiducial 

points will tend to produce possibly non-dynamically based errors. A temporal fiducial 

relationship shows a direct link between the average local LEs and the mean prediction error 

of a small region of an attractor. This correlation was shown in a linear oscillator with varying 

degrees of linear and nonlinear stiffness changes. Within select regions of the attractor, 

determined by geometry and first local LE values, regions with higher first local LEs tended to 

have a better ability to detect changes. This supports the hypothesis that one can make use of 

the local dynamics to better understand or improve the use of state-space prediction error. In 

particular, it appears that computing locally-based attractor features (such as regional 

prediction error) may lead to sensitivity gains in damage discrimination. These results were 

validated for both a linear and nonlinear damage mechanism. 

 Further simulated and experimental tests have been utilized to establish the 

applicability of regional prediction error on real-world structures. First, simulated mechanical 

white noise was added to the response. The performance threshold (e.g. applicable SNR for a 

desired sensitivity) of regional (and global) prediction error can actually be established 
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through the links established in this paper, whereby a loss of correlation between local LE and 

prediction error distributions can signify a loss in damage sensitivity. Also, in practice, it may 

be problematic to compute the local LEs required for optimal region selection because of 

inaccuracies in modeling or having to compute local LEs from time series. Practical 

implementation of regional prediction error could require use of LE distributions of just the 

input or preliminary testing, which has been proven to be effective in both simulated and 

experimental data. 

 Regional prediction error may provide further improvements in specialized situations. 

An even stronger dynamic link between local LEs and a local metric will exist in a system or 

excitation where edge effects are less problematic, such as one where the local LEs are greater 

in the interior and edge fiducial points can be ignored. This could provide further applicability 

to other prediction error types, such as one that employs spatially correlated fiducial points. 

Also, a system with a strong interaction between the input and the structure may require the 

utilization of a correlation between more local LEs rather than just the first. Overall, the 

explicit link established between the local dynamics and an easily computable local metric, 

and the validated increase in sensitivity makes this feature quite attractive over former global 

methods, especially from a damage detection paradigm. 

2.3 Multiple Measurement Comparisons 

2.3.1 Introduction 

 As of yet, the dissertation has focused on prediction error from an auto-attractor 

analysis paradigm. This auto-attractor analysis comparison requires the use of a baseline time 

series, commonly from a known undamaged state, and a comparison time series from an 

unknown structural condition at the same sensor position.  
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An alternative comparison may be drawn between two attractors taken from 

measurements recorded simultaneously at two different measurement locations. Recent 

research into this cross-attractor analysis technique has already demonstrated its validity as a 

damage detector using prediction error as a feature (Todd, Erickson, et al. 2004). In this work, 

the authors found some success employing a geometric fiducial point-to-neighborhood mass 

centroid comparison per Eq. (2.8).  

This section of the dissertation refines the previous cross-attractor analysis study to 

improve sensitivity. Furthermore, because cross-attractor analysis assesses dynamical 

correlations between locations on a structure, it can be conjectured that further details about a 

given damage condition can be ascertained from this procedure. For example, variation in a 

feature extracted from adjacent measurements could suggest a change to the interconnection 

positioned between these two measurements. Moreover, a loss or gain in the correlation 

between measurements directly reflects the type of change the structure has experienced (e.g. 

whether stiffening or softening has taken place). Thus, features developed from cross-attractor 

analysis can characterize the location and type of dynamical change that has taken place, in 

addition to the existence and possibly extent of change in the structure. 

Within this section, nonlinear cross-prediction error is examined for its ability to 

detect, localize, and quantify damage to a structure. Results are produced for a simulated 

5DOF oscillator subject to damage through both linear and nonlinear changes in stiffness at 

varying locations. In addition, damage was introduced for this model simultaneously at 

multiple locations. Finally, an experiment was conducted on a beam structure connected 

horizontally with lap joints, where damage was initiated by the loss of preload in bolts at 

multiple joint locations. 
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2.3.2 Cross-prediction error formulation 

 The embedding procedure still follows that outlined in Section 2.2.1, of course now 

utilizing simultaneously recorded measurements at adjacent locations for the embedded x and 

y. Delay and dimension are still selected from the first MI minimum and the FNN technique, 

respectively.  

 The prediction error features analyzed are again the same as in Section 2.2.4.2; 

however, only temporal correlations between fiducial points, ET,n(X,Y), were employed. The 

procedure will be briefly reintroduced here. From initial condition, xn on one attractor X, a 

time-correlated point yn is found on the second attractor Y, where X and Y are attractors 

reconstructed from simultaneous measurements of a structure at different locations. This work 

employs a temporal correlation between xn and yn rather than the previously utilized spatial 

correlation (Todd, Erickson, et al. 2004) because of the nature of the cross-attractor analysis 

comparison. By definition, the measurements should be at least approximately synchronized, 

yet at different locations. Thus, the reconstructed attractors will be temporally related, 

although not guaranteed to be at the same state-space position because of the differences 

between dynamical responses at different system locations. After establishing initial condition 

sets on both attractors, the κ nearest neighbors (xpn,j and yqn,j) to these initial conditions are 

found, separated in time from the xn and yn by a Theiler window (Theiler 1986). Then, the 

neighbor set is time-incremented L time steps in the future. The prediction error feature is the 

Euclidean distance between the centroid of time-advanced neighbor set on the two attractors 

(first shown in Eq. (2.9)): 

( ) jnjn LpLqnTE ,, xyYX,, ++ −= ,  

where ET,n(X,Y) is the point-wise prediction error feature for a given fiducial point (initial 

condition) and jnLp ,x +  and jnLq ,y +  are the evolved neighborhoods on the respective 
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attractors. This section will use κ = N/1000, where N is the number of points in the time series, 

and an L of one, as deemed acceptable from Section 2.2.4.5.2. Although this dissertation 

showed that it may be possible to utilize a locally more sensitive selection of initial conditions 

(Section 2.2.5), this section (for simplicity) will use a more generic uniform and globally 

distributed selection of initial conditions for computation of the prediction error feature vector. 

Statistics such as the mean and various percentiles of the local state-space prediction error set 

are then produced to generate a global feature with reduced dimensionality. 

 As described in Section 2.1, the distance between these time-evolved neighbor sets 

can be considered a comparison between local dynamical flows. Prediction error will change 

as a function of dynamic changes to the system being observed, e.g. structural damage. Thus, 

the presence and extent of damage can be directly related to changes to prediction error. In 

addition, cross-prediction error provides a measure of dynamic correlation between two 

different positions on a structure. Consequently, tracking changes or lack of changes to 

prediction error between measurements at multiple locations can lead to the ability to isolate 

the location of damage in a structure. Furthermore, the dynamical change can be qualified. If 

prediction error trends upward, then the two attractors are becoming less similar, suggesting a 

loss of correlation between measurements (e.g. softening). Alternatively, if prediction error 

decreases, then the two attractors are becoming more similar (e.g. stiffening). 

2.3.3 Considerations 

The cross-attractor analysis concept involves a comparison between concurrent 

measurements at different locations on the same structure. It should be noted that Takens’ 

theorem (Takens 1981), which was further expanded by Sauer et al. (Sauer et al. 1991), 

suggests that each simultaneous measurement should produce an attractor that is qualitatively 

equivalent to the attractor of the entire system. By extension, these simultaneously reproduced 
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attractors should be qualitatively equivalent to each other as well, and any comparisons made 

between these two attractors should show this equivalence. However, differences in various 

features extracted from these attractors can exist. One can envision several scenarios in which 

these comparisons can lead to differences between the two attractors. The goal of cross-

prediction error described above is to identify those scenarios which result in differences 

between the attractors caused by the onset of damage, despite their qualitative equivalence as 

described by Takens. 

 The first scenario where differences between attractors can appear can be easily 

envisaged through a modal analysis outlook. For instance, the dynamics at two different 

locations can be affected to greater or lesser extents by the mode shapes. In an extreme 

example, if one measurement on a structure is taken at a node of an excited mode, that 

measurement will reflect none of the dynamics representative of that mode. Therefore, a 

measurement that does reveal that mode’s dynamics will reproduce a visually different 

attractor caused by the emphasis or de-emphasis of that mode. If modal properties are changed 

from an undamaged to a damaged condition where these attractor differences appear, cross-

prediction error will desirably be able to identify the structural change. 

 Another scenario can be illustrated by the chaotic Lorenz system (Eq. (2.17); s = 16, r 

= 45.92, b = 4, ε = 1; Figure 2.46): 
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The outer loops or “butterfly wings” of the Lorenz attractor are constructed from the first two 

dimensions, while the third dimension results in the folding effect. If an attractor is 

reconstructed using delay embedding from each of these coordinates individually (Figure 

2.47), two of the reconstructions are very similar yet not identical to the true attractor; 
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however the reconstruction from the third coordinate contains only a single loop. Smooth 

transformations of each of these reconstructed attractors can still replicate the original 

attractor, and invariants such as Lyapunov exponents will still be equivalent, but other 

comparisons can show differences. In the Lorenz example shown here, the z1 and z2 

coordinates are a weaker function of z3 than they are of each other, and this lack of 

interdependence can be visualized in their embeddings. Therefore, the geometries of the 

attractors reconstructed from different measurements of the same system can be different 

depending on the interrelationship between these measurements within the overall system. 

Damage may change these dependencies, and local geometric comparisons like cross-

prediction error can manifest these changes. 

        
Figure 2.46: Chaotic Lorenz attractor, where (a) 3-D representation, (b) 2-D z1 and z2 section, and (c) 

2-D z2 and z3 section. 
 

       
Figure 2.47: Reconstructed Lorenz attractor, where (a) reconstructed from z1, (b) reconstructed from z2, 

and (c) reconstructed from z3. 
 
 A third scenario is reliant on the specific formulation of cross-prediction error 

described in Section 2.3.2. Because the point-wise comparison between attractors is based on 

temporal consistencies, de-synchronization or phase differences between measurements will 

(a) (b) (c) 

(a) (b) (c) 
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also cause noticeable changes to a cross-attractor analysis feature. These temporal differences 

can be a result of the location of the sensors on the structure coupled with the structural 

properties, problems with simultaneous data acquisition, or discontinuities in the structure 

between sensor positions. For the purposes of damage detection, it is advantageous to capture 

structural property changes and discontinuities that emerge as local phase or synchronization 

differences on the structure. 

 In a real-life application of an SHM system, initial errors in prediction can come about 

from all three of these scenarios because of sensor placement and data acquisition issues. 

However, it is important to state that the goal of the feature is to detect changes in 

measurement comparisons with the introduction of damage. Therefore, cross-prediction error 

is best analyzed by first establishing a baseline set of results of the structural state, and then 

comparing these results to future results where the state of the structure is unknown. A change 

in these features from the established baseline is the critical factor for a damage detection 

application.  

 Nevertheless, it is advantageous to have low initial prediction error because it will be 

easier to detect minute changes in the structural state if one is beginning with a baseline set 

that is strongly correlated at the outset. Several steps can be made to ensure this condition if 

one is looking to optimize the effectiveness of a cross-attractor analysis feature. The sensor 

measurements compared should be very close to each other on either side of a critical local 

component susceptible to damage. In addition, simultaneous measurement is ideal. However, 

small delays below a few sample points (such as could be introduced by essentially negligible 

inter-channel delays of a data acquisition system) between measurements (depending on the 

prominent frequencies of the data) will not prohibit the ability of the feature to detect damage, 

because these slightly offset temporal points will still appear very near each other in their 

attractor geometries. One measurement-based scenario that will be of concern is the problem 
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of sensor drift over time. If one sensor drifts at a different rate than the other, than the feature 

will see differences between measurements that are purely an artifact of improper 

measurements. This is an unavoidable problem with these methods; however many damage 

detection methods will have errors if sensor measurements are not consistent.  

2.3.4 Simulated 5DOF oscillator 

2.3.4.1 Model 

 The first coordinate, z1, of the chaotic Lorenz system from Eq. (2.17) was utilized as 

the input to both simulated model and experiment. Although a deterministic excitation was 

employed here, the temporal cross-prediction error may still be effective in the presence of a 

stochastic input (this is shown to some extent in Chapter 4). Section 2.2.4 showed that 

temporal auto-prediction error is ineffective for stochastically-excited structures, because the 

excitations for the two responses being compared are independent of each other. However, if 

the cross-attractor analysis paradigm is utilized, the comparison is made between two 

simultaneous responses excited from the same source. Hence, the time indices of initial 

conditions on X are still correlated to equivalent time indices on Y.  

Here, the deterministic excitation (after removing transients) was applied to the free 

end of a fixed-free 5DOF, initially linear, spring-mass oscillator as shown in Figure 2.48, with 

parameter values of mi = 0.002, c = 0.1, and ki (undamaged) = 30, for all i = 1,…5. Progressive 

dynamical stiffness changes (Table 2.12 and Table 2.13) were introduced into the initially 

equivalent springs, ki through two modifications: (1) a linear percent decrease in stiffness and 

(2) a nonlinear change to the stiffness. The nonlinear change is equivalent to that introduced in 

Eq. (2.19), where the individual changed stiffness terms can be written as: 

( ) ( )( )4
1

2
11 −− −+−−= iiiii xxxxkk αμ , (2.20)
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where μ can be considered a quantification of the degree of quadratic nonlinearity in the 

stiffness. The positive fourth-order term is applied to ensure stability in the system response 

and was set at α = μ for all damage scenarios. Each change, or damage case, was introduced 

independently at each of the five springs. Additionally, equivalent linear decreases in stiffness 

at the same levels as in Table 2.12 were applied simultaneously at k2 and k4, then at k3 and k4, 

and finally at k2, k3, and k4. 

 
Figure 2.48: 5DOF linear spring mass model. 

  

 For each case, the responses at the masses were retained, normalized by subtracting 

the mean and dividing by the standard deviation, and then reconstructed into attractors. It 

should be noted that this normalization is not required, and removes the ability of the features 

to detect changes that are purely a result of amplitude differences between measurements. 

However, it is expected that such changes could typically be noticed by a much simpler 

change detection feature, and normalization removes any errors caused by bias between 

sensors. Normalization also allows responses at locations with differing amplitudes to better 

geometrically match in state space. It should be noted that this normalization procedure was 

conducted on all subsequent state-space-based features in this dissertation.  

Only adjacent mass responses were evaluated together (i.e. response at mi was 

compared to mi+1) employing the cross-attractor analysis paradigm to produce a database of 

cross-prediction feature sets. To obtain low-dimensional global statistics from these sets, the 

mean along with the 10th and 90th percentiles of the features were computed, where the feature 
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set was resampled and summed several times to return a Gaussian distribution via the Central 

Limit Theorem. 

Table 2.12: Simulated linear changes for each spring, ki, i = 1,…5, individually, and then applied 
simultaneously at k2 and k4, then at k3 and k4, and finally at k2, k3, and k4. 

Linear 
Damage Case 

Linear Percent 
Decrease in ki 

L - 0 0%, k3 = 30 
L - 1 1%, k3 = 29.7 
L - 2 5%, k3 = 28.5 
L - 3 10%, k3 = 27.0 
L - 4 25%, k3 = 22.5 
L - 5 50%, k3 = 15.0 

 

Table 2.13: Simulated linear changes for each spring, ki, i = 2,…4, individually. 
Nonlinear Damage 

Case 
Nonlinear 
Change, μ 

NL - 0 0 
NL - 1 0.05 
NL - 2 0.10 
NL - 3 0.25 
NL - 4 0.50 
NL - 5 0.75 
NL - 6 1.00 

 

2.3.4.2 Computational results 

 All damage detection results will be displayed similar to that shown in Figure 2.49. 

The mean along with the 10th and 90th percentiles (illustrated by error bars) are plotted for a 

given progression of stiffness changes to a specific spring. Figure 2.49 demonstrates this result 

for a decreasing linear stiffness in the fifth spring k5. Each line represents a different 

comparison of attractors generated from adjacent masses. The 10th and 90th percentiles are 

always within 0.5% from the mean in all realizations, indicating that the results are very 

repeatable. For this reason, the error bar size in the graphs is small to instead emphasize the 

mean trends with damage.  
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 When all stiffness values are identical (damage case 0), the mean cross-prediction 

error is very low (ET(X,Y) ≤ 0.065), suggesting strong initial correlations. It can be noted that 

the lowest prediction error appears near the fixed end (ET(m1, m2)), where the structure is more 

restrained.  
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Figure 2.49: Adjacent means with error bars for the 10th and 90th percentiles for cross-prediction error, 

ET(X,Y): linear decrease in stiffness in the fifth spring k5. 
  

 Given these initial cross-prediction error values, one can then look at the change in 

prediction error at each of the comparisons as damage is introduced. The mean prediction 

error in Figure 2.49 increases most rapidly for the feature calculated between responses that 

are on either side of the damage location (ET(m4, m5)). The comparisons for masses between 

the unchanging springs do not show this trend. The error bars between the baseline condition 

and the 5% damage condition (k5 = 28.5) are completely separated for ET(m4, m5), but not 

separated at all for the other comparison locations for even the highest damage case (50%, k5 = 

15). Thus, the observer can make a statement about whether damage is present based on a 

threshold of prediction error established from the baseline (undamaged) state at each 

comparison individually, and about the location of this damage by evaluating which 

measurement comparisons see a sharp decline and which do not.  
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 The extent of damage could be discovered using a supervised learning paradigm, 

where the feature is computed using a repeatable experimental structure such that the damage 

extent (in this case corresponding to some stiffness ki) can be linked to a corresponding range 

of prediction error values that will exist for that damage scenario. For this section, results will 

be limited to these damage progression plots to demonstrate that the features trend consistently 

with damage. The character of the dynamical change is evident immediately. If there were an 

increase in stiffness rather than a reduction, ET(X,Y) would respond by trending downward. 

This can be shown by simply reversing the direction of the damage cases. 

        Results generated from progressive linear damage to each of the other four springs are 

shown in Figure 2.50. As in the results for damage in spring k5, the rate of increase in ET(X,Y) 

is consistently detectable as low as 5% damage for the comparison around the spring that has 

seen this stiffness reduction. This is true for damage in all springs except k1. In this scenario, a 

cross-feature cannot be formed from responses on either side of k1. However, the prediction 

error is most changed at the comparison closest to the damaged location, where the error bars 

are still fully separable for a linear stiffness change of 10% (k1 = 27). Hence, the cross-

prediction error feature is ideal when local bracketing of a damage-sensitive area is possible 

but is less suited to more global changes.  

 The comparisons at other locations, actually see slight decreases in ET(X,Y). This 

trend suggests an increase in similarity of responses in the region of the structure on one side 

of the softened spring, effectively isolating this section of the structure from the other.  
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Figure 2.50: Adjacent means with 10th and 90th percentiles for cross-prediction error, ET(X,Y): linear 
decrease in stiffness where (a) damage first spring, k1 (b) damage second spring, k2, (c) damage third 

spring, k3, and (d) damage fourth spring, k4. 
 

 Figure 2.51 displays the nonlinear damage scenarios from Table 2.13 for three 

different springs. The damage identification capability for nonlinear damage is comparable to 

linear damage. There is a complete separation of error bars between the baseline undamaged 

(linear) case and the lowest level of nonlinearity examined (μ = 0.05). To compare these 

results with the linear damage scenarios, it is instructive to compute an effective stiffness 

constant such that ( )421 xxkk
ieff Δ+Δ−= αμ , where 2xΔ  is the mean squared difference 

between xi and xi-1 and 4xΔ  is the mean fourth-order difference between xi and xi-1. For these 

simulated results, a μ of 1.0 consistently corresponds to a 
ieffk  of approximately 29.87 (less 

than 1% stiffness change). Using this criterion, the features are much more sensitive to this 

nonlinear change than an equivalent linear change. However, nonlinear damage results in 

terms of intensity should not be compared directly to the linear cases because they represent a 

(a) 

(c) 

(b) 

(d) 
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more complex dynamical change to the attractors than can be expressed solely by this 

effective stiffness constant, 
ieffk . Also, not surprisingly, the mean cross-prediction error tends 

to have nonlinear trends as nonlinear damage increases. Despite these differences from the 

linear results, damage detection and localization is still possible with these features in the 

presence of nonlinearity, providing a distinct advantage over purely linear damage 

identification algorithms. 
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Figure 2.51: Adjacent means with 10th and 90th percentiles for cross-prediction error, ET(X,Y): 
nonlinear change in stiffness where (a) damage second spring, k2, (b) damage third spring, k3, and (c) 

damage fourth spring, k4. 
 
The ability to locate damage hinges upon two characteristics in the evolution (from a 

baseline state) of either of these cross-attractor based features: (1) the upward trend of the 

feature from a previously healthy state for a given comparison between two adjacent 

measurements and (2) the lack of a significant trend (or a trend in the opposite direction) in the 

feature for comparisons at other locations. This leads directly to the question of multiple 

simultaneous locations where damage is present.  

This consideration was addressed in the results revealed in Figure 2.52. Damage was 

simultaneously introduced into springs k2 and k4 (Figure 2.52(a)), springs k3 and k4 (Figure 

2.52(b)), and springs k2, k3, and k4 (Figure 2.52(c)). Although it is not quite as clear as in the 

individual damage cases, the trends are largely as would be expected. When springs k2 and k4 

experience equivalent stiffness reductions, the comparisons between masses m1→m2 and 

(a) (b) (c) 
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m3→m4 display large increases in ET(X,Y), while the comparisons m2→m3 and m4→m5 trend 

in the opposite direction. Analogous results appear when springs k3 and k4 are damaged, where 

m2→m3 and m3→m4 show increases with damage.  

Similarly, when three springs are damaged, the three correct adjacent comparisons 

monotonically increase while the fourth comparison decreases. The increase in some of the 

mean cross-prediction errors with damage is not as significant as in some of the individual 

spring damage scenarios, but this is not surprising, considering that more of the structure has 

been damaged. Cross-prediction error is designed to detect locally specific changes, and it is 

expected that a more global change would be less obvious to this type of feature. If one were 

interested in detecting predominantly global structural changes as well, the cross-attractor 

analysis paradigm could be employed in conjunction with auto-attractor analysis (Section 2.2), 

which compares a baseline attractor from a previous state and a comparison attractor from an 

unknown test state. 
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Figure 2.52: Adjacent means with 10th and 90th percentiles for cross-prediction error, ET(X,Y): linear 

decreases in stiffness where (a) damage second and fourth springs, k2 and k4, (b) damage third and 
fourth springs, k3 and k4, and (c) damage second, third and fourth springs, k2, k3, and k4. 

 

2.3.5 Experimental frame structure 

2.3.5.1 Experimental setup 

 Further validation of the ability of cross-prediction error to fully characterize damage 

was conducted on an experimental structure. The structure consists of a single-bay aluminum 

(a) (b) (c) 
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frame, with two vertical elements (7” x 2” x 3/8”) connected via steel angle brackets (2.5” x 

2.5” x 0.25”) to the horizontal members. The vertical elements were affixed to a steel base 

plate (48” x 24” x 3/4”) using similar angle brackets. The three horizontal elements (7” x 2” x 

3/8”) were connected to each other via bolted lap joints as shown in Figure 2.53. Excitations 

were applied to the structure through an MB Dynamics PM50A electrodynamic shaker, 

attached to one of the vertical members by a stinger. The shaker was powered by an MB 

Dynamics SL500VCF power amplifier controlled by a National Instruments PCI 6036 D/A 

card interfaced with National Instruments LabVIEW 7.1 software. PCB A352C65 ICP 

accelerometers (100 mV/g) were bonded to the structure at the four locations indicated. 

Channels 1 and 2 were placed directly above and below each other for interrogation of the 

bolted connection at joint A. Channels 3 and 4 were similarly located at joint B. The locations 

were chosen to ensure that there existed a high degree of correlation between initial 

measurements in the baseline (undamaged) condition. It should be noted that preliminary tests 

revealed the importance of an initially well-correlated measurement pair to detect minor 

changes to a structure. As a result, it was imperative to have sensors on either side of a 

connection to be positioned such that they are as dynamically similar as possible. The chaotic 

excitation utilized for the 5DOF oscillator (Section 2.3.4.1, except with ε = 90 for increased 

bandwidth coverage) was sent to the shaker, and measurements were taken at a rate of 4 kHz 

for 25 s. The first 35000 and the last 30000 data points were removed to prevent transients and 

reduce the data to 35000 samples for computational efficiency. The output SNR for this 

experiment was 60 dB. 

 Damage was simulated at the two lap joints by adjusting the initial preload in the bolts 

at those locations. The baseline case was set to an initial torque of 150 in-lb. Successive 

damage levels were introduced by completely loosening the bolt, then retightening the bolt to 

the desired preload as shown in Table 2.14. Damage case 5 experienced some rattling, 
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indicative of the presence of noticeable nonlinearity. Damage was applied individually at joint 

locations A and B, and then both simultaneously. Five different runs were taken for each 

damage case. The algorithmic procedure was followed as described in Section 2.3.4.1, with 

adjacent measurements compared for the damage detection features (i.e. channels 1→2 and 

channels 3→4). Channels 1→2 or 3→4 were compared to ensure a large dynamical similarity 

in the baseline condition as possible (low prediction error), for the reasons outlined in Section 

2.3.3. These close comparisons emphasize local changes for the specific bolt between the 

measurements. The sign of channels 2 and 4 was reversed to match dynamic directionality of 

channels 1 and 2. 

 
Figure 2.53: Experimental setup: frame with three horizontal members. 
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Table 2.14: List of controlled damage cases for the frame experiment consisting of three horizontal 
members. 

Damage Case Bolt Torque (in-lbs) 
0 150 
1 90 
2 60 
3 30 
4 Finger Tight 
5 Loose 

 

2.3.5.2 Experimental results 

 The outcomes of the tests described above are shown in Figure 2.54, where each of 

the five runs is plotted together. Results coincide well with the model. When bolt A is 

damaged, ET(X,Y) trends in the expected direction. At the location of damage (location 1→2), 

a loss in correlation between the two measurements is detectable immediately, while at the 

undamaged location, the feature does not reflect that a change has taken place. Again, damage 

can be identified as a loss of similarity between the two measurements only at the location of 

damage, validating the feature’s capability for full classification. Unlike the model, prediction 

error at the undamaged location does not decrease for every damage level (although it does for 

most of the lesser changes in preload), but this is likely caused by the proximity of the two 

joints and the continuity of the entire structure.  

When bolt B is damaged, the plots reveal similar changes at the location of damage 

(in this case location 3→4). There is also a large increase for prediction error at damage levels 

4 and 5 of the comparison at undamaged location 1→2. This is acceptable because damage 

can be identified much earlier (before the finger tight condition) at the primary location of 

damage. This sharp change in the feature at the undamaged location for high damage cases is a 

result of asymmetries caused by the positioning of the shaker closer to measurements 1 and 2. 

For a given structural state, correlations or de-correlations can be detected in the vibration 

domain across some identifiable spatial length. In Figure 2.54(b), extreme damage has de-
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localized the dynamics such that the change in structural state is detectable even in more 

distant measurements.  

When both bolts are simultaneously modified, the feature changes as expected. The 

damage scenario represented by Figure 2.54(c) can be differentiated from Figure 2.54(b) by 

the progressive change in cross-prediction error at location 3→4 even at very low amounts of 

damage. The differences between the specific values of the feature for the different damage 

scenarios is caused by the positioning of the shaker, slight manufacturing dissimilarities, and 

operational variability within the experiment itself, as the structure is otherwise symmetric. 
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Figure 2.54: Adjacent mean with 10th and 90th percentiles for cross-prediction error, ET(X,Y) (solid line 

for location 1→2 and dotted line for location 3→4), where damage was introduced as (a) changes in 
bolt A preload, (b) changes in bolt B preload, and (c) changes in bolts A and B preload. 

 

 This technique may be compared to the previously utilized temporal auto-prediction 

error method (Section 2.2), where comparisons are made between measurements at the same 

location using a known (typically undamaged) state as the baseline. The results can be seen in 

Figure 2.42 for the upper measurement location near each bolt. It is apparent that this feature 

is as adequate at determining the presence and extent of damage. However, different 

measurement locations yield almost identical results, and it is impossible to make any 

statements about where damage is present on the structure. Furthermore, this auto-prediction 

feature, as defined, is just a change-detector, meaning that it is a measure of change from some 

baseline state and encodes no direct information about correlations between different parts of a 

(a) (b) (c) 
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structure. Therefore, this feature will see an increase whether stiffening or softening has taken 

place and would be unable to distinguish between these differing scenarios. More sensitivity 

might be gleaned by computing a multivariate feature set that incorporates both auto- and 

cross-state-space-based features (Chapter 4). Auto-prediction error shows higher sensitivity at 

the lower damage cases and for purely global changes, while cross-prediction error assesses 

and locates damage. Accordingly, a combination of multiple state-space features could likely 

improve accuracy for full classification over any feature taken individually. 

   
Figure 2.55: Adjacent mean with 10th and 90th percentiles for auto-prediction error, ET(X,Y) (solid line 

for location 1 and dotted line for location 3), where damage was introduced as (a) changes in bolt A 
preload, (b) changes in bolt B preload, and (c) changes in bolts A and B preload. 

 

2.3.6 Summary of cross-prediction error 

A new feature was adapted for SHM for the purposes of identifying several 

characteristics of damage.  Cross-prediction error produces measures of correlations between 

attractors taken from synchronous measurements. From this context, this feature gains the 

ability to more fully identify a damage event or dynamical change.  

 Nonlinear cross-prediction error expresses the ability of one measurement to forecast 

the other, and will tend to increase with a progressive loss in dynamic similarity between 

measurements. This feature was proven to be able to detect, quantify, and localize damage in 

both computational and experimental testbed structures. Additionally, because each realization 

(b) (c) (a) 
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of the feature does not rely on a previous (in time) baseline set of measurements, the type of 

dynamical change is also expressible. If a dynamical change were to result in a stiffer 

connection or an increase in similarity between two response locations, cross-prediction error 

would decrease rather than increase.  

 These features were validated using a simulated 5DOF oscillator and an experimental 

frame structure. Cross-prediction error effectively identified the presence of damage and 

revealed information about the extent and location of the damage. Additionally, when damage 

was introduced at multiple locations, the feature was capable of distinguishing these situations 

from those when damage is introduced at a single position, while still determining where these 

locations of damage are within the structure.  

 As an extension, it would be worthwhile to expand the current work to include a full 

classification scheme to test the accuracy of cross-prediction error in its ability to correctly 

select the presence, type, extent, and location of damage for a wide range of scenarios. This 

would require extensive testing such that supervised learning can be employed to cluster a set 

of comparisons into specific class regimes. Alternatively, an unsupervised learning paradigm 

could be utilized by reducing the class decision to damaged versus undamaged while still 

retaining the localization component of the characterization. Additionally, combining these 

features, possibly with others, into a multivariate set may further improve sensitivity and 

accuracy for classification purposes. This is investigated in Chapter 4. 

2.4 Summary of Nonlinear Prediction Error 

This chapter introduced and validated several forms of nonlinear prediction error to 

improve sensitivity, robustness, and capability for a more complete description of damage for 

SHM applications. First, prediction error was analyzed from the auto-attractor analysis 

paradigm. Previous work validating the concept for SHM was introduced. Then, the 
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applicability of this state-space analysis of time series for SHM was investigated for a 

stochastically-driven system. Several variations to the formulation of nonlinear prediction 

error were looked at in this study to find the optimal parameters for damage detection 

sensitivity. Nonlinear prediction error was shown to be a valid damage indicator for a noise-

excited structure, provided that initial conditions for the feature were correlated between 

attractors geometrically and optimal parameters were utilized. 

Another detailed analysis was conducted regarding whether this type of feature could 

be evaluated locally in state space for improved sensitivity. It was shown that the distribution 

of state-space prediction error quantiles are highly correlated in to the locations of local LEs, 

which describe the local (in space and time) growth or decay rates in dynamical systems. 

Therefore, if local regions of attractors are selectively chosen based on the regions of highest 

first local LEs, than greater sensitivity to damage-induced changes can be observed with the 

prediction error feature. However, because local LEs are often difficult to compute directly 

from a time series, one can also use a supervised learning paradigm to determine regions of 

high sensitivity in the response attractors. Alternatively, if the local LEs are predominately 

driven by the forcing, the regions of greatest first local LE in the forcing may be employed for 

regional nonlinear prediction error without requiring a high-fidelity model or experiment. 

Finally, the prediction error feature was adapted to a cross-attractor analysis paradigm. 

In this variation, multiple measurements are recorded and compared concurrently to provide a 

measure of generalized correlations over a localized segment of a structure. This technique is 

particularly advantageous because it provides greater details about the character of damage in 

a structure. If certain comparisons show large changes in cross-prediction error, and others 

show very little, than the damage can be isolated to a specific structural location. In addition, 

the type of dynamical change (e.g. stiffening or softening) of the system is immediately 

apparent based on the directionality of change from a baseline condition. Consequently, cross-
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prediction error can be employed to simultaneously detect, quantify, localize, and provide 

some details about the type of damage present in a structure. 

From the research conducted on nonlinear prediction error and its forms in this 

dissertation, the robustness, sensitivity, and capability of this feature as a damage identifier 

has been enhanced. For full classification, it may be advantageous to combine the auto- and 

cross-prediction error variations into a multivariate feature vector such that the characteristics 

of damage are even more improved (Chapter 4). Thus, auto-prediction error can be utilized for 

damage detection at very small degrees of damage and globally-affected dynamical changes, 

and cross-prediction error can be employed for determining damage extent, location, and (to 

some degree) type. Furthermore, the idea of utilizing an array of measurements to classify 

damage is very promising utilizing this cross-prediction error feature, thus motivating further 

research for additional novel SHM features that rely on this archetype, as will be done in the 

following chapter. 
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3 INFORMATION THEORY FEATURES 

3.1 Background 

One of the major advantages of nonlinear cross-prediction error is its ability to 

produce a general quantitative measure of the relationships among nearby measurements. 

Hence, changes to relationships among these measurements can be detected and localized. 

Methods such as this that utilize multiple measurements to characterize local dynamical 

correlations provide constructive information for system identification and can be used for 

change detection and identification. Therefore, this chapter of the dissertation will examine 

other novel methods of system identification that describe the dynamical relationships 

between locally-specific measurements for SHM-related applications.  

 A large number of system identification procedures currently in the literature rely on 

examining linear dynamical relationships between data. The underlying assumption in these 

procedures is that a system may be decomposed into its eigenstructure, resulting in a linear 

superposition of orthogonal normal modes vibrating at their corresponding eigenfreqencies. 

The procedure commonly involves recording system inputs and outputs, and then fitting the 

data to a linear model in the time or frequency domains. Common methods involve curve 

fitting FRFs, including the use of operating shapes (“peak picking”), rational polynomial 

curve fitting (Richardson and Formenti 1985), and nonlinear least-squares fitting (McVerry 

1980). Additionally, several time domain approaches, such as the Eigensystem Realization 

Algorithm (Juang and Pappa 1985) and the Complex Exponential Algorithm (Vold et al. 

1985) among others (Fahey and Pratt 1998; Petsounis and Fassois 2001), have been employed. 

Some researchers (Adams 2002; Worden and Tomlinson 2001) have somewhat successfully 
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employed higher-order FRFs to account for weak nonlinearities in systems; however model-

based assumptions about the type of correlations in the system are still required. 

 The field of information theory (Shannon 1948) provides a framework for the 

examination of more generalized and more fundamental relationships among data, and these 

relationships may be exploited for system identification. Measures of information typically 

express uncertainties in random variables or in the relationship between random variables, and 

include the information entropy, mutual information, Kullback-Leibler divergence, and 

transfer entropy (Cover and Thomas 1991). The information (or Shannon) entropy (Shannon 

1948) is a measure of the uncertainty associated with a random variable. This measure also 

quantifies the absolute limit (in bits) on the best possible lossless compression of any message 

for communications applications. The Kullback-Leibler divergence (Kullback and Leibler 

1951) measures the difference between pdfs of two processes, and it is often utilized as a 

measure of information gain in Bayesian updating. The mutual information (Shannon 1948) 

quantifies common dependencies between two processes, and can be extended with a time 

delay such that shared information between dynamic variables can be examined as a function 

of time lag (Vastano and Swinney 1988). The applicability of the time-delayed mutual 

information has already been shown in this dissertation for determining a proper state-space 

embedding of a system from a single measurement (Fraser and Swinney 1986). This measure 

has also proven useful as an SHM feature in itself (Nichols 2006; Nichols, Seaver, Trickey, 

Salvino, and Pecora 2006), for measuring coupling between populations in ecological systems 

(Nichols 2005), for stock market analysis (Schreiber 1990), and as part of the algorithmic 

procedure for independent component analysis (Hyvärinen et al. 2001). 

 This chapter of the dissertation will investigate two other measures of shared 

information between processes. The first of these methods is called the transfer entropy 

(Schreiber 2000), and measures the asymmetric flow of information within or between 
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systems. Recently, the transfer entropy was applied to SHM with success for system 

identification and nonlinearity detection (Nichols 2006; Nichols, Seaver, Trickey, Salvino, and 

Pecora 2006; Nichols et al. 2005). This chapter will modify and analyze the transfer entropy in 

detail for the purposes of damage identification, sensitivity enhancement, and classification. 

The second method, the generalized interdependence, measures interdependences 

between processes in state space. This feature does not strictly conform to the definition of a 

measure of information as introduced by Shannon (Shannon 1948). However, like an 

information theory-based measure, this feature can evaluate data-based statistical correlations 

between measurements. In addition, like nonlinear prediction error, generalized 

interdependence compares local relationships between attractors in state space. Thus, it 

possesses similarities to both state-space prediction error and information theoretics like the 

transfer entropy. The generalized interdependence will be applied as an SHM feature and 

evaluated in much the same context as nonlinear cross-prediction error was in Section 2.3. 

3.2 Transfer Entropy 

3.2.1 Introduction to transfer entropy 

A generalized information-based approach to damage detection was recently proposed 

utilizing the transfer entropy (Schreiber 2000; Nichols 2006; Nichols, Seaver, Trickey, 

Salvino, and Pecora 2006; Nichols et al. 2005). This approach examines structural dynamics 

from the perspective of information transfer between locations on a structure. Transfer entropy 

specifically utilizes conditional relationships between two processes to determine degree and 

direction of information flow. For example, given two observations x(n) and y(n), the transfer 

entropy Ty→x measures the influence y(n) has on the transition from x(n) to x(n + 1). Previously 

(Nichols 2006; Nichols, Seaver, Trickey, Salvino, and Pecora 2006; Nichols et al. 2005), a 



 124

time delay τ was introduced into the algorithm to examine the influence of y on x at multiple 

time scales such that y(n) becomes  y(n ± τ). In these works, the authors successfully utilized 

this version of the time-delayed transfer entropy as a robust change and/or nonlinearity 

detector using surrogates. 

While valid, this technique ignores the transitions from x(n) to x(n + 1) at other time 

scales τ for the variable x,  e.g. x(n ± τ). This will be discussed at greater length in the 

following section, but the missing time scale influence is clear. Therefore, it would be more 

advisable to introduce time delays for both x and y. A transfer entropy surface can be thus 

created that explores the relationship between transitions at all these various time scales of 

both x and y.  

This chapter first introduces this variation to transfer entropy and examines how the 

transfer entropy changes at various time scales based on the dynamics of a given system. Next, 

a formula for the transfer entropy is derived and analyzed from the standpoint of a Gaussian-

driven linear model. Finally, the sensitivity and robustness of the modified transfer entropy is 

studied when purely data-driven estimates are made.  

3.2.2 Time-delayed transfer entropy surface 

 Transfer entropy, originally formulated to examine information transport (Schreiber 

2000), explicitly accounts for the underlying dynamics between processes, unlike other 

information-based measures such as mutual information (Vastano and Swinney 1988). As 

stated previously, the formulation of transfer entropy involves the assessment of various 

conditional probabilities.  

 If the dynamics of a process x at x(n + 1) is conditional only on previous values of x 

up to a time lag k, the process is called a kth-order Markov process. This transition probability 

can be written as p(x(n + 1)|x(n)(k)) = p(x(n + 1)|x(n),x(n - 1),…,x(n-k + 1)) = p(x(n + 
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1)|x(n)(k)) = p(x(1)|x(k)) (where n is dropped for notational convenience). If a second process 

y(m)(l) is influencing these transition probabilities, the conditional probability of both x(n)(k) 

and y(m)(l) on x(n + 1) can be expressed as p(x(1)|x(k),y(l)). Based on the definition of dynamical 

interdependence, the transfer entropy (Schreiber 2000) can be formulated as 
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 Hence, transfer entropy provides a quantification of the additional knowledge 

provided by the observation y that is necessary to describe the future dynamics of x, given that 

the past history of x is already known. Previous literature in a structural dynamics application 

(Nichols 2006; Nichols, Seaver, Trickey, Salvino, and Pecora 2006; Nichols et al. 2005) has 

reduced the order of the processes to k = l = 1 for computational simplicity, and a time delay is 

added to y(m) such that the transfer entropy equation becomes 
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where y(τ) ≡ y(m + τ). Assuming the process truly is of order k = l = 1, this equation quantifies 

the information gain from y(τ) only. However, most structural systems do not easily fit into 

such a low-order process. Therefore, information about the dynamics of x may be present 

within its own past history, but Eq. (3.2) may falsely attribute this information as additional 

knowledge transferred from y(m + τ). 

 In order to account for higher order Markov processes without requiring extremely 

high-dimensional pdfs, one can incorporate time lags into both x(n) and y(n) such that 
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where x(τ1) ≡ x(n + τ1) and y(τ2) ≡ y(m + τ2). Examining the surface created by a range of τ1 

and τ2 values, one can obtain an assessment of the information transfer from y to the current 

dynamics of x at multiple simultaneous time scales of x and y.  

Expanding the conditional probabilities in Eq. (3.3), the transfer entropy can be 

rewritten in (Shannon) entropy form as 
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Thus, evaluation of this version of transfer entropy will require the addition and subtraction of 

one-, two-, and three-dimensional estimated entropies. Assuming stationary and ergodicity, 

the probabilities can be estimated from individual x and y time series. 

3.2.3 Linearized transfer entropy 

Estimation of transfer entropy can be computationally expensive, requiring a large 

number of points to reduce variance in results; however, for linear systems subject to Gaussian 

excitation, an analytical formula can be derived. The formula incorporates the use of a 

combination of time-delayed auto- and cross-correlations. Consequently, a data-based “linear” 

estimation can be made through estimation of these correlations. This linearized transfer 

entropy can be employed similar to the previously mentioned modal analysis techniques for 

systems where linear assumptions hold true. 

In this section, the linearized modified transfer entropy for a simulated MDOF 

oscillator is computed and validated through comparisons to purely theoretical results. The 

transfer entropy surface is examined for this computational mechanical model subject to linear 

changes in stiffness, as well as a similar experimental structure, to extract time-scale regions 

sensitive to dynamical changes and produce a low-dimensional change detection feature. The 
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sensitivity of linearized transfer entropy is then compared to other time-domain-based linear 

algorithms as well as common frequency-based modal techniques for both the computational 

and experimental dynamic systems. 

3.2.3.1 Formulation 

For Gaussian processes, the transfer entropy can be written as the product of 

determinants of covariance matrices (Kaiser and Schreiber 2002). For the general, possibly 

multivariate case, the expression becomes 
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The linearized transfer entropy can therefore be computed by taking the various expected 

values of the covariance matrices. If x and y are stationary, ergodic, zero-mean processes, the 

time-shifted cross-correlation between them can be written as Rxy(τ2 - τ1) ≡ E[x(n + τ1),y(n + 

τ2)]. For convenience, the autocorrelations can be normalized to ( ) ( ) ( )011 xxxxxx RRR ττ ≡ˆ  and 

( ) ( ) ( )022 yyyyyy RRR ττ ≡ˆ , and the linear cross-correlation coefficient can be expressed 

as ( ) ( ) ( ) ( )001212 yyxxxyxy RRR ττττρ −≡− . It can also be noted that ρxy(τ2 - τ1) = ρyx(τ1 - 

τ2). Using this notation, Eq. (3.5) can be written as 
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This equation forms the transfer entropy surface for a structure given that it is linear 

and Gaussian-excited. Eq. (3.6) incorporates both auto- and cross-correlations at various 

delays depending on the values of τ1 and τ2. If τ1 = -1, the equation becomes what has been 

used previously (Nichols 2006; Nichols, Seaver, Trickey, Salvino, and Pecora 2006; Nichols 



 128

et al. 2005). Ideally, the information gain through knowledge of y when the history of x is 

already known should be zero when x = y and τ2 ≥ 0. However, this will not be the case in the 

above expression for x = y and τ1 ≠ τ2, illustrating how a low-order Markov assumption 

prevents the transfer entropy from solely expressing the information gain from knowledge of 

y(n – τ2) about the transition from x(n)(k) to x(n + 1). Therefore, assuming simultaneous 

measurements, only τ1 = τ2 = τ will not possess this bias. However, it may be useful in a 

dynamical examination to look at all variations of τ1 and τ2. If τ1 = τ2 = τ, the equation reduces 

to a combination of auto- and cross-correlations at τ and cross-correlations at zero. If τ1 = τ2 = 

0, the transfer entropy becomes negative infinity, as no transition has taken place in this 

scenario. 

The complete analytical solution for this type of system requires an analytical solution 

to the auto- and cross-correlations in the above expression. The dynamics of an L-DOF linear, 

dissipative, Gaussian-excited structure are typically written in the form as first expressed in 

this dissertation in Eq. (2.10): 

{ } { } { } ( )tfxKxCxM =++ &&& , 

where M, C, and K represent the L x L constant coefficient mass, damping, and stiffness 

matrices, respectively, and f(t) is the Gaussian input. From (Nichols et al. 2005), the linear 

cross-correlation between any two state variables in the above system is given by 
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where ui are the mode shapes and ωi the undamped natural frequencies. Additionally, ζi are the 

dimensionless damping ratios defining the fraction of critical (required for oscillatory 

behavior) in the ith mode, and ωdi are the corresponding damped natural frequencies such 

that 21 iidi ςωω −= . Finally, the parameters Alm and Blm can be evaluated by 
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The purely analytical transfer entropy is useful for comparison to linearized (estimated 

from auto- and cross-correlations) and fully estimated values. This section of the dissertation 

will compare the analytical and linearized versions. Of course, the analytical and linearized 

versions will be limited to Gaussian-driven models that can be assumed to have no higher than 

second-order correlations. 

3.2.3.2 Simulated model 

For analysis of the modified, linearized transfer entropy surface, the simulated 5DOF 

oscillator whose system can be described by Eq. (2.10) and re-expressed in the previous 

section was constructed as in Figure 2.48, with baseline parameters set to mi = 0.002, ci = 0.1, 

and ki = 30. This is the same baseline structural model employed in Section 2.3 for analysis of 

cross-prediction error; however with a different forcing. This time, a random Gaussian 

excitation was applied at the free end. The system was numerically integrated and discretely 

sampled at 1000 Hz. 

Analytical transfer entropy surfaces are shown in Figure 3.1 and Figure 3.2 for a few 

different adjacent response comparisons in the baseline condition, spanning delay ranges -150 

≤ τ1 ≤ 150 and -150 ≤ τ2 ≤ 150. When τ1 is such that x(n - τ1) is highly correlated with x(n) (τ1 

≈ ±100, corresponding to fs/2ω1, where fs is the sampling rate and ω1 is the first natural 

frequency), the transition from x(n - τ1) to x(n) is fairly certain (higher conditional 

probability). Therefore, regardless of τ2, the transfer entropy surface tends to approach a local 

minimum when these delays are present in τ1. Similarly, y(n - τ2) provides additional 

knowledge about the transition from x(n - τ1) to x(n) when x(n - τ1) is uncorrelated with x(n), 
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but y(n - τ2) is strongly correlated with x(n). For a linear system, this relationship will typically 

transpire near where τ2 – τ1 is at a maximum or minimum in the cross-correlation function 

between x and y. Therefore, in the transfer entropy surface, there are diagonals of local 

minima where τ2 – τ1 ≈ ±100. Obviously, the local maxima in the transfer entropy appear 

between these local minima.  

Note that for many systems, including the system examined here, the autocorrelations 

of x and y are very similar to the cross-correlation between x and y when x and y are measured 

from adjacent locations. Therefore, the transfer entropies that exhibit minima and maxima 

along these τ2 – τ1 diagonals do not truly express information transfer between y and x because 

of the improper first-order assumption in the Markov model described previously. In the 

strictest sense, the information transfer between y and x should actually be lower at these local 

maxima, because much of the information that y(n - τ2) adds to the transition from x(n - τ1) to 

x(n) is actually contained at another lag τ2' that would have been accounted for at some higher 

order of the Markov expression for x. For an ideally ordered calculation, transfer entropy 

between a measurement and itself should be zero for any delay. Therefore, transfer entropies 

along the surface for this first-order approximation are skewed by what could be called a false 

auto-transfer entropy, Tx→x(τ1,τ2). 

 
Figure 3.1: Analytical transfer entropy surfaces for (a) x3→x2 and (b) x4→x3. 
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Assuming simultaneous measurements, the only points along this surface that will not 

have a nonzero transfer entropy value between a measurement and itself are along the τ1 = τ2 = 

τ diagonal. Consequently, these values tend to be lower than other points along the transfer 

entropy surface, but do not have a large skew caused by false auto-transfer entropy. The 

largest transfer entropies are at τ2 lags near zero because the majority of the information 

transfer between one response and a nearby measurement will occur at the lower time scales 

before the first local minimums. Additionally, the skew from false auto-transfer entropy will 

also be greatest at these close points, where autocorrelations are highest. When τ1 = 0, no 

transition has taken place and the transfer entropy is undefined. 

 

 
Figure 3.2: Theoretical and linearized transfer entropy surfaces for (a) theoretical; x2→x1, (b) 
theoretical; x3→x2, (c) theoretical; x4→x3, (d) linearized; x2→x1, (e) linearized; x3→x2, and (f) 

linearized; x4→x3. 
 

Results from the linearized transfer entropy surfaces (calculated through an estimation 

of auto- and cross-correlations in the time series) can be compared to the purely theoretical 

transfer entropies in Figure 3.2. As would be expected, there are very few distinctions between 
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the two surfaces. One can take slices of the transfer entropy surface to form planes of transfer 

entropy in any number of directions. For the purposes of this work, the plane at τ1 = -1 is 

examined for five of the baseline runs (Figure 3.3), as this corresponds to the transfer entropy 

employed in previous literature (Nichols 2006; Nichols, Seaver, Trickey, Salvino, and Pecora 

2006; Nichols et al. 2005) and is described in Eq. (3.2). Additionally, a slice was taken along 

the diagonal τ1 = τ2 = τ (Figure 3.4). The linearized transfer entropy is very close to the 

theoretical transfer entropy along both of these sets of planes. However, the variance within 

the linear transfer entropy along the τ1 = τ2 = τ diagonal is slightly smaller than that along the 

τ1 = -1 plane. For, the τ1 = -1 plane, the minima near τ1 ≈ ±100 appear as was outlined 

previously for the entire transfer entropy surface. There are peaks in the transfer entropy at 

short lags because the cross-correlation between x(n) and y(n ± τ2) is high when τ2 is small. 

However, the transfer entropy is zero at τ2 = -2 because x(n - 1) and y(n - 2) are highly 

redundant at these delays. 

 

 
Figure 3.3: Analytical and linearized transfer entropy planes (  linearized;  theory), 

( )21 1 ττ ,−=→xyT  for (a) x1→x2, (b) x2→x3, (c) x3→x4, (d) x2→x1, (e) x3→x2, and (f) x4→x3. 
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Figure 3.4: Analytical and linearized transfer entropy planes (  linearized;  theory), 

( )τττ ==→ 21xyT  for (a) x1→x2, (b) x2→x3, (c) x3→x4, (d) x2→x1, (e) x3→x2, and (f) x4→x3. 

 

Along the τ1 = τ2 = τ diagonal, the structure over the lags is very different. The 

maxima and minima are still inherently related to the auto- and cross-correlation functions, but 

they have a much more variable structure from one comparison to another. The larger transfer 

entropies are at negative delays, because each mass has a greater influence on the future 

dynamics of adjacent masses, as would be expected for this type of structural filter. The 

excitation is closer to the free end, so the peak information flow from xi+1→xi is greater than 

the information flow from xi→xi+1. The directionality of information transfer can also be 

noticed in the location of the peak along the delay axis. The peak in transfer entropy from 

xi+1→xi is at a higher negative lag than the reverse. Also, the peak is closer to the positive 

delays at comparisons closer to the excitation. 

3.2.3.3 Damage identification: simulated model 

In an SHM application, damage to a structure is commonly modeled through a loss in 

structural stiffness in one component. Therefore, the ability of transfer entropy to identify 
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these types of changes will be evaluated and compared to other common change detection 

algorithms. To simulate a system change in the computational model, a linear stiffness 

reduction was introduced into each of the five originally equivalent springs ki individually by 

1%, 5%, 10%, 25% and 50% for each respective damage case. Fifteen runs were simulated for 

the baseline condition, and five runs for each damaged condition. The undamped natural 

frequencies are displayed in Figure 3.5. Note that, other than four or the twenty-five scenarios 

at 25% damage, the natural frequencies do not change more than 5% until there is a 50% 

reduction in spring stiffness. 

 
Figure 3.5: Undamped resonant frequencies for each damaged spring where  damage spring k1, 

 damage spring k2,  damage spring k3,  damage spring k4, and  damage 
spring k5. 

 

Given linear transfer entropies estimated from the various damage cases, one can 

construct a damage index similar to (Nichols et al. 2005). From the first ten runs at the 

baseline (undamaged) state, the baseline mean μ0 and standard deviation σ0 can be estimated. 

The metric ξ for an unknown system condition is defined as: 

( ) ( )
0

021
21 σ

μττ
ττξ

−
= →

→

,
, xy

xy

T
, (3.9) 
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By establishing a suitable threshold for significance, the hypothesis that the system is 

undamaged can be tested for any set of delays in the transfer entropy surface. To reduce 

dimensionality of the damage index, the average normalized metric may also be formed: 

( )∑∑
− −

→→ =
1

1

2

2

212141
τ

τ

τ

τ
ττξττξ ,xyxy . 

Examining the transfer entropy damage index surface ξ(τ1,τ2) over all delays, it is 

immediately evident that the plane along the τ1 = τ2 = τ diagonal sees the largest increase in 

the damage index at the location of damage (i.e. the transfer entropy between responses on 

either side of the damaged spring). Figure 3.6 and Figure 3.7 show damage index surfaces for 

varying degrees of damage introduced at spring k2. The sensitivity of transfer entropy along 

the diagonal is not unexpected because this plane does not have the false auto-transfer entropy 

increase brought about by the first-order Markov series assumption, as explained previously. 

Therefore, it may be computationally more efficient to compute the mean damage index only 

for delays along this diagonal, i.e. ( )∑
−

→→ =
τ

τ
ττξ

τ
ξ ,xyxy 2

1
. 

 
Figure 3.6: ξy→x(τ1,τ2) for the transfer entropy surface with 1% stiffness reduction in spring k2. 
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Figure 3.7: ξ(τ1,τ2) for the transfer entropy surface with (a) 5% stiffness reduction in spring k2, (b) 10% 

stiffness reduction in spring k2, and (c) 50% stiffness reduction in spring k2. 
 

As further evidence, Figure 3.8 compares the diagonal-lags transfer entropy to several 

similar two-dimensional system identification measures for increasing damage at spring k3. 

The cross-correlation measurements at all three locations are nearly identical, despite differing 

stiffness levels, until the natural frequencies have changed significantly enough to shift the 

locations of maxima and minima. Another information-based feature, the time-delayed mutual 

information (Vastano and Swinney 1988), shows very little change as the linear stiffness is 

reduced in the spring. However, there is a slightly noticeable change in the peak at τ = 0 at the 

location of damage (between responses x3 and x2). Similarly, transfer entropy along the τ1 = -1 

plane (Nichols 2006; Nichols, Seaver, Trickey, Salvino, and Pecora 2006; Nichols et al. 2005) 

shows a gradual difference at its peaks, however the variability in consecutive runs has 

increased. The last row shows the transfer entropy along the diagonal of the two-delay surface. 

Changes to the transfer entropy for as low as 1% stiffness change can be seen here, and 

dramatic differences are visible as the stiffness is further reduced. Note that the location of 

damage is immediately evident as well, as the structure of the information transfer has 

changed most across the responses on either side of the damaged spring. This plane of transfer 

entropy largely decreases for negative delays because the loss in stiffness has reduced the 

forward-time flow of information across the softened spring. 
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Figure 3.8: Feature results for five runs at each damage condition (  0%,  1%,  

5%,  10%,  25%, and  50% damage at location k3) where (a) ( )τ
12xxR̂ , (b) 

( )τ
23xxR̂ , (c) ( )τ

34xxR̂ , (d) ( )τ
12xxI , (e) ( )τ

23xxI , (f) ( )τ
34xxI , (g) ( )21 1

12
ττ ,−=→xxT , (h) 

( )212
1

3
ττ ,−=→xxT , (i) ( )21 1

34
ττ ,−=→xxT , (j) ( )τττ ==→ 2112 xxT , (k) ( )τττ ==→ 2123 xxT , 

and (l) ( )τττ ==→ 2134 xxT . 

 

The mean damage indices of these four two-dimensional measures (where T in Eq. 

(3.9) is replaced with the appropriate feature) plus the entire transfer entropy surface are 
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shown in Figure 3.9. Damage is introduced here in spring k4. Although the plots in Figure 

3.8(a-i) show very little differences between damage, the mean damage indices are able to 

extract the slight shift in natural frequencies noticeable at 25% and 50% stiffness loss in the 

spring for all but the mutual information. The results from the cross-correlation, entire transfer 

entropy surface, and transfer entropy along the τ1 = -1 plane are fairly similar in quality. 

However, the damage index from the diagonal of the transfer entropy surface (Figure 3.9(e)) is 

radically larger at the location of damage. Thus, the structural change is evident earlier, and 

the location of this change is immediately obvious using this feature.  

 

 
Figure 3.9: Damage index ξ for five runs at each damage case (  0%,  1%,  5%, 

 10%,  25%, and  50% damage at location k4) where (a) ( )τξ
yxR̂ , (b) ( )τξ

yxI , (c) 

( )21 ττξ ,xyT →
, (d) ( )21 1ττξ ,−=→xyT , and (e) ( )τττξ ==→ 21xyT . 

 

These results can be further compared to common modal structural identification 

techniques. Figure 3.10 displays results from mean damage indices composed similarly to Eq. 

(3.9) for several of these modal algorithms. Figure 3.10(a) shows the mean damage index 

( )ωξ H  where ( ) ( )( ) 00 σμωξ ω −= HH , H(ω) is the FRF of each mass response, and the 
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mean is summed over all frequencies ω from 0 to 200 Hz. Additionally, Figure 3.10(b) is the 

damage index ( ) 00 σμωξω −= ii where ωi is the frequency value of each identifiable modal 

frequency. Note that in the frequency responses, only two of the five modal frequencies were 

identifiable in the simulated structure. Finally, Figure 3.10(c) reveals the mean damage index 

( )nui
ξ  where ( ) ( )( ) 00 σμξ −= nuinui

, ui(n) is the mode shape of each identifiable mode, and 

the mean is summed over all nodes from x1 to x5. The modal frequencies and mode shapes 

were determined using the frequency-based rational polynomial curve fitting algorithm 

(Richardson and Formenti 1985) and the software found in (Doebling, Farrar and Cornwell, 

ICRASD 1997). Examining direct changes to the FRFs, one is not able to predict the onset of 

linear structural changes at all within the range of damage simulated. The first modal 

frequency and mode shape is able to identify a 50% stiffness change in the fourth spring, but 

this metric is not as sensitive as most of the time-based measures from Figure 3.9. For this 

computational example, the modified transfer entropy introduced in this work is much more 

sensitive to linear stiffness changes than any of the other techniques compared.  

 
Figure 3.10: Damage index ξ for five runs at each damage case (  0%,  1%,  5%, 

 10%,  25%, and  50% damage at location k4) where (a) ( )ωξ H , (b) iωξ , and (c) 

iuξ . 
 

Assuming the noise between each run is normally distributed, the damage index can 

be compared to a confidence limit. The thresholds, C = 1.96 and 2.5758 for 95% and 99% 

confidence are shown as dashed lines in Figure 3.9 and Figure 3.10. To incorporate the 
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confidence level, a final damage index Z can be introduced such that non-zero values appear 

only above the set threshold: 

( ) ( )CCZ −Θ−= ξξ , (3.10)

The Z results for the spring k4 damage scenario are shown for each of the compared 

features in Figure 3.11, Figure 3.12, and Figure 3.13. As evident in the formerly displayed bar 

chart results, the transfer entropy along the diagonal of the two-lag surface is most sensitive to 

any linear stiffness changes in the spring. At response locations other than the location of 

damage, this modification of the transfer entropy is able to capture differences caused by 

damage as well or better than each of the other features considered. At the specific location of 

damage, the modified transfer entropy is superior, with as much as eight times higher values in 

its damage index Z. 

  

Figure 3.11: Damage index ( )ωHZ  for five runs at each damage case (damage in 4th spring, k4); (a) x3, 
(b) x4, and (c) x5. 

 

 
Figure 3.12: Damage index Z for five runs at each damage case (damage in 4th spring, k4) where 

 iZω  and  iuZ ; (a) mode number 1 and (b) mode number 2. 
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Figure 3.13: Damage index Z for five runs at each damage case (damage in 4th spring, k4) where 

 ( )τyxRZ ˆ ,  ( )21 ττ ,xyTZ
→

,  ( )21 1 ττ ,−=→xyTZ , and  damage ( )τττ ==→ 21xyTZ ; 

(a) x3→x2, (b) x4→x3, and (c) x5→x4. 
 

3.2.3.4 Damage identification: experimental structure 

To further corroborate the results evidenced in the simulated oscillator, an 

experimental multi-DOF oscillator was analyzed (Figure 3.14). The system is assembled from 

eight translating masses connected by springs. Each mass is a 25.4 mm thick, 76.2 mm 

diameter aluminum disc. A highly-polished steel rod slides through a hole in the center of 

each disc to support the masses vertically, while constraining them to horizontal motion only. 

The mass holes are lined with a Teflon bushing and affixed to small steel collars with bolts. 

The springs between each mass are epoxied to the steel collars. 

  
Figure 3.14: Experimental setup: eight-DOF oscillator. 
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A Hewlett-Packard 3566A data acquisition system was used, consisting of a 35650 

mainframe, 35653A source module, four 35653A 8-channel input modules, and a 35651C 

signal processing module. A PCB type 204 force transducer is present at the connection to the 

215-N peak force electro-dynamic shaker. An Endevco type 2251A-10 accelerometer is 

bonded to each mass element. The masses are labeled sequentially with the first located at the 

end attached to the shaker. Each DOF has a mass of 419.4 grams except for the first, which 

has a mass of 559.3 grams because of the hardware needed to attach the shaker.  

The undamaged condition consists of identical springs with a linear spring constant of 

56.7 kN/m. For the damaged condition, the fifth spring counting from the shaker end was 

replaced by a spring with a linear spring constant of 49.0 kN/m (a 14% reduction in stiffness). 

Four runs at 3, 4, 5, and 6 V respectively were applied for both the undamaged and damaged 

conditions. Data was sampled at 500 Hz for 8 s for each run. All damage indices were 

computed as in Eqs. (3.9) and (3.10). 

Damage index ξ results from each system identification technique can be viewed in 

Figure 3.15 and Figure 3.16. The FRFs are properly able to characterize the presence of a 

linear system change. Seven modes were identifiable from the FRFs. Four of these modes 

showed significant changes to their peak frequencies, while six mode shapes conveyed such 

differences. From the time-domain based measures, only the mutual information was unable to 

detect the structural stiffness change at each of the response comparisons. The transfer 

entropy-based damage indices show more drastic increases to the damage index than the 

cross-correlation. The modified transfer entropy surface and diagonal damage indices have 

slightly higher values than the previously employed transfer entropy along the τ1 = -1 plane. 

Also, only the cross-correlation and transfer entropy along the diagonal have maximum 

damage indices at the correct location of damage. For each of the time-domain based 

measures, the damage index Z is plotted for each of the possible response comparisons for one 
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representative run (Figure 3.17). It is evident that the modified transfer entropy surface and 

transfer entropy plane along the diagonal are both more sensitive and better able to locate 

damage.  

  
Figure 3.15: Damage index ξ  for four runs per scenario (  undamaged,  14% damage at 

5th spring) where (a) ( )ωξ H , (b) iωξ , and (c) iuξ . 

 

 

 
Figure 3.16: Damage index ξ for four runs per scenario (  undamaged,  14% damage at 

5th spring) where (a) ( )τξ
yxR̂ , (b) ( )τξ yxI , (c) ( )21 ττξ ,xyT →

, (d) ( )21 1ττξ ,−=→xyT , and (e) 

( )τττξ ==→ 21xyT . 
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Figure 3.17: Damage Index Z for the experimental oscillator for (a) undamaged; ρxy(τ), (b) undamaged; 

Ixy(τ), (c) undamaged; ( )21 1 ττ ,−=→xyT , (d) undamaged; ( )τττ ==→ 21xyT , (e) undamaged; 

( )21 ττ ,xyT → , (f) 14% damage in 5th spring; ρxy(τ), (g) 14% damage in 5th spring; Ixy(τ), (h) 14% 

damage in 5th spring; ( )21 ττ ,xyT → , (i) 14% damage in 5th spring; ( )21 1 ττ ,−=→xyT , and (j) 14% 

damage in 5th spring; ( )τττ ==→ 21xyT . 

 

Although transfer entropy appears to be equal to if not superior to all the other system 

identification techniques compared, the dramatic differences in location-specific sensitivity in 

the modified diagonal transfer entropy are less obvious in this experiment than in the 

simulated model. The decreased sensitivity in the experimental results is most likely 

attributable to changes in boundary conditions between the undamaged and damaged results. 

In order to change the stiffness in the interior spring as required for the damage condition in 

this experiment, connections between elements in the structure must be taken apart and 

reattached. Consequently, a more global boundary condition change is noticeable in the 

responses. The more locally-dependent modified transfer entropy along the diagonal is able to 

detect the change as well as or better than the other metrics, similar to the computational 

model at comparisons at other damage locations (Figure 3.13(a) and Figure 3.13(c)). However 

the local differences in information exchange are not much more noticeable at the specific 

location of damage itself, as was the case in the computational model. A different experiment 

that allows the practitioner to change the stiffness linearly at one location without requiring 
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these boundary condition changes between elements in the structure may be better suited for 

seeing the expected dramatic local changes in the modified transfer entropy along the diagonal 

time delays. 

3.2.3.5 Summary of modified linearized transfer entropy 

An expansion of the transfer entropy was developed that incorporates two time delays 

to form a transfer entropy surface. This modification examines additional time scales of the 

information flow not present in previously proposed applications of transfer entropy for 

system identification. The entire surface or some subset of the surface can be analyzed. In this 

section, the transfer entropy was examined in its ability to determine the onset of linear 

stiffness changes to computational and experimental MDOF oscillators subject to random 

Gaussian excitation. Damage indices formed from the transfer entropy surface were compared 

with several other common system identification techniques, including the cross-correlation, 

FRF, modal frequencies, mode shapes, and the mutual information. For the provided 

examples, it was demonstrated that the diagonal of the transfer entropy surface has as good or 

better sensitivity than all other metrics compared. The modified transfer entropy along the 

diagonal is superior in its ability to locate damage in the structure as well. 

Each technique was constructed based on a model assuming Gaussian forcing and no 

higher than second-order correlations in the data. Transfer entropy features can still be utilized 

for model-unspecific or nonlinear system changes if probabilities in the transfer entropy 

expression are estimated directly rather than using the linear model assumption. These 

estimations can be difficult, and therefore, if the linear assumption can be made, the technique 

introduced in this section is advisable. However, many forms of structural damage can 

manifest as the presence of nonlinearity, for example opening and closing of a crack or loss in 

preload in a bolted connection. The following section will perform a complete estimation of 



 146

the modified transfer entropy introduced here for the purposes of generalized system change 

identification. 

3.2.4 Estimation of the modified transfer entropy 

Because of the common manifestation of damage through the presence of nonlinearity 

in structural systems, it is desirable to be able to include nonlinear components in the transfer 

entropy such that it is not limited to purely stochastically-driven linear models. As such, a full 

estimation approach may be required. Because transfer entropy inherently compares 

conditional statistical relationships, its computation from a time series requires estimation of 

one-, two-, and three-dimensional pdfs. These estimates can be quite computationally 

intensive, requiring either a large number of points or low noise variance to get accurate and 

repeatable measures of the transfer entropy. Hence, it is important to establish what the 

limitations of this modified feature are in terms of estimation and how different noise 

influences affect these limitations. This subsection evaluates the influence of noise on 

generalized transfer entropy estimates for SHM-based damage identification.  

First, an examination is made for the case of a linear structural system subject to both 

linear and nonlinear stiffness changes to represent damage. The effects of both input and 

output noise on estimation and damage detection capability are examined. Here input noise is 

defined as any variability that is introduced within the active forcing that is applied to a 

structure. Additionally, an active or passive random input can be regarded as input noise in the 

absence of a deterministic excitation component. Output noise is any random component 

introduced in the response that is caused by operational or measurement-based variability on 

the response of the structure such that it can be modeled by additive noise to the 

measurement(s). After the study of these noise-caused effects, an experimental frame structure 

is employed to validate the transfer entropy estimation procedure in a real-life application. All 
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of these systems are analyzed within the context of SHM applications, where transfer entropy 

is employed as a damage detection feature. 

3.2.4.1 Estimation 

A purely data-driven approach must have an estimation technique that does not rely 

on model-based assumptions like linearity. Therefore, one must estimate the one-, two-, and 

three-dimensional entropies in Eq. (3.4). As mentioned previously, the probabilities can be 

estimated from individual x and y time series if the processes are stationary and ergodic. Also, 

because the introduced modification of transfer entropy in Eq. (3.3) when τ = τ1 = τ2 does not 

have the auto-transfer entropy bias, the pdfs will often be much smaller than those in the 

previously utilized version of transfer entropy (Eq. (3.2)), and much more susceptible to 

operational and estimation variability. Therefore, it is imperative to understand how such 

variability influences sensitivity and accuracy.  

Full estimation from pdfs allows for a completely generalized and model-unspecific 

quantification of transfer entropy. Because the pdfs are unlikely to mimic the properties of any 

well-defined distribution, a nonparametric density estimator is required. It has been shown 

(Liebert and Schuster 1989; Prichard and Theiler 1984) that the various entropies in Eq. (3.4) 

can be approximated using kernel density estimations about each point: 

( )( ) ( )( )[ ] ( )( )[ ]∑∫ ≈
n

np
N

npnp ε,xˆlogxlogx 22
1 , (3.11)
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N is the total number of points, K(·) is the kernel and ε is a bandwidth parameter. A larger 

bandwidth ε will result in a smoother density function leading to reduced variance but 
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increased bias. On the other hand, a smaller bandwidth will decrease bias but reduce variance. 

In this dissertation, several ε values were tried to determine the best fit given the bias/variance 

tradeoff. Here, the familiar “step” (naive) kernel was analyzed: 

( )( ) ( ) ( )( )∑
>−

−−Θ
−−

=
hnmm

mxnx
hN

np
:

,xˆ εε
12

1 , (3.13)

where Θ(·) is the Heaviside function and h is the Theiler window, introduced to remove 

temporally correlated points within h time steps of n from consideration. The step kernel is 

particularly useful because it does not need to be evaluated for every point x(m) but only those 

points within ε of x(n). Several other kernel types were considered but not pursued extensively 

because of the computational expense associated with computing the kernel for every point on 

the time series. 

However, an adaptive fixed mass approach (in contrast to the above fixed bandwidth 

approach) was evaluated using the step kernel. This approach constrains the number of points 

used to define a local density but allows the bandwidth to vary to accommodate this 

constraint. The adaptive nature permits the volume to adjust depending on local densities. 

Defining V as the hyper-spherical volume required for a fixed number of nearest neighbors κ 

(excluding points within the Theiler window), the density estimate becomes 

( )( ) ( )( )nVhN
np

x
,xˆ κκ

12
1

−−
= , (3.14)

where ( )( ) M
jnV αε=x , [ ]( )122 +Γ= MMπα , M is the number of dimensions, and [ ]⋅Γ  is 

the gamma function. 

Substituting Equation (3.11) into Equation (3.4) (where τ = τ1 = τ2) yields the 

complete expression for transfer entropy estimation: 
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If the conditional density p(x|x(τ),y(τ)) is not much larger than p(x|x(τ)), then the probability 

density estimates need to be very accurate to get an accurate computation of the transfer 

entropy. If y is very similar to x, then the variance caused by noise relative to the size of the 

true estimates could be quite large. In this part of the dissertation, the selected kernels will be 

analyzed, and one will be chosen for further analysis in terms of how noise affects results. 

An examination can be made of the capability of these two methods to estimate the 

transfer entropy of a linear system subject to two forcing types: a deterministic chaotic 

excitation and a white Gaussian excitation. A chaotic excitation was employed because of its 

broadband characteristics while still retaining low-dimensional deterministic qualities. Again, 

the 5DOF dynamic oscillator from Figure 2.48, whose system can be described by Eq. (2.10) 

will be employed: 

{ } { } { } ( )tfxKxCxM =++ &&& , 

where M, C, and K represent the L x L constant coefficient mass, damping, and stiffness 

matrices, respectively, and f(t) is the Gaussian input. Model parameters were set to mi = 0.002, 

ci = 0.1, and ki = 30. The forcing was applied at the free end, and the system was numerically 

integrated and discretely sampled at 250 Hz for 150 s (removing transients from the first 10 s). 

The chaotic Lorenz system (Eq. 2.17): 
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with s = 16, r = 45.92, b = 4, ε = 1, was again chosen for the deterministic forcing because of 

its well-known broadband spectral characteristics and low-dimensionality, as described in 
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Section 2.2.5.4.1. The first coordinate z1 was used as the deterministic forcing to the system 

applied at the free end. A white Gaussian excitation can effectively be considered a forcing 

that consists of a combination of a deterministic excitation and a white Gaussian input noise 

with SNR equal to -∞. The estimation methods will be evaluated using both deterministically- 

and stochastically-excited oscillator results. 

Figure 2.2 compares theoretical, linearized, and full estimation transfer entropy results 

for 23 xxT → . Representative estimation parameters (e.g. ε, κ) were chosen to illustrate the 

effectiveness of the two estimation methods. The Gaussian-excited case (Figure 3.18(b)) is 

easiest to assess here as the results can be compared to theoretical and linearized transfer 

entropy values. The fixed mass and fixed bandwidth approaches are approximately equivalent 

in their ability to replicate the theoretical transfer entropy, with the fixed mass approach faring 

slightly better. Also, small changes to ε in the fixed bandwidth approach more drastically 

affect both the overall bias and the actual shape of the transfer entropy as a function of delay 

than do changes to κ in the fixed mass adaptive estimation method. Specifically, the average 

errors for each of the estimation methods displayed in Figure 3.18(b) are: 0.0803% for the 

linearized estimate, 0.8824% for the fixed mass estimate (κ = 5), 1.5671% for the other fixed 

mass estimate (κ = 20), 3.0724% for the fixed bandwidth estimate (ε = 0.01), and 21.8392% 

for the other fixed bandwidth estimate (ε = 0.001). In comparing the deterministically excited 

system to the SNR = -∞ case, the noise influence is immediately apparent. The smoothness of 

the curve is significantly affected by the noise on the input in Figure 3.18(b).  

The deterministic excitation has much less variation as ε is changed than was 

observed with the stochastic excitation, most likely because there is no input noise in this 

system. The scale of the transfer entropy itself is much higher, as the system described here is 

highly slaved to the input. However, it is presumed that the fixed mass approach (κ = 2) is 
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better here, because the error is smaller for the stochastically-driven case, and the transfer 

entropy decays nearer to zero with increased delay, as would be expected for a chaotically 

excited system. It can be noted that choosing estimation parameters without the ability to 

compare to a theoretical result here is somewhat assumptive; however if consistency is 

maintained with these parameters through the duration of the damage detection process, 

damage should be expected to manifest itself as relative changes to the transfer entropy 

appropriately, even if the true transfer entropy values are not ideally maintained. Because the 

fixed mass approach appears to be somewhat superior to the fixed bandwidth approach, this 

approach will be used for the damage assessment results. 
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Figure 3.18: Transfer entropy, ( ) ( )( )ττ 32223 xxxT xx ,→  for (a) Lorenz excited and (b) Gaussian noise 

excited. 
 

3.2.4.2 Simulated damage detection results 

This section begins with an analysis of the effect of noise on damage detection by 

studying the same 5DOF linear oscillator described in Eq. (2.10) and Figure 2.48. To simulate 

damage, progressively increasing linear and nonlinear changes are introduced into the third 

spring k3. Linear changes are accomplished through percentage reductions in the spring 

(a) (b)



 152

stiffness value. The nonlinear change consists of the addition of the softening quadratic and 

stiffening fourth-order terms introduced in Eq. (2.20) and Section 2.3.4.1: 

( ) ( )( )4
1

2
1 −− −+−−= iiiii xxxxkk μμβ , 

where μ can be considered a quantification of the degree of nonlinearity in the stiffness. As 

described previously, the negative second-order term produces a nonlinear softening effect, 

while the positive fourth-order term is applied to ensure stability in the system response 

(where α = μ). The progressive damage cases for both linear and nonlinear stiffness changes 

are listed in Table 3.1 and Table 3.2. Note that these are the same damage cases as those 

utilized in the computational model in Table 2.12 and Table 2.13 from Section 2.3.4.1, with 

the exception that damage is applied only at spring k3 and there is one less damage case for the 

nonlinear damage mechanism. 

Table 3.1: Independently introduced linear changes to the third spring, k3, for the simulated model in 
Figure 2.48. 

Linear 
Damage Case 

Linear Percent 
Decrease in ki 

L - 0 0%, k3 = 30 
L - 1 1%, k3 = 29.7 
L - 2 5%, k3 = 28.5 
L - 3 10%, k3 = 27.0 
L - 4 25%, k3 = 22.5 
L - 5 50%, k3 = 15.0 

 

Table 3.2: Independently introduced nonlinear changes to the third spring, k3, for the simulated model 
in Figure 2.48. 

Nonlinear Damage 
Case 

Nonlinear 
Change, μ 

NL - 0 0 
NL - 1 0.05 
NL - 2 0.10 
NL - 3 0.25 
NL - 4 0.50 
NL - 5 1.00 

 

The effect of damage on the estimated transfer entropy for the deterministically-

excited system can be seen in Figure 3.19. For linear reductions in stiffness, damage manifests 
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itself in the transfer entropy primarily as a global scaling. There is also a small shift associated 

with the softening effect, but it does not cause a large difference in the transfer entropy until k3 

has had more than a 25% stiffness reduction (at which time, the natural frequencies have 

changed by slightly more than 5%). Changes to the transfer entropy are more noticeable in the 

comparison between responses on either side of the damaged spring ( 23 xxT → ). In addition, the 

trend in the transfer entropy is actually in the opposite direction for those comparisons not on 

either side of k3. 
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Figure 3.19: Transfer entropy for progressive damage (noiseless) where (a) linear damage: 12 xxT → , 

(b) linear damage: 23 xxT → , (c) linear damage: 34 xxT → , (d) nonlinear damage: 12 xxT → , (e) nonlinear 

damage: 23 xxT → , and (f) nonlinear damage: 34 xxT → . 

 

For the nonlinear case, the transfer entropy is noticeably changed as well. However, 

nonlinearity results in differences in the shape of the transfer entropy curves as a function of 

delay rather than just a scaling. Thus, nonlinear damage gives rise to multiple changes to the 

time scales associated with the information flow between masses in the system. Also of note is 

(d) (e) (f) 

(a) (b) (c)
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the non-localized nature of these differences. Although the change in transfer entropy is 

unique for each of the response comparisons, it affects all of these comparisons to a somewhat 

similar extent. This effect is because the stiffness is based on the coupling between masses, 

effectively spreading the influence of the change to other mass responses more than in the 

linear case. 

In the following results, an examination will be made on how variability, as simulated 

by the introduction of random noise in the system, affects the ability of transfer entropy to 

serve as part of a damage detection algorithm. Input noise is simulated by adding random, 

white Gaussian noise to the Lorenz input at various SNRs, including the SNR = -∞ (fully 

random input) case. Similarly, output noise is investigated under various SNRs such that the 

response time series at each DOF of the system becomes x' = x + w, where x is the 

deterministic response and w is additive white noise. A few combinations of input and output 

noise are also analyzed. For each noise characteristic, five runs were reproduced at each 

damage condition as labeled in Table 3.1 and Table 3.2. The transfer entropy was then 

evaluated for these varying levels of noise to assess its capabilities as a damage detector. 

3.2.4.2.1 Input noise 

Figure 3.20 shows a representative set of runs (in the undamaged case) where the 

input noise was varied by several distinct SNRs. The estimations stay within the variance of 

the purely deterministic (SNR = ∞) case up to an input SNR of 30 dB. As the input SNR is 

further increased, the transfer entropy tends to drop for all delays. Although the SNR was not 

progressively dropped through negative dB levels, the variance in the estimate will continue to 

increase as the estimate eventually reaches the state seen in Figure 3.18(b), where the 

functional shape across all delays can be expressed by Eq. (3.6). 
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Figure 3.20: Transfer entropy, ( ) ( )( )ττ 32223 xxxT xx ,→  for varying input noise levels. 

 

Pertinent to an SHM paradigm is the ability of this feature to detect damage. In order 

to classify the system as damaged or undamaged, the damage index can again be computed as 

in Eq. (3.9): 

( )
( )

0

0

σ

μτ
τξ

−
= →

→
xy

xy
T

. 

In this case, a set of 100 runs was used to compute the baseline mean μ0 and standard 

deviation σ0 in the equation. Figure 3.21(a) displays the average normalized damage indices 

(from -50 ≤ τ ≤ 50) for the transfer entropy between the responses on either side of the spring 

( 23 xxT → ) for several input SNRs. As the percentage of linear stiffness reduction increases, the 

damage index progressively goes up. This average normalized index can be thresholded by 

some confidence limit, assuming the distribution of runs is normally distributed. The threshold 

described in Section 3.2.3.3 is shown with a dotted line in Figure 3.21 for C = 1.96 (95% 

confidence). At the location of damage, four out of the five runs at 5% linear damage will 
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trigger a true positive damage indication using this confidence level when the input SNR is 60 

dB. Sensitivity linearly decreases as the SNR decreases until, at an input SNR of 10 dB, four 

out of five runs at 10% linear damage register a true positive. This sensitivity trend likely 

levels off at some point near an input SNR of 10 dB, as the -∞ input SNR case has 

approximately equal sensitivity.  

To further illustrate the sensitivities of transfer entropy, as well as the effect of 

location, one specific damage case is examined in Figure 3.21(b). This figure shows the mean 

(over five runs) damage index for each SNR and several response locations given a 10% linear 

stiffness reduction. The linear decrease in sensitivity with increasing input SNR is again 

apparent, with a mean loss of 95% confidence for this damage case near an SNR of 10 dB. 

The mean damage index computed from the transfer entropy around the location of damage is 

approximately twice as much as the other locations, showing that this feature is much more 

locally sensitive to linear damage. At higher damage levels, the relative local sensitivity is 

even greater, with the damage index as much as five times greater for a 50% reduction in 

stiffness. Hence, damage localization is inherently possible with this feature. 

Finally, the receiver operating characteristic (ROC) curves (Zweig and Campbell 

1993) are shown for the 5% stiffness reduction case at each input SNR (Figure 3.21(c)). These 

curves detail the ability of transfer entropy to correctly reject the null hypothesis of the 

structure being undamaged and were generated empirically by determining the number of true 

and false positives while thresholding the damage index at subsequently lower values. As 

expected, higher input SNR levels lead to ROC curves that reside near the desirable high true 

positive rate (TPR)/ low false positive rate (FPR) portion of the graph in the upper left corner. 

As the input SNR decreases, the curves move progressively away from this desirable corner 

until at an SNR of -∞, the sensitivity to 5% damage represents little more than a coin flip. The 

initially very sharp slope for most input SNRs indicates that this feature will tend to possess a 
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very good TPR at the expense of FPR. Therefore, this feature will conservatively err on the 

side of false positives rather than false negatives. This observation is encouraging for an SHM 

application, where a conservative damage detection feature will sacrifice false positive 

triggers (leading to possibly increased cost) such that false negatives (leading to structural 

performance and life safety concerns) are minimized. 
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Figure 3.21: Damage detection capability of transfer entropy for the simulated model with damage 

represented by linear stiffness changes. The individual figures are: (a) bar chart with average 
normalized damage index 

23 xx →ξ  for five runs at each damage case and six different input SNRs, (b) 

average (over five runs) damage index ξ  for 10% linear stiffness reduction and each input SNR, and 
(c) ROC curves for each input SNR and 5% linear stiffness reduction evaluated from 

23 xx →ξ . 

 

Not surprisingly, nonlinear damage trends (Figure 3.22) are not as distinctly linear 

with decreasing SNR. Also of note is the global nature of the nonlinear damage mechanism 

with regard to information flow. Examining the transfer entropy between any of the adjacent 

mass responses produces similar results in terms of sensitivity to damage (Figure 3.22(b)). 

(a) (b)

(c)
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Here, the damage indices at a degree of nonlinearity of μ = 0.25 are well above the 95% 

confidence threshold until an SNR of about 10 dB. Therefore, transfer entropy is capable of 

detecting damage as manifested by nonlinearity, but localization may become more difficult. 

Alternatively, assuming damage is prominently manifested at only one location, the existence 

of strong indications of damage at many locations could signify that the damage is in fact 

nonlinear. As a result, characterization of the dynamical change as linear or nonlinear may be 

possible with this feature.  The ROC curves for μ = 0.10 are quite similar to those at an 

analogous (in terms of sensitivity) linear damage scenario. 
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Figure 3.22: Damage detection capability of transfer entropy for the simulated model with damage 

represented by nonlinear stiffness changes. The individual figures are: (a) bar chart with average 
normalized damage index 

23 xx →ξ  for five runs at each damage case and six different input SNRs, (b) 

average (over five runs) damage index ξ  for μ = 0.25 nonlinear stiffness change and each input SNR, 
and (c) ROC curves for each input SNR and μ = 0.10 nonlinear stiffness change evaluated from 

23 xx →ξ . 
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In terms of the quantities in the damage index, the nonlinear results cannot be 

compared directly with the linear results because the dynamical change caused by nonlinearity 

cannot be simplified purely into a single stiffness constant k like the linear case. It may be 

again instructive to determine the effective stiffness constant, ( )4213 xxkkeff Δ+Δ−= αμ , 

where 2xΔ  is the average mean squared difference between x3 and x2 and 4xΔ  is the 

corresponding fourth-order difference. For these responses, μ’s of 0.10 and 0.25 correspond to 

approximate 
3effk ’s of approximately 29.689 and 29.672 (corresponding to 1.04% and 1.09% 

change in the effective stiffness), respectively. Based on this comparison, transfer entropy is 

much more sensitive to nonlinear than linear changes in stiffness. However, it is obviously 

misleading to reduce the effect of nonlinearity to a single representative stiffness in this way 

because the presence of nonlinearity results in more complex vibration characteristics. 

 

3.2.4.2.2 Output noise 

A similar examination of the effect of noise on transfer entropy estimation can be 

performed when uncorrelated output noise is added to the response. Figure 3.23 reveals how 

the transfer entropy estimation changes as the output SNR decreases. In this figure, three 

observations are immediately apparent. First, the addition of noise on the output has a greater 

effect on the transfer entropy than a similar SNR input noise. Because the originally 

uncorrelated input noise is filtered by the structure, its influence in the response is lessened. 

Furthermore, the noise added to the output in this simulation is independent at each response 

location. Because noise is only added to the input at the location of forcing, the variability in 

the response at one location caused by the noise will still be somewhat correlated to the 

variability in the response at another location on this same structure subject to the same 

excitation. The second observation is that the variance in the estimation is proportional to the 
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scale of the transfer entropy in both Figure 3.23 and Figure 3.20. For example, if the transfer 

entropies for two different τ values are approximately equal to one and 0.1 respectively, the 

variance in the estimate will be much less for the transfer entropy close to one. Therefore, the 

variability in the estimate with an input noise of about SNR = 15 dB is nearly the same as the 

estimate with an output noise of about 40 dB. 
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Figure 3.23: Transfer entropy, ( ) ( )( )ττ 32223 xxxT xx ,→  for varying output noise levels. 

 

Finally, the third observation in this figure is the dramatic loss of the structure of the 

transfer entropy as a function of delay between an output SNR of 30 and 20 dB. At an output 

SNR of 20 dB, the transfer entropy of the response looks very much like a scaled-down time-

delayed mutual information (Vastano and Swinney 1988). To understand this output noise 

effect more closely, the theoretical transfer entropy for the Gaussian-excited linear model can 

be re-examined, this time subject to output noise. For a transfer entropy between two 

responses, x and y, the additive white noise can be defined as w such that the new responses 

become x' = x + w1 and y' = y + w2, respectively. The cross-correlation is now 
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( ) ( ) ( )[ ] ( ) ( )( ) ( ) ( )( )[ ]nwnynwnxEnynxERxy 21 +++=+′′≡′ τττ . Assuming w1 and w2 are 

independent of x and y, the cross-correlation simplifies to 

( ) ( ) ( )[ ] ( ) ( )[ ]τττ +++≡′ nwnwEnynxERxy 21 . If w1 ≠ w2 and they are independent of each 

other, the second term disappears. However, if x = y, and w1 = w2, the autocorrelation becomes 

( ) ( ) ( )τδττ +=′
xxxx RR , where δ(τ) is the delta function scaled by the noise power. Thus, the 

expected value of the cross-correlation taking into account additive noise should not change; 

however the autocorrelation will change at τ = 0. The degree to which this change will affect 

results will be based on the SNR. Defining xxx σ=~  and www σ=~ , where σ is the standard 

deviation of the respective time series, the autocorrelation can be rewritten at a lag of zero as 

( ) ( )[ ] ( )[ ] ( )2222220 wxwxxx NnwEnxER σσσσ +=+≡′ ~~ . Substituting this autocorrelation at 

zero delay, the transfer entropy from Eq. (3.6) (with τ = τ1 = τ2) is now 

( ) ( )( )
( )( ) ( )( )

( ) ( ) ( ) ( ) ( ) ( )⎥
⎥

⎦

⎤

⎢
⎢

⎣

⎡

−−−+

−−
=

→

0021

101

2
1

2222223

2222

2
xyxxxyxyxyxx

xyxx

xy

RR

R

yxxT

ργτγτργρτρτγ

ργτγ

ττ

ˆˆ

ˆ
log

,

, (3.16)

where 

( )
1

10
11

1

10
≤

+
=

SNR
γ . (3.17)

Thus, the additive noise results in a scaling factor γ that multiplies all auto- and cross-

correlations in the transfer entropy equation. γ will always reside between 0 ≤ γ ≤ 1 and 

decreases with decreasing SNR. For lower SNRs, the higher order γ terms become less 

imperative, and the equation may be approximated to second-order such that: 

( ) ( )( ) ( )[ ]τργττ 22
2 1

2
1

xyxy yxxT +≈→ log, . (3.18)
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Accordingly, in the Gaussian-excited linear model, the transfer entropy is dependent only on 

the cross-correlation at the delay of interest.  

From (Nichols 2006), the theoretical time-delayed mutual information of a Gaussian-

excited linear system is ( )( ) ( )[ ] ( )( )[ ]τρτρτ 2
2

2
2 112

112
1 xyxyyxI −=−−= loglog, . The first 

approximation of the Taylor series expansion of the argument of this equation can be written 

as ( )( ) ( )[ ]τρτ 2
2 12

1 xyyxI +≈ log, , which is only different from Eq. (3.18) by the γ2 term 

scaling the squared cross-correlation. Therefore, the functional form of the time delayed 

transfer entropy is quite similar to the mutual information function, once higher order terms 

are sufficiently small. In other words, if the output SNR is below some threshold, the transfer 

entropy does not provide additional information in terms of system identification from the 

mutual information, but it is typically more difficult to estimate. 

This theoretical transfer entropy is displayed for the Gaussian-excited linear model 

graphically in Figure 3.24. It is evident that around an SNR of 30 dB (γ ≈ 0.999), the power in 

the autocorrelation of the noise component begins to affect the total transfer entropy. The 

prominent peak in the time-delayed transfer entropy diminishes and is replaced by a strong 

peak at a delay of zero. Similarly, the rest of the transfer entropy function shifts to reflect (in 

appearance as a function of delay) the mutual information of the system (compare to Figure 

3.8(d-f) - the mutual information for the same system with a four times higher sampling 

frequency). By extension, it can be expected that the transfer entropy even for a nonlinear 

model or a non-Gaussian input (as evidenced in Figure 3.23) has a threshold around a 30 dB 

SNR, where the capability of transfer entropy to characterize a structure’s dynamics is similar 

to that of the mutual information. 
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Figure 3.24: Transfer entropy, ( ) ( )( )ττ 32223 xxxT xx ,→  for noise-excited response (input SNR = -∞) 

and varying output noise levels where (a) theoretical and (b) estimated. 
 

Again, the ability of transfer entropy to detect damage can be examined, this time 

subject to output noise (Figure 3.25). Using the same damage index as in Eq. (3.9), the 

sensitivity of transfer entropy to damage as a function of noise level is predominately linear, 

much like with input noise. The greater influence of output noise in comparison to the input 

noise is apparent. In terms of sensitivity to damage, an SNR of about 20 dB in the input is 

analogous to 40 dB on the output. However, the theoretical effect of noise on the transfer 

entropy is clearly evident when looking at the 30 and 20 dB output SNR results. Transfer 

entropy estimation loses all sensitivity when it reaches the threshold found in Figure 3.23 and 

Figure 3.24, where the transfer entropy becomes dominated by the noise. Nonlinear damage 

detection capability is corresponding affected. ROC curves are functionally similar to those in 

the input noise scenarios other than their decreased sensitivity for given SNRs in the presence 

of output noise as opposed to input noise. The quality of the ROC curves are severely 

degraded at the previously mentioned threshold near 30 dB output SNR. The loss of local 

damage indication using transfer entropy is again apparent when the system is subject to 

nonlinear stiffness changes (Figure 3.26). 

(a) (b)
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Figure 3.25: Damage detection capability of transfer entropy for the simulated model with damage 

represented by linear stiffness changes. The individual figures are: (a) bar chart with average 
normalized damage index 23 xx →ξ  for five runs at each damage case and four different output SNRs, 

(b) average (over five runs) damage index ξ  for 10% linear stiffness reduction and each output SNR, 

and (c) ROC curves for each output SNR and 5% linear stiffness reduction evaluated from 23 xx →ξ . 

 

3.2.4.2.3 Input and output noise 

Figure 3.27 and Figure 3.28 show the damage index results when combining 

uncorrelated input and output noise for a few representative examples. As may be expected, 

the sensitivity to damage is decreased when noise is corrupting the response on both ends. In 

terms of the damage index, the addition of noise on both ends effectively acts like a 

superposition of both noise effects as was seen individually. Of particular note is that the 

output SNR is the key component to the effectiveness of transfer entropy as a damage 

(a) (b)

(c)
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indicator. When an output SNR is high, transfer entropy is quite successful at detecting linear 

damage as low as 5% and nonlinear damage as low as μ = 0.10 (depending on input SNR). 

However, if the output SNR reaches 30 dB or less, transfer entropy loses much of its ability to 

trigger positive indications for small structural changes because it is effectively reduced to a 

measurement of something very similar to the mutual information. The corresponding ROC 

curves for the combined input and output scenarios are not included as they do not represent 

any deviation from results seen previously when the two noise effects were evaluated 

separately. 
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Figure 3.26: Damage detection capability of transfer entropy for the simulated model with damage 

represented by nonlinear stiffness changes. The individual figures are: (a) bar chart with average 
normalized damage index 23 xx →ξ  for five runs at each damage case and four different output SNRs, 

(b) average (over five runs) damage index ξ  for μ = 0.25 nonlinear stiffness change and each output 
SNR, and (c) ROC curves for each output SNR and μ = 0.10 nonlinear stiffness change evaluated from 

23 xx →ξ . 
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Figure 3.27: Damage detection capability of transfer entropy for the simulated model with damage 

represented by linear stiffness changes. The individual figures are: (a) bar chart with average 
normalized damage index 23 xx →ξ  for five runs at each damage case and output SNR = 60 dB with 

four different input SNRs, (b) average (over five runs) damage index ξ  for 10% linear stiffness 
reduction and output SNR = 60 dB with four different input SNRs, (c) bar chart with average 

normalized damage index 23 xx →ξ  for five runs at each damage case and output SNR = 30 dB with 

four different input SNRs, and (d) average (over five runs) damage index ξ  for 10% linear stiffness 
reduction and output SNR = 30 dB with four different input SNRs. 

 

3.2.4.3 Experimental damage detection results 

3.2.4.3.1 Experimental setup 

For validation of the proposed information theory-based methods under authentic 

noise conditions, results from an experimental structure can be examined. The structure tested 

is that displayed in Figure 2.53 and described in Section 2.3.5. The two horizontal lap joints 

(a) (b)

(c) 
(d)
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serve as the locations of damage, instituted by subsequently lowering the amount of preload in 

one of the bolts. Specifically, a damage condition (Table 3.3) was introduced by carefully 

loosening the bolt beyond a finger tight condition, and then re-torquing the bolt to the desired 

preload using an instrumented torque wrench. Damage was applied individually at joint 

location A, then at joint B, such that the undamaged bolt was fixed at the undamaged (150 in-

lb) preload condition. A third set of damage conditions was constructed by simultaneously 

changing both bolts at the same preload levels as was done for the individual joint damage 

cases. Five runs at each damage condition were obtained for analysis. 
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Figure 3.28: Damage detection capability of transfer entropy for the simulated model with damage 

represented by nonlinear stiffness changes. The individual figures are: (a) bar chart with average 
normalized damage index 23 xx →ξ  for five runs at each damage case and output SNR = 60 dB with 

four different input SNRs, (b) average (over five runs) damage index ξ  for μ = 0.25 nonlinear stiffness 
change and output SNR = 60 dB with four different input SNRs, (c) bar chart with average normalized 
damage index 23 xx →ξ  for five runs at each damage case and output SNR = 30 dB with four different 

input SNRs, and (d) average (over five runs) damage index ξ  for μ = 0.25 nonlinear stiffness change 
and output SNR = 30 dB with four different input SNRs. 

(a) 

(b)

(c) (d)Output SNR = 30 dB 
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Table 3.3: List of controlled damage cases for the frame experiment consisting of three horizontal 
members. 

Damage Case Bolt Torque (in-lbs) 
0 150 
1 120 
2 90 
3 60 
4 30 
5 Finger Tight 
6 Loose No Gap 
5 Loose With Gap 

 

Dynamic forcing was applied to the structure using an MB Dynamics PM50A 

electrodynamic shaker, attached to one of the vertical members via a stinger. Powering the 

shaker was an MB Dynamics SL500VCF power amplifier, which is controlled by a National 

Instruments PCI 6036 D/A card interfaced with National Instruments LabVIEW 7.1 software. 

The applied excitation consisted of the same chaotic forcing utilized on the simulated 5DOF 

oscillator as expressed in Eq. (2.17) with parameters equal to those in Section 3.2.4.1; 

however ε was set to 90 for increased spectral bandwidth interrogation. Measurements were 

obtained via two sets of two PCB A352C65 ICP accelerometers (100 mV/g) bonded to the 

structure as labeled in Figure 2.53 and sampled at 4 kHz each for 25 s. The first 35000 and last 

30000 samples of the data were removed to prevent transients and reduce the data to 35000 

points in the interests of computational efficiency. The two sets of accelerometers were placed 

directly above and below each other to be able to isolate the information flow between 

members as quantified using the transfer entropy. Therefore, the transfer entropy from 

channels 2 to 1 and 4 to 3 were computed for each set of measurements in an effort to capture 

the change. Although other measurement positions may be effective, it is expected that sensors 

placed as close to each other as possible on either side of a critical component will best be able 

to capture minute changes in that component. The sign of channels 2 and 4 were reversed to 

match the directionality of channels 1 and 2. 
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3.2.4.3.2 Experimental results 

Using a set of 10 baseline runs, the average normalized damage index ξ  was 

computed, covering a range of -50 ≤ τ ≤ 50 in the transfer entropy. The results for the two 

different locations and the three different progressive damage scenarios are displayed in 

Figure 3.29. When the bolt at joint A is damaged (Figure 3.29(a)), the damage index increases 

quickly at the location of damage, but very little at the other location on the structure. All five 

runs at 120 in-lbs bolt torque are above the 95% confidence threshold at the location of 

damage, yet more than one of the five runs at the other location do not move above this 

threshold until the finger tight condition. At the location of damage, the damage index 

monotonically increases as the bolt torque loosens such that each individual progression of 

damage is uniquely identifiable above 90 in-lbs. The visible damage in the other location at 

the finger tight or loose conditions is likely caused by the presence of a more global 

nonlinearity in the structure at these conditions that spreads the influence of the damage to 

further locations, as was present in the nonlinear computational scenario. Representative ROC 

curves are not displayed as there is a 100% TPR while maintaining a 0% FPR even at the 

lowest damage scenario (30 in-lbs difference in preload).  

Figure 3.29(b) shows similar results when bolt B is damaged. The only difference of 

note is the non-corresponding damage index ranges for the channel 4→3 comparison here 

relative to the 2→1 comparison in Figure 3.29(a). This difference is likely caused by the 

asymmetry present as a result of the positioning of the shaker and machining imperfections. 

Nevertheless, damage detection is still possible at very low structural changes to either joint, 

the location of said damage is identifiable, and progressive damage consistently results in 

monotonic increases in the damage index. Full classification (in terms of damage extent) 

would likely require supervised learning such that repeatable experiments are conducted in 
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this way to set up an adequate database of expected damage indices at each level and location 

of damage (Chapter 4.3). 

When both bolts are damage simultaneously, damage is detected at both locations 

(Figure 3.29(c)). However, at joint location A (channels 2→1), the damage index does not 

exceed the threshold for all five runs until the 60 in-lbs preload level. Again, this result 

suggests that asymmetries in the experiment because of shaker positioning may cause 

asymmetric results in terms of the damage indices. It can be ascertained that the “damage both 

bolts simultaneously” scenario is a unique structural condition in terms of information flow 

from a “damage one bolt individually” case, and should be treated this way in a supervised 

learning paradigm if full classification and localization is desired. However, if detection of the 

presence and location of damage is all that is required, one can still adequately capture very 

small changes in preload at both bolts. Overall, the damage detection scheme based on the 

time-delayed transfer entropy employed here can effectively diagnose the presence and, to a 

large extent, the location of damage in a realistic experiment. 

The approximate input and output noise levels measured in the experiment were 12.5 

dB and 60 dB, respectively. Therefore, this experiment does fit into the acceptable range for 

damage detection as discovered through the simulated model. As detailed previously, the 

output noise should ideally stay above the 30 dB threshold where the structure of the transfer 

entropy itself begins to change. Here it can be seen that despite a fairly low input SNR, the 

damage index based on transfer entropy is still sensitive to less than 30 in-lb changes in 

preload from a baseline state. Artificial additive noise was not incorporated into the 

experiment, as this simulation would not represent a new consideration from the previously 

analyzed computational model. 
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Figure 3.29: Damage index ξ  for five runs at each damage case and the two locations where (a) 

damage bolt A, (b) damage bolt B, and (c) damage bolts A and B. 
 

3.2.4.4 Summary of transfer entropy noise effects 

In this part of the dissertation, a modified version of the transfer entropy was utilized 

for the purpose of damage detection in an SHM application. Imperative to transfer entropy is 

the nonparametric estimation of various multi-dimensional entropies from data. Two such 

nonparametric techniques were examined, including a thorough analysis of noise effects on 

the ability to estimate transfer entropy, which was effectively demonstrated as a damage 

indication feature. Analysis was performed based on an established damage index and 

threshold. Detection capability for small damage was also visualized using ROC curves. 

(a) (b)

(c)
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Results were obtained from a simulated MDOF dynamic oscillator subject to linear and 

nonlinear stiffness changes and an experimental frame structure with varying bolt preloads. 

Increasing the amount of input noise monotonically and somewhat linearly decreases 

the ability of the feature to detect damage, predominately because of increasing variance in the 

estimates. However, in the model evaluated, even an SNR of -∞ on the input, damage 

detection is still possible in the range of about 10% linear stiffness change and a degree of 

nonlinearity (as defined earlier in this work) of about μ = 0.75.  

The effect of output noise is much greater, such that a sensitivity loss caused by 

output noise corresponds to an input noise at less than half the output SNR. Additionally, there 

is an output SNR threshold at slightly less than 30 dB where the transfer entropy loses the 

proper characteristics that describe the information flow of a system, and consequently 

provides little information beyond what can be found using the conventional cross-correlation 

estimate. This threshold was characterized and observed both analytically and empirically. 

Below this threshold, the sensitivity of a transfer entropy-based feature to damage is greatly 

diminished, as it performs similarly to if the mutual information had been used.  

Another important characteristic observed from the transfer entropy is the localization 

of information flow for only linear dynamical changes. Thus, transfer entropy can be used for 

determining the location of linear damage in a structure but not nonlinear damage (or at least 

the smooth type of nonlinearity modeled herein). However, because of this difference between 

linear and nonlinear dynamical changes, it may be possible to identify the manifestation of 

nonlinearity separate from a linear change. 

Further validation of the procedure for using estimates of this modified version of 

transfer entropy was obtained using an experimental frame structure subject to varying 

degrees of preload loss in bolted connections. The transfer entropy is effectively able to detect 
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and locate 30 in-lb preload differences in the bolts under approximately 12.5 dB SNR input 

and 60 dB SNR output noise levels. 

It can be noted that the damage index constructed for this analysis was based on the 

establishment of a baseline (undamaged) set of transfer entropies that can then be compared to 

the transfer entropy obtained from an unknown structural condition. This can be accomplished 

in an unsupervised learning regime (see also Section 4.2), whereby the baseline set is obtained 

and stored while the structure is online, and anomalies from this preliminarily established set 

will trigger a positive damage warning. If possible, a more complete classification scheme 

may be established using supervised learning such that several damage conditions are stored in 

the preliminary database and new data can be estimated as part of one of these multiple classes 

(Section 4.3). This preliminary database would require a repeatable and reliable method of 

experimentation or modeling.  

Another technique (Nichols et al. 2005) also exists that does not require a baseline set 

at all, where an assumption is made that damage will manifest as the presence of nonlinearity. 

However, this technique requires the use of surrogates, which can only be obtained for this 

feature if a stochastic excitation is employed (input SNR = -∞) and will be less sensitive to 

minute changes when the nonlinearity is very small. Conversely, if the structure can be 

modeled such that no higher than second-order correlations appear in the data, estimates with 

much smaller variance can be established by using the linearized transfer entropy from Eq. 

(3.6) and Section 3.2.3. Nonetheless, these methods will still be susceptible to the output noise 

SNR threshold problem, which is present even in a purely analytical solution. 
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3.3 Generalized Interdependence 

3.3.1 Introduction 

Two generalized nonlinear time series analysis-based techniques for feature extraction 

in SHM have been examined so far in this dissertation. The overriding theme with these 

features is the use of multiple measurements to extract locally sensitive dynamic changes in 

structures to determine whether damage is present at specific locations.  

This section introduces a third feature, the generalized interdependence, which neatly 

fits into this paradigm of assessing generalized measurement correlations for SHM. The 

formulation of generalized interdependence can be considered a combination of the ideas 

inherent to transfer entropy and nonlinear prediction error. Generalized interdependence, like 

the information-based transfer entropy, measures nonparametric statistical correlations 

between measurements; but similar to nonlinear prediction error, this measure compares 

attractors in state space. 

The study conducted on this feature will be identical to the procedure utilized for 

analysis of cross-prediction error in Section 2.3. Results will be displayed for a computational 

MDOF oscillator and an experimental frame structure with multiple bolted connections. The 

capability of generalized interdependence to detect, localize, and possibly characterize the 

damage type will be examined. Because the analysis procedure is the same, the discussion in 

this section will focus primarily on comparing this feature to the cross-prediction error results 

from Section 2.3. 

3.3.2 Formulation 

Generalized interdependence (Arnhold et al. 1999) was originally formulated as a 

method for detecting generalized synchronicity, and much like prediction error, involves a 

point-wise comparison of neighbors in state space. A set of initial conditions, xn and yn 
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(temporally related), and their neighbors on each attractor are generated. With pn,j and qn,j 

again denoting the time indices of the κ nearest neighbors to xn and yn, the following distance 

measures can be calculated:  

( ) ( )∑
=

−=
κ

κ 1

21

j
pnn jnD ,xxX , (3.19)

( ) ( )∑
=

−=
κ

κ 1

21

j
qnn jnD ,xxYX , (3.20)

where Dn(X) is the mean-square distance based on neighbors to xn on the X attractor, and 

Dn(X|Y) is the distance based on time indices of neighbors to yn, yet also on the X attractor. 

The generalized interdependence feature set is: 

( ) ( )
( )YX

X
YX,

n

n
n D

D
S = . (3.21)

It can be noted that Sn(X,Y) will reside in the range 0 ≤ Sn ≤ 1 because Dn(X) represents the set 

of smallest distances to the points xn on X. As with prediction error, global statistics such as 

the mean can be computed to reduce dimensionality. 

The formulation of generalized interdependence is depicted graphically in Figure 

3.30, which can be compared to nonlinear prediction error in Figure 2.1. Like nonlinear 

prediction error, generalized interdependence is a measure of correlation between the two 

attractors. Hence, trends in this feature will provide location and change-specific information 

about the structure being interrogated. However, this feature does not convey a direct 

relationship to the dynamical flow within the attractor; rather, it expresses a quantification of 

generalized recurrence in state space. Thus, it represents conditional statistical relationships of 

generalized correlations between time series. Furthermore, prediction error only has relative 

significance, given that each local realization only has meaning in terms of scale compared to 

some baseline realization.  
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Figure 3.30: Graphical illustration of the formulation of generalized interdependence from attractors in 

state space. 
 

The nature of the interdependence measure to reside between zero and one allows 

innate meaning to be realized within a single point-wise realization. A value of nS  near to one 

suggests a strong correlation between the two attractors, while a value near zero suggests a 

very weak relationship. A value of nE  (nonlinear cross-prediction error) near to one means 

nothing unless a previous, perhaps undamaged, value of nE  is already known to be greater 

than, equal to, or less than that value. However, it is still useful to compare interdependence 

values to some established baseline such that changes (caused by damage) can be detected. 
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Additionally, temporal prediction error as defined previously is symmetric such that 

ET,n(X,Y) = ET,n(Y,X). Generalized interdependence is inherently asymmetric, and therefore, 

one must check observance of the directional coupling between the two attractors. Although 

strong differences depending on choice of X versus Y are possible, interdependence results for 

the data studied did not show major asymmetric discrepancies. 

3.3.3 Procedure 

The analyses for generalized interdependence are identical to those employed in this 

dissertation for cross-prediction error (Section 2.3). First, computations were made on the 

simulated Lorenz-driven 5DOF oscillator subject to linear and nonlinear stiffness changes 

(Section 2.3.4.1). Similarly, data obtained from the experimental frame with two horizontal 

lap joints analyzed in Section 2.3.5.1 provides further validation. The only difference in the 

procedure from this part of the dissertation is the use of generalized interdependence as the 

feature rather than cross-prediction error. Thus, a direct comparison can be made between the 

two features. 

3.3.4 Computational results 

Generalized interdependence results for decreasing linear stiffness in the fifth spring 

k5 are shown in Figure 3.31. The mean, with error bars representing the 10th and 90th 

percentiles, are plotted for each level of damage in k5. The generalized interdependence has 

opposite trends to those seen in the cross-prediction error (Figure 2.49). For example, the 

initial interdependence is very high (S(X,Y) ≥ 0.97), because the masses are strongly 

synchronized in the stiff baseline condition. This is opposite to cross-prediction error, where 

strong correlations result in small prediction errors. Like cross-prediction error, the highest 

correlations are near the restrained fixed end of the oscillator. 
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As the stiffness in k5 decreases, the mean generalized interdependence decreases at the 

location of the damage (S(m4, m5)), but stays fairly constant at other comparison locations. 

Hence, this feature can adequately locate damage based on the comparison that shows 

changing interdependence from a baseline state. In terms of sensitivity to damage and 

localization capability, generalized interdependence and cross-prediction error are very 

similar. If a dynamical change were to result in an increasing stiffness, the generalized 

interdependence would increase rather than decrease, providing some information about the 

type of dynamical change involved. 
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Figure 3.31: Adjacent means with error bars for the 10th and 90th percentiles for generalized 

interdependence, S(X,Y): linear decrease in stiffness in the fifth spring k5. 
 

Similar trends occur when the other springs see individually decreasing linear stiffness 

(Figure 3.32), with results comparable to those seen with cross-prediction error (Figure 2.50). 

However, there are a few small differences. One difference appears in the case where damage 

is introduced adjacent to the base (at k1), as all comparisons evidence small degrees of 

damage, rather than just the comparison closest to the fixed base. Another difference appears 

at the comparisons at locations other than the damaged region. With generalized 

interdependence, these comparisons either do not change or decrease slightly. However, as 

seen previously, cross-prediction errors at other comparisons actually trends in the opposite 
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direction from that seen at the location of damage. Consequently, it can be hypothesized that 

the generalized interdependence measure exhibits more of the global behavior of the dynamics 

than prediction error. 
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Figure 3.32: Adjacent means with 10th and 90th percentiles for generalized interdependence, S(X,Y): 
linear decrease in stiffness where (a) damage first spring, k1 (b) damage second spring, k2, (c) damage 

third spring, k3, and (d) damage fourth spring, k4. 
 

With only these minute differences, generalized interdependence here performs 

roughly as adequately as cross-prediction error when analyzed from the perspective of damage 

identification. Interdependence has the additional benefit of its intrinsic quantitative meaning. 

Without knowing anything additional about previous interdependence measurements, a value 

of S(X,Y) close to one and far from zero immediately suggests a high degree of correlation 

between measurements (e.g. a stiff system). An E(X,Y) near zero may initially suggest the 

same thing, but one has little idea of the range that E(X,Y) could take for each specific system, 

and therefore, cross-prediction error does not yield an immediate quantification of its result 

(a) 

(c) 

(b) 

(d) 
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without another E(X,Y) measurement with which to compare. Of course it is still useful to 

compare current S(X,Y) values to some baseline to establish thresholds for damage detection. 

The corresponding nonlinear damage cases are displayed in Figure 3.33. Nonlinear 

damage shows similar trends using the generalized interdependence feature as linear damage. 

However, the localization capability appears to be slightly diminished when k3 has a nonlinear 

component, and even more so when k4 is changed. The S(X,Y) comparisons on the fixed end 

side of the damaged spring tend to have more significant reductions in mean interdependence 

than in the linear case. The coupling between the mass responses and the spring stiffness 

effectively spreads out the change to a more globally noticeable decrease in interdependence 

between nearby measurements.  

This is similar to the transfer entropy, which shows nonlinearity as a global change 

from a formerly linear state. In contrast, cross-prediction error (Figure 2.51) still shows 

opposite trends at locations separate from the damage. This difference shows how generalized 

interdependence may more closely match an information theoretic than cross-prediction error, 

despite being formulated based on state-space attractors. These differences between the 

features in terms of localization and characterization (linear versus nonlinear) provide some 

validation for the use of several of these features for damage classification (Chapter 4). As 

discussed in Section 2.3.4.2, sensitivity comparisons between nonlinear and linear changes for 

these measures is difficult because nonlinearity is a more complex dynamical change that 

cannot be reduced purely into an effective stiffness constant. 
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Figure 3.33: Adjacent means with 10th and 90th percentiles for generalized interdependence, S(X,Y): 
nonlinear change in stiffness where (a) damage second spring, k2, (b) damage third spring, k3, and (c) 

damage fourth spring, k4. 
 

When multiple springs have simultaneously decreasing stiffnesses (Figure 3.34), 

S(X,Y) detection capability is again comparable to cross-prediction error (Figure 2.52). 

However, like in the nonlinear damage cases, the localization capability is not quite as 

effective with generalized interdependence. This is especially true when three springs are 

damaged, as more than half the structure has been dynamically changed. The introduced 

damage can be considered more global than local, so measures of local correlations are less 

capable of isolating the damage to specific regions of the structure. If damage affects both 

measurement locations to somewhat similar extents, as is the case for this Figure 3.34(c), then 

the generalized interdependence loses some of its effectiveness at determining and locating 

damage. The cross-attractor analysis feature introduced here (and previously with cross-

prediction error) is specifically designed to detect locally isolated changes in a structure. As 

mentioned in other parts of this dissertation, using one or several cross-attractor analysis 

features with an auto-attractor analysis feature would likely be more effective at both detecting 

and locating dynamical changes caused by damage (Chapter 4). 

(a) (b) (c) 
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Figure 3.34: Adjacent means with 10th and 90th percentiles for generalized interdependence, S(X,Y): 
linear decreases in stiffness where (a) damage second and fourth springs, k2 and k4, (b) damage third 

and fourth springs, k3 and k4, and (c) damage second, third and fourth springs, k2, k3, and k4. 
 

3.3.5 Experimental results 

For the experiment described in Section 2.3.5.1, five runs at each damage case are 

shown for each of the three damage scenarios in Figure 3.35. Here the performance in terms of 

damage identification of generalized interdependence as a feature is very similar to cross-

prediction error (Figure 2.54), other than the trend is in the opposite direction of change with 

damage. At the locations of the bolt that has a decreasing preload, generalized 

interdependence monotonically decreases more rapidly than at the other location. The only 

difference from this trend is at the higher damage levels (finger tight and loose) when bolt B is 

damaged, where both comparisons (1→2 and 3→4) show a large change in S(X,Y). As stated 

in Section 2.3.5.2, the loss of localization at these high damage scenarios is primarily a result 

of asymmetry based on shaker placement and de-localization of the dynamics caused by 

extreme damage. This loss of localization could also be partially caused by high levels of 

damage resulting in nonlinearity that has effectively spread the influence of damage more 

globally. The similarity between S(X,Y) and E(X,Y) in this experiment are likely because 

there are only two joint locations being analyzed in this test. The primary differences between 

(a) (b) (c) 
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the two cross-attractor analysis features were drawn from measurement comparisons further 

away from the damage. 
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Figure 3.35: Adjacent mean with 10th and 90th percentiles for generalized interdependence, S(X,Y) 
(solid line for location 1→2 and dotted line for location 3→4), where damage was introduced as (a) 
changes in bolt A preload, (b) changes in bolt B preload, and (c) changes in bolts A and B preload. 

 

3.3.6 Summary of generalized interdependence 

A new algorithm called generalized interdependence was introduced into the field of 

SHM as a feature for detection and localization of damage. This feature is similar to cross-

prediction error in that it compares local dynamic similarities in state space between two 

nearby measurements. In this cross-attractor analysis paradigm, features such as these are 

effectively able to isolate damage as changes to the features at specific locations, while no 

change or opposite trends are noticed at the other locations. Generalized interdependence 

shows unique and identifiable characteristics from a baseline state such that detection, 

quantification, and localization are possible for both a simulated oscillator and an 

experimental frame structure.  

The interdependence algorithm utilized herein is a newly-applied feature in SHM that 

measures generalized state-space correlations between measurements without relying on 

explicit models or assumptions like linearity. When measurements are strongly correlated, this 

feature takes on a value very close to unity, and progressively decreases as that correlation 

(a) (b) (c) 
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decreases. Therefore, this measure is aptly suited to a damage detection paradigm because it 

can be used as an indicator of localized stiffness or continuity between sensors.  

Like cross-prediction error, generalized interdependence can effectively assess the 

structural condition as classified by the presence, extent, and location of damage. These 

features can both provide some information about the type of dynamical change that has taken 

place from a baseline state because they do not rely on previous measurements in their 

computation, and will trend in opposing directions depending on if the structure has become 

softer (loss of interdependence) or stiffer (gain in interdependence).  

Differences between the two features are minor, mainly revealed when looking at 

locations of the computational model that were undamaged. Generalized interdependence 

shows a slightly more global indication of damage in the presence of nonlinearity, similar to 

results from the transfer entropy. This is not surprising because generalized interdependence, 

like transfer entropy, provides a measure of statistical conditional relationships between 

measurements. In fact, as was done in this dissertation for transfer entropy, a time delay could 

be introduced into generalized interdependence S(X,Y(τ)), such that the feature could be 

employed to assess either synchronization of measurements or generalized correlations at 

multiple time scales. However, this step was not taken for this dissertation. 

Overall, the cross-prediction error and generalized interdependence features are 

comparable in both sensitivity and effectiveness for damage characterization. Generalized 

interdependence has the advantage of providing a qualitative explanation of each individual 

measurement because it has a specified range. However, previous studies (Overbey and Todd 

2007) have shown that this feature might be more sensitive to noise corruption than state-

space cross-prediction error, although this was not evident in the experiment conducted in this 

work. In the previous study, prediction error showed almost no change in results for an SNR 
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of less than 20 dB. Alternatively, generalized interdependence lost much of its sensitivity for 

detecting small changes at a 20 dB SNR. 

3.4 Summary of Information Theory Features 

This chapter applied ideas from information theory to the field of SHM. First, an 

SHM feature was generated based on the transfer entropy. This feature was modified from a 

previously utilized version of the time-delayed transfer entropy such that additional sensitivity 

could be extracted. A thorough analysis of transfer entropy was conducted assuming a linear 

structure excited by a Gaussian random input. A damage index was constructed such that a 

deviation of a baseline state could be quantified. This version of the feature is quite effective 

at detecting damage in systems that can be modeled in this form. The sensitivity to damage-

induced dynamical changes was greatly enhanced through this modified transfer entropy 

damage index over other information theory-based features and common linear system 

identification techniques. 

The introduced variation of the transfer entropy was also examined when a purely 

data-driven approach is required. Thus, no model-based assumptions were made, and a 

nonparametric density estimator was employed to produce a generalized transfer entropy 

estimate. The variability of the estimate was evaluated under both input and output noise 

sources. Input noise has a fairly linear effect on the sensitivity of the transfer entropy for 

damage detection. However, even in the presence of a 10 dB input SNR, the sensitivity is still 

fairly high, and for a purely random excitation (input SNR = -∞), some detection capability is 

still possible. Output noise has a greater effect on the sensitivity of the transfer entropy. In 

addition, at an output SNR threshold of about 30 dB, the transfer entropy is unable to perform 

better than other feature candidates such as the time-delayed mutual information or cross-

correlation function. Therefore, it is important to have a good output SNR to utilize the 
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transfer entropy to its full potential. When a combination of input and output noise is present, 

the effects of the two noise sources are superimposed on the quality of transfer entropy 

estimates.  

In an experimental test subject to both input and output noise sources, the transfer 

entropy was actually quite sensitive to very small levels of damage. Transfer entropy can 

effectively localize linear changes in the dynamics; however, nonlinearity tends to result in 

large damage indices at all structural locations. Consequently, it may be possible to use this 

difference as a type of a nonlinearity detector. Further analysis was conducted on this feature 

in the form of ROC curves, which showed that transfer entropy errs conservatively on the side 

of false positives rather than false negatives. 

Finally, an additional feature was introduced that has some similarities to both an 

information theoretic and nonlinear prediction error. Generalized interdependence compares 

statistical conditional relationships of local geometries of attractors in state space. As a result, 

its behavior is much like the nonlinear cross-prediction error, as it shows a monotonic trend as 

linear or nonlinear damage progressively increases. However, generalized interdependence is 

a measure that resides between zero and one, where one represents strongly correlated 

measurements, and an interdependence of zero means that the two measurements are 

unrelated. Therefore, this feature trends downward (rather than upward for cross-prediction 

error) if the stiffness in a structural component diminishes. There are minor differences in the 

quality of results, mostly as seen in comparisons between measurements outside the damaged 

region, which may slightly affect the ability of the generalized interdependence to localize 

damage. 

These two novel features for SHM applications could be quite useful in a complete 

damage identification algorithm. Like the nonlinear cross-prediction error, the transfer entropy 

and generalized interdependence provide measures of correlation utilizing an array of 
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measurements, such that an SHM strategy employing these types of features may classify 

damage in terms of the presence, extent, location, and possibly some details about the type of 

damage in a structure. Combining these features with the previously analyzed nonlinear 

prediction error features could yield even more robust and effective damage discriminations. 

In the next chapter, an investigation will be conducted on the effect of combining several of 

these features into a higher dimensional feature vector to improve sensitivity and/or accuracy 

in regard to a damage diagnosis.  
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4 MULTIPLE FEATURE SYNTHESIS 

4.1 Background 

The ultimate goal of an SHM application is to provide some assessment of the 

integrity of the structure. A feature by itself provides a measure of some description of the 

structural state. However, in a fully operable SHM strategy, this measure or measures should 

be couched in terms of easily identifiable descriptions and/or likelihoods that damage is 

present in the structure. In order to produce a correct and reliable diagnosis of damage, a 

statistical model must be developed (Farrar et al. 1999). In essence, a statistical model is put in 

place to discriminate between features that fall into different categories of the damage 

condition, as inferred from some statistical basis. 

Key to a statistical analysis of damage identification features is the available data from 

which any reliable diagnosis can be made. SHM is fundamentally a statistical pattern 

recognition problem. At a minimum, an assumption must be made about the form that a 

feature will take when damage is present versus when the structure is undamaged. For 

example, one can base a damage detection strategy solely through the assumption that damage 

manifests itself through the appearance of nonlinearity in an otherwise linear structure 

(Johnson and Adams 2002; Wong and Chen 2000). Therefore, a statistical model can be built 

based on the deviation from an extracted nonlinear feature and its linearized surrogates 

(Nichols et al. 2005). However, if measurements from the structure or a model of the structure 

are available, more detailed statistical models for the features can be made, providing a more 

complete description of the damage.  

Based on available data, SHM-applied statistical modeling commonly falls into two 

categories: supervised learning and unsupervised learning. These paradigms were outlined in 
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Section 1.2. In essence, supervised learning makes use of data from both the undamaged and 

damaged system, while unsupervised learning relies solely on observations from the 

undamaged condition. Because unsupervised learning does not provide information about the 

characteristics extracted features will take on when the structure is damaged, statistical 

assessments are limited to the detection of outliers (Barnett and Lewis 1994) from baseline 

(undamaged) operating conditions of the system. Thus, damage can be detected but not 

described in terms of its type or extent. It may be possible to locate damage given the presence 

of outliers in features that can be considered spatially local. On the other hand, supervised 

learning techniques may be able to identify the presence, type, extent, and location of damage 

assuming data is available for these descriptions. Within supervised learning, group 

classification (discrete number of conditions) or regression analysis (continuous state 

quantification) may be possible.  

So far, this dissertation has introduced, adapted, and analyzed several features that 

describe dynamical characteristics of a system that are sensitive to detection, localization, and 

quantification of damage. These features are uniquely affected by specific changes in a 

system’s dynamics related to the manifestation of different damage characteristics. For 

example, cross-prediction error produces effectively locally-isolated measures of dynamical 

differences when a structure’s spring stiffness is modified linearly or nonlinearly. However, 

this type of feature does not behave differently in the presence of linear versus nonlinear 

changes. On the other hand, the transfer entropy is not as effective at locating damage in all 

scenarios, but has a noticeably different behavior when nonlinear changes have occurred than 

when linear changes have been made. Alternatively, auto-prediction is more sensitive to small 

stiffness changes, but provides no details about the location or type of damage present. 

Therefore, it may be advantageous to synthesize these features into a feature vector such that 

the benefits of each of the features are retained. It can be hypothesized that a statistical 
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assessment of some combination of these features will provide greater sensitivity and a more 

complete description of the damage that may be in a structure than using a single feature.   

This chapter will incorporate the previously introduced features as combined inputs to 

statistical models. Techniques are examined that perform both novelty detection with 

unsupervised learning and group classification with supervised learning. First, a multivariate 

outlier detection scheme will be employed such that damage detection and localization is 

possible to a sufficiently high degree of accuracy. Next, group classification methods are 

examined using a feature vector composed of the introduced features. Group classification will 

be performed based on ideas from Bayesian decision theory (BDT) using a Gaussian 

classifier. This will then be compared to a supervised learning classification using an artificial 

neural network. 

4.2 Outlier Detection with Unsupervised Learning 

4.2.1 Introduction 

Classification is the process by which a current observation (or feature) is statistically 

grouped into one or more states. This may often be a problem in a working SHM system 

because the observations or features are extracted from an existing and operating structure. 

Therefore, the ability to repeatably and reversibly damage and repair the structure or structural 

component back to its initial condition may not be possible. An alternative is to make use of 

models that accurately mimic the system (Bendat and Piersol 1980; Doebling and Farrar 

2001).  

However, if these means of analyzing the damaged conditions are absent, it is 

imperative to develop novelty detection algorithms that rely on unsupervised learning, such 

that only undamaged (baseline) data is available from typical past operating conditions. 
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Novelty or outlier detection essentially involves a test of whether to accept or reject the null 

hypothesis that an observation belongs to the known or baseline state of a system. Assuming 

an observation or feature is a Gaussian random variable, the deviation of a candidate outlier 

can be measured by:  

f

f

σ

μ−
=

f
ξ , (4.1) 

where f is the observation and μf and σf are the respective mean and standard deviation of the 

observation estimated from a set of baseline data. Then, a threshold of confidence can be 

established beyond which the observation can be considered an outlier. An example of this 

type of outlier analysis has already been performed with success in this dissertation for the 

transfer entropy feature in Eq. (3.9) from Chapter 3.  

Recent research has led to several other novel outlier detection schemes. Control 

limits can be set based on residual errors from auto-regressive (AR) or other predictive models 

(Chou et al. 1998; Fugate et al. 2001). The sequential probability ratio test (SPRT) involves 

continuous online novelty detection (Ghosh 1970; Humenik and Gross 1990; Sohn, Allen et 

al. 2003). Other techniques (Box and Cox 1964; Chou et al. 1998) utilize tests and 

transformations to normality such that outlier detection from standard normal distributions 

like in Eq. (4.1) can be employed. Extreme value statistics (EVS) specifically model the tails 

of distributions, which are the primary regions of interest for a novelty detection application 

(Embrechts et al. 2000). This technique has been employed successfully in SHM applications 

(Sohn et al. 2005; Worden et al. 2005). 

Of particular interest in this dissertation are those outlier analysis techniques which 

may be extended to a multivariate set of features. Trained artificial neural networks have been 

validated for data normalization of a novelty detection method under changing environmental 

conditions (Bishop 1994; Masri et al 2000; Sanger 1989; Tarassenko et al. 2000; Worden 
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1997). This work will explore neural networks for statistical modeling, but only in the 

supervised learning, group classification paradigm (Section 4.3.5). Worden et al. (Worden et 

al. 2000) recently proposed the use of the Mahalanobis squared distance (Mahalanobis 1936) 

as a method of outlier analysis from a multivariate feature. In this work, the authors utilized 

the Mahalanobis squared distance as computed from the transmissibility function over an 

established frequency range. Thus, a higher-dimensional feature could be reduced to a single-

dimensional damage index, and a threshold could be set for testing the undamaged hypothesis.  

This section of the dissertation will explore the idea of multivariate outlier analysis 

using the Mahalanobis distance, but from the context of a set of many one-dimensional 

features concatenated into a feature vector. This set of features will be composed of 

realizations of the auto-prediction error, cross-prediction error, transfer entropy, and 

generalized interdependence that have been previously introduced and analyzed individually. 

Tests are conducted on a simulated MDOF oscillator subject to a wide range of damage 

conditions and an experimental frame structure with varying preloads in bolted connections. It 

is shown that a smartly composed set of these features combined with this outlier detection 

method can detect and locate damage in these systems to high accuracy. 

4.2.2 Multivariate outlier analysis 

As expressed previously, outlier analysis involves the representation of a single class 

formed from baseline data, and a hypothesis test on subsequent data such that outliers that do 

not belong to that test can be rejected (e.g. detected). However, this problem is not very 

different from a two-class group classification scheme, with the only difference being 

obviously the absence of any information about the second (e.g. damaged) class. Therefore, 

this dissertation will formulate the outlier detection algorithm utilized from the perspective of 

a group classification scheme that additionally requires a threshold established purely on 
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baseline observations to make the class decision. This viewpoint will allow for a better 

evaluation of the differences inherent to group classification versus outlier analysis as 

analyzed in this work. 

The problem of statistical classification (Duda et al. 2001) often finds it foundations in 

BDT, which provides a general framework for making classification decisions from a 

probability basis. For an observation or set of observations f (in this case the feature or multi-

dimensional feature vector), the Bayes’ decision rule for choosing a class i consists of picking 

the minimum conditional risk: 

( )
( )

( ) ( )[ ]igLiPg
M

i
Cg

,ffminargf* Ff
∑
=

=
1

, (4.2) 

where g*(f) is the class decision out of the M possible classes, PC|F(i|f) is the conditional 

probability of the class being of type i given the observation f, and L[g(f),i] is the loss 

function. Employing Bayes’ rule (PC|F(c|f) = PF|C(f|c)PC(c)/PF(f)), eliminating Pf(f) because it 

is equivalent for all C, assuming equal loss for all classes, and taking the logarithm reduces the 

decision to: 

( ) ( ) ( )[ ]iPiPi CCi
logf,logmaxargf* F += . (4.3) 

If the conditional probability PF|C(f|c) is multivariate Gaussian, the Gaussian classifier 

(Duda et al. 2001) can be written as: 

( ) ( )[ ]ii
i

di α+= iμf,minargf* . (4.4) 

where di(f,μi) = (f - μi)TΣi
-1(f - μi) is known as the Mahalanobis squared distance (Mahalanobis 

1936) and αi = log(2π)d|Σi| - 2logPC(i) accounts for the class prior probability. Additionally, μi 

are the means of the observations f given class i, and Σi is the corresponding covariance 

matrix. In this work, the priors, PC(c), were considered equal for all C (i.e. all classifications 
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are equally likely). Moreover, if the covariances are assumed to be equal for all classes, Σo =  

Σ1 = … = ΣM = Σ, all of αi can be removed from Eq. (4.4), leaving: 

( ) ( ) ( )[ ]ii μfΣμfminargf* −−= −1T
i

i . (4.5) 

In other words, the decision is reduced to determining the class with the minimum 

Mahalanobis squared distance. This is analogous to multi-class linear discriminant analysis 

(LDA) for the purposes of group classification. The Mahalanobis squared distance can be 

thought of as a measure of similarity between the class as described by μi and Σi, and the 

current observation vector f. If the covariances are not considered equal, the class decision 

would be that used in quadratic discriminant analysis. For this dissertation, the admission or 

omission of the covariance in αi from Eq. (4.4) rarely affected the class decision. 

In outlier detection, there is only a single defined class i  = 0, where M = 1; therefore 

no minimum can be taken in the argument in Eq. (4.5). It is thus instructive to define a 

threshold such that the null hypothesis that f belongs to class i = 0 can be tested: 

H0: undamaged if ( ) ( ) CT <−− −
0

1
0 μfΣμf  

H1: damaged if ( ) ( ) CT >−− −
0

1
0 μfΣμf  

(4.6) 

Hence, the determination of outliers is based on the amount of similarity between a training 

(baseline) set and the feature vector f as measured by the Mahalanobis squared distance. 

4.2.3 Features employed 

The size and makeup of the multi-dimensional feature vector is paramount to 

successful damage identification. As mentioned previously, this work incorporates one-

dimensional features based on the feature extraction techniques introduced in Chapters 1 and 

3. Two features, namely the mean temporal auto-prediction error ( )X,X0TE  and mean 
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geometric auto-prediction error ( )X,X0GE  (both of which can be described by Eq. (2.9); 

Sections 2.2.2, 2.2.4.2, and 2.2.5.3), compare the dynamical similarity between state-space 

attractors recorded from the same measurement location at two different times. As damage is 

introduced, ( )X,X0E  will increase as the current dynamical state described by X deviates 

from the baseline state X0 at the same measurement location, x. These features were shown to 

be sensitive to small dynamical changes but largely insensitive to the location or type of 

dynamical change that has taken place. ( )X,X0TE  differs from ( )X,X0GE  in the 

transference of corresponding initial conditions between baseline and test attractors. 

( )X,X0TE  compares flows generated from initial conditions on the two attractors that are 

related by their time index (assuming synchronization), while ( )X,X0GE  compares dynamics 

between points correlated by their spatially referenced locations in state space. 

The other three features examined produce measures of generalized correlation 

between nearby measurements. The mean temporal cross-prediction error ( )YX,TE  

(described in Section 2.3.2) is formulaically equivalent to temporal auto-prediction error, 

except the attractors X and Y are both reconstructed from measurements made at the current 

structural condition at two unique locations. The maximum time-delayed transfer entropy 

( )ττ
τ

,maxmax xyTT xy →=
→

 refers to the transfer entropy from Eq. (3.15) (Section 3.2.4.1) 

that represents the maximum in the baseline condition as a function of the lag τ. The third 

localized measurement correlation feature is the mean generalized interdependence ( )YX,S  

as described by Eq. (3.21) in Section 3.3.2. Specific changes to these features from a baseline 

condition were shown to provide details about the type and location of damage in a system in 

addition to the damage’s presence and extent. 



 196

4.2.4 Simulated oscillator 

4.2.4.1 Model 

The model employed to evaluate the unsupervised learning technique is that originally 

described in Section 2.3.4.1 and Figure 2.48. This is the same 5DOF computational oscillator 

utilized in much of the analysis in Chapter 3 as well. The system can be described by Eq. 

(2.10), specifically: 

{ } { } { } ( )tfxKxCxM =++ &&& , 

where M, C, and K in this case represent the 5 x 5 constant coefficient mass, damping, and 

stiffness matrices, respectively, and f(t) is the applied forcing at the free end of the fixed-free 

linear oscillator. 

Analysis for these classification algorithms will be performed on two types of 

excitations. The first type consists of the first coordinate z1 of the chaotic Lorenz oscillator 

described by Eq. (2.17) from Section 2.2.5.4.1: 
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where ε can be used to control the bandwidth (speed) of the Lorenz input. The chaotic Lorenz 

attractor can be visualized in Figure 2.46. Parameters were set to s = 16, r = 45.92, b = 4, ε = 

1. As stated previously, the use of a low-dimensional chaotic input can provide advantages 

because of its well-recognized broadband spectral content while maintaining low-dimensional 

deterministic characteristics. 

 The second excitation consists of stochastic band-limited Gaussian noise. The 

spectrum is roughly equal in power over a bandwidth from 10 to 110 Hz and then drops off 

very rapidly. This type of excitation was shown to be applicable for both information theory-

based (3.2.4) and state-space-based (2.2.4) SHM features, although the sensitivity as 
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compared to a deterministic excitation is diminished. However, in many operating structures 

(e.g., wind loading on buildings, wave action on marine structures, or gust loading of aircraft), 

ambient input sources often have stochastic band-limited characteristics. Thus, if damage 

detection can be made using this type of input, an SHM system could rely solely on a passive 

sensing strategy. 

Baseline model parameters were set to mi = 0.002, ci = 0.1, and ki = 30, and the system 

was discretely sampled at 250 Hz for 140 s for each run. Damage for this example is simulated 

using linear or nonlinear changes individually into each of spring stiffnesses ki, i = 2, 3, 4, and 

5, as illustrated in Figure 2.48. The linear change was made through a percentage reduction in 

the spring stiffness ki. The nonlinear change was instituted through the presence of a quadratic 

softening term and fourth-order stiffening term in the spring stiffness as in Eq. (2.20), Section 

2.3.4.1. The total spring stiffness can be expressed as: 

( ) ( )( )4
1

2
1 −− −+−−= iiiii xxxxkk αμβ . (4.7) 

where μ and α are equal to each other for all damage scenarios. The specific damage cases are 

listed in Table 4.1. Each spring ki was damaged individually, where the damaged spring takes 

on a value within the range of the damage classes in Table 4.1. The specific value within that 

range is randomly and uniformly selected. The four roughly equivalent “undamaged” springs 

randomly and uniformly take on a ki value in the range of 29.85 < ki < 30.15. Nonlinear 

damage was simulated in springs k2, k3, k4, and k5 only. 

Additional variability was instituted through the presence of random Gaussian 

additive noise to the responses. SNRs (SNR (dB) = 10 log10(σ z
2/ σ n

2)) of 60 dB, 40 dB, and 

20 dB were examined. For each spring ki, (i = 2, 3, 4, and 5), the damage classes in Table 4.1 

were imposed, where 100 runs were produced at each damage class. Each run has a unique set 
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of ki (within the ranges required for each damage class) and a random additive noise 

component.  

Therefore, variability in the features can be from four possible sources. First, if the 

input is stochastic, there will be a variable -∞ dB SNR Gaussian input noise source for each 

individual run. Second, each run has a random (uniform) set of spring stiffnesses that are 

within the range of the damage class. Third, each run has a Gaussian additive noise component 

at a specific output SNR. Finally, there will be variability in the computation of the state-

space-based features. The formulation of nonlinear prediction error and generalized 

interdependence involve the random and uniform selection of points from which to compute 

the local feature. In this case, only the global mean values of the features will be used for 

outlier detection. Via the Central Limit Theorem, the mean of these features for a specific run 

will be normally distributed. 

Table 4.1: List of individual damage classifications utilized for 5DOF oscillator. Damage was 
introduced into each spring ki, i = 1,...,5 with β and μ representing the linear and nonlinear stiffness 

changes from Eq. (4.7). Each run randomly and uniformly selects a value of β and μ within the range 
specified for each particular damage class. Cases NL - 1, NL - 2, and NL - 3 were only instituted in 

springs k2, k3, k4, and k5. 
 

Damage 
Class Linear term, β, in ki Nonlinear term, μ = α, in ki 

 Minimum Average Maximum Minimum Average Maximum
0 0.995 1.0 1.005 0 0 0 

L - 1 0.95 0.97 0.99 0 0 0 
L - 2 0.89 0.915 0.94 0 0 0 
L - 3 0.75 0.815 0.88 0 0 0 

NL - 1 0.995 1.0 1.005 0.05 0.10 0.15 
NL - 2 0.995 1.0 1.005 0.17 0.235 0.30 
NL - 3 0.995 1.0 1.005 0.32 0.41 0.50 

 

The outlier detection scheme is based on an assumption that the observations 

(features) are Gaussian random variables. The variability sources in this simulation all have 

Gaussian distributions except for the uniform selection of stiffness values within each damage 
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case. Therefore, it will be of interest to see how the lack of full Gaussianity affects the ability 

of the technique to detect outliers. 

4.2.4.2 Considerations 

Of primary importance for the multivariate outlier detection method being 

investigated is the choices of features to be included in the feature vector. One might decide to 

include all possible features to the feature vector, as more observations will lead to more 

information about whether the observations are from the known (undamaged) class or not. 

However, the phenomenon that has been termed the curse of dimensionality (Bellman 1961) 

must be considered. In essence, as the number of dimensions of a probability distribution 

increase, the proportion of data occupying the tails of the distribution increases. A histogram 

could be used to group data into κ equally spaced bins for a single random variable. For two 

variables, κ2 cells would be required for the same precision, and κM cells for a distribution of 

M variables. Therefore, the amount of data required to populate this distribution sufficiently 

accurately increases dramatically as the number of dimensions increases. For example, for a 

univariate standard normal, 90% of the data is within ±1.6 of the mean at zero. However, for a 

ten-dimensional multivariate standard normal, less than 1% of the data is within that same 

distance to the mean. As a result, with a multivariate novelty detection method, one must 

weight the trade-off between the amount of information gained about the hypothesis decision 

by adding another feature with the loss of sensitivity resulting from sparsely populated high-

dimensional feature spaces. 

The goal here is not necessarily to find the multivariate feature vector that is optimum 

for any SHM system, but rather to show that using more than one feature can often be useful 

for increasing accuracy and learning more about the state of the structure from the same 

amount of data. Also, by having knowledge about the features, system, and damage 
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mechanism a given SHM strategy is interested in detecting, it may be possible to compile a 

more sensitive feature vector than that using one feature or a randomly chosen set of features. 

For the computational model examined, a large number of features can be produced 

from the four types of features described in Section 4.2.3. Temporal and geometric auto-

prediction error can be extracted from five locations (each mass, ( )iiT mmE ,  and 

( )iiG mmE , ). In addition, temporal cross-prediction error ( ( )YX,TE ), generalized 

interdependence ( ( )YX,S ), and transfer entropy ( xyT
→max ), can be drawn from a set of 

adjacent mass responses at four locations. Of course, these three cross-measurement-based 

features can be composed of non-adjacent masses, and the reverse directionality can be 

considered for generalized interdependence and transfer entropy. Here, 14 of the possible 

features will be made available to the feature vector, including ( )11 mmET ,  and ( )11 mmEG , , 

as well as ( )YX,TE , ( )YX,S , and xyT
→max  from m1→m2, m2→m3, m3→m4, and m4→m5. 

The auto-prediction error features are largely location-insensitive, as seen in Section 2.2.4, and 

were thus deemed less necessary. 

This work will examine the best of the univariate feature options from those 14 

possible choices, as well as the optimal combination of any 14 of these features as found 

through a brute force search based on best accuracy, where accuracy is defined as the number 

of runs correctly classified divided by the total number of runs tested. Although this technique 

is for an unsupervised learning algorithm, it is of interest to show the best possible 

multivariate feature vector that is attainable given the features available. In an unsupervised 

learning application, the accuracy of all feature combinations will not be known, but 

understanding a simulated example can assist with these real applications. 

The parameters μ0 and Σ for each feature combination were estimated using a training 

set of features composed of 30% (150) of the undamaged runs. The confidence threshold for 
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Eq. (4.6) was estimated by finding the Mahalanobis squared distance from that same training 

set corresponding to the desired percentage of data. The confidence was set to 99% for the 

deterministically-excited scenarios with output SNRs of ∞ (no output noise), 60 dB, and 40 

dB. Lower confidences were used for the deterministically-excited case with 20 dB output 

SNR and all of the stochastically-excited cases. The decrease in confidence was implemented 

for certain scenarios because the confidence is based on the null hypothesis that the system is 

undamaged from the training set. If the confidence is too high, there will be a large number of 

false negatives relative to false positives, erring on the unconservative side in an SHM 

application. Of course, ROC Curves (Zweig and Campbell 1993) can be employed to 

characterize between these types of errors and choose a confidence threshold for a specific 

application. ROC curves will be shown in these results as in Section 3.2.4.2. In this 

dissertation, the choice of confidence threshold was not analyzed thoroughly. 

4.2.4.3 Damage detection 

Table 4.2 shows the optimal feature vector selected through this brute force search at 

each output SNR. Several observations can be made from these feature choices based on 

knowledge of the features themselves. First, geometric auto-prediction error ( ( )11 mmEG , ) 

was chosen regardless of output SNR. This is not surprising, because from the previous 

chapters, auto-prediction error is known to be sensitive to very small linear and nonlinear 

damage. Also, auto-prediction error is less sensitive to the location of damage. Consequently, 

the cross-measurement-based features that are location dependent are less likely to be chosen 

in a limited number of dimensions for an algorithm that needs to detect outliers at all 

locations. 

The other features selected are present primarily to improve accuracy in those 

scenarios where auto-prediction error is less successful. Although, auto-prediction error is not 
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nearly as locally sensitive as the other features, it is still less accurate at locations furthest from 

its measurement position. Therefore, the cross-prediction error, generalized interdependence, 

and transfer entropy features are added to the feature vector first from locations furthest from 

m1, from which the auto-prediction error is generated in this study. When there is little output 

noise (SNR = ∞ and 60 dB), temporal auto-prediction error ( ( )11 mmET , ) is not utilized 

because the information it provides is largely the same as ( )11 mmEG ,  when there is little 

variability. 

Figure 4.1 presents two-dimensional projections of the four-dimensional optimal 

outlier detection feature vector in the chaotically-excited noiseless case. The “arms” projecting 

from the undamaged distribution represent each of the progressively increasing (in extent) 

linear or nonlinear damage conditions at each location. As damage manifests either linearly or 

nonlinearly, ( )11 mmEG ,  changes the most drastically at all locations. However, when damage 

is present at k4 or k5, the geometric auto-prediction error that is formulated from m1 changes 

less than when damage is introduced at other locations. The upward arms in Figure 4.1(a) are 

the linear and nonlinear k5 damage scenarios. Likewise, the downward arms in Figure 4.1(b) 

and Figure 4.1(c) are the linear and nonlinear k4 damage cases. ( )54 mmET , , ( )43 mmS , , and 

( )54 mmS ,  effectively spread the points from damage at these locations away from the 

undamaged distribution in the feature space. Also, as mentioned in Sections 2.3 and 3.3, cross-

prediction error can actually decrease at locations not subject to damage, while generalized 

interdependence stays the same at these same locations. Thus, in Figure 4.1(c) arms 

representing different locations project in three directions, while in Figure 4.1(d), there are 

only two projection directions. 

As the SNR decreases, more features are included in the optimal feature set in Table 

4.2. It is hypothesized that higher dimensionality is optimal when greater output noise is 
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present because of the characteristics of the variability in the data. In the noiseless case, 

variability comes from two sources: (1) the uniform variation of the spring stiffness within a 

set range and (2) the small variability based on a random selection of local fiducial points in 

the state-space-based features from which the mean is estimated. When the SNR is less than 

infinity, there is a third noise source that has Gaussian characteristics. Therefore, the 

combined variability is more Gaussian in cases where more output noise is present. Because 

the outlier detection method is based on Gaussian principles, higher dimensionality is possible 

in a case where the variability in the observations is closer to Gaussian. 

Table 4.2: Optimal combination of features for use with the multivariate outlier detection algorithm. 
Choices are made based on the best accuracy of true positives and negatives from the testing set in a 

brute force search of all possible feature combinations. Results from chaotically-excited 5DOF 
oscillator responses. 

 

Output SNR Optimal Feature Combination Number of 
Features 

∞ 
(Confidence = 99%) 

( )11 mmEG , , ( )54 mmET , , ( )43 mmS , , 
( )54 mmS ,  

4 

60 dB 
(Confidence = 99%) 

( )11 mmEG , , ( )21 mmET , , ( )43 mmET , , 
( )54 mmET , , ( )21 mmS , , ( )43 mmS , , 

( )54 mmS , , 
45 mmT

→max  
8 

40 dB 
(Confidence = 99%) 

( )11 mmEG , , ( )11 mmET , , ( )21 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )21 mmS , , 
( )32 mmS , , ( )43 mmS , , ( )54 mmS , , 

45 mmT
→max  

10 

20 dB 
(Confidence = 90%) 

( )11 mmEG , , ( )11 mmET , , ( )21 mmET , , 
( )32 mmET , , ( )43 mmET , , ( )54 mmET , , 
( )21 mmS , , ( )32 mmS , , ( )43 mmS , , 

( )54 mmS , , 
12 mmT

→max  

11 

 

Further evidence of the characteristics of the distributions can be gleaned by 

comparing Figure 4.1 to Figure 4.2. In the output noise-free scenario (Figure 4.1), the source 

of variability is chiefly from the uniformly distributed range of stiffness values allowed within 
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each damage class. When a significant amount of Gaussian output noise is added to the 

responses, the distributions of each damage class becomes more rounded and grouped closer 

to the mean of the class. Although these distributions would not be considered purely 

Gaussian, the difference from the case with no output noise is apparent. Also, because of the 

increased overall variability, the straight and narrow projections in the progressive damage 

directions have become much more rounded such that more dimensions is required to make 

them fully separable. Thus, the need for more dimensions is justified because of the increased 

Gaussianity of variability sources and the lack of distinctly separable damage in only two- or 

three-dimensional feature spaces. 

  

 
Figure 4.1: Two-dimensional projection of the optimal feature space for outlier detection. Results from 

5DOF oscillator with output SNR = ∞, where (a) ( )11 mmEG ,  vs. ( )54 mmET , , (b) ( )11 mmEG ,  vs. 
( )43 mmS , , (c) ( )54 mmET ,  vs. ( )43 mmS , , and (d) ( )43 mmS ,  vs. ( )54 mmS , . 

 

(a) (b) 

(c) (d) 



 205

Table 4.3 shows the optimal multivariate feature combination when the forcing is 

band-limited Gaussian noise. A high-dimensional feature set is optimal because the variability 

in the data is larger and predominantly Gaussian even when no output noise is present. Also of 

note, in most cases, one of the features left out of the feature vector is the temporal auto-

prediction error ( ( )11 mmET , ). It was shown in Section 2.2.4 that temporal auto-prediction 

error is largely unsuccessful when a stochastic input is utilized because it relies on strong 

temporal correlations between measurements taken at different times. 

 

 
Figure 4.2: Two-dimensional projection of the optimal feature space for outlier detection. Results from 
5DOF oscillator with output SNR = 40 dB, where (a) ( )11 mmEG ,  vs. ( )54 mmET , , (b) ( )11 mmEG ,  vs. 

( )43 mmS , , (c) ( )54 mmET ,  vs. ( )43 mmS , , and (d) ( )43 mmS ,  vs. ( )54 mmS , . 
 

 

 

(a) (b) 

(c) (d) 
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Table 4.3: Optimal combination of features for use with the multivariate outlier detection algorithm. 
Choices are made based on the best accuracy of true positives and negatives from the testing set in a 

brute force search of all possible feature combinations. Results from stochastically-excited 5DOF 
oscillator responses. 

 

Output SNR Optimal Feature Combination Number of 
Features 

∞ 
(Confidence = 95%) 

( )11 mmEG , , ( )11 mmET , , ( )21 mmET , , 
( )32 mmET , , ( )54 mmET , , ( )21 mmS , , 
( )32 mmS , , ( )43 mmS , , ( )54 mmS , , 

12 mmT
→max , 

45 mmT
→max  

11 

60 dB 
(Confidence = 90%) 

( )11 mmEG , , ( )21 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )21 mmS , , 
( )32 mmS , , ( )43 mmS , , ( )54 mmS , , 

12 mmT
→max , 

34 mmT
→max , 

45 mmT
→max  

12 

40 dB 
(Confidence = 90%) 

( )11 mmEG , , ( )21 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )32 mmS , , 

( )43 mmS , , ( )54 mmS , , 
12 mmT

→max , 

45 mmT
→max  

10 

20 dB 
(Confidence = 80%) 

( )11 mmEG , , ( )11 mmET , , ( )21 mmET , , 
( )32 mmET , , ( )43 mmET , , ( )54 mmET , , 
( )21 mmS , , ( )54 mmS , , 

12 mmT
→max , 

23 mmT
→max  

10 

 

Table 4.4 and Table 4.5 show the damage detection accuracies for the optimal 

multivariate feature sets from Table 4.2 and Table 4.3. Also, the accuracies for the best 

univariate feature are displayed. For a deterministic excitation, the accuracies for the 

multivariate set are 2 – 7% better than the univariate feature. Using the optimal feature 

combination, 96% of the runs are properly classified as damaged or undamaged for 40 dB or 

higher output noise. The accuracy drops to 81.44% for 20 dB output noise. Most of the false 

positives in these examples are from damage case NL - 1 at location k5 (from Table 4.1). 

Because the auto-prediction error in the feature set is taken from the mass response closest to 

the base, it is less effective at detecting damage closest to the free end of the system. The fact 
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that the least detectable damage case is nonlinear is likely just a result of the specific values 

chosen for L – 1 and NL – 1, for linear and nonlinear damage respectively. However, it is 

difficult to compare these damage cases because they represent different dynamical changes to 

the system. See Section 2.3.4.2 for more explanation. 

The optimal univariate feature for outlier detection in each case is not surprisingly the 

geometric auto-prediction error ( ( )11 mmEG , ), although temporal auto-prediction error 

( ( )11 mmET , ) was often within the variance of the test accuracies. These features are the least 

location sensitive of all options evaluated. The accuracy actually improves in the univariate 

feature set as noise is added up to 40 dB. This improvement with more noise is caused by how 

close the variability in the responses are to a Gaussian distribution, as discussed previously. 

Because the outlier detection method assumes normality, observations that are more Gaussian 

can have greater accuracy even if there is more variability in general. 

Table 4.4: Damage detection accuracies for the best multivariate feature set and the best univariate 
feature set. Results from chaotically-excited 5DOF oscillator responses. 

 

Output SNR Accuracy (%) for Optimal 
Multivariate Feature Set 

Accuracy (%) Univariate 
Feature: ( )11 mmEG ,  

 Undamaged Damaged Total Undamaged Damaged Total 
∞ (99% Conf.) 99.14 99.26 99.25 99.71 88.74 90.00

60 dB (99% Conf.) 97.43 96.33 96.46 98.86 91.07 91.97
40 dB (99% Conf.) 96.00 96.81 96.72 98.86 91.37 92.23
20 dB (90% Conf.) 89.14 81.44 82.32 91.14 77.81 79.34

 

Table 4.5: Damage detection accuracies for the best multivariate feature set and the best univariate 
feature set. Results from stochastically-excited 5DOF oscillator responses. 

 

Output SNR Accuracy (%) for Optimal 
Multivariate Feature Set 

Accuracy (%) Univariate 
Feature: ( )11 mmEG ,  

 Undamaged Damaged Total Undamaged Damaged Total 
∞ (95% Conf.) 85.43 85.85 85.80 91.71 10.04 19.41

60 dB (90% Conf.) 83.71 78.07 78.72 88.86 13.67 22.30
40 dB (90% Conf.) 83.14 78.81 79.31 89.14 10.19 19.25
20 dB (80% Conf.) 71.14 62.59 63.57 82.86 20.37 27.54
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The improvement with the optimal multivariate feature set is even more pronounced 

when a stochastic input is applied to the system (Table 4.5), with approximately 60 – 75% 

greater accuracy. In fact, univariate damage detection in this example appears to be much less 

accurate than pure chance because of the confidence levels imposed. For this example, a 50% 

confidence would actually result in approximately 50% accuracy if a 50% confidence level 

was set (see Figure 4.4(b)). The confidence levels shown in Table 4.5 were set to be near the 

ideal levels for equal false positives and false negatives in the optimal multivariate feature set; 

in any case, the improvement using a multivariate feature vector is apparent. 

ROC curves for the two types of excitation are displayed in Figure 4.3 and Figure 4.4. 

These ROC curves can be employed to help decide the best confidence threshold to use for the 

specific SHM system, factoring in the amount of conservatism required and the effectiveness 

of the selected feature set at detecting the desired damage. The negligible effect of 60 and 40 

dB output noise because of the use of a Gaussian classifier is again apparent in the univariate 

detection ROC curves under a deterministic excitation. Univariate detection under a stochastic 

excitation represents a case analogous to a coin flip. 
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Figure 4.3: ROC curves for detection of damage in the presence of four different Gaussian output noise 

levels, using (a) the optimal multivariate feature set and (b) the optimal univariate feature, 
( )11 mmEG , . Results from chaotically-excited 5DOF oscillator responses. 

 

(a) (b) 
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Figure 4.4: ROC curves for detection of damage in the presence of four different Gaussian output noise 

levels, using (a) the optimal multivariate feature set and (b) the optimal univariate feature, 
( )11 mmEG , . Results from stochastically-excited 5DOF oscillator responses. 

4.2.4.4 Localization 

A valuable property of many of the features introduced in this dissertation that rely on 

generalized correlations between nearby measurements is their ability to accurately localize 

damage to a specific part of a structure. This property can be utilized even in an unsupervised 

learning paradigm. If the assumption is made that damage is greatest at one specific location, a 

form of unsupervised group classification can take place. The procedure is as follows. First, 

the presence of outliers (i.e. damage) is determined from the above multivariate outlier 

detection method. Next, the location class decision is made using Eq. (4.4), which can be 

expressed slightly differently by: 

( ) ( ) ( )[ ]
ilociiloci floc

T
floc

i
i μfΣμfminargf* −−= −1 , (4.8) 

where the subscript loci represents a set of features that is locally isolated around a specific 

location i. Hence, assuming damage is present on a structure, the location where damage is 

predominantly positioned can be determined by the set of features at each possible location 

with the greatest outliers. 

The feature combinations were set up to be three-dimensional combinations of cross-

prediction error, generalized interdependence, and transfer entropy, where (1) 

(a) (b) 
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( ) ( )[ ]
122 2121 mmTmmSmmE TTloc →

= max,,,,f , (2) ( ) ( )[ ]
233 3232 mmTmmSmmE TTloc →

= max,,,,f , (3) 

( ) ( )[ ]
344 4343 mmTmmSmmE TTloc →

= max,,,,f , and (4) ( ) ( )[ ]
455 5454 mmTmmSmmE TTloc →

= max,,,,f . A 

two- or three-dimensional subset of these three features could also be employed. Cross-

measurement-based features cannot be formed based on responses on either side of spring k1. 

Therefore, the linear damage cases corresponding to damage at k1 were not included in the 

test. The three-dimensional feature spaces of these four feature vectors are visualized in Figure 

4.5. The distribution of points along the long arms in each figure represent when damage is 

present in the spring between the mass responses used to generate the features. The 

Mahalanobis squared distances will tend to be greatest in the one feature space of the four that 

corresponds to the correct location. 

 

 
Figure 4.5: Three-dimensional feature spaces used for an unsupervised learning-based, location 

classification scheme. Results from 5DOF oscillator subject to chaotic excitation and 60 dB output 
noise, where the feature spaces correspond to (a) location k2, (b) location k3, (c) location k4, and (d) 

location k5. 

(a) (b) 

(c) (d) 
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The accuracy results using this combined outlier detection and location classification 

scheme are shown in Table 4.6 and Table 4.7. Each accuracy value represents the ability of the 

algorithm to correctly classify both the presence (using the multivariate outlier detection 

method) and location (using the unsupervised learning group classification method) of damage 

at the same time for each test run. Given a deterministic excitation, there is an 87 – 92% 

accuracy for both detection and localization when the output noise is 40 dB or higher. This 

dissertation (Chapter 3) has shown that transfer entropy and generalized interdependence lose 

much of their sensitivity with an output SNR ≤ 20 dB. In fact, if only cross-prediction error is 

used for location classification, the ability correctly classify the location in the presence of 20 

dB output noise is on average around 64%, which is much better than the ~30% average using 

three features. Location classification is much less successful when a stochastic excitation was 

used. Although a stochastic excitation does not prevent use of the generalized correlation-

based features introduced in this dissertation, they are less effective because of their reliance 

on temporal synchronization of measurements. 

Table 4.6: Combined damage detection and localization accuracies using multivariate outlier detection 
and unsupervised learning-based localization. Results from chaotically-excited 5DOF oscillator 

responses. 
 

Output SNR Accuracy (%) 

 Undamaged Damage 
at k2 

Damage 
at k3 

Damage 
at k4 

Damage 
at k5 

Total 

∞ (99% Conf.) 99.14 94.50 97.67 99.00 95.17 91.90
60 dB (99% Conf.) 97.43 96.33 96.00 96.83 86.83 89.55
40 dB (99% Conf.) 96.00 91.50 94.50 93.67 85.83 87.21
20 dB (90% Conf.) 89.14 57.00 14.50 17.83 30.67 37.53

 

It should be noted that, although not analyzed, damage location detection may still be 

possible in spring k1 or in multiple simultaneous springs with a slight modification to the 

method described above. If a threshold were set for the Mahalanobis distance of each of the 

locally-isolated feature sets ilocf , than an outlier detection method could be utilized 
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where if any of the ilocf  are above their prescribed thresholds than that location could 

be deemed as damage even if other locations are also damaged. In addition, if damage 

was detected, but none of the ilocf  trigger as an outlier, than it can be inferred that 

damage is present at the location that was not locally isolated, for example, at k1. 

Table 4.7: Combined damage detection and localization accuracies using multivariate outlier detection 
and unsupervised learning-based localization. Results from stochastically-excited 5DOF oscillator 

responses. 
 

Output SNR Accuracy (%) 

 Undamaged Damage 
at k2 

Damage 
at k3 

Damage 
at k4 

Damage 
at k5 

Total 

∞ (95% Conf.) 85.43 69.06 33.63 5.07 33.41 37.49
60 dB (90% Conf.) 83.71 55.00 46.17 17.00 29.17 42.80
40 dB (90% Conf.) 83.14 55.00 44.50 18.17 35.17 43.93
20 dB (80% Conf.) 71.14 39.33 38.67 18.17 34.83 37.64

 

4.2.5 Experimental bolted frame 

4.2.5.1 Experimental setup 

The unsupervised learning-based outlier detection and localization algorithm was also 

applied to an experimental frame structure with horizontal members connected by two bolted 

lap joints. This tested structure and setup can be viewed in Figure 2.53 and is described in 

Section 2.3.5. Two sets of PCB A352C65 ICP accelerometers (100 mV/g) (labeled in Figure 

2.53) were utilized to measure the structure’s response dynamics near the two horizontal 

bolted connections. The two accelerometers at each joint (joint A: accelerometers 1 and 2 and 

joint B: accelerometers 3 and 4) are bonded to the structure directly above and below each 

other on the top and bottom members of the lap joints, ensuring strong initial baseline 

correlations in the measurements. Thus, as the strength of the connection degrades, the 

measured correlations change correspondingly. The sign of measurements on the underside of 

the members were reversed to match the responses of the adjacent sensors on the top side of 
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the horizontal bars. Given two measurement locations, eight different features were considered 

candidates for inclusion in the multivariate feature set: ( )11 xxEG , , ( )11 xxET , , ( )21 xxET , , 

( )43 xxET , , ( )21 xxS , , ( )43 xxS , , 
12 xxT

→max , and 
34 xxT

→max . This set of features is 

analogous to the one considered in the computational example with a more limited number of 

measurement locations. 

Structural damage was introduced into the frame through changes in preload at each 

bolt individually. The damage conditions listed in Table 4.8 were produced by carefully 

loosening the bolt, and then re-torquing it to the desired preload as measured from an 

instrumented torque wrench. The applied input to the shaker consisted of the first coordinate 

of the chaotic Lorenz oscillator utilized for the computational example, but with parameters 

equal to s = 16, r = 45.92, b = 4, ε = 90. To reproduce a large number of runs, data was 

sampled at 4 kHz for 182.5 s. This data was then split into 20 separate 35000 point (8.75 s) 

runs, with the first 30000 points removed to prevent transients. Ten of the 182.5 s runs were 

measured for each damage case, resulting in 200 total runs that are 35000 data points each. 

Twenty of these runs were made at the baseline condition (400 total 35000 point runs) such 

that additional data sets were available for training the unsupervised learning algorithm.  

Table 4.8: List of controlled damage cases for the frame experiment consisting of three horizontal 
members as used for damage classification 

 

Damage Case Bolt Torque (in-lbs) 
0 150 
1 120 
2 90 
3 60 
5 Finger Tight 

 

Ideally, each of the 100 runs (or 400 in the case of the baseline condition) should 

involve a loosening and re-torquing of the bolt to the desired preload, such that repeatability is 

ensured. However, because of testing constraints, this loosening and re-torquing procedure 



 214

was only conducted after a set of five 182.5 s runs was obtained. Therefore, this procedure 

was only done four times in the 400 total undamaged runs and twice for each of the damage 

conditions in Table 4.8. However, because only the baseline data is used for the training, there 

will still be components of four sets of this loosening and re-torquing procedure included in 

the training data. Therefore, if the undamaged cases are repeatable, and the damaged cases are 

detectable, than the unsupervised learning technique can still be considered valid. 

4.2.5.2 Experimental results 

The outlier detection algorithm was attempted on three feature vector sets. As in the 

computational example, a brute force search was conducted to find the optimal multivariate 

feature combination to use. Second, the best univariate damage detection result was found. 

Third, an optimal feature set was chosen based on what may be guessed as appropriate from 

the computational example. In the output noise-free chaotically-excited data, the best feature 

set in the computational oscillator was composed of geometric auto-prediction error 

( ( )11 mmEG , ), as well as cross-prediction errors ( ( )YX,TE ) and generalized 

interdependences ( ( )YX,S ) from locations furthest from the auto-prediction error 

measurement location. Therefore, a similar feature set was chosen for this experimental 

example as:  ( ) ( ) ( )[ ]434311 xxSxxExxE TG ,,,,,f = . 

The truly optimal multivariate feature set (assuming 99% confidence) was found to be 

( ) ( ) ( ) ( )[ ]21431111 xxSxxExxExxE TTG ,,,,,,,f = . This is not drastically different from the 

feature set inferred from computational results, despite the structural systems being very 

different. The results using the three combinations of feature vectors are shown in Table 4.9 

and Figure 4.6. The optimal feature set is quite successful at damage detection, with about 

18% better accuracy than the best univariate feature. The feature set deduced based on 
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computational results is also superior to the univariate case by about 4% accuracy. These 

differences are evident in the ROC curves as well. 

Table 4.9: Damage detection accuracies for the best multivariate feature set and the best univariate 
feature set. Results from chaotically-excited experimental frame structure responses. 

 

Output SNR Accuracy (%) 
 Undamaged Damaged Total 

Optimal Multivariate Feature 
Set (99% Confidence) 98.00 99.50 99.33 

Optimal Feature Set from 
Computational Model  

(85% Confidence) 
88.00 84.56 84.94 

Optimal Univariate Feature 
(80% Confidence) 80.00 81.25 81.11 
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Figure 4.6: ROC curves for detection of damage for the optimally found multivariate feature set using a 
brute force search, the feature vector chosen based on deduction from the computational system, and the 

optimal univariate outlier detection method. Results from chaotically-excited experimental frame 
structure responses. 

 

Using the location classification method outlined in Section 4.2.4.4, this unsupervised 

learning technique is also fairly successful at locating damage (Table 4.10). Close to 90% total 

detection and localization accuracy is achieved when utilizing the optimal multivariate feature 

set. The localization capability is fairly equal between joints A and B. However, false 
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negatives were seen more in joint A than joint B, so the overall classification (damage and 

location) at this joint is lower, especially in the non-optimal feature sets. 

Table 4.10: Combined damage detection and localization accuracies using multivariate outlier detection 
and unsupervised learning-based localization. Results from chaotically-excited experimental frame 

structure responses. 
 

Output SNR Accuracy (%) 

 Undamaged Damage at 
Joint A 

Damage at 
Joint B Total 

Optimal Multivariate Feature 
Set (99% Confidence) 98.00 87.00 90.38 89.72

Optimal Feature Set from 
Computational Model  

(85% Confidence) 
88.00 57.37 89.62 75.11

Optimal Univariate Feature 
(80% Confidence) 83.14 50.25 91.13 71.72

 

4.2.6 Summary of outlier detection 

In this section, a multivariate outlier detection algorithm was applied to the novel 

features previously introduced in this dissertation. This technique employs training data only 

from the baseline condition in an unsupervised learning paradigm. A confidence threshold was 

instituted on the Mahalanobis squared distance calculated from a multivariate set of one-

dimensional features such that outliers representative of damage could be triggered. 

Validation was performed on an MDOF dynamic oscillator subject to linear and 

nonlinear changes in stiffness, as well as input and output noise sources. In addition, further 

experiments were conducted on a bolted frame structure, where damage manifested as changes 

in preload in two of the bolted connections. The algorithm introduced was accurately able to 

classify the observations as damaged or undamaged more than 99% of the time, assuming the 

optimal feature set is selected. If the optimal feature set is unknown, damage detection 

accuracy can still be improved by smartly choosing a feature vector based on information 

about the features themselves, the type of structure, and/or damage expected. 
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In addition, a modification to the technique was introduced such that damage 

localization was possible with only undamaged training data. This method relies on comparing 

the Mahalanobis squared distance between feature sets that are sensitive to only local damage. 

Accuracies of approximately 90% were achieved for complete detection and localization of 

damage in both the simulated and experimentally tested structures.  

This outlier detection and location classification method has shown applicability when 

data from damaged scenarios is not available for the training portion of the algorithm. 

However, if that data is available as in a supervised learning paradigm, greater accuracy and 

more information about the damage may be achievable. The next section investigates using 

similar BDT-based principles for full classification when damaged data is accessible.  

4.3 Group Classification with Supervised Learning 

4.3.1 Introduction 

If data are available from both the undamaged and damaged states of a structure, then 

it may be possible to obtain a more accurate and complete assessment of damage. Damaged 

data may be present for systems where a high-fidelity model or experimental testbed is 

available, or where damage to the system itself may be repeatably and reversibly introduced. 

As stated in the introduction, the damage state of a system can be characterized by (Rytter 

1993): (1) its existence, (2) its location, (3) its type, (4), its extent, and (5) the amount of 

useful life of the structure based on this condition (prognosis). With supervised learning, 

coupled with analytical and system fatigue models, it may be possible to extract information 

about each of these five descriptions of the damage. The previously outlined method that 

assumed unsupervised learning (Section 4.2) was limited to only the presence and location of 

damage. 
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Given that each of the five characterizations of damage can be separated into discrete 

categories, a group classification algorithm may be an effective technique for transforming 

measurements from features into useful information about a structure’s damage condition. 

These techniques typically involve data-driven machine learning algorithms such as LDA 

(Garcia et al. 1997) and support vector machines (SVM) (Worden and Manson 2007). Recent 

work has made use of look-up tables (Sohn, Farrar, Hunter and Warden, Los Alamos National 

Laboratory report, 2001), which involve unsupervised learning, but in such a way that data 

can be classified into categories of environmental or operational conditions. This technique 

can also be applied to damaged conditions using supervised learning. Data normalization 

techniques such as this have also been used in conjunction with auto-associative neural 

networks (Worden 1997). A frequently researched topic in regard to group classification in 

recent years is the use of neural networks such as this (Garcia et al.1997; Qian and Mita 2006; 

Worden and Manson 2007; Yan 2006). A key aspect of neural network-based classification 

algorithms is the choice of inputs. Previous inputs have included the time series itself (Tsai 

and Hsu 2002; Qian and Mita 2006), preprocessed or transformed time series data (Yan 2006), 

and features such as mode shapes (Garcia et al. 1997), cross-correlations, and the 

transmissibility function (Worden 1997). 

Here, several approaches are employed using a multivariate feature vector composed 

of the features introduced from this work. Two variations of a BDT-based approach assuming 

Gaussian variability is presented. These methods will be used to classify damage by its 

presence, type, location, and extent simultaneously. These results are compared to a feed-

forward neural network, where the inputs to the network are nonlinear time series and 

generalized correlation-based features. Results are tested on a simulated MDOF dynamic 

oscillator subject to linear and nonlinear stiffness changes and an experimental frame 
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structure, where damage is introduced through preload changes in bolted lap joints. All three 

methods prove valid at identifying these types of damage characteristics to high accuracy. 

4.3.2 Testbeds 

First, the 5DOF oscillator subject to band-limited noise and chaotic excitations from 

Section 4.2.4.1 was analyzed, with the same baseline (undamaged) and damaged parameters. 

Three linear damage cases were instituted independently at each spring ki, i = 1,…,5 at levels 

according to Table 4.1. Furthermore, three nonlinear changes were created in accordance with 

Eq. (4.7) at the extents in Table 4.1 for springs k2, k3, k4, and k5. Classification of these damage 

scenarios can be described in four parts. First, the system must be categorized as damaged or 

undamaged. If the system is damaged, the type of damage can be either linear or nonlinear. 

The location of damage will be one of the five possible spring positions. Finally, the extent of 

damage can be determined as one of three possible extents based on whether damage is linear 

or nonlinear. As evidenced in Table 4.1, these extents actually span a range of possible values. 

Thus, variability is introduced in this way, as in real applications, where damage could 

manifest in a wide variety of states. Additional variability was simulated by adding Gaussian 

output noise at 60 dB, 40 dB, and 20 dB. 100 runs were produced at each damage 

classification (type, location, and extent), and 500 runs were generated from the baseline 

condition. Total, there are 3200 runs, where the condition of the system for any run will be 

classified as one of 28 possible states. These states are shown in Table 4.11. 

The experimental testbed is also identical to that used for the outlier analysis in 

Section 4.2.5.1 and Figure 2.53. The damage conditions listed in Table 4.8 were imposed on 

each of the two horizontal joints individually. Therefore, a similar set of classifications 

regarding the character of the damage can be made with this experiment. The presence of 

damage is characterized by preload in either bolt of less than the baseline 150 in-lbs. The 
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location of damage can be either at joint A or joint B as shown in Figure 2.53. There are four 

different damage extents as described by the amount of preload in the bolts from Table 4.8.  

Table 4.11: Damage classifications for simulated 5DOF oscillator. Damage extents correspond to 
spring stiffnesses based on values in Table 4.1 for the structure in Figure 2.48. 

 

Damage 
Classification Presence Type Location Extent 

1 Undamaged N/A N/A 0 
2 Damaged Linear k1 L – 1 
3 Damaged Linear k1 L – 2 
4 Damaged Linear k1 L – 3 
5 Damaged Linear k2 L – 1 
6 Damaged Linear k2 L – 2 
7 Damaged Linear k2 L – 3 
8 Damaged Linear k3 L – 1 
9 Damaged Linear k3 L – 2 

10 Damaged Linear k3 L – 3 
11 Damaged Linear k4 L – 1 
12 Damaged Linear k4 L – 2 
13 Damaged Linear k4 L – 3 
14 Damaged Linear k5 L – 1 
15 Damaged Linear k5 L – 2 
16 Damaged Linear k5 L – 3 
17 Damaged Nonlinear k2 NL – 1 
18 Damaged Nonlinear k2 NL – 2 
19 Damaged Nonlinear k2 NL – 3 
20 Damaged Nonlinear k3 NL – 1 
21 Damaged Nonlinear k3 NL – 2 
22 Damaged Nonlinear k3 NL – 3 
23 Damaged Nonlinear k4 NL – 1 
24 Damaged Nonlinear k4 NL – 2 
25 Damaged Nonlinear k4 NL – 3 
26 Damaged Nonlinear k5 NL – 1 
27 Damaged Nonlinear k5 NL – 2 
28 Damaged Nonlinear k5 NL – 3 

 

Because the damage conditions where nonlinearity is assured is not specifically 

known, nonlinearity was chosen somewhat arbitrarily as the two higher damage cases (60 in-

lbs preload and finger tight). These conditions were selected as being of type “nonlinear” 

because some rattling was heard during testing at these higher damage levels. However, this 

characterization in terms of complete classification is irrelevant, because whether these 

damage conditions are considered of type “linear” or “nonlinear” does not change the total 
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number of distinct categories the structure can manifest itself as (i.e., either four damage levels 

or two damage levels each from two different types of damage).  

Overall, there are nine classifications possible in the experimental testbed (Table 

4.12). 200 runs were made at each damage classification as described in Section 4.2.5.1, 

where 100 runs were generated between each loosening and re-tightening of the bolt to a 

different condition. Similarly, 400 runs were measured in the undamaged condition. In total, 

there are 2000 total runs including the undamaged data and the damaged data at each damage 

condition. 

Table 4.12: Damage classifications for experimental frame structure. Damage extents correspond to 
bolted joint preloads for the structure from Figure 2.53. 

 

Damage 
Classification Presence Type Location Extent 

1 Undamaged N/A N/A 0: 150 in-lbs 
2 Damaged Linear Joint A 1: 120 in-lbs 
3 Damaged Linear Joint A 2: 90 in-lbs 
4 Damaged Nonlinear Joint A 3: 60 in-lbs 
5 Damaged Nonlinear Joint A 4: Finger Tight 
6 Damaged Linear Joint B 1: 120 in-lbs 
7 Damaged Linear Joint B 2: 90 in-lbs 
8 Damaged Nonlinear Joint B 3: 60 in-lbs 
9 Damaged Nonlinear Joint B 4: Finger Tight 

 

The features that can be used as part of the vector that is input into a classification 

scheme are again the same as the outlier analysis study (Section 4.2.3). For the computational 

test, there are 14 possible features, including geometric and temporal auto-prediction error at 

mass 1 ( ( )11 xxEG ,  and ( )11 xxET , ), along with cross-prediction error ( ( )YX,TE ), 

generalized interdependence ( ( )YX,S ), and the maximum (over a range of delays) modified 

transfer entropy ( ( )ττ
τ

,maxmax xyTT xy →=
→

) for adjacent responses about each of the 

springs k2, k3, k4, and k5. For the experimental frame test, there are eight features considered 

because there are only two locations: ( )11 xxEG , , ( )11 xxET , , ( )21 xxET , , ( )43 xxET , , 
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( )21 xxS , , ( )43 xxS , , 
12 xxT

→max , and 
34 xxT

→max . It is expected that the two auto-prediction 

error features will be especially useful for overall damage detection and damage extent 

determination, and the other features will be particularly effective for classification of damage 

type and location. 

4.3.3 Parallel multivariate Gaussian classification 

The theory behind the supervised learning-based group classification technique 

utilized in this section is similar to that derived for outlier analysis in Section 4.2. However, 

this time, data are assumed to be available for the training set at the damaged conditions as 

well. Therefore, there are fewer limitations on the information about damage that can be 

included. From Eq. (4.4), the multivariate class decision can be written as (Duda et al. 2001): 

( ) ( ) ( )[ ]ii μfΣμfminargf* −−= −1T
i

i . 

where i is the class decision, f is a multivariate observation or feature vector, μi are the means 

of the features for the given class i based on training data, and Σ is the covariance matrix of 

the feature vector (assumed equal for all classes). Hence, the current observation is considered 

part of the class from which it is closest to as determined by the Mahalanobis squared 

distance. The observation distributions for this derivation are assumed to be Gaussian, with 

each class having an equal covariance, Σ. 

Here, the presence, type, location, and extent of damage as identified by Rytter (Rytter 

1993) will be considered as part of a complete classification scheme. The prognosis (future 

useful life) is not under consideration, as this dissertation has only considered simple small-

scale systems where the past history, fatigue, and operating conditions are not relevant.  

All possible combinations of these damage characteristics will be considered 

simultaneously, such that each class i represents one of the 28 possible states of health the 
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computational system could be in, or one of the nine possible states for the experimental frame 

structure. The method here will be termed a parallel classification algorithm, as each class 

characteristic (e.g. presence, type, location, and extent of damage) as described by Rytter is 

identified simultaneously from a single multivariate feature vector. 

In order to determine the optimal multivariate feature vector to be used as f in the 

classifier, a brute force search was conducted as in Section 4.2.4.2. 30% of the runs from each 

class were randomly selected to be a part of the training set, from which the feature means μi 

and covariances Σ i at each class were estimated. Then, the other 70% of the data was used to 

test each of the possible feature combinations. For a set of M features, this amounts to M2 – 1 

possible combinations of the features. The feature vector combination that has the highest 

accuracy was chosen as optimal, where the accuracy equals the number of total correct 

classifications divided by the total runs tested. It should be noted that the optimal is not 

necessarily much better than several other feature combinations. In the tests, there were often 

very small accuracy differences between different feature combinations, where, given a 

different random selection of training and testing data, the optimal may not be identical each 

time. However, these variations of the feature combinations with similar accuracies usually 

have a composition with, for example, one feature different out of a ten-dimensional vector. 

The goal in this multivariate classification section is to understand why certain types of 

features are preferred for a given classification scheme, and to demonstrate the ability of the 

methods to fully classify a structure’s condition given the use of these novel features as inputs. 

4.3.3.1 Computational results 

The optimal feature sets found through the brute force search for the chaotically-

driven 5DOF oscillator are shown in Table 4.13. Regardless of output SNR present in the data, 

the selected optimal feature vector has several common characteristics. First, both geometric 
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( ( )11 mmEG , ) and temporal auto-prediction error ( ( )11 mmET , ) are part of the feature 

combination. From previous studies in this dissertation, these two features are typically the 

most sensitive to low levels of damage and the least sensitive to the location of damage 

(Section 2.2). Therefore, these features are useful to the classification algorithm for separating 

between damaged and undamaged, and for determining the degree of damage. The 

multivariate feature vector also includes a cross-measurement-based feature at each location. 

Either ( )YX,TE , ( )YX,S , or xyT
→max  is part of the feature vector at a location around each 

spring. These features are quite effective at determining the location of damage (Sections 2.3, 

3.2, and 3.3), as they are typically locally affected only by changes in between the 

measurements x and y from which they are formulated.  

In the scenarios where there is little to no output noise (SNR = 60 dB and ∞), at least 

one transfer entropy feature and one cross-prediction error feature each are included. Transfer 

entropy is only locally affected in the case of linear stiffness changes, for it exhibits changes 

with damage at all locations for nonlinear damage (Section 3.2.4). Conversely, cross-

prediction error is a locally isolated measure for both linear and nonlinear dynamical changes 

in this system. Therefore, by including at least one cross-prediction error and one transfer 

entropy, the damage type can be easily differentiated. As a result, each of the four desired 

damage characteristics can be distinguished in as a little as a six-dimensional feature space. 

Although more features may provide additional information, this does not guarantee better 

accuracies because of the curse of dimensionality (Section 4.2.4.2; Bellman 1961). When 

more output noise is present, the transfer entropy is dropped from the optimal feature vector 

because it is more sensitive to the presence of noise (especially output noise) in its estimate 

than the other features (Section 3.2.4). Similar feature combinations are selected when the 

system is excited stochastically (Table 4.14). 
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Table 4.13: Optimal combination of features for use with the parallel multivariate Gaussian 
classification algorithm. Choices are made based on the best accuracy from the testing set in a brute 
force search of all possible feature combinations. Results from chaotically-excited 5DOF oscillator 

responses. 
 

Output SNR Optimal Feature Combination Number of 
Features 

∞ 
( )11 mmEG , , ( )11 mmET , , ( )43 mmET , , 

( )54 mmS , , 
12 mmT

→max , 
23 mmT

→max  6 

60 dB 

( )11 mmEG , , ( )11 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )43 mmS , , 

( )54 mmS , , 
12 mmT

→max  
8 

40 dB 
( )11 mmEG , , ( )11 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )43 mmS , ,  

6 

20 dB 
( )11 mmEG , , ( )11 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )32 mmS , , 

( )43 mmS ,  
7 

 

Table 4.14: Optimal combination of features for use with the parallel multivariate Gaussian 
classification algorithm. Choices are made based on the best accuracy from the testing set in a brute 

force search of all possible feature combinations. Results from stochastically-excited 5DOF oscillator 
responses. 

 

Output SNR Optimal Feature Combination Number of 
Features 

∞ 
( )21 mmET , , ( )32 mmET , , ( )43 mmET , , 

( )54 mmET , , ( )21 mmS , , ( )32 mmS , , 
( )54 mmS ,  

7 

60 dB 

( )11 mmEG , , ( )21 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )21 mmS , , ( )32 mmS , , 

( )43 mmS , , ( )54 mmS , , 
12 mmT

→max , 

34 mmT
→max  

10 

40 dB 

( )11 mmET , , ( )21 mmET , , ( )43 mmET , , 
( )21 mmS , , ( )32 mmS , , ( )43 mmS , , 

( )54 mmS , , 
12 mmT

→max  
8 

20 dB 

( )11 mmEG , , ( )21 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )21 mmS , , 
( )32 mmS , , ( )43 mmS , , ( )54 mmS , , 

12 mmT
→max , 

45 mmT
→max  

11 
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Projections of this six-dimensional space are displayed in Figure 4.7 for the 

chaotically-excited 5DOF oscillator subject to no output noise. In Figure 4.7(a) the lines 

stretching away from the undamaged points correspond to progressive damage at all the spring 

locations. The upper trajectory represents linear damage and the lower trajectory nonlinear 

damage. In Figure 4.7(b) and Figure 4.7(c), the cross-measurement-based features 

progressively stretch as damage increases into protruding arms pointing in different directions 

based on location. In the transfer entropy (Figure 4.7(c)) there are a greater number of arms, as 

the nonlinear damage cases at other locations also produce tractable changes. 

 
Figure 4.7: Two- and three-dimensional projections of the optimal feature space for 

multivariate parallel classification. Results from 5DOF oscillator subject to chaotic excitation and 
output SNR = ∞, where (a) ( )11 mmEG ,  vs. ( )11 mmET , , (b) ( )43 mmET ,  vs. ( )54 mmS , , and (c) 

12 mmT
→max  vs. 

23 mmT
→max  vs. ( )43 mmET , . 

 

(a) (b) 

(c) 
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Results for these types of group classification studies often involve truth tables, where 

the class given for each run is listed versus its actual class. However, in this case, with as 

many as 28 possible classification choices, only the accuracies for each class will presented. 

These accuracies for each of the possible classifications are shown in Figure 4.8 and Figure 

4.9. For the chaotically-excited 5DOF oscillator with no output noise, the total accuracy for 

grouping each of the test data into the correct one of the 28 possible classes is 94.73%. The 

accuracy is still quite good (87.78%) for as low as 40 dB output noise. The loss in accuracy as 

output noise is added up to 40 dB is predominantly from improperly classifying undamaged 

data as damaged (false positives in Class 1). The accuracy falls by over 30% when the SNR is 

20 dB. This decrease is largely caused by the loss in sensitivity of the transfer entropy (and to 

some extent the generalized interdependence) at this level of output noise, as detailed in 

Sections 3.2.4 and 3.3. Without the transfer entropy especially, the ability to determine the 

type of damage is greatly diminished. Therefore, much of the linear damage is improperly 

classified as nonlinear. In the nonlinear damage scenarios (Classes 17-28), damage is still 

properly classified over 80% of the time in many cases. 

When the system is excited by band-limited Gaussian noise, the accuracies are greatly 

diminished, starting at 50.40% with zero output noise. These poor accuracies are caused by a 

loss in sensitivity in the features at low levels of damage. Damage at these low levels are more 

likely to be indistinguishable from the undamaged case when the system is driven 

stochastically. As a result, this classification scheme may be better suited to classifying 

damage only at the moderate to severe levels (L – 2, L – 3, NL – 2, and NL – 3).  
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Figure 4.8: Classification accuracies using optimal parallel multivariate Gaussian classification, where 
(a) output SNR = ∞, (b) output SNR = 60 dB, (c) output SNR = 40 dB, and (d) output SNR = 20 dB. 

Results from chaotically-excited 5DOF oscillator responses. 
 

4.3.3.2 Experimental results 

The damage classification capability for the experimental frame structure is shown in 

Figure 4.10. The accuracy for this experimental test is actually higher than that of the 

computational example. The better accuracy despite the operational variability inherent to the 

experiment is a result of the lesser number of possible feature combinations and the fewer 

classifications required. In this test, only nine possible outcomes were considered, so the 

algorithm was better able to differentiate between this limited number of classes.  

Interestingly, the optimal feature vector was composed of all eight features 

considered, (i.e. ( ) ( ) ( ) ( ) ( ) ( )[ ]
3412432143211111 xxxx TTxxSxxSxxExxExxExxE TTTG →→

= maxmax ,,,,,,,,,,,,,f . 

Because of the smaller number of features and damage classifications, the dimensionality of 

the entire feature vector was not too high to cause problems with sparsely populated regions of 

(a) (b) 

(c) (d) 
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the feature space. Consequently, given a small structure, or a region of a structure that is being 

interrogated locally, the parallel Gaussian classification algorithm utilized herein may be 

capable of achieving accuracies as in this example of over 99%. 
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Figure 4.9: Classification accuracies using optimal parallel multivariate Gaussian classification, where 
(a) output SNR = ∞, (b) output SNR = 60 dB, (c) output SNR = 40 dB, and (d) output SNR = 20 dB. 

Results from stochastically-excited 5DOF oscillator responses. 
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Figure 4.10: Classification accuracies using optimal parallel multivariate Gaussian classification. 

Results from chaotically-excited experimental frame structure responses. 
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4.3.4 Serial multivariate Gaussian classification 

The difficulty with a high number of inputs/high number of outputs classification 

algorithm like that employed for Section 4.3.3 is that the optimal feature vector must be suited 

to characterization of several different aspects of the damage in parallel. As a result, certain 

features may be required to be present in the combined feature vector that have little to no 

relevance on certain aspects of the damage. For example, detecting whether the system is in 

general damaged or undamaged does not require local measures of correlation at every 

possible location. This was shown in Section 4.2, where the optimal feature vector for outlier 

analysis (damage detection under unsupervised learning) was found to have cross-

measurement-based features at only two locations in the computational oscillator rather than 

all four. However, for full parallel multivariate classification, a cross-measurement-based 

feature must be included at all four locations of the computational oscillator such that 

localization can be simultaneously achieved. Therefore, a feature vector that performs full 

parallel classification must include many cross-measurement-based features, even though only 

some aspects of the damage categories require it. 

Because the four aspects (presence, type, location, and extent of damage) require 

unique categorizations of damage in themselves, it may be advantageous to break the 

multivariate Gaussian classification scheme into a serialized form such that a unique 

combination of features can be employed for individual sub-components of the damage 

characteristics. Thus, structural damage can be progressively classified in greater and greater 

detail using the same classification algorithm applied to independent feature vector sets. 

4.3.4.1 Computational results 

The breakdown of the serial classification scheme for the computational 5DOF 

oscillator is illustrated in Figure 4.11. Each of the rectangular blocks represents a separate sub-
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classification that requires a unique combination of features as inputs. First, damage detection 

is performed. Although a two-class decision can be made using Eq. (4.4), this dissertation 

employed the outlier detection algorithm from Eq. (4.6), with the same thresholds used in 

Section 4.2. Because damage in this example can take on many different forms based on type 

(linear/nonlinear) or location, the mean and standard deviation of the “damaged” training set 

could be far from individually specific classification distributions. Therefore, greater accuracy 

can actually be achieved by using the outlier detection method where only unimodal 

undamaged data is employed for training than all the data. 

 
Figure 4.11: Illustration of the serial multivariate Gaussian classification scheme for the computational 
5DOF oscillator. Each classification step is represented by the rectangular blocks. The classifications 
lead to decisions about aspects of the structural condition, which further leads to a new classification 

step with a unique feature vector set. 
 

If the algorithm determines that the structure is damaged, than a second classification 

based on a different set of features is performed that determines if the damage is linear or 
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nonlinear. Once this decision has been made, the location of damage is determined with a third 

feature set. Given a damage type and location, the extent of damage can be ascertained using 

the fourth and final feature vector for classification. 

The successive classifications do not necessarily have to be in this order. Obviously, 

the presence of damage must be decided first, as this categorization determines if further 

classification is even necessary, but the other aspects of the damage can be determined in any 

order. The order of classification in Figure 4.11 was chosen based on some knowledge of the 

features. For example, damage type was classified second because the feature sets required for 

damage localization could actually be different depending on if the damage is linear or 

nonlinear. The transfer entropy is only capable of locating damage when the stiffness is 

changed linearly, and thus should only be used in a linear localization classification. 

Alternatively, a more specific feature vector may be possible for damage type classification if 

the damage locations are already known, so performing these classifications in the reverse 

order may be just successful. A third option would be to classify damage type and location 

simultaneously, but separate from the presence and extent of damage. The damage extent was 

classified last because some of the measurement correlation-based features can effectively 

determine the extent of damage, but only if damage is present at a particular location. The 

optimal order of these types of serial classification schemes may be application- or feature 

vector-specific. 

For this technique, the optimal feature vector for each separate classification was 

discovered using a brute force search of all possible feature combinations. A representative 

example of these optimal feature vectors for each classification block in Figure 4.11 can be 

found in Table 4.15. This example is from the chaotically-driven 5DOF oscillator with no 

output noise. The presence of damage is determined based on the outlier detection scheme 

from Section 4.2, and the optimally chosen feature vector is discussed in Section 4.2.4.3.  
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Table 4.15: Optimal combination of features for use with the serial multivariate Gaussian classification 
algorithm. Choices are made based on the best accuracy from the testing set in a brute force search of 
all possible feature combinations. Results from chaotically-excited 5DOF oscillator responses with 

output SNR  = ∞. 
 

Classification Level Optimal Feature Combination Number of 
Features 

Presence 
( )11 mmEG , , ( )54 mmET , , ( )43 mmS , , 

( )54 mmS ,  
4 

Type 

( )11 mmET , , ( )32 mmET , , ( )54 mmET , , 
( )43 mmS , , ( )54 mmS , , 

12 mmT
→max , 

23 mmT
→max , 

34 mmT
→max , 

45 mmT
→max  

9 

Location (Linear) 

( )11 mmEG , , ( )11 mmET , , ( )32 mmET , , 
( )43 mmET , , ( )54 mmET , , ( )21 mmS , ,  

12 mmT
→max  

7 

Location (Nonlinear) ( )21 mmET , , ( )43 mmET , , ( )54 mmET ,  3 

Extent (Linear, k1) 
( )11 mmEG , , ( )54 mmET , , 

23 mmT
→max , 

34 mmT
→max  

4 

Extent (Linear, k2) ( )11 mmEG ,  1 

Extent (Linear, k3) ( )11 mmEG ,  1 

Extent (Linear, k4) ( )11 mmET , , ( )43 mmS ,  2 

Extent (Linear, k5) 
( )11 mmET , , ( )54 mmET , , ( )54 mmS , , 

45 mmT
→max  4 

Extent (Nonlinear, k2) ( )11 mmEG ,  1 
Extent (Nonlinear, k3) ( )43 mmS ,  1 

Extent (Nonlinear, k4) 
( )11 mmET , , ( )32 mmET , , ( )21 mmS , , 

( )54 mmS ,  
4 

Extent (Nonlinear, k5) ( )11 mmEG ,  1 
 

The optimal feature vector for classifying the type of damage is a nine-dimensional set 

composed of many different types of features. The transfer entropy is included at all four 

locations because it is locally-specific only for linear scenarios. Therefore, if the transfer 

entropy is different from the baseline at multiple locations, but the cross-prediction error or 

generalized interdependence are only changed from the baseline at one location, than the 
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damage can be presumed as nonlinear. Auto-prediction error, cross-prediction error, and 

generalized interdependence can separate linear and nonlinear damage mechanisms by their 

functional trends with progressive damage. These trends and separation between damage types 

can be evidenced in Figure 4.7(a), where the linear trend in auto-prediction error is the steeper 

sloped projection. 

The location of linear damage also is best discovered with a high-dimensional feature 

vector, this time with both types of auto-prediction error, generalized interdependence and 

transfer entropy around spring k2, and cross-prediction error at the k3, k4, and k5 locations. 

Cross-prediction error tends to be the most locally isolated damage feature at any spring 

location, so this measure is utilized here to determine three of the possible damage locations. 

However, ( )21 mmET ,  is sensitive to damage at both k2 and k1, as found in Section 2.3 and 

Figure 2.50. Therefore, the combination of the auto-prediction error features at m1 with 

( )21 mmS ,  and 
12 mmT

→max  are employed to differentiate between damage at k1 versus k2. 

When nonlinear damage is present, only three cross-prediction error features are required. 

Because nonlinear damage was not considered in k1, cross-prediction error is the most 

advantageous for localization. A fourth feature is not required because cross-prediction error 

actually decreases at locations other than where damage is present. The location-specific 

directions for nonlinear damage using these three features are visualized in Figure 4.12. 

For many individual damage types and locations, damage extent can be classified 

using a univariate geometric auto-prediction error ( ( )11 mmEG , ), highlighting the sensitivity 

of this feature. Other cases use temporal auto-prediction error with a combination of a few 

other cross-measurement-based features (mostly at the correct locations). Only in the case of 

nonlinear damage at spring k3 is the damage extent classified without using an auto-prediction 
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error feature. Not surprisingly, this case uses a cross-measurement-based feature ( ( )43 mmS , ) 

at the correct location. 

 
Figure 4.12: The optimal feature space, composed of three cross-prediction error features, for 

classification of damage location given that damage is present and nonlinear. The projected "arms" in 
four different directions represent damage at the four possible locations. 

 

The accuracies for completely correct classification of the damage presence, type, 

location, and extent are displayed in Figure 4.13 and Figure 4.14. There is about a 1.5% 

increase in total accuracy for the chaotically-excited system using this serial classification 

technique over the previously employed parallel classification method (Section 4.3.3). As the 

SNR decreases, this gain in accuracy becomes larger, with about a 7% accuracy improvement 

for an SNR of 20 dB. The categories where the classification algorithm tends to be more 

inaccurate are very similar to those in the parallel classification results. Similar improvements 

using this serial technique can be found in the stochastically-excited scenario. These increases 

in accuracy are a result of splitting the classification into smaller sub-classifications, allowing 

the feature vectors to be more tailored to specific aspects of the damage. 
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Figure 4.13: Classification accuracies using optimal serial multivariate Gaussian classification, where 
(a) output SNR = ∞, (b) output SNR = 60 dB, (c) output SNR = 40 dB, and (d) output SNR = 20 dB. 

Results from chaotically-excited 5DOF oscillator responses. 
 

4.3.4.2 Experimental results 

The serial classification layout for the experimental frame system is shown in Figure 

4.15. This is the same scheme employed for the computational model, with the exception 

being that there are only two locations and two damage extents per location. The optimal 

feature combinations are listed in Table 4.16. The trends in terms of feature choices for each 

aspect of the classification in Figure 4.15 are largely the same as in the computational 

example. Damage detection was again performed using the optimal multivariate feature vector 

found from the outlier analysis (Section 4.2.5).  

Damage type (linear/nonlinear) requires a combination of geometric auto-prediction 

error, generalized interdependence, and transfer entropy, as in the computational results. Of 

(a) (b) 

(c) (d) 
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note in this case, the nonlinear damage cases were considered the two more loosely bolted 

connections, as these cases were likely to experience more rattling in the joint characteristic of 

nonlinear discontinuous behavior.  
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Figure 4.14: Classification accuracies using optimal serial multivariate Gaussian classification, where 
(a) output SNR = ∞, (b) output SNR = 60 dB, (c) output SNR = 40 dB, and (d) output SNR = 20 dB. 

Results from stochastically-excited 5DOF oscillator responses. 
 

As expected, location classification for linear damage requires the local cross-

prediction error at each joint position ( ( )21 xxET ,  and ( )43 xxET , ). For location 

determination of nonlinear damage, ( )43 xxET ,  at joint B is again utilized, but this time in 

conjunction with geometric auto-prediction error at joint A rather than cross-prediction error. 

When damage is present in joint B for this experimental system, previous tests of all of the 

cross-measurement-based features exhibited global damage characteristics in both joint A and 

B (Figure 2.54, Figure 3.29, Figure 3.35). Therefore, a change in ( )21 xxET ,  would not 

(a) (b) 

(c) (d) 
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signify that this type of damage is present at joint A. Like in the computational system, 

damage extents are predominantly classified using geometric or temporal auto-prediction 

error, with some reliance on cross-measurement-based features at the correct location of 

damage. 

 
Figure 4.15: Illustration of the serial multivariate Gaussian classification scheme for the computational 
5DOF oscillator. Each classification step is represented by the rectangular blocks. The classifications 
lead to decisions about aspects of the structural condition, which further leads to a new classification 

step with a unique feature vector set. 
 

The experimentally determined accuracies using this multivariate serial method of 

classification are actually slightly worse than those using the parallel classification scheme 

(Figure 4.16 versus Figure 4.10). The parallel classification method may actually be more 

effective because less total classifications need to be made than in the computational model. 

Therefore, this method is less limited by ineffective features in certain aspects of the 

classification.  
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Table 4.16: Optimal combination of features for use with the serial multivariate Gaussian classification 
algorithm. Choices are made based on the best accuracy from the testing set in a brute force search of 

all possible feature combinations. Results from chaotically-excited experimental frame structure 
responses. 

 

Output SNR Optimal Feature Combination Number of 
Features 

Presence 
( )11 xxEG , ,  ( )11 xxET , ,  ( )43 xxET , ,  

( )21 xxS ,  
4 

Type 
( )11 xxEG , , ( )21 xxS , , ( )43 xxS , , 

34 xxT
→max  4 

Location (Linear) ( )21 xxET , , ( )43 xxET ,  2 
Location 

(Nonlinear) ( )11 xxEG , , ( )43 xxET ,  2 

Extent (Linear, Joint 
A) ( )11 xxET , , ( )21 xxET ,  2 

Extent (Linear, Joint 
B) 

( )11 xxEG , , ( )11 xxET , , ( )21 xxET , , 
( )43 xxS ,  

4 

Extent (Nonlinear, 
Joint A) ( )11 xxEG ,  1 

Extent (Nonlinear, 
Joint B) ( )21 xxET ,  1 

 

1 2 3 4 5 6 7 8 9

70

80

90

100
Total Accuracy = 96.14%

Classification

A
cc

ur
ac

y 
(%

)

 
Figure 4.16: Classification accuracies using optimal serial multivariate Gaussian classification. Results 

from chaotically-excited experimental frame structure responses. 
 

Also, when the classifications are performed in parallel, the nine damage categories in 

this experiment are more likely to exhibit Gaussian characteristics than when the damage 

categories are broken up into smaller parts. The distribution in a feature space for just damage 
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type classification may be far from Gaussian. For each damage type there are two possible 

damage locations, as well as two possible extents. Therefore, the distribution in a feature space 

may appear more like a multi-modal mixture of distributions than a single-peaked Gaussian. 

Therefore, a method that is based on assumptions of Gaussian variability may have more 

difficulty attempting to classify between these two multi-modal mixed distributions.  

The better of these two classification methods may be application- or feature-specific, 

depending on the number of features and classes that must be categorized. A third group 

classification technique using supervised learning will be analyzed in the next section. 

4.3.5 Neural networks 

The third type of supervised learning classification algorithm that will be analyzed 

involves the use of an artificial neural network. Much recent research in detection and 

classification for SHM applications has focused on the use of neural networks. This data-

driven machine learning tool has seen success for unsupervised (Bishop 1994; Masri et al. 

2000; Sanger 1989; Tarassenko et al. 2000; Worden 1997) and supervised learning (Garcia et 

al.1997; Qian and Mita 2006; Worden and Manson 2007; Yan 2006) applications, along with 

data normalization applications to combat environmental variability (Worden 1997; Sohn, 

Farrar, Hunter, and Worden, Los Alamos National Laboratory report, 2001).  

In this dissertation, a classifier will be formed from a two-layer backpropagation 

neural network, similar to a structure used in (Yan 2006) but with a different a type of input 

vector. Yan employed transformed time series data using principal components analysis 

(PCA), while in this dissertation, a vector of nonlinear time series analysis based features will 

be used. Backpropagation here refers to the method of optimizing the weights used in the 

network (Bishop 1995). This type of network is also designated as feed-forward, alluding to 

the directionality of the formation of successive units through the layers of the network. 
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The configuration of the neural network is shown in Figure 4.17. From an M-

dimensional input vector f (in this case a feature vector), the output of a two-layer feed-

forward neural network is defined by (Bishop 1995): 
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where )(1
rmw  denotes the weight multiplying the input from unit m going to hidden unit r, and 

)(2
qrw  is the weight multiplying the hidden unit r going to output unit q. ( )⋅h  and ( )⋅g  are the 

hidden and output unit activation functions, respectively. It has been shown (Bishop 1995; 

Jones 1990; Blum and Li 1991) that networks with sigmoidal nonlinearities and two layers of 

weights can approximate any decision boundary to arbitrary accuracy. Networks of this type 

can also approximate smooth functions, allowing them to model posterior probabilities of 

class membership.  

 
Figure 4.17: Diagram of a two-layer backpropagation neural network. 
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For this reason, this work employs a two-layer network, with activation function  ( )⋅h  

defined as: 

( ) ( )
rr

rr

aa

aa

rr
ee

eeaah
−

−

+

−
≡≡ tanh . (4.10)

where )()( 1
01

1
r

M
m mrmr wfwa ∑ = +=  is the weighted sum of the inputs for hidden unit r. The 

second activation function ( )⋅g  will be defined by the “softmax” function (Bridle 1990):  

( )
∑ =

==
Q
i

b

b

qq
i

q

e

ebgc
1

. (4.11)

where ( ) )()( 2
01

2
q

R
r rqrq wahwb ∑ = +=  is the weighted sum of the hidden units for the output unit 

q, and Q is the total number of output units. This function allows the outputs cq to represent 

posterior probabilities of Q classifications for a given input vector such that 0 ≤ cq ≤ 1 and 

11 =∑ =
Q
i qc . 

For network training, a standard backpropagation algorithm (Bishop 1995) is adopted, 

using a quasi-Newton optimization method (Gill et al. 1981) to minimize an error function e 

up to some max number of training loops (iterations) or until some accuracy in the training set 

has been achieved. Bishop (Bishop 1995) shows that using the softmax activation function in 

conjunction with an error defined by the cross-entropy function results in an effective 

estimator of class posterior probabilities. The cross-entropy is defined as:  

∑
=

−=
Q

i

n
i

n
i

n cte
1

ln , (4.12)

where n
it is the target posterior probability for a given class i and observation n, and n

ic  is the 

output from the neural network for the same class i and observation n. n
it  can of course be 

defined as one for the correct classification and zero for all other classes, given that the class 
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corresponding to run number n is known. The cross-entropy can be rewritten in terms of the 

Kullback-Leibler divergence (Kullback and Leibler 1951) and the Shannon entropy (Shannon 

1948) as:  
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Because the entropy of n
it  is independent of the distribution of n

ic , minimization of the 

cross-entropy is equivalent to minimization of the Kullback-Leibler divergence. Therefore, the 

error function to be minimized can be written as:  
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1
ln . (4.14)

where the total error is summed over all training runs. 

4.3.5.1 Computational results 

A two-layer backpropagation neural network with the activation and error functions 

described above was trained and tested on the computational and experimental models used 

for analysis of the classification methods in Sections 4.3.3 and 4.3.4. To control the network 

size while adequately representing the appropriate functional transition from the feature vector 

inputs to the desired classification outputs, the number of hidden units R was chosen to be two 

times the number of input units M (LeCun et al. 1998). Thus, for the computational model, 28 

hidden units were utilized on the 14-dimensional input feature vector f from Section 4.3.2 to 

produce 28 outputs representing the likelihoods that each run belongs to each of the 28 

possible classes from Table 4.11. Given the estimated posterior probabilities described by the 

ci, the class decision can be made based on the maximum ci over all possible classes: 

( ) [ ]i
i

ci maxargf* = . (4.15)
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30% of the data was used for training, with the other 70% employed for testing. 

Neural network training algorithms commonly involve a validation set to prevent overfitting 

by forcing early stopping of the algorithm (Bishop 1995). However, for both the 

computational and experimental testbeds, the trained networks were not found to be overfit 

based on results from several sets of testing runs. Training was allowed to run over 1000 

iterations.  

The accuracy results from the test on the trained network can be found in Figure 4.18 

and Figure 4.19. Although accuracies achieved for the chaotically-driven oscillator are above 

90% with an output SNR of 60 dB or ∞, the overall accuracies tend to be slightly worse than 

the previous two classification methods. The decrease in the total accuracy found using the 

neural network classification method and the previous methods is between 1% and 9%, 

depending on the forcing type and the output SNR. The classifications that tend to have the 

lowest accuracies are in general the same as those found in the parallel classification scheme 

from Section 4.3.3.  

One useful component of using the neural network algorithm described above is the 

representation of the network outputs by posterior probabilities. Consequently, the network 

inherently gives a sense of whether a given decision is more or less likely to be correct. If the 

output ci for a given class is close to one, than the probability that the output belongs to class i 

is high. Alternatively, if the output ci is low, but is still the maximum value over all i = 1,…,Q, 

than the probability that the correct decision has been made is much lower. Therefore, a neural 

network configured in this way is useful for both classification and obtaining a sense of the 

certainty of each classification as well. 
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Figure 4.18: Classification accuracies using a backpropagation neural network classification, where (a) 

output SNR = ∞, (b) output SNR = 60 dB, (c) output SNR = 40 dB, and (d) output SNR = 20 dB. 
Results from chaotically-excited 5DOF oscillator responses. 

 

4.3.5.2 Experimental results 

The neural network algorithm was further tested on the frame experiment with bolted 

lap joints (Figure 2.53) previously analyzed in Sections 4.3.3.2 and 4.3.4.2. In this case, the 

eight feature inputs from Section 4.3.2 were supplied to a two-layer backpropagation network 

with 16 hidden units and nine outputs representing each of the possible damage categories as 

identified by the presence, type, location, and extent of damage (Table 4.12).  

The accuracies for classification of all of these aspects are on average over 99% 

(Figure 4.20). These results are comparable to the parallel multivariate Gaussian classification 

scheme used in Section 4.3.3, and better than those achieved using the serial method. 

Therefore, this type of feedforward neural network can be effectively utilized as a trained 

(a) (b) 

(c) (d) 



 246

classifier for complete damage identification in a supervised learning paradigm. Five of the 

nine classifications for the experiment have 100% accuracies for this algorithm. 
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Figure 4.19: Classification accuracies using a backpropagation neural network classification, where (a) 

output SNR = ∞, (b) output SNR = 60 dB, (c) output SNR = 40 dB, and (d) output SNR = 20 dB. 
Results from stochastically-excited 5DOF oscillator responses. 
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Figure 4.20: Classification accuracies using a backpropagation neural network. Results from 

chaotically-excited experimental frame structure responses. 
 

(a) (b) 

(c) (d) 
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4.3.6 Summary of group classification 

This section introduced three algorithms from which a multivariate feature vector 

composed of the novel features analyzed in this dissertation could be utilized in a supervised 

learning paradigm. Given data available from both undamaged and multiple damaged 

conditions, damage classes can be grouped by its presence, type (linear vs. nonlinear), 

location, and extent. The three algorithms analyzed all had somewhat equivalent success at 

accurately classifying damage by these categories. Studies were conducted on a simulated 

MDOF dynamical oscillator exposed to both linear and nonlinear changes in spring stiffness at 

multiple locations and subject to a wide range of variability. In addition, output noise and the 

effect of excitation type (deterministic chaotic signal vs. stochastic band-limited noise) were 

investigated. Further validation was performed on a frame experiment with two bolted lap 

joints, where damage was instituted by changes in preload to each bolt. 

The first algorithm employed a single multivariate feature vector to classify damage 

using BDT-based principles and assumed Gaussian distributions of the observations in feature 

space. The optimal multivariate feature vector composition was determined using a brute force 

search of all possible feature combinations. The second method employed a similar 

classification decision equation, but performed progressive sub-classifications on different 

aspects of the damage (e.g. presence, type, location, and extent) individually to obtain the full 

characterization of the damage. This method performed slightly better than the previous 

classification technique when there were a large number of inputs and outputs (e.g. the 

computational example), but less effectively when these numbers were fewer (e.g. the 

experimental example). The third method made use of a two-layer feed-forward neural 

network to fully classify the damage condition, using a synthesis of the multiple features 

investigated in this dissertation as the inputs. The resulting outputs were in the form of 
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posterior probabilities from which a classification decision could be made regarding the 

simultaneous presence, type, location, and extent of damage in a structure. 

Each classification algorithm was able to correctly classify the tested observations 

(from chaotically-excited systems) approximately 85% – 99% of the time, with different 

techniques faring slightly better or worse depending on the system under investigation. When 

a stochastic excitation was applied, the accuracies diminished as a result of a loss in sensitivity 

of the features to lower damage extents. Overall, these group classification methods are 

effectively able to categorize damage. Use of a combination of features derived from 

established nonlinear tools in these classification algorithms was successfully demonstrated to 

fairly high accuracy. 

4.4 Summary of Multiple Feature Synthesis 

This chapter applied statistical models to the features described in the previous 

chapters, such that damage in a structure can be identified and/or classified accurately. In 

these methods, the features introduced in the previous chapters were employed as the inputs to 

statistical decision models to make an evaluation about the likelihood and/or the character of 

damage. Specifically, nonlinear auto-prediction error, cross-prediction error, transfer entropy, 

and generalized interdependence at various structural locations were used as components of 

multivariate feature vectors that could effectively be differentiated between other damage 

states for a given system. 

First a technique was introduced that relies only on baseline data for training 

(unsupervised learning). In this method, the null hypothesis that damage was present was 

accepted or rejected based on thresholds set on the Mahalanobis distance of a given feature 

vector of observations from the baseline training data. For a simulated 5DOF oscillator subject 

to a wide variety of damage conditions, the algorithm was able to detect outliers typically 
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around 95% of the time when responses were measured from a deterministic (chaotic) 

excitation. These accuracies were around 80% for a stochastic dynamical forcing. For an 

experimental frame structure with damage represented by varying preload in bolted 

connections, damage was accurately detected 85 - 99% of the time depending on the choice of 

features to be included in the multivariate outlier detection scheme. These accuracies are 

typically more than 10% better than those that can be obtained using a single feature to detect 

outliers indicative of damage. The selection of features for the multivariate feature vector can 

be made using knowledge and intuition regarding the types of features to be utilized, the 

structure to be tested, and/or from information using a computational model. As well, if data is 

available from the damaged condition, the optimal feature vector and thresholds to utilize can 

be found using a brute force search. Of course, assuming supervised learning, finding the truly 

optimal feature vector may not be possible. 

Still assuming only baseline training data, a damage location identification technique 

was outlined that involves the locally-specific cross-measurement-based features (cross-

prediction error, generalized interdependence, and transfer entropy) from Chapters 1 and 3. 

Using this technique, the presence and location of damage can be accurately described about 

90% of the time for both the chaotically-excited computational oscillator and tested frame 

structure. 

Three different classification algorithms were also evaluated assuming supervised 

learning (data available for training from undamaged and damaged scenarios). The first 

method employed a scheme that simultaneously identified the presence, type (linear vs. 

nonlinear), location, and extent of damage in a structure from a multivariate feature vector. 

This method relies on BDT-based principles and assumes Gaussian variability in the 

observations similar to multi-class LDA. From the same computational chaotically-driven 

MDOF oscillator used in the outlier analysis, this parallel classification method was able to 
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classify observations as being from one of 28 possible states correctly approximately 88 - 95% 

of the time. If a stochastic excitation is applied, this number drops significantly, largely 

because the features considered have greater limitations on damage sensitivity when this type 

of input is applied. 

The second classification scheme employs similar principles to that described in the 

previous paragraph, but in a serial fashion, such that different aspects of the damage are 

classified independently. In other words, a unique multi-dimensional feature vector is utilized 

for classifying the presence, type, location, and extent of damage one at a time, where each 

decision influences the choice of feature vector for the next part of the classification. This 

method has the advantage of allowing different sub-classifications to use aspect-specific 

feature combinations, but has the disadvantage that some sub-classifications possibly involve 

multi-modal distributions in the feature space depending on the specific system and character 

of the possible damage conditions. For the computational system analyzed, there was a 2 - 7% 

improvement in accuracy using the serial technique over the previous parallel classification 

algorithm. However, for the experimental system where there are fewer inputs and 

classification outputs, the serial classification scheme is about 4% less accurate than the 

parallel method. 

Finally, the previous two classification algorithms were compared to a method using a 

two-layer backpropagation neural network. The same feature set was utilized as inputs to the 

neural network, with outputs representing estimated posterior probabilities of each observation 

belonging to each possible classification. For the same 28-class computational model, 

accuracies were slightly worse than the previous two classification methods. However, for the 

experimental frame structure, the trained neural network correctly classified the damage 

presence, type, extent, and location of damage 99% of the time, which is comparable to the 

parallel LDA classification method. 
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In summary, a combination of these novel SHM features can provide important 

advantages over any feature used individually. There are significant gains in sensitivity for 

damage detection alone. In addition, a multivariate feature vector allows for the possibility of 

classifying the location of damage in addition to its presence in both supervised and 

unsupervised learning paradigms. In supervised learning, combinations of the feature vectors 

as inputs to statistical models can provide accurate full classifications of many aspects of 

damage in structures, including its presence, type (as identified by linear or nonlinear 

changes), location, and extent. Both BDT-based classification techniques and neural network 

algorithms were successfully applied to two systems, with roughly equivalent results. Future 

research could involve tests on more complicated structures or methods of improving the 

features and/or classification techniques in the presence of input or output noise. 
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5 CONCLUSIONS AND FUTURE RESEARCH 

5.1 Conclusions 

Economic and safety concerns inherent in long-term operation of structures have 

resulted in a recent thrust toward research in the field of SHM. The high economic impact of 

maintenance and operation costs in a structure’s life cycle has led to the desire to abandon 

traditional time-based maintenance philosophies in favor of more efficient condition-based 

maintenance paradigms, where an SHM application would take center stage. The general 

SHM archetype couples a sensing system with data analysis procedures to evaluate the health 

of a structure. This dissertation involves the study of novel time series analysis procedures for 

SHM applications, within the context that data streams observing the dynamic response of the 

system are available for many of these applications. These procedures involve the extraction 

of features that quantify the state of a structure in some way. In addition, statistical models 

from these features can be formed to produce classifications of the condition of the structure 

related to damage, e.g. its presence, type, location, and/or extent. 

This dissertation contributes to the body of knowledge through the introduction and 

analysis of data-driven time series analysis methods applied to SHM. First, three novel SHM 

features were introduced, thoroughly analyzed, and/or modified for greater sensitivity and 

capability for damage identification and classification. The first feature, nonlinear prediction 

error, involves a local comparison of dynamical trajectories of two corresponding attractors in 

state space. This feature is particularly useful in damage detection applications, where damage 

can manifest as the presence of nonlinearity (e.g. the opening and closing of a crack or rattling 

of a loose bolt), as it is a model-unspecific and data-driven approach derived from established 

nonlinear dynamics-based tools. First an analysis was conducted for nonlinear auto-prediction 
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error, in which attractors were compared from measurements taken at the same location at two 

different times. This dissertation effectively validated the applicability of this feature to 

systems excited stochastically, despite the formulation’s derivation being from inherently 

deterministic systems analyses. In addition, the research conducted herein proposed and 

validated a method of exploring local dynamical regions of state space that are more sensitive 

to dynamic perturbations. By finding and clustering sets of local prediction error features in 

these regions, greater sensitivity can be achieved. In addition, another variation was 

introduced in this work in which nonlinear prediction error was formulated from two 

measurements taken simultaneously from adjacent structural locations (cross-prediction error). 

This technique can produce measures of locally-specific and generalized correlations among 

an array of measurements. As a result, the feature can be employed to simultaneously detect 

and locate damage, as well as differentiate between stiffening and softening events. 

Two other features were also introduced that also rely on this idea of data-driven 

quantifications of generalized correlation between nearby measurements on a dynamical 

system. These features are in many ways related to concepts from the field of information 

theory.  

The transfer entropy is an effective measure of information flow between processes. 

Consequently, this feature evidences noticeable changes as the interconnection between 

adjacent positions on a structure degrades. This dissertation introduced a modification to the 

transfer entropy, effectively incorporating different time scales that are more sensitive to 

damage. Research involved the derivation of an analytical solution, the formulation and 

analysis of a linearized version, and a fully data-based estimate of this modification to the 

transfer entropy. The linearized version was favorably compared to and validated against other 

common linear and modal feature extraction methods. The full estimate of the modified 
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transfer entropy was analyzed in its applicability and variability in the presence of multiple 

noise sources.  

The third feature, described as the generalized interdependence, was introduced into 

the field of SHM for the first time in this work. This measure involves statistical conditional 

relationships between measurements as evaluated in their reconstructed state-space 

representations. Like nonlinear cross-prediction error and transfer entropy, this feature can 

reliably diagnose several properties of a damaged condition, including its presence, extent, and 

location.  

Given these features that have many attractive properties for damage identification 

and classification, research was conducted into the applicability of forming a multiple feature 

vector for improved accuracy and classification capability in statistical models. Four types of 

statistical models were investigated. The first of these models involves an assumption of data 

being only available for training from a baseline (undamaged) structural condition. An outlier 

analysis was conducted using BDT-based principles and a confidence threshold. This 

dissertation showed that these features can be effectively included as part of a novelty 

detection scheme, and they are particularly effective if a multivariate feature set is chosen that 

incorporates several of the newly introduced nonlinear time series analysis-based features. In 

addition, an algorithm was introduced that can classify the location of damage on a structure 

using multivariate combinations of the introduced features in an unsupervised learning 

paradigm. 

The other three statistical models analyzed perform classifications, from which 

observations are grouped into one of a large number of possible damage states. The classes of 

damage include the presence, type (linear vs. nonlinear), location, and extent of damage. The 

first of these group classification algorithms utilizes a parallel classification scheme assuming 

Gaussian variability in the data. The second technique involves similar principles, but 
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performs the full classification in distinct steps that make decisions about different aspects of 

the damage (e.g. presence, type, etc.) progressively. The third technique incorporates a two-

layer backpropagation neural network in which the inputs are a combination of the features 

introduced in this work. All three group classification schemes were able to classify an 

observation as being from one of a large number of possible damage conditions to fairly high 

accuracy. These results validate the sensitivity, usefulness, and versatility of a multivariate 

combination of data-driven features that incorporate generalized correlations between various 

system observations. 

5.2 Recommended Future Research 

The utility of the data analysis techniques derived in this research show considerable 

promise. However, there are a few primary directions in which one could undertake an effort 

to extend the present work and transition these types of methods to operational structural 

systems.  

First, many of the testbeds evaluated in this dissertation tended to be small-scale or 

simplified structural systems or components. Therefore, it would be of great interest to extend 

the current work to more complex structures or components. In these more complicated 

experiments, it is would be worthwhile to investigate structures with more complicated load 

paths and couplings than those in this dissertation. Because the methods herein are inherently 

local, it can be hypothesized these data analysis techniques could be used on operating 

structures with known critical components such as joints, material bonds, or connections. 

Proving that these systems work on operating structures is an important step in bridging the 

gap between research and practice. 

Also, many of the techniques, although conceivably applicable to measurements 

obtained from ambient stochastic inputs, are typically more sensitive to deterministically-
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applied dynamic forcing. Therefore, more research could be conducted into ways of 

improving the feature’s sensitivity and robustness to noise. Furthermore, these features and 

statistical models could be applied to novel excitation and sensing technologies, such as those 

using fiber Bragg grating (FBG) strain sensors, piezoelectric transducers (PZTs), and macro-

fiber composites (MFCs). Devices such as these can be capable of producing actuations and/or 

highly sensitive measurements. Employing novel sensing and actuation tools with the given 

data processing techniques will increase the validity of the proposed methods, such that they 

can be used in existing or newly developed systems as part of an SHM strategy. 

Another research direction of interest would be to explore the concept of complete, 

systems-level optimization of an SHM strategy, spanning the four components of the SHM 

pattern recognition paradigm (operational evaluation, data acquisition, feature extraction, and 

statistical model development). This work concentrated primarily on the latter two, but an 

ideal SHM system would fully integrate all stages of the paradigm to optimize the complete 

strategy given certain needs and constraints. For example, a concurrent systems-level 

optimization procedure could involve the dynamical forcing (if active excitation is involved), 

the power and processing limitations and/or requirements, the placement of sensors, the 

feature or features to investigate, and the classification scheme all at once, such that a globally 

favorable solution is reached for the entire SHM strategy.  
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