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Abstract 

Knowledge Extraction and Retrieval for Domain-Specific Documents 

by 

Chunye Wang 

 

With the overwhelming amount of textual data created by more and more 

domain based information systems, it has been a significant challenge to identify the 

precise piece of relevant knowledge “nugget” from the tremendous amount of noisy, 

relevant and irrelevant data, including techno-geek and gobbledygook. When dealing 

with domain-specific text, many existing text mining methods fail to produce satisfying 

results, because they are unable to handle complex domain languages, understand 

semantic meaning, model latent business processes, or leverage domain resources and 

expertise. This motivates us to develop novel, effective extraction models and analyses to 

identify desired information from domain-specific documents, as well as associated 

retrieval models and analyses. In the dissertation, we study this research topic in three 

different domains, and approach the challenges in domain-specific text mining from 

multiple perspectives. 

In an enterprise service center, accurate and timely delivery of knowledge to 

service representatives becomes the cornerstone for delivering efficient customer service. 

There are two main steps in achieving this objective. The first step concerns efficient text 

mining to extract information of interest from the very long service request (SR) 

documents in the historical database. The second step concerns matching new service 

requests with previously solved service requests. Both lead to efficiencies by minimizing 
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time spent by service personnel in accessing knowledge. In this scenario we present our 

text analytics system, the Service Request Analyzer and Recommender (SRAR), which is 

designed to improve the productivity in an enterprise service center for computer 

networking diagnostics and support. SRAR unifies a text preprocessor, a hierarchical 

classifier, and a service request recommender, to deliver critical, pertinent, and 

categorized knowledge for improved service efficiency. The novel feature we report here 

is identifying the components of the diagnostic process underlying the creation of the 

original text documents. This identification is crucial in the successful design and 

prototyping of SRAR and its hierarchical classifier elements. Equally, the use of domain 

knowledge and human expertise to generate features are indispensable components in 

improving the accuracy of knowledge extraction and retrieval. The empirical evaluation 

demonstrates the effectiveness of our framework and algorithms. We observe significant 

improvements of service time responsiveness during knowledge extraction and retrieval 

in the networking service center context at Cisco. 

In the healthcare domain, crucial information on a patient’s physical or mental 

conditions is provided by mentions of disorders in clinical notes. However, there are 

many surface forms of the same disorder concept documented in clinical text. Some are 

even recorded disjointedly, briefly, or intuitively. In this study, we propose a synergistic 

approach to extracting disorder concepts and variants. We exploit rich features to predict 

mention spans using supervised learning algorithms, including support vector machines 

(SVM). In addition to the explicit bag-of-words, orthographic, and morphologic features, 

we investigate semantic, syntactic, and sequential features for better capturing implicit 
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relationships among words. More specifically, the two types of semantic features we 

propose based on medical ontology prove very effective. We supplement SVMs with a 

rule-based annotator and an unsupervised NLP system to improve the prediction accuracy 

and the generalization capability of the system. Ultimately, this synergistic system is able 

to produce state-of-the-art results on public challenge data sets. 

In the biomedical domain, we define the notion of concept, extract all types of 

concepts from biomedical documents, and design a concept-based information retrieval 

framework. Using this framework, we transform documents and queries from term space 

into concept space, perform semantic analysis among concepts, and estimate a concept-

based relevance model for improved document retrieval. Our approach has three 

advantages. First, it only assumes independence between concepts, so is able to keep the 

strong dependencies between the words of a concept. Second, it unifies synonyms or 

different surface forms of a concept, leading to reduced dimensionality of the space, 

increased sample size of a concept, and consequently more accurate and reliable 

estimates of the relevance. Third, when domain resources are available, our approach 

enables the semantic analysis of query concepts, and thus identifies concepts related to 

the query, from which a more accurate distribution of relevance can be estimated. We 

compare our approach with three benchmark retrieval models on different types of data 

collections. The proposed approach demonstrates consistent and statistically significant 

improvements across collections, outperforming top benchmark conceptual language 

models by at least 9% and up to 20% on a number of metrics.   
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1 Introduction 

1.1 Domain-Specific Documents 

For the past decade, the trend of the creation of textual data has been 

shifting from general, domain-independent text, such as newswire, towards domain-

specific text, such as technical reports, clinical notes, and legal cases. This trend has 

been fostered in enterprises and organizations by the prevalence of IT infrastructure, 

the demand of convenient data access, the advancement of data mining techniques, 

and the recognition of business intelligence. For example, in healthcare domain, 

healthcare information system has emerged as a promising development to transform 

paper-based clinical notes into electronic health records (EHR). It provides clinicians 

real-time access to patient data, and enables them to make the best possible decisions 

with support [28]. It also streamlines processes and reduces administrative overhead. 

The adoption of EHR systems in non-federal acute care hospitals has dramatically 

increased from 9.4% in 2008 to 75.5% in 2014 [34]. With the overwhelming amount 

of textual data created by more and more domain based information systems, it has 

been a significant challenge to identify the precise piece of knowledge “nugget” from 

the tremendous amount of text. This motivates us to develop novel, effective 

approaches to accessing desired information from domain-specific documents.  
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Information retrieval (IR) and information extraction (IE) are the two major 

technologies used to access information from a large collection of documents
1
. The 

goal of information retrieval is to identify relevant documents that best match a query 

from a document collection, while the goal of information extraction is to identify 

specific types of information from documents, such as people names, places, and time. 

Depending on the task, either or both of IR and IE can be required in user’s 

information search process. We will study both technologies and their interaction in 

domain scenarios.  

1.2 Information and Knowledge 

Human beings perceive things based on either what they have seen, 

experienced, heard, read, learned, or inferred. These perceptions are then categorized 

in the mind as data, information, knowledge, understanding, or wisdom. Unlike 

wisdom, information and knowledge perceptions are as a result of what the brain has 

recorded in the past. Different from information, the “nugget” we mentioned above is 

actually the knowledge we would like to pursue in our work. It is necessary to 

distinguish information and knowledge at the beginning of this dissertation. 

Information refers to data that has been given some meaning by way of 

relational connection. In computing terms, information is data that has been processed 

[75]. The “meaning” applied to the data may not necessarily be useful. For instance, 

                                                 
1
 Documents and text mentioned in this dissertation all refer to unstructured text, 

unless otherwise stated. 



3 

 

 

data stored in a database can be processed by a procedure or a program to give 

information about something. For example, a banking application can determine how 

a particular account balance increased by returning the record of the credit that 

occurred to that account using data stored in a database somewhere, so “information” 

would have been retrieved about that transaction. But it is important to know that 

without information, we will not have knowledge. 

Knowledge is the concise and appropriate collection of information in a 

way that makes it useful. Knowledge refers to a deterministic process where patterns 

within a given set of information are ascertained [75]. We can also positively say that 

when a person memorizes some information about something, then they probably 

possess knowledge about it, which will have some useful and even applicable use to 

them. 

In this sense, documents carry a large amount of information, but users may 

only need a certain type or a small piece of information that meets their needs for 

certain purpose, which is just the knowledge for them by the definition. Consequently, 

the extraction and retrieval work that we perform to help facilitate this process is 

termed knowledge extraction and retrieval in this dissertation. 

1.3 Research Problems 

Domain-specific documents have unique characteristics, which challenge 

traditional text mining techniques that are developed from general text. However, 

they also provide additional evidence and open up new aspects for advanced 
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modeling. With the appearance of both challenges and opportunities, we are 

dedicated to a few interesting, important research problems that should be addressed 

in the first place in domain-specific text mining. 

1.3.1 Domain Languages 

Domain-specific documents are usually written in domain languages full of 

terminology, acronyms, abbreviations, jargons, and variants. A machine learning 

algorithm might fail in text mining due to the difficulty of processing domain 

languages in a correct and comprehensive manner.  

Since acronyms and abbreviations are at best defined when it first occurs, a 

machine learning algorithm may not be able to associate the concept with its acronym 

or abbreviation in subsequent processing. A similar problem applies to terminology. 

What is more, without domain knowledge, the technical terms are treated as 

independent symbols by the machine, undifferentiated from other common words. In 

this sense, mining functions only at the word level, which is the surface layer of text. 

Nevertheless, what we need is a system that can discover hidden dependencies among 

related concepts. 

Unlike the general newswire domain, where text is dominated by mentions 

of clearly defined locations, companies, and people names, there are many variants of 

the same concept in domain-specific documents. Some are even recorded disjointedly, 

briefly, or intuitively, because of the characteristics of natural language and the 

variety of written expression. For example, in clinical notes, both “enlarged left 

atrium” and “left atrium … dilated” refer to the same concept “left atrial dilatation”, 
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where the second mention is disjointed; the disjointed mention “RV … enlarged” is 

written briefly and intuitively for the concept “right ventricular hypertrophy”. Such 

variants should be recognized, unified, and modeled in an advanced domain based 

information system, not only for better extracting related knowledge, but also for 

improving retrieval performance.  

1.3.2 Semantic Understanding 

Semantics is one of the keys for unlocking the door to domain language 

understanding. As Berners-Lee et al. state in their famous Semantic Web paper [21], 

“The computer doesn’t truly ‘understand’ [anything].”  They go on to say, however, 

that computers can manipulate terms “in ways that are useful and meaningful to the 

human user.”  This is a key point for semantic understanding—we only have to 

manipulate symbols in ways that are meaningful and useful for human users. The 

illusion of understanding is sufficient if the symbol manipulation is good enough to 

obtain meaningful and useful results and good enough to allow us to trust the results 

at the level required for the application [46]. 

As humans, we use contextual clues surrounding words and phrases to 

better understand the implied or practical meaning of the content. We filter all the 

context surrounding a word/phrase/object/scenario, pull out the relevant pieces, 

compare them against our past experiences, and use them to deepen our 

understanding of the content at hand. However, machines have been historically weak 

at this because they often do not memorize past experiences and lack that filter—the 

ability to determine what is relevant and why. How we can enable machines to filter 
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information and manipulate terms towards semantically meaningful results becomes a 

significant task in our domain-specific text analysis. 

1.3.3 Business Process 

Since most of domain-specific documents are created for certain purpose in 

a context, some underlying business process is usually embedded in the document 

creation. For example, in a solved service request that records customer’s questions 

on product failure and engineer’s responses to resolve the issue, its unstructured text 

provides situational content around an event or set of events that aids answering the 

questions “what was the problem?" “why did it occur?" and “how was it solved?” 

essentially filling in the details of the “problem, cause, correction” diagnostic process. 

Obtaining information with regard to such a process will categorize information by its 

business function and would greatly help further application using this knowledge. 

However, these important components are veiled in the myriad of details and noise 

that accompany them. Simply transplanting text mining algorithms may not provide 

satisfactory results. New algorithms that are capable of modeling business processes 

have to be investigated. 

1.3.4 Domain Resources and Expertise 

Despite various challenges brought by domain-specific text, many domain 

resources become available for us to use and explore. Professional toolkits and 

software developed by enterprises and organizations are particularly helpful for data 

collecting, preprocessing, and even initial modeling. Domain lexicons are good 

resorts to the explanation of terminology, acronyms, and abbreviations. Taxonomies 
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provide a hierarchical structure on domain concepts or products, which can be used 

for semantic understanding and simple inference. Ontology is defined as a formal and 

explicit specification of a shared conceptualization of a domain. It provides a shared 

and common understanding of a particular domain of interest. Encoded with human 

knowledge, domain ontology could bridge the gap between machine learning and 

semantic understanding. A well-defined ontology could provide rich semantic 

information in a specific area, such as semantic equivalents of concepts, semantic 

types of concepts, and semantic relations between concepts, and thus has considerable 

potential to improve semantic understanding. With different forms of domain 

resources at hand, how we choose appropriate resources that best serve the task, and 

how we incorporate this rich information in our models are yet to be answered.   

Besides, it becomes regular to interact with domain experts while the task is 

in progress. Engineers, clinicians, attorneys, and scientists learn, summarize, and 

accumulate expertise from their study, routine work, and past experiences. Such 

expertise usually carries meaningful insights and high-level strategies that would 

substantially help complete the task. Therefore, we should consider modeling this 

valuable intellectual property along with other domain resources. 

1.4 Contributions of the Dissertation 

In this dissertation, we study the knowledge extraction and retrieval on 

domain-specific documents. We try to approach this research topic from multiple 
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perspectives, and make a few technical contributions in three different domains, 

which will be introduced next. 

In an enterprise smart service center, we extract intellectual capital from 

existing, solved service requests and reuse this knowledge to help engineers solve 

incoming, new requests. We design a Service Request Analyzer and Recommender 

for automation in the context of improving productivity of a service center. Our 

contributions in the context of text analysis for extremely complex and long 

documents include: (1) hypothesizing and validating the presence of a “problem, 

cause, correction” diagnostic business process that is inherent in a service request; (2) 

extracting the four components of this business process using a hierarchical 

classification scheme with features generated from domain resources and human 

expertise; and (3) an efficient service request recommender based on language 

models, the components of the diagnostic business process, and domain knowledge. 

In healthcare domain, we identify various surface forms of disorder 

mentions from clinical notes, so as to obtain complete and accurate evidence for 

decision making support. Our contributions in the context of knowledge extraction 

include: (1) proposing new semantic features using medical ontology to improve 

prediction accuracy of machine learning algorithms; (2) investigating the integration 

of a set of features, especially semantic, syntactic, and sequential features, for better 

catching implicit relationships among words of a mention (especially disjointed 

mentions); (3) developing a rule-based annotator which is automatically learned from 

training errors, and thus able to recognize patterns missed or over-learned by learning 
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algorithms; and (4) overcoming the limitation of learning-based methods by 

employing an unsupervised natural language processing (NLP) system for 

independent concept discovery from test data beyond the coverage of training data. 

In biomedical domain, we extract all types of concepts from biomedical 

documents (scientific articles, abstracts, and web pages), perform semantic analysis 

among concepts, and build a concept-based retrieval model to better answer queries 

from patients and biomedical scientists. Our approach is derived from the idea of 

Lavrenko’s relevance models [78], but unique in four respects: (1) we perform 

concept extraction and estimation in concept space, while performing query 

expansion in term space, with appropriate weights for both regular query terms and  

the word expression of estimated concepts; (2) we make a new assumption 

concerning the generative process for relevance, which is more pertinent to the 

criteria used by judges to assess relevance, and subsequently validate this new 

assumption; (3) we develop the model by proposing semantic analysis to identify 

concepts relevant to queries; and (4) we propose a new estimation method of 

document models using such relevant concepts. 

The contributions of our research in all above domains demonstrate our 

efforts to address the research problems described in Section 1.3. In retrospect, we 

examine the proposed methodology in every domain, and observe the progression of 

our research from multiple perspectives.  

On entity level, we first rely on words from different sources (training data, 

domain lexicons, expertise, etc.) to identify knowledge from service requests, then we 
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consider phrases and different expressions of words during disorder mention 

extraction, and finally we extract and unify variants of concepts and build retrieval 

models on top of concepts. The evolution on extraction entities reflects our attempts 

to obtain knowledge in a more and more formal manner.  

On semantic level, we start from using a domain lexicon to explain 

networking terminology, then develop two types of semantic features from medical 

ontology, and model semantic types and semantic relations of concepts in the end. 

The advancement on the way to use semantic information demonstrates our extended 

mining of domain resources and consistent improvement on semantic understanding.  

On system level, our models begin from a plain supervised machine 

learning method on service requests, then progress to a hybrid system combining both 

supervised and unsupervised learning on clinical notes, and finally evolve to a 

comprehensive statistical model with semantic information. This progress shows our 

understanding of the advantages and limitations of different algorithms, and the 

advancement on modeling.  

We hope the contributions and progressions of our work could inspire new 

approaches and enlighten other researchers to better understand and solve the 

challenges in domain-specific text mining. 

  



11 

 

 

 

2  Knowledge Extraction and Retrieval 

on Enterprise Service Requests 

2.1 Introduction 

In enterprise service centers, many types of textual sources contain 

knowledge. More and more enterprises tend to build business by extracting 

knowledge and insights from their data [4, 22, 49, 109, 140, 141]. However, the 

definition of the term “knowledge” is very subjective and prone to interpretation. In a 

generic sense, it is the possession of a deep understanding of the inner workings and 

functioning of components in a specific domain. Knowledge that has value subsumes 

those key elements that are not commonly available, based on more refined, 

structured and granulated knowledge, and frequently used in several activities such as 

initial preparatory work, detailed planning, system design, implementation, operation 

and optimization. Based on the foreseen value, it is this knowledge that the non-

expert community seeks to obtain and also willing to purchase at a premium price.  

A service delivery organization uses knowledge in order to address a 

specific requirement or solve a problem. Humans gain knowledge in the process of 

acquiring their education and experience, or through exposure to individuals and 
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organizations with similar interests. But when humans acquire knowledge, they don't 

necessarily represent it in a form for reuse by machines. It is either never documented 

or documented in unstructured text. If documented, reading such text and 

understanding the exact intent requires interpretation of the language and can be a 

challenge even for humans, let alone machines. Humans however have the ability to 

communicate with the original author or consult other sources, and in conjunction 

with their pre-existing knowledge are able to derive the intent and thus create or 

update their knowledge. They also know the circumstances under which that 

knowledge is applicable so that they are able to determine the appropriate situation to 

reuse that knowledge. However, machines are much more constrained in their ability 

to understand unstructured text in a similar context. Nevertheless, knowledge 

extraction and reuse using human resources alone is not a scalable solution in 

organizations, in which ever-increasing products and problems result in an 

exponential growth of the unstructured text. It is essential to investigate mechanisms 

to automate or semi-automate the knowledge extraction and reuse process so that the 

expensive human resources can be engaged to achieve enhanced effectiveness and 

productivity by having machines help them in an optimized human-machine 

combination.  

In this chapter, we focus on automating the knowledge extraction and 

retrieval within a “smart” service center for customer and product support. 

Specifically, we design and validate a text analytics system to extract and reuse 

knowledge from service request data, one type of textual support sources, as a case 
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study in the support service center. In Chapter 5, we zoom out from support service to 

the service provisioning for the whole product life cycle (e.g., marketing, sales, 

design, operation, engineering, as well as support), and propose open problems and 

research directions for knowledge extraction and retrieval in the broader area. 

2.1.1 A Smart Service Center Scenario 

In the service center of a company supporting myriad products and 

technologies, customer support engineers (CSEs) have the task of providing 

assistance to customers to address their questions and solve their problems. When a 

customer calls into the service center with a question or an issue, a Service Request 

(SR) is created in the database to record the information about the customer, the 

statement of the question or problem, and any supporting documentation provided. In 

a large-scale service environment, thousands of such SRs are created or updated on a 

daily basis. Once the SR is assigned to an engineer, all communication, tests, and test 

results that resulted from the start to the final close of the request are recorded against 

the SR. Most of this information is recorded as unstructured text as the content 

consists of internal or external email correspondence, a written description of a phone 

conversation, or the text output to a command from a device. Some SRs are simple 

where the length is a few pages, and some are more complex where the length could 

be a hundred pages or more. The SR in its completed form after closure has 

duplicated text arising from email correspondences that contain repetitive threads sent 

back and forth, a form of writing that is not edited for grammatical accuracy and has 

no restrictions on syntax or typographic errors, verbiage that is acronym and 
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abbreviation intensive, text outputs from commands issued on devices that do not 

conform to standard writing, along with miscellaneous text such as internal notes and 

other correspondences. Within this large volume of text is the Intellectual Capital (IC) 

that describes the true problem, together with the troubleshooting steps taken to 

narrow it down to its true cause and the action plan that resolved it. Such refined 

information when extracted can be classified as knowledge and serves as a foundation 

for further applications.  

 

Figure 2-1: A “smart” knowledge extraction and reuse scenario in a support service 

center. 

 

Figure 2-1 describes the phases in the knowledge extraction process used in 

the delivery of Smart Services. A customer device, when enabled for Smart Services, 

is configured to send messages to the back-end systems of Cisco to report the 

anomalies detected within the device. The messages that it sends are machine 



15 

 

 

representations of a customer reporting the same problem verbally. So, for established 

products, there is a high probability that such problems had been solved by a CSE in 

the Global Service Center already.  

Smart Services Engineers (SSEs) have a role of creating a database of 

refined IC, mapping messages from devices to recommendations that can potentially 

solve the problems. To create such a database, SSEs try to retrieve relevant SRs from 

the service request database to determine if these SRs already have a proven solution 

that can be used to create such a refined knowledge store. They also consult a number 

of other sources of IC such as internal and external documentation in this process. 

This database is subsequently used by the Smart Services back-end systems to 

provide a set of recommendations when an incoming message from a customer device 

reports an anomaly. SSEs need to manually read through the voluminous detail in the 

SRs to extract the IC. However, manual extraction of IC is time-consuming and 

difficult work for SSEs, because the IC they are looking for is hidden in the midst of 

massive amount of text of the SR, which would contain relevant, irrelevant, and 

duplicated information. Hence, automation or semi-automation of IC extraction 

process by data mining techniques is an effective shortcut to improve the productivity 

of the Smart Services engineers.  

2.1.2 Requirements to Data Mining 

Although data mining techniques have attracted a great deal of attention 

and tools are rapidly emerging, there are several gaps between these and business 

application needs. Data mining tools can automatically search for patterns and 
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discover correlations based on certain techniques and metrics, but transforming data 

for analysis and interpreting the results to actionable intelligence still require 

expertise and domain knowledge. For example, in text clustering analysis, tools could 

present the word clusters from a technical report, but it is difficult to specify which 

cluster is the most pertinent to the theme of the report and which words can be used 

as keywords, because of the lack of contextual understanding. Clearly the role of 

domain knowledge and human expertise is indispensable in this process, but it is also 

quite challenging, if not impossible, to automate this combined information extraction 

process that captures expertise. 

We assert that a clear understanding of this business process aspect is 

essential in designing a system to help choose the correct tools and techniques that 

can provide the best results. Business analytic modules should go beyond data mining 

by combining domain knowledge, understanding that part of the text which 

corresponds to certain elements of the diagnostic business process, and addressing 

diverse user needs. This process should end by presenting useful data, text patterns 

and structures to the expert in a manner that expedites understanding and helps 

interpretation. 

 A retrieval engine has a role beyond reusing the knowledge to solve other 

similar problems within the support service center. An engine that extracts the trend 

of the ‘Cause’ of hardware and software faults can help perform a root cause analysis 

by the product development team, to facilitate improvement in the product quality. 

Besides its use internally within the organization, the knowledge is valuable for 
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customers interested in a knowledge base of potential causes and solutions to 

problems within a given set of technologies that is used in their environment. A 

retrieval engine helps the knowledge provider monetize the knowledge when 

retrieved and packaged in a tailor-made customer bundle. Its attractiveness is also a 

result of the dynamic nature of the knowledge that the provider will offer to the 

customer through periodic knowledge updates based on the learning since the last 

release that the retrieval engine is able to assist with. 

In hindsight, it always appears that lack of sufficient thought in the process 

of creating unstructured text in the past is the cause of the current challenges. While it 

is a valid argument to a certain degree, if we really understood what knowledge is, 

and who would reuse it and how they would reuse it, we could then make sure that we 

are currently creating unstructured text with sufficient classification and granularity to 

facilitate knowledge reuse in future. What would be the level of work effort involved 

in creating that unstructured text content for each document without knowing if it 

would be referenced in future? Could the knowledge be reused “as-is” or should it be 

generalized? Will the document lose its fidelity, if it is generalized? What percentage 

of knowledge consists of are repeats that can be reused? Answers to these questions 

are typically learned from human experience, where they have validated the reuse 

requirement and circumstances and then go back to the history to retrieve knowledge. 

We believe that a balance between generalization and specificity for classification and 

granularity of information, assisted by a friendly system to help the user create and 

store such enablers for knowledge reuse, and a mandate by the management to 
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incentivize human resources for participation, is the foundation for creating reusable 

knowledge and the key to achieve the optimized human-machine combination for 

knowledge retrieval and reuse in future.  

2.1.3 Contributions of Our Work 

In this chapter, we present the Service Request Analyzer and Recommender 

(SRAR) for automation in the context of improving productivity of a service center 

[140]. Our contributions in the context of text analysis for extremely complex and 

long documents are four-fold: (1) hypothesizing and validating the presence of a 

diagnostic business process that is inherent in an SR; (2) extracting the four 

components of this business process using a hierarchical classification scheme with 

features generated from documented domain knowledge and human expertise; (3) an 

efficient SR recommender based on language models (LMs), the components of the 

diagnostic business process, and domain knowledge; and (4) a discussion of our 

experience and the lessons learned in developing and deploying the system, which 

could potentially create new areas for research. 

We have hypothesized and validated a structured ontology in the text, based 

on the knowledge diagnostic process, to enable effective information extraction. 

Based on this structured ontology we have designed the necessary system elements, 

and have either chosen or proposed appropriate algorithms or considered the factors 

that influence system performance, and introduced domain knowledge and expertise 

capture. The strong experimental results confirm that our hypothesis indeed discovers 

the latent structure from the heterogeneous text.  
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Our results in this work are applicable to network services and knowledge 

extraction from service requests. We anticipate that these results can be generalized 

further and that their use can be extended into many new domains such as 

semiconductor manufacturing, aerospace system operation, automotive system design, 

and network design diagnostics. This expectation is based on prior related work by us 

in the semiconductor [123], aerospace [125], automotive [135], networks [149], 

image processing [55, 138, 139], and online advertising [11, 12, 13, 14, 15, 16, 17, 18, 

19] contexts; we are exploring extensions to health care [29] and financial services. 

These results can also be adapted to other business functions in the enterprise. We 

describe some of the open problems in these functions and in the Support Services 

function in Chapter 5. 

2.2 Related Work 

Case-Based Reasoning (CBR) is a problem solving paradigm that aims to 

solve a new problem by remembering a previous similar situation and by reusing 

related information and knowledge of that situation [1, 6, 39, 76, 79]. A general CBR 

cycle consists of four processes: retrieval of the most similar case, reuse of the 

information in that case to solve the problem, revision of the proposed solution, and 

retainment of this experience for future problem solving [1]. In the service center 

scenario, CBR appears to have the same objective as the one we have stated in this 

chapter. The processes of retrieval and reuse appear to be common between CBR and 

SRAR. 
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In the retrieval process, assessing similarity between textually represented 

cases is an important research question. Burke et al. developed FAQ-Finder, a 

question-answering system [26, 58]. Conceptually, each of the question-answer pairs 

in FAQ files is treated as problem and solution in a CBR framework. Given a typed 

question as an input, it can retrieve textual answers. FAQ-Finder uses techniques that 

combine statistical and semantic knowledge to measure similarity. In addition to the 

vector space retrieval model, it includes a semantic definition of similarity between 

words, which is based on the concept hierarchy in WordNet [47, 105, 106]. An 

evaluation demonstrated that adding semantic information concerning the background 

knowledge led to performance improvements. Lenz and Burkhard took a different 

approach in FALLQ, another question-answering system that compares textual cases 

through the meanings of terms [81, 82]. The program processed the free text to 

identify Information Entities (IEs) which are keywords. Domain knowledge is 

required to identify such task-specific IEs. The similarity assessment evaluates IE 

similarity using manually constructed domain ontology as well as a generic thesaurus. 

The SPIRE system [115] combines CBR and Information Retrieval (IR). It first 

performs CBR analysis of the input problem on a small, manually prepared case 

corpus. The important cases in the results of this analysis are selected by the user and 

then are used as queries in the text-based IR system to retrieve results from a large, 

unprepared corpus with greater precision. 

In the reuse process, research has focused on developing methods to map 

textually expressed cases into structured representations. Weber et al. introduced a 
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semi-automated approach to populate case templates from legal documents [146]. 

The method is domain-specific and requires knowledge engineering from domain 

experts to elicit which attributes are relevant in the target domain, the way to identify 

them, and the variations in which they might occur in the domain-specific texts. This 

knowledge is then used to feed template mining methods that extract the feature 

values from text to characterize the cases.  

Table 2-1: Comparison between CBR and SRAR 

 CBR SRAR 

Objective 

To solve a new problem by 

reusing and revising 

information and knowledge of a 

previous case which is similar. 

To assist service center engineers 

solve a new problem by extracting 

and categorizing IC from a 

previous case which is similar. 

Case base 

Well represented, structured 

data with few duplicates and 

irrelevant content. 

Raw, unstructured, long, complex 

text with many duplicates and 

much irrelevant content. 

Retrieval 

Vector space model; syntactical 

similarity; similarity of features; 

domain knowledge; generic 

thesaurus. 

Language models-based similarity 

+ domain knowledge. 

Reuse 

Specific reuse: classify which 

part of a retrieved case can be 

transferred to the new case and 

which part needs adaptation; 

finally provide a new solution. 

Contextual reuse: extract IC from 

a retrieved case; categorize IC 

according to the business process; 

provide service center engineers 

with categorized IC to meet 

different needs and demands. 

 

Although CBR and SRAR have some commonality, they differ in several 

aspects and details, which are summarized in Table 2-1. Without incorporating the 

methodology of SRAR which we have developed, CBR would appear not to work 

well in this service center environment, because it does not explicitly address issues 
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addressed by SRAR. The specific challenges are described in Section 2.3 and our 

methodology is elaborated in Section 2.4. 

2.3 Research Challenges and Needs 

Knowledge extraction and reuse are difficult, because there are many 

challenges to automate the functions of a machine (as mentioned in Introduction) in 

this process, and also diverse needs for upper layer applications. In this section, we 

list observed challenges and needs and correspondingly attempt to address most of 

them when designing the system components detailed in Section 2.4. 

2.3.1 Unstructured Text and Business Process Structure 

Unlike the structured information from operational applications and 

transaction systems, unstructured text provides situational context around an event or 

set of events that aids answering the questions “what was the problem?" “why did it 

occur?" and “how was it solved?” essentially filling in the details of the “problem, 

cause, correction” knowledge cycle. In our service center scenario, the major content 

of the textual support sources is unstructured text from which the support engineers 

have to find the “what," “why," and “how” to uncover hidden relationships, evaluate 

events, discover unforeseen patterns, and facilitate problem identification for rapid 

resolution. However, the most important facts or concepts are not always readily 

available, but are veiled in the myriad of details and noise that accompany them. 

Extracting knowledge from the unstructured text is daunting. Simply transplanting 

data mining algorithms may not provide satisfactory results. 
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2.3.2 Duplicates and Near-duplicates 

Because some types of the support sources record the textual information 

about the interaction between a customer and support engineers, it contains 

substantial duplicates and near-duplicates originating from the quotation of previous 

messages, the repetition of email signatures (name, title, telephone number, addresses, 

and so on), and system notes. They account for a large portion of the unstructured text, 

nearly all of which is useless and even of negative value for tracking and assessing 

similarity between SRs. 

2.3.3 Irrelevant Information 

Even after the duplicates are removed, there is still a significant amount of 

remaining text that the engineers will not need, such as the email header (sender 

address, recipient address, subject, date, and so on), email signature, system notes, 

greeting and closing sentences, and self-introduction, as well as paragraphs such as 

“If you need any assistance, please …” If this text were not removed, the system will 

treat it as part of the text that has knowledge. Detecting and removing the irrelevant 

text reduces the documents from support sources to only that text where the 

knowledge is located. However, this is not a simple task, because not all of this 

irrelevant text has obvious patterns to identify. 

2.3.4 Diverse Needs and Demands 

From the perspective of ontology, the knowledge embedded in support 

sources is composed of many categories of information corresponding to “what," 

“why," and “how." Engineers might pick different parts for use according to their 
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needs in different situations. For example, some might be interested in just the “what” 

and the “how," while others might be interested in the “why” as well. These diverse 

demands are one reason for us to hypothesize the diagnostic business process inherent 

in support documents. In brief, we believe that granular knowledge can help respond 

to or accommodate diverse needs in practice. 

2.3.5 Feature Generation 

The state-of-the-art systems for text categorization use learning algorithms 

in conjunction with the bag-of-words features. The bag-of-words approach is 

inherently limited, as it can only use pieces of information such as words that are 

explicitly mentioned in the documents. Specifically, this approach has no access to 

vital domain knowledge. Consequently, the data mining system is unable to function 

effectively when required to respond to the facts and terms not mentioned in the 

training set. Hence, we have proposed a solution that captures features from (1) bag 

of words; (2) domain knowledge, by using technical documents describing the terms 

and acronyms being referred to in SRs in generating semantic equivalents; and (3) 

expertise, by using features suggested by the experts for each component of the 

diagnostic business process. 

2.3.6 Domain Knowledge 

A machine learning algorithm might fail in text mining for the following 

reasons. (1) Acronyms and abbreviations are widely used in domain-specific 

documents such as service requests. Since an acronym is at best defined when it first 

occurs, a machine learning algorithm might fail to associate the concept with its 
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acronym in subsequent processing, because of the lack of domain knowledge, unless 

this is retained in memory. (2) Lack of a semantic processor, which includes a 

terminology lexicon or thesaurus. This results in the inability of the system to identify 

semantically equivalent words and associated concept dependencies. In other words, 

the causality between problem and the underlying cause, the connection among 

problem components, and the relationship of different problems, are all left 

undetected.  

A similar problem applies to terminology. What is more, without domain 

knowledge and semantic understanding, the technical terms are treated as 

independent symbols by the machine, undifferentiated from other common words. In 

this sense, mining functions only at the word level, which is the surface layer of text, 

instead of discovering hidden dependencies among concepts. 

Thus, we are interested in identifying the linguistic, or actually, structural 

features, which are semantically useful in the business context, to categorize 

knowledge, and we are also concerned about the concept dependency embedded in 

support documents. To address the above issues of incorporating indispensable 

domain knowledge, we incorporate the Internetworking Terms and Acronyms 

Dictionary (ITAD) [37] to incorporate networking domain knowledge in our project. 

ITAD not only expands the acronym, but also gives a description of the acronym or 

term, which helps the data mining algorithm understand its semantic meaning, 

function and related concepts. An example of an entry from ITAD is:  
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ARP: Address Resolution Protocol. Internet protocol used to map an IP 

address to a MAC address. Defined in RFC 826. Compare with RARP. See also proxy 

ARP. 

2.3.7 Learning from Multiple Documents 

To create the refined knowledge repository, a Smart Services Engineer 

(SSE) will need to read several documents to determine all the possible solutions to 

the current problem. Thus, these documents should address the same or similar 

problems but have different troubleshooting steps and solutions. It might be 

suboptimal to get the SSE to read the documents in the order given by the search 

engine. Even highly ranked documents are not necessarily guaranteed to satisfy the 

user’s need. The reason is that SSEs would like the search engine to recommend 

documents that are highly similar to the current problem in the problem description 

but with different steps in the troubleshooting and the solution steps. However, a 

typical search engine matches the search query with all the text in a document without 

the required discrimination and is consequentially ineffective. We have developed a 

document recommender to cater to this requirement of matching based on more 

granulated and segmented text. 

2.3.8 Keywords Extraction 

By characterizing every document across all support sources with 

appropriate keywords, engineers can quickly grasp the core issue, environment, and 

solution from the document before deciding to read through it or to skip. Keywords 

serve as a dense summary for a document, and have the potential to help document 
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retrieval, clustering, summarization and so on. However, those automatic keywords 

extraction methods based on term occurrence, such as tf-idf and BM25 weighting, 

don’t work well on documents from support sources, because the complexity of the 

problem itself, the domain knowledge and the concept dependencies complicate the 

process of keywords selection considerably. In this context, it is essential to develop 

more sophisticated algorithms to incorporate term statistics, NLP patterns, contextual 

features, domain knowledge, and expertise in a supervised manner for keywords 

extraction from domain-specific documents. 

2.3.9 Identifying Experts in Question-Answering Forums 

Community-based Question Answering (QA) services provide a platform 

for customers to exchange knowledge and solve problems in the form of questions 

and answers [90, 91, 145]. Typically, there are thousands of questions asked each day, 

but some portion of them may not be answered or there is a lag between the time 

when a question is asked and when it is answered. To make more questions correctly 

answered or expedite the QA interaction, one key step is delivering the right question 

to the right user. Usually in communities, there are a small number of highly active 

users who contribute a large number of technically correct, complete and reliable 

answers to the questions in the domains they are expert at. Identifying these experts 

based on their expertise and forwarding appropriate questions to them during their 

activity can lead to quick support and improved user experience. 
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2.3.10 Suggesting Existing Answers to Repeating Questions 

In online support community, there are a portion of “old” questions which 

are answered before but repeatedly asked by other users. If such questions, when 

asked, can be mapped to those solved questions, the existing answers are readily 

available to the users. Hence, the approach to matching new question with the 

existing solved question based on domain-specific, semantic similarity becomes a 

research issue. 

2.4 System Architecture and Elements 

In this section, we demonstrate a text analytics system, Service Request 

Analyzer and Recommender, as a study case to extract and reuse knowledge from 

service requests data for Cisco network diagnostics and support. As one type of 

textual support sources, when a customer calls into the service center with a question 

or an issue, a service request is created in the database to record the information about 

the customer, the statement of the question or problem, and any supporting 

documentation provided. Our objective is to extract and reuse the knowledge from the 

complex SRs, which we refer to as Intellectual Capital (IC) in this case. 
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Figure 2-2: SRAR architecture and elements 

 

We have designed the system architecture and elements as shown in Figure 

2-2 with the objective of addressing the challenges we have described above to 

improve the work efficiency. This design is based on the identification of the 

diagnostic business process inherent in SRs. The service request containing both the 

structured and unstructured content is retrieved in XML format from the database. 

The unstructured text containing IC is extracted from the XML file, and the contents 

are tidied up in the Preprocessor (Section 2.4.1). The deduplicated text is then input 

into a Hierarchical Classifier (Section 2.4.2), which removes the irrelevant 

information and extracts the relevant information during the first step. In the second 
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step, the system categorizes the paragraphs by labels in accordance with the type of 

content in that paragraph. We have enriched the features with domain knowledge and 

human expertise, to achieve high classification accuracy. To expand the bag-of-words 

method, we have incorporated the ITAD to use domain knowledge and also combined 

human expertise to incorporate the insights of the engineers. An enhanced Feature 

Generator is described in Section 2.4.3. An LM-based SR Recommender (Section 

2.4.4) has been proposed for situations in which the engineers are not satisfied with 

the IC extracted from a single SR alone, in which case the recommender can suggest 

other SRs with a similar context. 

2.4.1 Preprocessor 

When an SR is retrieved in XML format, the system returns the entire SR in 

which the content is described through tag types. Structured data has unique tag types. 

However, all unstructured text detailing the correspondence between the customer 

and the engineer that includes relevant, irrelevant, and duplicates, is returned together 

with the same tag type. Such storage mandates the need for new approaches to sift 

through the content and extract only that which has IC. At the first step, we have used 

a preprocessor to handle XML files, extract the unstructured text, separate text into 

paragraphs, and remove duplicates. 

We compare two approaches for deduplication. First we evaluated the hash 

algorithm [52, 95]. It can detect identical contents, but it was very brittle, as 

potentially any change in formatting, word order, or slight variations in content 

produced a different value. In fact “almost” identical content with a few characters 
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added or removed between two pieces of text also constitutes a duplicate for humans. 

This near-duplicate is also part of the content in an SR. For example, most near-

duplicates in the email quotation are not identical to the original text; line duplication 

indicated by the email reply symbol > is a good example. The hash method was 

unable to detect such duplicates. This inability necessitated the use of the more 

flexible resemblance approach [24]. Resemblance measures the fuzzy similarity 

between two documents. If a threshold is exceeded, the documents are considered 

duplicate.  

2.4.2 Hierarchical Classifier 

The objective of SRAR is to present the desired IC in a compact, easy-to-

understand fashion to facilitate the work of an SSE. After deduplication, the IC is still 

not evident as it is hidden in a massive amount of heterogeneous, irrelevant 

information. This irrelevant information cannot be reduced as easily and accurately as 

using the deduplication as it lacks universal patterns. What is more, even if the 

irrelevant information could be removed completely, the IC, presented as a set of 

paragraphs, is still not easy for the SSEs to digest and absorb. To build a system that 

will be the most helpful to the engineers, we investigated the routine elements of their 

work and analyzed the ontology of the networking domain. The finding was that the 

engineers usually had a clear purpose in mind when reading the SR, and they 

probably needed one or more specific kinds of IC from the functional perspective, 

such as “what was the problem?" “why did it occur?" or “how was it solved?” Hence 

we concluded that if the IC was granulated into several functional categories that are 



32 

 

 

aligned with the diagnostic business process, this process could assist engineers to 

obtain the information they needed more effectively and rapidly. To handle the 

heterogeneous contents of SRs and the diverse needs of engineers, we adopted a 

supervised learning algorithm to analyze IC and proposed a hierarchical classifier to 

improve prediction accuracy. 

Our most significant contribution in the current chapter is in exploiting this 

diagnostic business process structure to achieve effective information extraction. The 

hierarchical classifier is one possible method, but there are many possible methods, 

which we describe in more detail under lessons learned and further research. Our 

contribution is in identifying hierarchical classes which are meaningful for the task 

and result in enhanced performance. 

We confirmed the hierarchical structure which we had hypothesized for the 

SRs. When this structure was utilized, the classification problem could be 

decomposed into a set of smaller problems and with reduced noise. Our classifier first 

learns to distinguish between relevant and irrelevant paragraphs at the top level; then 

lower-level IC distinctions are learned only within the relevant paragraphs. Currently, 

we have defined four IC categories in terms of the engineers’ need: Problem 

Description, Troubleshooting, Inference, and Action Plan. Each of these subclasses 

can be classified more efficiently and more accurately.  

Another reason for us to prefer the hierarchical classifier comes from its 

ability to resist the class bias problem [20, 35, 62, 68, 112]. For highly skewed data, 

the class distribution is biased toward the majority in the sense that most classifiers 
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would lean to predict the major class in order to obtain a higher overall accuracy. In 

service requests, the irrelevant information accounts for between 3 and 14 times as 

much as one IC category. Flat classifiers will misclassify most IC as irrelevant in this 

case, which is counter to our objective of predicting the minor classes to achieve a 

low false negative rate while maintaining overall accuracy [147]. 

2.4.3 Feature Generator 

Feature generation is essential to text categorization. The widely used bag-

of-words approach is limited by the fact that it is a limited representation of the 

information in sentences. Quite a few attempts have been made to deviate from the 

bag-of-words paradigm. In particular, representations based on phrases, named 

entities, and term clustering, have been explored. However, none of these techniques 

has overcome the underlying problem in enterprise data mining—lack of domain 

knowledge. For example, “address” and “protocol” are important terms in networking 

and are very effective indicators of IC. However, “ARP” is deemed a trivial word, 

because, without domain knowledge, the machine can by no means understand its 

semantic meaning—the acronym of “Address Resolution Protocol." To better 

represent textual information in feature space, we built a feature generator using 

domain-specific ITAD to enrich the bag of words with new, more informative 

features.  

Besides the expansion of the acronym, ITAD also briefly explains the 

meaning or function of a technical term, in which other related terms are introduced. 

We argue that this dependency could be used to generate stronger features for 
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classification by using some of these terms. Example terms such as “Internet," “IP," 

and “MAC” mentioned in the “ARP” entry, are all good indicators of the IC, and 

further increase the probability of a paragraph that includes the term “ARP” 

belonging to IC as well as potentially to a specific category of IC. 

Table 2-2: Features provided by experts 

Type Feature Class and Motivation 

Statistical 

features 

Length of paragraph Short paragraphs are usually 

irrelevant. 

Relative position of a paragraph in 

an SR (value from 0 to 1) 

SRs have the latent business 

process “problem description 

→ trouble shooting → action 

plan." 

Number of “%” Error codes (relevant) begin 

with “%." 

Contextual 

features 

Contain “Hi," “Hello," “my name," 

or “I’m” 

Introduction, irrelevant 

Contain “feel free," “to contact," or 

“have a ... day”; begin with “Best” 

or “Thank” 

Salutation, irrelevant 

Telephone number, zip code, or 

affiliation 

Contact information, 

irrelevant 

Hint words 

Contain “problem," “error 

message” or “symptom” 

 Problem description 

Contain “suspect," “seem," “looks 

like," “indicate," “try," “test," or 

“check” 

Troubleshooting 

Contain “recommend," “suggest," 

“replace," “reseat," “RMA," or 

“workaround” 

Action plan 

 

Human expertise provides insights, observations and experience. Since 

experts have a very strong learning capability and high intelligence, the features 

generated from expertise are usually effective. They are beneficial complements to 

the machine-generated features.  
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In SRAR, we propose a feature generator to enhance the representation of 

the textual information in feature space. Domain knowledge and human expertise 

have been combined with the bag-of-words approach to achieve a better performance. 

We defined one irrelevant class and four IC classes to characterize the components of 

the diagnostic business process and requested experts to provide indicative patterns or 

features they observed when reading SRs. Table 2-2 shows some examples and the 

motivations. 

2.4.4 LM-Based SR Recommender 

Engineers sometimes want to read several SRs discussing the same or 

similar problem so that they can understand the possible ways that such a problem 

had been addressed and solved in the past. In SRAR we propose an SR recommender 

to address this need. This recommender is an upper layer application built on top of 

SR Analyzer and demonstrates the extensibility of the system, so it can perform 

matching better by utilizing the components of the diagnostic business process given 

by SR Analyzer. The similarity of two SRs is measured by evaluating the similarity 

between the corresponding structured fields (title, technology, and subtechnology) 

and granulated IC categories (see Figure 2-3). High similarity of structured fields and 

problem description indicates that both SRs probably discuss similar problems 

involving similar products and techniques. Meanwhile, if engineers want to learn 

about different solutions, the recommender could measure the similarity of 

troubleshooting and action plan categories. A low score implies that these two SRs 
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might have different solutions. Hence, in these problem contexts, a method to 

measure text similarity effectively is critically needed. 

 

 

Figure 2-3: Logic scheme of finding related SRs 

 

We now consider developing a model to determine the similarity of two 

SRs in the current context. Again, we incorporated the domain knowledge. Acronyms 

and terms are expanded by the original names and explanations in ITAD so as to 

increase overlapping words. Table 2-3 shows IC excerpts from two SRs that address a 

similar problem with the expansion from ITAD in brackets. The overlapping words 

between unexpanded excerpts are marked in blue italics, while those introduced by 

ITAD are in red boldface. Obviously, the similarity can be substantially enhanced if 

the domain knowledge is applied. 
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Table 2-3: IC excerpts from two related SRs 

The phone boots up and it does a DHCP [Dynamic Host Configuration 

Protocol. Provides a mechanism for allocating IP addresses dynamically so 

that addresses can be reused when hosts no longer need them] request in the 

native VLAN [virtual LAN]. There it gets an IP address [32-bit address 

assigned to hosts using TCP/IP] and an option that it needs to boot up in the 

VLAN 40 and that it need to go in trunking [physical and logical connection 

between two switches across which network traffic travels] mode.  

Host Server with 2 interfaces [connection between two systems or 

devices] and one default gateway.  When ping Vlan-B [virtual LAN] interface 

an ARP [Address Resolution Protocol. Internet protocol used to map an IP 

address to a MAC address] request with a source IP of Vlan-B is sent to 

Default Router [network layer device that uses one or more metrics to 

determine the optimal path along which network traffic should be forwarded. 

Routers forward packets from one network to another based on network 

layer information] on Vlan-A, but Router does not respond to ARP request. 

 

Representing documents in vector space and computing their Cosine 

Similarity (CS) is one method widely employed to measure text similarity [9, 80, 96]. 

Language models [9, 89, 96, 110] in the literature are known to have better 

performance than the CS models. Originally, the language model was proposed to 

measure the relevance between a query and a document. Here, we have modified it as 

an approach to measure SR similarity. Given two pieces of text 𝑡1 , 𝑡2 , and the 
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vocabulary 𝑤𝑖 , 𝑖 = 1 … 𝑛, the generating probabilities 𝑝(𝑡1|𝑡2) and 𝑝(𝑡2|𝑡1) based on 

language models are defined below and an intuitive explanation for them follows a 

little further below. 

𝑝(𝑡1|𝑡2) = ∏ 𝑝(𝑤𝑖|𝑡2)𝑐(𝑤𝑖,𝑡1)

𝑛

𝑖=1

                                        (2.1) 

𝑝(𝑡2|𝑡1) = ∏ 𝑝(𝑤𝑖|𝑡1)𝑐(𝑤𝑖,𝑡2)

𝑛

𝑖=1

                                        (2.2) 

𝑝(𝑤𝑖|𝑡𝑗) =
𝑐(𝑤𝑖 , 𝑡𝑗) + 𝜇 ∙ 𝑝(𝑤𝑖|𝐶)

∑ 𝑐(𝑤𝑖 , 𝑡𝑗)𝑖 + 𝜇
                                (2.3) 

where Eq.(2.3) is the Dirichlet smoothed maximum likelihood estimate of the 

probability of observing 𝑤𝑖 in text 𝑡𝑗  [153, 154], 𝑐(𝑤𝑖 , 𝑡𝑗)  is the number of 

occurrences of 𝑤𝑖 in 𝑡𝑗, and 𝑝(𝑤𝑖|𝐶) ≝
𝑐(𝑤𝑖,𝐶)

∑ 𝑐(𝑤𝑖,𝐶)𝑖
 is the maximum likelihood estimate 

of the probability of observing 𝑤𝑖  in the corpus C [154]. 𝑝(𝑡1|𝑡2)  means the 

probability of generating 𝑡1 from the same model that has generated 𝑡2, and vice versa 

for 𝑝(𝑡2|𝑡1). This probability represents the text relevance. Since both pieces of text 

are observed and a similarity metric should have the symmetry property, we define 

the similarity metric between 𝑡1 and 𝑡2 by a mutual generating probability: 

𝑆𝑖𝑚𝐿𝑀 =
𝑝(𝑡1|𝑡2) + 𝑝(𝑡2|𝑡1)

2
                                     (2.4) 

In the approach here, for a given SR, a ranked list of related SRs is 

recommended to engineers based on the mutual generating probability defined above, 
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where the SR with the highest value of 𝑆𝑖𝑚𝐿𝑀  is awarded the highest 

recommendation. 

2.5 Experiments 

We investigated the effectiveness of SRAR in its ability to help SSEs 

capture IC quickly and accurately. We first measured the improvement of 

productivity by using SRAR in the routine of an SSE. We then evaluated the SR 

Analyzer and SR Recommender separately. We have demonstrated the advantages of 

the hierarchical classifier, the feature generator and the LM-based recommender over 

the benchmark approaches. In all our experiments, a paragraph from an SR was 

treated as the atomic unit to present IC. Each paragraph is classified as belonging to 

one of four categories, depending on the stage of the problem solving process. These 

four categories are:  

 Problem description (P): The text that the customer or the engineer used to 

describe the problem along with any documentation that supported it. 

 Troubleshooting (T): The text concerning what the engineer requested the 

customer to do or tested in the lab or the customer did in the network to narrow 

down the problem. It includes the results of the tests as well.  

 Inference (I): The analysis that occurred after troubleshooting to determine 

clearly what caused the issue and the evidence supporting it, for example, 

configuration issues or hardware failures.  
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 Action plan (A): The final solution suggested to the customer, or those actions 

that the customer used in solving the problem, for example, software upgrades, 

configuration changes, and so on.  

2.5.1 Data Set 

The data set included 52 service requests that the engineers created by 

solving customer problems. On average each SR was 12 pages long, and some SRs 

even extended up to 56 pages with a very large number of “noisy” phrases and terms. 

After preprocessing and deduplication, a total of 2868 paragraphs across 52 SRs were 

manually labeled by human expertise. Table 2-4 shows the skewed distribution of 

paragraph classes across both relevant and irrelevant classes, as a percentage of the 

total. We evaluated the SR Analyzer using this data set as a test bed. Moreover, 

multiple SRs in the data set were dealing with a similar problem, and consequently 

we were able to evaluate the ability of the SR Recommender to identify those SRs 

sharing the same or similar problem statement. 

Table 2-4: The distribution of paragraph classes 

Class Irrelevant (N) 
Relevant 

P T I A 

Number of 

paragraphs 
1646 (57%) 

269 

(9%) 

695 

(24%) 

122 

(4%) 

136 

(5%) 

 

2.5.2 Experiments on Real-World Productivity 

Since SRAR was designed to improve the engineers’ work efficiency, we 

compared the time (minutes) spent by SSEs in reading the SR before using SRAR 
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with the time after using it, namely reading the original SR versus reading the 

categorized IC. We also observed the change in the length of the SR during IC 

analysis, and used it as an estimate of the resulting workload placed on the SSEs. We 

chose nine device messages that had to be mapped to recommendations and measured 

the time required by the SSEs to create them. In the initial stages of their work on a 

given problem, the SSEs searched for the existing SRs addressing a similar problem 

and read them quickly to assess the relevance. If an SR was relevant, the SSEs would 

read it thoroughly, try and understand the cause and the resolution, and consider the 

potential of the solution described in this SR as a candidate for the recommendation. 

If an SR was irrelevant or did not provide enough information, the SSEs would 

continue looking for related SRs. We measured the time to assess the relevance of 

each SR and the total time to create the mapping to a solution respectively.  

 

Figure 2-4: Time to assess relevance of the nine given problems 
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Figure 2-5: Total time to finalize the IC of the nine given problems 

 

 

Figure 2-6: Average pages of SR during IC analysis 

 

Figure 2-4 shows the comparison of the time used to assess the relevance 

for each of the nine given problems. On average, the time to assess the relevance of 

previous SRs to the current problem is reduced by 60%, from 27 minutes per SR to 
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11 minutes. This reduction is attributable to the deduplication and the IC 

categorization steps of our approach. The SSEs were not distracted by the large 

volumes of irrelevant and noisy information and were able to flexibly work with any 

SR and the associated IC they felt was useful in the context of their work.  

Figure 2-5 shows the comparison of the time used to complete the mapping. 

Besides the time to assess relevance, it also includes the time to understand IC and the 

time to read multiple SRs and other sources of IC as needed. On average, SSEs spent 

97 minutes to create recommendations to a device message by reading original SRs, 

while it took only 67 minutes to do if they used SRAR. The productivity was 

improved by 45%. Extra time was saved in this process because the SSEs usually 

read SRs back and forth, and the explicit representation of IC helps them with easy 

tracking. 

Figure 2-6 displays the average number of SR pages given by SRAR at the 

points of removing duplicates and removing irrelevant information. Hash 

deduplication was able to remove the identical duplicates and reduce the contents by 

50%, but it failed to identify the near-duplicates. The resemblance method took a 

more flexible notion of duplication defined by similarity and reduced the SR contents 

by 76%, where the removed contents included the duplicate and near-duplicate 

information. The text remaining after the resemblance based deduplication still 

contained a great deal of content irrelevant to IC. We used the hierarchical classifier 

we developed to finally filter out almost all undesired (because of its noisy and non-
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informative nature) information and locate the IC portion of the total text which was 

only 10.6% of the original SR. 

2.5.3 Experiments on SR Analyzer 

Accurate classification presents SSEs with only that information which 

describes the essence of the service request as well as prevents IC from being 

classified as irrelevant and hence discarded. Porter stemming and stop-words removal 

were applied before building an inverted index. In our feature generator, the 

discriminative words were chosen by the information-gain-based feature selection 

method [48, 150]. Considering the fact that nearly all words were useful features for 

text categorization [71] and the capability of naïve Bayes to handle high dimension 

data, we selected 12,000 word features expecting to improve generalization accuracy 

and to avoid overfitting. Another 36 features that we used were suggested by experts 

as promising, based on their observation and work experience. We employed the 

naïve Bayes classifier as our choice for its speed and good performance on text, used 

a 10-fold cross-validation to fit the model and evaluated its predictions with the labels 

given by experts. We adopted a “1-vs-all” approach to handle multiclass 

classifications. We measured the performance of classification schemes varying in 

structures, features, and classifiers, including Hierarchical classification (H) versus 

Flat classification (F), Feature Generator (FG) versus Bag-of-Words (BW), and Naïve 

Bayes (NB) versus Logistic Regression (LR). Table 2-5 shows the empirical results 

on precision, recall and F1 measure. The “Overall” is the weighted average on all five 

categories, while the “IC Overall” is the weighted average on the four IC categories. 
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Our first finding was that all hierarchical classifiers performed much better 

than the flat classifiers on every metric. In particular, the H-NB-FG achieved strong 

results. This is attributable to the hierarchical framework which reduced much of the 

irrelevant information at the top level and brought two benefits. Firstly, the class bias 

problem was avoided (Section 2.4.2). This problem is quite obvious for flat classifiers, 

where the minor classes “I” and “A” were poorly classified, much worse than the 

major class “N," and even not comparable with “P” or “T." On the contrary, all IC 

categories in hierarchical schemes were classified very accurately. Secondly, the 

irrelevant information that negatively affected the IC classification at the bottom level 

was obviously reduced. 

The second finding was that domain knowledge and human expertise 

indeed helped IC analysis. From Table 2-5, H-NB-FG comprehensively outperformed 

H-NB-BW in all categories by F-measure. This demonstrates that our Feature 

Generator is superior to the traditional bag-of-words. ITAD was able to associate 

more words characterizing a category by expanding terminologies and thus enhanced 

the discriminative power of the extracted feature. Experts used their intelligence to 

propose insightful patterns and features. In fact, the top three effective features from 

information gain were all from the experts. They are the relative position of a 

paragraph in SR, the length of a paragraph, and the number of times that the word 

“problem” appeared in one paragraph.   
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The third finding was that logistic regression worked better in flat 

framework (F-NB-FG vs. F-LR-FG), but naïve Bayes dominated logistic regression 

in a hierarchical framework (H-NB-BW vs. H-LR-BW). This resulted from the 

removal of irrelevant content, which reduces the dependent, noisy features to alleviate 

the conditional independence assumption of naïve Bayes. 

2.5.4 Experiments on SR Recommender 

The SR recommender helps to identify the SRs addressing a problem 

similar to that being worked on by the SSEs. We designed the experiment by ranking 

the similarity score of two SRs given by the recommender. Because we were already 

aware of the SRs that were addressing the same or similar problem, such SR pairs 

were expected to be ranked higher in the list. Since we did not know whether all 

engineers require the related SRs to contain the similar problem description but 

different solutions, the experiment was designed for finding the related SRs without 

comparing the solutions. Hence only the fields and problem description paragraphs 

were used here. We were also interested in whether SR Analyzer could help enhance 

recommendation, so another experiment was performed on the original SR for 

comparison. We adopted the Lemur toolkit to build language models, and evaluated 

the proposed LM-based recommender and the cosine similarity recommender by 

precision, recall and mean reciprocal rank (MRR). There are 1326 pairs generated by 

the 52 SRs, out of which 35 are related.  
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Figure 2-7: Precision and recall of SR recommenders 

 

Figure 2-7 shows the precision and recall of the rank lists given by the 

recommenders using different combinations (that is CS-SR, CS-IC, CS-IC-ITAD, 

LM-SR, LM-IC and LM-IC-ITAD). The corresponding MRR values are 2.42, 3.36, 

3.67, 2.45, 3.72 and 3.90, respectively. We had three findings: (1) both recommenders 

achieved much better results when categorized IC was used. This demonstrated that 

SR Analyzer indeed improved the accuracy of the SR recommendation and, more 

importantly, validated the inherent diagnostic business process which we had 

hypothesized as crucial to the performance enhancement. (2) LM-based recommender 

outperformed CS recommender. All of the top 15 ranked pairs generated by LM-IC-
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ITAD were related pairs, while only 13 were related as indicated by CS-IC-ITAD (14 

by LM-IC versus 10 by CS-IC). The good performance of LM-based recommender 

results from that language models with Dirichlet smoothing represented the text better 

for similarity measurement than the vector space model. (3) Using domain-specific 

reference ITAD further improves retrieval results, because ITAD disambiguated the 

word sense and introduced more terms related to the problem so as to increase the 

words overlap between semantically similar documents. 

2.6 Lessons Learned 

The primary learning has been the validation of the hypothesis that 

modeling the diagnostic process using domain knowledge enables greatly enhanced 

performance. The next learning was that a service request could in actuality contain 

several problems, root causes, and associated solutions, rather than the single 

purported problem reported by the customer and its associated solution. In complex 

service requests, until all root causes are identified and solved, the original problem is 

not solved. In this case, the difficulty in problem resolution manifests itself through 

the presence of multiple inferences and action plans in the body of the SR. While our 

approach works well in instances when only one problem and the associated problem 

resolution steps are present in an SR, the model breaks down when more than one 

problem and all the associated problem resolution steps are present in the same SR. 

This is because any algorithm based on the four steps for a single problem would be 

misled by a presence of eight or more steps from more than one problem resolution 
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process. When classification results were reviewed, we found that the classifiers 

usually performed worse on the SRs that addressed multiple subproblems within a 

main problem. Intermediate inferences and action plans were misclassified as 

troubleshooting steps. These occurred as a result of heavily weighting the feature of 

paragraph position as the main indicator by training on the data set where most of 

SRs addressed only one problem. This indicates the need to integrate topic detection 

into the algorithmic process.  

Resemblance deduplication performed better than the hash method in 

experiments, but we found that it removed a small amount of critical text that was 

important. This mainly occurs in the context of command-line outputs from devices 

that contain highly similar words and symbols between two consecutive lines of a 

device configuration or a command output. Setting a high similarity threshold 

alleviates this problem, but also affects the performance. This requires us to design a 

component to detect those outputs as a cluster, where we preserve the contents of a 

cluster but remove duplicate instances of clusters. 

2.7 Conclusions 

Many enterprises are building new applications by utilizing existing textual 

information to offer value-added services. The problem of designing a highly efficient 

human-machine combination to derive insights from text is an essential part of this 

process. In this chapter, we have studied the case of the Service Request Analyzer and 

Recommender in the Smart Services team in Cisco, together with the elements 
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addressing various practical challenges and needs. This system is designed based on 

successfully mining the diagnostic business process inherent in data. Its strong 

performance is attributable to both the hierarchical classification structure and the 

feature generator incorporating domain knowledge and human expertise, both of 

which are the crucial elements to solve specific problems in an enterprise 

environment. Besides, the SR recommender, as an upper layer application for 

information retrieval, demonstrates the strong extensibility of our system. Other 

applications such as information extraction can also be built on top of SR Analyzer to 

extend the system functionality for improved knowledge reuse. The synergy of SR 

Analyzer and SR Recommender improves the productivity in a service center 

environment. This framework can also be generalized to other domains and business 

functions that utilize textual data to improve service efficiency and productivity.   
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3 Disorder Mention Extraction from 

Clinical Notes 

3.1 Introduction 

Clinical notes, such as discharge summary, radiology reports, 

echocardiogram reports and electrocardiograph reports, are abundant in mentions of 

abnormalities, diseases, symptoms, and dysfunctions, which provide crucial disorder 

information on a patient’s physical or mental conditions. Identifying disorder 

mentions is one of the most significant steps in clinical text analysis. 

However, unlike the general newswire domain, where text is dominated by 

mentions of clearly defined locations, companies, and people names, there are many 

surface forms of the same concept documented in clinical notes. Some are even 

recorded disjointedly, briefly, or intuitively, due to the characteristics of natural 

language and the variety of written expression. For example, both “enlarged left 

atrium” and “left atrium … dilated” refer to the same concept “left atrial dilatation”, 

where the second mention is disjointed; the disjointed mention “RV … enlarged” is 

written briefly and intuitively for the concept “right ventricular hypertrophy”. Such 



53 

 

 

difficulties have challenged traditional information extraction systems that rely on 

explicit text features. 

To overcome these challenges, rich lexical and ontological resources in 

healthcare domain ought to be exploited in extraction algorithms. The Unified 

Medical Language System (UMLS)  [23, 67, 85] comprises over 1 million biomedical 

concepts and 5 million concept names, from over 130 lexicons/thesauri in clinical 

care, public health, and epidemiology, including SNOMED-CT [43], MeSH [86], 

ICD-9, and RxNORM [88]. In addition, it provides a semantic network in which 

every concept is represented by a Concept Unique Identifier (CUI), semantically 

typed, and linked to related concepts [98, 120]. Because of the comprehensive 

concept coverage and the enabled semantic translation, the UMLS became the 

reference of several medical information extraction projects, such as 2013 

ShARe/CLEF eHealth Challenge [111, 126], which requires the identification of 

concept mentions that map to a disorder concept defined in the UMLS.  

3.2 Related Work 

3.2.1 Early NLP Systems 

There have been many NLP systems developed to extract information from 

clinical text. LSP-MLP [120], MEDLEE [50, 65, 66], and SymText [59, 60], are a 

few of the earliest NLP systems and tools in medical domain. Later, HiTex [152], 

KnowledgeMap [40], cTAKES [122], MedEx [148], and MetaMap [7, 8] often use 
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rule-based methods that rely on existing biomedical vocabularies to identify clinical 

entities.  

3.2.2 Machine Learning-Based Approaches 

More recently, i2b2 and partners organized a few clinical NLP challenges 

to advocate the acquisition of increasingly fine-grained information from clinical 

records. The 2009 i2b2 NLP Challenge aimed to extract information on medication of 

patients from discharge summaries, and further classify into seven fields such as 

medication names, doses, and frequencies [131, 132]. Among the top ten systems 

achieving the best results in the challenge, two were machine learning based systems, 

including the best one, while the second best used a rule-based method which 

extended the MedEx system. The 2010 i2b2 NLP Challenge presented three tasks: a 

concept extraction task focused on the extraction of patient medical problems, 

treatments, and tests; an assertion classification task focused on assigning assertion 

types for medical problem concepts; and a relation classification task focused on 

assigning relation types that hold between medical problems, tests, and treatments 

[133]. In the concept extraction task, Gurulingappa et al trained conditional random 

fields (CRFs) on textual features enhanced with the output of a rule-based named 

entity recognition (NER) system [57]. Roberts et al broke the task into two steps, so 

that they trained a classifier on identifying concept boundaries first and then 

determined concept class [116]. deBruijn et al adopted a discriminative semi-Markov 

HMM to tag multitoken spans of text, as opposed to single tokens [38]. Some others 

utilized CRFs in an ensemble with existing NER systems, chunkers or different 
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algorithms, with input based on knowledge-rich sources [69, 74, 129]. Later, on the 

same task, Jiang et al and Tang et al compared support vector machines (SVMs) and 

CRFs separately, and found that both had similar performance [70, 127], while Doan 

et al combined the outputs of SVM, CRF and MedEx as an ensemble classifier using 

simple majority voting strategy, and reported slight improvement over individual 

classifiers [42]. 

3.2.3 Research Gaps 

Although the 2010 i2b2 NLP Challenge provided concept annotations to 

evaluate concept extraction task, these annotations were spread over different types of 

concepts, including medical problems, treatments, and tests. More importantly, 

concepts were defined as non-nested, non-overlapping, and contiguous words/phrases 

in clinical text, which is not always true in the real world, because there exist many 

surface forms of the same concept, as the disjointed examples above mentioned. 

Therefore, in our recent study, we focused on extracting all forms of mentions 

describing disorder concepts, especially with many being disjointed. In this chapter 

we present a hybrid approach to this task, which leverages supervised machine 

learning, annotation rules, and a standalone NLP system. Though many systems in 

the 2013 ShARe/CLEF eHealth Challenge began to employ a combination of rules 

and machine learners, the features they used to train the machine are quite different 

[111]. For example, the best-performing system adopted part-of-speech features and 

word representations from Brown clustering and random indexing as well as other 

common features. In this context, the contributions of our work are four-fold: (1) 
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proposing new semantic features from ontology to improve machine learning 

performance; (2) investigating the integration of a set of features, especially semantic, 

syntactic, and sequential features, for better catching implicit relationships among 

words; (3) developing a rule-based annotator which is automatically learned from 

training errors, and thus able to recognize patterns missed or over-learned by learning 

algorithms; and (4) overcoming the limitation of learning-based methods by 

employing an unsupervised NLP system for independent concept discovery from test 

data beyond the coverage of training data. 

3.3 A Hybrid Approach to Disorder Mention Extraction 

3.3.1 2013 ShARe/CLEF eHealth Corpus 

The ShARe corpus comprises of annotations over de-identified clinical 

reports from US intensive care units (version 2.5 of the MIMIC II database [118, 

119]). The clinical notes consisted of discharge summaries, electrocardiogram, 

echocardiogram, and radiology reports. The annotation of disorder mentions in 

clinical reports was carried out as part of the ongoing ShARe project. For this task in 

the 2013 CLEF evaluation lab, the target was to annotate disorder mentions only. 

Each clinical note was annotated by two professional coders trained for this task, 

followed by an open adjudication step. A disorder mention was defined as the span(s) 

of text that can be mapped to a SNOMED-CT concept in UMLS and which belongs 

to the Disorder semantic group. A concept was in the Disorder semantic group if it 

belonged to one of the following UMLS semantic types: Congenital Abnormality; 
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Acquired Abnormality; Injury or Poisoning; Pathologic Function; Disease or 

Syndrome; Mental or Behavioral Dysfunction; Cell or Molecular Dysfunction; 

Experimental Model of Disease; Anatomical Abnormality; Neoplastic Process; and 

Signs and Symptoms. The corpus of notes was split into 200 training and 100 test. 

Table 3-1 shows the distribution of annotations. The system performance was 

evaluated against the criteria by using the F1 score. 

Table 3-1: Distribution of disorder mentions in training and test sets 

 # Clinical 

Notes 

# Total 

Mentions 

# Unique 

Mentions* 

# Disjointed 

Mentions 

Training Data 199 5816 2344 645 

Test Data 99 5351 2055 432 

* Unique mentions are those only appear in either training or test data set. 

3.3.2 System Framework 

We present the framework of our hybrid extraction system and data flow in 

Figure 3-1. The system is mainly composed of three extraction components and a 

post-processing module. Firstly, SVM is learned from training data to predict if a 

word belongs to disorder concepts. Seven types of features are extracted in order to 

help the SVM acquire both explicit and implicit relationships among words. Then, a 

rule-based annotator is automatically built from the errors the SVM made on training 

data. Finally, we employ an unsupervised NLP system, MetaMap, as the supplement, 

to discover concepts unique in test data. The outputs from above three components 

will be compiled in the post-processing module to determine mention boundaries. 
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Figure 3-1:  The framework of a hybrid extraction system 

 

3.3.3 Supervised Machine Learning 

We formulated the extraction task as a sequence labeling problem which 

can be defined as follows: given a sequence of input words x = (x1, … , xn), and a set 

of labels L, determine a sequence of labels y = (y1, … , yn) for the words such that 

 yi ∈ L for 1 ≤ i ≤ n. The label yi here contains two pieces of information: the type 
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of the label and the position of the word in the sequence. BIO label formalism is 

widely used to transform mention annotations to a machine-readable format [42, 57, 

70, 121]. If a word is the Beginning word/Inside/Outside of a mention, it gets the 

label B, I, or O (see Figure 3-2(b)).  

 

(a) Original text from clinical notes with “cirrhosis” and “NG Tube … curled” 

annotated as disorder mentions 

 

(b) Label assignment using BIO formalism 
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(c) Labels assignment using BIESO formalism 

Figure 3-2: Examples of label assignment using BIO or BIESO formalism, where 

“cirrhosis” and “NG Tube … curled” are two annotated disorder mentions. 

 

However, when predicting disjointed mentions, which are frequent in our 

study, BIO is prone to determining inaccurate mention boundaries, because the end of 

a disjointed mention not only depends on the label I, but also the label B of next 

mention (all label I words before it will be assigned into one mention). If either label 

is wrong, the mention boundary could be inaccurate. To solve this problem, another 

two labels E and S are added to represent the End word of a mention and the Single 

word mention, so that the end of a disjointed mention will only depend on the label E, 

and the single world mention will only depend on the label S. Figure 3-2 compares 

BIO and BIESO with examples. The new BIESO representation could better 

distinguish mentions composed of single word, continuous words, or disjointed words. 

Then the extraction task becomes a classification task to assign each word into one of 
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the five labels L=[B, I, E, S, O] based on the characteristics of each word and its 

context. Support vector machines are chosen for classification due to its good 

performance on clinical information extraction [42, 127]. 

3.3.4 Integration of Rich Features 

We generated various types of features and systematically investigated their 

gains on concept extraction. Basically, the explicit features, such as Bag-of-Words 

(BOW), orthographic and morphologic features, are from word itself, but unable to 

provide semantics, syntax, or sequential information. Hence we further extracted 

implicit features from context, such as Part-of-Speech (POS), sequential, and 

semantic features. Table 3-2 describes every type of feature, where the two types of 

semantic features will be introduced in Section 3.3.5. 

3.3.5 Semantic Features from Ontology 

We investigated ontologies to bridge the gap between machine learning and 

semantic understanding. We used the SNOMED-CT ontology [43] to generate two 

types of semantic features, the semantic type features (ST) and the semantically 

related term features (SRT), to improve the performance of learning algorithms. 

Particularly, we proposed the novel semantically related term features to expand the 

coverage of training annotations. At first, a disorder concept from training 

annotations is mapped to a concept node in the ontology; words describing its parents 

and/or children nodes are obtained as the semantically related terms of the concept; 

when determining the feature value of a target word, we check whether it belongs to 

the semantically related terms of the concept. If so, this word will be associated with 
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that disorder concept by such a feature. Thus, even if the word itself does not appear 

in any training annotations, learning algorithms are able to capture its connection to a 

concept through SRT features. 

3.3.6 Rule-Based Annotator 

SVM is capable of identifying concept mentions, but still makes a number 

of false positive and false negative errors. After error analysis, we found that part of 

these errors could be corrected subsequently using annotation rules. We grouped 

misclassified mentions, counted their frequencies, automatically generated regular 

expression rules from frequent error mentions, and assigned true labels to the text 

spans that match the rules. We also attempted to add these rules as features to 

learning algorithms. However, due to the sparsity of the training data, the classifiers 

were still unable to learn them well. For example, even if we create a feature to 

capture the string of the disorder concept “heart attack”, the word “heart” in “heart 

attack” would still get classified as O (instead of B), because a large number of 

phrases “heart/O rate/O” in training data make the classifier assign “heart” a high 

weight towards O. To avoid hurting performance by overfitting, after applying a rule, 

we inspected the ratio of the number of true annotations given by the rule over the 

number of false annotations given by the rule, and set a threshold θ to control whether 

this rule should be included or not. 

#(true annotations given by the rule) + 1

#(false annotations given by the rule) + 1
≥ θ                       (3.1) 
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Table 3-2: Description and examples of features for concept extraction 

Feature 

Types 

Description Examples 

BOW 

features 

words of disorder 

mentions in training set 

“dizziness” ; “edema”; “facial” 

Orthographic 

features 

whether a word 

contains capital letters, 

digits, special 

characters, etc. 

contain digit (“s3”), initial capital (“B-

cell”), all capital (“MR”), contain 

hyphen (“T-wave”), CapsAndDigits 

(“DM2”) 

Morphologic 

features 

whether a word 

contains certain prefix 

or suffix 

contain anti-  

(“antigen”, “anticoagulation”, “anti-

inflammatory”) ; 

contain -ous ( “erythematous”, 

“granulomatous”, “edematous”) 

POS features Part-of-Speech tag of a 

word 

“epigastric ventral hernia” [JJ_JJ_NN] 

Sequential 

features 

The label assigned to 

the previous word 

B, I, E, S, or O 

Semantic 

type features 

semantic categories of 

words (defined in 

ontology)   

“pericardial effusion” [Disease or 

Syndrome] ; 

“allergies” [Pathologic Function]; 

“heart rate” [Organism Attribute]  

Semantically 

Related Term 

Features 

whether a word belongs 

to semantically related 

terms of a disorder 

concept in training data 

(obtained from parents 

and/or children nodes in 

ontology) 

whether a word is one of 

[“cerebral”, ”degeneration”, ”dementia”

, ”senile”, “presenile”, “aphasia”], 

which are semantically related terms of  

“Alzheimer”, a disorder concept in 

training data 
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3.3.7 MetaMap 

Because both SVM and rule-based annotator are dependent on training data, 

their generalization capability is theoretically limited when applied to test data. 

Consequently, we added MetaMap as the third extraction component for independent 

concept discovery from the text beyond the coverage of training data. MetaMap is an 

NLP system developed to link the text of medical documents to the knowledge 

embedded in UMLS Metathesaurus. It employs knowledge bases, NLP, and 

computational-linguistic techniques [7, 8], and automatically discovers concepts after 

shallow parsing, NP chunking, and lexicon lookup, in an unsupervised manner. 

Moreover, because the disorder mention in this study is defined as the span(s) of text 

that belongs to Disorder semantic group, we need to limit the scope of extraction of 

text to that semantic group alone. MetaMap is highly configurable on semantic types 

of concepts and thus enables us to specify the output of interest.  

3.4 Experiments 

3.4.1 Experimental Setup 

We evaluated our hybrid extraction system on the 2013 ShARe/CLEF 

eHealth data set (described in Section 3.3.1). SVM was learned from training data 

using five-fold cross validation and BIESO label formalism. Its parameters were 

tuned according to the exhaustive search. The test data set was withheld for 

evaluation purpose only. We conducted a series of experiments to validate the 
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proposed features and system components. The outputs of the disorder mention 

extraction system were compared with the gold standard annotations by strict and 

relaxed matching standards. For strict boundary matching, an annotation was counted 

as true positive if it was identical to the gold standard annotation, that is, if both 

annotations had the same start and end location in the corpus (for disjointed 

annotations, every span had the same start and end location). If a gold standard 

annotation was not provided, or not rendered exactly by the system, it was counted as 

false negative; if an annotation found by the system did not exactly match the gold 

standard, it was counted as false positive. Performance was evaluated in terms of 

precision, recall, and F1 score. The performance of the system was also tested by 

using relaxed boundary matching, i.e., at least one word of the system annotation had 

to overlap with the gold standard annotation. Since our system was tuned and 

optimized for F1 score under the strict matching standard, we will discuss and 

compare in this context below, unless otherwise stated. Table 3-3 summarizes the 

experimental results of different system components, features, and combinations on 

test data. SVM using only Bag-of-Words features is set as baseline and F1 

improvement over it (Δ F1) is calculated for comparison convenience. 

3.4.2 Performance of SVMs with Different Features 

The baseline setting achieved a 0.444 F1 score, compared with which each 

additional type of features improved the performance. After the comparison of 

individual feature types, the gains from implicit features (POS, sequential, SRT, or 

ST) were consistently larger than that from explicit features (orthographic or 
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morphologic). Especially, ST features significantly increased F1 score by 0.138. The 

proposed SRT features also proved effective and better than traditional orthographic 

and morphologic features. The learning algorithm integrating all types of features 

finally achieved a 0.644 F1 score, 0.200 better than the baseline. 

3.4.3 Performance of Additional Extraction Components 

The rule-based annotator was built upon prediction errors on training data. 

The evaluation on test data showed 0.146 and 0.120 increases over the baseline and 

SVM using all features, respectively, which made it a powerful supplement to the 

system. In addition, the training-independent component MetaMap further lifted F1 by 

0.012 on top of SVM+rules, and ultimately pushed up the system’s best performance 

to 0.776. 

3.4.4 Comparison of BIO and BIESO Label Formalisms 

We also experimented the learning algorithm using BIO labels to compare 

with BIESO labels. Table 3-4 shows the extraction performance of SVMs using these 

two label formalisms. We calculated precision, recall and F1 score on all types of 

mentions and on disjointed mentions, respectively. In either case, BIESO outperforms 

BIO on all metrics. It is unsurprising to observe that disjointed mentions are more 

difficult to predict than general mentions because of multiple word spans. However, 

the very low recall of BIO on disjointed mentions did confirm its proneness to 

inaccurate boundary determination. This issue can be solved by using BIESO, which 

dramatically improves recall from 0.130 to 0.410 and F1 score from 0.198 to 0.500.  
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Table 3-4: Extraction performance of SVMs using BIO or BIESO label formalisms. 

 On all types of mentions On disjointed mentions 

 Precision Recall F1 Precision Recall F1 

BIO 0.637 0.589 0.612 0.614 0.130 0.198 

BIESO 0.698 0.598 0.644 (+7%) 0.639 0.410 0.500 (+153%) 

3.5 Discussion 

Concept recognition is a fundamental step in clinical text analysis. With the 

prevalence of annotated clinical records, more and more clinical information 

extraction systems begin to adopt statistical machine learning approach. However, in 

real-world application, we should be aware of the limitations of learning-based 

methods. Specifically, when data is sparse, trained models tend to lose generalization 

capability on test data; when the entities have many surface forms, such as concept 

mentions recorded disjointedly, briefly, or intuitively, traditional features in learning 

algorithms become insufficient to capture such variations. In our work, we attempted 

to overcome these challenges from following aspects. 

On the system level, we proposed two additional extraction components to 

supplement machine learning methods. (1) SVM with all features could achieve a 

0.644 F1 score, which is not bad, considering 41% training annotations do not appear 

in test annotations, and 39% test annotations do not appear in training annotations 

(see Table 3-1). However, there were still a number of false positive and false 

negative errors due to the sparse data leading to missed or over-learned features. The 

rule-based annotator, which was automatically constructed from frequent errors, had a 
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0.834 precision, a 0.199 recall, and a 0.321 F1 score to correct errors. With its help, 

the system performance increased to 0.764 instantly. (2) To make the system 

generalize better on new data, we employed MetaMap as a standalone NLP system to 

identify disorder mentions not shown in training data.  In experiments, it attained a 

0.801 precision, a 0.183 recall, and a 0.298 F1 score on the recognition of unique test 

annotations. The low recall is mainly caused by the inaccurate NP chunking and the 

inability to deliver disjointed phrases. With the assistance of MetaMap, the final 

integrated system achieved a 0.776 F1 score under strict matching standard (0.764 if 

excluding external annotations from MetaMap), outperforming any participating 

systems in the 2013 ShARe/CLEF eHealth Challenge (0.750 the best result from 

University of Texas Health Science Center) [126]. The encouraging results 

demonstrate the effectiveness of our synergistic extraction framework. 

On the learning algorithm level, we integrated various types of features for 

better catching the concept variations. The baseline model had an F1 score of 0.799 by 

relaxed matching, but only 0.444 by strict matching. This means that often only a part 

of the mention can be identified. It is difficult to obtain all text spans of a concept 

mention using bag-of-words features only. Adding extra explicit features 

(orthographic and morphologic) helped, but very little (ΔF1=0.023). Therefore, 

explicit features are insufficient to capture the underlying relationships among the 

words and spans of concept variations. We sought to characterize these relationships 

from multiple facets, including semantics, syntax, and sequence. The experimental 
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results substantiated that the implicit features from these facets were very beneficial 

and dramatically improved the accuracy of exact concept identification (ΔF1=0.160). 

 Ontology is defined as a formal and explicit specification of a shared 

conceptualization of a domain. It provides a shared and common understanding of a 

particular domain of interest. Encoded with human knowledge, it could bridge the 

semantic gap between machine learning and human understanding. In this work, we 

explored the ontological resource SNOMED-CT to generate two types of features. In 

SRT features, the semantically related terms of a concept were acquired from it and 

used to expand the coverage of training annotations. In ST features, the semantic type 

of a concept was obtained from it as a feature. In experiments, the ontology-based 

features (two types together) significantly boosted F1 by 0.152, contributing more 

than any other features or extraction components. We believe that the abundant 

ontological resources in this domain have big potential to explore, and our study on 

ontology is still at an early stage. In future we are going to target more specific and 

relevant ontology to the task. 

We also compared BIO and BIESO label formalisms. As expected, the 

BIESO system consistently beat the BIO system on every metric, and significantly 

improved recall and F1 score on disjointed mentions. With the additional E label, the 

end of a disjointed mention is determined by E only, rather than I of current mention 

and B of the next mention in BIO. Similarly, with the additional S label, the end of a 

single mention is determined by S only. Therefore, the misclassification of the label 

of the following mention will not interfere the boundary determination of current 
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mention. This confirms the advantage of BIESO formalism in distinguishing 

mentions composed of single word, continuous words, or disjointed words. 

3.6 Conclusions 

In this chapter, we investigated approaches to extracting disorder mentions 

from clinical notes, and systematically evaluated the effects of different features and 

extraction components. Our final solution integrated supervised machine learning, 

annotation rules, and an unsupervised NLP system, in a synergistic manner. The 

implicit features we generated, especially those from ontological resources, are of 

great assistance in capturing underlying relationships among words to recognize 

disjointed mentions. The system produced a state-of-the-art performance with a 0.776 

F1 as evaluated in 2013 ShARe/CLEF eHealth Challenge. 
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4 Concept-Based Information Retrieval 

on Biomedical Documents 

4.1 Introduction 

4.1.1 Relevance in Information Retrieval 

Relevance has always been fundamental to information retrieval. In the 

research community, however, there are many different views of relevance. Jones, 

Robertson, et al. argued that relevance should be explicitly recognized in any formal 

models [73], since it is the key notion in retrieval. The classical Probabilistic Model 

(PM), which is derived from the Probabilistic Ranking Principle, does this 

straightforwardly [72, 117]. The Vector Space Model assumes that some of the points 

in the multi-dimensional information space of a retrieval system represent relevant 

documents. However, the early Language Modeling (LM) approach works differently. 

Instead of modeling relevance directly, LM presumes that if it is highly probable that 

the document generates the query, then the document’s content is more likely to be 

relevant to the information need underlying the user’s request. Therefore, it uses as 

the ranking function the probability that a language model that generated the 

document would generate the query [110]. To answer the question “Where’s the 
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relevance?” in LM, Laffety and Zhai [77] provided a theoretical justification for LM 

that the language modeling approach and the traditional probabilistic model can be 

interpreted within the same probabilistic framework based on a generative relevance 

model, but these two models are not equivalent from a statistical point of view, since 

the factorization and estimation are different.  

To bridge the gap between relevance and LM, Lavrenko and Croft [78] 

proposed the Relevance-based Language Models (or Relevance Models, RM), which 

seek to estimate a more generalized notion of relevance. This approach assumes that 

there exists an ideal, accurate model of relevance, and both the relevant documents 

and the query are random samples from it. This relevance model can be estimated 

from relevant documents, or in a pseudo relevance feedback fashion, if training 

documents are unavailable. RM proved very effective in the field. It achieved the best 

results on the TREC 2005 and 2006 Terabyte tracks, respectively [83, 102]. Recent 

research trends show that the relevance model formalism has established a foothold in 

the research in IR community, based on which new models and algorithms are 

continuously built and developed [10, 83, 93, 94, 102, 107, 134, 144].  

4.1.2 Term Dependency Issue 

Like most statistical retrieval models, RM assumes words are independent 

of each other in a document. This is a compromise due to the infeasibility of 

estimating the general term dependencies from sparse data. As we all know, for 

example, when we read the phrase “information retrieval and knowledge management” 

in a CIKM proceeding, the association between “information” and “retrieval”, or 



74 

 

 

between “knowledge” and “management” is much stronger than that between 

“retrieval” and “and”, or “and” and “knowledge”. In this circumstance, if modeling 

all the dependencies is infeasible, at least one should attempt to keep the highly 

dependent words such as “information retrieval” or “knowledge management” 

together. Towards this end, we make our initial effort by proposing and modeling the 

notion of concept. We define a concept as a word or a multi-word phrase that 

represents a single but complete meaning in context. We argue that the dependencies 

within the words of a concept (if more than one), should be preserved; therefore, 

given a document, independence only exists between concepts; and it would be 

beneficial to conduct the estimation of model components in concept space, rather 

than in term space. In this chapter, we will show how concept-based relevance can be 

estimated without the bag-of-words assumption, and how the relevance model can be 

developed to the Concept-based Relevance Model (CRM). There are three primary 

advantages of our model. 

4.1.3 Advantages of Concept-Based Relevance Models 

First, CRM replaces the bag-of-words assumption of RM with the bag-of-

concepts assumption, in order to retain term dependencies within a concept. Usually, 

term dependencies inside of a concept are stronger than those outside of it. Preserving 

inside dependencies will provide retrieval systems extra information to better match 

query concepts and document concepts with the same dependencies. Following the 

above example, when users query “knowledge management” in a system, matching 

the entire concept could enable a retrieval system to rank the text “information 
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retrieval and knowledge management” higher than “domain knowledge in project 

management”. In order to present more relevant documents to users, such association 

among query terms should be considered. In the meanwhile, we assume independence 

between concepts, so the joint probability of concepts can be decomposed and 

estimated conveniently. 

Next, CRM provides an advanced approach to estimating relevance. It 

improves estimation from two perspectives. During the concept extraction, with the 

aid of information extraction and natural language processing, the synonyms and 

other different surface forms of a concept (e.g. “heart attack”, “myocardial infarction”, 

“MI”, “infarction of heart”, and “cardiac infarction”) will be identified and unified 

under the same concept. This consequently reduces the dimensionality of the concept 

space and increases the sample size of a concept to be estimated, essentially helping 

solve the synonym problem and the data sparsity issue in information retrieval. The 

estimation performed in such a denser space is more accurate and reliable. In fact, 

previous work has shown that increasing density helps improve the estimation [41, 

156]. Diaz and Metzler accomplished this by incorporating more data from large 

external corpora, while in this study we seek to find an alternative by better mining 

the data itself. In addition, some noisy text and non-relevant information, such as 

author’s affiliations, privacy notices, and advertisements, will be pruned during 

concept extraction, which makes the content transformed to concept space more 

relevant and consistent.  
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Finally, if knowledge repositories are available, CRM allows semantic 

analysis to further improve relevance estimation. By modeling the semantic types of 

query concepts, CRM is able to recognize concepts that are semantically related to 

query concepts in feedback documents. Estimating on these relevant concepts yields a 

more accurate distribution of relevance.  

The remainder of the chapter is structured as follows. In Section 4.2, we 

survey the IR models considering term dependencies and using concepts. In Section 

4.3, we introduce an unsupervised concept extraction approach. In Section 4.4, we 

construct and estimate the simple concept-based relevance models. Section 4.5 shows 

how we develop a full concept-based relevance models by semantic analysis and 

modeling concept semantic types. We elaborate the experimental setup and results in 

Section 4.6, discuss the reason for significant improvements in Section 4.7, and 

conclude in Section 0. 

4.2 Related Work 

4.2.1 Term Dependency in Information Retrieval 

Many recent studies in IR consider query terms associated with each other. 

Most of them have focused on the term proximity. N-gram models consider n word 

sequences to expand the radius of matching [3, 97], but it is yet hard to determine the 

optimal n, and the complexity usually grows exponentially with the growth of n. 

Some work integrates word proximity or term location information into probabilistic 

weighting models in a heuristic manner [25, 61, 94]. Other models have been 
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proposed to capture the exact dependencies between more than two terms, such as the 

Bahadur Lazarsfeld expansion (BLE) [92], which is an exact method of modeling 

dependencies between all terms, and the Generalized Dependence Model that 

generalizes the BLE expansion [151]. Despite the more complex nature, they have 

been shown to produce little or no improvements in effectiveness. As mentioned in 

[104, 128], most previous term dependence models have failed to show robust, 

significant improvements over baseline bag-of-words models, with only a few 

exceptions such as the dependence language models [51] and the Markov random 

fields (MRF) model [101, 103, 104]. The dependence language models require 

computing a link structure for each query, which is not straightforward. As a query 

expansion technique, the Latent Concept Expansion (LCE) derived from MRF shows 

significant improvements over relevance models on MAP across different data sets, 

but only small, insignificant improvements on precision at 5, 10, and 20 [103]. One 

problem of LCE is that it adds new words to a concept based on word statistics 

regardless of the semantics and syntax of the expanded concepts. This results in 

expanded concepts inconsistent with common language usage and unnatural to human 

understanding. For example, “two hubble space” and “telescope shuttle” will be 

generated from the query “hubble telescope achievements”. Learning from the above 

studies, we do not plan to model term dependencies directly in this chapter. Instead, 

we intend to extract concepts that are naturally expressed in documents and queries, 

so that the strong term dependencies will be preserved in the concept. In fact, as the 

authors pointed out, the inability to improve performance by expanding two-word 
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concepts using LCE indicates that two-word concepts already consist of two highly 

dependent terms [103], so it is difficult to find additional terms that would make the 

concept more effective to retrieval. This finding potentially supports our hypothesis 

of using the stronger dependencies inside of natural concepts and skipping the weaker 

dependencies outside. 

4.2.2 Concept Extraction for Information Retrieval 

For concept-based information retrieval, it is necessary to extract concepts 

from text first. Apart from the broadly used NLP techniques, many researchers map 

text to a conceptual ontology or taxonomy for retrieval purpose such as WordNet [53, 

87, 136] and Open Directory Project (DMOZ ODP) [36, 113]. It is arguably the most 

accurate mechanism to use a hand-crafted ontology of concepts with a list of 

synonyms to extract concepts [5, 105]. However, it is reported that the information in 

WordNet is not adaptable for knowledge retrieval purposes, because it is built based 

on linguistic criteria and as such difficult to use for non-linguistic applications [56]. 

Consequently, choosing an appropriate ontology becomes crucial to retrieval 

algorithms. Using knowledge repositories is another resort. 

4.2.3 Concept-Based Information Retrieval 

Some empirical studies show that retrieval models using only concepts have 

inconsistent results, since not all documents and queries could be effectively 

represented using concepts. Different methods are investigated to combine relevance 

scores from both word and concept retrievals in [33, 84, 130]. Explicit Semantic 

Analysis (ESA) represents and analyzes text as vectors in a high-dimensional space of 
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natural concepts derived from Wikipedia [44, 45, 54]. In this model, a concept is 

actually represented by a document, the Wikipedia article. An inverted index is built 

to store the tf-idf score of every word in every concept article, which reflects the 

word-concept association. Then the text-concept strength (the entry of the above 

vector) can be calculated by the weighted sum of tf-idf scores of all words occurring 

in the text. Ranking these strengths yields the most related concepts of that text. 

According to its nature of characterizing information by concept vectors, ESA is a 

vector space retrieval model. Its performance can be improved by selecting concepts 

that best discriminate relevant and non-relevant documents provided by pseudo 

relevance feedback [44, 45]. 

In the LM framework, Conceptual Language Models (CLM) have been 

proposed to enrich the representation of a textual query with information carried by 

concepts [99]. This model does not extract concepts from text, but uses metadata or 

keywords assigned to abstracts of scientific papers (only 11 human-annotated 

concepts per document on average), so the concepts used by the model are limited in 

number and do not represent the content of documents, while our model recognizes 

hundreds to even thousands of concepts from the entire document for estimation.  

Besides, concepts in CLM are merely used as a pivot language to help estimate 

textual terms from pseudo relevant documents, but the word expression of concepts is 

not used in estimation or retrieval. The final expanded query is still in the bag-of-

words representation, leaving the term dependency issue unresolved. However, CLM 
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would be an appropriate baseline to compare with our models, considering the same 

LM framework, but different approaches to dealing with concepts. 

 

Figure 4-1: The role and basic steps of CRM in retrieval. 

4.3 Concept Extraction 

To obviate the limitations described above in related work, we model and 

use concepts in a novel, simple, and effective manner. We propose a concept-based 

relevance model for information retrieval. Figure 4-1 shows the role and steps of our 

novel CRM in a retrieval process. A more detailed workflow of CRM retrieval 

algorithm is described later in Figure 4-4. CRM is derived from the idea of 

Lavrenko’s RM, but unique in four respects (shown as shaded boxes in Figure 4-1): 

(1) We perform concept extraction and estimation in concept space, while performing 

query expansion in term space, with appropriate weights for both regular query terms 

and  the word expression of estimated concepts; (2) We make a new assumption 

concerning the generative process for relevance, which is more pertinent to the 

criteria used by judges to assess relevance, and subsequently validate this new 

assumption; (3) We develop the model by proposing semantic analysis to identify 
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concepts relevant to queries; and (4) We propose a new estimation method of 

document models using such relevant concepts.  

In our current study, we set the retrieval environment to medical domain, 

because there are abundantly many concepts and numerous concept variations in 

medical documents, and rich domain resources available to exploit [142, 143]. There 

are many existing algorithms and tools for medical concept extraction. Our research 

focus in this chapter is information retrieval, rather than the investigation of high 

accuracy information extraction algorithms; the influence of concept extraction on 

retrieval performance may comprise our future work. Instead, we adopt an 

unsupervised, ontology-based extraction method to identify concepts in medical 

documents. To be specific, we employ the tool of MetaMap2 to map biomedical text 

to concepts defined in the Unified Medical Language System3 (UMLS) ontologies. 

The UMLS comprises over 1 million biomedical concepts and 5 million concept 

names, from over 130 lexicons and thesauri in clinical care, public health, and 

epidemiology. It is produced and updated by the National Library of Medicine with 

the purpose of assisting computer systems to “understand” the language of 

biomedicine and health. For a particular concept, the UMLS provides a list of 

synonyms, concept semantic types, and their semantic relationships to other concepts 

and types. In our work, we use MetaMap to interact with the UMLS to discover 

concepts referred to in text. The NLP and computational linguistic techniques used in 

                                                 
2
 http://metamap.nlm.nih.gov/ 

3
 http://www.nlm.nih.gov/research/umls/ 
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MetaMap, such as shallow parsing, noun phrase chunking, and lexicon lookup, enable 

it to achieve a 0.909 precision and a 0.554 recall in medical concept extraction task, 

which are fairly good results for unsupervised algorithms [108].  

Table 4-1: Notation of random variables 

𝑤: A term in term space 

𝐷: A document in term space 

𝑄 = 𝑞1 … 𝑞𝑙: A query in term space, composed of 𝑙 terms 𝑞1 … 𝑞𝑙 

𝑅𝐶: A concept relevance model 

𝑐: A concept in 𝑅𝐶 

𝐷𝐶:  A relevant document in concept space 

𝑄𝐶 = 𝑞𝐶1⋯𝑞𝐶𝑘: The query 𝑄 in concept space, composed of k concepts 𝑞𝐶1⋯𝑞𝐶𝑘 

𝑈𝐶=𝐷𝐶1, 𝐷𝐶2, … 𝐷𝐶𝑀: The collection of 𝑀 relevant documents 

4.4 Simple Concept-Based Relevance Models 

Once we extract concepts from documents and queries, the entire modeling 

process can be transformed into a concept space. In this space, queries, documents, 

user’s information need, and any other type of information are represented in the form 

of concepts (see Table 4-1 for the definition of random variables). We assume that 

there is an underlying concept relevance model 𝑅𝐶 for every information need, which 

is a multinomial distribution over concepts. Assume that a concept 𝑐 in 𝐷𝐶 is sampled 

from 𝑅𝐶  by the probability 𝑃(𝑐|𝑅𝐶) , and a query 𝑄𝐶  is sampled from 𝑅𝐶  by the 

probability 𝑃(𝑄𝐶|𝑅𝐶). Both the 𝐷𝐶  and the query 𝑄𝐶  are random samples from the 

distribution 𝑃(𝑐|𝑅𝐶), but they do not necessarily follow the same sampling process.  
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Considering a query 𝑄𝐶 = 𝑞𝐶1⋯𝑞𝐶𝑘  which provides the only available 

samples observed about the unknown process 𝑅𝐶, the best guess for the probability of 

observing 𝑐 from 𝑅𝐶 is naturally related to the conditional probability of observing 𝑐 

given 𝑞𝐶1⋯𝑞𝐶𝑘: 

𝑃(𝑐|𝑅𝐶) ≈ 𝑃(𝑐|𝑞𝐶1 … 𝑞𝐶𝑘) =
𝑃(𝑐, 𝑞𝐶1 … 𝑞𝐶𝑘)

𝑃(𝑞𝐶1 … 𝑞𝐶𝑘)
                       (4.1) 

The challenge then becomes estimating the joint probability of observing 

the concept 𝑐 together with query concepts 𝑞𝐶1 … 𝑞𝐶𝑘. Lavrenko and Croft proposed 

two methods for estimating the joint probability of RM [78]. The first method 

assumes that the query words and the words in relevant documents are sampled 

identically and independently from a unigram distribution. This is a simple but very 

strong independence assumption so that makes the estimation not as good as the other 

method [78]. We choose the other method, the conditional sampling, to estimate our 

model. 

Given a specific concept 𝑐 , we pick a document 𝐷𝐶 ∈ 𝑈𝐶  according to 

𝑃(𝐷𝐶|𝑐), then sample the query concept 𝑞𝐶𝑖 from 𝐷𝐶 with the probability 𝑃(𝑞𝐶𝑖 |𝐷𝐶), 

and repeat this process 𝑘  times to generate the whole query 𝑄𝐶 . This sampling 

strategy assumes the query concepts 𝑞𝐶1 … 𝑞𝐶𝑘  are independent of each other, but 

keep their dependence on 𝑐. Here 𝑈𝐶 is a set of documents that are relevant or pseudo 

relevant to the initial query 𝑄. In the pseudo relevant case, they are the top ranked 

documents for query 𝑄. Following this sampling process, the joint distribution can be 

expressed as below: 
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𝑃(𝑐, 𝑞𝐶1 … 𝑞𝐶𝑘) = 𝑃(𝑐) ∏ 𝑃(𝑞𝐶𝑖|𝑐)

𝑘

𝑖=1

 

= 𝑃(𝑐) ∏ ∑ 𝑃(𝑞𝐶𝑖|𝐷𝐶) 𝑃(𝐷𝐶|𝑐)

𝐷𝐶∈𝑈𝐶

𝑘

𝑖=1

                                (4.2) 

The prior 𝑃(𝑐)  can be estimated from the concept in every relevant 

document in 𝑈𝐶. 

𝑃(𝑐) = ∑ 𝑃(𝑐|𝐷𝐶)𝑃(𝐷𝐶)

𝐷𝐶∈𝑈𝐶

                                       (4.3) 

The conditional probability of picking  𝐷𝐶  given the concept 𝑐  can be 

expressed as below using Bayes’ rule: 

𝑃(𝐷𝐶|𝑐) =
𝑃(𝑐|𝐷𝐶)𝑃(𝐷𝐶)

𝑃(𝑐)
                                           (4.4) 

The document prior 𝑃(𝐷𝐶) is assumed to be uniform over 𝑈𝐶 . Then, the 

only unknown term is the critical document model 𝑃(𝑐|𝐷𝐶) . We employ RM’s 

estimation method for it in this section, but will propose a much more effective 

method later.  

𝑃(𝑐|𝐷𝐶) = (1 − 𝜆) ∙
𝑛(𝑐, 𝐷𝐶)

|𝐷𝐶|
+ 𝜆 ∙ 𝑃(𝑐|𝑐𝑜𝑙𝑙)                              (4.5) 

where 𝑛(𝑐, 𝐷𝐶) is the frequency of 𝑐 in 𝐷𝐶, |𝐷𝐶| is the total number of concepts in 𝐷𝐶, 

𝑃(𝑐|𝑐𝑜𝑙𝑙)  is the frequency of 𝑐  in the collection divided by the total number of 

concepts in the collection, and 𝜆 ∈ [0,1] is the smoothing parameter.   

We are able to calculate the joint probability by plugging Eq. (4.3)-(4.5) 

into Eq. (4.2), and then estimate 𝑃(𝑐|𝑅𝐶) in Eq. (4.1). This approach can be seen as 
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an extension of RM in concept space, therefore we name it the Simple Concept-based 

Relevance Model (s-CRM). We will show how we incorporate semantic information 

to develop the full CRM in the next section.  

4.5 Full Concept-Based Relevance Models 

The process of concept extraction not only annotates medical concepts in 

documents, but also provides semantic types of concepts, and semantic relations 

between them. Such additional information motivates us to improve the estimation of 

𝑃(𝑐|𝑅𝐶) under a new assumption. 

4.5.1 A New Assumption 

The assumption in Section 3.2 is equivalent to that used in RM, based on 

which RM generates the query and the entire relevant document. However, we are 

aware that this assumption is not consistent with the prevailing TREC standard used 

to create relevance judgments, which was described by Voorhees in [137]: 

“To define relevance for the assessors, the assessors are told to assume that 

they are writing a report on the subject of the topic statement. If they would use any 

information contained in the document in the report, then the (entire) document 

should be marked relevant, otherwise it should be marked irrelevant.”   

We can see that a document is relevant to a topic if part of it is relevant. 

This actually coincides with van Rijsbergen’s definition of relevance judgment [114]: 

“A document is relevant to an information need if and only if it contains at 

least one sentence which is relevant to that need.” 
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These definitions can be seen as a practical guideline to make the process of 

assigning relevance judgments more executable. But apparently it results in obstacles 

to the estimation of relevance. Now that a relevant document may contain only a 

small piece of information that is really pertinent to the information need, using the 

entire document to estimate relevance appears inefficient, sometimes even ineffective.  

 

Figure 4-2: The generative process of concept relevance. 

For this reason, we are motivated to make a new assumption that 𝑅𝐶 

generates the query 𝑄𝐶  but only the relevant concepts in a relevant document 𝐷𝐶 

(instead of the entire 𝐷𝐶). In this situation, a relevant document comprises two subsets: 

the relevant concepts (with regard to the query) and the non-relevant concepts, where 

only the relevant concepts are generated from 𝑅𝐶. Their relationships are represented 

in Figure 4-2 left side. We argue that this assumption is more consistent with the 
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prevailing standard of relevance judgments, though it may not be the only valid 

assumption or even optimal. 

Such a change in the assumption is very important, because it directly 

reformulates the scope of information we will use to estimate the model, and 

eventually makes a considerable impact on the accuracy of estimated relevance. The 

right side of Figure 4-2 briefly shows the process we intend to perform through 

semantic analysis, which will be detailed next. 

Table 4-2: Notation of random variables on semantic types 

𝑠: A semantic type 

𝑠𝑐: The semantic type of concept 𝑐 

𝑆 = {𝑠𝑞𝑐1
, … , 𝑠𝑞𝑐𝑘

}: The set of semantic types of query 𝑄𝐶 

𝐿(𝑠, 𝑠′): if a semantic relation between two semantic types has 

been defined in the Sematic Network, 𝐿(𝑠, 𝑠′) = 1; otherwise 0. 

4.5.2 Semantic Analysis 

In its Semantic Network, the UMLS defines: (1) a set of broad subject 

categories, or semantic types, that provide a consistent categorization of all concepts 

represented in it; (2) a set of useful and important relationships, or semantic relations, 

that exist between semantic types. The semantic types are the nodes in the network, 

and the semantic relations between them are the links. In current version, the 

Semantic Network contains 133 semantic types and 54 relations. A small portion of 

concepts may have more than one semantic type. During concept extraction, 
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MetaMap will determine which one fits such a concept best in the context. Table 4-2 

shows the definition of random variables on semantic types and relations. 

From the semantic point of view, it is reasonable to assume that a concept a 

is unlikely to be relevant to concept b, if the category of a does not interact from any 

perspective with the category of b on a hyper semantic level. On the other hand, if a 

and b are related in certain manner,  𝑠𝑎 and 𝑠𝑏should have been linked in the Sematic 

Network. Based on this assumption, we define the concepts that are relevant to query 

𝑄𝐶 as: 

𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡 𝑐𝑜𝑛𝑐𝑒𝑝𝑡𝑠 = {𝑐: 𝑠𝑐 ∈ 𝑇}                                   (4.6) 

where 𝑇 = {𝑠: ∃𝑠′ ∈ 𝑆, 𝐿(𝑠, 𝑠′) = 1}                               (4.7)  

T is actually the set of all semantic types that are related to query semantic 

types. 

The identification of relevant concepts can be illustrated with an example in 

Figure 4-3. We extract and present all concepts in the cloud. To determine the 

relevant concepts of “scar tissue”, we map all concepts to their semantic types 

(rectangular boxes) in the semantic space. If there is a defined relation (solid edge) 

between a semantic type and “Pathologic Function”, the semantic type of “scar 

tissue”, all concepts mapped to that type will be treated as relevant to “scar tissue”. 

To make it clearer, we mark yellow all boxes that have certain relation with 

“Pathologic Function”, and then mark red all concepts mapped to these yellow boxes. 

They are the relevant concepts of “scar tissue”, from which a more accurate relevance 

model of “scar tissue” will be estimated. On the contrary, the concepts detected as 
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non-relevant are some spatial concepts, quantitative concepts, and conceptual entities. 

They are probably not what users want to know, therefore will deteriorate the 

estimation if not filtered out. If a query contains multiple concepts, we will repeat this 

process for every concept. 

 

Figure 4-3: The process of semantic analysis to identify concepts relevant to the 

query “scar tissue”. 

 

It is worth mentioning that semantic relations are inheritable from parent 

nodes. In spite of no direct edge between “Pathologic Function” and “Body 

Substance”, since “Pathologic Function” is a child node of “Biologic Function” 

(defined by “is a” relation), it inherits the “produces” relation between “Biologic 
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Function” and “Body Substance”. If “Pathologic Function” has child nodes, this 

relation is further transitive to them as well.  

4.5.3 Modeling Semantic Types 

We assume that there is a multinomial distribution of concepts for any 

semantic type in a document. We model the document as a mixture of concept 

distributions of different semantic types. Given a concept 𝑐 and a relevant document 

𝐷𝐶, we first pick a semantic type 𝑠 by the probability 𝑃(𝑠|𝐷𝐶), and then sample the 

concept 𝑐 from 𝑠 by the probability 𝑃(𝑐|𝑠, 𝐷𝐶). Following this process, we propose a 

new method to estimate the document model 𝑃(𝑐|𝐷𝐶), instead of using Eq. (4.5) in 

RM framework.  

𝑃(𝑐|𝐷𝐶) = ∑ 𝑃(𝑠|𝐷𝐶)𝑃(𝑐|𝑠, 𝐷𝐶)

𝑠

                               (4.8) 

where 𝑃(𝑠|𝐷𝐶)  can be treated as the importance of a semantic type in 𝐷𝐶 , and 

𝑃(𝑐|𝑠, 𝐷𝐶) is the concept distribution of this semantic type in 𝐷𝐶. 

We are able to estimate 𝑃(𝑐|𝑠, 𝐷𝐶) by the maximum likelihood estimation 

of 𝑐 in this semantic type, and then smoothed by the collection background model. 

𝑃(𝑐|𝑠, 𝐷𝐶) = (1 − 𝜆) ∙
𝑛(𝑐, 𝐷𝐶)𝑰(𝑠𝑐 = 𝑠)

∑ 𝑛(𝑐′, 𝐷𝐶)𝑰(𝑠𝑐′ = 𝑠)𝑐′
+ 𝜆 ∙ 𝑃(𝑐|𝑠, 𝑐𝑜𝑙𝑙)       (4.9) 

where I is the indicator function and 𝑃(𝑐|𝑠, 𝑐𝑜𝑙𝑙) is  

𝑃(𝑐|𝑠, 𝑐𝑜𝑙𝑙) =
∑ 𝑛(𝑐, 𝐷𝐶

 )𝑰(𝑠𝑐 = 𝑠)𝐷𝐶
 

∑ ∑ 𝑛(𝑐′, 𝐷𝐶
 )𝑰(𝑠𝑐′ = 𝑠)𝑐′𝐷𝐶

 
                          (4.10) 

For 𝑃(𝑠|𝐷𝐶), ideally, users could specify what types of information and 

how much of them they would like to see in a retrieved document. For example, the 
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document should mainly present the “Disease or Syndrome” description, the 

“Therapeutic Procedure”, or a certain combination of both. However, without user 

input, we are unable to obtain such prior information. In this situation, the best guess 

for user’s need on semantic types is naturally related to estimating it from pseudo 

relevant documents. Intuitively, the weight of a semantic type depends on the 

frequency of concepts of this semantic type in the document. On the other hand, 

according to our new assumption, only the semantic types belonging to 𝑇 should be 

taken into account in relevance estimation. Consequently, we propose the following 

formula to estimate 𝑃(𝑠|𝐷𝐶). 

𝑃(𝑠|𝐷𝐶) =
∑ 𝑛(𝑐, 𝐷𝐶)𝑰(𝑠𝑐 = 𝑠)𝑰(𝑠 ∈ 𝑇)𝑐

∑ ∑ 𝑛(𝑐, 𝐷𝐶)𝑰(𝑠𝑐 = 𝑠′)𝑐𝑠′∈𝑇
                             (4.11) 

In this formula, the weight of a semantic type from 𝑇 is proportional to the 

occurrence of all concepts in this type in the document. Semantic types that are absent 

from 𝑇 will receive a null weight, which makes concepts in such semantic types have 

a null 𝑃(𝑐|𝐷𝐶), and eventually a null 𝑃(𝑐|𝑅𝐶). In other words, 𝑅𝐶 will be composed 

of relevant concepts shown in Eq. (4.6) only. We name the 𝑃(𝑐|𝑅𝐶) estimated using 

this approach the Full Concept-based Relevance Model (f-CRM). Both s-CRM and f-

CRM may be referred to as CRM or CRMs later. 

4.5.4 Retrieval Using CRM 

We describe the workflow of CRM retrieval algorithm in Figure 4-4. 

Estimating CRM requires obtaining 𝑈𝐶 , a set of pseudo relevant documents. We 
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employ the query likelihood model with a Dirichlet prior for this purpose. Its ranking 

function is 

𝑃(𝑄|𝐷) = ∏ [
𝑛(𝑤, 𝐷) + 𝜇 ∙ 𝑃(𝑤|𝑐𝑜𝑙𝑙)

|𝐷| + 𝜇
]

𝑛(𝑤,𝑄)

𝑤∈𝑄

                       (4.12) 

where 𝑛(𝑤, 𝑄) is the frequency of 𝑤  in 𝑄, 𝑃(𝑤|𝐷) is estimated by the maximum 

likelihood of  𝑤 in 𝐷 with Dirichlet smoothing, 𝑃(𝑤|𝑐𝑜𝑙𝑙) is the frequency of 𝑤 in 

the collection divided by the total number of terms in the collection, and 𝜇 is the 

smoothing parameter from Dirichlet prior. We set 𝜇 to the average document length 

for each individual data collection [99]. The top 𝑀 documents ranked by the query 

likelihood model will be incorporated in 𝑈𝐶.  

Relevance models capture the behavior of returned documents but may drift 

from the original query. In practice, they are usually employed for query expansion to 

achieve better retrieval results [2, 84, 130]. We carry out the similar procedure for 

CRM by linearly interpolating it with the maximum likelihood query estimate. Then 

we obtain the final expanded query model 𝑄𝐶
′ . 

𝑃(𝑐|𝑄𝐶
′ ) = (1 − 𝜔) ∙ 𝑃(𝑐|𝑄𝐶) + 𝜔 ∙ 𝑃(𝑐|𝑅𝐶)                           (4.13)           

where ω∈[0,1]  controls the weight of concepts from CRM. For computational 

efficiency, we truncate and normalize using the concepts with the highest 

probabilities [84, 99]. Concepts are sorted in the descending order of 𝑃(𝑐|𝑅𝐶), the top 

𝑁 concepts are selected, and their probabilities are normalized to sum to one. 
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Figure 4-4: The workflow of the f-CRM retrieval algorithm.  

 

We utilize the Indri retrieval model for document retrieval in our work. 

This model combines the language modeling and inference network approaches, and 
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enables modeling structured queries 4  with language modeling estimates in the 

network [100], and is therefore able to evaluate structured queries derived based on 

Eq. (4.7). We will discuss the specific approach to formulating structured queries 

using the word expression of estimated concepts in Section 5.1.3. 

4.6 Experiments 

4.6.1 Data Collections 

In order to better understand the strengths and weaknesses of CRM, we 

carefully pick three data collections for evaluation, TREC Genomics 2006, 

CLEF2013, and OHSUMED. All of them are designed for medical information 

retrieval, but have quite different characteristics (full-text articles, web pages, and 

article abstracts). Table 4-3 provides a summary of these.  

 

Table 4-3: Statistics of three data collections 

 TREC2006 CLEF2013 OHSUMED 

Documents 162,259 1,628,533 348,566 

Total terms 1,071,091,488 1,459,450,141 35,028,334 

Unique terms 2,335,219 9,722,143 129,188 

Topics 28 50 106 

Relevant docs/top. 52 37 45 

Document length 6601 896 100 

Query length 7.3 3.4 5.2 

                                                 
4
 The “structure” typically refers to operators that are used to express constraints 

between the words in the retrieved documents, such as Boolean and proximity 

operators [26]. 
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The document collection for the TREC 2006 Genomics5 ad-hoc search task 

consists of full-text scientific papers from 49 biomedical journals [64]. Its original 

topics follow the pre-defined templates, such as “What is the role of [gene] in 

[disease]?” We derive the topics used in our experiments by only extracting bold-

faced terms and discarding the remainder of the template [99]. The relevance is 

assessed at the document, passage, and aspect level. We only use the judgments at the 

document level. Two topics without any relevant documents are not used in 

evaluation. 

The CLEF2013 collection6 comes from the information retrieval task of the 

eHealth Challenge in the Conference and Labs of the Evaluation Forum 2013 [126]. It 

is a large web collection covering a broad range of health topics from several online 

sources, including websites certified by Health on the Net Foundation, as well as 

other commonly used health and medicine websites (e.g. ClinicalTrial.gov, Diagnosia, 

and Drugbank). 50 topics are created based on questions that patients realistically 

posed after reading their discharge summaries. We preprocess the HTML files by 

extracting textual content using Boilerpipe library. 

Apart from the above two collections with relatively long documents, we 

are also interested in the performance of CRM on short documents, which are 

assumed to challenge the model by providing a limited amount of data points and 

                                                 
5
 http://skynet.ohsu.edu/trec-gen/2006protocol.html 

6
 https://sites.google.com/site/shareclefehealth/task-description 
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decreased sample size of concepts. For this reason, we choose OHSUMED 7 , a 

collection of titles and abstracts of MEDLINE articles from 270 medical journals over 

a five-year period [63]. Its relevance judgments are definitely relevant, partially 

relevant, or irrelevant. We count both the definitely relevant and the partially relevant 

as relevant to be consistent with other studies. Five topics without any relevant 

documents are not used in evaluation. All three collections are stopped using the 

PubMed stopwords list and stemmed using the Porter stemmer. In all experiments, 

only the title portion from the original topics is used to construct queries.  

4.6.2 Concept Extraction 

We use the query likelihood model to acquire pseudo relevant documents. 

The top 100 documents of each query are gathered and sent to MetaMap for concept 

extraction. To avoid losing any information during the transformation from 𝑄 to 𝑄𝐶 , 

if any query term (other than stopwords) cannot be mapped to a concept, we will 

manually extract it as a concept and add to MetaMap, so that such term will be 

identified by MetaMap in pseudo relevant documents. We find nine such terms in all 

queries. Most of extracted concepts contain two words (47%), then one word (35%), 

three words (14%), and less than 5% over three words. In Table 4-4, we show the 

statistics of feedback document subsets, and compare them between term space and 

concept space. 

 

 

                                                 
7
 http://trec.nist.gov/data/t9_filtering.html 
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Table 4-4: Statistics of feedback subsets in term space and concept space. 

 TREC2006 CLEF2013 OHSUMED 

 Term Concept Term Concept Term Concept 

Documents 2,277 2,277 4,790 4,790 9,214 9,214 

Total terms 17,624,538 7,848,578 11,296,756 4,300,160 1,012,793 760,334 

Unique terms 205,193 57,076 109,240 26,689 30,273 18,295 

Term freq. 86 138 103 161 33 42 

Doc length 7,740 3,447 2,358 898 110 83 

Query length 7.3 3.8 3.4 2.0 5.2 3.6 

 

4.6.3 Query Formulation 

We use the Indri retrieval system from the Lemur project for indexing and 

retrieval. Indri has flexible query language and provides multiple operators8 for us to 

express concepts in structured queries. The “#1(…)” operator restricts the words of a 

concept to appear in the exact order. The “#weight(…)” operator assigns different 

weights to expressions in it. The “#syn(…)” operator treats all expressions in it as 

synonyms, such as “#syn( #1(heart attack) #1(myocardial infarction) MI )”. The 

expanded query in Eq. (4.7) can be implemented by creating a structured query of the 

form: 

#𝑤𝑒𝑖𝑔ℎ𝑡( (1 − 𝜔) 𝐸𝑋𝑃1 𝜔 𝐸𝑋𝑃2 )   where 

𝐸𝑋𝑃1 = #𝑤𝑒𝑖𝑔ℎ𝑡( 𝑃(𝑞𝐶1|𝑄𝐶) #1(𝑞𝐶1) … 𝑃(𝑞𝐶k|𝑄𝐶) #1(𝑞𝐶𝑘) ) 

𝐸𝑋𝑃2 = #𝑤𝑒𝑖𝑔ℎ𝑡( 𝑃(𝑐1|𝑅𝐶) #1(𝑐1) … 𝑃(𝑐𝑁|𝑅𝐶) #1(𝑐𝑁) )) 

If a concept 𝑐𝑖  has 𝐵  surface forms 𝑐𝑖 = {𝑐𝑖𝑗 , 𝑗 = 1 … 𝐵}, we will replace 

#1(𝑐𝑖) above by #𝑠𝑦𝑛( #1(𝑐𝑖1) … #1(𝑐𝑖𝐵) ) to include all synonyms. 

                                                 
8
 http://www.lemurproject.org/lemur/IndriQueryLanguage.php 
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4.6.4 Retrieval Results 

We now investigate the effectiveness of our models in practice. Two CRMs 

(s-CRM and f-CRM) are compared with relevance models (RM-3 version) from 

language modeling framework, and Okapi BM25 with pseudo relevance feedback 

(BM25-FB) from probabilistic ranking framework, and the state of the art Conceptual 

Language Models (CLM, the baseline) [99]. Both CRMs and CLM will use the same 

𝑈𝐶  from the initial retrieval. We follow the same setting of parameters in [99] to 

estimate the parsimonious language model in CLM. Retrieval performance is 

evaluated using a variety of metrics, including precision at 5 and 10, nDCG at 5 and 

10, and MAP (cutoff at 1000). In order to obtain a fair comparison, we pursue five-

fold cross-validation on all models, and then compare their cross-validation 

performance. We randomize and separate queries into five partitions as evenly as 

possible. For the k-th (k=1,2,3,4,5) set of queries, we tune the parameters to optimize 

MAP for the other four sets, and use such parameters to test on the k-th set of queries 

to obtain the retrieval performance measure of the k-th partition. The cross-validation 

performance is the average performance on the five test query sets.  

The free parameters trained in cross-validation include: (1) for all models, 

the number of pseudo relevant documents and the number of expansion 

terms/concepts in [1,50], with 1 increment in [1,30] and 5 in [30,50], and the 

expansion weight in [0,1] with 0.1 increment; (2) for CLM, RM, and CRMs, 

smoothing parameter in [0,1] with 0.1 increment; (3) for CLM, |𝒞| ∈ [1,100], with 1 

increment in [1,30] and 5 in [30,100]; (4) for BM25-FB, 𝑘1 ∈ [1,5]  with 0.1 
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increment and 𝑏 ∈ [0,1]  with 0.05 increment. Table 4-5 shows the experimental 

results of different models on three data collections. The percentage changes over the 

baseline CLM are listed in the second column under each metric. We also conduct 

one million times randomization tests to compute the significance of the 

improvements [124]. The superscripts α, β, γ, and δ indicate statistically significant 

improvements over CLM, RM, BM25-FB, and s-CRM for p<0.05. The best result 

under each metric is bold-faced. 

Table 4-5: Comparison of different CRMs with relevance models (RM), BM25 with 

pseudo relevance feedback (BM25-FB), and Conceptual Language Model (CLM). 

(a) Experimental results on TREC Genomics 2006 
 P@5 P@10 nDCG@5 nDCG@10 MAP 

CLM 0.585γ - 0.504 - 0.612 - 0.572 - 0.401 - 

RM 0.569 -2.6% 0.489 -3.0% 0.615 -0.6% 0.568 -0.6% 0.392 -2.2% 

BM25-FB 0.531 -9.2% 0.496 -1.5% 0.567 -7.3% 0.552 -3.4% 0.410 2.3% 

s-CRM 0.623βγ 6.6% 0.531αβγ 5.4% 0.674αβγ 10.2% 0.626αβγ 9.5% 0.453αβγ 12.9% 

f-CRM 0.662
αβγ

 13.2% 0.569
αβγδ 13.0% 0.712

αβγ
 16.5% 0.668

αβγδ
 16.7% 0.473

αβγ
 17.8% 

 

(b) Experimental results on CLEF2013 
 P@5 P@10 nDCG@5 nDCG@10 MAP 

CLM 0.500β - 0.478γ - 0.503 - 0.494γ - 0.335γ - 

RM 0.460 -8.0% 0.478γ 0% 0.471 -6.4% 0.483 -2.2% 0.332γ -0.7% 

BM25-FB 0.472 -5.6% 0.432 -9.6% 0.478 -5.1% 0.451 -8.8% 0.282 -15.7% 

s-CRM 0.564αβγ 12.8% 0.548αβγ 14.6% 0.573αβγ 13.8% 0.568αβγ 15.0% 0.364αβγ 8.7% 

f-CRM 0.572
αβγ

 14.4% 0.572
αβγδ

 19.7% 0.584
αβγ

 15.9% 0.587
αβγδ

 18.9% 0.369
αβγ

 10.2% 

 

(c) Experimental results on OHSUMED 
 P@5 P@10 nDCG@5 nDCG@10 MAP 

CLM 0.517 - 0.464 - 0.524 - 0.495 - 0.320 - 

RM 0.521 0.8% 0.460 -0.9% 0.538 2.7% 0.500 1.1% 0.345α 7.7% 

BM25-FB 0.503 -2.7% 0.476 2.5% 0.511 -2.5% 0.498 0.5% 0.342α 6.9% 

s-CRM 0.547αγ 5.7% 0.501αβγ 7.9% 0.554αγ 5.7% 0.530αβγ 7.2% 0.355αγ 11.0% 

f-CRM 0.566
αβγδ

 9.6% 0.514
αβγδ

 10.7% 0.572
αγδ

 9.2% 0.545
αβγδ

 10.1% 0.356
αγ

 11.2% 

 

From the results, two CRM retrieval algorithms consistently outperform 

CLM, RM and BM25-FB algorithms on all metrics across three data sets. And the 
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improvements are all statistically significant over these three models, except on P@5 

from TREC2006 and few metrics from OHSUMED. In general, BM25-FB performs 

worse than RM, which is caused by its high sensitivity to parameter selection. We 

will address this problem in next section. CLM performs better than RM on 

TREC2006 and CLEF2013, while not as well as RM on OHSUMED because of the 

small average document length. This observation is consistent with the experiment 

results on other data sets of short documents reported in [99]. In all five models, f-

CRM achieves the best results, substantially improving P@5 by 10%, P@10 by 11%, 

nDCG@5 by 9%, nDCG@10 by 10%, and MAP by 10%, at least.  

CLM in our experiments is able to use hundreds of concepts extracted from 

the entire document for model estimation, which is quite different from the 

environment in [99] that only a limited number of concepts assigned to the abstract 

are available. We compare the results on TREC2006 reported in [99] with those in 

our experiments (experiment settings are slightly different though). Unsurprisingly, 

using more concepts for model estimation improves retrieval performance 

substantially. This confirms the positive effect of concept extraction in our work. 

Comparing f-CRM with s-CRM, we find that the full CRM with semantic 

information consistently produces better results, with an extra 5% improvement over 

s-CRM on average. In addition, such improvement is statistically significant on most 

metrics. This validates our new assumption on relevance generation and the approach 

to modeling semantic types. 
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We also compare our results with the official best results from data 

collection campaigns. For CLEF2013, there is no single best model dominating on 

every metric [126], but f-CRM improves over the best reported results by 8%, 10%, 

21%, 26%, and 18% on P@5, P@10, nDCG@5, nDCG@10, and MAP. On 

TREC2006, the best model reported a 0.5439 document-level MAP, but it was 

actually calculated using top ranked passages instead of documents [64], which is 

different from the standard evaluation method we used, and thus makes the results 

incomparable. However, this best TREC2006 model successfully conducted fine-

grained preprocessing [155], such as Greek letter conversion, conditional stemming, 

and gene symbol handling, to customize algorithms for this particular gene data set, 

which can also be incorporated in our CRMs for further improvement. 

4.6.5 Parameter Sensitivity 

In this section, we provide empirical justification for parameter settings of 

CRMs. We explore four parameters: the smoothing parameter 𝜆, the interpolation 

parameter 𝜔, the number of feedback documents 𝑀, and the number of concepts used 

in query 𝑁. In addition to the cross-validation parameters, we run models over all 

queries and search for their global optimal parameters that yield the best MAP. We 

investigate parameter sensitivities, and why some models perform well and some not. 

4.6.5.1 Smoothing and Interpolation Parameters 

Smoothing is a critical component of any system based on language 

modeling. The smoothing parameter 𝜆  in Eq. (4.9) controls how much of the 

background estimate will be used in 𝑃(𝑐|𝑠, 𝐷𝐶). The interpolation parameter 𝜔 in Eq. 
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(4.13) controls how much weight will be assigned to CRM concepts in the 

interpolation with the original query. We plot the performance simplex and contours 

of the f-CRM in  

Figure 4-5 to show the sensitivity of 𝜆 and 𝜔 on TREC2006. Figures on 

other collections show similar patterns, so we skip them in the interest of space. In 

general, 𝜆  is not sensitive and has less impact to MAP. [0.2, 0.6] appears a safe 

interval. However, 𝜔  influences the performance significantly. Choosing a small 

value will relegate CRM to the query likelihood model, while choosing a large value 

will underestimate the original query. On all data sets, 𝜔 in [0.2, 0.8] could yield 

results better than RM, and in [0.4, 0.6] yields satisfactory results.  

 
Figure 4-5: Sensitivity of smoothing parameter λ and concept weight ω to MAP in f-

CRM. 
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Figure 4-6: Sensitivity of pseudo relevant document size M and concept size N to 

MAP in f-CRM. 

 

4.6.5.2 Feedback Document Size and Concept Size 

𝑀 is the number of pseudo relevant documents in 𝑈𝐶. Setting 𝑀 too small 

leads to insufficient relevant information for estimation; setting 𝑀 too large brings in 

more interference from non-relevant content. 𝑁 is the number of top-ranked concepts 

used for retrieval. Ideally, we would like to use all of them; however running 

thousands of concepts in a query is computationally very expensive. We plot the 

performance simplex and contours of the f-CRM in  
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Figure 4-6 to show the sensitivity of 𝑀 and 𝑁 on TREC2006. Typically, 

these two parameters have less sensitivity than the interpolation parameter 𝜔, though 

very small values of 𝑀  and 𝑁  will hurt the performance. For 𝑀 , the empirical 

recommendation [6,15] produce satisfactory results on all data sets. For 𝑁, initially, 

the more concepts are added, the better the results become; however, once reaching 

certain level, the results stay stable. This can be explained by the insight that the 

concepts added later have a low probability 𝑃(𝑐|𝑅𝐶), which results in a negligible 

impact on the entire query once it is small enough. The optimal value of 𝑁 varies 

from 20 to 50 for different data sets. However, when examining 𝑃(𝑐|𝑅𝐶) of the N-th 

concept, we find that it is around 0.0047 on every data set.   In practice, we can 

truncate 𝑅𝐶 with 𝑃(𝑐|𝑅𝐶)>0.0047 for retrieval.  

 

4.6.5.3 Parameters Estimated from Cross-Validation 

For CRMs, all five sets of parameters trained from cross-validation are very 

consistent with their global optimal parameters, with more than 80% identical and the 

rest very close. Therefore, CRMs could achieve relatively high cross-validation 

performance (e.g. MAP 0.473 vs. the global optimal 0.484). The similar trend on 

parameters can be observed from CLM and RM as well. We attribute this to the 

reduced parameter sensitivity and good generalization capability of language 

modeling framework.  By way of contrast, BM25-FB appears more sensitive to 

parameters. Its parameters obtained from each partition in cross-validation are quite 

different from each other, and the model performs worse on test data using trained 

parameters.  
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4.7 Discussion 

In this section we aim to develop a deeper understanding why CRM achieves such 

significant improvements.  First, let us review Table 4-4 more closely. There are 

obvious differences on data representation between term space and concept space. For 

the same data set, the number of unique concepts is much smaller than the number of 

unique words. This indicates that the dimensionality of concept space is significantly 

reduced. Besides, the average concept frequency is higher than the average word 

frequency. Higher concept frequency means that more samples are available for 

concept estimation. From above observations we conclude that working on concepts 

yields a denser space for relevance estimation, which should theoretically produce 

better estimates. 

Then, we would like to examine the quality of the empirical distribution of 

relevance estimated by CRM. Table 4-6 lists the top10 relevant words or concepts 

and their probabilities to a given query. We observe that: (1) RM and CLM could 

obtain some relevant words, but also includes quite a few noisy and non-relevant 

words such as “et”, “al”, “usa”, and “about.com”, which can be pruned by CRM; (2) 

RM and CLM are unable to keep necessary term dependencies, so that it estimates 

fuzzy relevance, which comprises of individual words without complete meanings; 

for example, despite “white”, “blood”, and “cells” are captured by RM, the meaning 

they convey is not as precise as the entire concept “white blood cells”; using such 

relevance for retrieval is prone to erroneously matching documents containing “white 

people” and “red blood cells”; (3) CRM is able to deliver explicit relevance with 
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natural concepts, which conforms to human language and comprehension; (4) CRM is 

able to deliver more accurate relevance, by providing more concepts closely related to 

the query; (5) CRM assigns higher probabilities to relevant concepts, due to the 

increased sample size and the reduced dimensionality of the space; (6) semantic 

analysis further refines concepts by removing those not directly related to the query, 

e.g. “patient”, “hospital”, and “health”. All these observations empirically 

demonstrate CRM indeed produces better relevance. Query expansion resulting from 

such relevance will better represent user’s underlying search intent. And retrieval 

using these expanded concepts would precisely match document terms with the same 

dependencies. All these factors together eventually improve the retrieval performance 

by a significant degree. 

Despite both CLM and CRM are LM-based models that are built on 

concepts, they have major differences in modeling concepts. In CLM, concepts serve 

as an intermediate form to connect pseudo relevant documents, document terms, and 

queries, where the important information such as word expression of concepts and 

term dependencies within concepts is ignored. However, in our work, CRM is 

proposed to model and utilize such information from the beginning, and factors in the 

semantic information in the domain. Experimental results demonstrate that all this 

information is critical to retrieval results, and should be formally included by future 

concept-based retrieval models. 
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Table 4-6: Relevant words or concepts and probabilities estimated from a query by 

RM, CLM, s-CRM, and f-CRM. 

(a) Query: “asystolic arrest” 

RM CLM Simple CRM Full CRM 

0.0183 cardiac 0.0193 cardiac 0.0292 cardiac arrest 0.1200 cardiac arrest 

0.0163 arrest 0.0173 arrest 0.0193 patient 0.0399 cpr 

0.0119 patient 0.0079 resusci-

tation 

0.0154 study 0.0249 ventricular 

fibrillation 

0.0076 al 0.0062 hospital 0.0123 cpr 0.0245 treatment 

0.0072 usa 0.0036 epine-

phrine 

0.0089 drug 0.0216 defibrillation 

0.0068 et 0.0035 al 0.0086 hospital 0.0202 circulator 

0.0061 study 0.0035 et 0.0081 result 0.0185 study 

0.0057 resusci-

tation 

0.0035 cpr 0.0081 ventricular 

fibrillation 

0.0181 resuscitation 

0.0053 lipid 0.0033 cardio-

pulmonary 

0.0077 treatment 0.0166 first aid 

0.0051 heart 0.0029 ventricular 0.0074 resuscitation 0.0127 adrenaline 

0.0051 cause 0.0028 vasopressin 0.0069 collapse 0.0114 advanced 

cardiac life 

support 

 

(b) Query: “white blood cells and bacteria” 

RM CLM Simple CRM Full CRM 

0.0328 cells 0.0354 cells 0.0212 white blood 

cells 

0.1028 white blood 

cells 

0.0275 white 0.0215 blood 0.0190 health 0.0569 treatment 

0.0267 blood 0.0117 white 0.0142 colon cancer 0.0326 human body 

0.0205 colon 0.0064 cancer 0.0133 cells 0.0315 neutrophil 

0.0151 cancer 0.0058 colon 0.0119 disease 0.0308 blood 

0.0134 about.com 0.0055 immune 0.0112 treatment 0.0297 cells 

0.0104 health 0.0039 basophil 0.0110 infection 0.0257 bacteria 

0.0077 killer 0.0039 wbc 0.0110 human body 0.0220 thymus-

dependent 

lymphocyte 

0.0074 bacteria 0.0032 com 0.0097 blood 0.0216 immune 

system 

0.0073 leukocyte 0.0032 body 0.0086 acute 

myeloblastic 

leukaemia 

0.0200 bone marrow 

0.0070 type 0.0029 type 0.0082 bacteria 0.0179 virus 
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Another interesting finding is that, CRMs perform even better on 

TREC2006 and CLEF2013 than on OHSUMED, which is in accordance with our 

conjecture and the observation on CLM. The documents in the first two sets are full-

text articles and web pages, much longer than the abstracts in OHSUMED, so they 

provide sufficient data points for accurate statistical estimation. This again supports 

our motivation of modeling relevance by constructing a denser, more relevant concept 

space. It is encouraging to observe that CRMs also work effectively on short 

documents. 

4.8 Conclusions 

We have presented a concept-based relevance model for improved 

estimation of relevance. Our method models natural concepts, so is able to keep the 

strong dependencies inside of a concept, generate the explicit expression of relevance, 

and precisely match terms with the same dependencies. The empirical relevance 

distribution estimated by CRMs confirms that CRMs unify synonyms or different 

surface forms of a concept, leading to reduced dimensionality of the space, increased 

sample size of a concept, and eventually more accurate and reliable estimates of the 

relevance.  We show that, when semantic analysis is enabled, f-CRM is able to 

further improve relevance estimation by modeling semantic types and relevant 

concepts.  

We evaluate the effectiveness of CRMs for information retrieval on 

different types of data sets. Experimental results demonstrate that the models are 
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highly effective. They completely and consistently dominate conceptual language 

models, relevance models, and BM25 with pseudo relevance feedback across data 

sets. In fact, f-CRM achieves statistically significant improvement over conceptual 

language models by at least 9% on any metric of precision@5, precision@10, 

nDCG@5, nDCG@10, and MAP.  

In future work, we would like to experiment CRM on generic or other 

domain data sets. It would be interesting to use the publicly available Wikipedia 

concepts in CRM, where ample contextual information is available for new 

exploration. A potential improvement can be made by estimating a query-specific 𝜔, 

so that concept weights will be customized for each query. We are also interested in 

expanding our research on CRM to the probabilistic ranking framework. 
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5 Conclusions and Future Work 

5.1 Conclusions 

In this dissertation, we study knowledge extraction and retrieval methods 

on three types of domain-specific documents: enterprise service requests, clinical 

notes, and biomedical documents. We summarize our cross-domain findings and 

contributions in this chapter. Hopefully, they could inspire new approaches and 

enlighten other researchers to better understand and solve the challenges in domain-

specific text mining. 

5.1.1 The Relation of Extraction and Retrieval 

Intuitively, it appears natural to first find relevant documents from the 

collection by information retrieval, and then perform information extraction to obtain 

the desired piece of information from such relevant documents. However, as 

demonstrated in Chapter 2 and 4, reversing this order usually yields much improved 

results. When information extraction is coupled with information retrieval, the role of 

information extraction in knowledge accessing becomes two-fold: it not only presents 

precisely extracted information to users, but also provides relevant content to retrieval 

models. Building retrieval models on such relevant content can reduce background 

“noise”, increase the density of relevance, produce better estimates, and thus improve 
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retrieval performance. The only disadvantage is the increased computational burden. 

It will take more time to perform information extraction on a substantial number of 

documents before retrieval, than on a few documents after retrieval. However, this 

may not be a big problem, since most of such computation can be performed offline. 

5.1.2 The Progression of Our Research 

In retrospect, we examine the proposed methodology in every domain, and 

observe the progression of our research from multiple perspectives.  

On entity level, we first rely on words from different sources (training data, 

domain lexicons, expertise, etc.) to identify knowledge from service requests, then we 

consider phrases and different expressions of words during disorder mention 

extraction, and finally we extract and unify different surface forms of concepts and 

build retrieval models on top of concepts. The evolution on extraction entities reflects 

our attempts to obtain knowledge in a more and more formal manner.  

On semantic level, we start from using a domain lexicon to explain 

networking terminology, then develop two types of semantic features from medical 

ontology, and model semantic types and semantic relations of concepts in the end. 

The advancement on the way to use semantic information demonstrates our extended 

mining of domain resources and consistent improvement on semantic understanding.  

On system level, our models begin from a plain supervised machine 

learning method on service requests, then progress to a hybrid system combining both 

supervised and unsupervised learning on clinical notes, and finally evolve to a 

comprehensive statistical model with semantic information. This progress shows our 
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understanding on the advantages and limitations of different algorithms and the 

advancement on modeling. 

5.1.3 Domain Languages and Resources 

Domain languages hinder text mining with frequent terminology, acronyms, 

abbreviations, jargons, and variants. In this dissertation, we leverage different domain 

resources and propose multiple methods to better understand domain languages. First, 

knowledge bases, lexicons, and ontologies should be used as the reference to 

associate terminology, acronyms, and abbreviations with their full names or 

descriptions. In the SR Recommender, the expansion of technical terms from domain 

lexicon ITAD will increase the overlapping words between two related SRs and thus 

their matching probability. Second, we should gather evidence from multiple 

channels to recognize concept variants. Explicit features are good at capturing the 

exterior alteration of variants, but more importantly we have to use implicit features 

to track their hidden connection on semantics, syntax, and sequence. If experts are 

available, their observations and insights, which are probably beyond the learning 

capability of machines, are very valuable to the task, and should be codified in 

learning algorithms. Third, domain software and tools are beneficial to use even if 

they may output incomplete, half-cooked results that do not satisfy the final 

requirement directly. New models built upon these outputs can achieve excellent 

performance after further refinement. 
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5.1.4 Semantic Understanding 

To understand semantics, symbols should be manipulated in ways that are 

meaningful and useful for users. We make three attempts for semantic understanding 

in our work. First, we use a domain lexicon to translate domain languages into 

common words, and the semantic distance between concepts or text can be measured 

in terms of common words. Second, we use ontology to bridge the gap of semantic 

understanding by generating two types of semantic features. In SRT features, the 

semantically related terms of a concept are acquired from ontology and used to 

expand the coverage of training annotations. In ST features, the semantic type of a 

concept was obtained. Both types of features are effective to help learning algorithms 

identify concept variants from semantic perspective. Third, we model concept 

semantic types using their relationships provided by the Semantic Network of the 

UMLS.  This “manipulation” through semantic types enables the recognition of 

relevant concepts that are semantically related to query concepts in feedback 

documents. Estimating on these relevant concepts yields a more accurate distribution 

of relevance.  

5.1.5 Business Process 

We observe a diagnostic business process in the creation of service requests, 

and thus hypothesize a “problem, cause, correction” structure in the text. Based on 

this structure, we design the necessary system elements, and have either chosen or 

proposed appropriate algorithms or considered the factors that influence system 

performance. The strong experimental results validate that our hypothesis indeed 
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discovers the latent structure from the heterogeneous text. We encourage other text 

mining practitioners to consider if a business process exists in their text before diving 

into the data. 

5.1.6 System Design 

Domain-specific documents usually contain complex and heterogeneous 

content with unique characteristics. It is unlikely to achieve very good results on them 

using a single algorithm or system element. Integrating different approaches together 

becomes a common practice. In order to build a synergistic system, we need to 

understand the advantages and limitations of every component thoroughly. One 

example is our analysis on the relation between information extraction and 

information retrieval in Section 5.1.1. Similarly, we analyze the strength and the 

limitation of the supervised learning algorithm SVM in Chapter 4. SVM is capable of 

identifying the majority of concept mentions, but still makes a number of false 

positive and false negative errors. Then we supplement SVM with a rule-based 

annotator, which can correct part of the errors after learning frequent error patterns. 

However, because both SVM and rule-based annotator are dependent on training data, 

their generalization capability is theoretically limited when applied to test data. 

Consequently, we add an unsupervised NLP system as the third extraction component 

for independent concept discovery from the text beyond the coverage of training data. 

This synergistic extraction framework ultimately produces state-of-the-art results. 
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5.2 Future Work and Open Problems 

Our current research mainly focuses on the technical aspects of knowledge 

extraction and retrieval, which is only a segment in the broad area of knowledge 

services and engineering. Actually, there are many other practical problems and 

operational issues untouched in this study. In this section, we would like to draw a big 

picture of knowledge services and engineering, and share our thoughts, questions, and 

future directions in the context of designing a real-world smart service system in an 

enterprise as an example. 

The major question of interest we would like to answer is: What are the 

elements of a “Service Platform” in an enterprise (or for consumer use, for that 

matter), and what application layers sit on this platform, similar to traditional 

hardware and software stacks? Consider “Smart Services” in a global enterprise, 

including in marketing, engineering, finance, operations, and support services. The 

most comprehensive context for knowledge extraction and reuse for service delivery 

is the following: The documents associated with every business function are 

organized so that information extraction for each document is based on the business 

process for that particular function. For instance, the business process for market 

positioning might include characterizing the firm and competing firms, contrasting 

them, and emphasizing the value of some of the firm characteristics. This enables 

quick extraction of the key relevant knowledge in each document, and the elimination 

of irrelevant information. More generally, based on an understanding of the domain 

(e.g., networks, healthcare) and the business function process, we need to determine 



116 

 

 

the types of questions and answers of interest, the associated types of knowledge 

structures of interest, and the types of information extraction, retrieval, and reuse 

approaches which might be most effective.  

Thus, service provisioning for product life cycle would include the 

following business functions, and the associated business sub-processes below to be 

characterized or modeled, for effective knowledge extraction and retrieval:  

 Marketing and Sales: positioning, promotion, sales 

 Design and Engineering: design Specs, functional specs, design and 

engineering processes, i.e., how a product or service is built or designed 

 Operations: code generalization, (almost) platform independent value 

generation of technology in any environment, test plans 

 Support Services: remediation and event detection, diagnosis, fix, and 

validation cycle 

 Smart Web Community Management 

Of these, we have already described the use of business process structure 

for IC extraction and retrieval, for the Support Service business function in detail in 

Chapter 2. Expanding and adapting the use of this concept, approach, and 

methodology to marketing, engineering, finance, operations, and smart web 

community management are research directions we are currently pursuing. 

We now describe some research directions and questions which concern 

broader and deeper aspects of the Support Service (SRAR) results. The same 

questions arise in the other business functions described above as well. 
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Before considering these detailed issues, an alternate perspective 

concerning the same research issues and challenges can be obtained by considering 

them as the knowledge (economy and) services version of similar questions in the 

supply chain management of manufacturing systems. The key question is: What is the 

knowledge delivery analog of data and information delivery, all the way from source 

to destination, using inventory analogs with manufacturing and supply chain 

management based knowledge (service) delivery? How do we achieve the design and 

monitoring of the optimal knowledge factory for transforming raw data to refined, 

premium knowledge that be differentially priced? How do we achieve knowledge 

management tracking, to make sure that the quality state of input data (source or raw 

material), output data (destination or finished good) and transitional state of 

knowledge, are all maintained at desirable target levels? 

This leads us to open problems of the following type: 

5.2.1 On Knowledge Extraction 

(1) How can knowledge be effectively inventoried? This requires developing novelty 

measures for identifying the new component of useful new knowledge, in the 

context of the new information coming into the service platform. 

 How much of this can be pre-structured? How much is this post-event or post-

documentation based learning? As an example, in the support services 

discussion earlier, we had unstructured text in which “problem, cause, 

correction” were all mixed together. If this unstructured text could be 

separated into fields corresponding to the business process segments such as 
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“problem," “cause," and “correction," separately, at the time the input and 

document are being created, the extraction effort can be focused on 

identifying more refined and detailed knowledge nuggets of interest, with 

virtually no noise, rather than the classification approach we have developed 

earlier in Chapter 2 to address the noisy data situation. This is because, 

although our algorithm is very powerful and effective, the data is noisy as 

different knowledge types are mixed together. This also brings us to the 

question of: What is the role of structured and unstructured document fields? 

The terms in each field may actually have a higher or lower impact on 

extraction and retrieval algorithms, and algorithms incorporating this feature 

will be more effective and powerful. Another question is: How can knowledge 

capture be made more effective, structured, and extractable? 

 How do you update the expertise learning dynamically, as more is learned 

from new documents and experts? 

(2) The next logically related question to address is: What is the role of prior 

categorization or ontologizing vs. dynamic categorization (ontologizing) in IC 

Extraction? That is, at a given time, some form of categorization by a customer or 

an expert may be feasible, as the process and types of knowledge are well 

understood. At that very same time, there are new processes, categories, and 

topics that are not currently understood, and hence cannot be user categorized or 

classified. Machine learning techniques can be used to (semi-)automatically 

generate new topics from available documents and data, to then obtain human 
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inputs and clarification of which topics and categories are worth labeling and 

using to refine and distill knowledge. The role of dynamic topic modeling is key 

in facilitating this effort [30, 31].  

(3) As new documents are posted, how can the new and incremental knowledge and 

expertise within (and without) be captured effectively, efficiently, and rapidly? 

 How can the most effective human-machine combination for this purpose be 

achieved? 

 How can a premium price be obtained for this knowledge delivery, at each of 

a set of different service levels?, Each of the service levels is based on 

enhancing the expertise of the user rapidly, in place of the current limited free 

offerings, which do not lead to the same degree of expertise increase in the 

user. 

 How can knowledge be separated, from internal use to external selling, based 

on the quality, credibility, and reusability of the knowledge and solution, that 

is, how can it be separated by the tier in multiple tiers of suppliers and users of 

knowledge? Observe that this implies the development of approaches to 

separate knowledge into various buckets or levels, both from an extraction and 

delivery perspective. E.g. Knowledge extraction at a gross level for a “first 

touch” entry tier junior service engineer should result in very different in 

content from the detailed and refined content needed by Subject Matter Exerts 

(SMEs). Observe that these important new aspects of Information Extraction 

have been minimally studied previously. 
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(4) How can learning be captured across Product Life Cycle? 

5.2.2 On Knowledge Retrieval 

(1) How can more effective keywords be generated for more effective and faster 

retrieval? E.g. document number, version. More broadly, what sort of statistical 

keywords will speed up retrieval? How can metadata for a document be (semi-) 

automatically generated to this end? 

(2) How can (sets of) documents be identified selectively to be shown to the customer 

and expert, for key feedback, to speed up automated responses which will result 

in more effective retrieval? Note that differing levels of granularity and quality of 

feedback and knowledge leads to non-classical variants of the active learning 

problem. 

5.2.3 On Knowledge Delivery and Reuse 

(1) How can knowledge be captured from lessons learned and repackaged as needed 

by different customers? This requires building in elements of personalization in 

delivery recommender systems, based on both dynamic content, context, and 

features for a given user (or set of users) using effective summarization of 

concepts in documents. 

(2) An important related question is the degree to which “Push” versus “Pull” based 

knowledge delivery is desirable and effective. Here, critical research concerns the 

automated guidance of the customer, drawing upon pervious interactions with the 

same or similar customers. 

(3) Integrating knowledge capture and delivery at different levels of expertise: 
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 How can bundled, consolidated, and marketplace-oriented knowledge 

packages to monitor and maintain technology, be effectively developed and 

delivered? 

 How can knowledge be captured and delivered at different levels of depth, 

detail, and granularity? 

 At internal and external customers, sources and destinations, where not all 

knowledge is captured without gaps, or sent back, e.g., telepresence, where no 

knowledge obtained  

(4) How can dynamic social recommender systems be used for personalized delivery 

combining content, context, customer, and features? How can temporal features 

of a customer’s interests, interactions, and profile be used for more effective 

provisioning of pertinent knowledge and services? Can approaches be developed 

for effective clustering of these temporal patterns to form similar groups of 

customers, in moving towards personalization? 

 How can this knowledge capture be used to stay “sticky” with customers? 

(5) Significantly more research is required concerning the role of forums, mining 

forum data, and topic modeling [27, 32], with an emphasis on “thread” (temporal 

sequences of posts) mining in Support Forums, to enable matching these “Threads” 

with Service Requests. Thus, retrieval methods need to be developed which 

exploit the term dependencies in the sequences of posts in a thread. 
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5.2.4 On Incentives to Facilitate Effective Knowledge Extraction 

How can the EPM (Employee Performance Measurement) tools, based on 

people and processes, be developed or modified to encourage knowledge capture and 

sharing, rather than request resolution on an ad hoc basis, at an individual service 

engineer level? Intuitively, these measurements should incentivize service engineers 

based on how many fixes are achieved by every solution, where both the volume 

levels of the usage of each fix provided by the service engineer, and who used it (in 

terms of the expertise level) are incorporated into the measurement, with appropriate 

weights. Otherwise, service engineers, responding to measurements and rewards 

based on the volume of individual problem resolution, will have little incentive to 

contribute effective solutions to problems. 

5.2.5 On the Role of Human vs. Machine 

Many of the research issues in this topic area concern determining the 

relative strengths of human and machine for different types of problems, so that the 

optimal combination can be enabled. More specifically, some of the issues include: 

 How many documents can an SME alone read and assemble, versus a 

Machine (or Software and algorithms) working in conjunction with an SME? 

 What is the most effective way of expertise communication, to ease customers 

into using service platforms, e.g., market positioning? This is of great value in 

enabling customers to use emerging technology effectively and quickly. 

 How do you update the expertise learning dynamically, as more is learned 

through interactions and experience? 
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 Knowledge is valuable if you can act on it, e.g., a few actionable diagnostic 

choices rather than 30,000 search engine returns. How do you distill down to 

these few actionable choices? How do you recognize what is competitively 

useful in a product market? 

 Is there an effective standard process for knowledge capture and delivery? 

How can a process be created based on best practices, capturing both 

commonality and diversity? This temporal process can be termed the 

Knowledge Funnel. How can quality based revenue streams be associated 

with this process? E.g. Identify best matched configurations and assemble in a 

package with the associated revenue and benefit streams. How can these be 

directly associated with SLAs and revenue streams? 

 How do you transition from human generated and consumed problem 

detection, source identification, cause identification, problem solution, and 

validation, to machine generation and consumption?  

5.2.6 On Design and Platform Architectures 

What are effective architectures, including platform and application 

separation, to achieve this integrated serviced platform? Figure 5-1 shows our 

tentative service platform which integrates many aspects of the open problems we 

mentioned above. 

This concludes our efforts to indicate the critical open problems and 

research directions in this area, and to relate them to the needs expressed in the 
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introduction, and to the illustrative problem and solution in the Smart Support 

Services Area. 

 

Figure 5-1: Service Platform and Components 
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