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Abstract 

_7 

Previously Percolation Based Synthesis (PBS) was proposed as a new approach to the task of scheduling 
in High-Level Synthesis and demonstrated favorable results. PBS is an adaptation of well-founded compiler 
techniques with several desirable properties (e.g. flexibility, completeness and optimality). However, the 
granularity of the PBS scheduler is at the functional unit level. Schedules generated at this level do not 
necessarily represent the best obtainable performance as they do not exploit the lower level aspects of the 
functional units. By scheduling at a lower level more efficient and effective schedules can be generated by 
utilizing the lower level information. This lower-level granularity is termed the ultra fine-grain level and the 
resources at this level correspond to the hardware components that are sequenced via the control unit during 
each clock (sub-) cycle. Therefore the schedules produced with this technique are suitable for control unit 
construction. The resulting impact is that it allows the ultra fine-grain code scheduler to apply parallelization 
techniques in the presence of low-level constraints and to utilize the underlying architecture in novel ways. 
In this paper we discuss the enhancement of PBS which allows the exploitation of the ultra fine-grain level. 

While it may seem that, due to the finer granularity, code size might increase beyond manageability, our 
experiments have shown that on the standard benchmark set, this was not a prohibitive factor. In fact, the 
increase in run-time of the code scheduler is within acceptable limits for the resultant increase in parallelism. 
Further, although the scheduling of this ultra fine-grain code could potentially cause simultaneous register 
file accesses to increase-an undesirable side-effect as building register files with a large number of ports is 
not currently practical-our experiments indicate that for the benchmarks studied the maximum number of 
simultaneous RF accesses can actually decrease. 

•This work supported in part by NSF grants CCR8704367 and MIP9009239 and ONR grant N0001486K0215. 





1 Introduction 

The goal of High-Level Synthesis (HLS) is the automatic generation of a digital system from a behavioral 

description. This process includes the steps of data-path synthesis and control synthesis. In data-path synthesis 

two tasks exist, those of scheduling and allocation. Scheduling defines the states of the synthesized system and 

the operations that take place in each state; allocation binds the schedule to the hardware components. Control 

Synthesis1 is the process of deriving the control unit of an architecture from the behavioral description and the 

synthesized data-path. The output of control synthesis defines the set of control signals to the system components 

for each control state. Early work in system control focused on the construction of a control unit that interpreted 

some general instruction set [16, 3, 2, 8, 20]. As High-Level Synthesis continues to mature, renewed interest in 

this subject has arisen, particularly in the case of embedded system control [24, 15, 12]. In [21] Papachristou 

and Immaneni detail this migration process of embedding software functionality in the control unit. 

In this paper we refine Percolation Based Synthesis (PBS) to perform control synthesis through the scheduling 

of lower level resources that are sequenced by the clock cycle (or the suitable finest resolution of the system control 

which may correspond to a sub-cycled clock). This extension is done via the addition of ultra fine-grain (UFG) 

information into the behavioral scheduling process in the form of an ultra fine-grain architectural template. 

Essentially, the behavioral control/data-flow graph (CDFG) is converted to an ultra fine-grain CDFG (UFG

CDFG) which characterizes the UFG architectural template for the particular application. However, this is 

not trivial as the UFG control graph must be augmented with information that is related to the sequencing 

of the hardware components and is abstracted away at higher levels. For instance, signals cannot be sent to 

a functional unit to perform some function until the data arrives, yet the signals themselves do not have any 

implied sequentiality. In general, these types of sequencing dependencies cannot be necessarily modelled as data 

or control dependencies. The use of our architectural templates allows us to bypass this problem since the 

templates manifest architecture-dependent sequencing. 

The transformations defined in Percolation Based Synthesis are general in nature-therefore they can be 

applied equally as well to the UFG code. This allows our scheduler to apply parallelization techniques to 

the ultra fine-grain code, resulting in maximal parallelism extraction and a schedule which utilizes hardware 

components more effectively. We have observed cases where exploiting the UFG-level resources derives schedules 

with performance equal or better than those derived from PBS with fewer necessary functional unit resources. In 

order for this technique to be practical, however, two issues must be addressed: How does the code size impact 

scheduling run-time? and How many register file ports are necessitated by simultaneous register file accesses in 

the parallelized code? Our study demonstrates that neither one of these issues has a prohibitive effect in the 

practical use of this technique. In fact, our results on standard benchmarks show that the maximum number of 

1 Also variously called Microcode Synthesis and Microcode Compilation in the past. 
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Figure 1: A sample UFG architecture template. 

register file accesses per control cycle can actually decrease due to the "staggering" effect achieved when code 

motion of register file access operations is allowed. 

The organization of this paper is as follows: Section 2 details a sample ultra fine-grain architecture template. 

Section 3 presents our scheduling technique and discusses its impact. Finally, our experiments and results are 

provided in Section 4. 

2 A Sample Ultra Fine-Grain Architecture Template 

Figure 1 illustrates a sample ultra fine-grain architecture template with the general connectivity of its basic 

components. The dotted box groups together the basic components which comprise a functional unit (FU), and 

this template is replicated for each FU in the processor. Additionally, each FU is connected to the read and 

write bus structures. An FU has input latches, logic for the function and an output latch. A selector is used on 

one of its input latches to allow access to the control word for immediate mode computations. Functional units 

are also considered to be pipelined: addition units have a one cycle latency while multiplication units have a 

two-cycle latency2 . 

Memory is accessed and modified through the memory address register (MAR) and the memory data register 

(MDR). The MAR is connected to the FU write-back bus structure and the MDR is connected to dedicated 

2 This is not a restriction in our model: any pipeline latency may be used for any type of unit. These particular latencies were 

chosen to compare our results with those previously published. 
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register file (RF) read and write ports. Since memory access is a bottleneck, the MAR and MDR could be replacPd 

with buffers. If this is the case, the current free location in either buffer can be viewed as the appropriate r<'gistt'L« 

The read and write-back bus structures are responsible for resolving contention between functional unit RF 

accesses and accesses to the MAR, whether by arbitration or resolution. Ideally, the read and write-back bus 

structures are simple: each FU has two dedicated read ports and buses from the RF and one dedicated write 

port and bus to the RF. As the number of functional units increases, it may be too costly to have dedicated 

ports for each FU. In this case fewer RF ports than the ideal case exist which necessitates extra logic for port 

contention. 

To illustrate the workings of the UFG architecture defined by this template, consider a memory store opera

tion. This would take the following form: The data value is loaded from the RF into the MDR. The FU would 

receive the appropriate arguments fetched from the RF and/or the instruction word. The FU receives an add 

signal, and the generated address is written into the MAR. Finally, the memory system is signalled and is sent 

the MAR and MDR data. 

3 Ultra Fine-Grain Percolation Scheduling 

In this section we present our Ultra Fine-Grain Percolation Scheduling approach. We begin with a review of 

Percolation Scheduling, discussing its advantages and its context in previous work. We motivate the incorporation 

of UFG-level information into our scheduler and how this becomes an advantage to PBS. Finally we discuss the 

impacts of scheduling at this granularity level. 

3.1 Percolation Scheduling and Previous Work 

Percolation Scheduling (PS) is a suite of program transformations that converts a sequential program into a more 

parallel version [18]. This scheduling technique exposes significant parallelism in applications and has several 

inherent advantages over other techniques-optimality, completeness and is program-global. Without resource 

constraints PS generates provably optimal schedules [18]. This allows both the knowledge of a lower bound 

on performance and the assessment of a particular resource constraint scheduling heuristic by comparing that 

heuristic's schedule with the optimal. PS is also complete with respect to local program transformations-it is 

not possible to derive a more parallel program than that generated by PS with any other set of local transfor

mations. Also, because PS is complete it complements software pipelining techniques [1] without interfering in 

the extraction of loop parallelism. PS is a program-global technique; code motion in PS is not confined to basic 

blocks nor obstructed by conditional jumps. In PS the transformation are applied incrementally to the program 

graph thereby performing global code motion resulting in the movement of operations beyond basic block and 

conditional boundaries. Further, PS handles conditionals in a more elegant manner than Trace Scheduling [6] 
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by allowing operations on eit~er path to be speculatively scheduled. 

In lTFG Percolation Scheduling there is the possibility for significant parallelism. This parallelism comes from 

the ability of the scheduler to see the UFG resource utilization in some particular control sub-cycle. Since most 

traditional schedulers are local in nature, they are limited to scheduling basic blocks. Limiting the scheduling 

to basic blocks limits the amount of UFG-level parallelism that can be exploited as not enough operations may 

be found in basic blocks to effectively utilize the UFG resources. Because PS has a global view of the code and 

allows the movement of operations across basic block and conditional boundaries, under-utilized UFG resource 

areas can be filled thereby obtaining higher performance schedules as resource utilization is crucial to obtaining 

high performance at this level of granularity. 

In [2:3] a new scheduling technique for HLS, called Percolation Based Synthesis (PBS), is detailed and demon

strates the successful adaptation of PS to High-Level Synthesis. Results prove that PBS obtains schedules that 

are better or equal to those produced by other scheduling techniques. The transformations used in PBS are 

aimed at generating schedules with minimal overall execution time. Other scheduling techniques explore differ

ent design considerations and trade-offs. For instance, Path-based scheduling [4] tries to optimally schedule each 

possible path at the expense of an increase in flow-control complexity (techniques exist directed at reducing path 

explosion [19]). In [10], a software pipelining technique is presented that attempts to minimize the latency in 

both the initiation interval (how soon a new iteration of a loop can be scheduled) and the tum-around-time (the 

time from start to completion of a single iteration of a loop). Because this technique is heuristic, the schedule 

it derives exhibits some trade-off point between the competing goals. OPT [1] was designed with the single goal 

of maximizing throughput (minimizing the initiation interval) and is guaranteed to generate optimal schedules 

with this property. 

3.2 Incorporating UFG Information into the CDFG 

PBS is based on a compiler scheduling technique, therefore the underlying formalism is that of a data depen

dence graph (DDG). In HLS not all dependencies can be modelled or viewed as data dependencies. Sequence 

dependencies between signals to hardware components are generally not implied and must be preserved to main

tain correct system semantics. However, a DDG contains no information related to the sequencing constraints 

that are present for a particular synthesized UFG architecture. Sequence dependency is a problem inherent in 

scheduling this level of granularity as there is a precise method by which data must move to correctly perform 

the given behavior in a given architecture. Since these sequencing dependencies cannot, in general, be modelled 

by data dependencies, a new formalism is necessary to combine both data and sequence dependency information 

and coherently manifest it to our scheduler. 

We have modified our PBS scheduler to take sequencing dependencies into account. Our approach is to 

integrate an ultra fine-grain architectural template and its interaction with each of its UFG resources into the 
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CDFG; that information is then utilized in the scheduling process. From the scheduler's point of view this was 

not a straight-forward adaptation a5 subtle nuances appear when combining both data and sequence dependP11ce 

information. There are two issues that arise: 1) the efficient representation of the UFG code so that parallelism 

is exposed; and 2) efficient detection of sequence dependencies. Since the UFG code is highly architecture 

dependent, proper representation of the UFG code and its sequencing dependencies is necessary so that this 

code remains flexible and general enough to extract parallelism from, yet capture the essence of the underlying 

architecture. To preserve sequencing semantics requires analysis of the UFG architectural template's structure 

to determine what sequence dependencies exist. Our solution is to generate virtual names for the template 

components in the UFG operations and to utilize template attributes when scheduling these operations. For a 

more thorough discussion of this refer to [13). 

Other approaches to control synthesis exist. In [15), intermediate scheduling is followed by a control code 

re-scheduling phase where basic blocks are re-organized to better utilize the lower-level resources. Allocation then 

maps the schedule to hardware components. Because this technique looks at basic blocks, not enough operations 

may be found to fully utilize resources. Another approach used in (12) is to perform intermediate scheduling and 

allocation, then synthesize the control code from the register transfer level (RTL) component information. Since 

binding has already occurred, control code may not be easily re-scheduled so as to make effective use of machine 

dependent features visible only at this level. 

3.3 Impact of UFG Percolation Scheduling 

The impact of scheduling at this UFG-level is quite significant. By allowing the scheduler to have control of 

the operations which sequence the UFG template components, constraints such as the number of ports on a 

register file can be applied in a general and straight-forward manner. This implies that a number of functional 

units, n, can be present without the necessary full bandwidth of 3n ports3 . Currently technology limits the 

construction of efficient access register files to approximately 16 ports [11). Also, pipelining models typically use 

a stage forwarding mechanism that advances by the clock [9) or when operations are issued to the unit [25). By 

having control of the forwarding mechanism detailed in the UFG architectural template for a particular unit, 

the pipeline stage forwarding mechanism can be invoked to advance any arbitrary stage(s) when necessary. This 

allows the use of intermediate pipelining stage latches as temporary storage, possibly reducing the register usage 

demands. This can be done by partially evaluating some value and leaving it in an intermediate pipeline stage 

until the critical register demands have been scheduled and then continuing some arbitrary number of cycles 

later with the computation. (The MOVE architecture concept [5) is one such attempt at utilizing the hardware 

in this manner in general purpose architecture construction.) Therefore, these types of factors can be considered 

during scheduling resulting in higher performance as the scheduler can move operations to effectively exploit 

3 2n ports are necessary for read connections and n ports are necessary for write connections. 
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these characteristics. 

4 Experiments and Results 

To assess the merits of our Ultra Fine-Grain Percolation Scheduling approach, we performed the following 

experiments. Four established standard benchmarks were used as input to our scheduler: the 5th Order Elliptic 

Wave Filter [14], B-Spline FIR Filter [ 17], Sehwa's FIR Filter [22], and the Digital Fast-Fourier Transform 

( D FT) [7]. As a baseline comparison, we generated control code by scheduling and allocating intermediate 

code, producing an RTL component structure and synthesizing the appropriate control code. Percolation Based 

Synthesis (PBS) was applied to this approach since PBS has previously been shown to produce results better 

than or equal to other scheduling methods [23]. Control code cycle counts were taken from the resultant control 

schedules. 

Control code schedules were also produced by UFG Percolation Scheduling. A file containing the UFG 

information from Figure 1 was input into the scheduler for the purposes of UFG-CDFG construction. Percolation 

transformations and software pipelining were used to schedule the UFG-level code. These parallel schedules were 

then constrained to the given resources in the allocation phase; finally control code was emitted. Cycle counts 

were taken from the parallelized UFG-level control schedules. In both cases the control code4 was indicative of 

the UFG architecture in Figure 1 and the same FU models and constraints as in [23] were used. 

In our results, pipelined units refers to the FU model where FUs can accept new operations each cycle. 

Non-pipelined FUs refers to units that must be flushed before issuing a new operation. In our tables, the 

column labelled "PBS Code" refers to the process of scheduling the CDFG with PBS, performing allocation and 

then deriving control code and contains the respective control code cycle counts for the given resources. The 

column labelled "UFG-PS Code" refers to the process of converting the CDFG to a UFG-CDFG, performing the 

scheduling task with UFG-PS then binding and emitting control code. 

4.1 5th Order Elliptic Wave Filter 

Tables 1 and 2 show the results for the 5th Order Elliptic Wave Filter. For this benchmark, addition units 

have a latency of one and multiplication units have a latency of two. Pipelined results show a 10% to 18% 

improvement of our technique over PBS schedules. Non-pipelined results show an improvement of 12% to 20%. 

This improvement is due to the ability of "breaking" the chain of control operations of one intermediate operation 

and moving the control operations independently (without regard to the movement ability of the sequence as a 

4The UFG template implies that particular components will need control lines. Therefore the nmnber of control lines is fixed 

for any particular template and does not increase. Our point is to show how the resources can be more effectively utilized and not 

necessarily the minimization of the control wires, although this is a natural extension. 
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Pipelined 
Resources PBS Code lT FG-PS CodP 

Adders J\[ultipliers Cycles Cycles Improv,'nient. 
3 2 8!i 70 18% 
2 2 88 15 1:.JCJi_, 
2 L 91 82 10% 

Table 1: 5th Order Elliptic Filter Pipelined. 

Non-pipelined 
Resources PBS Code UFG-PS CodP 

Adders Multipliers Cycles Cycles Improvement 
3 ;3 81 70 20% 
:~ 2 90 73 19% 
2 2 90 77 14% 
2 l 9;3 82 12% 

Table 2: 5th Order Elliptic Filter Non-pipelined. 

whole) while preserving control semantics. 

4.2 B-Spline FIR Filter 

Tables 3 and 4 show our results for the B-Spline FIR Filter benchmark. For this benchmark, the same latencies 

were used-one for addition units and two for multiplication units. Pipelined unit performance increase of our 

approach ranged from 7% to 14%. The improvement of our technique for non-pipelined units ranges between 

8% and 16%. 

As the number of resources mcrease, so too should the increase in improvement of the UFG scheduling 

approach over PBS. The intuition for this stems from more flexibility in scheduling when there are more resources. 

However, the improvement of UFG-PS over PBS for this benchmark decreases as the number of functional units 

increases. The decreasing performance improvement can be attributed to both PBS schedules and UFG-PS 

schedules closer approximating the optimal as units increase. In this case, there is a small amount of UFG 

resource under-utilization that UFG scheduling can exploit, and hence the increase in performance, decreases. 

4.3 Sehwa's Digital FIR Filter and DFT 

In Tables 5 and 6, results for Sehwa's Digital FIR Filter and DFT are found, respectively. In [23] these benchmarks 

were studied under the pipelined model only-we do the same here. For Sehwa's FIR Filter benchmark we are 

able to gain an improvement of 23%, while a uniform 10% increase in performance was observed for the DFT 

benchmark. 

One interesting result is that there are cases where UFG scheduling was able to obtain performance better 
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Pipeli1wd 
Resources PBS Code lTFG-PS Code 

Adders ~Iultipliers Cycles Cycles ImprovPment 
2 1 37 3:.l 14% 
3 1 37 32 14% 
2 2 34 30 12% 
2 3 34 30 12% 
3 2 31 28 10% 
4 3 28 26 7% 

Table 3: B-Spline FIR Filter Pipelined. 

Non-pipelined 
Resources PBS Code UFG-PS Code 

Adders Multipliers Cycles Cycles Improvement 
2 1 57 48 16% 
3 1 51 44 14% 
2 2 48 42 13% 
2 3 45 40 11% 
3 2 42 38 10% 
4 3 36 33 8% 

Table 4: B-Spline FIR Filter Non-pipelined. 

Pipelined 
Resources PBS Code UFG-PS code 

Adders l Multipliers Cycles Cycles J Improvement 
5 I 3 56 43 l 23% 

Table 5: Sehwa's Digital FIR Filter Pipelined. 

Pipelined 
Resources PBS Code UFG-PS Code 

ACU RAM Mult Cycles Cycles Improvement 
1 1 1 72 65 10% 
2 2 1 51 46 10% 
4 3 2 30 27 10% 

Table 6: Digital Fast Fourier Pipelined. 
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CompilN Execution Timings in Seconds 
Benchmark PBS Code urc;-PS Code InereasP in Run-time 
5th Order Elliptic 11 (j l 3.fiX 
B-Spline Fl R Filter 59 201 3.4X 
Sehwa's FIR Filter 11:~ 420 3.IX 
DFT 19 12 3.8X 

Table 7: Average execution timings of the two compiler methods. 

than or equal to PBS using fewer resources. Consider the non-pipelined results of the B-Spline FIR Filter in 

Table 4. Using two adders and two multipliers, UFG scheduling produces a schedule that takes 42 cycles. For 

control code synthesized from PBS schedules to derive an equal execution rate requires the use of three adders 

and two multipliers. This is due to the better UFG resource utilization that UFG scheduling can perform since 

it better exploits the UFG-level information during parallelization. When generating PBS schedules, the UFG 

resources and constraints have been abstracted away and therefore cannot be exploited. 

4.4 Scheduler Run-time 

A penalty that might make UFG scheduling prohibitive is the increased code size of UFG code compared to 

equivalent PBS code. A larger code size translates into a longer run-time of the scheduler. To assess the trade-off 

in run-time of PBS and UFG scheduling, we have noted the average execution time for each of the benchmarks 

studied. Although averaging the execution times could be considered unfair because not all benchmarks have 

equally as many resource constraints (and, thus, equally as many execution trials), it would be impractical to 

show execution times for each run of the scheduler for every given resource configuration. Table 7 shows our 

run-time results. Scheduler execution times of PBS code and UFG-PS code are shown as well as the percentage 

increase in execution time of UFG scheduling over intermediate scheduling. As one would expect, the PBS code 

scheduling time is shorter than the UFG-PS scheduling time. However, the actual increase in absolute time 

is certainly worth the increased performance resulting from faster schedules, as the scheduler is run few times 

relative to the application. 

4.5 Register File Read/Write Ports 

One concern in generating parallel code is that the subsequent increase in concurrency has adverse effects on 

the architecture. An increase in register file accesses beyond that which the architecture can sustain is one such 

concern. Theoretically, it is certainly possible that the number of RF accesses for the compacted schedule will 

exceed the number of ports available5 . To see what impact this had on the architecture, we noted the number 

5 That is, if no specific constraint is enforced on the number of ports. If a constraint is imposed, the performance of the schedule 

may be affected 
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UFG-PS coJe 
Benchmark Register File 

Reads WritPs 
5th Order Elliptir \Yaw Filter 
Adders 1\1 ulti pliers 

3 2 7 2 
2 2 6 2 
2 1 5 2 

B-Spline FIR Filter 
Adders Multipliers 

4 3 11 4 
3 2 8 3 
2 3 8 2 
2 2 6 2 
3 1 7 3 
2 1 5 2 

Sehwa's FIR Filter 
Adders Multipliers 

5 3 13 5 
DFT 
ACU RAM Multipliers 

4 3 2 10 4 
2 2 1 5 2 
1 1 1 4 2 

Table 8: Maximum number of RF reads and writes per control cycle. 

of RF accesses that occur per control step for the pipelined UFG schedules. Table 8 summarizes our findings. 

Surprisingly, the number of RF accesses decreased relative to the number of accesses in the code generated by 

PBS and the number of expected port connections for the specified resources. 

For instance, with three adders and two multipliers, one would expect that the bandwidth necessary is ten 

RF read port connections and five RF write port connections. Figures 2 and 3 graphically show how port usage 

in UFG schedules compares with the expected number of ports given the number of FUs. With a resource 

configuration of three adders and two multipliers, only seven read ports and two write ports were necessary for 

the UFG pipelined schedule of the 5th order elliptic wave filter. This phenomena is due to the motion of RF 

accesses in UFG scheduling. An RF read will typically move to control cycles subsequent to data-dependent 

RF writes. During resource constraint scheduling when control sequences are shifted in the schedule, so too are 

the RF accesses (without specifically constraining them). Even if the shift is only one control cycle, the RF 

accesses are sufficiently affected due to the cascading effects of the shift and the critical path. Therefore, we 

have observed that, for the benchmarks studied, it was not necessary to specifically constrain RF accesses. It 

was sufficient to constrain other resources to limit RF accesses as a side-effect. If fewer ports are available, then 

resource constraint scheduling can limit RF accesses as appropriate. 
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5 Conclusion 

In this paper we have presented our refinement of Percolation Scheduling to lower levels of granularity where the 

resources under consideration are those which are sequenced by the control unit. In our approach we supply the 

scheduler with an augmented CDFG (UFG-CDFG ). This UFG-CDFG contains the addition of ultra fine-grain 

information about the target ultra fine-grain architecture which the scheduler can then exploit to obtain better 

resource utilization. This is critical to obtaining high performance at this granularity level. Specification of this 

information to the scheduler is in the form of an ultra fine-grain architectural template and is incorporated into 

the CDFG in its initial analysis phase. Two concerns regarding the shift in granularity potentially result: a 

possible increase in the run-time of the scheduler and a possible increase in the number of simultaneous register 

file (RF) accesses. '<Ve have shown that neither of these proves to be a hindrance to our approach. We observed 

that the run-time of our UFG scheduling technique versus that used by PBS [23) is not sufficiently lengthened so 

as to have a prohibitive effect. And, by allowing the scheduler to have finer control of the machine, simultaneous 

RF accesses can actually decrease, causing fewer register file ports than necessary to support functional unit 

bandwidth, as well as the novel use of architecture components, such as the use of intermediate pipeline stage 

latches as temporary storage. Also, UFG-PS schedules more effectively utilize UFG resources so that a system 

can be synthesized with fewer functional units than required by PBS schedules while maintaining the same or 

better performance. Finally, this technique can be effectively used in the synthesis of control code since it deals 

with the system components that are controlled each clock sub-cycle. 
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