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ABSTRACT OF THE DISSERTATION

Building bioinformatic tools for massive repurposing of multi-omic data in the Sequence Read
Archive
by

Brian Yik Tak Tsui
Doctor of Philosophy in Bioinformatics and Systems Biology
University of California San Diego, 2019
Professor Hannah Carter, Chair
Professor Jill Mesirov, Co-Chair

There are currently millions of sequencing experiments generated from various research
groups. Each study often offers a pre-processed -omic matrix as a supplementary table in the
manuscript or is deposited to public data repositories. The pre-processed -omic data is essential to
the research community to derive -omic based statistical and machine learning predictive models
xiv

which can be useful for understanding biological features. While the analysis-ready pre-processed
-omic data minimizes the prerequisite of high-performance computing and data processing
knowledge for researchers, the lack of consistency in these submitted preprocessed data and their
associated metadata pose a challenge towards secondary data analysis.
Towards the goal of tackling this challenge, the first chapter of the thesis evaluates the
possibility of reprocessing and extracting the allelic read counts from over 250,000 sequencing
experiments and 10,000 public studies in the SRA, which is useful towards identifying novel
variant associations and evaluating the allele-specific expression. The second chapter assesses the
possibility of constructing an online platform in which the research community can smoothly to
go from data querying to analysis without any programming background. The third chapter tackles
the metadata aspect of the SRA by evaluating the possibility of recognizing the biomedical entities
in the metadata without expert curation. Through repurposing the vast amount of submitter-based
biospecimen annotations, we can train a deep-learning-based model to evaluate the relationships
between various annotations. In summary, this dissertation builds the foundation towards
automating the process of -omic data association with metadata.

xv

INTRODUCTION
The central dogma of biology was first discovered during the 1970s and is stated as the
following: cells contain deoxyribonucleic acid (DNA), which is often then transcribed into
ribonucleic acid (RNA). The RNA is then translated into amino acids and folded into proteins
(Crick, 1970). However, it is only in recent years where the advance of sequencing technology has
dramatically improved our ability to capture the DNA genomic sequences and RNA transcript
sequences of the cells in wholeness, and the word “wholeness” has Greek root “-omic” (Yadav,
2007), hence are called the gen-omic data and transcript-omic data respectively. Moreover, this
vast amount of -omic data collected by many public studies is increasing both in volume, and in
diversity of library strategies and experimental conditions.
However, this vast amount public -omic data is in large part under-explored because it is
stored in different formats or processed by different bioinformatics pipelines. As a result, the data
have poor Findability, Accessibility, Interoperability, and Reusability (FAIR) (Wilkinson et al.,
2016). One fundamental problem is that the existing bioinformatics pipelines usually offer
statistics as the output. For example, variant callings and identification of differentially expressed
genes are often done with statistical-based tools like Mutect (Cibulskis et al. 2013) and DE-seq
(Love et al. 2014). However, many of these statistical models require assumptions that might or
might not fit the data and it is difficult to evaluate the statistical biases in over 10,000 sequencing
studies. This situation requires a better solution.
This dissertation leverages the idea that both science and statistics rely on counting.
Siddhartha famously argued that “Science starts with counting” in his Pulitzer Prize-winning piece
“The Emperor of All Maladies: A Biography of Cancer” (Siddhartha, 2010), and many layers of omic data can be understood by simple sequence read counts as explained in the “High-Throughput
Count Data” chapter of “Modern Statistics for Modern Biology” written by Holmes and Huber
1

(Holmes and Huber, 2018). Therefore, this dissertation first proposes the idea of generating the
sequence read counts for each of the -omic layers. The first chapter seeks to evaluate the possibility
of extracting the allelic read counts from over 250,000 sequencing experiments with raw reads
deposited in the Sequence Read Archive (SRA), which comprises of over 10,000 public
sequencing studies. Not only that the reprocessed data found many applications like extracting
variants and identifying allelic specific expressions. The re-processed allelic read counts also
enable the creation of a variant-based index, which also helps identifying many variants that were
not annotated in the original studies at the time of submission and could be used in studying
genetics. The second chapter also asks if it is possible to incorporate even more data layers like
transcriptomic and microbiome into our data re-processing effort and create a web-based analysis
platform which can simplify the bioinformatics research process, thus enabling the researchers to
go from data-querying to analysis with relatively minimal data cleaning.
With the vast amount of reprocessed data, the next logical question to ponder would be if
the machine can read the sequencing experiment meta-data and define relevant comparison classes
like a human researcher. However, to group the free-text meta-data annotations together into
comparison classes would often require human expertise in biomedical language. Chapter three
aims to tackle this challenge by repurposing and leveraging the submitter-based BioSamples
annotations which are already in a “weakly labeled format" (Peng et al., 2016), to train a natural
language processing model to extract the biomedical named entities from the metadata
automatically without expert curation.
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CHAPTER 1: Extracting allelic read counts from 250,000 human sequencing
runs in Sequence Read Archive

1.1 Abstract
The Sequence Read Archive (SRA) contains over one million publicly available
sequencing runs from various studies using a variety of sequencing library strategies. These data
inherently contain information about underlying genomic sequence variants which we exploit to
extract allelic read counts on an unprecedented scale. We reprocessed over 250,000 human
sequencing runs (>1000 TB data worth of raw sequence data) into a single unified dataset of allelic
read counts for nearly 300,000 variants of biomedical relevance curated by NCBI dbSNP, where
germline variants were detected in a median of 912 sequencing runs, and somatic variants were
detected in a median of 4,876 sequencing runs, suggesting that this dataset facilitates identification
of sequencing runs that harbor variants of interest. Allelic read counts obtained using a targeted
alignment were very similar to read counts obtained from whole-genome alignment. Analyzing
allelic read count data for matched DNA and RNA samples from tumors, we find that RNA-seq
can also recover variants identified by Whole Exome Sequencing (WXS), suggesting that
reprocessed allelic read counts can support variant detection across different library strategies in
SRA. This study provides a rich database of known human variants across SRA samples that can
support future meta-analyses of human sequence variation.
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1.2 Introduction
The reduction of sequencing cost in recent years (Wetterstrand, 2013) has allowed
researchers to progress from sequencing and analyzing a single reference human genome to
studying the individual genomes of thousands of subjects (The 1000 Genomes Project Consortium,
2015). The large number of sequencing studies being conducted, together with journal publication
requirements for authors to deposit raw sequencing runs in a centralized and open access
sequencing archive like Sequence Read Archive (SRA) (Leinonen et al., 2011) have made it
possible to perform large scale data analysis on the millions of publically-available sequencing
runs.
The SRA contains raw sequencing runs from a variety of projects from large scale
consortium studies including Epigenome Roadmap (Roadmap Epigenomics Consortium et al.,
2015), ENCODE (ENCODE Project Consortium, 2012), The 1000 Genomes Project (The 1000
Genomes Project Consortium, 2015), to small studies being conducted by various independent
laboratories. However, the publicly available raw sequencing data are large in size which translates
into high storage and computational requirements that hinder access for the broader research
community. These requirements can be somewhat mitigated by using preprocessed data such as
gene expression matrices, ChIP-seq peak files, or summarized variant information, as such files
are much smaller in size. For example, the 1000 Genomes project, The Cancer Genome Atlas
(TCGA) (Cancer Genome Atlas Research Network et al., 2013) and Genotype-Tissue Expression
project (GTEx) (Carithers and Moore, 2015) all offer summarized variant information extracted
from the raw sequences in Variant Call Format (VCF) files, containing allelic read counts for both
reference and alternative alleles and base quality information which could be used for variant
calling.

5

There have been many efforts to reprocess raw sequencing reads to a more tractable form.
However, many of the SRA data reprocessing efforts (Collado-Torres et al., 2017; Lachmann et
al., 2017) have focused on quantifying gene expression using public RNA-seq data deposited in
the SRA. Sequencing data also capture information about sequence variants, raising the possibility
of studying patterns of genetic variation using the SRA. The possibility of extracting variants from
RNA-seq was demonstrated on a small scale in a 2015 study (Deelen et al., 2015) where the authors
extracted variants using the GATK RNA-seq variant calling pipeline on 5,499 RNA-seq runs in
the SRA.
Variant calling typically requires multiple user-specified parameters such as a minimum
cut-off for total or read-specific coverage, and usually attempts to model sequencing error
explicitly. The primary information used in variant detection is the allelic fraction, the proportion
of sequencing reads that support the variant position. Read mapping is highly concordant between
alignment tools like bowtie (Langmead and Salzberg, 2012), bwa (Li and Durbin, 2009),
novoalign(Ruffalo et al., 2011), supporting the idea, at least for DNA and RNA sequencing
experiments, estimates of allelic fraction should be fairly consistent regardless of the specific
alignment tool. Using a conservative set of known genetic variants that are unlikely to be the result
of sequencing errors, simple filters on coverage or allelic fraction should be sufficient to control
error rates at acceptable levels. This would make it possible to collect and analyze known variants
across the SRA without applying more complex variant callers.
To explore this possibility, we constructed an allelic read count extraction pipeline to
systematically reprocess all available sequencing runs from the SRA. We first applied standard
quality filtering to the unaligned reads (see Methods) and then aligned the reads to a subset of the
human reference genome that covers 390,000 selected somatic and germline variants curated by
the NCBI dbSNP (Kitts and Sherry, 2011) using bowtie2 (Langmead and Salzberg, 2012). To
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show that this targeted reference does not introduce unwanted biases into the alignment step, we
validated our pipeline performance against alignments performed using whole reference genomes.
We next used the TCGA sample-matched Whole Exome Sequencing (WXS) and RNA-seq cohort
to confirm that allelic read counts derived from RNA-seq accurately recover variants detected by
WXS. We then applied this pipeline to systematically extract variants from over 250,000
sequencing runs in the SRA. Finally, we demonstrated that this allelic read count resource can be
used to investigate variants in RNA sequencing studies, even at the single cell level.

7

1.3 Results
Building a fast allelic fraction extraction pipeline for the SRA. As of the end of 2017 the
SRA included data from 10,642 human sequencing studies consisting of 697,366 publicly
available sequencing runs, encompassing various library strategies such as RNA-seq, WXS, whole
genome sequencing (WGS), and ChIP-seq (Methods) and this number continues to increase at a
rapid pace (Figure 1.1). All of the human sequences deposited in the database were derived from
samples carrying germline and somatic variants from the corresponding biospecimen regardless
of the original study designs. This presents the opportunity to perform meta-analysis of human
genetic variation across studies in the SRA.
However, the complete SRA spans over 1,835 trillion bases, introducing both
computational and storage resource requirements that would hinder most researchers from
conducting a meta-analysis across many sequencing studies. Therefore, to enable efficient
secondary analysis for researchers with limited access to high performance computing (HPC)
infrastructure, we sought to process this vast amount of data into a form that can fit on a 1 TB hard
disk. To accomplish this, we developed an efficient data processing pipeline (Figure 1.2).
We first created a targeted alignment reference that focuses on regions that harbor known
variants (n=393,242) curated by NCBI dbSNP (Kitts and Sherry, 2011). These consist
predominantly of variants with PubMed references or that have been referenced in selected variant
databases (OMIM, LSDB, TPA, or in NCBI curated as diagnostic related). The variants consist
mostly of missense mutations with synonymous and truncating mutations accounting for about
15% of the database. Most are germline variants, although the dataset includes a small set of
curated somatic mutations. The characteristics of the variants are summarized in Table 1.1.

8

We created the reference alignment index by masking the reference to exclude DNA
sequences outside of a region spanning the 1000 base pairs upstream and 1000 base pairs
downstream of each variant. This filtering method had been first adopted by Deng et al. to optimize
sequencing data processing turnaround times (Deng et al., 2009).
Large scale allelic read count extraction of human sequence data. We retained only
sequencing runs from the top five library strategies (RNA-seq, WGS, WXS, AMPLICON, ChIPseq), and sequencing runs with more than 150 million bases sequenced (equivalent to at least three
million reads if the samples have 50 bp per read), corresponding to a total of 304,939 sequencing
runs. Of these, 253,005 were successfully processed (Figure 1.3) without error with 300 cpu-cores
in 30 days. Library strategies were divided between paired-end (64.8%) and single-end (35.2%)
sequencing. The difference between the number of pair-end sequencing and single-end sequencing
reflects the differing needs of various experimental designs (Table S1.1). For example, paired-end
sequencing greatly improves the identification of splice isoforms in RNA-seq and structural
variants in exome-seq, whereas it provides fewer benefits for other library types that would justify
the increased cost relative to single-end sequencing.
One utility that emerges from reprocessing the sequencing data is for imputing
experimental annotations. For example, the SRA metadata is not standardized to contain important
experimental variables like read length or adaptor sequences, however this information can be
easily determined from the raw sequences. A median read length of 95 bp was observed. Most
runs (206,360 = 81.56%) had adaptors automatically detected and removed. Sequence and
mapping statistics are detailed in the Table S1.1. Over these sequencing runs, a median of 2.98%
of base pairs were identified as adaptors and were removed. A median base quality Phred score of
36 was observed, suggesting a high overall quality of the sequenced bases in the SRA.
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Overall, a median of 296.3 million bases and 10,044,529 read fragments per sample were observed.
A median of 5.83% of the reads were aligned to the targeted variant regions (Methods). Adding
read length, adaptor contents, number of reads and percentage aligned to the metadata allows the
user to better understand the quality of the sequencing runs and filter them accordingly.
Pipeline performance for targeted variant detection. To assess the accuracy of allelic read
counts extracted from this targeted reference we compared counts obtained through our pipeline
to those extracted from samples pre-aligned to the complete hg38 genome index and downloaded
directly from the TCGA. We also took advantage of matched DNA/RNA sequencing in TCGA to
evaluate the extent to which allelic read counts extracted from RNA-seq reflect the variants
detected from WXS (See section 2.5). We used 524 whole exome tumor sequences from the TCGA
Low Grade Glioma (LGG) dataset to assess the performance of our pipeline, as this dataset
included the well-known variant (IDH1 R132H) which could serve as a positive control.
The reads from each tumor were aligned to the targeted SNP index and the allelic read
counts were compared to the pre-generated alignments available from the TCGA. The resulting
variant-locus-by-nucleotide read count matrix contains the read count for each of the four
nucleotides across the 393,242 targeted variants at 387,950 genomic sites. We then flattened the
nucleic base read count matrix into a single allelic read count vector. For each sample, we
compared allelic read counts for all variants obtained using alignment to a targeted reference
against allelic read counts obtained from the existing TCGA alignments to a complete reference.
Read counts were highly correlated. Figure 1.4A shows an example from a single TCGA tumor
(UUID: 2b0048e0-a062-40d2-a1e1-4bb763ea0ead), in which a median of 98.2% variants differed
less than one log2 fold change in allelic read count from the existing alignment (95% confidence
interval: 0.0088 - 0.0554). We found similar correlation across all 524 samples, with a median
Pearson correlation (R) of 0.98 for the allelic read counts (95% CI: 0.928 - 0.992; Figure 1.4B).
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Effects of PCR duplicates on estimating allelic fraction. We next evaluated the necessity
of removing putative PCR duplicate reads after alignment based on the extent to which such
duplicates bias the estimate of allelic fraction in TCGA. Although most sequence alignment
pipelines include a step for removing duplicate reads that result from PCR amplification, recent
studies have cast doubt on the benefit of doing so for variant analysis (Ebbert et al., 2016; Stratford
et al., 2016). Also, naively removing the duplicated reads could result in overcorrection in high
coverage sequencing (Zhou et al., 2014).
We therefore investigated the effect of sequence duplicate removal for all 300k targeted
variants across the 524 samples. We compared the allelic read counts extracted with and without
duplicate removal for each tumor WXS alignment, and observed a median correlation of 0.983
(95% CI: 0.983-0.990), suggesting duplicate removal had limited impact on allelic read counts.
However, we did observe a substantial bias in allelic read count estimates when duplicates are
included among sites with very high sequence read coverage. Figure 1.5A shows an example using
UUID: 0e2c395e-ddda-4833-b1ee-31a9bd08a845. In this sample, deduplicated allelic read counts
recover 88.9% of the original allelic read counts among all the variants with ≤100 reads support,
while the deduplicated allelic only recover 33.7% of the original allelic read count among all the
variants with >100 reads, a 2.63 fold reduction in read count extracted from in the high coverage
region (Figure 1.5A, slope of grey bar and red bar respectively). Nonetheless, across all 524
samples we observed a difference in allelic fraction < 0.05 for over 90% of the variants when
duplicates were excluded, except in extreme cases with over 10,000 mapped reads (median 0.4%
of the variants) (Figure 1.5B). Thus with high quality sequencing data, filtering duplicates should
result in only minor improvement to the data.
Evaluating variant extraction from RNA-seq using matched DNA/RNA samples. The
SRA includes over 100k RNA-seq runs and these data contain information about the variant status

11

of the transcribed DNA. To determine the extent to which variants can be extracted from RNAseq by our pipeline, we first compared allelic fractions between matched exome sequencing on the
one hand and RNA sequencing data in TCGA on the other. TCGA contains samples which have
been subjected to both WXS and RNA-seq, which makes it a natural resource for comparing the
performance of variant calls derived from RNA-seq data using the WXS-derived variants. We
evaluated the possibility of using allelic read counts from RNA-seq to detect both germline and
somatic variants.
To evaluate the reliability of allelic read counts for identifying germline variants in RNA
sequence reads, we first compared read fractions for germline variants that were homozygous in
the corresponding TCGA WXS sample. After collecting all sites that had at least 10 reads and
were homozygous for the variant allele in the WXS read data, we evaluated the read counts at
those same sites in the RNA-seq data. A median of 5827 sites had at least 10 reads to support the
variant in both WXS and RNA-seq for each sample. Across all samples, a median of 97% (95%
CI: 95.5% - 97.9%) of sites that were homozygous in the DNA were also found to be homozygous
in the matched RNA-seq data.
Next, we explored the utility of allelic read counts for identifying somatic mutations from
RNA sequencing data. First, as a positive control, we evaluated the hotspot IDH1 somatic mutation
on chromosome 2:208248388 with 395G>A in the template strand, which is most prevalent
somatic variant in TCGA LGG on WXS as called by Varscan (Koboldt et al., 2012) (n=371,
70.80% of patients). This variant had been previously identified as enriched in LGG tumors and
its status is a major molecular prognostic factor in glioma as noted by the World Health
Organization (WHO)(Louis et al., 2016). Using the 524 LGG tumors, we estimated allelic
composition using read counts in the matched RNA-seq and WXS independently with our pipeline.
The IDH1 mutation status in WXS exhibits a bimodal distribution (Figure 1.6A). We selected 10

12

reads as the cutoff for defining a positive WXS variant. The reference allele was detected in the
WXS in all tumors, and 351 patients also had the alternative allele. Over these patients the RNAseq achieved an area under the precision recall curve (AUPRC) of 0.98 in detecting IDH1 variants
observed in the WXS data (Figure 1.6B).
We next evaluated the top 100 most frequently observed somatic variants reported by
TCGA in the LGG samples that also coincided with the targeted variants, since recurrent mutations
are more likely to be drivers and present the most attractive therapeutic targets (Chang et al., 2016).
We used the Precision Recall Curve (PRC) framework to determine the extent to which allelic read
counts supported expression of the mutant allele. RNA-seq generally recapitulated WXS variants
(Figure 1.6C), with 70% of the variants having an AUPRC > 0.8, suggesting that majority of the
variants called by exome sequencing are expressed in the tumor. However, we do observe 6% of
the variants with an AUPRC less than 0.1 when their presence was predicted from RNA-seq allelic
fraction. Importantly, these later variants were found in fewer than 10 WXS samples, such that the
most recurrent somatic mutations are also more frequently consistently expressed. Thus while
absence of a somatic variant cannot be definitively determined from RNA-seq (mutations can be
present but not expressed), the most recurrent variants appear to be frequently expressed,
suggesting that many somatic mutations of interest will be detectable in RNA-seq data from cancer
studies deposited in the SRA.
Variant landscape of the SRA. After validating the general reliability of our allelic fraction
estimates, we analyzed 300,000 variants across the SRA. Properties of the variants are listed in
Table 1.1. Of 300K variants, 170,292 were referenced by PubMed and 138,559 were curated by
NCBI as clinically-relevant variants. Out of 156,757 variants with annotated functional effects, the
majority were missense mutations (n=91,827). Also, 37,704 variants were annotated as somatic
mutations, derived from cancer studies. Overall, the data included a median of three variants per
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gene across 21,889 genes. We collected read counts for reference and alternative alleles at these
300K positions for 253,005 human sequencing samples in the SRA. We used default minimum
threshold of two reads (Xu, 2018) as the cut-off for Varscan (Koboldt et al., 2012). The distribution
of the number of variants are shown in Figure 1.7. Known germline variants were detected in a
median of 912 sequencing runs, known somatic variants were detected in a median of 4,876
sequencing runs, and known reference alleles were detected in a median of 33,232 sequencing
runs. 337 somatic variants, 3,068 germline variants and 23,044 reference alleles were covered by
at least two reads in more than half of the sequencing runs, suggesting that SRA data can be
repurposed for studying many variants. To facilitate the analysis of variants, we collected allelic
read count in each SRA sample into a table (see Data Availability). This read count file allows
researchers to rapidly identify which sequencing runs in the SRA have read support for a particular
variant.
Extracting unannotated single cell variants in cancer in SRA. Genotype annotations are
often missing or incomplete in the SRA, and this limits the reusability of the SRA data. Here, we
show that, using the reprocessed data, we were able to recover an important oncogenic mutation
BRAF V600E in a single cell RNA-seq study of a patient with myeloid leukemia at diagnosis and
as well as at three and six months after diagnosis (Giustacchini et al., 2017). Traditional variant
calling relies on high sequencing depths to provide the statistical power to make confident calls.
However, since each cell carries only two copies of each chromosome, the low recovery of single
cell sequencing makes variant calling from DNA resequencing difficult. Since RNA also contains
information about underlying variants and may exist at hundreds of copies per cell (Albayrak et
al., 2016), calling variants from single-cell RNA-seq data may circumvent the limitations of DNA
resequencing for variants in transcribed regions.
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We were able to detect an important oncogenic mutation, BRAF V600E, in single cells
using our unified allelic read counts. The overall read depth for the region was 45.9 reads and 17
sites within the 20 bp windows around BRAF V600E had read support for the reference allele.
Alternative alleles at the BRAF V600 hotspot were detected in more than 95% cells (Figure 1.8A).
Also, the alternative allele (T) had a median base quality Phred score of 38 (Figure 1.8B) and a
median of 22.0 reads to support it (Figure 1.8C). Interestingly, we observed a reduction in the
reference allele read count over the course of treatment (Figure 1.8D) with a corresponding higher
fraction of reads supporting the alternate allele, suggesting that the clone with BRAF mutations
became more prevalent among the surviving cancer cells, concording with the observation in the
study that relapse occurred after treatment.
1.4 Discussion
Most published studies on non-protected raw sequencing data are expected to be deposited
in the NCBI SRA as a result of journal requirements, and this vast amount of raw sequencing data
represents a an opportunity to power large-scale meta-analyses for the interaction of sequence
variants with experimental conditions. However, these petabytes worth of sequencing data
introduce a computational challenge for analyzing such variants. One solution is to develop a map
of relevant sequence variants in the SRA using allelic count profiles.
To create allelic read count profiles from the SRA, we constructed a bioinformatics
pipeline with short processing turnaround time by mapping the raw sequencing reads to a targeted
reference specific to key somatic and germline variant(s) curated by the NCBI dbSNP. We
validated the accuracy of the pipeline by comparing read counts obtained with targeted alignment
to counts obtained using complete alignment pipelines, and evaluated genotype consistency across
multiple sequencing datasets derived from the same sample. These results confirm that the targeted
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alignment pipeline generates allelic read counts that are highly correlated to those from whole
genome alignments.
Variant calling has traditionally been performed from DNA sequences, but WXS and WGS
library strategies comprise only 40% of the total human SRA data. Thus we also sought to infer
the presence of variants from RNA-seq allelic read counts. While RNA may be less reliable for
inferring the presence or absence of variants due to gene and allele-specific expression, 61.8% of
the RNA-seq samples have more than a million reads mapped onto the targeted variant regions.
We also found that highly recurrent somatic mutations detected in WXS of low grade gliomas
were also frequently expressed in matched RNA-seq data. Thus, it would also be interesting to
utilize the germline allelic read counts extracted from the SRA RNAseq dataset to conduct a largescale systematic EQTL study. We may also use the somatic allelic read counts in single cell cancer
studies to help decipher the interactions between clonal mutations and clonal expressions in tumor
heterogeneity.
To the best of our knowledge, this is the first attempt to massively reprocess the human
samples in the SRA for the purpose of extracting allelic read counts. The computational
infrastructure required to generate variant data at scale presents a barrier to many researchers.
Consortia that generate a large volume of sequencing data, such as GTEx, TCGA or the 1000
Genome Project, all offer preprocessed files that enable researchers from the broader community
to identify novel findings. Although variant calls are available for some of the datasets included in
SRA, significant effort would be required to aggregate these disparate datasets, and most of the
non-consortia SRA samples do not have such data available. Simply providing allelic read counts
derived through a common bioinformatic pipeline also avoids technical variation that can result
from different choice of computational tools and their associated parameter choices. Therefore, we
contend that our unfiltered allelic read counts will have broad utility for post hoc analysis.
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Many applications require estimates of the magnitude of allelic fraction for inference. This
would be particularly useful for questions related to imprinting or reconstruction of tumor
subclonal architecture. We found that presence of duplicate reads did not significantly bias
estimates of allelic fraction when the quality of the sequencing data is high. However for lower
quality datasets or different library strategies, it may still be necessary to remove duplicate reads
to obtain high quality estimates. Further analysis is merited to determine which datasets or variants
are most confounded if duplicates are not removed. Future releases of the database will include
estimates of allelic fraction both before and after removing PCR duplicates.
In conclusion, by reprocessing the raw sequencing runs from the SRA, we improve the
findability, accessibility, interoperability, reusability (FAIR) (Wilkinson et al., 2016) of of 250,000
sequencing runs. As the SRA continues to grow, it will be necessary to continuously update the
map of variants present in SRA samples. To support variant meta-analyses using the SRA, the next
requirement will be unification of the SRA data, including biospecimen and experimental
annotations. We anticipate that further refinement of the SRA through efforts such as this will
promote reanalysis of existing datasets and lead to new biological discoveries.
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1.5 Materials and Methods
SRA Metadata download. SRA metadata (files: NCBI_SRA_Metadata_Full_.tar.gz and
SRA_Run_Members.tab) were downloaded from ftp.ncbi.nlm.nih.gov/sra/reports/Metadata/ on
Jan 4 2018. These files contain the raw freetext biospecimen and experimental annotations.
SRA_Run_Members.tab details the relationships between SRA project ID (SRP), sample ID
(SRS), experiment ID (SRX) and sequencing run IDs (SRR). We processed only sequencing runs
with accession visibility status “public”, with availability status “live”, and sequencing runs that
contains more than 150 million nucleotides bases. We also only included sequencing runs
generated from the following library strategies: RNA-Seq, WGS, WXS, ChIP-Seq, AMPLICON.
Only samples with layout defined as either SINGLE or PAIRED were considered. We removed
SRA study ERP013950 as we noticed it has annotation indicating a total of 85,608 WGS
sequencing runs which seem to stem from erroneous submission, as it was only associated with
nine biological samples (BioSample) IDs and the experimental annotation was unclear on the
nature of the study.
NCBI dbSNP structure. NCBI dbSNP (Kitts and Sherry, 2011) curated a set of SNPs and
uses each bit in the bitfield encoding schema to indicate a specific evidence support
(ftp://ftp.ncbi.nlm.nih.gov/snp/specs/dbSNP_BitField_latest.pdf). Some evidence supports are
derived from databases, for example, NCBI ClinVar (https://www.ncbi.nlm.nih.gov/clinvar/),
Online Mendelian Inheritance in Man (OMIM, url: https://www.omim.org/), Locus-Specific
DataBases (LSDB, url: http://www.hgvs.org/locus-specific-mutation-databases), and Third Party
Annotation (TPA, url: https://www.ddbj.nig.ac.jp/ddbj/tpa-e.html). ClinVar contains a curated set
of published human variant-phenotype associations. OMIM contains the genotypes and
phenotypes of all known mendelian disorders for over 15,000 human genes. LSDB provides genecentric links to various databases that collect information about variant phenotypes. TPA is a
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nucleotide sequence data collection assembled from experimentally determined variants from
DDBJ, EMBL-Bank (https://www.ebi.ac.uk/), GenBank, International Nucleotide Sequence
Database

Collaboration

(INSDC)

(http://www.insdc.org/),

and/

or

Trace

Archive

(https://trace.ncbi.nlm.nih.gov/Traces/home/) with additional feature annotations supported by
peer-reviewed experimental or inferential methods.
Targeted reference building. Variants were obtained from dbSNP (downloaded on 4,
January

on

2017

from

ftp://ftp.ncbi.nlm.nih.gov/snp/organisms/human_9606_b150_GRCh38p7/VCF/00-All.vcf.gz),
which contained 325,174,853 sites in total, effectively one tenth of our selected human reference
genome length (3,099,734,149 bp, version: hg38). We retained only variants with a resource link
to any of the existing databases or with support from NCBI curation, indicated by a non zero value
for byte 2 of Flag 1 in the NCBI bit field encoding schema, resulting in 393,242 variants. To
generate a targeted reference for these variants, we defined 1000 bp downstream and 1000 bp
upstream of each SNP as the mapping window. All the regions outside of the windows were
masked with base “N” using bedtools v2.26.0 in the reference FASTA file. The reference index
was built using bowtie2 v2.2.6(Langmead and Salzberg, 2012) with the merged FASTA file, using
default parameters.
Extracting variants from raw sequencing read FASTQ file. We used SRA (Leinonen et
al., 2011) prefetch v2.8.0 to download SRR files. Next, fastq-dump v2.4.2 from SRA tool kit was
used to extract FASTQ files from SRR into the standard output stream. Trim Galore! version 0.4.0
(url: https://github.com/FelixKrueger/TrimGalore) was then applied to identify adapter sequences
using the first 10,000 reads, and the identified adaptor sequence was trimmed in the FASTQ file
using cutadapt version 1.16(Martin, 2011), the trimmed reads were then aligned onto the targeted
reference (we did not use Trim Galore! to trim the adaptor as it cannot be easily UNIX piped).
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Bowtie2 was run with the “--no-unal” parameter to retain only the reads mappable to the target
regions in order to minimize the amount of aligned reads for sorting. The alignment file was than
sorted using samtools v1.2. and samtools idxstats was used for calculating the number of reads
that mapped onto each FASTA reference record. bam-readcount v0.8.0 was used for extracting the
per-base allelic read count and per-base quality in the sorted alignment file for each of the targeted
genomic coordinates. The paired-end reads were processed the same way as the single-end reads
with the exception that paired-end and interleave reads options in fastq-dump, cutadapt, and
bowtie2, were specified to ensure proper treatment of paired-end reads. The allelic read counts
consist of both the reference allele and alternative allele, and they are retained in the output
regardless of the zygosity.
TCGA download. A gdc_manifest was downloaded from the gdc portal on 2017-12-27.
We downloaded the TCGA data using gdc-client v1.3.0. We downloaded the associated metadata
using the TCGA REST API interface https://api.gdc.cancer.gov/files/. All the alignment files
preprocessed from TCGA using GATK pipeline were downloaded. The alignment files were
mapped onto GRCh38 with all the raw reads, including read sequence duplicates.
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1.6 Figures

Figure 1.1. Number of sequencing runs are increasing exponentially in the SRA
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Figure 1.2. Simple pipeline for extracting >300,000 human sequencing runs from the SRA.
For each sequencing run, first adaptors are identified and trimmed from the raw sequencing
reads. Then we align the reads to the targeted reference and extract the allelic read counts.
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Figure 1.3. Distribution of the processed SRA data.
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Figure 1.4. Targeted reference remains accurate for sequence alignment.
(A) Hex density plot showing the high allelic read count correlation between the whole genome
alignment (x-axis) and targeted reference alignment (y-axis). Histogram of allelic read counts on
whole genome alignment (x-axis, top) and on targeted genome alignment (y-axis, right). (B)
Distribution of allelic read count correlations (x-axis) over TCGA WXS BAMs (y-axis).
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Figure 1.5. Effect of PCR duplicates removal
A Among regions with <100 reads (grey dashed line), allelic read counts correlate linearly
between alignments with duplicate removal (y-axis) and without duplicate removal (x-axis).
However, duplicate removal may potentially underestimate read counts in regions with ≥100
reads (red dashed line). B Allelic fraction are comparable regardless of duplicate removal except
in sites with extremely high read count.
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Figure 1.6. RNA-seq can recover variants extracted from WXS
(A) Minor allelic read counts of IDH1 hotspot mutation. Vertical red line is the binomial
distribution cutoff (10 read counts). (B) distribution of minor allele of IDH1 (395C>T in
template strand). (C) RNAseq has high area under the precision recall curve (AUPRC) of
recovering WXS variants
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1.7 Tables
Table 1.1. Key characteristics of variants in targeted reference
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Table S1.1. Characteristics and mapping statistics of the SRA sequencing runs.
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1.8 Supplementary code and data availability
The python scripts for the pipeline and the jupyter-notebooks for generating the figures are
deposited on github (https://github.com/brianyiktaktsui/Skymap) and the data is publicly available
on synapse (https://www.synapse.org/#!Synapse:syn11415602). Supplementary table 1 is
available on http://hannahcarterlab.org/skymapvariantpsbsupplementarytable1/.
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CHAPTER 2: SkyMap JupyterHub: A cloud platform to query and analyze
>900,000 re-processed public sequencing experiments from >20,000 studies

2.1 Abstract
The vast amount of public sequencing experiments generated from human and various
model organisms represents a valuable resource for understanding human genetics. However, in
their current form, the sequencing data are difficult to reuse. To make these data more readily
accessible, we created an efficient pipeline to systematically extract transcript read counts, allelic
read counts and microbial read counts from >900,000 sequencing experiments generated from
>20,000 studies deposited in the Sequence Read Archive (SRA). This resource could be useful for
studying the transcriptomes, genotypes and microbial compositions of >700,000 biosamples. To
further make these data accessible to the community, we created a JupyterHub environment where
researchers can retrieve these -omic data layers and conduct simple data analysis.
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2.2 Introduction
Sequencing cost has reduced dramatically in recent years and accelerated the velocity of
sequencing data generated from various research bodies. Currently, over millions of sequencing
experiments are deposited in the Sequence Read Archive (SRA). However, the preprocessed -omic
data associated with each study is often generated by different bioinformatics pipelines, which
could result in different data quantification metrics and data formats, making it difficult to
aggregate -omic data between studies. Multiple studies (Collado-Torres et al., 2017; Lachmann et
al., 2018) had sought to tackle this challenge in RNA-seq, by reducing the raw sequencing data to
analysis ready-format like expression matrix. Our previous study (Tsui et al., 2018a) further
extended the data re-processing scope beyond transcriptomic, by generating the allelic read counts
at the 390,000 dbSNP sites with literature support from over 250,000 human sequencing
experiments, which enabled finding unannotated variants in sequencing studies and discovered
new associations with experimental conditions that could have been missed otherwise (Tsui et al.,
2018b).
Here we expanded our reprocessed data resource to incorporate more species and common
-omic layers in our SkyMap database (Figure 2.1). Improving and simplifying data access across
species is important as animal model remains one of the primary means of studying human disease
and phenotype-genotype associations. We believe that increasing the -omic layers is important for
our -omic database comprehensiveness. A large proportion of the SRA sequencing experiments
were done using bacteria targeted sequencing, and it has been show that it is often possible to
repurpose public sequencing data to sample bacterial reads (Zhang et al., 2015) and viral reads
(Tang et al., 2013) regardless of library strategy. Thus, we also mapped the reads simultaneously
to the viral genomes and the 16S sequences from various bacteria clades. For transcriptome
sequencing experiments in the SRA, we also mapped the sequence reads to the reference
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transcriptome for the corresponding species. To address the wide range of questions pertaining to
the genetic landscape, microbe composition and gene transcriptions as well as in various
biosamples collected under different experimental contexts, our reprocessed datasets offer an
unified allelic, microbe and expression read count profiles from human, mouse and zebrafish.
We further created a cloud computing platform for bioinformatics analysis that could
benefit the -omic research community, where any researcher can input a free-text query to retrieve
the data in seconds, and complete some simple -omic analysis with a few clicks without any
programming experience. The other useful aspect of our JupyterHub is its capability of creating
and accessing an -omic index, where the users can identify studies by variants, expression levels
or microbe presence in our reprocessed data.
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2.3 Results
SRA data availability. The SRA had a total of 8,197.91 trillion bases worth of sequencing
data as of December 2018. The SRA sequencing experiments were collected using diverse
experimental strategies and collected from various species (Figure S2.1A) and the number of
sequencing experiments in the SRA is increasing dramatically (Figure S2.1B), suggesting the
diversity of the SRA data. Here we sought to build a pipeline to reprocess the top 3 SRA library
strategies (RNAseq, Amplicon, and Whole genome sequencing (WGS)) which make up 79.39%
of the SRA sequencing experiments. RNAseq is the most predominant library strategy
(n=1,043,855) likely due to the recent surge of single-cell RNA-seq studies. In addition, a high
fraction of metagenome samples (78.41%, n=592,220) dominated the Amplicon sequencing
(n=755,249) which is probably due to the standardization of using 16S targeted sequencing in
microbial studies. Thus, to enable simple data querying and improve data consistency for this vast
amount of sequencing data, we seek to create a simplified sequence reads reprocessing pipeline to
generate a unified -omic database consisting of allelic, transcript and microbial read count profile
for each sequencing experiment.
Creating alignment reference to enable sequence read mapping to allelic read and
microbe mapping. We first extended our the allelic read counts pipeline described in our previous
study (Tsui et al., 2018b), which captured the 393,242 human dbSNP sites with variants that are
either cited in PubMed or marked as clinically relevant from dbSNP, to capture also the allelic
read counts information at the homologous sites in each species. To generate reference indexes for
the other species that enable sequencing reads mapping to the homologous sites, we first identified
that 71.5% (n=281,359) of the human dbSNP sites are homologous to mouse reference genome,
and 35.0% (n=137,512) of the human SNP are homologous to zebrafish reference genome (STAR
Methods). We then extended our reference index to also incorporate microbial sequences to detect
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the presence of the viral and bacterial sequences. The viral genomes are small, therefore we used
the full viral reference genomes from the National Center of Biotechnology Information (NCBI)
in the reference index. The 9,555 viral sequences in SRA have a median length of 7,003 bp and
has a wide distribution (5% tile=986 bp, 95% tile=172,737 bp, Figure S2.2A). The total size of
the viral reference is 19.10 Mbp.
The process of mapping short reads to bacterial genomes has been traditionally difficult
due to the total size of all bacterial genomes (Truong et al., 2015). 16S sequences are known to be
highly conserved within each bacterial clade which could be useful towards identifying microbial
community compositions (Clarridge, 2004). Therefore, we used 16S sequences from Mothur
(Schloss et al., 2009) as the proxy for bacteria clade counts (STAR Methods). In total, the 13,212
16S sequences have a median length of 1465 bp (95% ci=1267 bp - 1549 bp, Figure S2.2B),
totalling 260.60 Mbp. The viral and the 16S sequences were then combined with the reference
genomes of each species, for the purpose of mapping sequencing reads to both the microbe and
reference species. Our pipeline retains only sequencing reads that mapped uniquely to either the
corresponding species reference genomes or the microbe references. Among the SRA
transcriptomic sequencing experiments, we also enable our pipeline to also map the sequencing
reads to the transcriptome. We generated a reference transcriptome index for each species using
the reference transcriptomes from Ensembl for the purpose of expression level quantification
(STAR Methods), a similar approach from Lachmann et al (Lachmann et al., 2018).
Landscape of SRA sequence read quality. We then used the reference index and built a
pipeline (STAR Methods, Figure S2.3) to re-process 5,757,288 sequencing experiments prepared
using library strategies including Amplicon, ChIp-seq, RNA-seq, WGS and Whole exome
sequencing (WXS), where 66.9% of the processed sequencing experiments are pair-ended and
33.1% of the sequencing experiments are single ended. Table S2.1A lists the summary quality
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check statistics of the sequencing experiments, and 97.95% of base pairs were retained after
removing the bases with poor sequencing quality based or if the bases matching with adapter
contents (STAR Methods). Unsurprisingly, targeted sequencing library strategies have the longest
median read lengths (Amplicon: 175 bp, WXS: 180 bp). These results suggest that majority of the
reads from the SRA have high base qualities and reasonable length, and re-mapping of the reads
in the SRA sequencing experiments to the references derived from the section above could be
automated.
Landscape of SRA sequence read mappability. Our pipeline extracted the allelic read
count profiles from a large volume of SRA sequencing experiments. The genome index built with
the references mentioned above has successfully extracted the allelic read counts of 905,658
sequencing runs (Figure 2.2A) and the sequencing mappability statistics are listed in Table S2.1B,
where 55.03% of them are from human, 41.18% are from mouse and 2.98% are from zebrafish,
suggesting our reprocessed data might be a useful resource towards studying genetics relationships
across species. The reference base has read support on a median of 44,751 human sequencing
experiments, where a median of 47 sequencing experiment was detected per variant site. In the
potential case of lacking existing human biosamples with a specific allele to support a genotypephenotype association, the user can potentially look at the homologous site from mouse and
zebrafish for more evidence support for the association. Each reference base has a median of
20,900 and 2,237 sequencing experiments detected in mouse and zebrafish respectively, and a
median of 27 and 6 sequencing experiments to be associated with each variant in mouse and
zebrafish respective. These results suggest the utility of cataloging the allelic read counts extracted
from the model disease organisms that may have been missed in the original SRA studies.
Next, we sought to evaluate if the sequencing reads from the SRA can also map to
the microbial reference. We also observed a high volume of sequencing reads that are mappable
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to the microbial references. When we sampled 10,000 sequencing experiments, we observed a
median of 33,359 reads being aligned to the microbial genomes, which suggests the possibility of
uncovering the microbiome community from the study. We noticed that the major bacterial clades,
i.e. Proteobacteria, Firmicutes and Bacteroides have a high volume of sequencing reads in the
sequencing experiments (Figure S2.4A). We also observed that the major viral class like HepatitisC which is associated with various human diseases is detected in over 3.82% of total microbe
sequences (Figure S2.4B), suggesting that our diverse microbe counts profiles extracted from
>900,000 experiments could be useful towards identifying the microbe composition of each
sample. However, it would require further study to evaluate how the microbe composition and the
microbe read count of each sample differ by experimental conditions and library strategies.
Our pipeline also extracted a large volume of transcript count profiles from the SRA RNAseq experiments. Lachmann et al. (Lachmann et al., 2018) showed that reprocessing the RNA-seq
data can improve the comparability of the data. For the sake for completeness for the SkyMap omic data layers, we are also providing the reprocessed RNA-seq data. A total of 1,269,678
sequencing experiments were re-processed (Figure S2.2B, STAR Methods) using 775,324
biosamples generated from 23,172 studies for human (n=604,917), mouse (n=611,165) and
zebrafish (n=31,006). With a median of 60.2% of the reads aligned to the human reference
transcriptome, a median of 62.3% of reads aligned to mouse reference transcriptome, a median of
49.0% of reads aligned to the zebrafish reference transcriptome, where majority of the sequencing
reads can be mapped without tailoring to the specific RNA-seq library preparation.
Reprocessed public data simplify hypothesis testing with JupyterHub. Often -omic related
hypotheses begin with generating and associating the -omic data with experimental conditions.
However, the community undermined the availability of the public sequencing-based -omic data
due to the laborious process of data aggregation. Here, we provide a simple web-based query
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platform for each -omic layers such that the users can go from data querying in each -omic layer
to data visualization in less than < 1 minute.
First, we showcase how to user can query and identify the high-quality studies associated
with a particular variant at ease using our platform. A variant location for a particular study is
indexed if the study has at least 10 sequencing runs and 10 reads associated with the site. For
example, if the user is interested in investigating the mutational landscape of BRAF V600 across
the existing public studies and its neighboring genomic sites, he can input the corresponding
genomic site chr7:140,753,336 in our platform (Figure 2.3A), where our platform will then
identify all the sequencing studies with the alternative allelic or reference allelic detected at the
query position and also the neighbor variants in the 15bp windows (Figure 2.3B), which help
confirming the mutational status of the biospecimen collected in the SRA. The user can also
retrieve the studies with the query mutations using our allelic read count index (Figure S2.7). The
user can also query the homologous site in the mouse SRA sequencing experiments for further
evidence that the site/gene is relevant to the experimental conditions. For example, 217 sequencing
experiments also have alternative allele detected at around BRAF V600 in mouse (Chromosome
coordinate: chr6: 39,627,782), which increased the number of experiments with BRAF mutation.
This example shows how our JupyterHub enables the -omic researchers to search for a particular
variant, retrieve and identify all the allelic read counts from the relevant studies efficiently which
could then be used for secondary variant analysis.
On the other hand, transcriptome is another important -omic layer that is useful towards
understanding how the expressions of different genes contribute to a phenotype or disease.
Collado-Torres et al. and Lachmann et al. have shown the utility of providing reprocessed RNAseq data into the form of expression matrix (Collado-Torres et al., 2017; Lachmann et al., 2018).
Here, we a took step further and incorporated the RNA-seq data into our JupyterHub. For example,
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if the user in interested conducting a differential expression analysis between B-Cells and T-Cells,
the user can supply a free-text query “B-Cell, T-Lymphocytes” which our platform then retrieved
the relevant experiments using a substring match and generate an annotated expression matrix
(Figure 2.4A). Then the user can click on the analysis Jupyter notebooks to visualize the
differential expression analysis results (Figure 2.4B-D). It is also noteworthy that the Jupyter
notebooks plotting integration with Plotly enable the users to edit the figures and table aesthetics
at ease (Figure S2.5).
Our large volume of also enabled us to collect and generate complex association on a larger
scale longitudinal studies. One particular interest was how the gene expression behaves over time
and study. For example, TP53 was known to play an important role in the development and stem
cell maintenance (Jain and Barton, 2018), where cells with lower expression are thought to be
undergoing terminal differentiation (Schmid et al., 1991). Therefore, understanding the expression
pattern of TP53 across tissue and its reproducibility across studies is important towards our
understanding in cells development. Towards this goal, we collected 20,633 sequencing
experiments spanning 865 studies from 45 tissues from 136 time points (Figure S2.6). The
developmental map overlaid with expression level (Figure 2.5) was able to show that Trp53, a
homolog of TP53 in human, has a higher expression level in during early tissue development across
multiple studies but reduced expression later on.
Aside from variant and transcriptome, we also sought to measure the microbes from the
SRA biosamples. Microbiome and virome analysis often involve analyzing the microbe read
counts to identify the microbial community that is associated with certain sample conditions,
which in some way is similar to the expression analysis. Therefore, we also extended the
framework to enable the user to easily identify the microbiome and virome composition in each
biosample. For example, the user can quickly confirm that the SRA “HeLa cells” sequencing
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experiments have a higher HPV read counts by querying the SRA experiments by free-text query
“HeLa cells” and comparing the returned microbe profiles to the sampled sequencing experiments
using our platform (Figure S2.8). From the case study of HPV read counts, the HeLa cell show
higher number of mapped counts than the randomly sampled control sequences (Figure S2.8).
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2.4 Discussion
Currently, if a researcher wants to reuse the public sequencing deposited in the SRA, they
need to have access to high-performance-computing (HPC) infrastructure to reprocess the data
into the same format. Here, we first reprocessed over 900,000 sequencing experiments to extract
the allelic read counts, transcript counts and microbe counts which improved the interoperability
and reusability of the vast amount of sequencing data. We then further offered a cloud-based
Jupyter-Hub environment which makes the vast amount of reprocessed data become findable and
accessible to the research community. Thus, we greatly improved the FAIR-ness (findable,
accessible, interpolable and reusable) (Wilkinson et al., 2016) of the sequencing data generated
from over 20,000 studies. Also, our current pipeline is updated bi-weekly, which suggest that users
without the bioinformatics expertise can submit their data to the SRA directly (which the process
is often part of journal requirements) and our pipeline can reprocess the user-submitted data from
the SRA, which then the users can then retrieve commonly conducted analysis for their submitted
data and compare against the rest of the data at ease using our JupyterHub platform. On top of that,
the user can evaluate -omic association across studies easily.
However, there are couple limitations to our current studies. Our analysis platform is still
in large limited on -omic layers and offers only simple -omic analysis. For example, we only offer
a simple read count and mapping quality score thresholding in variants extraction, which could
lose some sensitivity in detecting variants with low allelic read counts, and could be further
improved by incorporating statistical modelings (Cibulskis et al., 2013; Koboldt et al., 2012). It
would also be interesting to evaluate the batch effect among all the reprocessed -omic layers. Also,
we have yet to conduct a thorough investigation of the extracted microbe read count data. It was
also unexpected that the single-ended RNA-seq have the highest fraction of reads uniquely aligned
to the dbSNP windows (Table S2.1B) and the cause will require further investigation.
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Aside from addressing and better understanding the limitations listed above, in the future
we are also interested in combining the curation-free NLP mechanism from our previous study to
automate the process of generating associations between gene sets and experimental conditions, a
common task in knowledge curation used in gene sets and gene ontology creation (Ashburner et
al., 2000; Liberzon et al., 2011). On the other hand, we are also interested in further expanding our
-omic layers to incorporate genome coverage counting profiles for analysis involved in the ChIpseq and ATAC-seq experiments, and recovering methylated and unmethylated read counting
profiles for bisulfite-sequencing experiments.
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2.5 Materials and Methods
Create a model chordate organism allelic and microbe mapping pipeline. Here, the
bioinformatics pipeline is built based on our previously published pipeline but with modifications
to allow for both transcript and microbe quantification (Figure 2.1). For each sequencing
experiment, the pipeline first downloaded the data using SRA prefetch v2.8.0. First, the sequencing
runs all underwent sequencing adapter identification using TrimGalore v0.4.0 using the first
10,000 reads and adapter trimming using Cutadapt v1.16. We chose Bowtie2 (Langmead and
Salzberg, 2012) as the aligner as it has been shown to be able to map microbial reads (Truong et
al., 2015) and gapped reads (Hwang et al., 2015). Then, the sequencing experiments generated
using WXS, Amplicon, RNA-seq were all mapped to respective model organism targeted
reference genome index using gapped read aligner Bowtie2 v2.2.6 with default global alignments.
The model organisms consist of zebrafish and mouse which are model chordate organisms selected
by the NIGMS (URL: https://www.nigms.nih.gov/Education/Pages/modelorg_factsheet.aspx).
We then generated a reference FASTA file for each species that allow mapping sequencing
reads to the dbSNP sites in each model organism and microbe reference simultaneously. Towards
this goal, we first mapped the homologous sites using the University of California, Santa Cruz
(UCSC) LiftOver (version 366) with default parameters and generated an SNP reference specific
genome using the approach similar to our previous study (Tsui et al., 2018b). The homologous
sites was mapped with the UCSC Chain files that provided the confident alignments between
human

and

mouse

at

URL:

http://hgdownload.cse.ucsc.edu/goldenPath/hg38/liftOver/hg38ToMm10.over.chain.gz, and with
the UCSC Chain files that contain the alignment between human and zebrafish at URL:
http://hgdownload.cse.ucsc.edu/goldenPath/hg38/liftOver/hg38ToDanRer10.over.chain.gz,
where the chain files were downloaded at 1, Oct. 2017. We defined 1000 bp downstream and 1000
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bp upstream of each SNP as the mapping window to generate a targeted reference for these
variants. The non-mappable regions outside of the windows were masked with base “N” using
Bedtools v2.26.0 in the chordate species reference FASTA file.
The microbe reference FASTA records also consist of the 16S sequences from Mothur
(URL: https://www.mothur.org/wiki/RDP_reference_files) and also the viral reference sequences
from the NCBI (URL: ftp://ftp.ncbi.nih.gov/refseq/release/viral/ ). Therefore, for each species we
concatenated the FASTA records from the chordate species SNP reference with the microbe
reference. The reference alignment index was built using Bowtie2 v2.2.6 with reference genome
in the format of FASTA records.
The sequencing reads aligned in the format of BAM were then sorted using Samtools v1.2
and Samtools idxstats was then used in quantifying the number of reads that were mapped onto
each reference record. Bam-readcount v0.8.0 was then used for extracting the per-base allelic read
counts in the sorted alignment file for each of the targeted genomic coordinates. The outputted
allelic read counts consist of both the reference allele and the alternative allele, and they are
retained in the output as long as they have >1 read mapping support. We then extracted the number
of reads aligned to each microbe FASTA record in the BAM file using Samtools idxstats v1.2.
Create an RNA-seq pipeline for all the SRA data. We also offer a unified RNA-seq
resource. The RNA-seq resource building process involves first building a reference transcriptome
index with the transcriptome aligner Kallisto (Bray et al., 2016) (V.44.0) with default parameters,
using the reference FASTA transcriptome files Mus_musculus.GRCm38.cdna.all.fa.gz from the
mouse, human reference with file name Homo_sapiens.GRCh38.cdna.all.fa.gz and zebrafish
reference with file name Danio_rerio.GRCz10.cdna.all.fa.gz downloaded from the Ensembl FTP
site (URL: ftp.ensembl.org/pub/release-94/fasta/homo_sapiens/cdna/ ).

Each RNA-seq

sequencing experiment in the format of FASTQ was downloaded using SRA prefetch v2.8.0, and
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had their adaptors identified using Trimgalore (Krueger, 2015) and adaptors trimmed using
Cutadapt (Martin, 2011). The trimmed sequencing reads were then UNIX piped to Kallisto
quantification process with default parameters. The output transcripts were quantified by the
normalized metric transcript per million (TPM) and estimated transcriptome counts. The TPM
counts profiles and estimated count profiles for each sequencing runs were then merged as a single
matrix. The transcripts were then summed and merged into gene-level quantification using the
transcript to gene mapping offered within the annotation section of each transcript record in the
Ensembl reference FASTA file. All the RNA-seq profiles were then merged into a single python
NumPy (URL: http://www.numpy.org/) expression matrix which offers the native memory
mapped mechanism to extract the expression level either by gene or by sequencing runs efficiently
without the need of preloading the entire data matrix in memory which might incur overhead in
loading time or cause memory strain.
Setup of the JupyterHub. We leveraged the power of the latest cloud tools to improve
service availability and to reduce the maintenance burden. We followed the guide from the official
JupyterHub

guide

to

set

up

the

SkyMap

JupyterHub

(URL:

https://zero-to-

jupyterhub.readthedocs.io/en/latest/). This setup utilizes the container management service
Kubernete to manage the cloud resource, which can automate the process of computational
resource scaling and fault tolerance, to ensure the quality of our user experiences. We stored the
SkyMap data on the Amazon Web Service (AWS) Elastic File Storage (EFS), which behave like
a read-only UNIX file system and scale across many Elastic Instances (EC). The UNIX file system
allows us to memory map the expression matrix in NumPy format wrapped in Pandas, which act
as a data frame which the user can query the matrix using the native Pandas syntax. Our code
primarily relies on such commonly used packages in the data analytics in Python, which can
maximize the code understandability. Also, to ensure reproducibility, our Jupyter notebooks,
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Conda (URL: https://conda.io/docs/contributing.html) package environment, Python scripts and
Skymap Docker image are all open source and available on GitHub repository at URL:
https://github.com/brianyiktaktsui/Skymap. We use T2.xlarge instance for head nodes and slave
nodes in the cluster. All the nodes are running on a regular EC2 instance with Kubernete image
(AWS Amazon Image ID ami-009b9699070ffc46f), with the exception of using the AWS Spot
instances on all the slave nodes to reduce the financial cost.
Data availability. We currently reprocess the SRA data bi-weekly and make the data
available in the JupyterHub. Our cloud based JupyterHub platform is located at URL:
http://jupyterhub.hannahcarterlab.org with login requirement, which in the future we intend to
provide a interface for user to upload their own private data to be processed and compared against
the

public

SkyMap

data.

The

re-processed

data

is

available

on

the

FTP

site

(ftp://download.hannahcarterlab.org/) without login requirement which allow bulk download from
the users.
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2.6 Figures

Figure 2.1. Overview
Reprocessing the SRA to enable simple data access to the broad -omic community.
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Figure 2.2. The landscape of reprocessed SRA data
(A) Data availability of the allelic read counts data extracted from the SRA. (B) data availability
of the transcriptome data extracted from the SRA.
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A

B

Figure 2.3. Variant extraction using our JuypterHub.
If the user is interested in investigating the mutational landscape of BRAF V600 across the
existing public studies and its neighboring genomic sites, he can input the corresponding
genomic site chr7:140,753,336 in our platform (A) where our platform will then identify all the
sequencing studies with the allelic read counts detected at the query position and also the
neighbor variants in the 15bp windows, which is informative towards evaluating the studies with
the query mutation. (B) Example interactive study summary table display: The table display is
the screenshot of our interactive JupyterHub web interface which allows the user to scroll
through the available studies ranked by the number of sequencing experiments with alternative
allele detected.
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Figure 2.4. Expression analysis using our JupyterHub.
This example shows how the user can query and compare the expression profiles between T-Cell
and B-Cel using our JupyterHub in less than minutes. (A) (top) Workflow: the user input a list of
experimental conditions. In this example, “B-Cell, T-Cell” as a free-text query, (middle) which
will retrieve the expression profiles with annotations containing "B-Cell" or "T-Cell'. (bottom)
The user could click on the analysis links to generate various differential expression analysis.
Example Analysis: (B) PCA showing that the expression profiles are separated by the first two
PCs. (C) Interactive volcano plot to identify DE genes. (D) The user can also query by different
gene names to retrieve the studies with the highest expression levels as opposed to querying by
metadata.
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Figure 2.5. Large-scale meta-analysis using reprocessed RNA-seq data.
Large-scale meta-analysis of expression levels of Trp53 (high expression level: red, low
expression level: blue) across different studies (node). The studies within each tissue were
ranked vertically according to the developmental timeline within each tissue (component). Node
sizes represent the study size in log2 scale. The reference timeline can be found at Figure S8.
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Figure S2.1: SRA data landscape.
(A) SRA data volume (y-axis) across the library strategies with highest availability (x-axis) and
species with highest availability (hue). (B) SRA data volume (y-axis) is increasing over time (xaxis).
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Figure S2.2: Microbe read lengths.
(A) histogram of viral sequence length (B) histogram of 16S sequence length.
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Figure S2.3: Workflow diagram.
(Left) The reference species dbSNP index was combined with the 16S sequences and viral
genome sequences to form a single reference for each species to align to; (Right) Sequencing
pipeline to generate allelic read counts, transcript counts and microbial counts using the
generated reference indices.
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Figure S2.4: Distribution of microbe abundance in the SRA.
(A) Bacterial phylums defined by Mothur (y-axis); percentage read abundance in the SRA (xaxis); (B) viral phylum defined by NCBI (y-axis); percentage read abundance in the SRA (yaxis)
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Figure S2.5: Plotly cloud user interface.
Our JupyterHub support Plotly plotting which enables the user to edit the figures and table
aesthetics after exporting the table from Jupyter notebook to Plotly cloud (URL:
https://plot.ly/products/cloud/)
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Figure S2.6: Reference developmental timeline.
The developmental time are colored according to the developmental timeline extracted from the
metadata in log2 scale, where each node in the tissue represent a study with data collected at a
particular time point, and an edge represent a differentiation relationship or an anatomic
“part_of” relationship.
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Figure S2.7: Identifying sequencing experiments in the mouse with human homolog variants.
In this example, the user can query the homologous site of human BRAF V600 in mouse, to find
the number of sequencing runs with variation (y-axis) at the homologous site and also the
neighboring genomic sites (x-axis).
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Figure S2.8: Microbe analysis using SkyMap JupyterHub.
By querying the SRA experiments using the free-text query “HeLa cells”, the user can compare
the HeLa cell microbe profiles to the randomly sampled control (CTRL) sequencing experiments
using our platform.
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2.8 Table
Table S2.1. Quality check statistics and sequence alignment statistics.
(A) summarizing the median number of percentage base written, the median read length, and the
percentage reads with adapters in the SRA for each library strategy and library layout. (B)
summarizing the median number of sequence reads detected in the SRA and the percent of
sequence reads uniquely aligned to our custom allelic read and microbe read mapping reference.
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CHAPTER 3: Creating a scalable deep learning based Named Entity
Recognition Model for biomedical textual data by repurposing BioSample
free-text annotations

3.1 Abstract
Extraction of biomedical knowledge from unstructured text poses a great challenge in the
biomedical field. Named entity recognition (NER) promises to improve information extraction and
retrieval. However, existing approaches require manual annotation of large training text corpora,
which is laborious and time-consuming. To address this problem we adopted deep learning
technique that repurposes the 43,900,000 Entity- free-text pairs available in metadata associated
with the NCBI BioSample archive to train a scalable NER model. In our future development, this
NER model can potentially assist in biospecimen metadata annotation by extracting named-entities
from user-supplied free-text descriptions.
We evaluated our model against two validation sets derived both from the BioSamples,
namely data sets consisting of short-phrases from specific entities (e.g. cell type, genotype, disease,
etc) and long sentences from composite entities (e.g. TITLE and DESCRIPTION fields). We
achieved an accuracy of 93.29% and 93.40% in the short-phrase validation set and long sentence
respectively. This result suggests that we can utilize the short-phrases from BioSample to extract
the more specific entities from long sentences made up of composite entities.
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3.2 Introduction
Named Entity Recognition (NER) is an important task in the biomedical Natural Language
Processing (NLP) domain. For example, NER can extract entities such as diseases, species,
treatments, genes or geographical locations from biomedical free-text. A well constructed NER
allows efficient document categorization and thus improve document retrieval accuracy.
Using NLP to automate the extraction of entity labels from biomedical textual data
continues to be an area of active research, which often involves first curating a large terminology
or annotating a large corpus for text model generation. For example, biomedical NLP engines like
MetaMap (Aronson, 2001) captures the text variations using the Unified Medical Language
System (UMLS), which integrated the vocabularies and their lexical variations from more than 60
biomedical vocabulary (Bodenreider, 2004). Recently, cTakes (Savova et al., 2010) and
TaggerOne (Leaman and Lu, 2016) have been successfully applied in biomedical research settings
for automated information extraction by using a mix of machine-learning, rule-based algorithms,
and corpus building. However, the body of biomedical knowledge is constantly increasing in size
as well as language complexity (Huang and Lu, 2016). This trend means that new biomedical text
will be composed using words, sentence structures or entity types that were unseen by the model
at the time of corpus construction. Thus, manual corpus annotation is slow to adapt to such changes
as corpus generation is often limited by the high financial cost of hiring expert curators.
Another approach that has been adopted involves extracting a set of predefined terms from
free-text to increase the relevancy of retrieved data (Galeota and Pelizzola, 2017; Barrett et al.,
2013; Shah et al., 2009), where the terms and their relationships are often curated in the form of
an ontology. However, the maintenance of coherency in an ontology is often difficult and also
requires manual curation. In summary, existing approaches for NER do not scale well because of
their dependence on manual curation.
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In recent years, deep learning techniques have replaced much of the pre-processing steps
required to extract knowledge from free-text. Some of the techniques include 1) word embedding
to represent the concepts of words in dense format (Mikolov et al., 2013), and 2) recurrent neural
network (RNN) which utilizes Long Short-Term Memory (LSTM) cells to capture the dependency
of words (Sutskever et al., 2014). Recently, studies have shown that deep learning was capable
of performing NER with high accuracy in biomedical texts (Zhu et al., 2018; Wu et al., 2017).
However, their approaches require a large training corpus.
Here, we utilized the millions of BioSample (Barrett et al., 2012) metadata annotations
hosted by NCBI to train a deep-learning based NER model. The BioSample metadata is natively
encoded as Entity- free-text pairs and contains over 1,000,000 sample annotations spanning over
100,000 studies, making it a great resource for training a deep-learning-based NER model with
minimal and “distant supervision” (Peng et al., 2016; Mintz et al., 2009). The BioSamples are
comprised of the NCBI primary archives, including the Sequence Read Archive (SRA) (Kodama
et al., 2012) and the database of Genotypes and Phenotypes (dbGAP) (Mailman et al., 2007). Given
the community driven nature of BioSample reporting, we believe that the NER model can be kept
up to date with the evolving biomedical vocabulary by simply retraining with the latest BioSample.
Therefore, we explored the potential of repurposing the vast amount of BioSample annotations for
training an NER model.
The first challenge we encountered in repurposing the BioSample was that the entity labels
were not consistently annotated, yielding limited data coverage, which we solved by using the
word embedding to merge the synonymous entity labels to increase the sample coverage in model
training. We then adopted deep learning techniques to repurpose these BioSamples to train an NER
model (Figure 3.1A), by first generating a short phrase classification model with an accuracy of
93.29%. Subsequently, we constructed an NER model for complete sentences from the vague
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description fields derived from BioSample (e.g. TITLE and DESCRIPTION fields), by utilizing
the scores emitted by the short phrase classification and N-gram model (Brown et al., 1992). We
achieved an accuracy of 93.4% for this NER model. We also compared this NER model with
MetaMap (Aronson, 2001).
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3.3 Method and materials
BioSample data landscape. Each BioSample record is associated with a single
biospecimen and has the metadata encoded in the form of entity- free-text pairs (Note that we alias
the BioSample attributes as entities here). The BioSample annotation records were downloaded
from the NCBI FTP website (ftp.ncbi.nlm.nih.gov/sra/reports/Metadata/) on May 15, 2018. The
XML-encoded sample files were parsed into a python pickle object to allow simple data loading.
Only ASCII characters from the BioSample are retained and python package spaCy was used for
word tokenization with default parameters. We retrieved 2,921,722 BioSample records (SRA
BioSample Symbol: SRS), spanning over 106,110 studies. The resulting python pickle object for
SRS was 1.4GB. An example record is shown in Figure 3.1A. Details for BioSample annotation
structure can be found at https://www.ncbi.nlm.nih.gov/biosample/docs/attributes/ and
https://www.ncbi.nlm.nih.gov/sra/docs/submitmeta/.
The BioSample entities are derived from both the submitters and from the official BioSample
website. The free-text and the submitter driven nature of the BioSample entities suggest that it is
diverse (n=19,996) as they recorded the experimental conditions from over 100,000 studies. The
retrieved biospecimen records consist of 43,907,007 Entity- free-text pairs. The number of unique
text entries associated with each entity scales with the number of SRS records, suggesting that the
BioSample free-text annotations are very diverse for each entity. The 145 BioSample entities are
associated with over 10,000 biospecimen records and the top 30 most frequently used entities are
listed in (Figure 3.1B), providing a large volume of annotation data available for training a deep
learning based phrase classification model. Moreover, composite entities made up of long
sentences like DESCRIPTION and TITLE are among the top 10 most frequently used entities in
BioSample (Figure 3.1B). These fields have a mean length of 46.10 characters, 3.19-fold longer
(Figure 3.2) than the rest of the free-text fields (mean=14.46 characters, 95% confidence interval:

72

1.0 - 65.0 characters, Figure S3.2). These composite entities made up of specific experimental
entities like source name, age, sex, etc. This begs the question of whether we can reclassify those
annotations using an NER trained by the more atomic entities.
Vectorization of biomedical words to expand data coverage in NER model training
Word embeddings retrieval. Traditionally, words have been represented by a sparse hot-one
encoding scheme in NLP. However, this trend changed when word embedding was introduced
(Mikolov et al., 2013). In principle, the semantic similarity of words should be representable by
geometric distances between trained word embeddings. This approach has the advantage of not
requiring the laborious process of pre-defining the meaning of words by hard-coding semantics
for each word or generating rules for part-of-speech tagging. For this project, we used a published
biomedical word embedding model (Chiu et al., 2016) that was trained on the entire PubMed,
PMC and Wikipedia text corpora, with a total of 5,443,656 word vectors where each word is
represented by 200 features.
Evaluation of semantic similarities at word, sentence, and entity resolution using word
embedding. The first validation of the utility of word embedding for this task was in the automatic
identification of semantically similar words. The high number of word vectors enabled capture of
word variations. For example, the word embedding model grouped related sequencing keywords
in the PCA (Principal Component Analysis) space (Figure 3.3; variance explained: PC0: 34.2%;
PC1: 20.4% ).
The second utility of word embedding we found was in combining semantically similar
entities to increase BioSample coverage for model building and validation, as it has been
recognized that there is a lack of standardization in metadata annotation (Brazma et al., 2001). To
summarize and represent a free-text sentence, a sentence embedding vector can be generated by
taking the feature-wise mean of the embedding vectors of the words with the free-text (Iyyer et al.,
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2015). For example, sex is synonymous with gender and tissue is synonymous with cell type.
When we randomly drew 100 biospecimen records with sex, gender, tissue and cell type
BioSample entities, the sentence embedding vectors were able to group the free-texts according to
their semantics (Figure 3.4). To summarize at the entity level, we further reduced the sentence
level embeddings to entity level embeddings using the same method. The entity embedding vectors
of the 30 most commonly used BioSample entities cluster by cosine similarity, which further
shows higher embedding similarities for the more semantically similar entities (Figure S3.3).
Expansion of NER training data coverage using entity embedding similarities. The
entities selected for our NER model are the six commonly used metadata attributes: Species,
Genotype, Disease state, Cell type/tissue, Geographical Location, and Treatment/Conditions. The
selection considers the semantic similarity and data size of the attributes available in BioSample.
We first incorporated the corresponding official BioSample attributes: SCIENTIFIC_NAME,
genotype, disease, cell type, geo_loc_name, treatment. Then, to increase the sample coverage for
each entity class in NER training, we identified all the entities with a high cosine similarity (>0.8)
with the corresponding official BioSample entity. We observed that all those retrieved entities
deemed synonymous from the label names except “cell description” which became grouped with
“disease state” (Table S3.1), suggesting that most of the entities in the BioSample with high
embedding similarities can be potentially merged to reduce the complexity of the database and
increase sample size for each equivalent class. For example, the sample coverage of genotype
entity increased by 62.65% after merging the BioSample entities with high embedding similarities.
NER model training and validation. An NER model takes in free-text of any length and
extracts the biomedical entities in phrases. Traditional entity recognition models require the corpus
to be in complete sentences with entity labels annotated in order for the model to segment and
identify phrase boundaries, as exemplified by the corpus format of the CoNLL shared task (Tjong
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Kim Sang, 2002), one of the most widely-used data set for NER research. However, this approach
is not useful for the BioSample metadata which is encoded as Entity- free-text pairs. Therefore,
we hypothesized that we could first train a short phrase entity classification model and then use an
n-gram approach to extract named entity segments in longer sentences by identifying n-grams with
high emission probability (Figure 3.5).
Short phrase entity classification model construction. In order to train the short phrase
entity classification model, we retained only text comprising 2 to 7 words. The upper bound of 7
words corresponds to the 95th percentile of the distribution of phrase lengths in a highly curated
general purpose medical vocabulary called the NCI Thesaurus (Sioutos et al., 2007/2). This
filtering also has the advantage of limiting the number of parameters in the Recurrent Neural
Network (RNN) model. To build and validate the deep learning based NLP model for short phrase
entity classification, we first randomly split the training and validation cohorts in a 4:1 ratio by
studies, to maximize training-validation set independency. The deep NLP model is trained based
on a bidirectional RNN architecture with LSTM cells (biLSTM) (Graves and Schmidhuber, 2005).
For both the training and test data, we first converted the biospecimen free-text to a
sentence by word ID matrix, where each row in the matrix consists of a sequence of word
embedding IDs. Then, the model was constructed and trained with the following layers: An
embedding layer to convert word embedding IDs to word vectors.A bidirectional layer with a total
of 64 hidden units, and a dropout rate of 0.5. A dense, fully connected layer with logistic activation
function for outputting the probability score used for classification. The number of neurons in this
layer is the same as the number of entities. The Adam optimizer (Kingma and Ba, 2014) with
categorical cross-entropy as loss function was used to compile the deep learning model. This
biLSTM model was constructed and trained using keras v2.7.1 with tensorflow v1.8.0 backend on
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a single machine with 48 physical cores with four Intel(R) Xeon(R) CPU E5-4650 v3 @ 2.10GHz,
with a learning rate of 0.001 and batch size of 100. The training completed within 1 hour.
Long sentence NER model construction and validation. Each free-text input is segmented
into sentences using commonly used separators like ‘:’ , ‘.’ , ‘,’. In total, 179 stop words from the
python package NLTK were removed from the input sentence. For each sentence, the nonalphanumeric characters were removed. To generate entity scores for each n-gram, the algorithm
scans for entities among all phrases that match phrase lengths specified during model construction,
by applying the short phrase classification model on each n-gram with n ranges from 2 to 7 in the
sentence. Only n-grams with at least 2 tokens matching with word embedding IDs are retained.
The tokens were then converted to word embedding IDs and became input to the deep NER model
for short phrase entity classification. Therefore, each n-gram will be associated with a vector of
entity scores emitted by the logistic activation function from the last layer of the biLSTM, ranging
from 0.0 to 1.0.
We also estimated the baseline neural net emission entity scores by executing the prediction
function without any input. All the n-grams from emission vectors with absolute sum difference <
0.01 with baseline emission are zeroed. For overlapping n-grams that have the same entity, only
the n-gram with the highest probability score will be retained.
Manual curation set. To compare our NER model against manual curation, we manually
curated 185 sentences selected from 100 randomly drawn BioSample records with a
DESCRIPTION entity using Dataturk (https://dataturks.com). For each sentence, we highlighted
the token segments that described the entities selected in model construction. We then downloaded
the annotated data in JSON format and compared it against the prediction results. We also
generated a second validation cohort by manually curated 327 sentences selected from 261
randomly drawn BioSamples to further evaluate the model performance. The validation sample
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size in our cohort is similar to the validation sample size used by Bernstein et al. when they
evaluated their normalization of the SRA metadata (Bernstein et al., 2017).
MetaMap set. We compared the performance of our NER model against MetaMap from
the National Library of Medicine, which has been adopted by GIANT (Greene et al., 2015) for
automating biospecimen annotation extraction. We used the online MetaMap service (URL:
https://ii.nlm.nih.gov/Batch/UTS_Required/MetaMap.shtml) to extract the terms from the
validation cohort. In the case where the same text segment is mapped onto multiple terms, only
the term with the highest MetaMap score is retained. In order to match the UMLS semantic types
generated from MetaMap to our entities, we mapped the UMLS semantic types to UMLS groups
using

the

table

from

the

https://MetaMap.nlm.nih.gov/Docs/SemGroups_2013.txt.
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MetaMap

website:

3.4 Results
Short phrase entity classification model performance. The short phrase entity recognition
model was able to classify 93.29% percent of the data correctly in the validation cohort (See
Methods). All the entities were able to achieve an ROC-AUC (Figure 3.6A) and an accuracy
(Figure 3.6B) over 90% in the validation cohorts, suggesting a good sensitivity and specificity.
Next, we also observed a high F1 score of 92.14% across all the entities, suggesting our the model
also has high precision and recall over all the classes. Also, the accuracy of the short phrase entity
recognition model improved when trained with more data (Figure 3.7), confirming the utility of
using the ever-growing source of community-contributed BioSample data to train a more accurate
NER model.
NER performance in long sentence. Since BioSample metadata is in the format of entityfree-text pairs as opposed to a fully annotated corpus, we evaluated the possibility of using an ngram approach to segment the text. For each n-gram, we assign the entity with the highest short
phrase classification score. We compared the performance of the model against manual curation
and the existing tool MetaMap (Aronson, 2001). We manually curated 100 free-text entries from
samples with the DESCRIPTION field, with a total of 185 sentences where 139 sentences had at
least one entity extracted in curation. Figure 3.8 shows an representative example of the NER
annotation, which shows both the capability and the limitation of our method, our method could
recognize “liver cells” as a cell type and “C57 BL6” as the mouse genotype like a regular NER
without prior expert curations. None of the less, we can also foresee multiple limitations from this
example. The first limitation we foresee is the span annotation inaccuracy. The entity “treatment”
which is often open-ended regarding the most fitting spans, our NER only pick up certain recurrent
keywords without annotating a complete phrase. Therefore, we evaluated both the entity
membership recovery and the exact span recovery capability of our NER.
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The model yielded an accuracy of 93.4% in entity memberships recovery for each sentence.
We then compared the performance of the model against MetaMap. For the task of biological
entity recognition, our NER model had superior performance in terms of precision, sensitivity and
specificity and also an F1-score (Table 3.1). To further evaluate our model, we have also a
generated a second independent validation cohort with a total of 327 sentences with at least one
entity extracted in curation. The second validation cohort also yielded a high F1 score of 0.848,
similar to the F1 score of 0.876 in our initial validation cohort, confirming that our NER model is
robust. Nonetheless, the predicted spans of each entity from our model has discrepancy with the
curated spans in the validation data, where only 62.9% of the curated intervals overlap with
predicted data (Figure S3.4).
The lower precision and recall in MetaMap is likely due to the reliance on a set of handcrafted rules to capture the text variations (Aronson and Lang, 2010). Here, we use a submitterbased resource which enable the model to be accurate and kept up-to-date without manual curation.
For example, our model was able to accurately extract phrases like “germline sp1” as Genotype,
while MetaMap mapped “germline” as a cell type “Germ Line” and did not recognize “sp1” as
Genotype related. Also, instead of recognizing “MRG15 null” (DRS033379) as a single entity of
Genotype like our model, MetaMap recognized the word “MRG15” as a Gene and “null” as an
Qualitative concept. Moreover, words that are missing in the supplying terminology cannot be
mapped with MetaMap. For example, MetaMap fails to capture the new word “sc-197”
(ERS396144), which is an antibody that was first developed in 2010 and is not recorded in the
latest UMLS.
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3.5 Discussion
Here, we trained a deep learning based NER model by repurposing the vast amount of
BioSample metadata in NCBI, available as entity- free-text pairs. We first showed that the word
embeddings were able to group the free-text annotations at various resolutions, i.e. word, sentence
and entity level. This allowed us to utilize entity embeddings to merge synonymous entity labels
to increase sample coverage for short phrase entity classifier training. The short phrase entity
classification model was effectively able to extract entities from phrases in the validation set. We
then used this model to extract named entities from long sentences. We were able to achieve a
higher accuracy using our NER model when compared with existing method MetaMap (Aronson,
2001).
Existing methods require a large annotated data corpus that is difficult to come by. For
example, existing biomedical NER has relied on laborious corpus curation and annotation of the
entities in each sentence. Expert curation is costly in terms of both time and monetary expenses,
and may suffer from curation bias. In contrast, our approach can incorporate new vocabulary and
entity definitions without the need for human curation. The word embeddings (Chiu et al., 2016)
used here were generated by PubMed articles and Wikipedia, and entity-free-text pairs were
generated by the biomedical research community. We then utilized neuron emission strengths from
the trained NER for phrase segmentation. This entire process was free of any manual expert
curation, in large thanks to the large volume of BioSamples generated by the research community.
As a result, this model can be readily extended in vocabulary and NER capability by simply
incorporating more training examples or new embeddings as they become available.
Furthermore, our model has a concise code base. For example, the code base in cTakes
consists of 1,404 java files with a total of 234,388 lines of code, and the code base in MetaMap
consist of 218 files with 260,586 lines of code, while our model can be fully specified in less than
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200 lines of code. Our approach eliminates the need for stemming, part of speech tagging (POS)
and dependency parsing. Thus, deep learning simplifies model construction and provides good
performance for automated biological entity recognition.
We acknowledged that there are limitations to our approach. For example, there is no
professional curator to ensure the correctness of the BioSample entries which may have
contributed to the lower accuracy of our NER prediction. In addition, we incorporated a limited
number of entities into the model. Further evaluation is merited to determine whether adopting a
Convolution Neural Network (CNN), or adding Conditional Random Fields (Zheng et al., 2015)
or attention layers (Luong et al., 2015) will further improve the model. Also, we did not include
any numerical entities due to the lack of availability of annotations (only the age entity had more
than 10,000 biospecimen annotations). Also, merging the synonymous entities using the
embedding method could introduce noise in the model if the merged entities are not equivalent.
Lastly, though we derived two cohorts of validation data, the total sample size of our evaluation
cohort remains relatively small, which requires curating a larging validation cohort.
In the future, we are also interested in better understanding the confounding relationships
between the entities in the BioSample archive and developing algorithms to identify synonyms
entities, possibly by using community finding algorithms like Clixo (Kramer et al., 2014). We are
also interested in evaluating how increasing the sample size using the embedding methods can
affect the accuracy and the generalizability of the model. The other aspect we are excited to pursue
would be creating a web-based metadata reformatting platform with our NER as the backend,
where this tool can suggest the entities that the users should annotate based on the text from the
manuscript.
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3.6 Figures

Figure 3.1. Repurposing public biospecimen annotation data for NER training.
(A) Depiction of training NER model using pre-annotated Entity- free-text pairs available from
public biospecimen annotation data (BioSamples) from NCBI (A.1) Example of Entity- free-text
pairs from BioSamples. In this example, the free-text phrase “Glioblastoma stage 4 system” is a
“Disease” entity. (A.2) Expected results of an NER model recognizing biomedical concepts from
sentences. (B) Histogram of the 30 most frequently used entities (x-axis) available in the current
set of BioSamples. These atomic named entities (blue labels) can be used to extract concepts
from composite entities TITLE and DESCRIPTION (red labels).
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Figure 3.2. Text length distribution of top entities.
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Figure 3.3. Word embeddings group related terms in PCA space
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Figure 3.4. Native sentence embeddings recover reasonable grouping.
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Figure 3.5. Depiction of our NER model
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Figure 3.6. Short phrase classification model performance.
(A) ROC-AUC of entities (B) Contingency table quantifying percentage of entities predicted
correctly in validation cohort.
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Figure 3.7. Performance scale with the volume of training data.
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Figure 3.8. Example description annotation
This example description annotation was collected from BioSample with identifier ERS215384.
Each region is color coded based on the entity type classified by the NER model.
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3.7 Tables
Table 3.1. NER performance comparison with MetaMap.
Deep bio NER Metamap
Sensitivity
/recall

0.932

0.654

Specificity

0.941

0.850

Precision

0.827

0.739

F1-score

0.876

0.694
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3.8 Supplemental Figures

Figure S3.1. The number of unique free text annotations scales with the number of
BioSample records for each BioSample entity.
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Figure S3.2. Distribution of free text length in biospecimen annotations
Distribution of free text length (x-axis) over SRA entity- free-text pairs (y-axis)
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Figure S3.3. Entity embedding recovers biospecimen entity similarities.
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3.9 Supplementary Table
Table S3.1. Characteristics and mapping statistics of the SRA sequencing runs.

Entity class name

Species

Genotype

Disease state

# of samples
per #
of
samples Fold
BioSample (aggregated)
increase
entity

BioSample entity name

Cosine
similarity

SCIENTIFIC_NAME

1.00

1,136,856

organism

0.98

29,037

Organism

0.90

2,894

host scientific name

0.86

9,909

Species

0.85

578

host

0.84

205,511

specific host

0.83

11,114

host_scientific_name

0.83

4,297

host organism

0.83

372

nat-host

0.82

1,516

specific_host

0.81

14,088

genotype

1.00

75,566

genotype/variation

0.97

28,730

plant genotype

0.88

195

mutant

0.85

314

mutation

0.83

428

phenotype

0.82

13,892

host_genotype

0.80

3,784

disease

1.00

21,654

tumor type

0.87

691

diagnosis

0.86

3,351

disease state

0.85

3,715

DiseaseState

0.83

173

cancer type

0.82

311

tumor

0.82

355

clinical history

0.82

280

disease status

0.82

2,077

94

1,539,081

1.35

122,909

1.63

34,239

1.58

cell description

0.80

1,632

cell type

1.00

94,819

cell description

0.94

1,632

cell_type

0.93

18,162

source cell type

0.93

106

cell types

0.91

160

source_name

0.91

297,941

cell-type

0.89

286

CellType

0.88

342

cell subtype

0.88

1,220

biomaterial_type

0.86

182

progenitor cell type

0.86

169

tissue/cell type

0.85

783

DIFFERENTIATION_STAGE

0.84

170

cell

0.83

1,616

differentiation status

0.82

111

cell line source

0.81

225

geo_loc_name

1.00

389,901

geographic location

0.96

13,640

geo loc name

0.94

704

geographic location (country and/or
sea, region)

0.92

7,920

0.87

12,833

0.86

24,413

geographic location (country and/or
sea,region)

0.84

539

birth_location

0.83

3,182

geographic location (country and/or
sea)

0.81

56,576

Geo_loc_name

0.80

289

treatment

1.00

73,041

treated with

0.92

3,026

treatment protocol

0.91

583

drug treatment

0.89

977

Cell type/tissue

geographic location (country and/or
Geographical sea,region)
Location
country

Treatment
conditions

and

95

417,924

4.41

509,997

1.31

90,516

1.24

agent

0.89

2,570

stimulated with

0.86

247

protocol

0.85

2,769

Treatment

0.84

3,591

sample group

0.82

1,176

cell treatment

0.82

231

experimental condition

0.82

187

culture conditions

0.81

391

culture condition

0.80

1,220

treatment group

0.80

405

sample treatment

0.80

102
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EPILOGUE

This dissertation builds a foundation towards automating the processing of -omic data
association with meta-data. The first chapter applied a simple count-based approach in variant
identifications of over 250,000 human sequencing experiments. The second chapter then created
a Jupyter-hub environment in which the users can go from finding, interpolating, accessing and
reusing the read counts from over 900,000 public sequencing experiments in minutes. This method
leverages the fact that count-based data are useful in sequencing data analysis and have the
advantage of a smaller computational resource footprint. To improve the utility of our re-processed
data to the bioinformatics community, I also extended the bioinformatics pipeline from the first
chapter to incorporate more -omic layers. The third chapter then addressed the other remaining
challenges of reusing the public -omic data, which is automatically reformating the -omic
metadata. We repurposed the community-based biospecimen annotations to derive an NLP model
that could understand the biomedical language without expert curation, which has the advantage
of expanding its vocabulary over time with the updated BioSamples. Though this dissertation has
many limitations and shortcomings as discussed in each chapter, it is interesting to ponder the
possibility of a computational method to mimic the human bioinformatics research process by
automatically correlating the re-processed big -omic data with the NLP extracted experimental
conditions.
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