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Abstract. Microgrids are an increasingly relevant technology for integrating renewable energy sources 

into electricity systems. Based on a microgrid implementation in California, we investigate microgrid 

operation under real-world conditions. These conditions encompass energy charges, demand charges, 

export limits, as well as uncertainty about future electricity demand and generation within the microgrid 

and have not yet been considered in this combination. Under these conditions, we evaluate the 

performance of two frequently applied strategies for microgrid operation. The first is a reactive greedy 

strategy that makes operational decisions based exclusively on the current state of the microgrid and does 

not require a centralized control architecture. The second strategy is proactive and optimizes decisions 

based on forecasts of future electricity generation and demand. We evaluate the performance of the 

strategies under varying operational parameters, forecast accuracies, and configurations of the microgrid. 

We thereby provide detailed guidance for research and practice on what kind of operational strategy is 

advantageous in a variety of settings, well beyond our Californian showcase. In addition, the interplay 

between real-world conditions and operational strategies reveals several novel insights for research on 

microgrid operation. For instance, escalating negative interactions between forecast errors and demand 

charges make proactive strategies benefit from longer control horizons. This result is contrary to existing 

best practice, which promotes short control horizons to minimize the impact of uncertainty.  

Keywords. OR in energy, Microgrids, Economically efficient operation, Demand charges, Uncertainty 

1. INTRODUCTION 

The energy sector is undergoing a radical transformation. On the one hand, decentralized, renewable 

energy sources have become more affordable and have disrupted the traditional value chain from 

generation to consumption via an extensive grid of transmission and distribution networks. On the other 
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hand, digital innovations have been “triggering fundamental changes at a pace not seen since the early 

days of electrification” (Brynjolfsson, Hofmann, & Jordan, 2010). Smart grid technologies (Farhangi, 

2010) are augmenting traditional, often decades-old power systems with information technology. 

Consequently, there is extensive research at the interface between energy systems engineering and 

operations research to integrate renewables into electricity systems. To achieve this integration, 

microgrids are a proven technology (Asmus, 2010; Hirsch, Parag, & Guerrero, 2018; Venkataramanan & 

Marnay, 2008). Microgrids are local electricity networks that are operated in a coordinated way so that 

supply and demand are balanced. While several papers have developed strategies for microgrid operation, 

our key objective is to compare and evaluate their performance under real-world operating conditions.  

Real-world operating conditions include contractual requirements that are imposed by the operator of the 

superordinate main grid, such as energy charges, demand charges, and export limits for local generation. 

In addition, real-world microgrids need to operate under uncertainty regarding future electricity 

generation from local, renewable sources and regarding local electricity demand, because individuals may 

not want to reveal consumption-related data to the operator, which may preclude any inferences 

concerning their behavior. While previous research has considered some of these real-world conditions 

individually (e.g. Khodaei, Bahramirad, & Shahidehpour, 2015; Marnay, DeForest, & Lai, 2012), we 

contribute to the literature by analyzing their joint influence on the performance of different strategies for 

microgrid operation. 

For this purpose, we distinguish between two frequently applied categories of operational strategies 

(Weitzel & Glock, 2018): reactive strategies that make decisions exclusively based on current status 

information of the microgrid and proactive strategies that optimize decisions based on forecasting 

algorithms for local generation units and demand. Clearly, under perfect information, proactive strategies 

will outperform reactive strategies, since the former are able to optimize operations in a forward-looking 

manner. If forecasts of future generation and demand in the power grid are not perfect, however, reactive 

strategies may perform better since they are not affected by prediction errors.  

We analyze the performance of these strategies in the context of a microgrid implementation in 

California. Finding superior performance of the proactive strategy for the configuration at the site, we 

perform several sensitivity analyses whereby we vary the operational parameters, the grid configuration, 

and the size of forecast errors regarding generation and demand. We thereby provide general guidelines 

specifying under which circumstances proactive operational strategies tend to outperform reactive 

strategies. Furthermore, the sensitivity analyses reveal several insights for microgrid modeling that result 

from the interplay of real-world operating conditions and operational strategies.   
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This paper proceeds as follows. Section 2 provides a literature overview of publications on microgrid 

operation and demonstrates that these currently do not provide a perspective that integrates all real-world 

operating conditions. We also introduce our test microgrid in California and describe the specific 

characteristics of the real-world operating conditions at the site. The operating conditions are then 

formalized in Section 3, in which we describe the problem of microgrid operation and introduce the 

proactive and reactive solution strategies. The strategies are then evaluated in Section 4, which reveals 

that the proactive strategy is not superior in all settings and that some of the real-world operating 

conditions have a particularly strong impact on microgrid performance. In Section 5, we discuss how our 

findings contribute to microgrid research and discuss their implications for microgrid management. 

2. RELATED WORK AND RESEARCH SETTING  

Microgrids are localized electricity distribution systems that operate in a controlled, coordinated way 

(Hirsch et al., 2018; Lasseter & Paigi, 2004; Soshinskaya, Crijns-Graus, Guerrero, & Vasquez, 2014). 

They operate either with a connection to a main power network (e.g. Minciardi & Robba, 2017) or in an 

islanded manner (Delfino, Ferro, Robba, & Rossi, 2018). Essentially, microgrids attempt to balance 

supply from renewable and other sources with demand at a local level, thereby reducing the volatility 

forwarded to the superordinate main grid (Ahn, Nam, Choi, & Moon, 2013; Ghatikar, Mashayekh, 

Stadler, Yin, & Liu, 2016). They achieve this by leveraging local demand flexibilities and by intelligently 

scheduling energy storage facilities, such as batteries and electric vehicles (Weitzel & Glock, 2018). 

Microgrid sizes range from individual households with separate generation, storage, and consumption 

devices (Brandt, Feuerriegel, & Neumann, 2018)—a setting often referred to as a nanogrid (Burmester, 

Rayudu, Seah, & Akinyele, 2017)—to neighborhood- and district-level constructs that allow for local 

markets to emerge (Ströhle & Flath, 2016). Depending on the size and setting, microgrids are 

implemented for the achievement of a broad range of goals (see Dohn (2011), Soshinskaya et al. (2014) 

or Zia, Elbouchikhi, and Benbouzid (2018) for an overview), which include maximizing the share of local 

renewable power generation (Velik & Nicolay, 2014), increasing system resilience (Abbey et al., 2014; C. 

Chen, Wang, Qiu, & Zhao, 2016), providing electrification to rural areas (Ferrer-Martí, Domenech, 

García-Villoria, & Pastor, 2013) and reducing energy costs for stakeholders, i.e. economic efficiency.  

We focus on grid-connected microgrids with the goal of economically efficient operation. In addition, we 

study real-world operating conditions. These real-world operating conditions are less frequently 

considered in current research and are presented in the next subsection. 

2.1. Real-world Operating Conditions 

Real-world microgrid implementations, such as the Californian microgrid studied in this paper, frequently 

require adaptation to operating conditions that arise from practical constraints. These include the 



 

4 

 

contractual stipulations of energy and demand charges, as well as export limits. In addition, real-world 

microgrids operate under uncertainty regarding future electricity generation and demand.  

Energy and demand charges are part of electricity tariffs charged by the operator of the superordinate 

main grid. The energy charge is determined by the amount of energy consumed from the main grid; the 

demand charge is based on the maximum energy demand within a given period (e.g. a month or a week). 

Demand charges are imposed to incentivize the efficient utilization of grid capacities. A large share of 

research on the economically efficient operation of microgrids (Ahn et al., 2013; Chaouachi, Kamel, 

Andoulsi, & Nagasaka, 2013; Oh, Son, Hwang, Park, & Lee, 2015; Wu & Guan, 2013) focuses 

exclusively on the energy charge. Demand charges are excluded because they are determined by the 

single time point of peak demand and are therefore strongly affected by erroneous operational decisions 

made in that moment. For this reason, several studies (e.g. Oh et al., 2015; Wu & Guan, 2013) have 

explicitly omitted demand charges from their optimization problem. A converse example is the work by 

Marnay et al. (2012), which has the objective of minimizing the impact of the microgrid on the 

superordinate main grid and therefore focuses primarily on the demand charge. Our work follows the 

approaches of Ghatikar et al. (2016) and Cardoso et al. (2013) by including both energy and demand 

charges in the operational objective; in addition, however, we also consider export limits.  

Export limits constrain the amount of locally generated energy that can be exported to the main grid. They 

are contractually imposed by grid operators in order to prevent large amounts of uncontrolled feed-in that 

can threaten the main grid’s stability. Therefore, export limits keep feed-in levels below the physical 

limits of the interconnection to the main grid and, as a result, allowed energy exports are lower than 

imports. Even though such contractual constraints are common in practice (Hirsch et al., 2018; Lidula & 

Rajapakse, 2011; Soshinskaya et al., 2014), most research approaches only consider the physical limits of 

the interconnection (e.g. L. Che, Khodayar, & Shahidehpour, 2014; Fossati, Galarza, Martín-Villate, & 

Fontán, 2015; Motevasel & Seifi, 2014) or omit this constraint entirely (e.g. Gupta & Venkataraman, 

2013). In our setting, tight contractual export limits are in place. As a consequence, the microgrid needs to 

charge storage devices or curtail generation units to reduce the energy surplus during critical moments. 

Uncertainty arises because generation and demand within the microgrid may be unknown ex ante. 

Regarding generation, uncertainty arises from the intermittent nature of renewable energy sources such as 

wind or PV. Most related work takes this type of uncertainty into consideration. Regarding the 

uncertainty of electricity demand, operating conditions are more diverse. Microgrid operators may have 

exact information about future demand within the microgrid (e.g. Motevasel & Seifi, 2014; Motevasel, 

Seifi, & Niknam, 2013). This can be the case in industrial microgrids where production schedules are 

determined well in advance and communicated to the operator. In the majority of cases, however, 

microgrids operate in environments characterized by demand uncertainty, i.e. ex ante information 
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regarding demand is not available or only uncertain predictions exist (e.g. Ahn et al., 2013; Khodaei et al., 

2015). This includes environments in which the operator is able to observe or control the behavior of 

some (but not all) consumption devices within the microgrid, such as heating and cooling units (e.g. 

Ghatikar et al., 2016). Furthermore, there are also environments in which information about future 

demand is available but not shared with the microgrid operator, e.g. due to privacy concerns of the 

stakeholders (Soshinskaya et al., 2014). This is also the case for the microgrid studied in this paper. It is 

situated at an army base, which does not want to reveal information on future occupancy for security 

reasons. As a remedy, however, historical demand data is made available to the microgrid operator, which 

at least enables (uncertain) predictions about future demand.  

Table 1. This work compared to related research on economically efficient operation of grid-

connected microgrids 

 Energy 

charges 

Demand 

charges 

Export 

limits 

Microgrid demand Microgrid generation 

Weitzel, Schneider, Glock, 

Löber, and Rinderknecht 

(2018) 

 O O Certain – 

Gupta and Venkataraman 

(2013) 
 O O Certain O 

Hong, Yu, and Huang 

(2015) 
 O O Uncertain O 

Golpîra and Khan (2019)  O O Uncertain Uncertain 

Aghaei and Alizadeh 

(2013) 
 O Oa – Certain 

Motevasel et al. (2013)  O Oa Certain Uncertain 

Motevasel and Seifi (2014)  O Oa Certain Uncertain 

Chaouachi et al. (2013)  O Oa Uncertain Uncertain 

Gabash and Li (2013)  O Oa Uncertain Uncertain 

Wu and Guan (2013)  O Oa  Uncertain Uncertain 

Fossati et al. (2015)  O Oa Uncertain Uncertain 

Ahn et al. (2013)  O Oa Uncertain (various levels) Uncertain (various levels) 

Khodaei et al. (2015)  O Oa Uncertain (various levels) Uncertain (various levels) 

Marnay et al. (2012) O  Oa – – 

Oh et al. (2015)  
() 

exogenous 
Oa Uncertain (various levels) O 

Ghatikar et al. (2016)    Oa Uncertain Uncertain 

Cardoso et al. (2013)   Oa – Uncertain (various levels) 

This work    Uncertain (various levels) Uncertain (various levels) 

  / O      =  considered / not considered  
–   =  not classifiable based on given information  

a  physical capacity limits of the interconnection to the main grid are considered 

  

Table 1 summarizes the previous discussion of related research and outlines two gaps that this work 

addresses. First, none of the approaches takes into account the combination of energy charges, demand 

charges and export limits. Second, related works mostly fix demand and generation uncertainty to the 
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degree given at the studied microgrid.1 Only a few approaches (e.g. Ahn et al., 2013; Khodaei et al., 

2015) vary demand and generation uncertainty beyond the natural realizations at the research site. To 

provide more generalizable findings, we follow these approaches and model various degrees of generation 

and demand uncertainty.  

2.2. Operational Strategies for Microgrids 

To achieve economic efficiency, previous works have designed a wide range of operational strategies (see 

Weitzel and Glock (2018) and Zia et al. (2018) for an overview). Fundamental characteristics that differ 

between the strategies are control architectures, solution techniques, control horizons, and forecast 

horizons. Overall, the majority of research focuses on the development of a single operational strategy 

and there is little research that compares the performance of different strategies. The few approaches that 

compare different operational strategies focus mostly on varying one of the aforementioned 

characteristics.  

For instance, Unamuno and Barrena (2015) compare centralized and decentralized control architectures 

and find that centralized control architectures are able to reach outcomes closer to the theoretical optimum 

than decentralized architectures. Research on different solution techniques typically compares solution 

accuracy between computationally inexpensive heuristics and more exact solution techniques (Ikeda & 

Ooka, 2015; Niknam, Golestaneh, & Shafiei, 2013). A common finding is that heuristics may be able to 

find close-to-optimal solutions to the microgrid operational problem much faster than exact solution 

approaches (Ikeda & Ooka, 2015). Regarding the impact of forecasting and control horizons, there is 

much less research. For instance, only 6 out of 202 publications analyzed in a recent literature review 

(Weitzel & Glock, 2018) compare different forecasting and control settings. Among them, it was found 

that longer forecasting horizons typically outperform shorter ones, even though benefits diminish for 

longer horizons and computational costs increase (Nease & Adams, 2014; Wang, Palazoglu, & El-Farra, 

2015).  

While the focus on one particular strategic characteristic limits the insights into the specific characteristics 

in question, we take a broader view by comparing operational strategies that differ in terms of several 

characteristics. This broad view enables us to identify interdependencies between several strategic 

characteristics, such as solution algorithm and control interval. Furthermore, since the presented real-

world operating conditions have rarely been considered, there is still a lack of understanding as to how the 

conditions affect operational strategies.  

2.3. The Microgrid at Fort Hunter Liggett  

                                                      
1 The literature review by Weitzel and Glock  (2018) confirms this observation by also identifying a lack in 

modeling uncertainty.  
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We conduct our research using a real-world microgrid at a U.S. Army base, Fort Hunter Liggett in 

California, as the unit of analysis. The composition of the microgrid is illustrated in Figure 1. The base is 

situated in an area of high solar irradiance (more than 6 kWh per square meter and day according to 

NREL, 2012), because of which photovoltaic generation at the site is gradually being expanded. In the 

course of this research, PV generation at the site was about to be increased from six system segments, 

totaling three megawatts-peak, to ten segments totaling five megawatts-peak (as represented by the four 

grey segments in Figure 1). Further expansions, reaching up to eight megawatts-peak, were envisioned. In 

contrast, the power demand of the loads at the base usually varies between 0.6 and 2.4 megawatts (MW), 

depending on the occupancy of the base and the time of day. As a result, a substantial share of PV 

generation cannot be consumed locally and would need to be fed into the grid through the point of 

common coupling (PCC), the connection between the microgrid and the main grid. However, the utility 

company imposes a negotiated export limit, in our case two megawatts, at any given time to ensure that 

sudden feed-in peaks do not destabilize the main grid. Before this limit is exceeded, the microgrid needs 

to curtail individual PV systems, which is only possible in increments of 0.5 megawatt-peak, the  

generation capacity of each segment.  

To alleviate this problem, the microgrid has a utility-scale battery installed with a storage capacity of one 

megawatt-hour (MWh) and a power input and output of 1.2 MW. The general idea is that the battery can 

absorb excess PV generation, especially if the export threshold is only slightly exceeded, thus eliminating 

the necessity of disconnecting segments. The second advantage of the battery relates to the pricing 

scheme the army base is subject to. The overall energy costs consist of two components. The first 

component, the energy charge, reflects the actual amount of energy consumed and is measured in USD 

per kilowatt-hour. There are two time-of-use periods: on-peak (higher price) and off-peak (lower price). 

Within each time-of-use period, energy consumption is calculated by net metering (Darghouth, Barbose, 

 

Figure 1. Microgrid composition of showcase scenario 
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& Wiser, 2011), i.e. energy that is fed into the grid is subtracted from energy drawn from the grid for the 

purpose of calculating costs. Intelligently charging and discharging the battery can thus enable the 

microgrid operator to shift load from on-peak to off-peak periods and decrease overall energy costs. The 

second component is a demand charge and is measured in USD per kilowatt. Demand charges are 

calculated twice, once for on-peak demand and once for overall demand. Charging and discharging the 

battery can flatten the power demand from the main grid and thereby reduce both peak and overall 

demand charges. Finally, the microgrid is operated under demand uncertainty. Even though the 

management of the army base has information on the future occupancy of the base (the main determinant 

of electricity demand of the microgrid) available well in advance, it does not make this information 

available for security reasons. However, historical demand data is shared with the microgrid operator for 

generating predictions regarding future demand. 

3. OPERATIONAL STRATEGIES  

We now develop two strategies to operate the microgrid at Fort Hunter Liggett. The strategies are chosen 

to represent common operational strategies, both reactive and proactive, which differ in terms of the 

fundamental characteristics discussed in Section 2.2. Table 2 provides an overview of our modeling 

choices regarding these characteristics, which we explain in the following. 

Table 2. Characteristics of the implemented operational strategies  

 Reactive strategy Proactive strategy 

Forecast horizon no forecast  24h 

Solution algorithm greedy heuristic MILP, model predictive control 

Control horizon Real-time 0.25–24 hours 

Control architecture Decentralized Centralized 

 

The reactive strategy does not require any forecasts of future PV generation or demand. The strategy 

makes decisions exclusively on the basis of the current status of the microgrid and is realized as a myopic 

greedy heuristic. Examples of such heuristics are charge the battery when the energy price and the state 

of charge are low (Pickhan et al., 2009) or curtail generation when it exceeds demand and the battery is 

fully charged (Y. Che, Yang, & Cheng, 2009). Such greedy heuristics can control a microgrid in real time 

due to their low computational complexity. Furthermore, these heuristics have low communication 

requirements so that they can be implemented in decentralized architectures, directly within the control 

units of controllable devices such as batteries or PV inverters. Overall, such reactive strategies are 

frequently applied for microgrid operation (Aghaei & Alizadeh, 2013; Brandt et al., 2018; Hong et al., 

2015; Mitra, Degner, & Braun, 2008); however, they may not achieve the performance of more advanced, 

proactive strategies. 
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The proactive strategy, in contrast, looks into the future by generating predictions concerning demand and 

PV generation for a forecast horizon Ὄ, which we later set to 24 hours. These predictions, together with 

information on the present state of the microgrid, are used to optimize operational decisions over a look-

ahead horizon ὸȟὸ Ὄ  using mixed-integer linear programming (MILP). The decisions are 

subsequently applied with model predictive control for the duration of a control horizon ὅ, for which we 

later consider various settings between 15 minutes and 24 hours. After the control horizon has passed, the 

optimization problem is solved again for the next horizon ὸ ὅȟὸ ὅ Ὄ  with an updated forecast. 

Since the operational decisions are optimized jointly for all controllable devices (in our case the battery 

and the PV inverters), the proactive strategy requires a centralized control architecture. Overall, strategies 

based on look-ahead procedures and model predictive control—as the one described here—are among the 

most frequently applied solution algorithms within operational strategies for microgrids (Weitzel 

& Glock, 2018).  

Because of the described characteristics, the two strategies also differ regarding required system 

components, as compared in Figure 2. For the reactive strategy, the heuristic can be implemented directly 

within the controllers of the PV systems and the battery. For the proactive strategy, in contrast, an 

operational control system (OCS) is required. The OCS is composed of an optimization module, two 

 

 

(a) Reactive strategy 

 

(b) Proactive strategy 

Figure 2. System components and information flow for the operational strategies  
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forecasting modules for demand and PV generation, and a database, which contains the historical 

information required to compute the forecasts. 

Figure 2 also displays the communication flow of the two strategies. For the reactive strategy, the 

decision-making by the decentralized controllers at the battery and at the PV inverters is based on the 

exchange of real-time status information between each other and the smart meter located at the PCC. For 

the proactive strategy, the decision-making occurs within the following control loop. A communication 

interface at the microgrid sends information about the current microgrid state to the OCS. Within the 

OCS, the supervising module stores this information in the database and forwards it to the optimization 

module and the forecasting modules. The forecasting modules use this current state information, together 

with historical data, in order to train their prediction algorithms and compute the forecasts for demand and 

PV generation. For this computation, the PV forecaster additionally requires weather forecasts, which are 

obtained from an external information source. Based on the forecasts, the optimization module 

subsequently determines the battery setpoints and the PV curtailment for the next control horizon ὅ. The 

supervising module then returns the decisions to the microgrid, which applies the corresponding settings 

for the duration of ὅ. Thereafter, the process repeats. In the following subsections, we explain the solution 

and forecasting algorithms of the two operational strategies in more detail. 

3.1. Proactive Operational Strategy 

3.1.1.  Optimization Module 

For the proactive operational strategy, at the beginning of each control horizon, the optimization 

module solves the following MILP. Variables and parameters are summarized in Table 3. 

Table 3. Variables and parameters in the optimization problem 

ὦᴆ ὦ ὦ ȣ ὦ  kWh Vector reflecting the change in the amount of energy stored in the 

battery for each period ὸ 

ᾀᴆ ᾀ ᾀ ȣ ᾀ  None Vector reflecting the PV segments disconnected in each period ὸ 

Ὁ kWh Energy balance with utility grid in period ὸ (negative numbers imply that 

energy was sold to the utility) 

ὴ USD / 

kWh 

Price of energy in period ὸ (defined through contract with utility) 

ὓ ȟὓ  kW Maximum demand during peak hours and all hours, respectively 

ὧȟὧ USD / kW Demand charge for maximum demand during peak hours and all hours, 

respectively 

ὒȟὖὠ kWh Load and photovoltaic generation in period ὸ 

ὄ kWh Energy stored in the battery at the beginning of period ὸ 

ὄ ȟὄ  kWh Minimum and maximum amounts of energy that can be stored in the 

battery, respectively 

ὦ ȟὦ kW Maximum discharging and charging power of battery   

None Charging and discharging efficiency  

ὖὠ   kW / kWp Photovoltaic efficiency in period ὸ, i.e. power generated per power 

installed 
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As stated in Equation (1), the objective is to minimize the cost of energy provision,  

ÍÉÎ
ᴆȟᴆ 
ὧϽὓ ὧϽὓ В ὴϽὉ  ,  (1) 

which are defined as the sum of both peak and overall demand charges, ὧϽὓ  and ὧϽὓ ȟ plus 

the energy costs ὴ ϽὉ over the forecast horizon of 24 hours, measured in 15-minute intervals for a total 

of 96 periods. Since the tariff follows net metering, exported energy to the main grid is sold to the utility 

at the same price ὴ at which it is purchased from the utility. 

The energy balance with the utility Ὁ is the difference between load and photovoltaic generation, plus 

any change in the amount of energy stored in the battery,  

s.t. Ὁ ὒ ὖὠ  ὦ.  ὸᶅ (2) 

Depending on whether the battery is charged (or discharged), the change is positive (or negative) and has 

to be multiplied by the charging efficiency (or its inverse), 

ɾ
 ὭὪ ὦ πȟ
ρȾ έὸὬὩὶύὭίὩȢ

 
ὸᶅ 

(3) 

The amount of energy stored in the battery in ὸ ρ is the amount stored in ὸ plus the change ὦ, 

ὄ ὄ ὦ. ὸᶅ (4) 

The limits to the amount of energy that can be stored in the battery are defined in Equation (5).  ὄ  and 

ὄ  are set so that no deep discharge or overcharge can occur. Equation (6) limits the charging and 

discharging of the battery within a single period, with the factor 0.25 reflecting quarter-hour intervals. 

ὄ ὄ ὄ  ὸᶅ (5) 

ὦᶰᴙ ȿ ὦ ϽπȢςυ ὦ ὦϽπȢςυϽ  ὸᶅ (6) 

Constraint (7) ensures that the export limit imposed by the utility is taken into account. 

Ὁ Ὁ  ὸᶅ (7) 

Equation (8) states that photovoltaic generation in ὸ is equal to the efficiency ὖὠ  times the installed 

capacity. The latter may be reduced by ᾀ segments of 500 kW each in order to meet the export limit, as 

modeled in Equation (9). 

ὖὠ ὖὠ Ͻὖὠ πȢυᾀ ϽπȢςυ ὸᶅ (8) 

ὖὠ  kWp Installed photovoltaic power 

Ὁ  kWh Export limit within a 15 minute interval (i.e. 500 kWh for an export limit 

of 2 MW) 

ί None Boolean, equal to 1 if ὸ is an on-peak period 
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ᾀᶰᴚ ȿ π ᾀ
ρ

υππ
ẗ ὖὠ  

ὸᶅ 
(9) 

Peak loads ὓ  and ὓ  are determined as shown below. The initial values ὓ  and ὓ  are 

retrieved from the database as the respective demand maxima during periods before ὸ ρ that are in the 

same billing period. The factor 4 is used to convert quarter-hourly energy values into power values. 

ὓ ÍÁØπȟὓ ȟὉϽτϽίȟὉϽτϽί ȟȣȟὉ ϽτϽί  
 

(10) 

ὓ ÍÁØπȟὓ ȟὉϽτȟὉϽτȟȣȟὉ Ͻτ   (11) 

Overall, the mathematical formulation follows the standard form for deterministic energy management 

problems in microgrids with a storage device (cf. Weitzel & Glock, 2018), except for the objective 

function (1) and the constraints (7), (10), and (11), which are specific to the real-world conditions of 

demand charges and export limits. The optimization problem is implemented within DER-CAM, a 

software package for microgrid operations based on the General Algebraic Modeling System (GAMS) 

and developed at Lawrence Berkeley National Laboratory. The program is solved with the CPLEX MIP 

solver relying on branch-and-cut, an optimality gap of 0.01, and computing time in the range of one 

second.  

3.1.2.  Load Forecaster 

The load forecaster provides the optimization module with the estimated load for the optimization horizon 

of 24 hours. At the army base, changes in the occupancy between two consecutive days cause irregular 

and sudden shifts in the overall level of demand. Therefore, information on the occupancy of the army 

base would be a valuable predictor for the electricity load. Even though occupancy schedules are 

available to the management of the army base well in advance, they are not shared due to security 

concerns. The forecaster, thus, has to rely exclusively on past load values to generate the forecasts. 

To compute the forecasts, we implemented and evaluated two popular algorithms for time-series 

forecasting, the Gaussian Process (GP) and Fast Fourier Transformation (FFT). Both algorithms are 

suitable for time-series forecasting with short training sets, which we choose to make the forecaster 

quickly adapt to potential changes in the occupancy of the army base. GPs are considered state of the art 

in time-series forecasting and have also been applied to successfully forecast energy time series (N. Chen, 

Qian, Nabney, & Meng, 2013; Karunaratne, Moshtaghi, Karunasekera, Harwood, & Cohn, 2017). Since 

the load curve shows very reliable patterns on a day-of-the-week basis, we train the GP with a periodic 

kernel and a period length of one day. Similarly, FFT has been proven to perform well on time series with 

stable periodic patterns (Hedwig, Malkowski, & Neumann, 2010). From these patterns in the load trace, 

the FFT algorithm extracts the most relevant frequencies. Further details on the configuration of the GP 
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and FFT prediction algorithms are given in Appendix A. For both algorithms, we choose a training set 

length of the 2,880 most recent minute-by-minute observations, corresponding to two prior business or 

weekend days. 

The prediction process, as well as the difficulty of detecting sudden changes in demand ex ante, is 

illustrated in Figure 3. The panels compare the predictions of the two algorithms with the actual load 

(solid black curve) for Friday, July 29, 2016 (Figure 3a) and Monday, August 1, 2016 (Figure 3b). As the 

dates fell on non-weekend days, the algorithms were also trained on the two preceding non-weekend 

days. On Friday, July 29, 2016 both algorithms approximate the actual load well. In contrast, as shown in 

Figure 3b, a load drop occurred on Monday, August 1, 2016. As a result, both algorithms overestimate the 

demand considerably over the course of the day. Whether the load decrease on this Monday was caused 

by a decrease in the occupancy of the base over the preceding weekend or by other factors was, however, 

not revealed by the army base, emphasizing the challenges of predicting electricity demand without 

additional information. 

 

 

(a) Friday, July 29, 2016 

 
 

(b) Monday, August 1, 2016 (and preceding training data) 

Figure 3. Comparison between forecasted and actual load 

As we explain in more detail in Section 4, we use load and PV data for one week from July to August 

2016 to evaluate the system. The overall performance of the load forecaster for both algorithms during 

this week is summarized in Table 4, using three different error measurements—the root mean square 

error, the median absolute deviation and the median relative deviation. Taking into account that the load 

varies between 600 kW and 2.4 MW throughout the week, the results suggest a very good prediction by 

both algorithms across all error measurements. For the entire week, the median relative deviation is just 

about five percent. Even for the problematic day of August 1, the error measurements are still in an 

acceptable range with a median relative deviation of just about ten percent. Both algorithms perform 

comparably well; neither one achieves a consistent advantage. 
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Table 4. Performance of load forecaster during evaluation week (kW) 

3.1.3.  PV Forecaster 

The PV forecaster contains two components. The first component predicts the clear-sky generation, i.e. 

PV output without any clouds or haze. Similar to the load forecaster, clear-sky generation is trained using 

the 1,440 most recent clear-sky observations, which is equal to approximately two days (data is collected 

every minute and nights are excluded). We evaluate two prediction algorithms, a GP and a regression 

model. For the GP, we utilize the same periodic kernel as for load forecasting, since clear-sky PV 

generation exhibits similar daily periodic patterns. The regression model is described in Equation (12) and 

is derived from a standard model for PV generation (Masters, 2004), with  denoting the altitude of the 

sun above the horizon.  As summarized in Appendix B, the regression model provides a good 

approximation of the standard model when focusing on short-term forecasts.  

Ὁὖὠ  ÓÉÎ ὸᶅ (12) 

The second component of the PV forecaster adjusts the clear-sky forecasts for predicted cloud cover. For 

this adjustment, weather forecasts concerning cloud cover are obtained from an external provider. These 

forecasts are of a qualitative nature, i.e. for each 15-minute interval, predicted cloud cover is represented 

by a category such as “clear sky”, “light clouds”, or “overcast”. Based on historical data, these categories 

are transformed into multipliers that represent the average difference between the clear-sky forecast and 

actual PV generation. As Figure 4 illustrates, this qualitative data on cloud cover is a major error source 

within the PV forecasting module. Both days, July 31 and August 3, were forecasted and recorded as days 

with exclusively clear skies. However, while the prediction for July 31 was very accurate, there were 

substantial differences between forecasted and actual values on August 3. Evidently, the sky on August 3 

was not completely clear and scattered clouds, haze, or dust might have been the reason for the low PV 

output. 

 Root Mean Square Error Median Absolute Dev. Median Relative Dev. 

Day FFT GP FFT GP FFT GP 

Jul 28, 2016 63.33 66.75 51.95 48.56 3.96 % 3.88 % 

Jul 29, 2016 44.35 43.98 31.61 29.42 3.27 % 2.69 % 

Jul 30, 2016 154.64 160.55 56.74 61.85 9.18 % 5.28 % 

Jul 31, 2016 69.32 67.05 49.10 50.60 5.32 % 5.29 % 

Aug 1, 2016 143.01 135.35 104.97 95.90 10.03 % 9.68 % 

Aug 2, 2016 51.54 55.89 29.98 26.80 3.36 % 2.36 % 

Aug 3, 2016 117.15 117.88 78.64 63.32 6.99 % 6.57 % 

Week 103.45 103.63 48.42 50.71 4.70 % 5.02 % 

FFT = Fast Fourier Transformation 

GP = Gaussian Process 
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Table 5 summarizes the forecasting performance for the entire evaluation week. The GP outperforms the 

regression forecast for most days and error measures. However, even for the GP, the added uncertainty in 

the qualitative third-party weather data causes the PV forecaster to perform slightly worse than the load 

forecaster over the entire week. The mean relative deviation increases to 6.54 percent, compared to 5.02 

percent for the load forecaster. Whereas all days in the evaluation week, except for August 3, were 

forecasted and recorded as clear-sky days, the unforeseen cloud coverage on August 3 causes the forecast 

accuracy to plummet. Even though the overall errors are comparable to state-of-the-art forecasting 

techniques (e.g. Fernandez-Jimenez et al., 2012), we will later show that this implied uncertainty and its 

impact on the performance of the microgrid can be a major disadvantage in comparison to reactive 

operation, which does not rely on forecasts.  

3.1.4. PV and Battery Controllers 

 

(a) July 31, 2016 

 

(b) August 3, 2016 

Figure 4. Comparison between predicted and actual PV output 

Table 5. Performance of PV forecaster during evaluation week (kW per MWp) 

 Root Mean Square Error Median Absolute Dev. Median Relative Dev. 

Day Regression GP Regression GP Regression GP 

Jul 28, 2016 105.66 55.24 91.68 32.23 16.22 % 9.80 % 

Jul 29, 2016 73.85 14.70 54.33 12.79 10.20 % 2.43 % 

Jul 30, 2016 64.37 52.04 37.07 46.62 8.31 % 10.42 % 

Jul 31, 2016 70.90 38.48 59.95 35.72 8.93 % 6.83 % 

Aug 1, 2016 68.37 12.88 38.34 7.60 5.44 % 1.36 % 

Aug 2, 2016 79.27 16.90 47.65 13.51 6.60 % 2.61 % 

Aug 3, 2016 137.83 103.95 131.92 94.99 27.73 % 18.12 % 

Week 88.02 51.46 64.70 20.26 11.60 % 6.54 % 

GP = Gaussian Process 
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To address the prediction uncertainty associated with load and PV forecasts, the controllers of the battery 

and the PV system follow an additional set of rules during the control horizon that constrains the 

implementation of potentially detrimental decisions caused by erroneous forecasts: 

[1] If charging the battery would increase demand charges (the levels of ὓ  and ὓ  projected by 

the optimization module), the charging rate is adapted such that the demand charge is not increased, 

or else increased as little as possible. 

[2] If the export limit is exceeded and PV generation needs to be curtailed, there should be no 

discharging of the battery. 

[3] If, due to previous execution of rules [1] or [2], there is an insufficient amount of energy in the battery 

to execute the scheduled amount of discharging, this amount is adjusted to a feasible level. 

The rules [1]-[3] cause the state of charge of the battery to deviate from the value that was originally 

scheduled by the OCS. If a deviation occurs, the OCS takes it into account when the next optimization is 

executed. Effectively, by imposing these additional constraints the system is made less susceptible to 

prediction errors.  

3.2. Reactive Operational Strategy 

Unlike the proactive strategy, the reactive strategy does not require an external OCS. All decisions of the 

reactive strategy can be implemented in the local controllers of the battery storage and the PV system.  

Reactive strategies are typically greedy and threshold-based, i.e. if the state of a microgrid passes a 

certain threshold a greedy action is invoked. The action focuses on the charging (or discharging) of the 

battery, whereas the threshold is based on the state-of-charge of the battery, on the energy balance of the 

microgrid, or on a combination of both. Thresholds based on the state-of-charge are preferable if the 

energy reserves in the battery are of superordinate importance. For instance, the state-of-charge needs to 

ensure sufficient mobility in microgrids with electric vehicles (Brandt et al., 2018), or else needs to be 

sufficient to support islanding (Mitra et al., 2008). Thresholds based on the energy balance serve to take 

advantage of renewable generation (Brandt et al., 2018) or to avoid curtailment (Y. Che et al., 2009).  

For our reactive strategy, we pursue the goal of minimizing energy costs and thus follow the approaches 

of Y. Che et al. (2009) and Brandt et al. (2018) and implement a greedy strategy based on the energy 

balance, i.e. the relation between local PV generation and demand (ὖὠ ὒ . The strategy greedily 

prioritizes consuming electricity generated by the PV system, before utilizing the battery, before relying 

on the main grid. This is ensured by adhering to the following rules: 

[1] If PV generation within the microgrid is insufficient to match the load (ὖὠ ὒ  πȟ the 

battery is discharged. 
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[2] If PV generation exceeds the load by more than the export limit (ὖὠ ὒ  Ὁ , the battery is 

charged. 

[3] In the remaining cases (π  ὖὠ ὒ  Ὁ ), no charging or discharging takes place. 

[4] Discharging and charging according to rules [1] and [2] occur with the maximum feasible amount 

of energy (taking into account battery power restrictions and limits regarding the state-of-charge). 

[5] If battery charging according to [2] cannot prevent the export limit being exceeded (ὖὠ ὒ 

ὦ  Ὁ , PV generation is curtailed. 

For the execution of the rules, the local controllers require information from the smart meters located at 

the PV systems and the PCC.  Rules [1] – [4] pertain to the local controller of the battery, while rule [5] 

pertains to the controller of the PV inverters. 

4. RESULTS  

We now present the results of applying the previously defined strategies to the microgrid at Fort Hunter 

Liggett. To provide an additional frame of reference for the evaluation, we introduce two benchmarks, as 

summarized in Figure 6. The first represents a legacy system, which reflects the operation of a 

conventional power grid that is not equipped with a battery and serves as a lower benchmark for the 

evaluation. The second benchmark is perfect information, representing the case in which the OCS can 

rely on perfect forecasts of future generation and demand. This strategy serves as an upper benchmark for 

the evaluation.  

Table 6. Evaluation framework 

 

4.1. Base Case Results 

To evaluate the performance of the different operational strategies within the microgrid, particularly the 

trade-off between reactive and proactive system operation, the army base provided us with two weeks of 

complete data access. This translated into one week of training data and one week of test data, with the 

latter lasting from July 28 to August 3, 2016. We first evaluate the system with the base case 

configuration before we later investigate the sensitivity of our results to modified configurations. The 

base case configuration consists of a PV installation of five megawatts-peak, a battery of one megawatt-

Solution strategies 

Lower benchmark: Legacy system 

Conventional power grid, no battery 

Reactive operational strategy (as described in Section 3.2) 

Smart metering infrastructure, battery; no forecasts (operation) 

Proactive operational strategy (as described in Section 0) 

Smart metering infrastructure, battery; forecast uncertainty  

Upper benchmark: Perfect information 

Smart metering infrastructure, battery; optimization of charging decisions under perfect forecasts  
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hour, and an export limit of two megawatts. Energy prices reflect the live contract at 0.13945 USD per 

kWh during on-peak times and 0.07445 USD per kWh during off-peak times. Monthly demand charges 

are set to 19.34 USD per kW on-peak demand and 14.44 USD per kW overall demand. Since demand 

charges are levied on a monthly basis and energy costs are specific to the week under consideration, we 

generalize our results at an annual level by multiplying energy costs by 52 and demand charges by 12. 

Furthermore, the control horizon is 24 hours and starts each day at midnight. 

As summarized in Table 7, there is a substantial potential to reduce annual energy costs, as reflected in 

the total cost difference of 156,237 USD between the legacy system and the perfect information 

benchmarks. Both the reactive and proactive strategies are able to realize parts of this potential. The 

reactive strategy reduces total annual costs by 29,743 USD compared to the legacy strategy (or 19 percent 

of the theoretical maximum). It realizes these savings by reducing the amount of PV that needs to be 

curtailed. (Since the army base exports substantially more energy than it imports, even in case of the 

legacy system without a battery, energy costs are actually negative, implying a profit.)  

Table 7. Evaluation results for current microgrid configuration (estimated annual costs and PV 

curtailing) 

 PDC ODC EC TC PVC 

Legacy system 256,779 197,762 -248,897 205,644 410.5 

Reactive strategy 256,779 197,762 -277,640 176,901 122.3 

Proactive strategy 146,451 195,286 -269,968 71,769 273.5 

Perfect information 133,683 169,707 -253,982 49,407 381.2 

PDC: Peak demand charge (in USD); ODC: Overall demand charge (in USD); EC: Energy charges (in USD); 

TC: Total costs (in USD); PVC: PV generation curtailed (in MWh) 

The proactive strategy performs much better, achieving a reduction of total annual cost of 133,875 USD 

corresponding to 85 percent of the theoretical maximum of the perfect information benchmark. The 

optimization approach of the proactive strategy and the perfect information benchmark focuses less on 

energy charges—actually, the strategies have lower profits from energy sales than the reactive strategy 

because of larger PV curtailment. Instead, the two strategies employ the battery mainly to reduce demand 

charges. The proactive strategy reduces the overall demand charge by 1.3 percent and the peak demand 

charge by 43 percent. This results in savings in demand charges of 112,804 USD compared to the reactive 

strategy, which is larger than their difference in total cost of 105,132 USD.  

In summary, both strategies achieve considerable annual savings in comparison to the legacy system. The 

savings are sufficiently large to render an investment into the microgrid technology profitable (a detailed 

business case analysis is conducted in Appendix C, taking into account count lifespan and investment 

costs for the battery, PV inverters and smart meters, as well as operating costs for the OCS). In addition, 

the analysis underlines the decisive impact of demand charges.  
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4.2. Impact of the Control Horizon 

As previously described, the control horizon in the base case lasts 24 hours. Reducing the control interval 

and re-optimizing more frequently has the advantage that updated forecasts can be taken into account. 

Furthermore, since strategies based on model predictive control (such as the proactive strategy) are prone 

to forecasting errors within the control horizon (Weitzel & Glock, 2018), shorter control intervals may 

limit the risk of such errors.  

However, as illustrated in Figure 5, shorter control horizons lead to an interesting, albeit detrimental, 

effect. Varying the control horizon between 24 and 3 hours does not result in substantial differences. Very 

short control horizons, e.g. of one hour or less, lead to a significant increase in total annual cost. As 

Figure 5 illustrates, this pattern is mainly driven by an increasing peak demand charge. The increase in 

the peak demand charge when shortening the control horizon occurs for both combinations of forecasting 

algorithms and amounts to 18.3 percent for the forecasts based on GPs and 32.9 percent for the FTT and 

regression-based forecasts (when comparing horizons of 24 hours to 15 minutes). For short control 

horizons, the proactive strategy using the FFT and regression-based forecasts even performs worse than 

the reactive strategy.  

The reason for the strong increases in demand charges can be explained as follows. At the beginning of 

each control interval, the optimization module is provided with the current demand charge and aims to 

effectively utilize but not exceed it (if possible) within the horizon. However, particularly if the demand 

of the microgrid is underestimated, even small forecast errors may lead to this demand charge level being 

exceeded. When the next re-optimization occurs, this newly increased level of the demand charge is 

supplied to the optimization module and the process repeats. Hence, small forecasting errors lead to an 

Figure 5. Impact of the length of the control horizon on the performance of the microgrid 

 

(a) Total annual cost 

 

(b)  Peak demand charges (annual) 
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escalating demand charge.  In summary, this analysis underlines the complex interplay between real-

world uncertainty, demand charges and operational strategies. In particular, it shows the magnifying 

effect of uncertainty on demand charges. 

4.3. Impact of Generation and Demand Uncertainty: Constant Forecast Errors 

We now reset the control horizon to 24 hours and investigate the sensitivity of the proactive controller to 

forecast inaccuracies for PV generation and demand. For this purpose, we calculate the effect of forecast 

errors of different magnitudes. Since re-optimization is carried out once per day at midnight, we introduce 

forecast errors whose levels remain unchanged throughout the day. These biases in the predictions can be 

caused, for instance, by an erroneous forecast regarding cloud coverage or by changes in the occupancy of 

the army base. We vary the magnitude of the errors in increments of five percentage points from –30 

percent to 30 percent of actual PV generation2 and demand. We compare the results to the reactive 

strategy, which does not rely on forecasts and is not prone to forecast errors. 

Figure 6 displays the difference in performance between the two strategies. The proactive strategy 

achieves advantages in total cost of up to USD 157,000 in the case of perfect forecasts (the center cell of 

the right panel). In case of demand overestimation (the top half of the panels), the cost advantages of the 

proactive strategy are reduced gradually, but remain in the range of USD 100,000. However, if the 

demand of the base is underestimated by more than 10 percent, the cost advantages of the proactive 

strategy may disappear (bottom-left corner of the panel). In these cases, the proactive strategy performs 

similar to or even slightly worse than the reactive strategy. 

                                                      
2In cases where PV forecasts overestimate the actual PV output, a PV panel would generate more power than its 

installed capacity. To avoid this unrealistic behavior, we reduced recorded PV generation by 25 percent for this 

analysis. 

 

Figure 6. Cost advantage of the proactive strategy vs. the reactive strategy depending on forecast 
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The difference in total cost is clearly caused by the variations in peak demand charges. The differences in 

energy charges and overall demand charges are small (and therefore not displayed in Figure 6). 

Underestimating demand prevents the controller from detecting the correct magnitude of demand peaks. 

The controller is thus not able to optimally discharge the battery in order to flatten the peaks and avoid 

demand charges; either the magnitude of the discharge is too small to flatten the peak or the discharge is 

too large so that the battery runs empty before the demand peak has passed. Interestingly, the 

simultaneous overestimation of PV generation by 10 percent or more seems to offset this detrimental 

effect. However, the forecast errors do not directly counteract each other. The mutual negation is due to 

an unrelated phenomenon: The overestimation of PV generation causes additional battery charging during 

noon hours in order to prevent (wrongly anticipated) PV curtailment. This surplus energy in the battery 

enables the controller to better flatten demand peaks in the evening, thereby mitigating the impact of the 

inaccurate demand forecasts.  

In summary, constant demand prediction errors in the range of 10-15 percent can jeopardize the 

advantages of the proactive strategy if they occur during days of peak demand. Since constant prediction 

errors of this magnitude are realistic (in our setting, these could be caused, e.g., by additional occupants 

arriving during the day), information to detect such deviations is likely to make the proactive strategy 

more robust. 

4.4. Impact of Demand and Generation Uncertainty: Time-Dependent Forecast Errors 

While changes in the occupancy and similar phenomena can cause constant forecast errors over the 

course of the day, other phenomena, such as unforeseen cloud coverage, cause shorter forecast deviations 

for a matter of hours. Figure 7 displays the impact of forecast errors for (a) PV and (b) demand for a 

sample day (July 28, 2016) when their occurrence is limited to specific hours of the day, modeled in 

interval lengths of 3 hours. To allow for comparison between the different time slots, we model absolute 

errors in increments of 125 kW that are independent of the actual PV and demand values. We evaluate a 

larger range of potential errors for PV, since the maximum feed-in is about twice as large as peak 

demand. Additionally, we do not model PV forecasting errors during nighttime. We report relative values 

in comparison to the reactive strategy. 

accuracies (in thousands USD)   
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Figure 7. Impact of forecast errors during different time intervals 

We observe that forecast errors in the timeslots between 6-8 am in the morning and 6-9 pm in the evening 

particularly affect total cost. During these timeslots, large forecast errors cause the advantage of the 

proactive strategy in comparison to the reactive strategy to diminish to less than five percent. During 

other timeslots forecast errors have almost no impact. We also observe that the variations in total costs 

are—again—driven by demand charges. In these timeslots, the switch in the time-of-use tariff of the army 

base occurs. In the following, we explain why the switch is responsible for the detrimental behavior. In 

the timeslot between 6 and 9 pm, the demand peak of the microgrid occurs, which determines both the 

peak demand charge (the demand peak before 8 pm) and the overall demand charge (the demand peak 

after 8 pm). Therefore, forecast errors in this timeslot directly translate into increased demand charges, for 

the same reasons as described in Section 4.3. In the timeslot between 6 and 9 am, the OCS charges the 

battery with cheaper energy from the off-peak tariff, just before the switch to the peak tariff occurs at 8 

am. Charging alters the load curve at the PCC and rule [1] of the local battery controller (as described in 

Section 3.1.4) is invoked. The rule limits charging to avoid demand charges because of the forecast errors. 

As a consequence, the battery does not reach its optimal state of charge so that there is less energy 

available to flatten demand peaks in the evening, which causes the observed demand charges.  

Concerning the magnitudes of forecast errors, the variations in performance behave in a mostly 

monotonic manner. However, a few exceptions exist. Between 6 and 9 pm, a forecast error of 375 MW of 

either PV overestimation or demand underestimation stands out as particularly detrimental to 

  

(a) PV generation (b) Demand 
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performance. In these cases, the optimizer induces a strong discharge in the evening hours to cut the peak 

demand. However, due to the forecast errors, the battery runs empty within the peak-tariff period, right 

before 8 pm. As a consequence, instead of reducing one demand charge, both high peak demand and high 

off-peak demand charges are incurred.  

In summary, the analysis reveals that forecast errors are particularly critical during times of peak demand 

and during shifts in the time-of-use tariffs. The timing of these events may differ in other microgrids with 

different load curves and under different tariffs; however, because of the observed behavior, the 

detrimental effect of forecast errors on proactive strategies like the one studied in this paper is likely to be 

similar.    

4.5. Impact of Microgrid Configuration 

So far, we have studied the microgrid configuration present at the research site at Fort Hunter Liggett (as 

shown in Figure 1). To provide insights beyond this specific microgrid, we investigate the effect on the 

performance of the strategies when configurations of PV and battery capacities are varied. 

Figure 8a illustrates the sensitivity of our results to increasing amounts of installed PV generation. The 

proactive strategy has an advantage of about 100,000 USD compared to the reactive strategy, which 

remains almost constant also for larger PV capacity. Interestingly, the advantage of the perfect 

information benchmark in comparison to the proactive strategy jumps from 22,362 USD at five 

megawatts-peak to about 100,000 USD for larger capacities. Under perfect information, larger PV 

capacities enable the controller to specifically target the remaining demand peaks, leading to a very low 

demand charge and high annual profits.  

Figure 8. Performance of the strategies (total annual costs) for different microgrid configurations  

Considering the sensitivity to different battery capacities, Figure 8b reveals that the cost advantage of the 

proactive strategy in comparison to the reactive strategy increases with larger battery capacities. The 

proactive strategy is able to take advantage of larger capacities to considerably reduce total annual costs 

by reducing demand charges. However, cost reductions from utilizing larger battery capacities diminish; 

 

(a) Effect of altered PV capacity 

  

(b) Effect of altered battery capacity 
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above a capacity threshold of 1,500 kilowatt-hours, the proactive strategy cannot produce considerable 

additional cost reductions. For the perfect information benchmark, this threshold is higher because of the 

absence of forecast errors. And yet, above 2,500 kilowatt hours, the strategy does not achieve 

considerable additional benefits, either. For the reactive strategy, however, cost reductions resulting from 

additional battery capacity are much lower. The reason for this behavior is that the reactive strategy uses 

additional capacity to reduce the amount of PV curtailment, which only results in small savings in terms 

of energy costs. In summary, this analysis shows that using batteries for reducing demand charges is 

much more lucrative than for preventing PV curtailment.  

Overall, the sensitivity analyses in Sections 4.2–4.5 support the results of the base case by demonstrating 

the benefit of proactive optimization under the majority of altered operational parameters, forecast 

accuracies, and microgrid configurations. However, they also illustrate that reactive approaches can have 

an advantage in highly uncertain environments. 

5. DISCUSSION AND CONCLUSION 

As initially outlined, this work lies at the intersection of two research gaps. First, it investigates microgrid 

operation under real-world conditions—which have rarely been considered collectively and which are 

characterized by energy charges, demand charges, export limits, as well as generation and demand 

uncertainty. Second, it evaluates two types of operational strategies—which have frequently been applied 

but rarely been compared. The strategies differ regarding multiple fundamental characteristics, such as 

forecast horizon, control horizon, solution algorithm, control architecture, and system components. From 

the interplay between characteristics of the operational strategies and real-world operating conditions, our 

empirical analysis reveals important insights for research on microgrid operation, which we discuss in the 

following.  

First, while prior work has highlighted that demand charges make up a large share of the electricity bill of 

microgrids (Cardoso et al., 2013; Marnay et al., 2012), we additionally find that these are also a decisive 

determinant of the performance of operational strategies. While proactive and reactive strategies differed 

by only three percent regarding energy cost in our analysis, they differ by up to sixty percent regarding 

demand charges. Hence, a good operational strategy is mainly determined by its ability to keep demand 

charges low. Furthermore, we showed that for operational strategies to obtain this ability, the microgrid 

needs to be equipped with sufficiently large energy storage and, in case of the proactive strategy, needs to 

be parametrized correctly regarding the control horizon. 

Second, few prior works have analyzed the impact of varying levels of forecasting errors for both demand 

and generation, finding mostly linear relationships between forecast uncertainty and performance (e.g. 

Nease & Adams, 2014). Unlike Nease and Adams (2014), we find that the impact of forecast errors can 
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be highly non-linear and non-monotonous. We also find that under specific conditions, forecast errors of 

generation and demand can offset each other. By showing that demand charges, in combination with 

forecast uncertainty, are responsible for these sudden performance spikes and slumps, we provide 

evidence for the reasoning of Oh et al. (2015) and Wu and Guan (2013), who explicitly excluded demand 

charges to avoid such detrimental behavior. Moreover, we show that, apart from demand charges, the 

impact of uncertainty is also influenced by tariff parameters. During the times of the day at which 

electricity tariffs change time-of-use periods, microgrid performance is particularly vulnerable to forecast 

errors.  

Third, it is known that the performance of model predictive control, as applied by our proactive strategy, 

suffers from forecast errors within the control horizon and that such policies are therefore rather applied 

to problems with short control horizons to mitigate the impact of uncertainty (e.g. Weitzel & Glock, 

2018). Our work constitutes one of the very few approaches that compares different control horizons. 

Contrary to common best practice, we find that under real-world conditions longer control horizons can 

enhance the performance of look-ahead policies. By extending the control interval from 15 minutes to 24 

hours, we are able to increase the operational performance by about thirty percent. Even though forecast 

accuracies decrease with longer control horizons, maintaining long control horizons leads to better 

performance. Because of the escalating impact of forecast errors on demand charges during re-

optimization, it is advisable for the proactive strategy to follow its initial decisions rather than re-

optimizing them as soon as updated forecasts become available. 

Fourth, by varying microgrid configurations and forecasting errors, we provide detailed guidance for 

research and practice on what kind of operational strategy is advantageous in a variety of settings, well 

beyond our Californian showcase. The proactive strategy economically outperformed the reactive strategy 

in most cases; yet, under short control horizons or under poor predictability of PV generation and 

demand, the reactive strategy can perform better. Above all, the reactive strategy may also be a 

reasonable choice when other objectives matter as well. For instance, the strategy was better able to 

utilize local renewable generation and it may also be preferable for security reasons, since it does not 

require communication with external sources. 

Apart from contributing to microgrid research, our work also provides guidance for microgrid 

management with respect to microgrid configuration, contract choice, and information provision. When 

deciding about how to configure a microgrid, decision-makers have to take the envisioned operational 

strategy and forecasting uncertainty into account. While larger PV capacities cause operational costs to 

decrease steadily regardless of the strategy, the benefits of larger battery capacities depend on the 

operational strategy. The proactive strategy is able to benefit from larger capacities than the reactive 
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strategy. Furthermore, the perfect information benchmark demonstrates that under high predictability of 

generation and demand even larger battery capacities can provide additional benefits. When negotiating 

contracts with the operator of the main grid, our work shows that microgrid decision-makers should aim 

for tariff either without (with few) demand charges or with low rates for demand charges. Lastly, our 

work highlights the importance of providing information about demand and supply to the microgrid 

operational control systems. Even if this information only results in a small improvement of the accuracy 

of forecasting algorithms, this may lead to substantial savings because of the pronounced effect of 

forecast errors on demand charges.  

While our analyses led to many insights on microgrid operation, there are also several promising areas for 

future research on the interplay between real-world conditions and operational strategies. First, our 

proactive strategy performed reasonably well under a large variety of parameter settings, and both 

strategies cover frequently applied solution algorithms. Nevertheless, there are certainly more techniques 

available to solve the microgrid operational problem under uncertainty, such as Markov decision 

processes or fuzzy optimization approaches. Since real-world conditions have rarely been studied, there is 

much room left to explore the performance of alternative solution techniques. Second, we evaluated the 

impact of constant forecast errors over the course of a day or during a certain time-of-day. While such 

constant biases in forecasts are realistic, e.g. in the case of wrongly predicted cloud coverage for PV 

generation, it may be worthwhile evaluating the impact of non-biased forecast errors, such as a white 

noise signal of varying magnitude. Third, we found that the tariff scheme, particularly time-of-use periods 

and demand charges, has an important influence on the performance of strategies. We studied a typical 

tariff structure and there is evidence that the observed behavior also occurs under other tariffs. However, 

the specific impact of other tariff configurations on microgrid performance remains to be studied. Fourth, 

it may be worthwhile to investigate a microgrid equipped with other technologies, such as controllable 

generation devices (e.g. biomass generation). Controllable devices may be better suited to mitigate the 

impact of forecast errors, demand charges and other characteristics of real-world operating conditions. 

Finally, our work focuses on the economic performance of microgrids. Evaluating the effect of 

operational strategies regarding other (or multiple) operational objectives under real-world conditions is 

another possible avenue for future research. 
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APPENDIX A: LOAD FORECAST 

A.1 Fast Fourier Transform (FFT) 

Algorithm 1 summarizes the FFT-based algorithm for the load forecast in pseudocode. The algorithm 

employs the fft-function from the stats package in R3 and uses a day-of-week-specific training set of 

observed load data ὒ to predict the load ὒ. Because of its recurring patterns, the historical load data can 

be perceived as a sum of sinusoids with different frequencies. In line 1 of Algorithm 1, the Discrete 

Fourier Transformation is computed using the fft-function from the aforementioned package, which 

determines the magnitude of the contribution of each possible frequency to the pattern observed in ὒ. In 

line 2, all but the ὲ highest magnitude values are set to zero. Thereby, the dataset is effectively cleaned of 

noise with only the most relevant parts of the pattern persisting. In line 3, the adjusted magnitude values 

are then used as input for the inverse fft-function, which turns the persisting frequencies into 

corresponding load values ὒ. As ὒ is of the same length as ὒ, only a selection of values corresponding 

to 24 hours is used for the next-day forecast. Since higher values of ὲ increasingly overfit the forecast to 

the training data set, we evaluated various values and eventually settled for ὲ υ. 

Algorithm 1. Load forecast using Fast Fourier Transformation 

Input: Day-of-week-specific training set of observed load data ὒ 

Output: Day-of-week-specific load prediction ὒ 

Method: 

1  ÍÁÇÎÉÔÕÄÅÓᴺÆÆÔὒȟÉÎÖÅÒÓÅ&!,3% 

2  Set all but the ὲ largest values in magnitudes to 0 

3  ὒ ᴺÆÆÔÍÁÇÎÉÔÕÄÅÓȟÉÎÖÅÒÓÅ425% 

 

A.2 Gaussian Process (GP) 

The Gaussian process uses the observed loads ὒ of the past 48 hours as a training set in order to predict 

the load ὒ of the following 24 hours, 

ὴὒ ὒ ὔ‘ȟ ,  (A2.1) 

where ὔϽ denotes a multivariate Gaussian distribution with mean function ‘ ὑ ὑ  „όὍ ὒ 

and covariance matrix    ὑ  ὑ ὑ „Ὅ ὑ „όὍ. Ὅ denotes the identity matrix, „ό the noise 

parameter, and ὑ  
ὑ ὑ

ὑ ὑ
 the covariance matrices within and between the training and to-be-

                                                      
3 See https://stat.ethz.ch/R-manual/R-devel/library/stats/html/fft.html for details. 

https://stat.ethz.ch/R-manual/R-devel/library/stats/html/fft.html
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predicted observations. To model the covariance between two observations recorded at ὸ and ὸ, we use 

the periodic kernel,  

Ὧ ȟ Ὡ
Ȣ   ό

ȟ  (A2.2) 

to take into account the daily periodic patterns of the load. We set the period length  to one day and „

πȢπρ. We fit the model using the Python framework by Matthews et al. (2017).   

APPENDIX B: PV FORECAST 

B.1 Regression 

According to Masters (2004, p. 412), the clear-sky direct beam radiation is captured by Equation (B1.1), 

in which ὃ, the apparent extraterrestrial flux, and Ὧ, the optical depth, are parameters that vary only 

slightly in the short run (by less than one percent within 24 hours) and are taken as constant.  is the 

altitude angle of the sun. 

Ὅ ὃὩ  
 (B1.1) 

Since direct radiation usually accounts for a substantial majority of total irradiance, we ignore diffuse and 

reflected radiation for the derivation of a basic regression model. Hence, we assume that ὖὠ  ͯ Ὅ . 

In the interval ᶰπȢπυȟπȢωχυ (we set expected generation to zero for angles less than 0.05, since it is 

either night or early dawn/late dusk), we can approximate ÌÎÓÉÎ  as ὴȾÓÉÎ ή, with ὴ and ή as 

some constants, particularly with ὴ ͯ πȢρψ, yielding 

ὖὠ  ͯ ὃ Ὡ ȟ  (B1.2) 

which in turn translates to 

ὖὠ  ͯ ὃ ÓÉÎ ᾀȟ  (B1.3) 

with ᾀ ὃ Ὡ . As Masters (2004, p. 412) points out, Ὧ varies between 0.142 and 0.207. With ὴ ͯ πȢρψ, 

the exponent is very close to 1 (given the short term relevance of our model, we can even set ὴ Ὧ and 

still find a ή that provides a good approximation), such that: 

ὖὠ  ͯ ᾀ ὃÓÉÎȢ  (B1.4) 

This relationship can be estimated through a linear model, since the solar altitude can be calculated for a 

given time and location. 

B.2 Gaussian Process (GP) 



 

33 

 

We define ὖὠ as the to-be-predicted PV output for the following 24 hours using the observed output ὖὠ 

from the past two days as the training set and replace Equation (A2.1) with  

ὴὖὠὖὠ ὔ‘ȟ .  (B2.1) 

The remaining procedure follows Appendix A.2. 

APPENDIX C: BUSINESS CASE ANALYSIS 

Section 4 shows that microgrid operation using either the proactive or reactive strategy results in 

considerable savings in comparison to the legacy power system (as represented by the legacy strategy) in 

terms of operational cost. We now analyze whether these savings are sufficient to justify initial 

investments into the required microgrid technology.   

Taking the results of the base case in Table 7 as a starting point, the cost savings from the microgrid 

technology, i.e. the cost differential between the proactive (reactive) and legacy strategy configurations, is 

130,000 USD (30,000 USD) per year. To realize these gains, investments in the on-site battery and smart 

metering infrastructure must be made. In addition, for the proactive strategy, the OCS must be financed. 

The current market price for battery energy storage is approximately 176 USD per kilowatt-hour (Goldie-

Scot, 2019). Hence, the market price for a one megawatt-hour battery as used in our study would amount 

to approximately 176,000 USD. The lifetime of current batteries ranges between 5,000 and 10,000 

charging cycles (Carnegie, Gotham, Nderitu, & Preckel, 2013). Since the battery in our study executes 

fewer than two cycles per day on average, an investment horizon of ten years is certainly reasonable. The 

cost of the battery dominates the investment decision, as the smart PV inverters to measure and control 

PV generation cost around 2,000 USD per unit, i.e. 20,000 USD for an installation of five megawatts. The 

smart meter at the point of common coupling costs around 1,000 USD, for an overall investment cost of 

197,000 USD. Based on the feedback from the project consortium involved in the microgrid 

implementation, software for microgrid control and operation can be provided as a service at around 

2,000 USD per year. 

Hence, an initial investment of 197,000 USD must be compared to net annual gains of 128,000 USD for 

the proactive strategy (annual savings corrected for software costs) and 30,000 USD for the reactive 

strategy. Assuming an annual discount rate of five percent, investments would be recovered within less 

than two years in the case of the proactive strategy and less than nine years in case of the reactive 

strategy—in both cases within the investment horizon. For the proactive strategy, this result—a positive 

investment decision—is very robust to higher discount rates or lower annual cost savings, which may be 

present in areas that are less consistently sunny than the microgrid site studied in this paper. For the 

reactive strategy, less favorable circumstances may render the investment non-profitable. However, the 
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benefits of both plans will increase with the sharp decrease in battery costs expected over time (Goldie-

Scot, 2019). 

 




