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Lab Norm: Automated Clinical Lab Data Normalization  

Rob Wynden, BSCS1, Donna L. Hudson, PhD1 
1UCSF, San Francisco, CA 

Abstract 

Within the CTSA (Clinical Translational Sciences 
Awards) program academic medical centers are 
tasked with the storage of clinical laboratory data 
within an Integrated Data Repository (IDR) and the 
subsequent exposure of that data over grid computing 
environments for hypothesis generation and cohort 
selection. Lab data that is collected from multiple 
machines over long periods of time from many labs 
and across multiple institutions requires 
normalization before data sets can be aggregated 
and compared.  However, lab data normalization is 
difficult when published reference intervals are not 
always reliable and when the lab data collected is not 
always normally distributed. This paper sets forth a 
proposed solution to the challenge of generating 
derived aggregated normalized views from large, 
distributed data sets of clinical lab data intended for 
re-use within clinical translational research. 

Background 

Cross-institutional lab data normalization constitutes 
a severe challenge for realizing the goal of large 
aggregated data sets organized for the purpose of 
supporting clinical translational research. 

The standard yardstick for measuring the site-specific 
variability in lab data is the reference interval [1] 
(often referred to as the reference range).  However, 
serious concerns have been exposed related to the 
published reference intervals for lab data [2].  Due to 
issues related to cost and complexity laboratories and 
manufacturers do not typically conduct reference 
interval studies but instead rely on historic reference 
interval studies based on different populations of 
patients and previous versions of lab protocols. To 
avoid costly calibration, some laboratories choose to 
only verify the reference intervals published by 
manufacturers or by another laboratory. Furthermore, 
the companion inclusion and exclusion criteria used 
for selecting healthy patients are not usually 
published for reference studies and no standards exist 
that describe the statistical methods to use for the 
analysis of reference interval study data [2]. Due to 
this variability in reference range per instrument and 
lab, evaluating similar results across labs is often not 
possible. 

One approach to automatically accounting for the 
variability in reference study results would require a 

computable format for study design, but that standard 
format does not yet exist [3]. 

On the CICTR (Cross Institutional Clinical 
Translational Research) grant and the Distributed 
Biobank for Rare Disease (DBRD) we have been 
tasked to support query-by-value over distributed 
grid-computing environments for aggregated large-
scale databases containing lab data.  A distributed 
query of that nature requires that lab data to be 
normalized.  But that normalization process is reliant 
on the availability of accurate reference intervals for 
lab data and on the symmetric or asymmetric nature 
of the distribution of that lab data [7].  Additionally 
reference intervals specific to particular diseases have 
been requested [8] but currently reference intervals 
are rarely if ever calculated based on diagnosis. 

This paper will extend previous work by Katayev [2] 
et.al. and Karvanen [3] to propose a comprehensive 
framework for the normalization of clinical lab data 
running on the Health Ontology Mapper [4] (HOM) 
platform within the i2b2 [5] Integrated Data 
Repository platform and accessed over the SHRINE 
[6] (Shared Health Research Information Network) 
grid computing environment. 

Automated Reference Interval Generation 

The automated generation of reference interval 
proposed by Hoffman [9] et.al (in 1963) was 
restricted to outpatient data analyzed at a large 
contract lab facility.  However, the availability of the 
IDR offers an advantage for the automated generation 
of reference intervals that is not available within the 
databases of large contract labs.  Since the IDR 
contains the intersection of a large number of clinical 
data sources it is possible to select patient lab data 
that is dependent on the presence or absence of 
specific diagnosis (ICD-9) codes.  As such the 
posteriori selection of patients can be restricted to 
those that are considered “normal” for the automated 
calculation of reference intervals.  By leveraging this 
additional information we can automatically generate 
multiple reference intervals (for each ICD-9 code) 
within an inpatient hospital setting. 

Lab data will be automatically loaded into the IDR 
via the Health Ontology Mapper platform in a raw 
and un-translated state.  Once loaded a HOM instance 
map named Lab Norm will provide a best-fit 
translation of the imported analyte values resulting in 



   
 

a set of automatically generated reference intervals.  
The analyte values selected for line fitting will be 
chosen at random from within the IDR and based on 
diagnosis (IDC-9) codes indicative of “normal” 
patients. 

Lab Norm will then translate the lab data again into a 
normalized space relative to the appropriate reference 
interval for each analyte measurement and the 
derived results will be added back into the i2b2 IDR.  
The Lab Norm system proposed here runs in a 
completely automated fashion.  Manual steps are 
required for quality control and system monitoring 
but the normalization of lab data imported into the 
IDR is handled as an automated background process. 

Finally that normalized lab data will be exposed over 
the SHRINE data grid for cross-institutional query 
and aggregation on the CICTR Grant. 

The statistical method used for reference interval 
generation will be as follows: 

1)  Outlier Detection  

Outliers are first eliminated via the Chauvent Criteria 
[11], which removes any data whose probability of 
occurrence is less than 1/(2N).  The probability is 
calculated as follows: Each suspect datum value 
differs from the mean and that difference is then 
compared to the normal distribution function to 
determine the probability that a given value will be 
the same as the suspect datum value. 

The HOM interpreter supports data transformation 
based on R scripts.  Specifically in R: 

origData<-read.csv("/Users/robwynden/Desktop/Lab Norm 
Supportin Docs/TestLabDataJustLipidPanelValues.csv", 
header=TRUE) 

%chauv(origData, x, good=labData, bad=theBad); 
proc means data=labData; run;  

	  
2)  CF Calculation 

The Cumulative Frequency (CF) for each lab test 
result is then calculated as follows: 
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ixF = ixCount
totalCount *100% 
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Specifically in R: 

duration=labData$Value 

 

breaks=seq(min(duration) +0.5, max(duration)-0.5, by=0.5) 

duration.cut=cut(duration,breaks,right=FALSE) 

duration.freq=table(duration.cut) 

cumfreq0=c(0, cumsum(duration.freq)) 

3)  Fitted Regression Line  

Then we specifically select the linear portion of the 
data set.  Instead of using a manual inspection of the 
data as in Katayev et.al. [2] an automated regression 
line algorithm is employed. 

a. An R script will be executed that generates the 
regression line for our input data set. 

b. Using these commands in R: 

plot(cumfreq0, breaks, main="Fitted Regression Line", 
ylab="Analyte Value (LDL mg/dL)", xlab="Cumulative 
Frequencies") 
rn<-rnorm(cumfreq0, max(cumfreq0)/2, sd=14) 
fit<-
lm(breaks~cumfreq0,subset=min(rn):max(rn),weights=rn) 
summary(fit) 
abline(fit) 

 
4)  Linearity Threshold Detection  

 
In Katayev et.al. [2] a linearity threshold based 
algorithm is employed to detect the optimal location 
of the upper and lower bounds of the regression line. 
The linearity threshold method required the manual 
visual inspection of the results of the line-fitting 
algorithm.  Alternatively the detection of the linearity 
threshold in Lab Norm will be completely automated. 

In order to speed the processing of a potentially large 
amount of lab data we will re-use the standard error 
values already generated during the regression line 
generation as the basis for a prediction of likely 
future lab values. 



   
 

Prediction Interval:  

stdErrors<-as.list(summary(fit)$coefficients[,2]) 

 
pred <- predict.lm(object=fit,new,interval="confidence") 

 
dfit<- data.frame 

(cumfreq0,breaks, 

fttt=pred[,1],lwr=pred[,2],upr=pred[,3]) 

library(ggplot2) 
ggplot(data=dfit)+geom_point(aes(x=cumfreq0,y=breaks))
+geom_line(aes(x=cumfreq0,y=fttt))+geom_line(aes(x=cu
mfreq0,y=lwr),color='blue')+geom_line(aes(x=cumfreq0,y
=upr),color='red')+scale_x_continuous('Cumulative 
Frequency') + scale_y_continuous('Analyte Value (LDL 
mg/dL)')+opts(title=’Prediction Interval') 

 
Regression Boundary Detection:  

a) In Katayev et.al. [2] the minimum and maximum 
values for the RI (Reference Interval) were hard-
coded at a fixed distance from the visually 
observed boundaries. 

Alternatively to support automation, the 
intersection of the confidence interval and a 
locally weighted regression line is used to 
determine the interval boundaries. 

Locally Weighted Regression Line: 

wlowess <- lowess(breaks~cumfreq0,f=.2) 

plot(cumfreq0, breaks, main="Fitted Regression 
Line", ylab="Analyte Value (LDL mg/dL)", 
xlab="Cumulative Frequencies") 

lines(wlowess) 

 
Prediction and Weighted Intersection:  

The automatically generated reference interval 
maximum and minimum values are defined as 
the intersection of the weighted regression line 
(which follows the trend of the cumulative 
frequency closely) and the prediction interval. 

For some lab test types the slope of the fitted 
regression line may be negative.  The FIRST 
intersection discussed below is defined as the 
intersection with the lowest analyte value.  This 
will result in the proper identification of both the 
minimum and maximum values regardless of the 
slope of the fitted regression line. 

1) The maximum value of the reference 
interval is the LAST intersection of the 
weighted regression line and either 
prediction interval line. 

2) The minimum value of the reference interval 
is the FIRST intersection of the weighted 
regression line and either prediction interval 
line.  

By bounding the Fitted (regression) Line by 
these minimum and maximum values we are 
then able to establish an automatically generated 
Reference Interval. 

In the test case shown above: 

0 <= Low < 30.2 

30.2 <= Reference Interval < 125.8 

125.8 <= High < infinity 

MediumLow & MediumHigh Regions: 



   
 

Traditional manual lab data binning methods 
place and unwarranted confidence on the 
transitional region between the Low, Normal, 
and High ranges for lab data.  Therefore this 
technique will seek to introduce a new automated 
annotation regime.  Instead of the manual 
annotation of lab data as Low, Normal and High, 
this method will add additional automated 
annotation (binning) into the categories 
MediumLow and MediumHigh.  These medium 
scale bins will be allowed to overlap with the 
traditional Low, Normal and High bins. 

These new Medium weight regions are 
constructed as follows: 

1) The Fitted Regression Line defined above is 
divided into 100 equally spaced discrete 
regions regardless of the density of the 
underlying data from 0 to the maximum lab 
value. 

2) The data values are then aggregated into 
these 100 fixed sized regions by calculating 
the average value within each of these 
regions, resulting in 100 analyte value 
averages spread across a spectrum of 0-100 
regions. 

3) The Bayesian function PKIDiscretize, that 
was developed for the Weka machine-
learning platform, is then called to create 
bins.  PKIDiscretize discretizes numeric 
values based on equal frequency binning 
[14].  The number of resulting bins is equal 
to the square root of the number of non-
missing values. 

weka.filters.unsupervised.attribute.PKIDiscr
etize  
 

 

 
With all data organized into a range of 100 
slots Weka PKIDiscretize gives us 10 bins. 
 
Our bin range is:  
 (201-14) /  10 = 18.7 per bin. 
 

4) The minimum and maximum values defined 
for the Intermediate Reference Interval are 
then located inside of 2 of the bins returned 
by the PKIDiscretize function. 

The values in the Prediction and 
Weighted plots above intersect at 
30.2 and 125.8 mg/dL.  Those 
values fall  within bins 1 and 9 in 
the above graph. 
 

5) The boundaries associated with those 2 bins 
are then used as the boundaries for the 
MediumLow and MediumHigh regions.  

1) The MediumLow region is defined as 
the top 80% of the lower bin. 

2) The MediumHigh region is defined as 
the bottom 80% of the upper bin. 

The value of the MediumLow and 
MediumHigh regions do not shift the values 
of the existing Low, Normal and High 
regions.  These are new attributes that are 
added to the traditionally generated values. 

For example a lab value could be labeled as 
both MediumHigh and High. 

In the previous example our regions are: 

(.2*46) <= MediumLow < 46 

119.5 < MediumHigh < (168-119.5)*.8 + 119.5 

With the establishment of an automated 
annotation system, and a regression line with a 
well-defined and consistent minimum and 
maximum value we then have an automatically 
generated reference interval. 

Automated RI Generation Results:  

30.2 <= RI < 125.8 

40 <= Lab’s Reported RI < 130 

0 <= Low < 30.2 



   
 

125.8 <= High < infinity 

9.2 <= MediumLow < 46 

119.5 <= MediumHigh < 158.3 

5)  Normalization  

With the calculated RI values the analyte data can 
now be normalized.   

a. First the analyte data are separated based on the 
sex of the patient into female and non-female sub-
sets.  This is done because it is well known that 
some lab tests will show a normal distribution 
only when separated in this fashion. 

b. For each sub-set we then calculate the standard 
deviation.  If both subsets of analyte data have a 
low standard deviation (and a normal 
distribution), then we will assume the entire set 
is composed of location-scale [7] family 
measurements.  If either of the sub-sets has a 
large standard deviation (it is higher than the 
mean and therefore skewed) then the entire set is 
assumed to be composed of scale [7] family 
measurements. 

c. For location-scale [7] family data the 
normalization function used is: 

€ 

s = sL + (x − xL ) sU − sL
xU − xL

 

Where L and U are the lower and upper bounds 
of the range of the reference interval and S refers 
to the reference standard measure.   

It has been suggested that the reference standard 
used for lab data normalization should be based 
on the results of Laboratory Proficiency Testing 
[10].  Lab proficiency testing organizations 
publish arithmetic means for a wide variety of 
lab tests and disease states.  Since individual 
laboratories seek to align their internal quality 
metrics with the mean values published for 
proficiency testing, those same mean value 
metrics are ideal for the establishment of a 
reference standard for lab data normalization.  
The Lab Norm system will base its initial 
normalization standards on the CAP Surveys 
published by the American Association of 
Pathologists. 

d. If any of the normalized location-scale [7] data 
is determined to have a negative value, then all 
calculated location-scale normalized data points 
will be abandoned, a non-fatal warning message 
(a scale family reset warning) is appended to 
the HOM log file and the algorithm will then 

continue forward on the assumption of scale 
measurement [7]. 

Quality Control follow-up following the 
unsuccessful normalization of location-scale [7] 
data (as indicated by a scale family reset warning 
message) will be a manual process of inspection 
of the HOM log files. 

e. For scale family [7] data the normalization 
function used is: 

€ 

s = x sU
xU  

f. Lab Norm will also support a scale [7] 
family over-ride flag.  This parameter will allow 
quality professionals to request an over-ride that will 
force specific types of lab data to be treated as scale 
[7] family measurements.  This activity may be 
appropriate following the detection of a scale [7] 
family reset-warning message as shown in the HOM 
log file. 

Once normalized the lab data is then stored back into 
the IDR to enable aggregation over the SHRINE 
network and to allow query-by-value when using the 
i2b2 Eclipse client. 

Conclusions 

LabNorm is a proposed automated system that can 
generate reference intervals from their underlying 
data even when drawing information from a clinical 
EMR.   Once reference intervals are generated, all lab 
data values are then automatically normalized to 
enable the storage of comparable values within the 
IDR.  Normalized lab data can then be aggregated 
and queried over a distributed grid-computing 
platform. 

The results of the automated reference interval 
generation are shown above.  Using a subset of the 
clinical lab data collected for the CICTR grant, these 
methods were tested.  The resulting automatically 
generated reference interval is substantially similar to 
the reference interval reported by the clinical lab.  
This suggests that further exploration of these 
techniques is warranted using large quantities of 
clinical lab data. 

Next Steps 

1) Although the fitted regression line generated 
with these methods is acceptable, an improved 
line fit may be possible.  An attempt will be 
made to use machine-learning techniques to 
adjust the weighting of the generated regression 
line and that should result in a better fit. 



   
 

2) The method documented here selects middle 
range regions using 10 bins (that are the result of 
a call to PKIDiscretize).  Although the resolution 
provided by 10 bins is functional it may be 
possible to improve the characterization of the 
transitional regions (between the normal and 
middle range regions) by increasing the number 
of resulting bins to 100. 

3) Future work on LabNorm will include using this 
technology on the CICTR (Cross Institutional 
Clinical Translation Research) grant lead by the 
University of Washington.  That follow-up work 
could provide validation for these techniques on 
large quantities of clinical lab data. 

4) Future work on LabNorm will include the 
generation of disease specific reference intervals.  
Additionally Chuang-Stein [8] has suggested the 
creation of clinical study specific reference 
ranges.  With the advent of the IDR, and the 
possibility of including CTMS (Clinical Trial 
Management System) data within the IDR, it is 
now possible to generate clinical study specific 
reference ranges.  Additionally by offering 
further support to Sim et.al. [3], on the HSDB 
(Human Studies Database Project) the generation 
of study specific reference ranges could be 
combined with the ontology of study design 
(OCRe) to further enable the secondary use of 
lab data collected in the course of clinical trials. 
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