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The cheap versatility of modern embedded systems is being harnessed to attack

sprawling tasks with teams of cooperating machines − infrastructure monitoring,

automated patient health monitoring, and the management of cyber-physical systems

are some prime examples. Parallel advances in networking technology, particularly

MIMO signal processing capabilities, facilitate wireless tracking and localization for

coordination of physical activities among independent nodes. As these technologies

enter wider markets, they inevitably become targets of malicious adversaries, and the

ability to detect and mitigate attacks becomes necessary. In many applications, the

ix



ability to securely determine the location or proximity of one entity relative to another

is important for maintaining system security. This work concentrates on a specific

and relatively new RF-based localization scheme called Received Signal Strength

Ratio (RSSR). Derived from a more primitive signal-strength-based localization

technique, RSSR takes the ratio of signal strength measurements at 2 (or more)

receivers to determine the distance of a transmitter from the device. This construct

has attracted interest for its potential utility in securing ad-hoc networks and body-area

networks. However, researchers proposing RSSR as the backbone of proximity-based

authentication systems have not thoroughly considered certain realistic attacker

capabilities. In this work, we present a threat model that characterizes the security

of an RSSR-based proximity authentication system in more detail than previous

research; describe a generic attack on the security of such systems; and discuss a set

of mitigation strategies that ultimately restore the effectiveness of RSSR as a secure

distance and proximity verification scheme.
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Chapter 1

Introduction: The Importance of

Secure Localization

Embedded systems are getting cheaper and more versatile every day. New

application domains such as the Internet of Things, which comprises applications

such as smart homes and smart cities, infrastructure monitoring, automated patient

health monitoring, cyber-physical system management, and mesh networks, aim to

exploit these increasing capacities to automate ever more complicated tasks with

teams of cooperating semi-autonomous machines. The parallel advance of wireless

technologies enables these machines to coordinate their individual activities without

physical contact. In particular, increasingly capable Multiple-input Multiple-output

(MIMO) signal processing technologies not only increase the speed with which nodes

on a wireless network communicate, but also increase the ability to reliably measure

properties of incoming signals, such as amplitude and angle of arrival, that help a

system locate a transmitting entity. When executing an IoT application, measuring the

position of various network nodes, which may be moving and which may be required

1



2

to operate in various and dynamic environments, is important for coordinating and

executing tasks.

As we integrate these systems ever more intimately and ubiquitously into our

everyday lives, and as the applications are applied in ever more challenging and high-

stakes environments, these systems inevitably become targets for malicious adversaries,

and it becomes necessary to design systems so that they are resilient to attacks. A

smart-home security system should not be able to be deactivated or tampered with

from outside the home. A medical implant should not accept configuration commands

from anyone other than an authorized doctor or the patient. Neighbors on an ad-hoc

network should not be able to read our confidential data that they forward on our

behalf, and stranger nodes should not be able to pass as neighbors we have previously

vetted as trustworthy.

Every aspect of these systems requires special scrutiny in order to guarantee

the security of the overall system. But the above examples highlight a common

requirement, and the security trait we focus on in this work − being able to determine

the location of a transmitting node in each of these three cases can help one device

decide whether or not to trust another device or an individual transmission. More

generally, the position or proximity of one node relative to another may be intimately

tied with the permitted actions it may take within the system.

This observation has spurred a wide body of work, and a multitude of techniques

for determining aspects of the location of network nodes have spawned to tackle this

problem. Most of them involve individual nodes making measurements of various

physical properties of incoming signals, such as signal amplitude, time of arrival and

signal phase, and combining these measurements to obtain a network-wide consensus
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on the likely location of a node. We summarize many of these techniques in section

2.2. It is important to note that in many cases, nodes must often make proximity and

location judgments independently of other nodes. The formation of ad-hoc networks

is one such application − nodes often cannot assume a priori that other nodes are

trustworthy, especially when first joining a network or deciding whether to trust a

newly entering node. In such situations, a node has to make decisions based on its

own data, which tends to be much less precise than when it can pool its measurements

with an array of other nodes, and thus the boundary within which distance or position

measurements are deemed acceptable is much shorter and more conservative. These

are the applications and situations which we focus on most in this work.

In the next subsection, we briefly describe one specific technique that enables

nodes to make independent proximity and direction judgments, the RSSR scheme.

This scheme and its security are the focus of this work.

1.1 Motivations and Contributions of this Work

One classical technique for gauging the proximity of a transmitter to a receiver

is to measure the received signal strength of the transmission, and use this measurement

to infer the transmitter’s distance. This strategy suffers from a number of drawbacks,

which we discuss in section 2.2, which make this method both unreliable and insecure.

A recently proposed enhancement of this technique is called Received Signal

Strength Ratio (RSSR). Instead of measuring an incoming transmission’s amplitude

at a single location, a node will measure it at two antennas separated by a known

distance, and measure the ratio of the signal strength at each one (or the difference,

depending on which units are measured). As we will see in chapter 3, this measurement
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is oblivious of the absolute amplitude of the incoming signal, making it more reliable

and resilient to an amplitude-spoofing attack. Also, not only does this method provide

the system with a sense of a transmitter’s proximity, but also its relative direction.

For these reasons, several researchers have recently proposed using RSSR as

the backbone of various proximity-based authentication schemes, including ad-hoc

device pairing and the admission of new nodes to body-area networks. The adoption

and implementation of this technique is still in its infancy, which makes this a crucial

time for the establishment of best-practices for taking accurate measurements, and for

comprehensively understanding the security guarantees such a scheme can be expected

to deliver, as well as weaknesses which designers should address in their systems.

The contributions of this work are as follows. We develop a formal, detailed

threat model describing the security that an RSSR-based scheme aims to provide,

as well as characterizing an attacker’s motives and capabilities. Our detailed threat

model makes apparent an attack vector that has not been addressed in any previous

literature on RSSR or its incorporation into proximity-based authentication schemes.

The description, analysis, and demonstration of this attack, the identification of

possible defenses against it, and the analysis of counterattacks against our proposed

defenses make up the body of this work. Overall, we aim to reassess the general

fitness of RSSR as a sufficiently secure measurement technique for implementing a

proximity-based authentication scheme, and the circumstances under which it can

and cannot robustly deliver the security guarantees that protocol designers would like

it to. Our analysis shows that the mitigation strategies that we propose, implemented

together, promise to significantly increase the resources an attacker must spend in

order to mount the attack we demonstrate.
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1.2 Organization of This Work

Our work is organized as follows. Chapter 2 begins with a survey of appli-

cations that make use of radio-frequency localization, and then surveys a broad set

of localization technologies, characterizing their strengths, weaknesses, and security.

Then, chapter 3 introduces the RSSR measurement scheme, describing how RSSR is

measured, the relevant physics of electromagnetic waves which allow nodes to infer

distance and direction from RSSR measurements, and explaining how this technique

mitigates the unreliability and vulnerabilities which naive RSS measurement suffers

from. We end this chapter with an enumeration of recent applications that have been

proposed which make use of RSSR to facilitate proximity-based authentication.

Chapter 4 then presents our formal threat model of an RSSR-based proximity

authentication system. Our threat model, which is more detailed than previous

analyses and includes attacker capabilities which have not been explored in previous

work, exposes a flaw in RSSR that ultimately makes it spoof-able by attackers despite

the elegant qualities which make it resilient against more basic attacks. We analyze

this attack against systems which have not been designed to be resistant to this attack,

and show that all applications that we describe in chapter 3 are vulnerable to the

attack. The last section of this chapter presents a proof-of-concept demonstration of

the attack mounted in a laboratory setting.

Following this, chapter 5 presents mitigation strategies against this attack,

characterizing the effectiveness of each defense by measuring the attacker’s required

power consumption relative to that required by a legitimate prover, the devices required

to defeat the countermeasure, and the cost of equipment required.

Chapter 6 concludes the work by summarizing the results of chapters 4 and 5,
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explaining their implications for the overall fitness RSSR-mediated proximity-based

authentication systems.



Chapter 2

Related Work

This chapter presents a survey of applications which have as a component

wireless radio-frequency-based localization. We then survey the most widely-used

technologies used to facilitate RF localization. While we give some attention to

many techniques, we mainly focus on those wherein the number of nodes available

for localization is highly limited, since we will ultimately be comparing them with

RSSR, which is typically deployed on a single node in a security setting. Since we

are interested in techniques for secure localization, we analyze the security against

positional spoofing that each technique affords. To our knowledge, no other paper has

presented the attack against RSSR that we present.

2.1 Survey of Applications using RF localization

Most of the applications that have node localization as a component are

“Internet of Things” type applications. Below, we summarize some of them. We pay

special attention to applications that have a security component.

7
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2.1.1 Commercial RF localization Applications

RF localization can be used to locate cell phones based on their proximity

to cell phone towers [1]. This can be useful for ambulance and law-enforcement

dispatchers to locate an emergency call from a mobile phone.

Advertisers can use location information to generate targeted ads to users

[2]. For instance, if a user searches for restaurants, ads for local restaurants can

be prioritized over others. The same techniques can be used by companies to offer

location-based rates for certain services in order to maximize competitive advantage

based on prices of similar services nearby.

Localizing the source of a transmitter in indoor environments can be a vital

utility for locating staff, patients, and medical equipment in hospital environments.

Using the same tracking techniques, manufacturing plants and warehouses can track

important equipment and ensure that inventory is stored at an appropriate location

[3].

Hospitals, police stations, and fire stations can use location tracking to locate

and direct the movement of fleets of vehicles automatically and efficiently [4]. Similarly,

self-driving cars can use radio-location to track their location relative to traffic signs,

highway off-ramps, and other vehicles on the road [6].

2.1.2 Secure Localization Applications

Using RF localization techniques for enhancing the security of systems raises

the bar for reliability and resilience against spoofing. Below, we list a few potential

security-oriented RF localization applications.

Network attackers interfere with the communication of other nodes on the
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network to compromise the confidentiality and integrity of transmitted data. The

ability to locate a device responsible for a specific transmission can assist in the

detection and removal of malicious nodes [7].

Networks can also impose location-based access to certain devices and files [5].

This could be useful for protecting access to devices based on the current location of

either the computer or its user relative to the computer. Access to the device could

be contingent on the user’s proximity to the device, or on the fact that the computer

is inside the room it expects to be in.

Biomedical security researchers have taken a keen interest in secure localization

techniques to control access to devices in body-area networks, such as wearable and

implantable health monitors which should only be accessed by a doctor or the patient.

Some proposals use RSSR as the backbone of the localization protocol, so we discuss

these in later sections.

2.2 Radio-Frequency Localization Technologies

Some techniques that enable single nodes to locate the source of incoming

transmissions are nearly as old as radio-frequency communication itself. One simple

technique is to measure the received signal strength (RSS), and, based on a known

transmission power, infer the distance by calculating how far the signal would need to

travel in order for the receiver to experience the observed attenuation. This enables

distance-finding, but direction inference would require 2 more antennas (if transmitters

are confined to 2-dimensional environments). A complementary technique is to receive

the signal using a spinning loop antenna, which experiences a null signal in the

direction perpendicular to the plane of the antenna. So when the signal disappears,
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the direction can be inferred, and two of these antennas allow triangulation of the

source.

RSS measurement is problematic for a number of reasons. First, distance isn’t

the only factor that affects it. Signal polarization and antenna gain also affect it,

which hinder the reliability and security of the system respectively. All an attacker has

to do to spoof proximity is to increase the power of their transmission, either through

a higher-power transmitter or a high-gain wave focusing design. Triangulation with

loop antennas is more reliable, and slightly less susceptible to attack, although an

attacker with two antennas could possibly spoof a false null in a direction of their

choosing while covering up the true null, using a pair of antennas at perpendicular

positions relative to the receivers, depending on how the antenna position changes

over time. The fact that the antennas need to be able to rotate introduces some minor

complications as well.

One provably secure method for measuring distance, proposed by Brands and

Chaum [8] and which we will call RF-timing, is a challenge-response protocol wherein

the verifier transmits a nonce to the prover, and the prover echoes it back as quickly

as they can. The prover can measure the time difference between its transmission

and when it receives the response, and multiply this by the speed of light to get the

transmitter’s distance. (The specific scheme proposed by Brands and Chaum requires

that the nonce be XORed with a pre-agreed-upon value.) This is secure because

the speed of light can only decrease in any medium, and therefore the response time

can only increase even if, somehow, an attacker has control of the refractive index

of the environment. This scheme currently suffers at small ranges, since specialized

hardware is needed to receive and demodulate and process the challenge and modulate
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the response, and extremely precise clocks are needed to measure the response time.

Also, accounting for the processing time of the verifier is non-trivial. Both of these

concerns will probably become less relevant with time, but for now, they continue to

present significant implementation challenges. A related scheme, the Echo protocol

[9], attempts to ameliorate these concerns by having the prover respond via ultrasonic

waves instead, which should still be secure given that the speed of sound is a constant in

most environments, and since sound is slower, the response time should be large enough

to measure sufficiently accurately without specialized hardware. Of course, integrating

extra ultrasonic transceiver hardware into existing systems imposes challenges of its

own.

Another method which has proven more practical is the measurement of the

Time Differential of Arrival (TDOA) [10]. In the abstract, two receivers compare the

time at which they start receiving a transmission. If the signals arrived at about the

same time, then the transmission is coming from a direction perpendicular to the line

L with the antennas as endpoints. If the arrival times are very different, then L points

towards (or away) from the transmitting source. Intermediate degrees of difference

indicate different angles of arrival (AOA). However, if the antennas measure these

times directly, the scheme suffers from the same problems plaguing the RF-timing

protocol scheme. Fortunately, the difference in time can be more accurately measured

indirectly via phase interferometry [11]. This method uses two antennas that are

within half a wavelength of the communication frequency to receive the transmission

simultaneously. The phase relationship of the two received signals can be much more

accurately measured than the times at which each signal arrived, allowing the setup

to accurately infer how much further one signal needed to travel compared to the
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other. Unfortunately, in order to get proximity estimates using any variant of TDOA,

two such setups are required to triangulate the source, requiring at least 4 antennas

overall (and this is only for 2-dimensional scenarios).

Another method which has seen less use is Near-Field Electromagnetic Ranging

[13]. This technique exploits near-field effects of electromagnetic waves emitted from

electrically short antennas. Specifically, the electric and magnetic components of the

wave are 90-degrees off from each other in the immediate vicinity of the antenna, but

end up in phase at about a third of a wavelength of distance. In between, the phase

relationship shifts gradually from the first extreme to the other. The exact value of

the phase offset can accurately indicate how far the receiver is from the transmitter,

at least within a third of a wavelength of the transmitter. While highly resistant

to spoofing, this technique works at very small ranges unless very low frequencies

are used, meaning that these capabilities cannot be efficiently integrated into many

mass-market electronics.

We’ll end this section by discussing body-coupled communication (BCC) [14].

This method is unique in that it is not used for communication between devices

separated by air or free space. Rather, as its name suggests, it uses the human body as

a transmission medium. While the paper we’ve cited describes two alternative methods

of body-coupled communication, we are interested mainly in the transmission-line

approach, wherein a device applies or receives signal through two electrodes directly

attached to the body. Thus, communication is restricted to devices attached to the

body. Off-body receivers will have a very difficult time picking up a signal transmitted

through the human body, and symmetrically, off-body transmissions do not conduct

well into the receiver’s body. This is a strong proxy for bounding the distance between
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a transmitter and receiver, since attackers typically cannot physically access a trusted

user’s body without making themselves conspicuous. Halperin et al propose using BCC

to secure a commercial insulin pump found to be vulnerable to wireless impersonation

attacks [15]. BCC has drawbacks similar to the Echo protocol, in that non-standard

transceiver hardware is required to enable communication.



Chapter 3

Introduction to Received Signal

Strength Ratio

In this chapter, we narrow our focus to the technique which is the subject of

this paper, RSSR measurement, which allows single nodes to independently make

proximity and direction measurements. We describe in detail how RSSR is measured,

the relevant physics of electromagnetic waves which allow nodes to infer distance

and direction from RSSR measurements, and the properties of this technique that

make it resilient against attacks on naive RSS measurement. We end the chapter

with a summary of several applications and protocols aiming to make use of RSSR as

the backbone of a proximity-based authentication scheme, motivating the need for

analyzing the security of RSSR in more detail, which we do in chapter 4.

14
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3.1 Relevant Electromagnetic Physics of RSS and

RSSR

A very generic model for how the received signal strength (RSS) of a signal

varies with distance from the transmitter is given below:

RSS = k1Ptp(d) (3.1)

where Pt is the power of a transmitter; k1 is a coefficient accounting for transmit-

ter/receiver gain and polarization effects stemming from the relative orientations of the

transmitter and receiver; and p(d) is what we will call the power-loss function, which

describes how the signal strength decays with distance (d) in a given medium. This

decomposition is useful because it separates the aspects of the signal strength that are

under the control of the prover and verifier (gain, orientation, and transmission power),

and properties of the environment that, presumably, neither entity has influence on

(p). The power-loss function p can be substituted with a mathematical model or with

an empirically generated lookup table, each tuned to a specific environment.

Ordinary RSS-based distance measurement is performed by solving the above

equation for d:

d = p−1(
RSS

k1Pt
)

The function p is typically invertible, since in virtually all environments, RSS de-

creases monotonically with increasing distance. Also, as we mentioned previously,

the transmission power, antenna gain, and antenna orientations must be known. In

a security context, an attacker can control some or all of these 3 properties and set
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∆ D1

D2 = D1 + ∆

TR2 R1

(a) (b)

Figure 3.1: (a) Two-dimensional RSSR Setup. (b) RSSR versus normalized
transmitter distance, where signal strength falls according to p(d) = 1

d2
.

them to their advantage.

To remedy this, RSSR augments RSS by measuring the signal strength at 2

antennas separated by distance ∆, as shown in Figure 3.1a. By taking the ratio of the

signal strengths at each antenna, k1 and Pt drop out of the equation, as shown below:

RSSR =
RSS2

RSS1

=
k1Ptp(D2)

k1Ptp(D1)
=
p(D1 + ∆)

p(D1)
(3.2)

Thus, control over the RSSR measurement is removed from the attacker, thwarting

the power-spoofing attack. Of course, inferring distance from RSSR values is more

complicated than for a single RSSR value. But for instance, under the popular log-

loss model for signal strength attenuation, wherein p(d) = 1/dα for some path-loss

exponent α, the expression simplifies to the following:

RSSR =
p(D1 + ∆)

p(D1)
=

(
D1

D1 + ∆

)α
(3.3)
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Figure 3.2: (a) Two-antenna RSSR contour map, p = 1/d2, receivers at
(0, 0) and (0,−1). (b) Three-antenna RSSR contour map, receivers organized
co-linearly. Figure from [16]. (c) Three-antenna RSSR contour map, receivers
organized in an L shape. Figure from [16]

This allows for simplification and solving for distance:

D1 =
∆ α
√
RSSR

1− α
√
RSSR

(3.4)

A graph showing RSSR vs. normalized distance D1

∆
for α = 2, which describes ideal

free-space electromagnetic propagation, is given in Figure 3.1b.

So far, we have confined ourselves to discussing a two-dimensional environment,

wherein the transmitter is co-linear with the two receivers. Generalizing the equations

to two dimensions, with the two receivers at (0, 0) and (0,−∆), and the transmitter

at (x, y), we get:

RSSR =
p(
√

(x+ ∆)2 + y2)

p(
√
x2 + y2)

An RSSR contour map for the above equation for α = 2 is given in Figure 3.2a.

This shows that an RSSR value for a transmission is more descriptive than merely a

proximity bound, since it also confines the transmitter to one side of the receiving

apparatus. Alternatively, it establishes proximity around a point in front of the

receiving antenna nearest to the transmitter.
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Although two-antenna RSSR is the variant most commonly used by the appli-

cations we introduce in the next subsection, it is worth talking about a three-antenna

variant which has been explored by Cheng et al [16]. Recall that the utility of the

RSSR scheme is that the ratio of two RSS values cancels the contributions of absolute

power/intensity values. Three-antenna RSSR extends this utility taking the ratio of

the logarithm of two RSSR values, each generated by a different pair of the three

antennas. This strategy not only cancels absolute power values, but also makes

the measurement independent of the value of α, which varies from environment to

environment. This gives the system a greater level of flexibility, and the authors also

show that the reliability of three-antenna RSSR is better than two-antenna RSSR. The

addition of a third antenna also adds the possibility of non-linear receiver geometries,

which allow a mixture of distance/proximity inference and direction finding. Contour

maps of three-antenna RSSR in both a linear geometry and a right-angle geometry,

shown in Figures 3.2b and 3.2c, illustrate the tradeoffs of each geometry. Later, we will

show that a linear three-antenna RSSR also improves on the security of measurements,

although for slightly different reasons.

Before moving on to applications using RSSR, we’ll discuss the relationship

of signal strength to signal amplitude. This is important because the amplitudes

of overlapping signals add together, which will be important for understanding the

attacks we present later on.

The measurement of signal strength is usually given in terms of intensity, which

has units W
m2 . The intensity of a signal varies with the square of its amplitude, which
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is given in volts. That is:

A(d)2 = k2RSS(d) = k3Ptp(d) (3.5)

where k2 is an empirical constant, and k3 = k2k1. This relationship implies a similar

relationship between RSSR and Amplitude Ratio, the ratio between the amplitudes

measured at each antenna:

RSSR =
RSS2

RSS1

=
k2A

2
2

k2A2
1

=
A2

2

A2
1

= AR2 (3.6)

3.2 Applications Using RSSR

Although RSSR is a natural combination of RSS measurement and multilater-

ation strategies, it is a relatively young technique. It was first proposed in 2011 as the

basis of the Good Neighbor secure ad-hoc device pairing protocol [17]. The protocol

made use of multiple antennas already present in many commercially available laptops

to measure the RSSR of an incoming signal. The scheme demonstrated that the

protocol successfully authenticates devices within 20 cm with low false negatives, and

rejects users outside of a meter with virtually no false positives. While the scheme is

less precise for devices at distances between 20 cm and 1 meter, we will show in section

4.1 that such ambiguities are reasonable system behavior consistent with security. The

authors attribute this problem to multi-path effects, which they propose to mitigate

with frequency hopping.

Soon after that, Chiang et al [18] adapted the idea in 2012 as a backup for

the challenge-response protocol proposed by Brands and Chaum [8]. As previously
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discussed, Brands and Chaum present a scheme by which it is physically impossible

to spoof proximity because the speed of light is a universal maximum. However, a

prover can arbitrarily delay their response to appear further away than they really are,

an attack dubbed by Chiang et al as a distance enlargement attack. By measuring

RSSR simultaneously with response time, the authors are able to distinguish nodes

which are truly far away from those merely pretending to be (although the utility of

the attack is somewhat academic).

Other schemes include R2NA [19] and SeAK [20], both of which seek to allow

the secure addition of nodes to a body-area network (BAN). The authors argue that

ordinary cryptographic solutions for securely adding nodes to BANs are infeasible

given the power and memory limitations of typical nodes that are found in a BAN,

such as implantable medical devices (IMDs) which typically run on a small battery

and which should run for as long as possible without requiring replacement. Also,

RSSR can be implemented on external devices, allowing backwards compatibility with

IMDs which do not yet ship with robust authentication mechanisms. (At least, the

external device can verify transmissions that come from the IMD, but not vice versa.)

These proposals demonstrate that RSSR is being explored as a potential

candidate for enforcing proximity-sensitive security policies. It is thus important that

we scrutinize this technique for security flaws in its early stages of adoption, before it

is employed in a wider range of applications, at which point the costs of rectifying

discovered problems become overwhelming. Formalizing the security model for such

systems, and hardening them against novel attacks that we discover, is the subject of

the next chapter.

We note that the authors of Good Neighbor, R2NA, and SeAK consider a
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number of attacks on their schemes, and propose reasonable defenses. The attacks that

are most similar to the one we discuss in the next chapter are multi-path-based attacks,

wherein an attacker uses multi-path effects to induce very different RSS values at each

antenna. As these papers point out, multi-path effects can be factored out if frequency

hopping is incorporated into the scheme, since each frequency will have different

multi-paths, and therefore, their average should cause the different multi-paths to

cancel each other out. The attack we describe does not rely on multi-path effects, and

our theoretical description of it assumes no multi-path effects come into play, so the

attack is not countered by this defense. We discuss the impact of frequency-hopping

in more detail in section 5.4.



Chapter 4

Attacking Received Signal

Strength Ratio

In this section, we introduce a formal threat model that characterizes the

security concerns of the system and the goals and capabilities of the attacker. Given

this threat model, we then illustrate a generic attack on an RSSR-based proximity

detector. Finally, we demonstrate a proof of concept attack mounted in a laboratory

setting.

4.1 Threat Model

This threat model is divided into two sections: first, a section defining system

parameters and the various entities, including the verifier, legitimate provers, and

illegitimate provers, that may operate in that system; then, an enumeration of the

attacker’s capabilities.

22
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Buffer Zone
(grey)

Illegitimate Region
(Where illegitimate 
provers may be)

Authentication
Range (white)
(Diameter is R)

Figure 4.1: RSSR Verification Scenario. There may be more or fewer verifier
antennas than shown.

4.1.1 Definitions and Environmental Parameters

As described already, the scenario we analyze is one in which a prover attempts

to convince a verifier that it is within a certain proximity of the verifier, which we

call the Authentication Region, so that the verifier can decide whether or not to

grant proximity-sensitive privileges to the prover. We assume the Authentication

Region is bounded by an RSSR contour line, like that shown in Figure 3.2a, with

an associated threshold RSSR, RSSRR. As we saw in section 3.1, this will be a

circular region (assuming free-space propagation) which approximately borders one

of the end-most verifier antennas, which we will assume are arranged in a line. If we

assume provers are co-linear with the verifier antennas, the diameter of this circle

defines the distance in which a prover will (or ought to) be admitted by the system,

so we will call this diameter the Authentication Range, denoted by R. We distinguish

legitimate provers from illegitimate provers, where legitimate provers are actually
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within the Authentication Range, and illegitimate provers cannot place themselves in

this proximity. Furthermore, we define a Buffer Region which surrounds both the

Authentication Region and the verifier antennas. To make later analyses easier for

ourselves, the Buffer Region is defined by the union of balls of radius B > R around

each of the verifier’s antennas, where B denotes the Buffer Range defining the Buffer

Region. The Buffer Region is necessary for any security guarantees, because otherwise,

an illegitimate prover can place a device at the border of the Authentication range

and probabilistically pass as a legitimate prover, or can physically tamper with the

verifier’s antenna array. Beyond the Buffer Region is the Illegitimate Region, where

illegitimate provers may be placed. This model is shown in Figure 4.1.

With these definitions in place, we define an attacker as an illegitimate prover

which attempts to convince the verifier that they are actually a legitimate prover

− that is, they are actually outside of the buffer region, but attempt to convince

the verifier that they are within the authentication region. A verifier is effective if it

authenticates legitimate provers and denies access to illegitimate provers.

4.1.2 Attacker Capabilities

Attackers are first characterized by the resources they have access to, in terms

of the number of devices they can employ and the amount of power they can supply to

that set of devices. We assume an attacker may have as many devices as the verifier

has antennas. We assume that the attacker’s power budget is higher than that of

the defender, but is within two or three orders of magnitude of the defender’s power

budget. We choose this boundary since relatively cheap equipment, such as the USRP

2920 we use to simulate this attack later, can vary their transmission levels by 30dB,
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or 1000x power, for both of their antennas.

Another characteristic of the attacker that is useful to consider is how knowl-

edgeable they are about the verifier’s setup. Thus far, researchers proposing RSSR-

based proximity verification have not bothered to specify whether or not attackers

can observe the contents and arrangement of the verifier’s devices within the Buffer

Range. When discussing and demonstrating attacks, we will assume the attacker

knows the configuration of verifier antennas, and knows the composition and layout

of the environment within the Buffer Region. We will also assume that an attacker

is able to replicate the observed setup and take empirical measurements, particularly

of power-loss function values (discussed in section 3.1), which are representative of

the verifier’s actual environment. These are reasonable assumptions in the context of

the applications we enumerated in section 3.2. These systems are designed to work in

multiple and changing environments, so if an attacker can set up an environment that

is reasonably similar to the environment it intends to attack, any deviations between

the replica and the target environments should be within the tolerances of the system.

4.2 Attack on 2-Antenna RSSR

We now illustrate how the form of RSSR used in the applications in section

3.2, wherein the RSS measurement at 2 antennas is used to calculate RSSR, can be

broken by an attacker with the capabilities listed above. Given our attacker model in

the last section, this means the attacker also has two antennas. In general, an attacker

may place their antennas anywhere outside the Buffer Region, but the attack we will

describe places the attacker antennas co-linear with the two verifying antennas, and

also places both attacker antennas on the same “side” of the line relative to the verifier
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Figure 4.2: (a) Illustration of Attack on Two-Antenna RSSR. (b) Illustration
of cancellation between two signals with different RSSR values, yielding an
RSSR significantly lower than both.

antennas. The attacker places their first antenna, A1, at some distance x1 in front

of R1. Their second antenna, A2, is at some distance x2 > x1 from the fore antenna,

behind their first antenna. This attack scenario is outlined in Figure 4.2a.

The theoretical attack is rather simple. A1 and A2 transmit the same signal,

but at different phases so that at the receiving antenna, their carrier signals are 180◦

out of phase. In this way, they interfere destructively, but it appears as if only a single

signal is being transmitted. Since A1 induces a lower RSSR value at the receivers

than A2 due to the fact that it is nearer to R1 and R2, we can induce an unnaturally

low RSSR value by using A2’s signal to cancel a significant portion of A1’s amplitude.

Taken to the extreme, we can cancel the signal at R2 entirely, while leaving some

signal left over at R1, allowing the attacker to spoof arbitrarily low RSSR values. An

illustration of this cancellation is given in Figure 4.2b

We can formalize the intuition above mathematically. At R1 and R2, the
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combined amplitude of the signals from A1 and A2 is given by:

AI1(R1) = A(P1, x1) + A(P2, x2)

AI2(R2) = A(P1, x1 + ∆) + A(P2, x2 + ∆)

where the subscripts I1 and I2 refer to the illegitimate attacker antennas A1 and A2.

Substituting equation 3.5 in for the A functions, we get:

AI1(R1) =
√
k3

√
P1

√
p(x1) +

√
k3

√
P2

√
p(x2)

AI2(R2) =
√
k3

√
P1

√
p(x1 + ∆) +

√
k3

√
P2

√
p(x2 + ∆)

where P1 and P2 are the transmitter power values for A1 and A2, respectively.

The attacker can adjust P1 and P2 such that the combined AR between R1

and R2 is the same as that of a legitimate prover. At the furthest point within the

authentication range, and the easiest to spoof, a legitimate prover with transmitter

power Pt, would have amplitudes given by:

AL(R1) =
√
k3Ptp(R)

AL(R2) =
√
k3Ptp(R + ∆)

where the L subscript refers to the legitimacy of the transmitter. Then the attacker

can choose P1 and P2 so as to satisfy the following system of equations, and appearing

to the pair of receivers as indistinguishable from the legitimate transmitter:

√
k3P1p(x1) +

√
k3P2p(x2) =

√
k3Ptp(R)√

k3P1p(x1 + ∆) +
√
k3P2p(x2 + ∆) =

√
k3Ptp(R + ∆)

Assuming all transmitters have the same relative orientation and gain (since gain can
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be folded into the transmitter power Px), k3 can be treated as a constant, and we can

simplify this system of equations by dividing all terms by
√
k3

√
Pt:

√
P̂1

√
p(x1) +

√
P̂2

√
p(x2) =

√
p(R)√

P̂1

√
p(x1 + ∆) +

√
P̂2

√
p(x2 + ∆) =

√
p(R + ∆)

(4.1)

where P̂x = Px
Pt

, the power required by Ax relative to a legitimate prover T .

While it may not appear so at first, this is actually a system of linear equations,

where the variables are
√
P̂1 and

√
P̂2. These equations have a solution as long as

x1 6= x2. One can obtain P̂1 and P̂2 by simply solving these equations and squaring

the results. By setting their transmitter power accordingly, an attacker appears

indistinguishable from a legitimate prover transmitting within the authentication

range.

Note that this attack is even more generic than spoofing proximity. We can

spoof any RSSR value we want. If desired, we could spoof a position that is on the

other side of the verifier, which would be useful for attacking the Good Neighbor

protocol, which requires a legitimate prover to move from one side of the verifier to

the other as one step in the authentication protocol. Furthermore, we could spoof an

RSSR indicative of a location further away than we actually are, which is the goal of

the distance enlargement attack we discussed earlier. However, in this work, we focus

more strongly on the goal of appearing closer to the verifier than we actually are, but

on the same side as we really are.

The actual solutions to these equations, and the actual antenna positions, can

impact how feasible the attack is, since certain parameters of the system increase or

decrease the energy expenditure necessary by the attacker relative to Pt. We analyze
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these power requirements in section 5.1. However, for the applications listed in section

3.2, none of the authors place an explicit lower bound on the actual values of signal

strength they expect to see on each antenna − they only place an expectation on

their ratio. This is due to the observation we made in equation 3.2, that a single

antenna’s transmission power does not affect its RSSR value. But this makes the

multi-antenna attacker’s job easier − the value of Pt they need to spoof is the smallest

amount of power that the legitimate prover could use that would allow the verifier

antennas to accurately measure its signal strength, which in most cases is a few orders

of magnitude lower than the transmitter’s maximum possible transmission power.

4.3 Implementation of the Attack

In this section, we give a proof-of-concept demonstration of the attack in a

laboratory setting. In particular, we show that an attacker with two transmitters can

achieve extremely low RSSR values at a verifier with two antennas from relatively

extreme distances. Our experiments are characterized by access to equipment with

limited capabilities. An attacker with more specialized hardware would be able to pull

off more comprehensive attacks than we demonstrate. We will explain and discuss the

non-ideal aspects of our experimental setup in subsection 4.3.3.

4.3.1 Experimental Equipment and Setup

Our experiment takes place on a wide-open table top in the middle of a wide

room and a tall ceiling to minimize multi-path effects on measured amplitude values.

The verifier is simulated using two USRP N210s with WBX daughterboards. The

receiver antennas, R1 and R2 (refer to Figure 4.2a for all named entities and distances)
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Figure 4.3: Picture of our experimental environment and setup.

are placed 6 inches apart. The attacker antennas are simulated with a pair of signal

generators that share a clock, ensuring that the phase relationship between A1 and

A2 are stable over time, and so that the amplitude of each signal is independently

configurable. Pictures of this setup are given in Figure 4.3. All antennas are configured

to transmit and receive at 450 MHz. It is important to note that instead of measuring

the RSS, the USRPs output IQ streams whose values correspond to the amplitude of

the incoming signal rather than the power. Accordingly, we will be measuring and

spoofing amplitude ratio (AR) values instead of RSSR values.

4.3.2 Experimental Procedure

Before we begin the attack, it is necessary to measure the relative sensitivities of

each of the receiving antennas. USRPs are not calibrated instruments, so the amplitude

values that each of them measures may be different even if they are receiving the

exact same signal. For our setup, we found that R1 was 1.07× as sensitive as R2,

so the values measured by R2 should be multiplied by this value before calculating

amplitude ratio.

Next, we build a model of the channel to calculate the RSSR values that

would be induced by a single transmitter at various distances, in order to compare it
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Figure 4.4: Amplitude (unit-less) as a function of distance in the laboratory,
superimposed with the best-fit plot. Measurements at each distance averaged
over a range of frequencies, from 450 MHz to 490 MHz, in 4 MHz increments.
The best-fit path loss exponent is α = 1.6.

with the RSSR values that the attacker achieves. Using a single transmitter and a

single receiver, we measure the amplitude induced at the receiver by the transmitter,

which transmits at a constant reference power, at distances between 6” and 72”, at

increments of 6”. The resulting plot and best-fit line is shown in Figure 4.4, and the

RSSR values expected for a single transmitter at each distance, corresponding to the

best-fit line (assuming R1 and R2 are spaced 6” apart), is shown in Table 4.1. The

channel was estimated to have a path loss exponent (α) of about 1.6.
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Table 4.1: AR values and RSSR values corresponding to the best-fit line
shown in Figure 4.4. The percent error in measurements of the amplitudes is
also included, and we refer to these values in section 5.2.1.

x1 (in.) 6 12 18 24 30 36

AR 0.4774 0.6836 0.7879 0.8484 0.8868 0.9125
RSSR 0.2279 0.4673 0.6208 0.7199 0.7863 0.8327

Amp. % Err. 7.38 5.73 15.99 13.61 12.24 14.31

x1 (in.) 42 48 54 60 66 72

AR 0.9306 0.9438 0.9536 0.9612 0.9671 0.9718
RSSR 0.8660 0.8907 0.9094 0.9239 0.9353 0.9444

Amp. % Err. 9.70 12.23 13.04 15.26 20.82 8.95

We are now ready to simulate the attack. For each trial, we place A1 at distance

x1 from the closest receiver antenna. Our experiments vary x1 from 12” to 72” at 6

inch increments. Once A1 is placed, we place A2 at distance x2 > x1 so that its signal

is out of phase with the first one. Even though the phase relationship between the two

transmitters is stable as we said before, their actual phase offsets are unpredictable

at the time that the machines are set up. We iteratively adjust the position of the

second antenna, and test how close they are to completely destructive interference by

measuring their signal strengths individually and combined.

According to the intuitive explanation of the attack we give in section 4.2, the

minimum AR value will be achieved when the signals cancel as much as possible at

R2. To achieve this, we first measure the amplitudes induced at R2 by A1 and A2

individually when each transmits at a reference power. Then, using these measurements,

and knowing that the transmitted signals are out of phase, we set the power of each

transmitter so that their amplitude at R2 would be equivalent individually, and so

that they cancel out when activated simultaneously.
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Table 4.2: Results of emulated attack on 2-antenna RSSR. B is the buffer
range; AR is amplitude ratio; D′ is the distance that the verifier infers from
the given AR/RSSR values (see equation 3.4); and α is the path loss exponent.
AR and RSSR are unitless ratios.

B (in.) 12 18 24 30 36 42

AR 0.0429 0.1026 0.0867 0.0485 0.0259 0.1187
RSSR 0.0018 0.0105 0.0075 0.0024 0.0007 0.0141

D′ (in.), α = 1.6 0.1195 0.3698 0.2964 0.1399 0.0630 0.4493

B (in.) 48 54 60 66 72

AR 0.1539 0.0853 0.2210 0.1980 0.5619
RSSR 0.0237 0.0073 0.0489 0.0392 0.3158

D′ (in.), α = 1.6 0.6401 0.2901 1.0718 0.9133 5.6847

4.3.3 Results and Discussion

While the signals we generate by the methods described in the previous

subsection do not result in perfect cancellation at R2, the resulting amplitude is

small enough, relative to the excess amplitude left over at R1, that the induced AR

is extremely low. The AR and RSSR values achieved at each distance using this

procedure are given in table 4.2, as well as the distance that the verifier infers based

on the RSSR value, which can be computed using equation 3.4. (We would have

used interpolation of the best-fit line we generated in Figure 4.4 to calculate distance,

but the achieved RSSR values were too low to interpolate given the range of values

over which we generated the best fit plot.) As we can see, the attacker can spoof

proximities that are orders of magnitude smaller than their actual distance.

The final measurement is a bit of an exception. While the minimal achievable

RSSR clearly trends upwards as the distance increases, the last measurement spikes

hugely. We think this is probably due to the fact that at this point, A2 could barely

be fit on the table, and some of its signal was likely obstructed by our own equipment

which was at the end of the table, out of the way for the rest of the trials.
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Again, these are the smallest RSSR values that we could achieve. If needed,

the attacker could spoof larger RSSR values (up to the legitimate RSSR value induced

by A1 individually) by simply decreasing R2’s transmitting power.

Although our experimental results demonstrate the feasibility of the attack,

there are several non-ideal aspects of our experimental setup and environment that

need to be considered before we settle on any conclusions.

One difference between our setups and some of the applications mentioned in

section 3.2 is that we don’t actually modulate and demodulate data during RSSR

measurement. While this is not a capability explicitly required by any of the other

applications, and is even identified as extraneous by some authors, a requirement

to modulate data during RSSR measurement would make the above attack more

complicated for the attacker, depending on the modulation scheme. In particular,

modulation schemes that depend on varying the transmission frequency make it

difficult for the attacker to maintain the necessary phase synchronization.

A related concern is that many RSSR schemes, including the Good Neighbor

protocol and R2NA discussed in section 3.2, propose the incorporation of frequency

hopping into the RSSR measurement phase of their protocols to mitigate the impact of

multi-path effects. Again, for our setup, changing the frequency the signal generators

output alters the phase relationship of these two transmitters unpredictably. As a

result, we are not able to effectively mitigate multi-path effects, which can have a

significant impact on the RSS at some locations, and therefore could have interfered

with our results.

However, if we had access to equipment capable of more precise and predictable

phase alignment in the face of frequency changes, our experimental procedure could
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be easily adapted to accommodate frequency hopping. When determining the induced

amplitude at R2 by each transmitter individually, we would take the average amplitude

measurement over our set of frequencies, instead of just measuring at one frequency

as we did. We would then set the power values of A1 and A2 so that the average

induced amplitude of each transmitter at R2 is the same. Thus, when both A1 and A2

transmit simultaneously and out of phase, the average amplitude at R2 would be zero.

For this reason, we believe that our results are still representative of the capabilities

of an attacker with access to equipment that can align different transmitters’ phases

as frequencies change during the RSSR protocol.

Of course, equipment with these capabilities, such as a phased array, tends

to be more costly than most commercial RF communication technology. We discuss

these costs in more detail in section 5.4.



Chapter 5

Mitigation Strategies and

Counter-Attacks

Given the simplicity of the attack shown in the last chapter, we propose and

analyze mitigation strategies the defender can implement that can make an attack

more difficult to pull off. Attack difficulty is mainly characterized in terms of power

required (relative to a legitimate prover), which typically translates to increased

equipment cost. The number of transmitters the attacker needs, and the cost and

capabilities of each of these individual transmitters, is also an important metric.

5.1 Lower-Bounding RSS

Given the conclusion of the last section, the first thing a defender has to do

is to require that Pt be as large as possible, and the verifier antenna should place a

lower-bound on the minimum RSS value that both of its antennas need to measure,

in addition to a suitable RSSR value, in order to authenticate a prover. In this

36



37

2 3 4 5 6 7 8 9 10
0

50

100

150

Normalized A2 Distances

N
or

m
al

iz
ed

 P
ow

er
 R

eq
ui

re
d

 

 
Total Power
A1 Power
A2 Power

(a)

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
40

45

50

55

60

65

70

75

80

85

90

Normalized Antenna Separation

N
or

m
al

iz
ed

 R
eq

ui
re

d 
At

ta
ck

er
 P

ow
er

(b)

Figure 5.1: (a) Power required at each attacker transmitter for RSSR
spoofing, where δ = 0.3, x̂1 = B = 2, and α = 2. The x-axis represents the
normalized distance between R1 and A2. (b) Attacker power required vs δ,
x1 = B̂ = 2, α = 2.

section, we analyze how various system parameters determine the attacker’s power

requirements relative to a legitimate prover, and discuss their implications for securing

the system. The system parameters we analyze include the ratio of the verifier’s

antenna separation and the authentication range, δ = ∆/R; the ratio of the buffer

radius and the authentication range, B̂ = B/R; and the path-loss exponent, α, which

sets the power loss function p(d) = 1/dα. We use ratios rather than absolute values to

derive insights that apply to environments of any scale.

Placement of Attacker Antennas

We assume the attacker places their antenna to minimize their power require-

ments. The attacker should place A1 as close to R1 as possible to minimize the amount

of power they spend on A1, which means that they should place it right at the border

of the Buffer Region, x1 = B̂.

Optimally placing the second antenna requires balancing two concerns. If
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Figure 5.2: Normalized attacker power vs normalized defender antenna
separation, normalized buffer radius, and path loss exponent.

A2 is too close to A1, the RSSR values of A1 and A2 will be similar, which means

each antenna must transmit more powerfully to get a signal strength difference large

enough to look like T . However, the further away A2 goes, the more power it needs

to transmit to cancel a sufficient amount of A1’s signal. A graph showing the power

values required by each antenna as a function of x2, for B̂ = 2 and α = 2, are shown

in Figure 5.1a.

Effect of Verifier Antenna Separation on Required Attacker Power

As we can see in Figure 5.1b, the minimum amount of power required by the

attacker increases as the verifier brings their antennas closer together. While this

suggests that reducing the verifier’s antenna separation can defeat attackers, in fact

this has the undesirable side effect of reducing the system’s reliability. Since a smaller

antenna separation implies a higher RSSRA, errors in the measurement of RSSR,

and therefore of transmitter proximity (in a non-malicious context) decrease. At an

extremely small separation of δ = 0.1, the attacker must spend roughly 85x Pt to

spoof RSSRA; at δ = 0.3, 68x Pt; at δ = 0.5, 57x Pt; at δ = 0.95, 42x Pt. These are

well within the power budget we set for the attacker in section 4.1.2.
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Effect of Buffer Radius on Required Attacker Power

Now let us analyze the effect of the buffer radius. Figure 5.2 shows the attack

power required for B̂ = x1 = 1.5, 2, 3, 4, and 5. Let’s fix δ = 0.1 and α = 2. We

already saw that for B̂ = 2, the attacker needs 85x Pt. For B̂ = 1.5, the attacker needs

only 15x Pt for the attack to succeed. For B̂ = 3, this jumps to over 670x Pt. For the

extreme of B̂ = 5, this is 6964x Pt. So the system is weakest when the separation

between legitimate and illegitimate verifiers is small, and strongest when it is large.

Effect of Path Loss Exponent on Required Attacker Power

Thus far, we have assumed a path loss exponent α = 2, which characterizes

free-space signal propagation. It is worth exploring the effect that the path-loss

exponent α has on these analyses, even though neither the attacker nor the verifier

have control over this variable. Let us fix the verifier antenna separation δ = 0.1 and

the buffer range B̂ = 2. We saw before that the attacker must spend 85x Pt when

α = 2. If α = 1.5, which is at the low end of the range of path-loss exponents that

typically occur in line-of-sight indoor environments [16], the attacker only needs to

spend 45x Pt. For α = 3, which occurs between rooms indoors, the attacker needs

274x Pt. So the system is most vulnerable in an indoor, line-of-sight environment,

which we believe describes the expected environment for most applications described

in section 3.2.

Preferred Environments for Verifier and Defender

We now summarize the results of the last four subsections. The relative values

of the power required by the attacker are summarized graphically by Figure 5.2. An
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attacker prefers a setup in which verifier antennas are spread far apart; the buffer

radius which is not much bigger than the authentication range; and the system is

indoors and assumes an open line of sight between legitimate provers and the verifier.

To approximate this, set δ = 0.95, α = 1.5, and B̂ = 1.5. For these values, the

attacker requires only 6.3x Pt to perform the spoofing. The verifier prefers the exact

opposite environment − close verifier antennas (but not arbitrarily so, due to reliability

requirements), a large buffer radius, and a large path loss exponent. To approximate,

set δ = 0.1, α = 3, and B̂ = 5. The attacker would require almost 58000x Pt in this

scenario.

Clearly, the attacker’s preferred environment is unrealistic, because the verifier

does not need antennas which are spread so far apart. But it is more realistic than the

defender’s preferred environment, which is optimistic in both the buffer range and the

path loss exponent. The typical environment for the applications we listed in section

3.2 is indoors, and antennas communicate via line-of-sight, so the path loss exponent

is somewhere between 1.5 and 2. The buffer radius in general is not under control by

either party, but a buffer radius of 5 is probably too optimistic (from the verifier’s

point of view). Values of B̂ between 2 and 3 are more realistic. Conservatively then,

the typical environment has α = 1.5, B̂ = 2, and δ = 0.1, requiring 45 × Pt. If we

allow B̂ = 3, this jumps to 282 × Pt. Thus, while requiring a lower-bound on the

measured RSS increases the amount of power required by attackers, the power values

are still within the limits we describe, so this mitigation alone is not sufficient to deter

attackers.
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5.2 Adding More Antennas

A verifier may increase the number of antennas they use to measure the RSSR.

In one sense, this is redundant, but as we will see, spoofing a legitimate prover’s signal

characteristics for all antennas in an antenna array becomes more difficult as the array

grows larger. The defender shall place their antennas co-linearly, and consecutive

defender antennas will be evenly spaced from each other. Even with this simple

geometry, we will show that the amount of power the attacker must spend becomes

prohibitive.

The equations that the attacker must attempt to satisfy do not fundamentally

change. For a verifier using n antennas, an attacker is allowed to use the same number

(n) of antennas. The equations for the amplitude of each of the attacker’s antenna

signals look like this:

√
P̂1p(d1,1) + . . .

√
P̂np(dn,1) =

√
p(R)√

P̂1p(d1,2) + . . .
√
P̂np(dn,1) =

√
p(R + δ)

...
...

...√
P̂1p(d1,n) + . . .

√
P̂np(dn,n) =

√
p(R + (n− 1)δ)

(5.1)

where dx,y is the distance between the attacker’s x’th antenna and the verifier’s y’th

antenna, and δz is the distance between a legitimate prover and the verifier’s z’th

antenna. Note that these equations do not assume a particular geometry of antenna

placement, even though we have chosen a rather constrained geometry. But if the

verifier places their antennas as specified, there is always at least one solution to these

equations as long as the prover can ensure that the columns of the associated matrix

are linearly independent.
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Figure 5.3: Top Row: Power required for attacker to spoof exact RSSR
values with 3 antennas. Bottom Row: Power required for attacker to spoof
exact RSSR values with 4 antennas.

It turns out that spoofing the power values at three antennas requires much

more power than that required by two antennas. Consider the environment settled on

as “realistic” at the conclusion of the previous section, wherein δ = 0.1, B̂ = 2, and

α = 1.5. If the defender is using three antennas, the attacker needs 867x Pt to succeed.

With 4 antennas, this jumps to 17700x Pt. The latter power value is sufficient to

deter attackers, and also has verifier antennas spread out over a range of 0.3R, which

ensures that measurements will be reasonably reliable. The relationships between α,

B̂, δ, and required power for 3 and 4 antenna verifiers are shown in Figure 5.3.

5.2.1 Approximate RSSR Spoofing

The above analysis seems to suggest that the defender can block an attacker

by simply using enough antennas that spoofing power readings becomes energetically
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infeasible for an attacker, and that 4 antennas should be sufficient. The problem with

this analysis is that it assumes the attacker must match the power readings at all 4

antennas exactly. In practice, the verifier will experience some level of inaccuracy due

to noise and non-ideal environmental factors. Since the system must tolerate such

errors, the attacker does not have to spoof power values exactly.

This opens the system to a new kind of attack. If the system uses n antennas,

then the attacker can use fewer antennas − say n− 1 − and use linear least-squares

regression to choose the power values for their antennas which minimize the error

between the RSS values the verifier expects and the ones that the attacker generates.

If all of these errors lie within the error that the verifier must tolerate, then they can

carry out the attack with fewer antennas, and as a result less power. The applications

we listed in section 3.2 are likely to have reasonably high error tolerances for the

reasons we discussed in section 4.1.2.

Figure 5.4 summarizes the maximum percent error incurred by the above

attack for various system parameters while minimizing the power spent on the attack.

Interestingly, the power required to perform the least-squares spoofing of one extra

antenna is always a bit less than the amount of power required to spoof the same

number of verifier antennas exactly, so the power analysis we did in section 5.1 for

x attacker antennas to exactly spoof x verifier antennas is a good indicator of the

power consumption required for x attackers to approximately spoof x+ 1 verifiers. As

we can see, the error actually increases with increasing verifier antenna separation,

and decreases with increasing number of verifier antennas. This means the verifier

faces a tradeoff between the power the attacker requires to spoof exactly, and the

error an attacker incurs during an approximate spoofing attack. When the verifier
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Figure 5.4: Top Row: Maximum error incurred by spoofing 3-antenna RSS
values with only 2 transmitters for α = 1.5, 2, and 3. Bottom Row: Maximum
error incurred by spoofing 4-antenna RSS values with 3 transmitters, same
path loss exponents.

keeps their antennas sufficiently close together to prevent exact spoofing (δ = 0.1),

the incurred error is well below 1%, which means that the attacker can probably pull

off the approximate spoofing with fewer antennas, and consequently with less power.

With 3 verifiers, 2 attackers, and a path loss exponent of 1.5, the error is less than 4%

for all surveyed δ and B̂ values. With 4 verifiers and 3 attackers, this drops below 1%.

And for most antenna separations that incur a reasonable attacker power increase,

the errors are negligible for both configurations. As shown in table 4.1, the percent

error of the measured amplitude incurred by averaging over frequencies 450-490 MHz

in 4 MHz increments, for a total of 11 frequencies, is more than 4% at all measured

distances. This could be improved by averaging over a larger number of frequencies.

To reduce the percent error from 4% to 1% would require sampling over 16× more



45

(a) (b)

Figure 5.5: (a) Near field power loss behavior. Blue represents electric-
to-electric and/or magnetic-to-magnetic channels. Green represents electric-
to-magnetic or vice versa. Figure from [13]. (b) Near field phase behavior.
Figure from [12].

frequencies, which in this case comes out to be 16× 11 = 176 separate frequencies.

Sampling over such a large number of frequencies could increase the length of the

RSSR measurement phase of the protocol significantly.

Thus, the effectiveness of using more antennas to raise the attacker’s power

requirements must account for the system’s error tolerance. The fact that the attacker

can approximately spoof values so close to the actual values a legitimate prover would

yield means that, for instance, a 4-antenna solution actually pushes an attacker only

to the power requirements we analyzed for exact 3-antenna spoofing, which was not

quite sufficient to deter attackers in indoor environments. Five antennas may be

enough, but this also makes the setup much bulkier than the original, which actually

means that the affordable buffer region is smaller relative to the setup. This analysis

suggests that additional antennas don’t necessarily defeat the attack.
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5.3 The Near Field Effect

We mentioned in section 2.2 that the near field phase behavior of the electric

and magnetic components of an EM wave have different phase relationships than in

the far field, where they are perfectly in phase. The phase behavior of each component

individually is also more complicated than in the far field, as shown in Figure 5.5b.

The near field effect also has an impact on the path-loss exponent. In the near field,

RSS falls proportionally with 1/d6 as opposed to the 1/d2 behavior characteristic of

free-space propagation in the far field [13].

As we discussed, near field phase behavior persists for about λ/3 (where λ

is the wavelength). The near field path loss exponent behavior persists for about

λ/10, as shown in Figure 5.5a. Therefore, the impact the near field effect has on the

security of the system depends on the communication frequency during the RSSR

measurement phase of the security protocol.

The Good Neighbor protocol uses standard wifi Gigahertz frequencies, which

are much too high for the near field effect to persist far enough to make any difference.

The Medical Implant Communications Services (MICS) band, which spans

from 402 to 405 MHz and which is likely used by applications similar to R2NA and

SeAK, has a wavelength of about 75 cm, implying that the phase behavior persists

for about 25 cm and the high path loss exponent persists for about 7.5 cm. This

means the path loss exponent will probably behave as in the far field, but the phase

offset between the electric and magnetic phases might still be detectable. In this

case, the phase relationship of the attacker’s transmitters will be different at each

of the verifier’s antennas. If the attacker synchronizes them at one verifier antenna,

they will be slightly out of synch at the others. This actually plays to the attacker’s
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advantage. If the synchronization is off, that means the signals won’t cancel with each

other as much as they do at the other antenna, and will thus result in a higher RSS.

Thus, if the attacker synchronizes their transmissions at the furthest antenna, then

the RSS at the closer antenna(s) will be higher than if the near field effect was not

in play, and thus the attacker induces a lower RSSR value using the same amount

of power. Alternatively, this is leveraged to induce the desired RSSR with a smaller

power expenditure.

Near field behavior doesn’t start to present any problems for the attacker until

the near field persists all the way from the attacker’s preferred location to the verifier

antennas. The wavelength would have to be 10 times as large as the attacker’s distance.

The FCC has reserved the frequency bands 1.7 to 1.8 MHz (176-166m wavelength, 17

m near field path loss exponent range), 1.9 to 2 MHz (15 m near field), and 3.23 to 3.4

MHz (9 m near field) for RF localization purposes [?], at least one of which should be

suitable for short- or medium-range RSSR-based applications. If the near field path

loss exponent is 6 in free space, we can safely assume it is around 3 indoors, although

it actually may be higher, since at such low frequencies, the “indoor” nature of the

environment starts to lose meaning due to the fact that EM waves do not reflect as

strongly objects much smaller than the wavelength.

For α = 3, δ = 0.1 and B̂ = 2, the required attacker power is 274× Pt. With 4

antennas, the required power raises to 12728× Pt. If the attacker uses approximate

spoofing with 3 antennas, this power falls to 5279 × Pt (incurring a maximum of

0.0003% error at receiver 3), which is still out of the three-orders-of-magnitude power

budget we allocated for the attacker. The verifier can increase the reliability of their

system by increasing their inter-antenna separation to δ = 0.5, and the attacker would
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still need to spend 1411× Pt (incurring a maximum of 1.1% error at receiver 3).

Note that the above analysis assumes that α = 3 applies to the entire medium,

regardless of how far away the attackers actually are. However, once the attacker is

far enough from the antennas that the near field effect does not persist from their

transmitters, the RSSR values of their individual transmissions rise sharply, increasing

the required attacker power even further. Thus, if possible, the designer should choose

the communication frequency so that the near field effects persist from the edges of

the authentication region to the furthest verifier antenna, but no further.

5.4 Frequency Hopping

We have so far assumed that the attacker is able to synchronize the phase of

their transmitting antennas. As we discussed in section 4.3, the ability to perform

this synchronization with relatively cheap RF equipment is complicated by the use

of an RSSR protocol that makes use of multiple frequencies. Thus, we can increase

the cost of the attack by requiring data to be correctly modulated and demodulated

at both receivers using a modulation scheme that incorporates frequency variations,

such as FM modulation or FSK.

Alternatively, we could use a frequency hopping strategy. Frequency hopping

is desirable in an RSSR-based system for reliability reasons as well as for security

reasons. As we discussed in section 3.2, multi-path effects can cause distorted RSS

values at the receiver antennas, and finding the average of RSS values measured at

each frequency can help factor out these effects. If RSSR measurements are made over

a static set of frequencies, an attacker could calibrate a separate set of antennas to

spoof the appropriate RSSR value at each frequency, but would require significantly



49

more devices than the defender. To make the attack even more difficult, the verifier

could randomly choose each of its frequencies from a set of static frequency bands

at the beginning of the protocol, and communicate these values to the prover before

the prover attempts to prove its proximity. The fact that illegitimate provers also get

this information is not important − synchronizing phases for a frequency dynamically

rather than before-hand cannot be accomplished using the equipment we used to

mount our proof-of-concept attack.

Again, frequency hopping does not stop the attack completely, but raises the

cost of the necessary equipment. Phased arrays consist of an array of transmitters

whose relative phases and amplitudes can be accurately and independently controlled

to perform beam steering [22]. Phased arrays are used by cell towers to ensure reliable

communication at extreme distances, and also make up the backbone of most radar

systems. Industrial and military phased arrays typically cost tens of thousands of

dollars, and the Wireless Open-Access Research Platform (WARP) devices used by

researchers to implement phased arrays [23] cost up to $5000 each. However, these

usually have many more transmitting elements than required by the above attacks, so

some cost savings are probably possible. Students in a 2011 MIT radar course were

able to build phased arrays with 8 elements with supplies costing under $950 [24].

However, the increased power requirements introduced by the previous 3 mitigation

strategies would probably increase this cost, as would the ability to quickly alter the

transmission frequency and re-synchronize the transmitter phases if frequency hopping

is used, and the ability to modulate data using FSK or FM modulation.
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Conclusion

In this work, we formulated a more thorough threat model for RSSR-based

secure localization protocols than has been presented in previous works. This threat

model illustrates an attacker with access to the same types and comparable quantities

of resources that the defender uses to secure their system. We showed that such an

attacker can easily break many proposed RSSR-based protocols.

We then proposed and analyzed several possible mitigation strategies. Setting

a lower bound on the RSS values as well as upper-bounding acceptable RSSR values

increased the attacker’s required power, but not by an amount sufficient to deter

attackers. Using 4 antennas in the system appeared to increase the power requirements

beyond the three-orders-of-magnitude threshold that we set for our attacker. But

taking into account the fact that RSS values do not need to be spoofed precisely

and system tolerances should be somewhat generous, the attacker is probably able to

get away with approximating appropriate RSS values with fewer antennas than the

defender has, lowering their power requirements. Exploiting the near-field effect present

in the vicinity of electrically small antennas raises the path loss exponent, which we

50
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showed tends to increase the attacker’s required power significantly. Combined, these

three strategies raise the power requirements of the attacker significantly − over 1000

times the amount required by a legitimate prover. Frequency hopping, which would

probably be incorporated into the system for other reliability and security reasons

independent of the attack we present, place a lower-bound on the cost of the equipment

required by the attacker to synchronize the phases of their devices’ transmissions.

With these mitigations, we conclude that although existing uses of RSSR are

insecure, the technique can be salvaged as a potentially effective base on which to

build secure distance- and proximity-based authentication schemes.
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