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Abstract

Management of High-Volume Real-Time Streaming Data in Transient

Environments

by

David Bigelow

In an information-driven world, the ability to capture and store data in real time is

of the utmost importance. The scope and intent of such data capture, however, varies

widely. Individuals record television programs for later viewing, governments maintain

vast sensor networks to warn against calamity, scientists conduct experiments requiring

immense data collection, and automated monitoring tools supervise a host of processes

which human hands rarely touch. All such tasks have the same basic requirements —

guaranteed capture, management, storage, and analysis of streaming real-time data —

but with greatly differing parameters. Our ability to process and interpret data has

grown faster than our ability to store and manage it, a characteristic which now hinders

our ability to exploit it.

The work presented in this dissertation demonstrates a means of integrating

data management with the physical storage layer in order to gain superior performance

not otherwise achievable. By fusing a close understanding of the disk hardware with

the necessary components of a high-performance storage system, a unique method of

data handling is constructed. This approach allows for hard performance guarantees

and quality of service regulation at near-maximum hardware capabilities in a transient

vii



data environment for indefinite periods of time. The core storage system is made to

understand the data as more than just a stream of bytes, uniting indexing and query

capabilities into basic operations. All such gains are fully compatible with the accou-

trements of a large-scale storage system, such as reliability and control mechanisms,

which results in a fully viable new storage architecture.
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Chapter 1

Introduction

We live in a world that is increasingly fixated on collecting boundless amounts

of information, and yet the difficulties in storing and managing this vast accumulation

are all too often ignored as we focus instead on understanding and manipulation. Data

is processed and interpreted at ever-increasing speeds and in ever-increasing amounts

while we simultaneously encounter ever-increasing difficulty in preserving all of it in a

timely fashion. This has led us into the curious condition of often being able to recognize

the importance of data without having the ability to store it for later use. Thus we find

ourselves presented with an unenviable choice, if granted the decision at all: we must

either slow down our handling of new data, or we must discard the old and hope that

we will not need to consider it at some future occasion. Neither option is palatable.

Decades of evolutionary trends in computing hardware make it unlikely that

we will be able to store and manage data at anywhere near the speed at which we

can process it, as computational abilities advance at a far greater pace than storage
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abilities[18]. However, we can use existing storage hardware to greater effectiveness

and narrow the performance gap between processing and storage in certain problem

domains. To do so, data must not only be stored and retrieved faster, but it must be

done predictably faster at all times. We are capable of doing this with relatively small

amounts of data on expensive systems — for example, in real-time databases which

rely entirely upon main memory for storage[42] — but we cannot yet do so with great

amounts of data, or on large-scale commodity storage systems. Nor can we search out

unknown data in a predictably fast time on such systems. This body of work offers

methods by which these desires can be achieved.

Data interaction with a storage system may be generally divided into two

broad classifications for the consideration of real-time requirements. Most personal

computing tasks do not need to meet strict real-time deadlines for data I/O, and may

generally be held to a standard of “complete this before the user starts to get annoyed.”

Beyond this natural maxim, it is usually not particularly important if a document

takes twice as long to commit to disk on one occasion, as opposed to the previous

occasion. Many high-performance and scientific tasks also fall within this category,

albeit with a much higher “annoyed user” threshold because of the use and expense

of such machines. Other tasks are sensitive to real-time requirements, including most

multimedia applications. For example, video file playback must maintain a certain

data rate to meet user expectations. Some tasks are extremely sensitive to real-time

requirements, particularly where real-world sensor data is involved. A storage system

recording sensor output from a video camera feed must be able to keep up with data
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storage on a one-to-one basis, or potentially valuable information will be lost.

All those who capture and store real-time data face an inevitable choice: con-

tinuously procure new media to avoid exhausting the available storage space, or discard

old data and overwrite it with new. At high enough data rates, this choice may auto-

matically resolve to the latter case for economic reasons alone. Although this latter case

may be unpalatable in general, the best way to deal with it is to make sure the data is

retained for as long as possible, and ensure that the most “interesting” portion can be

quickly located when necessary. A situation where data is constantly cycling in and out

of storage is not one that standard file systems and storage architectures are meant to

handle, and makes for significant required changes in data management procedures.

A common consumer-grade example of this problem is demonstrated in Dig-

ital Video Recorders (DVRs), which are present in over one third of United States

households[70], and which record television programs as they are broadcast. DVRs are

often configured to constantly record other programs that the owner may find interest-

ing, and are thus constantly deleting previously recorded programs to free storage space

for new ones. It is possible that such older programs would in fact be interesting to the

owner, but there is often no time to investigate them before storage space for the new

content is needed. The storage is too limited to retain everything of potential interest.

However, although this is a practical example of having too much real-time information,

it is also a small-scale one. DVRs only require up to 2.75 MB/s of bandwidth[1] per pro-

gram, a data rate which poses no difficulty whatsoever to any standard consumer-grade

hard drive.
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The Large Hadron Collider (LHC) at CERN generates continuous data at a

rate of around 300 MB/s[30], two orders of magnitude greater than that of television.

This larger data rate is still easily managed by a large backend system and global

network, and the data can be preserved indefinitely because of the scale of the project.

However, this 300 MB/s bandwidth is only reached by filtering out most data at the

sensor level. Now, new projects are being developed which generate still more data.

The Long Wavelength Array (LWA) Radio Telescope[36] is one such project and has

a projected initial data rate of slightly over 3.75 GB/s, another order of magnitude

beyond the LHC.

Data at this scale is usually infeasible to store indefinitely. The LWA generates

a full petabyte of data in just over three days, and this rate is sustained twenty-four

hours a day, three hundred and sixty-five days a year. The greater portion of this

data must be defined as “unimportant” when judged against the cost of its long-term

storage. Though it is continuously collected, data in this magnitude can only be stored

for a short time before overwriting it with new, retaining permanently only that which

is most interesting. Merely finding the location of temporarily stored interesting data

presents a significant challenge if it cannot be immediately identified as such upon its

initial capture and storage. Even in current tasks where this class of data exists, such

as in certain radio astronomy projects, the data must be captured in “bursts” which

are analyzed offline, rather than continuously[52].

No storage system has yet been designed to effectively manage this class of

data: continuously written but rarely read. Most storage systems lack even rudimen-
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tary quality of service abilities and cannot guarantee an ability to meet hard real-

time deadlines. Many storage systems offering performance isolation can only do so

for certain workloads, such as multimedia access[26], and even with isolation, can-

not guarantee deadlines. Similarly, systems which can provide statistical performance

guarantees[74, 16] cannot offer hard guarantees. Other systems which can offer hard

guarantees[55] do so based on disk head time, rather than absolute bandwidth. It is

possible to translate disk head time into bandwidth, but only by cooperating intimately

with the storage system itself. Real-time databases[4] are capable of making the per-

formance guarantees that are required, but do so by keeping all information in main

memory, which is infeasible for massive amounts of transient data. Systems based en-

tirely on main memory and set to record data at LWA-like speeds would have a lifespan

measured in minutes and would be extraordinarily expensive compared to disk, and are

therefore unacceptable.

Instead, a new storage system architecture with a specific set of characteristics

is required to adequately handle this class of data. The core requirement is an ability

to guarantee bandwidth and meet real-time deadlines when using unreliable disk drives,

which are nonetheless the only economical online bulk storage devices available. These

guarantees must be made in spite of the highly transient data flow, which cycles data

out of the system far quicker than in other application areas, creating extra difficulty

for management purposes. Furthermore, such data must be quickly indexed and read-

ily searchable, as the system will lose all of its usefulness if data cannot be found in

short order. Such a setup must also support a variety of standard storage system ac-
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coutrements, which are not necessarily important to the application, but are important

in ensuring faithful operation. Examples of this latter category are control schemes for

distributed storage networks, and reliability mechanisms to guard against data loss from

hardware failure.

Simultaneous fulfillment of these multiple requirements require the adaptation

and restriction of the problem area. Existing filesystems, and general-purpose filesys-

tems in particular, cannot adequately handle this specific class of data because they

are meant to concurrently handle a broad variety of other data types at the same time.

Such generalization hampers the strict handling requirements of this class of data, and

thus it must be at least partially unwound and restrictions placed upon formatting,

layout, management, and other aspects. By setting generalized filesystem standards

aside, many of their associated performance penalties also vanish. This results in a

“less capable” storage system for generic data, but a much more efficient one for that

which it does support.

The most prominent standard which need be set aside is the virtualization

of storage device hardware, which allows users and applications to ignore the physical

medium on which their data is maintained. Virtualization of this hardware is a major

advantage in general-purpose computing, but it also prevents the maximum utilization

of said hardware. A conspicuous example is the rotational hard disk drive. Disks, the

standard in bulk online storage, are physical devices subject to mechanical constraints in

their operation. Modern trends are to virtualize storage inasmuch as possible, especially

in large datacenters[65, 32], thus allowing file systems to work equally well on rotational

6



drives, solid-state drives, main memory “drives” and others. However, if one does

not know the details of the underlying hardware, it is impossible to predict what it

will do and how it will perform in any given circumstance. By profiling hard drives

and understanding their mechanical nature on an individual basis, it is possible to

operate very closely to the hardware and obtain better performance than any virtualized

filesystem running on the same hardware.

Existing storage systems generally take no special notice of transient data,

mainly because there are few mechanisms to explicitly define which of the data is meant

to be transient. Outside of a few narrowly defined categories, such as data not meant

to survive beyond the next system reset, transient data is treated no differently than

any other sort. Temporary files, rolling backups, and web caches all have limited (and

sometimes predictable) lifetimes, where old data is regularly replaced with new. Normal

metadata notations are made, indexing and search systems consider it in the same light

as any other data, and there is little to distinguish it to an external observer. These

standard methods are ill-suited to a system where all data is transient and where it

must be replaced in a predictable, regular, and extremely time-sensitive manner. Such

a system cannot spare the time to seek out each piece of data due to be replaced and

cannot afford to let multiple users and applications proceed with their business in an

uncoordinated fashion when deadlines are to be met.

Indexing and search are particularly important problems in this regard. Low-

lifetime data requires an equally low-lifetime index, which means that a conventional

slower buildup of indexing material[27] is inappropriate. It is often the case that such
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data is never useful and need not be searched: it may be stored and cycled out again

before any search is ever initiated. Pre-emptive indexing and search would thus be

wasted in many circumstances. Contrariwise, if one waits on dealing with such matters

until a search is initiated, it may be difficult or impossible to find the requested data

before it is cycled out of the system. There is no point to storing data in the first

place if it cannot later be located, and thus performance guarantees are also needed

for queries. This requires that indexing and search be treated as an integral portion of

storage system management, inseparable from the data and not treated merely as an

add-on component.

Finally, although many standards may be safely abandoned in the design of

this new type of storage systems, other standards must be maintained. Reliability

schemes are needed to prevent data loss in the face of inevitable hardware failure. At

the same time, they cannot be allowed to interfere with the performance guarantees

which are vital to the system, and they must be adapted accordingly. Similarly, this

system must be able to scale beyond a single storage device, and yet this scalability

must not be allowed to interfere with the fundamental performance requirements of

normal operation. Certain engineering refinements are also possible to improve general

usability and performance.

The primary motivation of this work is to examine this poorly-understood type

of high-volume transient data and present a framework by which it can be effectively

and efficiently managed. Specifically, the primary research questions addressed by this

dissertation are as follows:
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1. How can effective bandwidth performance guarantees be made when using unre-

liable physical hard drives?

2. What performance gains are possible through the combination of data manage-

ment and organization with data storage?

3. What methods are needed to allow practical real-time search on secondary storage

devices?

4. What large-scale data management techniques can be applied to high-volume real-

time transient data?

In an effort to answer these questions, this dissertation introduces and demon-

strates new integrated methods for storing and managing high-bandwidth real-time

streaming data. It shows how physical hard disks may be effectively managed through

profiling, thus supporting real-time performance guarantees on a basis of absolute band-

width rather than disk head time (Chapter 3). Techniques are presented, and the results

thereof are shown, for the management of high-volume fleeting data through close hard-

ware integration and strict data layout limitations (Chapter 4). The advantages of

careful manipulation and incorporation of indexing information is seen in the ability to

guarantee search performance in certain classes of queries (Chapter 5). Lastly, there

is discussion of the adaptation of certain storage system peripherals to non-standard

modes of operation without compromising the primary quality of service requirements

(Chapter 6). Such gains apply not only to this specific problem area, but can confer

measurable performance improvements in other storage system architectures.
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Chapter 2

Background and Related Work

The problem space of high-bandwidth real-time streaming data has never been

directly attacked in storage systems. Nevertheless, there has been prior work in several

sub-areas where other storage systems have had need of certain related aspects for

different reasons. Many systems have tried to glean advantage from understanding the

underlying hardware, and some have attempted to provide statistical, soft, and even

hard real-time guarantees for certain types of data storage. Some of this prior work can

be extended and applied to the problems confronted in this dissertation, while other

aspects of it demonstrate paths which are inappropriate or inadequate to the task at

hand.

Section 2.1 opens with an explanation of the physical characteristics of disk

drives, and their typical use in modern systems. It goes on to explain previous work

in disk profiling, disk-centric scheduling algorithms in file and storage systems, and

also addresses the emergence of solid-state disk drives and how they may be applied
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to this problem space. Section 2.2 discusses existing real-time data capture systems

and why they cannot cope with data at much larger scales. Existing scheduling tech-

niques are studied in section 2.3, particularly in how they attempt to provide quality of

service and/or performance guarantees. Indexing methods are reviewed in section 2.4.

Section 2.5 discusses a number of reliability mechanisms used in modern systems.

2.1 Disks

Hard disk drives (HDDs) were invented and initially developed in the 1950s,

popularized in the 1960s, and have been the mainstay of secondary storage hardware

for the past five decades[28]. Their use continues to grow exponentially through the

present day, particularly in large data centers and in the “cloud” environment[69]. The

basic form consists of one or more magnetic platters rapidly rotating around a central

spindle, while a series of arms (one per magnetic surface) position read/write “heads”

at a desired radius over the platter. Data is magnetically stored on the surface of the

platter, and technological advances have increased the density of data storage such that

a single consumer-grade 3.5” form factor disk drive may be able to store as much as

four decimal terabytes (4× 1012 bytes) as of 2012[34].

The idealized disk is divided into a number of tracks, sometimes also known

as cylinders, which represent the concentric circular regions of the disk defined by a

particular radius. The latter term is often used in multiple platter disks with linked

arm/head assemblies, where it can be imagined that multiple single-platter tracks are
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Figure 2.1: Diagram of disk mechanism.

layered on top of each other to form a cylindrical shape. Disk sectors are defined

as the intersection of tracks and mathematical circular sectors based on the platter,

such that the area defined by the sector is capable of storing a certain amount of data

(historically variable, but now commonly manufactured to a 4096 byte standard[22]).

Decades of advancement in disk technology have led to increased complexity in the

internal hardware such that these traditional terms may not always retain a direct

correspondence to the actual physical operation. Nonetheless, they remain commonly

used when discussing drive characteristics, and are accurate enough for all but the most

detailed analysis. Figure 2.1 illustrates standard disk components.

Disk design is thus seen to impose a number of gross mechanical limitations

which cannot be easily overcome. This demonstrates why disks are known as “sec-
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ondary” storage, being far too slow to serve as “primary” storage for normal computer

operation. Specific factors in data access time are listed here in ascending order of

impact.

1. The Data Transfer Rate is the speed at which data is transferred between the

read/write head and the magnetic platter. This rate may differ based on the

direction of data transfer (reading or writing).

2. The Rotational Delay is the lag incurred when the disk head is correctly po-

sitioned over the disk platter, but the appropriate sector has yet to rotate to a

position under the head. The maximum amount of time lost through this delay

is one revolution of the disk platter: for example, if the disk is rotating at 7200

revolutions per minute (a common speed for commodity drives), the delay may

be as long as 8.3 milliseconds.

3. The Seek Time measures how long it takes the disk head to position itself over

the needed track on the platter. At worst, the head will need to move from the

innermost region of the platter to the outer edge, or vice versa, a process which

generally requires several milliseconds on a modern disk.

4. Spin-Up Time is sometimes required if a disk has been spun down (e.g. it has

ceased to rotate on the spindle), which is sometimes done to save power. It may

take as long as several seconds to bring the drive back up to its required operational

speed. When considering the case of high-bandwidth real-time streaming data,

disk spin-down may safely be ignored, since the disk will never be clear of pending

13



I/O operations for a sufficient time to trigger it.

Thus it is possible to imagine the two timing extremes in data movement. In

the best case, the disk head is already positioned over the proper track at the time of

the I/O request and the platter rotation is such that the appropriate sector is just about

to pass underneath the head. In the worst case, assuming no spin-up time, the disk

head may need to traverse the entire disk radius (in either direction) and wait for a full

rotation of the platter to bring the appropriate sector into range.

It is easy to picture the pathological worst-case data layout: a set of many

small data elements alternately located at “opposite ends of the disk,” which is to

say the innermost (smallest radius) and outermost (largest radius) tracks. A more

likely case is that of small elements randomly scattered over the entire disk surface.

Conversely, the best possible data layout is a series of consecutive sectors on the same

track, which allows the disk head to make one continuous I/O operation. Even when

the disk controller reorders I/O operations for the most efficient disk head movement —

something which nearly all controllers do — random I/O is orders of magnitude slower

than well-structured sequential I/O.

Table 2.1 shows example I/O times and efficiency percentages for a hypotheti-

cal disk with 100 MB/s of bandwidth and a 4 millisecond seek time, which are consistent

with advertised “average” figures for commodity hardware of 2012. The average case

is assumed for these numbers, with the best and worst case times being considerably

better and worse. It is evident that disk performance is directly related to the I/O

size, with larger I/O sizes yielding significantly greater efficiency up into the tens of
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Transfer Time Time for one I/O Efficiency Total time, 10 GB of I/O

64 KB 0.000625 s 0.004625 s 13.5% 757.76 s

128 KB 0.00125 s 0.00525 s 23.8% 430.08 s

256 KB 0.0025 s 0.0065 s 38.4% 266.24 s

512 KB 0.005 s 0.09 s 55.5% 184.32 s

1 MB 0.01 s 0.014 s 71.4% 143.36 s

5 MB 0.05 s 0.054 s 92.5% 110.59 s

10 MB 0.1 s 0.104 s 96.1% 106.50 s

25 MB 0.25 s 0.254 s 98.4% 104.04 s

50 MB 0.5 s 0.504 s 99.2% 103.22 s

100 MB 1.0 s 1.004 s 99.6% 102.81 s

Table 2.1: Comparison of data transfer times for different I/O sizes at progressive
locations. Hypothetical disk bandwidth is 100 MB/s and seek time is 4 ms.

megabytes. These results have been demonstrated many times[35, 23, 79] in practical

systems, consistently showing extreme sensitivity to the physical layout of data.

However, the “average” seek time is not necessarily the expected seek time for

some modes of operation, or the worst-case disk head movement. Manufacturers usually

consider a standard filesystem when determining the average seek time, rather than a

situation where the disk head may be moving to random locations on the disk for each

new I/O. Figure 2.2 shows a visual depiction of the theoretical I/O times for a disk of

100 MB/s average bandwidth, and seek times of 4, 7, and 10 milliseconds.

2.1.1 Disk-Centric Scheduling

The impact of data locality on data transfer rates is not a recent discovery. A

paper by H. Frank in 1969[23] noted that performance could be greatly improved by

merely re-ordering the I/O requests to more closely correspond with the physical data

layout. Further developments in 1972 by David D. Grossman and Harvey F. Silverman
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established a mathematical model for calculating appropriate data locations for access

time minimization[31]. Since that time, many disk scheduling algorithms[25, 63] have

attempted to minimize seeking and rotational latencies to maximize efficiency.

Despite such efforts, disks are usually regarded as unreliable for real-time pur-

poses with good justification. Their mechanical nature and the opacity of their internal

data arrangement causes difficulties when attempting to specify a tight time boundary

for I/O operations. Worst-case assumptions must be extremely pessimistic to account

for the unreliable data transfer times[42]. These assumptions result in being able to

utilize only a fraction of the drive’s peak capabilities.

Even those disks which are in constant operation may have significant amounts

of unutilized bandwidth available. Christopher Lumb et al. estimated that a “never-

idle” disk may actually be able to use 20-50% of the bandwidth to service background

applications with no effect on the foreground response times[46]. Certain types of back-

ground I/O may take place during the rotational latency delays of normal disk usage, a

technique called “Freeblock Scheduling”[45]. Although it is only a passive technique and

has limited usefulness, this method can still be used to scan disks for report generation,

indexing sweeps, and similar purposes. Certain assumptions must be made about the

disk for these techniques to succeed. The authors note that the required coarse-grained

assumptions are a specific challenge, and logical block addresses may not map directly

to physical configurations.

An interesting aspect of the modern disk drive is best summed up in two words:

disks lie. The ever-growing complexity of the modern disk drive has led to a necessary
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expansion of on-board “intelligence” in an effort to increase performance. Part of this

expansion has led to a partial departure from the simple historical disk model pictured in

figure 2.1. Specifically, disks may internally remap their layout such that a logical block

address (LBA) at the software level does not necessarily have a direct correspondence

to the physical layout.

Each disk manufacturer does something different, even on a per-model and per-

firmware basis, in an effort to increase performance and lessen the burden on a general-

purpose filesystem[67]. Although well-intentioned, this has the unfortunate side effect of

hindering precise predictions for data transfer times. Bruce Worthington et al. did some

online characterization of disk performance[79] in an effort to gain a closer understanding

of LBA-to-disk mappings. Although this work allowed for increased performance and

predictability, continued disk development has made such characterization increasingly

difficult and little follow-on work has yet been done along this line. However, it is

precisely in this area that the most significant performance gains may be realized for

the problem space of high-volume streaming real-time data.

It is also possible to manage high-bandwidth real-time data by “throwing disks

at the problem.” Several existing standard systems are capable of keeping up with real-

time demands by doing so, though it is an inelegant solution. Google has developed a

reasonably sophisticated mass disk-based approach with Bigtable[17], although it too is

not designed for hard real-time guarantees. It is capable of declaring old data obsolete

and jettisoning it accordingly, to replace it with the more “interesting” new data, but

only on a best-effort basis. Finally, for bursty applications, an intermediate layer can
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be placed between the memory and the hard drive. This layer (often MEMS based)

can smooth out a bandwidth curve for steady performance, but is most useful in an

environment where infrequent bursts of data are expected from time to time[59], rather

than in one where data is constantly arriving at a high rate.

2.1.2 Solid State Drives

Solid-state drives (SSDs) are rapidly gaining prominence in the secondary stor-

age market. Rather than rotating magnetic platers and mechanical arm assemblies,

SSDs use integrated circuits with no moving components. The operational opacity of

SSDs is considerably greater than that of HDDs, and the physical internal location of

data may frequently change without external notice. This opacity is understandable in

light of the technological constraints of SSDs, and their greater internal bookkeeping.

They are generally faster, smaller, lighter, more durable, and more power efficient than

HDDs. However, they also cost considerably more per unit of storage. A 2009 study

by Dushyanth Narayanan et al. of Microsoft Research investigated the replacement

of HDDs by SDDs in enterprise storage[49]. Its conclusion was that replacement was

not cost effective for any studied workload, and that “the capacity per dollar of SSDs

needs to increase by a factor of 3-3000 for an SSD-based solution to break even with a

disk-based solution.”

Not being tied to any mechanical movement, SSD data transfer rate is uni-

form over all regions of the device, within certain operational constraints. This helps to

improve predictability, but those gains are partially offset because overall performance
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changes based on device usage patterns and physical aging[68]. Tests show that la-

tency and bandwidth are not as variable as mechanical HDDs, but may still impose a

significant performance impact.

Solid-state drives are known to have limited write endurance, which can pose a

problem in certain storage environments. For example, the endurance of a highly rated

Intel SSD is officially put at somewhere between one and two petabytes[38], which may

be a rather low limit when working in a data-intensive system. The lifetime of such a

drive may be measured in months under maximum workload conditions.

2.2 Real Time Data Capture

The collection of sensor and other real-time data is not a new problem, but

existing systems and applications are not designed to cope with a constant cycle of

high-bandwidth data. Such data, if too large to save in its entirety, is traditionally

dealt with in one of three ways:

• A digest of the data is saved.

• The data is picked through to find only the most “interesting” elements, which

are then saved.

• A statistical sampling of the data is saved.

No existing systems attempt to save all the data, whether temporarily or permanently,

on the scale that this dissertation targets.
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2.2.1 Ring Buffers

Ring buffers are a common tool for short-term data handling, frequently found

in producer-consumer models. They have also been used for real-time sensor data cap-

ture in both commercial and academic settings. The Antelope Real-Time System from

Boulder Real Time Technologies[10] is an environmental monitoring system incorpo-

rating an “Object Ring Buffer” which claims to accommodate any type of data and

handles communication between various subsystems. DataTurbine[71] is similar, hav-

ing started as an environmental monitoring system before evolving into an open source

“real time streaming data engine,” as it currently bills itself. Rajasekar et al. has pre-

sented a virtual object ring buffer framework[58] designed to manage multiple sensor

data streams.

However, the focus of these systems is rooted in data processing, analysis,

and the facilitation of communications between various subsystems. The underlying

storage architecture is always assumed to be adequate the task at hand, and there are

no special provisions to manage high-bandwidth data. The target capacity for Antelope

is measured in megabytes over a span of minutes, while DataTurbine supports tens

of megabytes per second. Neither data rate is remarkable for today’s hardware, with

single commodity hard drives supporting tens of megabytes of per second as a matter

of course.

The COSS storage system[15] from the Squid proxy server also utilizes a ring

buffer based model, but has no real time component. It is used as an intermediate
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web cache and expires data based on a first-in, first-out approach. Interestingly, COSS

rewrites requested data at the head of the buffer each time that it is accessed, which

simplifies the ring buffer model at the expense of wasting disk time. It functions on a

purely best-effort basis.

2.2.2 Network Traffic Capture

Network traffic capture is a domain where there is often more data available

than there is capacity to store it. Online systems are often capable of detecting a network

intrusion attempt in progress, or of finding the fingerprints of an invader after the fact,

but can only track such events in detail from beginning to end when already alerted to

their presence. Large government organizations were once able to record all network

traffic in and out of their systems[24], but two decades of steady Internet growth has

rendered it infeasible to currently do so.

Many tools are designed to address network monitoring tasks, but their stor-

age capabilities are usually limited to data digests, or pre-specified rulesets defining the

most “interesting” data that should be captured. Argus[3] is a real-time flow monitor

that tracks data network transactions, and can capture packet data in reduced forms.

NetFlow[19] is a Cisco-developed protocol intended to collect IP traffic statistics for

separate analysis. FlowMon[72] is an autonomous probe that gathers statistical infor-

mation and passes it off to collectors for storage and analysis. All of these tools assume

sufficient storage resources and although they are capable of capturing full packets when

specifically instructed to do so, it is only on a basis of “from here on out.”
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Narus, Inc. builds systems designed for full deep-packet inspection of network

traffic, and advertises the capability to fully intercept specified datastreams[50]. How-

ever, this capability is also limited to pre-specified rules only, either through explicit

instructions or upon encountering packets which meet preset criteria. It is not seem-

ingly capable of maintaining even a short history of the entire datastream. As with

ring buffer based systems, it is designed to interact with an external storage system in

normal operation rather than provide a storage solution of its own. Data management

is kept separate from storage system design, rather than making any attempt to gain

advantage through a merged approach.

The network traffic capturing “Time Machine”[40] from Lawrence Livermore

National Laboratory is designed to consider storage system factors when capturing real-

time data, but only in the sense that it is aware of such factors, rather than incorporating

them into its design. It does not go so far as to integrate the storage system with the

main tool itself, but does recognize the requirements and limitations of a disk-based

storage system. It deals with the problem by classifying and prioritizing data streams,

giving priority to what it deems the most important and dropping what it cannot handle.

Generalized from network monitoring alone, Frederick Reiss et al. have pro-

duced methods for querying data streams[60]. A bitmap indexing technique is applied

in order to avoid storing the entire data stream where full archival storage has unac-

ceptable cost. This technique is suitable for trend analysis, but does not actually store

the raw data.
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2.2.3 Real-Time Databases

Real-time databases are used for a wide variety of purposes, but rarely em-

ploy secondary storage[4]. Worst-case assumptions must be set extraordinarily high to

ensure that deadlines are assuredly met[39], which leads to unacceptably low system

capabilities. There has been some work in high-performance inserts, such as that by

Bender et al. with “Cache-Oblivious Streaming B-Trees”[5] and their techniques for

fast database inserts. Unfortunately such approaches are still not designed to explicitly

meet real-time deadlines, and suffer some performance loss in searching as a tradeoff for

the efficiency in insertions.

2.3 Performance Management through Scheduling

Hard real-time guarantees on secondary storage devices are possible but with

a mixed record of success. Worst-case performance assumptions may be used to ensure

that all deadlines are met, but this necessarily results in severe under-utilization of the

storage device. However, quality of service guarantees without strict deadline require-

ments have proven more successful. Several scheduling techniques have been developed

which allow storage systems to fulfill individual user performance requirements with-

out sacrificing overall efficiency. These quality of service schedulers (including those

which provide hard real-time guarantees) may be broadly divided into three groupings:

reservation-based schedulers, statistical and fair-share schedulers, and schedulers which

separate application classes. Some systems may be fairly placed into multiple groupings.
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2.3.1 Reservation-Based Schedulers

The YFQ disk scheduling algorithm[12] allows applications to make reserva-

tions on both throughput and latency. Unfortunately, as the authors admit, the stateful

nature of a hard drive makes bandwidth difficult to guarantee in the face of worst-case

usage patterns, and they observe that “such guarantees may come at the cost of excessive

disk latency and seek overheads, harming aggregate disk throughput.” RT-Mach[48] and

Zygaria[78] similarly provide resource reservation capabilities on individual disk drives,

and similarly have the same shortcoming of being bound by worst-case assumptions.

All provide modes of operation with a lesser guarantee for those applications which do

not require strict deadlines. The reservable resources are only a fraction of the total

disk capacity (in both throughput and latency), thus leading to a severely under-utilized

disk unless best-effort tasks are used to fill in the slack time.

Several disk scheduling algorithms have attempted to leverage knowledge of

the hardware, including the aforementioned YFQ. Grossman and Silverman presented

theorems for the “Placement of Records on a Secondary Storage Device to Minimize

Access Time” in 1973[31] to provide a theoretical basis for arranging data to minimize

average retrieval time. Reuther and Pohlack implemented a rotationally aware disk

scheduling algorithm in DROPS[61], allowing disk reservations based on throughput,

and otherwise scheduling “best effort” requests based on knowledge of the data layout

in the hardware. Again, even with detailed hardware knowledge, these systems do not

support future predictions for data access patterns, and thus must continue to adhere
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to all worst-case assumptions.

Fahrrad[55] takes a different approach, guaranteeing disk head time rather

than attempting to accept reservations based on overall bandwidth or individual I/O

request latency. Individual applications are thus able to maximize their bandwidth and

latency to the extent that they are able to manage their data layout on the physical

hardware. They are not penalized for the extra arm and head movement imposed by

other applications, but absolute real-time deadlines are still constrained by worst-case

assumptions within their own request stream.

2.3.2 Statistical and Fair-Share Schedulers

Statistical schedulers and fair-share schedulers do not attempt to support real-

time deadlines. Instead, they focus on making sure that applications are not “starved,”

which is a possibility in systems concerned solely with maximum overall efficiency. In

the case of statistical guarantees, starvation remains possible in the short term.

Lottery Scheduling[74] provides a randomized (and thus statistical) scheduling

mechanism to support disk I/O. It does not claim to provide hard guarantees on response

time, but can be used for “fair” resource allocation. Façade[44] and SLEDS[16] also

focus on statistical guarantees, defining “virtual hardware” for external applications.

Emphasis is made on isolating workloads from each other, and in throttling offending

workloads to prevent them from unduly interfering with others. Both are designed

for providing quality of service guarantees on larger storage systems over a variety of

workloads, but are not suitable for hard real-time deadlines. The Cello[64] system
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is similar, providing a two-level architecture to separate application classes from each

other in order to provide quality of service, though it is not designed to cope with

“misbehaving” applications which make inappropriate resource demands.

Horizon[56] also uses a two-tier approach to manage QoS in distributed storage

systems. It has higher-level mechanisms to control deadline assignments and workload

shifting, while maintaining individual disk-level tools to handle the details of moving

data on and off the hardware itself. It is intended to handle softer “request service

guidelines” from a wide variety of applications, rather than hard real-time deadlines

over the entire distributed system.

Larger storage systems can often guarantee a certain service level, as in Lustre[21]

and Ceph[80], but only to the degree of categorizing traffic to maintain an appropri-

ately “fair” level of service. No guarantees are made from moment to moment; service

is allocated on the level of “a certain amount of time on a certain granularity level.”

Such constraints are adequate for basic quality of service over a large shared system,

but not for meeting hard real-time deadlines.

2.3.3 Application Class Separation Schedulers

Finally, some systems are able to meet real-time I/O deadlines by requiring

certain preset conditions and workloads. Clockwise[9] and other multimedia storage

servers[26] take advantage of the predictable file layout and workload specification of

media applications to meet real-time deadlines in those circumstances. Cello[64] also

provides application class separation in the context of statistical guarantees.
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Minerva[2] is a tool that can automatically design large storage systems to

meet specified performance goals, and can also be used to predict performance. It

can support quality of service goals on a specific workload but utilization must be

known in advance, and it cannot support applications which deviate from their declared

performance settings.

Argon[73] is a storage system that manages resources to insulate applications

from each other. Its goal is to provide applications with performance that, in a shared

environment, is nearly as good as would be seen in an exclusive environment on the

same system. It uses a weighted fair-share system among various request streams, but

as with most other systems, performance guarantees are not explicitly made.

2.4 Indexing and Searching

Data storage is most useful when the data can be discovered and retrieved with

a minimum of effort. It is possible, of course, to inspect every portion of data until the

desired fragment is located, but this process is inefficient at best. A standard filesystem

directory structure is adequate when data need only be indexed on one attribute, but

different techniques are needed when data must be stored and searched for based on

multiple aspects.

Semantic File Systems, as proposed by Gifford et al.[27] date back to 1991.

This method of file organization was described as “[providing] flexible associated access

to the system’s contents by automatically extracting attributes from files.” It allows files
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to be automatically classified and arranged based on the actual data within them, and

introduces virtual directories to facilitate access via conventional mechanisms. Virtual

file directors are generated by queries.

The work in Semantic File Systems was extended by Gopal and Manber[29]

with the integration of content-based access mechanisms. User-defined namespaces are

based on queries in combination with content-based access, but there are scope and

consistency problems, and the authors admit that its ease of use is questionable. Soules

and Ganger went further with Connections[66] which performs file search based on

the context of data as interpreted by users. File system calls are traced to “identify

temporal relationships between files and use them to expand and reorder traditional

content search results.”

The Damasc project[11] extends this further with “a configurable layer . . . added

on top of the file system to expose the contents of files in a logical data model through

which views can be defined and used for queries and updates.” This integrates a view

of the data into the filesystem itself, something which is vital to any work that makes

quality of service guarantees, though this targets long-term data rather than short-term.

Metadata management is often used to assist indexing and queries, apart from

the data itself. Spyglass[43] is a file metadata search system designed for very large

storage systems, taking advantage of namespace locality and snapshot-based metadata

collection to check only modified files. It works best in systems with a long-term outlook,

but captures a lot of data which is not necessarily useful. SmartStore[37] is similar

to Spyglass and combines a semantic-aware approach with metadata organization and
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search. It is decentralized and is specifically intended to organize filesystem metadata

to prevent full-system searches and disk scans. Ceph[75] offloads metadata from main

storage entirely, setting up dedicated servers to handle such matters, a technique which

splits certain indexing tasks away from the main storage infrastructure.

Databases are well-suited to the generic problems of indexing and search, but

are not necessarily efficient at doing so. Databases which require real-time support do

not typically operate on secondary storage[39, 42], however, and are not well suited to

larger transient data loads.

2.5 Reliability

There are two common methods used to prevent data loss upon disk failure.

The first method is to mirror the data onto another piece of hardware. That is, to keep

at least one fully up-to-date backup copy of all data, synchronized with the primary

storage device. The second way is through use of a Redundant Array of Indepen-

dent/Inexpensive Disks (RAID) and similar techniques, which incorporate extra drives

(usually called “parity” drives) to provide a safeguard against loss of data through the

loss of one or more data drives. The first approach, mirroring, is sometimes also referred

to as “RAID 1.”

The original RAID design by Patterson et al.[53] defined five different modes

of operation. RAID 1 (mirroring) and RAID 4/5 (block-level parity) are still in frequent

use today, whereas RAID 2 (bit-level parity) and RAID 3 (byte-level parity) have fallen
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out of favor. RAID 4 splits a piece of data into n different pieces and performs a bitwise

xor operation over them to generate a parity block. These pieces, including the parity

block, are then placed on n + 1 hard disks in an array; this is usually called a “data

stripe.” If one of these disks fails, the data block stored on that disk can be reconstructed

by another xor of the remaining data blocks, and thus the data is guarded against one

drive failure. RAID 5 works similarly, except that it spreads the parity block placement

over all the disks for each stripe of data, to avoid placing the entire parity burden on a

single disk. A single data stripe example of RAID 4/5 is shown in figure 2.3.

The basic RAID techniques have since been extended into methods capable of

guarding against two disk failures. Two-disk protection schemes are frequently labeled

as “RAID 6,” although there is no specified standard as per RAID 1-5. EVENODD[8]

requires a prime number of disks (some of which may be virtual) to tolerate two disk fail-

ures, and Row-Diagonal Parity (RDP)[20] is a more recent technique for the same pur-

pose. There are other proprietary commercial implementations that also guard against

two disk failures.

Other approaches can support a larger number of drive failures. WEAVER

codes[33] can tolerate up to 12 failed drives with only XOR-based erasure codes. General

error-correction codes, such as Reed-Solomon codes[54] can guard against any desired

number of failures. A beneficial side effect of many of these techniques is the increased

availability of bandwidth for I/O operations, when compared to a system using fewer

drives.

Declustering approaches for RAID-like behavior, such as distributed sparing[47]
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Figure 2.3: Basic RAID operation. The top portion illustrates the initial data distribu-
tion/construction, and the bottom portion shows data recovery.
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use spare disks to rotate RAID-group placement among many disk combinations to

better improve rebuild time and performance in degraded mode, though this requires a

reduction in total capacity. Very large scale storage systems often integrate mechanisms

of this nature, such as the FAst Recovery Mechanism (FARM)[81], and RAID groups in

Panasas[51]. These approaches work well for rebuilding and recovery upon drive failure,

reducing the total available bandwidth much less than standard RAID methods, but

such approaches are only viable on very large storage systems due to the number of

disks involved.
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Chapter 3

Real-Time Guarantees with Unreliable

Storage Devices

Hard disk drives are unreliable, yet remain the only practical source of bulk

online secondary storage. Their operational state is described in section 2.1, along with

the challenges that render them difficult to work with in quality of service and real-

time deadline environments. Latency may differ by orders of magnitude merely by the

order in which one accesses data, and the available bandwidth can change significantly

based on whether the data is physically stored on an outer or inner region of the spinning

platter. Disk firmware may not even truthfully report this location to an outside process.

Table 2.1 and figure 2.2 in section 2.1 list and picture example performance

numbers for a hypothetical disk with a bandwidth of 100 MB/s. Figure 3.1 pictures

measured data from an actual physical disk of similar characteristics. As in figure 2.2,

the amount of data is ten gigabytes. The specific drive used for this comparison is a
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Western Digital Caviar Black, model number WD2001FASS[76]. It has an advertised

latency of 4.2 milliseconds, though the figure calculated by disk manufacturers is only

“average” when assuming a standard file system and reasonable file layout on the disk.

Maximum latency is often higher than 10 milliseconds for many disks, including this

one. No specific bandwidth is advertised on the official product datasheet, but testing

shows it to be roughly 100 MB/s (see section 3.1 for more information on calculating

disk bandwidth).

Figure 3.1 is in three parts. Part (a) shows the bandwidth when the I/O

pattern is progressive throughout the course of the disk. That is, all I/O operations take

place at regular intervals throughout the disk, calculated such that the first I/O is at the

“beginning” of the disk, and the last I/O is at the “end.” Part (b) shows the bandwidth

when the I/O pattern is truly random, which naturally leads to an increase in I/O times.

Part (c) shows the bandwidth with a pathological worst-case data layout, where each

subsequent I/O operation takes place at opposite ends of the disk. The disk’s on-board

write cache allows for re-ordered write requests, improving write performance in all

cases, but this is particularly the case in part (c). An additional data line is shown in

part (c) detailing write performance with the write cache disabled. This necessitates an

expansion of the Y axis in this particular graph in order to accommodate the increased

time, as compared to the maximum times in parts (a) and (b).

These graphs show that actual disk performance can very greatly; therefore,

the first step toward efficient hard real-time guarantees must lie in a close understanding

of the disk.
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Figure 3.1: Comparison of measured times for varying I/O sizes on an example disk for
ten gigabytes of distributed data. Note that the y-axis scale for part (c) is not the same
as in (a) and (b) due to a much higher worst-case time.
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3.1 Profiling Disk Drives

Disk drives are not all created equal. Though manufacturers provide a single

product specification sheet for each model of hard drive, even individual members of

the same production run often have measurably different performance[41]. This is par-

tially due to the increased “intelligence” of the hardware which allows disks to provide

a logical data view which may not correlate to the physical data layout. The obfusca-

tion allows hard drives to transparently “fix” themselves when the storage medium is

damaged by remapping portions of the logical data layout from one physical disk region

to another, but this trait complicates all attempts to control the exact physical layout.

Fortunately, the logical layout largely echoes the physical layout on current disks, and

careful measurements allow one to discover the specific regions where that no longer

holds true.

Hard drive profiling is necessary in order to understand the data layout well

enough to make hard real-time guarantees. This allows for an understanding of, and

cooperation with, the physical hardware on which the data is stored. Furthermore, each

hard drive in question must be profiled individually because even those of the same

model number may be dissimilar. Unfortunately, this information cannot be calculated

or predicted without actual testing of the disk in question, since simulators are not well

equipped to handle individual disk performance characteristics[13]. Careful testing,

using various I/O sizes in multiple passes through the disk, are the only way to find an

accurate profile.
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Figure 3.2: Disk performance profiling for a pair of disks. The x-axis measures the
logical data position presented by the disk, and the y-axis measures the bandwidth
achieved at that logical position.
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Figure 3.2 illustrates the read and write bandwidth of two example disks. The

logical data layout is measured along the x-axis and the bandwidth is measured on

the y-axis. This graph makes it immediately apparent that disk bandwidth is highly

correlated with logical data position. Bandwidth cannot be accurately predicted for

a given region of the disk unless this correlation is mapped in advance. The overall

shape of the bandwidth curve verifies that logical data position roughly corresponds to

physical position. The “start” of the disk has a higher bandwidth, corresponding to the

outermost regions of the spinning platter where the disk head passes over the data faster

than in any other place. Throughout the course of the disk, the bandwidth drops off

steadily, corresponding with the shrinking radius of the data track on the platter, until

it reaches the “end” of the disk. It should also be noted that write and read bandwidths

are not necessarily equal, and may in fact differ by a large amount, as demonstrated by

the second disk in this graph. Whenever this is the case, read bandwidth is inevitably

greater than write bandwidth. However, in all cases, the available bandwidth at the

end of the disk is much less than that available at the start.

Figure 3.3 shows the bandwidth curves for several “identical” disks of the same

make and model, each profiled with a tool created as a part of this dissertation. These

particular disks are each 250 decimal gigabytes (250 × 109 bytes) in size, with average

bandwidths between 40 and 60 MB/s, depending on the logical data position. Each

graph, although not individually labeled, measures 250 binary gigabytes (250 × 230

bytes) of logical data position along the x-axis, and up to 80 MB/s of bandwidth along

the y-axis. Only write performance is shown in this figure; the read performance for
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Figure 3.3: Trends in disk performance profiling. The x-axis for each graph measures
logical data position from 0 to 250 binary gigabytes, and the y-axis measures bandwidth
from 0 to 80 MB/s. Scale is identical on all graphs, and only write performance is shown.
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each disk is similar enough to write performance such that it would not be usefully

distinguishable at this scale. Note that the performance curve of each disk is of similar

shape, but no two curves are exactly identical. Although the overall trend of each curve

continues to verify that logical data position roughly corresponds to physical position,

variations in performance are visible on several of the disks.

These results have important implications when making real-time guarantees

since they show that real time does not necessarily translate to a particular amount

of bandwidth. Even setting aside the issue of head positioning and assuming that any

given I/O operation can begin immediately, the available bandwidth on one portion

of the disk may only be two-thirds that of another portion. The implication here is

that even systems capable of guaranteeing disk head time[55] cannot offer a blanket

bandwidth guarantee without also having knowledge of the exact data placement on

the platter.

This performance curve defines the upper limit of the guaranteed bandwidth: a

worst-case assumption may be made that a particular I/O operation must be performed

in the area of lowest bandwidth. Unlike many worst-case assumptions, this is actually

an entirely reasonable one, since it is guaranteed to occur on any disk approaching full

capacity, rather than only happening in an esoteric circumstance. This limit can also

be effectively raised by only utilizing the “upper” (outermost) portion of a disk, hence

raising the minimum bandwidth available to the device as a whole. No bandwidth

guarantee can be made in excess of the minimum bandwidth for the disk as a whole,

though certain data regions may have higher minimum bandwidth guarantees when
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Figure 3.4: Individual performance points in disk profiling.

they are known to be in the outermost portions of the disk.

However, figures 3.2 and 3.3 only show the smoothed bandwidth curves. Fig-

ure 3.4 shows detail of the read bandwidth on a single disk (the same one from fig-

ure 3.2(a)) in the 1000 GB to 1400 GB range, and individual performance points are

marked without a smoothed line. Inward head movements are marked by the step func-

tion appearance of the points, and nearly all of the measurements are clustered in the

same region with few outliers. However, there is a significant bandwidth drop at about

1193 GB, with three significant outlier points.

The drop in bandwidth in this region most likely signifies that the physical

medium is damaged at the position to which this logical mapping would ordinarily
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refer. The disk firmware transparently compensates for this damage by remapping the

logical position to a new physical area on the disk, a solution generally beneficial for

most storage purposes. This abstraction layer cannot conceal the sudden performance

decrease, however, which is noticeable when one specifically looks for it.

This remapping is convenient in general, but potentially problematic when

trying to make hard real-time guarantees. Luckily, it is possible to work around it

by creating a counter-remapping, and thus applying a set of corrective lenses to one’s

understanding of the hardware. By maintaining a list of these remapped disk regions,

such areas can be avoided when performing a large sequential I/O operation, and thus

sudden drops in performance are avoided. It is possible to determine the physical loca-

tion of the remapped disk portions (relative to logical addressing) and group them with

“closer” areas, but this is difficult to do in practice, requiring a significant investment

of experimentation time and a great deal of guesswork.

Two benefits are gained by making this remapping information available to the

storage system. First, an efficient data layout can be created based on physical locality,

if typical I/O operations are of sufficient size to gain advantage from it. Second, it

allows one to accurately predict the required time on any particular I/O operation. This

information does not yet translate directly into a hard real-time performance guarantee,

but it is a necessary requirement to make guarantees at a performance level close to

that of the hardware’s capabilities.

Fortunately, most disks have few remapped regions. A selection of detailed

performance regions for various disks is shown in figure 3.5. Disks are measured by
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Figure 3.5: Individual performance points for multiple disk profiles. The x-axis for each
graph measures the logical data position in the 140 to 160 GB range, and the y-axis
measures bandwidth from 0 to 80 MB/s.
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logical data position in the 140 to 160 gigabyte rate, with bandwidth in the 50-60 MB/s

range (and down to 20 MB/s in one case). One disk in that figure may be seen to have

a large aberration in performance, indicating a large remapped region. If such regions

are common or particularly large, the disk is likely unsuitable for use in this capacity.

3.2 Data Tuning for Hardware-Aware Layouts

The dominating factor in small I/O operations is the time required to position

the head over the appropriate region of the platter. If it were possible to arrange the I/O

schedule such that the disk head always ended an operation in the vicinity of the start

point for the next operation, there would be no problems in gaining maximum efficiency

from the disk. Such systems as can arrange this data pattern see high efficiencies[26],

but it is a wholly unrealistic expectation for most use cases. Even in the case of high-

bandwidth streaming data, it is impossible to predict which portions of the data may be

preserved in-place at some unspecified future point, or to predict what sort of queries

or read requests may be made at any point. However, it is possible to do the next

best thing: force the data to conform to system-enforced patterns and permit no I/O

operation outside the guidance of those patterns.

In other words, the data can be packed into large monolithic chunks of uni-

form size and known placement. If the data access patterns cannot be made perfectly

predictable, it is at least possible to force the data into a form where performance is

known and real-time guarantees available. It remains impossible to control which data
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chunks the user wishes to access, but uniformly large data chunks ensure that seeks

are infrequent compared to “normal” modes of operation for standard filesystems This

format is obviously not appropriate for general-purpose filesystems, but it can be eas-

ily adapted to fit real-time streaming data. Further management aspects of that are

discussed in chapter 4.

A consequence of the data chunking model is the loss of a certain amount

of flexibility. There can be no such thing as a “small file” except inasmuch as mul-

tiple “small files” (or elements) can be packed into a single chunk, and this packing

may result in lost storage capacity due to inefficiency. However, performance gains are

significant, and more importantly, performance can be made predictable. As shown

previously in figure 3.1, larger I/O operations result in lesser time requirements, and

those requirements asymptotically decrease as chunk size increases. Not only do larger

chunk sizes reduce the worst-case performance, but they also reduce the best-case per-

formance. This allows I/O times to be made more predictable in general, and efficiency

is maximized as a minimal amount of overhead time need be set aside to account for

worst-case possibilities.

Disks may experience change over their lifespan. Most importantly, the disk

may begin to degrade and portions will become unusable. Disk firmware is often capable

of detecting and correcting these problems transparently without alerting the user, but

such corrections almost inevitably result in remapped regions. The system could be

taken offline and the disk re-profiled periodically to detect these changes, but that

is fortunately not required. Instead, the same effect can be accomplished merely by
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keeping track of performance as the disk is in operation. With a baseline profile for

comparison, it is possible to detect sudden performance changes and account for them.

Figure 3.6 is a visual depiction of the realignment process which can be un-

dergone when degraded disk performance is detected. First, the entire remapped chunk

is taken out of the normal cycle of operations. In almost all cases, most of the chunk

will remain suitable for use, save only a small damaged portion that may be located at

any point within the chunk. The ongoing performance measurement is capable of deter-

mining the particular chunk which has been remapped, though refinement of the exact

boundaries (in terms of logical addressing) requires dedicated examination. Happily,

this “hard look” only takes a fraction of a second, and does not interfere with normal

operations.

Two options are possible at this point. The entire chunk may be taken out

of service and no further thought given. Alternatively, since the remapped region of

the chunk is likely very small, data chunks may be realigned into a new layout which

bypasses the remapped region of the disk. This is a cascading process which may

continue for many data cycles before propagating throughout the entire disk, but normal

operation is never interrupted, and the worst effect is merely one of temporarily reduced

capacity (by the amount of one data chunk). The fourth and fifth “lines” of figure 3.6

show this ongoing process, which may be further delayed by preserved chunks on the

disk, but never blocked entirely.

One can never fully account for broken hardware — real-time guarantees are

only as “guaranteeable” as the quality of the underlying hardware system — but this
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Figure 3.6: Correction of remapped disk blocks in continuing operation. The remapped
portion of the disk is taken out of service, and the disk chunks are gradually realigned
while normal operation continues.

approach allows in-place correction of what would otherwise be potentially guarantee-

breaking problems. If too many errors are detected, particularly in a short span of time,

it is almost certainly a sign of imminent disk failure.

A key factor in operations is making sure that data chunks are never split.

This requires all I/O requests to be funneled through a single gatekeeper so that they

do not interfere with each other. Individual I/O requests may be made outside of the

standard chunk size, but guarantees are only issued on the basis of chunks, and chunk

alignment is maintained even in the face of smaller amounts of written data.
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3.3 Solid-State Storage Devices

Solid-state drives (SSDs) offer generally higher performance than rotational

disks, but are not yet developed enough to have stabilized on a general performance

trend. For example, SSDs have uniform performance when operating in a 100% write

or read mode, but that performance may drop significantly when operating with mixed

workloads[68]. Although profiling is still possible, SSDs have a wider operational range

and looser worst-case constraints as compared to rotational drives. Figure 3.7 shows

the performance curves of a single SSD under 100% write and read loads. The available

bandwidth does not depend upon the chunk size. Instead, it depends upon the exact

workload the SSD is handling at that particular point in time. This results in SSD

performance being more difficult to precisely predict than rotational drives unless the

desired workload pattern is known in advance.

It is likely that SSDs and related technologies will find significant use in real-

time storage applications due to their superior performance characteristics. However,

there remain three significant problems which render them unsuitable for use in large-

scale storage systems: capacity, cost, and wear. Commodity drive capacities for SSDs

are currently in the 128-512 GB range, while mechanical disks have standard capacities

of 2-3 TB. The rate of capacity increase for SSDs is currently no greater than that of

mechanical drives, and thus it appears that mechanical drives will retain their advantage

in this area for some time. Cost and wear were previously discussed in section 2.1, where

the conclusions were that SSDs are not predicted to become cost-competitive for some
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time, and their write endurance makes them currently unsuitable for use in a high-

bandwidth real-time streaming data storage system.

3.4 Conclusions

The performance of standard commodity rotational disk drives is unpredictable

in the general sense, with three major metrics independently impacting efficiency: I/O

operation size, current locale on the disk platter, and the ordering of concurrent oper-

ations. Performance may be stabilized by imposing certain restraints on these factors,

with large concurrent operations yielding simultaneously the most useful (predictable)

and efficient results. Furthermore, even disks which have identical performance charac-

teristics may not behave similarly, either in aggregate, or in specific comparable regions

between disks. Thus in order to accurately understand the physical characteristics of

any given disk drive, profiling on an individual basis is necessary, which allows use of

the disk to its maximum potential.

The results presented in this chapter demonstrate that disks may be under-

stood in sufficient detail as to dictate an effective data layout. This allows mechanical

disk drives to make hard real-time performance guarantees in terms of absolute band-

width, at near-maximum potential, rather than the lesser guarantees of disk head time,

or by requiring high worst-case assumptions. Constraints must be placed on the data

itself in order to take advantage of this technique, which reduces overall flexibility some-

what. Profiling may continue during active disk operations to detect online failure, and

51



data may be relocated appropriately to maintain performance guarantees without visible

interruption to the user.

Solid-state storage devices are less volatile than rotational disk drives, but

come with significant downsides in price and durability, which precludes their use as a

substitute in the field of high-bandwidth real-time data management.
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Chapter 4

Management of High-Volume Fleeting

Data

“Write-once, read-maybe” data is not typical in storage systems. Checkpoint-

ing and backup systems make regular copies of the active data in order to ensure it is

not lost through primary system failure. In those cases, data copies are maintained as a

precaution against loss in the primary system, and thus may be appropriately classified

as “write-once, read-maybe.” However, the intent of such a system is to maintain the

data for failure recovery purposes, rather than to interact with it on a regular basis. It

does not have constant real-time requirements — except in the broader sense of mak-

ing backup copies frequently enough to be useful — and is only overwritten with more

up-to-date copies of itself. In contrast, the problem space of managing high-bandwidth

real-time streaming data requires the erasure of old data in order to store new, and most

of the data will leave the system before it is ever referenced. It is possible to indefinitely
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preserve a smaller subset of the data from time to time, but it is infeasible to preserve

all of it. The operational state of this type of storage system may be described thusly:

1. Current data is preserved for a limited time only. The extent of that time depends

on total system capacity and system policy configuration.

2. Current data may be specifically marked for preservation, with the understanding

that such preservation will reduce the total available capacity.

3. Old data is automatically overwritten in a first-in, first-out manner as new data

enters the system.

4. Incoming data must be preserved immediately; it is generated in real-time and is

lost if it cannot be immediately collected.

This manner of data collection describes a system commonly known as a “ring

buffer,” though the standard model does not usually incorporate in-place preservation of

existing data. A visual representation of the ring buffer model is pictured in figure 4.1.

Two blocks of data are preserved in place, and the replacement cycle of incoming data

moves clockwise. The oldest region of data currently in the buffer is noted, and newer

data is marked in progressively lighter shades.

Ring buffers are simple data structures, and have previously been used to

manage low-rate data flows[10, 71, 58, 57, 15]. With suitable adaptations, the ring

buffer model may also be used to manage a high-bandwidth stream of real-time data.

Gathering information is easier than understanding it, or using it, and the

difficulties in storing information long enough for it to be useful are not new. Scientific
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Figure 4.1: Ring buffer model.
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data capture in particular has often had this problem: it is easier to construct the

data recording instruments than it is to store all the data that such instruments can

collect. The Large Hadron Collider, perhaps the current epitome of “Big Science” was

previously mentioned as having a continuous data collection rate of about 300 MB/s[30].

That data rate is stepped down three orders of magnitude from what the instruments

actually collect: 300 GB/s, which must be filtered down to only the most “interesting”

events. It is not difficult to imagine events worth capturing which must be filtered out

before reaching the storage system and are thus “lost.” New generations of experiments

attempt to capture more of this data in order to lessen this possibility.

Understanding the data is the first step in managing it, and thus a storage

system must “understand” the data as more than just a stream of bytes or a collection

of files. Such abstraction is useful and proper for general-purpose storage systems, but

this work targets a more specific area that can benefit from the tight integration of data

with storage. Thus, the specific mechanics of the ring buffer storage model are highly

dependent on the type of data.

4.1 Data Types

Three primary characteristics distinguish incoming real-time high-bandwidth

data for the purposes of storage and management: data rate, element size, and indexing

complexity. The data rate is measured by bandwidth (bytes per second), and may be

variable. Data elements are treated as indivisible units for the purpose of management,
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and may also vary in size. Example data elements would be a single photograph, a sensor

reading, or an IP packet. The indexing complexity refers to the number of aspects on

which each data element is indexed. At the least, each data element is indexed by

timestamp. At the most, the indexing metadata might exceed the size of the data itself.

Two real-world data patterns may be regarded as “canonical” examples:

1. Fixed-size, non-indexed data: Fixed-size, non-indexed data is often generated

by sensor systems. It arrives at a fixed rate, does not vary in timing or content

layout, and does not need to be indexed beyond time, and possibly source. Search-

ing for and preserving such data can be done merely by specifying its space-time

coordinates.

2. Variable-size, highly-indexed data: Variable-size, highly-indexed data is the

type generated (for example) through network traffic monitoring. Its arrival rate

and exact data element sizes cannot be precisely specified in advance, and indi-

vidual elements are subject to multiple indexing requirements based on the data

contents. Any searching and preservation is likely to be requested on the basis of

a database-style query over complex indexing data.

Large fixed-size data elements are easiest to manage, whereas small variable-

sized elements indexed on multiple vectors pose additional difficulties. Other combina-

tions are possible, but these two examples represent the easiest and hardest ends of the

scale. If a storage system has a native view of these data patterns and requirements, it

becomes possible to reach higher performance levels. Instead of a faceless amalgamation
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of random bytes with no more than a directory/file structure to group them by, the data

is understood in its native form, and the storage system can adjust its access and I/O

patterns accordingly. The differences may be better understood by a closer study of two

example data patterns: continuously streaming sensor data, and variable-rate indexed

network traffic.

4.1.1 Continuously Streaming Sensor Data

Continuously streaming sensor data is predictable and unvarying. That is,

the data itself is constantly changing, but there are no changes in its size, layout, or

rate. Such parameters are set in advance, and the indexing complexity of this data

is extremely limited, requiring perhaps only a source location and a timestamp. The

nature of this data makes it very easy to align with any internal formatting require-

ments imposed by the physical storage medium. The equivalent of a “file boundary” is

deterministic, as is the equivalent of metadata.

When an external process decides that some portion of the data is interesting

and that it should be preserved, it need only tell the storage system something such

as “preserve data from source A, where the timestamp is between X and Y .” The

data is marked as preserved; the ring buffer ordering is (logically) rearranged to bypass

the newly-preserved data, and operation continues normally with a known loss in total

buffering time and a changed determination of when old data is now due for expiration.
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4.1.1.1 Variable-Rate Indexed Network Traffic

Variable-rate indexed network traffic is unpredictable in several respects. The

previously-described continuously streaming sensor data has a fixed size, a fixed rate,

and a relatively simple indexing requirement. None of this applies to network traffic,

where “variable” can be used to describe all the major parameters. Consider, for exam-

ple, a standard IPv4 packet. It can vary in size from 20 to 65535 bytes (though 1500 is

the more common upper bound), it has no set rate, and there are several possible ways

to index each packet, even aside from any indexing based on the data itself.

Continuously streaming sensor data can be indexed based on the timestamp,

and perhaps the source of the data packet if that is not already part of the data layout.

An IP packet, however, has several unique aspects which may need to be indexed and

tracked in order to make use of the data in a timely fashion. A partial list of such

aspects might include the source IP address, the destination IP address, the protocol,

the packet size, and the time index. There might additionally be a need for indexing

based on aspects of the data contents, or other metadata-like information provided by an

external process, which should be stored with the raw data for later searching purposes.

These extra indexing requirements add a new layer of complexity when it comes

to properly managing the data, particularly for preservation or retrieval requests to the

storage system. Instead of a request to preserve data based on a timestamp range, a

request may take the form of “preserve IP packets which are traveling between source

address A and destination address B, have a length of at least N bytes, and were sent
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at time X or later.” The storage system must be able to act on such a request in a short

amount of time, or the data that it has been instructed to preserve may be overwritten

before it can be found. This aspect of indexing is further discussed in Chapter 5.

4.2 Data Chunking and Layout

Individual data elements may be large or small, but in either case their effec-

tive management depends on tight integration with the physical hardware. Chapter 3

discussed the sensitivity of mechanical disk drives to the physical layout of data, and

the methods by which one may gain control over such placement. This knowledge is

now combined with the formatting of data in order to make effective quality of service

assurances and hard performance guarantees. Modern filesystems, such as ext4, are gen-

erally good at data placement with regard to physical locality on a disk[14]. However,

they are prone to fragmentation over time, particularly as the capacity approaches full.

Since a utilization rate of near-maximum on each individual drive may be reasonably

anticipated, ordinary filesystem fragmentation would increasingly accumulate if one fol-

lowed the standard practice. Thus data layout must be precisely controlled to avoid the

problems of ordinary filesystems. Two terms are now defined:

• A Data Element is a single piece of data which should be treated as an indivisible

unit. For example, a data element might be a single snapshot from an optical

telescope, or a single IP packet intercepted from network monitoring.

• A Data Chunk is a unit that the storage system interacts with. It may contain
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a single large data element or many smaller ones. It may also contain other

metadata-like information related to the datastream.

As per the results in table 2.1 and figure 3.1, the minimum data chunk size

must be on the order of megabytes, and no ordinary I/O operation may be smaller

than this chunk size. The data chunk size is customizable based on the exact nature

of the data, but the general rule of thumb is that “bigger is better” from the perspec-

tive of the hardware. Large data chunks allow performance guarantees closer to the

maximum performance of the hardware. Small data chunk I/O times are dominated by

the positioning of the disk head, which is the greatest factor in the worst-case timing

assumptions necessary for real-time guarantees. Large data chunk I/O times are domi-

nated by the actual data transfer time, which, although not entirely constant, is far less

variable than disk head positioning time and allows for tighter worst-case assumptions.

When data elements are small, multiple elements can be packed into a single

data chunk. For example, nearly thirty-five thousand 1500-byte IP packets (data ele-

ments) can fit into a single 50-MB data chunk. Though useful for bandwidth purposes,

this has two unfortunate effects. First, flexibility is lost: elements can only be stored,

preserved, and expired in large chunks. Second, depending on the exact chosen lay-

out, some storage capacity can be lost through inefficient packing, a concept sometimes

referred to as “internal fragmentation” in standard filesystems. This latter effect can

often be minimized through careful selection of the data chunk size. If the data element

size is n bytes, for example, it would be particularly unwise to pick a data chunk size

of 2n− 1 bytes.
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In practice, a certain amount of each data chunk must be reserved in order

to describe the internal chunk layout of the data elements. If the data elements are

of constant size, or if their internal structure is well-defined, this extra bookkeeping

information is minimal. When data elements are small and arbitrarily defined, it may

become necessary to reserve a higher percentage of the capacity for this layout data.

In the same way that elements are packed and tracked into data chunks, data

chunks themselves must somehow be packed and tracked on the storage hardware. Stan-

dard filesystems store their indexing information on the disk for two main reasons. First,

it is inconvenient at best to hold an entire filesystem index structure in active mem-

ory at all times. It may even be impossible to do so, depending on the size of the

disk, the number of files, and the available memory. The second reason is by far the

more important: in the event of a system shutdown, it is both easier and faster to read

back indexing information from the disk itself, than it is to traverse it in its entirety to

reconstruct the structure file by file.

Naturally, maintaining indexing information on the disk itself carries some

penalty, since a portion of the bandwidth must be used to write updated indexing

information to the disk for each relevant I/O. This reduces the amount of bandwidth

available for actual data, and requires frequent repositioning of the disk head, since

the relevant file structure information is not necessarily adjacent to the data itself.

Most modern filesystems take data locality into account and the performance penalty is

usually not overly burdensome. However, every extra megabyte counts in an attempt to

make real-time guarantees close to maximum hardware capability, and relatively small
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changes in data placement can lead to large losses of bandwidth as the disk is forced

into making multiple extra seeks per I/O operation.

It is possible to gain substantial advantage in this area by use of a uniform disk

chunk size, a side effect of which is that each chunk is deterministically placed, both

with regard to the file system equivalent data layout and the physical media itself. The

only information required to understand the entire physical disk layout is: the chunk

size, the total number of chunks, disk remapping information (see section 3.1), and a

starting point on the disk itself. This information may be thought of as akin to the

superblock in a standard filesystem. It is the only disk structure information which

must be stored on the device itself, and only for the purpose of reinitialization after a

shutdown. This indexing information need only be stored once at the commencement

of operations, rather than continuously being updated as the system works.

The implication of this approach is that the entirety of the disk structure may

be held in main memory and need never be committed to disk. The deterministic

placement of chunks ensure that the position of any given chunk can be calculated

upon demand, rather than looked up, whether stored in memory or on the disk itself.

Therefore this approach gains measurable advantage by writing only data to disk, rather

than constantly re-updating an on-disk index and metadata structure, and there is no

disadvantage to not maintaining the otherwise standard structure.

Regular startup takes longer than as in a normal filesystem, but this model is

intended to work in an environment where shutdowns are not expected. Any startup

after initial configuration is likely going to be crash recovery, which requires extra at-
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Figure 4.2: Data chunking model. Data elements are packed into data chunks along
with their internal bookkeeping and indexing information. Data chunks are arranged on
the storage device in a similar manner. The relative size of the aspects in this diagram
are not to scale.

tention to the data layout in any filesystem. The exact time for startup depends on the

chunk size, since the disk must touch each chunk on disk to ascertain its exact status.

Figure 4.2 shows the data chunking model described in this section.

4.3 Mahanaxar Data Management System

The initial testing and evaluation for these data management techniques in-

volved the creation of a prototype model named “Mahanaxar,” which was developed

and implemented in Linux for testing and evaluation. Mahanaxar is a multithreaded

process which runs in userspace and accesses disk drives as raw devices. Multiple pro-

cesses may run on the same machine, one process per disk, and all access to a given disk
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must take place through the associated process in order to manage bandwidth. Each

process/disk is governed by a configuration file that specifies, among other information,

the chunk size, the element size (or size range), and basic indexing aspects. It is possible

to restore state after a controlled or uncontrolled shutdown by scanning the disk and

re-initializing the in-memory index.

The system architecture for a single Mahanaxar process is shown in figure 4.3.

All components of Mahanaxar are enclosed by the dashed line, and an external data

source and outside process are also depicted. Raw data is generated from the source and

passed into the processing thread, which handles all aspects of “data arrangement.” It is

responsible for assembling all the individual data elements into a single data chunk (see

figure 4.2) and collecting appropriate indexing information. Indexing aspects are sent to

the indexing module, which assigns and keeps track of element/chunk assignment. The

external communication aspect refers to coordination of reliability and search aspects;

see chapter 6 for further details.

Full data chunks are passed off to the I/O manager, which controls all access

to the disk. The Mahanaxar model works on a simple priority scheme: if there is a

chunk of data which needs to be written to disk, it has first priority and is written as

soon as possible. Reads are only performed when no chunks need be written. As long

as the chunk size is sufficient (see section 4.4) and the data rate does not exceed the

capacity of the physical disk, this system guarantees that real-time deadlines are met.

Outside processes may request chunk reads or preservation, either in the form

of an explicit chunk reference, or in the form of a query. In the case of preservation, the

65



Figure 4.3: Mahanaxar storage model for one process.
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ring buffer is automatically shortened, and the data preservation range adjusted. When

an outside process requests the data itself, the request is accommodated insofar as it is

possible to do so while still meeting real-time deadlines for incoming data. Depending

on the physical location of the data chunk, and how close the drive is operating to

actual capacity, it may take some time to complete a read operation. Naturally, by

policy configuration, the system may set aside a dedicated portion of the bandwidth for

reading only.

This method produces a jagged access pattern, particularly for reads, as a

chunk read request may be delayed for some time until the system has time to schedule

it, and then it is delivered all at once. This is an unfortunate but necessary effect of

making quality of service guarantees and maximizing bandwidth, since the system must

not fritter away disk head time by seeking back and forth over the disk in pursuit of a

smoother curve on the bandwidth graph. Long-term trends average the read bandwidth

into smooth curves, but priority must be given to the incoming data which cannot be

regenerated if lost. It is possible to provide real-time guarantees to both writing and

reading aspects by lowering requirements for absolute bandwidth capability, if such

behavior is desirable.

As data elements arrive into Mahanaxar, they are indexed and placed into

chunks. If element sizes are large, one element may be equal to one chunk. If element

sizes are small, hundreds or thousands of data elements may be placed into a single

chunk. The default indexing model is based entirely around chunks and timestamps,

and secondary indexing components may be stored inside a data chunk when necessary.
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This simple model is sufficient for initial capability testing of the system, but a more

detailed model is required to handle complex data, which is discussed in Chapter 5.

4.4 Performance Evaluation

Tests of the Mahanaxar system were primarily designed to demonstrate abso-

lute performance, maximum exploitation of hardware, quality of service, the ability to

meet real-time deadlines, and a comparison of chunk size on overall performance. All

tests were performed on multiple disks and multiple machines in order to fully demon-

strate the validity of these management techniques, but comparative results presented

in this section are based on single disks. Because no existing purpose-built systems are

intended to handle continuously streaming high-bandwidth real-time data, comparisons

are shown against a system built on the standard filesystem model. The comparison

system, like Mahanaxar, was implemented and tested in Linux.

4.4.1 Comparison Systems and Testing Procedure

The principle alternative approach for handling non-indexed data elements is a

general-purpose filesystem which uses flat files to store the data. Multiple data elements

may be bundled into single files to improve performance; the results of this approach

may be seen with larger element sizes. Multiple general-purpose single-disk filesystems

were tested in order to determine which among them had the best relative performance

for this mode of operation, with the ext2 filesystem coming out best. Modern filesystems

often use data journaling techniques, trading bandwidth for data consistency, which is
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a useful and valid technique in a general-purpose filesystem, but undesirable for the

type of data modeled here. Even when journaling is disabled for modern filesystems,

performance is not any better than ext2.

Standard filesystems often use write caching to insulate applications from the

physical hardware, and improve performance. This technique allows many gigabytes of

data to be “written” to disk almost instantaneously, when in reality it is only cached

in the RAM and is trickled out to disk at the slower disk bandwidth rate. Data may

not reach the disk for many seconds in this case. Obviously this is not an acceptable

method in an environment where incoming data arrives at a constant rate, and any

write caching in excess of actual disk bandwidth cannot be maintained over the long

term.

However, write caching serves the secondary purpose of allowing the filesystem

to internally rearrange its writes for maximum performance. Thus, it should not be

disabled entirely in the standard filesystem model. In the experiments presented here,

the filesystem was only explicitly synchronized to disk every several seconds. In contrast,

Mahanaxar explicitly synchronizes every data chunk to disk and guarantees that data

is successfully stored when the operation is reported complete.

4.4.2 Performance

As previously described in section 2.1, many filesystems use only 50-80% of

the disk’s supportable bandwidth[46], and may use significantly less with non-optimal

storage layouts. This loss is especially serious when storage performance is the limiting
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factor of the system. The Mahanaxar model allows disks to be used at near-maximum

capability, whereas the ext2 filesystem model has performance roughly between 8% and

65% of peak drive capabilities.

Figure 4.4 shows a performance comparison between ext2 and Mahanaxar for

varying element sizes between four kilobytes and sixteen megabytes. The results pre-

sented in this graph are from a small region of the disk with an average read speed of

about 115 MB/s, which is shown as a solid line. As shown in section 3.1, the average

bandwidth of each disk varies depending on region, and thus this particular test was

isolated to a very small region of the disk (about 10 gigabytes) in order to minimize

bandwidth variation, and the entire region was used for each element size so that the

same amount of I/O was scheduled in each case. Furthermore, this particular disk was

chosen to have similar write and read bandwidths in order to best measure and compare

total combined performance. Requested write bandwidth was maintained at 100 MB/s,

while read bandwidth was set to “best available.” Mahanaxar chunk size was set to 80

MB/s.

Performance of ext2 is shown in figure 4.4(a). At no element size did perfor-

mance reach the requested 100 MB/s write speed, and thus the read speed during the

test was zero in all cases. Bandwidth was slightly less than 10 MB/s when element sizes

were set to 4KB. Performance generally increased with increasing element sizes, until

it starts to level at 4MB and above. Element sizes greater than 4MB show minimal

additional benefit. Thus, performance is limited to 70-80 MB/s total bandwidth.

Mahanaxar’s performance is shown in figure 4.4(b). The requested 100 MB/s
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Figure 4.4: Elementary performance comparison between ext2 and Mahanaxar, with
varying element sizes.
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write speed is easily met for each element size, allowing up to 15 MB/s of spare band-

width for reading. In each case, the measured read bandwidth is around 14 MB/s (the

average over all element sizes is 14.35 MB/s), thus leading to total bandwidth utilization

of over 99% of what the disk supports. Mahanaxar is thus shown to have far superior

performance compared to ext2.

If element sizes are variable, rather than static, ext2 performance decreases

significantly. Elements cannot overwrite each other “in place” on the disk, and thus

become excessively fragmented. When the ext2 system is run with variable element

sizes, performance never stabilizes to the point where average bandwidth is reliable for

predicting future performance.

4.4.3 Quality of Service Ability

Performance results in figure 4.4 show that an ext2 flat file-based system can

maintain 70 MB/s of write bandwidth when element size is 4MB or greater. At that

rate, for ext2, a few MB/s of bandwidth is theoretically left over for read performance.

Accordingly, for the purpose of demonstrating quality of service ability in the next set

of tests, the requested write bandwidth is set at 70 MB/s which thus allows ext2 the

capability to fully meet the desired write speed.

Figure 4.5 shows the performance of ext2 and Mahanaxar in an environment

of increasing read requests. The x-axis in these graphs measures the requested read

bandwidth from an external user. Again, these experiments were run on a small region

of the disk in order to minimize the impact of variable maximum bandwidths on the
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average numbers. Mahanaxar chunk size is 80 MB, and element size for both systems

is set at 5 MB.

The performance of ext2 is seen in figure 4.5(a). At 0 MB/s requested read

speed, write performance is the requested 70 MB/s. At 2 MB/s requested read speed,

write performance drops to about 66 MB/s, and read performance is 2 MB/s. Total

performance thus drops to around 68 MB/s, which is below the requested write speed

alone, and even further below the requested combined bandwidth. Disk performance is

theoretically capable of supporting 115 MB/s of total bandwidth, which translates to

70 MB/s write and 45 MB/s read. However, the total performance of ext2 never again

reaches 70 MB/s, let alone surpasses it.

In contrast, as shown in figure 4.5(b), Mahanaxar maintains a steady 70 MB/s

write speed as requested. Read bandwidth also increases as requested, up to around

44 MB/s, where it levels off at nearly the maximum achievable rate of the disk itself.

Total combined performance thus tracks the desired/available bandwidth, showing that

Mahanaxar can provide the requested read speed up to the physical limitations of the

drive itself, without failing to meet the real-time deadlines of the incoming data.

The reason for this disparity, aside from the performance aspects previously

discussed, is that ext2 (and most other file systems) allocates performance “fairly” rather

than for maximum efficiency. Although ext2 is fully capable of maintaining a 70 MB/s

write speed and meet low levels of read bandwidth, the “fair” allocation paradoxically

results in a lesser combined bandwidth and a violation of needed performance guarantees

for real-time incoming data.
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4.4.4 Operational Comparison

Figures 4.4 and 4.5 show the average figures for overall performance and quality

of service abilities. These measurements were collected over only a small disk region

in order to minimize the distorting effect of the whole-disk performance curve. Use of

the entire disk would have rendered these average figures less reliable. However, actual

system operation must take place over an entire disk, and the performance differences

between regions play an important part. Therefore, any operational comparison cannot

be restricted to only small regions of the disk.

Figure 4.6 demonstrates the whole-disk performance of ext2 and Mahanaxar.

Data cycles were constrained to about 1.5 TB, in comparison to the 1.8 TB size of the

disk. That is, the system expectation was to hold the most recent 1.5 TB worth of data.

This reduced capacity was chosen in order to avoid use of the innermost portion of the

disk platter, which has the lowest bandwidth (see section 3.1), and thus offer a higher

overall capacity. The entire drive was made available for use in ext2 after discovery that

restricted partitioning of the disk actually led to worse overall performance.

Write bandwidth was set at 80 MB/s over the entire course of the disk, which

was theoretically supportable by the ext2 system in this particular case and disk. This

leaves significant extra capacity available for read bandwidth (whether such is desired

or not). The exact amount of read bandwidth depends on the position of the disk in

the data cycle, and the exact location of the data on the platter, and varies from an

average of around 20 MB/s to almost 40 MB/s Element size is set to a static 5 MB,

75



 0

 20

 40

 60

 80

 100

 120

 0  1000  2000  3000  4000

B
a
n
d
w

id
th

, 
M

B
/s

Data Processed, GB

(a) ext2

Write Bandwidth
Read Bandwidth

 0

 20

 40

 60

 80

 100

 120

 0  1000  2000  3000  4000

B
a
n
d
w

id
th

, 
M

B
/s

Data Processed, GB

(b) Mahanaxar

Write Bandwidth
Read Bandwidth

Figure 4.6: Basic operational comparison between ext2 and Mahanaxar. The disk used
for these results is about 1.5 TB in size and thus the processed data spans the entire
disk platter over the course of one data cycle. Element size is 5 MB.
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and Mahanaxar uses an 80 MB chunk size, conveniently corresponding to exactly one

second’s worth of data.

Figure 4.6(a) shows the unsuitability of ext2 for this data type. Although the

raw disk ability can easily support 80 MB/s of write bandwidth, the filesystem is unable

to keep up. Instead, it has an extremely jagged performance curve, usually spiking

between 60 and 70 MB/s bandwidth, and once spiking above 80 MB/s in a particularly

favorable region, but never stabilizing at the rate it needs. Furthermore, as the second

cycle of data enters the system (thus requiring old data to be deleted/overwritten),

performance drops below the first data cycle. During the course of the test, the general-

purpose filesystem lost about 26.1% of the total data. Since writes were prioritized,

reads were extremely rare, and read bandwidth remained zero for nearly the entire test

(only 650 MB were read in total at various points during the course of the test).

In contrast, figure 4.6(b) show stable performance with Mahanaxar. Write

bandwidth stays steady at 80 MB/s, and the read bandwidth follows a sinusoidal/sawtooth

pattern in accordance with the disk head’s movement from the outermost to the inner-

most regions of the disk platter. The read requests made here are each made from

random portions of the disk; performance would be slightly higher if read requests hap-

pened to take place “close” to the disk head’s write location, but that would be an ideal

(and unreasonable to expect) mode of operation. The system is capable of continuing

this mode of operation indefinitely, precisely as required.
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Figure 4.7: Chunk size relationship to read bandwidth comparison. Measurements are
in quartiles, by the available read bandwidth when attempting data reads over the
course of a data cycle.

4.4.5 Effects of Chunk Size

Mahanaxar depends on a large data chunk size for efficient operation. The

minimum size of each chunk must be determined on a disk-by-disk basis if such is

desired, but performance is better with larger data chunks as discussed in section 4.2.

The relationship between chunk size and available read bandwidth is shown in figure 4.7.

Write bandwidth is a constant 80 MB/s for all chunk sizes, and is not pictured

on this graph. Chunk sizes of 30 MB or less occasionally result in the write bandwidth

dropping below 80 MB/s in significantly aged systems, and thus data may be potentially

lost. Chunk sizes of 40 MB or more never lose data, and the available read bandwidth
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gradually increases. At about 80 MB chunk sizes, average read bandwidth stabilizes

and ceases to increase. As a general rule of thumb, a chunk size equivalent to 1

2
of a

second’s worth of bandwidth is a safe and reasonable size, but larger chunk sizes up to

about 1 second’s worth of bandwidth results in additional read performance.

4.5 Conclusions

It is possible to make performance guarantees and meet quality of service

requirements for incoming real-time data by closely integrating data management tech-

niques with the underlying physical hardware. Moreover, this is possible at data rates

which are near to a disk’s maximum potential bandwidth. Write speed may be guar-

anteed and average read bandwidth is predictable based on the drive profiling work

from the previous chapter, although individual read operations are often irregular due

to the mechanical operation of the disk. Where previous systems were only able to

make worst-case bandwidth guarantees, or timing guarantees rather than bandwidth

guarantees, the techniques presented in this chapter are robust and reliable.

The Mahanaxar model offers constant performance for indefinite periods of

time at near-maximum disk potential. This stands in contrast with standard filesys-

tems, which are not intended to handle this type of data. Previous approaches offer

substandard performance compared to theoretical capabilities, no quality of service

guarantees, and continuously degrading performance when maintained in constant op-

eration. Results presented here demonstrate reliable performance in the face of variable
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element sizes, quality of service guarantees in spite of increased demands for additional

bandwidth, and smooth and predictable performance curves in accordance with the

maximum capabilities discovered in disk profiling.
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Chapter 5

Data Indexing and Search in Transient

Environments

Merely being able to store and manage rapidly cycling low lifetime data is

not enough if that data cannot also be found again in short order. The need for rapid

location is driven by the reality that this data is not long-lived: an inability to locate

specific data quickly may convert into an inability to ever locate it, because it will soon

no longer exist. If this happens, it may as well be that it was never captured in the

first place. Not only must a management system meet real-time deadlines and maintain

quality of service guarantees for the data storage itself, but the categorization and

indexing of the data may be simultaneous in real time to support potential searching.

This search process shares some characteristics of a standard file system and

some characteristics of a database system, but requires different techniques and stricter

deadlines than either. The rapid cycle of data precludes a gradual buildup of an appro-
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priate index, and the most likely outcome is that no search will ever be required. Data,

along with its indexing information, will quickly expire. When a search is performed, it

will almost certainly be a one-time occurrence to preserve or retrieve a region of data,

which also means that the search will likely not be repeated. This characteristic renders

the system subject to an unusual usability paradox: categorization and indexing must

be performed when data first enters the system if it is to be of use, and yet the majority

of pre-assembled indexing serves no purpose except to waste work and storage.

Therefore, indexing and search capability must be integrated into the storage

system itself. General-purpose storage systems generally limit their indexing capabilities

to file metadata, but that is not sufficient for these purposes. A constant inflow of new

data, combined with a highly limited storage capacity means that data search must also

meet real-time deadlines. The indexing information must also be integrated with the

physical layout on disk, meaning that indexing information must be treated similarly

to the data itself.

Indexing may take place on several different scales according to several fac-

tors. When data elements are large and differ mainly by timestamp, it can be stored in

memory and need never be committed to disk. At the other end of the scale, indexing

information may approach the size of the original data, and may actually exceed the

original data in size in extreme situations. Indexing and search at that scale is prob-

lematic from any perspective: a full search requires the equivalent of reading the entire

data set at the highest end. Nonetheless, data must be indexed at its arrival rate, and

in a manner which allows for an efficient search when required.
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In a system where data lifetime is measured in hours, it is safe to assume that a

search has only one purpose: to find data that is “interesting,” and by implication, data

that should be marked for preservation. Therefore, a real-time search may be defined

as follows:

1. A real-time search is conducted over all data present in the system at the time

the query is initiated.

2. A real-time search is considered successful if it locates all specified data in the

system, and that data is still present in the system by the time the results are

returned.

3. A real-time search is considered at least partially unsuccessful (or, as having missed

its deadline) when it is unable to consider data because of expiration, or if it locates

data which is no longer present in the system by the time the results are returned.

There is no absolute time requirement on such a search in the primary definition, al-

though faster is always preferable.

Data collection cannot be interrupted while a search is conducted. It is thus

possible to pose a query that cannot avoid being at least partially unsuccessful. Queries

with no time-based component, or with a time-based component that includes the oldest

portion of data, must simultaneously search data which is being overwritten in favor of

new, and there may be no time to search the expiring data before it is overwritten. It

is possible to engineer solutions around this quandary by maintaining reserve storage

capacity, but this is equivalent to shortening the ring buffer.
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5.1 Redefining Search into Data Movement

When data elements are large and indices few, such as in some types of time-

based sensor data, there are few problems. For example, only a few hundred kilobytes

are required to index two terabytes worth of data (a current-generation hard disk) stored

as 50 megabyte elements and indexed by 8 byte timestamps. When the data element

size is reduced by three orders of magnitude, the indexing structure only grows to a few

hundred megabytes in size, an amount easily held many times over in main memory.

Even if data elements are tiny, they may be indexed based on a range model, or with

chunk-based resolution instead of element-based, so long as there is only a single axis

of indexing required.

Search is a non-issue in this environment: any indexing structure already held

in main memory can be exhaustively searched in a negligible amount of time when

compared to the time required to move one chunk of data on or off of a disk drive. This

is the best approach whenever possible, since it requires that no indexing information

be stored on the disk itself, and thus maximizes total capacity while minimizing search

times. Unfortunately, this approach is not always possible when the data elements are

small and multiple indices required.

Consider the problem of storing IP packets indexed by source and destination

addresses (4 bytes each with IPv4), as well as by an 8 byte timestamp. If these packets

are between 20 and 1500 bytes in size (the typical range of an ethernet packet), the total

amount of indexing for a two terabyte drive would be somewhere between (roughly) 15
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gigabytes and 1.5 terabytes. This is far too large to fit in main memory for a commodity

system. Therefore the indexing information must be kept at least partially on disk.

The greatest factor in search time is in the amount of time required to move

data from the disk into memory[42]. Once the data has been moved from disk to memory,

even a grossly inefficient search algorithm will still have performance that is orders of

magnitude faster than the time needed for the disk to retrieve the next portion of data.

Therefore, the best search technique is one that minimizes the data movement time

from the disk. This implies in turn that the best indexing techniques are those which

minimize data movement itself. Information should therefore be arranged in a manner

to facilitate rapid retrieval from the disk with a minimal number of I/O operations.

Indexing information stored on disk is thus properly treated in the same man-

ner as the data itself: by gathering indexing elements together into chunks, which

can then be treated as single I/O units. These indexing chunks can then be stored

throughout the drive alongside data chunks. There are three methods for determining

placement of these indexing chunks: interspersed alongside the data in all regions of the

disk, isolated to a separate region of the disk, or a combination of the two.

Interspersing data and indexing chunks over all regions of the disk is the most

generalized solution and works well in all cases. If the number of indexing chunks can be

computed in advance, they can all be placed in a specific region of the disk. If this specific

region is the highest-bandwidth area (the outermost portion of the platter), all queries

are sped up for uniformly better search performance. However, when data element sizes

are variable and the total number of indexing chunks unknown, a specific region of exact
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size cannot be set aside. A combination of the approaches allows most indexing chunks

to be stored in the highest bandwidth regions of the disk, with “overflow” indexing

chunks distributed normally elsewhere. Working with a default assumption that writes

are most common and reads of any sort are rare, dispersed indexing chunks are most

efficient overall.

Indexing chunks “expire” when they no longer reference current data, and thus

maintain the same lifecycle pattern as data chunks. If certain data chunks are preserved,

partially-expired indexing chunks must also be preserved to properly reference the data,

which can introduce a storage overhead. An engineering refinement is to use spare

bandwidth to periodically consolidate partially-expired indexing chunks so as to keep

wasted storage space at a minimum.

The main problem with chunk-based indexing is one common to many indexing

systems: the arrangement of the data is focused and sorted around a single primary key.

For example, the most probable primary key in this storage system is that of time, since

the whole structure of the system is based around limited-lifetime data, and the method

of expiring data is based on time. Consequently, a search based on timestamps will be

reasonably efficient through a bird’s-eye view of all the indexing chunks, which allows

one to target a range of times. Conversely, if the required search is based on a source IP

address (to continue the example from above), there is no bird’s-eye view of that aspect

of the index, and each indexing chunk must be searched in turn.

However, a search of every single indexing chunk must be avoided whenever

possible. The speed at which indexing chunks may be read back from the disk is limited
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by the quality of service guarantees made for incoming data, which has the first call on

bandwidth. A non-time-based query that needs to search every index chunk will almost

certainly miss data which should be preserved, as incoming data overwrites it before it

can be found. The solution to this problem is to store multiple copies of the indexing

information sorted by additional indices.

5.2 Lazy Indexing and Query Prediction

A successful search may safely be assumed to be relatively rare in this high-

turnover data model. Specifically, queries may be frequently executed, but the per-

centage of data matching any given query will be low compared to the total volume

managed by the system. If this were not the case, this style of data management would

be inappropriate for that particular problem space.

Therefore, preemptive indexing and search will yield wasted effort and re-

sources in the vast majority of cases. Aside from computational resources, which may

or may not be a concern, disk resources are always precious in a storage system. Any

time spent writing extra indexing information, or reading back data for a preemptive

search, is disk time left unavailable for the execution of real queries. Contrariwise, if no

extra steps are taken to preemptively classify the data, data will likely be lost before it

can discovered, as discussed at the end of section 5.1. When indexing is left until the

last moment, the natural cycle of data will inevitably put some of it out of reach before

it can be distinguished. A balance is needed between full indexing and no indexing.
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The best middle ground is a lazy indexing model which predicts the most likely queries

and indexes accordingly.

As previously discussed, it is possible to trade total storage capacity and a

portion of the available bandwidth for additional indexing capabilities. Each data el-

ement is stored only once, but may be referred to by multiple indexing vectors, each

pointing to the same element. Each indexing component is then stored in its own index-

ing chunk, which is written to disk alongside data chunks. When a query is made, the

most “useful” indexing chunk is read back from disk, and the appropriate data chunk

located by that information.

Figure 5.1 depicts a visual example of indexing chunks using IP packets as

an example data source. Each IP packet is indexed according to the source address,

destination address, and by a generic data marker of some sort (the specifics are unim-

portant for illustrative purposes). A timestamp is also available as metadata outside

the raw packet elements. As each element enters the system, the entire contents of that

packet are stored in a data chunk. Additionally, the “useful” components for index-

ing are extracted and placed into their own indexing chunks. In this case, the source

address, destination address, data marker, and timestamp are all indexed and placed

into indexing chunks. Each entry is merely a pointer to the data chunk containing the

relevant packet, and thus each indexing chunk holds element pointers to many data

chunks worth of IP packets. As indexing elements approach their maximum size, they

are stored on disk alongside the data elements and new indexing chunks are prepared.

This technique allows queries to be executed on predefined indexing vectors
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Figure 5.1: Indexing chunk construction using IP packets as the data source example.
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at the same speeds as timestamp-only queries. Search performance is vastly improved,

albeit at the cost of additional required bandwidth and a lessening of overall storage

capacity. Both overheads are calculable based on the data element size, indexing vector

size, and rate of data element arrival. Quality of service guarantees are thus not com-

promised. The chief difficulty of this method is that of determining which additional

indexing vectors are to be managed. It is not unreasonable to assume that such vectors

may be known in advance. In a system designed to manage transient data, the user

is expected to know what information is most likely to be “interesting.” This may be

preconfigured in the initial system setup and the indexing information made available

at the commencement of operations.

Unfortunately, not all queries are necessarily predictable in advance. Nothing

may be done to speed the processing of one-off queries, but a more sophisticated ap-

proach may allow for the speeding of subsequent queries related to previous ones. The

key to this approach is to allocate a certain amount of bandwidth and storage capacity

to flexible system-defined indexing processes which are able to change at need, and allow

prior queries to direct the indexing expectations of future ones.

The simplest form of query prediction is merely to adjust indexing information

to match the recent queries. For example, if data elements are being indexed on indexing

vector X and a query is made for those data elements matching criteria based on

indexing vector Y , the indexing of new elements can shift to vector Y instead. This is

of no help for searching older data, but will speed up future queries for all new data.

A somewhat more refined method of query prediction focuses on the arrange-
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ment of indexing information within preexisting indexing vectors, rather than in the

entire reallocation of indexing vectors. When multiple queries are executed which look

for a limited set of specific criteria on a specific indexing vector, it may be useful to fur-

ther refine indexing operations to isolate those specific criteria. For example, if searches

are frequently performed which specify a value of [a, b] for indexing vector X, the index-

ing chunks may be further subdivided into groupings which specifically hold values of

[a, b]. This allows for future searches to more quickly turn up the desired data elements

by focusing on indexing chunks dedicated to the known criteria, which may confer ad-

ditional advantage beyond that of merely referring to indexing chunks on the general

indexing vector. Because overall indexing information is not increased, and the sorting

and storage order is modified, no additional bandwidth or storage capacity is needed in

order to implement this technique.

Both types of query prediction are dependent upon the storage system under-

standing the data elements as more than just a binary stream of bytes. A combination

of pre-known indexing vectors and adaptive indexing vectors may be used for maximum

flexibility. It is also possible to allow for the possibility of “temporary” indexing infor-

mation which is only stored when storage resources are not otherwise occupied. This

indexing information is only recorded when disk bandwidth is available, and does not

interfere with desired data reads, either for search or data retrieval purposes. It may

impose a cost of extra storage overhead, but will never interfere with read bandwidth,

albeit at the cost of not being a comprehensive index.
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5.3 Performance Evaluation

The Valmar system is an extension of the Mahanaxar data management model,

which further incorporates the indexing and search aspects discussed throughout this

chapter. As discussed in section 5.2, the indexing aspects are both pre-configurable

along initial parameters, and capable of adjusting future indexing distribution to better

maximize performance according to past queries. Like Mahanaxar, the testing and

evaluation version of Valmar is implemented in Linux as a multithreaded process running

in userspace and accessing disks as raw devices.

5.3.1 Comparison Systems and Testing Procedure

Results presented in section 4.4 made comparisons between the Mahanaxar

system and a standard ext2 filesystem using flat files for data storage. This compari-

son type is appropriate for simple management models, but is not well-suited to data

elements with complex indexing requirements. No provisions for complex indexing tech-

niques are available beyond standard system metadata, thus making this approach less

than ideal for data which needs to be indexed on several vectors simultaneously. In or-

der to make an appropriate comparison, the ext2 based system used “indexing” chunks

similar to Valmar in order to support search capabilities.

The more appropriate comparison system in this case is a database model.

Database systems are designed to handle the indexing requirements necessary for com-

plex queries, and are also capable of handling larger data elements with simple indexing
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requirements. Therefore, comparisons are made against a database system, in addition

to the standard filesystem. In this case, the database was mysql-based on top of a

standard ext2 filesystem, which once again proved more efficient than more complex

filesystems, and implemented in Linux. The exact database layouts were constructed in

advance according to the type of data needed.

A hybrid comparison system was also attempted, where all indexing informa-

tion was stored in the database, and data elements stored as flat files. Unfortunately,

this hybrid approach proved to have far worse performance than either “pure” approach,

and was thus dropped from testing.

Both comparison systems were constructed such that they prioritized data

capture over data reading, rather than rely on the unwanted “fair” allocation as shown

in section 4.4. Furthermore, an external time-based indexing structure was maintained

in main memory for both comparison systems. Without this external indexing structure,

all expiration had to take place based on system metadata (ext2) or queries (mysql),

which was hugely detrimental to their respective performances. It takes a great deal of

time to even find the data due to be expired before actually overwriting it.

Both comparison systems also employed a policy of in-place element replace-

ment in an effort to prevent excessive fragmentation. Again, performance was miserable

if individual elements were deleted and new files or database entries created for the in-

coming elements. Therefore, all elements were assumed to be of maximum possible size

and overwritten in-place, at the expense of lowering system total capacity.
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5.3.2 Large Element Handling

The Valmar model was first compared against other systems with large fixed-

size 5 MB elements. These elements were indexed only according to time, with no

complex data categorization scheme. The system was allowed to run for multiple data

cycles, randomly preserving data chunks, reading them back to return to an outside pro-

cess, and un-preserving them again. As in previous tests, the data cycle was constrained

to about 1.5 TB (out of a disk size of 1.8 TB) in order to maintain a constant write

bandwidth of 80 MB/s, with margin left over for a healthy read bandwidth. Figure 5.2

shows the results from this test.

Part (a) shows performance for ext2. Again, even though the raw disk ability

can easily support 80 MB/s of write bandwidth, the filesystem is unable to keep up. The

performance curve is again jagged, and demonstrates that no constant write bandwidth

above about 45 MB/s may be expected. Read bandwidth is zero for all intents and

purposes, with only a few reads possible at the points where bandwidth temporarily

spikes above 80%.

Part (b) shows performance achieved by the database system. Although databases

are not usually used to store large amounts of relatively uncomplicated binary data, it

is included here for comparison purposes. Its performance is roughly comparable to

that of the flat file system for just over 2 TB of processed data, and performance is far

more stable. However, during the second data cycle, performance drops rapidly from

about 60 MB/s to 40 MB/s, and continues to slowly decrease from that point. Although
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Figure 5.2: Performance comparison of ext2, mysql, and Valmar with large (5 MB) data
elements.
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the database has performance which is far more stable than ext2, it never achieves the

desired write demand, even temporarily, and thus has no read bandwidth during the

course of the test.

Valmar’s performance is shown in part (c). Performance is again stable, and

shows no surprises, being basically identical to the Mahanaxar model previously shown

in section 4.4. In fact, the performance is practically indistinguishable from the results

shown in figure 4.6(b). Read performance varies between 20 and 40 MB/s as expected,

while write performance is steady at 80 MB/s.

5.3.3 Small Element Handling

Baseline performance having been established with large elements, small ele-

ment handling with variable indexing requirements came next. IP packets are a suitable

real-world example due to their diverse nature and highly structured format. It would

have been impractical to use an actual network trace for a data source due to the size

and rate of the data (a single test run requires multiple terabytes of data streaming into

a single point source over the course of the experiment), so simulated IP traffic was gen-

erated instead. The parameters were set as 10,000 source IP addresses communicating

with 1,000,000 destination IP addresses, which could perhaps be seen as a large facility

communicating with the external world. A deployed system would obviously need suffi-

cient hard drives available to handle the total bandwidth; it may be reasonably assumed

that this test was of a particular process/disk combination tasked to handle “about” 80

MB/s of data. The exact bandwidth was not fully precise due to the varying nature of
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packet sizes.

IP packets in this test were indexed according to timestamp, source address,

destination address, and a metadata-like classification number based on the contents

of the packet. Each packet varied between 20 and 1500 bytes in size, randomly and

uniformly distributed in that range. Although real (content-bearing) Internet traffic

is weighted towards larger-sized packets, smaller packets place a greater strain on the

indexing system, which is part of the desired testing. As previously discussed, the

comparison systems were limited to in-place element replacement, which necessitated

maximum element size assumptions. Therefore the average amount of history main-

tained by the comparison systems was approximately half that of Valmar, which is

capable of handling all element sizes.

Figure 5.3 shows the performance of small-element handling with indexing. As

before, the write bandwidth was set to 80 MB/s and the data cycles were constrained

to 1.5 TB for all systems.

Part (a) shows performance of the ext2 based filesystem. This test was per-

formed with a 128 KB element size, since general-purpose file systems generally do not

react well when attempting to store hundreds of millions of 20-1500 byte files in a con-

stantly rotating data cycle. Even with an element size over a hundred times larger than

an IP packet, performance was extremely erratic. Write bandwidth steadily decreases

during the first cycle of data, roughly corresponding with head position on the disk

platter. It continues to spike and dip irregularly after that point, starting to stabilize

around 40 MB/s of write bandwidth. Read performance was zero due to the inability
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Figure 5.3: Performance comparison of ext2, mysql, and Valmar with small data
elements.
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to keep up with the writing data cycle. During the course of the test, 51.3% of the data

was lost.

Part (b) shows database performance. Although a database is well-suited to

indexing and querying over a large number of small elements (or “rows” in database

terminology), these results show that it is not well suited to record that data in real

time. Performance is limited to no more than a 20 MB/s write speed, and it drops

further as the system continues into further data cycles. There is no opportunity to

read data due to write priorities, leading to a constant read bandwidth of zero. This

means that there is no opportunity to make a query while the system is in operation,

without losing even more data. When the system is no longer recording new data,

queries still take an extremely long time, since the database may need to search over

the entire drive’s worth of data in the worst case. During the course of this test, 79.4%

of the data was lost.

Part (c) shows the performance of Valmar. The write bandwidth is not exactly

pegged to 80 MB/s as it was in large-element testing, but instead is slightly above. The

rate is for two reasons. First, the use of indexing chunks as described in section 5.1

imposes a small but constant overhead. Second, as discussed in section 5.2, Valmar

redistributes IP packets into different data chunks based on past queries and trends.

This has the side effect of adding a slight jitter to the write bandwidth as data chunks

are irregularly ready for writing, compared to the constant readiness of large elements.

Both of these aspects are expected for this type of data and do not result in

any lost information. The exact amount of overhead bandwidth required is calculable in
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advance, but it depends heavily upon the size of the data elements, indexing aspects of

each data element, and core arrangement of the data. In the particular case presented

in figure 5.3(c), the overhead is about 2 MB/s.

Read bandwidth again follows a sinusoidal/sawtooth pattern in progression

with the disk head position on the disk platter. Overall, even with data elements 0.02%

the size of the previously-tested large elements, performance is steady. Again, the

system can continue in this mode of operation indefinitely, losing no packets, precisely

as required.

5.3.4 Query Times

If Valmar is able to contain an entire index structure in memory, the ability

to preserve data based on a query is near-instantaneous. Data may then be retrieved

for full inspection at an average rate of 20-30 MB/s (in this particular setup on this

particular disk), depending on the current position in the data cycle. When Valmar is

unable to contain the entire index structure in main memory, query speed depends on

indexing chunk density and the time period covered by the query.

For this particular set of results, using IP packets as described in the previous

set of results, the indexing structure is set up such that only one to two indexing

chunks need be read to cover the vast majority of queries. Indexing chunks are divided

to cover specific ranges for each indexing element, such that a single indexing chunk

can cover many gigabytes of incoming data. For example, all IP source addresses of

10.100.p.q can be indexed in one particular chunk for a large period of time, while
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all destination addresses of 100.10.x.y are indexed in another particular chunk. Thus

any query seeking data from a specific source address to a destination address need

read two indexing chunks at most, unless the desired time span happens to cross chunk

boundaries. Figure 5.4 shows these data query results.

Part (a) shows the average time requirements to answer any given query. This

value does not include the time required to return the data chunk, but only the time

required to locate (and preserve) it. The time pattern is directly related to the read

bandwidth curve of figure 5.3(c), since indexing chunks are being read from the disk

drive itself.

Part (b) superimposes a rescaled version of the read bandwidth curve with the

average query time curve. As expected, the query time curve is an inverse of the read

bandwidth curve. The sawtooth pattern shows that the query time is low during the

point of the data cycle with the highest read bandwidth, and query time is high when

the read bandwidth is lowest.

5.4 Conclusions

The ability to retrieve desired data is an integral part of any storage system,

but the difficulty in doing so is much greater in an environment where data may only

exist for a matter of hours, and where any attempt to find it cannot be allowed to

interrupt the ongoing collection of new incoming data, which consumes a majority of the

available storage resources. The Valmar model solves this problem by close integration of
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indexing information alongside the raw data itself, and appropriate arrangement of that

information to minimize search time based on both predetermined indexing information

and the history of previous queries. It is not possible to fully account for all data search

possibilities, and thus it is not possible to absolutely guarantee that data may be found

in a timely fashion for worst-case situations, but it is possible to conduct queries over

a large amount of data in a relatively short amount of time.

Valmar continues to offer performance at close to a disk’s full potential, main-

tains all quality of service guarantees, and adds a comprehensive indexing model such

that complex queries may be executed on the data, and results returned in a reasonable

time frame. Neither standard filesystems nor database systems are capable of handling

this type of data at this scale, and provides obviously inferior performance. The re-

sults presented in this chapter demonstrate Valmar’s continued reliable performance for

variable element sizes down to twenty bytes, and the ability to answer queries at a rate

directly proportional to the disk’s available read bandwidth.
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Chapter 6

Large-Scale Data Management

Systems which employ only a single hard drive are suitable for data rates of

up to tens of megabytes per second, but larger volumes of data require correspondingly

larger systems to handle it. To a certain extent, multiple copies of any single-drive

storage system, can be run in parallel on multiple hard drives, and even over multi-

ple nodes. However, a large-scale storage system is expected to operate as more than

multiple concurrent copies of a smaller setup. Features are needed for ensuring relia-

bility, scalability, and control, and engineering refinements are available which are not

practical in small-scale work.

Reliability mechanisms are very common in larger storage systems, and for

good reason. Hard drives have a high aggregate rate of failure[62], such that hardware

failure is expected on a regular basis whenever large numbers of drives are involved.

There being no method to regenerate lost data in this problem area, not only must

continuing collection be uninterrupted whenever there is a case of hardware failure,
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but any data previously stored on the now-inaccessible drive must be recoverable in a

reasonable amount of time.

I/O balancing is frequently an issue in large storage systems, and requires

careful monitoring. Write load is obviously not important in a system where all hard

drives are expected to constantly record new data, and the read load on its own is

entirely unpredictable. However, data distribution may be modified in real-time to

better support queries, and control mechanisms for searching large-scale storage systems

remain important in this model.

Furthermore, there are various engineering refinements possible in larger stor-

age systems, which are not possible in smaller ones. For example, extra drives may

be utilized to improve indexing and search performance, and stand by as hot spares to

swap in when other drives suffer failure, or perhaps become “overloaded” by an excessive

number of search requests.

The Valmar model is designed to integrate with this style of large-scale data

management and basic operation remains unchanged. Performance is additive such that

many drives acting in concert behave as they would independently, and administrative

overhead is minimal. Overall storage capacity and bandwidth is only reduced by the

number of resources assigned to reliability and other performance-enhancing purposes,

and few computational resources are needed.
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6.1 Reliability Mechanisms

All mechanical devices fail from time to time, and disks are no exception.

Such a failure can lead to an inability to record new incoming data, temporary loss of

access to current data, or permanent loss of current data. These failures may be only

temporary (a momentary loss of power) or permanent (physical destruction, as in a

“head crash”), but are particularly important to guard against in a system designed

to capture real-time data. As previously discussed in section 2.5, RAID techniques are

frequently used for general purpose reliability.

RAID-like methods may also be adapted for handling large volumes of high-

bandwidth transient data. The constant data rate even allows for certain performance

advantages and repair techniques which are not available in a standard storage system.

Recalling that the “data chunk” is defined as the minimum unit of storage, two choices

are available for RAID operation. An n + 1 reliability scheme based on RAID 4 is

assumed here for the purpose of example, but the techniques work equally well with

complex RAID and error-correcting code schemes.

The first choice is that RAID groups may be defined on an ad-hoc basis over

n separate and unrelated data chunks, and each group of chunks is distributed over

a different set of disks. Such groups are connected only by the fact that they are all

being written to individual disks at approximately the same time. This approach is the

most generalized and allows groups to be defined over multiple nodes and data sources,

but also creates an implied connection between data chunks in a group, which imposes
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future restrictions on their order of expiration.

The second choice is that data chunks may be redefined as n times their original

size, and then broken down into sub-chunks for storage on individual disks. This ensures

that related data is kept in close proximity and imposes fewer connections between

otherwise unrelated data chunks. However, it is also less flexible in terms of what data

can be arranged into RAID groups, and hardware failure imposes a higher burden on

the remaining disks in a group whenever that data must be recovered.

RAID-like operation imposes no performance penalty or loss of ability to main-

tain real-time deadlines. However, it does require that all disks used in a RAID group

have similar performance characteristics, since total bandwidth is naturally limited to

that of the worst performing drive in any given group. When reliability is not consid-

ered, a large-scale implementation of this storage methodology has no reliance on drive

homogeneity for normal operation, so long as each drive is expected to handle no more

data than their individual profiling results indicate. However, since all drives in a RAID

group are expected to maintain an identical data rate, reliability requires that drives be

divided into classes. Overall heterogeneity is acceptable, but disks in individual RAID

groups must operate at about the same data rate.

Alternatively, if data chunks are of identical size but bandwidth is variable, it

is possible to rotate RAID groups to achieve the same effect. A simple example of this

concept is shown in figure 6.1 using four disks of identical bandwidth, and two other

disks which have a combined bandwidth equal to that of one of the first disks. Each of

the identical disks records data in normal fashion, while the two lesser disks trade off
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Figure 6.1: Heterogeneous disks in RAID operation. All disks are assumed to be writing
chunks as their maximum speed, and thus the parity disks (with lower capabilities) must
alternate.

storage responsibilities for parity chunks, according to their respective bandwidths.

Conventional RAID systems provide fault tolerance and performance advan-

tages in normal operation, but can have difficulties operating in degraded mode. I/O

times increase dramatically as the system is required to reassemble small pieces of data

from elements across all other disks. Fully reassembling the data can take a great deal of

time, as disk capacities have grown much faster than disk bandwidth. It may take hours

to reassemble the data lost from the failed disk if all other performance is suspended,

or it may take a day or longer to reassemble the data if continuing normal operation

is expected from the array during the period of reconstruction. In particularly large

systems, there is a significant chance that a second drive will fail (through an unrecov-

erable read error or worse) during the reconstruction process, which leads to data being

lost entirely.
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Perhaps counter-intuitively, this type of disk failure has almost no impact on

quality of service requirements and the ability to meet real-time deadlines. In this data

model, only the vulnerability to data loss is increased. This is because of the mode of

operation: all disks are in use at all times, whether there are n or n+ 1 of them. Any

I/O operation involves every disk at near-maximum performance at all times, and hence

the failure of one disk does not negatively impact overall performance.

Recalling that this system can be characterized as “write once, read maybe,”

it becomes apparent that one of the main disadvantages of a RAID system might never

actually come into play: the data may never need to be rebuilt. In a system where

data lifetime is measured in hours, there is no reason to attempt a full rebuild of the

data, although there is still value in recovery of the indexing chunks in order support

future search. If a failed disk contains no preserved data, one never need reconstruct

any of it. There may be a need to regenerate a portion of a failed disk’s data if some

of it is preserved, but there can never be a situation where an entire disk is made up of

preserved data (or rather, if there is, the ring buffer has ceased all collection of real-time

data and no quality of service considerations are in effect anyway). This does have the

same limitations of any other RAID-like system for the portion of data which does need

to be reconstructed, unfortunately, though the magnitude of the problem is far less.

The constant cycle of operation over a group of disks also creates the oppor-

tunity to smooth out performance curves. By rotating data placement such that data

chunks are placed on different portions of the drive platters for each chunk in a RAID

group, the I/O time for the entire chunk may be averaged over the combined disk
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bandwidth. Note that this only works with constant groups of homogeneous disks. By

placing some data chunks on the high-bandwidth portions of the disk platter, and other

chunks on the low-bandwidth portions, I/O time for the entire group can be averaged.

This technique cannot be used to increase average bandwidths, but can be used

to stabilize read bandwidth when reading entire RAID groups at once. Data chunks on

individual disks are located at specific points on the platter, and thus may be subject to

high or low bandwidths when read. When a group of data chunks is distributed over a

broader region of the platter, read bandwidth is stabilized by averaging all the per-disk

I/O times. This method is only useful when the cycle of data permits disks to operate

in lockstep with regard to their physical layout, and is thus best suited to the method of

breaking single data chunks into sub-chunks, rather than combining unrelated chunks.

By trading total bandwidth for flexibility in rebuilding, it is also possible to

implement rotating RAID groups among a large set of disks, storing each incoming

chunk on a different combination of disks to produce an “m choose n” number of layouts.

Upon the failure of any one disk, other disks can be taken out of the normal rotation to

completely reassemble the lost data in short order. Perhaps more importantly, taking

a disk out of normal rotation can also allow for faster search and faster data reads, as

real-time write deadlines are suspended for a single disk, and thus this technique has

possibilities beyond simple reliability purposes.
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6.2 Scalability

As storage systems grow in size, there is often difficulty when trying to ensure

that the workload is adequately distributed over all of the involved hardware. Certain

files and directories may be more “popular” than others and form hot spots in the storage

hardware. This leads to a disproportionate number of I/O requests being focused on

only a few disk drives, and leaving the others idle. Not only is this an inefficient use of

the storage hardware, but it leads to bottlenecks and a low level of overall performance.

Fortunately, this is not a major issue when dealing with high-volume real-time

streaming data. Hard drives involved in this mode of operation have a constant duty

cycle according to their relative performance. Each is continuously writing new data,

and no hot spots are possible for writes. Minimum aggregate write bandwidth is thus

the sum of the individual write bandwidths on all drives.

However, hot spots when reading are possible. Each element of data is written

to only one disk at a time — reliability methods excepted — and each element quickly

expires. The worst case scenario is to have many simultaneous pending reads for data

elements which, by happenstance, are all on the same piece of hardware. Read band-

width is limited to whatever is left over from guaranteed write performance, and data

chunks may only be read one at a time. Meanwhile, all other read bandwidth on the

other disks is left idle.

Since it is not possible to predict all future read requests with perfect accuracy,

this problem is not solvable in the general case. However, it is possible to attempt to
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anticipate future read requests and adjust future data distribution to render it a less

likely outcome. Section 5.2 discussed the concept of query prediction and rearranging

data and indexing chunks as to maximize predicted future efficiency. The same concepts

can also be applied to data distribution in large-scale storage systems, and data can be

redistributed based on past reading patterns.

For example, if it is determined that a large proportion of the outstanding

read requests are directed at data with a particular set of characteristics, it is possible

to reroute that data onto different hard drives as new chunks are assembled. This has

no effect on already-written data and there is no guarantee that future requests will be

made for the rerouted data chunks. It may even worsen matters if, by happenstance,

the rerouted data patterns lead to a new logjam of needed data on the same piece of

hardware. However, it does not compromise existing performance guarantees.

There are two potential downsides to this mode of operation: increased network

traffic bandwidth if data is routed to a different storage node, and increased difficulty in

locating the appropriate data once it has been rerouted to a different piece of hardware.

Both problems may be avoided if data redistribution only takes place within a single

node containing multiple disk drives, and thus all requests for reads continue to go to

the same location.

Basic data distribution is best handled statically from data source to data

destination. This method allows for the greatest correlation of data elements, since

users need only look in one location (or set of locations) for desired data. For example,

all data from a sensor may be routed to one particular data node, or all traffic from a
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single network router distributed over a known set of storage nodes. All search requests

may thus be directed at the node(s) known to hold the appropriate data. Since this data

is best distributed statically, it is better not to confuse the issue by redistributing data

outside of the same node, and thus forcing the corresponding reroute of data retrieval

requests to unfamiliar locations.

6.3 Performance Evaluation

The previous chapter having established the validity of the Valmar system (see

section 5.3), this set of results adds additional large-scale storage system accoutrements

as described in this chapter. No comparison systems are modeled in this section, since

the intent is to demonstrate that previous techniques remain acceptable. The tests in

this section all involve multiple hard drives, and multiple instances working in unison.

Results continue from the “small element handling” portion of section 5.3,

with the data elements being generated IP packets, simulated as 10,000 source IP ad-

dresses communicating with 1,000,000 destination IP addresses. Individual element size

remains uniformly distributed between 20 and 1500 bytes, and are indexed according to

timestamp, source address, destination address, and a classification aspect based upon

the data contents of the packet.

6.3.1 RAID Performance

Valmar’s RAID performance was tested in a 4+1 configuration on one storage

node. That is, four data disks (with largely identical performance and of similar size)
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Figure 6.2: Valmar performance with RAID in a 4+1 configuration. Data chunks are
in the same order on all disks.

recorded incoming data, while a fifth disk recorded the parity information calculated

from the four data streams. Each disk was tasked to record 80 MB/s of data (as in

section 5.3), with each of the chunks unrelated to each other except by participation in

the same RAID group. Multiple methods of data chunk configuration were tested, and

four of them are shown here in figures 6.2, 6.3, 6.4, and 6.5. In all cases, read requests

are made simultaneously to all data disks, as fast as bandwidth is available.

Figure 6.2 shows the results from four data disks working in unison with re-

gard to physical layout. That is, each disk starts its data cycle from logical “byte

zero” on the disk, and proceeds in unison from the outermost regions of their individ-

ual platters to the innermost regions. Write bandwidth is just above the desired 400

MB/s, of which 320 MB/s is data. As in the previous chapter, the slight overhead in
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Figure 6.3: Valmar performance with RAID in a 4+1 configuration. Data chunks are
logically shifted so that “chunk 1” is offset by roughly a quarter in each subsequent data
disk.

recording is caused by the indexing chunks on top of the normal data chunks. Read

bandwidth is extremely similar to figure 5.3(c), except that it is four times greater in

magnitude (as expected). Since each disk is working in unison, areas of high bandwidth

and low bandwidth are encountered simultaneously over all disks, leading to the same

sinusoidal/sawtooth pattern previously seen on similar graphs.

Figure 6.3 shows the results from four data disks, each with a regular offset

in regard to physical layout. The first disk starts its data cycle at the beginning of the

drive, the second disk starts one quarter of the way through the drive, the third disk

starts one half of the way through the drive, and the fourth disk starts three quarters

of the way through the drive. The parity disk is not normally involved in data reads

and operates in standard fashion. Again, write bandwidth is exactly as expected and
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Figure 6.4: Valmar performance with RAID in a 4+1 configuration. Data chunks are
reversed on every other disk, so that the “odd” disks are working from the innermost
portion of the platter, out.

desired. Read bandwidth maintains a sinusoidal/sawtooth pattern, but with a lower

variance and a period four times that of figure 6.2. Thus, the regular offset of the four

data disks allows for a greater stability in read bandwidth, as discussed in section 6.1,

though it obviously still has peaks and valleys in the performance.

Figure 6.4 shows the results from four data disks, with pairs operating in

different “directions.” Two disks are proceeding in standard logical order, while the

other two disks are proceeding in reverse logical order. Thus two disks start their data

cycles in the highest bandwidth regions, and two start in the lowest bandwidth regions.

Again, the parity disk is not involved in data reads and operates in standard fashion,

with no bearing on the data disks. Write bandwidth remains exactly as desired with no

changes. The read bandwidth curve combines the benefits of figures 6.2 and 6.3, with
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Figure 6.5: Valmar performance with RAID in a 4+1 configuration. Data chunks are
logically shifted by roughly a quarter in each subsequent data disk, and every second
disk is working from the innermost region of the platter, out.

both a lower overall variance and fewer peaks and valleys. This method of data chunk

organization presented the most stable read bandwidth of all tests.

Figure 6.5 combines the techniques shown in figures 6.3 and 6.4. The data disks

each start their data cycles at quarter-disk offsets, except that two of the disks work

“forward” in those offsets, while the other two work in a reversed direction. Once more,

the parity disk works normally, not being involved otherwise. The write bandwidth is

still unchanged, providing the needed write guarantee as usual. The read bandwidth

bandwidth curve shares characteristics from the previous two methods, with a period

half that of figure 6.3, but with a lesser performance stability.

Since all data chunks were unrelated to each other, individual chunk read times

on a per-disk basis were still dependent on their disk’s present position in their data
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cycle. Thus, individual queries are still governed by the results seen in figure 5.4. Other

performance curves for read bandwidth are possible with other configurations of data

cycle order on the disks making up a RAID group. The technique of reversing the

order of every other disk in a RAID group, as shown in figure 6.4 does not always have

the most stable performance of those configurations possible, but it is a good general-

purpose combination of simplicity and stability. The number of disks used in each RAID

group changes the curve, and a larger number of disks presents a greater opportunity

for greater overall stability in the read bandwidth for that group.

6.3.2 Large-Scale Operation

Large-scale operation of Valmar was tested on a twenty four node computing

cluster, each node of which was equipped with three same-model hard drives of the-

oretically similar performance characteristics. Three of these seventy-two hard drives

had very poor performance and were thus unsuitable for use in this test. Of the other

sixty-nine disks, twenty of them were previously profiled in figure 3.3, and the remain-

ing forty-nine have similar performance characteristics. Figure 6.6 shows the individual

metrics for twenty drives operating in unison. Each drive is tasked to maintain a write

bandwidth of 50 MB/s, and whatever read bandwidth is available. The write perfor-

mance of each drive is steady at 50 MB/s as expected, but the read performance is

variable based on the individual disk characteristics.

All storage nodes were set up to handle IP-style indexed traffic, as per the

experimentation previously shown in section 5.3, and RAID operation earlier in this
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Figure 6.6: Performance of twenty drives operating in unison. The scale of each graph
is the same, with the x-axis showing data processed (from 0 to 512 GB), and the y-axis
showing bandwidth (from 0 to 60 MB/s).
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chapter. Operating in unison, the sixty-nine drives have a combined data handling

rate of just under 3.37 GB/s, and a total capacity of 10.1 terabytes (each disk having

a useful capacity of about 150 GB). Maximum read performance, which depends on

an equal distribution of read requests over all disks, is variable between about 100-800

MB/s depending on the exact operational scheme chosen. Figure 6.7 shows overall

performance for large-scale operation for two different data-ordering methods.

Figure 6.7(a) shows the performance of large-scale Valmar when individual

disks are coordinated such that their logical data ordering is identical in each case.

Because all disks have similar size and performance characteristics, the net effect is that

of a single disk performance curve, writ large. The write bandwidth is steady at the

desired level. The minor variations previously seen in figure 5.3(c) are still present, but

the scale of this graph does not reveal them. Read bandwidth looks exactly the same

as a single disk, due to logical data position coordination between all disks.

In contrast, figure 6.7(b) shows the performance of large-scale Valmar when

half of the disks are set to work in reverse logical data order. Again, write bandwidth

is steady at the desired level, and all performance guarantees are made. Similar to

figure 6.4, the read bandwidth has a much lower variance in this mode of operation,

and performance is much more stable. Individual per-disk performance points are still

highly variable, but overall performance is more predictable than with synchronized

disks.
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Figure 6.7: Valmar large-scale operation. This graph shows the results of coordinated
Valmar processes running on 69 disks over 24 storage nodes with two different methods
of disk coordination.
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6.4 Conclusions

Large-scale storage systems have certain additional requirements beyond that

of smaller single-drive and single-node setups, with reliability mechanisms and appro-

priate scalability being the most important. These additional requirements are needed

to guarantee efficient performance, but cannot be allowed to interfere with the perfor-

mance guarantees required in this mode of operation. Reliability mechanisms must not

hinder normal operational requirements – even when operating in a degraded mode due

to hardware failure – and any large system must scale appropriately such that the per-

formance burden is distributed equally among all available devices and does not impose

undue burden upon one, or a few, units only.

These additional requirements can be easily adapted to the management and

indexing of high-bandwidth real-time streaming data, as detailed in previous chapters.

Results demonstrate that not only may reliability mechanisms be adapted without com-

promising performance guarantees, but that they may also be used to “smooth” the

aggregate bandwidth curves for reads and stabilize that performance within a node.

The Valmar model is also shown to scale upward to a large number of nodes, including

the ability to redistribute data allocation while continuing operation, and maintain the

same steady performance that single-node operation offers.
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Chapter 7

Conclusion

This dissertation has addressed several problems surrounding the management

of high-bandwidth real-time streaming data. Specifically, it has answered the questions

of how to make real-time guarantees with unreliable hardware, how to manage the indef-

inite operations of a transient data storage and management system, how to successfully

index and search this data in a high-bandwidth environment, and how to combine all

these techniques into a large-scale storage system. Integrating each of these concepts

into a single body of work has yielded a comprehensive approach to handling this hard-

to-manage data type.

As demonstrated in chapter 3, it is possible to make real-time guarantees on

otherwise unreliable storage devices. Rotational disk drives, despite their unpredictable

behavior, can be forced into conformance by careful profiling and data tuning to match

access patterns to hardware constraints. These techniques allow them to be used at

nearly their maximum rate of performance where other storage systems are often unable
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to reach even half of the disk’s potential capabilities.

It has furthermore been demonstrated that the management of high-volume

fleeting data is possible through a careful schedule of data chunking and layout con-

trol. The Mahanaxar data management model allows for the indefinite management

of incoming data in an environment where it cannot be long preserved. Performance

evaluation shows that this model can be used to achieve far better results than a con-

ventional filesystem utilizing flat file based storage. This model is capable of making

hard performance guarantees, allowing concurrent write and read access to the disk,

and continuously operating at near-maximum potential.

This approach has been further extended to complex data types which require

multiple indexing vectors and rapid search procedures. The Valmar extension of the

Mahanaxar model allows very complex data elements to be arbitrarily indexed and a

configurable approach allows for various performance levels in query response time. A

real-time response model further allows the ongoing adaptation of indexing to better

serve future queries. None of these techniques compromise quality of service guaran-

tees, and offer a combination of performance and capability which exists in no other

system, including databases. These methods have been integrated with conventional

storage mechanisms to create a large-scale storage system capable of operating over

many individual disks.

Thus, it is possible to construct a comprehensive system capable of supporting

the indefinite management of high-bandwidth real-time streaming data where previous

approaches have had no success.
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