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REPORT ON WORKSHOP ON VERY LARGE SPATIAL DATABASES, SANTA BARBARA, 1989

Edited by Terence R. Smith and Andrew Frank

ABSTRACT:

On July 19-22, the National Center for Geographical Information and Analysis held the specialist Meeting of the Research
Initiative on Very Large Spatial Databases (VLSDB) at Santa Barbara, CA. At this workshop, 42 participants from the U.S. and
Europe discussed research issues related to the design of database management systems for geographic information systems and
identified a long-term research agenda germane to the development of the next generation of geographic information systems. This
paper summarizes the discussions that took place.

INTRODUCTION

The National Center for Geographic Information and Analysis (NCGIA) is an NSF-funded institution at the University of
California, Santa Barbara, the State University of New York at Buffalo, and the University of Maine. The NCGIA has the mission to
investigate impediments which restrict the current use of Geographic Information Systems (GIS) and to carry out research in the areas
of spatial analysis and statistics, geometry and spatial theory, application of artificial intelligence to GIS problems, visualization and
economic, social and legal implications of the use of Geographic Information systems. [Abler 1987].

The research efforts of the NCGIA are structured as Research Initiatives, each concentrating researchers from numerous
institutions and disciplines on a single topic for a 12-18 month period. The NCGIA sponsored a 3-1/2 day workshop in Santa Barbara
on July 19-22 to start off the Initiative on Very Large Spatial Databases. This meeting was organized by the co-leaders of this
Initiative, Terence R. Smith and Andrew Frank. it was preceded by the Symposium on the Design and Implementation of Large
Spatial Databases at which 18 papers were presented. Proceedings have been published separately by Springer-Verlag as Volume 409
in the series of Lecture Notes in Computer Science [Buchmann, Gunther, Smith and Wang, 1990].

This workshop dealt with issues relating to the storage, retrieval and management of large collections of spatial data. By
spatial data, we understand all data sets that are related to spatial location and are organized such that they can be exploited with
operations which use spatial location in the processing. Workshop discussions ranged over all aspects of research relating to spatial
databases where the size of the data collection presents a problem to current technology. In particular, the workshop dealt with
problems related to the management of two types of information: large collections of space-related data in raster form, primarily from
remote sensing sources; and the highly structured collection of data in Geographic Information Systems as used for managing natural
resource data, land-related data in government or the databases of public utilities and typically represented in vector form.

The goal of the workshop was to identify a research agenda for a long-term set of projects relating to very large spatial
databases that could be investigated by researchers in the NCGIA and other interested groups. Research topics discussed involved:

1. utilization of new hardware;
2. hardware architecture for future GIS;
I data acquisition, integration and maintenance of spatial data;
4. database architecture;
5. concurrency control and transaction management;
6. extensibility for VLSDB;
7. object-oriented modeling techniques;
8. user interfaces;
9. query processing;
10. data structures for storage and retrieval of spatial data;
11. spatial access methods and applications;
12. parallelism; and
13. metadata.

The motivation of research into large spatial databases has been the tremendous increase in size of spatial data collections and
the heterogeneous character of these data sets. Spatial databases are growing in size at a rate that may, temporarily at least, outstrip our
ability to handle them successfully. For example, the TIGER files of the Bureau of the Census have a size of approximately 13
Gigabytes; the USGS has datasets in the Terabyte range; and the Eos program will, if implemented, start populating a database in the
mid-1990’s that will grow to the petabyte size range. Similar problems of database size are encountered by a variety of Federal and
State agencies which maintain large spatial datasets for their operations. Today we see mostly mapping applications but a move to
more comprehensive use of spatial data is apparent.



Sheer volume of data is not the only characteristic of such database systems however. Heterogeneous, multi-layered datasets
with a large variety of data types are also common characteristics of VLSDB. Hence the problem of building, maintaining and
accessing VLSDB is of central concern to GIS research.

are clearly related in both nature and importance to several other ongoing and future initiatives of the NCGIA, (such as the
Accuracy of Spatial Databases, Spatial Languages, Multiple Representations, Temporal Relations in GIS, Remote Sensing and GIS,
and User Interfaces) this workshop focused attention on issues specifically related to the storage, management, access, and
maintenance of large spatial data sets in appropriate systems. Issues which are central to these other initiatives were generally
excluded from discussion.

Institutional mechanisms for supporting the construction of, and access to, VLSDB are currently lacking. While there are a
number of efforts currently underway to examine the question of such support, it is clear that adequate institutional mechanisms are
currently unavailable and thus the sharing of data is hindered.

It was noted that it can be very difficult to find out what type of data has been collected and where and how it is available.
Once the data is found, institutional agreements to allow access can be difficult and vary widely from one institution to another. There
are numerous problems, from an ’equitable’ price to copyright issues, that need to be resolved. Finally, technical problems during the
transfer of the data are often encountered. Most of the institutional problems are difficult to solve and are not of a technical nature. It
was felt that greater direct interactive access to existing large-scale image databases is required. The ability to provide a "browseable"
image database to find useful data would be a major improvement and probably would be supported by other research initiatives such
as the national file system proposal using gigabit data transmission. This paper reports on approximately three days of intense
discussion within various groups. The editors have made extensive use of notes prepared by the working groups and have tried to give
even coverage to the topics . We gave up attempts to attribute ideas to individual persons or working parties, but we would like to give
credit to all participants and express our sincere thanks to everyone who freely exchanged ideas and shared their knowledge with us.

The editors have attempted to express the ideas of the participants as they were presented during the specialist meeting. We
found interesting connections between the reports prepared by the working groups in addition to considerable overlap. We therefore
decided to restructure the material for this summary and we have not attempted to produce a consensus document from the meeting.
Responsibility for all errors, misrepresentations etc. lies with the editors. We have omitted references to the published research
literature. We have structured the report as follows. We first discuss the definition and availability of VLSDB, particularly in relation
to the evolutionary growth of VLSDB systems; the characteristics and requirements of users, particularly the functional requirements
and performance requirements that are placed on VLSDB; the user interface and the classes of queries of interest to users. We then
consider architecture issues of VLSDB, first the interaction between object- oriented modeling and extensible DBMS, and then the
influence of hardware developments on the architecture of VLSDB. Finally, we examine a number of more specific problems, such as
the storage and retrieval of data, and concurrency control and transactions analysis. In Appendix I we provide a list of suggested
research problems.

VERY LARGE SPATIAL DATABASES AND THEIR AVAILABILITY

A first problem arising in relation to VLSDB is to define ’very large’. Two major approaches were found:

1. Definitions based on absolute size of the data collection.
2. Definitions based on current technological limitations.

In term of absolute size, there was a consensus that terabyte-sized databases were very large. The current Geostationary
Operational Environmental Satellite (GOES) archive at the University of Wisconsin, for example, is of 100 TB size, and researchers
are apparently unable to process this volume of data for certain applications. The Earth Observing System (Eos) Project of NASA has
yet to start building a database. The plan is to put 4 geostationary satellites into orbit (two from USA, one from Europe and one from
Japan) that will carry a suite of 30 or so instruments. Data from these instruments will have a downlink rate of 2-3 TB/day. The
planned life of the project is initially set at 10 years. Hence the basic database will be 3x350xlO TB at the end of 10 years. The system
will almost certainly involve other large (external) databases, but these have yet to be determined. One of the main challenges of the
project is to build the system (Eos-DIS) that will distribute the data to scientists for various projects relating to atmospheric, land and
marine sciences. The architecture of this system has yet to be determined.

On the other hand, GB-sized databases were considered large by some participants, although not by all. The viewpoint
evidently depends on the characteristics of the database and the technology being applied. An alternate definition would hence define
"very large databases" as being at or beyond current technological limits of storage, access and processing as compared to the
expectations of their uses. it should also be noted that characteristics, such as the number of types of data (e.g. image, survey, map,
text) and the degree of distribution of the database, might also influence the definition of "very large".



It see ms that there are many very large spatial data sets but few very large spatial databases. Some participants stressed the
fact that we have to differentiate between databases and data collections using file systems and specialized access methods. A database
should be viewed as a collection of datasets, accessible by and maintained in a consistent manner by a database management system.
Databases should perform functions relating to:

1. data storage, retrieval and update;
2. user accessible catalog for data description; and
3. transaction support (including recovery, integrity control etc.).

Many of these services are usually not available in VLSDB, and there was agreement among most of the participants that
they were important in this application and we must study how to achieve them without paying an inordinate performance penalty.

Two issues were raised at the workshop concerning the availability of large spatial databases. The first issue is that an
adequate set of VLSDB currently does not exist for many applications areas. It was noted that while spatial databases exist at coarse
levels of resolution for large areas and fine levels of resolution for small areas, there is a general lack of datasets characterized by
other parameter values in the level-of-resolution/spatial-coverage plane. A central concern relates to the existence of VLSDB that are
adequate to support empirical research in a variety of domains.

The second issue relates to the sources of data for constructing such databases, which currently include remote sensing data,
data obtained by digitization or scanning of existing maps, survey data, spatially referenced textual data as well as data already stored
in digitized form. The general view was that we should examine the issue of integrating data from many different sources. Major
problems are caused by the variations in scale and level of abstraction, inherent inaccuracy, level of attribution, and by the differences
between data that are generated using existing cartographic products and data generated directly from imagery using cartographic
methods.

Remotely sensed data is a primary source for many existing VLSDB. Traditional manual interpretation is still employed for
land-use classification, detection and delineation of man- made features, and for geological analysis (among other disciplines),
however automated area-based classification and feature-based structural analysis is an active research area. State-of-the-art still
requires manual editing of errors, and does not support detailed expert-level interpretation.

The digitization of existing maps into both raster and vector formats is the process by which the major percentage of GIS
databases are currently constructed. An issue is the use of the digital map as a picture as opposed to the extraction of cartographic
features with their attributes. Currently a significant portion of the attribute information is encoded as iconic descriptions in the map
and as such, is difficult to extract automatically. The use of existing drawings and surveys containing textual descriptions provides an
important source of attribute information, while there is a great volume and variety of existing digital data. Two specific research
topics would be:

1. An investigation of the use of a high-resolution spatial database in the automated interpretation of remotely sensed
data. While this has been a topic within the remote sensing community, the level of detail of the underlying spatial
data has for the most part been relatively coarse. Making more detailed databases accessible to this process may
greatly improve its performance.

2. The design and implementation of an improved geodetic database for scene registration.
Current capabilities for providing referenced image products could be enhanced by a national database of control
points containing reference image chips. This can be seen as a particular case of a multi-scale database with multiple
representations, i.e. an application of the methods mentioned previously.

The goal would be to provide researchers with a common set of databases for experimentation on a diverse set of topics,
including spatial access methods, task-level support for various applications, and to provide a basis for investigating extensible
databases. We identified in particular, three possible databases in general use including a national intelligent gazetteer, a national
digital geodetic control database, and a national digital baseline/backbone database. Such systems have characteristics that seem to be
of general value and can be integrated into many VLSDB. We can thus reduce the need for each such system to reinvent the wheel.

It is highly possible that the growth of VLSDB’s and VLSDB systems of a size of the order of the proposed Eos-DIS cannot
be designed and constructed, except by an incremental and evolutionary process. Three reasons for this belief are:

1. the systems are so large and complex that they will take many years to design and implement;
2. user requirements will evolve as users discover the various potential uses of the databases;
3. current VLSDB systems will probably be imported as components of new systems.



Hence, particular questions of interest relate to differences between starting from scratch vs. incremental update; the
possibility of storing product independent feature descriptions; the design of an intelligent gazetteer that would include a much richer
set of information concerning the place name; the identification and control of loss of information during format conversion.

We observe that the cost of collecting and managing the data and the value of the data for future use is so high, that databases
will outlive (by a wide margin) current hardware and software systems. It thus becomes important to study techniques that guarantee
usability of data collections for very long periods of time. This clearly encompasses a mix of institutional and technical issues.

Validation of data as it is acquired in a VLSDB is important for the long-term viability of the systems we see emerging. It
will be necessary to design data validation tools that can work in a changing environment. We identify a need for research to analyze
necessary extensions in data validation and data integrity methods for evolutionary, long term systems.

UNDERSTANDING USER REQUIREMENTS

There seems to be a lack of specific characterization of the functions relevant to various applications of a GIS, their
computational requirements, and the working sets of data used by these functions and application sessions. Without a clear and
formally specified set of user requirements and characteristics of the data involved, the design of new, improved systems is limited
and the evaluation of systems built remains inconclusive. Research in this area was deemed worthwhile and should help to clarify the
interface between GIS research (which should primarily try to understand and formulate the requirements) and the computer science
work that contributes to producing efficient answers to these requirements.

As a first effort, research was proposed to characterize tasks and subtasks. There is a large amount of variation found between
systems used for administrative tasks (e.g., a city government) and systems used in scientific or military applications. Evaluation of
alternative architectures, or of system design parameters, requires characterization of the tasks that the user will invoke in the
processing of geographic data. Some examples of user application tasks are:

1. Data browsing and data display;
2. Help with navigational tasks;
3. Modeling and simulation;
4. Image classification/image processing;
5. Real time dispatch/control;
6. Inventory of business assets.

From the discussions, it seems that we will have to contend with a large set of characteristics, not all of which have obvious
formalizations. Thus it will be necessary in each of the following areas of activity to develop methods for quantitative assessment in a
form that is useful for the architecture and design of systems. It is also necessary to identify the objects at the same conceptual level
the user works with.

Interactive Processing

Users seem to ask for interactive processing in most GIS tasks. "Truly interactive" processing here is taken to mean that
which is synchronous with the user’s thinking and problem solving. Today’s hardware generally provides the computational power to
achieve this goal for many tasks and it is considered a generally desirable function.

For tasks for which the processing is too large, or the data set too extensive to occur synchronously with the user’s thinking,
asynchronous, ’batch’ processes may be appropriate. While there may be some debate in determining the precise boundary between
synchronous and asynchronous tasks, there is general agreement that those tasks that take more than a few seconds are asynchronous
with interactive problems. These can be considered ’batch" operations in a context of a multi-tasking workstation, and would be run in
another window while the user proceeds with other tasks that can be supported synchronously. Asynchronous or batch tasks can also
be carried out elsewhere in the network, wherever appropriate computational resources are available. The choice will often be
narrowed by efficiency considerations such as whether it is more efficient to move the function to run "near" the data or to move the
data to another remote processor where the function can be applied.

Thus it is important to determine the response time that users expect and find acceptable for specific tasks, as well as the
optimal response time to achieve maximal user productivity. The user’s expectations and optimal values for response time may differ.
This is a topic that is important in large information systems and crucial for spatial information systems, where responses often require
retrieval of large datasets and complex processing.



Selection of data

Not every task uses the same type of criteria to select the necessary data. In some instances, a browsing capability is
necessary to scan the database, whereas in others, access is direct and based on either a specific location or other well defined criteria.
In order to design appropriate user interfaces, we need characterization of user groups and tasks with respect to their methods of
selecting data.

A number of tasks were mentioned where users select data of interest by browsing and not based on explicit criteria. Since it
was not determined for which tasks users prefer a browsing facility, tasks should be characterized with respect to the need for
browsing. Some specification as to what kind of data are used during the browsing operation is also necessary.

Representation of results

Apart from selection of data, users need methods to guide the form of the presentation of the result either in terms of images,
map-like drawings or in the form of tables. Tasks should be characterized by the style of presentation of results that the users expect
and need (there is a potential difference between traditional forms of data presentation users are accustomed to and optimal
presentation for the task).

Need for metadata

In supporting queries in large spatial data collections, it is increasingly evident that users select data not only based on criteria
of the actual data, but also on other data, especially that which describes the actual (lowest level) data. Metadata should include
directories, coverage indexes and overview data, such as small-scale maps, that may be of use in locating data of value to a user. We
found a continuum from traditional metadata (e.g. data dictionary), to other data describing the collected data and the data itself.

Characteristics of the working set

Tasks may differ with respect to the data they access during a work step. In some tasks, enormous streams of data are
processed, whereas in others a quite well delimited data set is worked on for a period of time. The working set of data for an
interactive session of a GIS is dependent on the application, the context, and on the specific processes that are invoked in supporting
interactive problem solving. It is necessary to characterize tasks with respect to characteristic aspects of their working set. The overall
size of the working set, its detail level, and its spatial extent, are important dimensions of this characterization. The dynamics of the
working set is also of significant interest. This includes determining what data is used repeatedly, how often the users change contexts
and working sets, etc. It is of interest to have indications of the frequency and distribution of changes to the data; i.e. the patterns of
data update and how they are verified and distributed. There are significant problems related to topics typically studied under the
heading of I computer aided cooperative work’.

USER INTERFACE TO VLSDB

It was generally agreed that the user interface to a VLSDB is of major significance and it should be a topic of major future
research. Two specific issues were raised in relation to interfaces to VLSDB:

1. Providing the user with methods for finding the relevant data; this includes the whole set of methods through which
users can access the data;

2. Providing the user with methods to deal with data; this includes, but is not limited to, graphical presentation of the
data in a format the user can understand.

In both cases it is important that the interface design be made from the viewpoint of the user and involve concepts the user is
familiar with. The working groups did not study extensively the problems of graphical presentation of results and the methods the user
would have to direct the representation, but recognized their importance. In this section we will deal primarily with selection and
access of data by the user, based on his current task. We may separate from this type of access queries which are related to programs
that process data on behalf of the user and use a ’programmer interface’ to the VLSDB. Two major approaches to finding data were
identified:

1. Browse capabilities, where the user peruses data until the ones relevant to the task are found;
2. Query language facilities, where the user accesses the data using some criteria.



The set of queries relating to access of data appear to be specific to VLSDBs, because one cannot assume that the user will
know what data of value is available in a VLSDB or how to gain access to such data.

Browsing tools

Spatial browsing tools allow the user to find data based on spatial location (e.g. through a sequence of index maps, from the
continents through nations, states, counties to a street map) or based on features visible on one map that are indicative of others
(finding mountain ranges where one may expect a certain ecosystem). During a browsing mode, data might be presented in such a way
that the user need not wait for completion of some activity, (e.g. transmission of a large image) before a judgement can be made as to
whether the data will be useful for a task. The tools to find the data should also inform the user about the availability and the cost/time
delays involved in using datasets - this is especially important when accessing data sets stored remotely. Research into methods
allowing gradual transmission thus resulting in improved images, would permit users to stop waiting for completion of the image the
moment they have received sufficient data to determine that the data is not useful for their purposes and move to another image.

Providing browsing facilities is important because it cannot be assumed that a user will know what data is available, what
data is of value, and how to access data in VLSDB. This is especially true in extremely large databases (e.g. as in the case of a
petabyte-sized database) particularly with heterogeneous and distributed data. The group recommended that there be an investigation
into the nature of the browse facilities that should be incorporated in VLSDB. In the more elementary case, these tools should include
panning and zooming but they may be expanded to allow exemplary and scaled-down data sets to be assessed and subjected to sets of
procedures. Additionally, other operators are needed, such as various geophysical transformations on the spatial data. A key aspect of
browse applications is the need for truly interactive response times, which may be a problem using central VLSDB over wide area
networks.

Spatial query languages

Spatial query languages are necessary in all cases where data from a VLSDB must be found using some specific criteria. It is
not clear what type of queries users will pose and what requirements they will have for the presentation of their results. it would be
useful for many researchers to have a set of realistic queries and one working group prepared the following taxonomy of queries:

1. thematic queries (ask for a rendering of a theme in a given area)
2. gazetteer queries (ask for a thing with a given name)
3. stab queries (find things at a given location)
4. coverage query (give overview over data existing)
5. navigation (ask for best route and its property)
6. spatial relationships or other attributes.

A valid taxonomy would be helpful for the design of query languages and the underlying support system, especially for query
optimization and for decisions about what and how many indices should be built to improve query response time. It was also pointed
out that queries which result in a pictorial representation need not be computed to more precision than is visible in the image and we
should investigate methods to optimize queries with limited precision requirements that produce responses faster or produce responses
with increasing level of precision while the user is watching.

Concerning spatial query languages an investigation was recommended into the design of query languages that should be
employed in VLSDB. Such investigations should certainly relate to the strengths and weaknesses of extensions to SQL, but should
probably focus on non- SQL approaches. It was generally agreed that SQL-type languages are in the long run, not suitable for GIS,
and that GIS query techniques should include textual, pictorial and interactive elements. Query languages will also have to accept
extensibility in its data type and operator set. A concept of a toolbox of low level methods from which the high level user interfaces
can be built and customized as needed was discussed. Examples that were cited as being worthwhile for consideration for possible
adaptation are ideas like a MacDraw toolbox or the HyperCard concept.

It was stressed that ’immediate’ access should be made available to the user, both in terms of immediate responses to queries
and in terms of a user interface which is simple enough that the end users of the data can use it themselves and need not go through an
intermediary, which translates the question from the realm of user concepts into the realm of database language. It is important to
understand how a user thinks about objects and data, and how a user plans his/her work. Current user interfaces for GIS are often too
complex for ’real users’ to learn them. The concept of a ’conversation’ based query language in lieu of the current ’question and answer’
languages was mentioned as a promising method to reduce the complexity of queries by allowing users to enter into a dialogue with
the system and achieve the desired information through multiple stages of a conversation, where the next step is based on and
interpreted in context with the previous ones.



Use of metadata

The concept of metadata became a dominating theme of the workshop. While metadata traditionally has had a relatively
narrow definition (as in the case of relational DBMS, where it is typically confined to standard data dictionaries), it was the general
opinion that a richer concept should be used. Metadata of different kinds are crucial to browsing, query formulation and query
executions and optimization. Users searching for data will not only access the base data (e.g. the remotely sensed images) but will use
all levels of metadata, i.e. data which describes the base data in the process. Typically they will use coverage indices, gazetteers and
small scale cartographic data in order to zoom in on the images desired. They may also need access to data describing characteristics
of the image (e.g. season, sun angle or cloud cover etc.).

In particular, it was a consensus that metadata should include overview data, in the form of (small scale) maps that may be
used to localize coverage data. We also found a need for users to have access to a small subset of the data (e.g. small sub-images of
image data), which allows them to determine if the data is suitable for some class of processing. Clearly there is a full continuum
between data and the most-abstract metadata.

It was recommended that an investigation of the nature and form of metadata to be used in VLSDB (including how it should
be distributed and used in applications), should be carried out. For example, should metadata be in data dictionaries, directories and
catalogs in standard ways or should a metadata layer sit above the DBMS? Should it be organized separately or in a combined form
for user system applications? Clearly, a major set of questions involve the content of metadata. It appears, for example, that it should
include information on data quality, as well as database content, and possibly provide information on such matters as procedure
application lines and which procedures are "legal" for different data categories. Other questions relating to such issues as who has
authority over metadata and protocols for its exchange and updates and sets of operations and system environments that make
(distributed) metadata appear seamless were also discussed. Both the data and the metadata should be accessible through the use of
browse capabilities and query language capabilities, in order to avoid forcing the user to learn two different languages, one to access
data and the other to access metadata.

OBJECT ORIENTED APPROACH FOR MODEUING

Two major classes of VLSDB applications were recognized in which objects have to be modeled and manipulated:
1. At the user interface, where the user is presented with a view of the system and the objects it contains, and where the user
manipulates the data objects
2. At the interface between the application and the DBMS, where data objects are exchanged between application program
and DBMS.

The group recognized the object-oriented approach as a tool helpful in improving the modeling of geo objects in VLSDB. In
this section we concentrate on the interface to the DBMS, assuming that object-oriented modeling at the user interface is less a topic
that is specific to VLSDB than a generic issue relevant to a larger set of applications (CAD and other engineering applications which
model spatial objects). This is not to say that object modeling at the user interface is not important for improving usability of VLSDB,
indeed it is probably one of the topics with great potential for improvement.

VLSDBs cannot be built from the currently available DBMS, but need additional services. It was recognized, that we could
not and should not try to enumerate these additional services but to ask for DBMS which can be extended to meet the needs of current
or future systems. It was a consensus, that object-orientation is contributing to achieving extensibility and may be the key concept in
achieving extensibility.

The major issue concerns the expression of the semantics of the data in a formal manner. A general approach to an
investigation of object-oriented approaches, as well as a series of specific topics for research was suggested. The general approach is
similar to that suggested for research in the areas of DBMS. The first task is a comparative investigation of object-oriented modeling
systems ending with a global evaluation of the characteristics of each system in a common framework, such that its suitability for
applications to VLSDB can be assessed. Specifically it was suggested that we start with analyzing existing systems (see Table 1). One
could then conduct individual tests for the most promising systems and finally assess what was missing from the existing systems.
Special attention should be paid to the metadata and their treatment in each system.



Table 1: Object-oriented models to be considered

HDRL (AIM) EXTRA MAD OSQL
RNR (DASDBS) SQUW TRELLIS/OWL PDM

Specific topics for investigation can be organized in major groups, as follows:

1. Data description languages: one should study how data description languages express the properties of the basic
object structures and their dependencies. They generally include methods to model aggregation hierarchies, is-a
hierarchies and inheritance lattices, but the definitions are not always the same. We should explore how these and
other methods are useful for modeling geo-objects, especially how they support the hierarchical ’top-down’
structures often found in geography (continent, country, state, county, town or similar) and could be helpful for
zoom operations in user interfaces. Recursive data structures seem to appear in geo-applications (a map containing a
map as an insert) and should be modeled as such.

2. Methods to express consistency constraints: considering these modeling tools, we must also understand and improve
the methods to express consistency constraints on the object modeled. Experience shows that the consistency
constraints between geo-objects are complex and difficult to model with current methods.

3. Methods for modeling of time-dependent systems: it was suggested that a special data type for ’time’ be explored.

4. Modeling methods: these must include the tools to represent all situations, where the same objects are represented
internally in several different ways without automated conversion routines between them. (e.g. at different scales,
but each stored separately, or both as vector and raster representations). This can be seen as a ’materialized view’
problem, but warrants special attention from the point of view of VLSDB.

Views are deemed to be important for geo-applications. Research concerning methods for users and programmers to derive
statically and dynamically objects and structures was viewed as essential. A very difficult problem is to explore the limitations one
would have to enforce on view definition methods in order to allow updates and deletes on view objects.

VLSDBs typically require special object types with related operations. These special object types include those necessary to
model geometry and cartography. The definition of a small set of basic object types for geometry, cartography etc. was determined a
good topic for research which could be worked on immediately - analyzing, comparing and integrating a number of more or less
complete and formal proposals already available. Such a study could be divided into three parts: 1) work on basic geometric objects
and their data structures; 2) a map algebra to manipulate sets of geometric objects; and 3) tools necessary for the cartographic
representation of these objects. It was suggested, that performance issues should be included in the study of all the low level
primitives, considering both disk access and CPU usage.

Specifically it was suggested that researchers define a (relatively small) set of domain specific methods, including geometric
operators, semantic relations and consistency constraints. Such research should entail a consideration of the implementation methods
themselves, as well as the keeping of statistics and examining cost functions of the operation. Research topics include:

1. determining minimal set spatial operators and examine completeness criteria;
2. designing robust and efficient implementation strategies for the operators;
3. investigating the propagation of errors;
4. examining methods to optimize execution of composed operations.

Map algebra, as understood by the group, is a set of object types containing a set of geo-objects, (as for example in a thematic
layer in a current GIS) and having a comprehensive and closed set of operations on it. Ideally a map algebra would not be dependent
on an underlying raster or vector data structures, and should apply to situations with heterogeneous spatial representations.

Map algebra is considered an appropriate level to interface with a query language. Hence, it would be of value to investigate
and prototype a system to design query execution strategies and optimization methods. Finally we have to understand how to allow
future extensions of the map algebra (or show that this is not necessary).

Performance in a VLSDB is a crucial problem. Some experience suggests that the data structures used in main memory to
buffer data retrieved from disk storage and the operations available to the programmer are important. This will become increasingly
useful as main memory size in workstations increases. A study to investigate methods for designing large object buffers is



recommended. The structure of the data as seen from the programmer’s interface must be efficiently mapped on the data structures in
the buffer. To reduce the amount of translation between the programmer’s view, the data structure in the buffer and the. physical data
storage on disk is a known problem worthy of further investigation.

SOFTWARE ARCHITECTURE AND EXTENSIBILITY OF THE DBMS

Extensibility of GIS architectures was generally recognized as an extremely important attribute by workshop participants.
Major reasons for the importance of extensibility are that current (commercial) systems are not satisfactory, and that ad hoc systems
are hard to build and merely duplicate much code found in current (commercial) systems. It was recognized that extensibility is not
likely to determine all functionality that would be needed in a VLSDB system and that some requirements of one application may
conflict with requirements of another application. It does not appear possible to include all the necessary features for all applications
in a single system.

Extensibility may be viewed as the ability to add new functionality to a system, such as:

1. New storage structures with new access methods;

2. New data types and operators.

These additions should be added seamlessly or in such a manner that access to new and existing classes is user transparent
and operations on new structures are optimized.

A set of typical requirements which seem to affect basic system architecture most, and thus provide one set of functionality
which must be possible to include in a VLSDB system are:

1. High bandwidth requirements for the user interface in order to support the interactive graphical display
2. Localized bulk access in which very large amounts of data in relation to a (typically spatially selected) part of the

database are accessed
3. Large archival sets of data
4. Complex requirements for transaction management (e.g. long transaction)

On the other hand, extensibility is necessary to add spatial and space related data types and operations to the data modeling
tools, to the programmer interface functions and to the query and browsing facility. Extensibility has thus two aspects, one affecting
the low level functions of buffer management, clustering and transaction management, and the other the data model and the functions
at the query language and programmer interface.

Alternatives to an extensible architecture include

1. loosely-coupled systems, in which commercially available systems would be used for the data that is structured to fit
such a system and specialized systems would be used for the geometric data;

2. specific DBMS for special purposes;

3. systems without a DBMS concept.

Experience has shown that these alternatives are undesirable and indicates that research should focus on extensible systems.
It was recommended that the framework for the extensible architecture should be based on the client-server model of data distributed
between front end workstations and the backend database access processor.

It was agreed that there is a close connection between the object-oriented approach and extensibility. In particular, workshop
participants suggested a common approach to the study of both object-oriented technology and extensibility. The approach is based on
the idea that there are several prototype extensible systems, but that none are fully acceptable.

A subgroup at the workshop identified a set of research topics that they believed to be necessary for the development of an
extensible DBMS-based GIS, including:

1. a map algebra of spatial operations;



2. an extensible optimizer for mixed spatial/attribute queries;
3. a transaction model for GIS;
4. concurrency control for GIS;
5. logging mechanism for recovery, audit trail, archiving;
6. validation and consistency constraint mechanism;
7. robust and efficient algorithms for operation;
8. criteria for exploring parallelism.

Several of these issues, and associated research problems, are dealt with elsewhere in this. report. However research is
required to arrive at a more definitive statement as to problems relating to extensibility. Such research could take the form of a
comprehensive study of several systems, such as those shown in Table 2, as well as several others.

Table 2: List of extensible systems

EXODUS
GENESIS

GEKERNEL of DASDBS
PANDA

POSTGRES
PROBE

STARBURST

A summary of the major approach to the study of these systems is encapsulated in Figure 1: Spatial Object Interface.

Testing extensible systems

Hence such a study would involve the following steps:

1. Identify requirements from geoprocessing that impact an extensible architecture;
2. Analyze extensible approaches: including domain abstract data type on top of DBMS, domain abstract data type in

DBMS, complex structures and methods on them, generators/customizers etc., and identify specific systems
(projects, proposals) representative of different approaches;

3. Evaluate each system;
4. Select the ’best" approach and identify remaining problems;
5. Use the remaining problems as a basis for directing future research.

Specific topics are:

1. Extensible query optimizer
The extensible query optimizer should take as input, a dialect of the map algebra and provide as output, an execution

plan expressed in terms of low-level commands. Information requirements for such an optimizer include semantic rules for
the operators of the algebra, implementation rules to express the scope/validity of different methods of implementing algebra
operations and meta-rules to regulate optimizing procedures (such as procedure rules, machine rules and stopping rules). It
will further need metadata and statistical properties, indicating the performance when certain spatial operators are applied. It
must be relatively easy to add new data types and operators, but also a new access method to the database and extend the
optimizer accordingly.

2. Remote or local execution
The development of "dynamically extensible" DBMS systems is particularly relevant, as a dynamically extensible

DBMS would permit the GIS user to send a function to the database server for execution local to the data and to return the results of
processing (e.g. polygon overlay) rather than having the database server send the input data for the function to the workstation for
execution there. This is a promising concept that has great potential for significant performance improvements (consider the high cost
of data transmission and the large amount of data that often need to be transmitted in order to support a local extraction operation).
This concept should be investigated further, even if implementation in today’s environment seems difficult.



HARDWARE AND SYSTEM ARCHITECTURE

There are many recent developments in computer hardware that are significant in the area of GIS and the storage and
management of large geographic databases. It was a consensus that GIS applications using very large databases of spatially- related
data will generally be implemented in a systems environment where the user has a very powerful dedicated workstation connected by
either LAN or WAN to database servers which are the keepers of the libraries of data of interest in these GIS applications. Local
workstation storage (RAM or disk), and/or file servers on the immediate LAN of the workstation, will be used as a "cache" for the
subset of data relevant to the immediate session in which the GIS is being employed.

See Figure 2: Computer Hardware Advances and Impact on GIS



Occasional input of data from external sources, especially that from paper documents, was also identified as a requirement
for supporting GIS applications. This translates into a requirement for ’convenience’ scanners local to the workstation, to facilitate
entry of data from paper archives.

The volumes of digital data to be kept in libraries of spatially-referenced data relevant to GIS applications mandates the use
of low-cost archival storage. Today’s choice is the array of optical disks and their associated mechanical players known as an "optical
jukebox." These are high-volume storage devices, with each optical disk storing approximately I GByte, and with jukeboxes
containing in the order of 100 platters. These devices have data transfer rates that are significantly slower than a magnetic disk file
(but faster than floppy disk). Unfortunately, the jukeboxes have a significant latency-up to fifteen seconds-even if the device is idle.
Thus these devices will only support asynchronous or batch operations. Staging of data from the optical media to a faster magnetic
disk cache can provide more rapid access to the staged data, but requires correct anticipation of the data requirements if performance
improvements are to result.

Reasonable assumptions for affordable GIS workstations (priced less than a mid-range automobile) would, within the next
five years, have processor power in excess of 100 MIPS, a main memory of 100 Mbytes or more,’ and local secondary storage (disk,
possibly optical) of several GBytes. With such workstations, "truly interactive" processing of geographic data can be carried out, even
when they require modestly complex operations applied to reasonably large data sets. It was discussed that if a bandwidth limitation
between data server and workstation (e.g. 100 Mbits/sec) will continue to exist, that would be an important fact to be considered in the
design of future systems.

Other hardware topics discussed by the Workshop included new storage device architectures and storage media (optical
paper). We also assume that the higher precision and less expensive scanning devices will influence the way VLSDBs are built.
Parallel processing and content-addressable storage may affect database and VLSDBs in particular, but predictions are difficult and it
is not clear, whether they raise research topics which are specific for spatial data.

The architecture assumed for the systems and databases in current use, dates from the mainframe period and is optimized for
use of the then available hardware. The current price and performance ratios between long-term (disk) storage, main memory and
CPU are quite different. A new architecture with significantly larger use of main memory (buffers) is needed and should be optimized
for a future hardware configuration. Secondly, the size of future workstations is such that the availability of hardware is not the most
serious limiting factor and designs must start to optimize for other aspects. There is, for example, a balance to be found between
working set size, copied from the data server to the local memory, and concurrency. In general terms, it was argued that design should



be driven more by a clear understanding of the requirements than by the hardware. It is known that some of the changes in hardware
configurations affect all database applications, but the specific requirements of VLSDB and the obvious shortcomings of some of the
current systems make this an important opportunity for improvements.

Problems associated with workstations include:

1. Investigation is needed for workstation hardware impediments to the use of large GIS databases by developing or
acquiring a very large and powerful workstation (500 MIPS, 500 MBytes RAM, 20 GBytes disk) and investigate its
impact on GIS applications. Determine by this experimentation the effects these workstation parameters have on the
GIS design, the database and working set use, and the relative importance of synchronous vs. asynchronous support
for various GIS tasks. Such a project can be started by analytical evaluation of the performance to be expected for
various types of software architecture and then some of the best solutions should be tested by a prototype
implementation.

2. Investigation of VLSDB workstation architecture should be undertaken, starting with a understanding of the
requirements that are derived from observing actual tasks and are not influenced by current implementations and
their limitations is necessary. Use the working set characteristics that result from research to evaluate different
alternatives for architecture and optimize architecture for such tasks.

3. Development of a new GIS workstation architecture tailored to spatial data, with two- dimensional memory access
and possibly two dimensional secondary storage, and with a bus architecture to facilitate movement of two
dimensional data between secondary storage and memory.

4. For parallel machines, an investigation of various hardware architectures is needed in order to understand which
parallel hardware architecture is more suitable for which typical geo-processing operation and spatial data-handling
task. Such an investigation should not only look at parallel processing but also include parallelism used for data
storage, especially data striping over multiple disks. What problems can be solved by such developments? It was
recommended that an analytical study should be followed up by a prototype implementation to verify the
assumptions.

For all studies of evaluation of architectures, it is crucial that we have a good understanding of the tasks users execute. A
suite of valid benchmark tasks with the corresponding data would be valuable for testing and comparing alternative implementations
and analyzing different designs. Such benchmarks should include common geo-processing operations, analytical operations as well as
browsing, pan and zoom etc.

STORAGE AND RETRIEVAL OF DATA

A key problem for VLSDBs is to organize storage such that there is bulk access for 1/0, with high bandwidths to the user
interface. Low-cost archival stores are relatively slow for synchronous use. Hence staged access to data through a hierarchical storage
system was considered important (optical -> magnetic -> filesensor -> consolidation).

In order to achieve acceptable performance when accessing spatial data, data elements which are often accessed at the same
time should be physically clustered in disk storage. For VLSDBs locality of access is based mainly on spatial location of the objects
represented (consider pan and zoom operations). An important problem therefore is to investigate physical clustering of data on
storage devices, and to evaluate the currently known data structures in that respect. There are conflicting demands when complex
VLSDBs are built and so the establishment of a set of formalized requirements will benefit research in this area. An interesting, but
not widely explored idea is to replicate some of the data and store it in more than one location.

A number of data structures to handle spatial data and algorithms for their construction and access has been proposed in the
recent past. It was generally felt that there were a sufficient number of methods known and much of the current work was directed
towards minimal improvement. Further research in this area should be directed towards establishing realistic methods for evaluation
and comparison and for providing adequate benchmarks. Currently tests are done with artificially constructed random data, which
does not necessarily produce meaningful results, or with an arbitrarily chosen data set. Second, some participants were interested to
see how the spatial data structures and access methods that were built as separate programs would be integrated in a VLSDB.

In certain systems, data relating to the same objects are stored in different formats, at different levels of resolution and at
varying stages of processing. One should investigate when such methods should be used and how they can be integrated into VLSDB.
For example, should the system automatically decide when to keep the product of expensive processing steps that might be generally
useful (e.g. registration of images). Again implications for the architecture and for the performance of the system should be studied.



DBMS OR FILE SYSTEM

An important distinction was made between the non-DBMS (e.g. file system) approaches and DBMS approaches. In
particular, three basic architectures were identified:

1. Use of the file system - In some cases storage of the data sets (especially if we deal with large image data sets) in
files of the native operating system was advocated by some participants. This solution gives only exactly the
protection, transaction management etc. which the operations of the file system provide. On the other hand,
overhead for access to the data is usually low and transfer rates from disk to the program buffer faster that using
DBMS.

2. Special purpose data storage system - the data in a VLSDB can be stored in a special purpose storage manager. If
such a system provides many of the services provided by a regular DBMS, then much of the code of a DBMS would
have to be rewritten.

3. Loosely coupled special purpose systems with vanilla DBMS - a number of existing systems use this concept and
store attribute data in a relational database and use a special purpose method for the storage of spatial data.

4. Extensible DBMS with seamless integration of alphanumeric and spatial features - the discussion on this problem
showed clearly the wide range of requirements a VLSDB can face, depending on the particular application. This
solution provides the standard DBMS services which are important if many users should be able to use and update a
dataset for a long period of time.

Experience with loosely coupled databases suggests, that they are difficult to maintain and provide only limited DBMS
services and given the known difficulty in building special purpose database systems from scratch, the participants felt that extensible
databases were the most promising route to follow. However, some discussion focused on the file-system approach as an alternative to
the DBMS approach. The very large image data sets which do not have a structure which can be exploited by the DBMS, and the
difference in access pattern to images or to attributes, suggests that it could be worthwhile to explore how heterogeneous systems,
using the file system for storage of at least some of the data, could be built. Such a system could store metadata and other attribute
data in a DBMS, but keep the bulky image data in files, either on disk or in archival storage. The system could then support efforts to
find data and automatically stage the data from archival to rapid access storage. It was recommended that the file system approach be
examined. The properties of existing file systems that would fit the requirements should also be studied as well as the other services
that a file system should provide in order to respond optimally to the requirements of VLSDBs.

Using this concept, a very simple VLSDB could be built, with the goal to provide access to a large data collection but with
very limited functionality. Such a system would act primarily as a library, where it would be easy to add new material or move
obsolete material to archival storage with longer access delays. Such a system could function without detailed update capabilities and
provide only the generally used spatial browsing (pan and zoom) and gazetteer queries. If users are interested in a dataset they would
download it and use local tools for further processing. These tools can be considerably simpler, as they do not deal with a database
problem. Indeed small DBMSs, desktop publishing tools, CAD systems and spreadsheets can all be used to process data further once
retrieved from a VLSDB ’library’.

CONCURRENCY CONTROL AND TRANSACTIONS ANALYSIS

Past investigations into the use of spatial data both in GIS and in CAD/CAM systems indicate that the usage patterns are
different from patterns in databases with commercial data. For instance, a major difference is seen in the requirements for transaction
management. As a first step, a careful analysis is required to determine the granularity of the data touched by GIS transactions, as well
as the typical duration of transactions. The proposed analysis should also identify relevant work on transaction models that has been
done in the CAD and other communities to avoid unnecessary repetition.

An initial analysis of applications that may run against a GIS shows that the GIS may have to provide three different kinds of
concurrency control:

1. Extraction of data from the central data repository for interactive work that may take a long time;
2. Single attribute/record updates of data in the central data repository;
3. Physical concurrency control on spatial access method to guarantee that access paths are not destroyed in the case of

failure during index maintenance;

Single attribute/re cord updates are well understood and are not of particular interest in the GIS context. Long transactions
have been studied in the CAD context and it may be possible to adapt some of the long transaction models to the needs of a GIS.
Existing long transaction models should be analyzed and validated for their usefulness with respect to the requirements of geo-
applications, and if necessary, that they be extended or adapted. Several candidate models that are suggested for investigation include:



1. Check-out with check-in based on new version generation;
2. Check-out with check-in based on overwrite of the extracted portion;
3. Check-out with check-in based on the re-execution of a consolidated log.

For the case of long-lived transactions that do not require the extraction of data from the central data repository but act on
large numbers of instances, other mechanisms for long- lived transactions can be used, such as sagas or split transactions. GISs may be
able to use other models in which transactions can be queued for later execution.

Physical concurrency control on spatial indices has not yet been addressed. At present, new spatial access methods are only
analyzed with respect to their performance in retrieval queries. However, in a multi-user environment in which the index is
dynamically maintained, physical page-level locking is necessary to guarantee that access paths are not changed while a transaction is
using it, or to avoid portions of the index that become unavailable due to failure during index maintenance. An analysis is required to
determine how the various access methods stand up under physical page locking and if this will cause a drastic loss of performance
(e.g. due to locking of the root page and elimination of all concurrency). Research is also proposed into issues of various lock-types,
such as intension locks and notification locks.

Another concurrency issue relates to the fact that updating a map of one scale, may require the updating of corresponding
maps at different scales. It is not clear how this operation should be performed relative to the initial transaction, or how locks could be
propagated to the objects that become inconsistent through the new update. Hence research is required into issues of consistency
among multiple representations of the same data in a GIS.

It appears that one approach to such research involves the use of event/condition/action (ECA) rules with flexible coupling
modes as a possible mechanism for propagation of updates and consistency enforcement. ECA rules are a powerful triggering
mechanism in which the event may be any database action, a temporal event or an arbitrary signal. The condition part is a condition
expressed as a query over a state of the database, and the action may be an arbitrary procedure or an alert to the user for initiation of
user-driven action, for example, user-driven validation procedures. Different applications require various modes of validation:
immediately upon insertion to help the user determine the correctness of his/her entry; just before commitment to determine whether
any consistency constraints are violated; or in a detached mode, i.e. a separate transaction, in the case of complex constraints or
constraints that have to be enforced on databases that are being loaded. The ECA rules can also be used for example, for propagation
of updates, to initiate updates of maps with different scales. These updates may be done by either a rule-based or user-driven format.

Closely related to the issues of concurrency control are the issues of recovery and audit trail. Because of its usefulness in
recovery, both for long transaction mechanisms that use check-back via log re-execution and for audit trail purposes, transaction
logging appears best. However, additional research is required to determine the best logging mechanisms for GISs, for example,
before and after images or general page-level logging vs. transaction logging. Research is also proposed to determine mechanisms for
consolidating local logs for application during reintegration, and as a means for maintaining audit trails that satisfy the legal
requirements of a GIS. In addition, it is proposed that research be conducted into issues of data reliability, their marking with
reliability markers and the identification of the data sources. The need for this feature should be validated against legal requirements,
such as copyrighting of data, and the need for reproducing transactions, such as land transfer transactions, in a detailed manner for
legal purposes.

CONCLUSION

Both the GIS community and computer scientists who are interested in issues relating to VLSDB need to develop a much
clearer understanding of user requirements. This is deceptively simple for the GIS community and few good examples of clear and
useful descriptions of requirements exist. General requests, relating for example, long transactions, spatial access, metadata etc. are
not precise enough to permit researchers to work effectively. In order to make further progress, the GIS community must focus on
formalizing requirements to the point where they can be used to optimize designs and decide between alternative implementations.

Similarly, it is important to establish valid benchmarks, that are simple to transport and implement at many sites, but mimic
properly the loads that VLSDB will handle. Again, this also sounds deceptively simple and is much more difficult than thought (one
need only follow the discussion around the ’transaction processing benchmark’ in the trade press or observe that a benchmark for CAD
oriented databases is just beginning to emerge). Benchmarks are necessary to assess solutions where either no formal models exist or
to validate the analytical results from the formal models.

A topic that is at the same time a research issue and a practical impediment for further research is ease of access to spatial
data. The existing storage and data distribution facilities are not all easy to use and access to them is further hindered by a myriad of
organizational, economical and technical impediments. Research into streamlined access by studying the impediments mentioned



before is valuable. it would have a multiplier effect as it would contribute to the extended use of spatial data and would help computer
science researchers to use spatial data for experimental research.

The discussions revealed that metadata in its various forms is used many places and plays a crucial role, yet we seem to have
only a limited understanding of it. The problems range from defining what metadata (a small scale map in an image archive may be
part of the metadata but the same map in cartographic GIS is just data) to what it should describe. A number of aspects discussed at
the workshop need further work investigation. Description of data quality is, for example, one aspect where research is required.

VLSDBs will evolve and requirements will change. The software systems, especially the DBMS component must be able to
adapt to drastic changes in the hardware environment and in user requirements. This in itself is a topic for major research. The
currently evolving extensible databases and object-oriented data models designed and built today seem to contribute to the solution of
some aspects of this problem. A systematic comparison and assessment of the currently proposed system for VLSDBs would be a
valuable research project.

Current DBMSs were designed for mainframe operations whereas in the GIS environment the workstation and data server
configuration dominate. A strong need to investigate how the hardware environment, the configuration and the relative performance of
components affects the optimal design of a VLSDB was articulated.

Similarly, a need for a comprehensive and theoretically sound software architecture was voiced. The concept of a map
algebra, considerably extended from its original basis in a system to overlay raster images, was considered a promising starting point
for research. Results from such work will influence user interfaces, query execution and optimization but also distribution of
functionality between software and hardware components.

The meeting was very successful in that a large number of topics in need of research were identified and assessed. It was
extremely helpful for researchers to have the opportunity to focus on those topics which are of prime importance as well as having the
satisfaction of demoting certain other topics as being ’overrated’. It was also pointed out that the interface between the two fields of
GIS and CS research must be strengthened. The specialist meeting provided an invaluable forum for discussion of Very Large Spatial
Databases and this open exchange of ideas has cast a new light on the subject and has led to a reevaluation of priorities.
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APPENDIX I

I. LIST OF PROBLEMS ORIGINATING FROM WORKSHOP DISCUSSIONS

• Investigate how VLSB should be designed and assembled, including the question as to whether there are significant differences
between large and small databases?
• Examine how one should employ multiple sources of diverse data in order to derive metrically accurate spatial data. Are there
techniques for synergistic data extraction that will allow for non-linear scaling of effort as we build lager databases.
• Perform an analysis of source data.
• Design and implement an improved geodetic database for scene registration.
• Investigate database maintenance techniques for VLSDB. Particular questions of interest relate to differences between starting from
scratch vs. incremental update; the possibility of storing product independent feature descriptions; the design of an intelligent gazetteer
that would include a much richer set of information concerning the place name; the identification and control of loss of information
during format conversion.
• Develop, test and evaluate spatial databases for a variety of topics. The goals would be to provide researchers with a common set of
databases for experimentation on a diverse set of topics.
• Investigate the use of a high-resolution spatial database in the automated interpretation of remotely sensed data.
• Design and implement VLSDB systems that incorporate incremental and evolutionary growth.
• Investigate integrity and validation considerations in relation to incremental growth of VLSDB. The investigation should
characterize the nature and extent of data dependencies and determine appropriate concepts and methods for the maintenance of
database integrity.

II. USER REQUIREMENTS AND QUERIES

• Develop a taxonomy of user scenarios, their subtasks, and the characteristics of these subtasks.
• Develop a thorough characterization of the working set of data for problem solving in a GIS. This working set characterization
should cover the different subtasks and characteristics of the user scenario taxonomy.
• Characterize users in terms of the nature and classes of queries concerning the database and its contents.
• Examine techniques involving metadata and browse that enable a user to locate data of value in a VLSDB.
• Investigate how users think about objects and data, and how they plan their work.
• Investigate user requirements concerning acceptable parameters of system response (including time).

III. HARDWARE AND SYSTEM ARCHITECTURE

• Investigate workstation hardware impediments to the use of large GIS databases by developing or acquiring a very large and
powerful workstation (500 MIPS, 500 MBytes RAM, 20 GBytes disk) and investigate its impact on GIS applications. Determine by
this experimentation the effects these workstation parameters have on the GIS design, the database and working set use, and the
relative importance of synchronous vs. asynchronous support for various GIS tasks.
• Develop a new GIS workstation architecture tailored to spatial data, with two-dimensional memory access and possibly two
dimensional secondary storage, and with a bus architecture to facilitate movement of two dimensional data between secondary storage
and memory.
• Investigate various database machine architectures as they might apply to processing in GIS subtasks.
• Examine GIS subtasks for exploitation of parallelism.

IV. EXTENSIBILITY AND DBMS

• Examine the file system approach, particularly in relation to the design of a file system and investigate requirements on database and
on efficiency.
• Design an extensible DBMS, and in particular examine which functions should be in the physical DBMS level.
• Investigate the set of conditions that should be satisfied by an extensible GIS.
• Investigate map algebras and extensible query optimizers based on the map algebras.

V. ON CURRENCY CONTROL AND TRANSACTIONS ANALYSIS

• Analyze carefully the granularity of the data touched by GIS transactions, as well as the typical duration of transactions.



• Analyze existing long transaction models and validate them in terms of their usefulness with respect to the requirements of geo-
applications.
• Investigate how the various access methods stand up under physical page locking and whether this will cause a drastic loss of
performance (e.g. due to locking of the root page and elimination of all concurrency).
• Investigate issues of consistency among multiple representations of the same data in a GIS.
• Determine the best logging mechanisms for GISs (for example, before and after images or general page-level logging vs. transaction
logging).

VI. OBJECT ORIENTED APPROACH

• Perform a comparative investigation of 00 systems, ending with a global evaluation of the best system.
• In relation to schema, investigate the definition of basic objects and dependencies stored in the DBMS. In relation to this topic,
specific aspects include aggregation hierarchies, lattices, networks, recursion, associations, is-a hierarchies, and other semantic
relations and temporal relations (including data types for time).
• In relation to views, investigate the definition of static and dynamic objects and dependencies devised from DBMS schema. Specific
aspects for focused research include dynamic object definitions and operations (such as extraction, creation, deletion, and update).
• In relation to main memory representation, investigate object buffer, operations on buffered data, structure mapping, data conversion
and morphism of objects (db vs. language)
• Investigate the basic methods of geo- and spatial applications, including definition of a (relatively small) set of domain specific
methods, including geometric operators, Semantic relations and consistency constraints.
• Investigate the influence of 00 approaches and the influence of operation facilities on the 00 approach.

VII. STORAGE AND ACCESS TO DATA

• Investigate physical clustering of data on storage devices, and the value of current data structures in support.
investigate the value of storing data in different formats, at different levels of resolution and at varying stages of processing.

VIII. ACCESS TO VLSDB:

• Investigate the nature and form of metadata to be used in VLSDB, and how it should be distributed over the architecture and used in
applications.
• Investigate the nature of the browse facilities that should be incorporated in VLSDB.
• Investigate the design of query languages that should be employed in VLSDB.
• Investigate benchmarks for common geo-procedures and transactions. Such transactions might include spatial form, buffering, and
pan and zoom.
• Investigate parallel implementations of geo-procedures on a variety of architectures. In particular, different programming paradigms
(such as data parallelism and functional parallelism) should be investigated.
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