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Abstract
Vision Models That See 10 Billion Pixels at Once
by
Baifeng Shi
Doctor of Philosophy in Computer Science
University of California, Berkeley

Professor Trevor Darrell, Chair

Modern vision models face a fundamental scaling challenge: real-world images and videos
contain far more visual information than current models can process since they treat every
pixel equally and encode all of them uniformly. High-resolution images contain small text,
distant objects, and fine local details, while long videos multiply this burden across time.
This thesis studies efficient methods and designs to scale vision models to extremely high
spatiotemporal fidelity, inspired by the selective nature of human vision where high-fidelity
processing is allocated unevenly across space, scale, and time.

The first part of the thesis studies whether scaling vision models to higher fidelity is necessary.
I show that Scaling on scales (S?), a naive approach of scaling up visual resolution by
running frozen vision models on tiles of larger images, can already match or exceed the
benefit of scaling model size across classification, dense prediction, multimodal language-
model benchmarks, and robotic manipulation. The second part explores how to scale vision
pre-training to extremely high resolution. I introduce PS3, a scale-selective vision-language
pre-training method that enables pre-training on 4K-resolution images with near-constant
cost by contrasting between local high-resolution regions and captions. The resulting PS3
and VILA-HD model improves high-resolution multimodal language-model performance,
especially on the self-collected 4KPro benchmark that evaluates visual question answering
that truly requires 4K perception. The third part discusses how to scale not only spatial,
but also temporal fidelity for video models. 1 introduce AutoGaze, an autoregressive gazing
module that removes redundant video patches before passing to expensive vision encoders
or vision-language models, enabling efficient understanding of long, high-resolution videos,
improving the performance on various video understanding benchmarks, especially on HLVid,
the self-collected high-resolution long-form video understanding benchmark. Together, these
contributions demonstrate the way of efficient visual scaling to extremely high spatiotemporal
fidelity and achieving human-level visual understanding of fine-grained details across spatial
and temporal dimensions.
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2.1

The information pyramid of human vision. Anderson and Van Essen
describe visual processing as a sequence of information bottlenecks: retinal images
contain more than 10 bits/sec, the optic nerve transmits roughly 3 x 108 bits /sec,
attentive scrutiny admits less than 10* bits/sec, and long-term memory stores only
about 1-10 bits/sec [3]. The reduction from retinal images to attentive scrutiny
alone is on the order of 10°x, illustrating the compression required for efficient
visual intelligence. . . . . . . . Lo
Two bottlenecks in human visual information processing. The acuity
bottleneck arises because recognizability decreases with eccentricity, so humans
move their gaze to bring important regions onto the high-resolution fovea. The
attention bottleneck remains even at a fixed gaze location: attention can still be
allocated to different parts of the scene, including peripheral regions, for detailed
PrOCESSING. . . . . v o v v i e e e

S2-Wrapper is a simple mechanism that extends any pre-trained vision
model to multiple image scales in a parameter-free manner. Taking
ViT-B as an example, S2>-Wrapper first interpolates the input image to different
scales (e.g., 224? and 448?%) and splits each into several sub-images of the same
size as the default input size (448% — 4 x 224?). For each scale, all sub-images are
fed into the same model and the outputs (e.g., 4 x 16%) are merged into feature
map of the whole image (32%). Feature maps of different scales are average-pooled
to the original spatial size (16%) and concatenated together. The final multi-scale
feature has the same spatial shape as single-scale feature while having higher
channel dimension (e.g., 1536 vs. 768). . . . . . . . . . ... ...
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Comparison of S? scaling and model size scaling on three models (ViT,
DINOv2, and OpenCLIP) and three tasks (ImageNet classification, semantic
segmentation, and depth estimation). For each model and each task, we test base,
large, and huge/giant models for model size scaling (plotted in gray curve). For
S? scaling (plotted in green curve), we test three sets of scales from single-scale
(1x) to multi-scale (up to 3x), and we adjust each set of scale so that it matches
the GFLOPs of the respective model size. Note that for specific models and tasks,
we test S? scaling on both base and large models (plotted in light green and dark
green curves separately). We can see that in (a), (d), (e), (f), (g), and (i), the
base model with S? scaling already achieves comparable or better performances
than larger models with similar GFLOPs and much smaller model size. For (b),
(h), S? scaling from the large model is comparable with the giant model, again
with similar GFLOPs and fewer parameters. The only failure case is (c), where

S? scaling on either base or large models does not compete with model size scaling.

Comparison of S? scaling and model size scaling on MLLM. S? scaling
has comparable or better scaling curve than model size scaling on all three types
of benchmarks. Using large image scales consistently gives better performance
while using larger model can degrade model performance in certain cases.

LLaVA-1.5 with S? scaling is able to recognize extremely fine-grained
details in an image, e.g., the color of a water bottle which lives in only 23x64
pixels of a 2250 x 1500 image. . . . . . . . . ...
S? vs. model size scaling on cube picking task. S? scaling on base-size
model improves the success rate by about 20%. . . . . ... ... ... ... ..
Which model size should we scale up image scales on? The answer varies
for different pre-trained models. For ViT and OpenCLIP, S? scaling from base
or large model gives similar performances under computation budget beyond
the huge-size model while the former performs better under similar GFLOPS
as the large-size model. For DINOv2, S? scaling from the large size model has
better performance than scaling from base size, especially under the same level of
computation budget as the giant-size model. . . . . . . .. ..o
Types of samples that ViT-L improves the most but ViT-B-S? does
not. (a) Rare cases. These samples clearly belong to the class but are hard

to classify due to the rare appearance (e.g., sculptures of television and flute).

(b) Ambiguous cases. These samples have ambiguous labels. For example, the
lotion could also be soap dispenser due to their high similarity, or the label could
be either airship or traffic light when these two objects co-exist. . . . . . . ...
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Left: Regular vision models such as SigLLIP processes images at a low resolution
(e.g., 378 x 378 pixels), which is not enough for many daily tasks such as spotting
the stop sign while driving. In contrast, PS3 is able to both encode low-res
features and efficiently process high-res information of 4K-resolution images via
top-down patch selection, i.e., selectively processing relevant patches based on
any text prompt. Top Right: SigL.IP is pre-trained by contrasting global vision
features and global captions, which is costly for high-resolution images. PS3 is
pre-trained with additional contrast between local high-res features with local
captions, enabling pre-training at 4K resolution with 79x less cost than SigL.IP.
Bottom Right: VILA-HD with PS3 as the vision encoder is able to select
high-res regions to process based on the user prompt. VILA-HD outperforms
state-of-the-art MLLMs such as Qwen2.5-VL [12] by 7.5% on the proposed 4KPro
benchmark while achieving 1.67x speedup. . . . . . . . . ... ... ... ...
Curation of bounding boxes and captions of salient regions in the pre-
training data. For each high-resolution image, we segment all the masks, detect
salient regions with small or dense masks, and use an MLLM to generate captions
about the local regions. . . . . . . . . . ...
Pre-training data example. Each instance contains an image with resolution
up to 4K, bounding boxes of the salient regions in the image, and captions about
details in the regions such as text or small objects. . . . . . .. ... ... ...
Model architecture of PS3. The model consists of 3 stages. In Stage 1,
the model encodes global low-resolution features. In Stage 2, based on the low-
resolution features as well as auxiliary high-resolution features extracted by a
light-weight encoder, the model selects local regions that are either relevant to a
text prompt (top-down selection) or salient by themselves (bottom-up selection).
In Stage 3, the model processes multi-scale high-res patches from the selected
regions with the same encoder from Stage 1. KV cache from the low-res tokens in
Stage 1 is added to the self-attention layers to provide a global context for local
high-res encoding. . . . . . . . . ..
Pre-training algorithm of PS3. (a) During training, PS3 extracts the high-res
features from the labeled local regions and contrasts them with embeddings of
the local captions. To maintain the low-res feature quality, we also mix pairs of
low-res features and global caption embedding in each batch. Both high-res and
low-res features are extracted in the same way as Figure 3.4. (b) The top-down
patch selection score is supervised by ground-truth score map generated from
the bounding box corresponding to the local caption. (c) The supervision for
bottom-up selection is similar to top-down selection, except that the ground-truth
selection score is generated from all the labeled bounding boxes of the image. . .
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Qualitative examples of patch selection. Left: PS3 is pre-trained to perform
bottom-up selection based on image saliency (denoted by &) or top-down selection
based on local captions. The selection process is detailed in Figure 3.4 and
Section 3.2. Middle & Right: We fine-tune PS3 with MLLM to select patches
based on questions about local regions (Figure 3.7 and Section 3.3). . . .. ..
Model design of VILA-HD. For any input image and text prompt, VILA-HD
first extracts the low-res image features using PS3 and sends them along with the
text tokens to the LLM. The last-layer embedding of the last token is used to
select high-res patches in PS3, whose features are then extracted by PS3, added
with additional positional embedding, and sent to the LLM. Although PS3 only
processes at most 2560 high-res patches at a time, one can run the patch selection
and high-res feature extraction for N times (N can be an arbitrary number) to
encode up to 2560xN high-res patches. . . . . . . .. ... ... L.
Additional fine-tuning data for MLLMs with PS3. Left: To fine-tune
top-down patch selection, we generate data with pairs of high-res image, question
about a local region, and the bounding box of the region. This is generated by
taking the PS3 pre-training data and retargeting the local captions into questions
using LLaMA-3.1. Right: To align the PS3 high-res features to the LLM text
space, it requires fine-tuning data that contains QA pairs on high-res images. We
generate this by taking regular low-res image QA data and pasting the image
onto a large-size background to get the new high-res image while the question and
answer are inherited. . . . . .. ... L0
Scaling properties of PS3 on VILA-HD. (Left) Overall results. We report
average performance of the MLLM on seven benchmarks under different maximum
input resolution. The size of each data point indicates the number of high-res
vision tokens input to the LLM. (a) When selecting all high-res patches for MLLM,
the performance of PS3 scales better with the resolution than the baselines without
high-resolution pre-training. (b) PS3 is able to process higher resolution and
improve performance while selecting a fixed number of high-res patches for MLLM.
(c) Within the same resolution, PS3 is able to trade compute for performance by
selecting more high-res patches. (d) PS3 can select more high-res patches at test

time even if its selects a fixed number of high-res patches during MLLM training.

Image resolution and MRR of different benchmarks. Existing benchmarks
contain high-res images but the resolution required to answer the questions (MRR)
is mostly under 1K. In contrast, 4KPro contains questions only solvable at 4K
resolution. . . . . . . . L
Examples from 4KPro and comparison of different models. Each example
corresponds to one out of four categories (Autonomous Vehicle, Household, Gaming,
and UI Understanding) and each question can only be answered without ambiguity
under 4K resolution. VILA-PS3 improves the accuracy over the state-of-the-art
MLLMs such as GPT-40 and Qwen2-VL. . . . . . . . . . . ... ... ... ...
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Scaling properties of PS3 on 4KPro. PS3 shows consistently improved
performance by scaling to 4K resolution and achieves further improvements by
scaling up number of high-res tokens at test time, greatly outperforming the
baselines. . . . . . . e
Trade-off between image scales for different benchmarks. Select @
756/1512 are the percentage of selected patches at 756 and 1512 scales at test
time, respectively. PS3 can flexibly adjust token selection ratios at different image
scales to achieve the best performance for different downstream tasks. . . . . .
PCA visualization of visual features. The baselines, S? and AnyRes, have
either noisy or blurry features at 4K resolution, while PS3 shows extremely
fine-grained features that highlight details such as small texts on the banners.

AutoGaze reduces the computational cost of video understanding, scal-
ing MLLMs to long, high-res videos. (Left) Existing MLLMs either process
all pixels or prune tokens only in their LLMs, leaving ViTs the bottleneck. In
contrast, AutoGaze eliminates redundant patches by up to 100x before ViTs,
accelerating ViTs/MLLMs by up to 19x. (Right) This enables scaling to 1K-frame,
4K-res videos, achieving superior performance on HLVid, our new long, high-res
video benchmark, over MLLMs limited to short or low-res videos. . . . . . . ..
What is AutoGaze paying attention to? For each example, we show the original
video, multi-scale gazed patches, and reconstructed video. Note that we only show gazing
on two scales to save space while AutoGaze actually uses four. In general, AutoGaze
can 1) focus on moving objects while removing redundancy in static regions (a-e), 2)
adapt to scene changes by selecting more patches (c, e), and 3) distribute attention
with different granularity based on detailedness (c, f). This allows AutoGaze to select a
small ratio of patches (gazing ratio) without much information loss, as reflected by the
reconstruction quality. . . . . . . . ..o
Architecture and training pipeline of AutoGaze. (Left € Middle) Given a video,
AutoGaze processes each frame and autoregressively decodes indices of multi-scale
patches based on the history of frames and selected patches. Once it believes the
previously-gazed patches are sufficient to reconstruct the current frame, it automatically
stops gazing and moves to the next frame. (Right) AutoGaze is trained in two stages:
next-token-prediction pre-training on collected gazing sequences, and RL post-training
with reconstruction reward. . . . . . . . . ..o
AutoGaze targets patches with higher optical flow. (Left) AutoGaze uses
coarser scales to capture higher optical flow. (Right) Across all scales, AutoGaze
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more frequently selects patches with higher optical flow. Error bars represent SEM. 60

Gazing scale correlates with patch detail. (Left) At finer scales, AutoGaze
selects more detailed patches (measured as Laplacian variance). (Right) With
increasing detail, AutoGaze uses finer scales (p = .12,p < 0.001). Sample patches
with Laplacian variances are shown below the x-axis. Error bars represent SEM.
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Generlizability of AutoGaze to OOD videos. (a) We show model behavior
on videos with OOD semantics, including a CCTV clip (left), robot grasping
demo (middle), and a video with object swapping (right). In each example,
AutoGaze still robustly tracks the changing parts despite the unseen semantics,
object categories, and unexpected changes. (b) We show AutoGaze output on the
same video with different style transfer. AutoGaze consistently tracks the falling
person regardless of visual style, texture and global illumination. . . . . . . ..
What gazing ratio do we need for different video types? (Left) There is a
trade-off between gazing ratio and reconstruction loss: videos with higher FPS

or resolution need lower gazing ratio to reach the same reconstruction quality.

(Right) Gazing ratios required to reach a loss of 0.7 for videos with different FPS
and resolution. 30-FPS, 4K-res videos only need ~1% patches. . . . . . . . . ..
Efficiency gain on ViTs and MLLMs with AutoGaze. We benchmark
the ViT and MLLM latency of encoding one second of video with varying FPS
and resolution. AutoGaze can select different numbers of patches to vary latency
depending on user needs. When using the gazing ratio required for a reconstruction
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loss of 0.7, AutoGaze reduces the ViT and MLLM latency by up to 19x and 10x. 63

Scaling MLLMs to more video tokens. AutoGaze enables scaling to longer
videos and higher resolution, while the baseline runs out of memory beyond 256
frames. Performance boosts are especially clear with HLVid, where high-resolution
video processing is required. . . . . .. ...
Comparing to baseline gazing methods. AutoGaze can use lower gazing
ratios to reach the same reconstruction loss, compared to other heuristics-based
approaches. . . . . . L
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Results on MLLM. We evaluate three types of benchmarks: visual detail under-
standing (V* [227]), VQA benchmarks (VQAv2 [84], TextVQA [178], VizWiz [88)),
and MLLM benchmarks (MMMU [253], MathVista [135], MMBench [127]|, SEED-
Bench [112], MM-Vet [250]). Notably, S? significantly improves the detailed
understanding capability on V* benchmark, outperforming commercial models
such as GPT-4V. . . . . . . . e
Reconstructing representation of larger models from representation
of regular or multi-scale smaller models. We test three classes of models
(ViT, OpenCLIP, and MAE), and for each class we test base, multi-scale base
(Base-S?), and huge or giant model. We report results on both training and test
set of ImageNet-1k, and for each we report the reconstruction loss, the amount
of information reconstructed, and the percentage of information reconstructed
compared to huge or giant model. . . . . . . . .. ..o
Training loss on instance memorization and image classification. A base
model with S? scaling has similar memorization and classification losses, which
implies it has at least the same level of model capacity as a large model.
Pre-training with S2. Applying S? on a already pre-trained model has sub-
optimal performance, while pre-training with S? makes smaller models better.

Full results of scaling properties of PS3 on VILA-HD. #HR Token is the
number of high-res tokens input to the MLLM. Select (Train) is the percentage
of high-res patches PS3 selects when training the MLLMs and Select (Test) is
the selection ratio at test time. Note the number of HR tokens is usually 1/4
of the number of selected patches due to the 2x2 downsampling connector in
NVILA [130]. T#HR tokens for AnyRes depends on the input resolution and we
report the maximum number of tokens. . . . . . . .. ... ...
Comparing VILA-HD-8B-PS3-1.5K-SigL.IP2 and VILA-HD-8B-PS3-
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Comparison to state-of-the-art vision encoders. We train an MLLM on
top of each vision encoder with the same recipe and compare the performance
on various types of benchmarks including high-resolution VQA, VQA over text,
documents, and charts, and general VQA. We compare PS3-1.5K-SigLLIP2 and
PS31ang-1.5K-SigLIP2 (abbreviated as PS3 and PS3p,,, here) with previous
state-of-the-art vision encoders [22, 41, 76, 160, 198|. For a fair comparison, we
use similar ViT sizes (300M - 400M) for every encoder and use S? to scale all
the vision encoders (except for PS3 which natively supports high resolution) to
a similar high resolution round 1.5K. We compare the vision encoders with and
without LLM alignment separately. . . . . . . . . .. .. ... ... ... ....
Comparing VILA-HD to state-of-the-art MLLMs on high-resolution
benchmarks. Here VILA-HD-8B-4K refer to VILA-HD-8B-PS3-4K-
SigLLIP2. Bold and underlined results mean 1st and 2nd best performance for
each task. VILA-HD-8B-4K achieves top-2 performance in 4 of the 6 benchmarks.
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model can take in. Select is the high-res patch selection ratio of PS3 at test time.
#Token is the total number of visual tokens fed into LLM under the maximum
input resolution. VILA-HD-8B-4K achieves state-of-the-art performance on high-
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Comparing PS3 to state-of-the-art token pruning methods. PS3 has
consistently lower ViT latency and achieve better performances than previous
methods. PS3 is also the only method that can handle 4K resolution images. . .
Generalizability of PS3 pre-training to state-of-the-art vision encoders.
#Param of Vi'T is the number of parameters of the ViT backbone. Max Res.
is the maximum resolution each model processes in MLLM. Max #Tok is the
maximum number of vision tokens in MLLM. All the PS3 models select all the
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of the average performance on the seven benchmarks after adding the design. . .
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Chapter 1

Introduction

Human vision is remarkable in its capability, fidelity, and efficiency. It supports detailed
recognition, navigation, manipulation, and memory across cluttered three-dimensional scenes.
Especially, it preserves extremely high spatial resolution: at the center of gaze, human visual
acuity is high enough that the visual field can be thought of as containing the equivalent of
more than 20,000 x 20,000 pixels if the whole field were represented at foveal resolution. It
also operates continuously over time, perceiving dynamic scenes at video rates of at least
3060 frames per second. Despite the spatiotemporal fidelity, human vision is yet extremely
efficient—it can easily process such high-fidelity visual signals in real time.

In contrast, modern vision models still have a hard time scaling to higher spatial and
temporal resolution without severely compromising the efficiency. In fact, most of the state-
of-the-art image and video encoders and multi-modal large language models are still limited
to either low resolution (e.g., 448x448) or low-FPS (e.g., 1 or 2 FPS) [2, 8, 11, 147, 198|.
This limits their ability to perceive fine-grained details in spatial (e.g., small text or distant
objects) and temporal domain (e.g., highly-dynamic motions) which are crucial in everyday
tasks.

Why can human vision be so efficient? Its efficiency comes from the fact that it does not
process every incoming bit uniformly but aggressively compresses and selectively processes
visual information that is salient or matters to the current task at hand [27, 268|. In fact, the
information compression rate from raw signals at retina to the input signals to memory is
over 1,000,000 times (Figure 1.1). This compression is achieved by two types of information
bottleneck [199], as shown in Figure 1.2. The first is the acuity-based bottleneck: visual
resolution is highest at the fovea and falls off rapidly in the periphery. The visual system
therefore does not represent the entire scene at peak resolution at once, but instead only
represents important regions at high resolution by moving one’s gaze at those regions. The
second is the attention-based bottleneck: even after retinal and early visual compression, only
a small subset of the available visual information is selected for detailed scrutiny, decision
making, and memory. Eye movements and attention reveal this selection process, as observers
actively sample task-relevant regions instead of uniformly processing every single bit of
information.
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Figure 1.1: The information pyramid of human vision. Anderson and Van Essen
describe visual processing as a sequence of information bottlenecks: retinal images contain
more than 100 bits/sec, the optic nerve transmits roughly 3 x 10° bits/sec, attentive scrutiny
admits less than 10? bits/sec, and long-term memory stores only about 1-10 bits/sec [3]. The
reduction from retinal images to attentive scrutiny alone is on the order of 10°x, illustrating
the compression required for efficient visual intelligence.

Can we borrow similar mechanisms to make vision models more efficient and
scalable to higher spatiotemporal fidelity? This thesis focuses on acuity-based methods
for improving the efficiency of vision models and making them more scalable to visual inputs
with higher spatiotemporal fidelity. Specifically, we present several pieces of work that discuss
the approach and benefit of scaling spatiotemporal resolution for vision models.

The first work asks whether scaling spatial resolution is actually necessary. It introduces
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(a) The acuity bottleneck:
changes sharply with eccentricity, reflecting the
nonuniform spatial resolution of human vision.
Humans constantly moves their eye gaze to land
the most important spatial regions at their fovea
and process them at high resolution.

recognizability

(b) The attention bottleneck: even after the eye
gazes at a fixed position, one can still dispatch
the attention to different areas in the scene. For
example, in this figure, when the eye is fixated
on the center letter “A”, one can still choose to
attend to different letters on the periphery.

Figure 1.2: Two bottlenecks in human visual information processing. The acuity
bottleneck arises because recognizability decreases with eccentricity, so humans move their
gaze to bring important regions onto the high-resolution fovea. The attention bottleneck
remains even at a fixed gaze location: attention can still be allocated to different parts of the
scene, including peripheral regions, for detailed processing.

a simple approach to scaling spatial resolution called scaling on scales, or S?, which runs
a frozen smaller vision model over multiple image scales by applying it to tiles of larger
images and combining the resulting representations. This approach shows that scaling the
spatial resolution of smaller models can match or exceed the performance of larger models
across various tasks (including classification, dense prediction, multimodal language-model
benchmarks, and robotic manipulation), verifying the importance of scaling spatial resolution
of vision models. The work also analyzes when scaling image scales is preferable to scaling
model size, and whether smaller models with larger spaital resolution can learn the same
representations as larger models.

The second work explores how to pre-train vision encoders at high resolution (e.g., 4K reso-
lution). It introduces PS3, a scale-selective approach that extends CLIP-style vision-language
pre-training to 4K-resolution images with near-constant cost. Rather than contrasting global
image representations with global captions, PS3 learns from local high-resolution regions
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paired with local detailed captions. This enables VILA-HD, a multimodal language model
that can process high-resolution image details efficiently by selecting relevant regions based
on a user prompt. We show that by scaling the pre-training resolution to 4K, the resulted
model achieves significantly improved performance on VQA benchmarks that require high
resolution, including 4KPro, a self-collected benchmark designed to evaluate visual question
answering that truly requires 4K-resolution perception.

The third work extends selective visual processing from images to videos. It introduces
AutoGaze, a lightweight module that autoregressively selects a minimal set of multi-scale
video patches before they are processed by a vision transformer or multimodal language
model. By removing redundant patches early, AutoGaze accelerates video understanding and
enables models to scale along multiple axes of temporal fidelity: higher resolution, higher
frame rate, and longer duration. We show that this effectively improves the performance on
various video understanding benchmarks, especially on HLVid, a self-collected benchmark
that requires long-form 4K video understanding.

Together, these work argues for a view of visual scaling in which computation is allocated
adaptively rather than uniformly. The methods developed in this thesis show that efficient
scaling to high-fidelity vision is possible by attending to where information lives before paying
the full cost of processing it.



Chapter 2

When Do We Not Need Larger Vision
Models?

Scaling up the size of vision models has been the de facto standard to obtain more powerful
visual representations. In this work, we discuss the point beyond which larger vision models
are not necessary. First, we demonstrate the power of Scaling on Scales (S?), whereby a pre-
trained and frozen smaller vision model (e.g., ViT-B or ViT-L), run over multiple image scales,
can outperform larger models (e.g., ViT-H or ViT-G) on classification, segmentation, depth
estimation, Multimodal LLM (MLLM) benchmarks, and robotic manipulation. Notably,
S? achieves state-of-the-art performance in detailed understanding of MLLM on the V*
benchmark, surpassing models such as GPT-4V. We examine the conditions under which
S? is a preferred scaling approach compared to scaling on model size. While larger models
have the advantage of better generalization on hard examples, we show that features of
larger vision models can be well approximated by those of multi-scale smaller models. This
suggests most, if not all, of the representations learned by current large pre-trained models
can also be obtained from multi-scale smaller models. Our results show that a multi-
scale smaller model has comparable learning capacity to a larger model, and pre-training
smaller models with S? can match or even exceed the advantage of larger models. We
release a Python package that can apply S? on any vision model with one line of code:
https://github.com/bfshi/scaling_on_scales.

2.1 Introduction

Scaling up model size has been one of the key drivers of recent progress in various domains
of artificial intelligence, including language modeling [24, 153, 197], image and video gen-
eration |23, 107, 159, 247|, etc. Similarly, for visual understanding, larger models have
consistently shown improvements across a wide range of downstream tasks given sufficient
pre-training data [47, 147, 185, 255]. This trend has led to the pursuit of gigantic models
with up to tens of billions of parameters as a default strategy for achieving more powerful
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visual representations and enhanced performance on downstream tasks [47, 55, 66, 183].

In this work, we revisit the question: Is a larger model always necessary for better visual
understanding? Instead of scaling up model size, we consider scaling on the dimension of
image scales—which we call Scaling on Scales (S?). With S?, a pre-trained and frozen smaller
vision model (e.g., ViT-B or ViT-L) is run on multiple image scales to generate a multi-scale
representation. We take a model pre-trained on single image scale (e.g., 224?), interpolate the
image to multiple scales (e.g., 2242, 4482, 672%), extract features on each scale by splitting
larger images into sub-images of the regular size (224%) and processing each separately before
pooling them and concatenating with features from the original representation (Figure 2.1).

Surprisingly, from evaluations on visual representations of various pre-trained models (e.g.,
ViT [62], DINOv2 [147], OpenCLIP [47], MVP [156]), we show that smaller models with
S? scaling consistently outperform larger models on classification, semantic segmentation,
depth estimation, MLLM benchmarks, and robotic manipulation, with significantly fewer
parameters (0.28% to 0.07x) and comparable GFLOPS. Remarkably, by scaling up image
scale to 10082, we achieve state-of-the-art performance in MLLM visual detail understanding
on V* benchmark [227|, surpassing open-source and even commercial MLLMs like Gemini
Pro [189] and GPT-4V [1].

We further examine conditions under which S? is a preferred scaling approach compared
to model size scaling. We find that while smaller models with S? achieve better downstream
performance than larger models in many scenarios, larger models can still exhibit superior
generalization on hard examples. This prompts an investigation into whether smaller models
can achieve the same level of generalization capability as larger ones. Surprisingly, we find that
the features of larger models can be well approximated by multi-scale smaller models through
a single linear transform, which means smaller models should have at least a similar learning
capacity of their larger counterparts. We hypothesize that their weaker generalization stems
from being pre-trained with single image scale only. Through experiments of ImageNet-21k
pre-training on ViT, we show that pre-training with S? scaling improves the generalizability
of smaller models, enabling them to match or even exceed the advantages of larger models.

2.2 Related Work

Multi-scale representation has been a common technique to recognize objects in a scale-
invariant way since the era of feature engineering [54, 58, 134| and is later introduced into
convolutional neural networks [121, 166, 193, 203] to extract features with both high-level
semantics and low-level details. It has become a default test-time augmentation method for
tasks such as detection and segmentation [51, 230], albeit at the cost of significantly slower
inference speeds and typically limited image scales (up to 2x). Along with recent progress in
vision transformers (ViT), variants of multi-scale ViTs [30, 67, 110, 239] as well as hierarchical
ViTs [129, 168| have been proposed. However, these studies have not explored multi-scale
representation as a general scaling approach as they usually design special architectures and
are not applicable to common pre-trained vision models.
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Figure 2.1: S2-Wrapper is a simple mechanism that extends any pre-trained vision
model to multiple image scales in a parameter-free manner. Taking ViT-B as an
example, S>-Wrapper first interpolates the input image to different scales (e.g., 224® and
448%) and splits each into several sub-images of the same size as the default input size (448>
— 4 x 224?%). For each scale, all sub-images are fed into the same model and the outputs (e.g.,
4 x 16%) are merged into feature map of the whole image (32%). Feature maps of different
scales are average-pooled to the original spatial size (16%) and concatenated together. The
final multi-scale feature has the same spatial shape as single-scale feature while having higher
channel dimension (e.g., 1536 vs. 768).

Scaling Vision Models. Training models with an increasing number of parameters has been
the default approach to obtaining more powerful representations for visual pre-training |62,
90, 132, 147|. Previous research has studied how to optimally scale up vision models in
terms of balancing model width, depth, and input resolution [16, 59, 185, 186, 223|, although
they are usually limited to convolutional networks or even specific architectures such as
ResNet [90]. Recent work also explores model size scaling of vision transformers in various
settings [13, 47, 55, 165, 255]. Others have incorporated high-resolution images into pre-
training [70, 129, 132, 147|, although the maximum resolution typically does not exceed 5122
due to unbearable demands of computational resources. Hu et al. [95] study scaling on image
scales through adjusting patch size for Masked Autoencoder (MAE) [92] where scaling is only
applied on pre-training but not on downstream tasks.

2.3 The Power of Scaling on Scales

As an alternative to the conventional approach of scaling model size, we show the power of
Scaling on Scales (S?), i.e., keeping the same size of a pre-trained model while running it on
more and more image scales. From case studies on image classification, semantic segmentation,
depth estimation, Multimodal LLMs, as well as robotic manipulation, we observe that S?
scaling on a smaller vision model (e.g., ViT-B or ViT-L) often gives comparable or better
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performance than larger models (e.g., ViT-H or ViT-G), suggesting S? is a competitive
scaling approach. In the following, we first introduce S2:-Wrapper, a mechanism that extends
any pre-trained frozen vision model to multiple image scales without additional parameters
(Section 2.3). We then compare S? scaling and model size scaling in Section 2.3 - 2.3.

Scaling Pre-Trained Vision Models to Multiple Image Scales

We introduce S2.-Wrapper, a parameter-free mechanism to enable multi-scale feature extraction
on any pre-trained vision model. Regular vision models are normally pre-trained at a single
image scale (e.g., 224?). S>-Wrapper extends a pre-trained model to multiple image scales
(e.g., 2242, 448?) by splitting different scales of images to the same size as seen in pre-training.
Specifically, given the image at 224% and 448 scales, S?>-Wrapper first divides the 448% image
into four 224 sub-images, which along with the original 2242 image are fed to the same
pre-trained model. The features of four sub-images are merged back to the large feature
map of the 448% image, which is then average-pooled to the same size as the feature map of
2242 image. Output is the concatenation of feature maps across scales. The whole process is
illustrated in Figure 2.1. Note that instead of directly using the 4482 resolution image, we
obtain the 4482 image by interpolating the 2242 image. This is to make sure no additional
high-resolution information is introduced so we can make a fair comparison with model size
scaling which never sees the high-resolution image. For practitioners, directly using the
high-resolution image is recommended.

There are several key designs that make S2.-Wrapper efficient, effective, and easy to
scale: (i) splitting the large image into small sub-images, instead of directly running on the
whole large image, avoids quadratic computation complexity in self-attention and prevents
performance degradation caused by position embedding interpolation [21], (ii) processing
individual sub-images instead of using window attention allows using a pre-trained model
that does not support window attention and avoids training additional parameters (e.g.,
relative position embedding) from scratch, (iii) interpolating the large feature map into the
regular size makes sure the number of output tokens stays the same, preventing computational
overhead in downstream applications such as MLLMs. Note that we do not claim the novelty
of extracting multi-scale features. Instead, we only choose the simplest algorithm design and
study its scaling property.
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Figure 2.2: Comparison of S? scaling and model size scaling on three models (ViT,
DINOv2, and OpenCLIP) and three tasks (ImageNet classification, semantic segmentation,
and depth estimation). For each model and each task, we test base, large, and huge/giant
models for model size scaling (plotted in gray curve). For S? scaling (plotted in green curve),
we test three sets of scales from single-scale (1x) to multi-scale (up to 3x), and we adjust
each set of scale so that it matches the GFLOPs of the respective model size. Note that for
specific models and tasks, we test S? scaling on both base and large models (plotted in light
green and dark green curves separately). We can see that in (a), (d), (e), (f), (g), and (i), the
base model with S? scaling already achieves comparable or better performances than larger
models with similar GFLOPs and much smaller model size. For (b), (h), S? scaling from
the large model is comparable with the giant model, again with similar GFLOPs and fewer

parameters. The only failure case is (c), where S? scaling on either base or large models does
not compete with model size scaling.
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Scaling on Image Scales Can Beat Scaling on Model Size

S2-Wrapper enables S? scaling, i.e., keeping the same size of a pre-trained model while getting
more and more powerful features by running on more and more image scales. Here we
compare the scaling curve of S? to the regular approach of scaling up model size and show
that S? scaling is a competitive, and in some cases, preferred scaling approach. To get a
holistic analysis of two scaling approaches, we test their scaling curves on three representative
tasks (image classification, semantic segmentation, and depth estimation) which correspond
to the three dimensions of vision model capability [138], as well as on MLLMs and robotic
manipulation which reflect the comprehensive ability of visual understanding.

Case study: image classification, semantic segmentation, and depth estimation.
We use ImageNet [167], ADE20k [269], and NYUv2 [177] datasets for each task, respectively.
We test on three families of pre-trained models (ViT [62], DINOv2 [147], and OpenCLIP [47]),
spanning pre-training with different datasets (ImageNet-21k, LVD-142M, LAION-2B) and
different pre-training objectives (supervised, unsupervised, and weakly-supervised). To see if
the same observation holds for convolutional networks, we also test on ConvNeXt [132]. To
fairly evaluate the representation learned from pre-training, we freeze the backbone and only
train the task-specific head for all experiments. We use a single linear layer, Mask2former [45],
and VPD depth decoder [267] as decoder heads for three tasks, respectively. For model size
scaling, we test the performance of base, large, and huge or giant size of each model on each
task. For S? scaling, we test three sets of scales including (1x), (1x, 2x), (1x, 2x, 3x). For
example, for ViT on ImageNet classification, we use three sets of scales: (224%), (2242, 448?%),
and (2242, 4482, 672%), which have the comparable GFLOPs as ViT-B, ViT-L, and ViT-H,
respectively. Note that the scales for specific models and tasks are adjusted to match the
GFLOPS of respective model sizes.

The scaling curves are shown in Figure 2.2. We can see that in six out of nine cases
((a), (d), (e), (f), (g), (i), S? scaling from base models gives a better scaling curve than
model size scaling, outperforming large or giant models with similar GFLOPs and much fewer
parameters. In two cases ((b) and (h)), S? scaling from base models has less competitive
results than large models, but S? scaling from large models performs comparatively with
giant models. The only failure case is (c) where both base and large models with S? scaling
fail to compete with the giant model. Note that ViT-H is worse than ViT-L on all three
tasks possibly due to the sub-optimal pre-training recipe [180]. We observe that S? scaling
has more advantages on dense prediction tasks such as segmentation and depth estimation,
which matches the intuition that multi-scale features can offer better detailed understanding
which is especially required by these tasks. For image classification, S? scaling is sometimes
worse than model size scaling (e.g., multi-scale DINOv2-B vs. DINOv2-L). We hypothesize
this is due to the weak generalizability of the base model feature because we observe that
the multi-scale base model has a lower training loss than the large model despite the worse
performance, which indicates overfitting. In Section 2.4 we show that this can be fixed by
pre-training with S? scaling as well.
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Figure 2.3: Comparison of S? scaling and model size scaling on MLLM. S? scaling has
comparable or better scaling curve than model size scaling on all three types of benchmarks.
Using large image scales consistently gives better performance while using larger model can
degrade model performance in certain cases.

Case study: Multimodal LLMs. We compare S? scaling and model size scaling on
MLLMs. We use a LLaVA [123]-style model where LLM is a Vicuna-7B [48] and the vision
backbone is OpenCLIP. We keep the same LLM and only change the vision backbone. For
model size scaling, we test vision model sizes of large, huge, and big-G. For S? scaling, we
keep the large-size model and test scales of (224%), (2242, 448?%), and (2242, 448%, 896%). For
all experiments, we keep the vision backbone frozen and only train a projector layer between
the vision feature and LLM input space as well as a LoRA [94] on LLM. We follow the
same training recipe as in LLaVA-1.5 [122]. We evaluate three types of benchmarks: (i)
visual detail understanding (V* [227]), (ii) VQA benchmarks (VQAv2 [84], TextVQA [178|,
VizWiz [88]), and (iii) MLLM benchmarks (MMMU [253], MathVista [135], MMBench [127],
SEED-Bench [112], MM-Vet [250]).

A comparison of the two scaling approaches is shown in Figure 2.3. We report the average
accuracy on each type of benchmarks. We can see that on all three types of benchmarks,
S? scaling on large-size models performs better than larger models, using similar GFLOPs
and much smaller model sizes. Especially, scaling to 896% improves the accuracy of detailed
understanding by about 6%. On all benchmarks, larger image scales consistently improve
performance while bigger models sometimes fail to improve or even hurt performance. These
results suggest S? is a preferable scaling approach for vision understanding in MLLMs as well.

We also observe that LLaVA-1.5, when equipped with S? scaling, is already competitive
or better than state-of-the-art open-source and even commercial MLLMs. Results are shown
in Table 2.1. Here we use OpenAl CLIP [154] as the vision model for fair comparison. On
visual detail understanding, LLaVA-1.5 with S? scaling outperforms all other open-source
MLLMs as well as commercial models such as Gemini Pro and GPT-4V. This is credited
to the highly fine-grained features we are able to extract by scaling image resolution to
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GPT-4V: LLaVA-1.5: LLaVA-1.5-S% GPT-4V: LLaVA-1.5: LLaVA-1.5-S2
The water The color of The color of The color of The color of The color of
bottle on the the water the water the cart in the the cart is gray. the cart is
ground is blue. bottle is blue. bottle is red. image is green. green.

Figure 2.4: LLaVA-1.5 with S? scaling is able to recognize extremely fine-grained
details in an image, e.g., the color of a water bottle which lives in only 23x64 pixels of a
2250 x 1500 image.

10082, A qualitative example is shown in Figure 2.4. We can see that LLaVA-1.5 with S? is
able to recognize an extremely small object that only takes 23 x 64 pixels in a 2250 x 1500
image and correctly answer the question about it. In the meantime, both GPT-4V and
LLaVA-1.5 fail to give the correct answer. On VQA and MLLM benchmarks, S? consistently
improves the model performance as well, especially on benchmarks such as TextVQA which
requires understanding of the fine details. Note that the improvement on certain MLLM
benchmarks such as MathVista is not as significant as others, which is probably because these
benchmarks require strong mathematical or reasoning capabilities which are not achievable by
only improving vision but require stronger LLMs as well. In contrast to previous experiments,
here we directly use the high-resolution image instead of interpolating from the low-resolution
image in order to compare with the state of the arts. Note that despite the large image
scale, we keep the same number of image tokens as baseline LLaVA-1.5 since we interpolate
the feature map of the large-scale images to the same size as that of the original image (see
Section 2.3). This makes sure the context length (and thus the computational cost) of LLM
does not increase when using larger image scales, allowing us to use much higher resolution
than the baselines.
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Table 2.1: Results on MLLM. We evaluate three types of benchmarks: visual detail
understanding (V* [227]), VQA benchmarks (VQAv2 [84], TextVQA [178], VizWiz [88]), and
MLLM benchmarks (MMMU [253|, MathVista [135], MMBench [127], SEED-Bench [112],
MM-Vet [250]). Notably, S? significantly improves the detailed understanding capability on
V* benchmark, outperforming commercial models such as GPT-4V.

Visual Detail | VQA Benchmarks MLLM Benchmarks
Model Res. #Tok Vi V&, | VQAY? VQAT Viz | MMMUMath MMB SEED MM Vet
Commercial or proprietary models
GPT-4V [1] - - 51.3  60.5 772 780 - 56.8 49.9 758 71.6 67.6
Gemini Pro [189) - - 409  59.2 712 746 - 479 452 73.6 70.7 64.3
Qwen-VL-Plus [192] - - - - - 78.9 - 45.2 433 - - -
Open-source models
InstructBLIP-7B [53] 224 - 25.2 474 - 50.1 345 | - - 36.0 - 26.2
QwenVL-7B [10] 448 1024 - - 788 638 352 |- - 382 - -
QwenVL-Chat-7B [10] 448 1024 - - 78.2 61.5 38.9 - - 60.6 - -
CogVLM-Chat [208] 490 1225 - - 82.3 704 - 411 345 77.6 72.5 51.1
LLaVA-1.5-7B [122] 336 576 43.5 56.6 78.5 58.2 50.0 36.2 25.2 64.3 65.7 30.5
LLaVA-1.5-7B-S?2 1008 576 51.3 61.8 80.0 61.0 50.1 37.7 25.3 66.2 67.9 324
LLaVA-1.5-13B [122] 336 576 41.7 55.3 80.0 61.3 53.6 36.4 27.6 678 68.2 354
LLaVA-1.5-13B-S? 1008 576 50.4 63.2 80.9 63.1 56.0 | 374 27.8 679 68.9 36.4
Case study: robotic manipulation. We compare S? and MVP - Cube Picking
model size scaling on a robotic manipulation task of cube 70
picking. The task requires controlling a robot arm to pick
up a cube on the table. We train a vision-based end-to-end 6%
policy on 120 demos using behavior cloning, and evaluate &
o ¢ 50
the success rate of picking on 16 randomly chosen cube ¢
. . . . %2}
positions, following the setting in [155]. We use MVP [156] 40-
as the pre-trained vision encoder to extract visual features 55 %101 102

which are fed to the policy. To compare S? and model size
scaling, we evaluate base and large models with single scale
of (224?), as well as a multi-scale base model with scales of
(224% 448?). Results are shown in Figure 2.5. Scaling from
base to large model improves the success rate by about 6%,
while scaling to larger image scales improves the success
rate by about 20%. This demonstrates the advantage of
S? over model size scaling on robotic manipulation tasks
as well.

GFLOPs (log scale)

Figure 2.5: S? vs. model size
scaling on cube picking task.
S? scaling on base-size model im-
proves the success rate by about

20%.

The Sweet Spot Between Model Size Scaling and S? Scaling

While S? scaling outperforms model size scaling on a wide range of downstream tasks, a
natural question arises: on which model size should we perform S? scaling? We show that
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(a) VIiT - Semantic Segmentation (b) DINOV2 - Semantic Segmentation (c) OpenCLIP - Semantic Segmentation
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58- 54-
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. 50-
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Scaling Model Size Scaling on Scale (base) — Scaling on Scale (large)

Figure 2.6: Which model size should we scale up image scales on? The answer varies
for different pre-trained models. For ViT and OpenCLIP, S? scaling from base or large model
gives similar performances under computation budget beyond the huge-size model while
the former performs better under similar GFLOPS as the large-size model. For DINOv2,
S? scaling from the large size model has better performance than scaling from base size,
especially under the same level of computation budget as the giant-size model.

it depends on different pre-trained models. For certain models, S? scaling from a large-size
model gives an even better scaling curve when S? scaling from base model already beats
larger models. As an example, we compare S? scaling from base and large models on semantic
segmentation for ViT, DINOv2, and OpenCLIP. Results are shown in Figure 2.6. We can see
that for ViT and OpenCLIP, S? scaling from base models is better than from large models
when the amount of computation is less than that of the huge-size models. These two curves
eventually converge after going beyond the GFLOPs of the huge models. This means S?
scaling from large models has no significant benefit than from base models. On the other
hand, for DINOv2 we observe a clear advantage for S? scaling from the large model. When
reaching the same level of GFLOPs as the giant-size model, S? scaling from the large model
beats S? scaling from the base model by about 1 mIoU. These results indicate the optimal
balancing between model size scaling and S? scaling varies for different models.

2.4 The (Non)Necessity of Scaling Model Size

Results from Section 2.3 suggest S? is a preferred scaling approach than model size scaling
for various downstream scenarios. Nevertheless, larger vision models seem still necessary
in certain cases (such as Figure 2.2(c)) where S? scaling cannot compete with model size
scaling. In the following, we first study the advantage of larger models and show they usually
generalize better on rare or hard instances than multi-scale smaller models (Section 2.4).
Then, we explore if smaller models with S? scaling can achieve the same capability. We find
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that features of larger models can be well approximated by features of multi-scale smaller
models, which means smaller models can learn what larger models learn to a large extent
(Section 2.4). Based on this observation, we verify that multi-scale smaller models have
similar capacity as larger models, and pre-training with S? scaling endows smaller models
with similar or better generalization capability than larger models (Section 2.4).

Larger Models Generalize Better on Hard Examples

We use image classification as a testbed to understand the advantage of larger models. We
conduct a qualitative analysis of what kinds of images are recognized better by a larger model
but not by using larger image scales. Specifically, we find samples in ImageNet that a larger
model (ViT-L) improves the most over a smaller model (ViT-B) but a multi-scale model
(ViT-B-S?) fails to improve, as shown in Figure 2.7. For each sample, we also find two easy
samples (which two models both recognize correctly) from the same class as a comparison.
We can see that there are mainly two types of images that larger models have advantages
on. The first type is rare samples. For example, a television or a flute but in the form of
a sculpture instead of regular ones (Figure 2.7(a)). Larger models have larger capacity to
learn to classify these rare examples during pre-training. The second type (Figure 2.7(b)) is
ambiguous examples, where the object can belong to either category (e.g., lotion and soap
dispenser), or there are two categories co-existing in the same image and both labels should
be correct (e.g., airship and traffic light). In this case, despite multiple correct labels, the
large model is able to remember the label presented in the dataset during pre-training. While
the second type is due to the flawed labeling process of ImageNet which makes it an unfair
comparison and does not imply any disadvantage of multi-scale smaller models |17, 144], the
first type indicates larger model can generalize better on rare or hard cases.

Can Smaller Models Learn What Larger Models Learn?

Is the advantage of larger models due to some unique representation they have learned that
smaller models cannot learn? We design experiments to study how much of the representation
of larger models is also learned by multi-scale smaller models. Surprisingly, our preliminary
results suggest that most, if not all, of the representation of larger models is also learned by
multi-scale smaller models.

To quantify how much of the representation of a larger model (e.g., ViT-L) is also learned
by a multi-scale smaller model (e.g., ViT-B-S?), we adopt a reconstruction-based evaluation,
i.e., we train a linear transform to reconstruct the representation of a larger model from that
of a multi-scale smaller model. Intuitively, low reconstruction loss means the representation
of larger model can be equivalently learned by the multi-scale smaller model (through a
linear transform) to a large extent. More formally, the reconstruction loss reflects the mutual
information between two sets of representations. If we use MSE loss for reconstruction, the
mutual information equals I = —log(l/ly), where [ is the reconstruction loss and [y is the loss
of vanilla reconstruction where the large model representation is reconstructed by a dummy
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(a)

ViT-Large: Television Television Television Flute Flute Flute
ViT-Base-S%: Television Television Chestplate ¥ Flute Flute Triceratops ¥

ViT-Large: Lotion Lotion Lotion Airship Airship Airship
ViT-Base-S%: Lotion Lotion Soap Dispenser ? Airship Airship Traffic light ?

Figure 2.7: Types of samples that ViT-L improves the most but ViT-B-S? does
not. (a) Rare cases. These samples clearly belong to the class but are hard to classify
due to the rare appearance (e.g., sculptures of television and flute). (b) Ambiguous cases.
These samples have ambiguous labels. For example, the lotion could also be soap dispenser
due to their high similarity, or the label could be either airship or traffic light when these
two objects co-exist.

vector. This quantifies how much information in the larger model representation is also
contained in the multi-scale smaller model. We use a linear transform for reconstruction to (i)
account for operations that keep the representation equivalence (e.g., channel permutation),
(i) measure the information that is useful for downstream tasks considering the task decoders
are usually light-weight modules such as a single linear layer [236].

Moreover, in practice we find the reconstruction loss is usually nowhere near zero. We
hypothesize this is because part of the feature is non-reconstructable by nature, i.e., feature
that is not relevant to the pre-training task and is learned due to randomness in weight
initialization, optimization dynamics, etc., thus cannot be reconstructed from another model’s
feature. To this end, we use an even larger (e.g., ViT-G) model to reconstruct the large model
features as a comparison. Its reconstruction loss and corresponding mutual information are
denoted by I* and I* = —log(l*/ly). If we assume that, when pre-trained on the same task
and the same dataset, any task-relevant feature learned by a smaller model can also be learned
by a larger model, then all the useful features in a large-size model should be reconstructable
by a huge or giant model as well. This means I*, the amount of information reconstructed
from a huge or giant model, should serve as an upper bound of I. We empirically find this is
indeed the case (see below). Therefore, we use the reconstruction ratio I/I* to measure how
much representation in a larger model is also learned by a multi-scale smaller model.

We evaluate three classes of models: (i) ViT [62] pre-trained on ImageNet-21k, (ii)
OpenCLIP [47] pre-trained on LAION-2B, and (iii) MAE [92] pre-trained on ImageNet-1k.
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Reconstruction loss is averaged over all output tokens and is evaluated on ImageNet-1k.
Results are shown in Table 2.2. Compared to base models, we observe that multi-scale base
models consistently have lower loss and reconstructs more information of the large model
representation (e.g., 0.521 vs. 0.440 for ViT). More interestingly, we find that the amount of
information reconstructed from a multi-scale base model is usually close to that of a huge or
giant model, although sometimes slightly lower but never exceeding by a large margin. For
example, while OpenCLIP-Base reconstructs 92.7% of the information, the multi-scale base
model can reconstruct 99.9%. For other models, the reconstruction ratio of Base-S? model is
usually close to 100% while never exceeding by more than 0.5%. This implies (i) huge/giant
models are indeed a valid upper bound of feature reconstruction, and (ii) most part of the
feature of larger models is also learned by multi-scale smaller models. The only exception is
when we reconstruct OpenCLIP-Huge feature, the reconstruction ratio is 88.9%. Although
it’s not near 100%, it is still significantly better than the base-size model which means at
least a large part of the huge model feature is still multi-scale feature. These results imply
smaller models with S? scaling should have at least a similar level of capacity to learn what
larger models learn. On the other hand, we also notice that there exists a gap between train
and test set, i.e., the reconstruction ratio on test set can be lower than train set (e.g. 96.3%
vs. 99.9% on OpenCLIP-L). We hypothesize this is because we only apply multi-scale after
pre-training and the base model feature pre-trained on single image scale only has weaker
generalizability:.

Pre-Training With S? Makes Smaller Models Better

Given that most of the representation larger models have learned is also learned by multi-
scale smaller models, we conjecture smaller models with S? scaling have at least similar
capacity as larger models. Since larger capacity allows memorizing more rare and atypical
instances during pre-training when given sufficient data and thus improves generalization
error [15, 46, 74, 75, 136, we further speculate smaller models can achieve similar or even
better generalizability than larger models if pre-trained with S? scaling as well. We verify
these in the following.

Multi-scale smaller models have similar capacity as larger models. To measure the
model capacity, we use two surrogate metrics: (i) memorization capability, and (ii) training
loss on a specific task. For memorization capability, given a dataset (e.g., ImageNet), we
regard each image as a separate category and train the model to classify individual images,
which requires the model to memorize every single image. The classification loss reflects how
well each instance is memorized and thus the model capacity [258]. We adopt the training
pipeline from [231]|. For training loss, we report classification loss on the training set of
ImageNet-1k for DINOv2 and OpenCLIP. Lower loss means the model fits the training data
better, which implies a larger model capacity. Results are shown in Table 2.3. For instance
memorization, we can see that ViT-B with S? scaling (224% and 448?%) has a similar loss
as ViT-L. For ImageNet classification, ViT-B-S? has a similar training loss as ViT-L for
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Table 2.2: Reconstructing representation of larger models from representation of
regular or multi-scale smaller models. We test three classes of models (ViT, OpenCLIP,
and MAE), and for each class we test base, multi-scale base (Base-S?), and huge or giant
model. We report results on both training and test set of ImageNet-1k, and for each we
report the reconstruction loss, the amount of information reconstructed, and the percentage
of information reconstructed compared to huge or giant model.

Train Set Test Set
Loss Info Ratio (%) Loss Info Ratio (%)

Base 0.1100 0.440 82.9% 0.0994 0.524 87.6%
ViT Large Base-S?  0.1040 0.521 98.1% 0.0942 0.601 100.5%
Huge 0.1033 0.531 100% 0.0944 0.598 100%

Base 0.0013 7.460 97.3% 0.0010 7.840 96.0%
MAE Large  Base-S?2  0.0011 7.694 100.3%  0.0009 7.972 97.6%
Huge 0.001  7.669 100% 0.0008 8.169 100%

Base 0.3693 1.495 92.7% 0.3413 1.723 90.7%
OpenCLIP  Large Base-S?  0.3408 1.611 99.9% 0.3170 1.830 96.3%
Giant 0.3402 1.613 100% 0.3022 1.900 100%

Base 0.3926 1.407 83.2% 0.4231 1.413 80.8%
OpenCLIP Huge Base-S?  0.3670 1.504 88.9% 0.3970 1.505 86.0%
Giant 0.3221 1.692 100% 0.3354 1.749 100%

Model Class Target Source

OpenCLIP, and an even lower loss for DINOv2. These results suggest that multi-scale smaller
models have at least comparable model capacity as larger models.

Pre-training with S? makes smaller models better. We evaluate ImageNet classification
of a base model scaled with S? either during pre-training or after pre-training. We pre-train the
model on ImageNet-21k, using either ViT image classification or DINOv2 as the pre-training
objective. We compare models with or without S? during pre-training with single-scale base
and large models. Results are shown in Table 2.4. We can see that when the base models are
trained with single image scale and only scaled to multiple image scales after pre-training,
they have sub-optimal performances compared to the large models, which aligns with our
observation in Section 2.3. However, when adding S? scaling into pre-training, the multi-scale
base model is able to outperform the large model on ViT. For DINOv2, the base model
pre-trained with S? achieves a performance that is significantly improved over the base model
pre-trained without S?, and is more comparable to the large model. Although it still slightly
falls behind the large model, pre-training a large model with S? potentially can give a better
scaling curve. These observations confirm our speculation that smaller models pre-trained
with S? can match the advantage of larger models.
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Table 2.3: Training loss on instance mem- Table 2.4: Pre-training with S2. Ap-
orization and image classification. A base plying S? on a already pre-trained model
model with S? scaling has similar memoriza- has sub-optimal performance, while pre-
tion and classification losses, which implies it training with S? makes smaller models
has at least the same level of model capacity better.
as a large model.
Model Pre-train  Acc. Acc.
Cls. Loss Cls. Loss w/S?  (ViT) (DINOv2)
Model =~ Mem. Loss (DINOV2)  (OpenCLIP)
Base 80.3 77.6
Base 1.223 3.855 4.396 Large 81.6 81.9
Large 1.206 3.350 3.735 Base-S? X 81.1 78.4
Base-S? 1.206 2.921 3.754 Base-S? v 82.4 80.4

2.5 Discussion

In this work, we ask the question is a larger model always necessary for better visual
understanding? We find that scaling on the dimension of image scales—which we call Scaling
on Scales (S?)—instead of model size usually obtains better performance on a wide range
of downstream tasks. We further show that smaller models with S? can learn most of what
larger models learn, and pre-training smaller models with S? can match the advantage of
larger models and even perform better. S? has a few implications for future work, including
(i) scale-selective processing, i.e., not every scale at every position in an image contains
equally useful features, and depending on image content and high-level task, it is much more
efficient to select certain scales to process for each region, which resembles the bottom-up
and top-down selection mechanism in human visual attention [100, 172, 268], (ii) parallel
processing of single image, i.e., in contrast with regular ViT where the whole image
is processed together at once, the fact that each sub-image is processed independently in
S? enables parallel processing of different sub-images for a single image, which is especially
helpful for scenarios where latency on processing single large images is critical [263].
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Chapter 3

Scaling Vision Pre-Training to 4K
Resolution

High-resolution perception of visual details is crucial for daily tasks. Current vision pre-
training, however, is still limited to low resolutions (e.g., 378 X378 pixels) due to the quadratic
cost of processing larger images. We introduce PS3 that scales CLIP-style vision pre-training
to 4K resolution with a near-constant cost. Instead of contrastive learning on global image
representation, PS3 is pre-trained by selectively processing local regions and contrasting
them with local detailed captions, enabling high-resolution representation learning with
greatly reduced computational overhead. The pre-trained PS3 is able to both encode the
global image at low resolution and selectively process local high-resolution regions based
on their saliency or relevance to a text prompt. When applying PS3 to multi-modal LLMs
(MLLMs), the resulting model, named VILA-HD, significantly improves high-resolution
visual perception compared to baselines without high-resolution vision pre-training such as
AnyRes and S? while using up to 4.3x fewer tokens. PS3 also unlocks appealing scaling
properties of VILA-HD, including scaling up resolution for free and scaling up test-time
compute for better performance. Compared to state of the arts, PS3 and VILA-HD outperform
previous vision encoders (e.g., SigLIP2 and Perception Encoder) and MLLMs (e.g., NVILA
and Qwen2.5-VL) respectively across multiple benchmarks and achieve better efficiency
than latest token pruning approaches. Finally, we find current benchmarks do not require
4K-resolution perception, which motivates us to propose 4KPro, a new benchmark of image
QA at 4K resolution, on which VILA-HD outperforms all previous MLLMs, including a 16.1%
improvement over GPT-40 and a 7.5% improvement and 1.67x speedup over Qwen2.5-VL.
Project page: https://nvlabs.github.io/PS3.

3.1 Introduction

Vision models with large-scale pre-training [62, 92, 147, 154] have been the workhorses for both
fundamental vision tasks [106, 240] and numerous downstream applications [105, 156, 159].
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Notably, CLIP-style vision pre-training (i.e., vision-language contrastive learning) such as
CLIP [154] and SigLIP [256] have driven significant advancements in multi-modal large lan-
guage models (MLLMs) by providing general-purpose language-aligned visual understanding
in real-world tasks [111, 123, 130].

However, modern vision models including CLIP and SigLIP have one defect: they
are pre-trained with low resolution only. Visual perception at high resolution (e.g., 4K
resolution) is essential in many real-world scenarios such as spotting the stop sign while
driving (Figure 3.1(Left)). On the other hand, SigLIP, for example, is only pre-trained
with a maximum resolution of 378x378 [256], making it incapable of perceiving visual
details and thus unsuitable for assisting humans in everyday tasks. Existing methods
propose to run pre-trained vision models at higher resolution in a training-free manner for
downstream tasks [42, 124, 175]. However, this prevents the model from leveraging large-scale
pre-training data to learn high-quality high-resolution perception, resulting in suboptimal
performance [175].

What blocks the current vision pre-training from scaling to higher resolution? The
computational cost. The compute spent by the vision model grows quadratically for CNNs
and quartically for ViTs with increasing image resolution, making it even infeasible to pre-train
over 1K resolution [147, 256].

In this work, we introduce Pre-training with Scale-Selective Scaling, or PS3, that scales
CLIP-style pre-training to 4K resolution with a near-constant cost. The key insight is that,
instead of contrasting between global images and captions for the whole high-res image,
it suffices to contrast between local regions and local captions to learn detailed feature
extraction in high-resolution images. For example, in Figure 3.1(Left, Top Right), to learn
to recognize the text on the stop sign, the model only needs to extract the high-resolution
feature around the local region of the text and align it with the detailed description about
the region. This is analogous to top-down selection mechanism in human vision [27, 268], i.e.,
one usually focuses on a small portion of the scene that is relevant to the high-level task (e.g.,
spotting the stop sign). In this way, the model enjoys greatly reduced computational cost
by being scale-selective, i.e., selectively processing a small region at fine-grained scale. By
disentangling the region size from the image resolution, we are able to scale PS3 pre-training to
4K resolution with a near-constant cost, reducing the pre-training compute by 79x compared
to global contrastive learning of SigLIP (Figure 3.1(Top Right)).

The success of PS3 pre-training hinges on addressing three challenges: data, model, and
algorithm. First, since the low-resolution image-text pairs used for CLIP pre-training is not
suitable for PS3 pre-training, we collect 75M images with up to 4K resolution and build an
automatic pipeline to curate 282M pairs of detailed captions and bounding boxes of salient
local regions in the images. Second, we design a vision model that can not only extract
low-resolution global features, but also select local patches based on image saliency or text
queries and process high-resolution details of the patches. Third, we design an algorithm that
pre-trains high-resolution perception through contrastive loss between local regions and local
captions and pre-trains patch selection with supervision from the curated bounding boxes.

We show PS3 enables high-quality and efficient high-resolution perception in multi-modal
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Figure 3.1: Left: Regular vision models such as SigL.IP processes images at a low resolution
(e.g., 378 x 378 pixels), which is not enough for many daily tasks such as spotting the stop
sign while driving. In contrast, PS3 is able to both encode low-res features and efficiently
process high-res information of 4K-resolution images via top-down patch selection, i.e.,
selectively processing relevant patches based on any text prompt. Top Right: SigLIP is
pre-trained by contrasting global vision features and global captions, which is costly for
high-resolution images. PS3 is pre-trained with additional contrast between local high-res
features with local captions, enabling pre-training at 4K resolution with 79x less cost than
SigLIP. Bottom Right: VILA-HD with PS3 as the vision encoder is able to select high-res
regions to process based on the user prompt. VILA-HD outperforms state-of-the-art MLLMs
such as Qwen2.5-VL [12] by 7.5% on the proposed 4KPro benchmark while achieving 1.67x
speedup.

LLMs (MLLMs). Specifically, we train a modern MLLM [130] using pre-trained PS3 as
the vision encoder. The resulting MLLM, named VILA-HD, is capable of capturing the
global image at low resolution and extracting high-resolution details in the local regions
selected based on the user prompt. Evaluated on seven benchmarks that require high-res
perception, VILA-HD significantly improves the performance over baselines that use either
the original low-res SigLIP or approaches such as S? [175] and AnyRes [42, 124] that scale
up the resolution of SigL.IP without high-resolution vision pre-training, while using 4.3x
fewer tokens compared to the AnyRes baseline. Additionally, PS3 unlocks several intriguing
scaling properties of VILA-HD, for example, scaling up the resolution without extra cost
by selecting a constant number of high-res patches and trading more compute for higher
performance at test time by selecting larger high-res regions. Comparing to the state of
the arts, PS3 outperforms previous vision encoders such as SigL.IP2 [198] and Perception
Encoder [22] on 23 benchmarks under a controlled setting, and with a more advanced MLLM
training recipe, VILA-HD is able to surpass state-of-the-art MLLMs such as NVILA [130]
and Qwen2.5-VL [12] on various benchmarks and achieve superior efficiency and performance
over latest token pruning approaches [20, 34, 241].

Despite the superior performance of PS3, we find most existing benchmarks do not actually
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require 4K resolution. Therefore, we introduce 4KPro, a benchmark that evaluates visual
perception at 4K resolution in four professional use cases including autonomous vehicle,
household, gaming, and Ul understanding. For each category, 4KPro contains image QA
pairs where each question can only be answered under 4K resolution. On 4KPro, PS3 shows
a significant improvement of 15% over S? and AnyRes baselines and achieves state-of-the-art
results compared to both proprietary and open-sourced MLLMs including GPT-40 [98] and
Qwen2.5-VL [12] in terms of both performance and efficiency (Figure 3.1(Bottom Right)).

3.2 PS3: Vision Pre-Training at 4K Resolution

Based on the paradigm of contrastive language-image pre-training (CLIP) [154] which
optimizes a contrastive loss between global images and global captions, we propose PS3 which
instead optimizes the contrast loss between local regions and detailed captions about the
regions (Figure 3.1(Upper Right)). In this way, the model efficiently learns language-aligned
detailed representation by being scale-selective, i.e., only processing the selected regions at a
fine-grained scale. This detaches the computational cost from the global image size, allowing
us to scale up to ultra-high image resolution during pre-training by controlling the size of the
local regions.

The scale-selective pre-training requires a redesign of data, model, and algorithm. We
first collect 75M high-resolution images with 282M pairs of bounding boxes and captions of
salient local regions (Section 3.2). We then design the architecture of PS3 that can both
encode low-resolution global images and select local high-resolution patches to process based
on image saliency or their relevance to a text prompt (Section 3.2). We finally pre-train PS3
jointly with localized contrastive loss for high-res perception and box supervision for patch
selection (Section 3.2).

Pre-Training Data of PS3

To learn fine-grained perception in high-res images through contrastive loss between local
regions and captions, we need to collect high-res images together with bounding boxes and
captions of local regions in each image. We need to make sure the local regions contain rich
details in order for the model to learn fine-grained representation. In this work, we collect
75M high-res images with 282M pairs of bounding boxes and captions for both natural images
and document images. An example of the pre-training data is shown in Figure 3.3. The
curation of each component of the data is detailed below.

High-resolution images. We collect 75M images with 1K - 4K resolution. These include
38M natural images from DataComp [80] and SA-1B [106] and 37M document images from
IDL [19] and PDFA [143|.

Local captions and bounding boxes of salient regions for natural images. We
propose a pipeline of first detecting salient regions and then generating local captions
(Figure 3.2). For saliency detection, inspired by recent work on segmenting everything in an
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Figure 3.2: Curation of bounding boxes
and captions of salient regions in
the pre-training data. For each high-
resolution image, we segment all the masks,
detect salient regions with small or dense
masks, and use an MLLM to generate cap-
tions about the local regions.

There is a banner with text ' |There is a metal vent or grill
and images related to Thai | |on the left side, and a table

with a black tablecloth in
the middle. On the table,
there are two silver pots...

cooking, with the words
"Thai Cooking With Your
Heart"...

Figure 3.3: Pre-training data example.
Each instance contains an image with res-
olution up to 4K, bounding boxes of the
salient regions in the image, and captions
about details in the regions such as text or
small objects.

image (106, 213, 266|, we first use Efficient ViT-SAM [266] to generate segmentation masks
of the whole image, and then select local regions containing small or dense masks as salient
regions. The intuition is that a local region should contain small or cluttered objects in order
to have rich details. For local captions, we use an off-the-shelf MLLM (e.g., Qwen2-VL [206])
as an captioner. Specifically, we zoom in and crop the local region, send it along with the
global image to the MLLM, and let it describe the local region based on the global context.
This results in 3 - 4 pairs of local captions and bounding boxes per image and 134M pairs in
total, with an average box size around 400 x400.

Local captions and bounding boxes for documents. Both IDL [19] and PDFA [143]
provide bounding boxes and OCR results of sentences or words in each PDF. Therefore, we
simply sample from these bounding boxes and use the corresponding OCR results as the local
captions. We generate 148M pairs of boxes and captions with an average box size around
50x400.

Global captions. Our pre-training also uses global captions (see Section 3.2). We use the
same MLLM captioner to generate global captions for natural images. For document images
we do not use any global captions.

Model Design of PS3

We design the model such that given a high-res image, it can 1) extract low-res global features,
2) select local regions based on saliency or their relevance to an input text prompt, and 3)
extract high-res features of the selected regions. The whole model can be divided into three
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Figure 3.4: Model architecture of PS3. The model consists of 3 stages. In Stage 1, the
model encodes global low-resolution features. In Stage 2, based on the low-resolution features
as well as auxiliary high-resolution features extracted by a light-weight encoder, the model
selects local regions that are either relevant to a text prompt (top-down selection) or salient
by themselves (bottom-up selection). In Stage 3, the model processes multi-scale high-res
patches from the selected regions with the same encoder from Stage 1. KV cache from the
low-res tokens in Stage 1 is added to the self-attention layers to provide a global context for
local high-res encoding.

stages corresponding to these three capabilities respectively (Figure 3.4). The design of each
stage is detailed below.

Stage 1: Low-res feature extraction. We use the same vision transformer (ViT)
architecture as SigLIP-SO400M [256] to extract low-res features. The image is resized to
378 %378 which corresponds to 27x27 output tokens.

Stage 2: Top-down or bottom-up patch selection. In this stage, the model selects
important regions either based on their relevance to a text prompt (i.e., top-down selection)
or based on the saliency of the region itself (i.e., bottom-up selection) [27, 268]. See
Figure 3.6(Left) for examples of such selection. To achieve this, the model predicts a selection
score for each spatial position of the image by calculating the cosine similarity between
the low-res visual features (from Stage 1) and the embedding of the prompt. The prompt
embedding is either the text embedding in the case of top-down selection or a constant
learnable vector in the case of bottom-up selection, following [172]. The text embedding
comes from the text encoder in our contrastive pre-training.

The selection score is calculated with low-res features only, making it infeasible to locate
fine-grained details. To alleviate this issue, we predict additional high-res selection score
following the same process but with auxiliary high-res features extracted by a light-weight
encoder. The light-weight encoder is a ConvNeXt [132] model with only 3 blocks and extracts
features at 1512 resolution. The high-res and low-res selection scores are then interpolated to
the same size and averaged as the final score.

Stage 3: High-res multi-scale feature extraction. Stage 3 consists of a few key steps.
1) Selecting top-k multi-scale high-res patches. The model first resizes the high-res
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image to a set of pre-defined scales and patchifies each. For example, we use three scales
of 756x 756, 1512x1512, and 3780x3780 for a maximum resolution of 4K. Each is then
patchified to 54x54, 108 x 108, and 270x270 patches, respectively. The selection score from
Stage 2 is also interpolated into the same each size. Then for each scale, top-k patches with
the highest score are selected. Note that k can vary for different scales. During pre-training,
we set k for each scale to be proportional to the total number of patches at that scale, e.g., k
equals to 80, 320, 2000 for scales of 756 x756, 1512x 1512, and 3780x3780. This ensures the
exact same image region is selected for each scale. However, the user can flexibly decide which
scale to select more patches by setting different k for different scales, which we find benefits
different downstream tasks (Section 3.7). 2) Scale-aware positional embedding. After
embedding each selected patch with the same patch embedding module as in Stage 1, we
then add positional embedding for each token by interpolating the original low-res positional
embedding and selecting the positional embeddings that correspond to the selected patches.
On top of that, we add a scale-specific positional embedding to tokens from each scale such
that the ViT is able to discriminate tokens from the same spatial position but different scales.
3) High-res feature extraction with low-res KV cache. The selected tokens from
different scales are gathered and simultaneously processed by the same ViT as in Stage 1. To
make the local high-res features aware of the global visual context, we augment the keys and
values in the self-attention layers with the keys and values from the corresponding layer in
the low-res feature extraction stage, similar to the KV cache in modern LLMs [153]. The
effect of each step above is studied in Section 3.7.

Pre-Training Algorithm of PS3

PS3 is pre-trained to jointly learn 1) detailed visual representation through localized con-
trastive loss and 2) top-down and bottom-up patch selection from box supervision.
Learning high-res visual representation. As illustrated in Figure 3.5(a), given the
paired data of high-res images and detailed local captions, we use PS3 to extract the high-res
features of the local regions that are relevant to the local captions as described in Section 3.2,
extract text embedding of the local captions using a text encoder, and optimize a contrastive
loss between the high-res visual features and the text embeddings. The total number of
selected high-res patches for each image is limited to 2560 during pre-training for efficiency,
while one can choose to select more tokens for downstream applications (Section 3.3). We
use the same sigmoid contrastive loss as in SigLIP [256]. Both the ViT backbone in PS3 and
the text encoder are initialized with the pre-trained SigL.IP.

There are several key designs in the contrastive pre-training. The effect of each design
is studied in Section 3.7. 1) Using ground-truth selection score for patch selection.
Normally PS3 selects patches based on the local caption. However, in pre-training, to avoid
inaccuracy in the selection score predicted by the model which may lead to selecting irrelevant
regions, we use selection score generated from the ground-truth bounding box. This is similar
to Teacher Forcing [224] in training recurrent neural networks, where the ground truth of
an intermediate prediction is given in order to better train the consequent prediction of the
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Figure 3.5: Pre-training algorithm of PS3. (a) During training, PS3 extracts the high-res
features from the labeled local regions and contrasts them with embeddings of the local
captions. To maintain the low-res feature quality, we also mix pairs of low-res features and
global caption embedding in each batch. Both high-res and low-res features are extracted
in the same way as Figure 3.4. (b) The top-down patch selection score is supervised by
ground-truth score map generated from the bounding box corresponding to the local caption.
(c) The supervision for bottom-up selection is similar to top-down selection, except that the
ground-truth selection score is generated from all the labeled bounding boxes of the image.
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Figure 3.6: Qualitative examples of patch selection. Left: PS3 is pre-trained to perform
bottom-up selection based on image saliency (denoted by &) or top-down selection based
on local captions. The selection process is detailed in Figure 3.4 and Section 3.2. Middle
& Right: We fine-tune PS3 with MLLM to select patches based on questions about local
regions (Figure 3.7 and Section 3.3).
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model. The ground truth selection score is generated by setting the score inside the box to
1 and others to 0. 2) Pooling only tokens in the ground-truth boxes. SigLIP uses
attention pooling to compress all the output tokens into one for contrastive loss. When a
box contains fewer patches than the pre-set k, the model will select patches outside the
box as well. Pooling both tokens inside and outside the box results in aligning irrelevant
visual features to the text embedding in contrastive loss. To avoid this, we constrain the
attention pooling to only tokens inside the box. 3) Mixing global and local contrast.
We empirically find that optimizing contrastive loss only between local regions and captions
can degrade the quality of global low-res representations. To this end, we mix global and
local contrast, i.e., each batch contains both pairs of global low-resolution features and global
caption embeddings and pairs of local high-resolution features and local caption embeddings.
4) Avoiding intra-image contrast. Since we have multiple local boxes and captions for
each high-res image, there is a chance that one batch contains multiple local regions from the
same image. It can be problematic to contrast between different regions of the same image
if those regions are visually similar [32]. We make sure each image only appears once in a
batch to avoid intra-image contrast. The effect of each design is studied in Section 3.7.
Learning top-down and bottom-up patch selection. As illustrated in Figure 3.5(b), we
use box supervision to learn top-down and bottom-up patch selection. During pre-training,
the model predicts both the bottom-up selection score (i.e., without any text prompt) and
the top-down selection score based on the local caption for each image. To learn top-down
patch selection, we supervise the selection score with the ground-truth bounding box that
corresponds to the local caption. Specifically, we treat it as a binary semantic segmentation
problem, where the predicted likelihood of binary classification is the selection score at each
position and the ground truth label is 1 inside the ground-truth box and 0 outside. A
position-wise cross entropy loss as well as a DICE loss [181] is then optimized between the
selection score map and the ground-truth map. For bottom-up selection, since we already
label the bounding boxes of salient regions in each image, we directly use these boxes to
generate ground truth segmentation map by setting the label of a position to 1 as long as
it belongs to one of the boxes. We then supervise the bottom-up selection score using the
same loss functions as above. Figure 3.6(Left) shows examples of the learned top-down and
bottom-up patch selection.

3.3 VILA-HD: Enabling High-Resolution MLLM with
PS3

We apply PS3 to MLLMs to enhance their high-resolution perception capability. Specifi-
cally, we propose VILA-HD, an MLLM with PS3 as the vision encoder that shows suprior
performance and efficiency in processing images of up to 4K resolution. In the following we
introduce the model design (Section 3.3) and training data (Section 3.3) of VILA-HD.
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Figure 3.7: Model design of VILA-HD. For any input image and text prompt, VILA-HD
first extracts the low-res image features using PS3 and sends them along with the text tokens
to the LLM. The last-layer embedding of the last token is used to select high-res patches in
PS3, whose features are then extracted by PS3, added with additional positional embedding,
and sent to the LLM. Although PS3 only processes at most 2560 high-res patches at a time,
one can run the patch selection and high-res feature extraction for N times (N can be an
arbitrary number) to encode up to 2560x N high-res patches.

Building VILA-HD with PS3

VILA-HD’s model architecture is based on NVILA [130]. NVILA is a LLaVA-style [123|
MLLM with SigLIP [256] as the vision encoder, and we replace the vision encoder with PS3
to build VILA-HD. The model design of VILA-HD is illustrated in Figure 3.7. We first
extract the global low-res features following Stage 1 of PS3 and send them along with the
text tokens to LLM. We then select high-res patches in either a bottom-up or a top-down
way. Bottom-up selection is exactly the same as in pre-training. For top-down selection,
since we need to select regions that can help answer the user’s question, instead of using the
text embedding from the SigLIP text encoder as the prompt, we use the latent embedding of
the last token in the user’s text input from the last layer of LLM as the prompt embedding.
This is inspired by LISA [108] which uses the same embedding for reasoning segmentation.
Finally, the selected high-res patches are encoded by Stage 3 of PS3 and sent to LLM after
the text tokens, from which the following text generation resumes. We also add an additional
positional embedding to the high-res features before sending them to LLM such that LLM is
aware of the spatial positions of the selected patches, similar to the scale-aware positional
embedding Stage 3 of PS3. Note that while the number of selected high-res patches is limited
to 2560 during pre-training, one can select an arbitrary number of patches when applying to
MLLMs by running patch selection and high-res feature extraction for multiple times. For
example, to select 3840 high-res patches, one can first select the top 2560 patches to process
in Stage 3, and then select another top 1280 patches among the rest of the unselected patches
and process them in Stage 3. The multiple runs of Stage 3 are independent from each other.
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Figure 3.8: Additional fine-tuning data for MLLMs with PS3. Left: To fine-tune
top-down patch selection, we generate data with pairs of high-res image, question about
a local region, and the bounding box of the region. This is generated by taking the PS3
pre-training data and retargeting the local captions into questions using LLaMA-3.1. Right:
To align the PS3 high-res features to the LLM text space, it requires fine-tuning data that
contains QA pairs on high-res images. We generate this by taking regular low-res image QA
data and pasting the image onto a large-size background to get the new high-res image while
the question and answer are inherited.

Then all the high-res tokens are gathered together and sent to LLM.

Fine-Tuning Data of VILA-HD

Except for regular fine-tuning data for training MLLMs in previous work [111, 130], we collect
additional data for 1) learning top-down patch selection in VILA-HD and 2) aligning the
high-res features from PS3 to the text space of VILA-HD. Each type of data is introduced
below and Figure 3.8 illustrates the curation of the data.

Fine-tuning data for patch selection. When training VILA-HD, we jointly fine-tune the
top-down patch selection since it uses different prompt embeddings compared to pre-training.
For this purpose, we collect data of high-res images paired with questions about local regions
as well as their bounding boxes. As shown in Figure 3.8(a) This is achieved by directly
sampling images and bounding boxes from the pre-training data (Section 3.2) and then
automatically generate questions based on the local captions using LLaMA-3.1 [63]. We
generate 500k data samples from the natural images and document images in the pre-training
dataset respectively. To check the quality of the generated data, we randomly sample 500
examples and manually check whether the generated questions correctly corresponds to the
original captions and local regions, and find 95.8% of the questions are accurate. During
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training, we run VILA-HD with PS3 on this data to perform top-down patch selection based
on the questions, and then supervise the patch selection following the same objective as in
Section 3.2. Note that this data does not have answers to the questions so we do not optimize
the next-token-prediction loss on this data. See Figure 3.6(Middle & Right) for visualization
of the learned patch selection.

Fine-tuning data for high-res vision feature alignment. Since most of the existing
fine-tuning data for MLLMs only contains low-resolution images, the high-res vision features
from PS3, especially the features extracted at 4K resolution, are not properly aligned to the
LLM’s text space if they are only trained on low-resolution data. To solve this problem,
we collect 225k VQA data at up to 4K resolution. The data curation pipeline is shown in
Figure 3.8(b). Specifically, we take existing low-res VQA data, paste the images onto a
solid-color background image with larger size such as 4096 x4096, and use the new synthesized
image with the original question as the high-res VQA data. By training on this data, VILA-
HD is forced to utilize the high-res features from PS3 to answer the question because the
informative region in the synthesized image is small, e.g., a 256 x256 region in a 4K image.
During training, we mix this data with other fine-tuning data. We find this simple approach
works reasonably well in our empirical studies (Section 3.7).

3.4 Scaling Properties of PS3

In this section, we evaluate how well the performance of PS3 scales with the pre-training
resolution. Specifically, we pre-train PS3 at different resolutions and compare the performance
of VILA-HD with the PS3 encoders as well as baseline vision encoders using a fixed MLLM
training recipe. We pre-train PS3 at three resolutions of 756, 1512, and 3780, where for
each resolution we extract multi-scale high-res features at scales of (756), (756, 1512), and
(756, 1512, 3780), respectively. We show four types of scaling: 1) Whole-image resolution
scaling. PS3 selects all the high-res patches at each resolution for VILA-HD. This is to
compare the high-res feature quality of PS3 with the baselines that also process all high-res
patches (see Experiment settings below). 2) Constant-cost scaling. PS3 selects a constant
number of high-res patches when scaling the resolution for VILA-HD. This evaluates if
performance scales “for free”, i.e., by maintaining a constant MLLM training and inference
cost (note that the pre-training cost is already near-constant). 3) Constant-resolution
scaling. At the same resolution, PS3 selects increasingly more high-res patches for VILA-
HD. This evaluates if we gain benefits from selecting more patches in downstream without
changing the pre-training and fine-tuning resolution. 4) Test-time scaling. Similar to 3),
but we increase the number of high-res patches at test time. The scaling curves are shown in
Figure 3.9 and more detailed quantitative results are reported in Table 3.1.

Experiment settings. PS3 is initialized with SigLIP-SO400M [256] before pre-training.
VILA-HD is trained using a subset of the training data in NVILA. For evaluation, we report
average accuracy on seven resolution-sensitive benchmarks: TextVQA [178], ChartQA [140],
DocVQA [141], InfoVQA [142], OCRBench [128], V*Bench [228], and RealWorldQA [232].



CHAPTER 3. SCALING VISION PRE-TRAINING TO 4K RESOLUTION 32

Original (SigLIP) s? #HR token for MLLM 66

65.0

® AnyRes PS3 0 729 1600 3840 62.5 o
60.0 60

PS3 (test-time scaling)

57.5
: é
55.0
54 Y
66 - 52:5 52
50.0 50

64 378 756 1512 3780 378 756 1512 3780

62 4 (a) Whole-image resolution scaling (b) Constant-cost scaling
2 60+

@©
e 65.0 65.0
S 58

O 62.5 62.5

O

< 561 60.0 60.0

o © o
55.0 55.0

521

52.5 52.5

50 50.0 50.0
378 756 1512 3780 378 756 1512 3780

378 756 1512 3780
Resolution (c) Constant-resolution scaling (d) Test-time scaling

Figure 3.9: Scaling properties of PS3 on VILA-HD. (Left) Overall results. We report
average performance of the MLLM on seven benchmarks under different maximum input
resolution. The size of each data point indicates the number of high-res vision tokens input to
the LLM. (a) When selecting all high-res patches for MLLM, the performance of PS3 scales
better with the resolution than the baselines without high-resolution pre-training. (b) PS3 is
able to process higher resolution and improve performance while selecting a fixed number of
high-res patches for MLLM. (¢) Within the same resolution, PS3 is able to trade compute for
performance by selecting more high-res patches. (d) PS3 can select more high-res patches at
test time even if its selects a fixed number of high-res patches during MLLM training.

We compare PS3 to the original SigLIP as well as two baselines, AnyRes [42, 124| and
S? [175], that run SigLIP at larger resolution in a training-free way by splitting large images
into smaller tiles. For AnyRes baselines, we set the maximum number of tiles to 4 for 756
resolution and 9 for 1512 resolution. For S? baselines, instead of resizing the feature maps
from different scales to the smallest scale as in the original algorithm, we resize them to the
largest scale to get the best performance. For PS3, the number of selected patches for multiple
image scales at test time might vary between benchmarks to obtain the best performance
(Section 3.7).

Whole-Image Resolution Scaling

We first scales up the resolution of PS3 and make it select all the high-res patches at each
resolution for VILA-HD. Results are shown in Figure 3.9(a). We can see that the effect
of scaling up resolution is significant, where PS3 at 1512 resolution improves 14.2% over
SigLIP baseline. Compared to AnyRes and S?, PS3 shows consistent improvements across
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Table 3.1: Full results of scaling properties of PS3 on VILA-HD. #HR Token is the
number of high-res tokens input to the MLLM. Select (Train) is the percentage of high-res
patches PS3 selects when training the MLLMs and Select (Test) is the selection ratio at test
time. Note the number of HR tokens is usually 1/4 of the number of selected patches due to
the 2x2 downsampling connector in NVILA [130]. T#HR tokens for AnyRes depends on the
input resolution and we report the maximum number of tokens.

Vision Max #HR Select  Select Text Chart Doc Info OCR v* Real

Encoder Res. Token (Train) (Test) VQA QA VQA VQA Bench Bench World Avg
SigLIP [256] 378 0 - - 62.3 566 519 30.7 387 51.8 571 49.9
AnyRes [124] 756  784F - - 65.3 580  60.6 327 416 59.2 59.1  53.8
S% [175] 756 729 - - 659 655  63.0 323 471 53.1 59.6  55.2
PS3 756 320 44%  44% 66.7 628  62.6 331 460 56.3 61.7  55.6
756 729 100% 100% 66.8  63.5  64.6  33.9 462 56.5 61.7  56.2
AnyRes [124] 1512 31367 - - 67.4 584  67.9 341 468 60.2 59.0  56.8
S% [175] 1512 2916 - - 66.1 710 783 411 526 55.2 61.0 60.8
1512 729 20%  20% 67.3 647 665 348 505 60.7 626 582
1512 1600  20%  44% 67.7 659 70.7 357 515 62.0 62.6  59.4
PS3 1512 1600  44%  44% 68.4 680 745 373 509 63.1 65.0 61.0
1512 3645  44%  100% 684 680 765 394 522 66.7 620 61.9
1512 3645  100% 100%  69.3  71.1 794 41.3 534 64.0 63.8  63.2
AnyRes [124] 3780 196007 - - OOM
82 [175] 3780 18225 - - OOM
PS3 3780 3840  18%  18% 69.8 709 79.1 405 543 67.8 64.7  63.9

different resolution while using a similar number of high-res tokens. For example, at 1512
resolution, PS3 improves by 2.4% over S? and 6.9% over AnyRes which is commonly used by
modern MLLMs [42, 111]. Since all the methods are processing the whole high-res image, the
advantage of PS3 mainly comes from the improved high-res feature quality which is brought
by our high-res pre-training. Note that we cannot scale up to 4K resolution while selecting
all the high-res patches due to the drastic computational cost, although it is achievable with
constant-cost scaling in Section 3.4.

Constant-Cost Scaling

Scaling up resolution comes at a cost of quadratically increasing number of tokens in Section 3.4.
However, for PS3, higher resolution is still beneficial even when selecting a constant number
of patches (Figure 3.9(b)). For example, using 729 (20%) high-res tokens with 1512 resolution
improves the accuracy by 2% over using 729 (100%) tokens with 756 resolution (Table 3.1).
This is because at 756 resolution, not all patches are relevant to the user’s questions, and by
scaling up the resolution to 1512, even it selects the same number of patches, there are fewer
irrelevant 756-resolution patches but more relevant 1512-resolution patches being selected,
thanks to our top-down selection mechanism. Comparing to AnyRes, PS3 achieves 58.2%
accuracy at resolution of 1512 through constant-cost scaling, improving over AnyRes by 2%
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accuracy while using 5x fewer tokens. Notably, while neither AnyRes or S? can scale to 4K
resolution, PS3 is able to scale up to 4K resolution with a constant training and inference
cost, where PS3 achieves 63.9% accuracy, improving over S? at 1512-resolution by 3.1% while
using a similar number of tokens. Specifically, the accuracy on V*Bench improves from 64.0%
to 67.8% by scaling to 4K resolution, which shows that 4K resolution is important for such
detailed visual perception. We observe an even larger advantage for tasks that require 4K
resolution (Section 3.5).

Constant-Resolution Scaling

Pre-trained at a fixed resolution, PS3 can flexibly select different number of patches for
VILA-HD to trade compute for performance. As shown by Figure 3.9(c), selecting more
patches at 1512 resolution consistently improves performance. By increasing the number
of high-res tokens from 729 (20%) to 1600 (44%), PS3 is able to outperform S? with only
half the number of high-res tokens (Table 3.1). Further increasing to 3645 (100%) tokens
boosts the performance by another 2.2%. We observe that the improvement is especially
significant for tasks that has dense visual information and requires processing most parts of
the image such as document understanding in DocVQA. On the other hand, tasks such as
TextVQA and RealWorldQA which only require understanding of local regions only have
minor performance drops (2.0% and 1.2%, respectively) when we select only 20% of the
high-res patches. In practice, PS3 allows one to select different number of high-res patches
based on the computational budget and the requirements for high-res information density in
different tasks.

Test-Time Scaling

Constant-resolution scaling is still valid at test time, i.e., we select a fixed number of high-res
patches during training but select more at test time. As shown in Figure 3.9(d), at 1512
resolution, we can train with 20% high-res patches and test with 44% patches, which improves
the accuracy by 1.2%. Similarly, training with 40% patches but testing with 100% patches
gives an improvement of 0.9%. Note that scaling at test time still performs worse than
training time, which is possibly because 1) the MLLM receives lower-quality supervision if
seeing fewer patches at training time, and 2) the LLM is not adapted to longer context length
during training.

( N\

Key Finding 1: Scaling up the pre-training resolution of PS3 significantly improves
performance of downstream MLLM over baselines without high-res pre-training. This
is achievable with near-constant pre-training cost and even with no extra downstream
training and inference cost by selecting a fixed number of high-res patches. PS3 can
also flexibly select different number of patches to trade training or test-time compute
for better performance.
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Figure 3.10: Image resolution and MRR of different benchmarks. Existing benchmarks

contain high-res images but the resolution required to answer the questions (MRR) is mostly
under 1K. In contrast, 4KPro contains questions only solvable at 4K resolution.

3.5 4KPro: Benchmarking PS3 at 4K Resolution

Despite the suprior performance of PS3 and VILA-HD on existing benchmarks as shown
in the previous section, we find those benchmarks do not actually require high resolution
visual perception, especially 4K-resolution perception, even though some of them contain
high-resolution images. To verify this, we examine the minimum recognizable resolution
(MRR) of the existing benchmarks, i.e., the minimum resolution required to answer the
questions. We calculate the MRR by randomly sampling examples from each benchmark,
manually checking the minimum resolution (4K, 2K, or 1K) under which the visual details are
clear enough to answer the question for each example, and averaging the minimum resolutions
of different samples for each benchmark. As shown in Figure 3.10, we can see for all previous
benchmarks their MRR is lower than the average image resolutions, which means these
benchmarks don’t require visual perception at the same resolution as the images. Specifically,
even though benchmarks like DocVQA and V*Bench contain images at 4K resolution, the
MRR is mostly around 1K. InfoVQA has the highest MRR of 2K, although it is solely focused
on infographic understanding.

To effectively evaluate 4K-resolution perception in real-world tasks, we introduce 4KPro, an
image QA benchmark with MRR of 4K from four professional use cases including Autonomous
Vehicle, Household, Gaming, and Ul Understanding. Each QA pair is in the form of multi-
choice problem with four options. Examples of 4KPro are shown in Figure 3.11, where we
can see that all the questions cannot be accurately answered without 4K resolution.
Experiment settings. The training setting is the same as Section 3.4 where we pre-
train PS3 at resolutions of 756, 1512, and 3780, train VILA-HD with each PS3 encoder
and evaluate on 4KPro. When comparing with state-of-the-art MLLMs, we use SigL.IP2-
SO400M [198] as initialization during PS3 pre-training and evaluate VILA-HD with PS3
pre-trained at 1512 and 3780 resolutions, which we denote by VILA-HD-8B-PS3-1.5K-Sigl.IP2
and VILA-HD-8B-PS3-4K-SigLIP2, and we use the full training recipe in NVILA-8B [130].
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Main Results
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Figure 3.11: Examples from 4KPro and comparison of different models. Each
example corresponds to one out of four categories (Autonomous Vehicle, Household, Gaming,
and UI Understanding) and each question can only be answered without ambiguity under
4K resolution. VILA-PS3 improves the accuracy over the state-of-the-art MLLMs such as
GPT-40 and Qwen2-VL.

Scaling properties of PS3. We evaluate the performance of VILA-HD when scaling up
the resolution of PS3. Results are shown in Figure 3.12. We can see PS3 outperforms other
baselines at resolution of 756 and 1512, although by a relatively small margin, which implies
4KPro is genarlly unsolvable with resolution lower than 4K. However, while it is infeasible to
scale to 4K resolution for the baselines, PS3 enables 4K resolution perception by selecting
the same number of high-res patches as 1512 resolution, using the same constant-cost scaling
scheme as in Section 3.4. This improves the performance by 4.8%. Taking a step further, we
can double the number of high-res patches at test time to boost the performance by another
8.2%. This achieves an improvement of ~15% over AnyRes at 1512 resolution, which is
more significant than the improvements we get by scaling to 4K resolution in Section 3.4,
indicating that 4K-resolution pre-training is most helpful for downstream tasks requiring
ultra high-res perception. On the other direction, we can also shrink the number of patches
by 3%, achieving 48.4% accuracy which is 3.2% higher than AnyRes at 1512 resolution while
using 2.5x fewer tokens.
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Figure 3.12: Scaling properties of PS3 Table 3.2: Comparing VILA-HD-8B-PS3-
on 4KPro. PS3 shows consistently im- 1.5K-SigLIP2 and VILA-HD-8B-PS3-4K-
proved performance by scaling to 4K reso- SigLIP2 to state-of-the-art MLLMs on
lution and achieves further improvements 4KPro. VILA-HD outperforms Qwen2-VL

by scaling up number of high-res tokens which has the best performance among existing
at test time, greatly outperforming the MLLMs while having a lower latency. tWe limit
baselines. the maximum number of pixels to 4,000,000 to
N . maintain a reasonable latency.
Original (SigLIP) PS3 (test-time scaling)
® AnyRes Model Select Latency  Acc.
g2 0 #HRtoken 7680 GPT-4o [98] - - 59.7
[ 1 Claude 3.5 Sonnet [5] - - 29.0
PS3 Gemini-1.5-Pro [190] - - 59.7
NVILA-8B [130] - 0.82s  58.1
Cambrian-1-8B [194] - 2.78s 50.0
InternVL2-8B [191] - 1.65s  58.1
60 1 IXC-2.5-7B [260] - 2.11s 323
> LLaVA-OneVision-7B [111] - 1.75s 67.7
© 50 InternVL3-8B [271] - 2.78s 61.3
3 A Qwen2-VL-7B-Instruct’ [206] - 3.61s 71.0
g 40 Qwen2.5-VL-7B-Instruct’ [12] - 2.98s 68.3
[ ) VILA-HD-1.5K 33% 0.46s  59.7
30 VILA-HD-1.5K 100% 1.20s 67.7
378 756 1512 3780 VILA-HD-4K 18% 1.22s  71.0
Resolution VILA-HD-4K 35% 1.78s  175.8

Comparison to state of the arts. We compare the performance of VILA-HD-8B-PS3-1.5K-
SigL.IP2 and VILA-HD-8B-PS3-4K-SiglLIP2 with other proprietary or open-source MLLMs
(Table 3.2), where we abbreviated the two models as VILA-HD-1.5K and VILA-HD-4K. All
the proprietary MLLMs do not perform well, with the best accuracy at 59.7% for GPT-40 and
Gemini-1.5-Pro. We find part of the errors for proprietary MLLMs are caused by erroneous
instruction following or refusing to answer the question when unable to recognize the details.
For open-source models, most achieve accuray around 50% - 60%. Qwen2-VL-7B-Instruct
performs the best, reaching an accuracy of 71.0%, although at a cost of larger latency than
other models due to processing the full high-resolution images in its vision encoder. VILA-
HD-4K, on the other hand, achieves 75.8% accuracy at 3780 resolution when selecting 35%
patches, which improves over both the proprietary models and the state-of-the-art open-source
model (Qwen2-VL) while having a lower latency thanks to the top-down patch selection
mechanism. VILA-HD-4K also significantly improves over VILA-HD-1.5K by 8.1%. Note that
the performance under 1.5K resolution is still better than random guess (25%) even though
the visual details are not clear, which is probably because the blurry details still provide
some clues for an informed guess. By selecting fewer patches (e.g., 18%), VILA-HD-4K still
maintains superior performance of 71.0% while enjoying only 1/3 of the latency comparing
to Qwen2-VL. We also show qualitative results in Figure 3.11. We can see that compared
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to state-of-the-art MLLMs, VILA-HD with PS3 is able to accurately recognize extremely
fine-grained details under 4K resolution, e.g., tiny text on highway signs or monitor screens
and small light switch on a distant wall.

Key Finding 2: Most of previous benchmarks do not require perception at 4K
resolution despite the images at 4K resolution, and on 4KPro benchmark that does
require 4K resolution perception, VILA-HD with PS3 significantly improves over
previous MLLMs in both accuracy and efficiency.

3.6 Comparing PS3 and VILA-HD to State of the Arts

In this section, we compare PS3 and VILA-HD with other state-of-the-art models. Specifically,
we compare the visual representation quality of PS3 with state-of-the-art vision encoders |22,
41, 76, 160, 198|, compare the performance of VILA-HD with state-of-the-art MLLMs [5, 60,
98, 111, 119, 130, 190, 191, 194, 206, 259, 260|, compare the efficiency of patch selection in
PS3 and VILA-HD with other MLLM token pruning methods [20, 34, 241], and also verify
the generalizability and effectiveness of PS3 pre-training pipeline on different state-of-the-art
vision encoders [160, 256].

Comparing PS3 to State-Of-The-Art Vision Encoders

Experiment settings. To compare with state-of-the-art vision encoders, we first pre-train
the PS3 encoder at 1512 resolution using SigLIP2-SO400M [198] as the initialization, which
we call PS3-1.5K-SigLLIP2. Then we evaluate PS3-1.5K-SigL.IP2 as well as each baseline
vision encoder by training an MLLM on top of it using the same training recipe as in
Section 3.4 and testing it on various MLLM benchmarks. We do not compare the 4K-
resolution PS3 here because we are not able to train MLLM with any baseline encoder at
4K resolution due to OOM issue and thus cannot build a fair comparison between them
and PS3-4K-SigLIP2. We compare PS3-1.5K-SigLLIP2 with state-of-the-art vision encoders
including SigLIP2-SO400M [198|, C-RADIOvV2-L [160|, PEcoe-L [22], and AIMv2-L [76].
Additionally, we follow the previous literature [22] and present PS3y,,,-SigLIP2-1.5K which is
the PS3 model that is further aligned with LLMs by co-training with VILA-HD (Section 3.6).
Specifically, after training VILA-HD, we take out the vision encoder part as an independent
vision encoder. We compare the LLM-aligned version of PS3 with other LLM-aligned vision
encoders such as PEj,,,-L [22] and InternViT2.5-300M [41]. For a fair comparison, we train
MLLMs with each vision encoder at roughly the same resolution around 1.5K to 1.7K. Since
every vision encoder except for PS3 is pre-trained at low resolutions, we use S? to scale
them to high resolution when training MLLMs. We evaluate on three types of benchmarks,
including high-resolution VQA, VQA related to texts, documents, and charts, and general
VQA.
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Table 3.3: Comparison to state-of-the-art vision encoders. We train an MLLM on top
of each vision encoder with the same recipe and compare the performance on various types
of benchmarks including high-resolution VQA, VQA over text, documents, and charts, and
general VQA. We compare PS3-1.5K-SigLIP2 and PS3pne-1.5K-SigLIP2 (abbreviated
as PS3 and PS3.n, here) with previous state-of-the-art vision encoders [22, 41, 76, 160, 198].
For a fair comparison, we use similar ViT sizes (300M - 400M) for every encoder and use S?
to scale all the vision encoders (except for PS3 which natively supports high resolution) to a
similar high resolution round 1.5K. We compare the vision encoders with and without LLM

alignment separately.

Benchmark SigLIP2 C-RADIOv2 PEcore AIMv2 PS3  InternViT2.5 PEpang PS3rang
4KPro 37.1 32.3 46.8 43.5 50.0 43.5 45.2 53.2
HRBenchyx [211] 55.0 51.8 56.1 51.5 58.5 54.6 52.0 62.9
HRBenchgk [211] 49.9 44.8 50.3 47.6 52.5 47.3 49.9 50.5
MME-RealWorld [264] 43.7 40.7 44.1 43.4 42.1 44.9 43.5 40.4
V* [228] 58.8 59.7 64.9 63.1 64.2 57.4 61.1 62.7
Avg 48.9 45.9 52.4 49.8 53.5 49.5 50.3 53.9
TextVQA [178] 71.5 68.1 72.0 72.6 71.9 70.2 72.3 73.6
ChartQA [140] 71.3 72.3 73.8 72.3 74.0 75.8 76.4 78.0
CharXiVqq [220] 40.7 40.3 39.3 41.1 41.3 42.7 45.6 41.8
CharXiV.q [220] 15.4 16.2 21.3 15.6 18.2 18.2 24.6 22.9
DocVQA [141] 79.1 82.5 84.5 81.8 82.9 86.0 87.8 87.2
InfoVQA [142] 39.3 40.4 44.2 42.2 44.2 45.9 48.2 48.7
OCRBench [128] 566 542 608 590 558 647 581 659
SEEDBench-2-Plus [113] 60.0 61.3 62.7 61.8 63.6 62.8 64.1 65.1
Avg 54.2 54.4 57.3 55.8 56.5 58.8 59.6 60.4
BLINK [79] 44.2 45.4 44.1 44.3 44.0 43.8 43.2 43.4
MME [77] 1952 1983 1897 1962 1995 2029 2000 2031
MMBenchen_dev [127] 75.2 74.1 76.4 75.9 76.0 73.2 73.9 76.5
MMBenchen_dev [127] 74.3 73.3 75.4 74.6 75.3 70.8 72.1 74.1
MMBench-v1.1en dev [127] 73.0 72.0 74.6 73.9 73.6 70.5 72.1 74.5
MMBench-v1.1en _dev [127] 72.8 71.4 74.1 73.1 73.5 68.1 70.0 73.2
MMMU-Prostandara [254] 27.3 26.8 28.2 28.0 27.2 28.1 27.9 29.3
MMMU-Proyision [254] 12.3 12.9 12.1 13.0 12.3 13.5 14.2 14.6
MMStar [35] 51.1 51.3 51.9 50.1 52.9 50.4 53.7 53.9
MMVet [251] 44.7 43.7 44.1 43.9 46.3 42.2 44.1 47.1
RealWorldQA [232] 60.3 62.1 61.6 60.9 64.6 59.0 61.4 61.7
Avg 55.0 54.9 55.5 55.8 56.1 53.8 54.9 55.5




CHAPTER 3. SCALING VISION PRE-TRAINING TO 4K RESOLUTION 40

Results. Table 3.3 shows the full results. For vision encoders without LLM alignment, PEcge
is the most competitive encoder between the baselines and PS3-Sigl.LIP2-1.5K is able to obtain
better performance for high-resolution VQA and general VQA. Especially, PS3 improves the
performance by 2% - 4% on high-res benchmarks such as 4KPro and HRBench, indicating
the effectiveness of high-res pre-training of PS3. Note that PS3 is worse than PE¢g.. on
MME-RealWorld, which is possibly because the benchmark requires capabilities such as
counting that are beyond simple high-resolution perception which is the main pre-training
objective of PS3. For benchmarks with texts, documents, and charts, PS3 is competitive with
the state-of-the-art encoder while achieving the best results on benchmarks such as ChartQA
and CharXiV4,, which is partially credited to the document images in the pre-training data.
However, the PS3 pre-training data is not specifically designed for text recognition in natural
images, as reflected by the lower performance on OCRBench and TextVQA, leaving huge room
for improvement in the future. For general VQA, PS3 also achieves the best performance on
average, showing significant improvements on benchmarks such as MM Vet and RealWorldQA.
On the other hand, PS3pane-SigLIP2-1.5K achieves significantly better results compared
to other encoders with or without LLM alignment, rendering it the state-of-the-art vision
encoder across the benchmarks we evaluate here. Compared to PEp e, PS31an, dominates
the performance on most of the benchmarks, including 8.0% and 10.9% improvements on
highres benchmarks of 4KPro and HRBenchyk. It is also worth noting that if we compare
the PS3 encoders with and without LLM alignment, the improvements are mostly on the
text-related benchmarks, which implies the current MLLM training is still language-centric
and fails to improve the vision-centric capabilities of vision encoders.

Key Finding 3: Compared to previous vision encoders with low-resolution pre-training
only, PS3 achieves state-of-the-art results on various MLLM benchmarks, especially
the ones that require high-resolution. Aligning PS3 with LLMs further boosts its
performance on text-related benchmarks.

Comparing VILA-HD to State-Of-The-Art MLLMs

Experiment settings. To compare with state-of-the-art MLLMs, we train VILA-HD
using the full recipe in NVILA-8B [130] and compare its performance with state-of-the-art
MLLMs. We train VILA-HD with two PS3 encoders, PS3-1.5K-SigLLIP2 and PS3-4K-Sigl.IP2,
and denote them by VILA-HD-8B-PS3-1.5K-SigLIP2 and VILA-HD-8B-PS3-4K-SigLIP2,
respectively. We evaluate on several high-resolution VQA benchmarks (4KPro, HRBench [211],
MME-RealWorld [264], and V* [228]) and other general VQA benchmarks (TextVQA [17§],
ChartQA [140], DocVQA [141], InfoVQA [142]|, MathVista [135], MMBench [127], MMMU-
Pro [254], OCRBench [128], and RealWorldQA [232]). For some benchmarks, we balance the
patch selection ratio across different scales such that it reaches the optimal performance at
test time.

Results. We first show the results on high-res benchmarks in Table 3.4. We compare with
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Table 3.4: Comparing VILA-HD to state-of-the-art MLLMs on high-resolution
benchmarks. Here VILA-HD-8B-4K refer to VILA-HD-8B-PS3-4K-SigL.IP2. Bold
and underlined results mean 1st and 2nd best performance for each task. VILA-HD-8B-4K
achieves top-2 performance in 4 of the 6 benchmarks. TFor most of the models, the resolution
and number of tokens are dependent on the maximum number of tiles to use at test time,
and we set the maximum number of tiles such that the number of tokens are similar to
VILA-HD-8B-4K when it is selecting 18% patches for a fair comparison.

Res.! #Token" 4KPro HRBenchyx HRBenchgx MME-RW V*.i V*pos

NVILA-8B [130] 1552 3072 58.1 59.0 55.5 52.0 68.7 65.8
PLM-8B [49] 1735 4096 59.7 71.3 61.1 63.1 72.2 68.4
InternVL2.5-8B [41] 1735 4096 66.1 65.5 57.4 58.9 75.8  76.5
InternVL3-8B [271] 1735 4096 56.5 67.5 62.5 60.7 72.2 75.0
Qwen2-VL-7B [206] 1735 3840 69.4 66.9 62.1 58.1 76.5 67.1
Qwen2.5-VL-7B [12] 1735 3840 66.1 65.6 64.1 57.1 78.3 T71.1
VILA-HD-8B-4K 3780 4036 71.0 67.8 65.3 50.9 76.5 71.1

state-of-the-art MLLMs under approximately the same number of vision tokens. We can see
VILA-HD-8B-4K can process higher resolution with similar number of tokens, thanks to the
top-down patch selection mechanism. As a result, VILA-HD achieves the best results on
4KPro and HRBenchgi with improvements of 4.9% and 2.2% respectively on 4KPro and
HRBenchgk over Qwen2.5-VL-7B [12]. On HRBenchgk and V},,, VILA-HD also achieves
second-to-best results. Notably, VILA-HD achieves 7.3% improvement on average over
NVILA-8B, which showcases the advantage of high-res vision pre-training considering it is
the only difference between the two models. The only benchmark where VILA-HD fails to
perform well is MME-RealWorld, which is probably because the benchmark requires more
complicated capabilities such as counting which is beyond the scope of PS3 pre-training
which is focused on basic capabilities of high-res perception and recognition.

We show the results on other general benchmarks in Table 3.5, VILA-HD shows competitive
performance compared to state-of-the-art MLLMs such as NVILA and Qwen2-VL and achieves
the best results in 6 out of 11 benchmarks. Specifically, VILA-HD-1.5K achieves the best
results on benchmarks that have the MRR around 512-1K including MathVista and MMMU-
Pro, and VILA-HD-4K obtains state-of-the-art performance on benchmarks that require more
detailed understanding (MRR between 1K and 4K) such as V*Bench and 4KPro, surpassing
NVILA despite using the same recipe and less data, showing the effect of PS3 pre-training.
VILA-HD-4K also outperforms all proprietary MLLMs on these high-MRR benchmarks,
for example, improving by 13.0% and 11.3% over Gemini-1.5-Pro on V*Bench and 4KPro.
Note that this is achieved by selecting only 18% of the high-res patches, showing both the
efficacy and efficiency of our model. On the other hand, VILA-HD has slightly worse results
than NVILA and Qwen2-VL on OCR-related benchmarks including ChartQA, DocVQA,
TextVQA, InfoVQA, and OCRBench. This is probably because the pre-training data of
PS3 is not specifically optimized for OCR and text recognition and adding such data in
pre-training can potentially solve the problem. We further show that PS3 can achieve even
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Table 3.5: Comparing VILA-HD to state-of-the-art MLLMs on other common
benchmarks. Here VILA-HD-8B-1.5K and VILA-HD-8B-4K refer to VILA-HD-8B-PS3-
1.5K-SigLIP2 and VILA-HD-8B-PS3-4K-SigLIP2, respectively. Res. is the maximum
resolution each model supports. Some models (e.g., Qwen2-VL, InternVL2) can accept input
images of different aspect ratios, for which the resolution is calculated as square root of the
maximum number of pixels the model can take in. Select is the high-res patch selection
ratio of PS3 at test time. #7Token is the total number of visual tokens fed into LLM under
the maximum input resolution. VILA-HD-8B-4K achieves state-of-the-art performance on
high-resolution benchmarks such as V*Bench and 4KPro.

2=z 5 . 5 g = -
S 3 3 Zf el 1 E ¢ .
o 22 =23 22 83 2 % 23 2% Z9 - &2
Res. Select #Tok |5 S8 28 3§ 95 583 & L& 28 &F 58
Proprietary
GPT-40 [98] - - - 85.7  92.8 - 63.8 - 54.0 736 53.7  58.6 - 59.7
Claude 3.5 Sonnet [5] - - - 90.8 95.2 49.7 67.7 - 55.0 788 23.0 599 - 29.0
Gemini-1.5-Pro [190] - - - 87.2 931 81.0 639 - 49. 754 603 704 78.7 59.7
Open-source
VILA-1.5-8B [119] 336 - 576 52.7 40.6 259 36.7 68.9 - - - 52.7 685 33.9
Cambrian-1-8B [194] 1024 - - 73.3 77.8 - 49.0 75.9 - 624 59.2  64.2 71.7  50.0
MM1.5-7B [259] 2016 - 1440 78.6 83.1 59.5 476 - - 635 - 62.5 76.5 -
NVILA-8B [130] 1552 - 3072 86.1 93.7 70.7 65.4 876 33.6 794 672 66.4 80.1 58.1
LLaVA-OV-7B [111] 2304 - 7252 80.0 87.5 68.8 63.2 80.8 29.5 - 69.2  66.3 - 67.7
IXC2-4KHD [60] 2479 - 7920 81.0 90.0 68.6 57.8 80.2 - 675 - - 772 428
IXC-2.5-7B [260] 2743 - 10000 | 82.2 909 70.0 59.6 82.2 - 690 456 67.8 782 323
InternVL2-8B [191] 2833 - 10496 | 83.3 91.6 74.8 58.3  81.7 32.5 794 65.8 644 774 58.1
Qwen2-VL-7B [206] 3584 - 16384 | 83.0 94.5 76.5 58.2 - - 866 71.0 70.1 84.3 71.0
1512 33% 1411 84.4 89.5 623 66.2 92.0 35.0 795 66.5 69.3 79.5 59.7
VILA-HD-8B-1.5K 1512 67% 2626 85.8 928 68.0 658 923 35.2 817 68.0 69.7 80.3 67.7
1512 100% 3841 85.4 93.1 70.0 66.6 924 35.0 819 68.5 70.8 804 67.7
3780 6% 1476 83.6 89.0 59.7 658 91.7 34.9 791 66.5 682 799 56.5
VILA-HD-8B-4K 3780 12% 2756 84.7 923 66.3 66.2 92.4 35.2 794  69.7 69.5 804 59.7
3780 18% 4036 84.7 92.7 682 66.6 92.6 34.5 802 73.3 699 805 T71.0

higher efficiency with only minor performance degradation on most benchmarks. Specifically,
by selecting only 6% patches for PS3, it maintains competitive performance of VILA-HD-4K
while only using 1476 tokens for a maximum resolution of 4K which is less than 1/10 of
#token of Qwen2-VL. We can see the performance stays similar compared to 18% patch
selection for benchmarks such as TextVQA and RealWorldQA, and only has minor drops for
CharQA and V*Bench. Tasks like DocVQA require denser visual information and thus have
larger performance drop.

Comparing PS3 to State-Of-The-Art Token Pruning Methods

Experiment settings. We compare the efficiency of PS3 on high-res images with state-of-the-
art token pruning methods for MLLMs including ToMe [20], FastV [34], and VisionZip [241].
We test the models in both 1512 and 3780 resolution and try different token selection ratio
for each resolution. All the baselines use PS3 as the vision encoder for a fair comparison
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Table 3.6: Comparing PS3 to state-of-the-art token pruning methods. PS3 has
consistently lower ViT latency and achieve better performances than previous methods. PS3
is also the only method that can handle 4K resolution images.

Method Select ViT LLM Text  Chart Doc Info OCR v Real A
cetho (Test) Latency Latency VQA QA VQA VQA Bench Bench World vg
Full 100% 0.286s 0.375s 78.6 84.1 92.2 68.1 787 67.9 69.8 77.1
ToMe [20] 50% 0.286s 0.260s 74.1 70.2 59.7  47.3 622 66.8 67.2 63.9
FastV [34] 50% 0.286s 0.264s 78.2 81.2 90.0 60.4 769 66.2 69.0 74.6
VisionZip [241] 50% 0.286s 0.260s 75.2 7.2 79.8 55.7 722 64.0 67.1 70.2
PS3 50% 0.167s 0.260s 777 83.4 898 60.8 774 67.9 69.1 75.2
ToMe [20] 25% 0.286s 0.180s 72.5 65.5 51.7 428 61.1 62.2 63.4 59.9
FastV [34] 25% 0.286s 0.185s 76.1 66.3 78.1 49.5 651 64.6 65.2 66.6
VisionZip [241] 25% 0.286s 0.180s 74.6 76.0 72.8 51.5 694 62.7 64.6 67.4
PS3 25% 0.096s 0.180s 76.8 80.4 84.4 54.6 738 65.7 67.8 71.9
Full 100% 1.812s OOM - - - - - - - -
ToMe [20] 20% 1.812s OOM - - - - - - - -
FastV [34] 20% 1.812s OoOM - - - - - - - -
VisionZip [241] 20% 1.812s OOM - - - - - - - -
PS3 20% 0.417s 0.383s 77.8 83.9 91.6 65.0 773 72.8 70.1 76.9

but instead of using the PS3 patch selection module, they use PS3 to process the whole
image and prune the tokens in their own way. The PS3 encoder is pre-trained on top of
SigL.IP-SO400M as in Section 3.4.

Results. Full results are shown in Table 3.6. First of all, we can see that PS3 achieves
similar efficiency on the LLM backbone when pruning the same number of tokens, while
significantly reduces the ViT latency (e.g., 0.286s — 0.096s when selecting 25% patches
at 1512 resolution). This is because PS3 reduces the tokens in both ViT and LLM while
other methods only prune the tokens in LLM. This advantage is especially important for
4K-resolution images where the ViT latency dominates the LLM latency. For the same reason,
the previous methods all run out of memory on 4K resolution images while PS3 is able to
process 4K resolution efficiently. In the meantime, PS3 achieves superior results over all
previous methods under the same selection ratio. This is due to several possible reasons. For
example, the previous methods are heuristic-based, either merging visual tokens based on
their similarities or pruning tokens based on the attention score in the vision encoder or LLM
backbone, while PS3 adopts a learning-based approach to select important or relevant visual
tokens, which is more accurate than heuristic-based methods given enough data. On the
other hand, unlike previous methods such as ToMe and VisionZip that are prompt-agnostic,
PS3 is able to select patches based on the user prompt which can be more accurate.

Key Finding 4: PS3’s learning-based top-down patch selection achieves better
performance and efficiency than heuristic-based token pruning methods.
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Table 3.7: Generalizability of PS3 pre-training to state-of-the-art vision encoders.
#Param of ViT is the number of parameters of the ViT backbone. Max Res. is the maximum
resolution each model processes in MLLM. Maxz #Tok is the maximum number of vision
tokens in MLLM. All the PS3 models select all the high-res patches.

Vision #Param Max  Max Text Chart Doc Info OCR v* Real

Encoder of ViT Res. #Tok VQA QA VQA VQA Bench Bench World A%
SigLIP-SO400M [256] 400M 378 196 623 566 51.9 30.7 387 51.8  57.1  49.9
+ AnyRes [124] 400M 1512 3332  67.4 584  67.9 341 468 60.2  59.0  56.3
+ 82 [175] 400M 1512 2916 66.1 710 783 41.1 526 552  61.0  60.8

PS3-SigLIP-SO400M 400M 1512 3841 69.3 71.1 79.4 41.3 534 64.0 63.8 63.2

C-RADIOv2-L [160] 320M 384 144 65.0 58.8 53.1 30.9 405 51.5 57.5 51.0
+ AnyRes [124] 320M 1536 2448 68.1 62.8 70.0 35.8 497 65.9 62.8 59.8
+ S2 (175 320M 1536 2304 68.1 72.3 82.5 40.4 542 59.7 62.1 62.8

PS3-C-RADIOv2-L 320M 1536 3024 68.4 72.6 83.2 434 569 68.2 61.5 64.9

Generalizability of PS3 Pre-Training to State-Of-The-Art Vision
Encoders

We verify the generalizability of PS3 pre-training pipeline by pre-training PS3 on top of
several state-of-the-art vision encoders and compare with the same vision encoders without
high-res pre-training. Specifically, we take the state-of-the-art language-aligned vision model,
SigLIP-SO400M [256], and agglomerative vision model, C-RADIO-v2-L [160], as the baselines.
We take their pre-trained model and continue pre-training on high-res images using PS3
pre-training pipeline to get PS3-SigLIP-SO400M and PS3-C-RADIO-v2-L.. We compare them
with the original models as well as their AnyRes [124] and S? [175] variants. Table 3.7
shows the results. We can see that for both the base models, the S? variant achieves the
best performance compared to AnyRes variant as well as the original version, while PS3
encoders pre-trained on top of each base model are able to achieve better results, showing
that PS3 is a general high-res pre-training pipeline that can be applied to any base vision
encoder. We also observe that C-RADIO baseline consistently outperforms SigLIP baseline,
and PS3-C-RADIO-v2-L is able to inherit that advantage and outperforms PS3-SigL.IP.

3.7 Ablations and Analysis

Key Designs in Pre-Training Algorithm and Model Architecture

We conduct ablation studies on the pre-training algorithm designs (Section 3.2), PS3 model
designs (Section 3.2), and MLLM model design (Section 3.3). We follow the same experimental
setting as in Section 3.4 and use PS3 with max resolution of 1512 and 100% patch selection
as the baseline. For the ablation of each design, we report the improvement of the baseline
model on the average accuracy of the seven benchmarks compared to the model without
the design. Results are shown in Table 3.8. Overall all the designs are helpful. Among
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the pre-training algorithm designs, we can see that it is crucial to select the patches in the
ground-truth boxes during patch selection and pool only their corresponding tokens before
calculating the contrastive loss. This is because otherwise the model will select irrelevant
patches and contrast them with the local caption, leading to noisy pre-training and degrading
the performance by over 8%. We also find avoiding contrast between local regions in the
same image improves the performance by 5.3% which aligns with the observation in previous
work [32]. The model architecture designs also help with the performance. Notably, the
low-res KV cache allows the model to see the global context while extracting the local high-res
features, which significantly improves the performance by 8.8%. Additionally, extracting
features at multiple scales (e.g., 756 and 1512) performs better than only extracting features
at the largest scale (e.g., 1512 only) as in AnyRes. Adding scale-aware positional embeddings
in PS3 and additional vision positional embeddings when feeding PS3 features to LLM also
improve the performance by a small margin.

( N\
Key Finding 5: High-resolution pre-training with localized contrastive learning

requires several key algorithm designs, such as contrasting within the ground-truth
selection boxes and avoiding contrasting between different regions in the same image,
and key model designs including low-res KV cache that makes high-res features aware
of the global context.

Top-Down and Bottom-Up Patch Selection Matters

We compare the performance of using random, bottom-up, and top-down patch selection, as
shown in Table 3.9. We report benchmark accuracy as well as the patch recall rate which
evaluates how many patches out of the ground-truth region are selected at test time. This
is evaluated on a test set split from the data used to train patch selection in MLLM. We
can see that both bottom-up and top-down selection significantly improves the recall and
the accuracy over random selection. For example, when selecting 44% patches, bottom-up
selection improves the recall rate by 43.7% and the accuracy by 7.4% over random selection.
Top-down selection further improves the recall rate by 3.8% and the accuracy by 1.3%.
Interestingly, patch selection not only affects test time but training as well. When we train
MLLM with 44% patches, even if we select all patches at test time, top-down selection is
still better than the other two. The reason is likely that top-down selection provides more
informative visual context for MLLM during training, which leads to less noisy training
dynamics. Note that this model has performance comparable to training with 100% patches,
which means that training with top-down patch selection improves training efficiency without
hurting the performance too much.

Key Finding 6: Top-down and bottom-up patch selection provides more relevant
visual information to MLLM, which does not only improve performance at test time
but also improve the model optimization during training.
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Table 3.8: Ablation of PS3 pre-training, model, and MLLM designs. A is the change
of the average performance on the seven benchmarks after adding the design.

Training and Model Design Choices A
Pre-training algorithm designs 3.2
- using ground truth selection score +5.1
- pooling only tokens in ground-truth boxes +3.7
- mixing global and local contrast +1.0
- w/o intra-image contrast +5.3
PS3 model designs 3.2
- multi-scale feature extraction +1.0
- scale-aware pos. emb. +0.8
- low-res KV cache +8.8
MLLM model design 3.8
- additional vision pos. emb. +0.8

Table 3.9: Ablation of top-down and bottom-up patch selection. Select (Train) and
Select (Test) are the percentage of high-res patches PS3 selects at training and test time.
Recall is the recall rate of how many patches in the ground-truth regions are selected at test

time.

Patch Select  Select Recall
Selection (Train) (Test) (Test)

Random 44% 44%  43.7% 52.3
Bottom-up  44% 44%  87.4% 59.7 (7
Top-down 44% 4%  91.2% 61.0 (8

Random 44% 100%  100% 56.5
Bottom-up  44% 100%  100% 61.1 (—4.6)
Top-down 44% 100% 100% 61.9 (- 5.4)

Top-down 100%  100%  100% 63.2

Avg. Acc.

4)
1)

Trade-Off Between Different Image Scales

We find the optimal balance of patch selection between image scales varies for different
tasks (Figure 3.13). For example, when using in total 729 (20%) high-res tokens, V*Bench
performance peaks when selecting no patches (0%) at 756 scale and only patches (25%) at
1512 scale, while it performs the best on DocVQA when selecting 67% 756-scale patches and
only 8% 1512-scale patches. Note that selecting more patches at 756 scale covers more regions
of the image because one 756-scale patch represents larger area in the original image than
a 1512-scale patch, but lose more details at the 1512 scale. This indicates V*Bench needs
smaller coverage of image regions but requires more high-res information at 1512 resolution
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Figure 3.13: Trade-off between image scales for different benchmarks. Select @
756/1512 are the percentage of selected patches at 756 and 1512 scales at test time, respectively.
PS3 can flexibly adjust token selection ratios at different image scales to achieve the best
performance for different downstream tasks.

to perform well. DocVQA, on the other hand, needs more coverage of the image, which is
probably because one usually needs to read the whole document to answer the questions.
We also observe degraded performance on all benchmarks when selecting only tokens at 756
scale, which is because not all tokens at 756 scales are relevant to the question while the
relevant information from 1512 scale is completely lost in this way.

4 N\
Key Finding 7: The optimal balance of patch selection between different image scales

varies for different tasks. Selecting from smaller scales covers more image regions, which
is better for tasks with denser visual information. Selecting from larger scales covers
less region but captures more detailed information, which is favored by tasks that only
require localized understanding.

SFT Data for High-Resolution Feature Alignment

We study the effect of high-resolution SFT data for MLLMs using PS3 as the vision encoder.
Commonly-used image QA data normally contains only low-res images or lacks questions
about details in high-res images, from which it is hard for MLLM to learn to utilize the high-
res vision features. We hypothesize the high-res QA data in Section 3.3, though generated
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Table 3.10: Ablation of MLLM SFT data for high-resolution feature alignment.
The high-resolution SFT data (HR Data) generally improves high-resolution perception,
especially on natural images.

Vision Max HR Text Chart Doc Info OCR V* Real

Encoder Res. Data VQA QA VQA VQA Bench Bench World Avg
PS3 1512 X 68.8 71.2 79.6 39.6 535 60.9 62.9 62./
PS3 1512 69.3 71.1 79.4 41.3 534 64.0 63.8 63.2

(-0.1)  (-0.2) (-0.1)

in a naive way, can help align the high-res visual features to the text space of LLM, thus
improving the high-res perception capability. We conduct an ablation study in Table 3.10. We
find that the high-res SF'T data in general helps with the performance on resolution-sensitive
benchmarks. The improvements are especially significant on natural images, e.g., a 3.1%
improvement on V*Bench. On the other hand, the performance on ChartQA and DocVQA
does not change, which is probably because the current high-res SFT data does not contain
document images.

Visualization of PS3 Visual Representations

We visualize the visual features in PS3 using principal component analysis (PCA) and compare
with the baselines of S? and AnyRes that does not pre-train vision models at high resolutions.
Results are shown in Figure 3.14. We visualize the features of SigLIP-S? and SigLIP-AnyRes
at 3780x 3780 resolution and the features from three different scales (756x 756, 1512x1512,
and 3780x3780) for PS3. We can see the feature map of SigLIP-S? is blurry compared
to other models because S? concatenates both low-res and high-res features and the PCA
visualization is partially dominated by the low-res components. The AnyRes feature map,
which is equivalent to S? but only with the high-res features, shows noisy patterns. One
possible reason is AnyRes splits the high-res image into small tiles and individually processes
each, which means the features lack global context and are inconsistent when running PCA
on the whole feature map. On the other hand, PS3 shows sharp and fine-grained features
at 4K resolution, e.g., at the edges of objects. We also observe PS3 features from different
scales tend to group pixels at different scales. For example, the features at 756 and 1512
scales group large-scale objects or things such as the dock and the sky, while the features at
3780 resolution usually group small-scale patterns such as the texts on the banners.

3.8 Related Work

Scaling up vision pre-training. The enormous efforts from the past few years in both
supervised pre-training [43, 47, 55, 62, 76, 90, 132, 154, 255, 256] and self-supervised pre-
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SigLIP-S2 SigLIP-DynRes
(3780 x 3780) (3780 x 3780)

PS3 PS3 PS3
(756 x 756) (1512 x 1512) (8780 x 3780)

Figure 3.14: PCA visualization of visual features. The baselines, S? and AnyRes, have
either noisy or blurry features at 4K resolution, while PS3 shows extremely fine-grained
features that highlight details such as small texts on the banners.

training [7, 26, 36, 37, 66, 85, 91, 92, 147] have successfully scaled up the size of vision model
to billions of parameters and pre-training data to billions of images, which is proven effective
in numerous downstream tasks [104, 105, 156, 159, 229, 240|. However, all these vision
models are pre-trained at a low resolution (e.g., 384x384) and unable to scale up to higher
pre-training resolution due to the costly processing of full images. Previous work has studied
the importance of scaling up input resolution in vision pre-training [16, 59, 185, 186] and
attempted at incorporating high-resolution pre-training data [70, 129, 132, 147|. However,
they are mostly limited to tasks such as ImageNet classification [167] that are less sensitive to
input resolution by nature, and none of these work has tried scaling pre-training to ultra-high
resolution (e.g., over 1K resolution) which proves to be important for various real-world
applications including MLLMs [60, 175, 191, 206]. RADIO [93, 160| uses a maximum pre-
training resolution of 1024 x1024 although it does not explore CLIP-style pre-training and is
pre-trained by distilling from other pre-trained vision encoders and thus is limited by the
resolution of the teacher encoders. Another thread of work tries to improve fine-grained
visual perception via localized contrastive learning [18, 32, 184] but none of these work scales
up the pre-training resolution with the proposed approaches. In this work we scale up vision
pre-training to 4K resolution and show the significant improvement on different MLLM
benchmarks.

High-resolution visual processing in MLLMs. The success of LLMs [10, 145, 146, 197
has spurred the progresses of MLLMs [42, 111, 120, 124, 125, 176, 206] with evolving
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recipe [69, 130, 194, 221| and functionality |29, 44, 87, 96]. Recent work shows the importance
of high-resolution perception in MLLMs [42, 116, 124, 175, 235| for tasks that require fine-
grained detail perception. Different approaches to high-resolution image processing for MLLMs
have been proposed, including splitting the high-res image into smaller tiles and processing
each tile separately with a pre-trained low-resolution vision model [42, 118, 124, 175|, using
multiple vision models to encode an image at different resolution [116, 137, 176, 194, and
directly using one single encoder to process high-res images [200, 206]. However, most of
these work does not scale up image resolution during the vision pre-training stage and directly
processes high-res images with vision encoders pre-trained on low-res images, which is shown
to be suboptimal [175]. Furthermore, all the previous methods exhaustively process every
pixel in the high-res images without any saliency-based or prompt-aware region selection,
leading to extreme inefficiency and rendering them unable to process ultra-high resolution
such as 4K resolution. In contrast, PS3 scales up to 4K resolution during the pre-training
stage while using a top-down patch selection mechanism that significantly improves the
efficiency.

Token pruning for vision encoders and MLLMs. Redundancy in visual information
often leads to inefficiency encoding in vision models and MLLMs. Previous work has explored
improving the efficiency of vision encoders by pruning redundant vision tokens [20, 38, 161,
201, 246], although the models are all optimized for a specific task such as image classification
and cannot adapt to general VQA tasks where token dropping should be based on the
input prompt. AbSViT [172| learns to focus on different image regions based on any text
prompt but it does not prune irrelevant tokens and is more computationally expensive.
Other work has explored adaptively focusing on important regions for fine-grained image
recognition [218, 219] although is still limited to low resolution. With the recent progress of
MLLMs, visual token pruning methods for MLLMs have been proposed [34, 233, 241, 265]
which removes redundant tokens based on either the self-attention in ViT or the text-image
cross attention inside LLM. However, these methods still need to process the whole image in
the ViT, resulting in large ViT latency especiall for high-res images and making it unable
to scale up to 4K resolution. SEAL [228] processes high-res images in a search-and-focus
style although the searching process is guided by LLM which adds on huge latency. PS3, on
the other hand, processes 4K resolution images with significantly improved efficiency and
demonstrates superior performance over previous methods.

3.9 Current Limitations and Future Directions

Current Limitations

Data. Designs of the pre-training data are not extensively studied in this work due to limit
of resources: 1) Quality of high-res images. It is not enough to have images that are
just high-res. They should contain rich details as well so the model has the incentive to
learn fine-grained representations. This is supported by a preliminary experiment where we
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compare the effect of SA-1B and DataComp data in pre-training. Specifically, we separately
remove the SA-1B and DataComp data from pre-training and find that removing SA-1B has
larger impact on the performance despite its smaller size than DataComp. We hypothesize
this is because the images in SA-1B usually contains dense or small objects while DataComp
images usually have large or even single object in spite of the high resolution. In this work,
we do not add any filtering on the richness of visual details in the images, which is necessary
for future improvement. 2) Quality of local bounding boxes of salient regions. In this
work, we detect salient regions that contain dense or small SAM masks. This heuristic can
be improved, for example, by running OCR model to detect regions with texts for text-heavy
downstream applications or by filtering out SAM masks that only contain textures but not
meaningful objects. 3) Quality of local captions. We use off-the-shelf MLLMs to generate
local captions without any data cleaning or filtering. Future improvements can include
borrowing the data filtering techniques from LLM synthetic data generation or using visual
fact checkers [82] to ensure accuracy of the generated captions. Furthermore, the quality of
high-res SFT data for MLLM also needs improving. Currently we vanillaly generate high-res
QA data from low-res data, which does not reflect the real distribution of high-res images in
the wild. Manual or automatic curation of QQA pairs on natural high-res images is better.
Training. In the current model, patch selection is supervised by labeled bounding boxes
of salient regions. This can have several drawbacks. For example, since we first generate
boxes and then generate captions from the boxes, it is possible the caption also corresponds
to other regions outside the box but we treat those regions as negative when training patch
selection. On the other hand, the current patch selection only select important regions and
process all the scales in those regions, while it is usually the case that not all the scales need
to be processed. Learning to select which scale to process is hard to be supervised because of
lack of labeled data. All these issues can be addressed by using, for example, reinforcement
learning instead of supervised learning where the model learns to find an optimal patch
selection strategy itself in order to maximize the downstream performance.

Model. There are several defects in the current model design. First, when we run Stage 2 and
Stage 3 of PS3 for multiple times, each group of high-res patches only have the context of the
low-res patches but not high-res patches from other groups. This might affect PS3’s ability to
model long-range correlation of high-res details. On the other hand, when selecting high-res
patches, the selected patches can be scattered around the whole image and sparse within a
local region. The sparsity of information affects the quality of local features. This is remedied
by adding a soft locality constraint on patch selection, e.g., the model is encouraged to select
more centralized and clustered patches. We verify this by adding gaussian smoothing on
the selection score map such that patches around any high-score patch also have high scores
and each group of selected patches is more clustered. We find this improves the performance
when selecting all the patches, supporting our hypothesis. Nevertheless, this degrades the
performance when selecting only parts of the patches, which is possibly because the selection
score of salient objects is smoothed out if they are small.
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Future Directions

Beyond vision-language pre-training. While PS3 follows the paradigm of CLIP-style
vision-language pre-training, the same idea can be applied to any vision pre-training paradigm
such as self-supervised pre-training. Taking DINOv2 [147] as an example, the original pre-
training objective is to improve the representation consistency of two different views of the
image, and using the similar idea of localized processing, one can scale DINOv2 pre-training
to 4K resolution by applying the DINOv2 objective to local regions. Furthermore, despite
the recent progress on vision expert aggregation [93, 116, 126, 160, 176, 195], it is still an
open question of how to combine vision-language and self-supervised pre-training by either
joint or sequential training and how it affects performances of MLLM and other downstream
tasks. Ideally, pre-training on 4K resolution images with both types of objectives can help
the model learn both verbalizable and nonverbalizable features, for example, action-related
features for robotic tasks.

Beyond images. PS3 processes 4K-resolution images by removing the redundant patches.
Videos, especially high-res, high-fps, and long-form videos, contain much more redundancy
and thus can benefit more from the similar idea of patch selection. Furthermore, learning
such a patch selection mechanism can force the model to better grasp the world knowledge
behind the videos such as physics and dynamics. Although video pre-training still faces lots
of problems such as lack of video data and high-quality captions, such bottom-up or top-down
spatiotemporal patch selection is a promising way to scale up video pre-training.

3.10 Conclusion

We propose PS3 that scales up CLIP-style vision pre-training to 4K resolution with a near-
constant cost. PS3 learns high-resolution perception through local-global region-caption
contrast. It encodes low-resolution global image and selectively processes only informative
high-resolution regions. PS3 enables VILA-HD, a high-res MLLM whose performance scales
with the PS3 pre-training resolution and surpasses state-of-the-art MLLMs with better
efficiency. We also introduce 4KPro, a benchmark that evaluates visual perception at 4K
resolution, on which VILA-HD outperforms state-of-the-art MLLMs.
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Chapter 4

Attend Before Attention: Efficient and
Scalable Video Understanding via
Autoregressive Gazing

Multi-modal large language models (MLLMSs) have advanced general-purpose video under-
standing but struggle with long, high-resolution videos—they process every pixel equally
in their vision transformers (ViTs) or LLMs despite significant spatiotemporal redundancy.
We introduce AutoGaze, a lightweight module that removes redundant patches before
processed by a ViT or an MLLM. Trained with next-token prediction and reinforcement
learning, AutoGaze autoregressively selects a minimal set of multi-scale patches that can
reconstruct the video within a user-specified error threshold, eliminating redundancy while
preserving information. Empirically, AutoGaze reduces visual tokens by 4x-100x and
accelerates ViTs and MLLMs by up to 19x, scaling MLLMs to 1K-frame 4K-resolution
videos and achieving superior results on video benchmarks (e.g., 67.0% on VideoMME).
Furthermore, we introduce HLVid: the first high-resolution, long-form video QA benchmark
with 5-minute 4K-resolution videos, where an MLLM scaled with AutoGaze improves over
the baseline by 10.1% and outperforms the previous best MLLM by 4.5%. Project page:
https://autogaze.github.io/.

4.1 Introduction

When observing a moving scene, humans don’t process every detail equally. Our eyes dart
around to moving objects, capture fine details, and skip over static backgrounds, efficiently
understanding scenes by selectively attending to informative regions [4, 100, 101, 164|. This
allows us to process high-FPS, high-resolution video streams in real time. In contrast, modern
video understanding models (e.g., multi-modal large language models (MLLMs) [12, 98,
111, 131, 190]) still process every pixel in every frame equally, wasting computation due to
spatiotemporal redundancy in videos [31, 109, 182, 222, 225|. For example, in Fig. 4.2 (top-
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Figure 4.1: AutoGaze reduces the computational cost of video understanding,
scaling MLLMs to long, high-res videos. (Left) Existing MLLMSs either process all
pixels or prune tokens only in their LLMs, leaving ViTs the bottleneck. In contrast, AutoGaze
eliminates redundant patches by up to 100x before ViTs, accelerating ViTs/MLLMs by up to
19x. (Right) This enables scaling to 1K-frame, 4K-res videos, achieving superior performance
on HLVid, our new long, high-res video benchmark, over MLLMs limited to short or low-res
videos.

left), the static background only needs to be viewed once. Thus, these models cannot scale to
long-form and high-resolution videos crucial for real-world applications [52, 56, 81, 163, 244]
due to computational cost.

Recent work attempts to reduce video redundancy in MLLMs, but typically prunes tokens
only in the LLM while the vision transformer (ViT) still processes all pixels, creating a huge
efficiency bottleneck that prevents scaling to longer, higher-resolution videos [115, 170, 171,
187, 243| (Fig. 4.1). Moreover, these methods either rely on heuristics such as attention
scores which underperforms learned approaches [174] or involves heavy search and reasoning
that adds overhead and further limits scalability [207, 212, 245, 249].

To this end, we propose AutoGaze, a 3M-parameter lightweight model that attends
to informative patches and removes redundant ones before a ViT. Specifically, AutoGaze
perceives each frame and autoregressively selects a minimal set of multi-scale patches which,
along with the selected patches from previous frames, can reconstruct the current frame
within a user-specified reconstruction loss threshold. This model, pre-trained with next-token-
prediction on a curated dataset of gazing sequences and post-trained with RL on reconstruction
rewards, learns to focus only on newly emerged content while ignoring repeated information,
and use multi-scale patches to cover broad areas coarsely, zooming in on fine details where
needed. For example, Fig. 4.2 shows AutoGaze removing redundant patches in static regions
and selecting coarser scales in low-detail areas. By only processing the selected multi-scale
patches, both ViTs and LLMs are substantially sped up, unlocking efficient processing of
long, high-resolution videos (Fig. 4.1).

Empirically, AutoGaze reduces the number of patches by 4x-100x for videos with different
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Figure 4.2: What is AutoGaze paying attention to? For each example, we show the original
video, multi-scale gazed patches, and reconstructed video. Note that we only show gazing on two
scales to save space while AutoGaze actually uses four. In general, AutoGaze can 1) focus on moving
objects while removing redundancy in static regions (a-e), 2) adapt to scene changes by selecting
more patches (c, e), and 3) distribute attention with different granularity based on detailedness (c,
f). This allows AutoGaze to select a small ratio of patches (gazing ratio) without much information
loss, as reflected by the reconstruction quality.
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FPS and resolution (e.g., 1% patches for 30-FPS 4K-resolution videos) while maintaining
downstream MLLM performance. This leads to up to 19x and 10x speedup for ViTs and
MLLMs. Leveraging this efficiency, we scale an MLLM (NVILA [131]) to 1K-frame 4K-
resolution videos, demonstrating consistent improvements on various benchmark (e.g., 67.0%
on VideoMME [78]) and outperforming strong MLLMs such as Qwen2.5-VL [12]. We also
show that AutoGaze generalizes to videos with out-of-distribution styles and semantics.

Furthermore, noticing that existing benchmarks only focus on long videos but not high
resolution |78, 139, 209, 226, 270|, we introduce HLVid, the first high-resolution, long-form
video QA benchmark, to stress-test AutoGaze’s scalability. It consists of 268 QAs about
details in up to 5-minute, 4K-resolution videos, requiring visual perception at 1K - 2K
resolution to solve. We show that scaling an MLLM [131] to 1K frames and 4K resolution
via AutoGaze significantly improves its performance from 42.5% to 52.6%, outperforming the
previous best MLLM [115] by 4.5% (Fig. 4.1).



CHAPTER 4. ATTEND BEFORE ATTENTION: EFFICIENT AND SCALABLE VIDEO
UNDERSTANDING VIA AUTOREGRESSIVE GAZING 56

4.2 Related Work

Video understanding and Long-Context MLLMs. Classical video understanding has
long been driven by supervised or self-supervised video encoders including 3D-ConvNets
and early transformers [6, 28, 71, 72|, and pre-training algorithms such as masked auto-
encoding [8, 14, 73, 196, 205], predictive coding [89, 158, 202|, and large-scale vision-language
pre-training [22, 214-216, 234, 237]. Recent MLLMs have extended these encoders to general-
purpose video QA and captioning [12, 98, 111, 131, 190, 257]. However, these models
usually operate on short, low-resolution clips due to costs of scaling to higher spatiotemporal
resolution. While new long-video benchmarks [139, 226, 270] and models 39, 40, 115, 150, 261]
emphasize extended temporal understanding, they remain limited to low resolutions due to
inefficient whole-video processing, leaving a gap for methods and benchmarks that support
both thousand-frame context and 4K-resolution detail under realistic compute constraints.
Token Reduction and Compression. A rapidly growing line of work has targeted ViT
and MLLM efficiency by reducing input tokens. Spatial methods [20, 25, 114, 149, 161, 174,
242, 252| compress tokens or select informative patches based on attention scores or task
relevance. Temporal methods reduce frame redundancy via sub-sampling [204|, segment-level
pooling [68, 162, or learned keyframe selection [188, 272|; spatiotemporal schemes such as
STORM [102], FastVID [170], LongVU [171], and VideoChat-Flash [115], either simply pool
tokens or use the ViT features to prune or aggregate tokens. However, all of these models
only prune tokens inside the model or between the ViT and LLM, leaving part of the model
still processing the full video at high cost. In contrast, AutoGaze removes redundant patches
before the ViT, significantly improving efficiency. Other works on adaptive tokenization lean
where to allocate tokens rather than using a fixed uniform grid |9, 64, 65, 238, 248|. However,
their large tokenizer adds additional computational overhead and the tokenization is not
adaptive to pre-trained ViTs.

4.3 AutoGaze for Efficient Video Understanding

Given a video, AutoGaze selects a minimal set of patches (i.e., “gazing”) which can reconstruct
the video within a reconstruction loss threshold. Formally, for a T-frame video X7 where
X' is the t-th frame and each frame contains V' patches, AutoGaze outputs a set of patch
indices:

AutoGaze : X T — p%:va .. 7p£NT’ (4.1)

where pt € {1,...,V} is the index of the k-th patch selected at frame ¢, and N* is the number
of selected patches (or “gazing length”) at frame t¢.

To select the minimal set satisfying the threshold, AutoGaze is able to select patches
that minimize reconstruction loss under any N7 and find the smallest N*7 satisfying the
threshold. Formally, given any N*, AutoGaze can predict patch indices pj.y1,...,pl yr
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Figure 4.3: Architecture and training pipeline of AutoGaze. (Left €& Middle) Given a video,
AutoGaze processes each frame and autoregressively decodes indices of multi-scale patches based
on the history of frames and selected patches. Once it believes the previously-gazed patches are
sufficient to reconstruct the current frame, it automatically stops gazing and moves to the next
frame. (Right) AutoGaze is trained in two stages: next-token-prediction pre-training on collected
gazing sequences, and RL post-training with reconstruction reward.

that optimize

_min L(X'T Recon(X![pi],..., X [phr])), (4.2)
where X*[pt] is the pi-th patch in frame ¢, Recon(-) is a model that reconstructs the original
video from the gazed patches, and L(-,-) is a distance function between the original and
the reconstructed videos. We instantiate Recon(-) as a custom VideoMAE [196] with block-
causal attention, and L(-,-) as a weighted sum of pixel reconstruction loss and perceptual
loss [103, 262]. At the same time, AutoGaze can identify the smallest N7 that satisfies
L*(NYT) < € where L*(N*") is the optimal reconstruction loss under gazing lengths N1
(Eq. 4.2) and € is a user-specified loss threshold.

To achieve this, we build AutoGaze to autoregressively select patch indices that
optimize reconstruction loss for any gazing length, while automatically deciding the
smallest gazing length by predicting reconstruction loss on the fly and stopping once it
falls below the threshold. Below, we introduce model design (Sec. 4.3), training pipeline (Sec.
4.3), how to apply it to videos of any duration and resolution, and integrate it into any ViT
(Sec. 4.3), and a new benchmark to stress-test scalability (Sec. 4.3).

Model Design

Fig. 4.3 (Middle) illustrates AutoGaze’s lightweight design: a convolutional encoder and
autoregressive transformer decoder, totaling 3M parameters.

Autoregressive gazing. Given a video, AutoGaze interleaves frame encoding and patch
gazing. It starts by encoding the first frame with the convolutional encoder, passing the
features to the decoder, and autoregressively decoding patch indices. The decoding process
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mirrors LLMs except the vocabulary contains only patch indices {1,...,V} instead of words.
Next, AutoGaze encodes the second frame and decodes its patch indices based on the
features of both frames and the gazed patch indices of the first frame. This lets the model
avoid redundant patches by referring to frame and gazing history. The process repeats for
subsequent frames.

Automatically deciding the gazing length. To identify the smallest N satisfying the
reconstruction loss threshold, we add a head on the decoder that, when decoding every
pt, predicts the loss of reconstructing frame ¢ from the patches gazed up to that step, i.e.,
{p},...,pL}. Once the predicted loss falls below the threshold, it stops gazing for that frame.
Multi-scale gazing. Considering that not all regions need full resolution (e.g., solid-colored
regions can be stored losslessly in low resolution), AutoGaze supports multi-scale gazing.
The decoder’s vocabulary includes patches from multiple scales (Fig. 4.3 (Left)), letting the
decoder select different scales for regions with different level of detail, reducing patches while
preserving reconstruction quality (Sec. 4.4). This also requires the downstream ViT to accept
multi-scale patches as input, which we detail in Sec. 4.3.

Multi-token prediction. We adopt multi-token prediction [83] by using multiple heads to
output multiple patch indices and corresponding reconstruction losses at once, speeding up
gazing with little performance loss (Sec. 4.4).

Training Pipeline

AutoGaze is trained to decode patch indices that minimize reconstruction loss at any gazing
length and predict reconstruction loss at each step for automatic stopping. Inspired by modern
LLM training [1, 86, 148, 152], we train AutoGaze in two stages (Fig. 4.3 (Right)). First,
we pre-train with next-token prediction (NTP) on videos paired with ground-truth gazing
sequences that are collected via greedy search to approximately minimize reconstruction
loss. Next, since the pre-trained gazing quality is bounded by the sub-optimal gazing data,
we further post-train AutoGaze using RL with reconstruction reward to discover gazing
sequences with lower reconstruction loss. We also train reconstruction loss prediction in both
stages to enable automatic stopping.

Pre-training with next-token-prediction (NTP). Given a dataset with pairs of video
X1 gazing sequences {1, ..., Ppyr} that approximately minimize reconstruction loss under

random gazing length N7, and {E, ..., 130} where [}, records reconstruction loss of frame ¢
after gazing at pf, we pre-train AutoGaze with NTP cross-entropy loss

T Nt
LNTP = - Z Z logﬂe(ﬁé ‘ Xl:taﬁ%;Nla cee 713’3%71)7 (43)

t=1 k=1
where 7y is the model and my(p, | X, D1 y1, ..., Dl 1) is the probability of decoding p},
based on previous frames and gazing. We also supervise reconstruction loss prediction with
an £ loss using {l,...,l5+}. AutoGaze thus learns sub-optimal gazing at different gazing

length and learns to predict reconstruction loss at each decoding step.
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Post-training with RL. Since the pre-training data only contains sub-optimal gazing,
we further improve AutoGaze with RL post-training, using a simplified, on-policy GRPO
[133, 169] algorithm with reconstruction loss as reward:

T Nt

Lerpo =~ > —° (pi) R Ay (4.4)

t=1 k=1 edetached(pk)

where 7y (pl.) is short for the decoding probability of patch index pi, as in Eq. 4.3, m,.,., ,
is my without gradient, and advantage Al is the return G% normalized within the group of
GRPO where G% = ST AN M0 N (7 ) i.e., sum of negative reconstruction loss
of future frames discounted by . Additionally, we supervise reconstruction loss prediction at
the last patch of each frame (i.e., l%;,) using the actual reconstruction loss at frame ¢.
Training data curation. The pretraining pipeline above uses raw videos and paired
gazing sequences. We first collect 800K videos spanning egocentric, exocentric, natural, and
text-rich videos. Each video is sampled at 16 frames and 224x224. We then collect gazing
sequences that approximately minimize reconstruction loss for 250K videos using greedy
search. Specifically, we start from the first patch of the first frame and exhaustively find which
patch gives the lowest reconstruction loss. We repeat this until reaching the first frame’s
gazing length, then proceed to the second frame and so on. We also record reconstruction
loss at each step to supervise loss prediction.

Downstream Usage of AutoGaze

Inference on videos with any resolution and duration. Despite being trained on
16-frame 224 x224 videos, AutoGaze processes videos of any resolution and duration without
additional training. Inspired by any-resolution MLLMs [42, 124, 173], we split the video into
16x 224 x 224 spatiotemporal tiles, run AutoGaze on each tile, and merge the gazed positions
back together, allowing AutoGaze to scale to 1K-frame and 4K-resolution videos (Sec. 4.4).
Integrating AutoGaze into ViTs and MLLMs. Current MLLMs typically encode each
full frame using an image ViT [12, 131, 210|. To integrate AutoGaze, we make two changes.
First, we allow ViTs to take multi-scale patch input by interpolating each frame and positional
embeddings to different scales, running patch embedding on each scale separately, and then
feeding embedded tokens from all scales to the ViT. Second, we repurpose image ViTs into
video ViTs by letting them process tokens from all 16 frames in the same sequence. With
these changes, AutoGaze selects multi-scale patches for a video, encodes them with a ViT,
and the encoded tokens can be fed into MLLMs as usual.

HLVid: A High-Res, Long Video Benchmark

Although AutoGaze enables efficient understanding of long, high-resolution videos, bench-
marks to evaluate this capability are still missing—current benchmarks [139, 179, 226] only
focus on video length. We propose HLVid, the first long-form, high-resolution video QA
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Figure 4.4: AutoGaze targets patches with higher optical flow. (Left) AutoGaze
uses coarser scales to capture higher optical flow. (Right) Across all scales, AutoGaze more
frequently selects patches with higher optical flow. Error bars represent SEM.

benchmark featuring 268 QA pairs on up to 5-minute, 4K-resolution videos. Each question is
manually reviewed to ensure high resolution is required. We find that an MLLM scaled to
1K frames and 4K resolution via AutoGaze achieves significant improvement and unlocks
state-of-the-art performance on HLVid (Sec. 4.4).

4.4 Experiments

We evaluate AutoGaze s behavior, efficiency, and performance. Sec. 4.4 examines which
patches AutoGaze selects or ignores and tests its generalization to unseen video styles and
semantics. Sec. 4.4 measures its efficiency gains for ViTs and MLLMs. Leveraging the
efficiency, Sec. 4.4 shows that AutoGaze enables higher-resolution and longer video processing
in MLLMs with improved performance. Sec. 4.4 compares AutoGaze against gazing and
MLLM token-reduction baselines, and Sec. 4.4 ablates training and modeling choices. We
use SigLIP2-SO400M [198] and NVILA-8B-Video [131] as the ViT and MLLM by default.

What is AutoGaze paying attention to?

AutoGaze’s efficiency comes from selecting only a small fraction of patches — but does it
make principled decisions about which patches to select and at what scale? We examine the
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Figure 4.5: Gazing scale correlates with patch detail. (Left) At finer scales, AutoGaze
selects more detailed patches (measured as Laplacian variance). (Right) With increasing
detail, AutoGaze uses finer scales (p = .12,p < 0.001). Sample patches with Laplacian
variances are shown below the x-axis. Error bars represent SEM.
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Figure 4.6: Generlizability of AutoGaze to OOD videos. (a) We show model behavior
on videos with OOD semantics, including a CCTV clip (left), robot grasping demo (middle),
and a video with object swapping (right). In each example, AutoGaze still robustly tracks
the changing parts despite the unseen semantics, object categories, and unexpected changes.
(b) We show AutoGaze output on the same video with different style transfer. AutoGaze
consistently tracks the falling person regardless of visual style, texture and global illumination.
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Figure 4.7: What gazing ratio do we need for different video types? (Left) There is a
trade-off between gazing ratio and reconstruction loss: videos with higher FPS or resolution
need lower gazing ratio to reach the same reconstruction quality. (Right) Gazing ratios
required to reach a loss of 0.7 for videos with different FPS and resolution. 30-FPS, 4K-res
videos only need ~1% patches.

factors that influence the behavior of AutoGaze and its generalization to videos with unseen
styles and semantics.

AutoGaze gazes more at moving patches. Motion is a primary source of new information
across video frames, and thus should intuitively be selected (examples are shown in Fig. 4.2).
As illustrated in Fig. 4.4, AutoGaze does indeed prioritize motion: tested on pairs of videos
and flow data from FlyingChairs [61, 99], we find that across all scales, it more frequently
selects patches with higher optical flow.

AutoGaze uses finer scales for more detailed patches. Regions with different detailed-
ness should be represented with different scales, as illustrated in Fig. 4.2. To verify this, we
measure the relationship between gazing scale and patch detail by convolving 2,000 ImageNet
images [57] with a Laplacian kernel and computing variance over each patch (higher values
indicate more detail). Fig. 4.5 (left) shows that at finer scales, AutoGaze tends to select
more detailed patches. Fig. 4.5 (right) confirms that AutoGaze gazes at higher resolutions to
capture fine detail.

AutoGaze generalizes to OOD videos. We test whether AutoGaze transfers beyond its
training distribution to unseen semantics and styles, as shown in Fig. 4.6. First, we show
that AutoGaze behavior holds in unconventional scenarios including a CCTV footage, a
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robot video, and a video [157] that constantly swaps its foreground object between human,
gorilla, and humanoid robot (created with Luma’s Ray2 Flash). In each example, AutoGaze
successfully tracks changing regions despite the novel semantics or unexpected changes. Next,
we test on unseen styles by style-transferring a video with TokenFlow [151] to vary texture and
global illumination. Across styles, AutoGaze maintains consistent gazing patterns, continuing
to track the falling subject.
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Figure 4.8: Efficiency gain on ViTs and MLLMs with AutoGaze. We benchmark the
ViT and MLLM latency of encoding one second of video with varying FPS and resolution.
AutoGaze can select different numbers of patches to vary latency depending on user needs.
When using the gazing ratio required for a reconstruction loss of 0.7, AutoGaze reduces the

ViT and MLLM latency by up to 19x and 10x.
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Figure 4.9: Scaling MLLMs to more video tokens. AutoGaze enables scaling to longer
videos and higher resolution, while the baseline runs out of memory beyond 256 frames.
Performance boosts are especially clear with HLVid, where high-resolution video processing

is required.

Efficiency of ViT and MLLM with AutoGaze

We now study how efficient ViTs and MLLMs can be by selecting fewer patches via AutoGaze.
To answer this question, we first analyze the number of patches required to represent a video
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with AutoGaze, and then benchmark the latency of ViT and MLLM when only the selected
patches are processed.

How many patches do we need to represent a video? The number of patches needed
depends on both the required reconstruction loss and the level of redundancy (e.g., different
FPS and resolution) in the video. We first pinpoint the reconstruction loss that leads to
minimal performance drop in downstream MLLMs, and find that a threshold of 0.7 usually
leads to less than 0.5% performance degradation across benchmarks. Next, we analyze how
many patches are needed to represent videos with varying FPS and resolutions in order to
achieve a reconstruction loss of 0.7. Fig. 4.7 (Left) shows the reconstruction loss for different
gazing ratio and different FPS and resolution. We can see the gazing ratio required for a
certain loss decreases with higher FPS and resolution. Fig. 4.7 (Right) shows complete
results of gazing ratios required to reach a loss of 0.7 for different videos. Usually a video can
be represented with 4x-100x fewer patches. Specifically, only ~1% patches are needed for
30-FPS, 4K videos.

How much faster are ViTs and MLLMs with AutoGaze? With a target reconstruction
loss of 0.7, we test wall-clock ViT and MLLM latency when processing one second of video.
We use FP32 and disable flash attention. We report aggregated latency of AutoGaze and
ViT / MLLM, and compare to the baseline without gazing in Fig. 4.8. The ViT baseline
runs out of memory around 30 FPS and 896 resolution, and the MLLM baseline can only
encode 30 FPS and 224 resolution. In contrast, AutoGaze helps efficiently process videos
with lower gazing ratios. When using the gazing ratio required for a reconstruction loss of
0.7, it achieves up to 19x and 10x speedup for ViTs and MLLMs respectively.
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Figure 4.10: Comparing to baseline gazing methods. AutoGaze can use lower gazing
ratios to reach the same reconstruction loss, compared to other heuristics-based approaches.
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Table 4.1: Comparison to state-of-the-art MLLMs. NVILA-8B-Video with AutoGaze is
scaled to 1K-frame, 4K-resolution videos, achieving competitive performance on general and
long video benchmarks and state-of-the-art result on HLVid.

general video long video high-res € long

Models Max Max VideoMME VideoMME MVBench NExT-QA L-VidBench EgoSchema MLVU HLVid

odets HF Res. (w/o sub) (w/ sub) (test) (mc) (val) (test) (m-avg) (test)
Gemini 1.5-Pro [190] - - 75.0 81.3 60.5 - 64.0 71.2 - -
Gemini 2.5 Flash-Lite [50] - - 65.0 - - - - - 69.3 52.2
GPT-4o [98] - - 71.9 77.2 64.6 - 66.7 72.2 64.6 49.3
LLaVA-OV-8B [111] 32 384 58.2 61.5 56.7 79.4 56.5 60.1 64.7 41.1
LongVILA-7B [39] 2048 384 60.1 65.1 67.1 80.7 57.1 - - 41.4
LongVILA-R1-7B [40] 8192 448 65.1 71.1 - 81.5 58.0 - - 42.2
Apollo-7B [273] 2FPS 384 61.3 63.3 - - 58.5 - 70.9 -
VideoLLaMA3-7B [257] 180 384 66.2 70.3 69.7 84.5 59.8 63.3 73.0 38.8
VideoChat-Flash [115] 10000 448 65.3 69.7 74.0 - 64.7 - 74.7 46.6
InternVL3.5-8B [210] 64 448 66.0 68.6 72.1 - 62.1 - 70.2 39.9
Qwen2.5-VL-7B [12] 48 896 65.1 71.6 69.6 - 56.0 65.0 70.2 48.1
NVILA-8B-Video [131] 256 448 64.2 70.0 68.1 82.2 57.7 - 70.1 425
+ AutoGaze 1024 3584 67.0 71.8 69.7 82.8 61.0 66.9 71.6 52.6
(vs. NVILA-8B-Video) (x4) (x8) (+2.8) (+1.8) (+1.6) (+0.6) (+3.3) - (+1.5) (+10.1)

Scaling MLLMs with AutoGaze

Leveraging AutoGaze’s efficiency, we scale MLLMs to longer, higher-resolution videos and
achieve state-of-the-art performance on video benchmarks.

Scaling properties. We compare performance and efficiency when scaling MLLMs at test
time to longer and high-resolution videos with or without AutoGaze, and report results
in Fig. 4.9. We first scale the number of frames, identify the best frame count for each
benchmark, then scale resolution. Starting from 64 frames and 448 resolution, MLLM with
AutoGaze has slightly worse performance than the baseline while using ~4x fewer tokens.
This performance drop vanishes after scaling to 256 frames. When further scaling video
duration and resolution, the baseline runs out of memory while AutoGaze enables scaling to
1K frames and 4K resolution with consistent improvements. Note that on some benchmarks,
using too long or too high-resolution videos is detrimental, likely because those benchmarks
require neither, while scaling to 4K resolution significantly improves performance on HLVid,
verifying it does require high resolution.

Comparing to state-of-the-art MLLMs. We train NVILA-8B-Video [131] with AutoGaze
at 256 frames and 896 resolution, scale up to 1K frames and 4K resolution at test time, and
compare to existing MLLMs in Tab. 4.1. Using AutoGaze, it consistently improves over
the base NVILA-8B-Video on all benchmarks. Notably, performance on HLVid improves by
10.1%, surpassing all open-source MLLMs like Qwen2.5-VL-7B [12] and proprietary models
like GPT-40 [98| despite much smaller model size or training dataset. NVILA-8B-Video
with AutoGaze also outperforms others on VideoMME, though falls short on MVBench and
LongVideoBench likely due to differing training recipes.
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Table 4.2: AutoGaze vs. token reduction baselines. We compare to spatial / temporal
/ spatiotemporal (S-/T-/ST-) token reduction approaches that are either prompt-agnostic
(PA) or prompt-dependent (PD). All methods select 6.25% visual tokens on average.

viT  LLM  V-MME L-Vid

Type  Method lat.  lat. (w/osub) (val)

- No Reduction 2.20s  1.42s 53.4 51.1
S-Pool 2.20s  0.18s 51.5 47.2
S-PA ToMe [20] 2.23s  0.11s 51.5 49.3
VisionZip [242] 2.22s  0.15s 50.7 48.5
S-PD FastV [33] 2.23s  0.38s 53.0 46.3
T-PA T-Pool 2.20s  0.13s 52.2 50.0
T-PD  AKS [187] 327s 0125 50.8 49.5
ST-Pool 2.19s  0.13s 52.0 49.8
ST-PA STORM [102] 2.18s  0.15s 52.7 51.5
FastVID [170] 234s 0125 524 50.3
F-16 [117] 2.20s 0.8 518 50.0
LongVU [171] 2.17s  0.12s 52.2 50.1
ST-PD  PruneVID [97] 2.52s  0.15s 50.3 48.0
VChat-Flash [115] 2.21s  0.15s 52.4 49.9
ST-PA  AutoGaze 0.55s 0.10s 52.3 50.3

Comparing to Token Pruning Baselines

Comparing to baseline gazing approaches. In Fig. 4.10, we compare AutoGaze to
heuristic-based gazing approaches that select patches randomly (Random Gaze), with
the largest RGB difference (RGB-Diff Gaze) or with the largest optical flow using SEA-
RAFT [217| (Optical-Flow Gaze). We left-pad a blank image when computing differences for
the first frame. AutoGaze greatly improves efficiency — for example, reaching reconstruction
loss 1.0 with 5% patches versus 15% for Random Gaze. We find RGB-Diff Gaze and Optical-
Flow Gaze to be worse than Random Gaze because they fixate on the first frame (an abrupt
change from the padding) and ignore other frames, causing information loss.

Comparing to MLLM token reduction baselines. We compare AutoGaze to existing
MLLM token reduction methods [20, 33, 97, 102, 115, 117, 170, 171, 187, 242] and three
simple baselines: spatial, temporal, and spatiotemporal pooling (S-Pool, T-Pool, and ST-
Pool). These approaches process the whole video in the ViT, then reduce visual tokens in
the LLM. We use 128 frames and 6.25% selection ratio and report results in Tab. 4.2. The
baseline without token reduction has high ViT and LLM latency, with ViT latency slightly
higher than LLM latency despite its smaller size due to LLMs’ token shuffling [12, 131]. While
baseline methods improve LLM latency by 3.7x-13.4x, the ViT latency remains unchanged.
In contrast, AutoGaze significantly improves ViT latency by 4x in addition to the LLM



CHAPTER 4. ATTEND BEFORE ATTENTION: EFFICIENT AND SCALABLE VIDEO
UNDERSTANDING VIA AUTOREGRESSIVE GAZING 67

latency improvement. Beyond speedups, both the token-reduction baselines and AutoGaze
retain performance comparable to the no-reduction baseline.

Ablations

Training pipeline of AutoGaze. We compare the gazing ratio required to reach recon-
struction loss 0.7 when ablating training stages. As shown in Tab. 4.3, with only pre- or
post-training, efficiency improves over no training (pre-training contributes more). With both
stages, we obtain the lowest gazing ratio, improving by ~10% over pre-training only.

Table 4.3: Ablation on AutoGaze training pipeline. Both NTP pre-training and RL
post-training helps with the performance.

Pre-Train Post-Train Recon Loss Gazing Ratio

X X 0.7 0.263
4 X 0.7 0.102
X 4 0.7 0.209
4 v 0.7 0.094

Model designs of AutoGaze. We analyze the effect of multi-token prediction and multi-
scale gazing on the model performance and efficiency (Tab. 4.4). We report the gazing ratio
and corresponding latency required to reach reconstruction loss 0.7 for a 1-second video at
10 FPS and 224 resolution. We find decoding more tokens at a time leads to lower latency
but higher gazing ratio, with decoding 10 tokens balancing both factors well. Additionally,
multi-scale gazing reduces gazing ratio and improves efficiency by 2.3x.

Table 4.4: Ablations of AutoGaze model designs.

Multi-Token = Multi-Scale Recon Gazing

L
Pred. Gazing Loss Ratio atency

1 v 0.7 0.074 0.949s
) v 0.7 0.078 0.246s
10 v 0.7 0.094 0.193s
20 v 0.7 0.109 0.156s
10 v 0.7 0.094 0.193s
10 X 0.7 0.220 0.467s

4.5 Conclusion

We introduce AutoGaze, a lightweight framework that removes redundant video patches
to improve ViT and MLLM efficiency. Trained via NTP on gazing sequences collected



CHAPTER 4. ATTEND BEFORE ATTENTION: EFFICIENT AND SCALABLE VIDEO
UNDERSTANDING VIA AUTOREGRESSIVE GAZING 68

through a greedy algorithm and RL with reconstruction reward, AutoGaze learns to select
a minimal set of multi-scale patches that reconstructs the video within a user-specified
threshold. Empirically, AutoGaze reduces visual tokens by 4x-100x and accelerates ViTs
and MLLMs by up to 19x and 10x, enabling 1024-frame 4K-resolution video understanding
and improving performance on video benchmarks. We further introduce HLVid, the first
long-form (5-minute), high-resolution (4K) video QA benchmark, where an MLLM with
AutoGaze outperforms previous SOTA model by 4.5%.
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Chapter 5

Conclusion

This thesis develops efficient scaling methods for vision models by rethinking how visual
computation should be allocated across scale, space, and time. The motivating observation is
that high-resolution visual understanding is essential for many real-world tasks, but uniformly
processing every pixel at maximum fidelity is computationally wasteful. Human vision offers
a useful analogy: it maintains high acuity only where needed and relies on strong information
bottlenecks to transform rich visual input into compact representations for attention, action,
and memory.

Across the three paper chapters, this thesis explores several ways to bring this principle into
modern vision systems. Scaling on scales shows that scaling spatial resolution for vision models
is necessary and can provide similar level of benefits as scaling model sizes. PS3 shows that
high-resolution image pre-training can be made efficient by contrasting local high-resolution
regions with local captions rather than processing full 4K images globally. AutoGaze extends
selective processing to videos by learning to remove redundant spatiotemporal patches before
they enter expensive vision transformers or multimodal language models. Together, this
thesis argues that efficient visual intelligence requires adaptive allocation of computation.
The methods presented here show that by respecting the structure of visual information,
vision models can scale to significantly higher spatiotemporal fidelity in an efficient way.
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