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Halmos (1980) once described problems and their solutions as “the heart of 

mathematics”.  Following this line of thinking, one might naturally ask:  “What, then, is the 

heart of problems?”.  In this work, I attempt to answer this question using techniques from 

statistics, information visualization, and machine learning.  I begin the journey by cataloging the 

features of problems delineated by the mathematics and mathematics education communities.  
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These dimensions are explored in a large data set of students working thousands of problems at 

the Art of Problem Solving, an online company that provides adaptive mathematical training for 

students around the world.  This analysis is able to concretely show how the fabric of 

mathematical problems changes across different subjects, difficulty levels, and students.  

Furthermore, it locates problems that stand out in the crowd – those that synergize cognitive 

engagement, learning, and difficulty.   

This quantitatively-heavy side of the dissertation is partnered with a qualitatively-

inspired portion that involves human scoring of 105 problems and their solutions.  In this 

setting, I am able to capture elusive features of mathematical problems and derive a fuller 

picture of the space of mathematical problems.  Using correlation matrices, principal 

components analysis, and clustering techniques, I explore the relationships among those 

features frequently discussed in mathematics problems (e.g., difficulty, creativity, novelty, 

affective engagement, authenticity).  Along the way, I define a new set of uncorrelated features 

in problems and use these as the basis for a New Mathematical Problem Typology (NMPT).  

Grounded in the terminology of classical music, the NMPT works to quickly convey the 

essence and value of a problem, just as terms like “etude” and “mazurka” do for musicians. 

Taken together, these quantitative and qualitative analyses seek to terraform the 

landscape of mathematical problems and, concomitantly, the current thinking about that world.  

Most importantly, this work highlights and names the panoply of problems that exist, expanding 

the myopic vision of contemporary mathematical problem solving.  
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CHAPTER 1:  THE PROBLEM 

A Thought Experiment 

Consider for a moment the following thought experiment:  you are asked to imagine the 

space of all mathematical problems.  In this multi-dimensional space, each problem is 

represented as a point, much like an n-tuple in n-dimensional Euclidean space.  As with any 

high-dimensional space, there are many ways to set up the axes – one might choose axes that 

focus on the cognitive aspects of the problems (difficulty, topics covered, degree of creativity 

involved in solving them), social elements (how they relate to the real world, whether they 

require cooperation), or any other collection of important elements.  The number of and choices 

for these axes, in addition to their scaling, determine where the points, representing problems, 

rest.  It is important, however, to note that this space is not philosophically well-defined.  That 

is, the placement of the points in the space depends on context – changing from one person to 

the next, and from one moment in time to the next.  Indeed, just as people respond differently to 

foods and develop new tastes over time, mathematical problems will appear at different points 

in this space and move over time.  Despite this lack of well-definition, the Platonic ideal of the 

“problem space” will nonetheless be a useful abstraction for this dissertation, and much of the 

work to follow attempts to turn this poorly-defined philosophical object into a well-defined, 

situated representation. 

Numerous questions might be asked about this space:  Do the points cluster together?  

How do they move as students gain mathematical sophistication?  What types of axis choices 

can best help researchers understand the landscape of mathematical problems?  The goal of this 

dissertation is to ask and to begin answering some of these questions.  As such, the pages that 

follow are largely an epistemological journey; they work to uncover the nature of knowledge 

itself.  Here, that knowledge is the space of mathematical problems.  The hope is that with a 
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better understanding of this space – its topology, the location of its points, its dimensionality, 

which ideas create parallel and perpendicular axes – those involved in mathematics education 

might be better able to make informed choices related to problem solving. 

A simple example at the Prealgebra level is valuable in exposing just how complex the 

space of mathematical problems really is.  Consider the following two problems: 

 

Problem A:  Simplify the expression  2−1 + 3−1. 

Problem B:  Simplify the expression (−2)−1 + (−1)−1 + 1−1 + 2−1. 

 

A teacher might use either of these problems to test students’ knowledge of what an exponent of 

-1 means.  In addition, both could reinforce the addition of fractions, depending on how students 

chose to work them.  And yet, despite these surface-level similarities, there is something about 

Problem B that seems more engaging, more valuable, or maybe just more fun.   

What is different in the fabric of Problem B that distinguishes it from Problem A?  The 

research literature on problems and problem solving (reviewed in Chapter 2) offers some 

suggestions.  For example, Problem B requires students calculate the reciprocal of 1.  In doing 

so, they might notice that 1 is its own reciprocal.  The curious student might wonder if this is 

the only such number.  Including the term (−1)−1 in the expression reveals another number 

equal to its reciprocal.  Are these the only two such numbers?  Also, it appears to be the case 

that the positive reciprocals and negative reciprocals in this problem could cancel each other 

out.  Is there a mathematical reason for this?  Would this canceling pattern continue if we added 

(−3)−1 and 3−1 to the ends?  What if we continued the pattern infinitely on both ends and 

wrote:  … + (−3)−1 + (−2)−1 + (−1)−1 + 1−1 + 2−1 + 3−1 +  …  ?  What does such an 

expression even mean?  Is it well-defined?  And wait, why is 0 excluded from the problem?  
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Ah, yes!  0 has no reciprocal.  Why?  Are there other numbers with this property?  What is the 

answer to the problem if 0−1 is included? 

While the above, impressively-curious inner dialogue might seem far-fetched, it is 

precisely this type of intellectual curiousness that teachers hope their students will get when 

studying mathematics.  As such, to dismiss it as unrealistic or even impossible is to dismiss the 

very vision many educators strive to create.  The above comparison also shows that the simple 

restructuring of a problem can lead to one far richer in the essence of mathematics.  Imagine the 

impact of doing something similar for every problem in a student’s mathematical journey!  

Returning to the thought experiment for a moment, this restructuring would be similar to 

altering the path a student takes through the multi-dimensional problem space, replacing an 

uninspired sequence of experiences with a journey of great mathematical richness. 

Why Mathematical Problems? 

In this section, three arguments will be advanced for the study of mathematical 

problems.  These draw on the central role of problems in mathematics (and life), the role of 

problems in problem-solving research, and the importance of problems in mathematics 

curricula.  Before doing so, however, it is important to note that the term “problem” is used here 

in a general sense, to describe a cognitive interaction with a prompt (often written/symbolic, but 

perhaps also tactile, kinesthetic, visual, etc.) that asks the solver(s) to make progress toward a 

goal (Jonassen, 2000).  This choice of definition differs from how some researchers use the term 

“problem” – often as a contrast to “exercise” – focusing on the quality of the cognitive 

engagement (Schoenfeld, 1985, 1992).  This more-inclusive definition will be important later, 

for one goal of this dissertation is to survey the broad range of mathematical experiences 

students encounter.   
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At a global level, the case for a better understanding of mathematical problems is 

simple to make:  most of what students and professional mathematicians do each day is work on 

problems.  As Halmos (1980) famously wrote:  “The mathematician’s main reason for existence 

is to solve problems, and … what mathematics really consists of is problems and solutions” (p. 

519).  Thus, to build better mathematicians, researchers should begin by thoroughly 

understanding the substrate of mathematics itself.  Looking at education more generally, it is not 

unreasonable to see problem solving as the very fabric of thoughtful human endeavor.  Gagné 

(1980) echoed this sentiment:  “The central point of education is to teach people to think, to use 

their rational powers, to become better problem solvers” (p. 85).  Returning to the thought 

experiment above, one could view the space of mathematical problems as a subset of the space 

of everyday problems – questions like:  How do I fix the dishwasher? What strategy will help 

me beat this video game level?  What hair style should I wear on my date?  When viewed with 

this lens, a careful study of mathematical problems provides insight to the larger space of 

everyday problems while also shedding light on the day-to-day activities of mathematics 

students and practitioners.  It also suggests that without a thorough understanding of the 

mathematical substrate, educators are as lost in their conceptions of mathematics as a geneticist 

would be without a thorough knowledge of DNA. 

Given the central role of problems in the mathematical experience, it should come as no 

surprise that much research has been directed toward understanding the relationship among 

problems, students, and cognition.  This larger area, known as “mathematical problem solving” 

(MPS), has been researched for over fifty years, but only recently has the complexity of this 

field begun to be systemically studied and carefully delineated (Jonassen, 2000; Frank K. 

Lester, 1994).  In a broad overview of the field of problem solving, Jonassen (2000) organizes 

the research into three key constructs (with many sub-constructs) that co-establish the problem 

solving experience:  problem variations (ill-structuredness, complexity, domain specificity), 
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representation (context, cues/clues, modality), and individual differences (domain/structural/ 

procedural/conceptual knowledge, cognitive styles, heuristics, self-confidence, motivation) (p. 

66).  This list of ideas will be discussed at length in Chapter 2 but is mentioned here only to 

give a sense of the vast number of moving parts involved in MPS.  When placed in this context, 

the careful study of mathematical problems serves as a backbone for the more difficult 

challenge of understanding MPS. 

In addition to this research focus, mathematical problems have received special 

attention in educational curricula.  As early as 1980, the National Council of Teachers of 

Mathematics (1980), or NCTM, was stressing the central role of mathematical problem solving 

in school curricula in their Agenda for Action:  “Problem solving should be the focus of school 

mathematics” (p. 1).  This view has underpinned NCTM’s policy papers ever since (National 

Council of Teachers of Mathematics, 1991, 2000) and remains the centerpiece of various 

“standards documents” today.  The most recent, Common Core State Standards, lists problem 

solving as its very first standard:  “Make sense of problems and persevere in solving them”  

(National Governors Association Center for Best Practices, Council of Chief State School 

Officers, 2012, p. 6).  These views reinforce Halmos’s (1980) call-to-arms:   

 

Taken together, these documents implore educators to place problems at the forefront of their 

teaching.  But how are they to choose among the ever-growing list of options?  What types of 

problems should teachers create for their particular students?  Which problem traits best reveal 

Halmos’s (1980) “heart of mathematics” and why (p. 519)?  When viewed from the curricular 

and didactic perspectives, the central importance of problems is also clear: students will only 

I do believe that problems are the heart of mathematics, and I hope that as 

teachers, in the classroom, in seminars, and in the books and articles we write, 

we will emphasize them more and more, and that we will train our students to 

be better problem posers and problem solvers than we are.  (p. 524)   
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begin to carry mathematics in their hearts when educators succeed in exposing the heart of 

mathematics to them. 

 Why Mathematical Problems Now? 

Given the long history of studying mathematical problems and problem solving, one 

might wonder why the topic deserves any special attention now.  There are a number of 

important, recent trends that have shone new light on these fields.  All are related to data in 

some way, including an expansion in the scope of the data researchers collect, the use of finer-

grained data, and the creation of new methodologies related to data. 

First, researchers now have a better idea of what types of problems students in the U.S. 

and around the world are exposed to.  For example, Lithner (2004) evaluated nearly 600 

problems from standard U.S. Calculus texts and found that roughly 70% could be solved by 

locating an isomorphic problem in the associated section.  Using the same rubric, he concluded 

that 20% of book problems required only slight alterations of example problems, and the 

remaining 10% needed more generalized reasoning.  Indeed, some textbooks had sections with 

up to 85% mimicry problems.  Indeed, this finding is but a page in a larger story.  McGinty, 

VanBeynen, and Zalewski (1986) performed a longitudinal study of fifth grade arithmetic texts 

spanning 1924 to 1984 and determined that the richness, number, and length of word problems 

had decreased over that span; the empty space created by their absence was filled with drill 

problems.  These and similar studies provide longitudinal data that point to the deterioration of 

American mathematics curricula as reflected in the problems teachers are offering to their 

students. 

Researchers are also starting to get a clearer picture of how American curricula and 

textbooks measure up against those from other countries.  In a comparison of American and 

Japanese textbooks, Mayer, Sims, and Tajika (1995) found that Japanese textbooks included 



7 
 

 
 

more carefully-worked examples and more thorough explanations than America textbooks.  

Furthermore, American textbook problems were more often surrounded by irrelevant 

illustrations (19% of available space) than Japanese problems (0% of available space).  Finally, 

while all three Japanese textbooks from this study focused on conceptually-rich instruction, 

only one of the four American textbooks used such an approach.  These findings, which focus 

not directly on problems, but on their surroundings, suggest that countries take vastly different 

approaches to presenting mathematical problems.  In a similar international study, this time 

between U.S. and Chinese textbooks, researchers found that while both countries had a 

preponderance of routine/traditional problems (over 96%), Chinese problems tended to be more 

challenging (Zhu & Fan, 2006).  Overall, the authors lamented the lack of diversity in the two 

textbook series they studied:  “Both of the textbook series [one U.S., one Chinese] … could 

have more innovative and non-traditional problems of various types, as some researchers have 

claimed that innovative problems and tasks might contribute more to students’ understanding 

than traditional, rule-based problems” (Zhu & Fan, 2006, p. 621). 

One of the starkest international comparisons comes from the Third International 

Mathematics and Science Study (TIMSS).  This project looked at the mathematical state of 

affairs in 45 countries by testing and surveying over half a million students.  Stigler and Hiebert 

(1998) extracted data from this study to contrast the nature of mathematical problems and 

instruction in Germany, Japan, and the U.S.  They found that Germany and the U.S. were quite 

similar across a variety of measures, but these countries differed quite dramatically from Japan.  

For example, when looking at the quality of the content presented in lessons, U.S. videotapes 

revealed very poor results (89% low quality content, 11% medium, 0% high) compared to 

Japanese classes – 11% low, 51% medium, 39% high (Stigler & Hiebert, 1998, p. 9).   

Similarly, U.S. seatwork problems were mostly rote procedures (96% procedures, 4% applying 
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concepts, 1% inventing/thinking) while Japanese seatwork problems were markedly different – 

41%, 15%, and 44% respectively (Stigler & Hiebert, 1998, p. 9).   

The international results above are mentioned for a few reasons.  First, they point to the 

fact that there is great variation in how problems are used across this planet.  Some countries, 

notably the U.S., see problems as templates that should be read and reproduced with slight or no 

variation (Bergqvist & Lithner, 2012; Lithner, 2003, 2004, 2008).  In other countries (e.g. 

Japan), problems are the basis for extensive, rich, and collaborative interaction that becomes the 

stepping off point for further mathematical discovery (Corey, Peterson, Lewis, & Bukarau, 

2010; Inoue, 2011; Stigler & Hiebert, 1998).  As outlined above, these differences can be seen 

in the types of problems posed, their difficulty level, and the degree of explanation that 

accompanies them.   

The second reason the above results are highlighted is because they suggest that the 

ideas and progress made by researchers in one nation are not necessarily taken up by educators 

and thinkers in other countries.  Researchers now have data showing that the best educational 

practices related to mathematical problem solving have not spread evenly across the globe.  As 

an example, when reviewing the history of problem solving in Germany, Reiss and Törner 

(2007) note that while the 1980s was the “decade of problem solving” in America, these ideas 

were not readily taken up in Germany because “the different meanings of the word problem 

solving and its direct German translation caused confusion and probably hindered a broader 

reception of the debate” (p. 436).  On top of lost-in-translation problems, some new ideas failed 

to take hold because of local beliefs that conflicted with an alternate way of teaching 

mathematics.  For example, Reiss and Törner (2007) cite a local view of “problem solving as an 

activity for high-achieving students” as one possible reason for the slow uptake in Germany of 

problem-solving best practices from other countries (p. 437).  This issue of dissemination and 

local viewpoints is so pressing that the international math journal ZDM devoted an entire issue 



9 
 

 
 

to exploring the state-of-the-art in problem solving in a variety of countries (2007, Volume 39, 

Issue 5-6). 

To add to these themes, it is important to note that finer-grained data are also showing 

how students are performing on problem solving, as compared to more typical, less fine-grained 

tests of overall mathematical ability.  For example, in 2013, the Programme for International 

Student Assessment (PISA) administered by the Organisation for Economic Co-operation and 

Development (OECD) in France included a section on problem solving.  This computer-based 

test given to 15-year-olds in roughly 40 countries included a wide mixture of challenges that 

assessed students across a set of pre-determined dimensions: the nature of the problem 

(interactive, static), the main cognitive processes at work (exploring, reflecting, executing, 

reflecting), and the context (technology-assisted, societal) (OECD, 2014, p. 31).  While these 

problems were not specifically mathematical in nature, many had mathematics content, and 

performance on this metric was closely correlated (r = 0.81) with performance on the general 

mathematics section of the PISA (OECD, 2014, p. 68).   

The analysis of this assessment was particularly insightful.  In addition to global 

rankings of countries based on problem-solving performance, the study explored how students 

in particular countries fared on specific aspects of the problem solving experience.  These 

results show, for example, that U.S. students performed better than expected on interactive 

problem-solving items (those requiring students to actively search for needed information) 

relative to static items (those in which all the needed information is present) when compared to 

the OECD country average.  Overall, the report offered great insight into problem solving 

around the globe, detailing which countries struggle on which of the above-mentioned 

dimensions, how problem-solving competence varies in boys and girls, which problem-solving 

competencies were strong or lacking in which economies, what percentage of variation in 

performance was due to intra- versus inter-school factors, and so on.  This type of fine-grained 
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data could be useful for problem developers.  Bulgarian students, for example, score far weaker-

than-expected on the “representing and formulating” aspect of problem solving (OECD, 2014, 

p. 86).  Designing problems that bolster this competency could result in greater overall 

performance and comfort when solving novel challenges.  The results of this critical publication 

will be explored more fully in Chapter 2, but it is worth noting that this type of large, fine-

grained, statistically-representative data related to problem solving is just now rising to the 

surface, and it offers a unique opportunity to revisit the study of mathematical problems. 

Finally, the nascence of new methodologies and tools offers a chance to revisit well-

researched areas within mathematics education.  Technological advancements over the past 

twenty years have given rise to a new branch of study: educational data mining (EDM), 

sometimes called learning analytics.  Broadly defined, this field “is a set of methods that apply 

data mining and machine learning techniques such as prediction, classification, and discovery of 

latent structural regularities to rich, voluminous, and idiosyncratic educational data” (Berland, 

Baker, & Blikstein, 2014, p. 206).  Examples of this type of work will be presented in Chapter 

2, but for the current discussion, it is important to note that the relationship between EDM and 

mathematical problems is in its infancy and, interestingly, reciprocal in nature.  To elaborate:  

on the one hand, leveraging techniques within EDM has the power to reveal new aspects of the 

space of mathematical problems.  In the thought experiment above, this might mean uncovering 

latent structure within the problem space that has been heretofore undiscovered.  On the other 

hand, the milieu of mathematical problems offers EDM the possibility of developing as a 

methodology.  This possibility is not unique to mathematical problems – each coherent piece of 

the epistemological landscape offers a new methodology the chance to prove itself useful in that 

new setting.   

This reciprocal relationship can be condensed into two simple questions:  “What can 

one learn about topic Y using methodology X?” and “Will methodology X prove useful in 
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studying topic Y?”  This dissertation hopes to work on each of these questions – it will be both 

an exploration of mathematical problems using EDM and a proof of concept of the value of 

EDM in the problem-solving space.  This type of reciprocal work is much needed at the current 

moment in time.  As an example of such an attempt, Berland et al. (2014) explored the 

reciprocity between EDM and constructionist learning theories, asking whether a non-data-

centric field like constructionist education (in which students are expected to build, or construct, 

things in order to understand them) is even suitable for EDM techniques.  In exploring such an 

area, they strengthened EDM as a subject by showing how it might be bent to the arc of 

constructionist principles.  Furthermore, even in fields that seem naturally suited to EDM, 

authors are working to understand how to deploy this methodology and what limitations are 

present that cannot be overcome.  Ifenthaler and Widanapathirana (2014) note generally that 

“theoretical concepts and empirical evidence need to be generated within the fast evolving field 

of learning analytics” (p. 221).  More specifically, they comment that “benefits, concerns, and 

challenges of learning analytics are critically reflected, indicating that learning analytics 

frameworks need to be sensitive to idiosyncrasies of the educational institution and its 

stakeholders” (Ifenthaler & Widanapathirana, 2014, p. 221).  In addition to these educational 

institutions and their stakeholders, this “critical reflection” must also be sensitive to the very 

subjects which are being studied. 

Taken together, this deluge of data, its finer granularity, and the tools that accompany it 

offer researchers a unique opportunity to revisit the field of mathematical problems.  While the 

1980s may have been dubbed the “decade of mathematical problem solving”, recent 

developments offer a vision for the next ten years – the “data of mathematical problem solving”.  

The next section will give a high-level overview of the data-driven direction of this dissertation.  

This framework and its accompanying language will be necessary for framing the research 

questions that follow. 
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Overview of the Research Plan 

The research literature is teeming with discussion about mathematical problems:  what 

they do/should look like, how they are/should be approached, who is/should write them, and so 

on.  These discussions contain a mixture of philosophy, pedagogy, epistemology, scientific 

research, and supported and unsupported opinion.  While these ideas will be thoroughly 

reviewed in Chapter 2, the key idea for the present moment is that all these threads in some way 

are trying to capture features of mathematical problems.  Sometimes these features are also 

imbued with value judgments, sometimes they are not.  For example, one might argue that “a 

good mathematical problem authentically connects students to the real world”, or one might 

simply observe that some problems use everyday settings as their context, and that these 

problems achieve differing degrees of ecological validity when doing so.   

This dissertation attempts to study these problem features while avoiding the normative 

and affective undertones that often accompany them.  The reason for doing so is rooted in the 

work of situated cognition and socioculturalism (Brown, Collins, & Duguid, 1989; Forman, 

2003; Vygotsky, 1987).  To claim a certain problem feature is good or bad immediately raises 

questions such as:  For whom?  At what developmental stage?  In what regard?  These questions 

get to the heart of the reciprocal relationship between problems and their solvers.  Indeed, to 

truly understand the impact of a particular problem on a particular student would require a 

knowledge of all that came before for that student, her emotional and cognitive state while 

doing the problem, and an awareness of all that followed the problem-solving experience.  In 

the metaphor of the above thought experiment, the impact of a problem can be visualized as the 

effect a problem (here, a point in n-space) has on a solver’s mathematical trajectory (a curve 

drawn through n-space that passes through that point).  Does the path radically change course 
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upon passing through the problem?  Does it completely stop because the problem was so 

discouraging that the student gave up mathematics forever? 

After narrowing the focus of study to problem features, the next issue is a 

methodological one.  Suppose a journal author identifies “demand for creativity” as a salient 

feature of mathematical problems.  Such a claim might seem quite natural – after all, anyone 

who has worked enough problems can attest to the fact that some demand outside-the-box 

thinking, while others are quite routine.  Suppose further that the journal author makes an 

attempt to carefully define “creativity” and establishes a set of sub-features to look for when 

gauging how well problems realize this feature.  The question remains – how and where does 

one reliably and accurately assess problems along this dimension?  Could one see this in a large 

data set that stores records of students working problems?  Could it be observed directly from 

the problems themselves?  Is it visible in a list of all possible solutions to the problem (if such 

an idea even exists!)?  The question of where (W) one should look to gauge a feature (F) and 

with what methodological tool (T) is an important focus of this dissertation.  Indeed, F might 

reveal itself quite clearly in spot W, but only with the right T.  Furthermore, each W-F-T combo 

comes with a certain efficiency (E) and scalability (S).  One reason for the inclusion of EDM in 

this dissertation is that it opens up a new vista of Ws, offers an arsenal of novel Ts, and does so 

with strong E and S:  “By enabling scalable and precise assessments of more complex 

constructs than can be typically assessed through traditional assessment instruments …, EDM 

methods support an increase in methodological rigor and replicability, while maintaining much 

(though not all) of the richness of qualitative methods” (Berland et al., 2014, p. 208). 

For this study, two main points of contact will serve as the sites for exploring features 

of mathematical problems.  The first is a large data set of students working problems in an 

adaptive online learning system known as Alcumus, created by the company Art of Problem 

Solving (described in Chapter 3).  In brief, this file contains millions of records of (mostly) 
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mathematically-driven, American, middle school and high school students solving problems 

across a wide range of difficulty levels and mathematical subjects.  Various data exist for each 

problem attempt: when the trial occurred, elapsed time, student ability level, problem difficulty 

level, student ratings of the problem along various dimensions, answers given, and so on.  This 

data set serves as the basis for the EDM portion of the study.  The second point of contact is the 

collection of problem statements and their accompanying solutions that underpin the 

aforementioned data set.   

Each of these points of contact, or Ws, affords the use of particular Ts for the study of 

certain Fs.  To do so, I develop a set of 24 “metrics”. Here, a metric is a methodological tool 

deployed in a particular setting in order to study a particular feature, or simply, a W-F-T trio.  

As an example, one might measure how much a problem demands/affords creativity by using a 

literature-inspired rating system that is applied directly to the problem statement and its known 

solutions.  Or, one might decide to use students’ own perceptions of how much they learned 

from a problem/solution by drawing directly from a data set that asked them to rate their 

experiences upon completion of each problem.  The first of these metrics is an example of what 

will be known as a Problem/Solution Metric (PSM), or a W-F-T combination where the W is a 

particular problem and its known solutions.  The second example, or one that uses the data set 

as the point of contact, will be labeled a Learning Analytics Metric (LAM). 

For this study, a collection of LAMs and PSMs are applied to a carefully-chosen set of 

problems (see Chapter 3 for a discussion of how these problems were chosen), and each metric 

is designed to output a numeric score for a given problem and feature.  These scores are ordinal 

in some cases, and continuous in others, and will undergo various types of scaling.  Ultimately, 

the data are organized into a Metric Score Table (MST) and have been scaled to the interval 

[0,1] below for the sake of discussion. 
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Table 1.1.  The Metric Score Table 

  Learning Analytics Metrics Problem/Solution Metrics 

 
Metric 

Score 

Table LAM 1 LAM 2 … LAM j PSM 1 PSM 2 … PSM k 

P
ro

b
le

m
s Problem 1 0.9 0.12  0.1 0.3 0.2  0.1 

Problem 2 0.3 0.33  0.1 0.3 0.7  0.4 

Problem 3 1.0 0.42  0.08 0.3 0.787  0.2 

…         

Problem n 0.234 1.0  0.2 0.6 0.2  0.7 

 

In Table 1.1, each column records the results across all problems for a fixed metric.  

Returning to the thought experiment, one might imagine projecting the high-dimensional 

problem space down to a single dimension which the metric attempts to capture (and then 

scaling those values to the unit interval).  The values running down a particular column are the 

scaled values of the projection action.  In the horizontal direction, each row collects the scores 

across all metrics for a fixed problem.  These (j+k)-tuples are the locations in (j+k)-dimensional 

space for each problem, assuming the directions of the axes are determined by the LAMs and 

PSMs.  It is important to note that these “directions” are not assumed orthogonal, as is 

commonly the case for axis systems in Euclidean space.  Indeed, one critical component of this 

study is to determine which, if any, of these metrics essentially measure the same ideas.  In 

Table 1.1, for example, it appears that LAM j and PSM 1 have a very high correlation; indeed, it 

appears that PSM 1 = 3 (LAM j) for most of the shown problems.  If this pattern were roughly 

similar across all n of the problems, one might argue that the two metrics are basically the same.  

This discovery would have two important implications.  First, it would effectively allow one to 

substitute LAM j for PSM 1 (or PSM 1 for LAM j) in certain research settings.  This could be 

useful, for example, in a research project where scalability was important, for PSM 1 might 

involve a slow process of hand-coding problem/solutions, while LAM j might be calculable in a 

few seconds.  Second, this correlational finding would strengthen the field of EDM, for it would 
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provide a specific example of a parallel between a qualitative methodology and an EDM 

methodology, thus extending the purview of data mining into the world of problem-feature 

assessment. 

In addition to this column analysis, one could also study the similarity among rows in 

the table.  It is possible that problems with similar scores across the various metrics are 

members of the same typology – that is, they function in similar ways with similar assumptions 

and goals.  Many researchers have attempted to parse the epistemological space in this way.  

Bloom’s taxonomy (Bloom, Engelhart, Furst, Hill, & Krathwohl, 1956) is a notable historical 

example, while Jonassen (2000) is a more recent typology focused specifically on problem 

solving.  What can analysis of the MST reveal about or add to these existing frameworks?  

Finally, and perhaps most importantly for educators, what does the linkage of the column and 

row analyses have to say about the typological fabric of mathematical problem solving?  Do 

“routine exercises” usually lack any creative focus?  Are open-ended problems more likely to be 

conceptually rich?  Do mathematical puzzles instill a love of the subject in students?  The MST 

offers the chance to investigate these types of questions by exploring relationships among trends 

uncovered in the column and row analyses. 

Research Questions 

With these foundational ideas and definitions in place, it is now possible to delineate 

the two research questions that underpin this dissertation.  Both are framed by the MST, which 

is built upon the Alcumus data set, the problem/solution statements, and the LAMs and PSMs.  

Thorough descriptions of these four items are found in later chapters of this dissertation.  The 

questions are as follows: 
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Using trend-finding techniques from statistics, machine learning, and information 

visualization: 

RQ1:  What relationships exist among the LAMs for different contexts that arise 

naturally in the Alcumus data set?  

RQ2:  What row-, column-, and row-column-linked relationships exist among the 

LAMs and PSMs of the full MST? 

Conclusion 

This chapter attempts to make the case for the further study of mathematical problems.  

Such an argument can be framed independent of time (Why Mathematical Problems?), or with a 

particular emphasis on the current moment in time (Why Mathematical Problems Now?).  The 

first of these themes reminds educators of the central role that problems and problem solving 

serve in everyday life.  As Halmos (1980) writes, “the major part of every meaningful life is the 

solution of problems” (p. 523).  Other mathematicians, scientists, and educators share this 

sentiment, establishing problem solving as one of the key curricular thrusts of modern standards 

documents.  And yet, despite this guidance steering students toward the “heart of mathematics”, 

international and longitudinal analyses reveal that at this moment in time, educators have a long 

way to go in realizing the dream of a society comprised of thoughtful, skilled, and inspired 

problem solvers and problem posers.  There is reason for hope, however.  New, fine-grained 

data sources are beginning to reveal nuance within students’ problem solving abilities.  When 

these findings are coupled with the right interventions, pedagogues have additional power in 

reshaping the educational landscape.  Furthermore, with the rise of the big-data and learning 

analytics movements, new methodologies offer promise in studying the intersection of teachers, 

students, and mathematical ideas.  This dissertation hopes to leverage some of those techniques, 

and in doing so, better shape our understanding of the space of mathematical problems. 



18 
 

 
 

Before beginning this analysis, however, more work is needed to properly set the stage.  

Chapter 2 presents a review of the relevant literature on mathematical problem solving, problem 

features, problem typologies, and educational data mining.  Chapter 3 focuses on methodology.  

It gives a careful description of the data set, outlines the problems and solutions used in this 

study, delineates the LAMs and PSMs used in later chapters, and adds detail to how the MST is 

created and studied.  Later chapters present the findings of the dissertation as guided by the two 

research questions above.
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CHAPTER 2:  LITERATURE REVIEW 

Overview 

This chapter will review the research literature across four main topic areas:  

mathematical problem solving, features of problems, problem typologies, and educational data 

mining (EDM), a term synonymously used here with learning analytics (LA).  The first of these 

areas sets the stage for the two that follow it.  Given that mathematical problems are one of the 

key components of the problem solving process – some others include the students and the 

setting – it is impossible to do justice to problems without first looking at the process that 

subsumes them.  With problem solving discussed, the investigatory lens then turns to those 

problems, slicing them along characteristic-based and taxonomic axes.  The final section is 

included as a bridge to Chapter 3, which deals with the particular methodologies used in this 

dissertation.  As LA will play a prominent role, it is valuable to provide some introduction to 

this collection of techniques. 

Mathematical Problem Solving 

As mentioned in Chapter 1, mathematical problem solving (MPS) has an extensive 

literature base.  Counterintuitively, despite this voluminous body of research, MPS is still not 

well-understood.  In a retrospective on the field of problem solving, one of its most prolific 

contributors, Frank Lester (1994), wrote that “it is safe to say that since the publication of the 

Agenda [(National Council of Teachers of Mathematics, 1980)] problem solving has been the 

most written about, but possibly the least understood, topic in the mathematics curriculum in the 

United States” (p. 661).  How could this be?  One possible reason is that the field lies at the 

intersection of so many other constructs – including cognition, metacognition, pedagogy, affect, 

social trends, and mathematical philosophy.  Thus, to understand MPS requires both an 

understanding of these individual constructs and, perhaps more importantly, how they 



20 

 

 

 

interrelate.  Such an undertaking is a massive effort, requiring the use of a diverse set of 

methodologies.  As Lester (1994) notes, the types of research tools used to study MPS during 

the period of 1970-1994 changed dramatically.  Early in this span, researchers employed mostly 

statistical methods and early versions of what are now called teaching experiments (Cobb, 2000; 

Steffe & Thompson, 2000), transitioning to case studies, think-aloud interviews (Ericsson & 

Simon, 1993), and ethnographic methods as time progressed.  Each new methodology afforded 

a novel look at the world of MPS, adding to the growing understanding of this important and 

complex space. 

In this section, I focus on three main areas of the MPS puzzle:  cognition; 

metacognition; and affect, beliefs, and society.  This construct trio is rich enough to provide the 

backdrop for the next section on mathematical problems, but certainly does not represent a 

comprehensive list.  Pedagogy, for example, is conspicuously absent:  How does one effectively 

teach MPS?  This area is just as important as the three that will be addressed below, and as 

Lester (1994) notes:  “To date, no mathematics program has been developed that adequately 

addresses the issue of making problem solving the central focus of the curriculum” (p. 661).  

Since this statement, notably from 1994, progress has been made to understand and teach 

mathematics through problem solving, not simply with problem solving components (Cai, 

2003).  The books and courses offered by Art of Problem Solving, for example, serve as a 

notable example of a curriculum that achieves Lester’s unrealized goal (Rusczyk, 2006, 2009).  

As such, this company will figure prominently in the chapters to follow. 

Cognition 

In a recent paper, Scott Chamberlin (2008) asked a group of 22 MPS experts to 

complete the prompt:  “For problem solvers to successfully complete a problem solving task, 

they must …” (p. 16).  This sentence stem was part of a project designed to understand what 

MPS really is – to delineate what components comprise it.  As Chamberlin (2008) notes,  
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To converge on a definition, Chamberlin leveraged the Delphi Method, an iterative technique 

used for reaching consensus on difficult topics (Sprenkle & Piercy, 2010).  In his analysis, 

Chamberlin found that 100% of his experts agreed that “engage in cognition” was a way to 

always complete the above sentence stem.  With the highest possible rating and the lowest 

possible deviation, experts agreed that one core feature of MPS was cognitive engagement.  For 

this reason, I begin with cognition. 

What exactly comprises cognition in relation to MPS?  One of the most thorough 

answers is given by Alan Schoenfeld.  Inspired by an Information Processing (IP) view of 

learning, he develops a framework for MPS that includes four main pillars:  resources, 

heuristics, control, and belief systems (Schoenfeld, 1985).  The first two of these fit nicely into 

cognition and will be discussed here; the third falls under metacognition, and the fourth under 

affect, beliefs, and society.   

For Schoenfeld (1985), six important cognitive resources are at play in MPS:  “informal 

and intuitive knowledge about the domain; facts, definitions, and the like; algorithmic 

procedures; routine procedures; relevant competencies; and knowledge about the rules of 

discourse in the domain” (pp. 54–55). The first of these resources attempts to capture the way a 

student might think about a mathematical object upon beginning a problem.  This understanding 

may be right or wrong, based on mathematical definitions or not, useful or fruitless, and so on.  

For example, if you ask students to draw a typical function, they are likely to draw the graph of 

a common curve (polynomial, exponential, etc.), and it will likely be everywhere continuous.  A 

more experienced mathematician will think about functions in richer ways – including 

The conceptual definition of problem solving in the mathematics classroom has 

become rather convoluted for several reasons.  Perhaps the most significant 

reason is because no formal conceptual definition has ever been agreed upon by 

experts in the field of mathematics education.  (p. 1)   
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discontinuous and non-differentiable functions.  These more nuanced understandings would be 

a useful resource in a mathematical problem that sought the formula of a function with a finite 

jump discontinuity at every integer.  The second category, facts and definitions, is self-

explanatory, but highlights an important concern – if a student cannot define a homomorphism, 

he is likely to experience difficulty in proving a fact about homomorphisms. 

The third and fourth items in Schoenfeld’s list, algorithmic and routine procedures, 

form the bread-and-butter of much of the teaching in America’s schools.  Unfortunately, for 

many students, this represents all of what it means to do math, a trend researchers warn against:  

“The traditional ways of teaching, which involve memorizing and reciting facts, rules, and 

procedures, with an emphasis on the application of well-rehearsed procedures to solve routine 

problems, are clearly not adequate” (Cai, 2003, p. 16).  Indeed, for Schoenfeld, these skills are 

but two of six resources in a single pillar of a four-pillar theoretical framework.  The fifth 

resource above, relevant competencies, refers to the deployment of specific, routine tactics 

within a particular domain.  For example, most experienced Geometry students know to draw in 

auxiliary lines, and most trained Algebra students understand to define variables and then use 

them to encode problems.  These skills are not well-captured under headings like “procedures” 

or “algorithms”, so they are grouped under “relevant competencies”. 

Finally, the sixth category, discursive knowledge, tries to capture the idea that 

mathematics is a language, and just like any language, conventions dictate what is allowable or 

not.  For the student of English, this translates into grammatical rules, while for the 

mathematician, it encompasses what it means to form a convincing argument or how a solution 

should be structured.  If a student faces a tough problem and knows that the teacher will demand 

a rigorous two-column proof, her cognition will be guided by this expectation.  Indeed, students 

are quite aware of the distinction between what they might naturally do, and what the 

educational system demands of them mathematically.  As an example, when 14- and 15-year-
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old students were asked to identify what types of proofs they would personally use as compared 

to those they felt were needed to earn good grades, students overwhelming chose empirical and 

conceptual arguments for themselves and algebraic arguments for “good grades” (Healy & 

Hoyles, 2000).  This study partly reveals the challenge of defining “cognition”:  while it 

certainly must include the type of between-the-ears thinking outlined by learning theories such 

as constructivism and IP, it must also include the reality that mental activity is situated in and 

influenced by social elements.  As such, in exploring the cognition underlying mathematic 

problems, I work to include what happens in the head as well as the external factors that 

mediate this (e.g., tools, artifacts, semiotics). 

In an effort to get their hands around some (or all) of these types of resources, various 

thinkers have tried to epistemologically organize the space of resources in an effort to better 

facilitate problem solving.  Mayer (1998) reviews these views on cognition and their 

effectiveness.  As an example, some scholars have suggested breaking complex problems into 

component pieces, instructing students in the components, and then allowing the students to put 

the requisite skills back together.  This view of “skills as instructional objectives” can be 

successful in training students in specific skills, but it tends to have poor transferability to new 

problem types, one of the hallmarks of successful problem solving (Mayer, 1998, p. 51).  Others 

have organized the cognitive components of MPS into hierarchies of ever-increasing 

complexity; Gagné (1968) is most famous for this idea.  A common example involves training 

students to first master single-digit subtraction, then two-digit subtraction with no regrouping, 

then two-digit subtraction with a single regrouping, and so on.  Again, this idea appears to fail 

in larger problem-solving contexts:  “What may be missing is the ability to organize and control 

the basic skills within the context of solving the higher-level task” (Mayer, 1998, p. 52).  This 

statement underscores the critical importance of metacognition, to be discussed below. 
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Some recent efforts to understand problem solving have partitioned the cognitive space 

differently.  Instead of cognitive resources, these scholars are more concerned with the 

cognitive processes at play during problem solving.  The aforementioned PISA 2012 is an 

example of this approach.  When creating their test, authors focused on four main problem-

solving processes:  “exploring and understanding, representing and formulating, planning and 

executing, monitoring and reflecting” (OECD, 2014, p. 82).  This view pays greater attention to 

what is being done with resources, rather than the resources themselves.  For example, the 

‘planning and executing’ process measures the degree to which students plan and carry out a set 

of clear goals with well-articulated sub-goals.  Test items were specifically structured to 

demand these competencies in order to gauge how well students could enact them.   

In some ways, this approach offers a promising new avenue to teach problem solving.  

Rather than have teachers focus on an extensive list of facts and procedures students need to 

solve problems, this thread directs their attention to the processes students need for success.  

This distinction can also be found in recent standards documents (National Council of Teachers 

of Mathematics, 2000; National Governors Association Center for Best Practices, Council of 

Chief State School Officers, 2012).  For example, all eight of the newly-released Common Core 

mathematics standards begin with an action verb, rather than a noun (e.g.  “Model with 

mathematics”, “Attend to precision”), and the National Council of Teachers of Mathematics list 

of standards includes a set of ‘process standards’ (National Council of Teachers of 

Mathematics, 2000; National Governors Association Center for Best Practices, Council of Chief 

State School Officers, 2012). 

Some other authors have focused on a cognitive space that lies somewhere between the 

domain-specific world of resources and the inter-subjective space of processes.  These writers 

speak of heuristics, or problem-solving tactics.  Polya (1954) was one of the strongest 

proponents of this idea, devoting most of his book “How to Solve It” to creating a catalogue of 
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heuristics.  These include strategies like “Auxiliary elements”, “Generalization”, “Decomposing 

and recombining”, and “Specialization”.  In essence, a heuristic attempts to codify a common 

process used by mathematical problem solvers with some reference to the resources used when 

doing so.  As an example, if students are asked to find the length of the longest diagonal in a 

rectangular box with edges 𝑎, 𝑏, and 𝑐, how can they partially check that their conjecture of 𝑑 =

√𝑎2 + 𝑏2 + 𝑐2 is correct?  Polya suggests ‘Specialization’:  What if one sets 𝑐 = 0?  What does 

this do in the picture?  (Turn the box into a rectangle.)  What does it do in the formula?  

(Reduce to the Pythagorean Theorem!)  What does this reveal?  (This problem generalizes the 

Pythagorean Theorem, and so the conjecture is more believable.)  While Polya generated his 

dictionary of heuristics through introspection, other authors have attempted to systematically 

study the behavior of experts in order to learn what cognitive processes are at work during the 

act of MPS (Schoenfeld, 1985).  Indeed, the idea that researchers should catalogue the behavior 

of experts so that novices might better ‘learn the ropes’ underpinned much of the early work 

within the IP view of learning (Bruer, 1993; National Research Council, 2000). 

One trouble with the ‘mimicking experts’ approach, particularly in the field of 

heuristics, is that it simply has not worked as well as researchers had hoped.  In citing a long list 

of papers with negative, equivocal, or only mildly positive results, Schoenfeld (1985) notes that, 

“heuristics have proven far more complex and far less tractable than had been hoped or 

expected” (pp. 71–72).  In fact, the situation is perhaps more distressing.  In conducting a meta-

analysis of the problem-solving strategy literature, Begle (1979) wrote:   

 

A substantial amount of effort has gone into attempts to find out what strategies 

students use in attempting to solve mathematical problems … No clear-cut 

directions for mathematics education are provided by the findings of these 

studies… This brief review of what we know about mathematical problem 

solving is rather discouraging. (pp. 145–146)   
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There are several reasons why attempts to improve MPS through purely cognitive 

channels (or even simply through sub-channels of cognition, like heuristics) have proven 

disappointing.  First, many scholars believe that MPS success is determined by the coordination 

and presence of multiple epistemological pillars.  Schoenfeld offers his four-part theoretical 

framework, while Richard Mayer (1998) notes quite simply:  “Successful problem solving 

depends on three components – skill, metaskill, and will” (p. 51).  Second, attempts to bolster 

the cognitive machinery of MPS are often too general or too specific.  For example, an algebra 

teacher might focus heavily on how to solve particular linear equations in given forms (e.g., 

𝑎𝑥 + 𝑏 = 𝑐  or  𝑎𝑥 + 𝑏 = 𝑐𝑥 + 𝑑).  Students might be able to solve problems of these forms on 

a test, but then struggle when presented with different forms (e.g., 𝑎(𝑏𝑥 − 𝑐) = 𝑑𝑥 − 𝑒 +
𝑓

𝑔
𝑥).  

Said simply, if teachers focus too specifically on retention, they often fail to develop transfer 

(Mayer, 1998).  Conversely, if educators try to develop only transferable skills, they often fail to 

give students traction in the subject of study.  Schoenfeld (1985) writes:  “Carrying out a 

strategy such as ‘exploiting an easier, related problem,’ [one of Polya’s heuristics], for example, 

involves six or seven separate major phases, each of which is a potential cause of difficulty.  

Training in the use of the strategy must involve training in all of those phases” (p. 73).   

One final reason the cognitive pillar is so thorny is that students do not arrive to 

classrooms as blank slates.  Behaviorist theories of learning have sometimes assumed this idea, 

viewing students as empty vessels, ready for knowledge to be poured into them.  More modern 

theories attempt to recognize the unique, personal histories and varied styles of learning which 

students bring to the educational space (von Glasersfeld, 1995).  With this lens, cognitive 

interventions are not simply a matter of finding ‘the right’ epistemological river to float down 

and taking learners along for the ride.  Rather, they are attempts to efficaciously navigate 

students’ personal cognitive landscapes.   
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These landscapes, which are shaped by history and society, are often filled with 

misconceptions of varying robustness (Chi, 2008).  Chi categorizes three major types of 

misconceptions, all of which shape a student’s cognition, and hence, MPS ability.  The least 

robust of these involve individual beliefs of students and include false facts.  An example of this 

in the science education literature is that the heart oxygenates the blood, as opposed to the 

lungs.  With direct or indirect correction, these misconceptions can usually be readily changed.  

Chi (2008) identifies “flawed mental models” as a more robust source of misconceptions and 

provides the example of students who see the circulatory system as a single-loop construct.  

Chi’s most robust misconceptions are derived from what she calls “category mistakes”, in 

which scientific ideas are assigned to an incorrect concept ontology.  As an example, students 

often think of ideas like force, heat, and color as entities rather than processes.  In such a view, 

color is an entity that an object has (e.g., the book is green because it has green matter in it) 

rather than a byproduct of the process of light reflection and the encoding of this via the human 

visual system.  Chi notes that these latter two categories of misconceptions are the most robust; 

they are highly resistant to conceptual change (Posner, Strike, Hewson, & Gertzog, 1982; Strike 

& Posner, 1992).   

Any of these three types of misconceptions can have serious effects on how students 

approach scientific or mathematical problems.  As an example in the mathematics literature, 

Vamvakoussi and Vosniadou (2004) found that students’ understanding of the rational numbers, 

particularly their density within the real numbers, was constrained by a type of category 

mistake:  Students tended to assume the rational numbers have the same discrete nature as the 

integers.  Thus, when asked to state how many numbers are between 3/8 and 5/8, they would 

give the answer 1 (thinking only of 4/8).  Using similar faulty logic, they often believed there 

were no real numbers between 0.005 and 0.006. 
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It is important to point out that the above examples are not meant to establish 

misconceptions as an evil that must be erased from students’ minds.  Constructivist theories of 

learning offer an alternate way of thinking about misconceptions:  they represent ways of 

conceptualizing the world that have, up to the moment they are challenged, done a fairly good 

job of helping the student make sense of what is happening in his or her environment (Smith III, 

diSessa, & Roschelle, 1993).  When framed in this way, MPS offers the chance to push on these 

ways of thinking about specific ideas.  Furthermore, with a thorough experiential and research 

base, one can study mathematical problems to see to what degree they might leverage or expose 

non-traditional/unintended cognitive resources.  Said differently, Schoenfeld’s (1985) construct 

of cognitive resources must also include the collection of personal and, perhaps deeply held, 

false beliefs about mathematics.  These can impact the MPS process as much as the resources 

that the teacher or problem-writer originally intended. 

Summarizing the ideas so far, it is clear that cognition plays a vital role in MPS.  

Various attempts have been made to articulate the what behind this mental activity – including 

facts, algorithms, relevant competencies, misconceptions, and so on.  Other attempts have 

worked to characterize the nature of the activity – specifically the types of processes that seem 

to recur frequently.  One way of thinking about these ideas uses the contemporary “forms of 

knowing” literature (Graeber, 1999; Reis-Jorge, 2005).  Adopting this language, much of what 

is discussed above amounts to “knowing what”, “knowing that”, or “knowing how” – that is, the 

technical and procedure knowledge involved in problem solving.  Unfortunately, these forms of 

knowing are only a piece of cognition:   
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This way of knowing includes ideas such as “knowing with”, “knowing when”, and “knowing 

why” – that is, the control and awareness of knowledge itself.  The section that follows works to 

flesh out some of these additional forms of knowing. 

Metacognition 

When a person is engaged in some cognitive activity, a large portion of his mental 

energy is devoted to the task itself.  At times, however, the person might step outside the 

process, or look at it from afar.  Have I spent too long going down this road?  Is there a different 

approach that might better suit my skill set?  Do I have the necessary skills to continue the 

current approach?  These types of questions, and the answers that come out of them, capture the 

notion of metacognition – or thinking about one’s own thinking.  Mayer (1998) describes this 

construct as “knowledge of when to use, how to coordinate, and how to monitor various skills in 

problem solving” (p. 53).  The importance of this trait to MPS, and to cognition more generally, 

has become increasingly clear over the past fifty years (Garofalo & Lester, 1985; Schoenfeld, 

1992).  Returning to Chamberlin’s (2008) study in which experts were asked to delineate what 

makes up MPS, the phrase “engage in metacognition” received one of the higher rankings – 

between 3.24 and 3.33 out of 4, depending on the round of the study (p. 16).  The centrality of 

this trait is conspicuous to the experienced classroom teacher:  some students are incapable of 

managing time during tests, others have difficulty abandoning fruitless lines of thought, and 

others seem to have no global organization to the material they have learned – it is but a series 

of micro-procedures with no macro-structure.  With both the research literature and practical 

Another way of knowing appears to operate on a different level in connection 

with Dewey’s notion of reflective thinking … and with Schön’s paradigm of the 

reflective practitioner. At this level knowledge represents reflection on or about 

knowledge, and the procedures by which cognition and action are regulated. 

(Reis-Jorge, 2005, p. 308) 
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experience suggesting the importance of metacognition, I provide a brief review of some 

important findings below. 

Two examples from the research literature are valuable as an initial introduction to the 

topic of metacognition.  In a classic study, Karmiloff-Smith (1979) asked students aged four to 

nine to assemble a collection of railroad track segments into a single complete loop.  They were 

to do this by lining up sections of cardboard that pictured either straight or curved pieces of 

track.  Before beginning, however, the students were trained to ensure they understood the 

problem constraints.  Despite beginning on roughly equal cognitive planes (in relation to the 

given problem), younger and older students took dramatically different approaches to solving 

the closed-loop problem.  As the study shows, younger students appeared to place segments of 

track seemingly at random, with no overarching plan or analysis.  Older students, in contrast, 

tended to sort pieces into similar piles and take from these piles in planned ways (e.g., 

alternating straight and curved segments).   Because of these differing organizational plans, the 

older students were more effective at completing the task.  This study is important in that it 

suggests metacognition can be developed:  “The ability and predilection to plan, act according 

to plan, and take on-line feedback into account in carrying out a plan seem to develop with age” 

(Schoenfeld, 1992, p. 355).  It also highlights the importance of “knowing why” one is making 

particular choices. 

A second illustration of metacognition comes from Schoenfeld’s (1985) investigation 

into students’ solutions of indefinite integrals.  This vignette partially reveals the importance of 

regulating one’s cognition when engaging in MPS.  When one of Schoenfeld’s colleagues 

included the integral ∫
𝑥 𝑑𝑥

𝑥2−9
 on a Calculus test, he noted that almost 25% of the class decided 

to factor the denominator and proceed via the technique of partial fractions, rather than use the 

simpler and more efficient technique of u-substitution.  For Schoenfeld, this example suggested 
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that some students were allowing certain surface problem features (the factorability of the 

polynomial in the denominator) to override the deeper problem features (the appearance of a 

function and its derivative).  This type of behavior is common when students have no texture 

around their mathematical procedures helping them understand when and why one should draw 

upon such resources.   

Together, the railroad study and the integration observation demarcate two important 

threads in the metacognition literature:  “knowledge about cognition and regulation of 

cognition” (Schoenfeld, 1985, p. 138).  The first of these refers to understandings students 

develop about their own cognitive activity:  Do I learn best in lecture-based classroom?  Do I 

tend to succeed without a formal plan, or should I develop action steps before proceeding?  The 

second tries to get at the assessment of one’s cognitive activity as it is occurring:  Is this strategy 

getting me anywhere?  Why am I choosing to use this technique?  Is my current approach 

efficient and likely to be efficacious?  To develop these two threads more fully, both non-

mathematical and mathematical studies of metacognition will be provided in the remainder of 

this section. 

A number of studies have looked at the role of ‘knowledge about cognition’.  One 

common theme within these studies is that certain skill sets help facilitate other skill sets.  For 

example, in the domain of reading, students might be able to sound out individual words and 

explain their meanings, and yet, be unable to summarize a section they have just read.  Brown 

and Day (1983) were able to document this reality, but more importantly, show that it can be 

remedied, in part, by explicitly training students in how to summarize.  That is, when students 

are instructed in how to manage their lower-level cognitive resources in the domain of reading, 

they are available to develop a new metaskill.  Similar results have been seen with other 

metaskills including:  learning how to outline scientific reading (Cook & Mayer, 1988), how to 

plan and review in the writing process (Hayes & Flower, 1986), how to create algebraic 
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representations of arithmetic word problems (Lewis, 1989), and how to decompose large 

mathematical problems into more manageable, smaller problems (Schoenfeld, 1979).  One 

surprising result is that while the research suggests that these more complex metaskills can be 

effectively taught, much of current instructional practice is centered around the development of 

lower-level cognitive skills (Schoenfeld, 1985). 

The second thread concerns the ‘regulation of cognition’ – that is, as students are 

engaged in some cognitive activity, do they monitor and control the direction of their cognition?  

As with the other thread, attempts to instill these metaskills have proven quite tractable.  For 

example, self-explanation training is a technique used to get students to actively participate in 

their reading of a written text, scientific problem, or mathematical proof (Chi, Bassok, Lewis, 

Reimann, & Glaser, 1989).  Students engaged in self-explanation are trained to stop when they 

do not understand an idea, formula, or critical step and then push themselves to figure out what 

is being said or how something was accomplished.  This monitoring step is common among 

experts in a field, but does not appear to come naturally to novices (Schoenfeld, 1985).  Efforts 

to train this metaskill have proven successful across a wide array of domains including:  history 

reading (Leinhardt, 1993), scientific problems (Chi et al., 1989), multimedia learning (Roy & 

Chi, 2005), and mathematical proof comprehension (Hodds, Alcock, & Inglis, 2014).  These 

types of interventions have been shown to raise scores on tests of proof comprehension by about 

one standard deviation over control groups, and eye-tracking software has revealed that novices 

begin to study proofs in ways similar to experts (Hodds et al., 2014).   

Schoenfeld (1985) has made extensive attempts to understand and train cognitive 

regulation in undergraduate problem-solving populations.  In one study, he used think-aloud 

interviews to capture the nature of students’ and experts’ cognition when working non-standard 

Geometry problems.  Despite having nearly equal cognitive resources (expert mathematicians 

were given problems far outside their areas of expertise), he found that the two groups deployed 
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their resources in much different ways, which led to much different results.  Using a coding 

scheme that divided cognitive activity into the processes of Read, Analyze, Explore, Plan, 

Implement, and Verify, Schoenfeld created transition diagrams that mapped the time and order 

that participants spent in various categories (see Figure 2.1). 

As Figure 2.1 indicates, experts tend to move between categories more frequently and 

use more of these categories.  Novices, in contrast, often develop MPS tunnel vision, remaining 

in a single category for an extended period of time.  The inverted triangles in the right image 

stand for moments in which the mathematician made a verbal comment about the status of his 

current solution attempt.  Experts appear to do this quite frequently, often around moments of 

transition to and from categories. 

 
 

Figure 2.1.  Resource deployment in the typical student (left) and expert mathematician 

(right) when solving novel Geometry problems.  From (Schoenfeld, 1992, p. 356). 

 

In an effort to improve students’ cognitive regulation, Schoenfeld devoted roughly one-

third of his class time in an undergraduate problem solving course to building metacognitive 

skills during groupwork.  In addition to providing and discussing a metacognitive framework, 

Schoenfeld (1992) regularly posed the same set of questions to students:  “What (exactly) are 

you doing?  Why are you doing it?  How does it help you?” (p. 356).  In time, students knew 

they would have to answer such questions at a moment’s notice, and so they began to let these 

questions guide their cognitive activity, rather than search for answers to them upon being 

questioned.   
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Figure 2.2 shows the cognitive trace of a typical student think-aloud interview at the 

completion of the course.  One explanation for Figure 2.2 vis-à-vis Figure 2.1 is that students 

began controlling their cognition like experts, asking themselves the types of monitoring 

questions typical of experts (as evidenced by the appearance of triangles).  Said simply, they 

“know why” they do what they do.  Another explanation is that they learned what was expected 

or desired of them in such interviews, a type of “knowing when” that is more about the research 

setting than the material itself. 

 

 

Figure 2.2.  Student cognitive control after training.  From (Schoenfeld, 1992, p. 356). 

 

In their totality, the above-mentioned studies help shed light on an aspect of the 

problem-solving process that is often poorly understood or simply ignored by many 

mathematics educators.  Garofalo and Lester (1985) stress this point:   

 

While many authors have raised awareness of these other critical forms of knowing (Graeber, 

1999; Hofer & Pintrich, 1997; Reis-Jorge, 2005), this call for greater attention to the space that 

Researchers are now convinced that metacognitive beliefs, decisions, and 

actions are important, but frequently overlooked, determinants of success or 

failure in a wide variety of activities.  They believe that successful cognitive 

performance depends on having not only adequate knowledge but also 

sufficient awareness and control of that knowledge. (p. 163)   
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supplements the cognitive is particularly important in a world that is becoming “flat”, and 

consequentially, one in which workers will need creative, problem-solving, organizational, and 

managerial skills, rather than simple, factual skills (Friedman, 2006). 

Affect, Beliefs, and Society 

This section reviews some of the important MPS research contributions in three 

interrelated fields:  affect, student beliefs, and societal influences.  These themes are united in 

that they widen the focus of study beyond an individual solver’s cognition to include emotions, 

interpersonal relationships, the influence of communities and histories, and the relationships 

among these ideas and cognition.  While each area will be discussed in order, it is important to 

recognize that this organization layout is not meant to imply the existence of hard boundaries 

between these three threads – they are as interwoven with each other as they are with cognition 

and metacognition. 

The term ‘affect’ typically refers to the emotional view one takes on a specific subject.  

Some scholars encapsulate this idea under the label of a ‘mathematical disposition’ or 

‘mathematical identity’ (Bishop, 2012).  Such identities are important to study, for they “affect 

whether and how we engage in activities, both mathematical and otherwise, and also because 

they play a fundamental role in enhancing (or detracting from) our attitudes, dispositions, 

emotional development, and general sense of self” (Bishop, 2012, pp. 34–35).   

One important feature of a student’s mathematical identity is motivation.  What drives 

students to be interested in mathematics and persevere in solving problems?  Mayer (1998) 

offers a review of three major theories within the motivation research literature and the 

implications of these theories for problem solving.  The first of these, interest theory, suggests 

that students will be more motivated to participate in mathematics if they find it inherently 

interesting.  This greater motivation will then translate into deeper thinking and assimilation of 

mathematical ideas.  As support for such a theory, Schiefele, Krapp, and Winteler (2014) 
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conducted a meta-analysis of 121 different studies and found that achievement and self-reported 

interest had a correlation of about r = 0.30.  Interest theory also predicts that students should 

perform better if the material they are presented with is either personally relevant or connected 

to topics they find engaging.  Both of these predictions have been verified in the domain of 

MPS (Anand & Ross, 1987; Ross, McCormick, Krisak, & Anand, 1985). 

Two other theories of motivation have added texture to the relationship between MPS 

and affect.  The first, self-efficacy theory, contends that students will be more successful in 

learning a topic when they believe they are capable of doing so.  Feelings of self-efficacy are 

constructed from a mixture of sources: a student’s self-perceptions, perceptions of others’ 

performances, the view of the student in question by others in the community, and the student’s 

general psychological state (Mayer, 1998).  Clearly, such influences tie to the student’s own 

beliefs and the role of society in learning.  As with interest theory, self-efficacy has been shown 

to be positively correlated with motivation (Schunk, 1991).  Self-efficacy theory also suggests 

at least two testable hypotheses, both of which have been verified in the mathematics domain:  

first, that students with higher perceived ability to solve problems should have success more 

often than those with lower perceived ability, and second, that improving self-efficacy should 

improve student performance (Schunk & Hanson, 1985).   

Finally, attributional theory predicts that “the kind of causal ascriptions that a student 

makes for successes and failures is related to academic performance” (Mayer, 1998, pp. 59–60).  

Experienced teachers may be familiar with this phenomenon – upon receiving a bad test score, 

some students will blame the teacher’s inexperience, a noisy testing environment, peer 

distractions, distress in one’s personal life, and so on.  In general, “students who attribute 

academic success and failure to effort are more likely to work hard on academic tasks than 

students who attribute academic success and failure to ability” (Mayer, 1998, p. 60).  Taken 

together, these three theories of motivation add support to the notion that MPS can be 
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influenced by more than just cognitive factors; affect plays a key role in cognition, as it does in 

sports, music performance, and many of life’s endeavors (Juslin & Sloboda, 2001; Lazarus, 

2000). 

Mathematical belief systems and the situated nature of learning also shape the MPS 

process.  A particularly striking example is provided by Säljö & Wyndhamn (1996).  In their 

experiment, they gave the same mathematics task to 214 eighth and ninth graders who were in 

either a mathematics or social studies class.  The task involved determining the cost to mail a 

letter of a certain weight, and the answer could be read off by simply examining a table of 

weight-cost cutoffs.  In the social studies class, this was the predominant approach (70.7% of 

students).  In the mathematics class, however, the majority of students (57.4%) began setting up 

equations and doing calculations even though such an approach yields the wrong answer and 

completely ignores the step-like nature of the postal system’s pricing table.  In analyzing the 

reasons behind this surprising difference, the authors suggest that since the mathematics 

students were situated in a mathematics classroom and given a mathematics task, they believed 

they should engage in the type of cognitive activity appropriate for such a setting.  The social 

studies class, in contrast, saw the task as a real-world problem and let the constraints of the 

problem dictate the type of cognition that was required. 

The above example attempts to highlight that the beliefs students hold about 

mathematics, and the settings that both trigger and shape these beliefs, can dramatically impact 

how they go about interacting with the subject.  Schoenfeld (1992) catalogs a list of commonly-

held student beliefs based on an extensive review of the research literature:  “Mathematics 

problems have one and only one right answer”, “There is only one correct way to solve any 

mathematics problem – usually the way the teacher has most recently demonstrated to the 

class”, “Students who have understood the mathematics they have studied will be able to solve 

any assigned problem in five minutes or less”, and “The mathematics learned in school has little 
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or nothing to do with the real world” (p. 359).  Putting stock in any of these ideas can have 

serious effects on MPS.  For example, when students believe all problems can be solved in 

fewer than five minutes, they tend to give up when solutions are not readily apparent.   

An example of the consequences from the belief that mathematics “has little or nothing 

to do with the real world” can be found in the Säljö & Wyndhamn (1996) postal study described 

above.  Another surprising example comes from the third National Assessment of Education 

Progress (1983).  On this national examination of student mathematics ability, one problem 

asked students to calculate the number of buses required for a task.  Of those students who 

employed the appropriate algorithm, a plurality reported the answer as 31 remainder 12, 

completely ignoring the real-world requirement of the problem (Schoenfeld, 1992).   

Finally, the first two beliefs listed above tend to cast mathematics as an overly rigid, 

even dogmatic subject.  Students with such a disposition might see themselves as incompatible 

with the subject, in the process losing out on the many ways they might connect with the true 

nature of mathematics.  As Schoenfeld (1985) summarizes:  “Belief is an elusive issue… Issues 

of belief occupy a precarious middle ground between primarily cognitive and primarily 

affective determinants of mathematical behavior” (p. 154, original emphasis).  ‘Precarious’ is 

the important idea in this quote.  If researchers and educators do not attend to these types of 

erosive beliefs in schools, they are bound by the cognitive and affective implications that 

naturally arise from such misinterpretations of the mathematical landscape. 

Both the Säljö & Wyndhamn (1996) postal task and Schoenfeld’s above list of student 

beliefs hint at an important relationship between cognition, affect, and setting. This relationship 

is nicely articulated by Cobb and Yackel (2004) in their “emergent perspective”, a theoretical 

framework that posits correlates between the interactionist and psychological worlds, creating a 

reflexive structure that works to understand a classroom system (and the cognizing therein) 

more completely.  This theory of knowledge is built upon the idea that an uncoordinated view 
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of the cognitive and social threads of the human experience provides an inadequate 

understanding of learning.  Through their own decade-long research in elementary classrooms, 

the authors develop a robust perspective, eventually positing and providing evidence for three 

correlates between a social perspective and a psychological perspective.  For example, they 

argue that classroom social norms (e.g., citing the ideas of others, using examples from one’s 

personal life) influence and are reflexively influenced by personal views about one’s own and 

others’ roles in a classroom.  Also, sociomathematical norms (e.g., what it means for one 

argument to be different than another, what artifacts may be leveraged when engaging in 

mathematical exploration) are tied to students’ beliefs about mathematics as a subject.  Finally, 

classroom math practices (e.g., clusters of mathematically-based ways of reasoning that 

function as if shared by entire classes) link to personal views of practices related to math. 

From this viewpoint, cognition occurs simultaneously on the individual and social 

planes.  As Stephan and Rasmussen (2002) contend, “analyses taking this tenet as central would 

provide an extremely rich description of the evolution of the collective and individual learning 

over the course of an instructional sequence” (pp. 459–460).  In relation to MPS, this view is 

echoed by Resnick (1988): 

If cognition is extended to recognize the important influence of the classroom setting, then one 

might naturally ask about zooming out further to include local communities and larger society.  

This view is nicely captured in Gutstein’s (2003, 2006) phrase “reading and writing the world 

with mathematics”, inspired by Paulo Freire’s phrase “reading the word and world” (Freire & 

Becoming a good mathematical problem solver – becoming a good thinker in 

any domain – may be as much a matter of acquiring the habits and dispositions 

of interpretation and sense-making as of acquiring any particular set of skills, 

strategies, or knowledge.  If this is so, we may do well to conceive of 

mathematics education less as an instructional process (in the traditional sense 

of teaching specific, well-defined skills or items of knowledge), than as a 

socialization process. (p. 58)   
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Macedo, 2013).  In this view, teachers want students to approach problem-solving in such a way 

that it is intended as a tool to improve society, with mathematics as the lens through which they 

interpret their reality.  Such a view backgrounds the myriad rules and procedures of 

mathematics and foregrounds the use and promise of those resources.   

Many authors have offered views that promote a focus on society, offering ideas for the 

type of global change that MPS can create.  Gutiérrez (2007, 2013), for example, sees 

mathematics as a tool to achieve equity in schools and larger society.  She writes of the 

“sociopolitical turn”, the movement in mathematics education circles to reimagine the 

curriculum as a place to teach students to use mathematics as a way to alter social and political 

norms.  In a similar vein, some researchers have suggested embedding a social justice theme in 

mathematics and problem-solving curricula (Bartell, 2013; Gutstein, 2003; Leonard, Brooks, 

Barnes-Johnson, & Berry, 2010; Moses & Cobb Jr., 2001b).  Indeed, when writing about the 

Algebra Project, an organizing effort designed to foster mathematics literacy in minority 

students, Moses and Cobb Jr. (2001a) note that the “core idea is that education in public schools 

should be an opportunity structure for every student” (p. 10).  The phrase “opportunity 

structure” suggests something important about the very cognition that underpins it:  that is, it 

gives a direction to that cognition, a goal for why it exists.  Other scholars have suggested 

different goals for mathematics education, including topical ideas such as ecological 

responsibility (Pfaff, 2011).  In all these viewpoints, thinking about mathematics is intimately 

tied with thinking about the world.   

Together, these references suggest a simple, but critical, question:  What is the primary 

reason that students learn mathematics?  The answer is surely not so that they may prove their 

worth via rote procedures and facts.  Instead, a view of mathematics that looks up from the 

textbook and out the classroom window at the complex and fragile world seems a far better 

setting for MPS.  Proponents of such a view encourage the use of ill-structured problems – ones 
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where all the needed information is not present, that may have many or no solutions, that 

require complex judgments at each stage, and that need the input of many voices and knowledge 

bases.  Some examples of this are:  How can mathematics be used to decide if a local gas station 

is unfairly charging customers?  Which student in a class has the most expensive commute to 

school each day and how should "expense” be measured?  Does purchasing solar panels for a 

house make sense financially and environmentally?  The scholars listed above argue that 

problems of this ilk enculturate students into a way of using mathematics that makes sense of 

(“read the world”) and enacts valuable change in (“write the world”) their environments. 

Conclusion 

Summarizing the most vibrant quarter-century of research into MPS, Frank Lester 

(1994) wrote:  “Problem-solving performance seems to be a function of several interdependent 

categories of factors (e.g., knowledge acquisition and utilization, control, beliefs, affects, and 

sociocultural context)” (p. 669).  The preceding pages have attempted to provide some texture 

for each of these areas and to partially expose their interdependent nature.  This 

interdependence comes alive at the intersection of the problem solver and the problem.  For 

example, in their work studying the MPS of professional mathematicians, Carlson and Bloom 

(2005) found that after orienting to the problem at hand, subjects cyclically moved through 

planning, executing, and checking stages centered about four possible areas of the MPS 

experience:  resources, heuristics, affect, and monitoring.  This multidimensional framework 

was built based on existing and inductive codes from authentic problem-solving interactions, 

rather than philosophical writing on the act of solving.  Such work highlights the critical role of 

the solver in understanding the MPS experience.  Unfortunately, at this point, I must leave the 

solver behind to some degree.  While this necessitates abandoning rich frameworks proffered by 

Schoenfeld (1985) and Carlson and Bloom (2005), it offers the chance to explore problems 
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more deeply, and to approach their study in new ways with tools from the world of educational 

data mining. 

Mathematical Problem Features 

Halmos (1980) once wrote that “those who believe that the heart of mathematics 

consists of problems are not necessarily wrong” (p. 519).  One natural corollary of this question 

is:  If problems might be the heart of mathematics, then what might be the heart of problems?  

The goal of this section is to review what various authors have to say about problem features 

and characteristics.  Chamberlin (2008) defines such a mathematical characteristic as “some 

component of the problem that may or may not help a student engage in a process” (p. 17).  

While this definition offers a good starting point in thinking about mathematical problem 

features (MPFs), it is perhaps too narrow for the goals of this dissertation.  A broader definition, 

and the working definition adopted for the research to follow is:  An MPF is some dimension 

along which a problem-solution-solver-context quartet might be analyzed in order to better 

understand the process of MPS.  This definition widens the viewfinder to include more of the 

constructs involved in MPS (discussed above) and weakens the requirement of studying 

‘engagement’. 

One immediate question to consider is:  Why should one care about MPFs?  At a basic 

level, features determine the nature of a problem/solution, and so it makes sense to look below 

the surface at the mathematical substrate and understand how it is structured.  Said simply:  

“Students learn what they are given opportunities to learn” (Bergqvist & Lithner, 2012, p. 252), 

and a thorough understanding of what problems are about can help educators create better 

learning opportunities for students.  At a deeper level, one can think about the “lived space of 

mathematics learning” (Wong, Marton, Wong, & Lam, 2002, p. 26).  What determines how 

people see, understand, work with, form opinions about – how they live – mathematics?  Wong 
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et al. (2002) suggest that these impressions are the result of two main types of variation:  inter- 

and intra-subjective variation.  Intersubjective variation captures how Chemistry differs from 

Music History, for example, including the types of cognition that are needed, the methodologies 

and activities, the nature of questioning, and so on.  Intrasubjective variation captures the wealth 

of experiential and cognitive opportunity within a single field.  Within mathematics, “some 

problems can be solved in seconds, others take a lifetime; some are computational, others are 

not; some problems do have one single answer, others have infinitely many solutions, etc.” 

(Wong et al., 2002, p. 27).   

MPFs offer dimensions in which to measure and study the intrasubjective variation of 

mathematics.  This knowledge can be powerful, for it allows teachers to engineer the experience 

they wish students to have with mathematics, just as nutritional science allows food scientists to 

create specific types of culinary or dietary experiences.  As a simple example, to counter the 

commonly-held student belief that all problems are solvable within a few minutes, teachers 

could expose students to problems whose solutions require days, weeks, or even an entire 

school year to solve.  One final reason for better understanding MPFs is that this knowledge 

could help educators make informed choices about existing or future curricula to determine if 

they are meeting the desired goals, be they personal, school-dictated, or standards-based. 

How should a list of MPFs be organized?  While some authors have attempted to group 

features, these efforts often seem to fall short.  For example, Days, Wheatley, and Kulm (1979) 

speak of subject and task variables.  This first category captures features of the problem solver 

(gender, age, cognitive level, etc.), and the second outlines problem characteristics (structure, 

length, placement on the page, etc.).  Another common approach is to group MPFs into surface 

versus deep structure.  Surface structure refers to those elements that are most visible about a 

problem – the representational media it uses (graphs, words, symbols, etc.), the size of the 

numbers involved, the forms of mathematical expressions, etc.  In contrast, recognizing the 
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deep structure involves having an awareness of the mathematical ideas at play and how these 

influence the MPS experience.  Returning to an example from above, the integral ∫
𝑥 𝑑𝑥

𝑥2−9
 has 

a surface structure of “a rational function involving a difference of squares” and a deep structure 

of “the function 𝑥2 − 9, and its derivative 2𝑥” (up to a constant factor).  This difference is 

important because it partly explains why so many students chose an inefficient approach when 

evaluating the integral:  partial fractions seems like the appropriate action if one considers only 

surface structure.  In general, this distinction is valuable because one well-documented 

distinction between experts and novices (across many fields) is that experts attend to deep 

structure and novices to surface structure:  “With experience one comes to recognize deep 

structure in a discipline and to categorize problems in the light of such perceptions” 

(Schoenfeld, 1985, p. 245). 

Two problems exist with using such organizational schemes to make sense of MPFs.  

The first is that they do not parse the world of MPFs very well.  For example, the first approach 

above (subject vs. task variables) uses only a subset of the components in the problem-solution-

solver-context quartet, a delineation that makes little sense given the complex interconnectivity 

of these components.  The second scheme (surface vs. deep structure) is also flawed.  As Smith, 

Stein, Arbaugh, Brown, and Mossgrove (2004) find in a collection of sorting tasks, surface- and 

deep-structure elements do a poor job making sense of mathematical problems.  For example, 

the surface feature of “Has real-world context” can be found in both trivial and rich 

mathematical problems (Smith et al., 2004, p. 51).   

The second trouble with these organizational schemes is that they do not appear to be 

based on any larger understanding of the MPS literature.  This results in incompleteness (in 

terms of the kinds of features studied) and theoretical indefensibility.  It is for this very reason 

that the above section on MPS was included in this literature review.  The categories above – 
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Cognition; Metacognition; and Affect, Beliefs, and Society – will form the organizational 

structure of what is to follow.  For simplicity, these categories will be combined into two groups 

of roughly equal size:  Cognition/Metacognition and Affect/Beliefs/Society.  Below, MPFs 

from both of these headings are discussed, including citations from relevant literature.  These 

ideas form the basis for the LAMs and PSMs detailed in Chapter 3. 

Cognition/Metacognition 

In addition to the Cognition/Metacognition and Affect/Beliefs/Society split mentioned 

above, Figure 2.3 will be valuable in helping to organize my collection of MPFs. 

 

 

Figure 2.3.  A graphical visualization of the solution network to a hypothetical problem. 

 

Figure 2.3 attempts to visually represent a possible solution space for a hypothetical 

problem.  Each node stands for some piece of information (e.g.  a given fact, an equation, an 

expression), and each edge represents some step the solver must perform to move forward in 

solving the problem (e.g., taking a derivative, setting up a system of equations, drawing an 



46 

 

 

 

auxiliary line, etc.).  On the left side are the solution entry points – this problem has 5 different 

points of departure (entry points) – and on the right, marked by the circled plus signs, are the 

possible answers (exit points).  In many problems, all paths will converge to a single circled 

plus – these problems have a unique answer.  The circled Xs represent possible exit points that 

lead to an incorrect answer because of a misconception.  As students make progress through a 

problem, they move from left to right, and different approaches might branch into unified 

solution pathways.  Figure 2.3 does not capture ideas like backtracking or procedural mistakes.  

In two places, a node is connected to another via a vertical line.  This notation means that some 

fact or idea has been leveraged which is unrelated (orthogonal) to the idea stream at hand.   

As an example, a student might be asked to solve 
(𝑥2+1)(𝑥2−1)

𝑥2−3𝑥+2
= 4.  Two possible 

ways to begin are to factor 𝑥2 − 1 and then 𝑥2 − 3𝑥 + 2, or vice versa.  Both result in the same 

equation.  This could be visualized by the convergence of paths seen in the bottom portion of 

Figure 2.3.  After this, the student could cancel the factor of (𝑥 − 1) found to be in common.  

At this point, the student might focus on the 𝑥2 + 1 in the numerator.  The student could 

envision the graph of this function and decide it had no real roots, and hence no factorization.  

This could be represented by the vertical node connection seen above.  The student might, 

instead, decide to factor 𝑥2 + 1 somehow, because of a misconception that the “sum of squares” 

is factorable, eventually leading to an incorrect solution (the circled X).  The student following 

the correct path might then clear the equation of fractions and try to solve the resulting 

polynomial equation.  This pathway converges with the horizontal one seen above which 

represents the student first clearing fractions and then factoring.  Continuing in this way, one 

could map the many solution pathways for a given problem, cataloging the use of important 

resources and misconceptions. 
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With Figure 2.3 to aid our discussion, I can now turn to the cognitive and metacognitive 

MPFs most commonly cited in the research literature.  It is worth noting that while these 

features might be mentioned in the Cognition/Metacognition category, they often have ties to 

the Affect/Beliefs/Society category.  The first MPF will provide an example of this. 

Number of entry/exit points.  In Figure 2.3, the number of exit points is captured by 

the number of circled plus signs, and the number of entry points is seen by the number of nodes 

on the left side of the visualization.  In reviewing the literature, it appears that authors tend to 

discuss and try to measure exit points (answers) more frequently than entry points.  These exit-

point studies have yielded some distressing results.  In a review of three Chinese and one U.S. 

textbook series, Zhu and Fan (2006) found that 98.1% and 93.4% of problems respectively had 

a single correct answer.  To add to this, Cai (1995) found that when presented with problems 

that had more than one possible answer, only 1% of U.S. students were able to come up with 

more than one.   

On the front end of the MPS experience, theorists have written about the importance of 

giving students problems which afford multiple entry points.  Such problems allow solvers to 

display different kinds of competencies, helping students see the worth of their classmates and 

training them to value some types of thinking that are usually demoted in symbol/procedure-

dominated U.S. mathematics classrooms (Featherstone et al., 2011; Gutiérrez, 2007; Lotan, 

2003).  Problems with multiplicity on both the front and rear ends are thought to have the 

potential to re-map mathematical belief systems, offer greater challenge to students, require 

collaboration, and include more voices (Featherstone et al., 2011).  Finally, Roberts (1996) 

includes “multiple entry and exit points” as one of her features of a “potentially ‘good’ 

problem” (p. 20). 

Number of solutions.  Several authors who study the cognitive demands of 

mathematical problems have noted the multiplicity of solutions as an important feature to be 
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considered when designing curricula (Featherstone et al., 2011; Stein, Smith, Henningsen, & 

Silver, 2000).  In Figure 2.3, the solution multiplicity is captured in the number of significantly 

different paths beginning on the left and working to a circled plus on the right.  Here, 

‘significantly different’ depends on the location of branching points and the nature of the steps 

involved along these pathways.  Various reasons exist for desiring multiple solutions, especially 

solutions that explore the problem in ways that feel quite unrelated.  Graham (1968) notes that 

some solutions can offer “an esoteric touch dear to the mathematician’s heart” (p. iii).  Thus, 

affect plays a role in the desire for multiplicity.  Cognition and society do as well:  On an 

intellectual level, seeing multiple proofs of a theorem, for example, can provide greater insight 

as to why a theorem is true.   

As an example:  Proving the cyclic nature of the group ℤ5 using a group table is much 

different than a proof that shows ℤ𝑝 is cyclic for any prime 𝑝 and then concludes ℤ5 is cyclic 

since 5 is prime.  The first solution approaches the problem from the inside – using the actual 

elements of ℤ5.  The second creeps toward the truth from the outside, viewing the group ℤ5 as a 

member of a class of groups that share similar properties.  Loomis’s (1968) book, reprinted by 

the NCTM, takes this idea to the extreme, collecting 367 different proofs of the Pythagorean 

Theorem!  Finally, mathematics educators who focus on the social implications of mathematics 

note that multi-solution problems better match the types of complex investigations carried out in 

the real world (Featherstone et al., 2011).  Indeed, questions like “How should one spend the 

state budget surplus?” tend not to have a single approach or answer.  Even those questions that 

point to a single exit point might have many ways to reach it (e.g.  How much area of an n by n 

square remains after a 1 inch border is removed?). 

Number of steps.  Solutions connect the left and right ends of Figure 2.3, but how 

many nodes and edges are visited along the way?  The number of steps involved in a problem 

attempts to capture this idea.  It should be noted that this idea only makes sense relative to a 



49 

 

 

 

particular student.  While an Algebra I student might look at the problem “Solve 3𝑥 − 1 = 7 −

9𝑥” and need three or so steps (combining the x’s, combining the numbers, dividing by the 

coefficient on x), the Calculus student may have compacted this sequence of steps into a single 

step (“solving a linear equation”).  This process, somewhat similar to reification (Sfard, 2008; 

Sfard & Linchevski, 1994), happens frequently in mathematics:  that which was hard and 

involved becomes easy and routine.  Because of this tendency for many steps to compress to 

fewer steps, counting the numbers of steps in a solution has proven difficult – just as counting 

the number of file folders on one’s computer could be difficult.  Does only the top level folder 

structure count?  What about one level below this?   

Similar issues challenge researchers when exploring the file-folder structure of 

mathematical solutions.  In one study looking at this idea, Zhu and Fan (2006) found that in the 

textbooks they studied, about 63% of U.S and 52% of the Chinese problems were solvable in a 

single step.  This result, based on the simplest possible dichotomy (single-step vs. multi-step), 

shows the lack of depth in current textbook problems.  Quintero (1984) found that while 

roughly 80% of fifth graders were able to solve one-step word problems, this same percentage 

of students failed to solve problems with just one more step.  Similar results have also been 

chronicled for U.S. students on the NAEP mentioned earlier (Committee on the Evaluation of 

National and State Assessments of Educational Progress & National Research Council, 2000). 

Difficulty.  While a problem’s perceived difficulty varies from person to person, one 

could speak of the average difficulty a problem presents.  Teachers use this idea when choosing 

problems for a test, and psychometricians leverage this notion when developing standardized 

assessments.  Some authors use the term complexity instead of difficulty.  This document treats 

these ideas as synonymous:  the term complexity simply locates the challenge within the 

problem itself, while the term difficulty is the realization of this complexity by a particular 

solver.  Several ideas have been proffered for how one might see or measure problem 
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complexity.  Chamberlin (2008) writes that “the existence of multiple iterations [attempts at 

solving a problem] is likely an indicator of the complexity of the problem solving task”  (p. 6).  

Others have suggested that the difficulty of a problem lies in the relationship of the solver’s 

current skill set to the collection of ideas needed to solve a problem (Weiss, 2003).  Both of 

these characterizations can be challenging to measure, so some researchers and test creators 

have used data sets of student performance to help decide on the complexity of problems.   

This idea is leveraged in the popular Elo rating system for chess.  Here, players are 

assigned ratings based on probability models that predict how they will fare against various 

competitors (“Elo rating system,” 2014).  Thus, the challenge or difficulty presented by a 

competitor (a problem) is a number encoding the likelihood one will win or lose when matched 

with that opponent.  One reason so many authors cite difficulty as an important feature of 

mathematics problems is that it is known to provide opportunities for higher-order thinking, 

promote critical thinking, and increase student engagement and motivation (Matsko & Thomas, 

2014; Weiss, 2003).  Some researchers have begun to delineate different types of difficulty, 

including conceptual and procedural difficulty (Schoenfeld, 1985).  For example, after a course 

in linear algebra, finding the solution to a linear system of 10 equations in 10 unknowns by hand 

might be conceptually simple but procedurally complex.  On the other extreme, the proofs of 

some theorems are quite short, involving very few procedural steps, and yet are especially 

difficult to comprehend.  In Figure 2.3 above, one might imagine difficulty as the average 

hardness found in moving between nodes combined with some measure of how likely one is to 

proceed along a given path. 

Presence of misconceptions.  Findings from cognitive science suggest that 

understanding student thinking is more than a matter of the accuracy of student answers.  

Resnick (1988) suggests additional threads that help researchers make sense of MPS:  solution 

strategies, representations, and errors and misconceptions.  This final category has given rise to 
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a method of analysis known as “analysis of errors” (Magone, Cai, Silver, & Wang, 1994, p. 

329), which was used in the well-known QUASAR project (Silver & Stein, 1996).  In brief, the 

main idea is that student mistakes (both procedural and conceptual errors) are valuable in 

revealing shortcomings of particular pedagogies.  They can also expose particular topics that are 

prone to misconceptions because of the way humans structure learning or are genetically wired.  

For example, many societies structure their language and conceptual metaphor so that the notion 

of time is mapped to the body in such a way that the future is ahead of the self (ego), and the 

past is behind the ego (Lakoff & Núñez, 2000).  Aymara speakers of South America, however, 

use precisely the opposite structure:  the future is behind the body, and the past is in front 

(Núñez & Sweetser, 2006).  This structuring would be instrumental in understanding why an 

Aymara speaker would get confused by the phrase “the past is behind us now”.   

While this example may seem far afield, it starkly underscores the complexity of 

building understanding. Experienced teachers are well aware of this phenomenon:  They know 

particular topics to be especially thorny, that certain classes do not go well, and even the 

procedural weaknesses of specific students.  All of these roadblocks affect student MPS, and 

hence, the understanding of mathematical topics.  In the past, the identification of 

misconceptions had to occur at a local level.  With the rise of big data, however, error-

identification can happen at a macro-level. As an example of this, Daphne Koller (2012) 

explains in a 2012 TED Talk how researchers were able to identify student misconceptions in a 

Coursera MOOC (Massive Open Online Course) on Machine Learning by leveraging the 

answers provided by the 100,000 enrolled students.  Over 2,000 students (2%) gave the same 

wrong answer, a percentage low enough to be overlooked or not appear in traditional settings, 

but which cannot be missed in a larger data set.  By finding the conceptual source of this error, 

course planners were able to provide a specific feedback message for the thousands of students 

submitting this answer, and in the process, create a more didactic learning environment.  In 



52 

 

 

 

Figure 2.3, misconceptions are indicated as circled Xs.  These might be inherent in a topic or a 

consequence of how a person or society structures its understanding of the world. 

Resource creation.  One of Schoenfeld’s (1985) four pillars of MPS is Resources.  

Interestingly, MPS requires the use of resources, but also has the potential to develop these 

resources.  Some see this later idea as the main point of assigning homework problems in the 

first place.  Too often, however, this resource creation is focused on developing fluency with 

algorithms or procedures (Cai, 2003).  While this is one valuable use for MPS, there are other 

resources teachers could be developing in their students.  As an example, Schoenfeld (1979) 

describes an effort to explicitly train students in the use of heuristics.  That is, instead of giving 

students vague, difficult-to-realize general rules like “In Geometry problems, it helps to add 

auxiliary lines”, students were trained to recognize when such additions were warranted, the 

types of lines one might draw (perpendiculars, angle bisectors, tangents, medians, etc.), and that 

the term “lines” is better replaced with “elements” because solvers often introduce circles, 

orthocenters, inscribed and circumscribed shapes, etc.  Thus, the degree to which a problem 

develops the breadth or depth of MPS resources is an important feature of a problem.   

Embedded in the notion of resource creation is the idea of necessitation (Roberts, 

1996).  That is, some problems are capable of making a certain idea leap off the page or show 

the challenge in defining a term.  Harel (2000) refers to this as his Necessity Principle:  “For 

students to learn, they must see a[n] [intellectual] need for what they are intended to be taught” 

(p. 185).  As an example, a student new to integration (who has yet to see improper integrals) 

might be given problems like ∫
1

𝑥

∞

2
 𝑑𝑥 or ∫

1

𝑥

1

−1
 𝑑𝑥 and asked simply to explore what they might 

mean.  In doing so, they would need to formulate precise definitions of improper integrals upon 

seeing the limitations of their previous views on integration.  
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Development of metacognition.  Just as problems might improve students’ cognitive 

resources, they might also develop metacognitive processes.  While much has been written 

about metacognition, very little appears to be known about how mathematical problems 

contribute to the development of metacognition.  Certainly, those problems that require intricate 

case work and interdisciplinary collaboration will involve control mechanisms.  One interesting 

result comes from a study in which gifted students were given the chance to create problems as 

part of a high school problem solving class.  When asked to rate how this unique opportunity 

affected them, students gave the prompt “Creating original problems causes me to think about 

my own thinking (metacognition) more” an average rating of 3.51 (n = 86) out of 4 (Matsko & 

Thomas, 2014, p. 8).  Out of the 11 prompts, this was the second highest score overall and 

indicated strong agreement.  Thus, there is some evidence that problem creation can be 

beneficial for the promotion of metacognition as seen in student self-reports. 

Variety of representational media.  Problems can include or demand a mixture of 

different semiotics:  words, symbols, graphs, diagrams, gesture, sound, etc.  The first four of 

these are especially common in classroom mathematics.  The next two might arise with prompts 

like “Move your left hand toward the wall so it approaches it one-third as fast as your right 

hand” and “Set your metronome so it clicks four times as often as mine”.  Some mathematics 

writers have tried to incorporate this diversity in their pedagogical approaches.  One attempt to 

widen the emphasis on different media came from the Harvard Calculus Consortium.  Because 

of their recommendations, several popular Calculus texts have adopted the “rule of four”, an 

approach to mathematical pedagogy stressing words, symbols, graphs, and tables (Hughes-

Hallett, McCallum, & Gleason, 2012; James Stewart, 2011).  As an example, these books strive 

to build a rich understanding of functions by continually leveraging all four semiotics.   

In a recent study, Zhu and Fan (2006) found similar results in other textbooks:  

Classifying problems into four categories (“Purely mathematical”, “Verbal”, “Visual”, 
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“Combined”), they found that both Chinese and U.S. textbook series relied on a mixture of 

different presentation types (p. 620).  Chinese books leaned more toward the symbolic – 53.9%, 

26.9%, 3.3%, and 16.0% respectively – while the U.S. textbook series was more balanced – 

26.9%, 31.5%, 8.6%, and 33.0% respectively (Zhu & Fan, 2006, p. 620).  Representational 

variation is particularly important when viewed with the lens of student learning styles (R. S. 

Dunn & Dunn, 1993; R. S. Dunn, Dunn, & Price, 1989).  Research indicates that when visual, 

auditory, and kinesthetic learners are correctly matched with visual, auditory, and kinesthetic 

information, students realize an average improvement of 0.75 standard deviations compared to 

unmatched instruction (R. Dunn, Griggs, Olson, Beasley, & Gorman, 1995). 

Appropriateness.  Several thinkers have pointed to the idea of appropriateness in MPS 

and everyday engagement.  Weiss (2003) writes that “a good problem should be based on an 

analysis on students’ current content knowledge.  If a problem is to serve as a stimulus for 

higher-order and critical thinking, students must find the problem to be challenging” (p. 26).  

Thus, it is the relationship of student skill-level and problem difficulty that determines 

appropriateness.  Two of the main suggestions from the research literature are that tasks be both 

developmentally-appropriate and offer a challenge slightly above what the student is currently 

capable of doing (Chamberlin, 2008, 2010; Piaget, 1947; Weiss, 2003).  Mihaly 

Csikszentmihalyi (1991) has done extensive research into the relationship of skill and challenge, 

coining the term “Flow” to describe an ecstatic, effortless state of connection to the task at hand 

wherein great challenge and great skill enjoy synergistic relations.  He pictured flow as the 

highlighted space in Figure 2.4. 
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Figure 2.4.  Adaptation of Csikszentmihali’s Flow chart from (Csikszentmihalyi, 2004). 

 

Internal resource collaboration.  Much of how educators teach mathematics is 

compartmentalized.  The curriculum is divided into subjects (Geometry, Algebra, etc.) by grade 

level, and textbooks divide these subjects into topics (Triangles, Quadrilaterals, three-

dimensional surface area and volume, etc.), and finally, into bite-sized lessons.  While this 

decomposition adds epistemological organization, it also diminishes the feeling that 

mathematics is a holistic endeavor (Roberts, 1996).  As such, some scholars have called for 

drawing on problems that unite multiple areas of mathematics or that unite mathematics with 

related subjects and the real world (Featherstone et al., 2011; Gutstein, 2003, 2006; Roberts, 

1996).  Such problems draw on a wider range of cognitive resources, demanding metacognitive 

coordination between these resources.  Interestingly, when Matsko and Thomas (2014) asked 

their problem-creating gifted students (mentioned above) to describe what motivated them when 

creating new problems, they cited a desire for “interdisciplinary thinking, and transfer to real 

life” (p. 9). 
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Insufficient/extraneous information.  Some problems do not present the information 

necessary for their solution, while others have information that adds no value to the solution of 

the problem.  Both of these phenomena are extremely rare.  In a survey of textbook series, Zhu 

and Fan (2006) found that 15 of 6850 (0.2%) Chinese problems and 264 of 13286 (1.98%) U.S. 

problems had extraneous information (p. 619).  Insufficient information was even rarer:  it 

showed up in 0.014% of Chinese textbook problems and 0.030% of U.S. problems (Zhu & Fan, 

2006, p. 619).  These results suggest that over 98% of mathematics problems in China and the 

U.S. provide exactly the needed information to solve them.  This approach to constructing 

mathematical problems contrasts sharply with life beyond school:  “In reality, people usually 

need to gather information, judge the quality of the information, and then select the necessary 

information to solve the problems, which is an indispensable procedure” (Zhu & Fan, 2006, p. 

619). 

Amount learned.  Perhaps one of the most important features of a problem is how 

much the student learns from working the problem.  Studies exploring this feature tend to occur 

at four moments in time relative to the solving experience.  First, researchers can have students 

participate in think-aloud interviews as they are working the problem and analyze video of these 

interactions to make decisions about student learning (Schoenfeld, 1985).  Other authors code 

the problems being studied after they are completed, looking for evidence of understanding 

(Days et al., 1979).  A third choice is to give a delayed assessment with similar problems to see 

if the learning holds up over time (Hodds et al., 2014).  Last, one might be interested in the 

longitudinal strength that a problem can engender in relation to dissimilar problems.  This idea, 

sometimes called mathematical power, refers to one’s ability to effectively use mathematics in 

novel situations, to develop new approaches, and to be flexible when doing so (Gutstein, 2003; 

National Council of Teachers of Mathematics, 2000).  As Bergqvist and Lithner (2012) write, 

“one of the main goals of mathematics education is to help students develop competencies that 
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can activate thinking processes that are useful in constructing new reasoning in nonroutine 

problem solving” (p. 267). 

Cognitive engagement.  Cognitive engagement refers to the degree to which the 

problem pulls the student in with mathematically interesting features.  This idea is much 

different than affective engagement, which describes the emotional draw of a problem 

(discussed below).  Certain types of television, for example, exhibit high affective engagement 

with low cognitive engagement.  As Roberts (1996) warns:  “What we as teachers perceive as 

interesting challenges do not always correspond to what students find interesting” (p. 18).  

Furthermore, teachers must be careful to avoid the opposite problem, in which cognitively-

bland problems are spiced up with affective flair.  Dewey (1913) cautioned against such an 

approach over 100 years ago – he wanted to avoid a world in which “everything is made play, 

amusement … everything is sugar coated for the child” (pp. 3–4).  While attempts have been 

made to measure mathematical cognitive engagement (Helme & Clarke, 2001), these efforts are 

difficult given the interwoven nature of cognition, metacognition, affect, goals, and beliefs 

(Pintrich & Schrauben, 1992).  In addition, researchers have found that studying cognitive 

engagement in laboratory settings often fails to capture the complexity of generating cognitive 

engagement in real classrooms (Pintrich & Schrauben, 1992).  For these reasons, many 

researchers are turning to qualitative methodologies to determine how, why, and to what extent 

students are engaging cognitively with problems. 

Novelty.  Novelty is one of the most discussed types of MPFs.  Often, the language 

routine/nonroutine is used to underscore a belief that novelty is a function of exposure.  Other 

authors use the language “exercise” versus “problem” to demarcate the set of problems for 

which students have a well-established procedure from those for which they do not (Schoenfeld, 

1985).  One trouble with this construct is that it is student-centric; so, what is routine for one 

student may not be for the next student.  Thus, it is difficult to label a given problem as routine 
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or nonroutine because such a determination cannot be made without a complete understanding 

of an individual student’s cognitive history.   

A possible work-around to this comes from the research of Lithner (Bergqvist & 

Lithner, 2012; Lithner, 2003, 2004, 2008).  In his work, he selects problems from textbooks and 

uses the sections from which they come and the examples from these sections as points of 

comparison.  Given that students commonly search these references when working homework 

problems, they provide a proxy for what the students might be familiar with.  He defines three 

types of reasoning that can arise within this framework:  Identification of Similarities (IS), 

Local Plausible Reasoning (LPR), and Global Plausible Reasoning (GPR) (Lithner, 2003).  In 

IS, students are able to map a homework problem to a nearly identical example from the text.  

LPR is similar but requires the student to diverge at times, bringing in some novel ideas.  GPR 

describes a problem for which there exists no template in the section, thus requiring students to 

forge their own solution pathways.  In reviewing a mixture of sections from different Calculus 

textbooks, Lithner (2004) showed that in some sections, IS exercises comprised as much as 85% 

of typical student problems.  After averaging across many sources and trying to account for the 

types of problems that teachers actually assign from books, Lithner (2004) writes that “one can 

estimate that there are about 70% IS, 20% LPR, and 10% GPR exercises in the lecturer’s 

recommendations” (p. 423).   

In an international study of U.S. and Chinese textbooks, Zhu and Fan (2006) used a 

two-category classification scheme (routine/nonroutine) and found even more alarming results: 

98.8% of the Chinese textbook problems and 96.8% of the U.S. textbook problems surveyed 

were labelled routine (p. 617).  Adding to this theme, Tallman (2013) conducted an analysis of 

questions from U.S. college Calculus final exams and found a similar strong emphasis on 

routine computational and procedural problems.  Thus, despite Kohler’s (1924) initial construct 

of novelty almost 100 years ago, the efforts of Polya (1954, 1962) to popularize it during the 
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20th century, and recent attempts to weave it into national standards (National Council of 

Teachers of Mathematics, 2000), converging evidence suggests that a focus on novelty has yet 

to take hold.   

Cognitive sophistication.  Naturally, one of the most important features of a problem is 

the nature of the cognitive activity it demands of its solvers.  Consider two example problems 

related to average speed: 

 

Problem A:  Billy left home at 10 AM and covered the 5 miles to work by 10:15 AM.  What is 

his average speed? 

Problem B:  On the 20 mile journey to work, Suzie was able to drive 40 mph.  On the way back, 

she could only drive 30 mph due to traffic.  Give a convincing argument why her average speed 

is NOT 35 mph.  

 

The first problem is a typical textbook exercise – it asks students to do nothing more 

than recall the average speed formula and give some thought to units.  The second problem 

stresses conceptual understanding of the average speed idea.  In responding to this problem, 

students need to face a common misconception, discover how to resolve it, and come to see 

average speed as a time-based weighted average of speeds, in addition to the typical definition 

of total distance divided by total time.  This problem pair gets to the heart of an important 

distinction raised by many educational researchers:  procedural versus conceptual understanding 

(Hiebert et al., 1997; Wu, 1999).  Along similar lines, Chamberlin (2008, 2010) writes of 

higher-order thinking and lower-order thinking, stressing that the former avoids automaticity 

and presents a truly problematic situation to the solver.  Days et al. (1979) also use a binary 

classification when labeling the conceptual richness of problems in a study on linear equations.  

Using the underlying model, the types of words in the problem, and the operations required, 
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they categorize problems as “abstract” or “concrete”.  A similar two-tiered classification is 

articulated by Smith et al. (2004), who write of high-level and low-level tasks.  They define the 

former as those “tasks that demand engagement with concepts and that stimulate students to 

make purposeful connections to meaning or relevant mathematical ideas” (Smith et al., 2004, p. 

46).   

These binary classifications have been extended to three-tiered systems in the case of 

abstraction (Dreyfus, Hershkowtz, & Schwarz, In press) and four-tiered systems (Stein et al., 

2000).  In this four-part system, Stein et al. (2000) delineate the categories “Memorization”, 

“Procedures without Connections”, “Procedures with Connections”, and “Doing Mathematics”.  

In essence, these categories try to capture the range of cognitive activity asked of students – 

from the simple reproduction of known facts to the bread and butter of mathematicians:  

conjecturing, proving, making connections among representations, etc.  One reason so much 

focus has been given to this feature is that, not surprisingly, what teachers cognitively demand 

of their students tends to be linked to the level of thinking students end up doing.  As Lithner 

(2008) notes:  “In exercise and assessment task construction it is possible to judge what kind of 

reasoning is required, which correlates strongly with the reasoning that students will use” (p. 

274). 

It is important, however, not to oversimplify the issue of cognitive sophistication as the 

choice between procedural and conceptual loci.  As Jon Star (2005) writes:  “Current 

characterizations of the terms procedural knowledge and conceptual knowledge are limiting and 

are in fact impediments to careful investigations of these constructs” (p. 405, original 

emphasis).  He argues that both types of knowledge can be either superficial or deep, and that 

casting procedural knowledge as always superficial and conceptual knowledge as always deep 

is fallacious.  With this lens, cognitive sophistication is more closely tied to the depth of the 

mathematics involved in a problem, rather than the nature of that knowledge. 
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Creativity.  Mathematical problems can both demand and develop creativity from 

students.  As Silver (1997) writes:   

 

In trying to understand the creativity found in and demanded by problems, some researchers 

have looked for non-creative reasoning as a contrast point.  For example, Lithner (2008) 

articulated a three-tiered categorization scheme including memorized reasoning (MR), 

algorithmic reasoning (AR), and creative mathematically founded reasoning (CMR).  These 

were distinguished by the number of steps and automaticity of movement through these steps in 

problems.   

Others have attempted to articulate the components of creativity itself and then search 

for those components within problems.  Drawing from previous work in creativity theory, Silver 

(1997) highlights three key determinants of this construct within mathematics:  fluency, 

flexibility, and novelty.  The first of these tries to capture the number of significantly different 

ideas generated in response to a question.  For example, if asked to give examples of different 

kinds of continuous functions, a fluent high school answer would include power, root, 

exponential, logarithmic, linear, trigonometric, piecewise, and absolute value functions.  

Flexibility measures the degree to which one’s thinking must bounce around among different 

ideas.  As an example, identities such as ∑ (
𝑛
𝑘

)𝑛
𝑘=0 = 2𝑛 can be proven laboriously through 

algebra or easily if one is willing to recast the problem as the number of ways of forming a 

committee of an arbitrary size using n potential members.  Finally, novelty describes the 

uniqueness of an idea generated in response to a problem.  This contrasts with the MPF of 

Mathematics as an intellectual domain stands at or near the top of any 

hierarchical list of intellectual domains ordered according to the extent to which 

creativity is evident in disciplinary activity or production.  Thus, it is ironic that 

for most students throughout the world, mathematics would almost certainly be 

among the set of school subjects least associated with creativity.  (p. 75)   
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novelty above, which measures the commonness of a problem against previously seen 

problems.  Here, novelty measures the prevalence of an idea relative to the types of ideas 

typically produced in response to the problem.   

To this list of traits, Haylock (1997) adds two additional ways one might identify 

creativity in problems:  breaking content-universe and algorithmic fixation.  Content-universe 

fixation refers to the tendency of problem solvers to place (often incorrect) assumptions on their 

mental space of operation.  For example, many students, when asked to find a pair of numbers 

with sum 10 and difference 10 limit themselves to positive numbers and miss the solution of 10 

and 0 (Haylock, 1997).  Algorithmic fixation describes a phenomenon in which students 

become so accustomed to using a specific algorithm to solve a type of problem, that they miss 

much simpler solutions.  This might occur, for example, when young students are learning to 

find 
1

2
⋅ 𝑛 for various values of n by drawing diagrams and breaking their pictures into two equal 

pieces.  Then, when presented with the expression  
1

2
⋅ 1, they draw a picture as usual, instead of 

noticing that multiplication by 1 always gives back the same result.  Taken together, the 

constructs of fluency, flexibility, novelty, and the tendency to reveal content-universe and 

algorithmic fixation offer five entry points to assess the demand for creativity in a mathematics 

problem. 

Affect/Beliefs/Society 

The next set of MPFs all relate to ideas that fall under the umbrella of Affect, Beliefs, 

and Society.  As mentioned in the section above, these features of problem solving are 

powerfully connected with cognition, and so they should not be seen as living in a space disjoint 

from the MPFs already discussed.  In essence, this heading tries to capture those MPFs, both 

internal and external to the solver, that color the process of cognition. 
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Elegance.  Little appears to be written in formal research circles regarding elegance, 

and yet the idea seems to be a well-established component of the mathematical zeitgeist.  For 

example, some see Euclid’s proof of the infinitude of the primes as elegant.  This proof assumes 

there are finitely-many primes, and then uses these to construct a number 𝑁 = 𝑝1 ∗ 𝑝2 ∗ … ∗

𝑝𝑘 + 1.    𝑁 is not divisible by any of the primes, so it must be prime itself.  This is a new prime 

not equal to any on the original finite list, and hence a contradiction is reached.   

Graham (1968) suggests that one form of elegance is the relationship of the solution to 

the problem.  The above theorem is about finiteness or infiniteness, and one key fact about 

finitely-many integers is that they can be multiplied with no trouble.  Another form of elegance 

is the surprising simplicity of an argument.  Often, it takes a tremendous amount of work to find 

out how many numbers or functions meet some definition; here, the proof is but a few lines.  

Graham (1968) also sees elegance in mathematics that suggests new directions or opens up lines 

of thinking.  Euclid’s idea generalizes nicely:  it can be used to show there are infinitely-many 

primes of the form 4𝑛 + 3 by using a similar argument and defining 𝑁 = 4 ∗ 𝑝1 ∗ 𝑝2 ∗ … ∗ 𝑝𝑘 +

3.   Finally, some see elegance in a mathematical solution when it appears to be the way the 

argument “should” proceed at its finest.  This idea has been captured in the mathematics 

community in the phrase “proofs from the book”, a phrase based on Paul Erdős’s idea of The 

Book, “in which God keeps his most elegant proof of each mathematical theorem” (“Proofs 

from THE BOOK,” 2014).  Indeed, an actual book by this very name has been written (Aigner 

& Ziegler, 2009), and Euclid’s above proof is the first result presented. 

Productive dispositions.  Students hold surprising and often inaccurate conceptions of 

what mathematics is.  For example, after conducting interviews with over 70 students, Wong et 

al. (2002) described the “lived space of mathematics learning”: a view in which mathematics is 

calculable; rarely uses diagrams; requires thinking; can be useful; tends to have quick, singular 

answers; and is highly steeped in routines and algorithms.  Certainly, educators could be 
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striving to instill far richer conceptions of mathematics than this.  As an example of the 

unintended consequences created by teachers, consider the following commonly-assigned 

problem:  “Find the next number in the sequence 1, 2, 4, 8, …”.  Such a problem suggests that a 

singular answer exists, and that four pieces of data form a trend – neither of which is true.  

Indeed, Sloane (1973) notes that at least 39 distinct sequences of integers begin with this very 

pattern (see p. 80).   

Wong et al. (2002) suggest why it is important to care about the views students hold on 

mathematics:  “Indeed, students’ beliefs are the key to understanding their actions …, and 

students’ failures to solve mathematical problems are directly attributable to their less powerful 

beliefs about the nature of mathematics and mathematics problem solving” (p. 26).  Several 

authors offer a vision of mathematical problems that imbues more productive dispositions.  

Silver (1997), for example, argues that creativity should not be a feature of problems given only 

to the mathematical elite.  Rather, it should be a “disposition toward mathematical activity that 

can be fostered broadly in the general school population” (Silver, 1997, p. 75).  Halmos (1980) 

suggests offering problem courses that help students develop “an intelligent questioning 

attitude” and in which “some of the material [from the standard curriculum] doesn’t get covered 

but a lot of it gets discovered” (p. 523).   

On a more specific level, Stylianides and Stylianides (2009) suggest developing 

problems so they contain “conceptual awareness pillars” (CAPs).  These are powerful learning 

moments in which students’ intuitive approaches to thinking are shaken, inspiring them to adopt 

more robust and mature ways of thinking.  An excellent example of this is seen in the problem:  

“How many regions is a circle divided into if n points are placed on the circumference and 

connected by chords (assuming no three chords intersect at a common point)?” (Weisstein, 

n.d.).  Here, experimenting with the particular n values 1, 2, 3, 4, and 5 gives the results 1, 2, 4, 

8, and 16.  So convincing are these five pieces of data that students are shocked to learn the 
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answer for 𝑛 = 6 is actually 31, not 32.  Such a moment has the potential to weaken students’ 

belief in empirical methods of validation and strengthen their desire for analytic proof schema 

(Harel & Sowder, 1998). 

Degree of encouragement.  Mathematical problems are experiences, and experiences 

have the potential to encourage or discourage future engagement.  The degree to which a 

problem might excite or discourage a student is likely the combination of many factors:  

cognitive appropriateness (discussed above), relatability, the inherent interestingness of the 

problem, and so on.  In citing some of the work on motivation theory discussed in the MPS 

section, Matsko and Thomas (2014) note the importance of using problems to help students 

develop autonomy and competence.  While these authors leverage student problem-creation as 

the tool to generate these emotions, other teachers and researchers in the social justice 

community have found success in creating these emotions by simply changing the types of 

problems they ask their classes and the degree to which these problems come fully-formed 

(Boaler, 1998; Featherstone et al., 2011; Gutstein, 2003; Lotan, 2003).  By focusing attention on 

problems with a local emphasis, empowering communities to ask their own questions, and using 

mathematics as a tool to better society, students are able to forge their own paths and achieve 

surprising degrees of success in doing so.   

It should come as little surprise that students in a typical math classroom have little 

sense of autonomy or competence (and hence motivation or encouragement).  When compared 

to science classes where students choose their own science fair projects, English classes where 

they have the freedom to write poetry on the topic of their choice, or history classes where they 

get to choose from a list of possible essay topics, the math student’s problems are all 

predetermined and likely identical to those assigned the previous year.  This rigidity is one 

possible cause for the large decline in student mathematics motivation seen between grades 9 

and 11 (Chouinard & Roy, 2008). 
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Lifelong or self-directed learning.  One way to look at mathematics is as a piece of a 

larger academic effort to create inquisitive minds – minds that ask thoughtful questions and 

have the tools to seek the answers to those questions.  In this view, mathematical problems 

succeed or fail to the degree they inspire this type of curiosity in students.  In the view of 

Matsko and Thomas (2014), this ideal is the realization of motivation at the highest levels:  “We 

think of motivation as a process that begins with initial engagement and moves toward self-

directed, self-regulated learning” (p. 12).  Weiss (2003) argues that self-directed learning is 

created, in part, from problems that artfully mix appropriateness, authenticity, and collaboration.  

She suggests that authentic traits are most likely to generate real interest in students, and that 

with heightened interest comes a greater degree of scrutiny of one’s own work.  This scrutiny 

inspires one to try harder and to pursue more powerful methods of exploration in the future.  In 

addition, collaboration has the potential to introduce students to ideas outside of their own lines 

of thinking (Bergqvist & Lithner, 2012).  These novel approaches to inquiry are assimilated and 

become investigatory tools for life (Weiss, 2003). 

External collaboration.  The term “external collaboration” is meant to capture the list 

of potential aids one might connect with outside one’s own cognitive, metacognitive, and 

affective resources.  This list includes other people, tools (calculators, diagrams, computer 

simulations, manipulatives, etc.), and resources (textbooks, internet searches, etc.).  Many 

authors have written about the crucial role these beyond-the-ego resources play in MPS.  Some 

contend that external collaboration (usually in the form of peer-to-peer communication) is 

linked with higher-order thinking (Featherstone et al., 2011; Lotan, 2003; Weiss, 2003).  At its 

heart, communication requires listening, forming cogent arguments, making choices, balancing 

different opinions, resolving conflict, and so on.   

Beyond the communication angle, some scholars have noted that well-designed 

collaborative endeavors will necessarily generate controversy.  Weiss (2003) writes:  “The acts 
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of synthesizing ideas, making decisions, and resolving controversy will require students to 

socially negotiate learning issues inherent to the problem and defend among themselves the 

feasibility of these solutions (Duch, 2001)” (p. 27).  Another reason to promote external 

collaboration is that communication is a natural part of the problem-solving process in post-

academic environments (Roberts, 1996).  If one goal of education is to prepare students for real-

world job environments, then school-based problems must not ignore life after graduation.  

Finally, a number of experiments in the 1970s revealed that students working in small groups 

were able to achieve better results on certain tasks than research subjects could alone (Doise, 

Mugny, & Perret-Clermont, 1975; Mugny & Doise, 1978).  In their totality, these papers argue 

that collaboration is important for improved results, preparing students for life after school, 

generating and resolving controversy, and promoting higher-order thinking. 

Affective engagement.  A number of studies have looked at students’ affective 

engagement with tasks.  This term differs from cognitive engagement in that it tries to capture 

how students are feeling about their cognitive activity, rather than the quality of that cognitive 

activity.  Experiments in the 1990s showed that when students were given a greater degree of 

autonomy in a cognitive task, their degree of enjoyment rose because they felt they had some 

control over what they were doing (Flowerday & Schraw, 2003).   Other studies were able to 

link autonomy with improved emotions and decreased school dropouts (for a list, see Flowerday 

& Schraw, 2003).  In a series of surprising studies, researchers also found that when students 

were given control over the pacing or intensity of their studies, their affective engagement 

increased while their cognitive engagement actually decreased, although these findings have 

been partially contradicted by results from different studies (Flowerday & Schraw, 2003).  

Outside of giving students choices, other attempts to increase interest and excitement in 

mathematics have involved allowing students to create their own problems (Matsko & Thomas, 

2014), building curricula around important contemporary topics (Pfaff, 2011), basing problem 
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themes on locally-relevant issues (Gutstein, 2003), and designing questions that require the 

input from all members of a small group (Featherstone et al., 2011).  

Focus on inequity.  Writers from the social justice thread of educational research have 

suggested that mathematics must be seen as more than an isolated vacuum of pure logic that 

privileges speed, accuracy, and formalism.  Gutiérrez (2007), for example, writes of two 

contrasting views:  dominant mathematics and critical mathematics.  The first is a label for the 

way mathematics is currently taught and conceptualized in our society:  a rule-based, procedure-

driven subject useful for sifting society into the technical and non-technical sets.  Dominant 

mathematics sees males and Asians as its strongest practitioners and has little interest in 

changing this trend.   

As a contrast, Gutiérrez (2007) offers the idea of critical mathematics:  a reimaged view 

of the subject in which mathematics is accessible and welcoming to all – a subject that values 

many types of thinking and has a clear need for these ways of thinking.  Critical mathematics 

also paints mathematics as a subject which turns outward to the world in an effort to improve 

humanity by reducing inequity.  This disposition toward mathematics is much different than the 

collection of beliefs outlined above by Wong et al. (2002).  Teaching critical mathematics has 

proven difficult (Leonard et al., 2010), but a number of teacher-researchers have been able to 

meet with success (Bartell, 2013; Gutstein, 2003).  These efforts show that the content of one’s 

problems truly matters, and that teachers who use problems without considering their latent 

pedagogical assumptions are perpetuating a hegemonic system that distorts the very nature of 

mathematics.  Thus, the degree to which a problem focuses on reducing inequity has become an 

increasingly important MPF since the recent “socio-political turn” in mathematics education 

(Gutiérrez, 2013). 

Authenticity.  Authenticity is one of the most important features of a mathematical 

problem.  Here, I will discuss three types of authenticity:  authenticity to students’ lives and 
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interests, to the real world and its applications, and finally, to the activities that mathematicians 

do each day.  In regard to the first type of authenticity, Weiss (2003) notes that, “if a problem is 

too theoretical and out of touch with students’ experiences and daily lives, they will not be 

engaged by the problem” (p. 27).  This is not to suggest that all problems must be steeped in 

students’ current experiences; some might have little relevance while others might relate to 

students’ future work (Weiss, 2003).  Finding the right balance of these types of problems is an 

important topic of future research.  As Matsko and Thomas (2014) discovered when allowing 

students to create their own problems:  “When given the freedom to design their own learning 

experiences, students will make connections to events, experiences, and memories of deep 

significance to them” (p. 12).  Thus, there is a proven desire for students to do work that has 

greater personal relevance. 

Problems that relate to the real-world are sometimes called “application problems” (Zhu 

& Fan, 2006).  Zhu and Fan note that just because a problem draws upon a real-world setting 

does not ensure it is authentic.  Indeed, in their study of 6,850 problems from Chinese 

textbooks, only 6.55% were real-world, and only 1% of problems were both real-world and 

authentic (Zhu & Fan, 2006, p. 618).  Results from American textbooks were slightly better:  

roughly 25% used real-world settings and 7.7% were “authentic application problems” (Zhu & 

Fan, 2006, p. 618).  The value of authentic real-world situations has been shown via 

experiments with students.  In one study, students were better able to solve problems embedded 

in a story context than when presented in an identical formulaic way (Mukhopadhyay, Resnick, 

& Schauble, 1990).  Indeed, the authors write that, “people show a superior ability to use and 

understand mathematical ideas when the relevant concepts and operations are introduced in a 

contextualized, familiar social situation” (Mukhopadhyay et al., 1990, p. 287).  Authentic real-

world problems are also promoted because they engage students in higher-order thinking and 

create an intellectual connection to life beyond the academy (Lester & Kehle, 2003). 
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The value of real-world authenticity is particularly prominent in the Realistic 

Mathematics Education (RME) movement from the Netherlands.  This approach to 

conceptualizing mathematics was created in the 1960s and later developed and popularized by 

Hans Freudenthal.  At its heart, RME stresses that “mathematics should not be learned as a 

closed system but rather as an activity of mathematizing reality” (Van den Heuvel-Panhuizen & 

Drijvers, 2014, p. 522).  In order to achieve this, educators choose problem situations that 

resonate with students, link mathematical ideas with components of the real world, and 

organically generate procedures, language, notation, and ideas.  Thus, one primary goal of RME 

is to avoid using the “ready-made mathematics” that Freudenthal deemed an “anti-didactic 

inversion” (Van den Heuvel-Panhuizen & Drijvers, 2014, p. 522).  Today, RME has been 

successfully deployed in settings as diverse as fractions, linear algebra, differential equations, 

and abstract algebra (Larsen, 2013; Rasmussen & Kwon, 2007; Streefland, 1991; Wawro, 

Rasmussen, Zandieh, Larson, & Sweeney, 2012).  In addition, this focus on authenticity has 

been shown to improve student experiences, understanding, affect, and test scores (Abaté & 

Cantone, 2005; Abdulwahed, Jaworski, & Crawford, 2012; Abramovich & Grinshpan, 2008; 

Aydin, 2009; Boaler, 1993; Chang, 2011).   

Finally, some researchers contend that a primary aim of mathematics is to expose 

students to the real work of mathematicians.  From this standpoint, doing pages of drill 

problems based on textbook section templates is as far from authentic as one might get.  

Students in this tradition are not developing a mathematical point of view, and they are not 

learning to interpret and manipulate the world as mathematicians do (Gutstein, 2006).  At its 

core, mathematics is about exploration, pattern-recognition, logic, creativity, challenge, and 

beauty.  How often are these the focus of mathematical problems?  While educators must, to 

some degree, focus on basic skills, have they lost the essence of mathematical work in their 

singular focus on school-based work?  This final sense of authenticity is just as important as the 
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previous two, for it helps construct students’ mathematical dispositions, which dramatically 

affect their cognition and affect (Schoenfeld, 1985). 

Conclusion 

The preceding pages have attempted to catalogue a fairly exhaustive list of MPFs 

separated into two major categories (Cognition/Metacognition and Affect/Beliefs/Society) and 

built upon the framework established in the section on MPS.  The work to follow in this 

dissertation will build off these features, and so they are compiled in Table 2.1 below for easy 

reference.  When referenced in the text to follow, MPFs will be capitalized as shown below. 

 

Table 2.1.  List of MPFs. 

Cognition/Metacognition Affect/Beliefs/Society 

 Number of Entry/Exit Points 

 Number of Solutions 

 Number of Steps 

 Difficulty 

 Presence of Misconceptions 

 Resource Creation 

 Development of Metacognition 

 Variety of Representational Media 

 Appropriateness 

 Internal Resource Collaboration 

 Insufficient/Extraneous Information 

 Amount Learned 

 Cognitive Engagement 

 Novelty 

 Cognitive Sophistication 

 Creativity 

 Elegance 

 Productive Dispositions 

 Degree of Encouragement 

 Lifelong/Self-Directed Learning 

 External Collaboration 

 Affective Engagement 

 Focus on Inequity 

 Authenticity 

 

Typologies 

In this section, I review a small collection of papers in depth.  Each presents a problem 

typology, or a way of categorizing problems into clusters that share similar MPFs.  The 

distinguishing idea between a mathematical problem typology (MPT) and a mathematical 



72 

 

 

 

problem feature (MPF) is that an MPF tries to reliably capture a single, well-defined source of 

variation in the problem space.  In contrast, a typology is a label for a set of problems that look 

similar across a number of different MPFs.   

As an example to help articulate this difference, consider the collection of New York 

Times crossword puzzles since 1993 (when the current editor, Will Shortz, was instated).  In 

this space, there are many features that might describe a puzzle:  grid size, number of black 

squares, number of words, difficulty, average solving time, theme type (themed, rebus, 

themeless), average Scrabble value of the letters in the grid, and so on.  Each of these features is 

a clearly defined idea that varies from puzzle to puzzle.  Yet, these features do not capture the 

overarching structure of the New York Times puzzle throughout the week.  What one really 

wishes to understand is how these features are related to one another.  For this setting, a sensible 

typology might be:  early-week, late-week, Friday/Saturday, and Sunday.  Indeed, early-week 

puzzles are virtually always themed, size 15 by 15, relatively easy, have roughly 37 black 

squares, about 77 words, and a Scrabble average of approximately 1.57 (Chen & Horne, 2014).  

In contrast, a Friday/Saturday puzzle is almost always themeless, size 15 by 15, relatively hard, 

with about 31 black squares, 69 words, and a Scrabble average of 1.55.   

As this example suggests, typologies are a macro-organization tool; they explain how 

the micro-organization of features is interconnected.  In the work to follow, I will look at 

different typologies that have been proposed beginning with the least fine-grained and moving 

on to more sophisticated categorizations.  All of these typologies are concerned with the very 

large and complex field of mathematical problem solving.  Efforts in smaller fields like 

mathematical vocabulary (Kossack & Vigilante, 1981) and genetics (Jim Stewart, 1988) have 

proven fruitful and offer momentum to the work that follows. 
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Binary MPTs 

One of the simplest and most discussed MPTs is the “ill-structured/well-structured” 

dichotomy.  Jonassen (2000) notes a number of defining features of ill-structured problems:  

they “possess problem elements that are unknown or not known with any degree of 

confidence”, “possess multiple solutions, solution paths, or no solutions at all”, “possess 

multiple criteria for evaluating solutions”, and “require learners to make judgments and express 

personal opinions or beliefs about the problem” (p. 67).  These are certainly not the types of 

problems common in contemporary math texts and classrooms.  Rather, problems are very well-

structured:  they have all the necessary elements for a (usually) unique answer and attempt to 

invoke the personal traits of the solver as little as possible. 

Some authors use the language “open-ended/closed-ended” to describe a binary 

distinction that is similar to ill-structured/well-structured (Boaler, 1998; Cai, 1995; Wong et al., 

2002).  Wong et al. (2002) delineate a collection of traits often found in open-ended problems, 

including:  irrelevant information; problematicness; multiple answers, solutions, and possible 

interpretations; demand for communication; use of judgment; and need for decision-making 

(see p. 30).  In essence, both of these binary typologies appear to be describing the same idea:  

that the problems people face after the academy are complex and poorly defined, while those in 

school are exactly the opposite.  Here, one sees typologies that draw on a number of the MPFs 

mentioned above:  Number of Entry/Exit points, Number of Solutions, Insufficient/Extraneous 

Information, External Collaboration, Affective Engagement, and Authenticity. 

One reason this dichotomy is prominently featured in the research literature is that it 

exposes a divergence around theories of learning (Jonassen, 2000).  In the 1960s-1990s, the 

heyday of the information processing movement, researchers were most interested in devising 

careful rule sequences (series of if-then statements) to cognitive problems (Bruer, 1993; 

National Research Council, 2000).  Doing so required a certain type of problem – one that was 
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containable, solvable by logic, and that had a clear set of solution paths.  With the rise of 

constructivist, sociocultural, and situated views of cognition, scholars began to look at the 

personal ways people were making sense of the world.  This flexibility allowed for the 

exploration of a new world of problems – those that involved the judgments of their solvers, 

that did not have a clear procedure for solving them, and that could result in a variety of 

different possible answers (Jonassen, 2000).  This distinction has grown in importance, for 

scholars have found that strength on one type of problem does not necessarily transfer to the 

other (Schraw, Dunkle, & Bendixen, 1995).  Jonassen (2000) summarizes these findings by 

noting that, “performance in solving well-defined problems is independent of performance on 

ill-defined tasks, with ill-defined problems engaging a different set of epistemic beliefs” (p. 67). 

Multilevel MPTs 

In response to the lack of depth offered by simple binary distinctions, several authors 

have proffered typologies with more than two categories.  As Jonassen (2000) notes:  

“Cognitive task analysis of hundreds of problems has proven that this dichotomy [ill-

structured/well-structured] is inadequate to accommodate the range and complexity of problem-

solving outcomes” (p. 64).  I will explore two richer models in this section.   

First, as mentioned above in the section on Cognitive Sophistication, Stein et al. (2000) 

have suggested a four-tiered description of problems:  “Memorization”, “Procedures without 

Connections”, “Procedures with Connections”, and “Doing Mathematics”.  While they draft 

these labels mainly as a way to interconnect the MPFs of Difficulty, Number of Steps, and 

Cognitive Sophistication, their descriptions of these categories offer greater texture.  For 

example, “Doing Mathematics” characterizes tasks with Authenticity (to the work of real 

mathematicians) and Creativity.  Also, the first three categories hold strong ties to the MPFs of 

Novelty, Productive Dispositions, and Amount Learned.  In addition, through a task-sorting 

exercise built on this model (Smith et al., 2004), the authors were able to show which problem 
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features do and do not align with their categories.  For example, the use of manipulatives and 

varied Representational Media can be found in problems with all four label types.  Together 

these two papers provide a clear example of one effort to define a MPT and determine which 

MPFs are and are not interconnected in their categories. 

A more recent attempt to articulate a MPT is offered by Chamberlin (2010).  This 

typology offers four levels:  “Exercises” (Level 1), “Word or story problems” (Level 2), 

“Mathematical problems” (Level 3), and “Authentic mathematical problem-solving tasks” 

(Level 4) (Chamberlin, 2010, p. 63).  Level 1 uses the term “exercises” as Schoenfeld (1985) 

does – to describe a routine cognitive activity for which a well-rehearsed algorithm is available 

and usually known by the solver.  Chamberlin (2010) comments that these tend to reinforce 

unproductive dispositions, including “viewing mathematics as a set of unrelated rules or 

procedures as well as skills and knowledge that is optimally learned through rote memorization” 

(p. 63).  In addition, he notes that exercises tend to have few steps (Number of Steps), 

particularly at the lower levels.  This category includes problems like “Find 214 divided by 13” 

and “Write the name for the pictured Geometric shapes”.  Chamberlin’s second level, word or 

story problems, is similar to the first, except that the mathematical task is encoded or 

surrounded by text.  He offers an important comment regarding problems at this level and 

Cognitive Sophistication:  “Assuming students do not have reading difficulties that significantly 

impede comprehension, word problems do not pose additional cognitive demands on students 

than exercises do” (Chamberlin, 2010, p. 64).   

Level 3, mathematical problems, is different from the previous two in that students 

must face challenges with Novelty.  These challenges must also be solvable by the students; that 

is, students should have the requisite skills but have yet to deploy them in the order demanded 

by the problem.  In addition to Novelty and Appropriateness, Chamberlin notes that 

mathematical problems tend to require more steps (Number of Steps) than exercises or story 
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problems and can stimulate students’ Affective Engagement.  An example of such a task is:  

“Find the tens and units digits of the sum of the first 26 positive integers”.  The final category, 

authentic mathematical problem-solving tasks, contains problems with the highest degree of 

Cognitive Sophistication.  In addition, they offer an authentic context (Authenticity), as opposed 

to mathematical problems (Level 3), which may be decontextualized.  In addition, Chamberlin 

believes these problems offer the highest level of Affective Engagement among the four levels.  

An example from Level 4 is:  “Using the data presented, identify the best cell-phone plan for 

your needs and write a rationale for why you have selected it” (Chamberlin, 2010, p. 63).  

Finally, he adds an extra level of organization by grouping Levels 1 and 2 under the label 

“lower-order thinking” and Levels 3 and 4 under “higher-order thinking”. 

Two-Dimensional MPTs 

While the above multi-tier MPTs are an improvement over binary typologies, they 

suffer in their one-dimensionality.  This is seen in the correlation among the MPFs which they 

connect.  For example, the Stein et al. (2000) framework focuses on Number of Steps, 

Difficulty, and Cognitive Sophistication.  In their visualization of the framework, they draw the 

line 𝑦 = 𝑥 and label their four categories along this one-dimensional idea.  This suggests that in 

the space of mathematical problems, one should always see the Number of Steps increase along 

with Difficulty and Cognitive Sophistication, a claim which has many counterexamples.  

Similarly, Chamberlin’s (2010) framework appears to assume strong positive correlation among 

Cognitive Sophistication, Number of Steps, Affective Engagement, Novelty, and Authenticity.  

While some correlations certain exist among MPFs, the one-dimensionality of the above MPTs 

is a serious limitation to fully understanding the world of mathematical problems.  Below, I 

discuss two alternatives, one mathematical and one general, which attempt to widen the 

discussion to two dimensions. 
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In a recent conference paper, Ivanov, Ivanova, and Stolbov (2013) offer a way of 

categorizing mathematical problems by using two dimensions:  kind of activity and scheme of 

reasoning.  The authors offer eight possible kinds of activity:  using a standard method, 

mathematical experiment, codifying, interpreting, restructuring, setting a hypothesis, self-

control, and transforming and transferring (Ivanov et al., 2013).  They also offer four types of 

solution schemes:  algebraic, analytical, combinatory-algorithmic, and syllogistic.  These 8 

kinds of activities and 4 types of schemes offer the possibility for 32 types of problem 

classifications.  Beyond having an order of magnitude more categories than previously-

discussed typologies, this particular typology focuses more on the type of cognitive activity 

present (kind of activity) and the way this gets encoded into a solution (scheme of reasoning).   

As an example, the authors give the problem:  “Find the range of the expression 𝑎2 −

2𝑎 + 𝑏 for 𝑎 ∈ [−2,3] and 𝑏 ∈ [−2,1]” (Ivanov et al., 2013, p. 3).  They categorize the 

problem/solution pair as “restructuring” and “analytical” because the student will likely think of 

𝑎2 − 2𝑎 as a parabola defined on [−2,3], using the graph to obtain minimum and maximum 

values, and then add the appropriate bounds on 𝑏 to get the final answer.  The “analytical” label 

refers to the dissection of the given expression into two pieces, which are handled differently 

because of the linear and quadratic nature of the terms.  One downside of this framework is that 

the authors offer no insight as to how various MPFs map to these 8 x 4 possible categorizations.  

They only note that, “if we want to develop different aspects of students’ mathematical thinking 

…, [then the] given problems have to be diverse in terms of kinds of activity used for their 

solution, and in terms of schemes of reasoning” (Ivanov et al., 2013, p. 7). 

A second example of a two-dimensional typology comes from Krathwohl (2002).  

While this typology is not specific to mathematics, it does offer an additional viewpoint in the 

search for ways to organize information and has proven useful in mathematical contexts (Green, 

2010).  Krathwohl is famous as one of the original authors of the well-known Bloom’s 



78 

 

 

 

taxonomy (Bloom et al., 1956).  This taxonomy was focused on the cognitive aspects of 

problem solving and “was conceived as a means of facilitating the exchange of test items 

among faculty at various universities in order to create banks of items, each measuring the same 

education objective” (Krathwohl, 2002, p. 212).  In addition to the cognitive domain, the 

original research team also focused on affective and psychomotor taxonomies (Krathwohl, 

2002).  The 1956 cognitive taxonomy was largely one-dimensional:  the categories Knowledge, 

Comprehension, Application, Analysis, Synthesis, and Evaluation were ordered in a hierarchy 

of roughly increasing sophistication, abstractness, and cumulativeness (Bloom et al., 1956).  In 

time, Krathwohl began to see the limitations of the original taxonomy, noting that learning goals 

“typically consist of a noun or noun phrase – the subject matter content – and a verb or verb 

phrase – the cognitive process(es)” (Krathwohl, 2002, p. 213).   

With the troublesome one-dimensionality of the 1956 taxonomy in mind and an 

awareness of the typical structure of educational objectives, Krathwohl (2002) crafted a new 

two-dimensional framework, the revised Bloom’s taxonomy, which disentangled the knowledge 

dimension of problems from the cognitive process dimension.  In total, four knowledge 

dimensions (the nouns) were articulated:  Factual, Conceptual, Procedural, and Metacognitive 

Knowledge.  The original six categories of the 1956 taxonomy were also revamped and turned 

into verbs:  Remember, Understand, Apply, Analyze, Evaluate, and Create.  Together, these 4 

knowledge dimensions and 6 cognitive processes were organized into the Taxonomy Table, a 

grid of 24 boxes which were used to classify problems.   

As with the Ivanov et al. (2013) typology, the revised version of Bloom’s taxonomy 

offers little insight into how features of the space of cognitive activity are interrelated.  

Krathwohl (2002) does concede that if “one were to locate the ‘center point’ of each of the six 

major [cognitive-process] categories on a scale of judged complexity, they would likely form a 

scale from simple to complex” (p. 215).  Thus, the six cognitive processes are roughly ordered 
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by Cognitive Sophistication, but beyond this, the author offers little guidance on how the cells 

in the Taxonomy Table are to be understood at a more fundamental level.  Indeed, both of these 

two-dimensional typologies appear to partially lose their connection with problem features 

when compared to multi-tier one-dimensional categories, and yet, their two-dimensionality 

offers an order-of-magnitude more categories with which to partition the space of cognitive 

engagement.  The final typology below lands somewhere between these poles – building 

categories around problem features, but delineating a rich-enough list so as to avoid 

trivialization of the problem space itself. 

The Jonassen Typology 

Jonassen’s (2000) typology shares features of both multi-tiered and two-dimensional 

models.  With 11 different categories, it has enough depth to capture a wide swath of the 

problem space.  In addition, it was designed with three major dimensions in mind:  

structuredness, complexity, and abstractness.  Thus, Jonassen is essentially identifying these 

three dimensions as foundational axes of his epistemological space, and then assigning labels to 

problems that cluster together.  He notes that these axes are neither concurrent nor orthogonal:  

“Although there is similarity among these three factors, they are neither independent nor 

equivalent” (Jonassen, 2000, p. 66). 

Jonassen’s understanding of structuredness is similar to the description given above in 

the binary typology section.  His view of complexity is framed in the language of instructional 

design – focusing on the number of, range of, interconnectivity among, and degree of stability 

of the ideas involved in a problem.  For example, the problem “How does one achieve peace in 

the Middle East?” involves a great number of ideas and political powers which have an 

incredibly dense and tenuous web of connectivity.  Furthermore, this cognitive, historical, and 

affective network is reshaped on a daily basis via provocative action, social media, elections, 

international diplomacy, and so on.  At the other extreme, one might find the problem “How 
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many prime numbers are less than 20?”.  This involves only two ideas (primality and the range 

1 through 19) and exists in a mathematical system (the integers, definition of prime) that has 

been stabile for centuries.   

The last category, abstractness, refers to the degree of domain-specificity of a problem.  

As Jonassen (2000) suggests:  “Contemporary research and theory in problem solving claims 

that problem-solving skills are domain-and-context specific.  That is, problem-solving activities 

are situated, embedded, and therefore dependent on the nature of the context or domain” (p. 68).  

One corollary of this comment is that any typology created around MPS will necessarily be 

specific to MPS.  Thus, while Jonassen’s 11 categories mentioned below are valuable as a guide 

in thinking about typologies, they can go only so far given that they were built from a large list 

of problems, many of which were not mathematical in origin. 

In order to create his typology, Jonassen analyzed hundreds of problems, studying the 

type of learning they demanded as well as their inputs, outputs, definitions of successful 

solving, context, structuredness, and abstractness.  From this effort, he was able to identify 11 

distinguishable (but not necessarily distinct or complete) categories that ranged from very well-

structured to very ill-structured:  logical problems, algorithmic problems, story problems, rule-

using problems, decision-making problems, trouble-shooting problems, diagnosis-solution 

problems, strategic performance problems, case analysis problems, design problems, and 

dilemmas (see Jonassen, 2000, pp. 74–75).  These are organized in Table 2.2.  Examples of each 

are provided, as well as some general comments. 
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Table 2.2.  Summary of the Jonassen typology. 

Type of problem Example Comments 

Logical Solve this Sudoku grid. Most well-structured, often 

referred to as puzzles 

Algorithmic Find the area of triangle T given its base 

and height. 

Predictable, usually abstract 

mathematical setting 

Story Calculate John’s average speed if he ran 

10 miles in the last hour. 

Generally have a prescribed 

method, usually surface-level 

context 

Rule-Using A sequence begins with a 0 and a -1.  

Each term beginning with the third is 

the sum of the previous two.  Find the 

12th term. 

Solving space confined by 

finite rules list, outcome 

often intuitively 

unpredictable 

Decision-Making Where should I move to? Finite alternatives list, 

personally relevant 

Trouble-Shooting How do I fix the broken stove? Requires understanding of 

system, testing of 

hypotheses, real-world based 

Diagnosis-

Solution 

How does the U.S. improve diversity 

representation in mathematics Ph.D. 

programs? 

Similar to trouble-shooting 

but system not as closed, 

requires solution-monitoring 

over time 

Strategic 

Performance 

How should I run the Boston marathon 

to maximize my chance of winning? 

Real-time assessments, 

values of system variables 

cannot be fully predicted in 

advance 

Case Analysis Write an essay that describes the 

strengths and weaknesses of current 

approaches to proving the Riemann 

Hypothesis. 

Requires arguing for a 

position, real-world but still 

constrained 

Design How do I build a fashionable and 

protective iPhone case? 

Goal-directed with great 

flexibility, many possible 

solutions, vague givens 

Dilemma How should parents raise their children? Most ill-structured, issue-

related, difficult to find 

agreement on an answer 

 

A careful description of each category above can be found in Jonassen (2000).  For the 

present discussion, the examples and comments in Table 2.2 are sufficient.  Note that as one 

moves down the table, the Number of Entry/Exit Points tends to increase.  Because of this, the 

Number of Solutions tends to increase as well.  Furthermore, the problem types move from the 

abstract domain to issue-related and personal domains.  As such, one might also expect 
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Cognitive Engagement, Affective Engagement, and Authenticity to increase.  One feature 

captured by this typology which rarely appears in standard MPS is the possibility for cognition 

within an environment that is changing in real-time.  Athletes, musicians, and online gamers all 

invoke this type of strategic performance in their respective activities, but typically, MPS 

involves interacting with static, not dynamic, systems.  This typology also presents avenues for 

a Focus on Inequity.  In particular, case analysis problems and dilemmas both provide an 

opportunity for students to explore the world with a critical eye.  One might ask a student to 

“Do a case analysis of gas prices in three nearby areas with different racial makeups and use 

mathematical thinking to look for signs of discrimination”.  In addition, some of Jonassen’s 

categories seem more likely than others to engender Lifelong/Self-Directed Learning.  For 

example, both trouble-shooting and design problems prepare students for the types of 

challenges that arise in daily and working life.  With a better foundation in these areas, students 

are likely to meet with greater success, and hence, see the value in acquiring these types of 

problem-solving skills.  In sum, the Jonassen typology offers a rich, multi-dimensional take on 

organizing the space of general problems with strong implications for how to do so in the space 

of mathematical problems. 

Conclusion 

The above typologies represent some preliminary work in understanding how problems 

cluster in the space of all mathematical problems.  While binary distinctions like ill-

structured/well-structure or open-ended/closed-ended offer simplified ways of organizing 

patterns within MPFs, they lack the depth offered by multi-tiered and two-dimensional 

typologies.  The Jonassen typology, which approaches the problem from the instructional design 

angle, offers a wealth of categories which appear at first blush to have value in the space of 

mathematical problems.  Indeed, this typology contains problem classifications which seem to 

be largely absent in MPS – particularly, the real-time problem solving demanded by strategic 
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performance problems.  In their totality, these typologies offer beneficial ways of making sense 

of the landscape of mathematical problems.  Additionally, they hold promise, potentially 

opening the eyes of educators to problem types rarely-used in the world of MPS. 

Educational Data Mining 

The goal of this final section is to give a brief overview of the educational data mining 

(EDM) movement.  One reason for including this section is so that this dissertation is seen with 

an appropriate historical and epistemological perspective.  Specifically, how does the work to 

follow fit into the current trends within EDM, and what piece of the EDM research program 

does it advance?  The overview provided below is based on three important summary articles in 

EDM:  the Romero and Ventura (2007) review covering the nascence of the field (1995-2005), 

the Baker and Yacef (2009) retrospective printed in the inaugural issue of the Journal of 

Educational Data Mining covering up to 2009, and the Peña-Ayala (2014) review looking 

specifically at the years 2010-2013.  Together, these reviews offer a fairly complete picture of 

EDM’s short history by some of the field’s most important scholars. 

A Description of EDM 

EDM is often considered a subfield of Data Mining (DM), which attempts to discover 

knowledge and patterns in large data sets using a collection of techniques derived from fields 

like artificial intelligence, statistics, probability theory, data visualization, and machine learning.  

While this view makes good organizational sense, the reality is somewhat different.  As Peña-

Ayala (2014) notes:  “Specialized conferences and media in DM practically ignore the 

application of DM for education.  Most of the EDM approaches represent the implementation of 

DM to explore educational subjects, instead of contributing to extend the DM field” (p. 1457).  

Thus, in practice, it appears that EDM might be better seen as an outgrowth of the field of 

education, but an outgrowth that consistently adapts the tools of a different field (DM).  One 
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reason for this discrepancy is that the EDM movement emerged from the world of computer 

science and intelligent tutoring systems, with its general value across all of education only later 

discovered (Baker & Yacef, 2009).  Another reason is that, “educational data mining methods 

are often different from standard data mining methods, due to the need to explicitly account for 

(and the opportunities to exploit) the multi-level hierarchy and non-independence in educational 

data” (Baker & Yacef, 2009, p. 4). 

While scholars disagree about the relationship between DM and EDM, most agree 

about the newness of EDM as a field.  Peña-Ayala (2014) writes that “the first decade of the 

present century represents the kick-off of EDM” (p. 1432).  Indeed, in exploring the 

bibliography of the initial Romero/Ventura review, Baker and Yacef (2009) observe that all 

eight of the most-cited works (as determined by Google Scholar) were published in 2000 or 

later.  So, while some work was going on before 2000, it was less influential:  EDM appears to 

have been born from the modern personal computer era.  This advancement allowed one-to-one 

usage between students and computers (and scholars and computers), which may have provided 

the type of fine-grained data needed to study a topic as complex as learning.  Another measure 

of the maturity of a field is the existence of journals and conferences.  In this regard, EDM is 

especially nascent:  the first conference on educational data mining was held in 2008 (EDM 

2008), the Journal of Educational Data Mining was created in 2009, the first conference on 

learning analytics and knowledge was in 2011 (LAK 2011), and the Journal of Learning 

Analytics began in 2014. 

Organization of EDM 

Several authors have offered taxonomic descriptions of the type of work typically found 

in EDM.  In their initial review of the field, Romero and Ventura (2007) divided EDM research 

into two main categories:  statistics and visualization; and web mining, including ideas such as 

clustering, association and text rule mining, and outlier analysis.  This classification clearly 
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reflects the roots of the movement, which often leveraged student-computer log files (Baker & 

Yacef, 2009).  In time, scholars started using machine learning techniques not just to study and 

describe learning processes, but to predict them.  This, in part, inspired Baker and Yacef (2009) 

to offer a five-part taxonomy:  prediction, clustering, relationship mining, distillation of data, 

and discovery via models. 

One drawback of these EDM organizational schema is that they are built around the 

historical underpinnings of the movement or organizational schema found in the DM literature.  

In his recent review, Peña-Ayala (2014) offers a different approach, thinking about what the 

EDM literature is trying to understand, rather than what approach or techniques it is leveraging.  

He divides the EDM movement into six approaches (with examples of the types of questions 

particular to each in parentheses):  student modeling (e.g., What does the student know?), 

student behavior modeling (e.g., Will the student give up easily?), student performance 

modeling (e.g., Can one predict the final exam score based on given data?), assessment (e.g., 

How can teachers differentiate the students in a class?), support and feedback (e.g., What effect 

do hints and corrective action have on learning?), and curricular and pedagogical issues (e.g., 

Can one use data to better understand how ideas in Algebra are interrelated?).   These categories 

better explain the type of work that EDM researchers actually do – things like:  predicting how 

students will do in a course based on their academic records, creating conceptual maps of the 

ideas underpinning multi-column subtraction, visualizing the social networks within a school 

district, and deciding which aspects of a system like Blackboard are valuable and to whom. 

Peña-Ayala’s (2014) summary also offers a helpful epistemological organization of the 

EDM field.  He notes that at the top level, EDM approaches can be predictive or descriptive.  

The former describes work that tries to classify new data points based on a corpus of old data 

points.  For example, one might want to predict the final exam score of a high school Calculus 

student using scores from her previous three mathematics courses.  In doing this, one uses 
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supervised techniques from the machine learning toolkit (Duda, Hart, & Stork, 2012; James, 

Witten, Hastie, & Tibshirani, 2013).  These are algorithms for which the outcomes of a training 

data corpus are known.  In the previous example, supervised techniques are appropriate if one 

has a collection of final exam scores (and the three previous years of grades) for a group of 

students who have already completed Calculus.  Predictive methods tend to use techniques such 

as classification and regression.   

The second category, descriptive approaches, is underpinned by a collection of 

unsupervised methods (Duda et al., 2012; James et al., 2013).  These do not assume that one has 

some output measure of interest.  For example, a researcher might collect data on a group of 

students working physics problems with the help of a computer tutor.  After collecting this data, 

she might wonder if users cluster into groups based on usage patterns.  Here, there is no attempt 

to relate all the data to some ultimate outcome measure, but rather, to describe the space of 

users by looking for patterns within it.  In this category, techniques such as correlational 

analyses, clustering, and association rules are common (Peña-Ayala, 2014). 

This predictive/descriptive distinction is valuable because it captures an important 

feature of this dissertation.  The work to follow is largely descriptive – in particular, it hopes to 

find structure within the space of mathematical problems.  For example:  Do particular MPFs 

correlate quite strongly?  One might expect that Difficulty and Cognitive Sophistication would 

be strongly correlated, but what about Affective Engagement and Cognitive Engagement?  Does 

increased Creativity suggest more Productive Dispositions?  These types of correlational claims 

often appear in educational circles, and yet, little evidence seems to exist to support such claims.  

In performing a descriptive analysis of the columns of Table 1.1, I hope to gain insight into the 

relationships among MPFs.  In addition, I will search for patterns among the rows of Table 1.1.  

This approach also leverages descriptive EDM, but the results are different from the column 

analysis.  Since rows are organized by problem, not problem feature, this analysis locates sets of 
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problems that produce similar effects in students.  In giving labels to these groupings and 

studying their inner-workings, I will produce a MPT.  A clear description of what types of 

problems exist and, more importantly, what effects one can expect these to have on students 

promises to be greatly beneficial to teachers and curriculum designers. 

Conclusion 

This brief section has offered an overview of the EDM movement.  In doing so, the 

work of this dissertation was situated in three important ways.  First, in leveraging EDM 

methodologies, I am bringing a new arsenal of techniques to the world of education.  Without 

such efforts, the value of the DM movement might be lost to education, for as Peña-Ayala 

(2014) notes above, the DM community has devoted little time to this endeavor so far.  Second, 

given the nascence of the EDM movement and the recent creation of new media outlets, this 

work comes at an important time for the movement and has the potential to reach a larger 

audience than in the past.  Finally, in situating this dissertation within the descriptive arm of the 

EDM epistemology, the reader is better oriented to the types of techniques that will be 

employed and the nature of the results that can be expected from such an exploration. 

Conclusion 

The observant reader will notice that the first three sections of this literature review 

were a bit of a funnel.  I began with the area of MPS, about which much is known and much has 

been written.  Using this literature tradition as a backdrop, the discussion was constrained to a 

smaller domain:  MPFs and MPTs, about which far less in known.  The final section, on EDM, 

offered a new way to study the data that will come through this funnel in the upcoming 

chapters.  The particulars of this EDM approach are outlined in the next chapter, Methodology, 

and results follow in Chapters 4 and 5. 
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CHAPTER 3:  METHODOLOGY 

While Chapter 1 provided the motivation for this dissertation, and Chapter 2 offered the 

academic and epistemological backing, this chapter will chronicle the steps taken to prepare for 

the analysis and results of Chapters 4 and 5.  Figure 3.1 helps to organize the discussion that 

follows.  I begin by discussing Thread 1, which catalogues which MPFs were distilled into 

LAMs and PSMs.  Thread 2 gives the details of how the scores for the LAMs were created, 

beginning with an overview of the data set supporting this work (a large collection of student 

interactions with problems in an online learning system known as Alcumus), continuing with 

munging and LAM definitions, and concluding with the creation of the LAM side of the Metric 

Score Table (MST).  Thread 3 develops the other half of the MST, tracing the PSM scores along 

their journey.  Together Threads 2 and 3 lead to the full MST which is the object of analysis for 

the decontextualized exploration found in Chapter 5.  Thread 4 outlines the steps necessary to 

create three important data objects (CSCM, CSCT, CSMD; defined later) that are used for the 

contextualized analysis of Chapter 4.   

Thread 1:  From MPFs to LAMs and PSMs 

The goal of this section is to introduce the metrics that are used in this study.  Two 

types of metrics are included – those facilitated by educational data mining, known as Learning 

Analytics Metrics (LAMs), and those assessed by a qualitative analysis of the problem and its 

solution(s), known as Problem/Solution Metrics (PSMs).  Each metric is based on a 

mathematical problem feature (MPF) from Chapter 2.  
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Figure 3.1.  Overview of the research plan. 

 

In making the transition from MPFs to metrics, it is not possible at this point to 

carefully articulate the exact definitions of the LAMs and PSMs.  Rather, I discuss the choices 

that were made – particularly, which MPFs were encoded into metrics, which were not, and 

why.  Once the careful description of the data set is given in Thread 2, more precise LAM 
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definitions are possible.  In a similar way, a complete description of the PSMs is possible after 

the development of Thread 3. 

Table 3.1 reproduces the list of MPFs from Chapter 2.  The codes in parentheses 

summarize how the features were or were not encoded in metrics.  The reader is encouraged to 

see Appendix A for the final versions of the PSM instruments and Appendix B for the code that 

creates the LAM scores.   

Table 3.1.  Converting the MPFs to metrics.  Codes in parentheses indicate what types of 

metrics the MPFs became:  (P) = PSM, (L) = LAM, (B) = Both, (N) = Neither. 

 

Cognition/Metacognition Affect/Beliefs/Society 

 Number of Entry/Exit Points (N) 

 Number of Solutions (P) 

 Number of Steps (P) 

 Difficulty (B) 

 Presence of Misconceptions (B) 

 Resource Creation (P) 

 Development of Metacognition (N) 

 Variety of Representational Media (P) 

 Appropriateness (N) 

 Internal Resource Collaboration (B) 

 Insufficient/Extraneous Information (N) 

 Amount Learned (L) 

 Cognitive Engagement (L) 

 Novelty (B) 

 Cognitive Sophistication (P) 

 Creativity (P) 

 Elegance (B) 

 Productive Dispositions (P) 

 Degree of Encouragement (L) 

 Lifelong/Self-Directed 

Learning (N) 

 External Collaboration (N) 

 Affective Engagement (P) 

 Focus on Inequity (N) 

 Authenticity (P) 

 

Below I discuss the transformation of MPFs to LAMs and PSMs at a high level.  Low-

level details are found in Appendices A and B and Threads 2 and 3.  Each section concludes 

with the LAM and/or PSM numbers (in bold) that should be referenced in Appendices A and B 

and Threads 2-3. 
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Number of Entry/Exit Points 

As evidenced by the (N) in Table 3.1, this metric is not evaluated via either EDM or 

qualitative means.  Simply said, the information needed to assess this is not found in the data 

set, and it is also quite challenging to imagine reliably assessing this feature by simply looking 

at a problem and its solution.  On top of this, all the problems in the data set have a unique 

answer (for the purpose of computer grading), and so the number of exit points is always one.  

Finally, given the relationship between this MPF and Number of Solutions, it seems more 

natural to metrify the latter idea than the Number of Entry Points, because solutions seem easier 

to count.  Furthermore, educators often think in terms of the number of solutions, rather than 

entry/exit points.  [None] 

Number of Solutions 

While some problems in Alcumus do offer more than one solution to the student, this 

information was not available in the data set.  Furthermore, in conversations with Art of 

Problem Solving, the creation of multiple solutions did not appear to be a systematic process, 

and so, the assessment of this MPF was limited to a PSM.  Here, raters are asked to imagine all 

possible solutions that level-appropriate students might provide, using the printed solution and 

their own solutions as examples and inspiration.  This assessment is one of the few times in 

which raters are asked to dream up what is possible – an activity that moves the rating process 

from the tangible to the intangible.  For experienced educators, this process is not unreasonable; 

they often have years of data and professional experience revealing the different ways that 

students think.  The reader is encouraged to consult Appendix A on this and other PSMs to get a 

better sense of how this MPF was distilled into a PSM.  [PSM 11] 
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Number of Steps 

Since the data set does not contain the printed solutions, this MPF was not encoded into 

an LAM.  It was, however, distilled into a PSM.  In brief, raters are asked to study only the 

printed solution, and to count the number of “internalized cognitive actions”.  This phrase is 

defined as a collection of sub-steps that the student has compressed into a single unit.  As an 

example, solving a linear equation like 2𝑥 + 13 = 65  might involve 4 or 5 steps for an Algebra 

I student (subtracting 13 from both sides, calculating 65-13, dividing by 2, simplifying both 

sides), but only one step to a Calculus student who has packed these operations into the singular 

idea “Solve the linear equation through symbolic manipulation”.  Here, raters must use their 

Knowledge of Content and Students (Ball, Thames, & Phelps, 2008) – particularly, they must 

know when and how students begin to pack common procedures.  [PSM 6] 

Difficulty 

Difficulty is the first MPF that is measured by both EDM and qualitative techniques.  

The first LAM (Difficulty – Internal Alcumus Score) uses the computer’s internal back-end 

scoring system that is based on student performance.  In particular, it takes into account both 

how many and which students get a problem correct/incorrect.  A second LAM (Difficulty – 

Student Self Report) relies on users’ reports of difficulty upon completing the problem.  Note 

that these two implementations of the Difficulty MPF are different:  the first is a performance-

based measure; the second is affective, measuring how students perceive the solving experience.  

In addition to the two LAMs above, a PSM was created that asks raters to assess the problem 

difficulty using a 1 through 9 Likert scale.  Interestingly, this difficulty is different from both 

the ideas above.  It measures experts’ assessments of how hard problems will be for students.  

That is, it is an affective determination related to student performance.  As such, this metric 

combines aspects of both LAMs.  [LAM 1, LAM 2, PSM 1] 
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Presence of Misconceptions 

The presence of misconceptions is assessed through both an LAM and a PSM.  To 

assess this MPF on the data-mining side, I begin by collecting all the answers for a given 

problem.  Any incorrect answer that represents at least 6% of the wrong answers is deemed a 

common wrong answer, possibly the result of a misconception.  This 6% threshold was chosen 

by studying answer distributions for a subset of problems.  Misconceptions are common in 

mathematics, leading to consistent but false answers – for example:  thinking log10100 = 10, 

double-counting in combinatorics problems, being off-by-one in sequence problems, etc.  In 

essence, this metric tries to expose how misconception-prone a problem is by looking for 

evidence of common pitfalls in the final answers.   

In contrast, the PSM for misconceptions asks raters to study the problem, official 

solution, and leverage personal experience to make a judgment about how heavily the problem 

flirts with common misconceptions.  The goal here is not to assess whether students will make 

mathematical lapses, but rather, to catalog the disparity between the productive lines of thinking 

needed to solve a problem and the unproductive lines of thinking students are likely to bring to 

a problem.  Together, these metrics capture the world of misconceptions both in the process 

(PSM) and product (LAM) phases of mathematical problem solving.  [LAM 3, PSM 10] 

Resource Creation 

Here, only a PSM is used.  Raters are asked to assess how strongly they feel a problem 

helps create new resources for students.  This could be the result of the problem (e.g., Problem:  

What percentage of equilateral triangles are right triangles?  Answer:  0%), some clever 

technique that appears in the solution (e.g., defining a new mathematical object), the use of a 

heuristic that is new to the student (e.g., evaluating a limit by first exponentiating the expression 

to evaluate and later taking the natural log), etc.  Given the variety of resources that might be 
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created in a problem and the difficulty in comparing their relative merits, a simple 1 through 9 

Likert scale was chosen for this metric.   

While I ultimately chose not to build an LAM around this idea, it may be possible.  

Indeed, if a problem does create resources in students, then one would expect students to 

perform strongly on future problems demanding those skills.  In order to test this, however, one 

must first create a q-matrix (Barnes, 2005), a comprehensive mapping of concepts onto 

problems, using data mining or by-hand analysis.  Then, one can study longitudinal patterns of 

performance to see evidence of new resources being deployed.  This type of analysis is most 

effective in tightly-controlled, small conceptual spaces.  Given that Alcumus users frequently 

jump from topic to topic, or even subject to subject, it seemed inappropriate to apply such 

techniques for the current study.  [PSM 9] 

Development of Metacognition 

This MPF is not assessed by either EDM or qualitative analysis.  Said simply, 

metacognition is the way students think about their own thinking.  As such, tracking the 

development of this feature is better suited for methodologies that are more student-centric, like 

think-aloud and clinical interviews.  In addition, the time scale for metacognitive growth 

appears to be far greater than that for cognitive growth (Schoenfeld, 1985), making it difficult to 

find in the data set because students tend not to have strong longitudinal presence.  [None] 

Variety of Representational Media 

Representational media include the various semiotics that are found in problems and 

their solutions:  text, symbols, graphs, diagrams, sound, gesture, kinesthesia, etc.  While a 

computer might be able to count these if it had direct access to the problem statements and 

solutions (which are coded in the typesetting language LaTeX and the graphics display 

language Asymptote), the data set for this study does not include these resources.  Thus, only a 
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PSM is included for this MPF.  Raters are asked to count the number of cognitively-relevant 

media types that are present and the strength of relationships among these media.  For example, 

a Prealgebra problem with a picture of a large bunny might read:  “The Easter Bunny has 7 eggs 

and gives 3 to Suzie.  How many eggs is the bunny left with?”.  The official solution might 

include equations helping the student solve for the answer.  Here, the rater would count two 

types (text, symbols) of cognitively-relevant media (the picture adds no cognitive value to the 

solution) and then decide how interconnected the equations and the text were.  Together, these 

assessments catalog the depth and importance of the representational media found in a problem.  

[PSM 8] 

Appropriateness 

While appropriateness is often cited as an essential feature of MPS, it will not be 

assessed here.   The main reason is that Alcumus is designed to present students with problems 

that are at or near their ability level, just as at a chess tournament, Elo ratings help ensure 

players are matched with opponents of similar ability.  Given that the system maintains a 

separate rating for each student within each topic area, it is possible that students who are 

excellent at Geometry are working very hard level 25 problems, but the same students only see 

level 3 problems when focusing on Number Theory.  Because of this fine-grained approach, 

Appropriateness is well-maintained by the system.  [None] 

Internal Resource Collaboration 

This feature measures the degree to which a problem forces students to bring together 

disparate knowledge areas and ideas in arriving at a solution.  On the EDM side, I perform only 

a rough measure of this MPF.  Given that some problems are cross-listed across multiple 

subjects (e.g., a problem might be in Geometry and Prealgebra, see Figure 3.10), I use the 

number of cross-listed subjects as a proxy for how many different resources must be brought 
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together.  In Alcumus, cross-listing occurs when problem creators believe a problem requires 

the ideas from multiple subjects.  While this does partially get at the collaboration issue, the 

granularity is insufficient to capture resource collaboration within the same subject but across 

different topics within that subject.  For this level of detail, a PSM was developed that asked 

raters to count the number of important ideas and their level interconnectivity for a given 

problem.  [LAM 4, PSM 5] 

Insufficient/Extraneous Information 

This MPF was excluded from analysis because the research literature suggests it occurs 

infrequently (see Chapter 2).  In addition, a review of 100 Alcumus problems found little 

evidence of either of these possibilities.  [None] 

Amount Learned 

The mathematics education and EDM research literatures offer a long list of ways to 

assess how much students have learned from an experience.  These include classroom tests, 

standardized assessments, interviews, presentations, portfolios, student self-reports, longitudinal 

studies of future performance, etc.  Given that I had no access to the AoPS students in the 

anonymized data set, only an LAM could be created.  Upon completing a problem, students 

were asked to self-report how much they learned from attempting the problem and reading the 

solution.  The average of these scores for a given problem serves as a rough estimate of the 

amount students have learned.  As with other metrics, longitudinal efforts were ruled out given 

the nature of the data.  [LAM 5] 

Cognitive Engagement 

Cognitive engagement refers to the degree that a problem pulls the student in and makes 

her think deeply about mathematics.  Given that this idea is student-specific, an LAM was 

created that looked at each problem relative to each student.  First, the average solving time and 
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standard deviation were calculated for every student (across all the problems they attempted).  

Then, the data set was traversed line by line looking for cases where a problem took a student 

much longer than she normally took.  To avoid nonsensical trials and routine solve-time 

variation, a window was created between 2 and 6 standard deviations above a student’s mean 

(the time outlier window, see Figure 3.2).  Each time a problem forced a student into her 

window, the problem got a check mark.  After traversing the entire data set, each problem was 

assigned a ranking based on the percentage of trials for which it earned a check.  Thus, the 

degree of cognitive engagement in a problem is the percentage of cases for which the problem 

pushes students to think longer than they normally do – precisely, between 2 and 6 standard 

deviations above their mean solve times.  The adaptive nature of the software helps ensure that 

problems scoring high on this metric are not simply the most difficult problems, for difficult 

problems are attempted by strong students, and strong students get mostly difficult problems.  In 

addition, given that the score for a particular problem is averaged across many students, it is 

unlikely that a problem will receive a high rating on the metric just because a few students 

decided to, say, eat dinner in the middle of solving the problem.  

 

Figure 3.2.  Time outlier window for a particular student. 

In addition to this metric, a second LAM was devised that looked at problems relative 

to other problems.  In this framework, a problem has high cognitive engagement if the average 

time students spend on the problem is higher than other problems of similar difficulty.  Details 

of how this was implemented are found in Thread 2.  Note that both of these metrics are using 
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time as a proxy for engagement, a practice common in the EDM community (Amershi & 

Conati, 2009), but they differ in that the first LAM pits a problem against a student and her 

performance statistics, while the second LAM pits a problem against problems of similar 

difficulty. 

A PSM was not pursued for this MPF because initial discussions around this idea 

suggested that it would be confounded with too many other MPFs in the cognitive category.  

[LAM 6, LAM 7] 

Novelty 

The research literature identifies novelty as an especially important MPF.  Here, it is 

measured through both an LAM and a PSM.  On the qualitative side, raters are asked to first 

imagine an “exposure set” – the collection of problems the average student is likely to have 

been exposed to before sitting down to tackle the problem at hand.  This set includes textbook 

examples, problems from previous classes and assessments, examples from popular media, etc.  

Against this backdrop, the rater must then measure the degree to which a problem looks like and 

is solved like known examples from the exposure set.  This result is recorded on a 1 through 9 

Likert scale. 

On the EDM side, a Novelty metric was devised based on the mean and standard 

deviation of student solve times for a given problem.  The key idea behind the metric is the 

following:  if a problem is not novel, then students will have a very good sense of how to 

proceed.  This will cause the standard deviation of the student solve times to be smaller, for 

most students will apply the known algorithm, which will require a fairly consistent amount of 

time.  In contrast, a problem with high novelty will have no clear solution pathway because 

students will have no model for their work.  Thus, some students will see the solution rapidly 

while others will take a good deal longer.  This discrepancy should increase the standard 

deviation.   
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One complication with this approach is that problems with an overall larger mean 

solving time will tend to have larger standard deviations.  Imagine, for example, asking the 

same group of subjects to throw darts at a board from 2 feet away versus 20 feet away.  While 

nothing has changed about the throwing group, the deviation will appear bigger because the 

distance has magnified differences among subjects.  To account for this, I created a regression 

model and adjusted the data accordingly (details are in Thread 2).  [LAM 8, PSM 3] 

Cognitive Sophistication 

Cognitive sophistication measures the richness of the ideas present in a problem and 

how deeply those ideas push students to think about mathematics.  Given that the data set 

provides no insight into the actual mathematics inherent in the problems, an LAM could not be 

created to measure this MPF.  On the qualitative side, however, a PSM was created because 

raters had access to problem statements and solutions.  For this, raters were asked to assess this 

richness using a 1 through 9 Likert scale.  [PSM 4] 

Creativity 

Creativity is another example of an important MPF that could not be measured directly 

from the data set, but could be assessed through a careful study of the problems and their 

solutions.  Here, raters were asked to record their creativity ratings using a 1 through 9 Likert 

scale.  As with other metrics, raters were given guidance as to what creativity means and some 

traits that comprise it.  [PSM 7] 

Elegance 

Turning now to the Affect, Beliefs, and Society MPFs, Elegance is measured by both an 

LAM and a PSM.  On the data side, students were asked to rate the “Quality of Solution” upon 

completing a problem.  While students surely interpreted this differently, there is some reason to 

believe this rating can be used as a rough proxy for Elegance.  First, this rating is the third of 



100 
 

 

three – the first two asking for an assessment of difficulty and amount learned, both cognitive 

(see Figure 3.7) – and so it is not unreasonable to expect that students will use this rating as a 

chance to comment on the artistry of the official solution.  Furthermore, given that the solutions 

have all been written by expert problem solvers with extensive experience in solution writing 

and mathematical typesetting, it is also reasonable to expect that these solutions are quite 

professional, and hence, most of the variation seen in this rating is a reflection of students’ 

affective assessments, rather than a judgment of presentation or accuracy. 

On the qualitative side, a PSM asks raters to assess Elegance using a 1 through 9 Likert 

scale.  In doing so, the raters are asked to consider only the official printed solution, not one 

they may have come up with, and to keep in mind components of Elegance:  artfulness, 

simplicity, clearness, and the tendency to delight the reader.  [LAM 9, PSM 2] 

Productive Dispositions 

Assessing a student’s disposition toward mathematics is a complex task.  Dispositions 

are developed over long periods of time and are influenced by teachers, textbooks, 

communities, societies, and many other forces (Bishop, 2012; Gresalfi, 2009).  For this MPF, no 

LAM seemed possible.  For a PSM, raters were asked to record (using a 1 through 9 Likert 

scale) the degree to which they believed a problem tended to promote a productive disposition – 

that is, a disposition in which math was more than rote procedures, important for every citizen, 

enjoyable and useful, and open to all genders and races.  In brief, a problem is seen to promote a 

more productive view of mathematics if it challenges the dominant view of mathematics in 

society (Gutiérrez, 2007), working toward greater inclusivity and authentic activity.  [PSM 12] 

Degree of Encouragement 

One of the most important features of a problem is the degree to which it inspires 

solvers to continue in their study of mathematics.  Discouraging problems, like discouraging 
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teachers and parents, have the ability to dampen or derail a student’s forward progress.  For this 

MPF, the degree of encouragement is captured in the relationship between the student and the 

problem.  As such, a PSM seemed unworkable given the absence of student input.  An LAM, 

however, was constructible because the data set had information about student persistence:  on 

certain attempts, students have the ability to press a “Give Up” button.  This LAM reports the 

percentage of time students avoid giving up when they have the ability to do so.  [LAM 10] 

Lifelong/Self-Directed Learning 

This MPF was not tested using EDM or qualitative methods because of its longitudinal 

nature.  [None] 

External Collaboration 

This MPF was not tested because a preliminary analysis of Alcumus problems revealed 

that they were intended to be solved alone, usually without a calculator and references.  To 

promote this MPF outside of Alcumus, Art of Problem Solving offers a range of options for 

engaging in external collaboration – message boards, forums, email, study groups, etc.  These 

spaces are far better realizations of the External Collaboration MPF but beyond the scope of this 

study.  [None] 

Affective Engagement 

Affective Engagement captures the inherent interestingness of a problem.  Again, this is 

an idea that is determined by the relationship of a particular student to a particular problem; 

what one person finds interesting, another might find boring.  To design a PSM around such a 

situated MPF, raters are asked to consider the average student, just as a professor might 

consider a class’s overall interest when selecting a topic for a talk.  Raters use a 1 through 9 

Likert scale and record the degree to which the problem is emotionally engaging.  An LAM was 
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not created for this feature, although it seems possible that a number of other LAMs will show 

evidence of Affective Engagement.  [PSM 13] 

Focus on Inequity 

This MPF was not measured through EDM or qualitative methods because a 

preliminary analysis of 100 problems from the Alcumus database revealed that this idea was not 

present.  [None] 

Authenticity 

While the data set offers no good entry point for measuring Authenticity, the problem 

statements and solutions do.  Here, a PSM was developed that asked raters to look for three 

types of authenticity:  relevance to students’ personal lives and interests, clear applications to 

the real world, and work resembling that of mathematicians.  Together, these three areas are 

assessed using a 1 through 9 Likert scale.  [PSM 14] 

Concluding Thoughts 

The above discussion outlines how the MPFs derived from the research literature were 

and were not realized through EDM and qualitative metrics.  While some of these features 

seemed well-suited for a particular type of metric (LAM vs. PSM), others worked well for both 

types, or neither type.  In total, 10 LAMs and 14 PSMs were created.   

One important question to address at this point is the following:  Why should one 

believe that these LAMs and PSMs both accurately and reliably assess the features upon which 

they are built?  In the world of psychometrics, accuracy refers to the ability of a tool in 

pinpointing the true value of what is being measured (assuming such an idea even exists).  In 

contrast, reliability refers to the consistency of that tool across repeated uses when measuring 

the same phenomenon.  For example, a dart thrower might have great reliability, always landing 
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the dart at the exact same spot on the board, throw after throw.  This spot, however, might be 

two inches below the bullseye, leading to poor accuracy. 

In the setting of mathematical problems, the concept of accuracy is especially thorny – 

does a problem even have a well-defined level of Cognitive Engagement (for the average 

student)?  Certainly the above MPFs are used by those in the mathematics community – 

teachers think about Difficulty when writing test items, authors of standards documents cry out 

for greater Authenticity, educational researchers look for evidence of Cognitive Sophistication, 

and administrators Focus on Inequity daily.  So, the existence of these categories is unlikely to 

be called into question.  Rather, the question of accuracy concerns one’s ability to correctly 

locate problems on these scales.  My contention is that even complex ratings like Affective 

Engagement can be accurately judged.  In his book “Blink”, Malcolm Gladwell (2005) argues 

for this idea.  In reviewing the literature from psychology and related fields, he provides 

numerous examples of raters accurately predicting complicated phenomena:  Authenticity of 

classical artwork, Stability of marriages, Emotional Mood of human beings, and the Likelihood 

of Malpractice for physicians (here, features have been capitalized, as with the MPFs above).   

His argument for why this is possible is based on the idea of thin-slicing, in which 

raters naturally pick out the important components from the available data and then use these to 

triangulate the truth of the larger idea.  For example, an expert studying a short video clip of a 

doctor and patient interacting might pick up on the rate of the doctor’s speech, gesture patterns, 

and tone of voice when deciding whether the doctor has been sued for malpractice.  In a similar 

fashion, expert Scrabble players are able to make accurate decisions about the Best Play at a 

Given Moment by thin-slicing the game into rack management, vowel-consonant balance, board 

management, and word knowledge (Fatsis, 2001).  Their choices, which are sometimes very 

counterintuitive, have been verified to be “correct” in the sense that they maximize the 

probability of winning, as determined by extensive computer simulation beginning at the play in 
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question (Fatsis, 2001).  Work of this nature suggests that in settings where it is possible to 

check for accuracy, expert raters tend to do quite well, even when working with small amounts 

of data.  These studies provide support for the idea that accuracy can also be achieved when 

assessing mathematics problems for the MPFs mentioned above. 

The second question, concerning reliability, turns out to be much easier.  Numerous 

statistical techniques are available to determine how closely a group of raters resemble one 

another, or how reliably a single rater scores the same phenomenon over time.  So, while the 

issue of accuracy must be taken on faith in some settings, the issue of reliability is largely a 

problem for statistics and instrument design.  In the present study, numerous steps were taken to 

improve the reliability of the LAMs and PSMs.  These steps are cataloged in Threads 2 and 3. 

Thread 2:  From Data Set to LAM-Side MST 

Alcumus Data Set Overview 

Art of Problem Solving (AoPS) is a company headquartered in Rancho Bernardo, 

California.  The company was founded in 2003 with the aim of bringing high-quality math 

instruction to exceptional students around the world.  Currently, they have an online school 

offering courses in standard curricular topics like Geometry and Algebra, less common topics 

likes Python programming and Group Theory, and specialty courses like the World Online 

Olympiad Training (WOOT) which prepares students for competitions like the International 

Mathematics Olympiad (IMO).  In addition, they have authored a series of popular textbooks 

about problem solving (Rusczyk, 2006), as well as subject-specific texts (Rusczyk, 2009).  

Given that their courses are offered online and their books can be read anywhere, they are able 

to reach mathematically-curious students around the world.  AoPS’s impact is especially 

prominent among talented youth who have few avenues that can cultivate their talent. 
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One keystone of the AoPS experience is their adaptive, online problem trainer known as 

Alcumus.  This piece of software offers problems to students based on their desired subject of 

focus, topic of focus, and ability level. As students get problems correct, they are given more 

difficult challenges, and vice versa.  An example of the interface is shown below. 

 

 

Figure 3.3.  Screen-shot of the Alcumus interface. 

 

Figure 3.3 reveals the important features of Alcumus.  First, each problem is housed 

within a subject, and then within a topic.  The above example is a Number Theory problem in 

the topic Patterns in Modular Arithmetic.  In addition, each problem is assigned an integer 

difficulty level between 1 and 25 inclusive (see the green bar above the problem statement).  

This problem is level 24, one of the tougher problems in the database.  Finally, a game-like 

interface is built around the problem-solving experience.  On the right, a student can track his or 

her growth within a particular topic via the colored bar.  Next to the difficulty level, the student 

can see the number of experience points (XP) that are earned for answering the question 

correctly (here, 122 XP).  The student is to work the problem and type the answer in the 

dialogue box.  In the case of a wrong answer, the student is shown Figure 3.4. 
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Figure 3.4.  Result of entering a wrong answer. 

 

This leads to a new interface (Figure 3.5) which allows for a second, and final, attempt, 

or for giving up, if the problem is too difficult.  Giving up is only possible on this second 

attempt. 

 

Figure 3.5.  Second attempt at an Alcumus problem. 

 

This second attempt then leads to the student being shown the solution and an update in his or 

her statistics (Figure 3.6).  In addition to the solution, students are reminded of the problem 

statistics, pointed to a reading that can help explain the ideas involved, and given the optional 

choice to rate the problem along three dimensions:  perceived difficulty, amount learned from 

the problem/solution pairing, and the quality of the official solution (Figure 3.7).  These ratings 

are assigned by highlighting the desired number of boxes or half-boxes and are recorded as a 1-

10 score (the number of half-boxes selected).  After these ratings, the student is shown a new 

problem and the process begins again. 
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Figure 3.6.  A response message and the solution. 

 

 

 

Figure 3.7.  Review and ratings of an Alcumus problem/solution. 
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The Alcumus engine has two important layers.  The first is the user-experience layer, 

which encourages growth through constructs like experience points, easy-to-understand 

difficulty levels, status bars, and the like.  For example, getting the above problem correct leads 

to the following update (Figure 3.8): 

 

 

Figure 3.8.  Passing a topic and moving to a new topic. 

 

Behind the scenes, however, is a complex, probabilistic model that chooses problems 

based on the likelihood a student will answer correctly.  This model, similar to the Elo chess-

rating system (“Elo rating system,” 2014), assigns each student and each problem a real number 

and updates both ratings as students and problems “compete” with one another.  The particulars 

of this system are proprietary and unnecessary for the work to follow, so they will not be 

discussed.  The important point is that the system strives for a high degree of the MPF 

Appropriateness:  students are given problems that the system believes are at or near the right 

difficulty level, based on the student’s performance, and every other student in the past. 
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It is also important to have a general sense for the problems that comprise the Alcumus 

database.  Certainly, the database contains problems that are commonly seen in math textbooks:  

finding the solution to a system of equations, simplifying an algebraic expression, calculating 

the volume of a solid, etc.  But these represent the “lower end” of what Alcumus has to offer.  

Most of the problems in the middle- and upper-difficulty ranges go beyond standard procedures 

and were chosen for their cognitive sophistication and demands on student ingenuity.  Figures 

3.9-3.12 provide examples of this variety.  Note that Alcumus problems range in difficulty from 

level 1 to level 25, may be listed in more than one subject area, and the difficulty level may or 

may not be revealed to the student.  If AoPS took the problem from a known source (because of 

existing partnerships with these content creators), this information is revealed to the student 

after solving the problem. 

 

Figure 3.9.  Level 15 Number Theory problem. 

 

 

Figure 3.10.  A cross-listed problem:  Level 10 Geometry problem, level 23 Prealgebra. 
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Figure 3.11.  Level 24 Number Theory problem. 

 

 

Figure 3.12.  Problem of unknown difficulty level. 

 

Alcumus problems come from a variety of sources:  regional, national, and international 

competitions; books on problem solving; original creations by company employees; and 

variations on well-known exercises.  The distribution across these sources is unknown, but one 

guiding principle in problem selection has been to create a database with breadth and depth of 

challenge – allowing inexperienced solvers a chance to develop basic skills, and elite solvers the 

opportunity to face very difficult problems.  Because of this diversity, the Alcumus problem 

database is particularly well-suited for the analysis to come.   

There are, however, a number of limitations to the Alcumus system.  First, all problems 

have a single, well-defined answer – usually a number, letter, or mathematical expression – or a 

list of these.  The database does allow for alternate, equivalent answers, but these are simply 

rearrangements (𝑥 + 4 vs. 4 + 𝑥) or variations in entry format (4𝜋 vs. 4 \pi vs. 4 pi).  In 

addition, since all problems are computer-graded, problems that focus on explanation or the 

creation of some artifact are not present.  For example, a brick-and-mortar Geometry class 

might require two-column proofs and constructions with straightedge and compass, but these 
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are not presently gradable by Alcumus.  Finally, Alcumus problems are not well-aligned with 

themes from the equity movement.  In particular, they are not intended to be solved in groups, 

and an initial exploration of the content of these problems revealed that they do not leverage 

mathematics to understand or push back on social power relations.  So, while the Alcumus 

database does represent a great improvement over many standard curricula, the collection of 

problems does have limitations in relation to this research.  These drawbacks were responsible 

for some of the choices made in Thread 1 above. 

Munging 

The final version of the AoPS Alcumus data set was delivered via external hard drive in 

April 2015.  This data set was comprised of two files – a large comma-separated values (CSV) 

file containing information from roughly 20M (20 million) trials (hereafter, the trials database), 

and a smaller CSV file containing roughly 1.5M ratings of problems/solutions from a subset of 

the larger trials file (hereafter, the ratings database).  Here, a “trial” is the data from the 

interaction of a specific user and a specific problem at a specific moment in time. 

To read the trials database into the statistical language R (R Core Development Team, 

2014), several big data practices were employed.  First, the maximum-allowable object size in R 

was increased from 2 gigabytes to 8 gigabytes.  Next, as the file was being imported, only those 

columns that would eventually be used were included.  Finally, each column in the trials 

database was forcibly converted to a specific data type, intentionally avoiding data-intensive 

and time-intensive types such as R’s “factor” data type.  A list of the original columns in the 

database, their descriptions, and the import data type for each column are found in Table 3.2.  

Note that an import data type of NULL indicates that the column was not read in and, thus, is 

not used in later analyses.  The R type data “character” refers to strings of letters, “integer” to 

mathematical integers, and “numeric” to mathematical real numbers. 
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Table 3.2.  Columns in the trials data set. 

Column Name Import 

Type 

Description 

trial_id integer Numeric indexing of the trials database, 1 to ~20M 

first_trial_id NULL Because problems are cross-listed in multiple subjects and first 

and second attempts are possible, this links second trials and 

cross-listed trials to a primary listing 

user_id character Anonymized character string for the user of the current trial 

problem_id integer Number of the problem in the Alcumus database 

subject_id integer Each subject gets a number (e.g., Geometry is 3) 

topic_id NULL Each problem is housed under a topic as well; each topic gets a 

unique number 

result character Either Y (correct response), N (incorrect response), or G (give 

up on the problem) 

response character The string of numbers, symbols, and/or characters the user 

entered into the answer field 

is_final integer 1 if the user had no additional attempts at the problem, 0 else 

problem_xp NULL Amount of experience points awarded for answering the 

problem correctly 

problem_level integer The level of the problem, an integer between 1 and 25 

inclusive, indicating problem difficulty at the time of the trial 

(moves over time) 

problem_level_ 

displayed 

NULL A boolean indicating if the user was shown the level of the 

problem when attempting it 

problem_rating numeric The internal difficulty rating of the problem at the time of the 

trial; this is a non-fixed real number between -10 and 5; smaller 

numbers are easier problems, larger numbers are more difficult 

problems 

problem_deviation numeric A real number indicating the system’s level of confidence in 

problem_rating 

user_level NULL A non-decreasing integer value based on the user’s 

accumulated experience points 

user_rating numeric The internal measure of the user’s ability level in the subject 

area from which the problem is derived; smaller numbers are 

weaker users, larger numbers are stronger users 

user_deviation NULL The system’s confidence in user_rating 

user_focus NULL An integer representing the user’s current topic of focus 

topic_rating NULL The internal measure of the user’s ability level in the topic area 

from which the problem is derived 

topic_deviation NULL The system’s confidence in topic_rating 

time_displayed character The date and time of day the problem was first seen by the 

user; this value does not change for second attempts 

time_answered character The date and time the response was given by the user 

deleted NULL A boolean indicating if the problem has been removed from 

Alcumus 

deleted_at NULL When the problem was removed, if applicable 
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This data set was read into R and stored as the data frame mdata (or, “munged” data).  The 

following munging steps were performed in order to create a more robust and trustworthy data 

set: 

1) Trials with a problem_level less than 1 were discarded, as these represent unranked 

problems.  In addition, trials with a problem_deviation less than or equal to 0 were also 

discarded; these represent deactivated problems. 

2) Any trial that took less than 3 seconds or more than 2 hours was discarded.  On the 

short time end, 3 seconds was seen as a possible response time by both the author and a 

member of AoPS (particularly on easy Prealgebra problems), but times less than 3 

seconds likely represent students typing in random answers or spamming the system.  

On the other end of the scale, two hours was chosen as a cutoff in consultation with a 

histogram of trial times.  Given that there was no way to determine if students were 

actively engaged in problem solving and that I wanted to look at only those trials that 

represented sincere efforts at problem solving, two hours was chosen as a compromise 

cutoff.  Together, steps 1 and 2 reduced the data set to ~18M trials. 

3) Next, trials outside of the three areas of study included in this dissertation (Prealgebra, 

Geometry, and Number Theory) were discarded.  This step left ~9.5M trials. 

4) One key munging step was eliminating the cross-listed trials that are generated any time 

a student attempts a problem housed in more than one subject area.  If, for example, a 

problem is cross-listed in Number Theory, Geometry, and Prealgebra, then the trials 

database gets three new lines when the student first attempts the problem (one for each 

subject).  If the student gets the first attempt wrong, the second attempt generates 

another 3 lines.  For this work, I included both first and second trials – these probably 

represent two serious attempts at the problem – but eliminated the cross-listing trials.  

To do this, only the trials from the most “senior subject” were kept, where Prealgebra is 
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least senior and Number Theory is most senior.  Here, seniority corresponds to the place 

in the curriculum the subject typically falls.  Thus, a problem cross-listed in Prealgebra 

and Geometry that the student initially got incorrect was pared from four trials to two 

(the first and second Geometry trials).  This step reduced the data set to ~5.3M trials. 

5) A few hundred trials stored results from an earlier version of Alcumus in which 

students could, for example, give up on the first attempt of a problem.   I discarded 

these trials so that “giving up” had a consistent definition. 

6) Finally, any trials associated with an infrequent user or an infrequent problem were 

discarded.  Users were considered infrequent if they had attempted twenty or fewer 

Alcumus problems (counting second attempts but not cross-listings); problems were 

considered infrequent if they had been attempted 100 or fewer times.  These trials were 

dropped because I wanted to ensure users had familiarity with the system, and that a 

problem had been attempted by a large number of students.  This last step dropped the 

file size to ~5.17M trials. 

New Columns 

After these munging steps, several new columns were added to mdata to aid in future 

work.  These are outlined in Table 3.3, and the more complex columns are discussed below.  

Note that the first two of these, time and cross, were calculated before the above munging steps, 

while the rest were determined after munging. 

While the first eight rows of Table 3.3 are self-explanatory, the last four deserve further 

discussion.  To calculate the asymptotic, or “resting”, difficulty level for a given problem, I 

began by averaging together the last five, final problem_ratings.  Here, I used only those ratings 

from the primary (or “most senior”) subject housing the problem, as discussed above.  Because 

each subject has its own individual adaptive scale, it was then necessary to take all the problem 

averages from a given subject and convert these to z-scores, thereby erasing the effects of 
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separate scales for different subjects.  After doing this for each of the three subjects, pasympdiff 

was simply the z-score for each problem. 

Table 3.3.  New columns added to the trials database. 

Column Name Data Type Description 

time integer The time, in seconds, between time_displayed and 

time_answered 

cross integer The number of subjects that the problem for the current trial 

is listed across (value is 1, 2, or 3) 

ucount integer The number of trials attempted in the recorded history of 

Alcumus by the user of the current trial; the letter “u” stands 

for “user” 

umean numeric The mean time spent on all attempted problems by the 

current user 

usd numeric The standard deviation of the solving time of the current user 

across all the problems he or she attempted 

pcount integer The number of times the problem from the current trial has 

been attempted in the history of Alcumus; “p” stands for 

“problem”  

pmean numeric The average time spent by users attempting the current 

problem 

psd numeric The standard deviation of user times for the current problem 

pasympdiff numeric The resting (asymptotic) internal difficulty rating of the 

problem (see discussion) 

uasymplevel numeric The user’s asymptotic ability level (see discussion) 

nov numeric The novelty score of the problem for the current trial (see 

discussion) 

tobpd numeric The time-outlier-by-problem-difficulty score of the problem 

for the current trial (see discussion) 

 

Assigning each user an asymptotic skill level was more difficult.  A user’s profile 

actually contains many ratings (one for each subject and topic in Alcumus).  To make matters 

simpler, I looked only at subject-level ratings.  Next, I compiled a list of “rateable” users, or 

those who had at least 15 trials in at least one of the three subjects.  For each rateable user and 

each subject, I averaged the last five user_ratings, or assigned an NA value if the user did not 

have 15 trials or more.  After converting to z-scores by subject (as with problem ratings), a user 

was assigned the maximum value of the three z-scores for Prealgebra skill, Geometry skill, and 

Number Theory skill.  Users who were unrateable were removed from mdata permanently.  
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While this approach ignores a good deal of data, I had to adopt some approach that would allow 

for comparisons across users (see Context 11 in Thread 4 below).  Given that some users had 

only attempted Prealgebra problems while others attempted only Geometry problems, I had to 

assign ratings based on z-score-adjusted maxima across the three categories.  In essence, a 

user’s ability is his/her most-recent top rating in the three subjects, after adjusting the subjects to 

have an equal spread of ability levels. 

The next challenge involved assigning each problem a novelty score (for use in LAM8).  

The key idea underpinning this value was to use each problem’s time standard deviation (psd in 

Table 3.3) as a gauge for the problem’s novelty.  So, the less novel a problem is, then the more 

routine its solution should be, and hence, the more consistent students’ times should be when 

solving it.  This increased solution-consistency should lead to a smaller standard deviation in 

time (psd).  One trouble with such an approach is the strong relationship between a problem’s 

mean solve time (in seconds) and its standard deviation (in seconds), as seen in Figure 3.13. 

 

Figure 3.13.  Exploring the calculation of Novelty using problem mean times and SDs. 
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As Figure 3.13 suggests, simply using the psd variable (the y axis) to determine novelty 

would effectively assign quickly-solved problems a low novelty, and lengthy problems a high 

novelty.  Operating under the assumption that problems of all possible mean times have the 

potential to be novel, I decided to compare problems to those of similar mean time when 

assigning a novelty score.  This was accomplished by fitting a fourth-degree polynomial to the 

data (see the green curve in Figure 3.13) and assigning a novelty score based on a problem’s 

distance above or below this fitted model (that is, the residual from the model).  The use of such 

an approach assumes, however, that the residuals are homoscedastic, or vary similarly above 

and below the fitted curve throughout the plot.  Figure 3.14 reveals the homoscedasticity using 

this approach to Novelty. 

 

 

Figure 3.14.  Residuals for the Novelty fitted-model approach. 

 

Figure 3.14 shows a slight tendency for the variation in the residuals to decrease as the 

problem mean time increases.  To account for this, a transformation was applied to the above 
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data to improve the level of homoscedasticity.  The result of this minor transformation is shown 

in Figure 3.15. 

 

 

Figure 3.15.  Novelty scores after applying a transformation to Figure 3.14. 

 

With this transformation applied, a problem’s Novelty score (nov) was assigned the y value 

from Figure 3.15. 

The last column of data to create involved assigning each problem a time-outlier-by-

problem-difficulty score.  Here, the approach was similar to that of Novelty:  I wished to 

compare problems of similar difficulty and make note of those that engaged students longer 

(without being any harder).  Figure 3.16 shows a scatterplot of problems by pasympdiff and 

pmean: 
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Figure 3.16.  Scatterplot used to create the tobpd values. 

 

Here, a third-degree polynomial was fit (green curve), and residuals were examined for 

homoscedasticity.  In this case, a more aggressive transformation was needed to create equal 

variation.  The result after transformation can be seen in Figure 3.17. 

 

 

Figure 3.17.  Residuals (i.e., tobpd scores) after transformation. 
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With this transformation applied, a problem’s time-outlier-by-problem-difficulty score (tobpd) 

was assigned the y value from Figure 3.17. 

At this point, the file mdata was ready for analysis.  Each line of this file represented a 

trustworthy, non-redundant experience between an Alcumus problem and a user.  Among these 

~5.17M trials, there were 4574 unique problems and 22659 unique users.  Each problem was 

attempted an average of ~1130 times with a standard deviation of ~930 attempts, and each user 

attempted an average of ~228 problems with a standard deviation of  ~412 problem attempts. 

As a final step, the ratings database was read in and merged with the mdata file.  Given 

that students were not required to rate problems, merging these ratings created a significantly 

smaller file (~633K trials) named mrdata (munged, rated data).  mrdata retained those rows of 

mdata which corresponded to trials for which the user provided ratings on his or her solving 

experience, and added three new columns: difficulty, quality, and learn (Table 3.4).  

Table 3.4.  Additional columns in mrdata. 

Column 

Name 

Type Description 

difficulty integer An integer between 1 and 10 inclusive suggesting how hard 

the user found the problem to be 

quality integer An integer between 1 and 10 inclusive suggesting the user’s 

view of the quality of the official solution 

learn integer An integer between 1 and 10 inclusive suggesting how much 

the user believed he or she learned from the problem and 

official solution 

 

It is from these two files, mdata (23 columns) and mrdata (26 columns), that the LAM side of 

the MST was created.  The reason for using two files is that some LAMs are not based on 

ratings, and hence, can be built around the larger data set, mdata.  For those LAMs that do 

involve ratings, mrdata was used.  This distinction is important, for it is unlikely that rated and 

unrated trials are statistically similar.  So, by calculating each LAM using the largest 

appropriate data set available, the selection bias involved in rated trials was minimized. 
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LAM Construction 

The first step in building the LAM side of the MST was deciding which problems 

would appear as the rows of the table.  While the mdata file ensured trials were reliable and 

problems had been adequately attempted, I also had to ensure that a problem was rated a 

sufficient number of times to include it in the MST.  This lower bound on the number of ratings 

was a parameter passed to the buildMST function and was set at 35 for this study (see code in 

Appendix B).  One complication in choosing problems with at least 35 ratings is that both first 

and second trials are considered valid problem attempts, but both receive the same ratings when 

the ratings table is merged with mdata to create mrdata.  To account for this, second-attempt 

trials were temporarily ignored when deciding which problems had received at least 35 ratings 

in each of the three ratings categories.  In addition, it was possible that a student had seen a 

problem more than once and rated it multiple times (beyond simple second attempts).  In such 

cases, additional attempts and their ratings were removed from consideration when determining 

which problems met the 35-rating minimum.  Problems above this threshold were retained in 

the mdata and mrdata files moving forward (now named unrated and rated in the buildMST 

code of Appendix B). 

At this point, each of the LAMs was calculated and an MST was created column by 

column.  Table 3.5 presents a description of each LAM and the details/challenges involved in 

calculating it.  When run on the data sets mdata and mrdata, the LAM side of the MST 

contained 3908 rows, providing scores for the 3908 Alcumus problems that (a) had at least 35 

ratings in each of three ratings categories, (b) had been attempted at least 100 total times among 

users who had familiarity with the system, and (c) were from trustworthy trials in one of the 

three subjects being studied.  In the sections to follow, I discuss how 105 problems were chosen 

from this large table to create a smaller, full MST (Thread 3), and how, by carefully subsetting 



122 
 

 

mdata/mrdata and repeatedly building LAM-side MSTs, it was possible to gain a contextualized 

view of mathematical problems within the Alcumus setting (Thread 4). 

Table 3.5.  Names of the ten LAMs and descriptions of how they were created. 

LAM  Name Description 

1 Difficulty (Internal 

Rating) 

For a given problem, use the value from the pasympdiff 

column (see Table 3.3) in the file unrated.   

2 Difficulty (Average 

Student Difficulty 

Rating) 

Take the average of all user-provided difficulty ratings for 

the given problem.  Use the rated file and ignore second 

trials, which are redundant ratings. 

3 Presence of 

Misconceptions 

For a given problem, take all its trials in the unrated file.  

Make a table of all the wrong answers given and determine if 

they meet the “misconceptions definition”.  Report the total 

percentage of answers that meet the misconception 

definition.  An answer is associated with a misconception if 

it was given at least 6% of the time (among wrong answers) 

and was offered at least six or more times.  The first 

condition suggests pervasiveness, and the second guards 

against calling an answer misconception-based when only a 

few wrong answers have been given to a problem.  For 

example, if a problem is attempted 100 times with only three 

wrong answers, each wrong answer will represent at least 

33% of the wrong answers – a situation to guard against. 

4 Internal Resource 

Collaboration (by 

Cross-Listing) 

For a given problem, report its cross-listing value from the 

column cross in unrated.  Also called Cross-Listing Level in 

the pages that follow. 

5 Amount Learned 

(Average Student 

Learn Rating) 

This is like LAM2 but uses the learn column.  Also called 

Student Self-Report:  Amount Learned Rating in the pages 

that follow. 

6 Cognitive 

Engagement – Time 

Outlier by Student 

For a given problem, collect all trials from the unrated file.  

Determine the percentage of these trials for which the 

student’s time on the trial was between 2 and 6 standard 

deviations above his/her mean solve time.  This uses the 

time, umean, and usd columns. 

7 Cognitive 

Engagement – Time 

Outlier by Problem 

Difficulty 

For a given problem, use the value from the tobpd column. 

8 Novelty For a given problem, use the value from the nov column. 

9 Elegance (Average 

Student Quality 

Rating) 

This is like LAM2 but uses the quality column.  Also called 

Student Self-Report:  Solution Quality Rating in the pages 

that follow. 

10 Degree of 

Encouragement 

For each problem, report the percentage of time that students 

did not give up, even though they had the option to give up. 

Also called Degree of Persistence and Non-Give-Up 

Percentage in the pages that follow. 
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Thread 3:  Metric Creation to the Full MST 

The full MST requires scores derived from a data set (the LAMs) and from human 

raters looking at the problems and solutions upon which the data set was built.  The goal of this 

section is to describe how the instruments used by these human raters were created and fine-

tuned.  After this, I describe the process by which the PSM side of the MST was built, setting 

the stage for the decontextualized analysis in Chapter 5. 

Given the inherently qualitative nature of this thread, it is important to begin by 

outlining the theoretical perspective that guided this work.  Ultimately, the metrics produced as 

part of this research plan were designed to help researchers better understand the mathematics 

problems that students face each day.  But, to fully appreciate the complexity, intricacy, and 

value of a problem, I considered the problem as part of a larger entity, including the student 

working the problem, the printed or “official” solution(s) the student would see in Alcumus, and 

the setting in which the student was asked to explore the problem and/or solution.  This student-

setting-problem-solution construct was the contextual quartet that guided the work to follow. 

Each of these quartet voices is important in creating what a solver hears when working 

a problem.  For example, the experiential value of a problem is strongly influenced by the 

student herself:  Has she seen it before? Is it age appropriate?  Does it have any degree of 

authenticity to the student’s life experiences?  In addition, it is critical to include the solution(s) 

with a problem, for both teachers and students have differing conceptions about what lines of 

reasoning count as valid argumentation, and hence, whether a problem has been solved (Healy 

& Hoyles, 2000; Selden & Selden, 2003).  Finally, studies have shown that even when the 

students (on average), the problem, and the solution(s) are held constant, that different settings, 

or contexts, can result in dramatically different problem-solving experiences (Nunes, 

Schliemann, & Carraher, 1993; Säljö & Wyndhamn, 1996). 
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As the contextual quartet might suggest, this work was also underpinned by a collection 

of views on learning.  At times, the metrics were influenced by cognitive themes born from the 

information processing and constructivist literatures (Anderson, 1996; Bruer, 1993; Piaget, 

1947; von Glasersfeld, 1995).  For example, the Number of Steps metric asked raters to 

consider how the solver was likely to “chunk” the actual work of the problem (Bruer, 1993), 

and the Resource Creation metric asked raters to look for examples of newly-created facts, 

procedures, and heuristics – all examples of cognitive infrastructure crucial in problem solving 

(Schoenfeld, 1985).  In a similar way, the metrics were built around ideas from sociocultural, 

equity/social justice, and embodied theories of cognition.  In many cases, entire instruments 

were designed based on important themes from these literatures – for example, the Productive 

Dispositions metric (Gee, 1997; Gresalfi, 2009) – and in other cases, these ideas were but a 

smaller part of a larger instrument – for example, the Representational Media metric included a 

category for the use of the physical body.  All of this is to say that the theoretical viewpoint of 

this work was influenced by a large swath of approaches to learning.  Indeed, the synergy of 

these diverse perspectives seemed crucial in better understanding the oceanic richness of 

mathematical problems. 

Several key stages were necessary in the creation of the metrics used in human scoring. 

Metric Parameter Exploration 

This stage consisted of three 1.5 hour sessions in which the author and three 

mathematics education graduate students from San Diego State University rated problems on a 

subset of the fourteen metrics.  These sessions were equally spaced over the course of a 

semester and were part of a class in which students developed research ideas.  In preparation for 

each session, the raters were given a set of 8-12 problems and asked to work the problems 

before class.  During the sessions, the raters reviewed a set of printed solutions, scored the 

problems across 3-5 metrics, and engaged in discussions about their rating choices, their 
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feelings on the metrics, and their advice for improving these instruments.  Because of the 

iterative process of improvement, it was possible to try these suggestions and see if they 

resulted in better scoring experiences, either measured through qualitative feedback, 

quantitative tools such as inter-rater reliability, or scorers’ ratings of the instruments. 

The first versions of the metrics used in this stage were built on the ideas from Chapter 

2.  In particular, care was taken to distill the major ideas from the mathematics education 

research literature.  In addition to these content-based choices, it was also important to explore 

some of the macro-level choices available in instrument design.  Both content and instrument 

design choices were forged in the shadow of the student-setting-problem-solution quartet.  For 

example, how can one ask a rater to provide a score on a problem when no student or setting is 

specified?  To allow the raters any hope of completing such a task, it was necessary to mod out 

the student and setting components of the tetrad.  This was accomplished by introducing the 

“Average Student Frame”:  raters were told to assume that the problem was being attempted by 

a student of average ability for his or her age and his or her place in the curriculum.  

Furthermore, the setting was assumed to be an average American classroom studying the 

subject in which the given problem would most likely to appear.  While these choices were 

heavy-handed, they were also necessary in order to create any semblance of reliability between 

raters.  It is because of this choice that the analysis of Chapter 5 is considered 

“decontextualized” – the richness of the student and setting have been removed. 

An additional challenge involved the solution part of the tetrad.  Were raters to make 

judgments about features such as Elegance using their own solutions, the printed solution, the 

space of all possible solutions, the list of solutions a student might reasonably give, or some 

other solution collection?  Again, the need for a baseline level of agreement necessitated a 

compromise:  metrics would (in most cases) steer raters to the printed solution, a common 
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reference point.  Here again, the need for an agreed-upon critiquing frame was crucial, resulting 

in greater agreement of raters, but at the cost of some of the nuance in the contextual quartet. 

Other macro-level choices from this stage involved the instruments and 

problems/solutions themselves.  For example, when rating problems, did raters benefit from 

having problems from a single subject or multiple subjects?  Should solutions be given along 

with problems (for easier comparison after solving) or held until the rating phase (to force raters 

to struggle with the problems, rather than turn to the printed solutions)?  A particularly thorny 

challenge was which type of scale to use when reporting scores.  Many types were explored:  

categorical (every level carefully described), checklist (count up traits and the sum is the score), 

and Likert scales of various sizes (3, 4, 5, 7, and 9 levels).  Other choices included whether or 

not to use a calibration guide to serve as a form of training, how much description of the MPFs 

to include, and whether to include ideas and references from the research literature to help 

situate the MPFs. 

A number of important macro-level decisions were made based on the feedback from 

this stage.  First, raters preferred a calibration guide when they were using a metric for the first 

time.  In essence, they wanted to see a few additional problems be scored and understand why 

those scoring choices were made.  Second, Likert scales were generally preferred over other 

types of scales because of their holistic nature, and checklist scales were usually not well-

received because they required micro-tabulation of MPF components.  In essence, when scoring 

10 problems across 5 metrics, raters did not want the extra challenge of looking for 5-10 traits 

for each of the 10 x 5 scores.  Third, raters did not prefer lengthy descriptions of MPFs, 

especially descriptions rooted in a literature base or existing framework.  Indeed, raters admitted 

to largely ignoring such descriptions and using their intuitive sense of the MPF when scoring.  

In contrast, raters did appear to follow the guidance of shorter metrics that outlined a few 

important components or examples of the MPF.   



127 
 

 

Fourth, raters unanimously agreed that it was easier to rate a set of problems from the 

same subject, rather than diverse subjects.  The homogeneity allowed them to embed 

themselves within a course they taught or took, making rating easier.  Finally, raters tended to 

want fewer categories:  if given 5, they requested 4; if given 4, they preferred 3.  From an ease-

of-use perspective, it made sense to capitulate to this demand.  Unfortunately, doing so would 

necessarily reduce the granularity of the rater’s responses, and given that human scores would 

eventually populate the PSM side of the MST (next to an especially fine-grained LAM side), it 

was important to maintain as multi-tiered a Likert scale as possible.  When a small experiment 

showed that the raters had nearly identical inter-rater reliabilities using 5-tiered and 9-tiered 

Likert scales, I made the decision to move to a 9-tiered scale for all the PSMs. 

The Expert Panel 

Two main troubles lingered after the completion of the first stage.  First, the members 

were a fairly homogeneous group – even if such a group could iteratively design a reliable 

instrument, would the product work well in a heterogeneous group?  Second, the first stage 

group could not test all 14 of the metrics due to time constraints.  While the 3-5 metrics tested 

most heavily in that setting were certainly more refined, would the lessons learned in honing 

those metrics translate well to other metrics?  To explore these questions, a second stage was 

designed in which a panel of 8 experts spread across the U.S. rated a common set of 12 

problems on all 14 metrics.  Here an expert was defined as an individual who stood out in his or 

her field, bringing extensive knowledge or experience to the table.  Members were chosen by a 

three-person committee comprised of me and two faculty members who specialize in 

mathematics education research and statistics.  In the discussion to follow, the particular 

identities of these experts have been anonymized in accordance with Institutional Review Board 

(IRB) policies. 
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The panel had a factorial structure, where one dimension of study was location (local 

vs. non-local members) and another dimension was area of focus (mathematics, mathematics 

education research, problem solving, and pedagogy).  This 2 x 4 design required a membership 

total of at least 8, and due to the extensive time demands on the participants of this phase, the 

panel was limited to precisely 8 members.  Each of these 8 members would eventually rate a 

total of 12 problems across 14 metrics, although different procedures were adopted based on the 

member’s location.  Figure 3.18 outlines these differences, Appendix C contains the complete 

materials sent to the panel, and Appendix D contains additional material related to this portion 

of the study.  

The design of Figure 3.18 was adopted for three reasons.  First, the use of four different 

specialties ensured a higher level of heterogeneity while simultaneously bringing a wide swath 

of expertise to the fore.  Second, the inclusion of video interviews for local participants (see 

Figure 3.18) allowed for deeper insight into why experts were choosing the ratings they did and 

how they thought of the various features being studied.  These interviews were semi-structured 

and retrospective (Ericsson & Simon, 1993; Ginsburg, 1997).  Panel members were asked to 

discuss certain ratings as soon as they had finished a metric.  The semi-structured nature of the 

interview was chosen so that I, as the interviewer, had sufficient flexibility to steer the 

conversation as needed.  A retrospective approach was adopted so that respondents could 

completely finish their ratings on a single metric before discussing their reasoning; stopping a 

respondent part-way or requiring a think-aloud approach could alter their responses (Schooler, 

Ohlsson, & Brooks, 1993; Sweller, 1994).  Finally, the use of 4 calibration problems eased 

participants into the rating process for each metric and showed concrete examples of scores on 

problems with which they were familiar.  As an example, Table 3.6 shows the calibration 

assistance for the Difficulty metric; the calibration problems were numbered C13 through C16. 
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Figure 3.18.  Research plan for the expert panel. 

 

The panel members were initially approached via email or in person.  After agreeing to 

participate and signing the Institutional Review Board (IRB) forms, the members were sent the 

appropriate documents and given one month to complete the ratings and, if appropriate, 

interviews.  In addition to the problem ratings, the participants were asked to score the 

Local Members 

Non-local Members 

- Receive directions, 16 problems and solutions, 14 metrics, and exit survey via email 

- Work all problems and study solutions – 4 of these serve as “calibration problems”, 

12 will be scored 

- Read metrics and the scoring guide for calibration problems, rate all 12 non-

calibration problems on all 14 metrics, proceeding one metric at a time 

- Complete exit survey and return all materials via mail, fax, or email attachment 

 

Group A 

- Receive all problems/solutions 

and only metrics 1-7 

- Work problems and score non-

calibration problems for these 

metrics 

- Schedule a 1.5 hour video 

interview in which metrics 8-14 are 

scored, these scores are discussed, 

and the exit survey is completed 

Group B 

- Receive all problems/solutions and 

only metrics 8-14 

- Work problems and score non-

calibration problems for these 

metrics 

- Schedule a 1.5 hour video 

interview in which metrics 1-7 are 

scored, these scores are discussed, 

and the exit survey is completed 
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instruments for (a) clarity of the description of the MPF, and (b) the metric’s ease of use.  The 

experts were also asked to record their years of experience in various areas on the exit survey.  

Table 3.7 provides a summary of the experience levels of the committee members. 

Table 3.6.  The calibration guide for the Difficulty metric. 

Problem # Rating Reason For Rating 

C13 5 This requires determining where to place the fourth and fifth disks, 

the addition of auxiliary lines, and the 30-60-90 triangle relationship. 

C14 3 Students are likely to begin by drawing an equilateral triangle, and 

then the challenge is in placing the final point; few calculations are 

involved. 

C15 9 The problem demands a thoughtful picture, a non-standard area 

calculation, recasting Geometry into counting, and ends in a tough 

counting argument. 

C16 1 Simple unit conversions and an area formula. 

 

 

Table 3.7.  Factorial design codes and years of experience for the expert panel in various 

categories.  *Specialty codes:  M = mathematics, MER = mathematics education research, 

PS = problem solving, T = teaching 

 

Expert # 1 2 3 4 5 6 7 8 Totals 

Elementary teaching 0 0 0 0 0 0 0 0 0 

Middle school teaching 0 0 0 17 0 0 3 5.5 25.5 

High school teaching 0 18 0 20 0 4 3 5.5 50.5 

College teaching 6 10 23 0 7 39 1 8 94 

Problem solving focus 0 0 28 20 17 6 5 25 101 

Researching math ed. 0 8 0 0 0 36 0 0 44 

Local (L)/Non-Local 

(NL) 

NL NL NL NL L L L L 4 of 

each 

Specialty code* M MER PS T M MER PS T 2 of 

each 

 

Two additional goals were pursued when forming the committee.  These were to have a 

mix of genders and experience levels.  The panel had 2 women and 6 men, and as seen above, a 

mixture of early, middle, and late career experts (hence, the label “expert” did not require some 

prescribed number of years of experience). 
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In February 2015, each member of the committee was sent the same 16 Geometry 

problems (12 to score, 4 for calibration).  These problems were drawn from the Alcumus 

database so that they would be similar to the problems eventually used in the full MST.  In 

March 2015, the scores for these problems were returned, and the interviews mentioned above 

had been completed.  Together, these data sources allowed for micro-level changes to the 

instruments, building on the macro-level decisions established in the first stage.  The findings 

from this second stage take two forms:  1) inter-rater reliability results and ease-of-use/clarity 

scores, and 2) analysis from the video interviews with the local experts. 

Inter-Rater Reliability 

When two or more people (the raters) are asked to assess one or more items (the units) 

using some scale and description (the instrument), one might ask how well these raters agree 

with one another when judging the units using the instrument.  Here, agreement means giving 

the same absolute scores, rather than similar rank orders.  If the “true” values of the units are 

known on the scale (e.g., raters guessing people’s ages based on pictures), then one is likely 

concerned with the accuracy of the ratings because it is possible to calculate this value.  In 

many cases, however, the true values are not known, and one must instead focus on the 

reliability of the instrument and raters.  In this sense, reliability is the degree of internal 

agreement among the raters.  Typically, statisticians report inter-rater reliability (IR) using a 

real number where 1 denotes perfect agreement (all raters gave identical scores to all units) and 

0 denotes the results one would expect if the raters randomly chose scores.  With some IR 

metrics, it is possible to get a negative value; this occurs when ratings disagree more than one 

would expect by pure chance – as in the case where one rater intentionally records a different 

rating from other raters. 

The calculation of IR is complicated by the nature of the instrument used.  For example, 

when assigning genders to people’s pictures, raters are reporting their results on a nominal 
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scale.  When assigning ages to pictures, raters are using a non-nominal scale – in this case, a 

rating discrepancy of 36 versus 37 is better than a discrepancy of 26 versus 37.  The term “level 

of measurement” captures the different forms that data may take.  Finally, when using any scale 

with a finite number of levels, there is always some amount of “chance agreement”.  For 

example, in the case of picture-based gender assignment, if the raters are not even looking at the 

pictures and randomly assigning genders, then one would expect 50% agreement in a sample 

containing roughly the same number of male and female pictures.  So, careful discussions of IR 

must not only articulate how one will measure the degree of agreement, but also take into 

account the level of measurement (nominal, ordinal, interval, or ratio) and the likelihood of 

chance agreement. 

In this analysis, the scores given by the experts were interpreted at the interval level of 

measurement.  This assumption was made because the scales were clearly not nominal or ratio, 

the raters were directly asked to consider the scales as interval measures, and IR calculations 

showed little difference between using ordinal and interval interpretations of the data.  The 

decision on how to deal with chance agreement was more complicated, and was tantamount to 

choosing a particular IR index since each index relies on a different formula to correct for the 

effects of chance.  While IR metrics such as Fleiss’s kappa, Light’s kappa, Cohen’s kappa, and 

Krippendorff’s alpha are commonly used when assessing IR in situations with more than two 

raters, I chose to report agreement levels using two lesser-known indices, the Brennan-Prediger 

coefficient and Gwet’s AC1/2 index (Banerjee, Capozzoli, McSweeney, & Sinha, 1999; 

Brennan & Prediger, 1981; Conger, 1980; Fleiss, 1971; Gwet, 2014; Krippendorff, 2012).  The 

reason for this non-standard choice is that the common IR indices tend to be overly conservative 

when reporting agreement and are prone to paradoxical results (Cicchetti & Feinstein, 1990; 

Feinstein & Cicchetti, 1990; Guggenmoos-Holzmann, 1993; Gwet, 2002; Nelson & Pepe, 

2000).  This trouble has also been shown in the case of more than two raters and when using a 
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common set of units for a diverse set of rating instruments (Quarfoot & Levine, in press).  As 

such, some authors support a move from historical kappa-like indices to newer indices that 

more reliably adjust for chance agreement (Gwet, 2008; Quarfoot & Levine, in press). 

Table 3.8 reports four important statistics for each of the 14 metrics: the IR as 

determined by the Brennan-Prediger coefficient, the IR as determined by Gwet’s AC1/2 index, 

the average Clarity score, and the average Ease of Use score.  These last two statistics 

summarize the scores given by the experts when asked to rate the instruments on how clear the 

description of the MPF was for each instrument (1 very unclear, to 5 very clear) and how easy 

scoring problems was with the metric (1 very hard, to 5 very easy). 

 

Table 3.8.  Results from the expert panel stage. 

Metric Name 
Brennan-

Prediger IR 

Gwet’s  

AC1/2 IR 

Average 

Clarity 

Average  

Ease of Use 

Difficulty 0.63 0.67 4.375 3.750 

Elegance 0.57 0.64 4.000 4.000 

Novelty 0.50 0.54 4.625 2.750 

Cognitive Sophistication 0.70 0.75 3.250 2.750 

Internal Resource 

Collaboration 

0.61 0.69 3.000 2.875 

Number of Steps 0.86 0.91 4.000 2.375 

Creativity 0.56 0.63 4.250 3.000 

Representational Media 0.62 0.72 3.625 3.375 

Resource Creation 0.58 0.70 2.750 2.125 

Presence of Misconceptions 0.74 0.81 3.875 3.000 

Number of Solutions 0.55 0.78 4.750 3.125 

Productive Dispositions 0.61 0.71 3.875 3.000 

Affective Engagement 0.66 0.76 3.250 2.750 

Authenticity 0.59 0.74 4.000 3.375 

 

One immediate question to consider is whether raters’ views of the Clarity or Ease-of-

Use of an instrument have any strong statistical relationship with their level of inter-rater 
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reliability.  As Table 3.9 and Figure 3.19 indicate, it is not appropriate to conclude any 

correlation between inter-rater reliability results and Clarity or Ease-of-Use scores. 

Table 3.9.  Pearson correlation coefficients and 95% confidence intervals for all IR 

index/instrument measure pairings. 

 

  Average Clarity Average Ease of Use 

Brennan-Prediger IR -0.23  (-0.68, 0.32) -0.30  (-0.72, 0.27) 

Gwet’s AC1/2 IR -0.18  (-0.65, 0.39) -0.30  (-0.72, 0.27) 

 

 

 

Figure 3.19.  Scatterplots of Gwet’s AC1/2 IR values against experts’ ratings. 

 

While it is inappropriate to draw statistical conclusions from Table 3.9 and Figure 3.19, 

they do offer an important lesson.  That is, the relationship between an instrument’s IR, clarity, 

and ease of use are complex.  Indeed, it is possible to achieve a fairly high IR without high 
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clarity (e.g., Affective Engagement in Table 3.8), a high IR without high ease of use (e.g., 

Number of Steps), and a low IR despite both high clarity and ease of use (e.g., Elegance).  One 

way of thinking about these three concepts is the following:  the clarity of a MPF is the 

transparency one can bring to the idea; the ease of use describes how challenging it is to 

recognize or instantiate that MPF, and the IR records the degree to which these recognitions or 

manifestations are in alignment.  When cast this way, this idea-to-implementation triplet offers 

an important caution vis-à-vis recent trends in public schools.  Particularly, writers of standards 

documents may feel they have thoroughly articulated ideas such as “abstract reasoning” or 

“attention to precision” (Clarity), and teachers may feel they know how to recognize and bring 

these to their classrooms (Ease of Use), but great disharmony may exist about which problems, 

resources, and pedagogical approaches actually do this (IR).  In essence, the above data show 

the challenge in creating tightly-shared, implementable understandings of core mathematical 

features. 

Video Analysis 

Because the Clarity and Ease of Use scores were not well-correlated with IR results, the 

focus of the video analysis portion of this stage was not to find ways to increase clarity or ease 

of use.  Rather, the goal was to look deeper into those cases from Table 3.8 that were contrary to 

intuition.  How is it, for example, that Elegance had such a low IR despite earning fairly high 

instrument scores?  And why did Novelty have the lowest IR, despite having one of the highest 

Clarity scores?  For the sake of brevity, I discuss only a few of these paradoxes here. 

One situation that arose on several metrics was an incomplete description.  Typically, 

these metrics outlined a complex idea such as Novelty, Elegance, or Creativity and listed 

several main ideas articulated by the literature which the raters should look for.  As raters read 

the descriptions, they typically found that the descriptions meshed well with a subset of their 

internal schemata for the MPFs in question.  The trouble, then, was the collection of ideas 
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beyond those articulated on the instrument itself.  For example, the original Novelty metric 

asked raters to compare problems against an average student’s exposure set – or the collection 

of problems seen from textbooks, classrooms, and assessments.  Absent from this list were math 

contests, tablet/phone apps, online videos, websites, discussion fora, social media and so on.  

Likewise, the original Creativity metric mentioned fluency, flexibility, and novelty in approach 

(three main themes from the creativity literature), but both experts interviewed on this feature 

mentioned attending to the “freedom and framework” implicit in a problem.  By this, they 

meant the degree to which the solver had to choose among possible paths, or how constraining a 

problem felt.  Indeed, they argued that a great deal of Creativity involves the particular choice 

of a solution pathway, not simply the nature of the pathway itself.  As a final example, the 

Representational Media metric focused mainly on media that were visible or tangible, yet one 

expert mentioned the value of imagined implements (e.g., when students imagine an abacus to 

quickly do calculations) and mental simulation (e.g., when cutting or moving a geometric object 

in space).  With each of the metrics, additions were made to capture these important missing 

ideas. 

The other main theme that arose from the interviews was that some metrics were poorly 

framed.  For example, the Cognitive Sophistication metric was originally cast as a dichotomy 

between procedural/factual information and conceptual/idea-based thinking.  Raters were to 

choose which end of scale the problem more closely resembled.  While this contrast is 

commonly discussed in the mathematics education research literature, experts felt there was 

more to this metric, and that the procedure/idea dichotomy should be but one piece of the 

Cognitive Sophistication scale.  As such, the scale was redesigned to include additional 

components, including the nature of the ideas present, how deeply the problem inspired students 

to dig into mathematics, and the longitudinal effects of working problems.  This overhaul 
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mirrors the recommendation of Jon Star (2005), who suggests educators abandon the false 

dichotomy of surface-level procedural knowledge and rich conceptual knowledge.   

Another example of a poorly framed metric was Internal Resource Collaboration.  The 

expert-panel version of this instrument asked raters to count the number of main ideas and the 

number of topic areas present in a problem, and then multiply these counts.  This approach to 

measuring the connectivity and wealth of ideas in a problem did not resonate with the panel.  

They had difficulty distinguishing ideas from topic areas, and they noted that the product of 

these counts could misrepresent the connectivity level of those ideas.  The revamped version of 

the metric merged the topic and idea count into a single calculation, and then explicitly asked 

raters to look for high or low interconnectivity among the key elements of the problem. 

CDW/DQ Scoring 

After making these micro-level changes, the metrics were in their final form (see Appendix 

A) and ready for deployment to create the full MST.  Before doing so, however, it was 

necessary to choose a small subset of the 3908 problems already in the LAM side of the MST.  

Given the time-intensive nature of hand-scoring, only 105 problems, or 2.69%, could be 

assessed with the 14 PSMs.  Because this percentage was small, it was important to choose as 

rich a sample as possible from the wealth of problems available.  To do this, I began by 

assigning each problem a total “goodness” score.  This was calculated by summing across the 

values in each row of the LAM side of the MST.  Before doing so, however, three steps were 

taken: 

 Each column was converted to z-scores, to negate the influence of the particular scaling 

choices made for each column. 

 z-scores outside the interval [-2,2] were clipped to the values -2 and 2 to avoid one 

extreme value dominating the goodness score. 
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 The Difficulty and Cognitive Engagement metrics were cut in half because each was 

measured in two ways (LAMs 1/2 and LAMs 6/7). 

From this sum of bounded, adjusted z-scores, a problem’s overall goodness on the ten 

LAMs was found.  Next, problems were divided into three bins based on their primary subject 

designation (Prealgebra, Geometry, Number Theory), and within each bin, problems were 

sorted based on the goodness score and divided into nine quantiles.  From quantiles 1, 3, 5, 7, 

and 9, a total of 7 problems were randomly selected for human scoring.  In total, this generated 

105 problems (3 subject areas * 5 quantiles per subject * 7 problems per subject per quantile).  

This list of problems was printed in random order (grouped by subject) so that I would have no 

sense of the goodness rating when looking at the list.  Code for these steps is found in Appendix 

B. 

From this list of problem numbers, I accessed the administrative function of the Alcumus 

database and copied the problems and solutions into a large Word document in preparation for 

scoring.  A fellow mathematics education research doctoral student (CDW in Figure 3.20) and I 

(DQ in Figure 3.20) completed the hand-scoring of these 105 problems during a 1.5-month 

period between May and mid-June of 2015.  Our procedure was the following:   

 For a given subject, independently work the 35 problems and study the Alcumus 

solutions 

 Independently score these problems on metrics 1-7; record scores in a Google Sheet 

(see Figure 3.20) 

 Meet, join the scores from the Google Sheets, and discuss each absolute rating 

difference greater than 1; all rating discrepancies had to be resolved to a positive 

difference of 0 or 1 

 Repeat the above two steps for metrics 8-14 
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 Repeat the above four steps for the other subjects 

A screenshot of a portion of the merged Google sheet is seen in Figure 3.20.  Red-colored 

cells were used to identify scoring differences greater than 1 that required discussion and 

within-one compromise. 

 

 

Figure 3.20.  The first few rows and columns of the Google Sheet used for scoring. 

 

During this process, CDW and I each generated 105 * 14 = 1470 ratings.  Table 3.10 

shows the signed differences in these 1470 scores.  Categories not shown did not occur.  Figure 

3.21 shows a bar chart of these results, revealing the roughly normal shape of the signed 

differences. 
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Table 3.10.  Count and percentage of scoring discrepancies between CDW and DQ when 

rating the 105 problems used in the full MST across the 14 PSMs. 

Difference 

(CDW – DQ) 

Count 

(Percentage) 

-6 2 (0.1) 

-5 4 (0.3) 

-4 6 (0.4) 

-3 23 (1.6) 

-2 70 (4.8) 

-1 226 (18.1) 

0 607 (41.3) 

1 332 (22.6) 

2 116 (7.9) 

3 33 (2.2) 

4 9 (0.6) 

5 2 (0.1) 

 

 

Figure 3.21.  Bar chart of the signed differences from Table 3.10. 

 

Table 3.11 shows the signed differences after the forced, within-one compromise rule. 
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Table 3.11.  Signed differences after the within-one compromise discussions. 

Difference 

(CDW-DQ) 

-1 0 1 

Count 

(Percentage) 

330 

22.4% 

734 

49.9% 

406 

27.6% 

 

Finally, Table 3.12 reports the inter-rater reliability for each of the fourteen metrics 

using the original, non-compromise scores.  These were calculated using Gwet’s AC1/2 index 

using quadratic weighting to simulate an interval level of measurement in the rating scale.  

Appendix B contains the code for this analysis.  Note that because the IRs were calculated using 

two raters scoring 105 units, the 95% confidence intervals are fairly tight.  The strength of these 

IR results is a testament to the thorough, multi-stage process used to create the fourteen PSM 

metrics. 

Table 3.12.  IR values and confidence intervals for CDW’s and DQ’s original scores. 

 Gwet’s 

AC1/2 IR 

value 

95% confidence 

interval 

Difficulty 0.83 (0.77,0.90) 

Elegance 0.91 (0.88,0.94) 

Novelty 0.85 (0.79,0.91) 

Cognitive Sophistication 0.88 (0.84,0.92) 

Internal Resource Collaboration 0.87 (0.81,0.93) 

Number of Steps 0.93 (0.89,0.96) 

Creativity 0.88 (0.82,0.93) 

Representational Media 0.88 (0.83,0.93) 

Resource Creation 0.92 (0.88,0.95) 

Presence of Misconceptions 0.93 (0.90,0.95) 

Number of Solutions 0.94 (0.90,0.98) 

Productive Dispositions 0.83 (0.76,0.89) 

Affective Engagement 0.84 (0.80,0.89) 

Authenticity 0.93 (0.90,0.96) 
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Upon completion of the above process, the average of mine and CDW’s within-one, 

compromise scores (seen in Figure 3.20) was taken as the rating for a given problem on a 

particular metric.  After reducing the complete LAM side of the MST to the randomly-selected 

105 problems, these average scores were appended to create the full MST of 105 rows and 24 

columns (10 LAMs, 14 PSMs).  Chapter 5 continues the story of this thread. 

Thread 4:  From Contexts to Correlations 

This section follows the left-most thread of Figure 3.1.  Unlike the Thread 3, which 

involves human-scoring steps, this pathway is completely code-based.  As such, it has the 

advantage of being able to work with large amounts of data, and hence, retain some of the 

contextual elements that were collapsed in Thread 3.  Indeed, Threads 3 and 4 starkly show one 

of the main differences in qualitative and EDM methodologies.  The former is able to give deep 

results, but must sacrifice size; it uses both LAMs and PSMs but the number of problems 

studied is only 105.  The latter can leverage larger data sets, but sacrifices depth; it uses only 

LAMs but studies 3908 problems.  Taken together, Threads 3 and 4 approach the Alcumus data 

set from multiple methodological angles. 

The goal of this thread is to lay the groundwork needed to answer the following 

question:  Does the fabric of mathematical problems change based on the context one is 

studying, and if so, how?  For example:  Does the correlation between Difficulty and Amount 

Learned increase as student ability increases?  Is the Presence of Misconceptions more tightly 

correlated with Difficulty in Geometry problems than Prealgebra problems?  How do the two 

measures of Cognitive Engagement relate to one another in easy versus hard problems?  Each of 

these questions establishes a context (e.g., student ability, subject, problem difficulty) and asks 

how certain LAMs are related in subsets of that context (e.g. low versus high ability, Geometry 

versus other subjects, easy versus hard problems).  At a high level, this thread will establish a 
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set of 13 contexts, break each of these into some number of data-rich subsets, and then calculate 

LAM-side MSTs and correlation tables for these subsets. 

Note that these contexts are not the ways one might normally slice a piece of big data; 

absent are demographic pivots like gender, age, or race.  Given the sterile and anonymized 

nature of the Alcumus data set, the only accessible pivots were ideas like user skill level, user 

experience within the system, subject area, right answers versus wrong answers, etc.  These 

contexts have been organized in Figure 3.22 based on which information from a particular trial 

(i.e., the context) was used to categorize that trial, and hence, how the set of all trials was 

broken into disjoint pieces (i.e., the subsets).  Three macro-level categories organize the 13 

contexts studied in this thread: 

 

Figure 3.22.  The 13 contexts used in Thread 4 and the number of subsets (in parentheses). 

 

General Contexts: 

1) Subject (3:  Prealgebra, Geometry, Number Theory) 

2) Correctness of response (2:  correct, incorrect/give-up) 

Problem-Related Contexts: 

3) Problem difficulty level (5) 

4) Mean time taken on problem (5) 

5) Degree of cross-listing (2:  1 subject, 2 or more subjects) 

6) Average difficulty rating given to problem by users (5) 

7) Average quality rating given to problem by users (5) 

8) Average amount-learned rating given to problem by users (5) 

Student-Related Contexts: 

9) Number of trials by user (5)  

10) User’s mean solving time (5) 

11) User’s skill level (4) 

12) User’s non-give-up percentage (4) 

13) User’s time standard deviation, adjusted by mean solve time (4) 
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Figure 3.23 visually outlines the major steps involved in this contextualized analysis.  

To further clarify this process and discuss the intricacies involved, I follow this general path 

with the specific example of context 10, user’s mean solving time.   

Figure 3.23, Stage 1 

Beginning in stage 1 of Figure 3.23, a digest is created using mdata (or mrdata, for 

contexts 6-8).  This is a summary that scores each member of a group on the context being 

studied.  A “group” is either the set of all problems (for contexts 3-8) or users (for contexts 9-

13).  The first few entries in the digest for context 10 are shown in Table 3.13. 

This digest ranks all 22659 anonymized, unique users from the mdata file based on their 

average time in seconds spent per problem (this is the context column).  Note that the digest 

also lists how many trials are associated with each user, a fact which will be needed later for 

“balancing”.  With a digest in hand, one can easily divide mdata (and mrdata) into any number 

of disjoint subsets.  As Figure 3.22 indicates, context 10 partitions this master set into 5 subsets.  

Now, it is tempting to take the first 20% of users from this digest, grab the trials from mdata 

associated with these users, and call these trials subset #1.  The trouble with such an approach is 

what comes later:  eventually, the trials from a particular subset are used to create an MST for 

that context-subset pair.  If, for example, the slowest 20% of users – when sorted by mean solve 

time – did not engage in enough trials to make a reliable MST, then there is little analytic value 

in studying such a subset.  Ultimately, the MSTs generated in this analysis are subjected to tests 

of correlation (among the columns), and so the length of each MST – that is, the number of 

problems attempted by a particular subset in a particular context – is of critical importance. 
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Figure 3.23.  Overview of the contextualized thread. 
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Table 3.13.  Start of the digest for the user mean solve time context. 

 

Figure 3.23, Stage 2 

Because of the above comments, the real challenge in stage 2 of Figure 3.23 is creating 

subsets for a given context that are balanced.  At the initial point of forming subsets, I begin 

with a digest that offers a clear indication of how the users should be divided up.  Based on 

these choices, I generate a set of MSTs using the trials of the different subsets.  If I only pay 

attention to the digest and strictly take the first 20% of users for subset 1, the next 20% for 

subset 2, and so on, then it is possible to create MSTs that wield little analytic power because 

they have too few rows.  If, however, I ignore the guidance of the digest and split at points other 

than 20%, 40%, etc. in order to generate data-rich MSTs, then I lose the intuitive interpretation 

of the subsets (for context 10:  the fastest 20% of users, the next-fastest 20% of users, etc.).  

This balancing act was the primary challenge of the contextualized analysis:  to strictly follow 

the digest was to “respect the distribution of the context”, to stray from the digest in order to 

create large MSTs was to “respect the statistical needs of the analysis”. 

One key question in the subsetting process is this:  How many rows does an MST need 

in order to create strong statistical data when performing a correlation analysis on the columns 

of that MST?  The answer depends on how the correlation coefficient, r, between two particular 

columns (LAMs) is interpreted.  In the most basic interpretation, r is just the measure of the 

linear association between two columns of data.  If these data are thought of as the population, 
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then r is the measure of correlation in the population.  But, one could also see these data as a 

sample from a larger population.  In our case, the data are scores on two LAMs for a sample of 

problems from the population of all mathematical problems (or all high school mathematics 

problems, or all problems AoPS might put in Alcumus, or some other reasonable population).  

Under this interpretation, r is the correlation in our sample, and hence, is subject to the 

variability that always arises when one samples from a larger population.  With this viewpoint, 

it is valuable to have more rows in the MST, because more rows means more problems, and 

more problems means a larger sample from the population of all problems being considered.  

With a larger sample, one can be more confident that the calculated correlation is closer to the 

population correlation value. 

Given that this dissertation is built upon the Alcumus data set – a log of non-

representative problems worked by non-representative students – the ultimate goal of this 

analysis is not to produce findings that generalize to the population of all mathematical 

problems.  Nevertheless, I do not want to operate within a vacuum and call the 3908 problems 

from mdata the population of all problems.  Thus, I adopted a balanced stance and tried to make 

generalizations about the universe of problems that AoPS was likely to place within the 

Alcumus framework, and operated under the assumption that the current problems within the 

system were a sample from this larger set.  With this compromise, there was then value in 

building MSTs of significant length. 

One downside of using the Pearson correlation coefficient is that the MSTs must be 

especially long to get tight confidence intervals around the calculated values of r.  Indeed, the 

standard error of this statistic is proportional to 
1

√𝑛−3
 (after a distributional transformation), so 

decreasing the error interval by 50% requires a fourfold increase in data.  More precisely, to 

calculate, say, a 95% confidence interval around a particular r0 value, I first apply the Fisher 
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transformation 𝑓(𝑟) = ln (
1+𝑟

1−𝑟
) to convert the Pearson correlation distribution to a near-normal 

distribution.  From this, I use z values to find interval bounds by adding or subtracting the 

standard error times the appropriate factor based on the strength of the desired confidence.  

Finally, I apply the inverse Fisher transformation to convert back to the world of correlation 

coefficients.  In a single equation, I calculate 𝑓−1(𝑓(𝑟0) ± 1.96/√𝑛0 − 3) for a 95% 

confidence interval around the correlation value 𝑟0 built from an MST with 𝑛0 rows.  From this 

equation, I find that MSTs with 100 rows generate correlation coefficients with confidence 

intervals that are roughly ±0.2 around the calculated value, those with 400 rows are roughly 

±0.1 around the calculated value, and those with 1600 rows are roughly ±0.05 around the 

calculated value.  As such, I sought to create MSTs with 1000 rows or more, accepted those 

with 400-1000 rows, tolerated those with 200-400 rows, allowed those with 100-200 only in 

rare circumstances, and never permitted those with fewer than 100 rows. 

Herein lies the main challenge:  all the above ideas need to come together when using a 

digest to partition mdata (and mrdata).  In the end, a balance was struck by simultaneously 

considering the group to be partitioned and the number of trials associated with the members of 

that group.  The reason this was successful is that the number of trials passed to the MST-

creation algorithm was fairly well-correlated with the number of problems that eventually 

appeared in the MST.  So, when the trial count was increased, the MST length roughly followed 

suit.  Therefore, for each different context, I defined two constants, minValue and maxValue, 

that limited the number of trials that could be associated with a particular subset.  The algorithm 

was programmed to proceed down the digest grabbing users one by one and dumping them into 

the current subset being constructed.  As it did so, the algorithm kept track of both the number 

of users in the subset (aiming for 20% in the case of a context with 5 subsets), but also the 
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number of trials associated with those users (aiming for a total between minValue and 

maxValue).   

This process stopped in two cases:  1) if the trial total exceeded maxValue, regardless of 

the number of users currently in the subset, and 2) if the number of users in the subset achieved 

the goal (e.g., 20% for 5-subset contexts) and the trial total was at least minValue.  Condition 2 

ensured that each subset had enough trials to generate a statistically-rich MST (usually 400+ 

rows, rarely 100-400 rows), while condition 1 ensured that no particular subset hoarded the 

data, leaving other subsets with too few trials.  These minValues and maxValues were hand-

refined based on repeated runs of the program.  When doing so, the goal was first to respect the 

distribution of the context – that is, to avoid using a minValue and maxValue altogether – and if 

this failed, to work toward subsets that gave rise to MSTs with 400 or more rows.  In a few 

cases, I had to soften this requirement to 200-400 rows, and in a few rare cases, this was 

weakened to the minimum allowable level, 100-200 rows. 

As an example, I return to context 10.  In a perfect world, I could divide the 22659 

users into 5 equal groups of 4532 users each, or 20% of users in each subset (the true value of 

4531.8 is rounded to 4532 for ease of discussion).  Doing so, however, created an MST for 

subset 1 (the fastest respondents) with fewer than 100 rows, and hence, any statistical 

conclusions from the correlation coefficients on this MST would be quite weak.  After some 

experimentation, I found that setting a minValue of 1,000,000 trials and a maxValue of 

1,100,000 trials generated an MST for subset 1 with over 100 rows.  The summary of the 

context 10 subsetting processing is seen in Table 3.14.  Note that the fifth and last subset has 

fewer than minValue trials because the algorithm is designed to take all remaining trials when 

constructing the last subset (regardless of number).  Here, the importance of maxValue is 

especially important, for if the first few subsets use too many trials, than the last subset will 

suffer. 
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Table 3.14.  Results of subsetting mdata for context 10, user mean solve time. 

Subset 

# 

Desired, equal 

breakdown 

(# users) 

Compromise 

breakdown 

(# users) 

# trials in this 

subset 

# rows in the 

MST built from 

the trials in this 

subset 

1 4532 6206 1000794 123 

2 4532 4531 1041877 511 

3 4532 4050 1100420 646 

4 4532 3994 1100128 817 

5 4532 3878 924061 546 

 

A few additional issues are worthy of mention.  First, one might conjecture that the 

distribution of users (or problems) for a particular context would have certain recognizable 

clusters – for example, the two humps in a bimodal distribution.  In such a case, it makes far 

more sense to break users into subsets based on the visual elements found in the histogram for 

the context rather than using a rank-order digest.  Explorations of the histograms for each 

context revealed no such clustering.  In fact, most of the histograms looked like normal or 

gamma distributions.  As an example, the histogram for context 10 is shown in Figure 3.24.  

Because these histograms showed no clear groups, the approach of using the digest, balanced 

with trial counts via minValue and maxValue, was adopted.   

 

Figure 3.24.  The histogram of context 10, user mean solve time. 
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Second, note that for three contexts (#1, subject; #2, correctness; and #5, cross-listing 

level), the use of a digest made no sense.  These contexts were summarized not by a real 

number (as in the case of a digest), but by a label.  For example, in the case of a context #1 

(subject), a trial was either a Prealgebra, Geometry, or Number Theory trial.  Because of this, 

mdata and mrdata were easy to partition – no digest was needed and no balancing had to occur.  

Trials were divided into subsets based on which subset they belonged in.  That being said, 

careful consideration was given to the delineation of these subsets.  For example, when looking 

at cross-listing level, problems were either housed under 1, 2, or 3 subjects.  Unfortunately, only 

a few problems were triply-cross-listed, so the 1/2/3 breakdown had to be collapsed into a 1/2+ 

breakdown in order to generate statistically-rich MSTs.  In a similar way, the Y/N/G triad for 

context 2 (correctness of response) was collapsed to Y/(N or G) because the give-up category 

had insufficient trials to create a long-enough MST.  

Third, it is important to mention how the number of subsets was chosen for digest-

based contexts.  From an analytical perspective, having more contexts was better than having 

fewer because this supported finer granularity.  Indeed, it is more valuable for practitioners to 

know how problems function in each quintile of their classes, rather than just the lower and 

upper halves.  Naturally, this line of reasoning suggested using more and more subsets.  

Unfortunately, as the number of subsets increased, the number of trials in a subset decreased, 

which in turn led to shorter MSTs.  So again, a balance was required.  As a general principle, I 

began by trying to find the largest possible subset value (usually 4 or 5) for a given context, 

thereby adjusting the macro-distribution of mdata and mrdata.  After this, I experimented with 

minValue and maxValue to fine-tune the trial distribution at a micro-level.  Chapter 4 shows 

how these micro- and macro-choices affected the partitioning of mdata. 
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Figure 3.23, Stage 3 

I now turn to step 3 of Figure 3.23.  At this point, a statistically-rich MST had been 

created for each subset from each context.  For each of these MSTs, I calculated the correlation 

coefficient between all possible pairs of columns, creating a 10 x 10 correlation matrix (because 

there are 10 LAMs).  Doing so for all possible contexts, subsets, and LAM pairings gave rise to 

thousands of correlation coefficients, which were stored in three important objects. 

The first, called the Context-Subset Correlation Matrices (CSCM), was a list of 13 

three-dimensional matrices.  Each matrix in this list had dimensions: (number of subsets for 

context c) x 10 x 10.  Since the number of subsets changed by context, it was not possible to 

store the results succinctly in a four-dimensional matrix.  So, if one were interested in how 

student encouragement is correlated with student self-reported difficulty rating for the weakest 

students in the Alcumus system, then this would be found in the eleventh 3D matrix (context: 

user skill level), in spot (1, 10, 2) in the 3D matrix (subset 1, weakest in context; LAM10, 

encouragement; LAM2, student difficulty rating).  Note that by correlational symmetry, this 

result is also in spot (1, 2, 10) of matrix 11.   

While CSCM intuitively holds all the correlation data in a compact form, it has 

redundancies (as noted above) and is not optimal for data visualization purposes.  In addition, it 

holds only the correlation coefficients.  Another object, the Context-Subset Correlation Table 

(CSCT), was created to hold all the non-redundant information from the CSCM, as well as 

additional information.  This object is a data frame of 2,430 rows and 9 columns, as seen in 

Table 3.15. 
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Table 3.15.  The first 6 rows of the CSCT. 

 

 

As Table 3.15 shows, the CSCT is a “tabular version” of CSCM with some extra 

information.  The first four columns (context, subset, LAM i, and LAM j) act like the indexing 

built into the CSCM object.  The fifth column, r, holds the correlation value.  The sixth is the 

correlation squared; the seventh is the p-value for the null hypothesis that the correlation is 0; 

and the eighth and ninth columns show the lower and upper bounds for the 95% confidence 

interval associated with the correlation calculation.  This data frame has redundancies removed 

– that is, the CSCT does not have a row for both (context c, subset s, LAM i, LAM j) and 

(context c, subset s, LAM j, LAM i).  CSCT has also removed self-correlations equal to 1 – for 

example, (context 3, subset 2, LAM 4, LAM 4).  Thus, the 2,430 rows of this object represent 

the non-redundant count of the data produced from this thread of the analysis.  Finally, note that 

some rows in this table should be populated with the value NA (not applicable), like row 3 of 

Table 3.15.  In this case, I am comparing LAM 1 (internal difficulty measure) to LAM 4 (degree 

of cross-listing).  Since context 1, subset 1 is all Prealgebra problems, which always have a 

cross-listing value of 1, I would expect the correlation calculation to be inapplicable.  

The last important object created in Thread 4 is the Context-Subset Meta-Data (CSMD) 

object.  This is a 13-member list that stores a host of information about each context.  This 

information was gathered during the subsetting and MST-creation processes and proved useful 

in choosing the number of subsets and the particular values of minValue and maxValue for each 

context.  CSMD stores the following values for each context: 
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 Context name (character string) 

 Number of subsets for the context (integer) 

 Actual subset sizes created by the balancing algorithm (vector of integers) 

 Subset sizes under an even distribution (vector of real numbers) 

 Total trials for each subset (vector of integers) 

 Number of rows in the MST for each subset (vector of integers) 

 Problem overlap table (2D array of real numbers) 

The first six of these ideas can be seen for context 10 in Table 3.14.  The last item, the 

problem overlap table, has dimensions (number of subsets) x (number of subsets) and the real 

number in spot (𝑖, 𝑗) is percentage of problems from the MST for subset i that appear in the 

MST for subset j.  This table tries to capture whether the problems faced by the users in subset i 

are the same as those faced by users from subset j.  For some contexts (e.g., Context 11:  User 

ability level), I would expect these subsets of users to encounter largely different problems; for 

others (e.g., Context 13:  User standard deviation adjusted by mean solve time), it is unclear if 

the subsets should share problems or not.  One reason this table is useful is that for a given 

context, if two subsets do have a large problem overlap, then I can better attribute a statistically-

significant correlational difference to the context itself, rather than the problems encountered as 

a consequence of the context.  Note that for contexts 3-8 (the six problem contexts), the problem 

overlap table will necessarily be the identity matrix.  These contexts partition the trials database 

by features related to problems, and so distinct subsets will not overlap.  As an example, when I 

partition by context 4 (mean time for a problem), I see that a quick problem cannot also be a 

lengthy problem, but when I partition by context 10 (user mean solve time), I see that slow 

users and fast users can have some overlap in the problems they encounter.  The content of 

CSMD, as well as CSCM and CSCT, is discussed more fully in Chapter 4. 
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Conclusion 

At this point, I have reached the precipice of data analysis.  In articulating the steps 

involved in Threads 1 through 4, ideas and data sets were transformed into results ready for 

analysis.  Central to both the contextualized and decontextualized analyses was the ability to 

create the LAM side of an MST (Thread 2).  In Thread 3, I augmented a small portion of this 

table (a stratified sample of 105 rows) with human scores on a set of 14 additional metrics, the 

PSMs, which were refined via a multi-stage, iterative process.  In Thread 4, I repeatedly created 

LAM-side MSTs under a set of thirteen contexts, each with several subsets.  Chapter 4 

describes the analysis for the contextualized arm of the dissertation by looking at the results 

from the CSCM, CSCT, and CSMD.  Chapter 5 explores the full MST to gain insight into 

problems at a decontextualized level. 
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CHAPTER 4:  CONTEXTUALIZED ANALYSIS 

The goal of this chapter is to explore the relationships among the LAMs at both the 

macro and micro levels.  I begin by picking up where Thread 2 (Figure 3.1) left off, discussing 

the high-level associations among the ten LAMs in the LAM-side MST.  After this, I continue 

the story of Thread 4, using statistics and visualizations to make sense of the Alcumus data set 

at a finer level.  The primary goal of both analyses is to offer clear, data-driven results that are 

of practical significance for mathematics education researchers and classroom teachers.   

It is critically important to note, however, that these observations and recommendations 

are derived from a special, non-representative setting – the Alcumus system.  This setting brings 

together a collection of strong, motivated mathematics students, many of whom are taking an 

AoPS online course to supplement their school coursework.  They are asked to solve non-

routine problems, often from mathematics competitions, in an online system that adapts to their 

ability levels and curricular goals.  While this setting is certainly different than the experience of 

most American students, it is not unreasonable to think that such a setting might one day 

become more the norm than the exception.  Indeed, many recent trends, including the rise of 

machine learning, big data, massively open online courses (MOOCs), educational apps, and 

learning analytics, suggest an evolving vision of education – one that is rooted in technology, 

allows for personalization, and is adaptive to users’ needs.  At its heart, this is the essence of 

Alcumus, and thus, while the findings below might feel or be inapplicable to some current 

educational settings, they offer insight into many future educational settings. 

Continuing Thread 2:  The LAM Side of the Full MST 

The full MST contains scores for the 10 LAMs on a total of 3908 problems.  These 

problems all come from the three subjects under consideration (Prealgebra, Geometry, and 

Number Theory) but are not all the problems in the Alcumus system from these subjects.  In 
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creating the MST, a minimum threshold was set requiring all problems have at least 35 ratings 

in each of three ratings categories (difficulty, quality, and amount learned) and a minimum of at 

least 100 total attempts (rated or not).  Table 4.1 shows the results of calculating the Pearson 

correlation coefficient between all pairs of columns in the LAM-side MST.  Table 4.1 omits 

self-correlations (which always equal 1) and symmetric results, since 𝑐𝑜𝑟(𝑋, 𝑌) = 𝑐𝑜𝑟(𝑌, 𝑋). 

 

Table 4.1.  Pearson correlation coefficients between all pairs of columns of the LAM side 

of the full MST.  Results are rounded to the nearest hundredth. 

 
LAM 2 LAM 3 LAM 4 LAM 5 LAM 6 LAM 7 LAM 8 LAM 9 LAM 

10 

 

0.64 -0.16 -0.51 0.58 0.52 -0.03 -0.05 0.20 -0.57 LAM 1 

 -0.16 -0.17 0.94 0.71 0.43 -0.06 0.16 -0.80 LAM 2 

  0.06 -0.11 -0.29 -0.25 0.12 -0.04 0.31 LAM 3 

   -0.18 -0.11 0.32 -0.02 -0.08 0.11 LAM 4 

    0.65 0.40 -0.04 0.24 -0.74 LAM 5 

     0.60 -0.08 0.09 -0.77 LAM 6 

      -0.05 0.00 -0.45 LAM 7 

       0.01 0.04 LAM 8 

        -0.06 LAM 9 

 

Two important issues must be addressed in relation to Table 4.1.  The first concerns 

which type of correlation coefficient was chosen to compare the columns.  I opted for the 

Pearson coefficient over the Spearman and Kendall coefficients because the columns of the 

MST were, in many cases, continuous, normally distributed variables.  The Spearman and 

Kendall coefficients are more commonly used for discrete, rank-order variables.  Furthermore, 

later analyses involve looking for statistically-significant differences between pairs of 

correlation coefficients.  This process is better understood in the case of the Pearson coefficient, 

and Spearman coefficients are often re-interpreted as Pearson coefficients when conducting 

such analyses anyway (Gabrilovich & Markovitch, 2009; Myers & Sirois, 2006).   

The second issue concerns the difference between statistical significance (SS) and 

practical significance (PS).  For each of the numbers in Table 4.1, one might ask if the value is 
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statistically different than 0, or perhaps, if two of the correlation values are statistically different 

from one another.  The answers to these questions are statistical in nature – they give 

information about the level of confidence one has in the reported value in relation to the 

population being studied.  But, just because a correlation is statistically significant does not 

mean it provides much value in practice.  For example, a correlation of 0.08 between two 

variables X and Y might be statistically different than 0, and yet, this degree of correlation 

implies that the variation in X explains less than 1% (0.082 = 0.0064) of the variation in Y!   

Because of this phenomenon, researchers speak of the “effect size”, or PS, of a finding.  

In the case of correlation coefficients, the effect size is the value of the coefficient itself because 

correlations are unitless ideas.  Unfortunately, setting interpretive guidelines for effect sizes is 

challenging because a small effect size in one field might be of crucial importance in a different 

field.  Indeed, authors vary greatly in their interpretations of effect sizes.  Hinkle, Wiersma, and 

Jurs (2003) suggest that correlations between 0 and 0.3 are negligible, 0.3 to 0.5 are low, 0.5 to 

0.7 are moderate, 0.7 to 0.9 are high, and 0.9 to 1 are very high.  In contrast, Hojat and Xu 

(2004) suggest different interpretations: correlations near 0.1 are negligible, those around 0.3 

are moderate, and those at 0.5 and above are of crucial PS.  Because of these stark differences, I 

adopt 0.3 as a conservative threshold for PS in the initial exploration below.  This threshold is 

later increased as the discussion turns to the micro level.  In Table 4.2, each correlation with an 

absolute value less than 0.3 has been replaced with an asterisk.  The discussion to follow 

focuses on those values that have been retained.  A reference guide to the LAM names is given 

in Table 4.3. 
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Table 4.2.  Reproduction of Table 4.1 where asterisks indicate correlations with absolute 

value less than 0.3 (before rounding). 

 

LAM 2 LAM 3 LAM 4 LAM 5 LAM 6 LAM 7 LAM 8 LAM 9 LAM 

10 

 

0.64 * -0.51 0.58 0.52 * * * -0.57 LAM 1 

 * * 0.94 0.71 0.43 * * -0.80 LAM 2 

  * * * * * * 0.31 LAM 3 

   * * * * * * LAM 4 

    0.65 0.40 * * -0.74 LAM 5 

     0.60 * * -0.77 LAM 6 

      * * -0.45 LAM 7 

       * * LAM 8 

        * LAM 9 

 

Table 4.3.  Descriptions of the LAMs. 

LAM # Description 

1 Internal Difficulty:  How hard the problem is, as determined by the number of 

and skill level of the users who get the problem right or wrong. 

2 Users’ Difficulty Rating:  The average difficulty rating given by users for the 

problem. 

3 Percent of Misconceptions:  The percent of wrong answers given on a problem 

that are commonly given, and hence, likely the result of a common misconception.  

4 Cross-listing Level:  The number of subjects the problem is housed under. 

5 Users’ Amount Learned Rating:  The average learn ratings given by users. 

6 Cognitive Engagement – Time Outlier By Student:  The percent of time the 

problem causes users to spend between 2 and 6 standard deviations above their 

mean times. 

7 Cognitive Engagement – Time Outlier By Problem Difficulty:  The average 

amount of time users spend on a problem, after adjusting for time increases due to 

difficulty. 

8 Novelty:  The standard deviation of the time students spend on the problem, after 

adjusting for the problem’s mean time. 

9 Users’ Solution Quality Rating:  The average solution quality rating given by 

users. 

10 Percent of Non-give-up:  The percent of time students do not give up when they 

have the option to give up. 

 

The top row of Table 4.2 captures one way that teachers might think about mathematics 

problems:  “As I change the difficulty of a problem, what else changes?”.  The LAM1-LAM2 

correlation of 0.64 suggests that students are capable of roughly judging a problem’s difficulty 
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level, but that their views on difficulty include a layer of noise on top of the system’s ratings.  

This “noise” certainly includes the variation in users’ understandings of the topics.  One 

implication of this finding is that even within the setting of an adaptive difficulty system, there is 

disagreement between a problem’s system-determined difficulty and the users’ average view of 

that problem’s difficulty.  This suggests that the disparity between “reality” and “interpretation” 

may be even greater in non-adaptive environments, and hence, a classroom teacher must be 

careful when assuming that his view (or a student’s view) of the difficulty levels of a test’s 

problems will match the difficulty level, as determined by the results on those problems. 

Continuing across the top row of Table 4.2, it appears that increasing the internal 

difficulty of a problem in Alcumus is linked with less cross-listing (LAM1-LAM4, r = -0.51).  

This trend is related to the nature of cross-listing in Alcumus:  a problem is assigned a higher 

cross-listing level when it uses ideas from elsewhere in the curriculum and could be considered 

part of that curricular thread.  Thus, cross-listing level 1 consists of Prealgebra problems and 

also Geometry and Number Theory problems that were not deemed appropriate for cross-

listing.  Cross-listing levels 2 and 3 are Geometry and Number Theory problems that were 

accessible enough to also list them under Prealgebra (and occasionally other subjects), and thus, 

tend to be easier.  For this reason, increased cross-listing is correlated with easier problems. 

The next correlation (LAM1-LAM5, r = 0.58) suggests that increased difficulty is 

linked with higher self-reported learning.  This is an important finding, but must be viewed 

cautiously, for these results come from motivated students operating within an adaptive learning 

environment.  While there is variation in the difficulty of problems that students see, this 

variation is centered around the system’s best guess of the student’s ability.  Hence, this result 

might be better described as:  on average, motivated students give higher perceived-learning 

scores to problems of higher difficulty that are near what they are capable of, as determined by 

Alcumus’s internal rating system.  Setting aside these qualifications for a moment, it is worth 
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mentioning that this result partially justifies a common supposition in adaptive learning 

environments – that restricting students to problems of appropriate challenge creates a didactic 

environment that teachers can better understand and leverage.  In this case, the hope is that 

problems at or near the student’s ability level create an environment where difficulty and 

learning are positively correlated.  One might expect a much different relationship when student 

ability and problem difficulty are mismatched:  giving students harder and harder problems 

(say, outside an adaptive system) should eventually result in lower self-reported learning scores.  

This finding provides support for the collection of curricular initiatives that work toward 

personalized learning, including adaptive learning systems, MOOCs, individualized instruction, 

and small class sizes. 

 

Table 4.4.  Reproduction of Table 4.2 highlighting the three-way relationship of LAMs 1, 

6, and 10. 

 

LAM 2 LAM 3 LAM 4 LAM 5 LAM 6 LAM 7 LAM 8 LAM 9 LAM 

10 

 

0.64 * -0.51 0.58 0.52 * * * -0.57 LAM 1 

 * * 0.94 0.71 0.43 * * -0.80 LAM 2 

  * * * * * * 0.31 LAM 3 

   * * * * * * LAM 4 

    0.65 0.40 * * -0.74 LAM 5 

     0.60 * * -0.77 LAM 6 

      * * -0.45 LAM 7 

       * * LAM 8 

        * LAM 9 

 

The next set of results is related to the correlations among LAMs 1, 6, and 10, which 

are highlighted in Table 4.4.  The top row of this Table suggests that more difficult problems 

tend also to be those that cognitively engage students (as measured by the percent of trials for 

which a problem causes a student to spend between two and six standard deviations above his or 

her mean solve time:  LAM1-LAM6, r = 0.52) and those that students give up on more 
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frequently (LAM1-LAM10, r = -0.57).  These results are not particularly surprising:  harder 

problems tend to demand more cognitively, and hence, require longer to solve and are more 

likely to involve giving up.  The LAM6-LAM10 correlation (r = -0.77) strengthens the 

interwovenness of these three ideas, showing that problems on which students spend an 

especially long time tend also to have high give-up percentages.  It should be noted that at least 

some portion of each of these correlations is related to how I set up the data set mdata and how 

AoPS programmed Alcumus.  In particular, students are not allowed to give up until the second 

attempt of a problem, and I decided to include all the time from a user’s first attempt in the 

user’s second attempt time total.  Thus, give-up trials will, by setup, almost certainly be longer 

than other types of trials since they must be second attempts.  This can be seen in Table 4.5.  

Because of these setup choices, I expect that any LAM linked to higher solve times will also be 

linked with higher give-up percentages. 

 

Table 4.5.  Mean times and standard deviations for incorrect and give-up trials in 

Alcumus. 

 

Type of Trial Mean Time (s) Standard Deviation of Time (s) 

First attempt: Incorrect 204 536 

Second attempt:  Incorrect 265 602 

Second attempt:  Give-up 270 651 

 

Turning now to the second row of Table 4.2 (the LAM2 correlations), many of the 

findings from the LAM1 correlations appear again, but are intensified.  While correlation is not 

a transitive relationship, it is perhaps reasonable to believe that two different measures of the 

same idea (Difficulty) might have a number of correlations in common with other variables.  

Indeed, LAM2, like LAM1, is correlated with self-reported amount learned (LAM2-LAM5, r = 

0.94), cognitive engagement by student time (LAM2-LAM6, r = 0.71), and non-give-up 

percentage (LAM2-LAM10, r = -0.80).  In addition, these correlations are intensified versions 



163 
 

 
 

(i.e., greater absolute value) of the parallel LAM1 correlations, suggesting that students’ 

impressions of difficulty are better predictors (than Alcumus’s difficulty ratings) of students’ 

learn ratings, degree of cognitive engagement, and tendency to give up.   

The LAM2-LAM5 correlation is of particular note as the largest value found in Table 

4.2.  This suggests that students’ impressions of how much they learn are very closely linked 

with the difficulty of the problems they feel they see.  Note also that this result is not simply a 

consequence of users giving similar ratings on all three rating questions (difficulty, amount 

learned, and quality of solution).  If so, one would expect to see similar strong correlations for 

LAM2-LAM9 and LAM5-LAM9, which are not present in Table 4.2.   

The final correlation to discuss in this row (LAM2-LAM7, r = 0.43) shows there is a 

weak correlation between student impressions of difficulty and the time-outlier-by-problem-

difficulty LAM.  Here, the comparison with the LAM2-LAM6 correlation is valuable.  It 

appears that looking for problems which take longer than those of similar difficulty is not as 

reliable a predictor of student self-reported difficulty as searching for problems that push 

students into a time zone 2-6 SDs above their mean times. 

 

Table 4.6.  Reproduction of Table 4.2 highlighting three important correlations. 

LAM 2 LAM 3 LAM 4 LAM 5 LAM 6 LAM 7 LAM 8 LAM 9 LAM 

10 

 

0.64 * -0.51 0.58  0.52 * * * -0.57 LAM 1 

 * * 0.94 0.71 0.43 * * -0.80 LAM 2 

  * * * * * * 0.31 LAM 3 

   * * * * * * LAM 4 

    0.65 0.40 * * -0.74 LAM 5 

      0.60 * * -0.77 LAM 6 

      * * -0.45 LAM 7 

       * * LAM 8 

        * LAM 9 
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I turn now to the highlighted cells in Table 4.6.  Notice that LAM3-LAM10 (r = 0.31) 

is the only positive correlation in the LAM10 column that meets the practical significance 

threshold.  This suggests that problems high in misconceptions tend also to have higher 

persistence percentages (or, equivalently, lower give-up percentages).  One possible explanation 

for this is that a problem high in misconceptions has common (incorrect) solution pathways 

which students are likely to take.  If students take these, then they will not be giving up on the 

problem, thus lifting the persistence rate on the problem.   

Continuing down the column, the LAM7-LAM10 correlation (r = -0.45) is somewhat 

expected given the above comments regarding the average time on give-up trials versus non-

give-up trials.  Specifically, increasing a TOBPD score is like holding the difficulty constant 

while increasing the time required for the problem.  As the time needed for a problem goes up, 

so does the likelihood that a trial will be a give-up.   

Finally, I explore the LAM6-LAM7 correlation of 0.60.  It is reasonable to expect these 

metrics would have a fair correlation, but not a strong correlation, because they work to distill 

the same idea, but do so from different perspectives.  LAM6 (Time Outlier By Student, TOBS) 

explores the average cognitive engagement of a problem relative to the student who works it, 

while LAM7 (Time Outlier By Problem Difficulty, TOBPD) does so in relation to other 

problems with a shared difficulty level.   

The last set of correlations to explore are those found in the LAM5 row of Table 4.2.  

Each of these relates an LAM to students’ self-reports of amount learned, which is certainly one 

of the most important measures found in the Alcumus data set.  As seen above, LAM5 is 

strongly correlated with difficulty (internal measure and student self-reports), and given the 

correlation between difficulty and cognitive engagement, it is not surprising to see amount 

learned correlated with both measures of cognitive engagement (LAM5-LAM6, r = 0.65; 

LAM5-LAM7, r = 0.40).  Here, the correlation of amount learned with TOBS is stronger than 
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with TOBPD, a finding that is likely the result of the student-centered nature of the TOBS 

metric.  Indeed, the LAM5-LAM6 correlation provides a nice way to predict the average student 

amount-learned score a problem will receive if it is not possible to directly ask users.  The final 

correlation in this row, LAM5-LAM10 (r = -0.74), is perhaps the most surprising.  This 

suggests that students are likely to report learning more on problems that have higher give-up 

percentages.  Such a finding might surprise some:  it appears that students can report high levels 

of learning, even on those problems on which they are most likely to give up! 

Figure 4.1 summarizes the practically-significant correlations (at the 0.3 level) of Table 

4.2 in visual form.  This Figure is a helpful quick-reference for the contextualized analysis 

ahead. 

 

Figure 4.1.  Visual representation of Table 4.2.  Nodes are LAMs, green (solid) edges 

symbolize positive correlations, and red (dashed) edges are negative correlations. 

 

Summarizing the above findings, and bringing Thread 2 to its conclusion, it appears 

that internal difficulty (LAM1) is well correlated with many of the other LAMs and can be a 

useful tool for predicting other features of problems one might be interested in.  Student self-

1 

3 5 

6 7 

4 

2 

 10 
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reports of difficulty (LAM2) perform better in this regard, giving even stronger correlations – 

especially with a problem’s average student self-reported learning amount (LAM5), one of the 

most actionable metrics in Table 4.2.  Finally, because of the structure of Alcumus and how I 

have calculated the time for a given trial, problems with high give-up percentages are strongly 

correlated with those LAMs that tend to be related to longer trials, like difficulty (LAMs 1 and 

2), amount learned (LAM5), and cognitive engagement (LAMs 6 and 7).  In the section to 

follow, I dissect these macro-level statistical trends in various contexts and across numerous 

subsets.  In doing so, I show that while the above results hold en masse, surprising variation can 

be found at the micro-level.  These fine-grained data offer helpful guidance for teachers in 

dealing with particular subjects, certain kinds of students, and different types of problems. 

Continuing Thread 4:  Analysis of the Contextualized Results 

In Thread 4 of Chapter 3, I outlined the steps necessary to create the Context-Subset 

Correlation Table (CSCT) and Context-Subset Meta Data (CSMD).  With these in hand, my 

next goal was to find an effective and comprehensible way of visualizing this information.  In 

the end, I chose two natural ways of presenting these results.  The first, found in Appendix E 

(Contextualized Results by LAMs), holds the reader’s attention on the relationship between two 

fixed LAMs while varying the contexts and subsets under consideration.  For example, the first 

figure of Appendix E explores the relationship between Alcumus’s interpretation of problem 

difficulty and students’ personal views.  The term “figure” with a lowercase f refers to images 

in Appendix E; “Figure” with a capital F refers to parts of the current chapter.  This first figure 

actually contains 13 separate graphs, one for each context, as seen along the horizontal axis.  

Along this axis, the context names are presented, and the prefixes G, P, and U represent 

General, Problem, and User contexts (see Figure 3.22).  Within each graph, a different number 
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of bars are present; these bars represent the different subsets for each context.  In some cases, 

bars will be absent because correlations have the value NA, as discussed in Chapter 3. 

As an example, the eighth graph from the left, P Learn Rate, shows the correlation 

between Alcumus and user-reported difficulty in five subsets of problems – from those 

receiving the lowest average amount-learned scores to those receiving the highest.  As this 

graph indicates, in those problems rated as most didactic by users, the correlation between the 

two difficulty metrics is especially high.  In those problems that are less didactic, the correlation 

grows weaker.  One possible explanation for this is that problems for which users report 

learning a great deal are likely those that they explored deeply, venturing into numerous 

intellectual nooks and crannies.  In doing so, these users likely gained a fuller appreciation for 

the challenge of a problem and were thus more adept at reporting its complexity.  Notice that 

this type of subtle finding is not possible when simply looking at macro-level correlations, as 

was done above.  Indeed, the LAM1-LAM2 correlation of 0.64 noted above can be thought of 

as a rough summary of the heights of all the bars in figure 1 of Appendix E.  The word “rough” 

is used here because the correlation of a large data set is, in general, not equal to the average of 

the correlations across multiple subsets, even if they are disjoint 

A few other ideas should be mentioned at this point.  First, because the figures of 

Appendix E compare LAMs two-at-a-time, there are (
10
2

) = 45 total figures, each with 13 

graphs, for a total of 585 graphs to analyze.  Because of the size of this total, I decided to 

carefully study only a portion of these graphs.  The decision of what to study was again guided 

by the concepts of statistical and practical significance.  In this case, practical significance 

means that at least one of the bars in a given graph (i.e., the correlation value for a particular 

subset) is greater than or equal to 0.5.  Here, I chose a higher cutoff (0.5) than before (0.3) 

because of the inverse relationship between group size and effect size.  Specifically, people are 
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more willing to act on initiatives with small effect sizes when those small effects involve a large 

number of entities (people, math problems, etc.); this is the case in the macro-level discussion 

above.  As the group size shrinks, it is natural to demand a higher effect size given a similar use 

of time and resources; this is the case in the micro-level discussion below.  Because the subset 

analysis draws conclusions about smaller sets, it seemed appropriate to raise the standard of 

practical significance.  

Statistical significance for each graph in each figure in Appendix E was decided as 

follows.  First, the height of each bar in a graph was compared with the height of all the other 

bars in that graph, and a p-value was calculated for each bar-to-bar comparison.  These p-values 

encoded the statistical likelihood that two particular bars were actually of different heights (i.e., 

had non-overlapping 95% confidence intervals for the correlation coefficients).  This process is 

similar to using a t-test to determine if two sample means are significantly different, but it 

involves using the Fisher transform mentioned in Chapter 3 and the MST lengths from the 

CSMD object (Howell, 2012; Zou, 2007).  After repeating this statistical comparison for all bars 

of all graphs and all figures, I had thousands of p-values.  To account for such a large number of 

hypothesis tests, the Benjamini-Hochberg procedure was applied to better control the false 

discovery rate (Benjamini & Hochberg, 1995).  This was accomplished using the p.adjust 

function from the R stats package (R Core Development Team, 2014).  In essence, it took the 

long list of p-values and scaled each slightly to decrease the amount of Type I error.  After this 

scaling, each p-value was checked relative to the significance level of 0.05.  If, in a particular 

graph, there was at least one example of a bar-to-bar comparison of statistically different 

heights (after FDR correction), then that graph was labeled as having statistical significance.  

The below color scheme was adopted based on which types of significance each graph had. 

 



169 
 

 
 

Table 4.7.  Color choices for the graphs in Appendices E and F based on whether each had 

practical significance (PS) and/or statistical significance (SS); also listed are the number of 

graphs (out of 585) that were in each of the four categories. 

 

Color Types of Significance 

Present 

Number of Graphs in Category 

Green PS and SS 128 

Red PS only 20 

Blue SS only 275 

Gray Neither 162 

 

The second way of presenting the results of the CSCT is found in Appendix F 

(Contextualized Results by Context).  This approach focuses first on the context, and then, 

within each of the thirteen contexts, explores the 45 possible LAM pairings.  Each LAM pairing 

is given a separate graph, and the bars in the graphs represent the correlations for LAMs in the 

various subsets.  For example, graph 1 in Appendix F, shows how the Alcumus and user-

supplied difficulty ratings correlate for problems in the context of Subject.  The three bars stand 

for Prealgebra, Geometry, and Number Theory, and it is clear that the difficulty ratings of 

students working Prealgebra problems do not match Alcumus’s scores as well as students in 

Geometry and Number Theory. One possible explanation for this is that students in Geometry 

and Number Theory are more mature mathematically, and hence, have greater meta-awareness; 

that is, they see beyond the problems at hand and can better place them in the context of all 

problems.  Note that this same result can be found in Appendix E, figure 1, G Subject.  Indeed, 

these visualizations present the exact same results but do so differently based on whether one is 

interested in LAM correlations or contexts as the top-level organizing theme. 

As with Appendix E, the coloring scheme of Table 4.7 is used to draw attention to those 

graphs in Appendix F deserving further attention.  In addition, all the graphs in both Appendices 

include the 95% confidence intervals for the correlation values as error bars.  In the discussion 

below, graphs from Appendix E are referenced by (figure number, context abbreviation on the 
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horizontal axis), like (1,P Diff Rate), which shows the correlation of user-provided and 

Alcumus-determined difficulty scores in problems grouped into five subsets based on users’ 

perceived difficulty scores.  Graphs from Appendix F are referenced by (graph number), like 

(2), which shows the correlation of the Alcumus difficulty scores and the percent of 

misconceptions for problems when divided into subsets by the Subject context. 

To further organize the discussion to follow, I will begin by analyzing important graphs 

from Appendix E.  In doing so, the reader’s attention will be focused on the correlations 

between LAMs (across varying contexts).  After this analysis is complete, I will summarize 

these findings and add further thoughts using Appendix F as a guide.  In that discussion, the 

reader’s attention will be focused on context and subsetting (with variation across LAM pairs).  

Since both of these ways of slicing the data are natural ways of thinking about mathematical 

problems, I leverage each, in turn, to give a clearer picture of the contextualized findings. 

Appendix E Findings 

Appendix E contains 45 figures, each with 13 separate graphs.  Each figure explores the 

correlation between two LAMs across the 13 contexts.  When looking for LAM correlations, the 

primary concern is finding strong positive or negative correlations, and thus, one can summarize 

the strength of each figure by calculating the total number of the 13 graphs which are colored 

green or red – that is, the number of contexts for which at least one subset meets the 0.5 

practical significance cutoff.  Table 4.8 shows those figures from Appendix E with at least one 

red or green graph.  Note that the LAM pairings which appear in Table 4.8 closely mirror the 

important macro-level correlations identified in Table 4.2. 
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Table 4.8.  Number of green and red graphs from the figures of Appendix E.  Those with 0 

red or green graphs are omitted from the table. 

 

Figure 

Number 

Number of Practically-

Significant Graphs 

LAMs Studied in the 

Figure:  LAM i – LAM j 

1 13 1-2 

12 13 2-5 

13 13 2-6 

39 13 6-10 

4 12 1-5 

17 12 2-10 

35 12 5-10 

31 11 5-6 

36 11 6-7 

9 9 1-10 

3 6 1-4 

5 6 1-6 

27 4 4-7 

42 4 7-10 

14 3 2-7 

32 3 5-7 

6 1 1-7 

11 1 2-4 

25 1 4-5 

 

Before beginning, it is important to orient the reader in thinking about these 

contextualized findings.  The information in Appendices E and F is about mathematical 

problems, not users of the system.  Thus, the horizontal axis labels from Appendix E should be 

interpreted carefully.  For example, “G Subject” partitions the space of all problems into three 

subsets:  problems from Prealgebra, Geometry, and Number Theory.  Similarly, “P Mean Time” 

divides the exploration of problems into those with the 20% shortest average solve times, the 

next 20%, and so on.  The label “G Subject” and all five contexts that begin with “P” are 

intuitive because they break up the set of all Alcumus problems into disjoint subsets.  This can 

be seen by looking at the problem overlap tables from the CSMD object.  For example, the table 

for “P Qual Rate”, or the average user rating of a problem’s solution quality, is shown in Table 
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4.9.  Contexts that partition the space of problems into disjoint subsets should have a problem 

overlap table equal to the identity matrix: 

 

Table 4.9.  Problem overlap table for context 7 (from the CSMD object). 

        [,1] [,2] [,3] [,4] [,5] 

[1,]    1    0    0    0    0 

[2,]    0    1    0    0    0 

[3,]    0    0    1    0    0 

[4,]    0    0    0    1    0 

[5,]    0    0    0    0    1 

 

By contrast, those contexts that begin with U (and “G Correct”) are less intuitive.  For 

example, “U # Trials” collects those trials from the 20% least-experienced users (and the next 

20% least-experienced users, and so on) and explores the problems represented in those sets of 

trials.  Unlike the P and G prefixes, the U suffix does not partition the space of problems into 

disjoint sets.  In fact, there can be substantial overlap in the problem lists for the subsets of 

contexts beginning with a “U”.  As an example, consider the problem-overlap table for context 

13 (User Adjusted Time SD): 

 

Table 4.10.  Problem overlap table for context 13 (from the CSMD object). 

      [,1]  [,2]  [,3]  [,4] 

[1,] 1.00 0.60 0.99 1.00 

[2,] 0.78 1.00 1.00 1.00 

[3,] 0.23 0.18 1.00 0.92 

[4,] 0.17 0.13 0.69 1.00 

 

As Table 4.10 indicates, 92% of the problems from the MST built on subset 3 are found 

in the MST built on subset 4 (although, only 69% of those in MST 4 are in MST 3).  Thus, in 

this case, MST 3 is basically a subset of MST 4.  As such, one might expect correlations drawn 

from these MSTs to be fairly similar (especially as the percentage of joint overlap heads to 
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100%).  So, while the “U” indicates the context is related to users, it is more productive to 

remember that the analysis concerns the type of problems worked by those particular users.  

I begin with figure 1 of Appendix E, of which all 13 graphs are red or green.  This 

LAM correlation is interesting in that it relates the performance difficulty of a problem (how 

students actually do, LAM 1) with the perception of difficulty (how students rate the problem, 

LAM 2).  As seen in Table 4.2, this correlation is 0.64 at a macro level, but as figure 1 shows, 

this correlation can vary in surprising ways across different contexts.  For example, (1, G 

Subject) reveals that the correlation of performance and perceived difficulty is lower in 

Prealgebra problems (left bar) than in Geometry or Number Theory problems.  As mentioned 

above, one possible explanation for this trend is that Prealgebra problems are worked by 

students with less mathematical experience and maturity.  As such, they have difficulty sorting 

out the challenge inherent in a problem.  Scholars from the information processing movement 

might attribute this finding to differences in the experience levels of participants in a given field 

(National Research Council, 2000).  Constructivists might suggest that students must develop a 

schema for mathematical difficulty, carefully watching their own performance and that of 

classmates while coming to understand the vast landscape of difficulty.  Notice that by the time 

students are working Geometry or Number Theory problems (which are but a few courses later 

in the AoPS curriculum), students reach a high, consistent level of correlation.  Perhaps by this 

time, they have either the maturity to see the difficulty in problems or the exposure to accurately 

judge how hard problems actually are.  

Another explanation can be seen in the scatterplot in Figure 4.2, which plots each 

Alcumus problem using the Alcumus difficulty level and average user difficulty rating.  To see 

the context, points are colored by subject area. 
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Figure 4.2.  Scatterplot of LAM1 vs. LAM2 color-coded to reveal the Subject context. 

 

It is clear from Figure 4.2 that some of the Prealgebra problems are given easier ratings 

despite their apparently high internal difficulty.  This could be because Prealgebra is the first 

course in the AoPS curriculum, and as such, many students could begin there despite being 

overqualified for the course.  As they work Alcumus problems as part of the curriculum, they 

may already be familiar with the material, and hence, rate problems as easier than they would 

appear to a student new to the topic area. 

Moving on, graph (1, P Level) provides another view on the correlation of these two 

types of difficulty.  In particular, the overall LAM1-LAM2 correlation of 0.64 is somewhat 

deceiving.  In the least and most difficult problems (left and right bars), students are able to 

accurately sort out the difficulty of problems.  Among problems of medium difficulty, however, 

the story is quite different:  the correlation is almost nonexistent!   One nice feature of this graph 
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is that the context (P Level) is actually one of the LAMs being studied (Internal Difficulty 

score).  As such, one can draw a scatterplot of the LAMs, and then interpret the context and its 

subsets as divisions along the horizontal axis: 

 

Figure 4.3.  Scatterplot of LAM1 vs. LAM2 with context P Level (i.e., LAM1) drawn as 

four partition lines, creating the five subsets seen in Appendix E, (1, P Level). 

 

As Figure 4.3 reveals, while there is a strong linear trend for LAM1-LAM2, this falls 

apart somewhat in the middle of the graph, a fact which can be evidenced in the middle three 

bars of (1, P Level).  Indeed, this trend appears additional times in the graphs of Appendix E:  

any time the scatterplot of two LAMs looks roughly like an ellipse (as seen in Figure 4.3) and 

the context being studied happens to be one of the two LAMs, the subset correlation graph from 

Appendix E will likely appear U-shaped.  Note that when Figure 4.3 is sliced up using the other 

context (P Diff Rate, which is the vertical axis), the U-shape is not as prominent because of the 

particular shape of the scatterplot.  This can be seen in Figure 4.4: 
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Figure 4.4.  A visual explanation of (1, P Diff Rate). 

 

While these visual explorations explain why graphs (1, P Level) and (1, P Diff Rate) 

look the way they do, it is valuable to think about what themes might underpin the scatterplot 

itself.  For example, it might be the case that students are simply better at identifying difficulty 

at the extreme ranges of the scale (i.e., the easiest and hardest problems).  Or, they might be 

willing to use more extreme ratings only in the case of very easy or very hard problems.  It is 

interesting to note that students are better at correlating system and perceived difficulty when 

working system-easy problems – the left bar of (1, P Level) – than when working problems they 

perceive to be easy – the left bar of (1, P Diff Rate).  This could be a type of student “expert 

blind spot” (Nathan, Koedinger, & Alibali, 2001; Nathan & Petrosino, 2003).  That is, once 

students find a problem is easy, they are unable to understand the challenge it poses, and hence, 

do a poor job of reporting its actual difficulty level. 
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Finally, graphs (1, P Mean Time) and (1, P Learn Rate) reveal another useful contextual 

relationship in the LAM1-LAM2 correlation.  Both suggest cases in which students more 

reliably report the difficulty of a problem.  In the first, students tend to do better rating those 

problems that simply take longer on average.  This could be because such problems tend to be 

harder, reducing the analysis to the previous discussion.  It might also be because such problems 

deeply engage students, forcing them to truly see the intricacies of a problem, in the same way 

that spending more time with another person allows for deeper insight into his or her character, 

and hence, a more accurate impression of that person.  The second graph echoes these ideas, 

suggesting that problems from which students learn a great deal tend to also be those that they 

accurately rate.  Again, if learning represents coming to truly know a thing, then greater 

learning scores should be linked with better LAM1-LAM2 correlation. 

Before turning to other figures, two other ideas from figure 1 are worthy of mention.  

First, the fact that the bars of (1, G Correct) are not statistically different is interesting.  This 

suggests that whether students get problems right or wrong does not have a significant impact 

on the correlation of their difficulty scores and Alcumus’s scores.  Such a finding shows that red 

graphs (PS without SS) need not be uninteresting.  Indeed, they can push back on beliefs 

teachers have about what types of problems students should or should not be given.  In addition, 

as the last five bar charts of figure 1 show, green graphs (SS and PS) need not be interesting.  

Each of these graphs does have a statistically-significant difference between some pair of 

subsets, yet these differences are minor, and the lack of an overall trend or any major variation 

suggests that analytic efforts are better placed elsewhere. 

Moving down Table 4.8, I turn now to figure 12 of Appendix E, the correlation between 

a problem’s average user difficulty rating and its average amount-learned rating.  These LAMs 

have an overall correlation of 0.94, meaning that about 88% of a problem’s variability in 

students’ learning ratings is due to changes in students’ perceptions of difficulty.  Said simply, 
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if a teacher wants to know the amount of learning that students will attribute to a particular 

problem, she can predict this with good accuracy if she knows how difficult the students found 

the problem to be.  As figure 12 indicates, this trend is remarkably consistent and strong across 

11 of the 13 contexts studied, excluding (12, P Diff Rate) and (12, P Learn Rate).  These 

exceptions are another example of the “ellipse effect” mentioned above.  As Figure 4.5 shows, 

the scatterplot of problems’ average user difficulty and amount-learned ratings look like a 

pinched ellipse, and as such, when these data are partitioned by a context which is one of the 

axes, the correlations should follow a U-shaped pattern: 

 

 

Figure 4.5.  Scatterplot of problems’ average user difficulty and amount-learned ratings. 

 

While all other graphs of figure 12 show statistically-significant differences, most of 

these differences are minor.  For example, the first three graphs suggest that the correlation of 

user difficulty and amount learned is slightly weaker in Prealgebra problems than in Geometry 

and Number Theory problems, slightly stronger in trials where users get problems correct, and 

improves as problems get more difficult (as determined by the Alcumus system).  To offer 
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causes for these trends would likely be imprudent – a case of overanalyzing – and such reasons 

would only be explaining changes in tenths or even hundredths in correlation coefficients. 

I turn now to figure 13, which explores the relationship of cognitive engagement with 

average user difficulty scores (LAM2-LAM6, overall correlation:  0.71).  Here, cognitive 

engagement is measured as the percentage of trials in which students spend between 2 and 6 

standard deviations above their personal mean solve times.  In essence, this relationship asks 

whether increasing the difficulty of problems will make students sit down and spend 

significantly longer than they normally do.  One of the most interesting findings of figure 13 is 

seen in the first graph (13, G Subject).  This graph reveals that increasing difficulty in Geometry 

problems has a better relationship with increased cognitive engagement than in Number Theory, 

which, in turn, has a stronger relationship than Prealgebra.  Why is this?  One possible 

explanation might be found in the subjects themselves:  while Prealgebra has a somewhat 

narrowly-defined curriculum, Geometry is more open-ended as a subject.  Thus, any increase in 

difficulty in Prealgebra problems must happen within a constrained epistemological space, 

while those in Geometry can venture out in many directions.  Said simply, Geometry problems 

seem to have greater freedom in where they derive their difficulty; these unexplored directions 

are likely to engage interested minds. 

The other graphs of figure 13 suggest additional trends.  For example, (13, P Level) 

shows that the correlation in user-perceived difficulty and user engagement is higher in harder 

problems.  (13, P Diff Rate) and (13, P Learn Rate) suggest the correlation is strongest when 

students think problems are challenging and promote learning.  Graphs (13, U Level) and (13, U 

Non-give-up) suggest the correlation is higher in problems worked by students who are more 

advanced and less likely to give up.  This makes a lot of sense, for if students have the 

intellectual resources to explore harder problems and/or the persistence to do so, they will meet 

increased difficulty with longer engagement times.  There is more, however, to learn from (13, 
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U Level).  This graph suggests that even in those problems worked by the weakest students (left 

bars), one can expect that increased difficulty will be linked with greater cognitive engagement.  

This finding offers hope for teachers of students of various ability levels:  Increasing the 

difficulty of problems is likely to get students more engaged (particularly with strong students, 

but also with weaker students). 

Figure 39 offers a glimpse into the relationship between how cognitively engaging a 

problem is and what percentage of the time students give up on that problem.  Given that 

LAM10 is set up as “Non-give-up”, these negative correlations can be thought of as positive 

correlations with giving up.  With this viewpoint, figure 39’s results are not unexpected, for as 

shown in Table 4.5, give-up trials tend to be longer trials, and so, any LAM that is related to 

longer trials (Cognitive Engagement:  TOBS, especially) will likely be linked with higher give-

up percentages.  What is surprising in this figure is how few of the graphs show any real 

difference across subsets.  Already, 4 of the 13 graphs (those in red) offer no statistically-

significant differences, and even the green graphs are quite similar.  This suggests that the 

tendency to give up (as engagement increases) is not something promoted by the problem itself.  

Indeed, the correlation between these LAMs is fairly constant across problems of various 

difficulties (39, P Diff Rate) and those problems worked by users of different experience levels 

(39, U # Trials), average solve times (39, U Mean Time), ability levels (39, U Level), and 

persistence rates (39, U Non-give-up). 

I turn now to figure 4.  This is the first example of a figure for which a similar figure 

has already been discussed.  Note that figure 12 compares average user difficulty ratings and 

average user learn ratings while this figure compares Alcumus internal difficulty ratings and 

average user learn ratings.  One might expect these figures to be fairly similar, after all, the only 

difference is whether a problem’s difficulty is determined based on the average student 

performance or the average student perception of difficulty.  As seen in the discussion of figure 
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1, however, the correlation of these two difficulty measures is not always strong.  In fact, it is in 

those subsets of figure 1 for which correlations are especially high (low) that one might expect 

figure 4 to be similar to (be different than) figure 12.  The word “might” is used here because, 

as mentioned before, correlation is not necessarily a transition relation.  Indeed, those subsets in 

figure 4 with particularly poor correlations – Prealgebra problems from (4, G Subject), medium 

difficulty problems from (4, P Level), quicker problems from (4, P Mean Time), user-perceived 

easier problems from (4, P Diff Rate), and less didactic problems (4, P Learn Rate) – are 

precisely those subsets from figure 1 with poor correlations.  The comparison of figures 4 and 

12 offers another insight for the educational technology community.  Given the across-the-

board strong correlations of figure 12 vis-à-vis the inconsistent correlations in figure 4, 

designers of adaptive online learning systems might benefit from using users’ average difficulty 

ratings, rather than users’ performance histories, when deciding the difficulty level of a problem 

(and hence, which students see which problems).  This suggestion is particularly true in the 

event that system designers wish to maximize how much students report learning from the 

problems they encounter.  

I turn now to a trio of figures:  9, 17, and 35.  Each studies the correlation of some 

LAM to the Non-give-up percentage (or equivalently, give-up percentage).  All three have a 

negative correlation (-0.57, -0.80, and -0.74, respectively) and offer insight into what forces are 

more strongly correlated with students giving up.  For example, figure 9 suggests that a 

problem’s give-up percentage is strongly correlated with system difficulty in those problems 

worked by less experienced users (9, U # Trials), those worked by less skilled users (9, U 

Level), and those typically seen by users who give up more frequently (9, U Non-give-up).  

This figure also shows that increasing the difficulty in Prealgebra problems is only weakly 

correlated with giving up; the association is stronger in Geometry and Number Theory 

problems.  This trend is echoed in figure 17, but is less pronounced, possibly because students’ 
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impressions of difficulty are better indicators of whether they will give up than system 

performance.  This conjecture is reinforced by the fact that most of the correlations in figure 17 

are stronger than those in figure 9. 

Figure 35 is perhaps the most interesting of the three figures.  It suggests that the higher 

a problem’s average user learn rating, the higher its give-up percentage.  This trend is likely the 

consequence of two other correlations – the first, a high correlation between a problem’s 

average learn rating and its Alcumus difficulty rating; the second, a high correlation between 

problem difficulty and average give-up percentage.  Together, these trends could be responsible 

for the results seen in figure 35.  Note that these results do not directly suggest anything at the 

user level – for example, it is not clear if those users who are giving up are the ones reporting 

higher learn scores, or if it is the users getting the problems correct.   From graph (35, G 

Correct), however, it appears that the overall trend between these LAMs can also be seen 

(albeit, weaker) in the trials of students getting problems wrong or giving up (the gray bar). 

Figure 31 provides a look into the relationship between a problem’s average user learn 

rating and its cognitive engagement percentage.  This relationship is important because some 

mathematics researchers and pedagogues explicitly or implicitly link student learning with 

student engagement (however these terms are defined).  From the graph (31, G Subject), it again 

appears that Prealgebra problems differ in some significant way from Geometry or Number 

Theory problems.  One possible explanation for the lower observed correlation is that younger 

students report higher learn scores when they are pushed into time windows other than the 2-6 

SD TOBS window.  Indeed, students’ attention spans (average time spent per task) increase as 

they age, and so it is reasonable to suspect that their sweet spots of engaged learning might be 

variable as well.  Some additional exploration with the Alcumus data, trying different SD 

windows above the mean, reveals this is not the case.  That is, whatever is causing the 
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difference in (31, G Subject), it is not the result of design choices in LAM6: similar results 

appear with alternate TOBS SD windows (0-1 SDs, 0-2 SDs, 0-3 SDs, 1-2 SDs, etc.). 

Several other surprising findings are found in figure 31.  First, while (31, G Correct) 

suggests that a stronger learn-engagement correlation is found in correct trials (as compared to 

incorrect and give-up trials), these LAMs are still fairly correlated in the latter group of trials.  

This suggests that problems will display this trend even as students are getting them wrong and 

giving up.  In a similar way, the (31, U Level) graph reveals that problems worked by the best 

students will strongly show the LAM5-LAM6 correlation, but, perhaps surprisingly, this trend 

is present even in those problems worked by the weaker students.  This finding likely says 

something about the problems in Alcumus (i.e., that even easy problems are capable of 

promoting learning, if they are engaging), but also about the nature of learning itself.  

Specifically, it seems possible to marry cognitive engagement and learning in all types of 

students, assuming they are partnered with the right types of problems. 

Of all the figures in Appendix E, figure 36 offers some of the most interesting insights.  

As its 13 graphs reveal, there is a strong correlation between the two measures of cognitive 

engagement (an overall level of 0.60 in Table 4.2).  Yet, in some cases, these two LAMs are 

more strongly correlated.  The first graph (36, G Subject) suggests that these two measures of 

cognitive engagement are more closely aligned in Prealgebra problems.  To further explore this, 

Figure 4.6 contains a scatterplot of LAM6 and LAM7, color-coded by subject. 

In Figure 4.6, it appears that Prealgebra problems are fundamentally different than those 

from Geometry and Number Theory.  In particular, while they are well-represented on the span 

of the TOBPD LAM (the horizontal axis), they tend to infrequently push users to spend 2-6 SDs 

above their mean solve times (TOBS, vertical axis).  In contrast, Number Theory and 

(especially) Geometry problems are capable of this, as seen the vertical elongation of the purple 
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and green points.  Again, the “constrained” nature of Prealgebra is one possible reason for this 

difference. 

 

Figure 4.6.  A look at the LAM6-LAM7 correlation across the three subjects. 

Note, also, that Geometry problems tend to score higher on the TOBPD metric than the 

other subjects.  As seen in Table 4.11, each of the three subjects has a fairly unique “cognitive 

engagement profile”:  Prealgebra problems demand extra engagement the least and tend not to 

take as long as problems from other subjects when holding difficulty constant.  Geometry 

problems are on the opposite extreme of the Goldilocks trio; they demand extra time more 

frequently, and when holding difficulty constant, longer problems tend to be Geometry 

problems.  These findings have immediate implications for teachers:  when assigning 

homework or creating assessments, fewer problems should be given in a Geometry class than in 

a Number Theory or Prealgebra class, even if the intended difficulty is the same. 

Table 4.11.  Summary of LAM6 and LAM7 values by subject; LAM7 involves an 

arbitrary size scaling. 

Subject Average of Problems on  

LAM6, TOBS 

Average of Problems on 

LAM7, TOBPD 

Prealgebra 1.7% -16.0 

Number Theory 2.4% -1.3 

Geometry 3.5% 15.8 
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Three other graphs from figure 36 – (36, P Diff Rate), (36, U Mean Time), and (36, U 

Level) – share an important theme.  In each of these, the left-most graph enjoys the highest 

correlation.  In fact, while these bars are from separate graphs, they likely represent the same 

group of problems because much is shared among the easiest user-rated problems, fastest-

solved problems, and problems worked by the weakest students.   

Because of these similarities, I focus for now on users’ average difficulty scores (36, P 

Diff Rate).  Figure 4.7 takes the scatterplot in Figure 4.6 and instead colors it based on 

problems’ average user difficulty score.  To improve the readability of the graph, the five 

difficulty quintiles (that comprise the data for the five bars of P Diff Rate) are first plotted 

separately (on fixed axis ranges) in Figure 4.7, and then altogether.  From the first graph of 

Figure 4.7, it is clear why the easiest problems have the highest LAM6-LAM7 correlation:  they 

cluster on the bottom left of the Figure.  Because they are unable to challenge students, they 

have very small TOBS percentages and are usually the fastest problems for a particular 

difficulty (hence, garner negative TOBD scores).   

An interesting trend emerges as the difficulty increases and the eye follows the graphs 

from quintile 1 through quintile 5:  the points begin migrating to the right, fleshing out the 

TOBPD axis by quintile 3.  By quintiles 4 and 5, the TOBS axis fully comes into play and the 

points spread vertically.  This suggests an important finding:  the TOBPD metric is more helpful 

for sorting out the (user-perceived) difficulty of easier problems (quintiles 1-3) because they 

expand across this axis as the difficulty increases.  In addition, the TOBS metric is better suited 

for assessing the difficulty of harder problems (quintiles 4-5).  One reason for this trend is the 

initial setup of the LAMs:  because the TOBS metric does not register an effect until a user’s 

time surpasses 2 SDs above her mean, it is possible to increase the difficulty (and consequently, 

time spent per problem) for a while without effecting the TOBS score.  At a certain point,  
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however, the difficulty and time become great enough that users begin falling into their 2-6 SD 

window, and hence, the dots rise in Figure 4.7. 

This discussion suggests looking at difficulty and time-outlier status in a slightly 

different way.  For each trial by a user, one can look at the time taken and convert this to a z-

score by comparing it to the user’s mean solve time and standard deviation.  (The TOBS metric 

does this and then simply counts the percentage of these z-scores between 2 and 6.)  Then, for 

each problem, one can average these z-scores to get an “average time outlier” score.  An 

important question is:  How does a problem’s average time outlier score change as difficulty 

increases?  One reason to explore this is because educators have a sense that harder problems 

will take longer (indeed, they do), but “longer” is usually measured as “additional time”, rather 

than some measure that takes into account students’ average times.   

Figure 4.8 shows two models of the relationship between difficulty and average time 

outlier scores.  These were created by taking either LAM1 or LAM2 for each problem (see 

green and red coloring), converting the values to percentiles (so that both graphs could be 

plotted on the same axes), and then fitting a quartic polynomial model to the plot of LAM1 (or 

LAM2) percentile versus average time outlier score (discussed above) for the 3908 problems in 

the MST.  As Figure 4.8 suggests, most problems – those of Difficulty Percentile 0.8 or below – 

keep student times within 0.2 SDs of their mean times.  If a teacher’s goal is to choose problems 

that push students well beyond their normal time engagement profiles, she must choose 

problems in the top quintile of difficulty (as measured either by student performance or student 

self-reports).   

Figure 4.8 also reveals the nature of mathematical problems at the highest levels of 

difficulty:  they not only demand greater time investment, but do so at an increasing rate (as 

seen in the concave-up nature of both graphs above 0.8).   Interestingly, this concave-up trend 

between problem difficulty and average time z-scores can be explicitly seen in the time alloted 
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for the various rungs of the ladder of U.S. competitions leading to the International Mathematics 

Olympiad:  students have 0.75 hours for the American Mathematics Competitions 12 (AMC12), 

3 hours for the American Invitational Mathematics Examination (AIME), and 9 hours for the 

United States Mathematics Olympiad (USAMO).  So as difficulty increases, average time 

investment increases in a non-linear fashion.  

 

Figure 4.8.  Quartic models relating difficulty and average time outlier scores for 3908 

Alcumus problems. 

 

There are nine additional figures from Appendix E that Table 4.8 suggests are worthy 

of exploration (3, 5, 27, 42, 14, 32, 6, 11, and 25).  An analysis of these reveals little of interest 

at the subset level.  There are, however, some examples of figures that are surprising in that they 

do not show the strong correlations that one might expect.  These figures highlight an 

interesting feature of the research literature:  While a journal article might shed light on a piece 

of the educational puzzle, it is often difficult to know if the ideas from the article have any real 

impact on that puzzle.  For example, as outlined in Chapter 2, misconceptions are a commonly-

discussed topic in both the science and mathematics research literatures.  And yet, few of the 
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figures in Appendices E and F that involve this LAM are red or green.  That is, the presence of 

misconceptions is not strongly correlated with the other LAMs explored in this dissertation 

(overall, or at the subset level).  There are, however, some interesting findings about 

misconceptions even if they are not particularly strong or impactful on the lived reality of 

students.  For example, (2, G Subject) shows that as problems get harder, the percentage of 

misconceptions tends to decrease.  That is, across all three subjects (and Geometry in 

particular), difficulty is not really derived from misconceptions.  Nevertheless, there are some 

pockets of problems where difficulty does seem to be correlated with the percent of 

misconceptions:  problems worked by weaker students (2, U # Trials), faster-solved problems 

(2, U Mean Time), and problems worked by less discerning students (2, U Time SD).  These 

trends are also supported by figure 10, which compares perceived difficulty (rather than system 

difficulty) with misconception percentage. 

In addition to the presence of misconceptions, two other LAMs have seen little mention 

in the above discussion.  Both LAM8 (Novelty) and LAM9 (Quality of Solution) failed to 

receive a single mention in Table 4.8 because all the graphs involving these metrics were blue 

or gray.  After reviewing the graphs from those figures involving LAM8, it does appear, 

however, that the metric has some promise.  After all, one might expect increased novelty to be 

linked with increased difficulty, a trend which is seen in some subsets of (7, P Level), (7, P 

Mean Time), and (7, P Diff Rate), although these correlations are quite small. It is also 

reasonable to expect increased novelty to be tied to higher user learn ratings, a trend which 

appears in parts of (33, G Subject), (33, G Correct), (33, P Level), (33, P Mean Time), and (33, 

P Diff Rate).  Nonetheless, the lack of a strong, overall correlation between Novelty and other 

LAMs suggests that either these intuitive beliefs are false or that the structural approach of 

LAM8 is incongruous with the traditional notion of novelty.   
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As for LAM9 (problem solution quality), one possible reason for the absence of any 

meaningful correlations with other metrics is that this metric has very little variation.  Indeed, 

the summary data for LAM9 reveal that the 25th and 75th percentiles are 7.795 and 8.155 (on the 

1 through 10 rating scale), and that the standard deviation is only 0.276.  Said differently, about 

50% of all problems’ solutions were given average quality scores in a range of 0.36 around 8.  

Because of this, it is difficult to argue that users were able to carefully distinguish among better 

and worse solutions:  from the perspective of the data, most of the solutions in Alcumus seem to 

be excellent.  What little variation does exist could partly explain the few noticeable trends 

involving LAM9.  For example, figure 34 shows that better-written, more elegant solutions are 

linked with higher learn scores across almost all contexts and subsets.  Only the problems 

worked by the weakest users (34, U Level) seem to contradict this trend. 

Appendix F Findings 

Having surveyed the major themes of Appendix E, I turn now to Appendix F, which 

contains the same data as Appendix E, but is structured differently.  While it was helpful to 

think at the LAM-level when making the initial pass through the data, many educators think at 

the context level:  they wonder what will be different about the problems in a Geometry class 

versus a Number Theory class, or how these problems will play out in weaker versus stronger 

students.  This proclivity affords the chance to quickly revisit the above findings, organizing the 

major themes from this chapter in a different way.   

Before doing so, however, it is useful to get a general sense of how important each 

context is.  I offer two ways of measuring this idea.  First, one might consider a context 

important if any statistical difference exists among the subsets of that context regardless of the 

size of the correlations.  This approach gives weight to statistically-significant correlations and 

amounts to counting the green and blue graphs for the 45 LAM pairs for each context.  Second, 

one might associate the value of a context with the number of LAM pairs for which a sizeable 
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correlation exists for any of the subsets.  This approach gives weight to practically-significant 

correlations and amounts to counting the green and red graphs in each context.  Table 4.12 gives 

these results. 

Table 4.12.  The importance of context, measured in two ways. 

 Count of Statistically-

Significant Graphs 

(green or blue) 

Count of Practically-

Significant Graphs 

(green or red) 

1.  Subject 38 15 

2.  Correctness of Response 18 8 

3.  Alcumus Problem Difficulty 39 12 

4.  Problem Mean Time 39 11 

5.  Problem Cross-listing Level 20 14 

6.  User Ratings of Problem Difficulty 38 10 

7.  User Ratings of Solution Quality 25 15 

8.  User Ratings of Amount Learned 38 13 

9.  Number of User Trials 26 9 

10.  User Mean Time 28 11 

11.  User Ability Level 42 11 

12.  User Non-give-up Percentage 32 9 

13.  User Time SD Adjusted by Mean Time 20 10 

 

Much has been written above about the importance of the Subject context (Appendix F, 

graphs 1-45). To summarize, it seems that the trio of Prealgebra, Number Theory, and 

Geometry have a Goldilocks feel; rarely do the problems from these three subjects behave 

similarly.  Indeed 38 of the 45 LAM pairings show some statistically-significance difference!  

Some of this difference is likely a consequence of Alcumus using Prealgebra as the curricular 

point of entry and primary method of cross-listing problems from other subjects.  This 

observation, however, seems inadequate for explaining the wealth of difference seen in the 

Subject context.  Many graphs support an additional hypothesis – that Prealgebra is a subject 

limited in scope and adventure, that Geometry is a vast unexplored landscape with immense 

room for discovery, and that Number Theory lies somewhere in between.  This idea has 

previously been proffered as a possible explanation for graphs 1, 2, and 13, but it applies to 
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graphs 10, 17, and 31 as well.   Indeed, all these graphs suggest the need to create Prealgebra 

problems with greater creativity, scope, and chance for exploration. 

The results from context 2, Correctness of Response, are particularly interesting in that 

only 18 of 45 graphs show any statistical difference in the nature of problems as seen through 

correct versus incorrect/give-up trials.  Part of this low count is the result of some LAMs being 

undefined when only correct trials are studied (e.g., the percent of misconceptions is not 

defined, nor is the give-up percentage).  Nonetheless, one might expect far greater differences 

between the profiles of problems as determined by correct and incorrect trials.  Of the 45 

graphs, only four are green (49, 57, 58, and 76), suggesting that the internal chemistry of 

problems is surprisingly unaffected by the eventual answer students enter into the system.  This 

suggests that some educators might place too much emphasis on the emotional impact of getting 

problems correct or not:  the core of mathematical problems appears to lie in the interaction 

with students during the solving process.   

As mentioned above, it is particularly important to remember the context of this 

finding:  In an adaptive learning environment of above-average students, the fabric of problems 

is largely unchanged by whether students get problems correct.  Indeed, this might be one of the 

most important features of an adaptive system.  Perhaps when students know they are being 

challenged appropriately, they are less likely to feel the shame that stems from failures due to 

large disparities in ability and challenge.  In fact, the careful alignment of a person’s skill level 

and the challenge inherent in a task is one of the defining elements of Csikszentmihalyi’s (1991) 

notion of Flow discussed in Chapter 2.  Thus, one explanation for the unremarkable Appendix F 

graphs of context 2, Correctness, is that the adaptive power of Alcumus better enables students 

to achieve problem-solving flow states, and this, in turn, mitigates the possible disparities that 

result from ultimately getting problems correct or incorrect. 
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I turn now to contexts 3 (Problem Level) and 4 (Problem Mean Solve Time).  Given the 

strong correlation (0.63) between these variables, it makes sense to discuss them together.  Both 

of these contexts speak to one of the central questions educators have:  “What is the difference 

between easier and harder problems?”.  Somewhat surprisingly, the answer is “Not that much” 

when those problems are worked in an adaptive learning environment.  Of the 39 statistically-

significant graphs for each context, many are only slightly different, and the statistical 

significance of others is simply an artifact of partitioning a scatterplot by one of the two axes 

(creating the U-shaped graph, as discussed above).  One trend that does appear, however, is that 

the 20% hardest problems (or 20% longest problems) tend to behave differently than the other 

80%; this trend was first seen in Figure 4.8.  For example, graph (95) shows that upping the 

difficulty in the hardest 20% of problems is better correlated with TOBS cognitive engagement 

than in the other 80%.  Building on this trend, (97) and (142) show this group of problems has 

the strongest linkage between increased difficulty and increased novelty; graphs (105) and (150) 

show the same result for average user difficulty and novelty. 

What is to be made of these findings?  First, it again appears that an adaptive system 

has the ability to largely equalize the experience of users.  This trend, however, begins to break 

down at the highest levels of difficulty and mean time, a zone in which novelty, difficulty, and 

cognitive engagement begin to marry more strongly than in easier problems.  This suggests the 

existence of an upper tier of problems that are unique in the experience they afford solvers.  

This tier could, in part, be responsible for the difference some scholars have observed between 

mathematics and other fields of inquiry.  As Ericsson (2008) notes, “in some domains there is 

no demonstrable improvement in performance as a function of years of professional experience 

… In contrast, many traditional domains, such as arts and sciences, games, and sports, 

demonstrate improvements that continue for decades” (p. 990).  One possibility is that the 
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demonstrably unique landscape offered by the top echelon of mathematical problems fuels the 

continued growth and exploration of solvers.   

The uniqueness of the top tier of mathematics problems is seen again in context 6, 

users’ average problem difficulty rating.  In many of the graphs for this context, the right-most 

bar (the top 20% most difficult problems based on users’ impressions) is dramatically different 

than the other four.  Indeed, graphs (226), (229), and (232) show that this batch of problems has 

the strongest correlations between system difficulty and user difficulty, user learn rating, and 

novelty.  If graphs (237), (238), (240), (256), and (258) are added to the mix, the synergistic 

relationship of difficulty, novelty, learn ratings, and cognitive engagement comes into focus.  

Again, if mathematics is a subject which affords a lifetime of engagement, this should somehow 

be visible in the subject itself.  The special correlative relationships which appear in the most 

difficult and time-intensive problems provide some evidence for this idea. 

In contrast to contexts 3, 4, and 6, contexts 5 and 7 offer little insight.  In the case of 

problem cross-listing value, there are two clear reasons for this trend.  First, the approach to 

cross-listing in the Alcumus system is largely ad hoc.  As AoPS employees notice problems that 

might fit nicely into multiple subject areas, they are tagged as such.  However, no systematic 

effort has been made to categorize all the problems in the database.  Furthermore, this cross-

listing appears to usually happen toward Prealgebra:  Geometry problems become Geometry 

and Prealgebra problems (and Number Theory problems become Number Theory and 

Prealgebra Problems), but other types of cross-listing are rare.  This greatly affects the meaning 

of the term “cross-listed”, skewing the definition from what one might expect.  As a corollary, 

this bias in cross-listing also distorts the meaning of “non-cross-listed”.  Indeed, for a problem 

to have a cross-list value of 1, it must either be a Prealgebra problem or an upper-level subject 

problem that is not appropriate for cross-listing (or that has yet to be cross-listed).  All of these 
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factors create imprecise subset definitions in context 5, and hence, graphs that should be 

interpreted with caution. 

Unlike context 5, the subsets of context 7 (Users’ Average Solution Quality Rating) are 

well-defined.  In this case, however, the lack of interesting results is likely due to the fact that 

most of the problems in the Alcumus system earn similar ratings, as discussed above.  In fact, 

this context has one of the lowest counts of statistically-significant graphs (only 25, see Table 

4.12), and most of the graphs which do show differences are not particularly exciting – see, for 

example, (271), (273), (275), and (282).  This similarity across subsets makes sense:  If a data 

set is partitioned using a nearly-constant variable, this is similar to partitioning it into five 

random subsets.  With enough data, one would expect the problems in these subsets to look 

quite similar across the other variables. 

Context 8 (Average User Learn Rating) is one of the most important ways of 

contextualizing the data because it mirrors the way many mathematics teachers think about 

problems and teaching.  Given that educators often make choices which promote student 

learning (however they define this), one natural question is:  What do problems look like that 

maximize student learning?  Given that student self-reports of learning are a natural proxy for 

student learning, this context can offer insight into the types of problems that teachers might 

look for and the features of these problems. 

One surprising finding in this context is how similar the first four bars (the bottom 80% 

of problems on learn rating) for many of the graphs are.  For example, (316), (318), (320), 

(324), (328), and (330) all support a common theme:  the problems that students find most 

didactic are fundamentally different than all other problems.  As an example, graphs (322) and 

(330) show that problems with the highest average user learn scores are more likely to derive 

difficulty from novelty than those with weaker learn scores.  Although these differences are 
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small, they suggest a possible path for creating didactic problems:  Derive increases in difficulty 

through novelty, rather than some other means.  

I conclude this section by looking at the user-related contexts.  As mentioned above, the 

space of Alcumus problems is disjointly partitioned by most of the previously-discussed 

contexts.  The subsets of user contexts, in contrast, often have a large degree of overlap in their 

problems.  As such, it is reasonable to expect that these contexts show fewer statistically-

different graphs than the contexts above.  This intuition is supported by the results from Table 

4.12. 

Context 9 separates trials based on the experience level of users.  Thus, the five bars of 

graphs (361) through (405) represent correlations from the problems worked by the least 

experienced Alcumus users to those who have completed thousands of trials.  Only two graphs 

are worthy of mention from this context.  The first, (363), suggests that more experienced users 

tend to experience increased difficulty alongside lower levels of cross-listing.  This makes some 

sense; one would expect that very active users would eventually venture into highly subject-

specific problems, and that the increased challenge in these worlds would not come from 

linkages to Prealgebra, but rather, from deep ideas within the subjects themselves.  Graph (370) 

also presents an interesting result.  Specifically, it suggests that less-experienced students are 

likely to work problems where increased difficulty can be found alongside a higher percentage 

of misconceptions.  This trend is reversed in problems seen by the most experienced students.  

Taken together, these two bars support an intuitive feeling educators might have about 

mathematics:  that problems geared toward students new to a domain derive more of their 

difficulty from common misconceptions than those for students familiar with a subject. 

I turn now to context 10 (User Mean Solve Time).  One the most important themes in 

this context is that there is something fundamentally different about the problems worked by the 

fastest users (lowest mean solve times, left bars of graphs 406-450) when compared to those 
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encountered by the other 80% of users.  This trend is most easily seen in graphs (406), (408), 

(412), (414), (420), (423), (429), (432), (438), and (449).  In each, the leftmost bar is markedly 

different than the other four bars, which are usually statistically equivalent.  One possible reason 

for this is that the fastest students are weaker (or stronger) than the typical student.  

Surprisingly, this is not the case.  As Figure 4.9 and Table 4.13 reveal, there are fast students at 

all ability levels, and, thanks to the adaptive nature of the Alcumus system, the different 

quintiles of speed have very similar usage profiles (i.e., percentage of correct, incorrect, and 

give-up). 

 

Figure 4.9.  Scatterplot of user skill levels and mean solve times.  The fastest 20% of users 

are shown in red. 

 

Table 4.13.  Summary of the results from trials of users in the five user mean time subsets. 

User Mean Time 

Quintile 

Percent Correct Percent Incorrect Percent Give-up 

1 55.2 37.5 7.4 

2 56.0 37.6 6.4 

3 57.0 37.1 5.9 

4 58.0 36.6 5.3 

5 59.9 35.3 4.8 
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  The CSMD object has the problem overlap table for this context.  As seen in Table 

4.14, virtually all of the problems from subset 1 are also worked by students from the other 

subsets, but these subsets have many additional problems not seen in subset 1. 

 

Table 4.14.  The problem overlap table from CSMD for context 10. 

       [,1]  [,2]  [,3]  [,4]  [,5] 

[1,] 1.00 0.97 0.96 0.98 0.85 

[2,] 0.23 1.00 0.86 0.89 0.70 

[3,] 0.18 0.68 1.00 0.85 0.64 

[4,] 0.15 0.56 0.67 1.00 0.59 

[5,] 0.19 0.65 0.76 0.88 1.00 

 

While it is difficult to make sense of this trend, there is some evidence from the world 

of crossword speed-solving that parallels these findings.  Specifically, those solvers who 

compete in the American Crossword Puzzle Tournament and train to fill in grids as fast as 

possible often note that they will complete a puzzle without ever discovering the theme.  Most 

crossword puzzles have a theme that unites a set of 3-5 long entries in the grid.  The typical 

solver wants to find this theme and use it to help fill in the longer answers.  The speed solver, in 

contrast, actually loses time in doing so; he/she can simply use the crossing words which are 

clued in a straight-forward manner.  In this way, the same object – here, the puzzle (or the 

mathematics problem, in the analogy) – provides two completely different experiences, and it is 

reasonable to expect that correlations which would hold for other solvers (e.g., the relationship 

between a puzzle constructor’s name and the solver’s level of enjoyment of the puzzle’s theme) 

do not hold for the fastest solvers.  In the case of the Alcumus database, this trend is a subject 

for future investigation. 

Context 11 (User Level) has the greatest number of statistically different graphs of the 

thirteen contexts.  The problem overlap table from CSMD, seen in Table 4.15, shows that the 
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problems worked by these different users have some overlap, but can be quite different (e.g., 

only 4.8% of the problems in the MST for subset 4 are also found in the MST for subset 1). 

Table 4.15.  The problem overlap table from CSMD for context 11. 

         [,1]   [,2]   [,3]   [,4] 

[1,] 1.000 0.472 0.84 0.74 

[2,] 0.351 1.000 0.97 0.96 

[3,] 0.085 0.133 1.00 0.89 

[4,] 0.048 0.084 0.57 1.00 

 

One interesting feature of the Appendix F graphs associated with this context is that the 

Alcumus system, given its adaptive nature, is working hard to equalize the experience of users 

with different ability levels.  If this process could be perfectly accomplished, graphs (451)-(495) 

would all be red and gray.  Somewhat surprisingly, the opposite is actually true; 42 of the 45 

graphs show statistically-significant differences!  In some cases, these differences are minor – 

for example, graph (454) – but in many cases, large differences exist among the four subsets.  

These disparities are not an inadequacy of the adaptive system, for it is designed only to find the 

right difficulty placement for student.  Rather, they represent fundamental differences in the 

fabric of the problems to which these subsets of students are exposed.  Said simply, the fact that 

42 of 45 graphs in this context show differences strongly suggests that the problems worked by 

weaker and stronger students are fundamentally different, and hence, so are their experiences 

with the subject itself. 

This observation raises an important question:  What type of experience do educators 

want students to have with mathematics?  Just as a parent might be concerned about the type of 

friends her son has, the mathematics teacher must understand that the experience of his students 

is powerfully informed by the problems he selects for his class.  Another way of looking at this 

is the following:  if students are paired with problems that best fit their ability level, then one 

consequence of this pairing is that they will necessarily get the mathematical experience that 
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those ability-appropriate problems afford.  For the weakest students, this means that increased 

difficulty tends to appear alongside misconceptions (452) and not be associated with novelty 

(457).  For strong students, this means that higher learn scores occur in tandem with higher 

cognitive engagement (481) and better-written solutions (484).  Further exploration is needed to 

uncover and map these differences. 

To complete the discussion of Appendix F, I explore contexts 12 and 13 together.  So 

far, these have seen little mention, and possibly for the same reason.  Note that context 12 

explores the relationships among features of problems that have been worked by students of 

varying degrees of persistence (tendency not to give up when the opportunity is available).  As 

Table 4.16 indicates, the problem overlap table for this context shows that the MSTs for these 

subsets have a good degree of overlap.  The situation is similar for context 13 (User Time SD 

Adjusted for Mean Solve Time), as seen in Table 4.17. 

 

Table 4.16.  The problem overlap table from CSMD for context 12. 

      [,1]   [,2]   [,3]   [,4] 

[1,] 1.00 0.92 0.99 0.89 

[2,] 0.34 1.00 1.00 0.74 

[3,] 0.07 0.19 1.00 0.23 

[4,] 0.27 0.62 1.00 1.00 

 

Table 4.17.  The problem overlap table from CSMD for context 13. 

       [,1]  [,2]  [,3]  [,4] 

[1,] 1.00 0.60 0.99 1.00 

[2,] 0.78 1.00 1.00 1.00 

[3,] 0.23 0.18 1.00 0.92 

[4,] 0.17 0.13 0.69 1.00 

 

One way to interpret a problem overlap table that shows strong evidence of overlap is 

that the context in question, while possibly important for some analysis, tends not to affect the 

particular problems to which a student is exposed.  This situation is at the opposite end of the 
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spectrum from contexts which divide the problem space into disjoint subsets (yielding the 

identity matrix for the problem overlap table).  With so much overlap, it is unsurprising that so 

many of the graphs in contexts 12 and 13 show no statistical differences (gray and red graphs). 

Another way to interpret the lackluster findings of contexts 12 and 13 is that they 

simply matter less than researchers might expect.  For example, while persistence seems like an 

idea some educators might like to promote, Table 4.2 shows that problems with lower 

persistence rates tend to be those that garner higher learn scores from users (correlation of          

-0.74).  Indeed, the relationship between problem persistence level and other variables is not 

always intuitive.  As Figure 4.10 indicates, harder problems tend to have lower persistence 

rates, but the pattern is not a clean linear relationship.  For those problems within one SD of the 

difficulty mean (between -1 and 1 in z-score), it is possible to encounter problems of any 

quartile of persistence level! 

 

 

Figure 4.10.  Problem persistence rate versus difficulty.  The quartiles of persistence are 

color coded. 
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Conclusion 

This contextualized tour of the Alcumus data set, guided by Appendices E and F, has 

revealed many important trends in the landscape of mathematical problems.  These are 

summarized in the list below. 

Macro Findings 

 

 Problem difficulty has strong positive correlations with students’ difficulty ratings, 

student learn scores, and cognitive engagement (TOBS).  Difficulty is negatively 

correlated with cross-listing level and the persistence percentage of a problem. 

 Student average difficulty scores have a very strong positive correlation with student 

learn scores and cognitive engagement.  This suggests an alternate way to structure 

adaptive systems:  use student self-reports of challenge, rather than student outcomes. 

 Student learn scores are positively correlated with both types of cognitive engagement. 

 While giving up is sometimes considered a negative outcome of problem solving, it is 

positively correlated with both types of difficulty, both types of engagement, and learn 

scores.  

Micro Findings 

 

 Students’ impressions of problem difficulty best match system-determined difficulty in 

those problems that are especially easy or hard, that students spend a great deal of time 

on, and that students report learning a great deal from.  These LAMs are not well-

correlated for problems that students find easy, an observation that provides some 

support for the notion of an expert blind spot. 

 Increased user-perceived difficulty and increased cognitive engagement (TOBS) are 

more strongly correlated in Geometry problems (compared to Prealgebra and Number 
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Theory), those problems from which students felt they learned a great deal, and 

problems worked by those students with the highest mean solve times and persistence 

rates.  Thus, teachers will most likely get increased engagement when they increase 

problem difficulty if they pair this with problem didacticity, operate in a subject which 

affords exploration, and target their efforts toward students who are willing to invest 

time and not give up. 

 As students’ cognitive engagement with an Alcumus problem increases, so does the 

likelihood of giving up.  This trend is remarkably similar across all contexts and 

subsets, suggesting that the impetus to quit is more a function of the user than the 

problem. 

 If the primary goal of a piece of software is to maximize students’ perceptions of 

learning, Appendix E figures 1, 4, and 12 suggest that adaptive-learning systems might 

be better served by using student reports of difficulty rather than performance-based 

difficulty metrics. 

 The give-up percentage of a problem is better correlated with students’ perceptions of 

its difficulty than students’ performance on the problem. 

 Appendix E figure 31 suggests it is possible to marry cognitive engagement and higher 

learn scores for all ability levels of students.  This correlation is largest for the strongest 

students, but even weaker students benefit from increased engagement. 

 Table 4.11 reveals surprising differences in the cognitive engagement profiles of 

problems from the three subjects studied.  Prealgebra problems tend to push students 

into their TOBS window less frequently and take less time to complete when holding 

difficulty constant across subjects; Geometry problems reverse these trends. 
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 The two measures of engagement, TOBPD and TOBS, are better suited for studying 

problem difficulty in easy and hard problems, respectively. 

 The bottom 80% of problems (by difficulty) all hold students within 0.2 SDs of their 

mean solve times (on average).  The top 20% push students beyond this threshold, and 

interestingly, Figure 4.8 is concave up in this zone. 

 Some ideas commonly discussed in the mathematics education literature (specifically, 

misconceptions and problem novelty) show only weak correlations with other features 

of problems when conceptualized using LAMs 3 and 8. 

 The problems in Prealgebra, Geometry, and Number Theory courses are demonstrably 

different; they are woven from different fabrics using different patterns.  This trend 

occurs frequently through Appendices E and F and appears to be due to the very nature 

of the subjects and the fact that Prealgebra is the starting point of the Alcumus system. 

 The adaptive function of Alcumus appears to place students in a state more susceptible 

to Csikszentmihalyi’s (1991, 2004) notion of Flow.  This is partly evidenced in the lack 

of difference of problem feature correlations in correct versus incorrect/give-up trials. 

 The top 20% of Alcumus problems – as measured by system difficulty, problem time, 

user learn scores, or user difficulty scores – stand apart from other problems.  This 

special collection synergistically melds difficulty, engagement, novelty, and learning, 

providing the substrate for the lifetime of engagement that mathematics affords. 

 The Cross-listing and Solution Quality contexts provided few insights.  The former 

suffered from imprecise subset definitions, and the latter lacked the variability 

necessary for creating measurably different subsets. 

 Problems for students new to a subject tend to derive more of their difficulty from 

misconceptions than those designed for students with experience. 
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 The problems encountered by students of different average solve times and different 

ability levels are, as expected, different.  But, so is the very nature of those problems.  

Thus, in a real and measureable way, mathematics problems for novice and expert 

solvers are made of “different materials”, just as the cereals marketed toward children 

and adults have fundamentally different flavor profiles and ingredients. 

 Contexts 12 and 13 have problem overlap tables which suggest they do not do a great 

job of partitioning the space of problems.  As such, the graphs from these contexts 

offered few insights. 

While the above findings provide much food for thought, they are constrained by their 

birthright.  Specifically, these results are based on a single (large) data set and lack the feel of 

human relatability.  Indeed, this might be one of the primary drawbacks of an analysis steeped 

completely in EDM techniques.  In Chapter 5, I supplement the above results with the PSM side 

of the MST.  In doing so, new MPFs are brought to the fore:  metrics like Creativity, Number of 

Solutions, and Affective Engagement.  Their inclusion reduces the number of problems that 

could be studied, but adds a richness and human touch that are conspicuously absent from the 

analysis so far.
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CHAPTER 5:  DECONTEXTUALIZED ANALYSIS 

The goal of this chapter is to present analysis related to the full MST.  As outlined in 

Thread 3 of Chapter 3, this table contains the scores on 105 problems (the rows) across 24 

metrics (the columns).  For ten of these metrics, the LAMs, the values were calculated using 

data from the Alcumus trials database.  For fourteen others, the PSMs, scores were determined 

by the average of two trained human scorers using a set of iteratively-improved instruments 

(Appendix A).  Notice that this table can be studied in three different ways.  First, by focusing 

on the columns and their relationships, one can gain insight into the connections among 

different metrics and the mathematical problem features (MPFs) they represent.  If one, instead, 

focuses on the rows, it is possible to gain a better understanding of the problems themselves.  If 

these two analyses are coordinated, then one begins to see problem types – commonly-

appearing profiles of problems across the 24 metrics.  This three-pronged approach describes 

the order of analysis in the pages to follow. 

One important concept that should be mentioned at the outset is how I will approach the 

notion of “closeness” between two ideas.  Typically, two ideas (e.g., locations, people, coffee 

mugs) are deemed “close” if the Euclidean distance between them is small.  This makes sense, 

for most of the costs and tradeoffs of closeness are related to how far apart objects are in space 

(e.g., fuel to get between cities, time to get to a friend’s house).  When it comes to comparing 

mathematical problems (the row analysis below) – which can be represented as 24-tuples (the 

scores on the LAMs and PSMs) – I will use this standard notion of closeness.  In contrast, when 

comparing metrics (the column analysis below) – which are represented as 105-tuples (the 

scores on the problems) – a different notion of closeness is needed.  In this case, the appropriate 

measure is correlational distance, as given by 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑚1, 𝑚2) = 1 − |𝑐𝑜𝑟(𝑚1, 𝑚2)|, where 
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𝑚1 and 𝑚2 are 105-element vectors containing the scores on each problem (Glynn, 2005; James 

et al., 2013).  With this formula, a 

metric has distance 0 from itself, and maximal distance 1 (from any metric with which it has 0 

correlation).  It is important to use this measure because each metric is set up on an arbitrary 

scale, and what one really cares about is whether an increase in Difficulty, say, is seen alongside 

an increase in Cognitive Sophistication.  Correlational distance effectively measures how likely 

two metrics are to work in harmony; Euclidean distance essentially determines if the experience 

offered by two problems is equivalent.  Figure 5.1 provides an example of three 5-tuples, two of 

which are close in Euclidean distance but far apart in correlational distance, and vice versa. 

 

Figure 5.1.  Three ideas (represented as jagged lines, or 5-tuples) which are either close in 

Euclidean distance (solid and dotted) or correlational distance (solid and dashed). 

 

Metric Analysis 

This analysis begins with a visualization that gives a feel for the space of mathematical 

metrics.  Figure 5.2 provides a parallel coordinates plot where each colored line traces out the 

scores given by a particular LAM or PSM.  Only the first 35 problems have been included to 

make the Figure more readable.  In this plot, the horizontal axis captures the 35 problems (there 

is no scale or order to this dimension), and the vertical axis records the scores on a particular 
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metric for each problem.  Since the metrics use different scales, it was necessary to scale the 

metric scores (so each had mean 0 and standard deviation 1) before creating this image.  This 

image was created using the pcoord function of the MASS package in R (Venables & Ripley, 

2002). 

 

Figure 5.2.  A parallel coordinates plot of the 24 metrics on the first 35 problems.  Each 

colored line shows the trajectory of a given LAM or PSM on its scoring journey through 

the Geometry problems.   

 

Figure 5.2 is included to give an emotional sense of the fabric of mathematics.  At a 

high level, it appears that many MPFs work in harmony, a fact which will become increasingly 

clear in the analysis to follow.  One weakness of this image is that it provides no numerical 

sense of the relationships among the metrics.  For this, I ran a correlation analysis on the 

columns of the MST.  Table 5.1 reports the Pearson correlation coefficient among all possible 

metric pairs.  A color-coding scheme based on the absolute value of the correlation (before 

rounding to two decimal places) is used to make the chart more readable:  red for [0.60, 0.75), 

yellow for [0.75, 0.85), and green for [0.85,1.00].  Furthermore, heavy black lines are used to 

separate the LAMs from the PSMs.  Table 5.2 provides a list of the LAMs and PSMs for 

reference throughout this chapter. 
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Table 5.2.  Guide to the metric codes. 

Shorthand Description 

LAM1 Difficulty – Internal Alcumus Score 

LAM2 Difficulty – Student Self Report 

LAM3 Misconceptions (Common Wrong Answers %) 

LAM4 Cross-listing Level 

LAM5 Amount Learned – Student Self Report 

LAM6 Cognitive Engagement (TOBS) 

LAM7 Cognitive Engagement (TOBPD) 

LAM8 Novelty 

LAM9 Solution Quality – Student Self Report 

LAM10 Degree of Persistence (Non-Give-up Percentage) 

PSM1 Difficulty 

PSM2 Elegance 

PSM3 Novelty 

PSM4 Cognitive Sophistication 

PSM5 Internal Resource Collaboration 

PSM6 Number of Steps 

PSM7 Creativity 

PSM8 Representational Media 

PSM9 Resource Creation 

PSM10 Misconceptions 

PSM11 Number of Solutions 

PSM12 Productive Dispositions 

PSM13 Affective Engagement 

PSM14 Authenticity 

 

A few observations are in order.  First, the LAM correlational trends mentioned in 

Chapter 4 reappear in Table 5.1.  While the precise values in Table 5.1 differ somewhat, they 

are close to those of Table 4.1, suggesting that the 105 problems chosen for human scoring are a 

representative sample of the larger set of problems explored in the contextualized analysis.  

Second, the upper-left, upper-right, and bottom-right quadrants of Table 5.1 (as divided by the 

bold lines) respectively shed light on three important ideas:  LAM-LAM correlations, LAM-

PSM correlations, and PSM-PSM correlations.  While the first of these categories was discussed 

in Chapter 4, here I study the other quadrants. 
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Correlations in the LAM-PSM quadrant suggest how similar EDM and qualitative 

MPFs are.  It is especially surprising to note how few of the correlations in this quadrant reach 

the 0.60 coloring threshold.  Indeed, only 8 of the 140 possible correlations are colored, and 

these are all between 0.60 and 0.75!  Of the associations that are colored, note that Alcumus 

difficulty (LAM 1) is somewhat correlated with Difficulty (PSM 1), Internal Resource 

Collaboration (PSM 5), and Number of Steps (PSM 6) – which, in turn, are correlated with 

Cognitive Engagement – TOBS (LAM 6).  Together, these five metrics appear to form a 

cognitive-correlational quintet.  The only other important correlations in this quadrant are those 

between Degree of Persistence (LAM 10) with Difficulty (PSM 1) and Representational Media 

(PSM 8).   

Beyond these few correlations, however, the upper-right quadrant is remarkably 

colorless.  This is an important finding, for it shows that the types of MPFs one can easily 

measure with EDM methods do not directly align with those typically discussed by the 

mathematics education literature.  The word “directly” is crucial here, for while it may not be 

possible to associatively link a single PSM with a single LAM, it might be possible to link a 

single PSM with a collection of LAMs.  Below, I explore the power of using the LAMs, as a 

group, to predict each of the possible PSMs.  That analysis better exposes the true nature of the 

EDM-qualitative divide. 

The bottom-right quadrant (PSM-PSM correlations) reveals another important result.  

The colored blocks found in this section suggest that PSMs 1, 3, 4, 5, 6, and 7 form a 

correlational sextet.  To see this more clearly, imagine the block of color that is created when 

the row and column for PSM 2 are cut from Table 5.1.  Note that these MPFs represent a 

mixture of cognitive and affective dimensions within the space of mathematical problems.  One 

also sees that PSMs 3, 4, 12, 13, and 14 form a group (it is harder to see this “block” of color 

because PSMs 5-11 get in the way).  This group is populated with affective and social aspects of 
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problem solving.  It is interesting to note that PSMs 3 and 4 (Novelty and Cognitive 

Sophistication) live in both groups, and hence, form an epistemic bridge between these MPF-

worlds.  As these two groupings reveal, strong affective components are tied to both the 

cognitive and social spheres.  This suggests that students can form an emotional connection 

with mathematics both as a consequence of its intellectual character and its connection to people 

and the world. 

One weakness of Table 5.1 is that while it can give a clear sense of correlations among 

individual metrics, it is less useful when identifying groups (the observer must look for blocks 

of color) and inadequate when trying to suss out the complete organizational structure of the 

MPF framework.  For these subtle relationships, the technique of hierarchical clustering (HC) is 

more appropriate.  HC is an iterative, unsupervised classification technique that repeatedly tries 

to pair a metric with the “closest” other metric or metric grouping (here, correlational distance is 

used).  Eventually, each metric is assimilated into an organizational hierarchy that shows its 

relationship to all other metrics.  Figure 5.3 reveals the hierarchical clustering of the 24 metrics 

using correlational distance and average linkage with the hclust function from the R stats 

package (R Core Development Team, 2014). 

 

Figure 5.3.  Hierarchical clustering of the metrics under average linkage. 
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In interpreting Figure 5.3, it is important to note that the closeness of two metrics is 

determined not by their nearness on the horizontal axis, but rather, by the point on the vertical 

axis where the metrics are joined in the dendrogram.  So, LAM 3 and PSM 10 are very 

unrelated (they join at height 0.8), but PSM 3 and PSM 4 are very related (they join around 

0.15).  The beauty of this visualization is that it allows one to easily spot groups and understand 

how they interrelate.  For example, the above-mentioned sextet of PSMs 1, 3-7 is immediately 

seen as a cluster in the tree, but it appears LAM 1 is also related to this group.  In a similar way, 

PSM 9 jumps on the PSM 12-14 bandwagon.   

There are several additional findings that can be seen in Figure 5.3: 

 The closest organizational link to PSM 2 (Elegance) among the other metrics is PSM 11 

(Number of Solutions).  This connection occurs at a height of about 0.6, suggesting the 

connection is tenuous at best.  Indeed, Elegance seems to have few strong correlates – a 

fact reinforced by the lack of color in the PSM 2 row of Table 5.1.  Several other 

metrics have few strong correlates:  LAM 4 (Cross-listing Level; possibly because of 

the haphazard approach to categorizing problems along this dimension), LAM 9 

(Solution Quality – Student Self Report; possibly because of the lack of variation along 

this dimension), and LAM 8 (Novelty; possibly because of the questionable definition 

of this metric). 

 LAMs are rarely connected with PSMs in the organization hierarchy.  Indeed, when 

LAMs are involved in groupings, it is usually with other LAMs (e.g., LAMs 2, 5, 6, 7, 

and 10).  The closest LAM-PSM connection is at height 0.4 between LAM 1 and the 

PSMs 1, 3-7 sextet, suggesting that Difficulty (as measured by student performance) is 

the best link between the EDM and qualitative worlds.  Beyond this LAM-PSM 

connection, one finds few other linkages worthy of note.  This partially suggests that the 
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type of information one can extract about problems from the EDM methodologies used 

in this study is different than the information that can be learned from human scoring.   

 It is somewhat reassuring that the two measures of misconceptions (LAM 3 and PSM 

10) group most closely together, but given that this join occurs at a height of 0.8, it 

appears these metrics actually measure different ideas.  As Table 5.1 reveals, LAM 3 is 

the best correlate of PSM 10, but with a correlation of 0.20, this relationship is very 

weak.  One reason these metrics do not align as nicely as one might expect is that LAM 

3 actually measures the percentage of commonly-given wrong answers.  Further 

investigation of Alcumus problems with a high LAM 3 score reveals several reasons 

this might occur:  1) the problem contains a common misstep that students frequently 

make (e.g., confusion of radius with diameter), 2) the problem is multiple-choice, and 

so commonly-given incorrect answers are artificially created by the answer structure, 

and 3) the problem demands the answer be presented in a certain form and students fail 

to notice this (e.g., requiring an improper fraction versus a mixed fraction).  Some of 

these three ideas overlap with the literature-based interpretation of misconceptions, and 

some do not. 

One additional benefit of a dendrogram is that it allows the viewer to partition the space of 

metrics into a certain number of clusters by exploring where branch points occur.  If there 

happens to be a span along the vertical axis in which no subtree-joins occur, then any height in 

this zone can serve as a natural place to cut the tree and create clusters.  One natural choice to 

perform a cut in Figure 5.3 is around 0.4, for few joins occur in the span [0.4, 0.8].  Doing so 

partitions the space of MPFs into 12 clusters, as outlined in Table 5.3. 
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Table 5.3.  Clustering assignments that result from cutting the dendrogram in Figure 5.3. 

Cluster 

Descriptor 

Metrics in Cluster 

Cognitive-

Affective 

LAM 1, PSMs 1, 3-7 

Social-

Affective 

PSMs 9, 12-14 

Experiential LAMs 2, 5, 6, 10 

Ungrouped Remaining standalone metrics 

(9 total clusters containing a 

single metric each) 

 

The task of finding metrics that cluster together would be immensely simplified if one 

could simply “see” the metrics themselves.  Indeed, this is actually possible!  Recall that each 

metric can be realized as a point in 105-dimensional space (its scores on the 105 problems).  

Since visualizing 105 dimensions is not immediately possible, a technique known as t-

distributed Stochastic Neighbor Embedding (t-SNE) was used to overcome human perceptual 

limitations (Krijthe, 2015).  This algorithm iteratively works to “squash” 105-dimensional space 

into an easy-to-view 2 or 3 dimensions.  When doing so, it attempts to keep points that are close 

in the original space (in this case, measured by correlational distance) also close in the 2- or 3-

dimensional space (now measured in Euclidean distance).  In essence, this technique preserves 

the local structure of the high dimensional object, working to minimize a penalty function that 

calculates how badly the simplified version misrepresents the original object at the local level.  

The t-SNE plots seen in Figures 5.4 and 5.5 were created using the clustering assignments of 

Table 5.3 and the Rtsne package in R (Krijthe, 2015).     

As seen in Figure 5.4, which is colored based on the hierarchical clustering 

assignments, the groupings listed in Table 5.3 are quite sensible from a visual perspective.  Note 

that one should not expect this image to completely verify the clustering assignments because 

the reduction from 105 dimensions to 2 is quite significant.  Furthermore, these diagrams are 
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only meaningful when points are near one another – if points appear far away in the two- or 

three-dimensional representation, this does not mean they are far away in the original space!  In 

Figure 5.5, I show the 3-dimensional reduction of the metrics and include a YouTube link that 

shows this representation rotating.   Figure 5.5 and the associated video were created using the 

box3d and movie3d functions of the rgl package in R (Adler, Murdoch, & others, 2014) and the 

FFmpeg program (Bellard & Niedermayer, 2012).  Other t-SNE plots, 3D images, and videos 

found in this chapter use these same libraries. 

 

Figure 5.4.  Two-dimension compression of 105-dimensional space using t-SNE. 
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Figure 5.5.  From 105 dimensions to 3 using t-SNE.  For readability, PSM is abbreviated 

P, and LAM is L.  A rotating version of this image can be found at 

https://youtu.be/Mm2vnSr-rJg. 

 

With multiple sources of confirming evidence, the clustering assignments of Table 5.3 

feel especially reliable.  This, however, raises an important question:  if the LAMs and PSMs 

have virtually no clustering relationships, are the EDM and qualitative analytic universes truly 

separate?  Certainly, the coloring of Table 5.1 suggests that few direct, one-to-one relationships 

exist, but perhaps it is possible to uncover many-to-one relationships.  Said differently, perhaps 

it is possible to accurately predict a PSM from a collection of LAMs (or vice versa).  In this 

study, it makes the most sense to explore the prediction of individual PSMs from collections of 

LAMs, given the time intensive nature of PSM scoring vis-à-vis the ease of calculating LAMs.   

Predicting the PSMs from the LAMs 

To explore the predictive power of the LAMs, I designed a modeling scheme in which a 

particular PSM was used as the output measure, and the 10 LAMs were predictor variables.  

https://youtu.be/Mm2vnSr-rJg
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Randomly breaking the 105 rows of the full MST into a training set of 75 rows and a test set of 

30 rows, I trained a random forest model of 400 regression trees using the randomForest 

function from the randomForest library in R (Liaw & Wiener, 2002).  In brief, a random forest 

is an ensemble machine learning tool that averages together the wisdom of many (here, 400) 

regression trees when trying to make predictions.  Each individual tree uses a random subset of 

4 of the 10 predictor variables (LAMs) and makes its best prediction of the PSM value given the 

variables it has at its disposal.  This technique works well when some of the predictor variables 

are strongly correlated with the output measure (James et al., 2013).  Note that 400 was selected 

as the number of trees because an investigation showed no increase in predictive power was 

gained from using additional trees.  Also, because the data requirements of the learning process 

were modest, I was able to use this especially high tree count (Oshiro, Perez, & Baranauskas, 

2012). 

After training the model, it was used to predict the PSM values on the test set (30 rows), 

and the root mean squared error (RMSE) was calculated for these predictions.  Given that all 

metrics were scaled to have mean 0 and standard deviation 1 before modeling, the units of the 

RMSE were standard deviations.  This entire process was then repeated for a new, randomly 

selected set of 75 training rows and 30 test rows for a total of 50 iterations, an iteration total that 

produced stabile RMSE values.  Table 5.4 shows the results of averaging the RMSEs from these 

iterates. 

 

Table 5.4.  The average RMSE (in standard deviations) when predicting each PSM using 

the 10 LAMs. 

 

PSM # 1 2 3 4 5 6 7 8 9 10 11 12 13 14 

Average 

RMSE 
0.59 1.00 0.78 0.80 0.72 0.67 0.83 0.82 0.93 1.03 0.99 0.93 0.92 0.89 
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The numbers in Table 5.4 suggest, on average, how far off one will be when trying to 

predict PSM values from LAMs using random forests.  Other techniques, such as neural 

networks, were also explored, but they yielded poorer results than random forests.  Thus, using 

one of the strongest predictive tools that currently exists, the best that can be done when, say, 

predicting PSM 2 from LAMs 1-10, is an average error of 1 standard deviation.  Overall, it 

appears that PSMs 1, 3, 5, and 6 show some predictive potential (note these all belong to the 

sextet linked with LAM 1), while the remaining PSMs cannot be reliably predicted. 

One additional benefit of a random forest analysis is that it generates a variable 

importance plot.  In this visualization (Figure 5.6), the importance of each LAM (for predicting 

a fixed PSM) can be explicitly calculated and displayed as a percentage of the most important 

variable (top row of each plot), which is scaled to have percentage 100 in each image of Figure 

5.6.  For example, when trying to predict PSM 1, LAM 1 is the most important variable (this 

makes sense given that both are measures of difficulty), and the next most important variable is 

LAM 6.  The authors of the randomForest package state that “the random forest algorithm 

estimates the importance of a variable by looking at how much prediction error increases when 

(OOB) [out-of-bag] data for that variable is permuted while all others are left unchanged” (Liaw 

& Wiener, 2002, p. 18).  Through these calculations, the model learns that LAM 6 is important, 

but only about 60% as important as LAM 1.   

Note that the results seen in Figure 5.6 are actually the average importance levels of the 

50 different model iterations created for each PSM.  In addition, these percentages give the 

relative, not absolute, importance of each variable.  So, while LAMs 3 and 1 are the most 

important variables in predicting PSM 10, this does not suggest they actually do a good job; 

they are simply the best metrics available and are roughly equal in importance.  The images in 

Figure 5.6 were created using the varImpPlot function from the randomForest package in R 

(Liaw & Wiener, 2002). 
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Several conclusions can be drawn from Figure 5.6: 

 LAM 1 plays the lead predictive role in almost all the PSMs.  Given its strong 

correlation with LAMs 6 and 10, these usually rank second and third in importance.  

Thus, of all the EDM metrics studied here, Difficulty (as measured by student 

performance outcomes) is the best predictor of most of the MPFs that mathematics 

education researchers write about. 

 Many PSMs (e.g., PSMs 1, 3-6) rely almost exclusively on a single LAM in prediction.  

In some of these cases, the lone LAM nicely predicts the PSM, as in the case of PSM 1, 

which is fairly well predicted (RMSE 0.59) by LAM 1.  In other cases, the lone 

predictor does not do a great job, as in the case of PSM 12, which is poorly predicted 

(RMSE 0.93) with LAM 1 at the helm.  

 In contrast to this, some PSMs demand the predictive power of numerous LAMs (e.g., 

PSMs 2, 8, 10).  As before, these predictions can be strong or weak:  PSM 8 leans 

heavily on LAMs 10, 7, and 2 which are middling predictors (RMSE 0.82), while PSM 

10 leans on LAMs 3 and 1 which are poor predictors (RMSE 1.03).  Thus, many 

scenarios are possible in the relationship among PSMs and LAMs.   

 Several of the variable importance plots offer surprising findings.  For example, PSM 8 

(Representational Media) leans most heavily on LAMs 10 (Persistence) and 7 

(Cognitive Engagement, TOBPD), and PSM 11 (Number of Solutions) is best predicted 

by LAM 5 (Amount Learned).  Given the middling to poor RMSEs for these PSMs, 

these findings probably suggest that the LAMs in question are simply the “best of the 

worst”. 
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Figure 5.6.  Variable importance plots for all 14 PSMs using the 10 LAMs.  This Figure is 

continued on additional pages.  The top row of each image is scaled to have relative 

importance 100. 
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Figure 5.6.  Continued. 
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Figure 5.6.  Continued. 

 

New Dimensions for Mathematical Problems 

One of the frustrating aspects of the above discussion is that it is completely centered 

on the metrics, with no real mention of the math problems to which they were applied.  I turn 

now to a cognitive space situated at the boundary of metrics and problems.  In doing so, I 

explore one of the most important questions in this dissertation:  How does the space of 

mathematical problems present itself given the 24 metrics under investigation?  To explore what 

this question means, consider the following motivating example:  A researcher wants to 

understand the muscular development of U.S. residents and decides to study three variables 

(metaphorically, the 24 metrics) for each human subject (metaphorically, the 105 math 

problems):  bicep circumference (BC), chest circumference (CC), and leg circumference (LC), 

all measured in inches.  After recording these data for 1000 people, she plots the data and 

produces Figure 5.7.  Like Figure 5.5, this was created using the box3d and movie3d functions 

of the rgl package in R (Adler et al., 2014) and the FFmpeg program (Bellard & Niedermayer, 

2012). 
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Figure 5.7.  Simulated example of measuring muscular development.  A rotating version of 

this image can be found at https://youtu.be/QsYe5y6GmYs. 

 

As Figure 5.7 indicates, despite working with three variables (BC, CC, and LC), the 

points appear to form a two-dimensional surface.  This difference exposes a redundancy in the 

variables.  In this case, BC and CC are strongly correlated, and so all the observed variation in 

the points actually happens along two uncorrelated axes:  the LC axis, and the line in the BC-

CC plane above which the points lie.  Because of this, one could define two new axes,         

𝑧1 = 𝑎(𝐵𝐶) + 𝑏(𝐶𝐶) and 𝑧2 = 𝐿𝐶, which do a better job of capturing the muscular variation in 

the population (𝑎 and 𝑏 are constants that determine the slope of a line in the BC-CC plane).  

Furthermore, it is possible to give meaning to these axes:  𝑧1 captures whether the subject works 

“upper body” at the gym, while 𝑧2 captures whether the subject works “lower body”. 

This process of determining the uncorrelated axes along which the greatest variation 

occurs (known as Principal Components Analysis, or PCA) offers a number of important 

analytic insights.  First, in changing the axis system by combining old axes (metrics) into new 

ones, it refocuses the analytic attention in more natural ways – that is, in ways that actually fit 

https://youtu.be/QsYe5y6GmYs


225 

 

 

the data.  In a sense, PCA allows the data to tell the researcher what the analytic axes should be, 

not the other way around.  Second, with these new axes in hand, the investigator may return to 

her research community and share these more natural ways of thinking about the subject in 

question.  In the above example, PCA suggests that kinesiologists are better served by thinking 

about bodybuilding with a lower-body/upper-body mindset rather than a collection of three 

circumferential measurements.  The reason this viewpoint is superior is that it better captures 

the variation that exists in the population, and hence, the inherent nature of bodybuilding itself. 

In the case of mathematical problems, I perform the same type of analysis.  To begin, 

each problem is imagined as a point in 24-dimensional space (its scores on the 10 LAMs and 14 

PSMs).  Running PCA on the set of 105 problems using the prcomp method from the bpca 

package in R gives several pieces of data worthy of exploration (Faria, Demétrio, & Allaman, 

2014).  First, it returns a set of new axes (called the principal components; these are like 𝑧1 and 

𝑧2 above) and the percent of variance they explain (PVE), which is a valuable way to judge how 

important an axis is.  Table 5.5 shows the PVE for each of the new axes (discussed below), and 

Figure 5.8 displays these percents visually (a scree plot). 

 

Table 5.5.  PVE for each of the 24 new dimensions rounded to the nearest percent. 

New 

Axis # 

Z1 Z2 Z3 Z4 Z5 Z6 Z7 Z8 Z9 Z10 Z11 Z12 

PVE 41 11 7 6 6 4 3 3 3 2 2 2 

New 

Axis # 

Z13 Z14 Z15 Z16 Z17 Z18 Z19 Z20 Z21 Z22 Z23 Z24 

PVE 1 1 1 1 1 1 1 1 0 0 0 0 
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Figure 5.8.  Scree plot of the data in Table 5.5. 

 

Table 5.5 shows that the first five new dimensions (Z1 to Z5) already capture about 

71% (41+11+7+6+6) of the variance seen in the 105 problems.  Adding three more dimensions 

(Z6 to Z8) ups the total variance explained to about 81%.  Thus, incredibly, eight dimensions 

are able to capture about 80% of the variance from the original 24 dimensions.  Certainly, it is 

possible to consider more than 8 dimensions and capture more of the variation in the set of 105 

problems, but here, I choose to look carefully at these first 8 principal components, striking a 

balance between the total variance explained and the parsimony of dimensions. 

To shed light on these new axes, I will present a summary box for each with the following 

information:  

1) Axis number (found in the first row of the summary box, see Table 5.6 for an example) 

2) Percent variance explained (in parentheses in the first row) 

3) Simple name interpreting the axis (first row) 

4) A more thorough discussion of the meaning of the axis (second row) 
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5) A breakdown of how the 24 given dimensions (metrics) relate to or “load on” this axis 

(only those with loads of absolute value greater than 0.2 are shown) (third row) 

6) A list of problem numbers that score highest on this axis (bolded ones best exemplify 

the positive meaning of the axis) (fourth row) 

7) A list of problem numbers that score lowest on this axis (bolded ones best exemplify 

the negative meaning of the axis) (fourth row) 

An example of this summary (with made-up values) for the weightlifting example is shown 

in Table 5.6. 

 

Table 5.6.  PCA summary box for the weightlifting axis 𝒛𝟏. 

𝒛𝟏 (48%):  Upper Body Development 

Description:  This axis is an overall measure of the degree to which the subject has 

attained hypertrophy in the muscle groups of the upper body. 

Loading: 

0.5 BC (bicep circumference) 

0.5 CC (chest circumference) 

Highest examples:  Bodybuilder Bob, Arm-wrestler Andy 

Lowest examples:  Tony the Twig, Speedskater Sam 

 

Turning to the first, and most important, principal component (Table 5.7), I find that the 

greatest variation in mathematical problems is simply a measure of the cognitive, affective, and 

social meat of the problem.  Problems that score highest on this axis have all these traits in 

spades, while those that score lowest are missing all.  This interpretation is derived from the 

loading values:  large positive and negative loads suggest MPFs that factor heavily into the 

principal component; smaller values are less important.  In this case, virtually all the metrics 

have positive loads and are roughly equal; given the wide swath of MPFs present, it is clear that 

some problems simply have more meat to them than others. 
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To explore this axis, I project the 105 problems from 24-dimensional space onto 1 

dimensional space (in this case, Z1), and note which problems land highest and lowest on this 

line.  The top ten and bottom ten problems are listed (in axis order, after projection) in Table 

5.7.  Those that best reveal the nature of the principal component (at either end of the axis) have 

been bolded.  Note that in order to save space in this chapter, the 105 problems and solutions are 

included in Appendix G.  This document should be constantly referenced in the discussion to 

follow.  It can be quickly searched using the Find function on the text “Problem X”. 

 

Table 5.7.  Summary box of Z1. 

Z1 (41%):  Mathematical Substance 

Description:   
This axis looks to see what cognitive, affective, and social substance is offered by a problem 

to the solver.  Loading on 14 separate MPFs, it reports the overall level of strength of these 

three domains. 

Loading: 

0.23 Difficulty – Internal Alcumus Score 

0.22 Difficulty – Student Self Report 

0.24 Cognitive Engagement (TOBS) 

-0.24 Degree of Persistence (Non-Give-up Percentage) 

0.28 Difficulty 

0.27 Novelty 

0.28 Cognitive Sophistication 

0.26 Internal Resource Collaboration 

0.26 Number of Steps 

0.27 Creativity 

0.23 Resource Creation 

0.24 Productive Dispositions 

0.23 Affective Engagement 

0.20 Authenticity 

Highest problems:  34 35 16 4 10 13 63 27 96 78 

Lowest problems:  95 100 3 101 82 38 30 26 45 64 

 

What do problems that perform very well on this axis look like?  For starters, problems 

10 and 35 show that they involve general mathematical truths and focus on conceptual 

understanding.  Problem 10 has the student discover a fact about a particular equilateral triangle 
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orthogonally inscribed in an arbitrary equilateral triangle, and problem 35 requires the student to 

deeply understand the relationship between a triangle’s height and its area.  Problems 13 and 63 

reveal that high Z1 problems are approachable, engaging, and unique.  Indeed, all these 

problems seem to share a common theme:  they represent “doing mathematics”, a phrase from 

Smith and colleagues (2004).  In fact, it appears that the axis that defines the Smith et al. (2004) 

typology is closely related to, if not the same as, Z1. 

The importance of the Z1 axis is made particularly salient by looking at problems on 

the other end of the scale.  Problems 95, 100, 101, 82, 30, and 26 all look surprisingly similar.  

They tend to test a single, simple skill within a purely mathematical setting (problems 100 and 

101) or a surface-level applied setting (problem 95).  Perhaps most concerning is how instantly 

recognizable all the problems on this list are:  each feels like the type of exercise found on just 

about any page of a standard textbook.  When viewed from this perspective, it appears that Z1 

nicely summarizes the state of mathematics education from the standpoint of problems:  on one 

end of the spectrum is the type of problem that fills most current textbooks; on the other end is 

the type of cognitively-engaging and affectively-inspiring problem that education reformers 

desperately want to see more of. 

The next principal component, Z2 (Table 5.8), loads heavily in the positive direction on 

Difficulty and both measures of Cognitive Engagement, and negatively on Authentic 

Engagement and Authenticity.  Because of this, Z2 can be seen as a refinement of the 

information offered by Z1.  In essence, Z2 captures how the cognitive and affective dimensions 

relate to one another – that is, it can be used to identify harder problems that are not particularly 

engaging, and easier problems that sparkle.  Another way of thinking about this is the 

following:  the problems with a positive score on this axis have higher cognitive components 

than affective components; those problems with negative scores load more heavily in the 

affective sphere than they do in the cognitive sphere. 
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Table 5.8.  Summary box of Z2. 

Z2 (11%):  Cognitive-Affective Tradeoff 

Description:   
This axis captures the variation from problems with high cognitive engagement but low 

affective engagement, or vice versa.   

Loading: 

0.32 Difficulty – Student Self Report 

-0.21 Misconceptions (Common Wrong Answers %) 

0.29 Cross-listing Level 

0.28 Amount Learned – Student Self Report 

0.28 Cognitive Engagement (TOBS) 

0.45 Cognitive Engagement (TOBPD) 

-0.30 Degree of Persistence (Non-Giveup Percentage) 

0.22 Representational Media 

-0.22 Affective Engagement 

-0.23 Authenticity 

Highest problems:  8 27 20 65 29 34 19 16 15 32 

Lowest problems:  89 97 98 80 105 90 103 79 53 92 

 

Consider the case of problems 16 and 65.  The solution to the first of these is long and 

not particularly enlightening:  after drawing a diagram, the entirety of a student’s efforts is spent 

on understanding a seemingly arbitrary triangle.  Problem 65 is equally uninspiring:  students 

are expected to use the Euclidean algorithm on two large numbers, an exercise that could feel 

anachronistic to some in the age of computers. 

The other end of this scale is an important place for teachers whose students are not 

ready for especially difficult problems.  These exemplars offer the most affective bang for the 

least cognitive buck.  Problem 89, for example, involves no ideas more complex than integer 

division, but creates a game-like atmosphere, challenging students to find bigger and bigger 

quotients.  Problem 97 is similar but asks for unique quotients, rather than the largest possible 

quotient.  Problem 98 is simply an exercise in rounding, but it frames the idea in a unique way, 

highlighting a possible student line of thinking.  In a similarly appealing way, problems 103 and 

105 use two basic principles (division without remainders and the commutative/associative laws 

of addition) but find natural settings that powerfully necessitate these ideas.  Finally, problems 
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like 80 and 90 allow the solver to discover useful mathematical shortcuts – in these cases, that a 

0 in a product means the answer is 0, or that a number divided by its reciprocal equals the 

square of the number. 

Taken together, the extremes of the Z2 scale offer a set of helpful guidelines for problem 

creators that wish to maximize affective engagement while minimizing the cognitive cost that 

often comes with it: 

 Provide opportunities for students to discover useful mathematical shortcuts (80, 90). 

 Use settings that reveal the intrinsic value of a mathematical idea (103, 105). 

 Use basic ideas, but wrap them in frameworks that require sorting, maximizing, 

minimizing, determining unique values, and so on (89, 97, 98). 

 Avoid problems that involve highly contrived objects or lengthy computations which 

are more quickly and reliably done by machines (16, 65).  

Z3 (Table 5.9) is another example of a tradeoff axis – one that has both positive and 

negative loadings on the MPFs.  While similar to Z2, it is more focused on the relationship of 

Difficulty and Novelty, with a touch of Affective Engagement thrown in – a mixture I call 

“intrigue”. 

Problems that score highest on the Z3 axis will have the greatest gulf between their 

challenge levels (higher) and their intrigue levels (lower).  Often these problems involve 

intricate bookkeeping exercises – like keeping track of the two-digit multiples of 7 (problem 

56), or carefully counting decimal places (102).  In other cases, a new mathematical term is 

introduced, and students must perform some perfunctory task – like counting the “square-free 

numbers” in some range (57), or summing “palindromic primes” (66). 
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Table 5.9.  Summary box of Z3. 

Z3 (7%):  Challenge-Intrigue Tradeoff 

Description:   
This axis exposes those problems that increase challenge (Difficulty) at the expense of 

intrigue (Novelty, Cognitive Engagement, and Affective Engagement), and conversely, those 

that achieve intrigue without increasing the challenge.  

Loading: 

0.28 Difficulty – Internal Alcumus Score 

-0.5 Cross-listing Level 

-0.27 Cognitive Engagement (TOBPD) 

-0.43 Novelty 

-0.32 Misconceptions 

-0.25 Affective Engagement 

Highest problems:  56 102 20 66 1 75 76 51 8 57 

Lowest problems:  31 105 23 19 18 89 52 7 17 64 

 

In contrast to these, problems on the other end of the Z3 axis have higher intrigue, but 

manage to create this without added extra challenge.  For example, problem 31 uses a simple 

idea (surface area) but inspires the solver to mentally simulate the act of cutting a block.  

Similarly, problem 19 takes the Pythagorean Theorem – a concept that many associate with side 

lengths – and requires students to reimagine it in terms of area.  Finally, problem 52 opens up a 

whole new landscape for repeating decimals:  Can they be added?  How does one do this?  

What can go wrong?  All three of these problems share a common theme that is the basis for 

intrigue:  they take a well-known idea and ask the solver to revisit it in an unexpected way.  

This is similar to the feeling one gets when hearing a remake of a favorite song or touring a 

friend with dissimilar interests around one’s hometown. 

The next principal component (Z4, Table 5.10) adds an important dimension that shares 

little overlap with Z1 through Z3.  This axis loads on several MPFs that have seen no mention 

so far:  Amount Learned – Student Self Report, Solution Quality – Student Self Report, 

Elegance, and Number of Solutions.  All of these point to a common theme:  a rich solution 

space that affords extensive exploration and learning. 
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Table 5.10.  Summary box of Z4. 

Z4 (6%):  Solution-Space Richness 

Description:   
This axis captures the size of, quality of, beauty of, and didacticity of the solution space of a 

problem. 

Loading: 

0.22 Difficulty – Student Self Report 

0.41 Misconceptions (Common Wrong Answers %) 

0.39 Amount Learned – Student Self Report 

0.39 Solution Quality – Student Self Report 

0.36 Elegance 

0.39 Number of Solutions 

Highest problems:  41 39 53 80 44 23 51 2 61 11 

Lowest problems:  95 13 78 100 96 105 93 79 3 33 

 

Many of the problems on the low end of this scale are what one might expect:  exercises 

that essentially reduce to a single calculation/idea (95, division; 96, substitution; 100, decimal 

addition; 3, subtraction).  Usually, all students will solve these in the same, prescribed way, and 

the solution will follow suit.  Nothing is particularly difficult, didactic, or elegant.  There are, 

however, a few surprises on this list, like problems 13 and 78, which score low on Z4 and high 

on Z1.  This pair shows that it is possible to have a problem with cognitive and affective 

substance for which the solution space is fairly unexciting.  This is similar to the Halloween 

haunted house, which delights the senses, but forces all customers to take the same path. 

On the other extreme are problems with rich solution spaces.  Some of these challenges 

have surprising alternative solutions (53 and 44), others allow for a wide variety of approaches 

(11), and some have a prominent solution that delights or is particularly illuminating (39).  Each 

of these possibilities – the clever alternative, the sea of solutions, or the enlightening oracle – 

offers educators a helpful way to think about problem selection.  
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Table 5.11.  Summary box of Z5. 

Z5 (6%):  High-Wire Criterion 

Description:   
This axis looks for problems that have a unique solution rife with misconceptions, or 

conversely, a wealth of solutions that are routine and devoid of danger. 

Loading: 

0.28 Misconceptions (Common Wrong Answers %) 

0.42 Solution Quality – Student Self Report 

-0.22 Elegance 

-0.27 Representational Media 

0.44 Misconceptions 

-0.43 Number of Solutions 

-0.23 Productive Dispositions 

Highest problems:  97 41 78 23 64 72 50 96 63 98 

Lowest problems:  11 79 44 6 54 77 28 39 71 31 

 

The next principal component ties together three important MPFs that shape the solving 

experience.  The problems that score highest on Z5 (Table 5.11) tend to be heavy in 

misconceptions, have few possible solutions, and the printed solution is high quality.  Taken 

together, these three forces suggest a journey for which there is only one path that is fraught 

with danger and requires great artistry to navigate (like crossing a high-wire).  The opposite of 

this idea is a challenge that has many routes, none of which is particularly thorny, and all of 

which use skills that are common. 

For example, problem 96 essentially defines a function in two variables and asks the 

solver to evaluate the expression at two ordered pairs and report a linear combination of the 

result.  The primary route to solving this problem involves making the necessary substitutions 

and calculating the result, but along the way, the student must overcome subtle and 

sophisticated notation (for a Prealgebra student), and remember to provide the requested value 

𝑗 + 2𝑘, not some intermediate calculation.  In a similar way, problem 98 has a single road to 

success:  the student must follow Tony’s alternative rounding strategy from question 6 up to 

question 1.  Then, she must compare each of these values to the correct values.  This problem 
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has several pitfalls – the student might incorrectly do the correct rounding strategy, incorrectly 

perform Tony’s rounding strategy, or skip all this work believing that a pair of roundings will 

always be equivalent to a single rounding (the very misconception the problem explores).  Thus, 

both of these problems are like crossing a high-wire:  there is only one way to go, and danger 

exists with each step. 

In contrast to this, problems 11, 77, and 28 offer multiple solution pathways, each of 

which is straight-forward and largely danger-free.  Consider problem 11:  students might find 

the area by using the trapezoid area formula, reimaging the figure as a small rectangle with two 

added triangles, thinking of the image as a large rectangle with two triangles cut away, or even 

by rearranging parts of the figure.  Each involves the routine application of standard formulas.  

Similarly, in the arrow problem (28), students have several options for how they divide up the 

figure, and in the sum problem (77), students may add the numbers in whatever order they 

please.  Note that all these examples have large solution spaces, but that they are not necessarily 

rich, an idea captured by Z4.  Indeed, the antipodal concept to a high-wire act is something 

unexciting to watch that can be done by many people – or, in the metaphor – a common 

problem with a wealth of equally bland solutions.  Taken together, axes Z4 and Z5 provide a 

caution to mathematics educators:  when choosing problems with multiple solutions, not all 

solution spaces are equivalent.  Some offer a rich landscape with paths of different difficulty, 

subtleness, and insight (like a robust trail system in a national park); others offer conceptually 

similar, largely indistinguishable paths (like the multiple routes one might take to the grocery 

store). 

Turning now to Z6, one notices that the percent of variance explained by this axis (and, 

later, Z7 and Z8) is beginning to get small.  Nonetheless, 4% of the fabric of math problems is 

attributable to Z6, and if teachers are able to make better choices about 4% of what they do, this 

is a step forward for mathematics education. 
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Table 5.12.  Summary box of Z6. 

Z6 (4%):  AHA-GOTCHA! Tradeoff 

Description:   
This axis measures whether a problem requires a flash of insight (AHA! moment) or is what 

students refer to as a “trick problem” (GOTCHA! moment). 

Loading: 

0.63 Novelty 

0.32 Solution Quality – Student Self Report 

-0.6 Misconceptions 

Highest problems:  33 49 53 89 31 16 68 3 58 4 

Lowest problems:  98 6 72 13 105 10 74 50 64 78 

 

This axis is particularly interpretable because it loads strongly on only three MPFs.  

Those problems that score highest have significant novelty and artful solutions, and they tend 

not to be centered on misconceptions.  Said differently, they provide a unique challenge which 

must be bridged by a clever insight (which students reward when they rate the solution).  For 

example, the lightbulb goes on in problem 33 when the solver realizes the radius of the 

hemisphere is also the diagonal of the cylinder, and hence, forms the hypotenuse of a right 

triangle.  In problem 89, the AHA! moment occurs when students notice that a fraction is 

maximized when the numerator is large and the denominator is small (either in the act of 

solving, or when looking back afterward).  In problem 68, two clever insights are needed:  first, 

that the value of a digit representation can be explicitly written once the base is known, and 

second, that 𝐵 (see solution) is limited in its values since it is divisible by 4, must act as a 

leading digit (0 is not possible), and is a digit in base 7 (8 is not possible). 

On the other end of the Z6 axis are those problems that appear routine, have unexciting 

solutions, and yet, are littered with misconception landmines.  This description is, in part, what 

students commonly think of as a “trick problem”:  a challenge that appears routine, but turns out 

not to be (GOTCHA!).  Problem 98 is a good example of this:  students who believe repeated 

rounding is the same as non-repeated rounding will be surprised when Tony gets some quiz 
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questions wrong.  Similarly, students who do not think of a number as a multiple of itself will 

be quite shocked to work problem 64 and learn that the answer is actually 32.  Sometimes the 

very wording of a question can make for a “trick problem”.  Problem 105, for example, suggests 

the answer should be non-zero (“How many dollars does Max save … ?”), and a student will 

have to be confident in the commutative and associative laws to give the answer 0. 

Z7 (Table 5.13) and Z8 (Table 5.14) are the final two stops on the journey through the 

reimagined PCA axis system.  Each explains only about 3% of the variance seen in the 

mathematics problems studied for this chapter.  So, while they are important, their influence is 

significantly less than the axes discussed above.  Turning first to the loadings of Z7, there are 

three important positive threads:  cognitive elements (in Difficulty, Misconceptions, and 

Amount Learned), social elements (in Productive Dispositions and Authenticity), and media 

diversity (in Representational Media).  Together, these suggest a collection of semiotics that 

have both diversity and connectivity (to one another and the landscape beyond pure 

mathematics). 

 

Table 5.13.  Summary box of Z7. 

Z7 (3%):  Semiotic Richness 

Description:   
This axis measures the extent to which a problem demands different semiotics (diversity) 

and the degree to which these interweave with one another and the outside world 

(connectivity). 

Loading: 

0.21 Difficulty – Student Self Report 

0.43 Misconceptions (Common Wrong Answers %) 

0.21 Amount Learned – Student Self Report 

-0.25 Solution Quality – Student Self Report 

-0.43 Elegance 

0.28 Representational Media 

0.26 Productive Dispositions 

0.3 Authenticity 

Highest problems:  31 7 51 67 33 103 71 57 98 11 

Lowest problems:  39 34 90 43 96 104 77 54 15 52 
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For example, consider problems 7, 103, 71, and 98.  Each is clearly a word problem – 

requiring the “Words” component of Representational Media – but moreover, each demands 

that the reader decode the given text into an important mathematical idea.  Problem 103 wants 

only the number of complete years on the island; problem 7 throws a wrench into the solving 

process because “framing is sold only in increments of one foot”; and problem 71 wants an 

integer number of paintings whose value does not exceed a given amount of money.  In each of 

these cases, students must interweave symbolic and written threads around ideas that are 

common in the real world (measuring time to the rounded-down year, recognizing that products 

appear in set units and sizes, and not exceeding budgets for items which are discrete).  Said 

simply, these problems all have semiotic richness.  Problems 31 and 67 are similar in this regard 

but unite mathematics, writing, and mental simulation.  In the first problem, students might read 

the phrase “smaller cubes with sides lengths of 1 cm” and imagine cutting the larger cube 

several times to create the smaller ones.  In the latter problem, students might imagine moving 

digits around or increasing one digit while decreasing another. 

To contrast, problems on the other end of the Z7 axis are semiotically stale.  They 

usually involve a single type of representational media or several that have little deep 

connection to one another.  For example, all the problems listed in Table 5.13 except 15 and 34 

exist entirely in the symbolical plane.  Problem 15 requires both Geometry and Algebra to 

solve, but the only real semiotic is symbolic (students are unlikely to draw the convex heptagon 

in question).  Similarly, problem 34 exists almost exclusively in the world of figures. 

Z8 is perhaps the strangest axis in the new coordinate system.  Looking at the loadings, 

problems that exemplify this axis should have low novelty and few solutions, and yet, are 

capable of imparting a sense of wonder in the solution, positive views of mathematics, and 

emotional connection.  How is this possible?  One answer is that these problems have a touch of 
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synergy:  that is, they take elements common to the solver and combine them in exciting, 

surprising, or didactic ways.  

Table 5.14.  Summary box of Z8. 

Z8 (3%):  Synergy 

Description:   
This axis measures the degree to which a problem artfully blends a collection of simple 

elements into something more than the individual parts.  Such problems feel holistic or 

gestaltic. 

Loading: 

-0.31 Misconceptions (Common Wrong Answers %) 

-0.43 Novelty 

0.48 Solution Quality – Student Self Report 

-0.21 Internal Resource Collaboration 

-0.23 Number of Solutions 

0.26 Productive Dispositions 

0.24 Affective Engagement 

0.36 Authenticity 

Highest problems:  36 93 5 66 6 17 15 39 76 67 

Lowest problems:  4 34 55 27 56 81 78 53 33 79 

 

The idea of synergy is best exemplified in problems 36, 39, and 67.  The first of these 

might initially appear to be a tedious enumeration exercise (essentially, students must find all 

possible sums using the numbers 2, 4, and 8), but is this all the problem teaches?  The astute 

solver will notice that one sum (22) between the minimum (6 = 2+2+2) and the maximum (24 = 

8+8+8) cannot be created.  The reason has to do with relationship between the number of balls 

drawn and the size of the given numbers.  This observation might inspire students to ask under 

what conditions all possible sums (between the theoretical minimum and maximum) can be 

obtained.  As another example, problem 39 might at first seem like a simple base conversion 

problem, but upon writing 10064 as 642 and noting the closeness of 64 and 62, the solver is 

practically goaded into writing (62 + 2)2 and discovering a clever solution.  Similarly, problem 

67 takes some simple elements – smallness, five digits, and a constant digit sum – and creates a 

journey of delight (What digits should I use?, What order should they go in?, Can I make a 
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smaller number?).  In each of these cases, it feels as if simple, common ingredients have been 

married into a pleasing new concoction, one that dances on the mathematical taste buds:  The 

ordinary is made extraordinary. 

The antithesis of synergy is something that appears promising, but falls flat like an 

overly-complex, poor-tasting recipe.  Problem 27 is a great example of this.  This problem 

immediately appears interesting:  it has a nonstandard setup, a fun picture, and provides a lot of 

cryptic information.  After solving, however, the student may feel somewhat cheated, for it is 

essentially an exercise in triangle similarity which feels as if it has been forced onto the 

coordinate plane.  As another example, consider problem 78.  This provides a list of strange 

numbers, defines variables in terms of this list, and then asks the solver to calculate an 

expression in terms of these variables.  This might appear novel, but the act of solving the 

problem is actually somewhat frustrating.  The two smallest values turn out to be −22 and 

−4
7⁄ , and finding the expression for 

(𝑥 − 𝑦)
𝑦⁄  “in simplest form” is an immensely tedious and 

arbitrary calculation.   Students finish the problem underwhelmed:  The extraordinary is made 

ordinary.  

The observant reader will notice that in discussing the above eight axes, the non-bolded 

problems were omitted from the discussion.  In some cases, this was for the sake of brevity.  In 

other cases, this was because the problems did not exemplify the axis (in a high or low way).  

Recall that each axis (Z1 to Z8) actually loads on all 24 of the original metrics, not simply those 

that happened to meet the 0.2 display cutoff and were listed in the summary boxes.  Because of 

this, it is possible that the problems loaded on the listed or unlisted metrics in surprising ways.  

When interpreting Z1 through Z8, my aim was to triangulate meaning from the abbreviated 

loadings, the highest scores, and the lowest scores.  On rare occasion, this required ignoring 

problems that did not fit the emerging interpretation.  Indeed, this analysis involved a 



241 

 

 

dimensionality reduction from 24 axes to 8 using a set of only 105 problems, a data-

dimensionality mismatch that, at best, can offer only strong suggestions about the structure of 

the problem landscape.  Thus, a measured perspective to hold on the above PCA analysis is that 

it offers new ways of thinking about and categorizing mathematical problems, but that 

additional work is necessary to confirm these results and extend them to the world of problems 

outside those explored here. 

Problem Analysis 

With the PCA analysis giving a first taste of the problems used in this study, I now turn 

the focus directly on the 105 problems.  As was the case for the metrics, I begin with a parallel 

coordinates plot to give a high-level visual feel for the problems, each a colored jagged line in 

Figure 5.9.  Below this, Figure 5.10 shows the nature of the variation when the problems are 

thought of in the reduced 8-dimensional space defined by the axes Z1 through Z8.  In both 

cases, trends are immediately visible. 

 

Figure 5.9.  Parallel coordinates plot of the 105 problems using the 24 original axes. 

 



242 

 

 

 

Figure 5.10.  Parallel coordinates plot of the 105 problems using the 8 new axes. 

 

As Figures 5.9 and 5.10 suggest, many of the problems “look the same”.  By this, I 

mean that they are close to one another under a Euclidean distance metric as points in the 

original 24-dimensional space or the reduced 8-dimensional space.  Because the axes Z1 

through Z8 better align with the variation that is seen in mathematical problems, I adopt this 

new axis system moving forward, and all problems should be thought of as 8-tuples (their 

coordinates in this smaller space).  These new coordinates are easily calculated from the old 

coordinate representations (i.e., LAMs and PSMs) and the principal component loadings from 

the PCA via matrix multiplication. 

As with the metric analysis, my first analytic step is to explore how the problems group 

together and how many groups appear to exist.  Figure 5.11 shows the hierarchical clustering of 

the problems.  As Figure 5.11 indicates, some problems (e.g., 11 and 79 in the upper left, and 34 

in the upper right) do not line up closely with any of the clusters.  This makes sense:  it is 
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reasonable to expect some outliers in a set this size.  Other problems cluster quite nicely.  For 

example, near the bottom left, 82, 100, 95, and 3 join at low points on the dendrogram and feel 

almost identical when inspected in Appendix G (each involves a simple one-step computation 

using basic arithmetic).  The dissimilarity seen among these four, as evidenced by the join 

heights in the tree, is likely the consequence of the written and image-based nature of 95 and 3 

respectively, compared to the purely symbolic presentation of 82 and 100, a fact confirmed by 

the original scores on the Representational Media metric.  Overall, Figure 5.11 seems to roughly 

indicate that there are between 8 and 12 clusters in these 105 problems (with several outliers).   

To refine this estimate, several t-SNE plots were created assuming a different number 

of clusters (between 8 and 12) using the Rtsne package in R (Krijthe, 2015).  In each, I colored 

points (problems) based on cluster assignments as determined by different cut heights of the 

hierarchical clustering dendrogram.  Whenever the t-SNE plot contained a close set of points 

with several different cluster assignments (i.e., non-matching colors), I reduced the cluster count 

(by changing the cut height) and reran the t-SNE.  Since reducing the cluster count will always 

lead to better color consistency at the local level, my goal was to maintain the highest 

reasonable cluster count possible.  In the end, a cluster total of 9 appeared to most faithfully 

represent the data.  Figure 5.12 shows the t-SNE plot in this case.  
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Figure 5.12.  A t-SNE 2-dimensional embedding of the 8-dimensional problem space of 105 

points assuming 9 clusters (as represented by colors determined by hierarchical 

clustering). 

 

The above analysis suggests that in the list of 105 problems studied in this dissertation, 

there are essentially nine “different types” of problems.  Furthermore, given the prevalence of 

orange and red in Figure 5.12, these problems do not occur with equal frequency.  To get a 

sense of what these different problem clusters look like, I ran k-means clustering on the 105 

problems under the 8-dimensional axis system (Z1 through Z8).  This algorithm differs slightly 

from hierarchical clustering in that it requires the cluster total before it begins.  In contrast, 

hierarchical clustering makes no assumptions about the number of clusters, and in practice, is 

often the way that data scientists decide on the most natural cluster total for a given data set.  In 

brief, the k-means algorithm tries to place the 105 problems into 9 clusters while minimizing a 

penalty function that summarizes how bad the assignments are.  Given the stochastic nature of 

the algorithm, it is common practice to run it hundreds of times with different random initial 

conditions to ensure that the penalty function is not trapped in a local minimum.  I used the 
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kmeans function from the stats package in R with 500 maximum iterations per run (an epoch 

limiter that eventually stops the minimization process) with a total of 1000 restarts to avoid 

local minima (R Core Development Team, 2014). 

This algorithm produced a list of cluster assignments (detailing which problems were in 

each cluster) and the mean for each cluster (the average of the 8-tuple representations for the 

problems in a given cluster).  Each of the nine averages is what I label a “mathematical type”, 

which together form a mathematical problem typology.  In essence, a type reports (on average) 

how a cluster of problems performs across each of the 8 dimensions, Z1 through Z8.  To make 

these numbers more intelligible, I report z-scores for each dimension, rather than raw averages.  

Thus, a type with z-score profile (-1.2, 0.1, 1, 0.02, -0.04, 0.11, 1.8, 0.01) represents a common 

problem type that has a low Z1 value (1.2 standard deviations below the mean of the Z1 axis – 

hence, low Mathematical Substance), a high Z3 score (Challenge-Intrigue Tradeoff), and a very 

high Z7 score (Semiotic Richness).  Most of the other z-scores in this example are unremarkable 

and should be ignored.  Below, I review the 9 types found in this set of 105 problems.  For each, 

a name and description are given, the set of problems which are part of the cluster are listed, and 

the 8-tuple z-score profile is used to unify the discussion.  The types are ordered based on their 

8-tuple Z1 scores (the first, and most important, component of the z-score profile). 

Before beginning this adventure, it is useful to return to the discussion of typologies 

that began in Chapter 2.  In reviewing the typologies presented there, several weaknesses are 

immediately identifiable.  First, binary (e.g., ill-structured/well-structured and open/closed 

mathematics) and one-dimensional typologies (e.g., the Smith et al. and Chamberlin typologies) 

seem inadequate for capturing the richness of mathematical problems.  If these were 

appropriate, the PCA above would have shown different results, with almost all the variation 

falling on a particular axis.  My analysis of 105 problems reveals that more dimensions are 

needed to capture the variety of challenges that await students.  Second, two-dimensional 
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attempts (e.g., the Ivanov et al. and Krathwohl typologies) represent a step forward in 

sophistication but fall short as well.  While both try to delineate the dimensions along which 

variation occurs (e.g., “solution scheme” and “activity type” for Ivanov et al.; “knowledge 

domain” and “verb/action” for Krathwohl), these terms are more accurately viewed as axis 

descriptions, not typologies.  A proper typology must describe how problems cluster together in 

the epistemological space, not just the axis definitions one wishes to adopt for that space.   

In contrast to these efforts, Jonassen’s system represents a true typology in that he 

directly tries to capture how problems cluster.  Unfortunately, his work is not situated in 

mathematics, and so some of his types (e.g., Trouble-Shooting, Dilemma) are uncommon in this 

setting.  In addition, his work does not appear to search for the “natural” axes along which 

variation occurs (i.e., the axes from PCA), but rather, is built upon those axes delineated in the 

research literature.  My aim in the PCA discussion was to find the natural axes of variation, and 

below I work to understand how problems cluster in this space.  This effort extends the valuable 

axis-based thinking of scholars like Smith et al., Chamberlin, Ivanov et al., and Krathwohl, 

while harmonizing with authors like Jonassen who have attempted to typologize the world of 

problems.   

A New Mathematical Problem Typology 

To create this harmony, I use musical metaphors to label my types.  The reason for this 

choice is that music is one of the areas of the human experience that is strongly typological.  

Terms like etude, sonata, symphony, ballade, nocturne, caprice, tone poem, and impromptu 

partition the compositional space nicely, imparting predictable structures and moods on pieces 

of music.  In the types below, I will use simpler musical terms than these, for most of the 

problems in this study are intended for younger students who are at the beginning of their 

studies. 
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Two notes are in order before proceeding.  First, the reader is encouraged to survey the 

description and list of problems for each type before reading the analysis that follows (see, e.g., 

Table 5.15).  Second, in exploring a type’s z-score profile, I will focus on those components in 

bold.  These values are statistically significant in a one-sided Wilcoxon test comparing the 

observed value with 0 at a significance level of 𝑝 = 0.05.  For example, the 23 z-scores that 

were averaged to create the value -1.17 seen in the first component of the z-score profile for 

Type 1 (Table 5.15) were checked for a mean less than 0.  Negative means were checked via a 

one-sided test of an alternative less than 0, and non-negative means were checked via a one-

sided test of an alternative greater than 0.  I used the function wilcox.test from the R stats 

package, a non-parametric version of the Student’s t-test which drops the assumption of 

normality in the population being studied (R Core Development Team, 2014).  Because each 

type contains a different number of problems, it is possible that a z-score value in one type can 

be statistically significant, while the same z-score value in a different type is not. 

 

Table 5.15.  Mathematical Problem Type 1. 

Type 1:  First Notes 

Description: 

These problems are usually one-step, have single solution pathways, train “atomic” skills, 

and are algorithmic or rule-based. 

Problems in type:  3   9  12  14  21  26  30  38  45  47  48  58  70  75  76  79  82  85  94  95  

99 100 101 (23 total) 

8-tuple z-score profile:  (-1.17, 0.06, 0.39, -0.53, -0.19, 0.33, 0.13, 0.05) 

 

A music student’s work begins in the same way as a math student’s:  acquiring basic skills 

that allow for the simplest of relationships with the subject.  In music, this means learning to 

hold the instrument and taking the actions necessary to play one’s first notes.  The problems of 

Type 1 replicate this experience in the world of mathematics.  These problems can focus on 

different ideas:  
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 Definitions of common terms (3, isosceles; 21, similarity; 47, relatively prime),  

 Facts (14, internal angle sum of a polygon; 38, second smallest prime),  

 Relationships (26, sides to perimeter in a regular polygon; 30, diameter to area in a 

circle)  

 Procedures (100, decimal addition; 101, fraction multiplication). 

Despite their different points of focus, these problems are united by themes which can be 

seen in the z-score profile of Table 5.15.  Specifically, Type 1 problems have far less substance 

than other problems (Z1 -1.17), their (minimal) challenge outweighs their intrigue (Z3 0.39), 

their solution spaces are not particularly rich (Z4 -0.53), and they favor AHA! moments over 

trickery (Z6 0.33).  Said simply, these problems begin the mathematical journey in the same 

way that the discussion of a cellist’s bow hand or a clarinetist’s embrasure begins the 

musician’s journey. 

Two thoughts come to mind when looking through the problems from Type 1.  The first is 

one of awe:  With only a few human scores, the k-means algorithm is able to beautifully find 

those problems that are instantly recognizable as traditional textbook exercises.  The second is 

one of sadness, for these problems are the bread and butter of most American classrooms, and 

yet, of the nine components of this typology, they have the least mathematical substance.  

Indeed, if one considers the stereotypical “1-55 Odd” mathematics homework assignment, this 

is often nothing more than a collection of First Notes problems, or said more metaphorically, a 

musical scale.  While scales do have some use in classical training, an education composed 

entirely of these could hardly be labeled meaningful, complete, or inspiring. 
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Table 5.16.  Mathematical Problem Type 2. 

Type 2:  Accidentals 

Description: 

These problems appear familiar, but come with a twist.  They typically involve only a few 

steps and highlight a common misconception. 

Problems in type:  18 23 41 42 50 64 69 72 (8 total) 

8-tuple z-score profile:  (-0.84, 0.32, -1.18, 0.55, 1.34, -1.19, -0.19, -0.51) 

 

After learning to play in a consistent key, musicians must face notes that surprise by 

lying outside the standard tonal structure.  These notes, labelled “accidentals” in music theory, 

are indicated with sharps, flats, and naturals.  While not particularly difficult for the expert 

musician, they are often quite surprising and poignant to the beginning music student because 

they run contrary to the human ear.  As Type 2 (Table 5.16) indicates, mathematics appears to 

have its share of accidentals as well.  These problems have little mathematical meat (Z1 -0.84), 

can be intriguing while simple (Z3 -1.18), provide a high-wire experience to solvers (Z5 1.34), 

and strongly favor trickery over insight (Z6 -1.19).  For example, students might feel the sharp 

edge of problem 18 (one circle is described in terms of its radius, and the other in terms of its 

diameter), or fall flat in problem 72 if they do not know all the intricacies of subtraction, 

negation, and subtracting negatives.  Problems 64 and 69 also reveal how unnatural 

mathematics can be:  the former preys on students’ everyday notion of a “multiple” (where 

multiples are bigger ideas), and the latter rests on the counterintuitive nature of the infinite.  

These problems, however, should not be viewed pejoratively.  As seen in their z-score profile, 

they can be intellectually provocative despite their simplicity and trickiness, and as such, 

valuable in reshaping students’ behavior and mathematical schemata.  Such changes mirror the 

development of the human ear, during which initially-surprising constructs, like the Picardy 

Third in Baroque music or the diminished seventh chord in jazz, become second-nature. 
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Table 5.17.  Mathematical Problem Type 3. 

Type 3:  Chords 

Description: 

Each problem of this type is built around a single mathematical idea (tonality) but requires 

more steps than a First Notes problem.  These problems tend to have stronger affective 

elements than cognitive elements, and provide takeaways that are robust and enduring.  In 

brief, they begin to show substance. 

Problems in type:  53  54  62  73  77  80  83  84  86  87  88  90  91 102 104 (15 total) 

8-tuple z-score profile:  (-0.42, -0.88, 0.34, 0.42, -0.21, 0.19, -0.67, -0.24) 

 

When a composer vertically assembles several pieces of a scale, a chord is born.  The 

third type (Table 5.17) consists of problems that are richer versions of Type 1.  As such, they 

have affective elements despite their lack of substance (Z1 -0.42, Z2 -0.88), but they lack the 

intrigue and semiotic richness that is present in some of the later types (Z3 0.34, Z7 -0.67).  In a 

sense, they lean more heavily on a mathematical idea than their Type 1 relatives (building 

harmonies above roots), but are still confined to this single idea (tonality).  For example, 

problem 102 extends decimal multiplication to three terms, problem 88 explores nested 

division, and problem 83 requires students to perform exponent operations involving both 

positive and negative numbers.  In some cases, diving further into a single idea can yield 

important results.  For example, problem 90 teaches short-circuiting calculations that involve a 

0, and problems 53 and 62 train the student to ignore places other than the units spot, 

previewing the notion of modular arithmetic.  While these problems are improvements over 

earlier types, they still lack dimensionality – indeed, harmony is but the vertical dimension of 

sound.  For a richer musical-mathematical experience, the horizontal dimension is required, 

allowing the melody to flow and giving problems both presence and direction. 
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Table 5.18.  Mathematical Problem Type 4. 

Type 4:  Etudes 

Description: 

These problems form complete ideas that are far more cognitive than affective.  Despite the 

lack of affective elements, there is still something intriguing about them.  They tend to be 

problems focused on repetitive techniques or word problems that fall short of authentic 

connections with the real world. 

Problems in type:  7 15 17 19 22 24 29 32 65 (9 total) 

8-tuple z-score profile:  (-0.23, 1.53, -1.11, -0.26, -0.07, -0.03, -0.14, 0.59) 

 

The etude is a constant source of consternation for many a beginning music student.  

Often centered around a single technique or idea, this musical form rarely attempts to 

masquerade as a deep, serious piece of music.  Rather, it exclusively focuses on developing a 

skill that actually appears in the repertoire.  To make its unilateral focus more palatable, etudes 

often include intriguing melodic elements.  So, what they lack in harmonic and artistic depth, 

they make up for in melodic excitement.  The Seventh Duport Etude for cello typifies this 

musical form (https://www.youtube.com/watch?v=y1duPekPqN0).  

Problems of the Etudes type share these traits.  As the z-score profile suggests, the 

cognitive dimension overshadows the affective dimension (Z2 1.53), and yet, there is still 

something intriguing about these problems (Z3 -1.11).  A look at the problems themselves 

explains how this is possible.  For example, 7, 17, 22, 24, and 29 are all word problems with a 

common undercurrent.  While they do stress the use of a mathematical skill in the real world 

(just as an etude stresses a technique from the repertoire), they fall short of the rich contextual 

nature of that world (just as an etude omits the other elements that create a true piece of music).  

Problems 32 and 65 strengthen the etude metaphor.  Like the unrelentingly consistent nature of 

the etude, these two problems stress the same skill repeatedly:  in the former, the student must 

repeatedly apply the Pythagorean Theorem, and in the latter, the Euclidean Algorithm involves 

iteratively reducing the numbers under consideration. 

 

https://www.youtube.com/watch?v=y1duPekPqN0
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Table 5.19.  Mathematical Problem Type 5. 

Type 5:  First Pieces 

Description: 

These problems involve multiple ideas and more significant calculations than previous types.  

Specifically, they require that the student make choices and develop a macro-level plan for 

proceeding. 

Problems in type:  1  5  8 25 36 37 51 56 57 59 66 68 74 (13 total) 

8-tuple z-score profile:  (0.21, 0.56, 1.02, 0.17, 0.28, -0.32, 0.47, 0.12) 

 

When melody and harmony are united under a macroscopic structure, a small piece of 

music is born.  For beginning music students, these half-page to one-page works require several 

different skills (bowing patterns, position work, breath control, dynamics, etc.), but more 

importantly, they unite these skills in the service of a larger goal:  the musical work.  Problems 

in Type 5 (Table 5.19) show the same trends as the musician’s First Pieces.  For example, 

problem 8 requires the student to draw a picture, partition a side length, introduce a 

perpendicular, and use similar triangles to find an unknown length.  Here, many common skills 

come together to provide a complete mathematical experience.  Indeed, just as a musician’s 

introductory works offer a taste of what is sonically and emotionally possible, the 

mathematician’s First Pieces offer a glimpse into what it means to “do mathematics”.  These 

glimpses include: 

 

 Developing an overall plan of attack:  problem 25 requires students to break the 

pictured silo into two common shapes and then use the given information to find the 

important measurements for each.  Problem 36 demands a systematic enumeration 

strategy involving many cases.  Problem 57 requires first counting the complement of 

the desired set, and then subtracting this result from the total count. 

 Exploring idea spaces:  Most students new to factorials will have little sense for how to 

begin problem 59.  But, given the accessibility of ideas like “factor of” and “prime 
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factorization”, students will be able to make progress by simply trying out different 

values for 𝑛.  In a similar way, by listing some numbers and their reversals in problem 

66, students could stumble across the fact that primes beginning with an even digit can 

never be palindromic primes. 

 Attending to detail:  Problems like 56 and 74 demand that students be careful in their 

work.  In the former problem, students must be sure to begin their lists at 14 rather than 

7 (“two-digit multiples of 7”), and in the latter, they must carefully navigate the order of 

operations, fraction addition, and compound fractions. 

As the z-score profile indicates, problems of this type are beginning to have mathematical 

substance (Z1 0.21) and require skills from a variety of semiotic fields (Z7 0.47), but this 

increased cognitive demand tends not to be particularly affectively-engaging or intriguing (Z2 

0.56, Z3 1.02).  As the parents and recital-goers of many young music students can attest, early 

pieces – while a step up in sophistication – lack the essence of what many would call “real 

music”.  Sadly, I suspect that the mathematical education of most students in the U.S. never 

advances beyond these First Pieces.  These fears are confirmed in analyses of classroom 

teaching, textbook problems, and assessments (Bergqvist & Lithner, 2012; Lithner, 2004; 

Stigler & Hiebert, 1998; Tallman, 2013). 

This lamentation raises an important question in the current metaphor:  How do 

students of music make the transition from these early pieces to those of more significance?  Of 

the many skills that must be mastered and the numerous compositions that must be performed, 

two ideas are particularly important:  improvisation and interpretation (Types 6 and 7).  Luckily, 

the field of music education research has focused extensively on both.   

Improvisation is central to the music literature because it is believed to be an important 

component in developing audiation, or the ability to think about and explore musical ideas in 

one’s head (Azzara, 1991).  As such, it was described as “the door to musical creativity” by one 
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of the field’s great scholars, Edwin Gordon (1994).  In addition, improvisation also appears to 

have connections to the human spirit, for it is a common technique in the field of music therapy 

(Wigram, 2004).  In a similar way, interpretation is a key component of a musician’s training.  

From a philosophical perspective, this skill is seen as the growth of personal choice and 

metacognitive activity in an artist:  In essence, she must not simply play a composition, but 

make aesthetic choices based on individual, cultural, and historical sensibilities (Krausz, 1993).  

These range from macro-level decisions (e.g., using a period instrument for a Baroque 

composition; choosing which draft of a multi-draft composition to play from) to micro-level 

decisions (e.g., inferring the composer’s intent for an accent mark on a single note; deciding on 

the mood of a phrase). 

 

Table 5.20.  Mathematical Problem Type 6. 

Type 6:  Improvisations 

Description: 

Problems of this type are engaging and intriguing, rich in semiotics, and invite the solver to a 

mathematical playground.  Experimentation with ideas is encouraged because the problems 

are accessible (difficulty-wise) and have somewhat constrained solution spaces (i.e., first 

attempts may not lead to the answer).  

Problems in type:  31  33  67  89  97 103 105 (7 total) 

8-tuple z-score profile:  (0.6, -1.44, -1.39, -0.82, -0.36, 0.6, 0.67, 0.44) 

 

Just as musicians can engage in the worlds of improvisation and interpretation, 

mathematical problems can develop these skill sets in students.  For example, the z-score profile 

of Type 6 (Improvisations) describes a collection of problems that have solid mathematical 

substance (Z1 0.6) and a great deal of affect, intrigue, and semiotic richness (Z2 -1.44, Z3 -1.39, 

and Z7 0.67).  At the same time, these problems have more constrained solution spaces than on 

average (Z4 -0.82).  Together, these features bring to mind the engaging, creative improvisation 

that occurs within the skeletal chord structure of jazz music.  An exploration of the problems in 
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this type reveals a central theme:  Each seems to have a large dose of mathematical play.  As 

Holton, Ahmed, Williams, and Hill (2001) write:  “Mathematical play involves pushing the 

limits of the situation and following thoughts and ideas wherever they may lead … [It] may 

sweep anywhere over the mathematical landscape and use any techniques known or invented by 

the solver …” (pp. 403-404).  Indeed, one of the defining elements of play is that the participant 

actively tries to assemble known cognitive units into innovative and unexpected sequences, just 

as one does in musical improvisation (Bruner, Jolly, & Sylva, 1976). 

How is this play (mathematical improvisation) evident in the problems of Type 6?  In 

problem 31, the solver must experiment with cuts of the cube and discover how to create the 

desired smaller cubes.  Problem 67 is play at its clearest:  In this “limbo stick” of a problem, the 

student must try values, exchange digits, and work to convince himself that a minimum has 

indeed been attained.  Problem 89 is the “high jump” version of 67, challenging the solver to try 

whatever possible to get a larger quotient. 

Type 7 is similar to 6 in that it trains the student to explore and develop a mathematical 

identity.  It differs in that the problems allow for a wide variety of solutions.  As such, the 

student will encounter different approaches to the same challenge and must make choices about 

how to proceed.  The end result of these choices is reminiscent of the contrasting performances 

given by different artists for the same piece of music.  Said simply, solution-space flexibility 

invites interpretation. 

 

Table 5.21.  Mathematical Problem Type 7. 

Type 7:  Interpretations 

Description: 

These problems have modest mathematical substance and extensive solution spaces with 

qualitatively-different solution pathways. 

Problems in type:  2  6 11 28 39 44 46 49 52 55 60 61 71 81 (14 total) 

8-tuple z-score profile:  (0.63, -0.37, 0, 1.25, -0.73, -0.05, -0.01, 0.03) 
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As seen in the z-score profile, problems of this type have solid mathematical substance 

(Z1 0.63), tend to be slightly more affective than cognitive (Z2 -0.37), but most importantly, are 

rich in solutions (Z4 1.25) and eschew the high-wire criterion (Z5 -0.73).  Because of this, the 

student can consider several different solution options and select the route that feels most 

natural (or most elegant, or least time-intensive, etc.).  Indeed, the problems from this type do 

not just have multiple solutions, they have solutions which are qualitatively different.  For 

example, to convert 10064 to base 62 in problem 39 using the standard algorithm (i.e., convert 

first to base 10 and then use division to convert to base 62) is markedly different from the 

printed solution.  In a similar way, solving problem 49 using number sense (the number is less 

than 36 because the digit sum is at most 18; trial and error finishes the problem) is quite 

different than the printed algebraic approach in which the mystery number is written as 𝑎𝑏.  

Indeed, by presenting solvers with multiple solution pathways that are significantly different, 

the solver is invited to the meta-plane of analysis:  she has the opportunity to analyze the 

various lines of analysis and form judgments about each.  This is the heart of interpretation – 

making informed choices about one’s interaction with a subject – and these problems call out 

for solvers to make decisions about their relationship with mathematics. 

While Types 1-5 introduce students to the world of mathematics, and 6-7 allow them to 

form a creative and personal connection with the subject, the final two Types represent 

substantial, culminating experiences.  In the world of music, daily practice and years of training 

are in the service of making music for the enjoyment of others or one’s self.  In mathematics, 

skills are built so that students can one day take a peek inside Galileo’s “grand book” of the 

universe, the compendium of all truth written in the mathematical language (Popkin, 1966). 
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Table 5.22.  Mathematical Problem Type 8. 

Type 8:  Masterpieces 

Description: 

These problems are very strong in mathematical substance, have especially high affective 

components, and offer generalizable truths and larger mathematical lessons.  In a sense, they 

are culminating experiences that draw upon a large number of skill sets. 

Problems in type:  10 13 63 78 92 93 96 98 (8 total) 

8-tuple z-score profile:  (1.52, -0.7, -0.04, -0.98, 0.88, -0.83, 0.29, 0.4) 

 

One set of problems in this mathematical concert are the Masterpieces, Type 8 (Table 

5.22).  These have very strong mathematical substance (Z1 1.52), in which the affective 

outpaces the cognitive (Z2 -0.7) and the solution sets are fairly narrow (Z4 -0.98).  That is, they 

are significant explorations of mathematics that engage the heart and mind.  For example, 

problem 63 requires students to write a prime factorization for 𝑛 in general form, square this 

factorization, use a theorem that relates divisors and factorizations, and slowly back-derive the 

factorization of 𝑛 using properties about the number 27.  Upon completing the problem, the 

solver has discovered a truth that transcends any particular values – indeed, this problem reveals 

a feature of any number with two prime divisors whose square has exactly 27 divisors.  In a 

similar way, problem 10 uncovers the area ratio for any two equilateral triangles that satisfy the 

orthogonality setup.  So, just as a masterful piece of music transcends the written notation in the 

score, these problems provide students with fruitful experiences that say something more about 

mathematics than the particular symbols on the page. 

 

Table 5.23.  Mathematical Problem Type 9. 

Type 9:  Showpieces 

Description: 

These problems have very high mathematical substance but favor cognitive elements over 

affective elements.  They often require moments of great insight and can, at times, feel 

artificial. 

Problems in type:  4 16 20 27 34 35 40 43 (8 total) 

8-tuple z-score profile:  (1.77, 1.14, 0.27, -0.29, -0.06, 0.83, -0.37, -0.89) 
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The final type in this musical-mathematical metaphor is the Showpieces grouping 

(Table 5.23).  In classical music, a showpiece is a work that highlights virtuosity and technical 

prowess.  Often played as encores, they are not necessarily great pieces of art, but generally end 

the concert with an exclamation point.  It appears that mathematics has its share of showpieces 

as well.  From the z-score profile, these tend to demand a great deal of solvers (Z1 1.77), but 

with a strong emphasis on the cognitive over the affective (Z2 1.14).  Furthermore, they involve 

great flashes of insight (Z6 0.83) and tend not to unify their elements particularly well (Z8 -

0.89).  In essence, they are pyrotechnic but lack emotional richness and gestalt. 

As an example, problem 4 is a challenging experience that is generally solved by 

dropping an altitude from 𝐸, choosing several variables to include in the picture, writing a 

proportion from triangle similarity, and watching as all the variables magically vanish, leaving 

only the quantity that is needed to solve the problem.  In a counterintuitive flourish, the problem 

abruptly ends.  Other problems from this grouping (e.g., 16, 34, and 40) are simply bone-

crushingly hard and show off the solver’s technical prowess.  These are reminiscent of Rimsky-

Korsakov’s Flight of the Bumblebee (https://www.youtube.com/watch?v=u6SEv3icb7o) or 

many of Paganini’s Caprices (https://www.youtube.com/watch?v=tUKPPRN-Y00), common 

showpieces in the violin repertoire.   

As with some showpieces, problems in this type can feel slightly contrived, built for the 

purpose of challenge and little else.  The experienced mathematician might feel this way about 

problem 16 (Why explore this particular triangle?), 40 (When would such a situation arise 

naturally?) or 43 (Why find the single number with this wacky property?).  All of this is not to 

suggest that these problems should be avoided; in fact, showpieces serve an important role in 

both mathematics and music, as evidenced by their inclusion in the audition requirements for 

many instruments at conservatories like The Julliard School and The Curtis Institute of Music. 

https://www.youtube.com/watch?v=u6SEv3icb7o
https://www.youtube.com/watch?v=tUKPPRN-Y00
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One way to visualize all nine of these types is to plot each as a point in the plane based 

only on the first and second coordinates of the z-scores for each type.  Given that Z1 and Z2 

account for over half (41+11) the variation seen in mathematical problems, these axes quickly 

get to the heart of each type.  Doing this gives Figure 5.13. 

 

Figure 5.13.  Visualizing the nine types using only Z1 and Z2.   

 

 As Figure 5.13 suggests, the nine types of the NMPT are nicely distributed across the 

span of Z1 and Z2.  Those types in the left half of the figure are less substantive than those on 

the right.  Furthermore, those in the top half have a strong affective locus, while those in the 

bottom have a strong cognitive locus (the vertical axis in Figure 5.13 is the negative Z2 value).  

Assuming for the moment that the types seen most commonly in American classrooms are First 

Notes, Accidentals, Chords, Etudes, and First Pieces, it appears that only one of these types 

(First Pieces) even breaks into positive scores on the horizontal axis.  So, while these types do 

have some variation in whether they foreground cognitive or affective elements (the vertical 
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axis), they fail to realize the breadth of the Z1 axis.  When visualized in this way, the value of 

Types 6 through 9 is immediately apparent:  they flesh out the substantive (horizontal) axis, and 

widen the affective experience available to students (the vertical axis).  Thus, to continue the 

current approach to mathematical problem solving in America is to expose students to less than 

half of what the subject has to offer. 

Conclusion 

Having completed the analytic and musical tour of the full MST, I begin by 

summarizing the main findings of this chapter. 

On Metrics 

 

 Given that metrics may use different scales, correlational distance was adopted as a 

measure of closeness. 

 From a correlational perspective, the LAMs and PSMs are surprisingly unrelated.  That 

is, the types of ideas one can study using EDM techniques appears to have little direct 

connection to those ideas one can manifest through qualitative exploration. 

 Among the PSMs, two important correlative blocks exist:  a sextet (PSMs 1, 3, 4, 5, 6, 

and 7) comprised of cognitive and affective elements, and a quintet (PSMs 3, 4, 12, 13, 

and 14) comprised of social and affective elements.  The Novelty and Cognitive 

Sophistication (PSMs 3 and 4) metrics live in both groups, hinting at the central role 

these ideas play in mathematics problems. 

 Several metrics have no strong correlates.  These include PSM 2 (Elegance), PSM 11 

(Number of Solutions), LAM 4 (Cross-listing Level), LAM 8 (Novelty), and LAM 9 

(Solution Quality – Average Student Rating).  For each of these, it is possible that the 

metric is of critical importance (for it has no direct alternative measures) or that it is 
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largely irrelevant to the act of problem solving (because it fails to relate to other metrics 

that are central in this process). 

 Using a correlation matrix, hierarchical clustering, and 2- and 3-dimensional t-SNE 

plots, it appears that the 24 metrics explored in this study group into 12 clusters: a 

cognitive-affective group, a social-affective group, an experiential group, and 9 other 

groups containing a single metric each. 

 There is limited potential in using a suite of LAMs to predict a particular PSM.  The 

most promising PSMs include Difficulty, Novelty, Internal Resource Collaboration, and 

Number of Steps.  On average, these predictions will be off by about 0.5-0.7 standard 

deviations.  For the other PSMs, the prediction rate is worse, often off by an entire 

standard deviation or more. 

 Using the problems as data points and performing a PCA on the metrics, about 80% of 

the variation in the space of mathematical problems can be summarized in eight 

dimensions.  These include Mathematical Substance, the Cognitive-Affective Tradeoff, 

the Challenge-Intrigue Tradeoff, Solution-Space Richness, the High-Wire Criterion, the 

AHA-GOTCHA! Tradeoff, Semiotic Richness, and Synergy.  So, while the list of 

MPFs that scholars discuss in the literature is extensive, the reality is that correlation 

among these traits creates a space of problems that is describable by far fewer 

dimensions. 

On Problems and Typologies 

 

 The most natural choice for measuring the closeness of problems appears to be simple 

Euclidean distance.  When doing so, however, it is important to scale the data so each 

metric has mean 0 and standard deviation 1.  This gives each metric equal footing in the 

distance calculation. 
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 Based on results from hierarchical clustering and t-SNE explorations, the 105 problems 

studied in this work appear to break into nine clusters.  By running k-means clustering 

on the representations for these problems in 8-dimensional space (Z1, Z2, …, Z8), a 

mathematical typology was created using the 8-tuple means for the nine clusters. 

 Drawing on the typological nature of the music field, a musical-mathematical metaphor 

provided the language for nine Types which form the basis of the New Mathematical 

Problem Typology:  First Notes, Accidentals, Chords, Etudes, First Pieces, 

Improvisation, Interpretation, Masterpieces, and Showpieces. 

What is to be made of these findings?  To begin, this work suggests a novel paradigm for 

approaching the study of mathematical problems and many other ideas of interest.  Specifically, 

by rating a large set of units (e.g., problems, hospital patients, etc.) on those features (axes) 

deemed important, researchers can get a first sense of how “the stars align” in their 

epistemological space.  More importantly, though, by conducting a careful Principal 

Components Analysis, they can begin to understand the relationships among their axes and draft 

a new (hopefully smaller) axis system that better captures the variation in the population being 

studied.  This effort can reposition the analytic focus of researchers on those uncorrelated 

relationships that matter most.  Indeed, from a philosophical perspective, it makes the most 

sense to let the units speak for themselves, defining their own coordinate representations.  In a 

surprising way, PCA gives voice to the data points on which it acts.   

After this, techniques like hierarchical clustering, k-means clustering, and t-SNE can 

help scholars find the constellations in their star maps, partitioning their universe into 

recognizable entities with simple descriptions.  This typologization of space is important not 

simply because it helps scholars organize knowledge, but more critically, because it gives 

practitioners traction in understanding their environs and offers students a touch of inspiration 

from the heavens.  For example, consider the high school Geometry teacher who looks over his 
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assignments with an eye toward classifying the nature of the problems assigned.  What will he 

find?  What journey does he want his students to have?  If my own experience as an educator is 

any indication, I suspect that most teachers (and textbook authors) have little guiding their 

problem selection beyond a desire to have a mix of difficulties or to include some “application 

problems”.  As another example, consider the mathematics student who suddenly has a 

language to describe the problems she works each night.  Just as a music student would never 

accept a training trajectory that consisted entirely of scales and chords (having heard the siren 

song of masterpieces in the distance), the informed mathematics student would develop a desire 

for something more, for an experience far richer than standard textbook exercises.  Thus, by 

organizing the world of mathematical problems, I implicitly organize the activities of teachers, 

the choices of textbook authors, and the desires of students using those problems. 

In Chapter 6, I explore these themes further, discuss the strengths and weaknesses of 

this work, and offer directions for future research.
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CHAPTER 6:  CONCLUSION 

At both the beginning and end of this study, it is sensible to ask why mathematical 

problems should be a central focus of educational research.  When discussing the possible 

transition from current modes of instruction to curricula centered on student thinking, former 

Harvard president Derek Bok (2003) writes:  “In this new world, professors are likely to spend 

less time lecturing and more time designing course materials that challenge students to learn for 

themselves by assigning them interesting problems with appropriate guidance when they need 

help” (p. 239).  This statement suggests the centrality of ‘interesting problems’ in student-

centered methods of instruction.  Frustratingly, it also raises an important question:  What 

exactly is an ‘interesting problem’?   While it would be satisfying to offer a definition for this 

term, the social, situated, and personal nature of learning suggests that such an effort is futile.  

In contrast, a more tractable question is:  How can I help educators to better select problems 

with trait profiles they personally deem interesting?  One goal of this dissertation has been to 

partially answer this question.  Below, I review the major findings of this research, discuss 

implications for students, teachers, and researchers, outline a set of limitations, suggest future 

directions, and offer some concluding remarks. 

Overview of Results 

This dissertation focuses on two important research questions.  While both explore the 

landscape of mathematical problems, they approach this idea in different ways.  I first looked at 

problems from the Alcumus data set with an eye toward problem-centered contexts.  In doing 

so, fewer MPFs were explored (only the LAMs), but they were eyed more closely and with a 

tremendous amount of data.  This exploration revealed many findings (see the Conclusion of 

Chapter 4), but the influence of three contexts are of particular importance and deserve further 

comment.
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The first critical context is Difficulty – both performance-based (LAM 1) and student 

self-reported (LAM 2).  At a macro level, these LAMs are surprisingly good at predicting other 

LAMs (including cognitive engagement, degree of cross-listing, persistence level, and student 

self-reported learning).  This finding suggests why difficulty is such a central focus in 

classrooms; indeed, it is possibly the sole concern of many educators when choosing problems 

from a given topic area.  Interestingly, student self-reports of difficulty actually do a better job 

of predicting learn scores and engagement than performance-based difficulty, a finding that 

could help structure adaptive learning systems.  Specifically, one might choose future problems 

for student X based on the impressions of other students who rated previous problems in the 

same way as student X.  In fact, the choice of when to use performance-based vs. student-rated 

difficulty is particularly important in middle-ground problems.  At the extremes (very easy or 

very hard problems, as determined by overall student performance), these two LAMs are well-

correlated; away from the extremes, this relationship begins to erode. 

Second, it appears that the very fabric of mathematical problems differs from one 

subject to another.  While this might seem intuitive, it is another matter to find evidence in an 

actual data set.  In the Alcumus trials data set, the Prealgebra, Geometry, and Number Theory 

problems have statistically- and practically-significant differences in the correlations of the 

LAMs.  For example, Prealgebra problems infrequently push students into their TOBS 

windows, while Geometry problems do this frequently (even after accounting for different 

difficulty levels in these subjects).  To add to this trend, increasing the performance-based 

difficulty in Geometry problems is more likely to result in higher cognitive engagement than 

doing so in Prealgebra or Number Theory.  While some of these differences arise because 

Prealgebra is the first course in the AoPS curriculum, this argument fails to explain the host of 

differences seen between Geometry and Number Theory.  Indeed, these three subjects appear to 

be woven from different threads, and this is reflected in their problems. 
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Finally, the top 20% of Alcumus problems (as measured by system difficulty, average 

time spent by users, average user learn score, or user-determined difficulty) are demonstrably 

different than the other 80%.  These elite problems are synergistic:  they have surprisingly high 

correlations among difficulty, novelty, engagement, and learn scores.  Furthermore, they have 

the ability to not only push students well beyond their mean solve times, but they do so in an 

increasingly impressive fashion (as difficulty increases).  One wonders if Halmos (1980) was 

actually referring to this unique subset when he spoke of problems as “the heart of 

mathematics” (p. 519). 

My second research question was concerned with the vertical, horizontal, and linked 

relationships that could be found in the full MST once EDM and qualitative methodologies 

were combined.  While this analysis necessitated using less data, this loss of depth was offset by 

an increase in breadth.  These findings are perhaps more important, for they directly relate to the 

teaching and learning that happens in classrooms around the country. 

The vertical direction of this analysis explored the relationships among the LAMs and 

PSMs (i.e., metric-to-metric correlations and groupings).  Looking first at PSM-PSM 

connections, I showed that these 14 MPFs fell into three important groups – a sextet of 

cognitive and affective MPFs, a quintet of affective and social MPFs, and a grab-bag of other 

MPFs with few strong correlative ties.  When I widened the analysis to include LAMs as well as 

PSMs, few strong linkages were found across these two types of metrics, suggesting the 

methodological divide of EDM and qualitative techniques.  This divide was widened when 

supervised techniques from machine learning were unable to accurately predict any PSM using 

one or more LAMs.  Finally, using the method of Principal Components Analysis (PCA), I was 

able to reduce the 24 metrics (dimensions) to a set of 8 uncorrelated ideas (new, orthogonal 

dimensions).  In addition to being fewer in number, these new axes better captured the 

directions along which variation occurred in the space of mathematical problems.  These were 
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given helpful labels:  Mathematical Substance, the Cognitive-Affective Tradeoff, the Challenge-

Intrigue Tradeoff, Solution-Space Richness, the High-Wire Criterion, the AHA-GOTCHA! 

Tradeoff, Semiotic Richness, and Synergy. 

In the horizontal direction, I used visualization and clustering techniques to group the 

105 problems that were hand-scored across the 14 PSMs into 9 separate groups.  Taking the 

average of the 8-tuple representations (from the PCA) for the problems in a given cluster, I was 

able to link the horizontal and vertical analyses, thereby creating a z-score profile for each 

cluster of problems (i.e., each type in the New Mathematical Problem Typology, or NMPT).  

Using the strongly typological subject of classical music as a jumping-off point, I analyzed the 

z-score profiles and named each type.  In doing so, I tried to distill the essence of a problem 

type into a word or phrase that would immediately bring to mind its properties.  These labels 

were:  First Notes, Accidentals, Chords, Etudes, First Pieces, Improvisation, Interpretation, 

Masterpieces, and Showpieces. 

Implications for Teachers and Students 

Why do these results matter?  What difference do they make?  Certainly the most 

important reason they matter is that they better organize the current thinking about 

mathematical problems.  The NMPT aims to help both students and teachers (and textbook 

authors and parents) take a step back and immediately consider how their daily work falls into 

this categorization scheme.  This newfound structure then naturally raises questions:  Why am I 

working the problems I do?  Do the z-score profiles of my problem types support the goals I 

have?  What ratio of problem types should I be working (or assigning or writing or exposing 

children to)?  What types of problems will best position students for current and future 

economies? 
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This last question is particularly important.  In his paradigm-shifting book, “The World 

is Flat”, Thomas Friedman (2006) describes the skill sets that will be in high demand after the 

current phase of globalization.  Two of these – the ability to learn how to learn, and high 

intellectual curiosity and passion – seem particularly suited for development in the crucible of 

mathematics.  How often, though, do the math problems that students encounter live in the 

typological zones that will most likely develop Friedman’s critical competencies?  As 

mentioned in previous chapters, the research literature paints a depressing picture of the status 

quo:  Most of mathematics education in America and abroad is rooted in types like First Notes, 

Accidentals, Chords, Etudes, and, on occasion, First Pieces.  One benefit of being aware of 

higher types (and the value they bring) is that teachers can restructure their curricula to allow 

students access to these. 

In order to make these changes, though, it is important to understand why the current 

landscape looks the way it does.  In reviewing mathematics education over the 20th century, 

David Klein (2003) notes that expanding curricular demands on students – they are learning 

more and more material in the same amount of time – have restrained the pedagogical freedom 

of teachers:  “If content decisions come first, then the choices of pedagogy may be limited” (p. 

177).  Two of these pedagogical limitations include an inability to dive deeply into topic areas 

and a lack of time for mathematical exploration.  As such, students are missing out on the 

synergistic top 20% of problems seen in Chapter 4 and the Improvisations, Interpretations, 

Masterpieces, and Showpieces unearthed in Chapter 5.  If the current approach privileging 

breadth over depth were effective, then one would hope to see increased interest in mathematics 

at the university level and improvements in mathematics proficiency in middle and high 

schools.  Sadly, these hopes have gone unrealized, as seen in the philosophical direction of the 

new Common Core mathematical standards:   
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Terraforming the mathematical landscape, as per the Common Core standards, involves a 

reduction in content requirements, a clearer organization of goals for students, and a focus on 

research-proven pedagogical practices.  But what does all this really mean for the students and 

teachers in the trenches?  Hopefully, it means spending less time working in the uninspiring 

parts of the NMPT (in many topic areas), and more time working across the entire typology (in 

fewer topic areas).  Given the z-score profiles of problems in types like Interpretations and 

Masterpieces, work within these zones is likely to be especially rich for students.  In turn, rich 

mathematical experiences are likely to be both meaningful and meaning-making.  As seen in the 

literature on positive psychology, meaning-laden involvement is one of the most important 

criteria in the creation of intellectual connection and overall happiness (Seligman, 2002).   

Thus, as standards documents reshape the mathematics education landscape, trading 

excessive breadth for greater depth and organization, the NMPT provides a language and 

framework for talking about and facilitating this transition.  One could imagine teachers in a 

professional development categorizing the types of problems they typically assign, encountering 

types in the typology with which they have little experience, and learning to design classwork 

and homework assignments that incorporate the full range of the NMPT.  As a result, students 

benefit from this work because they gain more exposure to “the heart of mathematics”, feeling 

its pulse at a deeper level.  

Furthermore, with direct exposure to the full range of mathematical problems, students 

can better see the value in each type.  My personal experience is that teachers of mathematics 

The mathematics curriculum in the United States must become substantially 

more focused and coherent in order to improve mathematics achievement in 

this country. To deliver on the promise of common standards, the standards 

must address the problem of a curriculum that is ‘a mile wide and an inch 

deep’. (National Governors Association Center for Best Practices, Council of 

Chief State School Officers, 2012, p. 3) 
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rarely discuss with students the types of problems that are assigned and why these types are 

assigned.  Music students, in contrast, understand that scales build familiarity with common 

finger patterns and etudes focus attention on critical and/or challenging technical aspects of 

playing.  In addition, music students often understand the value of these types in the larger 

musical picture:  scale-work can facilitate better sight-reading and intonation in larger pieces; 

etudes break down technical walls and allow musicianship to shine through.   

Perhaps if students of mathematics more clearly understood the full range of what was 

available and why it was important, fewer of them would associate mathematics with words like 

“anxiety”, “fear”, and “curse” (Stuart, 2000; Tobias & Weissbrod, 1980).  As the aphorism 

warns:  “People fear what they don’t understand”.  My hope is that the NMPT can promote 

greater organizational understanding of mathematics, and that this, in turn, can promote greater 

understanding of the subject itself.  Indeed, my aim has been to answer the very concern 

Jonassen (2000) articulated when creating his own typology:  “Why are we so inept at engaging 

learners in problem solving? A major reason, I argue, is that we do not understand the breadth 

of problem-solving activities well enough to engage and support learners in them” (p. 63).  The 

NMPT represents a hopeful step forward in this regard for both teachers and students. 

Implications for Research 

The major contribution of this dissertation to the research community is methodological.  In 

particular, Chapters 3 and 5 present a new approach to creating typologies, one substantially 

grounded in quantitative methodology.  As a contrast, consider how some of the other 

typologies mentioned in Chapter 2 were conducted: 

 Jonassen (2000) writes:  “Hundreds of problems … were collected.  A cognitive task 

analysis of those problems was conducted in order to identify attributes of those 
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problems.  Next, an iterative sort of these problems, based on their characteristics, 

distinguished 11 different types of problems” (p. 72). 

 In creating their typology, Ivanov et al. (2013) chose a set of ten problems they thought 

were “as varied as possible” and then analyzed their solutions “by [the] activities and 

methods that are used while solving them” (p. 1). 

 In Bloom’s taxonomy, Krathwohl (2002) notes that categories were determined by 

lexical analysis of tasks:  “The Knowledge category embodied both noun and verb 

aspects.  The noun or subject matter aspect was specified in Knowledge’s extensive 

subcategories.  The verb aspect was included in the definition given to Knowledge…” 

(p. 213).  When revising this taxonomy, Krathwohl (2002) allowed “these two aspects, 

the noun and verb, to form separate dimensions, the noun providing the basis for the 

Knowledge dimension and the verb forming the basis for the Cognitive Process 

dimension” (p. 213). 

 For the other typologies mentioned in Chapter 2, I can find no indication of how they 

were created. 

Note that in all the above cases, the actual steps involved in forming a typology were qualitative 

and lacking articulation at best (or missing at worst).  My aim in Chapters 3 and 5 was to 

thoroughly and honestly detail my attempts at constructing a typology.  Furthermore, while I, 

too, relied on qualitative techniques when building my typology, their rigor was buttressed by 

quantitative methodologies.  For example:  the assignment of scores for the PSMs was assisted 

by IR-iteratively-improved metrics; the decision on the number of types to include was guided 

by t-SNE plots and clustering exploration; the articulation of the categories was inspired by z-

score profiles.  Thus, this work offers an example of a carefully-articulated methodology 

leveraging the combined strength of qualitative and quantitative techniques. 
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Perhaps even more troublesome than poorly-articulated research methods is the fact that 

the overall design of each typology (except Jonassen’s) was dictated by a researcher-inspired 

viewpoint.  For example, the original team working on Bloom’s taxonomy decided lexical 

presentation should dictate type and thus built their taxonomy around this criterion.  Ivanov et 

al. (2013) chose to foreground the activities and methods students engaged in when solving 

problems as they designed their typology.  Smith et al. (2004) selected cognitive demand as the 

axis of importance when sorting mathematical tasks.  While none of these choices is 

philosophically wrong, each is epistemologically limited.  That is, if the goal is to understand 

the nature of knowledge, then the researcher should aim to minimally filter that knowledge 

through her own analytic lens.  By imposing a researcher-inspired view in typology creation, 

one necessarily gets a typology that privileges that view.  Unfortunately, the researcher’s 

viewpoint may not contain the most natural or revealing dimensions with which to partition 

knowledge, thus resulting in inelegant or ineffective stratification. 

How are researchers to avoid taking a philosophical position when looking at data?  As 

Goodwin (1994) points out in an article on professional vision, the non-absolute, situated nature 

of research makes this impossible:   

 

Said differently, while researchers hold disparate views on learning, they necessarily are 

restricted and afforded by those lenses; they see the world through the eyes of those who created 

the lenses and the communities that have since developed them.  My approach to overcoming 

personal-viewpoint bias has been to unite all available research lenses.  This was the work of 

Ethnographic analysis of what is usually considered the epitome of abstract, 

objective, universal, disembodied cognition – Western science – has revealed it 

to be a patchwork of situated, disparate, locally organized cultures in which 

knowledge is constituted through a variety of social and political practices. (p. 

608)  
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Chapters 2 and 3:  I tried to take the important ideas from all known perspectives and 

encapsulate each in a metric.  Human scoring then gave each methodological history its unique 

voice. 

More important than overcoming my own voice was giving the data their voice.  This is 

one of the goals of methods such as Grounded Theory:  Iterative passes through a data set allow 

the researcher to test and refute hypotheses.  In this technique, the data speak by essentially 

casting votes for their alignment with possible theories.  By contrast, my approach in this 

dissertation was more quantitative than qualitative:  Principal Components Analysis allowed the 

data to define the axes of greatest importance within the space of all dimensions discussed in the 

research literature.  Thus, in comparison to other approaches to typology creation, I chose to 

move beyond a particular ideological viewpoint, adopting all I could find, and to give an 

epistemological voice to my data by using PCA. 

Limitations 

While I have tried to outline statistical, methodological, and philosophical limitations of 

this work as they naturally arose in previous chapters, it is valuable to step back and consider 

three large-scale limitations that run through the entire dissertation. The first of these involves 

the work of converting literature-based themes to MPFs and then to metrics.  In this process, 

several critical features of mathematical problem solving had to be left behind.  For example, I 

was unable to devise a sensible distillation of the notion of metacognition or equity-promotion.  

In addition, after completing this work, I sense that many of the ideas from socio-political views 

of learning were not fully realized in metric form.  In the end, a large majority of the LAMs and 

PSMs were cognitive and performance-based, and thus, my work deserves criticism for 

backgrounding social components.   
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Beyond the challenge of distilling ideas into metrics, my work is also hamstrung by the 

current state of knowledge in mathematics education research.  Specifically, the 24 metrics seen 

here were derived from the most current understanding of problem solving.  It is unreasonable, 

however, to believe this knowledge captures all those MPFs that impact the act of problem 

solving.  In this way, I am like the narrator-observer in Abbott’s “Flatland” (2006), unable to 

see past the two-dimensional universe that constrains my thinking.  Indeed, as additional 

dimensions of problem solving are discovered, these must be incorporated into this work.  It is 

possible these new-found dimensions will finally bring the space of problems into focus, just as 

Flatland’s observer ultimately understands the true nature of his world only when lifted above 

his myopic two-dimensional existence. 

The next set of limitations involves the problems that were studied.  While I do believe 

the nearly 4,000 Prealgebra, Geometry, and Number Theory problems explored in Chapter 4 

span the range of what is reasonable for younger students, I feel that this analysis would be 

strengthened by expanding to other subjects.  One of the main results from this work is the 

central influence a subject has on its problems, and it is reasonable to expect that subjects like 

Trigonometry, Calculus, and Probability each have their own style as well.   

Another limitation arose when reducing these ~4,000 problems to a set of 105 for 

human scoring.  While I tried to do this as sensibly as possible using the overall z-score sums 

from the LAMs, there is no strong argument that this procedure produces a representative 

sample.  Indeed, after conducting the correlation analysis from Chapter 5, it is clear that the 

LAMs and PSMs have little in common, and thus, a set diverse in LAM scores may not be well-

distributed across PSM scores.  As such, some new approach to sampling is needed when 

performing this data reduction. 

The final set of limitations are philosophical and methodological in nature.  As an 

example, the rating instruments ask respondents to assign their scores while imagining the 
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“average student” in the “average classroom” in the United States.  This statement is fraught 

with American-centrism and difficult-to-define terms.  I chose these terms in order to provide 

some common reference frame to scorers.  In practice, this did appear to allow raters to move 

forward in their scoring, but unfortunately it appears to have minimized much of the contextual 

richness of these problems.  Said simply, studying problems disentangled from their natural 

environs provides a limited and, possibly, inaccurate view of these objects.  While such 

simplifications can be important for making analytic headway, they risk overlooking the 

profound impact that context plays in problem solving.  As Kontorovich (2012) warns:  “Some 

mathematics educators can say that an attempt to identify general problems’ characteristics 

which have the potential to make some sort of positive effect on an intended solver is doomed 

to fail, since ‘everything is contextual’” (p. 129).  The importance of retaining context in 

research is exemplified in the work of Darwin:  it was precisely the relationship of animal-to-

environment in the Galapagos Islands that helped him uncover the theory of evolution.  Further 

work is needed in the current setting to reincorporate the relationship of student-to-problem and 

to understand the richness this provides. 

Future Directions 

Inspiration and limitation have generated a list of possible future directions for this 

work.  On the limitation side, the above comments suggest first that a better approach is needed 

in metric creation.  In relation to the LAMs, several measures need improvement.  For example, 

LAM 4 (Cross-listing Level) was not reliable, and its discrete nature was a disadvantage relative 

to other LAMs that were more continuous in nature.  LAM 8 (Novelty) seemed like a good idea 

and had some support from the research community, but underperformed.  Thus, one future 

direction involves fixing what is broken. 



277 
 

 

 

Perhaps more promising is the potential for the addition of new metrics.  During the 

writing of this dissertation, AoPS decided to restructure the student rating experience in 

Alcumus.  Before, users could rate the difficulty, solution quality, and amount learned for each 

problem they encountered.  Now they are given three prompts chosen at random from a larger 

list of possibilities.  These rating categories include:  Educational (Solution), Challenging, Fun, 

Solution Clarity, Creativity Needed, Problem Novelty, Categorization, and Thought Provoking.  

Each of these eight categories has a mouse hover-over description (not seen in Figure 6.1) and a 

specific set of five rating descriptors that appear as the user hovers over the rating cubes (seen 

in Figure 6.1). 

 

 

Figure 6.1.  Three of the new rating categories in Alcumus. 

 

These additional categories immediately suggest new research questions:  Do student 

impressions of Creativity Needed match experts’ assessments of this MPF (PSM 7)?  What 

about Novelty (a direct mapping of PSM 3) or Fun (a relative of Affective Engagement, PSM 

13)?  Also, do these new MPFs add dimensionality to the space of mathematical problems (and 

lift the observer out of Flatland) or is their voice already present among the current 24 metrics?  

Indeed, these additions suggest a new approach to studying the educational experience, one that 
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explores the relationships among MPFs in three types of data:  experts’ assessments, students’ 

opinions, and performance-based data.  This idea was only a seed in the present study:  here, 

three measures of difficulty were present (LAM 1, performance-based; LAM 2, students’ 

opinions; and PSM 1, experts’ assessments).  With the refinement and creation of new metrics, 

this seed could blossom into an organism worthy of study.  A possible plan for comparing MPF 

assessment in these three groups is shown in Table 6.1. 

 

Table 6.1.  Start of a new research plan comparing MPFs in three types of data. 

Mathematical 

Problem Feature 

Performance-Based 

Metric 

Student-Opinion 

Metric  

(Using the new 

AoPS categories) 

Expert-Assessment 

Metric 

Difficulty LAM 1 Challenge  PSM 1 

Novelty Improved LAM 8 Novelty  PSM 3 

Creativity New metric needed Creativity Needed  PSM 7 

Cognitive 

Engagement 

LAM 6 Thought Provoking  PSM 4 

  

In addition to leveraging new types of data, I think it would be valuable to return to 

some of the un-metrified MPFs listed in Chapter 2 and give these a second chance at becoming 

PSMs.  Several ideas were not metrified for this study because a preliminary exploration of 

Alcumus problems revealed few with these traits (e.g., Focus on Inequity, Insufficient/ 

Extraneous Information).  These ideas, however, are important even if absent from Alcumus, 

and a comprehensive research plan benefits from having vision beyond the particular data sets 

that constrain it in the moment. 

A separate set of future directions are guided not by previous limitations, but by 

inspiration.  For example, one might wonder how these findings can be translated into 

actionable steps.  To start, it would be valuable to explore the inter-rater reliability of teachers 

when categorizing problems using the NMPT.  Is it possible to train them to reliably sort?  Do 
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their assignments match those made by experts or by z-score profiles?  One might also explore 

textbook problems using this scheme:  What percentage of problems fall into each type?  Can 

textbook-problem authors reliably sort using the NMPT?  Finally, what about students?  Can 

they identify different types?  What are their feelings about these types?  Does knowledge of a 

mathematical problem typology change their mathematical dispositions?  

These questions are of particular importance, for as Walker and Winter (2007) write 

when discussing the Personal Construct Psychology of George Kelly, “individuals actively 

assemble validation of their worldview, seeking those with similar constructs” (p. 457).  Here, 

“those” refers to other individuals, but the same argument applies to data as well:  If students 

form a worldview in which mathematical problems are stale exercises devoid of fun, creativity, 

and inspiration, then they will foreground evidence that reaffirms this.  Because of the human 

tendency to notice constructs that reaffirm existing thinking, ideological change is only possible 

when individuals are lifted above their current viewpoints and given a vantage point that allows 

for a radically new perspective.  This, then, is one of the critical contributions of the NMPT:  it 

is the third dimension in Abbott’s Flatland, or the perspective that will help break the construct-

feedback-loop in Walker and Winter’s above quote.  This idea is captured in an aphorism often 

attributed to the father of Taoism, Lao Tzu:  “The key to growth is the introduction of higher 

dimensions of consciousness into our awareness”. 

One final avenue for future study concerns the act of problem creation.  Specifically:  Is 

it possible to train constructors to create problems using the types of the NMPT?  After all, for a 

typology to be truly successful, it must not simply be a means for cataloguing what has come 

before but also a tool for steering what comes after.  Unfortunately, little is known about how 

problem posers work their magic.  Kontorovich and Koichu (2012) note that “publications, in 

which expert problem posers open the doors of their kitchens, are rare” (p. 200).  As such, it is 

unclear if the adoption of a paradigm such as the NMPT would be easy, difficult, liberating, 
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hindering, or some mix of these traits.  Certainly problem posers think in terms of some of the 

MPFs seen in Chapter 2:  “They use such descriptors as ‘graceful’, ‘attractive’, ‘surprising’, 

‘sophisticated’, ‘natural’, ‘beautiful’, ‘impressive’, ‘rich’, ‘mathematically valuable’, 

‘interesting’, and ‘original’ (translated from Russian)” (Igor Kontorovich & Koichu, 2012, p. 

201).  This overlap in language, however, does not imply constructors will be able to craft 

problems with specific profiles, despite the fact that the components of a type’s z-score profile 

are from uncorrelated axes that should vary independently of each other.  With so little known 

about problem creation, the use of the NMPT as a tool for generating content promises to be an 

exciting and challenging area for future exploration. 

Final Thoughts  

When a young child looks to the night sky, she sees a beautiful landscape of light.  

When an adult looks at that the same sky, he begins to see order:  stars cluster into named 

constellations, certain celestial objects are learned for their prominence or navigational aid.  

When an astronomer beholds this identical view, she recognizes types of stars:  red giants, 

dwarf planets, supernovae, and black holes.  The differences among these three observers are 

not limited to knowledge of the cosmos.  More importantly, their viewpoints are based on 

different approaches to organizing their knowledge. While the child’s awe is completely 

unstructured, the adult’s outlook is based on historical, religious, practical, and mystical themes.  

The astronomer’s view recognizes these themes but is guided primarily by scientific 

classification, including data like size, temperature, age, chemical makeup, and rotation.  This 

added cognitive structure is not simply an adornment to the knowledge itself.  Critically, it 

frames the very questions humans ask about that knowledge (What temperature range of stars 

can humans visit?), the goals they set (Let’s visit all the stars that are sufficiently close.), and 
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their understanding of ideas beyond the stars themselves (What does the distribution of ages of 

visible stars imply about the age of the universe?). 

The main supposition of this work is that the same set of benefits can be derived from a 

better understanding of the organization of the space of mathematical problems.  This domain of 

knowledge has unique challenges (e.g., the contextual and personal nature of problem solving), 

but so do fields like astronomy (e.g., the difficulty of gathering data from a spinning, rotating 

planet millions of light-years away from the objects of study).  Despite these roadblocks, 

epistemological awareness has the potential to reshape the landscape of mathematics education 

around the globe.  At a practical level, the NMPT gives students, teachers, parents, textbook 

authors, constructors, and researchers a common language to discuss the mathematical problems 

that occupy daily life.  It also allows them to consider the past and present, asking what 

constellations their mathematical experiences forge in this typology.  But perhaps most 

importantly, it inspires coloring outside the epistemological lines:  Can a problem be created 

whose z-score profile is completely unlike those that commonly appear?  How is such a 

problem received by its solvers?  What would mathematics education look like if educators 

shifted their telescopes and focused on a different part of the night sky? 

My sincere hope is that this research has, in part, lived up to the advice of the 

cosmologist Stephen Hawking (2012), speaking on the occasion of his 70th birthday:  “Look up 

at the stars and not down at your feet. Try to make sense of what you see, and wonder about 

what makes the universe exist. Be curious.” 
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APPENDICES 
 

Appendix A:  Final Metric Scoring Instruments (PSMs) 

 

Metric 1:  Difficulty 

 

The goal of this metric is to assess the difficulty of a given problem.  Difficulty is a relative 

idea (what is hard for some is easy for others), so it is important to remember the Average 

Student Frame.  As you are scoring problems, keep in mind a few factors that help determine 

the difficulty of a problem:   

 

 number of and sophistication of the concepts involved 

 complexity of the ideas the students must come up with 

 potential for miscalculation 

 challenge of executing the necessary calculations 

 need for experimentation by students 

 demands on visualization and other cognitive systems 

 various solution pathways and their likelihoods   

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 2:  Elegance 

 

The goal of this metric is to assess the elegance of a given problem and the printed solution (not 

your own).  As you are scoring problems, keep in mind a few factors that help create an elegant 

problem/solution pair:   

 

 a surprisingly short solution 

 an approach to solving the problem that is unexpected 

 a solution that clearly and/or artfully navigates the roadblocks the problem creates 

(something difficult is made easy) 

 a solution’s tendency to delight the solver (creates a positive emotional reaction) 

 a solution that avoids tempting, brute-force, and/or laborious calculations 

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 3:  Novelty 

 

The goal of this metric is to assess the novelty of a given problem, or how similar the given 

problem is to the types of problems a student would be exposed to when studying the subject 

housing the given problem.  When making this determination, keep in mind that the average 

student sees problems from many sources (to varying degrees):   

 

 textbooks 

 classroom exercises 

 worksheets 

 assessments (classroom level, administered by the state, etc.) 

 math contests 

 online materials (apps, videos, websites, etc.)   

 

You will need to try to imagine what this body of examples looks like for the Average Student 

Frame – it will be called the “exposure set”.  You should report your assessment of this trait on 

a 9-tiered scale.  Ask yourself:  How well does the given problem match up with the average 

student’s exposure set? 

 

 

1 2 3 4 5 6 7 8 9 

Very 

similar 

   Moderately 

similar/ 

dissimilar 

   Very 

dissimilar 
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Metric 4:  Cognitive Sophistication 

 

 

The goal of this metric is to assess the cognitive sophistication of a given problem and its 

official solution.  The cognitive sophistication of a problem/solution pair is determined by many 

factors: 

 

 the type of ideas present  

 how deeply those ideas push students to think about mathematics 

 the distance from well-established procedures and memorized facts (i.e., how much 

students must think about how to solve the problem) 

 a focus on conceptual understanding (i.e., helping the students understand the 

mathematical ideas at play more deeply) 

 how well the problem prepares students to solve all future problems 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 5:  Internal Resource Collaboration 

 

The goal of this metric is to assess the amount of internal resource collaboration required of a 

problem and its printed solution.  This term tries to capture the number and interwovenness of 

the major ideas demanded by a problem and its printed solution.   

 

Begin by counting the number of significantly different main ideas seen in the problem/printed 

solution.  When making your count, keep in mind the mathematically maturity of the student 

working the problem.  Problems that require many main ideas for younger students may be 

packed into a single idea for older student.  Also note that this count is not the number of steps 

required in the solution, but rather, the number of main ideas. 

 

After this count, make a decision about whether these ideas seem to have low or high 

interconnectivity (IC).  An example of high interconnectivity would be:  “Draw the graph of 

𝑓(𝑥) = (𝑥 − 2)2(𝑥 + 3)𝑥4 without a calculator”.  Here, the main ideas of “Graphing Common 

Polynomials” and “Algebraic Roots and Multiplicities” must be well-linked in order to get the 

problem correct. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How many 

and what type of interconnectivity do the main ideas in this problem/solution present? 

 

1 2 3 4 5 6 7 8 9 

Only 1 

idea 

2 ideas, 

low IC 

2 ideas, 

high IC 

3 ideas, 

low IC 

3 ideas, 

high IC 

4 ideas, 

low IC 

4 ideas, 

high IC 

5 ideas, 

low IC 

All 

other 

cases 
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Metric 6:  Number of Steps 

 

This metric works to capture the number of steps found in the provided solution.  It is 

important to keep in mind the definition of “step” used for this metric:  a step is a cognitive 

action or a set of cognitive actions that have become compacted into a single idea.   

 

For example, whether in an Algebra I or Calculus class, solving the linear equation 3𝑥 + 4 =
7𝑥 − 2 may involve several lines of work.  The important difference in these settings is that for 

the beginning Algebra student, each of these lines is difficult and represents a piece of an 

algorithm that is just beginning to be internalized (so there will be many steps).  For the average 

Calculus student, all of these lines are part of the singular idea “Solve the linear equation” (so 

these will be just one step). 

 

As a metaphor, the file folder structure on a computer allows one to compress a whole 

collection of documents into a single icon, or expand that icon into its subcomponents if one is 

unsure of what is inside.  When ratings problems, you should compress the lines of the solution 

into chunks you believe the student would mentally group together with little difficulty.  These 

chunks are the steps.  

 

Note that some steps may not be visible in the solution.  For example, a student might need to 

do some experimentation to determine what cases are possible in a problem, whereas the 

solution might simply delineate the final list as a starting point for other steps.  You should 

include these non-visible steps in your count if you think they are likely. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  What is the 

number of steps (groups of internalized cognitive actions) in the printed solution? 

 

1 2 3 4 5 6 7 8 9 

1    5    9 or 

more 
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Metric 7:  Creativity 

 

The goal of this metric is to assess the amount of creativity demanded by the problem and 

exhibited in the printed solution. By creativity, we mean ways of thinking that are surprising 

and non-standard.  Some components of creativity to look for include: 

 

 Fluency:  The problem has fluency if it requires the student to think of two or more 

different examples of some phenomenon related to the problem.  For example, the 

student might be asked how many possible values can be created by inserting 

parentheses in the expression 

 1 − 1 − 1. 

 Flexibility:  A problem/solution has flexibility if an important idea or problem 

component is thought of in different ways.  For example, to simplify (1 + 𝑖)720, the 

expression 1 + 𝑖 might be recast as a 45 degree angle shift coupled with a vector 

elongation by a factor of √2.   

 Novelty in Approach:   This describes the uniqueness of the printed solution compared 

to the type of solution one might usually see for a similar problem.  This is different 

than the Novelty metric, which measures the uniqueness of the problem relative to the 

types of problems a student usually encounters. 

 Freedom and Framework:  These terms try to capture how constrained a problem is.  Is 

the student placed in a small room and given a key, or must she explore a vast 

landscape of possibilities to find the desired door?  The problem/solution have this trait 

if the student must frame the problem herself and choose among many possible frames 

when doing so. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 8:  Representational Media 

 

The goal of this metric is to assess the variety of representation media found in the problem, 

printed solution, and act of solving. Some types of media to include are: 

 

 Words 

 Symbols 

 Graphs (e.g. curves drawn on a set of axes) 

 Diagrams (e.g., 3D diagrams, graph theory diagrams) 

 Use of the Physical Body (real or imagined) 

 Use of Sound (real or imagined) 

 Imagined Implements (e.g., an imagined abacus) 

 Mental Simulation (e.g., gears turning, figures spinning in space) 

 

Begin by counting the number of cognitively-relevant types of media you see.  For example, 

most mathematical equations are likely to count for “Symbols”, while a picture of a bunny on 

an Easter problem will not count for “Diagrams/Pictures” unless it is somehow cognitively-

relevant.  As another example, words are likely to appear in almost all problems/solution.  To 

decide if the medium “Words” should be counted, check whether a main cognitive component 

of the problem is encoded in words or not.  If a problem reads:  “Bill’s age is three more than 

double Tom’s age”, then the “Words” medium should be checked, for an important part of this 

problem is rewriting these words as symbols.  When looking for these media, look in both the 

original problem and the printed solution.   

 

After this count, make a decision about whether these media seem to have low or high 

interconnectivity (IC).  An example of high interconnectivity would be:  “Draw the graph of 

𝑓(𝑥) = (𝑥 − 2)2(𝑥 + 3)𝑥4 without a calculator”.  Here, “Symbols” and “Graphs” would be 

involved in the answers and the student would need to use knowledge of polynomial shapes, 

root multiplicities, and the given equation to craft the correct graph. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How many 

and what type of interconnectivity do the media in this problem/solution present? 

 

1 2 3 4 5 6 7 8 9 

Only 1 

medium 

2 

media, 

low IC 

2 

media, 

high IC 

3 

media, 

low IC 

3 

media, 

high IC 

4 

media, 

low IC 

4 

media, 

high IC 

5 

media, 

low IC 

All 

other 

cases 
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Metric 9:  Resource Creation 

 

The goal of this metric is to assess the degree to which a problem and its printed solution 

promote the creation of resources.  While problems clearly require the use of cognitive 

resources (facts, algorithms, general knowledge, etc.), they, along with their solutions, also have 

the potential to create new resources in students.  For example, a solution might reveal a clever 

new idea the student is unlikely to have been exposed to (like the definition of 𝑁 = 𝑝1 ⋅
𝑝2 ⋯ 𝑝𝑘 + 1 in Euclid’s proof of the infinitude of the primes).  The solution might also contain 

an interesting algorithm or heuristic that could be useful in the future.  The real question to 

consider is:  “Will the student take some knowledge or skill set from this problem/solution that 

can be leveraged in solving future problems?”.  Look for the creation of new, memorable, and 

deep results that can become useful, pervasive, and generalizable resources. 

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 10:  Misconceptions 

 

The goal of this metric is to assess the presence of misconceptions in a given problem.  

Misconceptions are an important part of the learning process.  Some problems are specifically 

targeted toward common student misconceptions.  For example, in algebra, one might ask a 

student to solve 𝑥2 = 4 to see if one or both solutions are given.  Or, a teacher might ask a 

student to solve 𝑥2 − 3𝑥 = 6 to see if student will factor before or after relocating the 6.  Some 

examples of misconceptions are even more robust, requiring a good deal of work and time to 

alter in students.  For example, the question “What real number comes right after 0?” 

determines which students believe the real number system is discrete (like the integers).  In 

studying the problem, the printed solution, and your knowledge of students in the topic area, 

you should look for possible cases of misconceptions (or, where math is counter to student 

impulse, as one expert described it).  Note that this metric requires you to look for something 

that may not be immediately visible.   

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 11:  Number of Solutions 

 

The goal of this metric is to assess the number of solutions for a given problem.  In doing so, 

you must imagine all the different ways students might work the problem you are rating.  Your 

experience as an educator might remind you of the various ways students have solved similar 

problems in the past.  Combining your solution, the printed solution(s), your experience, and 

your imagination, make your best estimate of the number of significantly different solutions to 

this problem that students of the appropriate age and place in school could give as an answer.  

You should count solutions where students might intuit what the answer should be from context 

clues in the problem (e.g., guess a triangle is 30-60-90, and then go check this is really the 

case).  Do not, however, count solution techniques that employ methods that fall far later in the 

curriculum.  For example, if an Algebra student were asked to find the minimum of 𝑓(𝑥) =
𝑥2 − 4𝑥 + 6, it is not appropriate to count a Calculus solution (e.g., setting the derivative equal 

to 0 and solving). 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How many 

significantly different, accessible solutions do I believe students could give?  The non-

labeled categories should be used if there is a difference between the number of solutions you 

can think of and how many you sense exist.  For example, if you can think of 2 solutions to a 

problem, but feel like there is a third you can’t remember, then mark category 4, not 3 or 5. 

 

1 2 3 4 5 6 7 8 9 

1  

solution 

 2 

solutions 

 3 

solutions 

 4 

solutions 

 5 or 

more 

solutions 
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Metric 12:  Productive Dispositions 

 

The goal of this metric is to assess the degree to which the given problem and solution promote 

a productive mathematical disposition. A mathematic disposition is the view a student holds 

on the subject of mathematics.  This includes things like: 

 

 what type of person is good at math 

 how one gets good at math 

 what it means to do math 

 what math problems tend to look like 

 whether math is enjoyable or useful   

 

Productive dispositions see math as a subject rich in creativity and exploration, one welcome to 

all types of people, a tool for making sense of and enacting change in the world, and a discipline 

that is more than memorization and procedures. 

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 13:  Affective Engagement 

 

The goal of this metric is to assess the affective engagement of the given problem and solution. 

Affective engagement refers to the emotional connection a student forms during the solving 

experience.  This connection is the combination of a number of factors: 

 

 interest level in the topic area 

 uniqueness of the challenge 

 problem relatability 

 how exciting the ideas of the problem are 

 

When rating this feature, you should combine your own experience solving the problem, your 

knowledge of students in general, and your knowledge of students in the given topic area. 

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Metric 14:  Authenticity 

 

The goal of this metric is to assess the authenticity of a given mathematical problem.  There are 

many ways a problem may be authentic because there are many situations a teacher might try to 

simulate in designing problems.  Below are three type of authenticity you might look for when 

assessing problems. 

 

Authenticity Type Description 

Students’ lives/ 

interests 

Problems of this type have relevance to the lives of students.  

Problems might involve questions or settings that students would 

normally come across in their lives (e.g., statistics about teen drivers, 

rate of spread of information through social media, escalating college 

costs, etc.). 

Real world/ 

applications 

Problems in this category use mathematics in a real-world setting.  

Beware problems that attempt this connection in inauthentic ways 

(e.g.  “Billy has 𝑥2 dollars and gives 𝑥 + 2 to his congresswoman.  

Write a factorization of his leftover money.”). 

The type of work 

mathematicians do 

While the types and difficulty of problems that students work on will 

differ from that of mathematicians, it is possible for student problems 

to maintain the spirit of what mathematicians actually do.  This 

includes exploration, conjecturing, understanding the world or a 

mathematical object, etc.   

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 
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Appendix B:  Complete R Code 

 

Note:  Code is presented in equal-width font Courier New, size 10 to maintain some of the 

alignment from R Studio.  Given the smaller margins allowed in a dissertation, this is best read 

with a copy-and-paste into an R code editor. 

 
########################### 

# CODE USED FOR CHAPTER 3 # 

########################### 

 

# MUNGING CODE (Approximate run time:  1.5 hours) 

# 

# Data: C:/Users/dquarfoot/Desktop/al4_trials.csv 

#       C:/Users/dquarfoot/Desktop/alc_problems_users_votes.csv 

# 

# Two data sets will be created from this code: 

# mdata (munged data) is a cleaned up version of the original Alcumus 

trials file.   

# mrdata (munged, rated data), selects out only those trials from 

mdata that have ratings  

# by the users. 

 

# Required libraries 

library("dplyr") 

library("reshape2") 

 

# big-data wise practices 

memory.limit(size = 30000) 

colClass = c("integer",    #trial_id 

             "NULL",       #first_trial_id 

             "character",  #user_id 

             "integer",    #problem_id 

             "integer",    #subject_id 

             "NULL",       #topic_id 

             "character",  #result 

             "character",  #response 

             "integer",    #is_final 

             "NULL",       #problem_xp 

             "integer",    #problem_level 

             "NULL",       #problem_level_displayed 

             "numeric",    #problem_rating 

             "numeric",    #problem_deviation 

             "NULL",       #user_level 

             "numeric",    #user_rating 

             "NULL",       #user_deviation 

             "NULL",       #user_focus 

             "NULL",       #topic_rating 

             "NULL",       #topic_deviation 

             "character",  #time_displayed 

             "character",  #time_answered 

             "NULL",       #deleted 

             "NULL")       #deleted_at         
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# Begin read-in and munging 

mdata = read.csv(file="C:/Users/dquarfoot/Desktop/alc_trials.csv", 

sep=",", colClasses = colClass, nrow=3e7) 

 

 

# general munging 

# convert to data table for dplyr 

mdata = tbl_df(mdata) 

 

# calculate elapsed time; note: 2nd trials include all time from first 

trial 

mdata = mdata %>% mutate(time = as.numeric(strptime(time_answered,"%Y-

%m-%d %H:%M:%S")- strptime(time_displayed,"%Y-%m-%d %H:%M:%S"))) 

 

# cut unnecessary columns 

mdata = select(mdata,-c(time_displayed,time_answered)) 

 

 

# cut rows with mdata values that don't make sense 

mdata = subset(mdata,problem_level > 0 & # ranked probs 

                problem_deviation > 0 &  # activated probs 

                time >= 3 & time < 7200) # sensible times 

 

 

# cut to the 5 core Alcumus subjects 

mdata = subset(mdata,subject_id %in% c(193,3,6,2,4)) 

 

 

# calculate the cross-listing factor for each problem; if a problem is 

listed in multiple 

# subjects, it occupies multiple rows in the data set 

mdata = mdata %>% group_by(problem_id) %>% mutate(cross = 

length(unique(subject_id))) 

 

# cut rows that are not in the three subject areas that will be 

studied 

# Subject_ids: Algebra (2), Geometry (3), Counting & Prob (4), Number 

Theory (6), 

#              Prealgebra (193) 

#  

# We choose to study Prelagebra, Geometry, and Number Theory, which 

are typically  

# MS, HS, and college topics, respectively 

mdata = subset(mdata,subject_id %in% c(193,3,6)) 

 

# For future calculations, eliminate trials generated because of 

cross-listed topics 

# When eliminating cross-listed trials, keep the subject that is most 

sophisticated: 

# Number Theory (6) > Geometry (3) > Prealgebra (193) 

c = mdata$cross 

s = mdata$subject_id 

keepers = (c==3 & s==6) | (c==2 & s %in% c(3,6)) | (c==1) 

mdata=mdata[keepers,] 
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remove(c,s,keepers) 

# Now, each problem attempt by a student has at most two records 

(first and second attempts) 

 

# cut some of the early trials that used a different setup 

mdata = subset(mdata, (result == "N" & is_final == 0) | (is_final == 

1)) 

 

 

# Only want to keep students that have attempted MINUSERTRIALS 

problems.  This ensures that 

# the student has familiarity with the system. 

MINUSERTRIALS = 20 

mdata = mdata %>% group_by(user_id) %>% filter(n() > MINUSERTRIALS) 

 

# We only want to keep problems that have been undergone 

MINPROBTRIALS.  This ensures that the 

# data on them is voluminous enough to draw conclusions about the 

average AoPS student. 

# Because we have eliminated corss-listing, the number of trials is 

simply the number of records 

# for a given problem.  Note that 2nd attempts are deemed as worthy 

trials that should be counted. 

# Note: This has the potential to drop users below MINUSERTRIALS!  

Since 

# We care more about trial reliability than user reliability, so this 

comes second. 

MINPROBTRIALS = 100 

mdata = mdata %>% group_by(problem_id) %>% filter(n() > MINPROBTRIALS) 

 

 

# We now want find the "true" difficulty level of each problem.  We do 

# so by taking the last 5 final, non-cross-listed trials and averaging 

the problem_rating. 

# We do this because problems find their natural resting place over 

time, but are still  

# subject to a small amount of variability.  After this, we take the 

averaged ratings 

# for all problems in a given subject and convert these to z-scores 

within a subject. 

# This is necessary because the range of difficult scores are 

different in each subject 

# because they have independent scales.  We operate under the 

assumption that each  

# subject can have a rich span of diffiulties. 

 

# put in order to get last 5 

mdata = mdata[order(mdata$trial_id),] 

 

temp = mdata %>% group_by(subject_id,problem_id) %>%  

                 summarize(diff = 

mean(tail(problem_rating[is_final==1],5))) 
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ztemp = temp %>% group_by(subject_id) %>% mutate(pasympdiff = (diff-

mean(diff))/sd(diff)) 

ztemp = ztemp[,c("problem_id","pasympdiff")] 

mdata = merge(mdata,ztemp,by=c("problem_id"),all=FALSE)                      

                         

 

######################################################################

##### 

# A user's asymptotic level is determined as follows: 

# For each user, we find her internal rating in the 3 subjects areas 

by  

# averaging the last five trials in those subject areas.  If the user 

has fewer than 

# 15 trials in an area, then her average is NA in that subject.  (See 

the 

# findLevel function below).  Then, we convert each of these ratings 

to a z-score by  

# looking at all the other users' ratings in a given subject, ignoring 

NA values. 

# If a student has NA in all 3 subjects, her trials are removed from 

the database. 

# Roughly 300 users were cut for this reason.  For those users who are 

"rateable" - 

# that is, they have at least 15 trials in one of the 3 subjects - we 

take the  

# max z-score attained in the 3 areas (ignoring NAs again).  Since 

some students  

# will not have experience in all areas, we cannot try to combine data 

from all three areas.   

######################################################################

##### 

findLevel = function(subjects,subjectRatings,subj) 

{ 

  ratings = subjectRatings[subjects==subj] 

  return(ifelse(length(ratings) < 15,NA,mean(tail(ratings,5)))) 

} 

 

# put in order to get last 5 

mdata = mdata[order(mdata$trial_id),] 

 

temp = mdata %>% group_by(user_id) %>%  

  summarize(prealg = findLevel(subject_id,user_rating,193), 

            geomet = findLevel(subject_id,user_rating,3), 

            numthe = findLevel(subject_id,user_rating,6)) 

 

temp = data.frame(temp[1],apply(temp[2:4],2,scale)) 

temp = subset(temp,!is.na(prealg) | !is.na(geomet) | !is.na(numthe)) 

temp = data.frame(temp[1],apply(temp[2:4],1,max,na.rm=T)) 

names(temp) = c("user_id","uasymplevel") 

 

# cut unrateable users and merge asymplevel into main file 

mdata = subset(mdata,user_id %in% temp$user_id) 

mdata = merge(mdata,temp,by=c("user_id"),all=FALSE) 
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# Before merging in ratings, we calculate a user's total trials 

(ucount), mean solve time (umean), 

# and time standard deviation (usd).These statistics only use data in 

the three subject areas being  

# studied.  We also calculate the count (pcount), mean solve time 

(pmean), and time standard 

# deviation (psd) for each problem 

mdata = mdata %>% group_by(user_id) %>% mutate(ucount = n(), umean = 

mean(time), usd = sd(time)) 

mdata = mdata %>% group_by(problem_id) %>% mutate(pcount = n(), pmean 

= mean(time), psd = sd(time)) 

   

 

# Now we calculate the novelty of a problem.  To do so, we plot the 

psd vs. pmean for 

# all the problems.  Over this graph, we find a best-fit quartic 

polynomial.  The 

# residuals from this model are the novelty scores.  The idea is the 

following: the greater 

# the SE in solve time, the more likely a problem is to be novel, for 

problems with a 

# standard algorithm will be solved routinely, and hence, with less 

time variation. 

# Unfortunately, longer problems (i.e. harder problems) will naturally 

have larger SEs. 

# By using a model, we compare the SE for a given problem to the value 

predicted by the 

# model for problems that take a certain length.  A Tukey binned 

boxplot chart shows that 

# the quartic model achieves very good homoscedasticity (see 

NoveltyAnalysis code, which 

# is reproduced here with comments around graphing functions) 

 

temp = mdata %>% group_by(problem_id) %>%  

                 summarize(psd = first(psd), pmean  = first(pmean)) 

fit = lm(psd ~ poly(pmean, 4),data=temp) 

res = residuals(fit) 

# adjust res to create homoscedasticity 

res = res * (1+pmin((temp$pmean/400),1.5)) 

temp$nov = res 

temp = temp[,c("problem_id","nov")] 

mdata = merge(mdata,temp,by=c("problem_id"),all=FALSE)    

 

 

# Next, we calculate the Cognitive Engagement: Time Outlier by Problem 

Difficulty 

# (LAM 7).  This follows a similar approach to Novelty above.  We plot 

all problems 

# as mean solving time versus z-score internal difficulty 

(pasympdiff).  We then fit 

# a quintic polynomial as use the residuals from this model as the 

TOBPD value.  Unlike 
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# novelty, these results were very heteroscadastic - harder problems 

have a much greater 

# deviation in mean solve times.  To account for this, a transform was 

applied that 

# reshaped the residuals so they would look heteroscadastic. 

 

temp = mdata %>% group_by(problem_id) %>%  

                 summarize(diff = first(pasympdiff), time  = 

first(pmean)) 

fit2 = lm(time ~ poly(diff, 3),data=temp) 

res2 = residuals(fit2) 

# adjust res2 to create homoscedasticity 

res2 = res2 / (pmax(1.8,(temp$diff + 3)^1.3)) 

temp$tobpd = res2 

temp = temp[,c("problem_id","tobpd")] 

mdata = merge(mdata,temp,by=c("problem_id"),all=FALSE)  

 

 

########### RATINGS CODE ############## 

 

# load the ratings data and merge with the munged data 

ratings = 

read.csv(file="C:/Users/dquarfoot/Desktop/alc_problems_users_votes.csv

",sep=",") 

ratings$user_id = as.character(ratings$user_id) 

 

# unmelt, or cast, so each problem/user pair has three columns: 

difficulty, quality, and learn 

ratings = subset(ratings, field %in% 

c("difficulty","quality","learn")) 

ratings = dcast(ratings,problem_id + user_id ~ field,fun.aggregate = 

first) 

 

# replace any NA's with 0 - this signals no rating; toss any ratings 

outside 0-10 range 

ratings[is.na(ratings)] = 0 

ratings = subset(ratings,difficulty %in% 0:10 & quality %in% 0:10 & 

learn %in% 0:10) 

 

 

mrdata = merge(mdata,ratings,by=c("user_id","problem_id"),all=FALSE) 

remove(ratings,temp,ztemp,fit,res,fit2,res2) 

 

 

#################### MDATA and MRDATA NOW SET 

############################ 

# Summary 

# mdata is cleaned, reduced to the three subjects, has cross-listed 

trials removed, contains 

# both first and second attempts, includes counts/means/ses for user 

times and problem times, 

# has only trials from system-experienced users.  Asymptotic problem 

and user levels have 

# also been determined. 
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# 

# mrdata is the subset of mdata that also includes ratings.  Any LAM 

that requires ratings will 

# use this set; otherwise, the larger set mdata is used. 

 

 

# Code to explore Novelty metric 

library("lmtest") 

library(dplyr) 

temp = mdata %>% group_by(problem_id) %>% summarize(pse = first(pse), 

pmean  = first(pmean)) 

plot(x = temp$pmean, y = temp$pse, xlab = "Problem Mean Time",  

     ylab = "Problem Time SD",main="Scatterplot of Problem Mean Time 

and SD") 

fit = lm(pse ~ poly(pmean, 4),data=temp) 

xx <- 1:floor(max(temp$pmean)) 

lines(xx,predict(fit,data.frame(pmean=xx)),col="green") 

 

# visual check for heteroscedasticity 

res = residuals(fit) 

pred = predict(fit) 

plot(x=temp$pmean,y=res,xlab="Problem Mean Time",ylab = "Novelty 

(residual)", 

     main = "Novelty Scores After Transformation") 

res = res * (1+pmin((temp$pmean/400),1.5)) 

# computational test using Breuch-Pagan 

bptest(fit) 

# Tukey binning strategy for examining skedasticity 

n.bins <- 20 

bins <- cut(pred, quantile(pred, probs = seq(0, 1, 1/n.bins))) 

b <- boxplot(res ~ bins, boxwex=1/2, main="Residuals vs. Predicted", 

             xlab="Predicted", ylab="Residual") 

colors <- hsv(seq(2/6, 1, 1/6)) 

temp2 <- sapply(1:5, function(i) lines(lowess(1:n.bins, b$stats[i,], 

f=.25),  

                                      col=colors[i], lwd=2)) 

 

 

 

######## TOBPD Analysis similar: ############## 

temp = mdata %>% group_by(problem_id) %>%  

                 summarize(diff = first(pasympdiff), time  = 

first(pmean)) 

fit2 = lm(time ~ poly(diff, 3),data=temp) 

xx=seq(-3,3,len = 200) 

plot(y=temp$time,x=temp$diff,xlab="Problem (Asymptotic) Difficulty", 

     ylab = "Problem Mean Time",  

     main="Scatterplot of Problem Difficulty and Mean Time") 

lines(xx,predict(fit2,data.frame(diff=xx)),col="green") 

 

# visual check for heteroscedasticity 

res2 = residuals(fit2) 

pred2 = predict(fit2) 
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# adjust res2 to create homoscedasticity! 

res2 = res2 / (pmax(3,(temp$diff + 3.8)^1.5)) 

plot(x=temp$diff,y= res2,xlab="Problem (Asymptotic) Difficulty", 

     ylab = "TOBPD Scores (residual)",  

     main="Scatterplot of Problem Difficulty and TOBPD Score") 

 

 

# Tukey binning strategy for examining skedasticity 

n.bins <- 20 

bins <- cut(pred2, quantile(pred2, probs = seq(0, 1, 1/n.bins))) 

b <- boxplot(res2 ~ bins, boxwex=1/2, main="Residuals vs. Predicted", 

             xlab="Predicted", ylab="Residual") 

colors <- hsv(seq(2/6, 1, 1/6)) 

temp2 <- sapply(1:5, function(i) lines(lowess(1:n.bins, b$stats[i,], 

f=.25),  

                                      col=colors[i], lwd=2)) 

 

 

 

########## BUILD MST! ############ 

MST = buildMST(mdata,mrdata,35) 

 

# This code calculates the 10 LAMs used in the dissertation 

# 

# They are designed to work on the data sets mdata and mrdata created 

in MungingCode.R which 

# are passed to the parameters unrated and rated, respectively. 

 

# LAM LIST 

# LAM 1:  Difficulty - Internal Asymptotic Rating 

# LAM 2:  Difficulty - Average Student Self-Report Diff Rating 

# LAM 3:  Percent of Misconceptions 

# LAM 4:  Crosslisting Level 

# LAM 5:  Amount Learned 

# LAM 6:  Cognitive Engagement - Time Outlier by Student 

# LAM 7:  Cognitive Engagement - Time Outlier by Problem Difficulty 

# LAM 8:  Novelty 

# LAM 9:  Elegance 

# LAM 10: Degree of Encouragement (Percent Non-give-up) 

# 

# A note on speed:  buildMST can run an MST for mdata at size 

400K/mrdata at 40K in 

# about 8 seconds.  For mdata at 5M/mrdata at 600K, it takes about 1 

minute. 

 

buildMST = function(unrated,rated, minRatingsAllowed) 

{ 

  # Before beginning, we must decide on the list of problems that will 

allowable for 

  # the columns of the MST.  Since the set of problems with ratings 

(rated) is smaller, 

  # it will dictate the set of problems to study. 
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  # Note that not all sets of ratings are complete.  Sometimes 

students only choose to rate 

  # problems in 1 or 2 categories, rather than all 3.  Unrated 

categories have the value 0. 

  # We would like to identify those problems that have at least 

minRatingsAllowed in each of the  

  # three ratings categories (difficulty, quality, and learn).  These 

are the problems that can  

  # go into the MST.  Note that first and second attempts are assigned 

the same ratings, 

  # as are additional attempts at the same problem.  So we compress 

all those ratings down 

  # to a single rating. 

  # Note:  In the below code, we ensure that each problem has at least 

minRatingsAllowed valid 

  # ratings (i.e. 1-10), but ratings of 0 are not cutaway.  This 

happens in the individual LAMs 

  # below when ratings are used. 

   

  # compress repeat ratings and first/second attempt ratings to a 

single idea 

  # each user may have one set of ratings for each problem 

  rated = rated %>% group_by(user_id,problem_id) %>%  

    summarize(LAM2 = first(difficulty),LAM5 = first(learn),LAM9 = 

first(quality)) 

   

  temp = rated %>% group_by(problem_id) %>%  

    summarize(ok = sum(LAM2>0)>=minRatingsAllowed &  

                   sum(LAM5>0)>=minRatingsAllowed &  

                   sum(LAM9>0)>=minRatingsAllowed) 

  goodProblems = temp$problem_id[temp$ok] 

   

  unrated  = subset(unrated,problem_id %in% goodProblems) 

  rated = subset(rated,problem_id %in% goodProblems) 

   

  # good idea to put data set in order by time 

  unrated = unrated[order(unrated$trial_id),] 

   

  

######################################################################

### 

  # LAM 1:  Difficulty - Internal Rating (GROUP INDEPENDENT) 

  # Each problem has an asymptotic difficulty level - determined by 

averaging the last 5 known scores. 

  # Since each subject has an independent rating system, we calculate 

the z value of a problem 

  # among problems in the same subject.  This is what gets reported as 

LAM1. 

  MST = unrated %>% group_by(problem_id) %>% summarize(LAM1 = 

first(pasympdiff)) 

  

######################################################################

#### 
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######################################################################

### 

  # LAM 2:  Difficulty - Average Student Self-Report (GROUP DEPENDENT) 

  # If a student takes two attempts on a problem, the same scores are 

give to both the first and 

  # second attempts.  To avoid this double-influence, we take only 

final trials before doing 

  # our calculations. 

   

  # Calculate LAM 2 

  temp = rated %>% group_by(problem_id) %>% summarize(LAM2 = 

mean(LAM2[LAM2 > 0])) 

  MST$LAM2 = temp$LAM2 

  

######################################################################

#### 

   

  

######################################################################

### 

  # LAM 3:  Presence of Misconceptions (GROUP DEPENDENT) 

  # Suppose a problem had these answers and counts in the database: 

  # ANSWERS:  give-up  7 (correct)  3  6  12  1 

  # COUNTS:    23     100          1  4  9   1 

  # 

  # This function counts the percentage of wrong answers that are 

likely to be misconceptions. 

  # For a wrong answer to be misconception, it must be given at least 

6% of the time (among the 

  # wrong answers) AND at least 6 total times.  The reason for both 

conditions is that in problems 

  # with few incorrect responses (say just 10), any incorrect answer 

will automatically represent 

  # 10% of wrong answers.  So, as the number of wrong answers gets 

smaller, the 6 count hard cutoff 

  # makes it increasingly difficult to be counted as a misconception 

(to impossibility when only 5 

  # or fewer wrong answers are given).  As the number of wrong answers 

gets larger, it becomes 

  # easier to be a misconception, up to a 6% threshold. 

  MISCUTOFF = 0.06 

   

  calcMiscCount = function(result,response) 

  { 

    if (sum(result=="N")==0) { 

      return(0) 

    } 

    wrongAnswers = response[result=="N"] 

    num = length(wrongAnswers) 

    tab = table(wrongAnswers) 

    return(sum(tab[tab >= max(num * MISCUTOFF,6)])/num) 

  } 
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  temp = unrated %>% group_by(problem_id) %>%  

            summarize(LAM3 = calcMiscCount(result,response)) 

   

  MST$LAM3 = temp$LAM3 

  

######################################################################

#### 

   

  

######################################################################

### 

  # LAM 4:  Internal Resource Collaboration (GROUP INDEPENDENT) 

  # This code simply looks at the cross-listing number 

   

  temp = unrated %>% group_by(problem_id) %>%  summarize(LAM4 = 

first(cross)) 

  MST$LAM4 = temp$LAM4 

  

######################################################################

#### 

   

   

  

######################################################################

### 

  # LAM 5:  Amount Learned (GROUP DEPENDENT) 

  # This code averages the student self-reports of the amount they 

learned from 

  # the problem and its printed solution 

   

  temp = rated %>% group_by(problem_id) %>% summarize(LAM5 = 

mean(LAM5[LAM5 > 0])) 

  MST$LAM5 = temp$LAM5 

  

######################################################################

#### 

   

   

  

######################################################################

### 

  # LAM 6:  Cognitive Engagement - Time Outlier by Student (GROUP 

DEPENDENT) 

  # This code counts the percentage of trials that a problem pushes a 

student into 

  # his/her 2-6 SE window above her mean 

   

  temp = unrated %>% group_by(problem_id) %>%  

         summarize(LAM6 = sum((umean + 2*usd) < time & time < (umean + 

6*usd))/n()) 

  MST$LAM6 = temp$LAM6 

  

######################################################################

#### 
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######################################################################

### 

  # LAM 7:  Cognitive Engagement - Time Outlier by Problem Difficulty 

(GROUP INDEPENDENT) 

  # This code gives each problem a z-score based on average solve 

times for problems in the 

  # same difficulty level.  Here, difficulty level is given by the 

pasymplevel already computed. 

   

  temp = unrated %>% group_by(problem_id) %>%  

    summarize(LAM7 = first(tobpd)) 

  MST$LAM7 = temp$LAM7 

  

######################################################################

#### 

   

 

  

######################################################################

### 

  # LAM 8:  Novelty (GROUP INDEPENDENT) 

  # Uses the novelty score calculated during the munging steps 

   

  temp = unrated %>% group_by(problem_id) %>%  

    summarize(LAM8 = first(nov)) 

  MST$LAM8 = temp$LAM8 

  

######################################################################

#### 

   

  

  

######################################################################

### 

  # LAM 9:  Elegance (GROUP DEPENDENT) 

  # This code averages the student self-reports of the quality of the 

printed 

  # solution. 

   

  temp = rated %>% group_by(problem_id) %>% summarize(LAM9 = 

mean(LAM9[LAM9 > 0])) 

  MST$LAM9 = temp$LAM9 

  

######################################################################

#### 

   

  

  

######################################################################

### 

  # LAM 10:  Degree of Encouragement (GROUP DEPENDENT) 
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  # For a given problem, calculate the percent of time students give 

up on the  

  # problem - either right off the bat (which was allowable in early 

versions of 

  # Alcumus), or on the second attempt (after an incorrect initial 

answer, the 

  # later Alcumus setup).  The LAM reports 1-(percentage of G trials), 

or how 

  # often students persist on the problem 

   

  temp = unrated %>% group_by(problem_id) %>%  

         summarize(LAM10 = 1-sum(result=="G")/sum(is_final==1)) 

  MST$LAM10 = temp$LAM10 

  

######################################################################

#### 

  return(MST) 

} 

 

 

,# This script does the IR and statistical calculations for the 

# expert panel.  For each of the 8 raters, we have these data: 

# 

# Rater Data 

#   - A 14x12 data frame for the scores of 12 problems on 14 metrics 

#   - A 14x2  data frame for the metric clearness and usability 

ratings 

#   - A 6-tuple experience vector (elem, midd, high, college,  

#                                  prob. solv,math ed. research) 

#   - A location category: San Diego (1), Not San Diego (2) 

#   - An expert category: Math (1), MathEd (2), PS (3), Teaching (4) 

 

 

raters = list() 

raters[[1]] = list(pscores = data.frame(Diff  = 

c(3,2,2,6,2,7,2,9,3,2,4,2), 

                                        Eleg  = 

c(5,3,1,2,1,3,1,1,2,2,4,3), 

                                        Nov   = 

c(1,1,2,4,2,6,2,9,4,2,3,6), 

                                        CS    = 

c(5,1,2,3,2,4,3,3,2,2,4,2), 

                                        IRC   = 

c(2,2,2,3,4,6,2,8,4,4,4,2), 

                                        Steps = 

c(2,2,3,4,4,6,2,4,3,3,3,2), 

                                        Crea  = 

c(6,3,1,3,2,8,3,6,3,2,4,2), 

                                        Media = 

c(7,2,5,5,5,5,3,5,1,5,7,3), 

                                        RC    = 

c(7,2,3,6,2,3,4,1,3,2,4,3), 

                                        Misc  = 

c(4,1,3,4,3,5,3,6,2,3,4,3), 
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                                        Solns = 

c(3,5,1,1,3,3,1,3,1,1,1,3), 

                                        PD    = 

c(6,1,2,3,2,5,3,1,5,3,4,3), 

                                        AE    = 

c(7,1,2,2,2,3,2,2,3,2,4,2), 

                                        Auth  = 

c(7,1,2,2,1,3,2,3,2,1,3,1)), 

                    

                   mscores = data.frame(Diff  = c(4,3), 

                                        Eleg  = c(3,2), 

                                        Nov   = c(4,2), 

                                        CS    = c(3,3), 

                                        IRC   = c(4,1), 

                                        Steps = c(4,5), 

                                        Crea  = c(2,2), 

                                        Media = c(5,4), 

                                        RC    = c(4,2), 

                                        Misc  = c(4,1), 

                                        Solns = c(5,2), 

                                        PD    = c(2,3), 

                                        AE    = c(4,2), 

                                        Auth  = c(4,3)), 

                    

                   exp = c(0,0,0,6,0,0), 

                   where = 2, 

                   expert = 1) 

 

raters[[2]] = list(pscores = data.frame(Diff  = 

c(2,1,3,5,3,9,4,9,5,6,6,6), 

                                        Eleg  = 

c(1,1,3,5,3,7,5,9,6,4,5,8), 

                                        Nov   = 

c(5,1,4,6,1,9,5,9,5,3,7,5), 

                                        CS    = 

c(3,2,3,4,1,7,3,9,3,2,4,5), 

                                        IRC   = 

c(1,1,2,1,1,4,1,6,2,2,2,2), 

                                        Steps = 

c(2,2,2,2,1,4,2,5,2,3,2,3), 

                                        Crea  = 

c(3,1,5,4,1,8,3,7,2,2,5,5), 

                                        Media = 

c(2,2,2,3,2,3,3,6,2,2,5,3), 

                                        RC    = 

c(2,1,3,2,1,4,2,5,2,1,3,3), 

                                        Misc  = 

c(2,2,3,3,2,6,3,7,2,2,4,3), 

                                        Solns = 

c(3,1,1,1,1,1,1,5,1,1,1,3), 

                                        PD    = 

c(3,2,3,2,2,4,3,3,2,3,4,3), 

                                        AE    = 

c(2,1,3,3,2,4,3,6,3,2,5,3), 
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                                        Auth  = 

c(2,1,2,2,2,3,2,4,1,4,2,3)), 

                    

                   mscores = data.frame(Diff  = c(5,4), 

                                        Eleg  = c(4,3), 

                                        Nov   = c(4,3), 

                                        CS    = c(3,3), 

                                        IRC   = c(1,1), 

                                        Steps = c(3,2), 

                                        Crea  = c(3,2), 

                                        Media = c(1,1), 

                                        RC    = c(3,3), 

                                        Misc  = c(4,2), 

                                        Solns = c(3,3), 

                                        PD    = c(3,3), 

                                        AE    = c(3,3), 

                                        Auth  = c(3,3)), 

                    

                   exp = c(0,0,0,23,28,0), 

                   where = 2, 

                   expert = 3) 

 

raters[[3]] = list(pscores = data.frame(Diff  = 

c(2,1,4,7,3,9,4,9,2,4,7,5), 

                                        Eleg  = 

c(2,1,2,5,2,7,3,8,1,3,8,5), 

                                        Nov   = 

c(6,1,4,6,2,9,3,9,3,3,7,6), 

                                        CS    = 

c(4,2,5,6,2,7,2,9,2,3,7,4), 

                                        IRC   = 

c(2,1,2,4,2,6,1,9,1,2,4,2), 

                                        Steps = 

c(2,2,2,4,4,5,4,4,2,3,3,3), 

                                        Crea  = 

c(3,1,2,4,2,7,3,8,2,2,6,3), 

                                        Media = 

c(2,2,2,5,4,7,2,7,3,2,3,5), 

                                        RC    = 

c(2,1,1,2,1,5,1,9,2,1,4,2), 

                                        Misc  = 

c(3,1,3,6,2,7,2,5,2,1,4,2), 

                                        Solns = 

c(3,1,1,3,1,3,1,1,1,1,1,3), 

                                        PD    = 

c(4,2,1,3,2,4,2,3,1,2,4,1), 

                                        AE    = 

c(4,1,3,4,2,5,2,6,2,2,4,3), 

                                        Auth  = 

c(2,1,1,2,2,3,1,1,1,2,3,1)), 

                    

                   mscores = data.frame(Diff  = c(5,4), 

                                        Eleg  = c(4,3), 

                                        Nov   = c(5,5), 
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                                        CS    = c(4,3), 

                                        IRC   = c(4,2), 

                                        Steps = c(5,4), 

                                        Crea  = c(3,2), 

                                        Media = c(4,2), 

                                        RC    = c(3,1), 

                                        Misc  = c(5,2), 

                                        Solns = c(5,2), 

                                        PD    = c(2,1), 

                                        AE    = c(4,3), 

                                        Auth  = c(4,3)), 

                    

                   exp = c(0,17,20,0,20,0), 

                   where = 2, 

                   expert = 4) 

 

raters[[4]] = list(pscores = data.frame(Diff  = 

c(3,2,3,6,3,6,3,7,3,2,6,2), 

                                        Eleg  = 

c(5,1,5,6,2,4,2,2,2,1,3,2), 

                                        Nov   = 

c(4,2,5,4,1,5,3,2,4,1,5,2), 

                                        CS    = 

c(4,1,3,5,1,4,2,4,3,1,4,2), 

                                        IRC   = 

c(2,2,1,2,2,2,1,4,2,2,2,2), 

                                        Steps = 

c(2,2,1,3,2,3,1,4,2,2,3,2), 

                                        Crea  = 

c(3,2,4,4,1,3,2,2,2,2,4,2), 

                                        Media = 

c(4,2,3,5,5,5,2,5,4,3,5,4), 

                                        RC    = 

c(2,1,2,4,1,3,2,2,2,2,2,2), 

                                        Misc  = 

c(2,1,3,4,3,5,2,6,2,2,5,2), 

                                        Solns = 

c(3,1,1,1,1,1,1,3,1,1,1,1), 

                                        PD    = 

c(3,1,4,4,2,2,2,2,2,2,4,2), 

                                        AE    = 

c(3,1,5,4,2,4,2,2,2,3,3,2), 

                                        Auth  = 

c(3,1,3,1,3,2,1,1,1,2,3,1)), 

                    

                   mscores = data.frame(Diff  = c(3,4), 

                                        Eleg  = c(4,4), 

                                        Nov   = c(4,3), 

                                        CS    = c(4,4), 

                                        IRC   = c(3,5), 

                                        Steps = c(5,5), 

                                        Crea  = c(4,3), 

                                        Media = c(5,5), 

                                        RC    = c(4,2), 
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                                        Misc  = c(4,3), 

                                        Solns = c(5,4), 

                                        PD    = c(4,2), 

                                        AE    = c(4,2), 

                                        Auth  = c(4,3)), 

                    

                   exp = c(0,0,0,7,17,0), 

                   where = 1, 

                   expert = 1) 

 

raters[[5]] = list(pscores = data.frame(Diff  = 

c(3,1,2,4,3,6,1,9,3,3,4,5), 

                                        Eleg  = 

c(2,1,2,4,3,6,3,3,4,3,7,6), 

                                        Nov   = 

c(2,1,2,5,3,7,2,3,5,3,6,6), 

                                        CS    = 

c(4,1,2,6,4,7,3,4,4,3,6,3), 

                                        IRC   = 

c(2,1,1,9,4,4,1,1,1,4,9,4), 

                                        Steps = 

c(2,2,2,3,3,3,3,3,3,2,4,3), 

                                        Crea  = 

c(3,1,2,5,1,7,1,5,4,2,7,4), 

                                        Media = 

c(4,3,3,5,3,7,4,7,1,2,5,3), 

                                        RC    = 

c(2,1,3,5,1,7,3,1,5,3,6,5), 

                                        Misc  = 

c(3,1,9,4,2,3,6,6,4,3,2,6), 

                                        Solns = 

c(3,3,1,1,1,5,1,6,3,1,1,3), 

                                        PD    = 

c(5,3,3,7,3,9,4,1,5,2,9,6), 

                                        AE    = 

c(3,3,2,7,2,9,3,1,5,2,9,5), 

                                        Auth  = 

c(1,1,3,2,4,1,1,1,1,2,2,1)), 

                    

                   mscores = data.frame(Diff  = c(4,4), 

                                        Eleg  = c(4,4), 

                                        Nov   = c(5,3), 

                                        CS    = c(4,3), 

                                        IRC   = c(1,1), 

                                        Steps = c(4,5), 

                                        Crea  = c(2,5), 

                                        Media = c(3,4), 

                                        RC    = c(4,5), 

                                        Misc  = c(3,2), 

                                        Solns = c(5,3), 

                                        PD    = c(4,5), 

                                        AE    = c(5,4), 

                                        Auth  = c(3,4)), 
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                   exp = c(0,5.5,5.5,8,25,0), 

                   where = 1, 

                   expert = 4) 

 

raters[[6]] = list(pscores = data.frame(Diff  = 

c(3,1,2,7,5,8,3,7,3,2,8,6), 

                                        Eleg  = 

c(3,1,1,5,2,4,1,2,2,2,5,9), 

                                        Nov   = 

c(2,1,1,5,3,3,1,2,4,1,6,5), 

                                        CS    = 

c(4,1,1,6,2,5,3,2,2,3,5,7), 

                                        IRC   = 

c(2,2,1,6,4,2,1,4,2,3,1,3), 

                                        Steps = 

c(2,2,3,3,4,4,3,7,3,3,3,3), 

                                        Crea  = 

c(8,2,2,2,3,4,6,2,5,2,7,7), 

                                        Media = 

c(3,3,3,2,3,3,2,5,1,2,3,5), 

                                        RC    = 

c(2,1,1,3,3,3,2,1,1,3,3,9), 

                                        Misc  = 

c(3,2,4,2,2,5,3,5,2,2,7,2), 

                                        Solns = 

c(5,1,1,1,3,5,1,3,1,1,3,1), 

                                        PD    = 

c(3,1,1,2,2,3,2,4,1,1,6,3), 

                                        AE    = 

c(4,1,1,3,2,2,1,2,1,2,7,3), 

                                        Auth  = 

c(3,1,1,1,2,1,1,2,1,2,7,3)), 

                    

                   mscores = data.frame(Diff  = c(5,3), 

                                        Eleg  = c(5,4), 

                                        Nov   = c(5,2), 

                                        CS    = c(4,4), 

                                        IRC   = c(4,3), 

                                        Steps = c(5,3), 

                                        Crea  = c(2,5), 

                                        Media = c(4,5), 

                                        RC    = c(4,4), 

                                        Misc  = c(5,5), 

                                        Solns = c(5,3), 

                                        PD    = c(4,4), 

                                        AE    = c(4,4), 

                                        Auth  = c(4,4)), 

                    

                   exp = c(0,3,3,1,5,0), 

                   where = 1, 

                   expert = 3) 

 

raters[[7]] = list(pscores = data.frame(Diff  = 

c(2,1,1,5,2,9,6,9,1,4,8,3), 
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                                        Eleg  = 

c(1,1,1,3,1,9,4,5,1,2,5,6), 

                                        Nov   = 

c(1,1,1,5,1,9,6,8,2,3,8,2), 

                                        CS    = 

c(2,2,1,3,3,8,2,5,3,7,6,5), 

                                        IRC   = 

c(1,2,1,8,6,6,3,4,8,6,4,4), 

                                        Steps = 

c(2,2,2,3,2,4,2,4,2,3,3,3), 

                                        Crea  = 

c(2,1,1,1,2,6,2,3,2,2,3,3), 

                                        Media = 

c(2,1,1,3,3,3,2,5,4,3,3,3), 

                                        RC    = 

c(1,1,1,2,1,7,3,2,1,4,2,4), 

                                        Misc  = 

c(2,2,2,4,1,2,2,4,1,1,3,1), 

                                        Solns = 

c(1,1,1,3,5,3,1,3,1,3,3,3), 

                                        PD    = 

c(1,2,2,5,3,9,3,5,5,2,5,5), 

                                        AE    = 

c(2,2,1,4,1,7,5,2,1,2,5,2), 

                                        Auth  = 

c(1,1,1,5,3,6,5,3,3,5,5,3)), 

                    

                   mscores = data.frame(Diff  = c(5,4), 

                                        Eleg  = c(5,2), 

                                        Nov   = c(5,3), 

                                        CS    = c(2,1), 

                                        IRC   = c(1,1), 

                                        Steps = c(4,4), 

                                        Crea  = c(3,2), 

                                        Media = c(4,3), 

                                        RC    = c(5,5), 

                                        Misc  = c(5,1), 

                                        Solns = c(5,3), 

                                        PD    = c(5,2), 

                                        AE    = c(5,5), 

                                        Auth  = c(5,4)), 

                    

                   exp = c(0,0,4,39,6,36), 

                   where = 1, 

                   expert = 2) 

 

raters[[8]] = list(pscores = data.frame(Diff  = 

c(2,1,2,9,3,9,2,2,9,5,8,7), 

                                        Eleg  = 

c(3,1,1,4,2,8,2,3,2,1,6,7), 

                                        Nov   = 

c(7,1,5,9,2,9,3,9,6,4,9,5), 

                                        CS    = 

c(2,1,2,6,2,5,5,4,3,3,6,5), 
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                                        IRC   = 

c(1,1,2,6,3,6,2,8,4,1,4,3), 

                                        Steps = 

c(2,1,2,4,3,4,2,5,3,2,3,4), 

                                        Crea  = 

c(3,1,1,6,1,6,3,6,5,2,6,5), 

                                        Media = 

c(3,1,3,5,3,5,5,5,3,2,5,3), 

                                        RC    = 

c(3,1,2,5,2,6,2,7,3,2,4,6), 

                                        Misc  = 

c(2,1,2,3,2,6,1,4,3,1,4,3), 

                                        Solns = 

c(5,1,1,4,1,2,1,4,1,1,2,5), 

                                        PD    = 

c(2,3,2,2,5,2,2,3,3,5,4,4), 

                                        AE    = 

c(5,1,3,3,3,4,2,4,3,5,5,3), 

                                        Auth  = 

c(3,1,1,2,4,1,1,3,1,1,3,3)), 

                    

                   mscores = data.frame(Diff  = c(4,4), 

                                        Eleg  = c(5,2), 

                                        Nov   = c(5,1), 

                                        CS    = c(2,1), 

                                        IRC   = c(4,3), 

                                        Steps = c(2,4), 

                                        Crea  = c(5,2), 

                                        Media = c(3,3), 

                                        RC    = c(4,2), 

                                        Misc  = c(2,3), 

                                        Solns = c(5,5), 

                                        PD    = c(2,2), 

                                        AE    = c(2,1), 

                                        Auth  = c(5,3)), 

                    

                   exp = c(0,0,18,10,0,8), 

                   where = 2, 

                   expert = 2) 

 

 

 

 

 

############################ 

# CALCMETRICSTATS FUNCTION # 

############################ 

# 

# This function averages the scores of the raters on the "clarity 

# of description" and "ease of use" statistics.  It returns a data 

frame 

# with columns:  MPF name, clarity average, ease of use average 

calcMetricStats = function(raters) 

{ 
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  size = length(raters) 

  output = data.frame(MPFs = names(raters[[1]][[2]]), 

                      clear = numeric(14),  

                      ease = numeric(14)) 

  for (i in 1:14) { 

    stats = c(0,0) 

    for (r in 1:size) { 

      stats = stats + raters[[r]][[2]][,i] 

    } 

    output[i,2:3] = stats/size 

     

  } 

  return(output)  

} 

 

############################ 

# CALCSUBGROUPIRS FUNCTION # 

############################ 

# 

# This function examines the IRs for each feature and each pair combo.  

The output 

# is a 3D matrix of dimensions 14 x 8 x 8 where spot [i,j,k] is the IR 

between 

# raters j and k on feature i.  By averaging this dimension along the 

first dimension, 

# we can get an average IR for raters j and k across all features 

(this is an 

# 8x8 average matrix).  If we wish to study group-based difference, 

this can be 

# condensed further by looking at the average IRs of group A (say, 

mathematicians) vs. 

# group B (say, teachers).  This is done taking the average of the 

four numbers that  

# lie at the intersection of rows (mathematician 1 and mathematician 

2) and the columns 

# (teacher 1 and teacher 2) of the 8x8 averaged matrix.  This function 

returns one of three 

# possibilities based on the which parameter:  1 gives the 14x8x8 

matrix, 2 gives the 

# 8x8 average matrix, and 3 gives the 4x4 group average matrix 

calcSubgroupIRs = function(raters,which = 1) 

{ 

  size = length(raters) 

  output = array(0,c(14,size,size)) 

  for (i in 1:14) { 

    for (j in 1:size) { 

      for (k in 1:size) { 

        raterj = raters[[j]][[1]][,i] 

        raterk = raters[[k]][[1]][,i] 

        joinraters = matrix(c(raterj,raterk),nrow=2,byrow=T) 

        output[i,j,k] = kripp.alpha(joinraters)$value 

      } 

    } 

  } 
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  if (which == 1) {return(output)} 

   

  summary = apply(output,c(2,3),mean) 

  if (which == 2) {return(summary)} 

 

  # groups defined alphabetically: math, mathed, problem solving, 

teaching 

  group = list(); 

  group[[1]] = c(1,4)  # raters 1 and 4 are mathematicians 

  group[[2]] = c(7,8)  # raters 7 and 8 are math ed researchers 

  group[[3]] = c(2,6)  # raters 2 and 6 are problem solvers 

  group[[4]] = c(3,5)  # raters 3 and 5 are teachers 

  sumByGroup = array(0,c(4,4)) 

  for (i in 1:4) { 

    for (j in 1:4) { 

      sumByGroup[i,j] = ifelse(i != j,  

                               mean(summary[group[[i]],group[[j]]]), 

                               summary[ group[[i]][1] , group[[i]][2] 

]) 

    } 

  }  

  if (which == 3) {return(sumByGroup)} 

} 

 

 

### CALCULATE IRs FOR EXPERT PANEL ### 

newIRCalc = function() 

{ 

  results = array(0,c(14,5)) 

  size = length(raters) 

   

  for (i in 1:14) {    

    # A matrix of scores on a particular MPF. Each row is the ratings 

for  

    # all 12 problems by a fixed rater.   

    expScores = array(0,c(size,12)) 

    for (j in 1:size) { 

      expScores[j,] = raters[[j]][[1]][,i] 

    } 

    a = t(expScores) 

     

    results[i,1] = bp.coeff.raw(a,weights="quadratic",print=F)[3] 

    results[i,2] = fleiss.kappa.raw(a,weights="quadratic",print=F)[3] 

    results[i,3] = gwet.ac1.raw(a,weights="quadratic",print=F)[3] 

    results[i,4] = krippen.alpha.raw(a,weights="quadratic",print=F)[3] 

    results[i,5] = conger.kappa.raw(a,weights="quadratic",print=F)[3] 

  } 

 

  return(results) 

} 

 

 

# This code looks at the scores given by CDW and DQ on the 105 

problems that 
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# are part of the decontextualized arm of the dissertation 

# 

# Code assumes data stored in Excel file CDWDQScores.csv (as exported 

from Google Drive) 

# and that all headers have been removed 

 

library(ggplot2) 

 

scores <- read.csv("CDWDQScores.csv", header=F) 

names(scores) = 

c("ProbNum",paste(rep(c("CDO","DQO","CDC","DQC","AVG"),14),rep(c(1:14)

,each=5))) 

 

 

# extract all original scores 

CDO = as.vector(data.matrix(scores[,-3+5*c(1:14)])) 

DQO = as.vector(data.matrix(scores[,-2+5*c(1:14)])) 

 

# extract all compromise scores 

CDC = as.vector(data.matrix(scores[,-1+5*c(1:14)])) 

DQC = as.vector(data.matrix(scores[,-0+5*c(1:14)])) 

 

# table and histogram of differences in originals 

table(CDO-DQO) 

temp = as.data.frame(table(CDO-DQO)) 

ggplot(data=temp,aes(x=Var1,y=Freq)) +  

       geom_bar(stat="identity") +  

       xlab("Score Difference (CDW-DQ)") + 

       ylab("Count") + 

       ggtitle("CDW/DQ Score Differences Before Compromise") 

 

# table and histogram of differences in compromises 

table(CDC-DQC) 

barplot(table(CDC-DQC)) 

 

# calculate inter-rater reliability for each of the 14 metrics 

# print-out shows 95% confidence intervals; theIRs stores all the IR 

values 

theIRs = numeric(); 

for (i in 1:14) { 

  ratings = data.matrix(scores[,c(5*i-3,5*i-2)]) 

  theIRs[i] = gwet.ac1.raw(ratings,weights="quadratic",print=T)[[3]] 

} 

 

 

######################################### 

# CODE USED FOR CONTEXTUALIZED ANALYSIS # 

######################################### 

 

# Approximate run time:  15 minutes 

# 

# This code is built on two data sets - mdata (munged trials), mrdata 

(munged, rated trials) - 



319 
 

 

 

# and performs context-driven analysis of MPFs.  We have the below 

contexts 

# to be studied:   

#  

# General categories 

# 1) By subject (3 subsets: Prealgebra, Geometry, Number Theory) 

# 2) By correctness of response (2 subsets: Correct, Incorrect/Give-

up) 

# 

# Problem-related ideas 

# 3) By asymptotic level (5 subsets)  

# 4) By mean time taken on the problem (5 subsets) 

# 5) By cross-listing level (2 subsets, cross-listing levels of 1 or 

2+) 

# 6) By average user problem difficulty rating (5 subsets) 

# 7) By average user problem quality rating (5 subsets) 

# 8) By average user problem amount learned rating (5 subsets) 

#  

# User-related ideas 

# 9) By total number of user trials (5 subsets) 

# 10) By user mean solve time (5 subsets) 

# 11) By user asymptotic skill level (4 subsets) 

# 12) By user non-give-up percentage (4 subsets) 

# 13) By user time standard deviation, adjusted by mean solve time (4 

subsets) 

# 

# Each of these 13 contexts gives rise to a 3D matrix with dimensions: 

# (num subsets) x 10 x 10, where the 10 x 10 is the correlation matrix 

for the LAMs 

# for a particular subset for a context.  To create the 3D matrix, we 

take all the trial data 

# from a given subset (say, all the correct trials for context 2), use 

these to build an MST,  

# and then calculate a correlation matrix for that MST. 

# 

# These 13 3D matrices are stored in the R list CSCM, or Context-

Subset Correlation Matrices. 

# This is a 13 element list of 3D matrices whose dimensions differ 

from context to context. 

# 

# IMPORTANT NOTE:  For a given context, each subset of data will have 

particular set of trials, 

# which will, in turn create a particular MST, from which a 

correlation table will be built. 

# To get a tight 95% confidence interval around a correlation value 

takes a lot of data (i.e. 

# a lot of rows in the MST).  Thus, the code below tries to balance:  

a) respecting the 

# distribution of the trait and how many members should be placed in 

each subset, and b) getting 

# enough data in each subset to get ample rows in each MST to get 

tighter 95% confidence 

# intervals.  By pushing on this balance, we ultimately try to get 400 

rows in each MST, settling 
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# for 200 in some cases, or 100 in the rarest cases. 

# 

# In addition to CSCM, we keep a set of metadata for research 

reporting purposes. 

# CSMD (Context-Subset Meta-Data) is a list that stores the following 

items for each context:   

# 1) context description  

# 2) number of subsets used for the context 

# 3) number of members that ended up in each subset after compromising 

(see NOTE above) 

# 4) number of members that should be in each subset with equal 

partitioning 

# 5) number of trials in each subset  

# 6) number of problems in the MST for each subset (MST length)  

# 7) percent overlap in the problem lists that populate the MSTs for 

the various subsets  

# This is a 2D table where the number in row i, column j is: 

# (number of problems from MST based on subset i that also appear in 

the MST from subset j)/ 

# (total number of problems from MST based on subset i) 

# 

# We also create a data frame to store correlation info in a helpful 

format for 

# reporting.  It has these columns:  context # (1-13), subset # (1-

varies), MPF i (1-10), 

# MPF j (1-10), corr value r (-1 to 1), r^2, p val (0 to 1), 95% conf 

interval for corr value 

# This is called the CSCT, or Context-Subset Correlation Table 

# 

# Review of important data objects: 

# CSCM - Context-Subset Correlation Matrices: a list of 3D matrices 

storing the correlation 

#        data for the different contexts and subsets 

# CSCT - Context-Subset Correlation Table: a table version of CSCM 

that also includes  

#        p-values and confidence intervals 

# CSMD - Context-Subset Meta-Data:  a list of metadata for each of the 

13 contexts (see above) 

 

#################### 

# NEEDED LIBRARIES # 

#################### 

 

library("dplyr") 

 

 

#################### 

# GLOBAL VARIABLES # 

#################### 

 

MINRATINGS = 35   # Only allow problems in the MSTs with this many 

ratings 
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CSCM = list()    # a 13-element list of 3D context subset correlation 

matrices  

CSMD = list()    # metadata list, see above 

CSCT = data.frame(context=numeric(),subset=numeric(), 

                 LAMi=numeric(),LAMj=numeric(), 

                 r=numeric(),rsq=numeric(), 

                 pval=numeric(), 

confintLB=numeric(),confintUB=numeric()) 

 

# Helper variables for each context 

subsets = list() 

ratedSubsets = list() 

MSTS = list() 

 

 

 

############# 

# FUNCTIONS # 

############# 

 

# BUILDDATA FUNCTION 

# 

# This function builds the CSMD, CSCM, and CSCT using the info passed 

to it. 

# 

# It requires these inputs: 

# subsets - a list of data frames.  Each data frame contains the 

trials for a  

# particular subset.   

# MSTS - a list of metric score tables, one for each subset 

# contextNum - which context we're currently creating. 

buildData = function(subsets,MSTS,contextNum) 

{ 

                   # general contexts 

  contextNames = c("Subject", 

                   "Correctness", 

                    

                   # problem contexts 

                   "Problem Level", 

                   "Problem Mean Time", 

                   "Problem Crosslist Value", 

                   "Problem Difficulty Rating", 

                   "Problem Quality Rating", 

                   "Problem Learn Rating", 

                    

                   # user contexts 

                   "User Number of Trials", 

                   "User Mean Time", 

                   "User Level", 

                   "User Non-give-up Percentage", 

                   "User Adjusted Time SD") 

   

  ### BUILD CSMD ### 

  metaList = list() 
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  size = length(subsets) 

  metaList[[1]] = contextNames[contextNum] 

  metaList[[2]] = size 

   

  # Three contexts (1,2,5) are determined by a factor idea (e.g. 

context 1 is subject area); 

  # these contexts do not have a goal size for the various subsets; 

they are what they are 

  # The other contexts do have a goal - this is simply (1/numSubsets) 

* (number of problems) 

  # or (1/numSubsets) * (number of users) depending on the particular 

context 

  if (contextNum %in% c(1,2,5)) { 

    metaList[[3]] = rep(NA,size) 

    metaList[[4]] = rep(NA,size) 

  } else if (contextNum < 9) { 

    metaList[[3]] = sapply(subsets,function(x) 

{length(unique(x$problem_id))}) 

    metaList[[4]] = rep(sum(metaList[[3]])/size,size) 

  } else { 

    metaList[[3]] = sapply(subsets,function(x) 

{length(unique(x$user_id))}) 

    metaList[[4]] = rep(sum(metaList[[3]])/size,size)    

  }  

   

 

  metaList[[5]] = sapply(subsets,nrow) 

  metaList[[6]] = sapply(MSTS,nrow) 

  overlapPerc = array(0,c(size,size)) 

  for (i in 1:size) { 

    for (j in 1:size) { 

      probsI = MSTS[[i]]$problem_id 

      probsJ = MSTS[[j]]$problem_id 

      overlapPerc[i,j] = 

length(intersect(probsI,probsJ))/length(probsI) 

    } 

  } 

  metaList[[7]] = overlapPerc 

   

  # assign to global variable using <<- 

  CSMD[[contextNum]] <<- metaList  

   

   

  ### BUILD CSCM ### 

  corrs = array(0,c(size,10,10)) 

  for (i in 1:size) { 

    corrs[i,,] = cor(MSTS[[i]][,-1]) 

  } 

  CSCM[[contextNum]] <<- corrs 

 

   

  ### BUILD CSCT ### 

  for (i in 1:size) { 

    for (r in 1:9) { 
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      for (c in (r+1):10) { 

        df = as.data.frame(MSTS[[i]][,-1]) 

        corResults = cor.test(df[,r],df[,c],method="pearson") 

        CSCT[nrow(CSCT)+1,] <<- c(contextNum,i,r,c, 

                                

corResults$estimate,corResults$estimate^2, 

                                corResults$p.value, 

corResults$conf.int[1],corResults$conf.int[2]) 

      } 

    } 

  } 

} 

 

# DETERMINESUBSETS FUNCTION 

# 

# This function is given a digest which contains a list of problems 

(or users), the values for 

# a context on those problems (e.g., the average solve time), and the 

number of trials 

# associated with that problem (or user).  Here is an example where 

the context is the 

# user's resilience (context 12), or how often they don't give up: 

# 

#               group (here, user_ids)            context  trials 

# 1  JyCPcIh8wEFUhB8lbDZd0PKAT8Qxbl3thROi2XNp9tA   0.000     22 

# 2  tt1JfCKvwzG6P38y0CgUMxO1H9YyL-Kf3R3g7TS3eM0   0.000     34 

# 3  z6AXCjCUXb3B9eHijyQwkP3xv0YObhQmR8pvFLSX9VM   0.000     82 

# 4  kxpPB0F5YARW7b7LcounuoW45JnuxWzwCDyigQP5ANY   0.019     53 

# 5  Y0vWwZumze7pAwAF0F8Yh3RqKYeDr5d-HNbHS8NbKdQ   0.034    382 

# 6  r5PzPTsSzAvFOxq6QQ-VSLlkIZqXLHVwf0ZjNluH85E   0.037    134 

# 7  ONVFbBTt7PyjX6NdZ79RnGYwfvNTyyTR9PK0sSmlsok   0.043    116 

# 

# 

# The goal of this function is to break the list of problems  

# (or users) into numSubsets by sorting via the context and roughly 

breaking the digest 

# into numSubsets groupings.  Unfortunately, we must ensure that each 

subset leads 

# to an MST with enough rows to create correlation values with tight 

confidence intervals. 

# 

# To do this, we simultaneously attempt to balance two ideas - 

# 1) The number of problems (or users) in a subset (groupSize, below) 

and  

# 2) The number of trials associated with those problems (or users) 

(tally, below).   

# The desired groupSize is simply the total number of problems (or 

users) divided 

# by the number of subsets.  If such a group size does not result in 

sufficient trials 

# to build a long-enough MST, then we throw some extra problems/users 

into the group until we 

# achieve the desired minValue parameter.  We must also worry about a 

group taking up too 
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# many trials, and not leaving enough for others.  Thus, if when 

building a group, the 

# number of trials exceeds the maxValue parameter, we cut the group 

size a little short. 

# To do all this, we build a subset problem by problem (or user by 

user), 

# keeping a running tally of the number of trials associated with 

those problems (or users). 

# This table shows if we should continue adding to the current subset 

being built or stop: 

# 

#                                                   tally 

#                           < minValue    minValue <=   <= maxValue      

> maxValue 

# 

#               <  goal        GO ON                GO ON                   

STOP 

#  groupSize 

#               >= goal        GO ON                STOP                    

STOP 

# 

# Also, our code must ensure the last subset captures all the 

remaining data, ignoring 

# the above discussion.  

# 

# This function returns a list of vectors, each containing the 

problem_ids (or user_ids)  

# for each of the subsets. 

determineSubsets = function(digest,numSubsets,minValue = 0, maxValue = 

5e6) 

{ 

  groupings = list() 

  names(digest) = c("group","context","trials") 

  digest = digest[order(digest$context),] 

  total = nrow(digest) 

  goal = floor(total/numSubsets) 

  start = 1 # start and end indices (inclusive) for the group we are 

trying to create 

  end = 0   

  for (i in 1:numSubsets) { 

    # initializing variables for the subset at hand 

    tally = 0 

    groupSize = 0 

    done = FALSE 

     

    # special case:  building the last subset (last subset takes the 

rest of the data) 

    if (i == numSubsets) { 

      done = TRUE 

      end = total 

      groupSize = end-start+1 

      tally = sum(digest$trials[c(start:end)]) 

    }     
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    # figuring out the subset 

    while (!done) { 

      end = end + 1 

      tally = tally + digest$trials[end] 

      groupSize = groupSize + 1 

      # see comment above about stopping condition 

      done = (groupSize < goal  & tally > maxValue) | 

             (groupSize >= goal & tally >= minValue) 

    } 

     

    # build the subset 

    groupings[[i]] = digest$group[c(start:end)] 

     

    # prepare to build next subset 

    start = end + 1    

  } 

  return(groupings) 

} 

 

# RUNCONTEXT FUNCTION 

# 

# This function uses the above functions to run the code needed for 

those contexts  

# that are divided up based on a digest (i.e., not 1,2, and 5). It 

expects: 

# digest - described above 

# numSubsets - how many subsets we should break digest into 

# groupName - the group we are working on (either user_id or 

problem_id) 

# contextNum - a number between 1 and 13 (which context we are 

currently creating) 

# minValue and maxValue - values passed on to the determineSubsets 

function, see above 

runContext = 

function(digest,numSubsets,groupName,contextNum,minValue=0,maxValue=5e

6) 

{ 

  resetHelpers() 

  groups = determineSubsets(digest,numSubsets,minValue,maxValue) 

  for (i in 1:length(groups)) 

  { 

    subsets[[i]] <<- mdata[mdata[[groupName]] %in% groups[[i]], ] 

    ratedSubsets[[i]] <<- mrdata[mrdata[[groupName]] %in% groups[[i]], 

] 

    MSTS[[i]] <<- buildMST(subsets[[i]],ratedSubsets[[i]],MINRATINGS) 

  } 

  buildData(subsets,MSTS,contextNum)  

} 

 

# RESETHELPERS FUNCTION 

# 

# This clears the global variables we use repeatedly below. 

resetHelpers = function() 

{ 
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  subsets <<- list() 

  ratedSubsets <<- list() 

  MSTS <<- list() 

} 

 

 

############# 

# MAIN CODE # 

############# 

 

################################################################ 

################# General Categories ########################### 

################################################################ 

 

 

################################################################ 

# 1) By subject (3 subsets: Prealgebra, Geometry, Number Theory) 

################################################################ 

 

resetHelpers() 

indices = c(193,3,6) 

for (i in 1:3) { 

  subsets[[i]] = subset(mdata,subject_id==indices[i]) 

  ratedSubsets[[i]] = subset(mrdata,subject_id==indices[i]) 

  MSTS[[i]] = buildMST(subsets[[i]],ratedSubsets[[i]],MINRATINGS) 

} 

buildData(subsets,MSTS,1) 

 

################################################################ 

# 2) By correctness of response (2 subsets: Correct, Incorrect/Give-

up) 

################################################################ 

 

resetHelpers() 

subsets[[1]] = subset(mdata,result == "Y") 

ratedSubsets[[1]] = subset(mrdata,result == "Y") 

MSTS[[1]] = buildMST(subsets[[1]],ratedSubsets[[1]],MINRATINGS) 

subsets[[2]] = subset(mdata,result != "Y") 

ratedSubsets[[2]] = subset(mrdata,result != "Y") 

MSTS[[2]] = buildMST(subsets[[2]],ratedSubsets[[2]],MINRATINGS) 

buildData(subsets,MSTS,2) 

 

################################################################ 

################## Problem-related ideas  ###################### 

################################################################ 

 

################################################################ 

# 3) By asymptotic difficulty level (5 subsets)  

################################################################ 

digest = mdata %>% group_by(problem_id) %>% summarize(context = 

first(pasympdiff),trials = n()) 

runContext(digest,5,"problem_id",3) 

 

################################################################ 
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# 4) By mean time taken on the problem (5 subsets) 

################################################################ 

digest = mdata %>% group_by(problem_id) %>% summarize(context = 

first(pmean),trials = n()) 

runContext(digest,5,"problem_id",4) 

 

################################################################ 

# 5) By cross-listing level (2 subsets, cross-listing levels of 1 or 

2+) 

################################################################ 

resetHelpers() 

subsets[[1]] = subset(mdata,cross == 1) 

ratedSubsets[[1]] = subset(mrdata,cross == 1) 

MSTS[[1]] = buildMST(subsets[[1]],ratedSubsets[[1]],MINRATINGS) 

subsets[[2]] = subset(mdata,cross > 1) 

ratedSubsets[[2]] = subset(mrdata,cross > 1) 

MSTS[[2]] = buildMST(subsets[[2]],ratedSubsets[[2]],MINRATINGS) 

buildData(subsets,MSTS,5) 

 

 

################################################################ 

# 6) By average user problem difficulty rating (5 subsets) 

################################################################ 

digest = mrdata %>% filter(difficulty > 0) %>% 

         group_by(user_id,problem_id) %>% summarize(difficulty = 

first(difficulty)) %>%  

         group_by(problem_id) %>% summarize(context = 

mean(difficulty)) 

# helper variable:  we need to count the number of trials for each 

problem, not 

# the number of rated trials; note mdata vs. mrdata used here 

counter = mdata %>% group_by(problem_id) %>% summarize(trials = n()) 

 

# merge desired context (average difficulty rating) with trials count 

digest = merge(digest,counter,by=c("problem_id")) 

runContext(digest,5,"problem_id",6) 

 

################################################################ 

# 7) By average user problem quality rating (5 subsets) 

################################################################ 

digest = mrdata %>% filter(quality > 0) %>% 

  group_by(user_id,problem_id) %>% summarize(quality = first(quality)) 

%>%  

  group_by(problem_id) %>% summarize(context = mean(quality)) 

# use counter from context 6 

digest = merge(digest,counter,by=c("problem_id")) 

runContext(digest,5,"problem_id",7) 

 

################################################################ 

# 8) By average user problem learn rating (5 subsets) 

################################################################ 

digest = mrdata %>% filter(learn > 0) %>% 

  group_by(user_id,problem_id) %>% summarize(learn = first(learn)) %>%  

  group_by(problem_id) %>% summarize(context = mean(learn)) 



328 
 

 

 

digest = merge(digest,counter,by=c("problem_id")) 

runContext(digest,5,"problem_id",8) 

 

################################################################ 

################## User-related ideas ########################## 

################################################################ 

 

################################################################ 

# 9) By total number of user trials (5 subsets) 

################################################################ 

digest = mdata %>% group_by(user_id) %>%  

                   summarize(context = first(ucount),trials = n()) 

runContext(digest,5,"user_id",9,7e5,1.1e6) 

 

################################################################ 

# 10) By user mean solve time (5 subsets) 

################################################################ 

digest = mdata %>% group_by(user_id) %>%  

                   summarize(context = first(umean),trials = n()) 

runContext(digest,5,"user_id",10,1e6,1.1e6) 

# Used in dissertation: 

# hist(digest$context, xlab="User mean solve time (s)", 

#      main="Context 10 

Histogram",breaks=seq(0,10000,by=10),xlim=c(0,750)) 

 

 

################################################################ 

# 11) By user asymptotic skill level (4 subsets) 

################################################################ 

digest = mdata %>% group_by(user_id) %>%  

                   summarize(context = first(uasymplevel),trials = 

n()) 

runContext(digest,4,"user_id",11,1.4e6,1.5e6) 

 

################################################################ 

# 12) By user non-give-up percentage (4 subsets) 

################################################################ 

digest = mdata %>% group_by(user_id) %>%  

                   summarize(context = 1-

sum(result=="G")/sum(is_final),trials = n()) 

runContext(digest,4,"user_id",12) 

 

################################################################ 

# 13) By user time standard deviation, adjusted by mean solve time (4 

subsets) 

################################################################ 

 

temp = mdata %>% group_by(user_id) %>%  

  summarize(usd = first(usd), umean  = first(umean),trials=n()) 

fit = lm(usd ~ poly(umean, 5),data=temp) 

res = residuals(fit) 

digest=data.frame(user_id=temp$user_id,context=res,trials=temp$trials) 

runContext(digest,4,"user_id",13,1e6,1.5e6) 
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#################################### 

# REMOVE UNWANTED GLOBAL VARIABLES # 

#################################### 

rm(subsets,ratedSubsets,MSTS,digest,counter,temp,fit,res) 

 

 

# This script creates two visualization of the correlations among MPFs 

across 

# various traits and subsets.  It works on the global variables CSCT 

(data frame), 

# CSCM (list), and CSMD (list) - see ContextualizedAnalysis for a 

description of these. 

# 

# In the end, we wish to understand how MPFs are correlated (or not) 

in different 

# subsets and contexts.  In the visualization produced we use this 

color scheme: 

# Gray  - results not practically-significant (PS) nor statistically 

significant (SS) 

# Blue  - results are SS, but not PS 

# Red   - results are PS, but not SS 

# Green - results are both PS and SS 

# See the method buildSignificanceData below for details on this. 

 

# Global variables used in functions below 

LAMNames =  c("Internal Difficulty Score", 

              "Avg. User Difficulty Rating", 

              "Percent of Misconceptions", 

              "Level of Crosslisting", 

              "Avg. User Learn Rating", 

              "Cogn. Engagement: TOBS", 

              "Cogn. Engagement: TOBPD", 

              "Novelty", 

              "Avg. User Quality Rating", 

              "Percentage of Non-give-up") 

 

contextNames = c("Subject", 

                 "Correctness", 

                 "Problem Level", 

                 "Problem Mean Time", 

                 "Problem Crosslist Value", 

                 "Problem Difficulty Rating", 

                 "Problem Quality Rating", 

                 "Problem Learn Rating", 

                 "User Number of Trials", 

                 "User Mean Time", 

                 "User Level", 

                 "User Non-give-up Percentage", 

                 "User Adjusted Time SD") 

 

shortNames =   c("G Subject", 

                 "G Correct", 
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                 "P Level", 

                 "P Mean Time", 

                 "P Crosslist", 

                 "P Diff Rate", 

                 "P Qual Rate", 

                 "P Learn Rate", 

                 "U # Trials", 

                 "U Mean Time", 

                 "U Level", 

                 "U Non-give-up", 

                 "U Time SD") 

 

 

########################## 

# CLEANCORRDATA FUNCTION # 

########################## 

# 

# This function takes the CSCT as an input and outputs a cleaned up 

version. 

# Rows are removed that: 

# 1) Have a correlation of NA.  This occurs when subsetting reduces 

one of the MPFs to 

#    having only a single value (thus, no variation, and correlation 

is not well-defined). 

# 2) Correlations that are not significantly different than 0.  Given 

the multiplicity 

#    of correlations being tested, we use the false detection rate 

approach of  

#    Benjamani and Hochberg.  The original p-values from corrData are 

changed into 

#    BH- (or FDR-) corrected p-values, which are then compared to the 

alpha value 0.05. 

#     

# This process leaves us with meaningful, significant results.  It 

does not filter on the 

# strengths of those correlations. 

# 

# Note:  This reduces the 2430 rows of CSCT to ~1832 significant rows 

(53 are dropped because 

# of NA values, 545 are lost to FDR-corrected significance testing) 

 

cleanCorrData = function(data) 

{ 

  subset(data,!is.na(r) & p.adjust(pval,method="fdr") < 0.05) 

} 

 

 

######################### 

# GENSTRONGEST FUNCTION # 

######################### 

# 

# This function generates the strongest NUMCORRS positive associations 

and negative  
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# associations.  Specifically, for the strongest positive, we sort by 

the lower bound  

# of the 95% confidence interval and take the top NUMCORRS.  For the 

strongest negative, 

# we sort by the upper bound.  We return a 2-element list with the 

desired results. 

# This function expects a cleaned version of CSCT (see cleanCorrData 

function). 

genStrongest = function(data) 

{ 

  NUMCORRS = 100 

     

  strongest = list() 

  strongest[[1]] = head(data[order(-data$confintLB),],NUMCORRS) 

  strongest[[2]] = head(data[order(data$confintUB),],NUMCORRS) 

   

  return(strongest) 

} 

 

 

# Creates a large graph graph for each LAMi, LAMj pairing where 1<= i 

< j <= 10, 

# or 45 total graphs.  Each graph has 13 separate chart charts (for 

the 13 contexts), 

# and each chart has between 2 and 5 bars in it, depending on the 

number of subsets 

# for that context.  The coloring of the bar chart groups is based on 

statistical 

# and practical significance, as described at the top of this 

document.  95%  

# confidence intervals are shown with error bars. 

# 

# Results are written to the file ContextualizedResultsByLAMs.pdf 

contextualizedVizByLAMs = function(data,codes) 

{ 

  library(ggplot2) 

  library(RColorBrewer) 

   

  colors = c("gray","blue","red","green") 

   

  # get PDF open 

  

pdf(file="ContextualizedResultsByLAMs.pdf",onefile=T,paper='a4r',width

=11,height = 8)  

   

  n = 0 

   for (i in 1:9) { 

    for (j in (i+1):10) { 

      n = n + 1 

      subData = subset(data,LAMi==i & LAMj == j) 

      subData$subset = as.factor(subData$subset) 

      subData$context = as.factor(subData$context) 

      levels(subData$context) = shortNames 

      dodge = position_dodge(width=0.9) 



332 
 

 

 

      temp = ggplot(subData, aes(y = r, x = factor(context),group = 

subset,  

                                 fill=context,ymax = confintUB,  

                                 ymin = confintLB)) +  

             geom_bar(position = 

"dodge",stat="identity",color="black") + 

             geom_errorbar(position=dodge, width = 0.25) + 

             ggtitle(paste(n,"Correlation 

Between",LAMNames[i],"and\n", 

                                 LAMNames[j],"by Context and Subset")) 

+ 

             theme(plot.title = element_text(face="bold")) + 

             xlab("") + 

             ylab("Correlation Value")  + 

             theme(legend.position="none") + 

             theme(axis.text.x = element_text(face="bold",angle=90)) + 

             scale_fill_manual(values = colors[1+codes[,i,j]])  

             

      # write to PDF or RStudio 

      plot(temp)    

    } 

  } 

  dev.off() 

} 

 

 

# This creates a large number of bar charts where context is the top-

level organizing 

# idea.  For each of the 13 contexts, a bar chart is produced for each 

of the 45 

# LAMi/LAMj pairings where 1 <= i < j <= 10.  The number of a bars in 

a given bar chart 

# varies between 2 and 5 based on the number of subsets defined for a 

context. 

# The coloring of the bar chart groups is based on statistical 

# and practical significance, as described at the top of this 

document.  95%  

# confidence intervals are shown with error bars. 

# 

# Results are written to the file ContextualizedResultsByContext.pdf 

 

contextualizedVizByContext = function(data,codes) 

{ 

  library(ggplot2) 

  library(RColorBrewer) 

  library(grid) 

   

   

  # get PDF open 

  

pdf(file="ContextualizedResultsByContext.pdf",onefile=T,paper='a4r',wi

dth=11,height = 8)  

  rows = 3 

  cols = 5 
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  graphNum = 1 

  # helper function for below 

  vplayout<-function(x,y) 

    viewport(layout.pos.row=x,layout.pos.col=y) 

 

  for (c in 1:13) {    

    subData = subset(data,context == c) 

    subData$subset = as.factor(subData$subset) 

    subData$context = as.factor(subData$context) 

    levels(subData$context) = contextNames[c] 

    dodge = position_dodge(width=0.9)      

    n = 100 # force a reset of everything immediately below 

     

    for (i in 1:9) { 

      for (j in (i+1):10) { 

        # which color should the plot be? 

        code = codes[c,i,j] 

        colorStr = "Greys"   # assume grays unless proven otherwise 

        if (code == 1) { 

          colorStr = "Blues" 

        } else if (code == 2) { 

          colorStr = "Reds" 

        } else if (code == 3) { 

          colorStr = "Greens" 

        } 

         

        n = n + 1 

        if (n > rows * cols) {  

          n = 1 

          grid.newpage() 

          pushViewport(viewport(layout=grid.layout(rows+1,cols, 

                                                   heights = unit(c(1, 

rep(5,rows)), "null")))) 

          grid.text(paste("Context",c,"-",contextNames[c]),  

                    gp=gpar(fontsize=20,fontface="bold"), 

                    vp = vplayout(1,1:cols)) 

        } 

        subsubData = subset(subData, LAMi==i & LAMj == j) 

        temp = ggplot(subsubData, aes(y = r, x = subset, ymax = 

confintUB,  

                                   ymin = confintLB)) +  

          geom_bar(aes(fill = subset),  

                   position = dodge,stat="identity") + 

          geom_errorbar(color = "black", position=dodge, width = 0.25) 

+ 

          ggtitle(paste(graphNum,LAMNames[i],"and\n", LAMNames[j])) + 

          theme(plot.title = element_text(size = 7,face="bold")) + 

          theme(legend.position="none") + 

          theme(plot.margin=unit(c(2,2,2,2),"mm")) + 

          labs(x=NULL,y=NULL) + 

          scale_fill_manual(values = brewer.pal(7,colorStr)[3:7])  

         # scale_colour_manual(values = colorCode) 

         

        rval = ceiling(n/cols) 
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        cval = (n - 1) %% cols + 1 

        # write to PDF or RStudio 

        print(temp,vp=vplayout(rval + 1,cval)) 

        graphNum = graphNum + 1 

      } 

    } 

  } 

  dev.off() 

} 

 

 

# This function takes the CSCT as an input and returns a 3D array of 

values (0 through 3). 

# The value at position (c,i,j) tells whether the correlations between 

LAM i and LAM j for 

# context c are practically significant and/or statistically 

significant.   

# These are defined as: 

# 

# Practically significant - for at least one subset of context c, the 

correlation value  

# r (between LAM i and j) satisfies abs(r) >= MINPRACSIGN 

# 

# Statistically significant - for at least one comparison of pairwise 

subsets for  

# context c, we have a stiatistically significant difference in the r 

values, after  

# adjusting p-values using FDR. 

# 

# To do this, we first make a data frame that records the p-value for 

a r-comparisons of  

# subsets from the same context-LAMi-LAMj trio.  After doing this for 

all context-LAMi-LAMj 

# triplets, we adjust all p-values using FDR.  Then we loop through 

all trios and  

# determine practical and statistical significance.  We use these 

codes: 

# 

# 0 (neither, gray color in vizs), 1 (statistically significant only, 

blue),  

# 2 (practically significant only, red), 3 (both, green) 

buildSignificanceData = function(data,metadata) 

{ 

  library(psych) 

   

  MINPRACSIGN = 0.5 

   

  n = 1 

   results = data.frame(context = integer(0),LAMi = integer(0), LAMj = 

integer(0), 

                        subseti = integer(0),subsetj = integer(0),pval 

= numeric(0)) 
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   for (c in 1:13) { 

     for (i in 1:9) { 

       for (j in (i+1):10) { 

         subData = subset(data,context==c & LAMi==i & LAMj==j) 

         s = nrow(subData) 

         

         # compare all pairs of subsets 

         rvals = subData$r 

         nvals = metadata[[c]][[6]] 

          

         for (s1 in 1:(s-1)) { 

           for (s2 in (s1+1):s) { 

             res = 

paired.r(rvals[s1],rvals[s2],NULL,nvals[[s1]],nvals[[s2]]) 

             results[n,] = c(c,i,j,s1,s2,res$p) 

             n = n+1 

           } 

         } 

       } 

     } 

   } 

   # we know have p-values for all comparisons!  Apply Benjamini-

Hochberg FDR 

   results$padj = p.adjust(results$pval,method="fdr") 

    

  colorCodes = array(0,c(13,10,10)) 

 

  # loop through all trios and determine color code 

   for (c in 1:13) { 

     for (i in 1:9) { 

       for (j in (i+1):10) { 

         rvals = subset(data,context==c & LAMi == i & LAMj == j)$r 

         pvals = subset(results, context == c & LAMi == i & LAMj == 

j)$padj 

         statRel = (sum(pvals < 0.05,na.rm = TRUE) > 0) 

         pracRel = (sum(abs(rvals) >= MINPRACSIGN, na.rm = TRUE) > 0) 

         code = statRel + 2*pracRel 

         colorCodes[c,i,j] = code 

       } 

     } 

   } 

    

   return(colorCodes) 

} 

 

 

colorCodes = buildSignificanceData(CSCT,CSMD) 

contextualizedVizByLAMs(CSCT,colorCodes) 

contextualizedVizByContext(CSCT,colorCodes) 

#genStrongest(cleanCorrData(CSCT)) 
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############################## 

# CODE FOR CHAPTER 4 FIGURES # 

############################## 

 

 

# Figure 4.2 

rated = mrdata %>% group_by(user_id,problem_id) %>%  

  summarize(LAM2 = first(difficulty),  

            pdiff = first(pasympdiff),  

            subj = first(subject_id)) 

 

rated = rated %>% group_by(problem_id) %>%  

  summarize(pdiff = first(pdiff),udiff = mean(LAM2[LAM2 > 0]), 

            subj = first(subj)) 

 

plot(rated$pdiff,rated$udiff,xlab="Alcumus Difficulty Rating", 

     ylab = "Users' Average Difficulty Rating", 

     main="Alcumus vs. User Difficuty Ratings",col=rated$subj+8) 

legend(2.1,4,c("Prealg","Geom","Num Th"),col=c(193,3,6)+8,pch=1) 

 

# Figure 4.3 

breaks = quantile(rated$pdiff,probs=seq(0,1,0.20)) 

plot(rated$pdiff,rated$udiff,xlab="Alcumus Difficulty Rating", 

     ylab = "Users' Average Difficulty Rating", 

     main="Alcumus vs. User Difficuty Ratings") 

abline(v=breaks[2:5],lty=3,col="red") 

 

# Figure 4.4 

breaks = quantile(rated$udiff,probs=seq(0,1,0.20)) 

plot(rated$pdiff,rated$udiff,xlab="Alcumus Difficulty Rating", 

     ylab = "Users' Average Difficulty Rating", 

     main="Alcumus vs. User Difficuty Ratings") 

abline(h=breaks[2:5],lty=3,col="orange") 

 

# Figure 4.5 

rated = mrdata %>% group_by(user_id,problem_id) %>%  

  summarize(LAM2 = first(difficulty),  

            LAM5 = first(learn)) 

 

rated = rated %>% group_by(problem_id) %>%  

  summarize(udiff = mean(LAM2[LAM2 > 0]), 

            ulearn = mean(LAM5[LAM5 > 0])) 

 

plot(rated$ulearn,rated$udiff,ylab="Average User Difficulty Rating", 

     xlab = "Average User Amount-Learned Rating", 

     main="Problems' Average User Difficulty and Learn Ratings") 

 

# Explore A-B SD TOBS window for the different Subjects (see figure 31 

discussion 

# of Chapter 5) 

# 

buildSmallMST = function(rated,unrated,minRatingsAllowed,A,B) 
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{ 

  rated = rated %>% group_by(user_id,problem_id) %>%  

    summarize(LAM2 = first(difficulty),LAM5 = first(learn),LAM9 = 

first(quality)) 

   

  temp = rated %>% group_by(problem_id) %>%  

    summarize(ok = sum(LAM2>0)>=minRatingsAllowed &  

                sum(LAM5>0)>=minRatingsAllowed &  

                sum(LAM9>0)>=minRatingsAllowed) 

  goodProblems = temp$problem_id[temp$ok] 

   

  unrated  = subset(unrated,problem_id %in% goodProblems) 

  rated = subset(rated,problem_id %in% goodProblems) 

   

  # good idea to put data set in order by time 

  unrated = unrated[order(unrated$trial_id),] 

   

  # calculate average user learn and TOBS 

  MST = rated %>% group_by(problem_id) %>% summarize(LAM5 = 

mean(LAM5[LAM5 > 0])) 

   

  temp = unrated %>% group_by(problem_id) %>%  

    summarize(LAM6 = sum(((umean + A*usd) < time) & (time < (umean + 

B*usd)))/n()) 

   

  MST$LAM6 = temp$LAM6 

   

  return(MST) 

} 

 

indices = c(193,3,6) 

for (i in 1:3) { 

  temp = buildSmallMST(subset(mrdata,subject_id == indices[i]), 

                       subset(mdata,subject_id == indices[i]), 

                       35,0,1) 

  print(cor(temp$LAM5,temp$LAM6)) 

} 

 

# Figures 4.6 and 4.7: an exploration of why easier problems and 

Prealgebra 

# problems have higher LAM6-LAM7 correlations 

library(dplyr) 

library(RColorBrewer) 

cb = c("Black",rep("White",4)) 

 

temp = mrdata[,c("problem_id","subject_id")] 

temp = temp %>% group_by(problem_id) %>% 

summarize(subject_id=first(subject_id)) 

temp2 = merge(MST,temp,by=c("problem_id"),all=F) 

with(temp2,plot(LAM7,LAM6,col=subject_id,xlab="LAM7: 

TOBPD",ylab="LAM6: TOBS", 

                main="LAM6 vs. LAM7 Colored By Subject")) 

legend(-70,.18,c("Prealg","Geom","Num Th"),col=c(193,3,6),pch=1) 
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par(mfrow=c(2,3)) 

temp2$diffrate = ntile(temp2$LAM2,5) 

for (i in 1:5) { 

  with(subset(temp2,diffrate==i), 

       plot(LAM7,LAM6,col=diffrate,xlab="LAM7: TOBPD",ylab="LAM6: 

TOBS", 

            main=paste("LAM6 vs. LAM7 Among Problems \n From 

Difficulty Quintile",i),          

            xlim=c(-40,80),ylim=c(0,.12))) 

}   

with(temp2, 

     plot(LAM7,LAM6,col=diffrate,xlab="LAM7: TOBPD",ylab="LAM6: TOBS", 

          main="LAM6 vs. LAM7 Colored By \n Average User Difficulty 

Level", 

          xlim=c(-40,80),ylim=c(0,.12)))   

   

legend(-70,.19,c("Quint 1","Quint 2","Quint 3","Quint 4","Quint 5"), 

       col=1:5,pch=1,cex=0.9) 

 

# Figure 4.8 

temp = mrdata %>% group_by(problem_id) %>% summarize(avgz = 

mean((time-umean)/usd)) 

temp2 = merge(MST[,c(1:3)],temp,by=c("problem_id"),all=F) 

temp2$LAM2 = scale(temp2$LAM2) 

 

temp2$pdiffperc = rank(temp2$LAM1)/nrow(temp2) 

temp2$udiffperc = rank(temp2$LAM2)/nrow(temp2) 

 

res1 = lm(avgz ~ poly(pdiffperc,4),data=temp2) 

res2 = lm(avgz ~ poly(udiffperc,4),data=temp2) 

 

xx = seq(0,1,by=0.01) 

plot(xx,predict(res1,data.frame(pdiffperc=xx)),col="green",type="l", 

     xlab = "Difficulty Percentile", ylab = "Avg. Time z-score for 

Users", 

     main = "Difficulty and Average Student Time Investment") 

lines(xx,predict(res2,data.frame(udiffperc=xx)),col="red") 

legend(0,0.6,c("LAM1","LAM2"),col=c("green","red"),lwd=1,cex=1) 

 

# Table 4.12 

temp = array(0,c(13,2)) 

for (i in 1:13) { 

  temp[i,1] = sum(colorCodes[i,,] %in% c(1,3)) 

  temp[i,2] = sum(colorCodes[i,,] %in% c(2,3)) 

} 

 

# Table 4.13 

bins = ntile(mdata$umean,5) 

temp = data.frame(umtbin = bins, result = mdata$result, umt = 

mdata$umean) 

results = temp %>% group_by(umtbin) %>% summarize(Y = 

sum(result=="Y")/n(), 

                                                  N = 

sum(result=="N")/n(), 
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                                                  G = 

sum(result=="G")/n()) 

 

# Figure 4.9 

temp = mdata %>% group_by(user_id) %>% summarize(skill = 

first(uasymplevel), umt = first(umean)) 

plot(temp$skill,temp$umt,ylim=c(0,1700),xlab="User Skill 

Level",ylab="User Mean Solve Time (sec)", 

     main="Scatterplot of User Skill and Mean Solve 

Time",col=(1+(ntile(temp$umt,5)==1))) 

 

# Figure 4.10 

plot(MST$LAM1,MST$LAM10,col=ntile(MST$LAM10,4),xlab="Problem 

Difficulty",  

     ylab = "Problem Non-give-up Percentage",main="Scatterplot of 

Problem Difficulty and Persistence Rate") 

 

########################### 

# CODE USED FOR CHAPTER 5 # 

########################### 

 

# This script takes the metric score table and does the following: 

# 1) Convert all columns to z values; convert values above 2 and below 

-2 to 2 and -2 respectively 

#    We don't want extreme outlier effects on one metric to totally 

control problem "goodness" 

# 2) Weight difficulty (LAMs 1 and 2) and cogn engagement (LAMs 6 and 

7) at half their values,  

#    since there are two LAMs for each idea 

# 3) Sum horizontally across the table to get an overall "goodness" 

value  

#    for each problem 

# 4) For each subject, take goodness scores and break them into 

quintiles. 

#    Choose 7 problems randomly from each quintile for each subject 

# Thus, we get 7 * 5 * 3 = 105 problem numbers return.  They are 

printed in random 

# order by subject so that human raters to not know how the goodness 

scores and 

# problem numbers are related. 

 

genProbs = function(MST = MST,rateddata = mrdata) 

{ 

   library(gtools) 

   library(dplyr) 

   zMST = data.frame(lapply(MST[,-1],scale)) 

   zMST[zMST > 2] = 2 

   zMST[zMST < -2] = -2 

   zMST$LAM1 = zMST$LAM1/2 

   zMST$LAM2 = zMST$LAM2/2 

   zMST$LAM6 = zMST$LAM6/2 

   zMST$LAM7 = zMST$LAM7/2 

   zMST = data.frame(problem_id = MST$problem_id,zMST) 
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   summary = data.frame(problem_id = zMST$problem_id,goodness = 

rowSums(zMST[,-1])) 

    

   probsubj = rateddata %>% group_by(problem_id) %>% 

summarize(subject_id = first(subject_id)) 

    

   summary = merge(summary,probsubj,by=c("problem_id")) 

    

   set.seed(4.1415) 

    

   chosen = vector() 

    

   # go through each subject 

   for (i in c(3,6,193)) { 

     problems = subset(summary, subject_id == i) 

     qs = quantile(problems$goodness,seq(0,1,1/9)) 

      

     temp = vector() 

     # go through every other ninth quantile and take 7 random 

problems 

     # C = choosing zone, S = skipped zone:  C S C S C S C S C 

     for (j in 1:5) { 

       qproblems = subset(problems, qs[2*j-1] <= goodness & goodness 

<= qs[2*j]) 

       temp = 

append(temp,sample(qproblems$problem_id,7,replace=FALSE)) 

       # print(paste("Problems in",qs[2*j-1],qs[2*j] )) 

     } 

      

     chosen = append(chosen,permute(temp))      

   } 

    

   print("Geometry Problems in Random Order: ") 

   print(chosen[1:35]) 

    

   print("Number Theory Problems in Random Order: ") 

   print(chosen[36:70]) 

    

   print("Prealgebra Problems in Random Order: ") 

   print(chosen[71:105])  

    

   return(chosen) 

} 

 

# This code performs the decontextualized analysis.   

 

 

 

################ GLOBAL VARIABLES ################### 

# names of the metrics and problems 

metNames = c(paste("LAM",1:10,sep=""),paste("PSM",1:14,sep="")) 

probNames = 1:105 
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# Dataframes that are ready to analyze the problems (probs) and 

metrics (mets). 

# Note that the problems will undergo Euclidean distance comparisons, 

and so the 

# columns should be scaled (to erase arbitrary scaling choices in the 

metrics). 

# The metrics will not be scaled because they undergo correlational 

distance  

# comparisons.  Both dataframes are set up so the idea to study is 

found in the 

# columns; this requires a transpose of the problems, as seen below. 

probs = t(scale(FMST[,2:25])) 

mets  = FMST[,2:25] 

 

# Approximate number of clusters the data fall into based on 

hierarchical 

# clustering analysis 

metClusters = 12 

probClusters = 9 

############################################# 

 

 

 

# BUILDING THE FULL METRIC SCORE TABLE (FMST) 

# Build the full MST.  This creates a data frame of size 105 x 26.  

The 105 rows 

# are the scores on the problems.  The columns are: problem_id, the 10 

LAMs (e.g., LAM3), 

# the 14 PSMs (e.g., PSM11), and the subject_id (3= Geometry, 6 = 

Number Theory,  

# 193 = Prealg).  This function should be run to help create probs and 

mets above. 

buildFMST = function(MST,scores,probNumList) 

{ 

  # take only the average scores of CDW and DQ 

  scores = scores[,seq(6,71,by=5)] 

  scores$problem_id = probNumList 

  scores$subject_id = rep(c(3,6,193),each=35) 

  FMST = merge(MST,scores,by=c("problem_id"),all=F) 

  names(FMST) = c("problem_id",paste("LAM",1:10,sep=""), 

                  paste("PSM",1:14,sep=""),"subject_id") 

 

  # problems now in order by Alcumus number; put in order by 1-105 

numbering used in 

  # dissertation materials   

  probList = 

read.csv("C:/Users/dquarfoot/Desktop/GradSchool/Dissertation/DQCDWScor

ing/ProblemNumbersList.csv", header=F) 

  ordering = data.frame(dissOrder = 1:105, problem_id = probList$V2) 

  FMST = merge(FMST,ordering,by = c("problem_id"),all=F) 

  FMST = FMST[order(FMST$dissOrder),] 

  row.names(FMST) = c(1:105) 

  return(FMST) 

} 
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# buildFMST(MST,scores,probNumList) 

 

 

 

# CORRELATION STUDY 

# Study the correlation among the metrics.  Returns a list where: 

#    spot 1 is a full correlation matrix using the Pearson coefficient 

#    spot 2 only shows correlations with abs value greater than 

corrCutoff 

#    spot 3 is a data frame sorted from weakest to strongest (by 

absolute value)  

#           correlations that also includes confidence intervals 

#     

studyCorr = function(data,corrCutoff,corName="pearson") 

{ 

  results = list() 

  corTable = cor(data) 

  results[[1]] = corTable 

  corTable[abs(corTable) <= corrCutoff] = NA 

  results[[2]] = corTable 

  metricI = c() 

  metricJ = c() 

  corr = c() 

  lb = c() 

  ub = c() 

  row = 1 

  for (i in 1:23) { 

    for (j in (i+1):24) { 

      corResults = cor.test(data[,i],data[,j],method=corName)            

      metricI[row] = metricNames[i] 

      metricJ[row] = metricNames[j] 

      corr[row] = corResults$estimate 

      lb[row] = corResults$conf.int[1] 

      ub[row] = corResults$conf.int[2] 

      row = row + 1 

    } 

  } 

  temp = data.frame(metricI = metricI, metricJ = metricJ, corr = corr, 

lb = lb, ub = ub) 

  results[[3]] = temp[order(abs(temp$corr)),] 

  return(results) 

} 

 

 

 

# HIERARCHICAL CLUSTERING 

# Perform a hierarchical clustering on the columns of data. 

# linkage is a string that describes which technique will be used to 

measure dissimilarity 

# between groups during the iterative clustering process (complete or 

average) 

# dissim is a string (euclidean or correlation) that describes the 

dissimilarity measure 
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performHClustering = 

function(data,linkage="average",dissim="euclidean", 

                              main = "Need Title", xlab = "", drawPlot 

= T) 

{ 

  data = t(data)  # hclust actually works on the rows of what it is 

given 

  if (dissim == "euclidean") { 

    distances = dist(data) 

  } else { 

    distances = as.dist(1-abs(cor(t(data))))   # note abs taken here! 

  } 

  hcresults = hclust(distances, method = linkage) 

  if (drawPlot) plot(hcresults,main=main,xlab = xlab, sub = "") 

  return(hcresults) 

} 

 

 

 

# T-STOCHASTIC NEIGHBOR EMBEDDING PLOT 

# Create a t-Stochastic Neighbors Embedding Plot, assumes you want to 

# use the passed dissimmilatiry approach on the columns of data 

buildTSNEPlot = function(data,perp,dissim="correlation",dim = 2, 

makeMovie = F) 

{ 

  library(Rtsne) 

  library(rgl)    # interactive 3D plot 

   

  if (dissim == "euclidean") { 

    distances = dist(t(data),diag=T,upper=T)  # dist works on rows 

    names = probNames 

    clusters = probClusters 

  } else { 

    distances = as.dist(1-abs(cor(data)),diag=T,upper=T)   # note abs 

taken here! 

    names = metNames 

    clusters = metClusters 

  } 

   

  tsne.out = Rtsne(distances,dim = dim,initial_dims = 

ncol(data),perplexity = perp,is_distance=T) 

  htree = performHClustering(data,diss=dissim) 

  colors = cutree(htree,k=clusters) 

  if (dim == 2) { 

    plot(tsne.out$Y,col=rainbow(n=clusters)[as.vector(colors)], pch = 

16, 

         xlab = "TSNE Dimension 1", ylab = "TSNE Dimension 2", 

         xlim = c(1.00*min(tsne.out$Y[,1]),1.15*max(tsne.out$Y[,1]))) 

    text(tsne.out$Y,labels=names, cex=0.5, pos=4, col="black") 

  } 

  if (dim == 3) { 

    # set up 3D interactive plot 

    plot3d(tsne.out$Y, type = "s", radius = 3, axes = F, 
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           col = rainbow(clusters)[colors], xlab="", ylab= "", zlab = 

"") 

    # spin it and make a movie by recording many frames per seconds 

    box3d(labels=F) 

    labs = c(paste("L",1:10,sep=""),paste("P",1:14,sep="")) 

    text3d(tsne.out$Y,text = labs,adj=c(0,1.5),cex = 0.75) 

     

    if (makeMovie) { 

      movie3d(spin3d(axis=c(0,0,1), rpm=6), duration=10, convert = F, 

fps = 70) 

       

      # turn all the images into an mpeg movie using the FFMPEG 

converter 

      a = paste(tempdir(),"\\movie%3d.png",sep="") 

      b = paste("-i",a,"TSNERotate.mpg") 

      system2("ffmpeg",b) 

    }    

  } 

} 

 

 

 

# PARALLEL COORDINATES PLOT 

# Use parallel coordinates to see the "fabric of mathematics".  

Related ideas  

# should trend similarly in the eye moves from left to right 

buildParCoord = function(data,main="Title") 

{ 

  library(MASS) 

  parcoord(t(data),col=rainbow(ncol(data)),main=main) 

} 

 

 

 

# HEAT MAP 

# This function plots best with the rows as the metrics and the 

columns as 

# the problems.   

buildHeatMap = function(data) 

{ 

  library(gplots) 

  library(RColorBrewer) 

   

  # use hierarchical clustering to get dendrograms for sides of 

heatmap 

  rowdend = performHClustering(data,dissim = "correlation",draw=F) 

  coldend = performHClustering(t(data),dissim = "euclidean",draw=F) 

   

  # scale row values in [0,1] - this eliminates arbitrary scale usage 

  data = t(data) 

  data = t(apply(data, 1, function(X) (X - min(X))/diff(range(X)))) 

   

  heatmap.2(data, 

            scale = "none",        # make columns have mean 0 and SD 1 
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            main = "MST Heatmap",  # heat map title 

            trace = "none",        # turn off trace lines 

            density.info = "none", # no need for legend 

            key = TRUE,            # color key 

            dendrogram = "both", 

            Rowv = as.dendrogram(rowdend),  # use dendrograms from h 

clustering 

            Colv = as.dendrogram(coldend), 

            ylab = "Metrics (LAMs and PSMs)", 

            xlab = "Problems (1-105)", 

            col = bluered)             

   

} 

 

 

 

# PRINCIPAL COMPONENTS ANALYSIS 

# Here, we use PCA to reduce the dimensionality of the metrics 

# Assumes the problems are rows and the metrics are the columns 

runPCA = function(data) 

{ 

  library("bpca") 

  pr.out = prcomp(data,scale=TRUE) 

   

  # list the loadings of the principal components 

  print(t(round(pr.out$rotation,2))) 

   

  # see how much variance in the data is explained by the various 

principal components: 

  pr.var = pr.out$sdev^2 

  pve    = pr.var/sum(pr.var) 

  print(round(pve,2)) 

  # create a scree plot to visually decide how many PCs to select (see 

p. 403 also) 

  plot(pve,type='b',xlab="Principal Component Number",ylab="Percent 

Variance Explained", 

       main = "Scree Plot for the 24 Metrics") 

   

  # create a 3d rotatable bi-plot to help interpret the PCs 

  plot(bpca(pr.out,d=1:3),rgl=T) 

   

  # use the loadings of the PCs to help understand the PCs; for each 

PC, list metrics 

  # that comprise it and strongly they are in the PC 

  names = c("Difficulty – Internal Alcumus Score", 

            "Difficulty – Student Self Report", 

            "Misconceptions (Common Wrong Answers %)", 

            "Cross-listing Level", 

            "Amount Learned – Student Self Report", 

            "Cognitive Engagement (TOBS)", 

            "Cognitive Engagement (TOBPD)", 

            "Novelty", 

            "Solution Quality – Student Self Report", 

            "Degree of Persistence (Non-Give-up Percentage)", 
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            "Difficulty", 

            "Elegance", 

            "Novelty", 

            "Cognitive Sophistication", 

            "Internal Resource Collaboration", 

            "Number of Steps", 

            "Creativity", 

            "Representational Media", 

            "Resource Creation", 

            "Misconceptions", 

            "Number of Solutions", 

            "Productive Dispositions", 

            "Affective Engagement", 

            "Authenticity") 

   

  loads = pr.out$rotation 

  for (c in 1:8) { 

    print(paste("*** PC",c," ***",sep="")) 

    for (r in 1:nrow(loads)) { 

      if (abs(loads[r,c]) > 0.2) { 

        print(paste(round(loads[r,c],2),names[r],sep=" ")) 

      } 

    } 

    findLowHighProblems(data,loads,c,10) 

  } 

   

  return(pr.out) 

} 

 

# prints a list of problems that score low (or high) on PC # c; need 

by runPCA 

findLowHighProblems = function(data, loads, col, num = 5) 

{ 

  results = data %*% loads[,col] 

  weak = paste(head(order(results),num),collapse=" ") 

  strong =paste(tail(order(results),num),collapse=" ") 

  print(paste("Problems with weakest   PC",col,": ",weak)) 

  print(paste("Problems with strongest PC",col,": ",strong)) 

} 

 

 

 

# BUILD RANDOM FOREST PREDICTIVE MODEL 

# Attempts to predict each of the PSMs using the 10 LAMs.  For each 

PSM, 

# a random forst of 400 trees is built and trained on trainNum 

observations 

# (i.e. problems from the FMST).  The predictive power of the forest 

is gauged on 

# the remaining observations and the RMSE is calcuated.  This process 

is iterated 

# a total of run times and then we average the RMSEs across these run 

trials. 
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# We also display a variable importance plot (again, averaging over 

run trials) 

# to show how important various LAMs are in determining PSMs. 

buildRF = function(data,trainNum = 80, run = 50) 

{ 

  library(randomForest) 

   

  for (i in 11:24) { 

    imp = array(0,c(10,run)) 

    rmse = c() 

    model = NULL 

     

    for (j in 1:run) { 

      indices = 1:105 

      trainIndices = sample(indices,trainNum,replace = F) 

      train.x = data[trainIndices,c(1:10)] 

      train.y = data[trainIndices,i] 

      test.x = data[-trainIndices,1:10] 

      test.y = data[-trainIndices,i] 

      model = randomForest(x = train.x, y= train.y, xtest = test.x,  

                           ytest = test.y, ntree = 400) 

      imp[,j] = model$importance 

      rmse[j] = sqrt(tail(model$test$mse,1)) 

    } 

    print(paste("RMSE for predicting PSM ",i-10,": 

",mean(rmse),sep="")) 

    model$importance = as.matrix(rowMeans(imp)) 

    model$importance = model$importance/max(model$importance) * 100 

    row.names(model$importance) = paste("LAM",1:10,sep="") 

    colnames(model$importance) = c("Relative Importance Percentage") 

    varImpPlot(model, main=paste("Variable Importance Plot for PSM",i-

10), 

               cex=0.7) 

  } 

} 

 

 

# Finds the typologies for the set of 105 problems assuming they fall 

into num 

# clusters.  The code performs a k-means clustering using Euclidean 

distance. 

# The typology for a set of problems is an 8-tuple (Z1, ..., Z8) that 

reports the  

# average of the locations of the points in a given cluster. 

# Expects the rows to be problems, columns to be axes 

buildProblemTypologies = function(data, num) 

{ 

    # given random elements in k-means, use same seed each time for 

    # reproducable results 

    set.seed(3.1415) 

    # kmeans algorithm looks for similarity in the rows of the matrix  

    km.out = kmeans(data, num, iter.max = 500, nstart = 1000) 

     

    sds = apply(data,2,sd) 
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    for (i in 1:num) 

    { 

      print(paste("CLUSTER",i)) 

       

      # number of items in cluster  

      print(km.out$size[i]) 

       

      # which cluster an item is assigned to: 

      print(which(as.vector(km.out$cluster) == i)) 

       

      # print typology (report as zscores:  means of Z1-Z8 already 0, 

so divide by SD) 

      temp = round(km.out$centers[i,][1:8]/sds[1:8],2) 

      temp = paste(temp, collapse = ", ") 

      print(paste("(",temp,")",sep="")) 

       

      # determine which z values are different than 0 

      clust = data[km.out$cluster == i,1:8] 

       

      testFunc = function(X) 

      { 

        val = mean(X) 

        alt = "greater" 

        if (val < 0) alt = "less" 

        return(wilcox.test(X,alternative=alt)$p.value) 

      } 

       

      print(apply(clust,2,testFunc)) 

    } 

     

} 

 

 

############### ORDER OF ANALYSES FOR CHAPTER 5 #################### 

# Metric Analyses 

# - Parallel coordinates (visual feel) 

# - Correlation (1 vs. 1, blocks) 

# - Hierarchical clustering (complete relationship diagram) 

# - TSNE (additional visualization) 

# - Predictions using random forests (predictive power of LAMs and 

#                                     varImpPlots) 

# - PCA (dimension reduction, pve, scree plot, 3D biplot, loadings 

#        interpretation of the new axis system) 

#  

# Problem Analyses 

# - Parallel coordinates (visual feel) 

# - A look at problems in the PCA system (exploration of new axis 

system) 

# - Hierarchical clustering, heatmap, and TSNE for problems in 

#   new axes (grouped comparisons) 

# - Typology formation  

 

# Metrics code 
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buildParCoord(t(probs)[1:35,], 

              main="Parallel Coordinates Plot of the 24 Metrics \n on 

the First 35 Problems") 

results = studyCorr(mets,0.6,"pearson") 

write.csv(results[[1]],"corrResultsCSV.csv") 

results = performHClustering(mets,dissim="correlation", 

                             main = "HC of the 24 Metrics", 

                             xlab = "Metric Names") 

cutree(results,k=metClusters) 

buildTSNEPlot(mets,perp = 4,dissim="correlation",dim=2) 

buildTSNEPlot(mets,perp = 4,dissim="correlation",dim=3) 

buildRF(scale(mets),75,run=50) 

newAxes = runPCA(t(probs)) 

 

# Problems code 

buildParCoord(probs,main="PC Plot of the 105 Problems") 

# find the coords of the problems in the z-axis space 

 

# Only use 8 main axes discussed in dissertation 

# and reverse axes that were reversed for discussion sake in 

dissertation 

ZProbs = t(t(probs) %*% newAxes$rotation)[1:8,] 

row.names(ZProbs) = paste("Z",1:8,sep="") 

ZProbs[1,] = -1 * ZProbs[1,] 

ZProbs[6,] = -1 * ZProbs[6,]                          

buildParCoord(ZProbs,main="PC Plot Using the 8 New Axes") 

 

# figure out the number of typologies 

results = performHClustering(ZProbs,dissim="euclidean", 

                             main="Hierarchical Clustering of the 105 

Problems") 

cutree(results,k=probClusters) 

probClusters = 9 

buildTSNEPlot(ZProbs,perp = 4,dissim="euclidean",dim = 2) 

 

# use k-means to refine and describe the typologies 

buildProblemTypologies(t(ZProbs),9) 

 

 

 

# Example of Euclidean are correlational distances 

example = array(c(1,3,2,3,1,7,9,8,9,7,2,1,1,3,3),c(5,3)) 

matplot(1:5,example,xlab="k-tuple coordinate #",ylab="score",type="l", 

        main = "Comparing Distance Metrics") 

 

 

# muscular development metaphor example 

library(rgl)  

BC = rnorm(n=1000, mean=11, sd=1) 

CC = 3 * BC + runif(1000,0,1) 

LC = rnorm(n=1000, mean=25, sd = 3) 

musc = data.frame(BC,CC,LC) 

plot3d(musc,col = "blue",axes=F,xlab="",ylab="",zlab="") 

box3d(labels=F) 
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movie3d(spin3d(axis=c(0,0,1), rpm=6), duration=10, convert = F, fps = 

70) 

 

# turn all the images into an mpeg movie using the FFMPEG converter 

a = paste(tempdir(),"\\movie%3d.png",sep="") 

b = paste("-i",a,"Musc.mpg") 

system2("ffmpeg",b) 
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Appendix C:  Expert Panel Materials 

 

Introduction 
 

Hello!  Let me begin by thanking you for helping me on this this crucial portion of my 

dissertation research.  I chose you because of your extensive experience in mathematics and 

education.  The data you provide will be crucial in determining the reliability of the instruments 

I’ve created to assess mathematical problem features. 

 

What You’ll Be Doing 

 

You are about to rate a common set of problems across a variety of features.  For each feature, 

you’ll have a “metric” to help you – this includes a description of the feature, a description of 

the rating system, and some example scores on a set of “calibration problems”.   You’ll proceed 

one metric at a time, rating all the problems before moving on to the next metric.  Each of your 

ratings will fall on a 1-9 scale.  In the end, your ratings will be joined with those from seven 

other people to determine how reliably a group of experts can suss out ideas like difficulty or 

creativity.  As such, it is important that you be as precise as possible – if you are struggling 

between a rating of 3 and 4, say, then take the time to really decide which it is.  The more 

careful you are, the better I’ll understand the tools I’ve created.  In the end, the reliability of the 

expert panel will determine how I proceed with my own ratings.  My ratings will populate a 

huge chart, which will undergo statistical learning techniques in an effort to better understand 

the world of mathematical problems. 

 

Common Viewpoint 

 

It is important to mention up front that many of the ideas you’ll be assessing can only be 

precisely quantified when context is taken into account.  For example, the metric of difficulty 

immediately raises questions like “Difficult for whom?” or “Difficult at what point in one’s 

education?”.  To partially address these and related questions, you should simultaneously 

maintain two frames of reference when rating problems: 

 

Frame 1 (Expert):  As someone knowledgeable about mathematics, pedagogy, and/or 

educational research, you should bring your wealth of experience to bear when assigning 

ratings.  This includes knowing common student misconceptions, having an understanding of 

curricular sequencing, recognizing common procedures, etc.  Embrace and leverage this 

knowledge. 

 

Frame 2 (The Average Student in a Classroom Setting):  On top of this Expert Frame, we ask 

that you also situate yourself in the course to which the problem belongs.  All of your 

problems are from Geometry, and if a problem asks about trapezoids, for example, assume that 

students have recently learned about trapezoids.  Finally, you should assume this student is of 

average ability for his or her age and his or her place in the mathematics curriculum.  Try to 

step beyond the particular students with whom you have experience and imagine how such a 

problem might come across to America’s average mathematics student.   
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Notes on rating 

1) The scales you will be using are all numbered 1-9.  Higher numbers indicate that the trait is 

more present. 

2)  When assigning ratings, please only use integer values between 1 and 9 inclusive.  If you 

feel like a rating of 2.5 is the best choice, then choose either 2 or 3 in a systematic way. 

3)  Do not assume that the problems you are given should use all the ratings 1-9, or that they 

should have an average of 5, or even that the “average” math problem should be given a 5. 

4)  Categories 1 and 9 are not intended to be 0% and 100%, respectively.  They are, however, 

meant to capture problems that very weakly and very strongly evince the trait in question. 

5)  Upon completing a metric, take a moment to look over your scores.  Does the ordering 

you’ve created seem correct to you? 

 

What To Do: 

If you DO NOT live in San Diego: 

 

1) Work the 12 scored problems (1-12) and 4 calibration problems (C13-C16) by yourself 

with no aids except a calculator.  The calculator should only be used for simple operations 

and graphing. 

2) Study the solutions packet only after making a serious effort on all the problems. 

3) One by one, work through the 14 metrics.  For each, read the description, get a sense for 

scoring using the calibration scores I’ve provided, and record your scores on the 12 main 

problems.  Avoid returning to your scores for one metric when making decisions on a 

different metric. 

4) After completing all the metrics, complete the Post Survey, make a copy of all your 

materials (IMPORTANT!), and return the rating sheets and Post Survey to me.  If you 

return via a scanned PDF and email, use the address:  quarfoot@gmail.com.  If you return 

via regular mail, use the address: 4341 ½ Maryland St., San Diego, CA 92103.  I am happy 

to reimburse mailing costs. 

If you DO live in San Diego and are being videotaped: 

 

Before the video session: 

1) Work the 12 scored problems (1-12) and 4 calibration problems (C13-C16) by yourself 

with no aids except a calculator.  The calculator should only be used for simple operations 

and graphing. 

2) Study the solutions packet only after making a serious effort on all the problems. 

3 One by one, work through the 7 metrics.  For each, read the description, get a sense for 

scoring using the calibration scores I’ve provided, and record your scores on the 12 main 

problems.  Avoid returning to your scores for one metric when making decisions on a 

different metric. 

 

During the video session: 

4) We will have set up a time for videotaping.  Bring all of your materials so far.  During 

this time, you’ll complete 7 additional metrics on the same set of 12 problems, answer 

questions about your scores, and complete the Post Survey.  I will collect all of your 

materials at the end of the session. 

Thanks again for your help! Feel free to call or email with questions. 

 

  

mailto:quarfoot@gmail.com


353 
 

 

 

PROBLEMS TO BE SCORED 

 

1.  What is the least value of  for which a regular -gon has at least 17 diagonals? 

 

2.  The three angle measures of a triangle are  and  degrees. What is the degree measure of the 

smallest angle? 

 

3.  Two sides of a triangle measure 9 units and 11 units. In units, what is the positive difference between 

the measures of the smallest and the largest possible integral lengths of the third side of the triangle? 

 

4.   In the diagram, regular hexagon  has sides of length 2. Using  and  as centers, 

portions of circles with radius 1 are drawn outside the hexagon. Using  and  as centers, portions 

of circles with radius 1 are drawn inside the hexagon. These six circular arcs join together to form a 

curve. Determine the area of the shaded region enclosed by this curve.
 

  

http://www.artofproblemsolving.com/Forum/code.php?hash=d1854cae891ec7b29161ccaf79a24b00c274bdaa&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=d1854cae891ec7b29161ccaf79a24b00c274bdaa&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=4c4eebb78d152ee7f65958adbe3e93f0703e1f83&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=259e75ff62f2619578b3ecced9e3293282d39e75&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=970093678b182127f60bb51b8af2c94d539eca3a&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=11b26744a81f58e409c8025b2dded45d00f779b2&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=e0184adedf913b076626646d3f52c3b49c39ad6d&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=9456dbefd3c52e7d40764c92ee42b219a5917676&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=e69f20e9f683920d3fb4329abd951e878b1f9372&sid=242b3c8b335bad2f57d2661970d317ed
http://www.artofproblemsolving.com/Forum/code.php?hash=03ccded7e9b97872406a77dc9d8f2fafe9056be1&type=2&sid=242b3c8b335bad2f57d2661970d317ed
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5.  Mr. Mayfeld is designing a sign for his ice cream shop. The sign will be a shape consisting of a 

semicircle and an isosceles triangle that he will paint to look like a cone with a scoop of ice cream. He 

will cut the figure out of a rectangular piece of plywood measuring 2 ft by 4 ft, as shown. The shaded 

regions will be cut away. If  and  is parallel to , what is the total area of the 

resulting figure? Express your answer as a decimal to the nearest tenth.  

 

 

6.  A solid tetrahedron is sliced off a solid wooden unit cube by a plane passing through two nonadjacent 

vertices on one face and one vertex on the opposite face not adjacent to either of the first two vertices. 

The tetrahedron is discarded and the remaining portion of the cube is placed on a table with the cut 

surface face down. The height of this object can be expressed as , where  is not divisible by the 

square of any prime, and  and  are relatively prime. Find . 

 

7.  Two angles of an isosceles triangle measure  and . What is the sum of the three possible values 

of ? 

 

8.  Let  be the line with slope  that contains the point , and let  be the line 

perpendicular to line  that contains the point . The original coordinate axes are erased, and 

line  is made the -axis and line  the -axis. In the new coordinate system, point  is on the 

positive -axis, and point  is on the positive -axis. The point  with coordinates  in the 

original system has coordinates  in the new coordinate system. Find . 

 

9.  Two noncongruent right triangles have integer side lengths, and each triangle has a perimeter 

of  units. What is the positive difference between the areas of these two triangles? 

  

http://www.artofproblemsolving.com/Forum/code.php?hash=9f088b98f0463748034f37506f79d0cfe58e7c32&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=051212af7481e7874fa2eb9a5e14cecf3fe540f1&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=bfc0329c4d7001fd7eb7aeea715aa3bd46c688ed&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=a4b3fc24481e7ec3406c0373018c269b0fc06bb4&type=2&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=89f3b0dd967f025c353419d68e218e040e9ad47d&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=e9d71f5ee7c92d6dc9e92ffdad17b8bd49418f98&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=86f7e437faa5a7fce15d1ddcb9eaeaea377667b8&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=84a516841ba77a5b4648de2cd0dfcb30ea46dbb4&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=5291241b76087352cd96a565175eca6ce739b2eb&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=98b41711896c4a07402deedadd93ddcf599b9624&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=15dd3b76a9da1c74c6bb439c92394eb85a54fa02&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=11f6ad8ec52a2984abaafd7c3b516503785c2072&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=d160e0986aca4714714a16f29ec605af90be704d&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=7c3401ffe13c937b7d53677635f449532845f1fc&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=fa904fd1cc277a91522259696adf7b6e86c732b0&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=c63ae6dd4fc9f9dda66970e827d13f7c73fe841c&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=d160e0986aca4714714a16f29ec605af90be704d&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=ce0cfb6e9e17832b09ac785acb5087886110498a&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=d160e0986aca4714714a16f29ec605af90be704d&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=11f6ad8ec52a2984abaafd7c3b516503785c2072&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=c63ae6dd4fc9f9dda66970e827d13f7c73fe841c&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=95cb0bfd2977c761298d9624e4b4d4c72a39974a&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=6dcd4ce23d88e2ee9568ba546c007c63d9131c1b&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=11f6ad8ec52a2984abaafd7c3b516503785c2072&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=ae4f281df5a5d0ff3cad6371f76d5c29b6d953ec&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=95cb0bfd2977c761298d9624e4b4d4c72a39974a&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=511993d3c99719e38a6779073019dacd7178ddb9&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=9f763b1407a9dfe90deedddaf210db2cd9d1b56f&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=f7d1ffc028b9e477ed68283aa5a244b0f2bed671&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=aeb75ddbf314d2d8f055aa6c60d8442656586025&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=e6c3dd630428fd54834172b8fd2735fed9416da4&sid=bbe8702a220aec09f7e079d1801e6276
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10.  A museum director is hanging paintings on a rectangular wall in a museum. The paintings 

measure and . Once hung, the paintings leave  of the 

wall uncovered. If the dimensions of the wall are  meters by  meters, where  and  are positive 

integers, what is the smallest possible perimeter of the wall? 

 

11.  A fly trapped inside a cubical box with side length  meter decides to relieve its boredom by visiting 

each corner of the box. It will begin and end in the same corner and visit each of the other corners exactly 

once. To get from a corner to any other corner, it will either fly or crawl in a straight line. What is the 

maximum possible length, in meters, of its path?  

 

12.  Triangle  has vertices , , and , where  is on the 

line . What is the area of ? 

 

CALIBRATION PROBLEMS 

C13.  Lothario wants to cut out five circles, each 2 cm in diameter, from a rectangular piece of cardboard 

that is 6 cm long. What must be the minimum width of the rectangular cardboard? Express your answer in 

simplest radical form. 

 

C14.  Four distinct points are arranged on a plane so that the segments connecting them have lengths 

, , , , , and . What is the ratio of  to ? Express your answer in simplest radical form. 

 

C15.  Parallelogram  has area . Vertex  is at  and all other vertices are in 

the first quadrant. Vertices  and  are lattice points on the lines  and  for some 

integer , respectively. How many such parallelograms are there? 

 

C16.  Mr. Green measures his rectangular garden by walking two of the sides and finding that it 

is  steps by  steps. Each of Mr. Green's steps is  feet long. Mr. Green expects a half a pound of 

potatoes per square foot from his garden. How many pounds of potatoes does Mr. Green expect from his 

garden? 

 

 

 

  

http://www.artofproblemsolving.com/Forum/code.php?hash=2c2b39f134cf4bfcc8f9fcae5d8da58de3e59035&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=b2dedfa727b6172b37531a60725635d1a69fecbd&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=8222db08042dfb111b1c8a051cf531224656da39&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=aff024fe4ab0fece4091de044c58c9ae4233383a&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=27d5482eebd075de44389774fce28c69f45c8a75&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=aff024fe4ab0fece4091de044c58c9ae4233383a&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=27d5482eebd075de44389774fce28c69f45c8a75&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=356a192b7913b04c54574d18c28d46e6395428ab&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=3c01bdbb26f358bab27f267924aa2c9a03fcfdb8&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=de2d9258912e61607d1140addc50ff22e3bf472b&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=d5a091d81139dd65f83ff30aa05c6e422af58f81&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=32096c2e0eff33d844ee6d675407ace18289357d&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=32096c2e0eff33d844ee6d675407ace18289357d&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=8719fb0608b73c3dcb97f0939790fac1e0fe04bf&sid=bbe8702a220aec09f7e079d1801e6276
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http://www.artofproblemsolving.com/Forum/code.php?hash=fb2f85c88567f3c8ce9b799c7c54642d0c7b41f6&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=d826fb331acafd1d99fab00ba395b75b83b56441&sid=bbe8702a220aec09f7e079d1801e6276
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http://www.artofproblemsolving.com/Forum/code.php?hash=ae4f281df5a5d0ff3cad6371f76d5c29b6d953ec&sid=bbe8702a220aec09f7e079d1801e6276
http://www.artofproblemsolving.com/Forum/code.php?hash=50c9e8d5fc98727b4bbc93cf5d64a68db647f04f&sid=bbe8702a220aec09f7e079d1801e6276
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Metric 1:  Difficulty 
 

The goal of this metric is to assess the difficulty of a given problem.  Difficulty is a relative 

idea (what is hard for some is easy for others), so it is important to remember the Average 

Student Frame mentioned in the introduction.  As you are scoring problems, keep in mind a few 

factors that help determine the difficulty of a problem:  sophistication of the concepts involved, 

complexity of the ideas the students must come up with, potential for miscalculation, intricate 

casework, etc.   

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How likely is 

the student to get the problem correct (assuming no guessing)? 

 

1 2 3 4 5 6 7 8 9 

Very  

likely 

   Equally 

likely/ 

unlikely 

   Very 

unlikely 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 5 This requires determining where to place the fourth and fifth disks, the 

addition of auxiliary lines, and the 30-60-90 triangle relationship. 

C14 3 Students are likely to begin by drawing an equilateral triangle, and 

then the challenge is in placing the final point; few calculations are 

involved. 

C15 9 The problem demands a thoughtful picture, a non-standard area 

calculation, recasting Geometry into counting, and ends in a tough 

counting argument. 

C16 1 Simple unit conversions and an area formula. 

 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 2:  Elegance 
 

The goal of this metric is to assess the elegance of a given problem and the printed solution (not 

your own).  As you are scoring problems, keep in mind a few factors that help create an elegant 

problem/solution pair:  a surprisingly short solution, an approach to solving the problem that is 

unexpected, a solution that clearly and artfully navigates the roadblocks the problem creates, a 

solution’s tendency to delight the solver, etc. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 2 The placement of the circles must be tightly packed, which has a bit of 

art to it, but the steps are unexciting. 

C14 3 Placing points on the page engenders delight, and the fact that 4 points 

generate only 3 unique distances among themselves is interesting. 

C15 7 Recasting the counting problem using urns and balls simplifies a hard 

task. 

C16 1 All the calculations you would expect. 

 

 

 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 3:  Novelty 
 

The goal of this metric is to assess the novelty of a given problem, or how similar the given 

problem is to the types of problems a student would be exposed to when studying the subject 

housing the given problem.  When making this determination, keep in mind that students see 

problems from many sources:  textbook sections, classroom exercises, worksheets, assessments, 

etc.  You will need to try to imagine what this body of examples looks like – it will be called the 

“exposure set”.   

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem compare to the average student’s exposure set? 

 

 

1 2 3 4 5 6 7 8 9 

Very 

similar 

   Moderately 

similar/ 

dissimilar 

   Very 

dissimilar 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 5 While packing problems sometimes appear, they often provide the 

diagram – here the student must create it. 

C14 5 Few classes explore the number of points/number of distances 

relationship. 

C15 9 Never seen a problem like this, never assigned one like it.  In the end, 

the count of parallelograms is related to the prime factorization of the 

area! 

C16 1 Assigned many of these in Algebra 1 and Geometry courses. 

 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 4:  Cognitive Sophistication 
 

 

The goal of this metric is to assess the cognitive sophistication of a given problem and its 

official solution.  Cognitive sophistication describes the richness of the ideas present in a 

problem/solution and how deeply those ideas push students to think about mathematics.  

Problems that are not cognitively sophisticated focus on well-established procedures and 

memorized facts.  Problems with high cognitive sophistication promote conceptual 

understanding, shedding light on important mathematical ideas. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How 

cognitively sophisticated is the problem/solution pair? 

 

 

1 2 3 4 5 6 7 8 9 

Very 

procedural/ 

factual 

   Equal 

focus 

on both 

   Very 

conceptual/ 

idea-rich 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 4 Minimal packing ideas are at the core of the problem.  Students must 

realize the relationship between tangency and tightness of packing. 

C14 3 The student must leverage equilateral and 30-60-90 triangles to keep 

the 4 points from generating too many distances. 

C15 6 The problem interweaves prime factorization, area, and counting 

techniques. 

C16 2 Very procedural, although the conversion from linear dimensions to 

area is an important mathematical concept. 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 5:  Internal Resource Collaboration 
 

The goal of this metric is to assess the amount of internal resource collaboration required of a 

problem and its printed solution.  This term tries to capture the number and diversity of ideas 

that must be brought together in creating a solution.  To do this, you should begin by estimating 

how many different topic areas are tapped in the solution.  Examples of topic areas include:  

solving linear equations, facts about trapezoids, counting problems with replacement, triangle 

similarity theorems, techniques of factoring, etc.  In addition to this, you should estimate the 

number of main ideas involved in the problem’s solution.  For example, if a student were asked 

to solve 𝑥2 − 5𝑥 = 6, this would involve one topic area (solving quadratic equations) and one 

main idea (use of the Zero Product Property on a factorization).  The product of your two counts 

(1 ⋅ 1 = 1, in the example) is your score, up to a maximum of 9.  Note that you can use 

fractional counts if you can’t decide between two possibilities.  For example, if you feel there 

are certainly two topic areas and between 2 and 3 main ideas, report a score of 2 ⋅ 2.5 = 5.  

Always, however, report an integer score as your final rating. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  What is the 

product of the number of topic areas and the number of main ideas leveraged in the 

printed solution? 

 

1 2 3 4 5 6 7 8 9 

Product of 

1 

   Product 

of 5 

   Product 

of 9 or 

more 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 2 Topic:  Minimal packing; Ideas:  30-60-90 triangle, mutual tangency 

C14 1 Topic:  Point placement; Idea:  30-60-90 triangle 

C15 6 Topics:  Area, Counting; Ideas: Vector product, prime factorization, 

balls/urns 

C16 1 Topic:  Area; Idea: Unit conversions 

 

In the table below, record your ratings for the problems. 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 6:  Number of Steps 
 

This metric works to capture the number of steps found in the provided solution.  It is 

important to keep in mind the definition of “step” used for this metric:  a step is a cognitive 

action or a set of cognitive actions that have become compacted into a single idea.   

 

For example, it is reasonable to expect that the “average Geometry student” will view solving 

the equation 3𝑥 + 4 = 7𝑥 − 2 as a single step, despite the fact that it involves multiple 

steps/lines of work.   

As a metaphor, the file folder structure on a computer allows one to compress a whole 

collection of documents into a single icon, or expand that icon into its subcomponents if one is 

unsure of what is inside.  When rating problems, you should compress the lines of the solution 

into chunks you believe the student would mentally group together with little difficulty.  These 

chunks are the steps.  

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  What is the 

number of steps (groups of internalized cognitive actions) in the printed solution? 

 

1 2 3 4 5 6 7 8 9 

1    5    9 or 

more 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 3 Deduce height of cardboard, do the packing, 30-60-90 idea leading to 

sum 

C14 2 Place the equilateral triangle, place the final point and finish 

C15 6 Represent algebraically, calculate area, factor, recast, count, relate 

counts and parallelograms 

C16 1 Convert and multiply 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 7:  Creativity 
 

The goal of this metric is to assess the amount of creativity demanded by the problem and 

exhibited in the printed solution. By creativity, we mean ways of thinking that are surprising 

and non-standard.  Some traits to look for include fluency, flexibility, and novelty in approach.   

The problem has fluency if it requires the student to think of two or more different examples of 

some phenomenon related to the problem.  For example, the student might be asked how many 

possible values can be created by inserting parentheses in the expression 1 − 1 − 1.  A 

problem/solution has flexibility if an important idea or problem component is thought of in 

different ways.  For example, to simplify (1 + 𝑖)720, the expression 1 + 𝑖 might be recast as a 

45 degree angle shift coupled with a vector elongation by a factor of √2.  Finally, novelty in 

approach describes the uniqueness of the printed solution compared to the type of solution one 

might usually see for a similar problem.  This is different than the Novelty metric, which 

measures the uniqueness of the problem relative to the types of problems a student usually 

encounters. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

Problem 

# 

Rating Discussion 

C13 5 Thinking of how to place the circles is tough, introducing auxiliary 

lines for the 30-60-90 triangle is also not easy. 

C14 5 Students must sort through a large array of possible point placements 

and intuit their way to arrangements that minimize interpoint distance 

counts. 

C15 7 A high degree of flexibility is necessary to recast the Geometry 

problem as an algebra and counting problem.    

C16 1 Nothing special here. 

 

In the table below, record your ratings for the problems. 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 8:  Representational Media 
 

The goal of this metric is to assess the variety of representation media found in the problem 

and printed solution. There are at least 6 types of media you should consider: 

 

 Words 

 Symbols 

 Graphs 

 Diagrams/Pictures 

 Use of the Physical Body 

(Kinesthesia) 

 Use of Sound 

 

Begin by counting the number of cognitively-relevant types of media you see.  For example, 

most mathematical equations are likely to count for “Symbols”, while a picture of a bunny on 

an Easter problem will not count for “Diagrams/Pictures” unless it is somehow cognitively-

relevant.  As another example, words are likely to appear in almost all problems/solution.  To 

decide if “Words” should be counted, check whether a main cognitive component of the 

problem is encoded in words or not.  If a problem reads:  “Bill’s age is three more than double 

Tom’s age”, then the “Words” medium should be checked, for an important part of this problem 

is rewriting these words as symbols.  When looking for these media, look in both the original 

problem and the printed solution.   

 

After this count, make a decision about whether these media seem to have low or high 

interconnectivity (IC).  An example of high interconnectivity would be:  “Draw the graph of 

𝑓(𝑥) = (𝑥 − 2)2(𝑥 + 3)𝑥4 without a calculator”.  Here, “Symbols” and “Graphs” are involved, 

and the student needs to use knowledge of polynomial shapes, root multiplicities, and the given 

equation to craft the correct graph. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How many 

and what type of interconnectivity do the media in this problem/solution present? 

 

1 2 3 4 5 6 7 8 9 

Only 1 

medium 

2 

media, 

low IC 

2 

media, 

high IC 

3 

media, 

low IC 

3 

media, 

high IC 

4 

media, 

low IC 

4 

media, 

high IC 

5 

media, 

low IC 

All 

other 

cases 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 4 Words, diagrams, symbols – here the words play a key role by forcing 

a unique diagram. 

C14 3 Diagrams, symbols – words are present, but don’t appear very 

cognitively-relevant.  Earns a high IC because the diagram critically 

depends on the symbols going into it. 

C15 5 Words, symbols, diagrams – use of vectors creates mental imagery in 

the solution; these media are critically intertwined because they recast 

the same idea into new forms. 
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C16 2 Words, kinesthesia  – student might imagine walking around the 

garden  

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 9:  Resource Creation 

 

The goal of this metric is to assess the degree to which a problem and its printed solution 

promote the creation of resources.  While problems clearly require the use of cognitive 

resources (facts, algorithms, general knowledge, etc.), they, along with their solutions, also have 

the potential to create new resources in students.  For example, a solution might reveal a clever 

new idea the student is unlikely to have been exposed to (like the definition of 𝑁 = 𝑝1 ⋅
𝑝2 ⋯ 𝑝𝑘 + 1 in Euclid’s proof of the infinitude of the primes).  The solution might also contain 

an interesting algorithm or heuristic that could be useful in the future.  The real question to 

consider is:  “Will the student take some knowledge or skill set from this problem/solution that 

can be leveraged in solving future problems?”.  

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 3 Student will likely take away packing ideas and use of auxiliary lines 

in solving similar problems. 

C14 3 Student will realize that minimizing interpoint distance counts is done 

through special polygons. 

C15 3 The value in recasting will probably be remembered. 

C16 1 Does little for the student. 

 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 10:  Misconceptions 

 

The goal of this metric is to assess the presence of misconceptions in a given problem.  

Misconceptions are an important part of the learning process.  Some problems are specifically 

targeted toward common student misconceptions.  For example, in algebra, one might ask a 

student to solve 𝑥2 = 4 to see if one or both solutions are given.  Or, a teacher might ask a 

student to solve 𝑥2 − 3𝑥 = 6 to see if the student will factor before or after relocating the 6.  

Some examples of misconceptions are even more robust, requiring a good deal of work and 

time to alter in students.  For example, the question “What real number comes right after 0?” 

determines whether students believe the real number system is discrete (like the integers).  In 

studying the problem, the printed solution, and your knowledge of students in the topic area, 

you should look for possible cases of misconceptions.  Note that this metric is more challenging 

than others in that you must look for something that is not immediately visible. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

Problem 

# 

Rating Discussion 

C13 6 Diameter/radius troubles could exist.  Triangle might be 45-45-90.  

Students might rectangularly pack, instead of minimally pack. 

C14 4 Students might draw inaccurate pictures or not consider all the 

interpoint distances created. 

C15 3 Counting aspect might go wrong for distinguishability. 

C16 2 Unit conversion troubles could occur. 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 11:  Number of Solutions 
 

The goal of this metric is to assess the number of solutions for a given problem.  In doing so, 

you must imagine all the different ways students might work the problem you are rating.  Your 

experience as an educator might remind you of the various ways students have solved similar 

problems in the past.  Combining your solution, the printed solution, your experience, and your 

imagination, make your best estimate of the number of significantly different solutions to this 

problem that a Geometry student is likely to provide.   

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How many 

significantly different, accessible solutions do I believe students could give?  The non-

labeled categories should be used if there is a difference between the number of solutions you 

can think of and how many you sense exist.  For example, if you can think of 2 solutions to a 

problem, but feel like there is a third you can’t remember, then mark category 4, not 3 or 5. 

 

1 2 3 4 5 6 7 8 9 

1  

solution 

 2 

solutions 

 3 

solutions 

 4 

solutions 

 5 or 

more 

solutions 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 1 Unique diagram forces unique solution. 

C14 1 Same. 

C15 3 The counting aspect of the problem can be done in a few ways.  

Conversion to the counting portion is likely unique. 

C16 1 Convert and multiply, or multiply and convert – these are conceptually 

similar to a Geometry student. 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

IMPORTANT NOTE:  Be careful that you used the 1-9 ratings, not the number of solutions 

(1-5 or more)! 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 12:  Productive Dispositions 
 

The goal of this metric is to assess the degree to which the given problem and solution promote 

a productive mathematical disposition. A mathematic disposition is the view a student holds 

on the subject of mathematics.  This includes things like:  what type of person is good at math, 

how one gets good at math, what it means to do math, what math problems tend to look like, 

whether math is enjoyable or useful, and so on.  Productive dispositions see math as a subject 

rich in creativity and exploration, one welcome to all types of people, a tool for making sense of 

and enacting change in the world, and a discipline that is more than memorization and 

procedures. 

 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 3 Shows how math might be useful in the manufacturing space. 

C14 3 Involves exploration and play. 

C15 3 This invites creativity and looks much different than a typical problem. 

C16 2 Involves a use of math in a way that might be beneficial to some types 

of students. 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 13:  Affective Engagement 
 

The goal of this metric is to assess the affective engagement of the given problem and solution. 

Affective engagement refers to the emotional connection a student forms during the solving 

experience.  This connection is the combination of a number of factors – interest level in the 

topic area, uniqueness of the challenge, problem relatability, how exciting the ideas of the 

problem are, and so on.  When rating this feature, you should combine your own experience 

solving the problem, your knowledge of students in general, and your knowledge of students in 

the given topic area. 

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 4 Feels like exploration, but a touch less “purely theoretical” when 

compared to C14. 

C14 3 Encourages the student to experiment and explore with point 

placement. 

C15 5 The question asks a counting question about a Geometry idea built on 

an algebra framework.  This is likely to pull the cross-disciplinary 

heartstrings. 

C16 1 Another exercise, another unit conversion. 

 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             

 

Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Metric 14:  Authenticity 
 

The goal of this metric is to assess the authenticity of a given mathematical problem.  There are 

many ways a problem may be authentic because there are many situations a teacher might try to 

simulate in designing problems.  Below are three types of authenticity you might look for when 

assessing problems. 

 

Authenticity 

Type 

Description 

Students’ lives/ 

interests 

Problems of this type have relevance to the lives of students.  Problems 

might involve questions or settings that students would normally come 

across in their lives (e.g., statistics about teen drivers, rate of spread of 

information through social media, escalating college costs, etc.). 

Real world/ 

applications 

Problems in this category use mathematics in a real-world setting.  

Beware problems that attempt this connection in inauthentic ways (e.g.  

“Billy has 𝑥2 dollars and gives 𝑥 + 2 to his congresswoman.  Write a 

factorization of his leftover money.”). 

The type of work 

mathematicians 

do 

While the types and difficulty of problems that students work on will 

differ from that of mathematicians, it is possible for student problems 

to maintain the spirit of what mathematicians actually do.  This 

includes exploration, conjecturing, understanding the world or a 

mathematical object, etc.   

 

You should report your assessment of this trait on a 9-tiered scale.  Ask yourself:  How well 

does the given problem/solution show evidence of the trait in question? 

 

1 2 3 4 5 6 7 8 9 

Very 

weakly 

   Moderately    Very 

strongly 

 

In order to help calibrate your scoring, my scores for this metric on the calibration problems are 

below. 

 

Problem 

# 

Rating Discussion 

C13 2 Some relevance to the real world in manufacturing, but the problem is 

not posed as such – so students might miss this. 

C14 3 Some mathematician-like exploration involved. 

C15 1 A largely contrived mathematical exploration. 

C16 3 Although thin, the problem does resemble the type of calculation that 

might actually happen in the real world. 

 

In the table below, record your ratings for the problems. 

 

Problem 

Number 

1 2 3 4 5 6 7 8 9 10 11 12 

Rating             
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Below, record your feelings about this metric. 

 

_____ Clearness of description of feature (1 very unclear to 5 very clear) 

_____ Overall ease of use (1 very hard to 5 very easy) 
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Post Survey 

 

1.  Which three metrics did you find the easiest to use and why?   

 

 

 

 

2.  Which three metrics did you find the hardest to use and why? 

 

 

 

 

3.  Which metrics do you expect will have the highest agreement among the raters’ scores?   

 

 

 

 

4.  Which metrics do you expect will have the lowest agreement among the raters’ scores? 

 

 

 

 

5.  Record your years of experience in the various categories: 

 

a. ____  Teaching at the elementary level 

 

b. ____   Teaching at the middle school level 

 

c. ____   Teaching at the high school level 

 

d. ____   Teaching at the college level 

 

e. ____   Focusing on problem solving 

 

f. ____   Researching mathematics education 

 

6.  What are your undergraduate and graduate (if applicable) degrees in? 

 

 

 

 

 

 

7.  Any further comments on this experience? 
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Appendix D:  Interview Materials 

 

Interview Protocol for Expert Panel 
 

Materials 

Video equipment 

7 metric scoring sheets that have yet to be completed 

Exit Survey 

Timer 

Scratch paper, Felt-tip black pens 

IRB materials 

 

Introduction (2 minutes) 

“Let me start by thanking you for participating in this interview.  I’m excited to hear your 

thoughts on this work in general, and on the new metrics you’ll be looking at today.  You 

should have already worked the 12 problems to be rated, the 4 calibration problems, and 

assigned scores on seven metrics.  Today, we’ll look at seven new metrics.  We’ll proceed one 

metric at a time and spend about 10 minutes on each.  During that time, you’ll read the metric, 

score the same problems you used before, and then I’ll ask a few questions about why you 

assigned scores as you did.  I’m most interested in the different ways individuals think about 

these metrics and the problem features they measure, so please try to be as honest as possible 

when sharing your thoughts.  To make your writing more visible to the camera, I’ll have you 

use this felt-tip pen to record your scores and any notations you wish to make during the 

interview.  Do you have any questions before we begin?” 

 

Interview (77 minutes) 

On each metric, spend no more than 11 minutes (unless you are ahead of schedule).  Expect 1 

minute for reading the metric, 4-7 minutes for assigning ratings, and 3-6 minutes for questions.  

On each metric, begin with questions A and B (common to all metrics, see below), and then 

move to C (specific to particular metrics) 

 

Coda (5 minutes) 

Have the interviewee fill out the Exit Survey.  Then ask:  “Do you have any other ideas or 

feelings you’d like to share about this whole process now that it is complete?”  Finally, thank 

the interviewee and record the time, date, location, and name of the interviewee.  Make sure to 

leave with all 14 metric score sheets (check for completeness of 12 ratings and 2 ease-of-use 

scores), the Exit Survey, and the signed IRB paperwork. 

 

Extra Time (6 minutes) 

 This time can be devoted to:  IRB form-signing, returning to topics that were unclear, allowing 

a little extra time on particularly important conversations, discussing how the interview will 

affect the larger research plan (only after the interview is over), allowing additional rating time 

on hard metrics, etc. 

 

General Flow 

1) IRB Informed Consent 

2) Start Recording 

3) Introduction 
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4) Read, Rate Problems, Rate Metrics x 7 

5) Exit Survey 

6) End Recording 

 

 

Questions for all metrics: 

 

A)  What do you think are the major components that comprise <metric name> in mathematical 

problems, either written on the Metric Sheet or not? 

B)  What particular aspects of <metric name> led you to assign questions <two question 

numbers with highest ratings> the highest ratings?  (In the event a tie leads to three or more 

questions with the highest scores, begin by asking about two and move on to tied questions if 

time permits.) 

 

Questions for specific metrics: 

 

M1:  Difficulty 

C) What are some ways to make a math problem more difficult? 

 

M2:  Elegance 

C) Describe a particularly elegant problem/solution pair you’ve come across in your own work 

or studies. 

 

M3:  Novelty 

C) How does novelty influence the problem solving process? 

 

M4:  Cognitive Sophistication 

C)  What are some ways to increase the cognitive sophistication of a math problem? 

 

M5:  Internal Resource Collaboration 

C)  How would you create a problem with a high degree of internal resource collaboration? 

 

M6:  Number of Steps 

C)  What metrics (that you’ve already rated) would you expect to be most closely tied to the 

number of steps in a printed solution? 

 

M7:  Creativity 

C)  Describe a problem/solution pair you’ve come across that you thought demanded or 

displayed great creativity. 

 

M8:  Representational Media 

C)  Besides those listed in the metric description, what types of representational media play a 

role in math problems?  

 

M9:  Resource Creation 

C)  What types of resources do you most desire to see math problems create in students? 

 

M10:  Misconceptions 

C)  What role do you think misconceptions should play in designing math problems? 



380 
 

 

 

 

M11:  Number of Solutions 

C)  How does the number of solutions to a problem affect the problem solving experience? 

 

M12:  Productive Dispositions 

C)  Describe a problem/solution pair that changed your disposition toward mathematics. 

 

M13:  Affective Engagement 

C)  In your experience, with what types of problems do students emotionally connect? 

 

M14:  Authenticity 

C)  Give an example of a problem/solution pair that you have come across with high 

authenticity. 
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Appendix E:  Contextualized Results by LAMs 
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Appendix G:  The 105 Problems for Decontextualized Analysis 

 

Important Note:  The below problems are taken from a variety of sources and reproduced here 

under fair use limitations of copyright law.  I am indebted to MathCounts, the Mandelbrot 

Competition, the Centre for Education in Mathematics and Computing Competitions, the 

American Mathematics Competition, the Harvard-MIT Mathematics Tournament, and the Math 

Olympiads for Elementary and Middle Schools.  The Art of Problem Solving deserves special 

recognition for writing many of these problems and all the solutions seen below.  Without these 

organizations and their vision for richer mathematics problems, this work would never exist. 

 

GEOMETRY PROBLEMS 

Problem 1  

 

An equilateral triangle has an area of  . If each side of the triangle is 

decreased by 4 cm, by how many square centimeters is the area decreased? 

 

Solution 

 

We first consider an equilateral triangle with side length . If we construct an altitude, it 

will divide the equilateral triangle into two congruent  triangles with the 

longest side having length  and the altitude opposite the  angle. Since the side 

lengths of a triangle are in a  ratio, the altitude will have 

length . Since the base of this equilateral triangle is , its area will 

be . 

 

Now we can set this expression equal to  and solve for  to find the side length of 

our original triangle. Doing this, we get that . We can then multiply 

both sides of the equation by  to get that . Taking the square root of both 

sides, we find that , so the original triangle had a side length of  cm. If we 

decrease this by  cm, we get that the new triangle has side length  cm and therefore 

has an area of  cm. Therefore, the area is decreased 

by  cm. 
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Problem 2  

 

How many different triangles can be formed having a perimeter of 7 units if each side 

must have integral length? 

 

Solution 

 

Let  and  represent the three sidelengths of the triangle. The perimeter 

is  so . We know by the Triangle Inequality Theorem 

that the sum of two sidelengths of a triangle must be greater than the third sidelength. If 

we focus on the variable , we have 

. We could easily replace  with  or , so the maximum length of any of the three sides 

is . If , then  and  and  could be  and  in some order or  and  in 

some order. If we let  or  and the maximum sidelength is , we'll still end 

up with triangles of sidelengths  or . There are  different triangles. 
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Problem 3  

 

The congruent sides of an isosceles triangle are each 5 cm long, and the perimeter is 17 

cm. In centimeters, what is the length of the base? 

 

Solution 

 

If the length of the base is  centimeters, then the perimeter of the triangle 

is  cm. Solving  we find . 
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Problem 4  

 

Two right triangles share a side as follows.  What is the area of ? 

 

 

Solution 

 

Since  we see that  is an isosceles right triangle, 

therefore  That means that , and consequently 

bisects  

 

Relating our areas to side lengths and applying the Angle Bisector Theorem, we have 

that: Now, we see 

that  so  
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Problem 5  

 

A two-inch cube ( ) of silver weighs 3 pounds and is worth . How much 

is a three-inch cube of silver worth? Round your answer to the nearest dollar. 

 

Solution 

 

The volume of a two-inch cube is  cu inches, while that of a three-inch cube is 

27 cu inches. Therefore, the weight and value of the larger cube is  times that of the 

smaller. . 
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Problem 6  

 

What is the area, in square units, of triangle ?

 

 

Solution 

 

Define points   and  as shown. The area of rectangle  is the sum of the 

areas of the four triangles , , , and . The areas of the first 

three triangles may be found directly using the area formula (base)(height). The area 

of triangle  is the area of the rectangle minus the areas of the three other 

triangles: . 
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Problem 7  

 

 

A 4-inch by 6-inch picture is enlarged for framing by tripling its dimensions. A 2-inch-

wide border is then placed around each side of the enlarged picture, as shown. Thin 

metal framing is sold only in increments of one foot. What is the minimum number of 

linear feet of framing that must be purchased to go around the perimeter of the border? 

 

 
 

 

Solution 

 

After the picture is enlarged by tripling its dimensions, the dimensions 

become . After the border is added, the dimensions of the picture increase 

to  (since each side has a 2-inch border). The perimeter 

is  inches. Since , we need  feet of framing 

to go around the entire picture. 
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Problem 8  

 

In isosceles triangle  we have . The altitude 

from  meets  at . If  then determine . 

 

Solution 

 

Since  and  divides  into two pieces for which  we 

deduce that  and . We can now employ the Pythagorean Theorem in 

triangle  to compute Finally, 

we use the Pythagorean Theorem in triangle  to find that
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Problem 9  

 

In the diagram,  is a straight line and . What is the measure 

of , in degrees? 

 

 
 

 

Solution 

 

Since  is a straight line, we have 

, so .  is isosceles with ,so

Similarly, 

since  is isosceles with , we have

Therefore, . 
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Problem 10  

 

Equilateral triangle  is inscribed in equilateral triangle  as shown 

with . What is the ratio of the area of  to the area of  

? Express your answer in lowest terms. 

 

 

Solution 

 

Since  is a right triangle with , we have 

. Also, . To see that , note that

Thus  and since , 

. That  follows similarly. 

 

Since  is equilateral, the three small triangles are congruent and 

. Let . Then  and . The desired ratio is
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Problem 11  

 

 is a rectangle whose area is 12 square units. How many square units are 

contained in the area of trapezoid ? 

 

 
 

Solution 

    

  

 

Solution 1:    

Each small square has an area of 1. Separate  into rectangle I and right triangles II and 

III, as shown. The area of rectangle I is 6; triangle II is 1/2 of rectangle , so its area is 

1.5. The same is true of triangle III. Thus, . The area of 

trapezoid  is square units. 

 

Solution 2:    

Rectangle  has an area of 12. Triangle  is 1 2 of rectangle  so its area is 

1.5. The same is true of triangle . Thus, the area of 
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trapezoid  is . 

 

Solution 3:    

Modify either method by moving one of the triangles and joining it to the other as shown. 

Thus, the area is  
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Problem 12  

 

In the diagram, if , what is the measure of ?

 

Solution 

 

In , since , then . 

 

Since  and  are opposite angles, we 

have . 

 

In , , so . 

 

Therefore,

 
 

 

 

 

 

 

 

 

 

 

  



442 
 

 

 

Problem 13  

 

Steve has an isosceles triangle with base 8 inches and height 10 inches. He wants to cut 

it into eight pieces that have equal areas, as shown below. To the nearest hundredth of 

an inch what is the number of inches in the greatest perimeter among the eight pieces?

 
 

 

Solution 

 

To make the  triangle have the same area, the base must be divided into  segments of 

length  inch each. Define points , , , , ,and  as in the figure. 

For , the perimeter  of triangle  in inches is

where each distance  is 

calculated by applying the Pythagorean theorem to right triangle 

. Since  increases as  increases, its largest value 

is , which to the nearest hundredth 

is  inches.  
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Problem 14  

 

What is the sum, in degrees, of the measures of the interior angles in the convex 

hexagon shown? 

 

 

Solution 

 

The sum of the measures of the interior angles in a convex -gon is . 

 

For a hexagon, this is  degrees. 
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Problem 15  

 

In a convex heptagon, the degree measures of the interior angles 

are  and  degrees. What is the degree 

measure of the largest interior angle? 

 

Solution 

 

The sum of the angle measures in a polygon with 7 angles 

is  degrees. Therefore, we must have

Simplifying 

the left side gives , so  and . Therefore, the measure 

of the largest interior angle is degrees. 
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Problem 16  

 

In , we have  and . Point  is the midpoint 

of . Find . 

 

Solution 

 

We start with a diagram, including median , which is also an altitude. Let the 

medians intersect at , the centroid of the triangle. 

 

 

 
 

We have , so right triangle  gives us

(We might also have recognized 

that , so .) 

 

Since  is the centroid of , we have , and right 

triangle  gives us

Finally, 

since  is the centroid of , we have . 
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Problem 17  

 

 

A rectangular garden 50 feet long and 10 feet wide is enclosed by a fence. To make the 

garden larger, while using the same fence, its shape is changed to a square. By how 

many square feet does this enlarge the garden? 

 

Solution 

 

The area of the garden was 500 square feet  and its perimeter was 120 

feet, . The square garden is also enclosed by 120 feet of fence so its 

sides are each 30 feet long. The square garden's area is 900 square feet ( . and 

this has increased the garden area by  square feet.  
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Problem 18  

 

Find the ratio of the circumference of a circle with radius 1.125 to the circumference of 

a circle with diameter 2.25. Express your answer in the form  where  and  are 

relatively prime positive integers. 

 

Solution 

 

If a circle has diameter , then its radius must be half of that which is . Thus, 

both circles have radius , so their circumferences must be equal and in a ratio 

of . 
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Problem 19  

 

 

Angle PQR is a right angle. The three quadrilaterals shown are squares. The sum of the 

areas of the three squares is 338 square centimeters. What is the number of square 

centimeters in the area of the largest square? 

 
 

 

 

Solution 

 

The sum of the areas of the squares is . By the Pythagorean 

theorem, . Substituting the left-hand side of this equation for the 

right-hand side, we find that the sum of the areas of the squares 

is . Setting this equal to 338 square centimeters, we find 

that  square centimeters. 
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Problem 20  

 

Suppose  is a scalene right triangle, and  is the point on hypotenuse  such 

that . Given that  and ,compute the area of . 

 

Solution 

 

Notice that  bisects the right angle at . Thus, the Angle Bisector Theorem tells us 

that . So, we have  and  for some 

. By the Pythagorean theorem, we have , so . Finally, the 

desired area . 
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Problem 21  

 

A right triangle with legs  and  is similar to another right triangle with 

corresponding legs  and , respectively. What is the value of ? Express your answer 

as a decimal to the nearest hundredth. 

 

 

Solution 

 

By similarity, we know that , so therefore .  
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Problem 22  

 

The lengths of two opposite sides of a square are decreased by  while the lengths of 

the other two sides are increased by  to form a rectangle. By what percent does the 

square's area decrease? 

 

Solution 

 

Let  be the area of the square. The lengths of one pair of opposite sides was decreased 

by , so the area became . The other pair of sides were increased by , so the 

area became . Thus, the area decreased by  percent. 
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Problem 23  

 

The ratio of the measures of the acute angles of a right triangle is . In degrees, what 

is the measure of the largest angle of the triangle? 

 

 

Solution 

 

The actual degree measures of the acute angles don't matter. A right triangle consists of 

a right angle of  and two acute angles that add up to , so each of the two acute 

angles is smaller than the right angle. Also recall that the definition of an acute angle is 

that its degree measure is less than . So the largest angle of the triangle is the right 

angle, which has a measure of . 
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Problem 24  

 

The giant earthmover used for open-air coal mining has rubber circular tires 11.5 feet in 

diameter. How many revolutions does each tire make during a six-mile trip? Express 

your answer to the nearest whole number. 

 

Solution 

 

The circumference of the wheels is  feet. Thus the wheels make one full 

revolution every  feet. On the other hand, the total trip 

is  feet. Thus the total number of revolutions made 

is . Rounding to the nearest whole number, our answer 

is  revolutions. 
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Problem 25  

 

Elliott Farms has a silo for storage. The silo is a right circular cylinder topped by a right 

circular cone, both having the same radius. The height of the cone is half the height of 

the cylinder. The diameter of the base of the silo is 10 meters and the height of the 

entire silo is 27 meters. What is the volume, in cubic meters, of the silo? Express your 

answer in terms of . 

 

 
 

 

 

Solution 

 

To begin, see that if the ratio of the height of the cone to the height of the cylinder is 

1:2, then the ratio of the cone height to entire silo height is 1:3. Therefore, the height of 

the cone is  meters and the height of the cylinder is  meters. We can now 

use the formulas for volume of a cylinder and volume of a cone, with our given radius 

of 5:  
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Problem 26  

 

A regular polygon has perimeter 108 cm and each side has length 12 cm. How many 

sides does this polygon have? 

 

Solution 

 

Since the polygon has perimeter 108 cm and each side has length 12 cm, then the 

polygon has  sides. 
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Problem 27  

 

The line  with  intersects the -axis at  and the line  at 

. If the ratio of the area of triangle  to the area of triangle  is 9:25, what is 

the value of ? Express the answer as a decimal to the nearest tenth. 

 

 
 

 

Solution 

 

 

The line  intersects the -axis at the point where , or . So, 

we seek the -coordinate of point . 

 

Since the -axis is parallel to the line , we see that 

. Also . Thus , so 

, which means we have , so . Since , we 

have , and . Therefore, the -coordinate 

of  is . 
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Problem 28  

 

In the arrow-shaped polygon shown below, the angles at vertices , , , 

, and  are right angles, , , 

, and . Find the area of polygon . 

 

 

 

Solution 

 

Quadrilateral  is a rectangle with area 

. Triangle  is right-isosceles with hypotenuse 

. Hence, , so triangle  has 

area .Therefore, the area of 

polygon  is . 
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Problem 29  

 

Henry walked on a flat field 9 meters due north from a tree. He then turned due east and 

walked 24 feet. He then turned due south and walked 9 meters plus 32 feet. How many 

feet away from his original starting point is Henry? 

 

Solution 

 

We are dealing in both meters and feet in this problem, which can be confusing. A 

careful reading, however, reveals that the 9 meters that Henry walked due north are later 

eliminated by the 9 meters that he walked due south. At the end, Henry is 24 feet east 

and 32 feet south of his original location. These are the two legs of a right triangle, so 

we can figure out the length of the hypotenuse of the triangle using the Pythagorean 

Theorem. Actually, 24 is  and 32 is , so this is just a multiple of the 3-4-5 

triangle. The hypotenuse - and Henry's distance from his starting point must 

be . 
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Problem 30  

 

What is the diameter in centimeters of a circle whose area is ? 

 

Solution 

 

The area is , so . The diameter is  centimeters. 
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Problem 31  

 

A cubic block of wood with side lengths of 10 cm is cut into smaller cubes with side 

lengths of 1 cm. What is the ratio of the surface area of the larger block of wood to the 

combined surface area of the smaller blocks of wood? Express your answer as a 

common fraction. 

 

 

Solution 

 

The large cube had a surface area of  sq cm, and the smaller blocks have 

a total area of  sq cm. The ratio is  
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Problem 32  

 

In the diagram, what is the perimeter of ? 

 

 

Solution 

 

By the Pythagorean Theorem in ,

so . 

 

By the Pythagorean Theorem in ,

so . 

 

Therefore, the perimeter of  is . 
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Problem 33  

 

A right circular cylinder with radius 2 is inscribed in a hemisphere with radius 5. What 

is the height of this cylinder? 

 

 

Solution 

 

 

We draw and label a diagram as follows:  

 

Let the center of the hemisphere be , and let  be a point on the circumference of the 

top circle of the cylinder. Since the cylinder is inscribed in the hemisphere,  lies on the 

hemisphere as well, so . We drop a perpendicular from  to the base of the 

hemisphere and let it intersect the base of the hemisphere at . Since the cylinder is 

right,  is a height of the cylinder,  is a right angle, and  lies on the 

circumference of the bottom circle of the cylinder. Thus,  is a radius of the cylinder, 

so .  is right, so by the Pythagorean theorem, we have

Thus, the height of the cylinder 

is . 
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Problem 34  

 

Point  is inside equilateral . Points , , and  are the feet of the 

perpendiculars from  to , , and , respectively. Given that 

, , and , what is  in terms of radicals? 

 

Solution 

 

Let the side length of  be . Then the areas of , 

, and  are, respectively, , , and . The area of  is the sum of 

these, which is . The area of  may also be expressed as 

, so . The unique positive solution for  is . 
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Problem 35  

 

In the diagram below, points , , , and  are situated so that , 

, , and . What is the maximum possible area of ?

 
 

 

Solution 

 

We first observe that by the Pythagorean theorem  must be a right triangle 

with right angle at , since , , and . 

 

. Hence, the 

altitude  from  to  has length . Let  be the length of the altitude 

from  to . Then , so the area is maximized when  is most 

high above . Since , maximization occurs when  is directly over 

, leading to a height of . In this case,
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NUMBER THEORY PROBLEMS 
 

Problem 36  

 

A bag contains  balls labeled  and . A ball is to be picked, the value on the label is 

to be recorded and then the ball is to be returned to the bag. This will be done three 

times and then the values will be added together. What is the sum of all of the possible 

distinct sums? 

 

 

Solution 

 

Any sum formed by a combination of the numbers  and  must be divisible by 

. The smallest possible value of such a sum is equal to , and the largest 

possible value of such a sum is equal to . After testing, we find that

 
However, we cannot find a combination that will add to be : if two of the numbers 

are not , then the maximum possible sum is . Thus, two of the 

numbers picked must be , but then the third ball must have the number , which is not 

possible. Thus, the answer is the sum of the even numbers from  to  excluding 

, which is  
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Problem 37  

 

We have positive integers   and  such that  When   and  are 

divided by , the remainders are   and  respectively. 

 

When the  is divided by , what is the remainder? 

 

Solution 

 

First of all, we know that  we do not have to worry about  being 

negative. In any case, we have: 

 
Adding as needed, we have

  

Therefore, our answer is  
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Problem 38  

 

What is the cube of the square of the second smallest prime number? 

 

 

Solution 

 

 

The second smallest prime number is 3 (preceded by 2). We have 

. 
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Problem 39  

 

Convert the base-  number  to base . 

 

Solution 

 

The number  is, by definition, . We can rewrite this as , then use 

algebra to expand it out as .Writing this in base , we obtain   

(that is, ). 
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Problem 40  

 

The greatest common divisor of two integers is  and their least common 

multiple is , where  is a positive integer. If one of the integers is 50, what is 

the smallest possible value of the other one? 

 

 

Solution 

 

 

We know that  for all positive integers  and 

. Hence, in this case, the other number is To 

minimize this number, we minimize . 

 

We are told that the greatest common divisor is , so  divides 50. The 

divisors of 50 are 1, 2, 5, 10, 25, and 50. Since  is a positive integer, the smallest 

possible value of  is 5. When , the other number is . 

 

Note that that the greatest common divisor of 10 and 50 is 10, 

and . The least common multiple is 50, 

and , so  is a possible value. Therefore, the 

smallest possible value for the other number is . 
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Problem 41  

 

If the 7-digit number  is divisible by 2, 3, 4, 5, 6, 8, and 9 for some digit 

, then what is ? 

 

Solution 

 

For the number to be divisible by 5, its units digit must be a 5 or a 0. In addition, for the 

number to be divisible by 2, the units digit must be even. Thus,  must be . 

 

Note that when , we also have the following: 

 

* The sum of the digits of the number is 27, so the number is divisible by 3 and 9.  

* The number formed by the last two digits is 80, which is a multiple of 4, so the 

number is divisible by 4. 

* The number is divisible by 2 and by 3, so it is divisible by 6. 

* The number formed by the last three digits is 080, which is a multiple of 8, so the 

number is divisible by 8. 
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Problem 42  

 

What is the largest multiple of  whose negation is greater than ? 

 

 

Solution 

 

 

Dividing  by  gives  with a remainder of . In other words,

This means that  is greater than 

. Because the negation of  is ,  is the largest multiple of  whose negation is 

greater than . 

 

We could also divide  by  to get  with a positive remainder of 

. However,  is less than , so  would not help. 
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Problem 43  

 

A particular number written in base 3 requires three digits ( ). When the number is 

written in base 3 and 4, the digits are the reverse of each other. What is this number 

expressed in base 10? 

 

Solution 

 

Let  represent the three-digit number in base 3, where ,  and  each represent a 

digit 0, 1 or 2. The place values in base 3 are 9, 3 and 1, so the base-ten value 

of  is , which can be written as . This same 

value is  in base 4, which we can write as . Equating these two 

expressions, we get . We can simplify this 

to . Now, there are only three digits to try for each letter. It turns out 

that , so the base-three number is  and the base-four number 

is . The base-ten value is . To 

confirm this answer, we check the base-four 

value:  
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Problem 44  

 

What is the remainder when  is divided by 100? 

 

Solution 

 

Noticing that  we see that Therefore

  The remainder when  is divided by 100 

is . 
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Problem 45  

 

Bob's favorite number is between  and . It is a multiple of , but not a multiple 

of . The sum of its digits is a multiple of . What is Bob's favorite number? 

 

Solution 

 

We will list out the multiples of  between  and , and eliminate all the multiples 

that don't satisfy the other conditions. If our work is correct, there should only be one 

number, the answer, that satisfies all the conditions. 

 

The multiples of  that we are interested in are , , , , and .  and  are 

multiples of , so they are out. Now, of the remaining numbers, only  has a digit-sum 

that is a multiple of  ( ). Therefore, Bob's favorite number is . 
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Problem 46  

 

The greatest common divisor of positive integers  and  is 8. The least common 

multiple of  and  is 112. What is the least possible value of ? 

 

 

Solution 

 

 

Since the GCD of  and  is 8,  and  for some integers  and . Note 

that minimizing is equivalent to minimizing . 

 

The LCM of  and  is , so one of  and  is divisible by 2 

and one is divisible by 7. Then we can minimize  by setting  and  to be 2 and 7 

in some order. Therefore, the least possible value of  is . 
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Problem 47  

 

Find the smallest positive integer  which is greater than  and relatively prime 

to  (recall that relatively prime means that the GCD of   and  is ) 

 

Solution 

 

We observe that the prime factorization of  is equal to . It is a relatively 

quick matter to test that , , , , and  share a prime factor with , but  does not. 
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Problem 48  

 

If  is the smallest positive two-digit multiple of , and  is the smallest positive three-

digit multiple of , then find . 

 

 

Solution 

 

Dividing 10 by 3 gives a quotient of 3 and a remainder of 1. Therefore,  is the 

largest one-digit multiple of 3, and  is the least positive two-digit multiple of 3. 

This calculation shows that . 

 

Dividing 100 by 4 gives a quotient of 25 and no remainder. Therefore,  is the least 

positive three-digit multiple of 4, and . 

 

Combining these results gives . 
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Problem 49  

 

What positive two-digit integer is exactly twice the sum of its digits? 

 

Solution 

 

Let the tens digit of the two-digit integer be  and let its units digit be . The equation

 is given. Distributing on the right-hand side and 

subtracting  from both sides gives . Since  for any digit 

, we have , , and . 
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Problem 50  

 

Suppose that  is a multiple of  and  is a multiple of . Which of the following 

statements must be true? 

 

A.  is a multiple of . 

B.  is a multiple of . 

C.  is a multiple of . 

D.  is a multiple of . 

 

List the choices in your answer separated by commas. For example, if you think they 

are all true, then answer "A,B,C,D". 

 

 

Solution 

 

 

A. Recall that if  is a multiple of , and  is a multiple of , then  is a multiple of 

. Because  is a multiple of  and  is a multiple of ,then  must be a multiple of . 

 

B. Recall that the difference between two multiples of  is also a multiple of . Thus, 

because  and  are both multiples of  (using the information from statement 1), their 

difference is also a multiple of . 

 

C. We do not know if  is a multiple of . For example,  is a multiple of both  and 

, but  is a multiple of  and not . Thus, we cannot use the property that the difference 

between two multiples of  is a multiple of . We don't know if this statement is true. 

 

D. We know that  is a multiple of , and  is a multiple of , so  is a multiple of 

. However, just as in statement 3, we do not know if  is a multiple of . We also don't 

know if this statement is true. 

 

Statements  must be true. 
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Problem 51  

 

Determine the smallest positive integer  such that . 

 

Solution 

 

First notice that , which should make our computations easier. 

For , we get  respectively 

and  respectively. Since we have a congruent pair 

at , we don't need to look any further. 
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Problem 52  

 

Express  as a common fraction. 

 

 

Solution 

 

 

We begin this problem by summing , , and  as decimals. We do this by 

realizing that  can also be written as and that  can be written as 

. Thus, . (Since 

there is no carrying involved, we can add each decimal place with no problems.) 

 

To express the number  as a fraction, we call it  and subtract it from :

This shows that . 
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Problem 53  

 

 

Find the units digit of  

 

Solution 

 

The units digit of  is the same as in . There are several ways we could go about 

finding that units digit, but notice that .It's easy to find the pattern of units 

digits for powers of 2: 

 

Using this pattern, the units digit is found to be . 
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Problem 54  

 

Find the remainder when  is divided by 11. 

 

 

Solution 

 

Reducing each number modulo 11 first, we get
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Problem 55  

 

Two distinct positive integers  and  are factors of 36. If  is not a factor of 36, 

what is the smallest possible value of ? 

 

Solution 

 

We begin by listing all the factors of 36: 1, 2, 3, 4, 6, 9, 12, 18, 36. We can now start 

listing products of factors from least to greatest and find the first item in the second list 

that is not in the first; 1, 2, 3, 4, 6, 8... 8 is not a factor of 36, but is the product of 2 and 

4. We can check that there are no smaller products of factors that do not divide 36: 5 

and 7 are the only possibilities, and obviously neither of them can be products of factors 

of 36.  is thus the smallest such product. 
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Problem 56  

 

What is the arithmetic mean of all positive two-digit multiples of 7? 

 

 

Solution 

 

We use the formula for the sum of an arithmetic series to find that the arithmetic mean 

of the positive two-digit multiples of 7 is  

. 
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Problem 57  

 

An integer  is said to be square-free if the only perfect square that divides  is 

. How many positive odd integers greater than 1 and less than  are square-free? 

 

Solution 

 

If an integer  is not square-free, then there is a square greater than  that does divide 

. The odd squares less than  are , , , and . If an 

integer is divisible by , then it is divisible by , so we will only consider , 

, and .  

 

There are  multiples of  that are less than . Six of them are odd and five are even. 

There are  multiples of  that are less than . Two of them are odd and one is even. 

There are  multiples of  that are less than . One of them is odd and one is even. 

Therefore, there are  odd integers that are not square-free. The least integer which is 

divisible by at least two of the integers 9, 25, and 49 is , which is greater 

than 100. Therefore, there are 9 odd integers less than 100 which are divisible by a 

perfect square greater than 1. There are  odd integers less than  and greater than 

1, so there are  odd square-free integers less than . 
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Problem 58  

 

What is  when expressed in base 10? 

 

 

Solution 

 

After converting both numbers to base 10, we add the values. We 

get  and 

. The sum is . 
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Problem 59  

 

What is the least positive integer  such that  is a factor of  ? 

 

Solution 

 

We find the prime factorization of . . Thus, we want  to 

have a factor of , a factor of , and  factors of .The largest prime in the 

factorization is , so . The exponent of 5 in the prime factorization of 11! is 

only 2, since only the factors 5 and 10 are divisible by 5. Similarly, 12!, 13!, and 14! 

only have 2 fives in their prime factorizations. Since  contains a factor of , a 

factor of , and three factors of , the least positive integer  is . 
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Problem 60  

 

A three-digit number has the same hundreds, tens and units digit. The sum of the prime 

factors of the number is 47. What is the three-digit number? 

 

 

Solution 

 

We can tell that the three-digit number will be 111 times some number  (resulting in 

111, 222,...999), so the prime factors of the three-digit number will contain the prime 

factors of 111, which has prime factorization . The sum of those two prime 

factors is 40, which means that  is . So, our answer is . 
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Problem 61  

 

How many of the 401 integers from  to  are congruent to  

 

Solution 

 

An integer congruent to  can be written as . Therefore, we have 

the inequality We solve for the inequality by subtracting 

each term by  and then dividing by  to get

The smallest integer greater 

than  is  and the largest integer less than  is . There are  integers 

from  to  inclusive. 
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Problem 62  

 

Find the units digit of  given that  and  has a units digit of 7. 

 

 

Solution 

 

 

The units digit of  is . Searching for a units digit for  (which is clearly 

odd), we find that , so  is the units digit of . 
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Problem 63  

 

Let  be a natural number with exactly 2 positive prime divisors. If  has 27 divisors, 

how many does  have? 

 

Solution 

 

Let  and  be the prime divisors of , so we can write  for positive 

integers  and . This means , so 

. Since  and  are both greater than 1 and are divisors of 27, we know they 

are 3 and 9 (in no particular order). This means that  and  are 1 and 4 (in no particular 

order), so  
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Problem 64  

 

What is the smallest positive multiple of 32? 

 

 

Solution 

 

Every positive multiple of 32 is  for some positive integer . The smallest 

multiple is therefore going to be when  is the smallest positive integer which is 1. 

So,  is the smallest multiple of 32. 
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Problem 65  

 

What is the greatest common factor of the numbers 2835 and 8960? 

 

Solution 

 

We notice immediately that both terms are divisible by :

 and .  

Repeatedly dividing 1792 by 2, we find that , so . At 

this point, we are almost done: we know that  does not divide into , so the only 

other factor we need to check is . Since  is clearly divisible 

by , then the greatest common factor is . 
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Problem 66  

 

Palindromic primes are two-digit prime numbers such that the number formed when the 

digits are reversed is also prime. What is the sum of all palindromic primes less than 

50? 

 

 

Solution 

 

The two-digit primes less than 50 are 11, 13, 17, 19, 23, 29, 31, 37, 41, 43, and 47. For 

each prime on this list whose tens digit is odd, check whether or not the number formed 

when the digits are reversed is also prime. (Note that if the tens digit is even, then the 

reversed number is even and hence not prime.) The palindromic primes less than 50 are 

11, 13, 17, 31, and 37, whose sum is . 
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Problem 67  

 

What is the smallest five-digit number with non-zero digits  

such that the digits add up to 20? 

 

Solution 

 

For the number to be as small as possible, the leftmost digit should be as small as 

possible. Therefore, the ten thousandth digit should be . The other four digits would 

have to add up to . The leftmost digit is now the thousandth digit, which 

should be the smallest number possible, . We can also put a  in the hundredths place. 

The last two digits then have to add up to . The only single-digit 

numbers that add to  are  and . Since  is smaller, that goes in the tens place, and 

the  goes in the ones place. Therefore, the smallest five-digit number possible 

is . 
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Problem 68  

 

The base  representation of a positive integer is  and its base  representation 

is . What is the integer expressed in base ? 

 

 

Solution 

 

 

Converting the two expressions to base , it follows that the given positive integer is 

equal to  and is also equal to .Setting these two expressions equal, we 

have that Thus,  is divisible 

by . Since  is a digit in base , it follows that  is either equal to  or . However, 

we can discard the case , since its base  representation is no longer a two-digit 

number. Thus,  and . In base , the number 

is  
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Problem 69  

 

Find  

 

Solution 

 

First, we convert  to fraction form. Let  Multiply both sides of this 

equation by  to get  Subtracting the left-hand sides  and  as well as 

the right-hand sides  and  yields , which implies that  So, 
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Problem 70  

 

The least common multiple of two integers is 36 and 6 is their greatest common divisor. 

What is the product of the two numbers? 

 

 

Solution 

 

 

Let  and  be the two integers. We can use the identity 

. Substituting gives that the answer is . 
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PRALGEBRA PROBLEMS 

 

 

Problem 71  

 

When Mrs. Bethany Kieron died, the net worth of all her belongings amounted to six 

million dollars. In her will, she instructed that it be divided equally among her seven 

children. Some of the children took their portion in cash. Others preferred to inherit 

their mother's possessions, whose worth had been appraised by her attorneys. Her son 

William wanted his portion of the inheritance to come from his mother's extensive 

collection of contemporary impressionist paintings, each of which is valued at a quarter 

of a million dollars. How many of the paintings could he inherit without exceeding his 

fair share? 

 

 

Solution 

 

Because the 6 million was to be split into 7 equal portions, William's fair share is  of 6 

million, or  million dollars. To find how many times  million goes into  million, 

we take , which we can treat as a standard division 

problem. Dividing 24 by 7 yields a quotient of 3 and a remainder of 3. William can 

inherit at most  paintings. 
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Problem 72  

 

How many of the following expressions are equal to ? 

 

A)  

B)  

C)  

D)  

E)  

F)  

 

 

Solution 

 

Remembering that , we have 

. We also find that C) is equivalent to  along the way. Writing the subtraction 

as addition gives , which is B). 

 

Let's look at the remaining choices: 

Choice A) gives , so A) is out. 

Since , Choice D) gives , which is not equal to . 

Choice E) is equal to , which is not what we're looking 

for. 

Choice F) is equal to  because , so F) works. 

 

Therefore, B), C), and F) are equal to , for a total of  expressions. 
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Problem 73  

 

If  what is the positive difference between the following values? 

 and 

 rounded to the nearest hundred. 

 

 

Solution 

 

Find  rounded to the nearest hundred:  

Now, the positive difference between  and  rounded to the nearest hundred is the 

positive difference between 176 and 200. 
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Problem 74  

 

Express as a common fraction: . 

 

 

Solution 

 

We have   
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Problem 75  

 

Find . 

 

 

Solution 

 

Recall that . In this case, we have  
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Problem 76  

 

Find one-fourth of 6 times 8. 

 

Solution 

 

Recall that "one-fourth of" means the same thing as "one-fourth times." So we are asked 

to find  We then have   
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Problem 77  

 

What is ? 

 

Solution 

 

Because of the commutative and associative properties of addition, we do not have to 

add these numbers in the order indicated by the parentheses. We can rearrange the 

numbers so that the addition becomes more convenient:
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Problem 78  

 

Let  be the smallest number in the following list, and let  be the second smallest number 

(that is, the smallest number other than ).

 

Find . Express your answer as a fraction in simplest form. 

Solution 
 

Since every negative number is smaller than every positive number, our first goal is to 

identify the negative numbers. They are , , and . (Note that  and  are 

clearly nonnegative, while  is also not negative). Of these,  is the least, 

since  is much larger than or . To find the second smallest number, we have to find 

the larger of  and  (recall that for negative numbers, the one closer to  is larger). We 

get a common denominator of  and find that

Thus  is larger than , which tells us that  is smaller 

than . Thus, , , and 
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Problem 79  

 

What is the expression  equal to? 

 

Solution 
 

Note that division by a number distributes across addition so

Note that zero divided by any number is 

equal to zero, so Also remember that division by a number is the same as 

multiplying by the reciprocal of that number, therefore we get
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Problem 80  

 

What is the quotient when 3 is divided by its reciprocal? 

 

Solution 
 

The reciprocal of a number  is . When  is divided by , the result 

is . Therefore, 3 divided by its reciprocal is . 
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Problem 81  

 

Find . 
 

 

 

Solution 
 

 

First, let's use the power of negation,  for all odd , so that we only have 

powers of positive integers. Because , , and are all odd, we get

Then, using 

the property , we can simplify further to

Knowing that  for all , this 

gives us  
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Problem 82  

 

Find  

 

 

Solution 
 

We can organize this subtraction quickly using columns as follows: 

Therefore,  
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Problem 83  

 

What is ? 

 

Solution 
 

We can use the property    to multiply two exponents together, but first 

we can extend it to all three exponents. In our situation, we have . By using 

this multiplication property on the first two numbers and then on the remaining two 

numbers, we get  Now we can 

use this property,  to give  
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Problem 84  

 

What is three divided by 2.7, expressed as a mixed number? 

 

Solution 
 

We can first express 2.7 as a fraction; since the decimal point is one to the left from 27, we 

know this decimal is equivalent to . Next, we find three divided by this fraction, which 

yields . This is simplified to . To express this as a mixed number, we 

find that nine only goes into 10 once, so we have . 
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Problem 85  

 

Find . 

 

Solution 
 

According to order of operations, we should simplify the exponents first, then the division, 

and finally the subtraction. We get 
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Problem 86  

Victor and Kelsey have identical sandwiches. Victor eats  of his sandwich. If Kelsey 

eats  as much as Victor does, what fraction of her sandwich did she eat? 

 

Solution 
 

We need to find  of  Since the word "of" means multiply, we need to find the product 

of these two fractions,  This equals . Both the numerator 

and the denominator share common factors of 2 and 5, so they 

cancel: . Thus, we find the answer is  
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Problem 87  

 

Find . 
 

 

Solution 
 

Recall that the reciprocal of a negation is equal to the negation of the reciprocal. In other 

words, So we can simplify

 
Now the negation of a negation of a number is just the number, so we are left with

Let's apply the distributive property of multiplication across 

addition: Now if we write 77 as 

, then we can use  to simplify this expression. Similarly, we'll 

write  as . Using the associative property of multiplication to group the pairs 

of reciprocals, we get
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Problem 88  

 

Compute  

 

 

Solution 
 

 

We can use the definition of division to remove all the division signs and get

 

Recall that for all nonzero numbers  and , so

 

Also recall that for all nonzero numbers , so

Using the commutative and associative properties 

of multiplication, we can rearrange our product to get

Using the definition of division, we know that

so we can conclude that our final answer is . 
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Problem 89  

 

What is the greatest possible quotient of any two distinct members of the set 

  ? Specifically, we wish to maximize , where x and y are chosen from the 

previous set. 

 

Solution 
 

For the greatest quotient, we want the largest numerator and the smallest denominator. This 

gives . 
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Problem 90  

 

Find . 

 

Solution 
 

Instead of just starting to multiply, let's look around to see if we can make things easier 

first. We see that one of the numbers being multiplied is 0. The commutative and 

associative properties of multiplication allow us to write the product as

  Since  is 0 for 

any value of , it doesn't matter what the big number is. The value of the product is . 
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Problem 91  

 

Compute . 
 

 

Solution 
 

First, we will simplify the first expression in parentheses. We get 

 
Substituting back into the original expression, we have

 

Since the reciprocal of  is 3, we have So, we have
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Problem 92  

 

John and Julia are repainting the outside of their house. They each go out to buy paint. John 

buys enough paint to cover  of their house and Julia buys enough to paint  of their 

house. If it takes  can of paint to paint  of their house and they don't want to have any 

paint left over after they finish painting, how many cans of paint should they return to the 

store? 

 

Solution 
 

We first find the total amount of paint that John and Julia bought by adding . Since 

these two fractions have a least common denominator of , we 

write  and , so their sum is:

Therefore, John and Julia have enough paint to 

cover  of their house. Since they only want to paint their house once, we 

subtract  from this fraction to find the amount of extra paint that they have:

Thus, they have enough extra paint to 

cover  of their house. Since each can of paint can cover  of their house, they 

have  extra cans of paint. Canceling the factor of  from the 

numerator and the denominator, we find that they have   extra cans of paint that 

they should return to the store. 
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Problem 93  

 

Voldemort has a savings account containing . Interest accumulates so that every 

five years, the amount of money in that account grows to  of its amount at the beginning 

of the five years. How much money is in that account after twenty years, given that no 

money is put into or taken out of the account? 

 

Solution 
 

After twenty years, the amount of money in the account grows  times. We take 

the original amount of money and multiply it by  raised to the fourth power. Our answer 

is  
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Problem 94  

 

Find  

 

 

Solution 
 

Recall that exponents should be done first, then division, then addition. So we get
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Problem 95  

 

Joe went to a market and bought 5 carrots for a total of . If each carrot cost the same 

amount, how many dollars did each carrot cost? Express your answer as a decimal to the 

nearest hundredth. 

 

Solution 
 

The cost of each carrot is  dollars, or
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Problem 96  

 

Let . Let  be the value of  when  and , and let  be 

the value of  when  and . Calculate . 

 

Solution 
 

To find , we substitute the given values: . We must do 

exponents first, so we find 

that 

. Now we carry out multiplication, and we get 

. Finally, carrying out addition and subtraction, we 

find . 

 

 

Similarly, we find  by substituting: . Recall that a 

negative number squared is the same as the positive number squared, so 

. Thus, we find 

Finally, . 
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Problem 97  

 

How many unique values can be created by forming the fraction  where  is either 4, 8, or 

12 and  is either 4, 8, or 12? 

 

Solution 
 

Let's write down all the possibilities, simplify the resulting fractions, and count the number 

of values we can achieve. 

 
 

 
 

 

We can get 1, 2, 3, 1/2, 3/2, 1/3 and 2/3, for a total of  different values. 
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Problem 98  

Tony is given the following quiz: 

 

Round  to the nearest 

 

 1) whole number  

 

 2) tenth  

 

 3) hundredth  

 

 4) thousandth  

 

 5) ten thousandth  

 

 6) hundred thousandth  

 

Tony completes the quiz as follows. He first (correctly) rounds  to the nearest hundred thousandth, and writes 

it as his answer for question 6. Then he rounds his answer for question 6 to the nearest ten thousandth and uses that as 

his answer for question 5. Then he rounds his answer for question 5 to the nearest thousandth and uses that as his 

answer for question 4. Then he rounds his answer for question 4 to the nearest hundredth and uses that as his answer 

for question 3. Then he rounds his answer for question 3 to the nearest tenth and uses that as his answer for question 

2. Finally, he rounds his answer for question 2 to the nearest whole number, uses that as his answer for question 1, 

and turns in the quiz. 

 

How many questions does Tony get wrong? 

 

Solution 
 

We first have to figure out the correct answers to the quiz. Since the correct answers to 

the quiz are 

 1)  

 2)  

 3)  

 4)  

 5)  

 6)  

 

We are told that Tony answered question 6 correctly, so he must have gotten  as his answer for question 

6. Then he rounded this to the nearest ten thousandth to get  as his answer for question 5. Then he rounded 

this to the nearest thousandth to get  as his answer for question 4. Then he rounded this to the nearest 

hundredth to get  as his answer for question 3. Then he rounded this to the nearest tenth to get  as his 

answer for question 2. Finally, he rounded this to the nearest whole number to get  as his answer for question 1, so 

Tony's answers are 

 

 1)  

 2)  

 3)  

 4)  

 5)  

 6)  

 

Checking his answers against the correct answers, we see that Tony got  answers wrong. 
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Problem 99  

 

Find . 

 

Solution 
 

First, using the properties  and  for any , we can ignore the 's. 

This leaves us with    Then we 

can rewrite all subtraction as addition and use the associative and commutative properties of 

addition to simplify our arithmetic:

  We want to add and 

subtract positive numbers, so let's use the property  to get
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Problem 100  

 

Write  as a decimal. 

 

Solution 
 

We can perform this addition concisely in columns, though we have to "carry" a digit to the 

leftmost column because  which is greater than  
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Problem 101  

 

Multiply  by . 

 

Solution 
 

Recall that if  and  are nonzero, then That is, to multiply fractions we 

multiply the numerators and multiply the denominators. The product of the given 

numerators is  and the product of the given denominators is . So 

the product of  and  is  
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Problem 102  

 

Compute  
 

 

Solution 
 

Recall that we can 

write  and  Then, we can 

rearrange factors using the associative and commutative properties of multiplication to 

obtain 
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Problem 103  

 

Peggy and her mom have been living alone in an island ever since Peggy was born. To keep 

track of how old her daughter is, every day after Peggy was born, her mom carves a tick 

mark into a tree. 

 

One day, Peggy's mom counted 2000 tick marks on the tree. How many years old is Peggy, 

rounded off to the nearest year? Remember that a year has 365 days. 

 

Solution 
 

We know that Peggy has lived years. When we convert this fraction to a decimal by 

long division, we get where there are infinitely more digits which we did not 

write down since we only need to round to the nearest year. Since the tenth place of our 

decimal is 4, Peggy is approximately  years old. 
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Problem 104  

 

Find . 

 

 

Solution 
 
 

Recall that dividing by a number distributes across addition, while dividing into a number 

does not. So we simplify  first, and then we can distribute to get

Doing 

these three divisions, we get  
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Problem 105  

 

At a supermarket, Max buys a shoe worth , a  jacket, and a  DVD player. The 

cashier scans the shoe, the DVD player, and then the jacket, but Max insists that he would 

save money if the cashier scanned the more expensive items first. The cashier reluctantly 

does so, thus first scanning the DVD player, then the jacket, and finally the shoe. How 

many dollars does Max save by having the cashier follow his way? 

 

Solution 
 

Max clearly needs a course in pre-algebra. By the commutative property of addition, it 

doesn't matter in what order the cashier scans the items, because the sum of the three prices 

will always be the same. Therefore, Max saves  dollars. 
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