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EPIGRAPH 
 
Recall of memory is a creative process. What the brain stores is... only a core memory. Upon recall, this 
memory is then elaborated upon and reconstructed, with subtractions, additions, elaborations, and 
distortions. 
 
Eric Kandel, In search of memory, 2006. 
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 Although our experience might convince us that our memory is limitless, researches showed that 

we could not precisely remember beyond 4-5 colors or orientations. One reason is that multiple items 

interfere and compete for limited resources. Interestingly, items not only interfere but also systematically 

“distort” each other in ways that make items more or less similar (i.e., attraction or repulsion biases). The 

main goal of the thesis is to investigate the complex relationships between multiple items in visual 

memory. We showed that inter-item interference could be reduced, hence memory performance is 

improved, by presenting stimuli further apart in 2D or 3D spatial position. Furthermore, we demonstrated 

inter-item systematic biases using a simple visual feature (color) as well as demonstrated the bias in more 

complex visual features (geometric shape and size). Lastly, we developed a general framework to explain 
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when and why we sometime see attraction or repulsion biases. We propose that attraction and repulsion 

biases reflect different goals of memory system – to summarize or reduce confusion respectively. We 

showed that the repulsion bias was stronger when we make two memory items more confusable (colors 

were very similar, presentation time was very short, memory delay was longer). Importantly, the 

repulsion is stronger in subjects with better general performance (measuring from an independent portion 

of data) – suggesting an adaptive nature rather than lack of effort to produce precise responses. Using the 

same paradigm, we showed that the direction was switched to attraction bias when we promoted 

summarizing than discriminating by increasing the memory load (from 2 to 4 items). Due to our 

biological limitation, our brains could not and do not try to remember the “truth.” Rather, our memory is 

only a distorted truth, and that does not matter as long as it is still useful. 
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INTRODUCTION 

 When we are trying to remember multiple things, for example, twenty new faces, we tend to 

forget or misremember at least some of them. This is because our brain is not a camera or a video 

recorder. It cannot and does not try to represent the “truth” in great details. As a result, previous 

researches showed that memory becomes less precise when the memory system is pushed to the limit e.g., 

there are more things to remember or when subjects have to maintain memory for a long time. However, 

our subjective experience seems to tell us otherwise. We seem to effortlessly relive our pasts in great 

details – whether it just happened or happened a long time ago.  On the other hand, research indicates that 

we cannot remember beyond 4-5 colored dots or 7 + 2 digits for longer than a few seconds 1,2. This is due 

to limited resources that we have and, as a result, multiple items compete and interfere 3–5.  

How can the same brain that fails to hold more than few items after a short delay without 

interference holds so much memory or at least hold enough information for us to get through our days? 

The answer, perhaps, is that our memory system never encodes, maintains or retrieves information in 

isolation. On the contrary, it maximizes the information it can hold by constantly remembering new 

information in a face of any other available information it has. This can be a life-long past experience, an 

immediate past, or other things it is currently trying to remember. Together, they provide some frames of 

references that people can use to stabilize their memory.  

Indeed, these reference frames have been revealed by investigating the systematic errors that 

people make when trying to recall information. These systematic biases in memory are well established in 

many domains (e.g., verbal or visual memory), at different levels of abstraction (color or orientation 

memory to face memory), and at different time courses (e.g., working memory or long-term memory)6–14. 

One classic example is for visual working memory of line orientations and colors. In orientation working 

memory tasks, people have to remember an orientation of a line that slightly tilted away from a perfectly 

vertical or horizontal (cardinal axes). When they later reproduce the remembered orientation after a short 

delay, the line was tilted away from cardinal axes even further (e.g., 5o away from vertical axis becomes 

7o; repulsion bias) 15–18.  In color working memory tasks, people have to remember the color and later 
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click on a continuous color-wheel, trying to reproduce the exact hue of the remembered color. The 

reproduced color is systematically shifted toward the canonical color (e.g., the red-ish color becomes 

more typical red, indicating an attraction bias) 19–21. However, the factors that give rise to repulsion biases 

in orientation memory and attraction biases in color memory are not totally clear. Nonetheless, it both 

demonstrates that memory is influenced by prior experiences (about cardinal axes and color category). In 

addition to the biases due to long-term priors as described above, memory is also influenced by recent 

events. For example, in standard orientation working memory tasks, subjects have to reproduce a 

remembered orientation after a short delay. The response on the current trial (say nth trial) is attracted 

towards the orientation from the previous trials (n-1th, n-2 th , … trials; the effect is weaker for more 

distant trials). This phenomenon is called serial dependence 8,22,23.  

The third class of systematic biases is that memory of an individual item is affected by other 

items that are concurrently held in memory. Going back to the first example, consider trying to remember 

twenty new faces in memory at the same time. One might compress the information about the twenty 

different faces into a summary representation such as “there are about this many faces, and this is how the 

mean face looks in general”. Indeed, when one particular face in the group is later probed, the memory of 

that face is distorted toward the group average 9,24. This kind of attraction bias has been shown with other 

types of stimuli as well e.g. size, color, etc. 25,26. The function is to stabilize the behavioral responses. As 

the errors of individual items are systematically leaning toward the mean, the overall errors are reduced. 

Meanwhile, repulsion biases have also been shown in other studies 27,28. To date, there is still no clear 

theoretical framework that captures why and when repulsion vs. attraction biases will occur. 	

My thesis aims to understand the mechanisms of memory which allow us to remember multiple 

items by studying how representations of items in memory interact. In chapter 1, I revisited the idea that a 

major bottleneck in memory is due to inter-item interference caused by shared resources. Previous 

research has shown that memory is more precise when multiple items are presented farther away from 

each other (as opposed to closer together) and thus items may compete more in given the map-like 

organization of neural resources. I pushed this idea further by asking if separating multiple items in depth 
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would have similar or different effects as memory for spatial position. To test these ideas, I created a 

virtual three-dimensional display using stereo-goggle and binocular depth cues. In the first experiment, I 

asked people to remember two color dots and to later report the exact hue of one of them (i.e., target 

memory color) by choosing from a color wheel. Importantly, two memory items were either presented 

closer or farther away in 2D spatial position as well as same or different depth plane (3D). I found that the 

responses were more precise when two items were either farther apart in 2D or 3D space, and there was 

no interaction between these factors – suggesting that the interference does not exclusively happen at 

retinotopic level but also happen later stage where second-order 3D perception was constructed and 

perceived. In experiment 2, I further ask if the benefit was even more pronounced when there were more 

items to remember. To this end, I manipulated the display such that there are 2, 4, 6, 8, or 12 to-be-

remembered items that were either presented on the same or different depth planes. I found separation in 

depth help improves memory performance in subjects who can clearly see the depth in our display. I 

hypothesize that the benefits due to separation in depth might help people from being overwhelm by 

amount of information (esp. when there are many items to remember) and be able. to deploy their 

attention more effectively (i.e., attentional filtering mechanisms 29,30). Additionally, I consistently found 

that responses to the target memory color were systematically repelled from non-target memory colors, 

replicating previous findings 27. Interestingly, there were no significant differences between conditions – 

suggesting that the repulsion bias is not merely a well-known color contrast at a perceptual level which 

should be stronger when two colors are closer in space. 	

In chapter 2, I did a more detailed investigation about when and why repulsion bias occurs. 

Specifically, I hypothesized that repulsion biases reflect a strategic choice to keep our memories distinct. 

Going back to the face example, consider a scenario that involves not remembering all twenty faces but 

instead trying to remember two important people while not confusing them. Since the goal is now to 

avoid confusion, the attempt to compress the information to compute a summary representation would 

hurt behavioral performance. Instead, amplifying differences between the two faces, thus inducing a 

repulsion bias, would be more optimal. Under this hypothesis, one would expect even stronger repulsion 
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biases if those two persons were extremely difficult to discriminate (e.g. identical twins) (of course, 

unless the differences are unperceivable). This also includes other metrics that might increase confusion 

such as weaker signals or weaker memory strength. In a series of experiments, I showed that repulsion 

biases are stronger when two colors were more similar. And when I gave people more time to remember 

(hence, they had stronger memory signals), the colors needed to be even more similar to yield similar 

repulsion biases. Moreover, the repulsion is also stronger when the delay time between seeing a display 

and testing was longer. Next, I asked if repulsion actually reflects a lack of effort to remember or produce 

accurate memories by measuring general task performance. Contrary to this idea, I found that there was 

stronger repulsion bias in subjects with better performance, suggesting that the repulsion bias might be an 

adaptive process. Lastly, I added more items to remember so that summarizing is more appropriate than 

discriminating. As expected, I found attraction biases instead of repulsion. Together, these experiments 

create a coherent framework that helps reconcile seemingly disparate findings.	

 In the last chapter, to demonstrate that this framework can be generalized to other domains and 

timescales and response modes, I investigated systematic biases in long-term memory using higher order 

visual features like geometric shapes and sizes via a free-drawing task. I found that when people have to 

remember a rectangle and a square after many hours, the rectangle became longer than the original 

rectangle. Similar repulsion biases also revealed that when people have to remember two squares with 

different sizes, meaning that the size difference between two squares is larger after a long delay period.   

In three chapters, my thesis demonstrates how multiple items interact in visual memory. I showed 

how they interfere and how the interference can be potentially reduced by separating items in depth or 2D 

spatial positions. I also showed that multiple items do not merely compete for shared resources but also 

distort each other in systematic and adaptive manners. I clearly show that we do not remember each 

individual item separately but use how multiple items relate to one another to constraint noises and 

maintain discriminability more efficiently. The directions of the biases depend on whether the current 

goal is to summarize or discriminate, resulting in attraction and repulsion biases respectively.  
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On a surface, memory distortions can be seen as undesirable outcomes. But instead of a failure of 

the memory system to remain truthful, it can also be seen as an intelligent strategy to overcome its 

biological limitations and allow us to achieve our goals. With this perspective in mind, it is conceivable 

that some types of memory deficit are due to some forms of dysfunctions in these mechanisms – either an 

inability to make use of overall inter-item relationships or imbalance between generalization vs. 

discrimination (too much attraction or repulsion bias which lead to failure to discriminate or failure to 

generalize from the memory respectively). 	

In fact, the memory system is not the only system that make use of contexts or reference frames. 

For example, our perceptions are only possible when infinite possibilities are reduced and constraint by 

our knowledge or context. Since our perception is already an inferential process (non-veridical), it is 

rather odd to ever hope for veridical memories. On contrary, one can think of memory representations as 

the noisier version of perceptual representations – as they are no longer anchored to the incoming inputs. 

As the signal is getting weaker, the representations should rely even more on the context. While it shows 

us how limited our memory system is, it also shows us how efficient our system can be. Our brains could 

not and do not try to remember the “truth.” Rather, our memory is only a distorted truth, and that does not 

matter as long as it is still useful.	
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Summary  

When holding multiple items in memory, representations of individual items are often attracted 

to, or repelled from, each other. While such distortions in visual working memory are empirically well-

established, there is no theoretical framework that explains when and why repulsion or attraction will 

occur. We propose that repulsion and attraction biases between items reflect different goals of the visual 

system. We demonstrate that repulsion biases are stronger when two items are highly similar, and these 

biases grow stronger over time as memory noise increases. Importantly, subjects with better memory 

performance exhibit stronger repulsion biases – suggesting that biases are not due to a lack of effort but 

instead confer a functional benefit. By contrast, we find attraction biases when there are more target items 

than can be remembered with high accuracy (e.g., four instead of two items). Together, these results 

suggest that repulsion biases reflect a balance between accurate representation and increased inter-item 

distinctiveness, while attraction biases act to stabilize weak memory signals by capitalizing on 

information about the entire group of items. Due to resolution and capacity limits, human memory 

systems are not optimized to accurately represent remembered items; instead, representations are 

systematically distorted to support specific behavioral goals.  
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Results 

Memory is a constructive rather than a passive process. For example, people will naturally fill in 

gaps when recalling a story in an attempt to make the story more coherent (1–3). When people study a list 

of words, they often falsely recall or recognize associated words that were not on the original list (4, 5), 

and later report these words as actual memories (6). Similarly, visual memory is not analogous to taking a 

photo – instead, there are many systematic biases in how visual attributes are remembered after a sensory 

stimulus is no longer available (7–14).  

When people are asked to remember visual information about multiple items, these memories are 

often 'attracted' to each other - that is, different objects are remembered as more similar than they really 

were (7, 10, 15–20). It has been proposed that this occurs because object-level representations are 

imprecise, so these unstable representations are constrained using additional information about the 

properties of the set of items as a whole (i.e. group-level representation). Thus, attraction biases may be 

the result of weighting the representation of each individual object towards the “summary” of the set to 

achieve a more stable memory at the expense of maintaining distinctions between individual items (10, 

18).  

Interestingly, attraction biases are not ubiquitous. Under some conditions, memories for specific 

items have been shown to repel each other, being remembered as more different than they really were (9, 

21–25). However, far less research has been dedicated to understanding inter-item repulsion biases. 

Repulsion biases have sometimes been proposed to arise from lateral inhibition, as competition between 

neurons representing similar feature values may lead to perceptual representations that repel away from 

each other (26, 27). Despite the importance and pervasiveness of these memory distortions, to date there 

have been few attempts to understand why memories sometimes are subject to attraction biases and why 

other times they are subject to repulsion biases.  

Here we reconcile these two biases and develop a theory that predicts when each type of bias will 

occur by considering the potentially adaptive nature of memory distortions (12). We hypothesize that 

maintaining individuated representations of many memory items is challenging, and relying on group-



 29 

level statistics provides an efficient means of retaining at least some information about all items at the 

expense of precisely representing information about each single item. This strategy is thus adaptive for 

maximizing accuracy when many items are present. By contrast, when individual items can be maintained 

without chunking or grouping, and the goal is to distinguish highly similar or noisy representations, a 

repulsion bias will optimize performance by reducing the confusability of individual representations. This 

strategy is therefore adaptive when fewer items are present, and when these items are highly confusable. 

We tested these predictions in a well-studied domain – visual working memory – where memory 

representations can be precisely quantified and biases directly observed. Consistent with our theory, we 

found that when two items are closer together in feature space, or when they’re represented with more 

noise, confusability between items goes up and repulsion biases are stronger. In contrast, we observed 

attraction biases when individuating items was more difficult due to a higher memory loads, consistent 

with a strategic choice to sacrifice single-item discriminability in order to remember at least some 

information about ensemble-level features. Both biases were strong enough that participants were reliably 

below chance at picking the correct remembered color compared to an appropriately distorted foil color. 

Collectively, these studies use systematic biases in visual working memory to demonstrate fundamental 

properties of human memory systems: given task-imposed constraints, attraction or repulsion biases help 

to optimize mnemonic representations to improve behavioral performance, even though these biases lead 

to non-veridical memories of features encoded from the sensory environment.  

 

Repulsion biases for confusable representations depend on encoding noise.  

In the first experiment (Exp. 1; Figure 1a), we asked participants to remember 2 colors, and we 

independently manipulated both memory encoding time (50, 150 and 500 ms) and distance in feature 

space between the two colors (20o, 45o, 90o and 135o + 3 o on a 360o color-wheel).  If two colors repel 

each other more when they are more confusable (i.e. closer in feature space), more similar colors should 

result in more repulsion than less similar colors. Furthermore, the color distance that creates maximal 

repulsion should depend on how precise the representations are, and precision should vary with encoding 
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time (i.e. memory should be more precise at longer presentation times). To illustrate: If two colors, 45º 

apart in color space, are represented with very high precision, they can be easily discriminated without 

repulsion. However, when increasing noise causes the representations to start overlapping, repulsion 

could help reduce confusability.   

We found that the memory precision changed as a function of encoding time (angular deviations 

of 26.36º, 25.21º, and 20.62º for encoding times of 50, 150 and 500ms respectively, F(2,46) = 65.17, p-

value<0.001) and color distance (circular standard deviations of 17.19º, 21.2º, 25.21º, 29.22º and 29.22º 

for the color distances of 0º, 20º, 45º, 90º or 135º +/- 3º respectively, F(4,92)=69.49, p<0.001).  

To quantify the repulsion effect, we calculated the percentage of responses away from the non-

target item (Figure 1b). There were different amounts of repulsion at different encoding times, namely 

50.8%, 53.4% and 52.4% for encoding times of 50, 150 and 500ms respectively (F(2,46) = 9.185, 

p<0.001). The percentage of biased responses also differed as a function of distance in color space 

between the two memory items: The percentage of responses away from the non-target item were 47.8%, 

53.8%, 57.0%, 53.0% and 49.4% for color distances of 0º, 20º, 45º, 90º or 135º + 3º (F(4,92) = 13.14, 

p<0.001). 

Importantly, there was an interaction between encoding time and color distance (F(8,184) = 

3.777, p<0.001; Figure 1c). For example, the strongest repulsion bias shifted from 45º at the shortest 

encoding time (50ms) to 20º at the longest encoding time (500ms; Figure 1c). Note how two very similar 

colors presented at very short encoding times show a decreasing amount of repulsion (with repulsion 

disappearing altogether when two items were 20º apart and shown for only 50ms). This pattern emerges 

because under these circumstances people are no longer able to individuate the two items, and they rely 

on a more gist-like representation. Our initial analyses that were based on a non-parametric quantification 

of bias were confirmed with an additional analysis based on the bias parameter of a von Mises 

distribution fit to the data (F = 6.98, 8.87, 3.63, p<0.01, <0.001, <0.001 for main effect of encoding time, 

color distance and interaction between them respectively). Interestingly, memory repulsion does not 

simply lead to a rigid transformation of two representations in opposing directions. Rather, people also 



 31 

compress memory representations away from one another, leading to significantly skewed response 

distributions. Together, these results imply that representations are biased to become more distinctive if 

their individual representations are more confusable. However, in the limit people ultimately need to 

individuate items before any repulsion can occur. This means that with shorter encoding times we see 

maximal repulsion when two items are sufficiently distant in feature space (i.e. at 45º but not 20º). 

Similarly, it requires very long encoding times to form representations that are sufficiently precise to be 

confusable at more proximate points in feature space (i.e. 20º), which means that items must be very 

similar to achieve maximum repulsion.  
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Figure 2.1: Experimental procedure and results for Experiment 1. a) In Experiment 1, participants remembered 
two memory items that were either 0o, 20o, 45o, 90o or 135o apart in CIE l*a*b* color space, and that were briefly 
presented for either 50ms, 150ms or 500ms. Participants reported the color of the cued item (indicated by the arrow) 
by choosing the remembered color on a color-wheel. b) This cartoon demonstrates how, by convention, the error 
distributions for each subject and condition were presented as if the non-target color was always counter-clockwise 
from the target color (i.e. on trials with a clockwise non-target color the sign of the error was flipped). Attraction and 
repulsion biases were operationalized as the difference in the percentage of responses that were toward (dark gray 
shading) vs. away from (light gray shading) the non-target color, respectively. c.) The 3D bar plot shows repulsion 
as a function of both encoding time (z-axis) and inter-item distance in color space (x-axis). Repulsion at each level 
of encoding time is replotted in the three sub-panels to show the within-subject standard error (+1) for each 
condition, and to show the data from trials with a 0º inter-item difference (not shown in the 3D plot) where no 
repulsion or attraction should exist. Overall, repulsion biases were more prevalent when the two memory colors 
were more similar. Especially when encoding time increased, and responses become more precise, did the 
remembered colors need to be very similar to observe maximal repulsion. Error-bars represent + 1 within-subject 
SEM. 
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Repulsion biases for confusable representations grow with longer delays.  

We next asked what happens when memory noise, rather than encoding noise, increases. To 

manipulate memory noise we compared performance across different memory delay durations, as it has 

previously been shown that representations become noisier over time (28, 29). We reasoned that if the 

repulsion bias allows two memories to remain distinct, then the repulsion bias should grow stronger as the 

memory delay increases. As reported in Experiment 1, this might mean that error distributions become 

more compressed such that they skew away from the second item. Alternatively, when two 

representations become increasingly noisy over time, the response may become biased toward the average 

of the two colors, and thus repulse less, or even attract. Note that in either case, systematic biases would 

help stabilize behavioral reports when memories become weaker. We tested these predictions in a second 

experiment (Exp. 2) by manipulating delay duration (250ms, 750ms or 5000ms) while keeping encoding 

time fixed at 150ms and color distance fixed at 45º. Note that we selected this delay duration and color 

separation because they yielded the largest repulsion bias in the first experiment.   

First, we found that the circular standard deviation was not significantly different across the three 

memory delays (35.18º, 33.86º and 35.24º for delays of 250ms, 750ms and 5000ms respectively; F(2,92) 

= 0.741, p=0.48). Note that previous studies showed that the effect of delay on memory strength is 

relatively small compared to noise associated with encoding the items and with executing motor 

responses. Thus, a large number of trials is typically required to yield sufficient power to detect this small 

effect [28,29] That said, error did significantly increase with longer delays in participants with smaller 

baseline errors. Finally, inter-item biases might also help stabilize behavioral reports – making it difficult 

to detect changes in errors even though the memory signal was getting weaker. Indeed, the percentage of 

responses away from the non-target color grew monotonically with delay duration (51.4%, 52.7%, and 

55.6% for delays of 250ms, 750ms and 5000ms respectively; F(2,92) = 3.564, p=0.032), suggesting larger 

repulsion biases with increasing delay (Figure 2). This provides further evidence that items are encoded 

and maintained in a way that increases discriminability. When only two items have to be remembered, 
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these items are pushed further and further apart with increasing delay, and there is no switch to attraction 

biases.    

 

 

Figure 2.2: Experimental procedure and results for Experiment 2. Stimulus presentation was similar to 
Experiment 1, except that encoding time was fixed at150ms, and the color distance between two memory items 
was fixed at 45o. The memory delay period was either 250, 750 or 5000 ms. b.) At each delay, error 
distributions reveal a proportion of responses centered on the non-target, as well as a high number of responses 
biased away from the non-target (left panels). Despite the presence of non-target responses, the quantified bias 
still shows a repulsion that grew monotonically stronger as the delay time increased (right panel). Error-bars 
represent + 1 within-subject SEM. 
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Memory distortion vs. response strategy.  

It is possible that the biases we observed in previous experiments did not reflect memory 

distortions per se, but were instead due to changes in response strategy, such as a strategy to communicate 

an understanding of the task (e.g., participants wanted to communicate their awareness of the colors being 

distinct from one another, leading to exaggerated responses on the color-wheel). To address this 

possibility, we ran a third experiment (Exp. 3) where, instead of responding using a continuous color-

wheel, participants performed a two-alternative-forced-choice task comparing the correct (cued) color to 

an incorrect (distorted foil) color (Figure 3a). We predicted that if memory was truly distorted, and 

participants actually remembered two items (45º apart in color-space) as repelled away from each other, a 

foil color that was distorted away from the non-target (by 6º) would be more easily confused with the 

correct answer than a foil color that was distorted toward the non-target (also by 6º).  

Consistent with this prediction, participants performed better when choosing between the correct 

color and a foil color that was distorted toward the second (non-target) memory item, and performed 

worse when choosing between the correct color and a foil color that was distorted away from the second 

(non-target) memory item (t(1,48) = 3.84, p<0.001; Figure 3b). Participants performed worse when given 

a foil that was distorted away from the non-target color because their memory of the target was also 

repulsed away from the non-target. Thus, they could not tell which of the two response options was 

correct, and they even exhibited a non-significant trend toward preferring the “distorted-away” (i.e. 

repulsed) foil color (the correct color was chosen 48.5% of the time; t(1,48) = -1.64, p = 0.11 compared to 

chance). Participants had fewer problems choosing between the correct color and a foil that was distorted 

toward the second color (the correct color was chosen 53.74% of the time; t(1,48) = 3.81, p=0.004 

compared to chance). This suggests that repulsion biases are truly the result of distorted memory 

representations, and not of response biases.  

We next replicated and extended Experiment 3 with the addition of catch trials in a fourth 

experiment (Exp. 4). On 10% of trials participants had to choose between a correct color and a foil that 

was 180o away in color space (Figure 4a). Note that this means there cannot be any attraction or repulsion 
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biases on catch-trials, as the two colors are on opposing ends of the circular color-space. This added 

manipulation allowed us to investigate how the repulsion effect related to general task performance (as 

indexed by performance on catch-trial; Figure 4b, 4c). Because catch-trials were very easy (i.e. the foil 

color was markedly different from the correct color), we expected performance on these trials to be 

generally high, and indicative of the level of subjects’ task engagement.  

   

 

 

Figure 2.3: Experimental procedure for Experiment 3. a.) Stimulus presentation was similar to the previous 
experiments. Encoding time was always 150ms, color distance between two memory items was always fixed at 
45o, and the delay interval was always 750ms. Participants reported the color of the cued item (indicated with 
an arrow) by choosing between two options: the correct color and incorrect foil color that was distorted either 
6° toward or away from the non-target color. b.) Participants preferred the correct color to the foil when the 
foil was distorted toward the non-target color but preferred the foil if it was distorted away from the non-target 
color. This is the expected result when memories are distorted away from the non-target (i.e. when there is a 
repulsion bias). Error-bars represent + 1 within-subject SEM. 
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Figure 2.4: Experimental procedure for Experiment 4. a.) Stimulus presentation in experiment 4 was identical to 
that in experiment 3, with the exception that we included 10% of catch-trials. On these catch-trials, participants had 
to respond by choosing between the correct color and a foil that was 180º away from the correct color. b.) The left 
panel shows data from the 20 subjects who performed best on catch-trials (they answered correctly more than 75% 
of the time). The right panel shows data from the 25 subjects who performed worst on catch-trials (they were correct 
75% of the time or less). Good subjects showed a pronounced repulsion bias: They were much better able to tell the 
correct answer from a foil when the foil was distorted towards the second memory item, compared to when a foil 
was distorted away from the second memory item (compare the blue to the red bar, respectively). By contrast, bad 
subjects did not show any repulsion bias, and had an equally hard time irrespective of the direction in which the foil 
was distorted. The did not even perform the main task significantly above chance. c.) Accuracy when choosing 
between the correct color and a foil color, plotted against general memory performance (indexed by performance on 
catch trials). Foils could be distorted toward the second non-target memory item (in blue) or distorted away from the 
non-target item (in red); within-subject differences between these two conditions are shown in yellow in the bottom 
middle panel. Each dot represents the mean performance on one bootstrapping iteration (of 5000 total iterations) 
calculated by randomly resampling the data from the 45 participants with replacement. Again, these data 
demonstrate stronger biases away from the non-target color in participants with better general memory performance. 
d.) Distribution plots of bootstrapped Pearson’s r for both conditions and the difference between them. ** indicates 
p<0.01. Error-bars represent + 1 within-subject SEM. 
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Critically, if the repulsion bias is an adaptive distortion used to improve memory, one should 

expect the degree of repulsion to positively correlate with memory performance. If biases arise from 

people not putting in sufficient effort, we would expect it to be negatively correlated with performance. 

We performed a bootstrapping analysis with 5000 iterations (Figure 4c). On each iteration, data from the 

45 subjects were randomly resampled (with replacement) and we calculated their mean accuracy on trials 

with a foil toward and away from the second (non-target) memory item as well as the difference between 

them (blue and red dots in Figure 4c and yellow dots in Figure 4d, respectively). We also calculated the 

average performance on catch-trials across all randomly sampled subjects on each iteration. Better general 

memory performance resulted in larger repulsion biases, as indicated by a clear separation of the red and 

blue dot clouds toward the right side of Figure 4c (left) and a positive slope of the yellow dot cloud in 

Figure 4c (right). We found a moderate correlation between performance on catch-trials (180o change 

trials) and the strength of participants' repulsion bias (mean Pearson’s r of 0.39, p = 0.009, bootstrapping 

two-sided p = 0.012, yellow violin plot in Figure 4d). We also evaluated the correlation between 

performance on catch-trails and accuracy on trials where the foil colors were away vs. toward non-target 

colors. Performance on catch trials was negatively correlated with accuracy when the foils were shifted 

away from the non-target color (Pearson’s r = -0.36, p = 0.015, bootstrapping two-sided p=0.0016 red 

violin plot in Figure 4d) but there was a non-significant correlation between catch-trials and were shifted 

toward the non-target color (Pearson’s r = 0.18, p = 0.250, bootstrapping two-sided p>0.50 blue violin 

plot in Figure 4d). Next, participants were split into low and high performing groups based on a threshold 

of 75% accuracy on catch-trials (Figure 4b). The high performing group showed the same pattern of 

results as we observed in Experiment 3, but with a larger magnitude (t(19) = 3.68, p = 0.0016, Cohen’s dz 

went from 0.55 in EXP3 to 0.82 in EXP4 high performing group). High performers were good at 

choosing the correct target color when paired with a foil that was distorted toward the non-target color 

(above chance mean accuracy of 55.67%; t(19)=3.18, p=0.005). However, high performers became 

confused when choosing between the correct color and a foil color that was distorted away from the non-
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target color, choosing the foil more often than would be expected by chance (mean accuracy of 47.33%; 

t(19)=2.01, p=0.059).  

The poor performers did not show differences in accuracy between trials with foils shifted toward 

or away from the non-target color (t(24) = .07, p>0.05) and their performance was not significantly above 

chance when choosing between the correct color and a foil shifted toward or away from the non-target 

color (mean accuracies of 52.33% and 52.22%, respectively; t(24)=1.64 and 1.42, p = 0.11 and 0.17).  

 

Attraction vs. repulsion.  

In a final experiment (Exp. 5), we used the same two-alternative-forced-choice paradigm as 

Experiments 3 and 4, but increased the memory load so that participants now had to remember 4 items on 

each trial instead of just 2 items. Given well-documented limits on the amount of information that can be 

retained in WM, remembering 4 items should be quite challenging for the majority of participants (e.g., 

(30–33)). We hypothesized that when it is challenging to maintain individuated representations of all 

memory items (e.g., at set size 4) and participants are struggling to achieve reasonable performance 

levels, then a partial reliance on group-level statistics might provide an efficient means of retaining at 

least some information about all memory items (e.g., (10)). In this context, when participants are 

presented with a foil that is distorted towards the colors of all the items in the set (Figure 5a), they should 

be more likely to confuse the foil with the correct (cued) color (i.e. show an attraction bias instead of the 

repulsion biases reported in our prior experiments).  
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Figure 2.5: Experimental procedure and results for Experiment 5. a.) Participants had to remember a 
set of four colors (shown in randomly selected locations from the possible set of 12). Participants 
remembered the items over a 1 second memory delay, and subsequently saw a location cue (triangle) to 
indicate the memory item to respond to. Two response options were given, and participants chose 
between the correct (cued) color and a foil color. b.) A set of four colors were selected to lie within 60o of 
each other in color-space (all separated by steps of 20o). The target color (to be reported after the delay) 
was always one of the colors on the edge of the set. The foil color differed by either 10 o, 20 o or 30o from 
the correct (cued) color and could be distorted towards or away from the other four colors in the memory 
set. c.) Accuracy was lower when subjects had to choose between the correct color and a foil color that 
was more similar to the target (for example, accuracies were closer to chance for +10º differences than 
+30º differences). Importantly, performance was worse when the foil color was distorted toward the other 
memory colors in the set (i.e. the blue bars are lower overall than the red bars). Error-bars represent + 1 
within-subject SEM. Asterisks represent significance levels against chance, with ** = p<0.01 and *** = 
p<0.001 after correction for multiple comparisons. 
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We found that participants were more accurate when the foil colors were more dissimilar, making 

discrimination easier (53.02%, 57.40% and 60.07% correct when the foils were 10 º, 20 º and 30º away 

from the correct color, F(1,71) = 13.14, p<0.001; Figure 5b). Importantly, and in line with our prediction, 

participants were also better at choosing between the correct answer and a foil when the foil color was 

distorted away from the other non-target colors in the set (53.24% vs. 60.42% correct for foil colors 

distorted toward vs. away; F(1,71) = 15.48, p<0.001; Figure 5b, compare blue and red bars).     

 

Discussion 

Memory, even across short periods of time, is subject to systematic distortions that make 

mnemonic representations either more separable (repulsion biases) or more similar (attraction biases). 

While both types of distortion are well documented, there is not an existing theoretical framework that 

predicts when repulsion or attraction will occur as a function of the type of information being 

remembered and current task demands. Here, we hypothesized that repulsion biases should arise when 

highly similar and easily confusable memoranda need to be held in mind in a distinguishable manner. In 

such situations, representations of individual items in memory should be biased to increase their 

discriminability. Repulsion will minimize confusion between items, though with some expense to 

veridical recall. In contrast, we hypothesized that attraction biases will arise when discriminating 

individual items is less important or challenging (for example, if many items are present). In this case, 

weaker representations of individual items should be integrated with information about the group-level 

statistics of all items currently held in memory, making the memory more durable. Thus, an attraction 

bias could compress the total memory load and enable a reasonable level of performance at the expense of 

storing precise information about individual items.  

Here we completed a set of 5 experiments to test this theoretical framework. In Exp. 1 we found 

that two memory representations were repelled from each other when the memoranda were highly similar, 

with the caveat that they were not so similar that they were perceived as the same color. Remembered 

items required less similarity to elicit repulsion when the stimulus presentation times were shorter and 
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consequently the encoded memory representations were noisier. Exp. 2 revealed that repulsion biases also 

grew stronger as representations were remembered over longer delay intervals. Together, these results 

highlight the role of repulsion in supporting memory for individuated items, particularly when mnemonic 

representations are weak and prone to confusion. In Exps. 3 and 4, we expanded on these findings and 

established their generality by using a different experimental paradigm that required participants to 

perform a two-alternative-forced-choice task to identify a previously remembered feature. This paradigm 

also revealed robust repulsion effects, and, importantly, participants with better performance showed 

larger repulsion biases, demonstrating that repulsion serves an adaptive function and does not simply 

reflect a lack of effort to precisely remember the colors. Finally, in Exp. 5 we increased memory load to 

four items, which made it harder for participants to maintain information about each of the individual 

items. We found that memory biases reversed, from repulsion to attraction, demonstrating that 

participants relied more heavily on summary statistics to compress total memory load when working 

memory capacity was taxed and individuated representations were difficult to maintain.  

 

Mechanisms of memory biases 

Attraction biases can occur both in a more absolute way (e.g., towards particularly salient colors; 

(34)) or arise from the similarity between items in an individual display (as in the current work). These 

attraction biases are straightforwardly explained as arising from gist-based or ensemble-based 

representations, and an optimal combination of these global representations with item specific 

representations. In particular, many models claim that attraction biases may be the result of weighting the 

representation of each object towards the “summary” of the set to achieve a more stable memory at the 

expense of maintaining distinctions between individual items (10) – an adaptive strategy that serves to 

minimize error (19). 

Repulsion biases have traditionally been more difficult to understand. Previous studies have 

shown that repulsion biases occur when two items are task-relevant and proximal in features space [9,21]. 

However, the benefits repulsion biases are still unclear. Here, we propose that repulsion biases serve to 
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maximize distinctiveness between items, when item representations are strong. Any factor that affects 

distinctiveness in memory should thus impact the degree of repulsion biases (e.g. encoding time, feature 

similarity, memory delay, number of items). Interestingly, previous work has frequently found repulsion 

not only between items, as in the current work, but also in absolute terms as well. For example, when 

asked to remember an orientation that is near, but not quite at, vertical, people will systematically report 

the orientation as further from vertical than it really was (35, 36). One framework that has been useful to 

understand these absolute biases is to dissociate the physical space of the stimuli (e.g., absolute 

orientation) from the psychological representation of the stimuli (e.g. people may over-weight certain 

values in a systematic manner). A clear example of a warped psychological space is the massive 

overrepresentation of vertical and horizontal orientations, perhaps to efficiently code environmental 

regularities (37, 38). Accounting for this selective over-representation of certain stimulus values in 

psychological space can explain biases like repulsion from cardinal axes, and the reason why these biases 

tend to arise in parts of stimulus space where discrimination thresholds are lowest (e.g., the most 

overrepresented stimulus values) (37, 39).  

This conception of psychological space is designed to address long-term biases that are likely 

crystalized in the neural architecture of the visual system, whereas the biases we examine in the current 

work are more dynamic and rapidly adapt to task demands. Despite the apparent disconnect, there are 

reasons to believe that a mechanism such as the warping psychological space may be at play in both 

stable long-term phenomena and in more dynamic short-term regimes. For instance, spatial judgments are 

distorted by top-down factors such that there is repulsion bias away from currently attended locations 

(25). Attention, which leads to well-documented changes in visual sensitivity (i.e., lower discrimination 

thresholds, see (40)), may therefore serve as a quick and adaptive way to systematically bias perception 

and memory on demand. After all, biases typically manifest when discrimination thresholds are low 

across a variety of visual features such as orientation, motion direction, spatial frequency, and visual 

speed (see [37] for a summary). In sum, conceptions of psychological space, and how it is distorted when 
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a particular set of stimuli is over-represented, may be a useful framework for considering biases at all 

possible time scales (see also (41), for details on the widely applicable utility of this concept).  

What might be the neural substrates of biased representations? When a task requires focal 

attention to a small set of items to remember – as is the case in paradigms that create repulsion bias – the 

discriminability of the relevant items can be improved by biasing responses in early visual cortex to 

maximize the discriminability of their corresponding neural representations. For example, attention to 

highly similar features, akin to remembering highly similar colors in Exps. 1-4, has been shown to 

modulate neurons tuned just away from the attended features. This ‘off-target’ gain can improve 

performance because neurons tuned away from the attended features undergo the largest change in firing 

rates because the two features fall along the steepest part of their Gaussian tuning curves. In turn, this off-

target gain gives rise to systematic biases in behavioral reports such that people see stimuli as repulsed 

from the actual feature values (42–44). Such repulsion would be expected if the off-target gain happening 

in early visual cortex was interpreted as a veridical representation of the world at higher stages of 

processing. While previous work in this domain has focused on selective attention to continuously present 

stimuli, a similar type of modulation in the domain of WM might give rise to repulsive biases in 

mnemonic representations. While speculative, this type of adaptive neural modulation may map onto the 

psychological space framework, such that changes in the discriminability of stimuli in early visual cortex 

– either due to a lifetime of experience or to dynamic changes in the focus of attention – lead to a warping 

of perception and memory. 

 

Methods 

Experiment 1 

Participants 

Twenty-four healthy volunteers (15 female, mean age of 19.75 ± 1.52) from the University of 

California San Diego (UCSD) community participated in the experiment. All procedures were approved 

by the UCSD Institutional Research Board and all participants provided written informed consent, and 
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reported normal or corrected-to-normal vision without color-blindness. Participants were naïve to the 

purpose of the study and received partial course credit for their time.  

Stimuli 

Stimuli were rendered on a NEC-Mitsubishi MultiSync FP912SB CRT monitor with a 60-Hz 

refresh rate and a screen size of 17.4” x 17.4”. Stimuli were generated on a PC running Ubuntu (v16.04) 

using MATLAB and the Psychophysics toolbox (45, 46). Participants were instructed to maintain fixation 

throughout, aided by a white central fixation dot (0.25º diameter) presented on a dark-gray background of 

2.37 cd/m2. Memory items were colors selected from a subset of CIE color space (L = 70, a = 20, b = 38, 

radius =60). Two memory targets were 0º, 20º, 45º, 90º or 135º apart in the circular color space (with + 3º 

random jitter) and always presented at a spatial separation of 3º of visual angle. Sixteen placeholders were 

position around the fixation point (3.5º from fixation, 0.6º in diameter, white rim with thickness of 0.02º). 

The location of the memory targets were selected at random except that they were always presented in the 

same hemifield to maximize inter-item competitions  (47–49).  

Procedure 

On each trial, two colored stimuli were presented for either 50ms, 150ms or 500ms and 

participants had to remember the colors as precisely as possible. After a 750ms delay, one of the two 

colors was probed via a spatial cue (the rim of placeholder in one location got thicker). Along with the 

spatial probe, a color-wheel (with 3º radius, 0.3º wide) was presented around fixation, and a crosshair 

appeared at the fixation point. Participants used the mouse to move the crosshair to the hue on the color-

wheel that most closely resembled the remembered color at the probed location. The next trial began ~1s 

after participants clicked the mouse and this procedure was repeated 96 times per experimental condition 

(i.e. a total of 1440 trials per participant). Presentation of the 5 different color distances and 3 different 

encoding times was fully counterbalanced. 

Analyses 

We generated a distribution of errors for each participant by calculating the difference between 

the cued target color and the reported color (reportedº – targetº) on each trial. To clearly visualize the 
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shape of the error distribution and its relationship to the non-target color, we flipped the sign of the error 

on trials where the non-target color was clockwise of the target color. Thus, all data presented here are 

sorted such that the non-target color was always counter-clockwise to the cued target. The precision of 

subject’s responses was quantified by calculating the circular standard deviation of the error distribution. 

Biases in subjects report were quantified by computing the proportion of responses on the clockwise side 

of the error distribution. If no biases exist, both sides of the error distribution (centered on a 0º error) 

should contain roughly half of the errors made by participants. However, because the non-target is always 

on the counter-clockwise side of the distribution, we expect this bias metric to be >0.5 if there is repulsion 

away from the non-target, and <0.5 if there is attraction toward the non-target. Note that this metric 

reflects relative repulsion/attraction biases rather than an absolute metric, since any swap errors (where 

the target and foil colors are confused, and a subject mistakenly reports the foil) would be counted as 

“attraction”. Thus, this metric is conservative to the extent that swap errors inflate attraction biases and 

underestimate repulsion biases. To benchmark our model-free metrics of memory precision and bias, we 

also fit a von Mises (circular analogue of a normal distribution) to our error distributions using 2 

parameters: concentration (k) and bias (µ). We used repeated-measures analysis of variance to evaluate 

the impact of encoding time and color similarity on both the model-free (percentage of responses away 

from the non-target) and estimated (von Mises) model parameters. 

 

Experiment 2 

Participants 

Forty-seven participants were recruited using Amazon Mechanical Turk. All participants were 

from the United States, provided their informed consent (approved by UCSD Institutional Review Board), 

and were paid $2 for approximately 10 min of their time. 

Stimuli 

All stimuli were drawn on a 400 × 400 pixels white background with a black border around it (1 

pixel wide). The fixation point was in the middle of the canvas, and 12 small circular placeholders were 
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shown around fixation, at a distance of 120 pixels. Each placeholder had a radius of 20 pixels, and the 

inter-placeholder distances were 62 pixels. Placeholders were positioned such that six of them were on the 

left, and the other six were on the right side of fixation. Memory colors were selected from a circular 

subset of CIE color space (L = 70, a = 20, b = 38, radius = 60), such that the two colors selected on each 

trial were always 45º apart in color space. The location probe was a small equilateral black triangle, 20 

pixels wide and 20 pixels tall. 

Procedure 

On each trial, two stimuli were presented for 150 ms and participants had to remember the color 

of each stimulus for a 250 ms, 750 ms, or 5000 ms delay period. After the delay, one of the two colors 

was probed by presenting a small arrow above one of the placeholders, pointing out the target location. A 

color-wheel (170 pixels radius, 10 pixels wide) and a crosshair appeared together with the location probe. 

As in Exp. 1, participants used the mouse to move the crosshair from its initial location at fixation, to the 

hue on the color-wheel that most closely resembled the color remembered at the probed location. The 

next trial began 2s after participants clicked the mouse to indicate their answer, and this procedure was 

repeated 36 times for each of the 3 experimental conditions (108 trials per participant in total).  

 

Experiment 3-5 

A new set of naïve participants were recruited from Amazon Mechanical Turk for each of the 

three experiments described here (experiments 3–5). For experiments 3 and 4 we recruited 45 participants 

each, for experiment 5 we recruited 72 people, due to the increased difficulty of the task associated with 

the higher set size (thus requiring more power). The display and trial structure were the same as in 

previous experiments. Items could appear at 12 possible locations that were equidistant from fixation. 

Encoding time (150ms in experiments 3 and 4; 800ms in experiment 5) and delay time (750ms in 

experiments 3 and 4; 1000ms in experiment 5) were fixed, and participants remembered either 2 memory 

items that differed by 45º in color space (experiments 3 and 4) or 4 memory items (experiment 5). In 

experiment 5, the four colors were chosen from CIE color space (L = 70, a = 20, b = 38, radius =60) 
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within 60o from each other on the color wheel, and equally spaced (i.e. shortest color distance of each 

item was 20o) (Figure 5A). The memory target probed at the end of the delay was always one of the 

colors at the edge of the set (and thus furthest away from the mean of the color set). The spatial location at 

which each of the four colors was shown was entirely random. During the response, instead of using a 

color wheel to recall color in a continuous manner, this set of three experiments relied on a two-

alternative-forced-choice task. After the delay, a location cue (arrow) indicated which item was the 

memory target, and two color-choices appeared on both sides of the fixation point. In experiments 3 and 

4, one of the two choices was always the target color, while the other was a foil whose color differed by 

6º from the correct target. This 6º distortion was either toward (50% of the trials) or away (50% of the 

trials) from the second non-target color. In experiment 5 the correct color was also always included as a 

response option, while the foil color differed by either 10º, 20º, or 30º from the correct target color. A foil 

color could be either toward the colors of the other 4 memory items (note how a -20º foil is identical to 

one of the other colors in the display, and a -30º foil is exactly the mean of all 4 colors), or it could be 

away from the other four colors. During the response phase of all three experiments described here, the 

positions of the correct and foil colors were completely randomized. Participants had to press “z” or “m” 

to select the choice presented on the left or right of fixation before proceeding to the next trial. 
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Chapter 3  

Selective amplification of salient features of visual 

memories during early memory consolidation 
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Summary 
 

When people need to remember a whole set of words or images, they tend to remember any 

particular item as more closely resembling the gist of the entire set than it really was. Here we show that 

when participants are asked to remember only a few items -- and so maintaining the distinctiveness of this 

item in memory is of particular importance -- memory for that item is distorted in the opposite direction, 

amplifying its salient features. In a sequence of 4 experiments, we asked participants to remember the 

aspect ratio and size of a rectangle and draw it after various delays. Participants reliably exaggerated its 

distinctive feature in every experiment.  This distortion occurred not just at initial encoding but also 

during memory consolidation and persisted for several hours. Thus, when remembering only a few items, 

memory amplifies the distinctive features of these items, a form of adaptive memory distortion. 
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Introduction   
 

Due to limitations inherent in any biological system, our memories of recent events are not as 

vivid, authentic and reliable as they seem to us. Instead of recording every bit of information like a video 

camcorder, our memories are constructed – they are abbreviated, edited and retrieved in a manner 

consistent with pre-existing schemata (Bartlett, 1932). Such memory distortion is not random, but instead 

a property of how our memory system works (Schacter, Guerin, & St. Jacques, 2011). One commonly 

found example of memory distortion is the systematic distortion of memory towards the gist information 

(Huttenlocher, Hedges, & Duncan, 1991; Huttenlocher, Hedges, & Vevea, 2000). Such distortions have 

been found in working memory, long-term memory, in the relationship between episodic and semantic 

memory, and for nearly all kinds of stimuli (Alvarez, 2011; Brady & Alvarez, 2011; Dubé, Zhou, Kahana, 

& Sekuler, 2014; Freyd & Johnson, 1987; Hemmer & Steyvers, 2009; Huang & Sekuler, 2010; 

Huttenlocher et al., 1991, 2000; Spencer & Hund, 2002). In all of these cases, when people need to 

remember the properties of an object and report them later, the responses tend to be shifted toward the 

prototype or the center of the relevant category. Computational models show that this helps us to 

minimize error, as a response toward the mean is less likely to be incorrect compared with a response 

away from the mean (Brady & Alvarez, 2011; Huttenlocher et al., 1991, 2000), and this property of 

memory may also promote memory stability.   

However, systematic biases toward the center of a category (i.e., attraction bias) are not always 

useful. For example, if we need to remember one particular object among other similar things (e.g. a 

particular dog at the dog park), attraction toward the center of the category would reduce distinctiveness 

and create more confusions. Under those circumstances, it may instead be optimal for memory to be 

biased away from the gist: maximizing the distinctive feature (i.e., contrast). This should result in 

memory holding a caricature version of that object (e.g., one more different from the center of the 

category than the actual item) instead of blending it together with the other similar objects. While 

attenuation of distinctive features (blending) promotes generalization, amplification of distinctive features 
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may promote specificity. There is some evidence consistent with this idea, but in general, existing work 

supposes that that people’s underlying representation of the stimulus features is unbiased and veridical. 

For example, previous work has shown that when presented with a caricature, people are more likely to 

recognize it and do so more quickly (Lee, Byatt, & Rhodes, 2000; Mauro & Kubovy, 1992). However, 

this is generally interpreted as showing that, while the underlying representation is accurate and un-

caricatured, the matching process needed for recognition benefits from more extreme stimuli (which 

resemble other faces even less than a normal stimulus, giving a competitive advantage to the correct 

stimulus; e.g., Tanaka, 1996). Similarly, there is a significant literature on pattern separation in the 

hippocampus, particularly in the dentate gyrus; however, this literature largely assumes that only the cues 

needed to retrieve the object, not the actual object features, are made more distinctive (e.g., Yassa & 

Stark, 2011). 

Thus it remains largely unknown whether the distinctive features of the object themselves are 

amplified or biased away from the category or prototype to enhance their distinctiveness in memory. To 

address this, we asked participants to remember simple objects with clear, distinctive features. We 

hypothesized that those features should be amplified during subsequent testing. To ensure that it was the 

representation itself that was affected and not the matching process, we use participants’ drawing to 

measure their memory (a visual free recall). As our main test case, we ask about memory for a very 

simple stimulus: a rectangle. We hypothesized that for a rectangle, the intuitive comparison point is a 

square, and thus the aspect ratio between the 2 sides of the rectangle should become more pronounced in 

memory, i.e., participants should remember a more extremely rectangular rectangle. Our results showed 

evidence of this amplification of distinctive feature effect, as the ratio of memorized rectangles was larger 

after delays even when the rectangular ratios of the memoranda were initially larger than individual’s 

prototypical rectangle. Interestingly, the effect was present even when a rectangle was the only item that 

subjects needed to remember. In follow-ups, we found that the amplification was larger at 7 minutes 

compared to 2 minutes delay – indicating that the amplification effect continues to strengthen with 

increasing delay. Thus, contrary to popular wisdom, memory formation involves more than silent 



 56 

incubation, memories are changed to make them more distinctive as they are consolidated, a process we 

term distinctiveness exaggeration or caricaturization of memories.  

 

Experiment 1 

We first investigated whether the memory for the ratio of the sides of a rectangle was amplified 

by asking participants to remember an image with a rectangle and later draw it from memory. Since a 

significant previous literature suggests that rather than amplification we should expect the ratio of the 

drawn rectangle to become closer to the prototypical rectangle e.g. (Hemmer & Steyvers, 2009; 

Huttenlocher et al., 2000) we first elicited participants’ prototypical rectangle from them and we designed 

a one-trial recall task where the stimuli to be remembered were already more rectangular than each 

participants’ own rectangle prototype. Thus, if the ratio of the sides of the rectangle is amplified even 

further, such amplification cannot be explained by attraction towards the prototypical rectangular ratio.  

Methods 

Participants  

We based the effect size on a similar drawing task of the well-known boundary extension effect 

(minimum number of participants of 6 with previous reported Cohen’s d of ~ 1.8, alpha = 0.05, power = 

0.80) (Hubbard, Hutchison, & Courtney, 2010; Intraub & Richardson, 1989). Twelve healthy volunteers 

(7 female, mean age of 20.9 ± 0.6 S.E.M.) from the University of California San Diego (UCSD) 

community participated in the experiment. All procedures were approved by the UCSD Institutional 

Research Board. All participants reported normal or corrected-to-normal vision without color-blindness 

and provided written informed consent. Participants were naïve to the purpose of the study and received 

course credits for their time. Three participants failed to show up to both sessions and so did not produce 

data. 
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Stimuli 

Since each person may have a different prototypical rectangular ratio, we first estimated each 

individual’s prototypical rectangular ratio. To do so, we asked each participant to draw a rectangle -- the 

first rectangle that comes to mind. Then, we measured all four sides of drawn rectangles and computed 

the ratio by dividing the average length of two long sides by the average of two short sides. The computed 

ratios were used to make a new, exaggerated rectangle (1.2 times more rectangular than the ratio they 

drew) that each participant had to remember in the main experiment. To distract subjects from the main 

goal of the experiment, we included multiple bits of task-irrelevant information. Specifically, the 

memoranda consisted of two geometric shapes - a specific rectangle and a square (with the same total 

area). They had different colors and positions such that the lengths of the shapes could not be directly 

compared (Figure 1). Participants were instructed to remember all of this information.  

Procedure 

Two weeks after subjects initially drew their prototypical rectangle, we gave them a specific 

memorandum. This was specifically created for each person and instructed them to “remember every 

detail on the paper as precisely as you can”. After a 3 hour delay, each participant received a blank sheet 

of paper and was instructed to “draw everything that you saw earlier as precisely as possible” (this was 

designed to avoid using labeling words such as “shape” or “rectangle” that might explicitly evoke the 

concept of rectangularity).  

Analysis  

We measured the ratio of the drawn rectangle by dividing the average length of the long sides by 

the average of short sides. The degree of amplification was the log of the ratio between the response ratio 

and the ratio of the 1.2x-exaggerated rectangle in the memorandum. Thus, the number was zero if there 

were no bias in any direction; positive and negative values if the response rectangle was more and less 

extreme than the one they had to remember respectively. The log scale means that  2x and 0.5x become 

the same magnitude with a different sign (0.69 and -0.69 respectively in this example). A one-sample 

two-sided t-test was performed to demonstrate statistical differences.  
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Results 

All participants drew skinnier rectangles (9 out of 9, Figure 1C., t(8) = 4.156, p=0.003, Cohen’s d 

of 1.39) than the original memoranda. This distortion was not toward the prototypical rectangular ratio as 

the rectangle in the memoranda was already more rectangular than the prototype. Thus, we find 

distinctiveness exaggeration - the rectangle is remembered as more rectangular than it was. 

 

Figure 3.1: Data from Experiment 1. Data from Experiment 1. a.) Example of an image generated for a particular 
participant; Note that we included a square as a distractor. b.) Each pair shows the rectangle a given participant 
studied (in color) and then the rectangle drawn by that same participant when their memory was subsequently 
probed. The numbers are the ratios of the width to the height. All subjects drew a more amplified rectangle after >3 
hours delay. c) The degree of amplification as quantified by the log ratio of the response drawing ratio vs. study item 
ratio was significantly higher than 0. The error bar is +/- 1 standard errors of the mean (S.E.M.) and each dot 
represents the data from one participant. 
 

Experiment 2 

Our stimulus in Experiment 2 consisted not only of the rectangle but also of a square shape that 

served as a distractor. Thus, in Experiment 2 we examined whether the effect in Experiment 1 was driven 

by the presence of the square. In particular, we asked whether the ratio of the rectangle would still be 

exaggerated even without the square. In addition, we asked whether this distinctiveness exaggeration 
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effect was a result of initial encoding, or whether it changed in memory. To answer this, we tested at 

different time delays, ranging from 2 minutes to 7 days. 

Methods 

Participants  

We predicted that the exaggeration effect will be substantially smaller when there was only one 

object to remember. Thus, we set the effect size at 1.0 (a minimum number of participants of 16, alpha = 

0.05, power = 0.80). Twenty-one healthy volunteers (14 female, mean age of 20.9 ± 0.6 S.E.M.) from the 

University of California San Diego (UCSD) community participated in the experiment. All procedures 

were approved by the UCSD Institutional Research Board. All participants reported normal or corrected-

to-normal vision without color-blindness and provided written informed consent. Participants were naïve 

to the purpose of the study and received course credit for their time. Four subjects failed to show up to 

both study sessions and excluded from the experiment. 

Stimuli  

We repeated the stimulus preparation step from Experiment 1; in particular, we acquired each 

individual’s prototypical rectangles a few weeks before the memory experiment and created exaggerated 

rectangles for each participant. In Experiment 2, however, we now presented these exaggerated rectangles 

without a square. In particular, the rectangle was now in the middle of the page and slightly tilted so that 

participants needed to remember not just the rectangle’s aspect ratio but also the orientation of the 

rectangle as an additional feature.  

Procedure  

The same instructions were given to the participants. After encoding the memoranda, participants 

then performed a distractor task (passive listening to a story). Unbeknownst to the subjects, they then had 

to reproduce the rectangle at both 2 and 7 minutes after initial memory acquisition (Figure 2).  We also 

repeated the test after 7 days to measure the effect of a longer delay.  

Analysis  

A one-sample two-sided t-test was performed to demonstrate statistical differences. 
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Figure 3.2: Timeline in Experiment 2. Each subject first drew a rectangle (prototype). The memoranda were then 
individually constructed to be 20% more rectangular than each participant’s prototypical rectangle. These 
memoranda were shown to participants, who then had to draw what they remembered at 2 minutes, 7 minutes and 7 
days after the exposure. 
 

Results  

Seventeen participants completed Experiment 2. The effects were still present in the absence of a 

square, but the effect arose only after a delay that was sufficient to prevent nearly perfect memory. In 

particular, we found 8/17, 12/17 and 9/17 participants drew an exaggerated rectangle at 2 minutes, 7 

minutes and 7 days respectively. There was initially no significant exaggeration of the ratio at 2 minutes 

delay (t(16) = 0.15, p >0.05) but then became significantly more exaggerated at 7 minutes delays (t(16) = 

2.93, p=0.01, d = 0.71). We did not find an exaggeration of memory at 7 days delay (t(16) = 0.47, 

p>0.05). However, planned t-tests showed a significant increment in the exaggeration effect between 2-

min versus 7-min delay (t(16) = 2.83, p = 0.012, d = 0.69), and this difference survived a Bonferroni 

correction. 
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Figure 3.3: Results from Experiment 2 and 3. a) Results from Experiment 2 in which we removed the square to 
demonstrate that the effect was not solely driven by the presence of the square. There were significant exaggerations 
of aspect ratio after 7-minutes, though not when tested immediately (at 2 minutes). The exaggeration at 7-minutes 
was also significantly larger than at the 2-minute delay. b) Results from Experiment 2I. The participants were shown 
and had to remember a 20% less rectangular shape than the ones they drew initially (their prototype). Participants 
continued to exaggerate the aspect ratio (rectangularity).  
 

The fact that the effect grew slightly larger with longer delays within the first 10 minutes implies 

that the process of distinctiveness exaggeration continues after initial memory acquisition. The fact that 

the amplification effect was not present after 7 days is not surprising because we predicted that as the 

memory became very imprecise, participants would likely revert to their prototypical rectangle (i.e., for 

those subjects who no longer remember the specific rectangle that we gave, they will draw something 

close to their prototypical rectangle). Thus, the amplification effect seems to grow stronger as memory 

became less precise but then disappears when the memory is too weak. 



 62 

  

Experiment 3 

The results from first two experiments demonstrated that the reproduced rectangles were more 

extreme than the rectangle that they had to remember, even if that initial rectangle was already 1.2 times 

as rectangular as their prototype rectangle. One possibility is that participants compared the to-be-

remembered rectangle to their own prototypical rectangle (i.e., “skinner” than a usual rectangle). In this 

case, we would expect that the distortion would flip if participants are asked to remember a rectangle that 

is more “square” than their prototypical rectangle. However, another possibility is that the difference 

between the length of long and short sides was exaggerated. If this is the case, the rectangle would 

continue to be remembered as more rectangular even if it was more square than their prototype, since the 

prototype rectangle would not play a significant role in the encoding of the memory item.  

Methods 

Participants  

We predicted that the effect size will be similar to the result from experiment 2 (i.e. serve as 

internal replication experiment, a minimum number of participants of 32, d =0.71, alpha = 0.05, power 

=0.8). Thirty-two healthy volunteers (18 female, mean age of 20.9 ± 0.3 S.E.M.) from the University of 

California San Diego (UCSD) community participated in the experiment. All procedures were approved 

by the UCSD Institutional Research Board. All participants reported normal or corrected-to-normal 

vision.  

Stimuli  

We repeated the stimulus preparation step from Experiment 1 and 2 (acquired individual’s 

prototypical rectangles a few weeks before the memory experiment) but created a 20% less exaggerated 

rectangles for each participant  (0.8x) as opposed to the more exaggerated rectangle (1.2x) of the previous 

experiments.  

Procedure  



 63 

The same instructions were given to the participants. Then, participants had to perform the 

distraction task (passive listening to a story). Memory was tested 7 minutes after memory encoding.   

Analysis  

A one-sample two-sided t-test was performed to demonstrate statistical differences.  

Results 

Participants still drew more rectangular figures than the ones they were initially shown (26 out of 

32 participants, t(31) = 5.74, p<0.001, d = 1.01; Figure 3B) even when the memoranda were less 

rectangular than their own prototypical rectangles. This implies that the participants did not use their 

prototypical rectangle as the reference (i.e. neither implicitly or explicitly; e.g., they likely did not say to 

themselves “I remembered that it was a particularly skinny rectangle”). Thus, the most likely explanation 

is that the rectangles were encoded by considering the lengths of the longer and shorter sides separately, 

and the difference between the longer and shorter sides of the shape were contrasted and subsequently 

amplified.  

  

Experiment 4 

It is possible that the aspect ratio of a rectangle is a unique feature and this same principle does 

not apply more broadly. Thus in Experiment 4, we ask whether this phenomenon of exaggerating the 

distinction between features is a more general principle of memories by testing memory for relative size 

rather than shape. Participants needed to remember the size of two squares, and then draw them after a 

delay. We then asked if the distinction between them-- the size difference --was systematically 

exaggerated by participants in a drawing-based recall task.  
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Methods 

Participants  

The memory of the size might be more volatile than the ratio of the shape (e.g., the size of the 

objects in the real world can vary a lot depend on the viewing distance while the shape is relatively more 

stable). On contrary, having two contrasting objects might yield higher effect size as we found in 

experiment 1. We expected the effect size to be between experiment 1 vs. experiment 2 & 3 (d at 1.2 with 

a minimum number of participants of 12). Twelve healthy volunteers (8 female, mean age of 21.1 ± 0.4 

S.E.M.) from the University of California San Diego (UCSD) community participated in the experiment. 

All procedures were approved by the UCSD Institutional Research Board. All participants reported 

normal or corrected-to-normal vision.  

Stimuli  

Our memorandum consisted of a 1.4x1.4 inch and a 1.8x1.8 inch square (one in blue and one in 

red color, randomly assigned) on a standard 8.5x11 inch white piece of paper with black borders. The 

squares were placed in the upper left and lower right corners to avoid direct side-by-side comparison.    

Procedure  

The same instructions were given to the participants, followed by memory encoding and then a 

distraction task. Memory was tested with a 1-minute delay.   

Analysis  

We computed the ratio between the surface area of the big and small square. We did this both for 

the original pair (1.8x1.8 / 1.4x1.4 = 1.653) and for the ones drawn by each participant. The degree of 

size-difference amplification was quantified as the log of the ratio between the ratio of the original pair 

vs. the one the participants drew. A one-sample two-sided t-test was performed to test statistical 

differences.  

Results 

When recalling the size of two squares, participants exaggerated the size difference between them 

by about 24% percent (10 out of 12 participants, t(11) = 3.019, p = 0.012, d = 0.87 Figure 4). This shows 



 65 

that the exaggeration of the ratio of rectangles is not unique. In another situation where participants 

needed to encode the relationship between two items (the size of the squares as opposed to the length of 

the sides of the rectangle), this difference was once again exaggerated, suggesting that distinctiveness 

exaggeration is a more general phenomena, and that representations are in fact distorted in memory to 

amplify distinctive features.  

 

Figure 3.4: Results from Experiment 4. The subjects were shown two squares of different sizes. They showed an 
exaggeration of the size difference after a 1-minute delay.   
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Discussion 

Many previous studies have shown that visual memory tends to be systematically distorted 

toward the gist or prototype (e.g.,  Huttenlocher et al., 1991, 2000). However, if one of the goals of our 

memory system is to avoid confusion, then when we need to remember one item or to distinguish two 

similar items, memories may instead become more distinct from other memories or from the category 

rather than more similar. The current experiments demonstrate that, at least in some circumstances, our 

visual memories are in fact systematically distorted such that the unique (diagnostic) features of an item 

are amplified. Additionally, this amplification grows stronger with longer delays, suggesting that the 

process of distinctiveness exaggeration continues after initial memory acquisition. Importantly, these 

results show that caricature effects (Lee et al., 2000; Mauro & Kubovy, 1992) are not solely due to the 

way stimuli are matched to otherwise veridical memories. Instead, memories themselves are sometimes 

distorted to exaggerate their distinctiveness. 

Why exaggeration? 

All memory must be a compromise between the opposing tendencies of attraction to the category 

center, to make the best use of gist information, and repulsion from the category center (exaggeration), to 

keep items distinct from each other. Neither overgeneralization nor total focus on learning a specific 

exemplar can result in optimal learning (Xu & Südhof, 2013). The use of these different strategies for 

encoding memories therefore likely differs by circumstance.  In some circumstances, where we wish to 

recognize one object in particular as distinct from other similar objects (i.e., specificity is the goal), 

blending that particular object with similar ones will not allow us to achieve our goal, even if it minimizes 

our average error for remembering many items (e.g., Huttenlocher et al. 2001). Instead, to maintain 

maximum specificity for a particular item, memory should be biased in the opposite direction - 

amplifying the diagnostic features of an object or repulsing it from the category or gist. This should result 

in a caricature version of that object instead of a version that is blended together with the other similar 

objects. 
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Here we show this repulsion bias occurs in visual memory by using a recall task, thus ensuring 

that it is not the recognition matching process that benefits from such caricature but actually the 

underlying representation that is affected. In addition, we show that this occurs in memory, not perception 

since it increases over the course of the first several minutes. We also show this is a form of 

distinctiveness exaggeration rather than purely a relational encoding effect (e.g., repulsion bias) because it 

occurs even when only one stimulus must be remembered. However, this effect is closely related to 

previous work which shows repulsion biases when two closely related items are perceived. For example, 

when a participants look at two intersecting lines with similar orientations or two similar motion 

directions (either simultaneously or sequentially), they often perceive the angle between them as wider 

than it is (e.g., O’Toole & Wenderoth, 1977; Schwartz, Hsu, & Dayan, 2007; Marshak & Sekuler, 1979; 

Rauber & Treue, 1998) as well as other visual features e.g., spatial frequency (Klein, Stromeyer, & Ganz, 

1974), curve line (Gibson, 1933) and oval shapes (Sweeny, Grabowecky, & Suzuki, 2011). Recent studies 

demonstrated a close relationship between the perceptual repulsion bias and perceptual discriminability 

(Wei & Stocker, 2015, 2017). This is a perceptual analog of the distinctiveness exaggeration effect we 

report here, and of the repulsion that results from this distinctiveness exaggeration when encoding two 

stimuli in memory (e.g., Experiment 1 & IV). Together, our data suggest that while attraction toward the 

center of the category may be the most common result -- when people need to remember many items, this 

helps promotes generalization of information to inform many items at once -- exaggeration or repulsion 

away from the center of the category may promote specificity in circumstances where one or few items 

need to be remembered as distinct from a category or set of items. 

Conclusion 

Memory is a constructive and adaptive process. Instead of maintaining information as accurately 

as possible, the content of our memory takes into account the relation between items, our pre-existing 

knowledge, and our current reference frame. By studying visual memory for simple shapes and sizes, here 

we demonstrate that memory is not always biased toward the prototype or center of a category. On the 

contrary, we show that certain diagnostic features are amplified in memory, presumably to make these 
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items more distinctiveness from the rest of the items in that category or from similar items that we have 

encountered. This trajectory of distinctiveness exaggeration even continues after initial encoding. Thus, 

we propose that amplification of distinctive features will occur when two or more things are distinct but 

potentially confusable, and we are tasked with remembering one of them in particular. This may help our 

brains reduce confusability between items when our goal is specificity, rather than remembering many 

items as accurately as possible. It is a curious thought that when you walk around acquiring new 

memories, hours afterward, your memories are not a replica, but are instead a caricatured version of the 

world.  
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