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Abstract

New statistical methods and data resources have been introduced to improve plant breeding. How-
ever, evaluating their utility remains challenging. This dissertation examines how statistical models
and emerging data types should be assessed and integrated within quantitative genetics. In the first
chapter, I evaluate the benefit of the Usefulness Criterion for parental selection and show that esti-
mating within-family genetic variance provides meaningful benefit only under limited conditions, as
variation in predicted progeny mean typically dominates Usefulness Criterion. In the second chap-
ter, I demonstrate that commonly used cross-validation estimates of phenomic prediction accuracy
are biased due to environmental correlation between traits of interest and phenomic data, and are
not the accuracy parameter in the breeder’s equation. In the third chapter, I propose a two-step
prediction method that first uses phenomic data to predict phenotypes, which are then incorporated
into genomic prediction models, allowing phenomic data to augment rather than replace genetic
data. Together, these results show that the benefits of new methods and data sources are highly
context-dependent and that their evaluation must be aligned with breeding objectives. This work
provides a framework for more principled integration of statistical models and high-dimensional

data in plant breeding.
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Introduction

By the 2080s, the world population is projected to approach 10 billion people (67), placing unprece-
dented pressure on agriculture to produce more food of higher quality on constrained resources.
Feeding this population sustainably will require crop varieties that are high-yielding, nutrient-rich,
and resilience to environmental stress (5). To meet this challenge, plant breeders must acceler-
ate genetic improvement, developing superior cultivars at a faster pace and a larger scale, which
requires applications of new breeding methods and new forms of data. This dissertation exam-
ines how new sources of data and statistical methods should be evaluated and integrated within
quantitative genetics, with a focus on their impact on genetic gain.

Quantitative genetics is the study of how continuous traits are influenced by multiple genes and
environmental factors in a population. It is a study widely used in the field of plant breeding
for plant enhancement and population improvement, since most economically important traits in
crops are continuous instead of categorical, and quantitative genetics provides a foundation for
artificial selection for crops (7). The core of breeding relies on iterations of choices: which breeding
methods to use, which parents to cross, and which offspring to select either for commercial cultivar
development or as parents for the next generation of the breeding population.

One of the fundamental theorems of quantitative genetics explains the sources of genetic gain Ag

with the Breeder’s Equation (53):

where ¢ is the selection intensity, p is the selection accuracy, o4 is the additive genetic standard
deviation, and L is generation interval. While many modern breeding methods aim to improve
one component of this equation, most commonly selection accuracy, these improvements are often
evaluated in isolation, without considering their impact on other components or on overall genetic
gain. My dissertation focuses on implementing breeding strategies and statistical methods and how
they affect the Breeder’s Equation as a whole.

(71) proposed the Usefulness Criterion (UC), which includes both within-family mean (u) and
standard deviation (o), for parental selection. The theory of UC is that the best crosses are the
ones that can potentially produce the best possible offspring, instead of the ones that produce the
best average offspring. In other words, a cross that can generate a higher tail of a distribution

1
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of offspring can produce offspring with higher breeding values, compared to a cross with a similar
center but a smaller tail. The UC is extremely attractive in plant breeding, because plants are
able to produce large families, which makes producing offspring in the tails more likely. However, 1
show that the expected family mean often dominates UC, limiting the practical benefit of estimating
within-family standard deviation in many realistic breeding scenarios.

Genomic selection has been introduced as a tool to accelerate genetic gain in breeding (55). It
models the relationship between genetic markers and phenotypic values. Once a model is built,
it can be used to predict future generations’ phenotypic values, using their genetic information.
Compared to the traditional phenotypic selection, genomic selection increases selection accuracy
in Breeder’s Equation by using the relationship information among genotypes, increases selection
intensity and decreases generation interval. These make genomic selection an extremely attractive
method in breeding. Phenomic prediction has garnered much interest (65; 47; 85) as an alternative
tool for selection (Figure 0.1). Instead of genetic markers, it utilizes high-throughput phenotyping
technologies, for example, hyperspectral image data, near-infrared spectroscopy (NIRS), etc. The
advantage of phenomic prediction is that it can be less expensive and less logistically challenging

compared to genomic prediction. It also utilizes similar statistical or machine learning methods as
2



genomic prediction. Many studies have shown that phenomic prediction achieved higher prediction
accuracy, making it more desirable than genomic prediction. However, I show that commonly used
cross-validation accuracy is not equivalent to the accuracy parameter in the Breeder’ s Equation
and can be biased by environmental structure. Also, I discuss that the change in selection intensity
component in the Breeder’s Equation depends on the crop and system. If phenomic data is col-
lected to replace phenotypic data, because it is costly and/or time-consuming to phenotype, it can
potentially increase selection intensity compared to phenotypic selection. If the cost of phenomic
data collection is less than the cost of genotyping, the selection intensity can be greater in phe-
nomic selection compared to genomic selection. The generation interval component likely increases
compared to genomic prediction (Figure 0.1) and stays the same compared to phenotypic selection.
There are many approaches to utilize phenomic data. Earlier papers did not evaluate these ap-
proaches fairly or consistently (65; 47; 85). This is due to the environmental confounding between
phenomic data and target traits. After establishing appropriate evaluation metrics, I try to develop
effective phenomic selection methods. I propose a two-step framework in which phenomic data are
first used to predict phenotypes, and these predicted values are then incorporated into genomic pre-
diction models. This approach treats phenomic data as a form of indirect phenotyping, allowing it
to augment rather than replace genomic information while mitigating environmental confounders.
Together, this work demonstrates that the value of new methods and data types in breeding is
inherently context-dependent, and that meaningful progress requires aligning statistical models,
evaluation metrics, and biological objectives. By emphasizing this alignment, this dissertation
contributes to a more principled framework for integrating new data sources and statistical methods

into plant breeding.



CHAPTER 1

Why Usefulness Is Rarely Useful

1.1. Abstract

Mate selection plays an important role in breeding programs. The Usefulness Criterion was pro-
posed to improve mate selection, combining information on both the mean and standard deviation
of the potential offspring of a cross, particularly in clonally propagated species where large family
sizes are possible. Predicting the mean value of a cross is generally easier than predicting the stan-
dard deviation, especially in outbred species when the linkage of alleles is unknown and phasing
is required. In this study, we developed a method for estimating phasing accuracy from unphased
genotype data on possible parental lines and evaluated whether the accuracy was sufficient to pre-
dict family standard deviations of possible crosses. We used simulations spanning a wide range of
genetic architectures and used genotypes from a real strawberry breeding population to evaluate
the conditions when usefulness could be accurately predicted. We found that with highly accurate
computational phasing, predicting family standard deviations and usefulness criteria for potential
crosses yields benefit over simply selecting crosses based on predicted family means only at high
selection intensity and high heritability and with small numbers of QTL. However, even then the

gain from using the family usefulness is small.

1.2. Introduction

Plant breeding programs aim to create genotypes with improved performance in one or more target
traits. New genotypes are created by making crosses between existing genotypes, using recombina-
tion and Mendelian assortment to assemble sets of alleles that did not exist. These new genotypes
can then be evaluated and released as commercial products or recycled to create new crosses. The
success of a breeding program can be improved by evaluating genotypes more efficiently and making
crosses that are more likely to generate better genotypes (6; 55; 39; 28). In recent years, genomic

data has been leveraged in many breeding programs to make both steps more effective. Genomic
4



data can help make the evaluation of genotypes based on phenotypic data more precise by model-
ing the correlations between phenotypes and genotypes. Genomic data can also be used to select
parents to be crossed by predicting their breeding value (BV), or the expected average performance
of their offspring (55; 39; 42). Both uses of genomic data are now commonly implemented in plant
breeding programs.

Predicting the breeding value of potential parents is widely used to choose crossing partners. When
the number of offspring per cross is large, the best crosses are the ones that will create the best
possible offspring, not the crosses that will make the best average offspring. This situation is
common in many plant systems because large numbers of seeds can be generated from the same
cross. This result was observed nearly 50 years ago by (71), who proposed the usefulness criterion

(UC), or usefulness, to design optimal crosses (89). Usefulness is defined as

UCj = Hj +’i0j,

where (15 is the average genetic value of offspring of cross j, o is the standard deviation (SD) of
genetic values among these offspring, and 7 is within family selection intensity, the difference in
mean phenotypic value of selected offspring from each family relative to the family’s mean. The
consequence of the usefulness is that crosses between parents that individually have good breeding
values are not necessarily the best to make. For example, the upper tail of the distribution of
genetic values of offspring from a cross with high variance (high 0]2-) may have higher values than
the upper tail of the distribution of offspring from a family with higher mean but lower variance.
Selection decisions based on usefulness have received little attention in animal breeding, possibly
because the number of offspring per cross is very small so the chance of creating offspring in the
tails is low. However, several recent plant breeding studies have suggested that usefulness-based
breeding might be successful, particularly in clonally propagated crops (86).

A simple method to predict the mean breeding value of a family is to use the average of the breeding
value of the two parents. This will be accurate as long as most QTL operate additively. However,
even under additive gene actions, predicting the variance within a family is more challenging as
patterns of co-segregation of causal loci among genotypes also contribute to variance. For example,
a cross between two genotypes with two coupling heterozygous loci would produce a greater variance

in the next generation, compared to one with two repulsion heterozygous loci (53; 89; 86). Predicting
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co-segregation of causal loci from a cross of two outbred parents requires information on the phasing
of alleles between all pairs of heterozygous loci in each parent and phased haplotypes are not
directly measured by most genotyping platforms when individuals are heterozygous. Computational
phasing using software like Beagle (15; 14) and FILLIN (74) have been used in plant populations
(62; 72). However, whether these methods are sufficiently accurate to predict family variance is
unknown. Once phased haplotypes are known, QTL effect sizes need to be estimated in a training
population, and then either family population variance (89; 57) or sample variance can be predicted
(89; 57; 50; 8; 86).

The benefit of choosing crosses based on their usefulness will likely vary among crops and breeding
programs due to differences in genetic architecture, breeding system, and training population size.
(89) evaluated the benefit of the usefulness in inbred populations by analytical studies and simula-
tions. They found a generally limited utility of usefulness in inbred populations. A recent study by
(36) evaluated the usefulness in a cassava breeding program with pre-phased parental individuals
and empirical observations of cross-variance in 4 traits. They argued that both family mean and
variance were important metrics for mate selection. In their results, the family mean and usefulness
criterion were correlated and similar selections were made using either criterion. This was one of
the first applications of usefulness in an outbred, clonally propagated species using whole-genome
marker data and genomic prediction models of marker effects. Our work focuses on strawberry,
another outbred, clonally propagated species, and on the University of California Davis (UCD)
strawberry breeding program. This breeding program is currently investing in infrastructure to
implement genomics data in breeding decisions (60; 44; 37; 20; 46) and has detailed records of the
pedigrees of current varieties (61; 45; 25) which help evaluate the success of the statistical models
necessary for predicting usefulness as detailed below.

Our study builds on the work of (89) and (20) in three key ways. First, we develop and apply a
method to measure the accuracy of computationally phased parental haplotypes which is necessary
for accurately predicting usefulness. Second, our study uses a different reference population with a
different pedigree topology and a different marker density. (89) studied the benefit of usefulness in
inbred species, while our study focuses on an outcross species. Therefore, our results test whether
their conclusions are robust in other systems. Finally, we use numerical simulations of genetic

architectures so that we can compare computationally predicted usefulness values to the actual



(simulated) values without measurement error. We repeat these simulations across a range of
additive genetic architectures from oligogenic to polygenic and from low to high heritability so that
our conclusions can generalize to many possible target traits. Overall, our results show that despite
highly accurate computational phasing, the conditions under which selection decisions based on
usefulness could be useful are relatively rare. This is consistent with earlier results from (&) who
studied predicting genetic variance within biparental populations created from inbred parents and

concluded that there was little benefit to modeling within family genetic variance.

1.3. Methods and Materials

1.3.1. Genetic Data and Genotyping Error Estimation. We used genetic and pedigree
data from a population of 1007 strawberry genotypes with 37,441 SNPs. We identified 593 family
trios based on the pedigree to assess genotyping error rates and pedigree accuracy. Each trio is
composed of two parents and one of their progeny. These 593 progenies were not parents of any
other genotypes in the pedigree. The parents of the 593 progenies were included in the rest of the
414 genotypes. Within each family trio, we examined SNP markers for which both parents were
homozygous. We compared the parental and progeny genotypes at those markers and counted the
number of mismatches between parents and progeny. For example, parental genotype AA and aa
with a progeny genotype AA were considered a mismatch. The genotyping error was calculated as
the number of mismatched markers divided by the total number of homozygous markers compared

per trio. All of the family trios had a genotyping error rate of < 5%.

1.3.2. Phasing. To predict the family breeding value variance, the linkage between heterozy-
gous alleles within each parent must be known. Assigning heterozygous genotype calls to haplotypes
is phasing. We used Beagle 5.0 (15; 14), version 05May22.33a and seed 0, to phase the SNP data
for all 1007 genotypes and to impute any missing genotype calls. We used a genetic map for the
markers with 28 pairs of chromosomes averaging 223 centiMorgans (cM), measured as the aver-
age distance between the furthest markers on the chromosomes. We excluded 2,530 of the 37,411

markers due to their unknown map positions or low allele frequencies.

1.3.3. Simulation of offspring. We calculated family mean and standard deviation empiri-
cally by simulating crosses. We randomly selected 10,000 unique pairs of strawberry genotypes as

parents for the crossing simulation. For each pair of parents, we used the Hypred R package (76) to
7



simulate crossover events and produce 400 gametes using the same genetic map as above, and the
gametes were randomly paired to produce 200 offspring. Crossover events were simulated based
on a count-location model. The number of crossover events (on a single chromosome) followed a
Poisson distribution Pois(L), where L was the length of the chromosome in Morgans. The locations

of crossover events were sampled from a uniform distribution U (0, L).

1.3.4. Estimation of imputation and phasing error. To measure the accuracy of phasing
and imputation, we re-ran Beagle using the 414 genotypes that were not the progenies of the 593
family trios, and left the 593 progenies unphased. We estimated the imputation error using the
same method of estimating the genotyping error as above. We compared genotypes of progeny
to their computationally phased parents at pairs of markers for which at least one parent was
heterozygous at both markers (e.g. AaBb and AABB parents). We measured the percentage
of progeny genotypes that were inconsistent with the predicted parental haplotypes for markers,
binned by the cM distance between markers.

We compared the calculated rates of phasing inconsistencies to the expected rates of inconsisten-
cies given our genetic map, by introducing phasing errors in the haplotypes of each parent and
then comparing the ”incorrect” parent haplotypes to the simulated offspring genotypes using the
“correct” parent haplotypes. We estimated the rate of offspring genotype inconsistency with the
“incorrect” parental haplotypes using the method above. We defined 6 rates of phasing error per
cM distance p € (0.005,0.01,0.025,0.05,0.1,0.15) as the probability of a phasing error between
two SNPs 1 cM apart. Phasing errors were introduced using the same method of crossover events
as described above. The number of phasing errors per chromosome was sampled from a Poisson
distribution Pois(p * L), where L is the chromosome length in Morgans. The locations of phasing

errors were sampled from a uniform distribution U(0, L).

1.3.5. Simulation of breeding value and phenotypes. We simulated breeding values as-
suming a sparse additive genetic architecture. We created 15 scenarios spanning all combinations
of three levels of heritability 2 (0.2, 0.5, 0.8) and five levels of QTL number (4, 16, 64, 256, 1024)
randomly selected from the SNP markers with effect sizes sampled from a standard normal dis-
tribution N(0,1). We defined the breeding value (BV) of genotype k as BV}, = Zj Zy ja;, where

Zy.; was the number of copies of alternative allele for genotype £ at QTL j and «; was the effect
8



size of alternative allele at QTL j. To calibrate these architectures, we calculated the number of
QTL segregating per pair of haplotypes, which is the average number of heterozygous QTL per
individual. For the traits with 4 QTL, on average there were = 1.5 segregating QTL per genotype,
while for the traits with 1024 QTL, there were ~ 400 segregating QTL (Figure: S3). Compared to
a biparental population, this is equivalent to having 1.5 or 400 segregating loci. Focusing only on
large-effect QTL explaining at least 20% of the variance in breeding values, haplotype pairs differed
by ~ 1.13 large-effect QTL when there were 4 QTL in the whole population, ~ 3.43 when there
were 16 QTL, and ~ 7.58, 5.57, and 0.06 with 64 - 1024 QTL (Figure S4).

We also simulated phenotypic values (Y') by adding random noise ¢ sampled from a normal dis-
tribution N(0,02), i.e. Yy = BV} + €x, where 02 was scaled based on different levels of heritability
h? = Var(BV)/(Var(BV) + ¢2). For each combination of heritability and QTL number, we ran
20 independent simulations, sampling different SNPs as QTL and with different effect sizes and
environmental errors in each simulation, and we used 500 out of the 10,000 families for each sim-
ulation to ensure independence among the 20 simulations. We calculated breeding values for both
the real 1007 parental genotypes and simulated offspring, but the phenotypes were only simulated

for the real 1007 genotypes.

1.3.6. Prediction of family means and standard deviation of breeding value, and
estimation of prediction accuracy. RR-BLUP and BayesC models were fitted to the simulated
phenotypes of the 1007 parental genotypes and their SNP marker data, excluding the markers that
were selected as QTL (20; 63; 75), ie. ¥ = X B3, where Y and X were the phenotype vector
and marker matrix of 1007 genotypes and ﬁ was the trained models. Predicted breeding values
BAVOf tspring Were calculated for each offspring by plugging offspring genotypes X, fspring into the
fitted models, i.e. BAVOffsprmg = Xof fspm‘ngB- We calculated the within family breeding value
mean and standard deviation based on both the true and predicted breeding value of offspring.
For example, the true and predicted breeding value mean (p and fi) of a family was calculated as
p= (>, BV;)/200 and ji = (32, BV},)/200, where k represented the kth offspring in the family.
We calculated the prediction accuracy r as the Pearson correlation between the predicted values

and the true values of each statistic (e.g. r = cor(f, p)).
9



1.3.7. Prediction of family mean and standard deviations of all possible crosses
using simulation of gamates. We used the randomly simulated 10,000 families to assess the
prediction accuracies for family mean, standard deviation, and usefulness. For mate selection,
however, 10,000 crosses were only a small fraction of all 506,521 possible unique crosses that can be
made among the 1007 individuals, and the cross that yielded the highest mean or usefulness was
likely not among them. We needed a method to exhaustively predict family means and standard
deviations of all possible crosses without the simulation of offspring. For this method, we simulated
200 gametes from each of the 1007 individuals using Hypred with the same count-location model.
We calculated the predicted breeding values of the gametes of each potential parent as BAVgametes =
Xgametesé, where ,@ was the trained BayesC model. We also calculated the predicted mean and
variance of gametes from each parent, i and 6. Since we only considered additive genetic ar-
chitectures, we calculated predicted family means and variances of a cross as the summation of
predicted means and variances of gametes from two individuals. For example, if a cross was made
between individual j and individual [, the predicted family mean and variance would be calculated
as fij; = fi; + [ and 6?-71 = (}]2- + 612. Predicted family standard deviation was calculated as the
square root of predicted family variance. We used this method to calculate the true and predicted
family mean and standard deviations for all 506,521 crosses, using the simulated gametes. The
estimates of family mean breeding values were highly correlated using both methods (greater than
99%, Figure S7a). The correlations of standard deviations of breeding values within families were

also high, but decreased as the number of QTL increased (from ~ 99% to ~ 75%, Figure S7b).

1.3.8. Calculation of selection intensity. The usefulness criterion is a function of the stan-
dardized selection differential or selection intensity 7 defined in (17). To compare true and predicted
usefulness values we selected two values of i representing moderate and strong selection: 1.40 and

2.67, corresponding to selecting 20 or 1 percent of offspring within each family, using the equation:

. Y;elected - YZpopulation
i= f( pi : )/p-
SUpopulation

Here, f(-) is the probability density function of the phenotypic distribution of the population,

and we assume a normal distribution, and (Yiejected — Y},opulatim) / 8dpopulation TePresents how many
population standard deviations the selected group mean is away from the population mean. p is

the proportion of genotypes selected.
10



1.4. Results and Discussion

1.4.1. Computational phasing is highly accurate in this strawberry population. We
compared genotypes of pairs of markers at different genetic distances between unphased offspring
and phased parents. To account for recombination, we binned marker pairs by genetic distances
in cM. Rates of inconsistencies increased with recombination distance (Figure 1.1), as expected.
We then compared the observed rates of genotype inconsistency with expected rates if parents
were correctly phased, or if phasing errors were introduced randomly within each parent with
different frequencies. For marker pairs greater than 10 cM apart, our observed rate of genotype
inconsistencies was close to the expected rate if parental phasing was perfect (Figure 1.1, black and
red). However, for closer marker pairs, simulated inconsistency rates converged towards zero even
when parental phasing was imperfect, but our observed inconsistency rate never dropped below
~ 2.8%, perhaps due to a low amount of genotyping error or incorrect parent-offspring trios. These
results are consistent with the computationally inferred phasing of markers being highly accurate

in this population.

1.4.2. Prediction accuracy of family breeding value mean and standard deviation
varied as heritability and number of QTL changed. Given the highly accurate computational
phasing of parental haplotypes in this population (Figure 1.1), we used the haplotypes to simulate
families of 200 offspring for 10,000 crosses between randomly paired genotypes and projected geno-
types of causal alleles onto each simulated offspring. We then trained genomic prediction models
(BayesC and RR-BLUP) on simulated parental phenotypes with varying levels of heritability (h?)
and used the trained models to predict the breeding values of the offspring (20; 63). We calculated
the mean and standard deviation of these predicted breeding values per family and measured the
accuracies (1) of these predictions using Pearson’s correlation with the true values (r = cor(j, p),
and r = cor(d,0)).

Using BayesC as a genomic prediction model, the average prediction accuracy of family means
ranged between r = 0.7 and r = 0.9 (Figure 1.2a). We achieved moderate accuracy in predicting
family standard deviations, averaging between r = 0.3 and r = 0.8 across scenarios (Figure 1.2b,
blue). Results using RR-BLUP as a prediction model were similar (Figure S1). The prediction

accuracies of family breeding values mean and standard deviations both increased as the heritability
11
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FiGuRrE 1.1. Rates of inconsistent parent-offspring genotypes at pairs of markers
as a function of genetic distance. Pairs of marker genotypes, which both were
heterozygous in at least one parent, were compared between parents and offspring across
the 593 family trios. The black line shows the fraction of marker pairs in each genetic
distance bin that are inconsistent between offspring and parents. Colored lines show
simulated inconsistency rates for the same marker pairs after introducing haplotype
switches (phasing errors) at the specified rates per cM in each parent.

increased, as expected. When the number of QTL increased, the prediction accuracy of the mean
remained the same (Figure 1.2a), but that of standard deviation decreased (Figure 1.2b, blue).
This might be due to less accurate estimates of individual QTL effects when there are more QTL.
Even with a low heritability and a high number of causal loci, prediction accuracies of within family
standard deviations did not decline to zero. This is likely because parents heterozygous for more
loci also tend to be heterozygous for more causal loci. Only heterozygous causal loci contribute to
the variance of breeding values among offspring in our simulations because the genetic architecture
is purely additive. We used the number of heterozygous markers as a measure of an individual’s
heterozygosity, and calculated the Pearson’s correlation between the average parental heterozygosity

and the true family standard deviation. The average parental heterozygosity was more correlated
12
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FIGURE 1.2. Prediction accuracies of the means (a) and standard deviations (b)
of breeding values across simulated families as a function of heritability (h?)
and the number of causal loci. Panels show the means and standard error bars of
Pearson’s correlations (prediction accuracies, y-axis) between the true family means of
breeding values (a) or true family standard deviations of breeding values (b, blue) based
on a BayesC genomic prediction model trained on parental phenotypes simulated with
different heritabilities (h2) and different number of causal loci (x-axis). 20 simulations
were run at each combination of A% and number of causal loci. Each simulation utilized
500 out of 10,000 simulated families to ensure independence among simulations. As
a comparison, we also calculated the correlation between the true standard deviation
of breeding values in each family and the average number of heterozygous markers of
the two parents of that family calculated across all non-causal SNP markers in each
simulation (b, gold). Points and bars show the means and standard errors of accuracies
across 20 simulations. Curves are created by connecting the points of means and show
the trend of prediction accuracies across simulations.

with the standard deviation of offspring breeding values than either the BayesC-based or RR-
BLUP-based predicted standard deviations in some of our simulations (Figure 1.2b, gold, Figure

S1b, gold), particularly when the number of causal loci was high.
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Mean heterozygosity information may have been indirectly captured by the genomic prediction
models to accurately predict standard deviation. With a small number of QTL, the predicted fam-
ily standard deviations from our genomic prediction models were more accurate than predictions
of standard deviation from parental heterozygosity. In contrast, with a large number of QTL, the
prediction of standard deviation from parental heterozygosity was more accurate. Unfortunately,
despite its high correlation with family standard deviations in some instances, it is not straightfor-
ward to use parental heterozygosity to directly predict family usefulness, because heterozygosity
and family standard deviations have different units and scaling factors. In practice, real families
with large enough numbers of genotypes would be needed to estimate the regressions between fam-
ily standard deviations and parental heterozygosity before this statistic could be used to estimate

usefulness.

1.4.3. Family usefulness can be accurately predicted with family mean. With the
predicted family mean and standard deviation using the BayesC model, we were able to predict the
usefulness of each family for a defined selection intensity ¢ using the equation: Uc = o +i6. We
calculated the accuracy of the estimated usefulness as Pearson’s correlation with the true usefulness
(cor(UAC, UC), Figure 1.3, gold) and compared this with the accuracy of predicting the usefulness
using only the predicted family mean (cor (i, UC), Figure 1.3, blue) of each family. As heritability
increased, the accuracy of both predictions increased. At low heritability, the prediction accuracies
were relatively insensitive to the number of QTL. However, at high heritability, the prediction
accuracies increased as the number of QTL increased. Predicting usefulness with both predicted
mean and predicted standard deviation (i.e. UC = j+ i6) only achieved meaningfully higher
accuracies than predicting usefulness with the predicted mean itself (i.e. i), when heritability was
high and when there were small numbers of QTL (Figure 1.3, panels h? = 0.5 and h? = 0.8, at 4 and
16 QTL), the same conditions under which we could most accurately predict the family standard
deviation (Figure 1.2b, blue). The results using an RR-BLUP model were similar (Figure S2).
Given the moderate accuracy at predicting both the standard deviation and mean of each family, we
were surprised that direct predictions of usefulness were not much better than predictions based on
predicted family means alone. One explanation for this observation is that the true values of family
mean and family usefulness are highly correlated (cor(u, UC')), especially when the number of causal

loci is large (Figure 1.4). The reason for this high correlation is that the variance among families in
14
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FiGcure 1.3. Prediction accuracies of the usefulness across the simulated families
using a BayesC genomic prediction model. Panels show the means and standard
error bars of Pearson’ s correlations (prediction accuracies, y-axis) between the true
family usefulness and predicted family mean (blue) or predicted family usefulness (gold)
based on a BayesC genomic prediction model trained on parental phenotypes simulated
with different heritabilities (h?) and different numbers of causal loci (x-axis), across
different selection intensity (i). 20 simulations were run at each combination of h?
and number of causal loci. Points and bars show the means and standard errors of
accuracies across 20 simulations across each i. Curves are created by connecting the
points of means and show the trend of prediction accuracies across simulations.

the quantity io (selection intensity multiplied by standard deviation) is very small compared to the
variance among families in mean (u), so the first term in the usefulness dominates. This mirrors
observations from (89) in biparental recombinant inbred line populations that the variance of family
means increases at a greater rate than the variance of family standard deviations as the number of
QTL increases. They defined the parameter ¢ = var(o)/var(u), the ratio between the variance of
true family standard deviations and variance of means and showed that in biparental populations
t accurately predicts the value of usefulness. We estimated ¢ for each simulation (Figure S5, blue)

and found that it also decreased dramatically as the number of causal loci increased. However, ¢
15
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(7) and the number of causal loci (x-axis). 20 simulations were run at each number of

causal loci. Points and bars show the means and standard errors of accuracies across 20

simulations at ¢ = 1.4, blue, and at ¢ = 2.67, gold. Curves are created by connecting

the points of means and show the trend of correlations across simulations.
was generally larger in our populations than expected based on Equation 8 of (89): ¢t = (4L)7!,
where L is the effective number of causal loci (Figure S5, gold), which assumes that all loci are
independent, have equal allele frequencies (¢ = 0.5), and equal effect sizes. The increase of ¢ in
our simulations is expected because there was LD among loci, unequal effect sizes, and unequal
allele frequencies. This reduces the "effective” number of loci, as in Equation 9 of (39). However,
that equation does not account for unequal allele frequencies, which increases t even more, as they

predicted. Nevertheless, ¢ values are still small in our simulations when there were 4 causal loci,

which explains the negligible value of usefulness.

1.4.4. Predicting usefulness improves cross-selection accuracy in a two-stage ap-
proach, but results in little additional genetic gain. (39) observed that by restricting possi-

ble crosses to only those among lines first selected for breeding value, (i.e., elites), the variance in
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means of breeding values and true family usefulness across different selection intensities

(7) and the number of QTL (x-axis), from the initial 10,000 families (blue) and from the

families with the highest predicted breeding value individuals as parents (gold) at 0.5

heritibility. Points and bars show the means and standard errors of accuracies across 20

simulations at ¢ = 1.4 and at ¢ = 2.67. Curves are created by connecting the points of

means and show the trend of correlations across simulations.
family means will be reduced, and thus the relative importance of standard deviation for usefulness
will increase. We tested whether our prediction accuracy of usefulness in this context could improve
crossing decisions. Across the range of genetic architectures, the true correlation between the family
mean breeding value and usefulness was lower among crosses from the elite parents than among
random crosses across all numbers of causal loci and selection intensities for these new families,
reaching values as low as 0 when selection intensities were strong and there were few QTL, but
remained moderately high when the number of QTL was greater than 60 (Figure 1.5, S6).
Using our previously trained BayesC models, prediction accuracies of usefulness were moderately
higher using predicted usefulness for each candidate family than using predicted family means in
the high heritability /few QTL/low selection intensity scenarios, so the benefit increased when the
selection intensity was high and the number of QTL was small (Figure 1.6).

These results suggest that a two-stage crossing design strategy, in which parents are first selected

by predicted breeding value and then crosses among these selected parents are designed in a second
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FiGURE 1.6. Prediction accuracies of the usefulness across the elite families us-
ing a BayesC genomic prediction model. Panels show means and standard error
bars of Pearson’ s correlations (prediction accuracy, y-axis) between the true family
usefulness and predicted family mean (blue) or predicted family usefulness (gold) based
on a BayesC genomic prediction model trained on parental phenotypes simulated with
different heritabilities (h2) and different numbers of causal loci (x-axis), across differ-
ent selection intensity (¢), from the families with the highest predicted breeding value
individuals as parents. 20 simulations were run at each combination of h? and number
of causal loci. Points and bars show the means and standard errors of accuracies across
each i. Curves are created by connecting the points of means and show the trend of
prediction accuracies across simulations.

state, might be an effective method for leveraging usefulness to increase genetic gain, at least when
heritability and/or selection intensity is high and the genetic architecture has a small number of
QTL. However, the prediction accuracies and selection intensities shown in Figure 1.6 are not direct
parameters of the traditional breeder’s equation, usually written as AG = iro4. The parameter ¢
from the breeder’s equation represents the selection intensity relative to all possible offspring, while
the 4 in the usefulness equation is the selection intensity within each family. The parameter r from

the breeder’s equation represents the accuracy of predicted genetic values of each offspring, while
18



the r from Figure 1.6 represents the accuracy of predicted average genetic values of the selected
offspring in each cross. Additionally, Figure 1.6 does not show the population additive genetic
variance o4, and the second stage of the two-stage crossing design will have less genetic variance
because only crosses among the previously selected parents are considered. Therefore, Figure 1.6
provides an incomplete picture of the potential benefit of predicting usefulness for increasing genetic
gain.

To assess whether the increases in accuracy from predicted usefulness shown in Figure 1.6 actually
result in meaningful increases in genetic gain, we estimated the genetic gain expected for this
two-stage approach and compared it to the expected genetic gain from the one-stage approach
that selected crosses from all possible crosses using either predicted usefulness or predicted mean
breeding values. The expected genetic gain is the mean genetic value of the top offspring from each
of the selected crosses, using a selection intensity of ¢ within each cross. For each approach, we
created 10 crosses using 20 unique parents. For the two-stage approach, we selected the 40 parents
by predicted breeding values, and predicted usefulness values for all 780 candidate crosses, and then
chose 10 crosses using a greedy search algorithm, first choosing the cross with the highest predicted
usefulness, then adding the next-best cross that did not use any previously selected parents, and
so-on until 10 crosses were selected. For the one-stage approach, we predicted family means and
family usefulness for all 506,521 possible crosses, and then applied the same algorithm to select
10 crosses using 20 unique parents. Note that a two-stage approach using predicted family means
as the cross-section criteria in the second stage would choose identical crosses as the one-stage
approach using predicted family means. Since simulating crosses for 506,521 crosses would be
prohibitively computationally expensive, we instead simulated populations of gametes from each
parental genotype, and predicted family means as the sum of the mean predicted gamete genetic
values of each parent, and predicted family variances as the sum of the variances of predicted
gamete genetic values.

Figure 1.7 shows the expected genetic gains in units of o4 for each selection strategy. Consistent
with the results of Figure 1.3, predicting usefulness can increase genetic gain, and never results
in lower rates of gain on average. However, except in cases of extreme within family selection
intensity, high heritability, and few QTL, the gain is rarely large. In contrast to the impression

given by Figure 1.6 and to the hypothesis by (89), there was limited benefit of selecting crosses
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F1GURE 1.7. Selection on predicted family usefulness from all possible crosses
gave crosses with the highest breeding value usefulness. Panels show means and
standard error bars of standardized family breeding value usefulness (y-axis) against the
number of QTL (x-axis) from crosses based on four selection methods across different
heritability (h?) and selection intensity (7). The selection methods included selecting the
top 10 crosses among all possible crosses with the highest predicted family usefulness
(gold, circle) without replacement, selecting the top 10 crosses among all possible crosses
with the highest predicted family mean (blue, circle) without replacement, selecting top
40 ranked parents based on BayesC model predicted breeding values and then selecting
the top 10 crosses among them with the highest predicted family usefulness (gold,
triangle) without replacement, and selecting top 40 ranked parents based on BayesC
model predicted breeding values and then selecting the top 10 crosses among them with
the highest predicted family mean (blue, triangle) without replacement.

by predicted usefulness after selecting parents, even when the accuracy of predicted usefulness was

high. The two-stage approach never had higher expected genetic gains than the one-stage approach

using predicted usefulness.

1.4.5. Mate selection based on family usefulness provides little benefit in most cases
and minimal benefit in some cases. Together, our results show that the true family mean is

highly correlated with the true family usefulness under most scenarios in an outcross species like
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strawberries. Our results validated conclusions made by (89), in which they stated limited benefit
of usefulness in inbred species. We show that the accuracy of computational phasing is unlikely
to be the limiting factor in the utility of usefulness predictions for improving genetic gain. Even
when phasing is successful, as it appears to be in our strawberry population, and when predicted
usefulness values are relatively accurate, predicting usefulness values for potential crosses only has
meaningful benefit compared to only predicting family means when the genetic architecture is
dominated by few QTL, when the heritability is moderate or high, and when family sizes are so
large that very high within family selection intensities can be achieved (Figure 1.7, panels h? = 0.5,
h? = 0.8, and i = 2.67 at 4 QTL). One possible explanation for our high phasing accuracy is that
our reference strawberry breeding program includes many parent-offspring pairs which are highly
informative for inferring phasing among markers. In other programs without such a strong pedigree
structure, lower phasing accuracy may further limit the benefit of usefulness.

One limitation of our study is that we only simulated additive genetic architectures which is jus-
tified if we are only interested in population improvement. Under purely additive architectures,
the usefulness of a cross is simply a function of the average usefulness of each parent. In this case,
usefulness can be used equally as a line or mate selection metric. However, for variety release in a
clonally propagated crop like strawberry, the usefulness criterion can be extended to total genetic
values where dominance and epistasis effects will additionally be important (86). In this case, if
the within family variance in total genetic values becomes large enough so that the variance of io;
is of similar magnitudes to p;, the importance of usefulness would increase. However, predicting
dominance and epistatic effects from genome-wide marker data remains very challenging and gen-
erally requires much larger sample sizes than are currently possible in most breeding programs.
(86) found little benefit from predicting dominance variance. In future work, we could extend our

simulations to include dominance and epistatic variance to confirm these intuitions.

1.5. Conclusions

In this study, we discuss whether selecting crosses based on predicted values of the usefulness of
each cross could improve the rate of gain in breeding programs. Predicting the usefulness requires
predicting the standard deviations of breeding values among the offspring produced by each cross.

Our results show that predicting usefulness improves outcomes relative to simply predicting the
21



mean breeding value of each family only in very specific scenarios with high heritability, high
selection intensity, and a small number of QTL (Figures 1.3, 1.4a). However, even in these scenarios,
the relative gain in accuracy was small. We have also shown that the true usefulness of the top
crosses selected either with predicted family mean or with usefulness only meaningfully differ in
those same scenarios (Figure 1.7). Due to the rare instances where prediction of usefulness is

beneficial, usefulness is rarely useful.
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CHAPTER 2

Do Not Benchmark Phenomic Prediction against Genomic

Prediction Accuracy

2.1. Abstract

Phenomic selection is a new paradigm in plant breeding that uses high-throughput phenotyping
technologies and machine learning models to predict traits of new individuals and make selections.
This can allow breeders to evaluate more plants in higher throughput more accurately, resulting in
faster rates of gain and reduced labor costs. However, phenomic prediction models are frequently
benchmarked against genomic prediction models using cross-validation to demonstrate their useful-
ness to breeders. We argue that this is inappropriate for two reasons: 1) differences in the accuracy
statistic measured by cross-validation do not reliably indicate differences in the accuracy parameter
of the breeder’s equation, which we show analytically and through re-analysis of data from three
representative phenomic prediction studies, and 2) phenomic and genomic selection tools influence
other parameters of the breeder’s equation, so comparing accuracy, even if done properly, is insuf-
ficient to advocate for one approach over the other. We conclude that phenomic selection may be
useful, but comparisons of accuracy between genomic prediction and phenomic prediction models

are not.

2.2. Introduction

Breeders create new varieties by iterating through cycles of population creation, evaluation, and
selection to create the next generation. The expected outcome of each cycle is approximated by

the breeder’ s equation (53):

(2.1) Ag =

where Ag is the improvement in the average additive genetic value per year; i is the standardized

selection intensity, the difference in the mean trait value of the selected individuals relative to
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the whole population, standardized by the standard deviation of trait values; p is the accuracy of
selection, the Pearson correlation coefficient between the estimated and true additive genetic values
among the selection candidates; o4 is the standard deviation of additive genetic values; and L is
the cycle length, the difference in years between when the population is created and when selections
are made. While the Breeder’s equation is only an approximation of the effect of selection in real
breeding programs (59; 11), studying how changes in breeding procedures jointly impact these four
parameters can give insight into the total impact on genetic gain.

In a traditional breeding program, selection decisions are based on phenotypic measurements of
each candidate individual. In many species, collecting this data requires generating lines to grow
in field trials and running replicated trials across multiple locations. Therefore, each selection cycle
can take several years.

(55) introduced genomic selection as a tool to increase the rate of gain in breeding programs.
Genomic selection means selecting candidate individuals based on estimates of genetic values from
a genomic prediction (GP) model using genetic marker data. Genomic selection can increase the rate
of gain (Ag) in a breeding program by increasing selection intensity (i), increasing selection accuracy
(p), or reducing selection lengths (L). If genetic marker data are inexpensive, more candidates can
be evaluated using a GP model than can be evaluated directly using field trials. Larger numbers
of candidates allow breeders to impose a higher selection intensity while maintaining a constant
number of selected individuals to conserve genetic variance (9; 18). GPs of additive genetic values
can be more accurate than direct estimates from field trials when candidates are genetically related
at causal loci because the sample size per allele can be higher than the sample size per candidate
(88). Genomic predictions of additive genetic values can be made as soon as genotype data are
collected, even on seeds that have yet to germinate in some species (78). This can enable multiple
cycles per year (10). However, multiple factors continue to limit the use of genomic selection in plant
breeding programs, including the cost of large-scale genotyping, the need to train and continuously
update GP models, and the logistics of reorganizing existing breeding schemes.

(65) introduced phenomic selection as an alternative tool for breeders that can be less expensive
and less logistically challenging than genomic selection. Like genomic selection, phenomic selection
also relies on a statistical or machine learning-based model to make selections, called a "phenomic

prediction” (PP) model, because instead of genetic markers, the features of the model are measured
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by high-throughput phenotyping technologies (HTP). For example, (65) used multispectral image
data from wheat leaves and grains and poplar wood tissue, (85) used spectral image data from
a camera mounted on an aerial vehicle, and (17) used hyperspectral image data from a camera
mounted on an aircraft. Phenomic selection has garnered interest in the breeding community for
several reasons: i) HTP data can often be collected at lower cost and higher throughput than
genotype data, enabling breeders to evaluate more candidates at once, or evaluate a common set of
candidates more times to increase the heritability. ii) Logistically, phenomic selection may require
fewer changes to breeding schemes than genomic selection, and many of the same software packages
used for implementing GP models also work for PP models. iii) PP models often achieve relative
high accuracy when evaluated using cross-validation.

Both genomic and phenomic selection schemes have the potential to accelerate plant breeding.
But, since implementing either requires significant investment in equipment and changes to exist-
ing breeding schemes, there is considerable interest in determining which approach is best. Multiple
recent papers have demonstrated the potential of phenomic selection by showing estimates of ac-
curacies of PP models that are as high or higher than estimates of accuracies of GP models made
using the same datasets. However, our objective is to show that these comparisons are not useful
for evaluating the relative benefits of implementing phenomic and genomic selection schemes in
breeding programs.

One of the reasons is that the accuracy statistic reported by these studies is not an appropriate
estimator of the selection accuracy parameter of the breeder’s equation (p). For simplicity, we
assume that we have evaluated a set of n candidates by some method (i.e. GP or PP), and that
the candidates are unrelated and so independent and identically distributed. While this is not
exactly true in any real breeding program, these assumptions are useful for illustrative purposes.
The accuracy of selecting among the candidates, represented by the parameter p in the breeder’s
equation, is the Pearson correlation coefficient between the estimated (@) and true (a) breeding

values (i.e. additive genetic values) of the candidates:

cov(a,a)

(2.2) p = cor(a,a) = AR

Unfortunately, it is not easy to create a consistent estimator of this parameter because additive

genetic values (a) cannot be directly observed. Instead, we do observe phenotypes of candidates
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(y). The Pearson correlation coefficient between estimated breeding values and phenotypes (py) is:

cov(a, y)

(2.3) py = cor(d,y) = var(a) /var(y)

We can easily form a consistent estimator of p, as:

(2.4) r, = ct(a,y)
using cross-validation (58; 49), where cor(a,y) is the sample correlation. (19) coined the term

predictive ability (p,) to distinguish it from accuracy (p), but these terms are not used consistently
in the plant breeding literature (85; 47). While r, is a consistent estimator of p,, it is not a
consistent estimator of p because a and y share non-additive genetic and environmental effects,
even for individuals not used for model training, as we elaborate on below.

Thus, using 7, to predict responses to selection will usually not be accurate.

Another reason is that genomic and phenomic selection schemes impact other parameters of the
breeder’s equation differently, so comparisons need to consider the full effects on genetic gain. We
will further discuss this in Discussion.

In this study, first, we used a more appropriate technique to estimate PP accuracy (241; 68; 52),
which uses a bivariate linear mixed model to directly estimate the genetic correlation between
predicted and observed trait values,

and re-analyzed published data from (65; 17; 85), to show that conclusions about the relative merits
of GP and PP change when compared using this method. Then, we demonstrate these observations
analytically. We conclude that phenomic selection may be useful, but comparisons of accuracies

between GP and PP models are not.

2.3. Materials and Methods

We replicated the comparisons between GP and PP accuracy reported in three published studies
to test how each set of conclusions would change if accuracies were estimated using the method
in (68) instead of as predictive ability. In each case, we attempted to reproduce the GP and PP

models exactly as reported in each original paper.

2.3.1. Case Study 1. (65) used two datasets, one from wheat (Triticum aestivum L.) and

one from poplar (Populus nigra L.), to compare the predictive abilities of GP and PP models.
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The wheat data consisted of 223 genotypes measured for heading date and grain yield in two
treatments (dry and irrigated). We considered the 4 trait-treatment combinations as 4 traits
(heading date in the dry treatment, heading date in the irrigated treatment, grain yield in the
dry treatment, and grain weight in the irrigated treatment). Genomic data consisted of 84,529
SNPs, and we used it to train GP models for the 4 traits. Phenomic data consisted of near-
infrared spectroscopy scans from both leaf and grain tissues in each treatment. Phenotypic data
were reported as best linear unbiased estimators (BLUES) of genotype means correcting for random
block effects. We trained PP model using phenotypes from the 4 traits and their corresponding
phenomic data, following the methods in the source paper.

The poplar data consisted of 562 genotypes measured for height, circumference, bud flush, bud
set, and rust resistance in two locations: Orleans, France and Savigliano, Italy. All 5 traits were
measured at Orleans, but only circumference, bud flush and bud set were measured at Savigliano.
Genomic data consisted of 7,808 SNPs. Phenomic data were collected from the wood samples in
both locations. Phenotypic data were reported as BLUESs of genotype means correcting for random
block effects. We considered each of the 8 trait-location combination as independent traits and used
the corresponding phenomic data along with genomic data to train PP and GP models following
the methods in the source paper.

For each trait in each species, we fit the following GP model following the methods of (65):

where y; is the BLUE of the phenotypic value of genotype ¢, x; is the SNP markers for genotype i,
a={ax}, ag g N(0, 02) are the random marker effects, and ¢; g N(0, 02) are residuals.

Also following (65), we fit the following PP model for each trait in each species:

(2.6) yi =D h+e
where p; is the phenomic features for genotype ¢, h = {hy}, hs i N(0,03) are the random phenomic

feature effects, and e; g N(0,02) are residuals.
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We estimated the predictive ability of PP and GP models as the sample Pearson’s Correlation
Coefficient between predictions and observed BLUEs using eight-fold cross-validation for the wheat
data, and using five-fold cross-validation for the poplar data, following (65). We estimated PP
accuracy using the method by (68) by fitting a bivariate linear mixed model (see Appendix Part
3) between the observed phenotypic traits and the predicted values from PP models, using the
marker-based kinship matrix as the estimate of additive genetic relationships among individuals.

We estimated GP accuracy as r,/v'h? (see Results and Theory Part 3) (19).

2.3.2. Case Study 2. (85) compared GP and PP predictive abilities for grain yield in wheat.
The dataset consisted of grain yield data for 3,442 genotypes measured across multiple replicated
trials across multiple years and locations. Genotype data consisted of 23,130 SNPs. We removed
SNPs with a minor allele frequency of or less than 5%. Phenomic data were derived from images
taken by unoccupied aerial vehicles from the same genotypes across different years and different
locations. We followed Scenario 1 in (85) and calculated BLUESs of grain yield and of each spectral
band at each genotype, correcting for the random effect of unique combinations of year and location.
For GP, we used equation 2.5 as above, matching the GP model reported by (85). For PP, we
followed the same methods of (85) and used the following linear model which treats the phenomic

features as fixed effects:

(2.7) yi =p; L+ €

where [ is the vector of fixed effects of the phenomic features. We also used a linear mixed model,
equivalent to Equation 2.6, which treats the phenomic features as mixed effects for PP.
We used five-fold cross-validation to obtain the Pearson’s correlation between the predicted values

and the BLUEs. We estimated the accuracy in the same way as in Case Study 1.

2.3.3. Case Study 3. (17) also compared GP and PP predictive abilities for grain yield in
wheat. The dataset consisted of grain yield data for 3,771 genotypes measured from multiple
replicates on the same genotype across different breeding cycles and different management practices.
The authors considered each combination of breeding cycle and management practice as a unique

treatment, or "site-year” as in (17). Genomic data were provided as a genomic relationship matrix

28



calculated from 34,900 SNPs. Phenomic data consisted of hyperspectral reflectances collected with
a hyperspectral camera mounted in an aircraft. The phenomic data were collected multiple times
during the growing season for each treatment. The authors provided the BLUES of grain yield and
of each hyperspectral band for each genotype within each treatment, correcting for random effects
of trial, replicate, and block. This was described as the ALL method in (47).

For the grain yield of wheat in (47), we fit a GP model for genotype ¢ within each treatment as

follows:

(2.8) Yi = gi + €

where g = {¢:}, g ~ N(O0, J?]K g) is the random additive genetic effects with genomic relationship

2

. . . . . iid
matrix K, and additive genetic variance parameter o2. Residuals ¢; ~ N(0,02) were assumed

independent and identically distributed among genotypes. This is the same model as Equation 4
in (47).

Following (17), we used the following PP model for genotype i within each treatment:

(2.9) i =qi +€

where y; is the BLUE of phenotypic values of genotype i in each treatment, ¢ = {¢;}, ¢ ~
N(O,U%{K ) is the random effect of phenomic features on genotype ¢ in each treatment with
feature covariance matrix Ky = T],PI;TITDIZS’ where P is the centered and standardized BLUESs of hy-
perspectral bands of genotype 7 in each treatment, and nbands is the total number of hyperspectral
bands. This PP model is the same model described in Equation 5 in (47).

We used five-fold cross-validation to obtain the Pearson’s correlation between the predicted values

and the BLUEs within each treatment. We estimated the accuracy in the same way as in Case

Study 1.

2.3.4. Software. All analyses were conducted in R version 4.2.3 (75). Model 2.7 was fitted
using the Im function in Base R. Model 2.5 and 2.6 were fitted using mized.solve function from
the rrBLUP package (20). Model 2.8 and 2.9 were fitted using the BGLR function from BGLR

package (63). Accuracies were estimated using the estimate__gcor function from (70) which utilizes
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FIGURE 2.1. Predictive ability overestimates the relative accuracy of PP vs
GP models. A) Differences between estimated PP and GP accuracies (7phenomic —
Tgenomic) (y-axis) are plotted against the differences between estimated PP and GP
predictive abilities (Ty phenomic — Ty,genomic) (X-axis). The black diagonal shows the
1:1 line. Points to the right of the line indicate that the accuracy of PP models
tends to be more over-estimated than the accuracy of GP models. Points in the
lower-right quadrant are cases where PP models appear better than GP models
when compared by Predictive ability but we estimate that their accuracy is actually
lower. B) Differences between estimated accuracies and predictive abilities (r — r,)
(y-axis) are plotted for GP and PP models, binned by case study. Colors in both
panels identify individual traits in each case study.

MCMCglmm package (35). BLUEs were calculated using the Ime4 and emmeans packages (4; 51).
Graphs were made with the ggplot2 and cowplot packages (83; 81).

2.4. Results and Theory

2.4.1. Re-analysis of Published Data. We re-analyzed the data from (65; 85; 47) to acquire
the estimated predictive abilities (r, = cor(a,y) to estimate p, = cor(a,y)) of both GP and PP
models using methods mentioned above. We calculated the estimated accuracies (r = cor(a,a) to
estimate p = cor(a, a)) of both GP and PP models, using the method in (19) and (68), respectively.
For nearly every trait across the three studies, our estimates of the difference between PP and
GP accuracies were smaller than the reported differences in predictive abilities, and all but one
points fell below the y = z line (Figure 2.1A). Thus, by reporting predictive abilities, these studies

overestimated the relative benefits of PP. In particular, there were eight traits, including at least
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one from each of the three studies, where predictive abilities were higher for PP, but our estimate
of accuracy was actually lower for PP, compared to GP. These points are in Quadrant IV of
Figure 2.1A. In all cases, GP accuracies were underestimated by predictive ability (Figure 2.1B).

In contrast, PP accuracies were frequently overestimated by predictive abilities (Figure 2.1B).

2.4.2. Sources of bias. We provide simplified analysis and make assumptions for illustrative
purposes to demonstrate the sources of bias in the following sections. These assumptions may not
be realistic in real-world breeding programs, but we emphasize their importance in conveying our
theories.

To understand the source of bias in r, relative to p, consider a phenotypic selection scheme on
unrelated individuals where @ = y, and a simple path diagram (53; 19) relating phenotypes (y) to

additive genetic values (a):

Here, arrows represent causal paths which are assumed to be linear. a and u are additive and
non-additive genetic sources of variation, which together determine the total genetic value (g) of
a candidate. An organism’s actual trait value ¢ is caused by its genetic value plus an effect of its
environment (e). We make an observation (y) which is subject to measurement error (m), and use
this directly as our selection criterion (¢ = y). Based on this diagram, cor(a,a) # cor(a,y) = 1
because there are exogenous variables that affect @ = y but do not affect a (i.e., u, e, and m), which
we assume are uncorrelated with each other and with a. In particular, cov(a, y) = var(y) # cov(a, a)
because u, e, and m are all common causes of y and a, but not of a.

Next, consider a PP model f,(p) = @, with p a vector of phenomic features measured on a candidate.
In a phenomic selection scheme, candidates will be ranked by a,, so this is the selection criterion:
a = a,. To see that p, # p for f,(p), we expand the path diagram to include causes of the phenomic

features:
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Here, we distinguish the vectors of additive genetic values (a,), total genetic values (g,), and
underlying traits (t,) for the phenomic features in p, as well as their vectors of non-additive genetic
effects (u,), environmental effects (e,), and measurement errors (m,), from the corresponding
values and effects underlying y. Additionally, various correlations among these effects are possible,
the most likely ones of which are drawn with double-headed arrows between the additive genetic
effects, non-additive genetic effects, and environmental effects. Thus, even though f,(p) = a,
doesn’t involve y directly, p is caused by exogenous variables u, and e, that neither cause a nor
are correlated with any causes of a, but are correlated with causes of y. This means that a,y | a,
and thus cov(ap,y) # cov(ay, a).

Finally, consider a GP model fy(x) = a4, with x a vector of genotypes for a candidate. We can

expand the original path diagram to include the genetic features:

u € m

NN N

(212) ag%XHa—)gHtHy

Here, for simplicity we assume x captures all causal genetic variants, although in reality there are
likely causal variants that affect a but do not contribute to a4. According to this path diagram,
ag 1L y | a because there are no common exogenous variables impacting a, and y that are not also
shared with a. The only shared exogenous variable is x itself. Therefore, cov(ag,a) = cov(ag,y).
However, there are additional sources of variance in y that do not affect a (u, e, and my), so
var(y) > var(a). Thus, cor(ag,a) # cor(ag, y).

Note that in this last diagram, we did not include a causal arrow from the genotypes (x) to the
non-additive genetic effects (u). Non-additive genetic effects are caused by genetic features. But

additive genetic values and dominance genetic values are uncorrelated (73; 80; 79; 23; 56; 2; 15 87).
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If we use an additive encoding of these features that is orthogonal to dominance coefficients as
in (80), and use a GP model that is linear in the genetic features, like rrBLUP (20), or Bayesian
Alphabet models (33), then we can assume approximately that cov(fy(x),u) = 0. In contrast, this
independence will not hold for GP models with non-additive encodings of genotype information

such as RKHS or Deep Learning models.

2.4.3. Correction factors. In the case of an additive GP model, like rrBLUP, a simple ana-
lytical correction is possible to form a consistent estimator of p: Because cov(ag, a) = cov(ag,y), p

and p, differ only due to the sources of variance in y that are not causes of a (i.e., u, e, and my).

Thus, p = py\/var(y)//var(a), so ry, tends to underestimate p (Figure 2.2A). This is the basis for
the estimator of p proposed by (19): r = r,/V ;LE, where 2 is the estimate of the narrow-sense
heritability of y.
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FIGURE 2.2. The relationships between predictive ability (p,) and accuracy (p) for
GP (a, blue lines) and PP models (b, colored lines) under 3 levels of heritabilities
(0.1, 0.4, 0.8). The black lines indicate y = x. The areas above the black 1:1 lines
indicate that accuracies are underestimated by predictive ability, whereas the areas
below the blue lines indicate that accuracies are overestimated by predictive ability.
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This correction factor is not valid for PP because cov(ay,a) # cov(a,,y) as shown above. Instead,
assuming the linear model y = a + u + e + m, and independent candidates, we can show (see

Appendix A.1):

py_pe\/l_h2
N

where p. = cor(ay, u+e+my). Even if phenomic features (p) and the trait (y) are not measured on

(2.13) p=

the same plots, so cov(a, e +m,) = 0, non-additive genetic variation (u) can still cause p. # 0. The
impact of p. on the bias of r = r,/ V2 depends on the narrow-sense heritability (h?), becoming
stronger for low-heritability traits. Therefore, cross-validation-based calculations of r, for a PP
model can either underestimate or overestimate the actual accuracy (Figure 2.2B).

To demonstrate the impact of p. on p, we highlight some examples (Figure 2.2)

(1) If the heritability is low, e.g., h? = 0.1, and p, = 0.25 for a GP model, its actual accuracy
is much higher: p = p,/Vh% = 0.25/1/0.1 = 0.79. If instead p, = 0.25 for a PP model,
the actual accuracy could be as high as p = 0.79 if p. = cor(a,,u + e +my) = 0. But this
is unlikely unless phenotypes (y) and phenomic features p are measured on different plots
and o2 is very small. However, p could be lower than p, if cor(ay, u + e +m,) > 0.18. To
provide an intuition of p.’s relationship with p, if phenomic features are direct estimates
of the trait of interest (e.g., the trait of interest is plant height and drone images are used

to measure plant height instead of a proxy trait), that is, a = a,u = u,e = e in Diagram

2.11, then p—’i = 1?22. Equation 2.13 can be simplified to p = py\/h>2 (see Appendix
A.2), and p would be 0.079 for the PP model.

(2) If the heritability is moderate, e.g., h* = 0.4, and p, = 0.5 for a GP model, its actual
accuracy is much higher: p = p,/Vh? = 0.5/1/0.4 = 0.79. If instead p, = 0.5 for a PP
model, the actual accuracy could be as high as p = 0.79, but would equal p = 0.2 if the
correlations of predictions with a and u + e + m, are equal, and could be as low as p = 0
if the phenomic data is driven more by environmentally-sensitive traits (so pe is larger).
If phenomic features are direct estimates of the trait of interest, p would be 0.37 for the
PP model.

(3) If the heritability is high, e.g., h? = 0.8, differences between py and p are smaller for both

GP and PP models. But even if p, is very high for a PP model (e.g p, = 0.8), the actual
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accuracy can be p < 0.6, and would be only p = 0.72 if phenomic features were direct

estimates of the trait of interest.

While the difference between p, and p have been known for many years (19; 58), many studies
continue to report 7, values when comparing GP models. Despite r, tending to underestimate the
actual accuracy, comparing r, values between two (additive) GP models (say model (1) is RRBLUP

(1)
and model (2) is BayesCr) is valid if the comparison is based on the ratio % (19):

NNV RNCY

KRy C)

Therefore, the conclusion of the superiority of one model over the other would be the same whether
ry or r were used. The same is not true if models are compared based on the difference of r,

estimates:

rl(ll) - 7“252) = /y h2 — r® /y/ 2

—

20 @

although the sign of the comparison remains the same. However, as shown in Figure 2.2, if a GP
and PP model are compared either as a ratio (r})/r{) or a difference (1} — 1), both the sign and
the magnitude of the result can differ from the true values (p?/p? or pP — p9, respectively). This
means that conclusions about the superiority of PP over GP based on comparisons of predictive

ability (py) are unreliable.

2.4.4. Alternative estimates of accuracy. (13) proposed an alternative estimator of accu-
racy called the LR method”. Unfortunately this method is not appropriate for PP models because
the method assumes that cor(a,u + e¢) = 0 which is generally violated for PP models, as discussed
above.

(68) demonstrated three alternative measures of accuracy more appropriate for PP models, or
models that combined phenomic and genomic features. Of these, the “parametric” approach is

the most generally applicable, although it requires genetic or pedigree relationships among testing
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individuals to compute. Specifically, a consistent estimator of p can be calculated as (68; 52):

—

(2.14) r = corg(a,y)\/ h2,

a

where cory(a,y) is an estimate of the genetic correlation between predictions (@) and phenotypes (y)
from a bivariate linear mixed model (see Appendix A.3) fit to testing candidates not used for model
training, and ﬁg is the estimated heritability of a. Large sets of testing candidates are needed to
estimate this parameter accurately. We used this method above to re-estimate the accuracies of PP

models using data from three published studies because it is easier to estimate than equation 2.13.

2.5. Discussion

Our main goal with this article is to clearly demonstrate that comparing predictive ability esti-
mates (ry, the Pearson correlation coefficient between predicted genetic values and observed traits)
between PP and GP models is not an appropriate way to assess the relative utility of phenomic
selection and genomic selection for breeding programs.

As we show analytically and using previously published empirical results, the predictive ability is
a biased and inconsistent estimate of the accuracy of genetic values (p), a key parameter of the
Breeder’s equation that determines the genetic gain after selection. While the predictive ability
of an (additive) GP model is always less than its accuracy, the predictive ability of a PP model
can be greater than its accuracy. For example, under reasonable, though simplified, conditions, a
predictive ability of p, = 0.5 for a GP model can indicate an accuracy of p = 0.79 (with h? = 0.4).
But under the same conditions, a predictive ability of p, = 0.5 for a PP model might indicate an
accuracy of p = 0.2 (if the correlations of predictions with a and with u+ e+ m, are equal), or even
lower (if predictions are dominated by non-genetic sources of variation). If clonal plants are grown
in different plots, and phenomic data can be collected from one plot to predict the performance
in another plot, the covariance between non-geneic components (e, and e, Diagram 2.11) could be
broken. However, the covariance between non-additive genetic components (u, and u, Diagram
2.11) remains. Therefore, comparisons of predictive abilities between GP and PP models will tend
to give the false impression that PP models are more accurate, even when they are not. Note that
in real breeding programs, Equation 2.13, and the Breeder’s equation itself, may not be strictly

appropriate due to correlations among selection candidates and correlated errors due to fixed effects
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and spatial effect terms in GP or PP models (59; 11). Equation 2.14 by (68) generally offers a better
solution to estimate PP accuracy, which we have used in our results, but doesn’t account for effects
of correlations among candidates in calculations of selection intensity. Nevertheless, these simplified
scenarios help intuitively demonstrate the reason that preditive ability fails as a fair comparison
statistic between PP and GG models. We also presented examples of comparisons between PP and
GP models from the recent literature, using the same datasets to directly estimate accuracy using
an alternative method, and show that the conclusions about the superiority of one method over
the other frequently change when the more appropriate statistic is used to compare models.
However, even if appropriate methods are used to estimate accuracies (p) for both GP and PP
models, comparing these accuracy estimates directly is still not sufficient to compare genomic
and phenomic selection breeding schemes. Breeding schemes should be evaluated based on their
expected genetic gains over a specific time interval, and using a specific budget. Comparisons
between estimates of p alone are insufficient for this because genomic and phenomic selection
schemes are likely to impact the other three parameters of the Breeder’s equation differently, which
can overcome differences in accuracy. The other three parameters of the breeder’s equation are
L, the cycle length, 04, the additive genetic standard deviation, and ¢, the standardized selection
intensity.

The most consequential parameter in the Breeder’s equation is generally L, the cycle length. In
many breeding programs, each cycle takes multiple years. For example, in (10; 77) (wheat), the
cycle is & 6—7 years. In the University of California strawberry breeding program, we estimated the
average cycle length to be 10 years (61). In its most aggressive form, genomic selection can be used
to shorten breeding cycles to < 1 year, using the two-part GS scheme proposed by (31), in which
candidates are selected based on seed or seedling genotypes without any phenotypic evaluation.
This strategy is generally not possible for phenomic selection because most PP models require
plants to be grown to mature stages to collect phenomic data. Most apparently successful PP
models for yield and quality-related traits use features collected in field trials of candidates close
in time to when yield measures are taken (85; 17). Applied this way, phenomic selection would not
shorten cycle lengths significantly. Thus, a genomic selection scheme like that proposed by (31)
would be preferred over a phenomic selection scheme even if the GP accuracy was lower than the

PP accuracy.
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The aggressive two-part GS scheme proposed by (31) is not currently widely used. More commonly,
GS only slightly shortens breeding cycles, for example, using GP to select at the F5 or PYT stages
of a wheat breeding scheme instead of the AYT stage (77). In this case, differences in L may not
be large between a genomic selection and phenomic selection scheme. However, one of the principle
arguments for phenomic selection is that is that phenomic data can be collected more cheaply and
in higher throughput than genomic data. If so, and if each field plot is sufficiently inexpensive,
PPs could be made on much larger numbers of candidates, enabling breeders to increase selection

intensity. The relationship between population size and selection intensity can be approximated as:

i~ (@ (1~ k/n))(n/k)

where n is the number of candidates, k is the target number of selections, and ¢(.) is the density
function and ®~1(.) is the inverse of the cumulative density function of the standard normal distri-
bution. Figure 2.3 shows that ¢ is a function of both n and k/n, the proportion selected. Larger n
increases i but at a relatively slow rate, as discussed by (18). Increasing the number of candidates
from GP to PP two-fold (i.e., 100%), from ny = 100 for a genomic selection scheme to n, = 200
for a phenomic selection scheme, only increases selection intensity & 25%. Increasing the size of
the phenomic selection scheme 10-fold (i.e., 900%) to n = 1,000) increases intensity ~ 70% (Figure
2.3). Both numbers decreases if the genomic selection scheme is larger (e.g. ny = 1,000, compared
to phenomic selection schemes of n, = 2,000 or n, = 10,000, respectively). Therefore, exponen-
tially larger numbers of candidates must be evaluated for the increase in ¢ enabled by phenomic
selection to compensate for decreased accuracy. Such massive population sizes are often infeasible.
Population sizes can be limited by field space and field costs, so it may not be common for the num-
ber of selection candidates to be significantly limited when applying genomic selection. Therefore,
phenomic selection schemes are unlikely to have a major advantage over genomic selection solely

based on increased intensity.
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FiGURE 2.3. Relationship between selection intensity and population size.

The effects of genomic selection and phenomic selection on the maintenance of genetic variance 0%
are less clear than for the other parameters of the Breeder’s equation. (411) and (34) argued that
genomic selection should maintain genetic variance longer than pedigree-based selction because
genetic markers can be used to select individuals with good alleles at QTL but which are otherwise
unrelated. However, others have argued that genomic selection can rapidly reduce genetic vari-
ance, and multiple strategies have been suggested to mitigate against rapid genetic variance loss
during genomic selections. Phenomic selection is really a form of phenotypic selection, thus the
consequences of phenomic selction on genetic variance are likely similar. In either strategy, careful
management of genetic variance will be necessary to maintain long-term gains.

Lastly, comparisons of PP and GP predictive ability generally use training datasets that are the
same size in an attempt to make the comparison fair. However, this choice itself likely biases the
comparison between these approaches. Even if r could be estimated accurately, the actual accuracy
using either strategy will depend on the size and composition of the training data for each model.
Since phenomic data are generally cheaper to acquire than genomic data, an optimized phenomic
selection scheme would likely permit larger training data sets than an optimized genomic selection
scheme. Therefore, PP and GP models should be compared only when each model is trained on an

appropriately sized training dataset.
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As a final note, our discussions throughout assume that the Breeder’s equation is sufficient to
predict genetic gain, and thus that accuracy (p) is proportional to the rate of genetic gain. But,
as discussed by (11), this is only exact when the selection index (here: a) and breeding values
are linearly related (e.g., bivariate normal). In cases of extreme departures from this assumption,
it is mathematically possible for a model with a lower accuracy (p) to lead to faster gain than a
model with higher accuracy, controlling for i, o,, and L. In these cases, the Price Equation, or
Robertson—Price identity, will better predict the rate of genetic gain. Nevertheless, these conditions
are likely fairly unusual, and we believe that if used carefully, accuracy can still be a useful statistic
for studying changes to breeding schemes.

Our goal is not to suggest that phenomic selection cannot be useful for breeding. When PP is used
to increase the precision or throughput of phenomic evaluation of candidates, this can certainly
improve breeding outcomes. In particular, if PP is used to improve the phenotype data available to
train GP models, this can greatly improve breeding outcomes. In this application, it is actually the
predictive ability of a PP model that matters - the ability of that model to produce high-accuracy
replacements for the trait data needed to train an accurate GP model. Therefore, we suggest that
PP studies should report predictive ability, while GP studies should report accuracy. But these two

numbers should not be directly compared - they measure different things.

2.6. Conclusions

To summarize, we argue that comparisons between predictive abilities of GP and PP models are
largely uninformative for breeders. These comparisons use a statistic that is not directly relevant
to breeding goals, and neglect the impact of each strategy on other equally important consequences

of the implementation of genomic and phenomic selection schemes.
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CHAPTER 3

Evaluating the Performance of a Two-step Prediction Model by
Incorporating Phenomic Data into Genomic Prediction for

Strawberry Fruit Quality Traits

3.1. abstract

Genomic prediction has accelerated genetic improvement in plant breeding programs, but its effec-
tiveness remains constrained by the availability of high-quality phenotypic data. High-throughput
phenotyping technologies, such as near-infrared spectroscopy (NIRS), provide a potential solution
through rapid and non-destructive collection of phenomic data. In this study, we evaluated multiple
strategies for incorporating NIRS data into genomic prediction models for strawberry fruit quality
traits, including Brix and titratable acidity. We compared univariate and multivariate genomic
prediction models, models incorporating NIRS data as secondary traits, and a two-step framework
in which NIRS data were first used to predict phenotypes, which were subsequently incorporated
into genomic prediction models.

The benefit of incorporating NIRS data as secondary traits was trait-dependent and inconsistent
across years. Prediction accuracies improved for titratable acidity in both years and for several
traits in 2023, but decreased for Brix in 2022. Fourier transformation of NIRS data provided little
overall improvement in predictive performance. In contrast, the two-step framework produced more
consistent improvements, particularly for titratable acidity and Brix, suggesting that NIRS data
are more effective when treated as indirect phenotypes rather than auxiliary secondary traits.

We further examined the relationship between phenomic feature heritability and variable impor-
tance and observed no apparent association between the two, demonstrating that highly heritable
phenomic features are not necessarily the most informative predictors. Together, these results
clarify the role of phenomic data in genomic prediction and support the use of high-throughput
phenotyping as an indirect phenotyping strategy for traits that are costly or labor-intensive to

measure directly.
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3.2. Introduction

The rate of genetic gain in breeding programs is increasingly limited by the ability to accurately and
efficiently measure phenotypes. In the breeder’s equation, Ag = ipo4/L, the genetic gain, Ag, is
proportional to selection intensity (¢), prediction accuracy (p), additive genetic standard deviation
(04), and is inversely proportional to generation interval (L) (24). When we increase the number
of phenotyped individuals, we increase the number of potential candidates that can be selected
in the breeding program. Genetic gain increases linearly with the increase of selection intensity,
but logarithmically with the increase of the number of phenotyped individuals in genomic selection
(69). While advances in high-throughput genotyping have made it possible to evaluate thousands of
individuals at relatively low cost, phenotyping remains labor-intensive, time-consuming, and often
destructive. As a result, the phenotyping has been widely recognized as a major bottleneck in crop
improvement (29; 43).
Genomic prediction (55) was developed to address some of these limitations by enabling selection on
predicted genetic values rather than directly observed phenotypes. By using genome-wide markers,
genomic prediction can reduce generation intervals, increases selection intensity, and can improve
selection accuracy. However, despite these advantages, genomic prediction fundamentally depends
on the availability of high-quality phenotypic data for model training. Consequently, it alleviates,
but does not eliminate, the phenotyping bottleneck.
Recent advances in high-throughput phenotyping technologies have introduced phenomic data as
a potential solution to this challenge. Techniques such as near-infrared spectroscopy (NIRS) allow
rapid, non-destructive, and relatively low-cost measurement of plant tissues. These phenomic
measurements have been used to construct relationship matrices analogous to genomic relationship
matrices, giving rise to “phenomic prediction” as an alternative to genomic prediction (65; 47; 30;
; 85; 54). In some cases, phenomic prediction has been reported to achieve predictive abilities
comparable to or exceeding those of genomic prediction (65; 47; 85).
However, the interpretation and optimal use of phenomic prediction remain uncertain. Direct com-
parisons between phenomic and genomic prediction can be misleading, as the two approaches rely
on fundamentally different sources of information and may capture distinct components of pheno-
typic variation with different values in breeding programs (81). Rather than viewing phenomic data

as a replacement for genomic data, an alternative perspective is to treat phenomic measurements
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as indirect (and cheaper) observations of target traits (43). Under this view, phenomic data can
be used to "measure” phenotypes for individuals that have not been directly measured, thereby
increasing the effective size of the phenotyped population (43; 82).

This perspective motivates a two-step prediction model in which phenomic data are first used to
predict phenotypes, and these predicted phenotypes are subsequently incorporated into genomic
prediction models. Conceptually, this approach separates the problem of phenotype measurement
from that of genetic prediction, using phenomic data as a high-throughput surrogate for traditional
phenotyping. Compared to a genomic prediction model, incorporating phenomic data potentially
captures non-additive genetic effects, environment effects, and G by E effects, increasing predictive
ability and improving predictions conditional on the environment. In contrast to single-step models
that incorporate phenomic data as secondary traits, the two-step framework can potentially extract
genetic information from improved phenotype estimates.

A key challenge in using phenomic data lies in understanding which features contribute meaningfully
to prediction. A common assumption is that phenomic features with high heritability are more
informative for predicting target traits. If a phenomic feature is highly related to the trait of interest,
we expect that it would be predictable of the trait. The covariance between a phenomic feature
and a target trait can be partitioned into genetic and non-genetic covariance. The heritability of a
phenomic feature is related to the genetic covariance between a feature and a trait. However, they
do not have a linear or monotone relationship.

In this study, we evaluate multiple strategies for incorporating phenomic data into genomic pre-
diction for strawberry fruit quality traits. Specifically, we compare univariate and multivariate
genomic prediction models, models that include NIRS data as secondary traits, and a two-step
genomic prediction model that uses NIRS data to generate predicted phenotypes. Our objectives
are to (i) assess the extent to which NIRS data can alleviate the phenotyping bottleneck, (ii) de-
termine whether a two-step modeling approach improves prediction accuracy relative to single-step
methods, and (iii) provide insight into the relationship between NIRS feature properties and their
utility in prediction. Through this work, we aim to clarify the role of phenomic data in breeding

programs and provide guidance for their effective integration into genomic prediction pipelines.
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3.3. Materials and Methods

3.3.1. Genetic, Fruit Quality, and NIRS Data. 2916 strawberry accessions were geno-
typed using a 50K SNP array in 2022. 3757 accessions were genotyped with a 1650 SNP array and
the 50K SNP were imputed in 2023. There were 6 common genotypes from both years. A genomic
relationship matrix for each year was calculated. Fruit quality traits, including titratable acidity,
brix, anthocyanin, ascorbic acid, and firmness data were measured on 2952 unique genotypes in
2022. Multiple measurements were taken for some genotypes. In 2023, the same fruit quality
traits were measured on 3561 unique genotypes over 2 harvest periods. Multiple measurements
were taken for some genotypes during the same harvest period. Near-infrared spectroscopy (NIRS)
data (a type of phenomic data) were collected using a MicroNIR OnSite-W. 3803 samples from
2929 unique genotypes were collected in 2022 and 3546 samples from 3165 unique genotypes were
measured for NIRS over 2 harvest periods in 2023. We performed Multiplicative Scatter Correction

as a pre-processing step for the NIRS data to remove undesirable scattering of light in the samples

(32; 66).

3.3.2. Fourier Transform and BLUEs Calculation. We hypothesized that Fourier trans-
forom on NIRS data would increase prediction accuracy, because it is suited for wave data analysis
by decomposing complex wave information into subcomponents (12). We performed Fourier trans-
forms on the 3561 and 3546 NIRS samples from 2022 and 2023, respectively. We calculated the
best linear unbiased estimators (BLUEs) on fruit quality traits, NIRS, and Fourier-transformed
data for each genotype from 2022. We calculated the BLUEs for each genotype from 2023, using
harvest time as a random effect. In total, 2929 genotypes from 2022 and 3163 genotypes from 2023

were measured for both fruit quality traits and NIRS data and used in subsequent analysis.

3.3.3. Models.
3.3.3.1. Univariate Linear Genomic Prediction. The univariate linear mixed model is widely
used in genomic prediction, and it will be used as a base comparison for the following models.

Briefly, we fitted a linear mixed model, defined as:

(3.1) Yj =9i T €
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id
Where yj = [y1j7y2j7---7ynj]T; gj = [glj792j7 ...,gnj]T ~ N(O,Ungj), and Ej = [61j7€2j7 ...,Enj]T lfl\J

N(o, ang ) was the BLUES, genetic, and environmental values of the jth fruit quality trait for n
genotypes. K is the genomic relationship matrix for the jth trait. This model was fit independently
for ...

3.3.3.2. Multivariate Linear Genomic Prediction. We used the following for multivariate linear

genomic prediction models:

(3.2) Y =G+E,

where Y = [y1, Y2, ..., Yj, ..., Y¢] were the BLUES of ¢ fruit quality traits, and G = [g1, 92, ..., Gj, .., gt] ~
MN(0,K,H), and E = [€1, €2, ..., €, ..., €] ~ MN(0, I, R) were the genetic and environmental val-
ues of ¢ fruit quality traits. j € {1,2,...,t}.

3.3.3.3. Univariate Linear Genomic Prediction with NIRS data. We fitted a similar multivariate

normal model, for each target trait at a time, with NIRS data as secondary traits:

(3.3) W=G+E,

where W = [y;, P] = [y;,P1,P2,....,p1), and y; was the the BLUEs of jth trait and P were the
BLUEs of NIRS data across [ wavelengthes. G and E followed the same multivariate normal
distributions in Equation 3.2. This model is univariate in the sense that the model is fitted for
each trait of interest at a time, but mathmatically it is a multivariate linear normal model as there
are multiple response variables. The same model was used with Fourier-transformed NIRS data
instead of NIRS data.

3.3.3.4. Multivariate Linear Genomic Prediction with NIRS data. We fitted the following mul-

tivariate normal model for multivariate linear genomic prediction with NIRS data:

(3.4) W =G+ E,
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where W = [Y, P] = [y1,Y2, ..., Yj, .-, Yt, P1, D2, ..., Pk, ..., D1), and similarly, ¥ were the BLUEs
of t traits and P were the BLUEs of NIRS data. Again, the same model was used with Fourier-
transformed NIRS data instead of NIRS data. We hypothesize that the Multivariate Linear Model
with NIRS Data will achieve the higher prediction accuracy compared to the Univarite Linear
Model. To understand if the high accuracy was caused by modeling the relationships among
response variable or by incorporating NIRS data, we will also evaluate the Multivariate Linear
Model and the Univariate Linear Model with NIRS Data.

3.3.3.5. Two-step Genomic Prediction. The BLUEs of each genotype for the data from year
2022 were used in the two-step genomic prediction. However, for the data from year 2023, the
BLUESs of each genotype for each harvest were calculated and used for the two-step genomic pre-
diction. The first step of a two-step genomic prediction model was to fit the following univariate

models for each fruit quality trait:

(3.5) y; = f(P),

where y; = [y1;, Y2, -+, Ynj]© was the BLUESs of jth trait for n genotypes given a perticular harvest,
and P = [p1,p2, ..., p1] was the BLUEs for n genotypes for both harvests across [ wavelengths, for
the data from year 2023. For the year 2022, the same model was used on the BLUEs of each
genotype. We also used Fourier-transformed NIRS data in P.

We used 5 models for f(-), including partial least square (PLS), support vector machine (SVM)
with a linear kernel, support vector machine with a radial basis function kernel (RBF), random
forest, and neural network. We hypothesized that the non-linear models would better capture the
non-linear and non-additive relationship between fruit quality traits and NIRS data. We calculated
the BLUEs of the predictive phenotypic values for each genotype for data from 2022. We also
calculated the BLUEs for each genotype using the harvest as a random effect for data from 2023.
In the second step, we used the observed (y;) and predicted (y;) phenotypic values (Y]) of trait j

to build bivariate genomic prediction models:

(3‘6) }IJ - Gj + Eja
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where Y = [y, 9;] is the observed and predicted phenotypic values for fruit quality trait j. We
considered the observed and predicted values of the same trait as two traits, because we assumed
that the genetic relationship between them is not 1.

For multivariate genomic prediction, we used the following:

(3.7) Y =G+ E,

where Y = Y1, Y2, s Yjs o Yt Y1, Y2, s Yjs -, Y¢|. The four previous models (univariate, mul-
tivariate with NIRS data, etc.) are restricted that they can only model the linear relationships
between genotypes and phenotypes, and between traits of interest and NIRS data. f(-) in the two-
step genomic genomic prediction model is more flexible and is able to model complex, non-linear
relationships. We also hypothesize that the non-linearity and non-additivity of f(-) can better

predict the phenotypes used for genomic prediction in the second step.

3.3.4. Cross-Validation. We used a five-fold cross-validation to evaluate model accuracies.
The basic idea of cross-validation is to separate the model fitting and tuning process from the model
evaluation process by using separate datasets for each (3%8). This ensures that the trained models
can be generalized for unseen data instead of being overfitted to the training data.

We calculated the predictive abilities v, of models as Pearson’s correlation between predicted addi-
tive genetic values and observed phenotypic values: r, = cor(g,¥y). The univariate and multivariate

genomic prediction accuracies r were estimated as in

(33) N

where 72 is the estimated heritability of the trait. For both the univariate and multivariate genomic

prediction models with NIRS data or with Fourier-transformed NIRS data (Equations 3.3 and 3.4),

we estimated the model accuaries r as following (68; 52; 81):
(39) r= C/O\I'g(g, y) hgv
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where cory(g,y) is the estiamted genetic correlation between predictions (¢) and phenotypes (y)
from a bivariate linear mixed model, and ﬁg is the estimated heritability of g.

We randomly divide each year’s genotypes into 5 folds. Four folds of the genotypes, along with their
corresponding BLUEs of phenotypes were used for training the Univariate and Multivariate Linear
Genomic Prediction models (Equation 3.1 and 3.2). Narrow-sense heritability h2 for each trait was
calculated by fitting a new model on the remaining testing fold. Predicted additive genetic values
(g;) of the jth trait on the testing fold were calculated from the trained models. This was repeated
for all five folds.

For both the Univariate and Multivariate genomic prediction models with NIRS data or with
Fourier-transformed NIRS data (Equations 3.3 and 3.4), we used the same five-fold cross-validation
to calculate model accuracy. All five folds of fruit quality traits, NIRS data (or Fourier-transformed
NIRS data), and their corresponding genotypes were used for training genomic prediction models.
However, the phenotypic values of fruit quality traits from the testing fold were masked (assigned
NA values) during training, and predictions were made on them.

For the two-step genomic prediction, the same four folds of fruit quality and NIRS data (or Fourier-
transformed NIRS data) were used to train the models in Equation 3.5. Predicted phenotypic values
(9;) of the jth fruit quality trait from all five folds were calculated from the trained models. A
bivariate genomic prediction model was trained on the fruit quality traits and the predicted fruit
quality traits on all five folds with the testing fold of fruit quality traits masked. This cross-
validation method, which maskes the phenotype values of the testing fold, is referred to as CV2 in

the literature (16; 68; 27).

3.3.5. Variable Importance in Phenomic Prediction and Its Relationship with h2.
To examine the association between variable importances and phenomic feature heritabilities in
phenomic prediction, we divided the NIRS wavelengths into 10 neighboring groups. The reason
for this is that the continuous and adjacent wavelenghs are highly correlated and share similar
information (410). We built a full phenomic prediction model using ridge regression with all of the
wavelengths and calculated its R? value. We then built a phenomic prediction model omitting each
of the 10 wavelength groups and calculated the diminished R? value. The difference between the
R? values would be used as the metric for variable importance for the corresponding group. We

also calculated the average heritability for the wavelengths within each group.
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3.3.6. Software. We used PolyBreedR (22) for imputation of the 50K SNP markers for ac-
cession in 2023. We performed Fourier transform using mufft() function from base R (61), and we
calculated BLUEs using Ime4 and emmeans packages (3; 51). We calculated enomic relationship
matrices using A.mat() function from rrBLUP package (21). We used miz.solve() function from
rrBLUP package to perform univariate genomic prediction. For multivariate genomic prediction,
univariate genomic prediction with NIRS data, and multivariate genomic prediction with NIRS
data, we used MCMCglmm and MegaL MM package in R (36; 70). We evaluated Equation 3.9 with

estimate__gcor() from

3.4. Results and Discussion

We evaluated multiple ways to incorporate NIRS data into prediction models to improve selection
accuracy. We treated NIRS data as secondary traits in genomic prediction models to predict fruit
quality traits either one-at-a-time (Equation 3.3) or simultaneously (Equation 3.4). For comparison,
we also built univariate (Equation 3.1) and multivariate (Equation 3.2) genomic prediction models
using the same fruit quality traits. We expected that incorporating NIRS data would increase
accuracy by utilizing the relationships among traits, compared to the models without NIRS data.
Because Fourier transform is suited for wave data (12), we examined the models with post-Fourier-
transformed NIRS data as secondary traits as well. All the above models are referred to as ”single-
step” models. We also evaluated a "two-step” genomic prediction model, which first modeled the
relationship between fruit quality traits and NIRS data, and then used the predicted outcomes as
a secondary trait in a bivariate genomic prediction model. We expected the "two-step” genomic
prediction models would have higher accuracies compared to the ”single-step” models, by modeling
the complex relationship between NIRS data and fruit quality traits.

Overall, we observed several patterns: i) using NIRS data as secondary traits in genomic prediction
provides trait-specific benefit; ii) the two-step approach offers a more consistent benefit; iii) feature
importance does not have a linear relationship with feature heritability.

The benefit of using multivariate vs. univariate, of using NIRS data as secondary traits, and of
using Fourier transformed NIRS data as secondary traits was case-specific (Figure 3.1). The benefit
of multivariate genomic prediction cannot be generalized to all fruit quality traits and to all years.

It is possible likely due to the low correlation among the fruit quality traits (—0.42 ~ 0.17 in
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FIGURE 3.1. Bozplots of prediction accuracies of target fruit quality traits (z-azis).
Panels are separated by year. ”Univariate” indicates that each fruit quality trait
was modeled individually, whereas "multivariate” indicates that all five fruit quality
traits were modeled in a multivariate model. “Pheno” indicates that NIRS data
were included in the model as secondary traits. "Transformed” means that Fourier
transform was performed on NIRS data first before being included in the models.

2022, —0.21 ~ 0.45 in 2023) The incorporation of NIRS data (whether as individual wavelengths or
post-Fourier-tranformation) increased prediction accuracies for acidity in both years, and for Brix

and ascorbic acid in 2023. However, both decreased prediction accuracy for Brix in 2022. The
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prediction accuracies of anthocyanin were close to 1 when using NIRS data as secondary traits.
This may reflect instability in the estimation of residual variance and genetic correlation when
the residual variance approaches zero. In some folds for firmness (in 2022), the accuracies were
estimated to be over 1 by Equation 3.8. This could happen if the estimated heritability was small
and/or the correlation between predicted breeding values and observed phenotypic values was large
(48). Prediction accuracies greater than 1 are not theoretically meaningful. Therefore, accuracies
were truncated at 1.

We calculated the predictive abilities of predicted phenotypic values from the first step (Equation
3.5, Figure 3.2) of the "two-step” genomic predictions. We believed that various machine learning
models can capture the complex, non-linear and non-additive relationship between fruit quality
traits and NIRS data. If correct, we should see high predictive abitities of predicted phenotypic
values in this first step. Foir Brix, most of the models achived predictive abilities close to 1 in both
years. This is not surprising because Brix itself is measured using an light refraction-based assay,
with similar physical properties to NIRS. For acidity, anothocyanin, and ascorbic acidy, both PLS
and SVM models had higher predictive abilities (in both years, for acidity with or without Fourier
transform, for the others only without Fourier transform). Contrary to our expectation, nonlinear
models did not consistently outperform linear methods, suggesting that the associations between
NIRS data and fruit quality traits are predominantly linear.

Fourier transforom on NIRS data was expected to increase prediction accuracy, because it is suited
for wave data analysis by decomposing complex wave information into subcomponents (12). How-
ever, transforming the NIRS data provided little benefit in accuarcy in almost all models when
incorporating NIRS data as secondary traits, with the exception of firmness in 2023 (Figure 3.1),
in which Fourier transform decreased model accuracy. We also did not observe an overall benefit
of Fourier transform in predicting fruit quality traits from NIRS data in either year (Figure 3.2).
These results suggest that the predictive information in the NIRS spectra was already adequately
represented in the original wavelength space, and that frequency decomposition did not reveal
additional biologically relevant structure.

NIRS data may act as a proxy for certain traits through a two-step genomic prediction model.
Overall, the accuracies from the two-step genomic prediction models were higher than or similar

to those from the single-step multivariate genomic prediction models with NIRS data as secondary

o1



a predictive abilities for targeted traits, 2022

no transform fourier transform
1.00 Y .=
-l =
e T ° A
0.75
2
= °
[ [ ) [}
02) 0.50 e m m
g o .
°
o °
a ? a8

L .
0.25

=
:EIIIIL.
“

0.00

Acid Brix Anthos Asc Firmness Acid Brix Anthos Asc Firmness

b predictive abilities for targeted traits, 2023

no transform fourier transform

100 TeOgT ToegT

0.75 éﬁé = Y
2 OEIJ i
=
©
£ 050 . e
S HJ;% o, °
S ° °
(] 'Y [ ] [ ]
a b= 59 % o:'l:'gé. %:FE EéEI.T.IEI %’T

° °
0.25 h ' &
0.00

Acid Brix Anthos Asc Firmness Acid Brix Anthos Asc Firmness

model E2 PLS E2 SVM_Linear E2 SVM_RBF EZ RandomForest EJ NeuralNet

FIGURE 3.2. Boxplots of predictive abilities of target fruit quality traits (x-axis)
were made with a five-fold cross-validation. Panels are separated by year. Dif-
ferent colors represented different models. ”"PLS” represents paritial least square.
"SVM__ Linear” represents support vector machine with a linear kernel, whereas

"SVM__RBF” represents support vector machine with a radial basis function ker-
nel.

traits, with the exception of acidity in 2022 (Figure 3.3). We also observed a similar result in
the ”two-step” genomic prediction models using Fourier transformed NIRS data (Figure C.1). We

observed the greatest increase in accuracy for acidity in 2023 and Brix in both years (Figure 3.3).
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FIGURE 3.3. Boxplots of prediction accuracies of target fruit quality traits (x-axis)
were made with a five-fold cross-validation. Panels are separated by year. “uni-
variate_ pheno” and ”"multivariate_pheno” boxes were calculated from single step
genomic prediction models using NIRS data as secondary traits, which were plotted
in Figure 3.1. They are plotted here again for comparison between single step and
two-step genomic prediction models.

These results support the interpretation of NIRS data as indirect phenotypes rather than simply

auxiliary covariates in genomic prediction models. By first estimating phenotypes from spectral
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data and subsequently incorporating these estimates into genomic prediction models, the two-step

framework more effectively leveraged the information contained in NIRS data.
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FIGURE 3.4. Scatter plot of phenomic feature heritability and variable importance.
Different color represents different trait-year combination.

We used the decrease in predictive R? as a proxy for variable importance for grouped wavelengths.
We plotted the variable importances against the average wavelength heritability (Figure 3.4). There
was no apparent relaionship between the two. These results demonstrate that highly heritable
phenomic features are not necessarily the most informative predictors of target traits. Variable
importance depends on the covariance structure between phenomic features and the target trait,
rather than on feature heritability alone. Consequently, selecting phenomic features based solely on
heritability ignores the relationship between it and target traits, and it may also overlook features
with substantial predictive value.

In this study, we used a five-fold cross validataion. Four folds of data were used for training models
and the remaining one fold was used for testing. This process was repeated for each of the five folds.
However, when NIRS data were incorporated, the training data included all five folds of NIRS data,
only excluding the target trait data rom the testing fold. The goal of this setup was analogous to
a real life scenario where we observe parts of the traits of interest but all of the phenomic data.

Incorporating NIRS data led to increased prediction accuracy for titratable acidity, a result that is
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beneficial for strawberry breeding, as this trait is time-consuming and labor-intensive to measure.
The benefit of incorporating NIRS data depended strongly on the target trait and modeling strategy.
The most consistent improvements were observed for titratable acidity and Brix with the two-step
prediction method, supporting the use of NIRS data as indirect phenotypes for traits that are costly
or labor-intensive to measure directly. The relatively modest gains observed for some traits may
reflect the limited spectral resolution of the dataset or weak biological associations between NIRS
measurements and the target traits. Future studies incorporating broader spectral ranges or traits
more directly related to chemical composition, such as aroma or volatile compounds, may further

improve the utility of phenomic data in genomic prediction.
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APPENDIX A

Appendix of Chapter 2

A.1. Derivation of correction factor for p,

Let f(w) = y be a prediction model that takes the feature vector w. Assuming the following
decomposition of y into additive (a), nonadditive genetic (u) and residual (e) variation (where we

combine e and m,, into the same term for simplicity):

(A.1) y=oa-+u-+e.

py — peV1—h% cov (9, y) cov(y,u + e) \/Var(u +e) }\/Var(y)

i e Gy a ) | v
_ cov(,y) __cov(g,u+te)
(A.2) Vvar(g)y/var(a)  /var(g)/var(a)
cov(y, a)

var(y)+/var(a)
= p.

If we can assume that p. = cor(g,u + e) = 0, then the quantity on the left simplifies to the
familiar p,, / Vh2 = p- This is often a reasonable assumption for additive genomic prediction models,
but is not a reasonable assumption for any phenomic prediction model because cor(g,u) # 0.
Furthermore, whenever the features w are measured on the same individuals as y, cor(y, e) # 0.

(? ) provided a similar ”semi-parametric accuracy estimate” for a prediction model g(x,w)
that takes in both genetic (x) and phenomic (w) features. This estimate also accounts for non-

independence among the selection candidates through a genomic relationship matrix K.
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A.2. Derivation of p. when PP measures y directly

If phenomic features are measurements of the targeted trait, for example, plant height, and we as-
sume there is little measurement error on the phenotype (i.e. m, becomes 0) but some measurement

error on the phenomic prediction, then Diagram 2.11 becomes:

N
A~

ap
by
a— g —t
/! VAR
(A.3) u e y
Here, we use a, instead of P for simplification. In the simplest case, y = a + u + e and a, =

a+u+e+myp. pand p. become:

cov(ap,a)

V/var(a,)var(a)’

cov(ap, u + e)

Pe =

B Vvar(ap)var(u +e)’
and £ becomes:
P cov(ay, a) \/Var(&p)var(u +e)
pe  cov(ap,u+e) var(a,)var(a)
~ var(a) var(u + e)
~ var(u +e) var(a)
B var(a)
[ var(u +e)
¢m
V1o
1—h?
pe =P\ e
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We plug this into Equation 2.13:

Py 11’
N
1 — h? D
1 Y
p( o) N
1 1

P= Py
y/h21+1]_l£7/2

— V2.

A.3. Derivation of estimating accuracy with bivariate linear mixed model

In PP, we can consider Y = [y,a,] an n x 2 matrix. Although we calculated &, using phenomic
data, we assume that it can still be written as an additive linear model with genetic (a,) and

environmental (e,) components, and we can write a bivariate linear model as following:

Y=X3+A+E, A~MN(0K,G), E~MN(OILR)

(A-4) G- g1 gi12 C R- 11 T12 ,

g21  g22 21 722

where X is a n x 2 matrix of 1’s, and 5 a 2 x 1 vector of intercepts, A = [a,a,] and E = [e, ¢p],

MN(-,-,-) is the matrix normal distribution. By fitting Model A.4, we can estimate p, = —-22

/911922
and hg =% 257127"22, and plug these into equation 2.14 to estimate PP accuracy. In the analyses in the

main text we fit the model with estimate _gcor() function from
which uses a Gibbs sam-
pler implemented in the MCMCglmm function of the MCMCglmm package (36) with the following

parameters:

prior = list(R = 1list(V = diag(c(.5,.01),2),nu = 3),

G

1list (Gl = 1list(V = diag(c(.5,.5),2),
nu = 3,

alpha.mu = rep(0,2),
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https://github.com/deruncie/MegaLMM_analyses/blob/master/Wheat/Estimate_gcor_prediction.R
https://github.com/deruncie/MegaLMM_analyses/blob/master/Wheat/Estimate_gcor_prediction.R

alpha.V = diag(1,2))))

nitt = 30000
thin = 50
burn = 5000

to approximate a flat prior on p,. For y, we pre-processed all phenotype data at once and then

split the processed data into testing and training partitions for cross-validation.
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APPENDIX B

Supplementary Materials of Chapter 1

The supplementary materials in Chapter 1 can be found at
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https://doi.org/10.1093/g3journal/jkae296
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APPENDIX C

Supplementary Materials of Chapter 3
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a prediction accuracy of targeted traits with Fourier transformed NIRS data, 2022
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Ficure C.1. Boxplots of "two-step” genomic prediction accuracies of target fruit
quality traits (x-axis) were made with a five-fold cross-validation. Panels are sep-
arated by year. Fourier transformed NIRS data were used in the first step. "uni-
variate_pheno” and ”"multivariate_pheno” boxes were calculated from single step
genomic prediction models using NIRS data as secondary traits, which were plotted
in Figure 3.1. They are plotted here again for comparison between single step and
two-step genomic prediction models.
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