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ABSTRACT OF THE DISSERTATION

New Outliers Removal and Machine Learning Augmented Algorithms

by

Mahshid (Ashley) Montazer Qaem

Doctor of Philosophy in Electrical Engineering and Computer Science

University of California Merced, 2021

Professor Sungjin Im, Chair

This dissertation largely studies problems of two types. In the first part, we study ranking

and clustering in the presence of outliers. The goal is to remove up to a specific number of

elements and then find a more meaningful clustering/ranking on the remaining ones.

• Rank Aggregation with Outliers. In the rank aggregation from pairwise compar-

isons, the objective is to order n given elements by aggregating pairwise comparison

information which could be inconsistent. Inconsistencies caused by outliers can highly

affect the final ranking. We initiate the study of rank aggregation with outliers in

which we are allowed to discard a small fraction of the elements as outliers to get a

better ranking.

• k-means Clustering with Outliers. In the standard k-means clustering we are

given a set of n points in Euclidean space (or any metric space) and a target number

of clusters k and the goal is to choose a set of k points from the space as centers, so

as to minimize the sum of the squared distances of every point to its closest center.

Since k-means clustering is highly sensitive to noise, we study it in the presence of

outliers by allowing to discard a small fraction of points. The previous algorithms

for k-means clustering with outliers are either complicated, do not have provable

guarantees, suffer from high running times or are not applicable in the distributed

settings. The algorithms we develop address these challenges simultaneously.

xii



In the second part of this dissertation, we bring our work on augmenting machine learned

prediction to traditional algorithm design for online problems, specifically for extensions

of two classical online problems, non-clairvoyant job scheduling and knapsack. Algorithms

developed in this model benefit from the prediction given by the estimator. The goal is to get

better results if the prediction is accurate and get results not much worse than traditional

algorithms guarantee even with error-prone predictions.

• Non-Clairvoyant Scheduling with Predictions. In the most basic version of

non-clairvoyant scheduling, we have a set of jobs that need to be scheduled on a

single machine with the goal of minimizing the total completion time of all jobs.

Equivalently, it measures the total waiting time of all jobs. The job sizes are unknown

to the algorithm and only become known after the jobs have completed. It is of high

importance to have an error measure of high quality as it guides the development of

algorithms. We propose a new error measure that leads to better algorithms.

• Online Knapsack with Frequency Predictions. In the classic online knapsack

problem, we have a knapsack of certain capacity and n items that arrive online. Each

item i has a profit and a size. When an item arrives, an online algorithm must make

an irrevocable choice of whether to accept or reject the item. The goal is to select a

subset of items of the highest total profit whose total size is at most the knapsack

capacity. We consider a weak prediction model where we are given as prediction a

range in which the total size of items of each value per unit lies. We show how even

such a weak prediction can be utilized effectively to provably improve the performance

of online algorithms. We also extend the results to more general settings such as

generalized one-way trading and two-stage online knapsack.

None of the above problems can be solved optimally either due to not having the complete

input beforehand or the problem being computationally hard. Nevertheless, we seek to

design and analyze algorithms with rigorous guarantees close to the optimum solution.

xiii



Chapter 1

Introduction

Many real-world problems are associated with optimization which is the problem of maxi-

mizing or minimizing some quantity (an objective function) subject to a set of constraints so

as to obtain the most desirable outcome. Maximizing revenue, minimizing product cost and

minimizing error in a system are all examples of optimization problems. Not surprisingly,

optimization is a central topic in many disciplines across engineering and science. Due to its

popularity, it has been extensively studied and as a result, various novel techniques have

been developed.

There are several challenges in solving optimization problems: finding the optimum (best)

solution can be computationally hard, forcing us to find an approximately optimum solution,

instead. Additionally, the exponential growth of data raises the desire for fast algorithms

that can handle large inputs. Even selecting the right data set can be challenging as the raw

collected data might include incorrect and misleading information. The first goal of this

dissertation is to address these challenges in ranking and clustering.

Noise in a data set is any untrue information such as corrupted, wrong or missing data.

Noise can have different sources from human error to measurement tools errors. Noisy data

not just takes unnecessary storage space but also adversely affects the analysis results. In

addition to noise, outliers in a data set are any information that cannot be understood or

interpreted correctly. In other words, outliers are dissimilar to the rest of the data and

do not follow the general patterns in a data set. Both noise and outliers are unreliable

information and in specific optimization problems, it is of high importance to weed them out

1
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from the input. Our first work is focused on ranking and clustering in the presence of noise

and outliers. We show how removing such information can lead to more accurate results.

Since our algorithms handle both noise and outliers, we use these terms interchangeably

throughout this dissertation.

Next, we address challenges that arise when we have to make decisions without access

to the future input. Many of the optimization problems arising in real applications are

online in nature. It means that the input is not known in advance and it arrives over the

time. In contrast, in offline problems the input is provided to us beforehand. The lack of

the knowledge of the data arriving in the future prevents the algorithm from producing

an optimum solution, and therefore, such uncertainties make optimization problems more

challenging. There are two common approaches for solving online decision making problems.

The first is to make decisions without making any assumptions on the data seeking to

obtain good outcomes even in the worst case. Therefore this approach is highly focused on

developing robust algorithms. Unfortunately, such algorithms are focused on too pessimistic

instances which we do not often face in practice. The second approach which is more common

empirically is to learn from the observed data and predict the future input. This is where

machine learning methods kick in. Note that after the prediction is done, the optimization

problem becomes offline.

The aforementioned approaches have opposite goals. One compromises finding better

solutions for most of the inputs for getting robustness guarantees whereas the other one

merely relies on the quality of the prediction and only works well if the prediction is accurate.

There have recently been strong efforts to tighten the gap between these two approaches

by incorporating machine learned predictions into traditional algorithm design that seeks

certain guarantees even in the worst case. The second part of this dissertation will be on

improving performance guarantees of two classical online problems, non-clairvoyant job

scheduling and knapsack, under this model.

1.1 Preliminaries

To measure the quality of our algorithms, we use the standard worst case analysis. Approxi-

mation ratio and competitive ratio are two popular quantities that measure the worst case

performance of offline and online approximation algorithms, respectively. In this section, we

will define these quantities.



3

1.1.1 Approximation Ratio

Let I be an offline input instance to an optimization problem Π. We denote the objective

function value of the solution computed by the algorithm ALG on the instance I by

ALG(I). Likewise, OPT(I) denotes the objective function value of optimum solution on

the same instance I. We say that an offline algorithm ALG for minimization problem Π is

α-approximation if

ALG(I) ≤ α OPT(I)

holds for every input instance I of Π. The number α is called approximation ratio (factor)

of the algorithm ALG.

1.1.2 Competitive Ratio

Recall that since online algorithms have partial knowledge of the input sequence, for most

problems, no online algorithm can give an optimum solution for all input sequences. Thus, to

evaluate worst case performance, we compute the worst ratio between the objective function

value of the solution produced by the algorithm and optimum offline algorithm. Formally,

we say that the online algorithm ALG is c-competitive on input sequence I if

ALG(I) ≤ c OPT(I)

holds for every input sequence I, where ALG(I) denotes the objective function value of the

online algorithm ALG on I and OPT(I) denotes the objective function value of the optimum

offline algorithm. Here, the optimum offline algorithm has access to whole input sequence in

advance. The number c is called the competitive ratio of the algorithm ALG.

1.1.3 Robustness and Consistency

We now explain how to extend the notion of competitive ratio to measure the quality of online

algorithms that benefit from machine learned predictions. The first step in incorporating

machine learned predictions into online algorithms is to decide what to predict, which

depends on each problem. Note that the predicted quantity can have a certain error, which

we denote by η. Therefore, we need to parameterize the performance of such algorithms

by η. Robustness and consistency are the two quantities resulting from the competitive

ratio being parameterized by the error η. To formally define these quantities, we adopt the

definition introduced in the work of Ravi et al. [96].
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Definition 1.1.1. Let c(η) be a competitive ratio, which is a function of η. We say that an

algorithm is

i. γ-robust if c(η) < γ for all η and

ii. β-consistent if c(0) = β.

Robustness ensures that the algorithm gracefully handles bad predictions, i.e., even if the

predictions are adversarially bad, the competitive ratio stays bounded. More formally,

α-robustness means that the algorithm’s cost is at most α times the optimum for all

inputs.

Consistency means that the guarantees of the algorithm improve with good predictions.

More specifically, β-consistency means that the algorithm’s cost improves from α times the

optimum to at most β factor for all inputs when the prediction coincides with the actual

input.

1.2 Problems Definition and Overview of Contributions

In this section, we outline the contribution of our works. Our first two works are on ranking

and clustering with outliers. One is a joint work with Sungjin Im and has appeared in

ECML PKDD [57]. The other one, which is a joint work with Sungjin Im, Ben Moseley,

Rudy Zhou and Xiaorui Sun, has appeared in AISTATS [58]. We have two joint works with

Sungjin Im, Ravi Kumar and Manish Purohit on augmenting machine learned predictions

to online algorithms. The first one has been accepted to SPAA and the second one is in

submission.

1.2.1 Rank Aggregation with Outliers (Chapter 2)

The Minimum Feedback Arc Set Tournament (FAST) problem is a central rank aggregation

problem. In FAST, the input is a complete directed graph and the goal is the remove the

minimum number of edges to make the graph acyclic. The FAST problem is well studied.

It is NP-hard and there are several constant-factor approximation algorithms known for it

[10, 42, 66]. Since an acyclic graph can be translated to an ordering of the vertices with no

backward edges by applying topological sort, the FAST problem is equivalent to finding an

ordering with minimum number of backward edges (inconsistencies). The minimum number
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of backward edges in an ordering is a famous measure known as the Kendall tau distance

[65] and is used to determine the quality of an ordering.

This measure fails to capture the structure of the inconsistencies, i.e. if the inconsistencies

are caused by a few vertices or if they are scattered across the graph. The backward edges

being localized around a few number of vertices questions if those vertices belong to the same

category as of the rest of the vertices. In other words, it raises the doubt of having a set of

comparable vertices (or any arbitrary set of comparable objects). Note that we attempt to

order the objects believing that they belong to the same category of comparable objects.

However, if there are incomparable objects called outliers within the set, the ordering would

be meaningful only if it is on the non-outlier vertices. Clearly, the outliers removal will

lead to an ordering with fewer inconsistencies. Therefore, we propose a new measure that

also factors in the outliers and we define the Minimum Feedback Arc Set Tournament with

Outliers (FASTO) problem which is a generalization of FAST.

In FASTO, we are given a complete directed graph along with a pair (x∗, y∗). The goal

is to remove as close as x∗ vertices and as close as y∗ edges from the remaining graph to

get a ranking with no inconsistencies. We develop an algorithm that with good probability

obtains such ranking by removing a constant factor of x∗ vertices and constant factor of y∗

edges, assuming that x∗ is reasonably small.

The highlights of our contributions are:

• Initiating the study of ranking with some outliers removed.

• Developing fast and memory-efficient algorithms with provable guarantees.

• Our algorithms are adaptable to massively parallel platforms.

1.2.2 k-means Clustering with Outliers (Chapter 3)

In k-means clustering, we are given a finite set X of points in Euclidean space (or any

arbitrary metric space) along with a target number of clusters k. The goal is to choose k

points from the given space as centers so as to minimize the sum of the squared distance

of every point in X to its closest center. The k-means clustering is a popular clustering

problem and has been extensively studied. The problem is known to be NP-hard and there

are several constant-factor approximation algorithms known for it [33, 48, 63, 73].
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Since k-means is known to be highly sensitive to noise, a natural generalization of it called

k-means clustering with outliers has been studied. In k-means clustering with outliers, we

can discard up to a specified number z of points as outliers and then find a k-means solution

on the remaining set. The goal is to find a cleaner clustering by removing the outliers which

here are the points that do not follow the general pattern of the rest of the points. The

current algorithms for this problem have either poor solution quality guarantees or high

running time. In this work we develop an algorithm that:

• Finds a clustering of nearly optimal cost under reasonable assumptions by removing a

constant factor of z points as the outliers.

• Is easy to implement.

• Can be used to speed up any known algorithms. A common way to speed up clustering

when the input is large is to efficiently summarize the dataset into a coreset as small as

possible and then use the clustering result of the coreset as a solution to the original

input. This method significantly speeds up the algorithm with little loss of accuracy.

The coreset we construct is of size O(k log n) whereas the previous coreset size for this

problem can be as large as Ω(
√
n) [53, 87].

• Shows promising results on both real and synthetic data sets.

1.2.3 Non-Clairvoyant Scheduling with Predictions (Chapter 4)

There are many variations of the non-clairvoyant job scheduling problem. Here, we consider

the most basic one which is scheduling n jobs with unknown processing times x1, x2, · · · , xn
so as to minimize the sum of the completion times. The jobs are all released on the first day,

however, the processing time of a job (aka job length) will only be revealed when the job is

done. In addition, jobs can be preempted and resumed at any time. It is easy to see that if

preemption is not allowed, no algorithm can give non-trivial results. The offline version of

the problem in which jobs’ processing times are given in advance is easy and is referred to

as clairvoyant job scheduling.

In non-clairvoyant job scheduling, the uncertainty lies in not knowing the length of the jobs.

Ravi et al. [96] study the problem in the presence of an estimator that can predict the

job lengths. Let y1, y2, · · · , yn be the predicted length of jobs 1 to n, respectively. Their

analysis is based on their definition of total error η =
∑n

i=1 ηi where ηi = |yi − xi| is the
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prediction error of job i. Below, we bring some of the previous results on the mentioned

variations.

When the job lengths are known in advance (clairvoyant job scheduling), the greedy algorithm

Shortest Remaining Processing Time (SRPT) gives the optimum solution. There is a 2-

competitive algorithm for deterministic non-clairvoyant job scheduling called Round Robin

(RR) [90]. It is known that no deterministic algorithm can obtain a better competitive

ratio. For non-clairvoyant job scheduling with machine learned prediction, Ravi et al. [96]

design an algorithm called Preferential Round Robin (PRR), which is a linear combination

of SRPT and RR. Their algorithm is 2
1−λ -robust and 1

λ -consistent, where λ ∈ (0, 1) is a

hyper-parameter of the algorithm designer’s choice.

Although [96] demonstrates an appealing trade-off between consistency and robustness for

non-clairvoyant scheduling, a closer look reveals some brittleness of the result. At a high

level, the main issue stems from the total completion time objective. Since this objective

measures the total waiting time of all jobs, a shorter job could delay more jobs. In fact,

different jobs can have different effect on how much they delay other jobs. The objective is

thus neither linear nor quadratic in the job sizes.

Motivated by this, we develop a new error measure: we first establish two natural desiderata

called monotonicity and Lipschitzness and propose a new error measure that satisfies the

properties. Then we develop better algorithms under this new error measure. Under this new

measure, we obtain a non-clairvoyant algorithm that is O(1
ε )-robust and (1 + ε)-consistent

in expectation for any sufficiently small ε > 0. More precisely, the cost of the algorithm is at

most (1 + ε)opt +O( 1
ε3

log 1
ε )ν. In contrast, [96] obtains an algorithm that is O(1

ε )-robust

and whose cost is at most (1+ε)opt+(1+ε)(n−1) ·`1(p, p̂). Since our error measure satisfies

`1(p, p̂) ≤ ν ≤ n · `1(p, p̂), our algorithm never has an asymptotically worse dependence on

the prediction quality and often gives a sharper bound.

1.2.4 Online Knapsack with Frequency Predictions (Chapter 5)

We continue to study the machine learned augmented algorithms from a different angle. Here

we consider the online knapsack problem which is a problem of fundamental importance and

finds applications in many real-world problems, e.g., in the context of online auctions [27, 105]

and charging electric vehicles [100]. In this work, we explore formal models to utilize machine

learned predictions to obtain provably good algorithms for online knapsack beyond what is
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possible via classical competitive analysis. We show that even seemingly weak predictions

can be utilized effectively to provably improve the performance of online algorithms.

In particular, we introduce and study the online knapsack problem with frequency predictions

(Knapsack-FP). In this problem, V = {vmin = v0, v1, . . . , vk−1 = vmax} denotes the set of

all possible values that items may take and the lower bound and upper bound of the total

size of items with value v ∈ V is predicted. Our main result is a nearly optimal algorithm

for Knapsack-FP under the assumption that items have sizes considerably smaller than

the knapsack capacity.



Chapter 2

Fast and Parallelizable Ranking

with Outliers from Pairwise

Comparisons

2.1 Introduction

Ranking is a fundamental problem arising in various contexts, including web pages ranking,

machine learning, data analytics, and social choice. It is of particular importance to order n

given objects by aggregating pairwise comparison information which could be inconsistent.

For example, if we are given A ≺ B (meaning that B is superior to A) and B ≺ C, it

would be natural to deduce a complete ordering, A ≺ B ≺ C. However, there exists no

complete ordering creating no inconsistencies, if another pairwise comparison result C ≺ A
is considered together. As a complete ordering/ranking is sought from partial orderings,

this type of problems is called rank aggregation and has been studied extensively, largely in

two settings: (i) to find a true ordering (as accurately as possible) that is assumed to exist

when some inconsistencies are generated according to a certain distribution; and (ii) to find

a ranking that is the closest to an arbitrarily given set of the partial orderings for a certain

objective, with no stochastic assumptions.

This work revisits a central rank aggregation problem in the second domain, with a new

angle.

9
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Figure 2.1: The top graph consists of n
3 disjoint triangles (the rest of the arcs (vi, vj)

for all i < j are omitted). In the bottom graph, v1, v2, · · · , vn−1 has an ordering with no
inconsistencies among them and vn is a successor of other odd-indexed vertices while being
a predecessor of even-indexed vertices.

The Minimum Feedback Arc Set Tournament Problem (FAST). The input is a tournament.1

The goal is to delete the minimum number of edges in order to make the resulting graph

acyclic. This is equivalent to finding a linear ordering of the vertices to incur the fewest

’backward’ edges.

The FAST problem is well-studied: it does not admit a polynomial time algorithm unless

NP ⊆ BPP [10] and there are several constant approximations known for the problem

[10, 42, 66]. We note that this is a special case of the more general problem (Minimum

Feedback Arc Set; FAS for short) where the input graph is not necessarily complete.

2.1.1 Necessity of Another Measure for Inconsistencies

The FAST problem measures the quality of an ordering by the number of pairs that are

inconsistent with the ordering; this measure was proposed by Kemeny [65] and is also known

as the Kendall tau distance. Unfortunately, this measure fails to capture the ‘locality’ of

inconsistencies, namely whether or not the inconsistencies are concentrated around a small

number of objects. To see this, consider the two instances in Figures 2.1.

It is easy to see no matter how we order the vertices in the top instance, we end up with

having at least n/3 pairs that are inconsistent with the ordering, one from each triangle.

Likewise, the number of inconsistent pairs in the bottom instance is at least (n− 1)/2 in any

1A directed graph G = (V,E) is called a tournament if it is complete and directed. In other words, for
any pair u 6= v ∈ V , either (u, v) ∈ E or (v, u) ∈ E.
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ordering, one from each triangle {vn, v2i−1, v2i}. Since the ordering, v1, v2, · · · , vn, creates

O(n) inconsistent pairs in both examples, the optimal objective is Θ(n) for both. However,

the two instances have inconsistencies of very different natures. In the first graph, the

inconsistent pairs are scattered all over the graph. In contrast, in the second graph, the

inconsistent pairs are concentrated on the single vertex vn – the second input graph becomes

acyclic when vn is removed.

The above two examples raise a question if the Kendall tau distance alone is an effective

measure in the presence of outliers. We attempt to order or rank objects because we

believe that they are comparable to one another, and therefore, there exists an ordering

well summarizing the whole set of pairwise comparisons. However, this belief is no longer

justified if there are some outliers that do not belong to the ‘same’ category of comparable

objects. In the second input graph, perhaps, we should think of vn as an outlier, as the input

graph has no inconsistencies without it. Counting the number of inconsistent pairs could

fail to capture the quality of the output ordering without removing outliers. This is the

case particularly because we can only hope for approximate solutions and noises incurred by

outliers could render multiplicative approximation guarantees not very interesting.

Motivated by this, we propose a new measure that factors in outlier vertices as well as

inconsistent pairs/edges:

The Minimum Feedback Arc Set Tournament with Outliers Problem (FASTO). This is a

generalization of FAST. As in FAST, we are given as input a tournament G = (V,E), along

with a pair of target numbers, (x∗, y∗). A pair (V ′ ⊆ V,E′ ⊆ E) is a feasible solution if

(V \ V ′, E \E′) is a DAG – we refer to V ′ as the outlier set and E′ as the backward edge set.

Here, E′ is a subset of edges between V \ V ′. The solution quality is measured as ( |V
′|

x∗ ,
|E′|
y∗ ),

which are the number of outliers and backward edges incurred, respectively, relative to the

target numbers, x∗ and y∗. We can assume w.l.o.g. that x∗ > 0 since otherwise FASTO

becomes exactly FAST.

We will say that a solution is (α, β)-approximate if |V ′| ≤ αx∗ and |E′| ≤ βy∗. An algorithm

is said to be a (α, β)-approximation if it always produces a (α, β)-approximate solution

for all inputs. Here, it is implicitly assumed that there is a feasible solution (V ′, E′) w.r.t.

(x∗, y∗), i.e., |V ′| ≤ x∗ and |E′| ≤ y∗ – if not, the algorithm is allowed to produce any

outputs. Equivalently, the problem can be viewed as follows: Given that we can remove up

to αx∗ vertices as outliers, how many edges do we need to flip their directions so as to make
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the input graph acyclic. But we assume that we are given a target pair (x∗, y∗), as it makes

our presentation cleaner.

2.1.2 Our Results and Contributions

Throughout this work, we use n to denote the number of vertices in the input graph and

N = Θ(n2), which is the asymptotic input size. We use Õ or Θ̃ to suppress logarithmic factors.

Recall that x∗ is the target number of outliers. While we propose several algorithms that

are scalable and parallelizable, the following is our main theoretical result with performance

guarantees for all inputs; the first case is more interesting but we also study the second case

for completeness.

Theorem 2.1.1. There is an approximation algorithm for FASTO with Õ(N) running

time and Õ(N) memory usage that outputs a solution, with probability at least 1/2− 1/n,

that is

• (O(1), O(1))-approximate when x∗ ≤
√
n (Section 2.2); and

• (O(log n), O(1))-approximate when x∗ >
√
n (Section 2.3).

Further, this algorithm can be adapted to massively parallel computing platforms so that they

run in O(log n) rounds.

We note that the running time of our algorithm, which is almost linear in the input size, is

essentially optimal. To see this, consider a simple instance that admits an ordering with

one backward edge, with (x∗, y∗) = (1, 0). Then, it is unavoidable to actually find the

backward edge, which essentially requires to read all edges. While we do not know how

to obtain a constant approximation for the case when x∗ >
√
n in the massively parallel

computing setting, we can still get a relatively fast algorithm in the single machine setting.

More precisely, we can obtain an (O(1), O(1))-approximate solution for all instances, with

probability at least 1/2− 1/n, using Õ(
√
Nx∗2) running time and Õ(

√
Nx∗2) memory. For

the formal model of massively parallel computing platforms, see [16].

Below, we outline our contributions.
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Proposing a New Metric for Ranking: Ranking with Some Outliers Removed.

Outliers have been extensively studied in various fields, such as statistics, machine learning,

and databases. Outliers were considered before together with ranking, but they were mostly

focused on the evaluation of outliers themselves, e.g., ranking outliers [92]. Our work is

distinguished, as we seek to find a clean ordering which otherwise could be obscured by

outliers. Various combinatorial optimization problems have been studied in a spirit similar

to ours, particularly for clustering problems [35, 39, 51, 83]. For example, the k-means

clustering problem can be extended to minimize the sum of squares of distances to the k

centers from all points, except a certain number of outliers [51, 53]. We feel that it is a

contribution of conceptual importance to study ranking problems in this direction for the

first time. We believe this new direction is worth further investigation; see Section 2.5 for

future research directions.

Fast and Memory-efficient Algorithms with Provable Guarantees.

Our work is inspired by Aboud’s work [6] on a closely related clustering problem – in the

Correlational Clustering problem, there is an undirected complete graph where each edge is

labeled as either ‘−’ or ‘+’. The goal is to partition the vertices so as to minimize the number

of inconsistent pairs where an edge (u, v) labeled ‘+’ (resp., ‘−’) incurs a unit cost if the

two vertices u and v are placed into different groups (resp., the same group). This problem

is closely related to FAST, and there exist simple and elegant 3-approximate randomized

algorithms, called KWIK-SORT, for both problems, which can be seen as a generalization

of quicksort: a randomly chosen pivot recursively divides an instance into two sub-instances.

In the case of FAST, one subproblem contains the predecessors of the pivot and the other

the successors of the pivot. Likewise, in the correlational clustering case, the vertices are

divided based on their respective affinities to the pivot.

Aboud considered an outlier version of the Correlational Clustering problem and gave

an (O(1), O(1))-approximation.2 Not surprisingly, one can adapt his result to obtain a

(O(1), O(1))-approximation for FASTO. Unfortunately, Aboud’s algorithm uses memory

and running time that are at least linear in the number of ‘bad’ triangles, which can

be as large as Ω(n3) = Ω(N1.5). In our problem, FASTO, a bad triangle v1, v2, v3 is

a triangle that does not admit a consistent ranking, i.e., (v1, v2), (v2, v3), (v3, v1) ∈ E or

2More precisely, he considered a slightly more general version where each vertex may have a different cost
when removed as an outlier.
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(v2, v1), (v3, v2), (v1, v3) ∈ E.

To develop a fast and memory-efficient algorithm, we combine sampling with Aboud’s

algorithm. This combination is not trivial; for example, applying Aboud’s algorithm to a

reduced-sized input via sampling does not work. At a high-level, Aboud’s algorithm uses a

primal-dual approach. The approach sets up a linear programming (LP) and solves the LP

by increasing the variables of the LP and its dual, where the constructed integer solution

to the LP is used to identify outlier vertices. We have to adapt the LP, as we have to

carefully handle the sampled points and argue their effects on potential backward edges.

After all, we manage to reduce the memory usage and running time to Õ(N) preserving

the approximation factors up to constant factors3 under the assumption that the number of

outliers is small, which we believe to be reasonable in practice.

Algorithms Adaptable to Massively Parallel Platforms.

Finally, our algorithm can be easily adapted to run on massively parallel platforms such

as MapReduce or Spark. On such platforms, each machine is assumed to have insufficient

memory to store the whole input data, and therefore, multiple machines must be used.

Aboud’s algorithm is not suitable for such platforms, as it uses significantly super-linear

memory. In contrast, our algorithm uses sampling appropriately to reduce the input size

while minimally sacrificing the approximation guarantees. More precisely, our algorithm for

FASTO can be adapted to run in O(log n) rounds on the parallel platforms – the number

of rounds is often one of the most important measures due to the huge communication

overhead incurred in each round.

As a byproduct, for the first time we show how to convert KWIK-SORT for FAST to the

distributed setting in O(1) rounds (see Sections 2.2.1 and 2.2.6), which is interesting on its

own. The algorithm recursively finds a pivot and divides a subset of vertices into two groups,

thus obtaining O(log n) rounds is straightforward. But we observe that as long as the pivot

is sampled uniformly at random from each subgroup, the algorithm’s performance guarantee

continues to hold. Therefore, the algorithm still works even if we consider vertices in a

random order as pivots – the sub-instance including the pivot is divided into two. Thus, we

3We show that our algorithm is (180, 180)-approximate, which can be improved arbitrarily close to (60, 60)
if one is willing to accept a lower success probability. In contrast, Aboud’s algorithm can be adapted to be
(18, 18)-approximate for FASTO; however as mentioned above, it uses considerably more memory and run
time than ours.
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construct a decision tree from a prefix of the random vertex ordering, and using this decision

tree, we partition the vertex set into multiple groups in a distributed way. This simple yet

important observation also plays a key role in breaking bad triangles, thus reducing the

memory usage of our algorithm for FASTO.

2.1.3 Other Related Work

The only problem that studies ranking with the possibility of removing certain outlier

vertices, to our best knowledge, is the Feedback Vertex Set problem (FVS). The FVS

problem asks to remove a minimum subset of vertices to make the remaining graph acyclic.

It is an easy observation that FVS is a special case of our problem with y∗ = 0 if the input

graph were an arbitrary directed graph, not just a tournament. The FVS problem is known

to be NP-hard and the current best approximation for the problem has an approximation

factor of O(log n log logn) [46]. Thus, if we allow the input graph to be an arbitrary directed

graph for our problem FASTO, then we cannot hope for a better than (O(log n log log n), c)-

approximation for any c > 0 unless we improve upon the best approximation for FVS. We

are not aware of any other literature that considers rank aggregation with the possibility

of removing outlier vertices, with the exception of the aforementioned Aboud’s work on a

closely related clustering problem [6]. Due to the vast literature on the topic, we can only

provide an inherently incomplete list of work on ranking without outliers being considered.

There exist several approximation algorithms for FAST. As mentioned, Ailon et al. [10]

give the randomized KWIK-SORT that is 3-approximate for the problem, which can be

derandomized [102]. Also, the algorithm that orders vertices according to their in-degrees

is known to be a 5-approximation [42]. Kenyon-Mathieu and Schudy [66] give a PTAS;

a PTAS is a (1 + ε)-approximate polynomial-time algorithm for any fixed ε > 0. The

complementary maximization version (maximizing the number of forward edges in the linear

ordering) was also studied, and PTASes are known for the objective [20, 49]. For partial

rankings, see [9]. Extension to online and distributed settings are studied in [103] but the

performance guarantee is not against the optimal solution, but against a random ordering,

which incurs Θ(n2) backward edges. For another extensive literature on stochastic inputs,

see [12, 14, 43, 78, 93, 97] and pointers therein.
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2.1.4 Notation and Organization

We interchangeably use (u, v) ∈ E and u ≺ v – we will say that u is v’s predecessor, or

equivalently, v is u’s successor. We use Õ or Θ̃ to suppress logarithmic factors in the

asymptotic quantities. We use n to denote the number of vertices in the input graph and

N = Θ(n2) to denote the asymptotic input size. The subgraph of G induced on V ′ is denoted

G[V ′]. Let [k] := {1, 2, 3, . . . , k}.

In Section 2.2, we present our algorithm for FASTO when the target number of outliers is

small, i.e., x∗ ≤
√
n. The other case is handled in Section 2.3. In Section 2.4, we evaluate

our algorithms and other heuristics we develop via experiments. In Section 2.5, we close

with several interesting future research directions.

2.2 When the Target Number of Outliers x∗ is Small

Our algorithm when x∗ ≤
√
n consists of three main steps:

Step 1: Partitioning via KWIK-SORT-SEQ on Sample. Each vertex in V is sampled

independently with probability 1
4x∗ and placed into S. Randomly permute S and run KWIK-

SORT-SEQ on the ordered set S to construct a decision tree τ(S). Let k = |S|. Partition

the other vertices, V \ S, into k + 1 groups, V1, V2, · · · , Vk+1, using τ(S).

Step 2: Identifying Outliers via Primal-Dual. Formulate Linear Programming (LP)

relaxation and derive its dual. Solve the primal and dual LPs using a primal-dual method,

which outputs the set of outliers to be chosen.

Step 3: Final Ordering. Run KWIK-SORT on the non-outlier vertices in each group Vi,

i ∈ {1, 2, . . . k + 1}.

In the following, we give a full description of all the steps of our algorithm; the last step

is self-explanatory, and thus, is briefly discussed at the end of Section 2.2.2. Following the

analysis of the algorithm, the extension to the distributed setting is discussed in the final

subsection.
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2.2.1 Step 1: Partitioning via KWIK-SORT-SEQ

Recall the original KWIK-SORT algorithm [10], which was shown to be a 3-approximation

for FAST. The above KWIK-SORT algorithm is described in a divide-and-conquer manner.

Algorithm 1 KWIK-SORT (G = (V,A))

1: If V = ∅, then return empty-list

2: Set VL → ∅, VR → ∅
3: Pick a random pivot i ∈ V uniformly at random

4: For all vertices j ∈ V \ {i}:
5: If (j, i) ∈ A, then add j to VL (place j on left side)

6: Else add j to VR (place j on right side).

7: GL = G[VL]← the tournament induced on VL.

8: GR = G[VR]← the tournament induced on VR.

9: Return KWIK-SORT (GL), i, KWIK-SORT (GR)

(Concatenation of left recursion, i , and right recursion.)

As usual, there are multiple ways to serialize a parallel execution – for example, lines (7)

and (8) can be reversed in the order of execution. So, as long as we ensure that a pivot is

sampled from each subgraph uniformly at random for further partitioning, we can simulate

the parallel execution keeping the approximation guarantee. Here, we introduce one specific

simulation, KWIK-SORT-SEQ, which generates a random ordering of V , takes a pivot one

by one from the random ordering, and gradually refines the partitioning. We show that this

is indeed a valid way of simulating KWIK-SORT.

Algorithm 2 KWIK-SORT-SEQ (G = (V,A))

1: π(V )← a random permutation of V

2: V = {V }
3: For i = 1 to n = |V |:
4: πi(V )← ith vertex in the ordering π(V )

5: Let V ′ ∈ V be such that πi(V ) ∈ V ′

6: V ′L, V
′
R ← ∅

7: For all vertices j ∈ V ′ \ {πi(V )}:
8: If (j, i) ∈ A, then add j to V ′L; else add j to V ′R

9: Put V ′L, {πi(V )}, V ′R in place of V ′, in this order

10: Return V (Order vertices in the same order they appear in V).
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Figure 2.2: Illustration of the construction of τ(S) and partitioning of V \S via τ(S). In this
example, the decision tree τ(S) is induced by a(n ordered) sample S = {s1, s2, s3}, where
s1 ≺ s2, s3 ≺ s2, and s1 ≺ s3. If a vertex v ∈ V \ S is such that s1 ≺ v, v ≺ s2, s3 ≺ v, then
v is placed into G3.

Lemma 2.2.1. KWIK-SORT-SEQ is a legitimate way of simulating KWIK-SORT, keeping

the approximation guarantee. Therefore, KWIK-SORT-SEQ is a 3-approximation for FAST.

Proof. It suffices to show that for any V ′ ∈ V, conditioned on πi(V ) ∈ V ′, πi(V ) is chosen

from V ′ uniformly at random. Let V be the current partition of V just before the ith pivot

πi(V ) is applied. Note that Pr[πi(V ) ∈ V ′] = |V ′|/(|V | − (i − 1)), and for any v′ ∈ V ′,

Pr[πi(V ) = v′] = 1/(|V | − (i − 1)). Therefore, the conditional probability is 1/|V ′|, as

desired.

Note that a fixed random permutation π(V ) completely determines the final ordering of

vertices. Likewise, a fixed length-i prefix of π(V ) completely determines the intermediate

partitioning V after π1(V ), π2(V ), . . ., πi(V ) being applied, and the partitioning only

refines as more pivots are applied. Thus, we can view this intermediate partitioning as the

classification outcome of V \ S via the decision tree τ(S) generated by KWIK-SORT-SEQ

on the ordered set S = {π1(V ), π2(V ), . . . , πi(V )}. See Fig. 2.2 for illustration.

The first step of our algorithm is essentially identical to what KWIK-SORT-SEQ does,

except that our algorithm only needs a prefix of the random permutation, not the entire

π(V ). It is an easy observation that sampling each vertex independently with the same

probability and randomly permuting them is a valid way of getting a prefix of a random

permutation. We note that we sample each vertex with probability 1
4x∗ , to avoid sampling

any outlier (in the optimal solution) with a constant probability.
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2.2.2 Step 2: Identifying Outliers

To set up our linear programming relaxation, we first need some definitions. We consider

the ordered sample S and the induced groups V1, V2, · · · , Vk+1 in the order they appear in

the linear ordering produced by KWIK-SORT-SEQ performed in Step 1. For notational

convenience, we reindex the sampled points so that they appear in the order of s1, s2, · · · , sk.

We classify edges into three categories: Let Ein be the edges within the groups, Sback the

backward edges with both end points in S, and Eback the backward edges e = (u, v) such

that u ∈ Vi, v ∈ Vj for i > j; or u = si, v ∈ Vj for i ≥ j; or v = si, u ∈ Vj for i ≤ j. See

Fig. 2.3.

Finally, we let Tin be the set of bad triangles with all vertices in the same group; recall that

a bad triangle is a cycle of length 3. We are now ready to define an integer programming

(IP) for a penalty version of FASTO, where a backward edge incurs a unit penalty and each

outlier incurs c := y∗/x∗ units of penalty:

LP primalfasto (G) := min
∑
e∈Ein

ye +
∑

x∈V \S

px · c+
∑

e∈Eback

ze + |Sback| (PRIMAL)

s.t.
∑
e⊂t

ye +
∑
x∈t

px ≥ 1 ∀t ∈ Tin (2.1)

pu + pv + ze ≥ 1 ∀e =(u, v) ∈ Eback : {u, v} ∩ S = ∅ (2.2)

pu + ze ≥ 1 ∀e =(u, v) ∈ Eback : v ∈ S ∧ u ∈ V \ S (2.3)

pv + ze ≥ 1 ∀e =(u, v) ∈ Eback : u ∈ S ∧ v ∈ V \ S, (2.4)

over variables ye ≥ 0 for all e ∈ Ein, px ≥ 0 for all x ∈ V \ S, and ze ≥ 0 for all

e ∈ Eback.

This IP has the following interpretation: an edge e in Ein (Eback, resp.) becomes backward

if ye = 1 (ze = 1, resp.). Assuming that we will choose no sampled points as outliers, all

edges in Sback will become backward. And each non-sampled point x incurs penalty c if it is

chosen as an outlier when px = 1. Constraint (2.1) follows from the fact that for each bad

triangle t, at least one edge e of t must become backward unless t is broken; a triangle gets

broken when at least one of its vertices is chosen as outlier. The other constraints force each

edge in Eback to become backward if its neither end point is chosen as outlier. A Linear
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s1 s2 s3

Sback

Eback

Figure 2.3: Classification of edges. The rectangles shown represent groups V1, V2, V3, V4 from
the left. Edges in Sback are shown as solid arcs and edges Eback as dotted arcs. Edges in Ein
are those within groups and are omitted.

Programming (LP) relaxation, which will be referred to as LP primalfasto , is obtained by allowing

variables to have fractional values. Using the fact that KWIK-SORT is a 3-approximation,

assuming that there is a feasible solution w.r.t. the target pair (x∗, y∗), conditioned on the

sample being disjoint from the feasible solution’s outlier, we can argue that the expected

optimal objective of LP primalfasto is at most 4y∗ (Lemma 2.2.3).

To obtain an approximate integer solution to LP primalfasto , we will use the primal-dual method.

Primal-dual is a common technique for designing approximation algorithms [104]. The dual

LP is shown below.

LP dual = max
∑
t∈Tin

αt +
∑

e∈Eback

βe + |Sback| (DUAL)

s.t.
∑
e⊂t

αt ≤ 1 ∀e ∈ Ein (2.5)

∑
x∈t

αt +
∑
x∈e

βe ≤ c ∀x /∈ S (2.6)

βe ≤ 1 ∀e ∈ Eback (2.7)

To develop an algorithm based on a primal-dual method, we replace Constraint (2.6) with

two sufficient conditions (2.8) and (2.9).∑
x∈t

αt ≤
3

5
c ∀x ∈ V \ S (2.8)

∑
x∈e

βe ≤
2

5
c ∀x ∈ V \ S (2.9)
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Below, we give our algorithm, Algorithm 3, that sets the variables of our primal with the

help of the above dual. Although the algorithm updates all variables, the only information we

need to run the final Step 3 is the outlier set U , as Step 3 runs KWIK-SORT on each group

with vertices U removed as outliers. But the other outputs will be useful for the analysis of

our algorithm. Note that although the dual variables can have fractional values, the primal

variables will only have integer values. Note that E′ and E2 represent the backward edges

within the groups and across the groups, respectively; since our algorithm samples no outlier

vertices in the optimal solution, all edges in Sback become backward and they are counted

separately.

Algorithm 3 Primal-Dual Algorithm

1: Initialization: p ← 0, y ← 0, z ← 0, α ← 0, β ← 0, U ← ∅, E′ ← ∅, E2 ← ∅. All αt and

βe variables are active.

2: while ∃ active dual variables αt or βe do

3: Uniformly increase active dual variables until Constraints (2.5), (2.7), (2.8) or (2.9)

become tight.

4: for each e ∈ Ein s.t.
∑

e⊂t αt = 1, do add e to E′; and inactivate αt for all t s.t. e ⊂
t.

5: for each x ∈ V \ S s.t.
∑

x∈t αt = 3
5c, do add x to U ; and inactivate

αt for all t s.t. x ∈ t
6: for each x ∈ V \ S s.t.

∑
x∈e βe = 2

5c, do add x to U ; and inactivate

βe for all e s.t. x ∈ e.
7: for each e ∈ Eback s.t. βe = 1, do add e to E2; and inactivate βe.

8: Remove from E′ and E2 all the edges e with e ∩ U 6= ∅.
9: for e ∈ E′ do ye ← 1; for ∀e ∈ E2 do ze ← 1; and for ∀x ∈ U do px ← 1

10: return p, y, z, U,E′, E2

2.2.3 Sketch of the Analysis: Approximation Guarantees, Memory Usage,

and Running Time

In this subsection, we give a sketch of the analysis. We bring the full analysis in the next

two subsections. In Step 1, we can show that the sample S is disjoint from the optimal

solution’s outlier set, with a constant probability (at least 3/4). Conditioned on that, as

mentioned earlier, the expected optimal objective of LP primalfasto can be shown to be at most

4y∗. The primal-dual method in Step 2 obtains an integer solution to LP primalfasto that is a
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constant approximate against the optimal LP objective, which is established by LP duality.

Therefore, the outlier set U ’s contribution to the LP primalfasto ’s objective is c|U | = (y∗/x∗) · |U |
and it is upper bounded by O(1)y∗. This shows our algorithm chooses at most O(1)x∗

outliers. We now turn our attention to upper bounding the number of backward edges. The

primal solution to LP primalfasto gives the number of backward edges within groups ‘covering’

all the unbroken triangles, which upper bounds the minimum number of backward edges

achievable within groups [10], and counts the number of other backward edges explicitly by

ze and |Sback|. Since the latter is determined by the partial ordering produced by Step 1

and U and we run a 3-approximate KWIK-SORT on each group, we can also establish that

the final number of backward edges output is O(1)y∗.

Now we discuss our algorithm’s memory usage and running time. We show in Lemma 2.2.7

that each group size is Õ(n/k) if |S| = Ω(log n). This requires us to prove that a randomly

chosen pivot partitions a problem into two subproblems of similar sizes with a constant

probability, meaning that there is a large fraction of vertices that have similar numbers

of predecessors and successors. Then, the total number of bad triangles within groups is

(Õ(n/k))3 ·k = Õ(n2) = Õ(N) when k ' n
x∗ ≥

√
n, as desired. Since the number of variables

in our algorithm, particularly in Step 2 is dominated by the number of bad triangles in

consideration and edges, it immediately follows that the memory usage is Õ(N). Further,

one can increase dual variables by a factor of (1 + ε) in each iteration for an arbitrary

constant precision parameter ε > 0, starting from 1/n2. Using this one can show the number

of iterations needed is O(log n). This immediately leads to the claim that the running time

is Õ(n2) = Õ(N) when x∗ ≤
√
n.

2.2.4 Analysis of Approximation Guarantees

For the sake of analysis, consider a fixed solution that is feasible w.r.t. the pair (x∗, y∗),

which we will refer to as the optimal solution. Let U∗ denote the outlier set of the optimal

solution. We begin our analysis with the following easy observation.

Lemma 2.2.2. Pr[S ∩ U∗ = ∅] ≥ 3/4.

Proof. Recall that each vertex v, particularly in U∗, is independently added to S with

probability 1
4x∗ . Since |U∗| ≤ x∗, via a union bound, we have Pr[S ∩ U∗ 6= ∅] ≤ 1/4.

For the sake of analysis, we will compare several stochastic or deterministic quantities that



23

are subtly different from one another. We first summarize the quantities as follows for ease

of reference. We will often condition some quantities on the sample S being S′ where S′ is

an ordered subset of V . Let [k + 1] := {1, 2, · · · , k + 1}.

• LP primalfasto : The optimal objective of LP primalfasto ; for notional convenience, this may also

refer to the LP itself.

• LP dual: The optimal objective of LP dual; for notional convenience, this may also refer

to the LP itself. (Note that LP primalfasto |S=S′ = LP dual |S=S′ for any S′ due to the strong

LP duality. Note that both quantities are deterministic for any fixed S′.)

• COST pdfasto: The objective of LP primalfasto for the solution output by the primal-dual in

Step 2. Formally,
∑

e∈E′pd
ypde +

∑
x∈Upd c · p

pd
x +

∑
e∈E2

pd
zpde + |Sback| (Here we add ‘pd’

to the subscript or superscript to note that this is the primal-dual’s output.)

• COST kwik(G′): the number of backward edges produced by KWIK-SORT on a

tournament G′. (Note that this is a stochastic quantity because of the internal

randomness of KWIK-SORT.)

• COSTAfasto: Our algorithm’s final cost. Recall that each backward edge incurs a unit

cost and each outlier incurs c = y∗/x∗ units of cost. Thus, formally,∑
i∈[k+1]COST

kwik(G[Gi \ Upd]) +
∑

x∈Upd c · p
pd
x +

∑
e∈E2

pd
zpde + |Sback|.

We observe that the optimal solution has a small objective for LP primalfasto when the sample is

disjoint from U∗, meaning that its optimal objective is small.

Lemma 2.2.3. E[LP primalfasto |S∩U∗=∅] ≤ 4y∗.

Proof. For the sake of analysis, we set the variables of LP primalfasto mimicking the optimal

solution: px = 1 for all x ∈ U∗ and run KWIK-SORT-SEQ on V \U∗. Here, the algorithm is

given a random permutation of V \U∗, which is generated in the following manner: Add each

vertex from V \ U∗ to S1 with probability 1/(4x∗) independently, and let S2 := V \ U∗ \ S1;

then, append a random permutation of S2 to a random permutation of S1. This also gives

an alternative way of obtaining S, conditioned on S ∩ U∗ = ∅, by setting S = S1. Knowing

that the optimal solution for FAST on V \U∗ has at most y∗ backward edges, the expected

number of backward edges that KWIK-SORT-SEQ produces on V \ U∗ is at most 3y∗. We

set y, z, Sback according to these backward edges. Thus, the expected objective of LP primalfasto

is at most 3y∗ + cx∗ ≤ 4y∗, since c = y∗/x∗.
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Now we show that our primal-dual method yields a constant approximate solution to

LP primalfasto against its optimum for any fixed S′. When we say S′ is fixed, we mean that the

ordering of vertices in S′ is also fixed.

Lemma 2.2.4. For any S′, COST pdfasto|S=S′ ≤ 5 · LP dual|S=S′ = 5 · LP primalfasto |S=S′.

Proof. Let Upd := Upd1 ∪U
pd
2 where Upd1 and Upd2 are the set of outliers that have been chosen

in lines (5) and (6) of the algorithm, respectively.

Note that:

1. If e ∈ E′pd, then
∑

e⊂t αt = 1.

2. If e ∈ E2
pd, then βe = 1.

3. If x ∈ Upd, then either
∑

x∈t αt = 3
5c or

∑
x∈e βe = 2

5c.

In the remaining proof, we drop the condition S = S′ for notational convenience. Then, we

derive:

COST pdfasto(G)

=
∑
e∈E′pd

ypde +
∑
x∈Upd1

c · ppdx +
∑
x∈Upd2

c · ppdx +
∑
e∈E2

pd

zpde + |Sback|

=
∑
e∈E′pd

(
∑
e⊂t

αt) · ypde +
∑
x∈Upd1

5

3
· (
∑
x∈t

αt) · ppdx

+
∑
x∈Upd2

5

2
· (
∑
x∈e

βe) · ppdx +
∑
e∈E2

pd

βe · zpde + |Sback|

=
∑
t∈Tin

αt(
∑

e∈E′pd:e⊂t

ypde +
5

3
·

∑
x∈Upd1 :x∈t

ppdx )

+
∑
e∈E2

pd

βe(
5

2
·

∑
x∈Upd2 :x∈e

ppdx + zpde ) + |Sback|

≤ 5 ·
∑
t∈Tin

αt + 5 ·
∑
e∈E2

pd

βe + |Sback| ≤ 5 · LP dual

The last inequality is due to α, β being a feasible solution to LP dual. The second to last

inequality follows from the fact that
∑

x∈t p
pd
x ≤ 3 and

∑
x∈e p

pd
x ≤ 2, and
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1.
∑

e∈E′pd:e⊂t y
pd
e +

∑
x∈Upd1 :x∈t p

pd
x ≤ 3; and

2.
∑

x∈Upd2 :x∈e p
pd
x + zpde ≤ 2,

which hold true because of line (8) of the algorithm. This completes the proof, as we have

LP dual|S=S′ = LP primalfasto |S=S′ due to the LP duality.

To complete our analysis, we need to upper bound the number of backward edges output by

KWIK-SORT in the last Step 3.

Lemma 2.2.5. For any S′,∑
i∈[k+1]

E
[
COST kwik(G[Gi \ U ]) |S=S′

]
≤ 3

∑
e∈E′pd

ypde |S=S′

Proof. The work of Ailon et. al. [10] establishes that KWIK-SORT for FAST is 3-

approximate against the minimum fractional number of edges to cover all bad triangles. To

formally state this, we need to define an LP for FAST. Let T ′ be the set of bad triangles in

the input graph G′ = (V ′, E′).

min
∑
e∈E′

ye s.t.
∑
e⊂t

ye ≥ 1 ∀t ∈ T ′; and ye ≥ 0 ∀e ∈ E′

It is shown in [10] that E[COST kwik(G′)] is at most 3 times the optimal objective of the

above LP. Since the LP objective is to be minimized, it also holds that E[COST kwik(G′)] is

at most 3 times the objective of any feasible solution to the LP.

We now apply this fact to our setting. Namely, we observe that edges E′pd cover all unbroken

bad triangles within groups. To see this, consider any unbroken bad triangle t ∈ Tin. Since

t is unbroken, it must be the case that
∑

x∈t p
pd
x = 0, so we have

∑
e∈t y

pd
e ≥ 1. Since our

primal-dual solution yields an integer solution to the primal LP, it means that ypde = 1 for

some e ∈ t. Because of the way ypde is set, we have
∑

e∈t∩E′pd
ypde ≥ 1. Therefore, the number

of backward edges created by running KWIK-SORT within groups is at most 3
∑

e∈E′pd
ypde .

The whole argument holds for any fixed ordered sample S′.

We are now ready to complete our analysis.

Theorem 2.2.6. Our algorithm for FASTO outputs a (O(1), O(1))-approximate solution

with probability at least 1/2.
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Proof. For any fixed S′, we have:

E[COSTAfasto |S=S′ ]

=
∑

i∈[k+1]

E
[
COST kwik(G[Gi \ U ]) |S=S′

]
+
∑
x∈Upd

c · ppdx |S=S′ +
∑
e∈E2

pd

zpde |S=S′ + |Sback||S=S′

≤ 3
∑
e∈E′pd

ypde |S=S′ +
∑
x∈Upd

c · ppdx |S=S′ +
∑
e∈E2

pd

zpde |S=S′

+ |Sback||S=S′ [Lemma 2.2.5]

≤ 3COST pdfasto(G)|S=S′ ≤ 15LP primalfasto (G)|S=S′ [Lemma 2.2.4]

This implies that E[COSTAfasto |S∩U∗=∅] ≤ 60y∗ due to Lemma 2.2.3. By Markov’s inequality,

we have Pr[COSTAfasto ≤ 180y∗ |S∩U∗=∅] ≥ 2/3. By deconditioning with Lemma 2.2.2, we

have Pr[COSTAfasto ≤ 180y∗] ≥ 1/2. The theorem immediately follows since COSTAfasto is

the number of backward edges, plus the number of outliers multiplied by (y∗/x∗).

We note that the success probability claimed in Theorem 2.1.1 is slightly lower than 1/2 to

factor in the failure probability of 1/n that our algorithm is not memory efficient or slow,

which will be shown in the subsequent section.

2.2.5 Analysis of Memory Usage and Running Time

Recall that in the beginning of Section 2.2.3 we analyzed our algorithm’s memory usage and

running time assuming that each group size is Õ(n/k). This section is devoted to proving

that the assumption holds true, which is formally stated as follows.

Lemma 2.2.7. Consider the partition of the vertex set that results from running KWIK-

SORT-SEQ on a sample S (see Step 1). If |S| = k ≥ 96 log n, then no group has a size of

more than n logn
k = Õ(n/k), with probability at least 1− 1/n.

The central idea in the proof of Lemma 2.2.7 is that a pivot chosen uniformly at random

partitions the vertex set into two groups of similar sizes with a constant probability. To

formally articulate the idea, we need the following definition.
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Definition 2.2.8. For every vertex v ∈ V , let in(v) and out(v) be the in-degree and out-

degree of v, respectively. We define the set of balanced vertices, B(V ), high out-degree vertices,

HO(V ), and high in-degree vertices, HI(V ) as follows: B(V ) = {v ∈ V | 1
7 ≤

in(v)
out(v) ≤ 7};

HO(V ) = {v ∈ V | 7 < out(v)
in(v) }; and HI(V ) = {v ∈ V | 7 < in(v)

out(v)}.

Lemma 2.2.9. |B(V )| ≥ n
4 − 1 for any tournament G = (V,E).

Proof. For the sake of contradiction, suppose for some tournament G = (V,E) we have

|B(V )| < n
4 − 1. We assume w.l.o.g. that |HO(V )| ≥ |HI(V )|.

Consider an arbitrary vertex v ∈ HO(V ). From the definition of high out-degree vertices,

we have that out(v) ≥ 7
8 · (n− 1).

Let outHO(v) be the number of out-neighbors of v in HO(V ). Then, we can lower bound

outHO(v) ≥ out(v)− |B(V )| − |HI(V )| ≥ 7
8 · (n− 1)− (n4 − 1)− n

2 ≥
n
8 .

What this means is that each v ∈ HO(V ) contributes to
∑

u∈HO(V ) in(u) by at least n/8,

as there are at least n/8 vertices in HO(V ) connecting from v. By summing up over all

v ∈ HO(V ), we have∑
u∈HO(V ) in(u) ≥ n

8 |HO(V )|.

On the other hand, from the definition of the high-degree vertices, we know that in(v) ≤ n−1
8

for every vertex v ∈ HO(V ), which implies∑
u∈HO(V ) in(u) ≤ n−1

8 · |HO(V )|, which is a contradiction.

Let P1, P2, · · · , Pk denote the pivots in the order they are given to the algorithm. We will say

that the algorithm applies Pj in the jth iteration. Let G(i, j) be the sub-tournament/group

including vertex i after picking j pivots; if i was chosen as a pivot in the jth iteration or

before, then G(i, j) has only one vertex, i. For notational convenience, we also let G(i, j)

denote the vertex set of the tournament. So, |G(i, j)| denotes the number of vertices in the

group including i after the jth iteration.

In the following, we show that the expected size of the group where a vertex i belongs

decreases by a constant factor if a pivot is sampled from the group.

Lemma 2.2.10. E[|G(i, k + 1)| | Pk+1 ∈ G(i, k)] ≤ 31
32 |G(i, k)|.
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Proof. Consider the group G(i, k). The group size never increases. If a pivot is sampled

from G(i, k) in the k + 1th iteration, i.e., Pk+1 ∈ G(i, k), we know that Pk+1 ∈ B(G(i, k))

with probability at least 1/4 by Lemma 2.2.9. (Here, for better readability, we ignore −1

in the lemma statement, which has a negligible effect when n is sufficiently large.) When

it happens, vertex i’s group size decreases by a factor of at least 1/8. Thus, we derive,

E[|G(i, k + 1)| | Pk+1 ∈ G(i, k)] ≤ 1
4 ·

7
8 |G(i, k)|+ 3

4 |G(i, k)| ≤ 31
32 |G(i, k)|.

Lemma 2.2.11. For any m > 0 and k ≥ 0,

Pr[|G(i, k)| > m] ≤ n

m
(1− 1

32
· m
n

)k.

Proof. If |G(i, k − 1)| ≥ m, then, from Lemma 2.2.10, we have,

E[|G(i, k)|]

≤|G(i, k − 1)|
n− k + 1

· 31

32
|G(i, k − 1)|+ (1− |G(i, k − 1)|

n− k + 1
) |G(i, k − 1)|

= |G(i, k − 1)| (1− 1

32
· |G(i, k − 1)|
n− k + 1

) ≤ |G(i, k − 1)| (1− 1

32
· m
n

).

Note that |G(i, k)| > m only if |G(i, k − 1)|, |G(i, k − 2)|, · · · , |G(i, 0)| > m. Thus, by a

simple induction, we can show that

E
[
|G(i, k)|

∣∣∣ |G(i, k − 1)|, |G(i, k − 2)|, · · · , |G(i, 0)| > m
]

≤ E[|G(i, 0)|](1− 1

32
· m
n

)k = n(1− 1

32
· m
n

)k

By the Markov inequality, we have

Pr
[
|G(i, k)| > m

∣∣∣ |G(i, k − 1)|, |G(i, k − 2)|, · · · , |G(i, 0)| > m
]

≤ n

m
(1− 1

32
· m
n

)k

De-conditioning this yields the lemma.

We are now ready to complete the proof of Lemma 2.2.7. We apply Lemma 2.2.11 with

m = 96n logn
k . Then, for any vertex v,

Pr[|G(i, k)| ≥ m] ≤ n

m
(1− 1

32
· m
n

)k ≤ n(1− 3 log n

k
)k = 1/n2.
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In other words, a vertex v’s group size is greater than m with a very small probability, 1/n2.

By applying a union bound over all vertices, we conclude that no group has a size greater

than m, with probability at least 1− 1/n, as claimed.

2.2.6 Extension to the Distributed Setting

In this subsection, we briefly discuss how we can adapt the algorithm to run in a distributed

way. For formal theoretical models of the distributed setting we consider, see [16]. We

assume that the input graph is stored across machines arbitrarily. Clearly, Step 1 of taking

a sample S can be done in parallel. All edges between points in S are sent to a machine to

construct the decision tree τ(S). The decision tree is broadcast to all machines to partition

vertices in k + 1 groups in a distributed way. If FAST were the problem considered, we

would sample each vertex with probability 1/
√
n and move the subgraph induced on each

group Gi to a machine and continue to run KWIK-SORT on the subgraph. Then, we

can implement KWIK-SORT to run in O(1) rounds assuming that each machine has Ω̃(n)

memory. If FASTO is the problem considered, we can implement Step 2 in O(log n) rounds,

as discussed in the previous subsection. Step 3, which is the execution of KWIK-SORT on

each group, can be run in one round. Again, the only constriant is that each machine has

Ω̃(n) memory for an arbitrary number of machines.

2.3 When the Target Number of Outliers x∗ is Large

This section is devoted to proving Theorem 2.1.1 for the case x∗ >
√
n. Our algorithm when

x∗ ≥
√
n builds on the following key lemma.

Lemma 2.3.1. Let G′ = (V,E′) denote a subgraph of G where E′ is the set of backward

edges produced by KWIK-SORT-SEQ on G = (V,E). There exists V ′ ⊆ V with probability

at least 1/2 such that |V ′| ≤ 260(log n)x∗ and |E′[V \ V ′]| ≤ 12y∗.

Using this lemma and a simpler primal-dual based algorithm, we can find a (O(log n), O(1))-

approximate solution with probability at least 1/2. Since we do not have to deal with bad

triangles at all, the analysis of memory usage and running time and the extension to the

distributed setting only become easier.

Assuming that E′ stated in Lemma 2.3.1 exists, we can find V ′′ s.t. |V ′′| ≤ O(log n)x∗
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and |E′[V \ V ′′]| ≤ O(1)y∗. The algorithm is essentially a special case of the primal-dual

method for the case when x∗ is small. Assuming that Lemma 2.3.1 holds true, to prove

Theorem 2.1.1 for the case x∗ >
√
n, it suffices to solve the following problem: We are given

as input an undirected graph G = (V,E); G is not necessarily complete. Our goal is to find

U ⊆ V such that |U | ≤ O(1)x∗ and |E[V \ U ]| ≤ O(1)y∗ under the assumption that U∗

exists such that |U∗| ≤ x∗ and |E[V \ U∗]| ≤ y∗. (Note that each undirected edge in E has

a uniquely corresponding backward edge in E′ and we overloaded x∗ and y∗ to simplify the

notation.)

Consider the following LP for this problem:

min
∑
x∈V

px · c+
∑
e∈E

ze s.t. pu + pv + ze ≥ 1 ∀e = (u, v) ∈ E,

which is over px ≥ 0 over all x ∈ V and ze ≥ 0 for all e ∈ E. Here c = y∗/x∗ as before. Note

that the optimal objective is at most 2y∗.

Consider the dual:

max
∑
e∈E

βe s.t.
∑

e∈E:x∈e
βe ≤ c ∀x ∈ V (2.10)

βe ≤ 1 ∀e ∈ E, (2.11)

which is over βe ≥ 0 for all e ∈ E.

The primal-dual algorithm is very simple: Initially, U = ∅, and all βe = 0 are active. We

uniformly increase all active βe. If
∑

e∈E:x∈e βe = c, then we inactivate all βe for all edges

incident on x, and add x to U . If βe = 1 for any e, we stop. We pay a unit cost for each

edge e with βe = 1.

So, our solution’s LP primal objective is

∑
x∈U

c+
∑

e∈E:βe=1

1 =
∑
x∈U

∑
e∈E:x∈e

βe +
∑

e∈E:βe=1

βe

=
∑
e∈E

∑
x∈U :x∈e

βe +
∑

e∈E:βe=1

βe ≤
∑
e∈E

2βe +
∑
e∈E

βe = 3
∑
e∈E

βe ≤ 6y∗
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Thus, we have c|U |+ |E[V \ U ]| ≤ 6y∗. Therefore, we have |U | ≤ 6x∗ and |E[V \ U ]| ≤ 6y∗,

as desired. We note that one can easily improve these upper bounds to 4x∗ and 4y∗, but we

do not optimize constants here.

The remainder of this section is devoted to proving Lemma 2.3.1.

Proof. (of Lemma 2.3.1) Let π := π(V ) be the random permutation given to KWIK-SORT-

SEQ as pivot one by one. Fix this permutation π. If the pivot v fed into KWIK-SORT-SEQ

is from U∗, then, for the sake of analysis, we delete all vertices in the group including v. Let

V 1(π) denote the set of remaining vertices and E1(π) the set of backward edges over V 1(π)

in the final ordering. Now consider another execution of KWIK-SORT-SEQ on V \ U∗ that

ignores the optimal solution’s outliers. That is, if KWIK-SORT-SEQ receives v from U∗

as pivot, it ignores v. Let E2(π) denote the set of backward edges in the resulting final

ordering of V \ U∗. Let us call these two executions the first and second, respectively.

We will show that

|E1(π)| ≤ |E2(π)| for any π; and (2.12)

Eπ|V \ V 1(π)| ≤ (65 log n)x∗ (2.13)

Then, we have Eπ|E1(π)| ≤ Eπ|E2(π)| ≤ 3y∗. By applying Markov inequality for both and

a union bound, we have that Prπ[|E1(π)| ≥ 12y∗ or |V \ V 1(π)| ≥ (260 log n)x∗] ≤ 1/2. By

setting V ′ = V \ V 1(π) and E′ = E1(π), we have the lemma..

It now remains to prove the two claims (2.12) and (2.13). To see the easier claim (2.12), we

just gradually change the second execution so that the two executions produce an identical

output: when the second execution receives an optimal solution’s outlier as pivot for the

first time, it deletes all vertices in the group including the pivot, which only decreases the

number of backward edges. We obtain the same ordering of V \ U∗ by repeating this for all

vertices in U∗.

To prove the second claim (2.13), we take an equivalent parallel view of the first execution.

That is, for the sake of analysis, we assume that in each iteration, every (non-singleton)

group is partitioned into two or three. By Lemma 2.2.10, we know that each group’s expected

size decreases by a factor of at least 1/32 in each iteration. It is an easy exercise to show

that every group becomes a singleton group after 64 log n iterations, with probability at least

1− 1/n. Let {G`i}i denote the collection of (disjoint) groups right after the `th iteration. As
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before, we delete all vertices in G`i if a pivot chosen from U∗ partitions G`i in the `+ 1th

iteration. Then, the expected number of deleted vertices for the first 64 log n iterations is at

most,
∑64 logn

`=1

∑
i
|G`i∩U∗|
|G`i |

· |G`i | ≤ (64 log n)x∗. After that, a non-singleton group exists with

probability at most 1/n; thus, the expected number of vertices deleted afterwards is at most

n ∗ (1/n) = 1. Further, after all groups become singleton, at most x∗ vertices are deleted.

Thus, we have an upper bound of 64(log n)x∗ + 1 + x∗ ≤ 65(log n)x∗.

2.4 Experiments

In this section, we perform experiments to evaluate our algorithm against synthetic data

sets. All experiments were performed on Ubuntu 14.04 LTS with RAM size 15294 MB and

CPU Intel(R) Xeon(R) CPU E5-2670 v2 @ 2.50GHz. We implemented the following four

algorithms including ours for comparison. The last two (RSF and IOR) are new heuristics

we developed in this work, but with no approximation guarantees. We assume that all

algorithms are given a ‘budget’ B on the number of outliers, which limits the number of

vertices that can be chosen as outliers.

• Primal-Dual with Sampling (PDS): Our algorithm when x∗ is small. We run the

algorithm for all target pairs (x∗, y∗) of powers of two, where x∗ ∈ [0, B], y∗ ∈ [0, B′],

and choose the best solution with at most 1.5B outliers. Here, B′ is the number of

back edges output by KWIK-SORT. Note that we allow PDS to choose slightly more

outliers although it may end up with choosing less since the only guarantee is that

PDS chooses up to O(x∗) outliers. The running time is summed up over all pairs.

• Aboud’s algorithm (ABD): The algorithm in [6] for Correlational Clustering is adapted

to FASTO. As above, the best solution with at most 1.5B outliers is chosen over all

the above target pairs. ABD is essentially PDS with S = ∅ in Step 1. The running

time is again summed up over all pairs considered.

• Random Sample Filter (RSF): Take a random Sample S from V (for fair comparison,

the same sample size is used as in PDS). Order S using KWIK-SORT and let π(S) be

the resulting order. For each v ∈ V \ S, let b(v) be the minimum number of backward

edges with v as one endpoint over all these |S|+ 1 possible new permutations created

by adding v to π(S). Outputs B vertices v ∈ V \ S with the highest b(v) values as the

outliers and order the remaining vertices by KWIK-SORT.

• Iterative Outlier Removal (IOR): We iteratively remove the vertex without which
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KWIK-SORT outputs the least back edges. See Algorithm 4 for more details.

Algorithm 4 Iterative Outlier Removal (IOR)

1: U = ∅
2: while |U | < B do

3: For each vertex v ∈ V , run KWIK-SORT on V \ v, which yields |V | permutations.

Among all the achieved permutations, consider the one with minimum number of

backward edges. Let v ∈ V be the missing vertex in this permutation. Add v to U ; and

V ← V \ {v}.

4: Output U as outliers and run KWIK-SORT on V/U .

We mainly use two natural models to generate synthetic data sets. The first model, which we

call the uniform model, assumes inconsistencies uniformly scattered over edges, in addition

to randomly chosen outlier vertices. More precisely, the uniform model is described by a

quadruple 〈p, q, r, n〉: For a tournament G = (V,E) over n vertices with no inconsistencies,

flip each edge with probability p and perturb each vertex v with probability q by flipping

each edge incident on v with probability r – all independently. The second model, which

essentially follows the Bradley-Terry-Luce model [28, 79] and therefore we refer to as BTL,

assumes that each vertex i has a certain (hidden) score wi > 0. Then, each pair of vertices i

and j has edge (i, j) with probability
wj

wi+wj
; or edge (j, i) with the remaining probability.

Intuitively, if edge (i, j) is present for every i, j such that wi < wj , we will have a tournament

that is a DAG. However, some edges are flipped stochastically – in particular, edges between

vertices with similar scores are more likely to be flipped. Assuming that the underlying

vertex scores are a geometric sequence, we can compactly describe a BTL instance by a

quadruple 〈b, q, r, n〉, where the score of the n vertices forms a geometric sequence of ratio

b. Then, edges are first generated as described above, and vertices are perturbed using the

parameters q and r as are done for the uniform model.

We first confirm that ABD is not very scalable.
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Table 2.1: PDS withsample size 1/(2q) = 50 vs. ABD for the uniform model 〈p = 0.001, q =
0.01, r = 0.50, n〉 and B = nq. Bad 4s denotes the number of bad triangles in 1000 units.

pts (n)
outliers back edges bad 4s time (sec)

PDS ABD PDS ABD PDS ABD PDS ABD

250 0 2 269 33 0 18 0.2 3.8

500 6 7 377 152 365 228 4.8 100.0

1000 9 N/A 1597 N/A 441 1032 20.0 600+

Even when n = 1000, ABD does not terminate in 600 seconds while our algorithm PDS does

in 20 seconds. Our algorithm’s speed-up is explained by the significantly smaller number of

bad triangles. For n = 500, PDS outputs factor 2 or 3 more back edges than ABD. But we

were not able to compare the two algorithms for larger inputs because of ABD’s large run

time.

Next, we compare PDS to RSF and IOR for inputs generated under the uniform and BTL

models. Note that RSF and IOR choose exactly the same number of outliers, B.

Table 2.2: PDS with sample size 1/(2q) = 50 vs RSF vs IOR for the uniform input
〈p = 0.001, q = 0.01, r = 0.50, n〉 and B = nq.

pts (n)
outliers back edges (103) time (sec)

RSF PDS RSF IOR PDS RSF IOR PDS

500 5 6 1.1 0.98 0.4 0.1 0.1 4.7

1000 10 9 2.6 1.8 1.6 0.4 0.5 20.3

2000 20 16 7.5 6.1 2.5 1.1 3.8 145.4

4000 40 55 26.2 71.5 11.8 3.8 41.3 1132

Table 2.3: PDS with sample size 1/(2q) = 50 vs RSF vs IOR for the BTL input with
q = 0.01, r = 0.50, (b, n) ∈ {(4.2, 500), (2.3, 1000), (1.57, 2000), (1.266, 4000)}; here B = nq.

pts (n)
outliers back edges (103) time (sec)

RSF PDS RSF IOR PDS RSF IOR PDS

500 5 1 0.3 0.0 0.3 0.1 0.1 1

1000 10 9 0.8 0.3 0.8 0.3 0.5 8.3

2000 20 26 7.9 7.6 1.6 0.9 2.3 73

4000 40 33 8.1 8.0 7.9 3.4 15.9 381.3

Our algorithm PDS outperforms the other two in terms of the number of back edges although
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it occasionally chooses slightly more outliers. However, PDS is considerably slower than

RSF and IOR.

Finally, to showcase the major advantage of our algorithm PDS that it has performance

guarantees for all inputs, in contrast to the two heuristics RSF and IOR, we consider certain

specific instances. First, we observe that RSF significantly underperforms compared to PDS

and IOR when the instance is constructed by choosing
√
n points at random and flipping

edges among them. As before, note that RSF and IOR choose the same number of outliers,

B, thus we only display RSF for the outliers column.

Table 2.4: PDS with sample size
√
n/2 vs RSF with sample size

√
n/2 vs IOR. Each vertex

is perturbed with probability 1/
√
n – each edge between perturbed vertices is flipped with

probability 1/2. B =
√
n.

pts (n)
outliers back edges time (sec)

RSF PDS RSF IOR PDS RSF IOR PDS

1000 31 31 226 0 0 0.2 1.2 6.4

2000 44 44 541 0 0 0.8 7.3 27.2

4000 63 63 1570 0 0 3.3 62.8 130.2

8000 89 89 2887 0 0 13.4 442.0 702.7

As shown in Table 2.4, when n = 4000, all algorithms choose exactly 63 outliers; but RSF

produces 1570 back edges while the other two produce no back edges. For all cases when

n = 1000, 2000, 4000 and 8000, PDS and IOR create no back edges while RSF does a

considerable number of back edges. Interestingly, IOR appears not to be very scalable. For

n = 8000, IOR is only twice faster than PDS.

We continue to observe that IOR also quite underperforms compared to PDS for a certain

class of instances. The instance we create is parameterized by t. The instance is constructed

by combining 4t sub-tournaments, G1, G2, G3, · · · , G4t, which are identical. Each Gi has t

vertices and admits a perfect ordering with one vertex removed therein – each edge in Gi

incident on the vertex is flipped with probability 1/2. We connect the sub-tournaments,

so that for any i < j, all vertices in Gi are predecessors of all vertices in Gj . As shown in

Table 2.5, when n = 4096, PDS creates no back edges while IOR creates 313 back edges;

both choose the same number of outliers, 128. Further, PDS is slower than IOR only by a

factor of at most 3.
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Table 2.5: PDS with sample size t/2 vs IOR

pts (n)
outliers back edges time (sec)

IOR PDS IOR PDS IOR PDS

1024 64 62 87 7 2.4 21.4

2116 92 89 142 79 16.7 203.2

4096 128 128 313 0 129.5 305.5

2.5 Conclusions

In this work, we studied how to order objects in the presence of outliers. In particular, we

developed approximation algorithms that are nearly optimal in terms of running time and

can be adapted to the distributed setting, along with potentially useful heuristics. There

are many interesting future research directions. First, our algorithm may choose more than

x∗ outliers. It would be interesting if one can get an approximation algorithm that finds an

ordering resulting in O(1)y∗ backward edges with strictly no more than x∗ outliers. Second,

we currently do not know if it is possible to obtain a (O(1), O(1))-approximation algorithm

whose running time is almost linear in the input size when x∗ >
√
n. Finally, it would

be of significant interest to consider arbitrary directed graphs, not only tournaments, as

input.



Chapter 3

Fast Noise Removal for k-Means

Clustering

3.1 Introduction

Clustering is a fundamental unsupervised learning method that offers a compact view of

data sets by grouping similar input points. Among various clustering methods, k-means

clustering is one of the most popular clustering methods used in practice, which is defined

as follows: given a set X of n points in Euclidean space1 Rd and a target number of clusters

k, the goal is to choose a set C of k points from Rd as centers, so as to minimize the `2-loss,

i.e., the sum of the squared distances of every point x ∈ X to its closest center in C.

Due to its popularity, k-means clustering has been extensively studied for decades both the-

oretically and empirically, and as a result, various novel algorithms and powerful underlying

theories have been developed. In particular, because the clustering problem is NP-hard,

several constant-factor approximation algorithms have been developed [33, 48, 63, 73], mean-

ing that their output is always within an O(1) factor of the optimum. One of the most

successful algorithms used in practice is k-means++ [21]. The algorithm k-means++ is a

preprocessing step used to set the initial centers when using Lloyd’s algorithm [77]. Lloyd’s

algorithm is a simple local search heuristic that alternates between updating the center of

every cluster and reassigning points to their closest centers. k-means++ has a provable

1The input space can be extended to an arbitrary metric space.

37
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approximation guarantee of O(log k) by carefully choosing the initial centers.

k-means clustering is highly sensitive to noise, which is present in many data sets. Indeed,

it is not difficult to see that the k-means clustering objective can vary significantly even

with the addition of a single point that is far away from the true clusters. In general, it is a

non-trivial task to filter out noise; without knowing the true clusters, we cannot identify

noise, and vice versa. While there are other clustering methods, such as density-based

clustering [45], that attempt to remove noise, they do not replace k-means clustering because

they are fundamentally different than k-means.

Consequently, there have been attempts to study k-means clustering in the presence of

noise. The following problem formulation is the most popular formulation in the theory

[36, 40, 52, 86], machine learning [37, 76, 82] and database communities [53]. Note that

traditional k-means clustering is a special case of this problem when z = 0. Throughout, for

x, y ∈ Rd, we let d(x, y) denote the `2 distance between x and y. For a subset of points Y ,

let d(x, Y ) := miny∈Y d(x, y).

Definition 3.1.1 (k-Means with Outliers). In this problem we are given as input a subset

X of n points in Rd, a parameter k ∈ N (number of centers), and a parameter z ∈ N

(number of outliers). The goal is to choose a collection of k centers, C ⊆ Rd, to minimize:∑
x∈Xz(C) d

2(x,C) , where Xz(C) ⊆ X is the subset of n− z input points with the smallest

distances to C.

Because this problem generalizes k-means clustering, it is NP-hard, and in fact, turns out to

be significantly more challenging. The only known constant approximations [40, 72] are highly

sophisticated and are based on complicated local search or linear program rounding. They

are unlikely to be implemented in practice due to their runtime and complexity. Therefore,

there have been strong efforts to develop simpler algorithms that offer good approximation

guarantees when allowed to discard more than z points as noise/outliers [36, 53, 87], or

heuristics [37]. Unfortunately, all existing algorithms with theoretical guarantees suffer from

either high running time or inherent loss in the solution quality.

In contrast , concurrently with our work, [25] developed a simple algorithm for k-means

with outliers that gives a good approximation guarantee when allowed to discard more than

z outliers or use more than k centers, which we discuss in more detail when we describe our

results.
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3.1.1 Our Results and Contributions

The algorithmic contribution of our work is two-fold, and further these contributions are

validated by experiments. In this section, we state our contribution and discuss it in detail

compared to the previous work.

Simple Preprocessing Step for Removing Outliers with Provable Guarantees:

In this work we develop a simple preprocessing step, which we term NK-means, to effectively

filter out outliers. NK-means stands for noise removal for k-means. Our proposed

preprocessing step can be combined with any algorithm for k-means clustering. Despite

the large amount of work on this problem, we give the first reduction to the standard

k-means problem. In particular, NK-means can be combined with the popular k-means++.

The algorithm is the fastest known algorithm for the k-means with outliers problem. Its

speed and simplicity gives it the potential to be used in practice. Formally, given an α-

approximation for k-means clustering, we give an algorithm for k-means with outliers that

is guaranteed to discard up to O(kz) points such that the cost of remaining points is at

most O(α) times the optimum that discards up to exactly z points. While the theoretical

guarantee on the number of outliers is larger than z on worst case inputs, we show that

NK-means removes at most O(z) outliers under the assumption that every cluster in an

optimal solution has at least 3z points. We believe that this assumption captures most

practical cases since otherwise significant portions of the true clusters can be discarded

as outliers. In actual implementation, we can guarantee discarding exactly z points by

discarding the farthest z points from the centers we have chosen. It is worth keeping in

mind that all (practical) algorithms for the problem discard more than z points to have

theoretical guarantees [25, 36, 53, 87].

When compared to the concurrent work of [25], our work differs in two main ways. Firstly,

our algorithm consists of a pre-processing step that can be combined with any k-means

algorithm, such as k-means++, while theirs consists of a modification to the standard

k-means++ algorithm. Further, our algorithm throws away a multiplicative O(k)-factor

extra outliers in the worst case and uses no extra centers, while in their work they prove

a trade-off between extra outliers and extra centers. In particular, they obtain a O(log k)

approximation for k-means with outliers using an extra multiplicative O(log k) outliers and

no extra centers, and a O(1)-approximation using an extra multiplicative O(1) outliers and

centers.
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New Coreset Construction: When the data set is large, a dominant way to speed up

clustering is to first construct a coreset and then use the clustering result of the coreset as a

solution to the original input. Informally, a set of (weighted) points Y is called a coreset

of X if a good clustering of Y is also a good clustering of X; see Section 3.4.1 for formal

definition. The idea is that if we can efficiently construct such Y , which is significantly

smaller than X, then we can speed up any clustering algorithm with little loss of accuracy.

In this work, we give an algorithm to construct a coreset of size O(k log n) for k-means with

outliers. Previously, the best known coreset size was either O(k + z) [53] or O(knz log n) [87]

– thus, the coreset size was Ω(
√
n) in general. We achieve a coreset of size O(k log n) by

combining these two coreset construction methods.

Experimental Validation: Our new coreset enables the implementation and comparison

of all potentially practical algorithms, which are based on primal-dual [36], uniform sampling

[87], or local search [37, 53]. It is worth noting that, to the best of our knowledge, this is

the first work to implement the primal-dual based algorithm [36] and test it for large data

sets. We also implemented natural extensions of k-means++ and our algorithm NK-means.

We note that for fair comparison, once each algorithm chose the k centers, we considered

all points and discarded the farthest z points. Our experiments show that our NK-means

consistently outperforms other algorithms for both synthetic and real-world data sets with

little running time overhead as compared to k-means++.

3.1.2 Comparison to the Previous Work

Algorithms for k-Means with Outliers: To understand the contribution of our work,

it is important to contrast the algorithm with previous work. We believe a significant

contribution of our work is the algorithmic simplicity and speed as well as the theoretical

bounds that our approach guarantees. In particular, we will discuss why the previous

algorithms are difficult to use in practice.

The first potentially practical algorithm developed is based on primal-dual [36]. Instead of

solving a linear program (LP) and converting the solution to an integer solution, the primal-

dual approach only uses the LP and its dual to guide the algorithm. However, the algorithm

does not scale well and is not easy to implement. In particular, it involves increasing variables

uniformly, which requires Ω(n2) running time and extra care to handle precision issues of
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fractional values. As mentioned before, this algorithm was never implemented prior to this

work. Our experiments show that this algorithm considerably under-performs compared to

other algorithms.

The second potentially practical algorithm is based on uniform sampling [87]. The main

observation of [87] is that if every cluster is large enough, then a small uniform sample can

serve as a coreset. This observation leads to two algorithms for k-means clustering with

outliers: (i) (implicit) reduction to k-means clustering via conservative uniform sampling and

(ii) (explicit) aggressive uniform sampling plus primal-dual [36]. In (i) it can be shown that

a constant approximate k-means clustering of a uniform sample of size n/(2z) is a constant

approximation for k-means clustering with outliers, under the assumption that every cluster

has size Ω(z log k). Here, the main idea is to avoid any noise by sampling conservatively.

Although this assumption is reasonable as discussed before, the real issue is that conservative

uniform sampling does not give a sufficiently accurate sketch to be adopted in practice. For

example, if there are 1% noise points, then the conservative uniform sample has only 50

points. In (ii), a more aggressive uniform sampling is used and followed by the primal dual

[36]. It first obtains a uniform sample of size Θ(k(n/z) log n); then the (expected) number

of outliers in the sample becomes Θ(k log n). This aggressive uniform sampling turns out to

have very little loss in terms of accuracy. However, as mentioned before, the primal-dual

algorithm under-performs compared to other algorithms in speed and accuracy.

Another line of algorithmic development has been based on local search [37, 53]. The

algorithm in [37] guarantees the convergence to a local optimum, but has no approximation

guarantees. The other algorithm [53] is an O(1)-approximation but theoretically it may end

up with discarding O(kz log n) outliers. These local search algorithms are considerably slower

than our method and the theoretical guarantees require discarding many more points.

To summarize, there is a need for a fast and effective algorithm for k-means clustering with

outliers.

Coresets for k-Means with Outliers: The other main contribution of our work is a

coreset for k-means with outliers of size O(k log n) - independent of the number of outliers z

and dimension d.

The notion of coreset we consider is related to the concept of a weak coreset in the literature

- see e.g. [47] for discussion of weak coresets and other types of coresets. Previous coreset
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constructions (some for stronger notions of coreset) have polynomial dependence on the

number of outliers z [53], inverse polynomial dependence on the fraction of outliers z
n [55, 87],

or polynomial dependence on the dimension d [55]. Thus, all coresets constructed in the

previous work can have large size for some value of z, e.g. z = Θ(
√
n), or for large values of

d. In contrast, our construction is efficient for all values of z ∈ [0, n] and yields coresets of

size with no dependence on d or z.

3.1.3 Overview of Our Algorithms: NK-means and SampleCoreset

Our preprocessing step, NK-means, is reminiscent of density-based clustering. Our algorithm

tags an input point as light if it has relatively few points around it. Formally, a point is

declared as light if it has less than 2z points within a certain distance threshold r, which

can be set by binary search. Then a point is discarded if it only has light points within

distance r. We emphasize that the threshold is chosen by the algorithm, not by the algorithm

user, unlike in density-based clustering. While our preprocessing step looks similar to the

algorithm for k-center clustering [36], which optimizes the `∞-loss, we find it surprising that

a similar idea can be used for k-means clustering.

It can take considerable time to label each point light or not. To speed up our algorithm, we

develop a new corest construction for k-means with outliers. The idea is relatively simple. We

first use aggressive sampling as in [87]. The resulting sample has size O(knz log n) and includes

O(k log n) outliers with high probability. Then we use k-means++ to obtain O(k log n)

centers. As a result, we obtain a high-quality coreset of size O(k log n). Interestingly, to

our best knowledge, combining aggressive sampling with another coreset for k-means with

outliers has not been considered in the literature.

3.1.4 Other Related Work

Due to the vast literature on clustering, we refer the reader to [8, 60, 69] for an overview

and survey of the literature. k-means clustering can be generalized by considering other

norms of loss, and such extensions have been studied under different names. When the

objective is `1-norm loss, the problem is called k-medians. The k-median and k-mean

clustering problems are closely related, and in general the algorithm and analysis for one can

be readily translated into one for the other with an O(1) factor loss in the approximation

ratio. Constant approximations are known for k-medians and k-means based on linear
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programming, primal-dual, and local search [22, 33, 34]. While its approximation ratio is

O(log k), the k-means++ algorithm is widely used in practice for k-means clustering due to

its practical performance and simplicity. When the loss function is `∞, the problem is known

as k-centers and a 3-approximation is known for k-centers clustering with outliers [36]. For

recent work on these outlier problems in distributed settings, see [38, 52, 76, 82].

3.2 Preliminaries

In this work we will consider the Euclidean k-means with outliers problem as defined in the

introduction. Note that the `2-distance satisfies the triangle inequality, so for all x, y, z ∈ Rd,

d(x, z) ≤ d(x, y) + d(y, z). Further, the approximate triangle inequality will be useful to our

analyses (this follows from the triangle inequality): d2(x, z) ≤ 2d2(x, y)+2d2(y, z) ∀x, y, z ∈
Rd. Given a set of centers C ⊂ Rd, we say that the assignment cost of x ∈ X to C is

d2(x,C). For k-means with outliers, a set, C, of k centers naturally defines a clustering of

the input points X as follows:

Definition 3.2.1 (Clustering). Let C = {c1, . . . , ck} ⊂ Rd be a set of k centers. A clustering

of X defined by C is a partition C1 ∪ · · · ∪ Ck of Xz(C) satisfying: For all x ∈ Xz and

ci ∈ C, x ∈ Ci ⇐⇒ d(x,C) = d(x, ci), where ties between ci’s are broken arbitrarily but

consistently.

In summary, for the k-means with outliers problem, given a set C of k centers, we assign

each point in X to its closest center in C. Then we exclude the z points of X with the

highest assignment cost from the objective function (these points are our outliers.) This

procedure defines a clustering of X with outliers.

Notations: For n ∈ N, we define [n] := {1, . . . , n}. Recall that as in the introduction, for any

finite Y ⊂ Rd, x ∈ Rd, we define: d(x, Y ) := miny∈Y d(x, y). For any x ∈ Rd, X ⊆ Rd, r > 0,

we define the X-ball centered at x with radius r by B(x, r) := {y ∈ X | d(x, y) ≤ r}. For a set

of k centers, C ⊂ Rd, and z ∈ N, we define the z-cost of C by fXz (C) :=
∑

x∈Xz(C) d
2(x,C).

Recall that we define Xz(C) ⊂ X to be the subset of points of X excluding the z points

with highest assignment costs. Thus the z-cost of C is the cost of clustering X with C while

excluding the z points with highest assignment costs. As shorthand, when z = 0 – so when

we consider the k-means problem without outliers – we will denote the 0-cost of clustering X

with C by fX(C) := fX0 (C). Further, we say a set of k centers C∗ is an optimal z-solution if
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it minimizes fXz (C) over all choices of k centers, C. Then we define Opt(X, k, z) := fXz (C∗)

to be the optimal objective value of the k-means with outliers instance (X, k, z). Analogously,

for the k-means without outliers problem, we denote the optimal objective value of the

k-means instance (X, k) by Opt(X, k).

3.3 NK-means Algorithm

In this section, we will describe our algorithm, NK-means, which turns a k-means algorithm

without outliers to an algorithm for k-means with outliers in a black box fashion. We note

that the algorithm naturally extends to k-medians with outliers and general metric spaces.

For the remainder of this section, let X = {x1, . . . , xn} ⊂ Rd, k ∈ N , and z ∈ N define an

instance of k-means with outliers.

Algorithm Intuition: The guiding intuition behind our algorithm is as follows: we consider

a ball of radius r > 0 around each point x ∈ X. If this ball contains many points, then x is

likely not to be an outlier in the optimal solution.

More concretely, if there are more than 2z points in x’s ball, then at most z of these points

can be outliers in the optimal solution. This means that the majority of x’s neighbourhood

is real points in the optimal solution, so we can bound the assignment cost of x to the

optimal centers. We call such points heavy.

There are 2 main steps to our algorithm. First, we use the concept of heavy points to

decide which points are real points and those that are outliers. Then we run a k-means

approximation algorithm on the real points.

Formal Algorithm: Now we formally describe our algorithm NK-means. As input,

NK-means takes a k-means with outliers instance (X, k, z) and an algorithm for k-mean

without outliers, A, where A takes an instance of k-means as input.

We will prove that if A is an O(1)-approximation for k-means and the optimal clusters are

sufficiently large with respect to z, then NK-means outputs a good clustering that discards

O(z) outliers. More precisely, we will prove the following theorem about the performance of

NK-means:

Theorem 3.3.1. Let C be the output of NK-means(X, k, z,A). Suppose that A is an

α-approximation for k-means. If every cluster in the clustering defined by C∗ has size at
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least 3z, then fX2z(C) ≤ 9α ·Opt(X, k, z).

3.3.1 Analysis of NK-means

The goal of this section is to prove Theorem 3.3.1. For the remainder of this section, let C∗

denote the optimal z-solution and C denote the output of NK-means(X, k, z,A). Again,

let Opt := Opt(X, k, z).

We first show the benefits of optimal clusters having size at least 3z.

Claim 3.3.2. For each optimal center c∗ ∈ C∗, let x(c∗) ∈ X be the closest input point to

c∗. If the cluster defined by c∗ ∈ C∗ has size at least 3z, then d(x(c∗), c∗) ≤ (Opt3z )1/2.

Proof. Assume for contradiction that d(x(c∗), c∗) > (Opt3z )1/2. Thus for each input point

x ∈ X that is assigned to center c∗ in the optimal solution, we have d2(x, c∗) > Opt
3z . There

are at least 3z such points, so we can lower bound the assignment cost of these points by

3z(Opt3z ) = Opt. This is a contradiction.

Lemma 3.3.3. If the cluster defined by c∗ ∈ C∗ in the optimal solution has size at least 3z,

then x(c∗) is heavy.

Proof. Assume for contradiction that x(c∗) is light, so |B(x(c∗), r)| < 2z. However, at least

3z points are assigned to c∗ in the optimal solution, so there are at least z + 1 such points

outside of B(x(c∗), r).

Let x /∈ B(x(c∗), r) be such a point that is assigned to c∗ in the optimal solution. By the

triangle inequality, we have:

d(x, x(c∗)) ≤ d(x, c∗) + d(x(c∗), c∗),

which implies d(x, c∗) ≥ r − d(x(c∗), c∗) ≥ 2(Opt/z)1/2 − (1/3)1/2(Opt/z)1/2 ≥ (Opt/z)1/2.

We conclude that for at least z + 1 points assigned to c∗ in the optimal solution, their

assignment costs are each at least Opt/z. This is a contradiction.

Now using this result, we can upper bound the number of outliers required by NK-means(X, k, z,A)

to remain competitive with the optimal z-solution (we will show that this quantity is upper
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bounded by the size of Y at the end of NK-means(X, k, z,A).)

Lemma 3.3.4. At the end of NK-means(X, k, z,A),

|Y | ≤ 3z#{optimal clusters of size less than 3z}+ 2z.

Proof. Let C∗ = {c∗1, . . . , c∗k} ⊂ X.

For each x ∈ X, we will classify points into two types:

1) d(x,C∗) ≤ (Opt/z)1/2:

We have that x satisfies d(x,C∗) = d(x, c∗) ≤ (Opt/z)1/2 for some c∗ ∈ C∗. If the cluster

defined by c∗ has size at least 3z, then by Lemma 3.3.3, x(c∗) is heavy.

Further, d(x, x(c∗)) ≤ d(x, c∗) + d(x(c∗), c∗) ≤ (Opt/z)1/2 + (1/3)1/2(Opt/z)1/2 ≤
2(Opt/z)1/2, so x(c∗) ∈ B(x, r). Thus, we will not add x to Y if its nearest optimal

cluster has size at least 3z.

2) d(x,C∗) > (Opt/z)1/2:

We claim that there are at most 2z such x ∈ X satisfying d(x,C∗) > (Opt/z)1/2. Assume

for contradiction that there are at least 2z + 1 points x ∈ X with d(x,C∗) > (Opt/z)1/2.

At most z of these points can be outliers, so the optimal solution must cluster at least

z + 1 of these points. Thus we can lower bound the assignment cost of these points to

C∗ by:

(z + 1)r2 = (z + 1)(Opt/z) > Opt

This is a contradiction.

We conclude that Y includes no points of type 1 from clusters of size at least 3z, at most 3z

points from each cluster of size less than 3z, and at most 2z points of type 2.

Corollary 3.3.5. If every optimal cluster has size at least 3z, then at the end of

NK-means(X, k, z,A), |Y | ≤ 2z.

It remains to bound the |Y |-cost of C. Recall that the |Y |-cost of C is the cost of clustering

X with C excluding the |Y | points of largest assignment cost.
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Intuitively, we do not need to worry about the points in X that are clustered in both the

|Y |-solution C and the z-solution C∗ – so the points in X|Y |(C) ∩ Xz(C
∗), because such

points are paid for in both solutions.

We must take some care to bound the cost of the points in X that are clustered by the |Y |-
solution C but are outliers in the z-solution C∗, because such points could have unbounded

assignment costs to C∗. Here we will use the following property of heavy points:

Lemma 3.3.6. Let x ∈ X be a heavy point. Then there exists some optimal center c∗ ∈ C∗

such that d(x, c∗) ≤ 2r.

Proof. Assume for contradiction that d(x, c∗) > 2r for every c∗ ∈ C∗. However, x is heavy,

so |B(x, r)| ≥ 2z. At least z points in B(x, r) must be clustered by the optimal z-solution

C∗.

Consider any such x′ ∈ B(x, r) ∩Xz(C
∗). By the triangle inequality, we have

2r < d(x,C∗) ≤ d(x, x′) + d(x′, C∗) ≤ r + d(x′, C∗)

This implies d(x′, C∗) > r. Thus we can lower bound the assignment cost to C∗ of all points

in B(x, r) ∩Xz(C
∗) by: ∑

x′∈B(x,r)∩Xz(C∗)

d2(x′, C∗) > zr2 = 4Opt

This is a contradiction.

Now we are ready to prove the main theorem of this section.

Proof of Theorem 3.3.1. By Corolloary 3.3.5, we have fX2z(C) ≤ fX\Y (C).

Further, by construction, C is an α-approximate k-means solution on X \ Y . Then

fX\Y (C) ≤ αfX\Y ∗ ≤ αfX\Y (C∗),

so it suffices to show that fX\Y (C∗) ≤ 9 ·Opt.

We will consider two types of points:
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1) x ∈ (X \Y )∩Xz(C
∗), so points in X \Y that are also clustered in the optimal z-solution

C∗:

We have ∑
x∈(X\Y )∩Xz(C∗)

d2(x,C∗)

≤
∑

x∈Xz(C∗)

d2(x,C∗) = fXz (C∗).

2) x ∈ (X \Y )∩ (X \Xz(C
∗)), so points in X \Y that are outliers in the optimal z-solution

C∗:

Observe that by definition, |X \Xz(C
∗)| = z, so there are at most z such x. By Lemma

3.3.3, for each such x ∈ (X \ Y ) ∩ (X \Xz(C
∗)), we have d2(x,C∗) ≤ 4r2. Thus,∑

x∈(X\Y )∩(X\Xz(C∗))

d2(x,C∗) ≤ z(4r2) = 8fXz (C∗).

We conclude that fX\Y (C∗) ≤ fXz (C∗) + 8fXz (C∗) = 9fXz (C∗), as required.

Corollary 3.3.7. Let C be the output of NK-means(X, k, z,A). Suppose that A is an

α-approximation. Then fX3kz+2z(C) ≤ 9α ·Opt(X, k, z).

In other words, NK-means gives a pseudo-approximation-preserving reduction from k-means

with outliers to k-means, where any α approximation for k-means implies a 9α pseudo-

approximation for k-means with outliers that throws away 3kz + 2z points as outliers.

3.3.2 Implementation Details

Here we describe a simple implementation of NK-means that achieves runtime O(n2d)+T (n)

assuming we know the optimal objective value, Opt, where T (n) is the runtime of the

algorithm A on inputs of size n. This assumption can be removed by running that algorithm

for many guesses of Opt, say by trying all powers of 2 to obtain a 2-approximation of Opt

for the correct guess.

For our experiments, we implement the loop in Line 3 by enumerating over all pairs of points

and computing their distance. This step takes time O(n2d). We implement the loop in Line

7 by enumerating over all elements in B(x, r) and checking if it is heavy for each x ∈ X.
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Algorithm 5 for k-means with outliers

NK-means(X, k, z,A)

1: Suppose we know the optimal objective value Opt := Opt(X, k, z)

2: Initialize r ← 2(Opt/z)1/2, Y ← ∅
3: for each x ∈ X do

4: Compute B(x, r)

5: if |B(x, r)| ≥ 2z then

6: Mark x as heavy

7: for each x ∈ X do

8: if B(x, r) contains no heavy points then

9: Update Y ← Y ∪ {x}

10: Output C ← A(X \ Y, k)

This step takes O(n2). Running A on (X \ Y, k) takes T (n) time. We summarize the result

of this section in the following lemma:

Lemma 3.3.8. Assuming that we know Opt and that A takes time T (n) on inputs of size

n, then NK-means can be implemented to run in time O(n2d) + T (n).

3.4 Coreset of Near Linear Size in k

In this section we develop a general framework to speed up any k-means with outliers

algorithm, and we apply this framework to NK-means to show that we can achieve near-

linear runtime. In particular, we achieve this by constructing what is called a coreset for

the k-means with outliers problem of size O(k log n), which is independent of the number of

outliers, z.

3.4.1 Coresets for k-Means with Outliers

Our coreset construction will leverage existing constructions of coresets for k-means with

outliers. A coreset gives a good summary of the input instance in the following sense:

Definition 3.4.1 (Coreset for k-Means with Outliers). Let (X, k, z) be an instance of
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k-means with outliers and Y be a (possibly weighted) subset of Rd. We say the k-means

with outliers instance (Y, k, z′) is an (α, β)-coreset for X if for any set C ⊂ Rd of k-

centers satisfying fYκ1z′(C) ≤ κ2Opt(Y, k, z
′) for some κ1, κ2 > 0, we have fXακ1z(C) ≤

βκ2Opt(X, k, z).

In words, if (Y, k, z′) is an (α, β) coreset for (X, k, z), then running any (κ1, κ2)-approximate

k-means with outliers algorithm on (Y, k, z′) (meaning the algorithm throws away κ1z
′ outliers

and outputs a solution with cost at most κ2Opt(Y, k, z
′)) gives a (ακ1, βκ2)-approximate

solution to (X, k, z).

Note that if Y is a weighted set with weights w : Y → R+, then the k-means with outliers

problem is analogously defined, where the objective is a weighted sum of assignment costs:

min
C

∑
y∈Yz(C)w(y)d2(y, C). Further, note that NK-means generalizes naturally to weighted

k-means with outliers with the same guarantees.

The two coresets we will utilize for our construction are k-means++ [7] and Meyerson’s

sampling coreset [87]. The guarantees of these coresets are as follows:

Theorem 3.4.2 (k-means++). Let k-means++(X, k) denote running k-means++ on

input points X to obtain a set Y ⊂ X of size k. Further, let Y1, . . . Yk be the clustering of

X with centers y1, . . . , yk ∈ Y , respectively. We define a weight function w : Y → R+ by

w(yi) = |Yi| for all yi ∈ Y . Suppose Y = k-means++(X, 32(k + z)). Then with probability

at least 0.03, the instance (Y, k, z) where Y has weights w is an (1, 124)-coreset for the

k-means with outliers instance (X, k, z).

Our proof relies on the following lemma which is implicit in [7]:

Lemma 3.4.3. Let Y = k-means++(X, 32k). Then fX(Y ) ≤ 20 · Opt(X, k) with proba-

bility at least 0.03.

Corollary 3.4.4. Let Y = k-means++(X, 32(k + z)). Then fX(Y ) ≤ 20 · Opt(X, k, z)
with probability at least 0.03.

Proof. Let C∗ be the optimal solution to the k-means with outliers instance (X, k, z). Note

that X \Xz(C
∗) is the set of outliers in the optimal solution, so |X \Xz(C

∗)| ≤ z.

Then we have fXz (C∗) ≥ fX(C∗ ∪ (X \Xz(C
∗)) ≥ Opt(X, k+ z). Combining this inequality

with the above lemma gives the desired result.
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Using the above corollary, we can prove Theorem 3.4.2 by a moving argument:

Proof of Theorem 3.4.2. Let Y = k-means++(X, 32(k + z)) with weights w as defined in

the theorem statement. By the above corollary, we have fX(Y ) ≤ 20 · Opt(X, k, z) with

constant probability. We assume for the remainder of the proof that this condition holds.

Let C be any set of k centers such that fYκ1z(C) ≤ κ2Opt(Y, k, z). We wish to bound fXκ1z(C).

Note that by definition of w,
∑
y∈Y

w(y) = n, and each weight is an integer. Thus for the

remainder of the proof we interpret Y as a multiset such that for each y ∈ Y , there are w(y)

copies of y in the multiset.

It follows, we can associate each x ∈ X with a unique y(x) ∈ Y such that d2(x, y(x)) =

d2(x, Y ) (so y(x) is a unique copy of the center that x is assigned to in the clustering of X

with centers Y .)

Now we partition Xκ1z(C) into two sets:

X ′ := {x ∈ X | x ∈ Xκ1z(C), y(x) ∈ Yκ1z(C)}

X ′′ := {x ∈ X | x ∈ Xκ1z(C), y(x) /∈ Yκ1z(C)}

For each x ∈ Xκ1z(C), we want to bound its assignment cost. There are two cases:

1) x ∈ X ′:

We can bound d2(x,C) ≤ 2d2(x, y(x)) + 2d2(y(x), C). Note that y(x) ∈ Yκ1z(C), so we

can bound the assignment cost d2(y(x), C).

2) x ∈ X ′′:

Note that because y(x) /∈ Yκ1z(C), and Xκ1z(C), Yκ1z(C) are the same size, we can

associate y(x) with a unique element in Yκ1z(C), say y(x′) ∈ Yκ1z(C) such that x′ /∈
Xκ1z(C).

Note that x′ is not assigned in the κ1z-solution C, but x is assigned, so we can bound:

d2(x,C) ≤ d2(x′, C) ≤ 2d2(x′, y(x′)) + 2d2(y(x′), C)
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By summing over all x ∈ Xκ1z(C) and applying the above bounds, we have:

fXκ1z(C) =
∑
x∈X′

d2(x,C) +
∑
x∈X′′

d2(x,C)

≤ 2
∑
x∈X′

(d2(x, y(x)) + d2(y(x), C))

+ 2
∑
x∈X′′

(d2(x′, y(x′)) + d2(y(x′), C))

= 2fX(Y ) + 2fYκ1z(C)

≤ 2 · 20 ·Opt(X, k, z) + 2κ2Opt(Y, k, z)

An analogous argument gives that Opt(Y, k, z) ≤ 2 · 20 ·Opt(X, k, z) + 2 ·Opt(X, k, z).

We conclude that fXκ1z(C) ≤ (40 + 84κ2)Opt(X, k, z), where we may assume κ2 ≥ 1. This

gives the desired result.

Theorem 3.4.5 (Sampling). Let S be a sample from X, where every x ∈ X is included in

S independently with probability p = max(36
z log(4nk2

z ), 36kz log(2k3)).

Then with probability at least 1 − 1
k2

, the instance (S, k, 2.5pz) is a (16, 29)-coreset for

(X, k, z).

The proof closely follows [87]. Note that the key difference is that rather than sampling

elements uniformly from X with replacement as in [87], instead we sample each element

of X independently with probability p. In this section let C∗ = {c∗1, . . . , c∗k} be an optimal

z-solution on X with clusters C∗1 , . . . , C
∗
k such that C∗i is the set of points assigned to center

c∗i . Let ni := |C∗i | denote the size of cluster i.

Further, let S be a sample drawn from X of size s as in SampleCoreset, and let C a set

of k centers satisfying fS2.5κ1pz(C) ≤ κ2Opt(S, k, 2.5pz) for some constants κ1, κ2 > 0.

The goal is to prove that the sample S gives a good coreset of X for the k-means with

outliers problem. We begin with some definitions that will be useful to our analysis:

Definition 3.4.6 (Large/Small Clusters). We say a cluster C∗i of the optimal solution is

large if |C∗i | ≥ z
k and small otherwise.

Definition 3.4.7 (Covered/Uncovered Clusters). Let A := S2.5pz(C
∗)∩S2.5κ1pz(C), so A is

the set of points in S that are assigned in the 2.5pz-solution C∗ and in the 2.5κ1pz-solution

C.
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We say a large cluster C∗i is covered if |C∗i ∩A| ≥ 1
2 |C

∗
i ∩ S| and uncovered otherwise.

Intuitively, in our analysis we want to show that most of the large clusters are covered, because

the large clusters make up the majority of the points. In order to obtain a good summary of

the whole point set, it suffices to obtain a good summary of the large clusters.

We quantify this notion of a good summary by defining a division of X into bins with respect

to the centers, C∗.

Definition 3.4.8 (Bin Division). Let b ∈ N. The b-bin division of X with respect to a set of

k centers, C, is a partition B1, . . . Bb of X such that B1 contains the n
b points in X with the

smallest assignment costs to C∗, B2 contains the next n
b cheapest points, and so on. More

formally, the partition B1, . . . , Bb satisfies:

• |Bi| = n
b for all i ∈ [b]

• max
x∈Bi

d2(x,C) ≤ min
x∈Bi+1

d2(x,C) for all i ∈ [b− 1]

For the remainder of this section, let B1, . . . , Bb denote the bin division of X with respect

to the optimal z-solution C∗, where b = n
z (so each bin has size z.)

The following lemma shows that our sample size is sufficiently large to obtain a good

representation of each bin and each large cluster.

Lemma 3.4.9. With probability at least 1− 1
k2

, the following both hold:

1) For all i ∈ [b], |S ∩Bi| ∈ [0.75pz, 1.25pz]

2) For every large cluster C∗i , |S ∩ C∗i | ≥ 0.75pni

Proof. We will use the following standard Chernoff bounds, where X =
∑
i∈[n]

Xi is the sum of

n i.i.d. random variables Xi ∼ Ber(p). For any δ ≥ 0, Pr(|X − pn| ≥ δpn) ≤ 2exp(−δ
2pn

2+δ )

and Pr(X ≥ (1− δ)pn) ≤ exp(−δ
2pn

2+δ ).

We bound the failure probability for each bin and each large cluster. For all i ∈ [b],

we have Pr(||S ∩ Bi| − pz| ≥ 1
4pz) ≤ exp(− 1

36pz). For all large clusters C∗i , we have

Pr(|S ∩ C∗i | ≤ (1− 1
4)pni) ≤ exp(− 1

36pni) ≤ exp(−
1
36p

z
k ).

Now by union bounding over the failure events for each bin and large cluster, the probability
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that Condition 1 or 2 does not hold is upper bounded by:

n

z
2 · exp(− 1

36
pz) + k · exp(− 1

36
p
z

k
)

Because p ≥ 36
z log(4nk2

z ) and p ≥ 36kz log(2k3), the first and second terms are both upper

bounded by 1
2k2

, respectively.

For the remainder of this section, we assume that both Conditions 1 and 2 hold. Now we

will formalize the idea that it suffices to get a good representation of the large clusters,

because we can simply throw away the remaining points as outliers by increasing the number

of outliers by a constant factor.

Lemma 3.4.10. Let X ′ = Xcovered, where Xcovered is the union of all covered large clusters

(so X ′ excludes all small clusters, all uncovered clusters, and all outliers in the optimal

z-solution on X.)

Then fX(9+7κ1)z(C) ≤ fX′(C).

Proof. It suffices to show that |Xsmall ∪ (X \Xz(C
∗)) ∪Xuncovered| ≤ (9 + 7κ1)z.

By definition |Xsmall| ≤ z (because each small cluster has at most z
k points and there are at

most k small clusters), and |X \Xz(C
∗)| ≤ z, so it remains to bound the size of Xuncovered.

Recall that A = S2.5pz(C
∗) ∩ S2.5κ1pz(C), so |A| ≥ s − 2.5pz − 2.5κ1pz. This implies

|S \A| ≤ 2.5pz(1 + κ1).

By definition, a cluster C∗i is uncovered if |C∗i ∩ A| < 1
2 |C

∗
i ∩ S|. This implies |C∗i ∩ S| ≤

2|C∗i ∩ (S \A)|

By summing over all uncovered clusters, we have:

|Xuncovered ∩ S|

≤ 2|Xuncovered ∩ (S \A)| ≤ 2|S \A| ≤ 5pz(1 + κ1)

Further, by Condition 2, for every large cluster C∗i , we have |S ∩ C∗i | ≥ 0.75pni, which gives

ni ≤ 4
3

1
p |S ∩ C

∗
i |. This holds for every uncovered cluster, so we can upper bound:

|Xuncovered| ≤
4

3

1

p
|Xuncovered ∩ S| ≤

20

3
z(1 + κ1)
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Combining these bounds gives:

|Xsmall ∪Xuncovered ∪ (X \Xz(C
∗))|

≤ z + z +
20

3
z(1 + κ1)

= (2 +
20

3
(1 + κ1))z ≤ (9 + 7κ1)z

Now it suffices to bound the cost of clustering all the covered clusters, which we do so with

a standard moving argument:

Lemma 3.4.11. fX
′
(C) ≤ 2fXz (C∗) + 32

3
1
p(fS2.5pz(C

∗) + fS2.5κ1pz(C))

Proof. By the approximate triangle inequality:

fX
′
(C) ≤ 2fX

′
(C∗) + 2

∑
i∈[k]

nid
2(c∗i , C),

where the first term accounts for moving each point in X ′ to its closest center in C∗, and the

second term accounts for moving each point from its respective center in C∗ to the nearest

center in C.

Note that X ′ ⊂ Xz(C
∗), so fX

′
(C∗) ≤ fXz(C∗)(C∗) = fXz (C∗).

It remains to bound 2
∑
i∈[k]

nid
2(c∗i , C). By a standard averaging argument, for any covered

cluster C∗i :

d2(c∗i , C) ≤ 1

|C∗i ∩A|
∑

x∈C∗i ∩A
(2d2(x, c∗i ) + 2d2(x,C))

Because C∗i is covered, 1
|C∗i ∩A|

≤ 2
|C∗i ∩S|

. Further, by Condition 2, we have |C∗i ∩S| ≥ 0.75pni.

Using these results, we can bound 2
∑
i∈[k]

nid
2(c∗i , C) ≤ 32

3
1
p

∑
i∈[k]

(Qi + Ri), where we define

Qi :=
∑

x∈C∗i ∩A
d2(x, c∗i ) and Ri :=

∑
x∈C∗i ∩A

d2(x,C).

Recall that A = S2.5pz(C
∗) ∩ S2.5κ1pz(C), so:∑
i∈[k]

Qi =
∑

x∈X′∩A
d2(x,C∗) ≤

∑
x∈A

d2(x,C∗)

≤ fS2.5pz(C∗)

Analogously we can show
∑
i∈[k]

Ri ≤ fS2.5κ1pz(C). Combining these bounds gives the desired

result.
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Note that by definition of C, we have fS2.5κ1pz(C) ≤ κ2Opt(S, k, 2.5pz) ≤ κ2f
S
2.5pz(C

∗).

We require one more lemma to prove Theorem 3.4.5, because we must relate the 2.5pz-cost

of clustering S with C∗ to the z-cost of clustering X with C∗. To do this we use the fact

that the bins are approximately equally-represented:

Lemma 3.4.12. fS2.5pz(C
∗) ≤ 1.25pfXz (C∗)

Proof. By Condition 1, no bin contributes more than 1.25pz elements to S, so S2.5pz(C
∗)

excludes all of S ∩Bb−1, S ∩Bb.

Thus S2.5pz(C
∗) ⊂

⋃
i∈[b−2] S ∩Bi, so we have fS2.5pz(C

∗) ≤
∑

i∈[b−2]

fS∩Bi(C∗).

Further, by definition of the bin division B1, . . . , Bb, we have fXz (C∗) =
∑

i∈[b−1]

fBi(C∗), and

for any i ∈ [b− 2]:

max
x∈S∩Bi

d2(x,C∗) ≤ min
x∈Bi+1

d2(x,C∗)

Our strategy will be to charge each point in S ∩Bi to a point in Bi+1. Observe |Bi| = z for

all i and by Condition 1, |S ∩Bi| ≤ 1.25pz. This implies fS∩Bi(C∗) ≤ 1.25pfBi+1(C∗) for

all i ∈ [b− 2].

We conclude:

fS2.5pz(C
∗) ≤

∑
i∈[b−2]

fS∩Bi(C∗)

≤ 1.25p
∑

i∈[b−2]

fBi+1(C∗) ≤ 1.25pfXz (C∗)

Now we are ready to put these lemmas together to prove Theorem 3.4.5:

Proof of Theorem 3.4.5. By Lemma 3.4.9, with probability at least 1− 1
k2

, both Conditions

1 and 2 hold. For the remainder of the proof, suppose both conditions hold.

Now by chaining Lemmas 3.4.10 and 3.4.11, we have:

fX(9+7κ1)z(C) ≤ fX′(C) ≤ 2fXz (C∗)

+
32

3

1

p
(fS2.5pz(C

∗) + fS2.5κ1pz(C))
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Algorithm 6 Coreset Constuction for k-Means with Outliers

SampleCoreset(X, k, z)

1: Let p = max(36
z log(4nk2

z ), 36kz log(2k3)).

2: if p > 1 then

3: Output Y ← k-means++(X, 32(k + z)).

4: else

5: Let S be a sample drawn from X, where each x ∈ X is included in S independently

with probability p.

6: Output Y ← k-means++(S, 32(k + 2.5pz))

Applying the definition of S, fS2.5κ1pz(C) ≤ κ2f
S
2.5pz(C

∗):

fX(9+7κ1)z(C) ≤ fX′(C) ≤ 2fXz (C∗)

+
32

3

1

p
(1 + κ2)fS2.5pz(C

∗)

Finally, we apply Lemma 3.4.12 to obtain:

fX(9+7κ1)z(C) ≤ 2fXz (C∗) +
32

3

1

p
(1 + κ2)(1.25pfXz (C∗))

= (
46

3
+

40

3
κ2)Opt(X, k, z)

We may assume κ1, κ2 ≥ 1, which completes the proof.

Observe that k-means++ gives a coreset of size O(k + z), and uniform sampling gives

a coreset of size O(knz log n) in expectation. If z is small, then k-means++ gives a very

compact coreset for k-means with outliers, but if z is large – say z = Θ(n) – then k-means++

gives a coreset of linear size. However, the case where z is large is exactly when uniform

sampling gives a small coreset.

In the next section, we show how we can combine these two coresets to construct a small

coreset that works for all z.

3.4.2 Our Coreset Construction: SampleCoreset

Using the above results, our strategy is as follows: Let (X, k, z) be an instance of k-means

with outliers. If p > 1, then we can show that z = O(k log n), so we can simply run
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k-means++ on the input instance to get a good coreset. Otherwise, z is large, so we first

subsample approximately kn
z points from X. Let S denote the resulting sample. Then we

compute a coreset on S of size 32(k + 2.5pz), where we scale down the number of outliers

from X proportionally.

Algorithm 6 formally describes our coreset construction. We will prove that SampleCoreset

outputs with constant probability a good coreset for the k-means with outliers instance

(X, k, z) of size O(k log n). In particular, we will show:

Theorem 3.4.13. With constant probability, SampleCoreset outputs an (O(1), O(1))-

coreset for the k-means with outliers instance (X, k, z) of size O(k log n) in expectation.

Proof. We consider 2 cases: p > 1 and p ≤ 1.

If p > 1, then Y = k-means++(X, 32(k + z)). Because p > 1, we have

max(36 log(
4nk2

z
), 36k log(2k3)) > z ⇒ z = O(k log n).

Then |Y | = O(k + z) = O(k log n), as required. Further, by Theorem 3.4.2, (Y, k, z) is a

(1, 124)-coreset for (X, k, z) with constant probability.

Otherwise, if p ≤ 1, then Y = k-means++(S, 32(k + 2.5pz)). Thus, |Y | = O(k + pz) =

O(k log n), as required. By Theorem 3.4.5, with probability at least 1− 1
k2

, (S, k, 2.5pz) is

an (16, 29)-coreset for (X, k, z). For the remainder of this analysis, we assume this condition

holds. We also know that (Y, k, 2.5pz) is a (1, 124)-coreset for (S, k, 2.5pz) with constant

probability. Assume this holds for the remainder of the analysis.

Let C be a set of k centers satisfying fY2.5κ1pz(C) ≤ κ2Opt(Y, k, 2.5pz). Because (Y, k, 2.5pz)

is an (1, 124)-coreset for (S, k, 2.5pz), this implies:

fS2.5κ1pz(C) ≤ 124κ2Opt(S, k, 2.5pz)

Because (S, k, 2.5pz) is an (16, 29)-coreset for (X, k, z), we conclude:

fX16κ1z(C) ≤ 29 · 124κ2Opt(X, k, z)

Thus (Y, k, 2.5pz) is an (O(1), O(1))-coreset for (X, k, z).
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3.4.3 A Near Linear Time Algorithm for k-Means With Outliers

Using SampleCoreset, we show how to speed up NK-means to run in near linear

time: Let Y be the result of SampleCoreset(X, k, z). Then, to choose k centers we

run NK-means(Y, k, z,A) if p > 1; otherwise, run NK-means(Y, k, 2.5pz,A), where A is

any O(1)-approximate k-means algorithm with runtime T (n) on inputs of size n.

Theorem 3.4.14. There exists an algorithm that outputs with a constant probability an O(1)-

approximate solution to k-means with outliers while discarding O(kz) outliers in expected

time O(kdn log2 n) + T (k log n).

Proof. The approximation guarantees follow directly from Theorems 3.3.1 and 3.4.13.

To analyze the runtime, note that we can compute S in time O(n). It is known that

k-means++(X, k) takes O(kdn) time [7, 21]. Thus the runtime of SampleCoreset is

dominated by the runtime of k-means++ in both cases when p > 1 and p ≤ 1, which takes

O((k log n)dn) time.

Note that Y has size O(k log n) in expectation, so by Lemma 3.3.8, NK-means can be

implemented to run in time O(k2d log2 n) + T (k log n) on Y in expectation.

3.5 Experimental Results

This section presents our experiment results. The main conclusions are:

• Our algorithm NK-means almost always has the best performance and finds the

largest proportion of ground truth outliers. In the cases where NK-means is not the

best, it is competitive within 5%.

• Our algorithm results in a stable solution. Algorithms without theoretical guarantees

have unstable objectives on some experiments.

• Our coreset construction SampleCoreset allows us to run slower, more sophisticated,

algorithms with theoretical guarantees on large inputs. Despite their theoretical

guarantees, their practical performance is not competitive.

The experiments shows that for a modest overhead for preprocessing, NK-means makes

k-means clustering more robust to noise.
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Primal-Dual k-means– Local

Search

Uniform

Sample

NK-means

run time > 4hrs 9/16 1/16 8/16 0/16 0/16

precision < 0.8 2/16 0/16 0/16 4/16 0/16

total failure 11/16 1/16 8/16 4/16 0/16

Table 3.1: Failure rates due to high run time or low precision.

Algorithms Implemented: Our new coreset construction makes it feasible to compare

many algorithms for large data sets. Without this, most known algorithms for k-means with

outliers become prohibitively slow even on modestly sized data sets. In our experiments,

the coreset construction we utilize is SampleCoreset. More precisely, we first obtain a

uniform sample by sampling each point independently with probability p = min{2.5k logn
z , 1}.

Then, we run k-means++ on the sample to choose k + pz centers – the resulting coreset is

of size k + pz.

Next we describe the algorithms tested. Besides the coreset construction, we use k-means++

to mean running k-means++ and then Lloyd’s algorithm for brevity. In the following,

“on coreset” refers to running the algorithm on the coreset as opposed to the entire input.

For fair comparison, we ensure each algorithm discards exactly z outliers regardless of the

theoretical guarantee. At the end of each algorithm’s execution, we discard the z farthest

points from the chosen k centers as outliers.

Algorithms Tested:

1. NK-means (plus k-means++ on coreset). We use NK-means with k-means++

as the input A. See Algorithm 5 for its pseudo-code. The algorithm requires a bound

on the objective Opt. Thus, we had to guess the value of Opt. For this, we considered all

possible values that are power of 2 in the range of [nminu,v∈X d
2(u, v), nmaxu,v∈X d

2(u, v)].

Occasionally, when z was almost as big as n/k, NK-means discarded almost all points –

such cases were considered as failure. However, if the guessed value of Opt is sufficiently

large, NK-means discards no points. Therefore, essentially this algorithm should be

as good as running k-means++ on the coreset directly.

2. k-means++ (on the original input). Note this algorithm is not designed to handle

outliers. Here, the coreset is not used. So, we run k-means++ on the original input.
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3. k-means++ (on coreset). Same note as the above. However, this algorithm runs

k-means++ on the coreset.

4. Primal-dual of [36] (on coreset). This is a sophisticated algorithm based on

constructing an approximate linear program solution. The primal-dual algorithm

[36] is executed on the coreset. This algorithm is quite involved, and therefore, we

only provide the parameters we chose to run the algorithm. For the whole algorithm

description, see [36]. The algorithm requires us to guess the value of Opt. As in the

implementation of NK-means, we considered all possible values that are power of 2

in the range of [nminu,v∈X d
2(u, v), nmaxu,v∈X d

2(u, v)]. This algorithm is based on

a reduction to the facility location problem where one is allowed to choose as many

centers as needed, but has to pay a (uniform) cost for using each center. Thus, another

binary search is needed on the facility (center) opening cost. Each outlier cost is set

to Opt/(2z).

5. Uniform Sample (conservative uniform sampling plus k-means++): We run

k-means++ on a uniform sample consisting of points sampled with probability 1/(2z).

6. k-means– [37] on coreset. This algorithm is a variant of the Lloyd’s algorithm

that executes each iteration of Lloyd’s excluding the farthest z points. That is, the

algorithm repeats the following: it brings back all input points, excludes the farthest z

points from the current centers, reassigns each remaining point to the closest center,

and then recomputes the center of each cluster.

7. Local search of [53] (on coreset). This is an extension of the well-known k-means

local search algorithm. In principle, this algorithm may end up with discarding

Ω(zk log n) points. However, it was observed that it never discarded more than 2z

points in experimentation. We adopt the practical implementation of the algorithm

described in [53]. When the algorithm converges we enforce the farthest z points to be

the outliers.

When we ran k-means++, Lloyd’s, k-means–, we terminated the execution when the objective

improves less than a 1.00001 factor.

Experiments: We now describe our experiments which were done on both synthetic and

real data sets.
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Synthetic Data Experiments We first conducted experiments with synthetic data sets

of various parameters. Every data set has n equal one million points and k, d ∈ {10, 20} and

z ∈ {10000, 50000}. Then we generated k random Gaussian balls. For the ith Gaussian we

choose a center ci from [−1/2, 1/2]d uniformly at random. These are the true centers. Then,

we add n/k points drawn from N (ci, 1) for the ith Gaussian. Next, we add noise. Points

that are noise were sampled uniformly at random either from the same range [−1/2, 1/2]d

or from a larger range [−5/2, 5/2]d depending on the experiment. We tagged the farthest z

points from the centers {c1, . . . , ck} as ground truth outliers. We consider all possible 16

combinations of k, d, z values and the noise range.

Each experiment was conducted 3 times, and we chose the result with the minimum

objective and measured the total running time over all 3 runs. We aborted the execution

if the algorithm failed to terminate within 4 hours. All experiments were performed on

MERCED cluster2 using a single node with 20 cores at 2301MHz and RAM size 128GB.

Table 3.1 shows the number of times each algorithm aborted due to high run time. Also

we measured the recall, which is defined as number of ground truth outliers reported by

the algorithm, divided by z, the number of points discarded. The recall was the same as

the precision in all cases, so we use precision in the remaining text. We choose 0.8 as the

threshold for the acceptable precision and counted the number of inputs for which each

algorithm had precision lower than 0.8. Our algorithm NK-means, k-means++ on coreset,

and k-means++ on the original input all had precision greater than 0.99 for all data sets

and always terminated within 4 hours. The k-means++ results are excluded from the table.

Details of the quality and runtime are deferred to the end of this section.

Real Data Experiments For further experiments, we used real data sets. We used the

same normalization, noise addition method and the same value of k = 10 in all experiments.

The data sets are Skin-∆, Susy-∆, and Power-∆. We normalized the data such that

the mean and standard deviation are 0 and 1 on each dimension, respectively. Then we

randomly sampled z = 0.01n points uniformly at random from [−∆,∆]d and added them as

noise. We discarded data points with missing entries.

2We gratefully acknowledge computing time on the Multi-EnvironmentComputer for Exploration and
Discovery (MERCED) cluster at UC Merced, which was funded by National Science Foundation Grant No.
ACI-1429783.
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Skin-5 Skin-10 Susy-5 Susy-10 Power-5 Power-10 KddFull

NK-means

1 1 1 1 1 1 1

0.8065 0.9424 0.8518 0.9774 0.6720 0.9679 0.6187

56 56 1136 1144 363 350 1027

k-means–

0.9740 1.5082 1.2096 1.1414 1.0587 1.0625 2.0259

0.7632 0.9044 0.8151 0.9753 0.6857 0.9673 0.6436

86 89 672 697 291 251 122

k-means++ 1.0641 1.4417 1.0150 1.0091 1.0815 1.0876 1.5825

coreset 0.7653 0.9012 0.8622 0.9865 0.7247 0.9681 0.3088

39 37 462 465 177 142 124

k-means++ 0.9525 1.6676 1.0017 1.0351 1.0278 1.0535 1.5756

original 0.7775 0.8975 0.8478 0.9814 0.7116 0.9649 0.3259

34 43 6900 6054 689 943 652

Table 3.2: Experiment results on real data sets with ∆ = 5, 10. The top, middle, bottom in
each entry are the objective (normalized relative to NK-means), precision, and run time
(sec.), resp. Bold indicates the best in the category.

Real Data Sets:

1. Skin-∆ [3]. n = 245057, d = 3, k = 10, z = 0.01n. Only the first 3 features were used.

2. Susy-∆ [4]. n = 5M, d = 18, k = 10, z = 0.01n.

3. Power-∆ [1]. n = 2049280, d = 7, k = 10, z = 0.01n. Out of 9 features, we dropped

the first 2, date and time, that denote when the measurements were made.

4. KddFull [2]. n = 4898431, d = 34, k = 3, z = 45747. Each instance has 41 features

and we excluded 7 non-numeric features. This data set has 23 classes and 3 classes

account for 98.3% of the data points. We considered the other 45747 data points as

ground truth outliers.

Table 3.2 shows our experiment results for the above real data sets. Due to their high failure

rate observed in Table 3.1 and space constraints, we excluded the primal-dual, local search,

and conservative uniform sampling algorithms from Table 3.2; all results can be found at

the end of this section. As before, we executed each algorithm 3 times. It is worth noting

that NK-means is the only algorithm with the worst case guarantees shown in Table 3.2.

This gives a candidate explanation for the stability of our algorithm’s solution quality across

all data sets in comparison to the other algorithms considered.
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(d, k, z)
NK-means Primal coreset k- original Local k- Uniform

Dual means++ k-means++ Search means– Sample

(10,10,10K) 333 > 4hrs 223 110 347 357 14

(10,10, 50K) 89 5400 33 126 143 > 4hrs 14

(10, 20, 10K) 864 > 4hrs 667 249 3712 > 4hrs 20

(10, 20, 50K) 214 > 4hrs 102 718 3355 > 4hrs 20

(20, 10, 10K) 6576 5759 306 141 500 519 24

(20, 10, 50K) 145 5855 58 180 269 > 4hrs 24

(20, 20, 10K) 1590 > 4hrs 1232 270 6698 7787 36

(20, 20, 50K) 361 > 4hrs 203 1173 5278 > 4hrs 36

Table 3.3: The running time (sec.) for synthetic data sets with noise sampled from
[−1/2, 1/2]d.

The result shows that our algorithm NK-means has the best objective for all data sets, except

within 5% for Skin-5. Our algorithm is always competitive with the best precision. For

KddFull where we did not add artificial noise, NK-means significantly outperformed other

algorithms in terms of objective. We can see that NK-means pays extra in the run time to

remove outliers, but this preprocessing enables stability, and competitive performance.

Below, we present all experiment results.



65

(d, k, z)
NK-means Primal coreset k- original Local k- Uniform

Dual means++ k-means++ Search means– Sample

(10,10,10K) 285 11271 129 406 247 4039 13

(10,10, 50K) 126 7638 35 772 154 154 14

(10, 20, 10K) 860 > 4hrs 585 900 3966 3970 20

(10, 20, 50K) 280 > 4hrs 103 1742 > 4hrs > 4hrs 20

(20, 10, 10K) 415 13973 153 557 328 5658 25

(20, 10, 50K) 220 11356 60 1032 269 > 4hrs 25

(20, 20, 10K) 1235 > 4hrs 742 1050 6278 6629 36

(20, 20, 50K) 474 > 4hrs 184 2079 4967 > 4hrs 36

Table 3.4: The running time (sec.) for synthetic data sets with noise sampled from
[−5/2, 5/2]d.

(d, k, z)
NK-means Primal coreset k- original Local k- Uniform

Dual means++ k-means++ Search means– Sample

(10,10,10K) 1.0002 - 12.6865 1.0318 1.2852 1.2852 1.1501

(10,10, 50K) 1.7474 61.2273 1.7475 1.8293 1.2351 - 144.8253

(10, 20, 10K) 1.0002 - 8.3791 1.0141 1.2949 - 1.4066

(10, 20, 50K) 6.9265 - 33.7886 29.9914 1.2444 - 352.9934

(20, 10, 10K) 1.0002 94.9299 48.5067 1.0392 1.1547 1.1547 1.1499

(20, 10, 50K) 2.4857 1.1048 2.4857 2.6371 1.1293 - 76.9656

(20, 20, 10K) 1.0002 - 1.0422 1.0369 1.1532 1.1532 1.3261

(20, 20, 50K) 1.8725 - 1.8768 42.7528 1.1166 - 491.5800

Table 3.5: The objective value for synthetic data sets with noise sampled from [−1/2, 1/2]d.
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(d, k, z)
NK-means Primal coreset k- original Local k- Uniform

Dual means++ k-means++ Search means– Sample

(10,10,10K) 1.0002 1.1138 67.8622 62.6428 1.1152 1.1152 1.1363

(10,10, 50K) 1.0017 82.2102 168.1054 101.0163 1.1678 1.1678 107.6996

(10, 20, 10K) 1.0002 - 58.4918 74.9860 1.1264 1.1264 1.3842

(10, 20, 50K) 1.0018 - 172.8086 188.8177 - - 348.5592

(20, 10, 10K) 1.0002 1.0410 128.6235 45.5434 1.0432 1.0432 1.1440

(20, 10, 50K) 1.0013 1.0932 159.8269 151.0288 1.0907 - 217.1559

(20, 20, 10K) 1.0002 - 119.9495 98.5209 1.0404 1.0404 1.3629

(20, 20, 50K) 1.0016 - 200.1431 242.0977 1.0535 - 454.5076

Table 3.6: The objective value for synthetic data sets with noise sampled from [−5/2, 5/2]d.

(d, k, z)
NK-means Primal coreset k- original Local k- Uniform

Dual means++ k-means++ Search means– Sample

(10,10,10K) 1 - 0.9999 1 1 1 1

(10,10, 50K) 1 0.7586 1 1 1 - 0.5983

(10, 20, 10K) 1 - 0.9999 1 1 - 1

(10, 20, 50K) 0.9998 - 0.9956 0.9980 1 - 0.0768

(20, 10, 10K) 1 0.7070 1 1 1 1 1

(20, 10, 50K) 1 1 1 1 1 - 0.8830

(20, 20, 10K) 1 - 1 1 1 1 1

(20, 20, 50K) 1 - 1 0.9999 1 - 0.2312

Table 3.7: The precision/recall value for synthetic data sets with noise sampled from
[−1/2, 1/2]d.
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(d, k, z)
NK-means Primal coreset k- original Local k- Uniform

Dual means++ k-means++ Search means– Sample

(10,10,10K) 1 1 1 1 1 1 1

(10,10, 50K) 1 1 1 1 1 1 1

(10, 20, 10K) 1 - 1 1 1 1 1

(10, 20, 50K) 1 - 1 1 - - 0.9999

(20, 10, 10K) 1 1 1 1 1 1 1

(20, 10, 50K) 1 1 1 1 1 - 1

(20, 20, 10K) 1 - 1 1 1 1 1

(20, 20, 50K) 1 - 0.9999 1 1 - 1

Table 3.8: The precision/recall value for synthetic data sets with noise sampled from
[−5/2, 5/2]d.

3.6 Conclusions

In this work, we presents a near linear time algorithm for removing noise from data before

applying a k-means clustering. Our work shows the algorithm has provably strong guarantees

on the number of outliers discarded and the approximation ratio. Further, NK-means gives

the first pseudo-approximation-preserving reduction from k-means with outliers to k-means

without outliers. Our experiments show that the algorithm is the fastest among algorithms

with provable guarantees and is more accurate than state-of-the-art algorithms. It is of

interest to determine if the algorithm achieves better guarantees if data has more structure

such as being in a low dimensional Euclidean space or is assumed to be well-clusterable

[29].
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NK-means k- coreset k- original Uniform Primal Local

means– means++ k-means++ Sample Dual Search

Skin-5

1 0.9740 1.0641 0.9525 1.1273 1.1934 0.9746

0.8065 0.7632 0.7653 0.7775 0.7575 0.7636 0.7632

56 86 39 34 1 1274 86

Skin-10

1 1.5082 1.4417 1.6676 1.4108 1.1197 1.5082

0.9424 0.9044 0.9012 0.8975 0.9346 0.9473 0.9044

56 89 37 43 1 1931 89

Susy-5

1 1.2096 1.0150 1.0017 1.1816 1.2093 1.1337

0.8518 0.8151 0.8622 0.8478 0.7622 0.8558 0.8151

1136 672 462 6900 97 4261 672

Susy-10

1 1.1414 1.0091 1.0351 1.1611 1.2474 1.1414

0.9774 0.9753 0.9865 0.9814 0.9816 0.9808 0.9753

1144 697 465 6054 98 5075 697

Power-5

1 1.0587 1.0815 1.0278 1.2814 1.2655 1.0587

0.6720 0.6857 0.7247 0.7116 0.7943 0.6481 0.6857

363 291 177 689 19 2494 291

Power-10

1 1.0625 1.0876 1.0535 1.2408 1.2299 1.0625

0.9679 0.9673 0.9681 0.9649 0.9821 0.9634 0.9673

350 251 142 943 19 3097 251

KddFull

1 2.0259 1.5825 1.5756 1.1527 2.6394 2.0259

0.6187 0.6436 0.3088 0.3259 0.5855 0.5947 0.6436

1027 122 124 652 104 844 122

Table 3.9: Experiment results on real-world data sets with ∆ = 5, 10. The top, middle,
bottom in each entry are the objective (normalized relative to NK-means), precision, and
run time (sec.), resp.



Chapter 4

Non-Clairvoyant Scheduling with

Predictions

4.1 Introduction

Non-clairvoyance, where the scheduler is not aware of the exact processing times of a job

a priori, is a highly desired property in the design of scheduling algorithms. Due to its

myriad practical applications, non-clairvoyant scheduling has been extensively studied in

various settings in the scheduling literature [56, 62, 95]. With no access to the processing

times (i.e., job sizes), non-clairvoyant algorithms inherently suffer from worse performance

guarantees than the corresponding clairvoyant algorithms. For example, in the most basic

version of non-clairvoyant scheduling, we have a set of jobs that need to be scheduled on a

single machine with the goal of minimizing the total completion time of all jobs. The job

sizes are unknown to the algorithm and only become known after the job has completed.

In this setting, the Round-Robin algorithm [91] that divides the machine equally among

all incomplete jobs is 2-competitive, and this is known to be optimal. In contrast, in the

clairvoyant setting where job sizes are known a priori, the Shortest Job First (SJF) algorithm

that schedules jobs in non-decreasing order of their sizes is known to be optimal.

Practitioners often face scheduling problems that lie somewhere in between clairvoyant

and non-clairvoyant settings. While it is almost impossible to know the exact job sizes,

rather than assuming non-clairvoyance, it is possible to estimate job sizes based on their

69
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features using a predictor [13, 85, 94]; such an estimation can be error-prone. Can one

use the (possibly erroneous) predicted job sizes to improve the performance of scheduling

algorithms?

Augmenting traditional algorithms with machine-learned predictions is a fascinating and

newly emerging line of work. In particular, this paradigm is applicable to online algorithms,

which typically focus on obtaining worst-case guarantees against uncertain future inputs and

thus settle for pessimistic bounds. Recent works have shown that, using predictions (that

may be incorrect), one can provably improve the guarantees of traditional online algorithms

for caching [61, 81, 98], ski-rental [15, 50, 96], scheduling [23, 89, 96], load balancing [74],

secretary problem [19], metrical task systems [18], set cover [24], flow and matching [75],

and bin packing [17], etc.

In this work we continue the study of learning-augmented algorithms for single-machine

non-clairvoyant scheduling. This problem, where an algorithm has access to predictions

of each job size, was first investigated in [96]. Without making any assumptions on the

prediction quality, they design a non-clairvoyant algorithm that satisfies two important

properties, namely, consistency and robustness. Consistency means that the guarantees

of the algorithm improve with good predictions; in particular, the algorithm obtains a

competitive ratio better than 2 if the predictions are good. Robustness ensures that the

algorithm gracefully handles bad predictions, i.e., even if the predictions are adversarially

bad, the competitive ratio stays bounded. For any λ ∈ (0, 1), they design an algorithm that

guarantees robustness of 2
1−λ and consistency of 1

λ .
1

4.1.1 The Need for a New Error Measure

Although [96] demonstrates an appealing trade-off between consistency and robustness for

non-clairvoyant scheduling, a closer look reveals some brittleness of the result. Here, we

discuss the issue at a high-level and delve in more detail in the next section when we formally

define the problem and the old/new error notions.

The main issue stems from the total completion time objective. Since this objective measures

the total waiting time of all jobs, a shorter job could delay more jobs. In fact, different jobs

1Here, α-robustness and β-consistency mean that the algorithm’s cost is at most α times the optimum
for all inputs but improves to at most β factor when the prediction coincides with the actual input. See
Definition 4.2.2.
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can have different effects on how much they delay other jobs. The objective is thus neither

linear nor quadratic in the job sizes.2

In [96], it is assumed that the algorithm has a prediction p̂j of each job size pj . The quality of

the prediction is the sum of the prediction errors of individual jobs, i.e., `1(p, p̂) =
∑

j |p̂j−pj |.
Intuitively, such a linear error measure is incompatible with the completion time objective

and may not distinguish good predictions vs poor predictions; in fact, small perturbations

in the predictions can result in large changes to the optimal solution. Consequently, the

results in [96] are forced to be pessimistic and have a weak dependence on the error term.

In particular, they show that scheduling the jobs in non-decreasing order of their predicted

sizes (SPJF) yields a competitive ratio of at most opt + (n− 1) · `1(p, p̂) and is tight, where

opt is the optimum solution and n the number of jobs.

We examine the `1(·, ·) error measure and show that it violates a natural and desirable

Lipschitz-like property for the total completion time objective. This prompts the search for

a new error measure based on two desiderata (see Section 4.2.2). Our new error measure

better captures the sensitive nature of the objective and allows us to obtain an algorithm

with competitive ratio at most (1 + ε)opt +Oε(1) · ν(p, p̂) where ν(·, ·) is the measure we

propose.

In practice, job sizes are predicted using black-box machine-learned models that utilize

various features of the jobs (e.g., history) and may be expensive to train. While it is

impossible to precisely define the goodness of a prediction, intuitively, an effective error

measure should neither tag bad predictions as good nor miss out on predictions that could

improve the objective.

4.1.2 Our Contributions

Under the new notion of error (denoted ν), we give the following results, stated informally

below. We assume all jobs are available for scheduling from time 0. Let opt be the optimum

objective.

(1) We obtain a non-clairvoyant algorithm that is O(1)-robust (with no dependency on ε)

and (1 + ε)-consistent for any ε > 0 w.h.p., if no subset of O( 1
ε3

log n) jobs dominates the

objective. (Theorem 4.4.17 and Corollary 4.4.18)

2For a concrete example, consider n jobs that have unit sizes with sufficiently small perturbations. The
derivative of the objective is n with respect to the smallest job; yet it is 1 with respect to the largest job.
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(2) We obtain a non-clairvoyant algorithm that is O(1
ε )-robust and (1 + ε)-consistent in

expectation for any sufficiently small ε > 0. More precisely, the cost of the algorithm is at

most (1 + ε)opt +O( 1
ε3

log 1
ε )ν. (Theorem 4.4.19)

In contrast, [96] obtains an algorithm that is O(1
ε )-robust and whose cost is at most

(1+ε)opt+(1+ε)(n−1) ·`1(p, p̂). Since our error measure satisfies `1(p, p̂) ≤ ν ≤ n ·`1(p, p̂),

our algorithm never has an asymptotically worse dependence on the prediction quality and

is often sharper.

(3) We show that for any sufficiently small ε, γ > 0, no deterministic algorithm can have a

smaller objective than (1 + ε)opt +O(1/ε1−γ)ν. (Theorem 4.5.2)

We now discuss the high-level ideas. The main challenge is how to determine if a prediction

is reliable or not before completing all jobs. If the predictions are somewhat reliable, we

can more or less follow them; otherwise, we will essentially have to rely on non-clairvoyant

algorithms such as Round-Robin. Therefore, we repeatedly take a small sample of jobs

over the course of the algorithm and partially process them. Informally, we estimate the

median remaining size of jobs, and estimate the prediction error considering job sizes up to

the estimated median. Unfortunately, this estimation is not free since we have to partially

process the sampled jobs and it can delay all the existing jobs. Therefore, we are forced

to stop sampling once there are too few jobs left. Depending on how long we sample, we

obtain the first and second results.

Due to the dynamic nature of our algorithm, the analysis turns out to be considerably

non-trivial. In a nutshell, we never see the true error until we finish a job. Nevertheless,

we still have to decide whether to follow the predictions. The mismatch between partial

errors we perceive and the actual errors makes it challenging to charge our algorithm’s

cost to the optimum and the error; special care is needed throughout the analysis to avoid

overcharging. We note that unlike our algorithm, [96] uses a static algorithm that linearly

combines following the predictions and Round-Robin.

To summarize, our work demonstrates that it is possible to find quality solutions for a bigger

class of predictions by using a more refined measure and it could lead to new algorithmic

techniques.
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4.1.3 Other Related Work

Designing learning-augmented algorithms falls into the new beyond-worst-case algorithm

design paradigm [99]. Starting with the work of Kraska et al. [71] on using ML predictions to

speed up indexing, there have been many efforts to leverage ML predictions to better handle

common instances that are found in practice. In addition to the aforementioned works, there

also exist works on frequency counting [5, 41, 54] and membership testing [88, 101].

For single machine scheduling in the clairvoyant setting, Shortest Remaining Processing

Time (SRPT) is known to be optimal for minimizing the total completion time; it is in

fact optimal for minimizing the total flow/response time3. If all jobs arrive at time 0, SJF

coincides with SRPT. In the non-clairvoyant setting, when jobs have different arrival times,

no algorithm is O(1)-competitive for minimizing the total flow time, but Round-Robin

is known to be O(1)-competitive when compared to the optimum schedule running on a

machine with speed less than 1/2 − ε, for any ε > 0. For a survey on online scheduling

algorithms, see [95].

4.1.4 Roadmap

In Section 4.2 we formally define our non-clairvoyant scheduling problem. In the same

section we continue to discuss what desiderata constitute a good measure of prediction error

and propose a new measure meeting the desiderata. We also discuss other—both existing

and candidate—measures and show that they fail to satisfy the desiderata. We present our

algorithm in Section 4.3 and its analysis in Section 4.4. The lower bounds are presented in

Section 4.5.

4.2 Formulation and Basic Properties

4.2.1 Non-Clairvoyant Scheduling

Let J denote a set of n jobs. In the classical single-machine non-clairvoyant scheduling

setting, each job j ∈ J has an unknown size or processing time pj . The processing time is

known only after the job is complete. A job j completes when it has received pj amount

3In the setting where job j has a release time rj , the flow time of a job is defined as Cj − rj where Cj is
the completion time of job j in the schedule. If all jobs are available at time 0, then the flow time coincides
with completion time.
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of processing time, and we denote j’s completion time as Cj . A job may be preempted at

any time and resumed at a later time without any cost. Our goal is to find a schedule that

completes all jobs and minimizes the total completion time of all jobs, i.e.,
∑

j∈J Cj . In the

clairvoyant case, an algorithm knows the pj ’s in advance.

Definition 4.2.1 (Competitive Ratio). Let I denote the set of all instances of the non-

clairvoyant scheduling problem. Let costA(I) be the total completion time of the schedule

obtained by a non-clairvoyant algorithm A and opt(I) be the cost of the optimum (clairvoy-

ant) algorithm on instance I. A is said to be c-competitive if

max
I∈I

costA(I)

opt(I)
≤ c.

In the clairvoyant case, it is well-known that the Shortest Job First (SJF) 4 scheduling

algorithm minimizes the total completion time. In the non-clairvoyant case, the Round-Robin

5 algorithm achieves a competitive ratio of 2, which is known to be optimal [91].

For any subset Z ⊆ J of jobs, we let opt({xj}j∈Z) denote the minimum objective to

complete all jobs in Z when each job j ∈ Z has size xj and is known to the algorithm, i.e.,

opt is the completion time of SJF using xj as the size of job j. Here, we can think of opt as

a function that takes as input a multiset of non-negative job sizes and returns the minimum

objective to complete all jobs with the job sizes in the set. (Note that this is well-defined as

SJF is oblivious to job identities.) If xj is j’s true size, i.e., pj , for notational convenience,

we use opt(Z) := opt({pj}j∈Z); in particular, opt := opt(J).

We consider the learning-augmented scheduling problem where the algorithm has access

to predictions for each job size; let p̂j denote the predicted size of job j. We emphasize

that we make no assumptions regarding the validity of the predictions and they may even

be adversarial. As in the usual non-clairvoyant scheduling setup, the true processing size

pj of job j is revealed only after the job has received pj amount of processing time. In

the learning-augmented setting, the competitive ratio of an algorithm A is a function of

the prediction error. Our goal is to design an algorithm that satisfies the dual notions of

robustness and consistency.

Definition 4.2.2 (Robustness and Consistency). Let I be the set of all instances of the

learning-augmented non-clairvoyant scheduling problem6. The robustness of an algorithm A
4Schedule the jobs in non-decreasing order of job sizes.
5Process all incomplete jobs equally at each time.
6An instance here is specified by both the predicted job sizes and the true job sizes.
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is the worst-case ratio of the algorithm’s cost to the cost of the optimal solution independent

of the quality of the predictions. On the other hand, the consistency of an algorithm A is

the worst-case ratio when restricted to instances where the predictions are all correct, i.e.,

p̂j = pj ,∀j ∈ J .

Robustness(A) = max
I∈I

costA(I)

opt(I)
,

Consistency(A) = max
I∈I

p̂j=pj ,∀j

costA(I)

opt(I)
.

Properties of opt

The following fact is well-known and follows from the definition of opt, i.e., SJF.

Proposition 4.2.3 ([91]). opt({xj}j∈J) =
∑

j∈J xj +
∑

i 6=j∈J min{xi, xj} ≤∑
(i,j)∈J×J min{xi, xj}.

The following properties are simple consequences of SJF.

Proposition 4.2.4. Let J denote an arbitrary set of jobs and {xj}j∈J and {yj}j∈J be two

sets of non-negative job sizes. Then,

1. If xj ≥ yj for all j ∈ J , then opt({xj}j∈J) ≥ opt({yj}j∈J).

2. For any subset Z ⊆ J , opt({xj}j∈J) ≥ opt({xj}j∈Z).

3. opt({xj + yj}j∈J) ≥ opt({xj}j∈J) + opt({yj}j∈J).

4. Let X1, . . . , XL be a partition of J , i.e., J =
⋃
`∈[L]X` and X` ∩X`′ = ∅ for ` 6= `′,

then we have∑
`∈[L]

opt({xj}j∈Xl) ≤ opt({xj}j∈J) ≤ L ·
∑
`∈[L]

opt({xj}j∈Xl). (4.1)

Proof. The first three properties of the proposition follow directly from Proposition 4.2.3.

We now show Property 4. For brevity, we show the claim only when L = 2; extending the

proof to arbitrary values of L is straightforward. For better readability, let X = X1 and

Y = X2 denote the two job sets.

To prove the first inequality in the claim, consider the job set J = X ∪ Y and the sets

of job sizes {x′j}j∈J and {y′j}j∈J given by x′j = xj and y′j = 0, ∀j ∈ X and x′j = 0 and
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y′j = xj , ∀j ∈ Y . The inequality now follows directly from Proposition 4.2.3.

To prove the second inequality, we consider the optimal schedule of jobs in set X and the

optimal schedule of jobs in set Y . For any job j ∈ X ∪ Y , let C ′j denote the completion time

of job j in the corresponding schedule. We can construct a schedule for all jobs in X ∪ Y by

scheduling jobs in non-decreasing order of their completion times C ′j . We observe that in

the newly constructed schedule, the relative ordering of all jobs in X and Y is maintained.

Let Cj denote the completion time of job j in the new schedule. Consider any job j ∈ X; by

definition, we have Cj = C ′j + C ′k where k ∈ Y is the last job from set Y that is scheduled

before j. But by definition of the constructed schedule we have C ′k ≤ C ′j . By a similar

argument for any job in Y , we obtain Cj ≤ 2C ′j for any job j ∈ X ∪ Y . Since the optimal

solution for jobs in X ∪ Y can only yield lower total cost, the corollary follows.

4.2.2 Prediction Error

A key question in the design of algorithms with predictions is how to define the prediction

error, i.e., how to quantify the quality of predictions. While this definition can be problem-

dependent, it must be algorithm-independent. For the non-clairvoyant scheduling problem,

before we dive into a definition, we identify two desirable necessary properties that we want

of any such definition. Let err({pj}j∈J , {p̂j}j∈J) denote the prediction error for an instance

with true sizes {pj} and predicted job sizes {p̂j}; note that an algorithm knows the p̂j ’s but

not the pj ’s.

The first property is monotonicity, i.e., if more job size predictions are correct, then the

error must decrease. Monotonicity is natural as better predictions are expected to decrease

the error.

Property 4.2.5 (Monotonicity). For any I ⊆ J ,

err({pj}j∈J , {p̂j}j∈J\I ∪ {pi}i∈I) ≤ err({pj}j∈J , {p̂j}j∈J).

The second property is a Lipschitz-like condition that states that a prediction {p̂j}j∈J is

said to be good (as measured by err(·, ·)) only if the optimal solution of the predicted

instance is close to the true optimal solution. Indeed if the optimal solution of a predicted

instance differs significantly from true optimal solution, i.e., |opt({p̂j}j∈J)− opt({pj}j∈J)|
is large, then the property requires that a good error measure assigns a large error to such

predictions. Intuitively, this property allows us to effectively distinguish between good and



77

bad predictions.

Property 4.2.6 (Lipschitzness). |opt({p̂j}j∈J)− opt({pj}j∈J)| ≤ err({pj}j∈J , {p̂j}j∈J).

A natural way to define the prediction error is to define it as the `1 norm between the

predicted and the true job sizes, i.e., `1(p, p̂) = err({pj}j∈J , {p̂j}j∈J) =
∑

j∈J |pj − p̂j |, as

was done in [96]. While this error definition satisfies monotonicity, it is not Lipschitz.

Indeed, consider the following simple problem instance. Let ε > 0 be a constant. The true job

sizes are given by p1 = 1+ε and pj = 1,∀j ∈ J \{1}. Let p̂ be a set of predicted job sizes given

by p̂1 = 1 + 3ε and p̂j = 1,∀j ∈ J \ {1}. Similarly, let q̂ be another set of predicted job sizes

given by q̂1 = 1−ε and q̂j = 1, ∀j ∈ J\{1}. By construction, `1(p, p̂) = 2ε = `1(p, q̂). However,

by the nature of the total completion time objective, there is a significant difference in the

quality of the predictions in these two instances. Formally, opt({p̂j}j∈J)−opt({pj}j∈J) = 2ε

whereas opt({pj}j∈J) − opt({q̂j}j∈J) = (n + 1) · ε � `1(p, q̂). Intuitively, the lack of

Lipschitzness causes the `1(·, ·) error metric to not be able to distinguish between {p̂} and

{q̂} predictions although {p̂} is arguably a much better prediction for this instance.

On the other hand, to satisfy the Lipschitz property, one can consider simply defining the

prediction error as err({pj}j∈J , {p̂j}j∈J) = |opt({p̂j}j∈J)− opt({pj}j∈J)|. Unfortunately,

this may not be monotone. Indeed, consider a simple instance where the predictions are a

reassignment of the true job sizes to the jobs, i.e., the job sizes are predicted correctly but

the job identities are permuted. In this case, we have |opt({p̂j}j∈J)− opt({pj}j∈J)| = 0.

However, an improvement to any of the predictions will only result in a different optimum, and

hence a non-zero error. In other words, this definition does not satisfy monotonicity.

These examples motivate a new definition of prediction error.

Definition 4.2.7 (Prediction Error). For any instance of the non-clairvoyant scheduling

problem with predictions where each job j ∈ J has a true size pj and a predicted size p̂j, the

prediction error is defined as:

ν(J ; {pj}, {p̂j}) := err({pj}j∈J , {p̂j}j∈J)

= opt
(
{p̂j}j∈Jo ∪ {pj}j∈Ju

)
− opt

(
{pj}j∈Jo ∪ {p̂j}j∈Ju

)
,

where Jo = {j ∈ J | p̂j > pj}, Ju = {j ∈ J | p̂j ≤ pj} denote the set of jobs whose sizes are

overestimated and underestimated respectively.
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Intuitively, the above definition follows ensures

ν ≥ opt
(
{p̂j}j∈Jo ∪ {pj}j∈Ju

)
− opt

(
{pj}j∈Jo ∪ {pj}j∈Ju

)
,

by pretending that all underestimated job sizes were predicted correctly. Similarly, we also

want

ν ≥ opt
(
{pj}j∈Jo ∪ {pj}j∈Ju

)
− opt

(
{pj}j∈Jo ∪ {p̂j}j∈Ju

)
.

Our error measure follows by adding the RHS of these inequalities.

It is easy to see that this definition, besides being symmetric and non-negative, also satisfies

both monotonicity and the Lipschitz property. While this may not be the unique such

definition, it is simple. Further, we are not aware of any other error measures, including

those used in the previous work [24, 96], that satisfy the two desired properties. For more

details, see Section 4.2.2.

Proposition 4.2.8. The error measure given in Definition 4.2.7 satisfies both Monotonicity

and Lipschitzness.

Proof. We first show monotonicity. As before, we add o to a job set as subscript to restrict

it to the subset of overestimated jobs in the set. Likewise we use u analogously to refer to

underestimated jobs. For any I ⊆ J ,

ν(J ; {pj}j∈J , {p̂j}j∈J\I ∪ {pi}i∈I)

= opt
(
{p̂j}j∈Jo\I ∪ {pj}j∈Ju\I ∪ {pj}j∈I

)
− opt

(
{pj}j∈Jo\I ∪ {p̂j}j∈Ju\I ∪ {pj}j∈I

)
= opt

(
{p̂j}j∈Jo\I ∪ {pj}j∈Ju∪I

)
− opt

(
{pj}j∈Jo∪I ∪ {p̂j}j∈Ju\I

)
≤ opt

(
{p̂j}j∈Jo ∪ {pj}j∈Ju

)
− opt

(
{pj}j∈Jo ∪ {p̂j}j∈Ju

)
= ν(J ; {pj}, {p̂j}),

where the inequality holds due to Proposition 4.2.4 (2).

Next, we show Lipschitzness. Due to Proposition 4.2.4 (1), we have

opt({p̂j}j∈J) ≤ opt({p̂j}j∈Jo ∪ {pj}j∈Ju); and

opt({pj}j∈J) ≥ opt({pj}j∈Jo ∪ {p̂j}j∈Ju)

Thus, we conclude

|opt({p̂j}j∈J)− opt({pj}j∈J)| (4.2)

≤|opt({p̂j}j∈Jo ∪ {pj}j∈Ju)− opt({pj}j∈Jo ∪ {p̂j}j∈Ju)| (4.3)

=ν(J ; {pj}, {p̂j}) (4.4)
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When the scheduling instance is clear from context, we drop the arguments and let

ν = ν(J ; {pj}, {p̂j}). Note that in case all the predicted job sizes are overestimates

(or underestimates) of the true sizes, then we have ν(J ; {pj}, {p̂j}) = |opt({p̂j}j∈J) −
opt({pj}j∈J)|.

Surrogate Error

For the sake of analysis, we define a surrogate (prediction) error where we measure the error

for overestimated and underestimated jobs separately. The surrogate error lower bounds the

prediction error in Definition 4.2.7 and will be more convenient for our analysis. While it does

not satisfy Lipschitzness, nevertheless, it will turn out to be a useful tool for analysis.

Definition 4.2.9 (Surrogate Error). For any set Z ⊆ J of jobs, where each job j ∈ Z has

a true size xj and a predicted size x̂j, the surrogate error is defined as:

η(Z; {xj}, {x̂j}) :=
(
opt({x̂j}j∈Zo)− opt({xj}j∈Zo)

)
+
(
opt({xj}j∈Zu)− opt({x̂j}j∈Zu)

)
,

where Zo = {j ∈ Z | x̂j > xj}, Zu = {j ∈ Z | x̂j ≤ xj} denote the set of jobs whose sizes are

overestimated and underestimated respectively.

Again, when the scheduling instance is clear from context, we drop the arguments and let

η = η(J ; {pj}, {p̂j}). We first show that the surrogate error can be used to lower bound the

prediction error.

Proposition 4.2.10. For any set Z ⊆ J of jobs where each job j ∈ Z has true size xj and

predicted size x̂j, ν(Z; {xj}, {x̂j}) ≥ η(Z; {xj}, {x̂j}).

Proof. By Definition 4.2.7, we have

ν(Z; {xj}, {x̂j}) = opt
(
{x̂j}j∈Zo ∪ {xj}j∈Zu

)
− opt

(
{xj}j∈Zo ∪ {x̂j}j∈Zu

)
=
{
opt

(
{x̂j}j∈Zo ∪ {xj}j∈Zu

)
− opt ({xj}j∈Z)

}
+
{
opt ({xj}j∈Z)− opt

(
{xj}j∈Zo ∪ {x̂j}j∈Zu

)}
We compare the first term above to the first term in the definition of η. By definition of the
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optimum solution, we have the following:

opt
(
{x̂j}j∈Zo ∪ {xj}j∈Zu

)
− opt ({xj}j∈Z) =

∑
j∈Zo

(x̂j − xj)

+
∑

i 6=j∈Zo

(min{x̂i, x̂j} −min{xi, xj})

+
∑

i∈Zo,j∈Zu

(min{x̂i, xj} −min{xi, xj})

However, since x̂i > xi for all i ∈ Zo, we have

≥
∑
j∈Zo

(x̂j − xj) +
∑

i 6=j∈Zo

(min{x̂i, x̂j} −min{xi, xj})

= opt({x̂j}j∈Zo)− opt({xj}j∈Zo)

(4.5)

Similarly, using analogous arguments we have

opt ({xj}j∈Z)− opt
(
{xj}j∈Zo ∪ {x̂j}j∈Zu

)
≥ opt({xj}j∈Zu)− opt({x̂j}j∈Zu). (4.6)

The proposition now follows from Definition 4.2.9.

A key advantage of the surrogate error η is that it is easier to decompose as opposed to ν.

As our analysis carefully charges our algorithm’s cost in each round to the error and the

optimum, decomposability will be very useful to avoid overcharging.

Proposition 4.2.11 (Superadditivity of Surrogate Error). For any set Z ⊆ J of jobs, any

set of true and predicted job sizes {(xj , x̂j)}j∈Z and any partition of Z into two disjoint

subsets Z1 and Z2, we have η(Z; {xj}, {x̂j}) ≥ η(Z1; {xj}, {x̂j}) + η(Z2; {xj}, {x̂j}).

Proof. Let Zu be the underestimated jobs in Z. Similarly, let Z1u and Z2u be the underesti-

mated jobs in Z1 and Z2, respectively. Likewise, we define Zo, Z1o, and Z2o for overestimated

jobs. By definition of η, it suffices to show

η(Zo; {xj}, {x̂j}) ≥ η(Z1o; {xj}, {x̂j}) + η(Z2o; {xj}, {x̂j}) (4.7)

η(Zu; {xj}, {x̂j}) ≥ η(Z1u; {xj}, {x̂j}) + η(Z2u; {xj}, {x̂j}) (4.8)

We show the first inequality above since the second one follows similarly. By definition of η
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and Proposition 4.2.3, we have

η(Zo; {xj}, {x̂j}) = opt({x̂j}j∈Zo)− opt({xj}j∈Zo) (4.9)

=
∑
j∈Zo

(x̂j − xj) (4.10)

+
∑

i 6=j∈Zo

(min{x̂i, x̂j} −min{xi, xj}) (4.11)

≥
∑
j∈Zo

(x̂j − xj) (4.12)

+
∑

i 6=j∈Z1o

(min{x̂i, x̂j} −min{xi, xj}) (4.13)

+
∑

i 6=j∈Z2o

(min{x̂i, x̂j} −min{xi, xj}) (4.14)

= η(Z1o; {xj}, {x̂j}) + η(Z2o; {xj}, {x̂j}) (4.15)

where the inequality follows since we have x̂j ≥ xj for any j ∈ Zo.

Comparisons with Other Error Measures

We compare our new error measure with others, including those in [24, 96].

First, we observe that our error measure is always lower bounded by the `1(p, p̂) error utilized

by [96] but is at most a factor of n larger.

Proposition 4.2.12. For any set {pj}j∈J and {p̂j}j∈J of true and predicted job sizes, we

have

`1(p, p̂) ≤ ν(J ; {pj}, {p̂j}) ≤ n · `1(p, p̂)

Proof. From Definition 4.2.7, we have

ν(J ; {pj}, {p̂j}) = opt
(
{p̂j}j∈Jo ∪ {pj}j∈Ju

)
− opt

(
{pj}j∈Jo ∪ {p̂j}j∈Ju

)
(4.16)

=
∑
j∈J
|pj − p̂j |+

∑
i 6=j∈J

min {max{pi, p̂i},max{pj , p̂j}} (4.17)

−min {min{pi, p̂i},min{pj , p̂j}} (4.18)
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Since every term in the second summation is non-negative, the first inequality in the

proposition follows. To see the second inequality, we observe that

min {max{pi, p̂i},max{pj , p̂j}} −min {min{pi, p̂i},min{pj , p̂j}} ≤ max{|pi − p̂i|, |pj − p̂j |}
Substituting in the above equation, we get

ν(J ; {pj}, {p̂j}) ≤ `1(p, p̂) +
∑
i 6=j∈J

max{|pi − p̂i|, |pj − p̂j |} (4.19)

≤ `1(p, p̂) +
∑
i 6=j∈J

|pi − p̂i|+ |pj − p̂j | (4.20)

= `1(p, p̂) + (n− 1)
∑
j∈J
|pj − p̂j | = n`1(p, p̂) (4.21)

Thus our error measure lends itself to asymptotically stronger algorithmic guarantees than

the `1(p, p̂) measure. In [96], the cost of their algorithm is shown to be bounded by

(1 + ε)opt + (1 + ε) · (n − 1)`1(p, p̂). As we show in the following sections, we obtain an

algorithm whose cost is bounded by (1 + ε)opt+Oε(1) · ν. By Proposition 4.2.12, our bound

is asymptotically never worse than that in [96], and can often be sharper.

Next, we discuss the error measure used by Bamas et al. [24] in their primal-dual framework.

Their measure, which we call ηBMS , can be defined as the cost of SPJF 7 minus the optimum.

It is easy to see that ηBMS is neither monotone nor Lipschitz. This is because SPJF

yields an optimal schedule as long as jobs have the same order both in their actual sizes

and estimated sizes, i.e., pj ≤ pi if and only if p̂j ≤ p̂i. Further, it is hard to compare

our error measure to ηBMS as the latter does not directly factor in estimated job sizes

but measures the cost for running an algorithm (that is based on the prediction) on the

actual input. However, the following example shows that ηBMS can be excessively large

even for estimating just one job size: The true job sizes are given by pj = 1 ∀j ∈ J \ {n}
and pn = n2. All jobs sizes are predicted correctly, except job n, where p̂n = 0. Then,

ν = 1 + 2 + · · · + n − 1 + (n + n2) − (1 + 2 + · · · + n − 1) = n + n2, whileas ηBMS ≥
n2 · n− (1 + 2 + · · ·+ n− 1 + n+ n2) = Ω(n3), Here, n2 · n comes from the fact that job n

completes first under SPJF.

Finally, we note that the error measure cannot be oblivious to job identities. For example,

consider the Earth Mover’s distance between the true job sizes and the estimated job sizes.

7Shortest Predicted Job First (SPJF) is the algorithm that blindly follows the predictions.
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That is, find a mincost matching between two multi-sets {pj}j∈J and {p̂i}i∈J where matching

pi to p̂j incurs cost |pi− p̂j |. However, it is easy see that such measures have zero error when

the two multi-sets are identical yet the predictions are incorrect for individual jobs.

4.3 Algorithm

In this section we present our algorithm for scheduling with predictions. Our algorithm runs

in rounds. To formalize, we need to set up some notation. We let Jk be the set of unfinished

(alive) jobs at the beginning of round k, where k ≥ 1. Let nk := |Jk|. Let qk,j be the amount

of processing done on job j in round k. We define

• pk,j = pj −
∑k−1

w=1 qw,j : the true remaining size of j at the beginning of round k.

• p̂k,j = max{p̂j −
∑k−1

w=1 qw,j , 0}: the predicted remaining size of j at the beginning of

round k.

Note that if a job j has been processed by more than its predicted size p̂j in the previous

rounds before k, we have p̂k,j = 0.

Our algorithm employs two subprocedures in each round to estimate the median mk of the

true remaining size of jobs in Jk and the magnitude of the error in the round. We first

present the subprocedures and then present our main algorithm.

4.3.1 Median Estimation

We first present the method to estimate the median mk of the true remaining size of jobs in

Jk. To streamline the analysis, we will assume that all remaining sizes are distinct, which

can be achieved almost surely by adding small random perturbations to the initial job sizes.

Let m̃k denote our estimate of the true median mk. Recall that Round-Robin processes all

alive jobs equally at each time.

Algorithm 7 Median-Estimator(Jk, δ, n)

1: Let S be a uniform random sample, with replacement, of size ln 2n
δ2

from Jk.

2: Run Round-Robin on S until half of the jobs in S complete; let jk be the job that

completed the last.

3: Return m̃k = pk,jk .
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Algorithm 7 takes a sample S of the remaining jobs and returns as m̃k the median of the

jobs in S in terms of their remaining size. This can be done by completing half of the jobs

in S by Round-Robin. The sampling with replacement is done as follows. When we take job

j as the ith sample, we pretend to create a job i with size xi equal to pk,j . Thus, S could

contain multiple “copies” originating from the same job in Jk. So, if S has two copies of the

same job, it will get twice the processor share in Round-Robin. This is not an issue as we

can simulate the execution of Round-Robin quicker.

For analysis, we state the following well-known concentration bounds.

Theorem 4.3.1 (Hoeffding’s Inequality). Let X1, · · · , Xl ∈ [0, 1] be independent random

variables. Let X̄ = 1
l (X1 + · · ·+Xl). For any δ ≥ 0, we have P (|X̄ − E[X̄]| ≥ δ) ≤ 2e−2lδ2

When the condition in the following lemma holds true, we will say that m̃k is a (1 + δ)

order-approximation of mk, or (1 + δ)-approximation for brevity.

Lemma 4.3.2. The order of m̃k among {pk,j | j ∈ Jk} is in ((1
2 − δ)nk, (

1
2 + δ)nk], with

probability at least 1− 1
n2 .

Proof. Let ri be the order of xi in the set of {pk,j | j ∈ Jk}. Let Yi be an indicator random

variable that has value 1 if and only if ri ≤ (1/2− δ)nk. To show the order of m̃k is smaller

than or equal (1/2− δ) with probability at most 1
2n2 , it suffices to show:

Pr

 ∑
i∈[|S|]

Yi
|S|
≥ 1

2

 ≤ 1

2n2
.

This is equivalent to showing

Pr

∑
i∈[S]

Yi
|S|
− E

 ∑
i∈[|S|]

Yi
|S|

 ≥ δ
 ≤ 1

2n2
,

as E
∑

i∈[|S|] Yi/|S| = 1/2 − δ. The above inequality is a direct consequence of the Ho-

effding bound (Theorem 4.3.1) with l := |S| = ln 4n2

2δ2
. The other inequality can be shown

symmetrically, and the proof follows using a union bound.

4.3.2 Error Estimation

Next, we would like to see if the prediction for the remaining jobs in round k is accurate

enough to follow closely. However, measuring the error of the predictions even by running
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all jobs in a small sample to completion could take too much time. Thus, we estimate the

error of the remaining jobs by capping all remaining sizes and predicted sizes at (1 + ε)m̃k.

The error we seek to estimate is below.

Definition 4.3.3 (Error in Round k). ηk := opt({dk,j}j∈Jk), where dk,j := |min{(1 +

ε)m̃k, pk,j} −min{(1 + ε)m̃k, p̂k,j}|.

Algorithm 8 Error-Estimator(Jk, ε, n, m̃k)

1: Let P be a uniform random sample, with replacement, of size 1
ε2

log n from a family

Q := {(j, j) | j ∈ Jk} ∪ {(i, j) | i < j ∈ Jk} of unordered pairs.

2: For every sampled job j, calculate dk,j by running j up to (1 + ε)m̃k units.

3: Return as our estimate: η̃k := |Q| 1

|P |
∑

(i,j)∈P

min{dk,i, dk,j}.

For any k ∈ [K], we say for brevity that η̃k is a (1+ε)-approximation of ηk if it satisfies

ηk − εm̃kn
2
k ≤ η̃k ≤ ηk + εm̃kn

2
k.

Lemma 4.3.4. For each k ∈ [K], η̃k is a (1 + ε)-approximation of ηk with probability at

least 1− 1
n2 .

Proof. Note that by Proposition 4.2.3, we have

ηk = |Q|

 1

|Q|
∑

(i,j)∈Q

min{dk,i, dk,j}

 .

For each unordered pair (i, j) ∈ Q, let ∆(i, j) := min{dk,i, dk,j}/(1 + ε)m̃k. Note that

∆(i, j) ∈ [0, 1] and |Q| = nk(nk+1)/Θ(1). Further, note that E[η̃k] = ηk. Taking a difference

between ηk and η̃k and dividing the difference by |Q|(1 + ε)m̃k = nk(nk + 1)(1 + ε)m̃k/Θ(1),

we obtain,

Θ(1)

nk(nk + 1)(1 + ε)m̃k

∣∣∣ηk − η̃k∣∣∣ =
∣∣∣ 1

|P |
∑

(i,j)∈P

∆(i, j)− E
1

|P |
∑

(i,j)∈P

∆(i, j)
∣∣∣.

Thus, to show the lemma, it suffices to show

Pr

∣∣∣ 1

|P |
∑

(i,j)∈P

∆(i, j)− E
1

|P |
∑

(i,j)∈P

∆(i, j)
∣∣∣ ≥ Θ(1)ε

1 + ε

 ≤ 1

n2
,
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which immediately follows by applying the Hoeffding bound (Theorem 4.3.1) with l := |P | and

δ = Θ(1)ε
1+ε , and solving 2 exp(−2lδ2) = 1/n2. Then, we obtain |P | = (1+ε)2

2Θ(1)ε2
ln 2n2 ≤ 1

ε2
log n

for sufficiently small ε > 0.

4.3.3 Main Algorithm

Given the methods to estimate the median size of all jobs in Jk and the remaining available

error, we now describe our algorithm running in rounds k ≥ 1.

Algorithm 9 Scheduling with Predictions

1: k ← 1 and δ ← 1/50.

2: while nk ≥ 1
ε3

log n do

3: m̃k ← Median-Estimator(Jk, δ, n).

4: η̃k ← Error-Estimator(Jk, ε, n, m̃k).

5: if η̃k ≥ εδ2m̃kn
2
k/16 . RR (big error) round

6: Process each job in Jk up to 2m̃k units with Round-Robin.

7: else . Non-RR (small error) round

8: Process jobs j with p̂k,j ≤ (1 + ε)m̃k up to p̂k,j + 3εm̃k units in increasing order of

p̂k,j .

9: k ← k + 1.

10: Run Round-Robin to complete remaining jobs. . Round K + 1

If there are enough jobs alive for accurate sampling, we use our estimators to estimate the

median and the error. If the estimated error is big, then we say that the current round is

a RR round, and run Round-Robin to process all jobs equally up to 2m̃k units.8 This is

intuitive as our estimator indicates that the prediction is unreliable. If not, we closely follow

the prediction. We only consider jobs that are predicted to be small and process them in

increasing order of their (remaining) predicted size. To allow for a small prediction error,

we allow a job to get processed 3εm̃k more units than its remaining predicted size. In this

case, we say that the current round is a non-RR round. Finally, we run Round-Robin to

complete all remaining jobs, if any; this is the final round, indexed by K + 1.

It is worth mentioning the following easy observations, which will be useful for our analysis

later.

8In fact, the jobs can be processed in an arbitrary order as long as they are processed up to 2m̃k units.
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Observation 4.3.5. 1. Every overestimated job remains overestimated in every round,

i.e., if p̂j ≥ pj, then p̂k,j ≥ pk,j for all k. A similar statement holds for every

underestimated job.

2. If a job j is processed in a non-RR round k, then its remaining predicted size is 0 for

all the subsequent rounds, i.e., p̂k′,j = 0 for all k′ > k.

3. For each job, there is exactly one round where the job’s remaining predicted size becomes

0.

4.4 Analysis

To streamline the presentation of our analysis, we will do the analysis under the following

simplifying assumption. We will remove this assumption in Section 4.4.3.

Assumption 4.4.1. We assume that m̃k is a (1 + δ)-approximation of mk (δ = 1/50) and

η̃k is a (1 + ε)-approximation of ηk. Further, we will assume that the estimation procedures

incur no additional delay.

For analysis we extend the definition of ηk.

Definition 4.4.2 (Error in round k on a subset). ηk(X) := opt({dk,j}j∈X) for all X ⊆ Jk,

where dk,j := |min{(1 + ε)m̃k, pk,j} −min{(1 + ε)m̃k, p̂k,j}|.

Note that ηk = ηk(Jk).

4.4.1 Robustness

In this section, we show that our algorithm always yields a constant approximation. This

guarantee holds in all cases even if the predicted job sizes are arbitrarily bad or even

adversarially chosen.

Theorem 4.4.3. Algorithm 9 is an O(1)-approximation, under Assumption 4.4.1.

Key to the analysis is to show that a constant fraction of jobs complete in each round.

Lemma 4.4.4. For all k ∈ [K], we have nk+1 ≤ (1/2 + 2δ)nk.
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Proof. Suppose round k is an RR round. Since there are (1/2− δ)nk jobs with pk,j ≤ m̃k

and all jobs are processed up to 2m̃k units, clearly we complete at least (1/2− δ)nk jobs in

the round.

Now suppose round k is a non-RR round. We first show that there are many jobs considered

by the algorithm. Let X := {j ∈ Jk | p̂k,j ≤ (1 + ε)m̃k} and Y := {j ∈ Jk | pk,j ≤ m̃k}. We

claim,

|X| ≥ (1/2− 1.5δ)nk.

Suppose not. Knowing that |Y | ≥ (1/2− δ)nk, we have |Y \X| ≥ 0.5δnk. Note that for all

j ∈ Y \X, dk,j ≥ εm̃k. We have a contradiction as we have ηk ≥ ηk(Y \X) ≥ 1
2εm̃k(0.5δnk)2.

Note that all jobs in X are processed by the algorithm. Now we show most of jobs in X

complete in the round. Let Z denote those in X that do not complete in the round k. Note

that for every job j ∈ Z, we have dk,j ≥ 3εm̃k. Thus, if we have |Z| ≥ 0.5δnk, as before, we

will have ηk ≥ ηk(Z) ≥ 1
2(3εm̃k)(0.5δnk)

2, another contradiction.

Thus, we have shown |X \ Z| ≥ (1/2 − 2δ)nk, meaning the algorithm completes at least

(1/2− 2δ)nk jobs in each round k.

Intuitively, from Lemma 4.4.4, we know that a large number of jobs must complete in each

round and further since we assume that m̃k approximates the true median well, many of

those jobs have remaining sizes at least m̃k. The following lemma shows that Ω(nk) jobs

must have remaining size at least m̃k and hence the optimal solution must incur a total cost

of at least Ω(
∑

k m̃kn
2
k).

Lemma 4.4.5.
∑K

k=1 m̃kn
2
k ≤ 266 · opt(J \ JK+1).

Proof. By Proposition 4.2.4 (4), we know opt(J \ JK+1) is lower bounded by∑
odd k∈[K−1] opt(Jk \ Jk+2), and also by

∑
even k∈[K−1] opt(Jk \ Jk+2). Thus, we have

2opt(J \ JK+1) ≥
K−1∑
k=1

opt(Jk \ Jk+2).

By Lemma 4.4.4, we know that at least (1−(1/2+2δ)2)nk jobs in Jk or more complete in round

k or k + 1. Further, as m̃k is a (1 + δ)-approximation, less than (1/2 + δ)nk jobs in Jk have

pk,j ≤ m̃k. Thus, we conclude that there are at least (1−((1/2+2δ)2)−(1/2+δ))nk ≥ (1/8)nk



89

jobs in Jk with pk,j ≥ m̃k that complete in round k or k+1; here, δ ≤ 1/50. Let Fk denote the

set of those jobs. Note that opt(Jk \ Jk+2) ≥ opt(Fk) ≥ (1/2)m̃k((1/8)nk)
2 = m̃kn

2
k/128.

Therefore, we have,

2opt(J \ JK+1) ≥
K−1∑
k=1

1

128
m̃kn

2
k.

Further, we have,

opt(J \ JK+1) ≥ opt(JK) ≥ (1/2)m̃K(0.45nK)2 ≥ 0.1m̃Kn
2
K ,

as there are at least (1/2− δ)nK ≥ 0.45nK jobs of sizes ≥ m̃K .

Next, we upper bound our algorithm’s cost. Let Ak be the total delay incurred by our

algorithm in round k. Formally, we have:

Ak :=
∑
j∈Jk

qk,j · nk,j , (4.22)

where nk,j is the number of jobs that are still alive when job j is processed in round k.

The following notes that each job j gets processed by a maximum of 2m̃k units and it can

delay at most (nk − 1) jobs in round k.

Lemma 4.4.6. For any k ∈ [K], Ak ≤ 2m̃kn
2
k.

Observe that we use Round-Robin in the final roundK+1, which is known to be 2-competitive.

Hence, to complete all the remaining jobs, by considering each job’s contribution to the

objective, our algorithm’s cost is upper bounded as follows.

Lemma 4.4.7. The algorithm’s cost is at most
∑K

k=1 2m̃kn
2
k + 2opt(JK+1) +

∑
j∈J pj.

By Lemmas 4.4.5 and 4.4.7, the algorithm’s cost is at most 2 · 266 opt(J \ JK+1) +

2opt(JK+1)+opt(J) ≤ 535 opt(J), where the last inequality follows from Proposition 4.2.4.

This completes the proof of Theorem 4.4.3.

4.4.2 Consistency

In this section, we show that Algorithm 9 also utilizes good predictions to obtain improved

guarantees. We analyze the delay incurred by our algorithm in RR rounds and non-RR

rounds separately.
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RR round

This section is devoted to showing the following lemma. Intuitively, using the fact that

the error is huge in each RR round, we can upper bound our algorithm’s total delay in all

RR rounds by the error. Recall Ak :=
∑

j∈Jk qk,j · nk,j . As δ is set to an absolute constant

(δ = 1/50), we will hide it in asymptotic notation. (Recall the surrogate error η from

Definition 4.2.9.)

Lemma 4.4.8.
∑

k∈RRAk ≤ O(1
ε )η ≤ O(1

ε )ν, under Assumption 4.4.1.

From Lemma 4.4.6, the total delay Ak incurred in round k ∈ [K] in our algorithm is at most

2m̃kn
2
k. Thus, our goal is to carefully identify a part of the surrogate error of magnitude

Ω(εm̃kn
2
k) to charge Ak to in each RR round k.

In the following lemma, we consider three types of jobs and show that the error is big enough

for at least one type of jobs. The job types are: (i) those completing in round k, (ii) whose

remaining predicted sizes become 0 in the round, and (iii) whose remaining predicted sizes

are 0 and that do not complete in this round. We need to be careful when extracting some

error for type (iii) jobs as they may reappear as type (iii) jobs in subsequent RR rounds.

This is why we measure the error by pretending their remaining sizes are 2m̃k, exactly the

amount by which the jobs each are processed in the round.

Lemma 4.4.9. In any RR round k, at least one of the following is Ω(ε)m̃k(nk)
2:

1. η(Jk \ Jk+1).

2. η(F̂k) where F̂k = {j ∈ Jk | p̂k,j > 0 and p̂k+1,j = 0}.

3. η(Ẑk; {2m̃k}, {0}) = opt({2m̃k}j∈Ẑk) where Ẑk := {j ∈ Jk | p̂k,j = 0 and pk,j >

2m̃k}.

Proof. Let Sk := {j ∈ Jk | p̂k,j ≤ (1 + ε)m̃k or pk,j ≤ (1 + ε)m̃k}. Since dk,j = 0 for all

jobs j ∈ Jk \ Sk, by definition of ηk, we have ηk = ηk(Sk). For notational convenience, let

X := Sk ∩ (Jk \ Jk+1), Y := Sk ∩ F̂k and Z := Sk ∩ Ẑk. As each job in Jk is of one of the

above three types, we have Sk = X ∪ Y ∪ Z.

Since k is an RR round, we have ηk = ηk(Sk) = Ω(εm̃kn
2
k). Because of the monotonicity of ηk

(it can only become larger when more jobs are considered) and the fact that Sk = X ∪Y ∪Z,
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by Proposition 4.2.4, we know at least one of ηk(X), ηk(Y ), ηk(Z) must be no smaller than

(1/3)ηk. We consider each case in the following.

Case i. ηk(X) ≥ (1/3)ηk. Let Xo, Xu denote the jobs in X that are overestimated

and underestimated, respectively. By definition of ηk and Proposition 4.2.4, we have

ηk(Xo) + ηk(Xu) ≥ (1/2)ηk(X), and

ηk(Xu) = opt({min{(1 + ε)m̃k, pk,j} −min{(1 + ε)m̃k, p̂k,j}}j∈Xu)

≤ opt({pk,j − p̂k,j}j∈Xu)

≤ opt({pk,j}j∈Xu)− opt({p̂k,j}j∈Xu) = η(Xu).

Similarly, we can show ηk(Xo) ≤ η(Xo). Thus, we have,

η(Jk \ Jk+1) ≥ η(X) ≥ η(Xu) + η(Xo) ≥ ηk(Xu) + ηk(Xo) ≥ (1/2)ηk(X) ≥ (1/6)ηk,

where the first two inequalities follow from Proposition 4.2.11.

Case ii. ηk(Y ) ≥ (1/3)ηk. This case can be similarly handled as the first case, and we can

show η(F̂k) ≥ η(Y ) ≥ (1/6)ηk.

Case iii. ηk(Z) ≥ (1/3)ηk. Note that all jobs j in Z are underestimated because of pk,j > 2m̃k

and p̂k,j = 0 and by Observation 4.3.5. Also, by definition of Sk, Z, Ẑk, we have Z = Ẑk.

Therefore,

ηk(Z) = opt({min{(1 + ε)mk, pk,j} −min{(1 + ε)mk, p̂k,j}}j∈Z)

= opt({(1 + ε)m̃k}j∈Z) ≤ η(Ẑk; {2m̃k}, {0}).

Thus we have η(Ẑk; {2m̃k}, {0}) ≥ (1/3)ηk.

We next show that the above errors add up to O(η).

Lemma 4.4.10.
∑

k∈RR

(
η(Jk \ Jk+1) + η(F̂k) + η(Ẑk; {2m̃k}, {0})

)
≤ 3η.

Proof. We start by considering the first quantity. Since the sets in {Jk \Jk+1}k≥1 are disjoint,

from Proposition 4.2.11, we know that
∑

k∈RR η(Jk \ Jk+1) ≤ η. Similarly, we can show∑
k∈RR η(F̂k) ≤ η. It now remains to show∑

k∈RR
η(Ẑk; {2mk}, {0}) ≤ η.
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Note that by definition of Ẑk and Observation 4.3.5, we know that if j ∈ Ẑk, then j must be

underestimated, i.e., p̂j ≤ pj . Let Ju denote the set of all underestimated jobs. By definition

of η, we know that η ≥ opt({pj}j∈Ju)− opt({p̂j}j∈Ju). Further, by Proposition 4.2.4,

η ≥ opt({pj − p̂j}j∈Ju).

The proof idea is to show the decrease of opt({pk,j − p̂k,j}j∈Ju) in each RR round k is as

big as η(Ẑk; {2m̃k}, {0}). By definition of p̂1,j and p1,j , we have

opt({p1,j − p̂1,j}j∈Ju) = opt({pj − p̂j}j∈Ju).

Further, by Observation 4.3.5, we know Ẑk ⊆ Ju. Note that for every job j ∈ Ẑk,

((pk,j − p̂k,j)− (pk+1,j − p̂k+1,j)) = pk,j − pk+1,j = 2m̃k.

Thus, we have,

opt({pk,j − p̂k,j}j∈Ju)− opt({pk+1,j − p̂k+1,j}j∈Ju)

≥ opt({(pk,j − p̂k,j)− (pk+1,j − p̂k+1,j)}j∈Ju)

[Proposition 4.2.4 and (pk,j − p̂k,j) is decreasing in k ∀j ∈ Ju]

≥ opt({(pk,j − p̂k,j)− (pk+1,j − p̂k+1,j)}j∈Ẑk) [Monotonicity of opt]

= opt({2m̃k}j∈Ẑk) = η(Ẑk; {2m̃k}, {0}).

Lemmas 4.4.9, 4.4.10 with Lemma 4.4.6 complete the proof of Lemma 4.4.8.

Non-RR round

This section is devoted to proving the following lemma that bounds our algorithm’s total

delay in non-RR rounds (denoted NRR). As we do not have sufficiently large errors in

non-RR rounds, we will have to bound it by both opt and ν. Note that opt− (
∑

i∈J pi) is

the total delay cost of the optimal schedule.

Lemma 4.4.11. Under Assumption 4.4.1, we have
∑

k∈NRRAk ≤ (1+O(ε))opt−(
∑

i∈J pi)

+O(1/ε2)ν.

We begin our analysis of consistency for non-RR rounds by proving the following lemma,

which shows how much error we can use for each pair of jobs.

Lemma 4.4.12. ν(J, {pj}, {p̂j}) ≥
∑

i 6=j∈J ν(i, j), where ν(i, j) = |min{pi, pj}−min{p̂i, p̂j}|.
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Proof. By Proposition 4.2.3 we can decompose ν as follows.

ν(J, {pj}, {p̂j}) = opt
(
{p̂j}j∈Jo ∪ {pj}j∈Ju

)
− opt

(
{pj}j∈Jo ∪ {p̂j}j∈Ju

)
≥
∑
i,j∈Jo

(min{p̂i, p̂j} −min{pi, pj}) +
∑
i,j∈Ju

(min{pi, pj} −min{p̂i, p̂j})

+
∑

i∈Jo,j∈Ju

(min{p̂i, pj} −min{pi, p̂j}).

Since every term in the summation is non-negative, to prove the lemma it suffices to show

min{p̂i, pj} −min{pi, p̂j} ≥ |min{pi, pj} −min{p̂i, p̂j}|, ∀i ∈ Jo and j ∈ Ju. (4.23)

By definition, we have p̂i ≥ pi for i ∈ Jo, and hence we have min{p̂i, pj} ≥ min{pi, pj} and

min{pi, p̂j} ≤ min{p̂i, p̂j}. Hence,

min{p̂i, pj} −min{pi, p̂j} ≥ min{pi, pj} −min{p̂i, p̂j}. (4.24)

Similarly, since p̂j ≤ pj for j ∈ Ju, we have min{p̂i, pj} ≥ min{p̂i, p̂j} and min{pi, p̂j} ≤
min{pi, pj}. Hence,

min{p̂i, pj} −min{pi, p̂j} ≥ min{p̂i, p̂j} −min{pi, pj}.

In either case, we have shown (4.23) holds, as desired.

Knowing how much error we can use for each pair of jobs, we are now ready to give an

overview of the analysis. We let Dk(i, j) denote the delay i causes to j in a non-RR round

k. Note that Dk(i, j) = qk,i if j is still alive while i gets processed in round k; otherwise,

Dk(i, j) = 0.

1. Total delay involving jobs with zero remaining predicted sizes. We show that

the delay involving the following jobs across all non-RR rounds is at most O(ε) · opt.

Ẑk := {j ∈ Jk | p̂k,i = 0}.

Fix a job i ∈ Ẑk. Note that such a job i gets processed by at most 3εm̃k. Further, if job

j gets processed before i, it implies p̂k,j = 0, where j can delay i by at most 3εm̃k in the

round. Similarly, job i can delay another job by at most 3εm̃k in the round. It is an easy
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exercise to see that total delay involving a job i with p̂k,i = 0 is at most 3εm̃knk. As there

are at most nk jobs remaining in this round,

∑
k∈NRR

∑
i∈Ẑk

∑
j∈Jk:j 6=i

(Dk(i, j) +Dk(j, i)) ≤
∑

k∈NRR

3εm̃kn
2
k ≤ O(ε)opt(J \ JK+1) ≤ O(ε)opt,

(4.25)

where the second inequality follows from Lemma 4.4.5.

2. Total delay involving jobs that execute but do not complete. We show the

total delay across all non-RR rounds is at most O(ε)opt+O(1/ε2)ν. To precisely articulate

what we aim to prove, define:

Uk := {i ∈ Jk | 0 < p̂k,i ≤ (1 + ε)m̃k and pk,i > p̂k,i + 3εm̃k},

which, roughly speaking, are the jobs with relatively small non-zero remaining predicted

sizes that execute but do not complete in round k. Note that if i ∈ Uk, then p̂k,i > 0 and

p̂k+1,i = 0. Therefore, the family {Uk}k∈[K] is disjoint.

The following bounds the total delay incurred due to jobs in Uk.

Lemma 4.4.13. For each i ∈ Uk, let Dk,i :=
∑

j∈Jk:j 6=i(Dk(i, j) +Dk(j, i)) =(∑
j∈Jk:j 6=i qk,j +

∑
j∈Jk:j 6=i,Cj>Lk,i(3εm̃k + p̂k,i)

)
be the total delay involving job i in a

non-RR round k, where Lk,i denotes the last time when i gets processed in round k and Cj

is j’s completion time. Then, we have∑
i∈Uk

Dk,i ≤ O(ε)m̃kn
2
k +O(1/ε2)

∑
i∈Uk

∑
j∈Jk:j 6=i

ν(i, j).

Note that in Dk,i, the first term is how much other jobs delay i and the second is how much

job i delays other jobs: job i delays job j in the round by exactly p̂k,i + 3εm̃k if j is still alive

when the algorithm stops processing i in the round. We first bring the intuition behind this

lemma. Suppose we made a bad mistake by working on job i ∈ Uk in round k—we thought

the job was small based on its prediction but it turned out to be big. This means that job

i’s processing delays many jobs in Jk, which we could have avoided had we had known that
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i was in fact big. Thus, to charge the delay, we show that the considerable underprediction

of job i creates a huge error as it makes a large difference in how much i delays other big

jobs. Below, we bring the complete proof.

For the sake of analysis, we define

νk(i, j) := |min{pk,i, pk,j} −min{p̂k,i, p̂k,j}|,

which is analogously defined to ν(i, j). For easy reference, we restate:

ν(i, j) := |min{pi, pj} −min{p̂i, p̂j}|.

The following lemma allow us to relate ν(i, j) to νk(i, j).

Lemma 4.4.14. If p̂k,i, p̂k,j > 0, then the two jobs have been processed by an equal amount

in each previous and hence, ν(i, j) = νk(i, j).

Proof. Note that both jobs have non-zero remaining predicted sizes. This implies that neither

job was processed in a previous non-RR round if such a round exists (see Observation 4.3.5).

Thus, the two jobs have been processed by an equal amount in all the previous rounds.

Therefore, we have, ν(i, j) = |min{pi, pj}−min{p̂i, p̂j}| = |min{pk,i, pk,j}−min{p̂k,i, p̂k,j}| =
νk(i, j).

We are now ready to prove Lemma 4.4.13.

Proof of Lemma 4.4.13. Let U ′k := {i ∈ Uk | p̂k,i ≤ (1 − ε)m̃k}. Let B := {j ∈ Jk | pk,j ≥
m̃k}. We will show

ν(i, j) ≥ εm̃k for any i ∈ U ′k and j ∈ B. (4.26)

As p̂k,i > 0 for any i ∈ U ′k ⊆ Uk, we know that i has not been processed in any previous

non-RR round; see Observation 4.3.5. Thus, j ∈ B must have been processed as much as i

in the previous rounds, i.e., pj − pk,j ≥ pi − pk,i. Let ∆ := pi − pk,i. Then, we derive,

ν(i, j) ≥ min{pi, pj} −min{p̂i, p̂j} ≥ min{pi, pj} − p̂i

≥ min{pk,i + ∆, pk,j + ∆} − (p̂k,i + ∆)

= min{pk,i − p̂k,i, pk,j − p̂k,i} ≥ min{3εm̃k, εm̃k} = εm̃k,
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as desired. Note that Dk,i ≤ 2(1 + 4ε)m̃knk, as each job get processed up to (1 + 4ε)m̃k

units, and i can delay at most nk − 1 jobs and can get delayed by at most nk − 1 jobs.

Further, under the assumption that m̃k is (1 + δ) approximate order of mk, we know that

|B| ≥ (1/2− δ)nk. Therefore, from Eqn. (4.26), we have∑
i∈U ′k

Dk,i ≤ O(
1

ε
)
∑
i∈U ′k

∑
j∈J

ν(i, j) (4.27)

We now consider jobs in Uk\U ′k. Note that for every job i ∈ Uk\U ′k, we have pk,i ≥ (1+2ε)m̃k.

If |Uk \ U ′k| ≤ εñk, then clearly we have
∑

i∈Uk\U ′k
Dk,i ≤ 2(1 + 4ε)m̃knk · εñk ≤ 3εm̃kn

2
k.

Otherwise, we show

ν(i, j) ≥ 3εm̃k for any i 6= j ∈ Uk \ U ′k (4.28)

To see this, consider any i 6= j ∈ Uk \ U ′k. Suppose pi ≤ pj , as the other case is symmetric.

Then, we have, ν(i, j) ≥ min{pi, pj} −min{p̂i, p̂j} ≥ pi − p̂i ≥ 3εm̃k. Therefore, we have∑
j 6=i∈Uk\U ′k

ν(i, j) ≥ 3εm̃kεnk = 3ε2m̃knk.

Thus, we have,

Dk,i ≤ O(
1

ε2
)
∑
j∈J

ν(i, j) for all i ∈ Uk \ U ′k (4.29)

Therefore, we have shown,∑
i∈Uk\U ′k

Dk,i ≤ 3εm̃kn
2
k +O(

1

ε2
)
∑

i∈Uk\U ′k

∑
j∈J

ν(i, j) (4.30)

The lemma follows from Eqn. (4.27) and (4.30).

Assuming Lemma 4.4.13, we have,∑
k∈NRR

∑
i∈Uk

Dk,i ≤
∑

k∈NRR

O(ε)m̃kn
2
k +O(1/ε2)

∑
i∈Uk

∑
j∈Jk:j 6=i

ν(i, j)

≤ O(ε)opt +O(1/ε2)
∑

k∈NRR

∑
i∈Uk,j∈J :j 6=i

ν(i, j) [Lemma 4.4.5 and Jk ⊆ J ]

≤ O(ε)opt +O(1/ε2)
∑
i 6=j∈J

ν(i, j) [U1, . . . , UK are disjoint]

≤ O(ε)opt +O(1/ε2) · ν [Lemma 4.4.12]. (4.31)
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3. Total delay due to the other jobs. Finally we consider delay not considered by the

two cases. Let us see for which pairs of jobs we did not consider their pairwise delay. For job

i to delay job j in a non-RR round k, i must be processed, meaning that p̂k,i ≤ (1 + ε)m̃k.

Since Case 1 already considered p̂k,i = 0, i ∈ Ẑk, we assume p̂k,i > 0. Further, if i does not

complete in round k, we already covered the delay in Case 2 as i ∈ Uk. Thus, we only need

to consider the case when i ∈ Vk, where Vk is defined as follows.

Vk := {i ∈ Jk | 0 < p̂k,i ≤ (1 + ε)m̃k, pk,i ≤ p̂k,i + 3εm̃k}.

Note that every i ∈ Vk completes in round k. The following upper bounds the total delay

we did not consider in the previous cases.

Lemma 4.4.15. For any i ∈ Vk, j ∈ Jk \ (Ẑk ∪ Uk), the delay i causes to j in non-RR

round k, Dk(i, j), is at most min{pi, pj}+ ν(pi, pj) + 3εm̃k.

Proof. Consider any i ∈ Vk and j ∈ Jk \ (Ẑk ∪ Uk). Since i gets processed and completes in

round k, job i can delay job j only when p̂k,i ≤ p̂k,j . Also, it is worth noting that if i delays j in

round k, j does not delay i. As job i completes in the round k, it gets processed by pk,i ≤ p̂k,i+
3εm̃k. Assume that pj < pi since otherwise the lemma follows immediately. As p̂k,i, p̂k,j > 0,

by Lemma 4.4.14, we have ν(i, j) = νk(i, j) = |min{pk,i, pk,j}−min{p̂k,i, p̂k,j}| = |pk,j− p̂k,i|.
Then, the delay can be upper bounded by p̂k,i + 3εm̃k ≤ pk,j + ν(i, j) + 3εm̃k ≤ pj + ν(i, j) +

3εm̃k.

Note that {Vk}k is a family of disjoint job sets. This is because every job i ∈ Vk has non-zero

remaining predicted size and gets processed in the round; see Observation 4.3.5. Thus, k is

the last round where i’s remaining predicted size is non-zero. Therefore, we have,∑
k∈NRR

∑
i∈Vk,j∈Jk\(Ẑk∪Uk):p̂k,j>p̂k,i

Dk(i, j) (4.32)

=
∑

k∈NRR

∑
i∈Vk,j∈Jk\(Ẑk∪Uk):p̂k,j>p̂k,i

(
min{pi, pj}+ ν(pi, pj) + 3εm̃k

)
[Lemma 4.4.15]

≤
∑

{i,j}⊆J :i 6=j

(
min{pi, pj}+ ν(pi, pj)

)
+
∑
k∈[K]

3εm̃kn
2
k [V1, . . . , VK are disjoint]

≤ opt−

(∑
i∈J

pi

)
+ ν +O(ε)opt [Proposition 4.2.3, Lemmas 4.4.12, 4.4.5].
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Putting all pieces together. Note that the delay incurred between every pair of jobs i

and j in every non-RR round k falls into at least one of the above three categories. Thus,

from (4.25), (4.31), and (4.32), the total pairwise delay in non-RR rounds is at most,

O(ε)opt +O(1/ε2)ν + opt−

(∑
i∈J

pi

)
+ ν +O(ε)opt. (4.33)

We are now ready to give the final upper bound on the objective of our algorithm, which

is obtained by combining the upper bound in Lemma 4.4.8 and (4.33) and by factoring in

the total job size,
∑

i∈J pj . We state the result with ε scaled appropriately by a constant

factor. Note that 2opt(JK+1) follows from the fact that we run round-robin in the last

round.

Theorem 4.4.16. Under Assumption 4.4.1, Algorithm 9’s objective is at most (1 + ε)opt+

2opt(JK+1) +O(1/ε2)ν.

4.4.3 Removing Simplifying Assumptions

Our goal here is to extend Theorem 4.4.16 by removing Assumption 4.4.1. We say that

a bad event Bk occurs in round k if m̃k fails to be (1 + δ)-approximate or η̃k fails to be

(1 + ε)-approximate; by Lemmas 4.3.2, 4.3.4, Bk occurs with probability at most 2/n2. If

Bk does not occur, we know that a constant fraction of jobs complete in round k thanks to

Lemma 4.4.4. Thus, if no bad events occur, we have K = O(log n). By a union bound, bad

events occur with probability O((log n)/n2).

We now factor in the extra delays due to estimating mk and ηk, assuming no bad events

occur. In the median estimation, we took a sample S of size O( log 2n
δ2

) and processed

every job in S by exactly m̃k. So, the maximum delay due to the processing is at most

(m̃k) · |S| · |Jk| = O((log n)m̃knk). Similarly, in estimating ηk, we took a sample P of size

O( 1
ε2

log n) and processed both jobs in each pair in P up to (1 + ε)m̃k units. Thus, this

processing cause total extra delay at most 2(1 + ε)m̃k · |P | · |Jk| = O( 1
ε2

(log n)m̃knk).

Hence, the extra delay cost due to the estimation is bounded by

O(
1

ε2
)(log n)

∑
k∈[K]

m̃knk ≤ O(ε)
∑
k∈[K]

m̃kn
2
k [nk = |Jk| ≥ 1

ε3
log n for all k ∈ [K]]

≤ O(ε)opt(J \ JK+1) [Lemma 4.4.5],
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with probability 1−O((log n)/n2).

Thus, the extra delay is negligible w.h.p. Further, knowing that any (non-idle) algorithm,

including ours, is n-approximate, the bad events can increase the objective by O((log n)/n2)n·
opt in expectation, which is again negligible.

The above discussions, Theorem 4.4.3, and Theorem 4.4.16, yield:

Theorem 4.4.17. Algorithm 9’s objective is at most min{O(1)opt, (1+ε)opt+2opt(JK+1)

+O(1/ε2)ν} with high probability, where |JK+1| ≤ 1
ε3

log n. Further, the same bound holds

in expectation.

Corollary 4.4.18. Suppose for any Z ⊆ J with |Z| ≤ 1
ε3

log n, opt(Z) ≤ εopt. Then,

Algorithm 9’s objective is at most min{O(1)opt, (1+ε)opt+O(1/ε2)ν} with high probability.

Further, the same bound holds in expectation.

4.4.4 Guarantees in Expectation

Previously we showed high probability guarantees on our algorithm’s objective. However,

high probability guarantees inherently require Ω(log n) samples and therefore we are forced

to stop sampling once the number of jobs alive becomes o(log n). Here we show that we

can further continue to sample, if we only need guarantees in expectation, until we have

O( 1
ε3

log 1
ε ) unfinished.

Towards this end, we slightly change the algorithm.

(1) Reduce the sample sizes: for estimating mk take a sample of size 1
δ2

log 2nk in Algorithm 7

and for estimating ηk take a sample of size 1
ε2

log nk in Algorithm 8.

(2) Run Round-Robin concurrently: We divide each instantaneous time to Round-Robin by

ε fraction of time and to run our algorithm by 1− ε fraction of time. Since this can only

slow down the execution of our algorithm by a factor of 1− ε, the bound in Theorem 4.4.17

only increases by a factor of 1/(1− ε), which has no effect on our asymptotic bounds. But

by running the 2-competitive Round-Robin concurrently, our final schedule will always be

2/ε-competitive.

(3) Stop sampling if nk ≤ O( 1
ε3

log 1
ε ) (Line 2, Algorithm 9): This is doable as we can

withstand higher probabilities of bad events thanks to the concurrent execution of Round-
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Robin.

(4) In the final round K + 1, process all jobs in increasing order of their predicted size: As

we only have |JK+1| = O( 1
ε3

log 1
ε ) jobs left, following the prediction blindly will not hurt

much!

Theorem 4.4.19. For any sufficiently small ε > 0, there exists an algorithm whose expected

objective is at most

max

{
2

ε
opt, (1 + ε)opt +O(

1

ε3
log

1

ε
)ν

}
.

To show this, we first need the below claim. As before, we use Bk to denote the bad event in

round k. Our first goal is to upper bound the probability that any bad event occurs.

Claim 4.4.20. Pr[∨k∈[K]Bk] ≤ O(ε6/ log2(1/ε)).

Proof. As we changed the sample size in estimating the median and error by replacing n

with nk, it is straightforward to see Pr[Bk] ≤ 2/n2
k from Lemmas 4.3.2 and 4.3.4 – previously

the bound was 2/n2. In fact, we also have Pr[Bk| ∧k′∈[K−1] ¬Bk′ ] ≤ 2/n2
k as we use fresh

random bits for sampling in each round. Further, we have nk+1 ≤ (3/4)nk by Lemma 4.4.4

with δ ≤ 1/50 if ¬Bk. Then, we have,

Pr[∧k∈[K]¬Bk] ≥
∏
k∈[K]

(1− 2

n2
k

) ≥ 1− 2
∑
k∈[K]

1

n2
k

,

where nk+1 ≤ (3/4)nk for all k ∈ [K − 1], and nK = Ω( 1
ε3

log 1
ε ). Thus, we have,

Pr[∨k∈[K]Bk] ≤ 2O(1/(
1

ε3
log

1

ε
)2)(1 + (3/4)2 + (3/4)4 + . . . ) = O(ε6/ log2(1/ε)).

We are now ready to prove Theorem 4.4.19.

Proof. As discussed, our algorithm augmented with Round-Robin is 2/ε-competitive. Thus,

the expected cost of our algorithm when any bad event occurs is O(ε6/ log2(1/ε))·(2/ε)opt =

O(ε)opt, which does not affect our asymptotic bound.
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Next, we bound the extra delay due to the median and error estimation assuming no bad

events occur. Since nk ≥ Ω( 1
ε3

log 1
ε ) we have nk

lognk
= Ω(1/ε3). From the observation

we made in Section 4.4.3, the extra delay we should upper bound in round k ∈ [K] is

O( 1
ε3

)(log nk)m̃knk ≤ O(ε)m̃kn
2
k. As shown before, this extra delay can be charged to

O(ε)opt.

Thus, we still have the bounds in Theorems 4.4.3 and 4.4.16, and therefore, our algorithm’s

cost until round K is at most,

(1 + ε)opt(J \ JK+1) +O(
1

ε2
)ν (4.34)

Finally, we need to bound how much the jobs alive in the final round K + 1 contribute to

the objective. As we already bounded how much they were delayed in the previous rounds,

we can pretend wlog that we only have jobs in JK+1, process them from time 0 in increasing

order of their predicted size, and upper bound the resulting objective. Then, by Lemma 3.2.

in [96], the objective is at most

opt(JK+1) + (nK+1 − 1)
∑

j∈JK+1

|pj − p̂j | ≤ opt(JK+1) + nK+1ν (4.35)

=opt(JK+1) +O(
1

ε3
log

1

ε
)ν (4.36)

Thus, the final objective is at most,

(1 + ε)opt(J \ JK+1) +O(
1

ε2
)ν + opt(JK+1) +O(

1

ε3
log

1

ε
)ν (4.37)

≤ (1 + ε)opt +O(
1

ε3
log

1

ε
)ν. (4.38)

Knowing that the 2/ε-competitiveness follows from the concurrent execution of Round-Robin,

we obtain Theorem 4.4.19.

4.5 Lower Bounds

We first show our analysis of Algorithm 9 is tight. Theorem 4.4.16 implies that the

algorithm’s objective is at most (1 + ε)opt + 1
ε2
ν if for any subset Z ⊆ J of jobs whose size

is polylogarithmic in n, opt(Z) = o(opt). The lower bound instance used in the proof of

the following theorem satisfies the property.
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Theorem 4.5.1. For any γ > 0, there exists a sufficiently small ε > 0, such that there is

an instance that shows our algorithm’s objective is greater than (1 + ε)opt + Ω(1/ε2−γ)ν.

Proof. Let β := ε1−γ . There are two groups of jobs, X and Y . Group X consists of βn

jobs that each have true size pj = 1 + β and predicted size p̂j = 1. Group Y consists of the

remaining (1− β)n jobs with unit true and predicted sizes, i.e., pj = p̂j = 1 for all j ∈ Y .

Let A denote the total completion time of the schedule found by our algorithm, and let opt

denote that of the optimal solution for the true job sizes. In this case, it is easy to verify

that opt = Θ(n2) and the total error ν = η(X) = Θ(β3n2). For brevity, assume that the

algorithm’s median and error estimation is exact. Then, m̃1 = 1 and η̃1 = Θ(εβ2n2). Thus,

the algorithm’s first round is non-RR. All jobs have the same predicted size and therefore

are indistinguishable to our algorithm. Say it first considers jobs in X. Unfortunately, it

finishes no jobs in X in the first round as β = ω(ε). Thus, the algorithm has at least |X| · |Y |
more units of delay than the optimum solution that first completes all jobs in Y and then

those in X. Thus, we have A − opt ≥ (1 + ε)|X||Y | ≥ β(1 − β)n2 = Θ(βn2). But since

ε = o(β) and opt = Θ(n2), we have A− (1 + ε)opt ≥ Ω(βn2) = Ω( 1
β2 )ν.

Next, we show no deterministic algorithm can improve upon (1 + ε)-consistency and O(1/ε)-

robustness simultaneously.

Theorem 4.5.2. For any sufficiently small ε > 0 and γ > 0, no deterministic algorithm’s

objective is at most (1 + ε)opt +O(1/ε1−γ)ν.

Proof. Consider the following lower bound instance. There are n := 1/ε1−γ jobs, where γ > 0

is a sufficiently small constant. All jobs have predicted sizes 1. Suppose all jobs have true

sizes exactly 1, except one job having size 2, which we call big. Note that opt = n(n+1)/2+1

and ν = 1. Thus, we have εopt+O(1/ε)ν = O(1/ε1−2γ + 1/ε) = O(1/ε1−2γ). Since our goal

is to show that A = (1 + ε)opt +O(1/ε)ν, it suffices to show A− opt = ω(1/ε1−2γ). The

adversary lets the big job to be the first the algorithm has processed by at least one unit.

This is a valid strategy for the adversary as all jobs are indistinguishable to the algorithm

until it processes jobs by one unit or more. Thus, the big job delays each of the rest of the

jobs by at least one unit in the adversary. Let A denote a fixed algorithm’s objective. We

have A− opt ≥ n− 1 = ω(1/ε1−2γ).
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4.6 Conclusions and Open Problems

In this work we defined a new prediction error measure based on the desiderata we established.

We believe that our new measure could be useful for other optimization problems with

ML predictions where the `1-norm measure is not ideal. Applying our approach to other

problems could lead to new algorithmic solutions.

Regarding the specific problem considered in our work, interesting directions include finding

a deterministic algorithm with similar guarantees, obtaining a better dependence on ν, and

extending the error notion to the setting where jobs have different arrival times.



Chapter 5

Online Knapsack with Frequency

Predictions

5.1 Introduction

An algorithm designer’s ultimate goal is to develop algorithms that are reliable and work

well in practice. High reliability has been the major focus of the discrete algorithmic research

that primarily seeks to give strong worst-case guarantees for all inputs. Unfortunately, such

algorithms treat all input instances on an equal footing—even pathological ones that rarely

occur in practice—and do not necessarily exploit the latent structure that can be present

in realistic instances. In contrast, machine learning has demonstrated amazing successes

in many real-world applications, yet occasionally exhibits unacceptable failures on specific

(worst-case) instances.

Learning-augmented algorithms has recently emerged as a model to achieve both reliability

and worst-case guarantees, particularly in the online setting. In this model, an online

algorithm is given certain predictions on the input it will face in the future, and the

algorithm then makes irrevocable decisions as the actual input is revealed one by one.

Ideally, the algorithm should perform close to the optimum when the predictions are good,

and yet possess worst-case guarantees even when the predictions are malicious. Recent

work has shown that this is achievable for online problems such as caching [61, 81, 98],

ski-rental [15, 50, 96], scheduling [23, 89, 96], load balancing [74], secretary problem [19],

104
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metrical task systems [18], set cover [24], flow/matching [75], bin packing [17], etc.

Most prior work on learning-augmented online algorithms assumes that we are given as

prediction a specific value of key parameters of the online instance, e.g., the number of

days to ski in the ski-rental problem or the next request time of a page in the caching

problem. In this work, we take a relaxed approach and assume that the prediction only

gives a range of values for key parameters. This is a natural way to model weak predictions

where the predictor has high uncertainty and can only provide a reliable range in which

the value must lie. Given such weak predictions, we seek to obtain beyond worst-case

guarantees for all inputs respecting the prediction, by possibly exploiting the structure

provided by the predictions even if they are weak. In fact, we seek algorithms that give

worst-case guarantees for all inputs while promising sharper bounds for instances that indeed

respect the predictions. In this work, we design such learning-augmented algorithms with

weak predictions for the online knapsack problem, which is a basic problem of practical

importance [100, 105].

Knapsack Problem and the Prediction Model. In the classic online knapsack problem,

we have a knapsack of unit capacity1 and n items that arrive online. Each item i has a profit

pi ≥ 0 and a size 0 ≤ si ≤ 1. For convenience, we define the value of an item, vi := pi/si, to

be the profit of the item per unit size. We assume that the value of each item lies in a range

known a priori, i.e., we have vmin ≤ vi ≤ vmax for some known constants vmin and vmax.2

When an item arrives, an online algorithm must make an irrevocable choice of whether to

accept or reject the item. The goal is to select a subset of items of the highest total profit

whose total size is at most the knapsack capacity.

Recall that an online algorithm is said to have a competitive ratio c, or equivalently,

be c-competitive if the algorithm’s objective (profit) is at least c times the total profit

obtained by the optimal solution for all inputs. Zhou, Chakrabarty, and Lukose [105] gave

a 1/(1 + ln vmax
vmin

)-competitive algorithm (that we call ZCL) under the assumption that all

items have infinitesimal sizes (or can be accepted fractionally) and further showed that no

algorithm can obtain a better competitive ratio.

Online knapsack is a fundamental problem in online algorithm design and finds applications

1This is without loss of generality by scaling all sizes.
2Such an assumption is necessary since otherwise we cannot hope for a bounded competitive ratio in the

adversarial model [84, 105].
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in many real-world problems, e.g., in the context of online auctions [27, 105] and charging

electric vehicles [100]. For these practical applications however, the worst-case guarantees

offered by standard competitive analysis are too pessimistic to be useful. Indeed, practical

instances are not typically worst-case and further one often possesses some foreknowledge

regarding the kind of items that are expected to arrive in the future. In an online ad-auction,

for instance, the advertiser can reliably predict a range such that the number of queries in a

day for a particular keyword lies within the range. In this work, we explore formal models

to utilize such predictions to obtain provably good algorithms for online knapsack beyond

what is possible via classical competitive analysis. In particular, we introduce and study the

online knapsack problem with frequency predictions (Knapsack-FP), described next.

Let V = {vmin = v0, v1, . . . , vk−1 = vmax} denote the set of all possible values that items

may take. (We can assume that the items have discrete values by rounding them to the

closest power of (1 + ε) for some ε > 0, yielding |V | = O(log(vmax/vmin)) and making the

competitive ratio only marginally worse.) Let sv =
∑

i|vi=v si denote the total size of items

with value v. In the online knapsack with frequency predictions problem, for each value

v ∈ V , the frequency predictions P = {`v;uv}v∈V provided to the algorithm are a lower

bound `v and an upper bound uv such that `v ≤ sv ≤ uv. We say that the algorithm has

a competitive ratio of α for Knapsack-FP with prediction P if the algorithm’s profit is

at least α times the optimum for all inputs respecting the given frequency prediction P .

Our goal is to design an online algorithm with the best competitive ratio for this prediction

model.

5.1.1 Our Results and Techniques

Our main result is a nearly optimal algorithm for Knapsack-FP.

Theorem 5.1.1. For Knapsack-FP, given any frequency predictions, we can find an

algorithm of competitive ratio α − vmax
vmin
· (|V | + 1) · maxi si, where α is the best possible

competitive ratio for the problem (with predictions).

Our algorithm, called sentinel, pre-computes a budget bv for each value v and accepts items

that maintain the invariant that the total size of accepted items of value at most v is at most

Bv :=
∑

vmin≤x≤v bx for all v ∈ V . In some sense, Bv can be viewed as a sentinel to guard

against accepting too many low-valued items. The key intuition underlying our algorithm

is that the knowledge regarding the arrival of future higher-valued items enables it to not
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over-allocate capacity to earlier lower-valued items. Our algorithm can also be implemented

using only O(log |V |) time per item. Note that the additive loss of vmax
vmin
· (|V |+ 1) ·maxi si

in the competitive ratio in Theorem 5.1.1 is due to the discretization and this quantity

approaches zero as maxi si → 0.

Interestingly our algorithm has a distinguishing feature from the ZCL [105] algorithm

for the standard online knapsack. The ZCL algorithm constructs a threshold function

Ψ(t) = (e · vmax/vmin)t · (vmin/e) a priori and accepts an item online if its value is no smaller

than Ψ(t) when t is the knapsack capacity that has been consumed. In contrast, we show

that no such algorithm that maintains a threshold function based on the capacity used can

give the optimum algorithm (Section 5.3.2). We note that by combining our algorithm and

ZCL (say by using a γ fraction of the capacity to run our algorithm and the other 1 − γ
fraction to run ZCL), we can simultaneously obtain a worst-case guarantee of 1−γ

1+log( vmax
vmin

)
as

well as our improved guarantees for instances that respect the prediction.

Extensions. We extend our model and results to two generalizations of the knapsack

problem: the generalized one-way trading problem and the two-stage online knapsack

problem. In generalized one-way trading [44, 100], each item of type t is associated with

a certain concave function ft with ft(0) = 0. If an algorithm accepts s amount of items

having type t, then it obtains profit ft(s). The goal, as always, is to accept a set of items

subject to the knapsack capacity to maximize the total profit. This is a well-studied problem,

motivated by converting a given amount of money from one currency to another, in the

presence of time-varying conversion rates.

The two-stage online knapsack is a generalization that we introduce in this work. The key

difference from the standard setting is that after seeing all the items, the online algorithm

is given another chance in a second stage to accept any items that it rejected before. But,

an item accepted in the second stage gives only a λ ≤ 1 fraction of its original profit.

The two-stage knapsack effectively interpolates between the online and offline problems: it

becomes the standard online knapsack problem if λ = 0, and the offline problem if λ = 1.

The two-stage setting has natural applications. For example, while clients typically prefer

to know if their requests will be accepted instantly, some might choose to wait further for

a discount, albeit with the possibility of getting no service if the service provider accepts

other competing requests arriving later.

For both extensions we generalize our results and obtain the best competitive algorithms
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given frequency predictions (Sections 5.5 and 5.6). This shows that our prediction model

and analysis could find more applications, providing beyond-worst-case guarantees even with

weak predictions.

Experiments. In Section 5.9, we conduct experiments on synthetic data sets, and show

our algorithm augmented with frequency predictions considerably outperforms the classic

worst-case ZCL algorithm.

5.1.2 Other Related Work

The knapsack problem has been extensively studied in the literature. For a comprehensive

survey of the results on the offline knapsack problem, see [64]. The offline version of the

standard knapsack problem and most of its variants are well-known to be NP-hard.

The classic online knapsack problem falls into a general class of problems called online

packing problems and one can obtain an Ω(1/ ln(vmax/vmin))-competitive algorithm via the

online primal-dual technique [30, 31]. For a nice survey of online primal-dual technique

and its applications for various packing and covering problems, see [32]. Sun et al. [100]

generalize the threshold algorithm in [105] by introducing a control parameter that adjusts

how fast the threshold grows. They empirically learn the best parameter within a certain

range to retain some worst-case guarantees, but do not provide optimality. Kong et al. [70]

empirically show that RL can find a good threshold for the online knapsack.

Another line of work considers the stochastic online knapsack problem where items’ profits

and sizes are drawn from a distribution (e.g., see [68, 80, 84] and their follow-up works). In

the random arrival model, the items are assumed to be chosen adversarially but arrive in a

uniformly random order. In this model, one can obtain constant competitive algorithms [11,

67] and further if all items have an infinitesimal size, one can obtain nearly-optimal online

algorithms [67].

There are many other variants studied and we only mention a few here, e.g., removable

online knapsack problems [59] and online knapsack with reservation costs [26].
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5.2 Preliminaries

To ease the presentation, we will consider the following relaxed model, which differs from

Knapsack-FP in two aspects: first, we allow an item to be accepted fractionally and second,

we allow an item to have any value in [vmin, vmax], not from a discrete set. The second

relaxation is purely for ease of presentation and it preserves the competitive ratio. The first

relaxation results in a small additive loss in the competitive ratio since at most one item is

accepted fractionally among those of the same value and all items are assumed to be small.

We now formalize the relaxed model.

Continuous-Valued Online Knapsack with Frequency Predictions (C-Knapsack-

FP). In the continuous version, we assume that there is a continuum of items, each having

infinitesimal size and some value v ∈ [vmin, vmax]. In a particular problem instance, for

any value v ∈ [vmin, vmax], let s(v)dv be the total size of items having value in the range

[v, v + dv] for some sufficiently small dv. For each value v ∈ [vmin, vmax], we are given a

lower bound 3 `(v) and an upper bound u(v) such that s(v) ∈ [`(v), u(v)]. We assume that

s(v), `(v), u(v) are all continuous in v. Define S(v) :=
∫ v
x=vmin

s(x)dx, L(v) :=
∫ v
x=vmin

`(x)dx,

and U(v) :=
∫ v
x=vmin

u(x)dx, which are differentiable at all v ∈ [vmin, vmax] by definition. As

in the standard model, we have a knapsack of unit capacity, and the goal is to select a

subset of items of total size at most one that maximizes total value. The following relates

the competitive ratio of the standard and the continuous-valued versions.

Lemma 5.2.1. Given a prediction P = {`v;uv}v∈V for Knapsack-FP, we can create a

prediction P ′ = {`(v);u(v)}v∈[vmin,vmax] for C-Knapsack-FP in polynomial time such that

1. An α-competitive algorithm for C-Knapsack-FP with prediction P ′ implies an (α−
vmax
vmin
· |V | ·maxi si)-competitive algorithm for Knapsack-FP with prediction P .

2. If no algorithm has a competitive ratio better than α for C-Knapsack-FP with

prediction P ′, then no algorithm has a competitive ratio better than α + maxi si for

Knapsack-FP with prediction P .

Proof. We first describe how to create P ′ from P . We define a continuous piecewise

linear function `(x) as follows. Consider each v ∈ V . Let δ be infinitesimally small. For

3We use the functional notation (e.g., `(v)) for the continuous case and the subscript notation (e.g., `v)
for the discrete case.



110

x ∈ [v− δ, v+ δ], let `(v− δ) = `(v+ δ) = 0, `(v) = `v
2δ and interpolate the function values at

v− δ, v, v + δ by linear functions. It is an easy exercise to show that
∫ v+δ
x=v−δ `(x)dx = `v and

limδ→0

∫ v+δ
x=v−δ x`(x)dx = v`v. Also by construction, we have that u(x)/`(x) has the same

value for all x ∈ (v − δ, v + δ); thus `(x)
`v

= u(x)
uv

for all x ∈ [v − δ, v + δ]. For all the other x

values, let `(x) = 0. Note that `(x) = 0 for all x 6∈ [vmin − δ, vmax + δ]. Define u(x) similarly.

It is easy to see that `(x) ≤ u(x) by definition.

To show the first claim, consider any α-competitive algorithm A′ for C-Knapsack-FP with

prediction P ′. Consider any instance I respecting P . An item i of size si and profit pi in I

is converted into si items of value approximately equal to v = pi/si in I ′. More precisely,

we create si
`v
`(x) items of value x for each x ∈ [v − δ, v + δ]. Then, the resulting instance I ′

respects P ′. This is because sv
`v
`(x) items of value x are created and sv

`v
`(x) ≥ `(x), meaning

that the lower bound frequency predictions are respected. Similarly, as observed before,

sv
`v
`(x) = sv

uv
u(x) ≤ u(x).

Suppose A′ has accepted a′(v) items of value approximately equal to v ∈ V—more precisely,

in [v− δ, v+ δ] for some v ∈ V . We define an algorithm A for Knapsack-FP trying to keep

up with A′. When an item i of value v arrives in I, corresponding items are created in I ′

and algorithm A′ updates a′. Then, A accepts item i if it will have accepted at most a′(v)

items of value v after accepting it.

How much can A be behind A′? Let a(v) be the total size of items of value v accepted by

A. It is an easy exercise to see that a′(v) − smax ≤ a(v) ≤ a′(v), where smax := maxj sj

is the maximum item size in I. When δ → 0, A′ gets a′(v)v profit while as A gets a(v)v

profit. Thus, A can be behind A′ by at most
∑

v∈V vsmax ≤ vmax · |V | · smax in terms of

profit. Clearly, the optimum is at least vmin, which implies an additive loss of at most

vmax
vmin
· |V | · smax in the competitive ratio.

We shift to showing the second claim. We use the same P ′ and I ′ as above. For the sake of

contradiction, suppose there exists an algorithm A for Knapsack-FP that has a competitive

ratio of β > α + smax. Consider the following algorithm A′ for C-Knapsack-FP: If A

accepts an item of value v and size s, we let A′ accepts the corresponding items. It is easy to

see that A and A′ achieves the same profit Q at the end as δ → 0. But the optimum solution

for I ′ has more profit than the optimum solution for I because it can accept items fractionally.

The optimum solution for I ′ accepts items from the highest value until it saturates the

knapsack capacity. Thus, the corresponding solution for I accepts items integrally, possibly
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except one item of some value v′. Therefore, opt′ − v′smax ≤ opt ≤ opt′ and v′ ≤ opt′

(when δ → 0), where opt and opt′ denote the optimum for I and I ′, respectively. By

definition, β = Q
opt . Since Q

opt −
Q

opt′ ≤
Q·v′smax

opt·opt′ ≤ smax, A’s competitive ratio is at least

β − smax, a contradiction.

Thus, if we find an algorithm with the optimum competitive ratio for C-Knapsack-FP,

then we will have Theorem 5.1.1. In the rest of this work we only consider the continuous

version for convenience.

5.3 The sentinel algorithm

Let {`(v);u(v)}v∈[vmin,vmax] be a fixed set of predictions; this defines a family of knapsack

instances, where each instance is a sequence of items, each with a profit and size. Let α

denote the desired competitive ratio of our algorithm. We first derive an online algorithm

that guarantees a competitive ratio of α assuming one exists and then discuss how one can

find the optimal competitive ratio. For any instance I, let opt(I) denote the total value

obtained by the optimal solution for instance I. To systematically derive our algorithm, it

is instructive to consider the following family of instances. For any value v ∈ [vmin, vmax],

let M(v) denote an instance containing the maximum possible amount of items of value at

most v and the minimum possible amount of items of value larger than v. Formally, M(v)

is an instance such that s(x) = u(x) for all x ≤ v and s(x) = `(x) for all x > v. Further,

items in M(v) arrive in the following order: first `(x) items of value x ∈ [vmin, vmax] arrive

in non-decreasing order of value, followed by u(x)− `(x) items of value x ≤ v arriving in

non-decreasing order. Note that we consider M(v) only to derive our algorithm.

Step 1. Let v∗ denote the largest value such that∫ vmax

x=v∗
x · `(x)dx = α · opt(M(v∗)). (5.1)

Intuitively v∗ denotes the smallest value such that an algorithm is guaranteed to be α-

competitive even if it does not accept any items of value less than v∗. Note that since we

assume that the functions `(·) and u(·) are continuous, such a value v∗ is guaranteed to exist

by the intermediate value theorem.
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Step 2. Consider an adversary that has constructed an instance of the formM(x) for some

unknown value x. By instead constructing an instance of the formM(x+dx), the adversary

can gain an additional profit of
d

dx
opt(M(x)). In order to maintain a competitive ratio of α,

our algorithm must accept enough additional items of value x so that it receives a profit of at

α · d
dx

opt(M(x)). Motivated by this discussion, we define a function τ : [v∗, vmax]→ [0,∞)

to determine the additional amount of items of a particular value that our algorithm

accepts.

τ(x) =
α

x

d

dx
opt(M(x)), ∀x ∈ [v∗, vmax]. (5.2)

Step 3. For any value x ∈ [vmin, vmax], we define a budget function as follows.

b(x) =

0, ∀x < v∗

`(x) + τ(x), ∀x ≥ v∗
; and B(v) =

∫ v

x=vmin

b(x)dx ∀v ∈ [vmin, vmax].

For any value v, the budget function B(v) defined above prescribes the maximum total

amount of items of value at most v that must be accepted. Formally, let A(v) denote the

total amount of items of value at most v that has been accepted by the online algorithm so

far. Then, when an item of value v arrives, the algorithm accepts the item if and only if

A(x) < B(x) for all x ≥ v.

Step 4. Finally, we discuss how to find the optimal competitive ratio. For any fixed value

of α, the previous three steps allow us to compute Bα(vmax). It can be easily verified that

Bα(vmax) is a continuous and monotonically increasing function of α. Assume U(vmax) > 1

since otherwise we can accept all items by setting b(x) = u(x) and we obtain a competitive

ratio of 1. We set α∗ ∈ (0, 1) to be such that Bα∗(vmax) = 1. Again, by the intermediate

value theorem, such an α∗ is guaranteed to exist and further one can compute it up to

arbitrary precision by binary search.

5.3.1 Analysis

We begin by proving that our algorithm is indeed α∗-competitive for any instance of

C-Knapsack-FP that respects the given frequency predictions.
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Let ṽ be the largest value such that A(ṽ) = B(ṽ); if no such a value exists, set ṽ = vmin.

Let alg and opt denote the total value of items chosen by our online algorithm and the

optimal solution respectively. In the following two claims, we first bound alg and opt

respectively.

Claim 5.3.1. alg ≥
∫ ṽ
x=vmin

x · b(x)dx+
∫ vmax

x=ṽ x · s(x)dx.

Proof. For convenience of notation, let a(v) = d
dxA(x)|x=v denote the marginal amount of

items of value v accepted by the algorithm. Since we have A(v) < B(v) for all v > ṽ, the

algorithm accepts all items having value larger than ṽ and thus a(x) = s(x), ∀x > ṽ. Also,

by definition of ṽ, we have A(ṽ) = B(ṽ). Thus, we have the following.

alg =

∫ vmax

x=vmin

x · a(x)dx =

∫ ṽ

x=vmin

x · a(x)dx+

∫ vmax

x=ṽ
x · s(x)dx

integrating the first term by parts yields

alg = ṽ ·A(ṽ)− vmin ·A(vmin)−
∫ ṽ

vmin

A(x)dx+

∫ vmax

x=ṽ
x · s(x)dx

since A(ṽ) = B(ṽ) and A(x) ≤ B(x), ∀x, by definition of our algorithm

≥ ṽ ·B(ṽ)− vmin ·B(vmin)−
∫ ṽ

vmin

B(x)dx+

∫ vmax

x=ṽ
x · s(x)dx

=

∫ ṽ

x=vmin

x · b(x)dx+

∫ vmax

x=ṽ
x · s(x)dx.

Claim 5.3.2. opt ≤ opt(M(ṽ)) +
∫ vmax

x=ṽ x · (s(x)− `(x))dx.

Proof. Let the optimum solution accept s(x) − `(x) items of value x for free without

consuming the knapsack capacity for all x ∈ [ṽ, vmax]. The remaining items form an instance

I ′ that is dominated by M(ṽ), i.e., for any value x ∈ [vmin, vmax], the amount of items

having value x in the instance I ′ is at most the amount of items with value x in M(ṽ).

However, by definition, opt(M(ṽ)) is the maximum profit that one can obtain from M(ṽ)

and the claim follows.

The following is from the definition of sentinel and is useful to relate the value of the

optimal solution for any instance of the form M(v) to the budget function b(·) utilized by

our algorithm.
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Claim 5.3.3. For any value v ∈ [v∗, vmax], α∗ · opt(M(v)) =
∫ vmax

x=v x · `(x)dx+
∫ v
x=vmin

x ·
b(x)dx.

Proof. For all v ≥ v∗, we have the following.

α∗ · opt(M(v)) = α∗ ·
(
opt(M(v∗)) +

∫ v

x=v∗

d

dx
opt(M(x))dx

)
substituting (5.1) and (5.2),

=

∫ vmax

x=v∗
x · `(x)dx+

∫ v

x=v∗
x · τ(x)dx.

The claim follows by the definition of b(x) = `(x) + τ(x) for all x ≥ v∗, and b(x) = 0, ∀x <
v∗.

Finally, we are ready to show that the algorithm is indeed α∗-competitive. Claims 5.3.1 and

5.3.3 together yield that:

alg ≥ α∗opt(M(ṽ)) +

∫ vmax

x=ṽ
x · (s(x)− `(x))dx

≥ α∗ ·
(
opt(M(ṽ)) +

∫ vmax

x=ṽ
x · (s(x)− `(x))dx

)
≥ α∗ · opt,

where the last inequality follows from Claim 5.3.2. Thus, we have the following theorem.

Theorem 5.3.4. For any input instance that respects the frequency predictions

{`(v), u(v)}v∈[vmin,vmax], the sentinel algorithm is α∗-competitive for C-Knapsack-FP.

Optimality of Competitive Ratio

In this section we show that the competitive ratio obtained by sentinel is optimal. In

other words, no algorithm, even randomized, can obtain a competitive ratio of better than

α∗ for C-Knapsack-FP.

We will consider the family of instances {M(v)}v∈[vmin,vmax]. Recall that in the instance

M(v), first `(x) amount of items of all values x ∈ [vmin, vmax] arrive in non-decreasing order

of value, followed by u(x)− `(x) amount of items of value x ∈ [vmin, v], which also arrive in

non-decreasing order of value. Consequently, until an algorithm sees items of value higher

than v in the second stage, it cannot distinguish between instances in {M(x)}x∈[v,vmax]. In

other words, the instanceM(v) is a prefix of each of the instances in {M(x)}x∈[v,vmax]. Thus

for any value v, the adversary can either strategically stop the instance at M(v) or continue

to release higher-valued items.
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Lemma 5.3.5. For any given set {`(v), u(v)}v∈[vmin,vmax] of frequency predictions, let α∗

denote the competitive ratio of the sentinel algorithm. Then no deterministic algorithm can

obtain a competitive ratio larger than α∗ on all instances in the family {M(v)}v∈[vmin,vmax].

Proof. Let A denote an arbitrary fixed deterministic algorithm. Abusing notation slightly, let

A(v) denote the total amount of items of value at most v that are accepted by the algorithm

A and let a(v) = d
dxA(x)|x=v. Let v1 be the smallest value v such that B(v) 6= A(v).4 If

there is no such value, then consider the adversarial instance M(vmax). By Claim 5.3.3, it

follows that the algorithm A has competitive ratio exactly α∗. Thus assuming that the value

v1 exists, we now consider two cases.

Case 1. A(v1) < B(v1). In this case, the adversary stops the instance at M(v1). Note

that v1 > v∗ since B(v∗) = 0 and B(v) is non-decreasing in v. Since the algorithm accepted

a(x) = b(x) amount of items for all values less than v1, less than b(v1) items of value v1 and

at most l(v) items of each value v > v1, the algorithm’s profit is upper bounded by∫ v1

x=vmin

x·a(x)dx+

∫ vmax

x=v1

x·`(x)dx <

∫ v1

x=vmin

x·b(x)dx+

∫ vmax

x=v1

x·`(x)dx = α∗ ·opt(M(v1)),

where the last equality follows from Claim 5.3.3. Thus, the algorithm fails to achieve the

competitive ratio α∗.

Case 2. A(v1) > B(v1). Recall that by definition of α∗, we have B(vmax) = 1.5. As the

knapsack capacity is 1, we must have A(vmax) ≤ 1. Thus, there must exist v > v1 such that

A(v) = B(v). Let v2 be the minimum among all such values v. Note that v2 > v∗ since

B(v∗) = 0 and B(v2) = A(v2) ≥ A(v1) > B(v1) ≥ 0. In this case, the adversary stops at v2

declaring M(v2) as the final instance.

By definition of v2, we have A(v2) = B(v2) and A(x) ≥ B(x) for all x ≤ v2. Using integration

4Strictly speaking, this may not exist in general in the continuous setting, but we assume wlog that values
are sufficiently discretized to avoid such issues.

5The only case that this it not true is that the knapsack is big enough to accept all the items, in which
case our algorithm has competitive ratio 1.
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by parts we have:∫ v2

x=vmin

x · a(x)dx = v2 ·A(v2)− vmin ·A(vmin)−
∫ v2

x=vmin

A(x)dx

≤ v2 ·B(v2)− vmin ·B(vmin)−
∫ v2

x=vmin

B(x)dx

=

∫ v2

x=vmin

x · b(x)dx

Thus, as earlier the total profit of algorithm A is at most:∫ v2

x=vmin

x·a(x)dx+

∫ vmax

x=v2

x·`(x)dx ≤
∫ v2

x=vmin

x·b(x)dx+

∫ vmax

x=v1

x·`(x)dx = α∗ ·opt(M(v2))

Thus, in all cases, we have shown that no deterministic algorithm can have a competitive

ratio better than α.

To see why randomization does not help, consider the deterministic algorithm that accepts

each item by the expected amount that the optimum randomized algorithm accepts. This

is well-defined as we are allowed to choose items fractionally. It is easy to see that the

algorithm never exceeds the knapsack capacity and obtains as much value as the randomized

algorithm. Thus, we have:

Theorem 5.3.6. For any given set {`(v), u(v)}v∈[vmin,vmax] of frequency predictions, there

exists no randomized algorithm that attains a competitive ratio better than α∗, where α∗ is

the competitive ratio of the sentinel algorithm.

Figure 5.1: Illustration of the optimal competitive
ratio α∗ obtained by sentinel (in red) for predictions
`v = 1/100 and uv = (1 + δ) · `v for integers v ∈
[vmin = 1, vmax = 100]. The competitive ratio is shown
for δ ∈ [0, 2]. For comparison, the competitive ratio
resulting from accepting `v items of value v is shown
in blue, i.e., opt(M(0))/opt(M(vmax)).

Thus sentinel yields the optimal competitive ratio for any given set of predictions. It can

be easily verified that the classical adversarial online knapsack problem is equivalent to the

special case with predictions `(v) = 0 and u(v) =∞ for all v ∈ [vmin, vmax]. For this special

case, we recover the competitive ratio 1
1+ln( vmax

vmin
)

of ZCL. For more informative predictions,
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we obtain much tighter competitive ratios. Figure 5.1 illustrates the optimum competitive

ratio for a family of predictions.

5.3.2 Need for Sentinel

Prior algorithms for (variants of) the online knapsack problem [100, 105] have all been

threshold algorithms, i.e., the algorithm chooses a threshold Ψ that is a function of the

amount of residual capacity left in the knapsack and the algorithm accepts an item if and

only if its value is higher than the threshold. On the other hand, the sentinel algorithm

does not fit into this framework since the threshold for choosing an item depends on the

values of items already chosen by the algorithm. In this section we show that there are

predictions {lv;uv}v∈V such that no pure threshold-based algorithm can achieve the best

competitive ratio. In fact, these predictions use only two values.

Let I denote a family of instances that respect the following predictions. There are

two distinct values, V = {1, 2}. The predicted bounds are given by l1 = l2 = 0 and

u1 = u2 = 2/3. As discussed in Section 5.3.1, since randomization has no benefits, we only

consider deterministic algorithms.

Claim 5.3.7. No deterministic online algorithm that maintains a non-decreasing threshold

function Ψ(z), where z is the knapsack capacity used, and accepts an item if and only if its

value is higher than Ψ(z) has a competitive ratio better than 4/5 for the family of instances

I.

Proof. Since there are only two distinct item values, assume wlog that we have the following

threshold function for some parameter λ:

Ψ(t) =

1 if t ∈ [0, λ]

2 if t ∈ [λ, 1]

Let’s begin by considering the most interesting case when λ ∈ [1/3, 2/3]. Suppose λ items of

value 2 first arrive, and then, 2/3 items of value 1 arrive. Then, the algorithm gets profit 2λ

as it accepts no items of value 1. On the other hand, the optimum solution can obtain profit

2λ+ 1 · (1− λ) = 1 + λ. The competitive ratio is upper bounded by 2λ
1+λ ≤ 4/5 where the

equality holds when λ = 2/3.
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Next, suppose λ ∈ [0, 1/3]. If only items of value 1 arrive, by 2/3 amount, the algorithm

gets profit 1/3, whileas the optimum profit is 2/3. Thus, in this case, the competitive ratio

is only 1/2.

Finally, consider the case when λ ∈ [2/3, 1]. In this case, 2/3 amount of items of each value

arrive in non-decreasing order of their value. It is an easy exercise to see that the algorithm

obtains profit 1 · (2/3) + 2 · (1/3) = 4/3, but the optimum is 5/3. Again, we only obtain a

competitive ratio of 4/5.

On the other hand, with these predictions there is a simple algorithm that obtains a

competitive ratio of 6/7. Let Asentinel denote the following algorithm: accept all items of

value 2 and accept at most 4/7 items of value 1. The proof of the following claim follows

from a simple case analysis.

Claim 5.3.8. For the instances in I, the algorithm Asentinel yields a competitive ratio of

6/7.

Proof. We consider the following algorithm: if the item’s value is 2, always accept it;

otherwise, we accept up to 4/7 items of value 1. Let A and opt denote the profit achieved

by the algorithm and the optimum, respectively. Suppose x items of value 1 and y items of

value 2 arrive. Then, we have,

opt = 2 · y + 1 ·min{1− y, x}.

Clearly, the algorithm can suffer the most when given items of value 1 first. Then, we have

A = 2 ·min{y, 1−min{x, 4/7}}+ 1 ·min{x, 4/7}.

Note that x, y ∈ [0, 2/3] in the instances that respect the given predictions.

We consider the following cases:

1. x+ y ≥ 1: In this case note that x, y ∈ [1/3, 2/3].

(a) x ≥ 4/7:

i. y ≥ 3/7:
A

opt
=

1 · 4/7 + 2 · 3/7
1 + y

≥ 10/7

5/3
= 6/7,

where the equality holds when y = 2/3.
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ii. y < 3/7:
A

opt
=

1 · 4/7 + 2 · y
1 + y

≥ 4/7 + 2/3

4/3
= 13/14,

where the last inequality follows from y ≥ 1/3, which is the case because

x ∈ [0, 2/3] due to the given prediction.

(b) x < 4/7:

i. y ≥ 1− x:

A

opt
=
x+ 2(1− x)

1 + y
≥ 2− x

1 + 2/3
≥ 2− 4/7

5/3
= 6/7.

ii. y < 1− x: The inequalities are contradictory.

2. x+ y < 1:

(a) x ≥ 4/7:

i. y ≥ 3/7: The inequalities are contradictory.

ii. y < 3/7:
A

opt
=

1 · 4/7 + 2y

x+ 2y
≥ 4/7

x
≥ 4/7

2/3
≥ 6/7

(b) x < 4/7:

i. y ≥ 1− x: The inequalities are contradictory.

ii. y < 1− x:
A

opt
=
x+ 2y

x+ 2y
= 1.

In all cases, we have A/opt ≥ 6/7, which establishes that the algorithm A is (6/7)-

competitive for the instance family I.

5.4 Algorithm for Items with Discrete Values

In this section we describe the discrete version of our algorithm sentinel for Knapsack-FP,

while discussing some implementation issues. This is because it could be easier to follow

and is the algorithm implemented in Section 5.9. Recall that an item is assumed to have

a value in V = {vmin = v0, v1, . . . , vk−1 = vmax}. For simplicity, we will assume for a while
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that items can be accepted fractionally; this assumption will be removed at the end of this

section. If an item is accepted fractionally, a partial profit is obtained in proportion to the

fraction of the item accepted. As before, we are given lv ≤ uv for each v ∈ V as prediction

such that sv ∈ [lv, uv]. For notational convenience, we will let `i, uv, si denote `vi , uvi , svi ,

respectively.

As the following steps directly correspond to those of sentinel in Section 5.3, we do not

repeat the intuitions behind them. Let M(vi, β) be an instance such that si′ = `i′ for all

i′ > i, si = `i + β(ui − `i), and si′ = ui′ for all i′ < i, where `i′ items of each value vi′

first arrive, and then si′ − `i′ items of each value vi′ arrive in non-decreasing order of their

value.

Step 1. Let vi∗ denote the largest value in V such that for some β ∈ [0, 1], (1− β)`vi∗vi∗ +∑k−1
i>i∗ `vivi = αopt(M(vi∗ , β)). Let βi∗ denote the value of β.

Step 2. Set τi∗vi∗ = α(opt(M(vi∗ , 1))− opt(M(vi∗ , βi∗)) for i = i∗ and

τivi = α(opt(M(vi, 1))− opt(M(vi−1, 1)) for all i > i∗.

Step 3. For any value i ∈ 0, 1, 2..., k − 1, we define a budget function as follows: bi =

0 ∀i < i∗, bi∗ = (1− βi∗)`vi∗ + τi∗ , and bi = `i + τi ∀i > i∗.

Step 4. Find the value of α∗ ∈ (0, 1] by binary search such that
∑k−1

k′=0 bk′ = 1 to an

arbitrary precision.

We accept an item of value v if Ai ≤ Bi for all i ∈ {0, 1, 2, ..., k− 1} after accepting it, where

Ax is the total size of items accepted so far. If items cannot be accepted fractionally, we

may lose at most smaxvi profit for each value vi ∈ V where smax is the maximum item size.

It is easy to see that the resulting competitive ratio is at least α∗ − |V | · smax.

Finally, we discuss how to maintain the invariant Ai ≤ Bi efficiently. Consider the following

equivalent way of enforcing the invariant: when an item of value vi and size s arrives, let

j = arg maxi′∈[0,i](s ≤ b′i). If j doesn’t exist, then we reject the item. Otherwise, we accept

it and update bj to be bj − s. It is left as an exercise to verify the equivalence if items have

infinitesimal sizes, and furthermore, the resulting competitive ratio is at least α∗− |V | · smax
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as before. Using (balanced) binary search tree, we can handle each arriving item with

O(log |V |) update time.

5.5 Generalized One-Way Trading

In the classical one-way trading problem [44], a trader needs to convert a unit of money

from one currency to another. Faced with a sequence of (unknown) exchange rates that

are presented online, the goal is to maximize the amount of money obtained in the target

currency. In this section we consider the following generalized one-way trading problem,

also considered by [100]: There are T different types of items and each type t is associated

with a concave value function ft. For convenience, we consider the setting where each item

i has the same infinitesimal size λ. Items arrive online and the total value earned by the

algorithm is
∑

t ft(xt), where xt denotes the total size of items of type t accepted by the

algorithm. The goal is to design an algorithm that maximizes the total value such that the

total size of accepted items is at most one. As in the online knapsack problem, we assume

that the algorithm has access to a lower bound `t and an upper bound ut on the total size

of items of type t.

We now show that we can reduce this problem to the online knapsack problem with

predictions. For each type t, we create `t/λ mandatory items with values ft(λ), ft(2λ) −
ft(λ), . . . , ft(`t)− ft(`t − λ) respectively. Additionally, we create ut/λ optional items with

values ft(`t + λ)− ft(`t), . . . , ft(ut)− ft(ut − λ) respectively. Note that many created items

belonging to different types may have the same value. For each value v, let `(v) be the total

size of mandatory items of value v and similarly let u(v) be the total size of all mandatory

and optional items of value v. Let A be an online algorithm for the knapsack problem using

predictions {`(v), u(v)}. For the generalized one-way trading problem, as items arrive online,

we construct an instance of the knapsack problem online such that the kth item of type

t has value ft(kλ) − ft((k − 1)λ). Finally, we accept an item (in the generalized one-way

trading problem) iff the corresponding item is accepted by algorithm A in the knapsack

instance.

It is easy to verify that the optimum solution attains the same value, say opt, in both

the problem instances. Let α∗ denote the competitive ratio attained by A, and hence the

total value obtained by A on the knapsack instance is at least α∗opt. On the other hand,

suppose A accepts k items of type t, then due to concavity of ft, it attains a value of at most
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∑k
j=1 ft(jλ)− ft((j − 1)λ) = ft(kλ). Thus, the total value obtained by the online algorithm

for the generalized one-way trading problem is at least that obtained by A and hence it is

also α∗-competitive.

5.6 Two-Stage Knapsack

Consider the following two-stage version of the typical fractional online knapsack problem. An

instance here is parameterized by a discount factor 0 ≤ λ ≤ 1. Once again, for convenience,

we work in the continuous model, so there is a continuum of items each having infinitesimal

size6. We assume that all items have a value between [vmin, vmax]. When an item of value

v arrives, an algorithm can either pick the item and receive a value of v or it may choose

to reject the item. After all items have arrived, the second stage starts and the algorithm

can go back to previously rejected items and choose some of them, subject to the knapsack

capacity. However, an item originally of value v is only worth λv in the second stage. Note

that an item cannot be rejected once it gets accepted in either stage.

We note that this two-stage knapsack formulation naturally interpolates between the online

and offline versions of the standard knapsack problem; when λ = 0, an algorithm cannot

obtain any value from the second stage and hence reduces to the regular online knapsack

problem, whereas with λ = 1, an algorithm can commit to only accepting items in the

second stage after all items have been revealed and thus the problem reduces to the offline

version.

To the best of our knowledge this problem has not been considered in the literature. Thus

we first show how to obtain the optimal competitive ratio for the problem in the absence of

predictions. We then continue to show how to incorporate predictions on item frequencies

for each value. We present the algorithms without and with predictions in the following

sections.

6As in Lemma 5.2.1, when items have sufficiently small sizes, this assumption only leads to a small additive
loss in the competitive ratio.
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5.7 Two-Stage Knapsack without Frequency Predictions

5.7.1 Algorithm

As before let α∗ be the optimal competitive ratio for the problem, which will be decided

later. In the absence of predictions, the optimal competitive ratio can be attained by a

threshold algorithm. In the first stage of the problem, the algorithm will maintain a threshold

function depending on the knapsack capacity used and accept an item if and only if its value

is higher than the current threshold. Finally, in the second stage, it is easy to observe that

any reasonable algorithm accepts the highest value items that can still be accommodated in

the knapsack. We now show how to systematically derive such an algorithm.

For any value v, let z(v) be the fraction of the knapsack capacity for which the algorithm

maintains the threshold at value v. To derive z(v) we will consider the following family

of adversarial instances: (i) items arrive in increasing order of value; (ii) there are enough

items of each value to fill the entire knapsack; and (iii) the adversary can stop releasing

items at any point in time.

We construct z(v) that is continuous at all v ∈ (vmin, vmax] as follows. First we set:

z(vmin) =
α∗ − λ
1− λ

. (5.3)

This is because if the adversary only gives items of value vmin and they are enough to fill

up the knapsack, then by accepting z(vmin) of them in the first stage and more to the full

capacity in the second stage we obtain profit (z(vmin) + λ(1− z(vmin)))vmin = α∗vmin.

Now consider any value v > vmin. If the adversary stops the instance at value v, the profit

obtained by the algorithm is:

alg(v) := vminz(vmin) +

∫
x∈(vmin,v]

x · z(x)dx+ λv
(

1− z(vmin)−
∫
x∈(vmin,v]

z(x)dx
)
.

Here, the first two terms denote the value earned by the algorithm in the first stage while

the last term denotes the profit gained in the second stage. In particular, (1 − z(vmin) −∫ v
x=vmin

z(x)dx) is the amount of capacity left in the knapsack after the first stage and the

algorithm will fill it with the best items—of value v—and receive value of λv per each

unit.
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To maintain a competitive ratio of α∗, we need to maintain for all v ∈ (vmin, vmax],

vminz(vmin) +

∫
x∈(vmin,v]

xz(x)dx+ λv

(
1− z(vmin)−

∫
x∈(vmin,v]

z(x)dx

)
= α∗v (5.4)

differentiating w.r.t. v,

vz(v) + λ(1− z(vmin))− λ(vz(v) +

∫
x∈(vmin,v]

z(x)dx) = α∗

rearranging,

vz(v)− (
λ

1− λ
) ·
∫
x∈(vmin,v]

z(x)dx =
α∗ − λ
1− λ

+
λz(vmin)

1− λ
(5.5)

solving this ODE, for some c, we get

z(v) = cv
2λ−1
1−λ n.

To determine α∗ and c, by taking limv→vmin+ on (5.5), we have

c v
λ

1−λ
min =

α∗ − λ
1− λ

+
λz(vmin)

1− λ
=
α∗ − λ
1− λ

+
α∗ − λ

(1− λ)2
, (5.6)

where the last equality follows from (5.3)

Further, we want to use the whole capacity. Thus, from z(vmin) +
∫
x∈(vmin,vmax] z(x)dx = 1

and (5.3), we have
α∗ − λ
1− λ

+ c
1− λ
λ

(v
λ

1−λ
max − v

λ
1−λ
min ) = 1 (5.7)

We can determine the value of α∗ and c from (5.6) and (5.7). Here, we do not explicitly

show their closed form as they are not very simple.

We are now ready to describe the algorithm. Set the threshold function Ψ(t) as follows:

Ψ(t) =

vmin if 0 ≤ t ≤ α∗−λ
1−λ

Z−1(t) otherwise,
,

where Z(v) :=
∫ v
x=vmin

z(x)dx; this integral includes z(vmin). And if we see an item of value

v in the first phase when the knapsack is t-full, we accept it if v ≥ Ψ(t). In other words, we

keep the threshold at vmin until the knapsack gets α∗−λ
1−λ -full; afterwards, keep the threshold

at v for z(v) units. In the second phase, we accept the highest valued remaining items to

the full capacity.
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5.7.2 Analysis

Suppose the last threshold value used by the algorithm was y. Let A1 and A2 denote the

items we accepted in the first and second phases, respectively. Let O be the items accepted

by the optimum solution. As the algorithm accepts the highest-valued remaining items in

the second phase, it must be that A2 ⊆ O \ A1. Let v(P ) denote the total profit of items

in P and s(P ) the total size of items in the same set. Then, the ratio of our algorithm’s

objective to the optimum is

ρ :=
v(A1 ∩O) + v(A1 \O) + λ · v(A2)

v(A1 ∩O) + v(O \A1 \A2) + v(A2)
.

For the sake of contradiction suppose ρ < α∗. Observe that all items of value greater than y

are accepted by the algorithm in the first phase, and also by the optimum solution. To draw

a contradiction we change the item values ensuring ρ < α∗. First consider the items in A2.

By definition of A2, all items in A2 have value at most y. Due to the multiplier λ of v(A2)

in the numerator and the fact that λ ≤ α∗, we have

v(A1 ∩O) + v(A1 \O) + λy · s(A2)

v(A1 ∩O) + v(O \A1 \A2) + y · s(A2)
< α∗,

which follows from the thought process of increasing the value of items in A2 to y.

As no items in O \ A1 have value greater than y, by increasing the value of the items in

O \A1 to y, we can only decrease the ratio. Thus, we have,

v(A1 ∩O) + v(A1 \O) + λy · s(A2)

v(A1 ∩O) + y · s(O \A1 \A2) + y · s(A2)
< α∗,

Finally, we decrease the value of each item in A1 to the threshold of our algorithm when

it was accepted. As the items in A1 ∩ O appear in both the numerator and denominator

and the ratio is less than 1, decreasing the value of an item in A1 ∩O can only decrease the

ratio. Further, it is clear that doing so for items in A1 \O decreases the ratio as they only

appear in the numerator. Finally, knowing that the threshold was always no greater than y,

by increasing the value of the items in A1 ∩O only in the denominator, we have,

vminz(vmin) +
∫
x∈(vmin,v] y · z(y)dx+ λy · s(A2)

y · s(A1 ∩O) + y · s(O \A1 \A2) + y · s(A2)
< α∗.

The numerator and denominator are alg(y) and y respectively. Therefore, the ratio is

exactly α∗ due to (5.4), which is a contradiction.
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5.7.3 Optimality

In this section we show that no algorithm can have a competitive ratio better than α∗. We

closely follow the optimality proof in Section 5.3.1. We use the same adversarial instances

as we used to compute z(v) in Section 5.7.1. For easy reference, we restate them here: (i)

all items arrive in increasing order of their value; (ii) there are enough items of each value

to fill up the entire knapsack; and (iii) the adversary can stop releasing items at any point

in time.

Fix any deterministic algorithm. Suppose it accepts a(v) items of value v. Let A(v) denote

the total size of items of value at most v accepted by the algorithm. If A(v) = Z(v)

for all v, then it coincides with our algorithm whose competitive ratio is α∗. So, let

v1 := arg minx∈[vmin,vmax]A(x) 6= Z(x).

If A(v1) < Z(v1), then the adversary stops at value v1. Then, the algorithm’s profit is less

than alg(v1). This is because what the algorithm accepts is different from alg(v1) only

in that it accepts more items of value v1 in the second stage. As alg(v1) = α∗v1 (from

Eqn. (5.4)) and the optimum is v1, the algorithm has a competitive less than α∗.

In the other case that A(v1) > Z(v1), consider v2 := arg minx∈(v1,vmax]A(x) = Z(x). Note

that v2 must exist as A(vmax) ≤ 1 and Z(vmax) = 1. By definition of v2, we have A(v2) =

Z(v2) and A(x) ≥ Z(x) for all x ≤ v2. Using integration by parts we have:∫ v2

x=vmin

x · a(x)dx = v2 ·A(v2)− vmin ·A(vmin)−
∫ v2

x=vmin

A(x)dx

≤ v2 · Z(v2)− vmin · Z(vmin)−
∫ v2

x=vmin

Z(x)dx

=

∫ v2

x=vmin

x · z(x)dx.

What this means is that the algorithm has obtained less profit in the first stage as oppose to

alg(v2) using the same capacity A(v2). Thus, the algorithm’s value is at most alg(v2) =

α∗v2. As the optimum is v2, the competitive ratio is no better than α∗.

Using the same reasoning as we used before, we know that randomization does not help.

Thus, we have shown that no randomized online algorithm has a competitive ratio better

than α∗.
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5.8 Two-stage Knapsack with Frequency Predictions

5.8.1 Algorithm

We now extend our algorithm for the two-stage knapsack problem to the setting where we

are given frequency predictions. As before, we will focus on the fully continuous version of

the problem, which is exactly C-Knapsack-FP except with two stages. We adopt the same

notation as we used in Section 5.3, with minor changes. Let opt(I) be either the optimum

solution or its profit for the two-stage knapsack problem when I is the given input. Define

opt(I, κ) analogously but assuming that the knapsack has a reduced capacity, κ.

Because we derive our algorithm closely following the steps we took in Sections 5.3 and 5.7.1,

we will omit details that are repeated. As before, we will find a competitive ratio that is

close to the best competitive ratio α∗ to an arbitrary precision using a binary search over

[λ, 1]. We use the same instance M(v) as defined in Section 5.3.

Step 1. Find v∗ such that∫ vmax

x=v∗
x · `(x)dx =

α∗ − λ
1− λ

· opt(M(v∗)).

Under the assumptions we made for C-Knapsack-FP, it can be shown that v∗ exists. Note

that this generalizes Step 1 for the single-stage knapsack with frequency predictions in

Section 5.3 and we can recover it when λ = 0. The difference is that in addition to the value∫ vmax

x=v∗ x · `(x)dx, the algorithm can accept λ(opt(M(v∗))−
∫ vmax

x=v∗ x · `(x)dx) extra profit in

the second stage. Here, we used an easy observation that opt(M(v∗)) includes all items of

value greater than v∗ in M(v∗).

Step 2. In this step we define a function τ : [v∗, vmax]→ [0,∞) to determine the additional

amount of items of a particular value that our algorithm would like to accept. Let R(v)

denote an instance consisting of u(x)− `(x)− τ(x) items of each value x ∈ [v∗, v] and u(x)

items of each value x ∈ [vmin, v
∗]. Let B(v) :=

∫ v
x=v∗ `(x) + τ(x)dx for v ∈ [v∗, vmax]; and

B(v) = 0 for v ∈ [vmin, v
∗]. For each v ∈ [v∗, vmax], let∫ vmax

x=v∗
x · `(x)dx+

∫ v

x=v∗
x · τ(x)dx+ λopt(R(v), 1−B(v)) = α∗opt(M(v)). (5.8)

Here, the first two terms in the left-hand-side are our algorithm’s profit in the first stage and

the third is that in the second stage. Taking derivatives w.r.t. v, we solve the equations.
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Step 3. The previous steps are performed using the predictions {`(x);u(x)}x∈[vmin,vmax]

before seeing the actual items. Then, when an item of value v arrives in the first stage, the

algorithm accepts it if and only if A1(x) < B(x), ∀x ≥ v, where A1(x) denotes the total

amount of items of value at most v that has been accepted by the online algorithm so far

(in the first stage). In the second stage, the algorithm accepts the highest-valued remaining

items to the full residual capacity.

Step 4. As before, we can find the desired α∗ such that B(vmax) = 1 by binary search over

[λ, 1]. A minor difference from the previous binary search is that if B(v) ≥ 1 for some v in

deriving B(·), we stop and decrease the value of α. This is to avoid the residual capacity, i.e.,

1−B(v), becoming negative in Eqn. (5.8). However, for a fixed value v, we can still view

B(v) as a function of α∗ and easily verify that it is continuous and mononotically increasing

in α∗ as long as B(v) < 1. Thus, this modified binary search is well-defined.

5.8.2 Analysis

We show that the algorithm presented in the previous section indeed has a competitive ratio

of α∗ and that it is the best possible one can hope for.

At the end of the algorithm’s execution, let y be the largest value v such that A1(v) = B(v).

This implies A1(v) < B(v) for all v > y. Let H denote all the items of value greater than y.

Let G be a set of items consisting of arbitrary `(v) items for each v ∈ [vmin, vmax] among

those that actually arrive. It is an easy observation that all items in H are accepted by

the algorithm in the first phase, and also by the optimum solution. Let A1 and A2 denote

the items we accepted in the first and second phases, respectively, with the items in H

excluded. Recall that A1(v) denotes the total size of items of value at most v accepted by

our algorithm in the first stage, and it is distinguished from A1. Let O be the items not in

H that are accepted by the optimum solution. As the algorithm accepts the highest-valued

remaining items in the second phase, it must be that A2 ⊆ O \ A1. Let v(P ) denote the

total profit of items in P and s(P ) the total size of items in the same set. Then, the ratio of

our algorithm’s profit to the optimum is the following:

ρ :=
v(H \G) + v(H ∩G) + v(A1) + λ · v(A2)

v(H \G) + v(H ∩G) + v(O)
.
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For the sake of contradiction suppose ρ < α∗. Recall that λ ≤ α∗.

Say our algorithm accepts a1(v) and a2(v) items of value v in the first and second stages,

respectively, and the optimum accepts o(v) items of value v. Let a(v) = a1(v) + a2(v).

Our proof strategy is to make a sequence of changes to modify our algorithm’s solution

and/or some items’ value, ensuring (i) ρ never increases; (ii) the instance continues respecting

the prediction; (iii) the algorithm makes the optimal choices in the second stage regarding

the remaining items; and (iv) the optimum solution remains optimum. After all the changes,

we will show that ρ = α∗ to draw a contradiction.

First Change. We first show that we can assume wlog that a1(x) = b(x) for all x ∈ [v∗, y]

for analysis. Observe that there exists y1 such that a(x) = s(x) for all x ∈ (y1, v
∗) and

a2(x) = 0 for all x ∈ [vmin, y1) due to the greedy behavior of our algorithm in the second

stage and the fact that all items in H are accepted in the first stage. Here, we only

change a1, a2, therefore, the denominator of ρ, which is the optimum profit, will remain

unchanged. Thus, (iv) will hold. We will consider a sequence of changes that only decreases

the numerator.

Assume a1(x) 6= b(x) for some x ∈ [v∗, y] since otherwise there is nothing to prove. Let

v3 denote the largest x ∈ (v∗, y) such that a1(x) > b(x); it is an easy exercise to show v3

exists from the definition of y. Similarly, let v1 denote the smallest x ∈ (v∗, y) such that

a1(x) < b(x). Note that v1 < v3 from the fact that A1(y) = B(y) and A1(x) ≤ B(x) for all

x ∈ [v∗, y]; and A1(v∗) = 0.

We consider two cases. First consider the case that v3 ≥ y1. Let v2 := max{v1,min(A2)},
where min(A2) denotes the min value of items in A2. By definition, v1 ≤ v2 ≤ v3. We make

the following changes: decrease a1(v3) by an infinitesimally small δ > 0; increase a2(v3) by δ;

increase a1(v1) by δ; and decrease a2(v2) by δ. Then, the numerator, the algorithm’s profit,

changes by δ(−v3 +λv3−λv2 + v1) ≤ δ(−v3 +λv3−λv2 + v2) = δ(v3− v2)(λ− 1) ≤ 0.

Now consider the other case that v3 ≤ y1. Then, this case is easier to track the changes as

we do not have to consider items in A2. In this case, we decrease a1(v3) by δ and increase

a1(v1) by δ. It is trivial to see that this change decreases the numerator, i.e., our algorithm’s

profit.

We have shown (i). It is easy to see that (ii) and (iii) are never violated under the changes
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we have made. As a result of the changes, we have a1(x) = b(x) for all x ∈ [v∗, y] and

a2(x) = s(x)− b(x) for all x ∈ [y1, y] and a2(x) = 0 for all x ∈ [vmin, y1].

Second Change. In this change, we increase the value of some items in A2 to make

a(x) = s(x) = u(x) if a2(x) > 0, and possibly change o(·) to keep satisfying (iv). To do

this, we first increase the value of items in A2 maximally up to value y ensuring (ii). Since

A2 ⊆ O, such items appear in both the numerator and denominator. But, v(A2) has a

multiplier λ in the numerator. As discussed, λ < α∗. Thus, if we make these changes, we

will continue to have (i). It is trivial to see that (iii) holds true. To satisfy (iv), we let the

optimum solution accepts 1− s(H) highest valued items from the set of items consisting

of u(x) items x ∈ [vmin, v
∗]; here, we let s(x) = u(x) for all x ∈ [vmin, v

∗], and this doesn’t

change (iii). As this increases only the denominator, we still have (i). It is an exercise to see

that we made changes respecting the prediction, so we have (ii) as well.

As a result, we have s(x) = u(x) ∀x ∈ [vmin, v
∗], a1(x) = b(x) ∀x ∈ [v∗, y], a2(x) =

u(x)− b(x) ∀x ∈ [y1, y] and a2(x) = 0 ∀x ∈ [vmin, y1].

Third Change. Here we decrease the value of some items in H \G. As both our algorithm

and the optimum solution accepts such items and get the full face value from them, it will

only lower ρ. So, we will have (i). Specifically, we let s(x) = u(x) for all x ∈ [v∗, y2], and∫ y2
v∗ (s(x)− `(x))dx = s(H \G). It is easy to check all (i)–(iv) hold true.

Fourth Change. Now we only change a1(x) and a2(x) for x ∈ [y, y2]. Thus, this will

only affect the numerator. After the third change a1(x) = u(x) for all x ∈ [y, y2]. For each

x ∈ [y, y2], we set a1(x) = b(x) and a2(x) = u(x)− b(x). Clearly this can only decrease the

numerator. And all (i)–(iv) hold true.

After all the changes, the resulting instance is M(y2) and the algorithm’s solution has the

following form:

a1(x) =


`(x) x ∈ [y2, vmax]

b(x) x ∈ [v∗, y2]

0 otherwise,



131

a2(x) =


0 x ∈ [y2, vmax]

u(x)− b(x) x ∈ [y1, y2]

0 otherwise,

which is exactly what our algorithm accepts for M(y2). Thus, the numerator of ρ is exactly

the LHS in Eqn. (5.8). Thus, we have shown that ρ∗ = α, which is a contradiction.

5.8.3 Optimality

We show that no algorithm can have a competitive ratio better than α∗. The proof is very

similar to that for the case without predictions in Section 5.7.3. We use the same adversarial

instances {M(v)} as we used to compute b(v) in Section 5.7.1; see Section 5.3.1 for the

definition.

Consider any fixed deterministic algorithm A since randomization doesn’t help as observed

before. Adopting the notation we defined in Section 5.8.2, let a1(v) denote the amount of

items of value v accepted by A in the first stage. Define o(v) analogously for the optimum

solution. Let A1(v) denote the total size of items of value at most v accepted by A in the

first stage.

If A1(v) = B(v) for all v, then it coincides with our algorithm whose competitive ratio is α∗.

So, let v1 := arg minx∈[vmin,vmax]A1(x) 6= B(x). We consider two cases as follows.

If A1(v1) < Z(v1), then the adversary declares that the instance is M(v1). Then, A gets

less profit than our algorithm because it produces an identical solution as ours except that

it accepts more items of value v1 in the second stage (but the same amount in both stages

together). Thus, A obtains profit less than the LHS in Eqn. (5.8) and the optimum is v1.

This implies that A has a competitive ratio less than α∗.

Consider the other case, A1(v1) > B(v1). Let v2 := arg minx∈(v1,vmax]A1(x) = B(x).

Note that v2 must exist as A1(vmax) ≤ 1 and B(vmax) = 1. As before, we can show∫ v2
x=vmin

x · a1(x)dx ≤
∫ v2
x=vmin

x · b(x)dx. But, we need a slightly stronger claim here. By

definition of v2, we have A1(v2) = B(v2) and A1(x) ≥ B(x) for all x ≤ v2. Then, we can

define a one-to-one mapping ψ from the items accepted by A to the set consisting of b(x)

items for x ∈ [vmin, v2] such that item e has no greater value than ψ(e). This mapping can



132

Figure 5.2: Illustration of the empirical and theoretical competitive ratios of our algorithm
sentinel and ZCL. In the left, vmin = 1, vmax = 100, and δ ∈ [0, 2]; and in the right,
vmin ∈ [1, 100], vmax − vmin = 99 and δ = 2. In both uv = d(1 + δ)e`v. All items have size
1/10000.

be constructed by considering items in decreasing order of their value and mapping them

sequentially.

What this means is the following. For the sake of analysis, pretend that A is given an option

immediately after the first stage to choose ψ(e) over e it has accepted. It is an easy exercise

to see that A makes all the swaps it is allowed to increase its profit before the second stage

starts. Thus, we have shown that A obtains profit no greater than our algorithm does for

M(v2). This implies that A’s competitive ratio is at most α∗.

5.9 Experiments

We design experiments to show that our algorithm, sentinel, achieves a considerably

larger profit than ZCL [105] even when we are given loose frequency bounds as predictions.

Specifically, we consider the following setup. The knapsack capacity is set to 1. Each item

is assumed to have a size 10−4 and an integer value in the range of [vmin = 1, vmax = 100].

For each value v, its frequency lower bound `v is sampled from [50, 150] independently and

uniformly at random; therefore, in expectation, at least 104 items arrive in an instance. We

use a control parameter δ to derive the upper bounds uv from `v and set uv to d(1 + δ)`ve.
For each instance, sv is sampled from [`v, uv] independently and uniformly at random and

items arrive in random order. The results are the geometric average over 10 instances.



133

In the first experiment we observe how the competitive ratios of sentinel and ZCL change

as we vary δ from 0 to 2. Intuitively, smaller δ value means better predictions. We confirm

that sentinel outperforms ZCL for all values of δ in terms of empirical as well as theoretical

competitive ratios. The actual competitive ratios degrade as δ grows, but sentinel continues

to dominate ZCL.

In the second experiment, we consider different values of vmin in the range of {1, . . . , 100},
fixing the difference vmax − vmin = 99 and δ = 2. The goal of this experiment is to see

how the competitive ratios change as the ratio vmax/vmin changes. Note that the ratio

decreases from 100 to nearly 2. Recall that ZCL has competitive ratio 1/(1 + ln(vmax/vmin)).

Again, sentinel consistently outperforms ZCL, although the difference becomes smaller as

vmax/vmin decreases.

5.10 Conclusions

In this work we studied the online knapsack problem and its extensions when given the

range of the number of items of each value as predictions. We showed that even such

weak predictions can be exploited to give provably better competitive ratios. It would be

interesting to revisit other problems with such weak predictions. Another fruitful direction

is to explore other types of weak predictions.
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