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Abstract
Closed-Loop Design of Brain-Machine Interface Systems
by
Amy L. Orsborn
Doctor of Philosophy in Bioengineering
University of California, Berkeley
Professor Jose M. Carmena, Chair

Brain-machine interface (BMI) systems show great promise for restoring motor function to
patients with motor disabilities, but significant improvements in performance are needed before
they will be clinically viable. Moreover, BMIs must ultimately provide long-term performance
that can be used in a variety of settings. One key challenge is to improve performance such that
it can be maintained for long-term use in the varied activities of daily life. Leveraging the closedloop, co-adaptive nature of BMI systems may be particularly beneficial for meeting these
challenges. BMI creates an artificial, closed-loop control system, where the subject actively
contributes to performance by volitional modulation of neural activity. In this work, we explore
closed-loop design methods for BMI, which exploit the closed-loop and adaptive properties of
BMI to improve performance and reliability.
We use a non-human primate model system, where subjects controlled 2-dimensional virtual
cursors using spiking activity recorded from chronic electrode arrays implanted in motor
cortex. We first explore closed-loop decoder adaptation (CLDA), which adapts the decoding
algorithm as the user controls the BMI to improve performance. We present a CLDA
algorithm that can rapidly and reliably improve performance regardless of the initial decoding
algorithm, which may be particularly useful for clinical applications with paralyzed patients. We
then demonstrate that CLDA can be combined with neural adaptation, and that leveraging both
forms of adaptation may be useful for producing high-performance BMIs that can be maintained
long-term. We also show that neural adaptation may be important for BMIs used in multiple
contexts by exploring simultaneous motor and BMI control. We also show that both the
selection of the neural signals for control will influence BMI operation. Finally, we explore
neural representations of movement dynamics to explore alternative control signals for BMI. All
together, this work shows the power of closed-loop engineering of BMI systems for motor
neuroprostheses.
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Chapter 1:
Introduction
Recent technological advances have made it possible to directly connect brains with machines.
Recorded neural activity can be used to control external devices in real-time, and neural
stimulation can be applied based on external events to convey information into the brain. These
brain-machine interfaces (BMIs) have a wide range of potential applications, including
rehabilitative and restorative therapies for patients with neurological deficits. Cochlear implants,
for instance, are widely used to restore hearing to patients with severe hearing loss. Recently,
there have been demonstrations of BMIs used to restore movement in paralyzed humans by
using neural signals to control external devices (Hochberg et al., 2006, 2012; Collinger et al.,
2012).
Much as there are many potential applications for BMI technology, there are a variety of
possible implementations. BMIs can be used to replace motor or sensory systems, or both
simultaneously. Motor (efferent) BMIs use recorded neural activity to control external devices,
while sensory (afferent) BMIs use neural stimulation to transmit information to the brain. Many
different types of neural signals can be used for efferent control including
electroencephalography (EEG), electrocorticography (ECoG), local-field potentials (LFPs), or
single- and multi-unit action potentials. Neural activity has been successfully used to control a
variety of devices in real time, including virtual objects (Serruya et al., 2002; Taylor et al., 2002;
Carmena et al., 2003; Leuthardt et al., 2004; Wolpaw and McFarland, 2004; Hochberg et al.,
2006; Schalk et al., 2008; Kim et al., 2008; Jarosiewicz et al., 2008; Ganguly and Carmena, 2009;
Suminski et al., 2010; O’Doherty et al., 2011; Gilja et al., 2012; Dangi et al., 2013b; Engelhard et
al., 2013; Rouse et al., 2013; Wander et al., 2013) robots (Chapin et al., 1999; Carmena et al.,
2003; Taylor et al., 2003; Millán et al., 2004; Velliste et al., 2008; Hochberg et al., 2012;
Collinger et al., 2012), wheelchairs (Millán et al., 2009), or to drive movements of the user's
body via muscle stimulation (Moritz et al., 2008; Ethier et al., 2012). Similarly, neural stimulation
for sensory BMIs can be implemented using electrical approaches, such as intra-cortical
microelectrode stimulation (ICMS), or via optogenetic methods. Stimulation at different levels
of the CNS has been used to convey auditory (Wilson et al., 1991), visual (Weiland and
Humayun, 2008; Tehovnik et al., 2009), tactile (Romo et al., 2000; Venkatraman and Carmena,
2011; O’Doherty et al., 2011; Berg et al., 2013), and proprioceptive (London et al., 2008)
feedback to users. Recent work also shows that sensory and motor BMIs can be combined
(O’Doherty et al., 2011), which holds great promise for restoring function to paralyzed
individuals lacking somatosensory feedback.
This thesis focuses on BMI technology for the recovery of motor function using
invasively recorded neural signals (single- and multi-unit action potentials, and LFP). The
ultimate goal of these systems is to use neural activity recorded from intact areas of the central
nervous system to restore function to patients with motor disabilities. BMIs could be used to
restore motor function for patients with complete paralysis (e.g. due to spinal cord injury or
amyotrophic lateral sclerosis), provide control for new end-effectors (e.g. for amputees), or
facilitate motor rehabilitation for patients with severe damage to the motor system (e.g. due to
stroke). The strong potential for BMIs for motor restoration is evidenced by the myriad of
demonstrations of rats (Chapin et al., 1999; Koralek et al., 2012; 2013), non-human primates
1

(Serruya et al., 2002; Taylor et al., 2002; Carmena et al., 2003; Musallam et al., 2004; Santhanam
et al., 2006; Velliste et al., 2008; Moritz et al., 2008; Jarosiewicz et al., 2008; Ganguly and
Carmena 2009; O’Doherty et al., 2009; 2011; Suminski et al., 2010; Either et al., 2012; Gilja et
al., 2012), and human subjects (Hocherg et al., 2006; 2012; Kim et al., 2008; Collinger et al.,
2012) controlling artificial devices ranging from computer cursors to robotic arms with neural
activity. Each successive demonstration has improved significantly, both in the provided control
accuracy and complexity (e.g. number of degrees of freedom (DOFs) controlled). The promise
of BMIs is further driven home by recent demonstrations that techniques used in non-human
primates translated to human subjects (Hochberg et al., 2012; Collinger et al., 2012).
The concept of motor BMIs is well-demonstrated, but many challenges remain before
such devices will be clinically viable solutions for patients. There are three primary bottlenecks
in the development of clinical BMIs: 1) development of implantable systems that can reliably and
safely record neural activity long-term, 2) providing high-performance control, and 3)
developing solutions to restore afferent pathways. Each of these issues has a unique set of
challenges and must be thoroughly addressed to develop clinical BMI systems. This thesis
focuses on key challenges in improving BMI control. State-of-the-art BMIs currently offer
control significantly lagging compared to the natural motor system. Humans dexterously
control their arms and hands—a system with over 29 degrees of freedom (DOFs)—to navigate
complex dynamic environments and interact with objects, and can coordinate these actions
with other body movements. BMIs, by contrast, currently provide significantly fewer degrees of
freedom (current systems have achieved a maximum of 7 DOF (Velliste et al., 2008; Hochberg
et al., 2012; Collinger et al., 2012)), are less accurate, do not incorporate control of movement
dynamics, and have yet to be tested in situations requiring coordination with other body
movements.
Decades of work in BMIs reveals that interfacing the brain with machinery is not a
simple matter of restoring broken connections. These interfaces create new systems that can
engage learning and adaptation (Fetz, 2007). BMIs also have a unique relationship to the natural
sensorimotor system—they are simultaneously distinct from the natural sensorimotor
apparatus, while also involving select components of the central nervous system (CNS).
Understanding these unique systems may be particularly important for engineering development
of successful neuroprosthetic systems (Ganguly and Carmena, 2009; Gilja et al., 2012). This
thesis aims to explore the novel properties of BMI systems, and use this understanding to
develop engineering methods to improve BMI control. Below, we provide an overview of BMI
system, definition of terms, and explanation of key concepts essential to this thesis. We then
provide an overview of the thesis chapters.

1.1 Closed-loop brain-machine interface systems
At their core, BMIs are simple closed-loop control systems (Figure 1.1). In motor BMIs, neural
activity is recorded and an algorithm, "the decoder", is used to map the neural activity into a
control signal to move the actuator. Feedback is provided to the user to create a closed-loop
control system. These systems typically use natural sensory systems, such as vision and/or
audition, for feedback.
As noted above, there are many potential manifestations of BMI systems, with variations
on the types of neural signals used, the actuator controlled, and forms of feedback. The
majority of BMI research using invasively recorded neural signals to-date, including the work in
2

Figure 1.1 Schematic representations of motor (efferent) BMI systems. In BMI, recorded
neural activity is mapped into control signals for a device via a decoding algorithm. These
systems typically use natural sensory systems, such as vision, to provide feedback to the
user, creating a closed-loop system.
this thesis, explores BMI control of a 2-dimensional cursor using action-potential signals
recorded from motor cortices (e.g. primary- and pre-motor cortex), with visual feedback. For
illustrative purposes, all examples discussed below refer to this example system.
1.1.1 Relationship between BMI control and the natural motor system
Natural arm movements are orchestrated by a host of brain areas, the spinal cord, and limb
biomechanics; and somatosensory, proprioceptive and visual feedback play critical roles in the
control. In BMI, subjects control an artificial device via visual observation alone, whose
movements are governed by the activity of only a small subset of neurons in motor cortical
areas. While BMIs can engage other cortical and subcortical areas (Ganguly et al., 2011; Koralek
et al., 2012; Wander et al., 2013), the relationship between movement and neural activity
imposed in BMI differs significantly from that of natural movements. The actuators controlled in
BMI—e.g. virtual cursors and robotic arms—also differ dramatically from the complex
biomechanical properties of the musculoskeletal system. These BMI systems may be able to
replace motor function, but do so by creating a new control system that is distinct from natural
arm movements (Carmena, 2013).
Yet, this novel system still incorporates elements of the natural system. For instance, a
BMI controlled with primary motor cortex and arm movements both engage motor cortical
areas. The control of BMI systems may, then, share key similarities to the control of natural
movements. Research does suggest strong connections between natural motor learning and
BMI control (Green and Kalaska, 2011; Jackson and Fetz, 2011). BMI systems are separate from,
but parallel to, the native functions they imitate.
1.1.2 The importance of feedback
The closed-loop nature of BMI systems is essential to their operation. Feedback in BMI systems
allows users to modify their behavior to achieve desired goals. Many studies show that rats,
non-human primates and humans can learn to volitionally control neural activity using
biofeedback at the level of single-unit action-potentials (Fetz, 1969; Fetz and Finocchio, 1971,
1975; Chapin et al., 1999; Gage et al., 2005; Fetz, 2007; Cerf et al., 2010; Moritz and Fetz, 2011;
Koralek et al., 2012), local field potentials (Engelhard et al., 2013; Flint et al., 2013), ECoG
3

(Leuthardt et al., 2004; Schalk et al., 2008; Rouse et al., 2013), and EEG (reviewed in Wolpaw et
al., 2002; McFarland and Wolpaw, 2011). Volitional control can also decouple single-unit activity
from its typical functional roles (Fetz and Finocchio, 1971, 1975). Increasing research shows
these volitional control mechanisms play a role in closed-loop BMI operation. For instance,
subjects can learn to modulate neural activity in order to improve efferent BMI performance for
a given decoder (Ganguly and Carmena, 2009).

1.2 Open- vs. Closed-loop BMI design
Historically, work in BMIs has not fully appreciated the novel aspects of closed-loop BMI
systems described above1. Many have focused on mimicking the natural system, developing
decoding algorithms to predict limb movements or motor intentions from neural activity.
Traditional BMI approaches aimed to create decoders to reconstruct a subject's actual or
intended movements, training decoding algorithms using neural activity recorded as the subject
makes (Serruya et al., 2002; Taylor et al., 2002; Carmena et al., 2003; Musallam et al., 2004;
Santhanam et al., 2006; Shpigelman et al., 2008; Ganguly and Carmena, 2009; O’Doherty et al.,
2009; 2011; Either et al., 2012; Gilja et al., 2010; 2012), or imagines making movements (Velliste
et al., 2008; Suminski et al., 2010; Hochberg et al., 2006; 2012; Kim et al, 2008; Collinger et al.,
2012). Simple linear algorithms can reconstruct a subject's arm kinematics (Carmena et al.,
2003; Ganguly and Carmena, 2009), forces (Carmena et al., 2003), and muscle activity (Either et
al., 2012) with high accuracy using activity from small (20-100) ensembles of recorded neurons.
This suggests that BMI approaches that aim to mimic the natural motor system would be
successful. BMI control, then, becomes a "decoding" problem, where improving performance
requires finding the most accurate algorithm to extract intended movements from neural
activity.
Decoding approaches are based on the assumption that neural activity remains
stationary between the training condition and BMI operation. In order for the decoder to
accurately predict a subject's intended movements, the same patterns of neural activity
observed during decoder training must be evoked as the subject controls the BMI. Many
experiments show that this assumption is not necessarily true, and neural activity (assessed by
neurons' direction tuning) may shift between natural arm movement and BMI control (Taylor et
al., 2002; Carmena et al., 2003; Moritz et al., 2008; Ganguly and Carmena 2009). Moreover,
several groups have noted that a decoder's prediction power (i.e. how well the decoder
predicts observed/imagined movements in the training data) does not necessarily correlate with
the observed BMI performance (Koyama et al., 2010; Ganguly and Carmena 2010; Cunningham
et al., 2011). That is, having a more powerful biomimetic decoder does not necessarily translate
into better BMI control in a closed-loop setting.
BMI strategies to decode a user's intention ignore differences in how the decoder is
created and how it is used during BMI operation. The systems in which BMI decoders are
trained and used are intrinsically different, as highlighted in section 1.1.1. These differences
1

There are, however, notable exceptions of researchers that recognized the importance of
closed-loop BMI learning and adaptation early on (e.g. Wolpaw et al., 2002, Taylor et al., 2002;
Carmena et al., 2003). The EEG community has also recognized and integrated these aspects
more readily (Wolpaw et al., 2002; Millán and Mouriño, 2003).
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contribute to decoder inaccuracies, and thus reduce prediction performance in BMI. While
some of these differences might be overcome with technological advances—modeling to mimic
limb biomechanics, neural stimulation shows promise to restore proprioceptive and tactile
feedback (London et al., 2008; O’Doherty et al., 2009; 2011; Venkatraman and Carmena, 2011;
Berg et al., 2013), improved neural recording technologies can increase the amount of brain
areas recorded—it may be infeasible to create a BMI that completely mimics the motor system.
What's more, it is unclear if and how biomimetic-based approaches can translate to patients
with motor disabilities. Motor imagery can be used to evoke neural activity in motor-related
areas (Tkach et al., 2007; Truccolo et al., 2008; Suminski et al., 2009) but if and how the motor
system changes in response to injury is not fully understood.
Decoding-based approaches and related techniques are "open-loop design" methods.
The user has no knowledge of the predictions during training, thus creating an "open" feedback
loop. Similarly, they neglect information about the new closed-loop control system created in
BMI (see Section 1.1). BMI creates a novel, closed-loop system with a myriad of differences
from the natural motor system. Increasing evidence suggests that decoding-based strategies
alone may be insufficient for producing high-performance BMIs. BMIs do not accurately mimic
the sensorimotor experience of natural limb movements, making the translation of decoding
strategies from one context to another unclear. And most importantly, closed-loop BMI
operation allows the subject to actively contribute to BMI performance (section 1.1.2). In
closed-loop, BMI performance is determined by a collaboration of the user and the decoder.
Thus, improving BMI performance may not be a matter of finding the optimal offline, open-loop
decoder to "read-out" a user's intended movements. Instead, it is essential to understand the
novel system created by closed-loop BMI and how to leverage its properties to design robust,
high-performance BMIs. That is, BMI systems must be designed in closed-loop.

1.3 Closed-loop BMI design strategies
This thesis explores closed-loop design of BMI systems. Designing “in closed-loop” refers to
strategies informed by the view of BMIs as adaptive feedback systems (described in 1.1.2). Key
considerations for closed-loop design include: 1) system adaptation (of the brain and/or
decoder), 2) interactions between the brain and decoder, and 3) selection of system
components (neural signals, control signals, actuator, feedback modalities). Recent work has
begun to explore these factors, how they influence BMI performance, and how they may be
used for providing high-performance neuroprostheses.
1.3.1 Neural adaptation
A key feature of closed-loop BMI control is that the subject can actively contribute to
performance by volitionally modulating neural activity (Fetz et al., 2007; Green and Kalaska
2011). Several studies suggest that subjects can learn to evoke new patterns of neural activity to
facilitate BMI control (Moritz et al., 2008; Jarosiewicz et al., 2008; Ganguly and Carmena, 2009;
Koralek et al., 2012; Chase et al., 2012). Recent findings suggest that harnessing this volitional
control may be critical for creating high-performance, robust, and natural BMIs. When subjects
are allowed to practice with a stable BMI "circuit"—including both the decoding algorithm
mapping neural activity into control signals and the recorded neural activity input to the
decoder—they learn a neural representation of the decoder that facilitates successful BMI
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control (Ganguly and Carmena, 2009). This learning allowed for significant performance
improvements. Perhaps more importantly, this type of neural adaptation has been shown to
facilitate consolidation of a “neuroprosthetic skill”. Much like natural motor skill learning, when
practicing with a stable BMI circuit, subjects showed intra- and intersession learning, rapid recall
of skill across days, and performance was robust to interference like learning new BMI
decoders (Ganguly and Carmena, 2009). Skill consolidation resulted in the formation of a stable
neural representation that was specific to the learned decoder that could be rapidly recalled.
BMI skill learning may also utilize similar neural mechanisms as natural motor learning,
such as the corticostriatal system. Using rats controlling an auditory BMI, Koralek et al. (2012;
2013) found that the dorsolateral striatum is involved in and necessary for BMI learning. This
was true even though subjects were controlling the BMI irrespective of physical movements
(Koralek et al., 2012).
Neural adaptation may also facilitate creation of unique neural networks specialized for
BMI control. Learning-related changes in cortical (Ganguly et al., 2011) and corticostriatal
plasticity (Koralek et al., 2013) show specificity for BMI control neurons. The development of
skilled BMI control has also been associated with reduced cognitive effort, linked to the
formation of a control network distributed broadly across cortex (Wander et al., 2013).
Together, these results suggest neural adaptation may be useful for both improving BMI
performance and creating interfaces with desirable properties. BMIs that incorporate neural
plasticity and skill consolidation may become more natural and intuitive for users to control.
Skill consolidation and neural ensemble formation may also make BMIs more resistant to
external perturbations, which is critical for creating BMIs that can be used in many different
contexts and coordinated with other movements. In Chapter 5, we explore the potential utility
of neural plasticity for creating BMIs that are robust to changes in context.
1.3.2 Closed-loop decoder adaptation
Closed-loop decoder adaptation (CLDA) is another emerging approach to improve BMI
performance motivated from a closed-loop perspective. Open-loop predictions may not
accurately reflect the user's neural activity in closed-loop BMI, and closed-loop behavior cannot
necessarily be predicted a priori. CLDA aims to combat these challenges by modify the decoder
during closed-loop BMI operation. CLDA uses an error signal, derived in some way from the
subject's performance during closed-loop BMI operation, to update the decoding algorithm
(Figure 1.2). This concept has many different potential applications. For instance, CLDA has
been successfully used to boost BMI performance by compensating for differences between
open- and closed-loop decoders (Taylor et al., 2002; Jarosiewicz et al., 2008; 2013; Shpigelman
et al., 2008; Velliste et al., 2008; Gilja et al., 2010; 2012; Collinger et al., 2012; Hochberg et al.,
2012; Orsborn et al., 2012). As we explore in Chapter 3, it can also be used to compensate for
a lack of available information to initialize a decoder, which may be particularly useful in clinical
settings with paralyzed patients (Orsborn et al., 2012). CLDA may also be useful for
maintaining high-performance BMIs in the presence of non-stationary neural recordings (Héliot
et al., 2010b; Wu et al., 2008; Li et al., 2011).
The basic CLDA approach can be implemented in a variety of ways. At the heart of
every CLDA algorithm are methods to 1) estimate an error signal, and 2) update the decoder
based on these signals. Many different CLDA approaches have been successfully developed.
However, the structure of these algorithms will influence their ultimate utility, and the uses for
which they are best suited. Fully understanding these algorithms and how design choices
6

Figure 1.2 Closed-loop decoder adaptation (CLDA) uses an error signal to guide
modification during closed-loop operation of a BMI. There are several different candidate
approaches to obtain the error signal to drive adaptation, including supervised methods
based on task knowledge (orange) and unsupervised methods that use the decoder
predictions alone (green) or estimates of error from other recorded brain areas (purple).
influence CLDA is important for optimizing CLDA approaches and, in turn, BMI performance.
Below, we review different CLDA approaches.
Several different techniques have been used to generate error signals for CLDA,
including both supervised and unsupervised training. Figure 1.2 shows a schematic
representation of different approaches. In supervised algorithms, knowledge of a user's task
goals are used to infer a subject's intention (Taylor et al., 2002; Jarosiewicz et al., 2008; 2013;
Shpigelman et al., 2008; Velliste et al., 2008; Gilja et al., 2010; 2012; Orsborn et al., 2012). For
instance, the ReFIT algorithm (Gilja et al., 2012) uses a known reaching target presented in a
task and assumes the subject always intends to reach straight to the target. Supervised
algorithms require knowledge of the task and inherent assumptions about user intentions,
making them less suitable for real-world applications where users will perform less structured,
volitional movements. However, evidence suggests that subjects can maintain high performance
for long periods (hours to days) after adaptation ceases (Gilja et al., 2012; Chapters 3 and 5).
Furthermore, performance generalizes to novel tasks (Gilja et al., 2012). These findings suggest
short 'calibration tasks' might be sufficient to maintain high-performance BMIs, though the
frequency of such calibrations is an empirical question that remains to be addressed.
An alternate approach is to use an unsupervised technique that does not require task
knowledge. Li and colleagues (2011) developed an approach that smoothes decoder output and
retrains a new decoder using this refined kinematic signal. While this avoids the need for taskknowledge, the use of the decoded output alone may restrict the algorithm's capability to
compensate for large decoding errors. Other unsupervised approaches have been developed
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that use models of user cost-functions to detect deviations from optimal control, which was
able to compensate for large errors in simulation studies (Gürel and Mehring, 2012). However,
such methods still do not avoid inherent assumptions about a user's intentions and may
increase algorithmic complexity. Another unsupervised approach is to use neural-derived error
signals. Mahmoudi and Sanchez (2011) demonstrated an actor-critic CLDA algorithm where
basal ganglia output, known to relate to motor error-evaluation, was used as a decoder training
signal. It may also be fruitful to combine unsupervised approaches based on task performance
with neural-based error signals (Gürel and Mehring, 2012). The necessity to record additional
neural signals, possibly requiring implantation in more brain areas, could be prohibitive in clinical
settings. Additional work is also needed to understand the best methods for deriving error
signals from neural activity.
The other key component to CLDA algorithms is a method to update the decoder
given an error signal. This step involves several different design choices, including 1) the timescale of decoder adaptation, 2) the structure of the update rules, and 3) what parameters to
update. Each design element will ultimately influence the algorithm's performance, particularly in
closed-loop operation where decoder adaptation interacts with the user. The time-scale of
adaptation determines both the amount of data used for decoder updates and the rate at which
the user experiences shifts in the decoder, which will both critically influence CLDA
performance. As we show in Chapters 3 and 4, in situations where initial decoders have
severely limited performance, providing the subject with feedback (in the form of a new
decoder and modified closed-loop performance) in a timely manner may be critical. The
structure of the update rules can also contribute significantly to CLDA algorithm performance.
For instance, algorithms designed to make smooth, gradual updates to decoder parameters (e.g.
(Taylor et al., 2002; Shpigelman et al., 2008; Dangi et al., 2011; Orsborn et al., 2012)) may be
more robust to unreliable training data than algorithms that overwrite parameters. Finally, it is
also important to assess what parameters within a decoder to adapt. The primary goal of
CLDA is to adapt the mapping between neural activity and controlled kinematics. Decoders
such as the Kalman filter, for example, include parameters that govern the underlying
kinematics of the controlled system. Adapting these parameters could be equivalent to
modifying the controlled actuator, and could have unwanted consequences (Gowda et al.,
2012). We explore these CLDA design choices in Chapter 4.
CLDA algorithm design choices all have intrinsic trade-offs, and may be more useful for
different applications. For instance, supervised methods may be most fruitful for initial decoder
training, while unsupervised approaches could be employed to maintain performance in the
presence of neural instability. Similarly, the design choices of each CLDA component are not
entirely independent. The best update rules for an algorithm will be informed by the time-scale
of adaptation. Further study is needed to fully understand how these algorithm design choices
influence CLDA algorithm performance. Mathematical analyses (Dangi et al., 2013a) or closedloop simulators (Cunningham et al., 2011) may be particularly useful tools to facilitate
preliminary design and parameter-space exploration. However, CLDA algorithm testing must
ultimately be conducted in closed-loop BMI experiments to incorporate the subject interactions
inherent in the process. Finally, CLDA design should not be considered in isolation of the full
BMI system design. For instance, constant decoder adaptation may be detrimental to long-term
BMI performance, as it could obfuscate neural adaptation and skill consolidation. Little is
known, however, about how neural and decoder adaptation might interact. We explore these
issues in Chapter 5.
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1.3.3 Closed-loop system design
Viewing BMIs as closed-loop systems can also be used to inform the development and design of
the BMI system. Much as the spinal cord organization and limb biomechanics contribute to
natural movements, the structure of decoding algorithms and dynamics the controlled actuators
will play important roles in closed-loop BMI performance. Indeed, studies have shown that
closed-loop BMI performance changes significantly when neural activity is used to control a
cursor versus a robot (Carmena et al., 2003; Taylor et al., 2003). Because closed-loop control
involves interplay between the user and decoder, the decoder design cannot be done in
isolation. Traditional approaches for decoder creation and optimization have been done in
open-loop, where the sole goal is to maximize the decoder's prediction power. However openloop prediction power does not necessarily translate to improved closed-loop BMI
performance due to fundamental system differences (see section 1.2). What's more, the
requirements of a closed-loop decoder may differ significantly due to subject-interaction. That
is, closed-loop decoders not only need to be able to extract user intention, they must also be
readily controlled by the subject in the presence of feedback.
Increasing evidence suggests that decoders optimized for extracting information in
open-loop may not be optimal in the closed-loop setting. For instance, Kalman filters created
using maximum-likelihood methods can have undesirable control-properties that hinder closedloop performance (Gowda et al., 2012). The optimal bin-width for linear filter decoders also
differs significantly between open- and closed-loop settings (Cunningham et al., 2011). These
findings suggest that decoder design and development must incorporate a closed-loop
perspective of BMIs.
The neural input selected for a decoder may also significantly influence performance.
Traditional open-loop approaches only focus on maximizing decoded information. This might
suggest that increasing the number of neural inputs (e.g. the number of neurons) into the
decoder. However, closed-loop performance can often be improved by selecting a small subset
of neurons that the subjects can readily modulate in closed-loop control, rather than using all
available neurons (Wahoun et al., 2006). This suggests that optimizing BMI performance
requires identifying neural signals that are most informative in closed-loop and that subjects can
easily learn to control. A related question is what control variables are optimal for closed-loop
control. Research with humans controlling a simulated BMI with arm movements suggest that
performance strongly depends on the controlled kinematic variables (Marathe and Taylor,
2011). These questions become increasingly important in considering how to transition to BMIs
that operate in real-world environments, where dynamics play a crucial role.
These studies clearly illustrate that the dynamics and structure of a decoder and the
controlled actuator play key roles in closed-loop performance. Additional work is needed to
both develop frameworks for studying closed-loop decoder optimization and explore the
influence of decoder dynamics on control.

1.4 Chapter previews
In Chapter 2, we present an overview of the BMI decoding and closed-loop decoder
adaptation methods used throughout this thesis.
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In Chapters 3 and 4, we explore the design and analysis of CLDA algorithms.
Chapter 3 presents a novel algorithm (SmoothBatch) that is designed to improve performance
regardless of the initial decoder. This is particularly important for clinical applications, where
there is limited information to train an initial decoder. Chapter 4 carefully explores important
design considerations inherent in designing CLDA algorithms: the time-scale of adaptation and
structure of the decoder update rules. This chapter carefully examines the SmoothBatch
algorithm as a case study. We also present a mathematical framework to analyze CLDA
algorithms that can facilitate engineering design and algorithm development.
Having developed a robust CLDA algorithm, in Chapter 5, we explore how decoder
adaptation can be combined with neural adaptation to improve BMI performance. We explore
using decoder adaptation to shape neuroplasticity in two scenarios relevant for real-world
neuroprostheses: non-stationary recordings of neural activity, and changes in control context.
We show that beneficial neuroplasticity can occur alongside decoder adaptation, yielding
performance improvements, skill retention, and resistance to interference from native motor
networks. These results highlight the importance of neuroplasticity for real-world
neuroprostheses.
In Chapter 6, we explore how the neural signals used for control may influence closedloop BMIs. While BMIs have been implemented with a variety of neural signals (spiking activity,
local field potentials, ECoG) across different brain areas, little is known about how subjects
control these different neural signals. The relationship between these neural signals in closedloop BMI is also poorly understood. Because biofeedback in BMI facilitates neural adaptation
(see sections 1.1.2 and 1.2.1), the signal used for control may influence neural control strategies
in closed-loop. In this chapter, we examine the neural strategies used by subjects operating a
BMI with spiking or LFP activity. Better understanding the relationship between neural signals in
closed-loop BMI could inform the design of future systems.
Finally, in Chapter 7 we explore how neural activity in the natural motor system
depends on the dynamics of movement. To date, BMIs have focused on controlling movement
kinematics. Pure motion control, however, lacks the information required for interaction with
real objects. In real-world environments, dynamic interactions—forces and torques between
the hand and the environment—will be critical for robust performance. Little is known,
however, about how the central nervous system controls limb dynamics. Deeper understanding
of how the highly distributed natural motor system controls limb dynamics may provide insights
into how to incorporate dynamics control into neuroprostheses. In this study, we ask if neural
activity within the primary and pre-motor cortices varies with movements in different dynamic
environments, focusing on local-field potential activity.
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Chapter 2:
BMI decoding and closed-loop decoder adaptation methods
Many different decoding algorithms have been developed for Brain-Machine Interfaces (BMIs).
The decoding algorithm maps recorded neural activity into a control signal for the actuator (see
section 1.1). As reviewed in the introduction (and Chapter 6), the types of neural and control
signals used can be varied. Similarly, the structure of the decoding algorithm is an important
design consideration for developing cortical prostheses. The BMI system architecture—
particularly the controlled actuator and neural signal properties—will shape the type of
algorithms used.
BMI algorithms can be grouped into several different classes: continuous variable versus
discrete movement prediction, generative versus discriminative approaches, and linear versus
non-linear methods. Continuous variable prediction uses neural activity to estimate a
continuous-valued movement variable (e.g. end-point velocity), while discrete movement
prediction maps neural activity to one of a limited set of movement options (e.g. one of 8 target
positions). Generative (or inference-based) methods aim to model the relationship between
neural activity and movement parameters, which then allows for prediction. Discriminative
methods, instead, establish relationships between observed neural activity and movement
parameters without learning an underlying model. That is, they perform pattern-recognition.
Discriminative algorithms, then, are most commonly used for discrete predictions where a
limited number of patterns must be learned. Finally, linear decoders use a mapping between
neural activity and movement parameters that is linear, while non-linear decoders use nonlinear mappings.
The design of decoding algorithms to maximize closed-loop BMI performance is an
important question. In this thesis, however, we focus on other closed-loop design
considerations related to system adaptation (Chapters 3-5), and neural (Chapter 6) and control
(Chapter 7) signal selection. Therefore, BMI work presented in this thesis uses a single
decoding approach. We focus on linear decoding algorithms for continuous movement control,
which are most commonly used in intra-cortical BMI applications. Specifically, we use the
Kalman filter (KF) to implement position-velocity control of a cursor. Continuous control BMI
systems are particularly interesting because the subject has constant control and feedback of
the device, facilitating dynamic adaptive processes (see Chapter 1).
Similarly, there are many candidate methods for closed-loop decoder adaptation
(CLDA) (see Section 1.3.2 and Chapter 4). One key focus of this thesis is better understanding
CLDA algorithms and the design principles that influence their performance. In this thesis, we
restrict our study of CLDA algorithms to supervised-training methods, focusing primarily on
how to update the decoder given a particular training signal. As discussed in Chapters 1 and 4,
further study is needed to understand the best ways to obtain the training signals for particular
CLDA applications.
In this chapter, we provide an overview of the KF, its implementation for BMI, and
relevant CLDA algorithms that are used throughout the work presented in this thesis.
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2.1 The Kalman filter
The Kalman filter (KF) is a linear filter that predicts an unobservable "hidden" state of a system
by modeling the underlying dynamics of the hidden state and their relationship to observable
variables (Hayes, 1996; Haykin, 2002). In BMI applications, the KF is used to predict unknown
movement variables (hidden state) based on observed neural activity (observable variables)
(Wu et al., 2003; Kim et al., 2008; Gilja et al., 2012; Orsborn et al., 2012). The filter models the
underlying dynamics of movement (e.g. given a particular end-point position at time t, what is
the most likely end-point position at t+1). It also models the relationship between measured
neural activity and movement. The filter uses a combination of estimates based on the dynamics
model and neural activity measurements to predict movements.
The KF assumes jointly Gaussian linear state evolution (2.1) and observation models
(2.2):
xt  Axt 1  wt
yt  Cxt  qt

(2.1)
(2.2)

where yt  R k 1 represents the observed measurements (e.g. firing rates of k neurons) at time
t. xt  R p1 denotes the hidden state (e.g. p movement variables) recorded neural activity at
time t. wt ~ N(0, W) and qt ~ N(0, Q) are Gaussian additive noise terms. The filter is thus
specified by the matrices A  R p p , W  R p p , C  R k  p , and Q  R k k .
Based on these models, the KF recursively estimates the current movement variables xt
based on both the past observed movements (xt-1, …x0) and currently observed neural activity
yt. The recursive estimation scheme is as follows:
1) Estimate of movement variables based solely on state-evolution model (a priori estimate):
xˆt |t 1  Axt 1

(2.3)

2) Estimate the covariance (uncertainty) of the a priori estimate:

Pt|t 1  APt 1 AT  W

(2.4)

3) Compute the expected neural activity corresponding to the a priori estimated movement,
and the difference between the expected and observed neural activity (measurement
residual):
yt  yt  Cxˆt|t 1

(2.5)

4) Compute the covariance (uncertainty) of this measurement residual:

St  CPt|t 1C T  Q

(2.6)
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5) Compute an estimate of kinematics incorporating the recorded neural activity (a
posteriori estimate):
xˆt  xˆt|t 1  Kyt

(2.7)

K  Pt|t 1C T St1

(2.8)

6) Compute the covariance (uncertainty) of the a posteriori estimate:
Pt  ( I  K t C ) Pt|t 1

(2.9)

Because the KF is recursive, it is an infinite-length filter—that is, observations at a given
time can influence all future predictions. However, in practice the influence of a given
observation decays relatively quickly over (on the order of 0.5-1 second in typical BMIs
presented in this thesis). The KF is well-suited to predictions of continuous movement variables
in BMI because it is designed to incorporate temporal dynamics. For instance, the filter can be
designed to capture the natural physical relationships between dynamically-linked variables like
position and velocity.

2.2 Experimental implementation of the Kalman filter
BMI control in this thesis used a position-velocity KF operating in end-point coordinates. The
state variable was defined to include cursor position (p) and velocity (v) in Cartesian space:

xt  [ pthoriz

ptvert

vthoriz

vtvert 1]T

(2.10)

where horiz and vert indicate the horizontal and vertical directions, respectively. The constant 1
term was used to compensate for non-zero-mean firing rates.
The state-transition model (A and W matrices, describing cursor dynamics) were defined
to model the system physics, with position components set as the integral of velocity, as in
(Gilja et al., 2010; 2012):

1
0

A  0

0
0

0

dt

0

1 0
0 avxx

dt
avxy

0 avyx
0 0

avyy
0

0
0
0

0
1 

(2.11)
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0
0

W  0

0
0

0

0

0

0 0
0 wvxx

0
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0 0
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0

0
0
0

0
0

(2.12)

where dt is the step-size of the Kalman filter update. The velocity state transition model ( Av and
Wv ) were fit using their maximum-likelihood estimates:

 avxx
Av   yx
 av
 wvxx
Wv   yx
 wv

avxy 
T 1
 V2V1 (VV
1 1 )
yy 
av 

(2.13)

wvxy 
1
(V2  AV1 )(V2  AV1 )T

yy 
wv  N  1

(2.14)

where N is the total number of measured time-points, and V1 and V2 matrices are formed by
tiling recorded velocity kinematics (vx and vy states) for times [1, N-1] and [2, N], respectively.
Since we aimed to create a BMI control that mimics natural arm movements, Av and Wv were
typically fit using a 30 minute data set of arm-movements for all decoders (independent of the
data used for training the decoder observation model).

2.3 Closed-Loop decoder adaptation
Training a Kalman filter requires specifying the matrices A, W, C, and Q. There are several
possible ways to determine these parameters. In BMI, decoders are typically trained using
supervised methods in open-loop (see discussion in section 1.2), where a set of recorded
neural data and the corresponding movement variables are known. This training data can be
collected as subjects make, observe, or imagine making movements. In clinical applications for
individuals with motor disabilities, motor observation or imagery are the only options for openloop training data sets. Natural arm movements, however, may be used in BMI research with
able-bodied animal or human subjects.
Alternately, decoders can be trained to optimize parameters for closed-loop operation.
While BMIs aim to restore motor function, they do so by creating a new system that is distinct
from the natural motor system (Carmena 2013; Orsborn and Carmena, 2013). As discussed in
Chapter 1, training decoders based on the natural motor system does not take into
consideration the fundamental differences between these two systems. Indeed, studies have
shown that a decoder’s open-loop prediction power is not necessarily correlated with its
closed-loop BMI performance (Ganguly and Carmena, 2010; Koyama et al., 2010). Closed-loop
decoder adaptation (CLDA) is an alternate approach where decoder parameters are trained
based on data observed during closed-loop control. CLDA is motivated from a closed-loop
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perspective, and aims to optimize decoder parameters within the same control system in which
the decoder will be used.
As reviewed in Chapter 1 (section 1.3.2), there are many different ways to implement
CLDA, and several potential uses. The structure of these algorithms will influence their ultimate
utility, and the uses for which they are best suited. One key focus of this thesis is to better
understand these algorithms and their role in maintaining long-term BMI performance. We
focus on supervised CLDA training approaches where knowledge of a user’s task goals is used
to infer a subject’s intentions. In this work, we use three different CLDA algorithms, described
below.
In all algorithms, subject intentions are inferred by assuming that the subject aims
straight to the goal target at each time-point (Taylor et al., 2002; Shpigelman et al., 2008; Gilja
et al., 2012). Formally,

 
xtintent  [ pt vt  cos( ) 1]T

(2.15)

where θ represents the angle between the cursor’s current position and the goal position. This
transform maintains the cursor’s speed, but rotates the velocity vector to point towards the
goal. Upon entering the goal target, θ is defined as 90°, which sets the intended velocity to zero
(i.e. an intent to stay in the target). Note that the position is not modified.
Except where specified otherwise, CLDA was only used to adapt the observation model
of the Kalman filter (C and Q). The state-transition model (A and W) that governs cursor
dynamics was typically held fixed. These parameters were fit using their maximum-likelihood
estimates as described in section 2.2.
2.3.1 Batch maximum likelihood estimation
One paradigm for KF CLDA algorithms entails collecting data and processing the entire batch
at once to update the decoder’s parameters (Gilja et al., 2012). In this approach, the updated C
and Q matrices are set to their maximum likelihood estimates based on the batch of data. We
refer to this method as the Batch algorithm. The Batch algorithm's update rules are:

C  YX T ( XX T )1
1
Q  (Y  CX )(Y  CX )T
N

(2.16)
(2.17)

where the ܻ and ܺ matrices are formed by tiling N columns of recorded neural activity and
intended cursor kinematics, respectively. The size of the data batch is parameterized by the
batch period Tb  N  dt (where dt is the time between KF decoder iterations).
Gilja and colleagues developed a batch maximum likelihood estimation algorithm called
Re-FIT, which they demonstrated to yield very high performance closed-loop BMI control (Gilja
et al., 2010, 2012).
2.3.2 Adaptive Kalman filter
The Adaptive Kalman Filter (Adaptive KF or AKF; Dangi et al. 2011) is a CLDA algorithm
designed to update the KF's observation model parameters at every decoder iteration, which
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corresponds to every 100 ms in our experiments. If we let i index discrete decoder iterations,
the Adaptive KF's update rules are:

C (i 1)  C (i )   (C (i ) xt  yt ) xtT
Q

( i 1)

  Q  (1   )( yt  C
(i )

( i 1)

xt )( yt  C

(2.18)
( i 1)

xt )

T

(2.19)

where xt and yt represent neural firing rates and an estimate of the user's intended kinematics,
respectively, at time t. Note that here, t actually equals i. However, we choose to maintain both
as separate indices in order to be consistent with other algorithms where they are different
because the decoder is not updated at every iteration. The update rule for C is derived by
writing this matrix as the solution to an optimization problem, and then using stochastic
gradient descent with step-size μ to iteratively make small corrections to it at every decoder
iteration. The Adaptive KF's update rule for Q, on the other hand, is of heuristic form, and
effectively represents a weighted average (with parameter   [0,1] ) of the current value of Q
with a single-iteration estimate of Q. Each time parameters are updated, they are immediately
used in the decoder as part of closed-loop BMI control.
2.3.3 SmoothBatch
The SmoothBatch CLDA algorithm (Orsborn et al., 2012) periodically updates the KF
decoder's observation model (C and Q matrices) by performing a weighted average of the
current parameters with those estimated from a new batch of data using the Batch algorithm.
The observed neural activity and intended cursor kinematics are collected over one batch
period. This batch of data is then used to construct new Batch estimates, Ĉ and Q̂ , of the C
and Q matrices using equations (2.16) and (2.17). Finally, the observation model parameters are
updated using a weighted average:

C (i )  (1   )Cˆ (i )   C (i 1)
Q

(i )

 (1   )Qˆ (i )   Q (i 1)

(2.20)
(2.21)

where i indexes discrete batch periods and the weighting parameter   [0,1] controls the
influence of Ĉ and Q̂ on the new parameter settings.
Another useful interpretation of  can be obtained by recursively expanding
SmoothBatch's update rules (e.g., for C):
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i
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j 0

where C (0) represents the initial (seed) value of the matrix. From this expansion, we see that
SmoothBatch's update rules effectively implement an exponentially-weighted moving average of
past maximum likelihood estimates. In other words, the weights attached to past maximum
likelihood estimates experience exponential decay.
This reformulation reveals another parametrization of the algorithm. Since the
maximum likelihood estimates Cˆ (i ) , i  1 occur T seconds apart, one can define a “half-life”





b

h as

 h /T 
b

1
2

(2.23)

The half-life h represents the time it takes for a previous maximum likelihood estimate's weight
in the decoder to be reduced by a factor of two. Therefore, the SmoothBatch CLDA can be
parameterized either by {Tb , } or {Tb , h} .
As in the Adaptive KF, each time parameters are updated in SmoothBatch, they are
immediately used in the decoder as part of closed-loop BMI control.
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Chapter 3:
Designing closed-loop decoder adaptation algorithms to
improve BMI performance independent of initialization
Significant improvements in reliability (lifetime usability of the interface) and performance
(achieving control and dexterity comparable to natural movements) are needed (Millán and
Carmena, 2010; Gilja et al., 2011) to make BMIs a clinically viable therapeutic option for
paralyzed individuals. One critical challenge is in understanding how to improve BMI
performance using techniques that can tolerate variability and non-ideal conditions. In this
chapter, we take steps towards this long-term goal by developing a novel closed-loop decoder
adaptation (CLDA; see Chapters 1 and 2) algorithm that is robust to varying initialization. This
work was done in collaboration with Siddharth Dangi, Helene Moorman and Jose M. Carmena,
and was published in IEEE Transactions on Neural Systems and Rehabilitation Engineering
(Orsborn et al., 2012).

3.1 Introduction
BMI systems use an algorithm (the "decoder") to translate recorded neural activity (e.g. spike
trains) into a control signal (e.g. position) for an external actuator such as a computer cursor.
The BMI user receives performance feedback, typically in the form of visual observation,
creating a closed feedback system. Thus, BMIs allow a user to modulate their neural activity to
achieve a desired goal. BMI decoders are usually created in open-loop by first recording neural
activity as a subject makes movements (Serruya et al., 2002; Taylor et al., 2002; Carmena et al.,
2003; Musallam et al., 2004; Santhanam et al., 2006; Shpigelman et al., 2008; Ganguly and
Carmena, 2009; O’Doherty et al., 2009; Gilja et al., 2010; 2012), or imagines moving (Hochberg
et al., 2006; 2012; Kim et al., 2008; Velliste et al., 2008; Suminski et al., 2010), and then training
a decoder to predict these movements from the neural activity. However, open-loop decoder
prediction power does not directly correlate with closed-loop performance (Koyama et al.,
2010; Ganguly and Carmena, 2010), suggesting that improvements in BMI performance cannot
be achieved solely by finding an optimal open-loop decoding algorithm. Instead, recent work
shows that significant improvements in performance can come from insights into the closedloop BMI system, in which brain and machine adaptation play pivotal roles. For instance,
Ganguly and Carmena (2009) showed that when subjects practiced BMI control with a fixed
decoder, they learned a stable neural representation of the decoder, and the development of
these stable representations paralleled improvements in control. In other words, the brain can
adapt to improve performance. Other researchers have taken the opposite approach,
investigating methods of closed-loop decoder adaptation (CLDA) to improve performance
(Taylor et al., 2002; Gage et al., 2005; Shpigelman et al., 2008; Gilja et al., 2010; Mahmoudi and
Sanchez, 2011; Gilja et al., 2010; 2012). These studies show that closed-loop BMI performance
can be significantly improved by using known or inferred task goals, or evaluative feedback,
during closed-loop BMI control to modify the decoder.
CLDA algorithms typically have two components: 1) a method to infer a subject's
intended movement goals during closed-loop control, and 2) a rule to update the decoder's
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parameters. One particularly interesting aspect of candidate decoder update algorithms is the
time-scale on which they update the decoder. Gilja et al. (2010, 2012) used a batch-based
algorithm that applies one discrete decoder update 10-15 minutes after the initial seeding, while
Shpigelman et al. (2008) used a real-time update rule that adjusts the decoder at every decoder
iteration. Given that closed-loop BMI performance involves an inherent interplay between the
subject and the decoder, the rate at which the decoder changes will likely influence
performance and the algorithm's ability to improve control. Moreover, this time-scale of
adaptation may be paramount in situations where initial closed-loop performance may be
severely limited, such as clinical applications for patients that cannot enact natural movement
because of spinal cord injury or other neurological disorders. It is thus worthwhile to identify
the most appropriate time-scale of decoder adaptation to yield efficient CLDA algorithms that
rapidly and robustly improve BMI performance regardless of initial closed-loop performance.
Here, we present a new CLDA algorithm called SmoothBatch, which updates the
decoder on an intermediate (1-2 minute) timescale. This algorithm implements a sliding average
of decoder parameters estimated on small batches of data. SmoothBatch uses the method
developed by Gilja et al. (2010, 2012) to infer the subject's intended kinematics in a center-out
task. We present experimental validation using data from one non-human primate subject. We
also explore the algorithm's ability to improve closed-loop BMI performance independent of
the initial decoder performance (seed) by comparing SmoothBatch's performance using four
different decoder seeding methods: 1) visual observation of cursor movement, 2) ipsilateral arm
movement, 3) neural activity during quiet sitting, and 4) arbitrary weights.

3.2 Methods
3.2.1 Electrophysiology
One adult male rhesus macaque (macaca mulatta) was used in this study. The subject was
chronically implanted with microwire electrode arrays for neural recording. One array of 128
Teflon-coated tungsten electrodes (35 μm diameter, 500 μm wire spacing, 8 x 16 array
configuration; Innovative Neurophysiology, Durham, NC) was implanted in each brain
hemisphere, targeting the arm areas of primary motor cortex (M1) and dorsal premotor cortex
(PMd). Localization was performed using stereotactic coordinates from rhesus brain anatomy
(Paxinos, 2000). Each array was positioned targeting M1, and due to the size of the array,
extended rostrally into PMd. All procedures were conducted in compliance with the National
Institutes of Health Guide for Care and Use of Laboratory Animals and were approved by the
University of California, Berkeley Institutional Animal Care and Use Committee.
Unit activity was recorded using a combination of two 128-channel MAP and OmniPlex
recording systems (Plexon Inc., Dallas, TX). Single and multi-unit activity was sorted using an
online sorting application (Plexon, Inc., Dallas, TX), and only neural activity with well-identified
waveforms were used for BMI control (see below).
3.2.2 Behavioral task
The subject was trained to perform a self-paced delayed 2D center-out reaching task to 8
targets (1.7cm radius) uniformly spaced about a 14cm diameter circle. The animal sat in a
primate chair, head restrained, and observed reach targets displayed via a computer monitor
projecting to a semi-transparent mirror parallel to the floor. Figure 3.1 shows an illustration of
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Figure 3.1. Behavioral task. (A) and (B) show a top-view of the experimental set-up. The
non-human primate subject sat in a primate chair viewing a 2D center-out task projected in
front of them. Initial training (and ipsi decoder seeding) was performed with the animal
performing the task with his arm inside a 2D exoskeleton (A). In BMI, the task was
performed with the animal's arm removed from the exoskeleton and the cursor position
controlled via BMI predictions (B). (C) shows the time-line of task events.
the task set-up and trial time-line. Trials are initiated by moving the cursor to the center target
and holding for 400ms. Upon entering the center, the reach target appears. After the centerhold period ends, the subject is cued to initiate the reach (via target flash), after which he must
move the cursor to the peripheral target within a given 3s time-limit and hold for 400ms to
receive a liquid reward. If the subject makes an error, defined as failure to hold at the center or
target, or failure to reach the target within the time-limit, the trial is aborted and must be
restarted. The subject has an unlimited amount of time to enter the center target to initiate a
trial. Reach targets were presented in a block structure, with pseudo-randomized order within
each block of 8 targets.
Initial task-training was conducted with the animal making arm movements. The arm was
placed in a 2D KINARM exoskeleton (BKIN Technologies, Ontario, Canada), which constrained
movements to the horizontal plane parallel to and just under the reach-target display. A cursor
co-localized with the center of the subject's hand was displayed on the screen to provide visual
feedback of hand location. During BMI operation, the subject performed the center-out task by
moving the cursor under neural control. The subject's arm were removed from the KINARM
and confined within the primate chair. The subject was proficient (over-trained) in the centerout task with arm movements before BMI experiments commenced.
3.2.3 BMI decoder and implementation
Online closed-loop BMI control was implemented using a Kalman filter (KF) decoder as
described in Chapter 2.Online BMI control was implemented using PlexNet (Plexon Inc., Dallas
TX) to stream neural data on a local intranet from the Plexon recording system to a dedicated
computer running Matlab (The Mathworks, Natick, MA). Neural firing rates were estimated
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with a 100ms bin width. Neural ensembles of 16-36 (26.5 ± 4.45; mean ± STD) neurons were
used. Units were selected only based on waveform quality.

3.2.4 Decoder seeding
Decoders were initialized in four ways: 1) using neural activity recorded as the subject passively
viewed a cursor moving through the center-out task (visual feedback; VFB; n = 20), 2) using
neural activity recorded during ipsilateral arm movements (ipsi; n = 8), 3) using neural activity
recorded during quiet sitting (baseline; n = 17), and 4) arbitrary seeding by shuffling weights of
past (SmoothBatch-adapted) decoder weights (shuffled; n = 11).
The state-transition model (A and W matrices in equation (2.1), describing cursor dynamics)
were defined to model the system physics, with position components set as the integral of
velocity, as in (Gilja et al., 2010; 2012) and as described in Chapter 2. Since we aimed to create
a BMI control that mimics natural arm movements,
and
(see equations (2.13) and (2.14))
were fit using a 30 minute data set of arm-movements from the center-out task for all seeds.
For seeding methods 1-3, the observation model (C and Q matrices in equation (2.2).
describing neural activity's relation to cursor movement) were fit using their maximumlikelihood estimate:
C  YX T ( XX T ) 1
1
Q  (Y  CX )(Y  CX )T
N

(3.1)
(3.1)

where the Y and X matrices are formed by tiling recorded neural activity and kinematics (full
state vector), respectively. Neural and kinematic data were collected for 8 minutes. For VFB
seeding, a visual cursor was moved through artificially generated trajectories (straight
trajectories, Gaussian speed profiles, 800ms reach duration) to perform the center-out task.
The subject viewed the cursor movement while seated in the primate chair, receiving pseudorandom rewards on 25% of all trials. While no effort was made to constrain subject behavior,
the animal typically sat quietly and looked at the display. Recorded neural activity and the
artificially generated cursor kinematics were used for decoder estimation. Baseline seeding was
performed using the same protocol as VFB, but with the display turned off so that the subject
did not see anything. Ipsi decoder seeds were created with neural data ipsilateral to the arm
kinematics recorded as the subject performed the center-out task with his arm. For shuffled
seeds, the observation models were constructed by taking the weights of an existing decoder
(previously optimized using SmoothBatch CLDA; see below) from prior experimental sessions
and shuffling the weight assignments for each unit.
3.2.5 Closed-loop decoder adaptation algorithm: SmoothBatch
Once a seed decoder was created, CLDA was used to improve performance. The algorithm
used, SmoothBatch, updates the decoder on an intermediate (1-2 minute) time-scale. The
subject performed the center-out task under BMI control as the algorithm updated the
decoder. The subject's intended kinematics were inferred from the observed BMI performance
using the technique developed by Gilja et al. (2010, 2012), which assumed that the subjects
intends to reach straight to the target at all times and rotates observed cursor velocities to
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point towards the current task target. The observed neural activity and intended kinematics
were collected for a short (1-2 minutes) interval. Each batch of data was used to construct a
new estimate of the C and Q matrices (using equations (3.1) and (3.2)), and , and these
batch estimates were averaged over time to update the decoder parameters. The SmoothBatch
algorithm equations and a detailed description can be found in Chapter 2.
Here, we parameterize the SmoothBatch algorithm by the batch-size (Tb) and half-life
(h), as described in Chapter 2. To avoid conducting a vast parameter search of both batch-size
and half-life experimentally, SmoothBatch was first implemented in a BMI simulator that utilizes
an empirically verified model of the user’s learning process during closed-loop BMI operation
(Héliot et al., 2010a). Preliminary results from the simulator allowed were used to narrow
down the search space, which was then explored in experiments. Batch sizes of 40 - 100s and C
and Q half-lives of 90 - 300s were tested experimentally. Rough optimization showed that
batch sizes of 60 - 100s and half-lives of 90 - 210s produced the most rapid performance
improvements. All presented data use parameters within this range; the majority (n = 46) use
80s batches and 120s half-lives. In all cases, C and Q half-lives were set to be equal so that these
matrices were updated at the same time. Also note that the A and W matrices (which
parameterize the cursor dynamics model) were held fixed. As soon as a new decoder update
was calculated, it was used for subsequent BMI predictions.
3.2.6 Data analysis
3.2.6.1 Behavioral performance metrics
Only successfully initiated trials (i.e. entering the center and successfully holding until the gocue) were considered for analysis, allowing for 3 possible outcomes: a successful reach, a
target-hold error, or a reach time-out. The subject would typically leave the center early (a
false-alarm) on approximately 10% of all attempts to initiate a reach, both during neural and
arm control. The task structure did not penalize these errors, likely leading to the high falsealarm rate. Thus, they were excluded from analysis. Task behavior was quantified by analyzing
trial outcomes both by percentage and event rates. The success, reach time-out, and error
percentages over time were calculated using a sliding average (75 trial window) to estimate the
evolution of performance within the session. The corresponding rates for these different trial
outcomes were quantified by binning the event times (60 sec wide, non-overlapping bins). The
event percentage metric provides an estimate of overall task performance, while the event
rates provide more temporal information about task performance (e.g. periods of inactivity
when the subject is unable to initiate a trial will not be reflected in the trial-based percentage).
A threshold of 8 successes/min was used to assess SmoothBatch's improvement time. The task
required the subject to hit each presented reach target before moving to the next target.
Therefore, achieving 8 successes/min typically corresponds to the subject successfully acquiring
all targets, demonstrating control across the entire workspace. Reach times were quantified as
the time between the cursor leaving the center target and entering the peripheral target or
occurrence of a time-out error. Evolution of trajectory quality was estimated using metrics
adopted from literature for pointing device evaluation (Mackenzie et al., 2001) and previously
used to evaluate BMIs (Kim et al., 2008). Average movement error (ME) and movement
variability (MV) around the task-relevant axis (i.e. perpendicular to the reach target) were
quantified. ME and MV are defined as:
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where yi is the perpendicular distance from the task-axis at time-point i and is the mean of y
across the trajectory. ME and MV were computed for each trajectory using the time from
leaving the center to arriving at the distal target or occurrence of a time-out error.
3.2.6.2 Decoder metrics
The change in KF matrices C and Q were computed as the decoder was updated using
SmoothBatch. The Frobenius norm of the differences of consecutive update step were used to
look at overall matrix adaptation. The velocity terms (in x and y directions) in the C matrix and
their evolution in time were also analyzed. While the Kalman filter decoder estimated both
position and velocity, analysis of the Kalman gains obtained showed that neural activity makes
the strongest contributions to the cursor velocity, making these terms of particular importance
for the decoder. Our Kalman filter assumes:
,

,

,

,

(3.4)

,

where yi is the firing rate of unit i, and , represents the (i,1) entry of the C matrix. Ignoring
position terms, this is a standard velocity tuning model (Georgopoulos et al, 1986). A unit's
velocity preferred-direction (PD) and modulation-depth (MD) are given by:
,
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To assess how the decoder direction-tuning model evolved, the mean change in PD across
neurons was quantified. More strongly tuned neurons (larger MD) contribute more to BMI
performance than non-tuned units (small MD). Hence, changes in PDs of neurons with high MD
more directly influence decoder performance. To capture this, the magnitude of PD change for
a given unit was weighted by that unit's MD in the final decoder. The average weighted change
in PD for the full decoder (∆wPD) was calculated by averaging this weighted PD change across
units. ∆wPD is defined as:
∆

∑

|

where M is the total number of units in the decoder, and
during adaptation.

1 |
∈ 1,

(3.7)

indexes each decoder

3.2.6.3 Offline seed decoder prediction power
The offline prediction power of seed decoders were computed using the R2 correlation
coefficient between measured kinematics and predicted kinematics (x and y components of
position and velocity). In ipsi seeds, measured kinematics corresponded to observed arm
movements. In VFB and baseline seeds, the display cursor's kinematics were used as the
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measured kinematics. Note that in baseline seeding, the cursor was not viewed by the subject.
Finally, for shuffled decoders, the decoder was used to predict kinematics using neural activity
recorded during a VFB condition recorded within the same session, and those predictions were
compared with the display cursor kinematics.

3.3 Results
3.3.1 SmoothBatch BMI performance improvements
SmoothBatch CLDA rapidly and reliably improved closed-loop BMI performance, despite being
seeded with decoders constructed in the absence of contralateral arm movements. Figure 3.2
shows the evolution of task performance for a representative baseline seed session. As seen in
the events per minute (quantified with a 120s bin-width to reduce behavioral noise; Figure
3.2A), the subject was not readily able to perform the task with the seed decoder (only a few
trials were initiated). After a few minutes (1-2 decoder updates), the subject was able to initiate
trials but with limited control as shown by the increased rate of reach time-out events (Figure
3.2A) and the highly irregular reach trajectories in the first attempted reaches (Figure 3.2C).
Performance improved gradually until approximately 10 minutes, when success percentage and
rate both markedly improved.
These rapid, non-linear performance improvements were observed across all sessions
(including all decoder seed types). Initial performance started at 0.018 ± 0.133 successes/min
and exceeded 8 successes/min (which roughly corresponds to attaining successful reaches to all
targets) within 13.1 ± 5.5 minutes. Performance increased up to maximum rates of 14.3 ± 1.37
successes/minute (maximum 88.04% ± 5.3% trial success percentage) within 20.75 ± 5.93
minutes (all mean ± SD; n = 56, all seed types). Reach trajectories (Figure 3.2C) showed
improvement between the first success and late in SmoothBatch adaptation, becoming more
stereotyped. Similarly, reach times showed a marked reduction from the first to last 100 trials
during SmoothBatch, and remained low after the decoder was held fixed after adaptation
ceased (Fig. 2B). Across all sessions, SmoothBatch significantly improved reach trajectory
kinematics. The mean reach times, ME, and MV for the last 100 trials during SmoothBatch were
significantly smaller than those of the first 100 trials in the session (Wilcoxon paired test, p >
0.05). At the end of SmoothBatch adaptation, the subject achieved average reach times of 1.23
± 0.16s, ME of 0.771 ± 0.088 cm, and MV of 0.593 ± 0.067cm (all mean ± SD; n = 56, all seed
types).
As seen in the example session Figure 3.2, performance typically improved gradually,
requiring multiple batch updates before sufficient task performance was achieved. Many
decoder seeds, particularly arbitrary seeds like baseline and shuffled, yielded decoders the
subject could not readily use — even limiting the ability to initiate trials. On average, 1.23 ± 1.1
batch updates were required before the subject successfully initiated a trial, 3.03 ± 2.1 updates
occurred before the first successful reach, and 7.43 ± 3.6 updates occurred before the subject
was able to successfully reach all 8 targets. SmoothBatch improved the decoder gradually and
did not jump to a high-performance solution in a single iteration.
The ultimate goal of CLDA is to find a decoder that will allow the subject to readily gain
proficient control of the BMI to perform a variety of tasks. In many situations, particularly
unstructured tasks, it may not always be possible to infer the user's movement goals. Hence, it
is highly desirable for task performance to be maintained after decoder adaptation has ceased.
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Figure 3.2. BMI task performance improvements using SmoothBatch closed-loop decoder
adaptation for one representative baseline seeded session. (A) Sliding average (75 trial
window) of task performance rates (top) and binned event hit-rates (bottom, 120s bin
width) during SmoothBatch adaptation and upon fixing the decoder. (B) Distribution of
reach-times for the first and last 100 reaches during SmoothBatch operation, and the first
100 reaches upon fixing the decoder. Dashed lines and shaded regions indicate mean and
standard error of the mean, respectively, for each. (C) Progression of reach trajectories
during the session. Three reaches to each target are shown for the first attempted reaches
(left), first successful reaches during SmoothBatch (left middle), last successful reaches during
SmoothBatch (right middle), and the last successful reaches with a fixed decoder (right).
To test this, after the subject attained adequate performance (≥ 10 trials/min, approximated by
the experimenter), SmoothBatch adaptation was stopped and the subject performed the BMI
task with a fixed decoder. As seen in Figure 3.2, the subject was able to maintain high task
performance and accurate reaches after the decoder was held fixed. Across all sessions, no
significant changes in performance were found after fixing the decoder. Because the subject
used fixed decoders for varying periods of time across sessions, behavioral measures were
compared between the final moments of SmoothBatch adaptation (last estimate of successes
per minute; success percentage for the last 75 trials) and early fixed-decoder performance
(successes per minute for the first 15 minutes; success percentages for the first 100 initiated
trials). Neither the successes per minute nor the success percentages were significantly
different between the end of SmoothBatch adaptation and fixing the decoder (Wilcoxon paired
test, p = 0.733 and p = 0.1 respectively; n = 54, two sessions with insufficient data with a fixed
decoder were excluded from analysis). Furthermore, mean reach times for the last 100 trials
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during SmoothBatch showed no significant difference from that of the first 100 trials with the
decoder fixed (Wilcoxon paired test, p = 0.55). Mean ME and MV, however, showed a small
(approximately 12%), significant increase between the last 100 trials in SmoothBatch and the
first 100 trials with a fixed decoder (Wilcoxon paired test, p < 0.05), suggesting a very slight
drop in trajectory precision.
3.3.2 Kalman filter decoder evolution during SmoothBatch
The SmoothBatch algorithm showed convergence towards a stable decoder solution

Figure 3.3. Kalman filter decoder evolution during SmoothBatch for one representative
session seeded with baseline activity (same session as shown in figure 2). (A) The matrix
norm of changes in C and Q matrices between decoder updates converges as SmoothBatch
continues. (B) The mean change in units’ velocity preferred directions weighted by relative
tuning strength (∆wPD) also converges. The convergence of the velocity-tuning solution
parallels behavioral performance improvements. (C) Velocity tuning decoder evolution for
example time-points (1-4, indicated in B). The tuning of each unit is represented in polar
coordinates, where the line length indicates modulation-depth and its orientation shows the
preferred direction. Note that 1 (upper left) is on a different scale than 2-4.
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during adaptation. Figure 3.3A displays the Frobenius norm in the element-wise change in
consecutive C and Q decoder matrices across time, showing that the change rapidly decreased
for both matrices. This convergence was also seen in the velocity-weights in C, with the
preferred directions assigned to each unit stabilizing over time. Figure 3.3B shows the average
magnitude of PD change weighted by neuron modulation depth (∆wPD; see methods) during
SmoothBatch adaptation. Task performance (successes/min) is overlaid, showing that
convergence of the velocity PDs was strongly correlated with behavioral improvements. Polar
plots of all decoder units' tuning (PD and MD) for example decoders during SmoothBatch
adaptation are shown in panel C (corresponding time-points are indicated in panel B). The
initial baseline-seeded decoder assigned weak tuning to all units. Near the point of significant
behavioral improvement, as the decoder weights were converging, the MDs of units had
significantly increased and a few units had PDs near those of the final decoder. Once
performance significantly improved (Figure 3.3C-3), the tuning model very closely resembled
that of the final decoder. Across all sessions, the average ∆wPD between the decoder being
used when the subject was first able to successfully reach all 8 targets and the final decoder is
6.52° ± 4.48°, as compared to a 23.79° ± 12.17° for the initial seed decoder (mean ± SD; n =
56, all seed types).
3.3.3 Performance improvement's dependence on decoder seeding
SmoothBatch CLDA improved BMI performance independent of the initial decoder seeding
method. Each seeding method had a varying amount of offline predictive power, as summarized
in figure 3.4A. VFB and ipsi seedings contained the most information about all kinematic
variables while baseline and shuffled seeds had little to no predictive power. Despite differences
in offline power of the decoders, all seeds reached similar final performance after adaptation.
Figure 3.4B compares early success rates (first estimate within the session) to the maximum
rate achieved, separated by seed type. A Kruskal-Wallis analysis of variance (KW-ANOVA)
showed no significant effect of seed type on maximum performance (p > 0.05). All seeds
achieved similar reach trajectory precision as well. Figure 3.4C shows the average ME (see
methods) for the first and last 100 trials within the SmoothBatch session, as well as average
estimates from arm movements for comparison. The final reach kinematics parameters (MV,
ME, nor reach time) showed a significant dependence on seed type (KW-ANOVA, p > 0.05).
Performance improvements did, however, occur on different time-scales depending on
the initial decoder seed. Figure 3.4D shows the amount of time it took for performance to
exceed a threshold of 8 successful trials/min (left) and reach the maximum rate (right) for each
session, sorted by seed decoder type. A KW-ANOVA showed that time to reach the 8
trials/min threshold depended on seed type. VFB seedings, which contained the strongest offline
decoding power, improved significantly faster than all other types (p < 0.05). No other
significant differences among groups were found. The offline R2 power of the seed decoder
showed weak correlations with time to reach threshold (Figure 3.4E). Pooling all data,
significant correlations were only found for px and vx (R = -0.329, p = 0.014; R = -0.393, p =
0.003, respectively). The time to reach threshold performance also showed no clear relation to
the distance (∆wPD) between the seed and final decoders (Figure 3.4F), suggesting that
algorithmic convergence/step size alone does not limit improvement. The time to achieve
maximum performance, however, showed no significant differences across groups (Figure 3.4D;
KW-ANOVA, p > 0.05) and no significant correlation with offline prediction power or ∆wPD
(not shown; p > 0.05).
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Figure 3.4. SmoothBatch performance improvement across different decoder seeding
types. (A) Offline decoder prediction power for end-point position and velocity (x and y
components) for all decoder seed types. Bars indicate mean across all performed sessions,
error bars show standard error of the mean. (B) Initial and maximum performance rates of
SmoothBatch sessions, separated by seed types. Points show individual sessions; bars and
error bars show mean and standard error of the mean, respectively. (C) Average movement
error (ME, see methods) for the first (early) and last (late) 100 trials during SmoothBatch
adaptation, separated by seed condition. Average ME across 8 arm movement sessions (arm)
are shown at right for comparison. Format as in panel C. (D) SmoothBatch performance
improvement times (time for successes per minute to exceed 8 trials/min) and time to
achieve the maximum performance rate for all sessions and all decoder seed types. Format
as in panel C. (E) Relationship between seed decoder predictive power (R2 for x-component
of position) and time to reach threshold performance. Points are individual sessions, colorcoded by seed type, and line shows linear regression (R = -0.329, p < 0.05). (F) Relationship
between relative distance between seed decoder and final decoder’s velocity tuning models
(∆wPD; see methods) and time to reach threshold performance. Points are individual
sessions, color-coded by seed type, and line shows linear regression (not significant).
As seen by the wide spread in ∆wPD in Figure 3.4F, few initial seed decoders, even ones
that contained significant offline decoding power, had velocity PD assignments close to those of
the final SmoothBatch solution (note that on average, significant performance improvements
were not seen until ∆wPD < 6.52° ± 4.48°). A KW-ANOVA showed that ∆wPDs were
significantly larger for baseline seeds than VFB (p < 0.05); no other groups showed statistically
significant differences.

3.4 Discussion
We found that the SmoothBatch CLDA algorithm, which updates on an intermediate timescale
(1-2 minutes), was able to improve closed-loop BMI performance rapidly and robustly,
independent of initial decoder seeding. The subject was readily able to achieve proficient
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center-out task performance (88.04 ± 5.3% success rate, 1.23 ± 0.16s reach times, 0.771 ±
0.088 cm ME, and 0.593 ± 0.067cm MV) across 56 experimental sessions. Importantly,
improvements were rapid (success rates exceeding 8 trials/min in an average of 13.1 ± 5.5
minutes), and occurred reliably in all sessions despite decoders being seeded using four
different methods. Performance was also maintained upon ceasing adaptation and holding the
decoder fixed, with no drop in task performance or reach times, and only slight (12%) increases
in ME and MV.
Comparison across BMI studies is a current challenge in the field (Gilja et al., 2011).
Studies use incongruous task designs and different types of neural activity, obscuring direct
comparisons. The use of different animal models (e.g. animals with arms free to move versus
partial or full movement restriction) across studies may further confound cross-study
comparisons (Nuyujukian et al., 2011). Furthermore, the field has not established standard
metrics for performance evaluation, limiting the ability to quantitatively compare results. In an
effort to make this work more readily comparable to future studies, we report performance
metrics commonly used to evaluate pointing-devices like computer mice (MV and ME, see
methods) (Mackenzie et al., 2001). Comparisons to one human BMI study (not explicitly
utilizing CLDA or across-session learning) reporting MV and ME metrics shows that
SmoothBatch has markedly reduced mean ME and MV relative to their best results ((Kim et al.,
2008) MV: 1.2cm, SmoothBatch 0.587cm; (Kim et al., 2008) ME: 2.3cm, SmoothBatch: 0.759cm).
Moreover, MV and ME results for SmoothBatch approach those of natural movements (MV:
0.35 ± 0.17cm, ME: 0.44 ± 0.20cm; mean ± SD across 2,025 trials in 8 arm movement session).
The success of SmoothBatch is a clear testament to the power of the CLDA principle (Taylor
et al., 2002; Gage et al., 2005; Shpigelman et al., 2008; Gilja et al., 2010; 2012; Mahmoudi and
Sanchez, 2011). In the limit of long batch sizes and ρ = 0 (see Chapters 2 and 4), Gilja et al.'s
batch algorithm is a special case of SmoothBatch. The longer data batches used by Gilja et al.
allow for more accurate parameter estimation, eliminating the need for averaging. However,
waiting to collect sufficient data for a single model update greatly reduces the update frequency,
thus reducing the rate at which the user sees performance improvements. In Gilja et al.'s work,
using decoders seeded from contralateral arm movements and BMI performed during overt
arm movements, their subjects were able to attain > 90% task performance with the seed
decoder before any CLDA intervention (Gilja et al., 2010, 2012). This initial high level of
performance allows for a significant improvement in reach kinematics after a single batch-based
decoder update (Gilja et al., 2010, 2012). We further explore key differences in CLDA
algorithms in Chapter 4.
SmoothBatch, however, is ideally suited to address a different problem—how can we
use CLDA to generate a high-performance BMI given an initial decoder with severely limited
closed-loop performance? CLDA may be a particularly useful tool in clinical applications, where
many factors could limit initial closed-loop performance (see below). In these applications,
collecting sufficient data for a batch-based decoder update is challenging. Furthermore, the slow
update rates may reduce subject motivation, since subjects were required to use poorly
performing decoders for 8-10 minutes (see Chapter 4). Though SmoothBatch sacrifices
accuracy in each parameter estimation step due to a smaller batch-size than the Gilja et al
algorithm, the increased decoder update frequency provides the user with more rapid feedback
and may facilitate faster improvement.
The progress of improvements seen in SmoothBatch also further suggest that using
CLDA may involve a bootstrapping or co-adaptation process between the brain and decoder
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when starting from limited closed-loop BMI performance. SmoothBatch required multiple
decoder update steps before performance improved significantly, progressing to gradually let
the subject initiate trials, then reach a few targets, and finally reach all targets. This progression
may be due in part to the exponentially weighted averaging and short data-batches used.
However, the batch-sizes and half-lives used here correspond to relatively aggressive adaptation
rates (ρ ∈ 0.54, 0.77 , see Chapter 2) and on average, more than one half-life's worth of
updates occurred before adequate performance was achieved. This suggests that creating an
optimal decoder in a single update step may be highly infeasible when starting from severely
limited closed-loop performance. Instead, intermediate adaptation time-scale algorithms like
SmoothBatch provide the subject with more rapid feedback and gradually adapt the decoder,
facilitating a co-adaptation process and yielding rapid performance improvements.
SmoothBatch uses a sliding average of model parameter estimates based on small
amounts of data, which is similar to the approach used by Taylor et al. (2002). They also show
that their co-adaptive algorithm is able to yield proficient closed-loop BMI control when seeded
with randomly initialize parameters. This suggests that an intermediate time-scale adaptation
approach may ideal for such applications.
The idea of CLDA involving a co-adaptation between the subject and decoder is further
implied by the fact that SmoothBatch's improvement rate depended upon the initial decoder
seed. While SmoothBatch was able to improve performance regardless of the seed, decoders
seeded with neural activity during VFB improved more rapidly than arbitrary (baseline and
shuffled) or ipsilateral arm-movement (ipsi) seeds. VFB seeds had the highest level of offline
decoding power, consistent with observations that imagined/viewed movements evoke motor
cortex activity (Tkach et al., 2007; Truccolo et al., 2008; Suminski et al., 2009). Times to achieve
a threshold of 8 successful trials/min were weakly correlated with the decoder's offline
prediction power, suggesting that the algorithm can more readily improve performance if
initiated with decoder with some movement decoding power.
However, our results also suggest that offline prediction power is not the sole factor in
how quickly SmoothBatch can improve performance. Ipsi decoder seeds had moderate offline
prediction power, greater than that of baseline and shuffled seeds, consistent with findings of
population-level representations of ipsilateral arm movements in motor cortex (Ganguly et al.,
2009). Yet, no statistically significant differences in improvement times were detected between
ipsi, baseline or shuffled seeds. Furthermore, the times to achieve maximum performance rates
were uncorrelated with offline prediction power. This is consistent with Taylor et al.'s finding
that the speed of adaptation did not differ when their co-adaptive population vector algorithm
was initialized with PD estimates from arm movements or with random assignments (Taylor et
al. 2002).
Interestingly, we also found that on average the velocity tuning models for all seeds
were 'far' from that of the final decoder, despite containing varying degrees of offline prediction
(Figure 3.4D; only baseline seeds had significantly larger ∆wPD than VFB). This combined with
the observation that offline prediction power alone is not indicative of SmoothBatch
improvement rates, is consistent with the emerging notion that closed-loop BMI performance is
not necessarily related to open-loop predictions (Koyama et al., 2010; Ganguly and Carmena,
2010). The many differences between BMI and natural movement—for instance congruent
proprioceptive feedback is absent during BMI—may significantly alter the neural activity of the
motor networks (Suminski et al., 2009; 2010). Performance improvements in SmoothBatch did
not appear to be limited by relative distance between initial and final decoders (Figure 3.4D).
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However, the difference between the subject's evoked neural activity between arm movements
and closed-loop control would influence his performance in BMI, possibly affecting this coadaptation process by influencing user strategy (e.g. causing frustration). We did see noticeable
variability in improvement times across all decoder seed types, which could be related to
subject strategies/motivation and the co-adaptation process. Additional work is needed to
explore the exact mechanisms underlying performance improvements and the aspects of a seed
decoder that influence final improvement. Such insights could yield further reduction in
performance improvement times. We return to this question in Chapter 4, exploring if and
how decoder seeding influence the adaptation process in SmoothBatch.
One concern in using an adaptive algorithm is convergence. Here, we show preliminary
analysis showing that decoder parameters rapidly converge with SmoothBatch CLDA (Figure
3.3). The subject was also readily able to maintain task performance after decoder adaptation
ceased, suggesting that the algorithm converged towards a general task solution and avoided
overfitting. C and Q matrices did exhibit small fluctuations (i.e. changes did not fully converge to
zero, see Fig. 3), however these did not noticeably affect task performance, suggesting they may
only be driven by behavioral and neural variability. It may also be possible to optimize batch size
and half-life parameters to further improve convergence. For instance, increasing the batch size
as a function of task performance could allow the algorithm to take large, rapid steps while the
decoder is 'far' from a high-performance decoder, and smaller steps to fine-tune the model as it
nears the final solution. In Chapter 4, we study the convergence properties of SmoothBatch,
and how to optimize the algorithm’s performance.
In conclusion, here we show that SmoothBatch can readily improve performance in a
relatively short time, even with ill-conditioned seed decoders. Additional work to explore
SmoothBatch's operation—the influence of adaptation parameters and the subject-decoder coadaptation process—could also further improve the algorithm's operation. The ability quickly
and robustly generate high-performance BMIs independent of the subject's initial closed-loop
BMI performance could be useful for clinical applications. For paralyzed patients, seeding
decoders with arm movements is not feasible. Many patients will also lack proprioceptive
feedback during closed-loop BMI operation, potentially limiting their performance (Suminski et
al., 2010). Furthermore, non-invasive human BMI studies have shown significant inter-subject
variability in the ability to volitionally modulate neural activity, which greatly impacts their ability
to operate BMIs (Blankertz et al., 2010). All of the decoder seeding methods presented here
are compatible with many patient populations: VFB, baseline, and shuffled decoders could be
created for any patient regardless of motor disability, and ipsi seedings could be used for
unilaterally paralyzed patients such as stroke victims. Our work shows that SmoothBatch
CLDA, an algorithm that updates the decoder on an intermediate time-scale during closed-loop
operation, can reliably improve BMI performance in all of these cases.
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Chapter 4:
Design considerations for closed-loop decoder adaptation
algorithms
In Chapter 3, we presented a novel CLDA algorithm that can readily improve performance
independent of the initial decoder. Algorithms like SmoothBatch that are robust to system
variability may be particularly important for clinical applications, where subjects will have a wide
range of motor deficits. The development of this algorithm, however, involved many
engineering design choices that shape performance and the suitability of the algorithm to
particular applications. For instance, as discussed in Chapter 3, the time-scale of decoder
adaptation in SmoothBatch may be essential for improving performance from a poorly
performing initial decoder. In this chapter, we now turn to exploring the design choices for
CLDA algorithms and present a mathematical framework to facilitate algorithm development.
This work was a joint effort with Siddharth Dangi, with collaboration from Helene Moorman
and Jose M. Carmena, and was published in Neural Computation (Dangi et al., 2013).

4.1 Introduction
A fundamental component of any BMI is the decoding algorithm, or “decoder”, that translates
recorded neural activity into control signals for a prosthetic device. Decoders are often
initialized offline by recording neural activity while a subject performs real movements (Serruya
et al., 2002; Taylor et al., 2002; Carmena et al., 2003; Musallam et al., 2004; Santhanam et al.,
2006) or observes/imagines movements (Hochberg et al., 2006; 2012; Wahoun et al., 2006; Kim
et al., 2008; Velliste et al., 2008; Suminski et al., 2010), and fitting a decoder to predict these
movements from the neural activity. However, BMIs are fundamentally closed-loop systems,
since BMI users receive performance feedback (e.g. by visual observation of the prosthetic's
movements). Recent research shows that the prediction power of decoders trained offline does
not directly correlate with closed-loop performance, perhaps due to the inherent feedbackrelated differences between open- and closed-loop systems (Ganguly and Carmena, 2010;
Koyama et al., 2010). These results suggest that performance improvements cannot be achieved
solely by finding an optimal open-loop decoding algorithm, and therefore highlight the
importance of treating BMIs as closed-loop systems.
In the closed-loop regime, two mechanisms can be used to achieve high performance
BMI systems. The first mechanism, neural plasticity or brain adaptation, is the ability of neurons
to adapt their receptive fields and tuning properties to facilitate performance improvements.
For instance, previous work from Ganguly and Carmena demonstrated that when monkeys
practiced BMI control with a “stable circuit” consisting of a fixed decoder and stable neurons,
they developed a stable neural “map” of the decoder that enabled performance improvements,
was readily recalled across days, and was robust to interference from a second learned map
(Ganguly and Carmena, 2009). The second mechanism, Closed-Loop Decoder Adaptation
(CLDA), is the process of adapting or updating the decoder's parameters during closed-loop
BMI operation, i.e., while the subject is using the BMI (see Figure 4.1D). The goal of CLDA is to
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Table 4.1. Sampling of prior work in CLDA algorithms.
CLDA Algorithm

Gage et al., 2005

Kalman filter

Shpigelman et al.,
2008
Gilja et al., 2012

Kernelized
ARMA
Kalman Filter

Héliot et al., 2010b

Wiener filter

Mahmoudi and
Sanchez, 2011
Li et al., 2011
Dangi et al., 2011
Adaptive KF
Orsborn et al., 2012
SmoothBatch
Hochberg et al.,
2012

Time-delayed
neural network
Kalman filter

Form of CLDA updates
iterative refinement of tuning properties based on
current performance, errors from most recent
block, and best weights from a past block
batch maximum likelihood estimation using data
from a trial-by-trial sliding block
replacement of old examples in training set with
new examples
batch maximum likelihood estimation
remapping of a lost neuron’s decoder weights using
next closest neuron’s weights
decoder adapted within a reinforcement learning
(actor-critic) framework
Bayesian regression self-training updates

Kalman filter

stochastic gradient descent

Taylor et al., 2002

Decoder
Population
vector
algorithm

Kalman filter
Kalman filter

weighted average of current parameters with new
batch maximum likelihood estimates
iteratively-updated filter parameters during
successive closed-loop calibration blocks

make the decoder's output accurately reflect the user's intended movements (Orsborn et al.,
2012).
The concept of CLDA has shown great promise as a mechanism to both improve and/or
maintain closed-loop BMI performance. A wide range of CLDA algorithms have been developed
and tested for various purposes (see Table 4.1 for a sampling of prior work). Some of these
algorithms strive to improve control accuracy when limited information is available to create an
initial decoder (Chapter 3 and Orsborn et al., 2012), while others aim to maintain the control
accuracy of already high-performing decoders (Li et al., 2011). Although these algorithms all
represent implementations of CLDA, they are designed to operate in characteristically different
ways. Indeed, when developing a CLDA algorithm, there are many different design choices to
be made, including choosing the time-scale of adaptation, selecting which decoder parameters
to adapt, crafting the corresponding update rules, and designing CLDA parameters. These
decisions may significantly impact an algorithm's performance. For instance, a CLDA algorithm's
ability to improve closed-loop BMI performance may be particularly sensitive to the time-scale
at which it adapts decoder parameters (Orsborn et al., 2011; 2012). To date, little work has
been done to explore how algorithms' design choices influence their performance. Similarly,
few techniques have been established to assess algorithms' convergence properties. Ideally,
CLDA algorithms should be designed to make the decoder’s parameters converge rapidly to or
maintain values that are optimal for high-performance BMI control. While conducting closedloop BMI experiments is ultimately the only conclusive way to evaluate a CLDA algorithm’s
convergence properties, such experiments are lengthy and costly. Although closed-loop
simulation methods (Cheng and Sabes, 2006; Héliot et al., 2010a; Cunningham et al., 2011)
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could potentially be used to study convergence, these tools have not yet been used for this
purpose. Aside from these tools, there are currently limited methods for exploring the
parameter space and predicting the convergence properties of a prototype CLDA algorithm
before experimental testing. Better understanding how different design elements of a CLDA
algorithm influence its closed-loop performance and convergence will be critical to developing
high-performance BMIs.
In this chapter, we present a general framework for the design and analysis of CLDA
algorithms. First, we identify and explore a core set of important design considerations that
frequently arise when designing CLDA algorithms. For instance, we evaluate the effects of an
algorithm's time-scale of adaptation, which can significantly impact both the subject's level of
engagement and the rate of performance improvements. Next, we underscore the importance
of selective parameter adaptation by demonstrating why adapting certain decoder parameters
can lead to undesired effects on performance. We then illustrate how smooth parameter
updates can help mitigate the impact of unreliable batches of data, especially when initial
performance is limited. Finally, we stress the importance of designing CLDA parameters that
are readily interpretable, a property which can help avoid conducting large parameter sweeps
and simplify parameter selection in experimental work.
We then introduce mathematical convergence analysis, using measures such as meansquare error (MSE) or KL divergence, as a useful precursor to closed-loop experiments that
can further inform CLDA design and constrain the necessary experimental testing. We choose
the SmoothBatch CLDA algorithm (Orsborn et al., 2012) as a case study to demonstrate the
utility of our analysis. Our analysis predicts that SmoothBatch's MSEs converge exponentially to
steady-state values, and that both these values and the rate of convergence are independent of
the decoder's seeding method. Experimental data from two non-human primate subjects across
72 sessions serves to support our predictions and validate our convergence measures. Finally,
guided by our convergence predictions, we propose a specific method to improve the
SmoothBatch algorithm by allowing for time-varying CLDA parameters. Overall, our study of
CLDA design considerations sheds light on important aspects of the design process, while our
mathematical convergence analysis serves as a useful tool that can inform the design of future
CLDA algorithms prior to conducting closed-loop experiments.

4.2 Methods
4.2.1 Experimental procedures
CLDA algorithms were experimentally tested using intracortically recorded neural activity from
two non-human primates. Electrophysiology and behavioral protocols are similar to those
described in Chapter 3 and (Orsborn et al., 2011, 2012). Briefly, 128-electrode microwire
arrays (35 μm diameter, 500 μm wire spacing, 8 x16 array configuration; Innovative
Neurophysiology, Durham, NC) were implanted bilaterally in the primary and pre-motor
cortices of two adult male rhesus macaque monkeys. Unit activity was recorded using a
combination of two 128-channel MAP and OmniPlex recording systems (Plexon Inc., Dallas,
TX). Single and multi-unit activity was sorted using an online sorting application (Plexon Inc.,
Dallas, TX), and only units with well-identified waveforms were used for BMI control.
Monkeys were head restrained in a primate chair and observed a task display via a
computer monitor projecting to a semi-transparent mirror parallel to the floor. They were
34

trained to perform a self-paced 2D center-out reaching task as described in Chapter 3. During
BMI operation, the subjects' arms were confined within the primate chair as they performed
the task by moving the cursor under neural control. Figure 4.1A—C shows an illustration of
the task set-up and trial timeline. Targets were spaced 7 cm (subject 1) or 6.5 cm (subject 2)

Figure 4.1. Experimental set-up and Closed-Loop Decoder Adaptation (CLDA).
Illustration of the experimental task set-up for arm movements (A) and closed-loop BMI
experiments (B), and trial timeline for the center-out task (C). (D) illustrates the
concept of Closed-Loop Decoder Adaptation. The decoder is modified as a subject uses it
in closed-loop control. The signals used to modify the decoder can be attained in several
ways, including using 1) task goals to infer a subject’s intentions (orange), 2) Bayesian
methods to self-train the decoder (green), or 3) neural signals (purple).
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away from the center. Target sizes of 1.2—1.7 cm radius, center and target holds of 250—400
ms, and reach times of 3—5 s were used. All procedures were conducted in compliance with
the National Institutes of Health Guide for Care and Use of Laboratory Animals, and were
approved by the University of California, Berkeley Institutional Animal Care and Use
Committee.
3.2.2 BMI decoding and CLDA algorithms
All experimental sessions used a Kalman filter (KF) as the decoding algorithm during closedloop control as described in Chapter 2. In this paper, we focus on BMI cursor control, although
our analysis and results still apply more generally to any BMI prosthetic device.
Tests of CLDA algorithms typically used decoders initialized using five different
methods:
1. recording neural activity as the subject passively watched a cursor moving through
artificially generated center-out trajectories (visual feedback; VFB; n=32)
2. recording neural activity during contralateral arm movements (contra; n=2)
3. recording neural activity during ipsilateral arm movements (ipsi; n=8)
4. recording neural activity during quiet sitting (baseline; n=17)
5. arbitrary seeding by shuffling the coefficients of KF decoder matrices from previous
sessions (shuffled; n=13).
Details of these methods have been described in Chapter 3 and (Orsborn et al., 2012).
The structures of the KF state transition model parameters (A and W) were constrained
during fitting to obey physical kinematics, such that integrating the velocity from one KF
iteration perfectly explains position at the next iteration (as described in Chapter 2). As
discussed below, these parameters were typically held fixed during CLDA. In order to allow for
BMI control that would mimic natural arm movements as much as possible, A and W were fit
for all seeding methods using a 30-minute data set of arm movements collected while the
subjects performed the center-out task in manual control (see Chapter 2). In experiments
where A and W were adapted (see Section 4.3.2; VFB and contra seeds only), these matrices
were initialized to their maximum-likelihood estimates calculated from the recorded kinematic
data collected specifically for seeding. For seeding methods 1—4, the KF observation model
parameters, C and Q, were seeded using batch maximum likelihood estimates based on 8
minutes of neural and kinematic data.
In this chapter, we present experimental results and analysis related to three different
CLDA algorithms: 1) Batch maximum likelihood estimation, 2) the Adaptive Kalman Filter, and
3) SmoothBatch. These are all supervised CLDA methods that infer a subject’s intended
kinematics based on the observed kinematics and task goals. The three methods, however,
differ in the time-scale of adaptation and structure of the KF parameter update rules. Full details
of these algorithms are presented in Chapter 2.

4.3 CLDA design principles
The development of a CLDA algorithm involves making multiple crucial design decisions such
as:
 how often to apply update rules (the time-scale of adaptation)
 whether or not to update all decoder parameters
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how to update decoder parameters (the actual parameter update formulas or “update
rules”)
how to set CLDA algorithmic parameters (e.g., step-sizes or learning rates)

Ideally, these design choices should enable a CLDA algorithm to make the decoder’s
parameters converge rapidly to or maintain values that are optimal for high-performance BMI
control. In the following sections, we explore these design choices by examining various aspects
of the Batch, Adaptive KF, and SmoothBatch CLDA algorithms. We focus primarily on
SmoothBatch, which has been demonstrated to improve BMI control accuracy even when initial
performance is severely limited due to an unfavorable seeding (Chapter 3 and Orsborn et al.,
2012). For instance, with patients such as paralyzed individuals or amputees that would be likely
clinical targets of BMI technology, seeding methods involving overt movements wouldn't be
feasible, and therefore other methods that typically result in a lower level of initial performance
would need to be used. Despite our focus on SmoothBatch, however, we will see that many of
its design properties are likely to be shared by other CLDA algorithms, even when their
underlying purpose is characteristically different.
4.3.1 Time-scale of adaptation
A CLDA algorithm's time-scale of adaptation refers to the frequency with which its update rules
are applied to adapt the decoder's parameters. In a clinical setting with paralyzed patients, initial
closed-loop BMI performance may be limited. As such, it is critical to develop CLDA algorithms
capable of rapidly improving control accuracy regardless of initial performance. Given the
subject-decoder interactions inherent in closed-loop BMI systems, the time-scale of adaptation
may be particularly important in these situations. In Chapter 3, we showed that the
SmoothBatch algorithm, when operating on an intermediate time-scale (1-2 minutes),
successfully and robustly improves performance independent of the initial decoder (Orsborn et
al., 2012). Here, we extend these results by comparing experimental data from the Batch, AKF,
and SmoothBatch algorithms to highlight the role of the adaptation time-scale.
All three CLDA algorithms were experimentally tested with one non-human primate
1
subject , starting from limited task performance (Batch and AKF using VFB seeds, n=7 and n=2,
respectively; SmoothBatch using VFB, Ipsi, Baseline, and Shuffled seeds, n=64). For all
algorithms, the state transition model (A and W) was held fixed. Sessions selected for
comparison had comparable task settings and neural ensemble sizes. Figure 4.2 A—C shows
examples of the Batch, AKF, and SmoothBatch algorithms' performance in representative
sessions. The evolution of task performance is illustrated with both moving averages (75 trial
window) of percentages of trial outcomes (i.e. success, reach-error, or hold error; upper
panels) and rates of each task event (estimated via binning events in 120 s non-overlapping bins;
lower panels). Each CLDA algorithm was able to improve performance, as evidenced by
increases in success percentages and rates, and corresponding decreases in errors during
adaptation. However, the algorithms differ significantly in how well the subject is able to
maintain performance after adaptation ceases (i.e., when using a fixed decoder). For both the
Batch and SmoothBatch algorithms, the subject readily maintained performance upon fixing the
The Batch and AKF algorithms were not tested in the second subject. Two SmoothBatch
sessions in subject 1 did not have sufficient data with the fixed decoder to assess the postCLDA maintenance of performance, and thus were excluded from our analysis.
1
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Figure 4.2. Comparison of closed-loop BMI performance of three CLDA algorithms (Batch,
Adaptive KF, and SmoothBatch) that operate on different timescales. (A–C) Experimental
performance of these algorithms during representative BMI sessions. Performance was
calculated using both moving averages (75 trial window) of percentages of trial outcomes
(i.e. success, reach-error, or hold error) and rates of each task event (estimated via binning
events in 120 s non-overlapping bins). (D) Percent change in the success rate across all
sessions, sorted by CLDA algorithm. (E) Improvement slope of the success rate for all
sessions, sorted by CLDA algorithm. (F) Number of trials the subject attempted to initiate
(via entering the center target) during the first 10 minutes of CLDA.
decoder. However, for the AKF, task performance (both success percentage and rate) dropped
significantly after CLDA was ceased. Performance changes were assessed in two ways. First, we
compared the maximum success rate during adaptation with the maximum rate during first 15
minutes of using the fixed decoder. Second, we compared the success percentage during the
last 50 trials during adaptation to that of the first 50 trials with the fixed decoder. Figure 4.2D
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depicts the percent change in the success rate for all sessions, sorted by CLDA algorithm.
Batch (n=7) and SmoothBatch (n=64) showed no significant changes in performance (Wilcoxon
paired test, p>0.05). Note that a decoder update occurs between the adapt and fixed portion
for the Batch algorithm, which may explain the slight (though not statistically significant)
increase in performance observed. Only one AKF session had sufficient data with a fixed
decoder to allow for comparison, but this session shows a very large drop in performance.
Success percentages showed identical trends (Batch and SmoothBatch had no significant change;
Wilcoxon paired test, p>0.05; not shown).
The adaptation time-scale also has a significant influence on the rate of performance
improvements. Improvement slopes were quantified by computing the change in success rate
(or percentage) from the start of adaptation to the maximum achieved during adaptation, and
dividing by the time required to achieve that maximum performance. Figure 4.2E shows the
success rate improvement slope for all sessions sorted by CLDA algorithm. SmoothBatch
shows significantly faster improvements than both Batch and AKF algorithms (Kruskal-Wallis
analysis of variance, p<0.05). The AKF improves the slowest, though not significantly slower
that the Batch algorithm. Identical trends were found when comparing percentage-based slope
estimates.
One key aspect of the adaptation time-scale is the frequency with which the subject
sees improvements in performance. This may be particularly important when starting from
limited performance when the subject has little to no ability to control the cursor. For instance,
the Batch algorithm requires the subject to persist in trying to use a poorly performing decoder
for long periods of time, which may cause frustration, lack of motivation, or highly variable user
strategies. By contrast, the AKF and SmoothBatch give the subject feedback more rapidly,
keeping them more engaged in the task and potentially avoiding these user-related
complications that could hinder the algorithm's progress. Subject engagement was assessed by
calculating the number of trials the subject attempted to initiate (via entering the center target)
during the first 10 minutes of CLDA. Here, only sessions with VFB seeds were used to avoid
potential differences due to the initial decoder. Figure 4.2F shows that the subjects initiated
significantly more trials in SmoothBatch sessions than Batch sessions (Kruskal-Wallis analysis of
variance, p<0.05). AKF sessions similarly show more trial initiations, though not significantly
different from Batch or SmoothBatch. This suggests that increasing the frequency of user
feedback can indeed increase user engagement. Increased engagement, in turn, likely
contributes to the CLDA algorithm's ability to improve performance. Together, these analyses
show the importance of the CLDA algorithm time-scale when starting from limited initial
performance.
4.3.2 Selective parameter adaptation
BMI decoding algorithms are often characterized by several different parameters. For instance,
a KF decoder is parameterized by four matrices, {A, W, C, Q}, each with different physical
interpretations within a cursor control BMI system. A and W characterize the state transition
model and represent cursor kinematics, while C and Q form the observation model that
represents the mapping between neural activity and cursor movement. The KF combines these
two models in a recursive algorithm to predict cursor movement, and its confidence in the
models (related to the covariance matrices W and Q) ultimately determines their relative
contributions to the final state estimate via a Kalman gain matrix, K.
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A priori, a KF CLDA algorithm should adapt all four matrices since they all contribute to
the final observed cursor movement. Indeed, previous work with Batch-based KF CLDA
updated all KF parameters (Gilja et al., 2010; Gilja et al., 2012). However, experimental
evidence reveals that repeated adaptation (as is often needed when starting from limited initial
performance) of the full KF model can have negative consequences. In particular, decoded
cursor speed shows marked decreases with each successive update of KF parameters. Analysis
of the matrices across consecutive CLDA updates reveals a clear explanation for this
phenomenon. Figure 4.3A shows the changes (relative to their initial values) in the cursor speed
and norms of the Kalman gain (top), and norms of the KF matrices (transition model, middle;
observation model, bottom) across Batch CLDA sessions where all KF parameters are adapted.
Thick lines show the mean across all sessions (n=9; 4 VFB seeds, 5 Contra seeds), and shading
shows standard error. (Note that not all sessions contained the same number of Batch CLDA
updates.) The mean predicted cursor speed decreased significantly with each CLDA update.
Interestingly, the Kalman gain shows a parallel decrease in amplitude (estimated via the matrix
norm). Inspecting the KF matrices reveals large and rapid decreases in W (by an order of
magnitude over the course of CLDA) and significant increases in C. A and Q matrices, by

Figure 4.3. Advantages of CLDA with selective parameter adaptation for a Kalman filter
decoder. Changes (relative to their initial values) in mean cursor speed and norm of the
Kalman gain (top row), and KF model matrices (middle and bottom rows) across Batch
CLDA sessions. (A) Adaptation of all KF parameters {A, W, C, Q} leads to dramatic
decreases in cursor speed. (B) Selective adaptation of only the KF state observation model
parameters {C, Q} avoids undesirable decreases in cursor speed.
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contrast show no clear trends.
As noted above, the covariance matrix W plays a crucial role in determining the relative
contributions of the state and observation models. Smaller W matrices indicate that the KF is
more confident in its linear state transition model, and thus will give less weight to the neural
data when forming a prediction (reflected by a smaller Kalman gain). We see that the A matrix
of the state transition model does not change significantly, but rather that the confidence in this
model increases with each CLDA update. State transition models in BMIs (and models of
natural arm movements) typically have damped velocity dynamics (Gilja et al., 2010; Gilja et al.,
2012). Thus, decreasing the weight on the system input—the neural data—inherently reduces
cursor speed. As such, the observed decreases in W likely contribute significantly to the cursor
slowing that occurs when all KF parameters are updated.
To test this hypothesis, consecutive Batch updates were performed while holding the
state transition model (A and W) fixed. The speed, Kalman gain, and KF matrices for these
sessions are shown in figure 4.3B (formatting identical to 4.3A; n=19, all VFB seeds). Here, we
see that fixing A and W eliminated cursor slowing. In fact, cursor speeds show a slight increase,
accompanied by small increase in the Kalman gain. Changes in the observation model are similar
to changes in sessions where all matrices were adapted. This selective adaptation improved
performance more successfully than full adaptation because it did not inherently limit cursor
speed.
While all KF matrices contribute to cursor movement, and thus are candidates for
adaptation, it is important to consider their physical interpretations and the system as a whole
before selecting what parameters to adapt. Given that the state transition model represents
cursor kinematics, intuition suggests that the model should not change dramatically. In fact, the
A matrices show little to no change, as expected. However, the cursor movements used for
decoder parameter updates are themselves generated by a KF with kinematics specified by the
decoder. Thus, the KF becomes increasingly confident in its model of cursor movement, driving
decreases in W and corresponding decreases in cursor speed. If we instead interpret the KF as
having a fixed model of cursor kinematics, and only adapt the mapping between the subject's
neural activity and cursor movement, we avoid this problem of recursively refitting a kinematics
model on itself. For this reason, SmoothBatch only modifies the C and Q matrices of the KF.
Similarly, other CLDA algorithms for the KF update only these parameters as well (Li et al.,
2011).
BMI decoders typically contain multiple parameters, and therefore deciding which
parameters to update is an essential design choice for CLDA algorithms. Our experiments have
demonstrated that CLDA algorithms for KF decoders should not adapt the state transition
model parameters, as this leads to reductions in cursor speed and other undesirable effects.
More generally, these results may suggest that it is undesirable to update any decoder
parameters that represent a prior model on movement. Instead, CLDA algorithms should
primarily focus on adapting parameters that represent the mapping between the subject's neural
activity and their intended movements.
4.3.3 Smooth decoder updates
CLDA algorithms typically collect and process real-time data, such as the user's neural activity
and BMI cursor movements, to form parameter updates that will improve performance.
However, occasionally an algorithm may encounter unreliable data that, if not properly
addressed, can have a negative impact on performance. For instance, if the BMI user is
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distracted or not paying attention for a short time during data collection, the parameter
updates formed from that data could be inaccurate. Such unreliable data can be especially
concerning for certain types of CLDA algorithms, such as the Batch algorithm. In these types of
algorithms, new parameter estimates completely overwrite and replace the decoder's current
parameters at every CLDA update. Whenever the algorithm encounters unreliable data,
current decoder parameters are replaced with new, inaccurate estimates, and the BMI user
could struggle to adapt accordingly. One potential solution to this problem is to detect
unreliable data and reject it, using either an automated algorithm or manual supervision.
However, for CLDA algorithms that aim to improve control accuracy when starting from low
performance, most initially collected data is at least to some degree “unreliable”. For example, a
2D BMI cursor's movements can often appear random and not goal-directed when initial
control is severely limited. In these situations, the subject could either be (unsuccessfully)
attempting to control the cursor, or simply distracted and disengaged from the task. Since it is
difficult to distinguish between these cases and reject the unreliable data, a CLDA algorithm has
no choice but to operate on the entire dataset. In addition, since the cursor in this example
may not explore the full workspace, there may not be sufficient variability in the corresponding
collected batch of data to form accurate parameter estimates that could enable cursor control
in all directions.
For CLDA algorithms that aim to operate from limited initial performance, one proven
solution to encountering unreliable data is to perform smooth decoder updates. For instance,
the SmoothBatch algorithm (Chapter 3; Orsborn et al., 2012) is designed to facilitate gradual
updates of parameters, rather than completely overwriting them. SmoothBatch performs a
weighted average of current parameters with new parameter estimates, which helps prevent a
single unreliable batch of data from causing drastic parameter changes that could impede
improvements in performance. If fact, it can be shown that SmoothBatch's update rules can be
formally interpreted as the solutions to the following optimization problems:

C (i )  arg min (1   ) C  Cˆ (i )
C 

Q (i )  arg min (1   ) Q  Qˆ (i )
Q 

where M
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F

2
  C  C (i 1) 
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F
F
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denotes the Frobenius norm of a matrix M, which is defined as:
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(4.3)

The cost functions in (4.1) and (4.2) are designed to meet two competing objectives: producing
updated parameters that are near the batch maximum likelihood estimates, yet still close to the
previous parameter setting. SmoothBatch's update rules therefore achieve a balance of both
objectives that can be adjusted as desired by setting the weighting parameter  [0,1] . For
instance, as   1, the cost functions increasingly penalize deviations from the previous
parameter setting, C (i 1) and Q (i 1) , forcing SmoothBatch to make very smooth parameter
updates. As   0 , the cost functions instead penalize deviations from the Batch parameter
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estimates, Cˆ (i ) and Qˆ (i ) ,. In the special case of   0 , SmoothBatch reduces to the Batch
algorithm:
C (i )  Cˆ (i ) and Q(i )  Qˆ (i )
(4.4)
Therefore, SmoothBatch is effectively a regularized version of the Batch algorithm that directly
aims to achieve smooth parameter updates. When initial BMI performance is limited and
unreliable data is difficult to avoid, CLDA algorithms like SmoothBatch that ensure smoothness
in their parameter updates can avoid large, disruptive parameter changes. By mitigating the
impact of unreliable batches of data on performance, CLDA algorithms with smooth parameter
updates can help ensure that a high level of BMI performance will eventually be reached.
4.3.4 Intuitive CLDA parameters
CLDA parameters refer to the step-sizes, learning rates, and other algorithmic parameters of a
particular CLDA algorithm. The ability of a CLDA algorithm to effectively facilitate BMI
performance improvements will greatly depend on the settings of these CLDA parameters.
Note that these are distinct from decoder parameters such as the KF model matrices {A, W, C,
Q}. A common approach to identifying a favorable setting of algorithmic parameters is to
conduct a rigorous parameter sweep. While this technique works well offline, it is often
infeasible in an online experimental setting, especially if any CLDA parameters lack intuitive
interpretations. If there is no reference for what a parameter's order of magnitude should be,
the parameter test space increases significantly, making a vast parameter sweep time-consuming
or even infeasible. Given the inherent time constraints involved when performing closed-loop
BMI experiments, this approach quickly becomes impractical.
In contrast, designing CLDA parameters with intuitive interpretations can greatly
simplify parameter selection. As an example, the SmoothBatch algorithm's weighting parameter
 is designed to implement a clear and intuitive linear trade-off between achieving the
maximum likelihood estimates of parameters and maintaining the current parameter setting.
Since  is restricted to the range [0, 1], the experimenter can perform a much more focused
parameter sweep in order to identify an appropriate value. In addition, the clear interpretation
of both boundary values helps provide an intuitive feel for the parameter.
As outlined in Chapter 2, SmoothBatch's update rules can also be viewed as
implementing an exponentially-weighted moving average of past maximum likelihood estimates.
Thus, in addition to being a weighting parameter  also has an intuitive interpretation as the
weighting factor of an exponentially-weighted moving average. This alternate formulation
reveals another intuitive parameterization of the algorithm in terms of the batch-size and the
“half-life” of the exponential weighting: {Tb , h} (see Chapter 2 for details). Since the batch
period and the half-life both have units of time, this reparameterization provides yet another
intuitive representation of SmoothBatch's CLDA parameters.
Overall, the multiple interpretations of  and its ability to be reparameterized into the
half-life demonstrate the intuitive nature of SmoothBatch's algorithmic parameters. When a
CLDA algorithm is designed like SmoothBatch to have CLDA parameters with clear and
intuitive interpretations, appropriate values of these parameters will be simpler to choose in an
experimental setting, thereby maximizing the algorithm's ability to rapidly improve closed-loop
performance.
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4.4 Convergence analysis
Ideally, CLDA algorithms should be designed to make the decoder’s parameters converge
rapidly to or maintain values that are optimal for high-performance BMI control. Presumably,
for every decoding algorithm there exist optimal settings of decoder parameters that allow the
user to maximize BMI performance. Since decoder parameters are typically continuous-valued,
it is unrealistic to expect a CLDA algorithm to achieve an optimal parameter setting exactly.
Instead, a CLDA algorithm should aim to make decoder parameters converge close to an
optimal setting. Analyzing the design of a CLDA algorithm with respect to this objective raises
multiple important questions. How close to this optimal setting will decoder parameters
converge? How fast does convergence occur? How do CLDA parameters affect convergence,
and what tradeoffs are inherent in the choices of these parameters? How does the decoder's
seeding method affect convergence? While conducting closed-loop BMI experiments is
ultimately the only definitive way to address these questions conclusively, such experiments are
often lengthy and costly.
Developing a method to predict and analyze the convergence properties of CLDA
algorithms, before testing them experimentally, would greatly facilitate and expedite the CLDA
algorithm design process. While closed-loop simulation methods could potentially be used to
study convergence, these tools have not yet been used for this purpose (Héliot et al., 2010a;
Cunningham et al., 2011). In this section, we explore a novel paradigm—mathematical
convergence analysis under reasonable model assumptions. Using mean-square errors and KL
divergence to quantify a CLDA algorithm's convergence ability, we can analyze how an
algorithm will perform under different settings of its CLDA parameters. To demonstrate the
utility of our analysis, we apply our measures to the SmoothBatch algorithm to make
predictions about and gain insight into its convergence properties. Experimental testing with
two monkeys performing a BMI task across 72 sessions validates the utility of our convergence
measures. These results demonstrate that mathematical convergence analysis is an effective
analytical tool that can ultimately inform the design of CLDA algorithms.
4.4.1 Proposed convergence measures
Each time a CLDA algorithm's update rules are applied, some of the decoder's parameters are
changed. If we consider the evolution of one of these parameters as forming a sequence, we
can then investigate whether this sequence will converge near the corresponding optimal
parameter value. Notationally, we use a superscript ( i ) to denote the ith term in the sequence.
For example,  (0) denotes the initial (seed) value of a parameter  ,  (1) denotes its value after
the first CLDA update, and so on.
Let  * denote the optimal value of some parameter  . To quantify convergence, we
seek some measure of the deviation of  (i ) from  * . One candidate measure is the difference
between the expected value of  (i ) and the optimal value  * :

E  (i )    *

(4.5)
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Intuitively, one might expect that if a CLDA algorithm is effective at improving BMI
performance, then for each decoder parameter  , this difference should tend towards 0 as
more parameter updates are performed:
lim E  (i )    *  0

(4.6)

t 

Despite its simplicity, however, a critical shortcoming of this condition is that it is only a firstorder convergence measure. In other words, it does not provide any measure of the “variance”
of  around  * , which could be very large even if the first-order condition holds. To measure
this variance, we consider the following second-order measure, the (normalized) MeanSquare Error (MSE)2 of a parameter  at update iteration i:

MSE (i ) ( ) 

2
E   (i )   * 

F


*

2

(4.7)

F

Note that in the above definition, the added normalization ensures that MSE ( i ) ( ) is not
affected by the general scaling of the parameter  .
While a highly performing decoder will necessarily have low MSEs, all decoders with the
same MSEs may not necessarily result in the same performance. Because of this problem, we
propose using an additional, more probabilistic convergence measure, KL divergence (KLD),
to support our analysis. Our intuition for using KL divergence is as follows. Let x1N and y1N be
shorthand notation for intended kinematics  xt t 1 and neural activity
N

 yt t 1 , respectively. In
N

addition, let  (i ) and  * represent the set of decoder parameters at update iteration i and the
optimal set of parameters, respectively (and let p ( i ) and p * be the distributions on x1N , y1N





induced by these parameter sets). Then the KL divergence between  and  is:
(i )



KLD( (i ) )  DKL p * || p ( i )

*




p( x1N , y1N |  * ) 
= E log

p( x1N , y1N |  (i ) ) 

= E log p( x1N , y1N |  * )   E log p( x1N , y1N |  (i ) ) 







(4.8)



We have invoked the expectation operator   , because  (i ) is random variable before
conducting a closed-loop CLDA experiment. However, after an experiment has been
conducted, MSE is no longer a random quantity, but rather a sequence (indexed by i) that can
be calculated from the corresponding sequence  (i ) , i  0 (see below for proposed methods
2





of choosing  * ). Therefore, it is important to note that experimental traces of MSEs are
actually just SEs (“squared errors”).
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where we have defined the shorthand notation KLD( (i ) ) . In other words, it is the difference
between the expected log likelihood under the distributions induced by  * and  (i ) ,
respectively. Our intuition for using KL divergence as a convergence measure is as follows: if
KLD( (1) )  KLD( (2) ) for two sets of parameters  1 and  2 , then the averaged probability of





observing x1N , y1N is the same under both  1 and  2 . In other words, the KL divergence has a
probabilistic interpretation of equality that is not present with MSE, our first convergence
measure.
4.4.2 Case study: SmoothBatch algorithm
The convergence measures that we have proposed are general enough to apply to a large class
of decoders and CLDA algorithms. However, to concretely demonstrate the application of
these convergence measures to a real CLDA algorithm, we choose the SmoothBatch algorithm
as a specific example in the sections that follow. SmoothBatch updates the observation model
parameters of a Kalman filter decoder by periodically performing a weighted average of current
parameters with maximum likelihood estimates from a new batch of data (see Chapter 2). The
SmoothBatch algorithm has multiple CLDA parameters—the weighting parameter  , the batch
period Tb , and the half-life h . By using SmoothBatch's parameter update rules and applying our

convergence measures for   C , Q , we can predict the trade-offs inherent in the choices of
these parameters and gain valuable insight into SmoothBatch's convergence properties.
To facilitate our mathematical convergence analysis, we must first make certain model
assumptions. To make our calculations tractable, we will assume that the KF models hold
true—i.e. that there exist underlying matrices {A, W, C, Q} for which the KF equations (2.1) and
(2.2) hold true. Furthermore, we will assume that a KF decoder with its parameters set to
these matrices would allow the user to maximize BMI performance. Accordingly, since these
matrices then effectively represent the optimal parameter setting, we will denote them as {A*,
W*, C*, Q*}. Finally, we will assume that these true, underlying matrices are unchanging over
time.
With these model assumptions, we can apply our convergence measures to analyze the
SmoothBatch algorithm. In the following sections, we focus our attention directly on the results
of our calculations. A full derivation of these results can be found in (Dangi et al., 2013a). Using
the Frobenius matrix norm and evaluating (4.7) for   C , Q by substituting in SmoothBatch's
update rules, we find that SmoothBatch's MSEs for C and Q are of the form:

MSE (i ) (C )   2i 

MSE (Q)   
(i )

2i

C (0)  C *
C

* 2

F

 (1   2i )

F

Q(0)  Q*
Q*

2

2
F

1   fC (Tb )

1   C* 2

(4.9)

F

2
F

 (1   2i )

1   fQ (Tb )

1   Q* 2

(4.10)

F

where fC and fQ denote monotonically decreasing functions of the batch period Tb .
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We can use the same model assumptions to apply our second convergence measure, KL
divergence. For our KF decoder model, we find that the KL divergence between the probability
distributions under  *  C * , Q* and  (i )  C (i ) , Q(i ) to be:









KLD( (i ) )  DKL( p * || p ( i ) )
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(4.11)



where m is the number of rows/columns in Q. M x is defined as M x   x   x  xT where  x and
 x solves the following equation:

 x  AT  x A  W

(4.12)
where A and W are the matrices in the KF state-transition model (see Chapter 2).
Due to the matrix inverses in (4.11) and the particular form of SmoothBatch's update
rules, the KL divergence turns out not to be an ideal measure for predicting SmoothBatch's
convergence properties. As a result, we will instead utilize KL divergence as a secondary
convergence measure to both analyze SmoothBatch's actual experimental performance and
validate predictions derived from our primary measure, MSE. It is important to note, however,
that for other CLDA algorithms with different parameter update rules, KL divergence may
actually be a more tractable measure than MSE, and therefore more useful for predicting
convergence properties.
In the following sections, we further interpret (4.9) and (4.10) to analyze SmoothBatch's
convergence properties and their dependence on the batch period Tb , the weighting parameter
 , the half-life h, and the decoder's initial seeding.
4.4.3 Time evolution of SmoothBatch’s MSE
Since a CLDA algorithm's goal is to make decoder parameters converge close to the optimal
parameter setting, it is critical to determine how close these parameters can get. Can we
expect an algorithm's MSEs to decrease over time to zero, or will they instead settle at nonzero values? If the latter holds true, then how to do choices of the algorithm's CLDA
parameters affect these values? Our convergence analysis allows us to answer these questions
and predict how SmoothBatch's MSEs evolve over time. Rearranging terms in (4.9) we can
express SmoothBatch's MSE for C as:

 C (0)  C * 2

1   fC (Tb )  1   fC (Tb )
F

MSE (C )  




2

1   C* 2  1   C* 2
C*
F
F 
F




 
(i )

2i

 MSEtr ( C )

(4.13)

 MSE ss ( C )
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Our analysis predicts that SmoothBatch's MSE for C can be decomposed into the sum of a
transient term, MSE tr (C ) , that decays as  2i and a steady-state value, MSE ss (C ) , that remains
unchanged over time. The same analysis applies to SmoothBatch's MSE for Q. If the
SmoothBatch algorithm is applied for long enough, the transient terms will decay significantly,
and the steady-state terms will dominate the MSEs. Therefore, our analysis predicts that
SmoothBatch's MSEs for C and Q will settle to non-zero steady-state values:

MSEss (C ) 

1   fC (Tb )

1   C* 2

and MSEss (Q) 

F

1   fQ (Tb )

1   Q* 2

(4.14)

F

From (4.14), we can analyze how SmoothBatch's steady-state MSEs are affected by changes in
its CLDA parameters. For instance, since f c (T b ) and fQ (T b ) are both monotonically
decreasing functions of the batch period Tb , increasing this parameter (for a fixed  ) results in
a decrease of the steady-state MSEs. Similarly, increasing the weighting parameter  (for a
fixed Tb ), or increasing the half-life h (for a fixed  or Tb ) has the same effect. Using these
relationships, we have a principled way to adjust SmoothBatch's CLDA parameters in order to
achieve lower steady-state MSE values. However, as we will see, adjusting these same
parameters also affects another quantity—the transient decay rate.
4.4.4 Rate of Convergence
Although it is desirable for a CLDA algorithm to have low steady-state MSE values, it is equally
important for it to achieve fast rates of convergences. For instance, even if one could design a
CLDA algorithm with zero steady-state MSEs, the algorithm would be useless if its convergence
rate was too slow for a real experiment. Fortunately, the transient terms of SmoothBatch's
MSEs decay as  2i , predicting that these MSEs exhibit exponential convergence to their steadystate values. In order to make this exponential convergence more clear, we can write  2i in
terms of the exponential function, thereby directly casting the transient's decrease over time as
an exponential decay:


1
MSE(i )  exp  2i ln   MSEtr  MSE ss



(4.15)

Note that this equation holds for both C and Q. Moreover, by introducing the batch period Tb
into both the numerator and denominator, and using the fact that the product Tbi corresponds
to the time of the ith CLDA update, we can roughly express MSE directly as a function of the
time t:

1

 2ln 
MSE(i )  exp  
Tb
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(4.16)

.
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From this expression, we observe that by decreasing either  or Tb (while keeping the other
parameter fixed), one can increase the rate of convergence, and therefore allow SmoothBatch
to reach its steady-state MSEs faster. Finally, using the definition of the half-life h in (2.18), we
find that we can also express the rate of convergence as:

 2 ln 2 
MSE (i )  exp  
t   MSEtr  MSE ss
h 


(4.17)

This equation allows us to express the convergence rate solely in terms of h, and predicts that
another way to increase the convergence rate is to simply decrease the half-life. In addition,
from the properties of exponential decay, this result further implies that the time it takes for
the transient MSE to decrease to a certain fraction (e.g., 0.01) of its original value is also
proportional to h. Thus, our analysis predicts that h is directly tied to the convergence rate of
SmoothBatch's MSEs, thereby confirming the notion of the half-life as an intuitive CLDA
parameter as stated in Section 4.3.4.
4.4.5 CLDA parameter trade-offs
The predicted effects of changes to SmoothBatch's CLDA parameters on both the MSE decay
rate and steady-state MSEs are summarized in Table 2. Note that for certain CLDA parameter
changes, the predicted effects are indeterminate or result in no change. Overall, our analysis
predicts that the SmoothBatch algorithm exhibits a trade-off between achieving a faster rate of
convergence and lower steady-state MSEs. In general, increases in SmoothBatch's CLDA
parameters lower its steady-state MSEs, but they also lead to a slower convergence rate,
thereby increasing the total adaptation time required to reach steady-state. The opposite effect
occurs when SmoothBatch's CLDA parameters are decreased.
4.4.6 Effect of decoder seeding
Another important consideration is how decoder initialization affects different aspects of
convergence. Since C (0) and Q (0) represent the initial values of the KF observation model, the
decoder's seeding clearly determines the initial MSEs before any closed-loop decoder

Table 4.2. Summary of the predicted effects of changes to SmoothBatch’s CLDA
parameters on the transient MSE decay rate and steady-state MSEs.
increasing this
CLDA
parameter



while
holding
this fixed
Tb
h

Tb



h

h
 or Tb

has the following effect on
transient MSE
steady-state
decay rate
MSEs
Decrease
Decrease
No change
Indeterminate
Decrease
Decrease
No change
Indeterminate
decrease
Decrease
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adaptation has been performed:

MSE(0) (C ) 

C (0)  C *
C

* 2

2
F

and MSE(0) (Q) 

F

Q(0)  Q*
* 2

Q

2
F

(4.18)

F

However, C (0) and Q(0) do not appear in any of our expressions for either the rate of
convergence or the steady-state MSEs. Therefore our analysis predicts that the decoder's
seeding method does not affect either of these two quantities3. Since the steady-state MSE is a
measure of the deviation of parameters from the optimal parameter setting—which in turn
relates directly to performance—our convergence analysis predicts that the decoder's initial
seeding should not affect the level of performance achievable using the SmoothBatch algorithm.
4.4.7 Improving the SmoothBatch algorithm
Our analysis of the SmoothBatch algorithm has predicted a key trade-off between the
convergence rate and the steady-state MSEs. However, with our new understanding of how
SmoothBatch's CLDA parameters affect its convergence properties, we may be able to reengineer the algorithm to overcome this seemingly fundamental limitation, and further improve
the algorithm's performance. Specifically, we would like to modify SmoothBatch to achieve
lower steady-state MSEs without significantly sacrificing the convergence rate. We propose
allowing CLDA parameters to vary in time. Since the seed decoder's parameters may initially be
far from their optimal setting, one could perform aggressive adaptation early to make large
parameter updates that bring the parameters into the right “ballpark”. However, as decoder
parameters near their optimal values, more fine-tuned adaptation could be used to avoid
potentially disruptive large parameter updates.
We propose using a time-varying version of SmoothBatch's  parameter, where
(i )
  1 as i increases so that parameter updates become smoother as time progresses. Letting
   (1) and choosing a decay factor   1 , our proposed method for increasing  (i ) over time
is to make (1   ( i ) ) decay exponentially as i increases:
1   (i )   i 1 (1   )

(4.19)

Rearranging terms, we therefore propose the following systematic method for increasing  ( i )
over time:

 (i )  1   i 1 (1   ),

 1

(4.20)

3

Note that the seeding method can still affect the total time to achieve convergence—for
example, the time required for the transient MSEs to decay below a certain level—but our
analysis predicts that it will not affect the rate at which the transient MSEs decay.
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Figure 4.4 illustrates the predicted effects of implementing a time-varying weighting parameter
for an example case where Tb =80 s and  =0.63. The decay factor  governs the rate at which
the weighting parameter will increase over time (Figure 4.4A). As closed-loop decoder
adaptation is performed, the transient MSEs are predicted to decay differently depending on 
(Figure 4.4B, log-scale). For standard SmoothBatch (   1 ), the transient MSEs decay
exponentially to zero, but when  ( i ) is time-varying (   1 ), they decay at slightly slower rates.
If  ( i ) is increased too quickly (e.g.,   0.8 ), lower steady-state MSEs are achieved (Figure
4.4C), but the transient MSEs no longer decay to zero (i.e., they are no longer “transient”).
However, when the weighting parameter is increased at an appropriate rate (e.g.,   0.9 ), a
significant, order-of-magnitude reduction in the steady-state MSEs can be achieved with very
little difference in how the transient MSEs decay. In other words, our analysis predicts that with
appropriate increases in the weighting parameter over time, we can overcome SmoothBatch's

Figure 4.4. Improving the SmoothBatch CLDA algorithm by using a time-varying 
parameter. (A) Trajectory of the weighting parameter over time for different values of
the decay factor  . (B) Predicted decay of the transient MSEs over time as closed-loop
decoder adaptation is performed. (C) Predicted magnitude of the steady-state MSEs,
relative to standard SmoothBatch, after 40 minutes of adaptation has been performed. For
  0.9 , a significant reduction in the steady-state MSEs can be achieved with very little
difference in how the transient MSEs decay. The batch period and the initial value of 
were set to Tb = 80 s and  (1) = 0.63 (corresponding to h  2 minutes) for this example.
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seemingly fundamental tradeoff, and achieve lower steady-state MSEs without significantly
sacrificing the convergence rate.
4.4.8 Experimental validation
To test our convergence predictions, we evaluated the performance of the SmoothBatch
algorithm by conducting closed-loop experiments with two non-human primates performing a
center-out task across 72 sessions.
The MSE and KLD measures assume the existence of optimal matrices C * and Q* . Since
these matrices are unknown, evaluating our convergence measures for experimental data
requires estimating them. Given that the optimal matrices are defined to be those which
facilitate maximal performance, we approximated C * and Q* based on the subject's behavioral
performance. Specifically, C * and Q* were set as the average of all C and Q matrices where the
subject's performance exceeded a certain threshold, defined as 85% of the maximum
performance achieved during SmoothBatch adaptation. Choosing C * and Q* in this way helps
mitigate effects of behavioral variability, such as those caused by changes in subject motivation.
Performance was estimated using the success rate, which was calculated using 60-second nonoverlapping bins. Another candidate method for estimating the optimal matrices consisted of
simply choosing the C and Q matrices that resulted in maximum performance during the
session. The calculated empirical MSEs and KLDs and the resulting analytical conclusions were
very similar with both methods.
Experimental traces of MSEs were fit with exponential functions to estimate their decay
rate. Because steady-state MSEs must be positive, they were estimated from the data as the
mean of MSEs for the last 20% of the time-series. The data were fit to the following function:

MSEtr (t )  MSE ss  a1e a2t

(4.21)

using an unconstrained nonlinear minimization function (MATLAB's fminsearch) to minimize the
squared error. Other methods of exponential fitting, including explicitly constraining MSE ss  0
produced similar results. Experimental data occasionally showed variability during early
SmoothBatch adaptation. Fits were calculated using data from the maximum squared errors
(observed within the first half of adaptation) to the end of adaptation. Typically, this procedure
removed a very limited number of data points (mean: 1.15, standard deviation: 1.57, median: 0).
Exponential fitting of KLD traces was performed in the same way, and similar approaches were
used to fit linear functions (with offset and slope parameters) to the data for comparison.
Figure 4.5 shows empirical traces of MSEs and the KLD, along with their exponential fits,
for a sample session (see Appendix for details on the fitting procedure). As predicted by our
convergence analysis, the MSEs indeed appear to decay exponentially and eventually settle to
non-zero steady-state values. Across all sessions, exponential functions fit these traces more
accurately than linear functions. The average squared-error for exponential fits to traces of
both MSEs and KLD were significantly smaller than for linear fits (Wilcoxon paired test, p<10-6).
Next, we analyzed the relationships between different settings of SmoothBatch's CLDA
parameters and the corresponding empirically fit MSE decay rates and steady-state MSEs. Table
4.2 summarizes the predicted relationships for all of SmoothBatch's CLDA parameters. To
simplify the results presented here, we focus only on the weighting parameter  . We restrict
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Figure 4.5. Exponential decay of transient MSEs. Experimental traces of MSEs (A and B)
and KLD (C), along with their exponential fits, for a session in which SmoothBatch was
performed after VFB seeding.
our analysis to sessions with 1) more than one data point for a given  and with 2) the same
seeding condition (VFB), to isolate effects caused only  (n = 29). As predicted by our
convergence analysis, MSE decay rates are negatively correlated with  for both C (r = -0.37; p
< 0.05) and Q (r = -0.27; p = 0.15) (Figure 4.6A—B). In addition, steady-state MSE values are
negatively correlated with  for both C (r = -0.50; p < 0.05) and Q (r = -0.33; p = 0.08), further
confirming the predictions derived from our convergence analysis (Figure 4.6D—E). Decay
rates and steady-state values of KLDs showed similar correlations with  as MSEs (Figure 4.6C,
F).
Finally, we tested the prediction that the decoder's initial seeding method should not
affect either the MSE decay rate or the steady-state MSEs. Figure 4.7 shows the decay rates
(top row) and steady-state values (bottom row) for MSE(C ) (left) and MSE(Q) (middle), and
KLD (right), separated by seeding condition. We restrict our analysis to sessions with the same
value of  to isolate effects of initialization (60 sessions total; VFB, n = 22; Baseline, n = 17;
Shuffled, n = 11; Ipsi, n = 8; Contra, n = 2). Bars indicate the mean, error bars show standard
error of the mean, and points show individual session data. A Kruskal-Wallis analysis of variance
reveals some statistically significant differences (indicated on the figure) in decay rates and
steady-state values. However, no seeding conditions show consistent differences across any of
the KF measures or convergence properties. Consistent with this result, our work in Chapter 3
comparing behavioral improvements across seeding conditions revealed no significant
differences across seeding conditions. Specifically, all sessions reached similar final performance,
and the time required to achieve maximum performance did not depend on the decoder's
initialization.

4.5 Discussion
Closed-loop decoder adaptation is a powerful paradigm for rapidly improving online BMI
performance. In this chapter, we have established a general framework for the design and
analysis of CLDA algorithms. We first identified a core set of design considerations that
frequently arise when designing CLDA algorithms. We explored the consequences of choosing
different time-scales of adaptation, motivated the idea of selective parameter adaptation,
illustrated the need for performing smooth parameter updates, and stressed the importance of
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Figure 4.6. Empirically-found relationships between SmoothBatch’s  CLDA parameter and
different aspects of convergence. (A–C) Experimental decay rates of MSEs (A and B) and
KLD (C), plotted vs. the weighting parameter  across all sessions with VFB seeding. (D–
F) Experimental steady-state values of MSEs (D and E) and KLD (F), plotted vs. the
weighting parameter  across all sessions with VFB seeding.
having intuitive CLDA parameters. We then introduced mathematical convergence analysis as
an effective design tool for predicting the convergence properties of a prototype CLDA
algorithm before conducting closed-loop experiments. Using the SmoothBatch algorithm
(Chapter 3 and Orsborn et al., 2012) as our case study, we demonstrated the ability to predict
how CLDA parameters affect different aspects of convergence, and understand the resulting
tradeoffs that are inherent in the choices of these parameters. We also characterized the
effects of adjusting SmoothBatch's CLDA parameters, and found that the algorithm exhibits a
seemingly fundamental tradeoff between the rate of convergence and the steady-state MSEs. By
allowing for a time-varying weighting parameter, we found that we can achieve significantly
lower MSEs with very little sacrificing of the rate of convergence. Although we demonstrated
the utility of our convergence analysis using SmoothBatch as a particular example, our methods
can be generally applied to a large class of other decoders and CLDA algorithms.
CLDA algorithms can operate on a variety of different decoders and can have different
underlying goals, which may influence important aspects of their design. In clinical situations
where motor deficits prevent patients from enacting the types of natural movements often used
to seed the decoder, other methods of decoder initialization must be used (e.g., visual feedback
seedings) that may result in low initial performance. The SmoothBatch algorithm has been
demonstrated to achieve high-performance BMIs in these settings (Chapter 3 and Orsborn et
al., 2012). CLDA algorithms that aim to achieve different goals may differ from SmoothBatch in
important aspects of their design. For instance, while SmoothBatch has been demonstrated to
rapidly improve performance when operating on an intermediate time-scale of adaptation, a
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Figure 4.7. Effect of the decoder’s seeding method on convergence. Experimentally
observed decay rates (A–C) and steady-state values (D–F) for MSE(C), MSE(Q), and KLD,
separated by seeding condition.
longer time-scale may be more appropriate for other algorithms with a different CLDA focus.
As an example, Gilja et al. used batch maximum likelihood estimates of parameters to adapt a
KF decoder. Using decoders seeded from contralateral arm movements and BMI performed
during overt arm movements, subjects attained greater than 90% performance with the seed
decoder in a center-out task. As a result, a single CLDA update formed from a 10-15 min batch
of collected data was sufficient to achieve a significant improvement in reach kinematics (Gilja et
al., 2010; Gilja et al., 2012). However, when attempting to improve performance from
unfavorable seedings, such a large batch period would be counterproductive—it would force
the BMI user to persist for a long time with what might be a poorly performing decoder, and
thus would likely reduce subject engagement in the task. Therefore, a single update of decoder
parameters would likely not achieve significant performance improvements. Instead, high
performance in this case could only be achieved either by performing multiple CLDA updates
or holding the decoder fixed long enough to facilitate the emergence of a stable motor memory
(Ganguly and Carmena, 2009).
Different types of CLDA training signals may also be more appropriate for other CLDA
algorithms. Li et al. recently developed a CLDA algorithm for a KF decoder that aims to
maintain long-term BMI control accuracy using an adaptive method of self-training updates (Li et
al., 2011). Unlike SmoothBatch, Li et al.'s algorithm used overt arm movements to seed the
decoder and was designed to sustain the accuracy of already high-performing decoders by
adapting to neuronal plasticity and instability in neural recordings. As a result, Li et al.'s
algorithm was able to directly use a Kalman smoothed version of decoder outputs as its training
signal (it does not need to estimate the user's “intended kinematics”). In contrast, when
SmoothBatch is used to improve performance from poor decoder seedings, the initial decoded
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cursor outputs are naturally a poor reflection of the user's intended kinematics, and therefore
Kalman smoothing would not be an effective training signal4.
Despite differences in the operation and goals of CLDA algorithms, some design
elements are still likely to be shared in common by many CLDA algorithms. For example,
despite its vastly different purpose, Li et al.'s algorithm maintains the property of selective
decoder adaptation like SmoothBatch and does not adapt the KF's transition model parameters.
Many algorithms are also designed in one way or another to have smooth decoder updates.
Taylor et al. developed a CLDA algorithm for a PVA decoder in which the next set of decoder
weights was determined from a corrected version of the current weights along with past
weights that resulted in good performance (Taylor et al., 2002). Gage et al. estimated new KF
parameters using a trial-by-trial sliding block of data, thus naturally allowing for smoothness
across successive estimates (Gage et al., 2005). Li et al.’s algorithm also achieved smooth
updates, albeit in a characteristically different way, by endowing decoder parameters with
probability distributions and updating them using Bayesian regression updates.
Closed-loop decoder adaptation should synergize well with previous results that have
demonstrated the importance of neural plasticity in the BMI learning process (Taylor et al.,
2002; Carmena et al., 2003; Jarosiewicz et al., 2008; Ganguly and Carmena, 2009; Ganguly et al.,
2011; Koralek et al., 2012). With respect to the learning and retention of neuroprosthetic skill,
a study by Ganguly and Carmena demonstrated the importance of a stable neural map (Ganguly
and Carmena, 2009). Some studies may have misinterpreted these results—for instance,
contrary to Li et al.'s representation of these results, Ganguly and Carmena did not assert that
a fixed decoder may be sufficient for long-term control accuracy (Li et al., 2011). Rather, they
showed that a “stable circuit”, consisting of a fixed decoder and stable neurons, can facilitate
the development of a stable neural map of the decoder that enables performance
improvements, can be readily recalled across days, and is robust to interference from a second
learned map. However, even if CLDA is used to achieve initial rapid gains in performance, it is
likely that subsequent fixing of decoder parameters could still allow the formation of such a
stable map. We explore the possibility of leveraging CLDA and neural adaptation in Chapter 5.
While our convergence predictions are consistent with our experimental results, we
still find some variability in our results that is not accounted for by our analysis. For instance,
calculating convergence measures from experimental data requires explicit assumptions that
could introduce variability. As an example, the true underlying mapping between the observed
neural firing rates yt and the kinematic state xt of the cursor is unlikely to be exactly linear
with additive Gaussian noise. Existing work does suggest that incorporating nonlinearities into
the KF could be beneficial (Li et al., 2009), and that CLDA can be successfully used with this
decoding framework (Li et al., 2011). Exploring system nonlinearities may, then, be a fruitful
avenue for future research. However, we feel the design principles highlighted in this study of
linear decoders will likely translate to nonlinear applications. Indeed, our findings regarding
selective adaptation of KF matrices are consistent with the approach used by Li et al. using a
non-linear KF.
Despite the aforementioned variability, all of our data show clear trends consistent with
our convergence analysis predictions (e.g., the signs of all calculated correlations are consistent
with our predictions). Indeed, the goal of our convergence analysis is not to predict the exact
4

In experiments using SmoothBatch, we instead used Gilja et al.'s method for estimating
intended cursor kinematics (Gilja et al., 2010; Gilja et al., 2012).
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value of the MSEs of different decoder parameters. Instead, what we are more interested in is
finding the general form of the MSEs, in order to understand both how they evolve over time
and how they are affected by CLDA parameters (like SmoothBatch's  , Tb , and h).
Furthermore, our methods should not only be able to evaluate a wide range of existing CLDA
algorithms, but also provide insights into ways of improving these algorithms. Our convergence
analysis techniques accomplish these goals, thus demonstrating that they can be an effective
analytical tool for evaluating and informing CLDA algorithm design.
Overall, our CLDA design principles and convergence analysis techniques will help us
design the next generation of CLDA algorithms for BMI systems. Combined with neural
plasticity, closed-loop decoder adaptation will serve as a powerful paradigm for rapidly
achieving reliable and proficient neuroprosthetic control.
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Chapter 5:
Combining neural and decoder adaptation to provide skillful,
robust BMI performance
In Chapters 3 and 4, we showed that closed-loop decoder adaptation has great promise as a
way to reliably improve BMI performance. In closed-loop, BMI performance is ultimately
determined by collaboration between the brain and decoder. Adaptation of both
components—brain and decoder—may be important for providing high-performance BMIs that
can be maintained long-term. Here, we explore the feasibility and potential advantages of
leveraging these two learners in BMIs. Helene Moorman, Simon Overduin, and Jose M.
Carmena contributed to this work.

5.1 Introduction
Brain-machine interfaces (BMIs) create novel functional circuits for action that are distinct from
the natural motor system (Carmena, 2013). Motor BMIs map recorded neural activity into a
control signal for an actuator via an algorithm (the "decoder"). Feedback of the actuator
movement creates a closed-loop system, allowing the user to modify their behavior in a goaldirected way. Many studies have found that the relationship between neural activity and
movement changes substantially between natural movements and BMI control (Taylor et al.,
2002; Carmena et al., 2003; Ganguly and Carmena, 2009; Ganguly et al., 2011). These changes
are likely due in part to key differences between the natural motor and BMI systems, such as
different sensory feedback (Suminski et al., 2009; 2010). Increasing evidence also shows that
neural activity changes in closed-loop BMI control are related to volitional control of neural
activity facilitated by biofeedback (Fetz et al., 2007; Ganguly and Carmena, 2009; Green and
Kalaska, 2010; Koralek et al., 2012; Wander et al., 2013).
In closed-loop BMI, biofeedback can facilitate subject learning and substantial
performance improvements (Taylor et al., 2002; Carmena et al., 2003; Musallam et al., 2004;
Ganguly and Carmena 2009). Moreover, learning to control a BMI can induce neuroplasticity in
cortical (Taylor et al., 2002; Carmena et al., 2003; Jarosiewicz et al., 2008; Ganguly and
Carmena, 2009; Ganguly et al., 2011; Chase et al., 2012; Hwang et al., 2013; Wander et al.,
2013) and corticostriatal (Koralek et al., 2012, 2013) networks. Plasticity has also been
associated with the formation of decoder-specific patterns of cortical activity with respect to
movement (a "cortical map") with properties akin to a memory trace (Ganguly and Carmena,
2009). These cortical maps are highly stable, rapidly recalled, and—once formed—are resistant
to interference from learning other BMI decoders. BMI learning has also been shown to involve
corticostriatal networks, even in the absence of overt movements (Koralek et al., 2012),
suggesting that this learning may engage networks similar to those of natural motor skill
learning. Growing evidence also suggests that learning may facilitate the formation of BMIspecific control networks. Learning-related changes in cortical (Ganguly et al., 2011) and
corticostriatal plasticity (Koralek et al., 2013) show specificity for BMI control neurons. The
development of skilled BMI control has also been associated with reduced cognitive effort,
linked to the formation of a control network distributed broadly across cortex (Wander et al.,
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2013). Together, this body of work suggests that neuroplasticity may facilitate skilled BMI
performance by creating a specialized BMI control networks that allow robust and natural
control.
The robust, skilled control attained via neuroplasticity may be particularly useful for
neuroprosthetic applications, but several factors may limit the feasibility of such learning in realworld systems. In particular, cortical map formation has been shown to be sensitive to the
details of the BMI system, such as the neurons input into the decoder and decoder parameters.
Training new decoders regularly, even with the same neural ensemble, eliminated cortical map
formation and the associated performance improvements. After a decoder was learned,
removing units from the BMI ensemble also led to significantly reduced performance (Ganguly
and Carmena, 2009). Consistent with these findings, studies tracking subjects’ performance for
weeks to months using daily decoder retraining and non-stable neural ensembles show day-today variability in performance (Taylor et al., 2002; Carmena et al., 2003; Musallam et al., 2004;
Collinger et al., 2012; Gilja et al., 2012). Maintaining well-isolated, highly stable neural activity
for the multi-year lifespan of a neuroprosthesis, however, is infeasible with existing recording
techniques. The ultimate utility of neuroplasticity in these settings is thus uncertain.
Learning's sensitivity to changes in the BMI system highlights the fact that closed-loop
BMI performance is determined by collaboration between the brain and decoding algorithm.
Much as neural adaptation has been shown to improve performance, recent work shows the
potential promise of adaptive decoders. Closed-loop decoder adaptation (CLDA)—
modification of decoder parameters based on closed-loop performance (Dangi et al., 2013a)—
has been shown to reliably improve performance (Taylor et al., 2002; Li et al., 2011; Gilja et al.,
2012; Orsborn et al., 2012; Jarosiewicz et al., 2013). CLDA may be particularly useful for
compensating for non-stationary neural recordings (Li et al., 2011), and has been shown to
produce high-performance BMI control for many months independently of stationary neural
recordings (Gilja et al., 2012). Decoder adaptation could potentially be used to facilitate and
maintain learning in the presence of changing neural inputs to the BMI. However, relatively little
is known about how neural and decoder adaptation might interact, and whether cortical maps
can form and be maintained in such a two-learner system. Changing decoder parameters could,
for instance, create a "moving target" that disrupts formation of stable neural solutions. Early
work shows that neural plasticity can occur alongside adaptive decoders (Taylor et al., 2002),
but the formation of stable, rapidly recalled cortical maps and BMI-specialized neural circuits in
two-learner systems has yet to be explored.
Beyond changes in neural recordings, real-world neuroprostheses must also be robust
to changes in control context. Much like our natural limbs, neuroprostheses will ultimately be
used for a myriad of behaviors and in coordination with existing motor and cognitive functions.
Tasks that activate cortical areas near or overlapping with those used for BMI control,
however, may cause significant performance disruptions. BMI learning and control to-date has
solely been studied when subjects control a BMI isolated from other tasks. Learning and
associated cortical map formation might be critical for achieving performance that can transfer
across contexts.
In this chapter we explore the use of decoder adaptation to shape neural adaptation and
maintain BMI performance. We explore combined decoder and neural adaptation in two
scenarios relevant for real-world neuroprostheses: 1) non-stationary recorded neural activity,
and 2) in changing control contexts. Two non-human primates controlled a two-dimensional
cursor using neural activity from chronically implanted arrays in motor cortices in the absence
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of overt arm movements. The stability of the neural inputs to the BMI were relaxed by using
multi-unit and/or channel-level activity, and the population of units contributing to the decoder
was intermittently changed over time. CLDA was used to both improve initial performance of
the decoder, and to maintain performance in the presence of non-stationary recordings. We
asked whether skilled performance with an underlying neural representation would develop in
such a system, and explored the interaction between neural and decoder adaptation. To further
test the formation of skilled control in this two-learner system and explore the potential
benefits of such skill, we then studied BMI control in a simultaneous BMI and native arm control
task. Our findings suggest that leveraging both neural and decoder adaptation may be important
for achieving robust, flexible neuroprosthetic control that can be maintained long-term.

5.2 Methods
To explore whether beneficial neuroplasticity and cortical map formation occurs in a twolearner BMI system, we developed a neuroprosthetic training paradigm to exploit both neural
and decoder adaptation (Figure 5.1A). Our approach used infrequent and minimal closed-loop
decoder adaptation (CLDA; Figure 5.1B), interspersed with long periods of stable decoders.
CLDA was used on day 1 to improve initial closed-loop performance. Subsequent practice with
a stable decoder provided the opportunity for neural adaptation and skill consolidation. In the
event of performance drops, or shifts in the recorded neural activity (e.g. a unit contributing to
the decoder is lost), brief periods of CLDA were used to adjust the decoder. These
adjustments modified the existing decoder parameters, or changed the units contributing to the
decoder by swapping new units in place of lost units (see below).
We implemented our CLDA method in two non-human primates performing a 2dimensional self-paced delayed center-out reaching task under neuroprosthetic control (Figure
5.1C-E, see section 5.2.3.1 below). Subjects were first trained to perform the task with their
native arm (manual control, MC) in an exoskeleton. In BMI, both monkeys performed the BMI
task irrespective of overt native arm movement; their arms were positioned outside of the task
workspace used for MC. BMI control was implemented with a position-velocity Kalman Filter
(KF) controlled with small ensembles of channel-level activity or multi-unit activity (hereafter all
referred to as a unit). Initial decoders were typically trained using passive observation of cursor
movements (see section 5.2.5). CLDA was performed using the SmoothBatch (Chapter 2 and
Orsborn et al., 2012) or Re-FIT (Gilja et al., 2012) algorithm for monkeys J and S, respectively.
While these CLDA methods are capable of providing high-performance decoders using decoder
adaptation alone, initial CLDA was typically performed just until the subject was able to
successfully navigate the cursor across the workspace. This allowed ample room for
improvement driven by neural adaptation. However the degree of initial adaptation varied
across series. This variability was used to explore interactions between neural and decoder
adaptation. Methods are described in detail below.
5.2.1 Surgical procedures
Two male rhesus macaques (Macaca mulatta) were chronically implanted with arrays of 128
Teflon-coated tungsten microwire electrodes (35μm diameter, 500 μm spacing, 8 x 16
configuration; CD Neural Engineering, Durham, North Carolina, USA). Arrays were implanted
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Figure 5.1. Experimental setup. (A) Two-learner paradigm for decoder training and
performance maintenance. Each series began with an initial decoder, typically trained using
visual observation of cursor movements. CLDA was performed on day 1 to improve
performance. After initial CLDA, the decoder was held fixed. In the event recorded units in
the BMI decoder shifted (e.g. unit lost) or performance dropped, brief periods of CLDA
were performed. (B) Schematic illustration of closed-loop decoder adaptation (CLDA).
CLDA modifies the decoder parameters during closed-loop BMI control. The closed-loop
BMI system is illustrated in grey; decoder modification is shown in red. We used a
supervised CLDA algorithm that updates decoder parameters using information about the
task goal's to infer subject intention. (C and D) Two monkeys were trained to perform a
2-dimensional self-paced, delayed center-out movement task in both manual control (C)
61

and brain control (D). In brain control, the subject’s arm was confined within a primate
chair. (E) Timeline of the center-out task. Movements were self-paced, and subjects
initiated a reach by entering the center target.
bilaterally targeting the hand area of the primary motor cortex (M1). Implant localization was
performed using stereotactic coordinates from neuroanatomical atlases of the rhesus macaque
brain (Paxinos, 2000). Implant depth was chosen to target layer 5 pyramidal tract neurons and
was typically 2.5 - 3 mm, guided by stereotactic coordinates. All procedures were conducted in
compliance with the National Institutes of Health Guide for the Care and Use of Laboratory
Animals and were approved by the University of California, Berkeley Institutional Animal Care
and Use Committee.
5.2.2 Electrophysiology
Neural activity was recorded using a 128-channel MAP system (Plexon, Inc., Dallas, TX, USA).
For this study, multi-unit (monkey S) and channel-level (monkey J) activity was used. Multi-unit
activity was sorted prior to beginning recording sessions using an online sorting application
(Sort Client, Plexon, Inc.). Channel-level activity (Chestek et al., 2011) was defined using Sort
Client's auto-threshold procedure to set each channel threshold to 5.5-standard deviations
from the mean signal amplitude. Thresholds were set at the beginning of each session based on
1-2min of neural activity recorded as the animal sat quietly (i.e. not performing a behavioral
task). After defining channel thresholds, the online sorting client was used to define unit
templates. Templates were typically defined that captured all threshold crossings. In the rare
event that channel-level activity showed clearly separable units that could not be adequately
captured in a single sorting template, the channel was split into two units. The use of templates
allowed for real-time rejection of non-neuronal artifacts during BMI sessions.
5.2.3 Behavioral tasks and training
5.2.3.1 Center-out task
Subjects performed a self-paced delayed center-out reaching task, as previously described in
Chapter 3 and Orsborn et al., 2012 (Figure 5.1C-E). Briefly, trials were initiated by moving to
the center target. Upon entering the center, one of eight peripheral targets appeared. After a
brief hold, a go-cue (center target changing color) signaled the subject to initiate a reach to the
peripheral target. A successful reach required acquiring the target within a specified time-limit
and holding the cursor at the target for a brief hold period, and was rewarded with a liquid
reward. Failing to reach the target in time, or leaving the target before the hold duration
resulted in an error, and the trial was repeated. Subjects had to actively return the cursor to
the center to initialize new trials after success or failure. Holds were enforced by requiring the
cursor to remain within the target for the full hold duration after entering.
Target directions were presented in a blocked pseudo-randomized order. Targets were
circular with a 1.2 - 1.7cm radius uniformly distributed around a 13cm (Monkey J) or 14cm
(Monkey S) diameter circle. In BMI, center and target holds were 250 - 400ms, and subjects had
3-10s to complete the reach. Subjects were over-trained in the center-out task performed with
arm movements (manual control; MC) before starting BMI. In MC, the subject’s arm moved in a
KINARM exoskeleton (BKIN Technologies, Kingston, ON) which restricted movements to the
horizontal plane (Figure 5.1C).
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5.2.3.2 BMI-force simultaneous control (BMI-SC)
The simultaneous control task (Figure 5.8 A-B) required monkey J to perform an isometric
force generation task with his arm at the same time as performing a center-out task under BMI
control. A force sensor (Measurement Specialties, Inc., Hampton, VA) was placed within the
primate behavioral chair near the hand's natural resting position. The force registered by the
sensor was mapped to the size of a circular cursor on the display ("force cursor"), such that
larger applied forces increased the diameter of the cursor. The thickness of the ring denoted an
acceptable range of applied force. A trial began with the appearance of a circular ring (the
"force target"), signaling the magnitude of force to apply. The subject then initiated trials by
acquiring the force target. Upon entering the force target, the BMI cursor and center target
appeared, allowing the subject to initialize a center-out reach with the BMI cursor (as described
above). If at any time the subject applied forces outside of the target range, an error occurred,
causing the BMI cursor and task to disappear and the trail to be repeated. This enforced that
the subject simultaneously control both the applied force and BMI cursor. The force target and
cursor were co-localized with the center target, as illustrated in Figure 5.8A. One force target
(2N +/- 1N) was used. Due to the task difficulty, center-out task difficulty was reduced, using
targets of 1.4cm radius, and trials with 100ms hold times and 10s reach time-limits. Because
hold settings can influence cursor kinematics in BMI (see for instance Gilja et al., 2012
supplemental materials), we focus primarily on comparison of task-level metrics (percent
correct trials and success rate; see section 5.2.6 below) between BMI-only and BMI-SC
performance.
One subject (monkey J) performed the BMI-SC task. He was initially trained to perform
the isometric force generation task in isolation, and was well-trained in this task before
beginning BMI-SC. He also performed blocks of interleaved force-only and BMI-only for training
purposes prior to beginning BMI-SC sessions. BMI-SC was tested intermittently throughout the
course of BMI-only learning series (i.e. practice in BMI-only with a particular decoder or CLDAmodifications thereof). On days when BMI-SC was tested, the subject typically performed BMIonly and BMI-SC in a block structure (A-B-A). Monkey J performed the force task with his right
arm. BMI decoders for BMI-SC sessions were driven by neural activity primarily from the
contralateral (left) hemisphere (15 - 16 units contralateral, of 16-17 units; 4 of 5 series included
a single ipsilateral unit, while one series comprised entirely contralateral units).
5.2.4 BMI algorithms
Real-time BMI control was implemented using a position-velocity Kalman Filter as described in
Chapter 2. Neural input to the KF (yt) was defined as the firing rate of BMI units, estimated in
non-overlapping 100ms bins. BMI ensembles typically included tens of units (range: 11-23, mean
and mode: 16).
For monkey J who performed BMI with channel-level activity, channel firing rates were
scaled (mean subtracted, multiplied by a scaling factor) before input into the KF to compensate
for day-to-day variability in channels' statistical properties (see below). As described in section
5.2.2, channel-level activity was defined as all activity crossing a threshold. The thresholds for
each channel were set on a daily basis to account for possible changes in channels over time.
This procedure, however, may also introduce variability in the categorization of neural activity.
For instance, even if a channel's recordings remained highly stable, small differences in threshold
over days (due to variability inherent in estimating channel statistics) would result in slightly
different firing statistics each day. Indeed, while channel-level activity was often quite stable in
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waveforms and tuning properties (see Figure 5.5), we found that many channels exhibited dayto-day variability in mean firing rates.
This variability can severely impact BMI performance with a fixed decoder. The KF
models units' baseline firing rates (via the offset state in equation (2.10)) and modulation depths.
If a unit’s baseline firing rate changes, it results in an "offset" cursor velocity and position in BMI
control. That is, a unit resting at baseline produces cursor movement, rather than mapping to
no movements. These offset velocities and/or positions can be very difficult for subjects to
overcome, and often produce cursors that cannot effectively navigate across the workspace.
We developed a normalization procedure to compensate for day-to-day variability in
the firing rate statistics at the channel level. This procedure operates under the assumption that
the underlying neural activity has similar directional tuning properties over days, and that
variability in the firing rate statistics (mean and standard deviation) are caused by fluctuations in
channel thresholds and/or the distribution of neurons contributing to the channel activity. Thus,
the goal was to scale the channel firing rates such that they maintained similar statistics each
day. This scaling was performed on firing rates before they were input to the KF. The scaling is
defined as:
(5.1)
Where
represents the channel's firing rate (a function of time t) on day d, and
is the
scaled firing rate.
and
represent the firing rate mean and standard-deviation, estimated
on day d, and
is the standard-deviation estimated on day 1. This transform scales the firing
rates such that they are approximately zero-mean, and have a standard deviation of each day
(though see below).
Transform parameters { , } were estimated on day 1 using data collected for
decoder initialization. Each day, { , } was estimated during an initial block of the same type.
For instance, in series where the initial decoder was trained using visual observation of cursor
movement (VFB; see below and Chapter 3), channel means and standard deviations were
estimated each day with a block of VFB performed before BMI operation. Blocks for parameter
estimation were typically 7-10min long. Note that many units often changed their baseline firing
rates between the conditions used for initialization and in BMI control. This transform,
however, can still effectively compensate for constant shifts in firing rate properties. Hence,
even if this transform produces non-zero-mean inputs to the KF, it is designed to maintain the
input means near this non-zero value over days. While this transform is susceptible to
variability in parameter estimation, we found that it significantly improved transfer of BMI
performance over days. Note, however, that this transform cannot compensate for changes in
channel preferred directions.
All neural analysis for monkey J (see below) was performed on the transformed neural
activity. That is, we analyzed the same neural data that were input to the decoder. This ensures
that all changes in modulation depths observed are not due solely to fluctuations in channel
statistics over time (see also Figure 5.5). Results calculated from the recorded (nontransformed) neural activity did not qualitatively differ, suggesting that day-to-day variability in
channel-level statistics was not sufficient to remove the observed effects.
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5.2.5 Decoder training and CLDA algorithms
Initial decoder parameters were trained via maximum-likelihood (ML) estimation methods
similar to those described in Chapters 3. Full details and equations for ML estimates of the KF
matrices can be found in there and in Orsborn et al., 2012. Initial decoders were typically
trained using neural data collected during a visual feedback (VFB) protocol. Subjects passively
observed a cursor move through the center-out task with artificially generated trajectories. A
small number of series used alternative methods for creating an initial decoder including:
manual control (n = 3, monkey J; n = 1, monkey S), shuffled manual control (n = 1, monkey J),
and baseline neural activity (n = 2, monkey J). Manual control decoders were trained with
neural activity and arm kinematics recorded as the subject performed the center-out task with
his arm. Shuffled manual control decoders were created by training a decoder on arm
movements and randomly shuffling the relationship between units and decoder weights. Finally,
baseline neural activity training was the same as the VFB protocol except that the subject did
not view cursor trajectories. No qualitative behavioral or neural differences were found across
series with different initialization methods. In Chapters 2 and 3, we showed that CLDA
convergence and final performance are not significantly impacted by the initial seed (Orsborn et
al., 2012; Dangi et al., 2013a). Moreover, the termination of CLDA in initial adaptation was
based on the experimenter’s assessment of behavioral performance, rather than the duration of
adaptation, further reducing the potential influence of the initial decoder. Hence, all analyses do
not distinguish between series with different initializations.
CLDA was performed using the SmoothBatch (Orsborn et al., 2012) and Re-FIT1 (Gilja
et al., 2012) algorithms for monkey J and S, respectively. These algorithms use knowledge of the
task goals (i.e. reaching targets) to infer the subject's intended kinematics. The intended
kinematics and observed neural activity during closed-loop BMI are used to re-estimate the KF
parameters. In the SmoothBatch algorithm, only the observation model of the KF (matrices C
and Q) was re-estimated, and updates were constrained to enforce smooth, gradual updates
(Dangi et al., 2013a). Re-FIT re-calculated all KF parameters. Algorithm details are presented in
Chapter 2, and in Orsborn et al., 2012 and Gilja et al., 2012.
In the two-learner paradigm, CLDA was used for two primary purposes: 1) to improve
initial closed-loop performance from the initial decoder, and 2) to maintain performance in the
event of shifts in neural activity (e.g. loss of a unit within the BMI ensemble). Initial CLDA was
typically run for 5-15 min, to provide the subject with adequate performance to allow
successful reaches to all eight targets. Mid-series CLDA was performed if units were lost, or a
drop in performance was observed (typically due to instability in the recorded BMI ensemble).
In this instance, CLDA was run for a very brief time (3-5 minutes, corresponding to1 batch in
Re-FIT and 1-2 updates in SmoothBatch). The goal was to compensate for neural activity
changes to restore performance, not to substantially improve BMI performance.
During a decoder series, the subjects performed BMI with a single decoder (or CLDAupdated versions thereof). For monkey J, daily sessions typically consisted of blocks of manual
control, visual feedback, and BMI. Monkey S typically only performed BMI, with occasional
blocks of manual control or visual observation. Subjects were typically given 1-2 days break, or
sessions with other behavioral tasks, in between decoder series.

1

Recall that Re-FIT is a batch maximum likelihood estimation CLDA approach as discussed in
Chapters 2 and 4.
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For daily re-training sessions (Figure 5.3), SmoothBatch CLDA was used to train a new
decoder starting from different initial decoders using different (but overlapping) neural
ensembles each day. Initial decoders were created using MC, VFB, baseline, and shuffled
decoders. CLDA was run until behavioral performance began to saturate (i.e. aiming to
improving performance as much as possible). Full details of the methods and data set for
monkey S were presented in Chapter 3 and Orsborn et al., 2012.
5.2.6 Data analysis
Decoder series had varying lengths, initial performance, and final performance. As such, all
comparisons focus on changes within-series. To quantify behavioral changes over time, all series
(monkey S: 6, monkey J: 13) were used. Note that 5 of the series from monkey J overlap with
data presented for the BMI-SC task. For analysis of neural changes associated with learning, we
restricted our analysis to series lasting three or more days where the subject used the same
decoder for two days or more with no CLDA (monkey S: 4, monkey J: 10). This allowed us to
better isolate changes in performance linked to neural adaptation, as opposed to CLDA.
Inclusion of all series in neural analyses did not change any reported trends.
5.2.6.1 Behavioral metrics
Behavior was quantified using both task-performance metrics and measures of trajectory
kinematics. Task performance was quantified by the percentage of trials that were correctly
completed ("percent correct"), and the rate of successful trial completion ("success rate").
Percent correct was calculated using successfully initiated trials (i.e. those where the subject
successfully held at the center target). The center-out task design used did not directly penalize
hold errors at the center target, and subjects typically made more hold-errors at the center
compared to peripheral targets, even in arm movements (Chapter 3 and Orsborn et al., 2012).
As such, these errors were excluded from analyses. Success rates were estimated using nonoverlapping 120s windows. Because the task was self-paced, success rate and percent correct
provide related, but different information about task proficiency. Reach kinematics were
quantified by calculating the average movement error of trajectories (from leaving the central
target to arrival at the peripheral target). Movement error for each trajectory was defined as
the average trajectory deviation perpendicular to the straight line path between targets (as
defined in Chapter 3, equation (3.3)).
To control for variability in the number of trials completed each day, and motivation
changes across sessions, behavioral metrics were calculated using the first 300 trials performed
within a day. Analysis using all trials completed in a series did not qualitatively change any
reported results.
5.2.6.2 Directional tuning
Unit directional tuning was computed by relating the mean firing rate with movement direction
(Georgopoulos et al., 1986). Each unit's firing rate (f) was fit to a cosine direction-tuning
function:
(5.2)
where θ represents the reaching angle, and B1, B2, and B3 are linear constants. A unit's
modulation depth (
) and preferred direction (
) are then defined as
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and
arctan
/
, resolved to the correct quadrant. We use the superscript “U” to
denote tuning properties for units, to differentiate from tuning of the decoder (see below). Unit
firing rates were estimated using non-overlapping 100ms bins (to match the decoding bin
width). Tuning parameters were estimated using the average firing rate immediately
surrounding the go-cue (100ms prior, to 200ms after) to capture the firing associated with
reach initiations. Reach angle was determined by the reach target location. Selecting different
time-windows for firing rate estimation had no qualitative change on the presented results.
Tuning parameters and their 95% confidence intervals were estimated via linear regression in
Matlab. All successfully initiated trials were used for tuning estimation. Units were said to be
significantly direction tuned if the linear regression was statistically significant (p <0.05). For
was defined as zero, and
was said to be undefined.
non-tuned units,
5.2.6.3 Quantifying learning-related changes
To assess learning-related changes in neural activity, series were divided into "early", "middle",
and "late" periods based on behavioral criteria. Behavior was quantified using three metrics:
task percent correct, task success rate, and movement error. "Late" learning was characterized
by performance within 20% of the best performance achieved during the series. "Early" learning
periods were defined as all days prior to the onset of the “late” phase where performance was
within 20% of the performance on day 1. These thresholds had to be satisfied for all three
behavioral metrics. Mid-learning were all days in between early and late. In the rare event no
days satisfied the late criterion, late days were defined as those days where the majority of
behavior metrics met the "late" criteria. In typical series, "early" was day 1 only, and "late" was
the last 2-3 days.
Changes in neural activity during a series were quantified by comparing unit tuning
and
) early and late in a series. For units that were not initially
parameters (
significantly tuned, or joined the BMI ensemble mid-series (thus having ill-defined tuning
parameters),changes were calculated relative to the first day a unit was significantly tuned and
part of the BMI ensemble. For units that left the BMI ensemble mid-series, "late" was the last
day they were in the ensemble. Changes in
and
were said to be significant if the 95%
confidence interval estimates of the two parameters did not overlap. For MD, both absolute
,
,
,
= 100(
)/
), the latter reducing the
and relative change (∆
dependence on absolute firing rates of units, were calculated.
5.2.6.4 Ensemble tuning maps
Ensemble-level changes in directional tuning were also quantified by comparing tuning "maps"
over the series. A map consists of the fitted tuning curves for the BMI ensemble on a given day.
To isolate changes in
and
, the baseline firing rate was subtracted from tuning curve
fits. Pair-wise correlations of daily maps allowed us to assess the similarity of ensemble tuning
over time. Because the BMI ensemble periodically changed, maps were computed using only
units that were part of the ensemble across the entire series. The average similarity of a given
day's map to all others (excluding self-comparison) was used to visualize the time-course of
map changes (e.g. Figure 5.4F). The average correlation of the initial map with all others was
also computed, and captures the magnitude of change—in both
and
tuning
parameters—occurring during the series (Figure 5.6A, B).
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5.2.6.5 Neural timing analyses
To assess changes in neural recruitment timing, we quantified the time at which neurons
became directionally tuned. Firing rates were estimated using 25ms non-overlapping bins.
Tuning curves were fit using the firing rate of single bins, starting at 250ms prior to and 500ms
after the go-cue. The onset time of tuning was defined as the first time when 4 consecutive bins
produced statistically-significant directional tuning fits (p < 0.05). Similar results were found
with different criteria (number of consecutive bins, significance threshold).
5.2.6.6 Decoder tuning parameters
To assess differences between decoder parameters and neural activity, we quantified the
directional tuning of the decoder. The KF observation model assumes neural activity of unit i
(yi) is a linearly related to cursor state:
,

,

,

,

,

(5.3)

where Ci,1 indicates the (i,1)th entry of the C observation-model matrix (equation (2.2)). The KF,
then, can be viewed as defining position- and velocity-based cosine-tuning models for each unit.
We used the decoder parameters in C to compute the position- and velocity-based MD and PD
for each unit, defining both properties in the same way as for units (e.g.
,
, ,
where the Cv superscript denotes the decoder’s velocity-based tuning). Full details and
equations can be found in Chapter 3 and Orsborn et al., 2012.
Decoder and unit tuning properties were compared to assess whether decoder
properties influenced neural adaptation. PD mismatch between units and the decoder was
quantified by computing the difference between the decoder's PD and the unit's PD (estimated
via neural activity) on day 1 of a series. Relationships between decoder and unit MDs were
assessed using a unit's average MD across all decoders used in a series.

5.3 Results
5.3.1 Skilled performance with non-stationary neural activity and two-learners
Task performance showed clear improvements across days in both monkeys (Figure 5.2A), with
increases in task success and the rate of successful trials. Cursor trajectories were also refined,
with a reduction in the average movement error (Figure 5.2A, bottom and Figure 5.2B). CLDA
on day 1 substantially improved performance from the initial decoder. Performance continued
to improve after the decoder was held fixed on subsequent days. Intermittent CLDA was able
to compensate for performance drops and changes in the neural ensemble, and performance
improvements continued after mid-series modifications. Subjects also showed intra-day learning
that was retained across days (Figure 5.2C). That is, there was little to no re-learning on days
when the decoder was held static with a stable neural ensemble. These trends held across
multiple series performed with both subjects (Figure 5.2D). Comparing performance on day 1
(after initial adaptation; "Early") with the maximum performance achieved during the series
("Late") showed significant improvements in all measures (one-sided Wilcoxon signed rank test;
p < 0.05).
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Figure 5.2. Behavioral performance in a two-learner BMI system. (A) Example learning
series for monkeys J (main) and S (insets), quantified by task percent correct, success rate,
and movement error. Blue indicates when CLDA occurred, and open circles indicate times
when CLDA was used to swap units in the decoder. Orange lines show typical
performance with arm movements (manual control) for each animal. (B) Randomly
selected reach trajectories over days for the example learning series from monkey J shown
in (A). Five trajectories per target are shown, excluding the Seed condition, where control
was too poor to produce sufficient reaches. Colors are used to separate different reach
directions; scale is in centimeters. (C) Sliding average (50 trial window) of task
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performance for days 1-3 (monkey J) and 1-2 (monkey S) in the example series shown in
(A). Shading indicates 95% confidence-intervals (Agresti-Coull binomial confidence interval).
The decoder was held fixed over these days, after initial CLDA on day 1. Note that sliding
averages were done separately for each day. (D) Average improvement over all learning
series (n = 13, monkey J; n = 6, monkey S) for task percent correct, success rate, and
movement error. “Seed” shows the performance with the initial decoder. “Early”
corresponds to performance on day 1 following CLDA. Late corresponds to the best
performance achieved after day 1. Bars show means; error bars indicate standard deviation.
* = p< 0.05; ** = p< 0.01; *** = p < 0.001, one-sided, paired Wilcoxon sign-rank test.

5.3.2 Importance of decoder stability and specificity of learning
Subjects showed gradual refinement of cursor control, with movement errors and success rates
showing continued improvements even after task performance (percent correct) reached a
plateau (Figure 5.2A). This refinement was absent when CLDA was used each day to maximize
performance from varying initial decoders. While CLDA could achieve high task performance,
movement kinematics showed no improvements (Figure 5.3). Moreover, daily performance
showed variability that was not present when using a two-learner paradigm.
To verify that learning was decoder-specific, we also tested performance with novel
decoders with monkey J. Novel decoders were trained using neural activity during native arm
movements or visual observation of cursor movements on the day of the test. Closed-loop
performance dropped significantly when using unpracticed test decoders (Figure 5.3D). Similar
to previous studies (Ganguly and Carmena, 2009), these perturbations were reversible and
performance quickly returned when learned decoders were reinstated.
5.3.3 Neural adaptation and map formation in a two-learner BMI
We next explored the neural activity underlying the development of skilled task performance in
our two-learner BMI paradigm. The directional-tuning of units contributing to the BMI cursor
was assessed each day within learning series (see section 5.2.6.2) to determine how the
relationship between cursor movement and neural activity changed over time. Figure 5.4A-C
shows cosine tuning curve fits for three example units for four days within a learning series.
Unit tuning properties (modulation depth and preferred direction; subsequently denoted as
and
, respectively) changed gradually over the course of a series for the majority of
units within the ensemble (Figure 5.4D).
To quantify learning-related neural tuning changes at the population level, we performed
a direction-tuning map analysis similar to Ganguly and Carmena, 2009. The fitted tuning curves
for the BMI ensemble for each day form a cortical map. We performed pair-wise correlations
among the daily maps within a learning series (see section 5.2.6.4). Maps were more strongly
correlated to one another late in learning, showing the stabilization of a neural representation
(Figure 5.4E). The average correlation of each day's map with all others, which reflects the
degree of map stability, increased late in learning, with a time-course very similar to the task
performance improvements (Figure 5.4F).
Both performance improvements and cortical map formation were not sensitive to changes in
the BMI ensemble. Recorded units were only partially stationary, showing slight variability in
waveforms and firing properties during native arm movements (Figure 5.5). Cortical maps
computed in arm movement and visual observation tasks did not show stabilization trends for
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Figure 5.3. Decoder-specificity of Learning.(A) Average task percent correct when CLDA
was performed on a daily basis for over approximately 2 months in Monkey S (left) and 12
days in Monkey J (right). Each day, a decoder was initialized using varying methods
independent of movement and different (though overlapping) neural ensembles.
Performance was estimated over the first 400 trials after CLDA finished (i.e. the subject
was using a fixed decoder). Dashed lines show linear regression, which showed no
significant trends over days (Monkey S: R = 0.0002, p=0.9; Monkey J: R = 0.13, p = 0.33).
(B) Average trajectory error for daily adaptation sessions. Format is as in (A). Linear
regressions showed no significant improvements over days (Monkey S: R = 0.01, p = 0.46;
Monkey J: R = 0.01; p = 0.77). While the subjects both achieved high task performance
each day, they showed significant variability and no improvement in movement kinematics,
suggesting that daily adaptation reduced the subjects' ability to learn. (C) Sliding-window of
task percent correct (50-trial window size; left) and success rate (estimated with non71

overlapping 2 minute windows; right) for an example decoder-swap session where a
learned decoder was replaced with a novel decoder trained that day. Performance with the
learned decoder is shown in black; performance for the test decoder is shown in orange.
Lines indicate the mean. Shading indicates 95% confidence intervals for the percent correct
estimates (Agresti-Coull interval). Swapping the novel decoder for the learned decoder
resulted in a significant and reversible drop in performance. (D) Average performance
disruption for decoder swaps across 6 sessions with Monkey J. Performance was assessed
using task percent correct (left), success rate (middle), and mean trajectory error (right).
All metrics were calculated as the average across trials within each block (pre-swap; novel
decoder (“novel”); and post-swap). Bars represent mean, and error bars denote standard
deviations. Across all metrics, performance dropped significantly between the learned
decoder (both pre- and post-perturbation) and biomimetic decoder (one-sided Wilcoxon
paired sign-test, * denotes p < 0.05). No significant difference was found between
performance with the learned decoder pre- and post-perturbation (one-sided Wilcoxon
paired sign-test, p > 0.05).

monkey J (Figure 5.5 A-C), suggesting that the emergence of a stable map in BMI cannot be
attributed to this recording variability.
Furthermore, cortical map stability and behavioral improvements were not impeded by
ensemble membership changes (Figure 5.5H). CLDA was also used to change membership of
the BMI ensemble. In the event a recorded unit contributing to the decoder was lost, it was
deleted or replaced with another unit using CLDA. For each session in which the BMI ensemble
changed, we examined behavioral performance and ensemble-level neural stability (similarity of
that day’s tuning map with all others) before swapping, on the day of the swap, and the
following day. Task performance continued to improve over days, even with unit swaps.
Ensemble tuning maps were not disrupted by ensemble changes, with no significant drop in the
average map correlation measure across swaps. Note that maps were computed only using
units that were part of the BMI ensemble throughout the series. This measure thus suggests
that changes in BMI ensemble membership did not disrupt directional tuning of other units in
the ensemble. Analyzing changes in decoder parameters across series revealed similar trends.
CLDA made the largest changes in initial adaptation, with mid-series updates making only minor
adjustments (Figure 5.5 I-J). Together, these behavioral and neural results show that beneficial
neuroplasticity can occur with semi-stationary BMI circuits.
5.3.4 Neural adaptation varies with amount of performance improvements
Little is known about how distributed learning might occur in a two-learner BMI system. Given
the observations of beneficial neuroplasticity occurring alongside decoder adaptation, we next
examined the relationship between neural and decoder adaptation. We hypothesized that
stable neural representations would form regardless of the initial amount of CLDA, but that the
degree to which the subject improved performance after initial CLDA would influence the
degree of neural adaptation. As previously noted, the amount of initial improvements from
CLDA varied across series. Figure 5.6A shows example map correlations for different series in
which initial CLDA improved performance by different amounts, or no CLDA was used. Series
with low initial performance showed gradual improvement and retention, while those with high
performance achieved via CLDA on day 1 was readily maintained. Interestingly, neural maps
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Figure 5.4. Neural tuning changes and map consolidation. (A - C) Fitted tuning curves
for sample units across days within a decoder series. Data are from monkey J for the 13day decoder series shown in Fig. 2A. Dashed lines are used when the tuning fit was not
statistically significant. (D) Changes in tuning modulation depth (MDu) and preferred
directions (PDu) for all BMI units across the decoder series (relative to the first day in
which each was defined). Grey squares indicate units that were not part of the ensemble,
or were not significantly tuned. (E) Pair-wise correlations of the ensemble tuning maps
across the series. (F) Average map correlation for each day (red) overlaid onto task
percent correct (black). Examples shown correspond to the series shown in Fig. 2A.
showed signs of gradual stabilization for all series, regardless of the amount of initial CLDA.
But, the amount of change in the neural map over the course of the series (as approximated by
average map correlation) differed across series, mirroring the behavioral performance. To
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Figure 5.5. Stability assessments of neural recordings and decoder parameters. (A-C)
Pair-wise correlations of the ensemble tuning maps across the decoder series (see section
5.2.6.4 in BMI (A), Manual Control (MC) (B), and Visual Feedback (VFB) (C). Maps were
computed using only units that were part of the BMI ensemble for the duration of the
series. At the ensemble level, neural activity was highly stable in manual control, and
moderately stable in visual feedback. BMI, in contrast showed larger changes that gradual
stabilized—a trend that was not present in other task conditions. (D) Average waveforms
for four days during the series; shading denotes the mean ± standard deviation. Plots are
shown for all units that were present in the BMI ensemble for the series duration. On
average, waveforms were similar across days. However, several show slight shifts in shape
over time. (E-G) Directional tuning properties (top: modulation depth, bottom: preferred
direction) for three example units across days in BMI, MC, and VFB. Units shown are
labeled in the corresponding plot in (E). Error bars denote 95% confidence intervals
computed from tuning fits. Some units (e.g. (E)) showed remarkably stable tuning
properties in MC and VFB, while others varied (e.g. MD in (F); PD in (G)). This further
suggests small variability in the neural activity contributing to each recorded unit over days.
Changes observed in BMI, however, were unlikely to be solely due to variability in the
recorded channels. Units tuning properties in BMI across learning were not directly
correlated with MC and/or VFB tuning properties (as evidenced by A-C). (H) Task
performance (% correct, left; and success rate, middle) and average ensemble map
correlation (right) for sessions with BMI ensemble changes before, during and after the
swap. For all plots, bars indicate mean across all swap events; bars indicate standard
deviations. * indicates p < 0.05; ** indicates p < 0.01, one-sided paired Wilcoxon signedrank test. (I) "decoder map," akin to the directional tuning maps (see section 5.2)—
calculated using pairwise correlations of the decoder matrix C—plotted for the series with
monkey J illustrated in panels A-G. After the initial adaptation on day 1, CLDA typically
made conservative modifications to parameters, indicated by strong correlations across
decoders 2-7. (J) Average decoder correlation for each day (red) overlaid onto task
percent correct (black). The timescale of decoder parameters does not closely mirror
behavioral performance, in contrast to neural adaptation. (K) Comparison of the average
decoder correlations over time across all series (n = 14, including data from both monkeys
J and S). Bars show mean, error bars denote standard error of the mean. "Seed"
corresponds to the initial decoder, "First" corresponds to the decoder trained after CLDA
on day 1, and "Last" is the final decoder used within the series. Seed decoders were
significantly different from the first and last decoders (paired Wilcoxon signed-rank test, p
< 0.001), while there was no significant difference between First and Last decoder
correlations.
quantify this effect, we compared the amount of behavioral performance improvements attained
in a series (maximum performance attained in a series compared to day 1 post-CLDA) to the
degree of population-level neural adaptation. Across all series (n = 14, pooling subjects and
limiting analyses to series lasting longer than 3 days; see section 5.2.6), task performance
improvements and the average similarity of the initial tuning map with subsequent days were
significantly correlated (Figure 5.6B; R = -0.8, p < 0.0007).
We then quantified the changes in the units' directional tuning properties as a function
of behavioral improvements. Changes for each unit were quantified by comparing its tuning
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Figure 5.6. Degree of neural adaptation depends on amount of performance
improvement. (A) Mean neural tuning map correlations for example series with different
degrees of performance improvement (and amounts of CLDA). Task performance for
corresponding series is shown at left. (B) Mean map correlation on day 1 plotted as a
function of the change in task success. Black circles and purple diamonds indicate monkey
J and S data, respectively. (C) Ensemble-averaged change in modulation depth (black) and
preferred direction (red) versus the change in task success for all series. (D) The fraction
of BMI units showing statistically-significant changes in both PDU and MDU versus task
performance improvements. (E) Change in MDu versus the average decoder weight. Only
units with statistically-significant changes in MDU shown (n = 114). Format as in B. (F)
Change in PDU during learning compared with the initial angular error in the decoder PD.
Only units with statistically-significant changes in PDu shown (n = 117). Format as in B.
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properties early and late in the series (defined by performance criteria; see section 5.2.6.3); unit
changes were then averaged across the BMI ensemble. All series showed some degree of tuning
changes in both modulation depth (
) and preferred direction (
). The magnitude of
these changes, however, varied depending on the amount of performance improvement
attained in the series (Fig 5.6C). Interestingly,
changes were more predictive of behavioral
improvements than were
changes (
: R = 0.80, p < 0.0007;
: R = 0.63, p < 0.02).
changes were also closely related to other measures of behavioral improvement, including
cursor kinematics (Table 5.1).
changes, in contrast, were only related to improvement in
task-level metrics (percent correct; success rate).
The proportion of units within the BMI ensemble showing statistically significant tuning
changes was also related to behavioral improvements. Units fell into four categories: no change,
Table 5.1. Correlations of directional tuning changes with behavioral performance changes.
Neural activity changes and performance were quantified with several different metrics.
Asterisks denote levels of statistical significance: *** = p < 0.001, ** = p < 0.01, * = p < 0.05
(false-discovery-rate corrected for multiple comparisons using the Benjamini-Hochberg
procedure). Definitions: R1: Average correlation of day 1 tuning maps with all other days
(see Experimental Procedures), ∆
: average relative change (early versus late) in BMI
U
U
units' MD, ∆MD and ∆PD : average change (early versus late) in BMI units' modulation
depth and preferred direction (respectively), %(∆MD) and %(∆PD): fraction of BMI unit
ensemble with statistically significant changes in MD, or PD (respectively), %( ∆PD, ∆MD ):
fraction of BMI unit ensemble with statistically significant changes in both MD and PD,
%(∆MD only) and %(∆PD only): fraction of BMI unit ensemble with statistically significant
changes in MD only, or PD only (respectively), ∆(Hit %) and ∆(Hit %)rel: change and
relatively change (respectively) in the task percent correct, ∆(Hit Rate) and ∆(Hit
Rate)rel: change and relatively change (respectively) in the rate of successful trials, ∆(TE)
and ∆(TE)rel: change and relatively change (respectively) in the average trajectory error
(see Experimental Procedures). All relative changes are defined as the percent change late
relative to early.
Behavioral Performance Variable

Neural Change Variable

R1

∆(Hit %) ∆(Hit %)rel ∆(Hit Rate) ∆(Hit Rate)rel
-0.80**
-0.87***
-0.54
-0.72**

∆(TE)
0.75**

∆(TE)rel
0.65*

∆

0.92***

0.90***

0.71**

0.77**

-0.74**

-0.82***

∆

0.84***

0.84***

0.58

0.70**

-6.80*

-0.71**

0.74**

0.70**

0.68*

0.51

-0.67*

-0.63*

0.80***
0.67*
0.64*
0.66*
0.74**
0.0004
0.065

0.75**
0.63*
0.54
0.60*
0.61*
0.10
0.068

0.56
0.63*
0.67*
0.50
0.67*
-0.18
0.19

0.47
0.6*
0.39
0.42
0.36
0.17
0.16

-0.68*
-0.45
-0.38
-0.56
-0.46
-0.27
-0.01

-0.67*
-0.56
-0.58
-0.67*
-0.61*
-0.22
-0.13

|∆
|
U
|∆MD |
|∆PDU|
%( ∆PDU)
%( ∆MDU)
%(∆PDU, ∆MDU)
%(∆PDU only)
%(∆MDU only)
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changes only,
changes only, and both
and
changes. All four types were
observed, but the proportions of each category varied across series (Table 5.1). As expected
from the above findings, the number of units showing
or
changes was related to
performance improvements. More strikingly, the fraction of the ensemble with changes in both
and
was strongly correlated with task improvements (Figure 5.6D; R = 0.73, p <
0.004). More units substantially changed directional tuning (with changes in both properties)
when large performance improvements were required. In series where performance
improvements were smaller units either showed no change, or only modified a single aspect of
or
).
their tuning (
5.3.4 Neural adaptation is shaped by decoder properties
Our results suggest that neural tuning properties change primarily when necessary to improve
performance, and are otherwise stable. In a BMI system, performance is determined by both
the neural activity and decoder. Neural tuning changes, then, might be shaped by properties of
the decoder. We investigated whether properties of the KF decoders trained with CLDA
influenced neural adaptation on subsequent days. The KF models the relationship between the
cursor state (Cartesian position and velocity) and neural activity using a linear relationship
described by the matrix C (see Chapter 2). This model can be interpreted as assigning

Table 5.2. Correlations of directional tuning changes with decoder properties. Statistical
correction and symbols as in Table S1. Definitions: ∆MDU and ∆PDU: average change
(early versus late) in BMI units' modulation depth and preferred direction (respectively),
MDCp and MDCv: decoder-assigned modulation depth for position and velocity tuning,
respectively (see Methods). |PDCp - PDU|: angular difference between PD assigned by
the decoder position-tuning model (PDCp) and the unit's PD (PDU). |PDcv - PDU|:
angular difference between PD assigned by the decoder velocity-tuning model (PDCv) and
the unit's PD (PDU). In addition to relationships between decoder and unit MDs or PDs,
there was also an interaction between MD and PD changes. The magnitude of PDU
change was linked with the MDCv, with units assigned larger decoder MDs showing
smaller changes in preferred directions. This may be partly explained by the fact that
CLDA can better estimate properties of strongly tuned units, hence reducing errors in
initial PD assignments. Indeed, MDCv was strongly correlated with PD mismatch in both
position and velocity (R = -0.24, p < 0.01 and R = -0.25, p < 0.0001, respectively).

Neural
Variable

decoder variable
MDCp

MDCv

|PDCp - PDU| |PDCv - PDU|

∆MDU

0.33***

0.26***

0.05

0.06

|∆MDU|

0.4***

-0.3***

0.19*

0.06

∆PDU

-0.05

0.02

0.02

0.11

|∆PDU|

-0.04

-0.24***

-0.14

-0.22**
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independent position and velocity directional-tuning to each unit. We computed the position
and velocity MD and PD of each unit assigned by the decoder (
,
,
and
,
respectively; see section 5.2.6.6), and asked how these properties related to unit tuning changes
if they were assigned a larger decoder MD
(Table 5.2). Units were more likely to increase
-5
(Figure 5.6E), R =0.43, p <10 ). Similarly, the amount of mismatch between a unit's PD
(
(
and that assigned by the initial decoder (i.e.
of the decoder trained with CLDA on
day 1) was correlated with the change in
within the series (Figure 5.6F, R =0.22, p <
0.05). That is, units were more likely to change their preferred directions if the initial decoder
assigned them an "incorrect" PD. Together, these results show that unit tuning changes were
shaped, in part, by the decoder.
5.3.5 Refinement of neural activity temporal recruitment
The above analyses suggest that in a two-learner system, one of the primary roles of neural
adaptation might be to refine neural recruitment to best match the decoder properties. One
unexplored question is whether plasticity might also influence the temporal recruitment of
neural activity in BMI. Figure 5.7A shows post-stimulus time histograms (PSTHs) for two
example units early, mid, and late within a decoder series. In addition to increases in maximum
firing rate, these units show a temporal shift in recruitment with learning. To quantify this

Figure 5.7 Timing changes in neural activity and cursor kinematics with learning. (A)
Post-stimulus time histogram aligned to the go-cue of sample units across learning. The
firing rates are shown for reaches in the unit’s preferred direction early (light blue), mid
(blue), and late (black) in learning. Solid lines show the mean; shading denotes the
standard error of the mean. Data are from the 13-day series illustrated in Figure 5.2A for
monkey J. (B) Time of directional-tuning onset within trials for individual units early and
late in learning. The average across all units for monkeys J (circles) and S (diamonds) is
shown early (light blue) and late (dark blue) in learning. Error bars denote standard error
of the mean. Timing is defined relative to the go-cue. (C) Average BMI cursor speed for
an example learning series (data from Monkey J, same series shown in Figures 5.2).
Averages were computed relative to the appearance of the go-cue instructing the animal
to initiate movements. Solid lines indicate mean, and shading indicates standard error of
the mean. Averages are computed across the series, divided into early-, middle-, and latelearning phases. Cursor speed shifted earlier relative to the go-cue with learning,
consistent with the observed timing shifts in neural recruitment (A and B).
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effect, we calculated the onset time of directionally tuned activity (see section 5.2.6.5) for each
unit early and late in learning. Averaging across all units and series, we found that after learning,
units were directionally tuned earlier in the trial (Figure 5.7B, paired Wilcoxon sign-rank test,
p<10-5 for both subjects). Note that tuning onset time is defined relative to cue for movement
initiation (“go-cue”). The majority of units developed tuning prior to the go-cue (negative
times), which may indicate planning or preparation to move. However, due to the relatively
short center hold-times during BMI (typically 250ms for monkey J, 400ms for monkey S), the
subject could also initiate BMI cursor movements prior to the go-cue. Indeed, cursor velocity
profiles typically shift earlier with learning (Figure 5.7C). These results show that in addition to
changes in tuning properties, learning can induce changes in the temporal recruitment of
neurons.
5.3.6 Neural adaptation reduces interference from native motor networks
Behavioral and neural analyses suggested that the two-learner paradigm facilitates skilled
performance with an underlying neural representation. Furthermore, this skill formation may
occur even when CLDA is used to substantially improve initial performance. To further confirm
the formation of neuroprosthetic skill, and to explore the potential benefits of such skill for
real-world neuroprostheses, we tested the emerging neural map's resistance to interference
from exposure to other contexts and perturbing neural inputs. In particular, we explored
resistance to interference from native motor networks. Such resistance may be critical for
coordinating neuroprosthetic control with residual motor functions. We hypothesized that the
neural activity evoked by overt arm movements during BMI operation would significantly
disrupt BMI performance due to recruitment of overlapping neural networks. We predicted
that skilled control of the BMI in isolation (“BMI-only” context) would be resistant to BMI
training in a second context (i.e. in the presence of native arm movements). Moreover, we
theorized that neuroplasticity and skill formation might be critical for reducing disruptions from
native motor networks.
We developed a behavioral paradigm in which the subject was required to
simultaneously control his arm and the BMI cursor ("simultaneous control", or BMI-SC; Figure
5.8A and B). The subject performed an isometric force task with the arm contralateral to the
majority of units used for BMI decoding (see section 5.2.3,2) at the same time as performing a
center-out reaching task with the BMI cursor. Monkey J performed the BMI-SC task
intermittently during a BMI decoder series (n = 5). Note that the subject used the same
decoder in BMI and BMI-SC control. As expected, the isometric force task significantly
disrupted BMI performance, evidenced by large reductions in percent correct and success rate
in BMI-SC (Figure 5.8C). However, BMI-only performance and skill formation was not disrupted
by performing the BMI-SC task. BMI-only skill continued to develop, with the subject showing
marked performance improvements (Figure 5.8D; one-sided paired Wilcoxon signed-rank test;
p < 0.05). Sessions in which the subject performed BMI and BMI-SC in an A-B-A block structure
also showed minimal within-session interference between contexts (Figure 5.8 E-G).
While exposure to the BMI-SC task did not disrupt learning in the BMI-only context,
the simultaneous force task did significantly reduce the subject's ability to operate the BMI. We
examined how neural activity differed between contexts to test whether this disruption was
due to interactions between neural networks. Unit directional tuning was typically perturbed in
and preferred direction
BMI-SC control relative to BMI, with changes in both
(Figure 5.8H). Interestingly,
perturbations were evenly distributed across units (i.e. no net
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Figure 5.8. Resistance to interference from native arm movements. (A and B) Monkey J
performed a simultaneous control (BMI-SC) task. He performed an isometric force
generation task, using his right arm to apply force to a sensor. Force feedback and force
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targets were displayed via a force cursor (dark blue) and a target ring (force target; light
blue). In BMI-SC, the subject acquired a force target, triggering the appearance of the BMI
cursor and center-out task, and then performed a center-out reach with the BMI cursor
while maintaining the applied force. (C) Performance (percent correct trials, top; success
rate, bottom) for an example series where the subject performed the center-out task in
BMI (BMI-only) daily with intermittent BMI-SC blocks. Black indicates BMI-only
performance (blue dots denote when CLDA was applied); green shows BMI-SC
performance. (D) Average BMI-only and BMI-SC task performance (percent correct and
success rate), early and late for 5 decoder series. Error bars denote standard deviation. (E
and F) Task performance for an example session where monkey J performed BMI-only
(black) and the BMI-SC task (green) in A-B-A blocks. (E) shows a sliding average of percent
correct (50 trial window). Lines indicate mean; shading denotes 95% confidence intervals
(Agresti-Coull interval). (F) shows the success rate (estimated with non-overlapping 2-min
windows). Performance in the BMI-only condition was not disrupted by exposure to the
SC task, with performance immediately returning to a high level. (G) Comparison of
performance (percent correct, left; success rate, right) in BMI-only pre- and post- exposure
to the BMI-SC task, and during the BMI-SC task. Performance dropped in the BMI-SC task
relative to BMI-only across all measures. The task percent correct measure in the postblock of BMI-only did not drop compared to that of the pre-block, consistent with a lack of
interference across contexts. Success rate showed a slight (15% average change over
sessions) and statistically significant drop after exposure to the SC task. (All comparisons
are paired Wilcoxon signed-rank tests. * = p < 0.05; *** = p < 0.001.) This may reflect
slight interference across contexts. However, given the very small changes, it may also be a
reflection of gradually reduced subject motivation during the session—particularly after
persistent practice in the difficult BMI-SC task. (H) Comparison of units’ directional tuning
parameters (modulation depth MDU, left; PDU, right) in BMI-only and BMI-SC on the first
day of BMI-SC control across all series. (I) Fitted tuning curves for two example units
during BMI-only (grey, black) and BMI-SC (light and dark green). Tuning curves early and
late are shown for both task conditions. (J) Comparison of the tuning properties (MDU and
PDU) in BMI-only and BMI-SC early and late in learning. Bars show the mean; error bars
show the standard error of the mean. Note that differences were only defined for units
that were significantly tuned across both tasks, both early and late. This reduced the
population to 35 units of 78.
distributions not significantly different from zero, while |∆
| 0; Wilcoxon
rotation; ∆
sign-rank tests). This was consistent both when pooling across series, and within individual BMI
ensembles for each series.
changes, in contrast, were biased, with units modulating
significantly less in BMI-SC relative to BMI-only (Wilcoxon signed-rank test). Native arm
movements thus disrupt BMI performance by perturbing the BMI neural map.
Strikingly, BMI-SC performance also improved across the series, approaching that of
BMI-only performance on the last day. On average, BMI-SC performance (percent correct and
success rate) showed marked improvements across the series (though not statistically
significant; one-sided Wilcoxon sign-rank test; Figure 5.8D). This suggests that interference
from native motor networks might be reduced as neuroprosthetic skill formed. To test this
hypothesis, we quantified changes in neural map perturbations over learning. Figure 5.8I shows
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fitted tuning curves for two example units during BMI-only and BMI-SC early and late in
learning. Tuning in BMI-SC late in learning often changed to shift closer to that of BMI-only. We
quantified this effect at a population level by computing the difference in a unit's
and
in BMI-only and BMI-SC each day. Comparing the difference in tuning properties early and late
in learning, we found a significant reduction in
perturbations (paired Wilcoxon signed-rank
test, p < 0.03), but no significant change in the magnitude of
perturbations (Figure 5.8J).

5.4 Discussion
Together, these results show that decoder and neural adaptation can be combined to produce
robust, skilled neuroprosthetic performance that can be maintained despite non-stationary
neural inputs and changes in context. Behavioral skill was accompanied by the formation of
stable cortical maps, and performance improvements were driven by changes in units'
relationship to cursor movement. Relationships between neural and decoder adaptation also
suggest that CLDA might help shape neural activity during closed-loop BMI control and
learning. Our results suggest that neural and decoder adaptation can collaborate to achieve high
performance. Critically, skilled performance and stable neural representations developed even
when the majority of performance improvements were achieved via initial decoder adaptation.
This skill development showed resistance to interference from practicing BMI in other
contexts, and may also increase the BMI ensemble's resistance to perturbing inputs.
5.4.1 Relationship between decoder stability and neural adaptation
Previous results suggest that neural adaptation and skill formation are strongly tied to stability
of the BMI decoder and ensemble (Ganguly and Carmena, 2009). Our results expand this
finding to suggest that skill formation can still occur in the presence of gradually changing
decoder parameters and ensembles. The smooth, gradual, and intermittent nature of our
decoder and ensemble changes may be critical for facilitating skill formation. Exploration of coadaptive learning in human-machine interfaces suggests that machine learning algorithms that
make more gradual decoder modifications may be easier for subjects to learn (Danzinger et al.,
2009). The same may be true in BMI. Though the decoder was allowed to adapt in our
paradigm, we found that after initial CLDA training, decoder adaptation produced relatively
conservative changes in parameters over the course of a series (Figure 5.5 I-K). Indeed, as we
found in Chapter 4, the SmoothBatch algorithm used for monkey J explicitly constrains decoder
retraining to impose smoothness (Dangi et al., 2013a). Moreover, changes in the BMI ensemble
were made gradually, with approximately 10% of the ensemble (1-2 units) changing at a time,
and relatively infrequently within the series. The importance of gradual decoder adaptation for
skill formation is further supported by the varied learning rates found in studies with daily
decoder re-training, with or without CLDA, where decoder properties and BMI ensembles are
more abruptly changed (Figure 5.3, also Taylor et al., 2002; Carmena et al., 2003; Musallam et
al., 2004; Gilja et al., 2012; Collinger et al., 2012). This finding may be particularly important for
designs of new CLDA algorithms, relevant to Chapter 4 (Dangi et al., 2013a). Our results also
suggest that it may be both feasible and highly advantageous to leverage neural adaptation in
neuroprosthetic applications.
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5.4.2 Neural adaptation mechanisms in BMI
Our results show that a two-learner system can facilitate skill formation, and involves changes
in the BMI ensemble units' firing properties. We observed changes in units' modulation depth
and preferred directions, consistent with previous findings (Taylor et al., 2002; Carmena et al.,
2003; Jarosiewicz et al., 2008; Ganguly and Carmena, 2009; Ganguly et al., 2011; Chase et al.,
2012; Hwang et al., 2013). Interestingly, we find that these properties may be somewhat
independent of one another, with many units showing either changes in MD or PD alone. Both
MD and PD changes were linked to the decoder properties (Figures 5.6E, F). These results
suggest that MD changes may be driven by “credit-assignment” processes to increase
modulation of units most strongly linked to cursor movements, while PD changes are driven by
mismatch between the cursor movement and the subject's intent. These findings are consistent
with previous evidence that BMI skill learning gradually shapes network activity by selectively
modulating BMI units (Ganguly et al., 2011), and that subjects can selectively rotate PDs of
individual units within the BMI ensemble (Jarosiewicz et al., 2008; Chase et al., 2012).
Importantly, the amount of neural adaptation observed showed a clear interaction with
decoder adaptation (Figure 5.6). This provides further evidence that neural adaptation is shaped
by errors provided during closed-loop control. Neural activity, however, still showed changes
even when initial CLDA provided the subjects with a decoder with minimal errors. These
changes were primarily restricted to units' MDs (Figure 5.4 A-D; Figure 5.6 C-D). Previous
work suggests that MD changes in BMI learning may reflect the formation of a BMI-specific
control network (Ganguly et al., 2011). The changes in MD observed in our two-learner
system, then, may reflect similar neural adaptation processes. That is, even when CLDA
provides subjects with decoders that approximate their intentions, neural adaptation may be
critical for identifying and shaping the neural circuit contributing to cursor movements. This is
consistent with the substantial changes in neural recruitment timing with learning (Figure 5.6 GH). Such changes may also potentially reflect learning of an internal model of the BMI system
(Golub et al., 2012). Formation of BMI-specific networks also relates directly to the resistance
to interference observed with learning, as discussed below.
While our results show that neural tuning changes are strongly tied to both decoder
properties and behavioral performance, these factors did not completely explain observed
neural changes. For example preferred direction changes and decoder properties were
significantly correlated, but only weakly so. This may be due in part to incomplete subject
learning, or could suggest that neural solutions used in BMI are constrained as has been
suggested by Hwang, Bailey and Andersen (2013). It is currently unknown whether, for
instance, neural ensemble selection in BMI may influence plasticity. The differences in amount
and type of neural adaptation observed across series in our study could be due in part to
properties of the selected BMI ensemble, not just decoder interactions. Ensemble-level
constraints, however, cannot fully explain our observations given the many significant
relationships between tuning changes, decoder properties and behavior. Identifying the
mechanisms driving learning in BMI, and the limitations of learning, is an important remaining
challenge (Green and Kalaska, 2011, Jackson and Fetz, 2011).
5.4.3 BMI network formation and resistance to interference from native motor
networks
Our results suggest that, even when CLDA provides the subject with a highly-performing initial
decoder, neural adaptation facilitates the formation of a BMI-specific network (Ganguly et al.,
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2011). That is, neurons critical for BMI performance increase their modulation with respect to
cursor movements. Previous work suggested that such learning was resistant to interference,
with subjects being able to learn multiple BMI decoders with the same neural ensemble and
retain each in memory (Ganguly and Carmena, 2009). Here, we broaden these results to show
that BMI skill formation is resistant to interference from controlling a BMI in different contexts
(with and without simultaneous arm movements; Figure 5.8). Performance and skill formation in
the BMI-only context was not disrupted by performing the simultaneous control task. These
results also provide strong evidence that BMI skill can form with combined neural and decoder
adaptation.
Our results further suggest that learning might reduce the context-dependence of BMI
control. BMI-SC performance improved late in the decoder series, even with little or no
additional practice in the BMI-SC context. Our results cannot rule out the possibility that the
subject learned two different BMI-control contexts independently (i.e. that improvements in
BMI-SC control are separate from BMI-only skill formation). However, neural activity during
BMI-SC was more similar to that of BMI-only late in the series, suggesting that BMI-SC
improvements may be due in part to reduced interference of arm-movement-related activity
with BMI control. Interestingly, the reduced neural perturbations were only significant for PD
changes. Thus, the disruption of simultaneous arm movements may not be fully blocked by BMI
skill formation. Additional studies exploring long-term BMI learning in multiple contexts are
needed to fully explore these effects. Further study of the mechanisms underlying BMI skill
formation—such as structural and functional changes in the BMI ensemble, and up- and downstream areas—are also needed to understand if and how skill formation might reduce network
interference and increase resistance to perturbations.
5.4.4 Implications for neuroprostheses
Together, our results demonstrate the importance of neural plasticity for neuroprosthetic
applications. Neural plasticity can provide skilled performance that is reliably recalled over days,
and resistant to interference from native motor networks. The combination of neural and
decoder adaptation may be especially useful for clinical applications. CLDA could make it more
feasible to trigger neural plasticity in real-world settings. By using decoder adaptation to
improve initial performance, learning times could be reduced, and the user could be provided
with a functional device immediately. Similarly, CLDA can be used to compensate for gradual
shifts in neural recordings, reducing the requirements for highly stable recordings long-term.
The interactions between CLDA and neural adaptation could also be leveraged to help shape
neural solutions towards optimal strategies. This may be particularly important for systems with
many degrees-of-freedom (DOFs), where the manifold of possible control solutions becomes
highly complex and could contain many singularities and local maxima. Gradual adaptation, of
both the decoder and subject, might be a useful tool to guide the system to maximal
performance. Given our findings that CLDA and neural adaptation interact such that the brain
can, effectively, "pick-up" where the decoder leaves off, such approaches may be highly effective.
A gradual training approach has already proven useful in multi-DOF neuroprosthetic control
(Velliste et al., 2008; Collinger et al., 2012). However, this earlier method did not use static
decoders, and instead gradually introduced control complexity. Combining such an approach
with the two-learner paradigm developed here may be particularly fruitful.
Finally, the demonstration of reduced interference from native motor networks with
BMI skill formation may be critical for real-world applications. Ultimately, neuroprostheses will
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be used outside of a lab setting, where patients will control their devices in coordination with
residual motor functions and while performing other cognitive tasks. Here, we show that these
changes in context may be highly disruptive. But, learning can be used to overcome these
disruptions, either by allowing users to learn and retain multiple context-specific BMI solutions,
or by forming a BMI-specific network resistant to interference from external perturbations.
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Chapter 6:
Exploring signal sources for closed-loop BMI: local-field
potentials versus spiking activity
In Chapters 3-5, we explored how to leverage decoder and neural adaptation to improve BMI
performance. This work focused on BMIs driven by action potentials from the primary and premotor cortices. Another critical question in the design of BMIs is the selection of neural signals
to drive the BMI. Closed-loop BMIs create novel, adaptive control systems that differ from the
natural motor system (see Chapter 1). Therefore, the best neural signals for closed-loop
control may not necessarily be the signals that contain the most information about movement.
Here, we explore closed-loop BMI control with different types of neural signals, and how the
signals used for control influence neural strategies. This work was done in collaboration with
Kelvin So, Siddharth Dangi and Jose M. Carmena, and was published in the proceedings of the
IEEE Engineering in Medicine and Biology Society Conference on Neural Engineering (Orsborn
et al., 2013). Additional work investigating CLDA applied to LFP BMIs was also published in
IEEE Engineering in Medicine and Biology Society Conference (Dangi et al., 2013b).

6.1 Introduction
Electrophysiological techniques can record neural activity at a variety of spatial scales (Table 1).
Action potentials (or spikes) of individual neurons provide highly localized signals. Alternately,
electrical fields immediately surrounding electrodes penetrating the cortex (local field
potentials, LFP) reflect summed synaptic activity of nearby neurons (Pesaran, 2009; Buzáki et al.,
2012). Electrodes on the cortical surface (electrocorticography, or ECoG) capture activity of
larger, more superficial neural populations. Because these signals reflect different aspects of
neural activity, they may differ in their utility for brain-machine interfaces.
Closed-loop control has been demonstrated using action-potentials of single and multiunit activity (Fetz et al., 2007; Moritz and Fetz, 2011; Ganguly and Carmena, 2009; Ganguly et
al., 2011; Gilja et al., 2012; Orsborn et al., 2012), as well as local field-potentials (LFPs) (Dangi et
al., 2013b; Engelhard et al., 2013; Flint et al., 2013). Studies also suggest that spiking and LFP
signals may contain different amounts and types of information about movement (Hwang and
Andersen, 2009; Ranade et al., 2009; Markowitz et al., 2011). It may, then, be fruitful to
combine spiking and LFP signals in decoding. However, little is known about how spiking and
Table 1. Electrophysiology recording methods and signals, and their spatial scale. Data
summarized from (Schwartz et al., 2006; Nunez, 2012).
Method

Signal Type

Scale (mm)

Electroencephalography
Electrocorticography

Scalp potential
Cortical potential

>10
0.1 - 10

Intra-cortical Electrode

Local field potential

0.1- 1

Action potentials

0.1
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field-potential signals are related during closed-loop BMI operation, and whether their
relationships depend on the signals being used for control. Understanding the neural dynamics
during BMI control will better inform the design of future BMI systems.
Exploring neural dynamics in closed-loop BMI may also shed light on the neural
mechanisms of volitional control, and the relationships between different neural signals. Many
studies shown that either spiking (Fetz et al., 2007; Moritz and Fetz, 2011; Ganguly and
Carmena, 2009; Ganguly et al., 2011) or field-potential activity (Engelhard et al., 2013) can be
volitionally modulated. The mechanisms of this volitional control, however, are poorly
understood (Green and Kalaska, 2011). Do subjects control LFP and spike BMIs in similar ways?
Do these signals provide redundant or different information about closed-loop BMI control?
LFP signals show significant modulation during spike-controlled BMI (Ranade et al., 2009).
Similarly, spiking coherence shifts have been observed during LFP-based BMI control (Engelhard
et al., 2013). These findings suggest a link between spiking and LFP activity, but the relationships
between these signals is still poorly understood (Pesaran, 2009; Buzáki et al., 2012). Neural
plasticity and learning during BMI control may also shape neural signals based on the decoder
properties (Jarosiewicz et al., 2008; Ganguly et al., 2011; Green and Kalaska 2011; Koralek et
al., 2013; Wander et al., 2013). Hence, neural dynamics in closed-loop BMI may be influenced
by the control signals used.
Here, we compare the LFP and spiking activity during control of a spiking- or LFP-based
BMI. One non-human primate subject performed a center-out BMI task controlled with either
spiking activity or broad-band LFP signals. We analyzed these two signals during the two types
of BMI control, and during natural arm movements. Our results suggest that both LFP and
spiking activity are significantly modulated during BMI operation, regardless of the control signal
used. But, the patterns and dynamics of neural modulation vary depending on the control signal.

6.2 Methods
6.2.1 Electrophysiology
One non-human primate (macaca mulatta, male) was implanted bilaterally with chronic multisite multi-electrode arrays in the primary- and pre-motor cortices. Arrays had 8 x 16
electrodes with 0.5mm spacing, and were implanted targeting layer 5. Spiking and local-field
potential signals were recorded from 128 channels using a Plexon MAP system (Dallas, TX,
USA). Surgery and recording details have been previously described in Chapter 3 and (Orsborn
et al., 2012). Spiking activity was determined using channel-thresholding (Chestek et al., 2011),
and thus primarily reflect multi-unit activity. All procedures were conducted in compliance with
the National Institute of Health Guide for Care and Use of Laboratory Animals and were
approved by the University of California, Berkeley Institutional Animal Care and Use
Committee.
6.2.2 Behavioral task
BMI and arm-movement tasks used a 2-dimensional delayed center-out reaching paradigm, as
described in Chapter 3 and (Orsborn et al., 2012). The subject completed reaches from a
central target to 8 peripheral targets (1.2 - 1.4cm radius) spaced uniformly around a 6.5cm
radius circle. Successful reaches required moving to the center target, a brief (250-300ms)
center-hold, acquiring the target within a time-limit (7-10s), and a target-hold. Targets were
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presented pseudo-randomly in blocks of 8 trials spanning all target locations. The subject was
initially trained on the center-out reach paradigm with his right arm in a 2D exoskeleton
(KINARM, BKIN Technologies) before performing BMI control. We refer to the center-out
task performed with the arm as manual control (MC).
6.2.3 BMI implementation
BMI was implemented using a position-velocity Kalman Filter (KF) for predictions, as described
in Chapter 2. KF State-transition matrices, A and W, were fit using arm kinematics, constrained
to impose a causal relationship between position and velocity, as described in Chapter 2.
The spike- and LFP-controlled BMIs differed only in the neural observations, yt., input
into the KF. In spike-controlled BMI (S-BMI), predictions were driven by spiking activity
(channel-level threshold crossings). Hence, yt was defined as binned firing-rates (100ms bins) of
unit activity for the selected ensemble of channels (similar to all previous work presented in
Chapters 2-5). Ensembles of 16 left-hemisphere (contra-lateral to trained arm for reaching)
units were used in S-BMI.
LFP-controlled BMI (LFP-BMI) predictions were based on the broad-band spectral
power of input LFP channels. Here, yt was defined as the log-power in non-overlapping 10Hz
bands from 80-150 Hz in the selected LFP channels. 20 right-hemisphere (ipsilateral) channels
were used. Power estimations were computed every 100ms using a 200ms sliding window of
raw LFP activity. Details of the LFP-BMI implementation can be found in (Dangi et al., 2013b).
In both types of BMI, decoders were trained using closed-loop decoder adaptation
(CLDA), implemented using the SmoothBatch algorithm described in Chapter 2 and used
throughout this thesis. After performance improved, the decoder was held fixed for the
remainder of the session for the next ≥4 days. CLDA allowed us to optimize decoders in
closed-loop based on the subject’s self-selected strategy. This also allows for more direct
assessment of the maximum attainable performance with each neural signal, since decoders are
not limited by the offline prediction power of the selected neural signals.
6.2.4 Data sets
We first present analysis of S-BMI, LFP-BMI and MC sessions collected in non-overlapping
periods of time. The subject first performed S-BMI for approximately 8 months (using different
decoders and ensembles), and subsequently performed LFP-BMI for 1 month with varying
decoders. MC sessions were done intermittently during S-BMI training. We analyzed neural
activity during natural arm movements (manual control, MC), S-BMI control, and LFP-BMI
control. The analyzed data sets each include 4 days where BMI performance (and decoders)
was relatively stable for each condition. Due to significant differences in the amount of training
time in S- and LFP-BMIs, we included two S-BMI data sets collected after 1 and 4 months of
training—"early" and "late", respectively. These two data sets were also used to control for
performance differences in BMI. Because data for each task type were collected at different
times, no effort was made to directly compare neural activity in these data sets. That is, we do
not assume the units or LFP channel properties are stationary. Instead, these analyses compare
population-level distributions of activity across the 128 recorded channels.
We next conducted an experiment where the subject performed S-BMI and LFP-BMI on
the same day in a non-cued A-B-A structure. Decoders for each type of BMI were trained that
day using CLDA. We then analyzed data as the subject used fixed (non-adaptive) decoders.
Blocks were approximately 30 minutes long (200-300 trials). We present analysis of one
89

experimental session with same-day task performance to facilitate direct comparison of neural
activity across conditions.
6.2.5 Data analysis
Behavioral data was analyzed using task performance (percent correct, success rate) and
kinematic measures (movement error and reach time). Details of these metrics and methods
are described fully in Chapter 3.
Spiking activity was analyzed using firing rates estimated with 100ms non-overlapping
bins. Units with average firing rates < 1 Hz were excluded from analyses. Units' modulation
with reach direction was assessed using modulation depth, estimated by fitting the firing rate in
a [0 1] s following the go-cue to a cosine-tuning model as described in Chapter 5 (section
5.2.6.2).
LFP signals were analyzed in the frequency domain, focusing on trial-averaged power.
Spectrograms were estimated using the multi-taper method implemented in Chronux
(http://chronux.org; 200ms sliding window with a 50ms step-size, time-bandwidth product of 3
and 5 tapers) (Mitra, 2008). The power in each frequency band was converted to a Z-score
(mean-subtraction and normalized by standard-deviation,) to reduce power differences across
frequencies due to the 1/f structure of LFP signals, and to normalize amplitudes across channels.
Each channel was analyzed separately. Direction modulation within frequency bands was
quantified as the difference between maximum and minimum average power across the 8
movement directions.
For all analyses of the indirect comparisons (see section 6.2.4 above), unit and channel
activity were averaged across the 4 consecutive days of control within the task-type data sets.
Similar results were seen when restricting analysis to individual days. Because data for each task
type were collected at different times, no effort was made to directly compare activity. Sameday comparisons (section 6.3.4), however, focus on direct comparisons of neural activity across
conditions.

6.3 Results
6.3.1 Behavioral performance
Figure 6.1 summarizes behavioral performance in the four data sets analyzed for indirect
comparisons. With CLDA, subjects could readily perform BMI with both types of neural signals.
Interestingly, LFP-BMI and S-BMI performance were comparable when comparing data sets
where the subject had comparable levels of practice. Reach times and movement errors were
not significantly different from each other in the LFP-BMI and S-BMI, early data sets (Figure 6.1
C, D, E) where the subject had approximately 1 month of practice in each type of BMI.
However, performance in S-BMI improved significantly with practice, with reaches becoming
straighter and faster. The inclusion of early and late data sets for S-BMI provides us with
comparisons to LFP-BMI that are performance matched, and to see if and how neural dynamics
change with practice (and performance improvements) in S-BMI.
6.3.2 Spiking activity
Multi-unit activity showed task-related modulations across all conditions. Units had stereotyped temporal firing patterns during movement. Figure 6.2A shows the average firing rate,
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Figure 6.1. Average performance for each condition. (A) Average task percent correct
(across all four sessions in the data set) for each task type. Bars show mean; error bars show
standard deviation. (B) Average task success rates; format as in A. (C) Average movement
errors. Bars show mean; error bars denote standard error of the mean. (D) Average reach
times; format as in C. LFP-BMI and S-BMI early performance was comparable. S-BMI late
reaches were straighter and faster (C, D, E; Kruskal-Walilis ANOVA, p < 0.05). (E) Sample
movement trajectories for each condition. Three randomly chosen trajectories are shown
per direction. Color is used to distinguish reach targets.
triggered at the go-cue, of example units across time for the four different conditions. Averages
were calculated across trials, separated by movement direction; example traces are for the
direction that elicited maximal firing. (Note that the units are not the same across task types.)
As commonly seen in motor cortices, MC elicited strong modulation of activity during
movement execution. Similar patterns were found in S-BMI. Interestingly, these patterns were
also present in LFP-BMI, even though unit modulation did not directly control cursor
movement.
Neural ensembles were also directionally tuned across all conditions. Figure 6.2B shows
the average firing rate of the example units (same as 6.2A) during [0 1] s as a function of
movement direction. Units exhibited approximate cosine tuning in all task types. The fraction of
recorded units that were significantly tuned was similar across conditions (MC: 90%, LFP-BMI:
100%, S-BMI, early: 91%, S-BMI, late: 100%). The distribution of unit modulation depths also
showed no dependence on task type (Figure 6.2C Kruskal-Wallis Analysis of Variance, p >
0.05).
6.3.3 LFP activity
LFP signals also showed stereotyped task-related activity across many different frequency bands.
Figure 6.3A shows trial-averaged spectrograms triggered on the go-cue for an example LFP
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Figure 6.2. Indirect comparisons of unit activity in all task conditions. (A) Mean firing rate
over time for example units. Averages were calculated for movements to each unit’s
preferred direction (i.e. direction with maximal firing). Line shows mean; shading denotes
standard error. Units are different across task condition. (B) Average firing rate during the
first second of movement versus reach direction for the example units shown in A. (C)
Average modulation depth across all recorded units for the four different task conditions.
Bars indicate mean, error bars show standard error of the mean. Neural populations
showed similar amounts of modulation with movement across all conditions (Kruskal-Wallis
ANOVA; p > 0.05).
channel (right, ipsilateral hemisphere). Several features were shared across task types, such as
high-frequency (65-100 Hz) increases in power shortly after movement onset. However, there
were also notable differences, particularly in the beta frequency range (20-45 Hz) during LFPBMI control compared to S-BMI or MC.
To assess differences in LFP signals across task-type, the LFP signal was divided into 3
broad frequency bands: 0-15 Hz, 20-45 Hz, and 65 - 100 Hz. These bands were motivated from
the similarities in their temporal modulations (see Figure 6.3A), and correspond approximately
to the theta, beta, and gamma frequency ranges commonly studied in the neural oscillations
literature. Results were not strongly dependent on the frequency-range definitions of these
bands. Figure 6.3B shows the trial-averaged power in the 20-45 Hz band for each task condition
for the example channel shown in Figure 6.3A. MC and S-BMI showed clear betadesynchronization patterns at movement onset, as has been previously observed [11]. Beta
power remained low in S-BMI longer, likely due to slower movements in BMI [6, 9]. Beta
power during LFP-BMI, however, had a distinct temporal profile. Separating the average beta
power across different reach directions (Figure 6.3C) reveals further differences in LFP activity
across task conditions. In S-BMI (and MC), beta power shows similar desynchronization
patterns, regardless of the movement target. In LFP-BMI, however, power differs substantially
for movements in different directions. We summarized these differences by comparing the
average LFP power during movement ([0 1] s) across different movement directions (Fig 6.3D).
LFP signals were more directionally modulated during LFP-BMI compared to MC or S-BMI. On
average, across channels, all 3 frequency groups showed differences in directional modulation
with task (Figure 6.3E; all groups significantly different, Kruskal-Wallis ANOVA, p < 0.05). LFPBMI had the strongest directional modulation of all task types for both the 20-45 Hz and 65 100 Hz bands.
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Figure 6.3. Indirect comparisons of LFP activity in all task conditions. (A) Trial-averaged
spectrogram for an example (right, ipsilateral, hemisphere) LFP channel in each task type.
(B) LFP modulation in the 20-45 Hz band across tasks. Trial-averaged across all trial types.
Shading shows standard error of the mean. (C) Average LFP modulation in the 20-45 Hz
band across tasks separated by movement directions. Means for two example directions
(target 4, dark; target 8, light) that are separated by 180 degrees. Format as in B. (D)
Average power during [0 1] s of movement versus reach direction for the example LFP
channel shown in A-C. (D) Average LFP modulation depth across all recorded channels for
the four different task conditions. Bars indicate mean, error bars show standard error of the
mean. All within-frequency-band comparisons significantly different (Kruskal-Wallis ANOVA;
p > 0.05).
6.3.4 Direct comparisons
The above data suggest that neural dynamics may differ depending on the signal used for BMI
control. One crucial limitation of these findings, however, was the indirect comparison of
neural activity (due to the large temporal separation between the data sets). We therefore
conducted preliminary experiments to facilitate direct comparisons of neural activity during
spike- versus LFP-BMI control. The subject attained proficient BMI control in both S- and LFPBMI (Figure 6.4 A-D). While task performance (percent correct; success rates) were relatively
comparable across BMI types, movements were significantly straighter and faster under spike
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Figure 6.4. Direct comparisons of performance and neural activity. (A-D) Task
performance (percent correct, A; success rate, B) and movement kinematics (movement
error, C; reach time, D) for S-BMI and LFP-BMI in one session. Reaches were significantly
straighter and faster in S-BMI (Kruskal-Wallis ANOVA, p < 0.05). Formats as in Figure 6.1AD. (E) Mean firing rate over time (top) and 20-45 Hz power (bottom) for an example unit
and LFP channel across the three blocks. Firing rate mean was calculated for unit’s preferred
direction. LFP power calculated across all trials. Lines shows mean; shading denotes standard
error. (F) Comparison of directional tuning properties (modulation depths, left; preferred
direction, right) for all recorded units in S-BMI and LFP-BMI. Blue dots denote units used for
S-BMI control. (G) Mean modulation depths of recorded units across each block. Spiking
activity was slightly more directionally tuned during S-BMI (Wilcoxon paired sign-rank test, p
< 0.05). Error bars denote standard error of the mean. (H) Average LFP modulation depth
across all recorded channels for each block in three frequency bands. Bars indicate mean,
error bars show standard error of the mean. LFP activity was significantly more directionally
modulated in LFP-BMI across all frequency bands. All within-frequency-band comparisons are
significantly different (Wilcoxon paired sign-rank test, p < 0.05).
control. This may suggest that spikes provide better BMI control, though disproportionate
training in S-BMI may also be a contributing factor (see Figure 6.1).
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Direct comparisons of spiking and LFP activity reveal similar trends to those found in
our indirect analyses. Spiking activity was remarkably similar across S- and LFP-BMI (Figure 6.4
E-G). Individual units had similar directional tuning properties in both conditions (Figure 6.4 EF). At the population level, units were slightly more directionally modulated in S-BMI (Figure 6.4
G; Wilcoxon paired sign-rank test, p < 0.05). Yet, LFP activity showed notable differences
across BMI control types (Figure 6.5 E, H). Across all frequency bands and channels, LFP was
significantly more directionally modulated when BMI control was driven by LFP (Figure 6.5 H).
Interestingly, the subject readily switched between these strategies with block changes even
without overt cues as to the control signal type.

6.4 Discussion
Comparison of spiking and LFP activity during BMI paradigms controlled with either signal
revealed clear task-modulations in both signal types in all tasks. That is, LFP and spiking signals
were strongly modulated in BMI, even when they were not being directly used as a control
signal. However, there were differences in the patterns of task-relevant activity based on the
control signal used for BMI. The subject modulated LFP signals in a more direction-specific way
during LFP-BMI compared to S-BMI or MC. In contrast, LFP signals during spike-based BMI
were less directionally modulated, and showed clear temporal similarities to that of natural arm
movements (Figures 6.3 and 6.4). Interestingly, unit activity during LFP-BMI showed similar
amounts of directional tuning as in spike-based BMI. Direct comparisons also suggest that
spiking activity was remarkably similar between different task conditions despite differences in
LFP power modulations (Figure 6.4).
The task-relevant modulations in both LFP and spiking activity across both types of BMI
also suggest a link between these signals. Previous research showed changes in neural
synchrony with operant conditioning of LFP activity (Engelhard et al., 2013). We similarly find
clear task-modulation of unit firing during LFP-based BMI control and vice-versa. Co-modulation
of spike and LFP activity could suggest promising applications for BMIs that utilize multiple
neural signals (Hwang and Andersen, 2009; Ranade et al., 2009). Our results also show that that
the control signal used in a BMI may significantly influence neural dynamics. These findings are
particularly interesting, given that these data were generated using a decoder adaptation
paradigm. CLDA could obviate the need for subject modifications of behavior or strategy, since
the decoder adapts to the subject. Yet we still found clear differences in LFP modulations
across BMI tasks. These differences are even present when the subject switches between S- and
LFP-BMI control within a day and is not cued as to the control signal type (Figure 6.4).
Further analyses and experiments are needed to better understand how these dynamics
are influenced by the decoder properties and learning. For instance, we found significant
directional modulation of LFP signals in the 0 – 12 Hz and 20-45 Hz ranges, though these bands
were not used as decoder inputs. We also saw decreased LFP directional modulation in S-BMI
after significant training (Figure 6.3, S-BMI early vs. late). BMI performance also improved
significantly between the early and late BMI data sets (Figure 6.1). Changes in LFP modulation
might reflect learning and increased selective modulation of spiking, though additional studies
are needed to rule out other possible explanations (e.g. decoder differences, recording shifts).
Similarly, it will be important to explore spike modulation with prolonged LFP-BMI training. If
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and how neural dynamics depend on the BMI decoded signal and training may also shed light on
the mechanisms by which subjects modulate neural signals.
Future work and analyses are needed to explore how subjects might produce
differential LFP activity with similar spiking (Figure 6.4). LFP is thought to primarily reflect
dendritic activity near the recording electrode, and therefore best captures inputs to a cortical
area (Pesaran, 2009; Buzáki et al., 2012). The different patterns of LFP across BMI conditions,
then, may involve changes in upstream areas during LFP control. That is, rather than directly
modulating activity in the primary motor cortices being recorded, subjects might control LFPBMIs by modulating connecting areas (e.g. pre-motor and/or pre-frontal cortices). However,
this hypothesis does not necessarily explain the similarity in spiking activity between LFP-BMI
and S-BMI. Changes in inputs to the control area would likely produce differential patterns of
outputs (i.e. spikes). An alternate possibility is that subjects control the LFP by changing
patterns of neural synchrony within the control area (Buzáki et al., 2012). Recording from
upstream areas during BMI, and analyzing within- and across-area correlations will be critical for
understanding neural dynamics underlying BMI control.
This study highlights the complexity of neural dynamics in closed-loop BMI. Neuron
action-potentials and local field potentials are both modulated during BMI, regardless of the
signal being used for control. Their specific dynamics, however, may depend on the control
signal. This suggests that multiple neural signals may be useful for neural prostheses, and that
neural dynamics may be shaped by real-time feedback and learning in closed-loop settings.
Further study of neural dynamics will help elucidate their dependence on control signal type,
and the mechanisms underlying their volitional control.
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Chapter 7:
Exploring alternative control signals: local field potentials vary
with movement dynamics
BMIs to date have focused primarily on kinematic control. Indeed, the BMI work presented in
this thesis (Chapters 2-6) focused on BMIs that control the position and velocity of a virtual
cursor. Pure motion control, however, is unlikely to be sufficient for real-world
neuroprostheses that will operate in dynamic environments and interact with objects. Forces
and torques play a critical role in these interactions. Dynamic properties of the BMI system
have also been shown to influence performance (Carmena et al., 2003; Taylor et al., 2003), even
in virtual cursors (Gowda et al., 2012; see Section 1.3.3). Providing control of movement
dynamics, then, may be essential as BMIs transition from virtual to physical.
Little is known about how the central nervous system (CNS) controls movement
dynamics. The natural motor system is highly distributed, with control shared across the spinal
cord, the cerebellum, and a host of cortical and sub-cortical areas (Riehle and Vaadia, 2004). As
reviewed below, limb dynamics have been closely linked to spinal-level control mediated
through reflexes. However, psychophysical evidence suggests that humans can volitionally
control limb dynamic properties based on the environmental dynamics. This suggests that
cortical areas, typically thought to be involved in higher-level processing of movement goals,
might also contribute to the control of movement dynamics. This has yet to be explored at the
neurophysiological level.
In this chapter, we explore how neural activity in the primary and pre-motor cortices
varies with natural limb movements in different dynamic environments. One key goal of this
study is to assess whether cortical areas are involved in the direct control of limb dynamics.
This will be important for understanding how to incorporate dynamics control into BMIs. While
we advocate for a “non-biomimetic,” closed-loop approach to BMIs (see Chapter 1), insights
into the natural CNS function may still be highly informative for the design of BMIs. For
instance, suppose that movement dynamics like limb stiffness are controlled entirely at the
spinal level, and cortical areas have little involvement. Subjects might be able to learn to operate
a cortically-driven BMI that uses stiffness as a control signal with practice via biofeedback. But
learning might be faster and easier in a BMI that better mimicked the distributed control of the
natural CNS (e.g. that used cortical activity to control kinematics, and has “spine-like”
mechanism for dynamics control within the decoder or plant). As BMIs scale-up in control
complexity (degrees of freedom, kinematic and dynamic control), deeper understanding of the
natural motor system will inform the design of BMI system architectures to be explored in
closed-loop.
This work was done in collaboration with Jose M. Carmena.

7.1 Introduction
Our central nervous system (CNS) overcomes feedback delays and unpredictability in the
external environment to dexterously maneuver our limbs. Our movements are controlled at
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many levels, from the limb biomechanics, to the spinal cord, and a host of cortical areas.
Understanding each level’s role and how they combine to produce goal-directed movements is
a fundamental question of motor control research. Insight into these control principles is also
essential to restoring natural movements to patients with neurological motor deficits.
Research suggests that control of the mechanical impedance (inertia, damping, stiffness)
of the upper-limb plays an important role in executing skilled movements. Limb impedance,
which describes the limb’s behavior when interacting with the environment, involves the
interplay of all levels of the motor system. Impedance is, by definition, a mechanical property of
the limb and dependents on posture and muscle biomechanics (Hogan, 1985; Mussa-Ivaldi et al.,
1985; Milner 2002; Damm and McIntyre, 2008). Limb stiffness, in particular, can also be
modulated by the CNS through co-activation of agonist-antagonist muscle pairs (Hogan, 1985).
Because it involves co-contraction, stiffness can be changed without influencing movement
kinematics. You can drink your morning coffee with a relaxed or stiff arm. How you bring the
cup to your mouth will be the same; the difference is that if someone bumps into you, you
either spill coffee on yourself or stay dry. These properties make stiffness both a likely control
variable for the CNS and an interesting property for motor control research.
Psychophysical studies show that limb stiffness is, indeed, modulated by the CNS in a
task-specific manner using a combination of biomechanical and neural substrates. Humans
increase their upper-limb stiffness for tasks requiring increased accuracy (Gribble et al., 2003;
Selen et al., 2006; Lametti et al., 2007; Wong et al., 2009), movements in unstable (Burdet et al.,
2001; Franklin et al., 2007) and stable (Darainy and Ostry, 2008) novel environments, and while
first learning new dynamic environments (Osu et al., 2002; Franklin et al., 2003). What’s more,
stiffness is optimized to task requirements (Burdet et al., 2001; Franklin et al., 2007; Lametti et
al., 2007; Wong et al., 2009). These stiffness modulations are accompanied by changes in spinal
reflex loop gains (Lacquaniti et al., 1991; Liaw et al., 2007; Damm and McIntyre et al., 2008;
Krutky et al., 2008; Perreault et al., 2008) and co-contraction (Mussa-Ivaldi et al., 1985;
McIntyre et al., 1996; Gribble and Ostry, 1999; Osu et al., 2002; Franklin et al., 2003; Gribble et
al., 2003). Given the many observations of task-specific stiffness modulation, we hypothesize
that it is a task-relevant variable controlled by the CNS to achieve stable and accurate
movements.
While clear mechanisms for stiffness modulation have been identified and well classified,
the question of how they combine to achieve control remains unaddressed. In particular, the
role of cortical areas, such as primary motor cortex (M1) and dorsal premotor cortex (PMd) is
a key question that has received little attention in motor neurophysiology. Representations of
movement in motor cortices are a topic of significant debate (Shenoy et al., 2013). Cortical
involvement in stiffness control could take several different forms. Spiking activity in M1 and
PMd activity shows strong correlation to both muscle activation (including individual muscle
activity (Fetz and Cheney, 1980; Bennett and Lemon, 1994; Morrow and Miller, 2003), muscle
synergies (Holdefer and Miller, 2002) and co-contraction of antagonist muscle pairs (Humphrey
and Reed, 1983)), and abstract movement variables like hand position (Georgopoulos et al.,
1986) and velocity (Schwartz et al., 1994; Moran and Schwartz, 1999). Hence, if limb stiffness is
represented in motor cortex, these representations might take muscle recruitment-based or
more abstract movement-independent forms.
In this study, we explore local field potential activity in M1 and PMd during movements
in an unstable force-field shown to evoke changes in limb stiffness in humans (Burdet et al.,
2001). The relationship between LFP activity and behavior are poorly understood. Neurons in
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motor cortices show clear phase-locking to LFP oscillations (particularly in the Beta (20 – 45
Hz) frequency range) (Sanes and Donoghue, 1993; Murthy and Fetz, 1996; Donoghue et al.,
1998; Baker et al., 1999, 2001), suggesting that LFP might play a critical role in coordinating
spiking activity within the cortex. Similarly, beta oscillations are coherent with EMG activity
(Murthy and Fetz, 1993, 1996), and this coherence varies across movement contexts (Baker et
al. 1999, 2001). Yet, LFP shows minimal correlations with explicit muscle activity or movement
behaviors (Murthy and Fetz, 1992, 1996). More abstract movement variables, such as saccade
movement direction have successfully been successfully decoded from LFP activity (Markowitz
et al., 2011) and LFP shows some degree of directional tuning (Ranade, 2009) similar to action
potentials (Georgopoulos, 1986). Many have also observed clear changes in oscillations with
expectancy or arousal (Murthy and Fetz, 1992, 1996; Saleh et al., 2010). This has led many to
suggest that LFP may be particularly important for coordinating and planning movements. LFP,
therefore, is an interesting signal to explore across different movement dynamics.

7.2 Methods
7.2.1 Electrophysiology
Four adult male rhesus macaques (macaca mulatta; Monkeys P, R, S and J) were used in these
studies. The subjects were chronically implanted with Teflon-coated tungsten microwire
electrode arrays (35 μm diameter, 500 μm wire spacing; Innovative Neurophysiology, Durham,
NC) for neural recording. Arrays were implanted targeting the arm areas of primary motor
cortex (M1) and dorsal premotor cortex (PMd) based on stereotactic coordinates (Paxinos,
2000). Monkey P had 3 64-electrode arrays (8 x 8 configuration) implanted in M1 (bilateral) and
PMd (left hemisphere only). Monkey R had four 64-electrode arrays (bilateral M1 and PMd).
Monkeys S and J had bilateral 128-electrode arrays (8 x 16 configuration) implanted targeting
M1 and extending rostrally into PMd. Local field potentials (LFP) were recorded using a 128channel MAP recording system (Plexon Inc., Dallas, TX). LFP was filtered in hardware to
include all neural signals from 0 – 150 Hz.
All procedures were conducted in compliance with the National Institutes of Health
Guide for Care and Use of Laboratory Animals and were approved by the University of
California, Berkeley Institutional Animal Care and Use Committee.
7.2.2 Behavioral task
Subjects were trained to perform arm movements with their right arm in an exoskeleton
(KINARM, BKIN Technologies). The exoskeleton constrained arm movements to the
horizontal plane, and was used to both monitor subject movement kinematics (position and
velocity) and to apply forces to the arm. The task display was projected in the same plane as
their arm onto a semi-silvered mirror, allowing subjects partial view of their arm below. A
cursor was displayed on the screen co-localized with the subject’s hand position (Figure 7.1A).
The subjects were first trained in a self-paced center-out reaching task to 8 targets (as
described in section 3.2.2). They were then trained on a divergent force-field task. In this task
(Figure 7.1), reaches were made in two force-field conditions: 1) null-field (NF) where no force
is applied and 2) an unstable position-dependent divergent force-field (DF). The DF, as
developed by Burdet et al. (2001), applies a destabilizing force to the hand (F) that is
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proportional to the perpendicular deviation from the straight path between start and end
locations. For a movement along the y-axis (Figure 7.1B), F can be expressed as:
F   cos( ) sin( ) x
T

(7.1)

where β represents the divergent field magnitude. Human subjects use limb stiffness to navigate
the DF, increasing limb stiffness along the direction of force-field instability φ (Burdet et al.,
2001; Franklin et al., 2007). These changes are accompanied by both muscle co-contraction
(Franklin et al., 2003) and increased long-latency reflex gains (Liaw et al., 2008; Perreault et al.,
2008). Subjects performed the DF task in blocks of different field strengths. Several different
strengths were tested across the four different subjects, as summarized in Table 7.1. Block
orders were typically randomized to control for fatigue effects.
The structure of the DF task is similar to that of a center-out reaching paradigm, with
movements from a central to peripheral target (Figure 7.1C). The task used a single reaching
target (Figure 7.1A), varying the field strength β. Field orientation (φ) was held constant at 0°,
corresponding to a field perpendicular to the direction of movement. To keep the subject
engaged, center hold times were variable (700 ± 300 ms with a uniform distribution). Similarly,

Figure 7.1 Behavioral task set-up. (A) Top-down view of the experimental set-up. Subjects
performed an arm-movement task in a 2-D exoskeleton constraining their arm to move
within the horizontal plane. (B) The divergent force-field (DF) applies force to the subject’s
hand proportional to deviations from a straight reach. Red arrows illustrate forces for a DF.
Forces increase at hand positions further from the straight line between the central (green)
and peripheral (blue) targets. (C) Trial time-line for DF reaches. Subjects initialized trials by
moving to the central target. After a variable-length center hold, a target flash cued the
subject to initialize a movement to the peripheral target. Successful reaches required
acquiring the target within a specified reach-time window and holding at the peripheral
target.
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long reaction times (> 500ms) resulted in trial errors to encourage active attention on the gocue. In an effort to constrain movement kinematics (better isolating differences in dynamics),
reach times were tightly constrained for subjects R, S, and J. Successful reaches required arrival
at the target within a specified reach time window. This window was varied across subjects to
best shape velocity profiles to be similar across force-field conditions. Reach time windows
were typically very short to encourage fast, ballistic reaches, and 100-150ms long (e.g. subject R
used a window of 200 – 350ms). Subject P performed a more preliminary version of the task
where reach times were unconstrained.
Table 7.1 Summary of sessions for all subjects. Total number of recording days is shown, as
well as the number of blocks with different DF strengths (β).

Subject
R
J
S
P

Days
15
14
5
4

0
24
22
12
8

60
8
11
8
4

β (N/m)
70 80
— 13
— 17
5
1
— —

100
5
1
—
—

7.2.3 Electromyography recording
Surface electromyography (EMG) was used to monitor muscle co-contraction during task
performance. Surface gold disc electrodes (Grass Technologies Inc., West Warwick, RI) were
mounted on medical adhesive tape and placed on the skin overlying two muscle groups
spanning the elbow joint: triceps lateral head (elbow extensor) and biceps short head (elbow
flexor). Signals were amplified by 10,000 with a multi-channel differential amplifier (Plexon,
Dallas, TX) and stored. For analysis, EMG signals were high-pass filtered, rectified, smoothed by
convolution with an 80 millisecond triangular kernel, and normalized to z-scores. This
normalization approach yields qualitatively similar results to other methods (Gribble et al.,
2003).
7.2.4 Data analysis
7.2.4.1 Behavioral metrics
Performance was quantified using both task and kinematic measures. Task performance was
quantified using the percentage of successfully initiated trials resulting in success (as previously
described in section 3.2.6.1). Kinematic measures include: reach time, reaction time, maximum
trajectory speed, and maximum deviation. Reach time was defined as the time between leaving
the central target to arriving at the peripheral target. Reaction time was quantified as the time
between the go-cue triggering the subject to initialize a reach and when the subject’s hand left
the central target. Maximum speed was computed by calculating the hand speed profile for each
trial and finding the maximum speed during the reach phase (between the go-cue and target
arrival). Maximum deviation was defined as the maximal distance from a straight-line reach
between the central and peripheral target.
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7.2.4.2 LFP analysis
LFP was analyzed in the frequency domain focusing on spectral power. Spectrograms were
estimated using the multi-taper method implemented in Chronux (http://chronux.org) using a
200ms sliding window with a 50ms step-size, time-bandwidth product of 3 and 5 tapers (Mitra,
2008). The power in each frequency band was converted to a Z-score (mean-subtraction and
normalization by standard-deviation) to reduce power differences across frequencies due to the
1/f structure of LFP signals, and to normalize amplitudes across channels and over days. Mean
and standard deviation calculations for the Z-score calculation were computed using all LFP
data for a given recording day.
Power was compared across force-field conditions focusing on three different frequency
ranges: 0 – 12 Hz, 20 – 45 Hz, and 45 – 150 Hz. The choice of these ranges were partially
informed by well-established frequency bands established from previous research (roughly
corresponding to theta, beta, and gamma; Ranade, 2009), and were motivated by the observed
data. That is, LFP analyses revealed clear bands of frequencies that co-modulated (see Figure
7.5A). Power in each band was computed by averaging trial-averaged spectrograms across the
frequency band of interest. Note that these calculations were done on Z-score-transformed
data, and therefore allows for more equal weighting of each frequency bin. Variability in power
was dominated by trial-to-trial variability. Uncertainty in these power-band estimates, then, was
estimated using the standard error of the across-trial mean.
Analyses were conducted both on individual channels, and on the mean LFP activity
averaged across all recorded channels (or the channel-means computed within all channels
recorded in a given hemisphere).

7.3 Results
7.3.1 Behavior
Subjects could learn to navigate the unstable divergent force-field (Figure 7.2). Reaches under
null-field conditions were naturally quite straight, with slight deviations from a straight-line
reach (Figure 7.2A-B). Turning on the DF caused significant deviations, with the force-field
magnifying subject errors and pushing them away from the target. With practice (“DF, late”),
subjects made straighter, successful reaches to the target. After removing the force-field,
reaches returned to baseline. Velocity profiles were typically similar across conditions (Figure
7.2 C), though the reaching statistics such as reach times, maximum speed, and reaction time
often varied significantly across the different blocks (Figure 7.2D). EMG suggests that subjects
used a co-contraction-based strategy to counter the instability in the DF (Figure 7.3). Both
bicep and triceps activity increased with increasing field strengths. Interestingly, we did not see
any anticipatory co-contraction, despite the block-based task design. In fact, co-contraction was
typically most evident later in the reaching phase. For instance, bicep and tricep EMG activity
does not separate across task conditions until approximately 100ms after leaving the central
target.
While all subjects could perform the DF task, the unstable field task was very difficult.
Averaging across all sessions for each subject, task performance (percent correct) decreased
significantly with increasing field strength for all subjects (Figure 7.4A). Analyzing kinematics
across different field strength reveals some inconsistencies across subjects. Reach times,
maximum speed, and reaction times varied with field strength for all subjects (Figure 7.4B-D)
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Figure 7.2 Example behavioral performance for monkey R. (A and B) Sample reach
trajectories (B) and their maximum deviation (A) for NF and DF blocks in one example
session. Ten sample trajectories are shown per condition. The DF block is split into “early”
and “late” phases, showing the first ten trials and ten trials mid-way through the block,
respectively. Reaches for NF conditions were selected randomly. (C) Average hand speed
for the three blocks, triggered on the hand leaving the central target. Lines denote mean,
shading shows standard deviations. (D) Histograms of peak hand speeds across the three
blocks. Vertical lines denote the mean. Peak speeds were significantly different across all
blocks (Kruskal-Wallis ANOVA, p < 0.05).
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Figure 7.3 EMG across blocks with different field strengths in an example session with
monkey R. (A) Trial-Averaged tricep EMG activity, centered on leaving the center. Lines
denote mean; shading shows standard error of the mean. (B) Trial-averaged bicep EMG
activity, centered on leaving the center. Format as in (A). EMG activity increased with
increasing field strengths in both muscles, suggesting a co-contraction based strategy. EMG
activity returns to a baseline level after exposure to the DF (NF, post block in grey). Also
note that anticipatory co-contraction was not observed.
but with inconsistent trends. All subjects showed at least some significant differences in all
kinematic properties across blocks (Kruskal-Wallis ANOVA, p < 0.05).
7.3.2 LFP
Local field potential power showed changes across different force-field conditions. Figure 7.5
shows spectrograms for the average LFP signal (averaged across all recorded channels; A) and
one example contralateral channel for one session with monkey R where he performed the NF,
and DF with two strengths. LFP showed commonly observed trends with movement, including
a prominent decrease in the beta frequency range (20 – 45 Hz) around movement onset and
increased high-gamma activity (75 – 150 Hz) during movement (Murthy and Fetz, 1992; 1996).
All recorded channels showed similar trends, as reflected by the strong similarity between the
across channel mean (A) and the example channel (B). To better visualize changes across task
conditions, we computed the average power in three different frequency bands (0 – 12 Hz, 20 –
45 Hz, and 45 – 150 Hz) for each channel and the across-channel mean (see section 7.2.4.2).
Figure 7.5 C and D show the power in these frequency bands for the channel mean and
example channel, respectively. Low-frequency activity showed little temporal modulation with
respect to the task, and did not differ significantly across task conditions. However, we did
observe notable differences in the beta and gamma frequency ranges across conditions.
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Figure 7.4 Behavioral performance versus β for all subjects. (A) Task percent correct as a
function of β. Averages were calculated across all blocks for a given strength (numbers of
blocks are shown in Table 7.1). Error-bars denote standard error of the mean. All subjects
show significant drops in task performance with increasing field strength. (B) Reach time
versus Average hand speed for the three blocks. Format as in (A). Trends are inconsistent
across subjects, but all subjects show some significant changes in reach times across forcefield conditions (Kruskal-Wallis ANOVA, p < 0.05). (C) Maximum hand speed versus β.
Format as in (A). Consistent with (B), different trends are found across subjects. All subjects
show some significant differences in speed across blocks (Kruskal-Wallis ANOVA, p < 0.05).
(D) Reaction times as a function of β. Format as in (A). Subjects typically showed reduced
reaction times with increasing field strengths (except for subject S). All subjects showed at
least some significant differences in reaction time across conditions (Kruskal-Wallis ANOVA,
p < 0.05).
Strikingly, beta power prior to movement onset and during reaching decreased proportional to
the field strength. Gamma power showed similar decreases during movement.
To quantify these effects, we computed the average power in each frequency band for
two time-periods: the preparatory phase and movement phase (illustrated in Figure 7.5 C and
D). The preparatory period was defined as 1s to 500ms prior to movement onset. Given the
average subject reaction times and hold periods, this time-frame capture the period of quiet
holding at the central target. The movement phase was defined as the time immediately
following to 500ms after leaving the center. This captures the full duration of movement given
average subject reach times (Figure 7.4B) while also matching the length of the preparatory
period. Figure 7.6 illustrates the average power in these two time periods for all frequency
bands, grouping data by field strength and combining data across all recording sessions for
monkey R. Low frequencies showed no clear trends in any frequency bands or time periods.
Beta and gamma, however, showed clear decreases with increasing field strength in both time
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Figure 7.5 Spectral analysis of LFP for an example session from monkey R. (A) Trialaveraged spectrograms for the mean LFP (averaged across all recorded channels) across
three different blocks: NF (left), DF, β = 60 N/m (middle), and DF, β = 80 N/m (right).
Averages are time-locked to leaving the center target. (B) Same as in (A) but for an
example single channel from the contralateral hemisphere. Individual channels showed very
similar results as the across-channel average. (C) Average power in the across-channel
mean LFP signal for three frequency bands of interest (0 – 12 Hz, top; 20 – 45 Hz, middle;
45 – 150 Hz, bottom) across the three blocks. Averages are time-locked to leaving the
center. Lines denote mean; shading denotes standard error of the mean. Low frequencies
showed minimal task-modulation, regardless of field strength. Beta-band frequencies
showed a clear separation across conditions, both immediately prior to movement onset
(“preparatory”, red) period, and during movement (“movement”, brown). (D) Same as in
(C) but for the example individual channel shown in (B). Again, individual channels showed
similar trends as the channel-mean.

periods. Interestingly, planning period activity showed the clearest relationship with field
strength, even though subjects did not show anticipatory co-contraction (Figure 7.3).
Moreover, this trend was consistently observed across all recorded channels. This was true
even for channels recorded on different hemispheres. We therefore focused on the mean
across channels for computational simplicity to summarize results across subjects.
Figure 7.7 summarizes frequency band comparisons across subjects. Again, low
frequency activity showed no trends for any subject. Beta and gamma bands showed notable
changes across task conditions, though trends differed across subjects. Monkeys S and P had no
statistically significant changes across blocks (Kruskal-Wallis ANOVA, p > 0.05). Monkeys R and
J both showed significant changes in the beta band during the preparatory period, though in
opposite directions. Gamma activity only showed significant changes for Monkey R.
Interestingly, beta and gamma power in the DF task conditions was clearly linked to task
performance. Comparing results analyzing either successfully completed reaches or error trials
did not reveal any notable differences in preparatory period activity (Figure 7.8).

7.4 Discussion
Our results illustrate that non-human primates can perform movements in unstable force-fields,
and may navigate these environments by increasing co-contraction to stiffen the limb. We also
found preliminary results suggesting that local field potential spectral power may be modulated
by movement dynamics. However, our findings are inconclusive across subjects and additional
analyses are required to better understand these observed changes and their significance.
While all subjects learned to perform the task, the DF was very difficult, causing all
subjects to show sharp decreases in task performance with increasing field strength. Moreover,
despite task designs aiming to control for movement kinematic factors, significant variability in
movement times, reach speeds, and reaction times were found across blocks. Reaction time
differences across blocks may be particularly problematic for interpreting LFP results, as beta
power has been shown to co-vary with reaction times (Pogosyan et al., 2009). Monkey R
showed the most consistent kinematic performance across blocks. Though significant
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Figure 7.6 Average LFP power in different frequency bands and task phases versus field
strength for example channels from monkey R. (A - C) Average power (averaging across
days) in the 0 – 12 Hz (A), 20 – 45 Hz (B), and 45 – 150 Hz (C) frequency bands during the
preparatory (left) and movement (right) periods. Ten randomly selected channels from the
left (grey) and right (black) hemispheres are shown as dashed lines. Solid black and grey lines
show averages across all left and right hemisphere channels, respectively. The mean across
all channels is shown in pink. Error bars denote standard error of the mean. Note that all
figures are plotted with the same y-axis scaling (though with different y-axes ranges) to
facilitate direct comparisons across bands and time-periods.
differences were found, they were typically small and did not show clear correlations with field
strength (compared to, for instance, monkey J). This may contribute to the more clear findings
in LFP analyses for this subject compared to others. Sub-sampling trials to match kinematic
behavior across task conditions may better elucidate the relationships between LFP power and
movement dynamics.
Though preliminary, our results suggest that LFP activity may partially reflect more
cognitive signals related to alertness or task-relevant cues. Previous work has shown that betaband power is linked to subject anticipation of task-relevant information (Saleh et al., 2010).
Similarly, beta oscillations’ relationship to movement can change across different types of tasks.
Murthy and Fetz noted that beta “desynchronization”—a pronounced drop in power during
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Figure 7.7 Average LFP power in different frequency bands and task phases versus field
strength for the across-channel mean for all subjects. (A - C) Average power (averaging
across days) in the 0 – 12 Hz (A), 20 – 45 Hz (B), and 45 – 150 Hz (C) frequency bands
during the preparatory (left) and movement (right) periods. Lines show the mean channel
activity. Error bars denote standard error of the mean. Note that all figures are plotted with
the same y-axis scaling (though with different y-axes ranges) to facilitate direct comparisons
across bands and time-periods. Both 20 – 45 Hz and 45 – 150 Hz bands showed strong
modulation with field strength in both time periods, though inconsistent trends were
observed across subjects and many changes were not statistically significant. * denotes p <
0.05, Kruskal-Wallis ANOVA across all recorded blocks.
movement—does not necessarily occur during exploratory reaching behaviors (1992; 1996).
We found notable differences in LFP activity prior to movement onset, despite no observable
differences in co-contraction of the reaching arm prior to movement. Similarly, preparatory
period LFP was not clearly linked to behavioral outcome—with similar patterns of LFP
observed for both error and successful trials. This is consistent with the idea that LFP may
capture task-relevant features rather than encoding precise movement-related variables.
However, we also observed differences during movement periods. Further work is needed to
clarify these relationships.
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Figure 7.8 Comparison of the average beta-band LFP power for an example DF block from
monkey R for successful versus error trials. Data corresponds to the β = 60 N/m condition
illustrated in figure 7.5. Power showed no differences in the preparatory period with
different behavioral outcomes. Note that the significant difference in the movement period is
attributable to the fact that error trials are aborted and therefore finish earlier than
successful reaches.
Our results also suggest that motor cortical activity is modulated by dynamics. Whether
LFP changes are linked to task-related information or changes in movement dynamics, LFP
activity is modulated across different dynamic environments. This suggests that using cortical
inputs to control movement dynamics in BMI may be fruitful.
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Chapter 8:
Conclusions and open questions
Movement is fundamental to our daily lives. Whether communicating ideas or interacting with
loved ones, we affect change on the world via movements. Unfortunately, millions of Americans
have had their ability to move limited by injuries like stroke or spinal cord injury. Brain-machine
interfaces (BMIs) have great potential to restore function to these people. Yet many challenges
remain before BMIs can become realistic clinical therapies. This thesis focused on one key
bottleneck in developing clinically viable neuroprostheses—improving the quality and reliability
of the provided control.
The underlying theme of this thesis is the importance of designing BMI systems in
“closed-loop.” BMIs create novel, adaptive closed-loop feedback systems that are distinct from
the natural motor system. Deeper understanding of these BMI systems will be essential to
improving their performance. This thesis explored many key components of closed-loop BMIs,
including adaptation of the decoder and it’s interaction with neural adaptation, and how system
design (e.g. selection of neural or control signals) might shape BMI performance. Together, this
work shows the potential promise and importance of designing BMIs using strategies informed
by a closed-loop perspective. However, many open questions and new directions in this nascent
field remain. Below, we summarize key findings of this thesis. We then discuss open questions
in our understanding of the basic neuroscience of BMIs, and new directions for engineering
developments for improving neuroprostheses. Work in both directions will be critical for
making the next generation of neuroprostheses capable of restoring robust, natural motor
function.

8.1 Summary of contributions
In closed-loop, performance is determined by both the decoder and the brain, each of which
are dynamic and adaptive. Closed-loop design, then, must take into account system adaptation.
One of the main thrusts of this thesis was in exploring system adaptation as a means to
improve BMI performance. Closed-loop decoder adaptation (CLDA) is one particularly
powerful tool for improving BMI performance. CLDA modifies the decoder parameters based
as the subject uses a BMI in closed-loop, and has proven useful for training decoders to
improve BMI performance (Taylor et al., 2002; Jarosiewicz et al., 2008; 2013; Shpigelman et al.,
2008; Velliste et al., 2008; Gilja et al., 2010; 2012; Collinger et al., 2012; Hochberg et al., 2012;
Orsborn et al., 2012) and maintaining BMI performance with non-stationary neural activity
(Héliot et al., 2010b; Li et al., 2011). Given the subject-decoder interactions inherent in closedloop BMIs, the details of CLDA algorithms will significantly influence their utility for different
applications. For instance, the timescale of decoder adaptation may be of particular importance
when starting from limited initial performance.
In Chapter 3, we developed and tested a CLDA algorithm designed to rapidly improve
performance, independent of a subject's initial performance. Such algorithms may be crucial for
clinical applications where patients have limited movement and sensory abilities due to motor
deficits. We presented SmoothBatch, a CLDA algorithm which uses an exponentially weighted
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sliding average to update the decoder parameters on a 1-2 minute time-scale. We
experimentally tested SmoothBatch with one non-human primate performing a center-out BMI
task, where the algorithm was seeded four different ways with varying offline decoding power.
We showed that SmoothBatch could rapidly and reliably improve performance regardless of
seeding. After decoder adaptation was stopped, the subject maintained high performance
throughout the rest of the session. Moreover, performance improvements were paralleled by
SmoothBatch convergence, suggesting that CLDA involves a co-adaptation process between the
subject and the decoder.
Designing the SmoothBatch CLDA algorithm in Chapter 3 required multiple important
decisions, including: choosing the time-scale of adaptation, selecting which decoder parameters
to adapt, crafting the corresponding update rules, and designing CLDA parameters. These
design choices, combined with the specific settings of CLDA parameters, will impact the
algorithm's ability to make decoder parameters converge to values that optimize performance.
In Chapter 4, we presented a general framework for the design and analysis of CLDA
algorithms, and support our results with experimental data of two monkeys performing a BMI
task. First, we analyzed and compared existing CLDA algorithms to highlight the importance of
four critical design elements: the adaptation time-scale, selective parameter adaptation, smooth
decoder updates, and intuitive CLDA parameters. Second, we introduced mathematical
convergence analysis, using measures such as mean-squared error and KL divergence, as a
useful paradigm for evaluating the convergence properties of a prototype CLDA algorithm
before experimental testing. By applying these measures to an existing CLDA algorithm, we
demonstrated that our convergence analysis is an effective analytical tool that can ultimately
inform and improve the design of CLDA algorithms.
Having explored decoder adaptation’s potential for improving BMI performance, in
Chapter 5 we asked how to leverage the potential of both CLDA and neural adaptation
together. Previous work suggests that neuroplasticity may play a critical role in developing
robust, naturally controlled neuroprostheses. This learning, however, is sensitive to system
changes, such as the neural activity used for control. The ultimate utility of neuroplasticity in
real-world neuroprostheses is thus unclear. CLDA, meanwhile, holds promise for improving
neuroprosthetic performance in non-stationary systems. In Chapter 5, we explored using
decoder adaptation to shape neuroplasticity in two scenarios relevant for real-world
neuroprostheses: non-stationary recordings of neural activity, and changes in control context.
Non-human primates learned to control a cursor to perform a reaching task using semistationary neural activity, in two contexts: with and without simultaneous arm movements.
Decoder adaptation was used to improve initial performance and compensate for changes in
neural recordings. We showed that beneficial neuroplasticity can occur alongside decoder
adaptation, yielding performance improvements, skill retention, and resistance to interference
from native motor networks. These results highlight the importance of neuroplasticity for realworld neuroprostheses.
We next shifted to explore how the BMI system itself—the neural signals, decoder
architecture, and actuator dynamics—might shape control. Understanding how different aspects
of the BMI system influence performance and neural strategies will be critical for optimizing
BMIs. In Chapter 6, we asked how the neural signals used for BMI influence control. BMIs have
been developed using a variety of neural signals, including neuron action-potentials and local
field-potentials (LFPs). However, little is known about the neural dynamics underlying closedloop BMI control in these systems, and whether they might be shaped by the signal being used
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for control. Better understanding the relationship between neural signals in closed-loop BMI
could inform the design of future systems and shed light on the neural mechanisms underlying
closed-loop control. We analyzed spiking and LFP activity in pre- and primary-motor cortices as
one non-human primate performed closed-loop BMI driven by either spiking or LFP signals. We
showed that both LFP and spiking activity were significantly modulated in both types of BMI
control. However, the neural dynamics showed significant dependence on the control signal
type. LFP signals, in particular, showed more directional modulation when BMI was controlled
with LFPs. These results show that the selection of neural signals will significantly influence
neural strategies for BMI control, and raise interesting questions about the underlying
mechanisms of volitional control of neural activity (see below). It also suggests that
neuroplasticity and adaptation may also be shaped strongly by the BMI system itself.
Finally, in Chapter 7 we took steps towards BMIs that could use dynamic control signals,
rather than pure kinematic control. Control of dynamics may be particularly important for
neuroprostheses operating in the real-world and interacting with objects. Similarly, the control
signals used within a BMI will strongly shape performance and user strategies. In this study, we
explored how motor cortical activity varies in different movement dynamic conditions using a
divergent force-field task. The task creates an inherently unstable environment, which humans
can overcome by changing limb dynamic (Burdet et al., 2001; Franklin et al., 2007). We showed
that non-human primates likely use similar strategies to navigate this task, and that local field
potential activity showed significant modulations with movement dynamic conditions. LFP
changes, particularly in the beta (20 – 45 Hz) did not show clear links to evoked muscle activity,
but rather showed more global changes linked to the dynamic movement conditions of the
behavioral block. Additional work is needed to understand whether these changes are reflective
of kinematic changes across conditions, or if they are linked to the task differences. However,
these findings do provide evidence that the primary motor cortices may directly contribute to
dynamics control. BMI dynamics control driven by motor cortical activity may be particularly
fruitful for future generations of real-world BMIs.

8.2 Open questions and future directions
Emerging closed-loop BMI approaches show great promise to improve performance. These
insights are essential for addressing the challenge of developing sufficient control for clinical
viability. The key challenges for BMI control include 1) scaling up the control complexity, 2)
improving the robustness and reliability of control, 3) increasing accuracy, and 4) making
control as natural as possible. To achieve naturalistic reaching and grasping movements, the
number of controlled degrees of freedom must increase significantly. Moreover, incorporating
control of dynamic properties may be essential for BMIs that can navigate real-world
environments and interact with objects. These increasingly complex BMIs must also be reliable
and accurate, giving users high-performance devices with stable long-term performance. Most
importantly, these devices must be natural and intuitive to use. Given the strong success of
closed-loop design approaches in existing BMI systems, these tools will likely only become
more important as the field strives to meet these fundamental challenges. Below, we review
future directions for closed-loop design and their potential utility.
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8.2.1 Adaptation and learning in BMIs
As shown in Chapters 3-5, adaptation may play a critical role in providing high-performance
neuroprostheses. Chapter 5 also highlights the promise of explicitly leveraging the two learners
(both the brain and decoder) within a BMI. Many questions remain as to how to best combine
neural and decoder adaptation. What degree of stability (in the decoder parameters and/or
neural inputs) is necessary to trigger beneficial neuroplasticity? The approach presented in
Chapter 5 used infrequent CLDA mixed with longer periods of stable decoders, and relatively
small changes to neural ensembles over time, to promote learning. Would more frequent
CLDA, for instance daily adjustment of parameters, or more frequent changes in the neural
ensemble disrupt learning? Results from daily decoder retraining (Chapter 5; Ganguly and
Carmena, 2009) show that some degree of stability is essential to facilitating learning, but the
limitations are unclear. The answers to these questions will be critical for developing real-world
neuroprostheses that can capitalize on two learners.
Our results in Chapter 5 and a growing body of literature suggest that neuroplasticity
may be essential for creating more robust, naturally controlled neuroprostheses. BMIs should
therefore be designed to both incorporate and encourage neuroplasticity (e.g. using twolearner-based approaches like in Chapter 5). Moreover, BMIs should be designed to facilitate
and optimize learning, making it easy and quick for subjects to learn to control their
neuroprosthesis. Little is known about how this might be accomplished. Co-adaptation may be
important for this by gradually shaping subject learning (Chapter 5). The BMI system design
itself may also significantly shape learnability, as discussed below.
Developing engineering techniques to optimize BMI learning will require a deeper
understanding of the basic neuroscience of closed-loop BMI control. Studying learning in BMI
systems is a nascent field with many open questions (Orsborn and Carmena, 2013). One key
question is how learning in BMI relates to natural motor learning. While BMIs can be controlled
without overt movements, their relationship to movement and the natural system is unclear.
Are BMIs controlled by repurposing existing motor repertoires, or via direct operant
conditioning of neural activity to create new neural networks—or some combination? Emerging
work has provided mixed evidence. Some studies suggest that BMI control is strongly linked to
natural motor strategies (Hwang et al., 2013), and others show strong evidence for the
formation of neural networks specialized for BMI control (Jarosiewicz et al., 2008; Ganguly and
Carmena, 2009; Ganguly et al., 2011; Chase et al., 2012; Koralek et al., 2012; 2013; Wander et
al., 2013). Understanding BMI's relationship to the natural motor system will be critical for
teasing apart the underlying mechanisms involved in BMI learning and relating them to the
better-understood mechanisms of natural motor learning,
Further work is also needed to explore the potential limitations of neuroplasticity in
BMI. The brain can learn arbitrary decoders, as evidenced by many demonstrations of nonbiomimetic interface learning (Fetz, 1969, 2007; Ganguly and Carmena, 2009; O’Doherty et al.,
2011). The limits of such learning, however, are unclear. The majority of neurons in motor
cortices can be modulated via biofeedback (Moritz and Fetz, 2011), but it is unknown if there
are constraints on coordinated network activity that might limit learning. Exploring the
relationship between BMI decoders and neural changes during learning (as in Chapter 5) may
shed light on these questions. Does neural activity reach an "optimal" solution to a decoder, or
do network dynamics limit adaptation? Such questions will be essential for developing
engineering strategies to maximize learning.
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Finally, little is known about the underlying neurophysiology of learning in BMI. What
are the physiological mechanisms of BMI learning or lack thereof? Exploring the physiological
differences—for instance, synaptic modifications—in networks between learned and novel BMI
decoders may help identify the mechanisms of stable neural map formation (Chapter 5; Ganguly
and Carmena, 2009). Finding causal interventions that can perturb skill learning will also be
essential. It may also be possible to use neural stimulation to modify and shape neural network
structure (Jackson et al., 2006; Nishimura et al., 2013) and study the resulting effects on skill
learning. Insight into the physiology that underpins BMI learning is a necessity for developing
engineering approaches to enhance learning for neuroprostheses.
8.2.2 Optimizing BMI systems
Every aspect of the closed-loop BMI interface must be carefully designed to maximize control
and robustness. Much as the underlying dynamics of the decoder and actuator may contribute
to controllability (see section 1.3.3), the neural input used and the structure of the neural
mapping may also significantly influence performance. Indeed, as seen in Chapter 6, neural signal
selection can have a strong influence on the neural dynamics underlying BMI control.
Traditional open-loop approaches only focus on maximizing decoded information, with little
consideration for the final structure of the resulting mapping or the ease of controlling the
neural inputs in closed-loop. The structure of the neural input mapping, and how it relates to
the dynamics of the decoder or actuator, may strongly influence controllability. For instance, in
linear filters, using units with biased distributions of relations to movement (i.e. preferred
directions) may be highly undesirable (Chase et al., 2009). The mapping structure may be
particularly important for the long-term robustness of BMIs. Decoders designed to incorporate
redundancy, for instance, might allow for more reliable performance in the face of unstable or
gradually degrading neural activity. These considerations should not only be incorporated into
decoder development, but may also influence other closed-loop approaches like CLDA.
Current CLDA approaches typically optimize closed-loop performance without consideration
of the resulting decoder structure. Ultimately, these learned decoders are reliant on the user's
selected strategy for BMI control and could produce highly biased or sub-optimal decoders.
Incorporating insights from decoder design strategies into CLDA could facilitate performance
improvements while also incorporating considerations for long-term controllability.
Decoders and BMI systems not only need to be readily controllable in closed-loop, they
must also be structured to facilitate neural skill-consolidation. Little is known about if and how
different transform structures influence the ease of learning (see above). Learning may also be
significantly influenced by the number of neural inputs used (e.g. number of single units) or type
of signal (cortical potentials versus single-unit activity). Actuator dynamics and the control
signals will also likely influence learning. Further study in these areas may provide key design
constraints for decoder development and BMI system development.

8.3 Conclusion
Directly connecting brains to machines opens exciting new avenues for neural engineering.
From the cochlear implant to motor neuroprostheses, BMI technology has tremendous
potential to restore functions of the central nervous system. In motor BMIs, decades of
research show great promise. But it also reveals many challenges inherent in interfacing with
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the dynamic, complex central nervous system. Several bottlenecks remain before motor
neuroprostheses will be clinically viable, including improving neural implant technologies,
incorporating sensory feedback, and providing robust dexterous control. This thesis made
significant contributions towards improving BMI performance, with insights into how system
adaptation and system design can be used to shape control. Further work exploring the
potential of closed-loop design is necessary, with many open questions remaining. Expanding
these approaches to more complex systems (e.g. higher degrees of freedom, dynamic
actuators), and to clinical settings will be critical before motor BMIs are a realistic therapeutic
option. Closed-loop design strategies provide many promising new paths of exploration for the
development of neuroprostheses.
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