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FIG. 1

(57) Abstract: There is provided a method of maintaining loop-free paths between source and destination nodes in a computer network.
The method includes maintaining a list of neighbour nodes and associated link weights. The method further includes maintaining
neighbor-to-destination distances associated with transmitting data from a neighbor to the destination. A set of successor nodes is
selected based on having a neighbor-to- destination distance lower than the current distance from source to destination. The source
node determines whether to enter an active state based on whether a local distance condition is satisfied. Upon entering the active state,
a distributed computation to seek the shortest loop-free path from source to destination is initiated.
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LOOP-FREE ROUTING IN COMPUTER NETWORKS AND THE INTERNET
CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] This claims priority to, and the benefit of, U.S. Provisional Patent
Application No. 63/673,359, entitled “LOOP-FREE ROUTING IN COMPUTER
NETWORKS AND THE INTERNET”, filed July 19, 2024, the entire contents of which

are incorporation herein by reference.
FIELD

[0002] This disclosure relates to the design of computer communication
networks. More specifically, this disclosure relates to methods, systems, processes and

devices for facilitating loop-free routing in a computer communication network.
BACKGROUND

[0003] In a computer network and/or the internet, data packets are routed
between a source node and a destination node. The performance of a network may
depend on the path selected for routing data packets from source to destination. The
most common routing protocols used in today’s internet are based on the exchange of
vectors of distances, such as Routing Information Protocol (RIP), RIP version 2 (RIPv2),
and Enhanced Interior Gateway Routing Protocol (EIGRP), topology maps, such as
Open Shortest Path First (OSPF), or path information, such as the Border Gateway
Protocol (BGP).

[0004] RIP, RIPv2 and a number of other similar routing protocols are based on
the Distributed Bellman-Ford (DBF) algorithm for shortest-path computation, which
suffers from the occurrence of undesirable temporary routing table loops, as well as the
so-called “counting to infinity” problem, which limit their applicability to smaller scale
computer networks that are required to use hop counts as the metric to measure

distances to destinations.

[0005] Contrastingly, OSPF and other protocols based on topology broadcasting

algorithms are limited by the excessive communication overhead incurred in replicating
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the network topology at each routing node in the network, as well as the need to
periodically refresh that information. This forces network administrators to partition the
network into areas or clusters interconnected by a backbone area or cluster. As a result,
OSPF and other topology-broadcasting-based approaches involve complex solutions, in

terms of the required routing configurations.

[0006] BGP does not suffer from the counting-to-infinity problem because a given
router can break routing loops when the router determines that a path reported by a
neighbor router includes the router itself. However, BGP cannot prevent the creation of
temporary routing loops and is known to take a relatively long time to converge to valid
routes in some cases. This is due to the fact that the paths selected by routers to reach
destinations are not ordered with respect to one another, which may cause routers to

select paths that are subsequently found to have loops.

[0007] To address the above-noted limitations of DBF and topology broadcasting
approaches, some routing algorithms, such as the Diffusing Update Algorithm (DUAL)
may emphasize the determination of a shortest possible loop-free route. EIGRP uses
DUAL, for example. DUAL may eliminate the routing-table loops that may occur using
DBF, but may in some cases also incur considerable signaling overhead to accomplish
this, and may prevent some routing nodes from having routes to destinations for some
periods of time until such routing nodes attain consistent routing information. All routing
algorithms used in computer networks and the internet at present support only single-
path routing, meaning that a routing node maintains a single next hop to a destination.
In some cases, a router is allowed to use more than one route to a destination as long
as all routes have equal distance (or cost) values. Thus, current routing algorithms
suffer from inherent limitations in various circumstances that may negatively impact

efficiency and throughput.

[0008] It would be desirable to provide a routing algorithm that is scalable,
efficient, quick to respond to network changes, capable of providing more than one
route to each destination without requiring such routes to have equal cost, and which

ensures temporary routing loops are not created.
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SUMMARY

[0009] According to an aspect, there is provided a method of maintaining loop-
free paths between a source node and a destination node in a computer network, the
method comprising: maintaining, in a link weight table for said source node, a list of
neighbor nodes directly connected to said source node, and a respective link weight
associated with transmitting data from said source node to each of said respective
neighbor nodes; maintaining, in a neighbor table for said source node, for one or more
of said neighbor nodes, a respective neighbor-to-destination distance associated with
transmitting data from said respective neighbor node to said destination node; storing,
at said source node, a current source-to-destination distance associated with
transmitting data from said source node to said destination node via a current loop-free
path; generating, in a routing table of said source node, a set of successor nodes from
among said neighbor nodes, said successor nodes being each of said neighbor nodes
having a neighbor-to-destination distance that is lower than said current source-to-
destination distance, wherein each of said successor nodes is a neighbor node along a
loop-free path to said destination; determining, by said source node, whether to enter an
active state based on whether a local distance condition has been satisfied; and upon
entering said active state, initiating a distributed computation to seek a shortest loop-

free path between the source node and the destination node.

[0010] According to another aspect, there is provided a non-transitory computer-
readable medium having stored thereon computer-executable instructions that, when
executed by one or more processors, cause the one or more processors to perform a
method of maintaining loop-free paths between a source node and a destination node in
a computer network, the method comprising: maintaining, in a link weight table for said
source node, a list of neighbor nodes directly connected to said source node, and a
respective link weight associated with transmitting data from said source node to each
of said respective neighbor nodes; maintaining, in a neighbor table for said source
node, for one or more of said neighbor nodes, a respective neighbor-to-destination
distance associated with transmitting data from said respective neighbor node to said

destination node; storing, at said source node, a current source-to-destination distance
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associated with transmitting data from said source node to said destination node via a
current loop-free path; generating, in a routing table of said source node, a set of
successor nodes from among said neighbor nodes, said successor nodes being each of
said neighbor nodes having a neighbor-to-destination distance that is lower than said
current source-to-destination distance, wherein each of said successor nodes is a
neighbor node along a loop-free path to said destination; determining, by said source
node, whether to enter an active state based on whether a local distance condition has
been satisfied; and upon entering said active state, initiating a distributed computation

to seek a shortest loop-free path between the source node and the destination node.

[0011] According to still another aspect, there is provided a system for
maintaining loop-free paths in a computer network, the system comprising: a source
node; a destination node; said source node comprising a memory having stored thereon
computer-executable instructions that, when executed by a processor of said source
node, causes said source node to perform a method comprising: maintaining, in a link
weight table for said source node, a list of neighbor nodes directly connected to said
source node, and a respective link weight associated with transmitting data from said
source node to each of said respective neighbor nodes; maintaining, in a neighbor table
for said source node, for one or more of said neighbor nodes, a respective neighbor-to-
destination distance associated with transmitting data from said respective neighbor
node to said destination node; storing, at said source node, a current source-to-
destination distance associated with transmitting data from said source node to said
destination node via a current loop-free path; generating, in a routing table of said
source node, a set of successor nodes from among said neighbor nodes, said
successor nodes being each of said neighbor nodes having a neighbor-to-destination
distance that is lower than said current source-to-destination distance, wherein each of
said successor nodes is a neighbor node along a loop-free path to said destination;
determining, by said source node, whether to enter an active state based on whether a
local distance condition has been satisfied; and upon entering said active state, initiating
a distributed computation to seek a shortest loop-free path between the source node

and the destination node.
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[0012] Other features will become apparent from the drawings in conjunction with

the following description.
BRIEF DESCRIPTION OF DRAWINGS
[0013] In the figures which illustrate example embodiments,

[0014] FIG. 1 depicts operation of a state machine implementing a Diffusing

Algorithm for Routing Efficiency (referred to herein as “DARE”);

[0015] FIG. 2 depicts operations performed on an example network in

accordance with DARE in response to a link weight changing;

[0016] FIG. 3 depicts operations performed on an example network in

accordance with DARE in response to a link between nodes failing;
[0017] FIG. 4 depicts an example network topology in which a link fails;

[0018] FIG. 5 is a block diagram depicting components of an example computing

device, in accordance with some embodiments;

[0019] FIG. 6 is pseudocode describing example overall operation of a router or

node incorporating DARE;

[0020] FIG. 7 is pseudocode describing example operations performed during

initialization of a router or node;

[0021] FIG. 8 is pseudocode describing example operations relating to sending a

“hello” message to neighboring nodes;

[0022] FIG. 9 is pseudocode describing example operations relating to

processing a change in link weight;

[0023] FIG. 10 is pseudocode describing example operations relating to

processing a neighbor node timeout event;
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[0024] FIG. 11 is pseudocode describing example operations relating to

processing a message received from a neighbor;

[0025] FIG. 12 is pseudocode describing example operations relating to sending

an Update message;

[0026] FIG. 13 is pseudocode describing example operations relating to sending

a Query message;

[0027] FIG. 14 is pseudocode describing example operations relating to sending

an Update message when in the passive state;

[0028] FIG. 15 is pseudocode depicting example operations relating to sending

an Update message when in the active state;

[0029] FIG. 16 is pseudocode depicting example operations relating to sending a

Reply message;

[0030] FIG. 17 is pseudocode depicting example operations relating to sending a

Query while in the passive state; and

[0031] FIG. 18 is pseudocode depicting example operations relating to sending a

Query while in the active state.
DETAILED DESCRIPTION

[0032] Many of the routing protocols operating within and across systems in IP-
based networks at present are based on only a few types of algorithms designed to
ensure eventual convergence to the correct routes, and in some cases to acyclic routing
at all times. Some of these routing algorithms may use destination sequence numbers
to identify the most recent distance updates, inter-nodal coordination intended to avoid
routing paths containing loops, or complete path and/or topology information to detect

routing loops.
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[0033] The two most commonly used approaches to avoiding routing loops are
the use of destination sequence numbers, and inter-nodal coordination. Inter-nodal
coordination tends to work more effectively in large computer networks, because inter-
nodal coordination does not require periodic flooding of new sequence numbers by
destinations. Among inter-nodal coordination techniques, the use of the DUAL routing
algorithm has achieved widespread use, in view of it having been incorporated into the

Enhanced Interior Gateway Routing Protocol (EIGRP) used by Cisco Systems, Inc.

[0034] However, DUAL has a number of inherent limitations. For example, DUAL
provides only a single loop-free successor node (a so-called ‘next hop’) per destination
at each node (e.g., a router). In some embodiments, after a network topology change, it
may be possible to reduce the amount of signaling required to converge to new loop-

free routes by incorporating multiple successor node options, as described herein.

[0035] Another inherent limitation of DUAL is that a node which has sent a query
cannot use a different successor node until that node has received replies from all of its
neighbour nodes. Thus, even if some of the query-sending node’s neighbors have
replied and offered valid loop-free routes, the query-sending node nevertheless must
wait until all replies have been received, which may unnecessarily impede the

throughput of data packets.

[0036] A further inherent limitation of DUAL is that DUAL uses a complex state
machine to account for multiple diffusing computations, changes in link costs/weights,
and updates from neighbour nodes that may occur concurrently — this complexity may

limit the degree to which routing protocols incorporating DUAL may evolve.

[0037] Various routing protocols make use of the Distributed Bellman-Ford (DBF)
algorithm for determining the shortest path between nodes. However, DBF has a
disadvantage in that it may count to infinity (e.g., if link or node failures render a node
unreachable from a set of other nodes, and those nodes may spend forever gradually
increasing the estimates of the distance to the unreachable node). Moreover, routing

protocols using the DBF algorithm may declare a destination to be unreasonable if a
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redefined maximum distance value is reached, which may limit the types of routing

metrics that can be used, and may lead to longer convergence delays.

[0038] Many routing algorithms have been developed to eliminate or reduce
these weaknesses of the DBF algorithm. For example, the broadcasting of complete
topology information combined with local use of the Dijkstra shortest-path first (SPF)
algorithm at each router is a known alternative to DBF. Such algorithms may provide
appealing convergence times on average, but do not prevent the possibility of
temporary routing loops, which reduce efficiency. Other routing algorithms may
incorporate partial topology information (e.g., the use of link states), distances and

second-to-last hops to destinations, or complete path information in updates.

[0039] Still other shortest-path routing protocols (such as the Destination-
Sequenced Distance-Vector (DSDV) routing protocol) use destination sequence
numbers to attain loop freedom. Routing Protocol for Lower-Power and Lossy Networks
(RPL) is an example of a recent protocol which makes use of destination sequence
numbers. However, RPL is known to incur temporary routing loops under various
conditions, such as router failures, volatile memory, and recycling of destination

sequence numbers.

[0040] Several shortest-path routing approaches have been developed that
provide loop-free routing, by requiring nodes to coordinate the updating of routing tables

on a multi-hop basis, together with the use of sequence numbering.

[0041] The diffusing update algorithm (DUAL) currently used by EIGRP responds
to changes in the routing topology and dynamically adjusts routing tables of a router
automatically. DUAL uses a so-called ‘feasibility condition’ to ensure that only loop-free
routes are ever selected for transmission. If there is no feasible route to a destination
(i.e., no route which satisfies the feasibility condition), DUAL will invoke a diffusing
computation to ensure that all traces of the problematic route are eliminated from the

network, and the Bellman-Ford algorithm may then be used to determine a new route.
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[0042] Diffusing computations use signaling messages. Messages may carry one
or more updates, queries, and replies. The contents of signaling messages may include
an identification of the router or node, an identification of the destination, and the

distance to the destination.

[0043] According to some embodiments, there is provided herein an algorithm for
maintaining loop-free paths (referred to herein as a Diffusing Algorithm for Routing
Efficiency (DARE)) which may ameliorate some of the disadvantages of DUAL. In some
embodiments, DARE may provide improved scalability by not requiring careful
partitioning of the network topology into areas (as required with topology broadcast-
based techniques), may improve efficiency by limiting the propagation of signaling
message to routing nodes that need them, and may provide improved speed in
responding to network changes by providing multiple choices for paths to reach
destinations, as described below. Thus, in some embodiments, DARE may overcome
deficiencies of previously developed routing algorithms. It is contemplated that in some
embodiments, DARE may be suitable for use with several different routing protocols,
including but not limited to EIGRP, BGP, and RIPv2.

[0044] In some embodiments, DARE may support distributed computations to
seek a shortest path between a source node and a destination node, without ever
creating a routing loop. In some embodiments, DARE may use routing messages
containing updates, queries, and/or replies which include distances to destinations. In
some embodiments, a router or node using DARE may re-determine or update its
distance to a given destination independently of other nodes using the Bellman-Ford
equation, provided a local condition is satisfied for the destination node. In some
embodiments, a node using DARE may be referred to as being in a “passive” mode
when the local condition is satisfied. Examples of local conditions are provided further

below.

[0045] In some embodiments, when the local condition is not satisfied for a node
using DARE, the node may enter an “active” state in which a distributed computation is

initiated for the destination node by querying neighbor nodes and awaiting replies from
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each neighbor node. In some embodiments, a distributed computation is a suitable
algorithm carried out at a plurality of nodes to compute a value. For example, for routing
in a computer network, a distributed computation may calculate a route from a routing
node (e.g., a source node) to a destination node. Examples of distributed computations
may include a diffusing computation, in which a routing node sends a query to its
neighbor nodes and waits to receive replies from each of said neighbor nodes before
determining whether the computation has been completed. Another example of a
distributed computation may include flooding all nodes with a new sequence number to

validate a locally stored value of a distance to a destination or a link weight.

[0046] DUAL defines a “feasible distance” value as the minimum distance value
among all neighbour nodes for a destination. DUAL selects only a single node as a
successor node (i.e. the next hop), and requires the successor node to have reported a
distance which is smaller than the feasible distance, and which is the shortest distance

available.

[0047] Contrastingly, DARE does not incorporate the concept of a feasible
distance, and instead selects neighbor nodes for inclusion in a set of successor nodes,
rather than selecting a single successor node for a given node. In some embodiments,
DARE provides that in order to be added to the set of successor nodes for a given
node, a neighbor node must have a reported distance to the destination node which is
lower than the last distance to the destination node that the given node had while in a

passive state.

[0048] In some embodiments, if there are no neighbor nodes which meet the
requirements to be in the set of successor nodes, or if none of the successor nodes
provide the shortest distance to the destination, then DARE causes the given node to
enter an active state in which a distributed computation is initiated to seek a shortest
loop-free path between the given node and the destination node. Moreover, when a
neighbor node’s query causes a given node to become active in a distributed
computation, DARE provides that the given node may store an identifier corresponding

to the identity of the neighbor whose query forced the given node to become active.
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[0049] As noted above, a significant difference between DUAL and DARE is that
DARE generates multiple loop-free routes to a destination node for a given source
node, and each of such loop-free routes is not required to have the same distance (or
cost). Contrastingly, DUAL supports only single-path routing (i.e., only one node may be

chosen as a next hop or preferred successor for a given source node).

[0050] A further key difference between DUAL and DARE is that when a given
node enters an active state, DARE does not force the active node to continue using the
same successor node for the duration of that the node is active. For example, using
DARE, whether in an active or a passive state, a source node or router is free to use
any neighbor node as a successor, provided the neighbor has reported a shorter
distance to the destination node than the current source-to-destination distance of the
source node the last time the source node was in a passive state. This may be
particularly advantageous in that when a source node enters an active state using
DARE and sends query messages to neighbor nodes, the active source node may still
use a successor node in the interim, before reply messages to the query have been

received from all of the active source node’s neighbor nodes.

[0051] Thus, rather than the source node pausing transmission of data packets
while waiting for replies from each neighbor (as would be the case using DUAL), an
active source node may transmit data packets to a successor node, so long as that
successor node has reported a shorter distance to the destination than the source-to-

destination distance of the source node when the source node entered the active state.

[0052] In some embodiments, the successor node selected by the active source
node using DARE need not have reported the minimum distance to the destination node
— it may be sufficient for the successor node to have reported a distance to the
destination node which is smaller than the source-to-destination distance of the source
node. In this manner, the transmission of data packets may continue while waiting for
reply messages from every neighbour using a loop-free route which is known to have a
shorter distance, without necessarily being the shortest distance. This may allow for

increased overall throughput by continuing to transmit data packets via a shorter route
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sooner, rather than taking additional time to determine the shortest possible route

before resuming transmission.

[0053] A further disadvantage of DUAL is that a node or router is only allowed to
participate in a single diffusing computation at any given time, and the node is blocked
from participating in or mixing multiple diffusing computations. DUAL uses a complex
state machine which defines four different active states, which allow a node in the active
state to remember whether it is a source or a relay in a diffusing computation, and
whether a distance increase or a new query occurred while already in the active state.
In addition, an active node using DUAL must wait until replies from all of its neighbor
nodes have been received before that active node can send an update message
reporting its new shortest distance, or to send a reply to its successor if it relayed a
query. Thus, many operations in DUAL involve delays as an active node waits for
replies to determine optimal paths, which may negatively impact the overall

performance of the system.

[0054] Contrastingly, in some embodiments, DARE allows an active node to
participate in multiple distributed computations which can merge with other
computations at active nodes. This functionality is possible because DARE specifies
that a given node stores the identity of the neighbor node whose query caused the
given node to become active. Moreover, when entering the active state, a given node
using DARE may store the source-to-destination distance from when it was last in a
passive state, and may still answer query messages from other nodes with that distance
value from when it was last passive. Once the active node has received reply messages
from all of its neighbour nodes, the active node may then send an update message as
needed, and may also send a reply to the neighbor node that prompted it to become

active.

[0055] Various example embodiments depicting operation of DARE are described

below, and make use of the following terminology:

Variable Name Value
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Router and destination of interest k,d
Set of neighbors of k N¥
Link from k to n € N¥ (k,n)
Weight and lifetime of link (k,n) Ik LTk
Link-weight table LWTE
Content of LWT* for link (k, q) Ik LTY
Distance reported by v € N¥ DX
Path reported by v € N* [if path information isRX,
used]
Coordination flag assigned to v € N¥ ck (value of T or F)
Content of neighbor table (NT*) for v € N¥ Dk ck

Content of neighbor table (NT*) for v € N* if pathD%,, ck, , R,
information is used

Distance attained through v € N* DX + Ik
Current distance for d D%
Current preferred route to d if path information isiR%

used

Passive and reported distances for d PDE RDEK

Passive and reported routes for d if pathlPRX RRX
information is used

Successor set for d Sk

Preferred successor for d sk

Query coordination identifier d k

Active flag for d AK (value of T or F)

Content of routing table (RT*) for d DX PDE RDEK sk sk Qk
Ag

Content of routing table (RT¥) for d if pathD¥X PDE RDE, sk sk ok

information is used A% RE  PRK RRK

Query (Qy), reply (R,) or update (U, ) for d [d,RDX]

Query (Qy), reply (Ry) or update (U,) for d if pathl[d, RDY ,RR¥ ]
information is used

[0056] It should be appreciated that although certain example embodiments
described herein make reference to routers, principles described herein are applicable

to other types of network nodes other than routers.

[0057] In some embodiments of DARE, each router kK may maintain three tables:
the Link Weight Table, the Neighbor Table, and the Routing Table.
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[0058] In some embodiments, the Link Weight Table (LW T¥) lists the weight (l(’;)
and lifetime (LTéc ) of the link (k, q) with each neighbor g. The maximum lifetime of a

neighbor entry is a constant LT which may be defined for the network.

[0059] In some embodiments, the Neighbor Table (NT¥) has an entry for each

q € N¥. For each destination d, the entry for q lists D[jq and the value of a coordination
flag c[jq. The value of c§q is true (T) if router k requires a response from g and is false

(F) otherwise. If a neighbor g has not reported any distance for d to router k, then router

k sets D, = oo and ¢, = F.

[0060] In some embodiments, the Routing Table (RT*) contains an entry for each
destination d. The entry for d in RT* states: A current-distance value (DY), a passive-
distance value (PD¥), a reported-distance value (RD), the set of neighbors (S¥) that
can be used as successors, the preferred successor (s¥) in S¥, an active flag A%, and a

query-coordination identifier (QX).

[0061] In some embodiments, the value of A% is true (T) if k is active, and is false
(F) if k is passive. The value of QX is set to k if either k is passive, or if k is active and
does not have to send a reply to a neighbor when it becomes passive. If router k
becomes active or continues to be active with a query from its preferred successor s at

the time it was passive, then QX is set to s.

[0062] In some embodiments, the distance for transmitting from k to the
destination may be given by DY = DX + I if s = sk and Sk = ¢. If no neighbors meet the
requirements to be successor nodes, then the successor set will be a null set, and the

distance will be set to infinity (DX = oo if S¥ = @).

[0063] PD¥ is the value of the distance from router k to destination d at the time
router k was in a passive state and had to change to the active state. RD is the reported
distance value for destination d that router k sends in a query message when it transitions
from passive to active state, and equals DX, + I¥, where s € N* is the successor being

used when router k transitions to the active state.
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[0064] In some embodiments, DARE uses signaling to transmit messages
between routers and nodes. In some embodiments, routers may inform their neighbors
about changes made in their routing tables, or the need to coordinate, using routing
messages that contain a vector of one or multiple entries. In some embodiments, each
entry is an update, query, or reply for a given destination, and includes a distance to
that destination. As described herein, an update, query or reply from router k for

destination d is denoted by U[d, RD¥], Q[d, RD¥] and R[d, RD¥], respectively.

[0065] In some embodiments, DARE may be initialized by allowing an
initialization delay to elapse before router k is allowed to process messages. In some
embodiments, the initialization delay is long enough to ensure that, in the event that
router k is restarting after a failure, all neighbor routers will have had time to process
previous routing messages from router k and also to have determined that it router k
was not operational. A router k may be initialized in a passive state for itself and all
destinations by setting o* = T D¥ = PD¥ = RD¥ =0, s¥ =k, S¥ = {k}, and c¥ = F. No
entries are required for other destinations, and no entry implies infinite distances and no
successors. Router k may then send a “hello" message, which is a routing message

with an update for itself.

[0066] Once initialized, a router kK may be in one of two states (active or passive)
for a destination d based on a local distance condition (LDC). FIG. 1 is a depiction of a
state machine 100 representing operation of DARE. In FIG. 1, the terminology LDC =T
denotes that the local distance condition is true, and the terminology LDC = F denotes
that the local distance condition is false. In some embodiments, the local distance

condition is given by:
LDC:(3v € N¥(DE, < RDX ) A(MDE = 0D} (1a)
where MDY = Min{Dk, + I¥ | v € N*};

and ODE = Min{DE, +1¥| (v € N*) A (DX, < RD})}
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[0067] In some embodiments, the sharing of path information may be desirable.

In some embodiments, the LDC may be defined so as to include path information:
LDC: (3v € N*([k & RRX, 1 A [DK, < RDX¥ 1)) A(MDE = 0D}) (1b)
where MDY = Min{Dk, + l¥|v € N¥};
and OD% = Min{Dk, + I¥|(v € N¥) A (DX, < RD})}

[0068] From LDC equations (1a) and (1b) above, it is clear that information is not
strictly required for the correct operation of DARE systems. In alternative embodiments,
when path information is shared among routers, the definition for the LDC may be
modified so as to take path information into account, as in (1b). In embodiments of
DARE in which path information is included, routers are able to establish an ordering
between their preferred paths and the preferred paths reported by their neighbour
routers. As such, although further embodiments described below might not incorporate
path information, it should be appreciated that some embodiments of DARE may

incorporate path information.

[0069] Router k will be in the passive state as long as the LDC is true. In the
passive state, a router k using DARE may behave in accordance with the DBF algorithm

as noted above.

[0070] In some embodiments, when a router k is in a passive state for destination

d, router k updates its distances and successors as follows:
DX « MDE; RDEX « DE; PDE « DX
Sk« {v e N¥| DX, < RD}}; sk « Min{v € S¥} (2)
[0071] It can be seen that when router k is in a passive state for destination d,
DX = RDX = PDX = MD¥. Router k may send an update U[d, RD¥] if RD} changes after

an input event while LDC is satisfied. If the input event was a query from a neighbor

node v, router k may send a reply R[d, RD¥] to v.
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[0072] If LDC is not satisfied when router k is passive, then router k will enter an
active state for destination d, and will update its successors and distances in its routing

table when transitioning to the active state:

Sk« {v € N¥| Dk, < RDE}; sk « Min{v € SX}; PDE < RDE
if(S¥ = @) then DX « Min{Dk, + I¥ | v € S} elseDk « oo

RDX < DE. (3)

[0073] As can be seen from above, router k stores as its passive distance for
destination d the value of its distance before router kK became active, and stores as its
reported distance for destination d the values of its new distance after entering the
active state. Router kK may then select a neighbor n as its preferred successor provided
that neighbor n has reported a distance to destination d which is smaller than RD¥. In
some embodiments, the local distance value is not reported to neighbor nodes while
router k is active, and is updated while router k is active. While active, router kK may
send a query Q[d, RD¥] to its neighbors, and will remain active until router k has
received replies from all of its neighbors. In some embodiments, if router k becomes
active as a result of a query from its current preferred successor s = s¥ before the

event, then it sets Q% = s, otherwise it keeps Q¥ = k.

[0074] It will be appreciated that the above contrasts with DUAL in that a router k
using DUAL cannot change its successor when it becomes active, and while router k is
active, and the active router k will use the minimum attained distance value of D¥ since

it was last passive to decide whether to become active.

[0075] In some embodiments, once a router k is active for a destination d, the

router kK may update its distance and successors as follows:
PDX « PDE; RDY « RDE
Sk« {v € N¥| Dk, < PDY}; sk « Min{v € S&}

if(S¥ = @) then D « Min{D¥, + I¥ | v € S} elseDk « oo.(4)
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[0076] As can be seen, when router k is in an active state, neither PD¥ nor RD¥
are modified. While active, DY is updated to reflect the minimum distance through any
neighbor n such that D%, < PD¥. The preferred successor and the successor set for
destination d are also updated to enforce the ordering between router k and its
neighbors. If the input event is a query from neighbor v which is not the preferred
successor (v = sX) and Q% = k, then k sends reply R[d, RDX] to v. If router k receives a
query from preferred successor s¥ once router k is active and Q¥ = k, then router k sets
Q¥ = s and does not send a reply to QX until router k has received all the replies for its

own query.

[0077] Once an active router k has received replies from all of its neighbor nodes,
router k determines whether the local distance condition is satisfied. If LDC is satisfied,
then router k will return to the passive state and will update its successor set and

distances in its routing table as follows:

Sk « {v € N¥ | DE, < RDE}; sk « Min{v € S}

DY « MDE; RDE « DE; PDX « Dk (5)

[0078] If Q% = s = k, then router k sends a reply R[d, RD¥] to neighbor s, and also
sends an update U[d, RD¥] to the rest of its neighbors if RD¥ had to be updated.

[0079] However, if LDC is not satisfied after active router k has received all the
replies to its query, then router k will become active again. In this case, if Q% = s = k, then
router k will send reply R[d, RD¥] to neighbor s, and then follows the steps in Equation 3
above (describing the routing table updates when transitioning to the active state) to re-

enter the active state for destination d.

[0080] In some embodiments, router kK may be configured to process a change in
the properties of a link (k, g) between itself and a neighbour g. When router k receives a
routing message from neighbor q, router k updates the lifetime of the entry for that

neighbor (LTJ‘) and processes each update and probe included in the message.
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[0081] Router k may update the link weight l{; after the link event. If the link has
changed in weight, router k may update RT* for destination d assuming that an update

Uld,RD} = Dj,] is received from neighbor ¢ with the updated values in NT* and LT*.

[0082] Link failures can be detected in multiple ways, including by keeping track
of data packets not being acknowledged by a neighbor router. In some embodiments,
DARE may handle link failures using the lifetimes of neighbor entries to determine when
links to neighbor routers or the neighbor routers themselves have failed. For example,
router k may assume that a neighbor router g from which no signaling has been
received for an entire duration LT can be declared to have failed. If a link (k, g) has

failed, then the link weight table (LWT) will be updated to reflect l{; < 1, and for each
destination d, router k sets c§q < Fand D[jq « oo. If the link is established and router k

is active for destination d, router k sets c[jq « T and sends query Q[d, RD¥] to q.

[0083] In some embodiments, the local distance condition (LDC) specified by
Equation (1) above being satisfied may ensure that routing paths determined in
accordance with DARE are loop-free. Thus, the signaling used for DARE may ensure
loop-free routing. The following proof is presented to show that using LDC = T when
routers choose their successors is sufficient to ensure that no routing-table loops are

formed, even when routers share only distances to destinations.

[0084] Proof. Assume that a routing-table loop L exists attime t and let L =

{vy = vy —=...= vy = V1), Where vy 1 = v4. For the sake of contradiction, assume that
LDC is satisfied for every router in L when at least one router in L changes its successor
when it joins the loop. Each router v; € L informs its neighbors of its distance to d at a
time denoted by t;, where t; < t, and its neighbors in L use that value at a subsequent
time prior to time t to determine whether LDC is satisfied. The successor for destination
d at router v; is denoted by nZi, and the time when router v; € L makes router v;,; €L a

next hop to destination d is denoted by t;* and t;" < t. This implies that

vy; € L([ng' (1) = ng (6D A [Dg'(8) = D] (6)
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[0085] Given that LDC is satisfied at every instant at every router, Equation (6)
implies that: vv; € L(Dg'(t) = D;'(t) > Dy, (1) = Dy, (&)
=Dy (1) = D)) (7)
[0086] Equations (6) and (7) are true only if Vv; € L(D;'(t) > D;*'(¢)).  (8)
[0087] However, Equation (8) is a contradiction, because it implies that Vv; €

L(DZ(t) > D;'(t)). Therefore, it has been shown that using LDC = T when routers

choose their successors ensures no routing-table loops are formed.

[0088] It can also be shown from the above-described proof that DARE ensures

loop-free paths at every instant.

[0089] Proof. It follows from the above-noted proof that no path can be a loop if
every router in the path uses LDC to select its successors, which according to Equation
(2) is the case when all routers along a path are in the passive state. Hence, a path

cannot be a loop if it involves only passive routers.

[0090] According to Equations (3) and (4) above, when a passive router k
becomes active, and while that router k is active, router k can only use as successors
neighbor nodes that reported distances smaller than PD¥, which equals the value of D¥
just before router kK became active. Hence, it is also true that no path can be a loop if it
includes active routers. Furthermore, no loop can include a router that has no
successors. Thus, the remainder of the proof is required to show that no routing-table
loop can be created when an active router transitions to the passive state with a finite

distance once it processes the replies from all of its neighbors.

[0091] When a router k transitions from active to passive state, according to
Equation (5), router k can only use a neighbor v € N* as a successor if DX, < RD¥.
Furthermore, a router r can send a reply to its preferred successor only if router ris in
the passive state. Accordingly, if a neighbor router n € N* reports a distance RD}

corresponding to a route to destination d that includes subpath P, to router k, it follows
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that RD;' > RD,, for all v; € Py, where n; = s;'. Given that all link weights are positive,

it must then be true that RD} = DX, > RD¥, and hence router k cannot choose neighbor
router p as a successor when it applies Equation (5). This implies that a router that
transitions from the active state to the passive state cannot create a loop by selecting
successors according to Equation (5). Therefore, it has been shown that DARE ensures

loop-free paths at every instant.

[0092] In some embodiments, use of DARE may offer performance advantages
over existing techniques, such as DUAL. The following examples provide simplified

illustrations of some of the benefits associated with DARE relative to DUAL.

[0093] FIG. 2 depicts the simplified operation of DARE through an example
network containing 5 nodes (depicted as nodes a, b, ¢, d and e). In this simplified
example, the weights of each link between nodes is assumed to be equal in both

directions (e.g. the weight for (a, b) is equal to the weight for (b, a)).

[0094] For each router v in the network, the distance (Dj), passive distance
(PD}), and reported distance (RDJ) are indicated as ordered triplets in parentheses next
to the router. For example, for network 200a, router b has an ordered triplet of (4, 4, 4).
As depicted, arrowheads on links between nodes indicate whether a given node is a
successor for destination d. In contrast to DUAL, DARE can provide multiple
successors for destinations. Updates, Queries and Replies from router a are stated as
U[RDF], Q[RDS], and R[RDJ], respectively, with the destination being d and the nodes

that should process an update or probe indicated by dashed arrowheads.

[0095] As depicted in FIG. 2, passive nodes are indicated with a solid-color node
and active nodes are indicated in by nodes without a fill color. For simplicity, it is
assumed in this example that nodes operate synchronously, such that nodes process all
input events received in a given step, and send the resulting messages to neighbor

nodes after processing all the inputs.

[0096] As depicted in FIG. 2, block 200a shows the state of network routing

tables when the weight of link (a, d) increases to 10. In response to this change, at
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block 200b, router a sends query Q[10] because none of router a’s neighbors satisfy the
LDC condition. Block 200c depicts routers b, d and e remaining passive and sending
responses stating the values of their current distances, and router ¢ becomes active and
forwards the query to all its neighbors. As depicted in block 200d, router b must also
forward the query after receiving the query from c, which is its preferred successor,

because LDC cannot be satisfied.

[0097] Blocks 200e to 200j show that all active routers (a, b, and c) receive all the
needed replies from their neighbors, and all routers become passive and converge to
their shortest distances. Block 200k depicts the final state of the network. In this
example, it is shown that DARE provides multiple next hops at some of the routers

(whereas DUAL would not provide this flexibility).

[0098] FIG. 3 depicts the simplified operation of DARE on a further example
network. It will be appreciated that although the topology of the network appears similar
to the network depicted in FIG. 2, various link weights in the example network of FIG. 3
are different. FIG. 3 depicts an example scenario in which link (a, d) fails and no other

link changes occur.

[0099] It should be noted that in this example scenario, if DUAL were used,
router a would be required to send a query reporting an infinite distance because router
a uses router d as its successor in its route to d as a destination. Moreover, the
diffusing computation initiated by router a would also block routers ¢ and b, because
routers ¢ and b would become active and would have to report an infinite distance in

their respective queries.

[00100] In contrast to the operation of DUAL, when link (a, d) fails, DARE allows
router a to select router e as a successor for destination d when router a has to become
active. This occurs because router e has reported a distance that is shorter than the
passive distance at router a (PD3, which equals D§ before the link event). Thus, even
though routers a, c, and b become active in a distributed computation, the three routers
a, ¢, and b are nevertheless able to forward data packets to destination d while they are

active. In addition, in this example scenario, all routers a, b, ¢, d, e converge to the
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shortest paths faster than would occur with DUAL (which would require three additional
steps relative to DARE, because using DARE obviates the need for router a to send an

update reporting its new finite distance).

[00101] In addition, using DARE would result in faster convergence relative to
DUAL if the link (a, d) were to increase in weight (e.g., from 3 to 20) rather than fail.
With DUAL, router a would have to send a query reporting a larger distance (e.g., 20),
and then would have to send an update reporting its new distance of 7. Contrastingly,

DARE would just send a query reporting a distance of 7, as in the previous example.

[00102] FIG. 4 depicts a network topology scenario which illustrates further
performance advantages which DARE may provide relative to DUAL , particularly due to
the shortest paths in DARE not needing correspond to the minimum-hop paths. As
depicted, all links shown in the network of FIG. 4 with solid lines are assumed to have a
weight of 1, and any link shown in dashed lines has a weight that may be much larger
than 1. The weight of link (a, d) (depicted as a weight of 3) is larger than the weight of
link (b, d) (depicted as a weight of 2), and the weight (w,;) of link (a, b) is such that, as

a minimum, wg, + D8 > D% + 1.

[00103] If link (a, d) fails, DUAL would require router a to set its distance to infinity
and initiate a diffusing computation with a query reporting an infinite distance to
destination d. Depending on the weights of the links in the network, this query may
propagate all way to router b following the reverse direction of the successor entries of
routing tables, and all routers propagating the query would set their distances to infinity
as well under a DUAL system. Routers upstream of router a would become passive as
they receive all the replies they need, and a wave of updates started by router a would

occur once router a becomes passive.

[00104] In contrast to a DUAL implementation, DARE would allow router a to send
a query reporting a finite distance equal to RD3 = 2 + w,,;, because DARE allows router
a to become active with a new successor (in accordance with Equation (3) described

above). Using DARE, the ensuing query as router a becomes active may propagate
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from router a all the way to router b. However, each active router sends replies to its
neighbors other than the first neighbor that sent the query causing the router to become
active (in accordance with Equation (4)). Hence, routers are likely to attain their shortest
distances while they are still active and a last round of updates is unlikely. Furthermore,
while routers executing DARE converge, no router data packets would be blocked and

data packets would continue to flow to destination d.

[00105] Various embodiments described herein make use of computing devices to
perform various operations. FIG. 5 is a block diagram depicting components of an
example computing device 502. As depicted, computing device 502 includes processor
514, memory 516, persistent storage 518, network interface 520. It will be appreciated
by a person skilled in the art that a computing device 502 may include additional or
fewer components than those depicted in FIG. 5, and that the example computing

device 502 is merely an example.

[00106] Processor 514 may be an Intel or AMD x86 or x64, PowerPC, ARM
processor, microcontroller, or the like. Processor 514 may operate under control of
processor-executable software instructions stored in storage 518, and executed by
processor 514 in memory 516. Memory 516 may be any suitable type of random access
memory accessible by processor 514. Storage 518 may be, for example, one or more
modules of memory, hard drive, or other persistent computer storage devices. Software
executing on computing device 502 may include, for example, an operating system and
application software configured to implement and perform various operations associated
with DARE as described herein.

[00107] Network interface 520 is capable of connecting computing devices 502 to
one or more communication network and/or to one or more computing devices 502. In
some embodiments, network interface 520 may include one or more wired interfaces
(e.g. wired ethernet) and/or wireless radios, such as WiFi, Bluetooth, or cellular
networks (e.g., GPRS, GSM, EDGE, CDME, LTE, 5G, or the like). Network interface
520 may also be used to establish virtual network interfaces, such as Virtual Private
Networks (VPNs).
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[00108] Various embodiments described herein may be performed by routers,
network nodes, and other computing devices 502 under control of computer-executable
instructions. It will be appreciated that the computer-executable instructions may take
many different forms and be implemented in many different possible programming

languages.

[00109] For ease of reference, the operation of various example embodiments
may be described through the use of pseudocode. As with any such description, many
alternative formulations are contemplated which may achieve similar functionality to the

pseudocode examples provided herein.

[00110] FIG. 6 is pseudocode describing example overall operation of a router or

node incorporating DARE.

[00111] FIG. 7 is pseudocode describing example operations performed during

initialization of a router or node.

[00112] FIG. 8 is pseudocode describing example operations relating to sending a

“hello” message to neighboring nodes.

[00113] FIG. 9 is pseudocode describing example operations relating to

processing a change in link weight.

[00114] FIG. 10 is pseudocode describing example operations relating to

processing a neighbor node timeout event.

[00115] FIG. 11 is pseudocode describing example operations relating to

processing a message received from a neighbor.

[00116] FIG. 12 is pseudocode describing example operations relating to sending

an Update message.

[00117] FIG. 13 is pseudocode describing example operations relating to sending

a Query message.



WO 2026/015977 PCT/CA2025/050978
26

[00118] FIG. 14 is pseudocode describing example operations relating to sending

an Update message when in the passive state.

[00119] FIG. 15 is pseudocode depicting example operations relating to sending

an Update message when in the active state.

[00120] FIG. 16 is pseudocode depicting example operations relating to sending a

Reply message.

[00121] FIG. 17 is pseudocode depicting example operations relating to sending a

Query while in the passive state.

[00122] FIG. 18 is pseudocode depicting example operations relating to sending a

Query while in the active state.

[00123] Of course, the above-described embodiments are intended to be
illustrative only and in no way limiting. The described embodiments are susceptible to
many modifications of form, arrangement of parts, details and order of operation.
Moreover, combinations of various embodiments are contemplated and within the scope
of the invention. The invention is intended to encompass all such modification within its

scope, as defined by the claims.
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WHAT IS CLAIMED IS:

1. A method of maintaining loop-free paths between a source node and a destination

node in a computer network, the method comprising:

maintaining, in a link weight table for said source node, a list of neighbor nodes
directly connected to said source node, and a respective link weight associated with

transmitting data from said source node to each of said respective neighbor nodes;

maintaining, in a neighbor table for said source node, for one or more of said
neighbor nodes, a respective neighbor-to-destination distance associated with

transmitting data from said respective neighbor node to said destination node;

storing, at said source node, a current source-to-destination distance associated
with transmitting data from said source node to said destination node via a current loop-

free path;

generating, in a routing table of said source node, a set of successor nodes from
among said neighbor nodes, said successor nodes being each of said neighbor nodes
having a neighbor-to-destination distance that is lower than said current source-to-
destination distance, wherein each of said successor nodes is a neighbor node along a

loop-free path to said destination;

determining, by said source node, whether to enter an active state based on

whether a local distance condition has been satisfied; and

upon entering said active state, initiating a distributed computation to seek a

shortest loop-free path between the source node and the destination node.

2. The method of claim 1, wherein said local distance condition is based on a comparison
of said current source-to-destination distance with said neighbor-to-destination distances

for each neighbor node in said neighbor table.

3. The method of claim 1, further comprising selecting a loop-free path to said destination

node comprising one of said successor nodes.
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4. The method of claim 3, wherein said one of said successor nodes in said selected loop-
free path to said destination node has a higher neighbor-to-destination distance than at

least one other of said successor nodes.

5. The method of claim 3, wherein said one of said successor nodes in said selected loop-
free path to said destination node has a lowest neighbor-to-destination distance among

said successor nodes.

6. The method of claim 1, wherein said successor set is a null set when said reported
distance is lower than or equal to said neighbor-to-destination distance for each of said

neighbor nodes.
7. The method of claim 1, further comprising receiving an input event at said source node.

8. The method of claim 1, wherein said distributed computation comprises at least one
diffusing computation, said at least one diffusing computation comprising sending a query
to said neighbor nodes and determining, based on replies received from said neighbor

nodes, whether said source node can complete said diffusing computation.

9. The method of claim 1, wherein said source node is configured to participate in multiple

distributed computations simultaneously.

10. The method of claim 9, wherein participating in said multiple distributed computations

comprises:

sending a reply to a query received from a neighbor node in said neighbor set other
than a current preferred successor node having a lowest neighbor-to-destination distance

among said successor nodes; and

storing an identifier of said current preferred successor node in response to said

source node receiving a query from said successor node.

11. The method of claim 1, further comprising setting an activation flag at said source

node when said source node initiates said distributed computation.
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12. The method of claim 1, further comprising, after entering said active state:

storing, as a passive distance for said source node, said current source-to-

destination distance from prior to entering said active state;

selecting a set of successor nodes from among said neighbor nodes, said
successor nodes comprising each of said neighbor nodes having a neighbor-to-
destination distance that is lower than said passive distance, wherein each of said

successor nodes is a neighbor node along a loop-free path to said destination node;

selecting a successor node from said successor set as a loop-free path to said

destination, said successor node having a distance less than said passive distance, and
transmitting, by said source node, a query to said neighbor nodes.

13. The method of claim 12, wherein said query includes a reported distance for said
source node, said reported distance comprising said current source-to-destination

distance after entering said active state.

14. The method of claim 12, further comprising said source node remaining in said active

state until replies to said query have been received from all of said neighbor nodes.

15. The method of claim 14, further comprising said source node entering a passive state

upon determining that said local distance condition has been satisfied.

16. The method of claim 7, wherein said input event is one of an update, a reply, and a

query from one of said neighbor nodes.

17. The method of claim 7, wherein said input event represents a failed link of a neighbor

node, and said method further comprises said source node responding to said input event

by:

deleting a state of said neighbor associated with said failed link; and
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sending one of an update and a query based on whether said local distance
condition is satisfied after said deleting said state of said neighbor associated with said
failed link.

18. The method of claim 7, wherein said input event represents an establishment of a
new link to a neighbor node, and said method further comprises said source node

responding to said input event by:
adding a state for said neighbor node associated with said new link; and

sending an update to said neighbour node for each destination for which said

source node has stored a finite current source-to-destination distance.

19. A non-transitory computer-readable medium having stored thereon computer-
executable instructions that, when executed by one or more processors, cause the one
or more processors to perform a method of maintaining loop-free paths between a

source node and a destination node in a computer network, the method comprising:

maintaining, in a link weight table for said source node, a list of neighbor nodes
directly connected to said source node, and a respective link weight associated with

transmitting data from said source node to each of said respective neighbor nodes;

maintaining, in a neighbor table for said source node, for one or more of said
neighbor nodes, a respective neighbor-to-destination distance associated with

transmitting data from said respective neighbor node to said destination node;

storing, at said source node, a current source-to-destination distance associated
with transmitting data from said source node to said destination node via a current loop-

free path;

generating, in a routing table of said source node, a set of successor nodes from
among said neighbor nodes, said successor nodes being each of said neighbor nodes
having a neighbor-to-destination distance that is lower than said current source-to-
destination distance, wherein each of said successor nodes is a neighbor node along a

loop-free path to said destination;
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determining, by said source node, whether to enter an active state based on

whether a local distance condition has been satisfied; and

upon entering said active state, initiating a distributed computation to seek a

shortest loop-free path between the source node and the destination node.

20. A system for maintaining loop-free paths in a computer network, the system

comprising:
a source node;
a destination node;

said source node comprising a memory having stored thereon computer-
executable instructions that, when executed by a processor of said source node, causes

said source node to perform a method comprising:

maintaining, in a link weight table for said source node, a list of neighbor
nodes directly connected to said source node, and a respective link weight
associated with transmitting data from said source node to each of said respective

neighbor nodes;

maintaining, in a neighbor table for said source node, for one or more of
said neighbor nodes, a respective neighbor-to-destination distance associated

with transmitting data from said respective neighbor node to said destination node;

storing, at said source node, a current source-to-destination distance
associated with transmitting data from said source node to said destination node

via a current loop-free path;

generating, in a routing table of said source node, a set of successor nodes
from among said neighbor nodes, said successor nodes being each of said
neighbor nodes having a neighbor-to-destination distance that is lower than said
current source-to-destination distance, wherein each of said successor nodes is a

neighbor node along a loop-free path to said destination;
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determining, by said source node, whether to enter an active state based

on whether a local distance condition has been satisfied; and

upon entering said active state, initiating a distributed computation to seek

a shortest loop-free path between the source node and the destination node.

21. The method of claim 1, wherein said neighbor table for said source node further
comprises a respective neighbor-to-destination path associated with transmitting data
from said respective neighbor node to said destination node, and wherein said local
distance condition is based on a comparison of said current source-to-destination
distance with said neighbor-to-destination distances for each neighbor node having a

respective neighbor-to-destination path which does not include said source node.



WO 2026/015977
112

PCT/CA2025/050978

f 100

(link weight change or update) A (LDC = T)

Dk — DY, RDX « D% PD « DX
Sk« {ve N*| DX < RD};

sk« Min{v € §t};

if ( RD% changed ) send U[RDY]

£\

(inputevent) A(LDC = F)
if(fevent = Q[DJ] IA[n = s§] )
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Algorithm 1 Router

INPUT: t,,;,,. LT. RT* NT* LwT* N*
if ( mltmllmtmn mmml% then call M;.,arlthm 2 end if

if (UT*k expires) ) then mlf Algorithm 3 end if
if (weig ‘ﬂ of link (k. g) changes) then call Algorithm 4 end if

if (LTF - = 0) then call Algorithm 5 end if
if (M7 is received ) then call Algorithm 6 end if

FIG. 6

Algorithm 2 Initialization

INPUT: tyin. LT RT* NT* LWT*

Nk« {n| 3(.& n)} N « {k}:

D} « 0 RD} 4—(]Pf)k — 0:QF — k1 AT « F. s¥ «— k SF « {k}:
for each n € N¥ do

1F weight of link (k, n): LTF « LT;

Tk TE

for cach v € N do Dk ~:— oc: e« F end for

T
add Uk, RDY = 0] o f‘lf (n): UT* « 0 % to send a “hello™ message %
end for

FIG. 7

Algorithm 3 Send Message (UT k expires)

INPUT: N¥, Vv € NE (MR (v))

for each v e N¥ do
it (MK (kv) = ¢) ths:h add Uk, 0] to M¥(v):
send M*(v) tov: M¥(v) « ¢

f:nd ébr
UT" « tw‘n ax

FIG. 8
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Algorithm 4 Link-Weight Change (weight of link (k. ¢))

INPUT: q N. LWT¥* weight of (k, q)
"« I Y% remember prior link weight %; I’” «— weight of (&, g)
it ¢ f" = oo ) then
Q =q) ihen Qs = k end if:
M “(q) + O % delete message meant for g %.
for e:.uh de *\f do
DY, « ot el « F:call Algorithm 7 (U[d. D4 = D% ]. q)
end Ior
end if
if ([Ib # 0] A[I" # oc] ) then
for each d € N do call Algorithm 7 (U[d, D} = Dk )+ @) end for
end if
if ( [IF 5 o0] A [I" = oc] ) then
for each a' e N do
if ,Dd < oc) then M¥(q) « Uld, Df‘j] % update new neighbor q %
end for
end if
it(3dg E N7 {M‘l‘*(q) # ) ) then
if (1% = oo ) then UT* « 0

else if (UT* > tmin ) then UTY « ¢,.:n end if
end if

FIG. 9

Algorithm 5 Neighbor Timeout

INPUT: N. N*. NTF, LWTk, MF
for each ci e N b do

it LT = 0 then
%

M™( q) — @ % delete nwsmge meant for g %:

if ( Qd mq}ththi = k end if

for e.uh de N dﬁa

qu +— o0; ¢q, + F:call Algorithm 7 (U[d, o], q)
end for
end if

end for
if ([3qge NY(M(q) £ D] AUTY > timin] ) then UT® « 0 end if

FIG. 10
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Algorithm 6 Message Received

INPUT: ¢. NT*. RT*, M9 LT
Update lifetime for neighbor g: Lqu «— LT
if g N* then

Initialize entry for new nmnhhm q:

Update NTF for q: c g & D;‘ — O

lslgd.lte RT* for q:

Q; — S'}‘ U{g}: D’I" — Min{Dgfn +1¥ ne b;‘}
.,,.q z’lhn{n e ‘?R [ D(m + lf‘l = Dg}
for each d e N\ Ek “do

if ( Dd < oc) then {zd’ «— Uld, Dd]
end for
end if
for each update Uld, D] € M? do
call Algorithm 7 ( U[d, DY, q)
end for '
for each query Q[d, D3] € M7 do
call Algorithm 8 ( Q[d, D¥], q)
end for
for each reply R[d, D] € M7 do

call klgmlthm 1 R[d Dil, g
end for

FIG. 11

Algorithm 7 Update

INPUT: LT. LWT* NT* RT®. Uld, D‘?]
Remember current distance value: D™ + D
Update NT*(d): Dj, « D

if 4;‘ T % Router k is cwrh?mh active o) then
call Al«mmhm 10 (U[d, DY]. D*). return

end lf

if ( A = I % Router k is currently passive Y¢) then
ml! Algm u’ihm 9 (U[d, Dil. D*): return

end if

FIG. 12
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Algorithm 8 Query

INPUT: LT. LWT* NT* RT* Qld, D%l g

Remember current distance value: D™ « D%

Update NT*(d): D}, + D%

if ( AI“ = T % Router k is currently acnw v ) then
call AE;,t;rlthlll 13 (Q[d, DE]. D™) utum

end 1f

if ( A = F ) % Rowter k is currently passive % then
call Algorithm 12 (Q[d, D). D*): return

end if
FIG. 13

Algorithm 9 Passive Update

INPUT: LT. LWT*, NT* RT* U[d, RDY). q. D~
if (Vne Nk (DE, = o)) then
MD  oc; OD « o001 S5« 0: 8% 0

else
MD «— mm {D,h + 15}
ve Nk
if ¢ Déq < Dd ) then Sd — 5:} U {g} else Sff — S{i' \{g}:

if (S = 0)then OD « oo else OD « mm (D%, + 1%}
[ER = ‘7

end if d
it { MD = OD % Router wmams passne % ) then

D% «— MD: R" « D% PY « DX

it MDD < ) thm

for all v € N¥ do
if ( DY < D% ) then 8% « S5 U {v]} else % « S5\ {v}

end fm R N

;t( D5 = o) then 5 « Oelse s « Min{v e 85| D5, +1% = Di}:
enc lf
if ( D 7% D7 ) then % send update: % Uaf «— Uld, Dé]

else
% Rczuter becaglm active: Y ) N
PD; + RDj: foreach v € N® do ¢y, «+ T end for;

if (S; = @) then

if { s i = 0 ) then Dd — oo else Dd — D;nﬂ% + l'l‘;z end if;
else k & k kﬂ F:

Dg « SD: sk Min{ve st | D5 4+ 18 =D}
end 1f

for each v € N* do M*(v) «+ Q[d, RD5%] % send query % end for
end if
return

FIG. 14
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Algorithm 10 Active Update

INPUT: LWT*, NT*. RT*, Uld, RDY). q. D"

if (vne N¥ (D5 +1F =c0)) then

Dl;‘ — oo S — 0. 8% « 0. UY « Uld. DX % send update %
end i

if ( Dd < PD5 ) then 8% « Sk U {q} else S5 « S5 — {q):
if (S5 = @) then

if ( 5 # 0) then D « D"; + ikﬂ else D% + o end if
i %

else
D% « min {D5

“ngf

+ 15} sk« min{v € S} | D}, + 1 = D}

da

end if
return

FIG. 15

Algorithm 11 Reply

INPUT: LWT* NT* RT*. R[d, RDI%]. q D"
Cf}q +— F:
if “*:fn € N’"” (Dd“ + li = oo} ) then
else )
if ( D, < PD;‘; ) then S« S* U {g} else S* « S5\ {¢}:
end if
if | hé = Eﬁ) then
if { sd # 0 ) then D‘;‘ — D" e+ il"'k else Di} +— oo end if
S \

else
Df‘i o mln {ﬂm o i"‘} ed — min{v € H | de + If‘ = Df;,
vesk
d

end if
if (Yve N¥h = F) )ﬁlm

DY « mm {le + 1%}, RD% « D%. PD% « D%,

if i}?D = @m then sd {— 0 else 53 — 111111{t € ﬁr}' [ D !fj = Dg}:
if (Q% = v # k) then M*(v) « R[d, RDG{] end 1f

for cach n € N* do M*(n) « U[d, RD%] end for
end if
QF «— k
return

FIG. 16
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Algorithm 12 Passive Query

INPUT: LT, L WT* NT* RT* Qld, RDE]. q. D~
if (vneN md“ + 15 =oc) ) then
D"’ — ool fn — P s — 0

‘Ufk (g} fi’{d oc] % send re sponse te g ‘"*‘e:
iIF(1" = o) then for each v € N¥ do M*(v) — Uld. ] % send update%
return
end if
MD — mm {Mﬂ1 +1*}
Tr = Nk

il ( H’},‘P < Rﬂi‘;‘ y then qj‘f" — "3"}" U {g} else S’k

if ( S}; = @ ) then OD +— oc else OD — min Ahn{i)

ﬁﬁu“"\
rf

ir( (S5 # 0] A [MD = OD] ) then
 opter !éHMHH& pﬂ'\"«ﬂff G

DY« MD; RDY « DY PDE « D%
for all v €N K do

— 57 "& {g} end if;
.+ !f_’} end i

it (D% < RDE% ythen 8% — S5 U {v} else 85— S50 {v) end if

end for

sk e mm{v = | DE +1% = pkL

M7 {;) - U [ff M Lﬁd] T send response to g %
if(RDY # D~ len

end if
else
e R‘(uﬂ'f!‘ htumam active: e
PI) - f{,{)
if g = si) then QF — gelse QF — kend if;
it (5% = ) then

if ¢ ‘*g = ) then H;j — o0 el D — D g+ 15 end if;

f WoR
else .

ok g e Uzn{ﬁ}m +15 e e sty

— Min{v e 8% | f}‘* + 1% = Dy

s.-ml i,
for emh v g NE m:«

+ c MR (v) « Pld, RD%] % send guery %
end i{w
end if
return

for L‘dth ve N¥ do ﬂzi}‘”( v}« U]d, §~‘i{i)f§] el for

FIG. 17
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Algorithm 13 Active Query

INPUT: LT. LWT* NT* RT* Pld, RDY]. q. D"
if (Vn € N (DR 4+1% = oc) ) then
Ci{—:x:, Sk 0: sk 0
M%(q) + R[d, o] % send response to g %:

return
end lf

if ( qu < PD% )then S5 « S5 U {q} else S¥ «— 85\ {q} end if;
if ( “’d = @i then
;é 0 ) then L)‘” — Dk . + ikk else D" + oo end if
fd

else
DY migl (D% + 15} 8% «— min{v e 85 | Dk, +1F = D%}
It %“d
end if
if ([¢ = 3%} AR = h]} then Q‘i +— q end if
if ([g # s3] A [g# Qd] ) then M ™ (q) «+ RId, RD;”] end if
return

FIG. 18
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