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ABSTRACT OF THE DISSERTATION
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by
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Professor Rafail Ostrovsky, Chair

�e Stable Marriage Problem (SMP) is concerned with the follow scenario: suppose we

have two disjoint sets of agents—for example prospective students and colleges, medical

residents and hospitals, or potential romantic partners—who wish to be matched into pairs.

Each agent has preferences in the form of a ranking of her potential matches. How should

we match agents based on their preferences?

We say that a matching is stable if no unmatched pair of agents mutually prefer each

other to their assigned partners. In their seminal work on the SMP, Gale and Shapley [11]

prove that a stable matching exists for any preferences. �ey further describe an e�cient

algorithm for �nding a stable matching. In this dissertation, we consider the computational

complexity of the SMP in the distributed setting, and the complexity of �nding “almost sta-

ble” matchings. Highlights include (1) communication lower bounds for �nding stable and

almost stable matchings, (2) a distributed algorithm which �nds an almost stable matching

in polylog time, and (3) hardness of approximation results for three dimensional analogues

of the SMP.
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Chapter 1

Introduction

In this chapter we introduce the Stable Marriage Problem (SMP) which is the focus of this

dissertation. �e SMP was originally studied by Gale and Shapley in their seminal work,

College Admissions and the Stability of Marriage in 1962 [11]. Since then, the SMP and its

many variants—which we will refer to as stable matching problems—have been the focus

of hundreds of journal articles and several books which span the �elds of economics, dis-

crete mathematics, and computer science. �e broad appeal of stable matching problems is

succinctly described by Kurt Melhorn in his forward to [31]:

Matching under preferences is a topic of great practical importance, deep

mathematical structure, and elegant algorithmics. �e great practical impor-

tance stems from the numerous applications such as the assignment of students

to universities, families to housing, kidney transplant patients to donors, and so

on. In these applications, the participants have preferences over the outcomes

and the goal is to �nd an assignment that optimizes the satisfaction of the par-

ticipants. �e importance of the area was recently clearly demonstrated to the
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world-at-large by the award of the 2012 Nobel Prize in Economics to Alvin Roth

and Lloyd Shapley, partly for their work on the stable marriage problem.

While stable matching problems are well studied, there remain many fascinating open

questions of both theoretical and practical signi�cance. �is dissertation provides new re-

sults concerning the computational complexity of several variants of the SMP. We are es-

pecially interested in distributed models of computation, where the input to a problem is

scattered across several parties. While this model seems to be the natural context for many

stable matching problems arising in nature, it has only been formally addressed in the liter-

ature quite recently.

�e remainder of the chapter is organized as follows: Section 1.1 gives a formal de�ni-

tion of the stablemarriage problem, and describes the classical results of Gale and Shapley. It

further describes an important variant of the SMP with incomplete preferences. Section 1.2

gives results concerning the computational complexity of �nding a stable matching. In Sec-

tion 1.3 we show that the SMP has a natural interpretation as a statement about graphs.

We describe a computational model which allows us to consider the SMP as a distributed

problem. We further prove a computational lower bound which motivates the use of “al-

most stable” matchings in the distributed setting. Section 1.4 formalizes several relaxations

of the stable marriage problem to “almost stable” matchings. Finally, Section 1.5 introduces

three dimensional variants of the SMP. A thorough introduction to the SMP can be found

in Gus�eld and Irving’s wonderful book [15], while a comprehensive survey of recent work

(through 2013) appears in Manlove’s book [31].

2



1.1 �e Stable Marriage Problem

�e stable marriage problem (SMP) was introduced by Gale and Shapley in [11]. �eir orig-

inal motivation was to describe a mechanism for assigning prospective students to colleges.

To model the situation, each student has preferences in the form of a ranking of their most

favored colleges. Similarly, the colleges rank the prospective students (perhaps by academic

performance, standardized test scores, strength of recommendations, etc). Ideally, an as-

signment of students to colleges should have the property that no student or college has an

incentive to deviate. Speci�cally, we wish to avoid the following scenario:

Alice is assigned to go to USC, but she prefers UCLA to USC. Further,

UCLA prefers Alice to a student Bob who is assigned to UCLA.

In such a scenario, Alice and UCLA would both be better o� if UCLA expels Bob, and Alice

leaves USC to enroll at UCLA. When this happens, we say that Alice and UCLA form a

blocking or unstable pair, as they have a mutual incentive to depart from their assignments.

An assignmentwithout blocking pairs is known as a stablematching. With these de�nitions,

a few natural questions arise: Under what conditions (i.e., for which preferences) does a

stable matching exist? If a stable matching exists, can we �nd one e�ciently?

Gale and Shapley proved that, remarkably, stable matchings exist for every possible set

of preferences for the students and the colleges. Further, a stable matching can be e�ciently

found by applying a simple algorithm.

While Gale and Shapley’s results apply to the problem of assigning students to colleges,

their seminal work focuses on the conceptually simpler (though perhaps disquietingly het-

eronormative) problem of forming romantic partnerships between sets of men and women.

Eachman ranks all of the women, and each woman ranks all of themen.�ey seek a one-to-
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one matching between the men and women where again no pair has an incentive to deviate.

Concretely, if Alice and Bob arematched together and Alice prefers Carl to Bob, Carl should

be matched with a woman he prefers to Alice. Otherwise, Alice and Carl have an incentive

to jilt their partners and elope. �e problem of �nding such a stable matching is the stable

marriage problem (SMP).

�e stable marriage problem is simpler than the college assignment problem because it

avoids the complication of colleges admitting multiple students. However, Gale and Shap-

ley’s solution to the SMP (described in the sequel) can easily be adapted to the more general

college assignment problem.

1.1.1 �e basic problem, formally

LetM andW denote disjoint sets ofmen and women, respectively. We refer to an element

inM ∪W by the gender-neutral agent. For simplicity, we assume that |M | = |W | = n.

Eachmanm ∈M has preferences in the form of a total order≺m over the setW of women.

If w,w′ ∈ W and w ≺m w′, we say that m prefers w to w′. Symmetrically, each woman

w ∈ W holds a ranking≺w over the setM of men. We denote the set of preferences for all

men and women by P .

De�nition 1.1. An instance of the stable marriage problem (SMP) is a triple (M,W,P) con-

sisting of a setM of men, a setW of women, and a set P = {≺a | a ∈M ∪W} of prefer-

ences for each man and woman.

We useµ to denote amatching between themen andwomen.�at is, µ is a set of disjoint

pairs µ ⊆ M ×W such that each man and woman appears in exactly one pair. We refer to

the pairs (m,w) ∈ µ as partners. Given a matching µ, we denotem’s partner in µ by µ(m).
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Similarly, w’s partner in µ is µ(w). �us

(m,w) ∈ µ ⇐⇒ µ(m) = w ⇐⇒ µ(w) = m.

In the case where some m does not have a partner (i.e., µ is only a partial matching) then

we will write µ(m) = ∅.

De�nition 1.2 (Blocking pair, stable matching). Suppose (M,W,P) is an instance of the

SMP and µ is a matching. Given a pair (m,w) ∈M ×W we say that (m,w) is blocking if

w ≺m µ(m) and m ≺w µ(w).

�at is, (m,w) is blocking ifm and wmutually prefer each other to their partners in µ. If µ

contains no blocking pairs, we say that µ is stable.

�e name “blocking pair” is due to Gale and Shapley [11]. For a blocking pair (m,w),

bothm and w would both bene�t if they abandoned their respective partners in µ and in-

stead formed a new pair (leaving µ(m) and µ(w) partner-less).

Our primary goal is, given an SMP instance (M,W,P) to �nd a matching µ which is

stable. Under what conditions does a stable matching exists? Is there an e�cient way of

�nding a stable matching? Following the work of Gale and Shapley, we give remarkably

elegant solutions to both of these questions in the sequel.

1.1.2 �e Gale-Shapley algorithm

In their seminal work on the SMP, Gale and Shapley prove the following remarkable result.

�eorem 1.3 (Gale & Shapley [11]). Let (M,W,P) be any instance of the SMP. �en there

exists a stable matching µ.

To prove the theorem, Gale and Shapley describe an e�cient algorithm which �nds a

stable matching. Gale and Shapley’s algorithm is o�en referred to as a deferred acceptance

5



algorithm.�e idea is that in the beginning, eachman proposes to his most favored woman.

If a woman receives multiple proposals, she rejects all but her most favored suitors, and de-

fers judgment on her best proposal so far. When a man is rejected, he proposes to his next

most favored woman. �e algorithm continues with rounds of proposals and rejections un-

til every woman has received at least one proposal. At this point, each man is the suitor

to exactly one woman, and the women collectively accept their deferred proposals. A for-

mal description of the Gale-Shapley deferred acceptance algorithm is given in Algorithm 1.

�eorem 1.3 is proved by showing the correctness of the Gale-Shapley algorithm.

Algorithm 1 GaleShapley(M,W,P)
1: µ← ∅
2: eachm ∈M setsWm ← W
3: while there existsm ∈M such that µ(m) = ∅ andWm 6= ∅ do
4: w ← m’s most preferred woman inWm

5: if µ(w) = ∅ then
6: µ← µ ∪ {(m,w)}
7: else if µ(w) ≺w m then
8: Wµ(w) ← Wµ(w) \ {w}
9: µ← µ \ {(µ(w), w)} ∪ {(m,w)}
10: else
11: Wm ← Wm \ {w}
12: end if
13: end while
14: return µ

To prove the correctness of Algorithm 1, we �rst prove the following lemmas.

Lemma 1.4. Suppose w ∈ W and µ(w) 6= ∅ a�er some iteration of the while loop in

Algorithm 1. �en we have µ(w) 6= ∅ in every subsequent iteration.

Proof. �is is an immediate consequence of lines 7–12 in Algorithm 1. Indeed, if µ(w) = m,

then either (m,w) ∈ µ for the remainder of the algorithm, or a new pair of the form (m′, w)

is added to µ.
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Lemma 1.5 (Woman monotonicity). Suppose µ(w) = m in some iteration of the loop in

Algorithm 1. If µ(w) = m′ in some later iteration we havem′ �w m. �at is, w’s matches

can only improve in each iteration.

Proof. Note that w can only rejectm in lines 8–9, which only get executed if w prefers her

new suitorm′ tom.

Proof of�eorem 1.3. We �rst argue that the output of Algorithm 1 is indeed a (perfect)

matching. To this end, note that when themain loop terminates, everymanm ∈M satis�es

either µ(m) 6= ∅ orWm = ∅. We claim that for all menm, µ(m) 6= ∅. To see this, note

that if someWm = ∅ thenm was rejected by everyw ∈ W . But a womanw can only reject

m if she already has µ(w) 6= ∅. �us, by Lemma 1.4, if m is rejected by all w ∈ W , all

womenwmust have µ(w) 6= ∅while µ(m) = ∅. Since |M | = |W | = n, this cannot occur.

We next argue that the output µ is stable. To see this, suppose to the contrary that (m,w)

is a blocking pair. In particular w ≺m µ(m). Since m proposes to women in order of

his preference, this implies that in some iteration of the loop in Algorithm 1, m must have

proposed to w, and w must have rejected m in a subsequent iteration. Let m′ denote w’s

partner immediately a�er she rejectedm. �en by Lemma 1.5, we must have

µ(w) �w m′ ≺w m.

�is contradicts the assumption that (m,w) was blocking, hence µ does not contain any

blocking pairs.

1.1.3 Optimal stable matchings

�eorem 1.3 states that stable matchings always exist, and the Gale-Shapley algorithm gives

an explicit means of �nding a stable matching for any instance. In general there may be

7



many stable matchings.

Exercise 1.6. For n = 2 (that is, |M | = |W | = 2) �nd preferences P that admit two stable

matchingsµ0 andµ1. Using the construction forn = 2, show that for every k, there exists an

instance with 2k men and women which has at least 2k stable matchings. �us, the number

of stable matchings can grow exponentially in the instance size n.

Given an instance (M,W,P) of the SMP, we denote the set of all stable matchings by

M. For m ∈ M , w ∈ W , we say that m and w are stable partners if there exists µ ∈ M

with (m,w) ∈ µ.

�e setM is a partially ordered set (poset) when endowed with following order.

De�nition 1.7. Suppose µ, µ′ ∈ M andm ∈ M . �en we say thatm (weakly) prefers µ to

µ′ and write µ �m µ′ if µ(m) �m µ′(m). �at is,m (weakly) prefers his partner in µ to µ′.

We say that the men weakly prefer µ to µ′ and write µ �M µ′ if for allm ∈ M , µ �m µ′.

�at is, allmen weakly prefer µ to µ′.

Dually, we can de�ne women preference onM, thus giving the poset (M,�W ). We

remark that the posets (M,�M) and (M,�W ) have the structure of a distributive lattice

(see, for example, [29, 15]).

De�nition 1.8. Fix an instance (M,W,P) of the SMP.We say that µ0 ∈M ismale optimal

if for all µ ∈M we have µ0 �M µ. Similarly, µz ∈M ismale pessimal if for all µ ∈M we

have µ �M µz . Female optimality and pessimality are de�ned analogously.

Observe that that optimal and pessimal matchings must be unique.

�eorem 1.9 (Gale and Shapley [11]). Let (M,W,P) be an instance of the SMP, and µ0 the

matching output by the Gale-Shapley algorithm. �en µ0 is the male optimal stable match-

ing.

8



Proof. Suppose to the contrary that there exists µ ∈ M with µ 6= µ0 such that µ0 �M µ.

�at is, there existsm ∈ M who strictly prefers his partner w in µ to his partner w′ in µ0.

Sincem prefersw tow′, and he proposes to women in preference order in the Gale-Shapley

algorithm, he must have been rejected by w during an execution of the algorithm. Suppose

that whenw rejectedm, this was the �rst time in the execution that a man was rejected by a

stable partner. Suppose further that w rejectedm because she received a proposal fromm′

(whom she prefers tom). Since w’s rejection ofm was the �rst rejection of a stable partner,

m′ does not have any stable partners whomhe prefers tow.�us,m′must (strictly) preferw

to his partner µ(m′) in µ. However, sincew rejectedm form′, we must also havem′ ≺w m.

�us, (m′, w) form a blocking pair in µ, contradicting its stability.

�e following theorem gives the relationship between the partial orderings ofM by

men’s preferences and women’s preferences (i.e., (M,�M) and (M,�W )).

�eorem 1.10 (McVitie and Wilson [32]). Let (M,W,P) be an instance of the SMP and

µ, µ′ ∈M. Suppose µ �M µ′. �en µ′ �M µ. In particular, if µ0 is male optimal, then it is

female pessimal, and if µz is female optimal, then it is male pessimal.

Using�eorems 1.9 and 1.10, we can e�ciently identify instance (M,W,P) with unique

stable matchings. Speci�cally, we run the Gale-Shapley algorithm with the men proposing

to women to �nd µ0, the male optimal/female pessimal matching. Applying the algorithm

with the roles of the genders reversed—that is, women propose to men—yields the female

optimal/male pessimal matching µz . �en (M,W,P) admits a unique stable matching if

and only if µ0 = µz .

Corollary 1.11. Let (M,W,P) be an instance of the SMP. Suppose µz is the male pessimal

matching and µ0 the female pessimal matching. �en µ0 = µz if and only if (M,W,P)

admits a unique stable matching.

9



1.1.4 Incomplete preferences

Previously, we assumed that the agents’ preferencesP were complete in the sense that every

manm ∈ M ranks every woman w ∈ W , and symmetrically every woman w ranks every

man m. In nature, however, this assumption seems unnatural. Indeed, when applying to

colleges, one does not typically apply to every college, but only to a chosen subset of schools.

Here we relax the notion of preferences so that they may be incomplete.

De�nition 1.12 (Incomplete preferences). LetM andW be disjoint sets of agents. Incom-

plete preferences P consist of a subsetWm ⊆ W—m’s acceptable partners—for eachm ∈

M as well as a ranking ≺m over Wm. Similarly, each w ∈ W holdsMw ⊆ M and rank-

ing ≺w overMw. We assume preferences are symmetric in the sense that if w ∈ Wm, then

m ∈ Mw. If w /∈ Wm (and symmetrically m /∈ Mw) then we say that m and w are unac-

ceptable partners.

�e notions of blocking/unstable pair and stable matching are easily generalized to in-

complete preferences, where we need only consider acceptable partners to be blocking pairs.

In this case, a stable matching µmay not be a perfect matching (i.e., somem ∈M , w ∈ W

may have µ(m), µ(w) = ∅). Nonetheless, the results of the previous subsection easily gen-

eralize to incomplete preferences.

�eorem 1.13. SupposeM andW are disjoint sets andP incomplete preferences.�en there

exists a stable matching µ.

�e proof of �eorem 1.3 is easily modi�ed to prove �eorem 1.13. Further, the Gale-

Shapley algorithm (Algorithm 1) still �nds a stable matching for incomplete preferences,

and its run-time is linear in the number of acceptable partners
∑

m∈M |Mm|, rather than

n2.

Since stable matchings for incomplete preferences are not generally perfect matchings,

10



it is natural to ask which agents are matched in stable matchings. Is it possible to have stable

matchings µ and µ′ such that µ(m) = ∅, but µ′(m) 6= ∅? Roth [42] proved that this

situation never occurs in what is known as the “rural hospitals theorem.”

�eorem 1.14 (Roth, rural hospitals [42]). Fix an instance of the SMP with preferences P .

For a stable matching µ, letMµ (respectivelyWµ) denote the set ofm ∈M with µ(m) 6= ∅

(respectively w ∈ W with µ(w) 6= ∅). �en for all stable matchings µ, µ′ we haveMµ =

Mµ′ andWµ = Wµ′ . �at is, the sets of matched men and matched women are the same for

all stable matchings with preferences P .

1.2 Computational Complexity of the SMP

�e Gale-Shapley algorithm always terminates in time O(n2). To see this, note that there

are at most n(n− 1) proposals by the men, as each of the nmen can propose at most n− 1

times. �is bound is asymptotically tight, as one can construct preferences on which the

Gale-Shapley algorithm requires n2 −O(n) proposals before it terminates.

Exercise 1.15. Construct preferences P such that in the (unique) stable matching every all

but one man is matched with one of his two least favored woman.

Interestingly, if the preferences for themen andwomen are chosen uniformly at random,

the expected run-time of the Gale-Shapley algorithm is Θ(n log n) [46].

In 1976, Knuth [29] asked, “Does there exist an algorithm to �nd a stable matching where

the number of operations increases less quickly than n2 in the worst case?” A related question

was put forward in 1987 by Gus�eld [14], who asked whether even verifying the stability

of a proposed matching can be done any faster. As the input size is quadratic in n, these

questions only make sense in models that do not require sequentially reading the whole
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input, but rather provide some kind of random access to the preferences of the participants.

A partial answer to both questions was given by Ng and Hirschberg [33], who consid-

ered a model that allows two types of unit-cost queries to the preferences of the partici-

pants: “what is woman w’s ranking of man m?” (and, dually, “what is man m’s ranking of

womanw?”) and “which man does womanw rank at place k?” (and, dually, “which woman

does manm rank at place k?”).

�eorem 1.16 (Ng & Hirschberg [33]). Any algorithm which �nds a stable matching using

only queries of the form “what is woman w’s ranking of man m?” and “which man does

womanw rank at place k?” requiresΩ(n2) queries to the men and women in the worst case.

Chou and Lu [6] later showed that even if one is allowed to separately query each of the

log n bits of the answer to queries such as “whichman does womanw rank at place k?” (and

its dual query), Θ(n2 log n) such Boolean queries are still required in order to determinis-

tically �nd a stable matching.

�ese results of [33] and [6] still leave two questions open. �e �rst is whether some

more powerful computational model may allow for faster algorithms. While most “natural”

algorithms for the SMP do �t into the computational models described above, there may be

others that do not.�e second question concerns randomized algorithms: can a randomized

algorithm do signi�cantly better than deterministic ones? �is question is especially �tting

for this problem as the expected running time is known to be small.1 In Chapter 2, we employ

communication complexity to give negative answers to both questions, as well as several

other related questions.
1In particular, this would be the case if the expected running time could bemade small for any distribution

on preferences, rather than just the uniform one.
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1.3 Distributed Stable Matchings

1.3.1 SMP as a problem on graphs

�e stablemarriage problem can be viewed as a graph theoretic problem. Recall that a graph

G = (V,E) consists of a set V of vertices and E ⊆ V × V of edges. Given an instance

(M,W,P) of the SMP, we associate the graph G with vertex set V = M ∪W and edge set

E = {(m,w) |m ∈M,w ∈ Wm} of acceptable partners. �us G is a bipartite graph, as

all edges have one endpoint inM and the other inW . �roughout this section, we will use

agent and vertex interchangeably. Also, acceptable partner is synonymous with neighbor.

In many contexts, this graph theoretic view of the SMP is a natural one. For example, in

the case of romantic partnerships, there may be an underlying social network in which ac-

ceptable partners are acquaintances; in a computer network or content delivery system, the

network topology determines the acceptable partners. In the graphmodel, we can view each

vertex/agent as ranking their acceptable partners, or equivalently as ranking their incident

edges.

In the graph theoretic view of the SMP, �nding a stable matching has a natural inter-

pretation as a distributed problem. Speci�cally, we assume that each vertex initially has

only a local view, consisting of a ranking of its neighbors. In order to �nd a stable match-

ing, the vertex must communicate with its neighbors and perform local computations. �e

Gale-Shapley algorithm can be interpreted as a distributed algorithm in this model. �e al-

gorithm proceeds in rounds where alternatingly the men and women send messages. In the

�rst round, eachm ∈ M sends the message propose to its most favored w ∈ Wm. In the

following round, each w ∈ W receiving proposals responds by sending the message defer

to her most favored suitor, and reject to the others. Rejected men propose to their next
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most favored w, and the process continues until no more proposals are made. In this view

of the Gale-Shapley algorithm, each vertex communicates only with its neighbors. �us, the

vertices are able to �nd a stable matching by performing local computations based on the

simple messages received from their neighbors.

1.3.2 Computational model

Here we formalize the computational model in which we will describe the distributed algo-

rithms for �nding stable matchings. We use the CONGESTmodel formalized by Peleg [39].

In this distributed computational model, each vertex v ∈ M ∪W represents a processor.

Given preferences P , the communication links between the players are given by the set of

edges E in the communication graph G. Communication is performed in synchronous

rounds. Each communication round occurs in three stages: �rst, each processor receives

messages (if any) sent from its neighbors in G during the previous round. Next, each pro-

cessor performs local calculations based on its internal state and any received messages. We

make no restrictions on the complexity of local computations. Finally, each processor sends

short (O(log n) bit) messages to its neighbors in G—the processor may send distinct mes-

sages to distinct neighbors. In the CONGESTmodel, complexity ismeasured by the number

of communication rounds needed to solve a problem.

When computation begins, each vertex v has initial state, which in the context of the

SMPwill consist of v’s neighbors/acceptable partners, and v’s ranking of its neighbors. When

computation terminates, each vertex announces an output. For the SMP, that output will

consist that vertex’s (stable) partner. In this context, we refer to the problem of �nding a

stable matching as the distributed stable marriage problem or DSMP.
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1.3.3 “Easy” lower bounds for distributed stable matchings

For a graph G = (V,E), and v, w ∈ V , we use distG(v, w) to denote the graph distance—

i.e., the length of the shortest path—between v and w. In the CONGEST model, computa-

tion is restricted by locality and communication. Locality refers the topology of the com-

munication network G: vertices only communicate with their neighbors in the graph. If a

distributed algorithm terminates a�er t rounds, then the output of each vertex v is a func-

tion only of v’s initial state, and the initial states of w satisfying distG(v, w) ≤ t. �us, if

the output of a vertex v depends on the input of a vertex w which is far away from v, then

many communication rounds will be required in order for v to produce the correct out-

put. �e following lemma is a consequence of the description of the CONGEST model of

computation.

Lemma 1.17. Let G = (V,E) be a communication graph and v, w ∈ V . Suppose that for

some computational problem P , the correct output of v depends on the initial state of w,

and that some (correct) algorithm for P in the CONGEST model halts in t rounds. �en

t ≥ distG(v, w).

Using Lemma 1.17, we can prove general lower bounds for solving the SMP in the dis-

tributed model.

�eorem 1.18. Any distributed algorithmwhich solves the distributed stablemarriage prob-

lem with incomplete preferences requires Ω(n) communication rounds in the worst case.

Proof. Consider an instance of the SMP with

M = {m1,m2, . . . ,mn} and W = {w1, w2, . . . , wn} .

Each vertex has at most two neighbors, and the communication graph is a path. Speci�cally,

eachmi has acceptable partnerswi−1 andwi, while eachwj has acceptable partnersmj and
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mj+1 (where m1 and wn each have a unique acceptable partner). Each mi prefers wi−1 to

wi, while wj with j 6= 1 prefersmj tomj+1. �e vertex w1 may preferm1 orm2.

We note that if w1 prefersm1, then the unique stable matching for this instance is

µ1 = {(m1, w1), (m2, w2), . . . , (mn, wn)} .

On the other hand, if w1 prefersm2, then the unique stable matching is

µ2 = {(m2, w1), (m3, w2), . . . , (mn, wn−1)} .

In particular, for any algorithm which solves the DSMP, the output of wn depends on the

input ofw1. Since distG(w1, wn) = 2n−2, the desired result follows from Lemma 1.17.

Remark 1.19.�e lower bound in �eorem 1.18 shows that we cannot hope to solve the

DSMP in time smaller than the diameter of the communication graph G. However, even

when the diameter of G is small (O(1)), there is no known general purpose distributed

algorithm which improves on the trivial upper bound of O(n) rounds, where each vertex

simply announces its preferences to all of its neighbors, and each vertex locally performs the

Gale-Shapley algorithm.

OpenQuestion 1.20. In the CONGESTmodel for complete preferences, is it possible to �nd

a stable matching in o(n) rounds? Note that for complete preferences, the communication

graphG is the complete bipartite graphKn,n, which has diameter 2.

Remark 1.21.We remark that there are no knownω(1) round lower bounds for any problem

in the CONGEST model onKn,n. �e work of Drucker, Kuhn, and Oshman [8] shows that

such lower bounds are likely di�cult to obtain, as they would imply previously unknown

circuit lower bounds. �us, there is a tremendous gap between the best known (trivial)

constant round lower bound, and the O(n) upper bound.
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1.4 Almost Stable Matchings

Given the strong distributed lower bound of �eorem 1.18 and the (centralized) run-time

lower bound of, for example, Ng and Hirschberg [33] (�eorem 1.16), it is natural to ask if

relaxations of the SMP may admit faster algorithms. Is it possible to �nd “almost stable”

matchings signi�cantly faster than (exactly) stable matchings? �is question has recently

been addressed in the literature (for example [1, 9, 10, 17, 26]), though there is no consensus

on the proper de�nition of “almost stable.” In this section, we survey several notions of

almost stability and discuss some results related to almost stable matchings.

1.4.1 Divorce distance to stability

One reasonable way of de�ning almost stability is that an almost stable matching should

have many pairs in common with some (exactly) stable matching. We formalize this notion

in terms of divorce distance.

De�nition 1.22 (divorce distance). SupposeM andW are disjoint sets with |M | = |W | =

n, and µ, µ′matchings betweenM andW . �e divorce distance between µ and µ′, denoted

d(µ, µ′), is de�ned by

d(µ, µ′) = n− |µ ∩ µ′| .

Wenote that |µ ∩ µ′| is the number of pairsµ andµ′ have in common.�e name divorce

distance is apropos, as it is the minimum number of divorces needed to transform µ to µ′

(or vice versa). We remark that d is a metric on the set S of all perfect matchings between

M andW .

De�nition 1.23 (divorce distance to stability). Let (M,W,P) be an instance of the SMP,M

the set of stable matchings, and µ′ a (not necessarily stable) matching. �en the (divorce)
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distance to stability of µ′, denoted d(µ′), is de�ned by

d(µ′) = min
µ∈M

d(µ′, µ).

�at is, d(µ′) is the minimum distance of µ′ to any stable matching µ.

De�nition 1.23 is a generalization of a notion formalized by Ünver [45], who consid-

ers only SMP instances which have a unique stable matching. �e de�nition allows us to

parametrize a relaxation of the SMP. Namely, we can form a relaxation of the SMP, where

we are only required to �nd a matching which is ε-close to stable.

De�nition 1.24. Let (M,W,P) be an instance of the SMP with complete preferences and

|M | = |W | = n. Let µ be a (not necessarily stable) matching, and ε ≥ 0. We say that µ is

ε-close to stable if d(µ) ≤ εn.

In Chapter 2 we analyze this relaxation of the SMP, and show that this variant does not

a�ord any (asymptotic) algorithmic speed-up for any ε < 1/2. While the de�nition of d(µ)

is a reasonable one, it is not immediately obvious that it is possible to compute it e�ciently.

While d(µ, µ′) can easily be computed for any �xed µ and µ′, there may be exponentially

many (in n) stable matchings µ ∈ M. �us, computing d(µ) naively may take exponential

time. Remarkably, it is possible to compute d(µ) in polynomial time. We give a proof of this

fact in Appendix A. �e proof relies heavily on the structure of the set of stable matchings,

and reduces computing d(µ) to a max-�ow/min-cut problem.

1.4.2 (1− ε)-stability

Another reasonable notion of almost stability is that an almost stable matching should have

fewblocking pairs. Weuse a de�nition of almost stability given byEriksson andHäggström [9],

modi�ed to allow for incomplete preference lists.
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De�nition 1.25. Given an instance (M,W,P) of the SMP (with incomplete preferences) and

ε ≥ 0, we say that a matching µ is (1− ε)-stablewith respect toP if µ induces at most ε |E|

blocking pairs with respect to P .

Note that a 1-stable matching corresponds precisely to the classical stable matching def-

inition. In Chapter 3, we describe a distributed algorithm which for all �xed ε > 0 �nds a

(1 − ε)-stable matching in poly-logarithmic time. �us, (1 − ε)-stable matchings can be

found exponentially faster than their exactly stable counterparts (cf.�eorem 1.18).

For the case of bounded degree graphs (i.e., each vertex has a bounded number of ac-

ceptable partners), Floréen, Kaski, Polishchuk, and Suomela [10] showed that terminating

the Gale-Shapley algorithm a�er a constant number of rounds results in an (1 − ε)-stable

matching. We note that the authors of [10] use a strictly stronger notion of almost stabil-

ity in their paper, comparing the number of blocking pairs to |µ|, the size of the matching,

rather than |E|, the number of acceptable pairs. However, in the context of [10] where the

communication graph has bounded degree, the two notions of almost-stability agree up to a

constant factor. �e algorithm we describe in Chapter 3 can be viewed as a generalization of

the Gale-Shapley algorithm, and thus, the main result of that chapter generalizes the result

of [10].

1.4.3 ε-blocking pairs

Here we give one �nal de�nition of almost stability, due to Kipnis and Patt-Shamir [26]. �e

idea is that we allow blocking pairs (m,w) to be present in amatching µ, so long asm andw

donot prefer each other “toomuch”more than their assigned partners inµ. To formalize this

notion, for an instance (M,W,P) andm ∈M , w ∈ W acceptable partners, we denotem’s

rank of w by Pm(w). �at is, Pm(w) = 1 means that w ism’s most preferred partner, while
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Pm(w) = 2 means w is m’s second favorite, and so on. Pw(m) is de�ned symmetrically.

For eachm ∈M , we de�ne degm to be the degree ofm in the communication graph—that

is, degm is the number ofm’s acceptable partners, degm = |Wm|.

De�nition 1.26 (Kipnis and Patt-Shamir [26]). Given ε ≥ 0, preferencesP , and a matching

µ we call an edge (m,w) ∈ E ε-blocking if m and w appear an ε-fraction higher on each

other’s preferences than their assigned partners. Speci�cally, (m,w) is ε-blocking if

Pm(µ(m))− Pm(w) ≥ ε degm

and

Pw(µ(w))− Pw(m) ≥ ε degw.

We say that µ is ε-blocking stable if it contains no ε-blocking pairs.

We remark that ε-blocking stability is strictly stronger than (1−ε) stability. If amatching

µ is ε-blocking stable, then it is (1 − 2ε)-stable. Conversely, one can construct families of

instances of the SMP andmatchingsµwhich are (1−ε)-stable, but which are not ε′-blocking

stable for any ε′ < 1.

Kipnis and Patt-Shamir [26] proved an Ω(
√
n/ log n) round lower bound for �nding

an ε-blocking stable matching in the distributed setting. In Chapter 3 we describe a poly-

logarithmic round algorithm which �nds a (1 − ε)-stable matching (De�nition 1.25). We

feel that this upper bound bolsters the use of De�nition 1.25 for almost stability, at least for

practical applications. Further, the algorithm we describe in Chapter 3 produces a matching

which is nearly ε-blocking stable in the sense that a�er the removal of an arbitrarily small

fraction of “bad” m ∈ M , the resulting matching is ε-blocking stable with respect to the

remaining vertices. �is dichotomy of Kipnis and Patt-Shamir’s polynomial lower bounds

for ε-blocking stability [26] versus our poly-logarithmic upper bound for (1−ε)-stability in
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Chapter 3 shows that the complexity of �nding an almost stable matching in the distributed

setting is highly sensitive to the notion of approximation used.

1.5 �ree Dimensional Stable Matching Problems

In [29], Knuth asked, “Can the stable matching problem be generalized to three sets of objects

(for example, men, women, and dogs)?”. A three “gender” variant of the SMP was studied by

Alkan in [2]. Speci�cally, in addition to the disjoint setsM andW , there is a third setD of

dogs. �e goal is to partitionM ∪W ∪ D into triples (m,w, d) consisting of exactly one

man, one woman, and one dog. We call such a triple a family. For simplicity, we assume

that |M | = |W | = |D| = n.

In this three gender variant of the SMP, which we refer to as 3GSM, eachman ranks pairs

(w, d) ∈ W ×D. �at is, eachm ∈ M holds a total order ≺m overW ×D. Analogously,

eachw ∈ W and d ∈ D hold rankings≺w and≺d overM×D andM×W respectively. An

instance of 3GSM consists of a quadruple (M,W,D,P) whereM ,W , and D are disjoint

sets, andP = {≺v | v ∈M ∪W ∪D} are preferences as described above. Amatching µ is

a partition ofM ∪W ∪D into disjoint families. Given a matching µ, we equivalently write

(m,w, d) ∈ µ ⇐⇒ µ(m) = (w, d) ⇐⇒ µ(m,w) = d ⇐⇒ · · · .

Again in a (three gender)matchingµ, we assume thatµ(m), µ(w), µ(d) 6= ∅ for allm ∈M ,

w ∈ W , and d ∈ D. If µ is a disjoint set of triples which may have µ(m) = ∅, we call µ a

sub-matching.

De�nition 1.27. Let (M,W,D,P) be an instance of 3GSM, and µ a matching. Suppose

(m,w, d) ∈M ×W ×D. We say that (m,w, d) is an unstable triple if

(w, d) ≺m µ(m), (m, d) ≺w µ(w), and (m,w) ≺d µ(d).
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A matching µ which induces no unstable triples is a stable matching.

De�nition 1.27 is a natural extension of De�nition 1.2 to three gender matchings. While

two-gender stable matchings always exist, Alkan showed that instances of 3GSM need not

admit stable matchings.

�eorem 1.28 (Alkan [2]).�ere exists an instance (M,W,D,P) of 3GSM which does not

admit a stable matching.

Proof. We will construct an instance with n = 2. DenoteM = {m1,m2},W = {w1, w2},

and D = {d1, d2}. Consider preference lists P as described in the following table, where

most preferred partners are listed �rst.

player preferences

m1 (w1, d1) (w2, d2) · · ·

m2 (w2, d1) · · ·

w1 (m1, d1) · · ·

w2 (m1, d2) (m2, d1) · · ·

d1 (m2, w2) (m1, w1) · · ·

d2 (m1, w2) · · ·

�e ellipses indicate that the remaining preferences are otherwise arbitrary. Suppose µ is

a stable matching for P . We must have either (m1, w1, d1) ∈ µ or (m1, w2, d2) ∈ µ, for

otherwise the triple (m1, w2, d2) is unstable. However, if (m1, w1, d1) ∈ µ, then (m2, w2, d1)

is unstable. On the other hand, if (m1, w2, d2) ∈ µ then (m1, w1, d1) is unstable. �erefore,

no such stable µ exists. In particular, every matching µ contains at least one unstable triple.
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Given the result of�eorem 1.28, we would like to understand which instances of 3GSM

admit stable matchings, and which do not. Ng and Hirschberg examined the problem of

deciding if an instance of 3GSM admits a stable matching in [34]. In particular, they proved

the following result.

�eorem 1.29 (Ng&Hirschberg [34]). Let I = (M,W,D,P) be an instance of 3GSM.�en

the problem of deciding whether or not I admits a stable matching is NP-complete.

By�eorem 1.29, we do not expect there to be an e�cient algorithm which determines

if an instance of 3GSM admits a stable matching. Chapter 4 analyzes relaxations of 3GSM

to �nding matchings which are only “almost stable.” We consider two variants of this prob-

lem, and show that both are still NP-complete to approximate within a �xed constant factor.

Nonetheless, we show that it is possible to compute weaker approximations in polynomial

time.

Ng and Hirschberg [34] also introduce a gender-less version of 3GSM, the 3-person sta-

ble assignment problem or 3PSA. In this variant, there is a single set U of agents, and each

agent u ∈ U ranks all (unordered) pairs {u1, u2} ⊆ U \ {u}. A matching µ is a partition of

U into triples. Unstable triple and stablematching are de�ned analogously toDe�nition 1.27.

�e proof of�eorem 1.29 easily extends to 3PSA. In Chapter 4, also consider approximate

versions of 3PSA. In our explorations of 3GSM and 3PSA in Chapter 4, we show that we

should not expect approximate versions of 3GSM and 3PSA to admit faster algorithms than

their exact counterparts for su�ciently good approximation.
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Chapter 2

Communication Complexity

In the distributed setting for the SMP (see Section 1.3), each agent is assumed to privately

hold that agent’s preferences. �e agents then compute a stable matching by communi-

cating with one another. A fundamental measure of the complexity of solving such a dis-

tributed problem is its communication complexity, which measures how many bits the

agents/processors must exchange in order to solve the problem. Communication complex-

ity was �rst formalized in 1979 by Yao [48]. Since then, communication complexity has

become central to the study of general complexity theory, not just for naturally distributed

problems. Indeed, communication complexity has deep connections with circuit complex-

ity, data structures, steaming algorithms, space-time tradeo�s, and VLSI circuit design. We

refer the interested reader to Kushilevitz and Nisan’s excellent introduction [30].

In this chapter, we analyze the communication complexity of the SMP.1 While an in-

stance of the SMP may have many agents, we consider a simpler two-party model of com-

putation (that originally studied by Yao [48]). Speci�cally, we assume that one party, which
1Much of the material in this chapter originally appeared as joint work with Gonczarowski and Nisan

in [13].
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will we call Alice, knows all of the women’s preferences, while the other party, Bob, knows

all of the men’s preferences. In this context, we can view the Gale-Shapley algorithm as a

communication protocol between Alice and Bob. When a manm proposes to a woman w,

Bob sends Alice the message “m proposes to w,” and Alice responds with reject or defer

depending on whether the proposal is rejected by w or deferred. Note that each proposal

message and response can be encoded in O(log n) bits. Since the Gale-Shapley algorithm

terminates a�er O(n2) proposals, the total communication cost of the Gale-Shapley algo-

rithm is O(n2 log n).

In general, a communication protocol between Alice and Bob could involve arbitrary

Boolean queries about the men’s and women’s preferences—not just queries of the form

“does w reject m’s proposal?” �e result of Ng and Hirschberg [33] (�eorem 1.16) shows

that Ω(n2) (deterministic) Boolean queries to the men’s and women’s preferences are neces-

sary, if the questions are of the form “what is w’s ranking ofm?” and “who doesm rank in

place k?”

As a consequence of our analysis of the communication complexity of the SMP in this

chapter, we generalize Ng and Hirschberg’s results in three ways. First, we prove a general

Ω(n2) query lower bound for any Boolean queries to the men and (separately) the women

which result in a stable matching. Secondly, our results apply even if the protocol is allowed

to be randomized. We remark that in general, there can be an exponential gap between

randomized and deterministic communication complexity (see, for example, [30]). Finally,

we generalize these lower bounds to several problems related to the original SMP.

�eorem 2.1 (Informal, see �eorem 2.14). Any randomized (or deterministic) algorithm

that uses any type of Boolean queries to the women’s and to the men’s preferences to solve

any of the following problems requires Ω(n2) queries in the worst case:
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(a) �nding stable matching, or a matching whose distance to stability is at most εn (see

De�nition 1.23),

(b) determining whether a given matching is stable or far from stable,

(c) determining whether a given pair is contained in some/every stable matching,

(d) �nding any εn pairs that appear in some/every stable matching.

�ese lower bounds hold even if we allow arbitrary preprocessing of all themen’s preferences

and of all the women’s preferences separately. �e lower bound for Part (a) holds regardless

of which (stable or approximately stable) matching is produced by the algorithm.

Our proof of�eorem 2.1 comes from a reduction to the well-known lower bounds for

the disjointness problem [24, 41] in Yao’s [48] model of two-party communication complex-

ity. We consider a scenario in which Alice holds the preferences of the n women and Bob

holds the preferences of the n men, and show that each of the problems from �eorem 2.1

requires the exchange of Ω(n2) bits of communication between Alice and Bob. Since we

only measure the communication between Alice (i.e., the women) and Bob (i.e., the men),

we are essentially allowing the women to communicate with each other for free, and simi-

larly for the men. �us our communication lower bound still applies even if the women and

men are allowed to preprocess their inputs arbitrarily.

We note that Segal [44] shows by a general argument that any deterministic or nondeter-

ministic communication protocol among all 2n agents for �nding a stablematching requires

Ω(n2) bits of communication. Our argument for�eorem 2.1(a), in addition to being signif-

icantly simpler, generalizes Segal’s result to account for randomized algorithms,2 and even

when considering only two-party communication between Alice and Bob. Furthermore,
2We remark that in general, there may be an exponential gap between deterministic, nondeterministic,

and randomized communication complexity.
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our lower bound holds even for merely determining whether a given matching is stable or

far from stable (�eorem 2.1(b)), as well as for the additional related problems described in

�eorem 2.1(c,d). �ese results immediately imply the same lower bounds for any type of

Boolean queries in the original computation model, as Boolean queries can be simulated by

a communication protocol.

As indicated above, �eorem 2.1(a), as well as the corresponding lower bound on the

two-party communication complexity, holds not only for stablematchings but also formatch-

ings µ with d(µ) ≤ εn (see De�nition 1.23). In the context of communication complexity,

Chou and Lu [6] also study such a relaxation of the stable matching problem in a restricted

computationalmodel inwhich communication is non-interactive (a sketchingmodel). Chou

and Lu show that any (deterministic, non-interactive, 2n-party) protocol that �nds amatch-

ingwhere only a constant fraction of agents are involved in blocking pairs requiresΘ(n2 log n)

bits of communication. We note that Chou and Lu’s notion of almost stability is strictly

stronger than (1 − ε)-stability (De�nition 1.25). Our communication complexity lower

bounds are not directly comparable to Chou and Lu’s results, as the two notions of almost

stability are not comparable. We use a signi�cantly more general computation model (ran-

domized, interactive, two-party), but give a slightly weaker lower bound.

Our lower bound for veri�cation complexity (given in�eorem 2.1(b)) is tight. Indeed

there exists a simple deterministic algorithm for verifying the stability of a proposed match-

ing, which requires O(n2) queries even in the weak comparison model that allows only for

queries of the form “does womanw prefermanm1 overmanm2?” and, dually, “doesmanm

prefer womanw1 over womanw2?”.3 We do not know whether the lower bound is tight also
3By simple batching, this veri�cation algorithm can be converted into one that uses onlyO( n2

logn ) queries,
each of which returns an answer of length log n bits (with each query still regarding the preferences of only
a single agent). �is highlights the fact that the lower bounds of [33] crucially depend on the exact type of
queries allowed in their model.
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for �nding a stable matching (�eorem 2.1(a)). Gale and Shapley’s algorithm uses O(n2)

queries in the worst case, but O(n2) of these queries require each an answer of length log n

bits, and thus the algorithm requires a total of O(n2 log n) Boolean queries, or bits of com-

munication. We do not know whether O(n2) Boolean queries su�ce for any algorithm.

While the gap between Gale and Shapley’s algorithm and our lower bound is small, we be-

lieve that it is interesting, as the number of queries performed by the algorithm is exactly

linear in the input encoding length. Even a slightly sub-linear algorithm would therefore

be interesting. We indeed do not know of any o(n2 log n) algorithm, even randomized and

even in the strong two-party communication model, nor do we have any improved ω(n2)

lower bound, even for deterministic algorithms and even in the simple comparison model.4

OpenQuestion2.2. Consider the comparisonmodel for the SMP that only allows for queries

of the form “does manm prefer woman w1 over woman w2?” and, dually, “does woman w

prefer man m1 over man m2?” How many such queries are required, in the worst case, to

�nd a stable matching?

Open Question 2.3.What is the communication complexity of �nding a (1 − ε)-stable

matching (De�nition 1.25)? We note that for randomized protocols, an analogous result

to �eorem 2.1 (b) does not hold for (1 − ε)-stability. Indeed, if a matching µ induces at

least ε |E| blocking pairs, randomly sampling an edge will yield a blocking pair with at least

ε probability. �us by sampling a constant number of edges (independent of n), a random-

ized protocol can distinguish between stable matchings and matchings with ε |E| blocking

pairs with probability, say, 2/3.
4It is interesting to note that Bei et al. [5] identify a similar gap for the stable marriage problem in a dra-

matically di�erent computation model of trial and error.
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2.1 Communication Complexity Background

Wework in Yao’s [48]model of two-party communication complexity (see [30] for a survey).

Consider a scenario where two agents, Alice and Bob, hold values x and y, respectively, and

wish to collaborate in performing some computation that depends on both x and y. Such a

computation typically requires the exchange of some data between Alice and Bob. �e com-

munication cost of a given protocol (i.e. distributed algorithm) for such a computation is the

number of bits that Alice and Bob exchange under this protocol in the worst case (i.e. for the

worst (x,y)); the communication complexity of the computation that Alice and Bob wish

to perform is the lowest communication cost of any protocol for this computation. Gen-

eralizing, we also consider randomized communication complexity, de�ned analogously

using randomized protocols that for every given �xed input, produce a correct output with

probability at least 2
3
.5

Of particular interest to us is the disjointness function, disj. Let n ∈ N and let Alice and

Bob hold subsets A,B ⊆ {1, 2, . . . , n}, respectively. �e value of the disjointness function

is 1 if A ∩ B = ∅, and 0 otherwise. We can also consider disj as a Boolean function by

identifyingA andB with their respective characteristic vectorsx = (xi)
n
i=1 andy = (yi)

n
i=1,

de�ned by xi = 1 ⇐⇒ i ∈ A and yj = 1 ⇐⇒ j ∈ B. �us, we can express disj using

the Boolean formula disj(x,y) = ¬
∨n
i=1(xi ∧ yi). By abuse of notation, we will use x and

y to refer to subsets of {1, 2, . . . , n} and the characteristic vectors of these subsets. All of

our results heavily rely on the following result of Kalyanasundaram and Schintger [24] (see

also Razborov [41]):

�eorem 2.4 (Communication Complexity of disj [24, 41]). Let n ∈ N. �e randomized
5�e results of this paper hold verbatim even if the constant 2

3 is replaced with any other �xed probability
p with 1

2 < p ≤ 1.
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(and deterministic) communication complexity of calculating disj(x,y), wherex ∈ {0, 1}n

is held by Alice and y ∈ {0, 1}n is held by Bob, is Θ(n). Further, this lower bound holds

even for unique disjointness, i.e. if we require that the inputs x and y are either disjoint or

uniquely intersecting: |x ∩ y| ≤ 1.

Our results regarding lower bounds on communication complexities all follow from

de�ning suitable embeddings of disj into various problems regarding stable matchings, i.e.

mapping x and y into suitable instances of the SMP such that �nding a stable matching (or

solving any of the other problems from �eorem 2.1) reveals the value of disj. Speci�cally,

we will de�ne maps x 7→ PW and y 7→ PM where PW and PM are the women’s and men’s

preferences, respectively. �us, if Alice is given x and Bob y, then Alice (and respectively

Bob) can construct the women’s (respectively men’s) preferences independently (without

communication) to specify the desired SMP instance. Our proofs presented in Section 2.4

assume that the input to disj satis�es |x ∩ y| ≤ 1.

2.2 Summary of Communication Results

All of our results in this chapter provide lower bounds for various computations regarding

the stable matching problem. For the duration of this chapter, let (M,W,P) be an instance

of with complete preferences, where PW is held by Alice and PM is held by Bob.

�eorem2.5 (CommunicationComplexity of Finding anAlmost-StableMatching). Let 0 ≤

ε < 1
2
. �e randomized (and deterministic) communication complexity of �nding amatch-

ing µ whose distance from stability is at most εn with respect to (M,W,P) is Ω(n2).

Corollary 2.6 (Communication Complexity of Finding an Exactly Stable Matching).�e

randomized communication complexity of �nding an (exactly) stablematching in (M,W,P)
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is Ω(n2).

�eorem 2.7 (Communication Complexity of Determining the Stability of aMatching). Let

0 ≤ ε < 1 and let µ be a �xed matching betweenW andM that is promised to be either

stable (d(µ) = 0) or ε-far from stable (d(µ) ≥ εn) with respect to PW and PM . �e ran-

domized communication complexity of determining whether µ is stable or ε-far from stable

is Ω(n2).

Corollary 2.8 (CommunicationComplexity of Verifying a StableMatching). Letµ be a �xed

matching betweenW andM . �e randomized communication complexity of determining

whether or not µ is stable with respect to PW and PM is Ω(n2).

Remark 2.9.�e lower bound given in Corollary 2.8 is tight. Indeed, exhaustively checking

all pairs of agents to naı̈vely check for the existence of a blocking pair requires Θ(n2) bits of

communication in the worst case.

Remark 2.10. Both �eorem 2.7 and Corollary 2.8 are phrased so that the matching µ is

known by both Alice and Bob before the protocol commences. Nonetheless, these results

still hold if only one of them knows µ, as the straightforward way of encoding a matching

betweenW andM requires O(n log n) bits.

Although Corollaries 2.6 and 2.8 are immediate consequences of�eorems 2.5 and 2.7,

respectively, we give direct proofs of these important special cases in Section 2.3 as a warm-

up to the more general construction given in Section 2.4.

�eorem 2.11 (Communication Complexity of VerifyingMarital Status). Let (w,m) ∈ W×

M be �xed. �e randomized communication complexity of determining whether or not

(w,m) is contained in some/every stable matching (with respect to (M,W,P)) is Ω(n2).

Remark 2.12. Gus�eld [14] gives a deterministic algorithm for enumerating all pairs that be-
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long to at least one stable matching inO(n2 log n) Boolean queries; this yields aO(n2 log n)

upper bound for the problems described in�eorem 2.11. �e question of a tight bound re-

mains open.

�eorem 2.13 (Communication Complexity of Finding Stable Couples). Let 0 < ε ≤ 1.

�e randomized communication complexity of �nding εn pairs (w,m) that are contained

in some/every stable matching (with respect to (M,W,P)) is Ω(n2).

�eorem 2.14 (Query Complexity). Any randomized (or deterministic) algorithm that uses

any type of Boolean queries to the women’s and (separately) to themen’s preferences to solve

any of the following problems requires Ω(n2) queries in the worst case:

(a) �nding a matching µ with d(µ) ≤ εn, for �xed ε with 0 ≤ ε < 1
2
,

(b) determining whether a given matching µ is stable or if d(µ) ≥ εn, for �xed ε with

0 ≤ ε < 1,

(c) determining whether a given pair is contained in some/every stable matching, and

(d) �nding any εn pairs that appear in some/every stable matching, for �xed ε with 0 <

ε ≤ 1.

�e proofs of �eorems 2.5, 2.7, 2.11 and 2.14 are given in Section 2.4.2. �e proofs all

follow from the embedding of disjointness into a matching market that is described in Sec-

tion 2.4.1.

2.3 Lower Bounds for Exactly Stable Matchings

�e goal of this section is to prove Corollaries 2.6 and 2.8 directly. We remark that up to

a logarithmic factor, the lower bound of Corollary 2.6 is tight, while Corollary 2.8 is tight.
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�e agents of each gender hold a total of 2n sets of preferences, where each preference list

is a permutation of n. �us there are (n!)2n distinct stable marriage instances of size n.

�erefore, specifying a single instance requires

log((n!)2n) = Θ(n2 log n)

bits in any reasonable encoding. �e trivial communication protocol of, say, the men send-

ing all of their preferences then uses O(n2 log n), which up the the factor of log n matches

our lower bound in Corollary 2.6. �e bound of Corollary 2.8 is tight by the following pro-

tocol: for each pair (mi, wj) ∈ M × W , Alice announces if wj prefers mi to µ(wj), and

symmetrically Bob announces ifmi prefers wj to µ(mi). Since |M ×W | = n2, this com-

munication protocol only requiresO(n2) bits of communication. As part of the speci�cation

of the protocol, Alice and Bob agree on some ordering ofM ×W , say lexicographical or-

dering. �us the pair (mi, wj) is speci�ed by the communication round, and thus Alice and

Bob do not need to explicitly communicate i and j.

2.3.1 �e special case n = 2

As mentioned before, we will prove Corollary 2.6 by embedding any instance of disj into an

SMP instance such that the structure of a stable matching reveals the value of disj. Before

describing the embedding in full generality, we look at the special case of disj where Alice

and Bob each hold a single bit.�us disj(x, y) = 1 if and only if at least one of the bits is 0. In

this case, we will have n = 2 men and women. We use Alice’s bit to determine the women’s

preferences, and Bob’s bit to determine the men’s preferences. Here is our embedding for

the women’s preferences:
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player preferences if x = 1 preferences if x = 0

w1 1, 2 2, 1

w2 1, 2 1, 2

�e men’s preferences are identical replacingws withms and xwith y. It is easy to show (by

brute force) that for these preferences the unique stable matching isM = {(1, 1), (2, 2)} if

x = y = 1 andM = {(1, 2), (2, 1)} otherwise. In particular, the (unique) stable matching

contains the couple (1, 1) if and only if disj(x, y) = 0.

2.3.2 �e general case

We are now ready to describe how to construct the women’s preferences from a vector x

whose entries are indexed xij with 1 ≤ i, j ≤ n/2. �e preference structure for w depends

on her parity.

even women (w = w2j): In this casew’s preferences are independent of x. She prefers men

mi with i odd to menmj with j even. Speci�cally, her preferences are

m1 ≺w m3 ≺w · · · ≺w m2i−1 ≺w · · · ≺w mn−1 ≺w m2 ≺w m4 ≺w · · · ≺w mn.

In particular, w prefers all odd men to even men.

odd women (w = w2j−1): In this casew’s preferences are assigned according to the follow-

ing groups:

1. Odd menm2i−1 such that xij = 1

2. Even menm2i

3. Odd menm2i−1 such that xij = 0
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�enw prefers all men in group 1 to group 2, and allmen in group 2 to group 3. Within

the groups, w’s preferences are increasing in i. �at ismi ≺w mi′ if and only if i < i′.

�e preferences for the men are determined analogously to the women’s preferences: just

replace ws withms and x with y.

2.3.3 Proof of Corollaries 2.6 and 2.8

Corollaries 2.6 and 2.8 will follow immediately from the following claim. We say that a pair

(m,w) ∈M ×W is odd ifm = m2i+1 and w = w2j+1 for some i, j ∈ {1, 2, . . . , n}.

Claim 2.15. Assume that x,y ∈ {0, 1}n
2/4 satisfy |x ∩ y| ∈ {0, 1}. Given the preferences

described above, a stable matching µ contains an odd pair if and only if disj(x, y) = 0.

Further, disj(x,y) = 1 if and only if

µ = {(m2i−1, w2i) | 1 ≤ i ≤ n/2} ∪ {(m2i, w2i−1) | 1 ≤ i ≤ n/2} (2.1)

is the unique stable matching.

Proof. We �rst consider the case where disj(x,y) = 0. �at is, there is a unique index (i, j)

such that xji = yji = 1. We will show that (m2i−1, w2j−1) ∈ µ for any stable matching. To

this end, suppose to contrary that (m2i−1, w2j−1) /∈ µ for some stable matching µ. Since

µ is stable, (m2i−1, w2j−1) is not a blocking pair. Without loss of generality assume that

w2j−1 is matched with someone she prefers tom2i−1. Since xji = 1, the only men she could

prefer to m2i−1 are m2i′−1 with xji′ = 1 and i′ < i. Since (i, j) is the unique element in

the intersection of x and y, we must have yji′ = 0, hence m2i′−1 prefers all even women

to w(2j−1). Since there are n/2 even women, n/2 odd men, andm2i′−1 is matched with an

odd woman, some even woman w2j′ is matched with an even man. But even women prefer

all odd men to even men. �erefore (m2j′−1, w2j′) forms a blocking pair, contradicting the
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assumption that µ is stable. �erefore, (m2i−1, w2j−1) is contained in every stable matching.

In particular, every stable matching contains an odd couple.

We now consider the case where disj(x,y) = 1. We will show that no stable matching

µ contains an odd couple. Suppose to the contrary that (m2i−1, w2j−1) ∈ µ for some (i, j).

Since x and y are disjoint, xij = 0 or yij = 0. Without loss of generality, assume that xij = 0,

so that w2j−1 prefers all even men tom2i−1. As before, some even manm2i′ is paired with

an even woman. But then w2j−1 andm2i′ mutually prefer each other to their partners in µ,

hence µ is not stable. �erefore, no stable matching contains an odd couple.

Finally, we will show that if µ is a stable matching which contains no odd couples then

µmust be the matching as in Equation (2.1). Suppose to the contrary that (m2i−1, w2j) ∈ µ

with, say i < j. �en there exists w2k with k < j such that µ(w2k) = m2`−1 and ` > i.

However, in this case w2k and m2i−1 form a blocking pair, a contradiction. �erefore, we

must have µ(m2i−1) = w2i for all i. Similarly, µ(w2i−1) = m2i, which gives the desired

result.

Proof of Corollary 2.6. Suppose a protocol Π �nds a stable matching using B bits of com-

munication. �en given an instance of disj of size n/2, using the embedding described

above, Alice and Bob can compute disj(x,y) usingB bits of communication. By Claim 2.15,

disj(x,y) contains an odd pair if and only if disj(x,y) = 0. When Π terminates, the men

and women can individually detect whether or not there is an odd pair, thereby determining

the value of disj(x,y). By�eorem 2.4, B = Ω(n2), as desired.

Proof of Corollary 2.8. Suppose a protocol Π determines the stability of any given matching

µ usingB bits of communication. �en as before, given an instance of disj of size n/2, Alice

and Bob can use Π to compute disj(x,y) using B bits of communication by verifying the
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stability of µ as described in Equation (2.1). Indeed µ is stable if and only if disj(x,y) =

1.

Remark 2.16. In the proofs above, we only account for communication between the men

and women, thus allowing, for example, the men to communicate among each other free

of charge. In the distributed setting, the preferences of each player would be known only

to that player. Yet our result shows that allowing collaboration among the men and women

still yields the (near) optimal Ω(n2) lower bound.

2.4 General Proof of Main Results

2.4.1 Embedding disjointness into preferences

Similarly to the proofs given in Section 2.3, the proofs of the remaining results from Sec-

tion 2.2 follow from embedding suitably large instances of disj into various problems re-

garding (approximately) stable matchings. In order to prove these remaining results, we re-

construct the embeddings to have the property that small changes in the agents’ preferences

yield very large changes in the global structure of the stable matchings for these preferences.

Informally, we construct the preferences so that resolving blocking pairs resulting from such

small changes in agents’ preferences creates large rejection chains that ultimately a�ect most

matched pairs.

Preference description

Let n ∈ N and letW andM be disjoint sets with |W | = |M | = n. We divide the agents

into three sets: high, mid and low, which we denote Wh, Wm and Wl respectively for the
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women andMh,Mm andMl respectively for the men. �ese sets have sizes

|Wh| = |Mh| = 1
2
δn

|Wm|= |Mm|= 1
2
(1− δ)n

|Wl| = |Ml| = 1
2
n

where δ is a parameter with 0 < δ ≤ 1, to be chosen later. �e low and mid agents prefer-

ences will be �xed, while we will use the preferences of the high agents to embed an instance

of disjointness of size (δn)2/4. We assume that the agents are

W = {w1, w2, . . . , wn} , M = {m1,m2, . . . ,mn} ,

where in both cases the �rst δn/2 agents are high, the next (1 − δ)n/2 agents are mid and

the remaining n/2 agents are low. Since the low and mid agents’ preferences are the same

for all instances, we describe those �rst. As before, the agents’ preferences are symmetric in

the sense that the men’s and women’s preferences are constructed analogously.

low agents �e low women’s preferences over men are “in order”: m1 ≺ m2 ≺ · · · ≺ mn

(and symmetrically for low men, whose preference over women are “in order”). In

particular, each low agent prefers all high agents over allmid agents over all low agents.

mid agents �emid agents prefer low agents over high agents overmid agents. Within each

group, the preferences are “in order.” Speci�cally, the mid women have preferences

mn/2+1 ≺ mn/2+2 ≺ · · · ≺ mn ≺ m1 ≺ m2 ≺ · · · ≺ mn/2,

and symmetrically for the men.

high agents We use the preferences of each of the high agents to encode a bit vector of

length δn/2. Together, the men and women’s preferences thus encode an instance of
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disj of size (δn)2/4. For each wi ∈ Wh, we denote her bit vector xi1, . . . , xiδn/2; the

preference list of wi, from most-preferred to least-preferred, is:

1. menmj ∈Mh such that xij = 1;

2. menm ∈Ml;

3. menm ∈Mm;

4. menmj ∈Mh such that xij = 0.

Within each group, the preferences are once again “in order”, i.e. sorted by numeric

index. �e men’s preferences are constructed analogously, with each manmj encod-

ing the bit vector y1j , . . . , y
δn/2
j and preferring �rst and foremost women wi ∈ Wh

such that yij = 1.

Stable Matching Description

Mh

Mm

Wl

Wh

Wm

Ml

Figure 2.1: �e (unique) stable matchings µ1 for disjoint (le�) and µ0 for uniquely-
intersecting (right) instances of the preferences described in Section 2.4.1.

Lemma 2.17. Any instance of the stable marriage problemwith preferences described above

corresponding to disj(x,y) = 1 has a unique stable matching µ1 given by (see the le� side
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of Figure 2.1)

µ1 =
{

(mi, wi+n/2)
∣∣ i = 1, 2, . . . , n/2

}
∪
{

(mi+n/2, wi)
∣∣ i = 1, 2, . . . , n/2

}
.

Proof. Let µ be a stable matching; we will show that µ = µ1. We �rst argue that every high

and mid agent is matched with a low agent in µ. Suppose to the contrary that some w = wi

for i ≤ n/2 is matched with some m = mj with j ≤ n/2 in µ. By the de�nition of the

preferences and the assumption that disj(x,y) = 1, at least one of w and m prefers every

low agent over their partner. Assume without loss of generality that w prefers allm′ = mj′

with j′ > n/2 overm. �at is,w prefers all lowmen over her partnerm. Sincew is matched

with a medium or high man, there must be some low man m′ that is matched with a low

woman w′. Butm′ prefers all high and medium women over w′. In particular, he prefers w

over w′. �erefore, (w,m′) is a blocking pair, so µ is not stable. �us any stable matching

must match low agents to mid or high agents and vice versa.

Now we argue that if (wi,mj+n/2) ∈ µ, then we must have i = j. �e argument for

pairs (wi+n/2,mj) is identical. Suppose that (wi,mj+n/2) ∈ µ with i < j. �en there is

some j′ < j such that m′ = mj′+n/2 is matched with w′ = wi′ with i′ > i. But then

(wi,m
′) mutually prefer each other, contradicting the stability of µ. We arrive at a similar

contradiction if i > j, hence we must have i = j, as desired.

Lemma 2.18. Suppose we have a stable matching instance with preferences described above

corresponding to disj(x,y) = 0, with x and y uniquely intersecting. Let xαβ = yαβ = 1 be

the uniquely-intersecting entry of x,y. In this case, there exists a unique stable matching
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µ0 given by (see the right side of Figure 2.1)

µ0 = {(wα,mβ)} ∪
{

(wi,mi+n/2)
∣∣ i < α

}
∪
{

(wi+n/2,mi)
∣∣ i < β

}
∪
{

(wi,mi+n/2−1), α < i ≤ n/2
}

∪
{

(wi+n/2−1,mi), β < i ≤ n/2
}
∪ {(wn,mn)} .

Proof. We �rst argue that (wα,mβ) ∈ µ for any stable matching µ for the preferences de-

scribed above. Since µ is stable, if (mα, wβ) /∈ µ, then at least one of wα and mβ , say wα,

must be matched with someone she prefers over mβ . From wα’s preferences, this implies

that (wα,m) ∈ µ for some m = mj with j < β for which xαj = 1. Since the instance of

disj is uniquely intersecting, we must have yαj = 0. �usm prefers all low women over wα.

Since at most n/2− 1 medium and high men are matched with low women (indeedm is a

high man matched with a high woman) and there are n/2 low women, some low woman w

is matched with a low man. But then w andmmutually prefer each other, hence forming a

blocking pair. �us, we must have (wα,mβ) ∈ µ.

�e remainder of the proof of the lemma is analogous to the proof of Lemma 2.17 if we

remove wα andmβ from all the agents’ preferences.

Lemma 2.19.�e matchings µ0 and µ1 from the previous two lemmas satisfy

d(µ0, µ1) ≥ (1− δ)n.

Proof. �is follows from the following two observations:

1. All mid women and menMm ∪Wm have di�erent partners in µ0 and µ1.

2. No mid women are matched with mid men in either µ0 or µ1.
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From these facts, we can conclude that

d(µ0, µ1) = n− |µ0 ∩ µ1| ≥ |Wm|+ |Mm| = (1− δ)n.

2.4.2 Derivation of main results

In this section we use the construction of Section 2.4.1 to prove all the results formulated in

Section 2.2.

Proof of�eorem 2.5. Suppose that Π is a randomized communication protocol (between

Alice and Bob) that outputs a (1 − ε)-stable matching µ using B bits of communication.

As ε < 1/2, there exists δ su�ciently small such that ε < (1 − δ)/2. Suppose Π outputs a

(1 − ε)-stable matching µ for the preferences described in Section 2.4.1. If disj(x,y) = 1,

then by Lemma 2.17, µ1 is the unique stable matching, so d(µ, µ1) ≤ εn.

Suppose disj(x,y) = 0. By Lemma 2.18, µ0 is the unique stable matching, so d(µ, µ0) ≤

εn < (1− δ)n/2. Applying Lemma 2.19 and the triangle inequality, we obtain

d(µ1, µ) > (1− δ)n/2 > εn.

�us, if disj(x,y) = 1, then d(µ, µ1) < εn and if disj(x,y) = 0, then d(µ, µ1) > εn.

Given µ, Alice and Bob can compute d(µ, µ1) without communication, so they can use Π

to determine the value of disj(x,y) using B bits of communication. �us, B = Ω(n2) by

�eorem 2.4, as desired.

Proof of�eorem 2.7. Suppose that Π is a randomized communication protocol that deter-

mines whether a given matching µ is stable or ε-unstable with respect to given preferences

usingB bits of communication. As ε < 1, there exists δ su�ciently small such that 1−δ > ε.
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Let µ1 be the matching de�ned in Lemma 2.17; by that lemma, if disj(x,y) = 1, then µ1 is

stable (with respect to the preferences described in Section 2.4.1). By Lemmas 2.18 and 2.19,

if disj(x,y) = 0, then µ1 is ε-unstable. �us, if Π determines whether µ1 is stable or ε-

unstable, then Π also determines the value of disj(x,y), hence B = Ω(n2) by �eorem

2.4.

Proof of�eorem 2.11. Suppose that Π is a randomized communication protocol that for a

given pair (w,m) determines whether (w,m) ∈ µ for some (every) stable matching µ us-

ing B bits of communication. Set δ = 1. By choosing preferences as in Section 2.4.1 and

taking (w,m) = (wn,mn), by Lemmas 2.17 and 2.18, (w,m) is in some (equivalently every)

stable matching for the given preferences if and only if disj(x,y) = 0. �us, once again by

�eorem 2.4, B = Ω(n2).

Proof of�eorem 2.13. Suppose that Π is a randomized communication protocol that out-

puts εn pairs contained in some (every) stable matching using B bits of communication.

Choose preferences as described in the Section 2.4.1 with some 0 < δ < ε, say δ = ε/2.

Recall from the proof of Lemma 2.19 that no agents inWm andMm are ever matched with

one another in a stable matching. �erefore, since |Wm| + |Mm| = (1 − δ)n > (1 − ε)n

and since Π outputs εn pairs, we have that Π must output some pair (w,m) with w ∈ Wm

or m ∈ Mm. Recall from the proof of Lemma 2.19 that knowing the stable partner of any

agent inWm orMm reveals the value of disj(x,y). �us, by�eorem 2.4, B = Ω(n2).

Proof of�eorem 2.14. We prove Part (a) of the theorem. Suppose there is a randomized al-

gorithmA that computes a (1− ε)-stable matching usingB Boolean queries to the women

and men. We will use A to construct a B-bit communication protocol for the approximate

stable marriage problem. �e protocol works as follows. Alice and Bob both simulate A.

Whenever A queries the women’s preferences, Alice sends the result of the query to Bob
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(since Alice knows the women’s preferences). Symmetrically, whenA queries themen’s pref-

erences, Bob sendsAlice the result of the query.�is protocol usesB bits of communication.

�us, by�eorem 2.5, we must have B = Ω(n2), as desired.

Parts (b)–(d) follow similarly from�eorems 2.7, 2.11 and 2.13, respectively.
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Chapter 3

Approximation Algorithms

In Chapter 2, we analyzed one measure of the distributed complexity of the stable marriage

problem, namely its communication complexity. In this chapter, we turn our attention to

another measure of complexity: time complexity. We work in the (CONGEST) computa-

tional model described in Section 1.3: each agent is represented by a single processor, which

initially only knows that agent’s preferences. �e processors communicate in synchronous

rounds, and the time complexity of the (distributed) SMP is the number of rounds nec-

essary to �nd a stable matching (see Section 1.3 for details). In this computational model,

�eorem 1.18 shows that �nding an (exactly) stable matching requires time Ω(n).

Partially due to lower bounds such as �eorems 1.16 and 1.18 for exactly stable match-

ings, there has recently been interest in approximate versions of the stable marriage prob-

lem [1, 9, 10, 17, 26], where the goal is to �nd a matching which is “almost stable.” We reiter-

ate that there is no consensus in the literature on precisely how to measure almost stability,

but typically almost stability requires that a matching induces relatively few blocking pairs.

Eriksson and Häggström [9] argue that, “the proportion of blocking pairs among all possi-

ble pairs is usually the best measure of instability.” Using a �ner notion of almost stability,
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Floréen, Kaski, Polishchuk, and Suomela show [10] that for bounded preference lists, trun-

cating the Gale-Shapley algorithm a�er boundedly many communication rounds yields a

matching that induces at most ε |µ| blocking pairs. Here |µ| is the size of the matching pro-

duced. More recently, Hassidim, Mansour and Vardi [17] show a similar result in a more

restrictive “local” computational model, so long as the men’s preferences are chosen uni-

formly at random.

In this chapter, we describe a distributed algorithm which for any �xed ε > 0 �nds

a (1 − ε)-stable matching (De�nition 1.25) µ using a poly-logarithmic number of rounds.

Our algorithm can be seen as a generalization of the Gale-Shapley algorithm, where each

agent is allowed to make multiple proposals in each round. �us, our result can be seen as

a generalization of the result of Floréen, Kaski, Polishchuk, and Suomela [10].

We note that Kipnis and Patt-Shamir [26] give an algorithmwhich �nds an almost stable

matching using O(n) communication rounds in the worst case, using a �ner notion of ap-

proximate stability than we consider. Speci�cally, in their notion of almost-stability—which

we call ε-blocking stability (De�nition 1.26)—amatching is almost stable if no pair of agents

can both improve their match by more than an ε-fraction of their preference list by deviat-

ing from their assigned partners. �ey also prove an Ω(
√
n/ log n) round lower bound for

�nding an almost stable matching for ε-blocking stability. �us, the algorithm described in

this chapter is exponentially faster than the best possible algorithm which �nds an almost

stable matching in the sense of [26].

�e material in this chapter originally appeared in [35].
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3.1 Chapter Overview

In this chapter, we describe a deterministic distributed algorithm, ASM, which produces a

(1− ε)-stable matching inO(log5(n)) rounds. In order to obtain this sub-polynomial run-

time, wemust use a coarser notion of approximation than ε-blocking stability, as Kipnis and

Patt-Shamir [26] prove an Ω(
√
n/ log n) round lower bound for their model. We remark

that a�er removing an arbitrarily small fraction of “bad” agents, the output of ASM is ε-

blocking stable as well. We further describe a faster randomized variant ofASMwhich runs

in O(log2(n)) rounds. For preferences which are “almost regular,” (and in particular for

complete or bounded preferences) this run-time can be improved to O(1).

�eorem 3.1.�ere exists a deterministic distributed algorithm ASM which produces a

(1 − ε)-stable matching in O(log5(n)) communication rounds. A randomized variant of

the algorithm, RandASM runs in O(log2(n)) rounds for general preferences, and can be

improved toO(1) rounds for almost regular (and in particular complete or bounded) pref-

erences.

ASM can be viewed as a generalization of the classical Gale-Shapley algorithm [11] which

allows for multiple simultaneous proposals by the men and acceptances by the women. In

ASM, the agents quantize their preferences into O(ε−1) quantiles of equal size. In each

step of the algorithm, the men propose to all women in their best nonempty quantile. Each

woman accepts proposals only fromher best quantile receiving proposals. Amaximalmatch-

ing is then found among the accepted proposals, and matched women reject men they do

not prefer to their matches. �is procedure is iterated until a large fraction of men are either

matched, or have been rejected by all women.

�e analysis of our algorithm follows in two steps. We �rst show that by quantizing

preferences, the matching found by ASM cannot contain a large fraction of blocking pairs
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among the matched (or rejected) agents. We bound the number of blocking pairs from the

remaining “bad” agents by showing there are few such agents, and that only a small fraction

can participate in many blocking pairs.

We refer the reader to Sections 1.3 and 1.4 for background on the distributed computa-

tional model (CONGESTmodel), and almost stable matchings. �e remainder of the chap-

ter is organized as follows. In Section 3.2 we give an overview of methods for computing

maximal matchings which our algorithm will require as subroutines. Section 3.3 describes

ASM and its subroutines in detail and states basic guarantees for the subroutines. Section 3.4

proves the performance guarantees forASM. Finally, in Section 3.5 we describe the random-

ized variants of ASM, with some details deferred to Section 3.6.

3.2 Preliminaries

3.2.1 Computational model

We describe ASM in terms of the CONGEST model formalized by Peleg [39]. In this dis-

tributed computational model, each agent v ∈ M ∪W represents a processor. Given pref-

erences P , the communication links between the agents are given by the set of edges E in

the communication graph G. Communication is performed in synchronous rounds. Each

communication round occurs in three stages: �rst, each processor receivesmessages (if any)

sent from its neighbors inG during the previous round. Next, each processor performs local

calculations based on its internal state and any received messages. We make no restrictions

on the complexity of local computations. Finally, each processor sends short (O(log n) bit)

messages to its neighbors inG—the processor may send distinct messages to distinct neigh-

bors. In the CONGEST model, complexity is measured by the number of communication
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rounds needed to solve a problem.

Remark 3.2. Although the CONGESTmodel allows for unbounded local computation dur-

ing each round, the computations required by ASM can be implemented in linear or near-

linear time in each processor’s input.

3.2.2 Maximal matchings

As a subroutine, ASM requires a method for computing maximal matchings in a graph.

De�nition 3.3. A matching µ is a maximal matching if it is not properly contained in any

larger matching. Equivalently, µ is maximal if and only if every v ∈ V satis�es precisely one

of the following conditions:

1. there exists a unique u ∈ V with (v, u) ∈ µ;

2. for all u ∈ N(v) there exists v′ ∈ V with v′ 6= v such that (v′, u) ∈ µ. Here, we use

N(v) to denote the neighborhood of v, i.e.,N(v) = {u ∈ V | (v, u) ∈ E}.

For the deterministic version of our algorithm, we invoke the work of Hańćkowiak,

Karoński, and Panconesi [16] who give a deterministic distributed algorithm which �nds

a maximal matching in a poly-logarithmic number of rounds.

�eorem 3.4 (Hańćkowiak, et al. [16]).�ere exists a deterministic distributed algorithm,

MaximalMatching, which �nds amaximalmatching in a communication graphG = (V,E)

in O(log4(n)) rounds, where n = |V |.

We remark that while the authors of [16] do not explicitly use the CONGEST model of

computation, their algorithm can easily be implemented in this model.
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�e randomized variants of ASM require faster (randomized) subroutines for comput-

ing maximal and “almost maximal” matchings in a communication graph. In Section 3.6,

we describe how to modify an algorithm of Israeli and Itai [22] to give the necessary results.

3.3 Deterministic Algorithm Description

In this section, we describe in detail the almost stable matching algorithm, ASM.�e main

algorithm invokes the subroutine QuantileMatch which in turn calls ProposalRound. In

Section 3.3.1 we introduce notation, and describe the internal state of each processor dur-

ing the execution of ASM. Section 3.3.2 contains a description of the ProposalRound sub-

routine, while Section 3.3.3 describes the QuantileMatch subroutine. Finally, Section 3.3.4

describes ASM.

3.3.1 �e state of a processor

In our algorithm, we assume that each agent is represented by an independent processor.

Each processor has a unique id and a gender (male or female) both of which are known to

that processor. �e only global information known to each processor is (an upper bound

on) n, the total number of processors. At each step of the algorithm, we specify the state of

each processor as well as any messages the processor might send or receive. �roughout, k

is a parameter (the number of quantiles) to be chosen later. �e state of an agent v consists

of:

• Quantized preferencesQ1, Q2, . . . , Qk where we denoteQ =
⋃
Qi. For each u in v’s

preference list, denote q(u) = dPv(u)/ke. Initially we set Qi = {u | q(u) = i}, so

that Q1 is the set of v’s deg(v)/k favorite partners, Q2 is her next favorite deg(v)/k,
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and so on. We callQi v’s ith quantile. If we wish to make explicit the agent to whom

the preferences belong, we may adorn these symbols with a superscript. For example,

Qv
i is v’s ith quantile. �roughout the execution of the algorithm, elements may be

removed fromQ and theQi, but elements will never be added to any of these sets.

• A partner p (possibly empty). �e partner p is v’s current partner in the matching

µ our algorithm constructs. To emphasize that p is agent v’s partner, we will write

p(v). �e (partial) matching µ produced by the algorithm at any step is given by

µ = {(p(w), w) | w ∈ W, p(w) 6= ∅}.

Additionally, subroutines of our algorithmwill require each processor to store the following

variables:

• A setG0 of “neighbors” of the opposite sex which correspond to accepted proposals.

• A partner p0 in a matching found in the graph determined byG0.

�us each agent knows their preferences, partners (if any) as well as any of their accepted

proposals from the current round (stored in G0). �e men m ∈ M hold the following

additional information:

• A set A of “active” potential matches, initially set toQ1.

3.3.2 �e ProposalRound subroutine

At the heart of our algorithm is the ProposalRound subroutine (Algorithm 2). Proposal-

Round works in 5 steps which are described in Algorithm 2.

We observe that if each agent v takes k = deg v, then ProposalRoundmimics the clas-

sical (extended) Gale-Shapley algorithm [11, 15]. In this case, each man proposes to his most
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Algorithm 2 ProposalRound(Q, k,A)

Step 1: Each man m proposes to all women in Am by sending each w ∈ A the message
PROPOSE.

Step 2: Each womanw receiving proposals responds with the message ACCEPT to all pro-
posals from her most preferred quantileQw

i from which at least one man proposed in
Step 1.

Step 3: LetG0 denote the bipartite graphG0 of accepted proposals from Step 2. �e agents
compute a maximal matching µ0 in G0, using MaximalMatching(G0), storing their
match inG0 as p0.

Step 4: Eachwomanwmatched in µ0 sends REJECT to all menm ∈ Qw in a lesser or equal
quantile to her partner p0(w) in µ0 other than p0(w). She then removes all of these
men from Qw and the corresponding Qw

i . �e matched women then set p ← p0, so
the partial matching µ now contains the edge (p0(w), w). Any manmmatched in µ0

sets p← p0 and sets A← ∅.

Step 5: �e men remove all w from whom they received the message REJECT from their
preferencesQ, the variousQi, and A. If a manm receives a rejection from his match
p(m) from a previous round, he sets p← ∅.

favored woman that has not yet rejected him, and each woman rejects all but her most fa-

vored suitor. In this case, computing amaximalmatching is trivial, as the accepted proposals

already form amatching.�e general case has one crucial feature in commonwith the Gale-

Shapley algorithm, which follows immediately from the description of ProposalRound.

Lemma 3.5 (Monotonicity). Once a woman w has p(w) 6= ∅ in some execution of Pro-

posalRound, she is guaranteed to always have p(w) 6= ∅ a�er each subsequent execution

of ProposalRound. Further, once matched, she will only accept proposals from men in a

strictly better quantile than p(w). �at is, if p(w) ∈ Qw
i , then w will only accept proposals

from menm ∈ Qw
j with j < i.
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3.3.3 �e QuantileMatch subroutine

Here we describe theQuantileMatch subroutine (Algorithm 3), which simply iterates Pro-

posalRound until each manm has either been rejected by all women in Am or is matched

with some woman in Am. In either case, Am = ∅ when QuantileMatch terminates. We

will argue that k (the number of quantiles) iterations su�ce.

Algorithm 3 QuantileMatch(Q, k)

i← min {i |Qi 6= ∅} ∪ {k} (male only)
if p = ∅ then
A← Qi (male only)

end if
for i← 1 to k do
ProposalRound(Q, k,A)

end for

Lemma 3.6 (QuantileMatch guarantee). At the termination ofQuantileMatch(Q, k) every

manm satis�esAm = ∅. In particular, eachmanwho hadAm 6= ∅ before the �rst iteration

of the loop in QuantileMatch has either been rejected by all women in Am or is matched

with some woman in Am.

Proof. Suppose a woman w receives proposals in the �rst iteration of the loop in Quan-

tileMatch. If she is matched with one of these suitors when ProposalRound terminates, she

rejects all other men and receives no further proposals during the current QuantileMatch.

On the other hand, if she is not matched with one of these suitors a�er the �rst round, then

by the maximality of the matching found in Step 3 of ProposalRound, all of the suitors in

her best quantile receiving proposals are matched with other women. �us, in the next it-

eration, she only receives proposals from men in strictly worse quantiles than she accepted

in the �rst. Similarly, in each iteration of the loop, her best quantile receiving proposals (if
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any) is strictly worse than the previous iteration. �erefore, a�er k iterations, no woman

will receive proposals, hence each manmmust have Am = ∅.

3.3.4 �e ASM algorithm

In this section, we describe the main algorithm ASM (Algorithm 4). �e idea of ASM is

to iterateQuantileMatch until a large fraction men with high degree are either matched or

have been rejected by all acceptable partners. We call such men good. By iterating Quan-

tileMatch a constant number of times, we can ensure that the fraction of good men is close

to 1. In order to bound the number of blocking pairs from men which are bad (not good),

we must ensure that bad men comprise only a small fraction of agents with relatively high

degree. To this end, we only allowmen who are potentially involved in many blocking pairs

(that is, with |Q| relatively large) to participate in later calls toQuantileMatch.

Algorithm 4 ASM(P , ε, n)

k ← d8ε−1e , δ ← ε/8
for all i ≤ k do
Qi ← {v | q(v) = i}

end for
Q←

⋃
iQi, p← ∅

for i← 0 to log n do
if |Q| ≥ 2i then
for j ← 1 to 2δ−1k do
QuantileMatch(Q, k)

end for
end if

end for
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3.4 Performance Guarantees

Herewe analyze the performance ofASM and its subroutines.�e run-time guarantee (�e-

orem 3.13) is a simple consequence of the description of ASM and its subroutines. To prove

the approximation guarantee (�eorem 3.7), we consider blocking edges from two sets of

men separately. We call a manm good if whenASM terminates, he is either matched or has

been rejected by all of his acceptable partners. A man who is not good is bad. We denote

the sets of good and bad men byG and B, respectively.

�eorem 3.7 (Approximation guarantee).�e matching µ output by ASM induces at most

ε |E| blocking pairs with respect to P . �us µ is (1− ε)-stable.

3.4.1 Bounding blocking pairs from good agents

We bound the number of blocking pairs from goodmen in two steps. First we show that the

good men are not involved in any (2/k)-blocking pairs (see De�nition 1.26). Next, we show

that as a result, the good men can only be incident with a small fraction of blocking pairs.

Lemma 3.8 ((2/k)-blocking-stability of good men). Let m ∈ G be good. �en m is not

incident with any (2/k)-blocking pairs.

Proof. Supposem ∈ G and that (m,w) is (2/k)-blocking. First consider the case wherem

is matched, p(m) 6= ∅. Since m’s preferences are divided into k quantiles, w must be in a

strictly better quantile than p(m). �us,mmust have proposed to w in a strictly earlier call

to QuantileMatch than the call in which he was matched with p(m). �us, by Lemma 3.6,

mmust have been rejected by w, implying that w was matched with a manm′ in the same

or better quantile thanm in this round. By Lemma 3.5, w’s partner when ASM terminates

is at least as desirable asm′. �is contradicts that (m,w) is ε-blocking.
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On the other hand, if p(m) = ∅, then since m is good, he must have been rejected by

all of his acceptable partners, and in particular, by w. �us, as in the previous paragraph, w

must be matched with a man in the same or better quantile thanm.

Lemma3.9 (Fewnon-(2/k)-blocking pairs).�ere are atmost 4 |E| /k blocking pairswhich

are not (2/k)-blocking.

Proof. Suppose (m,w) is a blocking pair which is not (2/k)-blocking. �us, at least one of

the following holds:

Pm(w)− Pm(p(m)) ≤ 2 deg(m)/k (3.1)

Pw(m)− Pw(p(w)) ≤ 2 deg(w)/k, (3.2)

where by convention we takePm(∅) = deg(m)+1. LetEN denote the set of blocking pairs

which are not (2/k)-blocking. For each m, the number of edges satisfying (3.1) is at most

2 deg(m)/k, and similarly for the women. �us

|EN | ≤
∑
m∈Y

2 deg(m)/k +
∑
w∈X

2 deg(w)/k = 4 |E| /k,

as desired.

Lemma 3.8 shows that no good agent is involved in any (2/k)-blocking pairs. Combining

Lemmas 3.8 and 3.9, we can bound the number of blocking pairs incident with good men.

All that remains is to bound the number of (2/k)-blocking pairs incident with bad men. In

the next section, we show that the proportion of bad men is small (at most δn), and bound

the number of (2/k)-blocking pairs they contribute. We remark that by Lemma 3.9 and the

lower bound of Kipnis and Patt-Shamir [26], we cannot hope to have all men be good in

o(
√
n/ log n) rounds.
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3.4.2 Bounding blocking pairs from bad agents

In this section, we prove the following boundon the number of blocking pairs contributed by

the bad men at the termination of ASM.�roughout the section, for simplicity of notation,

we assume that log n is an integer.

Lemma 3.10 (Bad men guarantee). At the termination of ASM, for any δ ≤ 1
2
the bad men

contribute at most 4δ |E| (2/k)-blocking pairs.

�e proof of Lemma 3.10 is in two parts corresponding to guarantees for each of the two

nested loops inASM. We refer to menmwith |Qm| ≥ 2i as active in the ith iteration of the

outer loop; the remaining men are inactive in the ith iteration.

Lemma 3.11 (Few bad men).When the inner loop in ASM terminates, at most a δ-fraction

of active men are bad.

Proof. LetA denote the set of active men before executing the inner loop inASM. Suppose

that a�er ` iterations of the inner loop, there are b bad men inA. We claim that there must

have been at least b bad agents in every iteration of the inner loop. To see this, �rst note that

by Lemma 3.5, the number of matched agents (and hence matched men) can only increase

with each call to ProposalRound. Second, if a man is rejected by all women on his prefer-

ence list, he will never become bad. �erefore, the number of good agents can only increase

with each iteration of the inner loop. �us there must have been at least b bad men a�er

each of the ` iterations of the inner loop.

Supposemwas bad before some call toQuantileMatch, so thatAm 6= ∅. By Lemma 3.6,

a�erQuantileMatchm is eithermatched, or has been rejected by all womenw ∈ Am. In the

former case, p(m) rejected all men in her quantile containingm. In either case,mwitnessed

the rejection of a quantile of men—either by precipitating the rejection of p(m)’s quantile,
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or by being rejected by all women inA. Notice that the number of women who are matched

with new partners during an iteration of the outer loop cannot exceed |A|, as if |A| women

did receive new partners, all active men would be matched. �erefore, the women can send

at most k |A| quantile rejections (a�er which all active men will be rejected by all women).

Similarly, the men can receive at most k |A| quantile rejections. �us, in total, the active

men can witness at most 2k |A| quantile rejections. �erefore, if there are b bad men a�er `

calls to QuantileMatch, we must have b` ≤ 2k |A|. Choosing ` = 2δ−1k gives the desired

result.

We say that a manm is bad in the ith iteration of the outer loop in ASM ifm became

bad during the ith iteration and |Qm| < 2i. We denote the set bad men in the i iteration by

Bi, so thatB = B1 ∪B2 ∪ · · · ∪Blogn. �us,m ∈ Bi is bad and will not participate in any

further calls toQuantileMatch, so he will be bad when ASM terminates.

Lemma 3.12 (Few (2/k)-blocking pairs). Eachm ∈ Bi participates in fewer than 2i (2/k)-

blocking pairs at the termination of ASM.

Proof. Wewill show that each badm ∈ B participates in atmost |Qm| (2/k)-blocking pairs,

whence the lemma follows. To this end, notice that if w /∈ Qm, then w must have rejected

m in some call to QuantileMatch. �erefore, w must have been matched with some m′

that is in the same or better quantile asm. By Lemma 3.5, when ASM terminates, w is still

matched with someone in at least as desirable quantile as m, implying that (m,w) is not

(2/k)-blocking. �us, every (2/k)-blocking pair (m,w) must have w ∈ Qm.

Proof of Lemma 3.10. Let Gi ⊆ G be the set of men which are good at the termination

of ASM and active a�er the ith iteration of the outer loop in ASM. �en we have G =

G1 ∪ G2 ∪ · · · ∪ Glogn. By Lemma 3.11, if there were b men which became bad in the i-
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th iteration of the outer loop of ASM, there were 1−δ
δ
b good men still active during the ith

iteration. Since the number of goodmen can only increase in subsequent iterations, we have

|Bi ∪Bi+1 ∪ · · · ∪Blogn| ≤ b ≤ δ

1− δ
|Gi ∪Gi+1 ∪ · · · ∪Glogn| . (3.3)

Applying (3.3), we can greedily form disjoint sets

Hlogn ⊆ Glogn, Hlogn−1 ⊆ Glogn−1 ∪Glogn, . . . , H1 ⊆ G

such that for all i,Hi is active (and good) in the ith iteration and |Hi| = 1−δ
δ
|Bi|. �en we

compute

∑
m∈B

|Qm| =
logn∑
i=1

∑
m∈Bi

|Qm|

≤
logn∑
i=1

|Bi| 2i

≤
logn∑
i=1

2δ

1− δ
|Hi| 2i

≤ 2δ

1− δ
∑
m∈G

|Qm|

≤ 2δ

1− δ
|E| .

�e �rst inequality holds by Lemma 3.12, while the second holds by the choice of theHi and

the de�nition of theGi.

3.4.3 Approximation guarantee

Proof of�eorem 3.7. By Lemma 3.9, there are at most 4 |E| /k blocking pairs which are not

(2/k)-blocking. By Lemma 3.8, all (2/k)-blocking pairs are incident with B. Finally, by

Lemma 3.10, the bad men contribute at most 4δ |E| blocking pairs for δ ≤ 1/2. �erefore,
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the total number of blocking pairs is at most 4(δ + 1/k) |E|. Choosing δ = ε/8 and k =

d8/εe gives the desired result.

3.4.4 Run-time Guarantee

�eorem 3.13. ASM(P, ε, n) runs in O(ε−3 log5(n)) communication rounds.

Proof. Notice that the only communication between processors occurs in ProposalRound.

ASM(P, ε, n) iterates QuantileMatch(P, k) a total of O(ε−2 log n) times, while quantile

match invokesProposalRound(Q, k,A)O(ε−1) times. Finally, each step ofProposalRound

can be performed inO(1) communication rounds, except for Step 3, which callsMaximal-

Matching. By [16], MaximalMatching runs in O(log4 n) communication rounds. �us,

ASM requires O(ε−3 log5(n)) communication rounds, as claimed.

Remark 3.14.While the CONGESTmodel allows for unbounded local computation in each

round, the local computations required by ASM are quite simple. In fact, each communi-

cation round can easily be implemented in nearly-linear time in n. �us the synchronous

run-time ofASM is Õ(n). To our knowledge, this gives the �rst distributed algorithmwhose

synchronous run-time is sub-quadratic in n, even for unbounded preferences.

3.5 Randomized Algorithms

�e main source of complexity in ASM comes from �nding a maximal matching. While

Hańćkowiak, Karoński, and Panconesi’s algorithm [16] is the most e�cient known deter-

ministic algorithm, faster randomized algorithms are known. Speci�cally, we consider the

algorithm of Israeli and Itai [22]. �ey describe a simple randomized distributed algorithm

60



which �nds a maximal matching in expected O(log n) rounds. By simply replacing Max-

imalMatching with a truncated version Israeli and Itai’s algorithm, we obtain a faster ran-

domized algorithm for �nding almost stable matchings. We refer the reader to Section 3.6

for details on the guarantees for Israeli and Itai’s algorithm.

3.5.1 General preferences

�eorem3.15.�ere exists a randomizeddistributed algorithm,RandASM(P, ε, n, δ), which

for any δ, ε > 0�nds a (1−ε)-stablematchingwith probability at least 1−δ inO(ε−3 log2(n/δε3))

rounds.

Proof (sketch). We take RandASM to be exactly the same asASM, except that we use Israeli

and Itai’s algorithm [22] for the MaximalMatching subroutine. Speci�cally, for Maximal-

Matching, we iterate MatchingRound (see Section 3.6) O(log(n/δε3)) times. By Corol-

lary 3.18, each call to MaximalMatching will succeed in �nding a maximal matching with

probability at least 1−O(δε3/ log n). SinceRandASM callsMaximalMatchingO(ε−3/ log n)

times, by the union bound, every call toMaximalMatching succeedswith probability at least

1− δ. �e remaining analysis of RandASM is identical to that of ASM.

3.5.2 Almost-regular preferences

For α ≥ 1, we call preferencesP α-almost-regular if maxm∈M degm ≤ αminm∈M degm.

For example, complete preferences (where all men rank all women) are 1-almost-regular,

while uniformly bounded preferences are α-almost-regular for α = maxm∈M degm. From

an algorithmic standpoint, α-almost-regular preferences are advantageous because in or-

der to bound the proportion of blocking edges from bad men, it su�ces only to bound the
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number of badmen. By Lemma 3.11, to obtain such a guarantee, one need only iterateQuan-

tileMatch O(1) rounds (instead of O(log n) times as required by ASM).

Further, for α-almost-regular preferences, we can relax our requirement thatMaximal-

Matching actually �nd a maximal matching. We say that a agent v is unmatched in G0 if

v does not satisfy property 1 or 2 in De�nition 3.3. We call a subroutine AMM(η, δ) which

�nds a matching in which only an η-fraction of agents are le� unmatched with probability

at least 1−δ (see Section 3.6 for details). �ese unmatched agents are immediately removed

from play. With these simpli�cations, we obtain the following result.

�eorem3.16.�ere exists a randomizeddistributed algorithmAlmostRegularASM(P, ε, δ, α)

which for α-almost-regular preferences P �nds a (1− ε)-stable matching with probability

at least 1−δ. �e run-time ofAlmostRegularASM(P, ε, δ, α) isO(αε3 log(α/δε)) rounds.

Proof (sketch). AlmostRegularASM(P, ε, δ, α)works by iteratingQuantileMatchO(αε−2)

times, which by Lemma 3.11 implies that only ε/4α fraction of men are bad.

We modify ProposalRound to call AMM(η, δ′) instead of MaximalMatching. AMM

runs in O(log((ηδ′)−1)) and �nds a (1 − η)-maximal matching with probability (1 − δ′).

Since AMM is called O(αε−3) times, choosing η = O(ε4/α) and δ′ = O(δε3/α), AMM

will leave at most an ε/4α fraction of men unmatched in any call AMM with probability at

least 1− δ, by the union bound. Such unmatched men are immediately removed from play.

By the preceding two paragraphs, AlmostRegularASM produces a matching in which

at most an ε/2α fraction of men are either bad or unmatched. By α-almost-regularity, these

men can contribute atmost ε
2
|E| blocking pairs.�e remainingmen are good, and therefore

by Lemmas 3.8 and 3.91 contribute at most ε
2
|E| blocking pairs.

1Although these lemmas were proven assuming thatMaximalMatching found a maximal matching (not
an almost maximal matching) the proofs remain valid as long as the small fraction of unmatched agents im-
mediately remove themselves from play.
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3.6 Randomized Maximal and Almost Maximal Matchings

Israeli and Itai’s [22] algorithm for �nding amaximalmatching works by identifying a sparse

subgraph of G, then �nding a large matching µ1 in the sparse subgraph. �e edges and in-

cident vertices of µ1, as well as remaining isolated vertices, are removed from G resulting

in a subgraph G1. �e process is iterated, giving a sequence of subgraphs G1, G2, . . . and

matchings µ1, µ2, . . ., untilGk = ∅. At this point, µ =
⋃k
i=1 µi is a maximal matching. We

give pseudocode for Israeli and Itai’s main subroutine, which we call MatchingRound, in

Algorithm 5. In [22], Israeli and Itai prove the following performance guarantee forMatch-

ingRound.

Algorithm 5 MatchingRound(G): Finds a large matching in a graph
1: Each v ∈ V picks a neighbor w uniformly at random, forms oriented edge (v, w).
2: Each v ∈ V with degin(v) > 0 picks one in-coming edge (w, v) uniformly at random,

deletes remaining in-edges. Let G′ be the (undirected) graph formed by the chosen
edges with orientation ignored.

3: Each v ∈ V with degG′(v) > 0 chooses one incident edge (v, w) uniformly at random.
4: �e matching µ1 consists of edges (v, w) ∈ G′ which were chosen by both v and w in

the previous round. G1 = (V1, E1) is the induced subgraph of G formed by removing
all vertices contained in µ1 and any remaining isolated vertices fromG.

5: Output (G1, µ1).

Lemma 3.17. (Israeli and Itai [22])�ere exists an absolute constant c < 1 such that on input

G = G0 = (V0, E0), the resulting graph G1 = (V1, E1) found byMatchingRound satis�es

E(|V1|) ≤ c |V0|.

As a consequence of Lemma 3.17, we obtain the following useful result.

Corollary 3.18. Let η > 0 be a parameter. �en s = O(log(n/η)) iterations of Matchin-

gRound su�ce to produce a maximal matching inG with probability at least 1− η.

Proof. By Lemma 3.17, we have E(|Vs|) ≤ csn. �erefore, applying Markov’s inequality
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gives

Pr(|Vs| ≥ 1) ≤ E(|Vs|)
1

≤ csn.

�e result follows by taking s ≥ log(n/η)/ log(c−1).

�e almost regular variant of ASM only requires a subroutine that we �nds matchings

which are almost maximal.

De�nition 3.19. Let G = (V,E) be a communication graph and µ ⊆ E a matching in G.

For 0 < η ≤ 1, we say that µ is (1 − η)-maximal if the set V ′ of vertices not satisfying

conditions 1 or 2 in De�nition 3.3 satis�es |V ′| ≤ η |V |.

We can apply Lemma 3.17 to give a constant round algorithm which �nds almost maxi-

mal matchings.

Corollary 3.20.�ere exists a randomized distributed algorithmAMM(G, η, δ)which �nds

a (1−η)-maximalmatchingwith probability at least (1−δ). AMM(G, η, δ) runs inO(log(η−1δ−1))

rounds.

Proof. Consider the algorithm which iterates MatchingRound s times. We apply Lemma

3.17 and Markov’s inequality to obtain

Pr(|Vs| ≥ ηn) ≤ csn

ηn
= η−1cs.

Choosing s = O(log(δ−1η−1)), we have η−1cs ≤ δ, which gives the desired result.
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Chapter 4

�ree-gender Stable Matchings

4.1 Chapter Overview

In Chapters 2 and 3, we examined two notions of almost stability and their e�ects compu-

tational complexity. In Chapter 2, we saw that the communication complexity of the stable

marriage problem is (asymptotically) unchanged if we consider the relaxation to �nding a

matching µ which is close to stable in the sense that d(µ) ≤ εn for �xed ε < 1/2. In

Chapter 3, we saw that in the distributed setting, (1− ε)-stable matchings can be found ex-

ponentially faster than exactly stable matchings for any ε > 0. In this chapter, we turn our

attention to approximate versions of a three gender variant of the SMP (see Section 1.5).

Since Gale and Shapley �rst formalized and studied the stable marriage problem (SMP)

in 1962 [11], many variants of the SMP have emerged (see, for example, [15, 29, 31, 43]). While

many of these variants admit e�cient algorithms, two, notably are known to be NP-hard:

(1) incomplete preferences with ties [23], and (2) 3 gender stable matchings (3GSM) [34].

In the case of incomplete preferences with ties, it is NP-hard to �nd a maximum car-

dinality stable matching [23]. �e intractability of exact computation for this problem led
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to the study of approximate versions of the problem. �ese investigations have resulted in

hardness of approximation results [21, 47] as well as constant factor approximation algo-

rithms [27, 28, 37, 47].

In 3GSM, agents are one of three genders: men, women, and dogs (as suggested by

Knuth). Each agent holds preferences over the set of pairs of agents of the other two genders.

�e goal is to partition the agents into families, each consisting of oneman, one woman, and

one dog, such that no triple mutually prefer one another to their assigned families. In 1988,

Alkan showed that for this natural generalization of SMP to three genders, there exist pref-

erences which do not admit a stable matching [2]. In 1991, Ng and Hirschberg showed that,

in fact, it is NP-complete to determine if given preferences admit a stable matching [34].

�ey further generalize this result to the three person stable assignment problem (3PSA).

In 3PSA, each agent ranks all pairs of other agents without regard to gender. �e goal is to

partition agents into disjoint triples where again, no three agents mutually prefer each other

to their assigned triples.

Despite the advances for stable matchings with incomplete preferences and ties (see [31]

for an overview of relevant work), analogous approximability results have not previously

been obtained for 3 gender variants of the stable marriage problem. In this chapter, we

achieve the �rst substantial progress towards understanding the approximability of 3GSM

and 3PSA.�e material in this chapter original appeared in [36].

4.1.1 Overview of results

3 gender stable matchings (3GSM)

We formalize two optimization variants of 3GSM: maximally stable matching (3G-MSM)

and maximum stable sub-matching (3G-MSS). For 3G-MSM, we seek a perfect (3 dimen-
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sional) matching which minimizes the number of unstable triples—triples of agents who

mutually prefer each other to their assigned families. For 3G-MSS, we seek a largest cardi-

nality sub-matching which contains no unstable triples among the matched agents. Exact

computation of each of these problems is NP-hard by Ng and Hirschberg’s result (�eo-

rem 1.16) [34]. Indeed, exact computation of either allows one to detect the existence of a

stable matching.

In this chapter, we obtain the following inapproximability result for 3G-MSM and 3G-

MSS.

�eorem 4.1 (Special case of �eorem 4.9).�ere exists an absolute constant c < 1 such

that it is NP-hard to approximate 3G-MSM and 3G-MSS to within a factor c.

In fact, we prove a slightly stronger result for 3G-MSM and 3G-MSS. We show that the

problem of determining if given preferences admit a stable matching or if all matchings are

“far from stable” is NP-hard. See Section 4.2.1 and�eorem 4.9 for the precise statements. In

the other direction, we describe a polynomial time constant factor approximation algorithm

for 3G-MSM.

�eorem 4.2.�ere exists a polynomial time algorithm,AMSM, which computes a 4
9
-factor

approximation to 3G-MSM.

Corollary 4.3. 3G-MSM is APX-complete.

�ree person stable assignment (3PSA)

Wealso consider the three person stable assignment problem (3PSA). In this problem, agents

rank all pairs of other agents and seek a (3 dimensional)matching—a partition of agents into

disjoint triples. Notions of stability, maximally stable matching, and maximum stable sub-

matching are de�ned exactly as the analogous notions for 3GSM.We show that�eorems 4.1
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and 4.2 have analogues with 3PSA:

�eorem 4.4.�ere exists a constant c < 1 such that it is NP-hard to approximate 3PSA-

MSM and 3PSA-MSS to within a factor c.

�eorem 4.5.�ere exists a polynomial time algorithm, ASA, which computes a 4
9
-factor

approximation to 3PSA-MSM.

Remark 4.6.�e hardness of approximation of 3PSA-MSM bears a strong resemblance to

the work of Abraham, Biró, and Manlove [1], who prove a similar hardness of approxima-

tion result for the two person stable assignment problem. �e authors prove that �nding a

matching which minimizes the number of “blocking pairs” is NP-hard, as is approximating

the minimum number of blocking pairs to within an additive error of n1/2−ε.

Our proofs of the lower bounds in �eorems 4.1 and 4.4 use a reduction from the 3

dimensional matching problem (3DM) to 3G-MSM. Kann [25] showed that Max-3DM is

Max-SNP complete. �us, by the PCP theorem [3, 4] and [7], it is NP-complete to approxi-

mateMax-3DMtowithin some �xed constant factor. Our hardness of approximation results

then follow from a reduction from 3DM to 3G-MSM.

�eorems 4.2 and 4.5 follow from a simple greedy algorithm. Our algorithm constructs

matchings by greedily �nding triples whose members are guaranteed to participate in rela-

tively few unstable triples. �us, we are able to e�ciently construct matchings with a rela-

tively small fraction of blocking triples.
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4.2 Background and De�nitions

4.2.1 �ree gender stable matching (3GSM)

In the 3 gender stable matching problem, there are disjoint sets of men, women, and dogs

denoted byM ,W , andD, respectively. We assume |M | = |W | = |D| = n, and we denote

the collection of agents by V = M ∪ W ∪ D. A family is a triple (m,w, d) consisting

of one man m ∈ M , one woman w ∈ W , and one dog d ∈ D. To reduce clutter, we

will writemwd = (m,w, d) ∈M ×W ×D. A sub-matching µ is a set of pairwise disjoint

families. Amatching µ is amaximal sub-matching—that is, one in which every agent v ∈ V

is contained in some (unique) family so that |µ| = n. Given a sub-matching µ, associate the

function µ : V → V 2 ∪ {∅} which assigns each agent v ∈ V to their partners in µ, with

µ(v) = ∅ if v is not contained in any family in µ.

Each agent v ∈ V has a preference, denoted ≺v over pairs of members of the other

two genders. �at is, each woman w ∈ W holds a total order ≺w over (M × D) ∪ {∅},

and similarly for men and dogs. We assume that each agent prefers being in some family to

having no family. For example,md ≺w ∅ for allm ∈ M , w ∈ W and d ∈ D. An instance

of the three gender stable marriage problem (3GSM) consists of M , W , and D together

with preferences P = {≺v | v ∈ V } for all of the agents v ∈ V .

Given a sub-matching µ, a triplemwd is an unstable triple ifm,w and d each prefer the

triple mwd to their assigned families in µ. �at is, mwd is unstable if and only if md ≺w

µ(w), wd ≺m µ(m), and mw ≺d µ(d). A triple mwd which is not unstable is stable. In

particular,mwd is stable if at least one ofm, w and d prefers their family in µ tomwd. Let

Mµ,Wµ andDµ be the sets of women, men and dogs (respectively) which have families inµ.

A sub-matching µ is a stable sub-matching if there are no unstable triples inMµ×Wµ×Dµ.
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Unlike the two gender stable matching problem, this three gender variant arbitrary pref-

erences need not admit a stable matching. In fact, for some preferences, every matching has

many unstable triples (see Section 4.3.1). �us we consider two optimization variants of the

three gender stable matching problem.

Maximally Stable Matching (3G-MSM)

�emaximally stable matching problem (3G-MSM) is to �nd a matching µ with the max-

imum number of stable triples with respect to given preferences P . For �xed preferences

P and matching µ, the stability of µ with respect to P is the number of stable triples in

M ×W ×D:

stab(µ) = |{mwd |mwd is stable}| .

�us, µ is stable if and only if stab(µ) = n3. Dually, we de�ne the instability of µ by

ins(µ) = n3 − stab(µ). For �xed preferences P , we de�ne

MSM(P) = max {stab(µ) | µ is a matching} .

For preferences P and �xed c < 1, we de�ne Gapc-3G-MSM to be the problem of deter-

mining if MSM(P ) = n3 or MSM(P ) ≤ cn3.

Maximum Stable Sub-Matching (TGMSS)

�e maximum stable sub-matching problem (3G-MSS) is to �nd a maximum cardinality

stable sub-matching µ. We denote

MSS(P) = max {|µ| | µ is a stable sub-matching}

Note thatP admits a stable matching if and only if MSS(P) = n. For �xed c < 1, we de�ne

Gapc-3G-MSS to be the problem of determining if MSS(P) = n or if MSS(P) ≤ cn.
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4.2.2 �ree person stable assignment (3PSA)

In the three person stable assignment problem (3PSA), there is a set U of |U | = 3n agents

who wish to be partitioned into n disjoint triples. For a set C ⊆ U , we denote the set of

k-subsets ofC by
(
C
k

)
. A sub-matching is a set S ⊆

(
U
3

)
of disjoint triples in U . Amatching

µ is a maximal sub-matching—a sub-matching with |µ| = n. Given a sub-matching µ, Uµ

is the set of agents contained in some triple in µ:

Uµ = {u ∈ U | u ∈ t for some t ∈ S} .

Each agent u ∈ U holds preferences among all pairs of potential partners. �at is, each

u ∈ U holds a linear order ≺u on
(
U\{u}

2

)
∪ {∅}. We assume that each agent prefers every

pair to an empty assignment. Given a set P of preferences for all the agents and a sub-

matching µ, we call a triple uvw ∈
(
Uµ
3

)
unstable if each of u, v and w prefer the triple uvw

to their assigned triples in µ. Otherwise, we call uvw stable. A sub-matching µ is stable if it

contains no unstable triples in
(
Uµ
3

)
. We de�ne the stability of µ by

stab(µ) =

∣∣∣∣{uvw ∈ (Uµ3
) ∣∣∣∣ uvw is stable

}∣∣∣∣ .
Dually, the instability of µ is ins(µ) =

(|µ|
3

)
− stab(µ).

�e maximally stable matching problem (3PSA-MSM) is to �nd a matching µ which

maximizes stab(µ). �e maximum stable sub-matching problem (3PSA-MSS) is to �nd a

stable sub-matching µ of maximum cardinality.

Remark 4.7.Wemay consider a variant of 3PSAwith unacceptable partners. In this variant,

each agent u ∈ U ranks only a subset of
(
U\{u}

2

)
, and prefers being unmatched to unranked

pairs. 3GSM is a special case of this variant where U = M ∪W ∪D and each agent ranks

precisely those pairs consisting of one agent of each other gender. �is observation will

make our hardness results for 3GSM easily generalize to 3PSA.
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4.2.3 Hardness of Gapc-3DM-3

Our proofs of �eorems 4.1 and 4.4 use a reduction from the three dimensional matching

problem (3DM). In this section, we brie�y review 3DM, and state the approximability result

we require for our lower bound results.

LetX , Y , Z be �nite disjoint sets with |X| = |Y | = |Z| = m. Let E ⊆ X × Y × Z be

a set of edges. A matching µ ⊆ E is a set of disjoint edges. �e maximum 3 dimensional

matching problem (Max-3DM) is to �nd (the size of) a matching µ of largest cardinality in

E.Max-3DM-3 is the restriction ofMax-3DMto instances where each element inX∪Y ∪Z

is contained in at most 3 edges. For a �xed constant c < 1, we de�neGapc-3DM-3 to be the

problem of determining if an instance I of Max-3DM-3 has a perfect matching (a matching

µ of sizem) or if every matching has size at most cm.

�eorem 4.8.�ere exists an absolute constant c < 1 such that Gapc-3DM-3 is NP-hard.

Kann showed that Max-3DM-3 is Max-SNP complete1 by giving an L-reduction from

Max-3SAT-B to Max-3DM-3 [25]. By the celebrated PCP theorem [3, 4] and [7], Kann’s re-

sult immediately implies that Max-3DM-3 is NP-hard to approximate to within some �xed

constant factor. However, Kann’s reduction gives a slightly weaker result than�eorem 4.8.

InKann’s reduction, satis�able instances of 3SAT-B do not necessarily reduce to instances of

3DM-3 which admit perfect matchings. In Section 4.6, we describe a straightforward alter-

ation of Kann’s reduction such that satis�able instances of 3SAT-B admit perfect matchings,

while far-from-satis�able instances are still far from admitting perfect matchings.
1�e complexity class Max-SNP was introduced by Papadimitriou and Yannakakis in [38], where the au-

thors also show that Max-3SAT-B is Max-SNP complete.
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4.3 Hardness of Approximation

In this section, we prove the main hardness of approximation results. Speci�cally, we will

prove the following theorems.

�eorem 4.9.�ere exists and absolute constant c < 1 such that Gapc-3G-MSM and Gapc-

3G-MSS are NP-hard.

�eorem 4.10.�ere exists an absolute constant c < 1 such that Gapc-3PSA-MSM and

Gapc-3PSA-MSS are NP-hard.

4.3.1 Preferences for 3GSM with many unstable triples

In this section, we construct preferencesP for 3GSM such that anymatchingµ inducemany

unstable triples with respect to P .

�eorem4.11.�ere exist preferencesP for 3GSMand a constant c < 1 forwhichMSM(P ) ≤

cn3.

We �rst consider the case where n = 2. We denoteM = {m1,m2}, W = {w1, w2},

and D = {d1, d2}. Consider preference lists P as described in the following table, where

most preferred partners are listed �rst.

agent preferences

m1 w1d1 w2d2 · · ·

m2 w2d1 · · ·

w1 m1d1 · · ·

w2 m1d2 m2d1 · · ·

d1 m2m2 m1w1 · · ·

d2 m1m2 · · ·
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�e ellipses indicate that the remaining preferences are otherwise arbitrary. Suppose µ is a

stable matching for P . We must have eitherm1w1d1 ∈ M orm1w2d2 ∈ M , for otherwise

the triplem1w2d2 is unstable. However, ifm1w1d1 ∈ M , thenm2w2d1 is unstable. On the

other hand, ifm1w2d2 ∈M thenm1w1d1 is unstable. �erefore, no such stable µ exists. In

particular, every matching µ contains at least one unstable triple.

�e idea of the proof of �eorem 4.11 is to choose preferences P such that, when re-

stricted to many sets of two women, two men and two dogs, the relative preferences are

as above. �us any matching containing families consisting of these agents must induce

unstable triples.

agent preferences
m1 ∈M1 W1D1 W2D2 · · ·
m2 ∈M2 W2D1 · · ·
w1 ∈ W1 M1D1 · · ·
w2 ∈ W2 M1D2 M2D1 · · ·
d1 ∈ D1 M2W2 M1W1 · · ·
d2 ∈ D2 M1W2 · · ·

Figure 4.1: Preferences P inducing many blocking triples. Assuming n is even, we partition
each gender into two equal sized setsM = M1∪M2,W = W1∪W2, andD = D1∪D2.�e
sets appearing in the preferences indicate that the agent prefers all pairs in that set (in any
order) followed by the remaining preferences. For example, allm1 ∈M1 prefer all partners
wd ∈ W1×D1, followed by all partners inW2×D2, followed by all other pairs in arbitrary
order. WithinW1 ×D1 andW2 ×D2,m1’s preferences are arbitrary.

Proof of�eorem 4.11. We partition the setsM ,W and D each into two sets of equal size:

M = M1 ∪M2, W = W1 ∪W2, D = D1 ∪ D2. Consider the preferences P described

in Figure 4.1. We will prove that for P , every matching µ contains at least n3/128 unstable

triples. Let µ be an arbitrary matching, and suppose ins(µ) < n3/128. We consider two

cases separately.
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Case 1: |µ ∩ (M1 ×W1 ×D1)| ≤ n/4. LetM ′
1,W ′

1 and D′1 be the subsets ofM1,W1 and

D1 respectively of agents not in triples contained inM1×W1×D1. By the hypothesis,

|M ′
1| , |W ′

1| , |D′1| ≥ n/4. Let d1 ∈ D′1. Notice that if µ(d1) /∈ M2 × W2, then

m1m1d1 is unstable for all m1 ∈ M ′
1, w2 ∈ W ′

1. Since fewer than n3/128 triples in

M ′
1×W ′

1×D′1 are unstable, at least 3n/8 dogs d1 ∈ D′1 must have familiesm2w2d1 ∈

M2 ×W2 ×D′1.

Since |µ ∩ (M2 ×W2 ×D1)| ≥ 3n/8, we must have |µ ∩ (M1 ×W2 ×D2)| ≤ n/8.

�us, there must be at least n/8 men m1 ∈ M1 with partners not in (W1 × D1) ∪

(W2 × D2). However, every such m1 forms an unstable triple with every w2 ∈ W2

and d2 ∈ D2 which are not in families inM1 ×W2 × D2. Since there at least 3n/8

suchm2 and d2, there are at least(n
8

)(3n

8

)(
3n

8

)
>

n

128

blocking triples, a contradiction.

Case 2: |µ ∩ (M1 ×W1 ×D1)| > n/4. In this case, wemust have |µ ∩ (M2 ×W2 ×D1)| <

n/4. �is implies that

|µ ∩ (M1 ×W2 ×D2)| > 3n/8 (4.1)

for otherwise triples m2w2d1 ∈ (M2 × W2 × D1) with µ(m2) /∈ W1 × D1 form

more than n3/128 unstable triples. But (4.1) contradicts the Case 2 hypothesis, as

|M1| = n/2.

Since both cases lead to a contradiction, wemay conclude that anyµ contains at leastn3/128

unstable triples, as desired.
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4.3.2 �e embedding

We now describe an embedding of 3DM-3 into 3G-MSM. Our embedding is a modi�cation

of the embedding described by Ng and Hirschberg [34]. Let I be an instance of 3DM-3

with ground sets X, Y, Z and edge set E. We assume |X| = |Y | = |Z| = m. We will

construct an instance f(I) of 3G-MSM with setsM,W andD of women, men and dogs of

sizen = 6m and suitable preferencesP . We divide each gender into two setsM = M1∪M2,

W = W 1 ∪W 2 and D = D1 ∪ D2 where |M j| = |W j| = |Dj| = 3m for j = 1, 2. Let

X = {m1,m2, . . . ,mm}, Y = {w1, w2, . . . , wm} and Z = {d1, d2, . . . , dm}, and denote

E =
n⋃
i=1

{miwk1d`1 , miwk2d`2 , miwk3d`3} .

Without loss of generality, we assume each mi is contained in exactly 3 edges by possibly

increasing the multiplicity of edges containingmi. �e idea of the embedding f(I) is that

eachmi ∈ M is mapped to 6 agentsm1
i [1],m1

i [2],m1
i [3] ∈ M1 andm2

i [1],m2
i [2],m2

i [3] ∈

M2. �e three agents inM1 andM2 correspond to the three edges in E which containmi.

We choose preferences in such a way that at most one family fromm1
i [1]w1

kd
1
` ,m1

i [2]w1
kd

1
` ,

andm1
i [3]w1

kd
1
` can be in any (sub)matching, wheremiwkd` ∈ E. Such a family corresponds

to a choice of an edge containingmi to include in a maximal matching. We then show that

if I admits a perfect matching, then f(I) admits a stable matching. On the other hand, if

I is far from admitting a perfect matching, then our choice of preferences ensure that any

matching induces many unstable triples by appealing to�eorem 4.11.

For j = 1, 2, we form the sets

M j =
{
mj
i [k]

∣∣ i ∈ [n], k ∈ [3]
}
,

W j =
{
wji , x

j
i , y

j
i

∣∣ i ∈ [n]
}

Dj =
{
dji , z

j
i , t

j
i

∣∣ i ∈ [n]
}
.
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We now de�ne preferences for each set of agents, beginning with those inM .

m1
i [a] x1i z

1
i y1i t

1
i w1

ka
d1`a W 1D1 W 2D2 · · ·

m2
i [a] x2i z

2
i y2i t

2
i w2

ka
d2`a W 2D1 · · ·

�e agents inW have preferences given by

w1
i m1

i [1]z1i m1
i [2]z1i m1

i [3]z1i M1D1 · · ·

x1i m1
i [1]z1i m1

i [2]z1i m1
i [3]z1i M1D1 · · ·

y1i M1D1 · · ·

w2
i m2

i [1]z2i m2
i [2]z2i m2

i [3]z2i M1D2 M2D1 · · ·

x2i m2
i [1]t2i m2

i [2]t2i m2
i [3]t2i M1D2 M2D1 · · ·

y2i M1D2 M2D1 · · ·

�e preferences forD are given by

z1i m1
i [3]x1i m1

i [2]x1i m1
i [1]x1i M2W 2 M1W 1 · · ·

t1i m1
i [3]y1i m1

i [2]y1i m1
i [1]y1i M2W 2 M1W 1 · · ·

d1i M2W 2 M1W 1 · · ·

z2i m2
i [3]x2i m2

i [2]x2i m2
i [1]x2i M1W 2 · · ·

t2i m2
i [3]y2i m2

i [2]y2i m2
i [1]y2i M1W 2 · · ·

d2i M1W 2 · · ·

�e setsM j ,W j andDj in the preferences described above indicate that all agents in these

sets appear consecutively in some arbitrary order in the preferences. Ellipses indicate that all

remaining preferences may be completed arbitrarily. For example,m1
1[1] most prefers x11z11 ,

followed by y11t11 and w1
km
d1`m . He then prefers all remaining pairs in W 1D1 in any order,

followed by all pairs inW 2D2, followed by the remaining pairs in any order.
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Lemma 4.12.�e embedding f : 3DM-3 −→ 3GSM described above satis�es

1. If opt(I) = m—that is, I admits a perfect matching—then f(I) admits a stable

matching (i.e. MSM(P ) = n3).

2. If opt(I) ≤ cm for some c < 1, then there exists a constant c′ < 1 depending only

on c such that MSM(P ) ≤ c′n3.

Proof. Toprove the �rst claimassume, without loss of generality, thatµ′ = {miwk1d`1 | i ∈ [n]}

is a perfect matching in E. It is easy to verify the matching

M =
{
mj
i [1]wjk1d

j
`1

}
∪
{
mj
i [2]xjiz

j
i

}
∪
{
mj
i [3]yji t

j
i

}
contains no blocking triples, hence is a stable matching.

For the second claim, let µ be an arbitrary matching inM ×W ×D. We observe that

there are at least (1 − c)m agents m1 ∈ M1 and (1 − c)m agents m2 ∈ M2 that are not

matched with pairs from their top three choices. Suppose to the contrary that α > (2+c)m

agents m1 ∈ M1 are matched with their top 3 choices. �is implies that more than cm

women m1 ∈ M1 are matched in triples of the form m1w1
kd

1
` with mwkd` ∈ E, implying

that E contains a matching of size α− 2m > cm, a contradiction. �us at least 2(1− c)m

men inM1 ∪M2 are matched below their top three choices.

LetM ′ denote the set of men matched below their top three choices, andW ′ andD′ the

sets of partners ofm ∈M ′ inµ. By the previous paragraph, |M ′| ≥ 2(1−c)m = (1−c)m/6.

Further, the relative preferences of agents inM ′,W ′ andD′ are precisely those described in

�eorem 4.11. �us, by�eorem 4.11, any matching µ among these agents induces at least

|M ′|3 /128 blocking triples. Hence µmust contain at least

|M ′|
128

≥ (1− c)3

3456
n3
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blocking triples.

Proof of�eorem 4.9. �e reduction f : 3DM-3 −→ 3GSM is easily seen to be polynomial

time computable. �us, by Lemma 4.12, f is a polynomial time reduction from Gapc-3DM-

3 to Gapc′-3G-MSM where c′ = 1− (1− c)3/3456. �e NP hardness of Gapc-3G-MSM is

then an immediate consequence of�eorem 4.8.

�e hardness of Gapc-3G-MSS is a consequence of the hardness Gapc-3G-MSM. Con-

sider an instance of 3GSM with preferences P . We make the following observations.

1. MSM(P) = n3 if and only if MSS(P) = n.

2. If MSM(P) ≤ (1− 3ε)n3 for ε > 0, then MSS(P) ≤ (1− ε)n.

�e �rst observation is clear. To prove the second, suppose thatMSS(P) > (1−ε)n, and let

µ be a maximum stable sub-matching. We can form a matching µ by arbitrarily adding εn

disjoint families to µ. Since each new family can induce at most 3n2 blocking triples, µ has

at most 3εn3 blocking triples, hence MSM(P) > (1 − 3ε)n3. �e two observations above

imply that any decider for Gap(1−ε)-3G-MSS is also a decider for Gap(1−3ε)-3G-MSM.�us,

the NP-hardness of Gapc-3G-MSM immediately implies the analogous result for Gapc-3G-

MSS.

Here we sketch a proof of the analogous lower bounds for 3PSA given in�eorem 4.10.

Proof sketch of�eorem 4.10. As noted in Remark 4.7, we may view 3GSM as a special case

of 3PSA with incomplete preferences. �e NP-hardness of approximation of 3PSA with

incomplete preferences is analogous to the proof of �eorem 4.9. Given an instance I of

3GSM with setsM ,W , and D and preferences P , take U = M ∪W ∪D and form 3PSA

preferences P ′ by appending the remaining pairs to P arbitrarily. Analogues of �eorem
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4.11 and Lemma 4.12 hold for this instance of 3PSA, whence�eorem 4.10 follows. We leave

details to the reader.

4.4 Approximation Algorithms

4.4.1 3GSM approximation

In this section, we describe a polynomial time approximation algorithm for MSM, thereby

proving �eorem 4.2. Consider an instance of 3GSM with preferences P , and as before

M = {m1,m2, . . . ,mn}, W = {w1, w2, . . . , wn}, and D = {d1, d2, . . . , dn}. Given a

triplemiwjdk, we de�ne its stable set Sijk to be the set of (indices of) triples which cannot

form unstable triples withmiwjdk. Speci�cally, we have

Sijk =
{
αβδ ∈ [n]3

∣∣ wβdδ �mi mjdk, α = i
}
∪
{
αβδ ∈ [n]3

∣∣ wαdδ �mj midk, β = j
}

∪
{
αβδ ∈ [n]3

∣∣mαwβ �dk miwj, δ = k
}

�e idea of our algorithm is to greedily form families that maximize |Sijk|. Pseudocode is

given in Algorithm 6.

Algorithm 6 AMSM(M,W,D,P)

�nd ijk ∈ [n]3 which maximize |Sijk|
M ′ ←M \ {mi},W ′ ← W \ {wj},D′ ← D \ {dk}
P ′ ← P restricted toM ′,W ′, andD′
return {miwjdk}∪AMSM(M ′,W ′, D′,P ′)

It is easy to see thatAMSM can be implemented in polynomial time.�e naive algorithm

for computing |Sijk| for �xed ijk ∈ [n]3 by iterating through all triples αβδ ∈ [n]3 and

querying each agent’s preferences can be implemented in time Õ(n3). �e maximal such

|Sijk| can then be found by iterating through all ijk ∈ [n]3. �us the �rst step in AMSM
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can be accomplished in time Õ(n6). Finally, the recursive step of AMSM terminates a�er n

iterations, as each iteration decreases the size ofM ,W , andD by one.

Lemma 4.13. For any preferences P , and setsM ,W and D with |M | = |W | = |D| = n,

there exists a triple ijk ∈ [n]3 with

|Sijk| ≥
4n2

3
− n− 1. (4.2)

Proof. Wewill show that there exists a triplemiwjdk such that at least two ofmi,wj , and dk

respectively rank wjdk, midk, and miwj among their top n2/3 + 1 choices. Note that this

occurs precisely when at least two of the the following inequalities are satis�ed

∣∣{βδ ∈ [n]2
∣∣ wβdδ �mi wjdk}∣∣ ≤ n2

3
+ 1,

∣∣{αδ ∈ [n]2
∣∣mαdδ �wj midk

}∣∣ ≤ n2

3
+ 1,

and
∣∣{αβ ∈ [n]2

∣∣mαwβ �dk miwj
}∣∣ ≤ n2

3
+ 1

Mark each triple miwjdk which satis�es one of the above inequalities. Each mi induces
n2

3
+ 1 marks, so we get n3

3
+nmarks from allm ∈M . Similarly, we get n3

3
+nmarks from

W and D. �us, marks are placed on at least n3 + 3n triples. By the pigeonhole principle,

at least one triple is marked twice.

We claim that the triple miwjdk satisfying two of the above inequalities satis�es equa-

tion (4.2). Without loss of generality, assume that miwjdk satis�es the �rst two equations.

�us,mi and wj must each contribute at least 2n3

3
− 1 stable triples with respect tomiwjdk.

Further, at most n − 1 such triples can be contributed by both mi and wj , as such triples

must be of the formmiwjdδ for δ 6= k. �us (4.2) is satis�ed, as desired.

We are now ready to prove that AMSM gives a constant factor approximation for the

maximally stable matching problem.
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Proof of�eorem 4.2. Let µ be the matching found by AMSM, and suppose

M = {m1w1d1, m2w2d2, . . . , mnwndn}

where m1w1d1 is the �rst triple found by AMSM, m2w2d2 is the second, et cetera. By

Lemma 4.13, |S111| ≥ 4
3
n2−O(n). �erefore, the agentsm1,w1, and d1 can be contained in

at most 5
3
n2 + O(n) unstable triples in any matching containing the familym1w1d1. Sim-

ilarly, for 1 ≤ i ≤ n the ith family miwidi can contribute at most 5
3
(n − i + 1)2 + O(n)

new unstable triples (not containing anymj , wj , or dj for j < i). �us, the total number of

unstable triples in µ is at most

n∑
i=1

(
5

3
(n− i+ 1)2 +O(n)

)
=

5

9
n3 +O(n2).

�us, we have stab(µ) ≥ 4n3/9−O(n2) as desired.

4.4.2 3PSA approximation

AMSM can easily be adapted for 3PSA. Let U be a set of agents with |U | = 3n, and let P

be a set of complete preferences for the agents in U . Given a triple abc ∈
(
U
3

)
, we form

the stable set Sabc consisting of triples that at least one of a, w, c does not prefer to abc.

�e approximation algorithm ASA for 3PSA is analogous to AMSM: form a matching µ by

�nding a triple abc that maximizes |Sabc|, then recursing.�e following lemma and its proof

are analogous to Lemma 4.13.

Lemma4.14. For any setU of agents with |U | = 3n and complete preferencesP , there exists

a triples abc ∈
(
U
3

)
such that

|Sabc| ≥ 6n2 −O(n).

Using Lemma 4.14, we prove�eorem 4.5 analogously to�eorem 4.2.

82



Proof of�eorem 4.5. Each triple abc can intersect at most 3
(
3n
2

)
≤ 27

2
n2 blocking triples.

�us, by Lemma 4.14, the total number blocking triples in the matching µ found by ASA is

at most
n−1∑
i=0

(
15

2
(n− i+ 1)2 +O(n)

)
=

5

2
n3 +O(n2).

�erefore,

stab(µ) ≥ 2n3 −O(n2),

as the total number of triples in
(
U
3

)
is 9

2
n3 − O(n2). Hence µ is a 4

9
-approximation to a

maximally stable matching, as desired.

4.5 Concluding Remarks and Open Questions

While AMSM gives a simple approximation algorithm for 3G-MSM, we do not generalize

this result to 3G-MSS. Indeed, even the �rst two families output by AMSM may include

blocking triples. We leave the existence of an e�cient approximation for 3G-MSS as a tan-

talizing open question.

OpenQuestion 4.15. Is it possible to e�ciently compute a constant factor approximation to

3G-MSS?

Finding an approximation algorithm for maximally stable matching was made easier by

the fact that any preferences admit a matching with Ω(n3) stable triples. However, for 3G-

MSS, it is not clear whether every preference structure admits stable sub-matchings of size

Ω(n). We feel that understanding the approximability of 3G-MSS is a very intriguing avenue

of further exploration.

OpenQuestion 4.16.How small can amaximum stable sub-matching be? What preferences

achieve this bound?
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In our hardness of approximation results (�eorems 4.9 and 4.10), we do not state ex-

plicit values of c for which Gapc-3G-MSM andGapc-3G-MSS (and the corresponding prob-

lems for three person stable assignment) are NP-complete.�e value implied by our embed-

ding of 3SAT-B via 3DM-3 is quite close to 1. It would be interesting to �nd a better (explicit)

factor for hardness of approximation. Conversely, is it possible to e�ciently achieve a better

than 4/9-factor approximation for maximally stable matching/matching problems?

Open Question 4.17. For the maximally stable matching problems, close the gap between

the 4/9-factor approximation algorithm and the (1− ε)-factor hardness of approximation.

Notice that in the preference structure described in the proof of �eorem 4.11 (upon

which our hardness of approximation results rely), for any i 6= j, w2
i prefers m2

i [1]z2i to

m1
i [1]z2i , but prefers m1

i [1]z2j to m2
i [1]z2j . �us, depending on the the second agent (z2j or

z2i ), w2
i does not consistently prefer pairs involving m1

i [1] to m2
i [1] or vice versa. Ng and

Hirschberg call such preferences as inconsistent, and asked whether consistent preferences

always admit a (3 gender) stable matching. Huang [19] showed that consistent preferences

need not admit three gender stable matchings, and indeed it is still NP-complete to deter-

mine whether or not given consistent preferences admit a stable matching.

Open Question 4.18. Are MSM and MSS still hard to approximate if preferences are re-

stricted to be consistent?

4.6 Hardness of Gapc-3DM-3

�e goal of this section is to prove �eorem 4.8, the NP hardness of Gapc-3DM-3. In the

�rst subsection, we review Kann’s reduction fromMax-3SAT-B to Max-3DM-3. In the fol-

lowing subsection, we describe how to modify Kann’s reduction in order to obtain�eorem
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4.8.

4.6.1 Kann’s reduction

Let I be an instance of 3SAT-B. Speci�cally, I consists of a set U of n Boolean variables,

U = {u1, u2, . . . , un} ,

and a set C ofm clauses

C = {c1, c2, . . . , cm} .

Each clause is a disjunction of at most 3 literals, and each variable ui or its negation ūi

appears in at mostB clauses. For each i ∈ [n], let di denote the number of clauses in which

ui or ūi appears, where di ≤ B. Kann’s construction begins with the classical reduction from

3SAT to 3DMused to show theNP-completeness of 3DM, as described in [12]. Each variable

ui gets mapped to a ring of 2di edges. �e points of the ring correspond alternatingly to ui

and ūi. A maximal matching on the ring corresponds to a choice a truth value of ui: if the

edges containing the vertices labeled ui are in the matching, this corresponds to ui having

the value true; if the edges containing ūi are chosen, this corresponds to ui taking the value

false. See Figure 4.2.

In the classical construction, the points of the ring corresponding to ui are connected to

clause vertices via clause edges which encode the clauses in C . �is is done in such a way

that the formula I is satis�able if and only if the corresponding matching problem admits

a perfect matching. �e problem with this embedding, however, is that even if a relatively

small fraction of clauses in C can be simultaneously satis�ed, the corresponding matching

problem may still admit a nearly perfect matching.

To remedy this problem, Kann’s reductionmaps each Boolean variable ui to many rings.

�e rings are then connected via a tree structure whose roots correspond to instances of
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ui in the clauses of C . �is tree structure imposes a predictable structure on the maximal

matchings.

We denote the parameter

K = 2blog(3B/2+1)c

which is the number of rings towhich each variableuimaps. Wedenote the “free elements”—

the points on the rings—associate to ui by the variables

vi[γ, k] and v̄i[γ, k] for 1 ≤ γ ≤ di, 1 ≤ k ≤ K.

�ese vertices are connected to rings as in Figure 4.2. �e rings are connected via tree edges

in 2di binary trees, such that for each �xed γ, vi[γ, 1], vi[γ, 2], . . . , vi[γ,K] are the leaves of

a tree, and similarly for the v̄i[γ, k]. We label the root of this tree by ui[γ] or ūi[γ] depending

on the labels of the leaves. See Figure 4.3. We refer to the resulting structure for ui as the

ring of trees corresponding to ui.

�e root vertices are connected via clause edges to clause vertices. For each cj ∈ C , we

associate two clause vertices s1[j] and s2[j]. If cj is ui’s γ-th clause inC , then we include the

edge

{ui[γ], s1[j], s2[j]} or {ūi[γ], s1[j], s2[j]}

depending if ui or its negation appears in cj and the parity of the of the tree of rings. We

denote the resulting instance of 3DM by f(I). It is readily apparent from this construction

that f(I) is in fact an instance of 3DM-3: all vertices in the rings of trees are contained in

exactly 2 edges, while clause vertices are contained in at most 3 edges. Further, the vertex

set V can be partitioned into a disjoint unionW ∪X ∪ Y such that each edge contains one

vertex from each of these sets. Kann makes the following observations about the structure

of optimal (maximum) matchings in f(I).
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v[1, k]

v̄[1, k]

v[2, k]

v[3, k]

v[4, k]

v̄[2, k]v̄[3, k]

v̄[4, k]

Figure 4.2: �e ring structure for the embedding of 3SAT-B into 3DM-3. �e ring shown
corresponds to a variable ui with di = 4. An optimal matching in the ring corresponds to a
truth value of for the variable ui: the blue edges correspond to the value truewhile the green
edges correspond to the value false.

Lemma4.19. Let I be an instance of 3SAT-B. Let f(I) be an instance of 3DM-3 constructed

as above. �en each optimal matching µ in f(I) is associated with an optimal assignment

in I , and has the following structure.

1. For each variable ui, µ contains either all edges containing vi[γ, k] or all the edges

containing v̄i[γ, k], depending on the value ui in the optimal assignment for I .

2. From each ring of trees, alternating tree edges are included in µ so as to cover all tree

(and ring) vertices, except possibly root vertices.
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ui[γ]

v[γ, 1] v[γ, 2] v[γ,K − 1] v[γ,K]

... ...

· · ·

Figure 4.3:�e ring of trees structure for Kann’s embedding of 3SAT-B into 3DM-3.�e red
edges are tree edges. In addition to the tree shown, the ring of trees contains (identical) trees
for each ui[γ] and ūi[γ]. In the example pictured, γ ranges from 1 to 4. �e root vertices
are labeled ui[1], ūi[1], . . . , ui[di], ūi[di] where di is the number of occurrences of ui or its
negation in I . As described in Lemma 4.19, an optimal matching in the ring of trees can be
obtained by a consistent choice of all blue or green vertices in all the rings associated to ui,
then covering as many remaining vertices as possible with tree edges (a greedy “leaf to root”
approach works). It is clear that such a matching will cover all vertices, except for half of the
root vertices (those corresponding to either ui or ūi).

3. If cj is satis�ed in the optimal assignment in I , then µ contains an edge containing

s1[j] and s2[j].

4. If cj is unsatis�ed in the optimal assignment in I , then none of the edges containing

s1[j] and s2[j] are contained in µ.
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In particular, the only possible vertices le� uncovered in an optimal matching are clause

vertices corresponding to unsatis�ed clauses and root vertices.

As a consequence of Kann’s analysis of the optimal matchings in f(I), he is able to show

that f is an L-reduction from 3SAT-B to 3DM-3.

4.6.2 Modi�cation of Kann’s reduction

In this section, we describe a reduction f ′ : 3SAT-M −→ 3DM-3 such that for each satis�-

able instance I of 3SAT-B, f ′(I) admits a perfect matching. In the reduction f above, even

if I is satis�able, there may be many root vertices that are not in an optimal matching, µ. In

particular, if a clause cj is satis�ed by ui and ui′ , then at most one of the edges

{ui[γ], s1[j], s2[j]} and {ui′ [γ′], s1[j], s2[j]}

can appear in µ. Hence, at most one of ui[γ] and ui′ [γ′] can appear in µ. To remedy this

problem, we de�ne f ′(I) to be the disjoint union of three copies of f(I)

f ′(I) = f(I)1 t f(I)2 t f(I)3.

We then add an edge for each root vertex in f(I) that contains the corresponding root ver-

tices in each disjoint copy of f(I). Speci�cally, if ui[γ]1, ui[γ]2, and ui[γ]3 are the three

copies in f ′(I) of a root vertex ui[γ] in f(I), then we include the edge

{ui[γ]1, ui[γ]2, ui[γ]3} (4.3)

in f ′(I). We now describe the structure of optimal matchings µ′ in f ′(I). Let µ1, µ2, and

µ3 be the restrictions of an optimal matching µ′ for f ′(I) to f(I)1, f(I)2, and f(I)3 respec-

tively. �us, we can write

M ′ = M1 ∪M2 ∪M3 ∪R (4.4)
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where R contains those edges in µ′ of the form (4.3).

Lemma 4.20.�ere exists an optimal matching µ′ for f ′(I) such that the matchings µ1, µ2,

and µ3 contain precisely the same edges as an optimal matching µ for f(I).

Proof. Suppose µ′ is an optimal matching for f ′(I). We may assume without loss of gener-

ality that the matchings µ1, µ2 and µ3 are all identical to some matching µ on f(I). Indeed,

if, say µ1 is the largest of the three matchings, we can increase the size of µ′ by replacing µ2

and µ3 with identical copies of µ1. Since the only edges between µ1, µ2, and µ3 are edges of

the form (4.3), replacing µ2 and µ3 with copies of µ1 cannot decrease the size of µ′. �us,

we may assume that

|µ′| = 3 |µ|+ |R|

where µ is some matching on f(I), and R consists of edges of the form (4.3).

We will now argue that µ is indeed an optimal matching on f(I), hence has the form

described in Lemma 4.19. Notice that if µ is optimal for f(I), then by including all edges in

R containing uncovered root vertices, µ′ covers every ring, tree, and root vertex. �us, the

only way to obtain a larger matching would be to include more clause edges. However, by

Lemma 4.19, including more clause edges cannot increase the size of the matching µ. �us,

we may assume µ is an optimal matching for f(I).

Corollary 4.21. If I is an instance of 3-SAT-B with m clauses and opt(I) = cm for some

c ≤ 1, then an optimal matching µ′ in f ′(I) leaves precisely 6(1− c)m vertices uncovered.

Lemma 4.22.�ere exists a constant C > 0 depending only on B such that the number of

vertices in f ′(I) is at most Cm.

Proof. We bound the number of ring, tree, and clause vertices separately. Since the vertex

set of f ′(I) consists of three disjoint copies of the vertices in f(I), it su�ces to bound the
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number of vertices in f(I).

Ring vertices For each variable ui, there are K = O(B) rings, each consisting of 4di =

O(B).�us there areO(W 2) ring vertices for each variableui, hence a total ofO(B2n)

ring vertices in f(I).

Tree vertices Since each ring vertex of the form vi[γ, k] is the leaf of a complete binary tree

whose internal nodes and root are tree vertices, there areO(B2n) tree vertices in f(I).

Clause vertices �ere two vertices s1[j] and s2[j] associated to each of m clauses, hence

there are O(m) clauses in total.

�erefore, the total number of vertices in f(I) and hence f ′(I) isO(m+B2n). Clearly, we

may assume that n ≤ m, so that there are O(B2m) vertices in f ′(I).

Corollary 4.23. Let I be an instance of 3SAT-B, and letM∗ = 1
3
|f ′(I)| = |f(I)| be the

number of vertices in f(I). �en for any c < 1, there exists a constant c′ < 1 depending

only on c and B such that:

• if opt(I) = m (i.e., I is satis�able) then opt(f ′(I)) = M∗;

• if opt(I) ≤ cm then opt(f ′(I)) ≤ c′M∗.

�eorem 4.8 follows immediately from Corollary 4.23 and the following incarnation of

the PCP theorem.

�eorem 4.24 (PCP�eorem [4, 3, 7]).�ere exist a absolute constants c < 1 and B such

that it is NP-hard to determine if an instance I of 3SAT-B satis�es opt(I) = m or opt(I) ≤

cm.
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Appendix A

Computing Distance to Stability

In this appendix, we describe an e�cient method for computing the divorce distance to

stability of a given matching, µ. Recall that the divorce distance to stability is given by

d(µ) = min
µ′∈M

d(µ, µ′) where d(µ, µ′) = n− |µ ∩ µ′| .

Since the setM of all stable matchings can be exponentially large [29, 20, 15], brute-force

computation of d(µ) is infeasible. Fortunately, by exploiting the structure ofM, we are

able to e�ciently reduce the computation of d(µ) to a max-�ow/min-cut problem of size

quadratic in n. �us, any number of e�cient algorithms may be applied to compute d(µ).

A.1 �e Rotation Poset and Digraph

Our exposition follows thework ofGus�eld [14] andof Irving andLeather [20] (see also [15]).

Let µ be a stable matching. A rotation ρ exposed by µ is a sequence of pairs

(w0,m0), (w1,m1), . . . , (wr−1,mr−1) ∈ µ
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such that for each i, wi+1 is the �rst woman on mi’s preference list that prefers mi to her

partner mi+1 in µ (where addition is conducted modulo r). Given µ and ρ, we form a

matching called the elimination of ρ from µ, denoted µ/ρ, which contains the pairs

(w1,m0), (w2,m1), . . . , (w0,mr−1),

in addition to all pairs from µ that are not part of the rotation ρ. It is straightforward to

verify that µ/ρ is a stable matching.

Let µ0 denote theM-optimal stable matching (the matching found by the Gale-Shapley

algorithm). Irving and Leather [20] prove that every stable matching can be obtained from

µ0 by successively eliminating a unique set of rotations that appear in µ0 and subsequent

stable matchings. Given a stable matching µ, let Sµ denote this unique set of rotations,

which can be eliminated (starting at µ0) to obtain µ. (Sµ may contain some rotations that

are not exposed in µ0, but only in a subsequent matching.)

We denote the set of all rotations exposed in one or more stable matchings inM by

Π(M). We endow Π(M) with a partial order≺where ρ ≺ σ if ρ ∈ Sµ for every µ ∈M in

which σ is exposed. In other words, ρ ≺ σ if whenever σ is eliminated during the construc-

tion of a stable matching by elimination from µ0, it is the case that ρ has been eliminated

before σ. A subset S ⊆ Π(M) is (downward) closed if for all σ ∈ S and ρ ≺ σ, we have

that ρ ∈ S. Irving and Leather prove the following remarkable correspondence between

closed subsets of Π(M) and stable matchings.

�eoremA.1 (Irving and Leather [20]).�e map µ 7→ Sµ is a bijection betweenM and the

set of closed subsets of Π(M).

For algorithmic purposes, it is advantageous to have a sparse representation of the partial

order≺ on Π(M), which preserves its closed subsets. To this end, Gus�eld [14] proved the

following theorem. For the remainder of this section, we use the standard notation Õ to
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suppress log n factors, which we �nd less interesting in the context of our discussion of time

complexity in this section (in contrast to the discussion of query complexity in the rest of

this paper).

�eoremA.2 (Gus�eld [14]).�ere exists a directed acyclic graphG(M)with verticesΠ(M),

called the rotation digraph, whose transitive closure is the partial order≺ onΠ(M). G(M)

can be computed from the full preferences of all participants in time Õ(n2). In particular,

the edge and vertex sets ofG(M) both have cardinality O(n2).

A.2 RotationWeights

In this section, we show how to assign weights to rotations ρ ∈ Π(M) in such a way that

d(µ, µ′) can be computed directly from d(µ, µ0) andSµ′ . Let ρ be any rotation andµ′ a stable

matching in which ρ is exposed. For any matching µ, we de�ne the weight γ of ρ relative to

µ by

γµ(ρ) = |µ ∩ (µ′/ρ)| − |µ ∩ µ′| .

(�e absence of µ′ from the notation γµ(ρ) becomes clear in Eq. A.1 below.) �at is, γµ(ρ)

is the net change, following the elimination of ρ from µ′, in the number of pairs contained

in the intersection of µ and µ′. We note that γµ(ρ) can be computed directly from ρ (with-

out being given an explicit stable matching µ′ which exposes ρ). Speci�cally, letting ρ′ =

{(w1,m0), (w2,m1), . . . , (w0,mr−1)} be the set of pairs replacing ρ when eliminating ρ

from any stable matching, we have

γµ(ρ) = |µ ∩ ρ′| − |µ ∩ ρ| . (A.1)

We note that in general, ρ′ is not a rotation.
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Lemma A.3. For any matching µ and stable matching µ′ ∈M,

|µ ∩ µ′| = |µ ∩ µ0|+
∑
ρ∈Sµ′

γµ(ρ),

where µ0 is theM-optimal stable matching.

Proof. We argue by induction on |Sµ′|. If Sµ′ = ∅, then µ′ = µ0, so the result is immediate.

Suppose the claim is true for µ′ and σ is a rotation exposed in µ′, then by the induction

hypothesis and by de�nition of γµ(σ),

|µ ∩ (µ′/σ)| = |µ ∩ µ′|+
(
|µ ∩ (µ′/σ)| − |µ ∩ µ′|

)
= |µ ∩ µ0|+

∑
ρ∈Sµ′

γµ(ρ) + γµ(σ),

which gives the desired result.

Applying Lemma A.3 and�eorem A.1, we obtain the following result.

�eorem A.4. Let µ be a matching. �en

d(µ) = d(µ, µ0)−max
S

∑
ρ∈S

γµ(ρ),

where the maximum is taken over closed subsets S ⊆ Π(M) (and where µ0 is the M-

optimal stable matching).

Proof. By Lemma A.3, for any stable matching µ′,

d(µ, µ′) = n− |µ ∩ µ′| = n− |µ ∩ µ0| −
∑
ρ∈Sµ′

γµ(ρ) = d(µ, µ0)−
∑
ρ∈Sµ′

γµ(ρ).

By�eorem A.1, µ′ 7→ Sµ′ is a bijection onto the set of closed subsets of Π(M). �us,

d(µ) = min
µ′∈M

d(µ, µ′) = d(µ, µ0)−max
S

∑
ρ∈S

γµ(ρ),

as desired.
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A.3 Reduction to Max-Flow/Min-Cut

�e divorce distance d(µ, µ0) can easily be computed in Õ(n2) time by using the Gale-

Shapley algorithm to compute µ0. �us, �eorem A.4 reduces the problem of computing

d(µ) to �nding the maximum closure (i.e., maximum-weight closed subset) in a directed

acyclic graph. �is problem is well studied, in particular for its applications to open-pit

mining (see, e.g., [40, 18]). For completeness, we brie�y describe Picard’s [40] e�cient re-

duction of maximum closure to a max-�ow/min-cut problem.

Remark A.5. Picard [40] and Hochbaum [18] use the term “closure” to refer to a subset of a

poset which is closed under successors or upward closed.�at is,S is a closure if whenever ρ ∈

S and ρ ≺ σ, then σ ∈ S. �is disagrees with Irving and Leather’s [20] (and our) usage of

closed tomean downward closed, which appears to bemore prevalent in the stablematching

literature. In order to directly apply Picard’s reduction, we will reverse the direction of edges

in the rotation digraphG(M) so that our (downward) closed subsets become upward closed

with respect to the modi�ed graph.

LetG(M) be the rotation digraph described in�eorem A.2. Since the partial order≺

on Π(M) is the transitive closure of G(M), they share the same closed subsets, and so to

compute d(µ), it su�ces to maximize
∑

ρ∈S γµ(ρ) over closed subsets of G(M). Denote

the vertex and edge sets ofG(M) by V = Π(M) and E respectively. Let

V + = {ρ ∈ V | γµ(ρ) ≥ 0} and V − = {ρ ∈ V | γµ(ρ) < 0} .

We form a new st-graph G̃ = (Ṽ , Ẽ) where Ṽ = V ∪ {s, t} and

Ẽ = E ′ ∪
{

(s, ρ)
∣∣ ρ ∈ V +

}
∪
{

(ρ, t)
∣∣ ρ ∈ V −} .

Here, E ′ = {(σ, ρ) | (ρ, σ) ∈ E} (see Remark A.5). We assign capacity c(u, v) to each edge
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(u, v) ∈ Ẽ by

c(u, v) =


∞ (u, v) ∈ E ′

γµ(ρ) (u, v) = (t, ρ)

−γµ(ρ) (u, v) = (ρ, s).

�eoremA.6 (Picard [40]).�e source set of a minimum st-cut in G̃ is a maximum closure

inG(M).

In light of �eorem A.6, we can reduce the computation of d(µ) to known e�cient al-

gorithms for max-�ow/min-cut. We summarize the procedure as follows.

Algorithm 7 DivorceDistance(µ, PW , PM) — compute d(µ) with respect to preferences
PW , PM .

1. Use the Gale-Shapley algorithm to compute µ0 and compute d(µ, µ0) = n−|µ ∩ µ0|.

2. Construct the rotation digraphG(M) and the related graph G̃.

3. Compute the weights in G̃ by computing γµ(ρ) for each rotation ρ ∈ G(M), using
Eq. (A.1).

4. Find a minimum st-cut in G̃, and let S be the source set in the cut.

5. Return d(µ, µ0)−
∑

ρ∈S γµ(ρ).

�eorem A.7. Given an SMP instance (M,W,P) and a matching µ, running the proce-

dure DivorceDistance(µ, PW , PM) computes the divorce distance to stability d(µ) in time

Õ(n4).

We remark that since (PW , PM) has size Θ̃(n2), the runtime of DivorceDistance is

nearly quadratic in the input size.

Proof. �e correctness of DivorceDistance(µ, PW , PM) follows immediately from �eo-

rems A.4 and A.6. We analyze the runtime as follows. Step 1 can be computed in time
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Õ(n2) using the Gale-Shapley algorithm and brute force computation of d(µ, µ0). For Step

2, by�eorem A.2,G(M) (and hence G̃) can also be computed in time Õ(n2). �e weights

in Step 3 can be computed in linear time for each rotation, so computing all the weights

can be accomplished in time Õ(n3). For Step 4, the min-cut can be computed in time

Õ(|Ẽ||Ṽ |) = Õ(n4) using, for example, Hochbaum’s algorithm [18].

We remark that since Algorithm 7 �nds both µ0 and S = Sµ′ for a stable matching µ′

closest to µ, it is a trivial task, which does not increase the asymptotic runtime complexity

of Algorithm 7, to also compute µ′ in addition to computing d(µ) = d(µ, µ′).
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[10] Patrik Floréen, Petteri Kaski, Valentin Polishchuk, and Jukka Suomela. Almost Stable

Matchings by Truncating the Gale–Shapley Algorithm. Algorithmica, 58(1):102–118,

2010.

[11] David Gale and Lloyd S. Shapley. College admissions and the stability of marriage. �e

American Mathematical Monthly, 69(1):9–15, 1962.

[12] Michael R. Garey and David S. Johnson. Computers and Intractability: A Guide to the

�eory of NP-Completeness. W. H. Freeman & Co., New York, NY, USA, 1979.

[13] Yannai A. Gonczarowski, Noam Nisan, Rafail Ostrovsky, and Will Rosenbaum. A

stable marriage requires communication. In Proceedings of the Twenty-Sixth Annual

ACM-SIAM Symposium on Discrete Algorithms, SODA ’15, pages 1003–1017. SIAM,

2015.

[14] DanGus�eld.�ree fast algorithms for four problems in stablemarriage. SIAM Journal

on Computing, 16(1):111–128, 1987.

100



[15] Dan Gus�eld and Robert W Irving. �e Stable Marriage Problem: Structure and Algo-

rithms, volume 54. MIT press Cambridge, 1989.
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