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ABSTRACT
Background Existing risk adjustment models for
intensive care unit (ICU) outcomes rely on manual
abstraction of patient-level predictors from medical
charts. Developing an automated method for abstracting
these data from free text might reduce cost and data
collection times.
Objective To develop a support vector machine (SVM)
classifier capable of identifying a range of procedures
and diagnoses in ICU clinical notes for use in risk
adjustment.
Materials and methods We selected notes from
2001–2008 for 4191 neonatal ICU (NICU) and 2198
adult ICU patients from the MIMIC-II database from
the Beth Israel Deaconess Medical Center. Using these
notes, we developed an implementation of the SVM
classifier to identify procedures (mechanical ventilation
and phototherapy in NICU notes) and diagnoses
( jaundice in NICU and intracranial hemorrhage (ICH) in
adult ICU). On the jaundice classification task, we also
compared classifier performance using n-gram features
to unigrams with application of a negation algorithm
(NegEx).
Results Our classifier accurately identified mechanical
ventilation (accuracy=0.982, F1=0.954) and
phototherapy use (accuracy=0.940, F1=0.912), as well
as jaundice (accuracy=0.898, F1=0.884) and ICH
diagnoses (accuracy=0.938, F1=0.943). Including bigram
features improved performance on the jaundice
(accuracy=0.898 vs 0.865) and ICH (0.938 vs 0.927)
tasks, and outperformed NegEx-derived unigram features
(accuracy=0.898 vs 0.863) on the jaundice task.
Discussion Overall, a classifier using n-gram support
vectors displayed excellent performance characteristics.
The classifier generalizes to diverse patient populations,
diagnoses, and procedures.
Conclusions SVM-based classifiers can accurately
identify procedure status and diagnoses among ICU
patients, and including n-gram features improves
performance, compared to existing methods.

BACKGROUND AND SIGNIFICANCE
Care provided in the intensive care unit (ICU)
accounts for 14% of annual US hospital expend-
iture and over 4% of all medical expenditure.
These figures represent 1% of GDP and are increas-
ing.1 2 Mortality in the ICU is also high, ranging
from 10% to 15%.3 Therefore, the quality of ICU
care is an important target for performance meas-
urement and improvement.4 Traditional approaches

to measuring ICU performance involve manual
chart abstraction of unstructured clinical text to
identify procedures or diagnoses that reflect the
severity of illness. The abstraction process is slow
and expensive, and takes from 15 to 30 min per
patient chart.5

Among ICU patients, certain diagnoses are risk
factors for adverse outcomes such as mortality,
morbidity, and rehospitalization.3 For example,
neonatal jaundice is associated with a higher risk of
rehospitalization,6 while adult intracranial hemor-
rhage (ICH) is associated with a higher risk of mor-
tality both in the ICU and at 30 days after
hospitalization.7 The need for supportive therapies,
such as mechanical ventilation or phototherapy,
also predicts increased risk above and beyond that
suggested by either a diagnosis of respiratory insuf-
ficiency or jaundice alone. For example, the use of
mechanical ventilation is itself associated with a
host of potential complications, including pneumo-
thorax, ventilator-associated pneumonia, and acute
lung injury.8

Although the presence of these comorbidities or
interventions during the course of a patient’s hospi-
talization can, in theory, be established using diagno-
sis or procedure codes obtained from structured
data sources (eg, claims), the process of creating
these codes is costly and access to them often is
limited. Physicians can document diagnoses as they
arise, but final code assignment rests with profes-
sional medical coders and requires manual review.
Once codes are assigned to a patient’s chart, the
coded chart is often not available to view (eg, for
reporting, risk adjustment, or other purposes) until
it is extracted from billing systems, cleaned, and
loaded into a data warehouse, a process that is
usually carried out only on a periodic basis, that is,
nightly or weekly, or perhaps even less frequently.
For these reasons, real-time assessment of diagnosis
and procedure data is often not possible. In add-
ition, some data sets may contain only text and not
the associated diagnosis and procedure codes.
Furthermore, billing codes often do not adequately
capture richness in the medical record (such as
details about the stage of a cancer or physical exam-
ination findings); however, the development of
automated means for extracting these data will make
them more accessible for clinical and research use.
Automated methods for classifying diagnosis and

procedure status from free text thus hold promise
for simplifying aspects of the chart abstraction and
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medical coding process. One such algorithm for automated text
classification and information extraction is the support vector
machine (SVM).9 10 SVMs have been widely applied to pro-
blems in this domain, most recently to the classification of radi-
ology reports11 and outpatient progress notes.12 13 However,
little previous work exists where SVM-based methods have been
applied to broader classification tasks involving the entire
patient record, such as the sets of notes that ensue from a
patient’s ICU stay, which may include physician and nurse pro-
gress notes, radiology reports, and discharge summaries, among
others. In this case, the heterogeneity of ICU patients’ notes,
and their rapidly varying nature (due to the nature of, and vari-
ance in, the severity of the high-acuity illnesses common among
ICU patients) can complicate approaches to these classification
tasks.

A limitation of existing methods as applied to patient notes is
their reliance on semi-manual text markup, either in the form of
negation algorithms or prior feature selection and pruning.14 15

For instance, to use NegEx16 (an example of a negation algo-
rithm), the user must supply the desired words or phrases to be
negated, as well as negative trigger phrases (eg, ‘no such X’,
‘denies X’, etc). Other methods that rely on pruning the feature
space have from similar limitations, which makes their use cum-
bersome and hinders their generalizability to other clinical appli-
cations—when sources are heterogeneous, as is the case with ICU
notes, the decisive features in each classification task can be diffi-
cult to identify.

One alternative to these semi-manual methods is to automatic-
ally extract and use n-gram features for classification.17 The term
n-gram refers to a contiguous sequence of n words in a text
string, where single words are taken to be unigrams (1-grams),
and n-grams of higher order correspond to all possible contigu-
ous substrings of length n words that can be constructed from a
string.18 For example, for a string of length k words, the number
of n-gram features that can be constructed is k− n+1. The result
is a bag-of-n-grams model upon which the classifier acts.
N-grams are an attractive option due to their inherent simplicity:
an n-gram model is able to capture more context simply by
increasing n. In the context of our problem, we hypothesized
that including n-gram features would allow a classifier to learn
richer representations of the underlying text data and result in a
concomitant increase in classification performance.19

Herein, we describe the design and implementation of an
SVM-based classifier that takes advantage of n-gram feature
extraction and applies it to a series of classification tasks.
Specifically, among neonates, we determine mechanical ventila-
tion and phototherapy use as well as jaundice diagnosis status.
We then apply it to the task of extracting non-traumatic ICH
diagnosis status among adult ICU patients. We also validate and
report the performance characteristics of our classifier and
compare its performance using n-gram features to that achieved
by application of the NegEx algorithm to unigram features.

MATERIALS AND METHODS
Data source and note extraction
The free text chart data were derived from the Multiparameter
Intelligent Monitoring in Intensive Care II (MIMIC-II) database,
V.2.6. The MIMIC-II database contains, among other data, com-
plete sets of clinical notes from roughly 40 000 ICU stays from
nearly 33 000 patients at Beth Israel Deaconess Medical Center
(BIDMC) in Boston, Massachusetts, dating from between 2001
and 2008.20 21 For each hospitalization, we selected all ICU
notes, including discharge summaries, nursing notes, radiology
reports, and if available, physician progress notes. These notes

were then combined to form what we called a noteset. Patient
notesets of 1000 characters or less in length were excluded, as
we believe these correspond to malformed notesets or other dif-
ficulties in data extraction. Moreover, as MIMIC-II patients can
accrue multiple hospitalizations in the database, we took care to
retrieve only those notesets (via the HADM_ID field) from the
hospitalizations during which a given diagnosis or procedure of
interest was assigned or performed.

Patient selection
The neonate noteset corpus, that is, the collection of neonatal
ICU notesets consisting of 4191 patients’ notesets, contained
the notesets of patients for whom the NICU was designated as
their sole care unit. We generated a gold standard set of ‘ground
truth’ labels of diagnoses and procedures that we used to train
and validate our classifier, through a combination of code cri-
teria and manual chart review by team physicians. In this case,
we used a patient’s problem list, or the list of diagnoses assigned
to a patient during their hospitalization, as the source of the
labels for this gold standard. Physicians manually reviewed a
subset of these notes to verify coding accuracy. We considered a
neonatal ICU patient to be positive for jaundice if their problem
list included any one of the following ICD-9 diagnosis codes:
773.0, 773.1, 773.2, 774.1, 774.2, 774.30, 774.31, 774.39, or
774.6, resulting in 1802 positive examples of neonatal jaundice.

To form a gold standard for the non-traumatic ICH task, we
assigned positive labels to adult ICU patients if their problem
list included one of the following ICD-9 codes: 430, 431,
432.1, 432, or 432.9, resulting in 1198 positive examples. For
validation purposes, we mixed these positive examples with
1000 randomly selected adult notesets known to be negative for
ICH, resulting in a final ICH corpus of 2198 notesets.

To define mechanical ventilation status, we used the method
of Cao et al22 to determine whether a NICU patient was mech-
anically ventilated or not. This approach leverages the presence
of dynamic ventilator mode and setting data provided by the
MIMIC-II database. This identified 825 NICU notesets where
mechanical ventilation was used. Additionally, a NICU patient
was considered to have undergone phototherapy if their list of
procedure codes contained the itemid 101881, which maps dir-
ectly (via the D_CODEDITEMS table of the database which
contains the definitions of these codes) to the ICD-9 procedure
code 99.83, denoting neonatal phototherapy. This identified
1504 NICU notesets where phototherapy was used.

Feature extraction and processing
The feature processing and extraction pipeline consists of three
distinct steps that were applied to each noteset within each
corpus: processing and tokenization, vectorization, and normal-
ization. In the processing and tokenization step, numbers, punc-
tuation, and special characters were first removed. Neutral
stop-words (eg, ‘and’, ‘the’) were also removed and stemming
was performed using the Snowball stemming algorithm.23 Next,
the text remaining in each noteset was broken up and converted
into discrete n-gram tokens, varying with the choice of n.

Vectorization then proceeded by converting the text of each
noteset to a vector of n-gram counts, using a dictionary of N
unique n-grams generated from the parent corpus. As a result,
each corpus was represented by a sparse M-by-N matrix of M
notesets over a dictionary of size N, that is, with each row
denoting a noteset represented by term (word/unigram or
n-gram) counts (frequencies), indexed from 1 to N. In the first
normalization step, each term frequency was mapped to its term
frequency-inverse document frequency (tf-idf ) value, that is, the
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count of that n-gram in that noteset (document) divided by the
number of total notesets in which it appears.24 Second, each
row was then rescaled to have unit Euclidean norm, that is, the
counts were transformed such that each row was of length 1.

To compare the performance of the n-gram approach to
existing methods on the jaundice classification task, we also
implemented negation (NegEx) using the pyConTextNLP algo-
rithm.25 Sentence detection was performed and negated men-
tions of jaundice or hyperbilirubinemia were detected and
removed from the text of each noteset.

SVM training
Given two classes (eg, patients with or without jaundice), the
SVM algorithm attempts to find a boundary in the feature
space, termed the separating hyperplane, which best separates
the two classes. An example for the two-dimensional case, cor-
responding to two features, is shown in figure 1. Training an
SVM consists of learning the weights w1, w2, …, wn on the fea-
tures x1, x2, …, xn that maximize the separation, or the margin,
between the two classes, as defined by the separating hyper-
plane. This contrasts with the perceptron and related algo-
rithms, which terminate once a separating hyperplane is found
(and do not attempt to maximize the margin), and will fail if
the data are not linearly separable. Even when the data are not
linearly separable, the SVM algorithm will still be able to find
the optimal separating hyperplane while penalizing the misclas-
sified examples via the value of the penalty hyperparameter C.
A large value of C assigns larger penalties to misclassified exam-
ples and serves to shrink the width of the margin, while a lower
value does the opposite.

Our processing pipeline and SVM algorithm were implemen-
ted in Python and C, with the aid of the libsvm bindings pro-
vided by the scikit-learn library.26 27 Model evaluation and
selection were performed using a nested 10-fold cross-validated
grid search; nested cross-validation has been shown to provide a
nearly unbiased estimate of classifier error.28 Moreover, the use

of 10 folds of cross-validation minimizes the variance of such an
estimate, which also serves to further minimize the risk of
overfitting.29

The grid search procedure was performed over a set of
kernels and their associated hyperparameters. The following
kernels were tested: linear, radial basis function (RBF or
Gaussian), and polynomial. The following hyperparameters
were varied as 10m, for m=−16, −15, … 14, 15: C, γ, and α,
while the degree d of the polynomial kernel was varied from
1 to 4. All measures of classifier performance are reported as
the average value over all 10 folds from the grid search. The
model selection criterion was maximal accuracy, and we report
other measures of classifier performance (precision, recall, and
F1) using those same hyperparameter(s).

The Committee on Human Research of the University of
California, San Francisco determined that this study was exempt
from review.

RESULTS
Our feature extraction and processing procedure resulted in two
corpora. One corpus consisted of 4191 NICU notesets that was
used for the ventilation, phototherapy, and jaundice classifica-
tion tasks. The other corpus contained 2198 adult ICU notesets
and was used for the ICH classification task. Each corpus was
relatively balanced with roughly equal or nearly equal numbers
of positive and negative examples. The cross-validated grid
search procedure maximized accuracy on all tasks with a linear
kernel and an associated hyperparameter value of C=100.

Algorithm performance is summarized in table 1. Overall, our
classifier was quite accurate, with maximal accuracy achieved on
the ventilation classification task (accuracy=0.982, F1=0.954),
followed by phototherapy (accuracy=0.940, F1=0.912), adult
ICH (accuracy=0.938, F1=0.943), and jaundice (accur-
acy=0.898, F1=0.884). Furthermore, compared to using
unigram features alone, including bigram features improved per-
formance on the jaundice (accuracy=0.898 for bigrams vs
0.865 for unigrams), ICH (accuracy=0.938 for bigrams vs
0.927 for unigrams), and phototherapy (accuracy=0.940 for
bigrams vs 0.924 for unigrams) classification tasks, but not for
the mechanical ventilation (accuracy=0.977 for bigrams vs
0.982 for unigrams) task. Including trigram or higher-order fea-
tures was not found to improve classifier performance for any
task. Furthermore, including NegEx-derived unigram features
did not improve performance on the jaundice task compared to
using bigram features (accuracy=0.898 for bigrams vs 0.863 for
NegEx+unigrams).

Training time was also relatively fast, even in those cases
where bigram and above features were included, which induced
a feature space of dimensionality in the millions of features. Our
processing pipeline with trigram extraction mode set and

Table 1 Performance characteristics of the SVM classifier

Task
Positive
examples/N Accuracy Precision Recall F1

VENT [1] 825/4191 0.982 0.956 0.952 0.954
PHOTO [2] 1504/4191 0.940 0.927 0.901 0.912
JAUND [2] 1802/4191 0.898 0.908 0.853 0.884
ICH [2] 1198/2198 0.938 0.946 0.940 0.943

Optimal n-gram length denoted by: [1] for n=1, [2] for n=2.
ICH, intracranial hemorrhage; JAUND, jaundice; PHOTO, phototherapy; SVM, support
vector machine; VENT, ventilation.

Figure 1 An idealized example of a maximum-margin separating
hyperplane (depicted by the solid line) found by the SVM algorithm in
two dimensions; the features for each example are defined by x1 and x2.
Note how the separating hyperplane was chosen so as to maximize the
margin between the two classes. The asterisks denote the support
vectors of each class, which lie on the outer boundaries of the margin
(dashed lines).
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applied to the NICU corpus resulted in 6.8 M unique features,
which was the largest observed in any of our experiments. Even
then, training time was roughly 10–20 min on an 8-core
desktop PC, which represents an upper bound for training time
in our experiments.

DISCUSSION
Overall, our implementation of this algorithm was quite accur-
ate (ranging from 0.898 to 0.982) over a variety of classification
tasks corresponding to disparate clinical entities, including both
diagnoses and procedures in neonates and adults. Furthermore,
we also demonstrated that including bigram features improved
accuracy while only modestly increasing training time. Trigram
features were not found to improve accuracy, suggesting that
bigram features are sufficient to capture negation context from
clinical text. In addition, bigram features performed better than
unigram features derived by a negation algorithm.

The accuracy, precision, and recall were above 0.9 on all tasks
except jaundice. The jaundice classification task was complicated
by the fact that jaundice affects a high proportion of neonates
(it was mentioned in 56% of notesets) to varying degrees,30

making it difficult to distinguish pathological cases of jaundice
(true positives) from those that are simply normal physiology. In
addition, we found some notesets for which jaundice was
present as an ICD-9 code but the words ‘jaundice’ and ‘hyperbi-
lirubinemia’ never appeared in the noteset. Our physician
reviewers could not determine why jaundice had been coded in
these instances, but we report them here as false negatives, redu-
cing reported recall. In terms of possible false positives, jaundice
was often used as a physical descriptor of color or in the
context of justifying laboratory tests to determine if pathological
bilirubin levels existed (eg, to ‘rule out’ or ‘r/o’ jaundice), and
only 42% of neonates had pathological jaundice of sufficient
severity to lead to assignment of the diagnosis code by profes-
sional coders (table 1). However, as a diagnosis of clinically sig-
nificant jaundice can only be definitively established by the
presence of abnormal bilirubin levels, it is possible that a phys-
ician could suggest the diagnosis on the basis of the physical
examination (and therefore the diagnosis would appear in the
text of the physician note), while subsequent laboratory testing
later shows bilirubin levels to be elevated, but still well within
normal limits. These factors initially led to a relatively lower
proportion of true positives on the jaundice task (table 2).

Nevertheless, we were able to better discern between true and
false positives in the context of jaundice by including bigram
features, which capture a variety of relevant bigrams. The most
obvious of these bigram features correspond to certain unam-
biguous types of negation (eg, ‘no jaundice’). However, other
bigrams might identify less important types of jaundice. For
instance, if jaundice was present but only severe enough to be

mentioned on physical examination but not on the problem list,
including the bigram ‘mild jaundice’ might improve classifica-
tion. Moreover, the finding that bigram features yielded better
accuracy (0.898 vs 0.863) compared to NegEx in the context of
jaundice likely springs from the fact that the language elements
yielding false positives are more general than simple negation
(ie, ‘r/o’ or color descriptors), and in this case, bigrams are able
to better discern between true and false positives.

Classifier training for mechanical ventilation is simpler com-
pared to jaundice as a patient’s status can be more unambigu-
ously decided from text, in part because ventilator status is
binary (ventilated or not) as opposed to the continuous range of
bilirubin levels associated with jaundice. However, in this
context, the classification of ventilation is impacted by increased
heterogeneity in the possible sources from which the relevant
features could arise. For example, discharge summaries may
include descriptions of diagnoses usually requiring mechanical
ventilation (while not explicitly mentioning the procedure itself )
such as acute respiratory distress syndrome. Radiology reports
for a chest X-ray may comment on the placement of an endo-
tracheal tube (again not explicitly mentioning ventilation—there
is no other use of an endotracheal tube). Including bigram or
trigram features was not found to significantly affect perform-
ance, suggesting that the classifier training was less sensitive, in
those higher-order cases, to the presumably less varied negation
contexts inherent in the ventilator task.

Our study has several limitations. We address just two proce-
dures and two diagnoses, so further research will be needed to
assess the generalizability of our findings. In addition, our
approach involved comparison against gold standards that were
themselves imperfect. This likely has more impact with a diagno-
sis that can be hard to establish, such as jaundice, than for a more
clear-cut phenomenon such as the initiation of mechanical venti-
lation (which triggers the collection of additional data about ven-
tilator settings that can be used to verify the condition with
greater certainty). This creates the possibility that our measure-
ment of accuracy is incorrect because it reflects some classifica-
tion error in the assignment of the gold standard. However, we
would have expected this to bias our findings towards showing
worse performance of the classifier.

CONCLUSION
We have presented the first implementation of a large-scale
SVM-based classifier using n-gram feature extraction to deter-
mine procedure and diagnosis status from ICU clinical free text
data. Our implementation of the SVM algorithm distinguishes
itself in the following respects: (1) generalizability—the algo-
rithm can be applied to a variety of clinical entities and contexts
as a consequence of using n-gram feature extraction; (2) modu-
larity—the algorithm stands alone as the use of n-gram features
obviates prior manual annotation and feature pruning, as well as
reliance on outside libraries, including negation engines and
annotators; and (3) scalability—the algorithm scales to handle
millions of features with only modest increases in training time.
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