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!
Nowadays, most commercial and residential buildings are instrumented with a variety of meters 

and sensors as part of a utility infrastructure installed by service providers. This thesis explores 

the extent to which readily available sensor information may be used to make occupancy-related 

inferences. Particularly, we focus on inferences which can be made from smart electric meters, 

water flow sensors, and network traffic monitors and have gathered several months worth of 

relevant data from two distinct settings. We explore various machine learning techniques to 

evaluate a service provider’s ability to make privacy-invasive inferences. Our results show that, 

even with coarse-grained sensor data, we are able to make occupancy related inferences 

significantly better than naive prediction strategies where sensor information is not taken into 

account. 
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Chapter 1 - Introduction 

 Modern residential and commercial buildings have a variety of sensors and meters 

installed in them by utility providers. Information from these devices are primarily used by 

service providers to diagnose issues, accurately bill customers, or recommend customized 

service plans. However, there is also the risk that malicious providers can use that same 

information to make unwanted inferences about a given building’s occupants, such as their 

demographics or daily routine. In this thesis, we focus on three potential sources of privacy 

leakage: smart electric meters, water flow sensors, and network traffic monitors. We contend that 

these sources are ubiquitous and data extracted from them can give detailed insight into the 

occupants of a given space.  

 Regarding smart electric meters, various government entities in the U.S. have mandated 

for these meters to be installed as part of a movement to improve the country’s energy 

infrastructure. The hope is that information from these meters can raise energy consumption 

awareness and improve energy efficiency around the country. According to a 2011 U.S. Energy 

Information Administration’s report, 37,290,374 advanced metering infrastructures have been 

installed to measure electricity usage and provide the corresponding data to all parties involved 

[1]. Compared to previous electric meters, these new ones can provide aggregate power 

consumption readings at a much finer granularity; some as often as one reading per second. 

Intuitively, the number of occupants and their activities in a given space directly relates to the 

overall power consumption of that space. Therefore, it stands to reason that entities with power 
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consumption information can build a model that maps changes in power consumption to changes 

in occupancy.  

 While localities around the U.S. have been feverishly installing new smart electric 

meters, many are also simultaneously upgrading old water meters to new electronic ones. For 

example, the state of Texas signed a law in 2007 ordering a widespread upgrade of old water 

meters, and by early 2012, 5.5 million new meters have been installed. By doing so, they hope to 

cut costs by improving their ability to identify problems more rapidly and recommend 

individualized water conservation techniques to customers. In close parallel with electricity 

usage, the amount of water flowing through a given space is intuitively related to the number 

occupants in that space and their activity. Therefore, similar models can be made to map changes 

in water flow to changes in occupancy or activity in that space. 

 Smart electric and water meters may need government intervention to jumpstart their 

widespread adoption, but network traffic monitors, which provide security and diagnostic 

functions, can be found wherever there is an internet connection. Internet service providers or 

their intermediaries, such as building network administrators, may access data such as the 

number of network packets going in or out of a given space. Much like the water flow and power 

consumption scenarios, more network traffic typically corresponds to a higher level of 

occupancy. Therefore, we step into the shoes of network administrators to see if we can capture 

changes in occupancy with only access to minimal network information.  

 Our investigation is motivated by the idea that, by applying the right models and 

classifiers to data collected from specific sensors, we can infer answers to the following five 

occupancy questions: 1) Is a particular space occupied? 2) If so, how many people are in that 
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space? 3) What are the identities of its occupants? 4) Which particular subspaces do they 

occupy? 5) What activity is going on in that space? These occupancy questions are non-trivial 

and knowledge of their answers can be a serious invasion of privacy for a given space’s 

occupants. In order to quantify the extent of occupancy information leakage possible, we build 

models from the data we collect and then employ a myriad of machine learning techniques in an 

attempt to improve them. In terms of datasets, we have collected several months worth of water 

and electricity data from a three-person family home and electricity and network traffic data 

from a twelve-person university lab.  For each location, we consider both sensor sources 

separately and together to investigate potential benefits of adding additional sensor sources to the 

model creation process. We mainly explore occupancy questions 1 and 2 in this thesis, but have 

also conducted a preliminary foray into question number 3 for the university lab setting. In this 

thesis, we make the following contributions: 

• We explore the possibility of non-intrusive occupancy inference by using aggregate meter 

data to infer both binary occupancy and range of occupancy level.  

• We investigate the effect of combining data from different sensors on our models’ accuracy.  

• We vary several parameters in the machine learning process to see which combination 

results in the most accurate models.  

 In Section II, we discuss works related to ours. In Section III, we describe the 

experimental setup in detail. In Section IV, we present the entire machine learning process that 

we use, as well as the different algorithms tested. In Section V, we define and defend the 

evaluation metrics that we chose and analyze the results of all experiments performed. In Section 

VI, we offer concluding thoughts and touch on potential areas for future work.  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Chapter 2 - Related Works 

 Research in the area of non-intrusive occupancy inferencing is relatively new; papers 

explicitly regarding this subject started appearing only a couple years ago. However, there are 

previous works in several different areas that come together to form the foundation of this topic. 

Research related to this thesis can be compartmentalized into three main categories:  

1) Intrusive occupancy or activity inferencing, where researchers use data that normally 

wouldn’t be available to third-party utility providers.  

2) Binary occupancy inferencing from a single sensor source; a good reference for overall 

approaches, but ultimately too simple for our goals.   

3) Non-intrusive load monitoring, where the main goal is to take an aggregate power 

consumption trace and break it down into separate traces that represent the consumption 

of different appliances. Papers in this area have only briefly touched on its application to 

occupancy inferencing.  

Intrusive Approaches 

 Prior work has sought to infer occupancy or activity by blanketing the space with an 

abundance of sensors, installing a special sensor, or requiring each person to carry a device. For 

example, Erickson et al. used a network of embedded cameras along with image processing 

algorithms to track occupants moving from room to room [4]. Beyond imaging, many groups 

simply relied on a combination of door and motion sensors to detect occupancy [5]. Hnat et al. 

went a step further by creating Doorjamb, a system that uses custom sensors combining motion, 

door contact, and ultrasonic range finders to detect and identify occupants via height 
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measurements [2]. Other researchers simply required occupants to carry a RFID tag on their 

keychain or install custom software on their smartphones [6]. Finally, Ghai et al. suggested that 

there are readily available sources of occupancy information in office buildings such as area 

entry points, Wi-Fi routers, desktop calendars, and instant messaging clients [3]. 

 In terms of activity sensing, several groups have offered very interesting approaches for 

detecting complex activities. For example, Froehlich et al. installed a single pressure sensor on 

the basement water pipe to predict different water use scenarios [7]. They were able to infer 

when residents were using the dishwasher or taking a shower with high accuracy. Cohn et al. 

carefully placed a microphone next to the home gas pipe’s relief vent to predict gas usage down 

to the appliance level [8]. Finally, Chen et al. used sound sensors outside bathroom doors to infer 

activity occurring inside the bathroom [9].  

 All of the aforementioned approaches are considered intrusive because they require 

additional setup and access to data which is not expected to be available to service providers. 

Therefore, while we do not mirror any of their experimental setups, we still are able to draw bits 

and pieces from their algorithms and overall approach.  

Non-intrusive Approaches 

 Most prior work in academia have focused on intrusive approaches. However, since 

2012, some non-intrusive approaches to occupancy inferencing have emerged. Chen et al. uses a 

thresholding and clustering based algorithm with power mean, range, and standard deviation as 

features to infer binary occupancy [10]. Their method requires no training data and is able to get 

about 90% accuracy for their test homes. Kleiminger et al. also utilizes a similar approach while 

considering a wider variety of features, classifiers, metrics, and test environments [11]. They add 
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support vector machines (SVM), hidden markov models (HMM), and nearest neighbors (KNN) 

to their classification toolbox and also calculate a Matthews correlation coefficient for each of 

their six target households. They were able to obtain up to 86% accuracy when predicting binary 

occupancy for some of their target households. Both groups’ research are very applicable to our 

goals, but ultimately we require a more complex model in order to make sophisticated 

inferences. They also do not combine data from multiple sensor streams and evaluate the 

resulting change in model performance.  

Non-intrusive Load Monitoring 

 Finally, the last area of related work is the field of non-intrusive load monitoring (NILM). 

NILM is relatively well established; it was invented in the early 1980’s by George Hart and his 

cohorts at MIT [12]. The main idea is to take an aggregate power trace and break it up into 

individual traces that represent the power consumption for each group of appliances. Over the 

years, groups have suggested a variety of approaches to disaggregate loads. For example, some 

researchers take a supervised approach where they feed their system pre-labelled power traces 

for certain appliances. Others take an unsupervised approach, which needs no training data, but 

can only label output traces as Appliance A and Appliance B instead of microwave and 

television. There are a myriad of other dichotomies in terms of approaches within the NILM 

community [15, 16, 17]. 

 NILM has a logical application to occupancy inferencing; by obtaining individual traces 

for different appliances, we can ignore the background appliances that are always on regardless 

of occupancy or activity, and thus end up power data that more accurately maps to changes 

occurring in a given space. Lisovich et al. apply NILM to detect various activities around a 
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household and can get 97% accuracy when predicting binary occupancy [3]. Molina et al. uses 

self-labelled plots to demonstrate the potential for disaggregation to reveal occupancy 

information, but do not actually test their methods against ground truth [14]. We utilize the 

power of NILM techniques in our own work to clean up power data by removing consumption 

unrelated to occupancy changes.  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Chapter 3 - Experimental Setup 

 In order to investigate the previously proposed inferencing problems, we established 

laboratory-scale testbeds in each test setting. These testbeds reside in environments with constant 

human interaction, which provide the unpredictable real-life artifacts that simulations cannot 

accurately mimic. Both the home and lab where we make our inferences are outfitted with a 

variety of sensors which can be split into two categories: primary and ground truth. Primary 

sensors are the ones that provide data used for occupancy inferences. Ground truth sensors are 

the ones that keep track of the correct answers to our occupancy problems so that we have 

something to compare our predictions to. An example of a primary sensor is a smart electric 

meter for sensing the aggregate power consumption of a space, whereas an example of a ground 

truth sensor is a door contact sensor for detecting when a door opens or closes.  

 In the following chapter, we will describe the details of each testbed, starting with the 

university lab, followed by the single family home. For each setting, we will cover the building 

characteristics, data collection architecture, sensor details, and datasets acquired.  

Lab Characteristics: 

 The first testbed is a 1200 sq. ft. university lab which has twelve regular student 

occupants and a few occasional visitors. It consists of several student desks, a meeting area, a 

server room, and a main workbench. Electrical appliances in the lab include: several computers, 

peripherals, soldering equipment, a heat chamber, water dispenser, mini-fridge, laser cutter, and 

various other tools used in research experiments. All of the lab’s plug outlets are connected to a 

dedicated breaker panel inside the lab, whereas the ceiling lights are connected to an external 
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panel managed by the university’s facilities department. Finally, the lab has a thermostat for 

adjusting temperature settings, but all HVAC facilities are located in an external, centralized 

location, maintained by building administrators.  

- Primary Sensors: 

 This testbed is outfitted for sensing whole-space power consumption and whole-space 

network activity. For measuring power consumption, a Veris e30 branch circuit monitor is 

connected to the main breaker panel. This device uses current transducers to monitor power, 

power factor, and current for up to 42 100A branch circuits. The lab has 20 branch circuits and 

the three measurements are taken every 2 seconds for each of them.  

 The ceiling lights are externally connected, but their power consumption still needs to be 

accounted for because it represents a significant percentage of the whole-space total. We use the 

light sensor inside a HSM-100 Z-Wave Multi-Sensor to measure the level of light in the lab, 

which is reported as a value from 0 to 100. We then use that number to scale an estimated value 
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Figure 3.1: Diagram of laboratory’s electrical channels. 



for the overall ceiling light consumption. To estimate the overall consumption, we count the 

number of fluorescent tubes installed and then multiply that number by their individual power 

ratings found on a manufacturer datasheet.  

 For sensing whole-space network traffic, we run a software package called FireSense on 

the lab’s firewall. The firewall is located on the lab’s gateway node, which connects internal 

internet devices to the campus network. We use a free and open source firewall called PFSense, 

which is built on top of the FreeBSD operating system. FireSense collects certain network 

statistics from PFSense and then sends the information to a remote data storage server. The 

statistics collected are number of peers connected, number of TCP packets incoming/outgoing, 

and maximum size of TCP packets incoming/outgoing. To filter the massive amount of 

information collected, FireSense uses TShark, a program used to capture, monitor, and extract 

information from a device’s network packets.  

- Ground Truth Sensors: 

 Accurate ground truth is necessary to train and test our occupancy inferencing 

algorithms. Because these experiments run for an extended period of time, manually keeping 

track of occupancy changes is just not feasible. Therefore, we implemented a system of 
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additional sensors to facilitate the process of annotating ground truth. Like primary sensors, these 

ground truth sensors measure and detect occupancy related events, but unlike them, they can 

provide information that is not usually accessible to external entities. From the information 

gathered, we combine inference algorithms, intuitively designed rules, and manual analysis to 

come up with an accurate ground truth trace. The five main components of the lab’s ground truth 

system are as follows: 

1. Door Sensor - There are two Aeon Labs Z-Wave door sensors, one attached to each of the 

lab’s main doors. They generate an event every time a door is opened or close and 

communicate that event via Z-Wave protocol to the Vera gateway described below. Door 

events generally correspond to occupancy changes, but their are several exceptions to that 

rule. For example, multiple people may walk in or out at the same time. Another outlier 

scenario occurs when people hold the door open just to talk to someone standing outside. 

Therefore, just door sensor information is not enough to create accurate ground truth. 

2. Motion Sensor - There are six motion sensors deployed around the lab. These motion sensors 

are passive infrared sensors and are included as part of the HSM100 Z-Wave Multi-sensor. 

When motion is detected in front of them, these sensors send periodic events to the Vera 

gateway. We can use motion data to refine our ground truth trace wherever there are 

inconsistencies. 

3. Light Sensor - Each HSM100 Multi-sensor also has a light sensor which provides readings 

from 0 to 100. Like motion events, the light level can be used to correct errors in our ground 

truth trace. For example, when the lab is completely dark, we know that there are no 
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occupants in the lab. Anywhere in the ground truth trace where this is not the case is a 

potential error.  

4. Home Automation Gateway - The Aeon Labs and HSM100 sensors are all connected to a 

central home automation gateway known as Vera. Vera is a linux based WiFi router with an 

open web services API. It communicates with sensors via the Z-Wave networking protocol. 

Mi Casa Verde packages each Vera with an intuitive online dashboard, through which you 

can add and configure sensors, as well as write automation scripts set to run whenever a user 

defined trigger occurs. For example, all it took was five lines of Lua code for the Vera to 

send a special message to the camera script every time a door open trigger was received.  

5. Network Cameras - There are two Sony SNCRZ50N network cameras attached to the 

ceiling, each pointed at an entry/exit door of the lab. We wrote Lua scripts on the Vera 

gateway to take an action every time it receives a door event from the door sensors. These 

scripts instruct the gateway to send a door identification and open/closed status message to a 

server running in the back room on every event. The back room server then contacts the 

corresponding network camera to start snapping photos every half a second until the close 

event for that door is received. These pictures are then stored in a folder labeled by the time 

the door was initially opened. We manually analyze the pictures collected to create an 

accurate ground truth trace. This method is time consuming but the most robust in terms of 

capturing special cases where automated approaches would fail.  

!
!
!
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Home Characteristics 

 The second testbed we consider is a 2500 sq. ft. single-family house with three primary 

residents, located in a suburb of Los Angeles. In addition to a one story main living area, the 

house has a detached recreation room, two car garage, swimming pool, front yard and back yard. 

The main space and recreation space are each served by its own external HVAC unit and the 

lawn is watered by an automated sprinkler system. Finally, the pool has an automated pumping 

and heating system. 

- Primary Sensors: 

 This testbed is outfitted for both whole-space electricity and water consumption sensing. 

In terms of electricity consumption, this testbed requires a separate smart meter to be installed 

because readings from the original meter is not accessible by the consumers. Therefore, the main 

breaker panel was instrumented with an eGauge energy meter which can support measurements 

of up to 480Vac/277V for 3 voltage channels and up to 4800A for 12 current channels. Power 

can be calculated from any combination of voltage and current channels and can be configured 

through the device. Each eGauge meter includes a built-in web server and an open web-services 
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Figure 3.3: Setup and photo capture process of network cameras in lab testbed. Figure 
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API, through which data can be polled up to once a second. We collect voltage readings for each 

of the two split-phases, real and apparent power for the entire house, and real power for each of 

house’s separate circuits. The house has a common split-phase electricity supply which is rated 

for 200A. 

 In addition to electricity, homes are typically served various others utilities, each with 

their own unique response to occupancy changes. Intuitively, overall water usage gives insight 

into the number of occupants or the types of activities occurring in a given space. Our second 

testbed is outfitted with an ultrasonic water flow sensor near the main water entry point. The 

sensor is a Shenitech STUF-200H meter which provides accuracies of 1% of the velocity reading 

and can handle flow rates of up to 52 ft/s. It is connected to the home network and appears as a 

server where it can be easily queried by other devices around the network.  

- Ground Truth Sensors: 

1. Door Sensors: The front door and the garage door are instrumented with door contact 

sensors which generate an event every time they are opened or closed. These events are 

useful, because we can deduce when occupants are entering or leaving the house by 

studying the timing of those events. As in the lab setting, these sensors communicate 

directly with a Vera home automation gateway.  

2. Motion Sensors: There are multiple Z-Wave HSM100 Multi-Sensors deployed around the 

house. In this setting, we only consider the motion capabilities of this multi-sensor. From 

only motion data, we can estimate the minimum occupancy level at any time.  For 

example, simultaneous motion events in two disjoint areas most likely means that there 
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are at least two occupants currently in the residence. By combining this information with 

door data, we make our ground truth trace even more robust. 

3. Home Security System: The testbed also includes a standard home security system which 

can be armed/disarmed. The security system is registered with the Alarm.com web service 

which can send alert emails when the system is armed or disarmed. These emails are later 

analyzed to provide yet another source of ground truth information not available with just 

door and motion sensors.  

4. Network Cameras: There are fourteen Foscam IP cameras installed at various points 

around the home. Unlike the Sony cameras which snap photos on door events, these 

Foscam cameras record photos every time it detects motion in its vicinity.  These photos 

are visually inspected to fix any ambiguous sections of the algorithmically created ground 

truth trace. 

 Software Infrastructure: 

   Elements of a testbed can be compartmentalized into three main categories: sensors with 

various interfaces, data-sinks with storage, visualization, and analytic capabilities, and a sensor 

manager which facilitates the movement of data between sensors and sinks. We designed our 

sensor manager software to be able to support any off-the-shelf sensor as well as third party 

applications and services. The manager is also designed to run seamlessly even in the face of 

network problems, API rate limits and server crashes.  

 There are currently two versions of this software sensor manager, one operating in each 

testbed. The lab testbed is running LabSense while the home testbed is running SAM (Sensor 

Actuator Manager). SAM is the newer version of the two, but both have similar functionality. 
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Both managers are written in Python and have a multi-threaded plug-in architecture. This means 

that each type of sensor and data-sink has its own plug-in. For example, if there are multiple 

sensors of a given type, then multiple instances of that plug-in are launched, each with its own 

thread. Furthermore, the software is written with an object oriented approach for additional 

flexibility. For example, changing a communications protocol for a specific sensor is as simple as 

changing a few lines of code within its corresponding plug-in. At its core, SAM and LabSense 

connect sensor plug-ins to data-sink plug-ins to initiate the movement of data.  

 In our testbeds, we currently have three data-sinks configured: Xively, SensorAct, and 

File I/O. Xively is a cloud data storage site with an online dashboard that has features such as a 

visualization graph and triggers. A snapshot of the Xively dashboard is shown in Figure 3.5. It 

also has a REST API, through which historical data can be programmatically extracted for 

further analysis. SensorAct is similar to Xively, but was developed in-house, and therefore runs 

on a virtual machine in the lab. SensorAct’s benefit is that it doesn’t have any of the API rate 

limitations that Xively has. In addition to sending data to SensorAct and Xively, the sensor 

manager also saves data on the local filesystem. This helps prevent a loss of data as the manager 

can later upload data, which may have been blocked by network problems.  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Figure 3.4: Software architecture for both testbeds. The middle layer was developed in-
house and handles data flow between sensors and their data-sinks. Figure 
acknowledgement to Mani Srivastava.  



Data Collected: 

 Each testbed has been running and gathering data for about 1.5 years now. The ground 

truth curation process requires extreme diligence and takes a significant amount of time. 

Therefore, while we have collected data for a long period of time, we only consider around 4-5 

weeks worth of data for each testbed’s inferencing problems. For the home setting, we have data 

from July-August 2013, and for the lab setting, we use data from both March-April 2013 and 

January-February 2014.  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Chapter 4 - Methodology 

 In the following chapter, the entire process we use to make inferences will be described 

in detail. As a brief overview, the process is ordered as follows: 1) data pre-processing 2) ground 

truth processing 3) feature extraction 4) training and testing split 5) model training and cross 

validation 6) applying algorithms to testing set 7) comparison to naive strategy. 

Sensor Data Pre-Processing: 

 The first step of the process is to pull relevant sensor data from Xively or another storage 

service.  This data needs to be in CSV format so it can be easily read into MATLAB. Data 

reformatting can be done manually in Excel using their split functions or programmatically using 

Python. Because the web app used to pull data from Xively limits the amount of data 

downloaded per HTTP GET request, a large number of files are required to form the complete 

dataset. Therefore, we wrote a simple Python script to automate the process.  

 Out of all sensing modalities in both testbeds, the electricity sensing modality in the lab 

setting needs extra processing in order to obtain aggregate reactive power data. Real power and 

power factor readings from each of the 21 channels monitored by the Veris meter are extracted 

from Xively. These readings are then combined to form reactive power readings the relationship 

shown in Figure 4.1. Finally, readings for each type of power are summed together across the 

same time slot to form two aggregate time-series (real and reactive power). All other sensing 

modalities are already available in aggregate form, so no additional processing is needed.  

!
!

!19



!
Ground Truth Extraction: 

 The next step involves annotating an accurate ground truth trace. To do so, we manually 

inspect photos taken by the network cameras in each setting. In the lab setting, we have 

encountered a few issues with the pictures collected by the network cameras. For example, 

sometimes the door open event is received by the camera server later than usual, so the subject 

entering or exiting the space is out of view by the time the camera starts snapping photos. To fix 

events like these, we keep track of the identity of each occupant entering or exiting at every door 

event. Therefore, if we see an occupant enter the room twice without ever leaving, we can assign 

him or her to exit during an ambiguous intermediate event. We can also use data from the other 

ground truth sensors to help clarify these events.   

- Ranged Occupancy Binning: 

 In terms of ground truth, binary occupancy and fine grained occupancy are 

straightforward. However, for the lab setting, instead of predicting the exact number of people in 

the lab, we predict occupancy in terms of ranges. Ranged occupancy prediction is more 

challenging than binary occupancy prediction but also more feasible than predicting the exact 
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Figure 4.1: Relationship between real, reactive, and apparent power as 
well as power factor.



number of people, especially when dealing with many occupants. The aggregate power 

measurement of the lab fluctuates too much for us to be able to flawlessly capture the changes 

that correspond to a single person coming in or out of the lab. Furthermore, sometimes people 

come in the lab but do not interact with any appliances, and therefore remain invisible to our 

model. In such cases, attempts at predicting the exact number of people would fail. 

 Therefore, in order to better understand the occupancy trends of the lab, we binned a 

month’s worth of ground truth into 12 different bins (12 being the number of permanent students 

in the lab). We then combined the bins into 4 larger bins in order to create a more equal 

distribution of instances in each occupancy level. The occupancy ranges that were chosen based 

on the binned data are: 0, 1-3, 4-7, 8+ and will be referred to as occupancy range #1 through #4 

in later sections.  

 The ground truth we have from manual annotation corresponds to the exact number of 

people. In the home setting, we keep the original ground truth trace as well as create a binary 

occupancy copy. In the lab setting, we convert the ground truth trace into two separate copies: a 

trace of ranges and a binary version.  

Feature Extraction: 

 Once time-series data for all sensing modalities and ground truth have been pre-

processed, they are read into MATLAB for further analysis.  MATLAB was chosen for feature 

extraction because of its rich set of built-in mathematical functions. First, a series of consecutive, 

non-overlapping time windows are applied to the sensing data time-series. These time windows 

can be of arbitrary length, but we mainly use 1 minute and 5 minute windows. The best window 
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sizes contain enough points to extract interesting features but are also small enough to capture 

occupancy-related changes as they happen.  

 From each time window we extract various time and frequency domain features. 

Common statistical features such as mean, median, and standard deviation are calculated for 

each window, as well as frequency domain features such as spectral entropy, spectral energy, and 

frequency peak. Furthermore, 19 power clusters are included as features for experiments 

involving electricity data. These power clusters are binary in nature: 1 represents that a certain 

power cluster is on for a given time window while 0 means its off. More details about this 

clustering procedure is provided in the subsection below. Finally, hour of day and time of week 

are added to the feature set for each time window. These temporal features help the model learn 

periodic events which may look like outliers otherwise. An exhaustive list of features is provided 

in Table 4.1 and an example dataset is shown in Table 4.2. In the table, mean difference and 

spectral energy difference are computed by taking the difference between those values for the 

current window and their values for the previous windows. 

 

Type Feature Names Number of Features per 
Modality

Temporal Time of Day, Day of Week 2

General Mean, Median, Std Dev, Min, 
Max, Range, Mean Diff

6

Frequency Entropy, Energy, Freq Peak, 
Energy Diff

4

Clusters (electricity) Cluster activations 19
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Table 4.1: All features extracted from each time window. 



!
- Hierarchical Clustering: 

 Different types of appliances have different combinations of real and reactive power 

consumptions. By using an unsupervised clustering mechanism, we can group different types of 

appliances present in a given space. Once the clusters are determined, we can calculate which 

appliance clusters are activated at any given time by inspecting the real and reactive power 

readings. Figure 4.2 is an example of appliance clusters on a graph of real vs. reactive power:  

!

Hour of 
Day

Feature 1! Feature 2 Feature 3 Feature 4 etc. Ground 
Truth

Time 
window 

#1

7 1.234 10.154 0.991 0 … 1

Time 
window 

#2

7 2.345 100.231 0.782 1 … 3

Time 
window 

#3

7 2.142 58.992 0.827 1 … 3

Time 
window 

#4

7 1.982 52.964 0.504 0 … 2
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Table 4.2: Example dataset fed into MATLAB after pre-processing steps. 

Figure 4.2: Plot of real and reactive power readings proving the 
existence of distance appliance clusters. (Source: NIALM: Promise 
and Practice, Ziefman & Roth, Fraunhofer USA, Mar. 2012) 



 The clustering algorithm we use is an agglomerative hierarchical clustering approach. 

Agglomerative means that each observation starts in its own cluster and then clusters are 

combined as you move up the cluster tree. To decide which clusters to combine at each step, we 

need a dissimilarity metric for sets of observations and a linkage criterion which combines the 

distances of observations in the sets to form an overall dissimilarity value of the sets. 

 The dissimilarity metric chosen heavily influences the shape of the clusters formed.  We 

choose the Mahalanobis distance, defined in Equation 4.1, where x is the new observation, µ is 

the mean of a set of observations and S is the covariance matrix:  

For the linkage function, which measures the distance between two clusters C1 and C2, we use 

the mean linkage clustering method which is defined in Equation 4.2. 

We require that each valid cluster contains at least 5 members. After the clustering process is 

complete, each real and reactive power combination in our power traces is defined in terms of 

the closest cluster center, and the corresponding cluster is said to be activated.  

Training and Testing Split: 

 After constructing a complete dataset, we split it in two subsets, one for training a model 

and the other for testing the performance of that model. Usually the training set is chosen to be 

significant larger than the testing set; larger training sets usually lead to more robust models 

because it captures as much potential variance in the testing set as possible. A full investigation 

of the effect of training set size on model performance is provided in the Results section. We use 
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a leave-one-out approach to split our datasets: keep one day’s data for testing and use the rest for 

model training. 

Model Creation: 

 The core step of every machine learning process is building a model through which we 

can make predictions. With our training sets in the correct format, we can now learn a model via 

a plethora of algorithms. Our inferencing goals can be framed as either a classification problem 

or a structured prediction problem.  

- Weka Classifiers: 

 Classification aims to identify the class label for a new observation, based on a training 

set of data where class labels are known. Our strategy is to try out several classification 

algorithms and compare their performances. Out of all the publicly available machine learning 

libraries, we use Weka, a free machine learning toolkit created by the University of Waikato, 

because of its ease of installation, inclusion of major classifiers, and intuitive GUI. Within Weka, 

we consider their implementation of the following classifiers: NaiveBayes, Random Forest, 

Decision Tree, Multilayer Perceptron, and k-Nearest Neighbor. Creating and testing a model is as 

easy as selecting one of the built-in classifiers, tuning its parameters, providing a testing set, and 

clicking “Start”. Weka acts like a black-box to the extent that it abstracts away the details of each 

classifier’s implementation. 

 Classification algorithms are powerful, but they do not take into account the sequential 

nature of time-series data. In classification, a set of features within a certain time slot is 

considered separately from another set in its neighboring slot. However, when considering 

occupancy levels, it is more probable for occupancy to change from level 1 to 2 to 3 and finally 
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to 4, instead of jumping from 1 to 4 abruptly. Structured prediction algorithms takes into account 

these probabilities and other information to predict the evolution of a sequence of class labels. 

Two popular sequence models are Conditional Random Fields and Hidden Markov Models.  

- Conditional Random Fields: 

 Conditional Random Fields (CRF) is a commonly used discriminative model to segment 

and label sequences. Its usefulness lies in the fact that it does not require the two independence 

assumptions of HMM: 1) the present state only depends on its immediate predecessor, 2) the 

present observation only depends on the present state. Because it makes less assumptions, CRF is 

able to adopt more complex feature sets by modeling the posterior probability instead of joint 

probability. When making predictions under the CRF model, the output sequence which 

maximizes the posterior probability will always be chosen. We adopt a standard toolkit called 

CRF++ in our experiments. 

- Hidden Markov Support Vector Machines: 

 Hidden Markov-Support Vector Machine (HM-SVM) is another discriminative model 

that we considered. It was chosen for its capacity to combine the strengths of Support Vector 

Machines and Hidden Markov Models to potentially obtain better results than each of the 

methods could individually. The features we chose to use with HM-SVM are related to the first-

order transition and zero-order emission properties of traditional HMM. To implement HM-

SVM, a package called SVM-HMM was used. 

Parameter Search & Cross Validation: 

 Each machine learning algorithm has a set of parameters that can be tuned to create better 

models. The choice of parameters depends strongly on the nature of the data. To find the best 
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parameters, we employ a grid search approach: each parameter is given a range of possible 

values and a step size and then all possible combinations of parameters are tested. The 

combination that performs the best on the training set is used when evaluating the testing set.   

 When testing each combination of parameters, ten-fold cross validation is used to ensure 

the model is not strongly affected by potential outlier days. Ten-fold cross validation splits the 

training set into ten equally sized parts. Each part is individually considered the testing set while 

the other nine parts are used for training. Performance metrics are calculated under each iteration 

and afterwards, all ten values for the same metric are averaged.  

Model Comparison: 

 To evaluate and compare the performance of each model, several corresponding metrics 

are proposed in this section to measure the ability of each model to make different types of 

inferences. 

1. Binary Classification Error: For the binary occupancy inference problem, we consider the 

following metrics: Average Precision (TP/(TP+FP)), Average Recall (TP/(TP+FN)), and 

Average F-1 score ((2*Precision*Recall)/(Precision+Recall)), where T, F stand for True and 

False and P, N stand for Positive and Negative. In the binary occupancy scenario, positive 

and negative refer to predictions of “occupied” and “unoccupied”. Furthermore, in all our 

experiments, an instance is a single time window considered in our dataset. Higher values 

for these three metrics indicate more ability for a model to make accurate predictions for 

both of the classes. Weka provides all three of these metrics on its standard output.  

2. Ranged Occupancy Error: For both the lab and home settings, we used our models to predict 

the level of occupancy, either the exact number of occupants or a previously determined 
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ranges of values it lies in. We used the former for the home deployment where the maximum 

number of occupants is small, and the latter in the case of the laboratory where the 

maximum number of occupants is large and a coarser measure of occupancy level is more 

useful. For the purposes of error analysis, we approach this ranged occupancy problem as 

one of regression. A common metric for regression is the mean absolute error between the 

predicted and actual values of the estimated variable. To handle the case of occupancy 

ranges, we represent each range by its center value. When expressed in terms of errors in 

classification, the error metric can be expressed as in Equation 4.3, where mismatches 

between classes are weighed by the distance between them, and we therefore refer to the 

error metric as weighted error. Weka has an option for cost-sensitive evaluation, where we 

provide a cost matrix representing distances between classes and an Average Cost value, 

which is the same as our Weighted Error, is provided in the standard output.  

3. Confusion Matrix: A confusion matrix is useful for inspecting whether or not the model is 

confusing different classes for one another. The columns of the matrix represent the number 

of instances in a predicted class, while the rows represent the number of instances in an 

actual class. Figure 4.3 below is an example confusion matrix from one of our experiments. 

These matrices provide a more detailed analysis than just considering accuracy, especially if 

class sizes are unbalanced. For example, consider a dataset which contained 95 class 1 

instances and only 5 class 2 instances. A  classifier which solely predicted class 1 would 
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have an accuracy of 95% but would not provide any knowledge of the 0% prediction rate for 

class 2. 

!
!
Naive Strategy Comparison: 

 In addition to comparing various algorithms to each other, we compare all methods to a 

“naive strategy” where no sensor information is used when making occupancy predictions. The 

naive strategy is important to consider because it provides a benchmark for our classifiers. For 

the lab setting, the strategy works as follows: for weekdays, it predicts that occupancy is in range 

#3 from 9am to 6pm, range #2 from 6pm to 10 pm, and range #1 during all other times; for 

weekends, it assumes that occupancy is in range #2 from 12pm to 6pm and range #1 during all 

other times. This strategy was designed based on prior knowledge about our lab’s occupancy 

trends. For the home setting, the naive strategy predicts the following: during weekdays, 

everyone is present throughout night and absent from 7 am to 6 pm; during weekends, the home 

is occupied by all three residents at all times. Binary occupancy can be easily converted from the 

above assumptions. 

!
!
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Figure 4.3: Example confusion matrix. Columns represent 
predictions while rows represent actual classes. 



Chapter 5 - Results and Analysis 

 In this chapter, we will provide all of our experimental results and offer corresponding 

thoughts. First, we analyze the binary occupancy experimental results for both the home and lab 

settings, followed by the fine/ranged occupancy experiments. Next, we discuss the advantages of 

using clustering to generate additional features. Finally, we provide a comparison of different 

training set sizes. 

Binary Occupancy Results: 

- Lab Setting: 

 For binary inference, we used a 5-minute time window for feature extraction and 

performed five-fold cross validation while averaging the five resulting values to obtain the final 

score. We compared the results obtained from the following scenarios: only electric data, only 

network traffic data, both electricity and network traffic, only time information, and the 

previously defined naive strategy.  

 The results depicted in Figures 5.1, 5.2, and 5.3 show that our methods can predict binary 

occupancy very well in the lab setting. Any algorithm with precision, recall, and f-measure 

scores of 0.9 or above performed exceptionally well compared to the naive strategy’s scores of 

about 0.7. When just considering time information, the machine learning algorithms performed 

better than the naive strategy, but the results proved that sensor data is still needed in our 

approach. These high scores were expected because, intuitively, binary occupancy is easy to 

predict with the features that we have. Specifically, by taking into account the time of day and 

the light levels, we can already predict with high confidence when the lab is occupied or not. 
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Figure 5.1: Precision scores for binary occupancy inference in lab setting

Figure 5.2: Recall scores for binary occupancy inference in lab setting

Figure 5.3: F-1 scores for binary occupancy inference in lab setting



- Home Setting: 

 For the home setting, we compared the results obtained from the following scenarios: 

only electric data, only water flow data, both electricity and water flow, only time information, 

and the previously defined naive strategy. Results are shown in Figures 5.4, 5.5, and 5.6. 

 Except for the Naive Bayes algorithm obtaining very low Recall and F-measure scores, 

most algorithms performed very well, obtaining scores above 0.9 for all three metrics, when 

considering electric and/or water flow data. Once again, they provide a benefit over the method 

of only considering time information. The Naive Strategy performed as well as any other 

approach when it comes to Precision, but did not result in high Recall or F-measure scores. 

Therefore, including sensing modalities in our process improves its inferences, and for the binary 

inference experiment, data from both settings have shown that a combination of sensing 

modalities will only strengthen our models.  

!
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Figure 5.4: Precision scores for binary occupancy inference in home setting



!
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Figure 5.5: Recall scores for binary occupancy inference in home setting

Figure 5.6: F-1 scores for binary occupancy inference in home setting



Ranged/Fine Occupancy Results: 

- Lab Setting: 

 The ranged and fine occupancy experiments were conducted largely in the same way as 

the binary occupancy experiments. The main different is that we supplied a cost matrix to Weka 

and recorded the weighted error, where lower values indicate better performance. Some 

algorithms perform worse when both sensing modalities are combined, but for the most part, 

there is a noticeable improvement as you consider more modalities Figures 5.7, 5.8. Once again, 

our results prove that sensor information is crucial as sensor-included experiments obtain lower 

error compared to the naive strategy and only time information experiments. 

 For the combined electricity and network traffic experiment, we also evaluate the two 

structured prediction algorithms: CRF and HM-SVM. We chose this exact experiment to 

evaluate these two algorithms because it provides the richest sensor information as well as room 

to improve in terms of weighted error. As shown in Figure 5.7, the CRF model performs the best 

among all algorithms with a weighted error of 0.56 and the HM-SVM performs third best with a 

weighted error of 0.69. These results support our initial hypothesis that considering the time 

evolution of the occupancy count provides valuable information, not captured in the other 

approaches which consider each observation set individually.  

!
!
!
!
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- Home Setting: 

 The home setting was interesting because of how regular the residents’ schedules were. 

This periodicity is captured in the low errors for the naive strategy and the experiment where 

only time information was considered. Except for the Naive Bayes algorithm, all algorithms 

performed better in the electricity-only and the combined sensors experiments than in the sans-

sensor experiments. These results are shown in Figure 5.8. 

 The water-only experimental results were interesting because some classifiers performed 

even worse than in the sans-sensor experimental results. To understand why this may be the case, 

we inspected Figure 5.9, a trace of water consumption for several days. Intuitively, and as 

reflected in the trace, water consumption has a sparse nature; usually there is insignificant water 

flow, but every once in a while, the water flow reading spikes when some utility using water is 

turned on. Therefore, water flow is not very informative if occupants are not constantly using 
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Figure 5.7: Weighted error values for ranged occupancy inference in lab setting



water, and its usefulness lies in its power to help disambiguate occupancy events that are 

invisible to the electric meter.  

!
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Figure 5.8: Weighted error values for fine occupancy inference in home setting

Figure 5.9: Example water consumption trace from the home testbed. Shows 
the sparsity of water events



Clustering Analysis: 

 Earlier, we hypothesized that using clustering to split aggregate power consumption into 

separate traces would help our models better predict occupancy states. In this section, we look at 

some informative plots concerning clustered power data as well as a comparison of two 

experiments, one involving clusters and one without them.  

 Figure 5.10 shows the scatter plot of the real and reactive power over one week with 

ground truth occupancy levels. As observed, there is significant overlap in various regions of the 

plot. However, as more occupants are present, the corresponding cluster center is shifted up and 

to the right. Moreover, extreme points in the upper and upper right parts of the plot generally 

correspond to higher occupancy levels. From this plot, we expect some of the clusters to struggle 

at distinguishing between occupancy states while others performing well. 

 Figure 5.12 plots the time-series power signals along with three representative time-series 

cluster activations (1 indicates activated). These results show that the clustering process can 

indeed partition the data into groups with different patterns and these patterns are highly 

correlated with occupancy statuses. 

 Finally, we conducted an experiment using power clusters versus one not using any 

clusters. This experiment used the same data as the previous lab experiments - we simply 

excluded certain features from the model training step. The results shown in Figure 5.11 show 

that, except for the Multilayer Perceptron classifier, including clusters does in fact improve the 

models’ performance.  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Figure 5.11: Results for experiments comparing the inclusion of clusters versus a 
no-cluster approach.

Figure 5.10: Scatter plot of real and reactive power readings with occupancy 
states color coded.



!
!
!
!
!
!
!
!
!
!
!
!
!
!
!
Training Set Size Experiment: 

 The purpose of this experiment was to explore how varying the training set size would 

affect our classifiers’ prediction error. For this experiment we varied the number of days included 

in the training set while keeping the testing set at one day. We used the Random Forest classifier 
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Figure 5.12: Overlapped time-series data showing power data, occupancy level and 
cluster activations



with a time window of 1-minute for all choices of dataset sizes. We considered datasets that 

include the following number of days: 3, 5, 8, 10, 15, and 20. 

 We chose 3 days as our testing days. For each testing day we took its preceding 3, 5, 8, 

10, 15, and 20 days and used those days as the training set. We then ran the classifier and 

averaged the weighted error for all three days. The results are shown in Figure 5.13.  

 These results are interesting and show that a large training set may not be ideal. From 

Figure 5.13, we see the error decrease until the training set is about 8 days and then start to 

increase again. This makes sense because a certain day’s power fluctuations is more likely to be 

similar to the power fluctuation of days close by rather than a long time before it. By taking into 

account a whole preceding month’s worth of power data when building a model, we introduce 

extra variation that decreases prediction abilities. On the other hand, by taking into account too 

few days, we do not capture enough of the variation that is required to build an accurate model. 

The optimal point seems to be around a week’s worth of data. 
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Figure 5.13: Average weighted error for different training set sizes



Chapter 6 - Conclusion 

 Our goal in this thesis was to investigate the extent of occupancy information leakage 

from access to sensor sources available to third party entities such as utility providers. Using data 

from a combination of sensing modalities, we were able to make occupancy inferences with 

significantly better than the corresponding naive strategy. As machine learning algorithms 

improve and providers get access to different sensor data from other companies, it is not 

farfetched to believe that more sophisticated inferences such as the ongoing activity or identity of 

occupants in a given space can be made. Because the threat of unwanted inferences is real, the 

academic community must start researching techniques to sanitize sensor data coming from 

private spaces. One idea is to create a sensing system architecture that can balance privacy and 

utility by offering consumers visibility of data flow from their meters to the provider and control 

over a “sensor firewall” which is designed to alter outgoing data in a way that maintains the 

provider’s ability to accurately bill and diagnose problems while preventing unwanted inferences 

from being made.  

 Future work in this area can be considered from several different angles. First, we could 

investigate combining even more sensing modalities and try our techniques with datasets from 

diverse settings. Intuitively, different sensing sources may provide unique relationships with 

occupancy changes, thus further improving the ability of occupancy inference models. Also, if 

our models work just as well with datasets from other settings, then we can conclude that our 

models are robust. Second, we can investigate using the same non-intrusive sensing approach to 

perform more sophisticated inferences, such as the activity going on in a given space or the 

!41



identity of the occupants. These are very hard inferences to make and most likely our process 

will have to be tweaked to adjust for new intricacies. Finally, our current models can be used to 

test privacy preserving masking techniques currently being developed by researchers in 

academia [17]. If their techniques work as advertised, then our models prediction errors should 

rise to the point where the naive strategy would become the best approach.  

!
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