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Computing the Similarity of Profiling Data
Heuristics for Guiding Adaptive Compilation

Thomas Kistler and Michael Fran2

Department of Information and Computer Science
University of California at Irvine

Irvine, CA 92697-3425

Abstract. We present a technique to measure and detect changes in the
behavioral patterns of applications. In a continually dyneunically optimiz
ing system, such information is useful not only to decide which program
parts to optimize, but also which previously optimized program parts to
re-optimize. This leads to a system that is better tailored towards users'
needs than statically optimized systems.

1 Introduction

Lately, several systems have been proposed for dynamic program optimization.
These systems no longer optimize applications at compile time but rather per
form optimizations incrementally while the code is being executed. Besides being
able to optimize portable applications (e.g., Java binaries), these s>^tems have
additional uncontested advantages: they enable intermodular optimizations and
allow optimizations to take into account "up-to-the-minute" profiling data, which
often enhances the code quality beyond what is commonly achievable with static
compilation.

One of the key issues of dynamic optimization is to determine when to opti
mize and what to optimize. Optimizing too aggressively does not pay back the
time invested in code optimization and optimizing too little does not sufficiently
improve runtime performance [HU96]. In most systems, deciding what and when
to optimize is based on counters that measure the execution frequency of code
entities (e.g., basic blocks or procedures). As soon as a counter overflows, the
corresponding code entity is optimized and the profiling code is removed. As a
result, optimized code is no longer monitored and becomes completely static.

In this paper, we argue that in a long-running system in which the behav
ioral pattern might change over time, counters are not sufficient to make good
optimization decisions. In such a situation, previously performed optimizations
might deteriorate the overall system performance as code optimizations have
been tailored towards earlier behavioral patterns. In this case, the application
should periodically be re-optimized and reshaped towards the system's new de
mands [Kis96]. Hence, a good algorithm for making optimization decisions not
only has to be able to pinpoint the most frequently executed program parts,
but also has to be capable of detecting changes in the application's behavior for
triggering re-optimizations. Although the former can be achieved with simple



counters, the latter cannot since counters have no "memory" about earlier be
havioral patterns. To circumvent this, a more advanced model is required, one
of which is described in the following section.

2 Computing the Similarity of Profiling Data

In order to detect both frequently executed program parts and substantial
changes in user behavior, a modification of the traditional approach which uses
counters that trigger an event upon overflow is required. In our system, profiling
data (e.g., counters) is not only simply collected but also logged for at least two
consecutive time steps t —1 and t. Logging profiling data for two consecutive
time steps facilitates comparing the data collected at time step t with the data
collected at time step t - 1 and computing a similarity measure S that reflects
the degree of change between these two time steps. This similarity measure can
then be used to decide what to optimize and when to optimize. In addition,
it can also be used to decide whether the collected profiling data has changed
sufficiently enough to consider re-optimizion.

To define a suitable similarity measure S, we denote the set of profiling data
collected at time step t —1 and t as a, tuple P = (pt,p4_i) of n-dimensional
vectors of profiling values. Each individual component of pt and pt_i contains a
value, such as a path counter or a basic block counter, at time step t £md i —I,
respectively. The similarity measure S{P) can then be expressed as a function
5 : P —» [0,1] that compares the loggeddata at time step t (p^) with the logged
data at time step t —I (pi_i). It returns a similarity value in the range [0,1],
where 0 denotes complete dissimilarity and 1 denotes complete data equivalence.

We first try to define S{P) as a function that computes the geometric angle
a between p^ and Pt-i:

a = arccos
Pt • Pt-i

|Pt| IPf-il

This term has the advantageous property that it is independent of the time
difference between f - 1 and t for it measures the angle between the two vectors
only and disregards the length of the vectors. However, it is not defined in
the situation where pt = 0 and Pt-i = 0. This is the case when the profiling
database is first setup and initialized for a newly loaded application. To eliminate
this problem, we adjust a by adding 1 to the denominator of the term. For
simplicity reasons, we also remove the arccos function. The remaining term is
still continuous descending and allows us to set a threshold for reconsidering new
optimizations:

a = Pt •Pf-i
IPtI jPt-il + 1

However, this function has more undesirable properties: It is very sensitive
to small changes if the length of the vector p is small. As an example, if we



measure the execution frequency of two paths, both paths have been executed
once at time step t —1 (pt-i = (1,1)), and one path is executed once more
between t —1 and t (pt = {2,1)), the resulting a suggests a considerable change
in the profilingdatabase—which of course is true, but an absolute change by only
1 is not sufficient to trigger reoptimization. A better function should therefore
disregard changes smaller than a given threshold. To achieve this, we define a
second term /? that reflects the absolute size of the change:

a |p«-Pf-i|

Note that this term is independent of the dimension of p since the absolute
change is divided by y/n (the unit vector of dimension n has length y/n). We
can now redefine the similarity function S(P) as a combination of the angular
component a and the length component /3:

5(F) =e-(^)'(l-Q) +a

As illustrated in Fig. 1, for large vectors, the function still returns the ge
ometric angle between the two vectors pt and pt_i since it strives towards a.
For small vectors, however, the function strives towards 1 and is less sensitive to
small changes as a result. It even completely disregards changes smaller than c,
a constant chosen to approximate the turning point of the function. By appro-
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priately setting c we can adjust the threshold above which changes in profiling
data get reflected in the similarity measure S (e.g., a procedure is only optimized
if it has been executed at least 100 times in the last time period). Similarly to c,
the constant k can be used to modify the slope of the function. We found that
a value of 8 works quite well in practice.

One last problem remains. The function S{P) always returns 1 for vectors
of dimension 1. However, this can elegantly be circumvented by adding am ad
ditional component n to both pi_i and pt with pt,„ = m, Pt-i,n = rn, and
m ~ 77lflx(pt_i_o» •••1Pt—l,n —1? Pf,Oj •••>Pf,n—l)'

3 Practical Issues

Although, at first, the similarity function S{P) seems expensive to compute—it
requires 3n multiplications and n subtraictions if n is the number of profiling
values—the complexity is not a major issue in practice. The reason for this is
that the similarity function S{P) needs to be computed relatively infrequently
(e.g., once every five minutes) and hence does not noticeably burden the runtime
behavior of the system.

In addition, the disruption of the system can further be reduced by comput
ing the similarity function incrementally. This can be done by splitting the set
of profiling values into several independent smaller sets and then computing the
similarity measure for each set individually. The profiling values can either be
separated by profiling types (e.g., profiling values for path profiling are stored
separately from profiling values that measure the call duration of procedures)
or they can be separated by code entities (e.g., separate sets of profiling values
are maintained for individual procedures of the program rather than one set
of values for each application). Note that the latter not only allows computing
the similarity measure incrementally but also allows detecting changes in the
behavior of smaller sub-program units. Hence, program reoptimization can be
performed on a finer level of granularity. As an example, as soon as the simi
larity mccisure for a single procedure changes, the procedure can exclusively be
optimized and replaced on-the-fly.

4 Related Work

Pioneering research in dynamic program optimization was done by Hansen
(Han74] who first described a fully automated system for incremental code
optimization. In this system, all optimizations are performed on basic
blocks/segments. In order to decide when to optimize and what to optimize,
a counter is inserted into each basic block. Once the counter becomes negative,
the block is optimized and finalized—no backtracking and no "deoptimization"
is allowed. Unfortunately, this results in a less adaptive system that cannot react
to changes in the behavior of application programs.

The Smalltalk-80 system [DS84] uses no counters at all, but rather translates
and optimizes the intermediate code into native code when a procedure is about



to be executed for the first time. The generated code image is then cached
for subsequent invocations. Since optimizations are performed prior to program
execution, profiling data cannot be taken into account. Also, the adaptability
of the system highly depends on how often cached code images are discarded—
which, in the described system, is only the case when the system runs out of
memory.

The Self-93s}^tem [HU96] us^ a simileu" technique to Hansen's system and
uses invocation counts to trigger optimizations. However, in contrast to Hansen's
system, invocation counts decay exponentially over time in order not to prior
itize long-running slow tasks. Although the Self-93 system performs dynamic
optimization, it does not perform dynamic re-optimization. Once a certain opti
mization has been performed, the counters are removed and no further enhance
ments are possible. The system therefore also lacks adaptability.

Digital FX!32 [HH97] is a binary translation mechanism that enables the exe
cution of Intel x86 applications on Alpha microprocessors. An Intel x86 program
is first emulated on the target machine to gather profiling data. Once the appli
cation quits, the profiling data is written to a profile file and is then processed by
a translation server, which translates and optimizes the x86 images into native
Alpha binaries. Since the translation service and the application never run con
currently, programs can only be optimized towards the average system behavior
and cannot adapt to specific user-session patterns.

In addition to simple block counts, the Morph [ZWG+97] system from Har
vard University also uses profiling data collected "on-line" to direct optimizations
toward the most popular parts of the program. Similar to Digital FX!32, however,
the system optimizes applications after execution and hence lacks adaptability
as well.

In contrast to all of the above work, we are currently developing a system
that not only dynamically optimizes programs but also continuously monitors
the system's behavior using the above-described function |Kis96, Pra97]. In case
of substantial changes in the user's behavior, applications are dynamically re-
optimized in the background which leads to a much more responsive and adaptive
system.
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