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 In a brief glance, we experience a rich percept of our visual environment, despite  
extremely limited visual capacity. What contributes to this seemingly paradoxical phenomenon? 
We propose that ensemble perception, the ability to extract statistical information from groups of 
redundant objects, is a substantial contributing factor to rich, complex visual perception. In 
support of this proposal, we demonstrate that ensemble perception includes high-level visual 
percepts, such as multi-viewpoint representations —not merely low-level or texture perception.  
We also demonstrate that ensemble perception can bypass attentional and capacity bottlenecks, 
and successfully function when detailed, single item analysis is unfeasible. Finally, we 
demonstrate that ensemble representations are functionally beneficial to visual perception, 
conferring precision unmatched by single-item analysis and effectively operating when other 
visual processes are impaired. Our investigation of ensemble coding under different visual 
conditions and within different patient populations provides new evidence that ensemble codes 
are fundamental components of conscious visual perception.  
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                                                      Chapter 1: Introduction  

 
Imagine you are at a symphony concert in Saint Chappell. In one fleeting glimpse, you 

recognize the opulence of the gothic design, and you also immediately ascertain whether the 
audience is bored or enraptured. Importantly, there are too many architectural details and 
audience members for you to separately analyze each and every one; nonetheless, you can 
effortlessly extract the resplendence of the environment and the overall emotional tenor of the 
crowd. This scenario highlights the duality of perceptual processing. Our visual system is 
severely limited (Luck & Vogel, 1997; Rensink, Regan, & Clark, 1997; Simons & Chabris, 
2000), and yet we experience a rich phenomenological impression of the world, often referred to 
as the “grand illusion”(Noë, Pessoa, & Thompson, 2000). What are the fundamental building 
blocks underlying our vivid, conscious perceptual experience?  

It is possible statistical summaries are the essential components that comprise perception. 
Recent research suggests that individuals can precisely and rapidly extract ensemble codes, or 
statistical averages, from perceptually-grouped objects (Alvarez, 2011; Ariely, 2001; Chong & 
Treisman, 2003; Jason Haberman & Whitney, 2007). However, to consider that ensemble codes 
are a building block to conscious perceptual experience, ensemble coding must meet certain 
criteria. First, ensemble codes must operate at high levels of object processing. Conscious 
perception is not merely an amalgamation of low-level percepts, but rather encompasses 
complex object-level representations. Thus, if ensemble codes are integral to conscious 
perception, they must necessarily be able to carry the higher-level object representations. 
Secondly, we must be able to extract ensemble percepts, even if the single items constituting the 
ensemble percept are not readily accessible to awareness. Our visual system is not capable of 
simultaneously maintaining a detailed representation of every stimulus in cluttered, complex 
visual scenes (Luck & Vogel, 1997; Mitroff, Simons, & Franconeri, 2002; Simons & Levin, 
1998).Therefore, for ensemble codes to contribute in a substantive way to conscious experience, 
ensemble percepts must be achieved—even under circumstances when single-item perceptions 
are not readily accessible. Finally, we must demonstrate that ensemble codes afford a clear 
benefit to perception, conveying precise information under circumstances when other visual 
mechanisms cannot. The goal of the experiments presented in this dissertation is to address these 
fundamental questions.  

It is well established that ensemble coding occurs for low and mid-level stimuli, such as 
orientation, motion, color, and size (Ariely, 2001; Chong & Treisman, 2003; Parkes, Lund, & 
Angelucci, 2001; Watamaniuk & Duchon, 1992; Webster, Kay, & Webster, 2014). However, it 
remains to be tested whether individuals can extract ensembles from the higher object level 
percepts-- 3D viewpoint-invariant representations. In order to test this possibility, I will present a 
series of experiments in Chapter One that measure visual sensitivity to ensemble information 
about common objects (faces) which were displayed over multiple orientations. If participants 
are able to extract a unified ensemble representation of different faces across viewpoints, this 
may provide a bridge between low-level image-based ensemble coding and high-level scene 
perception (because natural scenes rarely contain homogeneously oriented items). More 
importantly, it would be the best evidence to date that ensemble coding operates at the higher 
levels of visual perception. This study provides evidence that ensemble representations afford 
rich information that is meaningfully relevant to the perceptual experiences of observers, and that 
they are not just restricted to textures or low-level visual processes.  
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If ensemble representations are integral units of perceptual experience, then observers 
should have access to ensembles despite limited access to the individual objects that comprise 
the ensembles. Phenomenologically, rich percepts abound--even when there are too many objects 
to individually process (Noë et al., 2000). Chapters Two and Three present a series of 
experiments testing whether an ensemble percept can be achieved even when clear 
representations of the single constituents are not possible. The perception of each exemplar 
cannot be entirely separated from the perception of the overall ensemble-- in that each item 
contributes to the perceptual gist. However, by studying populations with deficits in single item 
perception (Behrmann & Avidan, 2005), we can begin to dissociate the whole percept from its 
component parts. Prosopagnosics (individuals with deficits in discriminating faces) and 
unilateral neglect patients (individuals with constriction of the spatial field) are inherently limited 
in their perception of individual exemplars (Duchaine & Nakayama, 2005; Mesulam, 1981). By 
observing their performance, we can determine whether an ensemble code can be extracted when 
single-item perceptions are not readily accessible. 
      If ensemble representations are a critical form of perception that underlies much of our 
conscious experience, then we should find that they have clear and measurable benefits even 
when the individual items are not consciously perceived. Mathematically, pooling large numbers 
of noisy samples will necessarily yield increased sensitivity, assuming the noise in the samples is 
somewagt uncorrelated (Alvarez, 2011). Accordingly, in Chapter One, we demonstrate that 
participants were actually more precise at estimating the average of large samples compared to 
viewing a single stimulus in isolation. Across all three chapters, both in typical populations and 
in atypical populations, we demonstrate that ensemble codes afford a tangible benefit when other 
visual mechanisms cannot. Observers precisely perceived group characteristics, at speeds that tax 
the attentional resolution and capacity limits of other visual processes.  

Our results show that ensemble codes are extracted at a high level of the visual 
processing stream: three-dimensional viewpoint-invariant representations. Thus, ensembles 
surpass texture and low-level statistical perception, and potentially contribute to the vibrant, 
object-level representations that are ubiquitous to conscious perception. Furthermore, we found 
that ensemble codes are resilient, and were present even when patients exhibited impaired single-
item percepts. Our finding that ensemble codes survived impoverished single-item percepts 
suggests that ensemble codes have the potential to meaningfully contribute to conscious 
perception. Across all three chapters, we observed evidence for a measurable benefit of ensemble 
coding in perception, even when other visual mechanisms could not provide similarly valuable 
information. Taken together, our series of experiments provide the strongest evidence to date that 
ensemble coding meets several necessary criteria that are required to support rich perception. 
Our findings may be supportive of the premise that ensemble codes are fundamental units 
underlying conscious visual perception. 
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Chapter 2: Ensemble Crowd Perception:  
A Viewpoint-Invariant Mechanism to Represent Average Crowd Identity 
 

There is a duality to perceptual processing. Our visual system is severely limited and yet 
we have a rich phenomenological impression of the world. The limitations we face include 
attentional capacity, speed of neural processing, short-term memory, visual crowding, temporal 
crowding, and change blindness (Duncan et al., 1994; Bentin et al.,1996; Luck & Vogel, 1997; 
Whitney & Levi, 2011; Bonneh et al, 2007; Simons & Levin,1997). Despite the striking 
limitations of vision (and perception in general) that have been uncovered experimentally, our 
subjective visual experience seems rich with detail. What is the content of this rich perception? 
Gist information, which is readily and quickly perceived in scenes (Rousselet et al., 2005; Oliva 
& Torralba, 2006; Potter, 1975), may underlie the subjective richness of perception, and 
ensemble or summary statistical information may be the basic unit of gist perception (Alvarez, 
2011; Haberman & Whitney, 2012). 

The visual system takes advantage of redundancies in the scene by extracting summary 
statistics from groups of similar items. For example, a person viewing a complex outdoor scene 
will probably not examine every leaf on every tree. Instead, their visual system will take 
advantage of redundant leaves and efficiently compute average statistics—such as mean leaf 
color, shape, or size. This type of group statistical analysis is referred to as ensemble coding. 
Such ensemble information may allow the observer to recognize they are viewing a forest or 
even categorize a tree (e.g. conifer or deciduous).Importantly, statistical summaries can be 
generated very rapidly before the visual system has time to localize or discriminate any particular 
individual item in the scene(Ariely, 2001; Haberman & Whitney, 2007; Haberman & Whitney, 
2011). As such, ensemble codes are functionally very useful. Observers may achieve an accurate 
ensemble percept while distracted by another task (Alvarez & Oliva, 2008). Similarly, 
observers can effectively ensemble code while experiencing change blindness (Haberman 
& Whitney, 2011), or while experiencing visual crowding (Fischer & Whitney, 2011). Even 
individuals with neurological impairments, such as prosopagnosia or unilateral neglect, may gain 
access to useful ensemble information, although discrimination of individual faces/objects is 
impaired (Yamanashi Leib et al, 2012a; Yamanashi Leib et al,2012b; Demeyere et al., 2008; 
Pavlovskya et al., 2010).  Because ensemble information is achieved so rapidly and is 
unhindered by many perceptual limitations, it is theorized that ensemble percepts contribute 
significantly to our perceptual awareness of the world including: the updating of visual working 
memory (Brady & Alvarez, 2011), guiding attention (Alvarez, 2011), outlier detection 
(Haberman & Whitney 2010; Haberman & Whitney, 2012), and hierarchical organization in 
scene perception (Alvarez, 2011). 

Importantly, ensemble coding can be successfully accomplished across numerous 
perceptual domains. For instance, observers can accurately estimate the average speed of moving 
objects, the average orientation and position of targets, and the size of items in a set (Dakin & 
Watt, 1997; Morgan et al., 2008; Motoyoshi & Nishida, 2001; Parkes et al, 
2001; Morgan & Glennerster, 1991; Morgan et al., 2000; Ariely, 2001; Chong & Treisman, 
2003). Statistical summary also occurs for faces (Haberman & Whitney, 2007; de Fockert & 
Wolfenstein, 2009), suggesting that summary statistical information may be calculated even at 
the highest level of individual object recognition. However, it remains unclear from previous 
research whether statistical summaries are computed on two dimensional image information or 
on three dimensional viewpoint-invariant representations of objects. 
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Some previous work began to approach this question. For example, Chong & Treisman 
first addressed the question of whether statistical summary is based on merely the physical 
attributes of an object or whether it is based on the perception of an object (2003). They asked 
participants to extract the mean size from a group of circles, and found that participants’ 
estimates were based on a psychological scale (Teghtsoonian,1965) rather than on the geometric 
area of the circle. Additionally, Im & Chong (2009) required participants to make mean 
judgments of size using the Ebbinghaus illusion and found that extraction of the mean was based 
on the perceived size, not the physical size of the objects. 

These results are consistent with the idea that ensembles are formed on object- centered 
viewpoint-invariant representations. However, size illusions (including the Ebbinghaus illusion) 
may occur early in visual processing (Murray et al, 2006; Schwarzkopf et al., 2011), operating 
on two-dimensional image properties. Im & Chong’s results leave open the possibility, then, that 
summary statistical processes are restricted to two-dimensional representations (and their two-
dimensional context) (2009). To address the question of whether statistical summary operates on 
viewpoint invariant representations, one approach is to use real objects or faces. We and others 
have explored statistical summary in faces, and demonstrated that participants are able to 
precisely and efficiently estimate the average expression and identity of a crowd (Haberman 
&Whitney, 2007, 2009; de Fockert & Wolfenstein, 2009; Neumann et al., 2013). Haberman & 
Whitney (2007, 2009) found that participants’ performance degraded when faces in the crowd 
were inverted, scrambled, or contained added noise. This result may suggest ensemble coding of 
high-level face information. However, in all of these experiments, the face images were two-
dimensional, and a summary statistical process that operates over two-dimensional holistic 
descriptions of the faces could account for these results. Similarly, a recent study by Neumann 
and colleagues also demonstrated ensemble identity perception across different photographs of 
celebrities, suggesting that ensemble coding is based on the identity of the members in the 
crowd-- not the photos themselves. However, all of the stimuli had similar “head angle and gaze 
direction” (Neumann 2013). Thus, the question of whether ensemble coding can operate on 
viewpoint invariant representations remains unanswered. 

The goal of our study was to test whether ensemble percepts of crowds are based on 
viewpoint-invariant representations. We tested this by presenting rotated faces one-at- a-time 
during a 900 ms window. This serial presentation serves to approximate the 
natural scanning humans engage in when evaluating crowds. This type of presentation may also 
serve to simulate a crowd streaming past the observer (i.e. students coming out of a classroom, 
passengers disembarking an airplane, etc). Our paradigm required participants to incorporate 
faces from multiple viewpoints into the ensemble percept. We found that observers were able to 
quickly and efficiently perceive the average facial identity in a crowd, even when the faces were 
displayed in different orientations. The results demonstrate that summary statistical perception 
operates on viewpoint-invariant representations of faces. This is the strongest evidence to date 
that ensemble perception can occur at the highest levels of visual object processing. 
Participants 

In Experiment 1, we tested 4 participants. Participants’ ages ranged between 24- 
34 (M = 31 SD = 4.96). In Experiment 2, we tested 4 participants as well (2 participants who 
were also in Experiment 1). Participants’ ages ranged between 21-35 (M = 28 SD = 
6.58). In Experiment 3, we tested 3 participants (3 participated in one or more of the previous 
experiments). Participants’ ages ranged between 24-35 (M = 27.33 SD = 4.93). Each participant 
provided informed consent in accordance with the IRB guidelines of the University of California 
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at Berkeley. All participants were familiar with the three identities of the photographed 
individuals.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.1 Illustration of the 4 different stimulus arrays used in the experiments. Each stimulus 
array began with 3 original pictures. We created 47 morphs in between each picture for a total of 
144 pictures in each array. Panel (A) shows the forward facing stimulus array. Panel (B) shows 
the leftward facing 22.5° stimulus array. Panel (C) shows the rightward facing 22.5° stimulus 
array. Panel (D) shows the leftward facing 90° stimulus array. 
 
 Stimuli 

To create our stimuli, we began with 3 distinct identities (Identity #1, Identity #2, Identity 
#3). We linearly morphed these identities using Fantamorph Deluxe, creating 47 morphs between 
each identity. There were 47 morphs between #1 & #2, 47 morphs between #2 & #3, and 47 
morphs between #3 & #1 (See Figure 2.1).  The original photos were created by photographing 
the individuals rotated at different orientations under uniform lighting conditions. This yielded a 
stimulus array with 144 pictures in total, including the original photos. We created four different 
arrays of stimuli. In one array, the faces were forward oriented (0°); in a second array, the faces 
were oriented at 22. 5° rightward, in a third array the faces were oriented at 22.5° leftward, and 
in the fourth array the faces were oriented at 90° leftward. See Figure 2.1 (Different models were 
used in the actual experiment—but these models preferred not to have their photos published). 
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The maximum and minimum luminance in the pictures was 44.65 & 213.70 cd/m2 respectively. 
The average maximum Michelson contrast was 0.60. Each face subtended 5.06° x 3.53° of the 
visual angle. All stimuli were viewed on a Macbook Pro laptop monitor with resolution of 1152 
x 720 and 60 Hz refresh rate. We used Psychophysics Toolbox (Brainard, 1997; Pelli, 1997; 
Kleiner et al, 2007) in Matlab to present the stimuli.  
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.2. The sequence of trial events in Experiment 1. Subjects viewed sequentially presented 
faces oriented 22.5° leftward (this example shows a set size containing 4 faces). Each face was 
presented for 50 ms with a 50 ms ISI. After the stimuli disappeared, the participant could access 
all 144 faces in the forward facing stimulus array by scrolling the mouse left or right. The 
participant had unlimited time to choose the mean identity of the crowd via mouse scroll. 
Experiment 1 Task 

During each trial the computer program selected 18 faces surrounding a randomly chosen 
mean value. Importantly, the mean face was never displayed; rather, the faces surrounding the 
mean value were displayed to participants. Displayed faces ranged from - 
25 to +25 steps away from the mean, in increments of 10 units (-25, -15, -5, 5, 15, 25 
units around the mean). The temporal order of the displayed faces was randomized. Faces 
of a given value were repeated 3 times in an 18 face display, whereas faces of a given 
value were not repeated when set size was below 18 (see further description of varying 
set sizes below). In Experiment 1, participants viewed sequentially presented faces oriented at 
22.5° leftward. The faces were presented on a white background in the center of the 
screen with a maximum spatial jitter of 2.63° on the x axis and 1.85° on the y axis. The faces 
were drawn from the stimulus array in Figure 2.1b, and the participants were asked to judge the 
average identity of the sequentially presented faces. Each face was presented 
for 50 ms, with a 50 ms ISI. Three hundred and thirty-four ms after the display disappeared, a 
single random test face was presented centrally, and participants adjusted the test face to match 
the mean identity of the crowd by using the computer mouse to scroll through the array of 
stimuli (144 choices in all). Importantly, the array of possible test faces were forward oriented. 
While there were 18 faces in each set, on each trial, we varied the proportion of the faces that 
were visible, such that either 1, 2, 4, or 18 faces were visible (6%, 11%, 22%, or 100% of the set). 
There were 100 trials of each subset condition in Experiment 1, 200 trials of each subset 
condition in Experiment 2, and 100 trials of each subset condition in Experiment 3. Our 
experimental design is similar to a paradigm employed by Haberman & Whitney (2009) used to 
explore temporal ensemble coding. The notable exception is that the orientation of the display 
and test faces were altered in our design. By manipulating the proportion of faces presented, we 
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were able to evaluate whether participants integrated more and more faces as they became 
available. This has the power to rule out random guessing or judging the set of 18 faces based on 
just a small number of displayed faces. To the extent that observers integrated multiple rotated 
faces into a summary statistical percept, their sensitivity to the average of a set of 18 faces would 
have improved with more face samples (i.e. sensitivity to the mean of 18 should improve with 
increasing proportion of the set available). 
Experiment 1 Analysis 

In order to analyze participants’ accuracy for each trial, we used the following 
equation: Error = Mean of the Whole Display (in morph units) – Participants’ Response 
(in morph units).  By calculating the error for each trial in this manner, we were able to 
obtain an error distribution for the each condition.  Next, we computed the mean of the 
error distribution using the following equation: Average Error (AE) =  𝑋(Absolute Value Error 
Distribution) and the standard deviation of the distribution of error using the following equation: 
Standard Deviation of Error (SDE) =  σ(Error Distribution).This allowed us to assess the 
accuracy and precision of  participants’ responses respectively.  

On each trial, the computer program calculated a mean for 18 faces. If the 
participant based his/her estimate of the mean on all of the available information, the 
error distribution should systematically decrease as more information became available. 
Whereas, if the participant used only a small subset of faces to determine their estimate of 
the mean, their error distribution would remain relatively constant – even when more 
information (i.e., larger number of faces) was revealed. The predicted pattern of error is 
shown in Figure 2.3. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.3. Participants’ predicted error relative to the average of the 18 faces in the set, as a 
function of the proportion of faces that are presented. The X axis in each graph shows the 
proportion of faces from the set of 18 that were visible to observers. The Y axis shows the error 
(inversely proportional to sensitivity). (A) The predicted pattern of errors if the participant bases 
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his/her estimate of the set mean on a single randomly viewed face. In this scenario, if the 
observer uses one face on which to base a judgment he/she will not take new information into 
account. As a result, the participants’ error remains constant even when more faces are revealed 
in the set. (B) The predicted pattern of errors if the participant integrates several faces into their 
estimate of the mean. In this scenario, the participant is incorporating much of the available 
information into his/her estimate of the mean. As a result, their error systematically decreases as 
a larger proportion of the set of faces is presented. 
Experiment 1 Results 

We analyzed participants’ performance relative to the mean of the whole set, and found 
that the averaged group data matched the predicted pattern for ensemble coding. 
When averaging across subjects, we used the formula for Pooled SD. The formula for 
Pooled SD is as follows: 
 

𝑆!! =
𝑛! − 1 𝑆!!   + 𝑛! − 1 𝑆!! +⋯+ 𝑛! − 1 𝑆!!

𝑛! − 1 + 𝑛! − 1 +⋯+ 𝑛! − 1
 

 
Participants’ accuracy and sensitivity increased as more information (i.e., more faces) became 
available. A one-way ANOVA revealed a significant main effect of set size (Accuracy = F (3,9) 
= 19.224, p < .001, ηp2 = .865; Sensitivity  = F (3,9) = 20.623, p < .001, ηp2  = .873). 
Participants performed better as set sizes increased (AE Set Size 1 = 25.97, AE Set Size 2 = 
25.37, AE Set Size 4 =21.72, AE Set Size 18  =16.95; SDE Set Size 1 = 32.19, SDE Set Size 2 = 
31.93, SDE Set Size 4 = 27.74, SDE Set Size 18  = 21.77). To determine whether participants 
were gaining information past four faces, we compared bootstrapped samples (Efron, 1986). A 
comparison of 4 & 18 set size bootstrapped samples revealed that participants were performing 
significantly better in the 18 face condition (6 identities repeated 3 times) compared to the 4 face 
condition for both accuracy (p <.001) and precision (p <.001). This indicated that participants 
increasingly integrated the available information into the ensemble code beyond four stimuli, 
suggesting that much of the multidirectional information was assimilated into the ensemble 
percept. 

We were primarily interested in exploring whether participants can ensemble code 
a large crowd (up to 18 faces), and the subset design allowed us to confirm that 
participants were integrating the available information into their large crowd judgment. 
However, a beneficial property of the subset design is that it also allows us to measure the 
participants’ accuracy and sensitivity when discriminating a single face. The equation 
used for this analysis is:  (Display Error = Display Face Value – Participant’s 
Response). We compared participants’ performance when they were engaged in an ensemble 
coding task compared to a single face discrimination task. In this comparison, the 
participants’ response was not compared to the mean of the 18 faces, but rather 
participants’ response was directly compared to the individual face presented. We 
compared the bootstrapped distributions of single face discrimination versus ensemble 
coding. These revealed that participants were more accurate (p <.001) and precise (p 
<.001) when judging crowd characteristics compared to single face discrimination. These 
results highlight the benefits of ensemble coding. When participants were shown a single 
face for a limited period of time, they only achieved a noisy representation of the face. 
However, as sample size increased, presumably noise was cancelled out and greater 
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precision was achieved. However, an alternative explanation is that increased exposure duration 
affected participants’ performance in both conditions. Although each face was shown for the 
same exposure duration (50 ms), as set size increased, the set of faces was shown for longer and 
longer durations (set size * 50 ms). Thus, the set of 18 faces was shown for the longest total 
duration. Therefore, we ran a second experiment and equalized exposure duration. 
 

Figure 2.4. Group results for Experiment 1. Panel (A) shows subjects accuracy and precision 
relative to the entire set of 18 faces. The negative slope shows the integration of information into 
the ensemble percept. As more information (i.e., faces) became available (X axis), the reported 
ensemble face approached the mean of the 18 faces. Improvement in performance continued 
beyond 4 faces, indicating that at least 4 faces were integrated into the ensemble percept. Panel 
(B) shows that subjects are significantly more precise and accurate when judging the average 
identity of a group of faces compared to judging the identity of a single face. Participants benefit 
from redundancy or noise reduction in ensemble coding, by averaging out the error that might be 
present in single face discrimination. Error bars represent the standard deviation of 1000 
bootstrapped samples. The shaded regions represent the 95% confidence intervals of the 
bootstrapped distributions.  

 
Experiment 2 Task 

This experiment was similar to Experiment 1, except that we varied the amount of 
exposure time to the individual faces. 1 face was shown for 850 ms, 2 faces were shown for 434 
ms each, 4 faces were shown for 217 ms each; 18 faces (6 identities repeated 3 times) were 
shown for 50 ms each. The ISI was 50 ms across all conditions. The design minimized the 
differences in total exposure time to faces for all conditions. If subjects incorporate multiple 
faces into their judgment of the set mean, we would expect to still find a downward slope in their 
response error, similar to the slope observed in Experiment 1. This would indicate that 
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participants integrated additional information into their estimate of the mean as more faces 
became available, regardless of exposure duration. 
Experiment 2 Results 

Again, we analyzed participants’ performance in relation to the mean of the 18- face set. 
We used a one-way ANOVA with set size as the main factor, and again found a significant main 
effect of set size. Participants’ accuracy and precision decreased as more information (i.e. more 
faces) became available: accuracy, F (3,9) = 75.157, p < .001, ηp2 = .962 (AE Set Size 1 = 18.90, 
AE Set Size 2 = 15.83, AE Set Size 4 = 13.83, AE Set Size 18  = 11.50); precision, F (3,9) = 
53.132, p < .001, ηp2  = .947 (SDE Set Size 1 = 23.28, SDE Set Size 2 = 20.36, SDE Set Size 4 
= 17.76, SDE Set Size 18  = 15.10). We explored this main effect by comparing bootstrapped 
samples, and found that there was a significant difference between each set size, with 
performance systematically increasing beyond 4 faces. See table below. 

 
                                          Comparison of Bootstrapped Samples 
 1 vs 2 Faces Displayed 2 vs 4 Faces Displayed 4 vs 18 Faces Displayed 
Accuracy p <.001 p <.001 p <.001 
Precision p = .008 p = .026 p = .006 
    

 
Table 2.1 We compared performance between set size conditions in Experiment 2. The 

table above shows the p values for each comparison. Error drops significantly as more faces are 
displayed to the participants. This result suggests that participants are integrating new 
information as it becomes available, and not basing their response on 1 or 2 randomly selected 
faces.      

 
Once again, although our primary question was to determine if participants 

exhibit ensemble coding behavior when viewing faces displayed in multiple orientations, 
we also compared participants’ performance when they were engaged in an ensemble 
coding task versus a single face discrimination task using the separate Display Error 
analysis. Although the group average for single face discrimination was higher compared 
to crowd discrimination, this difference was only trending toward significance for both 
accuracy and precision when we compared the bootstrapped samples (p = .064, p = .058).  
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Figure 2.5. Group performance for Experiment 2. (A) Sensitivity and accuracy calculated 
relative to the entire set of 18 faces. The negative slope shows the integration of information into 
the ensemble percept. As more information (i.e. faces) became available (X axis), perceived 
ensemble identity approached the mean of the18 faces. Improvement in performance continued 
beyond 4 faces, indicating that at least 4 faces were integrated into the ensemble percept. Error 
bars represent the standard deviation of 1000 bootstrapped samples. The shaded regions 
represent the 95% confidence intervals of the bootstrapped distributions. 

 
In the first two experiments, we tested our participants’ abilities to integrate information 

from one orientation (22.5°) and choose the mean identity from a different orientation (forward 
facing). Participants successfully chose the mean identities of the sets even though the test faces 
were presented in a different viewpoint. However, it is possible that participants encoded the 
individual faces as two-dimensional images, averaged those images, and then mentally rotated 
the ensemble. In this case, the ensemble is still calculated on the basis of the retinal image, and 
only the ensemble representation itself would be transformed into a different viewpoint. 
Alternatively, participants may have encoded the individual faces as three-dimensional 
representations, and then integrated these representations into one ensemble percept. In 
Experiment 3, we sought to determine if participants could integrate faces from multiple 
viewpoints into one ensemble code. We minimized the possibility that participants would use 
purely retinal images by presenting faces of different orientations in rapid succession. Because 
the displayed faces were presented leftward facing, rightward facing, and full profile, it was not 
advantageous for participants to average the retinal images. Averaging of two dimensional 
images in multiple orientations would yield a distorted image that provides minimal information. 
In order to achieve successful performance in the task, participants would need to encode the 
individual faces as view-invariant representations. 
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Figure 2.6.  The sequence of trial events in Experiment 3. Participants viewed a sequence of 
faces oriented 22.5° leftward, 22.5° rightward, and 90° leftward (pseudo-random sequence on 
each trial). This particular example shows a set size of 4 faces, although participants can view set 
sizes up to 18. After the stimuli disappeared, participants chose the mean identity of the crowd 
via mouse scroll (identical to Experiment 1 & 2). 

 
Experiment 3 Task 

The third experiment was identical in design with Experiment 2, except that the 
individual faces in the display appeared in multiple orientations-- leftward oriented at 22.5°, 
rightward oriented at 22.5°, and leftward oriented at 90° (Figure 2.6). As in both of the previous 
experiments, face values (distance from the mean) could be repeated up to 3 
times in the 18 face set. However, the repeated face values were drawn randomly from 3 
orientations, therefore viewpoint homogeneity was minimized. Although viewpoint was chosen 
randomly, there was one constraint: identical viewpoints could never be repeated sequentially. 
Thus, in the smaller subsets, no condition contained homogeneous orientations. The exposure 
time also was identical to Experiment 2. This design ensured that improvements in performance 
observed in large set sizes were not merely due to exposure duration effects. In Experiment 1 & 
2, a 2D image-based averaging of the face images could result in a potentially meaningful image. 
However, in Experiment 3, averaging the 2D face images would yield an identity that was not 
meaningful.   
Experiment 3 Results 

We conducted a one-way ANOVA identical to the analysis in the previous 
experiments. Once again, we explored participants’ performance in relation to the mean 
of the set of 18 faces, using set size as the main factor. Like before, we found a 
significant main effect of set size, with participants performing more accurately and 
precisely as more information became available: accuracy, F (3,9) = 40.584, p < .001, 
ηp2  = .953, (AE Set Size 1 = 19.231, AE Set Size 2 = 13.83, AE Set Size 4 = 12.70, AE 
Set Size 18  = 10.64); precision, F (3,9) = 23.140, p < .001, ηp2  = .920, (SDE Set Size 1 
= 24.01, SDE Set Size 2 = 17.96, SDE Set Size 4 = 16.91, SDE Set Size 18  = 14.06). One again, 
participants’ performance continued to improve between 4 and 18 face set 
size conditions, suggesting that more than 4 faces were integrated into the ensemble code. 
We compared bootstrapped samples, and found that participants performed significant  
more accurately (p <.008) and precisely (p = .008) in the 18 set size condition compared 
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to the 4 set size condition. This analysis addressed whether participants ensemble coded faces 
displayed in multiple viewpoints, and we found that participants did ensemble code 
faces even when orientations were divergent.  
 

 
 
Figure 2.7. Group results for Experiment 3. Panel (A) shows sensitivity and accuracy calculated 
relative to the entire set of 18 faces. The negative slope clearly shows the integration of 
information into the ensemble percept. As more information (i.e., faces) became available (X 
axis), subjects got closer to the mean of the 18 faces. Improvement in performance continued 
beyond 4 faces, indicating that at least 4 faces were integrated into the ensemble percept. Panel 
(B) shows that subjects are significantly better at judging the average identity of a group of faces 
than they are at judging the identity of a single face. Notably, we replicated the result from 
Experiment 1, even though the group face judgment requires the integration of multiple 
viewpoints. Error bars represent the standard deviation of 1000 bootstrapped samples. The 
shaded regions represent the 95% confidence intervals of the bootstrapped distributions. 
 

We also compared performance in Experiment 2 vs. performance in Experiment 3. There 
were no significant differences between performance in the 18 size set between the two 
experiments for either accuracy (p = .774) or precision (p = .872), suggesting that diverse 
orientations in the display set in Experiment 3 did not hinder ensemble coding performance.  
Although our primary interest was whether participants could ensemble code faces displayed in 
multiple viewpoints, we also compared participants’ performance when they were engaged in an 
ensemble coding task compared to a single face discrimination task using the separate Display 
Error analysis. Just as in previous experiments, we compared bootstrapped samples of 
performance during single face discrimination versus 18-face crowd discrimination. In 
Experiment 3, participants were significantly more accurate (p = .008) and more precise (p 
= .008) in the crowd condition. The results from Experiment 3 suggest that participants can 
incorporate three- dimensional images into the ensemble percept. Participants’ performance 
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clearly increased as more information became available—even when the combination of two- 
dimensional images was minimally informative. 
Discussion 

Previous work on ensemble or summary statistical perception has not clarified whether 
these percepts can be formed from viewpoint-invariant object representations. If summary 
statistical perception operates over the viewpoint-invariant, three-dimensional representations of 
objects, this would broaden the applicability and usefulness of ensemble coding throughout 
natural scenes, including faces in a crowd. Experiments 1 and 2 combined demonstrate that 
participants can transform either an object or an ensemble percept from one orientation into a 
new orientation. This potentially minimizes the need to resample ensemble codes after viewing 
orientation has changed. Experiment 
3 demonstrates that participants can integrate multiple orientations into one ensemble percept. 
Experiment 3 also demonstrates that it is possible to formulate the ensemble percept based on 
three dimensional representations of objects—not merely two dimensional images. Finally, 
Experiment 3 demonstrates that participants can not only 
successfully ensemble code faces angled slightly away from the observer (22.5°), but they can 
also presumably integrate faces angled a full 90° from the observer. This is especially indicative 
of high-level processing, as previous studies show that 90° profiles are not recognized by 
feature-based processing alone (Hills, et al., 1996). Taken together, these experiments suggest 
that the ensemble percept is not strictly image-based, but can operate on viewpoint invariant 
representations. 

Our data highlights the precision of the ensemble coding process. Participants were more 
precise at identifying the average of a group of faces compared to discriminating a single face. 
This result is intriguing given that faces in the group set condition were shown for a shorter 
duration and in multiple orientations; whereas, the single face was shown in one orientation and 
for a longer duration. Ariely, using low-level objects, first hypothesized that ensemble coding 
could be more precise or at least equivalent to individual member identification (2001). Our 
results show that ensemble coding precision trumps individual discrimination in higher-level 
object representations (i.e. faces), consistent with ensemble coding of crowd biological motion 
(Sweeny, et al., 2013; Sweeny et al., 2011). Furthermore, our results indicate that ensemble 
coding precision is preserved in the midst of increased processing demands, such as diverse 
orientation and briefer exposure times. 

In any averaging process, noise is reduced with a greater number of samples. 
Many speculate that the process of ensemble coding similarly benefits from larger set 
sizes because of noise reduction, assuming noise is uncorrelated (Alvarez, 2011). Our finding 
that ensemble coding performance is often better than single face discrimination may be a result 
of noise cancellation. Robitaille and Harris (2011) offer direct evidence for this assertion by 
showing that reaction time and accuracy improve with larger sets using size/orientation ensemble 
coding tasks. Robitaille & Harris’s results pertained to low-level ensemble discriminations. Our 
results complement and extend their observations, as we also see an improvement in 
performance as set sizes increase, but for higher-level objects. 

Could the improvement in performance simply reflect redundancy contained 
within the displayed crowds? Experiments 1 and 2 allowed for the repetition of faces. For 
instance, in a set of 18 faces, 3 face values could be repeated. Thus, it is possible that 
subjects’ enhanced performance in larger sets reflects the benefits of redundancy 
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(Haberman & Whitney, 2009). In our experiment, we did not directly test the effect of 
redundancy; therefore, we cannot rule out that redundancy played a role. However, significant 
improvement was still observed between set sizes 2 & 4, which contained no repetition. 
Additionally, in Experiment 3, while the face value (distance from the mean) was repeated, the 
orientation often varied. Thus, it is very unlikely that the improvement observed in Experiment 3 
was strictly due to repetition of the photographic images.  

Our experiments also demonstrate the efficiency of ensemble coding. Our participants 
integrated objects into the ensemble code rapidly—much more rapidly than the response times 
reported for mental rotation in depth (Duncan et al., 1994; Marotta et al., 2002; Tarr & Pinker, 
1989). Mental rotation of faces commonly occurs within 1-3 s (Moratta, et al., 2002); whereas, 
the brief exposure times and ISIs in our experiment do not allow for mental rotation of individual 
faces before the subsequent face appears. Our results complement previous findings that showed 
a dissociation between mental rotation and viewpoint invariance. For instance, Farah & 
Hammond reported that a neurological patient accurately recognized misoriented objects; yet, the 
patient was completely unable to perform mental rotation (1988). Conversely, Turnball and 
McCarthy reported that another neurological patient was able to successfully mentally rotate 
objects, but was unable to recognize objects that were misoriented (1996). Thus, our findings 
extend this dissociation into the domain of ensemble coding, and highlight the efficiency of 
ensemble coding, even when items are diversely oriented.   

The efficiency of ensemble coding also becomes apparent when our findings are 
compared to results in visual search literature. For instance, it is commonly reported that 
individuals require 70-150 ms to find a particular face in a display (Nothdurft, 1994; Tong & 
Nakayama, 1999). Moreover, attentional capacities are strained when items are presented at 
speeds greater than 4-8 Hz (Verstraten et al., 2000), with participants reporting interference when 
items are presented up to 300 ms apart (Duncan et al., 1994). In contrast, participants in our 
experiments integrated morphed faces when they were displayed for as little as 50 ms each. 
While we cannot determine which face(s) were weighted more heavily  
during the integration process, our participants performed well when faces were displayed at a 
speed of 10 Hz, and participants exhibited increased accuracy at ensemble coding with larger set 
sizes, suggesting that interference was minimal even when stimuli were presented 50 ms apart. 
Thus, ensemble coding may successfully operate at the outer limits of attentional capacity.  

Previous research suggests that ensemble coding can effectively operate even when 
perceptual and attentional processing is limited. For instance, Haberman & Whitney (2011) 
report that participants can accurately ensemble code faces even when experiencing change-
blindness. Additionally, many have reported that participants can effectively ensemble code with 
limited or impaired attention (Alvarez & Oliva, 2008; Alvarez & Oliva, 2009; Yamanashi Leib et 
al., 2012b). While our experiment cannot explain how ensemble coding bypasses the bottleneck 
of attention, our results complement these previous reports by confirming that ensemble coding 
of faces is not restricted by common limitations of visual processing and visual attention. Our 
experiments extend these finding by showing that rapid processing is feasible even when 
ensemble coding tasks demand the recruitment of high-level resources (i.e. viewpoint- invariant 
mechanisms). 

While the goal of our experiments was not to identify brain regions associated with 
ensemble coding, our data suggest that it is possible for ensemble coding to occur at the highest 
levels of visual object processing. Single unit recording studies indicate that viewpoint-invariant 
processing of objects occurs in extra striate areas (Booth & Rolls, 
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1998). Similarly, single unit recordings of face-specific neurons suggest that viewpoint- invariant 
processing of faces is associated with neurons in ventral face-selective patches (Perrett, et al., 
1982; Freiwald & Tsao, 2010). Given this information, it is reasonable to conclude that our 
participants utilized input from ventral visual cortex areas to achieve successful performance 
during the ensemble coding tasks. While previous data suggest that ensemble coding likely 
occurs beyond primary visual areas (Haberman & Whitney, 
2007; de fockert & Wolfenstein, 2009; Haberman & Whitney, 2009), our results are the first to 
suggest that ensemble coding utilizes input from cortical regions associated with 
viewpoint invariance. 

Because our experiment involved an explicit ensemble coding task, we can only 
conclude that participants are able to utilize information from multiple viewpoints to 
formulate an ensemble code— when required to. It does not necessarily follow that 
participants will automatically utilize information from multiple viewpoints to formulate 
an ensemble percept. Future experiments should explore whether similar results can be 
achieved during implicit ensemble coding tasks. Additionally, our experiment involved 
temporal processing of faces in a crowd. While temporal processing of crowds is an 
integral aspect of daily visual perception, spatial processing of crowds is an equally 
useful aspect of visual perception. Future experiments should investigate whether 
ensemble coding is equally precise when multi-oriented faces are viewed in a spatial 
array. 

Many experiments have shown that participants can ensemble code faces in crowds in a 
uniform orientation (Haberman & Whitney, 2007; de Fockert & Wolfenstein, 
2009; Haberman & Whitney, 2009). However, in natural scenes, items are rarely arranged in a 
homogeneous orientation. Our results may help provide a bridge between low-level image-based 
ensemble coding and high level scene gist perception, by showing that viewpoint-invariant 
ensemble representations can be accomplished. The results show 
that ensemble coding a large number of items can yield increased precision compared to 
discriminating a single item. Furthermore, we show that ensemble coding is achieved very 
efficiently, much faster than it takes to individuate, attentionally dwell upon, or mentally rotate a 
face. Most importantly, our results are the first demonstration that ensemble coding operates not 
merely by incorporating two dimensional images, but also by incorporating three-dimensional, 
object-centered representations.This article may be viewed online at: doi:10.1167/14.8.26 

The primary finding of our first set of experiments is that ensemble coding operates 
effectively on three-dimensional stimuli, broadening the applicability of ensemble perception to 
real-world settings, where items are often heterogeneously oriented. Importantly, we also 
observe a clear benefit of ensemble coding—enhanced precision. Remarkably, participants were 
more precise at estimating the group characteristics than the characteristics of a single item 
displayed in isolation. While it is not necessary to observe this extreme precision in every case of 
ensemble coding, it is imperative that we observe a clear and measurable benefit, and this result 
highlights the exceptional benefits of pooling into an ensemble code. Secondarily, our results 
emphasize the tangible benefits of ensemble coding to convey information when other visual 
processes are hindered by attentional bottlenecks. Our participants extracted information from a 
briefly-presented display that exceeded the temporal attentional resolution of other visual 
processes.  

The role of attention during ensemble perception is a topic of considerable discussion. 
Some have suggested that ensemble coding engages parallel attention (Chong & Treisman, 
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2005a, 2005b), while others claim that ensemble coding relies on serial attention (Myczek & 
Simons, 2008). In the end, this dichotomy (parallel vs. serial) is not very useful. It is clear that 
ensemble percepts can be modulated by directed attention (de Fockert & Marchant, 2008), and it 
is equally evident that, under certain circumstances, ensemble coding can also operate with 
reduced attention (Alvarez & Oliva, 2008, 2009; Jason Haberman & Whitney, 2011). We would 
argue that ensemble codes fundamentally underlie much of perceptual experience, and as such, 
ensemble coding must necessarily operate under diverse attentional conditions. It is therefore 
imperative to explore the varied interactions of attention and ensemble perception. In the second 
chapter of this dissertation, we explore ensemble perception in unilateral neglect patients—a 
population that exhibits impoverished attention in one half of their visual field and intact 
attention in their other visual field (Mesulam, 1981).  First, this allows us to observe whether 
ensemble perceptions can still be extracted under severely limited attention (the most limited 
attentional conditions tested to date in humans). Secondly, we can explore ensemble perception 
across different attentional gradients within the same individual, allowing us to observe how 
attentional limitations may bias the extracted ensemble percept.  
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Chapter 3: Extracting the Mean Size Across the Visual Field in Patients with 
 Mild, Chronic Unilateral Neglect 

 
When we walk down a crowded street we encounter a scene rich with information. 

Typically, we form the impression that we have a full representation of our surroundings. 
However, due to limitations of the visual system, it is unlikely that we formulate a detailed 
representation of every object in the scene. Instead, we achieve an overall interpretation of the 
scene. One way that we formulate this “gist” is via statistical summary (see review, Alvarez, 
2011). Within almost every visual scene, there are numerous redundancies, and we can gain a 
quick average summary of similar features in the environment by calculating statistical 
summaries. Statistical summary of similar sets of objects has been demonstrated in several areas 
of visual perception. For instance, Ariely (2001) and Chong & Treisman (2003) reported that 
subjects can judge the average size of circles in a visual display as well as the average size of 
items grouped together on the right or left side of a display. Similarly, Parkes et al. (2001) 
reports that subjects can determine the average orientation of items in the visual field. Others 
have shown that subjects can accurately judge the mean direction of motion (Williams & Sekuler, 
1984) and speed (Watamaniuk & Duchon, 1992).  More recent work has shown that statistical 
summary can occur over time as well (Albrecht & Scholl, 2010; Haberman et al., 2009).  
Statistical summary is used in countless ways and normally serves individuals well. We employ 
it not only to summarize characteristics of simplistic objects (i.e. geometric shapes), but also to 
obtain the average walking direction or higher-order face characteristics of a crowd (Sweeny et 
al., 2011; Haberman & Whitney, 2007; Yamanashi Leib et al., 2012).  

In addition, summary statistics are dependent on accurate grouping of items within the 
visual field. For instance, if a sweet shop captures a person’s attention while walking down a 
crowded street, statistical summary processes may extract the mean color and shape from the 
storefront display (brown and square). This information could help lead him/her to the 
conclusion that the store is selling chocolate as opposed to jelly beans. Simultaneously, the visual 
system may extract summary statistics from objects outside the focus of attention (i.e. the 
adjacent clothing store). Imagine if the shape & color of distractors (clothing) were averaged 
with the shape/color of the target (candy). The resulting summary statistics would be distorted. 
Fortunately, typical perceivers can successfully extract the mean from different groups of objects 
presented simultaneously. For instance, Chong & Treisman report that subjects can create 
separate ensemble statistics for groups of differently colored circles and/or circles that are 
clustered in different spatial locations (Chong & Treisman, 2003, 2005). 

Statistical summary mechanisms benefit visual perception in typical populations—but 
could also potentially be advantageous for patients with attentional deficits. In explicit 
experimental tasks, unilateral neglect patients are impaired in attentional search on one side of 
space (Behrmann et al., 1997; Eglin et al., 1989; Esterman et al., 2000; Laeng et al., 2002; 
Pavlovskaya et al., 2002). Within daily life, these attentional impairments become evident as 
neglect patients may neglect to eat food from one side of the plate, forget to dress one side of 
their body, or fail to draw one side of an object (Husain & Rorden, 2003). Although attentional 
search is degraded, other perceptual mechanisms remain intact. For instance, organizational 
processes such as grouping or completion (Brooks, Wong, & Robertson, 2006) across the right 
and left sides of a display are relatively unimpaired. Additionally, many priming tasks indicate 
that neglect patients can be implicitly cued by stimuli presented on the left (neglected) side of 
space (McGlinchey-Berroth et al., 1993; Marshall & Halligan, 1988). We are interested in 
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exploring whether statistical summary, a process that can occur implicitly (Ariely, 2001; De 
Fockert & Wolfenstein, 2009; Haberman & Whitney, 2007) is similarly spared in neglect 
patients. If statistical summary mechanisms are spared, this may allow patients to gain an 
implicit, unitized percept of their surroundings, despite the fact that attentional search 
mechanisms are degraded. Statistical summary confers multiple benefits to visual perception 
including: increased precision, information compression, and rapid updating of working memory 
(Alvarez, 2011; Brady et al., 2011). Such benefits could be especially useful to unilateral neglect 
patients, who receive limited benefits from explicit attentional search.    

To explore this question, we designed an experiment that investigated whether patients 
with very mild chronic signs of neglect and psychophysical evidence of continued left sided 
attentional deficits extract statistical summary under implicit conditions. In brief, we presented a 
target circle centrally, then asked patients search for the target circle size within a multi-circle 
display with distractors. Importantly, on half the trials, the mean size of the circles was the size 
of the target. On the other half the mean size was different from the target. We predicted that if 
patients extract summary statistics, they will form a clear mental representation of the mean 
circle size within the search display. This mental representation should trigger patients to falsely 
report that the mean target size is present in the search display—even when it is absent. Thus, 
there will be an increase in false alarms when the searched target is the mean size of the display. 
This method of implicit mean detection has been successfully used in numerous statistical 
summary experiments (Ariely, 2001; De Fockert & Wolfenstein, 2009; Haberman & Whitney, 
2007; Treisman, 2006). We adopted the task reported in Treisman, 2006 to accommodate 
unilateral neglect patients. Specifically, the multi-circle display was shown either on the left or 
the right side of the screen.  It was always accompanied by a group of distractor triangles on the 
opposite side of the display.  In this way, we could examine whether patients could reject these 
triangles in responding to the circular array.  If they could, false alarms on the right and left 
should show the same pattern of results (i.e, more FAs to the mean than non-mean). However, if 
the distracters on the left were pooled with the circular array on the right, then the mean would 
be distorted and a different pattern of results could occur.  
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Participants  

We tested 4 patients with chronic unilateral left neglect (3 males & 1 female).  Three 
were mildly impaired on only the line bisection and cancellation task from the standard SCAN 
test for spatial neglect (McGlinchey-Berroth et al., 1996). Line Bisection Task: The line bisection 
task involves showing the patient a horizontal line (centrally presented) on a piece of paper. 
Patients are asked to write a mark in the exact center of the line. Deviation from the right of 
center may indicate left neglect. Deviation is measured in centimeters. Cancellation Tasks: In the 
cancellation tasks, patients are presented with 16 letters, symbols or lines scattered across a piece 
of paper. Symbols and letters are presented with distractors; lines are not presented with 
distractors. The patient is asked to cross out a target letter, symbol, or line. The patient is given 
unlimited time to complete the task and verbally indicates completion. Unilateral neglect patients 
often fail to cross out items on one side of the page because of impaired attention. The total 
number of missed items is summed, and items missed on both sides are excluded from the 
calculation. Our patients completed 6 cancellation tasks in total, each with 16 targets. One 
patient did not complete the SCAN and was referred to us by a rehabilitation specialist who 
noted neglect of left sided information. Some patients took the SCAN during the acute stages of 
neglect (with scores ranging from 2-9 items missed in the cancellation task and deviations of .95-
11.35 cm from center in the line bisection task) Table 3.1 reports age, years post onset, and the 
scores from our patients most recent SCAN tasks. In order to investigate the role of attention in 
statistical summary processes we included patients that exhibited attentional biases in one 
hemifield. At the same time, including patients with a moderate unilateral bias allowed the 
assessment and comparison of performance on both visual fields.   

Previous studies have shown that patients who have minimal signs of neglect on paper 
and pencil tests, or have never been diagnosed with neglect, will still show significant signs of 
lateralized impairment during attentionally demanding computerized tests (e.g., Bonato et al., 
2012 ; Bonato et al., 2010; List et al. 2008). Thus, the main screening measure was based on a 
psychophysical task developed to test for chronic signs of neglect (described below (List et al. 
2008). Note that all 4 patients were at least 1year post at the time of testing. Radiological images 
of lesions for each patient are shown in Figure 3.1. Patient 1 had surgery for an aneurysm in the 
anterior communicating artery resulting in a relatively small anterior cingulated lesion. 
Vasospasm resulted in significant right orbitofrontal damage and smaller lacunars in the right 
lateral thalamus and deep inferior basal nucleus of Minert. The remaining patients all had infarct 
to the territory of the right middle cerebral artery. Patient 2’s lesion included frontal, parietal and 
occipital regions. Patient 3’s lesion included posterior frontal and anterior parietal regions. 
Patient 4’s lesions included parietal and temporal regions, extending into the temporal occipital 
junction. All patients were diagnosed with acute unilateral neglect shortly after being 
hospitalized. All patients gave informed consents approved by the Internal Review Board at the 
VA, Northern California Health Care System. 
 
Table 3.1 
*This participant did not take the SCAN. Diagnosis of unilateral neglect was made by an 
optometrist and confirmed by the psychophysical conjunction task that we administered prior to 
testing (reported below). 

                                                                      SCAN Scores 
Participant Age Onset Prior to Testing Cancellation Line Bisection 
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Figure 3.1. MRI scans for all of the unilateral neglect patients (UNPs) included in the study. 
Numbers listed above each picture depict the MNI coordinates. UNP1 has lesions in the anterior 
cingulate, orbitofrontal, and thalamic regions. UNP2 has lesions in the frontal, parietal, and 
occipital regions. UNP3 has lesions in the posterior frontal and anterior parietal regions. UNP4 
has lesions in the parietal regions and temporal regions, extending into the temporal-occipital 
junctions.  
Psychophysical testing for chronic neglect   

Each patient first completed a computerized conjunction search task designed to measure 
attentional search times (see Treisman & Gelade, 1980). This test was altered to detect symptoms 
of chronic attentional deficits in neglect using a psychophysical staircase procedure (List et al., 
2008). In this task, patients view a screen of colored geometric shapes, and are asked to verbally 
respond whether there is a red square (target) among distractors. The distractors include a 
combination of blue squares, red circles, and red/blue triangles. The target is randomly presented 
on either the left or right side of the display, and exposure times for each trial are adjusted 

(# missed/16) (cm to right) 
UNP1 50 5 yrs 3 1.40 
UNP2 68 3 yrs 1 1.85 
UNP3 50 1 yrs * * 
UNP4 77 1 yrs 2 3.20 
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according to participants’ performance. In this adaptive staircase procedure, the display is 
initially presented for 2000 ms. Exposure time decreases when patients correctly identify the 
target and increases when patients incorrectly identify the target. The staircase is thresholded to 
produce 75% correct performance both on the left and right sides of the display. Consistent with 
chronic neglect measures (List et al., 2008), our patients required significantly longer viewing 
durations when the target was displayed on the left (mean =  826 ms) compared to the right 
(mean = 483.5 ms) side of the screen, t(3) = 4.175, p < .025. See Table 3.2 for individual 
response times in each hemifield.  
 
Table 3.2 
 
                                                         Threshold Display Times (ms) 
Participant Left Target Right Target 
UNP1 388  182 
UNP2 620  404 
UNP3 704 154 
UNP4 1592 1194 
 
Size discrimination task  

Having established symptoms of unilateral attentional neglect in each participant, we 
proceeded to measure their size discrimination ability. This was important, as the task required in 
the statistical summary experiment is based on size judgments. During this task, the participant 
was shown a circle for 1000 ms in the middle of the screen followed by a second circle until 
response. We asked patients to report which of the two circles was bigger (by indicating “first” 
or “second”). Importantly, the circles sizes were identical to those used in the main experiment 
(see below). There were 20 trials in total. All patients accurately discriminated circle size with a 
performance of 90% or above.  
 
Statistical summary procedure  
Subsequently, each patient participated in the main statistical summary portion of the experiment. 
Each trial began with fixation (500 ms). Next, we showed the patient a single target circle in the 
center of the screen for 500 ms that varied in size from trial to trial. This was followed 
immediately by a search display containing a group of circles on one side and a group of task-
irrelevant triangles on the other. The patients were instructed to ignore the triangles and to 
indicate whether the target size was present or absent in the group of circles. Patients verbalized 
“yes” for target size present or “no” for target size absent. The examiner keyed in each response 
on an external keyboard. Importantly, half of the targets matched the mean size of the circles 
group within the search display, whereas half did not. Figure 3.2 depicts a schematic example of 
a target circle (on the left panel in the figure), which was randomly chosen from 8 possible sizes 
with equal probability (diameter 0.98°, 1.12°, 1.26°, 1.29°, 1.40°, 1.47°, 1.66°, 1.84°). Figure 3.2 
also depicts a schematic search display (circles on the right side in the lure) containing 12 circles 
presented on either the left or right side of the display. Each circle in the display was randomly 
selected between 0.60° and 2.72° with two constraints. First, their mean size had to match with 
the pre-defined mean size of the display in the half of trials and they did not match in the other 
half. Second, neighboring sizes of the target (both mean and non-mean sizes) should have the 
same distance from the target. This method of choosing sizes was adapted from Treisman (2006) 
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in a study of normal statistical size processing. The triangles were similar in size to the largest 
circle but their location was jittered between trials. Resolution of the screen was 1024 x 768 with 
a 60 Hz refresh rate. On half the trials the target size was present, whereas in the remaining half, 
target size was absent. The exposure of the search display began at 1000 ms, as determined by 
the size discrimination procedure and was staircased to produce 70% correct performance across 
all conditions on average. Successful performance on two trials decreased display exposure by 
66.67 ms, whereas unsuccessful performance on one trial increased display duration for 66.67 ms. 
The number of trials varied slightly, as we deleted trials if the patient was inattentive or made 
eye movements (mean # of trials=125, range=117-128). Thus, on average there were 62 target 
present and 62 target absent trials: 31 on the left and 31 on the right. Fifteen of each were the 
mean and 15 were the non-mean size. Prior to the experiment, practice trials were given until 
subjects indicated they were comfortable with the task/instructions (but no less than 10 trials). 
All practice trials included feedback. Incorrect answers were followed by a brief high-pitched 
tone, whereas correct answers were followed by an absence of sound. There was no feedback in 
the experimental trials. 

 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3.2. Experimental procedure. A) First patients viewed a target circle and were asked to 
remember its size. B) Next, patients viewed a display of 12 circles and distractor triangles. The 
position of the circles and triangles varied between trials, such that sometimes the circle were 
presented on the right side and the triangles were presented on the left side and vise versa.  
 
Results  
Hits Rates  

We calculated the hit rate for mean and non-mean trials for each participant in each 
hemifield.  Hit rate performance was then subjected to a 2 X 2 ANOVA for the group as a whole 
with the following factors: Hemifield (Right and Left) and Target Statistic (Mean and Non-
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Mean). There was a significant main effect of Hemifield  [F (1,3) = 54.857, p =.005, ηp2 = .948], 
with patients performing better on the right side compared to the left side. There were no other 
main effects or interactions that even approached significant levels. We formally assessed 
whether hemifield differences were significant for each participant by using a bootstrapping 
technique (200 iterations per participant). Each bootstrapped sample is permuted to simulate 
variations that may occur over a greater number of trials (see Efron, 1986). We compared the 
distribution of bootstrapped samples using the Kolmogorov-Smirnov test (Kolmogorov, 1933; 
Smirnov, 1948). This nonparametric test evaluates whether boot sample mean distributions for 
two conditions are from the same continuous distribution or whether the samples are from 2 
different continuous distributions. All k statistics show that participants’ hit performance was 
significantly better for detecting targets on the right compared to the left right side (UNP1, k = 
0.99, p < .001; UNP2, k = 0.88, p < .001; UNP3, k = 0.85, p < .001; UNP4, k = 0.76, p < .0001). 
See Figure 3.3.     

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3.3. Hit rate patterns for participants. Hits rates are lower on the left side compared to the 
right side, indicating that neglect patients have difficulty performing visual search. 
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False Alarm Rates 
We calculated the false alarm rates for mean and non-mean trials for each participant in 

each hemifield. The 2 X 2 ANOVA on the group as a whole showed a significant interaction 
between Hemifield and Target Size, [F (1,3) = 13.252 p =.036 ηp2 = .815] but no significant 
overall main effects. Motivated by this interaction, we then examined each patient’s data with the 
same bootstrapping method as described above. 3 of the 4 patients showed greater false alarms to 
the mean compared to the non-mean on the left side with 1 having very few false alarms and 
reversing (UNP1, k = 0.71, p < .0001; UNP2, k 0.77 =, p < .0001; UNP3, k = 0.84 =, p < .0001; 
UNP4, k = 0.61, p < .0001). Conversely all four patients showed greater false alarms for the non-
mean compared to the mean on the right side (UNP1, k = 0.47, p < .0001; UNP2, k = 0.45, p 
< .0001; UNP3, k = 0.75, p < .0001; UNP4, k = 0.27, p <.0006). Figure 3.4 shows the false alarm 
rate for each patient.   

 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 3.4. False alarm rates for participants. False alarm rates are higher to the mean compared 
to the non-mean target on the left (neglected) side, mirroring the expected performance for 
neurologically intact participants. However, false alarm rates on the right (non-neglected) side 
exhibit the opposite pattern.  
 



26 

Discussion 
Visual Search 

Consistent with the neglect literature and visual search, patients’ performance (as 
measured by hit rates) was worse on the left than the right side. All patients exhibited this pattern 
with hit rates on the left close to chance levels, consistent with unilateral neglect (see Figure 3.3). 
Each patient saw the search display for a different amount of time, as our goal was to keep the 
accuracy rate across the whole display as close to 70% as possible. We did this using the 
staircase method to adjust the duration of the search display throughout the experiment. The 
main question regarding visual search was whether performance differed between the right and 
left sides, and this was the case. When the left target was present, hit rates on the left hovered 
around chance performance (i.e., we were able to induce severe left neglect at these short 
stimulus presentations), while on the right it was well above chance performance. The difference 
in search between the two sides is consistent with fast and more efficient attentional deployment 
on the right compared to the left side of the display. This pattern is also consistent with left hemi-
extinction, the less dramatic cousin to left unilateral neglect. When items occur on both sides of a 
display, left items are more likely to be missed. Since every trial had a group of irrelevant 
triangles opposite the circles, both sides were always filled with stimulation. As intended, these 
triangles appear to have attracted attention when they were on the right side (Eglin et al. 1989). 
 Statistical Summary 

However, the processes governing extraction of statistical summary appears to differ 
from those governing individuation of an object in search. Although this distinction has been 
proposed before in the literature with typical observers (Ariely, 2001; Chong & Triesman, 2003, 
Haberman & Whitney, 2007), there is no strong evidence for it in neglect patients. The present 
results demonstrate a dissociation between performance measures for visual search and those for 
statistical summary. These can be seen most robustly in the false alarm rates on the left and right 
sides. When the target was absent most of the patients were more likely to say it was present 
when the average of the circle was the mean than when it was the non-mean. The opposite was 
true when the circles were on the right for all 4 patients (more false alarms to the non-mean than 
mean). If we consider the display as a whole, the reasons for this pattern become clearer. Recall 
that during every trial, distractor triangles must be discounted in order for participants to form a 
statistical summary, consistent with the target size. If the triangles are not rejected, they will 
contribute to the estimate of the mean size—and skew the statistical summary. Returning to the 
scenario presented in the introduction, the neglect patients may be “pooling the clothes in the 
adjacent store window with the candy”.  
Distractors 

This hypothesis is consistent with previous work on unilateral neglect suggesting that 
information presented on the neglected side is inappropriately filtered. For instance Kim (1997) 
used a negative priming paradigm in which two letters overlapped. One letter was the target (e.g., 
the red one), while the other letter was the non-target or distractor. Negative priming is indicated 
by a slower response to a distractor letter when it appears as a target on a subsequent trial. 
Results in patients with unilateral neglect demonstrated that negative priming is normal when 
displays are on the right side, but positive priming appears when displays are on the left side, 
indicating that the distractor letter was not inhibited. If this is the case, distractors in a statistical 
summary test may significantly impact extraction of the mean. Specifically, if information on the 
neglected left side is improperly filtered, the presence of distractors should compromise 
statistical summary on the right side of the display--and this is what we found. Figures 3.3 and 
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3.4 together suggest that statistical encoding took place implicitly even though controlled 
(explicit) attentional search of the left side was reduced. On the right side, the pattern of results 
did not support statistical processing. Indeed, the pattern of FAs was reversed (more FAs when 
the target was non-mean). We performed non-parametric tests on the right side to further 
statistically examine these results. Again, all patients showed a significantly greater effect to the 
non-mean on the right side. This skewed pattern of FAs indicates that statistical processing in the 
right hemifield was disrupted. One interpretation of this result is that distractors could be rejected 
from the summary statistic when presented on the right side but not when presented on the left 
side. 
Impact of Distractors  

In order to further explore whether distractors presented on the left side are “encroaching” 
into the target pool (and thereby resulting in an erroneous statistical summary), we compared 
how distractor size affected performance when search display circles were smaller or larger. 
Importantly, distractor triangles are always the same size (the base of the triangle was similar in 
size to the largest circle diameter). However, circles within the search display varied in size, 
rendering distractors either more or less close to the circles mean size. This allowed us to 
observe whether the pattern of false alarms was affected by the distractors. The false alarm 
pattern presented in Figure 3.5 provides provisional support that subjects included distractors 
into their judgment of the mean—when distractors were presented on the left side. Data from all 
participants are concatenated to increase the number of trials evaluated (as each participant saw 
only 8 trials with small circles and 8 trials with large circles). When distractors and display were 
different in size (3.5b), the pattern of false alarms is distorted (more false alarms to the non-mean 
compared to the mean). However, when distractors and display were similar in size (3.5a) the 
distorted pattern decreased. This is a small but not unexpected difference (given the small 
difference in mean size), and this would be the expected pattern if the triangles on the left were 
pooled with the circles displayed on the right.   

 

 
 
Figure 3.5. False alarm rates for patients during trials when distractor and display were very 
different in size (left panel) and trials when distractor and display were more similar in size (right 
panel). Error bars represent the standard deviation of the bootstrapped samples. Note: In no case 
were the distractors and targets the same size. On the left, differences between false alarms to the 
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mean and non-mean on the right side are large (and mirror the original findings), suggesting that 
distractors are influencing statistical coding. Whereas, on the right side, there is minimal 
difference between the mean and non-mean targets on the right side, suggesting that distractors 
are minimally impacting statistical coding. 
Summary  

Previous research indicates that unilateral neglect causes widespread disruption in 
attention, visual working memory, and spatial representation (Husain & Rorden, 2003; Malhotra 
et al., 2005). These impairments negatively impact the daily functioning in every day life, 
resulting in problems with navigation, driving, reading etc. While much is known about the 
disruptions in controlled attention and visual search, the role of statistical summary has only 
begun to be tested (Pavlovskya et al., 2010, 2011).  Here we tested patients who had recovered 
from clinical signs of neglect but continued to show neglect of the left side in a visual search 
paradigm and when display times were limited.  There is some evidence from studies of patients 
with the neuropsychological diagnosis of Balint’s syndrome that statistical summaries may be 
calculated from unattended information in the visual field (Demeyere & Humphreys, 2007; 
Demeyere et al., 2008). However, to our knowledge this is the first study to explore how the 
extraction of statistical summary may be affected by distracters in bilateral, grouped displays. 
This is a particularly relevant question because statistical summary in the real-world rarely, if 
ever, occurs without distractors.  
         Our results show that patients with chronic neglect (as measured psychophysically) 
successfully segregated distracters on the right when targets were on the left side. They showed 
the expected pattern of statistical summary on the left – despite the fact that these patients 
allocated limited attention to this side (i.e., were at chance explicitly detecting the target). This 
result supports and expands the Pavlovskya et al.’s findings (2010, 2011), which suggested that 
neglected items contribute to explicit statistical summary estimates Moreover, both findings 
reinforce Alvarez & Oliva’s previous work with healthy normal participants, showing that 
statistical summary occurs even with reduced attention (Alvarez & Oliva, 2009; Joo et al., 2009; 
Haberman & Whitney, 2011) but extend this work by showing that statistical summary can be 
successfully performed by patients with unilateral attentional deficits. However, on the right side, 
patients showed more false alarms to targets that were the mean size compared to targets that 
were the non-mean size. One interpretation of this result is that neglect patients pooled 
distractors on the left side with targets on the right side causing the resulting statistical summary 
to be based on the display as a whole and thus distorted.  
Future Directions 
These results imply that within real-world settings, neglect patients’ ability to statistically 
summarize different sets of objects may be compromised. Future studies should further 
investigate whether altering the distractor features reduces the negative impact upon the 
statistical code in the right hemifield. For instance, our distractors, while different in shape, 
shared similar outline/filler color with the targets. It is possible that increasing the contrast in 
target outline/filler compared to distractor outline/filler will reduce pooling of targets and 
distractors. Further exploration of how distractor/target congruency interacts with statistical 
summary may yield a greater understanding of the neglect phenomenon and potentially 
contribute to rehabilitative programs.   
 Interestingly, the different pattern of performance between hits and false alarms suggests that 
statistical summary processes are distinct from object individuation. When the target was present, 
the patients exhibited the expected pattern of performance during visual search (poor 
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performance on the left/better performance on the right). Whereas, when the target was absent, 
statistical coding dominates. This pattern reinforces previous research showing that object 
individuation operates independently from statistical summary mechanisms. For instance, 
neurologically intact participants can perform at chance when asked to individuate objects, yet, 
are still remarkably accurate in statistically summarizing across objects (Alvarez, 2011; Ariely, 
2001; De Fockert & Wolfenstein, 2009; Haberman & Whitney, 2007, Haberman et al., 2009). 
Additionally Haberman & Whitney (2011), using change blindness paradigms, demonstrates that 
statistical summary occurs independent of change localization. We reinforce and extend these 
findings by showing that when object individuation does occur, it is distinct from statistical 
summary performance.  
Our findings also raise interesting questions about how attention influences statistical summaries 
within normal populations. Chong & Triesman (2005) found that neurologically intact 
participants can successfully segregate items into different groups to produce separate statistical 
codes. However, they also found that the individual group averages were nonetheless affected by 
the overall average of both groups. Further studies should explore how distractors interact with 
the formulation of the statistical code, and specifically how reduced attention affects the filtering 
of distractors. Under impoverished attentional conditions (e.g., divided attention, peripheral 
viewing), can normal perceivers successfully segregate distractors? 
Conclusion 
In conclusion, fundamental statistical summary abilities on the left side remained intact in 
patients’ who presented with unilateral neglect that had substantially abated but continued to be 
robust on psychophysical tests. Under conditions that amplify neglect, the patients did 
summarize the statistics in a display. However, within the real-world, where targets and 
distractors are equally present within the visual environment, it is important to be able to pool 
information within different sets. We show for the first time that patients’ with left sided 
attentional deficits, while not interrupting the averaging process per se, nonetheless alter 
summary statistics on the right side. Abnormal statistical coding may substantially affect patient 
functioning, as statistical summary operates on many levels of visual processing integral to daily 
life. Research has shown that it contributes to low-level processing (simple shapes), high level 
processing (faces and other complex stimuli), and visual working memory (Alvarez, 2011). Our 
work here, with chronic unilateral neglect patients, indicates that distractors encroach into 
summary coding of target displays, and the statistical summary fails to reflect veridical statistics 
of the target group. Such distortions may adversely affect the visual analyses of complex scenes 
in the real-world for such patients. This article may be found online at 
http://dx.doi.org/10.3389/fnhum.2012.00267 

The primary finding of our second set of experiments is that ensemble perception remains 
intact in the neglected visual field. This strongly suggests that directed attention is not necessary 
to extract an ensemble percept per se. Moreover, this underscores a tangible benefit of ensemble 
coding. Ensemble coding not only operates when other visual processes are exceeding capacity 
limits (as observed in neurologically typical populations), but it also remains relatively resilient 
when people lose perceptual awareness in one visual field through brain damage.  

However, within the ipsilateral or spared visual field, limited attention negatively 
impacted the ensemble percept because unilateral neglect patients failed to correctly select the 
individual items that comprised the ensemble code. This result underscores a fundamental 
question that remains within the ensemble coding literature: “What is the relationship between 
the items that comprise the ensemble code and the overall ensemble percept?” As observed in the 
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previous experiment, individuals must at least select the correct category of individual items to 
achieve a veridical ensemble code. Yet, the direct relationship between the ensemble percept and 
it’s constituent parts is not necessarily straightforward. While one study demonstrates that 
individuals can successfully extract an ensemble code while retaining memory of the individual 
elements (Neumann, Schweinberger, & Burton, 2013), the vast majority of studies suggest that 
individuals can successfully extract an ensemble percept, without recognizing or localizing the 
single items that contribute to the overall gist (Ariely, 2001; Chong & Treisman, 2005b; 
Haberman & Whitney, 2011;  Haberman & Whitney, 2007).  

In the final set of experiments discussed in this dissertation, we will explore a unique 
population of observers, prosopagnosics, who suffer a perceptual learning deficit specific to 
faces.  These individuals do not develop the ability to recognize or discriminate single faces. 
This experiment provides the unique opportunity to test whether or not there is a dissociation 
between performance in single item perception and ensemble perception. In addition, this final 
study in the dissertation allows us to investigate what spared facial recognition abilities 
prosopagnosics may possess. 
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                                   Chapter 4: Crowd Perception in Prosopagnosics 
Every day we interact with crowds of people. Whether it is on a city bus, in a classroom, 

or in a business meeting, we routinely view and extract important information from groups of 
faces, and do so rather rapidly. Indeed, recent studies have shown that people are adept at 
recognizing crowd characteristics, such as average gender, identity or emotion, even when 
crowds are viewed so briefly that information about any specific individual is not extracted 
(Haberman & Whitney, 2007; 2009a; DeFockert & Wolfenstein, 2009). For example, as a 
passenger on a bus, we form a general impression of important characteristics of a crowd 
standing on the street corner, even if we are only able to view the crowd for a split-second as we 
ride by.   

Given the frequency with which we interact with crowds, a deficit in perceiving crowd 
characteristics would likely pose a hindrance in a host of social situations. Anecdotal evidence 
suggests that individuals with prosopagnosia, a deficit in discriminating individual faces, feel 
overwhelmed in crowded situations, perhaps in part due to their inability recognize familiar faces 
in a crowd.  For example, one prosopagnosic describes his experience walking into a reception 
hall, “There are a lot of people there, perhaps as many as a hundred or so people.  These are all 
people I am supposed to know, each with a supposedly unique face.  My goal is to find just one 
specific individual. I can scan the room for hours in frustration… (GA, 2011).”  Another 
prosopagnosic expresses frustration saying, “Faces in public are just all faces to me, I don't see 
them individually. This is especially [true] in crowded public areas. When I look into a crowd, 
most look very much alike to me (BP, 2011).” Can prosopagnosics’ discomfort with crowds be 
explained entirely by their deficits in perceiving single faces? Or could it reflect a more general 
impairment in integrating and extracting face-related information from a crowd?  On the other 
hand, might prosopagnosics actually be better at ensemble coding because they do not perceive 
crowd members as distinct individuals?  
 The perceptual characteristics of developmental prosopagnosia, individuals who are 
impaired at face identification from birth, have been increasingly studied during the last decade. 
However, almost all of the previous research used single faces to investigate processing in DPs. 
Although the study of individual face processing in DP added essential information aiding the 
understanding of problems related to individual face recognition, we know virtually nothing 
about how DPs extract information from groups of faces and whether it is normal or not.  
 When processing crowds, typical viewers initially discount individual faces in a group and 
instead formulate unitized percepts that accurately describe crowd characteristics (Haberman & 
Whitney, 2007 & 2009a; Defockert & Wolfenstein, 2009). The ability to generate a gestalt 
percept of the crowd, independent of information derived from individual faces, can be viewed 
as a mechanism that compensates for the limited capacity of the visual system to process 
multiple items simultaneously.  Redundant information across items in a scene is compressed 
into an average representation of the entire set, referred to as the “ensemble code” (Ariely, 2001; 
Chong & Treisman, 2003; Alvarez, 2011). This average representation provides a more precise 
description in comparison to individual evaluations of each member of the set because noise 
from one individual evaluation cancels out uncorrelated noise from another individual evaluation 
(Alvarez, 2011). As such, it has been shown that typical viewers can accurately extract both the 
mean emotional expression and mean identity of the crowd, although performance is at chance 
when they are asked to discriminate, identify, or localize individual members of a previously 
seen set (Haberman & Whitney, 2007, 2009a; DeFockert & Wolfenstein, 2009).  
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Previous research suggests that DPs have trouble integrating individual face features into 
a gestalt (Lobmaier, 2010; deGelder & Rouw, 2000; Behrmann, et al., 2005), and may be 
generally impaired identifying the global shape of a stimulus, showing such deficits for objects 
as well as faces (Behrmann et al., 2005; Behrmann & Avidan, 2005; Bentin et al., 2007; Avidan, 
2011; Palermo, 2011). For alternative findings see: (Duchaine et al. 2007; Schmalzl et al 2008; 
Lee et al. 2010). Ensemble coding, like other holistic processing tasks, requires the integration of 
features across space (Alvarez, 2011) or time (Haberman et al., 2009b). If DPs have difficulty 
with this type of integration in general, we may expect that they will have trouble forming a 
unitary percept of any attribute of a crowd, not just average identity. Alternatively, it is possible 
that the deficits DPs experience during individual face recognition tasks will be minimized via 
the process of ensemble coding. As mentioned previously, ensemble coding involves canceling 
out “noisy” individual evaluations, thereby achieving a more precise representation of the group 
as a whole. Although individual face evaluations are suboptimal in DP, the averaging process 
inherently reduces such imprecision. This leaves open the intriguing possibility that DPs, who 
are impaired at individual face identification, may be able to extract the mean identity of the 
crowd just as well as controls. If DPs do not experience interference by individual faces in the 
crowd, they could potentially be better than normal perceivers at extracting ensemble 
information.  
 The aim of this study was to explore whether DPs can successfully perceive ensemble 
characteristics of face sets, or “crowds.” In order to distinguish between deficits specific to the 
perception of face identity and impairment in ensemble coding in general, we measured the 
ability to estimate not only the average identity of upright faces, but also the average emotional 
expression, an attribute for which DPs typically exhibit little impairment when performing 
judgments on individual faces (Bentin, Deouell & Soroker, 1999; Dobel, et al., 2007; Duchaine, 
Parker, & Nakayama, 2003; Humphreys, Avidan, & Behrmann, 2007; Jones & Tranel, 2001; for 
an different view see Palermo, 2011). Accordingly, we limited our group of participants to those 
who reported no or very little impairment in emotional processing of faces. Furthermore, we 
included conditions in which the face sets were inverted to control for low-level visual effects 
during ensemble coding. 
Participants  
  Four DP individuals  (DP1, DP2, DP3, & DP4) participated in the experiment. Three of 
the 4 DPs were recruited from a volunteer pool of previously diagnosed prosopagnosics (results 
from original tests are reported in Section 2.3.  One had not participated in previous studies and 
was newly screened. We asked the DP participants to describe their experiences with faces and 
whether they found it difficult to recognize individuals and/or the emotion of individual faces by 
vision alone. All of them reported experiencing severe difficulty in face recognition and reported 
that these deficits substantially interfered with daily functioning.  For instance, DP1 (female, 43 
yrs.) noted she had difficulty watching movies because the characters appeared similar to her; 
DP2 (female, 30 yrs.) mentioned having trouble finding her parents in an airport; and DP3 
(female, 54 yrs.) reported experiencing difficulty recognizing close friends out of context; DP4 
(female, 59 yrs.) noted that she was unable to distinguish between students in her classroom. By 
contrast, none of them reported problems recognizing emotions from faces, albeit DP1 described 
mild impairment in emotional processing. These questions were asked before any tests were 
administered. 

We recruited twenty participants to serve as controls for this experiment. Five control 
participants were matched on age and gender to each of the prosopagnosics. Control group mean 
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ages and standard deviations are as follows: DP1 control group:  M = 38.8 SD = 3.03; DP2 
control group: M = 30 SD = 3.32; DP3: control group M = 53.4 SD = 4.98; DP4 control group: 
M = 59.8 SD = 4.92. All control participants were recruited from the general population, first by 
a short telephone interview. All reported that they had no difficulty recognizing or identifying 
faces. Qualified participants were then asked to come into the lab for testing and underwent the 
same standardized and experimental tests as the DPs. 
Standard Face Recognition Tests 

Before experimental testing, we administered two standardized face processing tests.  In 
the Benton Face Recognition Test (BFRT, Benton & Van Allen 1968) a greyscale target face is 
presented at the top in each display, and the participant is asked to select the face that is the same 
person from among 6 faces in different 3-D orientations below it. In the Warrington Recognition 
Memory Test (WRMT, Warrington, 1984) 50 study faces (greyscale) with hair and clothing 
intact are presented sequentially. At test, two faces are presented. One is the same as a study face, 
and the participant is asked to choose which of the two faces was previously viewed.  All faces 
are presented in the same orientation and with the same lighting conditions at both study and test. 
To control for general memory ability, 50 words are also presented sequentially for study. At test, 
a single sheet of paper is presented containing half study words and half new words. The 
participant verbally reports the words that were previously viewed. Table 4.1 presents the scores 
on the Warrington Recognition Memory Test. Again, two of the DP participants (DP2 & DP4) 
performed significantly below controls and one was trending toward significance. Traditionally, 
Warrington scores are presented as the difference in performance between word and face 
recognition. Participants who score better on word recognition compared to face recognition are 
categorized as having a “face discrepancy” (Warrington, 1984). While a face discrepancy may 
represent an impairment in face recognition, it is also possible that a face discrepancy simply 
represents a proficient memory for words. Therefore, we have included the both the discrepancy 
score and the raw scores in Table 4.1.  
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Table 4. 1 The scores of prosopagnosic participants and theirmatched controls on theWarrington 
Recognition Memory Test. The upper table represents participants’ raw scores out of 50 trials. 
The lower table represents participants’ scores on the face memory test relative to participants’ 
scores on the word memory test (the traditional scoring method of the Warring Recognition 
Memory Test). 

In addition, we presented the Berkeley Famous Faces Test, a locally developed test, in 
which participants were asked to identify 25 celebrity faces. (e.g., Bill Clinton, Elvis Presley, 
etc.). The aim of this test was to assess face identification in DP relative to typically developed 
individuals with the same cultural background. Importantly, participants were not required to 
recall the name of the celebrity (although giving the correct name was clear evidence of 
recognition). For instance, if they said an American president for Bill Clinton, that was 
considered correct. After the test was concluded, we also controlled for participants’ familiarity 
with celebrities by asking participants to confirm their exposure to each celebrity presented in the 
test. If the participant was unfamiliar with a particular celebrity, their response to this celebrity 
was excluded from the analysis. Table 4.2 shows participants’ exposure levels. Despite these 
allowances, all DPs had great difficulty recognizing celebrity faces (all 60% or less accuracy) 
and all DPs were statistically worse than controls on at least one of the face measures (see 
below).    
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Figure 4.1a shows performance on the Berkeley Famous Faces Test. Each DP is shown as a 
single triangle in a given color with their controls shown in the same color as the DP to which 
they were matched.  All DP’s performed worse than their respective control participants on a t-
test designed for single case studies with small n (all p < .05 Crawford et al., 2009) Figure 4.1b 
shows performance on the BFRT.  Two DPs (DP1 & DP2) scored significantly below the mean 
of their matched controls (p < .05 and the remaining two were trending in the same direction).  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
Table 4.2 The scores of prosopagnosic participants and their matched controls on the Berkeley 
Famous Face Test. Exposure level to the 25 celebrities is recorded in the right column. If a 
participant was not exposed to a celebrity, this trial was deleted from the test. 

 
Both Benton and Warrington tests have been criticized as measures for assessing 

prosopagnosia because results might be affected by the presence of non-face cues during study 
(Duchaine and Nakayama 2004, 2006), we nonetheless presented these data to allow 
comparisons with many previous studies of DP.  

During their original testing sessions, 3 prosopagnosics completed other face recognition 
tests, such as the The Cambridge Face Memory Test (CFMT) and the Cambridge Face 
Perception Test (CFPT). To maximize consistency, we required the 4th prosopagnosic to 
complete these tasks as well. Both the CFMT & the CFPT require participants to match a target 
face to test faces positioned in different orientations and with varying levels of noise added. 
Importantly, both of these tests exclude non-face details, and therefore more accurately assess 
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face recognition than either the Warrington or Benton tests (Duchaine, 2006, Bowles, et al., 
2009). Internal reliability, as measured by Chronbach’s alpha is:  CMFT, α = .89; CMPT, α = .74 
(Bowles, et al., 2009). The CFPT measures the ability to perceive faces (the target face and test 
faces are presented simultaneously), while the CFMT measures the ability to remember faces 
(target and test faces are presented sequentially with delay in between).  All of our 
prosopagnosics scored 2 standard deviations below the mean, or worse, confirming that these 
participants are impaired at both perceiving and remembering faces. Table 4.3 includes the 
scores for prosopagnosics along with control means and standard deviations, as reported by 
(Bowels, et al., 2009 & Duchaine & Nakayama, 2006) Please note that a higher score in the 
CFPT indicates poor performance, whereas a lower score in the CFMT indicates poor 
performance.  

Table 4.3 The scores of prosopagnosic participants in the Cambridge Face Perception 
Test and the Cambridge Face Recognition Test. The average scores of controls, as reported by 
Bowles et al., 2009 and Duchaine and Nakayama are also reported. 

 
Stimuli  

Our ensemble coding experiment incorporated two face sets. One set was comprised of 
147 photographs of the same face displaying diverse emotional expressions, while the other set 
was comprised of 147 faces with neutral emotional expressions but diverse identities. For both 
tested dimensions 18 faces were selected from the respective set for each study display 
(described below) and the sets also served as a continuum from which participants’ selected their 
estimated mean judgment on each trial. Both stimulus sets consisted of morphed greyscale faces 
from the Ekman gallery (Ekman & Friesen, 1976). Each face subtended 2.86 x 3.53 degrees of 
the visual angle.  The morphing procedure for the “Emotions” set proceeded as follows: First, 3 
faces (same identity) with happy, sad, or angry emotional expressions were selected from the 
Ekman gallery. Next, the faces were linearly morphed to produce 48 morphs between each pair 
of basic emotions (i.e., 48 morphs between happy and sad, 48 morphs between sad and angry, 
and 48 morphs between angry and happy).  Note that the set forms a circular continuum where 
there is no beginning or ending face.  Morphs were created using Morph 2.5 (Gryphon Software, 
San Diego, CA). Figure 4.2a provides a schematic of the Emotion stimulus set.  The same 
morphing technique was used to create the “Identities” set, except using 3 faces with different 
identities (and neutral emotions) from the Ekman gallery (see Figure 4.2b). All stimuli were 
viewed on a monitor with resolution of 1280 X 1240 and 75 Hz refresh rate.  
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Figure 4.2.a  A schematic representation of the stimuli set. In this set, there are 147 faces total 
generated from 3 original faces.  Each face displays a slightly different emotional expression. All 
faces in the stimulus set share the same identity. Figure 4.2.b This set is also comprised of 147 
faces total generated from 3 original faces.  However, each face displays a different identity.  All 
faces in the stimulus set share the same neutral expression.   
 
Design, Task and Procedure   

The tested dimension (emotion or identity) and the orientation (upright or inverted) were 
blocked with 200 trials in each of 4 blocks. On each trial participants viewed a study display of 
18 faces randomly jittered within a 4 X 5 grid. Each study display was presented for 1000 ms 
during which the participants were instructed to form an impression of the “average” emotion (or 
identity) of the faces presented in the study display. Immediately (one screen-refresh interval) 
after offset of the study display, a test screen with one face presented at fixation appeared. This 
test-face was selected at random from the complete set of 147 faces (of identities or emotions). 
Scrolling the mouse, the participant could change this face, screening through the remaining 
faces in the set in order to select the face that best represented their estimate of the mean 
emotional expression or identity on that trial. The choice was reported by mouse click. An ITI of 
200ms separated the response from the next trial (Figure 4.3).  

Half of the study displays in each block contained face sets that were heterogeneous with 
respect to emotion (or identity) and the other half contained homogeneous face sets. In the 
heterogeneous condition, the faces included in each study display represented 6 different 
emotions (or identities), each repeated 3 times. The mean of each study display was chosen 
randomly on each trial, and the faces comprising the display were 5, 15, and 25 steps away from 
the mean in either direction within each set. Notably, in the heterogeneous condition, the face 
representing the actual mean was never included in the display. In the homogeneous condition, 
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all faces in the display were identical.  There were 4 counterbalanced blocks: 1. Emotion Upright 
[EU]: Upright faces varying in emotion (same identities) 2. Emotion Inverted [EI]: Inverted faces 
varying in emotion (same identities) 3. Identity Upright [IU]: Upright faces varying in identity 
(neutral emotions) 4. Identity Inverted [II]: Inverted faces varying in identity (neutral emotions). 
Each prosopagnosic completed the blocks in the same order as their matched controls. Figure 4.3 
provides an illustration of heterogeneous display.  

 
 
 

Figure 4.3  Participants viewed the display for 1000 ms. Using a scrolling mouse, participants 
chose the face that best represented their estimate of the mean identity/emotion of the display.   
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Figure 4.4: Examples in four Blocked Conditions: A) Emotional Upright B) Emotional Inverted 
C) Identity Upright D) Identity Inverted. 
 
Analysis 

First, we defined how far away the participants’ responses were from the true mean of the 
study display and assigned a numerical value on each trial reflecting the difference between the 
actual and reported means. Recall that the response set contained 147 faces on a circular 
continuum (of either emotional expression or identity). By analyzing the rectified standard 
deviation (SD) of the error distribution—the collection of difference scores between the set mean 
and the participant’s response—the degree of tuning to the mean could be estimated for each 
participant. The SDs were also compared with simulated data to rule out the possibility that 
participants only sampled 1 face in each display and made their mean judgment on the basis of 
that face (see below). This analysis was conducted separately for DP and control participants.  
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Figure 4.7. Rectified standard deviation of the error distribution for individual participants during 
the homogeneous condition. * In this condition, this participant was exposed to the display for 
3000 ms. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 4.6.Rectified standard deviation of the error distribution for individual participants during 
the heterogeneous condition. Again, each DP is shown as a single triangle in a given color with 
their controls shown in the same color as the DP to which they were matched. In contrast to their 
performance on standardized face tests, DP performance in the experimental tasks is scattered 
across the range of control performance, indicating that DPs successfully ensemble code crowds 
of faces. * In this condition, this participant was exposed to the display for 3000 ms. 
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Results  
Figure 4.6 & Figure 4.7 show the rectified standard deviation of the error distributions for 

both controls and DPs during the heterogeneous and homogeneous conditions. The pattern 
clearly indicates that DP’s performance falls well within the distribution of control performance 
during the heterogeneous condition and suggests that DPs can successfully perform ensemble 
coding on crowds of faces.  Small sample t-tests further confirm that prosopagnosics’ 
performance is similar to control performance. There were no significant differences between 
prosopagnosic and control performance, except in one case, where the prosopagnosic performed 
better than her matched control sample (DP1 Emotion Inverted SD = 17. 62. Matched control 
mean SD = 19.90  See Table 4.4 below.  

 
	   DP1	  vs.	  	  

Controls	  
DP2	  vs.	  	  
Controls	  

DP3	  vs.	  	  
Controls	  

DP4	  vs.	  	  
Controls	  
	  

Emotion	  Upright	   1.46(4),	  p	  =	  .22	   -‐1.26(4),	  p	  =	  .28	   -‐20(4),	  p	  =	  .85	   .88(4),	  p	  =.43	  
Emotion	  
Inverted	  

-‐2.90(4),	  p	  -‐.04	   .01(4),	  p	  =	  .99	   -‐.79(4),	  p	  	  =.47	   -‐2.00(4),	  p	  =	  .11	  

Identity	  Upright	   .28(4),	  p	  =	  .79	   -‐.98(4),	  p	  =	  .38	   1.61(4),	  p	  =	  .18	   -‐.44(4),	  p	  =	  .68	  
Identity	  Inverted	   .31(4),	  p	  =	  .77	   -‐.27(4),	  p	  =	  .79	   .31(4),	  p	  =	  .77	   -‐.01(4),	  p	  =	  .99	  
 
Table 4.4 The scores from small sample t-tests for each prosopagnosic compared to their 
matched control group within each condition of the ensemble coding task. There are no 
significant differences between controls and prosopagnosics except in one case, where the 
prosopagnosic performed better than her matched control group. 

 
We further tested whether individual face recognition abilities were correlated with 

ensemble coding performance by conducting a non-parametric, bi-variate correlational analysis 
between the performance on the Berkeley Famous Face Test and performance on the ensemble 
coding tests. We examined controls and prosopagnosics as one group because this combined data 
set best exhibits variance of performance on the Berkeley Famous Face Test. These scores were 
not correlated with performance on the ensemble coding tasks during any condition. (Emotion- 
Upright: r(24) = -.056, p > .79. ; Emotion-Inverted:  r(24) = .173, p > .42.; Identity-Upright:  
r(24) = -.150, p >.48.; Identity-Inverted: r(24) = .085, p >.69.) Thus, the wide range of 
performance in individual face discrimination tasks was not correlated with ensemble coding 
scores, further dissociating individual face recognition ability from performance on the ensemble 
coding task. This pattern is not unique to the Berkeley Famous Face Test. All standard face tests 
were correlated with each other using parametric measures and no test was correlated with the 
ensemble coding task. If the ensemble coding task were unreliable, this would contribute to a 
lack of correlation. To minimize this potential, we conducted a Chronbach’s alpha test, which 
confirmed that the ensemble coding task was reliable, α = .775. 

One potential account for these results is that both controls and DPs were overwhelmed 
by the difficulty of the task. To compensate for task difficulty, both groups may potentially 
choose a face at random from the display rather than engaging in ensemble coding to extract a 
summary of the crowd. If this scenario were true, the participants would not be processing the 
group of faces as a whole, but only extracting the features from one face. To ensure that both 
groups were extracting mean representations and thereby engaging in some manner of 
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integration across the faces in the display, we designed a model that simulated performance 
based on picking only one face in the display. For the simulation, a face was selected at random 
from the heterogeneous display.  Next, noise was added based on each individual’s standard 
deviation in the homogeneous condition. Finally, the program chose a face within the noise 
distribution and the corresponding value was subtracted from the mean of the display. By 
repeating this Monte Carlo procedure, we obtained a simulated error distribution and the 
associated standard deviation.   

We compared the simulated standard deviation against participants’ true performance for 
both control and DP groups independently. Paired t-tests revealed significant differences 
between simulated and non-simulated results. The simulated standard deviations for the controls 
were significantly higher, compared to the participants’ true performance (Emotion-Upright: t(19) 
=15.82,  p < .0001; Emotion-Inverted: t(19) =  11.51,  p < . 0001; Identity-Upright: t(19) =  10.41,  
p < . 0001;  Identity-Inverted: t(19) = 8.11,  p < .0001). Similarly, the DPs simulated standard 
deviations were also significantly higher compared to each DP’s true performance (Emotion-
Upright: t(3) = 4.60,  p < .02; Emotion-Inverted: t(3) = 19.22,  p < . 0002; Identity-Upright t(3) = 
8.97,  p < .01; Identity-Inverted:  t(3) = 5.21,  p < .01). The smaller variance in the real data 
compared to the simulation indicates that performance genuinely reflected ensemble coding and 
was not an artifact of task difficulty. Figure 4.8 shows simulated vs. true performance for 
controls, while Figure 4.9 shows simulated vs. true performance for DPs.    
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Figure 4.8. Controls true performance (grey) compared to the simulated performance (black) for 
individual participants. Controls performed significantly better than the simulation predicts if 
judgments were based on picking one face at random from the display.  This comparison 
confirms that controls participants engaged in some sort of ensemble coding.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 4.9. Prosopagnosics true performance (grey) compared to the simulated 

performance (black) for individual participants. Prosopagnosics displayed a similar pattern to 
controls. They also performed significantly better than the simulation predicts if judgments were 
based on picking one face at random from the display.  This comparison confirms that all DPs 
engaged in some sort of ensemble coding 
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To ensure that our methods were sensitive enough to detect differences across conditions, 
we conducted a 3 way ANOVA on the control data. The factors were Dimension (emotion, 
identity), Orientation (upright, inverted), and Study Display Condition (heterogeneous, 
homogeneous). The ANOVA revealed that the SD was significantly larger with inverted 
compared to upright faces [F(1,19) = 15.08 p < .001, ηp2 = .443]. The better performance with 
upright than inverted faces is consistent with reliance on holistic processing in the upright case to 
achieve ensemble coding and replicates earlier results (Haberman & Whitney, 2009a). The 
Orientation x Dimension interaction was not significant. As expected, the ANOVA also revealed 
better performance for the homogeneous compared to the heterogeneous condition [F(1, 19) = 
57.57, p < .001, ηp2 = .752].  This is not surprising because the homogeneous task should be 
easier (requires only matching) than the experimental task (requires ensemble coding).  All other 
main effects and interactions did not reach significant levels.    
Discussion 

In the current study, we tested whether DPs’ impairments in single face recognition 
affects their percept of crowd characteristics. Although processing single faces is an important 
element of social interaction, crowd perception is also an integral aspect of daily experience, 
both for evaluating the probability that certain individuals might be in a crowd, and for 
ascertaining the emotional tenor. Indeed, much of daily life is filled with crowd analysis at some 
level. We engage with crowds during school and work, intermingle with crowds while shopping 
and attending sporting events, and we view crowds regularly while watching the news, 
advertisements, and movies. 

 Based on their difficulty recognizing individual faces and their own reports, one might 
expect that DPs should be impaired at crowd recognition as well. Many DPs express frustration 
when navigating crowds; this could be because DPs exhibit deficits in individual face processing 
which could lead to challenges finding faces in crowds. There are at least two sorts of 
information that are available while screening crowds. First, there is information about individual 
identities (e.g., could my child be on the playground?) and second there is information about the 
crowd as a whole (e.g., are all the children happy?). Whereas DPs have increased difficulty 
detecting individual faces in crowds, the present results clearly indicate that they have access to 
the summary statistical information about crowds of faces (expression and identity). Surprisingly, 
although DPs cannot identify individual faces explicitly, they can rapidly extract the mean 
identity of the crowd itself, as evidenced by the fact that their accuracy and precision in all 
conditions was comparable to controls. Our results suggest a counterintuitive phenomenon: 
Although one of our DPs complained that she struggles to identify her family members in an 
airport and another finds it difficult to find her own child in a group of children on a playground, 
DPs are potentially able to incorporate the very same faces they have trouble identifying into an 
ensemble statistic that represents the crowd as a whole.  

While at first glance, it may seem counterintuitive that DPs can perceive the “identity of 
the crowd”, our results reinforce previous findings showing that ensemble coding mitigates the 
imprecise perception of individual items. The fact that DPs performed no worse in the identity 
conditions compared to the emotion conditions suggests that ensemble coding can serve as a 
compensatory mechanism under uniquely impoverished conditions. Typical perceivers rapidly 
assess the “gist” of a scene, when insufficient time or attention is available to process each item 
(Alvarez & Oliva, 2009; Haberman & Whitney, 2011). We extend these findings by showing 
that individuals with developmental prosopagnosia, who by definition exhibit imprecise 
individual face evaluations, may similarly achieve a veridical ensemble code. How does 



45 

ensemble coding mitigate imprecise perception? Like any averaging process, ensemble coding is 
more precise when greater numbers of items are being pooled (assuming that the noise is 
uncorrelated) and less precise when smaller numbers of items are being ensemble coded 
(Alvarez, 2011). Thus, it is possible that prosopagnosics benefit from the large number of 
presented faces.  

Consistent with previous research, our results suggest that ensemble coding processes are 
distinct from individuation processes. Indeed many studies show that successful ensemble coding 
occurs without face individuation (Haberman & Whitney, 2011; DeFockert & Wolfenstein, 2009, 
Haberman & Whitney, 2007). For example, a face that changes expression might go unnoticed, 
but the average expression in the crowd can nevertheless be reported with precision (Haberman 
& Whitney, 2011). Similarly, prosopagnosics show reduced sensitivity to individual faces, but 
they are capable of forming an ensemble percept of the crowd. The lack of correlation between 
individual face recognition tests and ensemble coding tasks reinforces the idea that individual 
face recognition is distinct from the ensemble coding process. While there was strong 
consistency between individual face recognition tasks, there was no correlation between the 
sensitivity to individual faces and the sensitivity to crowd expression/identity.  These results 
suggest that the fidelity of the crowd percept is not strictly dependent on the fidelity of the 
individual face percept. Thus, prosopagnosics may be face blind, but they are crowd-aware.  

A common explanation for prosopagnosia is that local features are prioritized and 
interfere with the analysis necessary to identify the face as a whole (Behrmann & Avidan, 2005). 
Past experiments on developmental prosopagnosia explored whether local biases interfere with 
the gestalt perception of a single face; however, no experiment (that we are aware of) 
investigated whether local preferences interfere with DPs ability to integrate information from 
many faces into a unitary representation. Results from our within-group simulations indicate that 
our DP participants perceive group characteristics based on the integration of features across at 
least 2 faces (conservatively). Moreover, similarities between control and DP performance 
suggests that prosopagnosics’ pattern of integration is well within the range of typical perceivers. 
Thus, whatever precedence may be given to local features by DPs within the crowd, it is clearly 
not at the expense of the general percept of the crowd as a whole.  

It is an essential part of the human experience to evaluate the crowd surrounding us.  
Prosopagnosics typically describe their percept of a crowd as bewildering. One states, “I see 
faces that are human….but they all look more or less the same” (HS, 2006). While anecdotal 
reports abound, until now, the study of explicit impairments with crowd processing in DP 
remained empirically untested. Specifically, research in the ensemble coding field focused on 
normal perceivers and it was unclear whether people with face recognition deficits were capable 
of calculating the average “face” of the crowd or even the average of multiple items in a display. 
We show that, like typical perceivers, DPs can rapidly extract a unitary representation of the 
crowd and that deficits in individual face discrimination do not diminish the accuracy of the 
ensemble code.This article may be found online at doi:10.1016/j.neuropsychologia.2012.03.026 
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Chapter 5: Conclusions 

In conclusion, the fact that we continue to experience rich percepts, despite limited visual 
capacity, is a puzzle that vision scientists continue to grapple with. While, the exact mechanisms 
underlying this ‘grand illusion’ remains mysterious, we propose that ensemble codes 
significantly contribute to vivid, conscious perception. Our experiments demonstrate that 
ensemble codes fulfill many of the necessary requirements to support perception. First, ensemble 
codes successfully carry high-level, object-centered representations. This was clearly 
demonstrated by our participants’ ability to assimilate multi-oriented faces into a unified 
ensemble code. Secondly, in order for ensemble codes to contribute to visual perception, they 
must not only be able to convey high-level information, but must also convey this information 
when individual exemplar analysis is not possible. All of the discussed experiments contained 
brief stimulus presentations that minimized the possibility of single-item analysis. In the 
strongest evidence to date, we also tested patients that are impaired in single-item perception 
(prosopagnosics). In all cases, participants achieved a valid ensemble percept, despite 
impoverished single-item discrimination. Most importantly, ensemble perception confers clear 
benefits, including increased visual sensitivity, when other visual processes cannot. In some 
cases, participants performed remarkably precise analyses on group characteristics that 
outmatched their precision for characterizing single items displayed alone. In all cases, ensemble 
perception was profitable because it yielded information when other visual processes were 
impeded by attentional bottlenecks or damaged by injury. While the paradox of conscious 
perception, with limited attentional capacity remains unsolved, our research proposes that 
ensemble codes may be an indispensable component of the grand illusion. 
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