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Abstract of the Dissertation

Efficient Algorithms for Human Genetic

Variation Detection using High-throughput

Sequencing Techniques

by

Dan He

Doctor of Philosophy in Computer Science

University of California, Los Angeles, 2012

Professor Eleazar Eskin, Chair

High-throughput sequencing (HTS) technologies are one type of genome sequenc-

ing techniques where short DNA segments, or reads, are sequenced or sampled

from genome. Compared with the traditional genome sequencing techniques, they

have advantages such as low-cost and they are able to parallelize the sequencing

process to produce millions of reads. These technologies have been widely used in

many important problems related to human genetic variations. We mainly target

three human genetic variation problems with the reads generated by HTS.

It is well-known that human individuals differ from each other by 0.1%. The

majority of the differences is in the form of SNPs, or Single Nucleotide Poly-

mophisms. Haplotypes, defined as the sequences of SNPs on each chromosome of

a human genome, are important for problems such as imputation of genetic vari-

ants, relatedness of human individuals, etc. A difficulty in haplotype inference is

the presence of sequencing errors and a natural formulation of the problem is to

infer haplotypes which are most consistent with the data from a combinatorial
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perspective. Unfortunately, this formulation of the haplotype assembly is known

to be NP-hard. We proposed a few techniques including dynamic programming,

MaxSAT and Hidden Markov Model (HMM) to solve the problem optimally from

different perspectives.

Structural variations and in particular Copy Number Variations (CNV) have

dramatic effects of disease and traits. We first proposed an efficient algorithm

to detect and reconstruct CNVs in unique genomic regions, where the sequenc-

ing reads generated from HTS are mapped to a reference genome and signatures

indicating the presence of a CNV are identified. Then we extend the algorithm

to a much more challenging problem where CNVs are in repeat-rich regions and

the reads may be mapped to multiple mapping positions. To our knowledge, our

method is the first attempt to both identify and reconstruct CNVs in repeat-rich

regions.

Recent advances in sequencing technologies set the stage for large population

based studies, in which the DNA or RNA of thousands of individuals will be

sequenced. A few multiplexing schemes have been suggested, in which a small

number of DNA pools are sequenced, and the results are then deconvoluted using

compressed sensing or similar approaches. These methods, however, are limited

to the detection of rare variants. We provide a new algorithm for the deconvo-

lution of DNA pools multiplexing schemes. The presented algorithm utilizes a

likelihood model and linear programming and is able to genotype both low and

high allele frequency SNPs with microarray genotyping and imputation.
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CHAPTER 1

Introduction

High-throughput sequencing (HTS) technologies (also known as Next-Generation

Sequencing) are one type of genome sequencing techniques where short DNA

segments, or reads, are sequenced or sampled from genome. Compared with the

traditional genome sequencing techniques, they have advantages such as low-cost

and they are able to parallelize the sequencing process to produce millions of

reads. These technologies have been widely used in many important problems

related to human genetic variations. We mainly target three human genetic

variation problems with the reads generated by HTS.

Chapter 2: Optimal Algorithms for Haplotype Assembly

It is well-known that human individuals differ from each other by 0.1%. The

majority of the differences is in the form of SNPs, or Single Nucleotide Poly-

mophisms. Haplotypes, defined as the sequences of SNPs on each chromosome

of a human genome, are important for problems such as imputation of genetic

variants, relatedness of human individuals, etc.

Unfortunately, current technology to collect genetic information is through

whole-genome sequencing, where very short DNA segments are sampled, or se-

quenced, from the whole DNA sequence. Therefore it is only able to provide

haplotype information for very short regions. The haplotype assembly problem
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which attempts to combine the information from all of these regions to infer

complete haplotypes is one of the most important problems in population ge-

netics and has attracted lots of attention. A difficulty in haplotype inference is

the presence of sequencing errors and a natural formulation of the problem is to

infer haplotypes which are most consistent with the data from a combinatorial

perspective. Unfortunately, this formulation of the haplotype assembly is known

to be NP-hard. We proposed a few techniques to solve the problem effectively.

We first developed a dynamic programming algorithm, which is able to optimally

infer haplotypes when the DNA segments are short. Next we converted the prob-

lem into a MaxSAT problem which aims inferring haplotypes from longer DNA

segments and we solved the MaxSAT problem using SAT solvers. Finally we

combined dynamic programming with a Hidden Markov Model (HMM) to infer

haplotypes using a set of reference DNA sequences, which is able to improve the

inference accuracy significantly.

This chapter is based on [HCP10], presented at the ISMB 2010 conference,

which is also presented at the journal of Bioinformatics, 2010 and [HHE12], ac-

cepted by the Recomb 2012 conference, which will be also presented at the journal

of Computational Biology, 2012.

Chapter 3: Efficient Algorithms for Reconstruction of Tandem Copy

Number Variation

Structural variations and in particular Copy Number Variations (CNV) have

dramatic effects of disease and traits. Technologies for identifying CNVs have

been an active area of research for over 10 years. The current generation of high-

throughput sequencing techniques presents new opportunities for identification

of CNVs. Methods that utilize these technologies map sequencing reads to a
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reference genome and look for signatures which might indicate the presence of a

CNV. These methods work well when CNVs lie within unique genomic regions.

However, the problem of CNV identification and reconstruction becomes much

more challenging when CNVs are in repeat-rich regions, due to the multiple

mapping positions of the reads. We first proposed an efficient algorithm to detect

and reconstruct CNVs in non-repeat regions. Then we extend the algorithm to

handle the multi-mapping reads such that the CNVs can be reconstructed with

high accuracy even for repeat-rich regions. To our knowledge, our method is the

first attempt to both identify and reconstruct CNVs in repeat-rich regions.

This chapter is based on [HFE10] and [HHF11], presented at the GIW 2010

and HiTSeq 2011 conferences, respectively. The two works are also presented at

the journal of BMC Bioinformatics, 2010 and Bioinformatics, 2011.

Chapter 4: Genotyping common and rare variation using overlapping

pool sequencing

Recent advances in sequencing technologies set the stage for large population

based studies, in which the DNA or RNA of thousands of individuals will be

sequenced. However, such studies are still infeasible using a straightforward se-

quencing approach; as a result, recently a few multiplexing schemes have been

suggested, in which a small number of DNA pools are sequenced, and the results

are then deconvoluted using compressed sensing or similar approaches. These

methods, however, are limited to the detection of rare variants. We provide a

new algorithm for the deconvolution of DNA pools multiplexing schemes. The

presented algorithm utilizes a likelihood model and linear programming. The

approach allows for the addition of external data, particularly imputation data,

resulting in a flexible environment that is suitable for different applications. Par-

3



ticularly, we demonstrate that both low and high allele frequency SNPs can be

accurately genotyped when the DNA pooling scheme is performed in conjunc-

tion with microarray genotyping and imputation. Additionally, we demonstrate

the use of our framework for the detection of cancer fusion genes from RNA

sequences.

This chapter is based on [HZP11], presented at the Recomb-Seq 2011 work-

shop. This work is also presented at the journal of BMC Bioinformatics, 2011.

Chapter 5: Conclusion and Future Work

We first summarize our contribution to the human genetic variation related prob-

lems using HTS. Our future work will be focusing on developing methods to im-

prove IBD (identity-by-descent) estimation in multiple individuals and pedigree

reconstruction for a group of individuals based on their haplotypes.
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CHAPTER 2

Optimal Algorithms for Haplotype Assembly

2.1 Haplotype Assembly from Whole-genome Sequencing

Data

2.1.1 Introduction

Obtaining haplotypes, or the sequence of alleles on each chromosome, is an impor-

tant step for many types of analyses of genetic variation in the human genomes.

In particular, haplotype inference is required for the application of many im-

putation algorithms [MHM07b] which are now widely applied in the analysis of

genome-wide association studies.

The standard approach for obtaining haplotype information involves collect-

ing genotype data from a population of individuals. Genotype data contains

information on the set of alleles at each locus, but lacks information on which

chromosome a particular allele occurs on. Computational methods are then ap-

plied to these genotype data to infer the haplotypes [SSD01, HE04, BB08b].

These methods take advantage of the fact that alleles at neighboring loci in the

genomes are correlated or are “in linkage disequilibrium” (LD), as well as the

fact that in any given region, only a few common haplotypes account for the

majority of the genetic variations in the population. Because of their reliance
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on LD, these methods have difficulty inferring haplotypes with rare variants and

have no ability to infer haplotypes for alleles that are unique to an individual.

Recently, the development of high-throughput sequencing technology has en-

abled an alternative strategy to obtain haplotypes. Since each sequence read is

from a single chromosome, if a read covers two variant sites, all of the alleles

present in the read must be from the same haplotype. Using this insight, it is

possible to assemble the two haplotypes for a chromosome from the collection of

such reads by joining reads which share alleles at common variants. The prob-

lem is referred to as “haplotype assembly” [LBI01], which is challenging in the

following two aspects:

• Reads are sampled from either of the two haplotypes and no information

is given about which one they come from. The reads need to be separated

for the two haplotypes in the assembly process.

• Errors in reads significantly increase the difficulty of the problem and it

has been shown that the problem is NP-hard even for reads of length 2

[LBI01, CIK05].

A simple greedy heuristic method [LSN07] (which we call the Greedy algorithm),

concatenates the reads with minimum conflicts and is fast but not very accurate

when reads contain errors. Other stochastic algorithms, such as HASH [BHA08],

which is a Markov Chain Monte Carlo (MCMC) algorithm, and HapCut [BB08a],

which is a combinatorial approach, have been shown to be much more accurate

than the Greedy algorithm on the HuRef diploid genome sequence [LSN07].

However, both HASH and HapCut algorithms use stochastic strategies and

therefore are not guaranteed to find optimal solutions for the haplotype assembly

problem. We propose a dynamic programming algorithm, which is able to assem-
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ble the haplotypes optimally with time complexity O(m×2k×n), where m is the

number of reads, k is the length of the longest read and n is the total number of

heterozygous sites in the haplotypes. Since this time complexity is exponential

in k, we reduce the problem to the maximum satisfiability (MaxSAT) problem

for cases where k is large. MaxSAT conversion is a well-known strategy for many

computational biology problem such as SNP Tagging [CZH08]. The converted

MaxSAT problem can often be solved optimally in a reasonable amount of time

with a MaxSAT solver. Our experiments show that the MaxSAT approach can

solve 99.98% instances of the converted haplotype assembly problem optimally.

We also show for the first time that the current best-known solution is only 1.1%

from the optimal solution and our solution is the best result that has yet been

achieved.

Taking advantage of the efficiency and optimality of our method, we are able

to perform simulation experiments to evalute the feasibility of assembling haplo-

types using sequence reads with the length typical of the current high-throughput

technologies. The current sequencing technologies are able to collect paired-end

reads where sequences of two segments are obtained separated by an approxi-

mate distance (insert length). Our experiments show that the insert length and

in particular the variability in the insert length play a crucial role in our ability to

assemble haplotypes. Using data from HapMap [Int07] we demonstrate that us-

ing current high-throughput sequencing technologies, the assembly of reads into

haplotypes is impractical. However, we show that combining haplotype assem-

bly from sequencing with traditional approaches for inferring haplotypes using

genotypes can effectively recover haplotypes for both common and rare alleles.

7



2.1.2 Related Work

The haplotype assembly problem was first introduced by [LBI01]. They show that

the problem is computationally challenging when reads contain errors since the

reads can not be partitioned perfectly into two disjoint sets. Therefore, various

combinatorial objective functions have been proposed [LBI01, LSL02] to define

the best reconstruction of haplotypes such as minimum fragment removal (MFR),

minimum error correction (MEC), minimum SNP removal (MSR), minimum im-

plicit SNP removal (MISR), minimum implicit fragment removal (MIFR). Out of

these objective functions, MEC which is the number of conflicts between the se-

quence reads and the constructed haplotypes, is the most difficult one to optimize.

The haplotype assembly problem with MEC as the object function is NP-hard

even for gapless reads of length 2, while polynomial algorithms exist for solving

the problem with MFR and MSR as the objective function [LSL02, CIK05]. Sev-

eral heuristic and stochastic methods [PS04, WWL05, LSN07, BHA08, BB08a]

have been proposed to optimize MEC for gapped reads. We also focus on min-

imizing MEC. Therefore, the “haplotype assembly” problem can be defined as

following: given a set of reads which may contain errors, reconstruct the pair of

haplotypes by partitioning the reads to either haplotype such that the Minimum

Error Correction (MEC) is minimized.

The Greedy heuristic algorithm [LSN07], which concatenates the reads with

minimum conflicts, is able to construct optimal haplotypes very quickly if the

reads are error-free. When there are errors in the reads, the Greedy algorithm

usually outputs much worse results than the optimal solution. HASH [BHA08]

and HapCut [BB08a] algorithms are both based on the idea of building a graph

from the read matrix where each row corresponds to a read and each column

corresponds to a position of the haplotype. In the graph, each column is a node

8



and an edge between two nodes is created if there is a read spanning the corre-

sponding two columns. The weights of the edges are determined by the number

of reads that are consistent with the haplotypes minus the number of reads that

are in conflict with the haplotypes in the two columns. The HASH algorithm

uses graph cut computations to construct the Markov Chain used for sampling

the haplotype space. HapCut uses Max-Cut computations in an associated graph

to greedily move towards the optimal MEC solution. Both HASH and HapCut

algorithms obtain much more accurate haplotypes than the Greedy algorithm.

Since convergence of Markov Chain is slow, HapCut is much faster than HASH

with almost the same accuracy.

2.1.3 Methods

We followed the notation by [BB08a] for the haplotype assembly problem. Given

a reference genome sequence and the set of reads containing sequence from both

chromosome, after aligning all the reads to the reference genome [LRD08a], the

homozygous sites (columns in the alignment with identical values) are discarded

since they are not informative. The heterozygous sites (columns in the alignment

with different values) correspond to alleles which differ between chromosomes

and they are labelled as 0 or 1 arbitrarily. A matrix X of size m × n can be

built from the alignment, where m is the number of reads and n is the number of

heterozygous sites. The i-th read is described as a ternary string Xi ∈ {0, 1,−}n,

where ‘−’ indicates a gap, namely that the allele is not covered by the fragment

(again following the notation of [BB08a] for clarity). The start position and end

position of a read are the first and last positions in the corresponding row that

are not ‘−’, respectively. Therefore the ‘−’s in the head and tail of each row will

not be considered as part of the corresponding read. However, there can be ‘−’s
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inside each read which correspond to either missing data for single reads or gaps

connecting a pair of single reads (called paired end reads). Reads without “−” are

called gapless reads ; otherwise they are called gapped reads. Assuming a read’s

end position is j, start position is i, the length of the read is defined as j − i+ 1.

We also assume all the reads have already been correctly aligned to the reference

genome by some mapper, which may not be true since the mapper may introduce

mapping errors and the reads may come from repeat-rich regions. However, the

mapping process is out of the scope of this paper and we thus do not evaluate

the effects of mapping errors on the quality of our haplotype assembly solution.

The haplotypes can be represented as an unordered pair of binary strings

H = (h1, h2), each of length n. Since all the sites are heterozygous, h2 is the

bit-wise complement of h1. An example of the read matrix is shown in Table

2.1. As we can see in this example, each read corresponds to one row where ‘−’

indicates missing information. Reads often contain errors. For example, if we

only consider reads 1,2,3, we can partition them perfectly into two sets ({read1,

read3}, {read2}) and re-construct the haplotypes as H=(h1 = {0000}, h2 =

{1111}) by assigning reads 1 and 3 to h1 and assigning read2 to h2. However,

read4 is in conflict with this partition and there is no perfect partition for reads

1,2,3,4.

Therefore, in the presence of errors, we need to reconstruct the haplotypes

such that some objective function is minimized. The objective function we use

is Minimum Error Correction (MEC), which is the minimum number of changes,

or corrections, that need to be made in the read matrix such that the resulting

matrix admits a perfect bi-partition, where each corrected read maps to either

haplotype perfectly. Alternatively speaking, for any pair of complementary hap-

lotypes, the set of reads can be partitioned into two subsets which satisfy the
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following property: If both subsets of the reads are mapped to the two haplo-

types at their corresponding intervals indicated by their starting positions and

lengths, where one subset is mapped to only one of the haplotypes, the number

of errors, or mismatches for the mapping is minimized. This minimum number of

errors is the MEC score of the reads for the pair of haplotypes. In our example, if

we only consider reads 1,2,3,4, we can change read4 from (101) to (001) such that

now we can obtain a perfect bi-partition ({read1, read3, read4}, {read2}) with

reconstructed haplotypes H ′ = (h1 = {00001}, h2 = {11110}). The number of

changes we made is obviously 1. Therefore the “haplotype assembly” problem is

identical to finding a pair of haplotypes H such that the MEC score of the reads

in the read matrix is minimized. For example, the MEC score for reads 1,2,3,4 is

1 and the corresponding optimal pair of haplotypes is H ′. This example is very

simple, however, in reality, the number of reads can be very large and it has been

shown that the “haplotype assembly” problem is NP-hard even for gapless reads

of length 2.

Notice that the optimal haplotypes which minimize the MEC score may not be

exactly the same as the real haplotypes. However, our objective function for the

haplotype assembly problem makes the maximal parsimony assumption common

in many computational biology problems [Fit77, Gus03]. Therefore the optimal

solution is the most biologically meaningful solution for our problem. Another

factor that may affect the quality of the reconstructed haplotypes is sequencing

error. If the errors are consistent across reads, the reconstructed haplotypes may

maintain these errors and may be incorrect. However, the MEC criteria attempts

to discover haplotypes that minimizes the number of errors in the reconstruction.

This is because if the errors are contained in only the minority of the reads, by

minimizing the possible errors, the reconstructed haplotypes can still capture the

reads that were sequenced correctly and thus avoid the sequencing errors.
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reads 0 1 2 3 4 5 6 7 8 9 10 11 12

read1 0 0 - - - - - - - - - - -

read2 - - 1 1 - - - - - - - - -

read3 0 0 0 0 - - - - - - - - -

read4 - - 1 0 1 - - - - - - - -

read5 - - 0 - - 0 - - - - - - -

read6 - - - 0 - - - - - - 1 1 -

read7 - - - - 0 0 0 - - - - - -

read8 - - - - 0 1 1 0 - - - - -

read9 - - - - - - - - 1 1 - - -

read10 - - - - - - - 1 1 0 - - 0

Table 2.1: An example of read matrix which consists of 10 reads spanning 13

positions.

2.1.3.1 Dynamic Programming Algorithm

To obtain the optimal solution for the haplotype assembly problem, a naive ap-

proach is to enumerate all binary strings, each of which represents a possible

haplotype, and then assign the reads to each pair of possible haplotypes to min-

imize the conflicts with the reads. Given the length of haplotypes as n, the

number of reads as m, this naive approach requires O(m × 2n) complexity and

is therefore infeasible for large n. However, the problem can be solved optimally

using a dynamic programming algorithm as we show here. The basic idea of the

dynamic programming algorithm is to store the optimal MEC for partial haplo-

types (the prefixes for full-length haplotypes) ending with every possible length

k binary strings. Then the algorithm extends the partial haplotypes by one bit

repeatedly until full-length haplotypes are obtained.
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We define r as a length k binary string and s(i, r) as the MEC score for partial

haplotypes starting at position 0 and ending at position i + k − 1 with suffix r

where the partial haplotypes are the prefixes of full length haplotypes. s(i, r) is

obtained by considering only the reads whose starting positions are no greater

than i and it solves a subproblem of the full length haplotype assembly where

all reads are considered. We build a dynamic programming matrix and at each

position i we store s(i, r) for all r. The best MEC is the minimum s(n − k, r)

over all r, where n is the full length of the haplotypes. Given the definition of

MEC (minimum number of changes (flips) needed), we can initialize s(0, r) by

considering the reads that start at position 0, and for each read compute the

number of mismatches between the read and r and the read and the complement

of r. The partial haplotypes at position i can be obtained by extending the partial

haplotypes at position i− 1 with either a 0 or 1. s(i, r1) can be computed from

s(i− 1, r2) and the newly introduced errors between r1 and all reads starting at

position i, where the length k−1 suffix of r2 is the same as the length k−1 prefix

of r1. The recursion is illustrated in the following formula:

s(i, r) = min
b=0,1

(s(i− 1, (b, r[0, k − 2])) + h(i, r)) (2.1)

where b is a binary bit of either 0 or 1, r[0, k − 2] is the length k − 1 prefix of

r, (b, r[0, k − 2]) is a length-k binary string generated by concatenating b with

r[0, k − 2], h(i, r) is the minimum of the total number of disagreements between

r or the complement of r and all reads starting at position i. Notice that, for

h(i, r), we consider both r and the complement of r because each read can be

assigned to either the current haplotype or its complement (depending on which

assignment produces smaller disagreements). The assignments producing the

minimum disagreements are then selected. Each ‘−’ matches both 0 and 1, so a
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mismatch only happens between non-‘−’ symbols.

Starting from the solution which leads to a minimal value of s(n− k, r) over

all r, we can trace back the dynamic programming matrix to re-construct the

haplotypes that minimize the MEC score. The time complexity of the dynamic

programming algorithm is O(m×2k×n), where m is the number of reads, k is the

length of the longest read and n is the total number of SNPs in the haplotypes.

Here, for illustrative purpose, we assume all reads are of length k. In reality the

reads are of different length and the time complexity of the dynamic programming

algorithm becomes O(m×2kmax×n), where kmax is the maximal number of alleles

contained among all reads.

We also observe that we can split up the reads into sets where there is no read

that spans any two sets. We call such a set a block. The set of reads can thus be

partitioned into many blocks. Since no read spans any two blocks, which means

those blocks are independent, we can reconstruct haplotypes for each block in

parallel using the dynamic programming algorithm developed above and then

concatenate the solutions for each block to construct the complete haplotypes.

Next we show a simple example for the dynamic programming algorithm.

We take read1-read4 from Figure 2.1 as an example. We need to order them

according to their start positions.

1. At position i = 0: We have read1 and read3, k = length(read3) = 4.

Therefore we compute s(i, r) for all length k = 4 binary strings r, using

only read1 and read3:

s(0, 0000) = h(0, 0000) = 0,

s(0, 0001) = h(0, 0001) = 1,

s(0, 0010) = h(0, 0010) = 1,

...,
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s(0, 1111) = h(0, 1111) = 0.

2. At position i = 1: There is no read starting at position 1.

3. At position i = 2: We have read2 and read4 and

k = length(read4) = 3. Again, we compute s(i, r) for all length k = 3 binary

strings r, using only read2 and read4. Since we do not have read starting at

position 1, to simplify the computation, in Formula 1, s(i−1, (b, r[0, k−2]))

becomes s(i−2, (b1, b2, r[0, k−2]) where b1 ∈{0,1} and b2 ∈ {0,1} are single

binary bits. Therefore we have:

s(2, 000)=min(s(0, 0000)+h(2,000), s(0, 0100)+h(2,000), s(0, 1100)+h(2,000),

s(0, 1000)+h(2,000))=1,

s(2, 001)=min(s(0, 0000)+h(2,001), s(0, 0100)+h(2,001), s(0, 1100)+h(2,001),

s(0, 1000)+h(2,001))=1,

...,

s(2, 111)=min(s(0, 0011)+h(2,111), s(0, 0111)+h(2,111), s(0, 1111)+h(2,111),

s(0, 1011)+h(2,111))=1.

Therefore, the optimal MEC is min(s(2, r)) for all length k = 3 binary strings r

and the optimal MEC is 1.

Notice that when we trace back to obtain the optimal haplotypes, it is not

necessarily the case that there is only one pair of optimal haplotypes. In the above

example, s(2, 000)=1 and it is from s(0, 0000). By tracing back from s(2, 000)

we get the optimal haplotype pair ({00000}, {11111}). We also have s(2, 001)=1

and it is from s(0, 0000). By tracking back from s(2, 001) we get the optimal

haplotype pair ({00001, 11110}). Both of the two pairs have optimal MEC of 1.

When there are multiple optimal solutions, data on multiple individuals may be

used to infer the most likely haplotypes for each ambiguous individual.
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Figure 2.1: (a) The number of short reads, all reads and the length of haplotypes

for each chromosome. The threshold for short reads is 15. (b) The length of

haplotypes is the number of heterozygous sites in each chromosome.

2.1.3.2 MaxSAT Conversion for Haplotype Assembly

So far we only discussed a dynamic programming algorithm for single reads.

Consider reads 5, 6 and 10 in Figure 2.1. In each of these reads, there are two

continuous strings connected by “−”, which indicates missing information. These

reads are called paired end reads and are generated by modern sequencing tech-

nologies. The problem becomes much more complicated when paired end reads

are considered since paired end reads usually span a long fragment, which can be

as long as a few hundred positions. Although paired-end read can be considered

as a special case of a single read, the dynamic programming algorithm introduced

above becomes impractical, since we need to enumerate all positions the paired

end read covers. As concluded above, the time complexity of the dynamic pro-

gramming algorithm is O(m× 2kmax × n) where kmax is the maximum number of

alleles contained among all reads. When paired end reads are considered, kmax

could be as large as a few hundred, making the dynamic programming approach

impractical. Even single reads can be too long to enumerate some of the posi-

tions. We set a threshold for kmax such that the enumeration of all length kmax
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binary strings is computational feasible. We call the single reads and the paired

end reads of length greater than the threshold long reads and the other reads as

short reads.

We solve the haplotype assembly problem when long reads are also considered

by conversion to MaxSAT. The maximum satisfiability problem (MaxSAT) is an

optimization version of the well-known Boolean satisfiability problem (SAT) [BHM09].

Given a set of clauses (a clause is a disjunction of boolean literals), the MaxSAT

problem asks for a complete assignment of all variables that maximizes the num-

ber of clauses the assignment satisfies. For example, consider the following set of

four clauses:

(x1), (¬x1 ∨ x2), (¬x1 ∨ x3), (¬x2 ∨ ¬x3)

The assignment x1 = false, x2 = false, x3 = false satisfies three clauses and is

optimal. We consider a variant of MaxSAT known as partial MaxSAT. Partial

MaxSAT allows some clauses to be labelled as hard—i.e., their satisfiability is

mandatory in any solution. The objective of the problem is to find an assignment

that satisfies all hard clauses and satisfies the most number of non-hard (i.e, soft)

clauses. For more discussion on MaxSAT and its variations, please see [LM09].

In our conversion of the haplotype assembly problem to partial MaxSAT, we

define the following boolean variables:

• hi, 0 ≤ i < n, represents the binary symbol at position i in the haplotype

to be constructed.

• rj, 0 ≤ j < m, represents the assignment of read j to a haplotype. The

value rj = 0 indicates that read j is assigned to the considered haplotype,

while the value rj = 1 indicates that the read is assigned the complement

haplotype.
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• eij, 0 ≤ i < n, 0 ≤ j < m, represents whether a correction is needed for

position i of read j with respect to the considered haplotype. The value

eij = 1 indicates that a correction is needed, while the value eij = 0 indicates

that no correction is needed at that position.

Given these variables, we can define the set of clauses that describes the rela-

tionship between hi, rj, and eij. These clauses essentially specify that there is an

error whenever the value at position i of read j does not match with the value at

position i of the haplotype that the read is assigned to. Let read[i][j] represent

the value at position i of read j (i.e., the value of cell[i][j] of the read matrix).

We can formally define a set of clauses for each non-“−” entry in the read matrix

as follows:

(hi ⇔ ¬rj ⇔ eij), if read[i][j] is 0,

(hi ⇔ rj ⇔ eij), if read[i][j] is 1.

Note that ⇔ is the logical equivalence operator and that (x ⇔ y ⇔ z) is a

shorthand notation for the clauses (x ∨ y ∨ z), (¬x ∨ ¬y ∨ z), (¬x ∨ y ∨ ¬z), (x ∨

¬y ∨ ¬z). The above clause definition can be understood as follows. If read[i][j]

is 0, then the error eij is defined to be hi ⇔ ¬rj. That is, there should be an error

if (and only if) (i) hi is 1 and the read is assigned to the considered haplotype or

(ii) hi is 0 and the read is assigned to the complement haplotype. The case when

read[i][j] is 1 can be understood in a similar way. As these clauses describe how

the errors are calculated, they should be hard clauses in our MaxSAT problem

(they should not be violated by any solution).

Since we would like to find an assignment that minimizes error, we add to our

MaxSAT problem the unit clause (¬eij) for each non-“−” position in the read

matrix. Every unit clause that an assignment falsifies (i.e., every error introduced)
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will incur a penalty of 1 to that assignment. These unit clauses are soft clauses

that might be falsified by the optimal solution. The optimal solution to this

MaxSAT problem is simply any assignment that respects the error calculation

rules and introduces the least amount of error.

This concludes our conversion of the haplotype assembly problem to partial

MaxSAT problem. We may use any partial MaxSAT solver to solve the resulting

problem. We used the solvers called Clone [PPC08] and WBO [MMP09] to solve

the resulting MaxSAT problems.

2.1.4 HuRef Experiments

We first examine the performance of the dynamic programming algorithm on the

filtered HuRef data from [LSN07] over all 22 chromosomes and directly compare

our method to previous approaches [BB08a]. The data consists of 32 million DNA

fragments generated by Sanger sequencing and contains a total of 1.85 million

heterozygous variants for the 22 chromosomes. We show the number of short

reads, all reads and number of heterozygous sites for each chromosome where

the threshold for short reads is 15 in Figure 2.1. As we can see, the number of

reads for each chromosome is very large. More than 90% of the reads are short

reads. Haplotypes for each chromosome are also very long, making the haplotype

assembly problem computationally intensive. The average number of reads that

span each heterozygous site is between 6 and 7.

The whole-genome sequence data consists of many disconnected blocks where

no read spans the boundary of two blocks. Therefore we can split the sequence

data independently into many blocks and then solve the haplotype assembly

problem for each block. The global MEC score is the sum of the scores from each

block and the optimal haplotypes are the concatenation of the haplotypes from
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each block. We show the read matrix for the first block of chromosome 22 in

Figure 2.2 as an example, where we have around 2300 reads spanning a block of

length around 400.

2.1.4.1 HuRef Experiments on Only Short Reads

We first compare the results of the dynamic programming algorithm with the

results of Greedy and HapCut, on short reads, namely single reads and the paired

end reads of length less than 15 only. As we showed in Figure 2.1, most of

the reads are very short. However, there are still tens of thousands of reads of

length more than 15. For example, in the block shown in Figure 2.2, there are

around 400 long reads and the maximal length of the reads is around 200. We

run all three algorithms on short reads only and the results are shown in Table

2.2. As we can see on average HapCut improves the MEC score of Greedy by

30%, while our dynamic programming algorithm shows for the first time that the

solution from HapCut is only 1.1% from the optimal solution. The run time of

the dynamic programming algorithm is reasonably fast and comparable to the

HapCut algorithm. For example, for the first block of chromosome 22 in Figure

2.2, HapCut runs for 20 seconds while the dynamic programming algorithm runs

for 24 seconds. The run times are even closer for small size blocks and around

90% blocks are such small size blocks. Both algorithms run for more than 10

hours and finish in roughly the same time on a computational cluster for all 22

chromosomes.

2.1.4.2 HuRef Experiments on All Reads

As mentioned in the previous section, in order to solve the haplotype assembly

problem containing reads of all lengths, we convert the problem into a partial
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Figure 2.2: Graphical representation of the read matrix for the first block of

Chromosome 22, where the reads are sorted by their starting positions. The rows

are the reads and the columns are the haplotype positions. The black dots are

the non-‘−’ cells for the short reads and the red dots are the non-‘−’ cells for the

long reads. The red lines are the gap cells of the paired-end reads.

MaxSAT problem and use partial MaxSAT solvers to solve it. We consider two

MaxSAT solvers: Clone [PPC08] and WBO [MMP09].

Out of 47,758 blocks, Clone was able to solve all but 8 blocks optimally. WBO,

on the other hand, solved all but 34 blocks optimally. These two solvers report

the same optimal solutions for the blocks they both solved. Interestingly, even

for the 8 blocks that Clone could not solve optimally, it still reported solutions

with lower MEC scores than those obtained from the HapCut algorithm.1 We

compared our results with the results of Greedy and HapCut. The results are

shown in Table 2.2. As we can see, on average, HapCut improves the MEC score

of Greedy by 34%, while our MaxSAT conversion method again shows that the

solution of HapCut is very close to the optimal solution. Although there are 8

blocks that we could not solve optimally, the remaining 99.98% of the blocks were

optimally solved. Therefore it is reasonable to believe that the overall solution

1Clone is an any-time algorithm that reports the current best solution as soon as it is
discovered.
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we obtained is very close to optimal. The run time of the MaxSAT solver on our

cluster machine is around 15 hours, which is comparable to that of HapCut.

2.1.5 Designing Haplotype Assembly Protocols

While previously developed haplotype assembly approaches have been success-

fully applied to the HuRef data, it is not clear how applicable these approaches

would be using current high-throughput genotyping technologies which have

much shorter read lengths, yet higher coverage than the HuRef data. We take

advantage of the efficiency of our algorithm to perform simulations in order to

design sequencing protocols for current high-throughput technology in order to

effectively obtain haplotypes. Unlike the reads for HuRef data, which are se-

quenced with the Sanger-based whole-genome shotgun sequencing and therefore

are very long (each segment is thousands of base-pairs long including both ho-

mozygous and heterozygous sites), here we consider the reads generated by the

high-throughput sequencing (HTS) technology [WSE08]. The reads generated by

HTS are usually very short (each segment is around 30-100 base-pairs including

both homozygous and heterozygous sites).

The basic parameters of sequencing technology that we explore are the se-

quence coverage ratio (the number of times that each base-pair in the sequence is

covered), the insert length of the paired-end reads (the distance between the two

segments of the paired-end reads), the variance of this insert length and the read

length. We explore how these parameters affect the haplotype assembly. We per-

form our experiments over individual genotype data from HapMap [Int07]. For a

single individual, we concatenate the heterozygous SNPs to construct a true hap-

lotype. For the individual we downloaded, there are 505,065 heterozygous SNPs.

We then mimic the sequencing process by randomly generating paired-end reads
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On Short Reads On All Reads

Greedy HapCut DP Greedy HapCut MaxSAT

Chromosome1 21355 15312 15292 29518 19687 19584

Chromosome2 16067 11251 11107 22706 14615 14576

Chromosome3 11909 8223 8181 16696 10702 10647

Chromosome4 12518 8820 8775 17509 11525 11304

Chromosome5 11621 8017 7944 16432 10536 10528

Chromosome6 10624 7487 7369 15295 9842 9826

Chromosome7 11668 8531 8423 17188 11244 11187

Chromosome8 10501 7343 7311 14535 9741 9025

Chromosome9 10199 7350 7312 13512 9222 9201

Chromosome10 10263 7313 7236 15076 9846 9778

Chromosome11 8825 6224 6196 12667 8200 8183

Chromosome12 8641 6337 6155 12453 8218 8176

Chromosome13 6412 4396 4341 8848 5822 5761

Chromosome14 6634 4567 4532 9070 5879 5845

Chromosome15 9289 6653 6623 13291 9311 9285

Chromosome16 8574 6160 6093 12365 8259 8207

Chromosome17 7088 5034 4955 10195 6525 6459

Chromosome18 4973 3526 3398 8324 4991 4943

Chromosome19 5549 3996 3907 7939 5319 5288

Chromosome20 4136 2909 2891 5563 3739 3723

Chromosome21 3877 2903 2796 5607 3888 3881

Chromosome22 4424 3267 3250 6685 4495 4479

Sum 205147 145619 144087 291474 191606 189886

Table 2.2: The MEC scores computed by Greedy, HapCut and dynamic program-

ming, MaxSAT conversion, on short reads only and on all reads, respectively, for

each chromosome.
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with varying parameters including coverage ratio, insert length of the reads and

standard deviation of the insert length. The insert length follows a Gaussian

distribution with mean 1000. Assume the genome length is n, the sequence read

length is l, the coverage ratio is c, the number of reads to be generated then is

n×c
l

. The starting positions of the reads are randomly selected within the range

of the whole genome, therefore they may cover both heterozygous and homozy-

gous SNPs. The segment length of the sequence paired-end read is 36 (including

both heterozygous sites and homozygous sites) which is a reasonable value given

current technology. To evaluate the effects of these parameters on the assembly

process, we first divide the haplotypes into blocks with distances greater than one

standard deviation above the sum of the mean of the insert length (we use 1000).

The reads are then very unlikely to span two blocks due to the distance between

them. The length of a read in the read matrix is the number of heterozygous

SNPs the read covers. Since we generate only paired-end reads in our simulation,

which consist of two segments, if only one segment of a read covers heterozygous

SNPs, the resulting read in the read matrix will be considered as a single read,

otherwise it is considered as a paired-end read. The insertion of a paired-end read

corresponds to the gap of the read in the read matrix. Although the mean of

the insert length is 1000, the corresponding gap length in the read matrix is very

small because only heterozygous SNPs are considered for assembly. Therefore,

almost all the reads are very short. To illustrate this, we vary the coverage ratio

as 10, 20, 30, 40 times, the standard deviation of insert length as 5, 50, 500. For

all combinations of parameter settings, the ratios of short reads, namely reads

of length less than 15, out of all reads, are all greater than 99.99%, indicating

that our dynamic programming algorithm is indeed very practical and can be

considered as optimal.

To evaluate how well the haplotype assembly can be done w.r.t the sequenc-
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(10, 5) (10, 50) (10, 500) (20, 5) (20, 50) (20, 500) (30, 5) (30, 50) (30, 500)

Num 8 7 10 8 6 6 8 6 4

Size 2 2 4 2 3 8 2 3 13

(40, 5) (40, 50) (40, 500) (100, 500)

Num 8 5 3 1

Size 2 4 17 31

Table 2.3: Average number of connected components contained in each block

and average size of the connected components whose size is greater than 1 for

different (coverage ratio, standard deviation) settings.

ing protocols, we next construct a graph from the read matrix. Each heterozy-

gous SNP is a vertex in the graph and we draw an edge between two vertices

if their corresponding SNPs are covered by the same read. We construct such a

graph using all the generated reads and consider the connected components in

this graph since we have no information on how to phase heterozygous sites in

different connected components relative to each other. The number of optimal

solutions will be exponential in the number of connected components. Therefore,

the smaller the number of connected components is, the better we can assemble

the haplotypes. We count the average number of connected components each

block contains. We also compute the average size of the connected components.

We show the experimental results in Table 2.3. As we can see, the number of

connected components in each block decreases as coverage ratio increases and as

standard deviation increases. Meanwhile, the average size of connected compo-

nents also increases. However, to reduce the number of connected components

each block contains to one such that we can fully reconstruct each block, we need

to use a very high coverage ratio such as 100. Thus for any reasonable coverage

ratio that would be collected in a sequencing study, haplotype assembly will not

be able to assemble haplotypes because there will not be enough reads to connect

all of the variants into complete haplotypes.
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However, the strategy of haplotype assembly can be combined with traditional

haplotype inference techniques [SSD01, HE04] to infer haplotypes. The basic

idea is that genotypes are obtained from the sequence data by performing SNP

calling [LRD08a] in the sequence reads. The majority of the common variants

will be present in the reference datasets such as the HapMap [Int07] or the 1,000

Genomes Project [Pro10] and for these variants, haplotypes can be inferred using

traditional techniques by leveraging the haplotypes from the reference dataset.

We note that by using a reference dataset, we can predict haplotypes (or phase) at

the common sites even for a single individual given the genotypes at the common

sites for the individual.

Then the remaining variants (mostly rare variants) can be attached to the

haplotypes by considering reads that span both the rare variant and a common

allele for which the haplotypes have been inferred. The inference of the haplotypes

can be performed using a modified dynamic programming algorithm that forces

the haplotypes at the common variants to match the haplotype inferred from the

genotypes.

We take the phased haplotype and treat them as a pair of very long reads

with a gap at each site which is not present in the reference sample. We have two

ways to place these “reads”, namely assign one of the phased haplotype to one of

the final haplotypes, say, h0, the other phased haplotype to h1, or the other way

around. For each placement, we then apply the dynamic programming algorithm

on the set of paired-end reads to infer the rare variants missed by the phased

haplotypes. We need to use a modified dynamic programming algorithm where

the phased haplotypes also need to be taken into consideration for the MEC since

we initially have placed them. The placement with the minimum MEC will be

the optimal placement and the corresponding reconstructed haplotypes are the
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optimal haplotypes. Weights can also be applied to the dynamic programming

algorithm when the MEC is computed. The weights can be determined according

to our belief of the relative accuracies of the traditional techniques and the HTS

technology respectively. Then when the MEC is summed over the paired-end

reads and the phased haplotypes, different weights are assigned to the number of

errors from the paired-end reads and the phased haplotypes accordingly.

We can estimate how effective this approach would be by considering how

often any given variant is covered by a read which also covers an additional

variant. We show such probabilities in Table 2.4 as well as the probabilities that

the variants are covered by more than one read. As we can see, the probability

increases as the coverage ratio or the standard deviation increases. With 40 times

coverage and 500 base-pair standard deviation, the probability of a SNP being

attached to other SNPs at least once is as high as 92%, and at least twice is

also high as 83%. Therefore with even a moderate amount of coverage, most

variants are covered by at least one read to another variant when the standard

deviation of the insert length is big enough. Thus the combined strategy of using

a traditional approach to infer haplotypes using the genotypes at the common

variants combined with assembly of the rare variants using the sequence reads is

a practical approach for inferring haplotypes.

2.2 Haplotype Phasing with Imputation using Sequencing

Data

The haplotype assembly algorithms based on sequencing data worked well for

sequencing studies where the sequencing coverage is high and the reads are long

[LSN07], but perform very poorly for studies where the sequencing coverage is
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(10, 5) (10, 50) (10, 500) (20, 5) (20, 50) (20, 500) (30, 5) (30, 50) (30, 500)

≥ 1 41% 56% 65% 45% 66% 82% 46% 70% 89%

≥ 2 35% 38% 39% 41% 54% 62% 43% 62% 75%

≥ 3 29% 26% 23% 38% 44% 44% 41% 54% 61%

≥ 4 23% 19% 16% 35% 35% 32% 39% 46% 48%

(40, 5) (40, 50) (40, 500)

≥ 1 47% 73% 92%

≥ 2 44% 66% 83%

≥ 3 43% 60% 71%

≥ 4 41% 54% 60%

Table 2.4: The probability of a SNP attached to other SNPs more than once,

twice, three times, four times, for different (coverage ratio, standard deviation)

settings.

low or the reads are short. Our experiments in the previous section also reveals

the deficiency of the haplotype assembly algorithms.

We propose a new method for haplotype inference from sequencing reads,

Hap-seq, which combines information from a reference dataset with the informa-

tion from the reads. We formulate the problem of haplotype inference using a

likelihood framework. We use a hidden Markov model to represent the likelihood

model of the predicted haplotypes given the reference datasets, which is similar

to imputation methods [MHM07a, LWD10, KZE10], and we compute the pos-

terior probability of the predicted haplotypes given the reads averaging over all

possible assignments of the reads to chromosomal origin. Since consistency with

the reference dataset and the read errors are independent, our joint likelihood is

the product of these likelihoods. We present a dynamic programming algorithm

for predicting the optimal haplotypes under this joint likelihood. This dynamic

programming algorithm nests the dynamic programming algorithm over the reads

with a dynamic programming algorithm over the reference haplotypes.
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2.2.1 Likelihood Model

2.2.1.1 Overview

Previous methods for haplotype assembly [HCP10] focused on finding the hap-

lotype and the assignment of reads to each haplotype such that the number of

conflicts between the reads and the predicted haplotypes is minimized. In our

framework, we formulate the same intuition by computing the likelihood of a pair

of haplotypes as the probability of the reads given the haplotypes using a simple

error model averaged over all possible partitions of the reads into chromosomal

origin. Thus, we compute the likelihood with respect to the reads

likelihood reads = P (reads|hap1, hap2)

where hap1 and hap2 are the (unknown) haplotypes of an individual.

We also take into account information from the reference dataset. We compute

the probability of a pair of haplotypes where each haplotype is represented as a

mosaic of reference haplotypes which is the standard HMM model for imputation.

Thus, we compute the likelihood with respect to the reference dataset, or the

imputation likelihood,

likelihood imputation = P (hap1, hap2|reference)

Figure 2.3 shows the two types of data, sequencing reads and reference dataset.

Since these two types of data are independent, we represent the likelihood

of a haplotype given the reads and the reference dataset by the joint likelihood

which is the product of the two likelihoods

L(hap1, hap2) = likelihood reads×likelihood imputation ∝ P (hap1, hap2|reads, reference)
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Figure 2.3: An illustration of reconstructing the pair of haplotypes as well as the

imputation paths for each haplotype given a set of reference sequences and a set

of sequencing reads which contains errors.

Our goal is to reconstruct a pair of haplotypes hap1, hap2 such that this likelihood

is maximized. We call this objective function MIR (Most likely Imputation based

on Reads).

2.2.1.2 Likelihood with respect to Sequence Reads

We again followed the notation by [BB08a] for the haplotype assembly problem.

Given a reference genome sequence and the set of reads containing sequence from

both chromosomes, we align all the reads to the reference genome. However,

unlike the haplotype assembly problem, where the homozygous sites (columns in

the alignment with identical values) are discarded, we need to maintain the ho-

mozygous sites that are polymorphic in the reference as well as the heterozygous

sites (columns in the alignment with different values). The sites are labelled as 0
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or 1 arbitrarily.

A matrix X of size m × n can be built from the alignment, where m is the

number of reads and n is the number of SNPs (defined as the total number of

positions which are either polymorphic sites in the reference and/or heterozygous

in the sample). The i-th read is described as a ternary string Xi ∈ {0, 1,−}n,

where ‘−’ indicates a gap, namely that the allele is not covered by the fragment

(again following the notation of [BB08a] for clarity). The start position and end

position of a read are the first and last positions in the corresponding row that

are not ‘−’, respectively. Therefore the ‘−’s in the head and tail of each row will

not be considered as part of the corresponding read. However, there can be ‘−’s

inside each read which correspond to either missing data for single reads or gaps

connecting a pair of single reads (called paired end reads). Reads without “−”

are called gapless reads ; otherwise they are called gapped reads.

The goal here is to describe our likelihood model of haplotypes with respect

to reads. For this purpose, we should first describe the notion of partial haplotype

which will be the unit of computation in our dynamic programming algorithm.

A partial haplotype is the prefix of full length haplotypes which ends with a

suffix r of length k and the suffix starting position is i. For example, consider a full

length haplotype “00010100010”. When i = 4 and k = 4, the partial haplotype

“0001010” has suffix r =“1010”. Similarly, r =“0100” is the suffix of the partial

haplotype “00010100” when i = 5 and k = 4. Since there are two chromosomes,

we must consider two partial haplotypes and we refer to their two suffixes as r1

and r2. We note a difference from the haplotype assembly problem described in

[HCP10] where r1 and r2 are always complementary because only heterozygous

sites are considered. However, in our problem, we consider both homozygous sites

and heterozygous sites and therefore r1 and r2 are not necessarily complementary.
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Let H(i, r1) and H(i, r2) be the set of partial haplotypes which end with

suffix r1 and r2 starting at position i, respectively. These sets contain 2i−1 hap-

lotypes. We define R(i, r1, r2) as the likelihood of the reads with starting po-

sition no greater than i that are generated from the pair of partial haplotypes

h1 ∈ H(i, r1) and h2 ∈ H(i, r2) which maximizes the likelihood of the reads.

The key idea behind our approach is that we will use dynamic programming to

compute this quantity for larger and larger values of i eventually allowing us to

identify complete haplotypes with the highest likelihood.

Since reads are independent, we can decompose our computation of R(i, r1, r2)

into the likelihood with respect to the reads starting at each position. Let

R′(i, r1, r2) be the likelihood only for the reads starting at position i. For every

position, we assume the reads span at most k sites, thus all partial haplotypes

with the same suffixes r1, r2 staring at position i ( h1 ∈ H(i, r1) and h2 ∈ H(i, r2))

will have the same value for R′(i, r1, r2). Each read can originate from only one

of the chromosomes corresponding to either r1 or r2. Since we do not know the

origin of the reads, we consider all possible partitions of the reads. In each par-

tition, a read is assigned to either r1 or r2 but not both. We can compute the

number of mismatches between the reads and r1 and r2 and compute a likelihood

given a partition using the following:

R′(l, i, r1, r2) = eEl(i,r1,r2)(1− e)K(i)−El(i,r1,r2)

where R′(l, i, r1, r2) is the likelihood corresponding to the l-th partition and

El(i, r1, r2) is the number of mismatches for the l-th partition, K(i) is the to-

tal count of the alleles of all reads starting at position i, e is the sequencing error

rate. R′(i, r1, r2) is sum of the likelihoods of all the partitions weighted by the

probability of each partition, namely
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R′(i, r1, r2) =
2ai∑
l=1

R′(l, i, r1, r2)P (partition l) =
2ai∑
l=1

R′(l, i, r1, r2)/2
ai (2.2)

assuming there are totally ai reads starting at position k, 2ai is the total number

of possible partitions and the probability of each partition is equal to 1
2ai

.

Consider the two complete haplotypes h1
max ∈ H(i, r1) and h2

max ∈ H(i, r2)

that maximize the likelihood of the reads and by definition, their likelihood is

R(i, r1, r2). For these haplotypes, R and R′ have the following relationship:

R(i, r1, r2) =
i∏

f=1

R′(f, r′1, r
′
2) (2.3)

where r′1 and r′2 are length k suffixes of the partial haplotypes of h1
max and h2

max

with suffix starting position f .

R′ is computed for every possible suffix at each position of the dynamic pro-

gramming. The dynamic programing uses the value of R′(i, r1, r2) and the four

values of R(i−1, x, y) where the suffix of x is a prefix of r1 and the suffix of y is a

prefix of r2 to compute R(i, r1, r2) (see [HCP10] for details). For high sequencing

coverage, we can compute just the likelihood of the most likely partition which

approximates Equation (2.2).

2.2.1.3 Likelihood with respect to Reference Dataset

We utilize an HMM model which is the basis of the widely used imputation

methods [MHM07a, LWD10, KZE10]. Given a binary string r, in the HMM, for

each SNP at position i, we consider the HMM state with value Si,j corresponding

to the j-th reference haplotype hj, where 1 ≤ j ≤ m. We define the transition

probability from the state Si,j to the state Si+1,y as t(i,j),(i+1,y) where 1 ≤ y ≤ m.
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Figure 2.4: Example to illustrate the HMM (Hidden Markov Model) model.

There are totally m reference sequences and 3 SNP locus. The given string r is

“ATC” and the optimal imputation path is highlighted as red.

We assume that t(i,j),(i+1,y) is the same for all y 6= j. (Once the transition occurs,

the transition probabilities to all possible states are equal.) We also define the

emission probability from the state Si,j to the observed i-th SNP r[i] as µi,j. The

emission probability models the mutations and we assume that the mutation

rate for all the SNPs are the same. The emission probability µi,j is defined as the

following:

µi,j =

 1− µ hj[i] = r[i]

µ otherwise

where µ is the mutation rate. We assume we know the mutation rate and the

transition probabilities. An example of the HMM is shown in Figure 2.4.

Since we assume that we know µ as well as all t(i,j),(i+1,y)’s, the most likely state

sequence can be obtained by the Viterbi algorithm. We can also use the HMM to

compute the likelihood of a partial haplotype. We define r as a length k binary

string and l(i, r, j) as the imputation likelihood of the partial haplotypes starting

at position 0 and ending at position i+k−1, with suffix r, and whose imputation

at position i+k−1 (the last position) is from the j-th reference sequence. l(i, r, j)
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is the maximum value among many possible partial haplotypes having the same

suffix r and the same ending HMM state Si,j. Let hl(i,r,j) be the partial haplotype

that maximized l(i, r, j) which can usually be traced back in the algorithms.

2.2.2 Hap-seq

A naive algorithm to optimize MIR is to enumerate all possible pair of haplotypes

and compute the likelihood, which requires time complexity O(4n), where n is the

length of the haplotypes. Then for each pair, identify the number of mismatches

between the reads and the haplotypes to compute the likelihood of the reads.

After that, run the HMM to compute the likelihood of the imputation for both

haplotypes. The complexity of this naive algorithm is obviously prohibitively

large even for small n.

As the haplotype assembly problem can be optimally solved with a dynamic

programming algorithm [HCP10] and the imputation problem can be optimally

solved using an HMM, we next propose a hybrid method combining a dynamic

programming algorithm and an HMM and we name the method Hap-seq. The

basic idea is to use a dynamic programming algorithm operating on partial hap-

lotypes with suffixes r1, r2, which are the prefixes of full length haplotypes similar

to our algorithm for reconstructing haplotypes which maximizes the likelihood

of the reads. However, for each suffix, we also introduce a state encoding the

current reference haplotype. Similar to the approach above, at each position

we compute the likelihood of reads starting at the position. We also use an

HMM to compute the likelihood of imputation for the partial haplotypes using

the information on the reference state. For each position i, we store the MIRs

corresponding to different partial haplotype suffixes and imputation states in the

dynamic programming matrix. Then we compute the MIR values for position
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i + 1 using the previous values, and repeat this process until we obtain the full

length haplotypes. To compute the MIRs for position i + 1 when extending the

partial haplotypes, the MIR for the partial haplotypes from the previous position

(i) is used in addition to the likelihood of reads for the new partial haplotypes

(reads starting at position i + 1) and an HMM is used to compute the imputa-

tion likelihood for the extended partial haplotypes. The new MIR for the partial

haplotypes is then the product of the three values (likelihood from previous step,

imputation likelihood, and likelihood with respect to reads). We next discuss our

Hap-seq algorithm in more details.

We define MIR(i, r1, r2, j1, j2) as the value of the MIR for the set of reads

with starting positions no greater than i and the pair of partial haplotypes with

suffix r1, r2, respectively, where the current references in the imputation model

at position i+ k− 1 are the j1-th and j2-th reference sequences, respectively. We

also define MIRmax(i, r1, r2) as the maximum MIR for 1 ≤ j1, j2 ≤ m given m

haplotypes in the reference dataset.

We build a dynamic programming matrix and at each position i we store

MIR(i, r1, r2, j1, j2) for all r1, r2 and 1 ≤ j1, j2 ≤ m, respectively. For each pair

of r1, r2, we call the HMM to compute the likelihood of the imputation l(i, r1, j1)

and l(i, r2, j2). MIR at position i can be computed as

MIR(i, r1, r2, j1, j2) = R(i, r1, r2)× l(i, r1, j1)× l(i, r2, j2)

where h1
max = hl(i,r1,j1) and h2

max = hl(i,r2,j2)

MIRmax(i, r1, r2) = argmaxj1,j2MIR(i, r1, r2, j1, j2) for 1 ≤ j1, j2 ≤ m

The best MIR is the maximum MIRmax(n−k, r1, r2) over all r1, r2 where n is the

full length of the haplotypes.

The objective function contains terms R(i, r1, r2), l(i, r1, j1), and l(i, r2, j2),
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each of which is a maximum likelihood value maximized by finding the corre-

sponding haplotypes (h1
max, h2

max), hl(i,r1,j1), and hl(i,r2,j2) respectively. It should

be noted that in our definition, we constrain the problem using the condition

h1
max = hl(i,r1,j1) and h2

max = hl(i,r2,j2), which forces the same haplotypes in each

of the terms R(i, r1, r2), l(i, r1, j1), and l(i, r2, j2). Thus we are searching for a

single pair of haplotypes (h1
max = hl(i,r1,j1), h

2
max = hl(i,r2,j2)) which maximize the

product of these three terms.

We initialize MIR(0, r1, r2, j1, j2) by considering the reads starting at po-

sition 0. Given r1, r2, the HMM is called to compute the optimal likelihood

l(0, r1, j1), l(0, r2, j2) for the imputation of r1, r2, respectively. Then

MIR(0, r1, r2, j1, j2) = R(0, r1, r2)× l(0, r1, j1)× l(0, r2, j2) for 1 ≤ j1, j2 ≤ m.

2.2.2.1 Transition Probability

The partial haplotypes at position i can be obtained by extending the partial

haplotypes at position i−1 with either a 0 or 1, as we consider homozygous sites

and heterozygous sites. At position i, we again enumerate all length k binary

strings for r1 and r2. Given a binary string r, l(i, r, j) is obtained by calling an

HMM on the j-th reference haplotype to find the likelihood for the imputation

for the suffix r ending at position i + k − 1. In the HMM, since we need to

consider both haplotypes at the same time, we build a state for each SNP which

contains m2 different values as S(r1,r2),(i+k,j1,j2) at position i + k of the j1-th and

j2-th reference haplotype hj1 , hj2 , where 1 ≤ j1, j2 ≤ m for all pairs of partial

haplotypes with suffix r1 and r2, respectively. We define the transition probability

from the state with value S(r′1,r
′
2),(i+k−1,j1,j2) to the state with value S(r1,r2),(i+k,f1,f2),

where 1 ≤ f1, f2, j1, j2 ≤ m as t(i+k−1,j1,j2),(i+k,f1,f2). As the assignment of the two

partial haplotypes to the reference haplotypes are independent, we obtain the
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following formula:

t(i+k−1,j1,j2),(i+k,f1,f2) = t(i+k−1,j1),(i+k,f1) × t(i+k−1,j2),(i+k,f2)

where t(i+k−1,j1),(i+k,f1) and t(i+k−1,j2),(i+k,f2) are the standard transition probabil-

ity used widely in the imputation methods. And we assume t(i+k−1,j),(i+k,f) is the

same for all 1 ≤ f, j ≤ m, f 6= j for all possible r1’s and r2’s. r
′
1 = (b, r1[0, k− 2])

where b is 0 or 1. The brackets [x, y] denote a substring starting from x and end-

ing at y, both ends inclusive, where the index count starts from 0. A tuple of two

strings denotes concatenation. Similarly, r′2 = (b, r2[0, k − 2]) where b is 0 or 1.

For example, for k=4, r1 = “0000”, r′1 = “1000”, we then have r′1 = (1, r1[0, 2]).

2.2.2.2 Emission Probability

We also define the emission probability from the state with value S(r1,r2),(i+k−1,j1,j2)

to the k-th observed SNPs in r1, r2, r1[k − 1], r2[k − 1], as µ(r1,r2),(i+k−1,j1,j2).

Since the emissions from the two partial haplotypes are independent, we have

the following formula:

µ(r1,r2),(i+k−1,j1,j2) = µr1,(i+k−1,j1) × µr2,(i+k−1,j2)

The emission probability is an alternative of the mutation rate and we as-

sume the mutation rate for all the SNPs are the same. The emission probability

µr,(i+k−1,j) is defined as the following:

µr,(i+k−1,j) =

 1− µ hj[i+ k − 1] = r[k − 1]

µ otherwise
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where µ is the mutation rate which is the same for all the SNPs. Therefore if

the two SNPs are identical, the emission probability is 1, otherwise it is µ. We

assume we know the mutation rate and the transition probabilities.

2.2.2.3 Recursions

Given the transition and emission probabilities, the MIR at position i for partial

haplotypes with suffix r1, r2 is computed as the following:

MIR(i, r1, r2, j1, j2) = argmaxb1,b2,y1,y2

(
µr1,(i+k−1,y1) × µr2,(i+k−1,y2)

×t(i+k−2,y1),(i+k−1,j1) × t(i+k−2,y2),(i+k−1,j2)

×MIR
(
i− 1, (b1, r1[0, k − 2]), (b2, r2[0, k − 2]), y1, y2

)
×R′(i, r1, r2)

)
for b1 ∈ {0, 1}, b2 ∈ {0, 1}, 1 ≤ y1, y2 ≤ m, 1 ≤ j1, j2 ≤ m

which allows us to compute MIRmax(i, r1, r2) for each i for every r1, r2.

2.2.2.4 Complexity

The complexity of the Hap-seq algorithm is O(n × m4 × 4k) where 4k is from

the enumeration of all pairs of length-k binary strings and m4 is from the HMM

model on the m reference sequences, which is known to be reduced to m2 by

pre-computing and saving the transition probabilities [LWD10]. Therefore, the

complexity of Hap-seq is O(n×m2×4k) and typically m for imputation algorithms

is around 100, for which Hap-seq is computationally feasible.

39



2.2.2.5 Read Length

At each position, we enumerate all possible binary strings of length k, where k

is the maximum number of SNPs the reads contain. Since usually speaking the

SNPs are far from each other, k is small. In our experiments, 99% of the reads

contains no greater than 3 SNPs. Therefore we set a threshold as k = 3. For

reads containing more than 3 SNPs, we simply split them. For example, for a

read “0001000” starting at position 0, we split it as “000” starting at position 0,

“100” starting at position 3 and “0” starting at position 6. We show later in our

experiments with k = 3 Hap-seq can finish quickly.

Figure 2.5: Example to illustrate the Hap-seq algorithm.
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2.2.2.6 Illustrative Example

For illustration purpose, we show a running example of our Hap-seq algorithm

in Figure 2.5. In Figure 2.5 (a), we show when k = 4, how we enumerate all

length-4 binary strings at each position as suffixes of partial haplotypes and

extend the suffix by one bit each time till the end of the haplotypes. As shown

in the red color, the suffix of a binary string is identical to the prefix of the

binary strings extended from it. In Figure 2.5 (b) and (c), we consider a pair

of enumerated length-4 strings (0000, 0000) at position 0 as an example. We

assume there are only two reads (001, 000) starting at position 0. In (b), we

compute the likelihood of these two reads by considering all 4 possible partitions.

The likelihood is computed according to Equation 2.2. In (c), we assume there

are only three reference sequences. We apply HMM to compute the imputation

likelihood for the pair of length-4 binary strings (0000,0000) at position 0. It

is obvious that the best imputation path for both binary strings is through the

first reference sequence without transition to other reference sequences. Then

MIR(0, 0000, 0000) = MIR(0, 0000, 0000, 1, 1), which is simply the product of the

two likelihoods: e(1− e)5 × (µ× t3 × 1
3
)2.

Next at position 1 (we do not show this step in the above figure), assume

we enumerate two binary strings as (0001, 0001), we can compute the likelihood

R′(1, 0001, 0001) of reads starting at position 1 by considering all possible parti-

tions similar to the one shown in Figure 2.5. Since 0000 = (0, 0001[0,2]), 1000 =

(1, 0001[0,2]), we can then compute the new MIR at position 1 as the following:
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MIR(1, 0001, 0001, j1, j2) = µ1,(4,y1) × µ1,(4,y2) × t(3,y1),(4,j1) × t(3,y2),(4,j2)

×R′(1, 0001, 0001)×max



MIR(0, 0000, 0000, y1, y2)

MIR(0, 1000, 0000, y1, y2)

MIR(0, 0000, 1000, y1, y2)

MIR(0, 1000, 1000, y1, y2)

where 1 ≤ j1, j2 ≤ 3 and 1 ≤ y1, y2 ≤ 3. Then MIRmax(1, 0001, 0001) =

argmax1≤j1,j2≤3MIR(1, 0001, 0001, j1, j2). We repeat the recursive procedure till

we reach position n− 4 where n is the length of the full haplotypes.

2.2.3 Experimental Results

We perform simulation experiments to compare the performance of our Hap-seq

algorithm and the standard HMM. The implementations of the two methods

are as follows. The standard HMM is our own implementation of the IMPUTE

v1.0 model which uses the pre-defined genetic map information for the transition

probability. We use the genetic map data downloaded from the IMPUTE website.

Since IMPUTE does not accept sequence read data, we allow our own implemen-

tation to accept sequence read by splitting the reads into SNP-wise information

similarly to MACH [LWD10]. Our implementation runs the Viterbi algorithm

and gives the most likely haplotype phasing based on the IMPUTE model. To

make a fair comparison, for the part of Hap-seq that computes the imputation

likelihood, we use the same IMPUTE v1.0 model using the same genetic map

data.

We use 60 parental individuals of CEU population of HapMap Phase II data

downloaded from the HapMap website. We perform a leave-one-out experiment to

measure the accuracy of our method. We choose one target individual, generate
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simulated sequence reads, and infer the genotypes and phasing of the target

individual using the 59 individuals as the reference data set. We repeat this for

all 60 individuals and the results are averaged. When we generate the data, we

use the per-allele sequencing error rate of 1%. We assume that both IMPUTE

and Hap-seq know the true error rate. In all datasets we generate, we assume a

low coverage of 1x. That is, all heterozygous sites will be covered by two reads

on average, since there are two chromosomes.

The first dataset we generate is the short region of 1,000 SNP sites at the

beginning of chromosome 22. This region is approximately of length 1.8 Mb.

We make an unrealistic assumption that each read covers a fixed number (F ) of

SNPs. Although this assumption is unrealistic, in this setting the performance

gain of our Hap-seq over IMPUTE will be the most prominent because every

read will contain phasing information when F > 1. We generate data for F = 2,

F = 3 and F = 4. The results of switch error rate, which is the proportion of con-

secutive heterozygote genotypes that are incorrectly phased, for both algorithms

are shown in the left of Table 2.5. As we can see, Hap-seq makes significant

improvements over IMPUTE with respect to the number of switch errors. As

F increases, the improvement becomes more significant. This is because as F

increases, splitting reads loses more information that the SNPs in the same reads

are from the same haplotype. Therefore Hap-seq has more advantages as the

reads gets longer. One thing to note is that the accuracy of both methods drops

at F = 3 compared to F = 2. This is because when F increases, the total number

of reads decreases that can result in some regions not effectively covered by the

reads. This raises an interesting question of what are the optimal read length

and coverage that maximize the imputation and phasing accuracy given a cost,

which requires further investigations.
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F IMPUTE Hap-seq Improvement

2 6.7% 6.2% 7.4%

3 5.4% 4.9% 8.2%

4 7% 5.7% 12.4%

W IMPUTE Hap-seq improvement

100 5.36% 5.2% 2.8%

200 6.4% 6.25% 2.5%

500 7.2% 6.9% 3.5%

1000 7.8% 7.3% 6.5%

Table 2.5: Averaged switch error rate and the improvement of Hap-seq over

IMPUTE.

The second dataset we generate is the same 1,000 SNP region where we gener-

ate a more realistic simulated reads that has a constant size (W ) in bp. We vary

W between 100, 200, 500, and 1,000 bp. Thus the number of SNPs contained in

the reads is not fixed and can vary. However, as the SNPs are far from each other,

over 99% of the reads contain no greater than three SNPs. The results of switch

error rate for both algorithms are shown in the right of Table 2.5. We again

observe over 2.5% improvement of Hap-seq over IMPUTE. The improvement is

less significant compared with the last data set. This is because we do not fix the

number of SNPs in the reads and thus there are many reads containing just one

SNP. Hap-seq does not have any advantages over IMPUTE for these reads. We

again observe a general increase in the improvement ratio when the read length

increases.

Finally, we generate the paired-end read data of the whole chromosome 22,

which contains 35,412 SNPs. We randomly select one individual and generate the

paired-end sequence reads of size 1,000 bp in each end. The gap size is assumed

to follow a normal distribution of mean 1,000 bp and the standard deviation of

100 bp. Therefore the number of SNPs contained in the reads can vary. We use

1X coverage and around 99% of the reads contain no greater than 3 SNPs, out of

which 74% of the reads contain a single SNP. In order to parallelize our algorithm,

we conduct a simple strategy. We split the chromosome 22 into chunks containing
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1,000 SNPs each and run Hap-seq on each chunk in parallel only using reads in

the chunk. In order to concatenate the reconstructed haplotypes from adjacent

chunks seamlessly, we overlap adjacent chunks with a buffer region containing 200

SNPs. Therefore, the first chunk covers locus [0,1000], the second chunk covers

locus [800, 2000], the third chunk covers locus [1800, 3000] and so on. Our intu-

ition is that the haplotypes from adjacent chunks in the overlapped buffer region

should be highly consistent with each other. Therefore, when we concatenate

them, we select the best option which is able to minimize the differences between

the haplotypes from adjacent chunks in the buffer region.

The program finished in 9 hours on a cluster processing the whole chromosome

22. We first compare the switch errors of Hap-seq and IMPUTE for each chunk

containing 1,200 SNPs (the first and the last chunks contain different numbers

of SNPs). As we can see in the left of Figure 2.6, it is obvious that for every

chunk Hap-seq has lower switch error rate. For some chunks the improvement

with respect to the number of switch errors is reduced by almost 80%. We

also show the number of mismatches in the overlapping buffer regions for the

haplotypes reconstructed by Hap-seq and IMPUTE in the right of Figure 2.6.

We can see although there are certain regions with relatively high inconsistencies,

most of the buffer regions are highly consistent with mismatches close to 0. We

then concatenate the haplotypes from all the chunks. After the concatenation,

we obtain a 2.79% overall error rate for Hap-seq on the whole chromosome 22.

Compared to the 3.28% overall error rate for IMPUTE, this is a 15% improvement

with respect to the number of switch errors. This again indicates that our Hap-

seq algorithm is more effective in reconstructing the haplotypes using sequencing

reads compared to IMPUTE.
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Figure 2.6: (Left) The switch error rate when using IMPUTE and Hap-seq for

each chunk of length 1,200 SNPs for whole chromosome 22. (Right) The number

of mismatches in the overlapping buffer regions for the haplotypes reconstructed

by Hap-seq and IMPUTE.
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CHAPTER 3

Efficient Algorithms for Detection and

Reconstruction of Tandem Copy Number

Variations

3.1 Background

Structural variations (SVs), such as insertions, deletions, and copy number varia-

tions (CNVs), have been shown to account for a large portion of genetic variance

in both mouse and human genomes [IFR04][TSB05]. SVs are also known to con-

tribute to phenotypic variation and have been implicated in a number of diseases

[ZGH09]. Therefore these genetic variants can be utilized in a fashion similar to

that of SNPs and may be useful when conducting association studies aimed at

explaining mechanisms of complex diseases [MA07].

CNVs have been shown to make up around 12% of the human genome and var-

ious studies show their presence can affect gene expression, cause disease and alter

the organism’s phenotype [SFD07][ADV06][SLM07][GKB05]. For this reason, the

problem of CNV detection has attracted a lot of recent attention. The efforts of

many recent studies have been aimed at the detection of SVs and the prediction of

their genomic regions [Sah09][IFR04] [VZC03][KUA07][KCD08][LCB08][TSB05].

However, the general problems of detecting and especially reconstructing CNVs

still lack effective methods.
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There have been several proposed methods for detecting CNVs based on com-

parative genomic hybridization (CGH) [LHA03][CLC08][DRO04][LJK05][MB08].

In CGH, both a genome of interest (donor genome) and a reference genome are

hybridized to a tiling array. The genomes are labeled so that the intensity of

each can be differentiated on the array. The ratio of intensities (donor/reference)

at each spot provides an estimate of the gain or loss of the genomic sequence

represented by the spot. This method, although successful in detecting CNVs,

suffers from a number of limitations. The CGH approach lacks the ability to

detect CNVs with high resolution. That is, the exact boundaries of the sequence

which exists in variable copies are not distinguishable. Also, the CGH approach

is unable to detect variations within the genomic copies [MA07] [CGJ09]. Nan-

nya et al. [NSN05] and Wang et al. [WLH07] proposed more sensitive methods

to improve resolution and genome coverage using whole-genome SNP genotyping

arrays. But even these methods lack the ability to effectively reconstruct the

regions of interest. In general, array-based methods may theoretically be able

to predict the exact boundaries and number of copies of a particular region, but

cannot be used to reconstruct the actual region as it appears in the donor genome.

The rising availability of next-generation sequencing (NGS) technologies offers

an alternative way to detect CNVs. Next-generation sequencing provides a large

number of short reads, as much as 40x coverage for a human individual. These

reads can be mapped to a reference genome, in order to identify variations. A few

recent studies have proposed methods to detect CNVs using datasets generated

by NGS technologies [CGJ09][JRD10][MSB09][MFD10]. Simpson et al. [JRD10],

using sequence data generated with inbred mouse strains, attempted to predict

occurences of CNVs by using a Hidden Markov Model. Their method breaks the

genome into a series of windows and determines the copy number state at each

window. Adjacent windows that have the same copy number state are combined
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to determine the full region of the CNV. Unfortunatly, the boundary resolution

for this method is limited by the size of the window, which is typically at least

1 kilo-base. Chiang et al. [CGJ09] used a sliding window approach in order to

identify genomic regions that are suspected to contain CNVs and to estimate the

location of their boundaries. This method is able to predict the boundaries with

greater resolution, because it is not limited by the choice of window size. Both of

these methods have successfully identified true CNVs. However, their focus has

been primarily on predicting the genomic sequence that exist in variable copies.

Medvedev et al. [MSB09] proposed a method to use discordant paired-end

reads to identify structural variations. Discordant paired-end reads are reads

mapped to the reference sequence in a way indicative of a structural variation.

These discordant reads are clustered to provide high confidence for the occur-

rence of each structural variation. Medvedev et al. [MFD10] proposed an elegant

method to detect copy number variations using paired-end reads. Similar to

[MSB09], they first cluster discordant paired-end reads to identify CNV bound-

aries. Next they build a “donor graph”, which represents the genome as a set

of sequence blocks connected by a set of edges. The donor sequence can be re-

constructed by walking along the edges of the donor graph. A maximal flow

algorithm is applied to estimate the most-likely number of copies for each CNV.

However, their method aims to solve the general CNV detection problem and is

not specific for solving the CNV reconstruction problem.

We focus on the CNV detection and reconstruction problem for tandemly

organized de novo CNVs. This type of CNV was shown to make up nearly 89%

of all CNVs with size ≥ 10kb found in the mouse genomes [SCZ08]. Tandem

CNVs have the properties that there are no gaps or very short gaps between the

copies and there is only one copy in the reference CNV, while there are multiple
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copies in the donor sequence. Therefore, according to the definition of Tandem

CNVs, we are only trying to detect CNV gains but not CNV losses, since there

can be only one copy of CNV in the reference sequence. This structure allows

us to efficiently reconstruct the exact CNV copies. We call the CNV in the

reference sequence reference CNV and the CNV in the donor sequence donor

CNV. Each copy in the donor sequence can potentially have a different beginning

and ending position (prefix and suffix), which can be considered as insertions

and deletions. We detect CNVs by examining the mapping structure across the

genome using discordant paired-end reads. A discordant read pair is one that

maps to the reference in a way that suggests a CNV. These discordant read pairs

serve as a signal for potential CNVs. We interrogate the regions in which we

observe discordant pairs, in order to determine if a CNV is likely to have occured.

Discordant pairs are clustered to obtain estimates of the CNV boundaries and

read coverage is used to estimate the number of copies that exists in the donor.

Unlike all the previous methods, our reconstruction algorithm utilizes unmapped

reads in order to identify the exact boundaries of each of the predicted copies and

subsequently reconstructs the CNV regions as they appear in the donor sequence.

For each detected CNV, we estimate both the number of copies as well as the

boundaries (breakpoints) of each copy in a donor genome. We then use these

estimates in order to generate a reconstruction of the CNV region as it appears

in the donor genome.

One limit of the method in [MFD10] is it only targets CNV detection in re-

gions which are not repeat-rich, namely in regions whose sequences are relatively

unique. This may greatly reduce the applicability of the method given the ex-

istence of many repeat-rich regions in the genomes. We address the problem by

categorizing the occurrences of the CNVs into three categories:
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• The reference CNV is in non-repeat region: In this case, all of the donor

CNV junctions are mapped uniquely to the reference CNV, which can be

uniquely identified and we don’t have any false positive mapping positions.

• Middle area of the reference CNV is in the repeat region: In this case, we

assume that the left most and the right most boundaries of the reference

CNV are not in the repeat region and can be identified uniquely. However,

repeats within the reference CNV lead to possible multiple mapping po-

sitions for the remaining donor CNV junctions, namely the two segments

of a discordant paired-end reads can be mapped to multiple places in the

reference CNV due to repeats.

• The whole reference CNV is in the repeat region: The left most bound-

ary and the right most boundary of the reference CNV also have multiple

mapping positions in the reference genome

Next we develop efficient algorithms for each of the three categories.

3.2 The reference CNV is in non-repeat region

3.2.1 CNV Detection

3.2.1.1 Discordant paired-end reads

Using next-generation sequencing, short reads are generated in pairs, where a

short gap appears between the two reads and the distance of this gap is roughly

known. The distance is called insert length. Discordant read pairs occur when

the mapping of a paired-end read is not what is expected, given that there were

no structural variations in the donor genome. An example to illustrate discordant
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Figure 3.1: A discordant pair can imply the presence of a CNV.

read pairs is shown in Figure 3.1. In this figure, the reference genome contains one

copy of the highlighted sequence, while the donor genome contains two tandem

copies. A read is sampled from the donor such that the forward read is read from

the end of the first copy and the reverse read is read from the beginning of the

second copy. When mapped to the reference genome, these reads will map in

an unexpected orientation. That is, the reverse read will map upstream of the

forward read. By finding reads of this type, we can interogate their regions of

mapping to find possible CNVs.

3.2.1.2 Clustering discordant pairs

After mapping a complete set of paired-end reads to a reference genome, we

will find many discordant pairs. Given the high coverage, we expect that many

discordant pairs will come from each CNV. Therefore, to avoid making duplicate

CNV predictions and to bolster our confidence in each predicted CNV, we cluster

discordant pairs so that each resulting cluster represents a potential CNV.

We define a simple greedy clustering procedure that clusters discordant pairs

that explain the same CNV. We start with the complete set of discordant reads.

We select one discordant read x from the complete set of discordant reads and

find the set {y} of all other discordant reads such that the difference in forward

read mapping positions for x and y is no greater than MI , which is the insert
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length of the paired-end reads. We call the set of reads x+{y} explain a potential

CNV and remove them from the set of all discordant reads. Then we continue

this processs until there are either no single discordant reads left in the set of all

reads or there are no two single reads such that the difference in their forward

read mapping positions is less than or equal to MI . For each potential CNV, we

now have a set of discordant reads and we estimate the boundaries by examining

the set of mapping positions of these reads. We estimate the leftmost boundary b

by taking the minimum of the reverse read mapping positions and the rightmost

boundary b+ l by taking the maximum of the forward read mapping positions.

3.2.1.3 Estimating Copy-counts

Given a predicted CNV region c and the set of reads mapped to this region in the

reference, we would like to determine how many copies d of the reference region

are contained in the donor sequence. In order to determine d, we first define a

function to calculate the likelihood of observing r reads within a region of length

l, given a particular coverage level. For a region of length l, the probability of

a read mapping to this region is l
G

, where G is the length of the genome. We

can calculate the probability of r reads mapping to the length l region by using

the binomial distribution. Therefore, the expected number of reads mapped to

a length l region is Nl
G

, where N is the total number of reads generated from

the whole genome. When N is very large, the binomial distribution can be

very well approximated by the Poisson distribution. Therefore, we can use the

density function for the Poisson distribution with λ = N
G

, in order to calcluate

the probability of r reads mapping to a length l region.

We expect that the length l region is represented d times in the donor se-

quence. However, we do not know d. We have only observed the number of reads
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mapped to the length l region in the reference. Given this we define the following

likelihood function.

L(r, λ, l) =
e−λdl(λdl)r

r!
(3.1)

By finding the d that maximizes the likelihood of r reads mapping to the reference

region c, we determine the number of copies of c contained in the donor.

Medvedev et al. [MFD10] applied the same likelihood function defined in the

Formula ?? and illustrated that it works well on Yoruban HapMap individual

NA18507. Next we show this likelihood function may not always work. If we de-

fine length(donor) as the total length of the donor CNV, we have length(donor) =∑d
i=1 li where d is the copy-counts, li is the length of the i-th copy and we define

l as the length of the reference CNV. The likelihood function assumes all the

copies in the donor sequence are of similar length, namely li ≈ l for all 1 ≤ i ≤ d.

Then length(donor) ≈ d× l. However, when the length of the copies differs from

each other too much, namely the prefix and suffix of some i-th copies are big

enough such that li � l, length(donor) may decrease significantly from d × l.

Then we may have ||((d− k)× l)− length(donor)|| < ||(d× l)− length(donor)||

for some k ≥ 1, which implies that there is at least one copy of length less than

l. Otherwise (d× l)− length(donor) should be 0. If the donor CNV is of length

much less than d × l, the true copy-counts would not maximize the likelihood

function defined above and the copy-counts estimated will be inaccurate. We

show later in our experiments that when the assumption that all the copies in

the donor sequence are of similar length is violated, the likelihood function fails

to identify the true copy-counts.
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3.2.2 CNV Reconstruction

Once the CNV region is detected and the CNV copy-counts are estimated, we

want to reconstruct the exact CNV copies as they appear in the donor se-

quence. We call the CNV in the reference sequence reference CNV and the

CNV in the donor sequence donor CNV. The donor CNV can be denoted as

[p1, s1][p2, s2]...[pn, sn], where n is the copy-counts, [pi, si] indicates the i-th copy,

pi indicates the corresponding start position of the i-th copy in the reference

sequence, si indicates the corresponding end position of the i-th copy in the ref-

erence sequence. We define si|pi+1 as the junction between the i-th and i+ 1-th

copy. The CNV Reconstruction problem thus can be stated as following: Given

copy-counts n, reference CNV region [b, b+ l], where b is the starting position of

the reference CNV and l is its length, identify all pi and si for 1 ≤ i ≤ n and

order them such that the number of mismatches is minimized when all the reads

are mapped to the reconstructed sequence.

We use unmapped reads to detect the exact junctions of the copies. Given the

high coverage ratio of the next generation sequencing data, each junction should

be spanned by certain amount of reads. These reads won’t map to the reference

sequence and they indicate the start and end positions of the corresponding

copies. We can split these unmapped reads and try to map both split parts to

the reference sequence. If both parts map perfectly to the reference sequence (for

simplicity, we assume all the reads are error-free), the mapped position indicates

the corresponding end and start positions of the two adjacent copies. We show a

simple example in Figure 3.2. As we can see, the reference CNV “CTGTCG” is

copied three times in the donor sequence. The unmapped read TCGCT doesn’t

occur exactly in the reference sequence and it spans the junction between the

first and the second CNV copy in the donor sequence. If we split the read into
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Figure 3.2: An example for reconstruction CNV. The reference CNV is “CT-

GTCG”. The CNV is copied three times in the donor sequence.

two substrings TCG and CT, both of them map perfectly to the reference CNV.

The end mapping position of TCG indicates the first copy ends at position 14 in

the reference. The start mapping position of CT indicates the second copy starts

at position 9. Next we show the detailed reconstruction process.

3.2.2.1 Unmapped Reads Identification

Since we are using unmapped reads to identify the boundaries of CNV copies, we

first need to identify unmapped reads sampled from the CNV region. A naive

method is to take all the unmapped reads, split them and map them to every

identified CNV region. However, the sequencing technique may introduce a large

number of unmapped reads due to sequencing errors. It is very inefficient if

we take all of these reads and map them to every CNV region. The problem

can be alleviated by using mapped reads. Although we don’t know which donor

CNV these unmapped reads come from, we can utilize the other parts in their

corresponding paired-end reads to validate which donor CNV they are from. We

first identify all the reads mapped to the reference CNV region, which can be

done efficiently using any reads mapping tool such as MAQ [LRD08b]. Next we

check the other parts of these reads and select all the unmapped ones, which

are highly possible generated from the corresponding donor CNV region. The
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number of such reads is much smaller than the total number of unmapped reads.

We are then able to focus on only the unmapped reads generated from the correct

donor CNV region.

3.2.2.2 Junction Validation

We split the unmapped reads and map them back to the reference sequence, as

shown in Figure 3.2. A junction is valid only if it is validated by at least one

unmapped reads. Therefore we can split an unmapped read at each internal

position, which results in two split substrings r1, r2. r1 is the suffix of the first

copy and r2 is the prefix of the second copy. We then map the two substrings

back to the reference CNV. If both substrings mapped perfectly to the reference

CNV (again, assuming the reads are error-free), the mapping positions in the

reference CNV of r1 and r2 indicate the corresponding end and start positions of

the two adjacent copies.

One problem for the validation is if the length of the split substring is short,

it’s highly possible that the split substring maps perfectly to the reference se-

quence by random chance and the substring may map to many positions. For

example, in Figure 3.2, the unmapped read TCGCT is split to TCG and CT. The

substring CT maps to both position 2 and 9. To address the problem, we define

a significant length threshold t such that when we split the read, we only split the

read at positions where the resulting two substrings are of length both no less

than t. Alternatively speaking, we split the read at the positions in the range of

[t, m-t] in the read, where m is the read length. Therefore a perfect map of a

split substring to the reference sequence is highly unlikely occurring by chance.

We call such a mapping a significant mapping. If a splitting results in two sub-

strings which both have significant mappings, we call such a splitting a significant

57



splitting . The significant threshold can be determined by the following formula:

t = arg min
t
{L

4t
≤ ε} (3.2)

where L is the length of the reference CNV region, ε is a small number, such as

0.05. The formula indicates that we use the minimum t such that the expected

number of any length t substring occurring in the CNV region is no more than

ε. For example, in Figure 3.2, L=17. If ε = 0.05, according to Formula 3.2,

we obtain t ≥ 4. Therefore, the length of the substring as what we used in the

example (length as 3 and 2 for the two split substrings) is too small to avoid

possible mappings by random chance.

3.2.2.3 Donor Sequence Reconstruction

Given any order of the junctions, we are able to reconstruct a donor CNV. For ex-

ample, if the order of the junctions is: s1|p2, s2|p3, . . . , sn−1|pn, the reconstructed

donor CNV is [s, s1], [p2, s2], . . . , [pn−1, sn−1], [pn, e], where s and e are the start

and end positions of the CNV, respectively. However, not all the donor CNVs

are valid. We need to follow a simple rule: for any two adjacent junctions si|pi+1

and si+1|pi+2, we need to have pi+1 ≤ si+1, namely the starting position of a copy

should be no greater than the ending position of the copy. For example, if we

only have two adjacent junctions 100|200 and 150|50, the order of the two junc-

tions can be only 150|50, 100|200. The corresponding reconstructed donor CNV

is thus [s, 150][50, 100][200, e], where s and e are the start and end positions

of the CNV, respectively. If we have order as 100|200, 150|50, the reconstructed

donor CNV is [s, 100][200, 150][50, e], where the middle copy [200, 150] is invalid.

Notice there can be multiple orders satisfying this rule and therefore the donor
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CNV may not be unique. For example, given junctions 100|200 and 300|50, s and

e as the start and end positions of the CNV, we can have an order 100|200 and

300|50, where the reconstructed donor CNV is [s, 100][200, 300][50, e], or an order

300|50 and 100|200, where the reconstructed donor CNV is [s, 300][50, 100][200,

e]. Both reconstructed donor CNVs are valid. We are not able to find the true

donor CNV given the paired-end reads only. Therefore, we simply output all the

possible donor CNVs.

3.2.3 Results

3.2.3.1 Simulation

In order to test our methods, we developed a simulation framework in which a

donor genome is created by altering a given template genome by inserting non-

overlapping CNVs. The number of copies for each CNV is selected uniformly at

random from between 2 and 5 and the prefix and suffix of each copy is selected

uniformly at random within a range that guarantees that the copy will be no

smaller than 1000 base pairs. For each of the resulting donor genomes, paired-

end reads are simulated. The reads are of length 36 bp and the inserts are chosen

between 90 and 100 bp, uniformly at random. The full set of reads are mapped to

the original reference genome using the MAQ mapper [LRD08b] and the resulting

MAQ mapping files are then used by our detection and reconstruction methods.

We used this framework to generate one full mouse genome with 20 chromo-

somes, using build 36 of the mouse genome. For each chromosome we inserted

100 non-overlapping CNVs, avoiding regions with known CNVs, as described by

[SCZ08]. Each generated genome contains 20 chromosomes each with 100 inserted

CNVs, resulting in 2,000 CNVs in total. Each donor chromsome resulted in over

100 million reads. Table 3.1 summarizes the number of CNVs simulated within
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CNV Length Number Copy-counts (2,3,4)

l ≥ 1, 000, 000 80 31,26,33

500, 000 ≤ l < 1, 000, 000 390 120,139,131

100, 000 ≤ l < 500, 000 975 319,335,331

50, 000 ≤ l < 100, 000 217 70,79,68

10, 000 ≤ l < 50, 000 247 78,89,80

5, 000 ≤ l < 10, 000 47 15,14,18

1, 000 ≤ l < 5, 000 44 12,15,17

Table 3.1: Summary of simulated CNVs. The number of CNVs belonging to each

length class along with the number of copy-counts for each range are given.

each length range, as well as the number of these belonging to each copy-count

category.

3.2.3.2 CNV Detection

We applied our detection algorithm to the set of 20 chromosomes containing 2,000

CNVs as described in section 3.2.3.1. When considering the fraction of detected

CNVs in each chromosome, we find that our method is able to effectively detect

on average 88.5% of the inserted CNVs, while accurately predicting the copy-

counts for only 53% of these. This result shows that our method has relatively

high power to detect the location of CNVs, but has low power to determine the

correct copy-counts.

In order to understand why we have low power to predict copy-counts we

compared the sets of CNVs for which we were able to predict the copy-counts

and those for which we were not. For those which we are not able predict the

copy-counts, we found that the number of reads mapping to the reference CNV
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region was much smaller than expected given the length of the reference region

and the true copy-counts. That is, our detection algorithm works under the

assumption that the expected number of reads mapping to a reference region of

length l for which the donor has n copies is lnc/R, where c is the coverage and

R is the total length of a read pair. More simply, we expect that each of the ln

base postions in the donor will be covered c times. Since each read pair covers R

positions, we have lnc/R total reads expected. As the total length of the donor

CNV region becomes much smaller than nl, our assumption is violated and we

no longer have predictive power.

We examined the ratio of the total length of the CNV region in the donor to nl

and found that for CNVs for which we could not detect the copy-counts this ratio

was smaller when compared with the CNVs for which we could predict the copy-

counts (mean of .82 vs. .86). Upon examining the distribution of these ratios, we

find that their means are significantly different by t-test (p-value ≈ 10−15). As

described in section 3.2.3.1, for each CNV the lengths of the copies were generated

randomly. Given this, we can expect that as the number of copy-counts increases,

the chance to have at least one copy that is significantly smaller than l increases.

If this is the case, then we expect that on average our power to predict the true

copy-counts will decrease as the number of copy-counts increases. This is what

we observe and have summarized in table 3.2.

3.2.3.3 CNV Reconstruction

Once the predicted CNVs have been obtained, we attempt to reconstruct them as

they appear in the donor sequence. We expect that reads spanning the junction

between two adjacent copies will not map to the reference sequence. We utilize

these reads in order to find the exact boundaries between copies. Given the
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Copy-Counts Detected Predicted copy-counts

2 91% 78%

3 88% 49%

4 86% 33%

Table 3.2: Summary of the percentage of detected CNVs and predicted copy–

counts broken down by true copy-counts. CNVs were considered to be detected

when the begining and ending reference CNV positions were predicted within 10

base-pairs. In practice, the average deviation from the true positions was about

2 base-pairs. The percentage of predicted-copy counts is reported as the percent-

age of detected CNVs for which were were able to accurately predict the true

copy-counts.

high coverage of the next generation sequencing data, each junction should be

spanned by a at least one read. We can split these unmapped reads and try to

map both parts to the reference sequence. If both parts map perfectly to the

reference sequence (for simplicity, we assume all the reads are error-free), the

mapped position indicates the corresponding start and end positions of the two

adjacent copies.

We take the correctly identified CNV regions and their copy-counts from the

previous step and then apply the reconstruction method to identify all junctions.

To evaluate the accuracy of the reconstruction, we evaluate the accuracy of the

identified junctions. We consider an identification as accurate if the identified

position is within 100 bps of the true junction position. Given a junction a|b,

we do not require that a successful identification always identifies both a and b

correctly. Instead we allow partial identification, namely if we only identifie a

successfully, we consider the identification of a as a success and the identification

of b as a failure. Therefore for all junctions, we calculate the percentage of the
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successful identifications. We summarize the performance of our method in Table

3.3 and 3.4.

As we can see in Table 3.3, the smaller the length of the CNV region, the

higher the accuracy. This is because longer regions are more likely to contain

long repeats. Thus even if we split the unmapped reads into two long enough

parts, these parts may still randomly map to the repeat region. For CNV of

length less than 50,000, the accuracy of our method is very good.

In Table 3.4, we observe that the accuracy increases as the copy counts de-

crease. We also show that the average length of the CNV regions for different

copy-counts. As we can see, the lower the copy-counts is, the higher the accuracy

is. Also the shorter the CNV region is, the higher the accuracy is. Copy-counts

three has higher accuracy than copy-counts two since its CNV region is much

shorter.

CNV Length Accuracy

l ≥ 1,000,000 64.12%

500,000 ≤ l < 1,000,000 75.45%

100,000 ≤ l < 500,000 78.82%

50,000 ≤ l < 100,000 82.29%

l < 50,000 94.17%

Table 3.3: CNV Length vs. CNV junction identification accuracy, where l is the

length of the CNV in the reference.
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Copy-Counts Accuracy Average Length

2 77.14% 519,571

3 79.44% 446,300

4 73.57% 525,717

Table 3.4: Copy Counts vs. CNV junction identification accuracy.

3.3 Middle area of the reference CNV is in the repeat

region

In this case, we assume that the left most and the right most boundaries of

the reference CNV are not in the repeat region and can be identified uniquely.

However, repeats within the reference CNV lead to possible multiple mapping

positions for the remaining donor CNV junctions, namely the two segments of a

discordant paired-end reads can be mapped to multiple places in the reference

CNV due to repeats. In order to reconstruct the CNV, we need to identify the

correct mapping positions of the junctions. This can not be achieved alone by

clustering discordant paired-end reads, since there will be multiple clusters at

different positions for the same junction.

We solve the problem by estimating the length of the donor CNV first and

then select one mapping position for each junction such that the reconstructed

donor CNV has length closest to the estimated length. We estimate the length

of the donor CNV using the number of reads that have mapping positions in

the reference CNV. Since the left most and the right most boundaries of the

reference CNV can be identified uniquely, we can find out the total number

of reads having mapping positions in this region. As we showed before, the

reads are generated with a Poisson distribution with respect to the length of the

region l and the coverage ratio c. Given the total number of reads d having
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mapping positions in the reference CNV region, we’ve shown d ≈ (fl+o)c
length(read)

where f is the copy-counts, o is the sum of the number of mapping positions out

of the reference CNV region for all length(read)-mer in the reference CNV region.

Therefore, we can consequently estimate the length of the donor CNV region as

fl ≈ d×length(read)
c

− o. We can also estimate the copy-counts according to the

process we described in the previous section using the formula e−λ(fl+o)×(λ(fl+o))d

d!
.

The number of mapping positions needs to be selected are then determined by the

copy-counts. The problem of selecting the correct mapping positions is formalized

with the following:

Problem 1 Given an estimate length l of the donor CNV, the position of the left

most boundary b and the position of the right most boundary e, the copy-counts

f , a set of n candidate junctions J = [e1|b1, e2|b2, . . . , en|bn], select f -1 junctions

F = [ei1|bi1 , ei2|bi2 , . . . , eif−1
|bif−1

] from the set J such that ||Length(F, b, e) − l||

is minimized, where Length(F, b, e) = (ei1− b)+(ei2− bi1)+ · · ·+(eif−1
− bif−2

)+

(e− bif−1
) = (ei1 − b) +

∑f−1
j=2 (eij − bij−1

) + (e− bif−1
).

A naive algorithm requires full enumeration of all the possible f −1 junctions

from the set J , whose complexity is O
(
n
f−1

)
. Given n is usually as big as a few

hundred to thousand, this complexity becomes too expensive to reconstruct a

single CNV even for small f . Therefore, we design the following branch and

bound algorithm to alleviate the expensive computation for solving the above

problem.

We consider the junctions as nodes in a search tree. We randomly select a

junction and then select one more junction at each step in a depth-first search

manner. For any set of selected junctions, we derive an upper bound as well as a

lower bound for Length(F, b, e) which we show are not dependent on the order
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of the junctions. The two bounds are updated at each step of the search process.

Based on these two bounds, a lower bound for the function ||Length(F, b, e)− l||

is derived. A standard branch and bound algorithm is then applied to efficiently

select the optimal set of junctions. Once a set of f − 1 junctions are selected, or

we reach a leaf node of the search tree, the upper bound of search tree is updated

as the value of ||Length(F, b, e)− l|| which is then used to prune branches of the

search tree. The upper bound is updated once a new leaf node is reached and a

lower value of ||Length(F, b, e)− l|| is obtained. The algorithm stops till there is

no more branch to be explored. We next prove a set of lemmas used to design

the branch and bound algorithm.

Given a set F = [ei1|bi1 , ei2|bi2 , . . . , eif−1
|bif−1

], an order of junctions in F is

[ej1|bj1 , ej2|bj2 , . . . , ejf−1
|bjf−1

] such that there is an one-to-one mapping from jh

to it for h, t ∈ {1, . . . , f − 1} and jh, it can be different. We call jh an order index

for the corresponding junction. The order of the junctions indicates the order of

the copies of donor CNV and there are totally (f − 1)! different orders. We first

show an important property of the function Length(F, b, e) with respect to the

order of the junctions.

Lemma 1 The order of junctions in F does not affect Length(F, b, e).

Proof: Since one order of junctions can be converted to any other different

orders by continuously swapping the order index of two junctions each time,

we just need to show this swapping operation does not change Length(F, b, e).

Assume we have one order F = [. . . , ei|bi, . . . , ej|bj, . . . ] and another order F ′ =

[. . . , ej|bj, . . . , ei|bi, . . . ], where the only difference between F and F ′ is that the

order index of ei|bi and ej|bj is swapped. Then assume F contains totally n

junctions:
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Length(F ′, b, e) = (e1 − b)

+
i−1∑
m=2

(em − bm−1) + (ej − bi−1) + (ei+1 − bj)

+

j−1∑
m=i+1

(em − bm−1) + (ei − bj−1) + (ej+1 − bi)

+
n∑

m=j+1

(em − bm−1) + (e− bn)

= (e1 − b)

+
i−1∑
m=2

(em − bm−1) + (ei − bi−1) + (ei+1 − bi)

+

j−1∑
m=i+1

(em − bm−1) + (ej − bj−1) + (ej+1 − bj)

+
n∑

m=j+1

(em − bm−1) + (e− bn)

= (e1 − b) +
n∑

m=2

(em − bm−1) + (e− bn)

= Length(F, b, e)

Therefore, the order of junctions in F does not affect Length(F, b, e).

We next show that we can derive an upper bound as well as a lower bound

for Length(F, b, e) given any subset junctions of F .

Lemma 2 The upper bound of Length(F, b, e) is (e1 − b) +
∑k

m=2(em − bm−1) +

(e− bk) + (n− k)(e− b) given the size of F is n, a subset of selected junctions as

F ′ = [e1|b1, e2|b2, . . . , ek|bk], where k ≤ n.

Proof: We proof this lemma by induction. When the subset is of size 1, assume

F ′ = [e1|b1], then we need to select n− 1 more junctions.
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Length(F, b, e) = (e1 − b) +
n∑

m=2

(em − bm−1) + (e− bn)

= (e1 − b) + (e− b1) +
n∑

m=2

(em − bm)

≤ (e1 − b) + (e− b1) +
n∑

m=2

(e− b)

= (e1 − b) + (e− b1) + (n− 1)(e− b)

Similarly, when the subset is of size k, assume F ′ = [e1|b1, e2|b2, . . . , ek|bk], we

have

Length(F, b, e) ≤ (e1 − b) +
k∑

m=2

(em − bm−1) + (e− bk)

+ (n− k)(e− b)

The same idea can be applied to derive the lower bound of Length(F, b, e).

Lemma 3 The lower bound of Length(F, b, e) is (e1 − b) +
∑k

m=2(em − bm−1) +

(e − bk) given the size of F is n, and a subset of selected junctions as F ′ =

[e1|b1, e2|b2, . . . , ek|bk], where k ≤ n.

Proof: We proof this lemma by induction. When the subset is of size 1, assume

F ′ = [e1|b1], then we need to select n− 1 more junctions.

Length(F, b, e) = (e1 − b) +
n∑

m=2

(em − bm−1) + (e− bn)

= (e1 − b) + (e− b1) +
n∑

m=2

(em − bm)

≥ (e1 − b) + (e− b1)
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Similarly, when the subset is of size k, assume F ′ = [e1|b1, e2|b2, . . . , ek|bk], we

have

Length(F, b, e) ≥ (e1 − b) +
k∑

m=2

(em − bm−1) + (e− bk)

Given the upper bound up and the lower bound lo of Length(F, b, e), we can

compute a lower bound δ′ for δ = ||Length(F, b, e) − l|| as the following: (1) If

lo ≤ l ≤ up, δ′ = 0. (2) If l ≤ lo, δ′ = lo − l. (3) If l ≥ up, δ′ = l − up.

Therefore, we can apply the standard branch and bound algorithm to select the

set of junctions which minimize δ. Our experiments show later that this branch

and bound algorithm is much more efficient than the naive algorithm.

The above algorithm is able to select an optimal set of junctions to minimize

the objective function ||Length(F, b, e)−l||. However, this does not guarantee the

selected junctions are the true junctions. This is because the estimated length

is very close but usually not exactly the same as the true CNV length, since

the estimated length is based on a limited amount of reads generated from the

reference CNV region. Also the false positive positions of the donor junctions

maybe selected by the above process, if some combination of them leads to the

minimum difference between the estimated length and the reconstructed CNV

length. Our experiments on simulated data show that on general the above

process works pretty well even with these two limitations.

In Problem 1, Length(F, b, e) is the length of the donor CNV based on our

assumption b1 = b and ef = e. Without this assumption, we can use discordant

reads to identify the mapping positions for the left most junction containing

b1 and the right most junction containing ef between the donor CNV and the

genome. Then we can include these mapping positions in the candidate junction

set J . All of the above lemmas and algorithms can be easily adapted to handle
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this more general problem. Due to space limit, we do not show the generalization

of the above algorithm.

3.3.1 Experimental Results

3.3.1.1 Experiments on Mouse Genome

We first illustrate the power of our method on real data. We used the data

published by Sudbery et. al. 2008 [SSS08] where they sequenced the chromo-

some 17 of A/J mouse strain (95Mbp), using the Illumina technology [SSS08].

Chromosome 17 is biologically interesting for two main reasons. First, mouse

major compatibility complex (MHC) resides on this chromosome [MHJ09]. Sec-

ond, murine t-complex also resides in chromosome 17 which in some wild derived

strains is responsible for transmission ration disorder [HJB09]. There are totally

56,019,759 paired-end reads sequenced and each segment of the paired-end read

is 36bp long which makes the data has 22x coverage. The average insert length of

the paired-end reads is around 120bp. Due to the fact we need all possible map-

ping locations (as indicated in previous studies [SB09][Sah09] [AKM09] [MSB09],

[MFD10] for detecting CNV and SV, it is essential to use all the possible mapping

positions) for each read, we map the reads using mrFAST [AKM09] [FCB10]. In

the mapping we used the C57BL/6J (NCBI m37) as the reference to map the

reads. The threshold of read mapping was set to e ≤ 2 edit distance (allowing

reads mapped with up to 2 mismatches and indels) in which reads will map to

locations with sequence similarity higher than 94%( in all previous studies deal-

ing with 36bp Illumina short reads, threshold of 2 mismatches is used). Lots of

reads have multiple mapping positions and there are totally more than 8 billion

mapping positions for these reads.

By using the discordant reads, we identify candidate regions for CNVs of
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category two and three. For simplicity, we limit the length of the region within

the range of [1kb, 10kb]. When we cluster the discordant reads, we require two

adjacent reads in the same cluster overlap with each other. We also require the

insert length for a paired-end read after being mapped to the reference sequence

be greater than 500bp to be considered as discordant such that each copy is long

enough. We only use clusters of reads with size greater than 7 to identify the

candidate CNV regions. There 381 candidate regions for CNVs of category two,

where the left most and the right most boundaries are determined by clusters

of reads with unique mapping positions. We estimate the copy counts of these

regions using the modified Poisson likelihood function and we identify a total of

5 regions with copy-counts no less than 2. One of these regions overlaps with the

CNV regions reported by [SSS08], and 4 of them are new regions.

To further validate the 4 new regions, we apply our algorithm to reconstruct

the CNVs. To our knowledge, there is no annotation of existing CNVs in repeat-

rich regions, we are not able to evaluate the accuracy of the reconstruction directly

from any known literature. Therefore, we validate our reconstruction using un-

mapped reads, which are reads that do not map to the reference sequence, mainly

due to two reasons: (1) the reads contain sequencing errors, (2) the reads span

the breakpoints of some structural variations. We say an unmapped read supports

a breakpoint if it spans the breakpoint. To check if an unmapped read spans a

breakpoint, similar to the work in [HFE10], we split the unmapped read into two

substrings, and map both substrings to the two sides of the breakpoints. If both

substrings match the corresponding side of the breakpoint, we say the unmapped

read supports the breakpoint. However, the reconstructed breakpoints may be a

little bit off from the true breakpoint due to the effects of reads mapping, cluster-

ing of the discordant reads, etc. Therefore we also check a 200bp neighborhood

of the breakpoints. If the two split substrings of an unmapped read maps to the
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region 1 region 2 region 3 region 4 region 5

# unmapped reads 19.5 23 31 22 12

copy-counts 3 2 4 2 2

Figure 3.3: Averaged number of unmapped reads supporting the breakpoints in

each of the 5 regions and their corresponding copy-counts.

neighborhood, we still consider the read supports the breakpoint. Then for each

reconstructed breakpoint, we check the number of unmapped reads supporting

it. Given the coverage as 22 times, the expected number of reads spanning any

position in the genome, including breakpoints, is 22. In Figure 3.3, we show the

averaged number of unmapped reads supporting the breakpoints in each of the

5 regions and their corresponding copy-counts. As we can see, for most of the

regions, the number of unmapped reads supporting the breakpoints is very close

to the expected number 22, indicating these regions and breakpoints are highly

possible to be true.

3.3.1.2 Experiments on Simulated Sequences

As mentioned earlier, to our knowledge, there is no annotation of exact internal

junctions of existing CNVs in repeat-rich regions, so to illustrate the performance

of the algorithms we proposed, we also test our methods on simulated genome se-

quences. We conduct a set of experiments for each of the three cases with respect

to different parameter. We first randomly generate a genome sequence which

does not contain any long repeats. Then we insert CNVs at random positions in

the simulated sequence. For case one, the reference CNV regions, prefixes and

suffixes of the donor CNV copies as well as copy-counts are randomly generated.

For case two, where the middle area of the reference CNV region contains repeats,

72



we first randomly select the reference CNV region. Next, we randomly sample

pre-masked repeat sequences from the RepeatMasker website [Rep10] and insert

these repeat sequences multiple times into the reference CNV region, avoiding

the left most and right most boundaries. Finally, the prefixes and suffixes of the

donor CNV copies are randomly generated. This process guarantees that the left

most and right most boundaries of the reference CNV can be identified uniquely,

while the internal junctions may fall within the repeat region. For case three,

the simulation process is almost identical to the one for case two, with the only

difference being that we insert repeats first and then randomly generate CNVs

within repeat regions. For all experiments, we set the coverage ratio to 40 times,

read length to 36bp and insert length within the range of 90bp to 100bp. We do

not compare our method with any other existing CNV detection methods using

high throughput sequencing technologies since none of them is able to handle

CNVs in repeat-rich regions and also none of them is publicly available.

For the category two experiments, we construct repeat-rich regions by du-

plicating a repeat sequence, which is randomly sampled from RepeatMasker, 8

times, which is able to introduce enough complexes on the repeat structures. We

set the copy-counts to 4 so that the number of mapping positions for each internal

junction will be large. The above parameters are chosen just to make sure the

problem is hard enough to show the advantage of our algorithm over the naive

algorithm. Then we evaluate the performance of our branch and bound algorithm

with respect to the length of the reference CNV region. The longer the reference

CNV is, the more mapping positions the CNV is expected to have and the harder

the reconstruction problem is. We vary the length of the reference CNV region

as 10000bp, 5000bp, 2500bp. The experimental results are shown in Figure 3.4

and Figure 3.5. For each reference CNV length, we show the averaged results of

our algorithm on ten experiments.
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10,000bp 5,000bp 2,500bp

Total Mapping Positions 1,307 267 77

BB Run Time (sec.) 19 1.48 0.07

BB searched orders 69,260 22,083 6,120

Full searched orders 371,259,885 3,136,805 73,150

BB/Full 0.019% 0.7% 8.4%

Figure 3.4: The efficiency evaluation of the branch and bound algorithm (BB)

versus the full enumeration of all possible orders for reference CNV of different

length. All the results are averaged on ten experiments.

In Figure 3.4, we illustrate the efficiency of our branch and bound algorithm.

We first show the total number of mapping positions for the internal junctions.

As we can see, as the size of the reference CNV increases, the number of mapping

positions increases and the Problem 1 becomes more difficult. We also show the

number of orders searched by our branch and bound algorithm and by the full

enumeration and their ratio. The branch and bound algorithm has significant

advantages over the full enumeration, especially for the length 10,000bp case,

where our branch and bound algorithm only searches 0.019% of the orders of the

full enumeration. Given this dramatic advantage, our algorithm has very short

run times for all cases, while the run times of full enumeration are too long so we

do not show them here.

In Figure 3.5, we show our algorithm is not only efficient, but also accurate.

We compare the estimated internal junctions with the true internal junctions. If

the difference is less than 100bp, which is the maximal insert length we use in

our experiments, we consider the estimation as accurate. As we can see, with

relatively short reference CNVs, our estimations are very accurate, especially for
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10,000bp 5,000bp 2,500bp

Accuracy 62.5% 94% 100%

Estimated Average Distance (Starting Position) 78 35 10

All-Position Average Distance (Starting Position) 6,179 3,033 1,569

Estimated Average Distance (Ending Position) 520 212 44

All-Position Average Distance (Ending Position) 5,489 2,788 1,318

Figure 3.5: The accuracy evaluation of the branch and bound algorithm for

reference CNV of different length. All the results are averaged on ten experiments.

reference CNVs of size 2,500bp. This is because the number of mapping positions

is small for short reference CNV regions, as shown in Figure 3.4, and for short

reference CNV regions, the mapping positions tend to be close to each other.

For cases where our algorithm makes incorrect estimations, we show that these

estimations are still much better than random guesses. To illustrate this, we

show the averaged distances between our estimated internal junctions and the

true internal junctions, and the averaged distances between all possible mapping

positions and the true internal junctions, which can be considered as the distance

of random sampled positions. We measure the distance between the starting

positions and the ending position separately and these distances are rounded into

integers. As illustrated in Figure 3.5, the distances of our estimated junctions are

only one percent of the distances of the random samples. Therefore, even though

our algorithm may fail to estimate the true internal junctions, the estimations

are still very close to the true junctions.

We also test our algorithm for other parameter settings, such as different copy-

counts, different repeat sequence duplication times, etc., and we obtain similar

results. Due to space limit, we do not show the results for other parameter

settings.
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3.4 The whole reference CNV is in the repeat region

When the left most boundary and the right most boundary of the reference CNV

also have multiple mapping positions in the reference genome, the algorithm

discussed in the previous section can not be applied directly. This is because

we can not estimate the length of the donor CNV without knowing the true

boundaries of the region. Therefore, we need to first identify the true boundaries

of the reference CNV.

Unfortunately, we are not able to uniquely identify the true boundaries since

they are mapped to multiple places in the reference genome. Therefore, the best

we can do is to find a pair of mapping positions for the left most and right most

boundaries and a copy-count value such that the reconstructed CNV has length

closest to the estimated length, which is again d×length(read)
c

-o. Assuming the left

most boundary is mapped to n positions in the reference genome, while the right

most boundary is mapped to m positions in the reference genome, the problem

can be formalized with the following:

Problem 2 Given the set of mapping positions for the left most boundary B =

{b1, b2, . . . , bn}, where b1 < b2 < · · · < bn, and the set of mapping positions for

the right most boundary E = {e1, e2, . . . , em}, where e1 < e2 < · · · < em, select

a pair (bi, ej) and a copy-counts f such that Dist(B,E, f, L, bi, ej) = ||(f − 1)×

(ej − bi) + (em − b1)− L|| is minimized for all 1 ≤ i ≤ n, 1 ≤ j ≤ m and f ≥ 2,

where L is the estimated length of the donor CNV.

We need to check all O(n × m) pairs to find the pair (bi, ej) minimizing

Dist(B,E, f, L, bi, ej). A naive method requires checking all O(n×m) pairs and

testing many u ≥ 2 for each pair until the best copy-counts is found. But in

reality, most of these searches can be pruned.
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We next design a more efficient algorithm. We try to select the length of

the CNV, determined by the two boundaries, as well as the copy-counts at the

same time. The selection process can be terminated a lot faster, based on our

observation that to minimize Dist(B,E, f, L, bi, ej), the copy-counts needs to

remain the same or decrease when the length of the CNV increases. Therefore,

we start our search from short CNV to long CNV, and decrease the copy-counts

continuously until the copy-counts is less than 2, which is the stop criterion of

the search process.

The algorithm works with the following lemma:

Lemma 4 Given a pair (bi, ej), f =

argminfDist(B,E, f, L, bi, ej) and a pair (b′i, e
′
j), f ′ = argminfDist(B,E, f, L, b

′
i, e
′
j)

and ej − bi ≤ e′j − b′i, Dist(B,E, f ′, L, b′i, e′j) ≤ Dist(B,E, f, L, bi, ej), we must

have f ′ ≤ f .

Proof: We prove the lemma by contradiction. For the pair (bi, ej) and f =

argminfDist(B,E, f, L, bi, ej), there are two cases:

1. f is the minimum copy-counts such that (f − 1)× (ej− bi) + (em− b1) ≥ L.

Then Dist(B,E, f, L, bi, ej) = (f − 1) × (ej − bi) + (em − b1) − L. Now

assume f ′ > f , given ej − bi ≤ e′j − b′i, we have Dist(B,E, f ′, L, b′i, e
′
j) =

(f ′ − 1)× (e′j − b′i) + (em − b1)− L > (f − 1)× (ej − bi) + (em − b1)− L =

Dist(B,E, f, L, bi, ej), which is contradicted with Dist(B,E, f, L, b′i, e
′
j) ≤

Dist(B,E, f, L, bi, ej). Therefore, we can only have f ′ ≤ f .

2. f is the maximal copy-counts such that (f − 1)× (ej − bi) + (em− b1) ≤ L.

Then we must have f × (ej − bi) + (em − b1) > L. Since f =

argminfDist(B,E, f, L, bi, ej), we must also have Dist(B,E, f, L, bi, ej) ≤
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Dist(B,E, f + 1, L, bi, ej). Given ej − bi ≤ e′j − b′i, we have f × (e′j − b′i) +

(em − b1) ≥ f × (ej − bi) + (em − b1) ≥ L. Therefore Dist(B,E, f +

1, L, b′i, e
′
j) ≥ Dist(B,E, f + 1, L, bi, ej) ≥ Dist(B,E, f, L, bi, ej). Now

assume f ′ > f , namely f ′ ≥ f + 1, we have Dist(B,E, f ′, L, b′i, e
′
j) ≥

Dist(B,E, f + 1, L, b′i, e
′
j) ≥ Dist(B,E, f, L, bi, ej) which is contradicted

with Dist(B,E, f ′, L, b′i, e
′
j) ≤ Dist(B,E, f, L, bi, ej). Therefore, we can

only have f ′ ≤ f .

The above lemma suggests that we can first identify a minimum overlapping

region, which is the region that does not contain any sub-region. For example,

for b1 < e1 < b2 < e2, the minimum overlapping regions are [b1, e1] and [b2, e2].

[b1, e2] is not a minimum overlapping region since it contains a sub-region [b1, e1].

Since the region is actually an one-dimensional interval, this can be done easily by

finding the biggest bi for each ej such that bi < ej and the minimum overlapping

regions are all such (bi, ej)’s for each ej. Then we can expand the regions in

both directions to bigger regions. During the expansion process, the best copy-

counts for each region can only remain the same or decrease. Once the copy-

counts drop to below 2, we can stop the expansion. Since there are multiple

minimum overlapping regions, we can start with the shortest one and we repeat

the expansion process from each minimum overlapping region until we’ve checked

all O(n×m) regions.

Once we find a pair (bi, ej) and a copy-count f such that Dist(B,E, f, L, bi, ej)

is minimized, we can apply the branch and bound algorithm discussed in the

previous section to identify all the internal junctions.

As shown in Lemma 1, the order of junctions does not affect the length of the

donor CNV. Therefore, for a given set of junctions minimizing Length(F, b, e),

we can not determine their true orders in the donor CNV since all these orders
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are equally likely given the reads generated from the donor CNV. To reconstruct

the donor CNV, we can simply select a random order of these junctions which

leads to a corresponding reconstructed donor CNV.

3.4.1 Experimental Results

For the experiments on category three, we evaluate the performance of our prun-

ing strategy with respect to the similar parameters as those for case two. In this

experiment, we set the reference CNV length as 10000bp, the copy-counts as 4,

and we vary the times we duplicate the repeat sequence sampled from Repeat-

Masker to create different levels of repeat-richness. We vary the repeat sequence

duplication time as 1, 5, 10, 20, 30, respectively. The more times the sequence is

duplicated, the more mapping positions the CNV is expected to have and thus

the harder the problem is. In order to avoid noise, we only search for CNV regions

above certain length threshold. This is because if we allow searching for short

CNV regions, the short CNV regions tend to dominate the search since they are

more likely to minimize the function defined in Problem 2. The most extreme

case is when a CNV region is of length 1, the function will always be minimized by

this CNV. Therefore, we use a relatively large threshold 8000bp. This indicates

if we roughly know the length of the CNVs, our algorithm has better chance to

identify them. Also we only insert one CNV for each repeat-rich region, which

contains all duplications for the same repeat sequence. The experimental results

are shown in Figure 3.6. All the results are averaged on ten experiments.

We compare the number of searches by the pruning algorithm and the non-

pruning algorithm. As we can see, as the repeat-richness increases, the advantage

of the pruning algorithm over the non-pruning algorithm becomes more signif-

icant. When we duplicate the repeat sequence 20 and 30 times, the pruning
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1 5 10 20 30

#Searches with pruning 23 2,302 2,620 10,054 14,779

#Searches without pruning 23 54,764 188,674 2,604,390 3,478,259

#Searches with pruning / without pruning 100% 4.2% 1.4% 0.39% 0.42%

Run time with pruning (sec.) 0 0 0 0 0

Run time without pruning (sec.) 0 1 2 48.5 83

Estimated ave. dist. 573 4,515 3,676 4,115 4,665

Random sampled ave. dist. 446 22,394 30,376 69,908 103,064

Estimated copy-counts 4 4 4 4 4

Randomly sampled copy-counts 1 1.03 1.3 1.6 1.7

Figure 3.6: The performance evaluation of the pruning algorithm for reference

CNV of length 10000bp, copy-counts 4 and the repeat sequence duplication time

as 1, 5, 10, 20, 30, respectively. All the results are averaged on ten experiments.

The numbers are all rounded.

algorithm only makes less than 0.5% of the searches made by the non-pruning

algorithm. As a consequence, the run time of the pruning algorithm is always

less than 0.5 second while the run time of the non-pruning algorithm increases

sharply as the repeat-richness increases. Again, to evaluate the accuracy of our

method, we compare the distance between the estimated pair of boundaries to

the true pair of boundaries. We compare this distance with the average distance

of all pairs of positions satisfying the length threshold, which can be considered as

the distance of randomly sampled pairs of boundaries. Our estimation is not very

accurate, compared to the internal junction estimation for category two. But it is

still a lot better than randomly sampled boundaries. Also our method is able to

estimate the copy-counts always correctly while the copy-counts estimation from

the randomly sampled pairs is almost always wrong.
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CHAPTER 4

Genotyping common and rare variation using

overlapping pool sequencing

4.1 Background

Recent advances in sequencing technologies have drastically reduced the cost of

nucleotide sequencing [MEA05, HBB08] and are rapidly establishing themselves

as very powerful tools for quantifying a growing list of cellular properties that in-

clude sequence variation, RNA expression levels, protein-DNA/RNA interaction

sites, and chromatin methylation [WGS09, Sch08, MMM08, MWM08, JMM07,

CFZ08]. Current sequencing machines typically split their throughput into a

small number of independent lanes. If the sequencing capacity of a lane is larger

than necessary for a sample, the simplest way to multiplex is to sequence a dif-

ferent sample in each lane. However, with the rapidly expanding throughput

of the sequencing machines, it is often the case that for many applications the

sequencing capacity per lane is much larger than what is necessary. This raises

the need for multiplexing strategies that optimally use of the complete machine

sequencing capacity to reduce the overall cost.

Two major multiplexing schemes have been proposed for high throughput

sequencing. The first scheme is the barcoding approach in which each piece of

DNA is labeled with a nucleotide sequence, the barcode, specific to each sam-
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ple which is ligated in the process of creating the sequencing library. Together

with the sample DNA, the sequencer also reads these barcodes and thus each

read coming from the sequencer is labeled with the source of the sample. An

alternative scheme to barcoding is the use of overlapping pools of samples for

each run [ECG09, PP09, SAZ10]. In this scheme subsets of samples are mixed

together into pools followed by a sequencing run within each pool. By combining

the results of the sequencing with the information on which samples appeared in

which pool, the mixed information from each pool can be “decoded” to obtain

information on the sequence of each sample. Overlapping pool sequencing only

makes sense when the coverage per lane is much higher than what is required per

sample.

This is currently the case for sequencing sub-regions of the genome such as

exome sequencing or targeted sequencing of a set of genes. Sequencing capacity

per lane is constantly increasing and therefore it is plausible that multiplexing

pools will benefit whole-genome sequencing in the future. We note that in Erlich

et al [ECG09] the use of multiplexing has been proved in the lab, showing that

this methodology is not merely a theoretical exercise. We note that barcoding

and overlapping pools are orthogonal methods and can easily be combined to

further increase multiplexing.

The current techniques for overlapping pool sequencing [ECG09, PP09, SAZ10]

are based on group testing or compressed sensing schemes. While the exact details

of the three schemes are different, each of them considers only discrete information

from the pool. For example, these approaches examine a pool for the presence

or absence of a specific sequence variant which combined with knowledge of the

composition of the pools, can assign that variant to a specific sample. Because the

information considered by each method is discrete, we refer to these approaches
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as combinatorial approaches to overlapping pool sequencing. Their main limi-

tation is that they are only applicable to detect rare variants. If a variant is

common in the population, it will be present in almost every pool, causing the

above pooling schemes to fail in identifying which subset of the samples contains

the common variant.

We present an alternate scheme for sequencing using overlapping pools which,

unlike all previous approaches, is able to quantify both rare and common vari-

ation. The key idea underlying our scheme is that we formulate the pooling

problem within a likelihood framework that provides several advantages over

previous methods. Our scheme is flexible and can be applied to a wide variety of

applications. We demonstrate this by applying the scheme to two very different

applications, each of which takes advantage of the likelihood framework within

our approach and is difficult to solve using previously proposed combinatorial

methods.

The first application we consider is obtaining highly accurate genotype in-

formation for a set of individuals. Currently, genotype microarrays are the most

accurate method for measuring individual genetic variation at a base-pair level at

variable locations across the genome (Single Nucleotide Polymorphisms: SNPs).

A typical array will collect up to 900,000 or more genotype calls at common

SNPs across the genome. Using imputation techniques and a reference dataset

such as the HapMap[hap10] or the 1,000 Genomes project, we can make pre-

dictions for the remaining common variants in the genome. While error rates

of genotyping are usually less than 0.5% errors at imputed variants range from

around 5% in Europeans, and it could be as high as 10-15% for non-European

populations [hap10, MH10, PAG10]. Imputation accuracy is particularly poor

for rare SNPs and for SNPs in regions of low linkage disequilibrium. We intro-
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duce here a scheme for obtaining highly accurate genotype information on both

common and rare SNPs by combining genotyping microarrays, imputation and

sequencing in pools of samples.

This application is possible because our likelihood framework allows us to

integrate the information from the imputation into the procedure to help us “de-

code” the information obtained from each pool. Furthermore, our scheme allows

us to utilize the variant frequency information obtained in each pool. Our results

show that our algorithm is capable of calling rare SNPs with high accuracy, but

in contrast to previous multiplexing methods, it can also call common SNPs with

high accuracy, by combining the imputation data with the pooling scheme. In

fact, the same experiment which can obtain genotype information for rare vari-

ants cambined with imputation can obtain genotype information at the common

variants. Importantly, the outcome of our approach results in genotype infor-

mation on the common variation which is more accurate than what is collected

using microarrays. This application is particularly practical because much of the

follow up sequencing of populations will be done in the same cohorts in which

genome-wide association studies were performed. For these individuals, geno-

typing at common SNPs using microarrays has already been performed and for

many of these studies only the regions of interest are targeted for sequencing, or

exome sequencing is being performed, which makes multiplexing pools a practical

approach at present.

The second application is to rapidly screen for fusion genes in cancer samples.

Fusion genes play an important role in cancers and are caused by genomic rear-

rangements in a tumor that create new genes consisting of several exons from one

gene followed by several exons from a second gene. Our application considers the

sequencing of RNA obtained from cancer tumors with paired-end reads. The read
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pairs of interest are ones that span exon boundaries with each read of the pair

coming from a different exon. The majority of such read pairs will map to the

same gene when aligned to the reference genome and. However, read pairs from

fusion genes will map to two exons from different genes. One potential approach

in identifying fusion genes is to search for read pairs that contain reads mapping

to different genes. The main drawback of this approach is that it leads to a very

high level of false positives making it difficult to distinguish actual fusions from

experimental artifacts.

Our application will mix RNA from a large number of cancer tumors into

overlapping pools and utilize the likelihood framework to decode which fusion

genes come from which samples. In order to accomplish that, we extended the

basic overlapping pool model to consider different levels of expression for each

gene. This can be estimated from the data.

Our decoding scheme is based on a likelihood formulation which presents

novel computational challenges compared to previous approaches. Each possi-

ble configuration (genotype assignment or gene-fusion assignment) is assigned a

likelihood and the goal of the algorithm is to identify the most likely decoding.

We identify good solutions for the problem by formulating a related problem as

a linear program which we can efficiently solve.

4.2 Methods

We consider the scenario in which a set of N individuals are to be sequenced for

any application such as a disease association study, or fusion-gene detection. The

most straightforward approach would be to barcode the individual and sequence

them separately. When N is large, or when the desired coverage is high, this ap-
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proach is infeasible due to budget constraints. A few methods have been suggested

to tackle this problem using a set of overlapping pools[ECG09, PP09, SAZ10].

These methods are based on the following generic idea. Let the sequences of the

individuals be represented by a matrix G = {gij} of dimension N × m, where

m is the length of the genome. gij ∈ {0, 1, 2} is the number of occurrences of

a genetic variant in position j of individual i - such variant could be a single

nucleotide polymorphism (SNP), copy number variant (CNV), or a gene-fusion,

as discussed in the introduction. The pooling based approach considers a {0, 1}

matrix A of dimension T ×N , representing a set of pools. Each row of A corre-

sponds to a DNA pool; individual j participates in the i − th row if and only if

Aij = 1. Thus, the matrix A provides a compact description of the study design.

When the study is performed, under an error-free model, the pooling results are

given as Y = AG. In principle, one can now decode the matrix by finding a

solution to the set of equations AX = Y . In reality though the pooling results

are not as accurate, and therefore current methods are using a rounded version

of Y ; for every i, j, we define cij = 1 if yij > 0 and cij = 0 otherwise. Thus, if

we replace the SUM operation by an OR operation then AG = C. Using this

information, Erlich et al.[ECG09],Prabhu et al.[PP09] and Shental et al.[SAZ10]

provide a decoding algorithm which finds which individuals have gij > 0.

For the simplicity of the exposition, we will assume from now on that only

one variant is considered, and so Y , C, and G are column vectors of length N .

A lower bound on decoding accuracy. Unfortunately, by collapsing the

data to a {0, 1} matrix resolution is lost, and therefore there is no hope in decod-

ing all genetic variants from the pools if the number of pools is not large. Note

that for a given variant, there are 3N possible genotype vectors. The number of

possible column vectors Cj is 2T . Therefore, in order to be able to decode all
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individual genotypes we need 2T ≥ 3N , or T > N . Even without rounding, the

number of possible vectors Bj is at most (2N)T , and therefore even in the error-

free case we need (2N)T ≥ 3N , or T ≥ Ω( N
logN

). In practice, the pooling decoding

methods work well when the allele frequency is low, under an error-free model.

For a variant of allele frequency α, the number of possible genotype vectors is(
N
αN

)
≈
(

1
α

)αN
, and therefore, we get that in the case where the rounded solutions

are provided (the matrix C), we need 2T ≥
(

1
α

)αN
, or T ≥ −Nα logα, and if we

are using the full information given by the matrix B, we need T ≥ −Nα logα
logN

. Note

that these are lower bounds, and it may theoretically be the case that a larger

number of pools is required; however, it is easy to see that if A is chosen as a

random matrix where each entry is 1 with probability 0.5, then the bounds given

here are tight up to a constant factor (the proof is omitted from this version).

Moreover, in [ECG09, PP09, SAZ10], it is shown that using the matrix C one

can decode low allele frequencies (α = O(1)
N

) then T = O(logN) suffices, which is

consistent with the bounds we provide here.

Since a random matrix provides a good decoding scheme in theory, we followed

this intuition and generated a matrix A so that half of the entries in each row is

1 and the other half is 0. To obtain a better design matrix, we use local search;

we repeatedly permute a random row and a random column and check to see if

the Hamming distance between the permuted row/column and the other rows

increased. If so, we keep the change, otherwise, we revert. After performing 1000

permutations, we result in a matrix whose rows and columns are farther apart,

which improves our ability to decode.

Incorporating imputation into decoding As described above, from an in-

formation theoretical point of view, decoding the genotype vector is only possible

when the allele frequency is low and therefore the genotype vector is sparse. For
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this reason, both Erlich et al.[ECG09] and Shental et al.[SAZ10] make the con-

nection between decoding and compressed sensing[Don10], where the requirement

for the decoding success is based on the fact that the desired vector is sparse.

We therefore suggest to incorporate imputation results into the decoding scheme;

this allows us to overcome the information theoretical bound for the following

reason. We can represent the true genotypes G as a sum of the (rounded) im-

putation predictions I, iij ∈ {0, 1, 2}, and a set of imputation residual errors R,

rij ∈ {−2, 1, 0, 1, 2}, where G = I + R. Then, the observed data can be repre-

sented as the pools’ results Y = AG, which is Y = AI + AR. Now, note that R

is a sparse vector, and I is known; therefore, from a theoretical point of view, the

above information theoretic lower bound does not hold on our case and there may

be an algorithm that is able to decode the genotypes based on the sequencing

and the imputation. In principle, we can solve for the imputation residual errors

by solving the set of equations for AX = Y − AI. Once we obtain the residual

vector, we can obtain the actual genotypes. In practice, as described below, we

use the imputation dosage so our algorithm theoretically searches over the entire

space, and not only over sparse vectors, but the search is pruned for vectors that

are dense based on a likelihood model. As we show in the results section, this

yields an improved imputation accuracy for high allele frequency SNPs.

4.2.1 Pooling using read counts

Our approach differs from previous approaches in that we are considering the

matrix Y and not C. As discussed above, this should allow us a gain of ap-

proximately logN factor in the number of pools needed, at least for higher allele

frequencies. However, in order to do so, we need to explicitly model the sequenc-

ing errors. The error model may be different, depending on the application at
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hand. We will describe here the model we use for the detection of mutations (SNP

calling). There are three main sources of noise that we include in the model:

1. There are slight differences in the concentration of each individual’s DNA

in each pool. This pooling noise is modeled as a normally distributed noise

added to each non-zero element of A with mean 0 and variance σp. Thus,

we set

Âij = Aij +N (0, σp) ∀ Aij 6= 0

2. There is a variance in the coverage of any specific region in the genome. We

denote by L the length of the sequenced genomic region; if the total number

of bases sequenced is λLN , then we expect that each base will be covered

by λ reads on average. λ is often termed the expected coverage. We will

denote the number of reads covering individual i by ri1, ri2 (corresponding

to the two chromosomal copies). Then, rij is Poisson distributed, with mean

mi. Prabhu et al.[PP09] showed that the mi are approximately drawn from

a Gamma distribution with α = 6.3 and β = λ/α for Illumina Solexa

sequencers. We note that for a given variant it is easy to infer the value of

mi, since it is shared across all individuals in all pools (assuming the pools

are in the same lane). Thus, we have

mi ∼ Γ(α, β), rij ∼ Poisson(mi)

3. The third source of error is sequencing error. The sequencing error rate

depends on the location of the base in the read, but since the location

of the base is uniformly distributed, we simply model the error rate by a

constant probability ε for a substitution (1% is an acceptable estimate).

The above procedure produces a matrix Â of noisy pools and a pair of vectors

R̂0, R̂1 of noisy sequence reads; the number of sequence reads Rk
i is generated
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by a Poisson distribution with an expectation that depends on the genotype gi,

and the coverage mi, followed by a Binomial distribution to model the errors as

explained above. R0 corresponds to the reads with the major allele, while R1

corresponds to the reads with the minor alleles. Note that even if gi = 0, if

ε > 0, then expected number of reads with the minor allele will be greater than

0 because of errors. The pooling results are given by (Y 0, Y 1), where Y k = ÂRk.

4.2.2 A likelihood model

Given the pooling results Y , we need to find a decoding algorithm that estimates

G from Y . Our likelihood model takes into account both the error model, as well

as population genetics data and external information when available. We decom-

pose the likelihood L(G;Pools) into several functions, and take their product as

a composite likelihood.

Hardy-Weinberg Equilibrium. We first note that the overall allele frequency

p̂ of the SNP can be estimated as the average across all pools. We can now com-

pute the Hardy-Weinberg (HW) probability of the observed genotypes PrHW (G |

p̂) = 2n1 p̂n2+n1(1 − p̂)n0 , where n0, n1, n2 are the genotype counts in G. Using

Bayes law we have

PrHW (Pools | G) = PrHW (G | Pools)Pr(Pools)
Pr(G)

Assuming no prior information, we observe that maximizing PrHW (Pools | G)

is equivalent to maximizing PrHW (G | Pools). We denote fHW (G) = PrHW (G |

p̂) = 2n1 p̂n2+n1(1− p̂)n0 .

Likelihood of the observed reads. We compute the probability of the ob-

served reads in the pools given G based on the noise model. Note that the only
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unknown in the noise model is the concentrations of the individuals in the dif-

ferent pools. This is true since the coverage in any given region can be easily

estimated as we use many pools in the same lane. Assume that λ is the coverage.

Then, the number of reads with the minor allele (or major) contributed by indi-

vidual j in pool i are Poisson distributed with ÂijλGj (or Âijλ(2−Gj)). Since the

sum of Poisson distributions is Poisson distributed, we have that Y k
j is Poisson

distributed with a known expectation and thus we can write its likelihood. We

denote this function by fnoise(G). In order to find the concentration values Âij

we need to use external information. One such possibility could be to genotype

small set of SNPs across the population and use those as the ground truth in

order to tune the values of Âij. These SNPs provide a set of linear equations for

the values Âij; for each pool we have one equation per SNP, and the number of

variables is N . Therefore, genotyping as many as O(N) SNPs and using a least

squares approach guarantees an accurate estimate of Âij.

Likelihood of imputed data. Due to the bounds given on the possibility for

detection, it is clear that without external information we will not be able to

do much better than detecting rare SNPs. One natural choice for external data

could be the genotypes of the individuals using microarrays. Today’s genotyping

technology is extremely cheap compared to sequencing, and the genotyping of

thousands of individuals is feasible within a given study. The genotype infor-

mation, however, provides the information about less than a million SNPs and

another million CNVs across the genomes, while many other genetic variants are

left unmeasured. To cope with this, imputation methods have been developed,

in which nearby SNPs are used to impute unmeasured variants using the linkage

disequilibrium structure of the genome[LA06, MHM07b]. However, this process

is inevitably noisy, especially when imputing SNPs of low allele frequencies or
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SNPs in regions of low linkage disequilibrium. Together with the pooling in-

formation we are able to provide a much more accurate calling of the imputed

SNPs in all ranges of allele frequencies and linkage disequilibrium patterns. The

output of the imputation method typically provides a distribution of the pos-

sible genotypes. For each individual j, we can assume that there is a given

probability hi(0), hi(1), hi(2), where hi(j) is the probability that individual i has

Gi = j. We can now use the imputation results for our likelihood model, by

writing f impute(G) = Pr(G | imputation) =
∏N

i=1 hi(Gi).

4.2.3 A Decoding Algorithm using Linear Programming

We use a linear program to bound the possible errors of each of the pools. If

the coverage for the SNP is λ, we have that the pools should roughly satisfy

λÂG = Y . We can therefore solve the following linear program:

LP (G′) = min
T∑
i=1

xi + β|Gi − Ii|

s.t. λ
N∑
j=1

âijGj − Yi ≤ xi, ∀i

λ
N∑
j=1

âijGj − Yi ≥ xi, ∀i

0 ≤ Gj ≤ 2, j ∈ {1, ..., N}

The linear program provides a lower bound on the best possible l1 distance be-

tween λÂG and Y as well as returning a solution G which is close to the im-

putation prediction I. β is a parameter that trades off the relative importance

of being close to the imputation vector compared to being consistent with the

pools. Note that if Yj is distributed as Poisson with expectation µj for which
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Yj − µj = xj, then

Pr(Yj) = eµj
µ
Yj
j

Yj!
=
Y
Yj
j eYj

Yj!
e−xj(1− xj

Yj
)Yj ≈

Y
Yj
j eYj

Yj!
e−2xj .

Therefore, we get that f(v) ≤ e−2LP (G′)
∏T

j=1

Y
Yj
j eYj

Yj !
.

4.2.4 Application to Gene Fusion Detection

In order to detect gene fusions, we make several changes and extensions to the

model presented above. The major additional complication in detection of fusion

genes is that each sample may have a different expression level for a particular

fusion gene. Even if we include the same amount of RNA from each tumor

into each pool, the relative concentration of each gene will differ in each sample.

However, this concentration is approximately constant across pools. Let eij be

the normalized expression level of a particular variant j (in this case a fusion

gene). Whether or not an individual i has the variant j is encoded as G = {gij},

gij ∈ {0, 1}. We define the matrix H = {eijgij} as the concentrations of the

samples and the results of the pools (assuming no noise) will then be Y = AH

instead of Y = AG as in the genotyping application. In this application, we can

also assume that the matrix G is sparse, but in order to perform the decoding,

we must also estimate eij for the non-zero values of gij.

It is possible to estimate eij because they are constant across pools, however

this introduces additional complexities in the optimization. We take advantage

that fusion genes are very rare and most fusion genes are not shared across

tumors. We constrain our optimization to allow for a maximum of k tumors to

contain a given sample. We note that we only need to estimate the values of

eij corresponding to non-zero elements of gij. To perform the optimization we

enumerate over all
(
N
k

)
possible genotype vectors and for each vector we estimate

93



the corresponding eij values.

Since optimizing the likelihood function for each possible genotype vector is

computationally impractical, we solve a linear program as a method to quickly

eliminate poor solutions. Let A∗ be a matrix consisting of the only the columns

of A corresponding to the non-zero entries of the genotype vector. If x is a vector

which has a length the same as the number of non-zero elements in the genotype

vector, the solution to A∗x = Y will be an approximate estimate of the values for

eij. We can incorporate errors by adding a vector of all 1s to A∗ and appending

a term to x corresponding to the amount of errors expected in each pool. For the

top 100 estimates obtained by using the pseudo-inverse, we then perform a grid

search over the values of eij using the likelihood function described above.

4.3 Results and Discussion

4.3.1 Genotyping using Overlapping Pools and Imputation

We first report the results of applying our approach to genotyping individuals to

obtain both common and rare variation using combining overlapping sequencing

pools with genotyping and imputation. In this set of experiments, we utilize the

1958 Birth Cohort from the Wellcome Trust Case Control Consortium[Con07]

data which contains approximately 1,500 individuals. These individuals were

genotyped at approximately 500,000 SNPs. For every 10th SNP, we set the

values of the genotypes to missing and applied MACH[LA06] using the HapMap

data[Con05], an imputation algorithm, on these SNPs to make predictions. Since

the SNPs were genotyped in the dataset, we can evaluate the accuracy of the

imputation. We filter out any SNP with minor allele frequency lower than 5%

since rare variants are easily genotyped using overlapping sequencing pools and
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Parameter Values Individuals = 100

Num Pools Imputation Accuracy LP Accuracy

36 0.01 0.98

30 0.01 0.87

Table 4.1: Results of genotyping using overlapping sequence pools with imputa-

tion information.

the goal of these experiments is to evaluate the methods ability to genotype

common variants.

We simulate applying our method by generating sequencing reads by generat-

ing reads consistent with the true values of the genotypes at the missing SNPs for

each pool and then apply our method to make predictions of the genotypes incor-

porating the imputation information. We then measure the increase in accuracy

of our prediction relative to the imputation information.

For our experiments we consider a total of 100 individuals mixed into 36 pools

which is a reduction of the total number of sequencing lanes necessary by 1/3. We

use a very high coverage of 150 per individual within a pool for our experiments

under the assumption that the bottleneck is not the coverage, but the number

of pools. We assume a sequencing error of 0.005. We measure the accuracy of

the predictions by comparing the predicted genotypes to the true genotypes and

only call a prediction correct if the genotypes are correct for all 100 individuals.

We note that this is a very high standard and only 1 of our 100 SNPs have a

correct imputation prediction. Our method has very high accuracy significantly

improving over imputation. Table 4.1 summarizes the results.
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4.3.2 Genotyping using Overlapping Pools without Imputation

We also apply our scheme to predict the genotypes without the imputation for

rare variants such as those not found in the reference. The only difference in

our methodology is that in the optimization problem, for the imputation vector

we use a zero vector since we expect most individuals will not have the variant.

This problem is actually much easier than the case of common alleles and we get

perfect accuracy for the parameters above.

4.3.3 Cancer Fusion Gene Detection

We evaluate our approaches ability to detect cancer fusion genes using a similar

simulation framework. In this application, RNA from different tumors is is mixed

into overlapping pools and sequenced. In each pool we search for reads which cross

exon boundaries from different genes and are evidence of fusion genes. Counts of

these fusion genes in each pool are then decoded to identify the samples which

contain the fusion genes.

We simulate this process by generating reads in a similar fashion to the geno-

typing without imputation simulations. We assume that we have 100 cancer

samples where either 1, 2 or 3 of the samples contain a specific fusion gene. We

assume a sequence error rate of 1% and vary the coverage and number of pools

in our experiments. A difficulty in this application is that each individual has a

different level of expression for each gene. We simulate this by randomly selecting

an expression level in the range such that the concentration of the fusion gene in

the RNA will differ by up to a factor of 10.

Table 4.2 shows the results of our cancer fusion gene detection simulation

experiment. For each experiment, we report the fraction of the time that the
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Parameter Values # of Samples with Fusion

(Num Pools, Coverage, Error Rate) 1 2 3

( 10, 4 , 0.01 ) 0.980 0.760 0.340

( 10, 12 , 0.01 ) 0.990 0.970 0.700

( 10, 16, 0.01 ) 1.000 0.980 0.780

( 10, 20, 0.01 ) 1.000 0.930 0.790

( 10, 24, 0.01 ) 1.000 0.990 0.810

( 10, 28, 0.01 ) 0.990 0.970 0.840

( 4, 28, 0.01 ) 0.180 0.030 0.000

( 6, 28, 0.01 ) 0.550 0.230 0.050

( 8, 28, 0.01 ) 1.000 0.900 0.410

Table 4.2: Results of cancer fusion gene detection simulations. Each entry in the

table is the fraction that the algorithm correctly identified the samples harboring

the fusion gene.
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algorithm identified correctly which samples contain the fusion gene.
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CHAPTER 5

Conclusion and Future Work

5.1 Concluding Remarks

High-throughput Sequencing (HTS) technologies (also known as Next-Generation

Sequencing) laid the foundations of many methods for human genetic variation

related problems. We developed efficient algorithms for problems such as haplo-

type assembly, copy number variations detection and reconstruction, genotyping

common and rare variations, based on the data generated by HTS. We show

that our methods either improved the state-of-the-art solutions, or solved the

problems that can not be addressed by the existing methods.

5.2 Future Work

Haplotypes are widely used to estimate the relatedness of human individuals in

the form of IBD (Identity-by-Descent), where a pair of allele is IBD if they are

identical copies of the same ancestral allele. There are many existing methods to

estimate IBD between a pair of individuals. However, relatively less attention has

been paid to the problem of estimating IBD among a group of individuals. We

would like to develop new methods for this more challenging problem. Besides

the algorithms, as IBD estimation mostly relies on genotype data, we would like

to use HTS data and develop new models for the IBD estimation problem. The
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estimated IBD can be used to construct pedigree for a set of individuals. However,

the existing methods are relatively slow for even small number of generations.

We would like to develop more efficient algorithms for pedigree reconstruction

based on IBD estimation. What’s more, we would like to develop an iterative

procedure between IBD estimation and pedigree reconstruction such that we are

able to improve the accuracy of both.
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