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ABSTRACT OF THE DISSERTATION
Toward a Trustworthy Metaverse
by
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Doctor of Philosophy in Electrical and Computer Engineering
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Professor Yuan Tian, Co-Chair

Professor Xiang Chen, Co-Chair

The Metaverse is widely understood as a persistent, shared, immersive virtual space that integrates
physical and digital realities. As the Internet evolves toward this paradigm, the convergence of spatial
computing and machine learning is reshaping human-computer interaction. The resulting ecosystem
rests on two complementary capabilities: a spatial interaction layer that captures continuous,
embodied user kinematics, and a cognitive intelligence layer that synthesizes this data through
predictive and generative models. Together they enable immersive experiences but also introduce
system-level risks. Without careful design, the Metaverse may evolve into a pervasive sensing
and inference infrastructure with expanded attack surfaces, opaque data practices, and entrenched

centralization across both the spatial and cognitive layers.

This dissertation reexamines the security and privacy foundations of Metaverse applications
around this dual-pillar architecture. Rather than relying on reactive, point-wise defenses, it advocates

for a proactive approach that prioritizes trustworthiness at the architectural level.

For the spatial interaction layer, we bridge vulnerability discovery with structural reform. We
empirically uncover a novel class of side-channel threats showing that seemingly benign VR
kinematics expose sensitive user intentions. To understand why such vulnerabilities persist, we
conduct an in-depth interview study with 23 professional XR developers and surface ecosystem-level
root causes. Finally, instead of treating decentralization as a binary switch between keeping the

central server and removing it entirely, we redistribute each role the central operator plays—identity,

il



shared state, behavior auditing—to system participants one role at a time. We ground this design in a
22-participant interview study of user-stated needs, and a 20-participant within-subjects double-blind
comparison against a centralized baseline returns no evidence of a perceptual gap on the constructs

participants themselves consider load-bearing for a usable collaborative experience.

For the cognitive intelligence layer, we establish rigorous privacy boundaries using model-
centric attacks. We show that predictive spatial-temporal models leak precise user trajectories, and
that fine-tuned zero-shot Text-to-Speech models expose biometric voice features at both speaker-
level identity and record-level verbatim granularities, with attack performance grounded in an

information-theoretic characterization of the optimal query.

Together, these contributions move the Metaverse toward an architecture that is secure, account-

able, and user-sovereign by design.
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“What is now proved was once only imagined.”

—William Blake
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CHAPTER 1

Introduction

The Metaverse represents a persistent, shared spatial environment that integrates physical and digital
realities [Mys22, LBZ21]. Driven by immersive technologies such as extended reality (VR/AR) and
advanced machine learning, it functions as a complex computational platform where users interact,
socialize, and create in real time [LBZ21]. Compared with the 2D internet that came before, the

Metaverse adds three properties that operate at the same time: embodied immersive interaction, in

which VR/AR hardware streams continuous, high-dimensional kinematic, gaze, voice, and spatial

telemetry; persistent multi-user shared state, in which avatars broadcast embodied behavior across

co-present peers for cross-peer synchronization; and tightly-coupled algorithmic inference, in which

predictive and generative ML pipelines consume the resulting streams in real time. These three
properties are the conditions under which immersive social presence becomes possible, and together
they make the Metaverse substantially more complex than the 2D internet and substantially more

demanding to secure.

This shift has attracted substantial investment. Projections indicate that by 2030, the Metaverse
will generate over $5 trillion in economic value and reach a global user base of up to 5 billion [McK?22,
Cit22]. As spatial computing matures, this growth is driven by the convergence of immersive
interfaces and intelligent backend systems, fundamentally changing how humans interact with
computers and with each other. The same convergence also opens two new surfaces of privacy
risk at a new scale: the rich, fine-grained data continuously collected from users (e.g., embodied
telemetry, gaze, voice, and behavioral signals), and the predictive and generative ML models
trained on it. Recent surveys characterize this concentration as a defining trust challenge for the
field [WSZ23a, GNS23], and the work in this dissertation addresses it directly across both the

interaction and intelligence pillars.



While prior work defines the Metaverse at a conceptual level, its realization consistently

relies on two fundamental capabilities: real-time, embodied interaction and intelligent, adaptive

system behavior. Building on this observation, we conceptualize the Metaverse as a Dual-Pillar

Architecture, consisting of the spatial interaction layer and the cognitive intelligence layer. This

abstraction aligns with prior work, which commonly distinguishes between immersive infrastructures
(e.g., XR, rendering, networking) and Al-driven services (e.g., personalization, prediction, and

generative modeling) [LBZ21, DBG13, GR24].

e The Spatial Interaction Pillar: This pillar constitutes the perceptual and embodiment

substrate of the Metaverse. Driven by VR/AR technologies and 3D game engines, it
continuously captures ultra-high-frequency, multi-modal user kinematics, including motion,
gaze, and gesture signals. By transforming these streams into synchronized avatar behaviors
and environmental feedback, it establishes the core properties of presence, embodiment, and

physical immersion [CTK23, CZL25].

e The Cognitive Intelligence Pillar: Complementing perception with reasoning, this pillar

functions as the semantic and generative core of the Metaverse. Built upon advanced machine

learning and generative Al models, it processes and abstracts the rich multimodal signals
produced by the interaction layer to enable adaptive, predictive, and personalized experiences.
This includes capabilities such as user intent inference, spatial-temporal prediction, and
biometric or content generation, which collectively endow the Metaverse with intelligence

and autonomy [BQS25].

As this dual-pillar architecture erodes traditional security boundaries, it catalyzes a threat
landscape that is substantially more demanding than the 2D-web setting along three axes [WSZ22,
GNS23]: (i) adversaries observe continuous, multi-modal embodied streams (kinematics, gaze,
voice, spatial geometry) rather than discrete click-or-keystroke events; (ii) the multi-user, shared-state
operation of the Metaverse means these streams are broadcast across co-present peers for avatar
synchronization, turning a signal that could remain local into one that is network-visible; and (iii) the
same streams are immediately ingested by predictive and generative models whose memorization

compounds the leakage. Each contribution of this dissertation targets a class of threat that is
2



significantly worsened when these three operating conditions reinforce one another in a deployed

Metaverse system rather than appearing in isolation.

Within the spatial interaction layer, the continuous capture of fine-grained interaction data is
essential for delivering immersive experiences, yet the rapid deployment of this technology has
far outpaced our understanding of its security implications. The Metaverse setting makes this gap
particularly acute. High-dimensional VR/AR telemetry that is already sensitive at the device level is
broadcast across co-present peers for avatar synchronization, turning it into a remote, network-visible
attack surface that prior 2D-web threat models do not anticipate. These are precisely the conditions
under which the kinematic side channels documented in Chapter 3 become exploitable. While recent
research has begun to identify specific threats, current efforts remain confined to isolated discovery
and reactive defenses, leaving the same classes of vulnerabilities to persist across platforms. This
persistence points to the need for a systematic investigation into the root causes embedded within
the development ecosystem itself. More broadly, a trustworthy Metaverse requires more than
patching individual flaws. Confronted with the compounding risks of centralized data collection
over persistent shared spaces and the structural potential for surveillance, the ecosystem requires a
shift in system design, one that natively distributes data control, safeguards user sovereignty, and

lets developers build applications that are secure by default.

At the cognitive intelligence layer, the widespread adoption of deep neural networks introduces
a separate class of privacy risks. Traditional leakage vectors such as re-identification and linkage
attacks have been extensively studied, but they are insufficient to capture the vulnerabilities inherent
to modern machine learning. Predictive and generative models deployed in the Metaverse tend to
memorize the high-dimensional behavioral and physiological data they continuously ingest, and the
Metaverse setting raises the stakes in two specific ways. First, the data is sequential and semantic:
continuous spatial-temporal trajectories with behavioral context, rather than isolated GPS pings.
Second, the generated outputs are themselves identity-bearing: synthesized avatar voices function
as the user’s vocal identity in shared social spaces. Bridging this gap requires a corresponding shift
in threat assessment. Rather than focusing on data transmission alone, we have to evaluate the
models themselves as potential leakage surfaces, using model-centric auditing tools, in particular
Membership Inference Attacks (MIA) and data extraction [SSS17a, CHN23, SCE23]. Rigorously
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quantifying how centralized models expose sensitive user information is a prerequisite for any

meaningful privacy guarantee at the intelligence layer.

To secure this dual-pillar architecture, this thesis proposes a comprehensive security and privacy
framework for the Metaverse. Rather than relying on reactive patches, we address the root causes of
centralized control and model opacity through architectural and algorithmic innovations. To build a
trustworthy ecosystem where immersive interactions and Al safely coexist, the core contributions of

this dissertation are organized into two synergistic research lines:

e Research Line 1: System & Interaction (The Spatial Interaction Ecosystem). Dedicated
to the interactive layer, this line aims to cultivate a secure application development ecosystem

through a rigorous, three-stage approach:

— (1) Vulnerability Discovery (Chapter 3): We investigate the attack surfaces introduced by

immersive interaction in the multi-user Metaverse. Because the Metaverse broadcasts

embodied behavior across co-present peers for avatar synchronization, the ultra-high-
frequency VR kinematic streams (e.g., head and hand tracking) that are core to the
Spatial Interaction Pillar become accessible as a remote side channel. We demonstrate
that these streams can be weaponized to infer sensitive user actions, such as typed
keystrokes, by any peer co-present in the same virtual space, without local access to the

victim’s device or any installed malware.

— (2) Root-Cause Dissection (Chapter 4): The recurring interaction-layer vulnerabilities
across the XR ecosystem suggest a systemic pattern that reactive patching cannot
break. To understand this persistence, we shift focus from the applications to the people
who build them. We conduct 90-minute in-depth interviews with 23 XR developers,
presenting each with curated immersive-attack scenarios (e.g., VR keylogging, AR
perception) with bottom-up open coding, covering developers’ threat perceptions (RQ1)
and views on mitigation practices and community support (RQ2). Three ecosystem-level
flaws surface—systemic practice gaps, cognitive and awareness biases, and infrastructural
deficits in dominant game engines (e.g., Unity, Unreal) and security documentation—

synthesizing into two structural root causes: pervasive awareness gaps that prevent
4




developers from recognizing spatially-specific threats, and a diffusion of responsibility

reinforced by opaque engine architectures and fragmented community documentation.
This analysis reframes interactive XR vulnerabilities from individual developer error to

ecosystem-level dysfunction and motivates Chapter 5’s architectural reconstruction.

— (3) Architectural Reconstruction (Chapter 5): We reframe decentralization not as a binary
architectural switch but as a function-by-function redistribution of distinct operator
roles, each tied to a separate centralized failure mode our 22-participant interview study

surfaces. Grounded in user-stated needs, including the Digital Doorbell permission-

gated access intuition (ten of 22 participants, unprompted) and the Accountability
Paradox between privacy and evidence, we build a serverless framework around three
mechanisms: workspace-scoped cryptographic identity over Named Data Networking
with a Standardized State Abstraction Layer (G1), a CRDT-backed semantic-correctness
pipeline (G;), and peer-driven quorum-based behavior auditing (G3). A within-subjects
double-blind validation of 20 participants in 10 dyads against a centralized baseline
returns four converging outcomes: no significant Likert difference on the three load-
bearing constructs, dyad-level identification at chance, semantic-correctness rollbacks
unnoticed in every decentralized session, and round-trip latency within 2 ms of the
baseline—placing the framework inside the small-group, high-stakes deployment surface

participants drew.

e Research Line 2: Data & Model Privacy (The Cognitive Intelligence Boundary). Focused
on the analytical core of the Metaverse, this line aims to rigorously demarcate the privacy
boundaries of centralized machine learning services by evaluating their propensity for data

memorization:

— (4) Auditing Spatial-Temporal Intelligence (Chapter 6): We systematically analyze the
privacy vulnerabilities of predictive models, focusing on the kind of data the Metaverse
actually produces: continuous, semantically annotated spatial-temporal trajectories
rather than isolated GPS pings. By developing advanced adversarial frameworks, we

investigate the extent to which Next Point-of-Interest (POI) recommendation systems,
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the predictive backbone of Metaverse location-based services, memorize and expose

users’ sensitive trajectories and behavioral patterns at a fine spatial-temporal granularity.

— (5) Auditing Generative Intelligence (Chapter 7): Extending our evaluation to biometric
content, we examine generative models in their Metaverse-specific role: synthesizing
the avatar voices that carry a user’s vocal identity in shared social spaces. Specifically,
we design Membership Inference Attacks (MIA) against state-of-the-art Text-to-Speech
(TTS) models to audit how much of those identity-bearing voice features, and the

linguistic content the models were fine-tuned on, are retained inside the deployed system.

1.1 Contributions

Building upon the proposed research lines, this dissertation shifts the security paradigm from
reactive patching to proactive, architecture-level trustworthiness. The core technical and conceptual

contributions are summarized as follows:

e Discovery of Novel Spatial Attack Surfaces: Empirically uncovers a new class of side-
channel threats, demonstrating that multi-modal VR kinematics can be exploited to infer

sensitive user intentions with a top-1 keystroke recovery accuracy of 97.62% on Rec Room.

o Systematization of Ecosystem-Level Root Causes: Conducts a pioneering, in-depth
empirical study involving 23 XR developers, revealing how developers’ cognitive biases
and opaque game engine models perpetuate widespread interactive vulnerabilities across the

broader XR ecosystem.

e Architectural Shift to Decentralized Governance: Proposes a decentralized protocol for
immersive interactions, grounded mechanism by mechanism in user-stated needs surfaced

by a 22-participant interview study (introducing the Digital Doorbell access primitive and

the Accountability Paradox that audit-without-surveillance design must navigate). A 20-

participant within-subjects double-blind validation against a centralized baseline returns

paired Likert tests with p > 0.10 on all three load-bearing constructs (Perceived Latency,

Synchronization Consistency, Collaborative Fluency), dyad-level architectural-invisibility
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identification at chance, semantic-correctness rollbacks unnoticed in every decentralized

session, and per-update round-trip latency within 2 ms of the centralized baseline.

e Empirical Privacy Auditing for Predictive Models: Formulates a comprehensive auditing
methodology through a suite of four tailored privacy attacks. Our empirical results demonstrate
significant data leakage: models expose sensitive locations in 32.5% of random queries
despite a training presence of only 18.7%, while extraction attacks achieve success rates that

outperform random baselines (e.g., 1078%) by multiple orders of magnitude.

¢ Demarcating Biometric Boundaries for Generative Al: Leverages model-centric privacy
attacks to quantify the privacy risks within TTS models. Through systematic MIA across
diverse architectures, we find that speaker-level attacks reach AUC up to 1.000 in the strongest
configurations and remain above 0.80 throughout, while record-level attacks consistently
achieve AUC between 0.80 and 0.90. These results indicate that modern acoustic models

memorize fine-grained training data well beyond what task performance requires.

Beyond these specific technical contributions, this dissertation advances a broader argument.
The Metaverse builds directly on VR/AR, machine learning, and networked communication, and the
trust failures it produces inherit much of their character from each of these underlying technologies.
What makes the Metaverse distinctive, and substantially more complex than the 2D internet that

preceded it, is that these technologies now operate simultaneously, persistently, and over multi-user

shared state, and that operating setting significantly raises the security and privacy implications of
each. Securing the Metaverse therefore cannot be achieved by chasing individual vulnerabilities
with ad-hoc patches, nor by importing security models designed for any single layer in isolation.
Real resilience requires understanding the systemic root causes that let threats persist across the
coupling between the two pillars, and rebuilding both the architectural power dynamics and the
algorithmic accountability frameworks from the ground up. By targeting the structural drivers of
data centralization and model opacity at the level of this coupling, this research provides a practical
blueprint for future Metaverse applications, one where, as physical and digital realities continue
to merge, the resulting ecosystem is built on structural transparency, empirical accountability, and

meaningful user sovereignty.



CHAPTER 2

Background

This chapter provides the technical and conceptual foundation for the security and privacy (S&P)
challenges studied throughout this dissertation. Following the Dual-Pillar Architecture introduced
in Chapter 1, we first examine the Spatial Interaction Pillar, covering the mechanics of immersive
sensing, the resulting security and privacy threats, the human factors of the XR development
ecosystem, and the case for decentralized infrastructure. We then turn to the Cognitive Intelligence
Pillar, surveying predictive and generative Metaverse services and the privacy auditing frameworks
needed to evaluate their risks. At each stage, we identify the critical research gaps that motivate the

contributions in the chapters that follow.

2.1 The Metaverse: A Dual-Pillar Ecosystem

The Metaverse represents a fundamental paradigm shift from the traditional, two-dimensional
internet to a persistent, three-dimensional spatial web. Rather than a single standalone application, it
is comprehensively defined as a continuous, multi-user computational environment that seamlessly
integrates physical reality with digital virtuality [LBZ21, Mys22]. In this paradigm, users transcend
the role of external observers; they become embodied participants, interacting, socializing, and
collaborating through digital avatars within real-time synchronized virtual spaces. Driven by
the convergence of immersive Extended Reality (XR), high-frequency networking, and advanced
artificial intelligence, the Metaverse transforms isolated digital simulations into a ubiquitous socio-
economic platform characterized by unbounded interoperability, continuous state persistence, and

tightly coupled algorithmic services [DBG13, WSZ22].

To systematically analyze the multifaceted S&P challenges inherent to this complex ecosystem,



we deconstruct its infrastructure through the Dual-Pillar Architecture. This conceptual framework
bridges the critical operational gap between local perceptual interfaces and remote algorithmic
processing pipelines, highlighting how the illusion of a seamless spatial experience fundamentally
relies on a constant, bidirectional flow of highly sensitive data. Compared with the 2D internet
that came before, three properties of this flow stand out as Metaverse-distinctive and as factors
that significantly worsen its security and privacy implications. First, the captured signals are
embodied and high-dimensional, including kinematics, gaze, voice, and spatial mesh produced
by VR/AR hardware rather than discrete keystrokes or clicks. Second, the state is persistent and
multi-user-visible, since avatars in a shared room broadcast embodied behavior continuously for
cross-peer synchronization. Third, the same signals are immediately consumed by predictive and
generative ML pipelines that retain memorizable traces of the individuals who produced them. Each
of these properties has antecedents in prior technologies such as VR/AR research, online games,
and machine learning; what makes the Metaverse setting harder to secure than any single antecedent
is their simultaneous, real-time co-occurrence over multi-user shared state. Each chapter of this

dissertation targets this co-occurrence in turn.

Pillar 1: Spatial Interaction Pillar 2: Cognitive Intelligence

( Sensing & Data Collection [ Predictive Services

e Kinematics ¢ Intent & Behavior Classification
e Multi-modal Telemetry e Psychological & Health Inference

e LiDAR / 3D Spatial Mesh e LBS & Semantic Mapping

s s
Immersive Development Generative Intelligence

¢ VR/AR Software Engineering e Game Asset Synthesis

e Protocol & Game Engine e Zero-shot Voice Cloning

. J . J

Figure 2.1: Metaverse Dual-Pillar Architecture. Pillar 1 manages embodied interaction and sensing,

while Pillar 2 processes these data streams for predictive and generative intelligence.



2.2 The Spatial Interaction Pillar

To systematically evaluate the security and privacy landscape of the Metaverse, it is essential to first
deconstruct its perceptual layer: the Spatial Interaction Pillar. This section explores the fundamental
tension between the technical mechanics required to achieve seamless immersion and the systemic
vulnerabilities that these mechanics inevitably introduce. We begin by detailing the continuous,
multi-modal telemetry necessary for embodied interaction and its transformative utility. Building
upon this technical context, we then examine how this pervasive data harvesting catalyzes severe
privacy threats, investigate the underlying root causes of these vulnerabilities within the developer
ecosystem, and finally outline the architectural imperative for decentralized infrastructures to restore

user data sovereignty.

2.2.1 Mechanics and Transformative Applications

Functioning as the perceptual foundation of the dual-pillar architecture, the Spatial Interaction Pillar
acts as the bidirectional bridge between human physiology, the physical environment, and the digital
ecosystem. Unlike traditional 2D interfaces—which rely on discrete, low-bandwidth inputs such as

keystrokes or mouse clicks (historically characterized as the WIMP paradigm, after Windows, Icons,

Menus, Pointers)—spatial computing represents a fundamental shift toward continuous, embodied

human-computer interaction [LBZ21, DBG13, MTU95].

In this paradigm, the user’s physical body and real-world environment fundamentally become
the interface itself [WSZ22]. Fueled by a spatial computing and AR/VR market projected to
exceed $420 billion in value and engage over 3.7 billion users globally by 2030 [Gra23, Sta25b],
modern immersive hardware (e.g., Apple Vision Pro, Meta Quest Pro) necessitates pervasive
multi-modal telemetry. This aggressive data harvesting encompasses inward-facing infrared cameras
for gaze and pupillary tracking, micro-facial expressions, electroencephalogram (EEG) signals,
and environmental Light Detection and Ranging (LiDAR) scanners that generate high-fidelity 3D
meshes of private physical spaces [App24, Met22, GST21, NGS22].

To understand the sheer granularity of this telemetry, consider basic motion capture. The

fundamental baseline for spatial interaction relies on Six Degrees of Freedom (6DOF) kinematics.
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In a 6DOF system, headsets and controllers continuously track both the translational (X, y, z) and
rotational (pitch, yaw, roll) movements of the user’s head and hands at extremely high frequencies (e.g.,
exceeding 90Hz) [Uni23]. This dense kinematic mapping is an absolute architectural requirement to

render responsive virtual avatars and maintain the cognitive illusion of physical presence.

Figure 2.2: Example of user head motion mapped in 6DOF [dsk], representing the baseline kinetic

telemetry essential for spatial interaction.

The convergence of this advanced, multi-modal sensing serves as the critical enabler for transfor-
mative spatial applications. In the enterprise sector, platforms like NVIDIA Omniverse leverage this
high-precision tracking to construct industrial digital twins for collaborative simulation [New22].
Simultaneously, consumer social platforms (e.g., VRChat) and healthcare applications (e.g., remote
robotic surgery) depend heavily on the continuous transmission of kinematics and facial tracking
to preserve human empathy, non-verbal communication, and real-time physiological monitoring

across geographic boundaries [FZM22, Mys22].

2.2.2 Security and Privacy Landscape in Immersive Interactions

Immersive interaction encompasses emerging spatial technologies that deliver deeply engaging
digital environments. Recent research highlights that the unique characteristics of these immersive
experiences make them particularly vulnerable to S&P threats [GNS23]. Specifically, immersive
applications continuously collect an extensive range of fine-grained human data (e.g., multi-modal
motion, voice, and spatial behavior) which inherently contains significantly more granular and

sensitive biometric information than traditional 2D applications.

Consequently, breaches within immersive environments pose severe and novel risks to user

identity [NGS22, NGM23, NRO23], the physical surrounding environment [FMN23, GST21], and
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private physical actions such as typing [LNF24]. These VR/AR-rooted risks become substantially
more acute under the Metaverse’s multi-user, shared-state regime. The broadcasting of baseline
kinematics (e.g., 6DOF data) is required precisely because remote peers must render the user’s avatar
in real time, which lifts what would otherwise be a local, device-bounded signal into a network-
visible attack surface. The continuous, multi-user network broadcasting of these streams creates
an implicit, high-resolution side-channel that bypasses traditional application permission models.
Once exposed, the streams are biometrically identifying at population scale (e.g., users uniquely
identifiable from motion alone [NGM23]), turning a synchronization requirement into a persistent
re-identification surface. Furthermore, immersive experiences introduce entirely new attack surfaces
that must be rigorously considered during systemic and interactive design. Researchers have
identified domain-specific vulnerabilities stemming from overlooked design choices and specialized
functionalities [YSH23], virtual social dynamics [BEE19a, FZM22, JF20, SFL23, ZXW23], content
security [CBL24, SZS24, TAM?23], physiological user perception [CTK23, CBY 19, TBM22],
systemic side-channels [AGA21, ZSC23], and insecure framework implementations [TLC22,
GDL24].

Moreover, the current landscape severely lacks comprehensive standards, policies, and guide-
lines [Cyb21, RWP23] tailored to the development of immersive interactions. While existing
policies provide generic suggestions for avoiding basic security issues (e.g., identity theft, intel-
lectual property) and standard privacy leakage (e.g., location, financial information), they remain
fundamentally insufficient. They fail to cover threats unique to spatial computing [Gia24] and the
novel types of sensitive continuous telemetry involved [GNS23], resulting in a critical disconnect

between application development and threat mitigation.

2.2.3 Usable Security and the Immersive Development Ecosystem

While technical threat vectors elucidate how vulnerabilities manifest, understanding their persistence
requires examining the development ecosystem through the lens of Usable Security [AFM16]. The
“usable security for developers” paradigm posits that developers are human users of security APIs,

framework documentation, and permission models. When these tools are opaque or misaligned with
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developers’ mental models, they become primary catalysts for vulnerable implementations [ VFP20,
ACI18]. Consequently, extensive research has characterized developers’ attitudes toward privacy
constraints [LLD21, TFV21] and the cognitive friction introduced by security policies [HDG24,

LRA22] to foster more adoptable defenses.

However, translating this paradigm to immersive spatial computing reveals a critical research
void. The unique architectural threats of immersive interactions—specifically continuous biometric
harvesting and physical side-channels—introduce design challenges absent in traditional 2D
software [HRR24, DFH23]. Furthermore, immersive applications predominantly rely on legacy 3D
engines (e.g., Unity, Unreal) whose data-handling pipelines were optimized for local entertainment
rather than privacy-preserving telemetry. This structural mismatch creates significant usability

friction for developers attempting to implement robust security within spatial environments.

Current literature fails to address this ecosystem-level friction, as S&P research in spatial
computing remains heavily skewed toward end-user perspectives [KWC24, SAY25, ASD24] or
theoretical expert assessments [ASM22]. Existing developer-centered studies in this domain are
limited in scope: early work (e.g., Adams et al. [ABB18]) predates contemporary biometric threats,
while recent inquiries focus narrowly on social dynamics such as harassment [ASD24]. These
efforts omit systemic vulnerabilities like hidden data leakage and the cognitive burden imposed by
opaque engine permissions.

A significant gap remains in empirically assessing how immersive developers perceive architec-
tural threats and navigate the complexities of privacy-conscious spatial design. Without investigating
these ecosystem-level usability challenges, the Metaverse remains susceptible to a cycle of reactive

patching instead of evolving toward developer-friendly, secure-by-design architectures.

2.2.4 Infrastructure Design and Decentralized Architectures

The Metaverse operates as an interconnected, persistent network of immersive environments where
users interact in real time [Wei22, DBG13]. Because legacy game engines inherently default to
client-server networking topologies, developers are structurally funneled into building centralized

applications. However, relying on this centralized infrastructure to host these environments
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introduces severe systemic vulnerabilities. Beyond single points of failure, centralization mandates
the surrender of continuous biometric telemetry to platform operators (as discussed in Section 2.2.2).
This concentration of power strips users of data sovereignty and enables large-scale surveillance,

necessitating a structural shift toward decentralized architectures [WSZ23a, HGW23].

Existing decentralized Metaverse research predominantly focuses on asynchronous, blockchain-
based infrastructures for asset ownership and digital provenance [HGW23, LYY23]. However, the
application-level requirements for real-time, embodied interaction remain severely underexplored.
Unlike traditional ledgers, spatial applications require the continuous, concurrent mutation of
hierarchical data structures (e.g., Scene Graphs). Consequently, a true spatial decentralized
application (dApp) must natively integrate lightweight localized identity for accountability [GMA23]
and semantic state synchronization. While conventional Conflict-Free Replicated Data Types
(CRDTs) ensure syntactic data convergence in distributed systems [PBS18, LLK22], they fail
to capture the physical and spatial constraints of virtual environments (e.g., ensuring two peers
cannot simultaneously manipulate a shared rigid object in conflicting directions). To preserve
chronological causality and prevent physical exploits (e.g., unauthorized teleportation), semantic
consistency and peer-driven moderation must be treated as primary architectural concerns alongside
message routing [SCT23, SLF23]. Adjacent CSCW work on decentralized social platforms further
reinforces this need to move beyond a binary “with-server vs. without-server” framing: members
of decentralized communities reason about specific stewardship functions of an instance operator
rather than the architecture as a whole [HNS25], motivating a function-by-function redistribution of

operator roles (identity, shared state, behavior auditing) rather than a single architectural switch.

As these underlying decentralized protocols mature, understanding their human factors be-
comes critical. Current human-computer interaction (HCI) research on decentralization predomi-
nantly evaluates asynchronous systems, documenting the usability friction of cryptographic wal-
lets [VWM21, YSD24] or the governance of federated microblogging platforms [LSL.22, ZZW?24].
While highlighting users’ intrinsic desire for digital sovereignty [LNE23], these studies fail to
capture the nuances of synchronous, embodied interaction. Methodologically, prior HCI work
also documents how lay folk models of security, privacy, and platform behavior recur in pre-
dictable, architecturally targetable patterns [Was10, KDF15, MDD24], suggesting that the way
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users misread decentralized systems is itself a design contract decentralized metaverse frameworks
have to articulate against. A critical research gap remains in evaluating the usability and human
experience of decentralized spatial protocols when multiple users actively collaborate and manipulate
shared virtual environments. Specifically, the open question is whether such a framework can stay
collaboratively indistinguishable from a centralized baseline on the constructs that users themselves

consider load-bearing for a usable collaborative experience.

2.3 The Cognitive Intelligence Pillar

While the spatial interaction layer captures raw multi-modal telemetry, the Cognitive Intelligence
Pillar functions as the semantic and generative core of the Metaverse [SAD24, ZJC22]. This section
examines the transition from data acquisition to data comprehension, focusing on how machine
learning models transform high-dimensional telemetry into adaptive, predictive, and personalized
experiences. We first outline the broad landscape of predictive services and generative intelligence,
highlighting their transformative utility. Building on this technical foundation, we then investigate
the inherent privacy risks of these black-box models—specifically their propensity to memorize
sensitive training data—and evaluate the necessity of empirical auditing frameworks to quantify the

resulting leakage at scale.

2.3.1 Predictive Services and Semantic Reasoning

Within the Metaverse, the Cognitive Intelligence Pillar relies extensively on predictive machine
learning models to classify user behavior, infer intent, and anticipate future states. Rather than
simply reacting to explicit discrete commands, these predictive services ingest the continuous,
high-dimensional telemetry captured by the spatial interaction layer, such as kinematics, gaze vectors,
and environmental interactions, to construct semantic profiles of user activity. This capability
encompasses a broad spectrum of algorithmic tasks, including real-time action classification,
continuous biometric authentication, and behavioral preference modeling [WSZ23a, MHJ20]. The
kind of data feeding these models is itself Metaverse-distinctive. Unlike traditional analytics on

aggregated 2D logs, the Pillar consumes sequential, semantically rich, behavior-annotated streams,
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where each record is not an isolated observation but a component of a coherent embodied trajectory
tied to a persistent avatar identity. This sequence-level coherence is what gives the models their
predictive utility, and as Chapter 6 demonstrates, it is also what makes them disproportionately

prone to memorizing individual users.

Among these diverse applications, spatial analytics and the processing of mobility data serve
as a prominent and highly sensitive example. In immersive environments, mobility modeling
extends beyond basic 2D positioning to parse fine-grained spatio-temporal trajectories across
blended physical-digital landscapes [BSL23]. By feeding this continuous data into predictive
spatial models, developers offer highly optimized Location-Based Services (LBS). For instance,
frameworks like the Google ARCore Geospatial API leverage environmental telemetry to anchor
digital navigation overlays to precise real-world coordinates at scale [BQS25, Goo24], while interest-
driven applications like PokeMap [Pok24] utilize historical spatial trajectories to infer underlying
user preferences, proactively predicting intent to suggest customized routes or optimal "next-step"
destinations tailored to each user.
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Figure 2.3: Transformative applications of spatial analytics and mobility data processing. Left:
Contextual navigation via real-world coordinate anchoring; Right: Predictive intent inference based

on historical trajectories.
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2.3.2 Generative Intelligence and Biometric Synthesis

Complementing predictive reasoning, the intelligence pillar heavily utilizes generative artificial
intelligence to dynamically synthesize high-fidelity, multimodal content. Because rendering complex
virtual environments and maintaining continuous immersion requires immense computational
resources and creative bandwidth, developers increasingly rely on deep neural networks [CLL23].
This macro-level generative capability spans a wide array of Metaverse applications, including
the automated synthesis of 3D environmental assets and textures [PIB22, LGT23], algorithmic
motion blending for avatar kinematics [TRG22, CJL23], and Large Language Model (LLM) driven

narrative generation for virtual ecosystems [POC23, BQS25].

One particularly intimate example within this broad generative core is biometric synthesis
and acoustic modeling—specifically advanced Text-to-Speech (TTS) systems. These models are
widely deployed to enhance accessibility, provide real-time cross-lingual translation, and populate
virtual environments with interactive audio. Driven by recent architectural breakthroughs in
flow-matching and diffusion models (e.g., F5-TTS [CNM25], Voicebox [LVS23]), these generative
acoustic models deliver vital utility in immersive scenarios. For example, utilizing zero-shot
voice cloning [WCW23, Ope24], platforms can synthesize text-based inputs into a user’s authentic
physiological voice, allowing individuals to maintain their unique vocal identity in social hubs without
continuous microphone streaming. Similarly, state-of-the-art TTS engines generate context-aware,
emotionally resonant speech for Non-Player Characters (NPCs) in real-time, enabling seamless and

dynamic human-agent interaction [GTZ24, HHL24].

Together, these predictive and generative models provide the indispensable utility required to
sustain a personalized Metaverse. However, achieving this unprecedented convenience demands
the continuous ingestion of deeply sensitive user data—from granular physical trajectories to

physiological voice patterns—creating profound model-level privacy vulnerabilities.

2.3.3 Privacy Auditing of Machine Learning Services

To systematically quantify the severe memorization risks inherent in the Cognitive Intelligence Pillar,
researchers employ empirical privacy auditing frameworks. Rather than relying on theoretical privacy
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bounds, these frameworks proactively attack the model to measure how much sensitive training data
leaks through its observable outputs. The most prominent vectors for assessing this vulnerability are

Membership Inference Attacks and Training Data Extraction attacks [SSS17b, CLE19].

Membership Inference Attacks (MIA). The primary objective of an MIA is to determine whether
a specific data record was included in a target model’s training dataset [SSS17b, SZH18, CCN22,
GAAZ23]. Threat models for these attacks are fundamentally categorized by the level of access
granted to the adversary. In a white-box setting, the attacker possesses full transparency into the
target model’s architecture, internal weights, and gradients. This allows them to exploit explicit
internal metrics—such as intermediate layer activations or gradient norms with respect to the target

data—yielding highly accurate signals of model memorization [NSH18].

However, in practical Metaverse deployment scenarios, proprietary Al models are typically
concealed behind commercial API endpoints. Consequently, adversaries and external auditors must
operate under a black-box threat model. Under this restricted setting, the attacker cannot observe the
model’s internal parameters or gradients, and must instead rely entirely on the observable outputs

(e.g., predicted spatial coordinates or generated audio) to perform inference.

Recent works evaluating conditional generative and predictive models often formulate these
black-box MIAs as a score-based decision process [PW23]. Rather than probing the model with
explicit internal queries, the adversary crafts a targeted attack prompt and evaluates the model’s
corresponding output. By analyzing metrics such as reconstruction error, output similarity, or
structural representation gaps between the model’s generation and the target sample, the attacker
derives a continuous membership score. This score quantifies the likelihood of memorization: a
model will typically exhibit disparate behavior—such as unexpectedly high confidence or unusually
precise reconstruction—when processing data it was exposed to during training compared to unseen
data. The final membership decision is then made by evaluating this score against an empirically
defined threshold, making the attack’s effectiveness entirely dependent on designing a robust scoring

metric that captures this behavioral discrepancy.

Training Data Extraction Attacks. While MIA focuses on binary presence, data extraction

attacks aim to explicitly reconstruct verbatim training samples directly from the model’s learned
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weights [CLE19, CHN23]. Unlike model inversion attacks [FJR15a], which generally reconstruct
representative class features, extraction attacks exploit model overfitting to recover the exact,
idiosyncratic data points—such as sensitive user coordinates or unique vocal patterns—that the
model has memorized. This profound vulnerability is fundamentally rooted in the phenomenon of
unintended memorization. Theoretical and empirical studies demonstrate that over-parameterized
deep neural networks—particularly advanced language and generative models—often internalize
highly specific, low-frequency training examples rather than exclusively generalizing underlying
statistical distributions [Fel20, CTW21]. Furthermore, recent empirical scaling laws reveal that as
model capacity and parameter counts increase, their propensity to memorize and explicitly regurgitate
exact training sequences drastically exacerbates [C1J22]. In the context of the Metaverse’s intelligence
layer, this implies that highly personalized spatio-temporal trajectories or physiological voice profiles
are not simply used to learn general heuristics; they are actively embedded within the network

weights, rendering them highly susceptible to precise adversarial extraction [SSG23].

The Auditing Gap in the Cognitive Intelligence Pillar. Existing privacy auditing methodologies,
optimized primarily for image classifiers and discrete Large Language Models, are structurally
insufficient for the advanced predictive and generative models of the Metaverse. This introduces

two critical domain-specific gaps:

e Mobility and Spatial Analytics: Previous privacy research on mobility data primarily targeted
system-level vulnerabilities via side-channel attacks on aggregated statistics [SH12, Kru07,
VHB14]. However, the paradigm shift toward utilizing Deep Neural Networks (DNNs) for
Location-Based Services introduces a fundamentally new attack surface. Existing MIA
frameworks fail to account for the continuous spatio-temporal dynamics of this data. Currently,
the community lacks an empirical framework to systematically investigate how centralized

DNNs inherently memorize and leak highly sequential user-location trajectories.

e Biometric and Acoustic Generation: Applying MIA to generative acoustic models, such

as zero-shot TTS, introduces three intertwined hurdles. First, an inherent input mismatch

complicates the auditing process: modern zero-shot TTS is dual-conditioned on a text
prompt and a reference audio, and standard attack queries pair the target text with a different
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reference snippet to prompt voice cloning. This forces the model into an exploratory zero-shot
adaptation state whose high-variance prosodic drift masks the subtle signals of training-time
memorization, making it difficult to determine whether an accurate generation reflects verbatim
memorization or generalization from the reference prompt. Second, raw acoustic features
(Mel-spectrograms, MFCCs) lack the resolution to disentangle memorization traces from
surface phonetic and prosodic content, requiring richer representation spaces that isolate
speaker identity and sequence-specific memorization. Third, the continuous waveforms TTS
generates carry no explicit confidence scores, and naive frame-level comparison is dominated
by benign temporal misalignment, rendering point-to-point distance metrics hypersensitive to

micro-prosodic variation that bears no relation to membership.

Bridging these dual gaps necessitates domain-specific MIA and extraction frameworks tailored
to spatial trajectories and physiological acoustic features, establishing the technical focus for the

remainder of this dissertation.

Together, the gaps identified across the spatial interaction and cognitive intelligence layers form the
research agenda of this dissertation. Chapter 3 begins by examining the most immediate layer of risk:

the interaction data itself, and how its network-level transmission creates exploitable side channels.
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CHAPTER 3

Identify Threats: Vulnerabilities in Immersive Interactions

Building upon the “Dual-Pillar Architecture” introduced in Chapter 1, this chapter focuses on the
Spatial Interaction Pillar. As Virtual Reality (VR) becomes increasingly ubiquitous—projected to
reach over 171 million global users in 2024 [Abb24]—the shift toward multi-user multi-user VR
applications has fundamentally expanded the attack surface of spatial computing. Delivering highly
immersive, collaborative environments necessitates the continuous collection and transmission of
ultra-high-frequency kinematic data to synchronize virtual avatars across remote clients. While
this architectural necessity bridges the gap between physical and digital realities, it simultaneously

introduces severe, understudied privacy risks inherent to spatial interaction.

Rather than attempting an exhaustive catalog of all potential interactive flaws, this chapter
leverages a highly representative vulnerability as a methodological anchor: keylogging via spatial
kinematics. While recent research has demonstrated the feasibility of VR keylogging, existing
methods—such as VR-Spy [AGA21], HoloLogger [LHY?22], TyPose [SZA23], and rendering-based
attacks [ZSC23]—rely on a stringent assumption: the adversary must install local malware, tap into
local WiFi channel state information, or deploy dedicated surveillance implants on the victim’s

device.

This chapter removes that constraint by introducing a novel, remote side-channel attack. We
demonstrate that an adversary requires only a presence in the same virtual room as the victim to
execute a highly accurate keylogging attack. By extracting standard avatar rendering information
directly from network packets received by an attacker-controlled game client, we can infer sensitive

user-typed secrets, including passwords, financial credentials, and private communications.

Adapting keylogging to a remote context presents significant technical hurdles. Because
commercial multi-user VR applications operate as black boxes—often shielded by anti-cheating
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engines and Digital Rights Management (DRM) components—understanding how motion data
is formatted and transmitted is highly complex. Furthermore, network-transmitted motion data
is typically compressed and under-sampled to ensure efficient routing, resulting in lower-fidelity

telemetry compared to raw, local sensor data.

To overcome these challenges, we establish a systematic, four-step blueprint for vulnerability
discovery. Our methodology extracts fine-grained kinematic data from standard network traffic and

maps these continuous, low-fidelity motion trajectories to precise keystroke entries.

To rigorously evaluate this discovery, we conducted comprehensive empirical evaluations and
user studies. Testing our methodology on Rec Room [rec23]—a leading multi-user VR applications
with over 15 million users [Lyo]—our attack successfully reconstructed typed secrets with a
top-1 accuracy of 97.62%. Crucially, the attack maintains a comparable efficacy (97.53%) in
complex, real-world conditions, including crowded multi-user environments and Non-Line-of-Sight
(NLOS) scenarios where the attacker cannot visually observe the victim. We further validated the
generalizability of this threat by successfully replicating the attack across three additional widely
adopted VR applications (including Sing Together: VR Karaoke [sin24]), achieving top-1 accuracies
of 98.24%, 98.27%0, and 99.07%.

Moving beyond threat discovery, this chapter proposes robust, system-level defense mechanisms
to mitigate this fundamental data leakage. These countermeasures have since been adopted
and implemented by major industry stakeholders, including Rec Room and SteamVR [ste24a],
underscoring both the critical severity of this vulnerability and the urgent need to secure the spatial

interaction ecosystem.

By dissecting this remote keylogging vulnerability, this chapter demonstrates a systematic
approach to uncovering and mitigating interactive threats in spatial computing. The core contributions

are summarized as follows:

e Pioneering Remote Keylogging in Social VR: We demonstrate the first feasible remote
keylogging attack in multi-user VR environments. By eliminating the need for local malware
or physical proximity, this approach highlights a highly practical and stealthy threat vector

affecting all multi-user VR applications users.
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¢ Novel Kinematic Extraction Methodology: We introduce an innovative technique to recover
typing-related motion directly from a remote application client’s network packets, overcoming
challenges related to data compression, under-sampling, and black-box application design.
Additionally, we provide new analytical tools for VR motion data processing, including precise

motion input control and cursor/keyboard measurement.

e Machine Learning Attack Alternative: We introduce an alternative strategy effective on
partially reverse-engineered network packets. By applying machine learning techniques
directly to raw byte extraction, we prove that highly accurate remote keylogging is achievable

with minimal manual reverse engineering.

e Comprehensive Empirical Evaluation: We conducted extensive user studies to assess attack
efficacy, practicality, and generalizability. Analyzing tens of thousands of keystrokes across
multiple applications and under NLOS conditions, we provide concrete insights into the
vulnerabilities of real-world typing behaviors and gauge user awareness of these emerging

threats.

¢ Industry-Adopted Countermeasures: We propose practical defense mechanisms to prevent
spatial motion data leakage over the Internet. Demonstrating the real-world impact of
this research, major platforms including Rec Room and SteamVR have acknowledged the

vulnerability, awarded a bug bounty, and actively implemented our proposed security patches.

3.1 Background on Multi-user VR Applications

As the name suggests, a multi-user VR application provides interaction opportunities for users,
allowing them to communicate with other players across the Internet. Typically, users can
communicate by both typing and speaking. The typing functions are usually achieved using a virtual
keyboard, either in-application or through overlay applications such as Steam Chat or Messenger.
These newly emerging services allow users to interact in realistic digital worlds, and they distinguish
themselves from traditional social networking services by capturing and translating real-world user
motions into their virtual landscapes [WJF22].
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Motion Update in Multi-user VR Applications. Motion, which has six degrees of freedom
(6DOF) as shown in Figure 2.2, is normally described by position (X, y, z) and rotation (roll, pitch,

yaw). In this chapter, we define TRANSFORM to be the composition of position and rotation.

Popular game engines describe motion with their own data structures that encapsulate TRANSFORM.
For example, the Unity Engine, the most popular game engine for multi-user VR applications [Boo],
has a standard data structure to represent TRANSFORM using a Quaternion (for rotation) and a Vector3
(for position) [Uni23]. In Unity-based applications, this standard data structure is transmitted over

the network to synchronize user motions.

For multi-user VR applications, the server continuously receives motion data updates from
clients and broadcasts them to all clients [Pho], as seen in Figure 3.1. Typically, the synchronization
process employs UDP packets with established libraries such as Photon PUN/Fusion [Pho], Unity

Netcode [net23], and Mirror [mir] to ensure stable and accurate motion transmission.

However, the motion data may not be fully identical after the transmission, as sometimes,
applications (e.g., Rec Room) may use lossy compression on the motion data update, trading off a

slight loss of fidelity of motion data in exchange for a lower burden on the transmission process.

Sensor Rate-
Collected Limited Aggregated
Data Data Data ‘ )
Player Client Server Clients
(Victim) (Victim) (All Users in the Room)

Figure 3.1: Motion data flow in multi-user VR applications.

Moreover, the transmitted motion data is also under-sampled from the original motion data. In
current multi-user applications, the server usually sends updates to the clients at a rate of 20-30
packets per second. This rate takes into account the network bandwidth limitation on both the
server and client sides, ensuring efficient communication without overloading either end [net].
But applications usually run at 60-120 frames per second (FPS) [Vir22], so they have adapted

mechanisms like interpolation [Gama] to compensate for performance loss.

VR Typing Mechanism. In VR, there are multiple options for text input. The most commonly

24



deployed methods include using voice or typing on a virtual keyboard [DBW19]. In this chapter, our
primary focus is on the typing method that utilizes a virtual keyboard. Typing on a virtual keyboard
involves two major steps: (1) moving the cursor, which can be a controller cursor or a virtual hand,
to the target key on the virtual keyboard, and (2) selecting the key by performing a click, either by
pressing a button on the controller or by poking at the key with a hand gesture. Since both of these
steps involve the movement of the user’s hand, multi-user VR applications map the corresponding
motion to the avatar. This ensures the avatar feels realistic and accurately represents the details of

the user’s hand motion.

Usenix securify

Figure 3.2: Example of a participant typing in Rec Room using a virtual keyboard.

For the click mechanism, we focus on clicks represented by button presses on a controller, which
is a widely adopted method for both interaction between users and typing on virtual keyboards.
Considering the importance of click functionality, Unity offers standardized APIs, such as OVR [ovr]
and Input system [Tec], to help applications detect these clicks. These APIs use the trigger value
(i.e., how deep the trigger button is pressed down, from 0.0 to 1.0) to detect clicks. Typically, the
API registers a click when the trigger value is higher than a specific threshold. Since the trigger
button is typically held for more than one frame per click, to avoid repeated firing, the first frame

where the trigger is pressed is recognized as the click moment [inp].

3.2 Threat Model

Adversary Objective. Our attack aims to extract user-typed secrets inside multi-user VR applications.

By extracting these secrets, an attacker may gain access to the following types of sensitive information:

(1) Credit Card Information: Modern VR applications often incorporate payment gateways to
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facilitate transactions, requiring users to input sensitive financial details, such as credit card numbers.
Such information represents a profitable target for adversaries aiming for unauthorized financial

access. Conventionally, credit card numbers are sequences of digits.

(2) User Authentication Data: Within the context of multi-user VR applications, authentication
mechanisms, such as password inputs, are employed when users attempt to access their accounts,
private virtual rooms, or private virtual assets. Adversaries can actively seek these credentials to
gain unauthorized access to user accounts. These credentials typically consist of alphanumeric

characters, and may sometimes include special characters.

(3) Private Conversation: Multi-user VR applications incorporate social elements that include
both professional and social activities. Users often engage in private chats within these applications
to communicate with business partners or friends, which could include the exchange of sensitive
information, such as business-related data or personal matters. The private conversation is usually

composed of strings of alphabetical characters.

Given that recent applications offer functionalities such as in-app purchases of virtual items and
private user chats, the entry of private information, as explained above, has become common in

multi-user VR applications.

Adversary Knowledge. For the scope of the attacks discussed in this chapter, we operate under
the assumption that the adversary operates a remote client (an unmodified client located on the
adversary’s side that can receive updates about other players sent by the server) of a multi-user
VR application and does not have access to the victim’s devices or local environment. The target
multi-user VR application should have both typing capabilities and the functionality to synchronize
user motion across a network infrastructure. To the best of our knowledge, these features are

ubiquitously supported across current multi-user VR applications.

Also, we assume that an adversary is a legitimate user (by downloading the application and
registering an account in the application) who can enter a virtual room with other users. This presence
makes the other users in the room potential victims (i.e., the attacker does not necessarily follow and
target a specific user). This assumption is reasonable because, in multi-user VR applications like

Rec Room, most rooms are public to facilitate the applications’ purposes of socializing and meeting
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strangers.

Being in the same virtual room allows the adversary’s application client to receive motion updates
from all other users in the room, including their typing-related motion data, even if their avatars
are not visually seen by the adversary in the application. Moreover, the attacker can differentiate
and group motion updates from different victim users. This is because current network protocols
for multi-user VR applications require a unique user identifier to associate user avatars with their
network updates. Therefore, by grouping motion updates using this user identifier, the attacker can
analyze motion updates from different user entities, and perform the attack independently on each
of them, thereby stealing keystrokes from all users in the room. Note that this user identifier only
allows the attacker to group the inferred keystrokes and associate these keystrokes to any network
updates linked to the user identifier (e.g., in-game username); further linking such information back

to each user’s identity in the real world is out of scope.

Additionally, given that the adversaries control their own clients, we assume they have the
ability to access the binary files of the application client and capture the network traffic that their
client sends and receives. Furthermore, we assume that the adversary can prepare for the attack by
studying the application behavior. For example, the attacker can create multiple accounts, perform
typing-related experiments on their own clients using these accounts, and observe the visual outputs

of the application (e.g., how the keyboard looks).

3.3 Methods

The basic insight behind our approach is that multi-user VR applications transmit a user’s VR
motion data over the network and make it available to all other users who are in the same virtual
room. This includes the motions that occur when a user is typing. Thus, typing-related motions are
received by everyone in the same room. Consequently, anyone can analyze the network traffic and

reconstruct the user’s typing motion to infer the user’s keystrokes.

As mentioned previously, it is challenging to extract motion data from packets and perform
accurate keylogging attacks using low-fidelity motion data. We solve these challenges with a

four-step approach, which is outlined in Figure 3.3. The first step takes the network packets and
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filters for those including motion data. It is followed by a step that parses the packets and identifies
the data fields within each packet. The third step recovers the semantics of these fields and extracts
the motion data. In the last step, the extracted motion data is mapped to key positions, which provides
us with the prediction of the user’s keystrokes. Our approach differs from existing keylogging
approaches as it only requires network packets collected from an attacker’s own application client as
inputs.

Step 1:
—
Packet Extractor

Application Server

Step 2:

Field Extractor

!

B
7

Step 3:

Semantic Extractor

1

Step 4:
Click Position Extractor

Figure 3.3: Our approach consists of four extraction steps to extract keystrokes from network traffic.

User Typed Secrets

In this section, we present how we implemented each of these steps for a specific target. In
particular, we choose Rec Room, one of the most popular multi-user VR applications that has more

than 15 million users [Lyo], as an example to demonstrate our attack.

3.3.1 Step 1: Packet Extraction

The first step of the approach is to capture the raw network traffic and filter out the packets irrelevant
to motion data. To recover motion data, we use Wireshark [wir23] and locate the incoming network
traffic of our Rec Room client by its application port. Note that a single VR application is typically
communicating with different servers (IP addresses) that handle different channels (such as voice
data, messages, motion updates, etc.), but each server uses a fixed IP address while we stay in the
room. In order to find the server that sends traffic specifically related to motion data, we group

the network traffic from the VR application by source IP address, and take the packets from the IP
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address with the highest transmission frequency. These packets will most likely contain the motion
data sent from Rec Room’s server, as it updates motion data with clients at a high frequency (a fixed
rate of 15 packets per second). Therefore, by performing this filtering step, we can exclude the

majority of network traffic irrelevant to motion data, and limit the scope of analysis for the next step.

For other multi-user VR applications, this strategy can be similarly applied, as the application
needs to update users’ motion data at a high frequency to ensure smooth motion, which makes it
easy to isolate the motion update traffic. In addition, we can also use other common characteristics
of motion updates to further eliminate irrelevant packets (e.g., motion updates are usually sent as

UDP packets).

3.3.2 Step 2: Field Extraction

Once we obtain the packets that contain the user’s motion data, we need to parse the packets and
extract data fields serialized within the packets, so that we can extract the semantics from the fields
later. In Rec Room, we implemented this step by first using a parser for Photon Engine [Pho], a
networking library that Rec Room uses and whose network protocol parser can be found in an
open-sourced project [Alt]. With this parser, we are able to parse the packet into data fields, and
extract the types (e.g., integer, float, etc.) and values of the data fields. However, Photon allows
developers to define and transmit their own custom objects (i.e., objects of custom data type, which
may include multiple fields defined by the developers), and Rec Room uses this feature. Without
knowing the fields serialized inside of these objects, we only see them as blobs of raw bytes. To
parse these objects, we decompile Rec Room and find how it defines and deserializes the relevant

objects, which allows us to build a parser that breaks down these objects into individual fields.

For other multi-user VR applications, we can replicate this implementation with mostly
automated steps, and some reversing effort. It is likely that we can reuse the network protocol
parser. Many applications use well-established networking libraries (e.g., Photon Engine and Unity
Netcode [net23]) instead of implementing networking functionalities from scratch. For example,
among the 34 multi-user VR applications that we investigated, 21 of them use Photon Engine,

including Rec Room and VRChat [VRC23], two of the most popular multi-user VR applications
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on the market. Therefore, we can spend a one-time effort to find or implement the protocol parser
and reuse it on other multi-user VR applications, and only spend reversing effort to recover the
custom objects if the applications define them (as Rec Room does). However, if it is a rare case that
the application does not use any networking library, we will need to reverse how the application

deserializes the entire packet, which requires more manual effort.

One possible extra obstacle in this step is that the network traffic may be encrypted. While
it is rare that VR applications encrypt the packets that include motion data (only 1 out of the 34
multi-user VR applications that we investigated encrypts their packets that include motion data), this
obstacle can still be overcome. The key exchange process and decryption happen on the attacker’s
own client. Therefore, the attacker can decrypt the network traffic with a user CA certificate to
conduct a Man-in-the-Middle attack on their own client, and previous work [TLC22] has successfully

performed this step and decrypted network traffic for 140 VR applications.

3.3.3 Step 3: Semantics Extraction

After parsing all the fields, it remains unknown which fields correspond to the typing-related
information, and hence, we need to associate the fields with their semantics. Specifically, we aim to

find the fields with the following semantics, which are needed for the next step:

(1) Body motion data, which includes TRANSFORM (i.e., the position and rotation) of the left
hand, right hand, and head. They are used to track a user’s typing motion. Such data is widely used

in multi-user VR applications to update a user’s body position.

(2) Click data, which includes the trigger values of the left controller and right controller. They
are used to determine when a user is performing a click. This data is typically included in multi-user

VR applications to update users’ hand gestures.

(3) Keyboard-opening event data, which is signaled through the menu-opening event, is used to
determine the keyboard position and when the user may start typing. This event data is specific to
certain applications, but it is optional, as previous work [GSW23] demonstrates that the keyboard
location can also be accurately approximated using the bounds of hand motion data. Also, the

starting point of user typing can be inferred using click patterns as discussed in [WSZ23b].
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(4) User identifier, which associates the motion update with the user (avatar) who that update
belongs to. This field allows us to extract a separate motion data stream for each user when there are

multiple users in the room.

To identify fields (1) to (3), we perform an experiment in which we (a) programmatically provide
controlled motion data by running simulated VR hardware inputs, (b) compute the changes in packet
fields, and (c) manually observe how changes to the inputs correspond to changes in the packet
fields. This experiment is explained in detail in Section 3.3.5.1. Identifying field (4) is trivial since

each motion update is annotated with a user identifier (a built-in field of the Photon protocol).

This step can also be replicated in other multi-user VR applications. Since most multi-user VR
applications use Unity, which uses a standard data structure to represent motion data, we observed
similar associations between the motion data inputs and the packet fields across applications.
Furthermore, this experiment can be performed on any other multi-user VR application, since it
only relies on manipulating the VR hardware inputs and observing packet data. Moreover, even if
the mapping is not obvious (e.g., if an application applies obfuscation in the packets), we can resort
to reversing the semantics from the application’s binary by tracing how the packet fields are being

used, which would require some more manual effort.

3.3.4 Step 4: Click Position Extraction

Once we extract the motion data, the last step is to infer keystrokes by (1) finding the TRANSFORM
(i.e., the position and rotation) of all keys, (2) detecting the timing of the clicks, (3) calculating the
cursor’s TRANSFORM (the cursor refers to a point that projects a line to select keys) at click time, and
(4) finding the intersection of the cursor’s projection and keys. Essentially, these steps are reversing

and emulating how multi-user VR applications compute keystrokes.

Firstly, we need to calculate the keys’ TrRansrorM. To do this, we first need to know (a) how the
keyboard is positioned relative to a user (see Keyboard Measurement in Section 3.3.5.2 for how
this is measured), and (b) how the keys are positioned on the keyboard (see Key Measurement
in Section 3.3.5.2), both of which only need to be measured once for an application in the attack

preparation stage, as they are fixed. Then, we can find the packet that contains the keyboard-opening
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event, and use the body motion data in the packet to find the user’s TRaANSFORM at the time of
keyboard opening. With this information, we can use the pre-measured values in (a) to calculate the
absolute position of the keyboard, and use the pre-measured values in (b) to calculate the positions

of each key.

Secondly, we need to determine the timing of the clicks. That is, we find in which packet each
click happens, matching one packet to a click, so that we can later analyze the motion data in each
of these packets to understand where the cursor is at the time of the click. This can be done by
analyzing the click data and performing click detection (see Section 3.1 for details about how clicks

are performed and detected in VR).

Thirdly, we need to calculate the cursor’s TRansrorM. To do this, we first need to know how the
cursor is positioned relative to the hand, which is a fixed relation (e.g., the hand position is at the
palm of the hand, whereas the cursor is at the tip of the index finger). Similar to the pre-measured
values of the keyboard, this also needs to be measured only once for an application (see Cursor
Measurement in Section 3.3.5.2). Then, for each packet matched to a click, we find the hand’s
TraNsrForM from the body motion data and use this pre-measured value to obtain the cursor’s

TRANSFORM.

In the fourth phase, knowing the cursor’s and the keys’ TRansrorM during a click, we can detect
the actual key that was clicked. Specifically, as illustrated in Figure 3.4, we project a line (the
blue arrow lines in the figure) following the cursor, and when this line intersects with any of the
keys on the keyboard, we log this information (the blue dots on the keys in the figure). Intuitively,
one can visualize a line through the fingertip of the avatar’s hand and see where this line points to
and intersects the virtual keyboard. Note that this process is the same as how applications would
calculate user keystrokes on local clients, and we are essentially “replaying” the keystroke entries

extracted from the network packages in this step.

In other multi-user VR applications, the pre-measured values of the cursor and keyboard may be
different from Rec Room, and we need to repeat this one-time measurement process. Note that this
process can be performed on any other multi-user VR applications, as it operates by manipulating

the VR hardware data and observing visual outputs.
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Figure 3.4: By visualizing the extension of the cursor with blue arrow lines, we calculate its

intersection with the keyboard, as indicated by the blue dots on the keys, to log the key selections.

3.3.5 Reverse Engineering Challenges

In our approach, there is information that needs to be extracted once per application in the attack
preparation stage: the semantics of key fields in network packets (Step 3) and the pre-measured
values of the cursor and keyboard (Step 4). One of the most effective ways to obtain such
information is to debug an application by accessing the application’s memory while manipulating
the inputs and observing the outputs at runtime. However, due to protections from anti-cheat
engines [EPI23, fac23, bat23], attaching a debugger to multi-user VR applications is difficult. In
this section, we introduce two methods to overcome these challenges without the need to bypass the
anti-cheat engines. They employ only the readily available channels: VR hardware input, network
packet output, and visual output (as mentioned in our threat model in Section 3.2). These methods
enable us to (1) understand the associations between hardware inputs and packet fields by providing
controlled inputs and (2) precisely measure the cursor and keyboard TRANSFORM (i.e., position and

rotation) using geometric manipulations of the hardware inputs and visual validation.

3.3.5.1 Precise Input Control

In Step 3, we aim to recover the semantics of packet fields. To do that, we want to provide precisely
controlled inputs to the application and observe how changes are reflected in the fields of observed

packets. VR device inputs are highly dimensional (e.g., a controller has 6DOF inputs to represent
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its position and rotation), and we need to isolate and control each input dimension to understand the
effect of their changes. Moreover, such inputs cannot be easily controlled manually because of the
sensitive sensors built into the VR hardware. For example, if we want to determine the effect of
only changing the x coordinate of the left controller position, we need to (1) fix the right controller
and head-mounted display (i.e., the VR headset) and avoid even the slightest movements, (2) move
the left controller along the x-axis without any movement in the y-axis and z-axis, and (3) prevent
any rotation in any directions. Using the actual controller, performing such a task “by hand” is

essentially impossible.

To solve this challenge, we leverage Nvidia’s VR Capture and Replay (VCR) tool [Nvi23], which
allows developers to record tracking data from VR devices and replay them. Specifically, we utilize
the “replay” component of VCR to serve as a VR hardware simulator and use it to run programmatic
inputs. With this feature, we can (1) locate the fields affected by each input by isolating changes in

the input, and (2) uncover conversions from inputs to fields.

First, we associate inputs and fields by observing their correspondence. For example, if we want
to locate the x coordinate of the left hand, we can (1) fix all other input components in our replay
script and only change the x coordinate, then (2) only fix the x coordinate and change every other
input component. If there is a field in the network packets that changes if and only if x changes, it is

highly likely that this field corresponds to x.

Second, after we locate an input component’s corresponding field, we can reason how they are
converted by observing how the field value changes with the input. For example, we can vary the x

coordinate from -1.0 to 1.0 and see how the field for x changes accordingly.

3.3.5.2 Precise Measurement

In Step 4, we can parse the TRANSFORM (i.€., position and rotation) of hands and head from packets,
but the cursor and the keyboard information are not directly (explicitly) included in the motion
data, even though they have certain fixed relations with the motion data (hands or head). We could
attempt to leverage the visual outputs to observe these hidden attributes. However, this presents a

challenge due to the difficulty in obtaining precise direct observations. For example, just by looking
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at the visual outputs, it is hard to gauge the distance between two virtual objects, and an error of just
10 cm can shift a key prediction by three keys (a key has a side length of about 3cm) and render the

attack ineffective.

We present a method to solve this challenge and measure the “hidden attributes” with visually
verifiable tests. Specifically, we design geometric tests, which move virtual objects in specific ways
to visualize geometric properties, so that we can verify our measurements visually. We perform the
measurements in two steps: (1) Cursor Measurement: we measure the relations between cursor
and hand, and uncover how we can convert the hand’s TRANSFORM that is present in packets to the
cursor’s TRANSFORM. (2) Key Measurement: we use the cursor as a reference point to measure the

keys.

Cursor Measurement. Cursor measurement is the problem of finding the fixed offset (i.e., a
constant transformation in position and rotation) between the hand’s TRANSFORM in packets (referred
to as TRANSFORM,4y,¢) to the cursor’s TRANSFORM (referred to as TRANSFORM 50 ). From inputs,
we can only manipulate the controller’s TRANSFORM (referred to as TRANSFORMonsroiier), Which
has a fixed offset to both the hand and the cursor. These three TRaANsSFORM values can be all different
(in position and rotation), as seen in Figure 3.5. At a high level, we can solve this problem by first
finding the offset between the hand and the controller, then finding the offset between the controller
and cursor, and combining these two offsets to get the offset between the hand (which appears in the

packet data) and the cursor. The detailed steps are as follows:

Transform
hand

? Transform

cursor

Transform

controller

Figure 3.5: We need to uncover conversion from hand’s TRANSFORM in packets to cursor’s

TrANSFORM by manipulating controller’s TRANSFORM.

(1) Find the offset between TRANSFORM},4;,¢ and TRANSFORMoproiier- Since we can read out

TRANSFORM 4,4 from packets, it is straightforward to find this offset by inputting one sample value of
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TRANSFORM opsroiler and observing the corresponding TRANSFORM 4,4, then calculate the constant

offset in position and rotation between them.

(2) Find the offset between TRANSFORM ;50 aNd TRANSFORMusr0iier- This can be broken into
three steps: (a) We start with a guess for one part (i.e., position or rotation) of this offset. For
example, if we want to measure the rotational offset, we can start with the guess that the controller
and cursor have the same orientation (offset is zero). (b) Next, we perform a spatial binary search of
the real offset. That is, we plug in the guessed offset as a part of controller inputs and run geometric
tests to visually inform us whether our guess is off from the real offset, and in which direction the
real offset is. For instance, we can perform the geometric test as seen in Figure 3.6 and move the
hand along the initial guessed direction. If the offset is non-zero, we are not moving the cursor
along its pointed direction, and the reticle (cursor’s projection on a screen) will move. (c) Then, we
iteratively adjust our guess until the geometric test shows that the guessed offset aligns with the
real offset. Continuing from the example in (b), we can keep adjusting the guess based on which
direction the reticle deviates, until the reticle does not move, which is easy to verify visually. At this

point, we know that the hand is moving along the cursor’s orientation, and thus our guess is correct.

“«---»

Cursor Cursor

Vertical Screen

Figure 3.6: Geometric Test 1: test if the guessed cursor orientation is correct by moving the hand

along the guess.

(3) Calculate our target offset by combining the two obtained offsets. The offset in (1) takes us from
TRANSFORM ;45,4 t0 TRANSFORM copsroiier, and the offset in (2) then takes us from TRANSFORM copsroiier
to TRANSFORM 507, SO cOmbining them takes us from TRANSFORM ;g t0 TRANSFORM 507, Which

is our goal.

Key Measurement. Key measurement is the problem of finding the positions of the four corners
of a key at a fixed player location. The four corners of a key determine the key’s location, as they
define a bounded plane region as the key’s region. For this problem, we need to know the cursor’s

TrANsFORM, and use it as a reference. To measure a corner of a key, we (1) position the cursor at an
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arbitrary position and find a way to point the cursor at the corner (again through a spatial binary
search procedure), then (2) find the distance between the cursor and the key corner using a spatial
binary search with another geometric test, and lastly (3) calculate the key’s position by adding a
vector that is along the cursor’s pointing direction and of the length equal to the distance to the

cursor’s position.

Keyboard Measurement. Keyboard Measurement is the problem of finding each key’s position
when the player is in an arbitrary position and orientation. This problem is straightforward to solve
once we are able to perform Key Measurement. We can use the originally measured keys as a
baseline, and repeat measuring all keys’ positions at multiple player positions and rotations. This
allows us to calculate how the changes in player positions and rotations transform into changes in the
keys’ positions. Therefore, for a new player’s position and rotation, we simply calculate the changes

in position and rotation from the baseline, and apply this transformation.

3.4 Data Collection

We performed data collection experiments to assess the effectiveness of our attack in real-world
scenarios. Specifically, we conducted a user study to collect real-world typing activity data from
Rec Room, one of the most popular multi-user VR applications, as the main experiment. We have
also conducted further experiments to demonstrate that our attack works well in three additional

applications of various genres and in realistic scenarios.

Data Collection Setup. During the user study, we installed and ran Rec Room in VR mode through
SteamVR on a Windows PC, with an Oculus Quest 2 connected via Quest Link (we will refer to this
as the Victim PC later). We installed and ran Rec Room in non-VR mode on another Windows PC
to simulate the attacker behavior (we refer to this as the Attacker PC). The two PCs then join one
private virtual room, as mentioned in our threat model. After we begin capturing network traffic
with Wireshark on the Artacker PC, the participant, wearing the Quest 2 headset, starts entering the
prepared text into Rec Room’s chat functionality using the virtual keyboard. Lastly, to serve as a
reference during the data labeling process, on the Victim PC, we use VCR to record the VR tracking

data during each session.
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User Study Recruitment. We conducted a user study to collect VR typing data from volunteers
using the Victim PC. This study has been approved by our university’s Institutional Review Board
(IRB). Through email advertisements via our institution’s email list, we recruited 20 participants of
varying ages, heights, genders, and experience with VR from our institution’s campus. Prior to the
experiment, participants were provided with instructions on how to operate the Quest 2 headset
and controllers. Additionally, they were guided on the typing functionalities and practiced typing
within Rec Room. Before the start of the experiment, the participants were also informed that their
typing-related information would be recorded and that they could stop the study at any time. To
minimize bias and more closely mirror real-world typing scenarios, participants were not initially
informed of the study’s exact purpose. Instead, they were simply told that the goal of the study was
to examine VR typing behavior. After the participants completed all the typing experiments, we
debriefed them about the real purposes of the study and asked them to fill out a survey to understand
their perceptions of our attack. The study lasted approximately 60 minutes per participant, and each

participant who took part in our study was compensated with a $20 gift card.

User Study Typing Trials. For each experiment, a participant started by opening the Rec Room
chats to perform typing trials. In each trial, the participant was presented with a prompt and was
asked to type all the characters in the prompt into the chat. In total, each participant completed 65
trials, of which 30 trials were with number prompts, 20 were with password prompts, and 15 were
with sentence prompts. To simplify the setup, all prompts were shown to the participants in the
same chat in which they performed the trials, so they could see the prompt while typing. We had
a researcher continuously observing the participants’ inputs and asking the participants to retype
a prompt if they mistyped it (e.g., they typed “124” when the prompt was “123”). By doing this
correcting step, the prompts could conveniently serve as the ground truth without modifications

during the evaluation of the attack accuracy later.

As previously mentioned, the participants engaged in trials with three types of prompts, each

representing a common typing behavior:

(1) Numbers: The prompts are random numbers with lengths of 3 (e.g., “823”), 9 (e.g.,
“804458083™), and 12 (e.g., “595397360820”) digits, with 10 prompts per length. This simulates

entering credit card information.
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(2) Passwords: The prompts are passwords with characters, numbers, and punctuation marks.
To emulate real-world password typing activity, we generated 10-17 characters long combina-
tions of English words with numbers and punctuation marks, using the Memorable Password

Generator [mem23].

(3) Sentences: The prompts are English sentences that consist of 3 words (e.g., “Clouds are
drifting”), 6 words (e.g., “The sunset today looked absolutely stunning”), and 9 words (e.g., “My
cat just did the funniest thing this morning”), with 5 prompts for each length. These sentences are
generated by ChatGPT [Ope22]. This experiment is to simulate the scenario of typing in private

chats.

After the study concluded, we asked the participants if they wished to exclude their data and
address any questions they might had. At the time of writing, we have not received any requests for

excluding data.

Data Labeling. During the study, we utilized a timing application to mark the beginning and end
of each trial. This ensured only data from the trials was considered for labeling. Then, we check
the recording of tracking data during the trials to verify that the number of clicks corresponds to
the expected number of clicks from the prompts. For example, if the prompt asks the user to type
“123,” then we should expect three clicks in the recording of tracking data. If the number of clicks
matches, we then label each click using the characters in the prompts along with its timestamp in the
tracking data recording, so that we can later compare the clicks detected in the network traffic with
the ground truth clicks. However, if the number of clicks does not match, it signals that the prompt
was mistyped, which may happen when the prompts are long, and the researchers did not spot the
errors in what the participants typed during the study. The data for such trials is discarded and not
considered for evaluation. However, these cases are rare. In total, we dropped a combined 638
clicks out of 22,730 clicks (29 out of 1,300 trials) collected from the 20 participants in our study.

This leaves 22,092 keystrokes (from 1,271 trials) for the evaluation.

Other Practical Scenarios. We also conducted an experiment to demonstrate the practicality of
our attack in scenarios where (1) there are multiple users in a virtual room, and (2) the attacker does

not see the victim users. We created the same experiment setup as the User Study Typing Trials
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experiment but with two modifications: (1) we placed another four different victim users in the room
instead of one; (2) the attacker faces a wall, thus they are unable to see any other users. We then
conducted a user study with the same procedure as the main experiment but with two participants
typing concurrently (the other two users in the room were dummy users). Since the attack worked
exactly the same in this setting, we ran this experiment only once. In total, we collected 2,431 clicks

from the participants.

Other Multi-user VR Applications. To show that our attack generalizes beyond Rec Room,
we tested it on three additional popular applications from diverse genres: Galaxity [gal24], Sing
Together: VR Karaoke [sin24], and oVRshot [ovr24]. Specifically, we conducted an end-to-end
attack on each of these applications following the same attack procedure (Section 3.3) and setup of
the experiment on Rec Room (the User Study Typing Trials experiment). Among these applications,
we targeted keystrokes on the full keyboards of two (Galaxity and Sing Together: VR Karaoke),
whereas in oVRshot, attention was directed to the numeric keyboard, given that it is the only type
available. During the typing experiment, which was conducted with three participants for each
application, we collected a total of 3,423 clicks for Galaxity, 3,473 clicks for Sing Together: VR
Karaoke, and 760 clicks for oVRshot (numbers trials only). Note that for passwords and sentences
trials, we selected random words that can have slightly different lengths, which leads to a slight

variance in total keystrokes for different applications.

3.5 Evaluation

In this section, we evaluate our attack and analyze various factors that may affect the attack accuracy.
We have analyzed whether the attack accuracy is affected by packet drop rates, key position on the

keyboard, and typing speed.

To evaluate the attack accuracy, we use top-k accuracy, which assesses how many of the
user-typed keys are correctly predicted within our attack’s top-k predicted keys, sorted by distance
from the position of the cursor’s projection on the keyboard. In other words, the top-k accuracy
is calculated as (number of successfully inferred keys) / (number of total keys). If the click is not

identified by the keylogging attack, we automatically mark the prediction as wrong.
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Top 1 Top 3 Top 5

Numbers  96.78% 97.98% 98.23%

Passwords 97.42% 97.88% 98.17%

Sentences 98.16% 98.41% 98.52%

Total 97.62% 98.15% 98.34%

Table 3.1: Keylogging attack accuracy from 20 participants across three different typing tasks.

Table 3.1 presents the overall accuracy of our attack based on 22,092 keystrokes collected from
all 20 participants in the user study. The evaluation setup is consistent with the character-level

evaluation in prior research on VR keylogging attacks [LHY?22, GSW23, WSZ23b, SZA23].

Across all three types of prompts, our keylogging attack consistently exhibited a very high
accuracy, inferring 97.62% (21,567 out of 22,092 keystrokes) of all keystrokes correctly with top-1
prediction, 98.15% (21,683 out of 22,092 keystrokes) with top-3 prediction, and 98.34% (21,726
out of 22,092 keystrokes) with top-5 prediction. Against a 2.13% random guess baseline for one-key

inference, our attack’s effectiveness increases over 45 times.

Although our attack is nearly perfect in accuracy, there are a few incorrect predictions. This
can happen for one of the following two reasons: (1) Loss of motion data precision due to lossy
compression of the data: To ensure stable network performance, multi-user VR applications such
as Rec Room compress motion data items before transmitting them over the Internet. When this
data is decompressed by the adversary client, it will be slightly off compared to the ground truth
motion. This slight imprecision in motions and cursor positions might cause inaccurate predictions.
(2) Stale hand motion update: From our experiment, we observed that some hand motions are not
updated (propagated) immediately. This might happened because of the lag on the victim client
or the interpolation mechanism applied on the previous motion update. Consequently, when this

happens, the hand’s TRANsFORM associated with a click tends to be closer to the previous click
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rather than the intended target click and leads to incorrect keystroke predictions by our attack.

It should be noted that the loss of motion data precision due to the compressed data is not
significant. Additionally, the cases of stale hand motion occur with a low probability. This explains

why only 2.38% of the keystrokes in our experiment are predicted incorrectly.

These findings from our attack highlight the significant risk of privacy breaches due to
motions detected in the network packets, emphasizing the urgent need for protection against such

vulnerabilities.

3.5.1 Our Attack is Robust Under Traffic Loss

Since the attack is conducted remotely, it is crucial for us to study the packet loss during the transport
of motion data and how it affects the accuracy of our attack. According to a recent article by
Obkio [Lam?23], apps with a packet loss rate of more than 10% are considered unusable [Lam23].
To stress-test our attack, we conduct an analysis by dropping random packets at an even higher
rate of up to 20% from the participants’ network captures. The corresponding attack accuracy is
illustrated in Figure 3.7. From the result, we observe that the attack accuracy after 20% of random
packet drops rate still remains very high (94.97% top-1 accuracy), showing that our attack is robust

even under significant packet loss.

In total, we lost 2.65% of the keystroke recovery accuracy due to the following two reasons: (1)
Loss of brief keystroke data due to packet loss: In instances where the click duration is extremely
short, the motion data corresponding to this key might only be present in a few packets. If there
is packet loss, these packets might be dropped. As these packets are never received, they cannot
be used for key recovery; (2) Packets after a click motion are considered as the actual click: By
definition, a click occurs the moment the victim presses the key beyond the click threshold, as
mentioned in Section 3.1. However, a packet loss might occur at the moment of a click. As a
result, the initial packet representing the click might be missing. In this case, our attack identifies a
subsequent packet during the click period as the click packet (i.e., the attack thinks this later packet
is the first frame of a click). However, the subsequent packet might show a minor difference in the

hand’s TRansForM from the original click packet, resulting in a variation in the click motions and
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causing a wrong keystroke identification.

It should also be noted that we observed only an additional 0.42% of clicks undetected when a
20% packet loss is introduced. Also, the situation where selecting later packets results in a decrease
in attack accuracy only arises in specific cases. It happens only when the click motion changes
rapidly and the initial few packets are lost. This is why our attack accuracy is only slightly affected

by the significant packet drop rate.
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Figure 3.7: Our attack is robust against random packet drop, achieving a top-1 accuracy of 94.97%

even when 20% of the packets are dropped.

3.5.2 Keyboard Layout Affects Attack Accuracy

Given that VR users utilize their hands to control the cursor to select keys on the virtual keyboard,
we hypothesize that keys positioned farther away from the user may be more challenging to predict
accurately as these keys are relatively smaller in the user’s field of view. Our intuition is based on
the fact that the cursor, when pointing at a distant key, adopts a more tilted angle. Consequently,

this might increase the likelihood of an incorrect prediction by the attack as the inference to the
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relatively smaller keys is more sensitive to deviations introduced by the transmission process.
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Figure 3.8: The keys positioned further away from the user are relatively more difficult to infer

compared to the closer keys.

To test this hypothesis, we categorized the keys on the keyboard into four rows based on their
layout. Row 1 starts with keys ‘z,” ‘x,” and ‘c,” Row 2 starts with keys ‘a,” ‘s,” and ‘d,” Row 3 starts
with keys ‘q,” ‘w,” and ‘e,” and Row 4 starts with keys ‘1, ‘2, and ‘3. The accuracy rates for each
row are displayed in Figure 3.8. Although the attack accuracy remains high (with a top-1 accuracy
of >96%) across all rows, there is a noticeable trend: the accuracy diminishes as keys are positioned

further away from the user (for instance, top-1 accuracy drops from 98.6% in Row 1 to 96.12% in

Row 4).

3.5.3 Our Attack Remains Robust Under Varying Typing Speed

We also studied how the typing speed impacts the accuracy of our attack. Intuitively, predicting
faster clicks might be more challenging since the cursor moves more quickly. Even a slight lag could

significantly affect the position of the cursor’s projection on the keyboard. We present accuracy data
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grouped by click duration percentiles (e.g., the 0-20 percentile group comprises the fastest 20% of
clicks). Contrary to our initial expectations, we did not observe a significant effect of typing speed
on the attack accuracy. This finding could be attributed to the fact that even the fastest click (with a
duration between 0.255 and 0.721 seconds for the 0-20 percentile group) is captured in multiple
motion updates, given that motion updates occur frequently (15-20 updates per second, or 0.05 to

0.067 seconds between updates).
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Figure 3.9: Our attack is unaffected by typing speed, with similar accuracy across different click

duration percentiles.

3.5.4 Our Attack Can Be Stealthy Under Practical Scenarios

For the experiment setting in which (1) there are multiple users typing concurrently in the same
room and (2) the attacker is facing the wall, the attack has comparable performance to the User
Study Typing Trials experiment. Our attack correctly inferred 97.53% (2,371 out of 2,431) of all
keystrokes with top-1 prediction, 99.51% (2,419 out of 2,431) with top-3 prediction, and 99.59%

(2,421 out of 2,431) with top-5 prediction. This result shows that (1) our attack is not affected by
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the number of participants in the room, and (2) even when the attacker cannot see the victim, the
motion data is still received and can be used to recover the keystrokes. Thus, we conclude that our
attack is applicable in a multi-user environment, and the attack is stealthy since the attacker can hide

anywhere in the room while performing the attack.

3.5.5 Our Attack Generalizes Across Applications

Top 1 Top 3 Top 5

Galaxity 98.25% 99.71% 99.73%
Sing Together: VR Karaoke 98.27% 99.97% 99.97%

oVRshot 99.07% 99.61% 99.61%

Table 3.2: Keylogging attack accuracy from three participants typing in the selected three additional

applications.

By performing our proposed attack on Galaxity [gal24], Sing Together: VR Karaoke [sin24],
and oVRshot [ovr24], we have successfully recovered the motion data from the collected traffic and

infer the key participants typed.

The performance of our attack is as detailed in Table 3.2. The slightly varied attack accuracy
across applications may be attributed to differences in keyboard layouts and participant typing habits.
Nevertheless, all attack results demonstrated performance comparable to our main experiment on

Rec Room, underscoring the generalizability of our attack across different applications.

3.5.6 Per-Participant and Per-Hand Variation

We further break down the attack’s accuracy by participant and by hand to characterize how robust

the attack is to individual variation.
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Attack Accuracy Across Participants. Figure 3.10 shows individual differences in the attack’s
accuracy. While accuracy remains high across all participants (top-1 minimum 94.8%), there are
individual differences (top-1 median 98.13%, maximum 99.47%). Several factors may contribute,
including different typing habits and positioning since we did not constrain the participants’ typing
process. During the study, we observed that some participants leaned back and typed characters
from a long distance (some even typed with awkward poses, positioning their hands above their
shoulders), whereas others typed right in front of the keyboard. Therefore, it may be harder to
predict keystrokes from those who were far from the keyboard, similar to how farther keys were
harder to predict (see Section 3.5.2). Despite these differences, accuracy remains high across all

participants, so the attack is robust to individual variation.
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Figure 3.10: The accuracy of the attack varies slightly among different participants due to their

varying typing habits.

Difference Across Hands. Figure 3.11 shows the attack’s accuracy for both hands, which do not
differ noticeably (top-1 accuracy: left 98.1%, right 97.51%). This is expected, as our attack uses
hand motions to precisely calculate the keystroke, and the motions likely do not fundamentally
differ between the left and right hands (e.g., they are positioned roughly the same distance from the

keyboard).
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Figure 3.11: The attack accuracy is not affected by the hand the victim uses to type.

3.6 Keylogging is Possible Even with Partial Reverse Engineered Packets

In the previous sections, we demonstrated the effectiveness of performing a keylogging attack by
fully reconstructing the typing process. However, the involved steps require some manual effort
and can be time-consuming. If an adversary aims to execute our remote keylogging attack rapidly,
with minimal manual reversing effort, the keylogging attack can still be performed with the help of
machine learning. This approach operates under an additional assumption compared to the threat
model introduced in Section 3.2. In particular, we allow the adversary to obtain some motion
data from a victim’s typing that is paired with the actual text being typed, serving as labeled
(ground truth) data. This assumption is commonly accepted and used in previous VR keylogging
work [SZA23, AGA21, ZSC23]. In the case of multi-user VR applications, adversaries can collect
the necessary data by chatting with the victim (via the application chat) and capturing any messages
with the corresponding motion data. Since the victim can perform multiple tasks without closing
the menus, and the keyboard position is fixed once they open the menu, this collection step allows

the adversary to use the labeled data to predict other keystrokes on the same keyboard location.
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Attack Setup. To show that our attack works with limited reversing, we use the example of Rec

Room to further demonstrate this attack. Figure 3.12 outlines the process.

[ Training Data Flow
| - [l Testing Data Flow
- \

Labels Trammg Data
ﬂ {q' -
Q - = -
-
Game Data Test Data User Typed
Server Preprocessing  (Attack Targets) Classifier Secr:’fs

Figure 3.12: Machine Learning Attack Overview: The blue arrows illustrate the model training
process, while the red arrows describe how an adversary might utilize the trained model to infer user

keystrokes.

To build the training dataset for the machine learning model, we first collect raw packets and their
corresponding labels (the typed text) using the aforementioned phishing approach. To preprocess
the raw packets, we follow the steps from Section 3.3 that do not require significant manual effort

and can be consistently applied across applications:
(1) Filter for the packets that contain motion data, as explained in Section 3.3.1.

(2) Use the protocol parser for Photon, as referenced in Section 3.3.2, to parse the packets, given
that Rec Room employs the Photon library for motion updates. This step parses the packets into
different fields of readable formats (e.g., integers, floats), except for the custom object fields, which
are left as raw bytes. This step is easy because the Photon protocol parser is a readily available tool

that can be applied to all applications that use the Photon libraries.

(3) Run the Precise Input Control experiment (see Section 3.3.5.1) to identify the fields that
correspond to the click data (which are stored in floats), and the custom object fields that contain the
motion data. This step is easy because the experiment can be run automatically, and we only need to

manually observe the associations between the input data and the fields.

(4) Determine the timing of clicks by performing click detection, which is done in the same

way as in Section 3.3.4. We can use this information to find the packets that correspond to clicks
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and select the custom object field that contains the hand motion in these click packets (e.g., select
the custom object field that contains the right-hand motion if the participant uses the right hand to

click). Recall that click identification is straightforward via standard Unity APIs (see Section 3.1).

Compared to the attack described in Section 3.3, the resulting data will no longer have the
following information: (1) The parsed motion data in a readable format. This requires reversing the
parsing of custom objects, and this process needs to be redone for each application, as mentioned in
Section 3.3.2; (2) The TransrForM of the cursor and key. This is because we do not have motion
data in a “meaningful” format, so we cannot perform calculations on top of it (e.g., measure cursor

and keyboard offsets).

After these data preprocessing steps, for each click, the resulting data provides only a custom
object field in raw byte format that contains the motion data associated with typing. The resulting
data is paired with the corresponding labels to create a dataset to train a machine learning classifier.
Subsequently, we gather more traffic as the victim types. These attack targets (traffic with keystrokes)
can be processed in the same manner as the training data and fed into the trained machine learning

classifiers to infer corresponding keystrokes.

Attack Evaluation and Results. For evaluation purposes, we utilize the traffic traces collected
from the user study and divide them into an 8:1:1 ratio for training, testing, and validation. Then,
we follow the attack steps above to carry out the attack and evaluate the attack result using the top-k

accuracy of the testing data.

To identify the best machine learning model for the task, we compare the attack results from
various models, including SVM [CV95], GBM [KMF17], MLP [Ros58], and CNN [LBB98], to the
Random Guess baseline. These models are trained with a learning rate of 10~ for 500 epochs, from

which we chose the checkpoint with the highest validation accuracy as the best attack model.

From the results in Table 3.3, we observe that all ML models extract the victim-typed keystrokes
significantly better than the random guess baseline. Additionally, we observe that the CNN model
performs the best, with a 68.07% top-1 accuracy, 85.96% top-3 accuracy, and 90.28% top-5
accuracy in predicting keystrokes. This result highlights that machine learning models like CNN

can effectively learn about mapping the bits in packets to corresponding motions and click positions,
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so the model can predict keystrokes with reasonable accuracy.

Our CNN model structure consists of three convolutional layers. Each layer has a one-dimensional
kernel size of three, with 32, 64, and 128 neurons in each layer. Subsequent to these convolutional
layers, the architecture includes two fully-connected layers and a softmax layer. The output space
of this CNN model corresponds to the number of classes, equivalent to the distinct keys on the

keyboard (47 in total).

The success of CNN might be attributed to its ability to learn from small datasets with
generalizability [AZH21]. Also, the CNN model might be able to learn from the features with
significant effects on the key presses (e.g., those bits directly related to the TRaANsFOrRM of the typing
hand) [AZH21], which can be effective in capturing relevant parts from the partially reversed data

items that contain non-parsed custom fields used in this task.

Top 1 Top 3 Top 5

Random Guess 2.13%  6.38%  10.64%
SVM 44.87% 64.47% T1.57%
LightGBM 46.49% 66.24% T71.61%
MLP 61.99% 79.81% 85.34%

CNN 68.07% 85.96% 90.28%

Table 3.3: Comparison of machine learning models on inferring the keystrokes with partially

reversed data in raw bytes.

The accuracy is still lower compared to the full extraction keylogging attack we proposed earlier,
which uses high-fidelity typing-related motion data. This is due to two reasons: (1) From the prior
experiment, we find that a slight deviation in the motion data received by the adversary can cause
an incorrect prediction since the motion data of typing nearby keys is similar due to the relatively

small space of keys. As the model is trained on partially reversed data, the data might have less
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learning signal to predict the key and might introduce errors. (2) As the model is trained on data
items collected through chatting with a victim, the quantity of the data is also limited. This can
potentially lead to the overfitting of the model and cause a deviation when inferring the motion data
that the model has never seen, leading to a decrease in prediction accuracy. However, even with the

drop in accuracy, the attack can still very effectively infer the victim’s keystroke.

We further analyze the attack on partially reverse-engineered packets along three axes: training-

data size, hand, and typing task.

More Training Data Allows Higher Attack Accuracy. From the results in Table 3.4, training
the machine-learning classifier with more data lets it predict keystrokes with higher accuracy. This
implies that if an adversary can collect more labeled typing motion from the victim, the attack

results improve further.

Train Data Top 1 Top 3 Top 5

20 Percent  30.16% 50.47% 63.01%

40 Percent 45.30% 67.81% 76.38%

60 Percent 57.14% 79.29% 86.54%

80 Percent 68.07% 85.96% 90.28%

Table 3.4: More training data enables the model to better learn how to decode the data.

Secrets Typed with the Right Hand are More Vulnerable. Table 3.5 shows that the data typed
with the right hand is slightly more vulnerable to our attack. We attribute this to the fact that most
users predominantly use their right hand for typing: more than 70 percent of the clicks in our dataset
originate from the right hand. As a result, the model is trained on a larger volume of right-hand

data, improving generalization on right-hand test samples.
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Top 1 Top 3 Top 5

Left(Total)  66.73% 83.34% 88.91%

Right(Total) 72.31% 86.44% 90.70%

Table 3.5: Secrets typed with the right hand are slightly more vulnerable to our machine-learning

models.

Performance of the Attack on Different Tasks. From the results in Table 3.6, a user’s typing of
just numbers can be inferred with a top-1 accuracy of 83.63%. Sentences can be inferred with an

accuracy of 70.59%, while password typing yields a lower attack accuracy of 58.67%.

We attribute this ordering to class structure. Numbers are more vulnerable because they belong
to fewer classes (only 10), so each number appears more frequently in the training set than the
alphabetic characters. Sentences are slightly more vulnerable than the main result because the
distribution of characters within a sentence is unevenly weighted; some characters appear more often
than others, making them easier to attack. Password typing can include any key on the keyboard,

and the rarely-seen keys make passwords harder to attack.

Top 1 Top 3 Top 5

Numbers  83.63% 97.91% 100%

Passwords 58.67% 77.23% 86.61%

Sentences 70.59% 84.03% 92.44%

Table 3.6: Attack accuracy for different typing tasks with partially reconstructed data.
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3.7 Discussion

User Awareness and Concerns. From the results of the post-study survey, none of the participants
had ever imagined that their input in multi-user VR applications could be stolen by adversaries.
However, after disclosure, 12 out of 20 participants expressed concerns regarding this type of attack
(Score > 4). These findings suggest that VR users do recognize the potential harm from such attacks.
The user study results highlight the importance of educating VR users about potential security and
privacy threats, such as our keylogging attacks in multi-user VR applications. This education can

serve as a warning, encouraging users to exercise caution and prevent privacy leakage.

Privacy policies of VR applications play a crucial role in educating users about their data privacy.
However, to the best of our knowledge, major VR applications often fail to clearly explain sensitive
data like motion data in their privacy policy. Furthermore, Trimananda et al.[TLC22] find that
approximately 70 percent of PII data sent in traffic of VR applications are not properly disclosed.

This highlights the need for better disclosure and compliance efforts from VR developers.

Impacts of Our Attack. We have reported our attack findings to all of the applications we evaluated,
as well as SteamVR and Unity. Rec Room, Sing Together: VR Karaoke and SteamVR responded,

acknowledging the vulnerability. Furthermore, Rec Room classified it as P3 severity (Medium:

Vulnerabilities that affect multiple users and require little or no user interaction to trigger). This

underscores the fact that our attack is feasible and poses a privacy risk to numerous users. At the

time of writing, we still have ongoing discussions with SteamVR and Unity.

It should also be noted that our reverse engineering approach is not limited to recovering
typing-related motion; it can also recover other types of sensor data shared over the internet, such as
voice data. Our tool can serve as a baseline for future studies aiming to further reveal the potential

threats posed by the misuse of sensor data in VR.

Moreover, our attack poses a threat not only to users in applications which we have performed our
attack. For multi-user VR applications, the function of correctly synchronizing avatar movements
and displaying them to other users is foundational, serving as the cornerstone of real-time interaction
within the application. To accurately render user avatars and their movements, it’s important to note

that even if motion data is encrypted when sent over the network, it will eventually be decrypted on
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every client. Therefore, attackers can recover motion data (of other users) received by their own
client, which allows them to fully track how a victim’s avatar moves when selecting a key. Since our
attack targets and exploits the transmission of motion data, which is fundamental to the design of
multi-user VR applications, the threat posed by the attack is not limited to the applications we have
evaluated. In addition to them, we have analyzed the functionality of 30 multi-user VR applications
from various platforms, including Oculus and Steam. Of the applications we studied, 18 offer virtual
keyboard typing functionality and transmit motion data online, making their users potential victims
of our attack. Additionally, the wide support of overlay system messaging apps like Steam Chat
or Messenger on VR devices makes all multi-user VR applications potentially susceptible to our

attacks, since the applications may transmit motion data when these overlays are activated.

Our Attack is Applicable Regardless of Physical Setup. It is important to note that the transmitted
motion data represents the movements of in-game objects (e.g., avatar hands), rather than the
physical movements of devices (e.g., controllers). As such, the motion data remains consistent
irrespective of the attacker’s or victim’s physical setup (e.g., VR device, WiFi router), with the setup
only affecting the data’s quality (e.g., refresh rate). In Section 3.5.1, we have shown that our attack

is robust against degraded motion data quality.

Defenses. To the best of our knowledge, no current defense mechanism directly addresses our attack,

and common data protection defenses struggle to mitigate our attack for the following reasons:

(1) Encrypting network traffic is not enough: as discussed by Trimananda et al.[TLC22], if an
adversary controls the client application, they can intercept packets during the key exchange, thereby
obtaining the encryption key. This enables the adversary to decrypt subsequent traffic to their client
and access motion data, facilitating the described attack. Interestingly, among the applications we
examined, only VRChat encrypts the user’s motion data within the packets. This highlights a general
oversight by multi-user VR applications with respect to the potential privacy breaches related to

motion data.

(2) Differential privacy comes with utility trade-offs: by introducing noise to all motions,
differential privacy can decrease attack accuracy and mitigate potential motion-related privacy

breaches. However, as highlighted by Nair et al.[NGS22], incorporating differential privacy to
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protect the motion data can lead to utility drops. That is, it can lead to altered and inaccurate avatar

movements, and can potentially reduce the quality of the immersive experience in VR applications.

We propose a defense to mitigate this attack: full blockage of motion updates during typing
activities. That is, a user’s motion data should not be sent to remote clients when the user is typing,
and perhaps an idle or random animation can be sent instead. While this solution may sound trivial,

it requires efforts from developers, game engines, and VR systems alike.

For typing activities using an application’s built-in typing functionalities, the burden of defense
is now put on every developer to identify scenarios in which typing happens and fix them, which
can be error-prone. Therefore, it may also be necessary for game engines to provide a standard API

and defense mechanism for the typing functionality.

However, as previously mentioned, just protecting motion data for an application’s built-in typing
functionalities is insufficient because of the wide support of system overlays like Steam Overlay [ste23].
As the application is still active, motion data is still updated when the overlay is launched, and typing
activities inside the overlay are also vulnerable to our attack. In this case, the application cannot
know whether the users are typing and when to block motion updates. Consequently, a standardized
system-level API for typing detection also needs to enable communication between the system and

applications.

Adoption of Defense. As of August 2024, SteamVR and Rec Room have created patches to defend
against our proposed attack, following our suggestions of the aforementioned defense. Specifically, in
SteamVR Beta 2.7.1 [ste24b], SteamVR restricts VR applications from accessing hand motion data
when the Steam keyboard is opened in Steam Overlay, so that the applications cannot inadvertently
synchronize the typing motion data with remote users. Similarly, in Rec Room’s “My Little Template”

Edition update [rec24], Rec Room stops synchronizing a user’s hand motion data with remote users

when the user is typing in a sensitive field (e.g., password).

Limitation and Future Work. At this stage, our method predominantly targets a common input
approach: using controllers to select inputs from virtual keyboards, which highlights vulnerabilities
in motion data transmission. While alternative input methods exist, such as using one’s hand to tap

keys on a virtual keyboard, these mechanisms still rely on motion data for input. Therefore, the
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foundational concept of our attack remains valid. Thus, our technique should also be effective in

extracting typed secrets from these variations.

Also, our work primarily showcases that keylogging attacks can be performed with motion data
extracted from network traffic. However, the use of motion data is not limited to updating remote
avatars; it also plays a role in various stages of a VR system, such as rendering, haptic feedback, and
video recording. We will leave this as future work to further explore other remote channels available

for keylogging attacks.

As highlighted by Nair et al. [NRO23], motion data can lead to other forms of privacy breaches,
such as user identification, anthropometric measurements (e.g., height and wingspan), and even
demographic details (e.g., age and gender). It would be valuable to conduct a separate study in the
future, exploring how to remotely exploit these vulnerabilities to deduce such information from VR
players. Moreover, we primarily focused on utilizing motion data transmission as a side channel to

perform a keylogging attack.

Ethics Statement. This project demonstrates a practical keylogging attack that utilizes an inherent
issue of VR multiplayer applications. We have followed a responsible disclosure process to notify
affected parties and to mitigate potential harm. Also, we believe that our work serves as an important
warning to developers and we hope that it will inspire the design of better defenses and secure future

applications.

3.8 Chapter Summary

This chapter demonstrated that the kinematic data broadcast by multi-user VR applications for avatar
synchronization constitutes a practical and exploitable side channel. Without requiring local malware
or physical proximity, an adversary sharing a virtual space with a victim can recover typed keystrokes
with top-1 accuracy of 97.62% on Rec Room, and comparable accuracy across three additional
VR platforms. The attack is robust to real-world conditions including crowded environments
and non-line-of-sight scenarios. Following responsible disclosure, Rec Room and SteamVR both

acknowledged the vulnerability, awarded a bug bounty, and deployed countermeasures.
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This result establishes a foundational observation for the rest of this dissertation: the core data
streams of immersive interaction are not just sensitive in the abstract—they are concretely exploitable
by a remote adversary. Yet despite the systemic nature of this threat (every multi-user VR application
uses kinematic synchronization), such vulnerabilities are routinely missed during development.

Chapter 4 investigates why, turning from the what of VR vulnerabilities to the why—examining the

cognitive biases and ecosystem-level gaps that allow these threats to persist across platforms and

developers.
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CHAPTER 4

Diagnosing Causes: A Developer-centered Study of XR S&P

Chapter 3 demonstrated that a fundamental property of multi-user VR—kinematic synchronization—
can be exploited as a side channel to recover sensitive user input. This vulnerability is not an
implementation bug in a single application; it is rooted in how VR interaction data is collected and

transmitted by design. And yet, across the industry, such threats are systematically missed.

This pattern—where conceptually similar vulnerabilities appear repeatedly across different
platforms—points to something deeper than individual developer oversights. The XR ecosystem
has seen a growing catalog of side-channel threats, biometric leakage exploits, and interaction-layer
privacy failures [AGA21, NGS22, ZSC23, LHY22], and ecosystem-scale measurement studies
further document widespread privacy gaps across VR app stores [YLC25]. If each were simply
a coding error, we would not expect such consistent recurrence. The more likely explanation is
that systemic root causes—within how developers understand threats, how game engines expose
(or conceal) data-handling logic, and how the broader XR community communicates security

norms—are driving a cycle of insecurity that reactive patching cannot break.

The interaction designs and data collection channels in XR are primarily determined at the
application level. Therefore, developers act as the primary architects of the spatial interaction
ecosystem; their design choices directly shape the S&P posture of these applications [AFM16].
While current XR research primarily focuses on user-centric S&P concerns [KWC24, SAY25],
there remains a critical lack of in-depth empirical investigation into the developers’ actual practices,
challenges, and cognitive blind spots. Existing studies often rely on developers’ general subjective
perceptions [ABB18], failing to uncover unknown unknowns—situations where developers cannot

systematically identify or mitigate XR-specific threats introduced by immersive designs.

To bridge this gap, this chapter systematically investigates the human and ecological factors
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(a) FalseGreen Attack (b) DoubleGreen Attack

(c) DoubleRed Attack (d) FalseRed Attack

(a) VR Keylogging Attack [SCB24] (b) AR Perception Attack [CTK23]

Figure 4.1: Curated XR attack examples shown to the 23 professional XR developers during the

interview study.

underlying XR S&P vulnerabilities. We conducted a comprehensive, developer-centered study
involving 90-minute in-depth interviews with 23 professional XR developers. Specifically, we
explore two core research questions to explain the widespread inadequacy of S&P measures in

current applications:
RQ1: What are developers’ perceptions of emerging S&P threats in XR?

RQ2: What are the developers’ perceptions of current mitigation practices and the support from the

XR community?

To investigate perspectives on threats unique to spatial computing, we curated and presented
developers with a diverse set of attack scenarios sourced from recent literature (e.g., the attacks
illustrated in Figure 4.1). Using a bottom-up, open-coding qualitative analysis, we examined

developers’ backgrounds, operational workflows, and threat models.

Our findings reveal that while developers recognize the importance of XR S&P, their efforts are
severely hindered by fundamental ecosystem-level flaws: (1) systemic practice gaps, (2) profound
cognitive and awareness biases, and (3) critical infrastructural deficits stemming from dominant
game engines and the broader development community. For instance, we observed that many
community solutions either reduce application utility (e.g., blocking raw camera feeds), rely on
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outdated documentation (e.g., Meta’s API docs), or require external S&P experts, making them

highly impractical for average XR developers, especially those operating with limited budgets.

Ultimately, diagnosing these developer-centric challenges is an indispensable prerequisite for
resolving interactive vulnerabilities within the spatial ecosystem. By synthesizing these socio-
technical causes into two core problems—awareness gaps and diffusion of responsibility—we
provide actionable solutions and outline structural directions to promote robust XR S&P. This

analysis lays the essential groundwork for the architectural reconstruction proposed in Chapter 5.

To the best of our knowledge, we are the first to conduct a developer-centered study exploring
developers’ perceptions (e.g., awareness, misconceptions, attitudes, and capabilities) regarding

diverse emerging threats in XR. The core contributions of this chapter are summarized as follows:

e Empirical Investigation of XR Developers: We conducted 90-minute in-depth interviews with
23 professional XR developers to identify contexts in which S&P threats are considered important
or amplified during XR development (e.g., the amplification of sensitive data through immersive

designs, the collection of rich sensor data, and unmoderated XR social experiences).

o Identification of Ecosystem-Level Flaws: We systematically uncovered the cognitive and
infrastructural factors that make it difficult for XR developers to recognize potential S&P threats,
highlighting the tension between S&P and the user-experience-driven nature of immersive

environments.

e Actionable S&P Roadmaps: We identified critical gaps in developers’ knowledge regarding
existing mitigations and proposed stakeholder-aware improvement directions from both developers’
and the broader community’s perspectives. These findings highlight the urgent need for enhanced

support in XR S&P strategies, technologies, and communication.
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4.1 Methods

4.1.1 Recruitment

We recruited 23 professional XR developers with experience in developing and distributing XR
applications. Participants were recruited by searching on LinkedIn using the keywords of XR/VR/AR
developers. We assessed their qualifications by reviewing their LinkedIn profiles and personal CVs,
and directly contacted those who met our criteria. Participants were required to have published at
least one complete XR-specific project on a public distribution platform (e.g., Meta Quest) and
to be currently employed as XR developers. Additionally, we confirmed their XR experience by
asking about their past projects through an invitation email or message. Once their experience were
verified, we proceeded by inviting them for a Zoom interview. Of the 412 qualified developers we
contacted (from June 2024 to June 2025), 34 participants signed up, and 23 ultimately participated
in the study. The decision to finalize the number at 23 was based on reaching saturation of themes,
where no new themes emerged from additional interviews. All 23 participants completed the main

study (approximately 90 minutes) and were compensated $70 USD.

Participant Demographics. Among our participants, eight identified as female, fourteen as
male, and one preferred not to disclose their gender. The group was relatively young, with eight
participants aged 18-25, eleven aged 25-35, three aged 35-45, and one aged 45-55. Despite randomly
inviting all qualified participants we found online, most were young males, reflecting the gender
and age makeup of the XR developer community, as observed in similar studies [KMR19, ABB18].
Table 4.1 shows the information on our diverse participant pool. Specifically, our participants
have experience developing 15 types of XR applications across different domains. Moreover, our
participants have published applications on 12 different platforms. Among all of our participants,
only two participants have less than 1 year of experience, six have 1-2 years of experience, eight
have 2-5 years of experience, six have 5-10 years of experience, and one has more than 10 years of
experience. Notably, two participants have contributed to XR applications with over one million

downloads.
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Table 4.1: Participant Overview — Years of experience in XR development, number of XR
applications developed, the categories and styles of developed applications, and the platforms where

these applications were published and accessed.

ID XR Development YOE # of Apps App Categories App Style Publish Channel

P1 0-1 Years 1 Single player Education Meta

P2 2-5 Years 2 Single player Design, Action, Puzzle, Fitness Meta

P3 1-2 Years 4 Single & Multi-player Design, Education itch.io

P4 2-5 Years 12 Single & Multi-player Social, Action, Role-playing Apple, Meta

P5 1-2 Years 4 Single & Multi-player Design, Action, Role-playing, Puzzle Steam, itch.io

P6 1-2 Years 3 Single player Retail, Sport Snap

P7 5-10 Years 2 Single & Multi-player Social, Music Steam, Meta

P8 5-10 Years 5 Single & Multi-player Social, Event WebXR

P9 5-10 Years 7 Single & Multi-player Education, Healthcare, Action, Sport Meta, Steam, Pico, WebXR
P10 >10 Years 15 Single & Multi-player Social, Education, Retail, Design, Action, Sport Meta, Apple

P11 2-5 Years 4 Single & Multi-player Design, Action, Puzzle Spark AR

P12 2-5 Years 5 Single player Design, Action, Puzzle Meta, Apple, Google Play
P13 5-10 Years >40 Single & Multi-player Social, Education, Healthcare, Retail Meta, Directly to business
P14 1-2 Years 3 Single & Multi-player Social, Design, Action Meta

P15 2-5 Years 8 Single & Multi-player Education, Healthcare, Retail, Action Steam, itch.io

P16 2-5 Years 2 Single player Education, Healthcare, Relax Meta, Steam, Pico, itch.io
P17 0-1 Years 8 Single &Multi-player Social, Museum, Other itch.io

P18 5-10 Years 29 Single & Multi-player Social, Education, Healthcare, Design, Puzzle Steam, Apple, WebXR
P19 5-10 Years 2 Single player Education, Design, Social Meta, Apple

P20 1-2 Years 3 Single player Retail, Design Meta, Apple

P21 2-5 Years 6 Single player Education, Social AR Filter, Other Snap, YouTube, Instagram, Meta
P22 1-2 Years 3 Single & Multi-player Education, Social WebXR

P23 2-5 Years 20 Single player Education, Design, Action Meta

4.1.2 Study Design

After recruitment, the study included a pre-study survey and an interview phase. The pre-study

survey collected participants’ demographic information, development experience, and application
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publishing channels. The survey was completed within three days prior to each scheduled interview.

During the main study session, we conducted semi-structured interviews with each participant to
gather information on their development practices, perceptions of the threats we demonstrated, and
opinions on the XR industry’s security and privacy (S&P). We assured participants of anonymity
and emphasized that our study aimed to address issues affecting the entire developer community,

not to test individuals.

This study was approved by the Institutional Review Board. At the beginning of each study
session, the interviewer briefed the participants on the study goals and procedures and then asked

them to sign a consent form. The semi-structured interview contains the following four modules:

Background Questions. The interviewer asked participants about their XR development background,
including training, involvement in S&P design, experiences with S&P issues, and perspectives on
community practices. To elicit unique insights, the interviewer tailored prompts using participants’
pre-study survey responses (e.g., application details). Both prepared and impromptu follow-up

questions were used to explore topics such as their role in S&P-related decisions.

Threats in XR. The second part of the interview aimed to understand participants’ perceptions
of S&P-related threats in XR, including sensitive data, which we extended based on [GNS23]

(Table 4.3), data leakage channels (Table 4.2), and potential attacks.

Table 4.2: Data leakage channels in XR collected from the literature and prior discussions [SCB24,
ZSC23, Gia24].

No. Leakage Channel Example

1 App designed functions =~ Motion data for rendering avatar

2 Hardware side-channels  Rendering side-channels

3 Third-party services Analysis APIs

4 Insecure operations Unsafe storage, unencrypted data

As detailed in Table 4.4, we reviewed notable and representative attacks documented in existing
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XR S&P literature from top venues, classifying them as XR-related (e.g., perception manipulation)
or XR-amplified (e.g., social attacks). Building on the definitions proposed in [DAR23] and [Gia24],
we organized these threats into categories for clarity and demonstration convenience. Initially,
we categorized them based on primary attack purposes outlined in [DAR23], then refined the
categorization by incorporating variations in attack surfaces related to XR design choices and use

cases.

We then presented these threats (e.g., perception, social attacks in XR) to participants in two
different orders (i.e., ascending and descending) to gather their feedback. Due to time constraints,
the demonstration included all threat categories but did not exhaustively cover every XR S&P
threat identified in the literature. However, as our aim was to explore developers’ perceptions, we
believe the selected examples were sufficient and broadly representative for XR threats. After the
demonstration, the interviewer asked participants to reflect on the threats regarding their practicality
and importance. The interviewer followed up with questions to assess their comprehension of the
content and ask for potential mitigation.

9

Mitigation and Best Practices. The third part of the interview focused on understanding participants
awareness of existing mitigation strategies in XR and their perspectives on the responsibilities of
various stakeholders (e.g., policymakers, users, platform providers) in the XR community. We
compiled tools and practices from existing literature into a slide deck as provided in Table 4.5, asked
developers about their awareness of these mitigations, and presented explanations and examples.
We then asked participants to use the tools to address the threats mentioned previously and assess

their understanding.

4.1.3 Qualitative Analysis

In alignment with our two research questions, we conducted a qualitative analysis of interview
transcripts and screen recordings using a bottom-up open coding approach facilitated by MAXQDA.
Following the best practices by Saldana [Sal21], our analysis involved two rounds of coding to

ensure a thorough examination and identification of key themes.

Three researchers independently analyzed four interviews in the first round of coding to develop
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Table 4.3: Sensitive data categories in XR summarized from the literature [GNS23, PS23].

No. Data Type Sensitive Information Examples

1 Motion-related data (e.g., motion tracking/gesture) [NRO23, Identity, age, gender, physical state, biometric information, etc.

NGM23, WSZ23b]

2 Voice data (e.g., microphone data) [LNF24, FMN23, CML25]  Speech content, gender, biometric, etc.

3 Camera data (e.g., surrounding environment) [GNS23, CBA24] Environment, personal information, identity, other person identity,

etc.

4 Device related data (e.g., network/HMD) [AGA21, GNS23, Wealth, network, IP address, etc.
TLC22]

5 Spatial data (e.g., location/play area) [GNS23] Wealth, identity, address, etc.

6  Health related data (e.g., heart rate) [PS23, ZYM23, YMW25] Cognition, emotion, health, etc.

7  Biometric (e.g., eye tracking/gait) [ND24, JDT23, WZS24] Attention, identity, authentication related information, etc.
8  Observation (e.g., avatar/behavior) [SCB24, YSH23] Age, gender, preference, health, emotion, etc.
9  Feedback (e.g., haptics) [GTM22, PS23] Virtual behavior, users state, etc.

an initial codebook through repeated transcript readings and iterative discussions. Daily meetings
were held to confirm, refine, and merge codes, resulting in a preliminary codebook comprising 124
codes. Building on this foundation, the researchers engaged in axial coding analysis. This phase
involved merging similar codes and organizing them into overarching themes, providing a structured

framework to address the research questions.

Following the initial coding process, the task of coding the remaining data was undertaken
by three researchers using the agreed-upon codebook. Each data sample was then coded by a
primary coder and verified by another researcher. Any new codes emerging from this coding process
were discussed among all three researchers and incorporated into the codebook upon reaching
consensus. Following the recommendations of McDonald et al. [MSF19], inter-rater reliability was
not calculated for the coding process as the primary objective was to identify emergent themes
rather than to seek coder agreement. This approach allowed the researchers to remain open to novel

insights and patterns within the data.
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Table 4.4: XR security and privacy attacks summarized from the literature.

No. Attack Category Attack Targets Explanation

1 Shoulder Surfing Attacks Spy XR user [GSW23], Spy on bystanders [DDK14], Recording without other people’s consent

etc.

2 Software Side-channel Attacks Infer keystroke [SCB24, YSH23], re-identify Exploiting functionality data as side-channel
user [NGM23], etc.

3 Input Attacks Compromise input integrity [LKR16, Das24, Gia24, Manipulating inputs to trigger dangerous oper-
SW20], DoS [CAL23, El 24], etc. ation

4 Social Attacks Harass another user [BEEI19a, FZM?22, SFL23, Utilizing virtual social experience as attack
ZXW23], social engineering [JF20], etc. channels

5  Content Attacks Overlay malicious content [CBL24, SZS24], imperson- Introducing malicious virtual content in XR

ate others [TAM23], etc.

6  Perception Attacks Manipulate perception [CBY 19, CTK23, TBM22], ma- Manipulating perception and memory
nipulate memory [BTM23] etc.

7  Physiology Attacks Introduce disorientation [CBY19], introduce content Introducing motion sickness and discomfort

dizziness [FHF18], etc.

The final codebook consists of 81 codes grouped into 18 themes.

Labeling Criteria. During our study, we analyzed the ratings of user responses to understand the
relationship between developers’ awareness and their threat perceptions. The primary labeling was
performed by an author with expertise in XR S&P. To mitigate potential bias and ensure consistency,
each response was independently coded by a second researcher, selected from a pool of three
co-authors on the paper. The second coder then discussed the labeling decisions with the XR expert
to reach an agreement. This approach reduced the risk of prejudice toward individual participants
and improved the reliability of the labeling process. The interrater reliability scores are as follows:
(1) awareness of attacks, we obtained a Cohen’s Kappa of 0.812; (2) for awareness of mitigation,
the Cohen’s Kappa is 0.920; (3) and for mitigation quality, the quadratic weighted Kappa is 0.827.

These scores indicate a high level of consistency among coders [McH12].

e Awareness of attacks: We classified participants as “Aware” of an attack if they mentioned it
without our prompt, stated that they had considered such an attack before, or provided additional
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Table 4.5: Mitigation tools and best practices for XR security and privacy.

No. Approach Examples Applicable to
1 User notification & education Privacy  policy [GDL24, Content attacks, perception at-
TLC22], in-app notifica- tacks, data leakage, etc.
tion [ZSK18], etc.
2 Static analysis Ghidra [NSA24, GDL24], Software side-channels, content

Roslyn [Mik24], etc.

attacks, data leakage, etc.

3 Runtime analysis

Moderation [SCT23], packet
analysis [LTS23, TLC22], etc.

Social attacks, physiology at-

tacks, data leakage, etc.

4 OS and game engine enforcement

Arya [LRK18], OS-level data

control [Met24a], etc.

Content attacks, input attacks,

perception attacks, etc.

5  Legislation and policymaking

Laws [Call8, Eurl6], best prac-
tices in XR [XRS23, Met24b],

Shoulder-surfing attacks, social

attacks, content attacks, etc.

6  Input and output processing

etc.
Input or output check-
ing [RK21, LKRI16], dif-

ferential privacy [NRO23], etc.

Software side-channel attacks,

shoulder-surfing attacks, etc.

examples of similar attacks.

e Awareness of mitigations: Participants were marked “Unaware” of a defense mechanism if they

mentioned being unaware of it or misused it for solving demonstrated attacks.

e Quality of developer-proposed mitigation: The researcher rated the mitigation strategies proposed
by developers on a scale of three, where one indicates strategies that do not make much sense, two

indicates strategies that make some sense but are missing important details, and three indicates

strategies that are well-thought-out or align with realistic solutions adopted in the industry.

Threat Model. Our threat model focuses on (1) external adversaries (e.g., network/system intruders,

malicious XR users, bystanders, or third-party API providers capable of generating harmful content)

68



and (2) careless developers who may inadvertently introduce attack vectors or harmful content to
XR applications. We do not consider malicious developers as we assume study participants do not

have malicious intent.

During the presentation of each attack, we further discuss the specific attack channels and
attacker capabilities. For example: (1) Many XR platforms and applications (e.g., VRChat) allow
user-generated content (e.g., custom rooms or game objects), which—if not properly validated—can
enable content, perception, or physiology attacks. (2) Malicious third-party API providers can
introduce input, content, or software side-channel attacks when their services are integrated without
proper vetting. (3) External adversaries may exploit hardware vulnerabilities to manipulate sensor
inputs or engage in malicious activities within social XR applications, leading to shoulder-surfing,

input-based, or social attacks.

4.2 Developers’ Perceptions on Privacy in XR

XR technologies typically involve a wide range of user data, which introduces novel privacy threats.
This section explores developers’ perceptions of these threats, particularly those arising from the
unique characteristics of XR user data. In our pre-study survey, developers rated privacy in XR
as highly critical, with a median Likert score of 6/7; only three developers rated it 4 (moderately
critical) or lower. With this in mind, we further investigate our research question on developers’
perceptions of privacy in XR from three perspectives, following the demonstration described in

Section 4.1.2:
e Developers’ awareness of sensitive data in XR

e Developers’ perceptions of sensitive data in XR on:

— What makes data overall more sensitive?

— What makes certain data perceived as less sensitive?
e Developers’ perceptions of leakage channels in XR on:

— What makes leakage channels overall more realistic?
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— What makes leakage channels perceived as less realistic?

Additionally, we also analyze potential developer misconceptions at the end of this section.
Understanding these perceptions is essential, as their awareness, misunderstanding, and capability
directly influence their practices, application designs, and protection mechanisms in XR [AFM16,

HDG24].

4.2.1 Developers have limited awareness of sensitive data in XR

When asked about the sensitive data types used or collected in their applications—prior to being
introduced to the definitions of sensitive data types and sensitive information in XR (Table 4.3)—
developers, on average, identified only 2.7 types of XR-sensitive data type (e.g., motion, biometric)
and 0.5 types of non-XR data type (e.g., email, password) as being collected in their applications.
This initial finding raises concerns about whether developers’ applications indeed collect only this

limited set of data types or if developers fail to recognize certain types of data as sensitive.

Developers come to realize that their applications collect more types of sensitive data than
they had previously thought.. After being presented with XR-sensitive data definition, developers

identified significantly more XR-sensitive data types, recognizing an average of 4.8 types collected

in their applications and acknowledging protection needs. P3 reflected: “It makes you realize that
some data that seems pretty harmless is actually a lot more potent,” highlighting potential risks

from developers’ lack of awareness.

4.2.2 What makes data overall more sensitive in XR

After being presented with various types of sensitive data (Table 4.3) and their implications,
developers were asked to rate the sensitivity of each data type. From their ratings, we found a

median Likert score of 5.0/7.0. We analyzed their reasoning and identified the key factors as follows.

Immersive interaction reduces the awareness of data leakage.. P4, P12 and P23 mentioned that

the immersive interaction design in XR makes voice data more prone to leakage and increases its

sensitivity: “When you talk to people in VR, it brings back the same feeling that you're talking
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to people in real life, so often people don’t have the expectation that they are being recorded.”
Additionally, P7 and P8 raised concerns about unintentional self-disclosure in XR applications due
to non-intuitive interaction design. Informed by their prior experiences in XR, P8 noted that this
could increase the sensitivity of voice and expressed an intention to incorporate clearer notification
mechanisms in his future applications as mitigation: “I did not realize that they could hear me.
There was no point at which I was told or made aware of, or had visual feedback on the fact that 1

had an open microphone.”

Advanced tracking sensors produce sensitive data with greater details.. P7, P8, P13-16, and P19-

22 highlighted that data collected in XR contain rich sensitive information, which allows adversaries

to infer user information. P13, a healthcare XR developer, emphasized that XR technology amplifies
the sensitivity of data leakage in healthcare applications: “Because this [XR] device involves a lot of
activity and emotion expressing capability. Using the controller like with the phone, you just use the
vibration or some haptic features to identify things, but XR can track my hand motion, and in future
it can comes with some sensor for your legs, or even if not, the sensors available in the excess can
still detect your leg movement and the energy and the pace you move.” Similarly, P13 highlighted
that XR camera data is more sensitive than data from other devices as it provides more detailed
information and is physically attached to the users’ direct view. Considering the sensitivity of the
camera data, P8 mentioned that they would only collect this data for valid reasons and properly

protect (e.g., via encryption) in development.

The value of XR data incentivizes extensive collection and surveillance.. P7, P13, P14, and

P19-21 further noted that the economic value of the sensitive information inferred from the data

types collected in XR can drive XR headsets, applications, and service providers to collect user
data (e.g., camera and spatial data.), significantly increasing the privacy sensitivity of these data.
P13 noted that scanning a room for guardian system with an XR headset can leak data to the
platform: “Where is my room? Where is my couch? Where is my table? Where is my TV? So this
data definitely has a business value. Because, let’s say most of the ADs now understand what we talk
and what I’m interested in, and based on that, they will publish those ADs, right? ... at the same
time, certain people are not comfortable with sharing that information.” These concerns align with

findings in [TLC22, GDP25], which show that data is already being collected for profiling, analytics,
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and personal advertisements in XR. More critically, P7, P8, P16, and P21 expressed concerns that
headset providers or governments could exploit camera and biometric data for surveillance purposes

since these data provide detailed information about XR users and their private space (e.g., home).

Opaque XR infrastructures impede effective mitigation.. P4, P9, and P13 highlighted that XR

devices are increasingly being used for medical purposes, but the black-box XR systems present

challenges related to data protection and compliance, thereby increasing the sensitivity of medical
data. P9 mentioned the challenges he faced when shipping his applications with devices as a medical
service, particularly in meeting compliance requirements from government agencies (e.g., VA)
which require full visualization on collected data in devices [USnd]: “The problems we have with
the headsets are that it is bytedance, or it’s Meta, HTC. There’s no open source. But on the same
day, you know, it’s like we’re following the API callback to mainland China, ... We're part of the VA,

the US government doesn’t want that.”

4.2.3 What makes certain data less sensitive

While developers generally perceive data as more sensitive in XR, they still rate some data types as

less sensitive (score < 4). we analyzed their reasoning and identified the key factors:

The perceived benefits tend to overshadow the risks of privacy leakage.. P4, P7, and P17
described a trade-off, classifying functionally essential XR data types as less sensitive and prioritizing

technical performance over privacy concerns. P4 stated: “I think it’s sensitive, but it’s required

>

for the application to work. It’s hard to make a gesture-based game if you can’t get the gesture.’
Similarly, the importance of motion data for enabling immersive experiences contributes to P7’s
perception of it as less sensitive: “If you want to exist in the same place as somebody else. You're
gonna need to know what their hands are doing with their bodies, and people voluntarily add
extra trackers to their bodies to have the avatar be more realistic.” This contradicts the finding
in [NRO23], where the connection between motion data and crucial XR operations increases the

potential to infer important information.

The insufficient knowledge of developers tends to obscure the consequences of privacy leakage..

P1, P2, P10, P13, P15, P16, P18, P20, and P21 stated that they do not consider certain data types
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(e.g., motion, feedback) to be highly sensitive even after our demonstration, as they could not
identify plausible risks of sensitive information leakage based on their experience. For example,
P7 mentioned: “I don’t think it’s super sensitive. I think most kinds of data that you're gonna get
from that, it’s like, Oh, this person whacked their controller into a wall. And so there’s a wall
there.” Moreover, P4, P10, P13, and P16 admitted that they were not aware and had not previously
considered the potential consequences of using or collecting feedback data (e.g., haptics). Therefore,
they perceive feedback data as less sensitive as P13 said: “So this is a very niche and new thing,
which we don’t know, because the applicant is completely new, and people are still figuring out how

to use. It’s hard for me to say how much threat from my experience.”

4.2.4 What makes leakage channels more realistic in XR

After presenting potential sensitive data types and possible data leakage channels, we collected
developer feedback on which channels are more likely in XR. We identified high realism ratings with

a median Likert score of 6.0/7.0. Analysis of their reasoning identified the key factors as follows:

Prevalence of development misoperations due to technological immaturity.. P4, P6, P7, P9,
P10, P12, P13, P16, and P18-22 reported, based on their own experiences or those of XR developers
they worked with, developers tend to blindly rely on third-party packages (e.g., Photon [Gamb])

when developing XR applications. For example, P12 noted: “It’s a fact that people use APIs all
the time without really knowing what’s under it ... If you’re using Unity to build anything, you're
gonna use a bunch of packages.” P7, P9, P10, P12, P13, P15, and P16 also noted that insecure

operations, as a data leakage channel, are likely to occur in XR. P13 believes the immaturity of XR

technology and market makes this trend especially concerning: “When it comes to the AR/VR set of
things. It’s still a maturing technology where a lot of freelancers, small agencies, people from all
sizes of teams, and backgrounds are coming in. So, as I mentioned, no matter what the protocols we
bring in, at the end of the day. It’s a responsibility of the developing team.” These threats stem
from the current landscape of the XR industry, which is largely composed of individual developers
and small enterprises [ XR425]. This context suggests that developers should be careful when using

third-party packages to avoid potential data breach.
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Ease of self-disclosure by users in an immersive environment. P1, P4, P5, P7, P9, P13, P14, P17
and P21 expressed concerns that beyond intentional information sharing, XR’s immersive nature
can more easily lead to the unintentional disclosure of private information (e.g., behavior patterns,
voice). For example, P17 noted that users may accidentally leak private data and emphasized that
developers should take responsibility for helping to protect them: “I am a firm believer that users
are stupid. So if you, if you have something, chances are they will screw it up. Doesn’t mean it’s
intended. But there’s always something right?” P14 emphasized that such misuse is more likely to

occur in XR due to its immersive interaction, which tends to encourage self-disclosure, aligning

with the findings in [SMF22, MZF20]: “In VRChat. I think a lot of times we are interacting with
friends in a very natural way. I wouldn’t pay extra attention to how I behave. So that data could be

very suggestive of who I really am.”

4.2.5 What makes certain leakage channels less realistic in XR

While developers generally agree with the presented leakage channels as realistic, we identified
cases where they give a lower score (score < 4). To better understand the reasoning behind these

ratings, we classified developers’ perception of leakage channels being less realistic due to:

The responsibility is not acknowledged in XR development.. P3, P6, P7, P9, P10, P13, P15,

P16, and P21-23 mentioned that they were unfamiliar with hardware-side channels for data leakage.

’

For example, P3 stated: “I am not too knowledgeable about this one, so I'm giving a lower score.’
Additionally, P16 believed that developers should not be responsible for it: “I think that is possible.
But I’'m not really concerned about that. And also as a developer, I can’t really do much about that.”
Similarly, P7, P15 and P17 suggested that this issue should be addressed by XR headset providers

and governments.

The belief that local XR applications are inherently secure.. When asked about the necessity of
implementing protections (e.g., encryption or secure data storage) to prevent XR data leakage in
their applications for the types of data demonstrated in the study, P1-3, P6, P7, P10-12, P16 and P17
believed that data handled by local XR applications (i.e., those without network functionality or

limited to single-player use) would be inherently secure, and therefore would not require additional
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security measures. For example, P11 commented: “I think it’s just fine because it’s a local APP. So

it only processes those data and uses it, but doesn’t actually send it to anything.”

4.2.6 Analysis: Potential misconceptions on privacy in XR

Based on the developers’ perceptions above, we analyze and summarize the following misunder-

standings about XR privacy:

Misconceptions regarding data sensitivity.. From Section 4.2.3, we observed two common
misconceptions: (1) the belief that the data with higher utility is less sensitive, and (2) the
assumption that unfamiliar data is also less sensitive. However, according to the GDPR [Eur16] and
widely accepted research guidelines [Off25b, Off25a, Sta25a], any data that can be used to reveal an
individual’s identity or personal information (e.g., financial or health data) should be classified as

sensitive and protected using appropriate mechanisms (e.g., [NGS22]).

Misconception on the data leakage channels.. FromSection 4.2.5, we observed the following mis-
conceptions: (1) Misconceptions of assuming that mitigating data-leakage channels (e.g., hardware
side channels) is outside their scope. For example, developers may believe this responsibility lies
with hardware teams or other stakeholders. However, prior work emphasizes that software developers
should play an active role in preventing leakage, even when it originates in hardware. Developers
are encouraged to participate in co-design efforts and implement software-level protections such as
isolation [DCA20, YAI24, DCV23]. (2) The misconception that local XR applications are inherently
secure. While local applications may offer more security than online apps, they remain vulnerable
to leakages. For example, through unsafe Android API calls, side channels (e.g., rendering and

motion), and insecure local storage [GDL24].

4.3 Developers’ Perceptions on Security in XR

In addition to privacy threats, In this section, we explore developers’ perceptions and understanding
of threats happening in XR. Our pre-study survey reveals that developers generally perceive security

in XR as a critical issue, with a median Likert score of 5/7. Among the 23 developers surveyed,
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only four rated XR security <= 4 (Moderately Critical). Building on these findings, we further
investigate our research question on developers’ perceptions of security in XR from three aspects,

following the demonstration in Section 4.1.2:

e Developers’ awareness of security attacks in XR
e Developers’ perceptions of attack importance regarding:

— What makes attacks in XR overall more important?

— What makes certain attacks perceived as less important?
e Developers’ perceptions of attack practicability:

— What makes attacks in XR overall more practical?

— What makes certain attacks perceived as less practical?

Similar to the previous section, we analyze these responses and highlight potential misconceptions
held by developers. We focus on these questions because developers’ awareness, misconceptions,
and capabilities directly influence the security and mitigation they adopt in XR applications [AFM 16,
HDG?24].

4.3.1 Developers exhibited limited awareness of XR attacks

Without our demonstration of the categorized XR attacks, developers recalled an average of only
0.9/7.0 XR-specific attack types listed in Table 4.4. Furthermore, 6/23 developers reported being
unaware of any XR-specific attacks. These findings suggest that, without reminders, developers may
struggle to adequately consider potential XR-specific threats during the design and development of
their applications. To better understand this gap, we further investigate whether the lack of awareness
stems from developers never having encountered these threats or simply needing a prompt to recall

them.

9

Developers had never heard of many attacks prior to our demonstration.. Based on developers

feedback and our analysis (as described in Section 4.1.3), developers had not heard of 3.7/7.0 attack
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categories prior to our demonstration. Moreover, only 10/23 developers were introduced to more
than half of our demonstrated attacks. Nevertheless, after the demonstration, developers expressed
that they gained new insights into important attacks they did not consider but would be helpful for
their future development. As P9 remarked regarding the software side-channel attacks used to infer
keystrokes [SCB24], “I've built keyboards in VR, and I will think about the possibility of these

attacks now.”

Developers’ attack awareness undermines their perceptions of attack importance and prac-
ticability..  Developers assigned lower scores to attacks that they did not know before. To
investigate how awareness influences perceptions, we categorized ratings by attack awareness and
applied Mann-Whitney U-tests to assess significant differences. Our analysis revealed a significant
difference (U = 4245.5, z = —3.458, p < 0.001) between developers’ ratings and awareness of
attacks. Developers rated known attacks higher median importance score of 7.0/7.0 versus 6.0/7.0
for attacks they were unaware of before. Similar to attack importance, for attack perceived practica-
bility, developers gave significantly higher ratings to the attacks they were aware of (U = 5032.5,
z = —6.125, p < .001), with a median score of 7.0/7.0 compared to 5.0/7.0 for those they were

unaware of before.

4.3.2 What makes attacks overall more important in XR

After being presented with various attack types (Table 4.4) and their implications, developers rated
attack importance with a median score of 6.0/7.0. We analyze their reasoning and identify the key

factors as follows:

Immersive experiences are considered highly personal.. P2, P8-10, P12, P14, and P16-22 noted

that attacks like social attacks are particularly important because XR experiences are highly personal.

P12 stated: “It’s a completely different feeling when people are in your personal space, you're using
voice and you can hear them, you can talk to them, you can see their hands. It’s very different than
a social media app that you can ignore on a screen ... I think the damage can definitely be a lot
more than other media, like I had a kid that came up to me and just sneezed in my face, and I felt so

disgusted, I know, like it’s virtual, and it was like: dude. Get away from me.” P12, P14, and P22
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emphasized that social attacks, from these previous negative experiences, can be highly disruptive
and should be mitigated in both their application and other multiplayer XR applications. As P22
noted: “Especially social XR platforms like VRChat, at least consider it as part of the game’s

design.”

XR functionalities may negatively impact the large user population.. P6, P10, P19, P22 and P23

identified attacks as important due to potential large-scale sensitive information leakage from the

community’s perspective. As P6 stated about the shoulder-surfing attack using XR devices: “This
sounds like a very big issue. Because you know AR glasses are coming soon right? By a bunch of
companies, or you know what, a lot of them have already been around. I think mass adoption is
going to be coming within the next couple of years.” Similarly, without hesitation, P4, P6, P7, P9-11,
P16, and P21 believed social attacks are the most important attacks in XR because they affect a large
number of users. To avoid similar threats happening in their applications, developers stated that they
would actively consider more of these attacks during implementation. For example, P20 mentioned
their efforts to reduce the risk of social, physiological, and perceptual attacks: “That’s why we’re
always trying to consider that in our design. And we’re gonna do a lot like testings internally before
we bring it to test down users.” Moreover, P8, P15, P16 and P18 mentioned that developers are

worried that negative experiences caused by these attacks could drive users away.

XR applications are beginning to carry out higher-risk activities.. P3, P4, P7, P8, P13, P14,
P16, and P21-23 indicated that attacks like side-channel attacks could be used to infer sensitive

user information during higher-risk activities in XR, such as password entry, private behaviors,

conversations, or other personal details, making these attacks especially important to consider in
XR development. P16 commented: “Those can track a lot more physical data, and also your health
data, and even the like. Your motions, signatures, or even capture, if you have certain injuries.”
Similarly, P13 mentioned that this threat will become more severe in the near future as higher-risk
operations, such as banking, are introduced in XR. Developers and the XR community should

prioritize their focus on protecting data used in these higher-risk applications.

The immersive nature of XR makes mitigation more challenging.. P6, P16, P19, and P22 believe

that attacks are more important in XR as they are harder to mitigate for developers, which aligns
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with [Cas22]. P6 used social attacks as an example: “You probably aren’t able to do real-time voice
detection.” Similarly, P16 commented: “I think it is very important ... I also think it’s difficult to

moderate, most things like Rec Room, they’re unmoderated experiences.”

4.3.3 What makes certain attacks less important in XR

While developers generally perceive attacks as important in XR, they consider some attacks less

important (score < 4). We analyzed their reasoning and the key factors as follows:

Users are capable of performing mitigation.. As highlighted by P3, P7-9, and P14, physiology
attacks can be perceived as less important since users can simply remove headsets or close their eyes
for mitigation instead of implementing mitigation during the development process. For example, P8
mentioned: “ [ think it’s too easy to just take off the headset. It’s not like I'm holding you hostage
or anything.” Similarly, P7 mentioned that closing eyes can also prevent these attacks. However,
this shifts the burden of mitigation onto users, which contradicts recommendations for preventing

physiology attacks [CAL23, PRC22].

Certain attacks are perceived as applicable only within specific XR environments.. P4, P6, P7,
P10, P16, P17, P20, and P21 mentioned that they consider certain attacks less important when they

believe those attacks are only effective under certain circumstances. For example, P4 commented

on physiology attacks: “I think the damage is more or less minimal because it’s impacting an

individual user ... in most cases it’s more so harmless and just a Disney effect.”

4.3.4 What makes attacks overall more practical in XR

Similar to the process of evaluating attack importance, we asked developers how practical the attacks
were and identified a median Likert score of 6.0/7.0. We analyzed their reasoning and identified the

key factors as follows:

XR provides stealthiness and flexibility through hardware and immersive technology.. P6,
P8-10, P13, P14, P16, P19, P21 and P22 perceived attacks (e.g., shoulder-surfing attacks) as practical

because of their stealthiness to perform attacks when comparing XR to other mobile devices. P13
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mentioned: “If you're using a mobile or a camera. People at least will get an awareness, right?
Somebody is trying to steal something from me. Different cameras again, it’s hard. But this one
is like an easy option for a threat, and hard to identify, for the person who is being watched.”

Moreover, P6, P8-10 and P16 mentioned that social attacks are more flexible in XR, making them

more practical from a technical perspective. Based on these experiences, P16 and P19 emphasized
that they want to contribute to mitigation for better user education and improved notification systems

by developers and platforms.

Encouraging user-generated content in XR may enable adversaries.. P4, P9, P16 and P22 noted
that since XR environments encourage users to create their own content (e.g., game rooms), the
likelihood of physiology attacks increases. P4 noted: “I think in VRChat, you can throw a flash
bomb to introduce seizure...We rely on the users to like deal with this. Platform allows these kinds of
behaviors.” P4 was also concerned with content attack introduced by user-created content: “That’s
actually one of the things we tried to prevent when we’re doing an event on Horizon, because the
user can just jump on stage or show models or images that’s not great.” Considering this issue, P4,
P16, and P22 have mentioned the need in their applications for better access control and moderation

tools to mitigate malicious user-generated content.

4.3.5 What makes certain attacks less practical in XR

While developers mostly agreed attacks were practical, some gave lower scores (< 4). We analyzed

their reasoning and identified the key factors as follows:

Execution of attacks requires significant technical expertise.. P10, P12, P15, P17, and P23

mentioned that attacks, such as perception and input attacks, are technically difficult in XR, making

them less practical. For example, P15 highlights perception attacks: “You need a lot of technical
know-how to be able to manipulate boundaries like that.” Similarly, P4, P7, P9, P15, and P16 noted

that conducting input attacks requires technical expertise in XR or an understanding of users’ states.

User-experience oriented attacks are perceived as less motivating.. P6, P§, P13, P14, P16, P17,
P21, and P22 mentioned that attacks (e.g., perception attacks), seem less motivating for attackers, as

they primarily target user experiences rather than direct benefits, making them impractical. As P6
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commented: “You can’t really gain anything from this. Aside from harming people, basically like

you can’t earn money from it right?”

4.3.6 Potential misconceptions on security in XR

Based on the developers’ perceptions above, we analyze and summarize the following misconceptions

about XR security:

Misconceptions on attack importance.. From Section 4.3.3, we identified the following miscon-
ceptions: (1) considered that attacks that can be mitigate by users as less important in development.
While users can sometimes mitigate attacks (e.g., removing a headset during a physiology attack),
developers should not shift the responsibility to users. Instead, they should implement robust
defenses, especially when users may be unaware of potential threats. This view is supported
by [WA18, GIS22]. (2) Misconception that the attacks only affect specific groups (e.g., physiology
attacks on individuals with seizures) are less important. Developers should not overlook these
risks. All users should be considered equally in security design, especially when user safety is at

stake [Wan18].

Misconceptions on attack practicability.. From Section 4.3.5, we identified the following miscon-
ceptions: (1) Attacks with technical complexity are perceived as less practical. A more rigorous
approach to assessing attack feasibility involves using a threat model that assumes attackers possess
the necessary skills and have reasonable access to relevant information [Sho14]. (2) Developers may
underestimate attacks due to a lack of appreciation for attacker motivations. Specifically, they may
overlook user experience—oriented attacks, assuming they are less likely. However, as XR technology
is increasingly deployed in critical domains such as the military [Ind25] and healthcare [Nur25],
these types of attacks remain both feasible and attractive to adversaries. Moreover, all user deserves

full protection, as emphasized in ethical development guidelines [GZK21].
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4.4 Developers’ perceptions on current mitigation practices and supports on

XR S&P

After examining developers’ perceptions of S&P threats in XR, we aim to understand whether they
are capable of addressing these threats with appropriate mitigation strategies. Based on developers’
responses to threats and our questions, we address our second research question by summarizing
the findings that answer: (1) What are the limitations of the current mitigation practices for XR
S&P threats? (2) What are the missing supports in current mitigation practices for XR S&P threats?
Specifically, we present insights on these questions from the perspective of both the developers and
the broader XR community (i.e., other stakeholders). This is important because we aim to identify
the limitations of current mitigation practices and address existing problems. Moreover, we seek to

understand how other stakeholders in community can better support developers in ensuring S&P.

4.4.1 Limitations of current practices

As a first step, we identified limitations in proposing mitigations, awareness of existing mitigation

practices, and perceptions of those practices provided in XR communities.

Developers lack the ability to propose effective mitigation strategies.. After demonstrating each
attack, we asked developers to propose a mitigation strategy and evaluated their responses using the
criteria described in Section 4.1.3. Developers sometimes provided impractical or unclear mitigation
strategies. Additionally, developers’ awareness of attacks influenced their ability to propose effective
mitigation strategies. We conducted a Mann-Whitney U-test to compare mitigation scores between
the two groups. Developers provided significantly better mitigation for attacks they were aware of,

rating familiar attacks higher (U = 3956.5, z = -2.48, p < .01).

Many developers are unaware of existing policies and standards that inform best practices for
privacy in XR.. 12/23 developers were unaware of the GDPR [Eur16], and 14/23 were unaware of
the CCPA [Call8], both of which are relevant to S&P in XR applications. Moreover, none were

aware of XR-specific standards such as Rosenberg et al. [RWP23].

Developers are unaware of existing mitigation practices for XR.. When presented with mitigation

82



tools for S&P in XR development, developers noted that they were unaware of some of these
tools but believed these tools could be helpful in addressing S&P challenges in XR. For example,
14/23 developers reported unfamiliarity with program analysis tools (e.g., Ghidra [NSA24] and
Roslyn [Mik24]) used for detecting vulnerabilities, and 14/23 were unfamiliar with existing system-

or game-engine-level protection methods (e.g., Arya [LRK18]).

Existing mitigation sacrifices utility in exchange for S&P.. P3-6, P12-14, and P21 expressed
concerns that existing privacy mitigation practices (e.g., restricting access to camera feeds) constrain
developers’ creativity and limit the potential of XR applications. P6 noted: “They don’t provide any

access to the camera and information at all, It really limits what you can develop as a developer.”

Platforms need to improve the S&P checking process for application publication.. Developers
highlighted that all current platforms publishing S&P policies need improvement. In our study,
14/23 participants had published applications on the Meta Quest platforms. Among them, four
reported that their submissions did not undergo a detailed review of S&P, and five recommended
that Meta enhance its review process by implementing more rigorous content checks and providing
clearer feedback, guidelines, and documentation. Compared to Meta, fewer developers in our study
(6/23) had published on the Apple platform. However, the satisfaction rate was slightly higher: only
two of these six developers believed that Apple could benefit from stricter reviews or more developer
guidance, while the remaining four considered Apple’s policies to be adequate. Additionally, P11,
P15, P19, and P22 observed that S&P requirements are largely absent on other distribution platforms

(e.g., SideQuest, itch.io, and AR platforms).

Disclosure and feedback on S&P problems is not sufficient.. P1, P4-10, P13-16, P19, and P22
emphasized the importance of timely disclosure of S&P issues to ensure effective mitigation, but
noted that such disclosure is largely lacking at present. To address this problem, developers called
for the establishment of more testing and disclosure channels—both formal (e.g., beta testing, bug
bounty programs) and informal (e.g., app reviews, user comments)—to help identify implementation
and design flaws related to S&P issues. For example, P15 noted that collaboration and disclosure
among developers was invaluable in his previous XR development projects at larger companies.

“Have developers that are all working on like VR or XR in general, when you publish it, and they all test
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it, and tell you what’s good, what’s not, and then you fix that... We need dedicated developer-focused
forums, similar to Reddit, to gather feedback from experienced developers. This feedback can
help you refine your application and enhance its privacy compliance.” Moreover, P13 called for
additional tests from users for S&P issues in their applications and help uncover previously unknown
problems. “I would like users to be open about the issues they are facing. However, I haven't gotten

any feedback provided by my end users regarding the protection mechanism used in the application.”

Regulations and best practices for XR are impractical or outdated.. P1-11, P13-16 and P21,
P22 expressed frustration with existing guidelines and documentation in XR by describing them
as consistently difficult to follow. They characterized these resources as overly lengthy, frequently
updated, and occasionally inaccurate which is largely attributed to the current stage of the XR
industry. P16 also noted that this issue stems from the suboptimal practices of industry-leading
platforms: “Meta is the biggest vendor out there, and they have so much old documentation mixed
with new documentation. Oftentimes it is impossible to know what is current, and sometimes even

the current stuff is not well documented.”

4.4.2 Absence of supports from the XR community

In addition to the limitations of existing solutions, developers’ suggestions for mitigating threats
and other suboptimal practices in XR (e.g., outdated documentations) revealed the lack of support

within the XR industry. We categorized these needs into three groups demonstrated below:

4.4.2.1 Strategic Support

From the developers’ response, we identify a need for strategic support (i.e., the provision of

guidance or resources) as follows.

Better support for developers to address economic and utility concerns in S&P-aware XR
development.. P2, P6-10, P12, P13, P15-19, and P21 highlighted that the tension between
utility and security is fundamentally rooted in the economic constraints of XR development. P7
remarked:"Security is definitely something we want to consider sooner rather than later, but it’s

essential to have more cost-effective solutions." Moreover, as previously discussed, developers called
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for strategies different from existing ones (e.g., blocking the camera feed) that do not compromise
utility. P2 and P11 also emphasized the need for strategic support to balance the economic needs of
smaller companies with S&P in XR: “/Companies/Policymakers] should reward developers that
demonstrate greater responsibility toward the technology, to encourage them to build a compliant
application.” P5, P7-9, P16, and P22 also emphasized the need for community to provide external

S&P experts, which developers can not afford.

Better guidance for best S&P practices in XR.. After demonstrating the threats, P1-3, P5-13, P15,
P16, and P22 emphasized the need for guidance and professional resources to address emerging
attack surfaces in XR. For example, P5 and P16 highlighted the responsibility of industry leaders
(e.g., Meta, Apple) to provide accessible resources such as checklists, templates, tutorials, and
consulting services to support developers, particularly junior developers, in S&P practices such as
privacy policy drafting. Moreover, developers found that general S&P policies (such as GDPR and
CCPA) were often tedious, costly to implement. For example, P8 mentioned: “The biggest problem I
have with the GDPR is that it’s so annoying that I would beg to have it go away.” Moreover, P20
mentioned that many requirements might not be suitable for XR: “I don’t made any experience that’s
telling the people ahead that we’re tracking your motion data because that’s kind of ruins the magic
of the [XR] experience.” Based on this, P2, P4, P6, P8, P11, and P18-22 called for more XR-specific
regulations to address the unique use cases (e.g., notification, immersive social experiences) in XR

applications.

Better consideration for underrepresented groups.. All female developers (P1, P11, P18, and
P19), raised concerns about insufficient support in XR for underrepresented groups. P11 pointed out
that physiological attacks disproportionately affect women, since many XR testing focus primarily
on male participants, and called on developers to address this imbalance. This mirrors our finding
here that only female participants flagged these issues. P19 described having experienced social
attacks: “I got attacked a couple of times, especially when your avatar is a woman or a minor” and
urged stronger anti-discrimination measures and requirements in social XR experiences. Besides
the worry of female developers, many developers (P6-13, P16, P17, P19, P21, and P23) emphasized
that current XR platforms lack adequate protections for children, underscoring the urgent need for

age-appropriate security safeguards in the XR community.
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4.4.2.2 Technical Support

Developers also called for stronger technical support as follows:

Moderation tools. P2, P5, P8, P9, P11, P13, P14, P16, P17 and P19-22 requested moderation tools
(e.g., vision-based) for content and user behavior management in XR applications. P13 specifically

highlighted the need for integrated moderation tools to block malicious content.

I/0 processing tools. P2, P6, P7, P8, P10, P11, P14, P16, and P19 emphasized the need for
input/output processing tools. For instance, P6 suggested differential privacy-based automatic
blurring as an output processing method for mitigating shoulder surfing attacks, while P8 highlighted

that input checking, such as packet inspection can help prevent input attacks.

User education and notification systems. P1, P4, P6-10, P13, P16, P17, and P19-22 emphasized
the need for improved user education and notification systems as a technique to mitigate content,
social, shoulder-surfing, input, and physiology attacks. For example, P16 stressed the importance of

implementing an interaction design to notify users of content attacks.

4.4.2.3 Communication Support

Developers also identified gaps in communication support as follows:

Communication for developers to understand XR S&P knowledges.. P1, P2, P4, PS5, P7, P11-13,
P16, and P18-22 stressed the importance of providing more threats knowledge with clear guidance
on S&P in XR development. P2 highlighted: “When I see, like XR related posts it’s always about.
Oh, what’s the new tech like Al and stuff like that? But it’s never about like security. So I think,
having the community participate and educating everyone about it, and then giving suggestions.”
Moreover, all developers hope researchers could share findings promptly and educate the broader
community through accessible channels (e.g., online tutorials and developer summits). P1, P2,
P8, P15, and P19 also mentioned the need for more communication channels dedicated to S&P.
The absence of such channels may also contribute to the existing communication problems (e.g.,

disclosure on S&P issues).

Communication for technical transparency. (P2, P4, P5, P6, P7, P8, P9, P11, P12, P13, P14, P16
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and P19). Developers expressed concerns about the lack of communication on technical transparency
in the XR ecosystem, particularly regarding the black-box nature of third-party APIs (e.g., Avatar
SDK, XR Tracker), which they feared could introduce S&P risks. Participants emphasized the need

for clearer communication, reliability, and openness from third-party providers.

4.4.3 Analysis: Misconceptions on the supports for S&P in XR

Although most perceptions of unmet needs are valid, our analysis also identifies the following

misconceptions.

Misconceptions on policies and standards.. Developers mistakenly believe that there are no
XR-specific S&P policies or standards. While we agree that developing more XR-specific S&P
policies is beneficial, as discussed in Section 4.4.1, there are already some initial efforts in this
area. Addressing developers’ lack of awareness of existing policies is also a crucial part of the

problem [Eurl6, Call8, RWP23].

Misconceptions on technical support.. Developers also mistakenly believe that there are no usable
tools for mitigating the proposed threats (e.g., content attacks). While we agree that additional
tools are needed to address XR S&P threats, there have already been initial efforts and tools made
available to developers [NGS22, NSA24, Mik24]. However, a lack of awareness among developers

about these existing mitigation tools significantly limits their effectiveness.

Misconceptions on communication.. Besides, developers hold the misconception that there
are no usable communication channels for XR S&P. While we agree that more communication
channels and feedback mechanisms would be beneficial, there are existing platforms—such as
forums [met25, nvi25, imm25] and conferences [awe25, iee25]—that already serve this purpose.
Developers should proactively engage in S&P discussions through these channels, participate in bug

bounty programs, and follow up with users to close the feedback loop.
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4.5 Discussion

In this work, we investigate how developers perceive and reason about real-world XR S&P threats.
By examining their perceptions of the sensitivity, realism, importance, and practicality of threats, we
uncover gaps in development (see Section 4.2 and 4.3) and highlight key factors (see Section 4.4).
Moreover, our comprehensive study reveals two common misconceptions: (1) awareness gaps
regarding XR threats, and (2) diffusion of responsibility when discussing mitigation practices for
XR threats. In this section, we further examine the consequences of these misconceptions, analyze

their underlying causes, and propose corresponding solutions.

4.5.1 Awareness gaps due to the rapidly evolving nature of XR interaction technologies

In Sections 4.2.1, 4.3.1, and 4.4.1, we identified significant gaps in developers’ awareness of
emerging XR threats, existing mitigation tools, and support resources (e.g., reward programs [Met21],
guidance [XRS23]). These awareness gaps lead to normalcy bias—developers tend to assume
the threats as safe because they are unaware of potential risks (e.g., perception attacks are widely
underestimated, especially in high-stakes contexts like military or medical XR) [CNA20, Mag21].
This underestimation reduces developers’ motivation and capacity to implement mitigation, increasing
the likelihood of suboptimal practices such as insecure interaction designs (e.g., poorly considered
voice control in immersive contexts) and missing safeguards (e.g., unmoderated social XR). As

noted earlier, developers identify these factors as amplifying XR threats.

We believe that this awareness gap exists due to the emerging nature of XR interaction
technologies, where threats are closely tied to new interaction designs, especially the new modalities
of data (e.g., motion, voice) and the heavy reliance on them to fully enable basic interactions in XR,
rendering an inherent and difficult privacy-utility tradeoff. Knowledge about these emerging XR
threats and mitigation support is difficult for developers to access because it evolves rapidly and is
scattered across various sources. Unlike mature platforms such as mobile or PC, where established
guidelines are readily available (e.g., [Goo25, SJITO8]), XR S&P findings are typically shared
through academic publications, industry reports, or informal developer-to-developer communication,

requiring developers’ active engagement.

88



Hence, we advocate for the development of standardized communication channels for XR
developers [KBO21, XR 23], especially those integrated into tools that support the normal develop-
ment workflow (e.g., IDE), as prior research in the mobile context suggests that these just-in-time
reminders contextualized in the app implementation help raise developers’ awareness and encourage
the adoption of secure and privacy-preserving designs [LAH18]. We argue that it is important to
empower developers to proactively follow emerging XR trends, engage in community discussions,
and utilize existing channels (e.g., forums [met], feedback systems, and app reviews) to stay informed

of new threats and mitigation supports.

4.5.2 Diffusion of responsibility due to the user-experience oriented nature of XR threats

From developers’ perceptions on threats and mitigation (Section 4.2,4.3,4.4), we identified a trend of
diffusion of responsibilities [DL68] (i.e., the tendency to assume that addressing XR S&P issues is
someone else’s responsibility). For example, developers suggested that users can mitigate physiology
attacks by removing the headset, a problematic stance that disrupts the user experience and shifts both
responsibility and risk onto users. Although users and platform providers also share responsibility,

developers play a crucial role in collaboratively addressing these risks [NDT17, FHE12].

We believe this diffusion of responsibility is especially pronounced in XR because threats (e.g.,
physiology attacks that induce motion sickness) span both hardware and software domains and
directly impact the users’ body and mind [RKM14, Gia24]. Unlike traditional exploits (e.g., remote
code execution) that map cleanly onto traditional vulnerability taxonomies, XR threats often look
like UX, hardware, or platform issues, causing a misalignment in developers’ mental models for
threat identification and mitigation. Notably, although major platform providers develop built-in
S&P protection, emphasizing considerations such as data minimization, transparency, control,
and on-device data processing [App24], they are inevitably limited to relatively coarse-grained
mitigations. For instance, although Apple Vision Pro confines camera and sensor inputs (e.g.,
eye-tracking) to on-device processing, an application-level gaze-driven Ul still reveals where users
are looking through button selections—eftectively leaking the eye-tracking data [Smi24]. Failing to

effectively engage developers to mitigate threats represents a missed opportunity to appropriately
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balance S&P considerations with the nuanced demands of functionality and the complexities of

social contexts.

We advocate for the development of a practical industry framework for XR that clearly assigns
ownership of emerging threats to designated stakeholders and provides S&P checklists for each
threat. This approach has proven effective in encouraging responsible development in other domains,
such as the Web [Ope21], mobile [ASA21], and IoT [BTC18]. While there have been initial efforts
in this space (e.g., XRSI’s recommendations [XRS23]), our findings highlight a pressing need for:
(1) more detailed practice guidelines that address real-world threat scenarios encountered in XR
(e.g., social harassment [Alh24], motion as a side channel [SCB24]), similar to the OWASP Top
Ten [Ope21] in web development; and (2) accompanying enforcement mechanisms to motivate
secure development practices (e.g., incentives or penalties from policymakers for S&P, additional
testing support from users, and auditing tool development from researchers and organizations).
Such an approach is critical for fostering greater awareness among developers about their S&P

responsibilities and for motivating proactive ownership of XR threats.

4.6 Chapter Summary

This chapter presented the first developer-centered empirical study of XR security and privacy,
conducted through in-depth interviews with 23 professional XR developers. Our analysis reveals that
the persistence of interaction-level vulnerabilities is not primarily a technical failure—it is a socio-
technical one. Developers consistently underestimate the privacy sensitivity of continuous kinematic
data, overestimate the protection offered by platform-level permissions, and lack actionable guidance
from the XR community. Two structural root causes explain this pattern: pervasive awareness gaps
that prevent developers from recognizing spatially-specific threats, and a diffusion of responsibility

reinforced by opaque game engine architectures and fragmented security documentation.

These findings shift the frame from individual developer error to ecosystem-level dysfunction.
The implication is clear: improving developer education alone is insufficient. If the tools, permission
models, and defaults that developers rely on are structurally misaligned with privacy-preserving
design, vulnerabilities will continue to emerge regardless of awareness. Chapter 5 responds to this
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diagnosis directly, proposing an architectural reconstruction that addresses the root problem: a
fully decentralized interaction protocol that removes the centralized data collection model entirely,

building user sovereignty into the system structure rather than relying on developer vigilance.
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CHAPTER 5

Architectural Reconstruction: A Decentralized Metaverse

Framework

Having diagnosed the ecosystem-level root causes of interactive vulnerabilities in Chapter 4, it
becomes evident that reactive technical patching is fundamentally insufficient: the ultimate barrier
to a trustworthy Metaverse is rooted in user trust, in particular end-users’ growing apprehension
toward unchecked centralized power and pervasive surveillance. Traditional centralized platforms,
often characterized as “walled gardens” [Opp22, LY Y23], maintain absolute authority over the
server, leading to opaque moderation and mandatory data surrender [WSZ23a, SCT23]. The design
problem this chapter addresses, however, is not the binary one prior work tends to frame as “keep
the server or remove it.” Our 22-participant interview study (Section 5.2.1) shows that users reason
about decentralized metaverse design at a finer grain, naming specific operator functions (recording,
gating, sanctioning, vouching) and asking, function by function, whether each should be removed,
moved onto user-held credentials, replaced by a peer process, or left in place. The result is a
multi-adversary picture rather than a monolithic anti-centralization stance. Participants articulate
four distinct centralized failure modes (Section 5.3.1): commercial commodification of behavioral
data, state-coerced platform compliance, peer-weaponized moderation tooling, and, in immersive
use, distrust of the centralized space provider who can manipulate the geometry of perceived space.
Each names a different harm and requires a different decentralization move. We accordingly define
decentralization throughout this chapter as the distribution of distinct operator roles (identity, shared

state, behavior auditing) among system participants, rather than as a single architectural switch.

Bridging this paradigm shift into mainstream interactive use reveals steep technical hurdles.
Modern game engines are built around a client-server paradigm and lack native protocols for

true peer-to-peer (P2P) interaction [Grel8, YK13]. Conflict-free Replicated Data Types (CRDTs)
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resolve syntactic data conflicts in P2P networks but are agnostic to application semantics, so
without an authoritative server to enforce physics or resolve game logic, trustless collaborative
environments degrade into chaos. Compounding this, our user study surfaces an Accountability
Paradox (Section 5.3.3): nine of 22 participants want the privacy of an unmonitored space and
the evidence trail of a surveilled one, a tension neither pure architectural pole resolves. To
bridge syntactic network convergence and domain-specific truth, this chapter introduces a unified,
serverless framework for interactive P2P metaverse applications, organized around three foundational
mechanisms tied to specific user-stated needs (Section 5.2.2). G (User-controlled identity and

decentralized state) pairs a Standardized State Abstraction Layer, which maps the continuous 3D

environment into an engine-agnostic, flattened JSON document schema, with workspace-scoped
cryptographic identities under hierarchical naming over Named Data Networking. Together, these

mechanisms operationalize the permission-gated access intuition we name the Digital Doorbell

(articulated without prompt by ten of 22 participants; Section 5.3.2). G (Semantic consistency
under concurrent interaction) layers a peer-side correctness pipeline (optimistic local execution,
continuous invariant verification, threshold-based consensus, and compensating state transitions;
Section 5.2.2.2) to keep shared state meaningful under concurrent edits without synchronous stalls.
G3 (Consensually auditable behavior without central surveillance) runs a peer-driven auditing
pipeline with quorum-based ostracization (Section 5.2.2.3) that treats moderation as the strict
evaluation of domain contracts rather than heuristic anomaly detection. One participant (P14)
independently proposed exactly this mechanism before being shown it, and the design explicitly

refuses the stake-weighted-consensus collapse the same data exposed (Section 5.3.5).

To rigorously evaluate whether the framework delivers these properties without sacrificing

the collaborative quality participants told us they would not give up (the Inconvenience Threshold

of Section 5.3.4), we conducted a 20-participant within-subjects, double-blind validation in 10
dyads against a centralized baseline. Each dyad completed the same concurrent collaborative task
(cooperative building plus synchronized chest-opening) under both conditions, with counterbalancing
and blinding maintained for both participants and the immediate facilitator. Participants rated the
system on three 7-point Likert constructs they themselves nominated as load-bearing (Perceived

Latency, Synchronization Consistency, Collaborative Fluency), and we instrumented both clients
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for per-update round-trip latency. Four outcomes converge (Section 5.4). First, paired tests on the
three Likert constructs did not reach significance (p > 0.10); given the sample size and absence of a

formal equivalence test, we read this conservatively as an absence of evidence for a perceptual gap

rather than positive equivalence (Section 5.4.2). Second, dyad-level identification of the decentralized
condition before any debrief did not exceed chance (4 of 10 correct, exact binomial p ~ 0.75). Third,
the semantic-correctness rollbacks the framework triggered in every decentralized session went
unnoticed by every participant in the structured debrief. Fourth, per-update round-trip latency lands
within roughly 2 ms of the centralized baseline (Mp = 101.8 ms vs. M¢ = 99.9 ms), inside the
response-time band at which interactive systems are perceived as essentially instantaneous [Nie93].
Together, the validation places the framework inside the small-group, dense-collaboration, high-
stakes deployment surface participants drew, without crossing the friction line they said would
disqualify it.

In summary, this chapter makes the following core contributions:

¢ An empirical map of user needs for a decentralized metaverse. A 22-participant interview

study (Section 5.3) names the multi-adversary picture motivating decentralization, the

Digital Doorbell construct (ten of 22 spontaneously articulating the underlying permission-

gated access intuition), the Accountability Paradox that audit-without-surveillance design

must navigate, the intimate-scale, high-stakes deployment surface users themselves draw,
and four predictable folk-model distortions (brand-as-security, anonymity-decentralization
conflation, decentralized-as-unsecured, plutocratic-consensus default) that decentralized

metaverse systems must articulate design contracts against.

e A fully decentralized interactive metaverse framework. We design and implement a
serverless framework (Section 5.2.2) that answers those needs mechanism by mechanism:
user-held workspace credentials over Named Data Networking with a Standardized State
Abstraction Layer (G;), a CRDT-backed semantic-correctness pipeline (G), and peer-driven
quorum-based behavior auditing (G3). To our knowledge, this is the first fully decentralized

interactive collaborative metaverse system of this kind.

e A within-subjects double-blind validation reporting absence of evidence for a perceptual
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gap. A 20-participant validation against a centralized baseline (Section 5.4) returns paired
Likert tests with no significant difference on the three nominated constructs (p > 0.10 across
all three), dyad-level architectural-invisibility identification at chance, semantic-correctness
rollbacks that triggered in every decentralized session yet went unnoticed by every participant

in the debrief, and per-update round-trip latency sitting within 2 ms of the centralized baseline.

5.1 Background and Related Work

We situate the work against three prior literatures: decentralized metaverse infrastructures and how
they have addressed the application layer (Section 5.1.1), the dApp requirements an interactive
metaverse framework has to satisfy (Section 5.1.2), and HCI human-subjects work on decentralized

technologies that contextualises our user study (Section 5.1.3).

5.1.1 Decentralized Metaverse

The metaverse is typically described as an interconnected, persistent, and immersive network
of virtual worlds in which users, represented by avatars, interact and exchange user-generated
content [Wei22, DBG13, WSZ23a]. Building such worlds in a decentralized manner has become
increasingly attractive as centralized platform control raises concerns beyond traditional system-level
limitations: single points of failure, limited transparency, platform lock-in, and concentration of
control over user data, behavioral traces, and virtual assets. The same concentration raises data-
sovereignty issues, where users lack ownership and control over their digital identities and interactions,
and creates room for large-scale surveillance within immersive environments [WSZ23a, HGW23].
As Chapter 3 demonstrated empirically, these concerns are not abstract: the kinematic side channels
documented there are precisely the kind of behavioral traces a centralized operator concentrates by
default, and the developer-side ecosystem analysis in Chapter 4 traced their persistence to the same

operator-centric design defaults this chapter sets out to reconstruct.

Existing decentralized-metaverse work has focused primarily on blockchain-based infrastruc-

tures for asset ownership, economic transactions, and interoperability [HGW23, LYY?23]. These
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approaches provide important building blocks but emphasize system-level guarantees (integrity,
provenance, trust) over the application-level requirements of interactive metaverse experiences,

which remain comparatively underexplored as a unified protocol layer.

Viewed through this lens, a decentralized metaverse application is a decentralized application
(dApp) whose real-time state, governed by hierarchical structures such as Scene Graphs, is
concurrently mutated by peers as a shared, structured document [KWH19]. Decentralization is most
valuable when user-owned identity, portable state, and cross-community trust have to persist beyond

any single operator.

5.1.2 Decentralized Applications

A dApp is a system in which no single party controls the application’s logic or state. In practice,
many dApps remain only partially decentralized [CWEI18]: concentration migrates to instance
administrators or relay operators rather than disappearing. We group the requirements of a metaverse

dApp into three components, which Section 5.2.2 elaborates as design goals:

e Decentralized Identity. Users have to hold self-sovereign identifiers without relying on
centralized providers, with cryptographic binding between names, identifiers, and actions
for verifiability [RSL20, GMA23, SL.S22]. Interactive metaverses benefit from lightweight,
locally scoped trust domains and hierarchical naming that support rapid verification and

contextual accountability.

¢ Decentralized Communication and Shared State. Real-time dissemination of interaction
and game state has to occur without centralized servers, with availability, resilience, and
censorship resistance. Named Data Networking offers a name-based, data-centric substrate
for peer-to-peer communication [JST09, ZAB14], and Conflict-free Replicated Data Types
(CRDTs) give the formal basis on which distributed replicas converge without centralized
coordination [SPB11, PBS18, LLK22, WQK?22], instantiating the broader local-first philoso-
phy that keeps data ownership at the edge [KWH19]. These mechanisms guarantee syntactic
convergence; the spatial, temporal, and social semantics metaverse actions carry are not

captured by eventual consistency alone, a limitation the peer-to-peer multiplayer literature has
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long acknowledged [YK13].

e Behavior Auditing without Central Authority. Trustless peer-to-peer systems have to
enforce domain logic, from social norms to physical anti-cheat, without re-introducing a
central moderator whose privileged read access defeats decentralization’s privacy properties.
Decentralized moderation is largely unaddressed in protocol design [SCT23, SLF23]; how
moderation infrastructure shapes platform accountability is a long-running concern in social

computing [CG16].

Existing dApp families cover these requirements only partially. Federated platforms such
as Mastodon distribute hosting but recentralize identity around instance administrators [L.SL.22,
NKF23, BLL24]; protocols such as the AT Protocol used by Bluesky decouple identity from hosting
yet still rely on centralized relays for high-bandwidth dissemination [KFG24]; blockchain-based
dApps decentralize asset ownership but route real-time interactions through a small set of dominant
API gateways. To bridge these gaps, our work introduces a decentralized protocol that pulls identity,
semantic synchronization, and moderation into a single serverless substrate for interactive metaverse

applications.

5.1.3 Human-Subjects Studies of Decentralized Technologies

A growing body of human-subjects research has looked at how people understand and use
decentralized technologies, clustering around three themes. First, studies of cryptographic interfaces
document the cognitive burden of managing wallets, keys, and trust assumptions, and show that
usability remains a major barrier to adoption [VWM21, FWS21, YSD24, FWT22]. Second, research
on federated social systems such as Mastodon has examined instance governance, moderation, and
community boundaries [LSL22, NKF23, ZZW?24, BLL24]; closest to the present work, Hwang
et al. [HNS25] report that members of decentralized social communities reason about specific
stewardship functions of an instance administrator rather than about the architecture as a whole, a
function-by-function reading we return to in Section 5.5.1. Third, studies of digital sovereignty point
to users’ desire for greater control over data, identity, and platform governance as a key motivation

for decentralized alternatives [LNE23]. Methodologically, our analysis of how users reason about
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decentralized architectures draws on the HCI folk-model tradition that documents the predictable

structure of lay mental models of security, privacy, and platform behavior [Was10, KDF15, MDD24].

The user-study questions and validation constructs sit on two further bodies of HCI work. The
multi-adversary structure of user concerns reported in Section 5.3.1 draws on the networked-privacy
and contextual-integrity tradition [Mb14, Nis0O4], while the responsiveness, synchronization, and
collaborative-fluency constructs the validation measures (Section 5.2.2.4) draw on the CSCW
tradition that takes shared-state friction as load-bearing for the experience of working together at a

distance [OO00, Sch02].

Most empirical HCI work on decentralization focuses on asynchronous systems (wallets,
microblogging, governance tools) rather than interactive collaborative environments. Even work on
Web3 and metaverse platforms tends to emphasize identity, governance, or asset management rather
than interaction quality [Opp22, WLS24, Per24]. The immersive setting has its own human-subjects
literature on harassment patterns [BEE19b, LZK25], spatial-privacy concerns [HWN24], and
spatial-deception attacks in which a central provider manipulates the user’s perception of the virtual
environment [CBY21, YLB24]; a recent twenty-year scoping review further finds that social-VR
collaboration research operates predominantly at dyad and triad scale [SCG24]. The human
experience of decentralized real-time interaction in such settings stays comparatively underexplored,

which motivates the two-step study reported in Section 5.2.

5.2 Methods

Centralized metaverse platforms concentrate identity, state, and moderation in a single operator,
but it is much less clear what users actually want from a decentralized alternative. Prior work
has surveyed the technical building blocks of decentralized applications (Section 5.1); it has not
systematically asked which user-reported needs those blocks would in fact have to address. We
therefore organize this investigation as a two-step exploration: first ask the users, then design against

what they say.

Step one (RQ1) is empirical. We conduct a semi-structured qualitative interview study

(Section 5.2.1) to surface, in users’ own terms, when, why, and what concrete needs users have for
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a decentralized metaverse alternative. The findings, reported in Section 5.3, tell us which design
problems are worth solving and which framings users will misread the framework against if we do
not address them. Step two (RQ?2) is constructive. Informed by step one’s findings, we design a
decentralized framework (Section 5.2.2) that addresses a small number of foundational challenges
those findings put on the table, and we empirically validate that the framework does not sacrifice
the collaborative quality users said they would not give up (Section 5.2.2.4; results in Section 5.4).
We do not attempt a complete decentralized metaverse product; the contribution of step two is an
exploration of how a protocol can credibly respond to user-stated needs, scoped deliberately to the

foundational design problems step one establishes as load-bearing.

5.2.1 User-Study Method

5.2.1.1 Participants and Recruitment

We recruited 22 participants through campus-wide mailing lists, departmental newsletters, and
social media. Participation was open to all interested members of the campus community; we did

not apply screening criteria beyond informed consent.

We conducted the interviews one-on-one rather than in groups. Several of the six themes the
interview probes (privacy-driven self-censorship, distrust of corporate moderation, attitudes toward
state-level surveillance; see Section 5.2.1.2) touch on disclosures that participants are unlikely to
volunteer in front of peers, and the individual format minimizes the social-desirability pressures
that focus groups and paired interviews introduce on exactly these topics [Morl3, Kru94]. The
two interviewers worked from a shared script (Section 5.2.1.2) to keep coverage consistent across

participants while allowing semi-structured follow-ups on participant-specific experiences.

Our final sample comprised 15 participants self-identifying as male, 6 as female, and 1 as gender
queer, drawn from majors spanning Computer Science, Computer Engineering, Electrical and
Computer Engineering, Computer Science and Engineering, Mathematics, Applied Mathematics,
Biology, Bioengineering, and Computational Biology (Table 5.1). All procedures, including data
collection and audio recording, were conducted under our institution’s IRB-approved protocol. Each
participant received $10 (USD) for an in-lab session of approximately 30 minutes. At the end of
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Table 5.1: Participant Overview — Demographics and gaming experience for the 22 interview-
study participants. “Familiarity to Minecraft” is binarised from a five-point self-report (1 =

Moderately/Very/Extremely familiar; O = Slightly/Not familiar at all).

ID  Familiarity to Minecraft =~ Multiplayer Games Played  Age Gender Major

P1 1 9 20 Male CS or Eng
P2 1 7 21 Male CS or Eng
P3 1 45 19 Female CS or Eng
P4 0 2 19 Female Non-CS or Eng
P5 1 3 25 Male CS or Eng
P6 1 1 27 Male CS or Eng
P7 1 10 20 Female Non-CS or Eng
P8 1 5 21 Female Non-CS or Eng
P9 1 15 25 Male CS or Eng
P10 0 6 27 Female CS or Eng
P11 1 3 24 Male CS or Eng
P12 0 3 22 Female CS or Eng
P13 0 4 26 Male CS or Eng
P14 1 8 21 Male CS or Eng
P15 1 5 22 Male CS or Eng
P16 1 5 21 Male CS or Eng
P17 1 11 22 Male CS or Eng
P18 1 10 21 Male CS or Eng
P19 1 12 21 Male Non-CS or Eng
P20 1 52 19 Gender queer Non-CS or Eng
P21 1 20 20 Male Non-CS or Eng
P22 1 60 20 Male Non-CS or Eng

the session, participants were invited to opt in to a second, separately-scheduled session in which
they would experience the framework as part of a paired collaborative task; that session and its

enrollment are reported in Section 5.2.2.4.
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5.2.1.2 Study Design

The interview addresses RQ1 by probing six themes that prior work on decentralization has flagged
in isolation but has not jointly examined in interactive metaverse settings (Section 5.1): (1) agency,
surveillance, and asymmetric threat models; (i1) data sovereignty and spatial autonomys; (iii) the
intimacy boundary and scalability of trust; (iv) the accountability paradox in trustless spaces; (v)
the epistemic shift from institutional trust to cryptographic verification; and (vi) the Inconvenience
Threshold, the friction level above which participants reported they would abandon decentralization
regardless of its principled appeal. Each theme corresponds to one anchor question in the shared
interview script and to one or more semi-structured follow-ups that the interviewer used to probe

participant-specific examples.

Two interviewers worked from a shared script, asking the anchor questions in a consistent order
across participants and following up on participant-volunteered specifics. We chose a semi-structured
rather than a fully scripted format because several themes (notably accountability and the epistemic
shift) require participants to reason through unfamiliar scenarios in real time, and over-scripting the
follow-ups would have foreclosed the comparative reasoning the RQ depends on. Each interview
lasted approximately 30 minutes (see Section 5.2.1.1) and was audio-recorded with the participant’s

consent for downstream coding (Section 5.2.1.3).

The Inconvenience Threshold theme ((vi)) is the only theme operationalized through an in-
session artifact rather than purely verbal reasoning. Participants were shown a short hands-on
demonstration of our decentralized onboarding flow (the Ownly identity bootstrap) and asked to
compare its perceived complexity with the email-and-password login they routinely use. The artifact
lets participants ground their answer in concrete friction rather than abstract speculation about
decentralization complexity; we treat the resulting verbal comparisons as qualitative data and report

them in Section 5.3.4 alongside the other five themes.

5.2.1.3 Qualitative Analysis

We analyzed the interview transcripts and the verbal comparisons collected during the Ownly
bootstrap demo (Section 5.2.1.2) through inductive coding, with the goal of producing the macro-
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theme framework that Section 5.3 reports. Because the demo responses elicited the same kind
of comparative reasoning as the verbal interview portions, we integrated them into the same
codebook rather than maintaining a separate sub-codebook for demo-only data. Our coding strategy
was bottom-up and open-ended, following Saldafa’s iterative approach [Sal21] and supported by

MAXQDA. We split the work into two stages: codebook development and full-corpus coding.

In the first stage, two researchers independently coded a subset of four interviews, generating
descriptive codes through recursive reading and inductive reasoning. Daily debriefing sessions
compared the independent labels, resolved discrepancies, and consolidated overlapping concepts,
yielding a preliminary codebook of 82 open codes. We then performed axial coding to identify
thematic relations among the descriptive codes, clustering them first into a small set of mid-level
themes and then into five overarching macro-themes that frame Section 5.3 (four substantive

macro-themes plus a fifth, methodological macro-theme on folk-model distortions).

In the second stage, the same two researchers coded the remaining interviews under a primary-
coder and secondary-validator model: each transcript was coded by one researcher and independently
verified by the other to maintain interpretive consistency. Emergent codes were reviewed by both

researchers and incorporated into the master codebook only after unanimous agreement.

Following McDonald et al. [MSF19], we did not compute formal inter-rater reliability statistics.
Because our themes are exploratory rather than confirmatory and our analysis privileges the breadth
of rich, participant-grounded patterns over a single coder-agreement scalar, McDonald et al.’s
argument that IRR is the wrong metric for emerging socio-technical practices applies directly to our

setting.

The final analytical framework comprises 27 sub-findings organized into the five macro-themes

reported in Section 5.3.

5.2.2 Decentralized Framework Design and Validation

Design Goals. Section 5.3 surfaces a long list of properties users want from a decentralized
metaverse. To turn that list into a tractable design agenda, we asked of each finding two questions:

what centralized failure mode does it identify, and is decentralization an architectural answer to that
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failure, or only a constraint on the resulting system’s deployment? Three failure modes recurred

across the user-study findings as ones that any decentralized alternative would have to address, in
the sense that leaving any of them unaddressed undermines the rest: the centralized operator’s
privileged read access and unilateral control over user-held state (cutting across Sections 5.3.1
and 5.3.2), the inability of straightforward replication schemes to keep concurrent action meaningful
(foregrounded by the small-group framing of Section 5.3.4), and the absence of any audit trail that
does not also reintroduce surveillance (Sections 5.3.3 and 5.3.3). The remaining findings tell us
when and where users would adopt the system rather than what mechanism it needs. We treat the
three recurring failure modes as the foundational design problems for this chapter, name them G,
through Gg3, and use Sections 5.2.2.1-5.2.2.3 to explore mechanisms that look promising against
each. The exploration is exactly that; we do not claim a complete decentralized metaverse product,

and the longer list of user-stated needs is real and important but lies outside this chapter’s scope.

G (User-controlled identity and decentralized state). Users want decentralization to remove
the centralized operator from two places at once: from the path of their interaction data (driven
by commercial commodification, state-coerced platform compliance, and, in XR, distrust of
the centralized space provider itself; Section 5.3.1), and from the policy that gates access to

the space and creations they consider theirs (the asset-loss and Digital Doorbell findings of

Section 5.3.2, on which ten of 22 participants converged without prompt). Section 5.2.2.1
explores a substrate that combines a state-abstraction layer over peer-to-peer transport with a

cryptographic-identity layer scoped to workspace-local trust domains.

G (Semantic consistency under concurrent interaction). Users see decentralization as viable
only for small-group, dense-collaboration settings (Section 5.3.4); even there, the standard
state-replication guarantees that keep peer copies syntactically aligned do not by themselves
guarantee that the shared state remains meaningful under the application’s domain rules (for
instance, that no two players can simultaneously claim the same resource). Section 5.2.2.2
explores a peer-side semantic-correctness pipeline that combines optimistic local execu-
tion, continuous invariant verification, threshold-based consensus, and compensating state

transitions.
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G3 (Consensually auditable behavior without central surveillance). Users articulate the Account-
ability Paradox: they want the centralized arrangement’s evidence trail without its surveillance
read access (Section 5.3.3), and one participant independently proposes a peer-side resolution
from first principles (P14 in Section 5.3.3). Section 5.2.2.3 explores peer-driven cryptographic
auditing with quorum-based ostracization over an append-only behavior history that any

honest peer can replay.

The remaining user-study findings calibrate the framework rather than dictating new mechanisms
here. The intimacy-boundary preference (Section 5.3.4) scopes the framework to small workspaces,

not massively-multiplayer environments. The Inconvenience Threshold (Section 5.3.4) constrains

the friction budget; Section 5.2.2.4 tests it empirically against a centralized baseline on the

three constructs participants told us they would not sacrifice: Perceived Latency, Synchronization

Consistency, and Collaborative Fluency. The folk-model distortions of Section 5.3.5 name the

architectural collapses against which the Discussion (Section 5.5) explicitly defends each design

choice; they do not dictate new framework mechanisms.

5.2.2.1 Decentralized Framework Substrate

The substrate of our framework addresses goal G; (user-controlled identity and decentralized
state) by reframing the metaverse’s real-time state as a collaborative document that peers co-author
over a serverless network. The substrate has two components: a Standardized State Abstraction
Layer that maps the 3D environment into an addressable schema, and an Ownly-based identity and
communication substrate that carries authenticated document mutations between peers and scopes

trust through workspace-local naming. We describe each in turn.

Standardized State Abstraction Layer. Modern game engines manage virtual worlds via a Scene
Graph [Grel8], a nested tree conceptually analogous to a Document Object Model. By serializing
the environment into an addressable, JSON-like object tree, we reframe real-time peer-to-peer
synchronization as a collaborative document editing problem [KB17]. Raw Scene Graphs, however,
are bloated with rendering data and tightly coupled to a specific engine, making them ill-suited

for direct P2P exchange. Our Standardized State Abstraction Layer maps the continuous 3D
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environment into a discrete, engine-agnostic document schema via two mechanisms:

e Selective Synchronization. Following the network-relevance principle of [YK13], we isolate
semantic state from local rendering. Only entities tagged with network-aware Components
(e.g., Interactable) are extracted, so the network carries behavioral intents rather than

visual noise.

e Flattened Document Schema. Directly serializing nested Scene Graphs produces deep JSON
trees prone to performance overhead and topological conflicts during concurrent edits [KB17].
We assign each network-active entity a unique identifier (UUID) as a top-level key and flatten
its semantic attributes into direct key-value pairs, turning complex graph updates into atomic

document mutations.

By collapsing the per-engine graph into a uniform document schema, the Standardized State
Abstraction Layer is what makes serverless convergence tractable: the network sees only flat,

addressable mutations, no engine internals.

Ownly-based Identity and Communication Substrate. With the 3D environment abstracted into
concurrent document patches, the framework requires a decentralized substrate that carries those
patches between peers without an authoritative arbiter and that scopes identity to a workspace-local
trust domain. We adopt Ownly [YMP24], a user-controlled serverless collaborative editor!, as that
substrate. Peers communicate directly via intermediate packet forwarders rather than authoritative
servers. To maintain consistency without a central arbiter, the framework uses Conflict-free
Replicated Data Types (CRDTs): as long as honest peers eventually receive the same set of edits,
their local replicas converge under concurrent modification and arbitrary delay. Edits are exchanged
by (i) encapsulating local document mutations as named, secured data, (ii) joining a Sync group to
broadcast updates and serve incoming Interests, and (iii) fetching and validating new data from the
network. Each edit is tracked by a name composed of the workspace name, the user name, and a

per-user sequence number, as illustrated in Figure 5.1.

Thttps://ownly.work
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Figure 5.1: In the Ownly instance /orgl/wksp, users and the initiator collaboratively edit the world

document. Document mutations are structured as named secured data and exchanged via a Named

Data Network.

To support user-controlled identity (the second half of G;), the substrate models each virtual
world as a localized workspace that doubles as a self-contained trust domain [YMP24]. The
workspace creator serves as the domain controller and invites collaborators out-of-band (e.g., by
email) to exchange access credentials. Hierarchical naming then resolves decentralized identity:
if Alice (controlling the namespace “/orgl”) initiates a workspace “/orgl/wksp” and out-of-band
invites Bob (“/bob”), Bob is issued a locally scoped cryptographic identity “/orgl/wksp/bob” that
he uses to sign his state updates. All authenticated members hold equal read and write permissions

over the shared world document.

From Substrate to Application Guarantees. The substrate guarantees only syntactic convergence
over the world document; it is agnostic to whether a converged state respects the metaverse’s domain
logic and is unable, by itself, to identify or isolate compromised peers. Sections 5.2.2.2 and 5.2.2.3
describe the two application-layer guarantees we layer on top: enforcing semantic correctness under

benign concurrency (G,) and decentralized behavior auditing under adversarial conditions (G3).
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5.2.2.2 Enforcing Semantic Correctness

The substrate guarantees only syntactic convergence of the world document; it does not by itself
ensure that a converged state remains valid under the application’s domain logic. This subsection
addresses goal G, (semantic consistency under concurrent interaction) by introducing a pipeline
that detects and repairs invariant violations without sacrificing the low-latency interactivity that
the validation in Section 5.2.2.4 tests against a centralized baseline. We motivate the problem with
a micro-case study of concurrent artifact manipulation, then describe an asynchronous validation
pipeline that combines optimistic local execution, continuous semantic verification, threshold-based

consensus, and compensating state transitions.

Case Study: Semantic Divergence and Resource Invariant Violations

Context: Consider a highly concurrent environment in which actors interact with shared digital
artifacts. Unlocking a shared resource receptacle requires the consumption of a discrete token; a
fundamental resource conservation invariant dictates that tokens consumed must equal successful
unlocks.

Structural Resolution: If Actor A and Actor B claim the resource simultaneously, the underlying
CRDT deterministically orders the events and allocates the contents exclusively to Actor A.
Semantic Breakdown: To preserve low-latency collaboration, both clients optimistically execute
the action locally and deduct a token before network synchronization.

Outcome: The network converges on a syntactically sound but semantically invalid state: one

resource was dispensed, yet two tokens were permanently consumed. This is a decentralized

resource-duplication anomaly.

Resolving these anomalies without stalling client execution for synchronous coordination is the

central design problem. Our pipeline (Algorithm 1) combines:

e Optimistic Local Execution and Hypothetical States. Clients apply inputs immediately to a
local state view. When a client at logical state S; executes operation op, it transitions to a
hypothetical state S} = f(Sk, op) before network convergence. This zero-latency paradigm
mirrors client-side prediction and optimistic UI updates validated in interactive web and

mobile applications, and is necessary to keep collaborative tasks fluid.
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e Continuous Semantic Verification. Each client functions as a background validator.
Following the principle of Invariant Confluence (I-confluence) [BFF14], that synchronous
coordination can be safely bypassed if application invariants are continuously preserved,
the client evaluates the converged state Sconyerged against the domain invariants Zyomain upon

high-stakes transitions. For example, it validates the resource invariant
Jesource - Z(TokensConsumed) = Z(SuccessfulUnlocks) 5.1

and flags an anomaly only when the assertion fails.

e Threshold-Based Consensus. To prevent malicious actors from weaponizing state corrections,
rollbacks cannot be unilateral. Drawing on quorum-based consensus and peer-auditing
protocols, a validator that detects a violation broadcasts a rollback request; peers independently
re-evaluate the invariant and broadcast approval votes. Corrective action proceeds only once a

quorum is reached.

e Compensating State Transitions. Once the quorum 7quorum 18 satisfied, we avoid arbitrary
state rewinding, which would violate the append-only nature of CRDTs. Inspired by the Saga
pattern [GS87], application state is versioned by logical clock vectors ([user:sequence]),
and the network injects a formally defined compensating transaction (e.g., refunding the
erroneously consumed token to Actor B). The logical clock continues forward while the

content is reconciled to semantic validity.
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Algorithm 1 Decentralized Semantic Verification: Detection and Rollback Request

Require: Sy, (Local state), Zgomain (Set of domain invariants)
1: procedure ONSTATEUPDATE(Apet)

2 S converged < CRDT_MERGE(Siocal; Anet)

3: anomalyDetected < False > Step 1: Continuous Evaluation of Semantic Invariants
4: for each I € Jjomain do

5: if not /. ASSERT(Sconverged) then

6: anomalyDetected < True

7 Verr < Sconverged-VeCtor

8: break

9: end if
10: end for > Broadcast Compensating Rollback Request
11: if anomalyDetected then
12: req < CREATEROLLBACKREQ(Verr, Sconverged)
13: Broapcast(req)
14: end if

15: end procedure

16: procedure ONRECEIVEROLLBACKREQUEST(Veyyr, Serr) > Step 2: Independent Peer Verification

17: if not VERIFYINVARIANTS (Serr, Zgomain) then
18: BroaDpcAST(VOTE(Verr, APPROVE))
19: end if

20: end procedure
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Algorithm 2 Decentralized Semantic Verification: Threshold Consensus and Compensation

Require: Votes (Vote registry), Tquorum (Consensus threshold), Sconverged (Current converged state)
1: procedure ONRECEIVEVOTE(Veyr, peerID)
2: Votes|Ver|.ADD(peerID) > Prevent replay > Step 3: Threshold Consensus and

Compensating Transition

3: if |Votes[Verr]| > Tquorum then

4: Sprior <= GETPRIORVALIDSTATE(Sconverged, Verr)
5: Acomp ¢ GENERATECOMPENSATION (Sprior)

6: View INCREMENTCLOCK (Sconverged- VECtOT)

7: APPLYANDBROADCAST(Acomp, Vnew)

8: CLEAR(Votes[Ver])

9: end if

10: end procedure

The pipeline preserves semantic correctness without blocking the main rendering or interaction
threads: speculative CRDT mutations, anomaly alerts, and approval votes are all published
asynchronously to the workspace Sync group introduced in Section 5.2.2.1. Section 5.2.2.3 extends

this validator pattern from benign concurrency to adversarial behavior.

5.2.2.3 Decentralized Behavior Auditing and Moderation

While Section 5.2.2.2 addresses semantic anomalies that arise from benign concurrency, an
operational metaverse must also withstand deliberate adversarial behavior. Our participants
explicitly raised this question in the Accountability Paradox and the broader epistemic shift toward
cryptographic rather than institutional verification (G3). This subsection introduces a peer-driven
auditing pipeline that extends our application of domain invariants Zjomain to function as enforceable
contracts. We motivate the problem with a micro-case study of spatial manipulation, then describe
how continuous background logging, deterministic constraint evaluation, peer-driven accusations,
and quorum-based ostracization together identify and isolate malicious actors without a central

moderator.
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Case Study: Spatial Discontinuity and the Violation of Embodied Constraints

Context: Consider a persistent environment governed by embodied constraints. A fundamental
kinematic invariant Zyinematic dictates that the distance traversed (Ad) over elapsed time (Af)
cannot exceed the domain’s maximum theoretical velocity V.

Exploit (Structural Validity): A malicious actor manipulates their local client to instantly update
coordinates from Point A to a distant Point B and broadcasts the transition. The underlying P2P
protocol accepts the coordinate update as structurally well-formed.

Semantic Breakdown (Invariant Violation): Although syntactically valid, the transition fails the
Jxinematic assertion, as (Ad/At) > Viax.

Outcome: Without an application-layer auditor, the system validates a physically impossible

trajectory and grants the adversary an unearned advantage.

Replacing the centralized moderator’s policing function without introducing a privileged peer

requires conceptualizing moderation not as heuristic anomaly detection but as the strict evaluation

of domain contracts. Our auditing pipeline (Algorithm 3) comprises:

e Continuous Background Logging. Each client operates as a continuous background model
checker, maintaining an ephemeral sliding-window log of state transitions S;_x — -+ — ;

received from peers.

e Deterministic Constraint Evaluation. To isolate application semantics from network
propagation delay, verification relies exclusively on client-declared event timestamps 7eyen;.
The evaluator computes the delta between consecutive state payloads (e.g., Ad/At < Vinax)
and verifies domain constraints. Anchoring audits in the internal temporal logic of events

natively prevents false positives during network partitions.

e Peer-Driven Accusations. If a local model checker detects an assertion failure, it broadcasts an
Accusation packet whose payload is the logical clock vector [user: sequence] corresponding
to the illicit transition. The accusation acts as a pointer to the evidence rather than a self-

contained proof.

¢ Quorum-Based Ostracization. To prevent malicious actors from weaponizing the moderation
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system via false accusations, peers receiving an accusation must independently corroborate
it. They retrieve the cited events from their own logs and deterministically replay the
transition; a violation strike is registered only when the peer independently reproduces the
assertion failure. Once a node observes validated accusations from a predefined quorum
(the EVICTION_QUORUM parameter, set to three independent peers in our prototype), the
community ostracizes the offending actor and drops subsequent packets originating from that

name.

Limitations and Open-Source Extensibility. We acknowledge the intractable nature of exhaustively
codifying all possible adversarial behaviors. The set of invariants Zjomain in our prototype
demonstrates the framework’s viability rather than providing a comprehensive anti-cheat solution.
Because the auditing protocol enforces externally specified invariants rather than coded heuristics,
an open-source extension surface is available: communities can add domain-specific invariants by
appending to Jgomain Without modifying the substrate, and the same quorum-based ostracization
mechanism applies. We treat the construction of a richer invariant library as an explicit boundary of

this work and a direction for community contribution.

5.2.2.4 Validation Method

Participants. The validation drew its participants from the Section 5.2.1.1 sample. Of the 20
participants who accepted the opt-in invitation extended at the close of their individual interview, all
20 enrolled in the validation and were paired at random into 10 dyads. We chose the dyad as the
smallest configuration that meaningfully exercises the framework’s concurrent state synchronization,
since the validation rests on whether two simultaneously active clients can coordinate over a shared

world document.

The validation session lasted approximately 30 minutes and took place in an in-lab setting. Each
participant received $15 (USD) for the validation session; combined with the $10 received for the
Section 5.2.1.1 session, total compensation per participant across both sessions was $25. Procedures,

including a post-session debrief, were conducted under our institution’s IRB-approved protocol.
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Algorithm 3 Consensus-Driven Invariant Checking and Peer Ostracization

—_

: procedure AUDITPEERTRANSITIONS(target Peer,recentLog, Iyomain)

2: Sprevs Scurr < GetLatestTransition(targetPeer,recentLog)

3: violationDetected < False > Step 1: Deterministic Constraint Evaluation
4: for each invariant € 1jomain do

5: if not invariant.assert(S,ev, Scurr) then

6: violationDetected < True

7: break

8: end if

9: end for > Step 2: Initiate Peer-Driven Accusation
10: if violationDetected then
11: evidence < {Sprey.vector, Seyrr.vector}

12: Broadcast(Accusation(targetPeer, evidence))

13: end if

14: end procedure

15: procedure ONRECEIVEAccUsATION(targetPeer, evidence, Lyomain)

16: Sprevs Scurr < RetrieveLocalState(evidence) > Step 3: Independent Corroboration
17: if VerifyInvariants(S,,ev, Scurr> Zdomain) == False then
18: AccusationTally[targetPeer]| < AccusationTally[targetPeer] + 1 > Step 4:

Community Ostracization upon Quorum

19: if AccusationTally[targetPeer] > EVICTION_QUORUM then
20: DisconnectAndBan(targetPeer)

21: end if

22: end if

23: end procedure

Design. The validation employs a within-subjects, double-blind design to assess whether participants
detect a perceptual difference between the decentralized framework and a centralized counterpart

when they experience the two side by side. Each dyad completes the same collaborative task
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under both conditions: Condition A (Centralized Control) and Condition B (Decentralized
Treatment). The active condition is concealed from both the participants and the immediate session
facilitator, and counterbalancing (A—B for half the dyads, B— A for the other half) mitigates order

and learning effects.

Collaborative Task. To stress concurrent state synchronization and conflict resolution, each dyad
performs a two-stage mission. In the first stage, the dyad jointly constructs a virtual house, which
generates a continuous stream of small, asynchronous state mutations (placing, removing, and
re-coloring blocks). In the second stage, the dyad performs a high-concurrency synchronization
task: the dyad locates five treasure chests distributed in the environment and is explicitly instructed
to coordinate over voice and trigger the opening action on all five chests at the same moment.
The second stage is designed to maximize near-simultaneous state transitions and to expose any

divergence between the two conditions’ handling of concurrent edits to the world document.

Construct Isolation. Before each session the facilitator instructs the dyad to evaluate the underlying

network protocol, in particular its responsiveness, stability, and synchronization quality, rather than

the game’s aesthetics or task mechanics. After each condition, each participant rates the system

on three 7-point Likert constructs: Perceived Latency (responsiveness of inputs and smoothness

of avatar motion), Synchronization Consistency (alignment between the participant’s view of the

world and the partner’s view, including absence of teleporting, vanishing, or jumping objects),

and Collaborative Fluency (the system’s tendency to support rather than interrupt joint action).

Each construct is operationalized by three items. The facilitator also records instances of “verbal
confusion” (e.g., “I placed a block here, why is it gone?”) as a behavioral indicator of perceived

synchronization failure.

Architectural Invisibility Test. At the close of the second condition, with both participants still
blinded to the condition assignment, each participant is asked which of the two systems they believe
was the decentralized one. We frame this as an “architectural invisibility test”: if the perceived
quality of the two conditions is statistically indistinguishable (Likert ratings paired across conditions)
and participants’ identification accuracy is at chance, we conclude that no perceptual gap is detected

in this sample. We treat as the null hypothesis that participants perceive no statistically significant
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difference in Perceived Latency, Synchronization Consistency, or Collaborative Fluency between

the two conditions, and that identification accuracy does not differ from 50%.

Debrief. After the identification question, the facilitator conducts a brief structured debrief in which
the dyad is invited to comment on any specific moment of confusion, divergence, or smoothness they
noticed during either condition. The structured debrief preserves the blinding: it does not disclose
which condition was decentralized, nor does it disclose that the study compared a decentralized
framework against a centralized baseline, in order to keep the participants’ qualitative reflection
naive to the comparison. The debrief is audio-recorded and integrated into the Section 5.2.1.3
codebook only for codes that bear on perceived quality between the two conditions; analyses of

validation-specific themes are reported in Section 5.4.

5.3 User-Study Results

The qualitative interview study described in Section 5.2.1 was designed to surface, in participants’
own terms, what they want from a decentralized alternative to today’s centralized metaverse platforms.
This section reports what those terms turned out to be, answering RQ1: when, why, and what
concrete needs do users have for a decentralized metaverse alternative? Across 22 participants,
our analysis clustered their reasoning around five questions they returned to repeatedly: (i) which
centralized failures actually push users toward decentralization (Section 5.3.1); (ii) which ownership
properties they ask decentralization to provide (Section 5.3.2); (iii) how trust is reconstituted once
no central operator is available to provide it (Section 5.3.3); (iv) under what conditions they would
actually switch from a centralized default to a decentralized alternative (Section 5.3.4); and (v)
where lay intuitions about decentralization systematically break down, and what that tells us about
how to explain decentralization to its prospective users (Section 5.3.5). Section 5.3.5 closes by

naming the small subset of findings that load-bear the framework’s design in Section 5.2.2.

Each sub-finding opens with the list of participants who engaged with it (Pn); verbatim quotations

are italicized and attributed to the specific participant.
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5.3.1 Threats that drive the demand for decentralization

We begin with the question participants treated as primary in their own answers: what is wrong with
the centralized arrangement that decentralization would have to fix? In their framing, decentralization
is a response to specific failures: who watches, who can suppress, and what is at stake when that
watching is misused. Five distinct adversary models surfaced, and the model a participant held
determined which property of decentralization they considered indispensable. We catalogue the

five, then close by naming which of them decentralization actually answers and which it does not.

Users want decentralization to escape the centralized operator’s monetization of their behavior.
P3, P4, PS5, P6, P11, P12, P13, P14, P19 raised the data-as-business-input chain that the centralized
operator participates in as something they wanted to escape. P19 distinguished raw leakage from
algorithmic targeting: “if you like secretly access some of my extra data and choose to like, 1
mean, only seeing like some of the content, that’s pretty bad” (P19). Several already practised
channel-switching as a coping behavior [HM16], treating the centralized arrangement as a coerced

trade they would prefer to exit.

Users want decentralization to escape state-coerced platform compliance. PS5, P6, P11, P13,
P21, P22 reached for governmental adversaries grounded in lived geopolitical experience, locating
the harm not in the state directly but in the centralized platform’s obligation to comply with state
requests. P13 recalled a concrete platform sanction triggered by content the participant considered
innocuous: “I have actually got banged from social media because I just post some tax questions,
and I was like, what’s wrong with that? How I cannot post about tax questions? It’s just text!”
(P13). We read the vividness of the recall as diagnostic: opaque centralized moderation reads
as state-adjacent to these participants even when no state actor is directly involved, which is the

condition decentralization aims to dissolve.

Users want decentralization to escape peer-weaponized centralized moderation. P3, P4, P7,
P8, P11, P13, P15 named a different adversary: not the centralized operator, but other users wielding

the operator’s moderation pipeline against them. The most diagnostic instance came from P15, who
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described a chilling effect on reporting misbehaviour rather than on doing it: “I'd rather just stay
quiet and just let them continue the trouble” rather than risk being chased through reports (P15).

The desired escape is therefore not from moderation per se but from moderation as a centralized

lever: in a decentralized arrangement, the lever does not exist for peers to seize.

A subset of users wants decentralization because they distrust the centralized space provider
in XR, not only the data collector. A smaller cluster (P1, P15, P16) named threats text platforms
cannot host: the centralized space provider can manipulate the geometry of the user’s spatial
perception. “there’s like attacks like men in the room. . . you're tricking. . . you're like modifying the
dimension of like the geometry of the virtual space so that you cause the player to like fall down

or something” (P1). The threat reorients the centralization critique from who reads the data to

who renders the world, which is a meaningfully larger surface; the framework’s peer-side invariant

checking (Section 5.2.2.3) is calibrated to it.

A subset of users does not want decentralization because they do not believe any networked
arrangement is sufficient. P3, P4, P11, P17, P19, P20, P21, P22 articulated the threats clearly
but reported no behavior change [HM16]: “Yeah, but I guess hasn’t translated to my actions yet”
(P17). Several reserved their most sensitive communication for non-digital channels, treating both
centralized and decentralized systems as insufficiently private. This stance does not adjudicate the

centralized-vs-decentralized question; it brackets it.

Synthesis. Across the five adversary models, decentralization is an apt answer for three (commercial
commodification, state-coerced compliance, XR space-provider distrust): each names a harm whose
locus sits at the centralized operator itself, and removing the operator removes the harm. For
peer-weaponized moderation, decentralization is a partial answer: it removes the lever peers seize,
but it does not by itself answer the underlying social harm peers cause, which is why Section 5.3.3
treats the resulting accountability paradox as a first-class design problem. The privacy-cynicism
stance brackets rather than answers the comparison, and we read it as the upper-bound calibration

on what any decentralized framework can claim: the right framing for ours is substantially better
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than centralized, not equivalent to no network. One finding cuts against the standard HCI privacy

narrative: in our data, the most concrete reports of day-to-day behavioral self-censorship trace
back to peer-weaponized moderation rather than to corporate surveillance, which gives us reason to

question any centralization defence that leans on the moderation pipeline as the chief user protection.

5.3.2 Ownership properties decentralization is asked to provide

If Section 5.3.1 catalogued the centralized failures users want decentralization to escape, this section

catalogues the positive properties they want decentralization to put in their place. Participants did

not ask decentralization for ownership as a single thing. They asked for four distinct properties
the centralized arrangement was perceived to deny: continuity (the platform cannot take it away),
authorship-honoured permanence (the platform cannot retroactively invalidate it), permissioned
access (the platform cannot let strangers in without my consent), and key-based exclusivity (only my
key, not their policy, governs access). Each property names a centralized failure mode and a desired

decentralized counterpart.

Users want decentralization to remove the centralized operator’s unilateral power to delete
their creations. PS5, P7, P11, P13, P15, P21 cited past experiences of losing in-game property to
platform decisions, recalled with strong affect. P7: “I'd rather have it stored myself. Cuz what if
they lose it?. .. When they took away my dog. Yeah. .. I was mad” (P7). The implicit comparison is
local custody against centralized custody; participants did not engage with the storage-redundancy
comparison, on which the framework’s CRDT-replicated world document (Section 5.2.2.1) actually

wins on both axes (we develop this in Section 5.5).

Users want decentralization to disable the centralized operator’s power to retroactively
invalidate already-built artifacts. P5, P11, P13, P15 identified a subtler form of the same demand:
terms-of-service changes that invalidate artifacts the user has already laboured over. P13: “the
company'’s policy. . . they can change very, like, instantly. . . what if one day I spend tons of work,
tons of my sweat on that creation, and suddenly I'm banned for using that?” (P13). The defensive

response inside the centralized arrangement is self-backup as veto; the desired decentralized
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arrangement makes the veto structural rather than improvised.

Users want decentralization to gate access on permission they grant, not on policy the operator
sets: the Digital Doorbell. P3, P5, P6, P7, P9, P11, P15, P17, P19, P21 articulated a permission-
gated access intuition for what they considered a truly private virtual space: even the legitimate host
has to request entry. P7 was the one participant to frame this intuition through a door metaphor,
which we adopt as the name for the underlying requirement: “Even though they own it, I would still
want to have control on who could enter my space or who could edit what I built. . . make sure they
notify the user. Like kind of like ringing the door” (P7). The other nine participants articulated
the same permission-based gating without invoking the door image directly; we call the resulting

requirement the Digital Doorbell after P7’s framing. P15 spontaneously surfaced the abuse vector

any naive “anyone can claim any space” decentralized policy implies (the user who circles the whole
world and declares it theirs); the participant’s instinct that gating must be credentialed rather than

declared is exactly the affordance the framework’s hierarchical naming provides (Section 5.2.2.1).

Users want decentralization to make access governed by their key, not by the operator’s
contract. P3, P5, P9, P13, P17, P19, P21 articulated the qualitative difference between ownership
tied to a private key and ownership tied to a TOS clause [LNE23]. P5: “without my personal key no
one else can access [that] still can be considered as private” (P5). One participant (P13) pushed this
maximalism to its limit by treating only self-hosted infrastructure as “private,” a stance internally

consistent but one that excludes every realistic deployment, centralized or decentralized.

Users want decentralization selectively: communicative artifacts should be local, but structural
artifacts can stay centralized. P3, P4, P5, P11, P15, P19, P20 explicitly distinguished what they
wanted decentralized from what they were content to leave on a commercial server. In our coding,
communicative artifacts (chat, voice, intent) merited local custody, while structural artifacts (placed

blocks, built environments) did not; we read the pattern as a request for architecturally selective

decentralization that matches the artifact’s sensitivity, rather than wholesale decentralization. This

is the lay version of the Selective Synchronization mechanism (Section 5.2.2.1).
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Synthesis. Four of the five ownership properties bind directly to specific affordances the framework
provides: continuity and retroactive-invalidation defence bind to CRDT-replicated state (Gy); the
Digital Doorbell binds to workspace-scoped credentialed access (G ); key-based exclusivity binds
to the cryptographic identity layer (G;). The fifth, selective sovereignty, binds to Selective
Synchronization rather than to identity. The convergence is unusually strong: ten of 22 participants
articulated the permission-gated access intuition we name Digital Doorbell (after P7’s door metaphor)
without prompt, which we read as evidence that the underlying intuition is intuitive rather than
imposed, and which licenses the chapter to adopt it as a load-bearing design metaphor. Two cautions
calibrate the claim. P7’s affective reaction to asset loss underspecifies the storage-redundancy
comparison, on which multi-peer CRDT replication is in fact more loss-resilient than either
centralized custody or single-laptop backup; the Discussion makes that non-obvious counter-
claim explicit. P13’s privacy maximalism (self-hosted infrastructure as the only “truly private”

configuration) is internally consistent but excludes any networked deployment, and we treat it as the

same upper-bound calibration adopted at the close of Section 5.3.1.

5.3.3 How users reconstitute trust without a central operator

Sections 5.3.1 and 5.3.2 described what users want decentralization to remove (the centralized
operator’s surveillance role) and what they want it to put in its place (continuity, exclusivity, gated
access). The natural next question is how the resulting arrangement is supposed to hold together:
with no central operator, who records, who sanctions, who decides, and who vouches? This is
the densest cluster in our corpus because it is where the comparison is hardest. The centralized
operator does a great deal of trust work participants want kept, even after they remove the operator:
recording who did what, sanctioning bad actors, making collective decisions, vouching for software,
and serving as a fallback when interpersonal trust runs out. Participants converged on a paradox
they could name but not resolve, and then independently proposed several mechanisms for resolving

it, some of which closely mirror the framework’s design.

The Accountability Paradox: users want decentralization for privacy but want the centralized
arrangement’s evidence trail at the same time. P1, P3, P9, P11, P13, P15, P17, P19, P21
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wanted both the privacy of an unmonitored space and the accountability of a surveilled one.
P3: “if like. .. grooming and stuff [is going on], it’s very important that there are logs and
like evidence in place so. .. malicious users can be removed” (P3). PI1 inferred too quickly
that decentralization implied the absence of any guidelines, and P15 cited 4chan-style failures
as evidence that decentralization would amplify trolling. Both inferences confuse anonymity
with decentralization (Section 5.3.5); both nonetheless name the real demand, which is that
decentralization preserve an evidence trail while removing the centralized operator’s privileged read

access to it.

Users independently propose an append-only behavior log as the resolution of the paradox.
P1, P7, P15 named the construct the framework provides without prompt. P7 articulated it most
cleanly: “there’s history or a record of what people are doing at least you have proof of that and
everyone has access to it”, and later: “you can erase the evidence, but at least it’s on there” (P7).
This is the cleanest match in the corpus between a user intuition and a specific construct in the
framework: the immutable, peer-replicated log of state mutations that the world document provides
(Section 5.2.2.1). The participants are not endorsing the design after seeing it; they are reaching for

the same construct as the right resolution before seeing it.

Users propose peer-driven cryptographic auditing as the substitute for the centralized
operator’s enforcement role. P14 reached for the framework’s auditing mechanism (Algorithm 3)
without exposure to it: “if they cheat, they can only do it on their computer, so when they are
communicating with another computer, there will be some, like, verification of the local data.
So. .. you can actually let everybody follow the rules” (P14). P19 and P20 separately recognised and
endorsed the same construct once it was demonstrated in the post-task debrief. One spontaneous
articulation is not statistical evidence of convergent design intuition, but it is a useful existence
proof: the centralized enforcer is not the only conceivable enforcer, and the alternative reads as

natural rather than alien once articulated.
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Users reach for consensus vocabulary, but import the cryptocurrency-vernacular failure mode.
P1, P5, P11, P15 reached for cryptocurrency-style consensus, and P1 articulated the failure of
stake-weighted consensus mid-sentence: “if the person who’s powering the server is like more than
51% then he gets to say that oh yeah we should allow bloodshed in this meta. .. Not necessarily
right but given the constraints that’s probably the best way” (P1). The framework adopts the form
of the construct (quorum-based decision) but explicitly refuses the content: EVICTION_QUORUM
(Section 5.2.2.3) counts independent peers rather than weighting by stake. The takeaway for the
comparison: users are willing to accept consensus-based decision-making as a replacement for the
centralized operator, but they will import the wrong consensus shape if the design does not name its

alternative.

A counter-current argues for social norms instead of encoded rules. We coded a counter-current
in P3, P11, P13, P17, P19, P21, P22’s responses: decentralized governance should emerge as
social norms rather than be encoded in protocol [NKF23, BLL24]. In this reading, the centralized
operator’s enforcement role should not be replaced at all; instead, the decentralized arrangement
should rely on the social fabric the operator usually obscures. The framework’s stance, articulated
in Section 5.2.2.3, is hybrid: enforceable invariants are quorum-checked, and social norms remain

the appropriate vehicle for context-specific community rules.

Users reject the listen-server hybrid as a centralized-vs-decentralized middle ground. We
coded nine of the 22 participants (P3, PS5, P9, P11, P13, P15, P17, P19, P21) as rejecting the single-
host-peer hybrid the interview protocol offered as a middle ground. Three independent objections
recurred in their responses: the host gets asymmetric power to cheat, the host is asymmetrically
exposed to attack, and the social problem of selecting and compensating the host adds fresh friction.
P21 named the one condition under which the hybrid would be acceptable: pre-existing real-world
trust in the host. That is the out-of-band credential exchange the framework already provides
(Section 5.2.2.1). We read the pattern as a preference for either a structurally absent operator role

(fully decentralized) or one filled by a known and trusted human, rather than a designated peer.
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Trust does not vanish under decentralization; two participants reconstitute it along three
articulated axes. P1 and P5 (only two of the 22 participants in this cluster) articulated three
potential replacements for brand-based trust: cryptographic verification of software identity, third-
party audit institutions, and pre-existing real-world relationships. P1: “you have some kind of
PGP keys. . . trusted developers. . . and you can verify that the software is signed by them” (P1).
With only two informants, we treat the three-axis structure as suggestive rather than convergent;
the framework nonetheless provides the first reconstitution natively, supports the second via the
open-source extension surface (Section 5.2.2.3), and treats the third as the implicit premise of

out-of-band credential exchange.

Synthesis. This cluster carries both the strongest convergence between lay reasoning and framework
design and the most consequential lay misreadings, and the two readings cut in opposite directions.
The convergence (P7’s spontaneous append-only-log proposal, P14’s spontaneous peer-audit proposal,
the near-unanimous rejection of the listen-server hybrid) is the strongest single signal in our data
that the framework’s design reads naturally as an answer to the question rather than as a researcher-
imposed artifact. The misreadings (anonymity-decentralization conflation, plutocratic-consensus
reach) are the strongest signal that the chapter’s prose must explicitly refuse each architectural
collapse, since users will reach for these defaults if the framework does not name its alternative.
The Accountability Paradox is not resolvable from within either pure architecture, which is why the
framework’s hybrid stance, enforceable invariants for hard rules and social norms for soft community

context, maps onto both halves of the user demand at once.

5.3.4 When users will switch from centralized to decentralized

Sections 5.3.1-5.3.3 described what users want a decentralized alternative to be and how they think

it should work. This section asks the consequential follow-up: when, in practice, would they actually

choose it? Participants did not present decentralization as a global replacement for centralization.
They drew specific boundaries between contexts where they would switch and contexts where they

would not, and those boundaries are themselves design requirements for the deployment surface.
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Decentralization wins for small, intimate, known-peer settings; centralization wins at scale.
P1, P3, P9, P11, P15, P21 bounded decentralization’s use case to small-group, dense-collaboration
settings, treating it as the digital living room rather than the public square. P3: “pretty much two
person game” (P3). The framework’s workspace abstraction (Section 5.2.2.1) is deliberately scoped

to this regime, not to massively multiplayer environments.

Decentralization wins for competitive play because it removes the centralized host’s ping
advantage. A less-expected use case came from P15, P17, P18, P19’s responses, one prior
decentralized-systems work has not foregrounded: in their reasoning, peer-to-peer removes the

centralized host’s geographic ping advantage, making P2P fairer for competitive play. We note this

as a candidate adoption driver that cuts against the conventional intuition that competitive play

requires server authority.

Decentralization wins only above a stakes threshold; for casual use, centralization remains
preferred. P3,P5,P9, P11, P13 will tolerate decentralization’s friction only for high-stakes, narrow
use cases. P3 named the boundary explicitly: “if I was doing work. . . professionally or. . . classified
or anything, I could see this having any use” (P3). P5 quantified the tolerance as a bounded
performance sacrifice: small acceptable, large not. This bounded tolerance directly motivates the
no-degradation hypothesis Section 5.2.2.4 tests and Section 5.4 reports: decentralization can only

win above the stakes threshold if it does not simultaneously lose on perceived collaborative quality.

Centralization wins by default through habituation, regardless of architectural merit. P1,
P3, P5, P7, P11, P13, P15, P21 default to centralized not out of preference but out of familiarity.
P7: “Yes, cuz that’s what we’re used to” (P7). P1 reflected survivorship bias [Was10]: only stable
centralized systems have been observed, so centralization is inferred to cause stability. This is the
one adoption barrier the framework cannot architect away; it can only keep its friction bounded

enough that the high-stakes use cases participants do enumerate become routine.
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Decentralized onboarding sits at the upper edge of the tolerable friction range. P3, P5, P9,
P11, P13, P14, P15, P16 rated the demo onboarding flow against a familiar 2FA flow. P5: “[I]t’s
relatively the same. . . people may get may feel a little weird since it’s not the conventional login
method” (PS); P15: “It seems quite complex. . . Six or seven. Complicated maybe eight” (P15). The
friction source is unfamiliarity rather than intrinsic complexity, but the friction is real and sits at the

upper end of what participants self-report as tolerable for high-stakes contexts.

Synthesis. The deployment surface where decentralization wins is sharply bounded by participants
themselves: small-group, dense-collaboration, high-stakes use, with a friction budget at the upper
edge of what they self-report tolerating. Inside that envelope, decentralization wins on continuity,
ownership, evidence-without-surveillance, and (perhaps surprisingly) competitive fairness; outside
it, centralization continues to win, either because the scale is too large for dense P2P state, or because
the use is too casual to repay the onboarding cost, or because habituation overrides architectural
reasoning. The framework’s task is not to dethrone centralization but to make the small high-stakes
envelope reliably win-able, which is what Section 5.2.2.4 validates and Section 5.4 reports. The
competitive-fairness finding is the one genuinely surprising adoption driver and is foregrounded in

the Discussion as a use case the prior literature has not adequately considered.

5.3.5 Folk models users bring to decentralization

If Section 5.3.4 mapped where users’ reasoning is most defensible (the small high-stakes envelope they
themselves bounded), this section maps where the same reasoning systematically fails. The failures
are not noise. We treat them as a meta-finding: lay folk models of the comparison fail in systematic
ways, in predictable directions, and each failure is architecturally targetable [Was10, KDF15]. Four

architectural misconceptions and one methodological one recurred.

Brand-as-security distorts the comparison by treating corporate reputation as a security
primitive. P1, P7, P15, P17 reached for brand reputation as a security signal. P1: “I would trust a
central corporation more than like some guy in Nebraska” (P1). Brand reputation is a legibility

signal, not a security signal: a well-known company can hold data badly, and an open-source signed
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build can be inspected by anyone. The framework’s hierarchical naming with cryptographic identity
(Section 5.2.2.1) substitutes legibility-of-code for legibility-of-brand. The chapter has to name this
substitution explicitly; otherwise the design choice reads as arbitrary against the brand-as-security

default.

The anonymity-decentralization conflation distorts the comparison by importing centralized-
platform moderation pathologies. In our coding, P1, P15, P16 talked as if decentralization
implied anonymity, and as if a decentralized system would inherit the moderation pathologies of
anonymous platforms. The framework’s identity layer is not anonymous; it is pseudonymous with
provenance: cryptographic identities are bound to out-of-band-exchanged real-world contacts, and
every state mutation is signed. We read the misconception as predicting that users will reject the
framework on grounds that do not actually apply to it, which is the strongest argument for naming

the alternative explicitly.

Decentralized-as-unsecured distorts the comparison by treating ‘‘server removed” as ‘“‘security
removed”. We coded P1, P7, P15, P19, P20 as expressing variations on the folk model: removing
the server means everyone can access the data, or the network as a whole is harder to defend
than a centralized stronghold. In the cases the framework targets the opposite holds: out-of-band-
credentialed peer-to-peer transport plus CRDT-confined state restricts visibility to credentialed
peers, while centralized aggregation creates a single point of compromise. The framework corrects

the misconception in practice; the chapter has to correct it in prose.

Plutocratic consensus distorts the comparison by importing stake-weighted voting from
cryptocurrency discourse. P1, P5, P11 named consensus from the cryptocurrency vernacular
and imported the stake-weighted form by default (the proof-of-work quote in Section 5.3.3). The
participant noticed the failure mode (“Not necessarily right”) and could not escape it. The
framework’s choice of one-peer-one-vote with a configurable EVICTION_QUORUM (Section 5.2.2.3)
is a direct response, but the design choice is only legible if the chapter explains why peer-weighted

voting was selected.
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Self-report distortion: participants do not reliably introspect on whether they self-censor
under centralized observation. We coded apparent self-contradictions on behavior-change-under-
surveillance in P9, P11, and P17’s responses, with P11’s pair of statements occurring within the
same interview; P17 articulated the attitude-behavior gap directly. The chilling effect is by definition
partially unconscious [Mb14], so we read self-reported behavior change as unreliable evidence and

triangulate instead against what participants felt comfortable saying once the unmonitored-P2P

framing was articulated (e.g., P13 escalating from polite generalities to specific political examples

mid-interview).

Synthesis. The diagnostic value of these distortions is not that participants “got the technology
wrong” but that the distortions are systematic across participants of differing technical sophistication,
and that each is architecturally targetable. Read individually, each distortion is a design contract
the chapter has to honour: brand-as-security obliges us to make cryptographic signing legible to
non-experts; the anonymity-decentralization conflation obliges us to articulate pseudonymous-with-
provenance identity as the framework’s actual identity model; decentralized-as-unsecured obliges
us to show that credentialed CRDT confines state more tightly than centralized aggregation, not
less; plutocratic consensus obliges us to justify peer-weighted voting against the cryptocurrency-
vernacular default. The self-report distortion is methodological rather than architectural and warns
us not to lean on self-reported behavior change as primary evidence of the framework’s value;
we triangulate against the content participants felt comfortable expressing once the unmonitored
framing was established. Read together, the distortions are the part of the corpus with the most
direct design consequence: they tell us which design choices the chapter has to explicitly name and
defend, because users will otherwise import the standard architectural collapses by default and judge

the framework against the wrong baseline.

Synthesis: what the findings require of the framework

Three findings translate directly into design requirements Section 5.2.2 answers. First, the convergent
intuition that an immutable, peer-replicated record resolves the Accountability Paradox (P7 in

Section 5.3.3) maps onto the world document (Section 5.2.2.1). Second, the permission-gated
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access intuition from ten participants that we name Digital Doorbell (Section 5.3.2) maps onto
workspace-scoped credentialed access. Third, the framework’s auditing pipeline (Section 5.2.2.3)
has one spontaneous lay articulation (P14 in Section 5.3.3), with two further post-hoc endorsements;

we treat this as a design implication validated by recognition rather than a hard requirement.

Two findings impose bounded operating envelopes: the intimacy-boundary preference (Sec-
tion 5.3.4) restricts the framework to small-group workspaces, and the Inconvenience Threshold
constrains the friction budget Section 5.2.2.4 tests empirically. The folk-model distortions of
Section 5.3.5 are diagnostic rather than dictative; they oblige Section 5.5 to articulate the design

choices that anticipate each misreading.

The throughline of RQ1 is the following. Users do not want decentralization in the abstract.

They want specific properties they perceive the centralized arrangement as denying them (continuity,
key-based exclusivity, audit-without-surveillance, escape from peer-weaponized moderation); they
want those properties only inside a sharply bounded use envelope (small-group, high-stakes, with
friction below their tolerance ceiling); and they will judge any decentralized alternative against
folk-model distortions the design has to explicitly refuse. The framework in Section 5.2.2 is the
response to that triple constraint. We turn next, in Section 5.4, to whether the framework is
empirically indistinguishable from a centralized baseline on the constructs participants told us they

would not sacrifice.

5.4 Validation Results

Section 5.2.2.4 described the within-subjects, double-blind validation that asks whether participants
perceive our decentralized framework as indistinguishable from a centralized baseline on the
three constructs they themselves told us they would not sacrifice (Section 5.3.4). This section
reports the validation’s four outcomes: participants’ subjective Likert ratings (Section 5.4.2), dyads’
identification guesses before any debrief (Section 5.4.3), the post-session debrief observation
that semantic-correctness rollbacks went unnoticed (Section 5.4.4), and per-update round-trip
latency captured from the system logs of both conditions (Section 5.4.5). Under the small-group,
dense-collaboration regime where Section 5.3.4 found that decentralization is asked to win, none
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of the four measurements reveals a degradation participants explicitly said would disqualify the

framework. Section 5.4.6 reads them together.

5.4.1 Sample

The validation cohort and procedure are described in Section 5.2.2.4. Of the 22 participants from
Section 5.2.1.1, 20 opted in to the validation session and were paired into 10 dyads; the two
non-returners are both from the same interview-session dyad and are excluded from all analyses
below. The high opt-in rate is consistent with the recruitment design, in which participants were told
at the close of the first session that the second was a paid follow-up; we therefore treat the validation
cohort as a convenience subsample of the Section 5.2.1.1 cohort rather than as an independently
recruited one. Because the validation cohort is drawn from the same participants who nominated
the load-bearing constructs in Section 5.3, we read the Likert outcomes below as construct-valid
for the population that named them rather than as evidence of generalisation to a naive population;
Section 5.5.5 returns to this scope explicitly. The dyad scale matches where adjacent social-VR
laboratory work concentrates (79% dyads in a recent twenty-year scoping review [SCG24]), and
Section 5.5.5 returns to the workspaces-of-five-to-ten question this leaves open. The system logs
were captured continuously during each session and aggregated post-hoc for the latency analysis in

Section 5.4.5.

5.4.2 Subjective ratings: no evidence of a perceptual gap

Figure 5.2 reports the mean rating in each condition on the three 7-point Likert constructs defined in

Section 5.2.2.4: Perceived Latency, Synchronization Consistency, and Collaborative Fluency.

Two patterns are visible. First, ratings under both conditions sit at the upper end of the scale
across all three constructs (between 5.65 and 6.35 on the 7-point range), which suggests participants
experienced both arrangements as collaboratively functional rather than as uniformly poor or
uniformly excellent. Second, the differences between the two conditions are small in absolute terms
and not statistically significant under paired tests. Decentralized was rated slightly lower on Perceived

Latency (mean 5.85 vs. 6.00; paired 7(19) = —0.45, p = 0.66), slightly higher on Synchronization
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6.35 6.30

Mean Likert rating (1-7)

Perceived Synchronization Collaborative
Latency Consistency Fluency

Figure 5.2: Mean Likert ratings (1-7, higher is better) on the three constructs under the centralized
baseline and the decentralized framework. Error bars are +1 standard error of the mean. None
of the three pairwise differences is statistically significant (N = 20 paired participants). Per-

construct paired effect size and 95% CI of the mean difference (D — C): Perceived Latency

d, = —0.10, [—0.85,0.55]; Synchronization Consistency d, = 0.17, [-0.51, 1.11]; Collaborative

Fluency d, = 0.37, [-0.17, 1.47].

Consistency (6.35 vs. 6.05; 1(19) = 0.78, p = 0.45), and slightly higher on Collaborative Fluency

(6.30 vs. 5.65; £(19) = 1.66, p = 0.11). Non-parametric Wilcoxon signed-rank tests reach the same

conclusion in all three cases (p > 0.10).

With N = 20 paired participants the validation is conservatively powered, so we frame the
outcome as the absence of evidence for a perceptual gap, not as positive evidence of equivalence.
We did not apply a multiple-comparisons correction; under Bonferroni at @ = .05 the threshold
would tighten to .017, which all three reported p-values still exceed. The direction of the differences
does not, however, consistently favour centralization on any construct, which is the result the

Inconvenience Threshold framing of Section 5.3.4 required us to deliver: participants told us they

would tolerate decentralization’s friction only if it did not degrade the collaborative experience, and
on the three constructs they themselves nominated as load-bearing, no degradation is detectable in

our sample.
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5.4.3 Architectural-invisibility check: identification did not exceed chance (N = 10 dyads)

The architectural invisibility test described in Section 5.2.2.4 asks each participant, before any
debrief and while still blinded to the condition assignment, which of the two systems they believed
was the decentralized one. Of the 10 dyads, 4 correctly identified the decentralized condition
and 6 did not; an exact two-tailed binomial test does not reject the chance-level null (p ~ 0.75).
Where dyads volunteered remarks alongside their guess, the modal pattern matched the near-chance
outcome: participants reported that the two versions felt indistinguishable and that they were

essentially guessing.

5.4.4 Debrief: semantic-correctness rollbacks went unnoticed

A third subjective outcome comes from the post-session debrief. By design, the decentralized
condition triggered semantic-correctness rollbacks (Section 5.2.2.2, Algorithm 1) whenever a
concurrent edit produced an invariant violation; the chest-opening stage of the collaborative task
(Section 5.2.2.4) was deliberately engineered to provoke at least one such rollback per session, and
the system logs confirm that rollbacks were in fact triggered in every decentralized session. During
the structured debrief, no participant spontaneously reported noticing a rollback, an inconsistency
between their own and their partner’s view of the world, or any moment where the world state
appeared to revert or jump. When the facilitator probed for it at the close of the debrief, no participant
could identify a specific instance from memory either. We take this as positive but conservative
evidence that the compensating-transition mechanism layered on top of optimistic local execution
preserved perceptual continuity for the dyads it was acting on in this sample: the rollbacks happened,
the framework’s invariants held, and the experience did not surface to participants as a recognisable

artefact.

5.4.5 Update round-trip latency: indistinguishable on the mean

To check that the subjective outcomes are grounded in the system’s actual behavior rather than
in a perceptual ceiling effect, we instrumented both client applications during each session to log

per-update round-trip latency: the wall-clock interval at client A between issuing a local update and
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observing the resulting state confirmation propagated back from client B (the A — B — A path).
Both clients ran on the same in-lab network with an inter-client ping of approximately 5 ms in both
conditions, so the measured value reflects the system’s application-level overhead (CRDT merge,
signing, validation, and the per-frame Unity loop) on top of the round-trip network cost, not the
network ping itself. We aggregate the raw per-update samples across all sessions in each condition;
centralized: N = 869 updates across six trials; decentralized: N = 460 updates across six sessions.

Figure 5.3 reports the mean latency in each condition.

120 A

99.9 ms

100 A

80 A

60

40 A

20 A

Centralized Decentralized
(N =869) (N =460)

Mean per-update propagation latency (ms)

Figure 5.3: Mean per-update round-trip latency in milliseconds (A — B — A path) with +1
standard error of the mean. Both clients run on the same in-lab network (= 5 ms inter-client
ping). Centralized: N = 869 updates aggregated across six trials; decentralized: N = 460 updates

aggregated across six sessions.

The two conditions are essentially co-located. The centralized baseline produced a mean
round-trip latency of 99.9 ms (N = 869 updates; median = 99 ms), and the decentralized framework
produced a mean of 101.8 ms (N = 460 updates; median = 97 ms). A Welch’s #-test on the
per-update means does not reach significance (t = —1.51, p = 0.13), with a negligible effect size
(Cohen’s d = —0.12). Decentralized is marginally faster at the median (97 ms vs. 99 ms), although
we treat this gap as too small to interpret. The headline reading is that the decentralized framework
delivers per-update round-trip latency that lands within roughly 2 ms of the centralized baseline.

The ~100 ms we observe sits at the end-to-end response-time limit at which interactive systems are
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perceived as essentially instantaneous to the user [Nie93], consistent with the Likert finding that

participants did not report a perceived-latency gap.

5.4.6 Synthesis

The validation’s four outcomes converge on a single, conservatively framed conclusion. Subjectively,
participants did not distinguish the decentralized framework from a centralized baseline on the
three constructs they themselves nominated, and they did not surface the semantic-correctness
rollbacks the framework triggered in every decentralized session. Across the 10 dyads providing
identification guesses before any debrief, accuracy did not differ from chance (4 of 10 correct,
exact binomial p = 0.75). Objectively, the system delivers per-update round-trip propagation at
a mean latency within 2 ms of the centralized baseline, and a median that is in fact marginally
lower. Together with the qualitative findings of Section 5.3, the validation places the framework
inside the deployment surface participants drew for us in Section 5.3.4: it sits at the upper end of
the friction range they self-reported as tolerable (the onboarding ratings of Section 5.3.4) without
crossing into a per-update or per-construct degradation they said would disqualify it. We did not

report task-completion metrics: the Inconvenience Threshold framing of Section 5.3.4 pitched the

validation question as whether the decentralized framework felt collaboratively indistinguishable,
not whether it was task-equivalent on rate-of-work, and the chest-opening task was engineered to
provoke rollbacks rather than to be raced. Whether the result holds under larger or more diverse
groups, and under heavier rollback frequencies than the chest-opening task elicited here, are open

questions we return to in Section 5.5.

5.5 Discussion

Centralized metaverse platforms concentrate identity, state, and moderation in a single operator.
Our participants did not reject that concentration in the abstract; in Section 5.3 they named specific
consequences they wanted out of it (commercial commodification of behavioral data, the threat
of arbitrary asset removal, the bind between privacy and accountability) and specific properties

they wanted in its place. This chapter is one attempt to build a decentralized framework against
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that list rather than against a generic “no-server” specification. Our scope throughout is metaverse-
application decentralization specifically, by which we mean interactive shared 3D state under
concurrent multi-user use; the interview study in Section 5.2.1, the framework in Section 5.2.2,
and the validation in Section 5.4 are all scoped to this setting, and we make no general claim
about decentralization as a property of internet applications at large. To our knowledge, no fully
decentralized interactive collaborative metaverse system of this kind exists today: the collaborative
virtual environments deployed in this setting remain server-mediated, and the most recent CSCW
work on decentralized social platforms [HNS25, ZZW?24] addresses asynchronous text federation
rather than interactive shared state. The work in Section 5.2.2 is therefore best read as an exploration
of whether such a system can deliver what our participants said they needed, and the validation in

Section 5.4 is a first signal that it can at the small-group, dyadic scale our participants drew.

With that framing in mind, this section develops four implications, organised at four successive
levels of analysis: the architectural concept, the user, the deployment regime, and the research

methodology. At the level of the concept (Section 5.5.1), we reconsider what decentralization should

mean for metaverse design and argue against reading it as a single architectural switch from “with
server’” to “without server”’; the more productive reading is a function-by-function redistribution of
distinct operator roles. At the level of the user (Section 5.5.2), we turn from the system to the people
who use it and argue that the folk models users bring to decentralized metaverse systems recur
predictably enough to be treated as design contracts the system has to articulate against by name. At
the level of deployment (Section 5.5.3), we argue that the scope at which a decentralized metaverse
system operates and the visibility of its internal coordination together decide whether its architectural
advantages survive contact with users; for our framework, this resolves into a small-group regime in
which the machinery can stay hidden. At the level of methodology (Section 5.5.4), we read this
chapter as one instance of a research template for metaverse decentralization in which user-stated
needs elicit design choices that are then examined on the constructs participants themselves named.

Section 5.5.5 closes by naming what this chapter cannot answer and what could plausibly follow it.
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5.5.1 Rethinking Decentralization in the Metaverse

The conventional framing of decentralization, including in much of the metaverse literature, treats it
as a binary architectural choice: keep the application, remove the central operator. Our participants
did not reason at that grain. They named specific things the centralized metaverse operator does
for everyone (records who did what; gates who enters the space; sanctions bad actors) and asked,
function by function, whether they wanted that function removed, moved onto user-held credentials,
replaced by a peer process, or left in place. This function-layer reasoning has surfaced in adjacent
settings as well; Hwang et al. [HNS25] report that members of decentralized social communities
reason about specific stewardship functions of an instance administrator rather than about the
architecture as a whole. The Accountability Paradox of Section 5.3.3 is the cleanest example in our
data: participants did not ask for the operator’s evidence-keeping function to disappear; they asked
for it to be stripped of its privileged read access. The Digital Doorbell finding of Section 5.3.2
is another: ten of 22 participants articulated the same permission-gated access intuition (which
we name Digital Doorbell after one participant’s door metaphor), not for “no operator” but for an
access-gating function that runs on permission they grant rather than on platform policy they did not

write.

The framework’s three foundational mechanisms in Section 5.2.2 are a concrete pass at this
redistribution, one function at a time. The workspace abstraction with user-held credentials (Gy)
takes the access-gating function off the operator and puts it on the people who own the workspace.
The world document with semantic-correctness invariants (G;) takes the function of deciding who
wins a conflict off a server and puts it on a small peer-quorum process. The peer-driven auditing
with quorum-based ostracization (G3) takes the function of policing misbehaviour off the operator’s
privileged view and puts it on the same small peer-quorum process. What looks at the architecture
layer like one choice (“no central server’”) becomes, at the function layer, three separate moves, each

tied to a different user-stated concern.

The same function-layer reading also helps explain why a popular middle-ground in metaverse
deployments, the local-host arrangement in which one client acts as the server for the others, does

not really answer what our participants asked for. Section 5.3.3 reported that nine of 22 participants
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explicitly rejected this option for three reasons that came up independently: the designated host gets
the same kind of unfair advantage the centralized operator had (they can cheat more easily); the
same host is the most exposed to attack; and the social question of who takes on the host role, and
who pays them for it, becomes a fresh source of friction. The first two concerns are documented in
security accounts of deployed multiplayer architectures, where listen-server arrangements give the
host both unfair gameplay advantages and asymmetric exposure to attack on the host machine. In
the function-by-function frame above, a local-host arrangement does not actually move any of the
operator functions onto user-held credentials; it just shifts the same concentration to a peer who is not
the user. Our participants seemed to read this as a different version of the problem they were trying
to leave behind, rather than as a solution to it, which is one reason we use a genuine peer-to-peer
substrate rather than a designated-host shortcut. The one condition under which Section 5.3.3 found
the hybrid acceptable, pre-existing real-world trust in the host, is precisely the kind of trust the
workspace’s out-of-band invitation mechanism (Section 5.2.2.1) is built to express, so the framework

keeps that property and discards the asymmetry.

The implication for metaverse-decentralization research is methodological rather than prescriptive.
Our framework, we suspect, is legible to readers because it specifies, function by function, which
operator role is moved and which user-stated need motivates the move. Papers on decentralized
metaverse systems that report only the architectural choice (a CRDT, a peer-to-peer transport) leave
it harder to tell which operator functions have actually moved and which have quietly migrated
to a different concentration point (a federation administrator [HNS25], a community moderator,
an instance owner). It seems plausible, though we make the observation tentatively, that work in
this area would benefit from reporting a function-by-function account of what their architecture

redistributes alongside the architectural description.

5.5.2 Folk Models of Decentralized Trust

Users do not approach a decentralized metaverse system as a blank slate; they bring folk models
of trust, security, and authority shaped by the centralized platforms they have used for a decade or

more. Section 5.3.5 reported four architectural misreadings that recurred across participants of

136



varying technical sophistication: brand-as-security, the anonymity-decentralization conflation, the
decentralized-as-unsecured intuition, and the cryptocurrency-style plutocratic-consensus default.
The standard HCI response to misreadings like these is to treat them as user-education problems
and design onboarding flows that close the gap. We are inclined to think this misses the structural
fact about them in the metaverse setting. The misreadings recur across populations and technical
sophistication levels [Was10, KDF15, MDD24], which leads us to treat them less as local confusions
to be taught around and more as design contracts a metaverse framework has to articulate against by

name.

Each contract is a short sentence the system has to say, anchored to something concrete the
framework already does. Brand-as-security can be addressed without “trusted developer chains”
or other vocabulary the chapter does not actually develop: metaverse workspaces are populated
by people the user invited (Section 5.2.2.1, picking up the Digital Doorbell of Section 5.3.2),
and membership is something a user can see directly, which is a different shape of trust signal
than a corporate logo. The anonymity-decentralization conflation is addressed by the fact that the
framework’s identities come from out-of-band contact between people who already know each other
rather than from anonymous discovery on an open network; the system is decentralized but not
anonymous. The decentralized-as-unsecured intuition is addressed by workspace scoping: state
changes flow inside the Sync group only, so a non-member cannot see what is going on, which
leaves the framework’s state visibility narrower than a typical centralized aggregation rather than
wider. The plutocratic-consensus default is addressed by the eviction protocol counting independent

peers rather than weighting by compute or stake (Section 5.2.2.3), so well-resourced adversaries do

not get a louder vote simply by paying for it.

The implication for the metaverse subfield follows from how predictable the misreadings turn
out to be: decentralized metaverse systems will be read against the wrong baseline if their prose
does not say which architectural collapses they are not. The four refusals above are short to write
down and easy to leave out. We suspect that articulating these contracts as a routine matter, in
the same spirit as usable-security papers articulate threat models, would help future systems be

evaluated against the baseline they actually offer rather than the one a reader brings.
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5.5.3 Scope, Scale, and Architectural Visibility

A decentralized metaverse system’s design implications are bounded by the scale at which it is
deployed and the visibility of the coordination work it does. Two findings from our exploration
combine, along exactly these two dimensions, into a single deployment principle. Section 5.3.4
reported that participants drew the decentralization envelope narrowly: small, intimate, known-peer
settings, bounded by the social trust an out-of-band invitation can carry. Section 5.4.4 reported
that the framework’s compensating-transition mechanism (Section 5.2.2.2) triggered semantic-
correctness rollbacks in every decentralized session and that no participant surfaced a single one.

The two findings are not independent: they describe the same regime from two sides.

The participants’ side of this regime is a sizable rather than marginal slice of deployed metaverse
activity. Cooperative crafting and building among a handful of known players (the kind of activity
our user study most directly elicited, also characteristic of small-realm hosting), collaborative virtual-
world creation among already-acquainted creators, family-scale shared multiplayer experiences,
and small-team remote collaboration in shared 3D workspaces all sit inside the envelope our
participants drew. The adjacent research literature in the more bandwidth-intensive modality of
social VR concentrates at the same scale: a recent twenty-year scoping review reports that 79%
of laboratory studies in that adjacent space operate with dyads and 16% with triads [SCG24].
Spatial-privacy concerns raised in immersive systems [HWN24] and embodied-attack concerns
documented in social-VR research [BEE19b, CBY21, LZK?25] sharpen rather than diminish the
case for a small-group decentralized arrangement: the workspace as a permissioned room, evidence
kept without an operator reading it, and intimate-scale state consistency are particularly decisive
where centralized space-provider concentration is most uncomfortable. We think this should be

foregrounded as the shape of the contribution rather than apologised for as a limitation.

The system’s side of the same regime is what lets the framework’s internals stay hidden. The
observation in Section 5.4.4 that participants did not notice the rollbacks is, we think, the operational
form of a more general principle: if the user-visible experience has to compete with a centralized
baseline, the architectural mechanics that produce it benefit from staying out of sight. Systems that

surface those mechanics directly (sync states, consensus rounds, internal warnings) tend to pay
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a friction cost that is not load-bearing for the user. We do not claim that scale and architectural
invisibility cannot be combined, but they are hard to combine: at larger group sizes the per-update
variance, the credential-exchange overhead, and the audit-quorum latency all become harder to keep
out of the user’s awareness. The small-group regime is the one in which the principle has room to
live, and we think future decentralized-metaverse work, ours included, would benefit from bounding

its claims to that regime rather than promising more.

5.5.4 Grounding System Design in User-Stated Needs

The methodological move this chapter most wants to make explicit is the alignment between empirical
findings, design mechanisms, and validation outcomes. This chapter offers one demonstration that a
decentralized metaverse framework can be built mechanism by mechanism from user-stated needs
and examined, at the dyad scale, on the constructs participants nominated as load-bearing: the
framework’s design choices in Section 5.2.2 are grounded mechanism by mechanism in specific
findings from Section 5.3, and Section 5.4 reports that paired tests on those same constructs did
not reach statistical significance, an outcome we read under the absence-of-evidence framing of
Section 5.4.2. Hwang et al.’s recent CSCW work on decentralized social platforms [HNS25] reads
as a sibling effort in adjacent territory, where user-stated trust frictions motivate a set of design

moves for the federated text setting.

Three alignments are worth following concretely, each connecting a user-study finding to a

framework mechanism and, where the validation can speak to it, to a validation outcome.

End-to-end alignment. The intimacy preference and concurrent-collaboration requirement
surfaced in Section 5.3.4 motivated the compensating-transition layer of Section 5.2.2.2; Section 5.4.4
reports that the rollbacks this layer produced, in every decentralized session, did not register as
artefacts to the participants experiencing them. This is the needs — design — validation chain in
its tightest form: a stated user need, a mechanism that responds to it, and a validation outcome

consistent with the mechanism not surfacing to the user as a recognisable artefact in this sample.
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Design alignment with supporting validation. The Digital Doorbell of Section 5.3.2 motivated
the workspace and out-of-band-credential design of Section 5.2.2.1; Section 5.4.2 reports that

participants’ Collaborative Fluency ratings did not differ significantly between the two conditions

(decentralized M = 6.30 vs. centralized M = 5.65, p = 0.11), consistent with the access-gating
work the substrate was doing not interrupting the participants’ sense that the collaboration was

working.

Design refusal of a user-named failure mode. The Accountability Paradox of Section 5.3.3
and the plutocratic-consensus folk model of Section 5.3.5 jointly motivated Section 5.2.2.3; one
participant (P14) reached for the same peer-audit construct unprompted, before being shown ours,
and two further participants (P19, P20) endorsed it once it was demonstrated in the post-task
debrief. The framework’s audit pipeline operationalises that user intuition while refusing the
cryptocurrency-vernacular collapse the same data exposed. We take this as a useful existence proof

for the construct, alongside an explicit design refusal of the failure mode the same data named.

What we want to highlight from these three alignments is the shape of the exploration that
produced them: a small set of foundational mechanisms grounded in user-stated needs from a
qualitative metaverse study, examined against a centralized metaverse baseline on the constructs
participants themselves nominated, with the design choices traceable through every step of the
argument. This shape is what makes the specific framework we built useful to extend, replace, or
argue against, rather than only an artifact to be inherited. The framework in Section 5.2.2 is one
instance; we hope follow-on metaverse-decentralization work treats it as a starting point for replacing,
extending, or arguing against its specific choices, while keeping the needs-design-validation

alignment as the common ground on which the conversation proceeds.

5.5.5 Limitations and Future Work

The work has limitations the reader should hold against its claims. We are not claiming the
framework is the only possible answer to the user-study findings, and we are not claiming the

answers we report are final. The user-study sample (22 participants in Section 5.2.1.1, validation
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cohort of 20 in Section 5.4.1) was recruited as a convenience sample from a single research-active
university; the findings are scoped to that population. With N = 20 paired participants and no
formal equivalence test (e.g., TOST), the validation’s negative result is best read as an absence of
evidence for a perceptual gap rather than positive equivalence; under higher power the Collaborative
Fluency comparison (Mp = 6.30 vs. M¢ = 5.65, p = 0.11, direction favouring decentralized) could
yet shift, and the three pairwise tests were not corrected for multiple comparisons. The architectural
invisibility test pre-registered in Section 5.2.2.4 is reported in Section 5.4.3, but at 10 dyads the
dyad-level binomial test is itself conservatively powered, and a single dyad’s identification flip
would meaningfully shift the point estimate. The collaborative task surfaced rollbacks heavily
by design; lighter usage patterns may surface artefacts this task masked. The framework was
evaluated at the dyad scale, the smallest metaverse group at which its mechanisms can be exercised;
the EVICTION_QUORUM = 3 path in Section 5.2.2.3 was therefore structurally unreachable in this
validation, and whether the framework’s properties hold at workspace sizes of five to ten peers is an

empirical question this chapter does not answer.

Four lines of future work follow naturally.

Adversarial exposure of the audit pipeline. Section 5.2.2.3 responds to the Accountability
Paradox and the plutocratic-consensus folk model, but those responses were not put under adversarial
pressure in our validation. Plant-and-detect studies, in which a confederate participant performs
constraint-violating behavior while genuine participants run the framework, would let us check
whether the peer-audit construct holds up against the kind of misuse multiplayer and social-metaverse

platforms have documented at scale [BEE19b, LZK25].

Domain-invariant extension. Section 5.2.2.3 left the domain-invariant set deliberately small
and the open-source extension surface explicit; whether community contribution can populate
that surface at the pace adversarial behavior evolves is an open empirical question rather than an

engineering exercise.
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Cross-workspace identity portability. The workspace-local credentials the framework currently
uses do not yet let a user carry a metaverse identity across workspaces in a way that preserves both
privacy and continuity; this is a precondition for the hybrid arrangement Section 5.3.4 gestured
at, in which small high-stakes decentralized hubs sit alongside, rather than replace, the familiar

centralized metaverse infrastructure people already use casually.

Metaverse-application instantiation. The small-group regime mapped out in Section 5.5.3
corresponds directly to the deployed use cases listed there. The more spatially sensitive variant of
the same regime, immersive virtual environments where the centralized space-provider model has
been a documented source of spatial-deception attacks [CBY21, YLB24, HWN24], is a parallel
candidate setting where the framework could be specialised. Each of these is a place a future

research effort could test a different cell of the design contracts we listed in Section 5.5.2.

What we hope readers take from this exploration is less the specific framework we built and
more the move it makes. Decentralized metaverse systems, we suspect, are best specified by which
operator functions they redistribute, defended by which folk-model collapses they refuse to inherit,
and bounded by the small-group regime that lets their machinery stay hidden. The framework in
Section 5.2.2 is one such redistribute-refuse-bound move; we hope its specifics invite both extension

and disagreement.

5.6 Chapter Summary

This chapter addressed the structural root cause of the vulnerabilities identified in Chapters 3 and 4:
the centralized data collection and moderation model that is standard in Metaverse applications.
Rather than treating decentralization as a binary architectural switch from “with server” to “without
server,” we framed it as a function-by-function redistribution of distinct operator roles (recording,
gating, sanctioning, vouching), each tied to a specific user-stated concern surfaced by our 22-
participant interview study. The resulting framework operationalizes three foundational mechanisms:
a Standardized State Abstraction Layer with workspace-scoped cryptographic identity over Named

Data Networking (G ), a peer-side semantic-correctness pipeline with compensating state transitions
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(G»), and a peer-driven quorum-based auditing pipeline (G3z). Together they show that collaborative,
immersive multi-user experiences can function without routing user data through a central authority.
A within-subjects, double-blind validation against a centralized baseline returned absence of
evidence for a perceptual gap on the three constructs participants themselves nominated as load-
bearing, identification at chance, semantic-correctness rollbacks that triggered in every decentralized
session yet went unnoticed by every participant, and per-update round-trip latency within 2 ms of
the centralized baseline. Collectively, these results place the framework inside the small-group,

dense-collaboration regime participants drew as decentralization’s high-value deployment surface.

This concludes the first research line of this dissertation, which addressed the Spatial Interaction
Pillar through three stages: threat discovery (Chapter 3), root-cause diagnosis (Chapter 4), and
architectural reconstruction (this chapter). The next research line shifts attention to the second
foundational component of the Metaverse: the Cognitive Intelligence Pillar. While the preceding
chapters examined how the act of interaction leaks information, the following chapters ask a different
question: how much sensitive information do the ML models that process this data retain and expose?
Chapter 6 begins this investigation by auditing the privacy behavior of predictive spatial-temporal

models used in location-based services.
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CHAPTER 6

Auditing Predictive Models: Privacy Leakage in

Spatial-Temporal Intelligence

Having addressed the systemic vulnerabilities and structural power dynamics of the Spatial
Interaction Pillar in the preceding chapters, this dissertation now shifts its focus to the second
foundational component introduced in Chapter 1: the Cognitive Intelligence Pillar. While the
interaction layer governs user kinematics and perception, the analytical core of the Metaverse relies
on sophisticated, centralized machine learning (ML) models. In this chapter, we explore the privacy

boundaries of the predictive spatial-temporal models that drive personalized Metaverse experiences.

Specifically, immersive XR applications increasingly rely on Location-Based Services (LBS)
to seamlessly anchor digital content to physical coordinates and predict future user behaviors.
These services encompass functionalities ranging from traffic management [BYL20, LMH22] and
store location selection [LLL17] to Point-of-Interest (POI) recommendations [SQC20, YLZ22].
Among these, POI recommendation has gained immense traction!, being integrated into ubiquitous
platforms like Yelp and Google Maps to suggest relevant future destinations based on personal

preferences [IMD20].

As these LBS ingest vast quantities of high-dimensional human mobility data to train and
optimize ML models, they unlock unprecedented user convenience but simultaneously introduce
severe privacy risks. Mobility data intrinsically contains highly sensitive identity markers, such as
specific home addresses, work locations, social relationships, and trip purposes [BE09]. While a
significant body of research exists regarding mobility data privacy [GLOS, Kru07, ABC13, STP13],

these studies primarily focus on protecting data during the transmission and release processes.

"From 2017 to 2023, more than 111 papers were published on POI recommendation built upon mobility data
collected by location service providers [WSZ23a].
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Previous efforts have demonstrated how mobility data can be linked via side channels—such as social
networks [HSS13, HHB18], open-source datasets [GKP14, PB23], and network packets [JWHO7,
VHB 14]—Ileading to data aggregation defenses [GL0OS5, MR09, BCP14].

However, these traditional defense mechanisms overlook a critical, modern threat vector: the
privacy risks inherent to the mobility-based ML models themselves. Specifically, adversaries can
extract sensitive attributes directly from the ML models trained on this data, which are inherently
susceptible to memorization [SSS17b, CCN22]. There remains a critical lack of empirical privacy

risk evaluation regarding how POI recommendation models implicitly leak the data they digest.

Extract Location / Location-level Membership Inference

Locations Output

99
V. ...~ Training POI Recommendation

Data Model

Figure 6.1: Privacy attack suite against POl recommendation models. We demonstrate that an
adversary can extract or infer membership information of locations or trajectories in the training

dataset.

Evaluating privacy risks in POI recommendation models is highly challenging, as existing attack
and defense mechanisms are rendered ineffective by the unique features of mobility data. Previous
model-centric privacy attacks have predominantly targeted image and text classifiers [SSS17b,
FIR15b, CLE19], where individual data points possess high semantic uniqueness. In contrast,
mobility data (e.g., discrete geographic coordinates) lacks semantic uniqueness without broader
context. Furthermore, mobility data is multimodal, combining spatial and temporal dimensions to
describe continuous behavioral patterns over time. Existing privacy attacks fail to reconstruct this

meaningful context, resulting in failure when applied to spatial-temporal models. Consequently, the
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efficacy of traditional defense mechanisms [ACG16, SCZ22, SCL22]—designed for image or text

tasks—remains largely unknown when applied to POI recommendation.

To rigorously quantify the privacy leakage inherent to these centralized algorithmic services, we
designed a comprehensive privacy attack suite specifically tailored for POI recommendation systems.
As illustrated in Figure 6.1, our suite utilizes both data extraction and Membership Inference Attacks
(MIA) to assess vulnerabilities at both the location and trajectory levels. By operating under
varying adversary knowledge assumptions, our attacks successfully extract different typologies of

sensitive information, providing a holistic privacy risk assessment.

Our empirical evaluation, conducted on three representative POI models across two real-
world mobility datasets, demonstrates that state-of-the-art recommendation models implicitly
memorize and expose sensitive user trajectories. Furthermore, we provide an in-depth analysis
to characterize which specific types of mobility data are most susceptible to leakage. Notably,
we discover an "outlier effect” within POI privacy attacks, where training examples associated
with specific user behaviors or rare trajectories are disproportionately vulnerable. Finally, we
evaluate potential defensive countermeasures, highlight remaining structural challenges, and outline
future directions for privacy-preserving spatial-temporal intelligence. To facilitate ongoing research
and reproducibility, our complete attack suite has been open-sourced at https://github.com/

KunlinChoi/POIPrivacy.

By bridging the gap between advanced model-centric privacy attacks and spatial-temporal
intelligence, this chapter systematically audits the cognitive intelligence boundaries of predictive

Metaverse services. The core contributions are summarized as follows:

e Tailored Privacy Attack Suite for Mobility Data: We introduce a novel privacy attack suite that
integrates the unique multimodal characteristics of mobility data (i.e., spatial-temporal context)
into the attack design. To the best of our knowledge, this work is the first to comprehensively
evaluate privacy risks in neural-network-based POI recommendation models via inference attacks

at both the location and trajectory levels.

e Empirical Quantification of Model Memorization: Through extensive experiments on state-of-

the-art POI models and real-world datasets, we conclusively demonstrate that spatial-temporal
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intelligence models are highly vulnerable to both data extraction and membership inference

attacks.

o Identification of Vulnerability Factors: We provide an in-depth empirical analysis detailing
the unique factors in mobility data that drive vulnerability. Specifically, we expose the "outlier

effect," demonstrating how atypical locations and user trajectories exacerbate privacy leakage.

¢ Evaluation of Countermeasures: We test existing defense mechanisms and prove that they fail
to effectively thwart our attacks without inducing unacceptable utility loss, thereby identifying
critical challenges and outlining future directions for developing fundamentally privacy-preserving

POI recommendation models.

6.1 Point-of-Interest Recommendation

POI recommendation has recently gained much attention due to its importance in many business
applications [IMD20], such as user experience personalization and resource optimization. Initially,
researchers focused on feature engineering and algorithms such as Markov chain [ZCL14, CLY 14],
matrix factorization algorithms [LZX14, CYL13], and Bayesian personalized ranking [HLL17,
77X 16] for POI recommendation. However, more recent studies have shifted their attention towards
employing neural networks like RNN [LWW 16, YFR20], LSTM [KW 18, SQC20], and self-attention
models [LLL21, LWG20]. Neural networks can better learn from spatial-temporal correlation in
mobility data (e.g., check-ins) to predict users’ future locations and thus outperform other POI
recommendation algorithms by a large margin. Meanwhile, this could introduce potential privacy
leakage. Thus, we aim to design an attack suite to measure the privacy risks of neural-network-based

POI recommendations systematically.

We first provide the basics of POI recommendations and notations used throughout this chapter.
Let U be the user space, L be the location space, and 7 be the timestamp space. A POI
recommendation model takes the observed trajectory of a user as input and predicts the next POI
that will be visited, which is formulated as f; : U x £" x 7" — RI£l. Here, the length of

the input trajectory is n. We denote a user by its user ID u € U for simplicity. For an input
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trajectory with n check-ins, we denote its trajectory sequence as xg’"_l ={(lo,t0), ..., (lu=1,tn-1)},

where [; € £ and t; € 7 indicate the POI location and corresponding time interval of i-th

check-in. Also, the location sequence of this trajectory is denoted as xg:”_l ={ly,...,l,_1}. The

POI recommendation model predicts the next location [, (also denoted as y by convention) by
outputting the logits of all the POIs. Then, the user can select the POI with the highest logit
as its prediction $, where § = argmax fy(u,x3"~!). Given the training set Dy, sampled from an
underlying distribution 9, the model weights are optimized to minimize the prediction loss on the
.« . . . 1 . -1 .
overall training data, i.e., miny Dal Z(u’x(%n_l’y)e p, {(Jo(u, x(T’” ),y), where ¢ is the cross-entropy
loss, i.e., €(fy(u, x%"71), y) = —log(fo(u,x3"~")),. The goal of the training process is to maximize
the performance of the model on the unseen test dataset D, € D, which is drawn from the same
distribution as the training data. During inference, this prediction y is then compared to the next
real location label [, to compute the prediction accuracy. The performance evaluation of POI

recommendation models typically employs metrics such as top-k accuracy (e.g., k = 1,5, 10).

6.2 Threat Models

Adversary Objectives. To understand the potential privacy leakage of training data in POI
recommendation models, we design the following four attacks from the two most common privacy
attack families: membership inference attack [SSS17a] and data extraction attacks [CTW21], based
on the characteristics of the mobility data for POI recommendation, namely common location
extraction (LocEXTRACT), training trajectory extraction (TRAJEXTRACT), location-level membership
inference attack (LocMIA), and trajectory-level membership inference attack (TRAIMIA). These four
attacks aim to extract or infer different sensitive information about a user in the POI recommendation

model training data.

LocExTtrAcT focuses on extracting a user’s most frequently visited location; TRAJEXTRACT
extracts a user’s location sequence with a certain length given a starting location; LocMIA infers
whether a user has been to a location and used for training; TRATMIA infers where a trajectory

sequence has been used for training.

Adversary Knowledge. For all attacks, we assume the attacker has access to the query interface of
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the victim model. Specifically, the attacker can query the victim model with the target user and
obtain the corresponding output logits. This assumption is realistic in two scenarios: (1) A malicious
third-party entity is granted access to the POI model query API hosted by the model owner (e.g.,
location service providers like Foursquare or Yelp) for specific businesses such as personalized
advertisement. This scenario is well-recognized by [Shu22, Mik21, XLX21]. (2) The retention
period of the training data expires. Still, the model owner keeps the model and an adversary (e.g., a
malicious insider of location service providers) can extract or infer the sensitive information using
our attack suite, even if the training data have been deleted. In this scenario, the model owner may

violate privacy regulations such as GDPR [Eur16].

Depending on different attack objectives, the adversary also possesses different auxiliary
knowledge. In particular, for TRAJEXTRACT, we assume the attacker can query the victim model with
a starting location [ that the target user visited. This assumption is reasonable because an attacker
can use real-world observation [VFB11, SH12], LocExTrAcT, and LocMIA as cornerstones. As
for LocMIA and TrasMIA, we assume the attacker has access to a shadow dataset following the

standard settings of membership inference attacks [SSS17b, CCN22].

6.3 Attack Suite

Our privacy attack suite includes the two most prevalent types of privacy attacks on machine learning
models: data extraction and membership inference attacks. These are used to evaluate the privacy
vulnerabilities of POI recommendation models at both location and trajectory levels. The subsequent
sections detail the technical approaches and design of attacks, taking into account the unique aspects

of mobility data.

6.3.1 Data Extraction Attacks

Our data extraction attacks are rooted in the idea that victim models display varying levels of
memorization in different subsets of training data. By manipulating the spatial-temporal information

in the queries, the attacker can extract users’ locations or trajectories that these victim models
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predominantly memorize.

LocExTrAcT Common location extraction attack (LocEXTRACT) aims to extract a user’s most

frequently visited location in the victim model training, i.e.,
LocExTrACT( fy,u) — lAmpl, e lAmpk.

The attack takes the victim model fy and the target user u as the inputs and generates k predictions
I plyeees I pk to extract the most frequently visited location of user u. The attack is motivated by
our key observation: querying POI recommendation models with a random location reveals that
these models tend to “over-learn” a user’s most frequently visited locations, making these locations
more likely to appear in the model output. For example, we randomly choose 10 users and query
the victim model using 100 randomly selected locations. Of these queries, 32.5% yield the most
frequent location for the target user. Yet, these most common locations are present in only 18.7% of

these users’ datasets.

In LocExTrACT, We first generate a set of different random inputs for a specific user and use
them to make iterative queries to the victim model. Each query returns the prediction logits with
a length of | L| outputted by the victim model. The larger the logit value, the more confident the
model is in predicting the corresponding location as the next POI. Therefore, by iterating queries to
the model given a target user and aggregating the logit values of all queries, the most visited location
is more likely to have a large logit value after aggregation. Here, we use a soft voting mechanism,
i.e., averaging the logit values of all queries, as the aggregation function (see also Sec. 6.4.5 for the
comparison with different aggregation functions). With the resulting mean logits, we output the
top-k locations with k largest logit values as the attack results. Algorithm 4 gives the outline of
LocExTracTt. Though the attack is straightforward, it is effective and can be a stepping stone for

TrAJEXTRACT in our attack suite.

TrRAJEXTRACT Our training trajectory extraction attack
(TRAJEXTRACT) aims to extract the location sequence x%"~! = {l, ..., l,_1} in a training trajector
q L g traj y

of user u with a length of n from the victim model fy. Formally,

a0:n—1 a0:n—1
TrRAJIEXTRACT( fy, u, ly, n) — R RIS Ty
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~0:n—1 ~0:n

where £, ... X ~! indicate the top-g extracted location sequences by the attack.
0 B

The key idea of the training trajectory extraction attack is to identify the location sequence with
the lowest log perplexity, as models tend to demonstrate lower log perplexity when they see trained

data. We denote log perplexity as:
n—1 .
PPLy, (u,x7"™") = —logPry, (u,x7"™") = - Z log Pry, (u, x3" "),
i=0

0:n—1

where Pry, (+) is the likelihood of observing x;:

with user u under the victim model fj.
In order to get the lowest log perplexity of location sequences with a length of n, we have to
enumerate all possible location sequences. However, in the context of POI recommendation, there
are O(].L]""!) possible location sequences for a given user. |.£| equals the number of unique POIs
within the mobility dataset and can include thousands of options. Thus, the cost of calculating
the log perplexity of all location sequences can be very high. To this end, we use beam search to
extract the location sequences with both time and space complexity O(|L| X n X ), where S is the
beam size. In particular, to extract a trajectory of length n, we iteratively query the victim model
using a set of candidate trajectories with a size of 5 and update the candidate trajectories until the
extraction finishes. As highlighted in the prior work [FLD18], when using beam search to determine
the final outcome of a sequential neural network, there is a risk of generating non-diverse outputs
and resembling the training data sequence. However, in our scenario, this property can be leveraged
as an advantage in TRAJEXTRACT, as our primary objective revolves around extracting the training
location sequence with higher confidence. As a final remark, both LocExTrACT and TRAJEXTRACT

need a query timestamp to query the victim model, and we will show the effects of the timestamp in

our experiments. Algorithm 5 in Section 6.3.4 gives the detailed steps of TRAJEXTRACT.

6.3.2 Membership Inference Attacks

Membership inference attack (MIA) aims to determine whether a target data sample is used in
the model training. We extend the notion to infer whether certain sensitive information (e.g.,
user-location pair (u, /) and trajectory sequence (u,x7)) of the user’s data is involved in the training

of the victim model fy. Since POI recommendation models use multi-modal sequential data as
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inputs and adversaries lack sufficient information to construct a complete input, we propose attack
designs to manipulate the spatial-temporal information in queries to enhance effectiveness of attacks.

The membership inference attack can be formulated as follow:
MIA(fy, Xiarger» Ds) — {member, nonmember},

where X;,,¢¢; Tepresents the target sensitive information (X;arger = (1, 1) in LocMIA and X;4rger =

(u,x7) in TRAIMIA), and D is the shadow dataset owned by the adversary.

To effectively infer the membership of a given X;4,¢.;, We adapt the state-of-the-art membership
inference attack — likelihood ratio attack (LiRA) [CCN22] to the context of POI recommendation.
The key insight of LiRA is that the model parameters trained with X; ., differ from those trained
without it, and the effect of the model parameter on a data sample can be well approximated using a
loss value. By conducting a hypothesis test on the distributions of the loss values, we can identify if
the victim model is trained with the X;4,¢¢; Or not. LiRA consists of four steps: (1) train multiple
shadow models, (2) query the shadow models trained with X;,,¢.; and without X;,4., to obtain two
distributions, (3) query the victim model X;4,¢¢; to obtain the output logits, and (4) conduct a A
hypothesis test to infer the membership of the X;,,4., based on the two distributions and the query

results. We present the full LiRA procedure in Section 6.3.4.

LocMIA In this attack, the adversary aims to determine whether a given user u has visited a
location [ in the training data. However, it is not feasible to directly apply LiRA to LocMIA as the
victim model takes the trajectory sequences as inputs, but the adversary only has a target location
without the needed sequential context. In particular, LocMIA needs the auxiliary inputs to calculate
the membership confidence score since this process cannot be completed only using Xarger = (4, 1).
This attack is a stark contrast to MIA for image/text classification tasks where the X;,,¢., itself is

sufficient to compute the membership confidence score.

To this end, we design a spatial-temporal model query algorithm (Algorithm 6 in Section 6.3.4)
to tailor LiRA to LocMIA and optimize membership confidence score calculation. The idea
behind the algorithm is that if a particular user has been to a certain POI location, the model might
“unintentionally” memorize its neighboring POI locations and the corresponding timestamp in the

training data. Motivated by this, each time we query the models (e.g., the victim and shadow
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models), we generate n; random locations and n, fixed-interval timestamps. To obtain stable and
precise membership confidence scores, we first average the corresponding confidence scores at the
target location by querying with n; locations at the same timestamp. While the adversary does not
possess the ground truth timestamp linked with the target POI for queries, the adversary aims to
mimic a query close to the real training data. To achieve this, we repeat the same procedure of
querying different locations for n, timestamps and take the maximum confidence scores among
the n; averaged confidence scores as the final membership inference score for the target example.
Algorithm 7 gives the outline of LiRA in terms of LocMIA, and the lines marked with red are
specific to LocMIA.

TrAJMIA The attack aims to determine whether a trajectory is used in the training data of the
victim model. Unlike LocMIA, X;4,¢¢: = (4, x7) suffices to calculate the membership confidence
score in LiRA, and we do not need any auxiliary inputs. To fully leverage information of the target
example querying the victim model and improve the attack performance, we also utilize the n — 2
intermediate outputs and the final output from the sequence xr with a length of n to compute the
membership confidence score, i.e., we take the average of all n — 1 outputs. This change improves the
attack performance as the intermediate outputs provide additional membership information for each

point in the target trajectory. The purple lines in Algorithm 7 highlight steps specific to TRAIMIA.

6.3.3 Practical Implications of the Attack Suite

Our attack suite is designed as an integrated framework focusing on the basic units of mobility data —
locations and trajectories. It contains two prevalent types of privacy attacks: data extraction and
membership inference attacks. Each attack in our attack suite targets a specific type of mobility
data and could serve as a privacy auditing tool [JUO20]. They can also be used to infer additional

sensitive information in mobility data:

e LocEXTRACT extracts a user’s most common location. Combined with the semantics of the POI,

we may infer the user’s address such as work address, which is closely related to user identity;

e TraJEXTRACT can be further used to infer user trajectories and identify trip purposes by analyzing

the POIs visited during a journey [MCH17];
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Table 6.1: Top-k prediction accuracy of the three POI-recommendation victim models on the two

datasets.

Dataset Model Top-1 ACC  Top-10 ACC

GETNExT 0.34 0.71

4sQ LSTPM 0.25 0.67
RNN 0.24 0.68

GETNExT 0.16 0.48

GowaLLa  LSTPM 0.15 0.39
RNN 0.10 0.26

e LocMIA can determine the membership of multiple POIs, thereby facilitating the inference of a

user’s activity range and social connections in [CML11, RHL23];

o TraJMIA infers if a user’s trajectory is in the training dataset, which can serve as an auditing tool

to examine the privacy leakage by assuming a worst-case adversary.

6.3.4 Attack Algorithms

TrAJExTRACT To start with, we initialize S candidate trajectories with the same starting location /
and the query time ¢ given a user (lines 1-3). Next, we iteratively extend the candidate trajectories:
to extract the i-th (i > 1) locations of )23”” in S candidate trajectories, we query the model using
)2%"_1 and compute the log perplexity for 8 X £ possible new trajectories with a length of i + 1. We
then choose the S trajectories with the lowest log perplexity as the new candidate trajectories in
the next iteration (line 6). The iterations end until the length of the candidate trajectories reaches
n. Lastly, we take the location sequences from the final trajectories. Note that both LocExTrACT
and TraJEXTRACT need the timestamp ¢ to query the victim model, and we will show the effects of

timestamp ¢ in our experiments.

LiRA The key idea of LiRA [CCN22] is that models trained with or without X; 4., (i.€., fi» and
Jour) would produce different loss distributions for X;4,¢¢;. Specifically, LIRA consists of four main

steps:
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(1) Train an equal number of shadow models with and without X;,ge; using the shadow dataset

owned by the attacker to simulate the behavior of the black-box victim model.

(2) Use X;4rger to query each shadow model to obtain loss values. The obtained loss values will
be used to calculate two loss distributions, depending on whether the queried shadow model was

trained on X;q,ge;-
(3) Query the victim model with X;4,4.; to obtain the output logits.

(4) Conduct a A hypothesis test to infer the membership of the X;4-¢.,. The output score A

indicates whether the output from the victim model is closer to one of the two loss distributions.

LiRA originally trained 2N shadow models for each target example. However, this approach
suffers from computational inefficiency when the number of target examples is large. To address
this issue, we employ the parallelized approach described in [CCN22], which reuses the same set of
2N shadow models for inferring the membership of multiple X;4,¢¢;. Our attacks further extend
the key concept of LiRA and make it feasible for POI recommendation models by incorporating
spatial-temporal information through unique designs, such as our spatial-temporal model query

algorithm.

Algorithm 4 Common Location Extraction Attack

Require: Victim model: fy, target user: u, query budget: g, query timestamp: ¢, output size: k
Ensure: Top-k predictions: [i,opl,. .. ,ftopk]
1: logits « {}

2: for g times do

3: | < RanpomSamprLE(L) > Randomly generate a location from the location space
4: logits U fp(u, {(1,1)})

5: end for

6: logits,g; = AGGREGATE(logits) > Aggregate confidence for all locations
7: return f,opl,. .. ,f,opk — ArcMaxy (logits,gg)
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Algorithm 5 Training Trajectory Extraction Attack

Require: Victim model: fy, target user: u, starting location: [y, target extraction length: n, query

timestamp: ¢, beam width: 8

Ensure: Top-3 possible extraction results: )?%(7, . ,X(z:ﬂ"
1: forb —0toS—-1do
2: )2%:70 — (u, (lp, 1)) > Initialize the beam with [/ and ¢
3: end for
4: fori < 1ton—1do
50 for 27! in {277, 27} do
6: {)?%)", e )2%:} «— UppaTEBEAME( fy(u, )?2"'_1)) > Update the beam by keeping 8

10:

trajectory with the smallest PPL from the query output and current beam

end for
: end for
£on=100 0 201 GerLoc(£971, ..., £91) & Take the location sequence from £0m=1 4g
Lo Lg To 3 T
result £
20:n—1 20:n—1
return X e ’XL,;

6.4 Experiments

We empirically evaluate the proposed attack suite to answer the following research questions: (1)

What’s the performance of the proposed attacks in extracting or inferring the sensitive information

from POI recommendation models (Sec. 6.4.3.1)? (2) What unique factors (e.g., user, location,

trajectory) in mobility data correlate with the attack performance (Sec. 6.4.3.2)? (3) How do different

attack designs (e.g., spatial-temporal querying for membership inference attacks) improve the attack

performance (Sec. 6.4.3.3)?

6.4.1 Experimental Setup

We describe the datasets, models, and evaluation metrics used in our experiments below; full

implementation details (preprocessing, victim-model training, and attack hyperparameters) follow
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Algorithm 6 SPATEMQUERY: Spatial-Temporal Model Query Algorithm for LocMIA
Require: Target model: f;4¢er, number of query timestamps: n;, number of query locations: ny,

target example: X;q,ger
Ensure: Membership confidence score: con f
Lo, | — Xigrger
2: confar — {}
3: fori — Oton;, —1do
4: conf; — {}

5: for j «— Oton; —1do

6: ti «— l/nt
7: l; < RANDOMSAMPLE(.L)
8: conf; < conf; U fiarger(u, (1;,;)) > Query the model with random location and a

synthetic timestamp
9: end for
10: confy < confy; Umean(conf;) » Calculate average confidence from all queries for this
timestamp
11: end for
12: return conf < max(conf,;) > Take the confidence scores with largest confidence at position

[ as output

in Section 6.4.2.
Datasets Following the literature [YLZ22, KW 18], we comprehensively evaluate four privacy at-

tacks on two POl recommendation benchmarks: FourSquare (4sQ) [YZZ14] and GowarLLa [CMLI11].

Models We experiment with three representative POI recommendation models, including
GETNexTt [YLZ22], LSTPM [SQC20], and RNN [W]J21]. Note that GETNexT and LSTPM are
the state-of-the-art POI recommendation methods based on the transformer and hierarchical LSTM,

respectively. We also include RNN since it is a commonly used baseline for POI recommendation.

Evaluation Metrics We use the top-k extraction attack success rate (ASR) to evaluate the

effectiveness of data extraction attacks. For LocExTRACT, the top-k ASR is defined as |Uextracted| /| U |,

157



Algorithm 7 Membership Inference Attack
Below, we demonstrate our location-level MIA and trajectory-level MIA algorithms. The lines

marked in red are specific to LocMIA, while the lines marked in purple are specific to TRAIMIA.

Both attacks share the remaining lines.

Require: Victim model: fy, shadow data: Dg, number of shadow models: N, inference target:
Xiarger, number of query timestamps: 7,, number of query locations: n;
Ensure: The likelihood ratio to determine if we should reject the hypothesis that X; 4., is a member
of fg: A
1: confin, confour — {},{}
2: X5 < RANDOMSAMPLE({ X : X;4,00r € Xs}) > Sample a location sequence and includes X;qrges
3: Xs — Xiarger

4: fori — O0to N do

5: D;, «— RanpoMSampPLE(D;) U Xg

6: D ,u; < RanpoMSamMpPLE(Dj) \ Xy

7: fins four < TRAIN(D;y,), TRAIN(D ;) > Train f;, and f,,,
8: confi < confiy U ¢(SPATEMQUERY ( fin, nr, 11y Xiarger))
o: CONfour < confou U

10: ¢ (SPATEMQUERY ( four, N1, 11, Xiarger))

11: confi, «— confi,U

12: ¢(mean({ fin(X5)*7, . .., fin(X5)*"*71}))

13: Confour < confou; U

14: ¢ (mean({ four (X5)0 . .., four (Xs)**7'}))

15: end for

16: fin, fout <= mean(con fin), mean(con fou)

17: 0'2 0'2

in’> ~ out — Var(confin)’var(conf()ut)

18: con fobs < ¢(SPATEMQUERY ( fy, 11, 11, Xrarger))

19: confobs — ¢(mean({fy(Xs)"0, ..., fo(Xs)?" 1))

p(con fobs |N(,Uin,0'§l))
p(con fobs |N(Houtvo'3m))

20: return A = > Hypothesis test
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where Uegxiracted 15 the set of users whose most visited locations are in the top-k predictions outputted
by our attack; For TRAJEXTRACT the top-k ASR is |correct extractions|/|all (u, [y) pairs|, where
correct extractions are (u, [) pairs with top-k extracted results matching an exact location sequence

in the training data.

For LocMIA and TraIMIA, we utilize the commonly employed metrics for evaluating member-
ship inference attacks, namely the area under the curve (AUC), average-case “accuracy” (ACC),
and true positive rate (TPR) versus false positive rate (FPR) in the low-false positive rate regime.
Our primary focus is the TPR versus FPR metric in the low-false positive rate regime because
evaluating membership inference attacks should prioritize the worst-case privacy setting rather than

average-case metrics, as emphasized in [CCN22].

6.4.2 Implementation Details

6.4.2.1 Datasets

We conduct experiments on two POl recommendation benchmark datasets — FourSquare (4sQ) [YZZ14]
and GowarLrLa [CML11] datasets. Following the literature [YLZ22, KW 18], we use the check-ins
collected in NYC for both sources. The 4sq dataset consists of 76,481 check-ins during ten months
(from April 12, 2012, to February 16, 2013). The GowaLLa dataset comprises 35,674 check-ins
collected over a duration of 20 months (from February 2009 to October 2010). In both datasets, a

check-in record can be represented as [user ID, check-in time, latitude, longitude, location ID].

6.4.2.2 Data Preprocessing

We preprocess each dataset following the literature [YLZ22]: (1) We first filter out unpopular POIs
and users that appear less than ten times to reduce noises introduced by uncommon check-ins. (2) To
construct trajectories of different users in a daily manner, the entire check-in sequence of each user is
divided into trajectories with 24-hour intervals. Then, we filter out the trajectories with only a single
check-in. (3) We further normalize the timestamp (from 0:00 AM to 11:59 PM) in each check-in

record into [0, 1]. After the aforementioned steps, the key statistics of the 4sQ and GowaLLa datasets
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are shown in Table 6.2. (4) Lastly, we split the datasets into the training, validation, and test sets

using the ratio of 8:1:1.

Table 6.2: Dataset statistics for the two POI-recommendation benchmarks.

#POIs #Check-ins #Users #Trajectories Avg. Len.

4sqQ 4,556 63,648 1,070 17,700 3.63
GowaLLa 2,559 32,633 1,419 7,256 4.46

6.4.2.3 Victim Model Training Settings

We use the official implementation of GETNExT? and LSTPMS3 to train victim models. In particular,
we train each model with a batch size 32 for 200 epochs by default. We use five random seeds in all

experiments and report the average results.

6.4.2.4 Attack Settings

LocExTrAcT Given a target user u, we extract the most visited location /;,,1 from the victim
model fy with a query number g = 50. We set the query timestamp ¢ = 0.5 (i.e., the middle of
the day) by default, and we will present how the change of the query timestamp affects the attack

performance in the ablation study.

TrRAJEXTRACT In this attack, we experiment with n = 4 by default, though the attacker can
potentially extract location (sub-)sequences with arbitrary length. We set the beam size g = 50 in
the beam search to query the victim model and update candidate trajectories. For each query, we

also have the default query timestamp 7 = 0.5.

LocMIA In our experiments, since we randomly sample 80% of trajectories as the training
dataset D, to build a victim model for MIA, we treat the remaining 20% data as non-members.
For each target user « and the POI location / pair, we generate N = 64 synthesis trajectories using

TraJSYNTHESIS With the query timestamp 7, = 0.5. With the synthesis trajectories, we can also have

“https://github.com/songyangme/GETNext
Shttps://github.com/NLPWM-WHU/LSTPM
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64 in-models (f;;) and 64 out-models (f,,,). We also set n; = 10 and n; = 10. For evaluation, we

conduct a hypothesis test on a balanced number of members and non-members.

TrRAJMIA We extract the membership information of some trajectory sequences with arbitrary
lengths from the victim model. We also build N = 64 in-models (f;;) and N = 64 out-models ( fy,)
for a target trajectory sequence. For evaluation, we conduct a hypothesis test on a balanced number

of members and non-members.

6.4.3 Experimental Results and Analysis
6.4.3.1 Attack performance (RQ1)

Figures 6.2 and 6.3 visualize the attack performance of data extraction and membership inference
attacks, respectively. In Figure 6.2, we observe that LocExTrAcT and TRAJEXTRACT can effectively
extract users’ most common locations and trajectories across various model architectures and
datasets as the attack performance is significantly better than the random guess baseline, i.e., 1/| L]
(0.04% for LocExtrAcT) and 1/]L|"~'(1078% for TraJExTRACT). Likewise, as shown in Figure 6.3,
LocMIA and TraMIA successfully determine the membership of a specific user-location pair or
trajectory, significantly outperforming the random guess baseline (represented by the diagonal line

in both figures).

The attack performance also demonstrates that trajectory-level attacks are significantly more
challenging than location-level attacks, evident from the better performance of LocExTrAcT and
LocMIA compared to TRatExTRACT and TRAIMIA for data extraction and membership inference.
We suspect this is because POI recommendation models are primarily designed to predict a single
location. In contrast, our trajectory-level attacks aim to extract or infer a trajectory encompassing
multiple consecutive locations. The experiment results also align with the findings that longer

trajectories are less vulnerable to our attacks (see Figures 6.18 and 6.21 in Section 6.4.5).

The attack performance also differs across different model architectures and datasets. We see
a general trend of privacy-utility trade-off in POI recommendation models based on the model
performance of the victim model in Table 6.1: with better victim model performance comes better

attack performance. While this is a common trend, it might not hold in some cases. For example, the
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Figure 6.2: Attack performance of data extraction attacks (LocExTrRAcT and TRAJEXTRACT) on

three victim models and two mobility datasets.
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Figure 6.3: Attack performance of (LocMIA and TRaiMIA) on three victim models and two POI
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MIA performance against RNN is sometimes better than GETNEexT and LSTPM performances. This
might be because GETNEexT and LSTPM improve upon RNN by better leveraging spatial-temporal
information in the mobility datasets. However, the adversary cannot use the exact spatial-temporal
information in shadow model training since the adversary cannot access that information. This
result can be inspiring in that even though spatial-temporal information can effectively improve
attack performance, victim models that better utilize spatial-temporal information are still more
resilient to MIAs. Future studies should also consider this characteristic when designing attacks or

privacy-preserving POI recommendation models with better privacy-utility trade-offs.

6.4.3.2 Factors in mobility data that make it vulnerable to the attacks (RQ2)

Prior research demonstrates that data outliers are the most vulnerable examples to privacy at-
tacks [CCN22, TSS22] in image and text datasets. However, it is unclear whether the same
conclusion holds in mobility data and what makes mobility data as data outliers. To this end, we
investigate which factors of the mobility datasets influence the attack’s efficacy. In particular, we
collect aggregate statistics of mobility data from three perspectives: user, location, and trajectory.
We analyze which factors in these three categories make mobility data vulnerable to our attacks. We
describe the selection process and the full list of aggregate statistics in Section 6.4.4.1. Our findings

are as follows:

e For LocExTrACT, we do not identify any meaningful pattern correlated with its attack performance.
We speculate that a user’s most common location is not directly related to the aggregate statistics

we study.

e For TrRaJEXTRACT, our findings indicate that users who have visited fewer unique POIs are more
vulnerable to this attack, as referenced in Figure 6.9 in Section 6.4.4. This can be explained by the
fact that when users have fewer POIs, the model is less uncertain in predicting the next location

due to the reduced number of possible choices that the model memorizes.

e For LocMIA, as shown in Figures 6.4a and 6.4b, we find that locations visited by fewer users or

have fewer surrounding check-ins are more susceptible to LocMIA. We believe this is because
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those locations shared with fewer users or surrounding check-ins make them training data outliers.

o For TRAIMIA, users with fewer total check-ins (Figure 6.5a), unique POIs (Figure 6.5b), and fewer
or shorter trajectories (Figures 6.5¢ and 6.5d) are more susceptible. In Figures 6.6a and 6.6b, we
also see that trajectories intercepting less with others or with more check-ins are more vulnerable
to TRaIMIA. We believe these user-level and trajectory-level aggregate statistics make the target

examples data outliers.

In summary, we conclude that the effect of data outliers also exists in privacy attacks against
POI recommendations. In the context of POI recommendation, the mobility data outliers could
be characterized from the perspectives of user, location, and trajectory. Different attacks in our
attack suite might be vulnerable to particular types of data outliers, which are more unique and are

vulnerable against our attacks compared to other data.

6.4.3.3 The impact of different attack designs (RQ3)

We explore different attack designs that may affect the performance of each attack. We present

detailed results in Section 6.4.5 and summarize the key findings here:

e For LocExTtrACT, as shown in Figures 6.7 and 6.17 in Section 6.4.5, we find that employing
appropriate query timestamp and soft voting mechanism leads to better attack performance. The
reason is that the POI recommendation relies on temporal information to make more accurate

predictions.

e For TRaJExTRACT, similar to LocExTrAcT, we find that an appropriate query timestamp also
promotes the attack performance. Moreover, Figure 6.18 in Section 6.4.5 shows that our attack is
more effective when extracting location sequences of shorter trajectories as the influence of the

starting location becomes weaker when the prediction moves forward.

e For LocMIA, as shown in Figure 6.8, utilizing more queries with different timestamps in our
spatial-temporal model query algorithm improves the results of inferring the membership of a
target user-location pair (u, /). Since the adversary lacks information about real input sequences
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Figure 6.4: How location-level aggregate statistics are related to LocMIA. Locations visited by

fewer different users or have fewer surrounding check-ins are more vulnerable to LocMIA.

that are followed by the target location /. Utilizing more queries helps to traverse the search space

and promotes the attack performance.

e For both LocMIA and TrRasMIA, as shown in Figure 6.19 in Section 6.4.5, we find that a larger
number of shadow models yields better attack performance since they provide more samples to

simulate the loss distributions of in-samples and out-samples.

Our analysis also reveals additional intriguing findings: (1) Temporal information in the attacker’s
queries can significantly affect the attack results. For extraction attacks, we find that the extraction
ASREs first increase and then decrease as the query timestamp increases, which peaks at 0.5 (using
the middle of the day as the query timestamp) according to Figure 6.7. The reason is that most

check-ins occur during the daytime rather than at night.

(2) Figure 6.14 in Section 6.4.5 demonstrates that our data extraction attacks remain effective
even with a limited number of queries. In other words, our attacks are efficient in real-world

scenarios.
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vulnerable to TRAIMIA. (4sQ)
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6.4.4 Vulnerability Factor Analysis: Methodology Details

6.4.4.1 How to Select Aggregate Statistics

This section outlines the basic principles and details for selecting representative aggregate statistics
for analysis. For user-level aggregate statistics, we target the basic statistical information quantifying
properties of locations and trajectories of a user. For location-level and trajectory-level aggregate
statistics, we study their users, “neighboring” check-ins and trajectories, and the check-in time

information. In summary, we select the following aggregate statistics:

o User-level aggregate statistics:

1. Total number of check-ins;
2. Number of unique visited POlISs;
3. Number of trajectories;

4. Average trajectory length;

e Location-level aggregate statistics:
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Figure 6.9: How user-level aggregate statistics are related to TRaAJExTrAcT. The users who have

fewer unique POIs are more vulnerable to TRAJEXTRACT.

1. Number of users who have visited this POI;
2. Number of check-ins surrounding (< 1km) this POI;
3. Number of trajectories sharing this POI;

4. Average time in a day for the visits to the POI;
e Trajectory-level aggregate statistics:

1. Number of users who have the same trajectories;
2. Number of check-ins surrounding (< 1km) all POI in the trajectory;
3. Number of intercepting trajectories;

4. Average check-in time of the trajectory.

6.4.5 The Impact of Training and Attack Parameters

In this section, we analyze how training parameters (Sec. 6.4.5.1) and attack parameters affect
the attack performance of data extraction attack (Sec. 6.4.5.2) and membership inference attack

(Sec. 6.4.5.3).
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6.4.5.1 The Impact of Training Parameters

Our primary objective of this analysis is to understand whether the occurrence of overfitting,
commonly associated with excessive training epochs, leads to heightened information leakage based
on our proposed attacks. By showcasing the ASR at various model training stages, we aim to gain

insights into the relationship between overfitting and ASR.

Based on the results presented in Figure 6.13, we observe that LocExTrAcT achieves the best
performance when the model is in the convergence stage. We speculate that continuing training
beyond convergence leads to overfitting, causing a loss of generalization. Specifically, when the
model is overfitted, it tends to assign higher confidence to the training data while disregarding the
general rules present in the dataset. In contrast, our attack employs random queries to extract the
general rules learned by the model from the dataset, resulting in better performance when applied to

the optimally fitted model.

The attack performance of TRAJEXTRACT improves as the training process progresses, which
can be attributed to the model becoming increasingly overfitted. The overfit model is more likely to
output the exact training trajectory and generates more precise training trajectories than the best-fitted
model when given the same number of queries. Similarly, the results of our membership inference
attacks reveal a trend of attack performance consistently improving with the progression of the
training process. This observation aligns with our expectations, as when the model undergoes more
training iterations, the effects of training data are more emphasized. Consequently, the distribution
of query results in our attack on the seen training data diverging further from the distribution
derived from the unseen data. This growing disparity between the two distributions facilitates the
membership inference task, particularly on overfitted models. The analysis of these three attacks
indicates a consistent trend, highlighting the increased risk of privacy leakage due to overfitting

with respect to the original training data.

6.4.5.2 Ablation Study on Our Data Extraction Attacks

Data extraction attacks are effective given a limited number of queries In a realistic attack
scenario, the adversary may encounter query limitations imposed by the victim model, allowing the
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Figure 6.13: The impact of the model generalization on the performance of four privacy attacks.

adversary to query the model for only a certain number of queries. Figure 6.14 illustrates that our
data extraction attacks are effective given a limited number of queries. For example, as shown in
Figure 6.14a, a mere ¢ = 50 query is sufficient for the adversary to achieve a high ASR and infer a
user’s frequently visited location. In terms of TRAJEXTRACT attack (Figure 6.15a), the adversary can
opt for a small beam width of 8 = 10, requiring only 1000 queries to extract a trajectory of length

n = 4. This practicality of our data extraction attack holds true even when the query limit is very

small.

Appropriate query timestamp improves the effectiveness of data extraction attacks POI

recommendation models rely on temporal information to make accurate location predictions.
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Figure 6.14: Our LocExTrACT is effective with a small number of queries (i.e., this attack is effective

within a small query budget).

However, obtaining the same timestamps as training for attack can be challenging and is an
unrealistic assumption. Therefore, in our data extraction attack setup, we set the query timestamp to

t = 0.5 (i.e., the middle of the day).

To analyze the effect of how different query timestamps affect data extraction attack performance,
we conduct extraction attacks and vary different timestamps that represent various sections within a
24-hour window in the experiments. The results, illustrated in Figure 6.7 and Figure 6.16, indicate
that utilizing timestamps corresponding to common check-in times, such as the middle of the day or
late afternoon, yields better attack outcomes. This finding aligns with the rationale that users are

more likely to engage in check-ins during the daytime or after work hours.

Soft voting improves LocExTrAcT For LocExXTRACT, we have the option to employ either hard
voting or soft voting to determine the most frequently occurring location. Hard-voting ensembles
make predictions based on a majority vote for each query while soft-voting ensembles consider the
average predicted probabilities and select the top-k locations with the highest probabilities. From the
experimental results depicted in Figure 6.17, we observe that there is not a substantial difference in
ASR-1 when using hard voting or soft voting. However, employing soft voting yields better ASR-3
and ASR-5 results.
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TRACT.

177



100- 100-

80-
= 60 = 60
= =
5] D —— >~ ——o s
T 40 , - = 40- ——— 0
o e AUC o —— AUC

20« --=-- ACC 90 ~-- ACC

—e-- TPR @ 10% FPR —e-- TPR @ 10% FPR
% 8 16 32 61 128 256 18 16 32 61 128 256
Number of Shadow Model Number of Shadow Model
(a) LocMIA (4sQ) (b) LocMIA (GowALLA)

Figure 6.19: The attack performance of LocMIA significantly improves as the number of shadow

model increases.

Location sequences of shorter trajectories are more vulnerable to TRAJEXTRACT For TRA-
JExTRACT, we conduct an ablation study to extract trajectories of varying lengths n. The results,
illustrated in Figure 6.18, indicate that the attack achieves higher ASR on shorter trajectories than
longer ones. This observation can be attributed to our assumption that the attacker possesses prior
knowledge of a starting location. As the prediction moves further away from the starting location,
its influence on subsequent locations becomes weaker. Consequently, predicting locations farther
from the starting point becomes more challenging, decreasing the attack’s success rate for longer
trajectories. Moreover, the extraction of long trajectories presents additional difficulties. With
each step, the probability of obtaining an incorrect location prediction increases, amplifying the

challenges the attack algorithm faces.

6.4.5.3 Ablation Study on Our Membership Inference Attacks

A larger number of shadow models improves the effectiveness of MIAs As mentioned in [CCN22],
it has been observed that the attack’s performance of LiRA tends to improve as the number of shadow
models increases. Consistently, our attacks also follow this pattern, as depicted in Figure 6.19. Both

location-level MIA and trajectory-level MIA show enhanced performance as we incorporate more
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Figure 6.20: The attack performance of TRaATMIA significantly improves as the number of shadow

model increases.

shadow models. This improvement is because an increased number of shadow models allows for a

better approximation of the distributions for f;, and f,,,, thereby simulating the victim model more

accurately.

LocMIA is effective given a limited number of queries Since our LocMIA involves multiple
queries to explore locations preceding the target location, as well as the corresponding timestamps,
it is essential to consider potential limitations on the number of queries in real-world scenarios.
Thus, we conduct experiments to investigate the impact of query limits on LocMIA. The results,
depicted in Figure 6.8a, indicate that our attack remains effective even with a limited number of
queries for different location choices. The further increase in query locations would not significantly

improve attack results.

We also conduct experiments with different settings for the number of query timestamps, denoted
as n;. The rationale behind this step is that the adversary does not possess information about the real
timestamp used to train the victim model. To simulate the effect of selecting the correct timestamp,
we perform experiments with varying timestamps to identify the timestamp that yielded the highest
confidence score for the targeted location. Based on empirical observations from our experiment on

the 4sqQ dataset (see Figure 6.8b), increasing the number of query timestamps tends to yield better
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overall results in practice.

TrAJMIA is less effective as the length of target trajectory increases From Figure 6.21, we note
that the attack performance drops as target trajectories are longer. This decline happens because all
trajectory query scores influence the attack. Lengthier trajectories introduce increased randomness

for the query, affecting the outcome of TRAIMIA.

6.5 Defense

We evaluate existing defenses against privacy attacks on machine learning models. This section

presents the defense mechanisms and key findings, with full experimental details in Section 6.5.3.

6.5.1 Defense Techniques

In particular, we evaluate two streams of defense mechanisms on proposed attacks, including (1)
standard techniques to reduce overfitting (e.g., early stopping, [, regularization) and (2) differential
privacy-based defenses (e.g., DP-SGD [ACG16]) for provable risk mitigation. The standard

techniques reduce the victim model’s memorization to some degree, but they are insufficient due to
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the lack of statistical guarantees. To fill this gap, differential privacy [DR14] is also used to defend
against our attacks, which can theoretically limit the impact of a single data point on the model’s

performance.

Specifically, we first experiment with DP-SGD [ACG16], the most representative DP-based
defense, to train differentially-private POI recommendation models. The key idea of DP-SGD is
to add Gaussian noises N(0, c>C?I) to the clipped gradients g of the model during its training
process. C is a clipping threshold that bounds the sensitivity of g by ensuring ||g|]| < C. To
achieve (e, 0)-DP, we have o = /21In %/ €. Despite that DP-SGD provides promising defense
performance on language tasks [FDM19], we find that it can substantially sacrifice the model’s
utility on the POI recommendation task. Specifically, the top-10 accuracy is only 4.97% when the
mechanism satisfies (5,0.001)-DP, while the original top-10 accuracy without DP is 71%. The
reason for this performance decrease is that POI recommendation aims to make accurate user-level
predictions within a large output space (i.e., > 4, 000 possible POIs). For different users, even the
same location sequence may lead to a different result, which means that the model needs to capture
user-specific behavior patterns from a relatively small user dataset. As a result, the training is quite

sensitive to the noises introduced by DP-SGD, making it not applicable to POI recommendations.

However, we argue that DP-SGD provides undifferentiated protection for all the mobility data,
while for POI recommendation, protecting more tailored sensitive information is more important.
For example, a defender may only care about whether a list of check-ins about home addresses is
protected or not. To this end, we introduce the notion of selective DP [SCL22] to relax DP and
improve the model’s utility-privacy trade-offs. Specifically, we apply the state-of-the-art selective
DP method JFT [SCZ22] to protect different levels of sensitive information for each attack. The key
idea of JFT is to adopt a two-phase training process: in the phase-I training, JFT redacts the sensitive
information in the training dataset and optimizes the model with a standard optimizer; in the phase-II
training, JFT applies DP-SGD to finetune the model on the original dataset in a privacy-preserving
manner. Due to the phase-I training, we observe that the model’s utility is significantly promoted.
In addition to JFT, we also apply Geo-Indistinguishability (Geo-Ind) [ABC13] to protect common
locations in LocExTracT. We note that Geo-Ind is only applicable to LocExTrAcT (but not

LocMIA) because it requires modifying the training data and is incompatible with the notion of
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Table 6.3: The exposure of sensitive information in each attack.

Attack Sensitive Information

LocExTracT Most common location of each user
TraJExTRACT | Each location sequence/sub-sequence (xy)
LocMIA Each user-location pair (u, [)

TraIMIA Each trajectory sequence/sub-sequence (xr)

membership inference.

6.5.2 Takeaway Messages from the Defense

We evaluate different defense mechanisms in terms of their performance in preventing each attack
from stealing the corresponding sensitive information. Table 6.3 summarizes the exposure of sensitive
information in each attack. Section 6.5.3 illustrates our evaluation metrics, experimental setup, and
the results. Recall that the check-ins within a mobility dataset are not equally important. Therefore,
in our experiments, we comprehensively evaluate the defense mechanisms from two perspectives.
Specifically, we measure their performance in (1) protecting all the sensitive information and (2)
protecting a targeted subset of sensitive information from being attacked. Tables 6.22 and 6.23 show
that existing defenses provide a certain degree of guarantee in mitigating privacy risks of ML-based
POI recommendations, especially for the targeted subset of sensitive information. However, there is
no such unified defense that can successfully defend against all the proposed attacks within a small

utility drop. In other words, our exploration highlights the need for more advanced defenses.

6.5.3 Defense Implementation and Evaluation Details

We evaluate existing defenses against our privacy attacks, including standard techniques to reduce
overfitting and differential privacy based defense. Detailed descriptions of defense techniques can
be found in Section 6.5. Then, in 6.5.3.1, we describe the evaluation metrics to measure the defense

performance from two perspectives. In 6.5.3.2, we compare different defenses and analyze the
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numerical results with detailed explanations.

6.5.3.1 Defense Metrics

Our inference attacks extract different sensitive information about the training dataset from the
victim model, as summarized in Table 6.3. To this end, we evaluate defense mechanisms in terms of
their performance in preventing each attack from stealing the corresponding sensitive information.
Specifically, we measure their defense performance on protecting all the sensitive information and a
targeted subset of sensitive information for each attack, respectively. Here, we define the targeted
subset of sensitive information as the mobility data a defender wants to protect in practice (e.g.,
some selected user-location pairs in LocMIA). We introduce this metric because not all the mobility
data are sensitive or equally important. Take LocMIA as an example: Since the utility of POI
recommendation is highly related to the model’s memorization of user-location pairs, a user may
want the model to recognize most of the POIs in his trajectory history while hiding those that are
very likely to leak his personal identity (e.g., home). In other words, not all the mobility data need
to be protected and it’s more important to evaluate how defense mechanisms perform on the targeted

subset of sensitive information.

To this end, we jointly measure the defense performance in protecting all the sensitive information
and the targeted subset of sensitive information for each attack. Based on different attack objectives,
we construct a different targeted subset of sensitive information for measurement by randomly
sampling a portion of (e.g., 30%) the most common locations in LocEXTRACT, location sequences in
TrRAJEXTRACT, user-location pairs in LocMIA and trajectory sequences in TRAIMIA. It is noted that
we randomly sample 30% of sensitive information in each attack to construct the targeted subset for
the ease of experiments. In practice, the defender may have more personalized choices based on

user-specific requirements, which we leave as future work.

6.5.3.2 Defense Setup and Results

Setup GETNext models trained on the 4sq dataset are used for experiments. For L, regularization,

we use weight decay ||w|| = le~2 and 3e~2. For early stopping, we stop the training after 5 epochs.
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Figure 6.22: Defense performance on protecting all corresponding sensitive information for each

attack.
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Figure 6.23: Defense performance on protecting the targeted subset of sensitive information for

each attack.
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For JFT, we mask sensitive information that needs to be protected in phase-1. Then in phase-II, we
use DP-SGD [ACG16] with different €; (1 and 5) to finetune the model. The C and ¢ are set to
10 and 1e~3. For Geo-Ind against LocExTRACT, we apply different e (0.01 and 0.05) to replace
each sensitive POI with its nearby location such that the original POI is indistinguishable from
any location within r = 400 meters. Since both JFT and Geo-Ind can be used to protect different
amounts of sensitive information, we either protect nearly all the sensitive information or only the

targeted subset of sensitive information for each attack, denoted by suffixes (A) and (T).

LocExTract Figure 6.22a shows the defense results on protecting all the sensitive information for
LocExtrAcT. From the figure, we observe that DP-based defenses achieve better performance than
standard techniques. Both JFT (A) and Geo-Ind (A) reduce ASR from 30% to 1% with only a 10%
drop in utility. The reason is that these methods allow the defender to selectively protect common
locations only. Besides, when protecting the same amount of sensitive information, JFT achieves
slightly better accuracy than Geo-Ind because it involves phase-II training to further optimize the
model. Moreover, although the ASR is still high for JFT (T) and Geo-Ind (T) in Figure 6.22a, we
notice that they can substantially reduce the attack performance on the targeted subset of sensitive
information, as shown in Figure 6.23a. This allows a defender to protect the targeted subset with
negligible utility drop. Figure 6.24 further shows that Geo-Ind can predict nearby locations of a

protected POI as prediction results to maintain its usage.

TrRAJEXTRACT Figures 6.22b and 6.23b show that all the defenses can well protect location (sub-
)sequences from being extracted by TRAJExTrRACT. This is because sequence-level extraction is a

challenging task that pretty much relies on memorization.

LocMIA Figures 6.22c and 6.23c show that none of the existing defenses can be used to protect
user-location membership information. While JFT (A) reduces the TPR @ 10%FPR to less than 20%,
it significantly sacrifices the model’s utility. The reason is that the defender needs to redact a large
number of user-location pairs so as to protect them. As a result, the model may learn from wrong
sequential information in the phase-I training, leading to a large utility drop. Even for protecting the

targeted subset with 30% of total user-location pairs only, there’s still a 20% drop in utility.

TrAJMIA Figures 6.22d and 6.23d show the utility-privacy trade-off of different defenses against
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TraIMIA We notice that JET (T) can effectively mitigate the MIA on the targeted subset of trajectory
sequences with a small degradation in accuracy. However, the utility drop is still large if a defender

aims to protect the membership information of all trajectory sequences.

Summary Existing defenses provide a certain degree of guarantee in mitigating the privacy risks of
ML.-based POI recommendations. However, it is still challenging to remove all the vulnerabilities
within a reasonable utility drop. This is because existing POI recommendation models heavily
rely on memorizing user-specific trajectory patterns to make predictions, which lack semantic
information as guidance. As a result, defense mechanisms such as DP-SGD can easily compromise
the utility of the protected model due to the noises added to the gradients. Moreover, defenses such
as JFT are not general for all inference attacks since each attack steals different sensitive information.

To this end, our evaluation calls for more advanced mechanisms to defend against our attacks.

6.5.3.3 Additional Definitions in Defense

Definition 1 ((€, 6)-DP). A randomized mechanism A satisfies (€, 6)-DP if and only if for any two

adjacent datasets D and D', we have:
YO € Range(A) : Pr[A(D) € O] < e*Pr[A(D") € O] +6

where Range(A) indicates the set of all possible outcomes of mechanism A and 6 indicates the

possibility that plain e-differential privacy is broken.

Definition 2 (geo-indistinguishability). A mechanism A satisfies €-geo-indistinguishability iff for
all l and ' , we have:

dp(A), Al") < ed(l,1)

where d denotes the Euclidean metric and dp denotes the distance between two output distributions.
Enjoying er-privacy within r indicates that for any | and I’ such that d(1,1") < r, mechanism A

satisfies e-geo-indistinguishability.
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Figure 6.24: For LocExTrACT, when ground truths are the most common locations, Geo-Ind (A)
can predict a nearby location (< 400 m) of each protected location as the next POI with higher
accuracy than JFT (A). The reason is that Geo-Ind applies the Laplacian mechanism to replace each

protected POI with its nearby location.

6.6 Discussion

6.6.1 Broader Impacts

e Our attack suite unveils the vulnerability of POI recommendation models to privacy attacks.
Our attack mechanisms (e.g., the Spatial-Temporal Query, which better utilizes spatial-temporal
information to boost attack performance) and findings (e.g., identifying the types of data more
likely to be memorized by the model) also benefit the measurement of privacy leakage for
a broader range of learning-based models that involve spatio-temporal data, e.g., pre-trained

trajectory models [DXW22] and spatio-temporal LLMs [ZAL23].

e The defense results indicate that selectively protecting sensitive information and using approaches
like fine-tuning pre-trained models on a smaller private dataset might improve the utility-privacy
trade-off. In other words, our study reveals that selective defense serves as a promising direction

to reduce the privacy risks of these models.
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6.6.2 Related Work

Privacy Attacks. Various types of privacy attacks, such as membership inference attacks [SSS17b,
SZH18, CCN22, GAA23], training data extraction attacks [CLE19, CHN23], and model inversion
attacks [FJR15a] have been proposed to infer sensitive information from model training data. Our
attack suite contains membership inference and data extraction attacks. Existing data extraction and
membership inference attacks [CLE19, CCN22] are insufficient for POI recommendation models
due to the spatio-temporal nature of the data. Our work takes the first step to extracting sensitive
location and trajectory patterns from POI recommendation models and solving unique challenges to
infer the membership of both user-location pairs and user trajectories. As a final remark, our attacks
differ from previous MIAs in mobility data [PTD17, ZZZ20], which focus on the privacy risks of

data aggregation.

Mobility Data Privacy. = Mobility data contain rich information that can reveal individual
privacy such as user identity. Previous work utilizes side-channel attacks to extract sensitive
information about mobility data from LBS, including social relationships [SH12, VFB11, XCZ14],
trajectory history [Kru07, GP09, HGX06], network packets [VHB14, JWHO07] and location em-
beddings [DXW?22]. Despite the focus of previous work, deep neural networks (DNN) built on
large volumes of mobility data have recently become state-of-the-art backbones for LBS, opening a
new surface for privacy attacks. To the best of our knowledge, our work is the first of its kind to
investigate the vulnerabilities of DNN models in leaking sensitive information about mobility data

using inference attacks.

More Related Works. We discuss further related work on defenses against privacy attacks in

Section 6.6.3.

6.6.3 Related Work on Defenses

Defenses against privacy attacks on mobility data. As discussed in Section 6.6.2, there have
been various studies on stealing sensitive information from mobility data. Consequently, researchers
have also explored various approaches to safeguard the privacy of mobility data, including K-
Anonymity [GL0OS5, GG03], which aims to generalize sensitive locations by grouping them with
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other locations, Location Spoofing [BCP14, HSI16], which involves sending both real and dummy
locations to deceive adversaries, Geo-indistinguishability [YXM?22, ABC13], and local differential
privacy (LDP) [XML23, BXZ21]. However, these prior defense mechanisms primarily focus on data
aggregation and release processes and can not be directly used in the context of POI recommendation.
In contrast, our work is the first to concentrate on protecting against privacy breaches originating
from deep learning models such as POI recommendation models and that’s why we are primarily
focusing on testing defense mechanisms related to the model training process as mentioned in

Section 6.5.3.

Defenses against privacy attacks on deep neural networks. There are also multiple works on
protecting the privacy of deep learning models, with some notable examples including regularization
and early stopping, which are commonly employed techniques to mitigate overfitting [GBC16].
Another approach is differentially private stochastic gradient descent (DP-SGD) [ACG16], which
achieves differential privacy by introducing noise during the gradient descent process while training
the model. Additionally, selective differential privacy (S-DP) has been proposed to safeguard the
privacy of specific subsets of a dataset with a guarantee of differential privacy [SCL22, SCZ22].
However, these methods have primarily been tested on image or language-related models and
require customization to fit into the usage of POI recommendation models. In our work, we focus
on adapting these defense mechanisms to POI recommendation models by developing privacy
definitions that are specifically tailored to the attacks we propose. In addition, we follow the concept
of selective DP [SCZ22] to relax the original DP and selectively protect the sensitive information

(e.g., most common locations) in mobility data.

6.7 Chapter Summary

This chapter demonstrated that state-of-the-art POI recommendation models are substantially
vulnerable to model-centric privacy attacks. Our tailored attack suite—combining data extraction
and Membership Inference Attacks at both the location and trajectory levels—revealed consistent
and measurable leakage across representative model architectures and real-world datasets: the model

exposes sensitive locations in 32.5% of random queries despite a training presence of only 18.7%,
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and extraction attacks outperform random baselines by multiple orders of magnitude. A key finding
is the “outlier effect”: atypical user behaviors and rare trajectory patterns are disproportionately
memorized by the model, creating asymmetric privacy risks for users whose mobility patterns fall
outside the norm. Existing defense mechanisms, when tested, failed to meaningfully reduce attack

success without unacceptable degradation of model utility.

These results establish a clear pattern: neural networks trained on sensitive sequential data
memorize more than is necessary for their task. This memorization is not accidental noise—it
is exploitable by a black-box adversary who has access only to the model’s outputs. Chapter 7
extends this auditing framework to the generative side of the Cognitive Intelligence Pillar, examining
zero-shot Text-to-Speech models. Generative models introduce distinct methodological challenges—
continuous audio outputs, dual-conditioning architectures, and high generative variance—that

require a new approach to membership inference.
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CHAPTER 7

Auditing Generative Models: Privacy Boundaries in Biometric

Content Generation

Building upon the empirical auditing of spatial-temporal predictive models in Chapter 6, this
chapter extends our privacy assessment framework to the generative capabilities of the Cognitive
Intelligence Pillar. In the Metaverse, synthesizing highly expressive and personalized digital
avatars increasingly relies on the rapid advancement of zero-shot Text-to-Speech (TTS) foundation
models [WCW23,SJT23]. Fine-tuning these centralized models on private speech corpora introduces
a critical dual privacy risk: it threatens the exposure of both immutable biometric identities, which
enable sophisticated voice clones, and sensitive linguistic content (e.g., private conversations
or medical consultations) that directly exposes users’ personal lives [Bac25, TWV22, WTC24].
Rigorously auditing the biometric privacy boundaries of these models is therefore a critical research

imperative.

While Membership Inference Attacks (MIAs) served as a highly effective metric for quantifying
spatial-temporal leakage in Chapter 6, evaluating zero-shot generative speech models presents unique,
unaddressed challenges. Prior MIA frameworks have predominantly targeted discriminative tasks or
large language models that output categorical token probabilities [WYL22, CCN22], whereas TTS
is a generative task whose output is a continuous, variable-length acoustic waveform. Adapting MIA

to this paradigm introduces three intertwined obstacles. First, an inherent input mismatch arises

because modern zero-shot TTS is dual-conditioned on a text prompt and a reference audio: querying
with generic inputs forces the model into an exploratory zero-shot adaptation state whose high-
variance prosodic drift masks the subtle signals of training-time memorization. Second, raw acoustic
features such as Mel-spectrograms and MFCCs lack the resolution to disentangle memorization

traces from surface phonetic and prosodic content. Third, the continuous waveforms generated by
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TTS carry no explicit confidence scores, and naive frame-level comparison is dominated by benign
temporal misalignment, rendering point-to-point distance metrics hypersensitive to micro-prosodic

variation.

To bridge this methodological gap, this chapter presents a systematic, black-box MIA framework
tailored to zero-shot TTS. We formalize the auditing process as a one-bit transmission Markov
chain and prove that the attack error is information-theoretically lower-bounded by the mutual
information between the target record and the model’s generated output (Theorem 1). The bound

identifies, across the dual-modal query space, a reconstruction-based query (one that pairs the exact

target text with the exact target reference audio) as the information-theoretically optimal choice,
rather than the inference-style or training-style queries inherited from prior work. Recognizing
the inherent heterogeneity of audio memorization, we further decompose the attack into two
complementary granularities and quantify leakage by projecting deterministic generated outputs
into robust representation spaces: speaker-level attacks isolate stable identity priors via temporally
concatenated speaker-verification embeddings; record-level attacks anchor variable-length generated
audio to the target time axis through a modified Dynamic Time Warping procedure that warps
onto the target frame index, and aggregate the aligned multi-level WavLM hidden states into a

sequence-specific memorization signal.

Extensive empirical evaluation across three representative zero-shot TTS architectures (Cosy Voice2,
F5-TTS, XTTS-v2) fine-tuned on two datasets (VCTK and British Dialect) demonstrates the frame-
work’s efficacy. speaker-level attacks reach AUC up to 1.000 in the strongest configurations and
remain above 0.80 throughout; record-level attacks consistently achieve AUC between 0.80 and
0.90 and remain effective even when non-member records are drawn from speakers already seen
during fine-tuning. A finer analysis identifies which characteristics of the underlying speech data
disproportionately amplify vulnerability, namely low silence ratio, dense phoneme structure, rich
high-frequency content, longer duration, and higher speech energy. By rigorously demarcating these
biometric boundaries, this chapter establishes an essential foundation for privacy-preserving audio

generation in spatial computing ecosystems.

In summary, the main contributions of this chapter are as follows:
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¢ An information-theoretic foundation for black-box TTS auditing. We model membership
inference as one-bit transmission through a dual-conditioned generative channel and prove
(Theorem 1) that attack error is lower-bounded by the mutual information between the
target record and the model’s output. The bound identifies a reconstruction-based query as

information-theoretically optimal across the dual-modal query space.

¢ A dual-granularity black-box MIA pipeline for zero-shot TTS. We instantiate the framework
at Speaker- and record-level granularities with tailored representation extractors (temporally
concatenated speaker-verification embeddings for global identity leakage, and multi-level
WavLM hidden states for sequence-specific memorization), together with a modified DTW

procedure that anchors variable-length generated outputs to the target time axis.

e An empirical privacy audit across three TTS architectures and two datasets. We show
that fine-tuned zero-shot TTS systems exhibit severe membership leakage at both granularities,
with speaker-level attacks reaching AUC up to 1.000 in the strongest configurations and
record-level attacks consistently exceeding AUC 0.80. The record-level attack remains

effective even when non-members are restricted to speakers seen during fine-tuning.

e A characterization of which speech properties drive vulnerability. Through systematic
factor analyses we show that low-silence-ratio, phonemically dense, high-frequency-rich,
longer, and higher-energy utterances are disproportionately memorized, providing actionable

signals for privacy-aware curation of fine-tuning corpora.

7.1 Background

This section covers the background of our work: the fine-tuning paradigm of modern TTS models
(Section 7.1.1), the black-box membership inference attack (MIA) framework (Section 7.1.2), and

the threat model for our MIAs on TTS (Section 7.1.3).
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7.1.1 Text-to-Speech (TTS) Models

TTS synthesis converts written text into natural-sounding speech with the voice characteristics of
a target speaker, and it serves as a core component in voice assistants, audiobook narration, and
accessibility tools [WMT18, TQS21, KMP24]. Early TTS systems, such as Tacotron2 [SPW18],
NaturalSpeech2 [LZ20], and VITS [KKS21], typically synthesize speech for a closed set of pre-
registered speakers. Modern TTS foundation models have moved beyond this limitation. By
conditioning on a short reference utterance s, these models can synthesize speech that matches
the voice of an arbitrary speaker without dedicated speaker-specific fine-tuning. This capability has
enabled broad applications in personalized voice generation, voice cloning, and content creation.
Formally, given a target text sequence ¢ and a reference utterance s, it generates a waveform sge

as follows:

Sgen = F (1, Sret: 0) (7.1)

where ¥ denotes a generative model parameterized by 6 that is conditioned on syr to preserve the

acoustic characteristics of the target speaker.

Modern TTS architectures can be broadly categorized as autoregressive (AR), non-autoregressive
(NAR), and hybrid models [XRZ25, AS25]. AR models, such as VALL-E [WCW23], XTTS-
v2 [CDG24], and Qwen3-TTS-12Hz [HZH26], generate speech token by token. They are effective
at modeling fine-grained prosody and natural expressiveness, but often incur higher inference
latency. Non-autoregressive models usually employ diffusion or flow-matching decoders to directly
map text to mel-spectrograms, with representative examples including Voicebox [LVS23], E2-
TTS [EWT24], and F5-TTS [CNM25]. These models enable faster inference and stronger duration
control, although they may reduce stylistic diversity in some settings. Hybrid models, such as
CosyVoice [DCZ24, DWC24], Chatterbox TTS [Res25], and Qwen3-TTS-25Hz [HZH26], combine
autoregressive and non-autoregressive components to balance expressiveness and efficiency. In this
work, we evaluate the privacy vulnerabilities of fine-tuned TTS systems using three representative

and widely-used models.

195



7.1.2 Membership Inference Attacks

Membership Inference Attack (MIA) is a prominent framework for auditing the privacy leakage of
machine learning models. Its primary objective is to determine whether a specific data record x
was included in the target model’s training dataset. In practical deployment scenarios, adversaries
typically operate under a black-box threat model. Under this setting, the adversary cannot observe
the model’s internal parameters or gradients, and must instead rely entirely on the observable outputs

to perform inference.

Recent studies on conditional generative models often formulate black-box MIAs as a score-based
decision process [PW23]. Rather than querying the target model ¥ directly with the exact training
record x, the adversary crafts an attack query ¢ to prompt the model. The adversary then derives a

scalar membership score M(x) to quantify the likelihood of x being in the training set. Formally,

this score is computed via a feature extraction function ¢(-):

M(x) = ¢(x, F(q)) (7.2)

where 7 (g) represents the model’s generated output in response to the query. The function ¢(-)
serves to capture the similarity, reconstruction error, or structural representation gap between the
original target sample x and the generated output. The final membership decision is made by
comparing M (x) against a predefined threshold 7. The effectiveness of the attack critically depends

on designing a robust ¢(-) that captures the model’s disparate behavior on seen versus unseen data.

Applying this framework to TTS is non-trivial due to three challenges. First, the dual-modality
input space (text plus reference audio) makes it unclear how to construct a query that effectively
triggers memorization. Second, TTS outputs are continuous waveforms in which linguistic content,
speaker identity, and prosody are heavily entangled, making it difficult to isolate subtle membership
traces from dominant generic content. Third, the generated waveforms are variable-length with
stochastic timing, so the target record and the model’s output cannot be directly compared via

point-to-point distance metrics.
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7.1.3 Threat Model

Target Scenario. We focus on the vulnerability of TTS models during the fine-tuning phase.
Generative TTS models are frequently fine-tuned on private, proprietary, or copyrighted voice
datasets (Dyain) to adapt them to specific domains, languages, or premium speaker identities. The
target system is a fine-tuned TTS model ¥, and the dataset Dy, is kept confidential by the model

provider.

Adversarial Goal. The adversary acts as an external auditor (e.g., a privacy regulator, a copyright
holder, or a security researcher) aiming to assess the privacy leakage of ¥ . To achieve this, their
primary objective is to conduct a Membership Inference Attack that determines whether a target
record x or a target speaker identity was included in Dy,in. Functionally, this attack is framed as a
strict binary classification task (member versus non-member) aimed at verifying unauthorized data

usage or compliance violations.

Adversary’s Capabilities. We assume a restrictive, yet highly practical, black-box setting. The
adversary has no knowledge of the model’s internal weights, gradients, or the hyperparameters used
during the fine-tuning process. The adversary can only interact with F through its public inference
API. Specifically, the adversary can submit multiple attack queries g = (t, srf), consisting of a text
prompt and a reference audio, and observe the generated continuous acoustic waveform sgen = 7 (g).
The adversary cannot access internal confidence scores, token-level probabilities, or intermediate
representations. However, consistent with realistic auditing scenarios, we assume the adversary has
access to standard computational resources and publicly available auxiliary tools. Specifically, the
adversary can leverage open-source, pre-trained embedding models as surrogate feature extractors

to process and analyze the generated acoustic outputs post-hoc.

Auditing Granularities. Auditing TTS relies on conditioning variables that often differ from the
training audio. We formalize this threat model into two distinct levels, operating under different

assumptions of adversarial knowledge (summarized in Table 7.1):

(1) speaker-level MIA. The adversary aims to determine if any data belonging to a target speaker
SPKiarget 18 1N Dirain. Here, we assume the adversary possesses n distinct audio clips of spKi, g,

without knowing if they overlap with the training set. This represents a realistic scenario where a
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public figure suspects unauthorized voice cloning and uses public recordings as queries to detect the

memorization of their general acoustic profile.

(2) record-level MIA. The adversary aims to determine if a specific audio-text record x =
(ttarget> Starget) 18 N Dyrain. We assume the adversary possesses the exact target record x. This is a
more challenging, fine-grained task with assumptions aligning with standard MIA, representing
a scenario where a user audits the unauthorized use of a specific private recording (e.g., a leaked

voice message) during fine-tuning.

Table 7.1: Summary of threat model assumptions at different auditing granularities.

Attack Adversary Objective Adversarial Knowledge
speaker-level MIA Detect if a target speaker SpKiyroe¢ € Dirain- A set of n reference utterances from spKi, ge;-
record-level MIA Detect if the target record x € Dyyin- A target text-audio pair x = (farget» Starget)-

7.2 Methodology

In this section, we present our black-box MIA framework tailored for fine-tuned TTS models.
We first identify the challenges of naive adaptation (Section 7.2.1), then address them with a
reconstruction-based query generator G (Section 7.2.2) and an acoustic representation engineering

pipeline ¢ (-, ) (Section 7.2.3).

7.2.1 Challenges of Naive Adaptation

In standard generative models, a black-box membership inference attack (MIA) typically follows a
three-step pipeline: (1) Query Formulation to probe the model, (2) Representation Engineering
to extract and compare output features, and (3) Scoring and Decision to assert membership via a
threshold. However, adapting this standard pipeline to Text-to-Speech (TTS) models is challenging,

particularly in the first two stages:

In the first stage (Query Formulation), previous generative models benefit from a predictable
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input-output mapping, which allows adversaries to easily design queries by mimicking standard
inference. TTS models, however, rely on cross-modal dual-conditioning (text and reference audio).
This creates a massive search space, making it unclear how to design an optimal query. For instance,
an intuitive approach is to follow normal TTS inference: pairing the target audio with a mismatched
text. However, our information-theoretic analysis shows this naive approach is sub-optimal for
extracting membership signals. We detail the reasons for this failure and our optimal query design

in Section 7.2.2.

In the second stage (Representation Engineering), extracting a clean membership signal from
the model’s raw output is inherently difficult for TTS because speech waveforms are highly
entangled. Through our experiments, we found that standard acoustic representations like Mel-
spectrograms [SVN37] mostly capture basic phonetic and voice information. Without higher-level
abstraction, they fail to isolate the subtle acoustic artifacts needed to reliably separate members
from non-members. Moreover, unlike text (discrete tokens) or images (fixed-size grids) that allow
direct point-to-point comparisons, TTS models generate continuous, variable-length waveforms with
inherent temporal stochasticity (e.g., varying durations and pacing). This misalignment makes naive
frame-by-frame comparison impossible. Thus, accurately aligning these outputs while preserving
the fragile acoustic membership artifacts is a critical challenge. We detail our joint representation
extraction and alignment strategies in Section 7.2.3, and the framework throughout operates under
an m-query sampling strategy, repeating each query m times to stabilize stochastic generation noise

before scoring.

7.2.2 Query Generation (Gg)

As highlighted by prior works, the effectiveness of membership inference depends not only on
model memorization, but also on the conditions under which the model is queried [CZH24, NPS25].
However, it remains an open question how to systematically design and quantify such query
conditions within the specific context of TTS models, which rely on a combination of audio and text
inputs. In this section, we will ground our approach in information theory, providing a theoretical

framework to systematically design and justify queries in this dual-modal setting.
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7.2.2.1 Theory Foundation

To establish a unified framework for the information-theoretic analysis of diverse query-generation
strategies, we model the membership inference process as a Bits Transmission process. By treating
dual-modality query conditions as transmitted information, this formulation enables a principled
analysis of how query constraints expose memorization in the model. In this paradigm, the i-th latent
membership indicator of the evaluation set is modeled as a Bernoulli random variable B; € {0, 1}.

The membership inference process is modeled as a Markov chain:
H Go F D 4
Bi — Xi — Qi 4 Oi — Bi (73)

where H denotes the dataset generator that maps the latent bit B; to an audit record X; = (#target, Starget);
G denotes the query generator that constructs the query Q; from the audit record; F denotes the
target TTS model that takes text and audio inputs and generates the output audio O;; and D denotes

the adversary decoder that produces the estimate B;.

In Theorem 1, we first show that the attack error rate is bounded by the mutual information (MI)

between the target record X; and the generated audio O;.

Theorem 1 (Bit error lower bound). Based on the Markov modeling shown in Eq. 7.3, let B; € {0, 1}
be a balanced Bernoulli random variable with Pr(B; = 1) = Pr(B; =0) = 1/2. Let

P¢ =Pr(B; # B;)

denote the membership inference error. Then the attack error is lower-bounded by the information

preserved through the query generation stage:
P> hN (1 - MI(X0)), (7.4)
where h™! : [0, 1] — [0, 1/2] denotes the inverse of the left branch of the binary entropy function.

The proof combines two standard information-theoretic arguments: Fano’s inequality, which
relates the binary inference error to the information retained about the true membership bit, and the

Data Processing Inequality, which bounds the information preserved along the audit chain.
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Proof. The audit process forms the Markov chain in Eq. 7.3. By the Data Processing Inequality
applied to this chain,
MI(B;; B;) < MI(B;;0;) < MI(X;;0;).

Since B; € {0, 1} is balanced, H(B;) = h(1/2) = 1. The mutual information between B; and its

estimate B; satisfies
MI(B;; B;) = H(B;) - H(B; | B)
=1-H(B; | B).
Let E; = I[[é,- # B;] denote the error indicator. Given B;, the true bit B; is in one-to-one
correspondence with E; via B; = B; ® E;, so H(B; | B;) = H(E; | B;). Therefore,
MI(Bi; B;) =1 - H(E; | B))

>1-H(E))

=1 - h(PY),
where the inequality follows from the fact that conditioning reduces entropy, and the last equality
holds because E; ~ Bernoulli(P{) so H(E;) = h(P{), with h denoting the binary entropy function.
Rearranging gives

P¢>h (1 - MI(B;; By)),

where h~! : [0, 1] — [0, 1/2] denotes the inverse of the left branch of the binary entropy function.

Since 47! is non-increasing on [0, 1], combining both steps gives

P¢ > k1= MI(B; B)) = b1 - MI(X;;0).

7.2.2.2 Optimizing the Mutual Information

As governed by the Markov chain established in Equation 7.3, the best MIA error is determined by
MI(X;; O;). Since the adversary lacks the capability to alter the target TTS model, optimizing the
query generator G is the sole mechanism to maximize this mutual information within the attack
pipeline. This mutual information can be expressed as:

MI(X;;0;) = H(X;) — H(X;|0)) (7.5)
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where H(X;) denotes the inherent entropy of the specific audit record. Because H(X;) is a fixed
constant for any given target, maximizing the mutual information is mathematically equivalent to
minimizing the conditional entropy H(X;|O;). Therefore, the optimal query strategy must minimize

the remaining uncertainty about the audit record X; given the model’s synthesized output O;.

To determine what query strategy achieves this minimization, we decompose the audit record,
the query, and the synthesized output into their respective textual (7) and acoustic components (S):
Xi = (T, Sy), Qi = (1,,8,), and O; = (T,, S,). Our goal is to evaluate the uncertainty across three

distinct paradigms of input alignment.

H(X;|0;) = H(T, $x|T5, So) (7.6)

Before evaluating these paradigms, we formalize an observation regarding the target TTS model’s
behavior: a capable TTS system faithfully aligns its synthesized output with both the semantic
content of the input text and the acoustic style of the reference audio. This aligns with the primary
training objective of modern TTS models, which are optimized to synthesize the provided text while
preserving the acoustic attributes specified by the reference audio (e.g., speaker identity, prosody,

emotion, and speaking style). Consequently, the generated output satisfies T, ~ T,, and S, ~ S,.

Paradigm 1: Mismatched Text (7, # 7 while S, = S,). This represents the standard use cases
of TTS models during inference. Here, the output text matches the new query T, (T, ~ T, # T)
but it offers no useful clues about the original text 7. Furthermore, because the model must
pronounce different words, the generated audio features in S, cannot match the original target audio
S.. Even when the global speaker identity is preserved, this semantic change distorts the fine-grained
acoustic evidence needed for MIA. By losing both the correct text and acoustic voiceprint, the joint

conditional entropy Hpi(Ty, Sx|T,, S,) stays strictly large.

Paradigm 2: Mismatched Audio (7, = 7, while S, # S,). This mimics how TTS models are
conditioned during training. The model outputs the correct text (7, =~ T), but its generated audio
inherits the style of the mismatched reference audio (S, ~ S, # S,). While this successfully resolves
the textual uncertainty H(7|0;), it distorts the audio match. The generated audio S, adopts the
noise or prosody of the perturbed prompt rather than the true target audio S,. Because MIA requires

a comparison of acoustic fingerprints, this stylistic degradation destroys the necessary evidence.
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Consequently, even with the text resolved, the persistent acoustic uncertainty H(S,|O;) keeps the

joint conditional entropy Hps (T, S«|T,, S,) large.

Paradigm 3: Exact Match (7, = T, and S, = S,). This setup acts as a reconstruction-based
query. Providing the exact text avoids the textual mismatch of Paradigm 1, while providing the exact
acoustic components avoids the style loss of Paradigm 2. Because the fundamental objective of TTS
training is to minimize reconstruction error, feeding the model with exactly matched inputs forces
it to faithfully reproduce the training data. As a result, the output O; becomes a close replica of
the target X; (T, = T, and S, ~ S,). Because this replica preserves both the specific words and the
granular vocal details, it provides highly reliable evidence about the target X;. This preservation
resolves most of the uncertainty, naturally driving the joint conditional entropy Hp3(Ty, Sx|T,, S,)

toward zero.

Synthesizing these observations, Paradigm 3 successfully reduces the conditional entropy to
near zero, whereas the information loss in Paradigms 1 and 2 keeps their entropy strictly greater

than zero. The following inequalities formalize this entropy gap:

Hp3(X;10;) < Hp1(X;]0;), (7.7)

Hp3(X;|0;) < Hp2(X;]0;). (7.8)

Recall that M 1(X;; O;) = H(X;)—H(X;|O;). Minimizing this conditional entropy directly maximizes
the mutual information upper bound. By utilizing a reconstruction-based query to preserve the full
dual-modality fingerprint, Paradigm 3 achieves this theoretical minimum. Therefore, we expect it to

yield the highest MIA performance, which we empirically validate in Section 7.3.3.

7.2.3 Representation Engineering (¢)

In this section, we detail the design of our representation engineering module (¢). To enable
successful MIAs, we address two fundamental challenges: first, we introduce tailored representation
extractors to capture highly discriminative membership signals (Section 7.2.3.1); second, we design
representation alignment techniques to resolve the inherent temporal misalignment of continuous

audio (Section 7.2.3.2).
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7.2.3.1 Representation Extraction

To overcome the limitations of low-level acoustic representations (e.g., Mel-spectrograms [SVN37]
or MFCCs [DM80]) discussed earlier, we design tailored representation extractors aligned with the
attack objectives: distilling stable global identity vectors via a speaker-verification (SV) model for
speaker-level MIA, and preserving prosodic artifacts via a self-supervised model for record-level

MIA.

Representation Extraction for speaker-level MIA. speaker-level MIA fundamentally relies on
detecting a speaker’s unique identity. This requires extracting a highly discriminative “identity
voiceprint” from audio signals. Pre-trained SV models are well suited for this task, as they
are optimized to condense high-dimensional audio into an identity-focused latent space [SGS18,
DTD20]. Accordingly, our evaluation function ¢y (-) relies on a WavLM + ECAPA-TDNN SV
encoder [CCW22] (Esv). Extracting features through this specialized architecture provides a robust

representation for membership inference.

Because SV systems are known to perform poorly on short audio segments [LZ20], averaging
embeddings from individual clips fails to capture stable speaker traits. To address this limitation, we
leverage the adversary’s access to n target samples as defined in our threat model. Specifically, we
temporally concatenate all n audio sequences generated by querying the target model with these
samples before extracting features. This allows the SV model to process the entire sequence jointly.
Specifically, we compute the fixed-dimensional global speaker embeddings, €greer and €gen, by

passing the concatenated queries through the SV encoder Egy:

etarget = SSV(ConCat(Sl, L] S}’l)) € Rda (7 9)

€oen = SSV(Concat(sgen,l» < Sgen,n)) € Rd
where d denotes the embedding dimensionality. By translating the variable-length audio into these
stable, fixed-dimensional vectors, we establish a reliable basis for computing the membership score

in subsequent steps.

Representation Extraction for record-level MIA. Detecting record-level memorization is more
challenging than the speaker attack. It requires capturing fine-grained, sequence-specific artifacts

(e.g., exact phonetic alignment and micro-prosodic inflections) rather than a global identity invariant
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like speaker identity. Conversely, representations from SV models are also insufficient for this task.
Because these models are explicitly optimized to discard localized linguistic and prosodic variations
to isolate an utterance-independent voiceprint, applying them at the record level inadvertently

removes the precise trajectory artifacts we aim to detect.

To resolve this representation gap, ¢r.(-) evaluates trajectory reconstruction with a self-
supervised WavLM [CWC22] encoder. The suitability of WavLM for this task is twofold. First, its
masked speech prediction objective forces the transformer backbone to model local dependencies
frame by frame, preserving the continuous micro-prosodic trajectory characteristic of exact mem-
orization. Second, WavLLM encodes a structured feature hierarchy across its L = 24 transformer
layers, with different layers capturing different types of information, as shown in the original paper.
By extracting unpooled hidden states, we avoid the destructive abstraction of top-layer pooling and
obtain robust multi-level representations that better capture membership signals. Formally, for an

input utterance x € {target, gen}, we construct the feature sequence as:
H, = drec(x) € RExxILsalxd (7.10)

where K, is the temporal frame length, L is the set of selected layers, and d is the hidden state
dimensionality (d = 1024 for WavLM). Specifically, we denote h)(cll). € R? as the specific embedding

vector extracted at temporal frame i from layer / (where [ € Lg).

7.2.3.2 Representation Temporal Alignment

In prior MIAs against text or image models, generated outputs are directly comparable. In contrast,
TTS generates continuous, variable-length waveforms with inherently fluctuating durations and
speaking rates, making naive frame-by-frame comparisons invalid. To resolve this temporal
misalignment, we introduce distinct alignment strategies tailored to each of our proposed attacks.
Specifically, for speaker-level MIA, our feature extractor collapses variable-length audio into
fixed-dimensional global vectors for direct comparison. For record-level MIA, where fine-grained
trajectory artifacts must be preserved, we design a modified Dynamic Time Warping (DTW) [SCO03]

mechanism to dynamically align the frame-level sequences.

Representation Alignment for speaker-level MIA. As previously mentioned, our feature extraction
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process yields fixed-dimensional vectors (€urgeer and ege) that explicitly represent the speaker’s
identity. This fixed dimensionality allows us to directly compare the target and generated audio
mathematically. More importantly, because SV models are trained to separate speaker identities
based on the angle between their feature vectors, cosine similarity naturally serves as the optimal
metric to measure their overlap. Specifically, our evaluation function ¢gpx quantifies this acoustic

representation gap as:

€target * €gen
concat _concat g g

V= S N = s
Popk(Stargec Seen ™) = e erenll -

Because our prior temporal concatenation step effectively stabilizes these features, the score v serves
as a highly reliable measure of acoustic similarity and yields a discriminative membership indication

to drive our threshold-based decision mechanism (7).

Representation Alignment for record-level MIA. While the unpooled WavLM hidden states
provide the frame-level resolution required to detect record-level memorization, the extracted feature
of target record (Hiarger) and generated results (Hgen) cannot be directly compared frame by frame.
As illustrated in Figure 7.1, even under identical transcription, TTS models may synthesize the same
phonetic sequence with different durations, speaking rates, and local prosodic timing. To obtain
fine-grained temporal correspondence and enable consistent comparison across multiple queries, we
align Hgep to Hiarger using a modified DTW, which warps the generated features to the time axis of

the target utterance.

For each selected layer [ € Ly independently, we compute a per-layer optimal warping path

using cosine distance:

RO /RO

aD* = arg min Z 1- A(l;arget’i Ag(ell)l’j , (7.12)
mell (i,j)en ”htarget,in”hgen,j ”2

where h denotes the L2-normalized hidden state and IT denotes the set of valid monotonic DTW
paths. Unlike standard DTW, which extracts a similarity sequence along the warping path (producing

a variable-length output), our modified DTW uses the path to warp the generated features onto the

target time axis. Specifically, for each target frame i, we average all generated frames j that 7(0*

maps to:

1
hO - > b0, i=l....Ka (7.13)
. .. 5 LI get- ’
PG ) € n O A 5
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(a) Target speech. (b) Generated speech. (c) Aligned speech.
Figure 7.1: DTW-based temporal alignment for record-level MIA. Even with matched transcriptions,
the target speech (a) and the generated speech (b) differ in phoneme duration and prosodic timing.

To enable fine-grained comparison, DTW warps the generated speech to produce (c), where

corresponding spectral patterns are temporally aligned with the target speech (a).

The layer-wise cosine similarity between the target and the warped generated features is then:

hO RO

i target,i i .

g ) = (l) v(vla)rpe l 5 1= 1, LRI Ktarget, (7.14)
”htarget,i ”2 ”hwarped,i ||2

This produces a multivariate temporal similarity sequence S € RKuwsexILwll where Kiarget 18 the
length of the target utterance. By anchoring the output to the target time axis, this warping strategy
ensures that the downstream LSTM receives a fixed-length sequence directly aligned with the target

acoustic trajectory, eliminating variable-length outputs across utterances and queries.

Having extracted the temporally aligned similarity sequence S, our final objective is to distill
this two-dimensional representation into a single record-level score. However, reducing this
sequence requires capturing temporal dependencies. Simple frame-wise averaging is suboptimal, as
consecutive frames of high hyperspherical similarity provide a substantially stronger memorization
signal than isolated matches. To capture this structural continuity, we employ a lightweight Long
Short-Term Memory (LSTM) network as a temporal aggregator. Given the similarity sequence

S = [$1,82, - - -, SKye | » the temporal aggregation to a final score v is formulated as:
m; = LSTM(s, my_y), v =0(W'mg,, +b) (7.15)

where my represents the final hidden state encompassing the entire sequence context, and o~ denotes
the projection mapping. Calibrated on an auxiliary dataset, this LSTM processes S and projects it
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into a single trajectory reconstruction score v. By evaluating continuous structural alignment rather
than discrete frame similarities, the LSTM robustly quantifies record-level memorization, yielding a

high-fidelity scalar for the membership score M (x).

7.3 Experiment

In the following, we illustrate our experimental setup in Section 7.3.1. We empirically evaluate the
proposed attack suite to answer the following research questions: (1) What is the performance of the
proposed membership inference attacks against TTS models at both the speaker and record levels?
(Section 7.3.2) (2) How do our attack designs including query, feature and alignment improve
attack performance? (Sections 7.3.3.1 to 7.3.3.5) (3) How do the attack parameters affect attack
performance? (Sections 7.3.3.6 to 7.3.3.9) (4) What speech data characteristics correlate with

membership inference vulnerability? (Section 7.3.4).

7.3.1 Experiment Setup

Models. We conduct experiments using the official implementations of three representative TTS
systems: F5-TTS [CNM25], XTTS-v2 [CDG24], and CosyVoice2 [DWC24]. These models
are widely used in downstream fine-tuning settings and collectively cover diverse architectural
paradigms, including flow-matching-based, autoregressive, and hybrid designs. For all experiments,
we use publicly available pre-trained checkpoints and follow the official fine-tuning protocols
with default hyperparameters. Specifically, F5-TTS uses the F5-TTS-v1-Base model trained on
the Emilia dataset [HSW24], XTTS-v2 is pre-trained on a mixture of LibriTTS-R [KZK?23],
LibriLight [KRZ20], and internal audiobook-style datasets, while CosyVoice? is initialized from

the CosyVoice2-0.5B checkpoint, which is trained on large-scale in-house data.

Fine-tuning Datasets. To guarantee the integrity and effectiveness of our work, we utilize the
VCTK [YVM19] and the British Dialects dataset [DKG20] for evaluation, ensuring that there is no

overlap with the pre-training dataset.

VCTK: This corpus is a multi-speaker dataset designed for the training and evaluation of TTS
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systems, encompassing over 44,000 distinct audio samples that total approximately 44 hours of
recordings collected from 110 English speakers with diverse regional accents. Within this corpus,
each speaker recites approximately 400 distinct sentences sourced from newspaper publications,
the Rainbow Passage, and a standard elicitation paragraph formulated to ensure comprehensive
phonetic coverage. Consequently, this dataset serves as a standard benchmark for the fine-tuning of

clean speech.

British Dialect Dataset: This collection encompasses 17,877 transcribed utterances, totaling 31
hours of high-quality audio recordings collected from 120 native speakers. These individuals
represent six distinct regional varieties, namely, Southern England, Midlands, Northern England,
Welsh, Scottish, and Irish English. The corpus utilizes scripts specifically formulated for accent
elicitation to ensure comprehensive phonetic coverage. Furthermore, this dataset serves as an

optimal use case for the fine-tuning of models on specific speech variations.

Dataset Split. We follow the standard data partitioning protocol in prior membership inference
attacks [SSS17b, DKW23], and split the speakers into two disjoint halves for target model training
and attack evaluation, respectively. Within each split, speakers are further divided into spk;, and
spkyy- The TTS model is trained on N utterances sampled from spk;,. For speaker-level MIA,
member samples are re-sampled from spk;,, with a seed, while non-members are drawn from spk,;
for record-level MIA, the training set is treated as members and non-members are sampled from the

remaining utterances. We set N = 5000 for VCTK and N = 3000 for British Dialects.

Evaluation Metrics. We adopt the standard metrics for evaluating membership inference attacks,
including area under the curve (AUC), average-case “accuracy” (ACC), and true positive rate versus
false positive rate in the low-false-positive-rate regime (TPR @ 1%FPR). Following prior work that
argues that meaningful privacy evaluation should emphasize the worst case [CCN22], our primary
focus is the TPR-FPR curve in the low false-positive regime, as it better reflects an adversary’s

ability to confidently identify training members.
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Figure 7.2: Attack performance of speaker-level MIA and record-level MIA on three victim TTS

models and two fine-tuning datasets. The diagonal line indicates the random guess baseline.

7.3.2

Attack Performance

We evaluate the proposed attack suite on three TTS models and two datasets. The results show

that fine-tuned TTS models leak membership information at both levels. We further show that

record-level MIA remains effective in a more challenging setting where the model tries to distinguish

records of the same speakers, confirming that the two attacks capture distinct forms of memorization.
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7.3.2.1 TTS Models Are Vulnerable at Both Speaker and Record Levels

Figure 7.2 shows the main attack results. Overall, the attacks are highly effective across all three
target models and both datasets. Figure 7.2a and Figure 7.2b show that speaker-level MIA is
consistently strong, with all AUC values above 0.80 and near-perfect AUC in the strongest settings,
namely CosyVoice2 and F5-TTS on the British Dialect dataset. The same trend is visible in the
low-FPR region, where TPR remains substantially above chance even under strict false-positive
constraints. As shown in Figure 7.2c and Figure 7.2d, record-level MIA is also effective across all
models and datasets, with AUC values consistently well above the random-guess baseline of 0.5,
although it is weaker than speaker-level MIA. This gap likely arises because speaker membership is
reflected in stable identity patterns that persist across utterances, whereas record-level attacks must
detect finer content-dependent memorization traces that are more easily weakened by variation in

the generation process.

The attack performance also differs across datasets. In general, British Dialect yields stronger
attack results than VCTK at both the speaker and record levels. This difference is especially clear for
speaker-level MIA, where all three target models achieve higher AUC and TPR @ 1%FPR on British
Dialect (see Figures 7.2a and 7.2b). At the record level, the gap is smaller, but CosyVoice2 and
XTTS-v2 still show stronger low-FPR performance on British Dialect (see Figures 7.2¢ and 7.2d).
One possible reason is the richer accent and speaking-style variation in British Dialect: more
acoustically distinctive speakers may leave memorization signals that remain more separable after

generation.

Attack effectiveness also varies across model architectures, and the vulnerability ranking differs
between the two attack levels. For speaker-level MIA, XTTS-v2 is consistently the least vulnerable,
with AUC of 0.819 on VCTK and 0.949 on British Dialect (see Figures 7.2a and 7.2b). We attribute
this to the fact that XTTS-v2 fine-tuning does not directly adapt the acoustic decoder that maps
latent representations to mel-spectrograms or raw waveforms, leaving fewer speaker-identity traces
in the generated output. For record-level MIA, F5-TTS yields the lowest AUC on both datasets,
achieving 0.800 on VCTK and 0.844 on British Dialect (see Figures 7.2c and 7.2d). A likely reason

is that F5-TTS lacks autoregressive modeling, which means that it does not capture the sequential
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Figure 7.3: record-level MIA maintains comparable low-FPR performance even when non-members
are drawn from seen speakers, confirming that the attack captures record-specific memorization

beyond speaker identity.

and local content dependencies required by record-level MIA to distinguish memorized records
from non-members. Our ablation on the hybrid architecture of CosyVoice2 (Section 7.3.3.6) further
supports this picture, showing that speaker- and record-level leakage are driven by different model

components.

7.3.2.2 record-level MIA Captures Record-Specific Memorization Beyond Speaker Identity

We further evaluate a more challenging setting in which all non-member records are drawn from
speakers who appear in the fine-tuning set. In this setting, the attack must distinguish between
different records from the same speakers, rather than simply separating seen speakers from unseen
ones. As shown in Figure 7.3, the ROC curve remains clearly above the random baseline, with
low-FPR performance comparable to that on the full evaluation set. This result suggests that

record-level MIA captures record-specific memorization cues beyond speaker identity.
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Figure 7.4: Exact match queries consistently outperform weaker strategies for speaker-level MIA,

with the largest gains on the more challenging XTTS-v2 model.
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Figure 7.5: Exact match queries substantially outperform mismatched audio for record-level MIA.

7.3.3 Ablation and Analysis

In this section, we provide the ablation results on the key design choices of the proposed attack suite,
examining the effect of query strategy, feature representation, temporal alignment, fine-tuned model

components, and query budget on attack performance.
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7.3.3.1 Exact-Match Queries Substantially Improve Attack Performance

Both attack levels validate the information-theoretic principle from Section 7.2.2: a query that
maximizes mutual information with the target record by providing matched text and matched audio
achieves the lower bound of membership inference error. As shown in Figures 7.4 and 7.5, exact
match queries consistently outperform weaker alternatives at both levels, with gains that grow as the

memorization signal becomes finer-grained.

Figure 7.4 shows that for speaker-level MIA, exact match queries reach AUC 0.842 on XTTS-v2,
outperforming mismatched audio at 0.799 and mismatched text at 0.646; the same ordering is
reflected in TPR at low FPR. On CosyVoice?2 the gap narrows because all strategies already perform
well, but exact match still attains the highest AUC at 0.980. The advantage is largest on the weaker

model, where tighter query constraints matter most.

Figure 7.5 shows an even clearer pattern for record-level MIA. Since mismatched text does
not support fine-grained temporal alignment and detailed acoustic comparison, we only compare
exact match queries against mismatched audio. The same principle produces even larger gains:
on CosyVoice2, AUC increases from 0.746 to 0.896, and on XTTS-v2 from 0.675 to 0.817, with

consistent improvements in TPR at low FPR.

7.3.3.2 Speaker- and record-level Attacks Require Features at Different Granularities

Figure 7.6 compares the features used to compute attack scores for speaker-level and record-level
MIA. For speaker-level MIA, as shown in Figure 7.6a, the SV representation is the most effective,
achieving an AUC of 0.9796. It substantially outperforms Mel and MFCC, which achieve AUC
values of 0.6290 and 0.5948, respectively, with an even larger gap in the low-FPR region. This
improvement is expected because the SV model is explicitly trained to suppress linguistic and
prosodic variation while producing global, utterance-invariant embeddings that preserve speaker
identity.

In contrast, record-level MIA requires more fine-grained features. As shown in Figure 7.6b,
the SV representation alone is insufficient, achieving an AUC of 0.8079, whereas multi-level

WavLM features aggregated by a shadow model improve the AUC to 0.8958. Both representations
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Figure 7.6: SV features best expose speaker-level leakage, while WavLLM best exposes record-level

leakage.

substantially outperform Mel and MFCC, which achieve AUC values of 0.6962 and 0.6717,
respectively. This gap indicates that record-level membership depends on local, content-dependent
acoustic patterns that compact speaker embeddings discard by design. The contrast between the
two panels further shows that speaker-level and record-level leakage arise at different granularities:
global identity cues capture speaker-level leakage, whereas local sequence-specific cues capture

record-level leakage.

7.3.3.3 Temporal Concatenation Captures More Stable Speaker Identity

Figure 7.7 shows that temporal concatenation yields more stable speaker representations than per-clip
embedding averaging for speaker-level MIA. As shown in Figure 7.7a, on XTTS-v2, concatenation
achieves an AUC of 0.842 and an ACC of 0.755, compared with 0.772 and 0.706 for the averaging
baseline, respectively. The gap is especially prominent at low FPR, where concatenation maintains
a higher TPR across the low false-positive regime. As shown in Figure 7.7b, on CosyVoice2, the
margin narrows because both strategies already perform well, but concatenation still achieves a

higher AUC of 0.980, compared with 0.974 for embedding averaging.
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Figure 7.7: Temporal concatenation consistently outperforms embedding averaging for speaker-level

MIA, with the largest gains on the more challenging XTTS-v2 model.

7.3.3.4 record-level MIA Requires Multi-Level WavLLM Features

To further examine the role of multi-level information in record-level MIA, Figure 7.8 analyzes
which WavLLM layers are most useful and whether aggregating layers improves over using a single
layer. The best single-layer results come from the lower WavLM hierarchy, where the first twelve
layers consistently outperform most higher layers in AUC and ACC. TPR@ 1%FPR is noisier, but it
also tends to peak in the lower layers. This suggests that record-level memorization relies more on
fine-grained local acoustic matching than on the more abstract semantic representations encoded
in upper layers. The signal, however, is not limited to one layer. Combining top-ranked layers
steadily improves all reported metrics, with AUC increasing from roughly 0.857 for the best single
layer to 0.873, 0.883, 0.890, and 0.895 when aggregating the top-4, top-8, top-16, and all 24 layers,
respectively. ACC and TPR@ 1%FPR follow the same trend. These results suggest that different
layers provide complementary information, and pooling them with the LSTM aggregator improves
membership discrimination. This makes full-hierarchy aggregation a strong default choice for

record-level MIA.
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Figure 7.8: Multi-level features improve record-level MIA.

7.3.3.5 record-level MIA Requires Fine-Grained Temporal Alignment

Figure 7.9 empirically validates the alignment design introduced in Section 7.2.3. A naive baseline
that pads or truncates the generated sequence to match the reference length, without performing
explicit alignment, yields near-random performance. This result confirms that temporal alignment
is necessary for meaningful comparison. DTW achieves the strongest performance, with an AUC of
0.896 and an ACC of 0.809. It clearly outperforms shift-align, which corrects only a fixed temporal
offset between the reference and generated sequences and reaches an AUC of 0.807 and an ACC
of 0.737, as well as uniform-stretch, which globally rescales the generated sequence to match the

reference duration and achieves an AUC of 0.697 and an ACC of 0.648. The large gap between DTW
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Figure 7.9: DTW substantially outperforms alternative alignment methods for record-level MIA,

showing that fine-grained local alignment is important.

and these simpler alternatives indicates that record-level MIA cannot be handled by correcting only
a global shift or a uniform temporal rescaling. Instead, the attack requires fine-grained alignment
between phonetically corresponding regions so that local acoustic matches are preserved rather than

treated as temporal mismatch.

7.3.3.6 Speaker and record-level Leakage Are Driven by Different Model Components

Since CosyVoice2 consists of an autoregressive language model over latent audio tokens and a
flow-matching acoustic decoder that maps these tokens to mel-spectrograms, we examine the effect
of fine-tuning each component on speaker-level and record-level MIA, as shown in Figure 7.10. For
speaker-level MIA, Figure 7.10a shows that full and flow-only fine-tuning produce near-perfect AUC
and high TPR at low FPRs. In contrast, LLM-only fine-tuning drops substantially to an AUC of
0.728, with a corresponding collapse in low-FPR TPR. The minimal gap between full and flow-only
fine-tuning, together with the large drop under LLM-only fine-tuning, suggests that speaker-level

leakage is mainly driven by the acoustic decoder.

For record-level MIA in Figure 7.10b, full fine-tuning again achieves the strongest performance,
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Figure 7.10: speaker-level leakage is primarily driven by the flow-matching acoustic decoder,
whereas record-level leakage relies more on the LLM component, suggesting different underlying

memorization mechanisms.

with an AUC of 0.896, but the pattern under partial fine-tuning differs from the speaker-level
case. LLM-only fine-tuning retains substantial leakage, with an AUC of 0.818, whereas flow-only
fine-tuning drops further to an AUC of 0.685. The same ordering is also reflected in TPR in the
low-FPR region. This trend is the reverse of the speaker-level result, where flow-only fine-tuning
nearly matches full fine-tuning. One possible interpretation is that record-level memorization relies
more on the autoregressive component, which captures prosodic and temporal traces, whereas the

acoustic decoder primarily encodes identity information.

7.3.3.7 speaker-level MIA Requires Few Attacker Records for Strong Performance

Figure 7.11 shows that speaker-level MIA reaches strong performance with only a small number of
records, as few as 3-5, available to the attacker. Increasing the number of records from 1 to 3 raises
the AUC from approximately 0.87 to 0.96 and the TPR@1%FPR from about 0.47 to 0.82. Beyond
5 utterances, the gains become marginal, with the AUC approaching 1.0 and the TPR @ 1%FPR
stabilizing near 0.95. These results indicate that the speaker-level attack does not require a large
attacker record set. The speaker identity prior is sufficiently strong that a small number of reference

clips can support a high-confidence membership decision. In practice, an auditor with access to only
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Figure 7.12: Effect of query budget, defined as the number of repeated queries with different random

seeds, on speaker-level and record-level MIA.

3-5 public recordings of a target speaker can reliably determine whether the voice of that speaker

was used for fine-tuning.
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Table 7.2: Effect of different multi-query statistics on record-level MIA performance. The mean
alone provides a modest gain over a single query, variance alone is weak, and combining mean with

variance yields the best results.

Method AUC ACC TPR@1%FPR
Single Query  0.866  0.780 0.226
Mean 0.869 0.784 0.265
Var 0.690 0.644 0.033
Mean+Var 0.896  0.809 0.281

7.3.3.8 Effect of Query Budget

Figure 7.12a shows that the performance of speaker-level MIA improves as the number of repeated
queries increases, but most of the gain appears early. The AUC rises from 0.968 with one seed
to 0.980 with five seeds and then plateaus, while TPR@ 1%FPR increases more gradually from
0.823 to 0.871 by nine seeds. The early saturation in AUC indicates that average-case classification
becomes reliable with few repetitions; additional repetitions mainly refine the low-FPR operating

point, where score variance matters most.

Figure 7.12b shows a similar but slower saturation pattern for record-level MIA. The AUC
improves from roughly 0.863 with one seed to 0.895 with ten or more seeds, and TPR@ 1%FPR
increases from about 0.23 to 0.30 by twenty seeds. Compared with speaker-level MIA, record-level
scores are noisier for each query because content-specific memorization traces are weaker. More

repeated queries are therefore needed before the low-FPR regime stabilizes.

7.3.3.9 Mean and Variance Both Contribute to the Aggregated Score

Given the gains from increasing the query budget, we further ablate how the multiple query scores
should be aggregated into a single record-level score. Table 7.2 reports the contribution of different
aggregation statistics. A single query already provides a strong baseline, with an AUC of 0.866

and a TPR@1%FPR of 0.226. Aggregating the mean score across multiple queries yields a modest
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Figure 7.13: Male speakers are more vulnerable to speaker-level MIA than female speakers, possibly

due to greater within-group acoustic variability in female speech.

but consistent improvement, increasing the AUC to 0.869 and the TPR@ 1%FPR to 0.265, likely
because averaging reduces score noise from stochastic generation. In contrast, using only the score
variance is substantially weaker, with an AUC of 0.690 and a TPR @ 19FPR of 0.033, suggesting
that variance alone is not a reliable membership signal. Combining the mean and variance gives the
best overall performance, reaching an AUC of 0.896 and a TPR@ 1%FPR of 0.281. We attribute
this improvement to the complementary membership signals captured by the two statistics: member

samples tend to have higher similarity scores and lower variation across repeated queries.

7.3.4 Data Characteristics and Vulnerability

Beyond aggregate attack performance, we examine which speech properties affect vulnerability to
membership inference, revealing what information the model memorizes from the training data. For
speaker-level MIA, we find that male speakers are more vulnerable than female speakers. At the
record level, utterances with lower silence ratio, higher phoneme density, greater high-frequency
content, longer duration, and higher speech energy are more vulnerable. Unless otherwise noted, all

analyses use CosyVoice2 on VCTK.

7.3.4.1 Male Speakers Are More Vulnerable to speaker-level MIA

Figure 7.13 shows that male speakers are more vulnerable to speaker-level MIA than female speakers.
Specifically, the separation between the member and non-member score distributions is larger for

male speakers, with a mean score gap of A = 0.041 compared with A = 0.034 for female speakers.
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Table 7.3: Record-level MIA performance across silence ratio bins; lower silence ratio increases

record-level risk.

Bin AUC ACC TPR@1%FPR
0-20% 0.943  0.886 0.406
20-30%  0.936  0.859 0.427
3040% 0919 0.828 0.344
40-50% 0.886  0.793 0.258
50-60%  0.850 0.741 0.246
> 60% 0.748  0.625 0.129

This larger gap is also reflected in the low-FPR operating regime, where the TPR @ 1%FPR reaches
0.881 for male speakers but 0.833 for female speakers. A possible explanation is that female speech
exhibits larger within-group acoustic variability, which leads to greater overlap between member

and non-member score distributions.

7.3.4.2 Lower Silence Ratio Increases record-level Vulnerability

Silence ratio measures the fraction of an utterance occupied by non-speech or low-energy regions.
Table 7.3 shows a clear monotonic decline in attack performance as the silence ratio increases. The
AUC drops from 0.943 in the 0-20% bin to 0.748 in the > 60% bin, while TPR @ 1%FPR decreases
from 0.406 to 0.129. We attribute this trend to the fact that silence provides little discriminative
acoustic information for comparison. As the silence ratio increases, the amount of informative

content available to distinguish members from non-members correspondingly decreases.

7.3.4.3 Denser Phoneme Structure Increases record-level Vulnerability

Phoneme density measures how many phonemes on average appear per syllable in an utterance

and serves as a proxy for articulatory complexity. Table 7.4 shows that utterances with denser
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Table 7.4: Record-level MIA performance across phoneme density bins; higher phoneme density

can increase risk.

Bin AUC ACC TPR@1%FPR

<3 0.852  0.759 0.184
3-35 0.888 0.794 0.262
3.5-4 0907 0.807 0.335
4-45 0927 0.828 0.372
>45 0912 0.819 0.340

phoneme structure are generally more vulnerable to membership inference. AUC rises from 0.852
in the < 3 bin to a peak of 0.927 in the 4—4.5 bin, and TPR@ 1%FPR increases from 0.184 to
0.372 over the same range. Phonemically denser utterances contain richer acoustic transitions and
more fine-grained local structure, which provide stronger signals for record-level comparison. The
highest-density bin (> 4.5) shows a slight decline to AUC 0.912 and TPR@1%FPR 0.340. One
possible explanation for this drop is that extremely high phoneme density is associated with fast
or heavily clustered articulation, where the synthesis model may smooth over fine-grained detail

regardless of membership status, reducing the separability of member and non-member outputs.

7.3.4.4 Richer High-Frequency Content Increases record-level Vulnerability

High-frequency energy ratio measures the proportion of spectral energy above 4 kHz, which often
captures fricatives, sibilants, and other fine acoustic details. Prior work suggests that TTS models
have greater difficulty reproducing such high-frequency detail [BLB23, JWS24], which can make
these regions more informative for distinguishing member and non-member utterances. Table 7.5
shows that utterances with higher high-frequency energy ratios are consistently more vulnerable to
membership inference. The AUC rises from 0.879 in the 0—1% bin to 0.937 in the > 12% bin, and
TPR@1%FPR increases from 0.248 to 0.438. One possible explanation is that faithful reproduction
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Table 7.5: Record-level MIA performance across high-frequency energy ratio bins; richer high-

frequency content consistently increases vulnerability.

Bin AUC ACC TPR@1%FPR
0-1% 0.879  0.775 0.248
1-3% 0.892  0.795 0.295
3-6% 0.894  0.800 0.298
6-12% 0911 0.824 0.293
>12% 0937 0.853 0.438

Table 7.6: Record-level MIA performance across record-duration bins; longer records show higher

vulnerability.

Bin AUC ACC TPR@1Y%FPR

<2s 0857 0.736 0.282
2-3s  0.881 0.788 0.271
3-4s 0902 0.813 0.261
4-5s 0912 0.819 0.320
>5s 0916 0.823 0.395

of these details may require stronger memorization of the specific recording, which increases the

separation between member and non-member outputs.

7.3.4.5 Longer Recordings Are More Vulnerable

Utterance duration is the total length of the speech sample in seconds, including both voiced regions

and pauses. Table 7.6 shows a monotonically increasing relationship between utterance duration
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Table 7.7: Record-level MIA performance across speech energy bins; higher energy recordings are

more vulnerable.

Bin AUC ACC TPR@1%FPR
<0.02 0.845 0.713 0.242
0.02-0.04 0.865 0.763 0.221
0.04-0.06 0901 0.814 0.308
0.06-0.08 0.922 0.838 0.358
>0.08 0915 0.824 0.330

and attack performance. AUC rises steadily from 0.857 for utterances under 2 seconds to 0.916
for those over 5 seconds, and TPR@ 1%FPR increases from 0.282 to 0.395 over the same range.
A likely explanation is that longer utterances provide more acoustic content for the DTW-based
scoring pipeline to work with, yielding more reliable frame-level alignment between the target and

generated audio and thus a stronger membership signal.

7.3.4.6 Higher Speech Energy Increases record-level Vulnerability

Speech energy measures the average RMS amplitude over voiced regions of an utterance. Table 7.7
shows a clear increasing relationship between speech energy and attack performance. AUC rises
from 0.845 in the lowest bin (< 0.02) to 0.922 in the 0.06-0.08 bin, and TPR @ 1%FPR increases
from 0.242 to 0.358 over the same range. We attribute this trend to the fact that higher-energy
recordings contain richer harmonic and formant structure, providing more discriminative acoustic

evidence for the DTW-based scoring pipeline to detect memorization.
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7.4 Related Work

Membership Inference Attacks on Generative Models. With the rapid growth of generative models,
privacy auditing has become an increasingly important research topic [NST21, XWW25, SNJ23].
Membership inference attacks (MIAs), as a central auditing tool, have been extensively studied for
generative models such as large language models and text-to-image generation models, moving from
white-box settings toward more realistic black-box access. White-box attacks use internal model
signals such as model parameters and gradients [PWK25], losses [HP23, MMY23], or denoising
trajectories [ZCD24, KDM23]. In contrast, black-box attacks infer membership solely from
observable input—output behavior, such as generated-sample similarity [PW23, DZC25, LDH25]
or token logits [SAX23, ZSY24]. Despite this progress, existing generative-model MIAs do not
directly transfer to TTS. Modern TTS models use cross-modal dual conditioning on both text
and reference audio, and their outputs are continuous, variable-length waveforms rather than
discrete tokens or fixed-dimensional images. These differences make it challenging to construct
memorization-triggering queries and to compare generated outputs with target records, motivating a

TTS-specific black-box MIA framework.

Speech Privacy. Speech carries rich sensitive information, including speaker identity, linguistic
content, emotion, and other paralinguistic traits, which has motivated growing interest in speech
privacy [LKY?22, ZLH25, TMC26, TMV25, TKL22]. In particular, MIAs have been investigated
for speech understanding tasks, such as automatic speech recognition and automatic speaker
recognition [SSM21, TPO24, CZS23]. However, the privacy risks of generative TTS systems
remain underexplored. The most relevant prior work [KDM23] studies white-box membership
inference for diffusion models, including limited experiments on early TTS systems conditioned
only on text. Our work targets a fundamentally different setting: modern generative TTS systems
that support text—audio dual conditioning for voice cloning, cover diverse model families beyond
diffusion, and provide no access to internal states, gradients, or losses. As a result, the adversary
must infer membership solely from synthesized waveforms, making black-box TTS membership

inference substantially more challenging and largely unexplored.
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Table 7.8: Attack performance under early stopping defense for speaker-level and record-level MIA.

Level AUC ACC TPR@19%FPR

Speaker 0.900 0.836 0.543

Record 0.748 0.689 0.036

7.5 Discussion

Broader Impact on Multimodal Generative Models. The success of our attack stems from three
key principles: matched queries that preserve information and maximize the membership signal,
multi-level representations that capture identity and content traces, and temporal alignment for
fine-grained comparison of variable-length outputs. These principles also apply to a broader class
of generative models with multimodal inputs and continuous, variable-length outputs, including
video editing systems [KWR] and omni-modal models [XGH25, XW24] that jointly process speech,

vision, and text.

7.5.1 Potential Defenses and Their Limitations

To mitigate our proposed MIA, defenders might consider empirical mitigations at both the training
and inference stages. We evaluate three candidate defenses: early stopping during training, input

perturbation at inference time, and DP-SGD as a provable training-time defense.

7.5.1.1 Early Stopping

As shown in Table 7.8, early stopping reduces record-level MIA substantially (AUC drops to 0.748,
TPR @ 1%FPR to 0.036), since the model has less opportunity to overfit fine-grained content details.
However, speaker-level MIA remains strong (AUC 0.900, TPR@ 1%FPR 0.543), indicating that

speaker identity is memorized early in training and is hard to suppress effectively by this approach.
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Table 7.9: Attack performance under perturbation-based defenses.

Perturb Level Param AUC ACC TPR@1%FPR

40dB 0.970 0.925 0.814
Speaker
25dB 0.923 0.878 0.559
Noise
40dB 0.838 0.761 0.157
Record
25dB 0.808 0.732 0.126
50% 0.878 0.814 0.490
Speaker
20% 0.695 0.663 0.024
Truncation
50% 0.746 0.679 0.100
Record
20% 0.657 0.616 0.065

7.5.1.2 Input Perturbation

Table 7.9 evaluates two inference-time perturbations applied to the reference audio before it is
passed to the TTS model. For noise addition, we add white noise at signal-to-noise ratios of 40 dB
and 25 dB. A 40 dB SNR corresponds to barely perceptible noise and largely preserves perceived
audio quality, while a 25 dB SNR causes clearly audible degradation but remains intelligible. These
two levels cover a practical range that a deployed API might use without causing major quality
concerns for regular users. Even under the stronger 25 dB noise setting, the attacks remain effective:
speaker-level MIA still achieves a high AUC, and record-level MIA remains well above random.

This suggests that the proposed attacks are robust to substantial additive noise.

For temporal truncation, we keep only the first 50% or 20% of the original audio duration,
corresponding to mild and aggressive truncation, respectively. Truncation reduces attack performance
more strongly than additive noise, especially under the aggressive 20% setting, where much of the

reference speech is removed. However, the attacks still remain largely above random, indicating that
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Table 7.10: Attack performance under DP-SGD defense for speaker-level and record-level MIA at

two privacy budgets.

Level e AUC ACC TPR@1%FPR

Speaker 1  0.535 0.551 0.007
10 0.543 0.555 0.015
Record 1 0.519 0.518 0.010
10 0.534 0.528 0.006

membership signals can persist even when only a shortened reference is available. Removing a large
portion of the reference audio is therefore necessary to substantially weaken the attack, which would

likely reduce the utility of the TTS system for regular users.

7.5.1.3 DP-SGD

The insufficiency of the two empirical mitigations above motivates the necessity of rigorous, albeit
costly, provable defenses. We evaluate DP-SGD [ACG16] for privacy-preserving TTS fine-tuning
on CosyVoice2 with VCTK. As shown in Table 7.10, DP-SGD trained with privacy budgets € = 1
and € = 10 reduces both speaker-level and record-level MIA to near-random performance (AUC
~ 0.52-0.54, TPR@1% < 0.02), confirming that formal differential privacy effectively mitigates
the membership leakage exposed by our attack. However, this formal privacy guarantee typically

comes with a non-trivial trade-off in generation quality, which may be undesirable in practice.

7.6 Chapter Summary

This chapter presented a systematic black-box MIA framework for zero-shot TTS models, addressing
the methodological challenges of auditing high-variance generative systems. By formalizing audit

as a one-bit transmission Markov chain, we identified a reconstruction-based query as information-
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theoretically optimal, and introduced a modified DTW procedure that anchors variable-length
generated audio to the target time axis for reliable representation-level comparison. Empirical
results across three representative zero-shot TTS architectures and two datasets confirm strong
memorization during fine-tuning: speaker-level attacks reach AUC up to 1.000 and remain above
0.80 throughout, and record-level attacks consistently achieve AUC between 0.80 and 0.90 even

when non-members are restricted to speakers seen during fine-tuning.

Together with the findings from Chapter 6, these results complete the empirical audit of the
Cognitive Intelligence Pillar. Predictive and generative Metaverse Al systems memorize substantially
more sensitive sequential user data than their task requires, and this memorization is recoverable
through black-box access alone. The memorized information, namely precise physical trajectories
and immutable biometric voice signatures, is among the most sensitive user data the Metaverse
collects. Chapter 8 synthesizes the findings from both research lines and outlines directions for a

Metaverse that is trustworthy by design.
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CHAPTER 8

Conclusion and Future Work

This dissertation has examined the Metaverse as a substantially more complex computational
paradigm than the 2D internet that came before. It is one in which embodied immersive interaction
(VR/AR-driven continuous sensing), persistent multi-user shared state, and tightly-integrated
algorithmic inference operate jointly and in real time. Whereas traditional computing systems
consume discrete, intentional user input, the Metaverse runs on persistent, multi-user-visible streams
of multi-modal human signals that are immediately ingested by predictive and generative ML models.
This three-way coupling of embodied broadcast, persistent shared state, and integrated ML inference
is what makes immersive social presence possible. It is also what significantly raises the security
and privacy stakes of each underlying technology and turns securing the Metaverse into a problem

distinct from securing any one of them in isolation.

The central argument of this work is that Metaverse security and privacy cannot be addressed
threat by threat, nor by importing security models designed for any single layer (VR in isolation,
generic ML, or 2D networking) without accounting for how the layers reinforce one another. The
vulnerabilities we have studied span remote kinematic side-channels, trajectory memorization in
predictive models, and biometric leakage in zero-shot avatar voice synthesis, and they are not
isolated bugs. They are structural consequences of two architectural choices that the Metaverse
paradigm currently treats as defaults: centralized collection of interaction data over persistent shared
spaces, and the deployment of ML models whose memorization behavior over Metaverse-specific
data (sequential trajectories, identity-bearing biometric signals) is not routinely audited. Addressing
these problems requires changing the architecture and the evaluation methodology, not just patching

individual weaknesses one application at a time.
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8.1 Summary of Contributions

This dissertation contributed to this goal along two research lines.

8.1.1 The Spatial Interaction Pillar

We began by identifying a concrete, exploitable vulnerability whose severity is significantly raised
by the Metaverse setting: the kinematic data that VR/AR systems already produce as part of normal
immersive operation is, in a multi-user Metaverse application, broadcast across co-present peers for
avatar synchronization, and can be parsed from network traffic by a remote adversary to reconstruct
user keystrokes with over 97% top-1 accuracy. The Metaverse’s persistent, multi-user broadcast
regime turns a baseline VR signal into a remote, network-visible attack surface accessible to any
peer in the same virtual space, with no malware and no physical proximity required. The result was
validated across multiple VR platforms and led to deployed countermeasures by both Rec Room and

SteamVR following responsible disclosure.

To understand why such vulnerabilities persist, we conducted an empirical developer study
with 23 professional XR developers. The findings reveal two structural root causes specific to
the Metaverse development ecosystem: awareness gaps that prevent developers from recognizing
spatially-specific threats whose attack surface is the very broadcast pipeline the platform requires,
and a diffusion of responsibility amplified by opaque game engine tooling whose data-handling
pipelines were not originally designed with multi-user, privacy-preserving telemetry as a first-class
concern. This diagnosis points to the inadequacy of awareness campaigns alone: the development

environment itself must change.

In response, we reframed decentralization not as a binary architectural switch but as a function-
by-function redistribution of distinct operator roles (identity, shared state, behavior auditing),
grounding the framework’s design mechanism by mechanism in user-stated needs surfaced by a

22-participant interview study. These needs include the Digital Doorbell permission-gated access

intuition (articulated without prompt by 10 of 22 participants) and the Accountability Paradox

between privacy and evidence. The resulting serverless framework combines a Standardized State

Abstraction Layer over Named Data Networking, a peer-side semantic-correctness pipeline, and
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quorum-based behavior auditing. A 20-participant within-subjects double-blind validation against
a centralized baseline returned absence of evidence for a perceptual gap on the three constructs
participants themselves nominated as load-bearing, identification at chance, semantic-correctness
rollbacks unnoticed in every decentralized session, and per-update round-trip latency within 2 ms
of the centralized baseline. Together these results place the framework inside the small-group,
dense-collaboration regime that participants themselves drew as decentralization’s high-value

Metaverse deployment surface.

8.1.2 The Cognitive Intelligence Pillar

We then turned to the ML models that process Metaverse data. For predictive spatial-temporal
models, we focused on the algorithmic backbone of Metaverse location-based services, where the
data is sequential, semantically annotated, and tied to a persistent avatar identity rather than isolated
GPS pings. We developed a tailored attack suite of four attacks (LocExXTRAcT, TRAJEXTRACT,
LocMIA, TraIMIA) that extracts sensitive user location information and trajectory membership
from POI recommendation systems. Our results show that these models memorize training data
well beyond what their task requires: models expose sensitive locations in 32.5% of random queries
despite a training presence of only 18.7%, and we identify an “outlier effect” that makes rare
trajectories disproportionately vulnerable. Existing defenses failed to address the attacks without

unacceptable utility loss.

For generative models, we addressed the harder problem of auditing zero-shot TTS systems.
The Metaverse deploys these systems to synthesize the avatar voices that carry a user’s vocal
identity across persistent social spaces, a setting in which leaking the trained voice signal is
functionally equivalent to leaking the avatar identity itself. By formalizing the audit process as a
one-bit transmission Markov chain, we identified a reconstruction-based query as the information-
theoretically optimal probe and developed the first black-box MIA framework for this setting.
speaker-level attacks reach AUC up to 1.000 in the strongest configurations and remain above 0.80
throughout, while record-level attacks consistently achieve AUC between 0.80 and 0.90. These

results show that biometric voice data is memorized and recoverable from deployed TTS models,
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even through black-box access.

8.1.3 The Broader Argument: From Reactive Patching to Structural Trust

Together, these contributions advance a single coherent argument: trust in the Metaverse must
be a structural property, not a policy commitment. The Metaverse is the regime in which spatial
interaction, ML inference, and persistent multi-user state operate as one, and the trust failures we
have documented are failures of that coupling, not of any single layer in isolation. The transition
demonstrated here, from reactive patching to architectural redesign and from theoretical privacy
claims to empirical auditability, offers a practical template for how future immersive systems can
be built and evaluated. It shows that embodied digital experience does not require surrendering
control of one’s data, and that the ML models powering these experiences can and should be held to

quantifiable privacy standards.

8.2 Future Research Directions

This dissertation establishes empirical grounding for several research directions that remain open.

8.2.1 Privacy-Preserving ML for Spatial-Temporal Data

Our auditing results show that existing defenses (e.g., differential privacy applied to POI models)
degrade utility too sharply to be practical. A key open problem is developing privacy mechanisms that
account for the multimodal, sequential nature of spatial-temporal data, where individual locations are
not independent records but components of a behaviorally coherent trajectory. This is a particularly
load-bearing problem in the Metaverse, where mobility data is no longer a sparse stream of GPS pings
but a continuous, semantically annotated trajectory tied to a persistent avatar identity, and where
many sessions per user pass through the same predictive backbone. Techniques that offer meaningful
privacy guarantees without discarding temporal structure remain an open challenge, and represent
a prerequisite for deploying privacy-safe LBS in the Metaverse. Synthetic-trajectory generation

that preserves spatial-temporal structure while severing membership signal—e.g., coarse-to-fine
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frameworks such as GeoGen [XCJ26]—is one promising direction in this space.

8.2.2 [Expanding ML Robustness: From Privacy to Adversarial Security

While this dissertation focuses on privacy leakage via inference attacks, future work should address
the broader adversarial threat landscape. The Metaverse setting raises new robustness questions
that 2D or text-only adversarial ML literature does not yet cover, because adversarial inputs in
the Metaverse are themselves embodied and persistent: a malicious spatial prompt or perceptual
perturbation propagates through the user’s continuous interaction loop rather than landing as a
single discrete query. Key directions therefore include developing robust learning frameworks
for multi-modal spatial data and establishing defenses against novel attack modalities specific to
immersive Al, such as spatial prompt injection against world-model agents, adversarial inputs
designed to exploit perceptual vulnerabilities inherent to embodied interfaces, and supply-chain
attacks on the increasingly common practice of merging or composing pre-trained Metaverse models
(e.g., backdoor attacks against model merging [ZCL24]). Extending the auditing frameworks
developed here to cover these adversarial dimensions would provide a more complete picture of ML

trustworthiness in the Metaverse.

8.2.3 Trustworthy World Models for Spatial Computing

As the Metaverse evolves toward predictive world models that reason about physical environments
and user behavior, ensuring their trustworthiness becomes critical. Future work should investigate
certified generation, where safety and physical plausibility constraints are embedded directly into the
generative process, and predictive integrity, ensuring that model outputs remain consistent with both
ground-truth physics and user intent. Developing evaluation benchmarks and auditing protocols
tailored to these multi-modal world models is an important next step for the community; early

causal-benchmark efforts for embodied world models [CSZ26] begin to map this evaluation surface.
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8.2.4 Generative Model Auditing at Scale

The TTS auditing framework introduced here targets the fine-tuning phase. Extending this
methodology to models trained from scratch at scale, and to other generative modalities (e.g.,
motion generation, facial animation, and avatar synthesis), is a natural next step. In the Metaverse,
each of these modalities does the same kind of identity-bearing work that TTS does for voice:
the synthesized avatar body, face, and motion serve as a user’s persistent embodied identity in
shared social spaces. Auditing them with the same rigor as the voice channel is therefore directly
load-bearing for Metaverse privacy. Developing auditing frameworks that are both computationally
tractable and methodologically rigorous for large-scale generative systems remains an important

open problem for the ML privacy community.

8.2.5 Human-Centric Security at the Intersection of HCI and ML

Security in the Metaverse is inherently human-centric. Future research should address the interplay
between system-level protections and human perception, including the design of developer tools and
game engine APIs that guide practitioners toward privacy-preserving defaults, the design of end-user
interfaces that communicate risk without disrupting immersion, and defenses against adversarial

interaction designs that exploit cognitive biases in immersive environments.

8.2.6 Toward Principled Trust Protocols

Achieving strong, structural guarantees of trustworthiness requires formalizing the properties we
want immersive systems to satisfy. The Metaverse setting makes this particularly urgent: because
user identity, spatial state, and ML inference are coupled across a persistent, multi-user surface, an
informal promise from any single platform is structurally insufficient as a trust anchor. Concrete
directions include formalizing spatial interaction logic to reason about what information is and is
not derivable from transmitted kinematic streams, and designing verifiable interaction protocols that
make data flow guarantees auditable by external parties. Grounding trust in principled, auditable
system design, rather than implicit platform commitments, is the longer-term direction toward which

this dissertation points.
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8.3 Final Remarks

The Metaverse is not simply the next version of the Internet. It is a redefinition of how people
inhabit digital systems, one where the boundary between user and data, between interaction and
observation, is structurally blurred. The work presented in this dissertation argues that securing this
paradigm requires going beyond patching individual vulnerabilities. It requires understanding the
systemic causes of insecurity, changing the architectural defaults that produce it, and building the

empirical tools needed to hold intelligent systems accountable.

The five research contributions here represent steps toward that goal across the two foundational
layers of the Metaverse stack. Whether and how quickly the broader ecosystem moves in this
direction will depend on collaboration across systems security, machine learning, human-computer
interaction, and policy. This dissertation aims to contribute to the technical foundation that makes

such progress possible.
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