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ABSTRACT OF THE DISSERTATION

New Approaches for the Design and Analysis of
Cryptographic Hash Functions

by

Thomas Ristenpart

Doctor of Philosophy in Computer Science

University of California, San Diego, 2010

Professor Mihir Bellare, Chair

Cryptographic hash functions deterministically generate a short digest “sum-

mary” of an input message. Their functionality and perceived security properties

have contributed to their use in a wide variety of applications. Unfortunately, tra-

ditional design approaches for hash functions target only a single application. This

gap between use and design has lead to hash functions not providing the security

properties required by certain uses, and, in turn, to vulnerabilities in applications.

This thesis argues for the construction of multi-property hash functions.

Such a function should enjoy strong guarantees that it simultaneously provides

multiple, disparate security properties, while remaining efficient and easy to use.

That is, these hash functions are built to reflect the diverse needs of applications.

xiii



Towards this end, we introduce the notion of a multi-property-preserving domain

extension transform, which formalizes the goal of multi-property hashing for a key

step in hash design. By analyzing existing transforms from the lense of multi-

property-preservation, we explain the inability of traditional hash designs to be

multi-property. We propose new domain extension transforms, provide new tech-

niques for their formal analysis in modern cryptography’s framework of provable

security, and use the techniques to show that the proposed constructions provide

the multi-property-preservation guarantees needed to build the next generation of

hash functions.
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Chapter 1

Introduction

A cryptographic hash function (from now on a hash function) is an effi-

ciently computable function with domain D ⊆ {0, 1}∗ and range R = {0, 1}n for

some small n. Here {0, 1} represents the binary alphabet. Hash functions are a

critical tool in countless security applications. To name just a few, a hash func-

tion is required within TLS/SSL [33] for secure HTTP sessions (web browsing),

SSH [89] for secure remote login to systems, and within today’s computer operat-

ing systems [38, 43] for random-number generation. When hash functions fail to

provide the security properties required by an application, vulnerabilities result

and attacks can occur.

This thesis proposes new design approaches for hash functions that provide

improved security guarantees. We give new formal analysis techniques that support

these design approaches. In the remainder of the introduction, we provide some

background on cryptographic hashing, identify the problems addressed by this

thesis, and then summarize our results.

Background. Work on cryptographic hashing in the academic literature origi-

nates with Davies and Price [32]. They proposed designing a hash function based

on the Data Encryption Standard (DES) block cipher [61] to enable more efficient

digital signing. Digital signing is the cryptographic operation that allows a party

to, using a secret key known only to them, attest to the validity of a document or

message. Informally, their construction first applies a cryptographic hash H to a

1
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message M and then signs the resulting digest value. The key security property

for H in this setting is collision resistance: no attacker should be able to find two

distinct messages M and M ′ such that H(M) = H(M ′). Finding a collision allows

the attacker to forge a signature, meaning produce a signature on a message that

the owner of the secret key did not actually sign.

Digital signatures proved an important component of security tools, and

the utility of hashing in this context meant that numerous hash function designs

were proposed and deployed. The MD [70, 71] and SHA [62] families of functions,

which have seen the most widespread use, were designed from scratch (as opposed

to using, say, DES as an underlying component). Each function design consists of

a compression function that maps a bit string of a fixed length to a smaller fixed-

length string. The compression functions used apply many times a round function

made up of simple operations such as bit shifts, exclusive or’s, and bitwise “and”

operations. The compression function is then used in a mode of operation referred

to as a domain extension transform so that one can hash strings of arbitrary

length. The transform used in the MD and SHA functions is the one originally

proposed by Davies and Price [32] but as refined using ideas due to Merkle [58] and

Damg̊ard [29]. It is typically known as the Merkle-Damg̊ard with strengthening or

strengthened Merkle-Damg̊ard transform. It was chosen because of its simplicity,

its efficiency, and because it is collision-resistance preserving. This last means that

one can prove that the hash function is collision-resistant as long as the underlying

compression function is collision-resistant.

These hash functions are very efficient, and at the time (in the 1990’s)

markedly faster than standardized block ciphers. Moreover, they appeared to

provide security properties beyond collision resistance. This all led to protocol

designers using hash functions for applications beyond digital signing. One key

example was in the generation of message authentication codes. Here one hashes a

message together with some secret key material. The resulting output of the hash

is the message authentication code (MAC). Any other party that shares the secret

key can verify the integrity of the message by recomputing the MAC. Suggestions

for hash function-based MACs included those discussed in [85] and the HMAC
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construction proposed by Bellare, Canetti, and Krawczyk [5]. The latter subse-

quently saw inclusion in numerous standards and deployed systems. (NIST FIPS

198, ANSI X9.71, IETF RFC 2104, SSL, SSH, IPSEC, TLS, IEEE 802.11i, and

IEEE 802.16e are only some instances.) Other example applications that made use

of hash funcitons in this time period include random number generation [38, 43],

key derivation [52], key exchange protocols such as those in TLS, SSL and SSH,

public-key encryption [9, 10], non-interactive zero-knowledge proofs [9], commit-

ment schemes [45], and the storage of system passwords in Linux. There are many

other examples.

But these applications require security properties beyond collision resis-

tance. For example, the MAC application requires that an attacker cannot pro-

duce outputs of the hash function for messages when the attacker does not have

the secret key. Other applications require that the hash function behave like a ran-

dom function, i.e. one that maps each input message to a uniformly selected bit

string from the range. This model of hash functions as ideal was first formalized by

Bellare and Rogaway [9] and is referred to as the random oracle model. It has been

used to establish the formal security guarantees for a multitude of schemes relying

on hash functions, including many schemes that are in production use world-wide.

The expanded use of hash functions beyond digital signing meant that a

dangerous gap grew between design and operational requirements. Attacks have

exploited this gap. A key example is that of length-extension attacks, see Tsudik’s

discussion [85]. These attacks abuse the domain extension transform underlying

the MD and SHA functions in order to break some hash-function-based message

authentication algorithms. Length-extension attacks simultaneously serve to re-

veal the unsuitability of modeling these hash function as random oracles. Unfor-

tunately, these attacks endangered practical security protocols. For example, a

protocol for HTTP digest authentication standardized in RFC 2046 [41] can be

broken via length-extension attacks.

Collision-finding attacks against MD5, SHA-1. In parallel to this story

on expanded usage, collision-finding attacks against the MD and SHA families

of hash functions were developed. In particular, the results of Yu and Wang [88]
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attacking MD5’s collision-resistance and Wang, Yin, and Yu [87] attacking SHA-1’s

collision-resistance meant that in-use hash functions were not even suitable for

their traditional applications. These attacks directly abused the structure of the

compression functions underlying MD5 and SHA-1, as opposed to the domain

extension transform as in length-extension attacks. In response to the attacks,

the National Institutes for Standards and Technology (NIST) initiated a design

competition to choose a new SHA-3 standard. This provided a rare opportunity

to revisit the design of hash functions, including the domain extension transforms

used, because a new function will be standardized and deployed.

On general-purpose hash functions. One response to the expanded usage of

hash functions could be to mandate that one use hash functions specially designed

for each task. So design one for digital signing, another for message authentication,

another for random number generation, etc. This might seem to solve the problem

of having distinct security properties required by distinct applications. However,

this would mean one would have to design, validate, and deploy many functions.

This would serve to bloat cryptographic libraries and would burden practitioners

with the security-critical choice of which hash function to use when implementing

a protocol. Moreover, new applications may arise and we would hope that a

well-designed hash function would be useful for it (unless the application were

completely unreasonable). Indeed, the NIST competition demands a single hash

function that is secure for all typical applications. We share this viewpoint.

This thesis. This thesis treats the problem of building general purpose hash func-

tions. Namely, we target design approaches that can produce a multi-property hash

function. Such a function enjoys a multitude of (orthogonal) security properties

so that the best possible security guarantees can be provided for all reasonable

applications. Together the results of the remaining four chapters of this thesis

provide new design methodologies and analysis techniques for producing the next

generation of multi-property hash functions. We now summarize each chapter in

turn.

In Chapter 2, we propose the use of multi-property-preserving (MPP) do-

main extension transforms to design general-purpose hash functions. Recall that a



5

problem raised above is that traditional domain extension transforms only target

collision resistance. This means that if one designs a strong compression function

enjoying many security properties, then one still may not be able to transform it

into a hash function providing all those security properties. We argue that one

should instead use multi-property-preserving transforms. Let P1, . . . , Pk be a set

of security properties needed by applications. Then a multi-property-preserving

transform is such that one can prove that the hash function has property Pi as long

as the compression function has property Pi, for all i ∈ [1 .. k]. That is, it preserves

each property. The goal of an MPP transform stands in contrast to prior goals that

targeted just one property. We show that MPP transforms can be efficient, giving

a construction that preserves multiple important properties in a practical manner.

The work presented in this chapter originally appeared in [7]. We comment that

several submissions to the NIST SHA-3 competition used MPP transforms as a

consequence of our results.

Chapter 3 treats the dedicated-key setting in which one uses compression

function families (that is, they accept a key or index). We point out tangible

benefits of working in the dedicated-key setting, providing some insight into the

rational behind many SHA-3 contenders’ choice to work in this setting. We then

provide a rigorous study of MPP transforms in the dedicated-key setting. We show

that one can achieve efficient MPP transforms for a wider set of properties than

in the traditional setting. The work presented in this chapter originally appeared

in [8].

Chapter 4 treats the intersection of number-theoretic primitives and general-

purpose hashing. The former have been used to build compression functions with

strong guarantees of collision resistance. For example, one can rest collision re-

sistance on the assumption that factoring large composite numbers is intractable.

However, these functions cannot be used directly to construct general-purpose hash

functions, because the result would not provide security in settings beyond those

requiring collision-resistance. We address this by showing how one can build a hash

function that is multi-property while maintaining collision-resistance based solely

on number-theoretic assumptions. The work presented in this chapter originally
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appeared in [69].

Chapter 5 presents our results on new proof techniques to simplify the anal-

ysis of multi-property hash functions. Beyond simplifying analysis of new designs,

the techniques enabled the first-ever proofs of security for a wide class of applica-

tions using traditional hash functions. The latter results are important when one

uses one of the as-yet-unbroken members of the SHA family (e.g., SHA-2). We

expect these to remain in use for many years to come. The work presented in this

chapter originally appeared in [39].



Chapter 2

Multi-Property-Preserving

Transforms

Hash functions are traditionally built in two steps. First, one designs a

compression function h: {0, 1}d+n → {0, 1}n, where d is the length of a data

block and n is the length of the chaining variable. Then one specifies a domain

extension transform H that utilizes h as a black box to implement the hash function

Hh: {0, 1}∗ → {0, 1}n associated to h. All widely-used hash functions use the

Merkle-Damg̊ard (MD) transform [29, 58] because it has been proven [29, 58] to

be collision-resistance preserving (CR-Pr): if h is collision-resistant (CR) then so

is Hh. This means that the cryptanalytic validation task can be confined to the

compression function.

A rising bar. As discussed in the introduction, current usage makes it obvious

that CR no longer suffices as the security goal for hash functions. In order to ob-

tain MACs and PRFs, hash functions were keyed. The canonical construct in this

domain is HMAC [2, 5] which is widely standardized and used. (NIST FIPS 198,

ANSI X9.71, IETF RFC 2104, SSL, SSH, IPSEC, TLS, IEEE 802.11i, and IEEE

802.16e are only some instances.) Hash functions are also used to instantiate ran-

dom oracles [9] in public-key schemes such as RSA-OAEP [10] and RSA-PSS [11]

in the RSA PKCS#1 v2.1 standard [78]. CR is insufficient for arguing the secu-

rity of hash function based MACs or PRFs, let alone hash-function based random

7
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oracles. And it does not end there. Whether hash function designers like it or

not, application builders will use hash functions for all kinds of tasks that presume

beyond-CR properties. Not all such uses can be sanctified, but the central and

common ones should be. We think that the type of usage we are seeing for hash

functions will continue, and it is in the best interests of security to make the new

hash functions rise as far towards this bar as possible, by making them strong and

versatile tools that have security attributes beyond CR.

Revisiting hash domain extension. Towards the goal of building strong,

multi-purpose hash functions, our focus is on domain extension, meaning we wish

to determine which domain extension transforms are best suited to this task. The

first part of our work examines a natural candidate, namely transforms that are

pseudorandom oracle preserving as per [28], and identifies some weaknesses of this

goal. This motivates the second part, where we introduce the notion of a multi-

property preserving (MPP) transform, argue that this should be the target goal,

and present and prove the correctness of an efficient MPP transform that we refer

to as EMD. Let us now look at all this in more depth.

Random-oracle preservation. Coron, Dodis, Malinaud and Puniya [28] make

the important observation that random oracles are modeled as monolithic entities

(i.e., are black boxes working on domain {0, 1}∗), but in practice are instantiated

by hash functions that are highly structured due to the design paradigm described

above, leading for example to the extension attack. Their remedy for this logical

gap is to suggest that a transform H be judged secure if, when modeling h as a

fixed-input-length random oracle, the resulting scheme Hh behaves like a random

oracle. They give a formal definition of “behaving like a random oracle” using the

indifferentiability framework of Maurer et al. [55]. We use the moniker pseudo-

random oracle to describe any construction that is indifferentiable from a random

oracle. (Note that a random oracle itself is always a pseudorandom oracle.) The

framework has the desirable property that any scheme proven secure in the ran-

dom oracle model of [9] is still secure when we replace the random oracles with

pseudorandom oracles. We call the new security goal of [28] pseudorandom ora-

cle preservation (PRO-Pr). They propose four transforms which they prove to be
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PRO-Pr.

PRO-Pr seems like a very strong property to have. One reason one might

think this is that it appears to automatically guarantee that the constructed hash

function has many nice properties. For example, that the hash function created

by a PRO-Pr transform would be CR. Also that the hash function could be keyed

in almost any reasonable way to yield a PRF and MAC. And so on. This would be

true, because random oracles have these properties, and hence so do pseudorandom

oracles. Thus, one is lead to think that one can stop with PRO-Pr: once the trans-

form has this property, we have all the attributes we desire from the constructed

hash function.

Weakness of PRO-Pr. The first contribution of this work is to point out that

the above reasoning is flawed and there is a danger to PRO-Pr in practice. Namely,

the fact that a transform is PRO-Pr does not guarantee that the constructed hash

function is CR, even if the compression function is CR. We demonstrate this with

a counter-example. Namely we give an example of a transform that is PRO-Pr, yet

there is a CR compression function such that the hash function resulting from the

transform is not CR. That is, the transform is PRO-Pr but not CR-Pr, or, in other

words, PRO-Pr does not imply CR-Pr. What this shows is that using a PRO-Pr

transform could be worse than using the standard, strengthened Merkle-Damg̊ard

transform from the point of view of security because at least the latter guarantees

the hash function is CR if the compression function is, but the former does not. If

we blindly move to PRO-Pr transforms, our security guarantees are actually going

down, not up.

How can this be? It comes about because PRO-Pr provides guarantees only

if the compression function is a random oracle or pseudorandom oracle. But of

course any real compression function is provably not either of these. (One can

easily differentiate it from a random oracle because it can be computed by a small

program.) Thus, when a PRO-Pr transform works on a real compression function,

we have essentially no provable guarantees on the resulting hash function. This

is in some ways analogous to the kinds of issues pointed out in [4, 23] about the

sometimes impossibility of instantiating random oracles.
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The transforms of [28] are not CR-Pr. The fact that a PRO-Pr transform

need not in general be CR-Pr does not mean that some particular PRO-Pr transform

is not CR-Pr. We therefore investigate each of the four PRO-Pr schemes suggested

by [28]. The schemes make slight modifications to the MD transform: the first ap-

plies a prefix-free encoding, the second “throws” away some of the output, and the

third and fourth utilize an extra compression function application. Unfortunately,

we show that none of the four transforms is CR-Pr. We do this by presenting an

example CR compression function h such that applying each of the four transforms

to it results in a hash function for which finding collisions is trivial. In particular,

this means that these transforms do not provide the same guarantee as the existing

and in-use Merkle-Damg̊ard transform. For this reason we think these transforms

should not be considered suitable for use in the design of new hash functions.

What this means. We clarify that we are not suggesting that the pseudorandom

oracle preservation goal of [28] is unimportant or should not be achieved. In fact

we think it is a very good idea and should be a property of any new transform.

This is so because in cases where we are (heuristically) assuming the hash function

is a random oracle, this goal reduces the assumption to the compression function

being a random oracle. What we have shown above, however, is that by itself, it is

not enough because it can weaken existing, standard-model guarantees. This leads

to the question of what exactly is enough, or what we should ask for in terms of

a goal for hash domain extension transforms.

MPP transforms. The two-step design paradigm in current use is compelling

because it reduces the cryptanalytic task of providing CR of the hash function to

certifying only that the compression function has the same property. It makes

sense to seek other attributes via the appropriate extension of this paradigm. We

suggest that, if we want a hash function with properties P1, . . . ,Pn then we should

(1) design a compression function h with the goal of having properties P1, . . . ,Pn,

and (2) apply a domain extension transform H that provably preserves Pi for every

i ∈ [1..n]. We call such a compression function a multi-property one, and we call

such a transform a multi-property-preserving domain extension transform (from

now on simply an MPP transform). Note that we want a single transform that
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preserves multiple properties, resulting in a single, multi-property hash function, as

opposed to a transform per property which would result in not one but numerous

hash functions. We suggest that multi-property preservation is the goal a transform

should target.

Properties to preserve. Of course the next question to ask is which properties

our MPP domain extension transform should preserve. We wish, of course, that

the transform continue to be CR-Pr, meaning that it preserve CR. The second

thing we ask is that it be pseudorandom function preserving (PRF-Pr). That is,

if an appropriately keyed version of the compression function is a PRF then the

appropriately keyed version of the hash function must be a PRF too. This goal is

important due to the many uses of hash functions as MACs and PRFs via keying as

mentioned above. Indeed, if we have a compression function that can be keyed to

be a PRF and our transform is PRF-Pr then obtaining a PRF or MAC from a hash

function will be simple and the construction easy to justify. The final goal we will

ask is that the transform be PRO-Pr. Compelling arguments in favor of this goal

were made at length in [28] and briefly recalled above.

To be clear, we ask that, for a transform H to be considered suitable, one

should do the following. First, prove that Hh is CR using only the fact that h

is CR. Then show that Hh is a pseudorandom oracle when h is a pseudorandom

oracle. Finally, use some natural keying strategy to key Hh and assume that h is

a good PRF, then prove that Hh is also a good PRF. We note that such a MPP

transform will not suffer from the weakness of the transforms of [28] noted above

because it will be not only PRO-Pr but also CR-Pr and PRF-Pr.

New transform. There is to date no transform with all the properties above.

(Namely, that it is PRO-Pr, CR-Pr and PRF-Pr.) The next contribution of this

work is a new transform EMD (Enveloped Merkle-Damg̊ard) which is the first

to meet our definition of hash domain extension security: EMD is proven to be

CR-Pr, PRO-Pr, and PRF-Pr. The transform is simple and easy to implement in

practice (see the figure in Section 2.4). It combines two mechanisms to ensure that

it preserves all the properties of interest. The first mechanism is the well-known

Merkle-Damg̊ard strengthening [58]: we always concatenate an input message with
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the 64-bit encoding of its length. This ensures that EMD is CR-Pr. The second

mechanism is the use of an “envelope” to hide the internal MD iteration — we

apply the compression function in a distinguished way to the output of the plain

MD iteration. Envelopes in this setting were previously used by the NMAC and

HMAC constructions [5] to build PRFs out of compression functions, and again

in two of the PRO-Pr transforms of [28], which were also based on NMAC and

HMAC. We utilize the envelope in a way distinct from these prior constructions.

Particularly, we include message bits as input to the envelope, which increases the

efficiency of the scheme. Second, we utilize a novel reduction technique in our

proof that EMD is PRO-Pr to show that simply fixing n bits of the envelope’s

input is sufficient to cause the last application of the random oracle to behave

independently with high probability. This simple solution allows our transform

to be PRO-Pr using a single random oracle without using the other work-arounds

previously suggested (e.g., prefix-free encodings or prepending a block of zeros to

input messages). A comparison of various transforms is given in Fig. 2.1.

Patching existing transforms. We remark that it is possible to patch the

transforms of [28] so that they are CR-Pr. Namely, one could use Merke-Damg̊ard

strengthening, which they omitted. However our transform still has several advan-

tages over their transforms. One is that ours is cheaper, i.e. more efficient, and

this matters in practice. Another is that ours is PRF-Pr. A result of [6] implies

that one of the transforms of [28] is PRF-Pr, but whether or not this is true for the

others is not clear.

2.1 Definitions

Notation. Let D = {0, 1}d and D+ = ∪i≥1{0, 1}id. We denote pairwise concate-

nation by || , e.g. M ||M ′. We will often write the concatenation of a sequence

of string by M1 · · ·Mk, which translates to M1 ||M2 || . . . ||Mk. For brevity, we

define the following semantics for the notation M1 · · ·Mk
d←M where M is a string

of |M | bits: 1) define k = d|M |/de and 2) if |M | mod d = 0 then parse M into M1,

M2, . . ., Mk where |Mi| = d for 1 ≤ i ≤ k, otherwise parse M into M1, M2, . . .,



14

Mk−1, Mk where |Mi| = d for 1 ≤ i ≤ k− 1 and |Mk| = |M | mod d. For any finite

set S we write s
$← S to signify uniformly choosing a value s ∈ S.

Oracle TMs, random oracles, and transforms. Cryptographic schemes,

adversaries, and simulators are modeled as Oracle Turing Machines (OTM) and

are possibly given zero or more oracles, each being either a random oracle or an-

other OTM (note that when used as an oracle, an OTM maintains state across

queries). We allow OTMs to expose a finite number of interfaces: an OTM

N = (N1,N2, . . . ,Nl) exposes interfaces N1,N2, . . . ,Nl. For brevity, we write MN to

signify that M gets to query all the interfaces of N. For a set Dom and finite set Rng

we define a random function by the following TM accepting inputs X ∈ Dom:

Algorithm RFDom,Rng(X):

if T [X] = ⊥ then T [X]
$← Rng

ret T [X]

where T is a table everywhere initialized to ⊥. This implements a random function

via lazy sampling (which allows us to reason about the case in which Dom is

infinite). In the case that Dom = {0, 1}d and Rng = {0, 1}r we write RFd,r in

place of RFDom,Rng . We similarly define RFd,Rng and RFDom,r in the obvious ways

and write RF∗,r in the special case that Dom = {0, 1}∗. A random oracle is simply

a public random function: all parties (including the adversary) are given access.

We write f, g, . . . = RFDom,Rng to signify that f , g, . . . are independent random

oracles from Dom to Rng . A transform C describes how to utilize an arbitrary

compression function to create a variable-input-length hash function. When we fix

a particular compression function f , we get the associated cryptographic scheme

Cf ≡ C[f ].

Collision resistance. We consider a function F to be collision resistant (CR)

if it is computationally infeasible to find any two messages M 6= M ′ such that

F (M) = F (M ′). For the rest of the paper we use h to always represent a collision-

resistant compression function with signature h: {0, 1}d+n → {0, 1}n.

Note our definition of CR is informal. The general understanding in the

literature is that a formal treatment requires considering keyed families. But prac-

tical compression and hash functions are not keyed when used for CR. (They can
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be keyed for use as MACs or PRFs.) And in fact, our results on CR are still

formally meaningful because they specify explicit reductions.

PRFs. Let F : Keys×Dom → Rng be a function family. Informally, we consider F

a pseudorandom function family (PRF) if no reasonable adversary can succeed

with high probability at distinguishing between F (K, ·) for K
$← Keys and a

random function f = RFDom,Rng . More compactly we write the prf-advantage of

an adversary A as

Advprf
F (A) = Pr

[
K

$← Keys ;AF (K,·) ⇒ 1
]
− Pr

[
Af(·) ⇒ 1

]
where the probability is taken over the random choice of K and the coins used

by A or by the coins used by f and A. For the rest of the paper we use e to always

represent a PRF with signature e: {0, 1}d+n → {0, 1}n that is keyed through the

low n bits of the input.

PROs. The indifferentiability framework [55] generalizes the more typical in-

distinguishability framework (e.g., our definition of a PRF above). The new

framework captures the necessary definitions for comparing an object that utilizes

public components (e.g., fixed-input-length (FIL) random oracles) with an ideal

object (e.g., a variable-input-length (VIL) random oracle). Fix some number l.

Let Cf1,...,fl : Dom → Rng be a function for random oracles f1, . . . , fl = RFD,R.

Then let SF = (S1, . . . , Sl) be a simulator OTM with access to a random oracle

F = RFDom,Rng and which exposes interfaces for each random oracle utilized by C.

(The simulator’s goal is to mimic f1, . . . , fl in such a way as to convince an adver-

sary that F is C.) The pro-advantage of an adversary A against C is the difference

between the probability that A outputs a one when given oracle access to Cf1,...,fl

and f1, . . . , fl and the probability that A outputs a one when given oracle access

to F and SF . More succinctly we write that the pro-advantage of A is

Advpro
C, S(A) =

∣∣∣Pr
[
AC

f1,...,fl ,f1,...,fl ⇒ 1
]
− Pr

[
AF ,S

F ⇒ 1
]∣∣∣

where, in the first case, the probability is taken over the coins used by the random

oracles and A and, in the second case, the probability is over the coins used by

the random oracles, A, and S. For the rest of the paper we use f to represent a

random oracle RFd+n,n.
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algorithm c+(I,M):
M1 · · ·Mk

d←M ; Y0 ← I
for i = 1 to k do
Yi ← c(Mi || Yi−1)

ret Yk

d

M1 M2

· · ·

Mk

n n n
YkI

c c c

Figure 2.1: The iteration (sometimes referred to as Merkle-Damg̊ard) domain
extension transform.

Resources. We give concrete statements about the advantage of adversaries us-

ing certain resources. For prf-adversaries we measure the total number of queries q

made and the running time t. For pro-adversaries we measure the total number

of left queries qL (which are either to C or F) and the number of right queries qi

made to each oracle fi or simulator interface Si. We also specify the resources

utilized by simulators. We measure the total number of queries qS to F and the

maximum running time tS. Note that these values are generally functions of the

number of queries made by an adversary (necessarily so, in the case of tS).

Pointless queries. In all of our proofs (for all notions of security) we assume

that adversaries make no pointless queries. In our setting this particularly means

that adversaries are never allowed to repeat a query to an oracle.

2.2 Domain Extension using Merkle-Damg̊ard

The Merkle-Damg̊ard transform. We focus on variants of the Merkle-

Damg̊ard transform. Let c: {0, 1}d+n → {0, 1}n be an arbitrary fixed-input-length

function. Using it, we wish to construct a family of variable-input-length func-

tions F c: {0, 1}n × {0, 1}∗ → {0, 1}n. We start by defining the Merkle-Damg̊ard

iteration c+: D+ → {0, 1}n by the algorithm specified in Figure 2.1.

We will also write f+, h+, and e+ which are defined just like c+ but with c

replaced with the appropriate function. Since I is usually fixed to a constant, the

function c+ only works for strings that are a multiple of d bits. Thus we require a

padding function pad(M), which for any string M ∈ {0, 1}∗ returns a string Y for

which |Y | is a multiple of d. We require that pad is one-to-one (this requirement
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is made for all padding functions in this chapter). A standard instantiation for

pad is to append to the message a one bit and then enough zero bits to fill out a

block. Fixing some IV ∈ {0, 1}n, we define the plain Merkle-Damg̊ard transform

MD[c] = c+(IV , pad(·)).

Keying strategies. In this chapter we discuss transforms that produce keyless

schemes. We would also like to utilize these schemes as variable-input-length PRFs,

but this requires that we use some keying strategy. We focus on the key-via-

IV strategy. Under this strategy, we replace constant initialization vectors with

randomly chosen keys of the same size. For example, if e is a particular PRF,

then keyed MDe would be defined as MDe
K(M) = e+(K, pad(M)) (it should be

noted that this is not a secure PRF). We will always signify the keyed version of a

construction by explicitly including the keys as subscripts.

Multi-property preservation. We would like to reason about the security

of MD and its variants when we make assumptions about c. Phrased another

way, we want to know if a transform such as MD preserves security properties

of the underlying compression function. We are interested in collision-resistance

preservation, PRO preservation, and PRF preservation. Let C be a transform

that works on functions from {0, 1}d+n to {0, 1}n. Let h: {0, 1}d+n → {0, 1}n

be a collision-resistant hash function. Then we say that C is collision-resistance

preserving (CR-Pr) if the scheme Ch is collision-resistant. Let f = RFd+n,n be a

random oracle. Then we say that C is pseudorandom oracle preserving (PRO-Pr)

if the scheme Cf is a pseudorandom oracle. Let e: {0, 1}d+n → {0, 1}n be an

arbitrary PRF (keyed via the low n bits). Then we say that C is pseudorandom

function preserving (PRF-Pr) if the keyed-via-IV scheme Ce
K is a PRF. A transform

for which all of the above holds is considered multi-property preserving.

Security of MD and SMD. It is well known that MD is neither CR-Pr, PRO-Pr,

or PRF-Pr [6, 28, 29, 58]. The first variant that was proven CR-Pr was so-called MD

with strengthening, which we denote by SMD. In this variant, the padding function

is replaced by one with the following property: for M and M ′ with |M | 6= |M ′|
then Mk 6= M ′

k (the last blocks after padding are distinct). A straightforward way

to achieve a padding function with this property is to include an encoding of the
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message length in the padding. In many implementations, this encoding is done

using 64 bits [62], which restricts the domain to strings of length no larger than 264.

We therefore fix some padding function pad64(M) that takes as input a string M

and returns a string Y of length kd bits for some number k ≥ 1 such that the

last 64 bits of Y are an encoding of |M |. Using this padding function we define

the strengthened MD transform SMD[c] = c+(IV , pad64(·)). We emphasize the

fact that preservation of collision-resistance is strongly dependent on the choice

of padding function. However, this modification to MD is alone insufficient for

rendering SMD either PRF-Pr or PRO-Pr due to simple length-extension attacks [6,

28].

2.3 Orthogonality of Property Preservation

In this section we illustrate that property preservation is orthogonal. Pre-

vious work [28] has already shown that collision-resistance preservation does not

imply pseudorandom oracle preservation. We investigate the inverse: does a trans-

form being PRO-Pr imply that it is also CR-Pr? We answer this in the negative by

showing how to construct a PRO-Pr transform that is not CR-Pr. While this result

is sufficient to refute the idea that PRO-Pr is a stronger security goal for transforms,

it does not necessarily imply anything about specific PRO-Pr transforms. Thus,

we investigate the four transforms proposed by Coron et al. and show that all four

fail to preserve collision-resistance. Finally, lacking a formally meaningful way of

comparing pseudorandom oracle preservation and pseudorandom function preser-

vation (one resulting in keyless schemes, the other in keyed), we briefly discuss

whether the proposed transforms are PRF-Pr.

2.3.1 PRO-Pr does not imply CR-Pr

Let n, d > 0 and h: {0, 1}d+n → {0, 1}n be a collision-resistant hash

function and f = RFd+n,n be a random oracle. Let Dom,Rng be non-empty

sets and let C1 be a transform for which Cf
1 ≡ C1[f ] is a pseudorandom oracle

Cf
1 : Dom → Rng . We create a transform C2 that is PRO-Pr but is not CR-Pr. In
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other words the resulting scheme Cf
2 : Dom → Rng is indifferentiable from a ran-

dom oracle, but it is trivial to find collisions against the scheme Ch
2 (even without

finding collisions against h). We modify C1[c] to create C2[c] as follows. First check

if c(0d+n) is equal to 0n and return 0n if that is the case. Otherwise we just follow

the steps specified by C1[c]. Thus the scheme Cf
2 returns 0n for any message if

f(0d+n) = 0n. Similarly the scheme Ch
2 returns 0n for any message if h(0d+n) = 0n.

The key insight, of course, is that the differing assumptions made about the oracle

impact the likelihood of this occurring. If the oracle is a random oracle, then the

probability is small: we prove below that Cf
2 is a pseudorandom oracle. On the

other hand, we now show how to easily design a collision-resistant hash function h

that causes Ch
2 to not be collision resistant. Let h′: {0, 1}d+n → {0, 1}n−1 be some

collision-resistant hash function. Then h(M) returns 0n if M = 0d+n, otherwise it

returns h′(M) || 1. Collisions found on h would necessarily translate into collisions

for h′, which implies that h is collision-resistant. Furthermore since h(0d+n) = 0n

we have that Ch
2 (M) = 0n for any message M , making it trivial to find collisions

against Ch
2 .

Proposition 2.3.1. [C2 is PRO-Pr] Let n, d > 0 and Dom,Rng be non-empty sets

and f = RFd+n,n and F = RFDom,Rng be random oracles. Let Cf
1 be a pseudorandom

oracle. Let Cf
2 be the scheme as described above and let S be an arbitrary simulator.

Then for any adversary A that utilizes qL left queries, qR right queries, and runs

in time t, we have that

Advpro
C2,S

(A) ≤ Advpro
C1,S

(A) +
1

2n
.

Proof. Let f = RFd+n,n and F = RFDom,Rng be random oracles. Let A be some

pro-adversary against Cf
2 . Let S be an OTM with an interface Sf that on (d+n)-

bit inputs returns n-bit strings. We utilize a simple game-playing argument in

conjunction with a hybrid argument to bound the indifferentiability of C2 by that

of C1 (with respect to simulator S). Figure 2.2 displays two games, game G0

(includes boxed statement) and game G1 (boxed statement removed). The first

game G0 exactly simulates the oracles Cf
2 and f . The second game G1 exactly

simulates the oracles Cf
1 and f . We thus have that Pr[AC

f
2 ,f ⇒ 1] = Pr[AG0 ⇒ 1]



20

Let h′: {0, 1}n+d → {0, 1}n−1. Then de-

fine h: {0, 1}n+d → {0, 1}n by

h(M) =

{
0n if M = 0d+n

h′(M) || 1 otherwise

procedure Initialize

000 f = RFd+n,n

procedure f(x)

100 ret f(x)

procedure C(X) Game G0 Game G1

200 Y ← Cf
1 (X)

201 if f(0d+n) = 0n then bad← true; Y ← 0n

202 ret Y

Figure 2.2: The collision-resistant compression function and games used in the
proof of Proposition 2.3.1.

and Pr[AC
f
1 ,f ⇒ 1] = Pr[AG1 ⇒ 1]. Since G0 and G1 are identical-until-bad we

have by the fundamental lemma of game playing [13] that Pr[AG0 ⇒ 1]−Pr[AG1 ⇒
1] ≤ Pr[AG1 sets bad] . The right hand side is equal to 2−n because f is a random

oracle. Thus,

Advpro
C2,S

(A) = Pr
[
AG0 ⇒ 1

]
− Pr

[
AF ,S

F ⇒ 1
]

= Pr
[
AG0 ⇒ 1

]
− Pr

[
AG1 ⇒ 1

]
+

Pr
[
AG1 ⇒ 1

]
− Pr

[
AF ,S

F ⇒ 1
]

≤ Pr
[
AG1 sets bad

]
+ Pr

[
AC

f
1 ,f ⇒ 1

]
− Pr

[
AF ,S

F ⇒ 1
]

=
1

2n
+ Advpro

C1,S
(A) .

2.3.2 Insecurity of Proposed PRO-Pr Transforms

Collision-resistance preservation. The result above tells us that

PRO-Pr does not imply CR-Pr for arbitrary schemes. What about MD variants?

One might hope that the mechanisms used to create a PRO-Pr MD variant are suf-

ficient for rendering the variant CR-Pr also. This is not true. In fact all previously

proposed MD variants proven to be PRO-Pr are not CR-Pr. The four variants are

summarized in Fig. 2.3 and below, see [28] for more details.
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Prefix-free MD:

PRE[c] = c+(IV , padPF(·))
where padPF: {0, 1}∗ → D+ is a prefix-free padding function

NMAC Transform:

NT[c, g] = g(c+(IV , pad(·)))
where g: {0, 1}n → {0, 1}n is a function

Chop Solution:

CHP[c] = first n− s bits of c+(IV , pad(·))

HMAC Transform:

HT[c] = c(c+(IV , 0d || pad(·)) || 0d−n || IV )

Figure 2.3: The four MD variants proposed in [28] that are PRO-Pr but not
CR-Pr.

The first transform is defined by PRE[c] = c+(IV , padPF(·)) is called Prefix-

free MD. It applies a prefix-free padding function padPF to an input message and

then uses the MD iteration. The padding function padPF must output strings

that are a multiple of d bits with the property that for any two strings M 6= M ′,

padPF(M) is not a prefix of padPF(M ′). The Chop solution simply drops s bits

from the output of the MD iteration applied to a message. The NMAC transform

applies a second, distinct compression function to the output of an MD iteration;

it is defined by NT[c, g] = g(c+(IV , pad(·))), where g is a function from n bits

to n bits (distinct from h). Lastly, the HMAC Transform is defined by HT[c] =

c(c+(IV , 0d || pad(·)) || 0d−n || IV ). This transform similarly utilizes enveloping:

the MD iteration is fed into c in a way that distinguishes this last call from the

uses of c inside the MD iteration. The prepending of a d-bit string of zeros to

an input message helps ensure that the envelope acts differently than the first

compression function application.

Let IV = 0n. We shall use the collision-resistant hash function h that

maps 0d+n to 0n (defined in Sect. 2.3.1). We first show that the PRE construction,

while being PRO-Pr for all prefix-free encodings, is not CR-Pr for all prefix-free
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encodings. Let padPF(M) = g2(M) from Sect. 3.3 of [28]. Briefly, g2(M) =

0 ||M1, . . . , 0 ||Mk−1, 1 ||Mk for M1 || · · · ||Mk
d−1← M || 10r, where r = (d− 1)−

((|M | + 1) mod d − 1). (That is we append a one to M , and then enough zero’s

to make a string with length a multiple of d − 1.) Now let X = 0d−1 and Y =

02(d−1). Then we have that PREh(X) = PREh(Y ) and no collisions against h

occur. We should note that some prefix-free encodings will render PRE CR-Pr,

for example any that also include strengthening. The important point here is that

strengthening does not ensure prefix-freeness and vice-versa.

For the other three constructions, we assume that pad(M) simply appends

a one and then enough zeros to make a string with length a multiple of d. Now let

X = 0d and Y = 02d. Then we have that CHPh(X) = CHPh(Y ) and NTh(X) =

NTh(Y ) and HTh(X) = HTh(Y ). Never is there a collision generated against h.

The straightforward counter-examples exploit the weakness of the basic MD

transform. As noted previously, the MD transform does not give any guarantees

about collision resistance, and only when we consider particular padding functions

(i.e., pad64) can we create a CR-Pr transform. Likewise, we have illustrated that

the mechanisms of prefix-free encodings, dropping output bits, and enveloping do

nothing to help ensure collision-resistance is preserved, even though they render the

transforms PRO-Pr. To properly ensure preservation of both properties, we must

specify transforms that make use of mechanisms that ensure collision-resistance

preservation and mechanisms that ensure pseudorandom oracle preservation. In

fact, it is likely that adding strengthening to these transforms would render them

CR-Pr. However, as we show in the next section, our new construction (with

strengthening) is already more efficient than these constructions (without strength-

ening).

PRF preservation. It is not formally meaningful to compare PRF preservation

with PRO preservation, since the resulting schemes in either case are different

types of objects (one keyed and one keyless). However we can look at particular

transforms. Of the four proposed by Coron et al. only PRE is known to be PRF-

Pr. Let e be a PRF. Since we are using the key-via-IV strategy, the keyed version

of PREe is PREe
K(M) = e+(K, padPF(M)). This is already known to be a good
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algorithm c◦(I1, I2,M):
M1 · · ·Mk

d←M
P ←M1 · · ·Mk−1

ret c(c+(I1, P ) ||Mk || I2)

d

M1

nn
· · ·

Mk−1

n

n

d

Mk

n
Yk

I1

I2

c c

c

||

Figure 2.4: The EMD domain extension transform.

PRF [6]. As for the other three transforms, it is unclear whether any of them are

PRF-Pr. For NT, we note that the security will depend greatly on the assumptions

made about g. If g is a separately keyed PRF, then we can apply the proof

of NMAC [5]. On the other hand, if g is not one-way, then an adversary can

determine the values produced by the underlying MD iteration and mount simple

length-extension attacks. Instead of analyzing these transforms further (which are

not CR-Pr anyway), we look at a new construction.

2.4 The EMD Transform

We propose a transform that is CR-Pr, PRO-Pr, and PRF-Pr. Let n, d be

numbers such that d ≥ n + 64. Let c: {0, 1}d+n → {0, 1}n be a function and let

D◦ = ∪i≥1{0, 1}(i+1)d−n. Then we define the enveloped Merkle-Damg̊ard iteration

c◦: {0, 1}n × {0, 1}n ×D◦ → {0, 1}n on c by the algorithm given in Figure 2.4.

To specify our transform we require a padding function padEMD: {0, 1}≤264 →
D◦ for which the last 64 bits of padEMD(M) encodes |M |. Fix IV 1, IV 2 ∈ {0, 1}n

with IV 1 6= IV 2. Then we specify the enveloped Merkle-Damg̊ard transform

EMD[c] = c◦(IV 1, IV 2, padEMD(·)).
EMD utilizes two main mechanisms for ensuring property preservation. The

first is the well-known technique of strengthening: we require a padding function

that returns a string appended with the 64-bit encoding of the length. This ensures

that EMD preserves collision-resistance. The second technique consists of using an

‘extra’ compression function application to envelope the internal MD iteration. It

is like the enveloping mechanism used by Maurer and Sjödin in a the dedicated-key
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setting [56] (which is discussed in more detail in the next chapter), but distinct from

prior enveloping techniques used in the current setting. First, it includes message

bits in the envelope’s input (in NMAC/HMAC and HT, these bits would be a fixed

constant, out of adversarial control). This results in a performance improvement

since in practice it is always desirable to have d as large as possible relative to n

(e.g., in SHA-1 d = 512 and n = 160). Second, it utilizes a distinct initialization

vector to provide (with high probability) domain separation between the envelope

and internal applications of the compression function. This mechanism allows us

to avoid having to use other previously proposed domain separation techniques

while still yielding a PRO-Pr transform. (The previous techniques were prefix-free

encodings or the prepending of 0d to messages, as used in the HT transform; both

are more costly.)

2.4.1 EMD is CR-Pr

Let h: {0, 1}d+n → {0, 1}n be a collision resistant hash function. Then

any adversary which finds collisions against EMDh (two messages M 6= M ′ for

which EMDh(M) = EMDh(M ′)) will necessarily find collisions against h. This

can be proven using a slightly modified version of the proof that SMD is collision-

resistant [29, 58], and we therefore omit the details. The important intuition here

is that embedding the length of messages in the last block is crucial; without the

strengthening the scheme would not be collision resistant (similar attacks as those

given in Section 2.3 would be possible).

2.4.2 EMD is PRO-Pr

Now we show that EMD is PRO-Pr. We proceed in two steps. First, we

prove that one can treat the final compression function application as if it were an

independent random oracle. Then, we can apply techniques discussed in Chapter 5

to conclude security.

Let f, g = RFd+n,n be random oracles. For any strings P1 ∈ D+ and

P2 ∈ {0, 1}d−n−64 we define the function gf+: D◦ → {0, 1}n by gf+(P1 || P2) =
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g(f+(IV 1, P1) || P2 || IV 2). This function is essentially EMDf , except that we

replace the envelope with an independent random oracle g. Let EMDf,g(M) =

gf+(padEMD(M)). Results from Chapter 5 will show that EMDf,g is a PRO. The

next theorem shows one can bound the security of EMDf as a PRO via the security

of EMDf,g as a PRO.

Theorem 2.4.1. Fix n, d, and let IV 1, IV 2 ∈ {0, 1}n with IV 1 6= IV 2. Let

f = RFd+n,n be a random oracle. Let SB = (SBf , SBg) be a simulator and let A

be an adversary that asks at most qL left queries with maximal length ld + d − n
bits for l ≥ 1, and qR right queries. Then there exists a simulator SA and an

adversary B such that

Advpro
EMD,SA(A) ≤ Advpro

gf+,SB(B) +
lqL + qR

2n
.

Simulator SA makes the same number of queries as SB and runs in time that of

SB plus small constant per-query overhead. Adversary B makes the same number

of queries and runs in time that of A plus small constant per-query overhead. �

Proof. Let A be an adversary attempting to differentiate between EMDf , f and

F , SAF and let SB = (SBf , SBg) be a simulator (for EMDf,g). Then we define an

adversary B against EMDf,g as follows. It runs A. Upon receiving a left query, it

forwards this query to its left oracle. Upon receiving a right query, it checks the

low n bits of the query. Should these be equal to IV 2, then B forwards this query

to its g (resp. SBg) oracle. Otherwise it forwards the query to its f (resp. SBf )

oracle. Simulator SA works as follows. Upon receiving a query, it checks the low

n bits. Should they be equal to IV 2, it executes SBg using the query. Otherwise
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it executes SBf . We will show that

Advpro

EMDf ,SA
(A) = Pr

[
AEMDf ,f ⇒ 1

]
− Pr

[
AF ,SA ⇒ 1

]
(2.1)

= Pr
[
AG0 ⇒ 1

]
− Pr

[
AF ,SA ⇒ 1

]
(2.2)

= Pr
[
BG1 ⇒ 1

]
− Pr

[
AF ,SBf ,SBg ⇒ 1

]
(2.3)

≤ Pr
[
BG2 ⇒ 1

]
+
lqL + q1

2n
− Pr

[
AF ,SBf ,SBg ⇒ 1

]
(2.4)

≤ Pr
[
BG2 ⇒ 1

]
+
lqL + q1

2n
− Pr

[
BF ,SBf ,SBg ⇒ 1

]
(2.5)

= Advpro

EMDf,g ,SB
(B) +

lqL + q1

2n
. (2.6)

where game G0 is defined in Figure 2.5 and games G1,G2 are defined in Figure 2.6.

Equation (2.1) is just the definition of PRO security. The first game G0

simulates exactly the pair of oracles EMDf , f . It uses two tables f and fIV 2 to

implement the random oracle f . The fIV 2 table is used to track all domain points

for which the low n-bits are equal to IV 2. The f table tracks the other domain

points. (Note that the f table can also have domain/range pairs defined for domain

points with the low bits equal to IV 2. This can occur because of line 021. However,

these points will not end up being used to calculate values returned to the adversary

because of the conditionals at lines 003 and 101.) We have justified (2.2).

We create a new game G1 (the second figure with the boxed statement

included) by splitting the right oracle of G0 into two oracles: one for accessing

the f table and one for accessing the fIV 2 table. Additionally we add a flag bad,

set to true at line 201. Game G1 reveals three interfaces, and so we create a new

adversary B that behaves exactly as A except as follows. Whenever A queries its

right oracle on a string X, by definition B queries Rf (X) if the low n bits of X

are not IV 2. Otherwise B queries RfIV 2
(X). Because G1 returns values to B that

are distributed identically to those G0 returns to A we have justified (2.3).

Our final game is G2 (the same as G1 except with the boxed statement

removed). By removing line 005, the new game G2 separates the single random

oracle in the prior games into two separate random oracles. We now argue that

G1 and G2 are identical-until-bad, meaning that the conditional at line 004 only

evaluates to true in G1 and G2 if bad is set. In the case that i = 1, we can see
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Game G0

A left query L(M):

000 M1 · · ·Mk
d← padEMD(M); Y0 ← IV 1

001 for 1 ≤ i ≤ k − 1

002 Yi ← Sample-f(Mi || Yi−1)

003 if Yi−1 = IV 2 then

004 Yi ← Sample-fIV 2(Mi || Yi−1)

005 Yk ← Sample-fIV 2(Yk−1 ||Mk || IV 2)

006 ret Yk

A right query Rf (X):

100 Parse X into U || V s.t. |U | = d, |V | = n

101 if V = IV 2 then ret Sample-fIV 2(X)

102 ret Sample-f(X)

Subroutine Sample-f(X):

200 if f[X] = ⊥ then f[X]
$← {0, 1}n

201 ret f[X]

Subroutine Sample-fIV 2(X):

300 if fIV 2[X] = ⊥ then fIV 2[X]
$← {0, 1}n

301 ret fIV 2[X]

Figure 2.5: Game utilized in proof of Theorem 2.4.1.
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Game G1 Game G2

A left query L(M):

000 M1 · · ·Mk
d← padEMD(M); Y0 ← IV 1

001 for 1 ≤ i ≤ k − 1

002 Yi ← Sample-f(Mi || Yi−1)

003 if Yi−1 = IV 2 then

004 Yi ← Sample-fIV 2(Mi || Yi−1)

005 Yk ← Sample-fIV 2(Yk−1 ||Mk || IV 2)

006 ret Yk

A right query Rf (X):

100 ret Sample-f(X)

A right query RIV 2(X):

400 ret Sample-fIV 2(X)

Subroutine Sample-f(X):

200 if f[X] = ⊥ then f[X]
$← {0, 1}n

201 if f[X] = IV 2 then bad← true

202 ret f[X]

Subroutine Sample-fIV 2(X):

300 if fIV 2[X] = ⊥ then fIV 2[X]
$← {0, 1}n

301 ret fIV 2[X]

Figure 2.6: Games utilized in proof of Theorem 2.4.1.
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that Yi−1 = IV 1 6= IV 2, and thus the conditional will not evaluate to true. For

i > 1 we have that Yi−1 is equal to the output of Sample-f, so if Yi−1 = IV 2 then

necessarily bad must be set to true. We therefore have that

Pr
[
BG1 ⇒ 1

]
− Pr

[
BG2 ⇒ 1

]
≤ Pr

[
BG2 sets bad

]
.

The right hand side of this equation can be upper bound as follows. The total

number of times that line 201 in G2 can be executed is lqL + qR where qR is the

number of queries made by B to Rf . Each time a (potentially) different random

value f[X] is chosen and will equal the constant IV 2 with probability 1/2n. Thus

we have that Pr
[
BG2 sets bad

]
≤ (lqL + qR)/2n and so we have justified (2.4).

Finally Equation (2.5) is by construction of SA and B.

2.4.3 EMD is PRF-Pr

We utilize the key-via-IV strategy to create a keyed version of our transform

EMDe
K1,K2

(M) = e◦(K1, K2,M) (for some PRF e). The resulting scheme is very

similar to NMAC, which we know to be PRF-Pr [2]. Because our transform allows

direct adversarial control over a portion of the input to the envelope function, we

can not directly utilize the proof of NMAC (which assumes instead that these bits

are fixed constants). However, the majority of the proof of NMAC is captured

by two lemmas, The first (Lemma 3.1 [2]) shows (informally) that the keyed MD

iteration is unlikely to have outputs that collide. The second lemma (Lemma

3.2 [2]) shows that composing the keyed MD iteration with a separately keyed

PRF yields a PRF. We omit the details.

Theorem 2.4.2. [EMD is PRF-Pr] Fix n, d and let e: {0, 1}d+n → {0, 1}n be

a function family keyed via the low n bits of its input. Let A be a prf-adversary

against keyed EMD using q queries of length at most m blocks and running in

time t. Then there exists prf-adversaries A1 and A2 against e such that

Advprf
EMDeK1,K2

(A) ≤ Advprf
e (A1) +

(
q

2

)[
2m ·Advprf

e (A2) +
1

2n

]
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where A1 utilizes q queries and runs in time at most t and A2 utilizes at most two

oracle queries and runs in time O(mTe) where Te is the time for one computation

of e.
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Chapter 3

The Dedicated-Key Setting

In the last chapter, we considered hash function design that starts by spec-

ifying a compression function c: {0, 1}d+n → {0, 1}n, where d is the length of a

data block and n is the length of the chaining variable. Then one specifies a do-

main extension transform H that utilizes c as a black box to implement the hash

function Hc: M→ {0, 1}n associated to c, whereM is some large message space.

Most in-use hash functions, for example the MD-x [70] family and SHA-1 [62],

were constructed using this approach.

There also exists a second setting for hash function design and analysis, in

which compression functions and hash functions both have a dedicated key input. A

dedicated-key compression function has signature c: {0, 1}k×{0, 1}d+n → {0, 1}n.

A transform H now uses c(·, ·) as a black-box to implement a family of hash

functions Hc: K × M → {0, 1}n indexed by a key space K. We call this the

dedicated-key setting. Note that although we use the term “key”, this does not

mean that a key K ∈ K is necessarily private. Indeed, hash functions often need

to be publically computable (e.g., for verifying digital signatures) and so in these

settings every party must have access to the key.

This chapter. Due to recent collision-finding attacks against in-use hash func-

tions such as MD5 and SHA-1 [87, 88], new hash functions are going to be designed

and standardized. A crucial choice for designers will be whether one should build

hash functions in the first setting (continuing in the current tradition of in-use hash

31
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functions) or in the dedicated-key setting. We present a discussion of the relative

merits of the dedicated-key setting, but also its most significant drawbacks.

If one chooses to work in the dedicated-key setting, the natural next ques-

tion is how to best build hash functions in it. Because hash functions are currently

used in a wide variety of applications with disjoint security requirements, we sug-

gest building hash functions using multi-property-preserving (MPP) transforms,

introduced for the non-dedicated-key setting in [7]. An MPP transform H simul-

taneously preserves numerous properties of interest: if the compression function c

has security property P, then Hc has P also. We investigate nine transforms, two

of which are novel, determining if they successfully preserve each property P of

interest.

We now briefly summarize our results in more detail.

The dedicated-key setting. In Section 3.2, we present relative merits of the

dedicated key setting compared to the more traditional setting. On the positive

side, we highlight some practical and concrete benefits of the dedicated key setting

in addition to the more widely acknowledged theoretical benefits. The dedicated

key setting enables hash function heterogeneity (allowing users to specify inde-

pendent instances of the hash function) and also improves security guarantees

(particularly for message authentication, a wide-spread application of hash func-

tions). On the other hand, a significant downside of dedicated keys is a decrease

in efficiency.

Dedicated-key transforms. In Section 3.4 we provide an MPP-orientated

treatment of transforms in the dedicated-key setting, analyzing seven previously

proposed Merkle-Damg̊ard-like transforms: plain Merkle-Damg̊ard (MD) [29, 58],

strengthened MD (sMD) [29], prefix-free MD (Pre) [56], Shoup’s transform (Sh) [81],

the strengthened Nested Iteration transform (sNI) [1], the Nested Iteration trans-

form (NI) [56], and the Chain-Shift transform (CS) [56]. Figure 3.1 summarizes

our results for the existing seven transforms. For each transform we determine if it

is collision-resistance preserving (CR-Pr), message authentication code preserving

(MAC-Pr), pseudorandom function preserving (PRF-Pr), and pseudorandom oracle

preserving (PRO-Pr). Each property is important for a widely-used application of
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hash functions; see Section 3.4 for a more detailed discussion. A “Yes” in the P-Pr

column for transform T means that, if a compression function c has property P,

then Tc provably has property P. A “No” means that there exists a compression

function c with property P, but for which Tc does not have P. Only one of the

seven transforms preserves the first four properties (though requiring two keys to

do so), and so we suggest a new MPP transform, called Strengthened Chain-Shift,

which is efficient and requires just one key.

We also investigate the property of being a universal one-way hash func-

tion [60], which we’ll call target-collision resistance (following [12]). Preserving

this property is potentially of less practical interest, due to the need for more

key material; see the discussion in Section 3.4. That said, none of the transforms

thus far preserve it along with the other four properties, and so we suggest a new

transform, Enveloped Shoup, which preserves all five properties.

3.1 Security Notions

Notation. We denote pairwise concatenation by || , e.g. M ||M ′, and write

M1 · · ·Mk to mean M1 ||M2 || · · · ||Mk. The ith bit of a string M is M [i] and

so M = M [1] || · · · ||M [|M |]. For brevity, we define the following semantics for

the notation M1 · · ·Mk
d←M where M is a string of bits: 1) define k = d|M |/de

and 2) if |M | mod d = 0 then parse M into M1, M2, . . ., Mk where |Mi| = d for

1 ≤ i ≤ k, otherwise parse M into M1, M2, . . ., Mk−1, Mk where |Mi| = d for

1 ≤ i ≤ k − 1 and |Mk| = |M | mod d. For any finite set S we write s
$← S to

signify uniformly choosing a value s ∈ S. We write s
$← A(x1, x2, . . .) to mean

assign to s the result of running A with fresh random coins on inputs x1, x2, . . .. A

random oracle is an algorithm RFDom,Rng that, on input X ∈ Dom, returns a value

Y
$← Rng . Repeat queries are, however, answered consistently. We sometimes

write RFd,r when Dom = {0, 1}d and Rng = {0, 1}r.

Security notions. We recall the security definitions needed in the rest of this

chapter. Let C: K×Dom → Rng be a function with non-empty key space K and

define CK(·) = C(K, ·). Then we define the following security experiments:
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• tcr: ε = Pr

[
(X,S)

$← A1, K
$← K, X ′ $← A2(S,K) :

X 6= X ′∧
CK(X) = CK(X ′)

]
• cr: ε = Pr

[
K

$← K, (X,X ′) $← A(K) : X 6= X ′ ∧ CK(X) = CK(X ′)
]

• mac: ε = Pr
[
K

$← K, (X,T )
$← ACK(·) : CK(X) = T ∧X not queried

]
• prf: ε = Pr

[
K

$← K : ACK(·) ⇒ 1
]
− Pr

[
ρ

$← Func(Dom,Rng) : Aρ(·) ⇒ 1
]

where the probabilities are over the specified random choices and the coins used

by A. The set Func(Dom,Rng) includes all functions ρ: Dom→Rng . In the tcr

game A = (A1,A2) is a pair of algorithms. Now letting C be an algorithm given

oracle access to an ideal compression function f = RFn+d,n we define the last

security experiment:

• pro: ε = Pr
[
K

$← K : AC
c
K(·),c(·)(K)⇒ 1

]
−Pr

[
K

$← K : AF(·),SF (K,·)(K)⇒ 1
]

where the probabilities are over the specified random choices, the coins used by A
and S, and the coins used by F = RFDom,Rng and f = RFn+d,n. The simulator S
maintains state across queries and has oracle access to F . For more details on the

pseudorandom oracle definition see [7, 28, 55].

We say that C is (t, L, ε)-xxx for xxx ∈ {tcr, cr} if any adversary A running

in time at most t and outputing messages of length less than or equal to L bits has

ε probability of success in the xxx game. Similarly we say that C is a (t, q, L, ε)-xxx

for xxx ∈ {mac, prf} if any adversary A running in time at most t and making at

most q queries each of which has length at most L has at most ε probability of

success in the xxx game. Lastly we say that C is a (tA, tS , q1, q2, L, ε)-pro if for

any adversary A running in time at most tA and asking at most q1 (q2) queries to

its first (second) oracle with maximal query length L bits, there exists a simulator

S running in time tS such that A’s probability of success in the pro game is at

most ε.

3.2 Hash Functions in the Dedicated Key Setting

Hash function heterogeneity. The first major benefit of dedicated-key hash

functions is the enablement of hash function heterogeneity, in which we can utilize
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numerous different hash function instances. To understand why this is useful

for security, we discuss (as an example) an important application of publically-

computable, collision-resistant hash functions: digital signature schemes. Recall

that in such a scheme each party i picks a public key pki and publishes it. To

verify a message, one hashes it and then applies some verification algorithm that

utilizes pki. In current practice, all users utilize a single hash function Hh, for

example SHA-1. Now that Wang, Yin, and Yu discovered a collision-outputting

algorithmA against Hh = SHA-1 [87], simply runningA a single time compromises

the security of every user’s digital signature scheme.

If we instead utilize a dedicated-key hash function Hh: K ×M → {0, 1}n

within our scheme, then each user i can pick a key Ki ∈ K and publish it as

part of their public key. In this way each user has his or her own hash function

instance, exemplifying hash function heterogeneity. Now, attackers are faced with a

significantly more difficult task, from a practical perspective. If they can construct

a categorical attack algorithm A (i.e., one that works equally well on any key), and

if A executes in w operations, then to attack a single user i requires (as before) w

work. But attacking two users requires 2w work, and in general attacking a group

of p users requires pw work. If w ≈ 269, as is the case for Wang, Yin, and Yu’s

SHA-1 attack [87], then even doubling the amount of work is a significant hurdle

to mounting attacks in practice. The situation is even worse for the attackers if

their attack algorithm is key-specific (i.e., it only works well on a particular key),

because then they might have to adapt their attack to each user’s key, which could

require more cryptanalytic effort. In either case, hash function heterogeneity is a

significant benefit of the dedicated-key setting, particularly when attacks are found

that are just on the cusp of practicality.

Improved security guarantees. An important and wide-spread application

of hash functions is for message authentication code (MAC) schemes, where we

require hash functions to be unforgeable. To utilize a traditional hash function

Hh: M → {0, 1}n as a MAC scheme, Hh must be keyed, which means some of

the input is set aside (a posteriori) for key bits. The canonical construct in this

domain is HMAC [2, 5], which is widely standardized and used. (NIST FIPS 198,
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ANSI X9.71, IETF RFC 2104, SSL, SSH, IPSEC, TLS, IEEE 802.11i, and IEEE

802.16e are only some instances.) Note that in these applications keys are secret

and never revealed publically.

In the traditional setting, the unforgeability of MACs built from hash func-

tions requires the compression function to be a pseudorandom function (PRF) when

keyed appropriately and the transform to be PRF-Pr (e.g., prefix-free MD [6],

EMD [7], and NMAC [2, 5], etc.). However, unforgeability is a weaker security

goal than being a PRF: any PRF is a good MAC but not vice versa. The reason

we have to rely on PRFs for message authentication is that building transforms

that preserve the unforgeability of a compression function h: {0, 1}n+d → {0, 1}n

is inherently difficult and, in fact, no unforgeability preserving (which we’ll call

MAC-Pr) transforms are known in this setting.

On the other hand, if we work in the dedicated-key setting, then there

are straightforward MAC-Pr transforms [1, 56, 57]. This allows us to utilize hash

functions as MACs under just the assumption that h: {0, 1}k×{0, 1}n+d → {0, 1}n

is a good MAC, which provides a better security guarantee. To see why, note that

an attack showing that h is not a PRF does not immediately imply that h can be

forged against and therefore we can still have a guarantee that Hh is a secure MAC

— but this is only true in the dedicated-key setting. In the prior setting we would

lose all security guarantees.

Keying and collision-resistance. Hash functions with dedicated key inputs

are an easy solution for the foundations-of-hashing dilemma [74], which is a prob-

lem of theoretical interest. The dilemma refers to the fact that h: {0, 1}n+d →
{0, 1}n can not be collision-resistant: by the pigeonhole principle there are two

strings X,X ′ both of length n+1 bits such that h(X) = h(X ′). Thus there always

exists an efficient collision-outputing algorithm A, namely the one that outputs

(X,X ′). However, as Rogaway discusses at length in [74], rigorous provable secu-

rity for keyless hash functions is still meaningful, since we can give explicit reduc-

tions (though at the cost of slightly more complex theorem statements). So while

the dedicated-key setting enables formally meaningful collision-resistance and thus

simpler theoretical treatments of CR hashing, the practical impact of this benefit
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is small.

Efficiency. A significant downside of dedicated keys is efficiency loss. For every

message block hashed using a dedicated-key compression function h: {0, 1}k ×
{0, 1}n+d → {0, 1}n, a total of k + n+ d bits must be processed. Compare this to

the situation of current popular hash functions, which only have to process n + d

bits per block. The efficiency of the hash function therefore goes down by about

k
n+d

, which could be an issue in settings where speed is paramount (e.g., message

authentication of network traffic).

Backwards-compatibility. In many settings it will be desirable to utilize a

hash function that does not reveal a dedicated-key input. This will be particularly

true for backwards-compatibility with existing applications that utilize a standard

hash function H: {0, 1}∗ → {0, 1}n. We point out that it is easy to allow such

compatibility when starting with a dedicated-key hash function H ′: K×{0, 1}∗ →
{0, 1}n. Simply fix an honestly generated and publically-known key K (chosen,

for example, by some trusted entity), and define the unkeyed hash function as

H(M) = H ′(K,M).

Adversarially-chosen keys. A dedicated-key hash function’s security guaran-

tees only hold in situations where the key is generated honestly. This is typically

not a concern because most current cryptographically-sanctified applications of

hash functions (e.g., digital signature schemes, message authentication codes, key

derivation, and standard uses of random oracles) only require security for honestly

generated keys. Still, given the wide-spread use of hash functions in non-standard

settings, one should be aware of the potential for abuse in applications that require

security even in the face of adversarially-chosen keys. A simple solution for such

settings would be to require a fixed, honestly-generated key as mentioned above.

3.3 Dedicated Key Transforms

Let c: {0, 1}k×{0, 1}n+d → {0, 1}n be a dedicated-key compression function

with d ≥ n ≥ 64. We now describe the various transforms treated in this paper. A

transform H describes how to utilize c (as a black box) in order to generate a hash
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function Hc: K×M→ {0, 1}n. A transform is defined in two separate steps. We

first specify an injective padding function that maps from {0, 1}∗ or {0, 1}≤264
to

either D+ = ∪i≥1{0, 1}id or D◦ = ∪i≥1{0, 1}id+d−n. Then we specify an iteration

function which describes how to hash strings in either D+ or D◦. We define the

following padding functions:

• pad: {0, 1}∗ → D+ is defined by pad(M) = M || 10r

• pad64: D → D+ is defined by pad64(M) = M || 10r || 〈|M |〉64

• padPF: {0, 1}∗ → D+ is a prefix-free padding function: for any M,M ′ ∈ {0, 1}∗

where |M | < |M ′| we have that padPF(M) is not a prefix of padPF(M ′). For

the rest of the paper we fix the following concrete realization of a prefix-free

encoding. Pad the message with 10r for minimal value r such that the resulting

string has length a multiple of d− 1 bits. Parse the resulting string into blocks

of d − 1 bits, add a zero to each block except the final block, which has a one

added to it, and output the result.

• padCS: {0, 1}∗ → D◦ is defined by padCS(M) = M || 10r

• padCSs: D → D◦ is defined by padCSs(M) = M || 10r || 〈|M |〉64 || 0p

where for pad, pad64, and padCS the value r is the minimal number of zeros so that

the returned string is in the range of the padding function. For padCSs we define

r and p in two potential ways. If d ≥ n + 64 (there is room for the strengthening

in the envelope), then p = 0. If d < n + 64 (there is not enough room for the

strengthening in the envelope), then p = d − n. Then r is the number of zeros

needed to make the returned string in D◦. Note that we restrict our attention to

padding functions g such that for any messages M,M ′ for which |M | = |M ′| we

have that |g(M)| = |g(M ′)|.
The iteration functions we consider are specified in Figure 3.1, and we use

them to now define the seven previously proposed and two new transforms.

Plain, Strengthened, and Prefix-free MD. The Merkle-Damg̊ard (MD) it-

eration f+: {0, 1}k × D+ → {0, 1}n repeatedly applies c. We define the

following transforms using the MD iteration.
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Algorithm f+(K,M):

M1 · · ·Mm
d←M ; Y0 ← IV

for i = 1 to m do
Yi ← cK(Yi−1 ||Mi)

ret Ym

d

M1

c
IV

M2

c
· · ·

n

c

K K K

Mm

Ym
n

Algorithm fSh((K, {Ki}κ1),M):

M1 · · ·Mm
d←M ; Y0 ← IV

for i = 1 to m do
Yi ← cK(Yi−1 ⊕Kν(i) ||Mi)

ret Ym

d

M1

c
IV

M2

c
· · ·

n

c

K1K0 K0
K K K

Mm

Ym

Kν(m)

Algorithm fNI((K1, K2),M):

M1 · · ·Mm
d←M

Ym−1 ← f+(K1,M1 · · ·Mm−1)
ret Ym ← cK2(Ym−1 ||Mm)

d

M1

n

c
IV

K1

M2

n

c

K1

· · ·
n

Yk
c

K2

Mm

Algorithm fCS(K,M):

M1 · · ·Mm
d←M

Ym−1 ← f+(K,M1 · · ·Mm−1)
ret cK(IV 2 || Ym−1 ||Mm)

d

M1

f

n

K

IV 1 · · ·
f

Mk−1

n

f
Yk

Mk

K

K

n

d− n

IV 2

Algorithm fESh((K, {Ki}µ1),M):

M1 · · ·Mm
d←M ; Y0 ← IV 1

M ′ ←M1 · · ·Mm−1

Ym−1 ← fSh((K, {Ki}t−1
1 ),M ′)

IV ′2 ← IV 2⊕K0; Y ′m−1 ← Ym−1⊕Kµ

ret cK(IV ′2 || Y ′m−1 ||Mm)

d

M1

f

K

· · ·
f

K

Mm−1
Mm

f

K0 K1 Kν(m−1) K

IV 2

K0

d− n

n
Ym

IV 1

Kµ

Figure 3.1: The algorithms and diagrams detailing the iteration functions we
consider. Transforms are the composition of an iteration function and a padding
function.

Plain MD [29, 58]: MD[c] = f+(k, pad(m))
Strengthened MD [29]: sMD[c] = f+(k, pad64(m))
Prefix-free MD [56]: Pre[c] = f+(k, padPF(m))

The placeholders k and m designate how to handle the key and message

inputs.

Shoup. The Shoup iteration fSh: ({0, 1}k×{0, 1}κn)×D+ → {0, 1}n utilizes κ =

dlog2(σ)e key masks where σ the maximal number of iterations of c allowed.

Also we define ν(i) to be the largest value x such that 2x divides i. The key
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masks {Ki}κ1 ∈ {0, 1}κn are κ n-bit keys that are used to ‘mask’ chaining

variable values with secret key material. We define the Shoup transform as

follows.

Shoup [81]: Sh[c] = fSh(k, pad64(m))

(Strengthened) Nested Iteration. The nested iteration fNI: ({0, 1}k×{0, 1}k)
×D+ → {0, 1}n just envelopes an f+ iteration with an application of c using

a second key. We define the following two transforms.

Strengthened Nested Iteration [1]: sNI[c] = fNI(k, pad64(m))
Nested Iteration [56]: NI[c] = fNI(k, pad(m))

Chain Shift. The chain shift iteration fCS: {0, 1}k × D◦ → {0, 1}n, envelopes

an internal f+ iteration with an application of c(IV 2 || ·). We require that

IV 2 6= IV 1. Then we have the following transform.

Chain Shift [56]: CS[c] = fCS(k, padCS(m))

New transforms. Now we define two new transforms.

Strengthened Chain Shift: CS[c] = fCS(k, padCSs(m))
Enveloped Shoup: ESh[c] = fESh(k, padCSs(m))

The strengthened Chain Shift transform adds strengthening to the CS trans-

form. The Enveloped Shoup transform applies an internal Shoup iteration

and then envelopes the result. It requires µ = dlog2 σe + 1 n-bit key masks

where σ is the maximum number of internal iterations of c allowed. Note

that the key mask schedule has K0 used for both IV 1 and IV 2. This serves

to preserve the uniqueness of the two initialization vectors across the xor

operations, which we leverage in the proof that ESh is PRO-Pr. Additionally,

the key mask Kµ is only used for the chaining variable fed into the enve-

lope, which means that Kµ − 1 masks are available for the internal Shoup

iteration. The distinct key mask for the envelope is important for ensuring

(target) collision resistance preservation in the case that d < n+ 64 (in this

case the strengthening does not fit in the envelope and so must be placed in

the second to last compression function application).
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For a fixed compression function c each transform defines a hash function, e.g.

MDc = MD[c] is the hash function with signature MDc: {0, 1}k×{0, 1}∗ → {0, 1}n

defined by MDc(K,M) = f+(K, pad(M)).

For each padding function g (and therefore each transform) we define an

efficiency function τg: N→ N defined as τg(L) = d|g(M)|/de for any M ∈ {0, 1}L.

For brevity we will often just write τ(L) where the padding function of interest is

clear from context. Note that efficiency functions are called application functions

in [56]. Figure 3.1 lists the the efficiency functions of the nine transforms.

3.4 Security Analysis of the Transforms

In this section we give a concrete security treatment of the nine transforms

in terms of the five different security goals identified in the introduction. We

investigate each transform for each of the five properties. For each transform,

property pair we seek either a counter-example (a compression function for which

the transform constructs a hash function without the property in question) or a

proof that the property is preserved by the transform. Some results are already

established by prior work, see Figure 3.1 for citations. The next few sections

contain detailed analyses to establish the new results. First, we discuss each of the

properties and motivate their importance and then give a brief summary of the

results and their implications.

MPP transforms. As observed in [7], current hash function usage spans a wide

range of applications, many with disjoint security requirements. For example, hash

functions are currently simultaneously utilized for being CR and for instantiating

random oracles (in schemes such as RSA-OAEP [10] and RSA-PSS [11] specified

in the RSA PKCS#1 v2.1 standard [78]). Hash functions are also keyed and

used as message authentication codes (MACs) and pseudrandom functions (PRFs).

(For example, HMAC [5], a popular hash-function based construction, is used for

message authentication in SSH, IPsec [53], and TLS [33] and for key derivation,

where it must be a PRF, in TLS [33] and IKE [48].) Hash function design should

reflect such usage, and for transforms this means being multi-property-preserving : a
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transform should simultaneously preserve many properties of interest. This enables

building a single hash function that can be used for a variety of applications,

easing the burden of implementation and standardization. To be useful for all

the applications listed above, we therefore ask that our transforms be collision-

resistance preserving (CR-Pr), MAC preserving (MAC-Pr), PRF preserving (PRF-

Pr), and pseudorandom-oracle preserving (PRO-Pr).

Besides these four properties, one can also ask for a fifth, namely target

collision resistance (TCR). This has applications in the setting of some digital

signature schemes, for a discussion see [12]. Unfortunately, the best transforms

(Sh being one) require a significant number of key bits, in fact logarithmic in the

number of blocks hashed. To make matters worse, there is strong evidence that

we’re not likely to do much better with MD-style transforms [59, 80]. Neverthe-

less we add this property to the list, and investigate which transforms are target

collision-resistance preserving (TCR-Pr) in Section 3.4.5.

Summary of results and discussion. The summary of our analysis is given in

Figure 3.1. It shows that only the strengthened Nested Iteration (sNI) transform

simultaneously preserves CR, MAC, PRF, and PRO. However it requires two keys,

and one can do better with the (new) strengthened Chain Shift (sCS) transform.

This last just adds strengthening to CS. If TCR is added to the list, then none of

the transforms, including sCS, preserve all five properties. Hence the Enveloped

Shoup transform which accomplishes just that. Note that the two new transforms

only differ in the masks; in particular ESh with all the masks set to zero bits is

exactly sCS.

3.4.1 Collision Resistance Preservation

Collision-resistance preservation is typically achieved via strengthening: ap-

pending the length of a message to it before processing. Not surprisingly, trans-

forms that omit strengthening are not CR-Pr: we show this for Pre, NI, and CS.

On the other hand, those that include strengthening are CR-Pr, as we show for

sNI, sCS, and ESh.
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Theorem 3.4.1. [Negative results: Pre, NI, CS] If there exists a function

c: {0, 1}k×{0, 1}n+d → {0, 1}n−1 that is (t, n+d, ε)-cr, then there exists a function

g: {0, 1}k × {0, 1}n+d → {0, 1}n that is (t − c1, n + d, ε)-cr but Pre[g],NI[g],CS[g]

are at most (c2, 3d− 3, 1)-cr where c1, c2 are small constants. �

Proof. We lift the counter-example from [7] to the dedicated-key setting. Without

loss of generality let IV = 0n. Let c: {0, 1}k×{0, 1}n+d → {0, 1}n−1 be (t, n+d, ε)-

cr. Then we construct a function g: {0, 1}k × {0, 1}n+d → {0, 1}n defined by

g(K,M) =

{
0n if M = 0n || 0d

c(K,M) || 1 otherwise
.

Then we can see that g is (t−c1, n+d, ε)-cr via a standard argument. Now we give

adversaries attacking the hash functions constructed via Preg, NIg, and CSg. For

Preg simply output 0d−1 || 0d−1 and 0d−1 || 0d−1 || 0d−1. For NIg and CSg have the

adversary output 0d and 0d || 0d. These pairs of messages directly lead to collisions

under the respective hash functions built using g.

Theorem 3.4.2. [Positive results: sNI, sCS, ESh] Let c: {0, 1}k × {0, 1}n+d →
{0, 1}n be a (t, n+ d, ε)-cr function. Then T[c] is (t′, L, ε′)-cr where for

(1) T = sNI we have t′ = t− c1Tcτ(L) and ε′ = 2ε

(2) T ∈ {sCS,ESh} we have t′ = t− c2Tcτ(L) and ε′ = ε

where c1, c2 are small constants and Tc is the time to compute c. �

Proof. For part (1), let A be an (t′, L, ε′)-cr adversary against sNIc. Let B1 and B2

be the two cr adversaries against c defined in Figure 3.2.

Adversary B1 succeeds in the case that A finds a collision against an internal

application of c, whereas B2 succeeds in the case that A will find a collision against

the enveloping function. First we prove that for both adversaries δ is well-defined

whenever M 6= M ′ but the messages collide under sNIc. If |M | 6= |M ′| then because

pad64 includes strengthening we have trivially that δ = 0. Otherwise |M | = |M ′|
and so there must exist some block Pi 6= P ′i for an i ∈ [1 ..m]. (If not, then M = M ′

and this violates our assumption.) Thus δ is well defined. Now we note that since δ

is the minimal value and M and M ′ collide, we have that necessarily Ym−δ = Y ′m′−δ

and so the messages returned by either adversary must form a collision against c.
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adversary B1(K):

K2
$← {0, 1}k; (M,M ′) $← A(K,K2)

P1 . . . Pm
d← pad64(M); P ′1 . . . P

′
m′

d← pad64(M ′)

Y0 ← Y ′0 ← IV

For i ∈ [1 ..m− 1] do Yi ← cK(Yi−1 || Pi)
For i ∈ [1 ..m′ − 1] do Y ′i ← cK(Y ′i−1 || P ′i )
Let δ be smallest value s.t. Ym−δ−1 || Pm−δ 6= Y ′m′−δ−1 || P ′m′−δ
If δ = 0 then ret ⊥
ret (Ym−δ−1 || Pm−δ, Y ′m′−δ−1 || P ′m′−δ)

adversary B2(K):

K1
$← {0, 1}k; (M,M ′) $← A(K1,K)

P1 . . . Pm
d← pad64(M); P ′1 . . . P

′
m′

d← pad64(M ′)

Y0 ← Y ′0 ← IV

For i ∈ [1 ..m− 1] do Yi ← cK(Yi−1 || Pi)
For i ∈ [1 ..m′ − 1] do Y ′i ← cK(Y ′i−1 || P ′i )
Let δ be smallest value s.t. Ym−δ−1 || Pm−δ 6= Y ′m′−δ−1 || P ′m′−δ
If δ 6= 0 then ret ⊥
ret (Ym−1 || Pm, Y ′m′−1 || P ′m′)

adversary B(K):

{Ki}µ1
$← ({0, 1}n)µ; (M,M ′) $← A(K, {Ki}µ1 )

P1 . . . Pm
d← padCSs(M); P ′1 . . . P

′
m′

d← padCSs(M ′)

Y0 ← Y ′0 ← IV 1

For i ∈ [1 ..m− 1] do Yi ← cK(Yi−1 ⊕Kν(i), Pi)

For i ∈ [1 ..m′ − 1] do Y ′i ← cK(Y ′i−1 ⊕Kν(i), P
′
i )

Let δ be smallest value s.t. (Ym−δ−1 ⊕Kν(m−δ)) || Pm−δ 6= (Y ′m′−δ−1 ⊕Kν(m′−δ)) || P ′m′−δ
If δ = 0 then ret ((IV 2 ⊕K0) || (Ym−1 ⊕Kµ) || Pm , (IV 2 ⊕K0) || (Y ′m′−1 ⊕Kµ) || P ′m′)
ret ((Ym−δ−1 ⊕Kν(m−δ)) || Pm−δ , (Y ′m′−δ−1 ⊕Kν(m′−δ)) || P ′m′−δ)

Figure 3.2: Adversaries used in the proof of Theorem 3.4.2.
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Let CollA be the event that A succeeds in the cr game and similarly define

CollB1 and CollB2 . Then

Pr [ CollA ] = Pr [ CollA ∧ δ = 0 ] + Pr [ CollA ∧ δ 6= 0 ]

= Pr [ CollB1 ] + Pr [ CollB2 ] . (3.1)

Note that both B1 and B2 run in time t′ + cTcl where l = max{m,m′} and c is

a small constant. Letting ε = maxB{Advcr
c (B)} for all adversaries B running in

time at most t′ + cTcl. Then by equation (3.1) we have that ε = ε′/2. Part (1) of

the theorem follows.

The proof of part (2) is similar. Let A be a (t′, L, ε′)-cr adversary against

EShc and we define an adversary B as shown in Figure 3.2.

We now show that δ is well-defined and the message B returns as a result of

δ is always a collision against c if A successfully found a collision against EShc. If

|M | 6= |M ′| and d ≥ n+64, then padCSs ensures that δ = 0 and since A’s messages

collide the output of the envelope for these two messages is equal. If |M | 6= |M ′|
and d < n+ 64, then padCSs ensures that Pm = P ′m′ = 0d−n. Now if Ym−1 6= Y ′m′−1

then we are done with δ = 0 because this implies also that Ym−1⊕Kµ 6= Y ′m′−1⊕Kµ

and the output of the envelope for both messages is equal. Otherwise, if Ym−1 =

Y ′m′−1 then δ = 1, since the strengthening ensures that Pm−1 6= P ′m′−1 and so

cK(Ym−2 ⊕ Kν(m−1) || Pm−1) = Ym−1 = Y ′m′−1 = cK(Y ′m′−2 ⊕ Kν(m′−1) || P ′m′−1),

yielding a collision against c.

If |M | = |M ′|, then there must exist a δ such that Pm−δ 6= P ′m′−δ, since

otherwise M = M ′. Because it is the least such value and M,M ′ collide, we

have that Ym−δ = Y ′m′−δ which guarantees a collision on c. Thus we have that

Advcr
c (B) = ε = ε′.

Adversary B can be modified easily for a reduction to sCS: just set all key

masks to zero bits and do not give them to A as input. The argument above holds

in this case as well. Adversary B runs in time t = t′ + cTcl where l is the number

of blocks of the longer message output by A and c is a small constant.
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3.4.2 MAC (Unforgeability) Preservation

We show that MD, sMD, and Sh do not preserve unforgeability. Recall

that in this setting, the key material (including the key masks of Sh) is secret and

therefore unknown to the adversary. While it may not be surprising that MD and

sMD are not MAC-Pr, one might be tempted to think that the large amount of secret

key material used in Sh could assist in preserving unforgeability. Unfortunately

this is not the case. On the positive side, we have that ESh is MAC-Pr.

Theorem 3.4.3. [Negative results: MD, sMD, Sh] If there exists a function

c: {0, 1}k × {0, 1}n+d → {0, 1}n−1 that is a (t, q, n+ d, ε)-mac, then there exists a

function g: {0, 1}k × {0, 1}n+d → {0, 1}n that is a (t− c1q, q, n+ d, ε)-mac but

(1) MD[g], sMD[g] are at most (c2, n− 1, 3d, 1/2)-mac

(2) Sh[g] is at most a (c3, 2(n− 1), 3d, 1/4)-mac

where c1, c2, and c3 are small constants. �

The theorem gives that MD, sMD, and Sh are not MAC-Pr: there exists

a compression function g that is a good MAC but for which there exists efficient

adversaries that can forge against MDg, sMDg, and Shg with high probability.

Our proof shows this by constructing a special compression function that “leaks”

information about the chaining variable input. While unimportant for the un-

forgeability of g itself, functions built using g and one of the above transforms

are susceptible to “length reduction attacks”: the MACs of longer messages give

enough information to determine the MAC of a shorter message.

Proof. Let s = dlog2 ne. We start by defining a compression function g in terms

of c:

gK(Y ||M) =

{
cK(Y ||M) || Y [i] if M = 〈i〉s || 0d−s for i ∈ [1 .. n− 1]

cK(Y ||M) || Y [n] otherwise
(3.2)

The function g outputs a string that “leaks” information about the input Y . We

show that this does not compromise the unforgeability of the compression function:

as long as c is unforgeable, so too is g. Intuitively this is because an adversary

against g already knows the value Y , so “leaking” it gives no information to the

adversary. Formally, let A be an (t′, q, n + d, ε) mac-adversary that attacks the
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unforgeability of g. Then we build an adversary B that attacks c: B runs A, using

its oracle to simulate g as per (3.2). When A outputs a pair (M,T ), B outputs

(M,T |n−1) (i.e., the tag with last bit dropped). By (3.2), if (M,T ) is a valid

forgery for g then (M,T |n−1) must be a valid forgery against c. Adversary B runs

in time t′ + c1q for a small constant c1.

Now we prove part (2) of the theorem statement (part (1) will be an

easy corollary). Particularly, we build a (c2, 2(n − 1), 3d, 1/4) mac-adversary A
against Shg. For notational ease let HK,{Ki}κ1 (·) = Shg((K, {Ki}κ1), · ). Figure 3.3

details A. It first chooses a one-block message M that it will forge against. On

lines 01–03 it queries its oracle (implementing Shg) n − 1 times to gather in-

formation about an intermediate value in the calculation of a specially crafted

message M || 10d−64−1 || 〈d〉64 || 〈i〉p || 0d−s. The first two blocks of the message

are exactly the string pad64(M). The last block is used to specify which bit

of the chaining variable should be “leaked”. From this A learns the bit string

HK,{Ki}κ1 (M)|n−1 ⊕ K0|n−1 ⊕ K2[n]n−1 of length n − 1. Figure 3.3 (bottom left)

depicts the structure of the responses to these queries.

To be able to strip off the (secret) value K0, the adversary A performs a

second set of n− 1 queries to its oracle on the messages 〈i〉s || 0d−s (lines 04–06).

The responses allow it to learn the bit string IV |n−1⊕K0|n−1⊕K1[n]n−1 again of

length n − 1 bits. The bottom right diagram in Figure 3.3 depicts the structure

of the responses. Now the adversary chooses a bit a uniformly, which is its guess

of the value K1[n] ⊕ K2[n]. This allows A to construct (with probability 1/2)

the bit string HK,{Ki}κ1 (M)|n−1, performed by lines 08–09. It also chooses a bit b

uniformly to guess the last bit of a HK,{Ki}κ1 (M) and outputs the resulting forgery.

The equivalences shown in Figure 3.3 on the right summarize the values used by A.

With probability 1/2 we have that a = K1[n]⊕K2[n] and with probability

1/2 the choice of b will be correct. ThusA wins with probability 1/4. We see thatA
makes 2(n−1) queries, each of length no longer than 3d blocks and requires a small

constant amount of time proportional to n. Part (2) of the theorem statement

follows.

For part (1), we must show similar results for MDg and sMDg. We can
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adversary AO( · ):

00 M ← 0d

01 for i← 1 to n− 1 do

02 Y ← O(M || 10d−64−1 || 〈d〉64 || 〈i〉s || 0d−s)
03 Let yi be the last bit of Y

04 for i← 1 to n− 1 do

05 Z ← O(〈i〉s || 0d−s)
06 Let zi be the last bit of Z

07 a, b
$← {0, 1}

08 for i← 1 to n− 1 do

09 ti ← yi ⊕ zi ⊕ IV [i]⊕ a
10 ret (M, ti || · · · || tn−1 || b)

d

IV

K1K0

K K K
K0

K
K2

M

n

g g g g

〈i〉s || 0d−s 10d−64−1 || 〈3d〉10d−64−1||〈d〉64

d

IV

K1K0

K K

n

g g

10d−64−1 || 〈d〉〈i〉s || 0d−s

For i ∈ [1 .. n− 1]:

yi = HK,{Ki}κ1 (M)⊕K0[i]⊕K2[n]

zi = IV [i]⊕K0[i]⊕K1[n]

ti = HK,{Ki}t1(M)⊕K1[n]⊕K2[n]⊕ a

Figure 3.3: (Top) The adversary utilized in the proof of Theorem 3.4.3. The
oracle O implements HK,{Ki}κ1 ( · ) = Shg((K, {Ki}κ1), · ). (Middle) Diagrams
of the responses to the adversary’s queries. (Bottom) Values computed in the
course of the adversary’s attack.
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modify A from part (2) in the following way. Omit lines 04–06 and 08–09, change

line 07 to b
$← {0, 1}, and replace line 10 with ret (M, yi || · · · || yn−1 || b). These

changes are the result of the simpler transforms which do not use key masks. In

this case A makes n−1 queries of length at most 3d and wins with probability 1/2,

justifying the bounds in part (2) of the theorem statement.

Theorem 3.4.4. [Positive results: ESh] Let c: {0, 1}k ×{0, 1}n+d → {0, 1}n be

a (t, q, n+ d, ε)-mac. Then ESh[c] is a (t− c(q′ + 1)τ(L), q′, L, ε′)-mac where

q′ = (q − τ(L) + 1)/τ(L) and ε′ = (q2/2 + 3q/2 + 1)ε

for c a small constant and any {Ki}µ1 ∈ {0, 1}µn with µ = dlog2(τ(L)−1)e+ 1. �

Proof. Let {Ki}µ1 ∈ {0, 1}µn (these need not be public or distributed uniformly for

the proof). We use the general approach to proving unforgeability for MD-style

constructions due to Maurer and Sjödin [56], adapting in particular their proof

that CSc is unforgeable. Let A be a (t′, q′, L, ε′) forger against fESh. Let σ be the

total number of applications of c required to answer A’s q′ queries (necessarily

σ ≤ q′τ(L)). We build a forger B against c using A. First, B picks a forging

strategy randomly from a set of potential forging strategies FS and then it runs A,

proceeding according to the strategy. A forging strategy will specify how B is to

use A to forge against c. For all the strategies B simulates A’s EShc oracle using its

own c oracle, in the natural way. Upon A halting with output a forgery message

and tag (if B had not already stopped the simulation), B computes EShc on the

forgery message using its oracle.

We will show that the set of forging strategies we specify in a moment

is complete, which means that if A succeeds in forging then at least one of the

strategies in FS is successful at extracting a forgery against c. Adversary B’s

advantage will then simply be equal to A’s advantage divided by the size of FS.

We define the set of potential forging strategies as

FS =
{

(j, IV 1) : j ∈ [1 .. σ]
}
∪
{

(j, IV 2) : j ∈ [1 .. σ]
}
∪{

(j, i) : j ∈ [1 .. σ] ∧ 1 ≤ i < j
}
∪
{

(σ, T)}



51

A strategy (j, z) specifies that B should run A, simulating its EShc oracle as de-

scribed above. The number j tells B when to stop the simulation: right before

the jth query to its c oracle. The value z specifies a forgery value to output right

after B stops the simulation. Let N j ∈ {0, 1}n+d be the string that would have

formed B’s jth query. Let Kj be the key mask associated with the jth query by

B. Particularly, Kj = Kµ or Kj = Kν(c) where c is one more than the number of

queries used thus far to simulate A’s current query (i.e., the query causing B’s jth

query). Then there are four types of values for z in FS:

• If z = IV 1, then B returns (N j, IV 1 ⊕ Kj+1 ⊕ K0). This corresponds to B
predicting that A causes some chaining variable to equal IV 1 (after accounting

for the key masks).

• If z = IV 2 then B returns (N j, IV 2 ⊕ Kj+1 ⊕ K0). This corresponds to B
predicting that A causes some chaining variable to equal IV 2 (after accounting

for the key masks).

• If z = i for some i < j, then B returns (N j, Y i ⊕Ki+1 ⊕Kj+1) where Y i is the

response from B’s ith query. This corresponds to B predicting that A causes the

outputs of two internal chaining variables to collide (after accounting for the

key masks).

• If z = T (here T is just a flag), then B returns (Nσ, T ) where T is the forgery tag

output by A. This is referred to as the naive strategy in [56] and corresponds to

B predicting that A can correctly predict the output T of EShc on the forgery

message.

We now show that FS is complete: if the coins given to A would result in a

forgery for a given choice of K then at least one of the strategies in S is successful.

We do this via case analysis based on the four types of strategies. Assume that

strategy (σ, T) is not successful (otherwise the claim is proven). The only way this

strategy does not succeed is if there existed a previous query by B on the same

message, i.e there exists a query index i < σ such that N i = Nσ. Let i be the

earliest such query. Now we show that this implies that one of the other strategies

succeeds. We do so via case analysis regarding the query i.

First consider the case in which query i was queried while simulating the
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internal iteration of EShc (as opposed to the envelope). Then this means that the

first n bits of N i must equal IV 2 ⊕K0. If N i was queried as the first application

of c for one of A’s queries, then this would mean that the low n bits of N i are

equal to IV 1 ⊕K0 which can’t equal IV 2 ⊕K0 since IV 1 6= IV 2. Therefore, the

low n bits of N i are equal to cK(N i−1)⊕Ki. But for N i = Nσ we then have that

cK(N i−1) = IV 2 ⊕Ki ⊕K0. This implies that the (i− 1, IV 2) strategy succeeds.

The other case is that query i was made to compute the envelope of EShc for

some query by A. This means that N i is of the form (IV 2⊕K0) || (Y i−1⊕Kµ)⊕P i

where P i are message bits specified by A. Then for N i = Nσ to hold, Y i−1⊕Kµ =

Y σ−1⊕Kµ and so Y i−1 must equal Y σ−1. (Recall that fESh specifies that the mask

for the envelope is always fixed to Kµ.) Let P1 · · ·Pm ∈ D◦ be the query by A
(after padding) that resulted in query i by B. Let P ′1 · · ·P ′m′ ∈ D◦ be the forgery

message output by A (after padding). Define the intermediate chaining variables

Yi = cK(Yi−1 ⊕Kν(i) ||Mi) for 1 ≤ i ≤ m − 1 and Y ′i = cK(Yi−1 ⊕Kν(i) || Pi) for

1 ≤ i ≤ m′ − 1 where Y0 = Y ′0 = IV 1. Then we have that Y i−1 = Ym−1 and

Y σ = Y ′m′−1. Let δ such that 0 < δ < min{m,m′} be the least value such that

Ym−δ−1 || Pm−δ 6= Y ′m′−δ−1 || P ′m′−δ. We have three potential cases:

• 0 < δ < min{m,m′}: In this case we have that the (j − δ, i− δ) strategy must

succeed.

• δ is undefined and m 6= m′: Without loss of generality assume that m < m′

(the argument for the other direction is symmetric). Because δ is undefined we

have that (IV 1 ⊕ K0) || P1 = (Ym′−m ⊕ Kν(m′−m)) || P ′m′−m, which means that

Ym′−m = IV 1 ⊕ Kν(m′−m) ⊕ K0. This implies that the (σ − m, IV 1) strategy

succeeds.

• δ is undefined and m = m′: This case cannot occur because it implies that

P1 · · ·Pm = P ′1 · · ·P ′m′ , which means A did not output a valid forgery.

So in all cases at least one of B’s strategies succeeds, and so the probability

of B’s success is simply equal to ε′ divided by the total number of strategies, which

we now count. The first and second kinds of strategies contribute σ distinct tuples

each. The third kind of strategy has at most (σ2 − σ)/2 total tuples. The final

type of strategy contributes a single tuple. So |FS| = (σ2 − σ)/2 + 2σ + 1 and
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therefore we have that B’s advantage is at least

ε =
ε′

0.5σ2 − 0.5σ + 2σ + 1

and solving for ε′ we have that

ε′ =

(
σ2 + 3σ

2
+ 1

)
ε .

In the worst case all of A’s queries require τ(L) queries to c by B. This means that

σ = q = q′τ(L)+τ(L)−1 where we add in the extra τ(L)−1 applications of c used

for the forgery. Solving for q′ we have that q′ = (q− τ(L) + 1)/τ(L) as specified in

the theorem statement. Adversary B runs A and needs a small constant amount

of overhead for each block of message output by A (the queries and the forgery).

Thus t = t′ + c(q′ + 1)τ(L).

3.4.3 Pseudorandom Function Preservation

In the non-dedicated-key setting, building PRF preserving transforms is

non-trivial and the proofs of security can be quite complex [2, 5, 6]. In stark con-

trast to this, we show that all of the dedicated-key transforms considered here

are PRF-Pr, and the proof establishing this is relatively straightforward. We note

that the main difference between the two settings is that length-extension attacks,

possible in the non-dedicated-key setting, are no longer possible here because the

adversary can not compute the (secretly) keyed compression function on its own.

Theorem 3.4.5. [Positive results: MD, sMD, Pre, Sh, sNI, NI, CS, sCS,

ESh] Let c: {0, 1}k × {0, 1}n+d → {0, 1}n be a (t, q, n + d, ε)-prf. Then T[c] is a

(t′, q′, L, ε′)-prfwhere for

(1) T ∈ {MD, sMD,Pre, Sh,CS, sCS,ESh}, t′ = t − cqτ(L), q′ = q/τ(L), ε′ =

ε+ q2τ(L)2/2n,

(2) T ∈ {sNI,NI}, t′ = t− cqτ(L), q′ = q/τ(L), ε′ = 2ε+ q2(τ(L)− 1)2/2n

where c is a small constant and {Ki}µ1 ∈ {0, 1}µn for µ = dlog2(τ(L)− 1)e+ 1. �

Proof. We start by proving that the MD iteration f+ is a good PRF as long as c

is also. This immediately implies the part (1) results for MD, sMD, and Pre; the
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procedure O(M) G0 G1
c← c+ 1; M c

1 · · ·M c
m

d←M
Let (s, j) be largest previous prefix
if j = 0 then Y c

0 ← IV
else Y c

j ← g[Y s
j−1,M

s
j ]

for i← j + 1 to m− 1 do

Y c
i

$← {0, 1}n
if g[Y c

i−1,M
c
i ] 6= ⊥ then

bad← true , Y c
i ← g[Y c

i−1,M
c
i ]

g[Y c
i−1,M

c
i ]← Y c

i

ret Y c
m

procedure O(M) G2
c← c+ 1; M c

1 · · ·M c
m

d←M
Let (s, j) be largest previous prefix
if j = 0 then Y c

0 ← IV
else Y c

j ← g[Y s
j−1,M

s
j ]

D ∪←{(Y c
j ,M

c
j+1)}

for i← j + 1 to m− 1 do

g[Y c
i−1,M

c
i ]← Y c

i
$← {0, 1}n

D ∪←{(Y c
i ,M

c
i+1)}

ret g[Y c
m−1,M

c
m]← Y c

m
$← {0, 1}n

procedure Finalize
bad← ∃(Y,M), (Y ′,M ′) ∈ D s.t.

Y = Y ∧M = M ′

Figure 3.4: Games used in proof that MD is PRF-Pr. Initially the table g is
everywhere set to ⊥ and c = 0. The “largest previous prefix” is shorthand for
specifying the largest values (s, j) such that there exists a query M s for which
M s

i = M c
i for 1 ≤ i ≤ j.

others are straightforward corollaries. Let A be a (t′, q′, L, ε′)-prf-adversary that

attempts to distinguish between f+(K, ·) for K
$← {0, 1}k and ρ

$← Func(D+, n).

Let σ be the max number of message blocks queried by A. Let Adv(A(·)1 ,A(·)2) ≡
Pr
[
A(·)1 ⇒ 1

]
− Pr

[
A(·)2 ⇒ 1

]
. We utilize a hybrid argument, bounding

Adv(Af+(K,·),Aρ(·)) = Adv(Af+(K,·),Ag+(·)) + Adv(Ag+(·),Aρ(·))

whereK
$← {0, 1}k, g $← Func(n+ d, n), and ρ

$← Func(D+, n). Here g+(M) is just

the MD iteration but replacing fK with a truly random compression function g.

We can use a standard argument to bound the first term by ε, the advantage

of a prf-adversary attempting to distinguish between f and g that runs in time

t = t′ + cqτ(L) and using q = q′τ(L) queries

We bound the difference between the second two terms with a simple game-

playing argument [13]. Figure 3.4 shows two games, G0 and G1. Game G0 (boxed

statement included) implements an oracle that exactly simulates the construction

g+ where g
$← Func(n+ d, n). Game G1 (boxed statement removed) replies with

a random sequence of n bits for every query, thus simulating exactly a random

function ρ
$← Func(D+, n). The two games are identical-until-bad and so by the
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above reasoning and the fundamental lemma of game playing [13] we have that

Adv(Ag+(·),Aρ(·)) = Adv(AG0,AG1) ≤ Pr
[
AG1 sets bad

]
.

We slightly modify G1 to yield game G2: instead of setting bad up-front, we collect

all the domain points of g in a multiset D. If at the end of the game D contains two

identical pairs then we set bad. Since everytime bad was set in G1 a duplicate pair

will be placed in D in G2 we have that Pr
[
AG1 sets bad

]
= Pr

[
AG2 sets bad

]
.

We can now bound the probability of bad being set in G2 as follows. We have

that during finalization |D| ≤ qσ. For each pair in D, the first element is chosen

independently from all others first elements. Thus we have that

Pr
[
AG2 sets bad

]
≤ Pr [∃(Y,M), (Y ′,M ′) ∈ D s.t. Y = Y ′ ] =

(
qσ

2

)
1

2n
≤ q2σ2

2n
.

Substituting τ(L) appropriately for σ and combining with the other portion of the

hybrid gives ε′ as specified in the theorem statement.

The proof can be straightforwardly modified to handle Sh, CS, sCS, and

ESh. We omit the details, but point out that, in fact, the result holds even if

the key masks are made public (hence the quantification over any possible key

masks made in the theorem statement). To prove part (2), simply expand the

hybrid argument to account for two different uses of c. Then observe that using

the same (truly random) compression function in the games can only lead to a

looser bound.

3.4.4 Pseudorandom Oracle Preservation

Establishing that a transform is PRO-Pr ensures that the constructed hash

function “behaves like a random oracle” under the assumption that the compression

function is ideal. This is important for usage of hash functions to instantiate

random oracles, as discussed at length in [28]. To reason about dedicated-key

transforms, we model a compression function c: {0, 1}k × {0, 1}n+d → {0, 1}n as

a family of random oracles, one for each key in {0, 1}k. However, since we only

ever use one or two keys from {0, 1}k, we will (without loss of generality) simply

utilize two separate random oracles f = RFn+d,n and g = RFn+d,n from the family.
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This simplifies our analysis, and, in particular, means that many results from the

keyless setting carry over directly to the dedicated-key setting (see Figure 3.1).

For example, the negative results that MDf and sMDf are not PROs follows from

simple length-extension attacks (see [28]) and the security of sCS is implied by the

security of EMD [7].

We point out that Shf is not a PRO. Since the key masks are public, simple

length extension attacks enable an adversary to differentiate between it and a true

variable-input-length random oracle. On the other hand EShf is a PRO.

Theorem 3.4.6. [Negative result: Sh] Let f = RFn+d,n be a random oracle.

Then there exists an (c, tS , 1, 2, 2d, 1 − 2−n)-pro adversary A against Shf for any

simulator S with arbitrary running time tS . The running time of A is a small

constant c. �

Proof. LetA work as follows. Recall that it has two oraclesO1 andO2 and is run on

input K, {Ki}κ1 . It chooses random strings M1 ∈ {0, 1}d−65 and M2 ∈ {0, 1}d−65. It

queries O(M1) to get response Y and O1(M1 || 1 || 〈d〉65 ||M2) to get response Z.

It then queries O2((Y ⊕ K1) ||M2 || 1 || 〈d〉65), receiving Z ′. If Z = Z ′ then it

outputs 1 (guessing it is in the world where O1 is Shf ) and otherwise outputs 0. It

is easy to verify that Pr[AShf ((K,{Ki}κ1 ),·),f(·) ⇒ 1] = 1 where the probability is taken

over random choice of f and K, {Ki}κ1 and the coins used by A. On the other

hand Pr[AF(·),SF ((K,{Ki}κ1 ),·) ⇒ 1] = 2−min{n,d−65} where the probability is taken

over random choice of F and K, {Ki}κ1 and the coins used by A and S. This is so

because the simulator is only queried once, at which point it has no information

about M1. It can either guess M1 or the appropriate output Z ′. (In the case that

n ≥ d−65 we can increase the advantage back to 1−2−n by utilizing more message

blocks.)

Theorem 3.4.7. [Positive result: ESh] Let f = RFn+d,n be a random oracle and

let {Ki}µ1 ∈ {0, 1}µn and let IV 1, IV 2 ∈ {0, 1}n with IV 1 6= IV 2. Then EShf is a

(tA, tS , q1, (q2 + q3), L, ε)-prowhere

ε ≤ l2q2
1 + (lq1 + q2)(q2 + q3)

2n
+
lq1 + q2

2n
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for l = τ(L) and L being the maximal message length queried. Here q2 is the

number of queries to the f oracle with low n bits not equal to IV 2 ⊕K0 and q3 is

the number of queries to f with low n bits equal to IV 2 ⊕K0. The running time

tA is arbitrary while tS = O(q2
2 + q2q3). �

The proof of this theorem is readily adapted from that of the EMD con-

struction, see Section 2.4.2. It is straightforward to account for the constant masks

that are xor’d into chaining variables and initialization values.

3.4.5 Target Collision Resistance Preservation

Universal one-way hash functions (UOWHF) were first introduced by Naor

and Reingold [60]; we use the term target collision resistance (TCR), following [12].

Known transforms that preserve TCR require a logarithmic (in the maximum mes-

sage length) amount of key material. Mironov has given strong evidence that one

cannot do better for MD-style transforms [59]. Furthermore, any CR function is

also TCR [75], and so one might simply stop with a dedicated-key transform that

preserves the four properties already considered. Still, target-collision resistant

functions are useful in some settings [12] and achieving it just on the basis of a

TCR compression function yields stronger security guarantees. Thus, we extend

our analysis to this property.

In light of Mironov’s result, it is not surprising that Pre, sNI, NI, CS, and

sCS are not TCR-Pr, though we establish these facts directly. On the other hand,

we show that ESh is TCR-Pr, using the approach due to Mironov [59].

Theorem 3.4.8. [Negative results: Pre, sNI, NI, CS, sCS] If there exists a

function c: {0, 1}k×{0, 1}n+d → {0, 1}n−1 that is (t, n+d, ε)-tcr, then there exists

a function g: {0, 1}k×{0, 1}(n+d → {0, 1}n that is (t− c1, n+ d, ε+ 2−k+1)-tcr but

Pre[g], sNI[g], NI[g], CS[g], and sCS[g] are at most (c2, 3(d − k) − 1, 1 − 2−k)-tcr

where c1, c2 are small constants. �

Proof. We utilize the counter-example from Proposition 5.1 in [12]. Let c: {0, 1}k×
{0, 1}n+d → {0, 1}n where m > k be (t, ε) − tcr. Then define g: {0, 1}k ×
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{0, 1}(n+k)+d′ → {0, 1}n+k where d′ = d − k as follows for any X ∈ {0, 1}n,

Y ∈ {0, 1}k, and Z ∈ {0, 1}d′

gK(X || Y || Z) =

{
cK(X || Y || Z) || K if y 6= K

1n || 1k if y = K
.

Bellare and Rogaway proved that g is (t − Θ(k + m), ε + 2−k+1) − tcr, and so we

refer the reader to [12] for the analysis. Now we point out that T[g] is insecure for

T ∈ {Pre, sNI,NI,CS, sCS} by showing adversaries A = (A1,A2) for each.

Let A1 return 0d
′−1 || 0d′−2 and A2 return 1d

′−1 || 0d′−2. If K 6= IV |k, then

PreHK(0d
′−1 || 0d′−2) = gPre(K, 0d

′ || 10d
′−11)

= gK(gK(IV || 0d′) || 10d
′−11)

= gK(cK(IV || 0d′) || K || 10d
′−11)

= 1c || 1k

and

PreHK(1d
′−1 || 0d′−2) = gPre(K, 01d

′−1 || 10d
′−11)

= gK(gK(IV || 01d
′−1) || 10d

′−11)

= gK(cK(IV || 01d
′−1) || K || 10d

′−11)

= 1c || 1k .

Since K 6= IV |k with probability 1 − 2−k, we have that A wins with probability

1− 2−k.

For sNI have A1 return 0d
′ || 0d′ || 0d′−65 and A2 return 1d

′ || 0d′ || 0d′−65.

For NI have A1 return 0d
′ || 0d′ || 0d′−1 and A2 return 1d

′ || 0d′ || 0d′−1. For CS have

A1 return 0d
′ || 0d′ || 0d′−(n+k)−1 and A2 return 1d

′ || 0d′ || 0d′−(n+k). For sCS have

A1 return 0d
′ || 0d′ || 0d′−(n+k)−65 and A2 return 1d

′ || 0d′ || 0d′−(n+k). In each case

a collision on the internal MD chain occurs before the enveloping application of g

and so collisions are guaranteed with the same probability as for Pre.

Theorem 3.4.9. [Positive result: ESh] Let c: {0, 1}k × {0, 1}n+d → {0, 1}n be

(t, n + d, ε)-tcr. Then ESh[c] is (t − cTcτ(L), L, ετ(L))-tcr for a small constant c

and where Tc is the time to compute c. �
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Proof. One might attempt a black-box reduction to the TCR security of the Sh

transform, however the proof from [59] is only given for FIL adversaries and so

although we utilize Mironov’s techniques (in particular, his key reconstruction al-

gorithm), we include a full proof here. Let A = (A1,A2) be a tcr-adversary against

EShc. The adversary B = (B1,B2) specified in Figure 3.5 utilizes A as a subroutine.

In the first stage B1 runs A1, receiving its target message M . Adversary B1 then

chooses a value δ at random, which it uses to “guess” which compression function

input will be involved in a collision against c if A succeeds in finding a collision

against EShc. (Note that δ is chosen so that l − δ is the index of the guessed

block.) Then B1 sets its target message to include a randomly chosen value Y and

the message block corresponding to the guess δ (and, if δ = 0, then IV 2 is included

appropriately). The random value Y represents the chaining variable value output

after the (l−δ−1)th iteration of the compression function xor’d with Kν(l−δ). (This

gets around the fact that B1 can not yet compute Yl−δ−1 because it does not have

the key K.)

In the second stage B2 now has the key K and must generate the key masks.

If δ = 0 (B’s “guess” is that a collision will be found against the envelope), then B
simply chooses the first µ − 1 masks at random. The last mask Kµ (used for the

chaining variable input of the envelope) is chosen such that Kµ⊕Y ⊕Yl−1 where Yl−1

is the chaining variable output after applying the internal Shoup iteration to A’s

target message. If δ 6= 0, then we utilize Mironov’s key reconstruction algorithm,

denoted by GenKeys. We discuss this more in a moment. After selecting the

key masks, B2 runs A2 using K and the generated key masks which results in

outputing another message M ′. Finally, adversary B2 determines if it “guessed”

correctly (i.e., if there is a collision between the (l − δ)th compression function

application for M and the (l′− δ)th compression function application for M ′). The

subroutine RetColl simply calculates the inputs to the compression function that

(potentially) collide.

The next lemma asserts the correctness of the key mask generation algo-

rithm.

Lemma 3.4.10. Let P1 · · ·Pl−1 ∈ D+ and j ∈ [1 .. l − 1] and K ∈ {0, 1}k. Then
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adversary B1:

Run A1

A1 outputs (M,SA)

P1, . . . , Pl
d← padCSs(M)

δ
$← [0 .. l − 1]; Y

$← {0, 1}n

S ← (SA, P1 · · ·Pl, δ, Y )

If δ = 0 then Ret (IV 2 || Y || Pl, S)

Ret (Y || Pl−δ, S)

adversary B2(K,S):

(SA, P1 · · ·Pl, δ, Y )← S

If δ 6= 0 then

{Ki}µ−1
1

$← GenKeys(P1 · · ·Pl−1, K, l − δ, Y )

Kµ
$← {0, 1}n

Else

{Ki}µ−1
1

$← ({0, 1}n)µ−1

Kµ ← Y ⊕ fESh((K, {Ki}µ−1
1 ), P1 · · ·Pl−1)

Run A2((K, {Ki}µ1), SA)

A2 outputs M ′; P ′1, . . . , P
′
l′

d← padCSs(M
′)

If l′ < δ then Ret ⊥
(X,X ′)← RetColl(K, {Ki}µ1 , P1 . . . Pl, P

′
1 · · ·P ′l′ , δ)

If X 6= X ′ and fK(X) = fK(X ′) then Ret X ′

Ret ⊥

Figure 3.5: Adversary used in proof of Theorem 3.4.9. The subroutines GenKeys
and RetColl are defined in Figure 3.6.
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subroutine GenKeys(P1 · · ·Pl−1, K, j, Y )

00 For i = 1 to µ− 1 do Ki ← ⊥
01 While j > 0 do

02 D
$← {0, 1}n; i← j − 2ν(j)

03 For z = i+ 1 to j − 1 do

04 If Kν(z) = ⊥ then Kν(z)
$← {0, 1}n

05 If i = 0 then Ci ← IV 1

06 Else Ci ← cK(D || Pi−1)

07 For z = i+ 1 to j − 1 do

08 Cz ← fK((Cz−1 ⊕Kν(z)) || Xz)

09 Kν(j) ← Cj−1 ⊕ Y
10 Y ← D; j ← i

11 For i = 0 to µ− 1 do

12 If Ki = ⊥ then Ki
$← {0, 1}n

13 Ret {Ki}µ1
subroutine RetColl(K, {Ki}µ1 , P1 · · ·Pl, P ′1 · · ·P ′l′ , δ)

Yl−δ−1 ← fESh((K, {Ki}µ−1
1 ), P1 · · ·Pl−δ−1)

Y ′l′−δ−1 ← fESh((K, {Ki}µ−1
1 ), P ′1 · · ·P ′l′−δ−1)

If δ = 0 then

X ← (IV 2 ⊕K0) || (Yl−1 ⊕Kµ) || Pl
X ′ ← (IV 2 ⊕K0) || (Y ′l′−1 ⊕Kµ) || P ′l′

Else

X ← (Yl−δ−1 ⊕Kν(l−δ)) || Pl−δ
X ′ ← (Y ′l′−δ−1 ⊕Kν(l′−δ)) || P ′l′−δ

Ret (X,X ′)

Figure 3.6: Subroutines used by adversary in Figure 3.5.
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the process

Y
$← {0, 1}n; {Ki}µ−1

1
$← GenKeys(P1 · · ·Pl−1, C0, K, j, Y )

has output distributed identically to {Ki}µ−1
1

$← ({0, 1}n)µ. Moreover, the key

masks generated are such that Y = fESh((K, {Ki}µ−1
1 ), P1 · · ·Pj−1)⊕Kν(j).

A proof of this lemma can be derived from the proof of Theorem 5 in [59].

For completeness we give a proof at the end of this section. Lemma 3.4.10 im-

plies that B2 simulates for A2 exactly the environment it expects and that the

target message B1 committed to is consistent with A1’s target message M and

keys K, {Ki}µ1 .

We now show that A succeeding with probability ε′ means B succeeds

with probability ε′/τ(L) where τ(L) ≥ l is the number of blocks used for the

maximal message length output by A. This will imply the theorem statement.

It suffices to argue that any pair of messages M 6= M ′ output by A for which

EShc((K, {Ki}µ1),M) = EShc((K, {Ki}µ1),M ′) implies a collision against the com-

pression function. More specifically, letting P1 · · ·Pl d← padCSs(M) and P ′1 · · ·P ′l′
d←

padCSs(M
′) then there exists a δ ∈ [0 .. min{l, l′}−1] such that cK(Yl−δ−1 || Pl−δ) =

cK(Y ′l′−δ−1 || P ′l′−δ) but Yl−δ−1 || Pl−δ 6= Y ′l′−δ−1 || P ′l′−δ. Here the values Yl−δ−1 and

Y ′l′−δ−1 are as computed in RetColl. We consider several cases. If |M | 6= |M ′| and

d ≥ n + 64, then necessarily Pl 6= P ′l′ due to strengthening. Thus δ = 0 specifies

a collision against the compression function. If |M | 6= |M ′| and d < n + 64, then

padCSs ensures that Pl = P ′l′ = 0d−n. If Yl−1 6= Y ′l′−1 then we are done with δ = 0.

Otherwise this implies that Yl−1 ⊕ Kµ = Y ′l′−1 ⊕ Kµ which means the output of

the internal Shoup iteration is equal for both messages. Since the strengthening

in this case guarantees that Pl−1 6= P ′l′−1 we have that δ = 1 suffices.

If |M | = |M ′|, then starting from the end of both messages, one can track

backwards until finding the first value δ for which the inputs to the compression

function differ. We are guaranteed to find such a δ, because otherwise it would

imply that all message blocks for M and M ′ are equal, contradicting the fact that

A found a collision. Thus, B has at least a 1/l probability of guessing δ correctly,

and replacing l with τ(L) gives that B has advantage ε′/τ(L).

Adversary B runs A and must additionally compute the compression func-
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tion a number of times proportional to the number of blocks of the largest message

output by A. (Note that the while loop in GenKeys at line 01 never iterates more

than l times, because i is always less than j.)

Proof of Lemma 3.4.10

The proof of the lemma follows from results in [59], but for completeness

we provide a detailed proof here. We first describe the algorithm (refer back

to Figure 3.5) at a high level. It takes as input a target message, a compression

function key, a target index, and a target chaining variable. The algorithm initially

marks all the key masks as undefined (line 00). The main loop begins by choosing

a new target chaining variable D on line 02. It then calculates an index i. This is

the least index less than j for which there does not exist a c ∈ [i+ 1 .. j − 1] such

that ν(c) = ν(i) or ν(c) = ν(j − 1). This ensures that the algorithm is free to set

the masks used between blocks i and j − 1 to be uniformly chosen values, which

the algorithm does next (lines 03 and 04). Then it computes the value Cj−1 (lines

07–08) using the just specified masks, the target message, and an initial Ci value

that is either IV 1 (line 05) or the output of the compression function applied to

the new target chaining variable and the appropriate message block (line 06). It

uses Cj−1 and the target chaining variable Y to set mask Kν(j−1) (line 09). At this

point the algorithm has ensured consistency starting from location i, but if i > 0

then it now must recurse and ensure consistency with the new target chaining

variable.

We justify the first part of Lemma 3.4.10: that the output distribution of

GenKeys(P1 · · ·Pl−1, K, j, Y ) for Y
$← {0, 1}n is identical to choosing Ki uniformly

for each i ∈ [1 .. t]. Values assigned to variables Ki due to lines 04 and 12 clearly

sample uniformly from {0, 1}n. Assignments to variables Ki due to line 08 inherit

the distribution of Y , which is always distributed uniformly.

To prove the second part of the lemma, we note that as long as no key

mask is ever defined more than once, then lines 05–09 of the algorithm ensure

that Y = fESh((K, {Ki}µ−1
1 ), P1 · · ·Pj−1)⊕Kν(j). Thus all that remains is to show

that GenKeys never redefines key masks. We first establish two invariants of the
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algorithm.

Invariant 1: ν(i) > ν(j)

We have that j = (2b + 1)2ν(j) for a number b ≥ 0 (note that the coefficient of

2ν(j) cannot be even, since otherwise ν(j) would not be the maximum power of 2

dividing j). Then i = j − 2ν(j) = (2b + 1)2ν(j) − 2ν(j) = (2b)2ν(j) = b2ν(j)+1. This

implies that ν(i) > ν(j).

Invariant 2: ν(j) > ν(l) for i < l < j

We have that i = (2b)2ν(j) (as shown above) and that j = (2b + 1)2ν(j). Assume

for contradiction that there exists an l with ν(l) ≥ ν(j) and i < l < j. Then

l = k2ν(j)+d = 2dk2ν(j) for some k ≥ 1 and d ≥ 0. But by our restriction on l and

substituting in the just established equivalences for i, l, and j we have that

(2b)2ν(j) < 2dk2ν(j) < (2b+ 1)2ν(j) ⇒ 2b < 2dk < 2b+ 1

but this is not possible, and so we have a contradiction.

Now we argue that masks are never redefined. Key mask assignments on

lines 04 or 11 are guarded by if statements and thus cannot redefine a key mask.

Invariant 1 implies that ν(j) is always increasing, and invariant 2 implies that ν(j)

is always larger than any key mask assigned in line 04. Together this implies that

line 09 will never redefine a key mask, completing the proof.
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Chapter 4

Multi-Property Cryptographic

Hashing and Algebraic Primitives

In the previous two chapters, a hash function’s collision resistance has rested

on the assumption that its underlying compression function is collision resistant.

But the recent collision-finding attacks against SHA-1 (and related hash func-

tions) [87, 88] have made clear the point that assumptions of collision resistance

are often unfounded in practice.

Rather than assuming collision resistance outright, several works [26, 30,

54, 64, 73] build functions for which the guarantee of collision resistance rests, in a

provable way, on the hardness of some well-studied computational problem. As a

simple example, consider the function H(m) = xm mod n where x is some fixed

base and n is a (supposedly) hard-to-factor composite [64, 73]. This function is

(what we shall call) provably CR since there exists a formal reduction showing that

the ability to find collisions in H implies the ability to efficiently factor n.

But such a collision-resistant function is not a hash function, at least not

when one attempts to define a hash function by its myriad uses in practice. For

example, hash functions are frequently used as a way to compress and ‘mix-up’

strings of bits in an ‘unpredictable’ way; here it seems clear that the intent is for

the hash function to mimic a random oracle, a publicly available random function

with a large domain. Unfortunately, the provably CR function H is a poor real-

world instantiation of a random oracle. Note, for example, that H(2m) ≡ H(m)2

65
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(mod n), which would be true with exceedingly small probability if H were instead

a random oracle. The very structure that gives H and other provably CR functions

their collision-resistance thus renders them useless for many practical applications

of hash functions [26, 79].

On the other hand, recent results [7, 25, 28] offer constructions that ‘be-

have’ as random oracles (and are called pseudorandom oracles, or PROs) when

the underlying primitives are themselves idealized objects, like fixed-input length

random oracles or ideal ciphers. In theory then, a PRO is a secure hash functions

in a very broad sense. But the security guarantees offered by a PRO only hold in

an idealized model. When one steps outside of the ideal model in which the secu-

rity proofs take place, the actual security guarantees are much less clear. As an

example, Bellare and Ristenpart [7] have pointed out that the PRO constructions

from [28] fail to be collision resistant when the underlying compression function is

only assumed to be CR (rather than being a fixed-input-length random oracle).

This work. We begin an investigation into methods for building functions that

are both provably CR in the standard model and provably pseudorandom oracles

in idealized models. In particular, we offer a generic construction that we call Mix-

Compress-Mix, or MCM. Essentially MCM is a way to encapsulate a provably CR

function in such a way that the resulting object is a PRO when the encapsulation

steps behave ideally, and yet remains provably collision resistant in the standard

model (i.e., when the encapsulation steps are only complexity theoretic objects).

The construction is simple: first apply an injective “mixing” step E1 to the

input message, then compress the result using a provably CR function H, and fi-

nally apply a second injective “mixing” step E2 to produce the output. Here H

and E1 can accept variable-input-lengths. Note that since MCM is building a hash

function, the mixing steps E1 and E2 are necessarily deterministic and publically

computable functions. By demanding that they also be injective, we have imme-

diately that collisions against MCM imply collisions against H. We stress that no

cryptographic assumptions about the mixing steps are needed to prove collision

resistance of MCM.

At the same time, MCM behaves like a random oracle when E1, E2 are PROs,
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and the CR hash function is close to regular (i.e., the preimage set of any particular

output isn’t too large). In fact, we will actually construct E1, E2 to be pseudoran-

dom injective oracles, or PRIOs; we’ll say more about these in a moment. To

make precise our use of the word “behaves” above, we use the indifferentiability

framework of Maurer et al. [55]. We’ll prove that MCM is indifferentiable from

a monolithic random oracle when the mixing steps E1 and E2 are indifferentiable

from random oracles (that observe injectivity). While the formal results are quite

technical, the practical intuition behind the security of MCM is straightforward:

the mixing steps obfuscate input-output relationships of the underlying compress-

ing step. Recall our provably CR example H(m) = xm mod n and the associated

attack that distinguished it from a random oracle. Adapting that attack for use

against H(M) = E2(H(E1(M))) requires that the adversary determine non-trivial

input-output relationships across both E1 and E2, too.

One might be tempted to think a construction even simpler than MCM

meets our goals. In Section 4.3 we discuss natural simplifications of MCM (e.g.,

dropping E1 or lifting our stringent injectivity requirements), showing that these

fall short in one way or another. Moreover, we review in more detail why existing

approaches for building hash functions also fail.

Although we have just described MCM in the variable-input-length setting,

we note that it also works for building a dual-property compression function (i.e.,

a fixed-input-length function) from any CR compression function. The result could

then be used inside a multi-property-preserving domain extension transform such

as EMD [7].

A new approach to hash function design. By generically composing ap-

propriate mixing and compressing stages, MCM allows the following separation of

design tasks. First, design a function with strong guarantees of collision-resistance,

inducing whatever structure is necessary. Second, design an injective function that

destroys any structure present in its input. This approach is a significant departure

from traditional hash function designs, in which one typically constructs a com-

pression function that must necessarily (and simultaneously) be secure in various

ways. With MCM, we instead build a hash function by designing components to
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achieve specific security goals. The benefits of such specialized components are

immediate: MCM allows building a single hash function that has very strong CR

guarantees while simultaneously being suitable for instantiating a random oracle.

Secure mixing steps. Remaining is the question of how to build mixing steps

sufficient for the goals of MCM. As we’ve said, we require the mixing steps to be

both injective and indifferentiable from a random oracle that observes injectivity.

At first glance these requirements might seem overly burdensome. Can’t the re-

quirement simply be for the mixing steps to realize pseudorandom oracles, which

we already know (via [7, 25, 28]) how to build? No: while a PRO would satisfy

the second constraint, albeit with some additive birthday-bound loss in concrete

security, it would not at the same time suffice for MCM’s crucial standard-model

CR guarantee. This is because a PRO provides no guarantees of collision-resistance

outside of an idealized model. In fact, simultaneously satisfying both requirements,

injectivity and indifferentiability, is technically challenging.

To our knowledge, building a PRIO has never been considered before. Dodis

and Puniya [35, 36] consider a similar goal, that of building random permutations

from random functions, but these are invertible by construction, whereas PRIOs

are not. Moreover, their proofs of security only hold for honest-but-curious adver-

saries. We therefore present the Tag-and-Encipher (TE) construction for realizing a

PRIO (see Section 4.5). It is a blockcipher mode of operation (which also employs a

single trapdoor one-way permutation call) that is injective by construction. In the

ideal cipher model and under the assumption of trusted setup of the trapdoor per-

mutation, the TE construction is indifferentiable from an injective random oracle.

While not particularly efficient, we view the TE construction as a proof-of-concept,

and hope it fosters future efforts to build these novel primitives.

Notes on indifferentiability and composability. In order to accom-

plish our task of building a hash function with both strong standard model and

ideal model guarantees, we exercise the indifferentiability framework in novel ways.

First, both MCM and TE are a combination of complexity-theoretic objects (the

CR function H and the trapdoor permutation) and information-theoretic objects

(the idealized components). Previous indifferentiability results have been solely
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information-theoretic. Second, our model allows the simulator to choose the trap-

door permutation utilized in TE. These two facts imply limitations on the generic

composability of our schemes. Composability refers to the guarantee that any

cryptographic scheme proven secure using an ideal object remains secure when

this object is replaced by a construction that is indifferentiable from it. In practice

the limited composability of our constructions means that they might not be suit-

able for all applications of random (injective) oracles. We discuss this matter in

more detail, and pose some interesting open questions raised by it, in Section 4.7.

4.1 Preliminaries

Cryptographic functions. A (keyed) cryptographic function F = (K, F,Dom,

Rng , τ) is a pair of algorithms, two (non-empty) sets of bit strings, and an optional

parameter (the function’s stretch). The key generation algorithm K outputs a key.

We abuse notation slightly and write k ∈ K if k is output by K for some set of

random coins. Each k ∈ K specifies a function Fk: Dom → Rng . We interchange-

ably write Fk(·) or F (k, ·). If τ ≥ 0 is specified, this is the constant stretch and it

specifies that |Fk(M)| = |M |+ τ for all k ∈ K and all M ∈ Dom. If the construc-

tion is keyless then K is omitted and F only takes input a message. We will write

(K, F,Dom, r) if Rng = {0, 1}r and (K, F, d, r) if additionally Dom = {0, 1}d. A

function might utilize primitives f1, . . . , fl as black-boxes for some number l ≥ 0.

In this case we write F f1,...,fl(k,M) to mean computing F on key K and message

M ∈ Dom using oracle access to f1, . . . , fl. A cryptographic function is injective

if F (k,M) = F (k,M ′) implies that M = M ′ for all k ∈ K.

Collision resistance. Let F = (K, F,Dom,Rng) be a cryptographic function.

Then we define the collision-finding advantage of an adversary A against F as

Advf
cr(A) = Pr

[
Fk(X) = Fk(X

′) ∧X 6= X ′ : k
$← K; (X,X ′)

$← A(k)
]

where the probability is over the random coins used by K and A.

Regularity. A function is regular if each image has an equal number of preim-

ages. A cryptographic function F = (K, F,Dom,Rng) is regular if, for all k ∈ K,
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the map Fk: Dom→Rng is regular. Associated to F is the set PreIm(k, `, Y ) =

{X : X ∈ Dom ∧ |X| = ` ∧ Fk(X) = Y }. That is, PreIm(k, `, Y ) contains the

length ` preimages of Y under key k. We also define the following function related

to any F with Rng = {0, 1}η for η > 0:

δ(k, `, Y ) =

∣∣∣∣ |PreIm(k, `, Y )| − 2`−η

2`

∣∣∣∣ .
The δ function measures how far a particular preimage set deviates from the case

in which Fk is regular (that is, 0 ≤ δ(k, `, Y ) ≤ 1 − 2−η). We define ∆k =

max{δ(k, `, Y )}, where the maximum is taken over all choices of ` and Y , and we

say a function family F is ∆-regular if∑
k∈K

pk∆k ≤ ∆

where pk = Pr[k = k′ : k′
$← K]. Intuitively, this measures the average (over keys)

maximum deviation from regularity that F exhibits.

Trapdoor one-way permutations. Let F be a trapdoor permutation genera-

tor : on input 1k it outputs a trapdoor permutation pair (f, f−1) where f : {0, 1}k→
{0, 1}k and f−1(f(X)) = X. We write Timef (k) or Timef−1(k) for the the worst

case time to compute f or f−1 for any (f, f−1) ∈ F(1k). The one-way advantage

of an adversary A against F for security parameter k is defined by

AdvF,k
owf(A) = Pr

[
f(X) = f(X ′) :

(f, f−1)
$← F(1k);X

$← {0, 1}k;
Y ← f(X);X ′

$← A(f, Y )

]
.

The RSA and Rabin function families are conjectured to allow generation of secure

trapdoor permutations [66, 67, 72]. We also define a generalization of the owf secu-

rity, which will be useful later in our proof of the TE construction (Section 4.6). It

captures a game in which an adversary adaptively receives multiple images, learns

some of their preimages via an inversion oracle, and then attempts to invert one

of the (remaining) images. Formally, we define the some-point one-way advantage

of an adversary A against F for security parameter k by

AdvF,k
spowf(B) = Pr

[
B wins : (f, f−1)

$← F;X
$← BPI,Inv(f)

]
.

The image oracle PI, when invoked (on no input), chooses a novel random point

X ′ ∈ Dom, records it, and returns f(X ′). (By novel, we mean that the oracle
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samples from Dom without replacement.) The inverse oracle Inv, on input Y ,

returns f−1(Y ) if Y was previously returned by PI and otherwise it returns ⊥ (i.e.,

B only gets to invert points already returned by PI). The adversary wins if it can

find a preimage X such that Y was returned from PI and Y was not queried to

Inv. The following lemma establishes that a function is secure in the spowf sense

as long as it is secure in the owf sense.

Lemma 4.1.1. Let k be a security parameter and F a trapdoor permutation gen-

erator. Let A be a spowf adversary against F that runs in time t and makes at

most (qp, qi) queries to its two oracles (necessarily qp ≥ qi). Then there exists a

owf adversary B such that

AdvF,k
spowf(A) = qp ·AdvF,k

owf(B) .

Moreover, B runs in time t′ ≤ t + cqpTimef (1
k) + cqi log qp for a small, absolute

constant c. �

Proof. Let k be a security parameter and F be trapdoor permutation generator

and A be an spowf adversary against F that makes exactly q queries to its PI

oracle. Then we construct a owf adversary B against F that works as shown in

Figure 4.1.

Note that A’s environment, as simulated by B, is exactly that of the spowf

experiment unless B aborts early (outputs X or ⊥). Informally, if the choice r is

“correct”, then A won’t force B to halt with output ⊥ (since by the rules of the

spowf game, A cannot query to Inv the image point it will invert) and otherwise B
outputs the preimage of Y ∗. A standard argument rigorously gives this, yielding

that

AdvF,k
spowf(A) ≤ q ·AdvF,k

owf(B) .

Code-based games. We utilize code-based games [13] to formalize our indif-

ferentiability security definitions and within our proofs. A game consists of an

Initialize procedure, zero or more oracle procedures, and zero or more subrou-

tines. All of a game’s variables are global, implicitly typed, and initialized to
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adversary B(f, Y ∗)

r
$← [1 .. q]; c← 0

D ← ∅
Run API,Inv answering queries by:

query PI

c← c+ 1

If c = r then reply with Y ∗

X
$← {0, 1}k\D; Y ← f(X)

If Y = Y ∗ then output X

D ∪←X; R[Y ]← X

reply with Y

query Inv(Y ′)

If Y ′ = Y ∗ then output ⊥
reply with R[Y ′]

When A outputs X∗, output X∗

Figure 4.1: Adversary used in proof of Lemma 4.1.1.
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zero for integers, everywhere ⊥ for associative arrays, the empty string for bit

strings, and false for bad flags. A game is executed with an adversary A as fol-

lows. The Initialize procedure is executed, followed by running A on input the

value(s) returned by Initialize. The adversary, which has its own local variables,

can make calls to the game’s oracle procedures, passing values from some finite

domains associated with the procedures. (Subroutine procedures cannot be called

by the adversary.) Eventually A halts with some output. For a game G we write

AG ⇒ y to represent the event that A run with game G outputs the value y. The

probability of this event occurring is over the coins used by both A and G. Let

Adv(AG,AH) = Pr
[
AG ⇒ 11

]
− Pr

[
AH ⇒ 11

]
for any adversary A and games G,H.

Ideal ciphers. For integers k, n > 0, a blockcipher E: {0, 1}k×{0, 1}n→{0, 1}n

is a function for which E(K, ·) = EK(·) is a permutation for every K ∈ {0, 1}k.
The inverse of E is D and is defined such that D(K,Y ) = M iff E(K,M) = Y .

An ideal cipher is a blockcipher uniformly selected from BC(k, n), the space of all

blockciphers with k-bit keys and n-bit blocksize. In the ideal cipher model, both

an ideal cipher E and its inverse are given to all parties as oracles.

Random functions and random injections. Let Dom,Rng ⊆ {0, 1}∗ .

Recall that a function f : Dom → Rng is injective if f(X) = f(X ′) implies that

X = X ′. (Necessarily for an injection |Dom| ≤ |Rng |.) For simplicity, we only

consider injections with constant stretch τ ≥ 0: if X ∈ Dom then |f(X)| = |X|+τ .

The following subroutines implement a random function, a random function with

constant stretch, and a random injection with constant stretch.

sub. RFDom,Rng(i,X)

If F[i,X] = ⊥ then

F[i,X]
$← Rng

Ret F[i,X]

sub. RF∗Dom,τ (i,X)

If F[i,X] = ⊥ then

F[i,X]
$← {0, 1}|X|+τ

Ret F[i,X]

sub. RI∗Dom,τ (i,X)

`← |X|+ τ
If I[i,X] = ⊥ then

I[i,X]
$← {0, 1}`\R[i, `]

R[i, `] ∪← I[i,X]
Ret I[i,X]

The tables F and I are initially everywhere set to ⊥ and the table R is initially

everywhere ∅. The argument i will be used to distinguish between different in-
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stances of random functions (resp. injections). We will write fi = RFDom,Rng(i, ·)
or fi = RF∗Dom,τ (i, ·) or Ii = RI∗Dom,τ (i, ·) to identify a subroutine that works as

specified above, sometimes omitting (i, ·) when only discussing a single instance.

We will write RFDom,r if Rng = {0, 1}r and RI∗d,τ if Dom = {0, 1}d. A random

oracle is a random function that is publically accessible by all parties. Similarly

a random injection oracle is a random injection that is publically accessible by all

parties.

PROs and PRIOs. The notion of indifferentiability [55] is a generalization of

conventional indistinguishability [42]. It facilitates reasoning about the ability of

constructions to emulate some idealized functionality (e.g., a random oracle) in set-

tings where the construction itself utilizes public, idealized components (e.g., an

ideal cipher or fixed-input-length (FIL) random oracle). We adapt the formaliza-

tion of indifferentiability from [7, 28] (to a code-based games setting) to formalize

definitions of security for pseudorandom oracles and pseudorandom injective ora-

cles.

A simulator S = (SI,S1, . . . ,Sl) is a tuple of game subroutines. The (op-

tional) routine SI will be used for initialization (whenever omitted, it is implicitly

instantiated with a no-op). Routines S1, . . . ,Sl implement various oracle function-

alities. Note that a simulator S will be used within a game, and thus maintains

state across oracle calls. Moreover, each subroutine’s variables (being global) are

accessible by the other subroutines. Note however, that we require that S be

defined independently of any particular game it is used within, meaning that it

cannot directly access the rest of the enclosing game’s variables.

Let F = (K, F,Dom,Rng , τ) be a cryptographic function and S = (SI,S1,

. . . ,Sl) be a simulator. We assume that the number of (black-box) primitives used

by F and the number of oracles implemented by S are equal (to l). Figure 4.2

shows the games CONS and PRO. These games expose l + 1 oracles. We define

the pro advantage of an adversary A against F by

AdvF,S
pro (A) = Adv(ACONSF ,APROF,S ) = Pr

[
ACONSF ⇒ 1

]
− Pr

[
APROF,S ⇒ 1

]
.
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Game CONSF

procedure Initialize

Ret K $← K

procedure O(M)

Ret F f1,...,fl(M)

procedure Pi(X)
Ret fi(X)

Game PROF,S

procedure Initialize

K
$← K; SI(K)

Ret K

procedure O(M)
Ret RFDom,Rng(0,M)

procedure Pi(X)
Ret Si(X)

Game PRIOF,S

procedure Initialize

K
$← SI

Ret K

procedure O(M)

Ret RI∗Dom,Rng(0,M)

procedure Pi(X)
Ret Si(X)

Figure 4.2: Games CONS, PRO, and PRIO used to define indifferentiability for
cryptographic functions. Here Pi is defined for all i ∈ [1 .. l] where l is the number
of (idealizable) primitives used by the cryptographic function C.

Similarly we define the prio advantage of an adversary A against F by

AdvF,S
prio(A) = Adv(ACONSF ,APRIOF,S ) = Pr

[
ACONSF ⇒ 1

]
−Pr

[
APRIOF,S ⇒ 1

]
where game PRIO is defined in Figure 4.2. Note that here the simulator is allowed

to choose the key for the cryptographic function. This weakening of the security

model (as compared to having the initialization choose it) is necessary for our proof

of the TE construction in Section 4.6.

4.2 The MCM Construction

Fix numbers η > 0 and τ ≥ 0 and L > 0. Let H = (KH , H,MH , η)

be a cryptographic function for MH = {0, 1}≤L (e.g. L might be 264). Let

M = {0, 1}≤L′ for L′ = L−τ . Let E1 = (K1, E1,M,MH , τ) be an injective crypto-

graphic function mapping, with stretch τ , points inM to points inMH . Let E2 =

(K2, E2, η, η+ τ, τ) be an injective cryptographic function mapping, with stretch τ ,

points in {0, 1}η to points in {0, 1}η+τ . Then MCM[E1, H, E2] = (K,H,M, η + τ)

is the construction that works as follows. The key generation algorithm K runs

k1
$← K1; k

$← KH ; k2
$← K2 and returns (k1, k, k2). Hashing for key K = (k1, k, k2)
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and message M ∈M is computed by

HK(M) = E2(k2, H(k, E1(k1,M))) .

Overloading our notation, if I1 = RI∗M,τ (1, ·) and I2 = RI∗η,τ (2, ·) then

MCM[I1, H, I2] = (KH ,H,M, η + τ)

is the cryptographic function with key generation algorithm equivalent to that of H

and hashing defined by

H(k,M) = I2(H(k, I1(M)))

where computation is done using oracle access to I1 and I2. Notice that τ is also

the number of bits beyond η needed to hold an MCM hash value. Ideally τ = 0, in

which case E2 would necessarily be a permutation. We have the following theorem,

which states that H inherits the collision-resistance of H.

Theorem 4.2.1. Fix η > 0, τ ≥ 0, L > 0, and let M = {0, 1}≤L−τ and

MH = {0, 1}≤L. Let H = (KH , H,MH , η) be a cryptographic function and let

E1 = (K1, E1,M,MH , τ) and E2 = (K2, E2, η, η + τ, τ) be injective cryptographic

functions. Let MCM[E1, H, E2] = (K,H,M, η + τ). Let A be an adversary that

runs in time t and outputs messages each of length at most µ. Then there exists

an adversary B such that

AdvHcr(A) = AdvH
cr(B)

where B runs in time t′ ≤ t+ 2(cµ+ TimeE1(µ)) for an absolute constant c. �

Proof. Let B be the adversary that behaves as follows. On input key k it runs

k1
$← K1 and k2

$← K2, sets K ← (k1, k, k2), and runs A(K). Adversary A
outputs two messages (X,X ′). Then B outputs (E1(k1, X), E1(k1, X

′)). We have

that if H(K,X) = H(K,X ′) then because E1 and E2 are injections, necessarily

H(k, E1(k1, X)) = H(k, E1(k1, X
′)). Adversary B runs in time t′ ≤ t + 2(cµ +

TimeE1(µ)) where c is an absolute constant.

We point out that similar theorems can be given for several other hash function

properties, including target collision-resistance (TCR, or eSec), preimage resis-



77

tance, and always preimage resistance (aPre) [75]1. The next theorem captures

that MCM is a PRO if both E1 and E2 are modeled as random injections.

Theorem 4.2.2. Fix η > 0, τ ≥ 0, L > 0, and let M = {0, 1}≤L−τ and MH =

{0, 1}≤L. Let H = (KH , H,MH , η) be a ∆-regular cryptographic function, I1 =

RI∗M,τ (1, ·), and I2 = RI∗η,τ (2, ·). Let MCM[I1, H, I2] = (KH ,H,M, η+ τ). Let ν be

the minimal message length in M. Let A be an adversary that runs in time t and

makes at most (q0, q1, q2) queries to its three oracles with the maximal query length

being µ bits. Let q = q0 + q1 + q2. Then there exists an adversary B such that

AdvH,Spro (A) ≤ AdvH
cr(B) + q2

(
1

2η
+

1

2ν+τ
+ ∆

)
(4.1)

where the simulator S is specified in Figure 4.3. Let c be an absolute constant.

Then, S runs in time tS ≤ cµ(q1TimeH(µ) + (q1 + q2) log q1) and makes at most

min{q1, q2} oracle queries. Adversary B runs in time at most

tB ≤ t+ c′µ(qTimeH(µ) + q log q) .

�

As long as E1 and E2 are PRIOs we can securely replace them by actual ran-

dom injections (as per the composition theorem of [55], though see Section 4.7).

Then, Theorem 4.2.2 states that no adversary can differentiate between a random

oracle and the construction unless it is given sufficient time to break the collision-

resistance of H, allowed to make approximately 2(min{η,ν+τ})/2 queries, or H is not

sufficiently close to regular for all but a negligible fraction of the keys. Here ν

could in fact be small, since this is the minimal message length in the domain of

our hash function (and we’d certainly want to include short messages). However,

in practice, H will have some minimal message length νH (e.g., the blocksize of

an underlying compression function) to which short messages would necessarily be

padded anyway. Thus, H can ‘aggressively’ pad short strings to a minimal length

ν = νH−τ , recovering our security guarantee. The proof of Theorem 4.2.2 is given

in Section 4.4.
1Although it is unclear how one would prove that MCM preserves the other notions from [75],

specifically everywhere preimage resistance (ePre), second-preimage resistance (Sec) and always
second-preimage resistance (aSec).
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4.3 Insecurity of Other Approaches

Here we give just a brief investigation of several alternative approaches to

MCM. In all cases, either the resulting object is not provably collision-resistant in

the standard model or not provably a PRO in an ideal model.

Blockcipher-based hash functions. Let E: {0, 1}n × {0, 1}n → {0, 1}n be

a blockcipher, modeled as ideal. Let f be a 2n-bit to n-bit compression function.

Fix some suitable domain extension transform, for example Merkle-Damg̊ard with

a prefix-free encoding. That is H(M) = f+(g(M)), where f+(M1 · · ·Mm) is equal

to Ym defined recursively by Y0 = IV (some constant) and Yi = f(Yi−1,Mi), and

g: {0, 1}∗→({0, 1}n)+ is a prefix-free padding function. For simplicity let g(M)

simply split M into blocks of n − 1 bits (M having been appropriately padded),

and then appending a zero to each block except the last and appending a one to

the last block. If f is one of the twenty group-1/2 schemes from [14], then H is

collision-resistant in the ideal cipher model. Moreover, a recent paper by Chang

et al. [25] shows that sixteen of these twenty yield a PRO H.

However as soon as one leaves the ideal cipher model, H is not provably

CR. For example let E ′ be the blockcipher defined as follows:

E ′(K,M) =

{
M if K = 0k

E(K,M) otherwise
.

where, now, E is no longer ideal. Let f(Yi−1,Mi) = E ′(Mi, Yi−1)⊕Yi−1. We can

see that an adversary can trivially find collisions against H built using E ′. This

is true even though E ′ is a good pseudorandom permutation (the usual standard

model security property of blockciphers) whenever E is also.2

Removing injectivity requirements. If either E1 or E2 are not injective,

then the MCM construction loses its provable collision-resistance. Assuming they

are built using blockciphers (as we suggest), then one can, in spirit similar to

the counter-example above, construct a collision resistant function H ′ and a good

PRP E ′ that, when utilized in MCM, would lead to a trivial collision.

2Hopwood and Wagner noted (in postings on sci.crypt) that one could exhibit good PRPs
that would make finding collisions in the twenty functions [14] trivial.
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Note that one might imagine replacing E1 and E2 with objects that are

not injective, yet have some other standard model guarantees to ensure provable

collision-resistance in MCM. Short of establishing their collision-resistance, its not

clear what properties could achieve this goal. Additionally, this approach would

seem to violate the separation of design tasks intrinsic to the MCM approach.

Omitting E1 from MCM. If one omits the first “mixing” step E1 of MCM, then

the construction no longer results in a PRO. This result is essentially equivalent

to the Coron et al. insecurity result regarding the composition of a CR and one-

way function H with a random oracle [28], but we state a version of it here for

completeness. Let H = CM[H, I2] be this modified construction for I2 = RI∗η,η+τ ,

i.e. H(M) = I2(H(M)). Now we show that H is easily differentiable from a

true random oracle R = RFMH ,η+τ . Let A be an adversary that queries it’s first

oracle on a uniformly selected message M ∈ MH of some length `. Let the

returned value be C. Now the adversary queries its second oracle (being either

I2 or a simulator) on HK(M). Let the returned value be C ′. If C = C ′ then

A returns one, guessing that it’s interacting with the construction. Otherwise

it returns zero, guessing that it’s interacting with the true random oracle. We

have that Pr
[
AH,I2 ⇒ 11

]
= 1. On the other hand, Pr

[
AR,S ⇒ 11

]
is bounded

by the advantage of another adversary (related to the simulator) in breaking the

one-wayness of H; essentially, the simulator is unable to query R on M without

inverting HK(M).

Allowing E1, E2 to be invertible. Our formalization of PRIOs ensure that

constructions meeting the goal are not invertible. Thus, objects that are invertible

do not meet the goal. It remains an open question whether MCM is, in fact, secure

under easy-to-invert mixing steps.

4.4 Proof of Theorem 4.2.2

The simulator. Let R = RFM,η+τ (0, ·) be a random oracle. Figure 4.3 depicts

a simulator S = (SI,S1,S2). The initialization subroutine SI just records the key

for H. The subroutine S1 implements a random injection for bit strings in M.
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subroutine SI(k′):

k ← k′
subroutine S1(M)

X ← RI∗M,τ (1,M)
YtoM[Hk(X)]←M
Ret X

subroutine S2(Y )

If YtoM[Y ] 6= ⊥ then
Ret R(YtoM[Y ])

Ret Z
$← {0, 1}η+τ

subroutine SSI(k′)

k ← k′

subroutine SS1(M)

Ret X ← RI∗M,τ (1,M)

subroutine SS2(Y )

Ret Z
$← {0, 1}η+τ

Figure 4.3: (Top) Simulator S = (SI,S1,S2) used in the proof of Theorem 4.2.2.
The simulator expects access to a subroutine R = RFM,η+τ , which implements a
random oracle. (Bottom) The simplified simulator SS = (SSI,SS1,SS2).

The subroutine S2, when queried on bit string Y ∈ {0, 1}η, checks if S1 already

maps a string M to a preimage of Y under Hk. If such an M exists, then the

simulator queries R on M and the output of S2(Y ) is programmed to match the

value returned by R. Otherwise, a random string of length η + τ is returned.

We have that S makes at most min{q1, q2} queries to its oracle when run

in conjunction with any pro adversary making at most (q0, q1, q2) queries to its

oracles. (We take the minimum because the simulator will query its oracle only

when two queries by the adversary to its second and third oracles are associ-

ated appropriately.) The simulator’s S1 subroutine requires time proportional to

TimeH(µ) + log q1. (This is the time needed to compute Hk, to implement the

random injection, and the time to build the YtoM table.) The simulator’s S2 sub-

routine requires time proportional to log q1 (this is the time needed to do lookups

in YtoM). Thus, tS ≤ cµ(TimeH(µ) · q1 + (q1 + q2) log q1) for c a small, absolute

constant.

The proof. The proof is captured by two main lemmas. The first lets us simplify

the simulator by showing that we can focus on a certain class of adversaries without

loss of generality. The second lemma bounds the probability of success of any pro-

adversary in this class against the simplified simulator.

Let the simplified simulator SS = (SSI,SS1,SS2) be defined as shown in

Figure 4.3. Here SS1 implements a random injection and SS2 always returns a

string of random bits. (Recall that pointless queries are disallowed, so SS2 need

not perform consistency checks.) Note that the key received by the simulator in
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SSI is never actually used, so we could technically dispense with SSI completely.

Let A be any pro adversary against H that makes at most q queries. Con-

sider the query transcript (ty1, Q1, R1)A, . . . , (tyt, Qt, Rt)A that results from run-

ning A within game CONSH or PROH,S . For 1 ≤ i ≤ t, tyi ∈ {0, 1, 2} specifies

to which oracle (numbered left to right) the ith query was made, the query being

Qi ∈ M ∪ {0, 1}ν , with response Ri ∈ MH ∪ {0, 1}ν+τ . We show that it is suffi-

cient to consider an adversary A which is restricted in the types of oracle queries

it makes. Let a construction-respecting adversary be such that the transcript re-

sulting in its interaction with any triple of oracles does not have entries (1, Qi, Ri)

and (2, Qj, Rj) with i < j and Qj = Hk(Ri). In particular, this means that such

an adversary never queries the second oracle on a value, gets the response, hashes

it with Hk, and then queries the third oracle on the resulting value. Such a pair

of queries will be called construction disrespecting.

Lemma 4.4.1. Let A be a pro adversary against H running in time at most t

and making at most q queries to all of its oracles with the combined length of all

queries at most µ. Then there exists a construction-respecting adversary B such

that

AdvH,Spro (A) = AdvH,SSpro (B)

where B runs in time at most tB ≤ t + cµ(q · TimeH(µ) + q log q) and makes at

most q queries.

Proof. We construct an adversary B that runs A and incorporates the checks done

by simulator S for various oracle queries. Namely let B, given oracles O′0,P ′1,P ′2
and run on input k, work as follows. It runs A(k) and answer A’s oracle queries

as follows.

query O0(M):

Ret O′0(M)

query P1(M):

X ← P ′1(M)
YtoM[Hk(X)]←M
Ret X

query P2(Y ):
If YtoM[Y ] 6= ⊥ then

Ret O′0(YtoM[Y ])
Ret P ′2(Y )

The table YtoM is initially everywhere bottom. When A halts with output bit b,

adversary B outputs b. Adversary B runs in time t+cµ(qTimeH(µ)+q log q) where
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c is an absolute, small constant and log q accounts for the time required for YtoM.

We now justify that

Pr
[
ACONSH ⇒ 1

]
= Pr

[
BCONSH ⇒ 1

]
, and (4.2)

Pr
[
APROH,S ⇒ 1

]
= Pr

[
BPROH,SS ⇒ 1

]
. (4.3)

For (4.2) we have by construction that both A and B behave identically until A in-

duces a construction-disrespecting pair of queries. Consider the first such pair made

by A, letting the resulting transcript entries be (1, Qi, Ri)A and (2, Hk(Ri), Rj)A

where i < j. If A is interacting with the oracles (H, I1, I2) in game CONSH,

then it receives responses Ri = I1(Qi) and Rj = I2(Hk(Ri)) = I2(Hk(I1(Qi))).

If, on the other hand, A is running within B (which in turn has the same oracles

(H, I1, I2)), then instead of the query (2, Hk(Ri), Rj)A, the transcript will have an

entry (0, Qj, R
′
j)B in its place. Here, Qj = Qi and, by the construction of MCM,

R′j = I2(Hk(I1(Qi))). Therefore in both cases A receives identically distributed or-

acle responses. Repeating this reasoning for each pair of construction-disrespecting

queries justifies (4.2).

For (4.3) we first show that the probability that APROH,S ⇒ 1 is equal

to the probability that BPROH,S ⇒ 1. The argument is similar to the one just

given. In short, consider a pair of construction-disrespecting queries and their

transcript entries (1, Qi, Ri)A and (2, Hk(Ri), Rj)A for i < j. If A is interacting

with (R,S1,S2) it receives responses Ri computed by RI∗M,τ (1, Qi) and Rj = R(Qi)

(because the conditional in S2 will evaluate to true for such a query). IfA is running

within B, then B replaces (2, Hk(Ri), Rj)A with (0, Qj, Rj)B where Qj = Qi and

Rj = R(Qi). Thus the events occur with the same probability. Now we note that,

for any construction-respecting adversary B, execution of BPROH,S never causes the

conditional statement in S2 to evaluate to true. Thus we can replace S with SS,

justifying (4.3).

Lemma 4.4.2. Let A be a construction-respecting pro adversary against H run-

ning in time at most t and making at most (q0, q1, q2) queries to its oracles with

the maximum query length being µ bits. Then there exists a cr adversary B such
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that

AdvH,SSpro (A) ≤ AdvH
cr(B) +

(q0 + q2)2

2η+τ
+

(q0 + q1)2

2ν+τ
+ (q0 + q1)q2

(
1

2η
+ ∆

)
(4.4)

where B runs in time at most tB ≤ t + cµ(q0 ·TimeH(µ) + (q0 + q1) log(q0 + q1) +

q0 log q0 + q2).

Proof. First we lift the injectivity constraint of the third oracle, i.e. I2, in game

CONSH, incurring a standard birthday-bound loss. That is let CONS′H be the

game that is the same as CONSH except that oracle P2 now implements a random

function RFη,η+τ (2, ·). Then,

Pr
[
ACONSH ⇒ 1

]
≤ Pr

[
ACONS′H ⇒ 1

]
+

(q1 + q3)2

2η+τ
(4.5)

where here the numerator of the last term is the maximum number of times a

range point of I2 is sampled. Game G0 (Figure 4.4, boxed statements included)

implements CONS′H. The table F is used to build the random function RFη,η+τ (2, ·).
(The consistency checks on lines 014 and 033 ensure that game G0 implements a

random function for the third oracle.) The random injection I1 is implemented

directly using a subroutine RI∗M,τ (1, ·) called on lines 011 and 021. This justifies

that

Pr
[
ACONS′H ⇒ 1

]
= Pr

[
AG0 ⇒ 1

]
. (4.6)

Game G1 (Figure 4.4, boxed statements omitted) is exactly like G0 but with

the boxed statements removed. In particular this means that O0 and P2 always

return random bits. Notice that queries to O0 can determine points under the

injection on line 011 (something not possible via a query to the oracle R); however,

the adversary learns nothing about these points and therefore they appear fresh if

later returned by an P1 query. Similarly, O0 queries can set values in the table F

on line 015, but these values do not impact any later random variables in the game

(because of the boxed statements are omitted in game G1). Thus, G1 implements

the oracles (R,SS1,SS2), i.e. game PROH,SS , and so

Pr
[
APROH,SS ⇒ 1

]
= Pr

[
AG1 ⇒ 1

]
. (4.7)
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procedure Initialize

000 Ret k $← KH
procedure O0(M)
010 j ← j + 1; M j ←M
011 Xj ← RI∗M,τ (1,M j)

012 Y j ← Hk(Xj); Cj $← {0, 1}η+τ
013 If F[Y j ] 6= ⊥ then
014 bad← true; Cj ← F[Y j ]
015 Ret F[Y j ]← Cj

procedure P1(M) G0 G1
020 j ← j + 1; M j ←M
021 Xj ← RI∗M,τ (1,M j)
022 Ret Xj

procedure P2(Y )
030 j ← j + 1; Y j ← Y

031 Cj
$← {0, 1}η+τ

032 If F[Y j ] 6= ⊥ then
033 bad← true; Cj ← F[Y j ]
034 Ret F[Y j ]← Cj

procedure Initialize

200 Ret k $← KH
procedure O0(M)
210 j ← j + 1; M j ←M
211 Xj ← RI∗M,τ (1,M j)
212 Y j ← Hk(Xj)
213 If F[Y j ] 6= ⊥ then bad← true
214 F[Y j ]← 1
215 Ret Cj $← {0, 1}η+τ

procedure P1(M) G2
220 j ← j + 1; M j ←M
221 Xj ← RI∗M,τ (1,M j)
222 Ret Xj

procedure P2(Y )
230 j ← j + 1; Y j ← Y
231 If F[Y j ] 6= ⊥ then bad← true
232 F[Y j ]← 1
233 Ret Cj $← {0, 1}η+τ

procedure Initialize

300 Ret k $← KH
procedure O0(M)
310 j ← j + 1; M j ←M

311 Xj ← RI∗M,τ (1,M j)
〈
RF∗M,τ (1,M j)

〉
312 Y j ← Hk(Xj)
313 If F[0, 0, Y j ] 6= ⊥ then bad1← true
314 If F[0, 2, Y j ] 6= ⊥ then bad2← true
315 F[0, 0, Y j ]← F[0, 2, Y j ]← 1
317 Ret Cj $← {0, 1}η+τ

procedure P1(M) G3
〈

G4
〉

320 j ← j + 1; M j ←M

321 Xj ← RI∗M,τ (1,M j)
〈
RF∗M,τ (1,M j)

〉
322 Y j ← Hk(Xj)
323 If F[1, 2, Y j ] 6= ⊥ then bad2← true
324 Ret Xj

procedure P2(Y )
330 j ← j + 1; Y j ← Y
331 If F[0, 2, Y j ] 6= ⊥ then bad2← true
332 F[0, 2, Y j ]← F[1, 2, Y j ]← 1
333 Ret Cj $← {0, 1}η+τ

Figure 4.4: Games used in the proof of Theorem 4.2.2. Initially j = 0 and the
table F is everywhere ⊥.
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The games are also identical-until-bad and so the fundamental lemma of game-

playing [13], together with (4.5), (4.6), and (4.7), justifies

AdvH,SSpro (A) = Pr
[
ACONSH ⇒ 1

]
− Pr

[
APROH,SS ⇒ 1

]
≤ Pr

[
ACONS′H ⇒ 1

]
− Pr

[
APROH,SS ⇒ 1

]
+

(q1 + q3)2

2η+τ

= Pr
[
AG0 ⇒ 1

]
− Pr

[
AG1 ⇒ 1

]
+

(q1 + q3)2

2η+τ

≤ Pr
[
AG1 sets bad

]
+

(q1 + q3)2

2η+τ
(4.8)

Game G2, shown in Figure 4.4, modifies game G1 in the following ways. The

random sampling of Cj in O0 and P2 are deferred until the end of the procedures.

Instead of filling the table F with values, positions are just marked with a 1 to

represent having been defined. It is clear that

Pr
[
AG1 sets bad

]
= Pr

[
AG2 sets bad

]
. (4.9)

Game G3 (Figure 4.4, boxed statements included and large-bracketed statements

omitted) differs from G2 in that we replace bad with two distinct flags bad1 and

bad2. The former is set when two Y j values defined in O0 collide (line 313). The

latter is set if a Y j value in O0 and a Y j value in P2 collide (lines 314 and 331)

or if a Y j value chosen in P1 collides with a Y j previously chosen in P2 (line 323).

We have that if executing AG2 on a sequence of random coins leads to bad being

set, then executing AG3 on the same random coins will necessarily lead to either

bad1 or bad2 being set. (Note that more sequences of random coins could result

in AG3 setting one of the two flags, because of the line 323.) Thus

Pr
[
AG2 sets bad

]
≤ Pr

[
AG3 sets bad1 ∨ AG3 sets bad2

]
(4.10)

≤ Pr
[
AG3 sets bad1

]
+ Pr

[
AG3 sets bad2

]
. (4.11)

We can bound the probability of bad1 being set as follows. We build an

adversary B which breaks the collision-resistance of H whenever bad1 is set in G3,

meaning

Pr
[
AG3 sets bad1

]
= AdvH

cr(B) . (4.12)
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Let B be the adversary that, on input k, runs A(k) and answers A’s oracle queries

as in G3. If ever two values X i 6= Xj are computed such that Hk(X
i) = Hk(X

j)

then B returns (X i, Xj). To justify (4.12), first note that the distributions of

random variables in the process k
$← KH ; B(k) and in AG3 are the same. Suppose

B forces bad1 to be set. Then two values Y i and Y j collide for some i 6= j. The

fact that A never makes pointless queries implies that the corresponding queries

M i and M j made to O0 by A are not equal. In turn the injectivity of RI∗M,τ (1, ·)
gives that X i 6= Xj.

To bound the probability of bad2 being set, we first perform one more game

transition. Game G4 (Figure 4.4, boxed statements replaced by large-bracketed

statements) behaves exactly like G3 except we remove the injectivity of the first

mixing step. We relate the games G3 and G4 by the inequality

Pr
[
AG3 sets bad2

]
≤ Pr

[
AG4 sets bad2

]
+

(q1 + q2)2

2ν+τ
(4.13)

which can be justified by a simple birthday argument where q1+q2 is the maximum

number of range points sampled by RI∗M,τ (1, ·) in G3.

Now we bound the probability that bad2 is set in G4. We first argue that

the probability of bad2 being set is unrelated to the adaptivity of A and the

choice of messages queried by A to P2. If bad2 is set on line 314 or 323, it is

because of a fresh random choice of Y about which the adversary knows nothing.

If bad2 is set on line 331, then the adversarially-chosen value Y collides with a

value Y previously chosen. However, because A is construction-respecting it has

no information about Y at the time of the P2 query. (The only way to learn such

a point would be to query P1 before the bad2-setting query to P2.). Thus even in

this case it’s a fresh random value.

We can therefore bound the probability of bad2 being set in G4 by the

probability of success in the following combinatorial game. Pick a key k
$← KH .

Fix any q3 points y1, . . . ,yq3 from {0, 1}ν . Let Y = {y1, . . . ,yq3}. Fix any q1 + q2

numbers l1, . . . , lq1+q2 such that {0, 1}li ∈MH for 1 ≤ i ≤ q1 +q2. Finally, choose

values Xi
$← {0, 1}li for 1 ≤ i ≤ q1 + q2. The combinatorial game is “successful” if

there exists i, j such that Hk(Xi) = yj. In terms of our proof, A gets to pick the

(optimal) y values and l values and these will be its P2 queries and the lengths of
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it’s O0 and P1 queries, respectively. We have that

Pr
[
AG4 sets bad2

]
≤ Pr

[
Hk(X

i) = Y j for some i,j
]

≤
q0+q1∑
i=1

∑
k∈KH

Pr [Hk(Xi) ∈ Y |K = k ] · Pr [K = k ]

=

q0+q1∑
i=1

∑
k∈KH

Pr

[
q3∨
j=1

Xi ∈ PreIm(k, li,yj)

]
· pk

≤
q0+q1∑
i=1

∑
k∈KH

q3∑
j=1

Pr [Xi ∈ PreIm(k, li,yj) ] · pk

=

q0+q1∑
i=1

q2∑
j=1

∑
k∈KH

|PreIm(k, li,yj)|
2li

· pk

≤
q0+q1∑
i=1

q2∑
j=1

∑
k∈KH

(
2li−η

2li
+ δ(k, li,yj)

)
· pk

=

q0+q1∑
i=1

q2∑
j=1

[
2li−η

2li
+
∑

k∈KH

pk · δ(k, li,yj)

]

≤ (q0 + q1)q3

2η
+

q0+q1∑
i=1

q2∑
j=1

∑
k∈KH

pk ·∆k

≤ (q0 + q1)q3

2η
+ (q0 + q1)q2∆

where pk = Pr[k = k : k
$← KH ]. Combining the inequality above with (4.8), (4.9),

(4.10), (4.11), (4.12), and (4.13) implies equation (4.4), the advantage relation

given in Lemma 4.4.2.

To finish the proof of the lemma, we analyze the resources used by the

adversary B. Adversary B runs AG3. Note, however, that lines 314, 315, 323, 331,

and 332 of G3 can be omitted since these only deal with setting bad2. Lines 311

and 321 (implementing the random injection) require at most (q0 + q1) log(q0 + q1)

time since q0 + q1 points are sampled. Line 312 requires at most q0 ·TimeH(µ) time

over the course of the game. Line 313 will require at most q0 log q0 time. Thus,

tB ≤ t+cµ(q0 ·TimeH(µ)+(q0 +q1) log(q0 +q1)+q0 log q0 +q2) for a small, absolute

constant c.
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4.5 Secure Mixing Steps: the TE Construction

We now turn to showing the feasibility of instantiating the mixing steps E1

and E2 starting from blockciphers. We note that our eventual construction also

works starting from a suitable fixed-input-length random oracle. This would have

slight theoretical benefits because it is unknown whether the ROM and ICM are

equivalent [35]. However, one might want to utilize blockciphers and the proofs

are only rendered more complex when considering invertible components, thus we

stick to the former.

We specify a construction that is a PRIO, i.e. indifferentiable from a ran-

dom injection. Under the composability guarantees of the indifferentiability frame-

work [55] (though see Section 4.7), the security of schemes (e.g., MCM) proven

secure while modeling components as ideal injections remains when these objects

are replaced by PRIOs.

At first glance the notion of a PRIO might appear to be essentially equiva-

lent to that of a pseudorandom oracle. The distinction is somewhat analogous to

the difference between PRPs and PRFs. Indeed, random injections and random

functions behave similarly up to a birthday-bound, which implies that any PRIO

is a good PRO and vice versa. But the more important (and subtle) concern is

that the closeness of the definitions might lead one to the conclusion that there are

trivial constructions for our mixing steps, utilizing any PRO. However, this would

be entirely insufficient for our application because, while a PRO appears injective

with high probability, it is not necessarily injective by construction. Once we step

outside of idealized models we would then have a standard model object that does

not suffice for the collision-resistance guarantee of Section 4.2. So for clarity of

exposition and analysis, we found it useful to draw a distinction between the two

objects.

Building a PRIO that is injective by construction from a blockcipher (mod-

eled as ideal) proves a challenging task. Our object must be publically computable,

so no secret keys are allowed. A minimum intuitive security requirement for the

object is that the outputs resulting from applying it to two messages that differ in

a single bit must appear to have been chosen independently at random, even when
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adversaries have direct access to the underlying blockcipher. This rules out the

straightforward use of existing blockcipher modes of operation, such as CBC, with

a public key and fixed IV or even the more complex variable-length enciphering

schemes (e.g. [44, 46, 47, 68]).

The TE construction. Our construction utilizes two blockciphers and a trap-

door one-way permutation. Note that in the ideal cipher model one can eas-

ily derive two ciphers from a single cipher Ê at the cost of one bit of keying

material: E(K,M) ≡ Ê(1 || K,M) and E ′(K,M) ≡ Ê(0 || K,M). For sim-

plicity then we assume access to two ciphers E: {0, 1}k × {0, 1}n→{0, 1}n and

E ′: {0, 1}k × {0, 1}n→{0, 1}n. The cipher E will be used in a blockcipher mode

much like CTR mode encryption. The cipher E ′ will be utilized to build a func-

tion F for generating tags that will be (with high probability) unique to each input

message. A message’s tag then serves as the key for a CTR-mode-like enciphering

step. In fact our function F will realize a blockcipher-based construction of a pseu-

dorandom oracle, originally suggested in [28] and proven secure in [25]. Finally, a

trapdoor one-way permutation f is applied to the tag value, the result being the

first portion of the output. This step ensures the injectivity of the construction,

while the one-wayness “hides” the tag. We will require the trapdoor property in

the proof.

Let M = {0, 1}≤L′ where L′ = n · 2128. Let M+ = M || {0, 1}k. Let F
be a trapdoor permutation generator. Then we define the cryptographic function

TE[E,F ] = (Ff , E ,M,M+, k) as follows. The algorithm Ff runs (f, f−1)
$← F(1k)

and outputs f . The algorithm Ef and a realization of F are specified in Figure 4.5.

Used there is a prefix-free padding function PadPF: {0, 1}∗→({0, 1}n)+. This

means that for any two messages M,M ′ ∈ {0, 1}∗ with |M | 6= |M ′| the string

PadPF(M) is not a prefix of PadPF(M ′). (Such functions are simple, one example

is to unambiguously pad M to sequence of n−1 bit blocks. Then append a zero to

all the blocks except the last, to which a one is appended.) Note that the security

of TE relies on adversaries not knowing f−1.3 If E
$← BC(k, n) and F = RFM,k,

3Note also that k might be too small for a secure instance of F, in which case one might have
to use F repeatedly to ensure a full domain point of f is generated.
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algorithm Ef (M):

T ← F(M)
M1M2 · · ·Mm

n←M
For i = 1 to m do
Yi ← E(T, 〈i〉)⊕Mi

Y0 ← f(T )
Ret Y0 || Y1 || · · · || Ym

algorithm F(M):

M1M2 · · ·Ml
n← PadPF(M)

X0 ← IV 1
For i = 1 to l do
Xi ← E ′(Mi, Xi−1)⊕Xi−1

Ret Xl

Figure 4.5: A description of TE[E,F ] = (Ff , E ,M,M+, k).

we write EE,F(M) to denote computing E on message M using oracle access to E

and F .

The security of TE. First we point out that our realization of F above is a PRO,

based on the proof in [25]. The composability guarantees of the indifferentiability

framework established in [55] then allow us to just treat F as a random oracle. As

per the definition in Section 4.1, we allow the simulator in game PRIO to choose

the trapdoor one-way permutation f used in TE. Namely, the Initialize procedure

of PRIOE,S (for some simulator S = (SI,S1,S2,S3)) runs SI and returns its return

value. In game CONSE , Initialize directly runs (f, f−1)
$← F(1k) and returns f .

Our simulator is shown in Figure 4.6, where I = RI∗M,k. Recall that the

notation M j
1 · · ·M j

m
n←M for some string M means, informally, to parse M into

as many n-bit blocks as possible, putting the remaining bits in a final string M j
m.

Likewise Y j
0 · · ·Y j

m
k,n←− I(M j) for some string M j means parse the string returned

by I into a k-bit prefix, as many n-bit blocks as possible, and putting the remaining

bits into a final string Y j
m.

The next theorem captures the main result of this section.

Theorem 4.5.1. Fix k ≥ 0 and n ≥ 0. Let E
$← BC(k, n) be an ideal cipher with

inverse D, let F = RFM,k, and let F be a trapdoor permutation generator. Let

TE[E,F ] = (Ff , E ,M,M+, k) be as specified above. Let A be an adversary that

asks at most (q0, q1, q2, q3) oracle queries, each of length at most µ bits, and runs

in time at most t. Then there exists an adversary B such that

AdvE,Sprio(A) ≤ AdvF,k
spowf(B) +

(q0σ + q1 + q2)2

2n
+

(q0 + q3)2

2k
.
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subroutine SI
(f, f−1)

$← F(1k)
Ret f

subroutine SE(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

Ret U
$← {0, 1}n

subroutine SD(K,U)

If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

Ret C
$← {0, 1}n

subroutine SF(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←− I(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

Figure 4.6: The simulator S = (SI,SE,SD,SF) used in the proof of Theorem
4.5.1.

where σ = dµ/ne. Let q = q0 + q1 + q2 + q3. The simulator S, defined in

Figure 4.6, runs in time at most tS ≤ cµ(q3Timef−1(1k) + q log q) for some ab-

solute constant c and makes q3 queries to its oracle. Adversary B runs in time

t′ ≤ t+ c′µ(q1Timef (1
k) + q log q) for some absolute constant c′ and makes at most

(q0 + q3, q3) queries to its first oracle and second oracles respectively.

A proof of the theorem is provided in Section 4.6, here we just provide a brief proof

sketch. An adversary is given either oracles implementing the tuple of algorithms

(E , E,D,F) or (I,SE,SD,SF) where I = RI∗M,k. Recall that D is the oracle

implementing the inverse of E. Intuitively the structure of TE ensures that an

adversary, attempting to discover information about the tag and via it the random

pad created for some message M , must reveal M to the simulator (by querying

the fourth oracle). Knowing M , the simulator can ‘program’ the random pad to

be consistent with output of the ideal injection I.

The simulator will fail if either of two events occurs. The first event cor-

responds to when two tags collide in the course of simulating the construction.

If this happens the CTR mode must generate the same pad, and no longer hides

relationships between input and output bits. Such an event will occur with low

probability because F is a RO. The second kind of event is if the adversary infers

a tag value without utilizing its fourth oracle (F or SF). If it can do so, then

it can compute the pad using the second oracle (E or SE) before the simulator
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knows the message the tag corresponds to. This event should happen with low

probability because it requires the adversary inverts f on some image returned as

the first k bits of a query to the first oracle. Since neither event occurs with high

probability, we achieve a bound on the adversary’s ability to differentiate the two

sets of oracles.

Discussion. One might wonder if we can dispense with the one way permutation.

In fact it is requisite: omitting it would result in a construction easily differentiable

from a random injective oracle. An adversary could simply query its first oracle on

a random message M1, receiving T || Y1. Then the adversary could query its third

oracle (either D or SD) on (T, Y1). At this point the simulator has no knowledge

about M1 and will therefore only respond correctly with low probability.

The TE construction is a proof-of-concept: it is the first object to achieve

our new goal of being simultaneously constructively injective and indifferentiable

from a random injection. On the other hand it has several drawbacks when con-

sidering it for practical use. It is length-increasing (outputs are larger than the

inputs by at least the number of key bits of the underlying blockcipher). This

means that when utilized in MCM the output hash values will be larger compared

to the outputs of the provably CR function H. Further, the construction requires

two passes over the data and the application of a trapdoor permutation. In settings

where speed is not essential (e.g., contract signing), the extra expense of using TE

over that already incurred by hashing with a standard-model, provably collision-

resistant function H might not be prohibitive. All this said, the TE construction

does show that the MCM approach is feasible. We hope that future research will

surface improvements.

4.6 Proof of Theorem 4.5.1

Overview. Our proof is broken down into several lemmas. Lemma 4.6.1 shows

how to move the CONSE game closer to the PRIOE,S game, without significant

loss. Lemma 4.6.2 works in the other direction, modifying the PRIOE,S game to

move it closer to CONSE . These lemmas culminate in showing that the PRIO
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security experiment is captured by the difference between two identical-until-bad

games G0 and G1. After applying the fundamental lemma of game-playing [13],

the rest of the proof involves bounding the probability that bad is set in these

games. This last is captured by Lemma 4.6.3, and involves several more game

transitions from G1 to a setting in which one can show that bad is set only if the

adversary can invert f on some point. (Recall that in Section 5.1 we discuss that

a one-way function is also a some-point one-way function.)

For the rest of this section, let k ≥ 0 and n ≥ 0 be numbers. Let A be a

prio adversary against TE[E,F ] = (Ff , E ,M,M+, k) for E = ICk,n, F = RFM,k.

Assume A makes at most (q0, q1, q2, q3) queries to its four oracles. Let µ be the

maximal length of message queried by A and define σ = dµ/ne. The simulator

S = (SI,SE,SD,SF ) is defined in Figure 4.6.

We first state the separate lemmas and use them to conclude, then prove

each in turn.

Lemma 4.6.1. Adv(ACONSE ,AG0) ≤ (σq0 + q1 + q2)2/2n+1 �

Lemma 4.6.2. Adv(AG1,APRIOE ) ≤ (q0 + q3)2/2k+1 �

The above lemmas, combined with the fact that we can apply the fundamental

lemma of game-playing [13] due to G0 and G1 being identical-until-bad, give that

AdvE,Sprio(A) ≤ Adv(AG0,AG1) +
(σq0 + q1 + q2)2

2n+1
+

(q0 + q3)2

2k+1

≤ Pr
[
AG1 sets bad

]
+

(σq0 + q1 + q2)2

2n+1
+

(q0 + q3)2

2k+1
. (4.14)

The next lemma captures the bulk of the proof.

Lemma 4.6.3. There exists a spowf adversary B such that

Pr
[
AG1 sets bad

]
≤ AdvF,k

spowf(B) +
(q0 + q3)2

2k+1

and B runs in time t′ ≤ t + cµ((q1 + q2)TimeF(1k) + q log q) and makes at most

q0 + q3 queries to its PI oracle and at most q3 queries to its Inv oracle. �

Combining this last lemma with (4.14) implies Theorem 4.5.1.
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4.6.1 Proof of Lemma 4.6.1

We specify a sequence of games R0 −→ R1 −→ R2 −→ R3 −→ R4 −→ R5

−→ G0 such that

Adv(ACONSE ,AR0) = 0 (4.15)

Adv(AR0,AR1) ≤ (σq0 + q1 + q2)2

2n+1
(4.16)

Adv(AR1,AR2) = Adv(AR2,AR3) = 0 (4.17)

Adv(AR3,AR4) = Adv(AR4,AR5) = 0 (4.18)

Adv(AR5,AG0) = 0 (4.19)

which together imply the lemma statement. The first four games are shown in

Figure 4.7 and Figure 4.8 and game G0 is shown in Figure 4.10. In all games we

omit explicitly showing an Initialize procedure; in every game it just computes

(f, f−1)
$← F and returns f . We now discuss the game transitions to justify the

equations above.

Game R0 implements CONSE . The game uses two tables E and D to fa-

cilitate implementing an ideal cipher and a table F to facilitate implementating a

random oracle. Table I is built, but never used in R0 since pointless queries are

disallowed. (It will be useful in future games). We have justified (4.15).

Game R1 is the same as R0 except that we omit the boxed statements, which

in game R0 were used to ensure that the ideal cipher implementation behaves as a

family of permutations. In R1, instead, domain or range points could be allowed

to collide. A standard birthday-bound argument then justifies (4.16). (The boxed

statements only execute should a randomly selected value collide with some small

number of previously defined values.)

Game R2 is the same as R1, just explicitly omitting the conditionals and

associated boxed statements from game R1. Game R3 drops updating D in two

places. This does not affect the game execution because the values in D are only

used in P2 and the restriction against pointless queries means that P2 will never be

queried on a K,U such that D[K,U ] was defined in a previous query to P1 or P2.

We have justified (4.17).
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Game R4 changes handling of P3 queries: instead of directly sampling and

recording in F, the oracle now queries O0 on M to retrieve Y j
0 · · ·Y j

m, and then

returns f−1(Y j
0 ). The consistency check at the beginning of O0 ensures that if a

previous query to O0 by A set F[M ], then the correct value is returned. On the

other hand, R4 differs from R3 in that a query to P3 on M might set several random

variables that were not set for such a query in R3 (e.g., values in E). However, the

adversary learns nothing about these values until it makes a O0(M) or P1 query,

and so choosing them in response to the earlier query is just eager sampling. The

change is therefore conservative, meaning Adv(AR3,AR4) = 0.

Game R5 makes two conservative changes to R4. First, the consistency

checks for selection of T in O0 are dropped. This check is now redundant because

P3 no longer adds entries to F separately and so consistency is established by the

check against I at the beginning of the O0 procedure. Second, R5 adds extra

consistency checks at the beginning of P1 and P2. This is facilitated by adding the

tables EE and DD, which have entries added in P3. We argue that the modifications

to P1 and P2 does not change the game’s behavior. If EE[K,C] does not equal

bottom when handling a query P1(K,C), then E[K,C] is set to EE[K,C]. This is

because for EE[K,C] to be set, P3 must have been called, and, in turn, this ensures

that O0 was executed. Moreover, the value EE[K,C] = Mi ⊕ Yi = Pi is exactly

the value stored in E in O0. A similar argument establishes that DD[K,U ] being

set coincides with a consistent value already stored in D[K,U ]. These changes

therefore do not change the behavior of the game, and so Adv(AR4,AR5) = 0. We

have justified (4.18).

Game G0 is game R5 but with a flag bad that can be set. The flag does

not otherwise affect the execution of the game, and so Adv(AR3,AG0) = 0. We

have justified (4.19).
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procedure O0(M) Game R0 R1
If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k
If F[M ] 6= ⊥ then T ← F[M ]
F[M ]← T ; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If D[T, Pi] 6= ⊥ then

Pi
$← {0, 1}n \ E[T, ·]

If E[T, 〈i〉n] 6= ⊥ then
Pi ← E[T, 〈i〉n]

E[T, 〈i〉n]← Pi ; D[T, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

U
$← {0, 1}n

If D[K,U ] 6= ⊥ then

U
$← {0, 1}n \ E[K, ·]

If E[K,C] 6= ⊥ then U ← E[K,C]
E[K,C]← U ; D[K,U ]← C
Ret U

procedure P2(K,U)

C
$← {0, 1}n

If E[K,C] 6= ⊥ then

C
$← {0, 1}n \ D[K, ·]

If D[K,U ] 6= ⊥ then C ← D[K,U ]
E[K,C]← U ; D[K,U ]← C
Ret C

procedure P3(M)

If F[M ] = ⊥ then F[M ]
$← {0, 1}k

Ret F[M ]

procedure O0(M) Game R2 R3

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k
If F[M ] 6= ⊥ then T ← F[M ]
F[M ]← T ; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[T, 〈i〉n] 6= ⊥ then
Pi ← E[T, 〈i〉n]

E[T, 〈i〉n]← Pi ; D[T, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

U
$← {0, 1}n

If E[K,C] 6= ⊥ then U ← E[K,C]
E[K,C]← U ; D[K,U ]← C
Ret U

procedure P2(K,U)

C
$← {0, 1}n

If D[K,U ] 6= ⊥ then C ← D[K,U ]
E[K,C]← U ; D[K,U ]← C
Ret C

procedure P3(M)

If F[M ] = ⊥ then F[M ]
$← {0, 1}k

Ret F[M ]

Figure 4.7: Games R0, R1, R2, and R3. The notation E[K, ·] (resp. D[K, ·])
denotes the set Y = {Y | ∃X s.t. Y = D[K,X]}.
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procedure O0(M) Game R4
If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k
If F[M ] 6= ⊥ then T ← F[M ]
F[M ]← T ; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[T, 〈i〉n] 6= ⊥ then
Pi ← E[T, 〈i〉n]

E[T, 〈i〉n]← Pi ; D[T, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

U
$← {0, 1}n

If E[K,C] 6= ⊥ then U ← E[K,C]
Ret E[K,C]← U

procedure P2(K,U)

C
$← {0, 1}n

If D[K,U ] 6= ⊥ then C ← D[K,U ]
E[K,C]← U
Ret C

procedure P3(M)
j ← j + 1

Y j
0 · · ·Y j

m
k,n←−O0(M)

Ret Γ← f−1(Y0)

procedure O0(M) Game R5

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[T, 〈i〉n] 6= ⊥ then
Pi ← E[T, 〈i〉n]

E[T, 〈i〉n]← Pi ; D[T, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

U
$← {0, 1}n

If E[K,C] 6= ⊥ then U ← E[K,C]
Ret E[K,C]← U

procedure P2(K,U)
If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n

If D[K,U ] 6= ⊥ then C ← D[K,U ]
E[K,C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

Figure 4.8: Games R4 and R5.
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4.6.2 Proof of Lemma 4.6.2

We specify a sequence of games I0 −→ I1 −→ G1 such that

Adv(AI0,APRIOE,S ) ≤ (q0 + q3)2

2k+1
(4.20)

Adv(AI0,AI1) = Adv(AI1,AG1) = 0 (4.21)

which together imply the lemma statement. Games I0 and I1 are shown in

Figure 4.9. Game G1 is shown in Figure 4.10. Procedure Initialize is not shown,

in all games it simply generates (f, f−1)
$← F(1k) and returns f . We now discuss

each game in turn to justify Equations (4.20) and (4.21).

In game I0 procedure O0 implements a random function while P1, P2, and

P3 implement the SE, SD, and SF subroutines of simulator S = (SI,SE,SD,SF).

Here I0 does not explicitly include SI, instead we allow the procedures access

to f−1 as if SI was used. The only distinction, then, between I0 and PRIOE,S is

that O0 is a random function in the former and a random injection in the latter.

Game I0 also includes extra book-keeping code such asthe table E, but this does

not affect the implemented functionality. The PRP/PRF switching lemma [13]

implies (4.20), since at most q0 + q3 invocations of O0 occur, meaning that many

bit strings of length at least k + 1 bits are sampled.

Game I1 modifies the way game I0 implements O0. Nevertheless, the values

returned by O0 in I1 are randomly chosen strings of length k+ |M | for any message

M queried. To see this, note that T is selected uniformly, and by the permutivity

of f this means f(T ) inherits this distribution. Each Yi value is equal to Pi ⊕Mi

where Pi is chosen randomly, so each Yi value is a random bit string. We have

justified that Adv(AI0,AI1) = 0.

Game G1 is game I1 but with a flag bad that might be set. The flag does

not modify any other variables, and otherwise the games are identical. We have

justified (4.21).

4.6.3 Proof of Lemma 4.6.3

We proceed through a sequence of games G1 −→ G2 −→ G3 −→ G4 −→
G5 and build from game G5 a spowf adversary B. The games are shown in Figures
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procedure O0(M) Game I0

If I[M ] 6= ⊥ then Ret I[M ]

Φ || Ỹ $← {0, 1}k+|M |

Ret I[M ]← Φ || Ỹ

procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

Ret E[K,C]
$← {0, 1}n

procedure P2(K,U)

If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n

E[K,C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

procedure O0(M) Game I1

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
E[T, 〈i〉n]← Pi ; D[T, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

Ret E[K,C]
$← {0, 1}n

procedure P2(K,U)

If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n

E[K,C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

Figure 4.9: Games I0 and I1.

4.10 and 4.11 and B is shown in Figure 4.12. We will justify that

Pr
[
AG1 sets bad

]
= Pr

[
AG2 sets bad

]
(4.22)

= Pr
[
AG3 sets bad

]
(4.23)

≤ Pr
[
AG4 sets bad

]
+

(q0 + q3)2

2k+1
(4.24)

= Pr
[
AG5 sets bad

]
+

(q0 + q3)2

2k+1
(4.25)

≤ AdvF,k
spowf(B) +

(q0 + q3)2

2k+1
. (4.26)
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These equations (along with the analysis of B’s running time below) imply Lemma

4.6.3. We discuss each game transition in turn and then B to justify equations

(4.22) through (4.26).

Game G2 is the same as G1 except that instead of recording points in E

based on T or K, points are recorded via f(T ) and f(K). Since f is a permutation

this does not change the implemented functionality, justifying (4.22). Game G3

(boxed statements are omitted) adds a set T for recording choices of T in O0 and

a flag bad2 that is set if two values T are chosen to be the same value in the course

of the game. The functionality of the oracle is not modified, however, leading to

equality (4.23). Game G4 (boxed statements included) restricts sampling of T to

not allow such duplicates. We have that

Pr
[
AG3 sets bad

]
− Pr

[
AG4 sets bad

]
≤ Pr

[
AG4 sets bad2

]
(4.27)

by the fact that G3 and G4 are identical-until-bad2 and the fundamental lemma of

game-playing [13]. At most q0 + q3 values are added to T in G4. The probability

that any pair of such points collides is at most 1/2k, so

Pr
[
AG4 sets bad2

]
≤ (q0 + q3)2

2k+1
.

Combining the above with (4.27) justifies (4.24). Game G5 just samples from

{0, 1}k\T directly when choosing T values in O0. This conservative change imple-

ments the same functionality as in G4, which justifies (4.25).

Adversary B works just like AG5 except no initialize procedure is used

(instead, B receives the spowf experiment’s choice of f); O0 is handled using the

PI oracle provided to B; and P3 uses the Inv oracle provided to B to invert some

image points. Several observations are in order about the behavior of B. First,

every point queried to Inv necessarily is a value returned by PI since Y j
0 is returned

by O0. Second, if bad is set, then (i) the value P[Φ] output by B is the preimage

of an image Φ returned by PI and (ii) B never queried Φ to Inv.

To justify (i) we observe that bad is set only in two cases. The first occurs

when an execution of O0 set a point E[Φ, 〈i〉n] and a query to P1 was made with K

such that f(K) = Φ. The second occurs when an execution of O0 set a point
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D[Φ, Pi] and a query to P2 was made with K such that f(K) = Φ. In these two

cases, the value output must be a preimage of a value Φ returned by PI. (Other

possible cases will not lead to bad being set. Pointless queries disallow bad being

set due to two queries to P1, or to P2. That PI samples without replacement means

bad cannot be due to two executions of O0.)

To justify (ii), we note that no value P[Φ] is ever recorded after a query

Inv(Y0) for Y0 = Φ. This is so because of the checks against EE and DD in the code

of P1 and P2. By justifying (i) and (ii) we have justified (4.26).

The running time of B is at most the time to run A plus overhead pro-

portional to (q1 + q2)Timef (k) + q log q where q = q0 + q1 + q2 + q3. The log q

factor accounts for the time to implement the tables P, E, D, EE, and DD. Thus,

t′ ≤ t + cµ((q1 + q2)Timef (k) + q log q) where µ is the longest message queried by

A and c is a small, absolute constant. Moreover, B makes q0 + q3 queries to its PI

oracle and makes q3 queries to its Inv oracle.

4.7 Composability Limitations and Open Prob-

lems

Recall that the key benefit of indifferentiability results is the guarantee

of composability, as discussed in depth in [55]. For example, a cryptographic

scheme E proven secure when utilizing a (monolithic) random oracle R remains

secure if the random oracle is replaced by a PRO construction C. When we say

“remains secure” we mean that the existence of an adversary breaking the security

of ER implies the existence of an adversary that breaks the security of EC . This

means we can safely argue about the security of EC in two steps: show that C

is indifferentiable from R and then that ER is secure. Enabling this approach is

a significant benefit of simulation-based definitions (the UC framework is another

example [19]). Our results also allow for secure composition, but with important

(and perhaps subtle) qualifications.

First, we note that both Theorem 4.2.2 and Theorem 4.5.1 differ from pre-

vious indifferentiability results because they are complexity-theoretic in nature.
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Specifically, the indifferentiability of MCM from a random oracle (Theorem 4.2.2)

relies on an adversary’s inability to find collisions under H. The indifferentiability

of TE from a random injection (Theorem 4.5.1) relies on an adversary’s inability to

invert the trapdoor permutation f . We must bound the computational power of the

adversary in both results, since an unbounded adversary can always find collisions

against H or invert f . This means that EMCM, for example, is secure only against

computationally-bounded adversaries, even if ER is information-theoretically se-

cure. This is a problem for random-oracle-based constructions E that require

information-theoretic security (see, e.g. [18]).

Second, Theorem 4.5.1 relies on a simulator that knows the trapdoor of the

one-way permutation (i.e., it gets to control generation of the permutation). Effec-

tively then, instantiating TE requires a trusted party to publish a description of f ,

which can be considered a common reference string (CRS). We allow the simulator

to choose the CRS in the proof. Recent results by Pass and Canetti et al. [22, 63]

call into question the (wide) use of such powerful simulators, in that composability

of some security properties might be lost. For example, Pass discusses how denia-

bility of non-interactive zero-knowledge proofs (the prover can assert that he never

even proved a statement) does not hold if the proof relies on the zero-knowledge

simulator choosing the CRS [63]. Indeed interpreting the composability theorem

for the indifferentiability framework [55, Thm. 1] in the context of TGen implies

that some security properties (e.g., deniability) of constructions using TE will not

hold in settings where other parties are allowed to know f .

These subtle nuances of our results lead to a host of provocative open ques-

tions. What other properties, beyond deniability, are compromised by the weak

composability guarantees of TE? Is it (im)possible to build PRIOs without re-

lying on such strong simulators? Can we strengthen the MCM security result,

or find other constructions, that simultaneously are provably CR and yet have

information-theoretic indifferentiability from a RO?
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procedure O0(M) Game G0 G1

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[T, 〈i〉n] 6= ⊥ then

bad← true; Pi ← E[T, 〈i〉n]
E[T, 〈i〉n]← Pi ; D[T, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

U
$← {0, 1}n

If E[K,C] 6= ⊥ then
bad← true; U ← E[K,C]

Ret E[K,C]← U

procedure P2(K,U)
If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n

If D[K,U ] 6= ⊥ then
bad← true ; C ← D[K,U ]

E[K,C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

procedure O0(M) Game G2

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[Φ, 〈i〉n] 6= ⊥ then bad← true
E[Φ, 〈i〉n]← Pi ; D[Φ, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

U
$← {0, 1}n; Φ← f(K)

If E[Φ, C] 6= ⊥ then bad← true
Ret E[Φ, C]← U

procedure P2(K,U)
If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n ; Φ← f(K)

If D[Φ, U ] 6= ⊥ then bad← true
E[Φ, C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

Figure 4.10: Games G0 (boxed statements included), G1 (boxed statements
omitted), and G2.
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procedure O0(M) Game G3 G4

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k
If T ∈ T then

bad2← true; T
$← {0, 1}k\T

T ∪← T ; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[Φ, 〈i〉n] 6= ⊥ then bad← true
E[Φ, 〈i〉n]← Pi ; D[Φ, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

U
$← {0, 1}n; Φ← f(K)

If E[Φ, C] 6= ⊥ then bad← true
Ret E[Φ, C]← U

procedure P2(K,U)
If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n ; Φ← f(K)

If D[Φ, U ] 6= ⊥ then bad← true
E[Φ, C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

procedure O0(M) Game G5

If I[M ] 6= ⊥ then Ret I[M ]
M1 · · ·Mm

n←M
T

$← {0, 1}k\T
T ∪← T ; Φ← f(T )
for i = 1 to m do
Pi

$← {0, 1}n
If E[Φ, 〈i〉n] 6= ⊥ then bad← true
E[Φ, 〈i〉n]← Pi ; D[Φ, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym
procedure P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

U
$← {0, 1}n; Φ← f(K)

If E[Φ, C] 6= ⊥ then bad← true
Ret E[Φ, C]← U

procedure P2(K,U)
If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n ; Φ← f(K)

If D[Φ, U ] 6= ⊥ then bad← true
E[Φ, C]← U
Ret C

procedure P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← f−1(Y0)
For 1 ≤ i ≤ m do
EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

Figure 4.11: Games G3 (boxed statement omitted), G4 (boxed statement in-
cluded), and G5.
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Adversary BPI,Inv(f)

Run A(f), answering oracle queries as follows:

query O0(M)

If I[M ] 6= ⊥ then Ret I[M ]

M1 · · ·Mm
n←M

Φ← PI

for i = 1 to m do

Pi
$← {0, 1}n

If E[Φ, 〈i〉n] 6= ⊥ then bad← true; Output P[Φ]

E[Φ, 〈i〉n]← Pi ; D[Φ, Pi]← 〈i〉n
Yi ← Pi ⊕Mi

Ret I[M ]← Φ || Y1 || · · · || Ym

query P1(K,C)

If EE[K,C] 6= ⊥ then Ret EE[K,C]

U
$← {0, 1}n ; Φ← f(K) ; P[Φ]← K

If E[Φ, C] 6= ⊥ then bad← true; Output P[Φ]

Ret E[Φ, C]← U

query P2(K,U)

If DD[K,U ] 6= ⊥ then Ret DD[K,U ]

C
$← {0, 1}n ; Φ← f(K) ; P[Φ]← K

If D[Φ, U ] 6= ⊥ then bad← true; Output P[Φ]

E[Φ, C]← U

Ret C

query P3(M)

M1 · · ·Mm
n←M

Y0 · · ·Ym
k,n←−O0(M)

Γ← Inv(Y j0 )

For 1 ≤ i ≤ m do

EE[Γ, 〈i〉n]←Mi ⊕ Yi
DD[Γ,Mi ⊕ Yi]← 〈i〉n

Ret Γ

When A halts, output ⊥

Figure 4.12: The spowf adversary B against F.



Chapter 5

Preimage Awareness and

Public-Use Random Oracles

The primary security goal for cryptographic hash functions has historically

been collision-resistance. Consequently, in-use hash functions, such as the SHA

family of functions [62], were designed using the (strengthened) Merkle-Damg̊ard

(MD) transform [29, 58]: the input message M is suffix-free encoded (e.g. by ap-

pending a message block containing the length of M) and then digested by the cas-

cade construction using an underlying fixed-input-length (FIL) compression func-

tion. The key security feature of the strengthened MD transformation is that it

is collision-resistance preserving [29, 58]. Namely, as long as the FIL compres-

sion function is collision-resistant, the resulting variable-input-length (VIL) hash

function will be collision-resistant too.

Random oracle model. Unfortunately, the community has come to under-

stand that collision-resistance alone is insufficient to argue the security of many

important applications of hash functions. Moreover, many of these applications

(e.g. Fiat-Shamir [40] signatures or RSA [9] encryption) are such that no standard

model security assumption about the hash function appears to suffice for proving

security. On the other hand, no realistic attacks against these applications have

been found. Motivated in part by these considerations, Bellare and Rogaway [9]

introduced the Random Oracle (RO) model, which models the hash function as

107
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a public oracle implementing a random function. Using this abstraction, Bellare

and Rogaway [9–11] and literally thousands of subsequent works managed to for-

mally argue the security of important schemes. Despite the fact that a proof in

the RO model does not always guarantee security when one uses a real (standard

model) hash function [23], such a proof does provide evidence that the scheme is

structurally sound. Moreover, many important in-use cryptographic schemes only

have provable security guarantees in the RO model.

Is Merkle-Damg̊ard a good design? Given the ubiquity of MD-based hash

functions in practice, and the success of the RO model in provable security, it is

natural to wonder if a MD-based hash function H is reasonably modeled as a RO,

at least when the compression function is assumed to be ideal. But even without

formalizing this question, one can see that the answer is negative. For example,

the well-known extension attack allows one to take a value H(x) for unknown x,

and then compute the value H(x, 〈`〉, y), where ` is the length of x and y is an

arbitrary suffix. Clearly, this should be impossible for a truly random function. In

fact, this discrepancy leads to simple attacks for natural schemes proven secure in

the random oracle model (see [28]).

Consequently, Coron et al. [28] adapted the indifferentiability framework

of Maurer et al. [55] to define formally what it means to build a secure VIL-RO

from smaller (FIL) idealized components (such as an ideal compression function or

ideal cipher). Not surprisingly, they showed that the strengthened MD transform

does not meet this notion of security, even when applied to an ideal compression

function. Although [28] (and several subsequent works [7, 8, 51]) presented straight-

forward fixes to the MD paradigm that yield hash functions indifferentiable from

a VIL-RO, we are still faced with a large disconnect between theory and practice.

Namely, many applications only enjoy proofs of security when the hash function

is modeled as a “monolithic” VIL-RO, while in practice these applications use

existing MD-based hash functions which (as we just argued) are demonstrably dif-

ferentiable from a monolithic RO (even when compression functions are ideal). Yet

despite this gap, no practical attacks on the MD-based design (like the extension

attack) seem to apply for these important applications.
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“Salvaging” Merkle-Damg̊ard. The situation leads us to a question not

addressed prior to this work: given a current scheme that employs an MD-based

hash function H and yet does not seem vulnerable to extension-type attacks, can

we prove its security (at least if the compression function f is assumed to be ideal)?

The most direct way to answer this question would be to re-prove, from scratch, the

security of a given application when an MD-based hash function is used. Instead,

we take a more modular approach consisting of the following steps:

(1) Identify a natural (idealized) property X that is satisfied by a random oracle.

(2) Argue that X suffices for proving the security of a given (class of) applica-

tion(s), originally proved secure when H is modeled as a monolithic RO.

(3) Argue that the strengthened MD-transform satisfies X, as long as its com-

pression function f satisfies some related property Y .

(4) Conclude that, as long as the compression function f satisfies Y , the given

(class of) application(s) is secure with an MD-based hash function H.

Although this approach might not be applicable to all scenarios, when it is appli-

cable it has several obvious advantages over direct proofs. First, it supports proofs

that are easier to derive, understand, and verify. Second, proving that a hash

function satisfying X alone is enough (as opposed to being like a “full-blown” RO)

for a given application elucidates more precisely which (idealized) property of the

hash function is essential for security. Third, if the property X is natural, it is in-

teresting to study in its own right. Indeed, we will show several applications of our

notions which are quite general and not necessarily motivated by salvaging the MD

transform. Finally, due to point (4), it suffices to argue/assume “only” that the

compression function f — a smaller and much-better-studied object — satisfies

some related property Y . Typically, if Y corresponds to being FIL-RO, it would

be easy to conclude that the MD-transform satisfies X, which will already be quite

useful. In our examples, however, we will be able to derive this conclusion for con-

siderably weaker properties Y , which corresponds to a wider class of “admissible”

compression functions f . For example, most in-use compression functions f are
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built from a block cipher E via the Davies-Meyer transform: f(c, x) = Ex(c)⊕ c.
It was shown in [28] that this construction is not indifferentiable from a FIL-RO,

even if E is assumed to be an ideal cipher. Despite this, in our examples we will be

able to argue, in the ideal cipher model, that the Davies-Meyer compression func-

tion satisfies the property Y sufficient to prove that the iterated hash function H

satisfies X. As a result, the resulting applications we consider are provably secure

with existing block cipher-based hash functions (in the ideal-cipher model).

So which properties X (and Y )? We introduce two: preimage awareness

and indifferentiability from a public-use random oracle. For preimage awareness,

the corresponding property Y will also be preimage awareness, which means that

the Merkle-Damg̊ard transform is property-preserving for this new notion. For

public-use random oracles, the property Y will be even weaker than public-use

random oracles, which not only implies property-preservation, but will allow us to

justify the use of the Davies-Meyer compression function (which is differentiable

from a public-use random oracle, but satisfies this weaker notion). We detail these

new notions below.

5.0.1 Preimage Aware Functions

A function being Preimage Aware (PrA) means, informally, that if an at-

tacker can output a range point y and subsequently produce a preimage x for y,

then in fact the attacker “already knew” x when it output y. To get an idea of how

we formalize this, consider a hash function H built using some ideal primitive P

(which could model a compression function or a block cipher). Then the PrA secu-

rity experiment is loosely defined as follows. An attacker, using oracle access to P ,

first outputs a range point y. Then a deterministic algorithm called an extractor

is run on y and the transcript of the attacker’s interaction with P (the queries and

their associated responses); it outputs a domain point x′. The attacker wins if it

can (using further access to P ) output a domain point x 6= x′ such that H(x) = y.

Intuitively, this definition captures that producing a preimage-image pair under H

requires actually evaluating H on the preimage in a manner that reveals it to any-

one observing the attacker’s oracle calls. Our notion is very similar in spirit to
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the notion of plaintext awareness for encryption schemes [3, 9] and the notion of

extractability for perfectly one-way functions [20, 21]; we discuss these similarities

in more detail, below.

We notice that random oracles are clearly PrA. In fact, preimage aware-

ness precisely captures the spirit behind a common proof technique used in the

RO model, often referred to as extractability, making it an interesting notion to

consider. We also show that preimage awareness is a natural strengthening of

collision-resistance (CR). That preimage awareness lies between being a RO and

CR turns out to be quite useful: informally, a PrA function is “strong enough” to

be a good replacement for a RO in some applications (where CR is insufficient),

and yet the notion of preimage awareness is “weak enough” to be preserved by

strengthened MD (like CR).

MD preserves preimage awareness. We show that the (strengthened) MD

transform preserves preimage awareness, in stark contrast to the fact that it does

not preserve indifferentiability from a RO [28]. Thus, to design a variable-input-

length preimage aware (VIL-PrA) function, it is sufficient to construct a FIL-PrA

function, or, even better, argue that existing compression functions are PrA, even

when they are not necessarily (indifferentiable from) random oracles. The proof of

this is somewhat similar to (but more involved than) the corresponding proof that

MD preserves collision-resistance.

Application: domain extension for ROs. A PrA hash function is exactly

what is needed to argue secure domain extension of a random oracle. More pre-

cisely, assuming h is a FIL-RO, and H is a VIL-PrA hash function (whose output

length matches that of the input of h), then F (x) = h(H(x)) is indifferentiable

from a VIL-RO. Ironically, when H is just CR, the above construction of F was

used by [28] to argue that CR functions are not sufficient for domain extension

of a RO. Thus, the notion of PrA can be viewed simultaneously as a non-trivial

strengthening of CR, which makes such domain extension work, while also a non-

trivial weakening of RO, which makes it more readily achieved.

Recipe for hash design. The previous two properties of PrA functions give a

general recipe for how to construct hash functions suitable for modeling as a VIL-
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RO. First, invest as must as needed to construct a strong FIL function h (i.e. one

suitable for modeling as a FIL-RO.) Even if h is not particularly efficient, this is

perhaps acceptable because it will only be called once per message (on a short

input). Second, specify an efficient construction of a VIL-PrA hash function built

from some cryptographic primitive P . But for this we use the fact that MD is PrA-

preserving; hence, it is sufficient to focus on constructing a FIL-PrA compression

function f from P , and this latter task could be much easier than building from

P an object indifferentiable from a FIL-RO.

Adopting our more modular point-of-view, several existing hash construc-

tions in the literature [7, 8, 28, 34, 69] enjoy an easier analysis. For example, the

NMAC construction of [28] becomes an example of our approach, where the outer h

and the inner f are both implemented to be like (independent) FIL-ROs. In [28]

it is argued directly, via a difficult and long argument, that the inner f can be

replaced by the Davies-Meyer construction (in the ideal-cipher model), despite the

fact that Davies-Meyer is not itself indifferentiable from a FIL-RO. We can instead

just prove that Davies-Meyer is PrA (which requires only a few lines due to the

existing proofs of CR [14, 84]) and then conclude.

Lifting from CR to PrA. Another important aspect of preimage aware-

ness is that, for many important constructions, it gives a much more satisfac-

tory security target than collision resistance. Indeed, there exists a large body

of work [14, 34, 49, 50, 65, 76, 77, 82] building FIL-CR hash functions from idealized

blockciphers and permutations. On the one hand, it seems very hard to prove the

security of such schemes in the standard model, since there exists a black-box sep-

aration [83] between collision-resistant hash functions and standard-model block

ciphers (which are equivalent to one-way functions). On the other hand, it seems

quite unsatisfactory that one starts with such a “powerful” idealized primitive (say,

an ideal cipher), only to end up with a much “weaker” standard model guaran-

tee of collision resistance (which is also insufficient for many applications of hash

functions). The notion of preimage awareness provides a useful solution to this

predicament. We show that all the FIL constructions proven CR in [14, 34, 76, 82]

are provably PrA. This is interesting in its own right, but also because one can
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now use these practical constructions within our aforementioned recipe for hash

design. We believe (but offer no proof) that most other CR ideal-primitive-based

functions, e.g. [49, 50, 77], are also PrA.

Other applications/connections? We believe that PrA functions have many

more applications than the ones so far mentioned. As one example, PrA func-

tions seem potentially useful for achieving straight-line extractability for various

primitives, such as commitments or zero-knowledge proofs. These, in turn, could

be useful in other contexts. As already mentioned, preimage awareness seems

to be quite related to the notion of plaintext awareness in public-key encryption

schemes [3, 10], and it would be interesting to formalize this potential connection.

PrA functions are also very related to so called extractable hash functions (EXT)

recently introduced by Canetti and Dakdouk [20, 21]. However, there are some im-

portant differences between EXT and PrA, which appear to make our respective

results inapplicable to each other: (a) EXT functions are defined in the standard

model, while PrA functions in an idealized model; (b) EXT functions are keyed

(making them quite different from in-use hash functions), while PrA functions can

be keyed or unkeyed; (c) EXT functions do not permit the attacker to sample any

“unextractable” image y, while PrA functions only exclude images y which could

be later “useful” to the attacker; (d) EXT functions allow the extractor to depend

on the attacker, while PrA functions insist on a universal extractor.

5.0.2 Public-Use Random Oracles

Next, we consider applications that never evaluate a hash function on secret

data (i.e. data that must be hidden from adversaries). This means that whenever

the hash function is evaluated on some input x by an honest party C, it is safe to

immediately give x to the attacker A. We model this by formalizing the notion of

a public-use random oracle (pub-RO); such a RO can be queried by adversaries to

reveal all so-far-queried messages. This model was independently considered, under

a different motivation, by Yoneyama et al. [90] using the name leaky random oracle.

Both of our papers observe that this weakening of the RO model is actually enough

to argue security of many (but, certainly, not all) classical schemes analyzed in the
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random oracle model. In particular, a vast majority of digital signature schemes,

including Full Domain Hash (FDH) [9], probabilistic FDH [27], Fiat-Shamir [40],

BLS [17], PSS [11] and many others, are easily seen secure in the pub-RO model.

For example, in the FDH signature scheme [9], the RO H is only applied to the

message m supplied by the attacker, to ensure that the attacker cannot invert the

value H(m) (despite choosing m). Other applications secure in the pub-RO model

include several identity-based encryption schemes [15, 16], where the random oracle

is only used to hash the user identity, which is public.

We go on to formalize this weakening of ROs in the indifferentiability frame-

work of Maurer et al. [55]. This allows us to define what it means for a hash function

H (utilizing some ideal primitive P ) to be indifferentiable from a public-use random

oracle. We call such a hash function a public pseudorandom oracle (pub-PRO).

Merkle-Damg̊ard constructs public-use ROs. As our main technical re-

sult here, we argue that the MD transform preserves indifferentiability from a

pub-RO, even though it does not preserve general indifferentiability from a (reg-

ular) RO. To get some intuition about this fact, it is instructive to examine the

extension attack mentioned earlier, which was the root of the problem with MD

for general indifferentiability. There one worried about adversaries being able to

infer the hash output on a message with unknown prefix. In the public-use setting,

this is not an issue at all: the security of a public-use application could never be

compromised by extension attacks since all messages are known by the attacker.

Public-use compression functions. Our modular approach allows us to dig

deeper, investigating the suitability of various compression function designs for use

within MD to build hash functions that enjoy indifferentiability from a pub-RO. It

is clear that a FIL RO or FIL pub-RO would suffice. Unfortunately, widely-used

compression functions are not suitable for modeling as even pub-ROs, because

they are based on block ciphers. (Briefly, that ciphers are invertible obviates

hope of such compression functions being indifferentiable from a pub-RO.) This is

doubly unfortunate since widely used hash functions, such as the SHA family, are

constructed using such compression functions. We therefore formalize a further-

restricted variant of a pub-RO for compression functions: a public-use guarded
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RO. Informally, this is an FIL RO that is used by honest parties only within the

confines of the MD transform. (Dishonest parties can use the RO in arbitrary

manners.) We go on to strengthen our preservation result regarding MD above to

show that MD applied to any (object indifferentiable from a) public-use guarded

RO results in a full public-use RO. Further, we go on to show that all of the PGV

type-2 compression functions applied to an ideal cipher are indifferentiable from

public-use guarded ROs. Note that this approach is still entirely modular, allowing

independent (and simpler) analyses of compression function and transform.

Discussion. Our results, combined with the composition theorem of [55], give

a plethora of new, important provable security results. Namely, for any scheme

only proven secure in the RO model and whose security is unaffected by public

dissemination of hashed messages, our results give the first ever proofs of security

(in the ideal cipher model) when using hash functions such as SHA-2. Since SHA-2

(and even SHA-1) will be in use for many years to come, these positive results

importantly help explain when such hash functions are secure to use.

5.1 Preliminaries

When S is a set, x
$← S means to sample uniformly from S and assign the

resultant value to x. We write D+ for the set ({0, 1}d)+. We write x
$← A to

denote running algorithm A with fresh random coins and assigning its output to

x. For M ∈ {0, 1}∗, we write M1, . . . ,M`
d←M to denote (1) let ` = b|M |/dc, (2)

let Mi be assigned the ith d-bit substring of M for 1 ≤ i ≤ ` − 1, and (3) let M`

be the last |M | mod d bits of M if |M | mod d 6= 0 and let M` be the last d bits of

M otherwise. For set S, we write S ∪← s to denote S ← S ∪ {s}.
For any algorithm f that accepts inputs from Dom ⊆ {0, 1}∗, we write

Time(f,m) to mean the maximum time to run f(x) for any input x ∈ Dom such

that |x| ≤ m. When f is a function with domain Dom ⊆ {0, 1}∗, we define

Time(f,m) to be the minimum, over all programs Tf that implement the map-

ping f , of the size of Tf plus the worst case running time of Tf over all elements

x ∈ Dom such that |x| ≤ m. In either case, when we suppress the second argu-
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ment, writing just Time(f), we mean to maximize over all strings in the domain.

Running times are relative to some fixed underlying RAM model of computation,

which we do not specify here.

As a small abuse of standard notation, we write O(X) to hide absolute

constants that are dominated by the argument X.

Interactive TMs. An Interactive Turing Machine (ITM) accepts inputs via

an input tape, performs some local computation using internal state that persists

across invocations, and replies via an output tape. An ITM might implement vari-

ous distinct functionalities f1, f2, . . . that are to be exposed to callers. An interface

of an ITM specifies that writing one of a certain subset of possible strings on the

input tape invokes a particular functionality. For example, writing i || s (where

the number i is suitably encoded as a string) results in executing fi on s. When

we write P = (f1, f2, . . .), this means that ITM P implements the functionali-

ties f1, f2, . . . using some fixed interface semantics. We write P = (f1, f2, . . .) for

an ITM implementing f1, f2, · · · . When functionalities fi, fj (say) do not share

state, we say that fi and fj are independent functionalities; these will be explicitly

noted. We will (slightly abusing notation) write fi to refer to accessing an ITM

via interface fi.

We sometimes distinguish between private interfaces and public interfaces

(following terminology from [55]), writing P = ((f1, f2, . . .), (f
′
1, f

′
2, . . .)) to denote

the ITM P that has private interfaces f1, f2, . . . and public interfaces f ′1, f
′
2, . . ..

(Looking ahead, private interfaces will be used exclusively by honest parties while

public interfaces will be used by adversaries and simulators.) We write MP if

an ITM M has access to the private interfaces of P and write MPpub if M has

access only to the public interfaces of P . If P does not have distinguished public

and private interfaces, then the public interfaces are just the private interfaces.

We write MP1,P2,... to denote M having access to multiple (independent) ITMs

P1, P2, . . .. Implicitly this means one defines a single ITM P = (P1, P2, . . .) with

interfaces for the independent functionalities and then give M unfettered access to

P .

Ideal primitives. We sometimes use the moniker ideal primitive to refer to
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an ITM; this is to emphasize the use of an ITM as building block for some larger

functionality. For non-empty sets Dom,Rng , a random oracle is the ideal primitive

FDom,Rng with a single interface that consistently maps inputs in Dom to range

points randomly chosen from Rng . When Dom = {0, 1}d and Rng = {0, 1}r for

some d, r we write Fd,n. We write F when Dom and Rng are clear from context.

Let κ, n > 0 be integers. A block cipher is a map E: {0, 1}κ × {0, 1}n → {0, 1}n

such that E(k, ·) is a permutation for all k ∈ {0, 1}κ. Let BC(κ, n) be the set of

all such block ciphers. An ideal cipher is the ideal primitive Cκ,n = (E,D) with

two interfaces implementing a cipher chosen randomly from BCκ,n and its inverse,

respectively. We write C when κ and n are clear from context. (Note that in

both cases all interfaces are private, and so accessed both by honest parties and

adversaries alike.)

Hash functions and Merkle-Damg̊ard. Let Dom ⊆ {0, 1}∗ be a non-empty

set of strings, and Rng be a non-empty set (typically {0, 1}n for some integer

n > 0). A hash function is an algorithm that computes a map H: Dom → Rng .

We will be concerned with hash functions that use (oracle access to) an underlying

ideal primitive P . We write HP when we want to make this dependency explicit.

If P has both private and public interfaces, then we use the convention that HP

means H uses the first private interface. When the primitive is clear from context,

we will sometimes suppress reference to it. When computing Time(H, ·), calls to P

are unit cost. Similar to our definition of Time(H,m), we write NumQueries(H,m)

for the minimum, over all programs TH that compute H, of the maximum number

of queries to P required to compute HP (x) for any x ∈ Dom such that |x| ≤ m.

For integers n, d > 0, we call a hash function fP : {0, 1}n×{0, 1}d → {0, 1}n

a compression function (using idealized primitive P ). Let v0 = IV be a fixed n-bit

string. Then the iteration of fP , denoted by Itr[fP ], is the algorithm1 that on input

M ∈ D+ first sets m1, · · · ,m`
d←M , then computes vi ← fP (vi−1,mi) iteratively

for each i ∈ [1 .. `], and returns v`. Let sfpad: {0, 1}∗ → D+ be a suffix-free padding

function which returns a suffix-free encoding of M . A suffix-free encoding has the

1This construction is sometimes referred to as the Merkle-Damg̊ard transform, seemingly due
to [29, 58], however its use significantly predates these papers. See e.g. [32].
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property that for any M,M ′ such that |M | < |M ′| the string returned by sfpad(M)

is not a suffix of sfpad(M ′). (For example, pad an appropriate amount and append

an encoding of the length of the message.) Let sMD[fP ] be the algorithm that on

input M runs sfpad(M) and then applies Itr[fP ] to the result.

Collision resistance of hash functions. Fix sets Dom ⊆ {0, 1}∗ and Rng

and let A be an adversary that outputs a pair of strings x, x′ ∈ Dom. Let P be an

ideal primitive. To hash function HP : Dom → Rng and adversary A we associate

the advantage relation

Advcr
H,P (A) = Pr

[
(x, x′)

$← AP : HP (x) = HP (x′) ∧ x 6= x′
]

where the probability is over the coins used by A and primitive P .

The indifferentiability framework. We make extensive use of the indiffer-

entiability framework of Maurer, Renner, and Holenstein [55], however we follow

more closely the formalizations of it appearing in [7, 8, 28]. Let H be some cryp-

tographic scheme (e.g. a hash function) that utilizes an ideal primitive P . Let Q

be a second ideal primitive. A simulator, typically denoted by S, is just an ITM

revealing some number of interfaces. Informally, we say that H is indifferentiable

from Q if there exists an efficient simulator S with an interface for each interface

of Ppub such that for all “reasonable” adversaries A outputing a bit it is the case

that

Pr
[

Expindif -ro-1
H,P,A ⇒ 1

]
− Pr

[
Expindif -ro-0

Q,S,A ⇒ 1
]

is “small” where the probabilities are taken over the coins used the experiments

shown in Figure 5.1. In the indif -ro-1 experiment H uses access to the (first)

private interface of P while the adversary A has access to the public interfaces of

P . In the indif -ro-0 experiment the adversary has access to Q’s private interfaces

while S has access to Q’s public interfaces. Note that a crucial aspect of the

framework is that the simulator, while able to query Qpub itself, does not get to

see the queries made by the adversary to Qpriv.

We shall formalize several security notions, based on the reference primi-

tive Q that the scheme is compared against (e.g. see below). A key benefit of using

indifferentiability is the composition theorem detailed in [55], which states that
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Expindif-ro-1
H,P,A

b← AH
P ,Ppub

Ret b

Expindif-ro-0
Q,S,A

b← AQ,S
Qpub

Ret b

Figure 5.1: Experiments used in the indifferentiability framework for scheme H,
adversary A, and ideal primitives P and Q.

(intuitively) one can securely use HP instead of Q in applications.

Pseudorandom oracles. Fix non-empty sets Dom,Rng . Let P be an ideal

primitive and let FDom,Rng be a random oracle. We define the pro advantage of an

adversary A against a function HP mapping from Dom to Rng by

Advpro
H,P,S(A) = Pr

[
Expindif -ro-1

H,P,A ⇒ 1
]
− Pr

[
Expindif -ro-0

F ,S,A ⇒ 1
]
.

5.2 Preimage Awareness

Suppose H is a hash function built from an (ideal) primitive P . We seek

to, roughly speaking, capture a notion which states that an adversary who knows

a “later useful” output z of HP must “already know” (be aware of) a particu-

lar corresponding preimage x. We can capture the spirit of this notion using a

deterministic algorithm called an extractor. Consider the following experiment.

An adversary A outputs a range point z, possibly after interacting with an oracle

for P . The extractor is then run on two inputs: z and an advice string α. The

latter contains a description of all of A’s queries so far to P and the corresponding

responses. The extractor outputs a value x in the domain of H. Then A continues

and attempts to output a preimage x′ such that HP (x′) = z but x 6= x′. Informally

speaking, if no adversary can do so with high probability, then we consider H to be

preimage aware. We now turn to formalizing a notion based on this intuition, but

which allows multiple, adaptive attempts by the adversary to fool the extractor.

Fix sets Dom ⊆ {0, 1}∗ and Rng , and let A be an adversary that outputs a

string x ∈ Dom. In the preimage awareness (pra) experiment defined in Figure 5.2,

the adversary is provided with two oracles. First, an oracle P that provides access to

the (ideal) primitive P , but which also records all the queries and their responses

in an advice string α. (We assume that when P is providing an interface to
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Exppra
H,P, E,A

x
$← AP,Ex

z ← HP (x)
Ret (x 6= V[z] ∧ Q[z] = 1)

procedure P(m)
c← P (m)
α← α || (m, c)
Ret c

procedure Ex(z)
Q[z]← 1
V[z]← E(z, α)
Ret V[z]

Figure 5.2: (Left) Experiment for defining preimage awareness (PrA) for hash
function H, extractor E and adversary A. (Center,Right) Description of the
oracles used in the PrA experiment. The (initially empty) advice string α, the
(initially empty) array V, and the (initially everywhere ⊥) array Q are global.

multiple primitives, it is clear from the advice string to which primitive each query

was made.) Second, an extraction oracle Ex. The extraction oracle provides an

interface to an extractor E , which is a deterministic algorithm that takes as input

a point z ∈ Rng and the advice string α, and returns a point in Dom ∪ {⊥}.
For hash function H, adversary A, and extractor E , we define the advantage

relation

Advpra
H,P, E(A) = Pr

[
Exppra

H,P, E,A ⇒ true
]

where the probabilities are over the coins used in running the experiments. We will

assume that an adversary never asks a query outside of the domain of the queried

oracle. We use the convention that the running time of the adversary A does not

include the time to answer its queries (i.e. queries are unit cost). When there

exists an efficient extractor E such that Advpra
H,P, E(A) is small for all reasonable

adversaries A, we say that the hash function H is preimage aware (PrA). (Here

“efficient”, “small”, and “reasonable” are meant informally.)

Remarks. As mentioned, the above formalization allows multiple, adaptive chal-

lenge queries to the extraction oracle. This notion turned out to be most convenient

in applications. One can instead restrict the above notion to a single query (or to

not allow adaptivity) resulting in a definition with slightly simpler mechanics. In

Section 5.2.3 we discuss such an alternative formulation of preimage awareness.
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5.2.1 Relationships between PrA, CR, and Random Ora-

cles

Our new notion preimage awareness is an interesting middle point in the

continuum between objects that are CR (on one end) and those that are random

oracles (on the other). More formally speaking, we will show momentarily that

a PrA function is also CR, and that a random oracle is PrA. The second point

is fairly obvious, but the first is quite interesting. In particular, we will see in

Section 5.3 that a PrA function is a secure domain extender for fixed-input-length

random oracles, unlike CR functions [28]. (This already suggests that CR does

not necessarily imply PrA.). Preimage awareness is consequently a very useful

strengthening of CR, not to mention that it provides rigor to the folklore intuition

that CR functions are insufficient for this application due to a lack of extractability.

What is more, the MD transform preserves preimage awareness. This is in stark

contrast to the fact that MD (even if one uses strengthening) does not preserve

indifferentiability from a random oracle (i.e. PRO-Pr)

Let us begin with the formal results. One can view preimage awareness as

a strengthening of collision resistance in the following way. Say that queries to P

allow the adversary to compute distinct domain points x, x′ such that HP (x) =

HP (x′) = z. The adversary can make an extraction query on z, and then succeed

in the PrA game by returning whichever of x and x′ is not extracted from (z, α)

by the extractor.

Theorem 5.2.1. [PrA⇒CR] Let P be an ideal primitive and HP : Dom → Rng

be a hash function. Let E be an arbitrary extractor. Let A be a CR adversary

against H asking a total of qp queries to P . Then there exists a PrA adversary B

such that

Advcr
H(A) ≤ Advpra

H,P, E(B) .

B runs in time that of A plus O(qp) + Time(H), asks at most qp primitive queries,

and one extraction query. �

Proof. The PrA adversary B starts by running A, using its oracle P to answer A’s

oracle queries. Eventually, A halts with output of two messages x0, x1. When it
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does, let B compute z ← HP (x0). Then let B make the single query x′ ← Ex(z).

If x′ = x0 then B outputs x1, otherwise it outputs x0.

On the other hand, it is not hard to see that a RO is a PrA function. The following

theorem captures this.

Theorem 5.2.2. [ROs are PrA.] Fix Dom ⊆ {0, 1}∗ and n > 0, let P = RFDom,n

Then the hash function HP (x) = P (x) is preimage-aware. Specifically, there exists

an extractor E such that for all adversaries A making at most qe queries to P and

qe extraction queries

Advpra
H,E(A) ≤ qeqp

2n
+
q2
p

2n
.

Moreover, the running time of the extractor is O(q) . �

Proof. We argue about WPrA security in the case of a single extraction query, and

then apply Lemmas 5.2.3 and 5.2.4 to get the final result (see the next section).

We begin by defining the extractor E+; let it operate as follows:

algorithm E+(z, α):

Parse (x1, y1), · · · , (xk, yk)← α

For i = 1 to k do

If yi = z then X ← xi

If X = ∅ then Ret ⊥
Ret X

That is, E+ simply iterates over the query-response pairs provided in the advice

string and, upon finding a response that matches z, outputs the corresponding

domain point. There are two cases to consider. First assume A made a P -query

on x before extraction query (z, α). Then E+ will extract x from the advice string.

Thus this case cannot contribute to A’s advantage. On the other hand, assume A

makes extraction query Ex(z, α) for which z has not been already returned by P .

Any subsequent P -query will return z with probability at most 1/2n. Since A can

query at most q times to P , this means that the probability of hitting one such z

is at most q/2n.
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5.2.2 Weak Preimage Awareness

Our proofs of preimage-awareness will be aided by considering a related

notion that we call weak preimage awareness (WPrA) We define WPrA simply by

modifying the pra experiment of Figure 5.2 so that the extractor, when queried

on an image z, can return a set of potential preimages (instead of just a single

preimage). The adversary wins if it can output a preimage x such that H(x) = z

yet x is not in the set returned by the extractor. While this weakening of PrA no

longer implies CR, it will be useful for evaluating functions already proven CR.

Fix sets Dom and Rng . A multi-point extractor E+ is a deterministic algo-

rithm that takes input a point z ∈ Rng and outputs a set X ⊆ Dom. Formally,

let Expwpra
H,P, E+,A work exactly like Exppra

H,P, E+,A except that the last line of the pra

experiment (see Figure 5.2) is changed to “Ret (x /∈ V[z] ∧ Q[z] 6= ⊥)”. Then we

associate to any hash function H, adversary A, and set extractor E the advantage

relation

Advwpra
H,P,E(A) = Pr

[
Expwpra

H,P, E,A ⇒ true
]
.

We say that a multi-point extractor E+ is honest if for any z ∈ Rng and advice

string α it is the case that

Pr
[
∀x ∈ X . HP (x) = z : X ← E+(z, α)

]
= 1

where the probability is taken over the coins used by P . We will sometimes re-

strict attention to honest multi-point extractors. Note that this is not, in general,

without loss, since E does not have oracle access to P . However it will be easy to

verify that extractors we construct are honest.

We can simplify some of our proofs with the following easy, but useful,

results. First, WPrA when allowing only a single query (denoted 1-WPrA) im-

plies WPrA with many queries. The proof (omitted) is by straightforward hybrid

argument. Second, and more interestingly, we give a lemma showing that any

function that is both CR and WPrA is also PrA. These lemmas greatly simplify

some of proofs, because together they reduce the task of showing a CR function

fully preimage-aware to showing that it meets the WPrA definition for a single

extraction query.
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Lemma 5.2.3. [1-WPrA⇒WPrA] Let P be an ideal primitive and HP : Dom →
Rng be a hash function. Let E+ be a multi-point extractor. Let A be an adversary

making at most qe extraction queries and running in time t. Then there exists an

PrA adversary B, asking at most one extraction query, such that

Advwpra
H,P, E+(A) ≤ qe ·Advwpra

H,P, E+(B) .

B runs in time at most t + O(qe · Time(E+)) and makes the same number of P

queries queries as A. �

Lemma 5.2.4. [WPrA+CR⇒ PrA] Let P be an ideal primitive andHP : Dom →
Rng be a hash function. Let E+ be an arbitrary honest multi-point extractor. Then

there exists an extractor E such that for any pra-adversary A making qe extraction

queries there exists wpra-adversary B and cr-adversary C such that

Advpra
H,P, E(A) ≤ Advwpra

H,P, E+(B) + Advcr
H,P (C) .

B makes the same number of queries as A and runs in time that of A plus O(qe).

C asks qp queries and runs in time t + qe ·Time(E+). E runs in the same time as

E+. �

Proof. Let E be the extractor that, on input (z, α) runs X ← E+(z, α) and outputs

the first element in X . Let B be a WPA-adversary that works as follows. It runs

A, just forwarding oracle queries to P and E+, returning P -responses directly to A

and simulating E using the responses of E+. Let B output whatever A does.

In the event space defined by Exppra
H,P, E,A let Coll denote the event that E+

outputs a set of size larger than one. Then its clear that Pr[Coll] ≤ Advcr
H(C) for

the natural adversary C because E+ is honest. Note that until event Coll occurs

the execution of Exppra
H,P, E,A is identical that of Exppra

H,P, E+,B. Therefore,

Pr
[
Exppra

H,P, E,A ⇒ true
]
≤ Pr

[
Exppra

H,P, E+,B ⇒ true
]

+ Pr [ Coll ]

implying the theorem statement.

5.2.3 Alternative Formulation for Preimage Awareness

A two-stage pa-adversary A = (A1, A2) is a pair of algorithms. The chal-

lenge selection algorithm A1 runs on no input and has access to a primitive oracle P .
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It outputs a triple (z, α, s.t. ) where z ∈ Rng , α ∈ {0, 1}∗ is an advice string, and

s.t. ∈ {0, 1}∗ is a string representing arbitrary state information. The preimage

selection algorithm A2 runs on input z, s.t. , has oracle access to P , and outputs

a preimage x′ ∈ Dom. Then the 1-PrA experiment Exp1-pra
H,E,A is defined by the

pseudocode

(z, α, s.t. )
$← AP1 ; x← E(z, α) ; x′

$← AP2 (z, s.t. ) ; Ret (x 6= x′ ∧HP (x′) = z)

To H, E , and A we associate the advantage relation

Adv1-pra
H,E (A) = Pr

[
Exp1-pra

H,E,A ⇒ true
]

where the probability is taken over the coins used in executing the experiment.

The next theorem captures the simple hybrid that 1-PrA security implies full PrA

security, but with a factor qe (the number of extraction queries) loss in concrete

security. The proof (omitted) is by a simple hybrid argument.

Theorem 5.2.5. [1-PrA⇒ PrA] Let HP : Dom → Rng be a hash function. Let E
be an extractor. Then there exists an extractor E such that for any pra-adversary A

making qe extraction queries there exists a two-stage pra-adversary B = (B1, B2)

such that

Advpra
H, E(A) ≤ qe ·Adv1-pra

H, E (B) .

B runs in time that of A plus qe ·Time(E). �

5.3 Merkle-Damg̊ard as an FIL-RO domain ex-

tender

In this section we develop a main result: that an MD-hash is a good do-

main extender for an FIL random oracle. We do this in two steps. First, in

Theorem 5.3.1 we prove a generic result that any PrA function is a good domain

extender for an FIL random oracle. This is interesting in itself, because until

now no property weaker than being a PRO is known to be sufficient for extending

the domain of an FIL-RO; in particular, CR is not sufficient [28]. In the second

step, Theorem 5.3.2, we prove that Merkle-Damg̊ard (with strengthening) yields
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a VIL-PrA hash function when the underlying compression function is a FIL-PrA

function.

Theorem 5.3.1. [RO domain extension via PrA] Let P be an ideal primitive

and HP : Dom → Rng be a hash function. Let R be an ideal primitive with two

interfaces that implements independent functionalities P and R = RFRng ,Rng .

Define FR(M) = R(HP (M)). Let F = RFDom,Rng . Let E be an arbitrary

extractor for H. Then there exists a simulator S = (S1,S2) such that for any PRO

adversary A making at most (q0, q1, q2) queries to its three oracle interfaces, there

exists a PrA adversary B such that

Advpro
F,R,S(A) ≤ Advpra

H,P, E(B) .

Simulator S runs in time O(q1 + q2 ·Time(E)). Let `max the the length (in bits) of

the longest query made by A to it’s first oracle. Adversary B runs in time that of A

plus O(q0 ·Time(H, `max) + q1 + q2), makes q1 + q0 ·NumQueries(H, `max) primitive

queries, q2 extraction queries, and outputs a preimage of length at most `max. �

Proof. Let E be an arbitrary extractor for H. Then S = (S1,S2) works as follows.

It maintains an internal advice string α (initially empty) that will consist of pairs

(u, v) corresponding to A’s queries to P (via S1). When A queries u to S1 the

simulator simulates u ← P (v) appropriately, sets α ← α || (u, v), and returns v.

For a query Y to S2, the simulator runs X ← E(Y, α). If X = ⊥ then the simulator

returns a random point. Otherwise it queries Z ← F(X) and returns Z to the

adversary.

Consider the experiments of the PRO definition, that is A interacting with

oracle interfaces (O0,O1,O2) = (F, P,R) or (O0,O1,O2) = (F ,S1,S2). Informally,

there exist only a few events that adversary A can cause that force the two sets of

oracles to behave differently. These are:

(i) if A makes a query O2(Y ) and the extractor outputs ⊥ when run on E(Y, α).

Later A queries O0(X) such that HP (X) = Y ;

(ii) if A first makes a query O0(X) with Y = HP (X) and later A queries O2(Y ),

yet E(Y, α) outputs a value that does not equal X;

(iii) if A first makes a query O2(Y ), the extractor outputs a point X, and later A
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queries O0(X ′) such that X 6= X ′ but HP (X ′) = Y ; or

(iv) if A queries O0(X) and O0(X ′) such that X 6= X ′ but HP (X) = HP (X ′).

Furthermore, each case implies that A has forced a situation that leads to contra-

dicting the preimage awareness of H.

To formalize these observations, we utilize the five games and adversary B

shown in Figure 5.3 and Figure 5.4. We will justify that

Advpro
F,S(A) = Pr

[
AR0 ⇒ 1

]
− Pr

[
AI0 ⇒ 1

]
(5.1)

= Pr
[
AR1 ⇒ 1

]
− Pr

[
AI0 ⇒ 1

]
(5.2)

= Pr
[
AG0 ⇒ 1

]
− Pr

[
AG1 ⇒ 1

]
(5.3)

≤ Pr
[
AG1 sets bad

]
(5.4)

= Pr
[
AG2 sets bad

]
(5.5)

= Advpra
H,P,E(B) . (5.6)

Game R0 implements the oracles (F, P,R) using a table R to simulate the random

oracleR. Note that the simulation is such that none of the oracle procedures query

each other (unlike the obvious implementation of F, P,R). Included in R0 is some

extra “book-keeping” code, such as a table YtoX tracking mappings between range

points under H and preimages, usage of the extractor in handling O2 queries, etc.

This extra code will be useful in future games, but in R0 it does not affect the

computation of responses to queries by A. Thus, Pr[Expindif -ro-1
F,R,A ⇒ 1] = Pr[AR0 ⇒

1].

Game R1 implements the same functionality as R0, but using a different

way of simulating R. Specifically, the table R is relegated to only handle points Y

that are queried to O2 and for which the extractor E outputs bottom. These table

entries are only later potentialy used in the handling of a O0 query. (Note that

repeat queries to O2 are pointless, and therefore disallowed.) Other points are

handled by a new table F in exactly the same manner as done before in game R0.

Thus Pr[AR0 ⇒ 1] = Pr[AR1 ⇒ 1].

Game G0 (boxed statements included) is the same as R1 except that we

now index F with preimages of H associated to points Y . To ensure consistency

of the simulation with R1, the table YtoX is used to keep track of what X, Y pairs
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have been seen thus far. If ever there are are two values X associated to a single Y

value, then F is indexed via the first encountered X used. This provides behavior

consistent with game R1. Thus, Pr[AR1 ⇒ 1] = Pr[AG0 ⇒ 1]

Game I1 implements the oracles (F ,S1,S2) using a table F to simulate

the random oracle F . Note that the simulation is such that none of the oracle

procedures query each other (unlike the obvious implementation of F ,S1,S2). Like

in R0 there is extra book-keeping code that does not affect responses. Thus,

Pr[Expindif -ro-0
F ,S,A ⇒ 1] = Pr[AI1 ⇒ 1].

Game G1 (boxed statements excluded) is the same as I1 except for the

setting of bad and replacing Z with R[Y ] in O2. Both do not affect query responses

because the boxed statements are omitted. Thus, Pr[AI1 ⇒ 1] = Pr[AG1 ⇒ 1].

We have so far justified Equations (5.1), (5.2), and (5.3). Since G0 and G1 are

identical-until-bad, we can apply the fundamental lemma of game-playing [7] to

justify Equation (5.4).

In game G1 the setting of bad does not affect query responses. We therefore

defer the setting of bad until Finalize in game G2. To do so, we record a transcript

τ of information related to O0 and O2 queries. We also replace the setting of R in

O2 with the setting of a variable Z. Each entry records which oracle was queried

along with a domain point X (or ⊥) and a range point Y (in O0 this is set to ⊥
because we will wait until Finalize to compute it). Procedure Finalize iterates

over the resultant transcript, computing the missing Y values, filling out the tables

YtoX and R, and determining if bad is set. Procedure Finalize is written so that

Pr
[
AG1 sets bad

]
= Pr

[
AG2 sets bad

]
, justifying (5.5).

We bound the probability of bad being set in game G2 by building a PrA

adversary B against H. The adversary B is detailed in Figure 5.4. It executes

AG2, except that the ideal primitive P is replaced by queries to B’s primitive

oracle P, usage of E is replaced by queries to B’s extraction oracle Ex, and setting

bad is replaced by outputing a domain point of H. We will now finish by justifying

Equation (5.6).

By construction setting bad in G2 corresponds to B outputting a non-

bottom domain point. Thus we must justify that any time B outputs a domain
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procedure O0(X) Game R0

Y ← HP (X)
YtoX[Y ]← X
If R[Y ] 6= ⊥ then Ret R[Y ]
Ret R[Y ] $← Rng

procedure O1(u)
v ← P (u) ; α← α || (u, v) ; Ret v

procedure O2(Y )
X ← E(Y, α)
YtoX[Y ]← X
If R[Y ] 6= ⊥ then Ret R[Y ]
Ret R[Y ] $← Rng

procedure O0(X) Game R1

Y ← HP (X)
If R[Y ] 6= ⊥ then Ret R[Y ]
YtoX[Y ]← X
If F[Y ] 6= ⊥ then Ret F[Y ]
Ret F[Y ] $← Rng

procedure O1(u)
v ← P (u) ; α← α || (u, v) ; Ret v

procedure O2(Y )
X ← E(Y, α)
If X = ⊥ then Ret R[Y ] $← Rng
YtoX[Y ]← X
If F[Y ] 6= ⊥ then Ret F[Y ]
Ret F[Y ] $← Rng

procedure O0(X) Game I1

Y ← HP (X)
YtoX[Y ]← X
If F[X] 6= ⊥ then Ret F[X]
Ret F[X] $← Rng

procedure O1(u)
v ← P (u) ; α← α || (u, v) ; Ret v

procedure O2(Y )
X ← E(Y, α)
If X = ⊥ then Ret Z $← Rng
YtoX[Y ]← X
If F[X] 6= ⊥ then Ret F[X]
Ret F[X] $← Rng

procedure O0(X) Games G0 G1

Y ← HP (X)
If R[Y ] 6= ⊥ then bad← true ; Ret R[Y ]
If YtoX[Y ] 6= ⊥ ∧ YtoX[Y ] 6= X then

bad← true ; Ret F[YtoX[Y ]]
YtoX[Y ]← X
If F[X] 6= ⊥ then Ret F[X]
Ret F[X] $← Rng

procedure O1(u)
v ← P (u) ; α← α || (u, v) ; Ret v

procedure O2(Y )
X ← E(Y, α)
If X = ⊥ then Ret R[Y ] $← Rng
If YtoX[Y ] 6= ⊥ ∧ YtoX[Y ] 6= X then

bad← true ; Ret F[YtoX[Y ]]
YtoX[Y ]← X
If F[X] 6= ⊥ then Ret F[X]
Ret F[X] $← Rng

Figure 5.3: The five games R0, R1, I1, G0, and G1 used in the proof of
Theorem 5.3.1. In each game, initially all tables are everywhere ⊥.
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procedure O0(X) Game G2
i← i+ 1 ; τ ← τ || (0, X,⊥)
If F[X] 6= ⊥ then Ret F[X]
Ret F[X] $← Rng

procedure O1(u)
v ← P (u) ; α← α || (u, v) ; Ret v

procedure O2(Y )
X ← E(Y, α)
i← i+ 1 ; τ ← τ || (2, X, Y )
If X = ⊥ then Ret Z $← Rng
If F[X] 6= ⊥ then Ret F[X]
Ret F[X] $← Rng

procedure Finalize(b)
(γ1, X1, Y1), . . . , (γi, Xi, Yi)← τ
For j = 1 to i do

If Yj = ⊥ then Yj ← HP (Xj)
If γj = 0 ∧ R[Yj ] 6= ⊥ then bad← true
If γj = 2 ∧Xj = ⊥ then R[Yj ]← 1
Else

If YtoX[Yj ] 6= ⊥ ∧ YtoX[Yj ] 6= Xj then
bad← true

YtoX[Yj ]← Xj

adversary BP,Ex:

Run AO0,O2,O3 , answering queries by:
query O0(u)
01 i← i+ 1 ; τ ← τ || (0, X,⊥)
02 If F[X] 6= ⊥ then Ret F[X]
03 Ret F[X] $← Rng

query O1(u)
10 Ret P(u)

query O2(Y )
20 X ← Ex(Y )
21 i← i+ 1 ; τ ← τ || (2, X, Y )
22 If X = ⊥ then Ret Z $← Rng
26 If F[X] 6= ⊥ then Ret F[X]
27 Ret F[X] $← Rng

When A halts with output b:
30 (γ1, X1, Y1), . . . , (γi, Xi, Yi)← τ
31 For j = 1 to i do
32 If Yj = ⊥ then Yj ← HP(Xj)
33 If γj = 0 ∧ R[Yj ] 6= ⊥ then Output Xj

34 If γj = 2 ∧Xj = ⊥ then R[Yj ]← 1
35 Else
36 If YtoX[Yj ] 6= ⊥ ∧ YtoX[Yj ] 6= Xj then
37 k ← Γ[Yj ]
38 If γj = 2 then Output Xk

39 If γk = 2 then Output Xj

40 X∗ ← Ex(Yj)
41 If X∗ = Xk then Output Xj

42 If X∗ = Xj then Output Xk

43 YtoX[Yj ]← Xj

44 Γ[Yj ]← j

Figure 5.4: The game G2 and adversary B used in the proof of Theorem 5.3.1.
Initially i = 0 and all tables are everywhere ⊥.
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point, it wins in the PrA game. We do so via a case analysis:

• Line 33: This case corresponds to event (i) discussed above. The conditional

on line 33 ensures that there exists a previous transcript entry (γk, Xk, Yk) with

k < j such that γk = 2 and Xk = ⊥. (This is because R[Yj] is defined.) But

this implies that Ex was queried on Yk = Yj with return ⊥ and that HP (Xj) =

Yj = Yk. Thus outputting Xj causes B to win the PrA game.

• Line 38: This case corresponds to event (ii) discussed above. The conditional on

line 36 implies that there exists a k < j such that transcript entry (γk, Xk, Yk)

was such that Yk = Yj but Xk 6= Xj. Since γj = 2, this means Xk was first

queried to O0 and then Yj = Yk was later queried to O2, but the query to Ex(Yk)

did not output Xk. Thus outputting Xk causes B to win the PrA game.

• Line 39: This case corresponds to event (iii) discussed above. This case is

exactly like the last: the first query was made to O2 on Yk, the query Ex(Yk)

output a value Xk, and a later query Xj to O0 was such that HP (Xj) = Yj = Yk

yet Xj 6= Xk. Thus outputting Xj causes B to win the PrA game.

• Lines 41,42: These cases corresponds to event (iv) discussed above. Two queries

Xk, Xj to O0 resulted in HP (Xj) = Yj = Yk = HP (Xk), yet Xk 6= Xj. The

adversary queries Yj to the extraction oracle and outputs whichever of Xk, Xj

is not returned. This results in B winning the PrA game.

In all cases we see that B succeeds, justifying (5.2).

Theorem 5.3.1 shows that preimage awareness is a strong enough notion to

provide secure domain extension for random oracles. At the same time, the next

theorem shows that it is “weak” enough to be preserved by sMD. We consider

sMD based on any suffix-free padding function sfpad: {0, 1}∗ → ({0, 1}d)+ that is

injective. Further we assume it is easy to strip padding, namely that there exists

an efficiently computable function StripPad: ({0, 1}d)+ → {0, 1}∗ ∪ {⊥} such that

x = StripPad(sfpad(x)) for all x ∈ {0, 1}∗. Inputs to StripPad that are not valid

outputs of sfpad are mapped to ⊥ by StripPad.

Theorem 5.3.2. [SMD is PrA-preserving] Fix n, d > 0 and let P be an

ideal primitive. Let hP : {0, 1}n × {0, 1}d → {0, 1}n be a compression function,
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adversary BP,Ex(ε):

m∗
$← AP,SimEx

m∗` · · ·m∗1
d← sfpad(m∗); v∗`+1 ← IV

For i = ` down to 1 do
v∗i ← hP(v∗i+1,m

∗
i )

If Q[v∗i ] = 1 and E[v∗i ] 6= (v∗i+1,m
∗
i ) then

Ret (v∗i+1,m
∗
i )

Ret ⊥

subroutine SimEx(z, α)
i← 1; v1 ← z
While i ≤ `max do

(vi+1,mi)← Ex(vi, α)
Q[vi]← 1; E[vi]← (vi+1,mi)
If vi+1 = ⊥ then

Ret ⊥
m← StripPad(mi · · ·m1)
If vi+1 = IV and m 6= ⊥ then

Ret m
i← i+ 1

Ret ⊥

Figure 5.5: Adversary B used in proof of Theorem 5.3.2.

and let H = sMD[hP ]. Let Eh be an arbitrary extractor for the PrA-experiment

involving h. Then there exists an extractor EH such that for all adversaries A

making at most qp primitive queries and qe extraction queries and outputting a

message of at most `max ≥ 1 blocks there exists an adversary B such that

Advpra
H,P, EH (A) ≤ Advpra

h,P, Eh(B) .

EH runs in time at most `max (Time(Eh) + Time(StripPad)). B runs in time at

most that of A plus O(qe`max), makes at most `max ·NumQueries(h, `max)+ qp ideal

primitive queries, and makes at most qe`max extraction queries. �

Proof. We start by defining the adversary B; the extractor EH is implicit in its

description. See Figure 5.5.

Adversary B answers A’s primitive queries by forwarding to its own oracle P. It

answers A’s extraction queries using the subroutine SimEx (which makes use of

B’s extraction oracle). For the line of code (vi+1,mi) ← Ex(vi, α) is executed

with the oracle returning ⊥, then both vi+1 and mi are assigned ⊥. The code

m∗` · · ·m∗1
d← sfpad(m∗) means take the output of sfpad(m∗) and parse it into ` d-

bit blocks m∗` , . . . ,m
∗
1. The tables Q and E, which record if a value was queried to

Ex and the value returned by the query, are initially everywhere ⊥.

The extractor EH works exactly the same as the code of SimEx except that

queries to Ex are replaced by directly running Eh and the tables Q and E can be

omitted. Loosely, extractor EH , when queried on a challenge image z, uses Eh to
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compute (backwards) the preimages of each iteration of h leading to z. When a

chaining variable equal to IV is extracted, the function StripPad is applied to the

extracted message blocks. If it succeeds, then the result is returned.

Note that we reverse the (usual) order of indices for message blocks and

chaining variables (starting high and counting down, e.g. m∗` · · ·m∗1) for both the

extractor and B due to the extractor working backwards.

To lower bound B’s advantage by the advantage of A we first point out that,

by construction of EH , the values returned by the simulated SimEx are distributed

identically to the values returned during execution of Exppra
H,P,EH ,A. Thus we have

that Advpra
H,P,EH (A) = Pr[m∗ satisfies] where the event “m∗ satisfies”, defined over

the experiment Exppra
h,P, EB ,B, occurs when the message m∗ satisfies the conditions

of winning for A. Namely that HP (m∗) was queried to SimEx and the reply given

was not equal to m∗. We call m∗ a satisfying preimage for A. We will show that

whenever m∗ is a satisfying preimage for A, with m∗` · · ·m∗1
d← sfpad(m∗), there

exists a k with 1 ≤ k ≤ ` for which adversary B returns (v∗k+1,m
∗
k) and this pair

is a satisfying preimage for B (i.e. one that wins the PrA experiment against h

for B). This will establish that

Pr [m∗ satisfies ] ≤ Advpra
h,Eh(B) . (5.7)

Consider the query SimEx(HP (m∗)) necessarily made by A. Let (vj+1, xj), . . . ,

(v2, x1) be the sequence of values returned by the Ex queries made by SimEx in the

course of responding to A’s query. Necessarily 1 ≤ j ≤ `max and 1 ≤ ` ≤ `max .

We will show that there exists a k such that 1 ≤ k ≤ min{j, `} and

(vk+1, xk) 6= (v∗k+1,m
∗
k). (This includes the possibility that vk+1 = ⊥ and xk = ⊥.)

First we use this fact to conclude. Since k ≤ j it means that vk was queried to

Ex. If vk = v∗k = HP (v∗k+1,m
∗
k) we are done, because then v∗k+1,m

∗
k is a satisfying

preimage for B. Otherwise, vk 6= v∗k and we can repeat the reasoning for k− 1. At

k = 1 we have that, necessarily, ck = v∗k since this was the image queried by A.

Thus there must exist a satisfying preimage, justifying (5.7).

We return to showing the existence of k such that 1 ≤ k ≤ min{j, `} and

(vk+1, xk) 6= (v∗k+1,m
∗
k). Assume for contradiction that no such k exists, mean-

ing that (v∗i+1,m
∗
i ) = (vi+1, xi) for 1 ≤ i ≤ min{j, `}. If j > `, then since
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vj = IV and m∗` · · ·m∗1 = m` · · ·m1 we have a contradiction because in such a

situation the loop in SimEx would have halted at iteration `. If j = `, then having

m∗` · · ·m∗1 = m` · · ·m1 and v`+1 = v∗`+1 = IV would imply that SimEx returned

m = m∗, contradicting that m∗ is a satisfying preimage for A. If j < `, then the

loop in SimEx must have stopped iterating because vj+1 = IV (if vj+1 = ⊥ we

would already have contradicted our assumption regarding k) and x 6= ⊥. But by

assumption we have that m∗j · · ·m∗1 = mj · · ·m1 and so there exist two strings m

and m∗ for which sfpad(m) is a suffix of sfpad(m∗). This contradicts that sfpad

provides a suffix-free encoding.

5.4 Preimage Awareness of Iteration without

Strengthening

Recall that if a compression function h is both CR and hard to invert for

range point the IV , then the iteration of h is a CR function [29, 37]. We now prove

an analogous theorem for Itr[h] and preimage awareness. This is particularly use-

ful in our context, because for the compression functions we will consider (e.g. a

FIL random oracle or an ideal cipher based compression function) it is easy to

verify that it is difficult to invert a fixed range point. Note that this extra prop-

erty on h (difficulty of inverting IV ) is, in fact, necessary for iteration (without

strengthening) to provide preimage awareness (analogously, collision-resistance).

Let hP : Dom → Rng be a hash function for an ideal primitive P . We

formalize a variant of preimage resistance, following [37]. An inversion adversary

A takes no inputs, has access to a primitive oracle P , and outputs a point x ∈ Dom.

For fixed value IV ∈ Rng , we define the experiment Expinv
h,P,IV ,A by the following

pseudocode

x
$← AP ; Ret hP (x) = IV

We associate to inv-adversary A, hash function HP , and constant IV ∈ Rng the

advantage relation

Advinv
h,P,IV (A) = Pr

[
Expinv

h,P,IV ,A ⇒ true
]
.
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where the probability is taken over the coins used to execute the inv experiment.

It is easy to verify that for the ideal-primitive-based compression functions we

consider, the advantage in this game is low for any IV and any adversary. For

example, for f = RFd+ n, n, we have that Advinv
f,IV (A) ≤ qp/2

n for any adversary

A making at most qp queries. We have the following result.

Theorem 5.4.1. [Itr achieves PrA] Fix n, d > 0 and let P be an ideal primi-

tive. Let hP : {0, 1}n+d → {0, 1}n be a compression function, and let H = Itr[hP ]

using some constant IV ∈ {0, 1}n. Let Eh be an arbitrary extractor for the PA-

experiment involving h. Then there exists an extractor EH such that for all pra-

adversaries A making at most qp primitive queries and qe extraction queries and

outputing a message of at most `max ≥ 1 blocks there exists an pra-adversary B

and an inv-adversary C such that

Advpra
H,P,EH (A) ≤ Advpra

h,P,Eh(B) + Advinv
h,P,IV (C) .

EH runs in time at most `max ·Time(Eh). B runs in time at most that of A plus

O(qe`max), makes at most qp + `max ·NumQueries(h) primitive queries, and makes

at most qe`max extraction queries. C runs in time that of B and makes the same

number of primitive queries. �

The proof can be adapted easily from that used for sMD. Namely, the

probability of the last case (where suffix-freeness is invoked) of the case analysis

occurring can be shown to imply the existance of a natural inversion adversary.

5.5 Building Preimage-Aware Functions

The results of Section 5.3 allow us to more elegantly and modularly prove

that a hash function construction is a pseudorandom oracle (PRO). Particularly,

Theorems 5.3.1 and 5.3.2 mean that the task of building a PRO is reduced to the

task of building a compression function that is PrA. For example, in the case that

the compression function is itself suitable to model as an FIL-RO, then it is trivially

PrA and so one is finished. However, even if the compression function has some

non-trivial structure, such as when based on a block cipher, it is still (relatively)
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straightforward to prove (suitable compression functions) are PrA. In the rest of

this section we show that most CR functions built from an ideal primitive are, in

fact, PrA.

Are there applications of preimage awareness beyond analysis of hash func-

tions? We believe the answer is yes. For example, one might explore applications

of CR functions, instead analyzing these applications assuming a PrA function. (As

one potential application, the CR-function using statistically hiding commitment

scheme of [31] conceivably achieves straight-line extractability given instead a PrA

function.) We leave such explorations to future work.

PrA for CR constructions. There is a long line of research [14, 34, 49, 50,

65, 76, 77, 82] on building compression functions (or full hash functions) that are

provably collision-resistant in some idealized model, e.g. the ideal-cipher model.

We show that in many cases one can generalize these results to showing the con-

structions are also PrA. In [39] we show that the Davies-Meyer and other so-called

“group-1” PGV compression functions [14, 65], the Shrimpton-Stam compression

function [69], and the Dodis-Pietrzak-Puniya compression function [34] are all PrA.

Here we’ll show that the MCM construction is PrA.

5.5.1 Mix-Compress is preimage-aware

We show that the “mix-compress” portion of the “mix-compress-mix” con-

struction from [69] is PrA as long as the compress step is CR and relatively

balanced. First we must define a measure of balance. Associated to any func-

tion F : {0, 1}∗ → {0, 1}n is the set PreImF (`, z) = {y | y ∈ {0, 1}∗ ∧ |y| =

` ∧ F (y) = z} for all ` > 0 and z ∈ {0, 1}n. That is, PreImF (`, z) contains the

length ` preimages of z under F . We also define the function

δF (`, z) =

∣∣∣∣ |PreImF (`, z)| − 2`−n

2`

∣∣∣∣ (5.8)

related to F . The δF function measures how far a particular preimage set deviates

from the case in which F is regular. Let ∆F = max{δF (`, z)}, where the maximum

is taken over all choices of ` and z. Second, we let F∗,τ to be the ideal primitive

that, on input x ∈ {0, 1}∗ returns a randomly chosen string y ∈ {0, 1}|x|+τ .



137

Theorem 5.5.1. [Mix-Compress is PrA.] Fix τ, n > 0, let F : {0, 1}∗ →
{0, 1}n and let F∗,τ be the ideal primitive defined above. Let HF(m) = F (F(m))

be the hash with minimum accepted message length ν ≥ n− τ if n > τ and ν ≥ τ

if n < τ . There exists an extractor E such that for any pra-adversary A making

qp primitive queries and qe extraction queries there exists a CR adversary B such

that

Advpra
H,F , E(A) ≤ qeqp(

1

2n
+ ∆F ) + Advcr

H,F ,F (B)

E runs in time at most O(qp). B runs in time at most that of A plus O(qp). �

The restricted domain in the theorem statement (inherited from [69]) en-

sures that inputs to F have size at least n bits.

Proof. We prove the WPrA notion for one extraction query and then apply Lem-

mas 5.2.3 and 5.2.4. Let E+ be the (honest) multi-point extractor that works as

shown below.

algorithm E+(z, α):

Parse (x1, y1), · · · , (xr, yr)← α

For i = 1 to r do

If z = F (yi) then X ∪← xi

If X = ∅ then Ret ⊥
Ret X

Assume that before the single extractor query no previous query to F by the

adversary led to a point y in the preimage set (under F ) of the challenge point z

(otherwise the extractor will have succeeded for z). Then we must bound the

probability that a new query to F results in a point y for which F (y) = z. If F for

each message length is regular then any new random value y has probability 2−n

of being mapped to z under F , and so we could finish with bound qp/2
n. Instead

we do something slightly more general using the definitions of PreImF , δF , and ∆F

defined above. Choose ` ∈ N (such that `− τ ≥ ν, the minimum message length of

H) and z ∈ {0, 1}n to maximize |PreImF (`, z)|. Then the optimal strategy for A is

to first query z to its extraction oracle and only make queries to F of length `− τ .

(Primitive queries before the extraction query will only lower A’s advantage, since
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any successful ones will be known to the extractor.) The result of these queries is

qp random `-bit strings, call these y1, . . . , yqp . Then we have that

Pr [∃i . F (yi) = z ] = Pr [ ∃yi . yi ∈ PreImF (`, z) ]

≤
∑

1≤i≤qp

Pr [ yi ∈ PreImF (`, z) ]

=
∑

1≤i≤qp

|PreImF (`, z)|
2`

= qp ·
(

2`−n

2`
+ δF (`, z)

)
(5.9)

≤ qp
2n

+ qp ·∆F

where the events are defined in the natural manner. In deriving equality (5.9) we

apply (5.8) (ignoring the absolute values, since |PreImF (`, z)| ≥ 2`−n due to our

maximization). Then applying Lemma 5.2.3 gives a factor qe to the right hand

side of this bound. We apply Lemma 5.2.4 and this gives our theorem statement.

5.6 Indifferentiability for Public-Use Random

Oracles

In numerous applications, hash functions are applied only to public mes-

sages. Such public-use occurs in most signature schemes (e.g. full-domain-hash [9],

probabilistic FDH [27], Fiat-Shamir [40], BLS [17], PSS [11]) and even some en-

cryption schemes (e.g. a variant of Boneh-Franklin IBE [24] and Boneh-Boyen

IBE [15]). It is easy to verify that the provable security of such schemes is retained

even if all hashed messages are revealed to adversaries. We introduce the notion of

a public-use random oracle (pub-RO). This is an ideal primitive that exposes two

interfaces: one which performs the usual evaluation of a random oracle on some

domain point and a second which reveals all so-far evaluated domain points. All

parties have access to the first interface, while access to the latter interface will

only be used by adversaries (and simulators).
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A wide class of schemes that have proofs of security in the traditional

random oracle model can easily be shown secure in this public-use random or-

acle model. Consider any scheme and security experiment for which all messages

queried to a RO can be inferred from an adversary’s queries (and their responses)

during the experiment. Then one can prove straightforwardly the scheme’s security

in the pub-RO model, using an existing proof in the full RO model as a “black box”.

For example, these conditions are met for unforgeability under chosen-message at-

tacks of signature schemes that use the RO on messages and for message privacy of

IBE schemes that use the RO on adversarially-chosen identities. All the schemes

listed in the previous paragraph (and others) fall into these categories.

The pub-RO model was independently considered by Yoneyama et al. [90]

(there called the leaky random oracle model) under different motivation. They di-

rectly prove some schemes secure when hash functions are modeled as a monolithic

pub-RO. They do not analyze the underlying structure of iterative hash functions.

We next utilize the indifferentiability framework of Maurer et al. [55] to

formalize a new notion of security for hash constructions: indifferentiability from a

public-use RO, which we call being a public-use pseudorandom oracle (pub-PRO).

This new security property is weaker than that of being a PRO, but nevertheless

enjoys the indifferentiability framework’s composibility guarantees [55].

5.6.1 Public-use ROs and PROs

Fix sets Dom,Rng . A public-use random oracle (pub-RO) is an ideal prim-

itive FDom,Rng = ((Feval), (Feval ,Freveal)) defined as follows. Let ρ be a random

function Dom → Rng . The (private and public) evaluation interface Feval , on

input M ∈ Dom, first adds the pair (M,ρ(M)) to an initially-empty set Q and

then returns ρ(M). The (public) reveal interface Freveal takes no input and re-

turns Q (suitably encoded into a string). Figure 5.6 details a pub-RO in code.

We say that FDom,Rng is a fixed-input-length (FIL) pub-RO if Dom only includes

messages of a single length. We write Fn×d,n for the FIL pub-RO with domain

Dom = {0, 1}n×{0, 1}d and Rng = {0, 1}n. As usual, we write just F when Dom

and Rng are clear from context.
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procedure Feval(M)
If M /∈ Dom then Ret ⊥
If F[M ] = ⊥ then
F[M ] $← Rng
Q ∪← (M, F[M ])

Ret F[M ]

procedure Freveal()
Ret Q

procedure fgeval(v,m)

If v /∈ W ∪ {IV } then Ret ⊥
If (v, x) /∈ {0, 1}n × {0, 1}d then Ret ⊥
If f[v, x] = ⊥ then
f[v, x] $← {0, 1}n

W ∪← f[v, x]; Q ∪← ((v, x), f[v, x])
Ret f[v, x]

procedure feval()

If f[v, x] = ⊥ then f[v, x] $← {0, 1}n

Q ∪← ((v, x), f[v, x])
Ret f[v, x]

procedure freveal()
Ret Q

Figure 5.6: (Left) The pub-RO ideal primitive FDom,Rng = (Feval , (Feval ,Freveal)).
Initially F is everywhere ⊥ and Q is empty. (Right) The pub-GRO ideal primitive
fn×d,n = (fgeval , (feval , freveal)). Initially f is everywhere ⊥ and W ,Q are empty.
Here IV ∈ {0, 1}n is a fixed string.

Indifferentiability from a pub-RO. Let HP : Dom → Rng be a hash func-

tion using an ideal primitive P . Let FDom,Rng = (Feval , (Feval ,Freveal)) be a

pub-RO. Let S be a simulator with oracle access to (both interfaces of) F . Then

we associate to pub-pro adversary A, primitive P , and simulator S the pub-pro

advantage function

Advpub-pro
H,P,S (A) = Pr

[
Expindif -ro-1

H,P,A ⇒ 1
]
− Pr

[
Expindif -ro-0

F ,S,A ⇒ 1
]
.

The simulator’s ability to call Freveal , thereby seeing all queries so-far-made by A

to Feval , is the crucial difference between pub-PRO and PRO. Informally, we say

that a construction H is a pub-PRO if there exists an efficient simulator such that

all efficient adversaries A have small advantage.

The composition theorem in [55] (recast to use ITMs in [28]) can be applied

to pub-PROs. That is, a cryptographic scheme using a pub-PRO hash construction

HP for some ideal primitive P can have its security analyzed in a setting where

HP is replaced by a monolithic pub-RO F . In this setting, adversaries attacking

the scheme can perform queries to Freveal .
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5.6.2 Public-use guarded ROs and PROs

Many “structured” compression functions are easily differentiable from a

FIL pub-RO. For example, consider the following attack against DM, due to [86].

Let A against DME(v,m) = Em(v) ⊕ v work as follows. It picks a random y and

m and then queries its third oracle interface (in the “real” setting this would be

E−1) on m, y. When interacting with the pub-RO F and any simulator S, we

see that S would need to respond with a value v such that Feval(v,m) = y ⊕ v.

This corresponds to inverting F on some fixed range point, which is hard. (Note

that A has not, before querying the simulator, submitted any queries to F .) Thus

the adversary will win easily. Nevertheless brief reflection suggests that iterating

DM from a fixed IV should result in a pub-PRO. We could try to argue this

directly, but instead we introduce another variant of ROs as a technical tool to

allow modular proofs.

Fix n, d > 0 and IV ∈ {0, 1}n. A public-use guarded random oracle

(pub-GRO) is an ideal primitive fn×d,n = (fgeval , (feval , freveal)) that works as de-

tailed in Figure 5.6. In words, let ρ be a random function from {0, 1}n×{0, 1}d to

{0, 1}n. The (private) guarded evaluation interface fgeval on input (v,m) returns

ρ(v,m) if v = IV or v is equal to a value previously returned by the interface; it

returns ⊥ otherwise. The (public) evaluation interface feval returns ρ(v,m). The

(public) reveal interface reveals all so-far (guarded or not) evaluated points and

their associated outputs. This weaker version of a FIL pub-RO will still be suffi-

cient for building a pub-PRO using MD. At the same time, the weakening does

allow us to show that structured compression functions (such as Davies-Meyers)

are indifferentiable from a pub-GRO (even though they are not pub-PROs).

Indifferentiability from a pub-GRO. Fix n, d > 0 and IV ∈ {0, 1}n. Let

hP : {0, 1}n × {0, 1}d → {0, 1}n be a FIL hash function using ideal primitive P .

Let fn×d,n = (fgeval , (feval , freveal)) be a pub-GRO. Let S be a simulator with oracle

access to (all interfaces of) f . Then we associate to pub-gpro-adversary A, h, P ,

and S the pub-gpro advantage function

Advpub-gpro
h,P,S (A) = Pr

[
Expindif -ro-1

h,P,A ⇒ 1
]
− Pr

[
Expindif -ro-0

f,S,A ⇒ 1
]
.
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We stress that in the second probability experiment, while A has access only to

fgeval , the simulator S has oracle access to feval and freveal . Informally, we say that

a construction h is a pub-GPRO if there exists an efficient simulator such that all

efficient adversaries A have small advantage.

5.7 Constructing Public-use Random Oracles

In this section we first show that iterating a FIL public-use RO (or public-

use guarded RO) results in an object indifferentiable from a monolithic public-use

RO. Then we go on to show that common constructions of compression functions

are, in fact, indifferentiable from public-use guarded ROs. In particular we show

that the Stam Type-II PGV functions are pub-GROs. Since Davies-Meyers is

one such function, these results together imply that the structure of existing hash

functions (such as SHA-2) is sound for public-use applications.

5.7.1 Iteration preserves being a pub-PRO

We show that iteration preserves the property of being a pub-PRO. In

fact we show something slightly stronger. Given a compression function that is

(indifferentiable from) a public-use guarded RO, iterating this compression func-

tion results in a pub-PRO. In the following theorem we write Itr[fgeval ] to mean

Itr[gfgeval ] where g is defined by calling fgeval on its input and returning the result.

We note that in the computation of Itr[gfgeval ] the input to fgeval is always either

the IV or a valid chaining value.

Theorem 5.7.1. [Itr is pub-PRO-preserving] Fix n, d > 0 and IV ∈ {0, 1}n.

Let fn×d,n = (fgeval , (feval , freveal)) be a pub-GRO and let Itr[fgeval ] be the iteration

of fgeval . There exists a simulator S = (Seval ,Sreveal) so that for any adversary A

Advpub-pro
Itr,f,S (A) ≤ (σq0 + q1)2

2n
+
q1(σq0 + q1)

2n

where q0 is the maximal number of queries by A to its first oracle, these of length

at most σ blocks of d bits, and q1 is the maximal number of queries by A to its

feval/Seval interface. Let q2 be the number of queries by A to its freveal/Sreveal



143

procedure Seval(v,m)
Update()
If V[v] 6= ⊥ then

Ret Feval(V[v] || m)
w

$← {0, 1}n

Q ∪← ((v,m), w)
Ret w

procedure Sreveal()
Update()
Ret Q

subroutine Update()

(m1, v1), . . . , (mp, vp)← Freveal()
For i = plast + 1 to p do
mi

1, . . . ,m
i
`i

d←mi

vi0 ← IV ; V[IV ]← ε
For j = 1 to `i do
vij ← F[mi

1 · · ·mi
j ]

If vij = ⊥ then
vij ← Feval(mi

1 · · ·mi
j)

V[vij ]← mi
1 · · ·mi

j

Q ∪← ((vij−1,m
i
j), v

i
j)

F[mi
1 · · ·mi

j ]← vij
plast ← p

Figure 5.7: Simulator used in proof of Theorem 5.7.1. Tables V and F are initial-
ized everywhere to ⊥, set Q is initially empty, and plast is initialized to 0.

interface. Then S runs in time that of A plus O(q0σ(q1 + q2)) and makes at most

q0σ + 2q1 + q2 queries. �

Proof. We specify a simulator S = (Seval ,Sreveal) in Figure 5.7. Recall that S must

emulate only the two public interfaces of a public-use guarded RO. To do this,

it utilizes a subroutine Update() which uses S’s access to Freveal() to simulate a

compression function by defining chaining variables in terms of appropriate outputs

of Feval . That is, for any sequence of message m queried to Fgeval (or Feval)

parsed into message blocks m1 . . . ,m`, the simulator defines compression function

input/output pairs ((vi−1,mi), vi) for 1 ≤ i ≤ ` where v0 = IV and vi is assigned

the output of Feval(m1 · · ·mi). The tables V and F are used to maintain this

simulation (these tables are initially everywhere ⊥). Queries to Seval not associated

(via the chaining variable input) with a valid sequence of message blocks have

random values returned as output.

Intuitively, S will succeed as long as no two outputs of Feval collide (which

would mean S might fail to use the correct sequence of message blocks when

assigning a chaining value) or if the adversary queries some value v,m to Seval

for which V[v] = ⊥, yet later one of the chaining variables (an output of Feval)

is assigned the value v. Loosely, the first event will happen with probability at

most (q0σ + q1)2/2n while the second event will happen with probability at most



144

q1(q0σ + q1)/2n. We now give a formal argument using the sequences of games

G0 −→ · · · −→ G6 and G2 −→ G2,1 −→ G2,2. All games include a procedure O2()

which returns Q (this was not explicitly included in the pseudocode for brevity).

The games are shown in Figures 5.8 and 5.9. We assume that adversary A does

not repeat a query to any of its oracles (such queries are pointless).

The first game sequence. We start by justifying that

Pr
[

Expindif -ro-1
Itr,f,A ⇒ 1

]
= Pr

[
AG0 ⇒ 1

]
(5.10)

= Pr
[
AG1 ⇒ 1

]
(5.11)

≤ Pr
[
AG2 ⇒ 1

]
+ Pr

[
AG2 sets bad

]
(5.12)

= Pr
[
AG3 ⇒ 1

]
+ Pr

[
AG2 sets bad

]
(5.13)

≤ Pr
[
AG4 ⇒ 1

]
+

(q0σ + q1)2

2n+1

+Pr
[
AG2 sets bad

]
(5.14)

≤ Pr
[
AG5 ⇒ 1

]
+

(q0σ + q1)2

2n+1

+Pr
[
AG2 sets bad

]
(5.15)

≤ Pr
[
AG6 ⇒ 1

]
+

(q0σ + q1)2

2n
+

(q0σ + q1)2

2n+1

+Pr
[
AG2 sets bad

]
(5.16)

= Pr
[

Expindif -ro-0
Itr,S,A ⇒ 1

]
+

(q0σ + q1)2

2n

+Pr
[
AG2 sets bad

]
. (5.17)

We’ll later conclude by bounding Pr[AG2 sets bad] via a sequence of games G2 −→
G2,1 −→ G2,2.

(Game G0) By construction, the first game implements exactly the ora-

cles (Itr[fgeval ], feval , freveal), justifying (5.10). Note that we need not include the

explicit checks of the guarded evaluation interface, since the pub-GRO primitive

(implemented using Choose-f) is only used by O0 to implement Itr.

(Game G1, boxed statement included) In game G1 we modify the way in

which queries are handled via some additional book-keeping; as we will see the

changes do not modify the implemented functionality. In particular, we establish

a table V mapping chaining variable values to sequences of message blocks. In O0
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procedure O0(M) Game G0

m1, . . . ,m`
d←M ; v0 ← IV

For i = 1 to ` do
vi ← Choose-f(0, vi−1,mi)
Q ∪← ((vi−1,mi), vi)

Ret v`

procedure O1(v,m)
w ← Choose-f(0, v,m)
Q ∪← ((v,m), w)
Ret w

subroutine Choose-f(s, v,m)

If f[s, v,m] = ⊥ then f[s, v,m] $← {0, 1}n
Ret f[s, v,m]

procedure O0(M) Games G1 , G2

m1, . . . ,m`
d←M ; v0 ← IV ; V[IV ]← ε

For i = 1 to ` do
vi ← Choose-f(0, vi−1,mi)
V[vi]← m1 · · ·mi

Q ∪← ((vi−1,mi), vi)
Ret v`

procedure O1(v,m)
V[IV ]← ε
If V[v] 6= ⊥ then
w ← Choose-f(0, v,m)
V[w]← V[v] || m

If V[v] = ⊥ then
w ← Choose-f(1, v,m)
Q ∪← ((v,m), w)
Ret w

subroutine Choose-f(s, v,m)

s′ ← s
If f[1− s, v,m] 6= ⊥ then

bad← true ; s′ ← 1− s
If f[s′, v,m] = ⊥ then f[s′, v,m] $← {0, 1}n
Ret f[s′, v,m]

procedure O0(M) Games G3 , G4

m1, . . . ,m`
d←M ; v0 ← IV ; V[IV ]← ε

For i = 1 to ` do
vi ← Choose-f(0, vi−1,mi)
V[vi]← m1 · · ·mi

Q ∪← ((vi−1,mi), vi)
Ret v`

procedure O1(v,m)
V[IV ]← ε
If V[v] 6= ⊥ then
w ← Choose-f(0, v,m)
V[w]← V[v] || m

If V[v] = ⊥ then
w ← Choose-f(1, v,m)

Q ∪← ((v,m), w)
Ret w

subroutine Choose-f(s, v,m)

If f[s, v,m] 6= ⊥ then f[s, v,m] $← {0, 1}n \R
R ∪← f[s, v,m]
Ret f[s, v,m]

procedure O0(M) Games G5 , G6

m1, . . . ,m`
d←M ; v0 ← IV ; V[IV ]← ε

For i = 1 to ` do
vi ← Choose-f(0, V[vi−1],mi)
V[vi]← m1 · · ·mi

Q ∪← ((vi−1,mi), vi)
Ret v`

procedure O1(v,m)
V[IV ]← ε
If V[v] 6= ⊥ then
w ← Choose-f(0, V[v],m)
V[w]← V[v] || m

If V[v] = ⊥ then
w ← Choose-f(1, v,m)
Q ∪← ((v,m), w)
Ret w

subroutine Choose-f(s, v,m)

If f[s, v,m] = ⊥ then f[s, v,m] $← {0, 1}n \R
R ∪← f[s, v,m]
Ret f[s, v,m]

Figure 5.8: Games used in proof of Theorem 5.7.1. All games also have a proce-
dure O2 that returns Q (not shown for brevity).
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procedure O0(M) Game G2,1

m1, . . . ,m`
d←M ; v0 ← IV ; V[IV ]← ε

For i = 1 to ` do

vi ← Choose-f(0, vi−1,mi)

V[vi]← m1 · · ·mi

Q ∪← ((vi−1,mi), vi)

Ret v`

procedure O1(v,m)

V[IV ]← ε

If V[v] 6= ⊥ then

w ← Choose-f(0, v,m)

V[w]← V[v] || m
If V[v] = ⊥ then

w ← Choose-f(1, v,m)

Q ∪← ((v,m), w)

Ret w

subroutine Choose-f(s, v,m)

j ← j + 1 ; (sj , vj ,mj)← (s, v,m)

If ∃i < j s.t. (vi,mi) = (vj ,mj) ∧ si 6= sj then

bad← true

If f[s, v,m] = ⊥ then f[s, v,m] $← {0, 1}n

Ret f[s, v,m]

Figure 5.9: Games used in proof of Theorem 5.7.1. All games also have a proce-
dure O2 that returns Q (not shown for brevity).
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procedure O0(M) Game G2,2

m1, . . . ,m`
d←M ; v0 ← IV ; V[IV ]← ε

For i = 1 to ` do

vi ← Choose-f(0, vi−1,mi)

V[vi]← m1 · · ·mi

Q ∪← ((vi−1,mi), vi)

Ret v`

procedure O1(v,m)

V[IV ]← ε

If V[v] 6= ⊥ then

w ← Choose-f(0, v,m)

V[w]← V[v] || m
If V[v] = ⊥ then

w ← Choose-f(1, v,m)

Q ∪← ((v,m), w)

Ret w

subroutine Choose-f(s, v,m)

j ← j + 1 ; (sj , vj ,mj)← (s, v,m)

If ∃i < j s.t. (vi,mi) = (vj ,mj) ∧ si = 1 6= 0 = sj then

bad1← true

If ∃i < j s.t. (vi,mi) = (vj ,mj) ∧ si = 0 6= 1 = sj then

bad2← true

If f[s, v,m] = ⊥ then f[s, v,m] $← {0, 1}n

Ret f[s, v,m]

Figure 5.10: Games used in proof of Theorem 5.7.1. All games also have a
procedure O2 that returns Q (not shown for brevity).



148

the operation V[vi]← m1 · · ·mi is added. In O1 handling of a query (v,m) is split

into two cases. First, if V[v] 6= ⊥, then V[w] is assigned V[v] || m. Here w is the value

to be returned to the adversary as chosen by Choose-f . The assignment of V[w]

maps the new chaining value to a (one-block-longer) sequence of blocks. Second,

if V[w] = ⊥ then we do no updating of V. There remains one further change in G1:

use of Choose-f in O0 and in the in O1 for the first case utilizes s = 0 while in O1

for the second case utilizes s = 1. To account for this, subroutine Choose-f has

additional checks to ensure consistency of use between s = 0 and s = 1. (Looking

ahead, dropping these checks will yield independent random functions for the two

values of s. The s = 0 function will become the monolothic random oracle of

Expindif -ro-0
MD,S,A while s = 1 will be used for the unrelated random values sometimes

returned by the simulator.) Because of the checks, we have that the implemented

functionality is the same in G1 as in G0, justifying (5.11).

(Game G2, boxed statement omitted) Games G1 and G2 are identical-until-

bad, since their only difference is whether or not the boxed statement is included.

The fundamental lemma of game playing [7] justifies (5.12).

(Game G3, boxed statement omitted) Game G3 dispenses with the extra

checks in Choose-f (that, in G1 ensured consistency between calls with s = 0 and

s = 1, but were no longer used in G2). Additionally a set R is added that records

all the random choices made in Choose-f . The functionality of G3 is unchanged

from G2, justifying (5.13).

(Game G4, boxed statement included) Game G4 restricts sampling in sub-

routine Choose-f to not allow collisions between any two outputs. Games G3 and

G4 are identical except for the boxed statement. Since Choose-f can be called a

maximum of q0σ + q1 times, we have via a straightforward birthday analysis that

Pr
[
AG3 ⇒ 1

]
− Pr

[
AG4 ⇒ 1

]
≤ (q0σ + q1)2

2n+1
,

justifying (5.14).

(Game G5, boxed statement included) Game G5 is such that f[0, ·, ·] is

indexed not by chaining variables, message block pairs but rather by message

sequences, message block pairs. That is, wherever Choose-f was called on (0, v,m)

for chaining variable v and message block m in G4 it is called on (0, V[v],m) in G5.
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Since G4 and G5 never have collisions in outputs of Choose-f in both games there

is a one-to-one correspondence between pairs (0, v) and (0, V[v]). Therefore this

change does not affect the execution of the game, and so (5.15) has been justified.

(Game G6, boxed statement omitted) Game G5 and G6 are identical except

for the boxed statement, and the analysis justifying (5.14) above also applies to

justify (5.16). Finally, we argue that G6 implements oracles that are equivalent

to (Feval ,SFeval ,SFreveal). In game G6 the routine Choose-f(0, ·, ·) implements the

monolithic random oracle of the indif -ro-0 experiment (i.e. this implements Feval).

While S uses a subroutine Update() to maintain tables V and Q, game G6 updates

these tables directly in response to queries to O0 or O1. However, since S calls

Update() immediately upon any query to it, the two methods for updating the

tables are equivalent. Finally, note that in O1 when V[v] = ⊥ a freshly-chosen

random point is returned, which is equivalent to the implementation of SFeval (recall

that A does not make pointless queries). We have justified (5.17).

Upper bound on setting bad in G2. All that remains is bounding the prob-

ability that bad is set in G2, which we do with a second sequence of games

G2 −→ G2,1 −→ G2,2. See Figure 5.9 and Figure 5.10.

(Game G2,1) This game implements the same functionality as G2 but changes

the way in which bad is set. Now Choose-f records each s, v,m query using the

counter j and tuple (sj, vj,mj). The flag bad is set if there exists a previous ex-

ecution of Choose-f , let it be the ith execution, such that vi = vj and mi = mj

and yet si 6= sj. In words, the current v,m query value matches a previous query

value, but s does not. Since this is just another way of checking for the same event

that caused bad to be set in G2, we have that

Pr
[
AG2 sets bad

]
= Pr

[
AG2,1 sets bad

]
.

(Game G2,2) We split the setting of bad into two separate cases, represented

by the (new) flags bad1 and bad2. The first is the case that the previous query

had s = 0 and the later query had s = 1 and the second case is the opposite. A

union bound gives that

Pr
[
AG2,1 sets bad

]
≤ Pr

[
AG2,1 sets bad1

]
+ Pr

[
AG2,1 sets bad2

]
.
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Note, however, that the last term is zero. This is true since for bad2 to be set due

to Choose-f(1, v,m) being called from O1, it must be the case that V[v] 6= ⊥. That

there exists an i < j for which si = 0 but vi = v (so that bad2 is set) means that

necessarily V[vi] = V[v] 6= ⊥. This contradiction justifies that bad2 can never be

set. Finally, we bound the probability of bad1 being set. Let i, j be the numbers

such that i < j and (vi,mi) = (vj,mj) and si = 1 and sj = 0. Then it must

be the case that V[vi] = ⊥ at the ith execution of Choose-f . However, at the jth

execution it must be the case that V[vj] = V[vi] 6= ⊥ since sj = 0. This means that

between the ith and jth calls, the table entry V[vi] was assigned a value. This can

only occur if the output of execution of Choose-f(0, v,m) (for some v,m) equals vi.

Combining the facts that all outputs of Choose-f are uniformly chosen and that

there are at most q0σ + q1 executions of Choose-f with s = 0, we have that

Pr
[
AG2,1 sets bad1

]
≤ q1(q0σ + q1)

2n
.

This concludes the proof.

5.7.2 Type-II PGV are pub-GPROs

It is easy to see that a RO or a pub-RO are indifferentiable from a pub-GRO,

and by Theorem 5.7.1 can therefore be used within an iteration to build a pub-PRO

hash function for arbitrary input lengths. However many hash functions (e.g. those

built from block ciphers) do not utilize compression functions that are suitable for

modeling as a (pub-)RO. In this section we show that many widely-used block-

cipher-based compression functions, while not pub-PROs, are indifferentiable from

a pub-GRO. As an example to build intuition, recall that an adversary can differ-

entiate DM from a pub-RO by abusing the inverse oracle (see the attack described

in Section 5.6). In the context of pub-GRO, such attacks fail because the adver-

sary cannot query its first oracle with chaining variables not already returned by

it.

Fix a string IV ∈ {0, 1}n. Let hP be a compression function built using

ideal primitive P . Then h̄P is the ITM implementing a guarded version of h.
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Initially a set V is empty. Then h̄P (v,m) returns ⊥ if v /∈ IV ∪ V , and otherwise

evalutes hP (v,m) to get value w, adds w to V , and returns w. Then, for example,

DM is the guarded version of the Davies-Meyer compression function (defined in

Section 5.1).

We use the guarded versions of compression functions for clarity in our anal-

yses. In particular, the forthcoming results do not rely on implementing guarded

versions of compression functions — rather when an unguarded compression func-

tion is used within the iteration then only valid v are used with it, meaning our

results apply directly. (Formally speaking, we could also just restrict adversaries

from querying any inputs which would result in ⊥ being returned, and the guarding

logic is superfluous. We choose the explicit approach to render transparent this

usage scenario.) Our results do not apply for unguarded compression functions

when they are used outside the context of iteration-based hashing.

Recall that the Type-II PGV functions are those for which Cpre is a bi-

jection, Cpost(v,m, ·) is a bijection, and C−pre
1 (k, ·) is a bijection. Here the map

C−pre
1 : {0, 1}d × {0, 1}n → {0, 1}n is defined by C−pre

1 (k,m) = v where (v,m) =

C−pre(k, x). (This is simply the projection of C−pre to its left output.)

It is interesting to note that the four Type-I PGV functions that are not also

Type-II are not pub-GPRO. Consider the (guarded) MMO compression function

MMO
E

(v,m) = Ev(m)⊕m built from an ideal cipher Cn,n. For any simulator S, we

give an adversary that can differentiate MMO from a pub-GRO that works as fol-

lows given oracles O0, O1, and O2 (implementing (MMO
E
, E,D) or (fgeval ,SE,SD)

respectively). It chooses arbitrary points y ∈ {0, 1}n and queries O2(IV , y) to get

reply x. It then queries O0(IV , x), retrieves w, and outputs a one if y⊕w = x. If in

the indif -ro-1 experiment, the adversary will output one always. In the indif -ro-0

experiment, SD must respond with a value x such that y ⊕ f(IV , x) = x, lest the

adversary will return zero. This can’t be done efficiently (since f is a random

oracle), and so the adversary will succeed with probability close to one. Similar

attacks can be fashioned for the three other only Type-I functions.2

Intuitively, the Type-II functions resist such attacks because of the third

2Note that [25] point out that these four just type-I PGV functions are also not suitable
compression functions for building PROs via prefix-free encoding messages and then iteration.
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subroutine Choose-E(s, k, x)

y
$← {0, 1}n

If E[s, k, x] 6= ⊥ then y ← E[s, k, x]
E[s, k, x]← y ; D[s, k, y]← x
Ret y

subroutine Choose-D(s, k, y)

x
$← {0, 1}n

If D[s, k, y] 6= ⊥ then x← D[s, k, y]
E[s, k, x]← y ; D[s, k, y]← x
Ret x

Figure 5.11: Subroutines used by games G0, G1, G2, and G3 for the proof of
Theorem 5.7.2.

requirement, which ensures that any inverse query corresponds to a (close to) uni-

form chaining variable. Since uniformly distributed chaining variables are unlikely

to ever end up being in the set V of allowed queries to O0, the final query of the ad-

versary above wouldn’t work for a Type-II function. The next theorem formalizes

this, showing that any Type-II PGV function is a pub-GPRO.

Theorem 5.7.2. [Type-II PGV are pub-GPROs] Fix d, n > 0 and fix IV ∈
{0, 1}n. Let Cd×n,n = (E,D) be an ideal cipher and let h̄C be the guarded imple-

mentation of a Type-II PGV function hC. There exists a simulator S = (SE,SD)

such that for any adversary A making at most (q0, q1, q2) queries, we have

Advpub-gpro

h̄,C,S (A) ≤ (q0 + q1 + q2)2

2n
+
q2(q0 + q1 + 1)

2n

where S works in time O(q2(q0 + q1)) and makes at most q1 queries. �

Proof. We fix the simulator S = (SE,SD) detailed below.

procedure SE(k, x)
If E[k, x] 6= ⊥ then Ret E[k, x]
(m, v)← C−pre(k, x)
w ← feval(v,m)
y ← C−post(v,m,w)
Ret y

procedure SD(k, y)

((v1,m1), w1), . . . , ((v`,m`), w`)← freveal()
For i = 1 to ` do

(ki, xi)← Cpre(vi,mi)
yi ← C−post(vi,mi, wi)
If k = ki and y = yi then Ret xi

x
$← {0, 1}n ; E[k, x]← y

Ret x

The simulator associates queries by the adversary to SE and SD with queries

to fgeval . Note that Cpre and Cpost(v,m, ·) are bijections (the latter for any v,m),

and their inverses via C−pre and C−post(v,m, ·) The simulator uses these functions

to map between inputs and outputs of the block cipher and inputs and outputs

of f .
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We utilize a sequence of games G0 −→ · · · −→ G6 to bound A’s advantage relative

to S. See Figures 5.12, 5.13, 5.14, 5.15, and 5.16. Some of these games utilize

as subroutines those shown in Figure 5.11, which together implement a modified

version of an ideal cipher in which sampling with replacement is done (instead

of the usual sampling without replacement). (The parameter s is used to allow

multiple instances of the objects. Namely, different s indicate distinct tables E and

D.) We will justify that

Pr
[

Expindif -ro-1

DM,E,A
⇒ 1

]
≤ Pr

[
AG0 ⇒ 1

]
+

(q0 + q1 + q2)2

2n
(5.18)

= Pr
[
AG1 ⇒ 1

]
+

(q0 + q1 + q2)2

2n
(5.19)

= Pr
[
AG2 ⇒ 1

]
+

(q0 + q1 + q2)2

2n
(5.20)

≤ Pr
[
AG3 ⇒ 1

]
+

(q0 + q1 + q2)2

2n

+Pr
[
AG3 sets bad

]
(5.21)

= Pr
[
AG4 ⇒ 1

]
+

(q0 + q1 + q2)2

2n

+Pr
[
AG4 sets bad

]
(5.22)

= Pr
[
AG5 ⇒ 1

]
+

(q0 + q1 + q2)2

2n

+Pr
[
AG5 sets bad

]
(5.23)

= Pr
[
AG6 ⇒ 1

]
+

(q0 + q1 + q2)2

2n

+Pr
[
AG5 sets bad

]
(5.24)

= Pr
[

Expindif -ro-0
f,S,A ⇒ 1

]
+

(q0 + q1 + q2)2

2n

+Pr
[
AG5 sets bad

]
(5.25)

and then conclude by bounding the probability of bad being set in game G4.

(Game G0) Game G0 implements the oracles h̄E, E,D but where ideal ci-

pher E (with inverse D) is implemented using the subroutines of Figure 5.11. A

straightforward birthday argument justifies (5.18).

(Game G1) Game G1 is the same as G0 except that book-keeping code is

added to proceduresO0 andO1 which is then used inO2. The newO2 functionality

checks explicitly for previous queries to O1 or O2 that have already set D[0, k, y]
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(i.e. due to an execution of Choose-E(0, k, x) that sampled range point y). To

show that this is in fact the case, we need to show that anytime xi is returned

in O2 on line 123, the same value would have been returned on line 125. Let k, y

be a pair queried to O2. Suppose there exists an i such that ki = k and yi = y

where (ki, xi) = Cpre(vi,mi) and yi = C−pre(vi,mi, wi). Then consider if vi,mi, wi

were assigned values on line 104. This means that Choose-E(0, Cpre(vi,mi)) =

Choose-E(0, ki, xi) was executed and it returned a value y′, meaning D[0, ki, y′] =

xi. Since Cpre and Cpost(vi,mi, ·) are bijections we have that y′ = yi = y. Thus,

D[0, k, y] = xi. Consider now if vi,mi, wi were instead assigned values on line

112. Then again Choose-E(0, Cpre(vi,mi)) = Choose-E(0, ki, xi) was executed and

returned a value y′, meaning D[0, ki, y′] = xi. But now wi = Cpost(C−pre(ki, xi), y′)

and the bijectivity of Cpost and Cpre gives that y′ = yi = y. Thus, D[0, k, y] = xi.

We have justified (5.19).

(Game G2, boxed statements included) Game G2 is a modification of G1 in

that two pairs of tables (corresponding to s = 0 and s = 1) are used to track points

defined by the oracles. The checks on lines 201, 210, and 222 ensure, however, that

the two tables are used in a manner that mimics exactly the behavior of the single

pair of tables in G1. This justifies (5.20).

(Game G3, boxed statements excluded) Game G3 and G2 are identical-until-

bad, and the fundamental lemma of game-playing [7] justifies (5.21).

(Game G4) In game G4 f is a random oracle mapping points k, x to ran-

dom values from {0, 1}n. It is used in conjunction with the other code on lines

403/404, 411/412, and 425, to completely remove use of Choose-E and Choose-D

in the game. This simplification of the code of game G3 implements identical

functionality, justifying (5.22).

(Game G5) In game G5 we make two pairs of changes. First, we apply the

random oracle f to C−pre(k, x) as oppoesd to k, x on lines 503 and 511. (Tech-

nically, f is now a map on domain {0, 1}n × {0, 1}d. Before it had a domain of

{0, 1}d × {0, 1}n.) Since Cpre is bijective this change does not affect the distribu-

tion of the outputs of f . Second, we swap the order of assignment for y and w

on lines 503 and 511, now assigning y to the output of f and then setting z as a
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function of y and v,m (or, equivalently, k, x). The change to line 503 is justified

by the fact that Cpost(v,m, ·) is a bijection for any v,m. The change to line 511

is justified since Cpost(C−pre(k, x), ·) is a bijection for any k, x (since Cpre is also

a bijection). Thus the variables involved maintain the same (joint) distribution,

justifying (5.23).

(Game G6) In the final game we drop code that handled the setting of bad

in G5. Now we see that this final game G6 is exactly implementing the oracles

(fgeval ,SfE,S
f
D), justifying (5.24).

All that remains is to bound the probability of bad being set in game G5.

We proceed via case analysis.

The flag bad might be set due to line 502 or line 524. For line 524, however,

the loop and conditional of 520 and 521 ensure that 524 will never be executed

when D[0, k, y] 6= ⊥. To see this, note that D[0, k, y] is assigned a value only if

one of lines 505 or 513 is also executed. Thus, if D[0, k, y] 6= ⊥ during a O2(k, y)

query, then necessarily there exists a j ∈ [1 .. i] such that k = kj and y = yj where

(kj, xj) = Cpre(vj,mj) and yj = Cpost(vi,mi, wi). This is so because Cpre and

Cpost(vi,mi, ·) are bijections. Thus, bad will never get set on line 524.

We turn to bounding the probability that line 502 sets bad. For bad to be

set here, it must be that some query O0(v,m) was made for which v ∈ {IV } ∪ V
at the time of the query and E[1, k, x] 6= ⊥. But E[1, k, x] can only be set to a non-

bottom value if line 525 previously executed and here x was uniformly selected.

Let V∗ be the set V at the end of A’s execution. Let x be a value sampled due to

execution of line 523 for a query O2(k, y). Then we want to assess the probability

that A can make a later query v,m to O0 for which Cpre(v,m) = (k, x). Re-writing

this last equation we have (v,m) = C−pre(k, x) and thus v = C−pre
1 (k, x). Then

we will justify that

Pr [Cpre(v,m) = (k, x) ∧ (v = IV ∨ v ∈ V∗) ]

≤ Pr
[
C−pre

1 (k, x) = IV ∨ C−pre
1 (k, x) ∈ V∗

]
≤ Pr

[
C−pre

1 (k, x) = IV
]

+ Pr
[
C−pre

1 (k, x) ∈ V∗
]

=
1

2n
+
q0 + q1

2n
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where the indicated events are defined in the natural way (over the coins used in

executing AG5). We can bound the first term on the right as follows. Since x is a

uniformly-chosen point, and by the fact that C−pre
1 (k, ·) is a bijection, we have the

probability that C−pre
1 (k, x) = IV with probability at most 2−n. We can bound

the second term as follows. Each value w added to V in the course of the game is

the output of the random function f on some pair v,m. These points are chosen

independently of the value v and there are at most q0 + q1 outputs of f chosen

in the course of the game. Thus the probability of any one of these independent

points being equal to C−pre
1 (k, x) is at most (q0 + q1)/2n. Together, we see that

for the probability of setting bad due to E[1, k, x] being set for any particular O2

query is at most (1 + q0 + q1)/2n, justifying the equations above.

Finally, since there are at most q2 queries to O2, and consequently at most

q2 values x sampled due to execution of line 525 we have via a straightforward

union bound that

Pr
[
AG5 sets bad

]
≤ q2(1 + q0 + q1)

2n
.

This completes the proof.

Addition Information

This work originally appeared in the proceedings of Advances in Cryptol-

ogy – EUROCRYPT 2009. I was a primary researcher for this work. The citation

for this work is:

Y. Dodis, T. Ristenpart, and T. Shrimpton. Salvaging Merkle-Damg̊ard for

Practical Applications. Advances in Cryptology – EUROCRYPT ’09. LNCS

vol. 5479, A. Joux ed., pp. 371–388, Springer, 2009.
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procedure O0(v,m) Game G0

If v /∈ {IV } ∪ V then Ret ⊥
(k, x)← Cpre(v,m)
y ← Choose-E(0, k, x)
w ← Cpost(v,m, y)
V ∪← w
Ret w

procedure O1(k, x)
y ← Choose-E(0, k, x)
Ret y

procedure O2(k, y)
x← Choose-D(0, k, y)
Ret x

procedure O0(v,m) Game G1

100 If v /∈ {IV } ∪ V then Ret ⊥
101 (k, x)← Cpre(v,m)
102 y ← Choose-E(0, k, x)
103 w ← Cpost(v,m, y)
104 i← i+ 1 ; ((vi,mi), wi)← ((v,m), w)
105 V ∪← w
106 Ret w

procedure O1(k, x)
110 y ← Choose-E(0, k, x)
111 w ← Cpost(C−pre(k, x), y)
112 i← i+ 1 ; ((vi,mi), wi)← (C−pre(k, x), w)
113 Ret y

procedure O2(k, y)
120 For j = 1 to i do
121 (ki, xi)← Cpre(vi,mi)
122 yi ← C−post(vi,mi, wi)
123 If k = ki and y = yi then Ret xi

124 x← Choose-D(0, k, y)
125 Ret x

Figure 5.12: Games used in proof of Theorem 5.7.2. Subroutines Choose-E and
Choose-D are detailed in Figure 5.11.
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procedure O0(v,m) Games G2 G3

200 If v /∈ {IV } ∪ V then Ret ⊥
201 (k, x)← Cpre(v,m)

202 s← 0; If E[1, k, x] 6= ⊥ then bad← true ; s← 1

203 y ← Choose-E(s, k, x)

204 w ← Cpost(v,m, y)

205 i← i+ 1 ; ((vi,mi), wi)← ((v,m), w)

206 V ∪← w

207 Ret w

procedure O1(k, x)

210 If E[1, k, x] 6= ⊥ then Ret Choose-E(1,m, c)

211 y ← Choose-E(0, k, x)

212 w ← Cpost(C−pre(k, x), y)

213 i← i+ 1 ; ((vi,mi), wi)← (C−pre(k, x), w)

214 Ret y

procedure O2(k, y)

220 For j = 1 to i do

221 (ki, xi)← Cpre(vi,mi)

222 yi ← C−post(vi,mi, wi)

223 If k = ki and y = yi then Ret xi

224 s← 1; If D[0, k, y] 6= ⊥ then bad← true ; s← 0

225 x← Choose-D(s, k, y)

226 Ret x

Figure 5.13: Games used in proof of Theorem 5.7.2. Subroutines Choose-E and
Choose-D are detailed in Figure 5.11.
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procedure O0(v,m) Game G4

400 If v /∈ {IV } ∪ V then Ret ⊥
401 (k, x)← Cpre(v,m)

402 If E[1,m, c] 6= ⊥ then bad← true

403 y ← f(k, x) ; w ← Cpost(v,m, y)

404 D[0, k, y]← x

405 i← i+ 1 ; ((vi,mi), wi)← ((c,m), w)

406 V ∪← w

407 Ret w

procedure O1(k, x)

410 If E[1, k, x] 6= ⊥ then Ret E[1, k, x]

411 y ← f(k, x) ; w ← Cpost(C−pre(k, x), y)

412 D[0, k, y]← x

412 i← i+ 1 ; ((vi,mi), wi)← (C−pre(k, x), w)

414 Ret y

procedure O2(k, y)

420 For j = 1 to i do

421 (ki, xi)← Cpre(vi,mi)

422 yi ← C−post(vi,mi, wi)

423 If k = ki and y = yi then Ret xi

424 If D[0, k, y] 6= ⊥ then bad← true

425 x
$← {0, 1}n ; E[1, k, x]← y

426 Ret x

Figure 5.14: Games used in proof of Theorem 5.7.2. Game G4 uses a random
function f mapping from {0, 1}d × {0, 1}n to {0, 1}n.
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procedure O0(v,m) Game G5

500 If v /∈ {IV } ∪ V then Ret ⊥
501 (k, x)← Cpre(v,m)

502 If E[1, k, x] 6= ⊥ then bad← true

503 w ← f(C−pre(k, x)) ; y ← C−post(v,m,w)

504 D[0, k, y]← x

505 i← i+ 1 ; ((vi,mi), wi)← ((v,m), w)

506 V ∪← w

507 Ret w

procedure O1(k, x)

510 If E[1,m, c] 6= ⊥ then Ret E[1,m, c]

511 w ← f(C−pre(k, x)) ; y ← C−post(C−pre(k, x), w)

512 D[0, k, y]← x

513 i← i+ 1 ; ((vi,mi), wi)← (C−pre(k, x), w)

514 Ret y

procedure O2(k, y)

520 For j = 1 to i do

521 (ki, xi)← Cpre(vi,mi)

522 yi ← C−post(vi,mi, wi)

523 If k = ki and y = yi then Ret xi

524 If D[0, k, y] 6= ⊥ then bad← true

525 x
$← {0, 1}n ; E[1, k, x]← y

526 Ret x

Figure 5.15: Game used in the proof of Theorem 5.7.2. Game G5 uses a random
function f mapping from {0, 1}n × {0, 1}d to {0, 1}n.
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procedure O0(v,m) Game G6

600 If v /∈ {IV } ∪ V then Ret ⊥
601 w ← f(v,m)

602 i← i+ 1 ; ((vi,mi), wi)← ((v,m), w)

603 V ∪← w

604 Ret w

procedure O1(k, x)

610 If E[1,m, c] 6= ⊥ then Ret E[1,m, c]

611 w ← f(C−pre(k, x))

612 i← i+ 1 ; ((vi,mi), wi)← (C−pre(k, x), w)

613 Ret y

procedure O2(k, y)

620 For j = 1 to i do

621 (ki, xi)← Cpre(vi,mi)

622 yi ← C−post(vi,mi, wi)

623 If k = ki and y = yi then Ret xi

624 x
$← {0, 1}n ; E[1, k, x]← y

625 Ret x

Figure 5.16: Game used in the proof of Theorem 5.7.2. Game G6 uses a random
function f mapping from {0, 1}n × {0, 1}d to {0, 1}n.
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[57] U. Maurer and J. Sjödin. Domain Expansion of MACs: Alternative Uses of
the FIL-MAC. Cryptography and Coding 2005, LNCS vol. 3796, Springer,
pp. 168–185, 2005.

[58] R. Merkle. One way hash functions and DES. Advances in Cryptology –
CRYPTO ’89, LNCS vol. 435, Springer, pp. 428–446, 1989.

[59] I. Mironov. Hash functions: from Merkle-Damg̊ard to Shoup. Advances in
Cryptology – EUROCRYPT ’01, LNCS vol. 2045, Springer, pp. 166–181, 2001.



167

[60] M. Naor and M. Yung. Universal one-way hash functions and their crypto-
graphic applications. Proceedings of the 21st Annual ACM Symposium on
Theory of Computing – STOC’89, ACM press, pp. 33–43, 1989.

[61] National Institute of Standards and Technology. FIPS PUB 46-2: Data En-
cryption Standard (1993) Superseds FIPS PUB 46-1 1988 January 22.

[62] National Institute of Standards and Technology. FIPS PUB 180-1: Secure
Hash Standard. (1995) Supersedes FIPS PUB 180 1993 May 11.

[63] R. Pass. On deniability in the common reference String and Random Oracle
model. Advances in Cryptology – CRYPTO ’03, LNCS vol. 2729, Springer,
pp. 316–337, 2003.

[64] D. Pointcheval. The Composite Discrete Logarithm and Secure Authentica-
tion. Public Key Cryptography – PKC ’00, LNCS vol. 1751, Springer, pp. 113–
128, 2000.

[65] B. Preneel, R. Govaerts, and J. Vandewalle. Hash functions based on block
ciphers: A synthetic approach. Advances in Cryptology – CRYPTO’93, LNCS
vol. 773, Springer, pp. 368–378, 1994.

[66] M. Rabin. Digital signatures. Foundations of secure computation, R. A. Millo
et. al. eds, Academic Press, 1978.

[67] M. Rabin. Digital signatures and public key functions as intractable as fac-
torization. MIT Laboratory for Computer Science Report TR-212, January
1979.

[68] T. Ristenpart and P. Rogaway. How to Enrich the Message Space of a Cipher.
Fast Software Encryption – FSE ’07, LNCS vol. 4593, Springer, pp. 101–118,
2007.

[69] T. Ristenpart and T. Shrimpton. How to Build a Hash Function from any
Collision-Resistant Function. Advances in Cryptology – ASIACRYPT ’07.
LNCS vol. 4833, Springer, pp. 147–163, 2007.

[70] R. Rivest. The MD4 Message Digest Algorithm. Advances in Cryptology –
CRYPTO’90, LNCS vol. 537, Springer, pp. 303–311, 1990.

[71] R. Rivest The MD5 Message Digest Algorithm. Internet RFC 1321, 1992.

[72] R. Rivest, A. Shamir, and L. Adleman, A Method for Obtaining Digital Sig-
natures and Public-Key Cryptosystems. Communications of the ACM 21(2):
120–126 (1978).



168

[73] R. Rivest and Y. Tauman. Improved online/offline signature schemes. Ad-
vances in Cryptology – CRYPTO ’01, LNCS vol. 2139, Springer, pp. 355–367,
2001.

[74] P. Rogaway. Formalizing Human Ignorance: Collision-Resistant Hashing with-
out the Keys. Vietcrypt ’06, LNCS vol. 4341, Springer, pp. 221–228, 2006.

[75] P. Rogaway and T. Shrimpton. Cryptographic Hash-Function Basics: Def-
initions, Implications, and Separations for Preimage Resistance, Second-
Preimage Resistance, and Collision Resistance. Fast Software Encryption –
FSE ’04, LNCS vol. 3017, Springer, pp. 371–388, 2004.

[76] P. Rogaway and J. Steinberger. Security/Efficiency Tradeoffs for Permutation-
Based Hashing. Advances in Cryptology – EUROCRYPT ’08, LNCS vol. 4965,
Springer, pp. 220–365, 2008.

[77] P. Rogaway and J. Steinberger. Constructing Cryptographic Hash Functions
from Fixed-Key Blockciphers. Advances in Cryptology – CRYPTO ’08, LNCS
vol. 5157, Springer, pp. 443–450, 2008.

[78] RSA Laboratories. RSA PKCS #1 v2.1: RSA Cryptography Standards
(2002).

[79] M. Saarinen. Security of VSH in the Real World. Progress in Cryptology -
INDOCRYPT ’06, LNCS vol. 4329, Springer, pp. 95–103, 2006.

[80] P. Sarkar. Masking Based Domain Extenders for UOWHFs: Bounds and
Constructions. In: Cryptology ePrint Archive, Report 2003/255 (2003), http:
//eprint.iacr.org/.

[81] V. Shoup. A Composition Theorem for Universal One-Way Hash Functions.
Advances in Cryptology – EUROCRYPT ’00, LNCS vol. 1807, Springer,
pp. 445–452, 2000.

[82] T. Shrimpton and M. Stam. Building a Collision-Resistant Compression Func-
tion from Non-compressing Primitives. ICALP ’08, LNCS vol. 5126, Springer,
pp. 643-654, 2008.

[83] D. Simon. Finding Collisions on a One-Way Street: Can Secure Hash Func-
tions Be Based on General Assumptions? Advances in Cryptology – EURO-
CRYPT ’98, LNCS vol. 1403, Springer, pp. 334-345, 1998.

[84] M. Stam. Blockcipher Based Hashing Revisited. Fast Software Encryption –
FSE ’09, to appear, 2009.

[85] G. Tsudik. Message Authentication with One-way Hash Functions. SIG-
COMM Comp. Commun. Rev. 22, 5 (Oct. 1992), pp. 29–38.



169

[86] L. Wang. Personal correspondence. 2009.

[87] X. Wang, Y.L. Yin, and H. Yu. Finding Collisions in the Full SHA-1. In:
Advances in Cryptology - CRYPTO ’05. Volume 3621 of Lecture Notes in
Computer Science, Springer (2005) 17–36.

[88] X. Wang and H. Yu. How to Break MD5 and Other Hash Functions. In:
Advances in Cryptology - EUROCRYPT ’05. Volume 3494 of Lecture Notes
in Computer Science, Springer (2005) 19–35.

[89] T. Ylonen and C. Lonvick. The Secure Shell (SSH) Authentication Protocol.
Internet RFC 4252, 2006.

[90] K. Yoneyama, S. Miyagawa, and K. Ohta. Leaky Random Oracle (Extended
Abstract). Provable Security – ProvSec ’08, LNCS vol. 5324, pp. 226–240,
2008.




