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ABSTRACT
Segmentation is a key component of several bio-medical

image processing systems. Recently, segmentation meth-

ods based on supervised learning such as deep convolutional

networks have enjoyed immense success for natural image

datasets and biological datasets alike. These methods require

large volumes of data to avoid overfitting which limits their

applicability. In this work, we present a transfer learning

mechanism based on active learning which allows us to uti-

lize pre-trained deep networks for segmenting new domains

with limited labelled data. We introduce a novel optimization

criterion to allow feedback on the most uncertain, yet abun-

dant image patterns thus provisioning for an expert in the loop

albeit with minimum amount of guidance. Our experiments

demonstrate the effectiveness of the proposed method in im-

proving segmentation performance with very limited labelled

data.

Index Terms— Image Segmentation, Active Learning,

Transfer Learning, Deep Networks

1. INTRODUCTION

Segmentation is an important first step in multiple bio-

medical applications as it quantifies phenotypic analysis.

Traditionally, segmentation techniques have employed unsu-

pervised learning methods which are optimized for a specific

image domain. Bio-medical domains have varied experimen-

tal setups(type of species, age of specimen etc.), especially

when the samples are prepared manually. Such setups gen-

erate limited imagery data and often require an expert for

annotations and validations which is tedious and expensive.

These domain characteristics call for segmentation methods

which are optimized for limited labelled data and expert su-

pervision and can be easily transferable to new domains. This

is unlike the unsupervised learning segmentation methods

which are limited in their capacity to be effectively trans-

ferred to different domains.

Recent literature has demonstrated that deep architecture-

based supervised classifiers such as convolutional neural net-

This work was supported by award HD059217 from the National Insti-

tutes of Health.

Fig. 1. Top: example images of ascidian P. mammillata from

SPIM (left, source) and Confocal (right, target) microscopes.

Bottom: Challenges in segmentation due to (a) weak mem-

brane signal, (b) merged cell membranes and (c) ghost cells

from different planes.

works (ConvNets) have high potential for complex computer

vision problems. Their application to segmentation in the

form of pixel classifiers has outperformed traditional methods

by a significant margin as is evident in ISBI 2012 Challenge

[1] and the current leaderboards [2]. Additionally, it has been

observed [3] that the features learned in a deep network are

generic at the initial layers and become increasingly domain-

specific deeper into the network.

In this work, we explore the effectiveness of transferring a

deep ConvNet-based segmentation algorithm from a learned

domain to a new, yet related domain. To account for expert

validation and the limited annotated data, we propose a frame-

work for active learning-based guided transfer process which

aims to optimize segmentation performance by jointly mini-

mizing classification uncertainty and expert’s time and effort.

We define a source image domain as one where a large

volume of labelled data is available for analysis such that the



Fig. 2. (a) Schematic representation of the algorithm. (b) Architecture of the deep convolution network used in this work.

inherent data distribution is sufficiently represented. In a tar-

get domain, the data distribution is similar to that of source

domain however with limited availability of ground-truth la-

bels. In this work, the source domain is represented by single

plane illumination microscopy (SPIM) images of mid-stage

ascidian P. mammillata (Fig. 1 Top-Left) along with the

ground-truth cell membrane segmentation whereas the tar-

get domain is represented by early-stage confocal microscopy

images of the same species (Fig. 1 Top-Right) albeit at an

early developmental stage. Challenges in segmenting images

in these domains are visually shown in Fig. 1 Bottom. In a

SPIM microscope, the excitation source is perpendicular to

the detection optics and illuminates its focal plane only. A

regular confocal microscope illuminates the specimen axially

and produces low-resolution images which are susceptible to

photobleaching.

An overview of our approach is depicted in Fig. 2(a). We

begin the process by learning a deep ConvNet from scratch

on the source domain images (light blue). Deep features from

the initial layers of this ConvNet are then transferred to a new

target domain ConvNet and fine-tuned (Section 2). Here the

target domain is represented as a collection of labelled and

unlabelled data (light orange/gray) which is used in conjunc-

tion with a human expert to re-train the target domain Con-

vNet. Next, we employ an active learning mechanism which

allows for incorporating expert correction and validation in

the feedback loop. To use expert guidance without extraneous

effort we propose a novel optimization criterion which com-

putes the largest contiguous region in a single image from the

unlabelled dataset comprising of most frequently occurring

image patterns with maximum uncertainty (Section 3). Fi-

nally, we setup three experiments which quantify the perfor-

mance improvement in the presence or absence of the expert

or even transferred features (Section 4). Since the process of

supervised learning-based knowledge transfer for bio-image

sequence segmentation has garnered attention only recently,

no benchmark bio-image datasets are publicly available as

yet. For this work, we use the SPIM and confocal microscopy

data introduced in [4] and [5] respectively.

1.1. Related Work

Supervised classification has been successfully applied to the

problem of segmentation in a number of research approaches

in the past. Segmentation based on the k-NN classifier has

been performed for brain-tissue segmentation [6] and lesion

segmentation [7] using various image intensity and texture

features. The work in [4] uses seeded watershed algorithm to

get initial segmentation and fine-tunes based on pre-learned

cell features. Context and local features are used in [8] to

obtain segmentation on lesion data for MS patients.

All the methods above are domain-specific and rely on

availability of large volume of data which sufficiently repre-

sents the inherent data distribution. Recently, authors of [9]

proposed transfer learning for segmenting MRI images using

adaptive SVMs and achieved significant performance boost.

SVMs are max-margin classifiers which are discriminative in

nature and rely on hand engineered features. In contrast, deep

ConvNets automatically learn features from context and have

outperformed SVMs in the past [2], which motivates us to

apply feature transfer for such models.



2. TRAINING A CONVNET AND DEEP FEATURE
TRANSFER

We use a deep convolutional neural network as a pixel clas-

sifier which computes the probability of each pixel being a

membrane or a non-membrane pixel based on a square win-

dow around it. A ConvNet is a hierarchical feature learning

model which specializes in analyzing images by taking ad-

vantage of their local similarity pattern. ConvNets automati-

cally learn meaningful features with varying levels of gener-

ality, thus avoiding designer bias.

The architecture of the ConvNets used in this work is

described in Fig. 2(b). The convolutional layer and fully

connected layer parameters are denoted as conv〈receptive

field size〉-〈number of channels〉 and and FC-〈number of

channels 〉 respectively (refer to [10] for details). The net-

work is trained via back-propagation[11] to optimize logistic

regression objective using mini-batch gradient descent with

ReLU non-linearity[12]. For training a source domain Con-

vNet, each pixel is processed within its neighborhood to

ensure that the spatial context is accounted for. This neigh-

borhood window is passed through the hierarchical filters of

the network which output a classification probability at the

final layer. Given the true class of that pixel, a classifica-

tion error is back-propagated through the network to adjust

the weights to minimize the error. It has been reported [3]

that ConvNets in the first layer learn features akin to Gabor

filters or color-blobs for natural image datasets like Pascal

VOC [13] and ImageNet [14]. Even though these features are

observed to be generic for natural image datasets, it remains

to be answered whether the same phenomenon holds true for

biological imagery domains such as ours.

Towards this end, we learn a ConvNet for source domain

data in a fashion described above and subsequently initialize

the target domain ConvNet by copying weights from initial

three layers from the source domain ConvNet. The weights

for the rest of the layers of the target domain ConvNet are

initialized using the scheme described in [15]. This network

is re-trained and fine-tuned with the limited target domain

data. The efficacy of transferring multiple layers is quanti-

fied each epoch by segmenting the validation data in the tar-

get domain. Performance is improved further by fine-tuning

this target domain ConvNet through the expert-guided active

learning scheme as described in the next section.

3. EXPERT-GUIDED ACTIVE LEARNING

The segmentation performance of the ConvNet in the target

domain is found to be sub-optimal which is due to the limited

labelled data availability, as it is well established that deep

networks need large volumes of data to avoid overfitting[10].

In a bio-medical domain such as the one presented here,

labelled data is scarce, especially when a human expert is

needed for validation. The aforementioned characteristics

make active learning with the expert a perfect fit for cross-

domain transfer learning of ConvNets in this scenario.

Traditionally, transfer learning on deep networks is purely

automated and ends at re-training and fine-tuning with the

limited target domain data. However, by bringing a human ex-

pert in the loop we can obtain statistically significant perfor-

mance improvements. It should be noted that the expert can-

not be treated as an infinite resource since the feedback pro-

cess in terms of correcting erroneous segmentation is tedious

and expensive and too much feedback defeats the purpose of

automation in the first place. Therefore, the image pattern

submitted to the expert for feedback should not only be max-

imally uncertain for the classifier, but additionally should be

abundant in the unlabelled dataset. Essentially, our algorithm

will reject a highly uncertain but rare pattern in favor of a rela-

tively less uncertain but more abundant pattern with increased

coverage of the unlabelled dataset. To find such a pattern, this

problem is posed as an optimization as follows:

argmin
R

{
λ

(
1

|R|
∑
wεR

f(w)

)
+ (1− λ)

(
1−

∑
wεR

Sw

)}

(1)

here R represents a contiguous image region in an image from

the target domain dataset and is comprised of non-overlapping

square image windows w of the same width as the input to

the ConvNet. The first term in the equation 1 computes the

average uncertainty score of a given region using individual

pixel classification probabilities P , defined in f(w) as:

f(w) =
1

|w|
∑
pεw

|0.5− P (yp=membrane | θ, I)| (2)

where p represents a pixel, I is the set of all images with

ground-truth label and θ are the set of ConvNet parameters

learned on labelled image set I . For a given image window

w, this score is minimized when all of its pixels lie on the

decision boundary of the classifier.

The second term of the equation 1 accounts for the abun-
dance of the intensity pattern in image window w through the

abundance score Sw. Intuitively, if a pattern is common in

the target domain, its Sw score (S ∈ (0, 1)) will be high. This

terms allows for adding more windows to the region albeit at

the expense of lowering region uncertainty. Abundance score

Sw for all the windows is computed by hierarchically cluster-

ing all non-overlapping image windows in the target domain

dataset based on fast normalized cross-correlation [16]. The

abundance score Sw for all the windows belonging to a clus-

ter is the membership fraction of all windows belonging to

that cluster. Parameter λ establishes a relative weighting of

the uncertainty and abundance expressions in the optimiza-

tion expression. For our case λ is set to 0.8. A solution to the

above optimization problem is obtained in a greedy fashion



Fig. 3. (Left) Comparison of segmentation performance via F-score of the three ConvNets. (Right) Sample segmentations

obtained from the system in source and target domains.

as described in [17]. The region thus obtained is presented to

the human expert for feedback. The labels obtained from the

expert are used to augment target domain ground-truth data

and obtain new segmentations for the next epoch.

4. EXPERIMENTAL RESULTS

For the training process in the source domain, we use 50 im-

ages of 301x301 resolution (isotropic 0.66um/pixel) from the

SPIM microscopy data as well as ground-truth segmentation

binary masks of the same. We keep 20 images for validation

and an additional 50 images are left out for testing. For the

target domain dataset, we work with 40 images of 1024x1024

resolution (isotropic 0.308um/pixel) with manual annotations

available for only 5 images. Due to an imbalanced dataset

with fewer membrane pixels than non-membrane pixels, we

make use of all the membrane pixels as positive examples and

randomly sample the same number of non-membrane pixels

from all the slices. This gives us ≈22 million windows for

training in the source domain and ≈1.5 million windows for

target domain (window size w = 64). We use mini-batch gra-

dient descent to minimize binomial logistic regression loss

with learning rate of 10−2 with momentum of 0.9 and batch

size set to 256. We used dropout regularization with a ratio of

0.5 in the first two fully connected layers and trained for 40

epochs in the source domain.

Once the ConvNet in the source domain is trained until

convergence, the next step is to transfer this model to the

target domain. We setup three experiments where we copy

weights from the first three layers from the source ConvNet

to three target ConvNets. For the first experiment, we freeze

the weights in the transferred layers, initialize the rest of the

layers similar to [15] and learn the weights from scratch. This

ConvNet is treated as the control for the rest of the experi-

ments. In the second experiment, in addition to learning the

new layers, the transferred layers are fine-tuned to the target

domain data as well. Finally for the third experiment, we

use the proposed active learning framework to include an ex-

pert in the feedback loop for the third experiment. The expert

feedback is requested at the end of each training epoch.

Results of the three experiments are presented in Fig. 3

where the magenta line (dotted), red line (dashed) and the

blue line (solid) represent the ConvNet from experiment num-

ber 1, 2 and 3 respectively. The effectiveness of the human

expert as well as the active learning scheme is clear from

the 16% performance improvement over the ConvNet which

only uses limited target domain labelled data. The approxi-

mate area for feedback image window R is≈22k pixels. Seg-

menting these feedback windows for the entire dataset takes

less than twenty minutes of expert time, down from several

days of manual segmentation. We note that the control Con-

vNet’s performance is below the others in the beginning itself,

which indicates that the transferred features are not general

enough to represent the target domain with sufficient discrim-

inative power. Also the almost negligible performance gain

over epochs can be attributed to poorly co-adapted features.

Some of the sample segmentations of source as well as target

domains are presented in Fig. 3 (Right).

5. CONCLUSION

In this work we proposed an active learning-based feature

transfer algorithm for membrane segmentation which allows

a human expert to be part of a feedback mechanism in a re-

source efficient manner. The proposed method is able to seg-

ment images in bio-medical domains where very limited la-

belled data is available, using knowledge from related well-

represented domains. We designed experiments and com-

pared performances of ConvNet-based segmentation methods

with and without human expert guidance. It was empirically

demonstrated that the limited feedback from the human ex-

pert significantly improved the F-score performance measure

of the algorithm, as opposed to training solely on limited tar-

get domain data. The active learning mechanism successfully

minimized the expert’s time and effort by finding most uncer-

tain, yet abundant image patterns for feedback.
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