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ABSTRACT OF THE DISSERTATION

Machine Learning with Provable Robustness Guarantees

by

Huan Zhang

Doctor of Philosophy in Computer Science

University of California, Los Angeles, 2020

Professor Cho-Jui Hsieh, Chair

Although machine learning has achieved great success in numerous complicated tasks, many

machine learning models lack robustness under the presence of adversaries and can be misled by

imperceptible adversarial noises. In this dissertation, we first study the robustness verification

problem of machine learning, which gives provable guarantees on worst case performance

under arbitrarily strong adversaries. We study two popular machine learning models, deep

neural networks (DNNs) and ensemble trees, and design efficient and effective algorithms

to provably verify the robustness of these models. For neural networks, we develop a linear

relaxation based framework, CROWN, where we relax the non-linear units in DNNs using

linear bounds, and propagate linear bounds through the network. We generalize CROWN

into a linear relaxation based perturbation analysis (LiRPA) algorithm on any computational

graphs and general network architectures to handle irregular neural networks used in practice,

and released an open source software package, auto_LiRPA, to facilitate the use of LiRPA for

researchers in other fields. For tree ensembles, we reduce the robustness verification algorithm

to a max-clique finding problem on a specially created graph, which is very efficient compared

to existing approaches and can produce high quality lower or upper bounds for the output of
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a tree ensemble based classifier. After developing our robustness verification algorithms, we

utilize them to create a certified adversarial defense for neural networks, where we explicitly

optimize the bounds obtained from verification to greatly improve network robustness in a

provable manner. Our LiRPA based training method is very efficient: it can scale to large

datasets such as downscaled ImageNet and modern computer vision models such as DenseNet.

Lastly, we study the robustness of reinforcement learning (RL), which is more challenging than

the problem in supervised learning settings. We focus on the robustness of state observations

for a RL agent, and develop the state-adversarial Markov decision process (SA-MDP) to

characterize the behavior of a RL agent under adversarially perturbed observations. Based

on SA-MDP, we develop two orthogonal approaches to improve the robustness of RL: a

state-adversarial regularization helping to improve the robustness of function approximators,

and alternating training with learned adversaries (ATLA) to mitigate the intrinsic weakness

in a policy. Both approaches are evaluated in various simulated environments and they

significantly improve the robustness of RL agents under strong adversarial attacks, including

a few novel adversarial attacks proposed by us.
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CHAPTER 1

Introduction

Modern machine learning models are commonly large and complicated. Despite being very

successful and achieving super-human performance in many fields with complex tasks including

computer vision [Krizhevsky et al., 2012, He et al., 2016], nature language processing [Devlin

et al., 2019, Radford et al., 2019] and control tasks [Mnih et al., 2015, Levine et al., 2015],

it can be difficult to explain the behavior of machine learning models and they can exhibit

unexpected behaviours. Especially, existing works show that an adversary can craft special

input examples (“adversarial examples”) with small perturbations invisible to humans and

almost arbitrarily control the output of many machine learning models [Szegedy et al., 2013,

Papernot et al., 2016b, Carlini and Wagner, 2017a]. In fact, many machine learning models,

including very popular ones like deep neural networks (DNNs) and tree ensembles, lack of

robustness - a small input perturbation may produce an undesired and large change in output.

This impedes the application of machine learning to safety and security critical applications,

such as autonomous vehicle control, aircraft collision avoidance and security cameras.

The robustness of machine learning models under adversarial examples is well-studied

from both attack (crafting powerful adversarial examples) and defense (making the model

more robust) perspectives [Athalye et al., 2018, Carlini and Wagner, 2017a,b, Goodfellow

et al., 2015b, Madry et al., 2018, Papernot et al., 2016c, Xiao et al., 2019c, 2018b,c, Eykholt

et al., 2018, Chen et al., 2018a, Xu et al., 2019, Zhang et al., 2019c]. Recently, it has been

shown that defending against adversarial examples is a very difficult task, especially under

strong and adaptive attacks. Early defenses such as distillation [Papernot et al., 2016c]
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Figure 1.1: A deep learning based classifier predicts a wrong label “grand piano” for a bagel

image under imperceptible adversarial noise. The adversarial noise was found without direct

access to model parameters in a black-box setting. (image taken from Chen et al. [2017b])

have been broken by stronger attacks like C&W [Carlini and Wagner, 2017b]. Many defense

methods have been proposed recently [Guo et al., 2018, Song et al., 2017, Buckman et al.,

2018, Ma et al., 2018, Samangouei et al., 2018, Xiao et al., 2018a, 2019a], but their robustness

improvement cannot be formally proved. In fact, many such defenses to adversarial examples

become vulnerable under stronger attacks [Athalye et al., 2018, He et al., 2017, Tramer et al.,

2020].

This work focuses on provable robustness of machine learning, where we want to formally

verify if a model is robust under specified input perturbations. This problem is commonly

referred to as a robustness verification problem. Given some machine learning model f(x),

we are interested in verifying (or certifying1) the (local) robustness of an arbitrary natural

example x0 by ensuring all its neighborhood has the same inference outcome (e.g., consistent

top-1 prediction). For mathematical convenience, the neighborhood of x0 is often characterized

by an `p ball centered at x0 (p ≥ 1). Geometrically speaking, the minimum distance between

a misclassified nearby example and x0 is the least adversary strength (a.k.a. minimum

adversarial distortion) required to alter the target model’s prediction, and we aim to find or

lower bound this minimum distance.

In this work, we first study the robustness verification of deep neural networks (DNNs).

We use linear relaxations based perturbation analysis (LiRPA) of neural networks as our basic

1 In this work, the word “certify” is sometimes used interchangeably with “verify” concerning robustness.
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technique for robustness verification. As the first step, we propose a generic analysis framework,

CROWN, for robustness verification of feedforward NNs by propagating linear or quadratic

upper and lower bounds for general non-linear units (e.g., activation functions) that are not

necessarily piecewise linear. CROWN is a generalization of our prior work, Fast-Lin [Weng

et al., 2018], which only works for ReLU networks. In CROWN, we allow flexible selections of

upper/lower bounds for activation functions, enabling an adaptive scheme that helps to reduce

approximation errors. Our algorithm is efficient and can scale to large NNs with various

activation functions. For a NN with over 10,000 neurons, we can give a certified lower bound

in about 1 minute on 1 CPU core. Then, we generalize the bound propagation algorithm in

CROWN beyond feedforward NNs, to operate on general computational graphs as a generic

graph algorithm, so that any irregular neural network architectures such as DenseNet [Huang

et al., 2017a], ResNeXt [Xie et al., 2017b], LSTM [Hochreiter and Schmidhuber, 1997] and

Transform [Vaswani et al., 2017] can be supported. This generalized LiRPA algorithm has

been efficiently implemented on GPUs and released as an opensource libraray, auto_LiRPA.

Secondly, we study the robustness verification problem of tree-based models, including a

single decision tree and tree ensembles such as random forests (RFs) and gradient boosted

decision trees (GBDTs). These models have been widely used in practice [Chen and Guestrin,

2016, Ke et al., 2017, Zhang et al., 2018a] and recent studies have demonstrated that both

RFs and GBDTs are vulnerable to adversarial perturbations [Kantchelian et al., 2016, Cheng

et al., 2019, Chen et al., 2019a]. We show that for a single decision tree, robustness verification

can be done in linear time. Then we show that for tree ensembles, the verification problem

is equivalent to finding the maximum cliques in a multi-partite graph, and the graph is

in a special form with boxicity equal to the input feature dimension. Therefore, for low-

dimensional problems, verification can be done in polynomial time. For large-scale tree

ensembles, we propose a multiscale verification algorithm by exploiting the boxicity of the

graph, which can give tight lower bounds on robustness.

Based on our results on verifying the robustness of neural networks, we study how to
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use robustness verification based approach to improve provable robustness. Our robustness

verification framework for DNNs, CROWN, can produce robustness verification bounds

that are differentiable, so it is possible to optimize these bounds to gain better verifiable

robustness. This type of adversarial defense is commonly referred to as certified defense, which

optimizes a machine learning model to improve its provable robustness. We propose a new

certified robust training method, CROWN-IBP, which marries the efficiency of interval bound

propagation (IBP) and the tight verification bounds produced by CROWN. CROWN-IBP

bound propagation involves an IBP based fast forward bounding pass, and a tight linear

relaxation based backward bounding pass (CROWN). With our novel loss fusion approach,

we reduce the asymptotic time complexity of CROWN-IBP to the same of IBP, which allows

us to scale CROWN-IBP to large scale vision datasets such as TinyImageNet with 200 labels

and downscaled ImageNet with 1000 labels. Thanks to the tighter bounds, CROWN-IBP

consistently outperforms IBP based certified defense and achieves state-of-the-art performance

in many settings.

Lastly, we focus on a more challenging setting, reinforcement learning. Reinforcement

learning (RL), especially when a powerful deep neural network based function approximator

is used, has achieved superhuman performance on many complex tasks [Mnih et al., 2015,

Lillicrap et al., 2015, Levine et al., 2015, Silver et al., 2016, Gu et al., 2016]. Unlike supervised

learning which has been widely deployed in many commercial and industrial applications,

reinforcement learning has not been widely accepted and deployed in real-world settings.

Thus, the study of reinforcement learning robustness under the adversarial attacks settings

receives less attentions than the supervised learning counterparts. In Chapter 6, we focus on

the robustness of state observations in RL. Under this setting, an adversary can add invisible

perturbations to the observations of the agent and confuse the agent into believing it is in a

different state (e.g., different location, velocity, etc), and making an suboptimal or wrong

action. The robustness considered in this setting is important for many realistic settings

such as sensor noise, measurement errors, and man-in-the-middle (MITM) attacks for a DRL
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system. We propose state-adversarial Markov decision process (SA-MDP) as a fundamental

tool to characterize robustness in this setting. Then we develop theoretical principled

approaches to enhance the robustness of RL under strong adversaries in state observations. If

the robustness of reinforcement learning can be established, it has the great potential to be

applied into many mission-critical tasks such as autonomous driving [Shalev-Shwartz et al.,

2016, Sallab et al., 2017, You et al., 2019] to achieve superhuman performance.

1.1 Summary of Contributions

This work studies the robustness of machine learning algorithms with a focus on methods

with provable robustness guarantees. The main contributions of this work can be briefly

summarized as:

• We propose CROWN, a general framework for robustness verification of neural networks.

CROWN is based on linear relaxations of non-linear units, allowing us to efficiently

obtain linear lower and upper bounds of output w.r.t. neural network inputs and

give non-trivial robustness guarantees for neural networks. CROWN is one of the

earliest algorithms for robustness verification for neural networks with general non-

linear units. The reference implementation of CROWN is available at https://github.

com/huanzhang12/RecurJac-and-CROWN.

• We generalize CROWN to operate on general computational graphs in an automatic

manner, without manual derivations of the bounds. This allows us to apply linear

relaxation based perturbation analysis (LiRPA) such as CROWN to complicated neural

networks including DenseNet, ResNeXt and Transformers. We release a Pytorch based

open source library for automatic robustness analysis on general neural networks, which

is available at https://github.com/KaidiXu/auto_LiRPA.

• We study the robustness verification problem of decision tree based models, and
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give a precise characterization for the complexity of this problem. To effectively

solve the robustness verification problem of decision tree based models, we propose

a novel formulation based on multi-partite graph and develop efficient algorithms for

robustness verification. Our code is available at https://github.com/chenhongge/

treeVerification.

• We propose CROWN-IBP, a certified defense to adversarial examples with provable

robustness guarantees. We use CROWN as a keystone for providing certified output

bounds on neural networks, and we propose loss fusion, a technique that greatly

reduce the time complexity for LiRPA based certified defense. CROWN-IBP produces

robust neural networks with provable robustness guarantees and outperforms existing

approaches in most settings. Our code and pretrained models are available at https:

//github.com/huanzhang12/CROWN-IBP.

• We consider the robustness problems in reinforcement learning, especially on the

robustness of adversarial state observations. We characterize the adversary under this

setting using a novel theoretical framework, SA-MDP, and study basic properties of

SA-MDP.

• We propose two theoretically principled methods based on SA-MDP to enhance the

robustness of reinforcement learning agents. First, the state-adversarial (SA) robust

regularizer minimizes an upper bound on performance loss under adversary and can be

applied to a wide range of deep reinforcement learning algorithms such as PPO, DDPG

and DQN. We also propose an alternating training with learned adversary (ATLA)

framework, by training an agent and an optimal adversary in an alternating manner to

enhance the robustness of RL agents. The two approaches are orthogonal and achieve

state-of-art robust RL agents when combined together. Our reference implementation

is available at:

SA-PPO: https://github.com/huanzhang12/SA_PPO
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SA-DDPG: https://github.com/huanzhang12/SA_DDPG

SA-DQN: https://github.com/chenhongge/SA_DQN

ATLA-PPO: https://github.com/huanzhang12/ATLA_PPO

This thesis is organized as follows. In Chapter 2, we introduce backgrounds for robust

machine learning. In Chapter 3, we introduce CROWN, a general robustness verification

framework for deep neural networks based on linear relaxation, and its generalization as a

linear relaxation based perturbation analysis (LiRPA) tool on general computational graphs.

In Chapter 4, we study the robustness verification problem for tree based models, such as

gradient boosted decision trees and random forests. In Chapter 5, we propose a training

algorithm, CROWN-IBP, which can efficiently train a neural network with good provable

robustness. Lastly, we discuss the robustness in the reinforcement learning setting and our

algorithms for training robust RL agents in Chapter 6.
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CHAPTER 2

Background and Related Work

In this chapter, we give formal definitions for important concepts on the robustness of

machine learning, and also introduce necessary technical backgrounds. We will formally

define adversarial robustness and threat models, and give a technical overview of adversarial

attacks, defenses and robustness verification below. Lastly, we briefly introduce necessary

backgrounds on reinforcement learning and relevant robustness settings associated with it.

2.1 Adversarial Robustness and Threat Models

We consider a multi-class classification model F : Rd → {1, . . . , C} where d is the input

dimension and C is number of classes. For an input example x0, assuming that y0 = F (x0) is

the correct label, an adversarial example xadv for x0 is defined as:

xadv ∈ S(x0) s.t. F (xadv) 6= y0. (2.1)

We call S(x0) the perturbation set for x and a valid adversarial example must come from

this set. Sometimes we simply write S(x0) as S when the context is clear. S(x0) determines

the power of the adversary and the threat model under consideration. A common threat

model is based on the `p norm:

S(x) := {x|‖x− x0‖p ≤ ε}
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We call ε the perturbation budget, and 0 ≤ p ≤ ∞. In this setting, we can define the

minimum adversarial perturbation that has smallest norm:

δ∗ = arg min ‖δ‖p s.t. F (x0 + δ) 6= y0. (2.2)

Essentially, r∗ = ‖δ∗‖ is the closest distance from x0 to the decision boundary of the

classifier. The adversarial example x0 + δ∗ that achieves the minimum r∗ is called the

minimum adversarial example. The robustness of the classifier is determined by this minimum

adversarial example.

The `p norm threat model has been extensively studied due to its mathematical simplicity.

When the `p norm of a perturbation δ is small, the perturbation is imperceptible to humans,

so it is indeed a valid security concern. Many other threat models have also been considered,

and they typically allow the attacker to perturb the inputs while keeping certain invariances

so that human perceptions are not changed. For example, Xiao et al. [2018c], Engstrom et al.

[2019] used spatial transformations such as translations, scaling and rotations to construct

adversarial examples; Wong et al. [2019] considered a Wasserstein distance metric for image

classification problems; Brown et al. [2017], Liu et al. [2018] added adversarially crafted small

patches to input images to fool a DNN model. Beyond image classification problems, in

natural language processing (NLP), common threat models typically involve character-level

typos [Ebrahimi et al., 2018], word replacement, addition or deletion [Jin et al., 2019, Ren

et al., 2019, Cheng et al., 2020, Li et al., 2020].

So far we mainly focus on classification problems - however we must point out that

the concept of robustness can be applied to more complicated settings, where we desire

a machine learning algorithm to follow certain specifications under certain threat models.

These specifications are task dependent: for example, for an autonomous driving setting, the

specifications can be set to avoiding collision during driving; for a machine learning based

industrial plant controller, the specifications are performance guarantees of the plant under
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control [Wong et al., 2020b].

Finally, to evaluate the robustness of some machine learning classifier F (·), we aim to

answer the following decision problem:

Can we prove that F (x) = y0 for any x ∈ S(x0)? (P)

If the answer to this decision problem is “yes”, the classifier F (x) is robust within S(x0).

If the answer is no, the classifier is not robust and a counter example x′ ∈ S(x0) such that

F (x′) 6= y0 may be located. Informally, if (P) is true for a sufficiently “large” S(x0), then

we know that F (x) is robust at x = x0. For example, when the `∞ norm threat model

is used where S(x0) := {x|‖x − x0‖∞ ≤ ε}, on a simple dataset like MNIST with input

range in [0, 1], a large ε = 0.3 or ε = 0.4 is typically used as a benchmark for robustness

in literature [Madry et al., 2018, Gowal et al., 2018, Zhang et al., 2020c]. In the next two

subsections, our discussions will be centered on how to solve (P) and we introduce two

approaches for evaluating the robustness of F (·), via two ways: adversarial attacks and

robustness verification.

2.2 Algorithms for Adversarial Attacks

Adversarial attacks are algorithms developed for finding a feasible solution xadv of (P).

Essentially, an attack algorithm finds a counter-example xadv as a “no” instance (F (xadv) 6=

y0, x ∈ S(x0)) for problem (P): as long as a counter-example is located, (P) can be disproved.

In the commonly used `p norm threat model for classification problems, an adversarial

attack algorithm aims to solve the following constrained optimization problem for an input

example x0 with label y0:

min
δ
g(x0 + δ) s.t. ‖δ‖ ≤ ε. (2.3)
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where g(x) is an attack loss function; when g(x) is minimized, we aim to change the

classifier’s output label to any labels other than y0 (untargeted attack), or a specific label

(targeted attack). For example, for a targeted attack with yt as the target label, we can set

g(x) as in Carlini and Wagner [2017b]:

g(x) = max

(
max
y 6=yt
{[f(x)]y} − [f(x)]yt ,−κ

)
(2.4)

where [f(x)]y is the y-th “logit” layer output of the classifier F (x), where the classification

outcome is F (x) = argmaxi [softmax(f(x))]i. Here g(x, y) reflects the margin between the

largest logits for class yt and the target prediction yt. When this margin becomes negative,

yt becomes the top-1 label for prediction. A hinge loss is added to the margin with threshold

−κ to avoid this margin becomes unnecessarily too negative. The norm constraint in (2.3)

can either be converted to a regularization parameter, or enforced through a constrained

optimization solver, as we discuss below.

Adversarial examples in DNNs are discovered initially in [Szegedy et al., 2013], where an

expensive L-BFGS based constrained optimization solver is used. Goodfellow et al. [2015a]

found that using a single step of gradient decent projected to a `∞ ball is effective for attacks,

leading to the Fast Gradient Sign Method (FGSM) attack. It is then extended to multi-step

projected gradient descent (PGD) based attacks [Kurakin et al., 2016, Madry et al., 2018]

to further enhance attack strength. Precisely, a T -step PGD attack updates the adversarial

example xadv for input x0 iteratively:

xi+1 ←max
(
min

(
xi − α · sign(∇xig(xi)), x0 + ε

)
, x0 − ε

)
, i ∈ {1, · · · , T},

where we set x1 ← x0, xadv ← xT+1
(2.5)

where α is a step size which can be set as α = ε
T
. To enforce a `∞ norm constraint, two

projections to `∞ balls are used. The sign operator projects the gradient of each step onto a
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small `∞ ball with norm α. The element-wise min and max operators project the solution to

the `∞ ball around x0 with norm ε. The PGD attack can be extended to other `p norms by

changing the projection operator, however for `2 norm Carlini and Wagner [2017b] is more

commonly used, and for `1 norm the Elastic-net attack [Chen et al., 2018b] is more effective

due to the use of iterative shrinkage-thresholding algorithm (ISTA) [Beck and Teboulle, 2009]

to deal with the non-smooth `1 constraint.

One challenging aspect of adversarial attacks is that attackers may not get access to

model structures and parameters, so the gradient based optimization in (2.5) is practically

impossible. We refer to the setting of full access to model structure, parameters and gradients

as the white-box attack setting. In contrast, in black-box attacks, an attacker can only

specify input x and obtain classifier output F (x), without knowing model internals. Liu

et al. [2016] and Papernot et al. [2017] utilized transferability of adversarial examples by

finding adversarial perturbations on a known model, and then using these perturbations to

attack the black-box model. Although the transferability of adversarial examples has been

demonstrated between many modern image classifiers [Su et al., 2018], it cannot achieve the

same success rate as demonstrated in white-box attacks. When the scores (e.g., confidence or

probability) of a classifier is available to the attacker, the gradient can be estimated via finite

difference based methods [Chen et al., 2017b, Tu et al., 2019] to achieve an attack strength

similar to the attacks in white-box setting, or the attack can be done via random search

based methods [Alzantot et al., 2019, Andriushchenko et al., 2020] in a gradient-free manner.

When scores are not available, decision based attacks [Brendel et al., 2018, Cheng et al., 2019]

query the black-box model to find its decision boundary without scores, and then optimize

along the decision boundary to find adversarial examples with small perturbations.

Another challenge for adversarial attacks is that real-world attacks require the adversarial

perturbations to be physically realizable and also sufficiently persistent to fool a DNN based

system under various real scenarios, such as different view angles or lighting conditions.

Several works have demonstrated adversarial examples in physical world. Kurakin et al.
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[2016] first demonstrated the possibility of attacking image classifiers using color-printed

adversarial examples. Athalye et al. [2017] synthesized adversarial examples that remain

successful under a distribution of image transformations, and robust adversarial examples

found by this technique can be 3-D printed and still remain adversarial under different camera

angles and poses. Eykholt et al. [2018] demonstrated physical adversarial example for road

sign classifiers under various environmental conditions. Lu et al. [2017], Song et al. [2018]

evaded DNN based object detectors using printable adversarial patterns or stickers.

Adversarial attacks have been demonstrated in multiple machine learning models beyond

DNNs such as support vector machines [Biggio et al., 2013], tree ensembles [Kantchelian

et al., 2016, Zhang et al., 2020a] and k-nearest neighbor classifiers [Wang et al., 2019a]. It

has also been demonstrated in many machine learning tasks beyond image classification,

such as image captioning [Chen et al., 2017a], semantic segmentation [Xie et al., 2017a],

image super-resolution [Choi et al., 2019] and speech recognition [Alzantot et al., 2018, Qin

et al., 2019b]. Typically, these attacks requires a specially designed attack objective g(·)

for different scenarios, and gradient based attacks are commonly used to craft adversarial

examples. Generally, we believe that adversarial examples are prevalent in machine learning

and it is thus critical to study the adversarial robustness of machine learning algorithms.

2.3 Robustness Verification

As discussed in Section 2.2, Adversarial attacks can be used for evaluating the robustness

of machine learning models - if an adversarial example can be found within an sufficiently

small perturbation set S (e.g., an `p ball with a small norm ε) by a certain attack algorithm,

we can conclude that the model under attack is not robust. However, even if any existing

adversarial attack algorithms cannot find any adversarial examples, we are still not confident

that the classifier is definitely robust, as there may exist unknown and stronger attacks that

are capable to finding smaller adversarial perturbations.
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Robustness verification algorithms solve (P) from another perspective. A robustness

verification algorithm A can prove some “yes” instances of problem (P), but can be indecisive

for other problem instances. In other words, when A produces “yes” for certain inputs F (·), x0

and S(x0), we can guarantee that no adversarial examples can be found for classifier F within

set S(x0). However, A maynot prove all “yes” instances, being incomplete for solving the

decision problem (P). In the best case, a verification algorithm can prove all “yes” instances of

(P) and become complete. Unfortunately, Katz et al. [2017] showed that this is NP-complete

for neural networks; Kantchelian et al. [2016] proved that this is also NP-complete for tree

ensemble classifiers. Efficient verification algorithms are typically incomplete, but they can

still provide useful robustness guarantees for many practical scenarios.

In the `p norm threat model setting, we have S(x0) = {x | ‖x− x0‖p ≤ ε} and typically

run a robustness verification algorithm on multiple values of ε (the radii of the balls) and

find the largest possible ε that an incomplete verifier can give a “yes” answer to problem (P).

When ε = 0, the problem becomes trivial true; then we can use a binary search to find the

largest possible ε that an incomplete verification algorithm A is capable to verify. We define

the largest possible ε as r:

r = max
r

[A produces “yes” for S(x0) := {x | ‖x− x0‖p ≤ r}] (2.6)

A complete verification algorithm can find r∗ which determines the true weakness of the

classifier, but it is usually hard (NP-complete) to find. Instead, adversarial attack algorithms

can find an upper bound r. We illustrate the radius of minimum adversarial perturbation r∗,

its upper bound r produced by adversarial attacks and its lower bound r guaranteed by a

verification algorithm in Figure 2.1.

The effectiveness of a verification algorithm is typically evaluated in two ways. Given a

test dataset and a classifier, a verification algorithm can produce a guaranteed safety region

with radius ri for each example i, and we can simply take its average over the test dataset.
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Figure 2.1: The true robustness of a classifier is determined by the minimum adversarial

example x0 + δ∗, and the distance r∗ between x0 and x0 + δ∗ is the minimum distance from x0

to the decision boundary. It is typically hard to find this minimum adversarial example x0 +δ∗.

An adversarial attack may find an adversarial example xadv which has much longer distance

to x0 (r), giving a false sense of robustness. Instead, robustness verification algorithms can

guarantee that a safe region where any x ∈ {x | ‖x−x0‖p ≤ r} is not an adversarial example.

Besides, “verified (or certified) accuracy” is another commonly used metric, which is defined

as the portion of test examples that the answers to (P) are “yes” given a fixed perturbation

budget ε.

The verification problem for classifiers typically requires us to give bounds for the output

scores (e.g., the “logit” layer output f(x)) of the classifier. For example, in a binary classifica-

tion case where two classes “0” and “1” are available, we can simply set F (x) = 0 when f(x) < 0

and F (x) = 1 when f(x) ≥ 0. Given a positive example x0 where f(x0) ≥ 0, a verification

algorithm essentially needs to bound the range of f(x) given x ∈ S(x0): fL∗ ≤ f(x) ≤ fU∗

(illustrated in Figure 2.2). Compared to regular forward propagation, a verification algorithm

needs to consider a set of input S and obtains the worst case output. If fL∗ ≥ 0, we can then

guarantee that f(x) ≥ 0 for x ∈ S(x0) and thus F (x) = 1 and prove (P). An incomplete

verifier may give a lower bound fL of fL∗ instead: when fL ≥ 0, we can conclude that

fL∗ ≥ fL ≥ 0 and F (x0) = 1, thus we can answer “yes” for (P); however, when fL < 0, it is
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unknown that fL∗ ≥ 0 or fL∗ < 0, so the verifier is indecisive. When x0 is a negative example

(F (x0) = 0), we can prove robustness using the upper bound fU ≥ fU∗ similarly.

σΣ
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σΣ
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(a) Regular forward propagation

σΣ
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σΣ

σΣ
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Layer 2

Σ

Inputs Output 
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(b) Verification considers a set S as the input

Figure 2.2: In regular forward propagation (left), an input example x0 is given and the

classifier produces a single number f(x0) as the output. In robustness verification (right), we

need to consider a set of inputs S near x0 and produce the ranges of output given all possible

inputs in S.

Early neural network verifiers rely on satisfiability modulo theory (SMT) or satisfiability

(SAT) solvers [Katz et al., 2017, Huang et al., 2017c, Ehlers, 2017] and mixed integer linear

programming (MILP) [Tjeng et al., 2019, Dutta et al., 2018], and they typically do not scale

well. For example, it can take Reluplex [Katz et al., 2017] several hours to find the minimum

adversarial perturbation of an example for a ReLU network with 5 inputs, 5 outputs and 300

neurons[Katz et al., 2017].

Many recent works focused on giving relatively tight but computationally tractable

bounds of the output range with necessary relaxations of the original problem. Many of these

robustness verification approaches are based on linear relaxations of non-linear units in neural

networks, including CROWN [Zhang et al., 2018b] (which will be introduced in Chapter 3),

DeepPoly [Singh et al., 2019b], Convex outer adversarial polytope [Wong and Kolter, 2018]

and DeepZ [Singh et al., 2018]; besides, Neurify [Wang et al., 2018b] and Fast-Lin [Weng

et al., 2018] are also based on a similar technique but support only ReLU neurons. After

linear relaxations of non-linear units, these methods bound the output of a neural network
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f(·) by linear upper/lower hyper-planes:

Ax+ b ≤ f(x) ≤ Ax+ b, for all x ∈ S(x0) (2.7)

When S(x0) is a `p norm ball around x0, concrete lower and upper bounds for f(x) can be

obtained in closed form using Hölder’s inequality on (2.7). Additionally, Dvijotham et al.

[2018c,a], Qin et al. [2019a] solve the Lagrangian dual of verification problem. Salman et al.

[2019b] unified many of these works into a single theoretical framework of per-layer and

per-neuron convex relaxation based neural network verification. This framework has been

used in verifying different types of neural networks such as graph neural networks [Zügner and

Günnemann, 2019] and Transformers [Shi et al., 2020]. Recently, Xu et al. [2020a] extended

linear relaxation based verification algorithms to their most general form, and provided a

library for automatically computing linear relaxation based perturbation analysis (LiRPA)

on general computational graphs (which will be discussed in Chapter 3).

Beyond linear relaxations, Raghunathan et al. [2018a,b], Dvijotham et al. [2019], Fazlyab

et al. [2019] proposed semidefinite programming (SDP) based relaxations which are tighter

compared to linear relaxation based methods, but computationally expensive. A recent

work [Dathathri et al., 2020] improves the scalability of SDP based verification approach

using first-order optimization and GPU acceleration. Additionally, bounds on local Lipschitz

constant of a neural network can also be used for verification [Zhang et al., 2019d, Hein and

Andriushchenko, 2017].

Besides these deterministic verification approaches, randomized smoothing can be used to

certify the robustness of any model in a probabilistic manner [Cohen et al., 2019, Lecuyer

et al., 2018, Li et al., 2019a, Salman et al., 2019a]. This approach samples a large number of

examples around an input x to give a high probability guarantee that the prediction of a

smoothed classifier won’t change under any norm bounded perturbations.
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2.4 Defenses to Adversarial Attacks

Adversarial defense algorithms aim to enhance the robustness of machine learning models.

We categorize existing defense methods into two classes: empirical defense which are based

on certain heuristics for robustness improvement, and certified defense which can obtain

provable or verifiable adversarial robustness guarantees.

Empirical defenses. To improve the robustness of neural networks against adversarial

perturbations, a natural idea is to generate adversarial examples by attacking the network

and then use them to augment the training set [Kurakin et al., 2016]; this technique is usually

referred to as adversarial training. Madry et al. [2018] showed that adversarial training

can be formulated as solving a minimax robust optimization problem. Given a model with

parameter θ, loss function L, and training data distribution X , ordinary training algorithms

based on empirical risk minimization aim to find a set of model parameters θ to minimize L

over X :

min
θ

E
(x,y)∈X

[L(x′, y; θ)] . (2.8)

In adversarial training, we attempt to minimize a robust loss, which is defined as the

maximum loss within a perturbation set S(x) of each data point x, leading to the following

robust optimization problem:

min
θ

E
(x,y)∈X

[
max
x′∈S(x)

L(x′, y; θ)

]
(2.9)

Madry et al. [2018] proposed to use projected gradient descent (PGD, as in (2.5)) to approxi-

mately solve the inner max:

L̃(x, y; θ) ≈ max
x′∈S(x)

L(x′, y; θ) (2.10)

Then the empirical risk minimization is done on L̃. Most existing successful empirical
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adversarial defenses are based on the recipe of adversarial training: e.g., TRADES [Zhang

et al., 2019b] considered the trade-off between robustness and accuracy using regularizers;

MART [Wang et al., 2019c] differentiated the incorrectly and correctly classified examples

during training to improve performance; Xie et al. [2020] used smooth activation functions to

improve both robustness and accuracy; Uesato et al. [2019], Carmon et al. [2019] utilized

unlabeled data in a self-supervised manner for adversarial training.

Because solving (2.10) requires multiple passes of forward and backward propagation for

the PGD steps, vanilla adversarial training is typically over an order of magnitude slower than

ordinary training. Several works also studied how to reduce the high computational cost of

PGD training, including reusing gradients for intermediate layers across PGD iterations [Zhang

et al., 2019a], recycling gradients used for parameter updates in multiple batches [Shafahi

et al., 2019] or using one-step FSGM based adversarial training [Wong et al., 2020a].

When PGD (as in (2.5)) is used for solving L̃, it cannot guarantee to find the global

maximum due to the non-convexity of DNNs. Empirically, networks trained by this procedure

achieve state-of-the-art test accuracy under strong attacks [Athalye et al., 2018, Wang et al.,

2019b, Zheng et al., 2018]. Despite being robust under existing strong attacks, models

obtained by this PGD-based adversarial training do not have certified error guarantees, since

PGD attacks can only compute the lower bounds of robust loss. Minimizing a lower bound

of the inner maximization cannot guarantee (2.9) is minimized. In other words, even if the

PGD-based attack cannot find a perturbation with large loss, we cannot guarantee there

exists no such perturbation. This becomes problematic in safety-critical applications (e.g.,

autonomous driving, aircraft control, surveillance systems) since those settings often require

formally certified safety.

Besides adversarial training, many adversarial defense methods are based on certain

heuristics, for example, input transformations [Guo et al., 2018], using generative models to

detect and purify input images [Song et al., 2017], detecting adversarial input using local

geometry [Ma et al., 2018], using error correcting codes [Verma and Swami, 2019], or using
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an ensemble of classifiers [Pang et al., 2019]. Although vanilla PGD based attacks may fail

on models built with these defense methods, they can be evaded under stronger and adaptive

attacks. For example, Athalye et al. [2018] found that many empirical adversarial defenses

cause “gradient masking” which prevents attackers to directly find adversarial examples

using gradients, however it is still possible to circumvent these defenses via Backward Pass

Differentiable Approximation (BPDA). Additionally, Tramer et al. [2020] was able to break

13 recently proposed empirical defense schemes with strong adaptive attacks. The failures

of many empirical defenses again motivate researchers to study defenses that have formal

robustness guarantees.

Certified defense. Certified defense methods aim to obtain a machine learning model

with good robustness that can be formally verified efficiently. Technically, neural network

verification tools discussed in Section 2.2 can be applied to any neural networks to give

provable robustness guarantees. However, for a normally trained neural network, the certified

radius r provided by most verification algorithms are very small and can be unuseful for

realistic settings. One intuitive way to interpret many certified defense algorithms is to see

r as a function of model parameters θ, and we want to update θ to enlarge r to guarantee

robustness for a larger radius. Mathematically, we revisit the minimax robust optimization

problem:

min
θ

E
(x,y)∈X

[
max
x′∈S(x)

L(x′, y; θ)

]
(2.9)

In certified defense, instead of solving the inner maximization approximately, we can

upper bound it using verification techniques:

L(x, y; θ) ≥ max
x′∈S(x)

L(x′, y; θ) (2.11)
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Then, we minimize the verifiable robust training loss:

min
θ

E
(x,y)∈X

[
L(x, y; θ)

]
(2.12)

Minimizing an upper bound of the inner max guarantees to minimize the original ro-

bust loss (2.9). However, a successful certified defense using this formulation has a few

requirements for the underlying verification algorithm. First, the verification algorithm must

be very efficient, in a similar time complexity as regular forward or backward propagation.

Second, solving (2.12) typically requires the gradient ∂L
∂θ
, so a verification algorithm that is

differentiable w.r.t. model parameters must be used. Lastly, the upper bound L must be

reasonably tight to provide useful information for improving it.

The earliest certified defense [Raghunathan et al., 2018a] was based on a semidefinite

relaxation on a 2-layer ReLU network, which cannot be easily extended to networks with

multiple layers. Concurrently, Wong and Kolter [2018] proposed to use linear relaxations of

neural networks (referred to as “convex outer adversarial polytope”) to give an upper bound

of the inner maximization problem. Other similar approaches include Mirman et al. [2018b],

Dvijotham et al. [2018b]. Since the bound propagation process of the linear relaxation based

procedure is too expensive for training larger networks, several improvements were made

to increase its efficiency, like Cauchy projection [Wong et al., 2018] and dynamic mixed

training [Wang et al., 2018a]. However, even with these speed-ups, the training process is

still slow. Recently, Gowal et al. [2018] showed that using a much weaker but faster interval

arithmetic based bound propagation process (IBP) could efficiently obtain verifiably robust

models which significantly outperformed prior works in many settings, however IBP can lead

to unstable training due to the much looser bounds used. Zhang et al. [2020c] improves

the stability and performance of IBP based approach using the tighter bounds from linear

relaxations (CROWN) in an efficient manner, and achieves state-of-the-art performance

on `∞ norm certified defense. We will discuss details on this certified defense approach
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(CROWN-IBP) in Chapter 5.

On the other hand, for randomization based verification algorithms [Li et al., 2019a,

Lecuyer et al., 2018, Cohen et al., 2019], it is also possible to incorporate training to further

improve their certified radii. For example, Salman et al. [2019a] combined adversarial

training [Madry et al., 2018] and randomized smoothing [Cohen et al., 2019] to effectively

increase the verified accuracy under different perturbation radii. Zhai et al. [2020] constructed

a loss function for explicitly maximizing certified radius without the need for adversarial

training. Salman et al. [2020] added a custom-trained denoiser in front of any off-the-shelf

classifier to enlarge the certified radii on pretrained image classifiers.

2.5 Reinforcement Learning Basics

The goal of reinforcement learning (RL) is to learn a agent which interacts with an environment

to maximize a reward signal obtained from the environment. Figure 2.3 illustrates the basic

reinforcement learning setup. In RL, unlike in the supervised learning setting, no class labels

are presented and instead, the agent needs to learn a policy (denoted as π) that gives the

right action based on its observations of the environment.

s
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Environment
r

t+1

reward r
t
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t action a

t 

p(s
t+1

s
t 
,a

t 
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Figure 2.3: The basic setting of reinforcement learning and notations in MDP

A common mathematical framework to study the decision making process is the Markov

decision process (MDP). In a MDP, the environment transition follows the Markov property:

given the current state and action, the next state given by the state transition probability is
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independent of all previous states and actions. Formally, a Markov decision process (MDP)

is defined as a 5-tuple, (S,A, R, p, γ), where S is the state space, A is the action space,

R : S ×A× S → R is the reward function, and p : S ×A → P(S) represents the transition

probability of environment, where P(S) defines the set of all possible probability measures

on S. The transition probability is p(s′|s, a) = Pr(st+1 = s′|st = s, at = a), where t is the

time step. The discount factor is 0 < γ < 1, which is used to discounting future rewards for

an environment with possibly infinite time steps and unbounded cumulative reward.

Under the MDP formulation, the goal of a RL agent is to maximize discounted cumulative

rewards at a time step t:

Gt :=
∞∑

k=t+1

γk−t−1R(st, at, st+1)

An important question is in which class of functions we need to search for agent policy.

The agent may use any existing observations such as the states and actions in all previous

time steps to infer the action for the current time step. Fortunately, for MDPs, we only need

to consider the current state s to choose an optimal action [Puterman, 2014], and all history

information can be discarded. Formally, a policy is defined as a probability distribution

p(a|s), which maps a state s to a probability of taking action a. We denote a stationary

(history independent, or Markovian) policy as π : S → P(A), the set of all stochastic and

Markovian policies as ΠMR, the set of all deterministic and Markovian policies as ΠMD.

Since both the environment and the policy may be stochastic, it is often desirable to

evaluate the expectation of cumulative reward following a certain policy π. Given a state s,

we define such an expectation as the value function:

V (s) := Eπ

[
∞∑

k=t+1

γk−t−1R(st, at, st+1)

∣∣∣∣st = s

]

Additionally, an action-value function, which also takes the current action into considera-

tion, is defined as:
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Q(s, a) := Eπ

[
∞∑

k=t+1

γk−t−1R(st, at, st+1)

∣∣∣∣st = s, at = a

]

With full knowledge of the MDP, it is possible to solve V (s) and Q(s, a) via dynamic

programming [Sutton et al., 1998, Puterman, 2014]. When the parameters of the MDP

is unknown, the policy can be learned with Monte Carlo methods or Temporal difference

methods [Sutton, 1988], or via an direct policy search Williams [1992]. For complicated large

scale problems, deep reinforcement learning (DRL) is used where a deep neural network is

employed to parameterize the policy π [Lillicrap et al., 2015, Levine et al., 2015] and the

value or action value functions [Mnih et al., 2015]. We refer the readers to [Sutton et al.,

1998, Szepesvári, 2010, Bertsekas, 2019] for a comprehensive introduction to reinforcement

learning algorithms.

2.6 Robustness Problems in Reinforcement Learning

Since each element of RL (state observations, agent actions, environment transition dynamics

and rewards) can contain uncertainty, robust RL has been studied from different perspectives.

In this section, we briefly overview works on different aspects of robust RL, with a focus on

robustness on state observations, which be will studied further in this thesis.

Robustness on Perturbations of State Observations When an RL agent obtains the

current environment state via observations, the observations may contain uncertainty that

naturally originates from unavoidable sensor errors or equipment inaccuracy. A policy not

robust to such uncertainty can lead to catastrophic failures. For example, GPS sensor readings

on a car are naturally noisy, but the ground truth location of the car is not affected by the

noise (Figure 2.4). To ensure safety under the worst case uncertainty, we must consider the

adversarial setting where the state observation is adversarially perturbed from s to ν(s), yet

the underlying true environment state s is unchanged. This setting is aligned with many
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Figure 2.4: A car observes its location through sensors (e.g., GPS) and plans its route

to the goal. Without considering the uncertainty in observed location (e.g., error of GPS

coordinates), an unsafe policy may crash into the wall because the true environment state s

is different from the observed state under uncertainty: ν(s).

adversarial attacks on state observations (e.g., [Huang et al., 2017b, Lin et al., 2017]). Most

importantly, the true state in the environment is not perturbed by the adversary; for example,

perturbing pixels in an Atari environment [Huang et al., 2017b, Kos and Song, 2017, Lin et al.,

2017, Behzadan and Munir, 2017a] does not change the true location of an object in the game

simulator. It cannot be characterized by existing tools such as partially observable Markov

decision process (POMDP), because the conditional observation probabilities in POMDP

cannot capture the adversarial (worst case) scenario. Beyond the implications on safety-critical

applications, the discrepancy between ground-truth states and agent state observations also

contributes to the “reality gap” - an agent working well in simulated environments may fail in

real environments due to noises in observations [Jakobi et al., 1995, Muratore et al., 2019], as

real-world sensing contains unavoidable noise [Brooks, 1992]. Thus, studying the fundamental

principles in this setting is crucial and will become the our interest in the rest of this thesis.

Robustness on Environment Dynamic Changes In this setting, the agent observes

the original true state from the environment and acts accordingly, but the environment can

choose from a set of transition probabilities that minimizes rewards. A formal framework to
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study this setting is the Robust Markov decision process (RMDP) [Iyengar, 2005, Nilim and

El Ghaoui, 2004], which considers the worst case perturbation from transition probabilities,

and has been extended to distributional settings [Xu and Mannor, 2010] and partially

observed MDPs [Osogami, 2015]. Compared to our SA-MDP where the adversary changes

only observations, in RMDP the ground-truth states are changed so RMDP is more suitable

for modeling environment parameter changes (e.g., changes in physical parameters like mass

and length, etc). RMDP theory has inspired robust deep Q-learning [Shashua and Mannor,

2017] and policy gradient algorithms [Mankowitz et al., 2018, Derman et al., 2018, Mankowitz

et al., 2019] that are robust against small environmental changes.

Robustness in Multi-agent Reinforcement Learning Another line of works [Pinto

et al., 2017, Li et al., 2019b] consider the adversarial setting of multi-agent reinforcement

learning [Tan, 1993, Bu et al., 2008]. In the simplest two-player setting (referred to as minimax

games [Littman, 1994]), each agent chooses an action at each step, and the environment

transits based on both actions. The regular Q function Q(s, a) can be extended to Q(S, a, o)

where o is the opponent’s action and Q-learning is still convergent. This setting can be

extended to deep Q learning and policy gradient algorithms [Li et al., 2019b, Pinto et al., 2017].

Pinto et al. [2017] show that learning an opponent simultaneously can improve the agent’s

performance as well as its robustness against environment turbulence and test conditions

(e.g., change in mass or friction). Gleave et al. [2019] discussed the learning of an adversary

using reinforcement learning to attack a victim agent, by taking adversarial actions that

changes the environment and consequentially change the observation of the victim agent. Gu

et al. [2019] carried out real-world experiments on the two-player adversarial learning game.

Robustness in other settings The robustness of RL has also been investigated from other

perspectives. For example, Tessler et al. [2019] study MDPs under action perturbations; Tan

et al. [2020] use adversarial training on action space to enhance agent robustness under action

perturbations. Besides, policy teaching [Zhang and Parkes, 2008, Zhang et al., 2009, Ma
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et al., 2019] and policy poisoning [Rakhsha et al., 2020, Huang and Zhu, 2019] manipulate the

reward or cost signal during agent training time to induce a desired agent policy. Essentially,

policy teaching is a training time “attack” with perturbed rewards from the environments,

which can be analogous to data poisoning attacks in supervised learning settings.
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CHAPTER 3

Linear Relaxation based Robustness Verification for

Neural Networks

In the first part of this chapter, we propose a generic analysis framework CROWN for

robustness verification of NNs using linear upper and lower bounds for general non-linear

units (e.g., activation functions) in NNs that are not necessarily piece-wise linear. CROWN

allows flexible selections of upper/lower bounds for activation functions, enabling an adaptive

scheme that helps to reduce relaxation errors. CROWN is efficient bound and can scale to

large NNs with various activation functions. We also extend CROWN to use quadratic lower

and upper bounds for neural networks with one hidden layer.

In the second part of this chapter, we generalize the bound propagation process in CROWN

as a general linear relaxation based perturbation analysis (LiRPA) method. This framework

is a superset of many existing works [Wong and Kolter, 2018, Zhang et al., 2018b, Weng et al.,

2018, Ko et al., 2019, Shi et al., 2020], and our automatic perturbation analysis algorithm

is analogous to automatic differentiation. This generalized algorithm can compute LiRPA

automatically for a given PyTorch model without manual derivation or implementation for the

specific network architecture. Importantly, our LiRPA bounds are differentiable which allows

efficient training of these bounds. The flexibility and ease-of-use of our framework allow us

to easily obtain state-of-the-art certified defense results for fairly complicated networks, such

as DenseNet, ResNeXt and Transfomer that no existing work supports due to tremendous

efforts required for manual LiRPA implementation. We also showcase that LiRPA can be a

valuable tool beyond adversarial robustness, by demonstrating how to create a neural network

28



with a provably flat optimization landscape and revisit a popular hypothesis on generalization

and the flatness of optimization landscape. This is enabled by our unified treatment and

automatic derivation of LiRPA bounds for parameter space variables (model weights).

3.1 Robustness Verification of Feed-forward Neural Networks

Before we start our analysis on general neural networks, we first present analysis on simpler

feed-forward neural networks (NNs). In this section, we present CROWN for efficiently

computing lower and upper bounds of a neural network under bounded input perturbations,

or equivalently, giving a certified lower bound r of minimum adversarial perturbation r∗ given

any input data point x0 (see Figure 2.1 for an illustration). We first provide intuitions on

the bound propagation procedure in CROWN in Section 3.1.2, and then formally derive the

explicit linear upper and lower bounds of NN output with respect to network inputs. In

Section 3.1.4, we demonstrate how to find linear relaxations for four widely-used activation

functions (ReLU, tanh, sigmoid and arctan) using CROWN. The adaptive selections of

bounds allow CROWN to achieve a tighter (larger) certified lower bound r (see Section 3.3).

In Section 3.1.6, we further highlight the flexibility of CROWN to incorporate quadratic

relaxations on the activation functions in addition to the linear relaxations described in

Section 3.1.3.

3.1.1 Notations and Definitions

We first give a few notations and definitions before we demonstrate the bound propagation

process in CROWN.

Notations. For an m-layer neural network with an input vector x ∈ Rn0 , let the number of

neurons in each layer be nk,∀k ∈ [m], where [i] denotes set {1, 2, · · · , i}. Let the k-th layer

weight matrix be W(k) ∈ Rnk×nk−1 and bias vector be b(k) ∈ Rnk , and let h(k) : Rn0 → Rnk be
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the operator mapping from input to the post-activation of layer k: h(k)(x) = σ(W(k)h(k−1)(x)+

b(k)),∀k ∈ [m− 1], where σ(·) is the coordinate-wise activation function. For the r-th neuron

in k-th layer, let its pre-activation input be y(k)
r (x), where y(k)

r (x) = W
(k)
r,: h(k−1)(x) + b

(k)
r and

W
(k)
r,: denotes the r-th row of matrix W(k). To avoid clutter, when the context is clear, we

sometimes write y(k) and h(k) instead of y(k)(x) and h(k)(x).

While our methodology is applicable to any non-linear units in NNs of interest, we showcase

four most widely-used activation functions, namely ReLU: σ(y) = max(y, 0), hyperbolic

tangent: σ(y) = tanh(y), sigmoid: σ(y) = 1/(1 + e−y) and arctan: σ(y) = arctan(y).

Note that the input h(0)(x) = x, and the vector output of the NN is f(x) = y(m)(x) =

W(m)h(m−1)(x) + b(m). The j-th output element is denoted as fj(x) = [y(m)(x)]j.

Input perturbation and pre-activation bounds. Let x0 ∈ Rn0 be a given data point,

and let the perturbed input vector x be within an ε-bounded `p-ball centered at x0, i.e.,

the perturbation set S(x0) = Bp(x0, ε), where Bp(x0, ε) := {x | ‖x− x0‖p ≤ ε}. When x0 is

perturbed within an ε-bounded `p-ball, let l
(k)
r ,u

(k)
r ∈ R be the pre-activation lower bound

and upper bound of y(k)
r , i.e. l

(k)
r ≤ y

(k)
r ≤ u

(k)
r .

Linear bounds for non-linear units. Below, we first define the linear upper bounds and

lower bounds of non-linear functions in Definition 3.1.1, which are the key to derive linear

output bounds. In CROWN, we replace non-linear units in a NN with their linear lower and

upper bounds, so that we can finally obtain linear lower and upper bounds for neural network

outputs w.r.t. inputs.

Definition 3.1.1 (Linear bounds for non-linear units). For the r-th neuron in k-th layer

with pre-activation bounds l
(k)
r ,u(k)

r and a non-linear function σ(y), define two linear functions

ρ(k)
r , ρ(k)

r
: R → R, ρ(k)

r (y) = α(k)
r (y + β

(k)

r ), ρ(k)
r

(y) = α
(k)
r (y + β(k)

r
), such that ρ(k)

r
(y) ≤

σ(y) ≤ ρ(k)
r (y) for y ∈ [l

(k)
r ,u

(k)
r ], ∀k ∈ [m− 1], r ∈ [nk] and α(k)

r , α
(k)
r ∈ R+, β

(k)

r , β(k)

r
∈ R.

We will give a few examples for bounding non-linear activation functions in Section 3.1.4.
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Note that the parameters α(k)
r , α

(k)
r , β

(k)

r , β(k)

r
depend on l

(k)
r and u

(k)
r , i.e. for different l

(k)
r

and u
(k)
r we may choose different parameters. Also, for ease of exposition, in this section we

restrict α(k)
r , α

(k)
r ≥ 0. However, Our main results can be easily generalized to the case of

negative α(k)
r , α

(k)
r . Additionally, for multi-variate non-linear functions (e.g., σ(x,w) = w · x),

it is also possible to replace two linear functions by two linear hyperplanes. We will discuss

this extension when we extend CROWN to general computational graphs in Section 3.2.2.

3.1.2 Overview of CROWN Bound Propagation

In this section, we give intuitions and a step-by-step walkthrough for the bound propagation

process in CROWN. For easier understanding, in this subsection we assume f(x) is one-

dimensional (so W(m) becomes a row vector), and the network does not have bias terms

(b(k) = 0 for k = [1, · · ·m]). The general case is presented in our theorem in Section 3.1.3.

In CROWN, we aim to find linear upper and lower bounds of NN output w.r.t input

x ∈ S:

Ax+ b ≤ f(x) ≤ Ax+ b, x ∈ S (3.1)

When these linear bounds are known, a lower bound fL ≤ f(x),∀x ∈ S can then be simply

obtained by taking the lower bound of the linear equation Ax+ b w.r.t input x ∈ S. It can

be easily obtained via Hölder’s inequality when S is a `p norm ball Bp(x0, ε).

To get the coefficients A, A, b, b, CROWN propagates bounds of f(x) as a linear function

to the output of each layer, in a backward manner. At the output layer y(m)(x) we simply

have:

Iy(m)(x) ≤ f(x) ≤ Iy(m)(x), x ∈ S (3.2)

Then, the next step is to backward propagate the identity linear relationship through a linear

layer y(m)(x) = W(m)h(m−1)(x) to get the linear bounds of f(x) w.r.t h(m−1):

W(m)h(m−1)(x) ≤ f(x) ≤W(m)h(m−1)(x), x ∈ S (3.3)
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This step is easy because we propagate linear bounds through a single linear layer, so the linear

relationships can be easily maintained. To get the linear relationship between y(m−1) and f(x),

we need to backward propagate through the activation function h(m−1)(x) = σ(y(m−1)(x)).

Since it is nonlinear, we perform linear relaxations as discussed in Section 3.1.1. Specifically,

considering the r-th neuron at them-th layer, h(m)
r (x) = σ(y

(m)
r (x)) and l

(m)
r ≤ y

(m)
r (x) ≤ u

(m)
r ,

we can linearly upper and lower bound it by α(m)
r (y

(m)
r (x) + β(m)

r
) ≤ h

(m)
r (x) ≤ α(m)

r (y
(m)
r (x) +

β
(m)

r ).

With these linear relaxations, we can get the linear equation of y(m−1) w.r.t output f(x):

W(m)D(m−1)y(m−1)(x) + b(m) ≤ f(x) ≤W(m)D
(m−1)

y(m−1)(x) + b
(m)
, x ∈ S

D(m)
r,r =


α

(m)
r , W

(m)
1,r ≥ 0

α(m)
r , W

(m)
1,r < 0

, b(m) = b′(m)>W(m), where b
′(m)
j =


β(m)

r
, W

(m)
1,r ≥ 0

β
(m)

r , W
(m)
1,r < 0

(3.4)

The diagonal matrices D(m−1), D
(m−1) and biases reflects the linear relaxations and also

considers the signs in W(m) to maintain the correct lower and upper bounds. The definitions

for j-th diagonal element D
(m)

r,r and bias b
(m) are similar to those in (3.4), with the conditions

for checking the signs of W
(m)
r flipped. We can continue backward propagating these bounds

layer by layer (e.g., h(m−2)(x), y(m−2)(x), etc) until reaching h(0)(x) = x. When a linear layer

is encountered, both sides of the inequality are multiplied by the linear weights. When a

non-linear layer is encountered, it must be relaxed with a linear lower bound and a linear

upper bound, then the lower or upper bound is chosen based on the sign of the coefficient

before each term. Eventually, we get linear equations of f(x) in terms of input x:

fL(x) ≤ f(x) ≤ fU(x), ∀x ∈ S, where

fL(x) = W(m)D(m−1) · · ·D(1)W(1)x+ b, fU(x) = W(m)D
(m−1) · · ·D(1)

W(1)x+ b
(3.5)
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Detailed forms of b and b will be given in the next section. The obtained bounds

fL(x), fU(x) for f(x) are linear functions in terms of x. Beyond the simple feedforward

NN presented here, CROWN can support more complicated NN architectures like DenseNet

and Transformers by computing fL(x) and fU(x) automatically and efficiently on general

computational graphs, as we will demonstrate in Section 3.2.

3.1.3 Linear Output Bounds for Feed-forward NNs

Based on the ideas of propagating bounds presented in Section 3.1.2, we give the precise form

of the output linear bounds:

Theorem 3.1.2 (Linear output bounds of neural network f). Given an m-layer neural

network function f : Rn0 → Rnm, there exists two explicit linear functions fLj : Rn0 → R and

fUj : Rn0 → R such that ∀j ∈ [nm], ∀x ∈ Bp(x0, ε), the inequality fLj (x) ≤ fj(x) ≤ fUj (x)

holds true, where

fUj (x) = A
(0)
j,: x+ bj, fLj (x) = A

(0)

j,: x+ bj, (3.6)

are linear lower and upper bounds w.r.t. input x, and

bj =
m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j ), bj =

m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j )

A
(k−1)
j,: =


e>j if k = m+ 1;

(A
(k)
j,: W

(k))� λ(k−1)
j,: if k ∈ [m].

A
(k−1)
j,: =


e>j if k = m+ 1;

(A
(k)
j,: W

(k))� ω(k−1)
j,: if k ∈ [m].

(3.7)

where ∀i ∈ [nk], the four matrices λ(k), ω(k),∆(k),Θ(k) ∈ Rnm×nk are defined as:

λ
(k)
j,i =


α

(k)
i if k 6= 0, A

(k+1)
j,: W

(k+1)
:,i ≥ 0;

α
(k)
i if k 6= 0, A

(k+1)
j,: W

(k+1)
:,i < 0;

1 if k = 0.

ω
(k)
j,i =


α

(k)
i if k 6= 0, A

(k+1)

j,: W
(k+1)
:,i ≥ 0;

α
(k)
i if k 6= 0, A

(k+1)

j,: W
(k+1)
:,i < 0;

1 if k = 0.
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∆
(k)
i,j =


β

(k)

i if k 6= m, A
(k+1)
j,: W

(k+1)
:,i ≥ 0;

β(k)

i
if k 6= m, A

(k+1)
j,: W

(k+1)
:,i < 0;

0 if k = m.

Θ
(k)
i,j =


β(k)

i
if k 6= m, A

(k+1)

j,: W
(k+1)
:,i ≥ 0;

β
(k)

i if k 6= m, A
(k+1)

j,: W
(k+1)
:,i < 0;

0 if k = m.

and � is the Hadamard product and ej ∈ Rnm is a standard unit vector at jth coordinate .

Theorem 3.1.2 illustrates how a NN function fj(x) can be bounded by two linear functions

fUj (x) and fLj (x) when the activation function of each neuron is bounded by two linear

functions ρ(k)
r and ρ(k)

r
in Definition 3.1.1. Note that Theorem 3.1.2 considers a multi-

dimensional output, thus the diagonal matrices in Section 3.1.2 become 3rd order tensors (the

first dimension is for output index j); for simplicity, we use Hadamard product to represent

the product between a diagonal matrix and a row vector A
(k)
j,: or A

(k)

j,: in (3.7), thus allowing

us to represent λ(k), ω(k) (corresponding to D
(k) and D(k)) as matrices instead of tensors.

The central idea of this theorem, as we have demonstrated in Section 3.1.2, is to unwrap

the activation functions layer by layer by considering the signs of the associated (equivalent)

weights of each neuron and apply the two linear bounds ρ(k)
r and ρ(k)

r
. As we demonstrate

in the proof, when we replace the activation functions with the corresponding linear upper

bounds and lower bounds at the layer m − 1, we can then define equivalent weights and

biases based on the parameters of ρ(m−1)
r and ρ(m−1)

r
(e.g. A(k),∆(k),A

(k)
,Θ(k) are related

to the terms α(k)
r , β

(k)

r , α
(k)
r , β(k)

r
, respectively) and then repeat the procedure to backward

propagate to the input layer. This allows us to obtain fUj (x) and fLj (x) in (3.6). The formal

proof of Theorem 3.1.2 is in Section 3.4.1. Note that for a neuron r in layer k, the slopes

of its linear upper and lower bounds α(k)
r , α

(k)
r can be different. This provides flexibility on

bounds selection to use bounds that are as tight as possible, and allows adaptive selections on

the linear relaxations to enable tighter verification bounds. We will give further discussions

in Section 3.1.4.

Concrete bounds. Theorem 3.1.2 gives us linear bounds between input and output

neurons. To obtain a pair of concrete upper and lower bounds of fj(x), we need to solve a
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pair of optimization problems:

min
x∈S

fLj (x), max
x∈S

fUj (x) (3.8)

where S depends on the threat model. Since fLj (x) and fUj (x) are simply linear functions,

closed form solution can be derived in many threat models. In the `p norm perturbation setting,

concrete bounds can be derived in closed form using Hölder’s inequality in a straightforward

manner. This result is formally presented below and its proof is given in Section 3.4.2.

Corollary 3.1.3 (Concrete bounds for `p norm). Given a data point x0 ∈ Rn0, `p ball

parameters p ≥ 1 and ε > 0. For an m-layer neural network function f : Rn0 → Rnm, there

exists two fixed values γLj and γUj such that ∀x ∈ Bp(x0, ε) and ∀j ∈ [nm], 1/q = 1− 1/p, the

inequality γLj ≤ fj(x) ≤ γUj holds true, where

γUj =ε‖A(0)
j,: ‖q+A

(0)
j,: x0+

m∑
k=1

A
(k)
j,: (b(k)+∆

(k)
:,j ), γLj =−ε‖A(0)

j,: ‖q+A
(0)

j,: x0+
m∑
k=1

A
(k)

j,: (b(k)+Θ
(k)
:,j ).

(3.9)

Lower bound for minimum `p norm adversarial perturbation. Given an input

example x0 and an m-layer NN, let c be the predicted class of x0 and t 6= c be the targeted

attack class. We aim to use the bounds established in Corollary 3.1.3 to obtain the largest

possible lower bound rt (t is the target class) and r for minimum adversarial perturbation of

targeted and untargeted attacks respectively, which can be formulated as follows:

rt = max
ε

ε s.t. γLc (ε)− γUt (ε) > 0 and r = min
t6=c

rt

We note that although there is a linear ε term in (3.9), other terms such as A(k),∆(k) and

A
(k)
,Θ(k) also implicitly depend on ε. This is because the parameters α(k)

i , β
(k)

i , α
(k)
i , β(k)

i

depend on l
(k)
i ,u

(k)
i , which may vary with ε; thus the values in A(k),∆(k),A

(k)
,Θ(k) depend

on ε. It is therefore difficult to obtain an explicit expression of γLc (ε)− γUt (ε) in terms of ε.
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Fortunately, we can still perform a binary search to obtain rt with Corollary 3.1.3. More

precisely, we first initialize ε at some fixed positive value and apply Corollary 3.1.3 repeatedly

to obtain l
(k)
r and u

(k)
r from k = 1 to m and r ∈ [nk]. We then check if the condition

γLc − γUt > 0 is satisfied. If so, we increase ε; otherwise, we decrease ε; and we repeat the

procedure until a given tolerance level is met.1

Time Complexity. With Corollary 3.1.3, we can compute analytic output bounds ef-

ficiently without resorting to any optimization solvers for general `p distortion, and the

time complexity for an m-layer ReLU network is polynomial time in contrast to Reluplex or

Mixed-Integer Optimization-based approach [Cheng et al., 2017, Fischetti and Jo, 2017] where

SMT and MIO solvers are exponential-time. For an m layer network with n neurons per

layer and n outputs, time complexity of CROWN is O(m2n3). Forming A(0) and A
(0) for the

m-th layer involves multiplications of layer weights in a similar cost of forward propagation

in O(mn3) time. Also, the bounds for all previous k ∈ [m− 1] layers need to be computed

beforehand in O(kn3) time; thus the total time complexity is O(m2n3).

3.1.4 Case Studies: ReLU, tanh, sigmoid and arctan activation fuctions

In Section 3.1.3 we showed that as long as one can identify two linear functions ρ(y), ρ(y) to

bound a general activation function σ(y) for each neuron, we can use Corollary 3.1.3 with a

binary search to obtain certified lower bounds of minimum distortion. In this section, we

illustrate how to find parameters α(k)
r , α

(k)
r and β(k)

r , β(k)

r
of ρk(y), ρk(y) for four most widely

used activation functions: ReLU, tanh, sigmoid and arctan. Other activations, including but

not limited to leaky ReLU, ELU and softplus, can be easily incorporated into our CROWN

framework following a similar procedure.

1 The bound can be further improved by considering f̃(x) := fc(x) − ft(x) and replacing the last layer’s

weights by W
(m)
c,: −W

(m)
t,: .
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Table 3.1: Linear upper bound ρ(k)r (y) = α
(k)
r (y+β

(k)

r ) for various activation functions

Upper bound r ∈ S+
k r ∈ S−k r ∈ S±k

ρ(k)
r α(k)

r β
(k)

r α(k)
r β

(k)

r α(k)
r β

(k)

r

ReLU 1 0 0 0 a −l
(k)
r

(a ≥ u
(k)
r

u
(k)
r −l

(k)
r

, e.g. a = u
(k)
r

u
(k)
r −l

(k)
r

)

Sigmoid, tanh σ′(d) σ(d)

α
(k)
r

− d * σ(u
(k)
r )−σ(l

(k)
r )

u
(k)
r −l

(k)
r

σ(l
(k)
r )

α
(k)
r

− l
(k)
r σ′(d) σ(l

(k)
r )

α
(k)
r

− l
(k)
r

σ(y) (l(k)
r ≤ d ≤ u

(k)
r ) (σ(d)−σ(l

(k)
r )

d−l(k)r

− σ′(d) = 0, d ≥ 0 ) �

* If α(k)
r is close to 0, we suggest to calculate the intercept directly, α(k)

r · β
(k)

r = σ(d)− α(k)
r d, to

avoid numerical issues in implementation. Same for other similar cases.
� Alternatively, if the solution d ≥ u

(k)
r , then we can set α(k)

r = σ(u
(k)
r )−σ(l

(k)
r )

u
(k)
r −l

(k)
r

.

Table 3.2: Linear lower bound ρ(k)
r

(y) = α
(k)
r (y + β(k)

r
) for various activation functions

Lower bound r ∈ S+
k r ∈ S−k r ∈ S±k

ρ(k)
r

α
(k)
r β(k)

r
α

(k)
r β(k)

r
α

(k)
r β(k)

r

ReLU 1 0 0 0 a 0

(0 ≤ a ≤ 1, e.g. a = u
(k)
r

u
(k)
r −l

(k)
r

, 0, 1)

Sigmoid, tanh σ(u
(k)
r )−σ(l

(k)
r )

u
(k)
r −l

(k)
r

σ(l
(k)
r )

α
(k)
r

− l
(k)
r σ′(d) σ(d)

α
(k)
r

− d σ′(d) σ(u
(k)
r )

α
(k)
r

− u
(k)
r

σ(y) (l(k)
r ≤ d ≤ u

(k)
r ) (σ(d)−σ(u

(k)
r )

d−u(k)
r

− σ′(d) = 0, d ≤ 0 ) †

† Alternatively, if the solution d ≤ l
(k)
r , then we can set α(k)

r = σ(u
(k)
r )−σ(l

(k)
r )

u
(k)
r −l

(k)
r

.

Segmenting activation functions. Based on the signs of l
(k)
r and u

(k)
r , we define a

partition {S+
k ,S

±
k ,S

−
k } of set [nk] such that every neuron in k-th layer belongs to exactly one

of the three sets. The formal definition of S+
k , S

±
k and S−k is S+

k = {r ∈ [nk] | 0 ≤ l
(k)
r ≤ u

(k)
r },

S±k = {r ∈ [nk] | l(k)
r < 0 < u

(k)
r }, and S−k = {r ∈ [nk] | l(k)

r ≤ u
(k)
r ≤ 0}. For neurons in each

partitioned set, we define corresponding upper bound ρ(k)
r and lower bound ρ(k)

r
in terms of

l
(k)
r and u

(k)
r . As we will see shortly, segmenting the activation functions based on l

(k)
r and u

(k)
r

is useful to bound a given activation function. We note there are multiple ways of segmenting

the activation functions and defining the partitioned sets (e.g. based on the values of l
(k)
r ,u

(k)
r

rather than their signs), and we can easily incorporate this into our framework to provide

the corresponding explicit output bounds for the new partition sets. In the case study, we
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(a) r ∈ S+
k (b) r ∈ S−k (c) r ∈ S±k

Figure 3.1: σ(y) = tanh. Green dotted lines are the upper bounds ρ(k)
r ; red dotted lines are

the lower bounds ρ(k)
r

.

consider S+
k , S

±
k and S−k for the four activations, as this partition reflects the curvature of

tanh, sigmoid and arctan functions and activation states of ReLU.

(a) r ∈ S+
k (b) r ∈ S−k (c) r ∈ S±k

Figure 3.2: The linear upper and lower bounds for σ(y) = sigmoid

Bounding tanh/sigmoid/arctan. For tanh activation, σ(y) = 1−e−2y

1+e−2y ; for sigmoid acti-

vation, σ(y) = 1
1+e−y

; for arctan activation, σ(y) = arctan(y). All functions are convex on

one side (y < 0) and concave on the other side (y > 0), thus the same rules can be used to

find ρ(k)
r and ρ(k)

r
. Below we call (l

(k)
r , σ(l

(k)
r )) as left end-point and (u

(k)
r , σ(u

(k)
r )) as right

end-point. For r ∈ S+
k , since σ(y) is concave, we can let ρ(k)

r be any tangent line of σ(y)

at point d ∈ [l
(k)
r ,u

(k)
r ], and let ρ(k)

r
pass the two end-points. Similarly, σ(y) is concave for
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(a) r ∈ S+
k (b) r ∈ S−k (c) r ∈ S±k

Figure 3.3: The linear upper and lower bounds for σ(y) = ReLU. For the cases (a) and

(b), the linear upper bound and lower bound are exactly the function σ(y) in the region

(grey-shaded). For (c), we plot three out of many choices of lower bound, and they are

ρ(k)
r

(y) = 0 (dashed-dotted), ρ(k)
r

(y) = y (dashed), and ρ(k)
r

(y) = u
(k)
r

u
(k)
r −l

(k)
r

y (dotted).

r ∈ S+
k , thus we can let ρ(k)

r
be any tangent line of σ(y) at point d ∈ [l

(k)
r ,u

(k)
r ] and let ρ(k)

r

pass the two end-points. Lastly, for r ∈ S±k , we can let ρ(k)
r be the tangent line that passes

the left end-point and (d, σ(d)) where d ≥ 0 and ρ(k)
r be the tangent line that passes the right

end-point and (d, σ(d)) where d ≤ 0. The value of d for transcendental functions can be

found using a binary search. The plots of upper and lower bounds for tanh and sigmoid are

in Figure 3.1 and 3.2. Plots for arctan are similar and so omitted.

Bounding ReLU. For ReLU activation, σ(y) = max(0, y). If r ∈ S+
k , we have σ(y) = y

and so we can set ρ(k)
r = ρ(k)

r
= y; if r ∈ S−k , we have σ(y) = 0, and thus we can set

ρ(k)
r = ρ(k)

r
= 0; if r ∈ S±k , we can set ρ(k)

r = u
(k)
r

u
(k)
r −l

(k)
r

(y − l
(k)
r ) and ρ(k)

r
= ay, 0 ≤ a ≤ 1.

Setting a = u
(k)
r

u
(k)
r −l

(k)
r

leads to the linear lower bound used in Fast-Lin [Weng et al., 2018]. Thus,

Fast-Lin is a special case under our framework. We propose to adaptively choose a, where we

set a = 1 when u
(k)
r ≥ |l(k)

r | and a = 0 when u
(k)
r < |l(k)

r |. In this way, the area between the

lower bound ρ(k)
r

= ay and σ(y) (which reflects the gap between the lower bound and the

ReLU function) is always minimized. As shown in our experiments, the adaptive selection
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of ρ(k)
r

based on the value of u
(k)
r and l

(k)
r helps to achieve a tighter certified lower bound.

Figure 3.3 illustrates the idea discussed here.

Summary. We summarized the above analysis on choosing valid linear functions ρ(k)
r and

ρ(k)
r

in Table 3.1 and 3.2. In general, as long as ρ(k)
r and ρ(k)

r
are identified for the activation

functions, we can use Corollary 3.1.3 to compute certified lower bounds for general activation

functions. Note that there remain many other choices of ρ(k)
r and ρ(k)

r
as valid upper/lower

bounds of σ(y), but ideally, we would like them to be close to σ(y) in order to achieve a

tighter lower bound of minimum distortion.

3.1.5 Connections to Other Linear Relaxation Based Algorithms

Using linear relaxations to solve the neural network verification problem has been discussed

in a few works from different perspectives, and CROWN is closely related to these works.

Relaxing the non-linear ReLU activation function using linear bounds was first discussed in

Planet [Ehlers, 2017], but the aim was to aid robustness verification using a satisfiability

modulo theory (SMT) based solver. Most recent verification algorithms do not rely on SMT

anymore for efficiency. In Wong and Kolter [2018], a linear programming (LP) formulation for

neural network verification was proposed based on linear relaxations of ReLU, and its dual

problem was used for efficient verification. Thanks to duality, any setting of dual variables

yields a valid bound for the primal problem, which is sufficient to give valid lower or upper

bound for the output neuron. Concurrently, we proposed Fast-Lin [Weng et al., 2018] for

verification of ReLU networks using a bound propagation approach with linear relaxations

of ReLU neurons. Fast-Lin is a special case of CROWN with less flexible linear relaxations

(always using parallel lower and upper linear bounds) and looser bounds. Coincidentally, the

specific dual variable setting in [Wong and Kolter, 2018] yields the same algorithm as Fast-Lin.

Concurrently, Wang et al. [2018b] proposed Neurify, which essentially used the same linear

relaxations for ReLU in bound propagation; Singh et al. [2018] developed DeepZ, which used
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the same type of relaxations from the “abstract domain transformers” perspective; for ReLU

networks, DeepZ is mathematically equivalent to Wong and Kolter [2018] and Fast-Lin.

Recently, Salman et al. [2019b] showed that these methods are essentially solving the

same convex relaxation based formulation: Wong and Kolter [2018], Dvijotham et al. [2018c]

used a dual approach, while bound propagation based approaches such as Fast-Lin, Neurify

and DeepZ directly solve the primal problem greedily. Tjandraatmadja et al. [2020] further

commented that bound propagation based approaches essentially conduct Fourier-Motzkin

elimination on the primal of the LP problem. Among existing linear relaxation based

verification algorithms, CROWN [Zhang et al., 2018b] is the most general one, allowing any

non-linear units to be relaxed with a linear lower hyperplane and a linear upper hyperplane

which are not necessarily parallel. Concurrently, [Singh et al., 2019a] extended DeepZ to

DeepPoly to allow the same flexibility and tightness as CROWN.

3.1.6 Extension to Quadratic Bounds

In addition to the linear bounds on activation functions, the proposed CROWN framework

can also incorporate quadratic bounds by adding a quadratic term to ρ(k)
r and ρ(k)

r
: ρ(k)

r (y) =

η(k)
r y2 + α(k)

r (y + β
(k)

r ), ρ(k)
r

(y) = η(k)
r
y2 + α

(k)
r (y + β(k)

r
), where η(k)

r , η(k)
r
∈ R. Following the

procedure of unwrapping the activation functions at the layer m− 1, we can show that the

output upper bound and lower bound with quadratic approximations are (technical details

are deferred to Section 3.4.3):

fUj (x) = h(m−2)(x)>Q
(m−1)
U h(m−2)(x) + 2p

(m−1)
U h(m−2)(x) + s

(m−1)
U , (3.10)

fLj (x) = h(m−2)(x)>Q
(m−1)
L h(m−2)(x) + 2p

(m−1)
L h(m−2)(x) + s

(m−1)
L , (3.11)

where detailed forms of Q
(m−1)
U = W(m−1)>D

(m−1)
U W(m−1), Q(m−1)

L = W(m−1)>D
(m−1)
L W(m−1),

p
(m−1)
U , p

(m−1)
L , s(m−1)

U , and s(m−1)
L are deferred to Section 3.4.3. When m = 2, h(m−2)(x) = x

and we can directly optimize over x ∈ Bp(x0, ε); otherwise, we can use the post activation
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bounds of layer m − 2 as the constraints. D
(m−1)
U in (3.10) is a diagonal matrix with i-th

entry being W
(m)
j,i η

(m−1)
i , if W

(m)
j,i ≥ 0 or W

(m)
j,i η

(m−1)
i

, if W
(m)
j,i < 0. Thus, in general Q

(m−1)
U

is indefinite, resulting in a non-convex optimization when finding the global bounds as in

Corollary 3.1.3. Fortunately, by properly choosing the quadratic bounds, we can make the

problem maxx∈Bp(x0,ε) f
U
j (x) into a convex Quadratic Programming problem; for example, we

can let η(m−1)
i = 0 for all W

(m)
j,i > 0 and let η(m−1)

i
> 0 to make D

(m−1)
U have only negative and

zero diagonals for the maximization problem – this is equivalent to applying a linear upper

bound and a quadratic lower bound to bound the activation function. Similarly, for D
(m−1)
L ,

we let η(m−1)
i = 0 for all W

(m)
j,i < 0 and let η(m−1)

i
> 0 to make D

(m−1)
L have non-negative

diagonals and hence the problem minx∈Bp(x0,ε) f
L
j (x) is convex. We can solve this convex

program with projected gradient descent (PGD) for x ∈ Bp(x0, ε) and Armijo line search.

Empirically, we find that PGD usually converges within a few iterations.

3.2 Automatic Robustness Analysis for General Neural Networks

3.2.1 Background and Motivations

As we discussed in Section 3.1, bounding the range of a neural network outputs given a certain

amount of input perturbation has become an important theme for neural network verification

and certified adversarial defense [Wong and Kolter, 2018, Mirman et al., 2018b, Wang et al.,

2018a, Zhang et al., 2020c]. However, computing the exact bounds for output neurons is

usually intractable [Katz et al., 2017]. Recent research studies have developed perturbation

analysis bounds that are sound, computationally feasible, and relatively tight [Wong and

Kolter, 2018, Zhang et al., 2018b, Singh et al., 2019a, Weng et al., 2018, Singh et al., 2018,

Wang et al., 2018b]. For a neural network function f(x), to study its behavior at x0 with

bounded perturbation δ such that x = x0 + δ ∈ S (e.g., S is a `p norm ball around x0),

these works (similar to our analysis in Section 3.1) provide two linear functions fL(x) and

fU (x) that are guaranteed lower and upper bounds respectively for output neurons w.r.t. the
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input under perturbation: fL(x) ≤ f(x) ≤ fU(x) (∀x ∈ S). We refer to this line of work

as a Linear Relaxation based Perturbation Analysis (LiRPA). Beyond its usage in neural

network verification and certified defense, LiRPA is capable to serve as a general toolbox to

understand the behavior of deep neural networks (DNNs) within a predefined input region,

and has been demonstrated useful for interpretation and explanation of DNNs [Ko et al.,

2019, Shi et al., 2020].

To compute LiRPA bounds, the first step is to obtain linear relaxations of any non-linear

units in a network as we have demonstrated in Section 3.1.4. Then, these relaxations need

to be “glued” together according to the network structure to obtain the final bounds. Early

developments of LiRPA focused on feed-forward networks, and it has been extended to a

few more complicated network structures for real-world applications. For example, Wong

et al. [2018] implemented LiRPA for convolutional ResNet on computer vision tasks; Zügner

and Günnemann [2019] extended Wong and Kolter [2018] to graph convolutional networks;

Ko et al. [2019] and Shi et al. [2020] extended CROWN to recurrent neural networks and

Transformers respectively. Unfortunately, each of these works extends LiRPA with an ad-hoc

implementation that only works for a specific network architecture. This is similar to the

“pre-automatic differentiation” era where researchers have to implement gradient computation

by themselves for their designed network structure. Since LiRPA is significantly more

complicated than backpropagation, non-experts in neural network verification can find it

challenging to understand and use LiRPA for their purpose. Thus, it is important to develop

a generic and easy-to-use framework for LiRPA.

3.2.2 Framework of Perturbation Analysis on General computational Graphs

Notations To extend CROWN to general computational graphs, we need to introduce

additional notations. We define a computational graph as a Directed Acyclic Graph (DAG)

G = (V,E). V = {1, 2, · · · , n} is a set of nodes in G. E is a set of node pairs (i, j) which

denotes that node i is an input argument of node j. For simplicity, we denote the in-degree
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Table 3.3: Table of notations for LiRPA analysis

Symbol Meanings
i, j, k Any node on a computational graph
xi Value of an independent node, typically model input or parameters.
o Output node on a computational graph
hi, hi Lower/upper bound of node i respectively
m(i) In-degree of node i
Wi,bi, Wi,bi Parameters of linear lower/upper bounds of node i respectively
u(i) Set of predecessor nodes (inputs) of node i
Ai, Ai Linear coefficients of hi(X) terms in the linear lower/upper bounds of ho(X)
S The space of the perturbed input (can include both data or network weights)
d,d Bias terms in the linear lower/upper bounds of ho(X) during bound propagation
X Concatenation of all xi (assumed flattened)
hi(X) Computed value of node i on a computational graph

of node i as m(i), and the set of input nodes for node i as u(i) = {u1(i), · · · , um(i)(i)} where

(uj(i), i) ∈ E, 1 ≤ j ≤ m(i). Each node i has a few associated attributes: Hi(·) is the

associated computation function, hi = Hi(u(i)) is the vector produced by node i. Although

hi can be a tensor in practice, we assume it has been flattened into a vector for simplicity in

this work. Each node i is either an independent node with m(i)=0 representing the input

nodes of the graph (e.g., network parameters, model inputs), or a dependent node representing

some computations (e.g., ReLU, MatMul). For independent nodes, Hi is an identity function

and we denote hi=xi. We let X be the concatenation of all xi, such that the output of each

node i can be written as a function of X, hi =hi(X), without explicitly referring to uj(i).

Without losing generality, we assume that the computational graph has a single output node

o. To conduct perturbation analysis, we consider xi to be arbitrarily taken from an input

space Si. In particular, if xi is not perturbed, Si = {ci} and ci is a constant vector. We

denote S to be the space of X when each part of X, xi, is perturbed within Si respectively.

Linear Relaxation based Perturbation Analysis (LiRPA) Our final goal is to com-

pute provable lower and upper bounds for the value of output node ho(X), i.e., lower bound

ho and upper bound ho (element-wise), when X is perturbed within S: ho ≤ ho(X) ≤

44



ho, ∀X ∈ S. In LiRPA, we find tight lower and upper bounds by first computing linear

bounds w.r.t. X:

WoX + bo ≤ ho(X) ≤WoX + bo ∀X ∈ S, (3.12)

where ho(X) is bounded by linear functions of X with parameters Wo,bo,Wo,bo. We

generalize existing LiRPA approaches into two categories: forward mode perturbation analysis

and backward mode perturbation analysis. Both methods aim to obtain bounds (3.12) in

different manners:

• Forward mode: forward mode LiRPA propagates the linear bounds of each node

w.r.t. all the independent nodes, i.e., linear bounds w.r.t. X, to its successor nodes in a

forward manner, until reaching the output node o.

• Backward mode: backward mode LiRPA propagates the linear bounds of output node

o w.r.t. dependent nodes to further predecessor nodes in a backward manner, until reaching

all the independent nodes.

The CROWN algorithm introduced in Section 3.1.3 can be see as a LiRPA algorithm in

backward mode. We describe these two different modes in details below.

Forward Mode LiRPA on General Computation Graphs For each node i on the

graph, we compute the linear bounds of hi(X) w.r.t. all the independent nodes:

WiX + bi ≤ hi(X) ≤WiX + bi ∀X ∈ S.

We start from independent nodes. For an independent node i, we have hi(X) = xi so we

trivially have the bounds Ixi≤hi(X)≤Ixi. For a dependent node i, we have a forward LiRPA

oracle function Gi which takes Wj, bj, Wj, bj for every j∈u(i) as input and produce new
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Algorithm 3.1 Forward Mode Bound Propagation on General Computational Graphs
function BoundForward(i)
for j ∈ u(i) do
if attributes Wj,bj,Wj,bj of node j are unavailable then
BoundForward(j)

end if
end for
(Wi,bi,Wi,bi) = Gi({Bj|j ∈ u(i)})

end function

linear bounds for node i, assuming all node j ∈ u(i) have been bounded:

(Wi,bi,Wi,bi) = Gi({Bj|j ∈ u(i)}),where Bj := (Wj,bj,Wj,bj). (3.13)

We defer the discussions on oracle function Gi to a later section. Now, we focus on extending

this method on a general graph with known oracle functions in Algorithm 3.1. The forward

mode perturbation analysis is straightforward to extend to a general computational graph:

for each dependent node i, we can obtain its bounds by recursively applying (3.13). We check

every input node j and compute the bounds of node j if they are unavailable. We then use

Gi to obtain the linear bounds of node i. The correctness of this procedure is guaranteed by

the property of Gi: given Bj as inputs, it always produces valid bounds for node i.

Backward Mode LiRPA on General Computation Graphs For each node i, we

maintain two attributes: Ai and Ai, representing the coefficients in the linear bounds of

ho(X) w.r.t hi(X):

∑
i∈V

Aihi(X) + d ≤ ho(X) ≤
∑
i∈V

Aihi(X) + d ∀X ∈ S, (3.14)

where d,d are bias terms that are maintained in our algorithm. Suppose that the output

dimension of node i is si, then the shape of matrices Ai and Ai is so×si. Initially, we trivially
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have

Ao = Ao = I, Ai = Ai = 0(i 6= o), d = d = 0, (3.15)

which makes (3.14) hold true. When node i is a dependent node, we have a backward

LiRPA oracle function Fi aiming to compute the lower bound of Aihi(X) and the upper

bound of Aihi(X), and represent the bounds with linear functions of its predecessor nodes

u1(i), u2(i), · · · , um(i)(i):

(Λu1(i),Λu1(i),Λu2(i),Λu2(i), · · · ,Λum(i)(i)
,Λum(i)(i),∆,∆) = Fi(Ai,Ai),

s.t.
∑

j∈u(i)
Λjhj(X) + ∆ ≤ Aihi(X), Aihi(X) ≤

∑
j∈u(i)

Λjhj(X) + ∆. (3.16)

We substitute the hi(X) terms in (3.14) with the new bounds (3.16), and thereby these

terms are backward propagated to the predecessor nodes and replaced by the hj(X)(j ∈ u(i))

related terms in (3.16). In the end, all such terms are propagated to the independent nodes

and ho(X) will be bounded by linear functions of independent nodes only, where (3.14)

becomes equivalent to (3.12).

We present the full algorithm in Algorithm 3.2. We let di denote the number of unprocessed

output nodes of node i that node o depends on, which is initially obtained by a “GetOutDegree”

function detailed in Section 3.4. We use a BFS for propagating the linear bounds, starting

from node o as (3.15). For each node i picked from the head of the queue, we backward

propagate hi(X) using (3.16). We update the bound parameters and decrease all dj(j ∈ u(i))

by one. If dj =0 becomes true for a dependent node j, all its related successor nodes have

been processed and we push node j to the queue. We repeat this process until the queue is

empty. Figure 3.4 illustrates the flow of backward propagating the bound parameters on an

example computational graph, and Figure 3.5 illustrates the BFS algorithm. We show its

soundness in Theorem 3.2.1 and its proof is given in Section 3.4.5.

Theorem 3.2.1 (Soundness of backward mode LiRPA). When Algorithm 3.2 terminates,
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Algorithm 3.2 Backward Mode Bound Propagation on a General Computational Graph
function BoundBackward(o)
Create BFS queue Q and Q.push(o)
Ao←I, Ao←I, Ai←0, Ai←0 (∀i 6= o), d←0, d←0 (Eq. (3.15))
GetOutDegree(o) # ∀i obtain di, the number of unprocessed output nodes of node i
that o depends on.
while Q is not empty do
i← Q.pop()
(Λu1(i),Λu1(i),Λu2(i),Λu2(i), · · · ,Λum(i)(i)

,Λum(i)(i),∆,∆) = Fi(Ai,Ai) (Eq. (3.16))
for j ∈ u(i) do

Aj+= Λj, Aj+= Λj, dj−= 1
if dj = 0 and node j is a dependent node then
Q.push(j)

end if
end for
d+= ∆, d+= ∆, Ai←0, Ai←0 # Clear Ai and Ai once we propagated through
i.

end while
return d, d # The algorithm has modified Ai, Ai on the graph.

end function

we have ∑
i∈V

Aihi(X) + d ≤ ho(X) ≤
∑
i∈V

Aihi(X) + d ∀X ∈ S,

where Ai, Ai are guaranteed to be 0 for all dependent nodes, and thus we obtain provable

linear upper and lower bounds of node o w.r.t. all independent nodes.

Theorem 3.2.1 can seen as generalized CROWN on any computational graph, and its

proof is also based on a backward bound propagation process similar to the one discussed in

Section 3.1.2, but now on a general graph.

Oracle Functions Oracle functions Fi andGi are defined for each type of operations.2 They

are generalizations of the linear bounds derived in Section 3.1.4. Previous works Wong and

2 Note that the oracle functions of some operations also require hj ,hj(j ∈ u(i)) for linear relaxation, although

we do not explicitly mention them in the algorithm description for simplicity.
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Figure 3.4: Illustration of the backward mode perturbation analysis. Node 1 ∼ 5 are

independent nodes and the others are dependent nodes. Red arrows represent the flow of A

matrices including both A and A that are propagated from the final output node (node 14)

to previous nodes. Finally, only independent nodes retain non-zero A matrices (highlighted

in red), and these matrices represent linear bounds w.r.t. independent nodes.

Kolter [2018], Zhang et al. [2018b], Salman et al. [2019b], Shi et al. [2020] have covered many

common operations such as affine transformations, activation functions, matrix multiplication,

etc. We give the generic forms of oracle functions of affine function, unary functions (e.g.

y = tanh(x)) and binary functions (e.g., y = w · x) in Table 3.4. Parameters α, β, γ, α, β, γ

in Table 3.4 are involved in the linear relaxation of nonlinear operations. For example, for

y = tanh(x), an unary function, its α, β, α, β can be found in Table 3.2 and Table 3.1

Some oracle functions depend on certain graph attributes. For example, Fi of node i

with a nonlinear operation typically requires hj, hj for all j ∈ u(i) (typically referred to as

“pre-activation bounds” in previous works). We can obtain hj, hj by assuming node j as the

output node and apply Algorithm 3.2, then concretize the linear bounds as will be discussed

in Sec 3.2.3. However, this can be very expensive because Algorithm 3.2 needs to be applied

for every node j wherever hj or hj is required, rather than just the output node. A typically

more efficient approach is to obtain hj or hj for all dependent nodes except o using a cheaper

method and then apply backward mode LiRPA for node o only. This leads to two variants of
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Figure 3.5: Flowchart of the BFS in Algorithm 3.2. In this example, node 6 is the final output

node and di is the number of unprocessed output nodes of node i that node 6 depends on.

hybrid approaches, Forward+Backward and IBP+Backward, where hj and hj are produced

by Foward LiRPA or IBP, respectively. For certified training, IBP+Backward (generalized

from Zhang et al. [2020c]) is the best for efficiency.

3.2.3 Bound Concretization

Once the linear bounds are obtained as (3.12), concrete bounds ho and ho can be found by

solving the following optimization problems (this step is referred to as the “concretization” of

linear bounds):

ho = min
X∈S

WoX + bo, ho = max
X∈S

WoX + bo.

For the classic `p-ball perturbations, assuming that X0 is the clean input, the input space

is defined by S = {X |‖ X −X0 ‖p≤ ε}, which means that the actual input X is perturbed

within an `p-ball centered at X0 with a radius of ε. Linear bounds can be concretized using

Hölder’s inequality as in Section 3.1:

ho = −ε‖Wo ‖ q+WoX0+bo, ho = ε‖Wo ‖ q + WoX0+bo, 1/p+ 1/q = 1,

where ‖ · ‖q denotes taking `q-norm for each row in the matrix and the result makes up a

vector.

50



Table 3.4: A list of common types of operations with their definitionHi and their corresponding

oracle functions Fi and Gi. Subscript “+” stands for taking positive elements from the matrix

or vector while setting other elements to zero, and vice versa for subscript “-”. diag(·) stands

for constructing a diagonal matrix from a vector. α, β, γ, α, β, γ are parameters of linear

relaxation that can be derived for each specific nonlinear function.

Operation Type Functions

Affine Transformation

Hi hi(X) = Ŵihj(X) + b̂i

Fi

Λj = AiŴi

Λj = AiŴi

∆ = Aib̂i
∆ = Aib̂i

Gi

Wi = Ŵi,+Wj + Ŵi,−Wj

bi = Ŵi,+bj + Ŵi,−bj + b̂i
Wi = Ŵi,+Wj + Ŵi,−Wj

bi = Ŵi,+bj + Ŵi,−bj + b̂i

Unary Nonlinear Function σ
(e.g. y = tanh(x))

Hi hi(X) = σ(hj(X))

Fi

Λj = Ai,+diag(α) + Ai,−diag(α)

Λj = Ai,+diag(α) + Ai,−diag(α)

∆ = Ai,+β + Ai,−β

∆ = Ai,+β + Ai,−β

Gi

Wi = diag+(α)Wj + diag−(α)Wj

bi = diag+(α)bj + diag−(α)bj + β

Wi = diag+(α)Wj + diag−(α)Wj

bi = diag+(α)bj + diag−(α)bj + β

where αhj(X) + β ≤ hi(X) ≤ αhj(X) + β

Binary Nonlinear Function π
(e.g. y = w · x)

Hi hi(X) = π(hj(X), hk(X))

Fi

Λj = Ai,+diag(α) + Ai,−diag(α)

Λj = Ai,+diag(α) + Ai,−diag(α)

Λk = Ai,+diag(β) + Ai,−diag(β)

Λk = Ai,+diag(β) + Ai,−diag(β)
∆ = Ai,+γ + Ai,−γ

∆ = Ai,+γ + Ai,−γ

Gi

Wi = diag+(α)Wj + diag−(α)Wj + diag+(β)Wk + diag−(β)Wk

bi = diag+(α)bj + diag−(α)bj + β + diag+(β)bk + diag−(β)bk + γ

Wi = diag+(α)Wj + diag−(α)Wj + diag+(β)Wk + diag−(β)Wk

bi = diag+(α)bj + diag−(α)bj + β + diag+(β)bk + diag−(β)bk + γ

where αhj(X) + βhk(X) + γ ≤ hi(X) ≤ αhj(X) + βhk(X) + γ
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3.2.4 Time Complexity

In this section, we compare the computational cost of different perturbation analysis modes.

We assume that Dx and Dy are the total dimension of the perturbed independent nodes and

the final output node respectively. We focus on a usual case in classification models, where

the final output node is a logits layer whose dimension equals to the number of classes and

thus usually Dy � Dx holds true. We also assume that the time complexity of a regular

forward pass of the computational graph (e.g., a regular inference pass) is O(r), and the

complexity of a regular back propagation pass in gradient computation is also asymptotically

O(r). Note that the overall time complexity of LiRPA depends on oracle functions, and in the

below analysis we focus on common cases (e.g., common activation functions in Table 3.4).

Interval bound propagation (IBP) IBP can be seen as a special and degenerated case

of LiRPA bounds. The time complexity of pure IBP is still O(r) since it computes two output

values, a lower bound and a upper bound, for each neuron, and thus the time complexity

is the same as a regular forward pass which computes one output value for each neuron.

However, pure IBP cannot give tight enough bounds especially for models without certifiably

robust training.

Backward mode bound propagation Backward mode LiRPA oracles typically require

bounds of intermediate nodes hj , hj for all j ∈ u(i) for a node i (referred to as “pre-activation

bounds” in some works). Assuming these intermediate bounds are known; in this case, the

oracle function Fi typically has the same time complexity as back propagation of gradients

through node i (e.g., for linear layers it is the transposed operation of Hi(·)). However, unlike

in back propagation where the gradients is computed for a scalar function, in backward mode

LiRPA we need to compute O(Dy) values for each neuron, and these values stand for the

coefficients of the linear bounds of the Dy final output neurons. The time complexity is

roughly Dy times back propagation time, O(Dyr).
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For a purely backward perturbation analysis that can be extended from CROWN [Zhang

et al., 2018b], the bounds of intermediate nodes needed for the oracle functions are also

computed with a backward mode LiRPA. Assuming there are N nodes in total (including

output nodes and all intermediate nodes) that require LiRPA bounds, the total time complexity

is asymptotically O(Nr) where N can be a quite large number (e.g., for feed-forward ReLU

networks N includes hidden neurons over all layers and N � Dy), so this approach cannot

scale to large graphs or be used for efficient training.

Forward mode bound propagation In the forward mode perturbation analysis, since we

represent the bounds of each neuron with linear functions w.r.t. the perturbed independent

nodes, we need to compute O(Dx) values for each neuron. Usually, the oracle functions Gi

has the same asymptotic complexity as the computation function Hi(·); however, the inputs

of Gi include dimension Dx, and the total time complexity of is roughly O(Dxr). Note that

in the implementation of the forward mode, we do not compute linear functions w.r.t. all the

independent nodes, but we only need to consider those perturbed independent nodes while

treating the other independent nodes as constants, and thereby Dx may be much smaller

than the dimension of X, e.g., model parameters can be excluded if they are not perturbed.

Efficient hybrid bounds Among the LiRPA variants, IBP+Backward with a complexity

of O(Dyr) is usually most efficient for classification models and is used in our certified training

experiments. To obtain tighter bounds for intermediate nodes which can also tighten the final

output bounds, we may use pure forward or Forward+Backward mode with a complexity of

O(Dxr) which is usually larger than that of IBP+Backward when Dy � Dx. The forward

mode LiRPA can be potentially useful for situations where Dx � Dy, e.g., for generative

models with a large output dimension. We leave this as our future work.

We release a Pytorch based open source library for automatic robustness analysis on

general neural networks, which is available at https://github.com/KaidiXu/auto_LiRPA.
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3.3 Experiments

In this section, we focus on demonstrating CROWN on simple feedforward neural networks. We

defer evaluations on larger networks based on our generalized LiRPA algorithm in Section 3.2

to Chapter 5, as certified training is necessary for obtaining non-vacuous bounds.

Methods. For ReLU networks, CROWN-Ada is CROWN with adaptive linear bounds

(Sec. 3.1.4), CROWN-Quad is CROWN with quadratic bounds (Sec. 3.1.6). Fast-Lin and

Fast-Lip are fast certified lower bound proposed in our earlier work [Weng et al., 2018], and

Fast-Lin is equivalent to convex outer adversarial polytope [Wong and Kolter, 2018]. Reluplex

can solve the exact minimum adversarial distortion but is only computationally feasible for

very small networks. LP-Full is based on the LP formulation in [Wong and Kolter, 2018] and

we solve LPs for each neuron exactly to achieve the best possible bound. For networks with

other activation functions, CROWN-general is our proposed method.

Model and Dataset. We evaluate CROWN and other baselines on multi-layer perceptron

(MLP) models trained on MNIST and CIFAR-10 datasets. We denote a feed-forward network

with m layers and n neurons per layer as m × [n]. For models with ReLU activation, we

use pretrained models provided by [Weng et al., 2018] and also evaluate the same set of 100

random test images and random attack targets as in [Weng et al., 2018] (according to their

released code) to make our results comparable. For training NN models with other activation

functions, we search for best learning rate and weight decay parameters to achieve a similar

level of accuracy as ReLU models.

Implementation and Setup. We implement our algorithm using Python (numpy with

numba). Most computations in our method are matrix operations that can be automatically

parallelized by the BLAS library; however, we set the number of BLAS threads to 1 for a

fair comparison to other methods. Experiments were conducted on an Intel Skylake server

CPU running at 2.0 GHz on Google Cloud. Our code is available at https://github.com/

huanzhang12/RecurJac-and-CROWN.
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(a) MNIST 2× [20], `2 (b) MNIST 2× [20], `∞ (c) MNIST 3× [20], `2 (d) MNIST 3× [20], `∞

Figure 3.6: Comparisons of the certified lower bounds of the minimum adversarial perturbation

for `2 and `∞ norms. Left y-axis is distortion and right y-axis (black line) is computation

time (seconds, logarithmic scale). On the top of figures we show the upper bounds found

by C&W attack [Carlini and Wagner, 2017b]. From left to right in (a)-(d): CROWN-Ada,

(CROWN-Quad), Fast-Lin, Fast-Lip, LP-Full and (Reluplex).

Results on Small Networks. Figure 3.6 shows the certified lower bound for `2 and

`∞ distortions found by different algorithms on small networks, where Reluplex is feasible

and we can observe the gap between different certified lower bounds and the true minimum

adversarial distortion. Reluplex and LP-Full are orders of magnitudes slower than other

methods (note the logarithmic scale on right y-axis), and CROWN-Quad (for 2-layer) and

CROWN-Ada achieve the largest lower bounds. Improvements of CROWN-Ada over Fast-Lin

are more significant in larger NNs, as we show below.

Results on ReLU Networks. Table 3.5 demonstrates the lower bounds r for the norm

of minimum adversarial perturbation r∗ found by different algorithms for all common `p

norms. CROWN-Ada significantly outperforms Fast-Lin and Fast-Lip, while the computation

time increased by less than 2X over Fast-Lin, and is comparable with Fast-Lip.

Results on Different Activation Functions. Table 3.6 compares the certified lower

bound computed by CROWN-general for four activation functions and different `p norm on large

networks. CROWN-general is able to certify non-trivial lower bounds for all four activation

functions efficiently. Comparing to CROWN-Ada on ReLU networks, certifying general
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Table 3.5: Comparison of certified lower bounds r on ReLU networks. Bounds are the average

over 100 images (skipped misclassified images) with random attack targets. Percentage

improvements are calculated against Fast-Lin as Fast-Lip is worse than Fast-Lin. We defer

results on large scale datasets (e.g., ImageNet) and modern computer vision models (e.g.,

WideResNet, DenseNet) to Chapter 5 because the bounds on these large networks are typically

vacuous unless trained in certified defenses.

Network Certified Bounds r Improvement % Avg. Computation Time (sec)

`p norm Fast-Lin Fast-Lip CROWN-Ada
CROWN-Ada
vs Fast-Lin

Fast-Lin Fast-Lip CROWN-Ada

MNIST
4× [1024]

`1 1.57649 0.72800 1.88217 +19% 1.80 2.04 3.54
`2 0.18891 0.06487 0.22811 +21% 1.78 1.96 3.79
`∞ 0.00823 0.00264 0.00997 +21% 1.53 2.17 3.57

CIFAR-10
7× [1024]

`1 0.86468 0.09239 1.09067 +26% 13.21 19.76 22.43
`2 0.05937 0.00407 0.07496 +26% 12.57 18.71 21.82
`∞ 0.00134 0.00008 0.00169 +26% 8.98 20.34 16.66

For results on large WideResNet and DenseNet see Chapter 5 where we use CROWN in certified defense.

Table 3.6: Comparison of certified lower bounds r by CROWN-Ada on ReLU networks and

CROWN-general on networks with tanh, sigmoid and arctan activations. CIFAR models with

sigmoid activations achieve much worse accuracy than other networks and are thus excluded.

Network Certified bounds r
by CROWN-Ada and CROWN-general

Average Computation Time (sec)

`p norm ReLU tanh sigmoid arctan ReLU tanh sigmoid arctan

MNIST
3× [1024]

`1 3.00231 2.48407 2.94239 2.33246 1.25 1.61 1.68 1.70
`2 0.50841 0.27287 0.44471 0.30345 1.26 1.76 1.61 1.75
`∞ 0.02576 0.01182 0.02122 0.01363 1.37 1.78 1.76 1.77

CIFAR-10
6× [2048]

`1 0.91201 0.44059 - 0.46198 71.62 89.77 - 83.80
`2 0.05245 0.02538 - 0.02515 71.51 84.22 - 83.12
`∞ 0.00114 0.00055 - 0.00055 49.28 59.72 - 58.04

activations that are not piece-wise linear only incurs about 20% additional computational

overhead.

Results on Large Computer Vision Models. For state-of-the-art computer vision

models such as WideResNet [Zagoruyko and Komodakis, 2016] and DenseNet [Huang et al.,

2017a], the bounds produced by CROWN directly are typically very loose (r ≈ 0) and not
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useful. We thus defer these results to Chapter 5 in Table 5.7, using models that are trained

specifically to produce tight bounds (certified defense) on CIFAR-10, TinyImageNet and

ImageNet datasets.

3.4 Technical Details

3.4.1 Proof of Theorem 3.1.2

Given an m-layer neural network function f : Rn0 → Rnm with pre-activation bounds l(k) and

u(k) for x ∈ Bp(x0, ε) and ∀k ∈ [m− 1], let the pre-activation inputs for the i-th neuron at

layer m− 1 be y(m−1)
i := W

(m−1)
i,: h(m−2)(x) + b

(m−1)
i . The j-th output of the neural network

is the following:

fj(x) =

nm−1∑
i=1

W
(m)
j,i [h(m−1)(x)]i + b

(m)
j , (3.17)

=

nm−1∑
i=1

W
(m)
j,i σ(y

(m−1)
i ) + b

(m)
j ,

=
∑

W
(m)
j,i ≥0

W
(m)
j,i σ(y

(m−1)
i )

︸ ︷︷ ︸
F1

+
∑

W
(m)
j,i <0

W
(m)
j,i σ(y

(m−1)
i )

︸ ︷︷ ︸
F2

+b
(m)
j . (3.18)

Assume the activation function σ(y) is bounded by two linear functions ρ(m−1)
i , ρ(m−1)

i
in

Definition 3.1.1, we have

ρ(m−1)

i
(y

(m−1)
i ) ≤ σ(y

(m−1)
i ) ≤ ρ

(m−1)
i (y

(m−1)
i ).

Thus, if the associated weight W
(m)
j,i to the i-th neuron is non-negative (the terms in F1

bracket), we have

W
(m)
j,i · ρ(m−1)

i
(y

(m−1)
i ) ≤W

(m)
j,i σ(y

(m−1)
i ) ≤W

(m)
j,i · ρ

(m−1)
i (y

(m−1)
i ); (3.19)
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otherwise (the terms in F2 bracket), we have

W
(m)
j,i · ρ

(m−1)
i (y

(m−1)
i ) ≤W

(m)
j,i σ(y

(m−1)
i ) ≤W

(m)
j,i · ρ(m−1)

i
(y

(m−1)
i ). (3.20)

Upper bound. Let fU,m−1
j (x) be an upper bound of fj(x). To compute fU,m−1

j (x), (3.18),

(3.19) and (3.20) are the key equations. Precisely, for the W
(m)
j,i ≥ 0 terms in (3.18), the

upper bound is the right-hand-side (RHS) in (3.19); and for the W
(m)
j,i < 0 terms in (3.18),

the upper bound is the RHS in (3.20). Thus, we obtain:

fU,m−1
j (x)

=
∑

W
(m)
j,i ≥0

W
(m)
j,i · ρ

(m−1)
i (y

(m−1)
i ) +

∑
W

(m)
j,i <0

W
(m)
j,i · ρ(m−1)

i
(y

(m−1)
i ) + b

(m)
j , (3.21)

=
∑

W
(m)
j,i ≥0

W
(m)
j,i α

(m−1)
i (y

(m−1)
i + β

(m−1)

i ) +
∑

W
(m)
j,i <0

W
(m)
j,i α

(m−1)
i (y

(m−1)
i + β(m−1)

i
) + b

(m)
j ,

(3.22)

=

nm−1∑
i=1

W
(m)
j,i λ

(m−1)
j,i (y

(m−1)
i + ∆

(m−1)
i,j ) + b

(m)
j , (3.23)

=

nm−1∑
i=1

A
(m−1)
j,i (

nm−2∑
r=1

W
(m−1)
i,r [h(m−2)(x)]r + b

(m−1)
i + ∆

(m−1)
i,j ) + b

(m)
j , (3.24)

=

nm−1∑
i=1

A
(m−1)
j,i (

nm−2∑
r=1

W
(m−1)
i,r [h(m−2)(x)]r) +

nm−1∑
i=1

A
(m−1)
j,i (b

(m−1)
i + ∆

(m−1)
i,j ) + b

(m)
j , (3.25)

=

nm−2∑
r=1

(
nm−1∑
i=1

A
(m−1)
j,i W

(m−1)
i,r

)
[h(m−2)(x)]r +

(
nm−1∑
i=1

A
(m−1)
j,i (b

(m−1)
i + ∆

(m−1)
i,j ) + b

(m)
j

)
,

(3.26)

=

nm−2∑
r=1

W̃
(m−1)
j,r [h(m−2)(x)]r + b̃

(m−1)
j . (3.27)

From (3.21) to (3.22), we replace ρ(m−1)
i (y

(m−1)
i ) and ρ(m−1)

i
(y

(m−1)
i ) by their definitions; from

(3.22) to (3.23), we use variables λ(m−1)
j,i and ∆

(m−1)
j,i to denote the slopes in front of y(m−1)

i

58



and the intercepts in the parentheses:

λ
(m−1)
j,i =


α

(m−1)
i if W

(m)
j,i ≥ 0 (⇐⇒ A

(m)
j,: W

(m)
:,i ≥ 0);

α
(m−1)
i if W

(m)
j,i < 0 (⇐⇒ A

(m)
j,: W

(m)
:,i < 0);

(3.28)

∆
(m−1)
i,j =


β

(m−1)

i if W
(m)
j,i ≥ 0 (⇐⇒ A

(m)
j,: W

(m)
:,i ≥ 0);

β(m−1)

i
if W

(m)
j,i < 0 (⇐⇒ A

(m)
j,: W

(m)
:,i < 0).

(3.29)

From (3.23) to (3.24), we replace y(m−1)
i with its definition and let A

(m−1)
j,i := W

(m)
j,i λ

(m−1)
j,i .

We further let A
(m)
j,: = e>j (the standard unit vector with the only non-zero jth element equal

to 1), and thus we can rewrite the conditions of W
(m)
j,i in (3.28) and (3.29) as A

(m)
j,: W

(m)
:,i .

From (3.24) to (3.25), we collect the constant terms that are not related to x. From (3.25) to

(3.26), we swap the summation order of i and r, and the coefficients in front of [h(m−2)(x)]r

can be combined into a new equivalent weight W̃
(m−1)
j,r and the constant term can combined

into a new equivalent bias b̃
(m−1)
j in (3.27):

W̃
(m−1)
j,r =

nm−1∑
i=1

A
(m−1)
j,i W

(m−1)
i,r = A

(m−1)
j,: W(m−1)

:,r ,

b̃
(m−1)
j =

nm−1∑
i=1

A
(m−1)
j,i (b

(m−1)
i + ∆

(m−1)
i,j ) + b

(m)
j = A

(m−1)
j,: (b(m−1) + ∆

(m−1)
:,j ) + b

(m)
j .

Notice that after defining the new equivalent weight W̃
(m−1)
j,r and equivalent bias b̃

(m−1)
j ,

fU,m−1
j (x) in (3.27) and fj(x) in (3.17) are in the same form. Thus, we can repeat the above
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procedure again to obtain an upper bound of fU,m−1
j (x), i.e. fU,m−2

j (x):

A
(m−2)
j,i = W̃

(m−1)
j,i λ

(m−2)
j,i

= A
(m−1)
j,: W

(m−1)
:,i λ

(m−2)
j,i

W̃
(m−2)
j,r = A

(m−2)
j,: W(m−2)

:,r

b̃
(m−2)
j = A

(m−2)
j,: (b(m−2) + ∆

(m−2)
:,j ) + b̃

(m−1)
j

λ
(m−2)
j,i =


α

(m−2)
i if W̃

(m−1)
j,i ≥ 0 (⇐⇒ A

(m−1)
j,: W

(m−1)
:,i ≥ 0);

α
(m−2)
i if W̃

(m−1)
j,i < 0 (⇐⇒ A

(m−1)
j,: W

(m−1)
:,i < 0);

∆
(m−2)
i,j =


β

(m−2)

i if W̃
(m−1)
j,i ≥ 0 (⇐⇒ A

(m−1)
j,: W

(m−1)
:,i ≥ 0);

β(m−2)

i
if W̃

(m−1)
j,i < 0 (⇐⇒ A

(m−1)
j,: W

(m−1)
:,i < 0).

and repeat again iteratively until obtain the final upper bound fU,1j (x), where fj(x) ≤

fU,m−1
j (x) ≤ fU,m−2

j (x) ≤ . . . ≤ fU,1j (x). We let fj(x) denote the final upper bound fU,1j (x),

and we have

fUj (x) = A
(0)
j,: x+

m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j )

and (� is the Hadamard product)

A
(k−1)
j,: =


e>j if k = m+ 1;

(A
(k)
j,: W(k))� λ(k−1)

j,: if k ∈ [m].

and ∀i ∈ [nk],

λ
(k)
j,i =


α

(k)
i if k ∈ [m− 1], A

(k+1)
j,: W

(k+1)
:,i ≥ 0;

α
(k)
i if k ∈ [m− 1], A

(k+1)
j,: W

(k+1)
:,i < 0;

1 if k = 0.
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∆
(k)
i,j =


β

(k)

i if k ∈ [m− 1], A
(k+1)
j,: W

(k+1)
:,i ≥ 0;

β(k)

i
if k ∈ [m− 1], A

(k+1)
j,: W

(k+1)
:,i < 0;

0 if k = m.

Lower bound. The above derivations of upper bound can be applied similarly to deriving

lower bounds of fj(x), and the only difference is now we need to use the LHS of (3.19) and

(3.20) (rather than RHS when deriving upper bound) to bound the two terms in (3.18). Thus,

following the same procedure in deriving the upper bounds, we can iteratively unwrap the

activation functions and obtain a final lower bound fL,1j (x), where fj(x) ≥ fL,m−1
j (x) ≥

fL,m−2
j (x) ≥ . . . ≥ fL,1j (x). Let fLj (x) = fL,1j (x), we have:

fLj (x) = A
(0)

j,: x+
m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j )

A
(k−1)

j,: =


e>j if k = m+ 1;

(A
(k)

j,: W(k))� ω(k−1)
j,: if k ∈ [m].

and ∀i ∈ [nk],

ω
(k)
j,i =


α

(k)
i if k ∈ [m− 1], A

(k+1)

j,: W
(k+1)
:,i ≥ 0;

α
(k)
i if k ∈ [m− 1], A

(k+1)

j,: W
(k+1)
:,i < 0;

1 if k = 0.

Θ
(k)
i,j =


β(k)

i
if k ∈ [m− 1], A

(k+1)

j,: W
(k+1)
:,i ≥ 0;

β
(k)

i if k ∈ [m− 1], A
(k+1)

j,: W
(k+1)
:,i < 0;

0 if k = m.

Indeed, λ(k)
j,i and ω(k)

j,i only differs in the conditions of selecting α(k)
i or α(k)

i ; similarly for
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∆
(k)
i,j and Θ

(k)
i,j .

3.4.2 Proof of Corollary 3.1.3

Definition 3.4.1 (Dual norm). Let ‖·‖ be a norm on Rn. The associated dual norm, denoted

as ‖ · ‖∗, is defined as

‖a‖∗ = {sup
y

a>y | ‖y‖ ≤ 1}.

Concrete upper bound. Our goal is to find a concrete upper and lower bound for the

m-th layer network output fj(x),∀x ∈ Bp(x0, ε). By Theorem 3.1.2, for x ∈ Bp(x0, ε), we

have fLj (x) ≤ fj(x) ≤ fUj (x) and fUj (x) = A
(0)
j,: x +

∑m
k=1 A

(k)
j,: (b(k) + ∆

(k)
:,j ). Thus define

γUj := maxx∈Bp(x0,ε) f
U
j (x), and we have

fj(x) ≤ fUj (x) ≤ max
x∈Bp(x0,ε)

fUj (x) = γUj ,

since ∀x ∈ Bp(x0, ε). In particular,

max
x∈Bp(x0,ε)

fUj (x) = max
x∈Bp(x0,ε)

[
A

(0)
j,: x+

m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j )

]

=

[
max

x∈Bp(x0,ε)
A

(0)
j,: x

]
+

m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j ) (3.30)

= ε

[
max

y∈Bp(0,1)
A

(0)
j,: y

]
+ A

(0)
j,: x0 +

m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j ) (3.31)

= ε‖A(0)
j,: ‖q + A

(0)
j,: x0 +

m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j ). (3.32)

From (3.30) to (3.31), let y := x−x0
ε

, and thus y ∈ Bp(0, 1). From (3.31) to (3.32), apply

Definition 3.4.1 and use the fact that `q norm is dual of `p norm for p, q ∈ [1,∞].
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Concrete lower bound. Similarly, let γLj := minx∈Bp(x0,ε) f
L
j (x), we have

fj(x) ≥ fLj (x) ≥ min
x∈Bp(x0,ε)

fLj (x) = γLj .

Since fLj (x) = A
(0)

j,: x+
∑m

k=1 A
(k)

j,: (b(k) + Θ
(k)
:,j ), we can derive γLj (similar to the derivation of

γUj ) below:

min
x∈Bp(x0,ε)

fLj (x) = min
x∈Bp(x0,ε)

[
A

(0)

j,: x+
m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j )

]

=

[
min

x∈Bp(x0,ε)
A

(0)

j,: x

]
+

m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j )

= −ε
[

max
y∈Bp(0,1)

−A
(0)

j,: y

]
+ A

(0)

j,: x0 +
m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j )

= −ε‖A(0)

j,: ‖q + A
(0)

j,: x0 +
m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j ).

Thus, we have

(concrete upper bound) γUj = ε‖A(0)
j,: ‖q + A

(0)
j,: x0 +

m∑
k=1

A
(k)
j,: (b(k) + ∆

(k)
:,j ),

(concrete lower bound) γLj = −ε‖A(0)

j,: ‖q + A
(0)

j,: x0 +
m∑
k=1

A
(k)

j,: (b(k) + Θ
(k)
:,j ),

3.4.3 Upper and Lower Bounds by Quadratic Approximation

Upper bound. Let fUj (x) be an upper bound of fj(x). To compute fUj (x) with quadratic

approximations, we can still apply (3.19) and (3.20) except that ρ(k)
r (y) and ρ(k)

r
(y) are

replaced by the following quadratic functions:

ρ(k)
r (y) = η(k)

r y2 + α(k)
r (y + β

(k)

r ), ρ(k)

r
(y) = η(k)

r
y2 + α(k)

r (y + β(k)

r
).
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Therefore,

fUj (x) =
∑

W
(m)
j,i ≥0

W
(m)
j,i · ρ

(m−1)
i (y

(m−1)
i ) +

∑
W

(m)
j,i <0

W
(m)
j,i · ρ(m−1)

i
(y

(m−1)
i ) + b

(m)
j , (3.33)

=

nm−1∑
i=1

W
(m)
j,i

(
τ

(m−1)
j,i y

(m−1)2
i + λ

(m−1)
j,i (y

(m−1)
i + ∆

(m−1)
i,j )

)
+ b

(m)
j , (3.34)

= y(m−1)>diag(q
(m−1)
U,j )y(m−1) + A

(m−1)
j,: y(m−1) + W

(m)
j,: ∆

(m−1)
:,j , (3.35)

= h(m−2)(x)>Q
(m−1)
U h(m−2)(x) + 2p

(m−1)
U h(m−2)(x) + s

(m−1)
U . (3.36)

From (3.33) to (3.34), we replace ρ(m−1)
i (y

(m−1)
i ) and ρ(m−1)

i
(y

(m−1)
i ) by their definitions

and let

(τ
(m−1)
j,i , λ

(m−1)
j,i ,∆

(m−1)
i,j ) =


(η

(m−1)
i , α

(m−1)
i , β

(m−1)

i ) if W
(m)
j,i ≥ 0;

(η(m−1)
i

, α
(m−1)
i , β(m−1)

i
) if W

(m)
j,i < 0.

From (3.34) to (3.35), we let q
(m−1)
U,j = W

(m)
j,: � τ

(m−1)
j,i , and write in the matrix form. From

(3.35) to (3.36), we substitute y(m−1) by its definition: y(m−1) = W(m−1)h(m−2)(x) + b(m−1)

and then collect the quadratic terms, linear terms and constant terms of h(m−2)(x), where

Q
(m−1)
U = W(m−1)>diag(q

(m−1)
U,j )W(m−1),

p
(m−1)
U = b(m−1)> � q

(m−1)
U,j + A

(m−1)
j,: ,

s
(m−1)
U = p

(m−1)
U b(m−1) + W

(m)
j,: ∆

(m−1)
:,j .

Lower bound. Similar to the above derivation, we can simply swap ρ(k)
r and ρ(k)

r
and

obtain lower bound fLj (x):

fLj (x) =
∑

W
(m)
j,i <0

W
(m)
j,i · ρ

(m−1)
i (y

(m−1)
i ) +

∑
W

(m)
j,i ≥0

W
(m)
j,i · ρ(m−1)

i
(y

(m−1)
i ) + b

(m)
j ,

= h(m−2)(x)>Q
(m−1)
L h(m−2)(x) + 2p

(m−1)
L h(m−2)(x) + s

(m−1)
L ,
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where

Q
(m−1)
L = W(m−1)>diag(q

(m−1)
L,j )W(m−1), q

(m−1)
L,j = W

(m)
j,: � ν

(m−1)
j,i ; (3.37)

p
(m−1)
U = b(m−1)> � q

(m−1)
U,j + A

(m−1)
j,: , p

(m−1)
L = b(m−1)> � q

(m−1)
L,j + A

(m−1)

j,: ; (3.38)

s
(m−1)
U = p

(m−1)
U b(m−1) + W

(m)
j,: ∆

(m−1)
:,j , s

(m−1)
L = p

(m−1)
L b(m−1) + W

(m)
j,: Θ

(m−1)
:,j , (3.39)

and

(ν
(m−1)
j,i , ω

(m−1)
j,i ,Θ

(m−1)
i,j ) =


(η(m−1)
i

, α
(m−1)
i , β(m−1)

i
) if W

(m)
j,i ≥ 0;

(η
(m−1)
i , α

(m−1)
i , β

(m−1)

i ) if W
(m)
j,i < 0.

(3.40)

3.4.4 The GetOutDegree Auxiliary Function in Backward Mode Perturbation

Analysis

Algorithm 3.3 Auxiliary Function for Computing Output Degrees
function GetOutDegree (o)
Create BFS queue and Q.push(o)
di ← 0 (∀i ≤ n)
while Q is not empty do
i = Q.pop()
for j ∈ u(i) do
dj+= 1
if j has not been in Q then
Q.push(j)

end if
end for

end while
end function

As mentioned in Section 3.4, we have an auxiliary “GetOutDegree” function for computing

the degree di of each node i, which is defined as the the number of outputs nodes of node i

that the node o is dependent on. This function is illustrated in Algorithm 3.3. We use a BFS

pass. At the beginning, node o is added into the queue. Next, each time we pick a node i

from the head of the queue. Node o is dependent on node i, and thus we increase the degree
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of its input nodes, each dj(j ∈ u(i)), by 1. Node o is also dependent on node j(j ∈ u(i)) and

we add node j to the queue if it has never been in the queue yet. We repeat this process

until the queue becomes empty, and at this time any node i that node o is dependent on has

been visited and has contributed to the dj(j ∈ u(i)) of its input nodes.

3.4.5 Proof of Theorem 3.2.1

In Theorem 3.2.1, we bound node o with:

∑
i∈V

Aihi(X) + d ≤ ho(X) ≤
∑
i∈V

Aihi(X) + d ∀X ∈ S. (3.41)

Initially, this inequality holds true with

Ao = Ao = I, Ai = Ai = 0(i 6= o), d = d = 0, (3.42)

because then ∑
i∈V

Aihi(X) + d =
∑
i∈V

Aihi(X) + d = ho(X)

meets (3.41).

Without loss of generality, we assume that the nodes are numbered in topological order,

i.e., for each node i and its input node j ∈ u(i), i > j holds true, and we assume that there

are n′ independent nodes. Then, we have o = n, and all the independent nodes have the

smallest numbers. This can be achieved via a topological sort for any computational graph.

We can also ignore nodes that node o does not depend on. With these assumptions, we show

a lemma:

Lemma 3.4.2. In Algorithm 3.2, every dependent node i(i > n′) will be visited once and

only once. And when node i is visited, all nodes that depend on node i must have been visited.
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Proof. First, node o is added to the queue and will be visited, and since it has no successor

node, it will not be added to the queue again during the BFS. We assume that node i . . . n

will be visited once and only once, and this is initially true with i = o = n. For i− 1 > n′,

we show that node (i− 1) will also be visited once and only once. When node i . . . n have all

been visited, the successor nodes of node (i− 1) have been visited and di−1 = 0, and node

(i− 1) is a dependent node. Therefore, node (i− 1) will be added to the queue and visited.

From the assumption on node i . . . n, all nodes that depend on the successor nodes of node

(i− 1) have also been visited. Nodes that depend on node (i− 1) consist of the successor

nodes of node (i − 1) and nodes that depend on these successors, and thus they have all

been visited. Since node i . . . n will not be visited more than once, node (i− 1) will not be

added to the queue by its successor nodes more than once. Therefore, node (i− 1) will also

be visited once and only once. Using mathematical induction, we can prove that the lemma

holds true for all node i(i > n′).

According to Lemma 3.4.2, every dependent node i is visited once and exactly once. When

node i is visited, Algorithm 3.2 performs the following changes to attributes d, d, Ai, Ai

and Aj,Aj(∀j ∈ u(i)):

Aj+= Λj, Aj+= Λj, dj−= 1 ∀j ∈ u(i), (3.43)

d+= ∆, d+= ∆, Ai←0, Ai←0, (3.44)

where Λj,Λj,∆j,∆j come from oracle function Fi as shown in (3.16), and

∑
j∈u(i)

Λjhj(X) + ∆ ≤ Aihi(X), Aihi(X) ≤
∑
j∈u(i)

Λjhj(X) + ∆.
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Thereby, with changes in (3.43) and (3.44), the linear lower bound in (3.41) becomes

ho(X) ≥
∑
k∈V

Akhk(X) + d

=
∑

k∈V,k 6=i,k/∈u(i)

Akhk(X) +
∑
j∈u(i)

Ajhj(X) + Aihi(X) + d

≥
∑

k∈V,k 6=i,k/∈u(i)

Akhk(X) +
∑
j∈u(i)

Ajhj(X) +
∑
j∈u(i)

Λjhj(X) + ∆ + d

=
∑

k∈V,k 6=i,k/∈u(i)

Akhk(X) +
∑
j∈u(i)

(Aj + Λj)hj(X) + (∆ + d), (3.45)

which remains a valid linear lower bound in the form of (3.41). Similarly, this also holds true

for the linear upper bound. In this way, Ai and Ai are propagated to its input nodes and set

to 0. Thereby the term w.r.t. hi(X) is eliminated in the linear bounds, as shown in (3.45).

At this time, all successor nodes of node i have been visited and will not been visited again.

Therefore, Ai and Ai will keep to be 0 after node i is visited. Therefore, when Algorithm 3.2

terminates, Ai,Ai of all dependent node i will be 0, and thereby we will obtain linear bounds

of node o w.r.t. all the independent nodes.

3.5 Conclusion

We have presented a general framework CROWN to efficiently compute a certified lower

bound of minimum distortion in neural networks for any given data point x0, and generalize

it to general linear relaxation based perturbation analysis (LiRPA) on general computational

graphs. We allow adaptive bounds for improved robustness verification and application to

general activation functions, and the bounds can be computed via an automatic procedure

on general computation graphs. Our experiments show that (1) CROWN outperforms state-

of-the-art baselines on ReLU networks and (2) CROWN can efficiently certify non-trivial

lower bounds for the minimum adversarial perturbation for large networks with over 10K
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neurons and with different activation functions. We will demonstrate the power of CROWN

for training large scale computer vision models (e.g., WideResNet, ResNeXt and DenseNet)

in a certified defense setting in Chapter 5.
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CHAPTER 4

Robustness Verification for Tree-based Models

In this chapter, we study the robustness verification problem of tree-based models, including

a single decision tree and tree ensembles such as random forests (RFs) and gradient boosted

decision trees (GBDTs). These models have been widely used in practice [Chen and Guestrin,

2016, Ke et al., 2017, Zhang et al., 2018a] and recent studies have demonstrated that both RFs

and GBDTs are vulnerable to adversarial perturbations [Kantchelian et al., 2016, Cheng et al.,

2019, Chen et al., 2019a]. It is thus important to develop a formal robustness verification

algorithm for tree-based models. As we have discussed in Chapter 2, Robustness verification

requires computing or lower bounding the minimal adversarial perturbation. For the setting

of tree based models, the `∞ norm threat model is particular interesting, because it aligns

well with the per-feature split nature of decision trees. Kantchelian et al. [2016] showed that

computing minimal adversarial perturbation for tree ensemble is NP-complete in general, and

they proposed a Mixed-Integer Linear Programming (MILP) based approach to compute the

minimal adversarial perturbation. Although exact verification is NP-hard, in order to have an

efficient verification algorithm for real applications we seek to answer the following questions:

• Do we have polynomial time algorithms for exact verification under some special circum-

stances?

• For general tree ensemble models with a large number of trees, can we efficiently compute

meaningful lower bounds on robustness while scaling to large tree ensembles?

In this chapter, we answer the above-mentioned questions affirmatively by formulating the

`∞ norm robustness verification problem of tree ensembles as a graph problem. First, we show
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that for a single decision tree, robustness verification can be done exactly in linear time. Then

we show that for an ensemble of K trees, the verification problem is equivalent to finding

the maximum cliques in a K-partite graph, and the graph is in a special form with boxicity

equal to the input feature dimension. Therefore, for low-dimensional problems, verification

can be done in polynomial time with maximum clique searching algorithms. Finally, for

large-scale tree ensembles, we propose a multiscale verification algorithm by exploiting the

boxicity of the graph, which can give tight lower bounds on robustness. Furthermore, it

supports any-time termination: we can stop the algorithm at any time to obtain a reasonable

lower bound given a computation time constraint. Our proposed algorithm is efficient and is

scalable to large tree ensemble models. For instance, on a large multi-class GBDT with 200

trees robustly trained (using [Chen et al., 2019a]) on the MNIST dataset, we obtained 78%

verified robustness accuracy on test set with maximum `∞ perturbation ε = 0.2 and the time

used for verifying each test example is 12.6 seconds, whereas the MILP method uses around

10 min for each test example.

4.1 Related Work on Robustness of Tree-based Models

Unlike neural networks, decision-tree based models are non-continuous step functions, and

thus existing neural network verification techniques cannot be directly applied. In [Bastani

et al., 2018], a single decision tree was verified to evaluate the robustness of reinforcement

learning policies. For tree ensembles, Kantchelian et al. [2016] showed that solving (2.1)

for general tree ensemble models is NP-complete, so no polynomial time algorithm can

compute r∗ for arbitrary trees unless P=NP. A Mixed Integer Linear Programming (MILP)

algorithm was thus proposed in [Kantchelian et al., 2016] to compute (2.1) in exponential time.

Recently, Einziger et al. [2019] and Sato et al. [2019] verify the robustness of tree ensembles

using an SMT solver, which is also NP-complete in its natural formulation. Additionally,

an approximate bound for tree ensembles was proposed recently in [Törnblom and Nadjm-
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Tehrani, 2019] by directly combining the bounds of each tree together, which can be seen as

a special case of our proposed method. Recently, Choi et al. [2020] proposed to use tractable

Boolean circuits to encode decision trees for explaining the decisions of random forests.

On the other hand, robustness can be empirically evaluated through adversarial at-

tacks [Papernot et al., 2016a]. Some hard-label attacking algorithms for neural networks,

including the boundary attack [Brendel et al., 2018] and OPT-attack [Cheng et al., 2019], can

be applied to tree based models since they only require function evaluation of the non-smooth

(hard-label) decision function f(·). Recently, Zhang et al. [2020a] proposed an efficient attack

specially designed for tree ensembles, exploiting the tree structures to find small adversarial

perturbations. These attacks computes an upper bound of r∗ (norm of minimum adversarial

perturbation, defined in Section 2.1). In contrast, our work focuses on efficiently computing

a tight lower bound of r∗ for ensemble trees.

4.2 A Graph based Algorithm for Tree Ensemble Verification

The exact verification problem of tree ensemble is NP-complete by its nature, and here

we propose a series of efficient verification algorithms for real applications. First, we will

introduce a linear time algorithm for exactly computing the minimal adversarial perturbation

r∗ for verifying a single decision tree. For an ensemble of trees, we cast the verification problem

into a max-clique searching problem in K-partite graphs. For large-scale tree ensembles, we

then propose an efficient multi-level algorithm for verifying an ensemble of decision trees.

4.2.1 Exactly Verifying a Single Tree in Linear Time

Although computing r∗ for a tree ensemble is NP-complete [Kantchelian et al., 2016], we

show that a linear time algorithm exists for finding the minimum adversarial perturbation

and computing r∗ exactly (rather than lower bounding it) for a single decision tree. We

assume the decision tree has n nodes and the root node is indexed as 0. For a given example
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x = [x1, . . . , xd] with d features, starting from the root, x traverses the decision tree model

until reaching a leaf node. Each internal node, say node i, has two children and a univariate

feature-threshold pair (ti, ηi) to determine the traversal direction—x will be passed to the left

child if xti ≤ ηi and to the right child otherwise. Each leaf node has a value vi corresponding

to the predicted class label for a classification tree, or a real value for a regression tree.

Conceptually, the main idea of our single tree verification algorithm is to compute a

d-dimensional box for each leaf node such that any example in this box will fall into this leaf.

Mathematically, the node i’s box is defined as the Cartesian product Bi = (li1, r
i
1]×· · ·×(lid, r

i
d]

of d intervals on the real line. By definition, the root node has box [−∞,∞]× · · · × [−∞,∞]

and given the box of an internal node i, its children’s boxes can be obtained by changing only

one interval of the box based on the split condition (ti, ηi). More specifically, if p, q are node

i’s left and right child node respectively, then we set their boxes Bp = (lp1, r
p
1]× · · · × (lpd, r

p
d]

and Bq = (lq1, r
q
1]× · · · × (lqd, r

q
d] by setting

(lpt , r
p
t ] =


(lit, r

i
t] if t 6= ti

(lit,min{rit, ηi}] if t = ti

, (lqt , r
q
t ] =


(lit, r

i
t] if t 6= ti

(max{lit, ηi}, rit] if t = ti.

(4.1)

After computing the boxes for internal nodes, we can also obtain the boxes for leaf nodes

using (4.1). Therefore computing the boxes for all the leaf nodes of a decision tree can be

done by a depth-first search traversal of the tree with time complexity O(nd).

With the boxes computed for each leaf node, the minimum perturbation required to

change x to go to a leaf node i can be written as a vector ε(x,Bi) ∈ Rd defined as

ε(x,Bi)t :=


0 if xt ∈ (lit, r

i
t]

xt − rit if xt > rit

lit − xt if xt ≤ lit.

(4.2)
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Then the minimal distortion can be computed as r∗ = mini:vi 6=y0 ‖ε(x,Bi)‖∞, where y0 is the

original label of x, and vi is the label for leaf node i. To find r∗, we check Bi for all leaves

and choose the smallest perturbation. This is a linear-time algorithm for exactly verifying the

robustness of a single decision tree. In fact, this O(nd) time algorithm is used to illustrate

the concept of “boxes” that will be used later on for the tree ensemble case. If our final goal

is to verify a single tree, we can have a more efficient algorithm by combining the distance

computation (4.2) in the tree traversal procedure, and the resulting algorithm will take only

O(n) time. This algorithm is presented in Algorithm 4.1.

Algorithm 4.1: Linear time `∞ verification (finding r∗) for a single decision tree.
1 Initial p∗ = 0, `t = −∞, rt =∞, ∀t = 1, . . . d;
2 ComputeBoundRecursive(0, 0);
/* Final result (the minimum perturbation) will be saved to p∗ */

3 Function ComputeBoundRecursive(i, p)
4 if i is leaf node then
5 if vi 6= y0 then
6 p∗ ← min(p∗, p);
7 else

/* Checking conditions for the left child */
8 s← rti ;
9 rti ← min(rti , Iti) ;

10 if lti ≤ rti then
11 if rti < xti then
12 ComputeBoundRecursive(i.left_child, max(p, |xti − rti |))
13 else
14 ComputeBoundRecursive(i.left_child, p) ;
15 rti ← s;

/* Checking conditions for the right child */
16 s← lti ;
17 lti ← max(lti , Iti) ;
18 if lti ≤ rti then
19 if lti > xti then
20 ComputeBoundRecursive(i.right_child, max(p, |xti − lti |))
21 else
22 ComputeBoundRecursive(i.right_child, p) ;
23 end
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4.2.2 Verifying Tree Ensembles by Max-clique Enumeration

Now we discuss the robustness verification for tree ensembles. Assuming the tree ensemble has

K decision trees, we use S(k) to denote the set of leaf nodes of tree k and m(k)(x) to denote

the function that maps the input example x to the leaf node of tree k according to its traversal

rule. Given an input example x, the tree ensemble will pass x to each of these K trees

independently and x reaches K leaf nodes i(k) = m(k)(x) for all k = 1, . . . , K. Each leaf node

will assign a prediction value vi(k) . For simplicity we start with the binary classification case,

with x’s original label being y0 = −1 and we want to turn it into +1. For binary classification

the prediction of the tree ensemble is computed by sign(
∑

k vi(k)), which covers both GBDTs

and random forests, two widely used tree ensemble models. Assume x has a label y0 = −1,

which means sign(
∑

k vi(k)) < 0 for x, and our task is to verify if the sign of the summation

can be flipped within a `∞ norm ball perturbation set, B∞(x, ε) := {x′ | ‖x′ − x‖∞ ≤ ε}.

We consider the decision problem of robustness verification (P) introduced in Section 2.1.

A naive analysis will need to check all the points in B∞(x, ε) which is uncountably infinite. To

reduce the search space to finite, we start by defining some notation: let C = {(i(1), . . . , i(K)) |

i(k) ∈ S(k), ∀k = 1, . . . , L} to be all the possible tuples of leaf nodes and let C(x) =

[m(1)(x), . . . ,m(K)(x)] be the function that maps x to the corresponding leaf nodes. Therefore,

a tuple C ∈ C directly determines the model prediction
∑
vC :=

∑
k vi(k) . Now we define a

valid tuple for robustness verification:

Definition 4.2.1. A tuple C = (i(1), . . . , i(K)) is valid if and only if there exists an x′ ∈

B∞(x, ε) such that C = C(x′).

The decision problem of robustness verification (P) can then be written as:

Does there exist a valid tuple C such that
∑

vC > 0?

Next, we show how to model the set of valid tuples. We have two observations. First, if a
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tuple contains any node i with infx′∈Bi{‖x− x′‖∞} > ε, then it will be invalid. Second, there

exists an x such that C = C(x) if and only if Bi(1) ∩ · · · ∩Bi(K) 6= ∅, or equivalently:

(li
(1)

t , ri
(1)

t ] ∩ · · · ∩ (li
(K)

t , ri
(K)

t ] 6= ∅, ∀t = 1, . . . , d.

We show that the set of valid tuples can be represented as cliques in a graph G = (V,E),

where V := {i|Bi ∩ B∞(x, ε) 6= ∅} and E := {(i, j)|Bi ∩ Bj 6= ∅}. In this graph, nodes are

the leaves of all trees and we remove every leaf that has empty intersection with B∞(x, ε).

There is an edge (i, j) between node i and j if and only if their boxes intersect. The graph

will then be a K-partite graph since there cannot be any edge between nodes from the same

tree, and thus maximum cliques in this graph will have K nodes. We define each part of the

K-partite graph as Vk. Here a “part” means a disjoint and independent set in the K-partite

graph. The following lemma shows that intersections of boxes have very nice properties:

Lemma 4.2.2. For boxes B1, . . . , BK, if Bi ∩ Bj 6= ∅ for all i, j ∈ [K], let B̄ = B1 ∩ B2 ∩

· · · ∩BK be their intersection. Then B̄ will also be a box and B̄ 6= ∅.

Proof. If we have K one dimensional intervals I1 = (l1, r1], I2 = (l2, r2], . . . , IT = (lK , rK ], we

want to prove if every pair of them have nonempty overlap I1 ∩ · · · ∩ IK 6= ∅. This can be

proved by the following. Without loss of generality we assume l1 ≤ l2 ≤ · · · ≤ lK . For each

k < K, Ik ∩ IK 6= ∅ implies lK < rk. Therefore, (lT ,min(r1, r2, . . . , rK)] will be a nonempty

set that is contained in I1, I2, . . . , IK . Therefore I1 ∩ I2 ∩ · · · ∩ IK 6= ∅ and it is another

interval.

This can be generalized to d-dimensional boxes. Assume we have boxes B1, . . . , BK such

that Bi ∩ Bj 6= ∅ for any i and j. Then for each dimension we can apply the above proof,

which implies that B1 ∩B2 ∩ · · · ∩BK 6= ∅ and the intersection will be another box.

Based on the above lemma, each K-clique (fully connected subgraph with K nodes) in G

can be viewed as a set of leaf nodes that has nonempty intersection with each other and also
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has nonempty intersection with B∞(x, ε), so the intersection of those K boxes and B∞(x, ε)

will be a nonempty box, which implies each K-clique corresponds to a valid tuple of leaf

nodes:

Lemma 4.2.3. A tuple C = (i(1), . . . , i(K)) is valid if and only if nodes i(1), . . . , i(K) form a

K-clique (maximum clique) in graph G constructed above.

Therefore the robustness verification problem can be formulated as

Is there a maximum clique C in G such that
∑

vC > 0? (4.3)

This reformulation indicates that the tree ensemble verification problem can be solved by an

efficient maximum clique enumeration algorithm. Some standard maximum clique searching

algorithms can be applied here to perform verification:

• Finding K-cliques in K-partite graphs: Any algorithm for finding all the maximum

cliques in G can be used. The classic B-K backtracking algorithm [Bron and Kerbosch,

1973] takes O(3
m
3 ) time to find all the maximum cliques where m is the number of nodes

in G. Furthermore, since our graph is a K-partite graph, we can apply some specialized

algorithms designed for finding all the K-cliques in K-partite graphs [Mirghorbani and

Krokhmal, 2013, Phillips et al., 2019, Schneider and Wulfhorst, 2002].

• Polynomial time algorithms exist for low-dimensional problems: Another im-

portant property for graph G is that each node in G is a d-dimensional box and each edge

indicates the intersection of two boxes. This implies our graph G is with “boxicity d” (see

[Chandran et al., 2010] for detail). [Chandran et al., 2010] proved that the number of

maximum cliques will only be O((2m)d) and it is able to find the maximum weight clique

in O((2m)d) time. Therefore, for problems with a very small d, the time complexity for

verification is actually polynomial.

Therefore we can exactly solve the tree ensemble verification problem using algorithms

for maximum cliques searching in K-partite graph, and its time complexity is found to be as
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follows:

Theorem 4.2.4. Exactly verifying the robustness of a K-tree ensemble with at most n leaves

per tree and d dimensional features takes min{O(nK), O((2Kn)d)} time.

This is a direct consequence of the fact that the number of K-cliques in a K-partite graph

with n vertices per part is bounded by O(nK), and number of maximum cliques in a graph

with a total of m nodes with boxicity d is O((2m)d). For a general graph, since K and d can

be in O(n) and O(m) [Roberts, 1969], it can still be exponential. But the theorem gives a

more precise characterization for the complexity of the verification problem for tree ensembles.

Based on the nice properties of maximum cliques searching problem, we propose a simple and

elegant algorithm that enumerates all K-cliques on a K-partite graph with a known boxicity

d in Algorithm 4.2, and we can use this algorithm for tree ensemble verification when the

number of trees or the dimension of features is small.

For a K-partite graph G, we define the set Ṽ := {V1, V2, · · · , VK} which is a set of

independent sets (“parts”) in G. The algorithm first looks at any first two parts V1 and V2

of the graph and enumerates all 2-cliques in O(|V1||V2|) time. Then, each 2-clique found is

converted into a “pseudo node” (this is possible due to Lemma 4.2.2), and all 2-cliques form a

new part V ′2 of the graph. Then we replace V1 and V2 with V ′2 , and continue to enumerate all

2-cliques between V ′2 and V3 to form V ′3 . A 2-clique between V ′2 and V3 represents a 3-clique

in V1, V2 and V3 due to boxicity. Note that enumerating all 3-cliques in a general 3-partite

graph takes O(|V1||V2||V3|) time; thanks to boxicity, our algorithm takes O(|V ′2 ||V3|) time

which equals to O(|V1||V2||V3|) only when V1 and V2 form a complete bipartite graph, which

is unlikely in common cases. This process continues recursively until we process all K parts

and have only V ′K left, where each vertex in V ′K represents a K-clique in the original graph.

After obtaining all K-cliques, we can verify their prediction values to compute a verification

bound.
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Algorithm 4.2: Enumerating all K-cliques on a K-partite graph with a known
boxicity d
input :V1, V2, , . . . , VK are the K independent sets (“parts”) of a K-partite graph

1 for k ← 1, 2, 3, . . . , K do
2 Uk ← {(Ai, Bi(k))|i(k) ∈ Vk, Ai = {i(k)}};

/* U is a set of tuples (A,B), which stores a set of cliques and their
corresponding boxes. A is the set of nodes in one clique and B is
the corresponding box of this clique. Initially, each node in Vk
forms a 1-clique itself. */

3 end
4 CliqueEnumerate(U1, U2, , . . . , UK);

5 Function CliqueEnumerate(U1, U2, , . . . , UK)
6 Ûold ← U1;
7 for k ← 2, 3, . . . , K do
8 Ûnew ← ∅;
9 for (Â, B̂) ∈ Ûold do

10 for (A, B) ∈ Uk do
11 if B ∩ B̂ 6= ∅ then

/* A k-clique is found; add it as a pseudo node with the
intersection of two boxes. */

12 Ûnew ← Ûnew ∪ {(A ∪ Â, B ∩ B̂)};
13 end
14 end
15 Ûold ← Ûnew;
16 end
17 return Ûnew;
18 end

4.2.3 An Efficient Multi-level Algorithm for Verifying the Robustness of a Tree

Ensemble

Practical tree ensembles usually have tens or hundreds of trees with large feature dimensions,

so Algorithm 4.2 will take exponential time and will be too slow. We thus develop an efficient

multi-level algorithm for computing verification bounds by further exploiting the boxicity of

the graph.

Figure 4.1 illustrates the graph and how our multilevel algorithm runs. There are four
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trees and each tree has four leaf nodes. A node is colored if it has nonempty intersection with

B∞(x, ε); uncolored nodes are discarded. To answer question (4.3), we need to compute the

maximum
∑
vC among all K-cliques, denoted by v∗. As mentioned before, for robustness

verification we only need to compute an upper bound of v∗ in order to get a lower bound

of minimal adversarial perturbation. In the following, we will first discuss algorithms for

computing an upper bound at the top level, and then show how our multi-scale algorithm

iteratively refines this bound until reaching the exact solution v∗.

Bounds for a single level. To compute an upper bound of v∗, a naive approach is to

assume that the graph is fully connected between independent sets (fully connected K-partite

graph) and in this case the maximum sum of node values is the sum of the maximum value

of each independent set: ∑|Ṽ |

k=1
maxi∈Vk vi ≥ v∗. (4.4)

Here we abuse the notation vi by assuming that each node i in Vk has been assigned a “pseudo

prediction value”, which will be used in the multi-level setting. In the simplest case, each

independent set represents a single tree, Vk = S(k) and vi is the prediction of a leaf. One can

easily show this is an upper bound of v∗ since any K-clique in the graph is still considered

when we add more edges to the graph, and eventually it becomes a fully connected K-partite

graph.

Another slightly better approach is to exploit the edge information but only between

tree t and t+ 1. If we search over all the length-K paths [i(1), . . . , i(K)] from the first to the

last part and define the value of a path to be
∑

k vi(k) , then the maximum valued path will

be a upper bound of v∗. This can be computed in linear time using dynamic programming.

We scan nodes from tree 1 to tree K, and for each node we store a value di which is the

maximum value of paths from tree 1 to this node. At tree k and node i, the di value can be
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Tree (1)

1 2 3

Tree (2)

5 6 7

Tree (3)

9 10 11

Tree (4)

13 164 8 12 14 15Leaf nodes

3, 6 4, 8 12, 14 12, 15

Merge (1) and (2) Merge (3) and (4)

Merge (1) (2) and (3) (4)

3, 6, 12, 14 4, 8, 12, 15 Final (exact) solution

Run single-level algorithm 
to get level 1 bound

Run single-level algorithm 
to get level 2 bound

Figure 4.1: The proposed multi-level verification algorithm. Lines between leaf node i on tree

t1 and leaf node j on t2 indicate that their `∞ feature boxes intersect (i.e., there exists an

input such that tree 1 predicts vi and tree 2 predicts vj).

computed by

di = vi + max
j:j∈Vk−1 and (j,i)∈E

dj. (4.5)

Then we take the max d value in the last tree. It produces an upper bound of v∗, since the

maximum valued path found by dynamic programming is not necessarily a K-clique. Again

Vk−1 = S(k−1) in the first level but it will be generalized below.

Merging T independent sets To refine the relatively loose single-level bound, we partition

the graph into K/T subgraphs, each with T independent sets. Within each subgraph, we

find all the T -cliques and use a new “pseudo node” to represent each T -clique. T -cliques in a

subgraph can be enumerated efficiently if we choose T to be a relatively small number (e.g.,

2 or 3 in the experiments).

Now we exploit the boxicity property to form a new graph among these T -cliques

(illustrated as the second level nodes in Figure 4.1). By Lemma 4.2.2, we know that the

intersection of T boxes will still be a box, so each T -clique is still a box and can be represented

as a pseudo node in the level-2 graph. Also because each pseudo node is still a box, we
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can easily form edges between pseudo nodes to indicate the nonempty overlapping between

them and this will be a (K/T )-partite boxicity graph since no edge can be formed for the

cliques within the same subgraph. Thus we get the level-2 graph. With the level-2 graph,

we can again run the single level algorithm to compute a upper bound on v∗ to get a lower

bound of r∗ in (2.1), but different from the level-1 graph, now we already considered all the

within-subgraph edges so the bounds we get will be tighter.

Algorithm 4.3: Multi-level verification framework
input :The set of leaf nodes of each tree, S(1), S(2), , . . . , S(K); maximum number of

independent sets in a subgraph (denoted as T ); maximum number of levels
(denoted as L), L ≤ dlogT (K)e;

1 for k ← 1, 2, . . . , K do
2 U

(0)
k ← {(Ai, Bi(k))|i(k) ∈ S(k), Ai = {i(k)}};

/* U is defined the same as in Algorithm 4.2. At level 0, each Vk forms
a 1-clique by itself. */

3 end
4 for l← 1, 2, . . . , L do

/* Enumerate all cliques in each subgraph at this level. Total dK/T le
subgraphs. */

5 for k ← 1, 2, . . . , dK/T le do
6 U

(l)
k ← CliqueEnumerate(U (l−1)

(k−1)T+1, U
(l−1)
(k−1)T+2, . . . , U

(l−1)
kT );

7 end
8 end
9 for k ← 1, 2, . . . , dK/TLe do

/* Define an independent set V ′k for each U
(L)
k . In each V ′k, we create

“pseudo nodes” which combines multiple nodes from lower levels, and
assign “pseudo prediction values” to them. */

10 V ′k ← {A
∣∣ (A,B) ∈ U (L)

k } ; /* V ′k is a set of sets; each element in V ′k
represents a clique. */

/* Construct the “pseudo prediction value” for each element in V ′k by
summing up all prediction values in the corresponding clique. */

11 For all A ∈ V ′k , vA ←
∑

i∈A vi
12 end
13 v̄ ← an upper bound of v∗ using (4.4) or (4.5), given Ṽ = {V ′1 , · · · , V ′dK/TLe};

/* If dK/TLe = 1, only 1 independent set left and each pseudo node
represents a K-clique; (4.4) or (4.5) will have a trivial solution where
v∗ is the maximum vA in U

(L)
1 . */
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The overall multi-level framework We can run the algorithm level by level until merging

all the subgraphs into one, and in the final level the pseudo nodes will correspond to the

K-cliques in the original graph, and the maximum value will be exactly v∗. Therefore, our

algorithm can be viewed as an anytime algorithm that refines the upper bound level-by-level

until reaching the maximum value. Although getting to the final level still requires exponential

time, in practice we can stop at any level (denoted as L) and get a reasonable bound. In

experiments, we will show that by merging few trees we already get a bound very close to

the final solution. Algorithm 4.3 gives the complete procedure.

Handling multi-class tree ensembles For a multiclass classification problem, say a

C-class classification problem, C groups of tree ensembles (each with K trees) are built

for the classification task; for the k-th tree in group c, prediction outcome is denoted as

i(k,c) = m(k,c)(x) where m(k,c)(x) is the function that maps the input example x to a leaf

node of tree k in group c. The final prediction is given by argmaxc
∑

k vi(k,c) . Given an input

example x with ground-truth class c and an attack target class c′, we extract 2K trees for

class c and class c′, and flip the sign of all prediction values for trees in group c′, such that

initially
∑

t vi(t,c) +
∑

t vi(t,c′) < 0 for a correctly classified example. Then, we are back to the

binary classification case with 2K trees, and we can still apply our multi-level framework

to obtain a lower bound r(c,c′) of r∗(c,c′) for this target attack pair (c, c′). Robustness of an

untargeted attack can be evaluated by taking r = minc′ 6=c r(c,c′).

4.2.4 Verification Problems Beyond Ordinary Robustness

The above discussions focus on the decision problem of `∞ robustness verification. In fact,

our approach works for a more general verification problem for any d-dimensional box B:

Is there any x′ ∈ S such that f(x′) 6= y0? (4.6)
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In typical robustness verification settings, S is defined to be B∞(x, ε) but in fact we can

allow any boxes in our algorithm. For a general B, Lemma 4.2.2 still holds so all of our

algorithms and analysis can go through. The only change is to compute the intersection

between B and each box of leaf node at the first level in Figure 4.1 and eliminate nodes that

have an empty intersection with B. So robustness verification is just a special case where we

remove all the nodes with empty intersection with B∞(x, ε). For example, we can identify a

set of unimportant variables, where any individual feature change in this set cannot alter

the prediction for a given sample x. For each feature i, we can choose B as Bi = [−∞,∞]

(or the the entire input domain, like [0, 1] for image data) and Bj 6=i = {xj} otherwise. If

the model is robust to such a single-feature perturbation, then this feature is added to the

unimportant set. Similarly, we can get a set of anchor features (similar to [Ribeiro et al.,

2018]) such that once a set of features are fixed, any perturbation outside the set cannot

change the prediction.

4.3 Experiments

4.3.1 Datasets and Evaluation Methods

We evaluate our proposed method for robustness verification of tree ensembles on two

tasks: binary and multiclass classification on 9 public datasets including both small and

large scale datasets. Our code (XGBoost compatible) is available at https://github.com/

chenhongge/treeVerification. We run our experiments on Intel Xeon Platinum 8160

CPUs. The datasets other than MNIST and Fashion-MNIST are from LIBSVM [Chang and

Lin, 2011]. The statistics of the data sets are shown in Table 4.1. As we defined in Section 4.1,

r∗ is the radius of minimum adversarial perturbation that reflects true model robustness, but

is hard to obtain; our method finds r that is a lower bound of r∗, which guarantees that no

adversarial example exists within radius r. A high quality lower bound r should be close to

r∗. We include the following algorithms in our comparisons:

84

https://github.com/chenhongge/treeVerification
https://github.com/chenhongge/treeVerification


Dataset training test # of # of # of robust depth test acc.
set size set size features classes trees ε rob. nat. rob. nat.

breast-cancer 546 137 10 2 4 0.3 8 6 .978 .964
covtype 400,000 181,000 54 7 80 0.2 8 8 .847 .877
diabetes 614 154 8 2 20 0.2 5 5 .786 .773

Fashion-MNIST 60,000 10,000 784 10 200 0.1 8 8 .903 .903
HIGGS 10,500,000 500,000 28 2 300 0.05 8 8 .709 .760
ijcnn1 49,990 91,701 22 2 60 0.1 8 8 .959 .980
MNIST 60,000 10,000 784 10 200 0.3 8 8 .980 .980
webspam 300,000 50,000 254 2 100 0.05 8 8 .983 .992

MNIST 2 vs. 6 11,876 1,990 784 2 1000 0.3 6 4 .997 .998

Table 4.1: The dataset statistics and model parameters for the models presented in Tables 4.2

and 4.3. For depth and test accuracy, the “rob.” column is for robust GBDT models [Chen

et al., 2019a] and the “nat.” column is for naturally trained GBDTs.

• Cheng’s attack [Cheng et al., 2019] provides results on adversarial attacks on these models,

which gives an upper bound of the model robustness r∗. We denote it as r and r ≥ r∗.

• MILP: an MILP (Mixed Integer Linear Programming) based method [Kantchelian et al.,

2016] gives the exact r∗. It can be very slow when the number of trees or dimension of the

features increases.

• LP relaxation: a Linear Programming (LP) relaxed MILP formulation by directly changing

all binary variables to continuous ones. Since the binary constraints are removed, solving

the minimization of MILP gives a lower bound of robustness, rLP , serving as a baseline

method.

• Our proposed multi-level verification framework in Section 4.2.3 (with pseudo code as

Algorithm 4.3). We are targeting to compute robustness interval rour for tree ensemble

verification.
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4.3.2 Comparison of Verification Bounds

In Tables 4.2 and 4.3 we show empirical comparisons on 9 datasets. We consider `∞

robustness, and normalize our datasets to [0, 1] such that perturbations on different datasets

are comparable. We use (4.4) (without dynamic programming) to obtain single layer bounds.

We include both standard (naturally trained) GBDT models (Table 4.2) and robust GBDT

models [Chen et al., 2019a] (Table 4.3). The robust GBDTs were trained by considering

model performance under the worst-case perturbation, which leads to a max-min saddle point

problem when finding the optimal split at each node [Chen et al., 2019a]. All GBDTs are

trained using the XGBoost framework [Chen and Guestrin, 2016]. The number of trees in

GBDTs and parameters used in training GBDTs for different datasets are shown in Table 4.1.

Because we solve the decision problem of robustness verification, we use a 10-step binary

search to find the largest r in all experiments, and the reported time is the total time including

all binary search trials. We present the average of r or r∗ over 500 examples. The MILP

based method from [Kantchelian et al., 2016] is an accurate but very slow method; the results

marked with an asterisk (“*”) in the table have very long running time and thus we only

evaluate 50 examples instead of 500.

From Tables 4.2 and 4.3 we can see that our method gives a tight lower bound r compared

to r∗ from MILP, while achieving up to ∼ 3000X speedup on large models. The running

time of the baseline LP relaxation, however, is on the same order of magnitude as the MILP

method, but the results are much worse, with rLP � r∗. Figure 4.2 shows how the tightness

of our robustness verification lower bounds changes with different size of clique per level

(T ) and different number of levels (L). We test on a 20-tree standard GBDT model on the

diabetes dataset. We also show the exact bound r∗ by the MILP method. Our verification

bound converges to the MILP bound as more levels of clique enumerations are used. Also,

when we use larger cliques in each level, the bound becomes tighter.

Results using dynamic programming in (4.5) are provided in Table 4.4 and 4.5. Since using
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Dataset Cheng’s attack MILP LP relaxation Ours (without DP) Ours vs. MILP
avg.
r

avg.
time

avg.
r∗

avg.
time

avg.
rLP

avg.
time T L

avg.
rour

avg.
time rour/r

∗ speedup

breast-cancer .221 2.18s .210 .012s .064 .009s 2 1 .208 .001s .99 12X
covtype .058 4.76s .028? 355?s .005? 154?s 2 3 .022 3.39s .79 105X
diabetes .064 1.70s .049 .061s .015 .026s 3 2 .042 .018s .86 3.4X

Fashion-MNIST .048 12.2s .014? 1150?s .003? 898?s 2 1 .012 11.8s .86 97X
HIGGS .015 3.80s .0028? 68?min .00035? 50?min 4 1 .0022 1.29s .79 3163X
ijcnn1 .047 2.72s .030 4.64s .008 2.67s 2 2 .026 .101s .87 4.6X
MNIST .070 11.1s .011? 367?s .003? 332?s 2 2 .011 5.14s 1.00 71X
webspam .027 5.83s .00076 47.2s .0002 39.7s 2 1 .0005 .404s .66 117X

MNIST 2 vs. 6 .152 12.0s .057 23.0s .016 11.6s 4 1 .046 .585s .81 39X

Table 4.2: Average `∞ distortion over 500 examples and average verification time per example

for three verification methods. Here we evaluate the bounds for standard (natural) GBDT

models. Results marked with a start (“?”) are the averages of 50 examples due to long

running time. T is the number of independent sets and L is the number of levels in searching

cliques used in our algorithm. A ratio rour/r
∗ close to 1 indicates better lower bound quality.

Dynamic programming in (4.5) is not applied. Results using dynamic programming are

provided in Table 4.5.

Dataset Cheng’s attack MILP LP relaxation Ours (without DP) Ours vs. MILP
avg.
r

avg.
time

avg.
r∗

avg.
time

avg.
rLP

avg.
time T L

avg.
rour

avg.
time rour/r

∗ speedup

breast-cancer .404 1.96s .400 .009s .078 .008s 2 1 .399 .001s 1.00 9X
covtype .079 .481s .046? 305?s .0053? 159?s 2 3 .032 4.84s .70 63X
diabetes .137 1.52s .112 .034s .035 .013s 3 2 .109 .006s .97 5.7X

Fashion-MNIST .153 13.9s .091? 41?min .009? 34?min 2 1 .071 18.0s .78 137X
HIGGS .023 3.58s .0084? 59?min .00031? 54?min 4 1 .0063 1.41s .75 2511X
ijcnn1 .054 2.63s .036 2.52s .009 1.26s 2 2 .032 0.58s .89 4.3X
MNIST .367 1.41s .264? 615?s .019? 515?s 2 2 .253 12.6s .96 49X
webspam .048 4.97s .015 83.7s .0024 60.4s 2 1 .011 .345s .73 243X

MNIST 2 vs. 6 .397 17.2s .313 91.5s .039 40.0s 4 1 .308 3.68s .98 25X

Table 4.3: Verification bounds and running time for robustly trained GBDT models

introduced in Chen et al. [2019a]. The settings for each method are similar to the settings in

Table 4.2.

dynamic programming to find the maximum valued path in a graph can take significantly

longer time than using (4.4), we found that the solving time increases noticeably if using the
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Dataset MILP Ours (with DP) Ours vs. MILP
avg. r∗ avg. time T L avg. rour avg. time rour/r

∗ speedup
breast-cancer .210 .012s 2 1 .209 .001s 1.00 12X

covtype .028? 355?s 2 3 .024 5.70s .86 62X
diabetes .049 .061s 2 2 .044 .013s .90 4.7X

Fashion-MNIST .014? 1150?s 2 1 .012 22.8s .86 50X
HIGGS .0028? 68?min 4 1 .0023 22.1s .82 185X
ijcnn1 .030 4.64s 2 1 .027 .053s .90 88X
MNIST .011? 367?s 2 1 .011 5.10s 1.00 72X
webspam .00076 47.2s 2 1 .00051 3.29s .67 14X

MNIST 2 vs. 6 .057 23.0s 4 1 .050 2.41s .88 9.5X

Table 4.4: Average `∞ distortion over 500 examples and average verification time per example

for three verification methods. Our algorithm uses dynamic programming (4.5) to solve the

last level. Here we evaluate the bounds for standard (natural) GBDT models. Results

marked with a star (“?”) are the averages of 50 examples due to long running time. T is the

number of independent sets and L is the number of levels in searching cliques used in our

algorithm. A ratio rour/r∗ close to 1 indicates better lower bound quality.

Dataset MILP Ours (with DP) Ours vs. MILP
avg. r∗ avg. time T L avg. rour avg. time rour/r

∗ speedup
breast-cancer .400 .009s 2 1 .399 .001s 1.00 9.0X

covtype .046? 305?s 2 2 .035 3.69s .76 83X
diabetes .112 .034s 2 2 .111 .005s .98 7.1X

Fashion-MNIST .091? 41?min 2 1 .071 19.9s .78 124X
HIGGS .0084? 59?min 4 1 .0069 4.25s .82 783X
ijcnn1 .036 2.52s 2 2 .035 .655s .97 3.8X
MNIST .264? 615?s 2 1 .264 7.74s 1.00 63X
webspam .015 83.7s 2 1 .011 1.26s .73 66X

MNIST 2 vs. 6 .313 91.5s 2 1 .309 5.91s .99 15.5X

Table 4.5: Verification bounds and running time for robustly trained GBDT models

introduced in Chen et al. [2019a]. The settings for each method are similar to the settings in

Table 4.4. Our algorithm uses dynamic programming (4.5) to solve the last level.
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same T and L values. For some models, we reduce the values of T or L in order to speed

up our method with dynamic programming. But even with smaller T or L values, the lower

bounds r can also be improved with dynamic programming.

4.3.3 Scalability

To show the scalability of our method, we vary the number of trees in GBDTs and compare

per example running time with the MILP method on ijcnn1 dataset in Figure 4.3. We see

that our multi-level method spends much less time on each example compared to the MILP

method and our running time grows slower than MILP when the number of trees increases.
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Figure 4.2: Robustness bounds obtained with different

parameters (T = {2, 3, 4}, L = {1, · · · , 6}) on a 20-tree

standard GBDTmodel trained on diabetes dataset (left)

and a 20-tree robust GBDT model trained on ijcnn1

dataset (right). rour converges to r∗ as L increases.
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Figure 4.3: Running time of MILP

and our method on robust GB-

DTs with different number of trees

(ijcnn1 dataset).

4.3.4 Application Beyond Robustness Verification

In Section 4.2.4, we showed that our algorithm works for more general verification problems

such as identifying unimportant features, where any changes on one of those features alone

cannot alter the prediction. We use MNIST to demonstrate pixel importance, where we
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perturb each pixel individually by ±ε while keeping other pixels unchanged, and obtain

the largest ε such that prediction is unchanged. In Figure 4.4, yellow pixels cannot change

prediction for any perturbation and a darker pixel represents a smaller lower bound r of

perturbation to change the model output using that pixel. The standard naturally trained

model has some very dark pixels compared to the robust model.

Standard DT Robust DT

0.0

0.5

1.0 Standard DT Robust DT

0.0

0.5

1.0 Standard DT Robust DT

0.0

0.5

1.0

Figure 4.4: Illustration of pixel importance on the MNIST dataset. For each 3-image group,

left: digit image; middle: results on standard DT model; right: results on robust DT model.

Changing one of any yellow pixels (r = 1.0) to any valid values between 0 and 1 cannot alter

model prediction; pixels in darker colors (smaller r) tend to affect model prediction more

than pixels in lighter colors (larger r).

We note that our perturbation-sensitivity notion of feature importance is complementary

to the conventional tree/forest feature importance, with several critical differences. In

Figure 4.5 below we show the feature importance map of the same standard and robust

models used in Figure 4.4. A feature’s importance is measured by the average gain across

all the splits it is used in. Pixels with darker color have larger importance and yellow pixels

have zero importance. Our single-feature robustness bounds shown in Figure 4 are different

from importance scores (Figure 4.5) in the following ways:

• The conventional feature importance score only depends on the model itself, and is test

data independent. Conversely, our single-feature robustness bound depends on both

the model and the test data point; for different data points, the model may be sensitive

to different features.

• The conventional feature importance is a heuristic score. Our robustness bound can
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give a formal guarantee that the model output would not change if this single feature is

perturbed within a given range.

• The conventional feature importance score assigns non-zero importance to more pixels

than our method does in general.

Standard DT Robust DT

0

2000

4000

Figure 4.5: Feature importance of the same models as in Figure 4. Left: standard DT model;

Right: robust DT model. Yellow pixels have zero feature importance while darker pixels have

larger importance. A feature’s importance is measured by the average gain across all the

splits it is used in.

4.4 Conclusion

In this chapter, we study the robustness verification problem for tree based models, including

decision trees, random forests (RFs) and gradient boosted decision trees (GBDTs). Formal

robustness verification of decision tree ensembles involves finding the exact minimal adversarial

perturbation or a guaranteed lower bound of it. Existing approaches find the minimal

adversarial perturbation by a mixed integer linear programming (MILP) problem, which takes

exponential time so is impractical for large ensembles. Although this verification problem

is NP-complete in general, we give a more precise complexity characterization. We show

that there is a simple linear time algorithm for verifying a single tree, and for tree ensembles

the verification problem can be cast as a max-clique problem on a multi-partite graph with
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bounded boxicity. For low dimensional problems when boxicity can be viewed as constant,

this reformulation leads to a polynomial time algorithm. For general problems, by exploiting

the boxicity of the graph, we develop an efficient multi-level verification algorithm that can

give tight lower bounds on robustness of decision tree ensembles, while allowing iterative

improvement and any-time termination. On RF/GBDT models trained on 10 datasets, our

algorithm is hundreds of times faster than a previous approach that requires solving MILPs,

and is able to give tight robustness verification bounds on large GBDTs with hundreds of

deep trees.
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CHAPTER 5

Training Deep Neural Networks with Verifiable

Robustness

In Chapter 3, we have discussed how to formally verify the robustness of neural networks

using our proposed linear relaxation based bound propagation algorithm, CROWN. In this

Chapter, we discuss how to utilize robustness verification algorithm to make a neural network

become provably robust against large adversarial perturbations via training. At a high level,

we can optimize neural network parameters (weights) to improve the bounds for neural

network output layer computed in Section 3.1, because these bounds (e.g., (3.9)) are functions

of network weights. This verifiable training approach is usually referred to as a certified

defense.

A representative work on certified defense is Wong and Kolter [2018], where they used

the dual of linear programming to provide a linear relaxation of the network (referred to as a

“convex outer adversarial polytope”) and the resulting bounds are tractable for optimization.

However, these methods are both computationally and memory intensive, and can increase

model training time by a factor of hundreds compared to ordinary training. On the other

hand, interval bound propagation (IBP) is a simple and efficient method for training verifiable

neural networks [Gowal et al., 2018, Mirman et al., 2018b], which achieved state-of-the-art

verified error on many datasets. However, since the IBP bounds are based on simple interval

arithmetic and are very loose during the initial phase of training, the training procedure can

be unstable and sensitive to hyperparameters.

In this chapter, we first discuss the strengths and weakness of existing linear relaxation
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based and interval bound propagation based certified defenses. Then we propose a new

certifiably robust training method, CROWN-IBP, which marries the efficiency of IBP and

the tightness of our linear relaxation based verification bound, CROWN [Zhang et al., 2018b],

introduced in Chapter 3. CROWN-IBP bound propagation involves a IBP based fast forward

bounding pass, and a tight convex relaxation based backward bounding pass (CROWN). We

propose the loss fusion technique such that the backward bounding process has the same

time complexitiy as the IBP pass regardless of neural network output size (e.g., the number

of class labels). Additional, CROWN-IBP provides flexibility for exploiting the strengths of

both IBP and convex relaxation based certified defense.

The efficiency, tightness and flexibility of CROWN-IBP allow it to outperform state-

of-the-art methods for training verifiable neural networks with `∞ robustness under all ε

settings on MNIST and CIFAR-10 datasets. In our experiment, on MNIST dataset we reach

7.02% and 12.06% IBP verified error under `∞ distortions ε = 0.3 and ε = 0.4, respectively,

outperforming the state-of-the-art baseline results by IBP (8.55% and 15.01%). On CIFAR-10,

at ε = 2
255

, CROWN-IBP decreases the verified error from 55.88% (IBP) to 46.03% and

matches convex relaxation based methods; at a larger ε, CROWN-IBP outperforms all other

methods with a noticeable margin. On downscaled ImageNet dataset with 14 million images

and 1,000 class labels, we improve verified error from 93.78% (IBP) to 91.27%.

5.1 Additional Background and Related Work

In Section 2.4, we discussed certified defense algorithms which solves the robust optimization

problem:

min
θ

E
(x,y)∈X

[
max
x′∈S(x)

L(x′, y; θ)

]
(5.1)

Certified adversarial defenses find an upper bound of the inner maximization problem,

typically by bounding this inner max using certain relaxations. There are two certified robust

training methods that are related to our work and we describe them in detail below:
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Linear Relaxation Based Certified Defense. One of the most popular verifiable ad-

versarial training method was proposed in [Wong and Kolter, 2018] using linear relaxations

of neural networks to give an upper bound of the inner max. Other similar approaches

include Mirman et al. [2018b], Wang et al. [2018a], Dvijotham et al. [2018b]. Since the

bound propagation process of a convex outer adversarial polytope is too expensive, several

methods were proposed to improve its efficiency, like Cauchy projection [Wong et al., 2018]

and dynamic mixed training [Wang et al., 2018a]. However, even with these speed-ups, the

training process is still slow. Also, this method may significantly reduce a model’s standard

accuracy (accuracy on natural, unmodified test set). As we will demonstrate shortly, we find

that this method tends to over-regularize the network during training, which is harmful for

obtaining good accuracy.

Interval Bound Propagation (IBP). Interval Bound Propagation (IBP) uses a very

simple rule based on interval arithmetic [Dawood, 2011] to compute the lower and upper

bounds for each layer of the neural network. Unlike linear relaxation based methods, IBP

does not use tight linear relaxations for ReLU and does not consider the correlations between

neurons of different layers, yielding much looser bounds. Mirman et al. [2018b] proposed a

variety of abstract domains to give sound over-approximations for neural networks, including

the “Box/Interval Domain” (referred to as IBP in Gowal et al. [2018]) and showed that it

could scale to much larger networks than other works [Raghunathan et al., 2018a] could at

the time. Gowal et al. [2018] demonstrated that IBP could outperform many state-of-the-art

results by a large margin with more precise approximations for the last linear layer and better

training schemes. However, IBP can be unstable to use and hard to tune in practice, since

the bounds can be very loose especially during the initial phase of training, posing a challenge

to the optimizer. To mitigate instability, Gowal et al. [2018] use a mixture of regular and

minimax robust cross-entropy loss as the model’s training loss.
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5.2 CROWN-IBP: An Efficient Algorithm for Training Neural Net-

works with Verifiable Robustness Guarantee

In this section we introduce our new algorithm, CROWN-IBP, for training verifiably robust

neural networks.

5.2.1 Notations

Similar to our definition in Chapter 3, we define an L-layer feed-forward neural network

recursively as:

f(x) = y(L) y(l) = W(l)h(l−1) + b(l) W(l) ∈ Rnl×nl−1 b(l) ∈ Rnl

h(l) = σ(l)(y(l)), h(l), y(l) ∈ Rnl ∀l ∈ {1, · · · , L− 1}

where h(0)(x) = x, n0 represents input dimension and nL is the number of classes, σ is an

element-wise activation function. We use y to represent pre-activation neuron values and h

to represent post-activation neuron values. Consider an input example xk with ground-truth

label yk, we define a set of S(xk, ε) = {x|‖x − xk‖∞ ≤ ε} and we desire a robust network

to have the property yk = argmaxj[f(x)]j for all x ∈ S. We define element-wise upper and

lower bounds for y(l) and h(l) as l(l) ≤ y(l) ≤ u(l) and h(l) ≤ h(l) ≤ h
(l).

5.2.2 Verification Specifications

We define a specification vector c ∈ RnL , that gives a linear combination for neural network

output: c>f(x). In robustness verification, typically we set ci = 1 where i is the ground

truth class label, cj = −1 where j is the attack target label and other elements in c are 0.

This represents the margin between class i and class j. For an nL class classifier and a given

label y, we define a specification matrix C ∈ RnL×nL as:
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Ci,j =


1, if j = y, i 6= y (output of ground truth class)

−1, if i = j, i 6= y (output of other classes, negated)

0, otherwise (note that the y-th row contains all 0)

(5.2)

Importantly, we define the margin function m(x, y) := Cf(x) ∈ RnL and each element in

m(x, y) gives us margins between class y and all other classes. We define the lower bound

of m(x, y) for all x ∈ S(xk, ε) as m(xk, ε), which is a very important quantity: when all

elements of m(xk, ε) > 0, xk is verifiably robust for any perturbation with `∞ norm less than

ε. m(xk, ε) can be obtained by a neural network verification algorithm, such as convex outer

adversarial polytope, IBP, or CROWN. Additionally, Wong and Kolter [2018] showed that

for cross-entropy (CE) loss:

max
x∈S(xk,ε)

L(f(x); y; θ) ≤ L(−m(xk, ε); y; θ). (5.3)

(5.3) gives us the opportunity to solve the robust optimization problem (5.1) via minimizing

this tractable upper bound of inner-max. This guarantees that maxx∈S(xk,ε) L(f(x), y) is also

minimized.

5.2.3 Analysis of IBP and Linear Relaxation based Verifiable Training Methods

Interval Bound Propagation (IBP) Interval Bound Propagation (IBP) uses a simple

bound propagation rule. For the input layer we set xL ≤ x ≤ xU element-wise. For affine

layers we have:

u(l) = W(l)h
(l−1)

+ h(l−1)

2
+ |W(l)|h

(l−1) − h(l−1)

2
+ b(l) (5.4)

l(l) = W(l)h
(l−1)

+ h(l−1)

2
− |W(l)|h

(l−1) − h(l−1)

2
+ b(l) (5.5)
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Dataset ε (`∞ norm) CAP verified error CROWN verified error
(adaptive ReLU lower bound) IBP verified error

MNIST

0.1 8.90% 7.05% 5.83%
0.2 45.37% 24.17% 7.37%
0.3 97.77% 65.26% 10.68%
0.4 99.98% 99.57% 16.76%

Fashion-MNIST 0.1 44.64% 36.85% 23.49%

CIFAR-10 2/255 62.94% 60.83% 58.75%
8/255 91.44% 82.68% 73.34%

Table 5.1: IBP trained models have low IBP verified errors but when verified with a typically

much tighter bound, including convex outer adversarial polytope (CAP) [Wong et al., 2018]

and CROWN [Zhang et al., 2018b], the verified errors increase significantly. CROWN is

generally tighter than convex outer adversarial polytope however the gap between CROWN

and IBP is still large, especially at large ε. We used a 4-layer CNN network for all datasets

to compute these bounds. Note that here the CROWN verified errors are produced using

the adaptive lower bound described in Section 3.1.4. In Table 3.2, for r ∈ S±k , if we set

a = β(k)

r
= 0, CROWN can achieve slight better results than IBP, as CROWN will use a

strictly tighter convex relaxation in this setting.
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where |W(l)| takes element-wise absolute value. Note that h(0)
= xU and h(0) = xL

1. And for

element-wise monotonic increasing activation functions σ,

h
(l)

= σ(u(l)) h(l) = σ(l(l)). (5.6)
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Figure 5.1: Interval Bound Propagation viewed as training an augmented neural network

(IBP-NN). The inputs of IBP-NN are two images xk + ε and xk− ε. The output of IBP-NN is

a vector of lower bounds of margins (denoted asm) between ground-truth class and all classes

(including the ground-truth class itself) for all xk − ε ≤ x ≤ xk + ε. This vector m is negated

and sent into a regular softmax function to get model prediction. The top-1 prediction of

softmax is correct if and only if all margins between the ground-truth class and other classes

(except the ground truth class) are positive, i.e., the model is verifiably robust. Thus, an

IBP-NN with low standard error guarantees low verified error on the original network.

We found that IBP can be viewed as training a simple augmented ReLU network which

is friendly to optimizers (see Figure 5.1). We also found that a network trained using IBP

can obtain good verified errors when verified using IBP, but it can get much worse verified

errors using linear relaxation based verification methods, including convex outer adversarial

polytope (CAP) by Wong and Kolter [2018] (equivalently, Fast-Lin by Weng et al. [2018]) and

1 For inputs bounded with general norms, IBP can be applied as long as this norm can be converted to
per-neuron intervals after the first affine layer. For example, for `p norms (1 ≤ p ≤ ∞) Hölder’s inequality

can be applied at the first affine layer to obtain u(1) and l(1), and IBP rule for later layers do not change.
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CROWN [Zhang et al., 2018b] (using the default adaptive lower bound setting for unstable

ReLU neurons). Table 5.1 demonstrates that this gap can be very large on large ε.

However, IBP is a very loose bound during the initial phase of training, which makes

training unstable and hard to tune; purely using IBP frequently leads to divergence. Gowal

et al. [2018] proposed to use a ε schedule where ε is gradually increased during training, and

a mixture of robust cross-entropy loss with natural cross-entropy loss as the objective to

stabilize training:

min
θ

E
(x,y)∈X

[
κL(x; y; θ) + (1− κ)L(−mIBP(x, ε); y; θ)

]
, (5.7)

Issues with linear relaxation based training. Since IBP hugely outperforms linear

relaxation based methods in the recent work [Gowal et al., 2018] in many settings, we want

to understand what is going wrong with linear relaxation based methods. We found that,

empirically, the norm of the weights in the models produced by linear relaxation based

methods such as [Wong and Kolter, 2018] and [Wong et al., 2018] does not change or even

decreases during training. In Figure 5.2 we train a small 4-layer MNIST model and we

linearly increase ε from 0 to 0.3 in 60 epochs. We plot the `∞ induced norm of the 2nd CNN

layer during the training process of CROWN-IBP and [Wong et al., 2018]. The norm of

weight matrix using [Wong et al., 2018] does not increase. When ε becomes larger (roughly

at ε = 0.2, epoch 40), the norm even starts to decrease slightly, indicating that the model

is forced to learn smaller norm weights. Meanwhile, the verified error also starts to ramp

up possibly due to the lack of capacity. We conjecture that linear relaxation based training

over-regularizes the model, especially at a larger ε. However, in CROWN-IBP, the norm of

weight matrices keep increasing during the training process, and verifiable error does not

significantly increase when ε reaches 0.3.

Another issue with current linear relaxation based training or verification methods is
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Figure 5.2: Verified error and 2nd CNN layer’s `∞ induced norm for a model trained

using [Wong et al., 2018] and CROWN-IBP. ε is increased from 0 to 0.3 in 60 epochs.

their high computational and memory cost, and poor scalability. For the small network in

Figure 5.2, convex outer adversarial polytope (with 50 random Cauchy projections) is 8

times slower and takes 4 times more memory than CROWN-IBP (without using random

projections). Convex outer adversarial polytope [Wong et al., 2018] scales even worse for

larger networks; see Section 5.3.1.2 for a comparison.

5.2.4 The proposed algorithm: CROWN-IBP

Overview. We have reviewed IBP and linear relaxation based methods above. As shown

in Gowal et al. [2018], IBP performs well at large ε with much smaller verified error, and also

efficiently scales to large networks; however, it can be sensitive to hyperparameters due to its

very imprecise bound at the beginning phase of training. On the other hand, linear relaxation

based methods can give tighter lower bounds m at the cost of high computational expenses,

but it over-regularizes the network at large ε and forbids us to achieve good standard and

verified accuracy. We propose CROWN-IBP, a new certified defense where we optimize the
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following problem (θ represents the network parameters):

min
θ

E
(x,y)∈X

[
κL(x; y; θ)︸ ︷︷ ︸

natural loss

+(1− κ)L
(
− (

IBP bound︷ ︸︸ ︷
(1− β)mIBP(x, ε) +

CROWN-IBP bound︷ ︸︸ ︷
(βmCROWN-IBP(x, ε)); y; θ

)︸ ︷︷ ︸
robust loss

]
,

(5.8)

where our lower bound of margin m(x, ε) is a combination of two bounds with different

natures: IBP, and a CROWN-style bound (which will be detailed below); L is the cross-

entropy loss. Note that the combination is inside the loss function and is thus still a valid lower

bound; thus (5.3) still holds and we are within the minimax robust optimization theoretical

framework. Similar to IBP and TRADES [Zhang et al., 2019b], we use a mixture of natural

and robust training loss with parameter κ, allowing us to explicitly trade-off between clean

accuracy and verified accuracy.

In a high level, the computation of the lower bounds of CROWN-IBP (mCROWN-IBP(x, ε))

consists of IBP bound propagation in a forward bounding pass and CROWN-style bound

propagation in a backward bounding pass. We discuss the details of CROWN-IBP algorithm

below.

Forward Bound Propagation in CROWN-IBP. In CROWN-IBP, we first obtain u(l)

and l(l) for all layers by applying (5.4), (5.5) and (5.6). Then we will obtainmIBP(x, ε) = l(L)

(assuming C is merged into W(L)). The time complexity is comparable to two forward

propagation passes of the network.

Backward Bound Propagation in CROWN-IBP. Then, we use the CROWN algo-

rithm discussed in Chapter 3 to obtain a tighter bound on m. Instead of using CROWN

to obtain intermediate layer bounds u(l) and l(l), we reuse the intermediate bounds by IBP.

This allows us to run only one single pass of backward bound propagation.

Following the derivation in Chapter 3, A lower bound for the output (logit) layer y(L)
i
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with input bounded within xL ≤ x ≤ xU can then be given as a linear equation w.r.t. inputs:

y
(L)
i ≤ A

(0)

i,: x+ bi (5.9)

See Theorem 3.1.2 for explicit expressions for A
(0) and b. Now we consider that the input x

is bounded: xL ≤ x ≤ xU ; we can obtain concrete bounds:

[mCROWN-IBP]i =
∑

k,A
(0)
i,k<0

A
(0)

i,kxU,k +
∑

k,A
(0)
i,k>0

A
(0)

i,kxL,k + bi (5.10)

For ReLU networks, convex outer adversarial polytope [Wong and Kolter, 2018] uses a

very similar bound propagation procedure. CROWN allows an adaptive selection of α(l)

(lower bound slope for ReLU neurons) as discussed in Section 3.1.4, thus often gives better

bounds (e.g., see Table 5.1).

5.2.5 Scaling to Large Datasets with Loss Fusion

The optimization problem of our robust training is formulated as minimizing the robust loss:

min
θ

E
(x,y)∈X

[
max

x′∈S(x,ε)
L(f(x′); y; θ)

]
(5.11)

where f(x) is the network output at the logit layer, and y is the ground truth. L is typically

the cross-entropy loss with softmax. In previous works, the cross-entropy loss is upper

bounded by lower bounds on margins, as a consequence of Theorem 2 in Wong and Kolter

[2018]: maxx′∈S(x,ε) L(f(x′); y; θ) ≤ L(−m(x, ε); y; θ). This requires us to first obtainm(x, ε),

the lower bound of m(x′, y) for x′ ∈ S(x, ε) using IBP, CROWN or other LiRPA based

approach, and then obtain an upper bound of maxx′∈S(x,ε) L(f(x′); y; θ) in an IBP-like manner

(if we treat the loss function as a layer of the NN). If we use IBP as the forward bounding pass

and CROWN for the logit layer as discussed in Section 5.2.4, the time complexity depends on

nL which is the output (logit) layer size (or the number of class labels). This cannot scale to
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large datasets when nL is large (e.g. in Tiny ImageNet nL = 200; in ImageNet nL = 1000).

We propose a new technique, loss fusion, which directly computes an upper bound of the

inner maximization maxx′∈S(x,ε) L(f(x′); y; θ) without m(x, ε) as a proxy. This is possible

by treating L as the output node of the computational graph, and apply our generalized

LiRPA algorithm as discussed in Section 3.2. Specifically, when L is the cross entropy loss

with softmax on the logit layer, we have:

L(f(x); y; θ) = − log
[exp(f(x))]y∑
i≤nL [exp(f(x))]i

= log s(x; y; θ),

where s(x; y; θ) =
∑
i≤nL

exp([−m(x, y)]i)

Because the log function is monotonic, to upper bound maxx′∈S(x,ε) L(f(x′); y; θ), we can

upper bound the function s(x; y; θ) instead. s(x; y; θ) is a simple function of marginsm(x, y):

just an exponential function and a summation, and can be automatically dealt with on its

computational graph using LiRPA (Section 3.2). The only extra function we need to relax in

this case is the exponential function: y = exp(x), and in this special case we only need to use

its upper bound, since we need a summation over all exp([−m(x, y)]i) terms and all weights

are +1 (positive). The linear upper bound of exp(x) given l ≤ x ≤ u is simply a line passing

(l, el) and (u, eu), as demonstrated in Figure 5.3. Particularly, this will be tighter than IBP

based relaxation.

Then, we can obtain the upper bound of L(f(x); y; θ) directly using CROWN-IBP, by

using IBP to propagate all intermediate layer bounds and using CROWN on the output loss

s(x; y; θ) to obtain its upper bound s(x; y; θ). The CROWN-IBP upper bound for the inner

maximization is:

LCROWN-IBP(x, ε; y; θ) = log s(x; y; θ)
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Figure 5.3: Illustration of different upper bounds of exp(x) within x ∈ [−1.5, 1.5]. The linear

bound (blue line) is a tighter bound than the IBP bound (red line). The blue area stands

for the gap between the two upper bounds. Note that for this particular setting of upper

bounding s(x; y; θ) we need only upper bounds for this non-linear function.

This is a novel method that has not appeared in previous works and makes the time

complexity of upper bounding L(fθ(X), y) independent of nL, as now the output layer is a

scalar with dimension 1. Finally, the training loss becomes:

min
θ

E
(x,y)∈X

κL(x; y; θ)︸ ︷︷ ︸
natural loss

+(1− κ)
[
(1− β)

IBP bound︷ ︸︸ ︷
L
(
−mIBP(x, ε); y; θ

)
+β

fused CROWN-IBP bound︷ ︸︸ ︷
LCROWN-IBP(x, ε; y; θ)︸ ︷︷ ︸

robust loss

]
(5.12)

5.2.6 Computational Cost

Ordinary CROWN [Zhang et al., 2018b] and convex outer adversarial polytope [Wong and

Kolter, 2018] use (5.10) to compute all intermediate layer’s u(m) and l(m) (m ∈ [L]), by

considering W(m) as the final layer of the network. For each layer m, we need a different set

of m A matrices (see Theorem 3.1.2, where we compute each A one by one in (3.7)), defined
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as A
m,(l)

, l ∈ {m− 1, · · · , 0}. This causes three computational issues:

• Unlike the last layer W(L), an intermediate layer W(m) typically has a much larger output

dimension nm � nL thus all A
m,(l) ∈ {Am,(m−1)

, · · · ,Am,(0)} have large dimensions Rnm×nl .

• Computation of all A
m,(l) matrices is expensive. Suppose the network has n neurons for

all L− 1 intermediate and input layers and nL � n neurons for the output layer (assuming

L ≥ 2), the time complexity of ordinary CROWN or convex outer adversarial polytope is

O(
∑L−2

l=1 ln
3 + (L− 1)nLn

2) = O((L− 1)2n3 + (L− 1)nLn
2) = O(Ln2(Ln+ nL)). A ordinary

forward propagation only takes O(Ln2) time per example, thus ordinary CROWN does not

scale up to large networks for training, due to its quadratic dependency in L and extra Ln

times overhead.

• When both W(l) and W(l−1) represent convolutional layers with small kernel tensors K(l)

and K(l−1), there are no efficient GPU operations to form the matrix W(l)D(l−1)W(l−1) using

K(l) and K(l−1). Existing implementations either unfold at least one of the convolutional

kernels to fully connected weights, or use sparse matrices to represent W(l) and W(l−1). They

suffer from poor hardware efficiency on GPUs.

In CROWN-IBP, we use IBP to obtain bounds of intermediate layers, which takes only

twice the regular forward propagate time (O(Ln2)), thus we do not have the first and

second issues. The time complexity of the backward bound propagation in CROWN-IBP

is O((L − 1)nLn
2), only nL times slower than forward propagation and significantly more

scalable than ordinary CROWN (CROWN is Ln times slower than forward propagation,

where typically n� nL, and nL = 1 when loss fusion is used). The third convolution issue

is also not a concern, since we start from the last specification layer W(L) which is a small

fully connected layer. Suppose we need to compute W(L)D(L−1)W(L−1) and W(L−1) is a

convolutional layer with kernel K(L−1), we can efficiently compute (W(L−1)>(D(L−1)W(L)>))>

on GPUs using the transposed convolution operator with kernel K(L−1), without unfolding

any convoluational layers. Conceptually, the backward pass of CROWN-IBP propagates
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a small specification matrix W(L) backwards, replacing affine layers with their transposed

operators, and activation function layers with a diagonal matrix product. This allows efficient

implementation and better scalability.

5.2.7 Advantages of CROWN-IBP

Tightness, efficiency and flexibility are unique benefits of CROWN-IBP:

• CROWN-IBP is based on CROWN, a tight linear relaxation based lower bound which

can greatly improve the quality of bounds obtained by IBP to guide verifiable training and

improve stabability;

• CROWN-IBP avoids the high computational cost of convex relaxation based methods: the

time complexity is reduced from O(Ln2(Ln + nL)) to O(Ln2nL); when loss fusion is used,

nL = 1, so its complexity is O(Ln2), the same as IBP; also, there is no quadratic dependency

on L. Thus, CROWN-IBP is efficient on relatively large networks, and this is the first time

in the literature that a tight LiRPA based bound can be computed in the same asymptotic

complexity as forward propagation and IBP;

• The objective (5.8) is strictly more general than IBP and allows the flexibility to exploit

the strength from both IBP (good for large ε) and convex relaxation based methods (good

for small ε). We can slowly decrease β to 0 during training to avoid the over-regularization

problem, yet keeping the initial training of IBP more stable by providing a much tighter

bound; we can also keep β = 1 which helps to outperform convex relaxation based methods

in small ε regime (e.g., ε = 2/255 on CIFAR-10).
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5.3 Experiments

5.3.1 Results on Training Neural Networks with Verifiable Robustness

We first evaluate the effective of CROWN-IBP on two smaller datasets, MNIST and CIFAR-10.

Experiments in this subsection do use the loss fusion technique, and we present results on

larger datasets with loss fusion in Section 5.3.2.

5.3.1.1 Setup

Models and training schedules. We evaluate CROWN-IBP on three models that are

similar to the models used in [Gowal et al., 2018] on MNIST and CIFAR-10 datasets with

different `∞ perturbation norms. Here we denote the small, medium and large models

in Gowal et al. [2018] as DM-small, DM-medium and DM-large. During training, we

first warm up (regular training without robust loss) for a fixed number of epochs and then

increase ε from 0 to εtrain using a ramp-up schedule of R epochs. Similar techniques are

also used in many other works [Wong et al., 2018, Wang et al., 2018a, Gowal et al., 2018].

For both IBP and CROWN-IBP, a natural cross-entropy (CE) loss with weight κ (as in

Eq (5.8)) may be added, and κ is scheduled to linearly decrease from κstart to κend within

R ramp-up epochs. Gowal et al. [2018] used κstart = 1 and κend = 0.5. To understand the

trade-off between verified accuracy and standard (clean) accuracy, we explore two more

settings: κstart = κend = 0 (without natural CE loss) and κstart = 1, κend = 0. For β, a

linear schedule during the ramp-up period is used, but we always set βstart = 1 and βend = 0,

except that we set βstart = βend = 1 for CIFAR-10 at ε = 2
255

. Detailed model structures and

hyperparameters are deferred to Section 5.4.1. Our training code for IBP and CROWN-IBP,

and pre-trained models are publicly available 2.

2 TensorFlow implementation and pre-trained models are available at this URL:
https://github.com/deepmind/interval-bound-propagation/

PyTorch implementation and pre-trained models: https://github.com/huanzhang12/CROWN-IBP
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Metrics. Verified error is the percentage of test examples where at least one element in

the lower bounds m(xk, ε) is < 0. It is an guaranteed upper bound of test error under any

`∞ perturbations. We obtain m(xk, ε) using IBP or CROWN-IBP (Eq. 5.10). We also report

standard (clean) errors and errors under 200-step PGD attack. PGD errors are lower bounds

of test errors under `∞ perturbations.

Table 5.2: Verified, standard (clean) and PGD attack errors for DM-large models trained

using IBP and CROWN-IBP on MNIST (see Table 5.11 for other models).

ε (`∞ norm) Method κ schedules Model errors (%) Best errors reported in literature (%)
κstart κend Standard Verified PGD Source Standard Verified

IBP
0 0 1.13 2.89 2.24 Gowal et al. [2018] 1.06 2.92*

1 0.5 1.08 2.75 2.02 Dvijotham et al. [2018b] 1.2 4.44
εtest = 0.1 1 0 1.14 2.81 2.11 Xiao et al. [2019d] 1.05 4.4
εtrain = 0.2

CROWN-IBP
0 0 1.17 2.36 1.91 Wong et al. [2018] 1.08 3.67
1 0.5 0.95 2.38 1.77 Mirman et al. [2018b] 1.0 3.4
1 0 1.17 2.24 1.81

IBP
0 0 3.45 6.46 6.00 Gowal et al. [2018] 1.66 4.53*

1 0.5 2.12 4.75 4.24 Xiao et al. [2019d] 1.9 10.21
εtest = 0.2 1 0 2.74 5.46 4.89
εtrain = 0.4

CROWN-IBP
0 0 2.84 5.15 4.90
1 0.5 1.82 4.13 3.81
1 0 2.17 4.31 3.99

IBP
0 0 3.45 9.76 8.42 Gowal et al. [2018] 1.66 8.21*

1 0.50 2.12 8.47 6.78 Wong et al. [2018] 14.87 43.1
εtest = 0.3 1 0 2.74 8.73 7.37 Xiao et al. [2019d] 2.67 19.32
εtrain = 0.4

CROWN-IBP
0 0 2.84 7.65 6.90
1 0.5 1.82 7.02 6.05
1 0 2.17 7.03 6.12

IBP
0 0 3.45 16.19 12.73 Gowal et al. [2018] 1.66 15.01*

1 0.5 2.12 15.37 11.05
εtest = 0.4 1 0 2.74 14.80 11.14
εtrain = 0.4

CROWN-IBP
0 0 2.84 12.74 10.39
1 0.5 1.82 12.59 9.58
1 0 2.17 12.06 9.47

* Verified errors reported in Table 4 of Gowal et al. [2018] are evaluated using mixed integer programming
(MIP) and linear programming (LP), which are strictly smaller than IBP verified errors but computationally
expensive. For a fair comparison, we use the IBP verified errors reported in their Table 3.

Comparison to IBP. Table 5.2 and 5.3 represent the standard, verified and PGD errors

under different ε for each dataset with different κ settings. We test CROWN-IBP on the

same model structures in Table 1 of Gowal et al. [2018]. These three models’ architectures are

presented in Table 5.9. Here we only report the DM-large model structure in as it performs
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Table 5.3: Verified, standard (clean) and PGD attack errors for DM-large models trained

using IBP and CROWN-IBP on CIFAR-10 (see Table 5.11 for other models).

ε (`∞ norm) Method κ schedules Model errors (%) Best errors reported in literature (%)
κstart κend Standard Verified PGD Source Standard Verified

εtest = 2
255
§

εtrain = 2.2
255
‡

IBP
0 0 38.54 55.21 49.72 Gowal et al. [2018] 29.84 55.88*

1 0.5 33.77 58.48 50.54 Mirman et al. [2018b] 38.0 47.8
1 0 39.22 55.19 50.40 Wong et al. [2018] 31.72 46.11

CROWN-IBP
0 0 28.48 46.03 40.28 Xiao et al. [2019d] 38.88 54.07
1 0.5 26.19 50.53 40.24
1 0 28.91 46.43 40.27

εtest = 8
255

εtrain = 8.8
255
‡

IBP
0 0 59.41 71.22 68.96 Gowal et al. [2018] 50.51 (68.44)†
1 0.5 49.01 72.68 68.14 Dvijotham et al. [2018b] 51.36 73.33
1 0 58.43 70.81 68.73 Xiao et al. [2019d] 59.55 79.73

CROWN-IBP
0 0 54.02 66.94 65.42 Wong et al. [2018] 71.33 78.22
1 0.5 45.47 69.55 65.74 Mirman et al. [2019] 59.8 76.8
1 0 55.27 67.76 65.71

εtest = 16
255

εtrain = 17.6
255
‡

IBP
0 0 68.97 78.12 76.66 None, but our best verified test error

(76.80%) and standard test error
(66.06%) are both better than
Wong et al. [2018] at ε = 8

255
,

despite our ε being twice larger.

1 0.5 59.46 80.85 76.97
1 0 68.88 78.91 76.95

CROWN-IBP
0 0 67.17 77.27 75.76
1 0.5 56.73 78.20 74.87
1 0 66.06 76.80 75.23

* Verified errors reported in Table 4 of Gowal et al. [2018] are evaluated using mixed integer programming
(MIP) and linear programming (LP), which are strictly smaller than IBP verified errors but computationally
expensive. For a fair comparison, we use the IBP verified errors reported in their Table 3.
† According to direct communications with Gowal et al. [2018], achieving the 68.44% IBP verified error requires
to adding an extra PGD adversarial training loss. Without adding PGD, the verified error is 72.91% (LP/MIP
verified) or 73.52% (IBP verified). Our result should be compared to 73.52%.
‡ Although not explicitly mentioned, the CIFAR-10 models in [Gowal et al., 2018] are trained using εtrain =
1.1εtest. We thus follow their settings.
§ We use βstart = βend = 1 for this setting, and thus CROWN-IBP bound (β = 1) is used to evaluate the
verified error.

best under all setttings; small and medium models are deferred to Table 5.11. When both

κstart = κend = 0, no natural CE loss is added and the model focuses on minimizing verified

error, but the lack of natural CE loss may lead to unstable training, especially for IBP; the

κstart = 1, κend = 0.5 setting emphasizes on minimizing standard error, usually at the cost of

slightly higher verified error rates. κstart = 1, κend = 0 typically achieves the best balance. We

can observe that under the same κ settings, CROWN-IBP outperforms IBP in both standard

error and verified error. The benefits of CROWN-IBP is significant especially when model is

large and ε is large. We highlight that CROWN-IBP reduces the verified error rate obtained

110



by IBP from 8.21% to 7.02% on MNIST at ε = 0.3 and from 55.88% to 46.03% on CIFAR-10

at ε = 2/255 (it is the first time that an IBP based method outperforms results from [Wong

et al., 2018], and our model also has better standard error). We also note that we are the

first to obtain verifiable bound on CIFAR-10 at ε = 16/255.

45 50 55 60 65
Standard (Clean) Error (%)

67

68

69

70

71

72

73
Ve

rif
ie

d 
Er

ro
r (

%
)

better

IBP, κend = 0.5
IBP, κend = 0.25
IBP, κend = 0
CROWN-IBP, κend = 0.5
CROWN-IBP, κend = 0.25
CROWN-IBP, κend = 0

Figure 5.4: Standard and verified errors of IBP and CROWN-IBP with different κstart and

κend values.

Trade-off Between Standard Accuracy and Verified Accuracy. To show the trade-

off between standard and verified accuracy, we evaluate DM-large CIFAR-10 model with

εtest = 8/255 under different κ settings, while keeping all other hyperparameters unchanged.

For each κend = {0.5, 0.25, 0}, we uniformly choose 11 κstart ∈ [1, κend] while keeping all other

hyper-parameters unchanged. A larger κstart or κend tends to produce better standard errors,

and we can explicitly control the trade-off between standard accuracy and verified accuracy.

In Figure 5.4 we plot the standard and verified errors of IBP and CROWN-IBP trained

models with different κ settings. Each cluster on the figure has 11 points, representing 11

different κstart values. Models with lower verified errors tend to have higher standard errors.

However, CROWN-IBP clearly outperforms IBP with improvement on both standard and

verified accuracy, and pushes the Pareto front towards the lower left corner, indicating overall
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better performance. To reach the same verified error of 70%, CROWN-IBP can reduce

standard error from roughly 55% to 45%.

Training Stability. To discourage hand-tuning on a small set of models and demonstrate

the stability of CROWN-IBP over a broader range of models, we evaluate IBP and CROWN-

IBP on a variety of small and medium sized model architectures (18 for MNIST and 17 for

CIFAR-10), detailed in Section 5.4.2. To evaluate training stability, we compare verified

errors under different ε ramp-up schedule length (R = {30, 60, 90, 120} on CIFAR-10 and

R = {10, 15, 30, 60} on MNIST) and different κ settings. Instead of reporting just the best

model, we compare the best, worst and median verified errors over all models. Our results are

presented in Figure 5.5: (a) is for MNIST with ε = 0.3; (c),(d) are for CIFAR with ε = 8/255.

We can observe that CROWN-IBP achieves better performance consistently under different

schedule length. In addition, IBP with κ = 0 cannot stably converge on all models when ε

schedule is short; under other κ settings, CROWN-IBP always performs better.

(a) MNIST, ε = 0.3, best veri-

fied error 7.46%

(b) CIFAR, ε = 8
255 , best veri-

fied error 70.51%

(c) CIFAR, ε = 2
255 , best veri-

fied error 49.28%

Figure 5.5: Verified error vs. schedule length on 8 medium MNIST models and 8 medium

CIFAR-10 models. The solid bars show median values of verified errors. κstart = 1.0 except

for the κ = 0 setting. The upper and lower ends of an error bar are the worst and best verified

error, respectively. For each schedule length, three color groups represent three different κ

settings.
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5.3.1.2 Training Time

In Table 5.4 we present the training time of CROWN-IBP, IBP and convex outer adversarial

polytope [Wong et al., 2018] on several representative models. All experiments are measured

on a single RTX 2080 Ti GPU with 11 GB RAM except for 2 DM-Large models where

we use 4 RTX 2080 Ti GPUs to speed up training. We can observe that CROWN-IBP is

practically 1.5 to 3.5 times slower than IBP. Theoretically, CROWN-IBP (without loss fusion)

is up to nL = 10 times slower3 than IBP; however usually the total training time is less

than 10 times since the CROWN-IBP bound is only computed during the ramp-up phase,

and CROWN-IBP has higher GPU computation intensity and thus better GPU utilization

than IBP. convex outer adversarial polytope [Wong et al., 2018], as a representative linear

relaxation based method, can be over hundreds times slower than IBP especially on deeper

networks. Note that we use 50 random Cauchy projections for [Wong et al., 2018]. Using

random projections alone is not sufficient to scale purely linear relaxation based methods

to larger datasets, thus we advocate a combination of IBP bounds with linear relaxation

based methods as in CROWN-IBP, which offers good scalability and stability. We also note

that the random projection based acceleration can also be applied to the backward bound

propagation (CROWN-style bound) in CROWN-IBP to further speed up CROWN-IBP.

5.3.1.3 Reproducing CIFAR-10 Results on Multi-GPUs

The use of 32 TPUs for our CIFAR-10 experiments is not necessary. We use TPUs mainly for

obtaining a completely fair comparison to IBP [Gowal et al., 2018], as their implementation

was TPU-based. Since TPUs are not widely available, we additionally implemented CROWN-

IBP using multi-GPUs. We train the best models in Table 5.2 and 5.3 on 4 RTX 2080Ti

GPUs. As shown in Table 5.5, we can achieve comparable verified errors using GPUs, and

the differences between GPU and TPU training are around ±0.5%. Training time is reported

3 More precisely, nL − 1 = 9 times slower as we can omit the all-zero row in specification matrix Eq. (5.2).
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Table 5.4: IBP and CROWN-IBP’s training time on different models in seconds. For IBP

and CROWN-IBP, we use a batchsize of 256 for MNIST and 128 for CIFAR-10. For convex

outer adversarial polytope, we use 50 random Cauchy projections, and reduce batch size if

necessary to fit into GPU memory.

Dataset MNIST CIFAR-10

Model Name A C G L O DM-large
(εtrain = 0.4) B D H S M DM-large

IBP 245 264 290 364 1032 37691 734 908 1048 691 1407 404961

CROWN-IBP 371 564 590 954 3649 55841 1148 1853 1859 1491 4137 912881

CAP2 1708 9263 12649 35518 160794 — 2372 12688 18691 6961 51145 —

1 We use 4 GPUs to train this model.
2 Convex outer adversarial polytopes (CAP) [Wong et al., 2018] are computed with 50
random projections. Without random projections it will not scale to most models
except for the smallest ones.

Table 5.5: Comparison of verified and standard errors for CROWN-IBP models trained on

TPUs and GPUs (CIFAR-10, DM-Large model).

Dataset ε (`∞ norm) Training Device κ schedules Model errors (%)
κstart κend Standard Verified

CIFAR-10

εtest =
2

255
1 GPU 0 0 29.18 45.50

εtrain = 2.2
255 TPU 0 0 28.48 46.03

εtest =
8

255 GPU 0 0 54.60 67.11
εtrain = 8.8

255 TPU 0 0 54.02 66.94

1 We use βstart = βend = 1 for this setting, the same as in Table 5.3, and thus

CROWN-IBP bound is used to evaluate the verified error.

in Table 5.4.

5.3.2 Loss Fusion Enabled Training on Large-scale Datasets

Our loss fusion technique allows us to scale to Tiny-ImageNet [Le and Yang, 2015] and

downscaled ImageNet [Chrabaszcz et al., 2017]; to the best of our knowledge, this is the first

linear relaxation based certified defense on Tiny-ImageNet and downscaled ImageNet with
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Table 5.6: Error rates of different certifiably trained models on CIFAR-10 and Tiny-ImageNet

datasets (results on downscaled ImageNet are in Table 5.7). “Standard”, ‘PGD” and “verified”

rows report the standard test error, test error under PGD attack, and verified test error,

respectively.

Dataset Error CNN-7+BN DenseNet WideResNet ResNeXt
IBP Ours IBP Ours IBP Ours IBP Ours

CIFAR-10
ε = 8

255

Standard 57.95% 53.71% 57.21% 56.03% 58.07% 53.89% 56.32% 53.85%
PGD 67.10% 64.31% 67.75% 65.09% 67.23% 64.42% 67.55% 64.16%

Verified 69.56% 66.62% 69.59% 67.57% 70.04% 67.77% 70.41% 68.25%

Tiny-ImageNet
ε = 1

255

Standard 78.54% 78.42% 78.40% 77.96% 73.54% 72.18% 78.94% 78.58%
PGD 81.05% 80.96% 80.32% 80.52% 79.40% 79.48% 80.17% 79.80%

Verified 87.96% 87.31% 86.87% 85.44% 85.15% 84.14% 87.70% 86.95%

Table 5.7: Certified defense on Downscaled ImageNet dataset. We use WideResNet in this

experiment.

Dataset Method Clean PGD Verified
ImageNet (64× 64)

ε = 1
255

IBP [Gowal et al., 2018] 84.04% 90.88% 93.87%
Ours 83.77% 89.74% 91.27%

a large number of class labels (200 and 1000, respectively). Besides, the automatic LiRPA

bounds discussed in Section 3.2 allow us to train certifiably robust models on complicated

network architectures (WideResNet [Zagoruyko and Komodakis, 2016], DenseNet [Huang

et al., 2017a] and ResNeXt [Xie et al., 2017b]) and achieve state-of-the-art results, where

previous works use simpler models [Wong et al., 2018, Mirman et al., 2018b, Wang et al.,

2018a, Zhang et al., 2020c] due to implementation difficulty. Similar to the experiments in

Section 5.3.1, we use IBP to compute bounds of intermediate nodes of graph and use tight

backward mode LiRPA (CROWN) for the bounds of loss function. We apply loss fusion to

avoid the time complexity dependency on the number of class labels. We compare our results

to IBP training Gowal et al. [2018]. We provide detailed hyperparameters in Section 5.4.4.

We report results on CIFAR-10 [Krizhevsky et al., 2009] with `∞ perturbation ε= 8/255

and Tiny-ImageNet with ε=1/255 in Table 5.6, and Downscaled-ImageNet Chrabaszcz et al.
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Table 5.8: Per-epoch training time and memory usage of the 4 large models on CIFAR-10

with batch size 256, and 3 large models on Tiny ImageNet with batch size 100. “LF”=loss

fusion; “OOM”=out of memory. Numbers in parentheses are multiples of natural training

time or memory usage. With loss fusion, we are only 3 to 5 times slower than natural training

even on datasets with many labels. Without loss fusion (e.g., in [Zhang et al., 2020c]) LiRPA

cannot scale to the TinyImageNet dataset.

Datasets Networks Wall clock time (second)
Natural IBP Ours w/o LF Ours w/ LF

CIFAR-10

CNN-7+BN 11.89 22.23 (1.87×) 56.05 (4.71×) 33.40 (2.81×)
DenseNet 22.07 54.40 (2.46×) OOM 90.79 (4.11×)

WideResNet 19.39 43.65 (2.55×) OOM 74.78 (3.85×)
ResNeXt 14.78 32.44 (2.20×) 132.70 (8.98×) 55.84 (3.78×)

Tiny-ImageNet

CNN-7+BN 56.70 112.09 (1.98×) OOM 163.29 (2.88×)
DenseNet 135.17 318.77 (2.36×) OOM 513.96 (3.80×)

WideResNet 133.11 407.74 (3.06×) OOM 635.50 (4.77×)
ResNeXt 92.63 191.34 (2.07×) OOM 337.83 (3.65×)

Dataset Network GPU Memory Usage (GB)
Natural IBP Ours w/o LF Ours w/ LF

CIFAR-10

CNN-7+BN 4.42 7.06 (1.60×) 20.52 (4.64×) 10.34 (2.34×)
DenseNet 6.58 16.78 (2.55×) OOM 27.50 (4.18×)

WideResNet 7.18 13.50 (1.88×) OOM 21.98 (3.06×)
ResNeXt 4.74 11.34 (2.39×) 43.68 (9.21×) 18.58 (3.92×)

Tiny-ImageNet

CNN-7+BN 4.22 7.12 (1.69×) OOM 10.57 (2.50×)
DenseNet 8.55 20.55 (2.4×) OOM 34.81 (4.07×)

WideResNet 10.91 24.05 (2.20×) OOM 39.08 (3.58×)
ResNeXt 4.31 7.05 (1.64×) OOM 11.66 (2.69×)

[2017] which has 1, 000 class labels with `∞ perturbation ε=1/255 in Table 5.7. We find that

in all settings, our tight CROWN-IBP based LiRPA bounds improve both clean and verified

errors compared to IBP. Additionally, we achieve state-of-the-art verified error of 66.62%

on CIFAR-10 with ε=8/255, better than latest published works [Gowal et al., 2018, Zhang

et al., 2020c, Balunovic and Vechev, 2020] in certified defense.

In Table 5.8, we report wall clock time and GPU memory usage for regular training, pure

IBP training, CROWN-IBP training on logit layer without loss fusion and CROWN-IBP

training with loss fusion. We use the same batch size 256 for all settings and conduct the
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experiments on 4 Nvidia GTX 1080Ti GPUs. With loss fusion, our approach is efficient and

only 3-4 times slower than natural training on both CIFAR-10 and Tiny ImageNet. With

loss fusion, we can enable LiRPA bounds (CROWN-IBP) at a cost similar to IBP, allowing

us to use much tighter bounds and obtain better-verified errors than IBP (Table 5.6). The

computational cost is significantly better than training without loss fusion, which is up to 10

(number of labels) times slower than natural training on CIFAR-10, and impossible to scale

to Tiny ImageNet with 200 labels or downscaled ImageNet with 1000 labels.

5.3.3 Discussions: Why CROWN-IBP Outperforms IBP?

Both IBP and CROWN-IBP produce lower bounds m(x, ε), and a larger lower bound has

better quality. To measure the relative tightness of the two bounds, we take the average of

all bounds of training examples:

E
(x,y)∈X

1

nL
1>(mCROWN-IBP(x, ε)−mIBP(x, ε))

A positive value indicates that CROWN-IBP is tighter than IBP. In Figure 5.6 we plot

this averaged bound differences during ε schedule for one MNIST model and one CIFAR-10

model. We can observe that during the early phase of training when the ε schedule just starts,

CROWN-IBP produces significantly better bounds than IBP. A tighter lower bound m(x, ε)

gives a tighter upper bound for maxx′∈S(x,ε) L(f(x′); y; θ), making the minimax optimization

problem (5.1) more effective to solve. When the training schedule proceeds, the model

gradually learns how to make IBP bounds tighter and eventually the difference between the

two bounds become close to 0.

Why CROWN-IBP stabilizes IBP training? When taking a randomly initialized

network or a naturally trained network, IBP bounds are very loose. But in Table 5.1, we show

that a network trained using IBP can eventually obtain quite tight IBP bounds and high
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Figure 5.6: Bound differences between IBP and CROWN-IBP for DM-large models during

training. The bound difference is only computed during the ε schedule (epoch 10 to 60 for

MNIST, and 320 to 1920 for CIFAR-10), as we don’t compute CROWN-IBP bounds in the

warmup period and after ε schedule.

verified accuracy; the network can adapt to IBP bounds and learn a specific set of weights to

make IBP tight and also correctly classify examples. However, since the training has to start

from weights that produce loose bounds for IBP, the beginning phase of IBP training can be

challenging and is vitally important.

We observe that IBP training can have a large performance variance across models and

initializations. Also IBP is more sensitive to hyper-parameter like κ or schedule length; in

Figure 5.5, many IBP models converge sub-optimally (large worst/median verified error).

The reason for instability is that during the beginning phase of training, the loose bounds

produced by IBP make the robust loss (5.8) ineffective, and it is challenging for the optimizer

to reduce this loss and find a set of good weights that produce tight IBP verified bounds in

the end.

Conversely, if our bounds are much tighter at the beginning, the robust loss (5.8) always

remains in a reasonable range during training, and the network can gradually learn to find a

good set of weights that make IBP bounds increasingly tighter (this is obvious in Figure 5.6).
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Figure 5.7: Application of LiRPA bounds to network parameters to obtain a model with a

provably “flat” loss surface. (a) Test accuracy of naturally trained models and “flat” objective

trained models on MNIST and FashionMNIST with different combinations of data size and

batch size. (b) The training loss landscape of models trained with natural and flat objective

on 10% data of MNIST with 0.1N batch size. We plot the loss surface along the gradient

direction and a random direction.

Initially, tighter bounds can be provided by a convex relaxation based method like CROWN,

and they are gradually replaced by IBP bounds (using βstart = 1, βend = 0), eventually leading

to a model with learned tight IBP bounds in the end.

5.3.4 Training Neural Networks with Guaranteed Flatness

In this section, we show an example where LiRPA based bounds can be used beyond robustness

verification.

Recently, some researchers He et al. [2019], Jastrzebski et al. [2018], Goyal et al. [2017],

Hoffer et al. [2017] have hypothesized that DNNs optimized with stochastic gradient descent

(SGD) can find wide and flat local minima which may be associated with good generalization

performance.

Most previous works on LiRPA based certified defense only implemented input pertur-
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bations analysis. Our framework naturally extends to perturbation analysis on network

parameters θ as they are also independent nodes in a computational graph (e.g., node x2 in

Figure 3.5). This requires to relax the multiplication operation (e.g., the MatMul nodes in

Figure 3.5) which was first discussed in Shi et al. [2020], and our Algorithm 3.2 can then be

directly applied. With this advantage, LiRPA can compute provable upper and lower bounds

on the local “flatness” around a certain point θ0 for some loss L:

L(θ0)− CL(θ0) ≤ L(θ0 + ∆θ) ≤ L(θ0) + CU(θ0), for all ‖∆θ‖2 ≤ ε, (5.13)

where CL and CU are linear functions of θ0 that can be found using LiRPA. This is a “zeroth

order” flatness criterion, where we guarantee that the loss value does not change too much in

a small region around θ0, and we do not have further assumptions on gradients or Hessian of

the loss. When θ0 is a good solution, L(θ0) is close to 0, so we can simply set the left hand

side of (5.13) to 0 and upper bound L(θ0 + ∆θ) to ensure flatness. Using our framework, we

can train a classifier that guarantees flatness of local optimization landscape, by minimizing

the “flat” objective L(θ0) + CU(θ0) for the perturbation set S(θ0)={θ :‖θ − θ0‖2 ≤ ε} where

θ0 is the current network parameter. When this “flat” objective is close to 0, we guarantee

that L is close to 0 for all θ ∈ S(θ0). We build a three-layer MLP model with [64, 64, 10]

neurons in each layer and conduct experiments using only 10% and 1% of the training data

in MNIST and FashionMNIST, and we then test on the full test set to aggressively evaluate

the generalization performance. We also aggressively set the batch size to {0.01N, 0.1N,N}

as in Jastrzebski et al. [2018] where N is the size of training dataset. Additional details can

be found in Section 5.4.5.

The test accuracies of the models trained with regular cross entropy and our “flat” objective

are shown in Figure 5.7a. We visualize their loss surfaces in Figure 5.7b. When batch size is

increased or fewer data are used, test accuracy generally decreases due to overfitting, which is

consistent with Keskar et al. [2016]. For models trained with the flat objective, the accuracy
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tends to be better, especially when a very large batch size is used. These observations provide

some evidence for the hypothesis that a flat local minimum generalizes better, however, we

cannot exclude the possibility that the improvements come from side effects of our objective.

Our focus is to demonstrate potential applications beyond neural network verification of our

framework rather than proving this hypothesis.

5.4 Models Training Details

5.4.1 Training Parameters for Comparisons to IBP

The goal of this experiments is to reproduce the performance reported in [Gowal et al.,

2018] and demonstrate the advantage of CROWN-IBP under the same experimental settings.

Specifically, to reproduce the IBP results, for CIFAR-10 we train using a large batch size and

long training schedule on TPUs (we can also replicate these results on multi-GPUs using a

reasonable amount of training time; see Section 5.3.1.3). Also, for this set of experiments we

use the same code base as in Gowal et al. [2018].

The models structures (DM-small, DM-medium and DM-large) used in Table 5.2, 5.3,

5.11, 5.12 are listed in Table 5.9. These three model structures are the same as in Gowal

et al. [2018]. Training hyperparameters are detailed below:

• For MNIST IBP baseline results, we follow exact the same set of hyperparameters

as in [Gowal et al., 2018]. We train 100 epochs (60K steps) with a batch size of 100,

and use a warm-up and ramp-up duration of 2K and 10K steps. Learning rate for

Adam optimizer is set to 1 × 10−3 and decayed by 10X at steps 15K and 25K. Our

IBP results match their reported numbers. Note that we always use IBP verified errors

rather than MIP verified errors. We use the same schedule for CROWN-IBP with

εtrain = 0.2 (εtest = 0.1) in Table 5.11 and Table 5.2. For εtrain = 0.4, this schedule can

obtain verified error rates 4.22%, 7.01% and 12.84% at εtest = {0.2, 0.3, 0.4} using the
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DM-Large model, respectively.

• For MNIST CROWN-IBP with εtrain = 0.4 in Table 5.11 and Table 5.2, we train 200

epochs with a batch size of 256. We use Adam optimizer and set learning rate to

5× 10−4. We warm up with 10 epochs’ regular training, and gradually ramp up ε from

0 to εtrain in 50 epochs. We reduce the learning rate by 10X at epoch 130 and 190.

Using this schedule, IBP’s performance becomes worse (by about 1-2% in all settings),

but this schedule improves verified error for CROWN-IBP at εtest = 0.4 from 12.84% to

to 12.06% and does do affect verified errors at other εtest levels.

• For CIFAR-10, we follow the setting in Gowal et al. [2018] and train 3200 epochs on 32

TPU cores. We use a batch size of 1024, and a learning rate of 5 × 10−4. We warm

up for 320 epochs, and ramp-up ε for 1600 epochs. Learning rate is reduced by 10X

at epoch 2600 and 3040. We use random horizontal flips and random crops as data

augmentation, and normalize images according to per-channel statistics. Note that this

schedule is slightly different from the schedule used in [Gowal et al., 2018]; we use a

smaller batch size due to TPU memory constraints (we used TPUv2 which has half

memory capacity as TPUv3 used in [Gowal et al., 2018]), and also we decay learning

rates later. We found that this schedule improves both IBP baseline performance and

CROWN-IBP performance by around 1%; for example, at ε = 8/255, this improved

schedule can reduce verified error from 73.52% to 72.68% for IBP baseline (κstart = 1.0,

κend = 0.5) using the DM-Large model.

Hyperparameter κ and β. We use a linear schedule for both hyperparameters, decreasing

κ from κstart to κend while increasing β from βstart to βend. The schedule length is set to the

same length as the ε schedule.

In both IBP and CROWN-IBP, a hyperparameter κ is used to trade-off between clean

accuracy and verified accuracy. Figure 5.4 shows that κend can significantly affect the trade-off,

while κstart has minor impacts compared to κend. In general, we recommend κstart = 1 and
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DM-Small DM-Medium DM-Large

Conv 16 4×4+2 Conv 32 3×3+1 Conv 64 3×3+1
Conv 32 4×4+1 Conv 32 4×4+2 Conv 64 3×3+1

FC 100 Conv 64 3×3+1 Conv 128 3×3+2
Conv 64 4×4+2 Conv 128 3×3+1

FC 512 Conv 128 3×3+1
FC 512 FC 512

Table 5.9: Model structures from Gowal et al. [2018]. “Conv k w×h+s” represents a 2D

convolutional layer with k filters of size w×h using a stride of s in both dimensions. “FC n”

= fully connected layer with n outputs. Last fully connected layer is omitted. All networks

use ReLU activation functions.

κend = 0 as a safe starting point, and we can adjust κend to a larger value if a better standard

accuracy is desired. The setting κstart = κend = 0 (pure minimax optimization) can be

challenging for IBP as there is no natural loss as a stabilizer; under this setting CROWN-IBP

usually produces a model with good (sometimes best) verified accuracy but noticeably worse

standard accuracy (on CIFAR-10 ε = 8
255

the difference can be as large as 10%), so this

setting is only recommended when a model with best verified accuracy is desired at a cost of

noticeably reduced standard accuracy.

Compared to IBP, CROWN-IBP adds one additional hyperparameter, β. β has a clear

meaning: balancing between the convex relaxation based bounds and the IBP bounds. βstart is

always set to 1 as we want to use CROWN-IBP to obtain tighter bounds to stabilize the early

phase of training when IBP bounds are very loose; βend determines if we want to use a convex

relaxation based bound (βend = 1) or IBP based bound (βend = 0) after the ε schedule. Thus,

we set βend = 1 for the case where convex relaxation based method [Wong et al., 2018] can

outperform IBP (e.g., CIFAR-10 ε = 2/255, and βend = 0 for the case where IBP outperforms

convex relaxation based bounds. We do not tune or grid-search this hyperparameter.

123



5.4.2 Hyperparameters and Model Structures for Training Stability Experi-

ments

In all our training stability experiments, we use a large number of relatively small models and

train them on a single GPU. These small models cannot achieve state-of-the-art performance

but they can be trained quickly and cheaply, allowing us to explore training stability over

a variety of settings, and report min, median and max statistics. We use the following

hyperparameters:

• For MNIST, we train 100 epochs with batch size 256. We use Adam optimizer and

the learning rate is 5× 10−4. The first epoch is standard training for warming up. We

gradually increase ε linearly per batch in our training process with a ε schedule length of

60. We reduce the learning rate by 50% every 10 epochs after ε schedule ends. No data

augmentation technique is used and the whole 28 × 28 images are used (normalized to

0 - 1 range).

• For CIFAR, we train 200 epoch with batch size 128. We use Adam optimizer and the

learning rate is 0.1%. The first 10 epochs are standard training for warming up. We

gradually increase ε linearly per batch in our training process with a ε schedule length

of 120. We reduce the learning rate by 50% every 10 epochs after ε schedule ends.

We use random horizontal flips and random crops as data augmentation. The three

channels are normalized with mean (0.4914, 0.4822, 0.4465) and standard deviation

(0.2023, 0.1914, 0.2010). These numbers are per-channel statistics from the training set

used in [Gowal et al., 2018].

All verified error numbers are evaluated on the test set using IBP, since the networks are

trained using IBP (β = 0 after ε reaches the target εtrain), except for CIFAR ε = 2
255

where

we set β = 1 to compute the CROWN-IBP verified error.

Table 5.10 gives the 18 model structures used in our training stability experiments. These

model structures are designed by us and are not used in Gowal et al. [2018]. Most CIFAR-10
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models share the same structures as MNIST models (unless noted on the table) except that

their input dimensions are different. Model A is too small for CIFAR-10 thus we remove it for

CIFAR-10 experiments. Models A - J are the “small models” reported in Figure 5.5. Models

K - T are the “medium models” reported in Figure 5.5. For results in Table 5.1, we use a

small model (model structure B) for all three datasets. These MNIST, CIFAR-10 models can

be trained on a single NVIDIA RTX 2080 Ti GPU within a few hours each.

Name Model Structure (all models have a last FC 10 layer, which are omitted)

A (MNIST) Conv 4 4× 4+2, Conv 8 4× 4+2, FC 128
B Conv 8 4× 4+2, Conv 16 4× 4+2, FC 256
C Conv 4 3× 3+1, Conv 8 3× 3+1, Conv 8 4× 4+4, FC 64
D Conv 8 3× 3+1, Conv 16 3× 3+1, Conv 16 4× 4+4, FC 128
E Conv 4 5× 5+1, Conv 8 5× 5+1, Conv 8 5× 5+4, FC 64
F Conv 8 5× 5+1, Conv 16 5× 5+1, Conv 16 5× 5+4, FC 128
G Conv 4 3× 3+1, Conv 4 4× 4+2, Conv 8 3× 3+1, Conv 8 4× 4+2, FC 256, FC 256
H Conv 8 3× 3+1, Conv 8 4× 4+2, Conv 16 3× 3+1, Conv 16 4× 4+2, FC 256, FC 256
I Conv 4 3× 3+1, Conv 4 4× 4+2, Conv 8 3× 3+1, Conv 8 4× 4+2, FC 512, FC 512
J Conv 8 3× 3+1, Conv 8 4× 4+2, Conv 16 3× 3+1, Conv 16 4× 4+2, FC 512, FC 512
K Conv 16 3× 3+1, Conv 16 4× 4+2, Conv 32 3× 3+1, Conv 32 4× 4+2, FC 256, FC 256
L Conv 16 3× 3+1, Conv 16 4× 4+2, Conv 32 3× 3+1, Conv 32 4× 4+2, FC 512, FC 512
M Conv 32 3× 3+1, Conv 32 4× 4+2, Conv 64 3× 3+1, Conv 64 4× 4+2, FC 512, FC 512
N Conv 64 3× 3+1, Conv 64 4× 4+2, Conv 128 3× 3+1, Conv 128 4× 4+2, FC 512, FC 512
O(MNIST) Conv 64 5× 5+1, Conv 128 5× 5+1, Conv 128 4× 4+4, FC 512
P(MNIST) Conv 32 5× 5+1, Conv 64 5× 5+1, Conv 64 4× 4+4, FC 512
Q Conv 16 5× 5+1, Conv 32 5× 5+1, Conv 32 5× 5+4, FC 512
R Conv 32 3× 3+1, Conv 64 3× 3+1, Conv 64 3× 3+4, FC 512
S(CIFAR-10) Conv 32 4× 4+2, Conv 64 4× 4+2, FC 128
T(CIFAR-10) Conv 64 4× 4+2, Conv 128 4× 4+2, FC 256

Table 5.10: Model structures used in our training stability experiments. We use ReLU

activations for all models. We omit the last fully connected layer as its output dimension

is always 10. In the table, “Conv k w × w + s” represents to a 2D convolutional layer with

k filters of size w × w and a stride of s. Model A - J are referred to as “small models” and

model K to T are referred to as “medium models”.
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Table 5.11: The verified, standard (clean) and PGD attack errors for 3 models (DM-small,

DM-medium, DM-large) trained on MNIST test set. We evaluate IBP and CROWN-IBP

under different κ schedules. CROWN-IBP outperforms IBP under the same κ setting, and

also achieves state-of-the-art results for `∞ robustness on both MNIST and CIFAR datasets

for all ε.

ε (`∞ norm) Method κ schedules DM-small model’s err. (%) DM-medium model’s err. (%) DM-large model’s err. (%)
κstart κend Standard Verified PGD Standard Verified PGD Standard Verified PGD

IBP
0 0 1.92 4.16 3.88 1.53 3.26 2.82 1.13 2.89 2.24
1 0.5 1.68 3.60 3.34 1.46 3.20 2.57 1.08 2.75 2.02

εtest = 0.1 1 0 2.14 4.24 3.94 1.48 3.21 2.77 1.14 2.81 2.11
εtrain = 0.2

CROWN-IBP
0 0 1.90 3.50 3.21 1.44 2.77 2.37 1.17 2.36 1.91
1 0.5 1.60 3.51 3.19 1.14 2.64 2.23 0.95 2.38 1.77
1 0 1.67 3.44 3.09 1.34 2.76 2.39 1.17 2.24 1.81

IBP
0 0 5.08 9.80 9.36 3.68 7.38 6.77 3.45 6.46 6.00
1 0.5 3.83 8.64 8.06 2.55 5.84 5.33 2.12 4.75 4.24

εtest = 0.2 1 0 6.25 11.32 10.84 3.89 7.21 6.68 2.74 5.46 4.89
εtrain = 0.4

CROWN-IBP
0 0 3.78 6.61 6.40 3.84 6.65 6.42 2.84 5.15 4.90
1 0.5 2.96 6.11 5.74 2.37 5.35 4.90 1.82 4.13 3.81
1 0 3.55 6.29 6.13 3.16 5.82 5.44 2.17 4.31 3.99

IBP
0 0 5.08 14.42 13.30 3.68 10.97 9.66 3.45 9.76 8.42
1 0.50 3.83 13.99 12.25 2.55 9.51 7.87 2.12 8.47 6.78

εtest = 0.3 1 0 6.25 16.51 15.07 3.89 10.4 9.17 2.74 8.73 7.37
εtrain = 0.4

CROWN-IBP
0 0 3.78 9.60 8.90 3.84 9.25 8.57 2.84 7.65 6.90
1 0.5 2.96 9.44 8.26 2.37 8.54 7.74 1.82 7.02 6.05
1 0 3.55 9.40 8.50 3.16 8.62 7.65 2.17 7.03 6.12

IBP
0 0 5.08 23.40 20.15 3.68 18.34 14.75 3.45 16.19 12.73
1 0.5 3.83 24.16 19.97 2.55 16.82 12.83 2.12 15.37 11.05

εtest = 0.4 1 0 6.25 26.81 22.78 3.89 16.99 13.81 2.74 14.80 11.14
εtrain = 0.4

CROWN-IBP
0 0 3.78 15.21 13.34 3.84 14.58 12.69 2.84 12.74 10.39
1 0.5 2.96 16.04 12.91 2.37 14.97 12.47 1.82 12.59 9.58
1 0 3.55 15.55 13.11 3.16 14.19 11.31 2.17 12.06 9.47

5.4.3 Full Results on DM-Small and DM-Medium Models

In Table 5.2 and 5.3 we report results from the best DM-Large model. Table 5.11 and 5.12

present the verified, standard (clean) and PGD attack errors for all three model structures

used in [Gowal et al., 2018] (DM-Small, DM-Medium and DM-Large) trained on MNIST and

CIFAR-10 datasets. We evaluate IBP and CROWN-IBP under the same three κ settings as

in Table 5.2. We use hyperparameters detailed in Section 5.4.1 to train these models. We can

see that given any model structure and any κ setting, CROWN-IBP consistently outperforms

IBP.
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Table 5.12: The verified, standard (clean) and PGD attack errors for 3 models (DM-small,

DM-medium, DM-large) trained on CIFAR-10 test set. We evaluate IBP and CROWN-IBP

under different κ schedules. CROWN-IBP outperforms IBP under the same κ setting, and

also achieves state-of-the-art results for `∞ robustness on both MNIST and CIFAR datasets

for all ε.

ε (`∞ norm) Method κ schedules DM-small model’s err. (%) DM-medium model’s err. (%) DM-large model’s err. (%)
κstart κend Standard Verified PGD Standard Verified PGD Standard Verified PGD

εtest = 2
255
§

εtrain = 2.2
255
‡

IBP
0 0 44.66 56.38 54.15 39.12 53.86 49.77 38.54 55.21 49.72
1 0.5 38.90 57.94 53.64 34.19 56.24 49.63 33.77 58.48 50.54
1 0 44.08 56.32 54.16 39.30 53.68 49.74 39.22 55.19 50.40

CROWN-IBP
0 0 39.43 53.93 49.16 32.78 49.57 44.22 28.48 46.03 40.28
1 0.5 34.08 54.28 51.17 28.63 51.39 42.43 26.19 50.53 40.24
1 0 38.15 52.57 50.35 33.17 49.82 44.64 28.91 46.43 40.27

εtest = 8
255

εtrain = 8.8
255
‡

IBP
0 0 61.91 73.12 71.75 61.46 71.98 70.07 59.41 71.22 68.96
1 0.5 54.01 73.04 70.54 50.33 73.58 69.57 49.01 72.68 68.14
1 0 62.66 72.25 70.98 61.61 72.60 70.57 58.43 70.81 68.73

CROWN-IBP
0 0 59.94 70.76 69.65 59.17 69.00 67.60 54.02 66.94 65.42
1 0.5 53.12 73.51 70.61 48.51 71.55 67.67 45.47 69.55 65.74
1 0 60.84 72.47 71.18 58.19 68.94 67.72 55.27 67.76 65.71

εtest = 16
255

εtrain = 17.6
255
‡

IBP
0 0 70.02 78.86 77.67 67.55 78.65 76.92 68.97 78.12 76.66
1 0.5 63.43 81.58 78.81 60.07 81.01 77.32 59.46 80.85 76.97
1 0 67.73 78.71 77.52 70.28 79.26 77.43 68.88 78.91 76.95

CROWN-IBP
0 0 67.42 78.41 76.86 68.06 77.92 76.89 67.17 77.27 75.76
1 0.5 61.47 79.62 77.13 59.56 79.30 76.43 56.73 78.20 74.87
1 0 68.75 78.71 77.91 67.94 78.46 77.21 66.06 76.80 75.23

‡ Although not explicitly mentioned, the best CIFAR-10 models in [Gowal et al., 2018] also use εtrain =
1.1εtest.
§ We use βstart = βend = 1 for this setting, the same as in Table 5.3, and thus CROWN-IBP bound is
used to evaluate the verified error.

5.4.4 Experiment Details for Loss Fusion Enabled Training

Training settings In order to perform fair comparable experiments, for all experiments on

training large-scale vision models (Table 5.6 and 5.7), we use a same setting for LiRPA and

IBP. Across all datasets, the networks were trained using the Adam Kingma and Ba [2014]

optimizer with an initial learning rate of 5× 10−4. Also, gradient clipping with a maximum

`2 norm of 8 is applied. We gradually increase ε within a fixed epoch length (800 epochs for

CIFAR-10, 400 epochs for Tiny-ImageNet and 80 epochs for Downscaled-ImageNet). We

uniformly divide the epoch length with a factor 0.4, and exponentially increase ε during the

former interval and linearly increase ε during the latter interval, so that to avoid a sudden
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growth of ε at the beginning stage. For LiRPA training, a hyperparameter β to balance

LiRPA bounds and IBP bounds for the output layer is set and gradually decreases from 1

to 0 (1 for only using LiRPA bounds and 0 for only using IBP bounds), as per the same

schedule of ε, and the end ε for training is set to 10% higher than the one in test. All models

are trained on 4 Nvidia GTX 1080TI GPUs (44GB GPU memory in total). For different

datasets, we further have settings below:

• CIFAR-10 ε = 8
255

. We train 2,000 epochs with batch size 256 in total, the first 200

epochs are clean training, then we gradually increase ε per batch with a ε schedule

length of 800, finally we conduct 1,100 epochs pure IBP training. We decay the learning

rate by 10× at the 1,400-th and 1,700-th epochs respectively. During training, we add

random flips and crops for data augmentation, and normalize each image channel, using

the channel statistics from the training set.

• Tiny-ImageNet ε = 1
255

. We train 800 epochs with batch size 120 in total (for

WideResNet, we reduce batch size to 110 due to limited GPU memory), the first 100

epochs are clean training, then we gradually increase ε per batch with a ε schedule

length of 400, finally we conduct 500 epochs of pure IBP training. We decay the learning

rate by 10× at the 600-th and 700-th epochs respectively. During training, we use

random crops of 56 × 56 and random flips. During testing, we use a central 56 ×

56 crop. We also normalize each image channel, using the channel statistics from the

training set.

• Downscaled-ImageNet ε = 1
255

. We train 240 epochs with batch size 110 in total,

the first 100 epochs are clean training, then we gradually increase ε per batch with a ε

schedule length of 80, finally we conduct 60 epochs of pure IBP training. We decay the

learning rate by 10× at the 200-th and 220-th epochs respectively. During training, we

use random crops of 56 × 56 and random flips. During testing, we use a central 56 ×

56 crop. We also normalize each image channel, using the channel statistics from the
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training set.

All verified error numbers are evaluated on the test set using IBP with ε = 8
255

for CIFAR-10

and ε = 1
255

for Tiny-ImageNet and Downscaled-ImageNet.

Model Structures The details of vision model structures we used are described bellow

(note that we omit the final linear layer which has 10 neurons for CIFAR-10 and 200 neurons

for Tiny-ImageNet):

• CNN-7+BN 5× Conv-BN-ReLU layers with {64, 64, 128, 128, 128} filters respectively,

and a linear layer with 512 neurons.

• DenseNet {2, 4, 4} Dense blocks with growth rate 32 and a linear layer with 512

neurons.

• WideResNet 3× Wide basic blocks (6× Conv-ReLU-BN layers) with widen factor =

4 for CIFAR-10, widen factor = 10 for Tiny-ImageNet and Downscaled-ImageNet. An

additional linear layer with 512 neurons is added for CIFAR-10.

• ResNeXt {1, 1, 1} blocks for CIFAR-10 and {2, 2, 2} blocks for Tiny-ImageNet and

cardinality = 2, bottleneck width = 32 and a linear layer with 512 neurons.

5.4.5 Details on Training for a Flat Objective

Hyperparameter Setting For training the three-layer MLP model we used in weight

perturbation experiments, we follow similar training strategy in vision models. The differences

are summarized here: We use the SGD optimizer with an initial learning rate of 0.1 and

decay the learning rate with a factor of 0.5 after ε increases. We use `2 norm with ε = 0.1 to

bound the weights of all three layers and linearly increase ε per batch.
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Certified Flatness Using bounds obtained from LiRPA, we can obtain a certified upper

bound on training loss. We define the flatness based on certified training cross entropy loss

at a point θ∗ = [w∗1,w
∗
2, · · · ,w∗K ] as:

F = L(−h(x, θ∗, ε); y)− L(h(x, θ∗); y) ≥ max
w∈S
L(θ)− L(θ∗). (5.14)

A small F guarantees that L does not change wildly around θ∗. Note that since the weight of

each layer can be in quite different scales, we use a normalized ε = 0.01 and set εi = ‖wi‖2ε.

This also allows us to make fair comparisons between models with weights in different scales.

The flatness F of the models we obtained are shown in Table 5.13. As we can see, the models

trained by “flat” objective show extraordinarily smaller flatness F compare with the naturally

trained models on bot MNIST and FashionMNIST with all combination of dataset sizes and

batch sizes. The results also fit the observation of training loss landscape in Figure 5.7b.

Table 5.13: The flatness F of naturally trained models and models trained using the “flat”

objective (5.14) with different dataset sizes (10%, 1%) and batch sizes (0.01N , 0.1N , N). A

small F guarantees that L does not change wildly around θ∗ (model parameters found by

SGD). The flat objective provably reduces the range of objective around θ∗.

MNIST
natural training “flat” objective

0.01N 0.1N N 0.01N 0.1N N

10% 2.79 3.45 4.55 0.97 1.12 1.83

1% 2.96 3.85 4.77 1.10 0.95 1.44

FashionMNIST

10% 7.89 7.95 9.60 2.49 1.81 1.94

1% 7.86 6.43 9.55 2.52 1.79 1.98

130



5.5 Conclusion

We propose a new certified defense method, CROWN-IBP, by combining the fast interval

bound propagation (IBP) bound and a tight linear relaxation based bound, CROWN. Our

method enjoys high computational efficiency provided by IBP while facilitating the tight

CROWN bound to stabilize training under the robust optimization framework, and provides

the flexibility to trade-off between the two. Our proposed loss fusion technique can reduce

the time complexity of applying tight CROWN bounds to the same level as the asymp-

totic complexity of IBP, and enables certified defense on modern computer vision networks

like WideResNet and DenseNet. Our experiments show that CROWN-IBP consistently

outperforms other IBP baselines in both standard errors and verified errors and achieves

state-of-the-art verified test errors for `∞ robustness.
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CHAPTER 6

Robust Reinforcement Learning

In this chapter, we discuss a more challenging setting beyond simple classification tasks

- reinforcement learning (RL). With deep neural networks (DNNs) as powerful function

approximators, deep reinforcement learning (DRL) has achieved great success on many

complex tasks [Mnih et al., 2015, Lillicrap et al., 2015, Levine et al., 2015, Silver et al., 2016,

Gu et al., 2016] and even on some safety-critical applications (e.g., autonomous driving [Voyage,

2019, Sallab et al., 2017, Pan et al., 2017]). Despite achieving super-human level performance

on many tasks, the existence of adversarial examples [Szegedy et al., 2013] in DNNs and

many successful attacks to DRL [Huang et al., 2017b, Behzadan and Munir, 2017a, Lin et al.,

2017, Pattanaik et al., 2018, Xiao et al., 2019b] motivates us to study robust RL algorithms.

In this chapter, we first introduce basic concepts of reinforcement learning, and then

discuss the robustness problems in reinforcement learning. Then, we focus on a specific

type of robustness – the adversarial robustness on state observations. We propose a new

mathematical framework, state-adversarial Markov decision process (SA-MDP) to study the

robustness problem under this setting. By analyzing SA-MDP, we propose two effective

approaches to improve the robustness of RL agents. The two approaches are applied to

popular deep reinforcement learning (DRL) settings and evaluated using strong adversarial

attacks.
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6.1 Related Work

In this thesis, we focus on the robustness of state observations in reinforcement learning. In

this section we discuss a few prior works under this setting, including adversarial attacks on

state observations, and existing works on enhancing robustness in this setting.

6.1.1 Adversarial Attacks on State Observations in DRL

Huang et al. [2017b] evaluated the robustness of deep reinforcement learning policies through

an FGSM based attack on Atari games with discrete actions. Kos and Song [2017] proposed

to use the value function to guide adversarial perturbation search. Lin et al. [2017] considered

a more complicated case where the adversary is allowed to attack only a subset of time steps,

and used a generative model to generate attack plans luring the agent to a designated target

state. Behzadan and Munir [2017a] studied black-box attacks on DQNs with discrete actions

via transferability of adversarial examples. Pattanaik et al. [2018] further enhanced adversarial

attacks to DRL with multi-step gradient descent and better engineered loss functions. They

require a critic or Q function to perform attacks. Typically, the critic learned during agent

training is used. We find that using this critic can be sub-optimal or impractical in many

cases, and propose our two critic-independent and strong attacks (RS and MAD attacks) in

Section 6.4. We refer the reader to recent surveys [Xiao et al., 2019b, Ilahi et al., 2020] for a

taxonomy and a comprehensive list of adversarial attacks in DRL setting.

6.1.2 Improving Robustness for State Observations in DRL

Before basic principles were developed, several early approaches [Behzadan and Munir, 2017b,

Mandlekar et al., 2017, Pattanaik et al., 2018] extended existing adversarial defenses for

supervised learning, e.g., adversarial training [Kurakin et al., 2016, Madry et al., 2018, Zhang

et al., 2019b] to improve robustness under this setting. Specifically, we can attack the agent

and generate trajectories adversarially during training time, and apply any existing DRL
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algorithm to hopefully obtain a robust policy. We categorize these works into two settings:

discrete action setting and continuous action setting, and discuss them below.

For discrete action RL tasks, Kos and Song [2017] first presented preliminary results of

adversarial training on Pong (one of the simplest Atari environments) using weak FGSM

attacks on pixel space. Behzadan and Munir [2017b] applied adversarial training to several

Atari games with DQN, and found it challenging for the agent to adapt to the attacks during

training time; one must attack only a portion of frames, and even then the agent performance

still suffers under test time attacks. These early approaches also achieved non-ideal results:

for Pong, Behzadan and Munir [2017b] can improve reward under attack from −21 (lowest)

to −5, yet is still far away from the optimal reward (+21). Recently, Mirman et al. [2018a],

Fischer et al. [2019] treat the discrete action outputs of DQN as labels, and apply existing

certified defense for classification [Mirman et al., 2018b] to robustly predict actions using

imitation learning. This approach outperforms [Behzadan and Munir, 2017b], but it is unclear

how to apply it to environments with continuous action spaces.

For continuous action RL tasks (e.g., MuJoCo environments in OpenAI Gym), Mandlekar

et al. [2017] used a weak FGSM based attack with policy gradient to adversarially train a

few simple RL tasks. Pattanaik et al. [2018] used stronger multi-step gradient based attacks;

however, their evaluation focused on robustness against environmental changes rather than

state perturbations. Unlike our work which first develops principles and then applies to

different DRL algorithms, these works directly extend adversarial training in supervised

learning to the DRL setting and do not reliably improve test time performance under strong

attacks in Section 6.5. A concurrent work [Shen et al., 2020] considers a smoothness regularizer

similar to ours, but they use virtual adversarial training and focus on improving generalization

instead of robustness.

Other related works include [Havens et al., 2018], which proposed a meta online learning

procedure with a master agent detecting the presence of the adversary and switching between

a few sub-policies, but did not discuss how to train a single agent robustly. [Chen et al.,
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2018c] applied adversarial training specifically for RL-based path-finding algorithms. [Lütjens

et al., 2019] considered the worst-case scenario during rollouts for existing DQN agents to

ensure safety, but it relies on an existing policy and does not include a training procedure.

6.2 Theoretical Framework

In this section, we first formally define our new framework to study adversarial perturbations

on state observations, the state-adversarial Markov decision process (SA-MDP) and study its

basic properties in Section 6.2.1. Then, we give a concrete and simple example to show the

difference between MDP and SA-MDP in Section 6.2.2. To further understand SA-MDP, we

discuss two special cases of SA-MDP: fixing the agent policy and optimize the adversary in

Section 6.2.3, and fixing the adversary policy and optimize the agent policy in Section 6.2.4.

6.2.1 State-Adversarial Markov Decision Process (SA-MDP)

s
t+1

Agent

Environment
r

t+1

r
t

ν(s
t
)

s
t

adversary
a

t 
~ π(a|ν(s

t
))

p(s
t+1

|s
t 
,a

t 
)

Figure 6.1: Reinforcement learning with perturbed state observations. The agent observes a

perturbed state ν(st) rather than the true environment state st.

In state-adversarial MDP (SA-MDP), we introduce an adversary ν(s) : S → S 1. The

adversary perturbs only the state observations of the agent, such that the action is taken

as π(a|ν(s)); the environment still transits from the true state s rather than ν(s) to the

1 It is also possible to consider the adversary as a stochastic one, and ν(·|st) describes the distribution of

adversarial observations. This is compatible with our analysis and does not change our main results.
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next state. Since ν(s) can be different from s, the agent’s action from π(a|ν(s)) may be

sub-optimal, and thus the adversary is able to reduce the reward. In real world RL problems,

the adversary can be reflected as the worst case noise in measurement or state estimation

uncertainty. Note that this scenario is different from the two-player Markov game [Littman,

1994] where both players see unperturbed true environment states and interact with the

environment directly; the opponent’s action can change the true state of the game.

To allow a formal analysis, we first make the assumption for the adversary ν:

Assumption 6.2.1 (Stationary, Deterministic and Markovian Adversary). ν(s) is a deter-

ministic function ν : S → S which only depends on the current state s, and ν does not change

over time.

This assumption holds for many adversarial attacks [Huang et al., 2017b, Lin et al., 2017,

Kos and Song, 2017, Pattanaik et al., 2018]. These attacks only depend on the current

state input and the policy or Q network so they are Markovian; the network parameters are

frozen at test time, so given the same s the adversary will generate the same (stationary)

perturbation. We leave the formal analysis of non-Markovian, non-stationary adversaries as

future work.

If the adversary can perturb a state s arbitrarily without bounds, the problem can become

trivial. To fit our analysis to the most realistic settings, we need to restrict the power of an

adversary. We define perturbation set B(s), to restrict the adversary to perturb a state s

only to a predefined set of states:

Definition 6.2.2 (Adversary Perturbation Set). We define a set B(s) which contains all

allowed perturbations of the adversary. Formally, ν(s) ∈ B(s) where B(s) is a set of states

and s ∈ S.

B(s) is usually a set of task-specific “neighboring” states of s (e.g., bounded sensor

measurement errors), which makes the observation still meaningful (yet not accurate) even
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with perturbations. Finally, we formally define SA-MDP a 6-tuple (S,A,B, R, p, γ), where

R : S × A × S → R and p : S × A → P(S) are two mappings represent the reward

and transition probability. The transition probability at time step t can be written as

p(s′|s, a) = Pr(st+1 = s′|st = s, at = a). γ ∈ [0, 1] is the discounting factor, B is a mapping

from a state s ∈ S to a set of states B(s) ∈ S.

Analysis of SA-MDP We first derive Bellman Equations and a basic policy evaluation

procedure, then we discuss the possibility of obtaining an optimal policy for SA-MDP. The

adversarial value and action-value functions under ν in an SA-MDP are similar to those of a

regular MDP:

Ṽπ◦ν(s) = Eπ◦ν

[
∞∑
k=0

γkrt+k+1|st = s

]
, Q̃π◦ν(s, a) = Eπ◦ν

[
∞∑
k=0

γkrt+k+1|st = s, at = a

]
,

where the reward at step-t is defined as rt and π ◦ ν denotes the policy under observation

perturbations: π(a|ν(s)). Based on these two definitions, we first consider the simplest case

with fixed π and ν:

Theorem 6.2.3 (Bellman equations for fixed π and ν). Given π : S → P(A) and ν : S → S,

we have

Ṽπ◦ν(s) =
∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼπ◦ν(s

′)
]

Q̃π◦ν(s, a) =
∑
s′∈S

p(s′|s, a)

[
R(s, a, s′) + γ

∑
a′∈A

π(a′|ν(s′))Q̃π◦ν(s
′, a′)

]
.

The proof of Theorem 6.2.3 is simple, as when π, ν are fixed, they can be “merged” as

a single policy, and existing results from MDP can be directly applied. Now we consider a

more complicated case, where we want to find the value functions under optimal adversary

ν∗(π), minimizing the total expected reward for a fixed π. The optimal adversarial value and
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action-value functions are defined as:

Ṽπ◦ν∗(s) = min
ν
Ṽπ◦ν(s), Q̃π◦ν∗(s, a) = min

ν
Q̃π◦ν(s, a).

Theorem 6.2.4 (Bellman contraction for optimal adversary). Define Bellman operator

L : R|S| → R|S|,

(LṼ )(s) = min
sν∈B(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼ (s′)

]
. (6.1)

The Bellman equation for optimal adversary ν∗ can then be written as: Ṽπ◦ν∗ = LṼπ◦ν∗.

Additionally, L is a contraction that converges to Ṽπ◦ν∗.

Theorem 6.2.4 says that given a fixed policy π, we can evaluate its performance (value

functions) under the optimal (strongest) adversary, through a Bellman contraction. It is

functionally similar to the “policy evaluation” procedure in regular MDP. The proof of

Theorem 6.2.4 is in the same spirit as the proof of Bellman optimality equations for solving

the optimal policy for an MDP; the important difference here is that we solve the optimal

adversary, for a fixed policy π. Given π, value functions for MDP and SA-MDP can be vastly

different. In Section 6.2.2, we will show a 3-state toy environment where the optimal policy

in MDP receives zero rewards in SA-MDP.

Finally, we discuss our ultimate quest of finding an optimal policy π∗ under the strongest

adversary ν∗(π) in the SA-MDP setting (we use the notation ν∗(π) to explicit indicate that

ν∗ is the optimal adversary for a given π). An optimal policy should be the best among all

policies on every state:

Ṽπ∗◦ν∗(π∗)(s) ≥ Ṽπ◦ν∗(π)(s) for ∀s ∈ S and ∀π, (6.2)
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where both π and ν are not fixed. The first question is, what policy classes we need to

consider for π∗. In MDPs, deterministic policies are sufficient. We show that this does not

hold anymore in SA-MDP:

Theorem 6.2.5. There exists an SA-MDP and some stochastic policy π ∈ ΠMR such that

we cannot find a better deterministic policy π′ ∈ ΠMD satisfying Ṽπ′◦ν∗(π′)(s) ≥ Ṽπ◦ν∗(π)(s) for

all s ∈ S.

The proof is done by constructing a counterexample where some stochastic policies

are better than any other deterministic policies in SA-MDP. Contrarily, in MDP, for any

stochastic policy we can find a deterministic policy that is at least as good as the stochastic

one. Unfortunately, even looking for both deterministic and stochastic policies still cannot

always find an optimal one:

Theorem 6.2.6. Under the optimal ν∗, an optimal policy π∗ ∈ ΠMR does not always exist

for SA-MDP.

The proof follows the same counterexample as in Theorem 6.2.5. The optimal policy π∗

requires to have Ṽπ∗◦ν∗(π∗)(s) ≥ Ṽπ◦ν∗(π)(s) for all s and any π. In an SA-MDP, sometimes we

have to make a trade-off between the value of states and no policy can maximize the values

of all states.

6.2.2 An Example of SA-MDP

To better illustrate the properties of SA-MDP, in this section we include a small example of

SA-MDP. We first show a simple environment and solve it under different settings of MDP

and SA-MDP. The environment has three states S = {S1, S2, S3} and 2 actions A = {A1, A2}.

The transition probabilities and rewards are defined as below (unmentioned probabilities and
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rewards are 0):

Pr(s′ = S1|s = S1, a = A1) = 1.0

Pr(s′ = S2|s = S1, a = A2) = 1.0

Pr(s′ = S2|s = S2, a = A2) = 1.0

Pr(s′ = S3|s = S2, a = A1) = 1.0

Pr(s′ = S1|s = S3, a = A2) = 1.0

Pr(s′ = S2|s = S3, a = A1) = 1.0

R(s = S1, a = A2, s
′ = S2) = 1.0

R(s = S2, a = A1, s
′ = S2) = 1.0

R(s = S3, a = A1, s
′ = S3) = 1.0

The environment is illustrated in Figure 6.2. For the power of adversary, we allow ν to

S1

S2S3

S1 action 1
Reward 0

S1 action 2
Reward 1

S2 action 1
Reward 1

S2 action 2
Reward 0

S3 action 1
Reward 1

S3 action 2
Reward 0

Figure 6.2: A simple 3-state toy environment.

perturb one state to any other two neighbouring states:

Bν(S1) = Bν(S2) = Bν(S3) = {S1, S2, S3}
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Now we evaluate various policies for MDP and SA-MDP for this environment. We use

γ = 0.99 as the discount factor. A stationary and Markovian policy in this environment

can be described by 3 parameters p11, p21, p31 where pij ∈ [0, 1] denotes the probability

Pr(a = Aj|s = Si). We denote the value function as V for MDP and Ṽ for SA-MDP.

• Optimal Policy for MDP. For a regular MDP, the optimal solution is p11 = 0,

p21 = 1, p31 = 1. We take A2 to receive reward and leave S1, and then keep doing A1 in

S2 and S3. The values for each state are V (S1) = V (S2) = V (S3) = 1
1−γ = 100, which

is optimal. However, this policy obtains Ṽ (S1) = Ṽ (S2) = Ṽ (S3) = 0 for SA-MDP,

because we can set ν(S1) = S2, ν(S2) = S1, ν(S3) = S1 and consequentially we always

take the wrong action receiving 0 reward.

• A Stochastic Policy for MDP and SA-MDP. We consider a stochastic policy

where p11 = p21 = p31 = 0.5. Under this policy, we randomly stay or move in each state,

and has a 50% probability of receiving a reward. The adversary ν has no power because

π is the same for all states. In this situation, V (S1) = Ṽ (S1) = V (S2) = Ṽ (S2) =

V (S3) = Ṽ (S3) = 0.5
1−0.99

= 50 for both MDP and SA-MDP. This can also be seen as an

extreme case of Theorem 6.3.1, where the policy does not change under adversary in

all states, so there is no performance loss in SA-MDP.

• Deterministic Policies for SA-MDP. Now we consider all 23 = 8 possible deter-

ministic policies for SA-MDP. Note that if for any state Si we have pi1 = 0 and another

state Sj we have pj1 = 1, we always have Ṽ (S1) = Ṽ (S2) = Ṽ (S3) = 0. This is because

we can set ν(S1) = Sj , ν(S2) = Si and ν(S3) = Si and always receive a 0 reward. Thus

the only two possible other policies are p11 = p21 = p31 = 0 and p11 = p21 = p31 = 1,

respectively. For p11 = p21 = p31 = 1 we have Ṽ (S1) = 0, Ṽ (S2) = Ṽ (S3) = 100 as

we always take A1 and never transit to other states; for p11 = p21 = p31 = 0, we

circulate through all three states and only receive a reward when we leave A1. We have

Ṽ (S1) = 1
1−γ3 ≈ 33.67, Ṽ (S2) = γ2

1−γ3 ≈ 33.00 and Ṽ (S3) = γ
1−γ3 ≈ 33.33.
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Figure 6.3, 6.4, 6.5 give the graphs of Ṽ (S1), Ṽ (S2) and Ṽ (S3) under three different settings

of p11. The figures are generated using Algorithm 6.4.
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Figure 6.3: Value functions for SA-MDP when p11 = 0, with p21 ∈ [0, 1], p31 ∈ [0, 1]

0.0 0.5 1.0
p21

0.0

0.2

0.4

0.6

0.8

1.0

p 3
1

V(S1)

0.0 0.5 1.0
p21

0.0

0.2

0.4

0.6

0.8

1.0

p 3
1

V(S2)

0.0 0.5 1.0
p21

0.0

0.2

0.4

0.6

0.8

1.0

p 3
1

V(S3)

0

20

40

60

80

100

0

20

40

60

80

100

0

20

40

60

80

100

Figure 6.4: Value functions for SA-MDP when p11 = 0.5, with p21 ∈ [0, 1], p31 ∈ [0, 1]
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Figure 6.5: Value functions for SA-MDP when p11 = 1.0, with p21 ∈ [0, 1], p31 ∈ [0, 1]

6.2.3 Finding the Optimal Adversary under a Fixed Policy

In this section, we discuss how to find an optimal adversary ν for a given policy π. An

optimal adversary leads to the worst case performance under bounded perturbation set B,
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and is an absolute lower bound of the expected cumulative reward an agent can receive. It is

similar to the concept of “minimal adversarial example” in supervised learning tasks.

The following lemma shows that, from the adversary’s point of view, a fixed and stationary

agent policy π and the environment dynamics can be essentially merged into an MDP with

redefined dynamics and reward functions:

Lemma 6.2.7 (Finding the optimal adversary under a fixed policy). Given an SA-MDP

M = (S,A, R,B, p, γ) and a fixed and stationary policy π(·|·), there exists an MDP M̂ =

(S, Â, R̂, p̂, γ) such that the optimal policy of M̂ is the optimal adversary ν for SA-MDP given

the fixed π, where Â = S, and

R̂(s, â, s′) =


−

∑
a∈A π(a|â)p(s′|s,a)R(s,a,s′)∑

a∈A π(a|â)p(s′|a,s) for s, s′ ∈ S and â ∈ B(s) ⊂ Â,

C for s, s′ ∈ S and â /∈ B(s).

C is a large negative constant.

p̂(s′|s, â) =
∑
a∈A

π(a|â)p(s′|s, a) for s, s′ ∈ S and â ∈ Â.

Note that the adversary’s goal is to reduce the reward earned by the agent. So R̂ is

defined as a weighted average of −R. After constructing the MDP M̂ , it is possible to solve

an optimal agent ν of M̂ , which will be the optimal adversary on SA-MDP M given policy π.

For MDPs, under mild regularity assumptions an optimal policy always exists [Puterman,

2014]. In our case, the optimal policy on M̂ corresponds to an optimal adversary in SA-MDP,

which is the worst case perturbation for policy π. In fact, Lemma 6.2.7 will be used to prove

our Theorem 6.2.3, because with this connection to MDP, Theorem 6.2.3 can be proved using

existing results from MDPs in a straightforward way.

A direct consequence of Lemma 6.2.7 and Theorem 6.2.4 is the policy evaluation algorithm

(Algorithm 6.4) for SA-MDP, which obtains the values for each state under optimal adversary

for a fixed policy π.
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Algorithm 6.4 Policy Evaluation for an SA-MDP (S,A,B, R, p, γ)

Input: Policy π, convergence threshold ε
Output: Values for policy π, detnoted as Ṽπ◦ν∗(s)
Initialize array V (s)← 0 for all s ∈ S
repeat

∆← 0
for all s ∈ S do
v ←∞, v0 ← V (s)
for all sν ∈ B(s) do
v′ ←

∑
a∈A π(a|sν)

∑
s′∈S p(s

′|s, a) · [R(s, a, s′) + γV (s′)]
v ← min(v, v′)

end for
V (s)← v
∆← max(∆, |v0 − V (s)|)

end for
until ∆ < ε
Ṽπ◦ν∗(s)← V (s)

As an illustration of Algorithm 6.4, in Figure 6.6, we use it to solve the optimal adversary

for a simple GridWorld environment. The red square is the starting point. The blue circle

and green triangles are the target and traps, respectively. When the agent hits the target, it

earns reward +1 and the game stops and it earns reward -1 when it encounters a trap. We set

γ = 0.9 for both agent and adversary. The adversary is allowed to perturb the observation to

adjacent cells along four directions: up, down, left, and right. When there is no adversary,

after running policy iteration, the agent can easily reach target and earn a reward of +1, as

in Figure 6.6a. However, if we find the optimal adversary based on Algorithm 6.4 and apply

it to the agent, we are able to make the agent repeatedly encounter a trap. This leads to

−∞ reward for the agent and +∞ reward for the adversary as shown in Figure 6.6b.

6.2.4 Finding the optimal policy under a fixed adversary

We now investigate SA-MDP when we fix the adversary ν and find an optimal policy. In

Lemma 6.2.8, we show that this case SA-MDP becomes a POMDP:
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(a) Path in unperturbed envi-

ronment. Agent’s reward =

+1. The black arrows and

numbers show actions and

value function of the agent.

(b) Path under optimal adver-

sary. Agent’s reward = −∞.

The red arrows and the num-

bers show actions and value

function of the adversary.

(c) A robust POMDP policy

solved by SARSOP [Kurni-

awati et al., 2008] under the

same adversary. This policy is

history dependent.

Figure 6.6: We show an agent in gridworld environment trained with no function approxima-

tors, and its optimal policy is intrinsically not robust to perturbations of state observations.

The red square and blue circle are the starting point and target (reward +1) of the agent,

respectively. The green triangles are traps, with reward -1 once encountered. The adversary

is allowed to perturb the observation to adjacent states along four directions: up, down, left,

and right. Adversary earns +1 at traps and -1 at the target. We set γ = 0.9 for both agent

and adversary. This example shows that the vulnerability of a RL agent does not only come

from the errors in function approximators such as DNNs.
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Lemma 6.2.8 (Optimal policy under fixed adversary). Given an SA-MDP defined as M =

(S,A,B, R, p, γ) and a fixed and stationary adversary ν(ŝ|s), there exists a POMDP M̄ =

(S,A,Ω, O,R, p, γ) such that the optimal policy of M̄ is the optimal policy π for SA-MDP

given the fixed ν, where

Ω =
⋃
s∈S

{s′|s′ ∈ supp(ν(·|s))}, O(o|s) = ν(ŝ|s) (6.3)

where Ω is the set of observations, and O defines the conditional observational probabilities

(in our case it is conditioned only on s and does not depend on actions). Note that here

we assume the adversary to be stochastic ν(·|s) to better fit the setting of PO-MDP. All

results presented in previous sections can be easily adapted to this setting. This lemma is

straightforward to prove:

Proof. We construct a POMDP with the observations defined on the support of all ν(s), s ∈ S

and the observation process is exactly the process of generating an adversarially perturbed

state ŝ. This POMDP is functionally identical to the original SA-MDP when ν is fixed.

This lemma unveils the connection between POMDP and SA-MDP: SA-MDP can be seen

as a version of “robust” POMDP where the policy needs to be robust under a set of observa-

tional processes (adversaries). SA-MDP is different from robust POMDP (RPOMDP) [Os-

ogami, 2015, Rasouli and Saghafian, 2018], which optimizes for the worst case environment

transitions.

As a proof of concept, we use a modern POMDP solver, SARSOP [Kurniawati et al.,

2008] to solve the GridWorld environment in Figure 6.6 to find a policy that can defeat

the adversary. The POMDP solver produces a finite state controller (FSC) with 8 states

(FSC is an efficient representation of history dependent policies). This FSC policy can

almost eliminate the impact of the adversary and receive close to perfect reward, as shown in

Figure 6.6c.
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6.3 Two Approaches for Enhancing Robustness

We classify the weakness of a DRL agent on the perturbations of state observations into two

classes: the vulnerability in function approximators, which typically originates from the highly

non-linear and blackbox nature of neural networks; and intrinsic weakness of policy : even

perfect features for states are extracted, a policy can still make mistakes due to an intrinsic

weakness in the policy.

For example, in the deep Q networks (DQNs) for Atari games, a large convolutional

neural network (CNN) is used for extracting features from input frames. To act correctly, the

network must extract crucial features: e.g., for the game of Pong, the position and velocity of

the ball, which can observed by visualizing convolutional layers [Hausknecht and Stone, 2015,

Guo et al., 2014]. Many attacks to the DQN setting add imperceptible noises [Huang et al.,

2017b, Lin et al., 2017, Kos and Song, 2017, Behzadan and Munir, 2017a] that exploit the

vulnerability of deep neural networks so that they extract wrong features, as we have seen in

adversarial examples of image classification tasks. On the other hand, the fragile function

approximation is not the only source of the weakness of a RL agent - in a finite-state markov

decision process (MDP), we can use a tabular form of policy and value functions so there is

no function approximation error. The agent can still be vulnerable to small perturbations

on observations, e.g., perturbing the observation of a state to one of its four neighbors in

a gridworld-like environment can prevent an agent from reaching its goal (Figure 6.6). To

improve the robustness of RL, we need to take measures from both aspects — a more robust

function approximator, and a policy aware of perturbations in observations. We will discuss

two approaches from the two aspects below in this section.

6.3.1 First approach: State-adversarial Regularzation

Despite the difficulty of finding an optimal policy under the optimal adversary in SA-MDP,

we show that under certain assumptions, the loss in performance due to an optimal adversary
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can be bounded:

Theorem 6.3.1. Given a policy π for a non-adversarial MDP and its value function is Vπ(s).

Under the optimal adversary ν in SA-MDP, for all s ∈ S we have

max
s∈S

{
Vπ(s)− Ṽπ◦ν∗(π)(s)

}
≤ αmax

s∈S
max
ŝ∈B(s)

DTV(π(·|s), π(·|ŝ)) (6.4)

where DTV(π(·|s), π(·|ŝ)) is the total variation distance between π(·|s) and π(·|ŝ), and α :=

2[1 + γ
(1−γ)2

] max(s,a,s′)∈S×A×S |R(s, a, s′)| is a constant that does not depend on π.

Theorem 6.3.1 says that as long as differences between the action distributions under

state perturbations (the term DTV(π(·|s), π(·|ŝ))) are not too large, the performance gap

between Ṽπ◦ν∗(s) (state value of SA-MDP) and Vπ(s) (state value of regular MDP) can be

bounded. An important consequence is the motivation of regularizing DTV(π(·|s), π(·|ŝ))

during training to obtain a policy robust to strong adversaries. The proof is based on tools

developed in constrained policy optimization [Achiam et al., 2017], which gives an upper

bound on value functions given two policies with bounded divergence. In our case, we desire

that a bounded state perturbation ŝ produces bounded divergence between π(·|s) and π(·|ŝ).

We now study a few practical DRL algorithms, including both deep Q-learning (DQN)

for discrete actions and actor-critic based policy gradient methods (DDPG and PPO) for

continuous actions.

6.3.1.1 State-Adversarial DRL for Stochastic Policies: A Case Study on PPO

We start with the most general case where the policy π(a|s) is stochastic (e.g., in PPO Schul-

man et al. [2017]). The total variation distance is not easy to compute for most distributions,

so we upper bound it again by KL divergence: DTV(π(a|s), π(a|ŝ)) ≤
√

1
2
DKL(π(a|s)‖π(a|ŝ)).

When Gaussian policies are used, we denote π(a|s) ∼ N (µs,Σs) and π(a|ŝ) ∼ N (µŝ,Σŝ).
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The KL-divergence can be given as:

DKL(π(a|s)‖π(a|ŝ)) =
1

2

(
log |ΣŝΣ

−1
s |+ tr(Σ−1

ŝ Σs) + (µŝ − µs)>Σ−1
ŝ (µŝ − µs)− |A|

)
. (6.5)

Regularizing KL distance (6.5) for all ŝ ∈ B(s) will lead to a smaller upper bound in (6.4),

which is directly related to agent performance under optimal adversary. In PPO, the mean

terms µs, µŝ are produced by neural networks: µθµ(s) and µθµ(ŝ), and we assume Σ is a

diagonal matrix independent of state s (Σŝ = Σs = Σ). Regularizing the above KL-divergence

over all s from sampled trajectories and all ŝ ∈ B(s) leads to the following state-adversarial

regularizer for PPO, ignoring constant terms:

RPPO(θµ)=
1

2

∑
s

max
ŝ∈B(s)

(
µθµ(ŝ)− µθµ(s)

)>
Σ−1

(
µθµ(ŝ)− µθµ(s)

)
:=

1

2

∑
s

max
ŝ∈B(s)

Rs(ŝ, θµ).

(6.6)

We replace maxs∈S term in (6.4) with a more practical and optimizer-friendly summation over

all states in sampled trajectory. A similar treatment was used in TRPO [Levine et al., 2015]

which was also derived as a KL-based regularizer, albeit on θµ space rather than on state

space. However, minimizing (6.6) is challenging as it is a minimax objective, and we also have

∇ŝR(ŝ, θµ)|ŝ=s = 0 so using gradient descent directly cannot solve the inner maximization

problem to a local maximum. Instead of using the more expensive second order methods, we

propose two first order approaches to solve (6.6): convex relaxations of neural networks, and

Stochastic Gradient Langevin Dynamics (SGLD).

Solving the robust policy regularizer using convex relaxations. As we have dis-

cussed in Chapter 3 of this thesis, convex relaxation of non-linear units in neural networks

enables an efficient analysis of the outer bounds for a neural network [Wong and Kolter, 2018,

Zhang et al., 2018b, Singh et al., 2018, Dvijotham et al., 2018c, Weng et al., 2018, Wang et al.,

2018b, Salman et al., 2019b, Singh et al., 2019a]. In Section 5 of this thesis and several other

works have used it for certified adversarial defenses [Wong et al., 2018, Mirman et al., 2018b,
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Algorithm 6.5 State-Adversarial Proximal Policy Optimization (SA-PPO). We highlight
its differences compared to vanilla PPO in brown.
Input: Number of iterations T , a ε schedule εt
1: Initialize actor network π(a|s) and critic network V (s) with parameter θπ and θV ,
2: for t = 1 to T do
3: Run πθπ to collect a set of trajectories D = {τk} containing |D| episodes, each τk is a

trajectory contain |τk| samples, τk := {(sk,i, ak,i, rk,i, sk,i+1)}, i ∈ [|τk|]
4: Compute cumulative reward R̂k,i for each step i in every episode k using the trajectories

and discount factor γ
5: Update value function by minimizing the mean-square error:

θV ← argmin
θV

1∑
k |τk|

∑
τk∈D

|τk|∑
i=0

(
V (sk,i)− R̂k,i

)2

6: Estimate advantage Âk,i for each step i in every episode k using generalized advantage
estimation (GAE) and value function VθV (s)

7: Define the state-adversarial policy regularier:

RPPO(θπ) :=
∑
τk∈D

|τk|∑
i=0

max
s̄k,i∈Bp(sk,i,εt)

DKL (π(a|sk,i)‖π(a|s̄k,i))

8: Option 1: Solve RPPO(θπ) using SGLD:
9: find ŝk,i = argmaxs̄k,i∈Bp(sk,i,εt)

DKL(π(a|sk,i)‖π(a|s̄k,i)) using SGLD optimization
for all k, i (the objective can be solved in a batch)

10: set RPPO(θπ) :=
∑

τk∈D
∑|τk|

i=0 DKL(π(a|sk,i)‖π(a|ŝk,i))
11: Option 2: Solve RPPO(θπ) using convex relaxations:
12: RPPO(θπ) := ConvexRelaxUB(RPPO, θπ, s̄k,i ∈ Bp(sk,i, εt))
13: Update the policy by minimizing the SA-PPO objective (the minimization is solved

using ADAM):

θπ ← argmin
θ′π

1∑
k |τk|

[ ∑
τk∈D

|τk|∑
i=0

min
(
rθ′π(ak,i|sk,i)Âk,i, g(rθ′π(ak,i|sk,i))Âk,i

)
+ κPPORPPO(θ′π)

]

where rθ′π(ak,i|sk,i) :=
πθ′π

(ak,i|sk,i)
πθπ (ak,i|sk,i)

, g(r) := clip(rθ′π(ak,i|sk,i), 1− εclip, 1 + εclip)

14: end for
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Wang et al., 2018a, Gowal et al., 2018, Zhang et al., 2020c], but here we leverage it as a

generic optimization tool for solving minimax functions involving neural networks. Using this

technique, we can obtain an upper bound for Rs(ŝ, θµ): Rs(θµ) ≥ Rs(ŝ, θµ) for all ŝ ∈ B(s)

similarly to upper bounding the loss function in Chapter 5. Rs(θµ) is also a function of θµ

and can be seen as a transformed neural network (e.g., the dual network in Wong and Kolter

[2018]), and computing Rs(θµ) is only a constant factor slower than computing Rs(s, θµ) (for

a fixed s) when an efficient relaxation [Mirman et al., 2018b, Gowal et al., 2018, Zhang et al.,

2020c] is used. We can then solve the following minimization problem:

min
θµ

1

2

∑
s

Rs(θµ) ≥ min
θµ

1

2

∑
s

max
ŝ∈B(s)

Rs(ŝ, θµ) = min
θµ
RPPO(θµ).

Since we minimize an upper bound of the inner max, the original objective (6.6) is guaranteed

to be minimized. Using convex relaxations can also provide certain robustness certificates

for DRL as a bonus (e.g., we can guarantee an action has bounded changes under bounded

perturbations), discussed in Section 6.3.1.4. We use auto_LiRPA, our recently developed

tool [Xu et al., 2020a] (discussed in Section 3.2), to give Rs(θµ) efficiently and automatically.

Once the inner maximization problem is solved, we can add RPPO as part of the policy

optimization objective, and solve PPO using stochastic gradient descent (SGD) as usual.

In this section, for simplicity we define the notation ConvexRelaxUB(f, θ, s∈B(s)) which

returns an upper bound function f(θ) for maxs∈B(s) f(θ, s).

Solving the Robust Policy Regularizer using SGLD Stochastic gradient Langevin

dynamics (SGLD) Gelfand and Mitter [1991] can escape saddle points and shallow local

optima in non-convex optimization problems [Raginsky et al., 2017, Zhang et al., 2017, Bubeck

et al., 2015, Xu et al., 2018], and can be used to solve the inner maximization with zero

gradient at ŝ = s. SGLD uses the following update rule to find ŝK to maximize Rs(ŝ, θµ):

ŝk+1 ← proj
(
ŝk − ηk∇ŝkRs(ŝ

k, θµ) +
√

2ηk/βkξ
)
, ŝ0 = s, k = 0, · · · , K − 1
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where ηk is step size, ξ is an i.i.d. standard Gaussian random variable in R|S|, βk is an inverse

temperature hyperparameter, and proj(·) projects the update back into B(s). We find that

SGLD is sufficient to escape the stationary point at ŝ = s. However, due to the non-convexity

of µθµ(ŝ, θµ), this approach only provides a lower bound Rs(ŝ
K , θµ) of maxŝ∈B(s)Rs(ŝ, θµ).

Unlike the convex relaxation based approach, minimizing this lower bound does not guarantee

to minimize (6.6), as the gap between maxŝ∈B(s)Rs(ŝ, θµ) and Rs(ŝ
K , θµ) can be large.

We present the full SA-PPO algorithm in Algorithm 6.5. Compared to vanilla PPO,

we add a robust state-adversarial regularizer which constrains the KL divergence on state

perturbations. We highlighted these changes in Algorithm 6.5. The regularizer RPPO(θπ) can

be solved using SGLD or convex relaxations of neural networks. We define the perturbation

set B(s) to be an `p norm ball around state s with radius ε: Bp(s, ε) := {s′|‖s′−s‖p ≤ ε}. We

use a ε-schedule during training, where the perturbation budget is slowly increasing dduring

each epoch t as εt until reaching ε.

Although Eq (6.6) looks similar to smoothness based regularizers in (semi-)supervised

learning settings to avoid overfitting [Miyato et al., 2015] and improve robustness [Zhang

et al., 2019b], our regularizer is based on the foundations of SA-MDP. Our theory justifies the

use of such a regularizer in reinforcement learning setting, while [Miyato et al., 2015, Zhang

et al., 2019b] are developed for quite different settings not related to reinforcement learning.

6.3.1.2 State-Adversarial DRL for Deterministic Policies: A Case Study on

DDPG

DDPG learns a deterministic policy π(s) : S → A, and in this situation, the total variation

distance DTV (π(·|s), π(·|ŝ)) is malformed, as the densities at different states s and ŝ are very

likely to be completely non-overlapping. To address this issue, we define a smoothed version

of policy, π̄(a|s) in DDPG, where we add independent Gaussian noise with variance σ2 to

each action: π̄(a|s) ∼ N (π(s), σ2I|A|). Then we can compute DTV (π̄(·|s), π̄(·|ŝ)) using the

following theorem:
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Theorem 6.3.2. DTV (π̄(·|s), π̄(·|ŝ)) =
√

2/π d
σ

+O(d3), where d = ‖π(s)− π(ŝ)‖2.

Thus, as long as we can penalize
√

2/π d
σ
, the total variation distance between the two

smoothed distributions can be bounded. In DDPG, we parameterize the policy as a policy

network πθπ . Based on Theorem 6.3.1, the robust policy regularizer for DDPG is:

RDDPG(θπ) =
√

2/π(1/σ)
∑
s

max
ŝ∈B(s)

‖πθπ(s)− πθπ(ŝ)‖2 (6.7)

for each state s in a sampled batch of states, we need to solve a maximization problem, which

can be done using SGLD or convex relaxations similarly as we have shown in Section 6.3.1.1.

Note that the smoothing procedure can be done completely at test time, and during training

time our goal is to keep maxŝ∈B(s) ‖πθπ(s)− πθπ(ŝ)‖2 small.

We present the SA-DDPG training algorithm in Algorithm 6.6. The main difference

between DDPG and SA-DDPG is the additional loss term RDDPG(θπ), which provides an

upper bound on maxs∈B(si) ‖π(s)− π(si)‖2
2. We highlighted these changes in Algorithm 6.6.

We define the perturbation set B(s) to be a `p norm ball around s with radius ε: Bp(s, ε) :=

{s′|‖s′ − s‖p ≤ ε}. We use a ε-schedule during training, where the perturbation budget is

slowly increasing during training as εt until reaching ε.

6.3.1.3 State-Adversarial DRL for Q Learning: A Case Study on DQN

The action space for DQN is finite, and the deterministic action is determined by the max Q

value: π(a|s) = 1 when a = argmaxa′ Q(s, a′) and 0 otherwise. The total variation distance

in this case is

DTV (π(·|s), π(·|ŝ)) =


0 argmaxa π(a|s) = argmaxa π(a|ŝ)

1 otherwise.
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Algorithm 6.6 State-Adversarial Deep Deterministic Policy Gradient (SA-DDPG). We
highlight its differences compared to vanilla DDPG in brown.
Initialize actor network π(s) and critic network Q(s, a) with parameter θπ and θQ
Initialize target network π′(s) and critic network Q′(s, a) with weights θπ′ ← θπ and
θQ′ ← θQ
Initial replay buffer B
for t = 1 to T do
Initial a random process N for action exploration
Choose action at ∼ π(st) + ε, ε ∼ N
Observe reward rt, next state st+1 from environment
Store transition {st, at, rt, st+1} into B
Sample a mini-batch of N samples {si, ai, ri, s′i} from B
yi ← ri + γQ′(s′i, π

′(s′i)) for all i ∈ [N ]
Update θQ by minimizing loss L(θQ) = 1

N

∑
i (yi −Q(si, ai))

2

RDDPG(θπ, s̄i) :=
∑

i maxs̄i∈Bp(si,εt) ‖πθπ(si)− πθπ(s̄i)‖2

Option 1: Solve RDDPG(θπ) using SGLD:
find ŝi = argmaxs̄i∈Bp(si,εt)

‖πθπ(si) − πθπ(s̄i)‖2 for all i (solved in a batch using
SGLD)

set RDDPG(θπ) :=
∑

i ‖πθπ(si)− πθπ(ŝi)‖2

Option 2: Solve RDDPG(θπ) using convex relaxations:
RDDPG(θπ) := ConvexRelaxUB(RDDPG, θπ, s̄i ∈ Bp(si, εt))

Update θπ using deterministic policy gradient and gradient of RDDPG:
∇θπJ(θπ) = 1

N

∑
i

[
∇aQ(s, a)|s=si,a=π(si)∇θππ(s)|s=si + κDDPG∇θπRDDPG

]
Update Target Network:
θQ′ ← τθQ + (1− τ)θQ′
θπ′ ← τθπ + (1− τ)θπ′

end for
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Thus, we want to make the top-1 action stay unchanged after perturbation, and we can use a

hinge-like robust policy regularizer, where a∗(s) = argmaxaQθ(s, a) and c is a small positive

constant:

RDQN(θ) :=
∑
s

max{max
ŝ∈B(s)

max
a6=a∗

Qθ(ŝ, a)−Qθ(ŝ, a
∗(s)),−c}. (6.8)

The sum is over all s in a sampled batch. Other loss functions (e.g., cross-entropy) are also

possible as long as the aim is to keep the top-1 action to stay unchanged after perturbation.

This setting is similar to the robustness of classification tasks, if we treat a∗(s) as the “correct”

label, thus many robust classification techniques can be applied as in [Mirman et al., 2018a,

Fischer et al., 2019]. The maximization can be solved using projected gradient descent (PGD)

or convex relaxation of neural networks. We present the SA-DQN training algorithm in

Algorithm 6.7. The main difference between SA-DQN and DQN is the additional state-

adversarial regularizer RDQN(θ), which encourages the network not to change its output

under perturbations on the state observation. We highlighted these changes in Algorithm 6.7.

Note that the use of hinge loss is not required; other loss functions (e.g., cross-entropy loss)

may also be used.

6.3.1.4 Robustness Certificates

If we use the convex relaxation (Section 3) to train our networks, it can produce robustness

certificates [Wong and Kolter, 2018, Mirman et al., 2018b, Zhang et al., 2020c] for our task.

However in some RL tasks the certificates have interpretations different from classification

tasks, as discussed in detail below.

Robustness Certificates for DQN. In DQN, the action space is finite, so we have a

robustness certificate on the actions taken at each state. More specifically, at each state s,
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Algorithm 6.7 State-Adversarial Deep Q-Learning (SA-DQN). We highlight its differences
compared to vanilla DQN in brown.
1: Initialize current Q network Q(s, a) with parameters θ.
2: Initialize target Q network Q′(s, a) with parameters θ′ ← θ.
3: Initial replay buffer B
4: for t = 1 to T do
5: With probability εt select a random action at at, otherwise select at =

argmaxaQθ(st, a; θ)
6: Execute action at in environment and observe reward rt and state st+1

7: Store transition {st, at, rt, st+1} in B.
8: Randomly sample a minibatch of N samples {si, ai, ri, s′i} from B.
9: For all si, compute a∗i = argmaxaQθ(si, a; θ).
10: Set yi = ri + γmaxa′ Q

′
θ′(s

′
i, a
′; θ) for non-terminal si, and yi = ri for terminal si.

11: Compute TD-loss for each transition: TD-L(si, ai, s
′
i; θ) = Huber(yi −Qθ(si, ai; θ))

12: Define RDQN(θ) :=
∑

i max
{

maxŝi∈B(s) maxa6=a∗i Qθ(ŝi, a; θ)−Qθ(ŝi, a
∗
i ; θ),−c

}
.

13: Option 1: Use projected gradient descent (PGD) to solve RDQN(θ).
14: Run PGD to solve: ŝi = argmaxŝi∈B(si)

maxa6=a∗i Qθ(ŝi, a; θ)−Qθ(ŝi, a
∗
i ; θ).

15: Compute the sum of hinge loss of each si:
RDQN(θ) =

∑
i max{maxa6=a∗i Qθ(ŝi, a; θ)−Qθ(ŝi, a

∗
i ),−c}.

16: Option 2: Use convex relaxations of neural networks to solve a surrogate loss of
RDQN(θ).

17: For all si and all a 6= a∗i , obtain upper bounds on Qθ(s, a; θ)−Qθ(s, a
∗
i ; θ):

ua∗i ,a(si; θ) = ConvexRelaxUB(Qθ(s, a; θ)−Qθ(s, a
∗
i ; θ), θ, s ∈ B(si))

18: Compute a surrogate loss for the hinge loss:
RDQN(θ) =

∑
i max

{
maxa6=a∗i {ua∗i ,a(si)},−c

}
19: Perform a gradient descent step to minimize 1

N
[
∑

iTD-L(si, ai, s
′
i; θ) + κDQNRDQN(θ)].

20: Update Target Network every M steps: θ′ ← θ.
21: end for
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policy π’s action is certified if its corresponding Q function satisfies

argmax
a

Qθ(s, a) = argmax
a

Qθ(ŝ, a) = a∗, for all ŝ ∈ B(s). (6.9)

Given a states s, we can use neural network convex relaxations to compute an upper bound

uQθ,a∗,a(s) such that

Qθ(ŝ, a)−Qθ(ŝ, a
∗) ≤ uQθ,a∗,a(s)

holds for all ŝ ∈ B(s). So if uQθ,a∗,a(s) ≤ 0 for all a ∈ A, we have

Qθ(ŝ, a)−Qθ(ŝ, a
∗) ≤ 0 (6.10)

is guaranteed for all ŝ ∈ B(s), which means that the agent’s action will not change when the

state observation is in B(s). When the agent’s action is not changed under an adversarial

perturbation, its reward and transition at current step will not change in the DQN setting,

either.

In some settings, we find that 100% of the actions are guaranteed to be unchanged

(e.g., the Pong environment in Table 6.5). In that case, we can in fact also certify that the

accumulated reward is not changed given the specific initial conditions for testing. Otherwise,

if some steps during the roll-out do not have this certificate, or have a weaker certificate

that more than one actions are possible given ŝ ∈ B(s), all the possible actions have to be

explored as the next action input to the environment. When there are n states which are

not certified to have unchanged actions, each with m possible actions, we need to run nm

trajectories to find the worst case cumulative reward. This is impractical for typical settings.

However, even in the 100% certificate rate setting like Pong, it can still be challenging

to certify that the agent is robust under any starting condition. Since the agent is started

with a random initialization, it is impractical to enumerate all possible initializations and

guarantee all generated trajectories are certified. Similarly, in the classification setting, many
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existing certified defenses [Wong et al., 2018, Mirman et al., 2018b, Gowal et al., 2018, Zhang

et al., 2020c] can only practically guarantee robustness on a specific test set (by computing a

“verified test error”), rather than on any input image.

Robustness Certificates for PPO and DDPG. In DDPG and PPO, the action space

is continuous, hence it is not possible to certify that actions do not change under adversary.

We instead seek for a different type of guarantee, where we can upper bound the change in

action given a norm bounded input perturbation:

Us ≥ max
ŝ∈B(s)

‖πθπ(ŝ)− πθπ(s)‖ (6.11)

Given a state s, we can use convex relaxations to compute an upper bound Us. Generally

speaking, if B(s) is small, a robust policy desires to have a small Us, otherwise it can be

possible to find an adversarial state perturbation that greatly changes πθπ(ŝ) and causes the

agent to misbehave. However, giving certificates on cumulative rewards is still challenging, as

it requires to bound reward r(s, a) given a fixed state s, and a perturbed and bounded action

a (bounded via (6.11)). Since the environment dynamics can be quite complex in practice

(except for the simplest environment like InvertedPendulum), it is hard to bound reward

changes given a bounded action. We leave this part as a future direction for exploration and

we believe the robustness certificates in (6.11) can be useful for future works.

6.3.2 Second Approach: Robust RL via Alternating Training with Learned

Adversaries (ALTA)

In Section 6.3.1, we proposed a regularization based technique backed by the SA-MDP theory

to improve the robustness of DRL agents. However, as we discussed earlier, the vulnerability

of a DRL agent may come either from the deep learning based function approximator, or the

intrinsic weakness in a policy even without using any function approximators. A regularization
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can be effective to make the function approximator more robust, but can be ineffective to

improve the intrinsic robustness. In this section, we try to improve the intrinsic robustness of

a policy by learn an adversary online with the agent, where the aim of the adversary is to

find the weakness of the agent policy so that the agent can become more robust. We refer to

this new technique as alternating training with learned adversaries (ATLA).

In our ATLA framework, we train such an adversary online with the agent: we first keep

the agent and optimize the adversary; the adversary is also parameterized as a neural network.

Then we keep the adversary and optimize the agent. When training the adversary with fixed

agent policy, in Section 6.2.3, we have show that the learning problem is the same as learning

a MDP.

However, when training the agent with fixed adversary, in Section 6.2.4, the problem

becomes a POMDP. Unfortunately, unlike MDPs, it is challenging to solve an optimal policy

for POMDPs; state-of-the-art solvers [Bai et al., 2014, Sunberg and Kochenderfer, 2017]

can only work on relatively simple environments which are much smaller than those used

in modern DRL. Thus, we do not aim to solve the optimal policy. We follow [Wierstra

et al., 2007] to use recurrent policy gradient theorem on POMDPs and use LSTM as function

approximators for the value and policy networks. We denote ht = {ŝ0, a0, ŝ1, a1 · · · , ŝt}

containing all history of states (perturbed states ŝ in our setting) and actions. The policy π

parameterized by θ takes an action at given all observed history ht, and ht is typically encoded

by a recurrent neural network (e.g., LSTM). The recurrent policy gradient theorem [Wierstra

et al., 2007] shows that

∇θJ ≈
1

N

N∑
n=1

T∑
t=0

∇θ log πθ(a
n
t |hnt )rnt (6.12)

where N is the number of sampled episodes, T is episode length (for notation similarity, we

assume each episode has the same length), and hnt is the history of states for episode n up to

time t, and rnt is the reward received for episode n at time t. We can then extend Eq. (6.12)
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to modern DRL algorithms such as proximal policy optimization (PPO), similarly as done

in [Azizzadenesheli et al., 2018], by using the following loss function:

J(θ) ≈ 1

N

N∑
n=1

T∑
t=0

[
min

(
πθ(a

n
t |hnt )

πθold(ant |hnt )
Ahnt , clip(

πθ(a
n
t |hnt )

πθold(ant |hnt )
, 1− ε, 1 + ε)Ahnt

)]
(6.13)

where Ahnt is a baseline advantage function for episode n time step t, which is based on a

LSTM value function. ε is the clipping threshold in PPO. The loss can be optimized via a

gradient based optimizer and θold is the old policy parameter before optimization iterations

start. Although a LSTM or recurrent policy network has been used in the DRL setting in a

few other works [Hausknecht and Stone, 2015, Azizzadenesheli et al., 2018], our focus is to

improve agent robustness rather than learning a policy purely for POMDPs. In our empirical

evaluation, we will compare feedforward and LSTM policies under our ATLA framework.

In ATLA, both adversary and agent can be updated using a policy gradient algorithm

such as PPO. We show our full algorithm in Algorithm 6.8.

Algorithm 6.8 Alternating Training with Learned Adversaries (ATLA)
Input: Environment E , number of iterations Niter, and batch size B.
1: Initialize the agent’s actor network π(a|ŝ) with parameters θ.
2: Initialize the adversary’s actor network ν(ŝ|s) with parameters φ.
3: for i = 1 to Niter do
4: for j = 1 to Nπ do
5: Run πθ with fixed νφ to collect a set of trajectories D := {(ŝk,jt , ak,jt , rk,jt , ŝk,jt+1)}

∣∣B
k=1

.
6: θ ← PolicyOptimizer(D, θ)
7: end for
8: for j = 1 to Nν do
9: D ← Adv_Traj (νφ, πθ, B) # Trajactory for learning adversary, details defined in

Algorithm 6.12
10: φ← PolicyOptimizer(D, φ)
11: end for
12: end for

Our algorithm is designed to use a strong and learned adversary that tries to find intrinsic

weakness of the policy, and to obtain a good reward the policy must learn to defeat such
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an adversary. In other words, it attempts to solve the SA-MDP problem directly rather

than relying on explicit regularization on the function approximator like the approach in

Section 6.3.1. In our empirical evaluation, we show that such regularization can be unhelpful

in some environments and harmful for performance when evaluating the agent without attacks.

Several works proposed methods to learn an adversary online together with an agent.

RARL [Pinto et al., 2017] proposed to train an agent and an adversary under the two-

player Markov game [Littman, 1994] setting. The adversary can change the environment

states through actions directly applied to environment. The goal of RARL is to improve

the robustness against environment parameter changes, such as mass, length or friction.

Gleave et al. [2019] discussed the learning of an adversary using reinforcement learning

to attack a victim agent, by taking adversarial actions that changes the environment and

consequentially change the observation of the victim agent. Both Pinto et al. [2017], Gleave

et al. [2019] conduct their attack under on the two-player Markov game framework, rather

than considering perturbations on state observations. Besides, Li et al. [2019b] consider a

similar Markov game setting in multi-agent RL environments. The difference between these

works and ours can be clearly seen in the setting where the adversary is fixed - under the

framework of [Pinto et al., 2017, Gleave et al., 2019], the learning of agent is still a MDP, but

in our setting, it becomes a harder POMDP problem.

The difference between our approach and previous training time attack approaches such

as in [Pattanaik et al., 2018] is that we use a stronger adversary, learned online with the

agent. Our empirical evaluation finds that using such an adversary in training time allows

the agent to learn a robust policy generalized to different types of strong adversarial attacks

during test time. Additionally, it is important to distinguish between the original state s

and the perturbed state ŝ. We find that using s instead of ŝ to train the advantage function

and policy of the agent leads to worse performance, as it does not follow the theoretical

framework of SA-MDP.
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6.4 Strong Adversaries for Evaluating the Robustness of RL agents

To avoid a false sense of security, we must evaluate the robustness of RL under strong

adversarial attacks. In this section, we discuss details of a few strong adversarial attacks on

state observations of RL agents. We start with existing strong attacks, including critic based

attack for DDPG agents and projected gradient descent (PGD) base attack for DQN agents.

Then, we discuss the drawback of the critic based attack, and propose two critic independent

attacks - robust Sarsa (RS) attack and maximal action difference (MAD) attack. Finally,

based on our theoretical framework of SA-MDP, we demonstrate that an optimal adversary

can be learned via model-free RL.

6.4.1 Existing Approach: Critic based Attack

We start with the discussion on the critic based attack [Pattanaik et al., 2018] as a baseline.

This attack requires a Q function Q(s, a) to find the best perturbed state, and uses the

gradient of Q(s, a) to provide the direction to update states adversarially in K steps:

sk+1 = sk − η · proj
[
∇skQ(s0, π(sk))

]
, k = 0, . . . , K − 1, and define ŝ := sK . (6.14)

Here proj[·] is a projection to B(s), η is the learning rate, and s0 is the state under attack. It

attempts to find a state ŝ triggering an action π(ŝ) minimizing the action-value at state s0.

In [Pattanaik et al., 2018], their Algorithm 4 (critic based attack) has a small glitch: given

a state s0 under attack, they use the gradient ∇sQ(s, π(s)) = ∂Q
∂s

+ ∂Q
∂π

∂π
∂s

which essentially

attempts to minimize Q(ŝ, π(ŝ)), but they then sample randomly along this gradient direction

to find the best ŝ that minimizes Q(s0, π(ŝ)). Our corrected formulation directly minimizes

Q(s0, π(ŝ)) using this gradient instead: ∇sQ(s0, π(s)) = ∂Q
∂π

∂π
∂s
. We found that the corrected

form (6.14) is more successful. If Q is a perfect action-value function, ŝ leads to the worst

action that minimizes the value at s0. In Algorithm 6.9 we present our “corrected” critic

based attack based on [Pattanaik et al., 2018]:
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Algorithm 6.9 Critic based attack [Pattanaik et al., 2018]
Input: A policy function π under attack, a corresponding Q(s, a) network, and a initial state
s0, K is the number of attack steps, η is the step size, s and s are valid lower and upper
range of s (assuming a `∞ norm-like threat model).
for k = 1 to K do
gk = ∇sk−1Q(s0, π(sk−1)) = ∂Q

∂π
∂π

∂sk−1

gk ← proj(gk) # project gk according to norm constraint of s; for `∞ norm simply take
the sign
sk ← sk−1 − ηgk
sk ← min(max(sk, s), s) # only needed for `∞ norm threat model

end for
Output: An adversarial state ŝ := sK

For PPO, since there is no Q(s, a) available during training, we extend [Pattanaik et al.,

2018] to perform attack relying on V (s): we find a state ŝ that minimizes V (ŝ). Unfortunately,

it does not match our setting of perturbing state observations; it looks for a state ŝ that has

the worst value (i.e., taking action π(ŝ) in state ŝ is bad), but taking the action π(ŝ) at state s0

does not necessarily trigger a low reward action, because V (ŝ) = maxaQ(ŝ, a) 6= maxaQ(s0, a).

Thus, in Table 6.3 we can observe that critic based attack typically does not work very well

for PPO agents.

6.4.2 Existing Approach: Projected Gradient Decent (PGD) Attack for DQN

For DQN, we use the regular untargeted Projected Gradient Decent (PGD) attack in the

literature [Lin et al., 2017, Pattanaik et al., 2018, Xiao et al., 2019b]. The untargeted PGD

attack with K iterations updates the state K times as follows:

sk+1 = sk + ηproj[∇skH(Qθ(s
k, ·), a∗)],

s0 = s, k = 0, . . . , K − 1
(6.15)

where H(Qθ(s
k, ·), a∗) is the cross-entropy loss between the output logits of Qθ(s

k, ·) and

the onehot-encoded distribution of a∗ := argmaxaQθ(s, a). proj[·] is a projection operator
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depending on the norm constraint of B(s) and η is the learning rate. A successful untargeted

PGD attack will then perturb the state to lead the Q network to output an action other

than the optimal action a∗ chosen at the original state s. To guarantee that the final state

obtained by the attack is within an `∞ ball around s (B(s) = {ŝ : s− ε ≤ ŝ ≤ s+ ε}), the

projection proj[·] is a sign operator and η is typically set to η = ε
K
.

6.4.3 Robust Sarsa attack

Issues in the critic based attack In Section 6.4.1, we have discussed the the critic based

attack Pattanaik et al. [2018] which uses the gradient of Q(s, a) to provide the direction to

update states adversarially in K steps. However, this attack has a few drawbacks:

• Attack strength strongly depends on critic quality; if Q is poorly learned, is not robust

against small perturbations or has obfuscated gradients, the attack fails as no correct update

direction is given.

• It relies on the Q function which is specific to the training process, but not used during

roll-out.

• Not applicable to many actor-critic methods (e.g., TRPO and PPO) using a learned value

function V (s) instead of Q(s, a). Finding ŝ ∈ B(s) minimizing V (s) does not correctly reflect

the setting of perturbing observations, as V (ŝ) represents the value of ŝ rather than the value

of taking π(ŝ) at s0.

When we evaluate the robustness of a policy, we desire it to be independent of a specific

critic network to avoid these problems. We thus want to use critic independent attacks for

DDPG and PPO.

Our Robust Sarsa (RS) attack. Since π is fixed during evaluation, we can learn its corre-

sponding Qπ(s, a) using on-policy temporal-difference (TD) algorithms similar to Sarsa [Rum-

mery and Niranjan, 1994] without knowing the critic network used during training. Addi-

tionally, we find that the robustness of Qπ(s, a) is very important; if Qπ(s, a) is not robust
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against small perturbations (e.g., given a state s0, a small change in a will significantly reduce

Qπ(s0, a) which does not reflect the true action-value), it cannot provide a good direction for

attacks. Based on these, we learn Qπ(s, a) (parameterized as an NN with parameters θ) with

a TD loss as in Sarsa and an additional robustness objective to minimize:

LRS(θ)=
∑
i∈[N ]

[ri + γQπ
RS(s′i, a

′
i)−Qπ

RS(si, ai)]
2

+ λRS
∑
i∈[N ]

max
â∈B(ai)

(Qπ
RS(si, â)−Qπ

RS(si, ai))
2

N is the batch size and each batch contains N tuples of transitions (s, a, r, s′, a′) sampled

from agent rollouts. The first summation is the TD-loss and the second summation is the

robustness penalty with regularization λRS. B(ai) is a small set near action ai (e.g., a `∞

ball of norm 0.05 when action is normalized between 0 to 1). The inner maximization can be

solved using convex relaxation of neural networks as we have done in Section 6.3.1.2. Then,

we use Qπ
θRS

to perform critic-based attacks as in (6.14). This attack sometimes significantly

outperforms the attack using the critic trained along with the policy network, as its attack

strength does not depend on the quality of an existing critic.

Algorithm 6.10 gives the full procedure of the Robust Sarsa attack. We collect trajectories

of the agents and then optimize the ordinary temporal difference (TD) loss along with a

robust objective Lrobust(θ). Lrobust(θ) constrains that when an input action a is slightly

changed, the value Qπ
RS(s, a) should not change significantly. We set the perturbation set

Bp(a, ε) to be a `p norm ball with radius ε around an action a. We gradually increase ε

from 0 to εmax during training to learn a critic that is increasingly more robust. The inner

maximization of Lrobust(θ) is upper bounded by convex relaxations of neural networks or

stochastic gradient Langevin dynamics. Once the inner maximization is eliminated, we solve

the final objective using regular first order optimization methods. In our attacks to DDPG

and PPO, we try multiple regularization parameter λRS to find the best Sarsa model that

achieves lowest attack rewards.

We provide some empirical justifications for the necessity of using a robust objective. For
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Algorithm 6.10 Train a robust value function for critic-independent attack (Robust Sarsa
attack)
Input: Any policy function π under attack, T is the number of training steps, and an epsilon
schedule εt
Initialize Qπ

RS(s, a) to be a random network
for t = 1 to T do
Run the agent with policy π and collect a batch of N steps: {si, ai, ri, s′i, a′i}, i ∈ [N ]
LTD(θ) =

∑
i∈[N ] [ri + γQπ

RS(s′i, a
′
i)−Qπ

RS(si, ai)]
2

Lrobust(θ) =
∑

i∈[N ] maxâ∈Bp(ai,εt)(Q
π
RS(si, â)−Qπ

RS(si, ai))
2

Lrobust = ConvexRelaxUB(Lrobust, θ, Bp(ai, εt)), where Lrobust(θ) ≤ Lrobust(θ) #
Solving the inner maximization by upper bounding Lrobust using an automatic NN convex
relaxation tool
Minimize LRS(θ) = LTD(θ) + λRSLrobust(θ) using any gradient based optimizer (e.g.,
Adam)

end for
Output: A robust critic function Qπ

RS that can be used for Algorithm 6.9.

both PPO and DDPG, we conduct attacks using a Sarsa network trained with and without

the robustness objective, in Table 6.1 and Table 6.2, respectively. We observe that the robust

objective can decrease reward further more in most settings.

Although it is beyond the scope of this thesis, RS attack can also be used as a blackbox

attack when perturbing the actions rather than state observations, as Qπ
θRS

can be learned

by observing the environment and the agent without any internal information of the agent.

Then, using the robust critic we learned, black-box attacks can be performed on action space

by solving minQπ
θRS

(s, a) with a norm constrained a.

For a practical implementation, to improve convergence and reduce instability, two

Qπ
RS(s, a) functions can be also used similarly as in double Q learning [Hasselt, 2010]. In our

case, since the policy is not being updated and stable, we find that using a single Q function

is also sufficient for most settings and usually converges faster.
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Table 6.1: Comparison between Non-robust Sarsa attack (without the robustness objective

Lrobust(θ)) and robust Sarsa attack on PPO and SA-PPO agents in Table 6.3. The Robust

Sarsa Attack Reward column is the same result presented in RS column of Table 6.3. We

report mean reward ± standard deviation over 50 attack episodes.

Env.
`∞ norm perturb-
ation budget ε Method Non-robust Sarsa

Attack Reward
Robust Sarsa
Attack Reward

PPO (vanilla) 2757.0±604.2 779.4±33.2
PPO (adv. 50%) 276 ±140 49 ± 50
PPO (adv. 100%) 14.4± 4.20 3.8 ± 0.9
SA-PPO (SGLD) 3642.9±4.0 1403.3±55.0

Hopper 0.05

SA-PPO (Convex) 3014.9±656.1 1235.8±50.2
PPO (vanilla) 2224.7±1438.7 913.7±54.3

PPO (adv. 50%) -10.79 ± 0.93 -11.55 ± 0.79
PPO (adv. 100%) -111.9± 4.5 -114.4 ± 4.0
SA-PPO (SGLD) 4777.1±305.5 2605.6±1255.7

Walker2d 0.05

SA-PPO (Convex) 3701.1±1013.3 2168.2± 665.4
PPO (vanilla) 716.4±166.1 1036.0±420.2

PPO (adv. 50%) 166± 78 98 ± 69
PPO (adv. 100%) 122.6± 15.9 113.2 ± 18.5
SA-PPO (SGLD) 6115.4±783.2 6200.5±818.1

Humanoid 0.075

SA-PPO (Convex) 6241.2±540.8 4707.2±1359.1

6.4.4 Maximal Action Difference (MAD) attack

We propose another simple yet very effective attack which does not depend on a critic.

Following our Theorem 6.3.1 and 6.3.2, we can find an adversarial state ŝ by maximizing

DKL (π(·|s)‖π(·|ŝ)). For actions parameterized by Gaussian mean πθπ(s) and covariance

matrix Σ (independent of s), we minimize LMAD(ŝ) := −DKL (π(·|s)‖π(·|ŝ)) to find ŝ:

argmin
ŝ∈B(s)

LMAD(ŝ) = argmax
ŝ∈B(s)

(πθπ(s)− πθπ(ŝ))>Σ−1 (πθπ(s)− πθπ(ŝ)) . (6.16)

For DDPG we can simply set Σ = I . The objective can be optimized using SGLD to find a

good ŝ.

We present the full algorithm of MAD attack in Algorithm 6.11. It is a relatively simple

attack by directly maximizing a KL-divergence using SGLD, yet it usually outperforms
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Table 6.2: Comparison between Non-robust Sarsa attack (without the robustness objective)

and robust Sarsa attack on DDPG and SA-DDPG agents in Table 6.4. The Robust Sarsa

Attack Reward column presents the same results as presented in the RS attack rows of

Table 6.4. We report mean reward ± standard deviation over 50 attack episodes.

Env.
`∞ norm perturb-
ation budget ε Method Non-robust Sarsa

Attack Reward
Robust Sarsa
Attack Reward

DDPG (vanilla) 700± 305 336± 283Ant 0.2 SA-DDPG (Convex) 2380± 142 1820± 635
DDPG (vanilla) 1362± 1468 606± 124Hopper 0.075 SA-DDPG (Convex) 1323± 491 1258± 561
DDPG (vanilla) 1000± 0 92± 1InvertedPendulum 0.3 SA-DDPG (Convex) 1000± 0 1000± 0
DDPG (vanilla) −24.11± 7.19 −21.74± 5.14Reacher 1.5 SA-DDPG (Convex) −11.67± 3.57 −11.40± 3.56
DDPG (vanilla) 951± 1146 959± 1001Walker2d 0.05 SA-DDPG (Convex) 3200± 1939 1986± 1993

random attack and critic attack in many environments.

6.4.5 Hybrid RS+MAD attack

We find that RS and MAD attack can achieve the best results (lowest attack reward) in

many cases. We also consider combining them to form a hybrid attack, which minimizes the

robust critic predicted value and in the meanwhile maximizes action differences. It can be

conducted by minimizing this combined loss function to find an adversarial state ŝ ∈ B(s):

LHybrid(ŝ) = αRS-MADQθQ(s, πθRS(ŝ)) + (1− αRS-MAD)LMAD(ŝ)

For a practical implementation, it is important to choose αRS-MAD so that the two parts of

the loss are roughly balanced. The value of QθQ depends on environment reward (if reward

is not normalized), and might be much larger in magnitudes than RS-MAD, so typically

αRS-MAD is close to 1.
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Algorithm 6.11 Maximal Action Difference (MAD) Attack (a critic-independent attack)

Input: A policy function π under attack, and a initial state s0 for attack, K is the number
of attack steps, η is the step size, β is the (inverse) temperature parameter for SGLD, s
and s are valid lower and upper range of s.
Define loss function LMAD(s) = −DKL(π(·|s0)‖π(·|s))
for k = 1 to K do
Sample ξ ∼ N (0, 1)

gk = ∇sk−1LMAD(sk−1) +
√

2
βη
ξ

gk ← proj(gt) # project gt according to norm constraint of s0; for `∞ norm simply take
the sign
sk ← sk−1 − ηgk
sk ← min(max(sk, s), s)

end for
Output: An adversarial state ŝ := sK

We try different values of αRS-MAD and report the lowest reward as the final reward under

this attack.

6.4.6 Optimal Adversarial Attack

In Section 6.4.1 to Section 6.4.5, we show a few adversarial attacks to state observations of

DRL agents. These attacks are all based on certain heuristics to find a perturbed state ŝ.

In this subsection, we show that based on our framework of SA-MDP in section 6.2, it is

possible to find an optimal adversarial attack that guarantees to achieves the lowest reward.

In Lemma 6.2.7, we have shown that given a fixed agent policy, finding the optimal

adversary is a learning problem on a MDP. When the complete knowledge of MDP is known,

it is possible to solve the optimal (strongest) adversary. We now extend Lemma 6.2.7 to

the DRL setting. Since the learning of adversary is equivalent to solving an MDP, we

parameterize the adversary as a neural network function and use any popular DRL algorithm

to learn an “optimal” adversary. Here we quote the word “optimal” as we use function

approximator to learn the agent so it’s no longer optimal, but we emphasize that it follows

the SA-MDP framework of solving an optimal adversary. No existing adversarial attacks
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(a) No attack

(reward 5851)

(b) RS Attack

(reward 284)

(c) Optimal Attack

(reward −1140)

(d) No attack

(reward 7094)

(e) RS Attack

(reward 85)

(f) Optimal Attack

(reward −743)

Figure 6.7: Our “Optimal” Attack and Robust Sarsa attack on Ant and HalfCheetah environ-

ments. Previous strong attacks make the agent fail and receive a small positive reward (less

than 1/10 of the reward without attack). Our attack is strong enough to trick the agent into

moving to the opposite direction, receiving a large negative reward.

follow such a theoretically guided framework. We show our algorithm in Algorithm 6.12.

Instead of learning to produce ŝ ∈ B(s) directly, since B(s) is usually a small set nearby s

(e.g., B(s) = 0{s′ | ‖s − s′‖p ≤ ε}, our adversary learns a perturbation vector ∆, and we

project s+ ∆ to B(s).

The first advantage of attacking a policy in this way is that it is strong - as we allow to

optimize the adversary in an online loop of interactions with the agent policy and environment,

and keep improving the adversary with a goal of receiving as less reward as possible. It is
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Algorithm 6.12 Learning an “optimal” adversary for perturbations on state observations
Input: Policy π(s) under attack, number of iterations Niter, batch size B, perturbation set
B(s)

1: initialize adversary νφ(s) parameterized by a neural network with parameters φ,
2: for i = 1 to Niter do
3: D ← Adv_Traj (νφ, π, B) # collection of samples (for simplicity we ignore episodes

here)
4: φ← PolicyOptimizer(D, φ)
5: end for

Function Adv_Traj (νφ, π, B) :
6: s← s0 # Initial state
7: D ← ∅
8: for b = 1 to B do
9: ∆← νφ(s), ŝ← ProjB(s)(s+ ∆) # projection will be a clipping for `∞ norm set B(s)
10: a← π(ŝ)
11: obtain reward r, next state s′ from environment given action a
12: D ← D ∪ (s,∆,−r, s′) # state, action, reward and next state for the adversary
13: s← s′

14: end for
15: return D

strong because it follows the theoretical framework of finding an optimal adversary, rather

than using any heuristic to generate a perturbation. Empirically, in the cases demonstrated in

Figure 6.7, previous strong attacks (e.g., Robust Sarsa attack) can successfully fail an agent

and make it stop moving and receive a small positive reward; our learned attack can trick

the agent into moving toward the opposite direction of the goal and receive a large negative

reward.

The second advantage of this attack is that it requires no gradient access to the policy

itself; in fact, it treats the agent as part of the environment and only needs to run it in a

blackbox. Previous attacks (e.g., Lin et al. [2017], Pattanaik et al. [2018], Xiao et al. [2019b])

are mostly gradient based approach and need to access the values or gradients to a policy or

value function. Even without access to gradients, the overall learning process is still just a

MDP and we can apply any popular modern DRL methods to learn the adversary.

Compared to other heuristic based attacks in Section 6.4.1 to Section 6.4.5, this “optimal”
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attack is typically more computational expensive - it requires to train an adversary which

is itself an reinforcement learning problem, which typically requires to interact with the

environment and agent for a few million steps (in the same order as training a RL agent).

However, once the adversary ν is trained, it can produce an adversarial state observation

ν(s) for any state s just by a simple pass of forward propagation, without using any iterative

algorithms like in Section 6.4.1 and 6.4.3.

6.5 Empirical Evaluations

In this section, we present empirical evaluations for our two approaches of enhancing robustness

of RL agents: state-adversarial regularization (Section 6.3.1) and alternating training with

learned adversaries (ATLA). The two approaches are orthogonal, so finally we will present

the best performing agents by combining the two approaches.

6.5.1 Experiments on the State-adversarial Regularization

In our experiments2, the set of adversarial states B(s) is defined as an `∞ norm ball around s

with a radius ε: B(s) := {ŝ | ‖s− ŝ‖∞ ≤ ε}. Here ε is also referred to as the perturbation

budget. In MuJoCo environments, the `∞ norm is applied on normalized state representations.

6.5.1.1 Evaluation of SA-PPO

We use the PPO implementation from [Engstrom et al., 2020], which conducted hyperparame-

ter search and published the optimal hyperparameters for PPO on three Mujoco environments

in OpenAI Gym [Brockman et al., 2016]. We use their optimal hyperparameters for PPO,

and the same set of hyperparameters for SA-PPO without further tuning. We run Walker2d

and Hopper 2× 106 steps and Humanoid 1× 107 steps to ensure convergence. Our vanilla

2 Code and pretrained agents available at https://github.com/chenhongge/StateAdvDRL
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Table 6.3: Average rewards ± standard deviation over 50 episodes on three baselines and

SA-PPO. We report natural rewards (no attacks) and rewards under five adversarial attacks.

In each row we bold the best (lowest) attack reward over all five attacks. The gray rows are

the most robust agents.

Env. ε Method Natural
Reward

Attack Reward Best
AttackCritic Random MAD RS RS+MAD

PPO (vanilla) 3167.6± 541.6 1799.0± 935.2 2915.2±677.7 1505.2± 382.0 779.4± 33.2 733.8± 44.6 733
PPO (adv. 50%) 174± 146 69 ±83 141± 128 42± 46 49 ±50 44± 43 42
PPO (adv. 100%) 6.1± 2.6 4.4 ±1.8 6.1± 3.2 5.8± 2.7 3.8 ±0.9 3.6 ±0.5 3.6
SA-PPO (SGLD) 3523.1±329.0 3665.5± 8.2 3080.2± 745.4 2996.6± 786.4 1403.3± 55.0 1415.4± 72.0 1403.3

Hopper 0.075

SA-PPO (Convex) 3704.1± 2.2 3698.4± 4.4 3708.7± 23.8 3443.1± 466.672 1235.8± 50.2 1224.2± 47.8 1224.2
PPO (vanilla) 4619.5± 38.2 4589.3± 12.4 4480.0±465.3 4469.1±715.6 913.7± 54.3 926.8±66.3 913.7

PPO (adv. 50%) -11 ± 0.9 -10.6 ± 0.86 -10.99 ± 0.95 -10.78 ± 0.89 -11.55 ± 0.79 -11.37 ± 0.87 -11.55
PPO (adv. 100%) -113 ± 4.14 -111.9 ± 4.13 -111 ± 4.27 -112 ± 4.08 -114.4 ± 4.0 -114.5 ± 4.09 -114.5
SA-PPO (SGLD) 4911.8± 188.9 5019.0± 65.2 4894.8± 139.9 4755.7± 413.1 2605.6± 1255.7 2468.4 ±1205 2468.4

Walker2d 0.05

SA-PPO (Convex) 4486.6± 60.7 4572.0± 52.3 4475.0± 48.7 4343.4± 329.4 2168.2± 665.4 2076.1± 666.7 2076.1
PPO (vanilla) 5270.6±1074.3 5494.7± 118.7 5648.3± 86.8 1140.3± 534.8 1036.0± 420.2 884.1± 356.3 884.1

PPO (adv. 50%) 234± 28 198 ± 58 240 ± 19.4 148 ± 73 98 ± 69 101.5 ± 66.4 98
PPO (adv. 100%) 141.4 ± 20.6 140.25 ± 16.6 142.13 ± 16 140.23 ± 34.5 113.2 ± 18.5 112.6 ± 13.88 112.6
SA-PPO (SGLD) 6624.0± 25.5 6587.0± 23.1 6614.1± 21.4 6586.4± 23.5 6200.5± 818.1 6073.8± 1108.1 6073.8

Humanoid 0.075

SA-PPO (Convex) 6400.6± 156.8 6397.9 ±35.6 6207.9± 783.3 6379.5± 30.5 4707.2± 1359.1 4690.3± 1244.89 4690.3

PPO agents achieve similar or better performance than reported in the literature [Engstrom

et al., 2020, Henderson et al., 2018, Hämäläinen et al., 2018]. Detailed hyperparameters

are in Section 6.7.2.1. SA-PPO has one additional regularization parameter, κPPO, for the

regularizer RPPO, which is chosen in {0.003, 0.01, 0.03, 0.1, 0.3, 1.0}. We solve the SA-PPO

objective using both SGLD and convex relaxation methods. We include three baselines:

vanilla PPO, and adversarially trained PPO [Mandlekar et al., 2017, Pattanaik et al., 2018]

with 50% and 100% training steps under critic attack [Pattanaik et al., 2018]. The attack is

conducted by finding ŝ ∈ B(s) minimizing V (ŝ) instead of Q(s, π(ŝ)), as PPO does not learn

a Q function during learning. We evaluate agents using 5 attacks, including our strong RS

and MAD attacks, detailed in Section 6.4.

In Table 6.3, naive adversarial training deteriorates performance and does not reliably

improve robustness in all three environments. Our RS attack and MAD attacks are very

effective in all environments and achieve significantly lower rewards than critic and random

attacks; this shows the importance of evaluation using strong attacks. SA-PPO, solved

either by SGLD or the convex relaxation objective, significantly improves robustness against
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strong attacks. Additionally, SA-PPO achieves natural performance (without attacks) similar

to that of vanilla PPO in Walker2d and Hopper, and significantly improves the reward in

Humanoid environment. Humanoid has a high state-space dimension (376) and is usually

hard to train [Hämäläinen et al., 2018], and our results suggest that a robust objective can be

helpful even in a non-adversarial setting. Because PPO training can have large performance

variance across multiple runs, to show that our SA-PPO can consistently obtain a robust

agent, we repeatedly train each environment using SA-PPO and vanilla PPO at least 15

times and attack all agents obtained. In Figures 6.8a and 6.8b we show the box plot of the

natural and best attack reward for these PPO and SA-PPO agents. We can see that the best

attack rewards of most SA-PPO agents are consistently better than PPO agents (in terms of

median, 25% and 75% percentile rewards over multiple repetitions).

Figure 6.8: Box plots of natural and attack rewards for PPO and SA-PPO. Each box is

obtained from at least 15 agents trained with the same parameters as in agents reported in

Table 6.3 The red lines inside the boxes are median rewards, and the upper and lower sides

of the boxes show 25% and 75% percentile rewards of 30 agents. The line segments outside

of the boxes show min or max rewards.
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In Figure 6.9 we show the attack rewards of PPO and SA-PPO agents with different

perturbation budget ε. We can see that the lowest attack rewards of SA-PPO agents are
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higher than those of PPO under all ε values. Additionally, Robust Sarsa (RS) attacks and

RS+MAD attacks are typically stronger than other attacks. On vanilla PPO agents, the

MAD attack is also competitive.

6.5.1.2 Evaluation of SA-DDPG

We use a high quality DDPG implementation [Shangtong, 2018] as our baseline, achieving

similar or better performance on five Mujoco environments as in the literature [Lillicrap et al.,

2015, Fujimoto et al., 2018]. For SA-DDPG, we use the same set of hyperparameters as in

DDPG [Shangtong, 2018] (detailed in Section 6.7.2.2), except for the additional regularization

term κDDPG for RDDPG which is searched in {0.1, 0.3, 1.0, 3.0} for InvertedPendulum and

Reacher due to their low dimensionality and {30, 100, 300, 1000} for other environments. We

include vanilla DDPG, adversarially trained DDPG [Pattanaik et al., 2018] (attacking 50% or

100% steps) as baselines. We use the same set of 5 attacks as in 6.3. In Table 6.4, we observe

that naive adversarial training is not very effective in many environments. SA-DDPG (solved

by SGLD or convex relaxations) significantly improves robustness under strong attacks in all

5 environments. Similar to the observations on SA-PPO, SA-DDPG can improve natural

agent performance in environments (Ant and Walker2d) with relatively high dimensional

state space (111 and 17).

To show that our SA-DDPG can consistently obtain a robust agent and we do not

cherry-pick good results, we repeatedly train all 5 environments using SA-DDPG and DDPG

11 times each and attack all agents. We report the median, minimum, 25% and 75%

rewards of 11 agents in box plots. The results are shown in Figure 6.10. We can observe

that SA-DDPG is able to consistently improve the robustness: the median, 25% and 75%

percentile rewards under attacks are significantly and consistently better than vanilla DDPG

over all 5 environments.
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Figure 6.9: Attacking PPO agents under different ε values using 5 attacks. Each data point

reported in this figure is an average episode rewards of 50 episodes.
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Environment Ant Hopper Inverted Pendulum Reacher Walker2d
`∞ perturbation norm ε 0.2 0.075 0.3 1.5 0.05

State Space 111 11 4 11 17

Vanilla
DDPG

Natural Reward 1487± 850 3302± 762 1000± 0 −4.37± 1.54 1870± 1418
Critic Attack 187± 157 2504± 1207 1000± 0 −24.35± 5.10 1301± 1229

Random Attack 1473± 795 3086± 1006 1000± 0 −8.71± 2.42 1828± 1456
MAD Attack 180± 200 2745± 1073 1000± 0 −27.67± 5.32 1564± 1405
RS Attack 336± 283 606± 124 92± 1 −21.74± 5.14 959± 1001
RS+MAD 142± 180 2056± 1225 1000± 0 −27.87± 4.38 790± 985
Best Attack 142 606 92 -27.87 790

DDPG with
adv. training
(50% steps)

Pattanaik et al.
[2018]

Natural Reward 1522± 831 2694± 497 1000± 0 −5.20± 1.70 1818± 1187
Critic Attack 222± 299 1789± 1143 703± 373 −23.88± 5.05 1391± 1083

Random Attack 1389± 785 2316± 741 1000± 0 −9.09± 2.42 1793± 955
MAD Attack 92± 240 1497± 839 238± 240 −25.81± 6.53 1680± 1106
RS Attack 129± 156 41± 105 39± 0 −25.45± 6.70 837± 722
RS+MAD 31± 179 1503± 851 116± 90 −25.81± 6.53 1120± 859
Best Attack 31 41 39 -25.81 837

DDPG with
adv. training
(100% steps)

Pattanaik et al.
[2018]

Natural Reward 1082± 574 973± 0 1000± 0 −5.71± 1.80 462± 569
Critic Attack 126± 148 62± 34 174± 66 −21.91± 3.52 809± 525

Random Attack 832± 545 577± 431 998± 5 −9.60± 2.56 751± 568
MAD Attack 43± 165 56± 50 121± 19 −26.47± 4.19 699± 484
RS Attack 115± 286 24± 15 82± 0 −22.17± 4.46 302± 260
RS+MAD −52± 231 56± 50 110± 26 −27.44± 4.05 488± 406
Best Attack −52 24 82 −27.44 302

SA-DDPG
solved by
SGLD

Natural Reward 2186± 534 3068± 223 1000± 0 −5± 1 3318± 680
Critic Attack 2076± 556 2899± 439 423± 281 −12.10± 4.58 1210± 979

Random Attack 2162± 524 3071± 196 1000± 0 −11.41± 4.96 3058± 848
MAD Attack 2128± 482 3093± 17 733± 284 −11.94± 4.79 3252± 689
RS Attack 2038± 401 1729± 792 832± 328 −11.69± 4.80 2224± 1050
RS+MAD 2007± 686 1609± 676 724± 322 −12.01± 4.84 1933± 1055
Best Attack 2007 1609 423 −12.10 1210

SA-DDPG
solved by
convex

relaxations

Natural Reward 2254± 430 3128± 453 1000± 0 −5.24± 2.06 4540± 1562
Critic Attack 1826± 568 2546± 843 1000± 0 −11.51± 3.80 2245± 1881

Random Attack 2249± 491 3036± 593 1000± 0 −9.87± 3.95 4216± 1616
MAD Attack 2106± 573 2959± 663 1000± 0 −12.43± 3.76 4135± 1884
RS Attack 1820± 635 1258± 561 1000± 0 −11.40± 3.56 1986± 1993
RS+MAD 2005± 699 1202± 402 1000± 0 −12.44± 3.77 2315± 2127
Best Attack 1820 1202 1000 −12.44 1986

Table 6.4: Average episode rewards on 5 MuJoCo environments using policies trained by

DDPG and SA-DDPG. Natural reward is the reward in clean environment without adversarial

attacks. The “Best Attack” rows report the lowest reward over all five attacks (representing

the strongest attack), and this lowest reward is used for robustness evaluation.
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(a) Natural Episode Rewards (no attacks)
(b) Episode Rewards under the best (strongest)

attacks

Figure 6.10: Box plots of natural and attack rewards for DDPG and SA-DDPG. Each box

is obtained from 11 agents trained with the same parameters as the agents reported in

Table 6.4 and tested for 50 episodes (each sample of the box is an average reward over 50

episodes). The red lines inside the boxes are median rewards, and the upper and lower sides

of the boxes show 25% and 75% percentile rewards. The line segments outside of the boxes

show min or max rewards.

6.5.1.3 Evaluation of SA-DQN

We implement Double DQN Van Hasselt et al. [2016] and Prioritized Experience Replay Schaul

et al. [2015] on four Atari games. We train Atari agents for 6 million frames for both vanilla

DQN and SA-DQN. Detailed parameters and training procedures are in Section 6.7.3.

We normalize the pixel values to [0, 1] and we add `∞ adversarial noise with norm ε =

1/255. We include vanilla DQNs and adversarially trained DQNs with 50% of frames under

attack [Behzadan and Munir, 2017b] during training time as baselines, and we report results

of robust imitation learning [Fischer et al., 2019]. We evaluate all environments under 10-step

untargeted PGD attacks, except that results from [Fischer et al., 2019] were evaluated using

a weaker 4-step PGD attack. For the most robust Atari agents (SA-DQN convex), we

additionally attack them using 50-step PGD attacks, and find that the rewards do not further

reduce. In Table 6.5, we see that our SA-DQN achieves much higher rewards under attacks in
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Table 6.5: Average episode rewards ± std and action certification rate over 50 episodes on

three baselines and SA-DQN. We report natural rewards (no attacks) and PGD Attacks

(under 10-step or 50-step PGD). Action Cert. Rate is the proportion of the actions during

rollout that are guaranteed unchanged by any attacks within the given ε. Training time is

reported in Section 6.7.3.

Environment Pong Freeway BankHeist RoadRunner
`∞ norm perturbation budget ε 1/255

DQN
(vanilla)

Natural Reward 21.0 ± 0.0 34.0 ± 0.2 1308.4 ± 24.1 45534.0 ± 7066.0
PGD Attack (10 steps) -21.0±0.0 0.0±0.0 56.4±21.2 0.0±0.0

Action Cert. Rate 0.0 0.0 0.0 0.0
DQN Adv. Training
(attack 50% frames)

Behzadan and Munir [2017b]

Natural Reward 10.1 ± 6.6 25.4±0.8 1126.0±70.9 22944.0±6532.5
PGD Attack (10 steps) -21.0 ± 0.0 0.0±0.0 9.4±13.6 14.0±34.7

Action Cert. Rate 0.0 0.0 0.0 0.0
Imitation learning
Fischer et al. [2019]

Natural Reward 19.73 32.93 238.66 12106.67
PGD Attack (4 steps) 18.13 32.53 190.67 5753.33

SA-DQN
(PGD)

Natural Reward 21.0±0.0 33.9 ± 0.4 1245.2±14.5 34032.0±3845.0
PGD Attack (10 steps) 21.0±0.0 23.7 ± 2.3 1006.0±226.4 20402.0±7551.1

Action Cert. Rate 0.0 0.0 0.0 0.0

SA-DQN
(convex)

Natural Reward 21.0 ± 0.0 30.0±0.0 1235.4±9.8 44638.0±7367.0
PGD Attack (10 steps) 21.0 ± 0.0 30.0±0.0 1232.4±16.2 44732.0±8059.5
PGD Attack (50 steps) 21.0 ± 0.0 30.0±0.0 1234.6±16.6 44678.0±6954.0

Action Cert. Rate 1.000 1.000 0.984 0.475
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most environments, and naive adversarial training is mostly ineffective under strong attacks.

We obtain better rewards than [Fischer et al., 2019] in most environments, as we learn the

agents directly rather than using two-step imitation learning.

6.5.1.4 Robustness certificates.

We report robustness certificates for SA-DQN in Table 6.5. For DQN we can guarantee that

an action does not change under bounded adversarial noise. In Table 6.5, the “Action Cert.

Rate” is the ratio of actions that does not change under any `∞ norm bounded noise. In

some settings, we find that 100% of the actions are guaranteed to be unchanged (e.g., the

Pong environment in Table 6.5). In that case, we can in fact also certify that the cumulative

reward is not changed given the specific initial conditions for testing.

In SA-DDPG, we can obtain robustness certificates that give bounds on actions in

the presence of bounded perturbation on state inputs. Given an input state s, we use

convex relaxations of neural networks to obtain the upper and lower bounds for each action:

li(s) ≤ πi(ŝ) ≤ ui(s),∀ŝ ∈ B(s). We consider the following certificates on π(s): the average

output range ‖u(s)−l(s)‖1
|A| which reflect the tightness of bounds, and the `2 distance. Note that

bounds on other `p norms can also be computed given li(s) and ui(s). Since the action space

is normalized within [−1, 1], the worst case output range is 2. We report both certificates

for all five environments in Table 6.6. DDPG without our robust regularizer usually cannot

obtain non-vacuous certificates (range is close to 2). SA-DDPG can provide robustness

certificates (bounded inputs guarantee bounded outputs). We include some discussions on

these certificates in Section 6.3.1.4.

For SA-PPO, since the action follows a Gaussian policy, we can upper bound its KL-

divergence under state perturbations. The results are shown in Table 6.7. Note that, by

increasing the regularization parameter κ, it is possible to obtain an even tighter certificate

at the cost of model performance.
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The robustness certificates for SA-DDPG and SA-PPO are computed using interval bound

propagation (IBP). For vanilla DDPG and PPO, we use CROWN [Zhang et al., 2018b], a

much tighter convex relaxation to obtain the certificates, but they are often still vacuous.

Table 6.6: Robustness certificates on bounded action changes under bounded state perturba-

tions for DDPG agents. Results are averaged over 50 episodes. A smaller number is better.

A vanilla DDPG agent typically cannot provide non-vacuous robustness guarantees.

Settings Ant Hopper InvertedPendulum Reacher Walker2d

Certificates (`2 upper bound) SA-DDPG (Convex) 0.181 0.050 0.787 0.202 0.169
DDPG (vanilla) 3.972 2.612 0.992 1.491 2.484

Certificates (`1 upper bound) SA-DDPG (Convex) 0.454 0.074 0.787 0.283 0.301
DDPG (vanilla) 11.087 4.345 0.992 2.107 4.923

Certificates (`∞ upper bound) SA-DDPG (Convex) 0.104 0.041 0.787 0.157 0.131
DDPG (vanilla) 1.734 1.794 0.992 1.073 1.570

Certificates (Range) SA-DDPG (Convex) 0.057 0.025 0.787 0.142 0.050
DDPG (vanilla) 1.386 1.448 0.992 1.054 0.821

Table 6.7: Upper bound on KL-divergence DKL(π(a|s)‖π(a|ŝ)) for three PPO environments.

A smaller number is better. SA-PPO can reduce this upper bound significantly especially for

high dimensional environments like Humanoid.

Settings Hopper Walker2d Humanoid

Certificates (KL upper bound) SA-PPO (Convex) 0.1232 0.09831 3.529
PPO (vanilla) 32.16 31.56 925140

6.5.2 Experiments on Alternating Training with Learned Adversaries (ATLA)

6.5.2.1 “Optimal” Attacks to DRL Agents

In section 6.2.3 we show that it is possible to cast the optimal adversary finding problem

as an MDP problem. In practice, the environment dynamics are unknown but model-free

RL methods can be used to approximately find this optimal adversary. In this section, we

use PPO to train an adversary on 4 MuJoCo continuous control environments. In Table 6.8

we present results on attacking vanilla PPO and robustly trained SA-PPO models. As a
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Table 6.8: Average episode rewards ± standard deviation over 50 episodes on PPO and

SA-PPO models under different attacks. We report natural rewards (no attacks) and rewards

under four adversarial attacks and the “optimal” attack under `∞ perturbation budget ε. In

each row we bold the best (lowest) attack reward over all five attacks. “Optimal” attack is

better than other attacks in all environments, sometimes by a large margin.

Env. ε Method Natural
Reward

Attack Reward
Critic Random MAD RS “Optimal”

PPO 2554±853 1464 ±523 2101±793 1410± 655 794±238 373± 9Hopper 0.075 SA-PPO 2234± 668 3789± 15 2710± 801 2652± 835 1130 ±42 751± 465
PPO 3460 ± 1170 3424 ± 1295 3007 ± 1200 2869 ± 1271 1336 ± 654 454±16Walker2d 0.05 SA-PPO 4775± 591 4875± 30 4867± 39 3668± 1789 3808± 138 1723± 1555
PPO 5485 ± 1160 4934± 1022 5261± 1005 1759± 828 268 ±227 -872 ± 436Ant 0.15 SA-PPO 5067± 695 4805 ± 128 4986 ±452 4662 ±522 3412 ±1755 2511 ± 1117
PPO 7112± 113 5761±119 5486 ± 1378 1836± 866 489± 758 -637± 267HalfCheetah 0.15 SA-PPO 3635± 21 3589± 21 3619± 18 3624± 23 3283± 20 3036 ±17

comparison, we also report the attack reward of four other baseline attacks: critic attack

is based on [Pattanaik et al., 2018]; random attack adds uniform random noise to state

observation; MAD (maximal action difference) attack maximizes the differences in action

under perturbed state; RS (robust sarsa) attack is based on training robust action-value

functions introduced in Section 6.4. For all attacks in this chapter we consider B(s) as a `∞

norm ball around s with radius ε, set similarly as in Section 6.5.1. During testing, we run

the models without attacks as well as under attacks for 50 episodes and report the mean and

standard deviation of the reward. In Table 6.8 our “optimal” attack achieves noticeably lower

rewards than all the other four attacks. We illustrate a few examples of attacks in Figure 6.7.

For each method, we train with the best hyper-parameters for at least five times and choose

the median model for this experiment. For RS and “optimal" attacks, we report the best

(lowest) attack reward obtained from different hyper-parameters.
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6.5.2.2 Evaluation of ATLA

In this experiment, we study the effectiveness of the proposed ATLA method. Specifically,

we use PPO as our policy optimizer. For policy networks, we have two different structures:

the original fully connected (MLP) structure, and an LSTM structure which takes historical

observations. The LSTMs are trained using backpropagation through time for up to 100

steps. In Table 6.9 we include the following methods for comparisons:

• PPO (vanilla) and PPO (LSTM): PPO with a feedforward NN or LSTM as the policy

network.

• SA-PPO: the state-of-the-art approach for improving the robustness of DRL in continous

control environments, using a smooth policy regularization solved convex relaxations of NNs.

• ATLA-PPO (MLP) and ATLA-PPO (LSTM): ATLA based method trained with a

feedforward NN (MLP) or LSTM as the policy network. The agent and adversary are trained

using PPO with independent value and policy networks. For simplicity, we set Nπ = Nν = 1

in all settings.

• ATLA-PPO (LSTM) +SA reg: Based on ATLA-PPO (LSTM), but with an extra

adversarial smoothness constraint similar to those in SA-PPO. We use a 2-step stochastic

gradient Langevin dynamics (SGLD) to solve the minimax loss, as convex relaxations of

LSTMs are expensive.

In Table 6.9 we list the rewards under each specific attack. Note that, Robust Sarsa (RS)

attack and our “optimal” policy attack both have hyperparameters. For RS attack we use

the same set of 30 different settings of hyperparameters to train a robust value function to

attack the network. The reported RS attack result for each agent is the strongest one over

the 30 trained value functions. For our “optimal” policy attack, the hyperparameters are

PPO training parameters for the adversary (including the learning rate of the adversary

policy network, learning rate of the adversary value network, the entropy regularization
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parameter and the ratio clip ε for PPO). We use a grid search of these hyperparameters to

train an adversary that is as strong as possible, resulting in 100 to 200 adversaries produced

for each agent. The reported optimal attack rewards is the lowest reward among all trained

adversaries. Under this comprehensive adversarial evaluation, each agent is tested using

hundreds of adversaries and the strongest adversary determines the true robustness of an

agent. The best attack reward is the lowest reward achieved by all five types attacks in

Table 6.8, including our new “optimal” attack. For reproducibility, for each setup we train at

least 5 (up to 21) agents, attack all of them and report the one with median robustness. We

include detailed hyperparameters in Section 6.7.4.

In Table 6.9 we can see that vanilla PPO with MLP or LSTM are not robust. Using

LSTM along does not make the policy more robust. However both ATLA-PPO (LSTM)

and ATLA-PPO (MLP) can significantly improve agent robustness, and LSTM tends to be

more robust, validating our findings in Section 6.3.2. ATLA-PPO (LSTM) is better than

SA-PPO on Hopper and Walker2d; for higher dimensional environments like Ant, a robust

function approximator regularization in SA-PPO is quite effective. Our ATLA approach that

also includes this regularization (ATLA-PPO +SA Reg) outperforms other baselines, as this

combination improves both the intrinsic robustness of policy and the robustness of function

approximator.
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Figure 6.11: The performance under the strongest attack for SA-PPO Hopper with different

regularization κ. Even we increase regularization, it cannot outperform ATLA agents.
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Table 6.9: Average episode rewards ± standard deviation over 50 episodes on five baselines

and SA-PPO. We report natural rewards (no attacks) and rewards under five adversarial

attacks (Critic, Random, MAD, RS and “Optimal” attack) under `∞ norm perturbation

budget ε. In each row we bold the best (lowest) attack reward over all five attacks. The row

for the most robust method is highlighted.

Env. ε Method Natural
Reward

Attack Reward Best
AttackCritic Random MAD RS “Optimal”

PPO (vanilla) 2554±853 1464 ±523 2101±793 1410± 655 794±238 373± 9 373
SA-PPO 2234± 668 3789± 15 2710± 801 2652± 835 1130 ±42 751± 465 751

ATLA-PPO (MLP) 2559 ± 958 3497± 556 2153± 882 1679±676 2329± 870 976± 40 976
PPO (LSTM) 3060± 639.3 2705± 986 2410± 786 2397± 905 811± 74 784± 48 784

ATLA-PPO (LSTM) 3487± 452 3524± 550 3474± 401 3081± 754 1567± 347 1224± 191 1224

Hopper 0.075

ATLA-PPO (LSTM)+ SA Reg 3291± 600 2073± 824 3165 ± 576 2814± 725 2244± 618 1455± 248 1455
PPO (vanilla) 3460 ± 1170 3424 ± 1295 3007 ± 1200 2869 ± 1271 1336 ± 654 454±16 454

SA-PPO 4775± 591 4875± 30 4867± 39 3668± 1789 3808± 138 1723± 1555 1723
ATLA-PPO (MLP) 3138 ± 1061 3243± 1004 3384 ± 1056 2596± 1005 3367± 1020 2213± 915 2213

PPO (LSTM) 2785± 1121 2730± 1082 2578 ± 1007 2471± 1109 1259± 937 1523± 869 1259
ATLA-PPO (LSTM) 3920± 129 3915± 274 3779 ± 541 3963 ± 36 3219 ± 1132 3463± 1016 3219

Walker2d 0.05

ATLA-PPO (LSTM) +SA Reg 3842± 475 3884± 132 3927± 368 3836± 492 3239± 894 3676± 602 3239
PPO (vanilla) 5485 ± 1160 4934± 1022 5261± 1005 1759± 828 268 ±227 -872 ± 436 -872

SA-PPO 5067± 695 4805 ± 128 4986 ±452 4662 ±522 3412 ±1755 2511 ± 1117 2511
ATLA-PPO (MLP) 4894± 123 4427± 104 4760 ± 108 1891± 885 1857± 567 33±327 33

PPO (LSTM) 5696 ± 165 5519 ± 114 5475 ± 691 3800± 363 1069 ± 382 -513 ± 104 -513
ATLA-PPO (LSTM) 5612± 130 5196 ± 134 5390 ± 704 3903 ± 217 1096 ± 329 716± 256 716

Ant 0.15

ATLA-PPO (LSTM) +SA Reg 5393 ±139 5295± 165 5366± 104 5240± 170 4136± 149 3759± 112 3759
PPO (vanilla) 7112± 113 5761±119 5486 ± 1378 1836± 866 489± 758 -637± 267 -637

SA-PPO 3635± 21 3589± 21 3619± 18 3624± 23 3283± 20 3036 ±17 3036
ATLA-PPO (MLP) 5417± 49 5134± 38 5388 ± 34 4623 ±1146 2170± 2097 2709± 80 2170

PPO (LSTM) 5609± 98 4294± 112 5395± 158 4768± 106 2899 ± 2006 -886± 30 -886
ATLA-PPO (LSTM) 5766 ± 109 4008± 1031 5685 ± 107 4807± 154 3458± 1338 2485± 1488 2485

Half-
Cheetah 0.15

ATLA-PPO (LSTM) +SA Reg 6300± 261 5991± 209 6164±603 5790± 174 4806± 603 4971± 357 4806

6.5.2.3 A robust function approximator can be insufficient

For some environments, SA-PPO method has its limitations - even using an increasingly

larger regularization parameter κ (which controls how robust the function approximator

needs to be), we still cannot reach the same performance as our ATLA agent (Figure 6.11).

Additionally, when a large regularization is used, agent performance becomes much worse. In

Figure 6.11, under the largest κ = 1.0, the natural reward (1436± 96) is much lower than

other agents reported in Table 6.9.
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6.6 Conclusion

Reinforcement learning is a central part of modern artificial intelligence and is still under

heavy development in recent years. Unlike supervised learning which has been widely deployed

in many commercial and industrial applications, reinforcement learning has not been widely

accepted and deployed in real-world settings. Thus, the study of reinforcement learning

robustness under the adversarial attacks settings receives less attentions than the supervised

learning counterparts.

However, with the recent success of reinforcement learning on many complex games such as

Go [Silver et al., 2017], StartCraft [Vinyals et al., 2019] and Dota 2 [Berner et al., 2019], we will

not be surprised if we will see reinforcement learning (especially, deep reinforcement learning)

being used in everyday decision making tasks in near future. The potential social impacts of

applying reinforcement learning agents thus must be investigated before its wide deployment.

One important aspect is the trustworthiness of an agent, where robustness plays a crucial

rule. The robustness considered in this thesis is important for many realistic settings such as

sensor noise, measurement errors, and man-in-the-middle (MITM) attacks for a DRL system.

if the robustness of reinforcement learning can be established, it has the great potential to be

applied into many mission-critical tasks such as autonomous driving [Shalev-Shwartz et al.,

2016, Sallab et al., 2017, You et al., 2019] to achieve superhuman performance.

In this chapter, we study the robustness of reinforcement learning, with a focus on

perturbations on state observations. We first developed SA-MDP as a framework to analyze

this setting, and then derive two approaches based on state-adversarial regularization and

alternating training with learned adversaries. Both approaches are evaluated with extensive

experiments and are highly effective to improve the robustness of RL agents. We believe that

this work is important for applying RL to real-world scenarios.
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6.7 Technical Details

6.7.1 Proofs for State-Adversarial Markov Decision Process

Theorem 6.2.3 (Bellman equations for fixed π and ν). Given π : S → P(A) and ν : S → S,

we have

Ṽπ◦ν(s) =
∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼπ◦ν(s

′)
]

Q̃π◦ν(s, a) =
∑
s′∈S

p(s′|s, a)

[
R(s, a, s′) + γ

∑
a′∈A

π(a′|ν(s′))Q̃π◦ν(s
′, a′)

]
.

Proof. Based on the definition of Ṽπ◦ν(s):

Ṽπ◦ν(s) = Eπ◦ν

[
∞∑
k=0

γkrt+k+1|st = s

]

= Eπ◦ν

[
rt+1 + γ

∞∑
k=0

γkrt+k+2|st = s

]

=
∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)

[
rt+1 + γEπ◦ν

[
∞∑
k=0

γkrt+k+2|st+1 = s′

]]

=
∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼπ◦ν(s

′)
]

(6.17)

The recursion for Q̃π◦ν(s, a) can be derived similarly. Additionally, we note the following

useful relationship between Ṽπ◦ν(s) and Q̃π◦ν(s, a):

Ṽπ◦ν(s) =
∑
a∈A

π(a|ν(s))Q̃π◦ν(s, a) (6.18)

Before starting to prove Theorem 6.2.4, first we show that finding the optimal adversary

ν∗ given a fixed π for a SA-MDP can be cast into the problem of finding an optimal policy in
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a regular MDP.

Lemma 6.2.7 (Equivalence of finding optimal adversary in SA-MDP and finding optimal

policy in MDP). Given an SA-MDP M = (S,A, R,B, p, γ) and a fixed and stationary policy

π(·|·), there exists an MDP M̂ = (S, Â, R̂, p̂, γ) such that the optimal policy of M̂ is the

optimal adversary ν for SA-MDP given the fixed π, where Â = S, and

R̂(s, â, s′) =


−

∑
a∈A π(a|â)p(s′|s,a)R(s,a,s′)∑

a∈A π(a|â)p(s′|a,s) for s, s′ ∈ S and â ∈ B(s) ⊂ Â,

C for s, s′ ∈ S and â /∈ B(s).

C is a large negative constant.

p̂(s′|s, â) =
∑
a∈A

π(a|â)p(s′|s, a) for s, s′ ∈ S and â ∈ Â.

Proof. For an SA-MDP M = (S,A,B, R, p, γ) and a fixed policy π, we define a regular MDP

M̂ = (S, Â, R̂, p̂, γ) such that Â = S, and ν is the policy for M̂ . At each state s, our policy

ν gives a probability distribution ν(·|s) ∈ P(Â) = P(S) indicating that we perturb a state s

to ŝ with probability ν(ŝ|s) in the SA-MDP M .

For M̂ , the reward function is defined as:

R̂(s, â, s′) =


−

∑
a∈A π(a|â)p(s′|s,a)R(s,a,s′)∑

a∈A π(a|â)p(s′|s,a)
for s, s′ ∈ S and â ∈ B(s) ⊂ Â = S,

C for s, s′ ∈ S and â /∈ B(s).

(6.2.7)

The transition probability p̂ is defined as

p̂(s′|s, â) =
∑
a∈A

π(a|â)p(s′|s, a) for s, s′ ∈ S and â ∈ Â = S.

For the case of â ∈ B(s), the above reward function definition is based on the intuition that

when the agent receives a reward r at a time step given s, a, s′, the adversary’s reward is

r̂ = −r. Note that we consider r as a random variable given s, a, s′. To give the distribution
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of rewards for adversary p(r̂|s, â, s′), we follow the conditional probability which marginalizes

π:

p(r̂|s, â, s′) =
p(r̂, s′|s, â)

p(s′|s, â)

=

∑
a p(r̂, s

′|a, s, â)π(a|s, â)∑
a p(s

′|a, s, â)π(a|s, â)

=

∑
a p(r̂, s

′|a, s)π(a|â)∑
a p(s

′|a, s)π(a|â)

=

∑
a p(r̂|s′, a, s)p(s′|a, s)π(a|â)∑

a p(s
′|a, s)π(a|â)

(6.19)

Considering that R(s, a, s′) := E[r|s′, a, s] = −E[r̂|s′, a, s], and taking an expectation in

Eq. (6.19) over r̂ yield the first case in (6.2.7):

R̂(s, â, s′) := E[r̂|s, â, s′]

=
∑
r̂

r̂

∑
a p(r̂|s′, a, s)p(s′|a, s)π(a|â)∑

a p(s
′|a, s)π(a|â)

=

∑
a [
∑

r̂ r̂p(r̂|s′, a, s)] p(s′|a, s)π(a|â)∑
a p(s

′|a, s)π(a|â)

=

∑
a E[r̂|s′, a, s]p(s′|a, s)π(a|â)∑

a p(s
′|a, s)π(a|â)

= −
∑

aR(s, a, s′)p(s′|a, s)π(a|â)∑
a p(s

′|a, s)π(a|â)
(6.20)

The reward for adversary’s actions outside B(s) is a constant C such that

C < min
{
−M,

γ

(1− γ)
M − 1

(1− γ)
M
}
,

where M := mins,a,s′ R(s, a, s′) and M := maxs,a,s′ R(s, a, s′). We have for ∀(s, â, s′),

C < R̂(s, â, s′) ≤ −M,

189



and for ∀â ∈ B(s), according to Eq. (6.20),

−M ≤ R̂(s, â, s′) ≤ −M.

According basic properties of MDP [Puterman, 2014, Sutton et al., 1998], we know that

the M̂ has an optimal policy ν∗, which satisfies V̂π◦ν∗(s) ≥ V̂π◦ν(s) for ∀s, ∀ν. We also know

that this ν∗ is deterministic and assigns a unit mass probability for the optimal action for

each s.

We define N := {ν : ∀s, ∃â ∈ B(s), ν(â|s) = 1} which restricts the adversary from

taking an action not in B(s), and claim that ν∗ ∈ N. If this is not true for a state s0, we have

V̂π◦ν∗(s
0) = Ep̂,ν∗

[ ∞∑
k=0

γkr̂t+k+1|st = s0
]

= C + Ep̂,ν∗
[
∞∑
k=1

γkr̂t+k+1|st = s0

]
≤ C − γ

1− γ
M

< − 1

1− γ
M

≤ Ep̂,ν′
[ ∞∑
k=0

γkr̂t+k+1|st = s0
]

= V̂π◦ν′(s
0),

where the second equality holds because ν∗ is deterministic, and the last inequality holds

for any ν ′ ∈ N. This contradicts the assumption that ν∗ is optimal. So from now on in this

proof we only study policies in N.

190



For any policy ν ∈ N :

V̂π◦ν(s) = Ep̂,ν
[ ∞∑
k=0

γkr̂t+k+1|st = s
]

= Ep̂,ν

[
r̂t+1 + γ

∞∑
k=0

γkr̂t+k+2|st = s

]

=
∑
â∈S

ν(â|s)
∑
s′∈S

p̂(s′|s, â)

[
R̂(s, â, s′) + γEp̂,ν

[
∞∑
k=0

γkr̂t+k+2|st+1 = s′

]]

=
∑
â∈S

ν(â|s)
∑
s′∈S

p̂(s′|s, â)
[
R̂(s, â, s′) + γV̂π◦ν(s

′)
]

(6.21)

Note that all policies in N are deterministic and this class of policies consists ν∗. Also, N

is consistent with the class of policies studied in Theorem 6.2.3. We denote the deterministic

action â chosen by a ν ∈ N at s as ν(s). Then for ∀ν ∈ N, we have

V̂π◦ν(s) =
∑
s′∈S

p̂(s′|s, ν(s))
[
R̂(s, â, s′) + γV̂π◦ν(s

′)
]

=
∑
s′∈S

∑
a∈A

π(a|â)p(s′|s, a)

[
−
∑

a∈A π(a|â)p(s′|s, a)R(s, a, s′)∑
a∈A π(a|â)p(s′|s, a)

+ γV̂π◦ν(s
′)

]
=
∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)
[
−R(s, a, s′) + γV̂π◦ν(s

′)
]
, (6.22)

or

−V̂π◦ν(s) =
∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γ(−V̂π◦ν(s′))

]
. (6.23)

Comparing (6.23) and (6.17), we know that −V̂π◦ν = Ṽπ◦ν for any ν ∈ N. The optimal value
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function V̂π◦ν∗ satisfies:

V̂π◦ν∗(s) = max
â∈B(s)

∑
s′∈S

p̂(s′|s, â)
[
R̂(s, â, s′) + γV̂π◦ν(s

′)
]

= max
sν∈B(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)
[
−R(s, a, s′) + γV̂π◦ν∗(s

′)
]
, (6.24)

where we denote the action â taken at s as sν . So for ν∗, since −V̂π◦ν∗ = Ṽπ◦ν∗ , we have

Ṽπ◦ν∗(s) = min
â∈B(s)

∑
a∈A

π(a|â)
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼπ◦ν∗(s

′)
]
, (6.25)

and Ṽπ◦ν∗(s) ≤ Ṽπ◦ν(s) for ∀s, ∀ν ∈ N. Hence ν∗ is also the optimal ν for Ṽπ◦ν .

Lemma 6.2.7 gives many good properties for the optimal adversary. First, an optimal

adversary always exists. Second, we do not need to consider stochastic adversaries as there

always exists an optimal deterministic adversary. Additionally, showing Bellman contraction

for finding the optimal adversary can be done similarly as in obtaining the optimal policy in

a regular MDP, as shown in the proof of Theorem 6.2.4.

Theorem 6.2.4 (Bellman contraction for optimal adversary). Define Bellman operator

L : R|S| → R|S|,

(LṼ )(s) = min
sν∈B(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼ (s′)

]
. (6.26)

The Bellman equation for optimal adversary ν∗ can then be written as: Ṽπ◦ν∗ = LṼπ◦ν∗.

Additionally, L is a contraction that converges to Ṽπ◦ν∗.

Proof. Based on Lemma 6.2.7, this proof is technically similar to the proof of “optimal

Bellman equation” in regular MDPs, where max over π is replaced by min over ν. By the
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definition of Ṽπ◦ν∗(s),

Ṽπ◦ν∗(s) = min
ν
Ṽπ◦ν(s)

= min
ν

Eπ◦ν

[
∞∑
k=0

γkrt+k+1|st = s

]

= min
ν

Eπ◦ν

[
rt+1 + γ

∞∑
k=0

γkrt+k+2|st = s

]

= min
ν

∑
a∈A

π(a|ν(s))
∑
s′∈S

p(s′|s, a)

[
rt+1 + γEπ◦ν

[
∞∑
k=0

γkrt+k+2|st+1 = s′

]]

= min
sν∈Bν(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)

[
rt+1 + γmin

ν
Eπ◦ν

[
∞∑
k=0

γkrt+k+2|st+1 = s′

]]

= min
sν∈Bν(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)
[
rt+1 + γṼπ◦ν∗(s

′)
]

This is the Bellman equation for the optimal adversary ν∗; ν∗ is a fixed point of the Bellman

operator L .

Now we show the Bellman operator is a contraction. We have, if L Ṽπ◦ν1(s) ≥ L Ṽπ◦ν2(s),

L Ṽπ◦ν1(s)−L Ṽπ◦ν2(s)

≤ max
sν∈Bν(s)

{∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼπ◦ν1(s

′)
]

−
∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)
[
R(s, a, s′) + γṼπ◦ν2(s

′)
]}

= γ max
sν∈Bν(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)[Ṽπ◦ν1(s
′)− Ṽπ◦ν2(s′)]

≤ γ max
sν∈Bν(s)

∑
a∈A

π(a|sν)
∑
s′∈S

p(s′|s, a)‖Ṽπ◦ν1 − Ṽπ◦ν2‖∞

= γ‖Ṽπ◦ν1 − Ṽπ◦ν2‖∞
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The first inequality comes from the fact that

min
x1

f(x1)−min
x2

g(x2) ≤ f(x∗2)− g(x∗2) ≤ max
x

(f(x)− g(x)),

where x∗2 = argminx2 g(x2). Similarly, we can prove L Ṽπ◦ν2(s)−L Ṽπ◦ν1(s) ≤ ‖Ṽπ◦ν1−Ṽπ◦ν2‖∞

if L Ṽπ◦ν2(s) > L Ṽπ◦ν1(s). Hence

‖L Ṽπ◦ν1(s)−L Ṽπ◦ν2(s)‖∞ = max
s
|L Ṽπ◦ν1(s)−L Ṽπ◦ν2(s)| ≤ γ‖Ṽπ◦ν1 − Ṽπ◦ν2‖∞.

Then according to the Banach fixed-point theorem, since 0 < γ < 1, Ṽπ◦ν converges to a

unique fixed point, and this fixed point is Ṽπ◦ν∗ .

We now show two intriguing properties for optimal policies in SA-MDP:

Theorem 6.2.5. There exists an SA-MDP and some stochastic policy π ∈ ΠMR such that

we cannot find a better deterministic policy π′ ∈ ΠMD satisfying Ṽπ′◦ν∗(π′)(s) ≥ Ṽπ◦ν∗(π)(s) for

all s ∈ S.

Proof. Proof by giving a counter example that no deterministic policy can be better than a

random policy. The SA-MDP example in section 6.2.2 provided such a counter example: all

8 possible deterministic policies are no better than the stochastic policy p11 = p21 = p31 =

0.5.

Theorem 6.2.6. Under the optimal ν∗, an optimal policy π∗ ∈ ΠMR does not always exist

for SA-MDP.

Proof. We will show that the SA-MDP example in section 6.2.2 does not have an optimal

policy. First, for π1 where p11 = p21 = p31 = 1 we have Ṽπ1◦ν∗(π1)(S1) = 0, Ṽπ1◦ν∗(π1)(S2) =

Ṽπ1◦ν∗(π1)(S3) = 100. This policy is not an optimal policy since we have π2 where p11 =
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p21 = p31 = 0.5 that can achieve Ṽπ2◦ν∗(π2)(S1) = Ṽπ2◦ν∗(π2)(S2) = Ṽπ2◦ν∗(π2)(S3) = 50 and

Ṽπ2◦ν∗(π2)(S1) > Ṽπ1◦ν∗(π1)(S1).

An optimal policy π, if exists, must be better than π1 and have Ṽπ◦ν∗(π)(S1) > 0,

Vπ◦ν∗(π)(S2) = Vπ◦ν∗(π)(S3) = 100. In order to achieve Vπ◦ν∗(π)(S2) = Vπ◦ν∗(π)(S3) = 100,

we must set p21 = p31 = 1 since it is the only possible way to start from S2 and S3 and receive

+1 reward for every step. We can still change p11 to probabilities other than 1, however if

p11 < 1 the adversary can set ν(S2) = ν(S3) = S1 and reduce Vπ◦ν∗(π)(S2) and Vπ◦ν∗(π)(S3).

Thus, no policy better than π1 exists, and since π1 is not an optimal policy, no optimal policy

exists.

Theorem 6.2.5 and Theorem 6.2.6 show that the classic definition of optimality is probably

not suitable for SA-MDP. Further works can study how to obtain optimal policies for SA-MDP

under some alternative definition of optimality, or using a more complex policy class (e.g.,

history dependent policies).

Theorem 6.3.1. Given a policy π for a non-adversarial MDP and its value function is Vπ(s).

Under the optimal adversary ν in SA-MDP, for all s ∈ S we have

max
s∈S

{
Vπ(s)− Ṽπ◦ν∗(π)(s)

}
≤ αmax

s∈S
max
ŝ∈B(s)

DTV(π(·|s), π(·|ŝ))

where DTV(π(·|s), π(·|ŝ)) is the total variation distance between π(·|s) and π(·|ŝ), and α :=

2[1 + γ
(1−γ)2

] max(s,a,s′)∈S×A×S |R(s, a, s′)| is a constant that does not depend on π.

Proof. Our proof is based on Theorem 1 in Achiam et al. [2017]. In fact, many works in the

literature have proved similar results under different scenarios Kakade and Langford [2002],

Pirotta et al. [2013]. For an arbitrary starting state s0 and two arbitrary policies π and π′,

Theorem 1 in Achiam et al. [2017] gives an upper bound of Vπ(s0)− Vπ′(s0). The bound is
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given by

Vπ(s0)− Vπ′(s0) ≤ −E s∼dπs0
a∼π(·|s)
s′∼p(·|a,s)

[(π′(a|s)
π(a|s)

− 1
)
R(s, a, s′)

]

+
2γ

(1− γ)2
max
s

{
E a∼π′(·|s)
s′∼p(·|a,s)

[
R(s, a, s′)

]}
Es∼dπs0

[
DTV (π(·|s), π′(·|s))

]
,

(6.27)

where dπs0 is the discounted future state distribution from s0, defined as

dπs0(s) := (1− γ)
∞∑
t=0

γtPr(st = s|π, s0). (6.28)

Note that in Theorem 1 of Achiam et al. [2017], the author proved a general form with an

arbitrary function f and we assume f ≡ 0 in our proof. We also assume the starting state is

deterministic, so Jπ in Achiam et al. [2017] is replaced by V π(s0). Then we simply need to

bound both terms on the right hand side of (6.27).

For the first term we know that

−E s∼dπs0
a∼π(·|s)
s′∼p(·|a,s)

[(π′(a|s)
π(a|s)

− 1
)
R(s, a, s′)

]
=
∑
s

dπs0(s)
∑
a

[
π(a|s)− π′(a|s)

]∑
s′

p(s′|s, a)R(s, a, s′)

≤
∑
s

dπs0(s)
∑
a

∣∣π(a|s)− π′(a|s)
∣∣∣∣∑

s′

p(s′|s, a)R(s, a, s′)
∣∣

≤ max
s,a,s′
|R(s, a, s′)|max

s

{∑
a

∣∣π(a|s)− π′(a|s)
∣∣}

= 2 max
s,a,s′
|R(s, a, s′)|max

s
DTV (π(·|s), π′(·|s))

(6.29)
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The second term is bounded by

2γ

(1− γ)2
max
s

{
E a∼π′(·|s)
s′∼p(·|a,s)

[
R(s, a, s′)

]}
Es∼dπs0

[
DTV (π(·|s), π′(·|s))

]
≤ 2γ

(1− γ)2
max
s,a,s′
|R(s, a, s′)|max

s
DTV (π(·|s), π′(·|s))

(6.30)

Therefore, the RHS of (6.27) is bounded by αmaxs DTV (π(·|s), π′(·|s)), where

α = 2[1 +
γ

(1− γ)2
] max
s,a,s′
|R(s, a, s′)| (6.31)

Finally, we simply let π′(·|s) := π(·|ν∗(s)) and the proof is complete.

Before proving Theorem 6.3.2 we first give a technical lemma about the total variation

distance between two multi-variate Gaussian distributions with the same variance.

Lemma 6.7.1. Given two multi-variate Gaussian distributions X1 ∼ N (µ1, σ
2In) and X2 ∼

N (µ2, σ
2In), µ1, µ2 ∈ Rn, define d = ‖µ2 − µ1‖2. We have DTV (X1, X2) =

√
2
π
d
σ

+O(d3).

Proof. Denote probability density of X1 and X2 as f1 and f2, and denote a = µ2−µ1
d

as the

normal vector of the perpendicular bisector line between µ1 and µ2. Due to the symmetry of

Gaussian distribution, f1(x)−f2(x) is positive for all x where a>x−a>µ1− d
2
> 0 and negative

for all x on the other symmetric side. When a>x− a>µ1 − d
2
> 0,

∫
x∈Rn [f1(x)− f2(x)]dx =

Φ( d
2σ

)− (1− Φ( d
2σ

)) = 2Φ( d
2σ

)− 1. Thus,

DTV (X1, X2) =

∫
x∈Rn
|f1(x)− f2(x)|dx

= 2

∫
a>x−a>µ1− d2>0

(f1(x)− f2(x))dx

= 2(Φ(
d

2σ
)− (1− Φ(

d

2σ
)))

= 2(2Φ(
d

2σ
)− 1)
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Then we use the Taylor series for Φ(x) at x = 0:

Φ(x) =
1

2
+

1√
2π

∞∑
n=0

(−1)nx2n+1

2nn!(2n+ 1)

Since we consider the case where d is small, we only keep the first order term and obtain:

DTV (X1, X2) =

√
2

π

d

σ
+O(d3)

Theorem 6.3.2. DTV (π̄(·|s), π̄(·|ŝ)) =
√

2/π d
σ

+O(d3), where d = ‖π(s)− π(ŝ)‖2.

Proof. This theorem is a special case of Lemma 6.7.1 where X1 = π̄(·|s), X2 = π̄(·|s′) and

X1 ∼ N (π(s), σ2I), X2 ∼ N (π(s′), σ2I).

6.7.2 Training Setup

6.7.2.1 Setup for PPO and SA-PPO

Hyperparameters for Regular PPO Training We use the optimal hyperparameters

in [Engstrom et al., 2020] which were found using a grid search for vanilla PPO. However,

we found that their parameters are not optimal for Humanoid and achieves a cumulative

reward of only about 2000 after 1 × 107 steps. Thus we redo hyperparameter search on

Humanoid and change learning rate for actor to 5× 10−5 and critic to 1× 10−5. This new

set of hyperemeters allows us to obtain Humanoid reward about 5000 for vanilla PPO. Note

that even under the original, non-optimal set of hyperemeters by [Engstrom et al., 2020],

our SA-PPO variants still achieve high rewards similarly to those reported in our work. Our

hyperparameter change only significantly improves the performance of vanilla PPO baseline.

We run 2048 simulation steps per iteration, and run policy optimization of 10 epochs

with a minibatch size of 64 using Adam optimizer with learning rate 3× 10−4, 4× 10−4 and
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5×10−5 for Walker, Hopper and Humanoid, respectively. The value network is also trained in

10 epochs per iteration with a minibatch size of 64, using Adam optimizer with learning rate

0.00025, 3× 10−4, and 1× 10−5 for Walker, Hopper and Humanoid environments, respectively

(the same as in [Engstrom et al., 2020] without further tuning, except for Humanoid as

discussed above). Both networks are 3-layer MLPs with [64, 64] hidden neurons. The clipping

value ε for PPO is 0.2. We clip rewards to [−10, 10] and states to [−10, 10]. The discount

factor γ for reward is 0.99 and the discount factor used in generalized advantage estimation

(GAE) is 0.95. We found that in [Engstrom et al., 2020] the agent rewards are still improving

when training finishes, thus in our experiments we run the agents longer for better convergence:

we run Walker2d and Hopper 2 × 106 steps (976 iterations) and Humanoid 1 × 107 steps

(4882 iterations) to ensure convergence.

Hyperparameter for SA-PPO Training For SA-PPO, we use the same set of hyperpa-

rameters as in PPO. Note that the hyperparameters are tuned for PPO but not specifically

for SA-PPO. The additional regularization parameter κPPO for the regularizer RPPO is chosen

in {0.003, 0.01, 0.03, 0.1, 0.3, 1.0}. We linearly increase εt, the norm of `∞ perturbation on

normalized states, from 0 to the target value (ε for evaluation, reported in Table 6.3) during

the first 3/4 iterations, and keep εt = ε for the reset iterations. The same ε schedule is used

for both SGLD and convex relaxation training. For SGLD, we run 10 iterations with step

size εt
10

and set the temperature parameter β = 1× 10−5. For convex relaxations, we use the

efficient IBP+Backward scheme [Xu et al., 2020a], and we use a training schedule similar

to [Zhang et al., 2020c] by mixing the IBP bounds and backward mode perturbation analysis

bounds.

6.7.2.2 Setup for DDPG and SA-DDPG

Hyperparameters for Regular DDPG Training. Our hyperparameters are mostly

from [Shangtong, 2018]. Both actor and critic networks are 3-layer MLPs with [400, 300]
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hidden neurons. We run each environment for 2× 106 steps. Actor network learning rate is

1× 10−4 and critic network learning rate is 1× 10−3 (except that for Hopper-v2 and Ant-v2

the critic learning rate is reduced to 1 × 10−4 due to the larger values of rewards); both

networks are optimized using Adam optimizer. No reward scaling is used, and discount factor

is set to 0.99. We use a replay buffer with a capacity of 1 × 106 items and we do not use

prioritized replay buffer sampling. For the random process N used for exploration, we use a

Ornstein-Uhlenbeck process with θ = 0.15 and σ = 0.2. The mixing parameter of current

and target actor and critic networks is set to τ = 0.001.

Hyperparameters for SA-DDPG Training. SA-DDPG uses the same hyperparameters

as in DDPG training. For the additional regularization parameter κ for π(s), we choose

in {0.1, 0.3, 1.0, 3.0} for InvertedPendulum and Reacher due to their low dimensionality

and {30, 100, 300, 1000} for other environments.. We train the actor network without state-

adversarial regularization for the first 1×106 steps, then increase εt from 0 to the target value

in 5× 105 steps, and then keep training at the target ε for 5× 105 steps. The same ε schedule

is used for both SGLD and convex relaxation. For SGLD, we run 5 iterations with step size εt
5

and set the temperature parameter β = 1× 10−5. For convex relaxations, we use the efficient

IBP+Backward scheme [Xu et al., 2020a], and a training schedule similar to [Zhang et al.,

2020c] by mixing the IBP bounds and backward mode perturbation analysis bounds. The

total number of training steps is thus 2×106, which is the same as the regular DDPG training.

The target ε values for each task is the same as ε listed in Table 6.4 for evaluation. Note that

we apply perturbation on normalized environment states. The normalization factors are the

standard deviations calculated using data collected on the baseline policy (vanilla DDPG)

without adversaries.
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6.7.3 Setup for DQN and SA-DQN

Hyperparameters for Vanilla DQN training. For Atari games, the deep Q networks

have 3 CNN layers followed by 2 fully connected layers (following [Wang et al., 2016]). The

first CNN layer has 32 channels, a kernel size of 8, and stride 4. The second CNN layer

has 64 channels, a kernel size of 4, and stride 2. The third CNN layer has 64 channels, a

kernel size of 3, and stride 1. The fully connected layers have 512 hidden neurons for both

value and advantage heads. We run each environment for 6× 106 steps without framestack.

We set learning rate as 6.25× 10−5 (following [Hessel et al., 2017]) for Pong, Freeway and

RoadRunner; for BankHeist our implementation cannot reliably converge within 6 million

steps, so we reduce learning rate to 1× 10−5. For all Atari environments, we clip reward to

−1,+1 (following [Mnih et al., 2015]) and use a replay buffer with a capacity of 2× 105.

We set discount factor set to 0.99. Prioritized replay buffer sampling is used with α = 0.5

and β increased from 0.4 to 1 linearly through the end of training. A batch size of 32 is used

in training. Same as in [Mnih et al., 2015], we choose Huber loss as the TD-loss. We update

the target network every 2k steps for all environments.

Hyperparameters for SA-DQN training. SA-DQN uses the same network structure

and hyperparameters as in DQN training. The total number of SA-DQN training steps in

all environments are the same as those in DQN (6 million). We update the target network

every 2k steps for all environments except that the target network is updated every 32k steps

for RoadRunner’s SA-DQN, which improves convergence for our short training schedule of 6

million frames. For the additional state-adversarial regularization parameter κ for robustness,

we choose κ ∈ {0.005, 0.01, 0.02}. For all 4 Atari environments, we train the Q network

without regularization for the first 1.5× 106 steps, then increase ε from 0 to the target value

in 4× 106 steps, and then keep training at the target ε for the rest 5× 105 steps.
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6.7.4 Setup for evaluating ATLA

Network structure For fully connected networks, we use the same network as in our

experiments on state-adversarial regularizer (SA-PPO), which contains 2 hidden layers with

64 hidden neurons each layer, for both policy and value networks, for both the agent and the

adversary. For LSTM agents, we use a single layer LSTM with 64 hidden neurons, along with

an input embedding layer projecting state dimension to 64 and an output layer projecting 64

to output dimension. For LSTM agents, when conducting the “optimal” attack, we also use a

LSTM network for the adversary to ensure the adversary is powerful enough.

Hyperparameter for the learning-based “optimal” attack Our “optimal” attacks

uses policy gradient methods to learn the optimal adversary during agent testing, and each

learning process involves the selection of hyperparameters. Specifically, the hyperparameters

include the learning rates of the adversary’s policy and value networks, the entropy coefficient,

and the annealing of the learning rate. To reduce search space, for ATLA models, the learning

rates of the testing phase adversary’s policy and value networks are chosen ranging from 0.3X

to 3X of the learning rates of adversary’s policy and value networks used in training. For other

models trained without an adversary, the learning rates of the testing phase adversary’s policy

and value networks are chosen ranging from 0.3X to 3X of the learning rates of the agent’s

policy and value networks. We tested both linearly annealed learning rate and non-annealing

learning rate. The adversary’s entropy coefficient is chosen form 0 and 0.003. The final

results reported in all tables are the best (lowest) reward achieved by the “optimal” attacks

among all hyperparameter configurations. Typically this includes around 100 to 200 different

adversaries trained with different hyperparameters. This guarantees the strength of this

attack and allows a comprehensive evaluation of the robustness of all agents.

Hyperparameters for PPO (vanilla) For the Walker2d and Hopper environment, we

use the same set of hyperparameters as in our experiments on state-adversarial regularizer
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(SA-PPO); the hyperparameters were originally from [Engstrom et al., 2020] and found

using a grid search experiment. We found that this set of hyperparameters work well. For

HalfCheetah and Ant environment, we use a grid search of hyperparameters, including the

learning rate of the policy network, learning rate of the value network and the entropy bonus

coefficient. For Hopper, Walker2d and HalfCheetah environments, we train for 2 million

steps (2 million environment interactions). For Ant, we train for 10 million steps. Training

for longer may slightly improve agent performance under no attacks, but has no impact for

performance under strong adversarial attacks.

Hyperparameters for PPO (LSTM) For PPO (LSTM), we conduct a smaller scale

hyperparameter search. We search hyperparameter values that are close to the optimal ones

found for the PPO vanilla model. We train these LSTM agents for the same steps as those in

vanilla PPO.

Hyperparameters for SA-PPO We use the same value for all hyperparameters as in

vanilla PPO except SA-PPO’s extra κ for the strength of SA-PPO regularization. For κ, we

choose from 1× 10−6 to 1. We train models with each κ at least five times and choose the κ

value whose median model has the highest worst-case reward under all attacks.

Hyperparameters for ATLA-PPO For ATLA-PPO, we have hyperparameters for both

agent and adversary. We keep all agent hyperparameters the same as those in vanilla

MLP/LSTM agents, except for the entropy bonus coefficient. We find that sometimes we

need a larger entropy bonus coefficient in ATLA to allow sufficient exploration of the agent,

as learning with an adversary is harder than learning in attack-free environments. For the

adversary, we run a small-scale hyperparameter search on the learning rate of adversary

policy and value networks, and the entropy bonus coefficient for the adversary. To reduce the

number of hyperparameters for searching, we use values close to those of the agent. We set

Nν = Nπ = 1 in all experiments and did not tune this hyperparameter. For ATLA, we train
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5 million steps for Hopper, Walker and HalfCheetah and 10 million steps for Ant. We find

that similar to the observations in [Madry et al., 2018], training with an adversary typically

requires more steps to converge, however in all our environments the training does reliably

converge.

Model selection For each setup, we repeat the experiments using the same set of hyper-

parameters for at least 5 times, and at most 21 times for some high variance settings. We

then attack all the models using random, critic, MAD and RS attacks. We use the lowest

reward among all attacks as a metric to rank those models. Then, we select the model with

median robustness as our final model. This final model is then attacked using the “optimal”

attack to further reduce its reward. The numbers we report in Table 6.9 are not from the

best runs, but the runs with median robustness. This is done to improve reproducibility as

RL training process can have high variance.
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Table 6.10: Hyperparameters for all environments and settings for our experiments on

evaluating ATLA. For vanilla environments, we use the hyperparameters from Zhang et al.

[2020d] and Engstrom et al. [2020] if they are available for that environment (Hopper and

Walker2d). Other environments’ hyperparameter for the vanilla PPO model is found by

a grid search. For SA-PPO and ATLA-PPO (MLP), the same set of hyperparameters as

in the vanilla models are used, except that for SA-PPO we tune the parameter κ and for

ATLA-PPO (MLP) we tune the entropy bonus coefficients as well as learning rates for the

adversary. For LSTM models, we first tune the vanilla LSTM PPO models and find the best

learning rates, keep using them in all LSTM based models.

Env. model policy lr val lr entropy
coeff. κ

adv.
policy lr

adv.
val lr

adv. entropy
coeff.

PPO(vanilla) 3e-4 2.5e-4 0 – – – –
SA-PPO 3e-4 2.5e-4 0 0.03 – – –

ATLA-PPO (MLP) 3e-4 2.5e-4 0.01 – 0.001 0.0001 0.001
PPO (LSTM) 1e-3 3e-4 0.0 – – – –

ATLA-PPO (LSTM) 1e-3 3e-4 0.01 – 0.01 0.01 0.001

Hopper

ATLA-PPO (LSTM)+ SA Reg 1e-3 3e-4 0.01 0.3 0.003 0.01 0.003
PPO(vanilla) 4e-4 3e-4 0 – – – –

SA-PPO 4e-4 3e-4 0 – – – –
ATLA-PPO (MLP) 4e-4 3e-4 0.0003 – 0.0001 0.0001 0.002

PPO (LSTM) 1e-3 3e-2 0 – – – –
ATLA-PPO (LSTM) 1e-3 3e-2 0.001 – 0.0003 0.03 0

Walker2d

ATLA-PPO (LSTM)+ SA Reg 1e-3 3e-2 0.001 0.3 0.003 0.03 0.001
PPO(vanilla) 5e-5 1e-5 0 – – – –

SA-PPO 5e-5 1e-5 0 3e-3 – – –
ATLA-PPO (MLP) 5e-5 1e-5 3e-4 – 1e-05 3e-06 0

PPO (LSTM) 3e-4 3e-4 0 – – – –
ATLA-PPO (LSTM) 3e-4 3e-4 0.0003 – 0.0003 0.0001 0.0003

Ant

ATLA-PPO (LSTM)+ SA Reg 3e-4 3e-4 0.003 0.1 0.0003 3e-05 3e-05
PPO(vanilla) 3e-4 1e-4 0 – – – –

SA-PPO 3e-4 1e-4 0.1 – – – –
ATLA-PPO (MLP) 3e-4 1e-4 0.0003 – 0.001 0.0003 0.003

PPO (LSTM) 1e-3 3e-4 0 – – – –
ATLA-PPO (LSTM) 1e-3 3e-4 0.0003 – 0.003 0.001 0

HalfCheetah

ATLA-PPO (LSTM)+ SA Reg 1e-3 3e-4 0 0.03 0.003 0.003 0.0003

205



CHAPTER 7

Conclusion and Open Challenge

In this dissertation, we have discussed efficient robustness verification algorithms for neural

networks and decision tree based models, and also applied efficient verification algorithm

like CROWN to train neural networks for obtaining good robustness guarantees. Lastly, we

discussed the robustness in the reinforcement learning setting and proposed two approaches

to enhance the robustness of reinforcement learning under our theoretical framework of state-

adversarial Markov decision process (SA-MDP). In this section, we conclude this dissertation

and discuss a few limitations of this work and the remaining open challenges to be solved.

7.1 Tight Robustness Certificates for Large Neural Networks

In Section 3, we propose linear relaxation based perturbation analysis (LiRPA) for neural

network robustness verification. Since this approach requires relaxations, it can produce loose

bounds for relatively large neural networks. In Section 3.3 we can see that the our algorithm

can only obtain a safe region with very small radius for relatively deep networks. On the other

hand, we can use more complicated solvers such as mixed integer linear programming [Tjeng

et al., 2019] for robustness verification to get tighter bounds, however these methods are quite

slow and cannot be scale to large networks, as well. Our current solution is to rely on trained

certified defense, as discussed in Section 5, to obtain tight certificates. However, this can be

infeasible in many situations, where we want to obtain robustness guarantee for an existing

network without retraining. Future research can focus on obtaining tighter relaxations for

neural network verification or improve the scalability of existing approaches.
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7.2 Improve Performance for Certified Defense

Although our proposed certified defense approach in Section 5 has outperformed many existing

approaches, the performance gap between certified defense and empirical defense such as

adversarial training is still large. For example, for CIFAR-10, when the perturbation budget

is relatively large (e.g., ε = 8
255

), our certified defense model has large standard errors on clean

dataset (about 50%), which is significantly worse than adversarial training (typically less

than 20% test error) or naturally trained models (typically less than 10% error). To obtain

robustness certificates we sacrifice too much model performance, which can be undesirable in

many settings. A future direction is to further improve existing certified defense techniques

to allow better performance while maintaining provable robustness guarantees.

7.3 Robustness of Machine Learning in Broader Areas

Most works, including this one, conduct robust training on a few toy environments such as

MNIST and CIFAR. While these simple datasets work well for prototyping, most realistic

settings involve more complicated structure in datasets. For example, the `p norm based threat

model is unlikely to be accurate or realistic in practical scenarios; an uniform perturbation

budget without considering the sensitivity of input features can harm model performance

in robust training. Additionally, the robustness issues in many applications of machine

learning, such as healthcare and finance, have not been well studied. Future research can

study the robustness problem in more practical applications of artificial intelligence and

machine learning.
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