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Abstract. In this paper we present DPUMA, a mesh-based multicast routing 
protocol specifically designed to reduce the overhead needed to deliver multi-
cast packets, saving bandwidth and energy, two of the scarcest resources in 
MANETS. The two main features of DPUMA are: (1) for each multicast group, 
it periodically floods a single control packet to build the mesh, elect the core of 
the mesh and get two-hop neighborhood information; and (2), it computes the 
mesh’s k-dominating set to further reduce overhead induced by flooding the 
mesh when forwarding data packets. These two characteristics contrast with 
other protocols that blindly flood the net in different stages to construct their 
routing structure (mesh or tree), to elect the leader of the structure, and that ex-
change hello messages to get neighborhood information. Using detailed simula-
tions, we show over different scenarios that our protocol achieves similar or 
better reliability while inducing less packet transmission overhead than 
ODMRP, MAODV and PUMA which is DPUMA’s predecessor.  

1   Introduction 

Mobile Ad Hoc Networks (or MANETS), also called “networks without network”, do 
not rely on a fixed infrastructure. In other words, any MANET node can act as traffic 
originator, destination, or forwarder. Hence, MANETs are well suited to applications 
where rapid deployment and dynamic reconfiguration are necessary. Examples of 
such scenarios are: military battlefield, emergency search and rescue, conference and 
conventions. The objective of a multicast protocol for MANETs is to enable commu-
nication between a sender and a group of receivers in a network where nodes are 
mobile and may not be within direct wireless transmission range of each other. These 
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multicast protocols have to be designed to efficiently use the available bandwidth as 
well as nodes’ energy, two of the most precious and scarce resources in MANETs. 

A multicast group is defined by a unique identifier that is known as the group iden-
tifier. Nodes may join or leave the multicast group (or multiple multicast groups) 
anytime while their membership remains anonymous. In the last five years, several 
MANET multicast protocols have been proposed (e.g. [1], [2], [3], [4], [5], [6], [7], 
[8], [9], [10], [11], [12], [13], [14]). In general, the approaches taken up to date can be 
classified by the way they construct the underlying routing structure; namely tree-
based and mesh based protocols. The main objective of the routing structure is to 
efficiently deliver information to the members of the multicast group while avoiding 
non members.  

A tree-based multicast routing protocol constructs and maintains either a shared 
multicast routing tree or multiple multicast trees (one per each sender) to deliver 
packets from sources to receivers of a multicast group. Recent examples of tree-based 
multicast routing protocols are the Multicast Ad hoc On-demand Distance Vector 
Protocol (MAODV) [5], and the Adaptive Demand-driven Multicast Routing Protocol 
(ADMR) [6]. This approach has proven to deliver adequate performance in wired 
networks [18], however, in the context of MANETs, where due to mobility topology 
changes are common, establishing and maintaining a tree or a set of trees requires 
continuous interchange of control messages which has a negative impact in the over-
all performance of the protocol.      

On the other hand, a mesh-based multicast routing protocol maintains a mesh con-
sisting of a connected sub-graph of the network which contains all receivers of a par-
ticular group and some relays needed to maintain connectivity. Maintaining a con-
nected component is much less complicated than maintaining a tree and hence mesh-
based protocols tend to be simpler and more robust. Two well-know representatives 
of this kind of protocols are the Core Assisted Mesh Protocol (CAMP) [2] and the 
On-Demand Multicast Routing Protocol (ODMRP) [3].  

In this paper we present DPUMA, a protocol that further improves the reliability 
and efficiency of its direct predecessor PUMA [1]. DPUMA is mesh-based and was 
specifically designed to reduce the overhead needed to deliver multicast packets and 
thus save bandwidth and energy. The two main characteristics of DPUMA are: (1) for 
each multicast group, it periodically floods a single control packet (a multicast an-
nouncement) to build the mesh, elect the core of the mesh and to get two-hop 
neighborhood information; and (2) uses mesh’s k-dominating set to further reduce 
overhead induced by flooding the mesh when transmitting a data packet. These two 
characteristics contrast with other protocols that, in different phases, blindly flood the 
network to deliver data packets, construct their routing structure (mesh or tree), elect 
the leader of the structure, and that exchange hello messages to get neighborhood 
information. 

The remaining of this paper is organized as follows. Section 2 describes related 
work, both on multicast routing protocols for MANETs and on the distributed compu-
tation of connected dominating sets. Section 3 describes DPUMA, while section 4 
presents a series of performance comparisons among PUMA, DPUMA, MADOV and 
ODMRP over different scenarios. Finally, in Section 4 we present concluding remarks 
and directions for future work. 



180 R. Menchaca-Mendez et al. 

2   Related Work 

This section is divided in two subsections. The first one reviews some of the most 
representative multicast routing protocols, emphasizing on MAODV and ODMRP 
which are the protocols that we compare against DPUMA in Section 4. The second 
subsection reviews current approaches to compute connected dominating sets.  

2.1   Multicast Routing Protocols for Ad Hoc Networks 

As we mentioned in the previous section, MAODV maintains a shared tree for each 
multicast group consisting of receivers and relays. Sources acquire routes to the group 
on demand in a way similar to the Ad hoc on Demand Distance Vector (AODV) [13]. 
Each multicast group has a group leader who is the first node joining the group. The 
group leader is responsible for maintaining the group’s sequence number which is 
used to ensure freshness of routing information. The group leader in each connected 
component periodically transmits a group hello packet to become aware of reconnec-
tions. Receivers join the shared tree by means of a special route request (RREQ) 
packet. Any node belonging to the multicast tree can answer to the RREQ with a 
route reply (RREP). The RREP specify the number of hops to the tree member. Upon 
receiving one or multiple RREP, the sender joins the group through the node report-
ing the freshest route with the minimum hop count to the tree. Data is delivered along 
the tree edges maintained by MAODV. If a node that does not belong to the multicast 
group wishes to multicast a packet it has to send a non-join RREQ which is treated 
similar in many ways to RREQ for joining the group. As a result, the sender finds a 
route to a multicast group member. Once data is delivered to a group member, the 
data is delivered to remaining members along multicast tree edges.  

ADMR [6] maintains multicast source based trees for each sender of a multicast 
group. A new receiver performs a network-wide flood of a multicast solicitation 
packet when it wants to joint the multicast group. Each group source replies to the 
solicitation and the receiver sends a receiver join packet to each source who answered 
its solicitation. An individual source-based tree is maintained by periodic keep-alive 
packets from the source, which allow intermediate nodes to detect link breaks in the 
tree by the absence of data or keep-alive packets. A new sender also sends a network-
wide flood to allow existing group receivers to send receiver joins to the source. MZR 
[11] like ADMR, maintains source-base trees. MZR performs zonal routing; and 
hence the flooding of control packets is less expensive. 

In order to establish the mesh, ODMRP requires cooperation of nodes wishing to 
send data to the multicast group. Senders periodically flood a Join Query packet 
throughout the network. These periodic transmissions are used to update the routes. 
Each multicast group member on receiving a Join Query, broadcast a Join Table to all 
its neighbors in order to establish a forwarding group. Sender broadcast data packets 
to all its neighbors. Members of the forwarding group forward the packet. Using 
ODMRP, multiple routes from a sender to a multicast receiver may exits due to the 
mesh structure created by the forwarding group members. The limitations of ODMRP 
are the need for network-wide packet floods and the sender initiated construction of 
the mesh. This method of mesh construction results in a much larger mesh as well as 
numerous unnecessary transmissions of data packets compared to a receiver initiated 
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approach. DCMP [10] is an extension to ODMRP that designates certain senders as 
cores and reduces the number of senders performing flooding. NSMP [12] is another 
extension to ODMRP aiming to restrict the flood of control packets to a subset of the 
entire network. However, DCMP and NSMP fail to eliminate entirely ODMRP’s 
drawback of multiple control packet floods per group. 

CAMP avoids the need for network-wide floods from each source to maintain mul-
ticast meshes by using one or more cores per multicast group. A receiver-initiated 
approach is used for receivers to join a multicast group by sending unicast join re-
quests towards a core of the desired group. The drawbacks of CAMP are that it needs 
the pre-assignment of cores to groups and a unicast routing protocol to maintain rout-
ing information about the cores. This later characteristic may induce considerable 
overhead in a large ad hoc network. 

2.2   Distributed Computation of Connected Dominating Sets 

2.2.1   Basic Concepts 
We use a simple graph G = (V,E) to represent an ad hoc wireless network, where V 
represents a set of wireless mobile nodes and E a communication link between two 
nodes. An edge (u,v) indicates that in a particular time, both nodes u and v are within 
their transmission range, hence, connections of nodes are based on the geographic 
distances among them.  Such graph is also called unit disk graph [20]. It is easy to see 
that the topology of this type of graphs vary over time due to node mobility. 

For a given undirected graph G = (V, E), a connected dominating set (CDS) in the 
graph is any set of connected vertices VV !'  such that each 'VVv "# is adjacent 
to some vertex in V’. The problem of determining the minimum connected dominat-
ing set (MCDS) of a given graph is known to be NP-complete. Therefore, only dis-
tributed approximated algorithms running in polynomial-time are practical for wire-
less ad hoc networks. 

In this way, if we compute a dominating set V’ of a given network, only those 
nodes belonging to V’ have to broadcast a packet in order to reach every node in the 
network, with the corresponding savings of V- V’ messages. It is important to remark 
that distributed approximations that run in polynomial-time don’t compute the mini-
mum dominating set, however, in the context of ad hoc networks computing a bigger 
dominating set could be desirable in order to augment the reliability with which a 
packet is delivered. Here we have a tradeoff among reducing communication over-
head, the information that every node must keep, the complexity induced by comput-
ing the CDS and reliability. 

2.2.2   Distributed Computation of Dominating Sets 
Lim and Kim [22] showed that the minimum connected dominating set (MCDS) prob-
lem can be reduced to the problem of building a minimum cost flooding tree (MCFT) 
and they proposed a set of heuristics for flooding trees that lead to two algorithms: 
self-pruning and dominant pruning (DP). They also showed that both algorithms 
perform better than blind flooding, in which each node broadcast a packet to its 
neighbors whenever it receives the packet along the shortest path from the source 
node, and that DP outperforms self-pruning. 
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Since then, many other approaches have been purposed to compute CDS and to 
improve communication protocols applying CDS (mainly for unicast communication 
in ad hoc networks). For example, enhancements to dominant pruning have been 
reported by Lou and Wu [20] who describe the total dominant pruning (TDP) algo-
rithm and the partial dominant pruning (PDP) algorithm, and by Spohn and Garcia-
Luna-Aceves [19] who presented the enhanced dominant pruning (EDP) algorithm 
which improves DP’s performance. All these algorithms utilize information about 
nodes’ two-hop neighborhood. 

In this work we use an approach similar to the one used by Lim and Kim in their 
dominating pruning algorithm [22]. This approach uses a greedy set cover (GSC) 
strategy in order to compute the dominating set of each 2-hop neighborhood of the 
nodes involved in packet diffusion.  

2.2.3   Greedy Set Cover 
GSC recursively chooses one-hop neighbors that cover the most two hop neighbors 
and repeat the process until all two-hop neighbors are covered. As in [20] we use N(u) 
to represent the neighbor set of u (including u) and N(N(u)) to represent the neighbor 
set of N(u) (i.e., the set of nodes that are within two hops from u). A schematic repre-
sentation of these sets is shown in figure 1. When node v receives a packet from node 
u, it selects a minimum number of forwarding nodes that can cover all the nodes in 
N(N(v)). u is the previous relaying node, hence nodes in N(u) have already received 
the packet, and nodes in N(v) will receive the packet after v rebroadcast it. Therefore, 
v just needs to determine its forwarding list k-F(u,v) from B(u,v) = N(v) - N(u) to 
cover all nodes in U(u,v) = N(N(v)) – N(u) – N(v). The greedy set cover algorithm is 
as follows. 

Compute: F(u,v) = [f1, f2,…, fm] such that: 

),(1 vuBf #  satisfying � Ff
i

i
vuUvuUfN

#
=$ ),()),()((  (1) 

This forwarding list is derived by repeatedly selecting fi that has the maximum 
number of uncovered neighbors in U(u,v). These steps are presented as pseudocode in 
the following lines where Z is a subset of U(u,v) of nodes covered so far. Si is the 
neighbor set of vi in U(u,v) and K is the set of Si. Selection process: 

 
 
 
 
 
 
 
 
 

Fig. 1. Set of nodes involved in the computation of the CDS 

Notation: 
• N(u): One-hop neighborhood of u 
• N(N(u)): Two-hop neighborhood of u 
• B(u,v): N(v)-N(u) 
• ),(),( vuBvuF ! : Resulting set of 

the set cover algorithm. A set of nodes that 
cover N(N(v))-N(u)-N(v) 

u

N(u) N(v) 

N(N(u))

v 
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1. Let F(u,v)=[] (empty list), %=Z (empty set), and � iSK = , where 

),()( vuUvNS ii $= for ),( vuBvi #  

2. Find the set iS whose size is maximum in K 
3. F(u,v) = F(u,v)||vk, iSZZ &= , K = K – Si, and Sj = Sj – Si for all KSj #  
4. If no new node is added to Z = U(u,v), exit; otherwise, goto step 2 

3   Dominant PUMA 

3.1   DPUMA Overview 

DPUMA, as well as PUMA, supports the IP multicast service model of allowing any 
source to send multicast packets addressed to a given multicast group, without having 
to know the constituency of the group. Furthermore, sources need not join a multicast 
group in order to send data packets to the group. 

Like CAMP,  MAODV and PUMA, DPUMA uses a receiver initiated approach in 
which receivers join a multicast group using the address of a special node (core in 
CAMP or group leader in MAODV), without the need for network-wide flooding of 
control or data packets from all the sources of a group. Like MAODV, DPUMA 
eliminates the need for a unicast routing protocol and the pre-assignment of cores to 
multicast groups. DPUMA implements a distributed algorithm to elect one of the 
receivers of a group as the core of the group, and to inform each router in the network 
of at least one next-hop to the elected core of each group (mesh establishment). The 
election algorithm used in PUMA is essentially the same as the spanning tree algo-
rithm introduced by Perlman for internetworks of transparent bridges [15]. For more 
information about the election algorithm and its performance, please refer to [1]. 
Within a finite time proportional to the time needed to reach the router farthest away 
from the eventual core of a group, each router has one or multiple paths to the elected 
core. 

Every receiver connects to the elected core along all shortest paths between the re-
ceiver and the core. All nodes on shortest paths between any receiver and the core 
collectively form the mesh. A sender sends a data packet to the group along any of the 
shortest paths between the sender and the core. In the basic PUMA protocol, once a 
multicast message reaches a mesh member, it is flooded along the whole mesh. This 
can lead to unnecessary overhead because a given node can be covered by more than 
one neighbor and hence receive a multicast message more than once. In order to re-
duce this overhead, DPUMA incorporates the concept of dominating sets to dynami-
cally determine a subset of one-hop nodes such that if these nodes broadcast the 
packet, it will be received by all mesh members in a two-hop neighborhood and even-
tually by all members in the mesh.  

DPUMA uses a single control message for all its functions, the multicast an-
nouncement. Each multicast announcement specifies a sequence number, the address 
of the group (group ID), the address of the core (core ID), the distance to the core, a 
mesh member flag that is set when the sending node belongs to the mesh, a parent that 
states the preferred neighbor to reach the core and a list of neighbors who are mesh 
members. Successive multicast announcements have a higher sequence number than 
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previous multicast announcements sent by the same core. With the information con-
tained in such announcements, nodes elect cores, determine the routes for sources 
outside a multicast group to unicast multicast data packets towards the group, notify 
others about joining or leaving a group’s mesh, maintain the mesh and get 2-hop in-
formation of nodes belonging to each multicast group. 

3.2   Connectivity List, Two-Hop Neighborhood and Propagation of Multicast 
Announcements 

A node that considers itself to be the core of a group transmits multicast announce-
ments periodically for that group. As the multicast announcement travels through the 
network, it establishes a connectivity list at every node in the network. Using connec-
tivity lists, nodes are able to establish a mesh, and route data packets from senders to 
receivers. Nodes also take advantage of this periodic dissemination of multicast an-
nouncements to include a list with the 1-hop neighbors who belong to a particular 
multicast group. Using this 1-hop neighbor information, nodes are able to get 2-hop 
information regarding each group.   

A node stores the data from all the multicast announcements it receives from its 
neighbors in the connectivity list. Fresher multicast announcements from a neighbor 
(i.e., one with a higher sequence number) overwrite entries with lower sequence num-
bers for the same group. Hence, for a given group, a node has only one entry in its 
connectivity list from a particular neighbor and it keeps only that information with the 
latest sequence number for a given core. 

Each entry in the connectivity list, in addition to storing the multicast announce-
ment, also stores the time when it was received, and the neighbor from which it was 
received. The node then generates its own multicast announcement based on the best 
entry in the connectivity list. For the same core ID, only multicast announcements 
with the highest sequence number are considered valid. For the same core ID and 
sequence number, multicast announcements with smaller distances to the core are 
considered better. When all those fields are the same, the multicast announcement that 
arrived earlier is considered better. After selecting the best multicast announcement, 
the node generates the fields of its own multicast announcement in the following way: 

� _ Core ID: core ID in the best multicast announcement 
� _ Group ID: group ID in the best multicast announcement 
� _ Sequence number: sequence number in the best multicast announcement 
� _ Distance to core: One plus the distance to core in the best multicast announcement 
� _ Parent: The neighbor from which it received the best multicast announcement 
� One-hop neighborhood: All known one-hop neighbors that are part of the mesh 
� _ Mesh membership status: The procedure to decide whether a particular node is a 

mesh member is described in the following section. 

The connectivity list stores information about one or more routes that exist to the 
core. When a core change occurs for a particular group, then nodes clear the entries of 
their old connectivity list and builds a new one, specific to the new core. Figure 1 
illustrates the propagation of multicast announcements and the building of connec-
tivity lists. Solid arrows indicate the neighbor from which a node receives its best 
multicast announcement. In this example, Node 6 has three entries in its connectivity 
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list for neighbors 5, 1, and 7 respectively. However it chooses the entry it receives 
from 5 as the best entry, because it has the shortest distance to the core and has been 
received earlier that the one from node 1. Node 6 uses this entry to generate its own 
multicast announcement, which specifies Core ID = 11, Group ID = 224.0.0.1, Se-
quence Number = 79, Distance to Core = 2 and Parent = 5.  

 
 
 
 
 
 
 
 
 
 

Fig. 2. Dissemination of multicast announcements and establishment of the connectivity lists 

When a node wants to send data packets to the group it forwards them to the node 
from which it received its best multicast announcement. If that link is broken then it 
tries its next best and so on. Hence each node in the network has one or more routes to 
the core. The multicast announcement sent by the core has distance to core set to zero 
and parent field set to invalid address. 

Multicast announcements are generated by the core every T seconds (in our simu-
lations we set this value to three). After receiving a multicast announcement with a 
fresh sequence number, nodes wait for a short period (e.g. 100 ms) to collect multicast 
announcements from multiple neighbors before generating their own multicast  
announcement. 

When multiple groups exist, nodes aggregate all the fresh multicast announcements 
they receive, and broadcast them periodically every multicast announcement interval. 
However, multicast announcements representing groups being heard for the first time, 
resulting in a new core, or resulting in changes in mesh member status are forwarded 
immediately, without aggregation. This is to avoid delays in critical operations, like 
core elections and mesh establishment. 

3.3   Mesh Establishment and Maintenance 

Initially only receivers consider themselves as mesh members and set the mesh mem-
bership flag to TRUE in the multicast announcements they send. Non-receivers con-
sider themselves mesh-members if they have at least one mesh child in their connec-
tivity list. A neighbor in the connectivity list is a mesh child if : (1) its mesh member 
flag is set, (2) the distance to core of the neighbor is larger than the node’s own dis-
tance to core, and (3) the multicast announcement corresponding to this entry was 
received in within a time period equal to two multicast announcement intervals. Con-
dition 3 is used to ensure that a neighbor is still in the neighborhood. If a node has a 
mesh child (therefore is a mesh member), then it means that it lies on a shortest path 
from a receiver to the core. The above scheme results in the inclusion of all shortest 

Connectivity List at node 6 
Core Id = 11, Group Id = 224.0.0.1, Seq. No 79 

Multicast Announcement Neighbor 
Distance to core Parent 

Time 
(ms) 

5 1 11 12152 
1 1 11 12180 
7 2 5 12260 

 

115 2 

8 4 3 10 

7 6 1 9 

11 Core 

x y x parent of y 

Advertisement dissemination 

paths from the receiver to the core in the mesh. 
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Whenever a node generates a multicast announcement, it sets the mesh member 
flag depending on whether or not it is a mesh member at that point of time. In addi-
tion to generating a multicast announcement when it detects a core change, or when it 
receives a fresh multicast announcement, a node also generates a multicast an-
nouncement when it detects a change in its mesh member status. This could occur 
when a node detects a mesh child for the first time, or when a node that previously 
had a mesh child detects that it has no mesh children.  

3.4   Forwarding Data Packets 

The parent field of the connectivity list entry for a particular neighbor corresponds to 
the node from which the neighbor received its best multicast announcement. This 
field allows nodes that are non-members to forward multicast packets towards the 
mesh of a group. A node forwards a multicast data packet it receives from its 
neighbor if the parent for the neighbor is the node itself. Hence, multicast data packets 
move hop by hop, until they reach mesh members.  

In the basic PUMA protocol, when a multicast message reaches a mesh member it 
is flooded along the whole mesh. Duplicated messages are discarded at receivers and 
relay nodes based on the message sequence number. This scheme can lead to unnec-
essary overhead because a given node can be covered by more than one neighbor and 
hence receive a message more than once. This mechanism is improved in DPUMA 
using the greedy set cover algorithm described in Section 2.2.3. In this way, nodes 
dynamically determine the set of nodes that should retransmit a packet in order to 
cover the entire two-hop neighborhood and eventually the whole mesh. In this paper 
we present two different variants of the algorithm to compute the dominating set. 
DPUMA-1k computes 1-dominating sets, meaning that each node in the 2-hop 
neighborhood must be covered by at least one 1-hop neighbor. DPUMA-2k computes 
2-dominating sets meaning that whenever it is possible, nodes in the 2-hop neighbor-
hood are covered by two 1-hop neighbors. Here we are experimenting with the trade-
off between augmenting redundancy in order to achieve high reliability; and saving 
bandwidth and energy reducing the number of retransmissions. As our experimental 
results show, under many scenarios DPUMA-1k outperform PUMA, DPUMA-2k, 
ODMRP and MADOV. This is more evident under high load conditions where 
DPUMA-1k achieves higher reliability by reducing the number of collisions, while 
saving bandwidth.  The algorithm followed by mesh members to disseminate a data 
packet is as follows: 

� When v receives a multicast data packet from its transport layer, it determines its 
forwarding list k-F(-,v), piggybacks k-F(-,v) in the data packet and transmit it. 

� When v receives a multicast data packet from a mesh member u 
ҟ If )(*,uFkv "# , it uses greedy set cover to determine its forwarding list 

F(u,v), piggybacks F(u,v) in the data packet and retransmit it. 
ҟ If )(*,uFkv "' , it doesn’t retransmit the packet. 

� When v receives a multicast data packet from a non-mesh member u, v computes 
the forwarding list k-F(-,v), piggybacks k-F(-,v) in the data packet and retransmit it. 
In this case, u can be a sender or a next hop in the path from the sender to the core. 
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The routing of data packets from senders to receivers is also used to update the con-
nectivity list. When a nonmember transmits a packet, it expects its parent to forward 
the packet. Because all communication is broadcast, the node also receives the data 
packet when it is forwarded by its parent. This serves as an implicit acknowledgment 
of the packet transmission. If the node does not receive an implicit acknowledgment 
within ACK TIMEOUT, then it removes the parent from its connectivity list. 

4   Experimental Results 

We compared the performance of DPUMA against the performance of PUMA, 
ODMRP and MAODV which are representatives of the state of the art in multicast 
routing protocols for MANETs. We used the discrete event simulator Qualnet [17] 
version 3.5. The distribution of Qualnet itself had the ODMRP code, which was used 
for ODMRP simulations. The MAODV code for Qualnet was obtained from a third 
party1 who wrote the code independently of our effort following the MAODV IETF 
Specification [19]. We employed RTS/CTS when packets were directed to specific 
neighbors. All other transmissions used CSMA/CA. Each simulation was run for five 
different seed values. To have meaningful comparisons, all timer values (i.e., interval 
for sending JOIN requests and JOIN tables in ODMRP and the interval for sending 
multicast announcements in DPUMA) were set to 3 seconds. Table 1 lists the details 
about the simulation environment and the parameters of the MAODV code.  

The metrics used for the evaluations are the average number of data packets deliv-
ered at receivers and the average number of data packets relayed. We didn’t include 
the control overhead metric because in [1] it has been demonstrated that PUMA in-
curs far less overhead than ODMRP and MAODV. Since DPUMA uses the same 
signaling mechanism as PUMA, the same performance trend observed for PUMA still 
holds. 

Table 1. Simulation environment and parameters used in the MAODV code 

Simulation Environment MAODV parameters 
Total Nodes 50 Allowed Hello Loss 2 
Simulation time 100s Grp. Hello Interval 5 s 
Simulation area 1300!1300m Hello Interval 1 s 
Node Placement Random Hello life 3 s 
Mobility Model Random Waypoint Pkt. Id save 3 s 
Pause Time 10s Prune Timeout 750 ms 
Min-Max Vel. 0 – 10 m/s Rev Route life 3 s 
Transmission Power 15 dbm RREQ retries 2 
Channel Capacity 2000000 bps Route Disc. Timeout 1 s 
MAC protocol IEEE 802.11 Retransmit timer 750 ms 
Data Source MCBR   
Num. of pkts. sent per src. 1000   

                                                           
1 We thank Venkatesh Rajendran for providing the simulation code for MAODV. 
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4.1   Packet Size and Traffic Load 

In our first experiment we varied the packet size from 64 to 1024 bytes. This experi-
ment shows the ability of DPUMA-1k to reduce the channel contention by reducing 
the number of nodes that broadcast a packet in a given time. There are two senders 
and one group composed of 30 nodes. Only one of the two senders belongs to the 
group.  As it is shown in Figure 3, for packets of 256 bytes and larger DPUMA-1k 
achieves higher delivery ratios than the other protocols while incurring less retrans-
mission overhead. From the same figure, we can notice that MAODV performs very 
well for small packet sizes but as the size increases the delivery ratio drops dramati-
cally. Under this particular scenario, for packets of 256 bytes and larger the simula-
tions for MAODV were unable to finish within the 100s.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 3. Average number of data packets received at receivers and average number of data pack-
ets relayed when varying the packet size 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 4. Average number of data packets received at receivers and average number of data pack-
ets relayed when varying the number of packets per second sent by the senders 
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In our second experiment we varied from 10 to 100 the number of packets per sec-
ond that the senders multicast to a group of 30 receivers. As in the previous case, only 
one of the senders belongs to multicast group. As shown in Figure 4, for light loads 
PUMA achieves higher delivery ratios than the other protocols but at the cost of a 
considerable retransmission overhead. However, when traffic load increases 
DPUMA-1k delivers a larger number of packets. As in the previous case, this is due 
to the fact that DPUMA is able to reduce collisions.  

4.2   Number of Groups and Senders 

In these two experiments we tested the ability of the protocols to handle different 
numbers of senders and groups. Figure 5 shows the results of varying the number of 
senders from 1 to 20 with a group composed of 20 members. Figure 6 shows the re-
sults of varying the number of groups from 1 to 5 with two nodes generating packets 
 

 
 
 
 
 
 
 
 
 
 
 
 

Fig. 5. Average number of data packets received at receivers and average number of data pack-
ets relayed when varying the number of senders 

 
 
 
 
 
 
 
 
 
 
 
 

Fig. 6. Average number of data packets received at receivers and average number of data pack-
ets relayed when varying the number of groups 
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for each group. For both experiments, each sender generates 20 packets per second 
with a packet size of 256 bytes. In both cases DPUMA-1k achieves the highest deliv-
ery ratio while generating much less retransmissions. Our results confirm that mesh-
based protocols (DPUMA, PUMA, and ODMRP) consistently tend to perform better 
than the tree-based protocol (MAODV). The main reason is that tree-based protocols 
expend too many packets trying to maintain the tree structure of the multicast group. 
In the experiments where we vary the number of senders, MAODV was unable to 
complete the simulation within 100s when having five or more senders. DPUMA and 
PUMA outperform ODMRP because the latter perform flooding of control packets 
per source per group which leads to congestion and to the reduction of reliability 
shown in the results. 

5   Conclusions 

In this paper we presented DPUMA, a mesh-based multicast protocol that carries out 
its three basic tasks (electing a core, establishment of the mesh and getting 2-hop 
neighborhood information) by flooding a single control packet per each multicast 
group. When diffusing a data packet over the mesh, nodes in DPUMA compute the k-
dominating set to reduce the number of nodes that need to broadcast the packet in 
order to cover the whole mesh. We carried out a series of simulations were we show 
that under moderate and high loads, DPUMA achieves higher delivery ratios than 
ODMRP, MAODV and PUMA while incurring in less retransmission overhead.  

Our current research focuses on the energy savings obtained by the reduced over-
head of DPUMA and how this can be used to extend the lifetime of the whole 
MANET. We are also working on defining adaptive approaches to unify PUMA and 
DPUMA in order to get the reliability achieved by PUMA under light loads and the 
one achieved by DPUMA under high loads. We are also working on reducing the 
impact of mobility over the accuracy of the algorithms for computing DCDS. 
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