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ABSTRACT OF THE DISSERTATION 
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 Contemporary philosophical ethics, despite its myriad theoretical disputes, is in 

broad agreement about the proper form and methods of ethical theorizing.  The standard 

paradigm in contemporary ethics comprises, roughly, the following three assumptions: 

(1) ethics is concerned with the evaluation of particular actions; (2) the job of ethical 

theory is to devise principles that provide (necessary and sufficient) criteria for an 



 

 

 

xi 
 

action’s being right/wrong; (3) to be adequate, such principles must broadly align with 

our intuitive verdicts about the status of particular actions.   

 Appealing as this view is in principle, it fails badly in practice.  Proposed ethical 

theories inevitably succumb to counterexamples – cases in which they yield verdicts that 

conflict with our intuitive judgments.  I argue that the ubiquity of counterexamples, and 

with it entrenched theoretical disagreement, stems from a mismatch between the 

psychological assumptions of the standard paradigm and actual human psychology.  Our 

natural concepts are not structured in terms of necessary and sufficient conditions, instead 

having a prototype structure in which there is no core set of features common to all and 

only members of the concept/category.  Given this, it is unsurprising that there are always 

substantial gaps between ethical theories’ verdicts and our intuitive judgments. 

 Drawing on convergent historical considerations, I argue that philosophy should 

return to an Aristotelian conception of ethics, according to which ethics is not a set of 

abstract principles, but rather a practical science analogous to medicine.  However, just as 

we are not limited when practicing medicine to an ancient understanding of the natural 

world, so too in ethics should the naturalistic basis of our theory be a modern one.  I 

therefore suggest that the best way forward for ethics is a marriage between (1) an 

Aristotelian view of ethics as a practical science concerned with proper human 

functioning and the habits of thought/action that constitute it and (2) a modern scientific 

understanding of the world, drawn principally from the cognitive and biological sciences.  

This approach allows us to avoid both the difficulties with principles-based approaches, 

and the sometimes outdated factual and normative aspects of Aristotle’s own theory. 
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Chapter 1 – The Standard Paradigm in Moral Philosophy  

 

 

1.1. Introduction and motivation of the project 

 

 The approach to morality that I will ultimately argue for in this work – a 

scientifically informed updating of Aristotelian virtue ethics – departs from or outright 

rejects a number of contemporary moral
1
 philosophy’s foundational assumptions.  These 

include assumptions about the nature of morality, what a moral theory should do, and the 

methods by which moral theories should be constructed and evaluated.  

 I am not the first to suggest that a marriage of Aristotelian virtue ethics and 

modern science is likely to be a productive one.  Owen Flanagan (e.g., 1991, 2007) has 

long been an advocate for such an approach.  His thinking synthesizes insights not only 

from Aristotle and modern science, but also from Eastern ethical traditions that have been 

largely neglected by contemporary moral philosophy (e.g., Flanagan, 2011) .  Patricia 

Churchland (e.g., 1986, 2002, 2008, 2011) and Paul Churchland (e.g., 1989, 2007, 2012) 

have spent their distinguished careers arguing that philosophical inquiry should be far 

more deeply informed by work from science, particularly neuroscience and the other 

cognitive sciences.  In the case of ethics, this has led them to the Aristotelian approach, 

which offers a picture of morality that fits quite well with modern research on habit 

learning, the role of affect in moral judgment, the importance of close personal 

relationships, and much else (Churchland, 2011; see also Casebeer & Churchland, 2003).  

This project also owes much to the work of Mark Johnson, particularly his book Moral 

                                         
1
 I will use ‘ethics’ and ‘morality’ (and their respective cognates) interchangeably throughout. 
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Imagination (1993), which helped to shape my thinking about the research paradigm of 

contemporary moral philosophy and what cognitive science shows to be wrong with it. 

 The work most similar to the present one is William Casebeer’s Natural Ethical 

Facts (2003a).
2
  Casebeer and I each use scientific results as part of arguments for the 

superiority of the Aristotelian approach to its more recent philosophical rivals, and then 

as the basis for positive proposals about how to update and improve upon Aristotle’s 

original ethical recommendations.  While the projects are similar in their general methods 

and endpoint, the particular arguments and lines of work upon which Casebeer and I 

draw are mostly distinct.  I therefore see the projects as complementary; to borrow a 

metaphor from Parfit (2011), Casebeer and I are climbing the same mountain from 

different sides. 

 Thoroughgoing naturalized approaches to ethics in general, to say nothing of 

naturalized virtue ethics more specifically, are relatively limited in their impact on the 

mainstream of moral philosophy.  There, variants of consequentialism and deontology (as 

well as contractualism) hold sway, and the development of such theories continues to be 

based on largely non-naturalistic methods of conceptual analysis and a priori principles.  

Why is this?  As mentioned at the outset, naturalized virtue ethics rejects many of the 

foundational assumptions of modern moral philosophy.  Projects based on alternatives to 

these core assumptions are so different from what most moral philosophers require of 

ethical theories that they are almost immediately viewed as non-contenders.  There are 

two assumptions about moral theorizing that seem to be primary here; these will be 

                                         
2
 Not coincidentally, Casebeer and I both wrote our doctoral theses under the Churchlands at the University 

of California, San Diego! 
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discussed in greater detail in later chapters.  The first concerns the relationship between 

factual and normative claims: the widely accepted philosophical maxim that “you cannot 

derive an ought from an is”.  Naturalized virtue ethical theories seem to flagrantly 

disregard this maxim.  The second assumption is that moral theories should take the form 

of law-like rules capable of telling us, with certainty, the moral status of any given action.  

Virtue ethics, with its focus on character, habituation, and so forth, eschews this 

assumption as well. 

 What is needed if naturalized virtue ethics is to be taken seriously, then, is not just 

interesting positive proposals, but compelling arguments for why the assumptions that 

undergird modern moral philosophy should be rejected.  Crucially, these arguments must 

engage modern moral philosophy on its own terms, showing why, by its own standards 

and methods, the framework is flawed.  As such, prior to developing my own view, I’ll 

explain my reasons for thinking that the approach currently dominant in philosophy is 

untenable and that a new approach is not only worth pursuing, but urgently needed. 

 Before I can describe these flaws in contemporary moral philosophy, though, it is 

worth taking a step back to get clear on the core assumptions underlying moral 

philosophy.  Therefore, in this chapter, I will lay out what I take to be the standard 

paradigm in moral philosophy – the shared assumptions, methodologies, and goals that 

propel research in the field.  I will then, in Chapters 2 and 3, describe the practical issues 

and the findings from cognitive science that lead me to conclude that this paradigm is 

flawed.  Chapter 4 will be a transitional chapter, using historical considerations both to 

buttress the negative argument from Chapters 2 and 3 and to motivate the positive 

project.  Chapter 5 will begin the positive project in earnest by laying out the Aristotelian 
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approach to ethics and the criticisms that it has traditionally faced, criticisms that I 

suggest can be addressed by updating the Aristotelian approach with modern science.  

Chapter 6 will develop this point, sketching how modern evolutionary biology and 

cognitive science can provide a productive basis for the functional account of human 

beings central to Aristotelian ethics.  

  

1.2. The standard paradigm 

 

1.2.1. Shared assumptions (a sketch)  

 

 Contemporary moral philosophy is home to a menagerie of competing moral 

theories, most of which are some species of deontology or consequentialism.  Despite 

these differences in ultimate theoretical commitments, the field is largely unified around 

a number of shared assumptions about the job and methods of moral philosophy.  Central 

to this approach is a conception of moral philosophy in which principles/rules, conceptual 

analysis, and reason hold sway.  The following assumptions together capture this 

approach, the paradigm within which research in moral philosophy takes place. 

1. Moral judgment consists of the rational application of principles to particular 

situations/acts.
3
   

2. Given (1), the goal of moral philosophy should be to find the correct 

principles.  An adequate moral theory will consist of a set of necessary and 

sufficient conditions that, for a given action, allow determination of whether a 

                                         
3
 Acting morally, in turn, consists of implementing these reasoned judgments, although the exact 

relationship between moral judgment and motivation/action has long been a major point of contention. 
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given action is a member of the category morally right action or morally 

wrong action.
4
 

3. The way to reach these correct principles is by careful examination of our 

concept of morality.
5
  The nature of our concepts, including morality, is 

revealed through our intuitions
6
 about particular cases, whether actual or 

hypothetical.   

4. A proposed moral theory can therefore be tested by seeing whether its verdicts 

agree with our concept of morality as revealed by our intuitions about 

particular cases.  If a theory yields a verdict that disagrees with our considered 

intuitions about a particular case, the theory must be revised or rejected.
7
 

This is my best stab at concisely capturing the dominant methodological assumptions of 

contemporary moral philosophy.  There are a number of nuances and corollaries that are 

also important to note, particularly when one begins to look at specific types of ethical 

theories.  I will take up some of these issues in this and subsequent chapters.  For now, 

                                         
4
 Different terminology – particularly the language of obligation/prohibition – can be employed here, as can 

more fine-grained categorizations.  For present purposes, however, the distinction between moral rightness 

and wrongness will suffice.  I will return to the issue of ethicists’ focus on permissibility/impermissibility 

in chapter 2 and explain why I find it problematic. 
5
 Following standard convention, I will use italics to distinguish reference to a concept/category (italicized) 

from reference to members of that category.  Context should make clear when italics are being used in this 

way, and when they are occasionally used for emphasis or for terms of art, the introduction of technical 

terms, and the like. 
6
 Exactly what sorts of intuitions are admissible here is a matter of debate, with some philosophers 

stipulating that the intuitions need to be considered/reflective, to be those of experts, to survive (narrow or 

wide) reflective equilibrium (about which more later), and so forth.  This debate over what sorts of 

intuitions are philosophically acceptable has been given  in recent years as a result of the rise of 

experimental philosophy, which aims to shed light on philosophical issues by collecting empirical data on 

people’s intuitions about philosophical cases.  One thing that has come out of this debate, at least in my 

view, is that it is very difficult to come up with substantial restrictions on what intuitions are admissible 

that avoid arbitrariness or question-begging. 
7
 As I’ll discuss below, a methodological analogy can be made to linguistics, in which researchers seek to 

elucidate people’s internalized grammatical rules through their grammaticality judgments about particular 

examples.  Unlike the linguistic case, but as with the debate over what intuitions are admissible, the 

relationship between theory and intuitions – particularly its directionality – is often not clearly spelled out 

by philosophers appealing to such intuitions in the process of theory construction and evaluation.   
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though, I want to take a closer look at two of the major components of the paradigm 

described above: the commitment to a principles-based conception of morality and the 

use of conceptual analysis (often through thought experiments and intuitions) to assess 

and revise such principles. 

 The assumption that morality should consist of a set of principles is part of the 

core of the dominant contemporary approach to moral philosophy.  As noted above, in 

contemporary moral philosophy (and contemporary analytic philosophy more broadly), to 

say that a moral theory consists of a set of principles is to say that it consists of a set of 

necessary and sufficient conditions capable of determining the status of the entity under 

consideration.  Here, the entities in question are actual or possible actions, and the 

relevant status is the action’s moral status.   

 This approach to morality is not a new invention.  In fact, it is a core feature of the 

classical statements of consequentialism (specifically, utilitarianism) and deontology, 

having then percolated down through the centuries as these theories continue to dominate 

in academic moral philosophy.  Before we can look at the details of those classical 

formulations of utilitarianism (from Mill [1863/1879]) and deontology (from Kant 

[1785/2012]), it’s worth first looking at the broader intellectual milieu – and, 

correspondingly, the conception of moral theory – within which they were working. 

 

1.2.2. Historical origins 

 

 The conception of morality at work in the projects of Mill, Kant, and their modern 

descendants is one modeled on science.  More accurately, it is modeled on a 
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philosophical idealization of science that is, in turn, based on the physical sciences (as 

well as logic/mathematics).  According to this idealization, scientific theories consist of 

precisely stated, exceptionless laws that govern the domain in question.  These laws, in 

turn, are used to calculate or deduce, objectively and precisely, the answers to questions 

that researchers pose.  In twentieth-century philosophy of science, this view of the shape 

of scientific theory and explanation came to be known as the deductive-nomological 

view, and I have borrowed this moniker because it is as accurate a description as any of 

the form taken by the moral theories that borrow their structure from it.  

 I will discuss the details of this approach and its assumptions, in both scientific 

and moral cases, later in this section. It’s important to note at the outset, however, that 

this effort to place morality on an objective, secular foundation that parallels that of 

science is one of the core elements of the broader Enlightenment reconceptualization of 

ethics, as Alasdair MacIntyre (1981/2007) has persuasively argued.
8
  Mill and Kant were 

no exceptions to this, and the way in which they modeled ethics on science has had, I will 

argue in the next two chapters, far-reaching consequences for the shape of the enterprise.  

Let’s look at their views in more detail. 

 Kant was very explicit in his commitment to ethics as a domain of laws that 

parallel scientific laws.  Indeed, it is the point with which he chooses to open the 

Groundwork: 

 Ancient Greek philosophy was divided into three sciences: physics, ethics, and 

logic.  This division is perfectly suitable to the nature of the matter, and there is no need 

to amend it, expect perhaps just to add its principle, partly so as to assure oneself in this 

way of its completeness, partly to be able to determine correctly the necessary 

subdivisions. 

                                         
8
 I will have much more to say about MacIntyre’s important account of the changes that moral philosophy 

underwent in the Enlightenment in Chapter 4. 
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 All rational cognition is either material and considers some object, or formal 

and occupied merely with the form of the understanding and of reason itself, and with the 

universal rules of thinking as such, regardless of difference among its objects.  Formal 

philosophy is called logic, whereas material philosophy, which has to do with 

determinate objects and the laws to which they are subject, is once again twofold.  For 

these laws are either laws of nature, or of freedom.  The science of the first is called 

physics, that of the other is ethics; the former is also called doctrine of nature, the latter 

doctrine of morals. (Kant, 1785/2012, 4:387, all emphasis [italics and boldface] in 

original) 

 

 For Kant, logic, physics, and ethics each pick out a set of laws that govern a 

particular domain.  For logic, the domain is that of reason; there is no material subject 

matter specific to logic.  For physics – by which Kant means all the sciences that deal 

with the physical world, including not just the eponymous field but also biology, 

chemistry, and so forth – the subject matter is, as just noted, the physical world.  For 

ethics, the subject matter is human freedom or action.  Different kinds of questions, even 

about the same sequence of events, may involve appeal to different types of laws.  For 

instance, the laws of physical science (again construed in the general sense just 

mentioned), while they may be able to answer questions about how shooting a gun at a 

person brought about his death, do not tell us anything about whether that action is 

morally right or wrong.  Likewise, while the laws of morality answer questions about 

whether this particular instance of shooting a gun at another person and killing him was 

right or wrong, they do not tell us anything about the physical and biological processes by 

which this occurs (e.g., the gunpowder detonates in the confined space of the barrel, 

causing a projectile to be driven outward at extremely high velocity, thereby causing fatal 

damage when it hits a vital organ in the body). 

 Against this backdrop, Kant sets out to discover, in the same way that scientists 

such as Newton discovered and specified the laws governing the physical world, the laws 

governing human action.  More specifically, Kant wants to find the ultimate principle that 
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underlies all of our commonsense moral judgment (see, e.g., 4:392).  One relevant 

passage comes in his statement of the scope of his project in the Groundwork: “The 

present groundwork, however, is nothing more than the identification and corroboration 

of the supreme principle of morality” (Kant, 1785/2012, 4:392, emphasis in original).  

The product of his inquiries was the categorical imperative, which – in its three 

formulations, which Kant took to be equivalent
9
 – he believed to be the ultimate 

governing principle of morality.  Most discussed in philosophy, and most important for 

our purposes, are the first two formulations.  The first, the formulation of universal law, 

is as follows: “I ought never to proceed except in such a way that I could also will that 

my maxim should become a universal law” (4:402, emphasis in original).  The second, 

the formulation of humanity, is: “So act that you use humanity, in your own person as 

well as in the person of any other, always at the same time as an end, never merely as a 

means” (4:429, emphasis in original). 

 Mill’s commitment to a scientific morality is, in its own way, every bit as 

thoroughgoing as Kant’s.  Indeed, Mill and Kant have nearly identical sets of 

assumptions about the nature of moral judgment and the nature of moral theory.  Both 

take moral judgment to be a matter of applying laws to particular cases and the job of 

ethical theory, like (idealized) scientific inquiry, to be to find the ultimate principle 

underlying such judgments.  Here, first, is Mill on the nature of moral judgment:  

The intuitive, no less than what may be termed the inductive, school of ethics, insists on 

the necessity of general laws. They both agree that the morality of an individual action is 

not a question of direct perception, but of the application of a law to an individual case. 

(Mill, 1863/1879, p. 3) 

 

                                         
9
 Whether (and, if so, how) the statements of the categorical imperative are in fact equivalent has long been 

a matter of debate among Kant scholars. 
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Mill’s commitment to a scientific morality, as well as to a single fundamental principle 

underlying all of morality, comes out in the following passage: 

[T]he intuitive school affirm as strongly as the inductive, that there is a science of morals. 

Yet they seldom attempt to make out a list of the a priori principles which are to serve as 

the premises of the science; still more rarely do they make any effort to reduce those 

various principles to one first principle, or common ground of obligation. They either 

assume the ordinary precepts of morals as of a priori authority, or they lay down as the 

common groundwork of those maxims, some generality much less obviously 

authoritative than the maxims themselves, and which has never succeeded in gaining 

popular acceptance. Yet to support their pretensions there ought either to be some one 

fundamental principle or law, at the root of all morality, or if there be several, there 

should be a determinate order of precedence among them; and the one principle, or the 

rule for deciding between the various principles when they conflict, ought to be self-

evident. (Mill, 1863/1879, p. 4, emphasis in original) 

 

While Kant makes morality a matter of the maxim upon which one acts (and whether it 

passes the test of universalizability and treating others as ends rather than mere means), 

Mill makes the moral status of actions solely a function of their hedonic consequences: 

The creed which accepts as the foundation of morals, Utility, or the Greatest Happiness 

Principle, holds that actions are right in proportion as they tend to promote happiness, 

wrong as they tend to produce the reverse of happiness. By happiness is intended 

pleasure, and the absence of pain; by unhappiness, pain, and the privation of pleasure. To 

give a clear view of the moral standard set up by the theory, much more requires to be 

said; in particular, what things it includes in the ideas of pain and pleasure; and to what 

extent this is left an open question. But these supplementary explanations do not affect 

the theory of life on which this theory of morality is grounded — namely, that pleasure, 

and freedom from pain, are the only things desirable as ends; and that all desirable things 

(which are as numerous in the utilitarian as in any other scheme) are desirable either for 

the pleasure inherent in themselves, or as means to the promotion of pleasure and the 

prevention of pain. (Mill, 1863/1879, pp. 9-10) 

 

We therefore see a remarkable similarity between the projects of Mill and Kant: a 

scientific conception of ethics and a search for an ultimate principle that explains our 

commonsense moral judgments.  Where they differ, of course, is in what they identify as 

the ultimate principle of morality.   

 

1.2.3. The deductive-nomological approach to ethics  
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 I want to look, in this and the next two sections, at exactly what is entailed by the 

parallel between science and ethics just described – what I am calling the deductive-

nomological approach to ethics.  The particular conception of science at work here is one 

in which the body of knowledge of a scientific field – particularly sciences like physics or 

chemistry – is systematized in sets of laws and equations.  From these laws and a 

description of the physical world, one deduces (calculates) the answer to some question, 

such as what the velocity of an object dropped from height h will be at time t will be.  

Using these laws to achieve a practical purpose – building a bridge that will span a 

particular distance and support a particular weight, say – requires not only knowing the 

laws, but also measuring relevant parameters from the case at hand so that one can 

substitute these values into the positions occupied by variables in the equations.  In 

building a bridge or other structure, therefore, a critical part of the process involves 

taking numerous measurements – typically to a high degree of accuracy and precision.  

Important measurements include surveying of the area where the structure is to be built, 

as well as knowing the physical properties of the materials that one is planning to use and 

the expected forces to which the bridge will be expected to withstand (maximum weight 

of vehicles and pedestrians, speeds of gusts of wind, etc.).  One then plugs these values – 

which together describe (relevant features of) the real-world situation – into the laws to 

find the answer to particular questions, such as whether the bridge as currently designed 

and with its current materials will be able to withstand the weight of vehicles and 

pedestrians on it at busy times such as rush hour.  These calculations are eventually used 

to guide action, for instance through redesign of the bridge, and eventually the actual 

execution of the enterprise. 
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 There are a few important features of this paradigm to note in the case of physical 

laws and their application to the world.  First, on this approach there is, at the end of the 

process of deduction/calculation, a single, uniquely correct answer that is yielded by the 

laws together with the description of the situation.  Second, the laws are universal ones; 

they apply regardless of the place, time, or entities in question.
10

  Thus, the same equation 

is used to calculate how long an object takes to fall from a precipice to the ground 

regardless of the height of the precipice from which it is dropped, what type of object it 

is, or whether the precipice from which it is dropped is located in Colorado, Tibet, or on 

Mars.  Of course, the answer to the question will differ depending on the distance it has 

to fall, the shape of the object (which will affect air resistance among other things), and 

the location (gravitational acceleration as well as air resistance on Mars will be different 

[lower] than on Earth, and will even be slightly different at very high elevations on Earth 

versus at sea level).  The values of things like gravitational acceleration will change, but 

the same laws apply whether on Earth, Mars, or some planet on the other side of the 

galaxy. 

 In contemporary moral philosophy, the dominant approach takes the same form.  

Within this paradigm, the analogues of physical laws are moral principles, and the 

parameters that are substituted into the principles are the description of the particular 

situation (or action) about which one has to make a decision.  Unlike in physics where the 

relevant laws are mathematical equations, the laws of a moral theory typically consist of 

                                         
10

 This oversimplifies a bit, as there are complications that occur on extremely small scales, where quantum 

mechanical phenomena become important to correct calculation/prediction, or extremely large scales or 

speeds, where relativistic phenomena become important.  The goal of universality is still present, however, 

for a major ongoing project in physics consists of trying to reconcile quantum mechanics and relativity – 

both radically successful in their respective domains – into a single, unified theory. 
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a set of necessary and sufficient conditions that provide a test for the moral status of an 

action.  And as with the example of scientific laws above, a critical assumption of this 

approach is that it is possible to obtain an accurate, objective description of the 

action/situation to be evaluated.  This is more difficult than it seems on initial inspection, 

particularly since parsing the situation into the features that are relevant to the particular 

moral law being used – in other words, determining the real-world values that will be put 

into the variable places in the moral law – often involves figuring out how esoteric and 

abstract philosophical concepts map onto the real world, as well as a high degree of 

uncertainty.  (These difficulties are important ones, and I will return to them in greater 

depth in the next chapter when I discuss a range of significant obstacles to the moral 

philosophical enterprise.  For now, however, I will put them to one side.)  Assuming such 

a description is available, however, one then inputs this description into the relevant 

moral law, and the law outputs a verdict on the moral status of the situation/action. 

 

1.2.4. Appeal of the deductive-nomological approach 

 

 Why is this approach, in which morality is modeled on scientific laws, so 

appealing?  In this section, I discuss three important features of the deductive-

nomological to morality that both define it and help to explain its dominance in 

contemporary moral philosophy.  In the next section, I spell out in further detail why they 

form such an attractive picture of moral theorizing. 

 First, as with physical laws, the correct moral principles, once arrived at, are 

universally applicable.  The same set of principles applies regardless of time and place, 
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and regardless of the person who is applying them – there are no spatial, temporal, 

cultural, or individual exceptions to moral principles.
11

  The criterion of spatial and 

temporal universality provides a bulwark against the dreaded moral relativism.  More 

specifically, the position that is the worry here is what is known as normative moral 

relativism.  This is the view that there is no universal fact of the matter about what is 

morally right/wrong; rather, what is morally right and wrong may vary from one culture 

to the next.  This is distinct from the view  that, as a matter of anthropological fact, 

different cultures subscribe to different (at times dramatically different) sets of beliefs 

about what is morally right/wrong.   This view, descriptive moral relativism, is relatively 

uncontentious – cultures clearly do vary in their moral standards and practices – although 

the degree to which such differences are deep differences is a matter of debate (see, e.g., 

Cook, 1999).   

 Rather, normative moral relativism
12

 holds that what is actually morally right and 

wrong is different from one culture to the next.  On this view, moral standards are 

culturally variable just like standards such as dress and etiquette that vary from culture to 

culture.  Like these standards, there is no objective fact of the matter about what is 

morally right, simply a set of norms accepted in a particular place and time.  A further 

implication of moral relativism is that the moral beliefs and practices of a given culture 

are incorrigible by those outside that culture.  Because moral relativism holds that there 

                                         
11

 Strictly speaking, the principles apply universally to creatures who are like us in the relevant way 

specified by the moral theory.  Kant, of course, held that the moral laws he identified are binding not just 

on humans but on all rational beings.  Likewise for utilitarianism, which holds that the balance of 

pleasure/pain is the criterion of morality for any sentient creatures.  Thus, if we were to encounter aliens 

that meet the requirements (rationality or sentience), they would, by the lights of deontologists and 

utilitarians, be just as bound by the principles as we are. 
12

 For reasons of brevity, I will henceforth drop the ‘normative’ and simply say ‘moral relativism’ to refer 

to that view. 
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are no universal (non-culture-specific) standards of morality, attempts at cross-cultural 

moral critique have no force, for they are mere expressions of “how we do things where I 

come from”.  Saying that something in another culture is morally wrong as a matter of 

some absolute, universal moral law is, on this view, as absurd as saying that using 

chopsticks rather than a fork is wrong as a matter of some absolute, universal law of 

dining implements.
13

 

 The specter of moral relativism is frequently used as a de facto argument for the 

need for an approach to morality that, like science, is secular – and therefore not tied to 

any culture-specific religious belief system – and trades in universal, objective principles.  

A popular example of this tactic comes from Sam Harris (2010).  Harris motivates his 

central contention – that we can achieve a genuine, objective science of morality through 

an understanding of the brain – by contrasting the belief in the existence of universal 

moral truths to the relativist alternative.  If we forsake universalism for relativism, we are 

forced to accept that practices in other cultures that to us seem manifestly wrong – such 

as honor killings and female circumcision – are in fact just different from, and no better 

or worse than, our own culture’s practices (and our strong condemnation of things like 

honor killing and female circumcision).  To the western secular audience that is likely to 

read Harris’s book or an academic paper in contemporary moral philosophy, such a 

possibility is, to say the least, extremely unpalatable.  The specter of extreme moral 

relativism is so threatening that the need for absolute principles goes largely 

unchallenged in moral philosophy; it is simply assumed, as a matter of course, that the 

principles one is seeking must be universal ones. 

                                         
13

 For an influential discussion of moral relativism, see Harman (1975). 
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 The universal/non-relativistic character of moral principles relates to a second 

important feature of the deductive-nomological framework: the moral judgments that it 

yields are objective, rather than subjective.  The analogy of physical science is again 

instructive.  Assuming that identical initial measurements are used as inputs and no errors 

in calculation are made, the output of the physical equations used to predict the landing 

point of a baseball thrown from a 50-foot tower will be the same regardless of whether 

the calculation is being carried out by a trained physicist with pencil and paper, a novice 

with detailed instructions and a calculator, or a computer program.  All that matters is the 

situation (the height of the tower, the velocity and trajectory at which the ball is thrown, 

etc.) and the relevant physical laws; the identity of the person throwing the ball or the 

person/machine carrying out the calculation makes no difference to the answer reached.  

The individual throwing the ball will, of course, matter insofar as it affects the physical 

description of the situation.  For instance, if a professional baseball player throws the 

ball, its initial velocity will probably be substantially higher than if a novice throws the 

ball.  Even here, though, it isn't identity per se that is important, but simply the way that it 

affects the parameters of the situation. 

 Likewise, according to the dominant theories in moral philosophy, the moral 

status of a given action depends only on the features of the situation and on the principles 

being applied.  Given the same situation and moral theory, and setting aside the 

possibility for error, the verdict will be the same regardless of who is applying the 

principles: the agent in question, a trained moral philosopher, or someone who has just 

taken her first moral philosophy class.  As with the physics example above, who the 
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individuals in the situation are is only relevant to the judgment reached insofar as they 

affect the parameters of the situation that are relevant as inputs to the theory.   

 For instance, although utilitarianism holds that each individual's own welfare 

receives equal weight in the utilitarian calculus, certain individuals may receive greater or 

lesser weight in virtue of the impact that they have on other people's welfare.  Thus, 

saving the life of a doctor who is about to find a cure for cancer may outweigh saving the 

lives of a dozen other regular individuals because saving that one individual can be 

expected to have such a large positive impact on human welfare later on.  Conversely, 

killing a genocidal dictator may actually count as morally right because it would prevent 

a great deal of suffering and death, far outweighing the reduction in utility caused by the 

death of the dictator and the mourning of those close to him.  To take a less extreme 

example, and assuming all else is equal, killing a drifter who has no family or friends 

who would be affected by his death would, for utilitarianism, be less bad than killing a 

man who has family and friends for whom his death would cause great sadness. 

 Similarly, for Kant and those who follow him, what matters is simply the status of 

the maxims on which we act.  To take a particularly notorious example, Kant held that 

lying was always morally prohibited, even when doing so would result in the death squad 

at your door finding and killing the friend you were sheltering from them.  Similarly, to 

take the second formulation of the categorical imperative, we are prohibited from treating 

others as mere means, no matter if they are family, friends, or complete strangers.  We 

may, of course, as a matter of historical contingency, have more obligations to those 

closer to us, and certainly more opportunities for morally right or wrong action, simply 
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because we are around and interact with them more.  But their relationships to us are not 

important in and of themselves. 

 The third and final important element of the deductive-nomological approach to 

morality is the purported existence, for any given situation, of a definitive prescription 

concerning what one should do.  As described above, one takes a description of the 

situation and applies the relevant principles to it, and this yields a verdict about the moral 

status of the action.  Assuming for the moment that the principles themselves are correct, 

whether you get the correct answer to the question of whether some action is right or 

wrong still requires that the description of the situation be correct.  The description of the 

situation also needs to be correct in the right ways; specifically it needs to have the 

relevant features that allow its assessment in light of the principles.  For instance, if one is 

attempting to apply utilitarian principles, a description of the situation could contain 

details such as the color of socks the individuals are wearing or what they ate for 

breakfast that morning, but such details are irrelevant as far as utilitarian principles are 

concerned.  What matters, on the utilitarian view, are features of the situation having to 

do with the utility (happiness/unhappiness) of the various possible courses of action; 

anything beyond the consequences for utility is irrelevant as far as the utilitarian 

assessment of the moral status of the actions is concerned.  In contrast, within a Kantian 

framework, the details of the situation having to do with utility are irrelevant; as 

mentioned above, certain types of actions, such as lying, are always prohibited regardless 

of how much positive utility performing that action in a given situation would bring 

about.  Rather, for Kantians, the crucial element that must be assessed to determine the 

moral status of an action is the motive that the agent has in carrying out that action.  
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Depending on the formulation of the categorical imperative that one uses, this may 

involve seeing whether the maxim the agent acts on can be universalized without 

contradiction (the first formulation) or whether in acting the agent treats others as mere 

means rather than as ends in themselves (the second formulation).  Regardless of how it’s 

conceived, however, the crucial point is that the deductive-nomological approach to 

morality promises a certainty and precision of our answers to moral questions similar to 

what physics provides in our answers to physical questions.  

 

1.3. Theory construction and evaluation  

 

1.3.1. Formulating principles  

 

 Thus far I have discussed the features that principles-based theories within moral 

philosophy are expected to have, as well as the purported benefits that these features 

yield when applied in practice (viz., definitive verdicts about the status of actions).  This, 

however, presumes that the theory in question has already been formulated.  Thus, as part 

of my overview of the standard paradigm in moral philosophy, I now turn to the issue of 

how philosophers construct, test, and revise moral theories. 

 There is some heterogeneity in the grounds upon which theories are initially 

proposed.  As discussed above, most theorists assume that morality, and thus the 

principles that aim to capture it, is monistic in that it can be reduced to a single type of 

consideration.  To take our two standard examples, in Kantian deontology all of morality 

is based on what it is to be a rational agent, while in utilitarianism it is based entirely on 

the consequences of actions, specifically the consequences for human welfare.  This 
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monistic approach evident in both types of theory is contrasted to moral pluralism, which 

holds that morality is composed of multiple values that are incommensurable in that they 

cannot be reduced to a single underlying type of value.
14

 

 I have talked in fairly general terms about moral theories being composed of law-

like principles.  To understand how moral theories are formulated and evaluated – and, in 

the following chapter, my critique of this methodology – I need to go into greater detail 

about the features of these principles.  Moral theories take the form of necessary and 

sufficient conditions for an action's being morally right or wrong.  In order to determine 

whether a particular action is morally permissible, one checks whether it satisfies the 

necessary and sufficient conditions for moral rightness (etc.) given by the theory.   

 By way of illustration, let’s look at how this works for the principles formulated 

by Mill and Kant in their classical statements of utilitarianism and deontology.  Start with 

Mill’s Greatest Happiness Principle.  This is typically formulated as a maxim – a 

principle for action – namely, “Act so as to maximize the total balance of pleasure/pain”.  

This maxim reformulated in terms of necessary and sufficient conditions would be “An 

action is right if and only if it is the action, out of those available, that produces the 

greatest total balance of pleasure/pain”.  Likewise, for the first two formulations of 

Kant’s categorical imperative: “An action is right if and only if the maxim for that action 

can be consistently willed to be a universal law” (the first formulation) or “An action is 

right if and only if it involves treating persons (including oneself) only as ends in 

themselves, and not as mere means” (the second formulation). 

                                         
14

 The commitment to monism has significant implications about what sorts of moves are available to 

philosophers attempting to reconcile theoretical disagreements.  I’ll discuss this point in Chapter 2 with 

regard to Derek Parfit’s (2011) attempt to reconcile utilitarianism, deontology, and contractualism.   
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 To determine whether a particular action is the one that you should (or should not) 

perform, you simply see whether or not it meets the necessary and sufficient conditions 

set out by the principles.  For the Greatest Happiness Principle, if the action is the one 

that, out of those available, produces the most pleasure, then it is morally right and should 

be performed.  If the action under consideration produces less positive utility than other 

available actions, then it fails to satisfy the utilitarian criterion for a morally right action 

and should not be performed.  Likewise for the categorical imperative.  If the action is 

one that can be consistently willed to be a universal law, or involves treating other 

persons only as ends in themselves, then it meets the criterion for morally right action and 

should be performed.  By contrast, if the action cannot be consistently willed to be a 

universal law or involves treating other persons as means to an end, then it fails to satisfy 

the conditions for morally right action and should not be performed.
15

 

 

1.3.2. Thought experiments and conceptual analysis 

 

 The aforementioned focus on theories structured in terms of necessary and 

sufficient conditions is not incidental; it is a deep feature of philosophical theory building 

not only in ethics but in many other areas of philosophy.  Specifically, a central project of 

philosophy, particularly in the twentieth century, is that of conceptual analysis.  

According to this methodology, philosophy proceeds by analyzing our cognitive concepts 

to reveal truths about the world – truths about domains such as morality and 

                                         
15

 As mentioned above, Kant took the formulations of the categorical imperative to be equivalent, although 

this is still a matter of debate among scholars.  I am here simply assuming that they are indeed equivalent 

for the sake of brevity. 
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epistemology.  The goal of philosophy is then to explicate and formalize people's
16

 

concepts about matters of philosophical importance. 

 This element of modern moral philosophy, like the others discussed so far, goes 

back to the canonical developments of deontological and utilitarian moral theories.  As 

described above, Both Kant and Mill took themselves, in the  same way that scientists 

search for the governing principle for the motion of objects in flight or the movement of 

the planets, to be searching for the ultimate principle that underlies our moral judgments.  

 A further benefit of conceptual analysis is that it seems to provide a neat way out 

of concerns about the proper grounding for normative claims.  Philosophy, particularly 

Anglo-American analytic philosophy in the twentieth century but going back centuries 

earlier to remarks by Hume (1738/2000), has had a deep reverence for what is known as 

the naturalistic fallacy.  This is the idea – commonly summarized in the phrase “you can't 

derive an ‘ought’ from an ‘is’” – that one cannot move from descriptive claims about the 

world to normative claims about the world.  Descriptive statements like those made by 

science, on this view, have no inherently normative content, and thus in order to derive 

any sorts of normative claims from it there must be an intervening premise  that provides 

the normative content.  Since a posteriori  knowledge – knowledge acquired through 

experience with/examination of the world – is not capable of providing this normative 

content, it must come from a priori knowledge – knowledge acquired prior to experience 

with/examination of the world.  According to philosophical orthodoxy, our intuitive 

concepts and the nature of logic/reason itself qualify as sources of such a priori 

                                         
16 

This assumes the that conceptual structures are more or less identical across individuals/cultures, an 

assumption that recent research is casting into ever greater doubt.  I will discuss this point in more detail as 

part of my critique of conceptual analysis in chapter 3. 
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knowledge.  Kant (1785/2012) famously attempted to ground ethics solely on the latter of 

these, attempting to derive an ethical theory solely from the nature of reason itself.  Most 

other approaches, though, while also availing themselves of principles of logic/reason, 

tend to use our intuitive concepts of what is morally right and wrong as a guide.  These 

are normative concepts, and since they are (allegedly) not based in experience, provide a 

basis for normative theories that does not run afoul of the naturalistic fallacy.
17

   

 Now that we have an idea about why philosophers are interested in concepts in 

the first place, the next question to ask is what, cognitively speaking, these concepts are.  

Philosophical conceptual analysis presupposes what, following Smith & Medin’s (1981) 

coinage, is known as the classical theory of concepts.  According to this view, concepts 

define categories whose membership is, in turn, defined in terms of necessary and 

sufficient conditions.  If an instance under consideration satisfies these necessary and 

sufficient conditions, then it is a member of the category (i.e., part of that concept), while 

if it doesn't satisfy the conditions, it is not a member of the category (i.e., it is not part of 

that concept).  Thus, the set of necessary and sufficient conditions that make up our 

concept of morally right action will define the category of morally right actions.  Each 

time we encounter an action, whether actual or hypothetical, about which we must make 

a moral judgment, we determine whether that action meets the conditions for membership 

in the category of morally right. 

                                         
17 

This approach traces its roots to the Enlightenment, when philosophers sought to place ethics on a secular 

foundation, turning away from the virtue theory-inflected religious framework utilized by western ethics 

since the end of Greco-Roman ascendancy and the rise of Christianity.  My analysis in the following 

chapter of the ills of the current approach born of the Enlightenment is strongly influenced by Alasdair 

MacIntyre’s (1981/2007) argument that the challenges of contemporary ethics stem from the 

Enlightenment abandonment of the virtue-theoretic framework and attempt to ground ethics on a 

foundation abstracted from specific cultural (particularly religious) values. 
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 The previous paragraph about conceptual structure may give the impression that 

making category judgments is a very cognitively laborious affair, involving going 

through a mental checklist of conditions to see if a particular instance meets each of 

them.  However, in practice, the actual process of making categorization judgments – not 

only about philosophically significant matters like whether an action is morally right, but 

also about everyday categorization problems like whether the object someone is sitting on 

is a chair or the thing on your plate at a restaurant is a vegetable – is typically fast, 

automatic, and nonconscious.  The outcome of the process – a judgment that a carrot is a 

member of the category  vegetable, say – is of course consciously accessible.  What is 

typically not consciously accessible is the underlying cognitive machinery that produces 

this judgment – the standards to which the instance under consideration is compared, the 

cognitive operations that perform this comparison, and so forth.  In other words, 

cognitive concepts are generally not transparent to introspection.  I say 'generally' 

because certain concepts – mathematical concepts such as triangle and philosophical 

standards such as bachelor – are introspectively transparent, often because they are 

defined to be so.  However, concepts such as these are the exception rather than the rule. 

This is particularly so when it comes to more complex and philosophically interesting 

concepts such as morally right and knowledge, which do not avail themselves to such 

easy definition.  For concepts such as these, introspection alone is not sufficient for 

philosophers to illuminate their contours. 

 This is where thought experiments come into play.  Thought experimental cases 

are used to evaluate and refine philosophical theories reached through general 

considerations.  Debate in the philosophical literature calls attention to a particular issue 
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or  particular feature of some theory, and thought experimental cases are developed to 

argue for one side or the other and (hopefully) clarify the issues at hand.  Thus, if a 

philosopher believes that a rival moral theory is misguided in what it values or how it 

values those things, she may argue for her position by devising a thought experimental 

case in which the verdict reached by applying the theory diverges radically from what we 

intuitively feel is the correct verdict.  Assuming that the intuitions are not ones we want 

to give up upon reflection (about which more later), the case serves as a counterexample 

to the theory, thereby demonstrating its inadequacy in its current form.  For example, 

utilitarian theory is frequently the subject of counterexamples in which the utilitarian 

maxim to maximize aggregate utility dictates that one should take a course of action that 

seems, intuitively, to be clearly wrong – for instance harvesting one healthy person's 

organs against his will (thereby killing him) in order to save five other people's lives 

(Thomson, 1985).  Likewise for deontology, counterexamples to which typically take the 

form of cases in which we are willing to use others as means to some utility-maximizing 

outcome (e.g., killing one person by diverting a runaway trolley onto a side track in order 

to save five others on the main track – Foot, 1967).
18

 

 To return to the analogy between modern science and ethics, thought experiments 

serve the same function in philosophy that laboratory experiments serve in scientific 

research.  Moral theories can be seen as hypotheses about the nature of our concept of 

morality; they are candidate analyses of the concept.  The predictions of these hypotheses 

                                         
18

 Counterexamples to deontology tend to be somewhat less transparent than those to consequentialism, 

since much of the work of deontology ethical theorizing involves coming up with ever more clever ways to 

parse the intentions, actions/omissions, and so forth involved in particular cases.  Even so, it is apparent 

that there are cases in which we do think that considerations of aggregate welfare trump obligations we 

might have not to, e.g., cause harm to particular individuals. 
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are then tested by comparing them to our actual intuitions about moral cases, which are 

taken to be reflective of the underlying concepts (to which, as discussed above, we do not 

have direct introspective access).  As with scientific hypotheses, if the predictions of the 

moral hypotheses fail to match the result of the thought experiment – an intuitive verdict 

– the hypothesis must be revised. 

 In terms of subject matter and methods, the particular science to which thought 

experiment-based philosophy is most similar is linguistics.  Specifically, the methodology 

and theoretical underpinnings of philosophical conceptual analysis are similar to those 

used in linguistics to discover the grammatical rules governing language.  Nearly all 

human adults, barring profound developmental disabilities, head trauma, or an 

exceedingly impoverished social environment, can fluently speak and understand speech 

in at least one language.  This ability is so ubiquitous and, to each individual speaker, 

effortless, that the complexity of the cognitive task of uttering and understanding speech 

is easy to overlook.  Despite the effortlessness with which normal adult humans use 

language, if a linguist were to attempt to discover the grammar underlying, say, English 

by simply asking a native speaker to explicitly set out the grammatical rules governing 

her language, the approach would be an abject failure.  At best our native speaker subject 

would recite back a few basic admonishments from his parents or teachers, such as 

saying “Emily and I went to the store” and not “me and Emily went to the store”.  

Beyond this, though, our subject, when asked to explain what rules govern this or that 

type of linguistic construction, would give a response to the effect of “I just know”.  This 

points to the fact that our knowledge of the rules of language is tacit rather than explicit.  

Therefore, in order to get at underlying grammatical rules, an important methodology of 
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linguistics involves not directly asking people to explain the rules, but instead simply to 

judge whether particular example sentences/phrases are grammatical or ungrammatical.  

By collecting and analyzing grammaticality judgments of this sort, linguists can figure 

out the rules that govern a particular language.
19

  Going through this process with 

multiple languages opens up the possibility of cross-linguistic comparisons that can shed 

light on the commonalities and differences in the rules governing different languages, as 

well as related enterprises such as grouping languages together into families based on a 

common origin.  

 Likewise, nearly all normal individuals have some concept of morality that they 

deploy on a daily basis.  But as with language, in spite of the facility with which 

individuals make moral judgments, simply asking people to explicate their internal 

concept of morality is of only limited effectiveness in determining the actual content of 

that concept.  People, by and large, do not have good introspective access to the criteria 

that define their concepts, and morality is no exception. Even asking people not about 

their abstract concept of morality but about why they made particular moral judgments is 

fraught because people have a tendency to confabulate justifications post hoc for why 

they acted or decided as they did (Haidt, 2001).  Philosophers, like linguists, therefore opt 

to investigate the concept of morality by probing people's moral judgments in response to 

particular situations – the thought experimental method described above.  These data are 

used to construct and revise theories that aim to systematically describe people's shared 

concept of morality.
20

  Since philosophers take concepts to be defined in terms of 

                                         
19

 For the classical statement of this approach to linguistics, see Chomsky (1965). 
20

 The supposition that there is a shared concept of morality is just that – a supposition.  This is a point I 

will return to at various points in the next three chapters.  The upshot of those discussions will be that there 
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necessary and sufficient conditions – the above-mentioned classical view of concepts – 

this systematizing entails trying to come up with a set of necessary and sufficient 

conditions that “capture” the concept of morality by matching our moral intuitions 

(presumed to reflect the underlying concept) and correctly predicting those intuitions 

across a variety of cases.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                                                                                                         
is reason – principally from empirical moral psychology and from experimental philosophy – to think that 

there is nontrivial conceptual diversity between individuals and between groups.  This, of course, cast 

doubt on the notion that philosophical conceptual analysis is analyzing “the” concept of morality. 
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Chapter 2 – Difficulties for the Standard Paradigm 

 

 

2.1. Overview 

 

 Chapter 1 sets out what I take to be the dominant framework within which moral 

philosophy goes about its business.  In this chapter and the next, I want to argue that the 

current approach, despite its entrenched status, is for a variety of reasons untenable.  My 

critique of contemporary moral philosophy proceeds in two parts.  In this chapter, I set 

out the ways that the standard paradigm, despite being promising in theory, faces 

dramatic challenges when one actually sets about trying to turn it into practice.  In the 

next chapter, I trace these difficulties to faulty psychological assumptions in the theory of 

concepts assumed by the standard paradigm. 

 The first part of this chapter sets out some of the major difficulties facing moral 

philosophy.  One theme is that its purported simplicity of interpretation and application – 

one simply takes the principles and applies them to particular situations, yielding a 

definite verdict – collapses in practice.  A second theme is that the method of thought 

experiments has proven fantastically successful at discrediting theories but so far has yet 

to (fully) vindicate any.  These difficulties, in turn, have led to entrenched, fundamental 

disagreement that shows no signs of abating.  The upshot of this, I argue, is that the 

standard paradigm, as a research program, has failed to yield clearly discernible progress 

on its central normative project of coming up with principles for action.  Correct, law-like 

principles that specify the moral status of actions would be fantastically useful if we 

could discover them; as described in Chapter 1, much of the enduring appeal of the 
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standard paradigm rests on the hope that this promise will be fulfilled.  However, he 

actual practice of moral philosophy has not yielded any such principles, or even a clear 

convergent trajectory toward them.   

 The problematic nature of this state of affairs is brought out by contrasting moral 

philosophical inquiry with scientific inquiry.  Science is not without disagreement and 

unanswered questions – far from it – but it does have a strong track record of resolving 

those issues over time by finding new evidence that helps to resolve disputes, discarding 

paradigms that are no longer fruitful, and so forth, eventually yielding unequivocal 

successes.  Neither the track record of moral philosophy nor its current state provide such 

reasons for optimism.  Especially worrying is the fact that, it is unclear what sort of 

evidence, argumentation, or shared standards would even be capable of resolving the 

disagreements.   

 Taken together, I argue that all of these considerations suggest that the problem is 

with the assumptions underlying moral philosophy.  Again the parallel to the history of 

science is instructive.  Just as scientific paradigms such as behaviorism and vitalism were 

eventually discarded because their fundamentally misguided assumptions were unable to 

account for the relevant phenomena, so too might the assumptions of the enterprise be the 

problem in moral philosophy. 

 The latter part of the chapter begins the search for these questionable 

assumptions, a project that occupies the next two chapters as well.  The discussion in this 

chapter draws on findings from cognitive science showing that the rationalistic account of 

decision-making and moral judgment presupposed by much of moral philosophy is 
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radically incorrect.  This has a two major implications.  First, and most importantly, it 

provides the beginnings of an account of why philosophers have such difficulty coming 

up with satisfactory theories – theories that meet the standards set out in Chapter 1.
21

  

Second, it suggests that even if philosophers could somehow resolve their disagreements 

and settle on a set of principles comprising a correct theory of morality, the impact of 

such principles would be limited, owing to a profound mismatch between the conscious, 

deductive, principles-based nature of moral philosophical theories (and their tacit view of 

human cognition) and the reality of human reasoning.   

 

 

2.2. Challenges in practice 

 

2.2.1. Interpretation and application 

 

 One major obstacle for the standard paradigm comes in trying to interpret and 

apply the principles one has proposed.  There are two parts to this: defining terms in the 

principles, and objectively describing the situations to which those principles are to be 

applied. 

 Start with the principles themselves.  The claim of ethical laws to scientific 

precision only works if, like physical laws, the terms in them can be precisely defined.  

This, however, turns out to be much harder than it looks, particularly in light of the 

problem of counterexamples to be described in the next section.  For consequentialist 

ethical theories, for example, a definition of happiness (utility, well-being, etc.) is the 

crucial desideratum, since that is what, on the theory, is to be maximized.  Yet it’s far 

                                         
21

 I continue to develop this account in Chapters 3 and 4. 
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from clear that there’s a single, objective way to interpret these notions, or at least a way 

that avoids undesirable implications.  Mill (1863/1879) himself provides as good an 

example as any.  His initial statement of the Principle of Utility, quoted in the previous 

chapter, seems to define the thing to be maximized as subjective pleasure/pain.  However, 

Mill later qualifies this with his doctrine of higher and lower pleasures – the idea that 

some pleasures are qualitatively preferable to others.  He does this in an attempt to avoid 

the objection that hedonistic utilitarianism was “a doctrine worthy only of swine” (p. 10) 

– in other words, that making morality entirely a matter of aggregate pleasure/pain has 

the consequence that a life devoted to bodily indulgences is as good as one devoted to 

intellectual pursuits, so long as they yield the same amount of subjective pleasure.  Other 

utilitarians (e.g., Hare, 1981) frame the theory in terms of preference satisfaction rather 

than subjective pleasure to avoid counterintuitive verdicts about cases in which that 

pleasure is produced in odd ways (e.g., by an Experience Machines [Nozick, 1974] or 

direct stimulation of dopaminergic neurons).  Similar issues afflict Kant’s statements of 

the categorical imperative.  With the first formulation, the central issue is what it means 

to be able to universalize a maxim without contradiction.  Is the idea that there is a logical 

contradiction in willing a maxim to be universally obeyed, or merely that doing so would 

lead to undesirable outcomes?  Likewise for the second formulation and the notion of 

treating persons as ends in themselves rather than mere means.  Nor do the problems for 

deontology end here, as what qualifies as the relevant maxim on which one is acting can 

make a huge difference for whether it passes the test set out by the categorical imperative, 

in its various formulations.   
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 This leads to the second concern, the need for an objective description of the 

situation to which these principles are to be applied.  As G.E.M. Anscombe (1958) 

forcefully argued, the social/interpersonal situations to which moral theories are to be 

applied simply do not admit of objective, theory-neutral descriptions, a point she took to 

be nothing less than fatal to the enterprise of modern moral philosophy.  To illustrate this 

by way of an extreme example (my own, not Anscombe’s), it seems possible to describe 

any action in such fine-grained terms or such small time-slices that it comes out as 

permissible on any conceivable moral theory.  For example, pulling the trigger to fire a 

gun at a stranger on the street can be redescribed as the utterly banal action of twitching 

my index finger, an action that will surely pass any version of the categorical imperative.  

Likewise for utilitarianism, without some principled way to delimit the spatial and 

temporal scope of the consequences that are relevant to the moral status of an action, I 

can simply cut off the spatial/temporal scope of this event to leave out the inconvenient 

consequence of the bullet striking that poor stranger. 

 This is a dramatic example, to be sure, but less extreme versions of the problem 

afflict any proposed description of actions or delimitations of scope one can come up 

with.  Crucially, this is not just an epistemic problem; the issue that there is no fact of the 

matter about the verdicts our theories are to give, not just that we cannot, given 

limitations of human cognition, available time, and the like, figure out what that verdict 

should be.
22

 

                                         
22

 A complementary line of criticism comes from Bernard Williams in his Ethics and the Limits of 

Philosophy (1985), perhaps the single most devastating, sustained critique of the project of modern moral 

philosophy.  Williams (p. 69) points out that modern moral theories presume the existence of a detached, 

neutral perspective from which we can make ethical judgments.  That no such perspective exists, or at a 
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2.2.2. Counterexamples and theoretical stalemates  

 

 Substantial though they are, the problems described in the previous section are not 

the most significant faced by modern moral philosophy.  That distinction belongs to 

thought experimental counterexamples, and with them theoretical stalemates that show 

no signs of abating.  As described in Chapter 1, candidate moral principles are tested 

against our moral intuitions using thought experiments, with the principles being revised 

if they fail to match up with our intuitive judgments.  The thinking goes that through such 

a process of revision, we draw incrementally closer to a correct moral theory.  

 The difficulty for moral philosophy is that, in practice, no candidate principles 

ever manage to survive these intuitive tests.  No matter how initially plausible a principle 

seems, some clever philosopher is always able to devise a class of counterexamples in 

which the theory’s verdicts diverge in nontrivial and undesirable ways from our intuitive 

verdicts.  Thus, while the thought experimental method has proven remarkably successful 

at discrediting moral theories, it has yet to vindicate any.   

 The ubiquity of counterexamples leaves us with numerous candidate theories that 

are plausible in a range of cases but also deeply implausible in certain other cases.  The 

central conflict between consequentialist and deontological ethical theories is a 

manifestation of this at the level of overarching theoretical frameworks.  Consequences 

for human well-being (however exactly well-being ends up being defined) seem to track 

the moral status of actions well across a range of cases, but there are also cases in which 

we strongly believe an action is wrong even though it would maximize well-being.  

                                                                                                                         
minimum that it is not psychologically accessible to us, causes a host of problems for modern ethics, as 

well as representing a failure of the supposed parallel between ethics and science. 
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Likewise, obligations stemming from consequence-independent duties/rights track the 

moral status of actions well in many cases, but in other cases the consequences for well-

being seem to trump such obligations.  The end result is that moral philosophy is in a 

state of perpetual, fundamental disagreement, occupied by theories that give plausible 

verdicts in many cases but quite implausible ones in others.
23

 

 

 

2.2.3. Why theoretical reconciliation fails: Parfit’s Triple Theory  

 

  

 A natural response to the theoretical stalemates described in the previous section 

would be to try to reconcile the competing theories.  In fact, given that there seems to be 

no hope of scoring a decisive theoretical victory for any side in the debate using the tools 

at philosophy’s disposal (thought experiments, intuitions, general logical/theoretical 

considerations, etc.), this seems like the only viable route left to someone wishing to 

preserve the standard paradigm.  But echoing the theme of the discussion thus far, while 

theoretical reconciliation sounds promising in the abstract, in practice it faces a host of 

difficulties.  This will be illustrated by looking at a book, much anticipated in the years 

leading up to its release, attempting this ambitious project: Derek Parfit’s On What 

Matters (2011) . 

 Parfit’s central argument is that despite their seeming differences, the three 

modern strands of moral theory he considers most important – consequentialism, 

deontology, and contractualism – are, once properly understood, in fact equivalent.  To 
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 Williams (1985, p. 98) again offers useful insight, this time concerning the disanalogy between 

linguistics and philosophy and the implications of this for theory construction.  Whereas linguistics can 

acknowledge diversity of intuitions between speakers – for example, they are speakers of different dialects 

of the same language, or even of different languages altogether – moral philosophy is committed to 

everyone’s (moral) intuitions fitting a single, universal pattern. 
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do this, he relies heavily on the thought experimental method already discussed, revising 

formulations of each view until he has reached formulations of each view that he regards 

as intuitively satisfactory.  These formulations, he believes, actually amount to the same 

thing, and can therefore be combined into what he calls his Triple Theory.  The central 

conflict of modern moral philosophy is thereby resolved; rather than diverging ever 

farther from one another, proponents of the three reconciled theories have simply been, in 

Parfit’s central metaphor, “climbing the same mountain on different sides” (2011, p. 

497). 

 I think it’s clear that something like Parfit’s project is exactly what modern moral 

philosophy would need if it is to get out of the problems it faces.  It seems quite apparent 

that thought experiments, appeal to first principles, and the other tools at moral 

philosophy’s disposal are not going to produce a decisive victory for any side over its 

competitors.  Short of abandoning altogether the project of trying to come up with 

universal principles for action,
24

 reconciliation seems the only option.  Unfortunately, 

what is equally clear is that Parfit’s project is not a success – not just in the eyes of those 

like me who were skeptical of the search for principles to begin with, but in the eyes of 

devotees of the particular theories being reconciled (see the commentaries in the second 

volume of Parfit, 2011). 

 The failure of Parfit’s Triple Theory is instructive, however, as it illustrates why 

theoretical reconciliation is so unlikely to succeed.  Given the widely divergent 
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 This is, of course, the option that I actually think should be taken, and for which I will argue later in this 

work. 
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justifications and assumptions of modern ethical theories,
25

 aspiring conciliators are faced 

with a dilemma.  On one horn is internal inconsistency.  On the other is theoretical 

distortion – a failure to preserve the basic commitments/features of one or more of the 

theories supposedly being reconciled.  Parfit opts for the second horn.  The versions of 

consequentialism, deontology, and contractualism that he ends up with are extremely 

idiosyncratic ones, and for this he is taken to task by his commentators (Parfit, 2011, Vol. 

2).  Rather than pleasing all constituencies, hybrid theories are wont to please none at 

all.
26

 

  

 

2.2.4. Contrast to scientific progress  

 

 

 The lack of progress of modern moral philosophy is more glaring still when set 

alongside the progress made by the sciences.  Throughout the twentieth century and into 

the twenty-first, scientific inquiry has enjoyed numerous successes.  Areas ranging from 

physics and chemistry, to biology and medicine, to neuroscience and psychology, have 

made progress that has left the state of knowledge in the field immeasurably better than 

what it was a century earlier.  The biggest successes in these disciplines, and many others 

besides, have impacted their respective fields so profoundly that it is difficult to picture 

what the field would even look like without them.  In physics, the theories of relativity 

and quantum mechanics revolutionized the scientific understanding of the physical world 

                                         
25

 This divergence of assumptions, and the reasons for it, will be addressed in more detail in Chapter 4 in 

my discussion of MacIntyre (1981/2007). 
26

 All of this leaves out the problem of counterexamples.  Even if a hybrid theory manages to be something 

less than anathema to proponents of the theories it’s trying to bring together, it is all but assured that 

someone, somewhere will devise a type of thought experiment in which it gives plainly undesirable 

verdicts. 
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at scales from the celestial to the sub-atomic.  In biology, the discovery of the structure of 

DNA (Watson & Crick, 1953a), its likely status as the molecule responsible for encoding 

genetic information (Watson & Crick, 1953b), and the subsequent explosion in the field 

of genetics provided far greater insight into the biological world, impacting numerous 

subfields ranging from evolutionary biology to molecular and cellular biology.  Advances 

in genetics, and in the biological sciences more generally, have also spawned tests and 

other applications that have saved many lives, and promise to save countless more.  

(Antibiotics are another good example here.)  In neuroscience, a field that had barely 

even come into existence at the dawn of the twentieth century, progress has been made on 

everything from brain anatomy and cytology to functional dynamics at the level of 

individual neural pathways to the whole brain.  

 To be sure, the history of science is littered with theoretical paradigms that were 

once widely accepted but have now been discarded as misguided in one way or another.  

Behaviorist psychology in the early to middle part of the twentieth century provides an 

instructive, and relatively recent, example.  At first embraced as a promising alternative 

to the “unscientific” subjectivity of introspectionist psychology, it became clear over time 

that a purely behaviorist approach – which eschews any reference to mental states such as 

beliefs and desires, or to internal representations and mental operations performed 

thereon – was incapable of accounting for many important phenomena.  Chomsky’s 

(1959) review of Skinner’s Verbal Behavior (1957), regarded as one of the founding 

documents of the so-called cognitive revolution – in which mental states and internal 

representations were readmitted as objects of scientific study and explanation – vividly 
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laid out these shortcomings with regard to behaviorist explanations of human language 

learning and use.
27

  

 Science, then, can, like any other human undertaking, make mistakes.  However, 

the great merit of the scientific enterprise is not any particular theory or research 

program, but rather its capacity for improvement and self-correction.  This is rooted in 

the fundamentally empirical character of scientific inquiry; observation of the world is at 

the core of theory construction and evaluation in science.  If a theory is flawed, its cracks 

will eventually be exposed in the harsh light of empirical data.   

 This process of self-correction may take time, of course.  Theories and entire 

research programs may be altered in ad hoc ways that cover up the theory’s inadequacies 

for a time without fundamentally addressing them.  Furthermore, as philosophers of 

science have famously and frequently remarked, there is no such thing as “pure” 

observation of empirical results.  All observation is, at some level, theory-laden (Kuhn, 

1962), and this too may make it more difficult to see flawed scientific approaches for 

what they truly are.  That is, the assumptions of the research paradigm itself may prevent 

researchers from seeing problematic results as genuinely problematic, or even from 

asking the sorts of questions and designing the sorts of experiments that would give rise 

to these results in the first place. 

  The potential for self-correction, and with it for abandonment of unpromising 

                                         
27

 The behaviorist period in psychology was not wholly unproductive, as it yielded experimental paradigms 

on phenomena such as conditioning and other learning phenomena that are still used to this day.  (Their 

interpretation, of course, takes place within the cognitivist theoretical framework that replaced 

behaviorism.)  I thank Patricia Churchland for reminding me of this positive aspect of the behaviorist 

legacy. 
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lines of inquiry, is much less evident in moral philosophy.  Whereas the theories and 

debates of sciences like physics, biology, and psychology have changed dramatically 

over the last century, the theories that guide moral philosophy are more are less the same 

now as they were a hundred years ago (see above).  Some of this, surely, is a matter of 

the complexity, difficulty, and history of the issues being dealt with.  The idea here, 

eminently plausible, is simply that progress becomes more difficult, and success more 

difficult to measure, as the phenomena with which a discipline is concerned grow more 

complex.  Fields such as sociology, anthropology, and political science, in which the 

phenomena under examination involve social groups on scales ranging from a few 

individuals to entire nation-states, have necessarily tended to be less successful in their 

efforts to propose grand unifying theories than have disciplines like physics, and to a 

lesser extent chemistry (and to a still lesser extent, biology).  By contrast, the special 

sciences have been very successful where they have targeted their efforts at answering 

relatively specific empirical questions and enumerating phenomena that may, somewhere 

far down the road, provide part of the empirical foundation for broad, unifying theories.  

(I will return to this later as part of my diagnosis of the reasons for moral philosophy’s 

difficulties.) 

 Even allowing for the lack of unified theories in the social sciences, the record of 

science over the past century has been one of significant, sustained progress.  In 

comparison to the upward trajectory of the sciences over the last century, the record of 

philosophy over the same period has been mixed.  As mentioned above, in moral 

philosophy and other areas guided largely by non-empirical methods of conceptual 
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analysis – epistemology, analytic metaphysics, and certain sectors of philosophy of mind 

(e.g., the debate over phenomenal consciousness), for example – progress has been 

difficult to discern, with the same basic debates, methodologies, assumptions, and 

positions that animated the field in the twentieth century (and even before) continuing to 

dominate into the twenty-first.   

 By contrast, areas such as philosophy of physics and philosophy of biology that 

engage directly with their respective sciences have enjoyed a relatively productive period.  

These subdisciplines often serve as forums for discussion of theoretical/foundational 

issues that, for researchers in empirical departments engaged in the constant scramble for 

grant funding and publications, sometimes slip between the cracks.  For instance, one 

important line of work in philosophy of science over the last quarter-century concerns the 

nature of explanation in the biological sciences.  For much of the twentieth century, 

philosophical accounts of scientific explanation were guided by the example of physics, 

in which explanation consists of coming up with systems of general, formal 

(mathematical/logical) laws describing physical phenomena, which can then be used as 

the basis for deduction of specific predictions, special cases, and so forth.  The simplicity 

of the deductive-nomological model of scientific explanation made it very appealing to 

philosophers of science, but over the latter half of the twentieth century, it became ever 

more apparent that the model did a very poor job of describing the actual nature of 

explanation in the biological sciences.  Faced with this failure, philosophers of biology 

(Bechtel & Richardson, 1993; Machamer, Darden, & Craver, 2000) began to develop a 

new species of model for scientific explanation, in which mechanisms, rather than formal 
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laws, are the key components, an approach that has now been extended to neuroscientific 

explanation (Craver, 2007). 

 

2.3. Making sense of the standard paradigm’s problems  

 

2.3.1. Defending the status quo (the difficulty response)  

 

 I have so far been drawing a less-than-favorable comparison between inquiry in 

the sciences and in moral philosophy.   What are we to make of the relative lack of 

progress and agreement in moral philosophy as compared to the sciences?  More 

specifically, what are the implications of this lack of progress for the viability of the 

methods and assumptions of moral philosophy?  In this section, I begin to examine 

possible answers to these questions.  Before getting to my own take on their implications, 

I first want to address a couple of routes that others have taken in response to such 

challenges.  

 One possibility, and indeed the standard position, is that it may simply be that the 

questions dealt with in moral philosophy are simply much harder than those dealt with by 

the sciences.  If such a large difference in difficulty exists, then a corresponding 

difference in the pace of progress is understandable and need not reflect any fundamental 

problems with the discipline’s guiding paradigm itself.
28

 This is a reasonable default 

position to take, and there is surely truth in the contention that moral philosophy is 

difficult.  But so too are neuroscience, psychology, biology, and other scientific fields, 

                                         
28

 I pause to discuss this line of defense because, although I am not aware of an explicit development of it 

in print, it is one that I have heard often heard defenders of the standard approach appeal to it, or variations 

thereof, in conversation. 
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and yet in these fields clear and substantial progress has been made.  So simply saying 

that a field deals with difficult problems is not enough, by itself, to save a research 

program from criticism.   

 More specifically, the persuasiveness of the “X is really hard” defense is most 

fatally undermined by its promiscuous applicability: any unsuccessful paradigm can 

potentially make use of it, even those that are manifestly ill-founded.  To take an extreme 

example, a devotee of astrology, when confronted with the utter inability of his system’s 

efforts to make specific, correct predictions about human events and personalities on the 

basis of celestial observations – instead trading almost exclusively in unfalsifiable 

generalities that give the illusion of predictive power – could respond that the reason for 

these shortcomings is simply that astrology is really difficult.  “Of course we’re just at the 

level of extreme generalities,” the response might go, “for celestial and terrestrial 

phenomena themselves, let alone the links between the two, are quite complicated.  But 

we’re on the right track, and with more time and effort, we’ll be able to work out the 

kinks and deliver specific predictions that end up being accurate.” 

 In the case of astrology, such a reply would be viewed (at least by the sorts of 

people likely to be reading this work as opposed to their daily horoscope) as thoroughly 

unconvincing.  It is nothing but a promissory note with a infinitesimal chance of every 

being made good upon.  This assessment would be based principally upon the nonexistent 

track record of astrology in consistently producing predictions/explanations that are 

specific enough to be falsifiable and on the utter lack of support for the underlying 

assumptions of the field about connections between celestial phenomena and human 

events/personalities. 
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 By contrast, a neuroscientist or physicist responding to the criticism that their 

field hasn’t yet made substantial progress on some problem or other could plausibly 

invoke difficulty as part of their defense.  The reason for the difference in credibility is 

that, unlike a pseudoscience like astrology, these fields do have a track record of 

successful explanation/prediction, as well as shared assumptions, methodologies, and so 

forth that are well-founded and have proven effective as a foundation for the discipline.  

This foundation of past findings and methodologies also allows for discussion of what the 

way forward might, in principle, be, even if the path cannot presently be traversed for one 

reason or another (e.g., the relevant technological tools not yet being sophisticated 

enough, the need to answer other questions first in order to constrain interpretation of 

results).  

 This is not to say that philosophy is anywhere near on a par with astrology in its 

validity.  I simply draw the contrast to make clear that simply appealing to the supposed 

difficulty of a field is not sufficient to ward off critique.  What is really doing the work in 

determining whether a field should be given the benefit of the doubt is not the difficulty 

of subject matter per se, but rather a detailed assessment of the methodologies and 

underlying assumptions of the field.  Such an assessment is the project that I will 

undertake in the latter portions of this chapter and in the next.  Before doing that, though, 

I want to take a look at another view on the implications of moral philosophy’s 

difficulties answering its central questions. 

 

2.3.2. Error theory 
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 The observation that moral philosophy contains far greater, and seemingly far less 

tractable, disagreement than the sciences is not a new one.  Indeed, this very observation 

is one of the primary considerations that J.L. Mackie (1977) put forth to motivate his 

contention that moral philosophers, and people who deploy moral concepts more 

generally (that is, pretty much everyone) have fundamentally misunderstood the nature of 

moral claims.  Mackie is, of course, a prominent proponent of what is known as a moral 

error theory.  Error theorists deny the assumption, underlying most moral discourse, 

including most philosophical ethics, that there exists a realm of objectively extant moral 

facts that render moral claims intelligible.  On the error theoretic view, the claim that 

something is morally right or wrong rests on erroneous metaphysical assumptions, for the 

very thing needed to assess the truth or falsity of such claims simply does not exist. What 

the error theorist denies, in other words, is the truth of the thesis of moral realism. 

 Mackie (1977) calls his argument to this effect the “Argument from Relativity”.  

He begins with the observation just noted: that there is far more disagreement in moral 

philosophy, and in moral discourse at large, than in scientific discourse.  He then asks 

what conclusions this suggests about the status of the ontologies underlying moral and 

scientific endeavors.  In the case of science, the relative agreement in various fields and 

the predictive/explanatory successes of theories relying on the ontologies of these fields 

put them in good standing.  This is not to say that science is at all unanimous, particularly 

at the cutting edge of research in a given discipline.  It is simply to say that it would be 

downright miraculous if scientific disciplines enjoyed the agreement and predictive 

success that they do while laboring under fundamentally misguided metaphysical 

assumptions.   
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 In contrast to scientific discourse, moral discourse is seemingly defined by the 

extent of its disagreement.  The variety of moral belief systems to which people, both 

religious and secular, are committed is substantial, as is the variety in the judgments 

people have about specific actions.  Cross-cultural examples, such as those appealed to 

by Harris (2010) in raising the specter of moral relativism (see Chapter 1), prove 

especially striking, as beliefs and ways of life that are extolled in one culture can be seen 

as abhorrent in another.  Yet nearly all of these belief systems, in all their diversity, claim 

that they are the real reflection of what is morally right.   

 Of course, lumping in folk moral beliefs with academic moral theories isn’t really 

fair.  We could probably impugn scientific realism if we lumped in the beliefs of the folk 

on biological, physical, and cognitive matters with those of the sciences devoted to such 

topics.  However, even confining oneself to the shared, expert research community of 

academic philosophy – for the reasons just noted a much fairer comparison to 

professional science – there is still comparatively broad disagreement about what is 

morally right and, crucially, little in the way of agreement about how to resolve such 

disagreement.  This was the thrust of my discussion earlier in the chapter. 

 Given the depth and breadth of moral disagreement, Mackie argues, we should be 

quite skeptical of the ontological basis of morality.  It is a far more likely and 

parsimonious explanation of moral disagreement, on his view, that there is simply no 

moral reality of the sort that most moral discourse presumes.  What this means for the 

truth value of moral utterances depends on exactly how the error theory is interpreted.  

Such utterances are obviously are not true on an error theory, but saying that they are 

false is also problematic.  Since what the error theorist denies is that the sorts of facts (or 
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on some renderings of the view, the sorts of properties) needed to make sense of moral 

utterances do not exist in the world, it seems strange to say that they are false, since that 

too seems to presume that they are intelligible and truth-evaluable at all.  Crucially, the 

error theoretic critique of moral terms as meaningless holds even if the people using such 

terms think they are saying something meaningful.  The use of moral terms presumes the 

truth of ontological commitments underlying them; if these ontological assumptions are 

false, then the use of such terms, and the meaning users attribute to them, is based on a 

systematic error. 

 This leads to another of Mackie’s main arguments against moral realism, which 

he terms the “Argument from Queerness”.  According to this argument, the properties 

that moral philosophy, and moral discourse more broadly, require of moral properties 

would be radically unlike any sorts of properties we have ever encountered in the world.  

Aside from the fact that they are presupposed by the nature of (most) moral discourse – in 

which moral claims are made as if they were objective and factual – there is indeed no 

reason ever to suspect the existence of such properties at all.  Given this, as well as the 

depth and breadth of disagreement among moral theories, the most parsimonious 

explanation, Mackie thinks, is that there are no such properties at all.  The two arguments 

are therefore related to one another.  If moral theory was radically successful, it would be 

far easier to swallow its reliance on things that have hitherto not been independently 

corroborated.  One need only look at the history of sciences such as theoretical physics to 

find many examples of theories where this has happened – the experimental discovery of 

the long-posited Higgs boson is one recent example.  But since moral theories enjoy no 

such coherence and success – the observation underlying Mackie’s Argument from 
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Relativity – there is little reason to take on faith that something exists simply because it’s 

an integral assumption of the theory, all the more so when that something would be quite 

unlike anything else we have ever observed. 

 If one accepts error theory’s claims, what are the consequences for moral 

discourse?  This is a more complicated question than it initially appears, and has been a 

matter of some debate among error theorists.
29

  The natural response, befitting the radical 

nature of the error theoretic thesis, is that we should no longer use moral discourse at all.  

If moral language survives at all, on this approach, it would do so in a form, and with 

discursive functions, so radically different from how moral terms are used now that 

calling it ‘moral’ at all would be a misnomer.  And if one sees the issue and implications 

of the error theory primarily through an epistemic lens, this is indeed the way to go: far 

better to have radical change than for such an important part of our lives to rest on 

fundamentally erroneous assumptions.  Another, more cynical possibility exists, 

however.  On this approach, the moral realist assumptions to which most moral discourse 

appeals (whether tacitly or explicitly) are a useful fiction that should be maintained.  The 

thinking goes that the changes to our language and thought would be too radical for the 

error theory to be successfully adopted on a society-wide scale.  And even if people did 

somehow accept the truth of the error theory, in the absence of some other set of beliefs 

to fulfill a similar role, there would be the potential for chaos if people suddenly and truly 

                                         
29

 For more recent developments of error theory based in evolutionary arguments about the origins of 

morality, see Joyce (2001, 2006), as well as Campbell (2014). 
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thought that the moral imperatives that they and society follow have no force.  On this 

line of thinking, having people live under a fiction is better than the alternative.
30

 

 

2.3.3. A third possibility 

 

 I have, in the previous two sections, sketched two prominent positions one might 

take in response to the seemingly intractable disagreement in moral philosophy.  On the 

first approach, which defends the status quo, the disagreement in moral philosophy is 

nothing to be worried about, an unsurprising and temporary state of affairs given the 

extremely challenging questions being posed by the field.  On the second, the pervasive 

disagreement and peculiar character of moral discourse suggests that moral discourse 

rests on fundamentally erroneous metaphysical assumptions.  This, in turn, presents us 

with a choice of two basic alternatives.  We can abandon moral discourse as 

unsalvageable, or continue to use it despite its erroneous nature because the practical 

consequences of abandonment are too negative or at least uncertain. 

 None of these alternatives strikes me as especially palatable.  Simple appeals to 

the complexity of subject matter merely redirect the challenge rather than addressing it, 

and the sanguine view that breakthroughs are around the corner runs contrary to a history 

that provides little reason for such optimism. Tradition and inertia can sustain a research 

                                         
30

 A sharp-eyed reader will note the use of terms like ‘should’ and ‘better than’ as potential trouble spots 

for the error theorist.  On pain of contradiction, the error theorist cannot appeal to moral evaluations – that 

we morally should do this, or that this outcome would be morally better than that one – in her arguments.  I 

mention this for the sake of thoroughness but don’t take it to be a serious problem for a committed error 

theorist.  There are plenty of ways that an error theorist can cash out her prescriptions and evaluations 

regarding the future of moral discourse – that we ‘should’ refrain from using moral discourse, would be 

‘better off’ not using moral discourse, and so forth.  The evaluative language can be understood as 

appealing to epistemic, practical, or other non-moral standards while still retaining its force in the argument 

and its practical import. See Campbell (2014) for discussion of these issues. 
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program for only so long.  By contrast, I think that error theories, while in certain ways 

on the right track in their negative arguments, are non-starters in terms of their positive 

proposals.  While saying that we should abandon moral discourse as ill-founded makes 

for interesting reading, its practical implications are worrisome to say the least.  The same 

goes for maintaining the status quo as a useful fiction, which seems untenable in the long 

run anyway. 

 I do agree with Mackie and other error theorists that pervasive and insoluble 

moral disagreement demands a deep examination of the project of moral philosophy.  I 

would even go so far as to agree that moral facts and properties of the sort to which 

contemporary realist moral philosophy appeals likely do not exist, or at least do not exist 

in the way that realists take them to.  Just as scientific theories such as vitalism that relied 

on bankrupt ontologies were for a time able to patch up predictive and explanatory holes 

but eventually fell apart, so too do I think that moral philosophy’s lack of discernible 

progress, or even well-articulated standards for what would constitute progress, call the 

metaphysical assumptions of the enterprise into question.   

 But for reasons I’ll expand on in Chapter 4, I want to deny that the error theoretic 

arguments about morality and moral realism as understood in modern-day moral 

philosophy are true in all the guises under which moral theories and claims have 

historically been understood.  In particular, what I will argue in the fourth chapter is that 

the difficulties encountered by moral philosophy, including the multiplicity of competing, 

seemingly incommensurable moral standards to which Mackie’s Argument from 

Relativity appeals, are problem specific to the understanding of morality that emerged in 

Enlightenment Europe and continued on to the present day. 
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 That chapter will draw heavily on the work of Alasdair MacIntyre, more 

specifically his book After Virtue (1981/2007).  One of MacIntyre’s most important 

observations, and one most germane to the emergence of moral error theories, is that one 

of the signal “achievements” of Enlightenment ethics was to drive a wedge between 

factual claims about the world, on the one hand, and normative ethical claims, on the 

other.  On the classical view that was discarded – the approach of Aristotle and many 

other Greek thinkers, as well as later Roman and medieval thinkers influenced by Greek 

thought – no such gap between factual and normative existed.  Thus, in doing ethics one 

could – and indeed must – make objective ethical claims on the basis of facts about the 

world.  If one takes there to be good reasons to return to the classical conception, as I will 

argue there are, both of Mackie’s critiques of modern moral philosophy lose much of 

their force.  First, the argument from queerness drops out of the picture entirely because 

the facts and properties needed to make sense of moral claims are no longer distinct from 

everyday facts about and properties of the world as revealed by science and everyday 

observation.  And second, if objective facts about the world can be used as a basis for 

morality, this promises to reduce the discord among moral claims by providing 

alternative standards to which to appeal in adjudicating such disagreements. 

 

 

2.4. Moral philosophy and moral psychology 

 

2.4.1. Overview and implications 

 

 I want to look, in this section, at the ways in which contemporary moral 

philosophy’s assumptions about human psychology are misguided.  This is important in 
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two ways.  First, it provides a further source of doubt about the viability of the standard 

paradigm, in this case its practical relevance.  The basic point here, as noted at the outset, 

is that even if somehow philosophers do agree on ethical theories, the principles they 

propose and the view of reasoning that they reflect is so disconnected from the reality of 

human moral judgment that it will be extremely difficult to implement. 

 Second, it provides part of an explanation for why moral philosophy’s methods of 

thought experiment and principles don’t work, and of why disagreement is so entrenched.  

The idea here is that ethical theories fail to account for the types of processes – chiefly, 

affect and reward – that are responsible for most of our everyday moral judgments.  It is 

therefore unsurprising that a rationalistic account is unable to capture them.  This is not a 

knock-down, in principle argument –it may well be that there is some set of conditions 

that can capture our affective, social, embodied moral judgments – but it does provide 

some prima facie reason to think that this will not be the case.  Moral judgment is not 

operating on language-of-thought type representations, or going through rules.  In this 

guise, it forms the bridge to the next section, which looks at another way in which the 

psychological assumptions of the standard paradigm go astray.  (That argument, I think, 

does provide a knock-down, in-principle reason to think that the standard paradigm 

cannot succeed.)  Lastly, this section helps to motivate and inform my positive proposal 

of a neo-Aristotelian ethics in which moral judgment is primarily a function of habits 

inculcated during development and socialization, rather than conscious deductive 

reasoning. 

 As will be illustrated in the review of empirical moral psychology that comprises 
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the remainder of this chapter, while modern moral philosophy presumes a highly 

rationalistic, principles-based view of moral decision-making, moral decision-making is 

in fact primarily affective and intuitive.  This conclusion is gleaned not from a handful of 

studies, but from convergent research from a cluster of relevant fields over more than two 

decades.  Furthermore, whereas the affective, intuitive view of moral decision-making 

has gained wide support nearly everywhere researchers have looked, there has been little 

to no evidence supporting the standard philosophical picture of moral decision-making. 

 This has a number of important implications for the field, particularly as it 

concerns the issue of broader impact and applicability described above.  The actual 

psychology of moral decision-making suggests that even if moral philosophers were to 

reach some consensus about the principles that we are to follow, this would have only 

limited applicability to real-world moral decision-making.  People simply do not make 

moral decisions, or most other types of decisions for that matter, in the way that 

philosophers assume that they do.  As such, the widespread adoption of a philosophical 

moral theory would not just involve changing the principles that people use, but a 

wholesale change in how people’s decision-making faculties work.  This would be, to put 

it mildly, quite a difficult task of social engineering, and as such casts doubt on whether, 

even if it did not face such theoretical difficulties, the philosophical project has much 

practical upside. 

 Relatedly, the empirical work points to a troubling disconnect between some 

moral philosophers’ definition of what count as moral judgments and the empirical reality 

of (what we take, prima facie, to be) moral judgments.  Philosophers can respond to the 
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above point about the gap between philosophical theory and empirical reality by saying 

that the judgments that people are making in the latter case aren’t truly moral judgments 

at all, since they come about in the wrong sort of way.   True moral judgments, this line 

of thought goes, are based on conscious, rational reflection on general principles, not 

automatic, affective intuitions.  This way of thinking has a long history and is particularly 

strong in the deontological school of ethical thought.  But even if philosophers manage to 

provide a non-question-begging defense of their picture of moral judgment, the 

intellectual victory would be hollow since it would have the effect of cutting off 

philosophical inquiry about morality from empirical and everyday inquiry into .  This 

takes us back to the first concern, a widening gap between philosophical ethics and 

practical application.
31

 

 

2.4.2. Studies of moral judgment  

  

 Some of the strongest evidence that moral judgment is not generally the result of 

conscious reasoning comes from the work of Jonathan Haidt (for reviews, see Haidt, 

2001, 2007; Haidt & Kesebir, 2010).  In an early study, Haidt and colleagues (1993) 

presented subjects with descriptions of actions that were harmless but likely to trigger an 

affective response (e.g., eating one’s pet dog after it was killed by a car, using the 

national flag to clean one’s toilet).  They found – as expected, given that the scenarios 

were designed to be offensive – that subjects often judged the actions described to be 

                                         
31

 The next three sections, describing empirical work on morality, are based on Suhler & Churchland 

(2011).  The review content – descriptions of findings, methods, and the like – is the same, but I have 

added new discussion of the relevance of particular findings to the issues of this chapter, namely the 

viability of a rationalistic, principles-based view of moral judgment. 
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wrong.  However, the justifications subjects provided when pressed, which typically 

focused on (nonexistent) harms associated with the actions, were poor predictors of their 

judgments of wrongness.  Instead, subjects’ moral judgments were best predicted by their 

affective responses to the stories (Haidt et al., 1993).  Similarly, Haidt and Hersh (2001) 

described a phenomenon that they termed ‘moral dumbfounding’, which occurs when a 

person shows ‘marked confusion and incoherence’ (Haidt and Hersh, 2001, p. 200) or 

simply admits to being dumbfounded upon being asked to explain a moral judgment (yet, 

remarkably, refuses to change that judgment).  Paralleling the results of the earlier study 

(that of Haidt et al., 1993), Haidt and Hersh (2001) found that affective reactions were 

better predictors of moral judgment than were perceptions of harmfulness and that moral 

dumbfounding was most likely to occur when participants had strong affective reactions 

to a case.  The conclusion the researchers draw from these findings is that the role of 

principles in moral decision-making is almost entirely post hoc, being appealed to in 

order to justify our judgments to others rather than playing any causal role in actual 

production of those judgments (Haidt, 2001; see also Greene, 2008).  

The advent of functional magnetic resonance imaging (fMRI) as a tool for 

neuroscientific inquiry has been a boon to the investigation of the neural substrates of 

cognitive and behavioral phenomena, including morality.  Perhaps the best-known study 

directly investigating the neural correlates of moral judgment was conducted by Joshua 

Greene and colleagues in 2001.  Greene and his team (2001) hypothesized that certain 

patterns in people’s judgments about hypothetical cases from normative ethics – patterns 

that have long resisted satisfactory explanation by philosophers – are caused by 

differences in the emotional salience of the actions described.  Specifically, they 
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predicted that cases involving ‘personal’ harms to other individuals (e.g., pushing a 

person into the path of a runaway trolley in order to stop the trolley, thereby saving five 

others on the track) would cause a larger negative emotional response than cases in which 

the harms were ‘impersonal’ (e.g., flipping a switch that diverts the runaway trolley onto 

a track that has one person on it, again saving five on the main track).  This large negative 

emotional response, according to their hypothesis, would make people more likely to 

judge the action that triggered it morally wrong (Greene et al., 2001). 

Greene and his collaborators (2001) presented subjects with a battery of personal 

and impersonal moral dilemmas (as well as non-moral control cases) while the subjects’ 

brains were scanned using fMRI.  The scanning data generally supported their 

hypothesis: when presented with personal moral dilemmas, subjects tended (compared to 

the impersonal and non-moral cases) to judge that the actions described were wrong and 

to exhibit greater activity in brain areas associated with emotion and social cognition, 

namely the medial frontal gyrus, posterior cingulate gyrus, and bilateral superior 

temporal sulcus (Greene et al., 2001; Greene and Haidt, 2002).  That these emotional 

responses contributed to, rather than resulted from, subjects’ moral judgments was 

supported by reaction-time data gathered in a second experiment reported by Greene and 

colleagues (2001).  (Similar conclusions come from another study by the same group, 

reported in Greene et al., 2004.) 

Another very active research group studying the neural substrates of morality is 

led by Jorge Moll.  The experimental paradigm used in many of Moll and colleagues’ 

studies involves presenting subjects with both moral and nonmoral stimuli, and using 

fMRI to determine which brain areas, if any, exhibit differential activity in response to 
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the moral stimuli.  In one study, Moll and his collaborators (2002a) presented subjects 

with emotionally charged moral and nonmoral written statements.  Their aim in using 

emotionally charged nonmoral statements was to see whether there were brain areas that 

were active in response to moral statements as such, independent of any increased 

emotional salience that such statements might have.  The researchers found that the moral 

statements elicited increased activity in the medial orbitofrontal cortex, left temporal 

pole, and superior temporal sulcus, compared to the nonmoral statements (Moll et al., 

2002a).   

Similar results were obtained in another study (Moll et al., 2002b) comparing the 

brain areas associated with basic emotions and moral emotions.  Moll and his team 

(2002b) presented subjects in an fMRI scanner with pictures containing emotionally 

charged moral content (assumed to evoke moral emotions), emotionally charged 

nonmoral content (assumed to evoke basic emotions), and emotionally neutral content.  

There were, not surprisingly, brain areas that were found to be associated with both basic 

and moral emotions, including the amygdala, thalamus, and upper midbrain.  

Additionally, however, there were areas that exhibited increased activation specific to the 

moral emotions: the medial orbitofrontal cortex, medial frontal gyrus, and right posterior 

superior temporal sulcus (Moll et al., 2002b).  Drawing on prior work associating the 

orbitofrontal cortex with automatic emotional appraisals, Moll and colleagues (2002b) 

interpreted these findings as evidence that automatic, emotion-based moral assessments 

may play an important role in guiding rapid, effective behavioral responses to one’s 

social environment.  This accords well with the behavioral data on the automaticity and 

affect-dependence of moral judgment described above, as well as with the large body of 
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work suggesting that valuation is endemic to perception across a variety of domains (see, 

e.g., Panksepp, 1998, Damasio, 1999). 

These studies, conducted by a range of research groups utilizing a variety of 

behavioral and neuroimaging paradigms, strongly point to a key role for affect in moral 

judgment.  Even if one takes issue with the methods of a particular study, the sheer 

number of studies that point in the same direction makes it very hard to maintain that 

philosophy’s principles-based, rationalistic picture of morality is anything close to 

correct.  Furthermore, this work from moral psychology proper is supported by work 

from other areas of experimental inquiry. 

  

2.4.3. Experimental economics 

 

 One reply that philosophers could attempt is that the method used in the above 

studies – basically, presenting subjects with hypothetical cases (or other stimuli such as 

declarative statements or pictures) – may fail to track real-world moral judgment and 

behavior.  The low (or nonexistent) stakes may lead subjects to just “go with their guts” 

rather than going through a philosophically sanctioned deliberative reasoning.  Knowing 

that their responses will not have any real consequences, subjects may not reach or report 

judgments that reflect how they actually would judge or behave if they believed the 

situation to be real or encountered it in real life.  For instance, few people, when asked if 

they would administer increasingly severe electric shocks to another individual as 

punishment for getting wrong answers on a test, would say that they would do so, let 

alone that they would continue administering these shocks until they reached the most 
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severe possible shock.  But as Stanley Milgram showed in his famous series of 

experiments on obedience (see Milgram, 1974, for a review), a large proportion of 

participants – 65% in the original experiment (Milgram 1963) – indeed did continue 

increasing the shocks up to the maximum level when asked to do so by the 

experimenter.
32

  

 Studies from experimental economics go some way toward addressing this 

concern.  While the tasks and experimental environments of these studies are still rather 

artificial – typically involving playing strategic games drawn from the game theory 

literature while in a laboratory or an fMRI scanner – participants’ choices in these games 

usually result in actual gains or losses to themselves and other individuals in the game.  

(Participants are typically given the opportunity to convert their experimental credits into 

real currency at the end of the experiment.)  Importantly for our purposes, the game 

theoretic tasks used present opportunities to engage in various types of moral behavior: 

showing generosity, reciprocating or breaching trust, punishing wrongdoers, and so on.  

As such, they may provide a more ecologically valid way of examining the psychological 

and neural bases of moral judgment and behavior than do studies relying primarily on 

responses to hypothetical cases. 

 One prominent strand of research in experimental economics investigates 

people’s decisions about whether or not to punish other individuals for violations and the 

effect that this punishment (or the possibility of it) has on behavior, specifically 

cooperative behavior.  The economic game often used in these experiments is the ‘public 

                                         
32

 The “victim” was in fact a confederate of the experimenter, and the “shocks” and the victim’s “agony” in 

response to them were feigned. 
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goods game’, which is played by two or more individuals and is structured as follows.  

Each player begins with a private endowment of experimental credits and each round 

chooses how much of this, if anything, to contribute to a public fund.  The amount 

contributed to the public fund is multiplied by some number (greater than one, with a 

multiple of 1.6 used in most of the studies described below), and the resulting amount is 

divided evenly among the players, who get to keep this amount plus whatever they did 

not contribute to the fund.  Because of the multiplier, the group does best (i.e., the total 

pool of credits is maximized) when everyone contributes.  However, the game theoretic 

rational strategy for a given individual is to be a ‘free rider’ or ‘defector’ by contributing 

nothing at all, since this will maximize the individual’s payoff regardless of what others 

contribute.  But, of course, if everyone follows this strategy, all will end up worse off 

than if they had cooperated by contributing to the public fund.  In this way, and as 

suggested by its name, the public goods game mirrors situations often encountered by 

nations and other aggregates of individuals trying to determine who will bear the costs of 

some project or policy the benefits of which can be enjoyed even by those who manage to 

avoid paying the costs. 

In an early experiment, Fehr and Gächter (2000) compared participants’ behavior 

in a public goods game in two conditions: one with punishment and one without.  

Importantly, punishment in these experiments was costly for the individual doing the 

punishing; a player had to pay a fee using her own experimental credits in order to punish 

another player by reducing that person’s credits.  The game was played in groups of four 

individuals, and in order to prevent the development of individual reputation over the 
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course of the ten rounds of the game, subjects were anonymous and the composition of 

the groups randomly changed from round to round.   

Fehr and Gächter (2000) found, in line with previous studies not incorporating 

punishment, that in the non-punishment condition, initial contributions were moderate 

and decreased in subsequent rounds until free-riding (zero contribution) was the 

dominant strategy.  In sessions in which punishment was available, they found that 

subjects were willing to punish other individuals who contributed little or nothing to the 

public fund.  Subjects did this even though they incurred a cost by doing so and despite 

the fact that, due to the randomized, anonymous design of the game, they might not 

interact with the punished individual again (and would not know it even if they did).  The 

availability of punishment had a dramatic effect on cooperation:  average contributions 

were two to four times higher in the punishment condition than in the non-punishment 

condition, with contributions in the final rounds being six to 7.5 times higher when 

punishment was available (Fehr and Gächter 2000).  Moreover, even the mere possibility 

of punishment was effective as a means of increasing cooperation.  In one experimental 

session, subjects played a 20-round game in which punishment was not available for the 

first ten rounds; here, the standard pattern of contributions decreasing from an initial 

modest level was observed.  But when punishment became available in round 11, 

contributions immediately jumped to almost four times their round ten level and 

continued increasing through the twentieth and final round (Fehr and Gächter, 2000). 

By itself, this study can say little about the psychological or neural mechanisms 

underlying people’s willingness to incur a cost to punish others even when no monetary 

benefit, whether short- or long-term, is likely to accrue from doing so.  Other studies, 
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however, do shed light on the causes of the pattern of punishment behavior just 

described.  We will begin by looking at the possible psychological mechanisms behind 

punishment before moving on to the neural mechanisms. 

 Fehr and Gächter (2002) conducted a study suggesting that the relevant 

psychological mechanism of so-called ‘altruistic punishment’ is negative emotion 

directed toward defectors.  (The punishment is ‘altruistic’ because, as noted above, it is 

costly and does not yield any material benefit to the punisher.  Indeed, people will pay a 

cost to punish defectors even when they are ‘third parties’, individuals who are merely 

observing an economic game rather than playing in it themselves – see Fehr and 

Fischbacher, 2004.)  The design and behavioral results of this study were very similar to 

those of the previous study (Fehr and Gächter, 2000).  Participants played a randomized, 

anonymized public goods game in punishment and non-punishment conditions.  

Contributions were again significantly higher in the punishment condition, and the mere 

switch from punishment to non-punishment or vice versa resulted in an immediate 

change in average contribution levels.  When the option of punishment became available, 

contributions immediately jumped and continued to increase; when it was removed, 

contributions immediately dropped and continued to decrease.  Once more, the frequency 

of punishment was high despite its costliness: in a typical six-round game, 84.3% of 

subjects punished at least once, and 34.4% punished more than five times (Fehr and 

Gächter, 2002).  Defectors were by far the most frequent targets of acts of punishment, 

receiving 74.2% of the total, and cooperators (those who contributed above-average 

amounts) tended to be the ones doing the punishing. 
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 Now comes the interesting part.  Fehr and Gächter (2002) hypothesized that 

negative emotions toward defectors might be the proximate mechanism behind altruistic 

punishment.  To test this, they presented subjects who had just finished playing the games 

with written descriptions of hypothetical scenarios.  A sample scenario is as follows: 

You decide to invest 16 francs to the project. The second group member invests 14 and 

the third 18 francs. Suppose the fourth member invests 2 francs to the project. You now 

accidentally meet this member. Please indicate your feeling towards this person. (Fehr 

and Gächter, 2002, p. 139) 

 

Subjects indicated how much anger, if any, they would feel using a seven-point scale, 

with seven representing the highest level of anger.  In the version of the scenario 

reprinted above, in which the individual had contributed a high amount relative to the 

defector, 47% selected an anger level of six or seven, and a further 37% selected an anger 

level of five (Fehr and Gächter 2002).  Moreover, when subjects were instead presented 

with a hypothetical scenario in which they were the defector (and the other individuals 

were high contributors) and asked to rate how angry they expected the others would be, 

they again gave very high anger ratings, with 74.5% choosing six or seven and a further 

22.5% choosing five).   

In sum, behavioral and self-report evidence suggests that anger is a powerful 

driver of a canonical moral behavior, namely the punishing of wrongdoers.
33

  Moreover, 

most people are aware of this, as indicated by their ratings of the anger they would expect 

others to feel toward them if they defected.  This latter fact may help explain the 

immediate jump in contributions observed upon the switch from non-punishment to 

                                         
33

 There is an interesting contrast between modern and ancient attitudes on the place of emotions in general, 

and anger in particular, in morality.  As we’ve seen, emotion is viewed as the antithesis of reasoned 

morality by modern theories.  By contrast, appropriate experience, expression and control of anger was a 

key part of the moral fabric of antiquity (see Harris, 2001).  I’ll return to this point about the importance of 

emotion to classical ethics when, in chapter 5, I discuss Aristotle’s ethical theory. 
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punishment conditions.  Accordingly, the emotions probably have an important role not 

only in the actual process of making moral judgments (see, e.g., Haidt, 2001, Greene et 

al., 2001, Moll et al., 2002b) but also in motivating behavioral responses to these 

judgments and, through the anticipation of such emotion-driven responses, in deterring 

people from behaving immorally in the first place. 

Given the shortcomings of self-reports in response to hypothetical scenarios noted 

above, it would be unwise to rely solely on this type of data in the present case.  Luckily, 

researchers in the field of neuroeconomics have taken advantage of a variety of methods 

from the cognitive sciences – including, but not limited to, fMRI – in an effort to better 

understand the neural bases of punishment, cooperation, and other behaviors that are both 

economically and morally significant. 

Most directly relevant to Fehr and Gächter’s (2002) anger hypothesis are studies 

examining decision-making in the ‘ultimatum game’.  This is a simple economic game in 

which one player (the “proposer”) unilaterally proposes a division of an allotment of 

credits between herself and a second player (the “responder”) then decides whether to 

accept or reject the offer.  If the responder accepts, the players get credits according to the 

proposed division.  But if she rejects the offer, neither player gets anything.  Game theory 

predicts that rational responders should be willing to accept any nonzero offer and that 

rational proposers, knowing this, should offer the smallest possible nonzero amount to the 

responder.  When people actually play the game, however, proposers tend to be far more 

generous than predicted by game theory, offering 40% to 50% of the total allotment 

(Nowak et al., 2000).  Responders, too, deviate from the game theoretic prediction, 

tending to reject offers of less than 30% of the total allotment (Nowak et al., 2000). 
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The neural basis of responders’ behavior has been the primary object of 

neuroeconomic study of the ultimatum game.  (Our later discussion of studies on 

cooperation will shed light on what, in addition to anticipation of the responder’s anger, 

might cause proposers to offer relatively generous splits.)  In one study, Sanfey and 

colleagues (2003) used fMRI to scan subjects’ brains while they played the role of the 

responder.  They found that the rejection of unfair offers, as well as the degree of an 

offer’s unfairness, was associated with increased activity in the anterior insula, an area of 

the brain associated with negative emotional states, particularly anger and disgust (Sanfey 

et al., 2003).  Moreover, insula activation was higher when the unfair offer was made by 

a human partner as opposed to a computer partner.  This suggests that being treated 

unfairly by another person – an act that, unlike being treated unfairly by a computer, has 

a moral dimension – is something to which the brain is particularly emotionally 

responsive.  Similar results were obtained in a study by van’t Wout and colleagues (2006) 

that used skin conductance responses (SCRs) to measure autonomic arousal in response 

to unfair ultimatum game offers.  Increased emotional arousal, as measured by SCRs, was 

associated with rejection of unfair offers.  Moreover, this increased arousal was selective, 

being observed in response to unfair offers made by human partners but not by computer 

partners (van’t Wout et al., 2006). 

Anger and other negative states are not, however, the whole story.  Additional 

neuroeconomic studies suggest that areas of the brain implicated in positive states, 

specifically those associated with reward, also play an important role in guiding decisions 

about punishment, cooperation, and so forth.  Before describing the studies themselves, 

we will set out the basic rules of two economic games often used in them.   
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The first is the so-called trust game.  This game is played by two individuals, each 

of whom begins with an initial allotment of credits.  One player (the “investor”) is given 

the opportunity to send some of her own credits to the second player (the “trustee”).  This 

amount is multiplied by some amount (a multiplier of three is often used) and added to 

the trustee’s fund.  The trustee is then given the opportunity to return an amount of 

credits of her choosing (including zero) to the investor.  As in the public goods game, the 

rational strategy according to game theory is for the trustee (in the absence of 

punishment) to defect by not returning any credits to the investor, since this maximizes 

the trustee’s own return.  But a rational investor, knowing this, will not send any credits 

to the trustee in the first place, with the result that both players, by adopting the ‘rational’ 

strategy, are left worse off than if they had cooperated.   

The second game is known as the prisoner’s dilemma game.  This game is played 

by two individuals and consists of each player choosing, without communicating with the 

other, one of two actions: cooperate or defect.  Each player’s facing a binary choice 

yields four possible combinations of responses.  The highest payoff for an individual 

comes when she defects and her partner cooperates, and the lowest payoff comes when 

the reverse occurs.  If both players cooperate, each receives the same payoff; this payoff 

is the second-highest available.  Mutual defection too results in the same payoff for each, 

and this payoff is the third-highest.  As in the other games, the game theoretically rational 

strategy for a given individual is to defect, since this will yield the highest payoff 

regardless of what one’s partner does.  But once more, each player pursuing this strategy 

results in a lower payoff than would have been attained had both cooperated. 
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In one study, de Quervain and colleagues (2004) used positron emission 

tomography (PET) to scan subjects’ brains while they played the game.  Subjects were 

given the opportunity to punish defectors (i.e., trustees who did not reciprocate trust) by 

assigning ‘punishment points’ to them.  Two punishment conditions were tested, 

‘symbolic punishment’ (subjects could assign punishment points, but these points would 

not reduce the monetary payoff of either player) and ‘effective punishment’ (subjects 

could pay a cost of one credit for every two that would be deducted from the other 

player’s fund).  The researchers found that effective punishment, as compared to 

symbolic punishment, was associated with increased activation in the caudate nucleus (de 

Quervain et al., 2004).  This brain area is part of the dorsal striatum, itself part of the 

midbrain dopamine system and thus crucial to reward processing.  Moreover, higher 

caudate activation was associated with increased investment in punishment, a finding the 

researchers interpreted as evidence that the anticipation of satisfaction derived from 

punishing a defector drives decisions about whether to punish and how much one is 

willing to pay to do so (de Quervain et al., 2004).  This study therefore suggests that at 

least part of the neural basis for one type of moral behavior, the punishment of perceived 

wrongdoers, is that punishing is anticipated to be (and actually is) rewarding because it 

increases activity in dopamine-rich areas of the punisher’s brain. 

The role of the striatum and other reward-processing areas is not limited to 

interactions involving punishment.  This is indicated by a number of recent studies 

implicating these areas in various forms of cooperative and prosocial behavior.  For 

instance, Rilling and colleagues (2002) found that mutual cooperation in the prisoner’s 

dilemma game was associated with increased activation in a number of areas associated 
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with reward.  One of these was the area de Quervain and colleagues (2004) found to be 

involved in punishment behavior, the caudate nucleus (Rilling et al., 2002).  Other 

reward-processing areas that exhibited increased activation in response to cooperation 

were the nucleus accumbens, the ventromedial frontal and orbitofrontal cortices, and the 

rostral anterior cingulate cortex.  The researchers interpreted these findings as evidence 

that, as in the case of punishment, activity in reward areas helps reinforce and motivate 

the decision to cooperate (Rilling et al., 2002). 

This interpretation is corroborated by a later fMRI study by Rilling and colleagues 

(2004), in which the ventral striatum and the ventromedial prefrontal cortex (VMPFC, a 

brain area associated with affect and affect-driven learning) exhibited increased activity 

in response to reciprocated cooperation in the prisoner’s dilemma game.  Echoing the 

studies of the ultimatum game described above (Sanfey et al., 2003, van’t Wout et al., 

2006), the increased activity in these two areas was observed when participants 

cooperated with a human partner but not when they cooperated with a computer partner 

(Rilling et al., 2004).  Further support for the view that activity in reward areas reinforces 

and motivates cooperation comes from work by King-Casas and colleagues (2005).  

These researchers found that activity in the caudate nucleus (measured using fMRI) was 

associated with subjects’ intention to trust their partner in the trust game.  Notably, this 

study used a multiround variant of the trust game, and the ‘intention to trust’ response in 

the caudate moved progressively earlier as trust developed between the partners as a 

result of reciprocated cooperation (King-Casas et al., 2005).  

Perhaps the most dramatic experimental economic evidence for the involvement 

of affect- and reward-associated brain regions in morality comes from studies of 
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charitable donation.  Moll and colleagues (2006) gave participants the opportunity to 

donate (or refuse to donate) to actual charitable organizations with a variety of missions 

while their brains were scanned using fMRI.  They found that the decision to donate to a 

charity, even when costly to the subject, was associated with increased activity in the 

midbrain dopamine system, specifically the ventral tegmental area, dorsal striatum, and 

ventral striatum (Moll et al., 2006).  Consistent with their general role in reward, these 

areas were also active in a condition in which subjects received a direct monetary reward.  

Strikingly, however, the ventral striatum exhibited greater activity in response to 

charitable donation than to direct monetary reward.   

Moll and his team (2006) also examined the neural correlates of subjects’ choice 

to oppose particular charitable causes – some of which had missions concerned with 

controversial issues such as abortion and the death penalty – by refusing to donate to 

them.  They found that the decision to oppose a cause was associated with increased 

activity in the lateral orbitofrontal cortex, an area associated with, among other things, 

negative affective states such as anger and disgust (Moll et al., 2006).   

These findings were extended by Harbaugh and colleagues (2007), who found 

that reward-associated brain areas, including the ventral striatum, exhibited increased 

activation not only when participants voluntarily chose to donate to a charity, but also 

when they observed a mandatory transfer from their personal fund to the charity’s.  

Notably, however, the increase in activity was greater in the voluntary condition, 

suggesting that not only an outcome itself but also the way it is brought about is an 

important determinant of how rewarding it is (Harbaugh et al., 2007, Sanfey 2007).  This 

accords well with the weight that many people, as well as many normative ethical 
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theories, give to the intentions behind an action and to how a given outcome occurs when 

assessing its moral status (see, e.g., Greene et al., 2001, Cushman et al., 2006, Hauser et 

al., 2007). 

The work from experimental economics strongly supports the importance of 

affect in moral decisions and behaviors observed in subjects’ responses to moral 

dilemmas.  Far from being an artifact of the experimental design or the lack of real 

stakes/interactions in such dilemmas, emotion is central to decisions even when there are 

tangible (monetary) stakes and interactions with actual human beings.  Affect is heavily 

implicated in canonical moral behaviors like punishing wrongdoers and giving to persons 

in need.  More generally, the brain’s reward system, notably the striatum and other parts 

of the midbrain dopamine system, is key in reinforcing and motivating people to behave 

cooperatively or generously toward others rather than taking advantage of them for 

immediate selfish gain.   

Notably, all of the studies discussed so far have used neurologically normal 

subjects.  In the next section, we will look at work on two types of clinical subjects, 

individuals with prefrontal cortex damage and psychopathy, that provides additional 

support for a substantial role for affect and reward systems in morality.  Crucially, this 

work also provides novel insight into the role of these systems, and in particular into the 

importance of their normal functioning for normal moral development – an aspect of 

morality that is all but ignored by theories that take becoming moral to be a matter of 

adopting and applying the right set of principles. 

 

2.4.4. Clinical evidence 
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 Much of what is known about the effects of damage to the prefrontal cortex, 

especially the ventromedial aspect of the prefrontal cortex, comes from the trailblazing 

work of Antonio Damasio and his collaborators.  In an early study, Damasio and 

colleagues (1990) demonstrated that patients with VMPFC damage, unlike healthy 

controls and patients with non-VMPFC brain damage, did not exhibit increased 

autonomic arousal (as measured by SCRs) in response to emotionally charged stimuli.  

This, the researchers suggested, provides a possible neurobiological explanation for the 

dramatic deficits in decision-making and planning abilities exhibited by VMPFC patients.  

Specifically, they proposed that such individuals are unable to activate anticipatory 

somatic states associated with punishment and reward that have been previously 

encountered in a given type of situation.  In the absence of these states, VMPFC patients 

would be missing an important source of information about the outcomes associated with 

different courses of action in the situation (Damasio et al., 1990). 

 Dramatic support for this hypothesis was provided by a series of follow-up studies 

using a novel experimental task – the Iowa Gambling Task – that involved learning and 

making decisions about the merits of different possible choices (Bechara et al., 1994).  In 

this task, subjects began with an initial allotment of (fake) currency and were presented 

with four decks of cards.  Each round of the game consisted of the subject choosing a 

card from any of the four decks.  All of the decks contained both reward and penalty 

cards.  Unbeknownst to subjects, however, two of the decks were ‘good’ in that they had 

low rewards but also low penalties; if subjects drew primarily from these decks, they 

would gain money in the long run.  The other two decks were ‘bad’ in that they had 

higher rewards but also very high penalties; drawing primarily from these decks would 
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cause subjects to lose money in the long run.  Subjects’ objective was to earn as much (or 

lose as little) money as possible (Bechara et al., 1994, Damasio 1996).   

 Damasio and his colleagues found that VMPFC patients, unlike normal or non-

VMPFC brain-damaged controls, drew primarily from the bad decks throughout the task 

(Bechara et al., 1994, Bechara et al., 1996).  In other words, they failed to learn (in the 

sense of being able to act on) the punishment and reward contingencies of the different 

decks, in contrast to controls, who eventually drew almost exclusively from the good 

decks.  The reason for this, in line with the team’s hypothesis, was the failure of VMPFC 

patients to activate anticipatory feelings, positive or negative, when trying to decide 

which deck they would draw from.  Although the VMPFC patients, like controls, 

generated SCRs in response to gains or losses encountered after drawing a card, they did 

not generate anticipatory SCRs when contemplating which deck to draw from (Bechara et 

al., 1996). 

 To connect this work on VMPFC patients to morality, three additional pieces of 

information are needed.  First, the patients used in the studies just described sustained 

their VMPFC damage in adulthood; before that, they presumably were able to learn from 

past experiences of punishment and reward and guide their decisions accordingly.  

Second, although adult-onset VMPFC patients often cause significant (albeit 

unintentional) harm to themselves due to their decision-making deficits, they typically do 

not harm others or otherwise behave immorally (Anderson et al., 1999).  The third, 

critical piece of information comes from a study by Damasio and colleagues (Anderson et 

al., 1999) that examined two subjects with early VMPFC damage.  In contrast to the 

adult-onset patients, these individuals’ moral and social behavior was extremely poor.  
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One subject, a female, was, among other things, a chronic liar, verbally and physically 

abusive, and a strikingly indifferent mother to the child she had at age 18.  Moreover, she 

‘never expressed guilt or remorse for her behavior’, and ‘[t]here was little or no evidence 

that she experienced empathy’ (Anderson et al., 1999, p. 1032).  The story was similar for 

the second individual studied by the team, a male.   

 The contrast between the moral behavior of early- and adult-onset VMPFC 

patients suggests that the brain’s affect and reward systems play a critical role not only in 

learning, reinforcing, and motivating moral patterns of behavior over the short timescales 

found, for example, in experimental economics studies, but also in the basic acquisition 

of such patterns of behavior beginning in childhood.  When the ability to associate past 

affect and reward signals with the situation or action that led to them (e.g., associating 

punishment with harming another individual) is compromised, individuals lack a crucial 

source of motivation to behave morally.  This has dramatic consequences for behavior; 

indeed, Damasio and colleagues go so far as to suggest that early VMPFC damage results 

in a syndrome that resembles psychopathy (Anderson et al., 1999).  This is the condition 

to which we now turn. 

 The standard tool for the diagnosis of psychopathy is the Hare Psychopathy 

Checklist-Revised (PCL-R) (Hare, 1991).  This consists of twenty items, each of which is 

assigned a score of zero (does not apply), one (applies somewhat), or two (definitely 

applies) on the basis of a subject’s institutional records and an extended interview with 

the individual; a score of 30 or above typically results in a diagnosis of psychopathy 

(Hare, 1991, 2003; Kiehl, 2006).  Among the four ‘factors’ into which the second edition 

of the PCL-R is divided is an affective factor, which encompasses four items: ‘shallow 
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affect’, ‘lack of remorse or guilt’, ‘callous/lack of empathy’, and ‘failure to accept 

responsibility’ (Hare, 2003).   

 The affective deficits of psychopaths are therefore recognized as a standard part 

of the behavioral diagnosis of the condition.  They are also manifested in a number of 

physiological measures of affective functioning.  For instance, psychopaths exhibit 

significantly lower SCRs than normal subjects in response to aversive stimuli such as 

slides of mutilated faces (Mathis, 1970; Kiehl, 2006), the insertion of a needle (Hare, 

1972), and loud tones (Hare et al., 1978).  Additionally, and in a notable parallel to the 

case of individuals with VMPFC damage, psychopaths do not exhibit anticipatory SCR 

increases when they are about to receive painful stimuli (Hare, 1965; Hare & Quinn, 

1971).  Researchers have also begun to use fMRI to investigate the neural bases of the 

psychopathy more directly.  Kiehl and colleagues (2001), for example, scanned subjects’ 

brains while they performed an affective memory task.  They found that psychopaths, as 

compared to non-psychopathic criminals and normal subjects, exhibited lower activity in 

a number of brain regions associated with affect and reward, including the amygdala, 

ventral striatum, anterior cingulate, and posterior cingulate (Kiehl et al., 2001; Kiehl 

2006). 

 Coupled with psychopaths’ well-established patterns of harmful, criminal, and 

otherwise antisocial behavior (Hare, 1991, 2003; Kiehl 2006), as well as with evidence 

that this condition has a genetic component (see, e.g., Viding et al., 2005, Blonigen et al., 

2005), these findings point, like those previously discussed, toward a central role for 

neural systems associated with affect and reward in morality in normal individuals.  

Although there are certain differences between psychopaths and early-onset VMPFC 
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patients (see Kiehl 2006), both clinical populations exhibit a failure to develop 

anticipatory affect- and reward-related responses to previously encountered stimuli (e.g., 

punishment, monetary loss), and the existence of this deficit throughout life seems to 

have particularly deleterious consequences for the development of normal moral behavior 

and motivation. 

 This last point leads to one important remark we would like to make about our 

general project in this chapter.  Our focus is on the neurobiological bases of morality, but 

this should not be taken to imply that morality, and the behaviors, values, motives, 

principles, and so forth that comprise it, is innate.  It is now widely understood that genes 

and environment interact, and that many neurobiological systems must be ‘tuned up’ by 

experience in order to reinforce and motivate normal behavior, including moral behavior.  

That morality is the result of both genetic and environmental factors is suggested not only 

by the clinical evidence just discussed, but also by a variety of other findings.  For 

instance, social dispositions in many species, including moral dispositions in humans, can 

be seriously compromised by early severe deprivation (Beckett et al., 2006; Kreppner et 

al., 2007) and other socioenvironmental factors (Bowes et al., 2009), genetic variations 

(Bellugi et al., 1999; Viding et al., 2005; Blonigen et al., 2005, Dai et al., 2009), and by 

the interaction of genes and deprived or abusive experience (Meaney, 2001; Champagne 

et al., 2001; Caspi et al., 2002; Cameron et al., 2005). 

 

 

2.4.5. Significance for ethical theory (dispelling a worry) 

 

 The findings just presented are but a small sample of some of the major lines of 
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cognitive scientific research relevant to morality.  The picture they paint, as noted at the 

outset, is one that differs dramatically from the picture that most of moral philosophy has 

long endorsed.  Specifically, these findings show that actual moral cognition does not 

take place principally through deliberative, conscious, rational application of law-like 

principles to situations, but instead primarily through fast, automatic, affectively laden 

processing (Haidt, 2007).  

 The disconnect between the theories moral philosophy trades in and the reality of 

moral cognition provides reason for pessimism about the discipline’s relevance.  But it’s 

important not to take this pessimism too far.  I want to pause here to address one possible 

misinterpretation of the import of the cognitive scientific picture of morality.  The worry 

is that since ethical cognition is largely automatic and nonconscious, there is little point 

to normative ethics or other attempts at moral improvement.  What can we do about it, 

the thinking goes, if most of the work of moral cognition goes on outside conscious 

awareness?   

 There is a sliver of truth in this assessment, in the sense that principles alone are 

unlikely to have too much of a lasting impact on people’s moral lives.  (Philosophers, a 

group characterized by concern for deductive reasoning and logical consistency, may be 

an exception here, at least in contexts where their role as philosophers is salient.)  But I 

hope most readers will see that wholesale despair about programs for moral improvement 

is not the only possible conclusion.  This assumes that the only path to moral 

improvement is through accepting and deploying new sets of principles, and, 

correspondingly, that coming up with such principles is the only way to do normative 
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ethics.   

 But neither of these assumptions is true.  As I will describe in greater detail in 

Chapter 4, the principles-focused approach to morality is a relatively new invention, 

emerging only during the Enlightenment (MacIntyre, 1981/2007).  Before that, an 

approach first articulated in ancient Greece, particularly in the work of Aristotle, guided 

philosophical ethics.  According to this view, moral judgment and behavior is a matter 

not of applying abstract principles, but of cultivating the appropriate habits of thought, 

emotion
34

, and action.  The job of ethical theory, in turn, is not to find principles but to 

set out what these habits consist of and how, through environment and individual choice, 

we can cultivate them.  This view of ethics, far from being undermined by findings in 

moral psychology on the affective, automatic nature of much moral judgment and 

behavior, is supported by them (for discussion, see Casebeer, 2003b; Casebeer & 

Churchland, 2003). 

 Chapter 2, in part, is a reprint of material as it appears in: Suhler, Christopher L. 

& Churchland, Patricia S. (2011). “The Neurobiological Basis of Morality”. In J. Illes 

and B. J. Sahakian (Eds.), The Oxford Handbook of Neuroethics. Oxford: Oxford 

University Press.  The dissertation author was the primary author of this material.  The 

material appears by permission of Oxford University Press.    

                                         
34

 As Harris (2001) describes, the ancient Greeks recognized that even the emotion of anger – appropriately 

directed and proportional to the circumstances – has a place in morality.  This is interesting not just for its 

contrast to modern moral theories, but also for how well it matches up with empirical findings, described 

earlier, concerning anger as a driver of prosocial behaviors in economic games (viz., punishment of 

cheaters by third parties). 
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Chapter 3 – Why the Standard Paradigm Fails  

 

 

3.1. Conceptual analysis and conceptual structure  

 

3.1.1. Introduction 

 

 The first chapter set out what I’ve been calling the standard paradigm in moral 

philosophy, which seeks to formulate principles that correctly specify the moral status of 

actions.  In the second chapter, I described the ways in which the standard paradigm’s 

theoretical tidiness and simplicity collapses in practice, and the theoretical stalemates to 

which this has given rise.  I also laid out, in the latter part of the chapter, a troubling 

disconnect between the psychological assumptions underlying contemporary ethics and 

the reality of moral judgment as revealed by modern experimental methods. 

 My own take on the significance of the points discussed in Chapter 2 is that they 

provide a variety of reasons to doubt whether the standard paradigm is the right 

framework to guide moral philosophy.  The theoretical difficulties and track record of the 

standard paradigm provide little reason for optimism about its future prospects, and its 

psychologically unrealistic assumptions about moral judgment suggest that there would 

be substantial obstacles to applicability even if the theoretical difficulties were somehow 

resolved.  I don’t take my own interpretation to be universal however, as it seems quite 

likely that the lessons one draws from the points raised in the previous chapter will 

depend significantly on both one’s views about philosophical methodology in general and 

one’s degree of investment in the standard paradigm in particular.  Philosophers skeptical 
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of traditional a priori methods and concerned about psychologically implausible 

underpinnings of philosophical debates (e.g., Churchland, 1986; Flanagan, 1991; Stich, 

1990) will likely have an interpretation much like my own.  Ethicists who are skeptical 

about some or all of the major elements of the standard paradigm will likely find portions 

of my catalogue of its practical difficulties to be, at the very least, consilient with their 

own views.  This group includes modern-day proponents of approaches such as virtue 

ethics (e.g., Hursthouse, 1999; Annas, 2011) and particularism (e.g., Dancy, 2004) that 

fall outside the standard paradigm, as well as proponents of more mainstream theories 

who are nonetheless skeptical about the probative value of thought experiment-based 

conceptual analysis (e.g., Wood, 2011).  By contrast, many working ethicists may 

acknowledge that there have been difficulties of the sort discussed but deny that they 

provide reason to abandon the standard paradigm wholesale. 

 The previous paragraph is a long way of saying that Chapter 2’s arguments, while 

suggestive of pessimism about the standard paradigm’s prospects, do not provide an in-

principle reason to think that it cannot succeed.  In this chapter, I aim to present exactly 

such a reason.  This reason takes the form of empirical work showing that the account of 

conceptual structure – in which concepts are defined in terms of necessary and sufficient 

conditions – that the standard paradigm presupposes is, quite simply, false.  This 

incorrect view of conceptual structure explains both why proposed moral principles have 

always failed to fully capture our moral judgments and, crucially, why no such principles 

will ever be able to do so. 

 

3.1.2. Conceptual analysis  
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 From its very earliest days, western philosophy has maintained a keen interest in 

concepts.  More specifically, philosophers have long endeavored to analyze – reveal the 

underlying structure/criteria – of philosophically important concepts, the idea being that 

this will provide deeper insight into the issues in question.  While never using the modern 

term “conceptual analysis”, the writings of ancient Greek (and later Roman) ethicists 

often focus on trying to understand the nature of ethical concepts.  At the center of these 

debates was the concept of eudaimonia, typically translated in English as “happiness” or 

“flourishing”.
35

  The major schools of ancient Greek ethical thought, including those of 

Plato, Aristotle, the Stoics, and the Epicureans, were distinguished in no small part by 

how they defined the concept of eudaimonia.  Likewise for other morally relevant 

concepts in ancient ethics such as piety (famously probed by Plato’s Socrates in the 

Euthyprhro dialogue) and pleasure (examined in Plato’s Philebus dialogue and in Books 

VII and X of Aristotle’s Nicomachean Ethics; also central to Epicurean ethics, which was 

based on a particular definition of what constitutes pleasure).  Indeed, even Aristotle’s 

own investigations of the virtues in the Nicomachean Ethics can be seen as conceptual 

analysis of a sort, as he aims to reach a more refined understanding of what virtues such 

as courage and friendship truly involve. 

 As I will discuss in the next chapter, despite initiating philosophical interest in 

conceptual analysis, these ancient philosophical schools have little in common with 

                                         
35 

Neither of these translations of eudaimonia perfectly captures the meaning of the word, as colleagues 

fluent in Greek have often emphasized to me.  The translation as ‘happiness’ is particularly prone to 

misinterpretation, since in the present day the word ‘happiness’ is commonly used to refer to a positively 

valenced mental state (which ancient Greek writings distinguish as ‘pleasure’) rather than a broader state of 

being.  Given these problems with translating eudaimonia as ‘happiness’, I favor the ‘flourishing’ 

translation and will use that or the Greek word itself in what follows, except where directly quoting from 

translations that use “happiness” instead. 
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present-day ethics, which has fetishized conceptual analysis and law-like principles for 

action to a degree that none of these ancient thinkers would have approved.  Ancient 

ethical thinkers were working within a fundamentally different understanding of what the 

project of ethics is, as well as under fundamentally different assumptions about the 

relationship between philosophy and the natural world.  The departure from this 

framework began in the Enlightenment as much classical and medieval thought 

(including religious thought) fell dramatically out of favor with the European intellectual 

elite, to be replaced by new ideas supposedly free from the superstitions and subjectivity 

of the old.  The ultimate result of this process is the research paradigm discussed in the 

first chapter, in which moral philosophy proceeds by proposing sets of rules that define 

moral action, testing these rules to see if they match up with our intuitive concept (using 

thought experiments), and then revising as necessary.   

 At the core of this modern approach to conceptual analysis, and thence from 

analysis to exceptionless laws, is a view of concepts according to which a concept (and 

membership in its associated category
36

) is defined by necessary and sufficient 

conditions.  If an exemplar meets these conditions, it is in the concept/category; if it does 

not meet the conditions, it is out.  This is the classical view of concepts, briefly 

mentioned in Chapter 1.  And despite its alluring theoretical simplicity, the classical view 

unfortunately simply does not work as an empirical theory of concepts.  My argument in 

                                         
36 

Concepts and categories are two sides of the same coin, and in what follows I will often switch back and 

forth between talking about concepts, on the one hand, and categories or categorization, on the other.  The 

difference between the two is as follows.  A concept is the mental representation itself, while a category is 

the class of things that such a mental representation picks out (Murphy, 2002).  Since researchers cannot 

examine the concept – the mental representation itself – directly, whatever exactly that would even mean, 

most of the literature focuses on categorization tasks that, in turn, reveal the contours of subjects’ mental 

concept of the thing in question. 
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what follows is that philosophical conceptual analysis and theory construction, which 

also possesses an alluring theoretical simplicity, fails precisely because of its adherence 

to this incorrect view of concepts.  Before moving forward with that argument, however, 

some background on what concepts are and the role they play in cognition is in order. 

 

3.1.3. The role of concepts in cognition  

 

 As just described, Western philosophers have been analyzing and clarifying the 

nature of concepts since the discipline’s beginnings more than two millennia ago.  For 

most of the field's history, philosophers have been largely alone in this project.  But with 

the cognitive revolution in psychology and the other mind sciences, experimental 

researchers got in on the act, and empirical research on concepts exploded.  The reason is 

that concepts, however exactly one understands them, are at the heart of our ability to 

make sense of the world.  Indeed, Murphy (2002) opens his excellent survey of  

psychological research on concepts – the structure of which I follow for the next few 

paragraphs – by calling concepts  “the glue that holds our mental world together” (p. 1).   

 Concepts earn this lofty status because they allow us to categorize the things we 

encounter in virtue of their being like or unlike things we have encountered in the past.  

Rather than experiencing everything in the world as one of a kind and having to expend 

enormous amounts of time and mental energy determining all of their properties de novo 

from direct observation, concepts allow us to fill in information and form expectations 

about the thing in front of us (the token or exemplar, in the disciplinary parlance) based 

on the category we have judged it to belong to (the type).   
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 The role of concepts in our understanding of the world does not simply involve 

learning a concept once and then applying that static concept to the world for the rest of 

our days.  Rather, as we encounter new instances of the relevant concept (as well as 

relevant general knowledge, perhaps), the shape of our concepts can change in response 

to this new information.  Most importantly, particularly for research purposes, learning 

that some newly encountered exemplar is a member of a particular category can lead to 

change in the relevant concept.  For example, the first time a child encounters a 

Chihuahua or Saint Bernard, she will likely have some change in her concept of dog 

reflecting the new information about just how large or small a critter can be while still 

being a dog.  (Domestic dogs are a favorite source of examples for researchers in this 

area because of their familiarity combined with the huge variation in size, shape, color, 

hair length, temperament, and so forth that various breeds exhibit.)  In this way, concepts 

act not just as a way to sort and fill in information about the things we encounter, but also 

as repositories for our accumulated knowledge about the world.  The process of 

categorization and updating is so ubiquitous and largely automatic that we usually take it 

for granted, but without the ability to form, deploy, and update concepts, basic survival 

and cognitive functioning would be all but impossible.   

 

3.1.4. Scope of the current project  

 

 Research on concepts is not only intrinsically interesting, but also has the 

potential to inform and be informed by work on numerous other topics in cognitive 

science, including core research areas of the field such as perception, learning, and 
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memory.  It is therefore unsurprising that even now, more than four decades after the 

modern study of concepts began in earnest around 1970, research is still going strong.  

Having said that, my focus in what follows will be mostly on work from the first decade 

or so of that period. That period contains one of the discipline’s signature achievements, 

the empirical discrediting of a view of concepts that had long been taken for granted in 

psychology and philosophy.  That now-discredited view – the classical view – took 

concepts (and membership in their corresponding categories) to be defined in terms of 

necessary and sufficient conditions.   

 Since its precipitous fall, the classical view has become little more than a 

historical curiosity in the psychology of concepts, all but universally regarded as a non-

contender by practicing researchers in the field. Today, finding an avowed supporter of 

the classical view of concepts in a serious research psychology department is the 

equivalent of finding a Lamarckian in an evolutionary biology department or a Marxist in 

an economics department.  Instead, from around 1980 onward, psychologists working on 

concepts have turned their attention to a range of alternative hypotheses about the nature 

of concepts formulated in response to the findings that felled the classical view (Murphy, 

2002).  There are a few major species of theory that, in their various forms, garner most 

of the support, but as with most areas of scientific research of any complexity, there is 

still vibrant debate as to which of the theories (or which combination of them, since some 

of their features are not mutually exclusive) is best.   

 I will touch on some of these alternative theories in what follows, but it bears 

emphasizing that what is most important for my project is not that any particular one of 

the present theoretical alternatives turns out to be correct, but rather that the classical 
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view most surely is not correct.  For despite having decades ago become old news in 

psychology and the other cognitive sciences, word of the downfall of the classical view 

has by and large not made it to one concepts-mad corner of the academy: philosophy.  

My contention is that the most vexing problems of the discipline – chiefly the inability of 

the method of conceptual analysis and thought experimentation to yield satisfactory 

theories – is due to these fundamentally incorrect assumptions about the nature of 

concepts. 

 

3.2. The demise of the classical view 

 

3.2.1. Wittgenstein’s early doubts 

 

 In an historical irony, philosophy, now the last bastion of the classical view of 

concepts, was also the source of some of the earliest skepticism about the view.  Ludwig 

Wittgenstein, in his posthumously published Philosophical Investigations (1953/2009), 

questioned many central assumptions in the philosophy of language and meaning, areas 

of the field in which Wittgenstein himself, in his early years, had been a central figure.   

One of his primary targets was the idea that the meaning of a word (its definition) 

consists of necessary and sufficient conditions.   

 Wittgenstein famously attacked this notion by challenging readers to come up 

with the necessary and sufficient conditions that define the word ‘game’.  At first glance, 

this task seems like it should be quite simple.  We have participated in and witnessed 

countless sorts of games, starting from childhood and continuing on into adulthood.  

These range from organized team games such as football and baseball to one-on-one (or 
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two-on-two) sports such as tennis to sports such as golf in which individual competitors 

do not directly interact.  The term ‘game’ also includes activities that don’t involve 

canonical “athletic” actions like running and jumping and ball-striking, such as chess, 

poker and other card games, and (decades after Wittgenstein’s time) video games.   It can 

even include things that are not subject to formal rules and organization, such as using 

that tennis ball not to play the sport for which it was designed, but instead to play catch 

with a friend or even to throw against a wall and catch off the bounce by oneself. 

 The initial simplicity of the definitional task turns out to be quite deceptive.  

Despite (or perhaps because of) the wide base of experience and knowledge we have to 

draw on, coming up with necessary and sufficient conditions that capture everything we 

consider to be a game – and, crucially, nothing we do not – turns out to be all but 

impossible.  For whatever definition of ‘game’ one might propose – no matter how 

initially appealing – there will be some example or other that confounds it.   

 Just for illustration, a naïve first-pass definition, inspired by the sorts of games 

one sees when watching ESPN, may require that something’s being a game must include 

athleticism (running, jumping, hitting, etc.) and interpersonal competition, as do 

canonical games like baseball and basketball.  But the requirement of running and 

jumping and such fails because of games like chess and card games such as poker, which 

are played without requiring the participants to move from a seat at the chessboard or the 

card table, or to perform any physical actions beyond moving their pieces or cards/chips.  

The requirement of interpersonal competition, meanwhile, is scuttled by games such as 

solitaire that are played alone, to say nothing of games such as catch where there are no 

winners/losers or formal rules. 
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 Having failed with this relatively narrow definition of game inspired by highly 

structured competitive activities, we might go in the opposite direction.  We could make 

the definition of ‘game’ far broader, to something like “activities engaged in for the 

enjoyment of the participants”.  The problem here, unsurprisingly, is that the definition 

becomes much too inclusive, encompassing both enjoyable things that are games, such as 

tennis and catch, and enjoyable activities that are not games, such as going for a drive on 

a Sunday afternoon or swimming in the ocean on a warm summer day.  These are but two 

very basic definitions at opposite ends of the spectrum, but the problems persist for any 

variation that one might propose, no matter how airtight they may at first appear.  

Inevitably, the necessary and sufficient conditions proposed will fail to include things 

that we clearly consider games, or include things that we clearly do not.  (Really, try it for 

yourself.)   

 As mentioned above, Wittgenstein’s avowed topic in his discussion of games, and 

in Philosophical Investigations as a whole, was the meaning of words, but his points 

apply, mutatis mutandis, to concepts and categories as well.  Indeed, the issues are not 

separate, since our understanding of the meaning of a word is presumably a function of 

its corresponding mental concept – the concept of a game in the foregoing discussion.  

Identifying the necessary and sufficient conditions that define everyday concepts such as 

game, chair, and vegetable seems like it should be an easy task, almost trivially so.  And 

indeed, the classical view survived as long as it did in large part because it seemed so 

obvious that coming up with such definitions would be straightforward if someone just 

sat down and took the time to work it out.  But as Wittgenstein’s example famously 

suggested, and subsequent experience in the psychology of concepts has borne out, when 
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one actually tries to specify the classical conditions defining a concept, the task proves 

impossible, at least for natural concepts of any complexity.
37

 

  

3.2.2. From thought experiments to psychological experiments 

 

 As Wittgenstein was well aware, the notion that word meanings (and 

concepts/categories) can be defined in terms of necessary and sufficient conditions is 

simple, alluring, and obvious – so much so that nobody ever really bothered to examine 

whether it actually worked.  That was why his ‘game’ exercise was so important – it 

suggested that coming up with classical criteria for concepts may not be possible after all.  

The failure of classical analyses to emerge for pretty much any everyday concept 

whatsoever – the point to which Wittgenstein called attention –  spurred researchers to 

examine the adequacy of the classical view in earnest.  This led in the 1970s to a series of 

experiments, many by Eleanor Rosch and colleagues, that brought low the classical view 

and cleared the way for new, far more productive hypotheses about conceptual structure. 

 The following discussion focuses on two phenomena that the classical view is 

unable to account for: typicality effects and borderline cases.  (For a more complete 

review, see Smith & Medin, 1981, and Mervis & Rosch, 1981).  Historical significance is 

one reason for this choice.  Typicality effects, in particular, are ubiquitous and probably 

contributed more to the downfall of the classical view than any other type of finding 

                                         
37

 The qualifier “natural” is needed to exclude mathematical concepts such as triangle, which are defined as 

part of an axiomatic system and as a result might be amenable to classical definition.  However, such 

concepts bear little resemblance, in provenance or complexity, to any other concepts in our repertoire.  

Thus the fact that they can be so defined says nothing about the viability of the classical approach to natural 

concept as a whole, including not only everyday concepts such as chair and cup but also philosophical 

concepts such as (moral) rightness and wrongness. 
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(Murphy, 2002, Ch. 2).  The bigger reason, however, is that these phenomena both 

illustrate the inadequacy of the classical view and do so in ways that are directly relevant 

to the ways in which necessary and sufficient moral principles go wrong in philosophy. 

 

3.2.2. Typicality effects 

 

 Recall that the classical view entails, among other things, that concepts/categories 

have no internal structure.  This follows directly from the use of necessary and sufficient 

conditions to define category membership: a given exemplar is either “in” (it satisfies the 

necessary and sufficient conditions for membership) or it is “out” (it fails to satisfy those 

same conditions).  The conditions for category membership thus provide exhaustive 

criteria for the judgment of whether something is in the category or whether it is not, but 

provide no further means of hierarchically ranking the members of the category or 

otherwise making distinctions among said members.  Since everything that is in the 

category already, by definition, fully meets the conditions for membership, there is no 

category-relevant means of making further distinctions between them.  All members of 

the category are considered equal; no members are in some sense better or worse, more or 

less typical, than others.   

 This component of the classical view has testable empirical implications.  

Specifically, if concepts lack internal structure, one would expect that any sufficiently 

well-described member of a category should be as easy for subjects to identify as a 
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member of that category as any other.
38

  Since the only criteria relevant to category 

judgments are present in their entirety in every category member, there should not be any 

significant difference in the ease with which subjects identify category members as such.  

More generally, the lack of internal structure in categories means that subjects should not 

make distinctions among category members in terms of how representative or typical 

they are of the category. 

 After decades of going unexamined along with the rest of the classical view, in 

the early 1970s, these implication of the classical view became central targets of 

experimental work.  Researchers started with the general intuition that, at least in 

common thought and usage, and regardless of what the classical view may hold, some 

members of a category seem to be more paradigmatic members than others (Smith & 

Medin, 1981).  Labrador retrievers, for example, seem to be fairly typical dogs with their 

medium-to-large size, short hair, and companionable temperament.  Chihuahuas, by 

contrast, seem rather atypical due to their extremely small size, sometimes hairless skin, 

and excitable temperament.  Likewise for other categories, such as chairs, where a 

wooden dinner table chair with four legs and a back would be highly typical, while a 

bean bag “chair” would be much less typical since, despite being designed as something 

for a person to sit on, it lacks many other features often associated with chairs such as 

                                         
38

 The “sufficiently well-described” requirement is important because it rules out slow or failed 

categorization on the basis of lack of knowledge or ambiguous description.  Say you sequentially presented 

me with names of animals, each of which I was to identify as being or not being a member of the category 

of birds.  If I had received  this task yesterday, I wouldn’t know what to do when I received the item 

amakihi – a type of bird native to Hawaii that I hadn’t heard of until I browsed through the Audubon 

Society’s database of bird species a moment ago.  My categorization of that item would have taken much 

longer (and been far less accurate) than other, far more familiar types of birds, such as robins or eagles or 

chickens, not because of anything psychologically interesting about my concept of birds or how it’s 

deployed, but rather because, unlike the other types of birds, I simply had no idea what it was and would 

have been guessing on the basis of nothing but the word itself. 
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legs and a back.  Armed with broad considerations of this sort, as well as theoretical 

arguments against the classical view that had been percolating since the time of 

Wittgenstein a couple decades earlier, psychologists began to investigate in earnest 

whether the classical view matches up with empirical reality. 

 One important early study of this sort came from Rips, Shoben, and Smith (1973).  

In the first part of their experiment, the researchers had a group of subjects rate different 

members of familiar everyday categories such as birds and mammals in terms of how 

typical they are.  Birds such as robins and sparrows received very high typicality ratings, 

while those such as chickens and penguins received very low typicality ratings.  These 

typicality ratings were found to be very consistent from one subject to the next; there 

were not subjects who ranked penguins, say, as highly typical birds and sparrows as 

highly atypical.  

 Of course, at this point, the defender of the classical view could say that the 

differences in typicality ratings was simply an artifact of experimental demands, rather 

than anything actually present in the structure of our mental concepts.  Given the 

experimental requirement of assigning typicality ratings to each item, subjects may have 

felt pressured to produce differential ratings even if they didn’t truly believe that such 

differences existed.  Alternatively, the differences may have been generated based on 

transient criteria that are not really part of the core, persistent mental concept of (in this 

example) birds.  Regardless of precisely what form they take, the upshot of such 

deflationary interpretations would be that the typicality data are the result of spurious or 

at least cognitively inessential factors, and not deep features of the relevant concepts. 
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 The high degree of consistency between raters speaks against this interpretation, 

but the second part of the Rips et al. (1973) experiment does so even more conclusively.  

The researchers used reaction time data to demonstrate that the typicality judgments 

predict how quickly individuals are able to classify a given item as a member of category.  

Subjects were presented with word pairs of the form category-exemplar, and for each had 

to judge whether the exemplar was or was not a member of the category.  For instance, 

subjects would answer no to the pair “bird-pencil” but yes to the pair “bird-robin”.  As 

one would expect given the simplicity of the stimuli, accuracy was nearly perfect, 

regardless of the degree of typicality.  However, Rips and colleagues (1973) found that 

subjects were significantly faster to answer when the exemplar had high typicality than 

when it had low typicality (as rated in the first part of the experiment).  For instance, 

subjects were significantly faster to answer “yes” when the exemplar was “robin” (a bird 

rated as highly typical) than when it was “chicken” (a bird rated as much less typical).  

Later experiments showed that this same response time pattern also held when the 

exemplar stimuli were pictures instead of words (Murphy & Brownell, 1985). 

 Results such as the reaction time data are important because they suggest that 

typicality judgments are not causally inert post hoc assessments but are instead a core 

feature of how our minds represent and make use of concepts.  A range of other findings 

in the psychology of concepts further solidify this conclusion about the importance of 

typicality.  Typicality effects, far from being isolated phenomena, manifest themselves in 

a variety of ways throughout the process of learning and deploying concepts (Murphy, 

2002). 
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 For instance, as one might expect, typical members of a category are easier to call 

to mind than less typical members.  If people are asked to list members of some category 

off the top of their head, members that are more typical would be expected to be 

generated significantly more often than the ones that are less typical.  Thus, to continue 

with our earlier example, the aggregated results of a group of subjects asked to name 

birds would be expected to include significantly more instances of robins or blue jays 

than penguins, chickens, or ostriches.  And this is indeed the case.  Mervis and colleagues 

(1976) examined this through statistical analysis of an extant set of example category 

members generated by subjects.  They found that for any given category, the more typical 

members, as judged by a separate group of subjects to whom they presented the list, 

tended to be the ones that appeared most frequently on the lists generated by the original 

group of subjects.  This provides evidence for the hypothesis that typical members of a 

category tend to be easier to call to mind than are less typical ones. 

 Typicality also influences the inferences that people make on the basis of 

information about a category member.  The more typical the member of a category is, the 

more likely that people are to infer that a given piece of information about it applies to 

other category members as well.  This was demonstrated by Rips (1975), who gave 

subjects a vignette stating that a particular species of bird was being infected by a disease.  

Rips then asked subjects whether they thought this disease was likely to infect other types 

of birds in addition to the type in the example.  He found that when subjects were 

presented with a version of the vignette in which the bird species was regarded as typical 

(as indicated by other subjects' typicality ratings), they were more likely to infer that 
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other types of birds would get the disease than were subjects who received a version in 

which the infected species was not regarded as typical. 

 Furthermore, typicality is a factor not just in the deployment of categories we 

have already learned, but also in our initial learning of categories.  Rosch, Simpson, and 

Miller (1976) examined this issue by constructing artificial categories for their subjects to 

learn.  (The use of artificial categories was necessary in order to avoid the potential 

confounds that would come with using familiar stimuli or categories.)  As they 

hypothesized, subjects learned the typical members of the category more quickly than 

they learned the less typical ones.  As with the earlier results, this points to typicality 

being a core feature of concepts rather than a mere after-the-fact judgment about category 

members. 

   

3.2.3. Fuzzy boundaries and borderline cases  

 

 The typicality effects discussed above suggest that people regard some category 

members as in some sense “better” than others.  At a minimum, there are measurable 

differences in the learning and use of category members that are highly typical as 

compared to those that are atypical.  But investigations of typicality tend to use items 

that, however unusual they may be compared to other members, still are clearly members 

of the category.  While most subjects regard, say, chickens as fairly atypical birds, very 

few would judge that chickens are not birds at all.  But what happens if we expand the 

range of exemplars presented to include items that aren't as clearly inside or outside the 

category?  Psychologists have investigated such borderline cases, and the results further 
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undermine the plausibility of the classical view.  They also, as will become clear, have 

particular importance for the philosophical implications of this work. 

 Recall that one important consequence of the classical view is that category 

members is a discrete matter – something either is or is not a member of the category, 

with no gray areas in between clear-cut members and non-members.  The view holds that 

to the extent that there appear to be borderline cases, they are epistemic in nature, a result 

of imperfect information rather than genuine fuzziness in the boundaries of our 

categories.  

 As the reader can guess by now, this aspect of the classical view, like its failure to 

predict typicality effects, does not match up with the empirical data.  One important study 

comes from Hampton (1979).  He presented subjects with (the names of) items and asked 

them to rate whether the items were or were not members of various categories.  The 

classical view predicts that, for a given category, subjects' membership ratings should 

show a sharp division between members and non-members.  What Hampton actually 

found when he analyzed the rating data for each category, however, was a continuum of 

item ratings stretching from the clear-cut members to the non-members, with no clear 

break representing the unequivocal boundary of the category.  

 The items and categories Hampton used were everyday ones with which all 

subjects were quite familiar – kitchen utensils, vegetables, and the like.  The familiarity 

and simplicity of the stimuli weigh against the classical view's stock epistemic 

explanation of uncertainty or fuzziness in category judgments: given the familiarity of the 

categories and items, it is not very plausible that subjects' borderline ratings of many of 

the items were the result of uncertainty about whether particular items satisfy the 
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classical criteria for  membership of a given category (i.e., necessary and sufficient 

conditions).  If the ambiguity does not come from the items themselves, it suggests that 

the criteria themselves are not as absolute as the classical view takes them to be.   

 Particularly strong evidence for this hypothesis – that there is genuine 

indeterminacy/fuzziness in our categories – comes from a study by McCloskey and 

Glucksberg (1978).  Most categorization studies, including all those described above, 

collect all data from a given subject in a single sitting.  This is practically and 

theoretically a very sound practice, and for most questions in cognitive science is more 

than adequate.  McCloskey and Glucksberg, however, wanted to examine just how stable 

subjects' categorization judgments really are.  To do so, they compared subjects' 

judgments about the very same items and categories over two different experimental 

sessions separated by an interval of two weeks.   

 McCloskey and Glucksberg found that subjects' judgments about some borderline 

cases actually changed from one session to the next.  For instance, a given subject might 

affirm that an olive is a fruit in the first session but deny that an olive is a fruit in the 

second session.  As one would expect, subjects did not change their answers about the 

most obvious cases of members and non-members; they would not deny that an olive was 

a piece of furniture in the first session yet affirm it in the second.  The changes in 

judgment happened only for those item-category pairs that were intermediate between the 

clear members and non-members.  Specifically, subjects' judgments for intermediate 

items changed about 22% of the time between the first and second sessions (McCloskey 

& Glucksberg, 1978).  By contrast, the rate at which subjects changed their minds on 

paradigmatic members and non-members was less than 3%. 
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 These results suggest that there is genuine fuzziness in our concepts, and in the 

categorization judgments that we make on the basis of them.  This is problematic for the 

classical view, since on that view the necessary and sufficient conditions for category 

membership should yield definitive judgments for any given instance.  Occasional 

mistakes or uncertainty in application could inevitably happen no matter what the 

structure of our concepts, but the sort of intra-subject indeterminacy found by McCloskey 

and Glucksburg (1978) is difficult to reconcile with the classical view.  On the classical 

view there shouldn't be instability in people's categorization judgments about particular 

exemplars, since on the classical view all that matters is whether that exemplar does or 

does not satisfy the concept's necessary and sufficient conditions for membership.  All 

other features beyond these core features should be irrelevant for membership, and as 

such membership judgments should be much more certain and stable than the 22% 

change rate found by McCloskey and Glucksburg (1978). 

  

3.2.4. Family resemblance and prototype structure  

 

 Together, typicality and borderline phenomena show that concept/category 

membership is a graded matter.  This is true inside a given category, in the fuzzy area on 

the boundary of the category, and outside the category.  Within the category, there is a 

gradient from more typical members to less typical ones.  For instance, Labrador 

retrievers are typical dogs in terms of size, coloration, hair, temperament, and so forth, 

while Chihuahuas are atypical.  Borderline cases are items that span the space between 

categories, having features of items from multiple categories.  Wolves and dog-wolf 
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hybrids would be examples of such borderline cases.  They meet many of the criteria for 

“doghood” in terms of their appearance but not in their temperament, social organization, 

diet, and so forth.  Lastly, even in cases where items are clearly non-members, we can 

still make similarity judgments.  A cat, for example, is more similar to a dog than is a 

chair. 

 All of this raises the question of what makes an item typical or atypical.  This 

question was answered by Rosch and Mervis (1975) in a seminal study.  Their inspiration 

was Wittgenstein’s (1953/2009) suggestion that members of a category are resemble one 

another not in virtue of all satisfying some classical definition (i.e., possessing the same 

set of necessary and sufficient features), but more in the manner in which members of a 

family resemble one another: they share features but there is not necessarily a single 

feature possessed by all members of the family.  Rosch and Mervis operationalized this 

notion of family resemblance, defining it as the number of features that the item shares 

with other members of the category and posited that the typicality of a given item is a 

function of the number of such shared features.  They found that typicality was indeed 

due to the number of features that an item shares with other category members (Rosch & 

Mervis, 1975).  This result, in which there are gradations from typical to atypical to 

borderline cases based on the number and weight of features possessed, is sometimes also 

referred to as a concepts having a prototype structure.  There are some central (i.e., 

highly typical) members – prototypical members – and then a gradation outward from 

them toward members that possess fewer or less heavily weighted category-relevant 

features, or even non-category features that actually weigh against membership in the 



99 

 

 

 

probabilistic judgment process. 

 This, in turn, gave rise to two of the most prominent theories about the structure 

of categories, the prototype theory (not to be confused with the phenomenon of prototype 

structure described above) and the exemplar theory.  On the prototype view, the features 

that define the category are encompassed in a construct known as a prototype.  

Importantly, the prototype is not (or at least need not be) any one particular category 

member, or indeed any particular thing at all, but rather a composite representation of the 

possible features (and, presumably, their corresponding weights for category judgments).  

On the exemplar view, meanwhile, the category is represented as a collection of items – 

exemplars – that we have encountered, again presumably with weights reflecting aspects 

of our particular experiences with them, such as their salience or the frequency of our 

experience with them.  

 I mention these theoretical views for the sake of completeness, but as mentioned 

at the outset, the important thing is not that any particular version of the prototype or 

exemplar theory turn out to be correct.  Rather, what is crucial is the conclusion that led 

researchers to explore these theories in the first place: empirical results, such as the 

findings on typicality and indeterminacy discussed above, that definitively show that the 

classical view to be false.  Whatever our theory of conceptual structure in an eventual, 

complete psychology turns out to be – a version of prototype theory, exemplar theory, or 

something else – it will without question not consist of necessary and sufficient 

conditions as claimed by the classical view.  This fact has sweeping implications for 
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philosophy, where much of the field still proceeds under the assumption that concepts can 

be so defined. 

 

3.3. Philosophical implications of category structure 

 

3.3.1. The failure of classical conceptual analysis  

 

 My core contention in this chapter is that philosophers have failed to come up 

with satisfactory analyses of concepts in ethics, and in philosophy as a whole, because 

their inquiries presuppose an incorrect theory of concepts.  This classical theory of 

concepts, which holds that the way our concepts are structured (and thus the form that 

theories/analyses based on them should take) in terms of necessary and sufficient 

conditions.  But as a large body of empirical research demonstrates, this simply is not the 

case.  The classical view of concepts fails to predict numerous important and highly 

reliable features of our concepts and their use in categorization judgments.  As a result, it 

has been all but totally discarded by psychologists as a serious theory of concepts 

(Murphy, 2002), who have turned their attention to other approaches that better fit the 

data, such as prototype and exemplar theories. 

 What does this mean for philosophy?  Quite simply, this empirical work provides 

a ready and compelling explanation for why moral philosophers' attempts to come up 

with adequate moral theories have been such a Sisyphean endeavor.  Theory construction 

in moral philosophy, based as it is on a classical view of concepts, aims to set out 

necessary and sufficient conditions for an action's being morally right (or wrong, 

depending on the formulation).  However, our mental concepts are not defined and 
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deployed using necessary and sufficient conditions.  Philosophical conceptual analysis 

therefore fails because it tries to impose on our moral concepts and judgments a type of 

structure that simply is not there.   

 As Wittgenstein suspected, and as a generation of researchers in empirical 

psychology have proceeded to demonstrate, classical analyses of everyday non-

philosophical concepts are all but impossible to come by.  Every proposed classical 

analysis for everyday concepts like dog, chair, and vegetable – to take three often used in 

the empirical literature – ends up including things that we clearly think it should not, or 

missing things that we think should be included.  The pervasive mismatch between theory 

and data occurs because while the theory invokes necessary and sufficient conditions, our 

cognitive concepts more likely consist of prototype or exemplar representations, although 

the details of such theories are still being worked out and debated (Murphy, 2002).  

Categorization judgments then occur by mentally comparing the features of the thing we 

are making the judgment about with the features of our mental prototype for the category, 

or with particular exemplars of the category that we have encountered. 

 While the theoretical details differ, both prototype and exemplar views have a 

number of important implications that the classical view does not. First, on both of these 

views, category membership is a matter of degree.  A candidate that possesses more 

and/or more heavily weighted features of the relevant category's prototype or exemplars 

is likely to be considered a more typical instance of the concept than a candidate that 

possesses fewer and/or less heavily weighted features.  Extending this farther towards the 

edges of the category, there is not a sharply demarcated border, on one side of which are 

clear members and on the other are clear non-members.  Rather, there are a range of cases 
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that, depending on context, individual experience, and other factors, may be considered 

borderline members or borderline non-members.  It is with these cases where the classical 

view most clearly goes astray, as it attempts to draw a sharp border between members 

and non-members, one that inevitably ends up being unsatisfactory in the ways described 

above. 

 Second, on both the prototype and exemplar views, the totality of features of the 

prototype or exemplars is not a mutually consistent suite of features that all members of 

the category must possess, but rather a collection of features or exemplars that reflect 

one's accumulated experience with (and knowledge of) the domain in question, including 

the diversity among category members.
39

  One way this can occur is when a given feature 

“slot” can be filled by one from a number of mutually incompatible alternatives, all of 

which are acceptable values for the category.  Taking the exemplar view to illustrate, 

among the exemplars that make up my category of dog are 5-pound Chihuahuas and 250-

pound mastiffs, long-snouted collies and pug-nosed bulldogs, long-haired sheepdogs and 

short-haired Labrador retrievers.  The possibilities mentioned for each pair of features 

are, plainly, mutually incompatible.  But a given exemplar cannot be both 5 pounds and 

250 pounds, have both a long snout and a short one, or be both long-haired and short-

haired.
40

   But while any given dog can fit somewhere in between the extremes given and 

                                         
39

 It's worth reiterating here that on the prototype view, our prototype for a given concept/category is not a 

particular member of the category (or even conceivable as such), but rather a summary representation of the 

members of the category. 

40
 The last of these is more problematic than the other two, providing yet another illustration of the 

fuzziness of concepts.  Even leaving aside owner/groomer modifications to a dog's natural coat, a 

nominally long-haired dog may have substantially shorter hair in certain places, such as its face and 

stomach.  As with nearly everything else in our conceptual lives, deciding whether a dog is long-haired or 

short-haired is much more a matter of “I know it when I see it” than of a definite, absolute rule. 



103 

 

 

 

still be an acceptable category member, landing outside these extremes probably 

precludes membership in the category.  For instance, something that has four legs, short, 

coarse fur, a long nose, and weighs 1,000 pounds is not going to be a dog since even the 

heaviest dog weighs nowhere near that much; a horse is a more likely candidate for the 

creature in question.  Similarly, a critter that has a long nose and weighs 50 pounds, but 

has scaly skin instead of fur is almost certainly a reptile of some sort.  And so forth for 

other sets of features and possible values for those features that one might come up with. 

 In the case of the features just mentioned, it's clear that only one value can be 

instantiated at a given time.  Of greater interest to issues in moral philosophy is the fact 

that on non-classical theories of concepts, there are not necessary connections amongst 

the features, even features that are significant factors in the determination process.  

Features that carry high weights toward category membership may, in certain exemplars, 

co-occur with features that carry high weights toward non-membership.  The features 

“having feathers” and “flighted”, for instance, co-occur in most members of the category 

birds.  But as every schoolchild learns, certain birds are flightless, instead running or 

swimming as their primary means of locomotion.  Not coincidentally, these birds lacking 

a feature so strongly associated with membership in the category are judged to be among 

the least typical members (Rosch & Mervis, 1975). 

 

3.3.2. The failure of philosophical conceptual analysis  

 

 So far so good with dogs and birds.  What about morality?  The framework just 

described, I think, provides a useful diagnostic for the pattern of debate in the field, 
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particularly the central conflict in normative ethics between consequentialist and 

deontological theories.  Each of these theories picks out features that are not only present, 

but highly weighted, in our concept of morality.  Utilitarianism picks up on the idea that 

human well-being matters – it would, after all, be quite perverse if acting morally brought 

about widespread human misery – and that, all else being equal, more well-being is better 

than less.
41

  Deontology, meanwhile, carries the torch for the notion that there exist rights 

and duties that cannot be set aside in the name of considerations of our own or others' 

welfare.
42

  Both theories also, in their own way, instantiate another important feature of 

our commonsense morality, the idea that moral judgment and action are distinct from 

everyday prudential judgment and action aiming at the fulfillment of one's individual 

desires.  Utilitarianism stipulates that every person's well-being is given equal weight in 

its moral calculus; I cannot give greater weight to my own interests simply because they 

are my own.  Kantian deontology's admonition to treat others as ends in themselves and 

not as mere means likewise proscribes courses of action in which I privilege my own 

interests over those of another, for instance manipulating or otherwise interfering with 

that person so that he acts in a way that he otherwise would not.  The first formulation the 

categorical imperative, which states that any putative moral law must be universalizable, 

likewise seems to get at this idea that moral rules and actions are not ones that make 

exceptions for particular individuals or their interests. 

                                         
41

 The actual theory of utilitarianism, of course, dispenses with the “all else being equal” qualifier, making 

an action's moral status solely a function of its effects on aggregate welfare.  From this myopic focus on 

aggregate welfare come the famously unpalatable implications in certain cases that have haunted the theory 

in its various incarnations from its initial proposal to the present day. 

42
 Kant's second formulation of the categorical imperative captures this, with its statement that we should 

treat others always as ends in themselves and never as mere means.  From this flows notions of autonomy 

and inviolability that are central to discourse about rights and duties. 
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 Both utilitarianism and deontology also provide, in their principles, necessary and 

sufficient conditions for right action.  Structuring one's theory in this way then ensures 

that for any well-described case, the theory will yield a definite verdict of “morally right” 

or “morally wrong”.  The promise of definitive answers to any moral conundrum one 

encounters is one of the chief selling points of this approach – a point I have emphasized 

at various points before.  However, it is also where the theory goes wrong in precisely the 

same way as the theory of concepts that underlies it, for the psychological work discussed 

above shows that philosophers have been trying to impose on our concepts and categories 

a structure that simply is not there.  Nothing in the psychological literature suggests that 

our concepts are going to be accounted for by the type of structure that philosophers are 

trying to use to do so – namely, necessary and sufficient conditions.  And, more to the 

point, there is a great deal suggesting that classical analyses cannot account for the actual 

structure of our concepts.  The classical view thoroughly failed when psychologists 

examined whether it captures our everyday concepts, and there is no reason to think that 

it will work in the case of philosophical concepts.  Indeed, given that the classical 

approach fails in the case of relatively simple everyday concepts such as vegetable and 

chair and dog, it would be downright miraculous if it worked for something as complex 

as philosophical concepts like morally right and morally wrong. 

 Another gloss on the empirical data, elaborating on a point I briefly touched on 

earlier, is that philosophers have been trying to impose a discrete, binary structure on 

what is actually a continuum.  This suggests another way that philosophical theories' 

verdicts in borderline cases are unsatisfactory: even if they get the valence right, they fail 

to recognize degree, or at least underplay its importance.  Moral theories that reduce to 
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one or another of a particular species of consideration will inevitably undersell other 

considerations, or at best will give consideration to them for the “wrong reasons”.
43

  Yet 

aside from the most obvious moral cases – for which we don't, or at least shouldn't, need 

guidance from philosophical theories anyway – most decisions we face are going to be 

matters of degree in which competing considerations must be balanced.  Indeed, those 

cases where we are most likely to engage in the reflection and deliberation of which 

philosophers are so fond are also those cases in which the balance of competing 

considerations is likely to be extremely close.  Philosophical thought experiments too are 

located in this same region within the realm of possible cases.  They are, using the 

taxonomy from the earlier discussion of psychological research, atypical or borderline 

cases.  They are cases in which there are strong competing considerations on both sides – 

cases which have features associated both with our category of right actions (e.g., 

benefitting others) and with our category of wrong actions (e.g., doing something to 

someone against his wishes). 

 There's nothing prima facie wrong with devising and examining hypothetical 

cases, for they have the potential to at times be illuminating.  The real problem is that 

philosophers focus on and devise such cases without an understanding of why they are so 

vexing to their theories, or how to resolve the problems that inevitably arise.  

                                         
43

 This is the problem with versions of utilitarianism that try to incorporate regard for duties/rights (the 

stock in trade of deontological ethical theories) to the degree that they contribute to aggregate 

happiness/utility.  This may allow the theory to avoid giving incorrect verdicts in some situations that 

traditionally cause trouble for utilitarian theories, but the regard that it has for duty/rights is, by 

deontological lights, for the wrong reasons, for the whole point of duties/rights is that they apply regardless 

of the effects they have on individual or aggregate happiness.  Likewise for rule utilitarianism, which is 

often criticized for being internally inconsistent in that it claims that maximizing utility is the ultimate goal 

of a moral theory but sometimes subsumes doing the most beneficial thing in particular cases to obedience 

to a rule (even if, as stipulated by the case, doing so would have no effect on general obedience to or belief 

in the rule – nobody would find out that you didn't act according to the rule in this case, etc.).  See also the 

discussion of Parfit (2011) in Chapter 2. 
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Philosophers proceed with the assumption that a sufficiently clever theory will be able to 

account for all of our intuitions about what is morally right and wrong, both in cases 

already devised and in any that philosophers may be able to come up with in the future.  

In continuing to pursue this approach, philosophers assume that their own efforts will 

yield a theory that is able to do something that no other theory has yet been able to do.  

The assumption that the problem is a lack of sufficient data (in the form of real and 

hypothetical cases that probe our intuitions) and/or a lack of sufficient ingenuity in those 

interpreting the data and constructing the theories.  They therefore put more effort into 

these avenues, thinking, or at least hoping, that next time will be different from all those 

that have come before.  The real problem, however, lies with neither the data themselves 

nor the practitioners' abilities, but rather with the disciplinary paradigm within which the 

data are being interpreted and the theories constructed.  The very structure of our mental 

concepts dooms moral philosophers' efforts to failure from the start. 

 

3.3.3. Reflective equilibrium 

 

 One possible objection to my argument is that it leaves out the crucial role of 

reflective equilibrium in moral theorizing.  Originally articulated by Nelson Goodman 

(1955) in a discussion of how we justify rules of inference, and extended to the 

justification of moral theories in the work of John Rawls (1971, 1974) and Norman 

Daniels (1979), reflective equilibrium involves examining the totality of considerations 

relevant to some philosophical matter – theories from elsewhere in philosophy, intuitions 

about particular cases, relevant scientific and factual beliefs, and so forth – and adjusting 
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the parts of this apparatus as necessary until they reach a state of consistency with one 

another.  Exactly how this goes – what constitutes a state of reflective equilibrium – will 

vary somewhat from one practitioner to the next (Stich, 1988, 1990).  But typically, what 

will happen is the discarding of relatively weakly held intuitions if they conflict with 

otherwise compelling theories, and the attempted revision of theories if they conflict with 

strongly held intuitions about particular cases.  Through such a process of mutual 

adjustment, the thinking goes, one can take initially incompatible commitments and 

beliefs and turn them into a consistent whole that manages to preserve what is most 

important among them.  Thus, a possible response to my view would be as follows: while 

the empirical work on conceptual structure does indeed show that we won’t be able to 

come up with principles that capture every last one of our moral intuitions, this need not 

be fatal to the search for moral principles.  Given the method of reflective equilibrium, a 

moral theory need not match up with all of our intuitions in order to be accepted as 

correct, assuming its other merits are substantial enough.   

 Reflective equilibrium clearly is useful as a bulwark against excessive weight 

being placed on intuitions in our moral philosophical theorizing.  But I don’t think a 

response like the one just sketched does much to save a principles-based morality, for 

two related reasons.  The first is that it oversells the reconciling power of the process of 

reflective equilibrium.  The second is that it undersells the import of the empirical 

findings on the nature of conceptual structure.  I’ll address these in turn. 

 Despite its appeal in the abstract, the use of reflective equilibrium has done little 

to ameliorate philosophical disagreement in the decades since Rawls and Daniels made it 

part of the moral philosophical mainstream in the 1970s.  Many of the same 
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disagreements that loomed large in the time before that decade – most notably, the 

conflict between consequentialism and deontology – have continued to dominate in the 

time since.  The failure of reflective equilibrium to resolve disagreement can be traced to 

the fact that what constitutes reflective equilibrium for one individual may not do so for 

another – what Stich (1988) termed the “problem of cognitive diversity”.  To illustrate by 

way of an extreme case, reflective equilibrium for a card-carrying consequentialist may 

be a state in which all anti-consequentialist intuitions are discarded, while reflective 

equilibrium for a card-carrying deontologist may be a state in which all anti-

deontological intuitions are discarded.  Most people, even most consequentialists and 

deontologists, would likely not go so far.  But this still leaves wide scope for individual 

differences, a point to which the persistence of disagreement in moral philosophy attests. 

 I turn now to my second point, which is that the appeal to reflective equilibrium 

underestimates the import of the relevant empirical work.  If all that was keeping our 

concepts from having a classical structure was a few atypical members on the margins of 

those concepts, then perhaps those members could simply be pruned in such a way as to 

allow them to be accounted for by necessary and sufficient conditions.  However, what 

the work on family resemblance shows is that the lack of classical structure is a deep 

feature of our concepts; even if we eliminated the most atypical members, there would 

still be no set of features possessed by all and only members of the concept.  We would 

have to go much deeper into the concept as part of our pruning process, and even then it 

would be quite unlikely that we would meet with success, since on the family 

resemblance view there are no necessary connections among features.   
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 Applying this to the moral case, we would likely have to give up very strongly 

held moral intuitions in order to make the intuitions match with the necessary and 

sufficient conditions posited by our moral principles.  Worse still, we would be doing so 

not because of substantive considerations but simply in order to make our intuitions fit 

with an incorrect theory of concepts that we happen to hold – the classical view.  

Reflective equilibrium would be a mere reflection of antecedent theoretical commitments 

– in this case to the classical view and to particular moral theories that presume its 

correctness – rather than a way of balancing a range of considerations to figure out which 

theories we should be committed to in the first place. 

 This raises another possibility, which is that we could simply continue proposing 

moral theories that consist of necessary and sufficient conditions for right action, despite 

the fact that they don’t match up with our intuitive concept of right action.  The problem 

with this is that it would open up a troubling gap between philosophical theories about 

right action and our everyday thinking about right action.  More worrisome still, and 

echoing the point made above, the rejection of the relevance of our everyday concept of 

right action would not be due to substantive concerns about its correctness; it would be in 

the service of preserving a psychologically incorrect theory of concepts that philosophers 

just happen to be attached to.  There can be good reasons to deny the importance of our 

intuitions in some cases – the literature on reflective equilibrium is surely right on this 

score – but clinging to a discredited view of conceptual structure is not among them.   

 Another concern about my argument might be that it would effectively put moral 

philosophy out of business.  Admittedly, what I am suggesting would eliminate one very 

influential strand of research in moral philosophy – the search for a single set of 
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principles that captures all and only morally right actions.  But as discussed in the 

previous section, this is not the same thing as eliminating moral philosophy, since there 

are approaches to moral philosophy that do not aim to come up with general principles.  

Consider a parallel to paradigm shifts in the history of science.  The rejection of vitalism 

didn’t mean that we had to stop doing biology; the rejection of geocentrism didn’t mean 

that we had to stop doing cosmology; the rejection of behaviorism didn’t mean that we 

had to stop doing psychology.  To assume that we couldn’t do moral philosophy in the 

absence of general principles conflates one particular conception of the job of moral 

philosophy – albeit a highly influential one – with the field as a whole.  We can still ask 

questions about how we should act, what sorts of persons we should be, and what we 

should value.  The difference is just that the answer to those questions won’t come in the 

form of a tidy set of principles. 

 

3.3.4. Gradations in moral judgment  

 

 Linking back to the issues discussed in the previous section on experimental 

philosophy, a further problem with the reflective equilibrium response, and with the 

principles-based philosophical method as a whole, is simply that it doesn’t recognize 

gradations in a sophisticated way.  Moral philosophy, particularly the consequentialist 

camp, also has an oddly behaviorist tinge in that the ultimate focus tends to be on the 

action and rules themselves.  Kantian deontology is somewhat better about this, since it 

denies that a morally right action done for the wrong reasons (i.e., not for duty) is morally 

praiseworthy, but here too the scope of relevant considerations is quite narrow, excluding 
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from moral relevance affective (e.g., Haidt, 2001, 2007) and nonconscious (e.g., Bargh & 

Chartrand, 1999; Bargh & Ferguson, 2000; Wilson, 2002) contributions that have been 

shown to play a key role in social judgment and action.    

 How are there to be gradations in cases in which there appear (or are stipulated) to 

be only two discrete alternatives?  This formulation is too narrow, for it focuses solely on 

the action to the exclusion on any considerations of what's going on “in the head” before, 

during, and after said action.  While the surface action that one may take – pulling a lever 

or not pulling it in one of the myriad variants of the trolley problem, for example – can be 

the same between two different individuals, the motives, attitudes, sentiments, and so 

forth associated with that action can be very different. 

 Why should such things matter if we get the action right?  The answer comes if 

we look at morality not just as a series of independent decision-making events, but as a 

developmental process in which each decision one makes is dependent on those that 

came before it and contributes to those that come  after it.  Each decision, and the process 

and factors (attitudes, motivations, feedback, etc.) that go into it, is part of a process of 

learning and refinement of one's moral faculties.  Two individuals faced with the same 

moral decision may choose the same action, but the cognitive processes leading to each 

person's decision may be quite different.  In turn, the learning outcome (what behaviors 

and processes are reinforced or not) will differ between the two individuals.  Over time, 

such differences may lead to very different moral faculties between the two individuals, 

even if the decisions that they have made have happened to be largely the same.  For 

example, an individual who believes that some action was the very epitome of moral 

goodness will take very different lessons from it than someone who performed the same 
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action but believed that it was only barely morally good, perhaps just the best of a set of 

unpalatable options. 

 To use a term that has come to be out of fashion in moral philosophy, the 

cognitive process, attitudes, and so forth that go into a moral decision are part of the 

development of one's moral character.  Here, character is understood as referring to an 

individual's accumulated moral knowledge, sensitivities, and decision-making capacities 

– the persistent faculties and skills in some domain that one has accumulated over time.  

As with much else in virtue theory, the notion of skill is key.  To draw analogies to other 

domains, a chess grandmaster or an elite footballer has experience and expertise that 

allow him to perceive subtleties in a situation on a chessboard or football pitch that less 

experienced individuals may not.  This skill in appraising a situation in all its complexity, 

in turn, allows him to make better decisions than would someone without such a degree 

of experience and expertise.  There are numerous components of this skill, and 

elaborating it in detail is a matter for empirical research.  One crucial component, though, 

is the ability to draw on past situations, which takes us full circle to the remarks at the 

beginning of the chapter on the function of concepts as repositories of our past 

experience. 

 Rather than blind adherence to rules that are effectively sorting procedures, we 

need to develop our sensitivity to the considerations that come up in these types of 

boundary cases.  One aim here is to be able to more accurately weigh the different 

considerations that comprise such often-complex situations.  This is what Johnson (1993) 

has in mind when he critiques the principle fetishism of moral philosophy for its 

suppression of the development of our “moral imagination”.  But it also makes a 
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difference in a more holistic view of morality not as a series of discrete cases, but rather 

as a lifelong endeavor to be a better person.  On this approach, motives and sentiments 

are critically important, since while they might not change the particular action one 

performs in one case, they can affect one's actions and attitudes in subsequent cases. 

 As it happens, these considerations prompted by the modern study of concepts 

comport well with the Aristotelian view of morality to be developed in what follows.  

Many of the virtues that Aristotle identified were defined not just, or even primarily, in 

terms of the action that one chooses, but in terms of the attitudes and reasons that one had 

for acting that way.  Indeed, virtue theory is often unflatteringly portrayed in moral 

philosophy as failing to offer clear guidance in the way that competing, and on the whole 

more popular, species of theory do.  But once we realize, in light of the empirical 

research, that the quest for a moral theory that provides airtight necessary and sufficient 

conditions for right action is a fool's errand, we are free to examine alternatives such as 

the virtue theoretic approach from a perspective untainted by such unrealistic promises.  I 

begin this project in the next chapter.  Before that, however, I want to look at one other 

source of doubt about the project of conceptual analysis. 

 

3.4. Conceptual variability and experimental philosophy  

 

3.4.1. Experimental philosophy’s challenge  

 

 The foregoing discussion of conceptual structure gives us a tidy in-principle 

explanation of why coming up with principles to define morality has not so far worked 

and why it will never work.  I want to close the chapter with a discussion of another line 
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of worry regarding our concepts and their suitability as the basis for (putative) universal 

truths.  The worry here is that there may be significantly more variability – particularly 

inter-individual and intra-cultural variability – in our concepts than philosophers are wont 

to assume. 

 First a bit of background.  In my discussion of the standard paradigm, I have often 

mentioned the various (putative) advantages it has in terms of precision of its criteria and 

verdicts.  There is also, I think, a nontrivial sociological component to its appeal: its 

usefulness in demarcating disciplinary boundaries.  The methods of thought 

experimentation and conceptual analysis are taken to be a priori, a distinction which 

serves to make the methods of philosophy and the data (intuitions) on which it relies 

starkly different from the a posteriori methods that define empirical science.  By setting 

out its domain as that of intuitive concepts rather than empirical observation, core areas 

of contemporary philosophy staves off the threat of encroachment and annexation by 

science that philosophy has been subject to since the first sciences emerged from beneath 

the all-encompassing umbrella of “natural philosophy”.   

 This is the orthodox picture about philosophical methods and how they are to be 

separated from those of the sciences.  The distinction, however, breaks down under closer 

examination.  For one thing, it's not clear why philosophical intuitions are any less 

empirical observations than are any other observations of how people think and act in 

response to stimuli.  Our intuitions are not reflections of direct, incorrigible access to 

some Platonic realm of mind-independent moral facts or reasons or whatever other 

philosophical construct one might appeal to.  Rather, they are culturally and historically 
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situated and can be empirically studied and  explained just like any other psychological 

phenomenon. 

 Of course, for most of the history of philosophy, the treatment of intuitions has 

been much closer to the “Platonic realm” approach than the scientific one.  Philosophers 

proposing thought experiments tend to assume that their own intuitions about the case are 

the obviously correct ones, shared by all, and use this supposition of unanimity as the 

basis for the assessment and development of theories.  Furthermore, to the extent that 

traditional moral philosophers propose explanations for why our intuitions are as they 

are, these explanations tend to be highly idealized and rationalistic. 

 This approach has come under attack in recent years from the movement known 

as experimental philosophy.  Obvious jokes about the name being an oxymoron aside, 

what philosophers working in this new movement seek to do is systematically examine 

philosophical intuitions – intuitions in response to philosophical thought experiments – 

and the empirical claims latent in the philosophical arguments based on these thought 

experiments.  Experimental philosophy’s interests run the disciplinary gamut, exploring 

issues in epistemology (e.g., Machery et al., 2003; Swain et al., 2008; Weinberg et al., 

2001), philosophy of action (e.g., Knobe, 2003, 2006; Nichols & Ulatowski, 2007), 

philosophy of mind (e.g., Knobe & Prinz, 2008), and moral philosophy (e.g., Greene et 

al., 2001, 2004).
44

  At its most basic level, what the experimental philosophy approach 

involves is presenting subjects with thought experiments from the philosophical literature 

and examining their response patterns.  This allows for a first-pass assessment of the 

                                         
44

 For a good overview of work in experimental philosophy, see the collections by Knobe & Nichols.  The 

first volume (2008) collects some of the most important studies from the early(ish) days of the field, while 

the second volume (2013) addresses more recent issues in experimental philosophy, including debates 

about the function/merits of experimental philosophy. 
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extent to which the “obvious” intuitions claimed in the philosophical literature actually 

reflect the intuitions of normal individuals about the cases at hand.  In many cases, what 

researchers have found is that there is a greater degree of complexity in the patterns of 

responses to thought experimental cases than philosophers have assumed.  Even on what 

philosophers consider the most obvious cases – those that are treated as fixed points in 

the literature – there are often nontrivial numbers of dissenters who report the opposite 

intuition.   

 The problems for the use of intuitions revealed by experimental philosophy go 

well beyond heterogeneity in responses.  Some studies have revealed priming and 

framing effects (Knobe, true-temp), for instance.  Even more distressing for the 

philosophical project are cross-cultural differences in philosophical intuitions, such as 

those shown by Machery et al. (2003).  Philosophers have enough trouble coming up with 

theories that account for the supposedly “consensus” intuitions; heterogeneity and 

flexibility in intuitions bring even bigger problems to the table, ones that the standard 

approach does not seem to have the resources to address. 

 

3.4.2. Conceptual variability  

 

 Within philosophy, there is a strong, if often tacit, assumption that concepts are 

largely fixed across time and place.   This is unsurprising, for the assumption of 

conceptual homogeneity is essential if concepts are to do what philosophers hope them to 

do, which is to provide the basis for universally valid philosophical theories.  If concepts 

are effectively universal, then there is at least some plausibility to the assumption that 
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analyses of them are getting at a sort of general truth.  The nature of this truth is not 

wholly clear, but at the very least it doesn’t rule out universality from the start.  By 

contrast, if concepts vary substantially from one group to the next, conceptual analysis 

seems to lose its force as a means to universal philosophical truth.  An analysis of a 

concept turns from a way to get at fundamental, universal truths into something more like 

ethnography – a contingent, empirical claim about “what concept X means around here”.  

Such projects are not without merit in other disciplines, of course, but they are a far cry 

from what philosophers think they are doing, and indeed what they need to be doing if 

conceptual analysis is to do the work it is claimed to do in philosophical theory 

construction (see the discussion of the standard paradigm in Chapter 1). 

 A  local, parochial notion of conceptual analysis – conceptual analysis as 

ethnography – could conceivably be reconciled with claims of absolute truth if coupled 

with an assumption that the (local) notion being analyzed just so happens to be the one 

that gets it right, with all others being misguided in one way or another.  There’s nothing 

ruling out such a response in principle, but in practice it's hard to imagine how such an 

ethnocentric response could be persuasively developed and sustained.  Internal 

consistency is one way that different social groups’ versions of philosophical concept X 

could be evaluated, but such a basic requirement sets the bar rather low; numerous and 

highly disparate concepts could still meet the requirement, leaving us not much closer to 

figuring out which concept is the correct one.  Appeals to facts about the world are 

similarly unlikely to be of much use when it comes to deciding amongst different 

concepts of what counts as morality or knowledge, since on the standard philosophical 

approach values cannot be deduced from facts alone (about which more in the next 
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chapter).  And conceptual analysis itself, philosophy’s go-to methodology, is of course 

out on pain of circularity. 

 For most of philosophy’s history, this possibility of nontrivial inter- and intra-

societal conceptual diversity has been largely ignored.
45

  It is, however, a major prima 

facie concern about conceptual analysis, not just in moral philosophy but in the field as a 

whole, that continues to go largely unaddressed by those whose methods depend on it, 

perhaps in the hopes that it will simply go away.  It shows no signs of doing so, however, 

for the concern has been amplified in recent years with the rise of the experimental 

philosophy movement, a major component of which involves testing the tacit empirical 

claims embedded in philosophers’ use of thought experiments and conceptual analysis. 

 This questioning of tacit empirical claims takes a number of guises, and the 

projects in which it figures are more diverse still.  At root, however, nearly all empirical 

work in experimental philosophy involves presenting subjects (usually non-philosophers) 

with philosophical thought experiments and collecting their responses.  This basic design 

may be combined with other methodologies from the cognitive sciences, ranging from 

basic priming and ordering manipulations to having the subjects read and respond to 

cases while collecting fMRI data.  

 Most basically, it involves looking to see whether the intuitive responses 

philosophers offering thought experiments take to be “obviously correct” by philosophers 

really are so widespread.  There are a variety of ways that this can take place.  First, and 

most simply, a substantial number of subjects may differ in their judgments from the 

                                         
45

 As I'll discuss in the next chapter, once notions of teleology and function – purged from moral 

philosophy in the Enlightenment – are reinstated, substantive evaluation of cultures and institutions again 

becomes not only possible, but an important part of  part of what moral philosophy must do. 
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stock philosophical interpretation.  Second, while the valence of the judgment may fall in 

line with what philosophers claim, more fine-grained probes asking subjects to give not 

just a binary judgment – morally right vs. morally wrong, for example – but also to rate 

how strong/confident they are in that judgment may reveal that they do not hold the 

position strongly.  This is particularly an issue as philosophical thought experiments grow 

ever more byzantine; the pattern of responses may be more an artifact of the forced 

choice between options and less a lens into deeply held moral convictions. 

 

3.4.3. Intra-individual variability 

 

 The use of concepts as fixed stars in our navigation of philosophical issues would 

be further undermined if the reliability of concepts even within a particular individual 

could not be relied upon.  I therefore want to return to and examine the implications of 

psychological studies showing changes in individuals’ borderline conceptual judgments 

over time. 

 These are admittedly atypical cases, but they are also precisely the sorts of cases 

that make up the cutting edge of philosophical research – the variations on trolley 

problems, Gettier cases, and other residents of the thought experimental bestiary.  Such 

cases are really only of interest if there is a definite dividing line that they can help us 

identify – basically, if the classical view is true.  If they are merely reflections of minor 

features of our concepts or of the vagaries of individual judgment on a particular day, 

they are themselves of only minor interest.  And with the demise of the classical view, 

this is precisely what I take to be the case.   
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 The utility of examining borderline cases, to the extent that it exists at all, comes 

in refining our faculties for judgment and our sensitivity to minor variations in cases.  

This is valuable not so that we can come up with the right rules of principles but simply 

for the sake of the development of those faculties themselves.  This, in turn, reflects the 

shift, for which I will argue at greater length in the next chapter, away from a principles-

based morality and towards an individual- or faculty-focused ethics.  This shift is 

mirrored in the respective foci of Enlightenment ethics, where principles began their rise, 

and classical morality, where the focus was much more on what sort of person one should 

be rather than what sorts of principles one should follow. 

 

3.4.4. Cross-cultural differences in moral intuitions  

 

 In the lattermost of these, experimental philosophy intersects with the  larger and 

more well-established empirical enterprise of moral psychology.  I discussed one 

important aspect of this literature – probably the most important aspect of it, in fact – in 

Chapter 2, where I laid out some of the nearly unanimous evidence that affect plays a 

crucial role in moral judgment, contra the rationalistic assumptions of the standard 

paradigm. 

 Another interesting empirical question, however, concerns differences in moral 

intuitions between groups.  From the armchair, it seems like cross-cultural differences in 

intuitions are likely to be more pronounced in moral philosophy than in other 

philosophical areas, which by and large do not intersect with broader differences in 

cultural beliefs and practices.  For instance, judgments about whether a belief counts as 
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“knowledge” or as “justified” – two central questions in epistemology – are relatively 

unaffected by the day-to-day cultural experiences of an individual (though see Machery 

et al., 2003).  By contrast, judgments about what is right and wrong are deeply contextual 

and culturally situated.  They can affect people's judgments on philosophical thought 

experiments, which tend to focus on issues of harm/benefit and rights.   

 But an even bigger difference in moral thought between cultures concerns what is 

even considered to be moral in the first place.  Among others, Jonathan Haidt and Joshua 

Greene – whose work was discussed in the overview of empirical moral psychology in 

Chapter 2 – have been at the forefront of those arguing that there are pervasive moral 

differences between individuals of different cultural backgrounds.  The upshot of this is 

that what one person considers to be a moral issue may be seen as a non-moral issue by 

another, or that a particular moral claim by one individual may not be recognized as such 

by another.  As a result, moral discourse can often result in people talking past one 

another, with one using a moral vocabulary and concepts and the other not.  Lacking a 

common vocabulary with which to discuss the issues at hand, moral encounters by 

individuals from different groups can often be unproductive and hostile, or at the very 

least disorienting. 
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Chapter 4 – A New Old Paradigm 

 

 

4.1. Beginning the positive project  

 

4.1.1. Where do we go from here? 

 

 If, as I have argued, the standard approach in moral philosophy is fundamentally 

incapable of succeeding, is the entire enterprise of normative ethics doomed?  Not at all, 

for the paradigm currently ascendant in moral philosophy is, despite its claims to 

timeless, universal truths and methods, is but one way of doing ethics that has emerged 

from a specific set of cultural and historical circumstances in the western world.  

Specifically, it is the continuing product of an intellectual tradition that traces its origins 

to the Enlightenment in northern Europe in the seventeenth and eighteenth centuries.  The 

Enlightenment, the standard history goes, was a period of great intellectual and cultural 

upheaval, as large swathes of prior thought and superstition were swept aside in favor of 

new modes of thinking.  Many of these changes were indeed for the best.  In the realm of 

political philosophy, Locke and others laid the foundation for the modern conception of 

the legitimacy of the state and bounds on its power by articulating notions such as natural 

rights and the social contract.  The oft-abused power of religious authorities waned as 

government and investigation of the natural world became more avowedly secular.  And, 

of course, the foundation was laid for the modern scientific method, the fruits of which 
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have yielded benefits in countless areas of modern life.
46

 

 The intellectual legacy of the Enlightenment is not wholly positive, however.  In 

setting aside the ideas that had guided previous centuries, and indeed millennia, of 

thought, Enlightenment philosophers set ethics down a path that led directly to the 

problems described in the preceding chapters.  Specifically, in their haste to abandon 

what had come before, Enlightenment thinkers set aside the teleological conception of the 

natural world – humanity included – that had underpinned ethics since the time of 

Socrates.  This fundamentally changed the methods of ethics by cutting off access to facts 

about the natural world – suddenly seen as normatively irrelevant – as a basis for 

devising ethical theories, ultimately leading to the reliance on conceptual analysis and 

other putatively a priori methods of grounding ethical claims.  These methods have led to 

a conception of ethics that is both insular and unsuccessful, having set itself questions 

that its current methods are fundamentally unable to answer. 

 In order to find a way out of these difficulties, we will need a finer-grained 

understanding of what happened in the Enlightenment that caused such problems for 

ethics in the centuries that followed.  Charting this history, and its deleterious legacy for 

modern ethics, is the project of Alasdair MacIntyre's seminal After Virtue (1981/2007).  

MacIntyre’s argument is crucial to my project in a number of ways.  First, and most 

                                         
46

 The contributions of scientific advancement to human well-being have not been wholly positive, of 

course. Advances in physics, engineering, and materials science have, along with countless man-hours and 

coin, been devoted toward the creation of ever more effective ways for our armies to inflict harm on other 

human beings.  Economic theories ranging from communism (in Stalin’s USSR, for instance) to 

neoliberalism (in Pinochet’s Chile) have been used as the pretense for despotism.  The aegis of scientific 

respectability has been co-opted and used for nefarious ends by social projects such as the eugenics and 

social Darwinist movements.  These are only a few examples of the misuse of science in our modern 

history, but on balance, the effects of scientific advancement on human well-being have nonetheless been 

overwhelmingly positive.  Indeed, the gap between scientific advancement and judiciousness in when and 

how to use it presages one of the key points of this chapter, which is that for all its success in the scientific 

realm, the Enlightenment project failed dramatically in the ethical realm. 
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fundamentally, it places in historical context both the classical legacy that was abandoned 

and the ideas that Enlightenment thinkers proposed – ultimately unsuccessfully in 

MacIntyre’s view – to take its place.  Second, and no less importantly, MacIntyre 

identifies how the Enlightenment conception of ethics has achieved such hegemonic 

status that the classical approach is often not seen as a viable alternative at all.   

 Only once we have come to understand the historically contingent nature of 

modern ethics and its methods and assumptions can we move forward in exploring 

alternatives.  Not surprisingly in light of what I have said about MacIntyre’s arguments, 

the best way forward for ethics turns out not to be a wholly new paradigm, but rather a 

return to the classical conception of the ethical project that fell out of favor in the 

Enlightenment.  In the second half of this chapter, I will begin laying the groundwork for 

the positive ethical project – a form of naturalized virtue ethics – that will occupy the 

remaining chapters of this work.  Specifically, I will address some common objections 

against the type of ethical theory that I aim to propose, showing these objections to be 

rooted in dubious assumptions about the nature of ethics that stem from the failed 

Enlightenment project.   

 With these objections dismissed, I will then be free to take the first steps toward 

elaborating my own positive proposal in the remaining chapters.  The scope of this 

project – developing a naturalized virtue ethics drawing in detail on the results of modern 

science – is one for an entire career rather than a single book.  As such, my goal in this 

work will be to set out and argue for the general framework, first by examining the 

original ethical theory of Aristotle (Chapter 5) and then by suggesting how it can be 

improved through the addition of a modern naturalistic understanding of the world 
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(Chapter 6). 

 

4.1.2. After Virtue  

 

 As just sketched, this fourth chapter is a transitional one, in which I shift from the 

negative project of the first three chapters – describing and critiquing the standard 

approach to moral philosophy, most importantly on grounds that its methods and 

assumptions render its goals unattainable (Chapter 3) – to the positive project of 

describing a naturalized virtue ethics.  The linchpin upon which this transition turns is the 

work of Alasdair MacIntyre.   

 In After Virtue, MacIntyre presents a compelling historical diagnosis of why 

progress and agreement in moral philosophy have been so hard to come by, and why this 

state of affairs is unlikely to change.  His central thesis is that the difficulties of moral 

philosophy can be traced to the Enlightenment abandonment of the apparatus that had 

underpinned western moral philosophy since its ancient Greek beginnings.  MacIntyre’s 

account is that of a society in which moral discourse – moral terms, claims, debate, and 

other modes of speaking and thought– persisted but the context and concepts on which 

they depended for their intelligibility was lost.  The result was a scramble to find new 

ways to ground the meaning of this vestigial discourse.  This effort, MacIntyre argues, 

has ultimately proven unsuccessful, with the result that moral discourse, both within 

academia and without, is in profound disarray. 

 A key feature of MacIntyre’s account is that this devastating loss was heralded at 

the time not as a loss at all, but as a great advance, a discarding of past superstition to 
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reach a more rigorous and, yes, enlightened understanding of the nature of morality.  In 

the centuries from the Enlightenment to the present day, this victor’s history has become 

ever more entrenched, reaching the status of cultural common sense.  This, as MacIntyre 

observes, has the important and highly pernicious, consequence that not only have we 

suffered a great loss, but that the very nature of the loss leaves us without the resources to 

realize that the loss occurred at all.  MacIntyre’s project in After Virtue is therefore a 

philosophical excavation of sorts, one which aims to remove the centuries of narrative 

and thought that have accumulated since the events of the Enlightenment and reveal the 

true nature of the events of the time.  Only once we have undertaken this historical 

examination, and seen the modern moral project for what it truly is – a historically 

contingent and, MacIntyre argues, ultimately unsuccessful effort to justify and ground 

morality in a new way – can we begin to explore approaches that are genuine alternatives 

rather than mere variations on an unsuccessful theme.   

 Unsurprisingly in light of his historical arguments, MacIntyre thinks that we need 

not look far for such a viable alternative to the moral theories of Enlightenment thinkers 

and their modern descendants.  Since the root of Enlightenment morality’s problems is its 

repudiation of certain core assumptions of classical, and more specifically Aristotelian, 

morality, it is to this that we should turn if we are to make sense of morality as an area of 

study and practice once again.   

 MacIntyre’s arguments, important in their own right, occupy a crucial place 

within this work, for they provide the bridge between the negative and positive parts of 

my own project.  As I’ll explain later in this chapter, MacIntyre’s historical critique of 

moral philosophy is also highly consilient with my own empirical critique developed in 
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the previous chapters.  Specifically, it provides a historical complement to my arguments, 

showing how moral philosophy arrived at the methods and assumptions that have led to 

so many insoluble problems and entrenched disagreements.  The nature of his critique, 

and the approach he outlines as a solution, likewise points a way toward an empirically 

guided approach to morality that, while anathema within the Enlightenment-descended 

framework of much modern moral philosophy, is a natural extension of the Aristotelian 

framework that MacIntyre himself champions as the best way forward. 

 

4.2. MacIntyre’s argument  

 

4.2.1. The “predecessor culture”  

 

 Before we can embark on the positive project of restoring and elaborating the 

classical moral framework, we need to understand what that framework was and why its 

loss was so devastating.  In doing so, we will cover the core points of MacIntyre’s 

argument about the history of moral philosophy.  As already sketched above, central to 

his account is the notion of a culture and a body of knowledge that was once dominant 

but now lost.  It was not lost wholesale, however, for remnants of it continued onward, 

albeit divorced from their original cultural context.  This culture MacIntyre sometimes 

refers to as the predecessor culture, and for him it is the culture of ancient Greece where 

systematic western ethical thought had its beginnings.  This culture’s legacy formed a key 

part of ethical thought in Europe as well as the Middle East for the subsequent two 

millennia or so, including not just the obvious example of ancient Rome but also 

medieval Christian, Semitic, and Islamic ethical writing, in which the classical, and more 
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particularly Aristotelian, framework continued to hold sway, albeit with the expected 

theological additions and modifications. 

 What are the primary characteristics of the classical ethical framework?  First and 

foremost, on this approach, ethics is fundamentally conceived of as a practical science.  

Specifically, it is a science that aims to answer the question “what sort of person should I 

become?”  This is an extremely ambitious goal, of course.  Individual personalities and 

circumstances are highly variable even within a single culture, to say nothing of the 

differences that exist cross-culturally.  It’s therefore reasonable to wonder why ancient 

ethical thinkers would set themselves such a seemingly impossible task.  The project 

comes to be seen as far more natural and tractable, however, once one understands the 

naturalistic framework within which it was being undertaken.  For in contrast to the view 

of the natural world that has prevailed since the Enlightenment, the classical view of the 

natural world, and the biological world in particular, was thoroughly and 

unapologetically teleological. 

 To say that something is teleological is, at the most basic level, to say that it exists 

for the sake of some ultimate goal or end – its telos or final cause.  Importantly, an end 

that is a final cause exists not because of particular desires and circumstances of the 

individual creature or object, but to all things of that kind in virtue of their being a 

member of that kind.  It is the end for which the thing exists, the ultimate purpose for 

which it exists.  Humans have certain characteristic ends simply in virtue of being human, 

and so forth for other entities whose nature and behavior is understood teleologically.  

For example, the ultimate end of a car is to provide transportation, of a watch to tell time, 

of a phone to communicate, and so forth.  These cases – all involving artifacts designed 
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by humans – are particularly clear since there is a clearly identifiable designer (us) and 

we have extensive everyday experience with using them for their intended purposes.   

 Importantly, once something is understood teleologically, evaluative assessments 

naturally follow.  We can judge whether something is a good something in virtue of the 

degree to which it fulfills or does not fulfill the telos for the kind of thing that it is.  

MacIntyre chooses the example of a watch, and it is as good an example as any.  A watch 

that does not tell time is not a good watch.  This is not a subjective assessment, but an 

objective judgment rendered by comparing the functioning of this particular thing to the 

standard of functioning for members of its class.  Thus, this particular watch that doesn’t 

tell time might be a good decorative bracelet or paperweight, a cherished heirloom or 

good luck charm, or whatever else, but it is not – cannot be, in its present state – a good 

watch.   

 The analysis works for living things too, in which the only “designer” is the blind 

selective process of evolution by natural selection (see Dawkins, 1987). The ultimate end 

for a plant such as the palm tree outside my window is to survive and reproduce.  From 

this, we can assess aspects of its condition to see whether they are conducive to these 

ends.  Are its leaves healthy or instead ravaged by parasitic insects or disease?  Does its 

height and growth of its branches allow access to adequate sunlight?  Does the soil where 

it is rooted provide adequate water and nutrients?  And so forth. 

 As these examples makes clear, teleological analysis is ultimately functional 

analysis, and it is indeed the language of function that MacIntyre often prefers when 

discussing the classical, teleological understanding of the natural world that the 
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Enlightenment abandoned.
47

  Most importantly for our purposes, MacIntyre describes 

how on the classical understanding, human was a functional concept.  We have certain 

proper functions that we can achieve to a greater or lesser degree.  And as with the telos 

of artifacts, these proper functions exist solely in virtue of the kind of thing that we are – 

i.e., human beings.  Crucially, these functions exist and provide a standard for evaluation 

independent of whatever particular goals or ends one might have as an individual human 

being. 

 Given this teleological/functional framework, the job of ethics is twofold.  First, it 

must figure out what constitutes proper functioning for human beings.  Second, once a 

reasonable pass at the first part has been made, is to look at our current, and inevitably 

imperfect, functioning and provide prescriptions for how we can more fully achieve a 

state of good functioning.   Hence the status of ethics as a practical science.  Crucially, a 

detailed naturalistic understanding of the world is needed for both of these components of 

the project.  We must understand the natural world, specifically the nature of humans, in 

order to identify what constitutes proper functioning.  And then, to provide efficacious 

prescriptions for how we, collectively and as individuals, can better approach that proper 

functioning, we must likewise understand the nature of what we are working with and the 

causal web within which it is situated. 

 

4.2.2. The Enlightenment shift  

                                         
47

 I will follow MacIntyre in the use of “functional” as opposed to “teleological” in many places.  

Particularly when discussing humans and other parts of the natural world, the mention of teleology has 

become so taboo – as a result of the very historical developments that MacIntyre describes – that its 

appearance can be something of a distraction.  ‘Function’ and its cognates are more felicitous to the modern 

ear, I think, and convey the same point without as much of the baggage that ‘teleology’ and its cognates 

sometimes do. 
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 This basic understanding of ethics and the natural world guided moral philosophy 

for more than two millennia, from its genesis in ancient Greece, through Roman and early 

Christian times, and throughout the Middle Ages.  In addition to Aristotle’s own ethics, 

notable schools of thought included the Epicureans and Stoics, who like Aristotle adopted 

a eudaimonistic framework that aimed to set out the conditions that were constitutive of 

human flourishing or the good life.  Where they parted ways with Aristotle was in their 

understanding of what this good life consisted in, with the Epicureans identifying it with 

tranquility and the Stoics identifying it with a life of reason and self-control that leaves 

one free from suffering and emotional disturbance.  Aristotle and the Stoics were 

important influences on medieval Christian ethics, Aristotle most prominently after 

Aquinas’s thirteenth century ethical writings that aimed to synthesize Aristotelian and 

Christian ethics. 

 But in the early modern period the influence of the classical ethical paradigm 

began to wane as the foundations for the Enlightenment – a moniker that, it must be said, 

exemplifies the writing of history by the (intellectual) victors – were laid.  A key early 

step toward the purging of the classical worldview was the work of Francis Bacon, whose 

writings setting out the tenets of what we now know as the scientific method were among 

the first steps toward the demise of the classical approach to ethics.  The bulk of Bacon’s 

work, and certainly his most lastingly influential work, does not deal directly with ethics.  

However, the influence of his framework for understanding and studying the natural 

world can hardly be overstated, for it provided the backdrop for inquiry in the remainder 

of the early modern period and continues its dominance into the present day.   
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 MacIntyre charts how these assumptions about the natural world, in providing the 

backdrop for ethical inquiry from the Enlightenment onward, are the ultimate source of 

the problems the field faces.  One of the primary innovations of Bacon and other 

contributors to the development of the scientific method was to jettison much of what 

was regarded as empirically unverifiable superstition.  Famously, this involved 

abandoning or at the very least downplaying religious elements of explanation.  But 

another casualty of the era, with its focus on efficient and material causes (to use the 

Aristotelian taxonomy of causes), was the notion of final causes or ultimate ends, which 

had been a crucial part of the classical and post-classical understanding of natural 

phenomena. 

 Bacon and his followers’ aversion to final causes in scientific explanation was not 

wholly without merit.  At their worst, final causes can be an explanatory crutch for those 

without the ingenuity or industry to devise plausible mechanistic explanations of 

phenomena.  They simply state that the entity does something because that is its final 

cause, or because that thing is an efficient cause on the way to its final cause.  To the eyes 

of modern readers, classical teleological explanations are at their least convincing when it 

comes to explaining things like the motions of the planets that we now know to have 

straightforwardly mechanistic explanations.  There is no reason to explain the motions of 

the planets in the sky in terms of their ends; basic physical laws suffice.  

 Importantly, concerns about when it is appropriate to deploy teleological 

explanations were not new to the Enlightenment.  Indeed, such concerns are almost as old 

as teleological explanation itself.  Monte Johnson (2005), as part of a detailed 

examination of Aristotle’s teleology, notes even in antiquity there were prominent critics 
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of unprincipled appeals to final causes in explanations of the natural world – starting with 

Aristotle himself.  Aristotle of course used teleological explanations in his philosophy, 

but he was also keenly interested in determining the limitations of where such 

explanations should be applied.  His successor Theophrastus is likewise highlighted as 

another ancient thinker who criticized promiscuous application of teleological 

explanation and undertook to systematically examine and lay out standards for the use of 

such explanations (Johnson, 2005).
48

 

 

4.2.2. Consequences of the Enlightenment shift  

 

 Having set out the nature of the shift that took place in the Enlightenment, 

Macintyre goes on to examine its effects on moral thought over the centuries that 

followed.  His central argument is that the most important casualty of the Enlightenment 

was the Aristotelian teleological understanding of the natural world – humans included.  

Of all the intellectual and societal traditions that were upended during the Enlightenment, 

why was this the signal loss of the era?  Because, according to MacIntyre, the teleological 

framework’s conceptualization of humans, qua humans, as having distinctive purposes 

and functions defined the very purpose and methods of ethics itself.  The foibles of 

Enlightenment and post-Enlightenment ethics, he argues, can be seen as the less-than-

successful attempts to supply the objectivity and grounding that disappeared with the 

expulsion of teleology from respectable academic discourse.   And this, in turn, had 

                                         
48

 As an interesting historical and terminological aside, Johnson (2005, p. 30) also points out that the term 

‘teleology’ and its cognates, and the notion of teleology (the study of final causes) as a discipline unto 

itself, does not appear until the 1700s.  I will nonetheless continue to use the term even when referring to 

the views of classical philosophers such as Aristotle concerning final causes; the advantages in terms of 

terminological simplicity and consistency far outweigh the worry that it is technically an anachronism. 
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significant, if not always obvious, implications for how individuals think of themselves 

and their lives – even if those individuals had never read a word of academic moral 

philosophy.  MacIntyre’s project is therefore not just to chart the difficulties faced by an 

increasingly insular corner of academia, but to argue that identifying and addressing the 

roots of these difficulties can be a boon not just to moral philosophy but to how people 

understand and live their lives in the modern world. 

 The abandonment of a teleological conception of man fundamentally changed the 

character of ethics by opening an unbridgeable chasm between facts about the world, on 

the one hand, and normative claims on the other.  In classical times, and through the 

middle ages when theologically inflected classical ethics of thinkers like Aquinas held 

sway, the project of ethics was that of a practical science.  The ethicist’s aim is to 

accurately discern man’s proper functions (often catalogued as a set of virtues) and tell 

us, through education and other socializing mechanisms, what those functions are and 

how to go about cultivating the habits of thought and action that will bring us closer to 

achieving them.  The work of the ethicist is akin to that of a watchmaker or mechanic, 

using knowledge of the functional goals of the thing she is working with and facts about 

the world to improve that thing. 

 With teleology no longer a part of ethics in the Enlightenment world, this 

traditional basis for ethics no longer existed.  There was a gap in the foundation of the 

field, and the various ethical theories that emerged in and after the Enlightenment can be 

seen, MacIntyre argues, as attempts to fill this void.  The proposals themselves were quite 

disparate.  They ranged from utilitarianism, which tacitly retained certain teleological 

elements in its hedonic theory of value, to Kantianism, which tried to derive all ethical 
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obligation from the nature of reason itself, to Nietzsche’s lionization of the individual 

will to power and corresponding dismissal of moral systems that are seen as an obstacle 

to this.  However, despite these differences in foundational assumptions and theoretical 

structure, all were, at root, responses to the same problem (MacIntyre, 1981/2007).   

 In addition to their common origins, the new ethical theories of the Enlightenment 

continued to use more or less the same moral vocabulary that had been used in the 

centuries before.  Moral discourse, at least superficially, had the same force and status as 

before.  However, MacIntyre argues, this was but an illusion, for the basis upon which 

ethics had traditionally relied for its intelligibility and normative force was lost when 

teleology was purged from ethics.  Also lost in this process was the commensurability of 

competing ethical claims; while ancient ethicists, and those who later interpreted and 

added to their theories, differed in their specific commitments, they shared the project of 

developing teleological, eudaimonistic ethics.  With the elimination of a functional 

understanding of humanity and, with it, of basis of ethics in the naturalistic understanding 

of the world, there became no common ground to which different ethical theories could 

appeal to adjudicate conflicts.  Hence the entrenchment of differing positions with 

different foundational assumptions in modern ethics, and the seeming insolubility of 

these disagreements. 

 It may at first seem that MacIntyre’s arguments and my own arguments in the 

previous chapters are linked by little except that they are both critical of modern moral 

philosophy.  They do indeed share that similarity, but the true connection is far deeper 

than that.  The Enlightenment-era developments that MacIntyre charts are the ultimate 

cause of the methods and assumptions that dominate modern moral philosophy, the very 
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methods and assumptions that I have criticized on a variety of grounds in the earlier 

chapters of this work. Most notably, with the natural world deemed off-limits as a basis 

for ethical theorizing (about which much more in the next section), ethical theory turned 

inward for its justification.  Hence the method of conceptual analysis, supposedly an a 

priori source of knowledge about the world, that has caused such profound problems for 

the discipline.  I now turn to the question of why these a priori methods have remained 

dominant, and naturalistic (let alone naturalized) methods have been marginalized. 

 

4.3. The naturalistic fallacy 

 

4.3.1. Origins of “the” fallacy  

 

 The chief obstacle to a thoroughgoing naturalized ethics, or indeed a 

thoroughgoing naturalized anything in philosophy is the piece of disciplinary dogma that 

has come to be known as the naturalistic fallacy.  The moniker has come to encompass a 

couple of influential lines of argument against the use of facts about the world to draw 

normative conclusions.  In light of this, before moving on with my response to the 

naturalistic fallacy (in its various forms), some background is in order. 

 The term itself originated with G.E. Moore, who in his 1903 Principia Ethica 

used it as a centerpiece of his argument against ethical naturalism.  Moore, as an ethical 

non-naturalist, believed that the property of (intrinsic) good cannot be reduced to or 

identified with any natural property, such as pleasure.  Moore does not deny that natural 

properties like pleasure often co-occur with the property of goodness; they surely often 

do, particularly on the aesthetic view of morality that Moore proffered and his 
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Bloomsbury Group so enthusiastically consumed and propagated.  However, Moore 

contends, pleasure or any other natural property is not the same as the property of 

goodness, which is simply indefinable and can only be ascertained by intuition.  To say 

otherwise – to say that goodness simply is pleasure – is on Moore’s telling to commit a 

formal fallacy, which he termed the ‘naturalistic fallacy’. 

 Moore’s argument for this point – that the property of goodness is not, and as a 

matter of logic cannot be, identical to any natural property – comes in the form of his 

famous “open question argument”.  Moore’s argument starts with the crucial assumption 

that the identity of goodness with a natural property, if such an identity is to exist at all, 

must take the form of an analytic truth.  That is, it must be true simply in virtue of the 

meaning of the relevant terms.  This is contrasted to a synthetic truth, which is true in 

virtue of facts about the world picked out by these terms.
49

  The stock philosophical 

examples of analytic truths include statements about mathematical terms (e.g., “a triangle 

is a three-sided figure”) and every philosopher’s favorite non-mathematical example, “a 

bachelor is an unmarried male”. 

 Given this assumption of analyticity, Moore points out that if good is indeed 

identical with some natural property X, then asking a question of the form “Is natural 

property X good?” should be nonsensical, or at the very least redundant.  If the identity of 

natural property X and goodness is an analytic truth, then asking whether it is good 

should be akin to asking “Does this triangle have three sides?” or “Is this bachelor 

                                         
49

 Moore was writing at a time when the analytic-synthetic distinction, originally formulated by Kant, was 

quite firmly entrenched as a piece of philosophical orthodoxy.  It was not until nearly a half-century after 

the publication of Moore’s Principia Ethica that Quine attacked the analytic-synthetic distinction in his 

seminal “Two Dogmas of Empiricism” (1951).  Casebeer (2003a) uses the demise of the analytic-synthetic 

distinction as the basis for his own critique of Moore and the naturalistic fallacy. 
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married?” – the question itself betrays a fundamental confusion on the part of the asker 

about the meaning of the terms contained therein.   

 Moore argues, however, that this is not the case for the identity of goodness with 

natural properties.  For any natural property one might suggest, the question “Is [natural 

property] good?” is an open question.  The question cannot be answered, or closed off as 

a genuine question, simply by reference to the meanings of the relevant concepts in the 

way that the other examples of questions about analytic truths can be answered by 

reference to the meanings of the concepts triangle and bachelor.   Questions of the form 

“Is [natural property] good?” are open questions, not pseudo-questions rooted solely in a 

lack of understanding of the concepts by the person asking the question.   

 From this Moore concludes that the identity of goodness with natural properties is 

not an analytic truth.  And since he also assumed that the only way that such an identity 

could exist is analytically (i.e., the identity of goodness with a natural property could not 

be a synthetic truth), he concludes that goodness cannot be identical to a natural property 

at all.  Hence, goodness must be a non-natural property. 

 While Moore gave us the term ‘naturalistic fallacy’ and one influential line of 

argument against naturalism, the basic idea that facts about the world do not, by 

themselves, have normative content was articulated more than a century and a half earlier 

by David Hume.  The relevant passage appears in Hume’s magisterial A Treatise of 

Human Nature (1738/2000), where he called attention to a curious habit of the ethical 

naturalists of his day.  In these naturalists’ arguments, Hume observed, factual premise 

after factual premise would suddenly give way to a normative conclusion, without any 
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indication as to where in the preceding (factual) premises this normative content might 

have come from: 

In every system of morality, which I have hitherto met with, I have always remarked, that 

the author proceeds for some time in the ordinary ways of reasoning, and establishes the 

being of a God, or makes observations concerning human affairs; when all of a sudden I 

am surprised to find, that instead of the usual copulations of propositions, is, and is not, I 

meet with no proposition that is not connected with an ought, or an ought not. This 

change is imperceptible; but is however, of the last consequence. For as this ought, 

or ought not, expresses some new relation or affirmation, 'tis necessary that it should be 

observed and explained; and at the same time that a reason should be given; for what 

seems altogether inconceivable, how this new relation can be a deduction from others, 

which are entirely different from it. But as authors do not commonly use this precaution, 

I shall presume to recommend it to the readers; and am persuaded, that this small 

attention would subvert all the vulgar systems of morality, and let us see, that the 

distinction of vice and virtue is not founded merely on the relations of objects, nor is 

perceived by reason. (Hume, T 3.1.1.27/SBN 469-470
50

) 

 

The upshot of Hume’s challenge is that one cannot from any particular fact about how the 

world is and without any premises of any other sort (viz., premises linking factual to 

normative), simply derive the conclusion that it ought to be that way.  This difficulty is 

also often stated in the maxim that “you cannot derive an ‘ought’ from an ‘is’”. 

 

4.3.2. Clarifications 

  

 Now that we’ve seen Hume and Moore’s highly influential remarks on the 

relationship between facts and values, various clarifications and observations are in order.  

To begin, it’s worth nothing that these are not the only two patterns of inference to have 

been given the ‘naturalistic fallacy’ label; some efforts from the literature (admittedly 

perhaps excessively fine-grained) have come up with half a dozen or more patterns of 

inference that have been identified as such.  One notable example of this is inference 

                                         
50

 Following standard convention in the Hume literature, the citation preceded by ‘T’ refers to the (2000) 

Oxford edition of Hume’s Treatise edited by D. F. & M. J. Norton (with the numbers denoting Book, part, 

section, and paragraph numbers, respectively), while the citation beginning with ‘SBN’ refers to the page 

numbers in the (1978) Oxford Clarendon edition edited by L.A. Selby-Bigge and revised by P.H. Nidditch. 
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from the fact that something is “natural” to the conclusion that it is good.  This form of 

reasoning is appealed to, usually tacitly, in numerous contexts.  A mundane example is its 

use in advertising, where it is used to sell everything from “naturally flavored” beverages 

to “organic” produce.  More seriously, it has a nasty habit of popping up in American 

moral and political debate, for instance in debates over contraception, abortion, and 

homosexuality.  A historical example of this is the view, historically associated with 

Social Darwinism, that because people occupy some social station they deserve that 

social station – the rich and powerful deserve to be rich and powerful, the poor deserve 

their poverty, and so forth.  (Not surprisingly, this view is proffered almost exclusively 

by those whose power and wealth it serves to justify, conveniently ignoring the huge 

influence that structural and situational factors play on societal outcomes, and on 

behavior more generally.) 

 I note the existence of other versions of the fallacy for the sake of completeness, 

but despite their presence in popular debate, they are of only peripheral interest to the 

current project.  This is a work of philosophy, and the Hume and Moore versions of the 

fallacy are by far the two most influential in the history of philosophy, articulated by two 

major figures of the field in two of their most important works.  Furthermore, while there 

is interesting history and sociology associated with the other variants of the fallacy – see 

the above example of Social Darwinism, for instance – at the end of the day, most of the 

patterns of inference that have been suggested as additional types of naturalistic fallacy 

are in fact merely specific instances of the Humean or Moorean versions of the fallacy.  

Hume’s is-ought problem, in particular, encompasses a wide range of attempts to move 
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from the claim that something is a certain way to conclusions about its moral status, 

including the inference from “natural” to “good” described above. 

 Returning to philosophy, as mentioned earlier, in the years since Moore coined 

the term, ‘naturalistic fallacy’ has come to be used not just to refer to Moore’s own 

argument, but also to Hume’s.  Indeed, Hume’s version of the naturalistic fallacy, despite 

being the older of the two, is probably also the one with greater currency in contemporary 

philosophical debates (perhaps due to the reliance of Moore’s version on the now-suspect 

analytic-synthetic distinction – see note 49).  Indeed, most appeals to “the” naturalistic 

fallacy in modern debate are referring to the Humean formulation or to maxims based 

thereon, despite Moore being the originator of the actual term.  

 In a further irony, it is Hume’s version of the fallacy, not Moore’s, that more 

clearly picks out a genuine logical fallacy (at least given the background assumptions 

provided by Hume and other Enlightenment intellectuals’ view of the natural world).  By 

contrast, the problem that Moore claims to have identified seems to be a metaphysical 

issue, not a logical one (Williams, 1985).  Despite these terminological qualms, in what 

follows I will honor Moore’s terminological innovation, continuing to call Moore’s claim 

the ‘naturalistic fallacy’ and Hume’s the ‘is-ought problem’.   

 Terminology is not the only source of ambiguity associated with the naturalistic 

fallacy.  Further muddying the waters is the intent and context of the remarks.  Moore 

quite obviously took himself to be making a crucial, in-principle argument against 

naturalism when he laid out his open question argument; doing so was a critical step in 

clearing the way for the ethical non-naturalism he was advancing in the Principia Ethica.  

With Hume it is somewhat less clear.  There is no doubt that many, probably most, 
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readers of Hume have taken him to be making an in-principle argument against ethical 

naturalism just like Moore did a hundred and fifty years later.  But the actual wording of 

Hume’s formulation, as well as the lack of fanfare with which he sets it out, makes his 

intent somewhat less clear than that of Moore.    

 The issue of Humean interpretation will be the topic of the next section.  Before 

moving on, however, one more remark is in order.  In what follows, I will be more 

concerned with responding to Hume’s argument, since I take it to be the more forceful of 

the two.  There are two related reasons for this.  First, as already mentioned, Hume’s 

formulation seems, at least anecdotally, to have greater currency within present-day 

moral philosophy, and as such addressing it is of greater disciplinary import even 

independent of its relation to my own particular goals.  Second, and more importantly in 

the context of my project, Hume’s is-ought problem is a far more direct obstacle to the 

type of ethical theory I am proposing – one which moves from facts about the world to 

normative prescriptions about how we should act and live.  Without directly addressing 

Hume’s challenge, my project could not get off the ground with most of its philosophical 

audience.  As such, it is crucial to address this, lest the whole ethical framework I aim to 

propose be stillborn. 

 

4.3.3. Making sense of Hume’s is-ought problem 

 

 Hume’s is-ought problem is often presented as a timeless logical truth about the 

relationship of factual and normative claims.  Specifically, it is treated as an observation 

about what kinds of deductive inferences are valid and invalid in moral theorizing.  
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However, there are a few reasons one might doubt this standard gloss on Hume’s 

remarks.  One of the main qualms some naturalists have raised has to do with how we 

should understand the scope of Hume’s remarks on the relationship between “is” and 

“ought”.   

 Hume’s work has influenced countless philosophers, but in modern times he has 

become particularly beloved of those who challenge the rationalistic assumptions that 

dominate philosophical ethics.  Additionally, he is generally regarded as a forefather of 

modern-day moral psychology by philosophers and cognitive scientists who empirically 

study morality.  The main source of his appeal to both of these (overlapping) 

constituencies is his view on the relationship between emotion (passion, in Hume’s 

terminology) and reason in moral choice and action.  Hume’s claim (at T 2.3.3.4/SBN 

415), contrary to the philosophical dogma of his own as well as the present day, that 

emotion is the primary driver of morality has proved remarkably prescient, anticipating 

by centuries the general consensus that has emerged in empirical moral psychology over 

the last twenty years or so (for reviews, see, e.g., Haidt, 2007; Suhler & Churchland, 

2011).   

 In light of this, some proponents of naturalized ethics (Churchland, 2011; 

Blackburn, 2008) have thought it curious that a seeming ally like Hume would also be the 

source of perhaps the single strongest and most persistent obstacle to a scientifically 

driven ethics.  They therefore seek to challenge the traditional understanding of Hume’s 

remarks, proffering an alternative interpretation that neutralizes its anti-naturalistic force.  

More precisely, what naturalists who take this approach challenge is the generality of 

Hume’s remarks.  They point out that the way the remarks are couched leaves open two 
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different interpretations, one in which Hume was offering a general, in-principle critique 

of attempts to move from facts to normative conclusions (the standard reading), and 

another in which the remarks are a narrower critique of particular authors/texts of 

Hume’s day who tried to make such moves (Churchland, 2011). 

 The wording of the passage, quoted above, is indeed less clear-cut than 

philosophical orthodoxy suggests.  Hume himself never states the declarative, general 

maxim that “you cannot derive an ‘ought’ from an ‘is’” – a formulation that emerged 

later.  Instead, he is expressing perplexity at how arguments consisting entirely of facts 

(‘is’ statements) suddenly shift to normative prescriptions (‘ought’ statements) without 

any indication or argumentation as to why or how the shift took place.  This perplexed 

tone can be taken to suggest that Hume is calling for the naturalists (and indeed perhaps 

even the non-naturalists) of his day to further justify and explain their arguments, rather 

than ruling out the very possibility of such arguments on general, logical grounds.  

 Such considerations open the door for an alternative reading of Hume that is more 

narrow in scope.  On this view, Hume’s articulation of the is-ought problem is a critique 

targeted at some of his contemporaries’ more ham-handed attempts to deduce normative 

claims from factual – simply concluding from how things are that they must be that way, 

without any substantive argument in between (Churchland, 2011).  This interpretation 

does not take Hume to have been ruling out moves from facts to values in general, 

leaving open the possibility that valid facts-to-values arguments can be made. 

 This interpretation renders Hume’s point almost wholly uncontroversial, for it is 

presumably a position that serious ethicists of all stripes, from the avowedly a priori to 

the radically naturalistic, can get behind.  Facile attempts to move from facts to values, 
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like facile intuition-mongering or any other abuse of philosophical method, does the 

reputation of the field no favors – those who attempt to use the method in question in a 

serious and principled fashion least of all. 

 This is an interesting twist on the stock interpretation of Hume’s remarks, made 

by researchers for whom I have a great deal of respect.  I want to argue, though, that such 

matters of Humean exegesis are ultimately of only peripheral interest to the viability of 

naturalized ethics.  Even without the weight of Hume’s name attached to it, the notion 

that normative claims cannot be deduced from factual claims has great traction in the 

field and must be dealt with on its own merits.  Such an argument appeals to philosophers 

on grounds of formal logic (one of the foundations of the field), describing as it does an 

invalid pattern of inference.  In light of this, even if one accepts that Hume didn’t claim 

what he’s typically taken to have claimed in the famous is-ought passage, someone else 

would have made such an argument – as indeed many opponents of naturalized ethics 

have in the centuries since Hume wrote the Treatise.  Thus, even if we don’t attribute the 

argument to Hume himself (which I will continue to do simply as a matter of 

convention), it is one that must be addressed. 

 

 

4.3.4. Historical context of Hume’s challenge  

 

 Beyond issues of textual interpretation within the context of the Treatise and the 

Humean canon as a whole, the standard reading of the passage has the virtue of making 

sense given the broader historical backdrop against which Hume was writing.  Hume’s 

formulation of the is-ought problem, from this perspective, is an expression of the 
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Enlightenment conception of the relationship between facts and ethics, a conception that, 

as described by MacIntyre (1981/2007), had recently emerged in his time and remains 

ascendant to the present day.  Thus, even if Hume’s primary motivation for his famous is-

ought remarks was indeed to criticize the clumsy naturalism of some of his fellow 

ethicists, there is historical reason to think that he would have endorsed the more general 

application of the is-ought argument as well. 

 Read from this historical perspective, Hume is spelling out, in clearer terms than 

most of his contemporaries, precisely what the purging of teleology from science and 

ethics means for the latter.  As described in the earlier discussion of MacIntyre, a 

teleological conception of humans and the rest of the natural world inherently gives facts 

normative force.  By knowing what kind of thing X is, we also know its ends and proper 

function; if we don’t know these, then it is an error to say that we truly know what kind 

of thing it is.  This knowledge of proper function, in turn, allows us to compare facts 

about the object’s actual properties and function to its proper function, and thereby to 

evaluate it as a “good X” or a “bad X” (again recall MacIntyre’s watch example from 

above).  Facts are normatively laden because the framework within which they are 

situated – that of teleology, of proper ends and functions – is normatively laden.  A 

teleological paradigm is therefore the conduit through which normative prescriptions are 

gleaned from factual observations, and this connection provided the basis for ethical 

theorizing for most of the history of western moral thought. 

 The Enlightenment purge of teleology from our view of the natural world shatters 

this historic link between factual and normative.  On the view of those such as Bacon 

crucial to the development of the modern scientific method, teleology and its attendant 
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notions are unscientific superstition, relics of an earlier age that did not have the tools to 

explain natural phenomena without resorting to the (supposed) explanatory deus ex 

machina of final causes.  There was much truth to this critique in the context of scientific 

explanation; the profound accomplishments of science since its rejection of reliance on 

final causes are testament to that.  However, the shift away from teleology had, for ethics, 

the highly deleterious consequence of making facts normatively inert, with the result that 

it becomes unclear what exactly one should base ethical prescriptions on. 

 The result of this is the radical incommensurability of moral theories that we see 

in the discipline today.  Without a shared framework, or shared facts to which to appeal – 

a role once filled by Aristotelian teleology – one must simply assume, without genuine 

argumentation, the basic principles of one’s moral inquiry and move forward from there.  

Hence the entrenchment among various positions in the contemporary moral landscape.  

The Enlightenment opened the gates for a wider variety of secular moral theories, but in 

doing so eliminated the common ground that allows profitable discussion and 

adjudication between these different theories.  In the absence of common metaethical 

assumptions about the world and ethics’ place in it, debates between hardened proponents 

of different ethical theories were reduced to little more than table-banging reiteration of 

first principles for which no further justification was possible. 

 

4.3.5.  Reassessing the naturalistic fallacy  

 

 These historical considerations provide us with a vantage point from which to 

gain a new perspective on the naturalistic fallacy.  If one accepts the Enlightenment’s 
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non-teleological view of humanity and the wider natural world, then the is-ought problem 

is indeed a profound one; the gap between ‘is’ and ‘ought’ is unbridgeable.
51

  That ‘if’ is 

crucial, however, which takes us, again, back to MacIntyre.  MacIntyre’s discussion of 

the Enlightenment’s revolution in moral philosophy, and in western intellectuals’ 

conception of the natural world more broadly, allows us to see the is-ought problem not 

as a timeless logical truth, but as a manifestation of the particular anti-religious 

worldview of the northern European Enlightenment of which Hume was a central figure.  

And given the numerous difficulties to which the paradigm has given rise – many of 

which were catalogued in Chapters 2 and 3 of this work – it is not an overstatement to say 

that the project has failed.  As such, it is reasonable to look for alternatives.   

 Before examining the alternatives, we should refine the point that the naturalistic 

fallacy is part of a philosophical paradigm that has, by and large, failed to bear fruit.  For 

the naturalistic fallacy is not just some small part of this paradigm, it is the most 

prominent manifestation of how Enlightenment ethics went wrong: the attempt to 

construct a normative project without a teleological foundation.  Teleology has 

normativity “built in”: the proper ends and functions are the ends and functions we 

should undertake in virtue of the sorts of beings that we are.  By contrast, with teleology 

removed our conception of the world, it is not clear where normativity comes from.  

Since, according to the naturalistic fallacy, it cannot come from facts about the world, 

                                         
51

 As noted earlier, factual premises could lead to normative conclusions if supplemented with additional 

premises that link the two.  A premise to the effect that some natural property or state of affairs is (morally) 

good would permit inferences from factual observations about when and how that state is instantiated to 

normative conclusions that we should pursue that state of affairs.  The problem is that argumentation for 

such bridging premises fails for the same reason that argument directly from facts to values is problematic 

in the first place.  One can ask, as Moore did, why this or that natural property or state is, in and of itself, 

good.  And for this there is no non-question-begging answer, at least given the view of the world that 

dominated in Hume’s day, Moore’s day, and our own.  
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some other grounding for normativity must be found.  The result of this search for 

another way to ground ethical prescriptions is, as we saw above, the balkanization of 

moral philosophy, with numerous incompatible and incommensurable theories 

entrenched and talking past one another (MacIntyre, 1981/2007). 

  

4.3.6. The medical analogy 

 

 There is still another concern about the naturalistic fallacy, specifically the 

Humean version that has come to be stated as the maxim that “you cannot derive an 

ought from an is”: even in modern times, this maxim does not actually hold true.  For 

despite what proponents of the fallacy and its associated worldview often claim, there is a 

striking example of an enterprise that has used facts as the basis for normative 

prescriptions, and done so to great success: modern medicine.  Analogies between 

medicine and ethics have long been, and still are, among the strongest arguments in the 

ethical naturalist’s arsenal.   

 The truth of the is-ought maxim is taken for granted by most philosophers, but 

deriving ought from is is exactly what medicine does on a daily basis.  Medical 

practitioners use facts about the state of a person’s body, and about bodies in general, as 

the basis for normative prescriptions about what should be done in terms of medical 

procedures, drug regimens, alterations to the person’s lifestyle, and so on.  This is not an 

incidental feature of medicine, but rather at the core of what medicine does; the 

intertwining of factual and normative is inherent in the enterprise.  Medicine is a practical 

science that has as its goal the improvement or maintenance of (bodily) health. 
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 According to the medical analogy, the enterprise of ethics is, or at least should be, 

analogous to that of medicine.  The only difference is that whereas medicine aims at the 

improvement of bodily health, the goal of ethics is the improvement of mental health (in 

a broad sense).  Even the most avowedly anti-naturalistic philosopher would certainly 

balk if, after performing various tests and other assessments of the state of her body, her 

doctor refused to provide any recommendations or treatments on the grounds that “you 

cannot derive an ought from an is”.  Yet in ethics the maxim usually carries the day, and 

abiding by it is seen not as absurd but as a mark of good judgment.  Why?  Again 

MacIntyre’s historical framework points to the answer.  Medicine, whether we recognize 

it as such or not, is rooted in a teleological or functional understanding of the world.  

Specifically, the concept of health builds in standards for good bodily functioning.  The 

project of medicine then becomes one of comparing our actual state of bodily functioning 

to this ideal and when it falls short (as it almost inevitably does in some way or other) to 

tell us what we should do to more closely approach the ideal. 

 Classical ethics was built on a similar teleological understanding of humanity, 

which provided standards for what good functioning entails.  The project of ethics, like 

that of medicine, was to articulate the specifics of the standards, how we fall short, and 

how to reach a state closer to the standards of good ethical functioning.  But as MacIntyre 

details, in the Enlightenment this functional understanding was abandoned in the case of 

ethics.  The longstanding methodological parallel between ethics and medicine was 

thereby broken; medicine continued to be teleologically oriented, while teleology became 

anathema to ethics. 
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4.3.7. Further remarks on the medical analogy 

 

 Medicine is also an instructive analogy because it is not just, or perhaps even 

primarily, about, say, the hour that you spend at the office of your primary care physician 

for your yearly physical.  It involves putting into practice the things that the doctor 

recommends – healthy diet, adequate exercise, and all those other things that one hears 

about as important to good health.  Being successful at the practices associated with 

health and long life, as anyone who has unsuccessfully tried to lose weight or start an 

exercise regimen can attest, is a matter of routine and habit more than anything else.  But 

health more generally is also a matter of the environment; it is not simply about 

individual choice.  Famously, advances in sanitation and vaccination have played a major 

role in extending lifespan and all but eradicating the threat of certain diseases that were 

once widespread and often fatal.  Environment, and knowledge of how environment 

interacts with individual motivation and choice, is also important in those more mundane 

cases of healthy diet and exercise; going to the grocery store while hungry mysteriously 

results in more junk food ending up in the cart! 

 The medical analogy has, if anything, gained force over time, not because its 

fundamental character has changed – it hasn’t – but because the practice of medicine, and 

the biological sciences upon which it relies, has become so much more successful.  

Where once appeals to medicine might have carried relatively little weight due to the 

scattershot nature of medical practice and the highly incomplete, if not outright incorrect, 

state of medical knowledge, modern medicine is on the whole a remarkably successful 
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enterprise.
52

  Thus the case for modeling ethics on medicine, and therefore on a link 

between normative, functional prescriptions and the descriptive content of our best 

sciences, is stronger than ever. 

 Ironically, then, the intellectual milieu that gave rise to the confused and 

misguided ethics described by MacIntyre also, by giving birth to the modern scientific 

method, has effectively built the ladder out of the hole it dug itself into.  It’s a matter now 

of looking up and seeing that ladder instead of keeping our eyes to the ground and 

continuing to dig.  

 

4.4. Reintroducing teleology to ethics 

 

4.4.1. Returning to our roots  

 

 I follow MacIntyre in the belief that the best remedy for the failure of the 

Enlightenment framework is to restore the classical, teleological paradigm that the 

Enlightenment abandoned.  Taking this path also circumvents the naturalistic fallacy, 

since as discussed in the preceding section the argument itself is rooted in the 

Enlightenment view of nature and its application to ethics.  If one foregoes the 

Enlightenment paradigm, as the classical approach does, the naturalistic fallacy vanishes.  

Whereas on the Enlightenment view there is a chasm between facts and values, on a 
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 The power of modern medicine can be a double-edged sword, of course.  One example, often discussed 

in the philosophy, sociology, and anthropology of medicine, is the rampant “medicalization” of what were 

once seen as behaviors and personality traits that were within the norm or, at the very least, not 

pathological.  Aside from the obvious culprit of avarice on the part of “big pharma” – more patients taking 

one’s new drug means more revenue – medicalization can be seen as a symptom of the biological and 

pharmacological reach of modern medicine exceeding its intellectual and moral grasp on when and to what 

ends they should be deployed.  Other questionable uses of the fruits of medical knowledge, such as the 

proliferation of cosmetic surgery among entertainers and the socially aspirant, as well as performance-

enhancing drugs in athletics, provide further examples of this distinctly modern phenomenon. 
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classical view the teleological framework itself provides the bridge between facts and 

normative prescriptions. 

 At this point, there may be a concern about question-begging, since after spending 

a couple of sections on the naturalistic fallacy I appear to have rejected it simply by 

changing the rules of the game and switching to a paradigm on which it no longer exists.  

This is at first sight a reasonable worry, but it ignores everything that went before in the 

first half of this chapter and the previous two.  If I had simply stipulated that we switch to 

virtue ethics as my sole “argument” against the naturalistic fallacy, this would indeed be 

question-begging in the extreme.   

 But what I have done is to establish that the naturalistic fallacy is a corollary of a 

specific set of assumptions within ethics, and then to argue that the rest of these 

assumptions fail on a variety of grounds.  I have therefore given independent reason to 

reject these assumptions, and with them the naturalistic fallacy and other theses that rest 

uniquely upon them (e.g., the idea that ethical rules should take the form of necessary and 

sufficient conditions for right action).  My rejection of the naturalistic fallacy is therefore 

the culmination of the arguments that I have developed in the last two and a half chapters; 

we simply needed MacIntyre’s work to tie all the pieces of that argument, including the 

true roots of the naturalistic fallacy, together. 

 

4.4.2. Teleology and the status of ethics  

 

 Importantly, the acceptance of a teleological framework permits objective claims 

about an individual’s functioning.  Recall from above MacIntyre’s watch example.  We 
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can objectively say that this watch is a bad watch if it is poor at the primary purposes 

associated with that type of artifact – here, telling time and ornamentation.  If it doesn’t 

have these features, then it isn’t a good watch.  It may be a good bracelet, heirloom, or 

paperweight, but it isn’t a good watch.  This is an objective claim, made using knowledge 

of the function of that type of artifact and observations of the world, for example that this 

watch runs consistently slow or is much too large and uncomfortable to wear for a 

significant length of time.   

 This feature of a teleologically rooted ethics provides us with a response to error 

theorists like Mackie (1977).  While the ontology of Enlightenment ethics – with its 

normatively inert natural world – does indeed make the acceptance of moral realism an 

indefensible act of faith, once ethics is returned to its Aristotelian roots, we can say that 

there are objective facts that make ethical claims truth-evaluable.  The challenge of the 

error theorist is thus no threat to the view of ethics I am proposing.   

 As it happens, the revival of teleology also provides us the resources to respond to 

Moore’s version of the naturalistic fallacy – the view that the property of intrinsic 

goodness cannot be identified with any natural pretty.  Quite simply, on the Aristotelian 

view natural properties are indeed identifiable with the good. Once we permit final causes 

back into our view of the world, we can say that certain properties/states (e.g., 

flourishing, virtue, wisdom, etc.) are objectively good given the kinds of creatures that 

we are.  What we cannot do, though, is identify a singular natural property with the good, 
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since on this functional view of humanity, and of ethics as a whole, there are many 

properties associated with goodness.  The view is, in other words, a pluralistic one.
53

 

 One might argue that there is a tension in my view between advocating science 

based on the Enlightenment method on the one hand and calling for the end to that 

method within ethics on the other.  But in fact this fits with longstanding observations, 

starting with Aristotle himself, about when teleology is and is not appropriate as a 

mechanism for explanation.  There is no inconsistency in conceiving of certain parts of 

the world as being best understood teleologically and others as being best understood 

purely mechanistically.  I will develop this point in Chapter 6, arguing that evolutionary 

biology provides the factual basis necessary to fill in teleological details in a scientifically 

respectable way.  Before that, however, I want to look in more detail at the Aristotelian 

approach to ethics and some standard objections to it.  My assessment of those objections 

will set the stage for the naturalistic, evolutionarily grounded development of Aristotle to 

be sketched in Chapter 6. 
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 The failure to acknowledge such pluralism is among the flaws of utilitarian ethics, which seeks to reduce 

everything to pleasure or pain.  It is on the right track in trying to identify natural properties with goodness, 

but it is too restrictive in how it does so.  Furthermore, because of the Enlightenment framework within 

which it operates, it cannot give any particularly convincing answer to the question of why pleasure and 

pain should be privileged in the way that they are within the theory. 
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Chapter 5 – Aristotle and Virtue Ethics  

 

 

5.1. Introduction and overview 

 

 The last chapter ended with a call to return to the Aristotelian framework that was 

central to western philosophical ethics for most of its pre-Enlightenment existence.  I 

have at various points in the foregoing discussion sketched some features of that 

approach, but it’s now time to fill in the details of the sketch.   

 After a brief overview of Aristotle’s writings and the challenges involved in 

interpreting them, I will describe Aristotle’s approach to ethics and how it fits with his 

broader conception of the natural world and humanity’s place in it.  Continuing to move 

from the general to the specific, I will then illustrate this with an overview of his 

treatment of one particular virtue, courage, from the Nicomachean Ethics (NE).  I will 

also, more briefly still, gesture at his application of his conception of ethics to the city-

state in the Politics. 

 Having presented the basic framework and how Aristotle used it to develop 

accounts of the virtues and their attendant prescriptions for how to live one’s life, I will 

address some common criticisms of Aristotle’s approach to ethics.  Some of these 

criticisms will be seen to have little force in light of the discussion of the previous 

chapters, being based on the untenable methods and unattainable requirements that have 

become entrenched in moral philosophy since the Enlightenment.  Other challenges, 

however, are not so easily dismissed, identifying genuinely undesirable facets of 

Aristotle’s ethics.  I will argue, however, that these problems are not endemic to the 
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framework.  Specifically, the less plausible aspects of Aristotle’s ethics tend to be the 

result the result of the information that Aristotle used to fill in the details of his theory as 

he used the framework to come up with particular ethical prescriptions. 

 This diagnosis of the shortcomings of Aristotle’s virtue ethics motivates my own 

positive proposal, which will be the topic of the sixth and final chapter of this work.  If, 

as I contend, the main problem with Aristotle’s virtue theory was not his general 

conception of ethics, but rather the body of scientific and cultural knowledge on which he 

was drawing in making certain ethical recommendations, then that body of knowledge is 

the obvious thing to target for revision.  Fortunately, our understanding of the world, by 

way of the sciences, has advanced immeasurably since Aristotle’s time.  Just as it would 

be beyond foolish to practice medicine in the early twenty-first century CE using a fourth 

century BCE understanding of biology, so too would it be foolish to restrict ourselves to 

an ancient understanding of the world in practicing ethics.  I therefore suggest that the 

most promising way forward is a synthesis of the Aristotelian account of the goals and 

structure of ethical theory/practice with the information about the world provided by 

modern science.  Such an approach avoids both the difficulties that beset the modern 

principles-based approach to ethics and the criticisms commonly leveled at Aristotle’s 

classical development of eudaimonistic virtue ethics. 

 

5.2. The Aristotelian corpus 

 

5.2.1. Aristotle’s writings and the challenges of interpreting them  
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 Aristotle wrote and lectured on a staggering array of topics.  Indeed, when one 

looks at the Aristotle corpus – including both works that have survived and those that 

have been lost in whole or in part
54

 – it is hard to find a major intellectual subject that 

Aristotle didn’t cover in some way in his inquiries.  More impressive still is that his 

efforts in many of these areas were not mere dabblings, instead proving to be deep and 

seminal contributions whose influence lasted centuries or even millennia.  

 Despite the diversity of topics covered, Aristotle’s works are not independent of 

one another; gaining a good understanding of a given work will typically require at least 

some familiarity with ideas and conclusions from others of Aristotle’s works.  The next 

section seeks to provide an overview of the works of Aristotle and, in broad strokes, 

some of the major putative connections between them.  The qualifier ‘putative’ is 

important, however, for while there are obvious ways in which the ideas from one part of 

the Aristotle’s writings seem like they should connect tidily to those from another when 

one takes a bird’s-eye view of the corpus, the reality is usually somewhat messier once 

one is on the ground.  Those challenges in interpretation of the corpus are the topic of the 

present section. 

 Difficulties in interpretation across a broad corpus are not unique to Aristotle, of 

course.  In the scholarship devoted to any major figure in the history of philosophy – 

                                         
54

 The writings of various Greek, Roman, and medieval scholars include discussions of works attributed to 

Aristotle that do not match up with any of his works that have survived to modern times.  From these 

references, modern scholars have been able to infer the existence of other works that must have been lost in 

the intervening centuries.  In rare cases, the writings discussing the now-missing Aristotle work include 

enough quoted material that a partial reconstruction of the text becomes possible.  (The Protrepticus is one 

such work: see, e.g., Chroust [1964], as well as an ongoing modern reconstruction by Hutchison & 

Johnson, available at http://www.protrepticus.info/.) There are, unsurprisingly, a variety of scholarly 

disagreements over the status of particular works: whether Aristotle really wrote the work in question, 

whether a mentioned work is really a distinct work or simply an already-known work being referred to by a 

different name, and so on. 
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Kant, Plato, Hume, and their ilk – the felicities and infelicities between and within 

particular works are probably the most common topics of discussion and publication.  A 

great deal of work in the history of philosophy consists of trying, in one way or another, 

to reconcile these seeming inconsistencies, and more generally to make sense of ideas 

and passages that are unclear or have problematic implications.   

 Such efforts utilize two primary strategies.  The first is to argue that the received 

interpretation of the relevant passages is in some way deficient, and to offer an alternative 

reading that remedies the problems.  Such an approach presumes, of course, that there is 

genuine consistency, or at least attempted consistency, to be found in the writings in 

question.  The second strategy eschews this assumption, instead explaining the 

problematic passages in terms of evolution in the author’s thoughts on the issue – the 

contradictory passages on a given topic having been written decades apart, for instance.
55

   

 In the case of Aristotle, the second of these strategies is particularly difficult to 

pursue, owing to the fact that we know little, at least with any real certainty or detail, 

about the chronological relationships between his various works.  Indeed, even the 

divisions between (what we now identify as) particular works are not always definite.  

The reason for this is that most of the works of Aristotle were not actually written as 

books and disseminated as such in his lifetime; rather, they were lecture notes compiled 

into manuscript form by his students and other successors after his death (see Crisp’s 

introduction to his translation of the NE [2000]).  

                                         
55

 Another option, of course, is simply to conclude that the inconsistency is due to genuine sloppiness in the 

author’s thinking and/or writing on the matter.  Not surprisingly, devotees of a given historical figure tend 

to be reluctant to go this route.  
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 Unsurprisingly, given Aristotle’s titanic influence on western thought and the 

number of scholars who write about him from his own into the present day, standards for 

demarcation, ordering, and citation of the corpus have been established.  It is important 

not to read too much into such academic expediencies, however.  While the standard 

ways of carving up the Aristotle corpus, or the ways of organizing the books within 

particular works, are not without textual and historical arguments in their favor, they are 

not ironclad, being at best educated guesses. 

 An important consequence of this is that not only are appeals to chronology often 

not available when comparing claims between works, one also cannot generally use the 

order in which claims appear within a given work as evidence for the primacy of one 

claim over another.  To use a case drawn from Aristotle’s ethics, the account virtues in 

Book X of the NE seems to be in tension with his account of the virtues in the prior nine 

Books.  This is a deep and much-discussed issue with Aristotle’s ethics that needs to be 

explained.  But such an explanation cannot be accomplished simply by pointing to Book 

X’s position as the last book in the NE as evidence that its account takes priority or 

somehow follows from the accounts of the preceding nine books.  Such arguments about 

primacy, if they are to succeed, must rest on the content of the Books in question, not on 

appeals to position within the work. 

 There is a final difficulty that warrants mentioning, that of translation.  Aristotle, 

of course, wrote in Greek.  As a result, most people who encounter his writings do so not 

in the original language but in translation.  (This includes not just undergraduates in an 

“Intro. to Aristotle” class but also professional philosophers who do not chiefly work in 

ancient Greek philosophy – myself included!)  Philosophy is exceedingly fortunate to 
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have at its disposal many excellent translations of and commentaries on the works of 

Aristotle done by the foremost scholars in the field.  Unavoidably, however, a translator 

must make difficult choices about how to render particular passages and terms that, for 

instance, are ambiguous or do not have direct counterparts in English (or whatever other 

language the work is being translated to).  Translation, or at least good translation, is not 

a robotic exercise in which one simply goes word by word substituting English (say) for 

Greek; it involves a great deal of thought and knowledge not just about the language in 

question but about the subject matter as well.  All translations, to one degree or another, 

involve not just translating the words but also interpreting the context and content of the 

work in question.  The upshot of this, to put it in slogan form, is that there is no such 

thing as a completely neutral translation.  (Some translations may, of course, stray farther 

from neutrality than others, for instance in the service of some stylistic or interpretive 

agenda.) 

 Echoing a point made above, translation in the case of Aristotle is made still more 

difficult by the gap in cultural context between the man himself and his modern readers.  

Despite the massive intellectual and cultural debt that we owe the ancient Greeks, there is 

a wide gulf between their culture and concepts and our own – a gulf that is often ignored 

or underestimated, with predictably distortive consequences (Williams, 1993, Ch. 1).  It 

is not just that some of the words that Aristotle uses have no direct modern counterpart; 

the concepts themselves and the culture in which those concepts are embedded differ 

substantially as well.  Indeed, the work of Alasdair Macintyre discussed in the previous 

chapter – which describes the disarray that has resulted from carrying on with the moral 

and evaluative language of ancient Greece when divorced from its cultural context – can 
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be seen as an object lesson in the dangers of ignoring such differences between the 

ancient Greek situation and our own.
56

    

 As we will see a bit later on, this difference in cultural context is an issue not just 

for translation and basic comprehension.  It can also have a substantial impact on how we 

evaluate the normative content of virtue ethics and its viability as an ethical theory.  The 

recommendations of Aristotle’s virtue ethics are, in many cases, reflections of the 

particular historical moment in which he lived.  If we do not understand the type of 

project Aristotle was undertaking and its relationship to his cultural situation, we may 

find fault (or merit) where we should not.  One such fault that some critics have found is 

that of ethnocentrism, which has in turn been employed as a sweeping argument against 

the relevance of virtue ethics as a modern-day ethical theory.  I will lay out this criticism 

later in the chapter, before explaining why it does not have the force that it is sometimes 

taken to have. 

 

5.2.2. The corpus  

 

 With the above qualifications in place, we can now look at the layout of the 

corpus itself.
57

  The standard division of Aristotle’s works identifies four categories, 

broadly following the divisions that Aristotle conceived of between different types of 

inquiry.  The division separates the corpus into works of: (1) logic, (2) theoretical 

philosophy, (3) practical philosophy, and (4) productive philosophy.   

                                         
56

 Likewise, as discussed in Chapter 2, for moral language and its antecedents in Christian moral law 

(Anscombe, 1958). 
57

 This section’s discussion of the Aristotle corpus draws principally on an exceedingly useful series of 

handouts from Monte Johnson, and from lectures and discussion in the courses for which those handouts 

were prepared. 
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 The six works collectively referred to as the Organon (“instrument”) comprise 

Aristotle’s logical works.  The works of the Organon do not deal with any particular 

subject matter but instead lay out the tools of deduction and argumentation that are to be 

employed in inquiries into various subject matters.  The most famous accomplishment of 

the Organon is Aristotle’s development of the first system of formal logic; this effort 

comprises the Categories, On Interpretation, and the Prior Analytics.  The logical system 

developed therein – Aristotle’s  syllogistic theory –  remained nearly universally accepted 

and essentially unchanged for more than two millennia, only falling out of favor with the 

advent of modern formal logic in the late nineteenth and early twentieth century.  Also of 

note is the Posterior Analytics, in which Aristotle uses his syllogistic logic as the basis 

for an account of how we obtain knowledge, specifically scientific knowledge.  The 

Topics and On Sophistical Refutations round out the six works of the Organon. 

 The works of theoretical philosophy make up the bulk of the corpus (both in 

number of distinct works and total pages) and are devoted to inquiries into particular 

areas of the natural world.  Among the most important and influential of these is the 

Physics, which is concerned with the motions of bodies both living and non-living, and 

contains Aristotle’s account of the four causes (about which more below).  The 

theoretical works also include Aristotle’s scientific accounts of cosmological (On the 

Heavens) and terrestrial phenomena (Meteorology).  Another important work is De 

Anima (On the Soul), which is the closest thing in the Aristotle corpus to a work of 

psychology, its discussions centered on sensation and the differences in mental faculties 

between humans and other creatures.   
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 A commonly recognized subdivision within Aristotle’s works of theoretical 

philosophy is the biological works.  Calling just these five works “the” biological works 

is somewhat problematic, for as just noted others of Aristotle’s theoretical works, such as 

the Physics and De Anima, deal in significant ways with aspects of living creatures.  

Nevertheless, the five traditionally recognized biological works are as follows: the 

History of Animals, Parts of Animals, Motion of Animals, Progression of Animals, and 

Generation of Animals.  As in many other areas, Aristotle’s biological works represent 

one of the first systematic attempts to study the relevant subject matter.  His inquiries 

were extensive, covering animal anatomy and physiology (Parts), locomotion (Motion, 

Progression), and reproduction (Generation), with many of the examples discussed being 

the products of his own detailed observations of the natural world. 

 The works of practical philosophy are Aristotle’s ethical and political writings. 

Whereas the works of theoretical philosophy are concerned with obtaining knowledge for 

its own sake, the practical works seek to apply this knowledge to questions of practical 

importance to human life.  Chief among these questions is what a good life consists of.  

Providing an answer to this question is one of the chief projects of the Nicomachean 

Ethics, and of the earlier Eudemian Ethics (EE), which develop an account of human 

flourishing in terms of different domains of human excellence – the virtues.
58

  This 

framework is extended to the city-state in the Politics. 

 

5.3. Aristotle’s ethics  

  

                                         
58

 This is one case where the chronology is relatively uncontroversial, as the organization and content of the 

NE (which overlaps substantially with the EE but contains passages and books not found in the latter) 

strongly point to it being a more developed version of ideas first set forth in the EE. 
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5.3.1.  Final causes and proper functions  

 

 The key idea undergirding Aristotle’s ethical inquiries is that of a final cause, or 

telos.  A final cause is the ultimate goal/purpose for which something exists or for which 

some action is done; it is obtained for its own sake and not for the sake of some further 

goal.  This idea, originally articulated in Aristotle’s theoretical works (specifically, the 

Physics and Metaphysics), is applied to living organisms in the biological works 

(Johnson, 2005).  The basic idea here is that the various parts/workings of the organism 

can be understood in relation to the organism’s proper end or function.  The proper end of 

a plant, for instance, is “a life of nourishment and growth” (NE, 1097b-1098a), and we 

can understand its parts and activities (to the extent that plants have “activities”) in terms 

of the way that they further that end.  The roots of a tree allow it to obtain water and 

nutrients from the soil, while the growth of its branches upwards and outwards allows 

access to sunlight.  This is just one example; similar teleological analysis can be applied 

to animals and their parts/activities, and even to humans. 

 This leads us to the discussion in the NE itself, the starting point of which is the 

question: What is the ultimate good for humans?  In Chapter 2 of Book I, Aristotle 

observes that, whatever exactly it is, the ultimate good must be something that is not 

sought for the sake of any further good: 

So if what is done has some end that we want for its own sake, and everything else we 

want is for the sake of this end; and if we do not choose everything for the sake of 

something else (because this would lead to an infinite progression, making our desire 

fruitless and vain), then clearly this will be the good, indeed the chief good. (1094a) 

 

He then considers, in Chapters 3 through 6, various possibilities for what this ultimate 

good might be, drawing both on philosophical and common opinion.  The main 
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possibilities countenanced are the life of: pleasure, honor, intellectual pursuit, and virtue.  

Each of these, Aristotle acknowledges, is indeed something that we pursue for its own 

sake, but it fails to be complete – not lacking for anything.  This completeness Aristotle 

takes to be a necessary requirement of the ultimate good, saying that “the chief good 

manifestly is something complete.  So if there is only one end that is complete, this will 

be what we are looking for, and if there are several of them, the most complete” (1097a). 

 What could meet this standard of being “complete without qualification” (1097a)?  

Aristotle suggests that it – the ultimate good – is eudaimonia – typically translated as 

‘happiness’ or ‘flourishing’: 

Happiness in particular is believed to be complete without qualification, since we always 

choose it for itself and never for the sake of anything else.  Honour, pleasure, intellect, 

and every virtue we do indeed choose for themselves (since we would choose each of 

them even if they had no good effects), but we choose them also for the sake of 

happiness, on the assumption that through them we shall live a life of happiness; whereas 

happiness no one chooses for the sake of any of these, nor indeed for the sake of anything 

else. (1097a-b) 

 

As mentioned briefly in Chapter 3 (note 35), it’s important to keep in mind that the sense 

of ‘happiness’ at work here is that of a general state of well-being, rather than a positive 

mental state (what Aristotle calls “pleasure”).  Thus, while Crisp prefers ‘happiness’ in 

the translation quoted above, I think that ‘flourishing’, or simply the Greek word itself, is 

preferable since it’s less prone to misinterpretation. 

 Of course, saying that flourishing is the chief good is not by itself particularly 

informative, since it seems to be more or less built into the meaning of the term – a point 

Aristotle is quick to acknowledge (1097b).  The real work comes in explaining what 

exactly human flourishing consists of, and it is here that the notion of proper 

functioning/activity, discussed at some length in the previous chapter, comes to the fore: 
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It is possible that we might achieve [a specific understanding of the nature of 

eudaimonia] if we grasp the characteristic activity of a human being. For just as the good 

– the doing well – of a flute-player, a sculptor or any practitioner of a skill, or generally 

whatever has some characteristic activity or action, is thought to lie in its characteristic 

activity, so the same would seem to be true of a human being, if indeed he has a 

characteristic activity. (1097b) 

 

This characteristic activity, if it is indeed to be characteristic, must be something that is 

unique to humans.  It must be something above and beyond the life of nourishment and 

growth of plants or mere sentience of other animals (1097b-1098a).  What might this be?  

Aristotle’s answer is that what makes humans unique is our capacity for reason, and this 

in turn is intimately linked with virtue; thus, the characteristic activity of human beings – 

and with it eudaimonia – is activity of the soul in accordance with virtue (1098a). 

 If this account is correct, the chief task of ethics will be to specify what virtue 

consists of – or, given that there are likely multiple virtues, what each of these virtues 

consist of.  This will involve identifying domains that are important to human life and 

describing what constitutes proper functioning in those domains.  To take the analogy to 

skills that Aristotle often draws on, proper function for a lyre player is not just to play his 

instrument but to play it well (1098a).  Similarly, the virtue of courage (for instance) will 

deal with the actions, motivations, feelings, and so forth that are appropriate in battle.   

Furthermore, an adequate ethical account will provide guidance on how to achieve 

particular virtues, although this will be in no small part a matter of the broader 

environment in which the young are raised – a task more the domain of politics than of 

ethics proper. 

 

5.3.2. Clarifying the nature of eudaimonia, virtue, and ethical theory  
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  This is all rather abstract and will be made clearer when illustrated through an 

examination of the virtue of courage in the next section.  Before that, however, it’s worth 

looking at some important general points that Aristotle makes concerning both the nature 

of the good and the nature of ethical theory. 

 The first point to note is that flourishing is something that is achieved (or not 

achieved) and judged over an entire lifetime.  An hour or day or week of activity in 

accordance with the virtues does not constitute achievement of eudaimonia if it is not part 

of a much larger pattern of such activity – a pattern stretching over years or decades.  As 

Aristotle famously remarks, “one swallow does not make a summer, nor one day.  

Neither does one day or a short time make someone blessed and happy” (1098a).   

 One important consequence of this is that a person who for the vast bulk of his 

life is not particularly virtuous, or even perhaps is vicious, is not considered eudaimon if 

he breaks from this pattern and acts virtuously for a short time.  We can praise those 

particular actions as virtuous, of course (assuming they do indeed meet the requirements 

of having been done for the right reason, etc.), but we cannot label him eudaimon.  An 

equally important consequence of a whole-life conception of eudaimonia is that it avoids 

holding an otherwise virtuous person to the near-impossible requirement that she must 

never misstep lest she irrevocably lose her status as eudaimon.  Deviations from what is 

ideally virtuous that are rare and minor do not keep one from eudaimonia if all the rest of 

a person’s activity over the course of a lifetime is in accordance with virtue.
59

 

                                         
59

 Many such small failings, or one great failing, could indeed prevent one from being eudaimon.  This is 

particularly so if the acts are the direct result of one’s own actions.  More difficult are situations where a 

disgrace befalls a virtuous individual through sheer bad luck or through the actions of others over whom the 

virtuous person has no control – Aristotle cites the case of Priam as one such example (1100a). 
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 A second important point is that eudaimonia consists of activity rather than a mere 

passive state of being (1098b-1099a).  Having the capacity for virtue but not exercising is 

not enough to make one eudaimon, since this does not bring about any of the good 

products that come with the exercise of virtue (1099a).  Using the examples of skills 

discussed earlier, we might say that a sculptor who has great talent but never sculpts 

anything, or a virtuoso flute player who never plays anything, is not a good sculptor or 

flute-player in the Aristotelian, functional sense, for this requires not just the possession 

but the use of the skill.  Aristotle himself, meanwhile, illustrates this point about through 

an analogy to athletic competition: 

As in the Olympic Games it is not the most attractive and the strongest who are crowned, 

but those who compete (since it is from this group that winners come), so in life it is 

those who act rightly who will attain what is noble and good. (1099a) 

 

This also ties in with the motivational structure of eudaimonia, since if a person is truly 

good, she will find the activity in accordance with virtue to be pleasant, not a chore 

(1099a).  Here, too, the analogy holds well to skill in crafts, music, athletics, and the like; 

those who are most successful, and most admired, tend to be the ones who genuinely 

enjoy what they are doing. (Watch or read a journalistic profile of a prominent athlete, 

and you will almost inevitably find effusive praise for her/his “passion for the game”!) 

 Thirdly, activity is key to how we acquire virtues in the first place, for as Aristotle 

emphasizes we are not born with particular virtues but instead acquire them through 

experience/habituation.
60

  Just as skill – and eventually excellence – is gained in domains 

such as crafts, music, and athletics through repeatedly performing the activities 

characteristic of those domains, so too it is with ethics: “we become just by doing just 
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 Specifically, Aristotle says that “virtues arise in us neither by nature nor contrary to nature, but nature 

gives us the capacity to acquire them, and completion comes through habituation” (1103a). 
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actions, temperate by temperate actions, and courageous by courageous actions” (1103a-

b).
61

 

 A third point, especially crucial when comparing Aristotle’s ethics to modern 

theories, concerns the nature of ethical theory itself.  In setting out his framework in 

Book I, Aristotle reminds us that ethics, as a practical science, will not have the degree of 

precision found in theoretical sciences such as mathematics: 

Our account will be adequate if its clarity is in line with the subject-matter, because the 

same degree of precision is not to be sought in all discussions, any more than in works of 

craftsmanship… [I]t is the mark of an educated person to look in each area for only that 

degree of accuracy that the nature of the subject permits.  Accepting from a 

mathematician claims that are mere probabilities seems rather like demanding logical 

proofs from a rhetorician. (1094b) 

 

A similar remark comes in Book II, where Aristotle reminds us that ethical rules cannot 

take the place of good case-by-case judgment: 

Since the general account [of what is good] lacks precision, the account at the level of 

particulars is even less precise. For they do not come under any skill or set of rules: 

agents must always look at what is appropriate in each case as it happens, as do doctors 

and navigators. (1104a) 

 

All of this, of course, fits quite well with the critiques of modern principles-based ethics 

in earlier chapters of the present work.  It is, in fact, quite remarkable that the modern 

project gained as much traction as it did given that its faults were more or less anticipated 

and highlighted by Aristotle two and a half millennia ago. 

 Finally, no discussion of Aristotle’s ethics would be complete without some 

mention of the doctrine of the mean.  The doctrine of the mean holds that each virtue is a 

                                         
61

 This Aristotelian picture of moral development accords well with the findings in empirical moral 

psychology discussed in Chapter 2, in which habituation and “training up” of our affective systems through 

social learning is the driving force behind the capacity for moral action and judgment.  By contrast, most 

modern moral theories, with their rationalistic, principles-based view of moral judgment and the general 

neglect of moral development, don’t match up very well with modern moral psychology. For discussion of 

this point and its possible implications for our assessments of moral theories, see Casebeer (2003b), as well 

as Casebeer & Churchland (2003). 
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mean between deficiency and excess.  The virtue of courage, for example, is a mean 

between the vices of cowardice (fearing everything and never confronting danger) and 

rashness (fearing nothing and always confronting danger, no matter the odds) (1104a).  I 

mention the doctrine of the mean for the sake of completeness, but as I’ll discuss at the 

end of the chapter, I think that it is one of the aspects of Aristotle’s theory that we should 

not be too attached to.   

 

5.3.3. A sample virtue: courage 

 

 Aristotle’s ethical theory is best laid out not just in the abstract, as I have been 

doing so far, but by examination of his account of a particular virtue.  I have chosen the 

virtue of courage for this purpose because it clearly illustrates a number of important 

features of Aristotle’s ethics, both positive and negative.  On the positive side, it shows us 

the way in which action, motivation, feeling, and so forth interact in producing virtuous 

action; it also provides us with a case (as mentioned above) where the doctrine of the 

mean does seem to apply.  On the negative side, it is a virtue that, more clearly than most, 

opens up Aristotle’s ethics to the charge of parochialism or ethnocentrism – the idea 

being that the virtues are not actually ethical universals but instead merely a reflection of 

the particular set of values dominant in the time and place (fourth century BCE Athens) 

in which Aristotle lived. 

 Courage is concerned with feelings of fear and confidence, particularly in battle 

(1115a).  Courage is best understood in the context of battle, Aristotle contends, because 

battle, unlike some other things that are fearful (e.g., death from illness or natural 
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disaster), allows for the possibility of “sturdy resistance or a noble death” (1115b).  

Courage, then, concerns situations in which the individual has some agency (e.g., can 

choose how to comport himself, such as fighting or fleeing) and in which there is 

nobility/honor in the cause (e.g., defending his city). 

 A naïve view of courage may simply take it to be the absence of fear; the 

courageous person, on this view, is the one who never feels fear no matter the 

circumstances.  Aristotle is quick to dismiss this, however, for courage is a matter of 

being confident and fearful about things as the particular situation dictates: 

[T]he courageous person is the one who endures and fears – and likewise is confident 

about – the right things, for the right reason, in the right way, and at the right time; for the 

courageous person feels and acts with the merits of the case, and as reason requires. 

(1115b) 

 

The coward, then, is the person who fears everything and lacks in confidence (1115b-

1116a) and flees even though doing so is shameful (1116a).  The rash person, meanwhile, 

fears nothing and has an excess of confidence (1115b), even when the circumstances are 

such that he should not.  This nicely fits the schema in which virtue is the mean between 

excess and deficiency:  

The coward, the rash person, and the courageous, then, are all concerned with the same 

things, but are in different states in relation to them; the first two exceed and fall short, 

while the state of the courageous person is intermediate and right. (1116a). 

 

 Furthermore, courage is not just a matter of having confidence when the situation 

clearly favors your side, or when you have had a great deal of time to prepare yourself for 

battle.  Rather, the truly courageous person is one who stands firm even when the 

situation is not clearly in his favor
62

 or in situations where his courage is called upon 

                                         
62

 Assuming the usual caveats about right time, right place, and so forth.  For example, in the case of 

fighting against far greater numbers, the assumption is that it is honorable and/or militarily advantageous to 

continue to resist – as in a case where continuing to fight (and most likely dying) will give time for 
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unexpectedly.  This is what Aristotle has in mind when he remarks that mercenaries are, 

despite what one might think, generally not courageous: they stand firm only when 

numbers/equipment favor them, and are quick to run when these are not in their favor, 

since their motivation to fight is money rather than honor or the desire to protect their 

home (1116b).  Likewise, courage in unexpected situations is a better mark who is 

actually courageous since “it comes more from his state of his character, because less 

from preparation” (1117a). 

 Courage, then, illustrates the key points about flourishing and virtue that were 

discussed in more abstract terms in earlier sections.  The virtue of courage is part of 

flourishing, for it is concerned with what constitutes excellence in an important domain 

of human functioning – in this case, how one responds to danger, particularly mortal 

danger in battle.  In keeping with Aristotle’s remarks about the precision that is possible 

in ethics, the precise features of courage, let alone the precise action that would be 

courageous in a given situation, cannot be specified a priori.  Being courageous is not a 

matter of feeling a certain amount of fear or confidence in every situation, nor is it a 

matter of always acting a certain way.  Rather, these are things that must be judged on a 

case-by-case basis; the right amount of fear in one situation will be too much or too little 

in another, and the right course of action in one case (e.g., attacking) will be the wrong 

one in another.  There is no rule or formula for how to feel or act – for example, making 

fear/confidence or attacking/defending a function of relative numbers of allies to enemies 

– since the complexities of individual situations (e.g., equipment, morale, defenses, 

                                                                                                                         
reinforcements to arrive.  The person who continues to fight even when there is no honor or military 

advantage to be gained is more likely rash than courageous. 



175 

 

 

 

terrain) will always resist any such invariant formulation.  Rather, the only way to 

become courageous, and to acquire the capacities for judgment and action associated with 

it, is through experience. 

 

5.4. Criticisms of virtue ethics  

 

5.4.1. An overlooked theory 

 

 Despite its rich content and history, virtue ethics is something of an also-ran in 

modern moral philosophy.  To be sure, the approach has had articulate champions, but 

they have been few in number compared to those working in other ethical traditions.  

Martha Nussbaum and Rosalind Hursthouse (e.g., 1999) are two that come to mind 

working in present-day normative ethics, while G.E.M. Anscombe and Philippa Foot 

made seminal contributions to the so-called “revival” of virtue ethics in the middle part of 

the twentieth century.  Beyond figures such as these who do work falling under the 

banner of normative ethics, there are many other experts in ancient Greek and Roman 

philosophy whose work touches on virtue ethics, and the broader philosophical 

framework(s) in which it emerged and flourished, in a variety of ways. 

 All of this is to say that we do not live in some dystopia in which all knowledge of 

virtue ethics has been lost to the ages; it has a nontrivial presence in philosophy in the 

ways just described.  However, most moral philosophers and moral philosophical writing 

focuses on the other two major types of theory, deontology and consequentialism, and the 
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issues that arise within those frameworks.
63

  While virtue ethics’ importance in the 

history of philosophy is acknowledged, it is by and large not viewed as a serious 

contender as an approach to normative ethics.   

 If, as I have argued, a return to virtue ethics is the way out of many of the 

quagmires of contemporary ethics, the path for this return must be cleared by 

understanding and addressing the objections that have caused many philosophers sees 

virtue ethics as a non-contender.  Mirroring the way in which I addressed objections to 

naturalized ethics in the previous chapter, I hope to show that the core objections to virtue 

ethics rely on assumptions about ethical theory and methodology that are no longer 

tenable given what we saw in Chapters 2 and 3.  With their foundational assumptions 

undermined, the objections themselves likewise collapse. 

  

5.4.2. Vagueness/lack of a decision procedure 

 

 Perhaps the single biggest objection to virtue ethics, particularly when presented 

alongside more modern theories, is that it is too vague in its prescriptions.  Unlike its 

more recent competitors, it does not provide a set of criteria that (supposedly) permits us 

to precisely determine the overall moral status of any action that we wish to evaluate.  In 

the case of individual virtues, we do have some degree of substantive guidance, since the 

theory provides us with accounts of the actions, feelings, and so forth associated with 

particular virtues or their absence.  For example, a man who is overcome with fear and 

                                         
63

 As discussed in chapter 2 in the context of Parfit’s Triple Theory, contractualism also has a significant 

place in academic moral philosophy.  However, despite its attractions as a social and political theory, it is 

less than clear that contractualism can function as a stand-alone moral theory in the way that deontology or 

consequentialism does. 
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runs from battle is probably cowardly rather than courageous (e.g., NE, 1115a-b) .  

Likewise, a woman who willingly – indeed, happily – donates substantial sums (relative 

to her level of wealth) to worthy causes probably possesses the virtue of generosity (e.g., 

NE, 1119b-1120b).  But even here, the criteria are not totally precise – hence the qualifier 

‘probably’.   

 Moreover, and getting more to the heart of the vagueness criticism, these 

standards for particular virtues do not give us a unified standard for whether an action is 

morally right all things considered.  The courses of action that would be in keeping with 

particular virtues may sometimes conflict with one another.  For example, my loyalty to a 

friend who has confessed a crime to me in confidence may conflict with my commitment 

to justice.  Pursuit of intellectual virtue – a life of philosophical inquiry – will entail some 

degree of sacrifice in one’s political engagement and interpersonal relationships, as well 

as the foregoing of more monetarily lucrative careers that would leave one with greater 

wealth to spend in accord with the virtues of magnificence (for which great wealth is 

required) and generosity.
64

  The closest that virtue theory comes to a general standard for 

the right action in a particular situation is that it is what the (fully) virtuous person would 

do.  I’ll argue below that such appeals to moral exemplars/ideals are actually more 

helpful than they initially appear, but nevertheless they are a far cry from the sort of 

definite criteria and decision procedures that have come to be expected of moral theories. 

 We can therefore see what is meant by the charge that virtue theory does not “tell 

us what to do” in the seemingly precise way that a consequentialist or deontological 

                                         
64

 As Aristotle (NE, 1120b) emphasizes, generosity is a matter of the proportion of one’s wealth rather than 

the absolute amount: “what is generous depends not on the amount given, but on the state of the giver, and 

this is relative to his property”.  Nevertheless, having more wealth would allow one to do greater good, in 

absolute terms, through exercise of the virtue of generosity. 



178 

 

 

 

theory promises to do.  If the goal of moral theory is to give us precise criteria for 

right/wrong – of the sort that can, at least in principle, be used as a decision procedure – 

then virtue theory’s lack of such criteria does indeed constitute a mark against it.  (This is 

so even if, as utilitarians have acknowledged at least since the time of Mill [1863], it may 

not be practical or even desirable to carry out the procedure every time one faces a 

choice.  What is important is that there is a definite procedure, and with it a definite 

answer, in the offing.) 

 However, the charge rests on too narrow a view of what moral theory must be like 

– specifically, on a view that principles for right action are the only form that an adequate 

moral theory can take.  Aristotelian virtue theory’s structure is fundamentally different 

from that of its modern rivals.  Its unit of analysis is the person rather than the action, and 

its stock in trade is habits and feelings and dispositions rather than law-like principles of 

the sort that could be turned into a decision procedure.   

 One could, of course, respond to this challenge by attempting to devise a version 

of virtue theory that does yield a decision procedure (for such an attempt, see Hursthouse, 

1999).  But this concession to the modern conception of ethical theory would be a 

mistake.  As discussed in Chapter 3, the promise of a decision procedure, particularly one 

that amounts to providing necessary and sufficient conditions for right action, is a false 

one: because of the way that our concepts are structured, it is impossible to come up with 

conditions that sharply demarcate the category of morally right actions.  The criticism 

that virtue theory does not, for any given situation, provide a decision procedure for 

determining the status of various possibilities for actions therefore rests on comparison to 

a standard that is quite simply unattainable.  We might, in a play on a common 
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philosophical maxim, say that “ought implies can” for theoretical desiderata as well as for 

persons.  The claim that virtue theory, or any other moral theory, ought to provide a 

decision procedure that (correctly) tells us what to do in any given situation plainly fails 

that test, for that is something that no theory can do.  It is the modern framework for 

moral theories, not the virtue theoretic framework, that is flawed and must change. 

 

5.4.3. Not a genuine “moral” theory (the scope objection ) 

 

 Another concern is that virtue ethics is not really a “moral” theory at all.  There 

are two closely related ways of cashing out this concern.  The first, which I’ll discuss in 

this section, is that virtue ethics casts its net too widely, encompassing not just “real” 

moral matters but also matters that are better conceived as practical or prudential.  The 

second, which I’ll discuss in the next section, is that virtue ethics is egoistic – concerned 

with furthering the good of the individual who is the consumer of its prescriptions, rather 

than some good that is independent of the individual. 

 There is no denying that the ethical sphere picked out by Aristotelian virtue 

theory is far broader than that picked out by modern theories such as deontology and 

consequentialism.  For Aristotle, ethics encompasses essentially all facets of one’s life, 

including one’s management/use of wealth (generosity, magnificence), close personal 

relationships (friendship), disposition toward things that are pleasant (temperance), 

development of intellectual faculties (the life of contemplation), and matters of obligation 

and distribution (justice).  In contrast, modern theories are essentially just concerned with 

the last of these – matters of what we can and cannot justly do to others.  So stark is this 
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difference that Williams uses “morality” (and its cognates), as opposed to “ethics” (and 

its cognates), to refer to the peculiarly modern body of assumptions and theories that 

have come to define modern philosophical thinking about how we should act.  While I 

won’t follow Williams in making this linguistic distinction, it is symbolic of how far 

modern theories have diverged from ancient ones. 

 A hallmark of this modern philosophical thinking is an ever-more-constrictive 

conception of what counts as moral, as opposed to practical or prudential.  More 

specifically, moral philosophical theories have come to focus almost exclusively on 

matters of benefit/harm to others.  This shift, like so much else, can be traced back to the 

classic statements of utilitarianism and deontology by Mill and Kant.  Such 

considerations are obviously at the fore in utilitarianism, where the moral status of an 

action is exclusively a matter of the balance of benefit/harm that the action brings about.  

Even in deontology, however, it figures prominently.  This is particularly so with Kant’s 

second formulation of the categorical imperative, which admonishes us to treat others as 

ends in themselves and never as mere means.  While this could in principle apply to cases 

where we use other people as a means to their own good, in practice it is chiefly an 

admonition against using others in ways that are harmful to them but beneficial to us.   

 This narrowing of the ethical domain is, in turn, symptomatic of the shift in the 

questions ethics is concerned with.  The question philosophers are asking has been 

narrowed from “How should I live?” or “What sort of person should I be?” to “What 

should I choose in a given situation?”  The former two formulations are characteristic of 

the ancient approach to moral questions, while the latter is characteristic of the modern 

morality.  In the narrow sense in which “morality” has come to be used, perhaps virtue 
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theory does not count as a “moral” theory.  But if, as I have argued – building on work in 

cognitive science and on the seminal contributions of Williams and MacIntyre – the 

approach characteristic of modern moral philosophy is fundamentally flawed, then saying 

that virtue ethics is not a moral theory is no criticism; it may if anything be taken as a 

compliment. 

 Put less glibly, and continuing a theme that will run throughout these responses to 

criticisms of virtue theory, the real issue is not whether virtue ethics differs from modern 

ethical theory, but instead whether this difference is actually grounds for criticism.  And 

this turns on an evaluation of the relative merits of the paradigms for ethical theorizing 

themselves – the individual-centered virtue theoretic approach on the one hand, the 

action-centered modern approach on the other.  As discussed in earlier chapters, the focus 

on what makes actions morally right could indeed be defensible if it were possible to 

come up with a very precise account of what gives actions this status.  But since we can’t, 

there is nothing to recommend an action-centric approach to ethics above and beyond one 

that focuses on the individual, since at the end of the day choices about the status of 

particular actions will have to be made, by individuals, on a case-by-case basis.  If 

anything, then, this augurs in favor of the individual-centered approach, since, with its 

focus on development and experience, it will better equip us to make decisions when they 

come up – in contrast to the way in which development and experience are marginalized 

in favor of principles in modern theories. 

 Once one makes the shift to an individual-centered moral theory, there is no 

principled reason to confine moral considerations to issues of harms, benefits, and rights, 

since there is much else to a person’s life and development than these things.  
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Furthermore, a person whose development focused only on issues of harms, benefits, and 

rights would be ill-equipped to make decisions even when such cases do come up, since 

she would be unable to appreciate much of what is humanly important about the situation 

– the value of close personal relationships (friendship), how to deal appropriately and 

moderately with things that are pleasant (temperance), and so forth.  There is thus a 

compelling case for broad individual development, and a correspondingly broad 

conception of the ethical domain, even if one thinks – wrongly, in my view – that all that 

ultimately matters is the choices people make on narrowly defined matters of 

harms/benefits/rights. 

 

5.4.4. Egoism 

 

 Another line of attack against virtue theory’s status as a “true” moral theory is the 

suggestion that it is egoistic – that its concern with the good of the individual is 

incompatible with what a moral theory should do.  There is truth in the first part, of 

course.  Virtue theory’s fundamental unit of analysis is the individual (and her abilities, 

dispositions, etc.), and its focus is on what constitutes the good life for that individual.  

What needs to be questioned is the second part, the contention that the good life for the 

individual is distinct from what is morally right. 

 Most of the response below has been covered in the previous section, so I will be 

relatively brief.  The first point to note is that the egoism objection, like the scope 

objection, presumes the conception of morality that came to dominate in and after the 

Enlightenment, in which actions rather than individuals are the proper units of analysis 
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for moral theory.  The question of whether this is a legitimate objection therefore turns on 

whether that conception of morality is a viable one.  As I’ve argued, it is not. 

 The real question, then, is not whether a focus on defining and promoting 

individual excellence is properly moral or not.  Rather, it is whether the individual-level 

focus of virtue ethics entails the sorts of behaviors and attitudes that give the label 

‘egoism’ its pejorative force – namely, a focus on individual self-interest at the expense 

(or at least exclusion) of the interests of others.  And here the answer is plainly negative.  

There is nothing in the sorts of virtues set out by Aristotle that makes them incompatible 

with the good of others; my being virtuous does not prevent you from being virtuous as 

well, and in fact if we are friends may even improve our joint capacity for virtuous and 

noble action (NE, 1155a).  Indeed, according to Aristotle, the most complete form of 

friendship is that between two virtuous individuals (NE, 1156b). 

 Furthermore, as the example of friendship suggests, many of the major virtues are 

directly concerned with how one relates to and promotes the well-being of others.  In 

addition to friendship, the virtues of generosity/magnificence and, especially, justice rule 

out the pursuit of one’s own pleasure or gain at the expense of other persons.  The 

concern for honor/dishonor that the virtuous person possesses will likewise prevent her 

from performing questionable actions for personal gain. 

 The upshot of this is that the charge of egoism, no matter how it is formulated, 

does nothing to undermine virtue ethics.  Virtue ethics is egoistic in the minimal sense of 

being individual-centric.  However, there is nothing by itself pernicious about this, and 

indeed much to recommend it given the profound issues with action-centric ethical 
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theories (see previous chapters).  And virtue ethics simply is not egoistic in the more 

substantive sense of pursuing one’s self-interest at the expense of others. 

 

5.4.5. Ethnocentrism 

 

 Next the catalogue of pejorative “isms” that have been aimed at virtue ethics is 

ethnocentrism.  As briefly mentioned in the earlier discussion of courage, the charge here 

is that the ethical theory of Aristotle is a parochial one, ensconcing in its ethical theory 

the values and social system of fourth century BCE Greece, and more specifically 

Athens.   

 Why is ethnocentrism so undesirable in a philosophical ethical theory?  To 

understand this, we must look back at the standard paradigm for modern moral 

philosophy laid out in Chapter 1 and critiqued in subsequent chapters.  Universality and 

objectivity are two of the chief desiderata of moral theories, and while deontology and 

consequentialism have rather different ways of satisfying these desiderata, they are 

equally committed to them.  By contrast, a theory that is ethnocentric – that privileges the 

values of a particular culture – finds itself on the horns of a dilemma.  One horn, if the 

theory concedes that its recommendations only apply to the particular time and place in 

question, is the failure to satisfy the requirements of universality and objectivity.  The 

other, if it tries to claim that these culturally rooted values apply universally, is the naked 

implausibility of the claim that all cultures, across all times and places, should for some 

reason follow the values of this particular culture.   
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 If this dilemma sounds familiar, it is because it is one that I have suggested that 

modern moral philosophy itself actually faces as a result of its methods and assumptions.  

First, as discussed in this chapter and the previous one, it privileges a view of ethical 

theory that emerged from the northern European Enlightenment, and continues to be 

propagated by the Anglophone philosophical tradition that has carried the Enlightenment 

ethical project into the present day.  This is done to the exclusion of the older virtue 

theoretic view of ethics, to say nothing of Eastern ethical traditions that, with a few 

exceptions such as Owen Flanagan (e.g., 2011), have few advocates in modern moral 

philosophy.  Second, as mentioned in the discussion of experimental philosophy in 

Chapter 3, it takes the moral intuitions and concepts of an very small, affluent, and highly 

educated sector of western society and takes them to constitute universal moral truths.  

 The claim of modern ethical theories to have transcended parochial worldviews is 

thus mere pretension; their proponents have simply done a better job of hiding this fact 

than Aristotle did.  However, while identifying the latent parochialism in modern moral 

theories does raise interesting questions about whether an ethical theory can ever truly 

transcend the intellectual and cultural values of the society in which it originated, it 

doesn’t fully acquit Aristotelian ethics of the charge of ethnocentrism.  I thus have two 

further lines of response to the claim that Aristotelian ethics is ethnocentric.  The 

common theme in both of these responses will be that while the charge of ethnocentrism 

is a fair one, the conclusions drawn about the viability of virtue ethics from it are not. 

 Aristotle’s ethical and political writings are indeed deeply intertwined with the 

culture of his time.  While some aspects of Aristotle’s philosophy have aged quite well, 

others, such as his views on slavery in the Politics, plainly have not.  An instructive 
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example here is Aristotle’s identification of courage – specifically the sort of physical 

courage that one exercises in battle – as an important virtue.  That Aristotle would be 

interested in courage is no surprise given the period in which he lived.  The quarrelsome 

relationships between the Greek city-states frequently erupted into conflict, and on top of 

that Greece found itself both pursuing imperial ambitions and attempting to thwart 

encroachments from other imperial powers.  With conflict frequent, it is unsurprising that 

comporting oneself well in battle came to be highly valued, and that Aristotle’s account 

of the virtues would find a place for it.  By contrast, courage in the face of significant 

physical threats is less often called upon in developed nations in the modern world.  For 

one thing, technology has rendered warfare a much more impersonal affair.  Front-line 

soldiers in the middle of a firefight have the opportunity to exercise much the same sort 

of courage as did soldiers of Aristotle’s day armed with swords, spears javelins, and the 

like.  However, courage as Aristotle conceived it has a much less prominent role when 

combat involves launching cruise missiles from a ship or piloting a drone over 

Afghanistan via satellite from the safety of a Nevada airbase.  Furthermore, most modern 

developed nations have professional, all-volunteer armies, and do not require military 

service from their citizens.  As such, even in times when the military is called into large-

scale action – the United States’ invasions of Afghanistan and Iraq as part of the “war on 

terror”, to take two twenty-first century examples – the chances that the average citizen 

will be called upon to fight, let alone find himself or herself on the front lines, is quite 

small. 

 There is no getting around the fact that some of Aristotle’s virtues, such as those 

dealing with valor in battle and with attitudes toward/pursuit of honor (see Book IV, 
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Chapters 3-4), are rather specific to his culture.  But focusing exclusively on these virtues 

leaves out others that stand the test of time far better.  The virtue of friendship, for 

example is surely as important today as it was in Aristotle’s time.  While the particular 

nature of close family and friend relationships may differ somewhat depending on social 

organization, their importance transcends time and place.  Likewise for virtues of 

temperance, justice, and generosity.  As with friendship, the particular modes of 

expression may vary, but they will plausibly have some place in a good human life 

regardless of time and place. 

 This is one line of response, but I think there is an even better one available.  The 

basic idea is that the charge of ethnocentrism fails to distinguish the ethical framework of 

Aristotle from the specific content that he filled in.  Seen from this angle, Aristotle’s 

ethics is not the only or final version of virtue ethics; rather, it is just one possible 

development of a virtue ethical theory, in this case a version tailored to the specific 

values and social conditions of fourth century BCE Greece. 

 

5.4.6. Distinguishing between framework and content  

  

 The distinction between framework and content allows us to make sense of why 

the first three criticisms of virtue ethics discussed above are easily dismissed, while the 

fourth, the ethnocentrism objection, does have some weight to it.  The objections that fail 

to persuade do so because they are criticizing the framework of virtue ethics, when in fact 

this has much to recommend it given the failings of the standard paradigm in modern 

moral philosophy.  By contrast, the ethnocentrism concern, at least insofar as it applies to 
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Aristotle’s theory, applies to the content of the view, in this case the use of the values of 

ancient Greece for a moral theory.   

 The framework-content distinction also allows us to identify and remedy a further 

undesirable facet of Aristotle’s theory, the outdated naturalistic picture of the world upon 

which it is based.  Aristotle, for all that he got right, didn’t have access to a modern 

scientific picture of the mind, particularly one that benefitted from the insights of 

contemporary psychology and neuroscience.  More important still, the conception of 

teleology/function that provides the foundation of his account was unable to benefit from 

the theory of evolution by natural selection, which Darwin (and, independently, Wallace), 

would not formulate until the middle part of the nineteenth century CE. 

 My suggestion, then, is that in developing a modern Aristotelian theory, we 

should preserve the basic framework but replace the factual basis of fourth century BCE 

Greece with a modern scientific one.  The basic framework of virtue ethics I take to be 

captured in the following three features: (1) a teleological conception of goodness as 

proper (human) functioning; (2) a view of the scope of the ethical domain as comprising 

all aspects of this functioning; (3) the implementation of this proper functioning 

consisting in the development and exercise of the right sorts of habits and dispositions.  

By itself, this framework gives us no recommendations about what we should do, what 

sort of lives we should live, and other traditional ethical questions.  It is only when 

wedded to naturalistic content that it comes to have force and precision.   

 Hence the second part of the proposal, which draws on evolutionary biology, as 

well as empirical neuroscience and psychology, to examine the question of what 

constitutes proper human functioning and how best to achieve it.  This is a massive 
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undertaking, but in the next chapter I sketch what its foundations, as well as a couple of 

naturalistically grounded virtues, would look like. 
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Chapter 6 – Naturalizing Aristotle 

 

 

6.1. Evolutionary biology as a basis for teleology  

 

6.1.1. Introduction: the medical analogy revisited 

 

 The medical analogy, recall, holds that just as there are objective standards for 

good bodily functioning, so too are there objective standards for what constitutes good 

functioning in cognition/behavior/social life.  The former is the realm of medicine; the 

latter of ethics.  In medicine, we look at the functioning of particular organs and other 

bodily systems against the backdrop of the function they evolved to serve and then use 

this to pronounce on whether they are (and will continue) serving that function well and, 

if not, how to improve said functioning.  If a man has an arterial blockage, this constitutes 

poor functioning because it is preventing a key function of the heart and circulatory 

system from being achieved.  We may then undertake surgical interventions to try 

address the problem and return the body to something approaching proper functioning.  

Importantly, all of this ultimately depends on the sorts of creatures that we are as a result 

of evolution; if we didn’t have circulatory systems, or if they were vestigial structures 

that no longer serve a function, then their proper functioning would be of no particular 

concern.  More proximately, the details of what constitutes proper functioning will 

depend on detailed anatomical and biological investigation; some variations (e.g., person-

to-person differences in heart size) may be functionally harmless, while others (e.g., 

atrophy of the heart muscle) may be functionally crucial. 
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 So too it is for cognition and behavior in the case of ethics.  We can look at 

cognitive and behavioral domains that are important given the sorts of evolved creatures 

that we are, and then use that, as well as more detailed study provided by neuroscience, 

psychology, and other fields in the social and cognitive sciences, to produce accounts of 

what constitutes proper functioning in those domains.  This, in turn, will allow us to come 

up with recommendations for the sort of environment that is most conducive to achieving 

this proper functioning, in the same way that medical professionals tell us of the 

importance of healthy diet and exercise, the dangers of environmental hazards such as 

secondhand smoke, and the like. 

 The taxonomy of these functional domains will be a relatively rough one – our 

lives are not neatly compartmentalized.  But as I will discuss in more detail in later 

sections, comparative examination of other species, particularly other group-living 

mammals, can shed light on what domains are of particular functional significance to 

humans.  Before that, however, I want to address some possible misconceptions about the 

use of evolutionary biology as the basis for teleology. 

 

6.1.2. What evolutionary teleology is not 

 

 One misconception about rooting teleology in evolutionary biology is that this 

will leave us with a very impoverished account of what is ethically important, and thus 

what a good life consists in.  The worry here is that since functional explanations 

appealing to evolution by natural selection are ultimately grounded in the way in which 

particular bodily and behavioral traits further survival and reproduction, these will have 
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to be the ultimate goals of ethics as well.  Thus, we could end up with an ethical theory 

that says we should spend all our days eating and mating inside safe, comfortable 

shelters.  While this might sound quite appealing to some, it’s not really what most 

philosophers, myself included, want out of an ethical theory. 

 Fortunately, this worry is misguided, for it takes a far too narrow view of what 

evolved biology can tell us about function.  At a very basic level, yes, we can say 

evolution by natural selection is ultimately a matter of which genes are most successfully 

replicated – although even this is a good deal more complicated than some individuals 

outcompeting others for mates, food, and other resources.
65

  But this isn’t particularly 

informative as an account of function, both for us as ethicists and for evolutionary 

biologists themselves.  There is much else that has adaptive, functional significance 

beyond merely finding shelter, food, and mates.  This is particularly so for group-living 

species like Homo sapiens, where our interactions with other members of our species are 

central to life. 

 The analogy to medicine and bodily health is, once more, instructive here.  

Someone who merely has the capacity to survive and reproduce is not necessarily a 

paradigm of good bodily health.  Particularly given modern medical technology, we can 

imagine all sorts of bizarre cases in which these basic functions are divorced from any 

reasonable standard of health.  For example, a woman in a persistent vegetative state 

(say, as a result of massive cranial trauma in an automobile accident) may still be kept 

alive, and may even be able to reproduce if she has an ovum extracted, fertilized in vitro, 
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 For good, accessible overviews of modern evolutionary theory – including ideas such as gene-level 

selection, kin selection, reciprocal altruism, and evolutionarily stable (behavioral) strategies – see Dennett 

(1995) as well as Dawkins (1976, 1986). 
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and implanted in a surrogate mother to carry to term.  This is a very extreme case, but 

there are plenty of others – individuals in chronic pain, bed-ridden by disease, unable to 

physically exert themselves due to extreme malnutrition or obesity, and so forth – that are 

more common.  The key point here is that while such individuals may have the very basic 

capacity for survival and reproduction, their bodily state is such that they are not able, 

even if they want to, to engage in and enjoy a full range of activities (social, athletic, etc.) 

that are part of human life.  

 So too with mental/behavioral functioning in ethics.  In modern society, it is 

possible – for example as a result of being born into an extremely wealthy family – for a 

person to have material comfort, numerous offspring, and a long life without having to 

develop any cognitive/behavioral capacities of note.  But as with the medical/health 

examples above, we would not say that this is a good life anything close to it.  All of this, 

then, points to the need for a finer-grained – but still evolutionarily based, in a way to be 

developed in the next section –  understanding of what constitutes proper functioning and 

a good life. 

 One other concern worth discussing is that an ethics grounded in notions of 

evolutionary function could fall into unwarranted adaptationist thinking – that we could, 

in Gould and Lewontin’s (1979) memorable phrase, end up telling evolutionary “just-so 

stories” in which every aspect of our biology and behavior, no matter how minor, has 

adaptive significance.  Concerns about unjustified adaptationism are indeed worth 

keeping in mind whenever one is appealing to evolution in explaining some part of the 

biological world.  But as will become apparent in the following section, they are not a 

worry for the sort of evolutionary account I’ll be appealing to.  The sorts of 
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cognitive/behavioral domains that I’ll be concerned with are broad ones that are 

uncontroversial in their adaptive importance.  Furthermore, the functional significance of 

these domains will not be established just from evolutionary considerations; they will 

also be corroborated using neuroscientific and psychological findings. 

 

6.1.3. A multi-level framework for naturalized virtues  

 

 The foundation of a naturalized Aristotelian virtue ethics is the identification of 

domains of thought and action that have broad importance given human biology and 

social organization.  Having identified such domains, we will develop accounts of what 

good functioning in them will look like.  As mentioned at the end of the previous section, 

the account, while rooted in evolutionary considerations, will in fact be multi-level, with 

each level of findings, at least in the case of the most central virtues, reinforcing the 

others.  The three levels are as follows: 

 1. Evolutionary (general adaptationist considerations, comparative biology, etc.) 

 2. Neurobiological (esp. evolved neurobiology) 

 3. Social/behavioral (esp. psychology, but also including sociology, anthropology, 

etc.) 

Strong rationales/support for the importance of a domain at each of these levels helps 

assure us that we have picked out a genuinely important domain of human functioning. 

 The core virtues will be those that are strongly supported at all three of these 

levels.  These are the virtues – the aspects of human functioning – that will be important 

regardless of the particular time/place in which one lives.  I will, in the next section, 
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sketch how this would work for two candidate virtues: control of thought/action (similar 

to Aristotle’s virtue of temperance) and close personal relationships (similar to Aristotle’s 

virtue of friendship).
66

  The particular social structures and meanings within which these 

virtues are embedded and expressed may of course vary to some degree from one culture 

to the next; the conception of friendship or familial bonds, and its means of expression, 

will be somewhat different in modern American society as compared to ancient Persian 

society, for example.  But for individuals to flourish, there must be substantive means for 

forming and expressing such bonds.  Thus, the account of functioning allows us to assess 

not just individual lives, but also societies, for a society that does not allow for, or 

actively prevents, the development and maintenance of excellence in these important 

domains of human function is by definition an inadequate one.
67

 

 Importantly, this approach to identifying core virtues doesn’t exclude us from 

acknowledging virtues – domains of human excellence and importance – that are more 

time- and place-specific.  These virtues will be ones that are principally identifiable at the 

third (social/behavioral) level; they will not, in other words, be corroborated strongly by 

evolutionary or neural considerations.
68

  In this way, while the core work of a naturalized 
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 I mention the parallels to Aristotelian virtues to highlight the fact that some of the virtues he describes 

are, contra the ethnocentrism objection discussed in the previous chapter, do turn out to be rooted in deep 

features of our biology/psychology and are not specific to the cultural values of ancient Greek society.  I 

can’t stress enough, however, that the virtues of a naturalized Aristotelian ethics come directly from an 

examination of the relevant sciences and the functional domains they pick out; they are not arrived at by 

going out and cherrypicking scientific evidence that supports particular virtues posited by Aristotle.  As a 

result, this approach may yield some virtues that Aristotle did not recognize and, conversely, will almost 

certainly, eliminate as “core” virtues some that he did (e.g., courage). 
67

 This point echoes not just Aristotle’s own views on the relationship between the state and individual 

flourishing in the Politics and the NE, but also the prominent Aristotlian strand in the “capabilities 

approach” to development economics pioneered by Amartya Sen (e.g., 1979, 1985) and Martha Nussbaum 

(e.g., 1988, 1992, 2000). 
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 Such behaviors will, of course, have a neural basis, but it will not be an evolutionarily conserved one 

(i.e., one which serves similar functions in other species). 



196 

 

 

 

virtue ethics will be on the more universal aspects of human functioning, there is room 

within the framework for a nontrivial social constructivist element.   

 One important caveat here is that putative society-specific “virtues” will not 

actually qualify as such if they preclude or otherwise interfere with the development and 

exercise of core virtues.  Admitting a constructivist element into the view does not, 

therefore, commit us to accepting norms and practices of particular societies that are 

directly contrary to the flourishing of its members or some subset thereof (e.g., women, 

racial and religious minorities).  In this way, while the view is pluralistic in that it allows 

for a nontrivial degree of societal difference, it avoids the unpalatable consequences 

associated with full-blown (normative) moral relativism, in which we have to 

acknowledge slavery, honor killings, and the like as acceptable modes of existence 

simply because they are, or have historically been, part of the values of certain 

societies.
69

 

 

6.1.4. Two sample virtues: control and close relationships  

 

 Now that I’ve laid out the general framework, I want to very briefly sketch how it 

leads us to two core virtues: (1) control and (2) close personal relationships.  Each of 

these picks out areas of functioning that are very important to human beings, and each 

garners support at all three of the levels described in the previous section. 

                                         
69

 Nussbaum (2000), working within her Aristotelian version of the capabilities approach (see note 67), 

makes a similar point regarding how the capabilities approach should deal with societies that limit the 

rights and opportunities afforded to women. 
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 Start with control, which can be roughly defined as the ability to appropriately 

respond to stimuli in one’s environment.
70

  A central part of the functioning of any 

organism is the ability to adaptively guide behavior – indeed, this is the fundamental 

function that our complex brains and nervous systems evolved to serve.  Control is a 

more complex matter than it may initially seem, however, for it entails toeing a line 

between being too responsive to one’s environment (i.e., insufficiently responsive to 

internal states such as goals, hunger, thirst, etc.) and not responsive enough to one’s 

environment (i.e., too beholden to internal states).  It is therefore likely that the capacity 

to balance these factors – environmental (including aspects of the social environment) 

and internal – co-evolved (Dennett, 2003; Baumeister, 2005; Suhler & Churchland, 

2009). 

 The functional importance of control is also suggested by evidence at the neural 

and psychological/behavioral levels.  The prefrontal cortex, for instance, is central to 

neural circuits that subserve control functions in both rodents (e.g., Dalley et al., 2003) 

and in humans (see Diamond, 2013, for a review).  Such comparative work supports the 

general evolutionary argument for the importance of control mentioned in the previous 

paragraph.  A more specific line of neural evidence for the importance of control 

functions comes from the lab of Adam Aron.  Aron and colleagues, drawing on both 

nonhuman work and human imaging studies from their own and other labs, propose a 

frontal cortex-basal ganglia circuit for inhibitory control (see, e.g., Aron et al., 2007; 

Aron & Poldrack, 2006).  At the psychological/behavioral level, meanwhile, performance 
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 The present discussion of control draws on an earlier paper, Suhler & Churchland (2009). 
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on a basic inhibitory control task in early childhood is a remarkably powerful predictor of 

later life outcomes (e.g., Mischel et al., 1989; Shoda et al., 1990). 

 A similar multi-level case can be made for the importance of close personal 

relationships.  Humans, as has been noted at least since the time of Aristotle, are social 

creatures, and our social relationships with others form a central part of our lives (Hrdy, 

2009).  The evolutionary significance of this is supported by looking at other mammals, 

particularly our fellow group-living primates, for whom navigating the world of 

conspecifics is at least as important to survival and reproduction as navigating the 

physical world of food, shelter, predators, and the like (see Sapolsky, 2001, for a vivid 

and accessible discussion of baboon social life). Particularly for mammals, however, all 

social relationships are not created equal; relationships with offspring (who are extremely 

dependent on maternal care in the early part of their lives) are of particular significance 

(Carter, 2014; Hrdy, 2009), as are relationships with mates in those mammalian species, 

including humans, that form long-term pair bonds (Carter, 2003).   

 The significance of these relationships is strongly supported at the neural level by 

research on the neuropeptides oxytocin and vasopressin (for reviews, see Carter et al., 

2008; Carter, 2014).  These peptides are highly conserved across species (Donaldson & 

Young, 2008) and have in mammals become central to social behavior (Goodson et al., 

2012).  In the case of oxytocin, the behaviors are those of attachment and bonding 

(Carter, 2014; Churchland, 2011).  Once these social bonds are established, they (and 

their absence) can have profound effects on behavior.  Research on prairie voles, which 

are similar to humans in their oxytocin-mediated formation of long-term social bonds, 

has been particularly illuminating in this respect (Carter et al., 1995).  For instance, this 
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work has demonstrated the importance of social relationships for regulation of emotion 

and adaptive responsiveness to stressors (Grippo et al., 2007, 2009).  As for 

psychological/behavioral evidence, researchers have long observed a link between 

individuals’ personal relationships/support networks and health (e.g., House et al., 1988; 

Franks et al., 1992; Umberson & Montez, 2010), as well as between such relationships 

and reported happiness (e.g., Lucas & Dyrenforth, 2006; Powdthavee, 2008). 

 I cannot emphasize enough that the foregoing are just the most cursory accounts 

of these areas as domains of good human functioning.  A full account, in addition to 

identifying other domains beyond the two discussed, would delve into the relevant 

evolutionary histories and experimental literatures in far greater depth, and would come 

up with more precise recommendations for the cognitive and behavioral traits, as well as 

the developmental environments, associated with good functioning in the domains picked 

out.  Even in their very limited present form, however, I hope that the examples of 

control and close relationships are sufficient to illustrate the general approach on offer, 

and with it the merits of using modern science as the basis for an account of good human 

functioning, and thus a good human life.  
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