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Abstract

Developing experimental and computational tools for sequence-census assays

by

Akshay Tambe

Doctor of Philosophy in Molecular and Cell Biology

University of California, Berkeley

Professor Lior Pachter, Co-chair

Professor Jennifer Doudna, Co-chair

Genomic data has revolutionized biology. The related development of high-throughput
DNA sequencers has had a major impact on this, as the DNA sequencing platforms are
widely adaptable to a number of assays that measure aspects of biology that are increasingly
unrelated to the problem for which they were built: to understand the content of a genome.
Such experiments, termed sequence-census assays, leverage the power of these machines
to yield high throughput digital information about a molecular sample. Although there
is large variability within these assays, there are main themes to the structure of these
experiments: they encode molecular information into a sequencable format by performing
a limited set of molecular biology operations on a pool of nucleic acids, then they read out
this information by sequencing, and finally decode the sequenced message computationally.
Importantly, during this process the computational decoding and experimental encoding
of this information are coupled, and as such both ’wet’ and ’dry’ parts of an assay must
be designed and treated together. In this thesis I explore these aspects of sequence-census
assays, and their application to biologically unrelated, but computationally similar problems,
ranging from CRISPR biology to single-cell sequencing.
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Chapter 1

Introduction

High-throughput DNA sequencers have revolutionized molecular biology. On an abstract
level, these machines take molecules of DNA as an input, and output digital information.
Importantly, the throughput of a DNA sequencer allows it to be used as a counter: each
unique sequence in a sequencing assay can be viewed as a distinct event, and the high
throughput of the sequencer enables it to quantify robust count statistics for a very large
number of objects (Wold and Myers 2008, Shendure and Ji 2008).

The simplest and most popular embodiment of this concept is RNA-seq. In an RNA-seq
experiment, RNAs are converted to cDNAs, fragmented, and sequenced (Mortazavi et al.
2008). The sequenced reads are then associated with transcripts (from a known transcrip-
tome) to learn the relative abundances of each transcript. In this experiment, each transcript
can be thought of as a separate countable object and the sequenced reads yield an estimate
of the relative abundance of each.

However, sequencers have been exploited to decoder a large number of seemingly unre-
lated biochemical measurements of increasing experimental complexity. Here, I attempt to
summarize the design principles behind these assays, and highlight how they exploit a small
set of operations that manipulate molecules in both chemical and sequence space simultane-
ously. Then I will very briefly introduce some of the common computational challenges that
arise in such experiments.

1.1 How [some] high-throughput DNA sequencers

work

High-throughput DNA sequencers use a number of enzymatic steps to convert molecular
information contained in DNA molecules into a digital signal (Shendure and Ji 2008, Metzker
2010). The first step is to amplify the DNA molecular signal via a modified PCR reaction.
Importantly, this PCR reaction constrains the diffusion of the amplified DNA molecules
so that the amplified products from any given molecule all cluster together. There are a
number of related reactions techniques that generate the same clustered DNA produces;
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one example is bridge PCR. In this process, molecules are amplified using primers that are
covalently attached to a glass surface. As such, after primer extension the newly synthesized
strands cannot freely diffuse away. In order to be PCR amplified the molecules must instead
bend down and re-anneal with the surface-immobilized primers. As the distance where such
re-hybridization can occur is constrained by the physical length of the amplicon, bridge PCR
ensures that amplified products are spatially constrained around the template from which
the were copied. Because of this, several molecules (of different sequence) can be bridge
PCR amplified at once, so long as the clusters produced are sparse enough that they do not
interfere with each other (Shendure and Ji 2008, Metzker 2010).

The next step is to read out the base content of each cluster. To do this clustered
molecules are linearly amplified using chemically modified dNTP monomers. The dNTPs
this reaction contains a dual-purpose chemical tag that serves as both a reversible 3’-OH
protecting group as well as a fluorescent dye (Sanger, Nicklen, and Coulson 1977). The
specific fluoropore differs for each of the four nucleobases allowing them to be distinguished
optically while 3’ protecting group a polymerase can only add one nucleobase at a time.
Thus in the initial reaction, one fluorophore-protected dNTP is incorporated per molecule,
resulting in a cluster whose fluorescence is determined by its first nucleotide (Bentley et al.
2008). Imaging the clusters records this information. The clusters are then deprotected,
freeing their 3’ ends for further amplification and removing the fluorescent group. The
process of extension (with fluorescent dNTPs), imaging, and deprotection are then repeated
several times. Importantly, in this process, the content of any individual cluster does not
affect the flow cycle. As a result, a very large number of clusters may be placed on in a flow
cell and subjected to the same flow cycle. The imaging step records or converts molecular
information to a digital signal.

Other factors also limit the amount and quality of the data produced by a DNA sequencer.
Because of physical constraints imposed by DNA bending that is required for bridge PCR
amplification, the size of molecules strongly affects cluster formation, with molecules of 500
- 1000bp being most efficient (Dijk, Jaszczyszyn, and Thermes 2014, Pinto and Raskin 2012,
Linnarsson 2010). Additionally, during sequencing, inefficiencies in 3’ deprotection result
in a length-dependent decay of sequence-dependent fluorescent signal, and an increase in
background fluorescence. This limits the length of the sequenced region to about 500bp
from the primer binding site. Several clusters can be imaged at once, and this is only limited
by the camera. Practically this limit is approximately one billion clusters.

As the read-length limits of sequencing by synthesis depends on the distance of the
sequenced base to the primer, one way to circumvent this issue is to is to use multiple
sequencing primers per read. In paired-end sequencing, a separate sequencing reaction is
performed from each of two (different) primers on each end of the clustered molecules.
This results in two separate sets of reads that are associated with each other, effectively
doubling the amount of sequenced information (Fullwood et al. 2009, Ruan and Wei 2010).
It is important to note that paired-end reads do not necessarily sequence the entire of the
clustered molecule; if the length of the clustered molecule is longer than twice that of each
sequenced region, some portion of the molecule will not be sequenced (Fullwood et al. 2009,
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Ruan and Wei 2010).
In many experimental contexts, it is desirable to add metadata tags to the target reads, in

order to provide additional information such as experimental condition, or replicate number.
In the most common implementations, tags are of the form of short fixed sequences (typically
10mers) that are artificially synthesized (Kozarewa and Turner 2011, Conesa et al. 2016,
Jabara et al. 2011, Tin et al. 2015, Girardot et al. 2016). Each read may contain multiple
tags, enabling the reads to be associated with a larger amount of information. However as
the tags themselves are nucleotides that must be sequenced, sequencing the tags comes at
the expense of sequencing the target library itself. As such, there is a trade off between
sequencing metadata tags, and sequencing the target library itself.

When using this barcoding strategy, the experimenter prepares a lookup table mapping
each tag sequence to experimental condition (etc.) and when performing the experiment
ensures that specific samples are associated with the appropriate sequencing tag. When
tagging molecules in this way, it is critical to ensure that the tag does not interfere with
the sequence of the insert itself. Because of this, the metadata tags are separated from the
target data by fixed artificial insulation sequences. In some cases, these insulation sequences
themselves can be used as sequencing primer binding sites, providing the insulating property
while avoiding having to sequene a large amount of ’junk’ insulation sequence. In order
for a molecule to be sequenced, it must be able to undergo bridge PCR amplification, and
sequencing-by-synthesis. Thus the minimal construct consists of two separate but constant
primer-binding sites (whose sequences are determined by the immobilized primers for bridge
PCR) separated by a variable insert that is to be sequenced. In practice, the primers used
for SBS are distinct from those used for cluster generation, so each flanking constant region
is actually split up into two separate primer binding regions: one for cluster generation, and
a separate one for sequencing. These two regions can be separated by optional metadata
tags (Shendure and Ji 2008).

1.2 Introduction to sequence census assays

When designing an experiment that leverages the power of DNA sequencers as a count-
ing machine, the experimenter must be aware of these technical details, as they determine
whether or not an experiment will be successful. However, there are further steps that an
sequence-census experiment must undergo before it can be sequenced. The first step in a
sequence census experiment is identifying how to use nucleic acid counting to make the mea-
surement. This step invokes a diverse set of chemical and biological operations that exploit
the fact that DNA and RNA molecules are both molecular entities capable of undergoing
chemical reactions as well as a means to store more abstract information. Thus, sequence
census experiments exploit a biochemical reaction that permanently modifies the target nu-
cleic acids in a way that can be detected by a DNA sequencer. Although there are many
different reactions that can do this, there are some common themes, and a sequence census
experiment is built by combining several of the molecular operations described here.
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Figure 1.1: Molecular operations that encode information into sequence space. A survey of
common experimental workflows that record molecular events in a way that can be decoded
by sequencing followed by computational deconvolution. Specific experimental protocols
may incorporate several operations at once; this is depicted by grey arrows.

One simple way to encode information into DNA molecules is to manipulate where a read
starts or stops. Typically this involves cleaving the parent molecule at a specific site and
ligating a sequencing adaptor onto the site of cleavage. There are a number of chemical and
enzymatic processes that can ensure context-dependent cleavage of DNA or RNA, based on
RNA secondary or tertiary structure (Kielpinski and Vinther 2014, Kertesz et al. 2010, Wan
et al. 2014, DNA structure, Buenrostro et al. 2013), RNA or DNA protein occupancy (Visel
et al. 2009, Kharchenko, Tolstorukov, and Park 2008) among many others. One approach to
highlight is tagmentation, which exploits the the Tn5 transposase to fragment dsDNA and
append adaptors to the site of fragmentation in one step (Buenrostro et al. 2013).

A similar approach encodes sites of chemical modifications on nucleic acids through poly-
merase drop-off. Chemical marks are used in combination with specific reaction conditions to
cause a polymerase to preferentially terminate synthesis (Spitale et al. 2015a, Rouskin et al.
2013, Ding et al. 2014, Lucks et al. 2011b, Talkish et al. 2014, Hector et al. 2014, Carlile et al.
2014). These fragments are then sequenced by appending a sequencing adatptor onto the site
of drop-off. The chemical adducts that cause this drop-off are sometimes native epigenetic
or epitranscriptomic modifications (Chambers et al. 2015, Incarnato et al. 2017); however in
many cases the chemical modification of the DNA or RNA appends a bulkier group onto an
existing chemical moiety to increase its size, enabling a more robust drop-off signal (Carlile
et al. 2014, Talkish et al. 2014). The most popular applications of this approach include
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detecting proteins bound to DNA or RNA (often facilitated by crosslinking) (Knig et al.
2010, Nostrand et al. 2016, Rhee and Pugh 2012); however other more complicated methods
exist such as SHAPE seq (Lucks et al. 2011b), which encodes RNA secondary structure as
a sequencable signal, by chemically modifying unpaired nucleotides. In such experiments as
the polymerase is responsible to the chemical marks, the specific enzyme, and its reaction
conditions, used in these assays is critical. Additionally, as a read can only contain informa-
tion about one drop-off event, this strategy is relatively information-poor when compared to
experiments where multiple events can be recorded per read.

Some biochemical processes can convert specific nucleobases into others. When se-
quenced, these events manifest as single-nucleotide mismatches in an alignment. If this
conversion is done selectively, the subset of mutated sites can be used to infer the frequency
of certain events. Importantly, as a single read may contain several mismatches per align-
ment, this approach can encode more information per read than the approaches outlined
above. However one constraint that limits the amount of information that can be encoded
into a single read is alignment: reads with increasing numbers of mismatches can be difficult
or impossible to align. One common assay that employs this technique is bisulfite sequenc-
ing, which detects an epigenetic mark, cytosine methylation, in genomes (Gu et al. 2011).
The experiment relies on the cysteine deamination reaction catalyzed vy sodium bisulfite,
which converts unmethylated deoxycytosine to deoxyuracil. As uracil bases are read out
by polymerases as thymines, bisulfite treatment followed by sequencing encodes the sites of
unmethylated cytosines as C-to-T mutations, and the sites of methylation can be readily
identified as unmodified cytosines. A less controllable implementation of a similar informa-
tion encoding is seen in SHAPE-MaP and DMS-MaP assays (Homan et al. 2014a, Zubradt
et al. 2017, Siegfried et al. 2014). Like the SHAPE-seq experiment, in these experiments,
solvent accessible and unpaired positions on an RNA molecule are chemically labelled by
a bulky 2’ adduct. However in the MaP approach the positions of these adducts encoded
as mutations, by exploiting reverse transcriptases that have a significantly higher error rate
at these modified sites. As a result when the reverse transcriptase encounters a modified
site, it puts in a random nucleotide, resulting in a mismatch. A similar tactic is used in
the Par-Clip assay (Hafner et al. 2010), which uses a reverse transcriptase to encode sites
crosslinked sites of the photolabile base analog 4-thio-uridine as T-to-C mutations.

Selective ligation involves combining multiple distinct DNA or RNA molecules with each
other to get a single longer sequence. The most common application of this technique is
to add primer binding-sites to certain sequences enabling their selective PCR amplification.
Sequences can be selected based on the chemical identity of their 5’ and/or 3’ ends, nucleotide
composition at their ends, or proximity to other molecules. In some assays, multiple reads can
be associated with each other, either by directly ligating them to form a concatamer, such as
in Hi-C (Rao et al. 2014), or by appending the same barcode sequence to multiple fragments,
and associating the sequences together computationally, such as with many single-cell assays.
Because the data from these experiments is typically a pair-wise map of interactions, such
datasets often paint a rich, high dimensional picture that one-dimensional datasets (based
on fragmentation or drop-off) cannot. However the methods that underlie these experiments
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are often more complicated and have lower yield than a related one-dimensional dataset.
This operation is of particular interest for single-cell genomics, as a typical method to group
molecules that arise from the same cell is to ligate a common barcode to each.

One operation that repeatedly arises in sequence census experiments is selective enrich-
ment. Many steps that can encode molecular information into nucleic acids have low effi-
ciency, so in order to avoid sequencing a large number of unmodified molecules, it is useful
to be able to enrich for the modified molecules. The methods vary depending on the specific
mark being enriched for, but some examples include antibody affinity purification (Knig et
al. 2010, Nostrand et al. 2016), selective biotinylation (and subsequent affinity purification)
of a chemical probe (Spitale et al. 2015a, Poulsen et al. 2015), and selective PCR amplifica-
tion for a subset of sequences (Gu et al. 2016). Selective PCR amplification is often used in
conjunction with selective ligation to exponentially amplify specific molecules. Alternately,
selective PCR may be used to deplete sequences instead. An especially common applica-
tion of this is to remove highly abundant ribosomal RNA (rRNA) from other transcriptome
sequencing libraries.

To quantitively count events, it is essential to control for non-uniformity in PCR am-
plification. Non-uniform PCR amplification refers to the propensity for some molecules to
amplify at a faster rate than others, and due to the exponential nature of PCR, this can
result in a wide divergence between pre-amplification and post-amplification counts. Fur-
thermore this often occurs when amplifying a pool of molecules with a large range of sizes
or variation in nucleotide content, and as such presents a real problem when preparing a
sequence census library. In addition to this, the ambiguity as to whether two reads with
the same sequence represent two observations of different template molecules,or PCR copies
of the same template can be exacerbated when the read start and stop sites are biased.
As read stop / start sites are a typical mode of encoding information into sequence-census
experiments, this situation frequently arises in sequence census experiments.
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Figure 1.2:
Associating groups of reads with sequence barcodes. Top: Spatially grouped molecules can
be associated with each other by appending the same barcode sequence onto each. Bottom:

Indistinguishable molecules can be accurately counted despite PCR non-uniformity by
appending a short randomized unique molecular barcode.

However this problem can be fixed experimentally by using unique molecular identifiers
(UMIs), which are short completely random sequences that are appended onto each molecule
of the target library (Jabara et al. 2011, Girardot et al. 2016). Importantly these randomers
are added before PCR amplification, and excess randomers are depeleted before amplifica-
tion. As such different copies of the same sequence will likely get tagged with a different UMI
sequence, such events can be readily disambiguated. It is important to note here that UMI
must be sufficiently long to be able to distinguish between the number of otherwise indistin-
guishable template molecules present. Additionally, UMIs are often flanked by fixed, known
adapter sequences to facilitate their identification in the context of a potentially unknown
target sequence.

Unlike the previous tools that operate at the molecular level, compartmentalization en-
ables information to be recorded in large groups of molecules (Macosko et al. 2015a, Klein
and Macosko 2017, ). The principle behind this is simple: identify and isolate a group of
molecules, and then use selective ligation to append the same barcode tag to all molecules
in the group. Experimentally carrying this out can be non-trivial, and there are two major
approaches. True compartmentalization places physical barriers between different groups
of molecules, and is typically carried out by droplet or valve microfluidics. Barcodes, or
combinations of barcodes are then added to each compartment separately to distinguish the
molecules. In contrast, virtual compartmentalization relies on no physical barriers to sep-
arate different grouings of molecules (Adey et al. 2014). Instead molecules are physically
associated with each other, either by employing covalent crosslinkers or non-covalent but
tight molecular association. These molecular entities are then labeled by combinatorial bar-
coding. Briefly, this process involves separating the sample into a small number of separate
compartments, adding a short barcode, and pooling the contents of each compartment. This
process is then repeated a number of times. As the molecules in a given group are tightly
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associated with each other they do not separate during this split and pool barcoding. As
such each molecule group gets a unique combination of barcodes.

An illustrative example of how these parts fit together to produce a sequence-census
experiment comes from the Clip-seq family of experiments. These experiments identify the
sequences that are bound by a protein of interest, by crosslinking a mixture of proteins and
RNAs (often in live cells), isolating the protein-bound RNAs, and sequencing the bound
RNAs. Each Clip-seq variant encodes the specific site of protein binding differently: the
iClip protocol causes polymerase drop-off at the crosslinked base (Knig et al. 2010), the
eClip protocol uses nucleases to cleave the RNA at sites that are not directly bound by
the protein, leaving a tight footprint (Nostrand et al. 2016), and the Par-Clip protocol
uses chemically tagged RNAs (typically using 4-thio-uridine) that cause crosslinked Ts to
be sequenced as Cs (Hafner et al. 2010). Furthermore, the hpClip method uses proximity
ligation to combine detecting the sequence motifs of protein binding with an assay of the
secondary structure (Sugimoto et al. 2015).

  5' NNNNNNNNNNGCTAAGATCGGAAGANNNNNNNNNNNNNNNNNNN
               ||||||| |||||||
  3'           CGATTCTTGCCTTCT

Toeprint

Footprint

Internal 
mutation

  5' NNNNNNNNNNGCTAAGATCGGAAGANNNNNNNNNNNNNNNNNNN
               |||||    ||||||
  3'           CGATT    CCTTCT
               CGATT    CCTTCT
               CGATT    
               CGATT    
               CGATT    

Relative
enrichment

Depletion

Figure 1.3: Molecular operations in sequence space manifest as features in a sequence align-
ment. Top: information encoded at the level of a single read. Bottom: information encoded
at the level of groups of reads.

In this thesis I will explore experimental and computational aspects of using these tools



9

to build complex experiments. The first chapter is focused on SHAPE structure probing,
an assay that reads out RNA secondary and tertairy structure through chemical adducts.
This chapter begins by demonstrating the utility of such data, by applying it to investigate a
small portion of the HIV life cycle. Next I delve into the intricacies associated with compu-
tationally decoding this type of information, in the presence of a large number of biological
and technical noise paramters. Finally I consider the differences between encoding SHAPE
adducts as drop-off versus mismatch events by computationally re-analyzing a SHAPE-MaP
and DMS-MaP dataset. Next, I investigate the specificity profiles of two separate RNA-
guided RNA-binding proteins using high-thoughput sequencing assays. As each of these
proteins, CRISPR Cas13a and Ago2, are exciting targets for bioengineering applications, a
detailed understanding of their activity could lead to potentially useful applications. Finally
I examine computational challenges raised by a number of single-cell RNA-seq experiments
including Drop-Seq.
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Chapter 2

RNA structure probing

2.1 Introduction and chapter summary

In addition to being able to encode information, RNA can adopt elaborate secondary and
tertiary structures that can perform catalysis, bind to proteins, and detect small molecules
(Wan et al. 2011). Importantly the same sequence of RNA can often switch between multi-
ple structural states, and these states can interact with other biomolecules in differently. As
such RNA can modulate gene expression through its structures (Roundtree and He 2016).
Detecting and characterizing these structures using conventional methods has been chal-
lenging for structures that exist within the context of long RNAs or RNA binding proteins
(Wan et al. 2011, Mortimer, Kidwell, and Doudna 2014). Additionally the problem is further
exacerbated when trying to detect these structures and interactions in the context of a cell,
where the sequence of interest may represent only a minority species of a large population.

Sequence-census methods sidestep some of these issues. These experiments encode an
arbitrary biological signal into sequencing reads by manipulating reverse transcriptase en-
zymes to drop off at certain context-dependent chemical marks (Merino et al. 2005). There
are several of these assays that share the following workflow: chemically modifying RNAs to
encode a signal of interest, decoding these chemical signals by reverse transcriptase drop-off,
and lastly, sequencing and mapping the resulting cDNA toeprints to recover the chemical
modification signatures (Li et al. 2017).

Within this framework, SHAPE, DMS, and CMCT probing explore RNA secondary
structure by using selective chemical probes to modify and mark unpaired flexible nucleotides
(Lucks et al. 2011a, Spitale et al. 2015b, Aviran et al. 2011, Ding et al. 2014, Rouskin et
al. 2014). In each of these experiments, the groups that are chemically modified can vary
widely, but the library preparation and sequencing workflows are essentially the same: reverse
transcribe the transcripts in a manner where cDNAs preferentially terminate at the sites of
chemical modification, ligate adaptors to the site of reverse transcriptase drop-off, and PCR
amplify and sequence the cDNA library.

In this chapter I first demonstrate the utility of this type of data by using SHAPE-seq to
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understand the Rev - RRE complex, an RNA interaction that regulates crucial component
of the HIV life cycle. Next I describe a computational model to rigorously analyze this
type of data, within the context of a complex transcriptome. I then investigate pairwise
interactions encoded through a variation on the SHAPE-seq protocol called SHAPE-MaP
(Homan et al. 2014a, Siegfried et al. 2014). Finally I explore novel chemical compounds that
could potentially encode more information about RNA structure than current approaches.

2.2 Investingating Rev - RRE interaction with

SHAPE-seq

Introduction to the Rev - RRE system

HIV is a virus that causes the immune system of an infected person to gradually fail, which
can eventually result in AIDS. The virus consists of an RNA molecule which encodes its
genetic information surrounded by coats of proteins. Once HIV enters a host cell, its RNA
genome is converted into a DNA molecule, which travels to the nucleus and becomes part of
the host’s genome. The integrated viral genome can remain dormant for an extended period
before the virus starts to replicate.

HIV replication begins with the production of RNA copies of the viral genome. For
certain types of viral RNA molecules to be translated and packaged into new virus particles
they need to be exported from the nucleus as part of the nuclear export complex. This is
made up of: a HIV RNA molecule, a HIV protein called Rev, and two host proteins.

Formation of the nuclear-export complex begins with multiple copies of the Rev protein
attaching to specific stretches of the viral RNA, but how the Rev proteins assemble on the
RNA molecule was previously unclear. We found that first, Rev proteins rapidly bind to
a pre-formed structure of the RNA molecule where multiple binding sites are compactly
organized. This causes the overall shape of the RNA to change, and exposes a previously
hidden extra binding site for Rev proteins. More Rev proteins then quickly bind to the newly
exposed site, before finally the two host proteins bind and the whole complex is exported
from the nucleus.

To better understand this system, we interrogated the folding pathway of the RRE RNA
during the course of Rev-RRE complex formation, both as a function of time and Rev asso-
ciation state. We find that three regions within the RRE, bridged by previously unidentified
RNA tertiary interactions, exhibit sequential structural changes during RNA-protein assem-
bly. Comparison of the kinetic and thermodynamic pathways of Rev-RRE complex formation
suggests a two-step assembly mechanism beginning with Rev binding to a pre-organized RRE
structure critical for enhanced binding rate. This interaction triggers rearrangement of long-
range RNA contacts to facilitate higher-order Rev-RRE assembly. This complex promotes
a switch to late HIV protein expression and packaging.
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Using SHAPE to investigate the secondary and tertiary structure
of Rev - RRE

We used SHAPE-seq (Lucks et al. 2011a) to determine the structural features of an extended
RRE transcript. Our RRE construct was derived from the genome of HIV-1 isolate ARV-
2/SF2. The construct included sequences beyond the known primary and secondary Rev
binding sites; this 384 nt segment was chosen because it forms an independently folded
region flanked by unstructured sequences within the HIV genome (Watts et al. 2009). We
determined its SHAPE profile and used this information to constrain a secondary structure
(Deigan et al. 2009).

The resulting SHAPE-based secondary structure model is largely consistent with previous
models for the RRE obtained in isolation. This secondary prediction is also consistent with
the structure of the same region within the context of the HIV genomic RNA (Mann et
al. 1994, Charpentier, Stutz, and Rosbash 1997, Daugherty, D‘Orso, and Frankel 2008,
Pond et al. 2009, Watts et al. 2009). Importantly however, we note that the SHAPE data
predict a rearrangement in the Stem III/IV and Stem V regions relative to previous models.
Intriguingly structure resembles a predicted secondary structure of the a homologous region
of SIV, the simian equivalent of HIV (Pollom et al. 2013).

Surprisingly, our data show that nucleotides 54-58 exhibit either low or no SHAPE reac-
tivity, despite being predicted to be in a loop region. We hypothesized that this was because
these sites were occluded by tertiary contacts with other parts of the RNA (Fig. 2.1). To
test whether this loop forms long-range interactions with another part of the RRE, we de-
signed a 31-nt oligonucleotide complementary to nucleotides 54-84 (AS 54-84). These oligos
were designed to efficiently invade and hybridize with the pre-folded RRE RNA to disrupt
its local structure, and determined the SHAPE profile for the resulting RNA-oligo complex
(Sztuba-Solinska and Grice 2012). The length of this oligonucleotide was determined exper-
imentally to be the minimum required for stable association with the RNA, presumably due
to competing stability of the RRE secondary structure in this region.

In addition to the Stem I region (around nucleotides 50-80 and 300-340), which was
directly bound by the oligonucleotide, nucleotides 100-113 showed significant changes in
SHAPE reactivity, even though these sites are far apart in secondary structure. To con-
firm this, a 14-nt oligonucleotide complementary to nucleotides 100-113 (AS 100-113) was
used in a reciprocal experiment to perturb its potential long-range contacts. A shorter
oligonucleotide was used here because this segment is predicted to be more accessible for
oligonucleotide hybridization based on thermodynamic predictions. This resulting RNA-
oligo complex showed substantially altered SHAPE reactivity in several patches along the
Stem I region, including patches spanning around nucleotides 50, 310, and 340. Therefore,
disruption of the tertiary structure in the Stem I region specifically affects the 100-113 seg-
ment and the converse is also observed. These results suggest that a long-range structural
contact exists between Stem I and nucleotides 100-113. No sequence complementarity exists
between these two regions, indicating that any tertiary interaction may be more complex
than direct base-pairing.
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Figure 2.1: SHAPE-based secondary structure of the RRE RNA. Red, orange, and blue
dots highlight nucleotides with high, medium, and low SHAPE reactivity, respectively. Nu-
cleotides with no SHAPE reactivity are in black. Nucleotides with SHAPE reactivity uniden-
tified are in gray. The region of secondary structure rearrangement in our prediction is high-
lighted by gray shadow. The commonly used secondary structure is shown in the upper left
with the rearranged region shadowed.(B) SHAPE profiles of the RRE RNA alone (black)
and the RNA-oligo complex (red) with AS 54-84. The anti-sense oligo region is shown in
cyan, and the regions of SHAPE reactivity change are shown in magenta. Those regions
are labeled both under the data chart and on the secondary structure model. (C) SHAPE
profiles of the RRE RNA alone (black) and the RNA-oligo complex (blue) with AS 100-113.
The anti-sense oligo region is shown in cyan, and the regions of SHAPE reactivity change
are shown in magenta. Those regions are labeled both under the data chart and on the
secondary structure model.
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The kinetics and thermodynamics of Rev:RRE complex assembly

To determine how the pre-formed RRE structure affects RNP assembly, we used SHAPE
to locate all Rev binding-induced structural changes on the RRE RNA. Experiments were
conducted on equilibrated complexes formed using different Rev:RRE ratios. To associate
the observed SHAPE structural changes with individual Rev binding eventsIn parallel, the
percentage of different sub-complexes within each binding reaction was quantified by elec-
trophoretic mobility shift assays (EMSAs) using aliquots from the same samples.

From the EMSA data, we detected the formation of different Rev bound sub-complexes.
These subcomplexes formed as a function of Rev:RRE stoichiometry. We used that in-
formation to deduce distinct SHAPE modification signatures that represent progressive Rev
binding states. Next we performed k-means clustering on nucleotides with significant SHAPE
reactivity changes to group them together according to SHAPE signatures. We identified
seven groups of nucleotides sharing a common pattern of SHAPE reactivity changes as a
function of Rev concentration (Figure 3C). Based on the SHAPE signatures and the Rev
bound sub-complexes they represent, nucleotides within the seven clusters are associated with
RNA structural changes triggered by Rev binding at low, intermediate and high Rev:RRE
stoichiometries and those regions are named region 1, region 2 and region 3, respectively.

Region 1 covers the primary, high-affinity Rev binding site reported previously, and is
composed of a three-way junction of Stems IIA, IIB and IIC. According to earlier reports,
Region 1 is likely recognized by a Rev dimer, with one molecule binding in the widened RNA
major groove at the primary binding site and the other binding at the three-way junction.
Region 2 covers the previously identified secondary Rev binding site. By comparing the
footprint of this region with that of Region 1 together with a previous truncation study,
we infer that Region 2 could accommodate at least a Rev dimer. Region 3, a previously
undefined Rev binding site, is located in the center of Stem I. It comprises an array of
purine-rich bulges, which resemble the preferred RNA site for Rev binding. In fact, Region
3 assignment is consistent with previous reports showing that positions on Stem I can be
protected by Rev oligomers, and truncations in this area affect oligomeric Rev binding.
Interestingly, Region 3 also overlaps with the area on Stem I that could form long-range
interactions with the nucleotides 100-113 within region 2. Although Region 2 and Region
3 are distant from each other based on secondary structure, our observations indicate that
tertiary interactions could bring them into close proximity, which might facilitate Rev binding
at those regions while forming a continuous oligomer at the same time.
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Figure 2.2: A. SHAPE profiles from samples at different Rev:RRE ratio. The positions
showing increase/decrease of SHAPE reactivity are indicated with arrows at the bottom of
the plots. B. Trend of emergence of each Rev-RRE sub-complex at increasing ratios of Rev.
C. k-means clustering result of nucleotides following distinct SHAPE signatures. Red indi-
cates higher SHAPE reactivity while black indicates lower SHAPE reactivity. D. Nucleotide
positions affected by Rev binding. In red, orange and yellow shows positions with increased
SHAPE reactivity upon Rev binding. In dark, medium and light blue shows positions
with decreased SHAPE reactivity upon Rev binding. Changes emerging at lower Rev:RRE
stoichiometry are shown in darker colors, while changes emerging at higher Rev:RRE stoi-
chiometry are shown in lighter colors. Font size reflects the amplitude of SHAPE change.
Regions 1, 2, and 3 are highlighted by gray shadows.
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To follow the dynamics of Rev-RRE RNP formation, we then performed time-resolved
SHAPE to examine how the RRE RNA changes during the course of RNP assembly. To
obtain snapshots of the RNA on a timescale of seconds, a fast-reacting SHAPE reagent,
benzoyl cyanide, was used in these experiments.

We observed dynamic features at distinct different regions on the RRE during RNP
assembly as a function of time. At most nucleotide positions, the patterns of changes in
SHAPE-reactivity follow single exponential decay. However, more complex SHAPE kinetic
patterns are observed for several other nucleotides. Most these show an increase of SHAPE
reactivity at earlier time points followed by a gradual decrease. Next, we calculated the
rate for all positions showing a significant SHAPE change (δSHAPE ≥ 0.15) by fitting the
time-resolved data using exponential decay/association kinetics. During Rev-RRE assembly,
structural changes of the RRE originate from the primary Rev binding site and subsequently
propagate along the RNA. The pattern is similar to that observed based on the thermody-
namic experiments described above.

Upon encountering Rev, Region 1 exhibits SHAPE reactivity changes consistent with
previous structural data for complexes of Rev and RNA fragments covering this region. At
this time resolution, the two Rev binding events that occur in this region, one at Stem IIB
and one at the three-way junction at Stem IIA, IIB and IIC, are indistinguishable. Also,
the majority of SHAPE reactivity changes at region 1 occur within 1 s. The overall rates
of SHAPE reactivity changes at region 2 are only marginally slower than those observed at
region 1, and the half-life for the majority of changes in region 1 and region 2 are clustered
together below 1.5 s. Since the RRE RNA at this local region is pre-organized into a compact
fold, its conformation can facilitate Rev multimerization from region 1 to region 2 with little
RNA rearrangement necessary, leading to rapid and highly cooperative binding of multiple
Rev proteins. Based on previous reports, binding of the third Rev molecule (the second Rev
dimer) and beyond requires higher oligomerization capability of the protein. Therefore, Rev
self-association should also be a fast process that can be completed within the same time
period.

In contrast, Region 3 shows by far the slowest rate of folding, with the initial stage
of most SHAPE changes in this region showing half-lives of up to 12 s. All nucleotides
with multi-phasic kinetics are located in this region. The increase in SHAPE reactivities at
earlier time points is consistent with rearrangement of the RRE tertiary structure at Region
3; and indeed these nucleotides were implicated in a tertiary contact thorugh our previous
oligo-perturbation experiments. This could occur after Rev disrupts the long-range contact
within the RRE by binding to region 2; the subsequent decrease in SHAPE reactivity could
represent additional Rev binding in this region. The slower rates of structural change in
region 3 could be due to RNA conformational changes, or adjustment of Rev conformation
as influenced by surrounding RNA and proteins to allow additional Rev oligomerization, or a
combination of both effects. Nonetheless, characteristics exhibited by this stage of assembly
best resemble an induced-fit model of RNA-protein recognition.

Due to the slow assembly of the higher-order Rev-RRE complex, the full RNP formation
could take minutes. The latter phase of SHAPE reactivity changes at those positions is much
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noisier. This could reflect a combination of conformational selection and induced-fit events,
leading to a series of specific and non-specific contacts that facilitate finding the optimal
binding configuration, similar to observations for other RNP assembly pathways.

An orthogonal validation of the secondary structure model

Based on observations above, we hypothesized that tertiary interactions bridging Stem I and
the 100-113 region could make the overall fold of the 354-nt RRE relatively compact. To
this end we performed Small Angle X-ray Scattering (SAXS) experiments, which can yield
a tertairy structural envelope for a molecule of interest. In contrast with SHAPE probing,
SAXS does not yield any information at all about secondary structure, or any information
about the structural context of any signle nucleotide at all. Instead the structural envelope
is a 3D volume that the complex inhabits, with no specific information about the molecule’s
relative orientation within the envelope. However we can validate that the tertiary structural
changes we obseved by SHAPE do take place by observing changes in the SAXS envelope.

From our SAXS experiments we found that the 354-nt RRE construct used here has a
Dmax of 198 as detected by SAXS (Fig. 2.3 A-E). This result suggests that the long Stem
I in the RRE folds back towards the core of the multi-way junction instead of forming an
extended tail (Fig. 2.3 E). If the relatively compact conformation of the RRE results from
the tertiary interactions identified earlier, disruption of those interactions is predicted to
result in a more extended conformation. To test this, we used the antisense oligonucleotides
described above (AS 54-84 or AS 100-113) to interfere with long-range interactions within
the RRE and performed SAXS measurements on the resulting complexes. As expected, the
RNA-oligo complexes showed markedly altered scattering patterns and became more open
and extended compared to the native RRE based on the Porod-Debye plot. The Dmax
values for the resulting complexes also increased dramatically to 302 and 292 , respectively.
Taken together, these results demonstrate that the Stem I and 100-113 regions are linked
through long-range interactions, which enables the RRE to fold into a compact structure
(Fig. 2.3 D). We speculate that the sharp bend in the RNA (Fig. 2.3 E) results from a series
of bends that occur throughout the noncanonical parts of Stem I.
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Figure 2.3: RRE-oligo complexes show scattering patterns different from that of the RRE
RNA alone. B. Porod-Debye plot of RRE RNA and RNA-oligo complexes indicates the native
RNA is more folded and the RNA-oligo complexes are more open and extended. C. Distance
distribution function (P(r)) of RRE RNA and RNA-oligo complexes. D. Comparison of
particle maximum diameter (Dmax) of RRE RNA and RNA-oligo complex. E. Model for
the compact fold of the RRE mediated by tertiary interactions between the 100-113 region
and Stem I.

Conclusions

Together, these results fill in a long missing piece of this RNP assembly puzzle: how the
Rev-response element structure responses to the addition of Rev in a dynamic manner. Our
data suggest a concerted Rev-RRE complex assembly mechanism and indicate how specificity
can be achieved here with limited components. We propose that Rev-RRE assembly features
two distinct stages. The first stage largely utilizes pre-organized RNA structure for protein
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recruitment, while the second stage involves more global RNA conformational changes and
induced-fit RNA-protein recognition. The similarity in the thermodynamic and kinetic RNP
assembly pathways indicates that this process is hierarchical, with the RRE RNA driving
RNP assembly by organizing sequential Rev binding. The highest affinity Rev-binding site,
Stem IIB, ensures that complex assembly nucleates from a single origin on the RNA. Binding
of up to four Rev proteins at region 1 and region 2 is tightly coupled to obtain a stable
intermediate state (Zemmel et al. 1996, Ryk and Venkatesan 1999, Yedavalli et al. 2004,
Daugherty et al. 2010, Pond et al. 2009, Daugherty, Liu, and Frankel 2010).

This step also releases a cryptic Rev binding site at region 3, which can make further
contacts with additional Rev molecules. The tertiary contacts we identify also appear to con-
served evolutionarily through convariation, but not primary sequence suggesting that these
contacts are co-evolving (Weinreb et al. 2016). The tertiary folding of the RRE facilitates
the efficiency of Rev-RRE complex formation. In addition, the hierarchical nature of the
assembly could ensure its selectivity and accuracy of the final complex with limited number
of components. These features together provide a fine control over cytoplasmic distribution
of various HIV transcripts as well as viral packaging. Intriguingly, these steps in Rev-RRE
assembly resemble those that occur during bacterial ribosome assembly in which stably
formed rRNA structures recruit initial ribosomal protein binding partners. The resulting lo-
cal structures trigger long-range RNA conformational rearrangements that enable binding of
additional ribosomal proteins (Adilakshmi, Bellur, and Woodson 2008, Shajani, Sykes, and
Williamson 2011, Kim et al. 2014). Such similarities suggest that common mechanisms for
RNP assembly could be shared among diverse biological processes. Properties of the HIV
RNP assembly pathway elucidated here present opportunities for antiviral strategies that
could block the nuclear export step of HIV replication by targeting important intermediates
of the Rev-RRE complex (Fenster et al. 1994, Chapman et al. 2002, Shuck-Lee et al. 2008,
Ward, Rekosh, and Hammarskjold 2008).
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Figure 2.4: Model for pre-organized RRE RNA guides sequential binding of Rev to form the
Rev-RRE RNP. RRE RNA forms a compact fold in the absence of Rev. Rev assembly on
the RRE starts from a single nucleation point. region 1 and region 2 binding are coupled
and the four-Rev complex state can serve as a checkpoint to ensure specificity. region 2 Rev
binding leads to conformational change of the RRE to allow additional Rev binding through
induced-fit. Both Rev and RRE could sample a number of interaction conformations at the
same time until an optimal binding state is reached.

2.3 Modeling transcriptome-wide toeprinting

experiments

In this section I present a computational model for transcriptome-wide toeprinting exper-
iments, such as SHAPE probing (Li et al. 2017). Unlike the relatively simple biochemical
scenario I presented previously, a number of structure-probing experiments take place in the
context of a transcriptome: a complex mixture of cellular RNAs with widely varying relative
abundances. However the goal of the experiment is the same: to accurately learn reverse
transcriptase drop-off profiles from the data, and these profiles are subsequently used to infer,
for example, sequence motifs, secondary structure predictions, or sites of posttranscriptional
chemical modification.

Data produced in these experiments potentially contains multiple layers of valuable in-
formation: each read in such experiments contains information about both modification at
a given site as well as about the identity and abundance of the RNA transcript from which
the read originated. How to make full use of this information becomes the key for accu-
rate estimation of drop-off profiles and also implies the following bioinformatics challenges:
read counts are conflated by reverse transcriptase noise, variable transcript abundances, and
read mapping ambiguity (reads can map to multiple locations). To address these bioinfor-
matics challenges, we developed a statistical model and software package that uses rigorous
statistical models for this class of toeprinting experiments.

In developing our approach we also consider a frequently encountered problem in in RNA-
seq: reads align ambiguously to multiple transcripts, and appropriately handling ambigu-
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ously mapped reads (which can represent a significant proportion of alignable reads in such
experiments) is imperative to correctly learning transcript abundances (Roberts and Pachter
2012, Li and Dewey 2011, Bray et al. 2016). Incorrectly allocating such multi-mapping reads
negatively affects the estimated abundances of not only the transcripts that the reads were
misallocated to / from, but all other transcripts that share [other sets] of multi-mapping
reads in the transcriptome (Roberts and Pachter 2012). In toeprinting experiments, the
multi-mapping problem is further exacerbated by the fact that the RNA chemical modifica-
tion probabilities depend on both correctly allocating multi-mapped reads, and deconvolving
chemical modification profiles from adduct-independent noisy RT drop-off. All of these fac-
tors are inter-related and so incorrect estimation of any one of these terms may significantly
skew estimates of each of the other terms. Yet all of these factors must be accounted for to
obtain quantitative modification probabilities. To address this, we sought to merge aspects of
standard RNA-seq computational workflows with a previously published simple SHAPE-seq
workflow that was built for single transcripts, without ambiguous reads.
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Figure 2.5:
Cartoon of sequencing-based toeprinting experiments, the associated bioinformatics chal-
lenges, and the Prober approach
A. Cartoon depiction of an idealized toeprinting experiment. The genome is transcribed and
RNAs are spliced and folded to form the structured transcriptome. This pool of RNAs is
split into two and either treated with a chemical probe or mock-treated without the chemical
probe. These chemical adducts are detected by reverse transcriptase (RT) drop-off, but the
signal is convoluted by reverse transcriptase noise. Reverse transcription products are col-
lected and sequenced. B. Potential bioinformatics challenges. The structured transcriptome
that gave rise to a given toeprinting dataset consists of known transcripts of unknown relative
abundance. Reads from this dataset might align ambiguously to one or more transcripts, and
might have been generated by either RT drop-off at a chemical modification or by RT noise.
C. Conceptual workflow of PROBer. Sequencing data from a toeprinting experiment are
used as the input. In the E step, reads are assigned to transcripts depending on an initial
alignment, and the relative abundances and toeprinting parameters of the transcripts are
estimated in the M step. In the M step, transcript abundances and toeprinting parameters
are learned, using the read assignments calculated in the E step.

In order to accurately infer these parameters from the data, our model must be aware of
the experimental details that encode the chemical probing information as sequencing data. In
fact, each step in our model below can be seen as computationally decoding the information
encoded during discrete molecular biology operations. Doing this allows us to learn any
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noise / systematic bias that each step contributes, allowing us to accurately infer the true
chemical reactivities, in spite of a complex experimental situation. This is schematized in
Fig 2.5 A.

The typical raw output from a transcriptome-wide structure probing assay are raw single-
end or paired-end reads. With this information, the goal of the inference is to learn the values
following unknown parameters: relative abundances of each transcript, and the chemical
modification probability at each site in the transcriptome. In order to learn these parameters,
we also must specify a number of auxillary parameters that affect the inference: any bias
in random priming, length-dependent bias from size selection, bias from errors during DNA
sequencing, and the rate adduct-independent polymerase drop-off.

Introducing the PROBer model

Before introducing any mathematical notation, we first define the biochemical conditions that
we aim to model. We assuem that a SHAPE experiment consists of two experimental groups:
treatment and control. In the treatment group, the RNA molecules are chemically modified,
while the control group was subject to a mock-treatment. After chemical modification, the
sequencing library is prepared by random priming the transcripts, adaptor ligation, PCR
amplification, and then size selection (Fig. 2.5, which schematizes experiments from Ding
et al. 2014, Rouskin et al. 2014, Spitale et al. 2015b, Talkish et al. 2014, Hector et al. 2014,
Carlile et al. 2014). This group of data is used to correct for background noise such as reverse
transcriptase (RT) natural drop-off and random primer collision. We denote the treatment
and control groups as + and -.

When analyzing such toeprinting experiments, it is typical to have a reference transcrip-
tome containing previously annotated reference sequences for each transcript. In addition,
the toeprinting experiment yields two datasets: a set of single- or paired- end reads from
each of the the treatment channel and the control channel. A first step in many RNA-seq
workflows involves aligning the sequencing data against a reference genome or trnascrip-
tome (Li and Dewey 2011, Roberts and Pachter 2012, Trapnell et al. 2010). The PROBer
workflow assumes this as well, and a first step in analyzing is to align the reads against
the reference, using third-party software (Langmead et al. 2009, Langmead and Salzberg
2012). We note here that pseudoalignment is not readily amenable to this problem, as as
the chemical probing signal is embedded as an alignment (Bray et al. 2016).

Our model assumes that there are M reference transcripts with known sequence, num-
bered from 1 to M . We use L = (`1, . . . , `M), and S = (s1, . . . , sM) to denote the lengths and
sequences of the transcripts. We use T = (ρ1, . . . , ρM) to denote the relative abundances of
transcripts in the transcriptome, and the abundances T satisfy the constraints

∑M
i=1 ρi = 1

and TPMi = ρi · 106, where TPM stands for Transcripts Per Million, and is a unit for ex-
pression levels. The relative abundances of treatment and control groups are denoted by T+

and T−.
We denote the random primer length used in the protocol by lp. The value of this

parameter varies; lp = 6 for random hexamer based experiments, and lp = 0 for fragmentation
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and adaptor ligation based experiments. In order to model the read generating process, we
also define the read generating probability vector, A = (α0, α1, . . . , αM), which represents
the probabilities that a read is generated from either background noise (α0) or any of the
reference transcripts (αi, i > 0). The A vector satisfies the constraint

∑M
i=0 αi = 1.

In our model, we assume that reads are sequenced from transcripts at a rate proportional
to the product of the transcript’s abundance and their length. This assumption is consistent
with previously published workflows for RNA-seq. Under this assumption, the relationship
between T and A is given by:

ρi =
αi/(`i − lp + 1)∑M
k=1 αk/(`k − lp + 1)

, for i = 1, . . . ,M. (2.1)

In the above equation, `i − lp + 1 is the effective length of transcript i, which can be
thought of as the number of transcript positions that a random primer can bind [Note that
in protocols involving fragmentation and ligation rather than random priming, the effective
length is the same as the transcript length]. The read generating probability vectors for
treatment and control groups are denoted as A+ and A−.

As we will see later, in our model each transcript position is associated with at least 2
parameters. In order to reduce the total number of parameters, we assume that the relative
abundances of treatment and control groups are exactly the same and we use T to denote
the shared expression levels, i.e. T+ = T− = T .

RNA-structure related parameters

For each transcript, we define its 5’ end as position 1 and 3’ position `.We define two sets
of rates across all transcript and position combinations: chemical modification rates, B, and
background reverse transcription stop rates, Γ.

B = {βi,j | 0 ≤ βi,j ≤ 1},
Γ = {γi,j | 0 ≤ γi,j ≤ 1}.

For position j of transcript i, βi,j is the probability that the position is chemically modified
and γi,j is the probability that reverse transcription stops one nucleotide away from this
position due to either natural RT drop-off or random primer collision. For simplicify, we also
assume that βi,0 = γi,0 = 1 for all i > 0.

In our model, we assume that the events of chemical modification and background re-
verse transcription stop are independent. This means both that the same type of events
(e.g. chemical modification) are independent across different transcripts and positions, and
different types of events (e.g. chemical modification and background reverse transcription
dropoff) are independent at the same transcript position. This assumption is consistent with
existing work on SHAPE-seq.
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Sequencing errors

We assume that we have sequenced N+ and N− reads (either single or paired) in the treat-
ment and control groups respectively. We also assume that the reads are strand-specific.
For single-end reads, we further assume that all reads have a same read length, L, which is
the case with the typically used Illumina sequencing platform. Single-end reads only contain
information about where an RT stops but not where it starts. However, if a transcribed
fragment is shorter than L, all its information will be recorded in a single-end read. Once we
trim the extract bases for these reads, our model can treat them as full fragments to utilize
their extra information.

Our model addresses three types of sequencing errors: substitution, insertion and dele-
tion. In the following, we introduce the related parameters for modeling sequencing errors
and noise reads. Treatment and control groups have their own set of related parameters,
which we denote as E+ and E−. The parameters contained in E+ and E− are the same but
their values can be different. For simplicity, we use E to denote sequencing error parameters
in general:

E = {wp(rb, sb), wq(rb, sb), Ptrans(n|c), Pinit(s), PI(b), Pnoise(b)},

where wp(rb, sb), wq(rb, sb) are used for substitutions, Ptrans(n|c), Pinit(s), PI(b) are used
for insertions and deletions, and Pnoise(b) is used for “catastrophic” reads.

We model the substitution errors by a series of position-specific or quality-score-specific
substitution matrices. We define position-specific substitution matrices as

wp(rb, sb) = P (rb|sb, p), and
∑

rb∈{A,C,G,T,N}

wp(rb, sb) = 1,

where wp(rb, sb) gives the conditional probability that the base at position p of the read is
rb given its aligned reference base is sb. We define quality-score-specific substitution matrices
as

wq(rb, sb) = P (rb|sb, q), and
∑

rb∈{A,C,G,T,N}

wq(rb, sb) = 1,

where wq(rb, sb) gives the conditional probability that the read base is rb given its Phred
quality score is q and its aligned reference base is sb.

We model insertion and deletion errors using a first order Markov chain with three states:
Insertion (I), Deletion (D), Match (M). An insertion state means some read bases are inserted.
A deletion state means some of the reference bases are deleted. A match state means the
corresponding read position and reference position are aligned. The read base and reference
base can either be a match or a mismatch. We further define: 1) the transition matrix
Ptrans(x|c), which set the probability of next state (x) given the current state (c); 2) the
initial sate vector, Pinit(s), which gives the probabilities of the first state (s) between a read
and a reference sequence; 3) base generating probability vector at insertion state, PI(b),
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which determine the probability of which base be inserted at an insertion state. Ptrans(x|c),
Pinit(s), and PI(b) satisfy the constraints:

∑
x∈{I,D,M}

Ptrans(x|c) = 1,

∑
s∈{I,D,M}

Pinit(s) = 1,

∑
b∈{A,C,G,T,N}

PI(b) = 1.

Handling size-selection bias

To generate a read in treatment group, we first pick I+ = i, the isoform it comes from
according to A+, which can be calculated from α+

0 and T . Provided i > 0, we then need to
pick the fragment it belongs to, F+ = f . A fragment is determined by its priming site j at
3’ end and length l, i.e. f = (j, l). Because we assume priming is uniform, P (j|i) = 1

`i−lp+1
.

Once we have j, we know that the primer anneals to positions j−lp+1, . . . , j. Then primer is
extended toward 5’ end until RT stops. The resulting fragment length is l and we use P (l|i, j)
to denote the probability that a primer extends to length l given it anneals to position j
of isoform i. We can calculate P (l|i, j) based on B,Γ parameters. Then evaluate whether
the resulting fragment can pass size selection step. If lmin ≤ l ≤ lmax , P+ = p = 1, the
fragment pass size selection. Otherwise, p = 0 and the fragment fails to pass. If p = 1, we
generate an observed read R+ = r according to E+. Instead, if p = 0, no observed read is
generated and r = ∅. Given a read and its hidden variable values, (i, f, p, r), the probability
of generating it in treatment group is

P (i, f, p, r) = P (i|A+)P (f |i)P (p|f)P (r|i, f, p, E+),

= α+
i

1

`i − lp + 1
P (l|i, j)P (p|l)P (r|i, j, l, p, E+),

where P (p|l) =


1 p = 0 and (l < lmin or l > lmax) or

p = 1 and lmin ≤ l ≤ lmax
0 otherwise

.

Once we know the priming location initiating a read, we can extend the primer to generate
a full fragment. In the treatment group, reverse transcription can stop because 1) RT hits
a chemical modification or 2) RT drops off or hits a primer. Suppose the fragment length is
l, we must guarantee that RT does not stop at positions j − l + 1, . . . , j − lp and stops at
position j − l. Thus P (l|i, j) for the treatment group is
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P (l|i, j) = (1− (1− βi,j−l)(1− γi,j−l))
j−lp∏

k=j−l+1

(1− βi,k)(1− γi,k).

In the control group, reverse transcription can only stop due to reason 2). Thus P (l|i, j)
for the control group becomes

P (l|i, j) = γi,j−l

j−lp∏
k=j−l+1

(1− γi,k).

Generating cDNAs by reverse transcription

Because the read generation process is identical for treatment and control group, we treat
them the same and omit the + and − signs.

If a fragment passes the size selection step, we need to generate observed read sequences
from it. The observed variable, Rn, can either represent a single-end read or a paired-end
read. Although in principle our model can handle a mixture of single-end and paired-end
reads, here we assume the data consist of only a single type of reads. If single-end reads
are sequenced, reads with length L are generated, unless the fragments are shorter than L.
If paired-end reads are sequenced, our model estimates additional mate length distributions
for first and second mates separately and the probability of generating r is the product of
probabilities of picking particular mate lengths and probabilities of generating read bases
given the mate lengths.

For simplicity, we focus on generating single-end reads; however generating paired-end
reads are similar. Because we assume that insertions and deletions can occur, we need to
first generate a sequence of hidden states to describe where these errors occur. Let us denote
this sequence of error states as h. For example, if no insertion or deletion occurs, h = {M}L
and its length |h| = L. We then define two mapping functions, f sh(k) and f rh(k), which map
the k th hidden state to its aligned reference position (relative to the RT stop position j− l)
and read position respectively. We calculate f sh(k) and f rh(k) by the following equations:

f sh(k) =


0, k = 0
f sh(k − 1) + 1, k > 0 and h[k] = M or D
f sh(k − 1), k > 0 and h[k] = I

, (2.2)

f rh(k) =


0, k = 0
f rh(k − 1) + 1, k > 0 and h[k] = M or I
f rh(k − 1), k > 0 and h[k] = D

. (2.3)

In the above equations, “[k]” is used to extract the kth element in a sequence. Lastly,
we define the probability of generating any read base at kth hidden error state, wh(k), by
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wh(k) =


wq[frh(k)](r[f

r
h(k)], si[j − l + f sh(k)]), h[k] = M

PI(r[f
r
h(k)]), h[k] = I

1.0, h[k] = D
.

Then the read generating probability is

P (r|i, j, l, p = 1, E) =
∑
h

Pinit(h[1]) ·
|h|∏
k=2

Ptrans(h[k] | h[k − 1]) ·
|h|∏
k=1

wh(k).

Because h is a hidden sequence, in the above equation we have to marginalize it by
summing over all h that can generate r.

Size selection and observed data likelihood

Besides generating observed reads, both the experimental protocol and our model generate a
different number of hidden fragments that fail to pass the size selection step. We use random
variable Yi to represent the number of hidden fragments generated between observed reads
i − 1 and i. In addition, we use κ to represent the probability to generate a fragment that
pass the size selection step. κ is the sum of probabilities of generating a noise fragment/read
and generating a fragment from any of the transcript such that the fragment length satisfies
lmin ≤ l ≤ lmax:

κ = P (Z0 = 1) +
∑
i>0,

lmin≤l≤lmax

P (Zijl = 1),

where Z0 and Zijl are indicator variables representing hidden variable values. Z0 = 1 if
the fragment comes from background noise and Zijl = 1 if the fragment primes at position
j of transcripts i has length l.

Because in our model, each fragment is generated independently, we know that Yn, 1 ≤
n ≤ N is independent and identically distributed (i.i.d.) and follows a geometric distribution:

Yn ∼ Geom(κ) and P (Yn = k) = (1− κ)kκ, k = 0, 1, 2, . . . .

If we marginalize the hidden fragments Yn out for the nth observed read, Pobs(Rn), the
probability of the n observed read has sequence Rn is

Pobs(Rn) =
∞∑
k=0

P (Yn = k)P (Rn|Yn = k),

= (
∞∑
k=0

P (Yn = k)) · P (Rn, Pn = 1)

κ
,

=
P (Rn)

κ
.
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P (Rn|Yn = k) is the same for all k values. It is the probability of observing read sequence
Rn given that its fragment passes the size selection step. Because κ is the probability
of any fragment passes the size selection step, P (Rn) over κ defines the desired conditional
probability. Then because we sum over all k values,

∑∞
k=0 P (Yn = k) = 1 and thus Pobs(Rn) =

P (Rn)
κ

, which is the conditional probability that nth observed read’s sequence is Rn given it
passes the size selection (and therefore observed).

P (Rn) = P (Rn, Pn = 1) is the marginal probability that the nth observed read passes
the size selection step and its observed sequence is Rn. To calculate P (Rn), we need to sum
over a huge space of hidden states represented by Znijl1h. Indicator variable Znijl1h means
the nth observed read comes from transcript i, starts at position j, has fragment length l,
passes the size selection step and has sequencing error state h. The formula to calculate
P (Rn) is

P (Rn) =
∑

i=0 or ,
lmin≤l≤lmax

P (Znijl1h = 1, Rn). (2.4)

Now we are ready to write down the observed data likelihood Lobs for our model. Let κ+

and κ− be the κ values in the treatment and control groups respectively, we can calculate
them by

κ+ = P (Z+
0 = 1) +

∑
i>0,

lmin≤l≤lmax

P (Z+
ijl = 1),

= α+
0 +

∑
i>0,

lmin≤l≤lmax

α+
i ·

1

`i − lp + 1
· (1− (1− γi,j−l)(1− βi,j−l)) ·

j−lp∏
k=j−l+1

(1− γi,k)(1− βi,k),(2.5)

κ− = P (Z−0 = 1) +
∑
i>0,

lmin≤l≤lmax

P (Z−ijl = 1)

= α−0 +
∑
i>0,

lmin≤l≤lmax

α−i ·
1

`i − lp + 1
· γi,j−l ·

j−lp∏
k=j−l+1

(1− γi,k). (2.6)

Also let us denote the set of observed reads in treatment and control groups as D+ and
D−:

D+ = {R+
1 , R

+
2 , · · · , R+

N+},
D− = {R−1 , R−2 , · · · , R−N−}.

Then the observed likelihood is
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Lobs(Ξ;D+,D−) =
N+∏
n=1

P (R+
n )

κ+
·
N−∏
n=1

P (R−n )

κ−
. (2.7)

Model inference via the Expectation-Maximization algorithm

We learn model parameters using Expectation-Maximization (EM) algorithm. This section
is organized as follows. Because the space of hidden variables is too huge, we first introduce
how we can contrain this space using alignments produced by aligning observed reads to
the reference. Then we discuss how to calculate the desired posterior expectations in the E
step, given both model parameters and observed data. After that, we describe how to collect
necessary summary statistics for model parameter estimation.

Algorithm 1 The EM algorithm

Require: treatment group data D+ and control group data D−.
Initialize model parameters Ξ (= {T, α+

0 , α
−
0 , B,Γ, E+, E−}).

repeat
E step: Calculate expectations and collect summary statistics
1. Calculate E(Y +

nijl|Ξ) and E(Z+
nijl1h|Ξ,D+) from treatment group.

2. Calculate E(Y −nijl|Ξ), and E(Z−nijl1h|Ξ,D−) from control group.

3. Collect summary statistics: X+
i , C

+
ik, D

+
ik, X

−
i , C

−
ik, D

−
ik and error-model-related

ones such as T+
cx,W

+
qsbrb

.

M step: Re-estimate Ξ
1. Re-estimate T, α+

0 , α
−
0 based on X+

i s and X−i s.

2. Re-estimate B,Γ based on C+
iks, D

+
iks, C

−
iks and D−iks.

3. Re-estimate E+, E− based on error-model-related summary statistics such as T+
cxs

and W+
qsbrb

s.
until Convergence

Ensure: Estimated Ξ.

Approximation by alignment

In theory, an observed read r can come from any transcript with any starting position. Thus,
in order to calculate the marginal probability P (r), we have to sum over a huge space of
hidden variables, as demonstrated in (2.4). However, most hidden states contribute little
to the marginal probability because the reference sequence implied by the hidden states
would not match the read sequence. In order to reduce the computational cost, we align
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each observed read to the reference and use the resulting alignments to confine the possible
hidden values it can take.

Let us first define π, the alignment-confined set of hidden values an observed read r can
take. π consists of quads in the format of (i, j, l, h), which tells the transcript ID, start
position, fragment length and hidden error state r may have. We always assume that r can
come from background noise and thus (0, 0, 0, ∅) ∈ π. Then we approximate P (r) by only
summing over hidden states that are contained in π as follows:

P (r) ≈
∑

(i,j,l,h)∈π

P (Zijl1h, r). (2.8)

Because aligners always return a set of high quality alignments, the approximation de-
scribed in (2.8) should capture most probability mass for P (r). Below, we will describe how
to construct π for different types of observed reads r.

If r is a paired-end read, the alignments have the format of (i, pos, l, h), where i is the
transcript ID, pos is the leftmost transcript position of the alignment, l is the inferred
fragment length and h is the hidden sequencing error states for the two mates. Thus, for a
paired-end read, its π is

π = {(0, 0, 0, ∅)} ∪ {(i, pos+ l − 1, l, h) | (i, pos, l, h) ∈ Alignments}.

If r is a single-end read, the alignments have the format of (i, pos, h), where i is the
transcript id, pos is the leftmost transcript position of the alignment, and h is the hidden
sequencing error state of the read. We have two cases to discuss. If r is trimmed so that
its read length Lr < L, we know it represents a full fragment. Thus we can augment
each of its alignment from (i, pos, h) to (i, pos, Lr, h) and treat it as a “paired-end” read
for the purpose of defining its π. Otherwise, r is not trimmed and has a read length of
L. In this case, for each alignment (i, pos, h), r’s fragment length can vary in the range of
[max(lmin, L),min(lmax, `i − pos+ 1)]. Thus, for a single-end that is not trimmed, its π is

π = {(0, 0, 0, ∅)} ∪ {(i, pos+ l − 1, l, h) | (i, pos, h) ∈ Alignments,
max(lmin, L) ≤ l ≤ min(lmax, `i − pos+ 1)

}.

Please note that the notations used above is general. For observed reads R+
n and R−n in

treatment and control groups, we use π+
n and π−n to denote their π sets.

Calculate expectations in E step

In the E step, we assume the model parameters are known. For each group, we are inter-
ested in calculating the expectations of two sets of hidden variables, Ynijl and Znijl1h, given
model parameters and observed data. Ynijl is a hidden variable representing the number of
unobserved fragments that comes from transcript i, primes at position j and has length l
(l < lmin or l > lmax). The meaning of Znijl1h is described before.
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Let us first focus on calculating E(Ynijl|Ξ). As we discussed before, Yn ∼ Geom(κ) and
thus E(Yn) = 1−κ

κ
. In addition, we know that the conditional expectation E(Ynijl|Yn) =

P (Zijl=1)

1−κ Yn. So E(Ynijl|Ξ) can be calculated using the law of total expecation as

E(Ynijl|Ξ) = E(E(Ynijl|Yn)) = E(
P (Zijl = 1)

1− κ
Yn) =

P (Zijl = 1)

1− κ
· 1− κ

κ
=
P (Zijl = 1)

κ
.

Therefore, for treatment and control group, we have

E(Y +
nijl|Ξ) =

P (Z+
ijl = 1)

κ+

=
α+
i · 1

`i−lp+1
· (1− (1− γi,j−l)(1− βi,j−l)) ·

∏j−lp
k=j−l+1(1− γi,k)(1− βi,k)

κ+
,

E(Y −nijl|Ξ) =
P (Z−ijl = 1)

κ−

=
α−i · 1

`i−lp+1
· γi,j−l ·

∏j−lp
k=j−l+1(1− γi,k)

κ−
.

Calculating E(Znijl1h|Ξ,D) is relatively easy. If (i, j, l, h) /∈ πn, E(Znijl1h|Xi,D) = 0.
Otherwise, for each group, the expectation can be calculated as:

E(Z+
nijl1h|Ξ,D

+) =
P (Z+

nijl1h = 1|Ξ)P (r+n |Z+
nijl1h = 1)∑

(i′,j′,l′,h′)∈π+
n
P (Z+

ni′j′l′1h′ = 1|Ξ)P (r+n |Z+
ni′j′l′1h′ = 1)

,

E(Z−nijl1h|Ξ,D
−) =

P (Z−nijl1h = 1|Ξ)P (r−n |Z−nijl1h = 1)∑
(i′,j′,l′,h′)∈π−n P (Z−ni′j′l′1h′ = 1|Ξ)P (r−n |Z−ni′j′l′1h′ = 1)

.

Collect summary statistics

We will define several summary statistics based on the previous expectations. These sum-
mary statistics will be used in the M step to re-estimate model parameters.

First, we define X+
i and X−i as the number of expected fragments generated from tran-

script i in treatment and control groups respectively. X+
i s and X−i s are used to estimate

transcript abundances and they can be calculated by

X+
i =

N+∑
n=1

(
∑
j,l

E(Y +
nijl|Ξ) +

∑
j,l,h

E(Z+
nijl1h|Ξ,D

+) ),

X−i =
N−∑
n=1

(
∑
j,l

E(Y −nijl|Ξ) +
∑
j,l,h

E(Z−nijl1h|Ξ,D
−) ).
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Secondly, we define summary statistics used to estimate B and Γ parameters. Let C+
ik

and D+
ik denote the expected number of fragments covering and drop-off at position k of

transcript i in the treatment group. Please note that there is no overlap between fragments
that covering and drop-off at position k. If a fragment’s leftmost base j − l + 1 = k + 1, it
drops off at position k. Instead, if for a fragment, its priming site j > k and its leftmost
base j − l + 1 ≤ k, it covers position k. We calculate C+

ik and D+
ik by

C+
ik =

N+∑
n=1

(
∑

j−l+1≤k≤j

E(Y +
nijl|Ξ) +

∑
j−l+1≤k≤j

E(Z+
nijl1h|Ξ,D

+) ),

D+
ik =

N+∑
n=1

(
∑
l

E(Y +
n,i,k+l,l|Ξ) +

∑
l

E(Z+
n,i,k+l,l,1,h|Ξ,D

+) ).

Similarly, let C−ik and D−ik denote the expected number of fragments covering and drop-off
at position k of transcript i in the control group. We calculate them by

C−ik =
N−∑
n=1

(
∑

j−l+1≤k≤j

E(Y −nijl|Ξ) +
∑

j−l+1≤k≤j

E(Z−nijl1h|Ξ,D
−) ),

D−ik =
N−∑
n=1

(
∑
l

E(Y −n,i,k+l,l|Ξ) +
∑
l

E(Z−n,i,k+l,l,1,h|Ξ,D
−) ).

Lastly, we define summary statistics for estimating sequence error related parameters. As
mentioned in the beginning of this section, we only pick two examples as a demonstration.
We define T+

cx as the expected number of observations of sequencing-error related hidden
transitions from c to x in the treatment group. It is used to estimate the transition matrix
P+
trans(x|c). T+

cx can be collected by

T+
cx =

N+∑
n=1

∑
i>0,(i,j,l,h)∈π+

n

E(Z+
nijl1h|Ξ,D

−)

|h|−1∑
k=1

1cx(h[k], h[k + 1]),

where 1cx is an indicator function and defined by

1cx(a, b) =

{
1, c = a and x = b

0, otherwise
.

In addition, we define W+
qsbrb

as the expected number of occurences in the treatment
group that with reference base sb generates a read base rb under a quality score value q.
W+
qsbrb

is used to estimate quality-score-based subsititution matrices wq(rb, sb) and can be
collected by
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W+
qsbrb

=
N+∑
n=1

∑
i>0,(i,j,l,h)∈π+

n

E(Z+
nijl1h|Ξ,D

−)

|h|∑
k=1

1qsbrb(qn[f rh(k)], si[j − l + f sh(k)], rn[f rh(k)]),

where f sh(k) and f rh(k) are defined in Section 2.3 by (2.2) and (2.3) and the indicator
function 1qsbrb is defined as

1qsbrb(q
′, a, b) =

{
1, q = q′, sb = a, and rb = b

0, otherwise
.

Please note that variables Y +
nijl are not involved in the calculation of T+

cx and W+
qsbrb

. The
unobserved fragments would never be sequenced and thus are unrelated to the sequencing
error models.

Re-estimate model parameters in M step

In the M step, we re-estimate Ξ based on the collected summary statistics.
First, we re-estimate abundance related parameters, T, α+

0 , α
−
0 , on X+

i s and X−i s:

ρ̂i =
(X+

i +X−i )/(`i − lp + 1)∑M
k=1(X

+
k +X−k )/(`k − lp + 1)

, i = 1, . . . ,M,

α̂+
0 =

X+
0∑M

k=0X
+
k

,

α̂−0 =
X−0∑M
k=0X

−
k

.

Secondly, we re-estimate the RNA structure related parameters, B and Γ, by C+
iks, D

+
iks,

C−iks and D−iks. We will discuss how to estimate these parameters in the next section and
thus we omit the estimation details here.

Lastly, we re-estimate sequencing error related parameters, E+, E−, by sequencing-error-
related summary statistics. For example, the transition matrix P+

trans(x|c) in the treatment
group can be estimated from T+

cxs by

P̂+
trans(x|c) =

T+
cx∑

x′in{I,D,M} T
+
cx′
,

and the quality-score-based substitution matrices w+
q (rb, sb) in the treatment group can

be estimated from W+
qsbrb

s by

ŵ+
q (rb, sb) =

W+
qsbrb∑

r
′
b∈{A,C,G,T,N}

W+

qsbr
′
b

.
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Maximum likelihood estimates

This section will introduce two different ways of estimating B and Γ: maximum likelihood
(ML) and maximum a posterior (MAP). Because β and γ estimators at any position of any
transcript look similar, without loss of generality, we will focus on estimating βik and γik, the
parameters at position k of transcript i, based on summary statistics C+

ik, D
+
ik, C

−
ik, D

−
ik. In

addition, when there is no confusion, we will omit the subscripts and the problem becomes
estimating β and γ based on C+, D+, C−, D−. Please note that the summary statistics are
non-negative, i.e. C+ ≥ 0, D+ ≥ 0, C− ≥ 0, D− ≥ 0.

Maximum likelihood estimates of β and γ have been thoroughly discussed previously.
However, for the sake of completeness, we will derive them again here.

First, let us write down γ, β related log-likelihood function l(γ, β) at position k of tran-
script i based on collected summary statistics:

l(γ, β) = C− log(1−γ)+D− log γ+C+ log(1−β)(1−γ)+D+ log(1− (1−β)(1−γ)). (2.9)

Then let us differentiate l(γ, β) with respect to (w.r.t.) γ and β, and set the derivatives
to 0:

− C−

1− γ
+
D−

γ
− C+

1− γ
+
D+(1− β)

γ + β − γβ
= 0 (2.10)

− C+

1− β
+
D+(1− γ)

γ + β − γβ
= 0 (2.11)

Solving (2.10) and (2.11), we obtain the following ML estimates: γ̂ = D−

C−+D−

β̂ =
D+

C++D+−γ̂
1−γ̂

(2.12)

However, when D+

C++D+ < D−

C−+D−
, β̂ is smaller than 0 and (2.12) becomes an invalid

solution. In this case, the ML estimates are different. Let us discuss this special case now.
First, l(γ, β) is concave with respect to each of γ and β because its second order partial

derivatives are negative.

∂2l(γ, β)

∂γ2
= −C

− + C+

(1− γ)2
− D−

γ2
− D+

(γ − β
1−β )2

< 0,

∂2l(γ, β)

∂β2
= − C+

(1− β)2
− D+

(β − γ
1−γ )2

< 0.

Thus, for fixed γ ≤ D+

C++D+ , we can obtain the ML estimate of β by solving (2.11). The

resulting ML estimate β̂ is
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β̂ =
D+

C++D+ − γ
1− γ

,

and the log-likelihood function becomes

l(γ, β̂) = C− log(1− γ) +D− log γ + (C+ log
C+

C+ +D+
+D+ log

D+

C+ +D+
).

Because ∂l(γ,β̂)
∂γ

is negative for all γ < D−

C−+D−
and D+

C++D+ < D−

C−+D−
, we know that for

γ ≤ D+

C++D+ , γ̂ = D+

C++D+

β̂ =
D+

C++D+−γ̂
1−γ̂ = 0

maximizes l(γ, β).
When γ > D+

C++D+ , we have

γ >
D+

C+ +D+
⇒ −C+γ +D+(1− γ) < 0

⇒ −C+γ +D+(1− γ)− (C+ +D+)(1− γ)β < 0

⇒ ∂l(γ, β)

∂β
= − C+

1− β
+
D+(1− γ)

γ + β − γβ
< 0,

which means the first derivative ∂l(γ,β)
∂β

is negative for all β. Therefore β̂ = 0 maximizes

l(γ, β) for every γ >
D+

i

C+
i +D+

i

.

Combining the above analyses, we know that if D+

C++D+ < D−

C−+D−
, the ML estimates must

have its β̂ = 0 and the resulting log-likelihood becomes

l(γ, 0) = (C− + C+) log(1− γ) + (D− +D+) log γ.

In addition, it is easy to see that γ̂ = D−+D+

C−+C++D−+D+ maximizes l(γ, 0). Therefore when
D+

C++D+ < D−

C−+D−
, the ML estimates are{

γ̂ = D−+D+

C−+C++D−+D+

β̂ = 0
.

In summary, the ML estimates of γ and β are

(γ̂, β̂) =

( D−

C−+D−
,

D+

C++D+−γ̂
1−γ̂ ), D+

C++D+ ≥ D−

C−+D−

( D−+D+

C−+C++D−+D+ , 0), D+

C++D+ < D−

C−+D−

.
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Results

To test the accuracy of PROBer on structure-mapping experiments we investigated its perfor-
mance on both simulated and experimental data. In simulations, we generated a dataset in a
manner consistent with the chemical mapping protocol and attempted to recover parameter
estimates from these simulated reads alone.

As shown in Fig 2.6 A, at a global scale, PROBer yielded significantly improved param-
eter estimates when compared with other approaches. These results were representative of
multiple simulations and this improvement was observed across a range of expression levels.
Strikingly, PROBer’s performance at recovering secondary structure constraints for tran-
scripts with moderate expression levels (between 100 and 1000 TPM) vastly outperformed
the nave methods at the highest expression levels (greater than 10,000 TPM). This result
indicates that PROBer requires approximately 90% less data (when compared to nave meth-
ods) to produce structural estimates of equal or better accuracy. As transcript abundances
follow an exponential distribution, a moderate improvement in the range of expression lev-
els that yields useful structural constraints translates to a large increase in the number of
transcripts that can be probed. Thus, PROBer allows the experimenter to access a larger
fraction of the transcriptome at the same sequencing depth and experimental cost.

As these simulations were based on the same generative model for structure probing
experiments that the PROBer software uses, we were concerned that our protocol would
artificially inflate the apparent performance of PROBer. We therefore included in our sim-
ulated transcriptome three additional transcripts for which chemical modification profiles
have been independently measured by SHAPE-seq (Loughrey et al. 2014). These transcripts
served as a ’digital spike-in’, allowing us to verify that our simulated experiments were not
biased by the simulation parameters. The accuracy of PROBer was confirmed by these
digital spike-in experiments.

As the lack of other experimentally validated secondary structures prevented us from
further exploring this result, we therefore explored whether the same PROBer approach
could be used to quantify pseudouridinylation profiles produced by CMCT modification of
RNA. As this experimental method performs the RNA modification reaction in purified (and
likely denatured / unfolded) RNA, we did not expect solvent accessibility to confound the
chemical modification signal. We reanalyzed a Pseudo-seq dataset (Carlile et al. 2014) and
used all known pseudo-uridine sites in ribosomal and small nuclear RNAs as a ground truth to
which we compared PROBer estimated modification profiles. Precision-recall curve analysis
of these data revealed that PROBer outperforms existing ad hoc methods for predicting ?.
Importantly, PROBer was able to detect an experimentally validated pseudo-U site that was
not detected by ad hoc approaches. This indicates that PROBer is capable of capturing
biologically relevant information that would be otherwise lost.
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Figure 2.6:
Performance of PROBer on RNA Structure Probing Assays
A. A simulated RNA structure-probing dataset was generated in a manner consistent with the
protocol of Ding et al. (2014), and used as the input for a number of structure-probing quan-
tification methods. Accuracy was evaluated by comparing the results from these methods
with the ground truth modification reactivity profiles (b values) using Pearson?s correlation
coefficients. PROBer consistently outperforms alternative approaches across a wide range
of expression levels. B. PROBer was compared with alternative methods for in vitro prob-
ing yeast 18S rRNA on a paired-end dataset. Methods were evaluated by precision-recall
(PR) curves and area under curve (AUC) values using crystallographically informed solvent-
accessible secondary structures as ground truth. PROBer outperforms alternative methods
significantly. C. PROBer was compared with alternative methods on two yeast structure-
probing datasets for predicting 18S and 25S rRNA secondary structures. For each method,
the estimated modification reactivity profiles were converted into SHAPE constraints, which
were used to predict secondary structure. The resulting minimum free energy structures were
evaluated on two commonly used metrics: sensitivity and positive predictive value (PPV).

We also tested whether PROBer could be used to analyze iCLIP data. The iCLIP
experiment encodes protein binding information in a toeprinting-type manner by crosslinking
RNA to proteins and degrading the crosslinked protein by proteolysis. This leaves a short
peptide fragment attached to the site on the RNA where it was crosslinked, and this peptide
fragment can cause RT drop-off Nostrand et al. 2016, Knig et al. 2010).

We reanalyzed iCLIP data generated, which investigated the transcriptome wide binding
preferences for the RNA regulating protein RBFOX2. Importantly, the UGCAUG binding
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motif of this protein has been validated in vitro, providing an independent ground truth
for our evaluation. As expected, our reanalysis of this dataset with PROBer yielded the
sequence motif as was previously reported, indicating that the PROBer model can indeed
handle this data format as well (2.7 A).

In the specific case of iCLIP, the RNAse degradation process produces fragments that
are significantly smaller than those on other toeprinting type methods. One consequence of
these short fragments, the fraction of ambigiously mapped reads increases significantly in
these datasets, making it especially important to correctly address these reads. Furthermore,
the iCLIP protocol differs from other chemical probing protocls in that the control samples
are sometimes absent. To test whether PROBer can appropriately handle these ambiguously
mapped reads, we evaluated the sequence motifs produced by when all multi-mapped reads
are either completely excluded from analysis, or when the entire analysis is solely based on
these multimapped reads. Surprisingly both of these analyses produced similar sequence
logos, demonstrating clearly that these multi-mapping reads contain information that would
normally be discarded by the common (and incorrect) practice of restricting analysis to
unique mappings (2.7 B).
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Figure 2.7:
Performance of PROBer on Detecting Pseudouridine Modifications and Identifying Protein-
RNA Binding Sites
A. PROBer was compared with alternative methods on data for predicting known pseudouri-
dine sites in yeast rRNAs and snoRNA . Methods were evaluated by precision-recall (PR)
curves and area under curve (AUC) values. PROBer outperforms alternative approaches
significantly. B. PROBer was compared with the common practice (unique method) that
uses only uniquely mapping reads on eCLIP datasets for four distinct RNA-binding proteins.
The first two columns in the table give the protein name and canonical binding motif. The
next four columns give the number of input-normalized peaks called at a false discovery rate
of 0.05 and the percentage of input-normalized peaks overlapping with canonical motifs for
the unique method and PROBer, respectively. Peaks were called using CLIPper. The last
column gives the percentage of more peaks PROBer detected comparing with the unique
method.

Conclusions

We present PROBer, a statistically rigorous approach to quantify chemical modification
profiles from transcriptome-wide sequencing data. PROBer contains a huge amount of model
parameters. To robustly estimate these parameters, we assume the transcript abundances in
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the treatment and control experiments are the same, and impose beta distribution priors to
the chemical modification and RT noise profiles. We have evaluated PROBer?s performance
with three diverse chemical modification protocols, as well as a variety of library preparation
protocols. In each of these cases, PROBer outperformed alternative approaches in analysis
of the data. As it is becoming clear that a systems-wide view of such post-transcriptional
regulation processes is highly informative, we believe that multiple chemical modification
toeprinting protocols will be performed within the same study. As such, a unified workflow
such as PROBer is even more valuable.

2.4 Handling SHAPE MaP data with partial

correlation

In contrast with the drop-off based SHAPE-seq and DMS-seq protocols, the SHAPE-MaP
protocol reads out the same chemical modifications as single nucleotide mutations. One
major difference between the two protocols is that a read generated from the SHAPE-MaP
protocol can potentially contain multiple acylation events within the same read. This raises
the possibility of mining SHAPE datasets for pair-wise information that would otherwise be
undetected by conventional protocols (Homan et al. 2014a, Siegfried et al. 2014, Zubradt
et al. 2017). In this section describe an approach using partial correlating to identify such
pairwise signal in such datasetsHoman et al. 2014a. Output from MaP provides information
about both pairing (via reactivities) and contact (via correlations, see Homan et al. 2014a).
Reactivities can be coupled to partition function folding models as has been done with
drop-off sequencing based structural assays, while correlations can directly reveal pairs of
sites that may be in structural proximity. The possibility for inference of 3D contacts via
MaP suggests a novel approach to structural prediction for RNA analogous to covariance
structural prediction for proteins (Gbel et al. 1994).

While it is intuitive to associate highly correlated MaP sites with structural contacts, it
is well known that the precision matrix is better suited to inferring interacting sites than
the correlation matrix. We therefore decided to investigate the use of partial correlation in
analysis of MaP data, and report here that regularized partial correlation analysis signifi-
cantly outperforms nave correlation analysis on both the Siegfried et al. and Homan et al.
datasets (Siegfried et al. 2014, Homan et al. 2014b).

We first introduce the concept of partial correlation and describe why we feel it is ap-
propriate for this application. Partial correlation is a techiique to evaluate the strength of a
linear relationship between two variables, while controlling for the effect of a third variable
(Schfer and Strimmer 2005). Because of this we hypothesized that partial correlation would
be suitable to handle SHAPE-MaP data, as the goal of the analysis is to identify associa-
tions between multiple sites despite a large variation in the background SHAPE reactivity
distribution.

To assess whether SHAPE-MaP data contains pairwise 3D structural information, we
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compared both the correlations and partial correlations in SHAPE-MaP data from Siegfried
et al. to crystal structures of the same molecules by measuring area under the precision-recall
curve (AUPR). For both correlation and partial correlation, we observed surprisingly high
AUPR values of ranging from 0.2 to 0.6, with no significant difference between correlation
and partial correlation. However, we believe this result to be an artifact as both SHAPE-
MaP correlations and crystallographic contacts tend to be clustered at sites that are close
in linear space. Although this phenomenon inflates the AUPR value, it does not add any
predictive power.

However, when we examined the three molecules in Homan et al., we found that partial
correlation analysis always outperforms correlation analysis as measured by (AUPR), for
crystallographic contacts within 15. Even though partial correlation outperforms correlation
results are still poor, possibly due to the large time window in which acylation takes place in
the experiments. Figure 2.8A shows the AUPR curves for the three molecules in the Homan
et al. data. Here the experiments are favorable for finding contacts, with partial correlation
applied to RNaseP showing significant similarly to the crystal contact map (Fig 2.8) For
RNaseP partial correlation analysis can identify 52% of true contacts with a false positive
rate of 20%. While this is not very good accuracy, it is significantly better than correlation
analysis that identifies only half as many true contacts, 26% at the same false positive rate
of 20%.

The overall improvement of partial correlation analysis over correlation analysis is con-
sistent with similar experiments in the context of protein structural prediction and gene
regulatory network analysis. Even though the most highly correlated sites are probably in
contact, strong correlations may result due to transitive effects: when A is correlated with
B and B is correlated with C then A is correlated with C. As shown by example in Figure
2.8, partial correlations greatly reduce this effect.
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Figure 2.8:
Partial correlation of SHAPE-Map spectra contains more information about RNA tertiary
structure than correlation alone
a. Area under the precision-recall curve (AUPR) for correlation and partial correlation
analysis. AUPR was calculated using all base pairs within 15 A? for each of the molecules.
b. The precision-recall curves for the RNaseP molecule showing significant improvement
of partial correlation versus correlation. c. The correlation matrix for the TPP riboswitch
showing the difficulty in resolving real contacts due to the transitivity of correlation. The
red boxes mark three contact edges shown as a triangle in Figure 3c of Homan et al. d.
The partial correlation matrix for the TPP riboswitch with the same red boxes showing how
edges in triangles are ?cleaned up? to reveal a more accurate contact map.
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Chapter 3

Sequencing the binding specificity
landscape of RNA-guided RNA
binding proteins

3.1 Introduction and chapter summary

RNA-guided RNA binding proteins play important roles in diverse pathways from post-
transcriptional regulation in mammalian cells, to bacterial adaptive immunity. The mecha-
nisms and proteins associated with these processes are diverse; however a clear commonality
between these processes is that they involve a protein which can be directed by a ’guide’ se-
quence to bind and potentially degrade a certain RNA target. This programmability enables
a few proteins to have an large and potentially highly diverse effect on the regulatory state
of the cell, and also enables their rapid evolvability. Furthermore because these proteins can
be programmed by an RNA guide to recognize, bind, and cleave specific sequences, these
proteins can be used as biotechnological tools to edit genomes, track molecules in live cells,
or rationally perturb the regulation of specific genes.

This chapter discusses two experiments that use sequencing to understand the sequence
and structural determinants of a RNA-guided RNA binding proteins. In contrast with the
Rev: RRE system, understanding the binding behavior of RNA-guided RNA binding pro-
teins raises an inverse problem. In this case, protein binding depends far more on sequence.
Furthermore, as target binding is guide-dependent, deciphering where specifically a protein
bound is trivial. However the effects of other parameters such as local structure, mismatches
ween the guide and target, and chemical modifications may have a large (but uncharacter-
ized) effect onprotein binding. Thus in these assays, the experimental design is inverted: the
protein is presented with a large diversity of RNA sequences to bind to, and non-uniformity
in which targets are bound is the signal of interest.

First, it explores the specificity landscape of Cas13a, a CRISPR effector protein, that
uses an RNA guide to bind to an RNA target (East-Seletsky et al. 2016, Liu et al. 2017b,
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Abudayyeh et al. 2016). This can be exploited to track RNA molecules in live cells, and
potentially regulate these RNAs by recruiting other proteins to that site (Abudayyeh et al.
2017, Cox et al. 2017, O’Connell et al. 2014). Furthermore, upon target RNA binding, this
protein is activated as a nonspecific RNAse that subsequently degrades other RNA molecules
it encounters (East-Seletsky et al. 2016, Liu et al. 2017a, Abudayyeh et al. 2016). As this
non-specific RNA degradation activity involves a significant signal amplification, this process
can be exploited to produce biotechnological tools to detect diseases (Gootenberg et al. 2017).
As such, understanding the subtleties within the rules that underlie target recognition by
Cas13 can potentially have significant biotechnological implications.

Next, a sequencing-related assay is used to evaluate what happens to micro-RNA reg-
ulatory mechanisms when a pair of accessory proteins, TRBP and PACT are prevented
from binding to and therefore regulating the function of a key control protein, Dicer. As
microRNAs (miRNAs) regulate a diverse array of eukaryotic cellular processes including dif-
ferentiation, proliferation, and apoptosis (He and Hannon 2004), these results help reveal
how miRNA regulation contributes to genetic diseases including certain types of cancer.

3.2 High-throughput profiling of Lbu-Cas13a

activator-RNA binding preferences

Prokaryotic adaptive immune systems use CRISPR systems and CRISPR associated (Cas)
proteins for RNA-guided cleavage of foreign genetic elements (Mohanraju et al. 2016, Wright,
Nuñez, and Doudna 2016). Type VI CRISPR-Cas systems include a single protein, Cas13,
that when assembled with a CRISPR-RNA (crRNA) forms a crRNA-guided RNA-targeting
effector complex (Abudayyeh et al. 2016, East-Seletsky et al. 2016). Cas13 proteins studied
to date possess two enzymatically distinct RNase activities that are required for optimal
interference (Abudayyeh et al. 2016, East-Seletsky et al. 2016, East-Seletsky et al. 2017).
First, upon binding a precursor-crRNA (pre-crRNA), Cas13 cleaves within the crRNA direct
repeat in a pre-crRNA array to form mature Cas13a-crRNA complexes (East-Seletsky et al.
2016, East-Seletsky et al. 2017). Second, binding of an RNA target complementary to the
crRNA (henceforth referred to as an activator-RNA) triggers Cas13 to cleave RNA non-
specifically by activating the enzyme’s HEPN domains to form a single composite RNase
active site (Abudayyeh et al. 2016, East-Seletsky et al. 2016, Smargon et al. 2017, Liu˙2017).

In addition to its role during bacterial adaptive immunity, the RNA-activated RNA
cleavage behavior of Cas13a provides a mechanism for RNA detection and possible diagnostic
applications (East-Seletsky et al. 2016, Gootenberg et al. 2017). Versions of Cas13 where the
HEPN domains have been catalytically inactivated (deactivated Cas13; dCas13, see East-
Seletsky et al. 2016, Abudayyeh et al. 2016) may also be useful as programmable RNA
binding proteins for imaging and regulating specific transcripts. However, the relationship
between crRNA: activator-RNA sequence complementarity and Cas13a binding or HEPN-
nuclease activation have not been determined, and based on the behavior exhibited by other
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CRISPR-Cas systems (for review see Jackson et al. 2017), it is likely that this relationship
is complex.
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Figure 3.1: Development of High-throughput RNA mismatch profiling to determine
activator-RNAbinding preferences for Lbu-Cas13a.
A. Schematic of the high-throughput RNA mismatch profiling library design. T7 promotor:
for producing RNA via in vitro transcription. P7 Seq Primer: binding site for the P7
Illumina sequencing primer that includes an index for multiplexing library samples. 34-mer
Partially Randomized Library: either L3 or L4 target sequence with 76% frequency of on-
target nucleotides and 8% frequency of each other nt. at each position. 20nt-spacer crRNA
binding site positon is shown. Cluster ID: 6-mer randomized region to ensure robust Illumina
sequence cluster calling. P5 Seq Primer + PCR UMI: a modified P5 Illumina sequencing
primer binding site that incorporates a 13-mer randomized unique molecular identifier (UMI)
within the index region to filter out PCR duplicates downstream. B Schematic of the high-
throughput RNA mismatch profiling pulldown workflow. C. Mismatch distribution profile
for the input L3- and L4- activator-RNA libraries. D. A scatter plot displaying fold-change
in abundance of each L3-and L4- libraries member between samples with 10 nM crRNA-
bound Cas13a (vs. crRNA-unbound apo-Cas13a) programmed to target L3-or L4- ssRNA
sequences. E. A scatter plot displaying fold-change in abundance of each L3-and L4- libraries
member between samples with 100 nM crRNA-bound Cas13a (vs. crRNA-unbound apo-
Cas13a) programmed to target L3- or L4- ssRNA sequences.
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We examine the rules that determine whether a crRNA can direct the RNA-targeting
CRISPR protein, Lbu-Cas13a to bind a target RNA, and activate the complex for RNA
cleavage. We show that target RNA binding and subsequent RNase activation are strongly
influenced by specific mismatches between the guide and target RNAs, and that the two
activities can be decoupled from each other.

To determine the interplay between activator-RNA recognition and HEPN-nuclease acti-
vation, we used a combination of biochemical experiments and a library-based high-throughput
RNA-binding assay to interrogate the effects of mismatches on both activities. We find that
both the number and distribution of mismatches between the crRNA and activator-RNA af-
fect Lbu-Cas13a’s binding affinity and HEPN-nuclease activity. Unexpectedly, mismatches
within a discrete region of the crRNA: activator-RNA duplex promote higher Cas13a bind-
ing affinity compared a fully complementary activator-RNA. Despite higher-affinity bind-
ing, these mismatched activator-RNAs fail to activate Cas13a’s HEPN-nuclease activity.
Conversely, a separate subset of mismatched, weakly-bound activator-RNAs were able to
maximally activate Cas13a’s ribonuclease activity. These results show that activator-RNA
binding and HEPN-nuclease activation can be decoupled in Cas13a, revealing a proofreading
mechanism that is not reflected by simple activator-RNA binding affinity but instead a com-
plex specificity landscape that enables Cas13a to distinguish between complementary and
mismatched RNA transcripts prior to crRNA-guided RNase activation, all while allowing
for relaxed RNA sequence specificity. Together, we show that the accuracy of activator-
RNA binding and RNA-activated RNA cleavage by Cas13a enzymes are different, which
has implications for understanding the role of Cas13a in bacterial immunity, as well as the
development of Cas13a as a high-fidelity RNA-targeting tool.

We evaluated the effects of individual crRNA - activator-RNA mismatches on the binding
interaction with Cas13a by designing an in vitro library-based assay to assess binding mis-
match tolerances and the effects of sequence variation outside the Cas13a - crRNA binding
site. To distinguish between weak crRNA-dependent target binding and crRNA-independent
nonspecific binding, our experimental design included two different sequence libraries that
were mutagenized in the same manner. Only one crRNA was used in any given binding
experiment, allowing us to use the non-complementary target as a reference point for non-
specific binding. The libraries were mixed at a 1:1 ratio and incubated separately with
two concentrations of biotinylated Lbu-dCas13a protein complexed with crRNA. After in-
cubation, bound RNAs were eluted and subjected to Illumina-based sequencing. Controls
were conducted to determine input library distribution and the effect of non-specific Cas13a
background binding. A schematic of the experiment is shown in Fig. 3.1 A.

To analyze these sequencing data, we developed a computational workflow that first
removes PCR duplicates (by counting unique molecular identifier sequences), and then counts
the number of observations for each library variant in a given sample. For each variant, we
identified which input sequence it was derived from by Hamming distance, and recorded its
relative abundance in a sample. After applying a threshold to filter out low-abundance library
members, data from the remaining 18,000 unique sequences were highly reproducible across
replicates, with Pearson R ¿= 0.9 for all but one case. We identified the crRNA-dependent
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signal from our data by computing the fold-change in abundance between pulldowns with
crRNA-bound Cas13a and crRNA-unbound apo-Cas13a. A scatter plot of this fold-change
for each of the different crRNA containing samples (#3 and #4) showed that target sequences
that were strongly enriched by Cas13a: crRNA-#3 were depleted by the Cas13a:crRNA-#4,
and vice versa (Fig. 3.1 D and E).

Unsurprisingly, in each case, the enriched and depleted sequences corresponded to the
on-target and off-target activator-RNA libraries, respectively. This clear signal of orthogo-
nality indicated that the sequence enrichment and depletion behavior we observed is crRNA-
dependent. Interestingly, we observed that this ?orthogonal signal? was significantly dimin-
ished when comparing sequence enrichment by Cas13a:crRNA relative to the input library,
rather than relative to the crRNA-unbound apo-Cas13a sample. This implies that apo-
Cas13a protein has a non-negligible affinity for RNA that is sequence and/or structure
dependent. Although we control for this in the analysis presented here, this property might
need to be considered when using this Cas13a as an RNA-targeting tool.

High-throughput profiling identifies activator-RNA mismatch
sensitivity hotspots

We calculated the relative enrichment of target RNA library members with exactly one
mismatch to each crRNA-guided Cas13a sample, revealing several interesting observations.
First, as expected, the magnitude of enrichment for each single-mismatch member within
each targeted library was highly dependent on the position of the single-mismatch within the
crRNA-targeting region. Second, when targeting the L4 RNA library with Cas13a:crRNA-
L4, we observed that single-mismatch members were least enriched when their mismatches
occurred within a contiguous stretch of nucleotides in positions 7-12 compared to all other
positions within the crRNA: target RNA duplex (Fig. 3.2 A-D), with the effect most pro-
nounced at high Cas13a: crRNA concentration (Fig. 3.2 C). This suggests that single base
pair mismatches in this region can have a significant negative effect on Cas13a?s affinity
for activator-RNA, in agreement with the binding data for quadruple mismatches in this
region. Conversely, library members with single base pair mismatches outside this central
region (i.e. in activator-RNA sequence positions 2-6 & 13-20) are enriched as well as or even
greater than the perfectly complementary target RNA, indicating that mismatches in these
positions in the target RNA: crRNA duplex have little effect on the overall binding affinity
relative to a perfectly complementary target. In some cases, they may even promote tighter
binding than observed for perfectly complementary activator-RNA (Fig. 3.2 A and C).
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Figure 3.2:
High-throughput RNA mismatch profiling reveals binding mismatch sensitivity hotspots for
single- and adjacent double- mismatched activator-RNAs
Fold-change enrichment analysis for activator-RNA members of both libraries that contain
only a single mismatch across the shown spacer-targeting and flanking (A) targeting L4
activator-RNA library with 10 nM dCas13a:crRNA-L4, (B)targeting L3 activator-RNA li-
brary with 10 nM dCas13a:crRNA-?3, (C) targeting L4 activator-RNA library with 100 nM
dCas13a:crRNA-?4, (D) targeting L3 activator-RNA library with 100 nM dCas13a:crRNA-
L3. Fold-change enrichment/depletion analysis (relative to Apo-dCas13a) for activator-RNA
members of both libraries that contain only adjacent double mismatches as a sliding window
across the shown spacer-targeting and flanking regions when (E) targeting L4 activator-RNA
library with 100 nM dCas13a:crRNA-L4, and (F) targeting L3 activator-RNA library with
100 nM dCas13a:crRNA-L3. In each plot, each individual point in a position represents
each unique mismatch combination possible in that position, the solid line represents as an
average fold-enrichment (of all mismatches combinations) in that position, and the error bars
represent the s.d. from three independent experiments. The fold-change enrichment of the
perfectly complementary targets in each experiment are show on the right of each plot

Although less obvious, a similar effect is seen when the #3 RNA library is targeted by
Cas13a:crRNA-L3, where single-mismatches in positions 11-12 of the crRNA:activator-RNA
duplex are also less tolerated (Fig. 3.2 b and d). The difference observed in the magnitude
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of mismatch sensitivity when comparing #3 and #4 target libraries could be due to crRNA
and target RNA sequence composition, secondary structure propensity of the crRNA and/or
target RNA, and the overall efficiency of the sample recovery.

To determine the effects of additional base pair mismatches on Cas13a’s binding affinity
for target RNA, we calculated the relative enrichment of activator-RNA library members
with exactly two adjacent mismatches. This analysis revealed a similar pattern of mismatch
sensitivities across the length of the crRNA:activator-RNA duplex for both #3 and #4 target
libraries (Fig. 3.2 e and f). Notably, however, we found little evidence that sequence elements
outside the crRNA: target RNA duplex contribute to crRNA-guided Cas13a binding to target
sequences.

Base pair mismatches alter crRNA-guided Cas13a:
activator-RNA binding affinity in biochemical assays

To test the effects of base pair mismatches between a crRNA and a complementary activator-
RNA sequence on Cas13a binding affinity, we used fluorescence anisotropy to measure RNA
binding by HEPN-nuclease-deactivated Lbu-Cas13a (Lbu-dCas13a). We paired activator-
RNAs containing sets of four contiguous nucleotide mismatches with an otherwise comple-
mentary crRNA, tiled across the 20-nt. guide sequence (Fig. 3.3 A). For three out of five
of these activator-RNAs (activator-RNAs #2, #3 & #6), the affinity of the crRNA-Cas13a
interaction decreased by 6- to 8- fold compared to the interaction with a fully complemen-
tary RNA (activator-RNA #1). In contrast, mismatches in nucleotide positions 9-12 of the
activator-RNA (activator-RNA #4) led to a 47-fold decrease in binding affinity compared to
a fully complementary ssRNA, while mismatches in nucleotide positions 13-16 of the target
RNA (activator-RNA #5) led to a minimal two-fold decrease in binding affinity. Taken
together, these data suggest that LbuCas13a’s binding affinity to activator-RNA is pre-
dominantly influenced by complementarity within the middle of the crRNA: activator-RNA
duplex.
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Figure 3.3:
Position of crRNA: activator-RNA mismatches differentially impacts Lbu-Cas13a activator-
RNAbinding affinity.
A. Schematic of the Lbu-Cas13a crRNA: ssRNA activator interaction highlighting the dif-
ferent activator-RNAs tested in this study.B. Fluorescence anisotropy binding curves for the
interaction between Lbu-dCas13a:crRNA-L4 and L4 activator-RNAs depicted in A. Binding
data fits shown as solid lines. Error-bars represent the s.d of the anisotropy from three
independent experiments. Dissociation constants (KD) and their associated standard errors
from three independent experiments are shown in the Fig. C. Data from .B normalized as
a percentage binding affinity relative to the affinity to a perfectly complementary activator-
RNAs

Given that Cas13a’s HEPN-nuclease activity is supported by a range crRNA guide se-
quence lengths3-6,8,9, we carried out fluorescence anisotropy binding experiments using an
analogous set of mismatched activator-RNAs and a crRNA containing a 24-nt. guide se-
quence (Supplementary Fig. 1A, B). Extending the crRNA: activator-RNA duplex to 24-nt
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did not increase the overall affinity of the Cas13a: activator-RNA interaction compared to a
20-nt crRNA (Supplementary Fig. 1C). This observation suggests that either the additional
base-pairing interactions do not occur or are energetically neutral with respect to binding
affinity between a crRNA and its perfectly complementary activator-RNA. We also found
that the profile of mismatches that impact binding affinity was similar to that measured
using the crRNA with a 20-nt guide sequence, although magnitudes of binding defects were
smaller. Since the crRNA with 24-nt guide sequence did not enhance binding affinity or
specificity for Lbu-Cas13a recognition of RNA targets, we used crRNAs with 20-nt spacer
sequences for all further binding experiments.

Off-target RNAs differentially impact Cas13a HEPN-nuclease
activation

We wondered whether mismatched activator-RNAs might still activate Cas13a for trans-
RNA cleavage directed by the HEPN-nuclease, and particularly whether we would observe
mismatch position-dependent effects. To measure Cas13a HEPN-nuclease activation, we used
a fluorescent RNA cleavage assay4 that assesses HEPN-mediated RNA cleavage upon RNA-
mediated Cas13 activation. The multiple turnover conditions of this assay coupled with the
robust catalytic turnover of Lbu-Cas13a allows us to detect HEPN nuclease activity from
as little as 10pM of activator-RNA bound Cas13a:crRNA complex4, enabling the rapid
measurement of a range of parameters that alter the HEPN nuclease activity of Cas13a.
Using this assay, we determined relative apparent rates of fluorescent RNA reporter cleavage
(normalized to the completely complementary RNA-activator #1) from each of the resulting
time-courses. The data revealed a range in the ability of each mismatched activator-RNA to
activate Cas13a trans-RNA cleavage, and similar effects were observed using a crRNA with
a 24-nt guide sequence and a corresponding set of activator-RNAs.

Despite exhibiting weaker binding to the Cas13a - crRNA complex, RNAs #3 and #6 are
still able to promote robust Cas13a HEPN-nuclease activity, with cleavage rates greater or
similar to the catalytic rates promoted by a perfectly complementary activator-RNA (RNA
#1), respectively. This observation suggests that under the equilibrium conditions of this
assay, any decrease in the amount of active activator-RNA-bound Cas13a complex (due
to a reduced affinity) is offset by increased catalytic turnover of the HEPN nuclease when
mismatches are present in these regions. On the other hand, some quadruple-mismatch
activator-RNAs produced large reductions in Cas13a HEPN-nuclease activation (RNAs #2,
#4 & #5). The defects in Cas13a catalytic activation exhibited by RNAs #2 and #4 could
be either attributed to their weak binding affinities for Cas13a:crRNA (and the lack of a
sufficient amount of active activator-RNA-bound Cas13a complex to create a fluorescent
signal) or a specific requirement for a base-paired RNA duplex in these regions for HEPN
nuclease activation.
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Figure 3.4:
Position of crRNA: activator-RNAmismatches differentially impact Lbu-dCas13a HEPN ss-
RNA nuclease activation
A. representativetime courseof background corrected fluorescence measurements generated
by Lbu- Cas13a:crRNA-?4 activation by the addition of 100 pM ?4 activator-RNAs with
either zero (RNA #1) or four consecutive mismatches across the crRNA-spacer targeting
region. Exponential fits are shown as solid lines. (B) Data from (A) normalized as a percent
cleavage rate relative to a perfectly complementary ?4 activator-RNA (?4 RNA#1) with
error bars representing the normalized s.d from three independent experiments.]

Most surprisingly, we found that activator-RNAs with mismatches at positions 13-16 (i.e.
RNA #5) are unable to trigger the Cas13a HEPN-nuclease activity, even though they are
able to bind 10- to 100-fold more tightly to Cas13a:crRNA than a perfectly-complementary
activator-RNA. We confirmed that this phenomenon occurs across a number of different cr-
RNA: activator-RNA sequences, and that HEPN-nuclease activation occurs upon restoration
of base-pairing interactions between the crRNA and the activator-RNA in this region. This
striking result indicates that stable activator-RNA binding and HEPN nuclease activation
can be decoupled. Furthermore, the conformational rearrangement of the HEPN domains
required to form a catalytically competent nuclease active site requires a base-paired RNA
duplex at positions 13-16 of the activator-RNA. Together, these results reveal a complex in-
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terplay between crRNA-spacer: activator-RNA base-pairing requirements for stable Cas13a
binding and for HEPN nuclease activation.

RNA base-pairing is an allosteric activator of Cas13a
HEPN-nuclease activity

To determine how crRNA: activator-RNA base pairing triggers Cas13a HEPN-nuclease cat-
alytic activity, we tested whether activator-RNAs containing single nucleotide mismatches
to the crRNA guide sequence at positions 9-16 can activate Cas13a for non-specific RNA
cleavage. Overall, Cas13a nuclease activation was more affected by single-mismatches in the
13-16 region compared to the 9-12 region. The largest defect in activation was caused by a
mismatch in position 15, which resulted in a five-fold reduction in cleavage rate compared
to a perfectly complementary target RNA. This indicates that a single base-pair mismatch
within the crRNA: target RNA duplex is sufficient to impair Cas13a HEPN nuclease activa-
tion, despite having minimal effect on Cas13a binding affinity (Fig. 3.4 A-C).

Conversely, three out of four mismatches within the 9-12 region resulted in more ro-
bust Cas13a HEPN-nuclease activation relative to perfectly complementary RNA target se-
quences, indicating that single mismatches in this region do not preclude HEPN activation.
In fact, these target RNAs promote higher catalytic activity, similar to our observations for
an activator-RNA containing quadruple mismatches in positions 5-8. Comparing this result
to the high-throughput mismatch profiling data (3.2) where mismatches in this region had
the greatest negative effect on binding affinity, reiterates that base-pair mismatches in some
cases may act to improve HEPN nuclease catalytic activity.

Together, these two observations prompted us to revisit the high-throughput mismatch
profiling data to see whether implementing a ranking-based approach would detect enrich-
ment or depletion of base-pairing interactions regardless of whether the crRNA: target RNA
duplex contained single or multiple mismatches. Specifically, we ranked all L4-library mem-
bers from the 100 nM Cas13a:crRNA-L4 sample based on their fold-change enrichment /
depletion compared to the apo-Cas13a sample. We then separately computed the nucleotide
frequency by position for the top 500 members and the bottom 500 members of the list and
used this to compute the frequency difference between the two subsets. To deal with any
possible heterogeneity in the background nucleotide distribution, we performed permuta-
tion tests using shuffled lists of sequences as a null hypothesis (see Methods). This analysis
identified several positions within the crRNA: activator-RNA duplex that exhibit interesting
nucleotide preferences. Most striking was the substantial depletion at positions 15 and 16
of guanine nucleotides that are complementary to the crRNA, and a slight enrichment of
the remaining three nucleotide identities at these positions. This observation indicates that
Cas13a:crRNA binds more tightly on average, to members of the RNA library that allow
for mismatches in positions 15 and/or 16 between crRNA and the target RNA, even in the
presence of other mismatches.



56

Conclusions

Our investigation of specificity requirements for CRISPR-Cas13a RNA-activated RNA cleav-
age found that mismatches between crRNA and activator-RNA affect RNA binding affinity
and HEPN-nuclease activation differently depending on mismatch position. These results
reveal a proofreading mechanism following initial crRNA: activator-RNA base pairing that
serves as a specificity checkpoint controlling HEPN-nuclease activation (Fig. 3.5). Our data
support a model for Cas13a target search that involves activator-RNA base-pairing with
a mismatch hyper-sensitive region (activator-RNA nucleotides 7-12) and a HEPN-nuclease
switch region (activator-RNA nucleotides 13-16). Target search by crRNA-loaded LbuCas13a
requires activator-RNA base-pairing in the mismatch hyper-sensitive region.

Figure 3.5: Lbu-Cas13a HEPN nuclease activation is gated by unfavorable base-pairing
within the context of the Cas13a crRNA: activator-RNAinteraction.

While complementarity at these positions is absolutely necessary, additional contribu-
tions from supplementary base-pairing at positions 1-6 and 17-20 are required for stable
binding. After the activator is bound, HEPN-nuclease activation is gated by LbuCas13a
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detecting base-pairing between the crRNA and the HEPN-nuclease switch region of the
activator-RNA, triggering HEPN domain conformational rearrangement and formation of
a catalytically competent active-site. Mismatches within the HEPN-nuclease switch region
may block conformational change by trapping Cas13a ina non-catalytic yet more tightly-
bound activator-RNA-associated state.

We propose that mismatches in activator nucleotides 13-16 bypass an energetically unfa-
vorable rearrangement that occurs when a fully complementary RNA activator binds Cas13a.
Conversely, it appears that even though mismatches in regions 5-12 and 17-20 are energet-
ically unfavorable with respect to binding affinity, they are still able to promote robust
HEPN-nuclease activity. This model is supported by data for both Lsh-Cas13a3 and Lwa-
Cas139where mismatches in regions of the crRNA equivalent to activator-RNA nucleotides 7-
12 and 13-16/15-16 compromise HEPN-nuclease activity. Furthermore, our data and model
rationalize the mismatch scheme developed to maximize SNP sensitivity within the Lwa-
Cas13a RNA detection platform9. Taken together, these similarities suggest broad conser-
vation of activator-RNA binding and HEPN activation mechanisms (and their sensitivity
to mismatches) across the U-cleaving Cas13a family. Subtle variation in the magnitude or
position of these effects may exist between homologs, given the broad range of activator
sensitivities and rates of trans-ssRNA cleavage observed across this family.

3.3 Loading miRNAs onto Ago proteins

Introduction to the miRNA pathway

In mammals, the RNA-induced silencing complex (RISC) performs miRNA-mediated gene
silencing by targeting an Argonaute protein (typically Ago2) to repress mRNAs bearing
sequence complementarity to a bound approximately 22 nucleotide miRNA guide Lee et al.
2006.

Critical to this process are the production and loading into Argonaute of mature guide
miRNAs, which are functions of the endoribonuclease Dicer and its double-stranded RNA-
binding protein (dsRBP) partners Gregory et al. 2005. During formation of RISCs, Dicer
cleaves pre-miRNA hairpin substrates to generate roughly symmetric miRNA duplexes of a
specified length. Each product duplex binds to Argonaute in an orientation that defines the
guide strand, while the opposing passenger strand is ejected and degraded, a process known
as strand selection Khvorova, Reynolds, and Jayasena 2003Matranga et al. 2005. In humans,
the Dicer-associated dsRBP paralogs TRBP and PACT have been shown to influence both
cleavage and strand selection activities, although their functions have not been fully defined.
In addition, TRBP and PACT have been implicated in mediating miRNA isoform (isomiR)
processing by Dicer to generate related miRNAs of differing lengths and altered targeting
specificity Lee et al. 2006Fukunaga et al. 2012. TRBP has also been shown to stabilize Dicer
Paroo et al. 2009, and dsRBP homologs in flies are responsible for sorting of small RNAs
between distinct pathwaysOkamura et al. 2011.



58

Dicer partner dsRBPs TRBP and PACT may be somewhat functionally redundant in
miRNA biogenesis due to their conserved sequence and domain organization: they both
consist of three double-stranded RNA-binding domains (dsRBDs), with the first two binding
to double-stranded RNA (dsRNA) and the third participating in protein-protein interactions.
Accordingly, previous studies of potential defects resulting from the absence of just one of
the two proteins may have been hindered due to functional compensation by the remaining
dsRBP. In this section, we use crystallographically informed mutations of the Dicer-TRBP
/ PACT interface to abolish the formation of this complex. We then evaluated the effects
of this binding perturbation by reading out the set of miRNAs that are loaded to Ago
proteins in this context. These experiments revealed unforeseen effects on miRNA length
determination and guide strand selection for a subset of cellular miRNAs that associate
with Ago2, implicating Dicer partner proteins in maintenance of miRNA production and
subsequent gene silencing.

Results

We wondered how the recruitment of TRBP or PACT to Dicer might influence global mam-
malian miRNA processing and RISC loading in mammalian cells. We took advantage of
existing NMR strucures of the Dicer / TRBP and Dicer / PACT complexes to identify the
interfacial residues that are essential for the formation of this complex. Next, to investigate
the role of this interaction in a cellular context, we took advantage of high conservation be-
tween the human and mouse Dicer-TRBP and Dicer-PACT interfaces to introduce the point
mutations of human Dicer into the mouse Dicer gene. We label this construct Dicermut.
This experimental design offers the benefit of displacing both of the potentially functionally
redundant proteins TRBP and PACT from Dicer without removing them from the other
cellular pathways in which they participateDaniels and Gatignol 2012Daniels et al. 2009.
We then evaluated the effect of this Dicer mutation by surveying the miRNAs that were
loaded to Ago2. To this end, deep sequencing was performed for three biological replicates
on Ago2-coimmunoprecipitated small RNAs from a number of cellular sources. As controls,
we included wildtype mouse embryonic fibroblast cells (WT-MEF), on those where the Dicer
protein was knoked out (Dcr-/- MEFs)Betancur and Tomari 2012Yang et al. 2010, and our
experimental condition of interest: Dcr-/- MEFs where a synthetic gene coding for Dicermut
was transfected in. Furthermore we control for any transfection bias by using an additional
rescue control where wildtype Dicer was added to the Dcr-/- cells.

Under these rescue conditions, Dicer was confirmed to be present at levels comparable
to the endogenous levels in MEF cells and undetectable in the Dcr-/- MEF cells instead
transfected with empty vector. Ago2 is known to be destabilized when Dicer is downregulated
Martinez and Gregory 2013, and we observed a depletion of Ago2 and other Ago isoforms in
the Dcr-/- condition and recovery of these levels upon rescue with WT Dicer or Dicermut.
TRBP and PACT levels were not markedly affected by varying Dicer levels or by the form
of Dicer used for rescue.
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In the absence of Dicer, we observed a predominant pool of Ago2-associated RNAs shorter
than 15 nt, much smaller than the 20?25 nt species typically resulting from Dicer cleavage.
After rescue of dicing activity via transfection with WT Dicer or Dicermut, pools of canon-
ically sized 20?24 nt Ago2-associated miRNAs are regenerated, but to differing degrees:
canonical miRNAs represent 12% of all reads after WT Dicer rescue and 33% of all reads
after Dicermut rescue (Figure S3B). We observed striking changes in the abundance of sev-
eral miRNAs between the two rescue conditions, with eight miRNAs constituting 60% of all
canonically sized reads in the Dicermut rescue condition compared to 33% during WT Dicer
rescue. We conclude that the unexpected yet reproducible increase in loading of Ago2 with
canonically sized miRNAs primarily results from changes in regulation of a class particu-
lar miRNAs (including let7f-2, 10b, 99a, 99b, 100, and 125a) that are responsive to levels
of free cytoplasmic TRBP as previously reported De Vito et al. 2012. Since we observe
no change in the total levels of TRBP under differing experimental conditions, we suspect
that the TRBP population liberated from a complex with Dicer under the Dicermut rescue
condition is responsible for this varying regulation of certain miRNAs. Accordingly, we are
unable to address potential contributions of TRBP and PACT to the efficiency of Ago2 load-
ing. Subsequent analysis was performed using ?15 nt Ago2-associated miRNAs produced by
Dicer.
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Figure 3.6: Roles of Dicer Partner Proteins TRBP and PACT in miRNA Biogenesis
A. Correlation of strand selection behavior between WT MEF (x axis) and rescue conditions
(y axis) with either WT Dicer or Dicermut demonstrates the importance of TRBP and PACT
in maintaining fidelity of strand selection. In the Dicermut condition, an increased deviation
from the diagonal is observed due to impaired strand selection fidelity. Labels denote the
14 miRNA duplexes most dramatically affected (to ¿1 SD) by the loss of TRBP and PACT
recruitment to Dicer. Twenty-three candidate duplexes varying in strand selection behavior
by more than one SD between MEF and WT rescue conditions (shown in gray) are not
considered based on the possibility that they are behaving aberrantly due to the Dcr?/?
MEF context. The blue open circle represents miR-132. B. Cluster analysis of miRNA
lengths observed in WT MEF cells or Dicer knockout cells rescued with either WT Dicer or
Dicermut, revealing an increased propensity for formation of 22 nt products instead of 21
nt products when Dicer can recruit TRBP and PACT for certain sensitive miRNAs (pink
boxes). Ordering is based on results obtained in the WT Dicer rescue condition.
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We wondered whether TRBP and PACT participate in fine-tuning of small RNA process-
ing, performing quality control that influences a subset of substrates. We assessed whether
these Dicer partner proteins contribute to two key aspects of miRNA processing: miRNA
strand selection and length determination. Strand selection (scored as the log ratio of cov-
erage in the 3’ and 5’ arms) behavior for pre-miRNA duplexes in a WT MEF reference
condition was correlated to rescue conditions with either WT Dicer or Dicermut, revealing a
reproducible and marked defect in the global fidelity of strand selection when Dicer is unable
to recruit a dsRBP partner (Fig. 3.6 A). Although most miRNAs exhibit indistinguishable
strand selection behavior between the two rescue conditions and the WT MEF reference,
in the presence of Dicermut 14 of the 108 miRNAs analyzed show a pronounced change in
the proportion of 5’ versus 3’ miRNA strands associated with Ago2, including an instance
where the strand preference is markedly inverted (miR-30e). Thus, Dicer partner proteins
contribute to correct strand selection for a subset of miRNA duplexes.

A persistent question in the field has been the role of TRBP and PACT in guide strand
selection Noland and Doudna 2013Tomari et al. 2004, the process in which one arm of a
miRNA duplex is discarded (the passenger strand or miR?) while the other (the guide strand
or miR) is loaded onto Argonaute to provide targeting specificity. Failure of this crucial step
in miRNA biogenesis could result in spurious gene silencing and/or the loss of intended
silencing. Early studies implicated dsRBPs as robust players in discrimination of potential
guide strandsTomari et al. 2004, but subsequent studies suggested that they may not be
necessary for this step Noland and Doudna 2013Betancur and Tomari 2012. Comparing the
miRNA populations bound to Ago2 in the context of a Dicer knockout MEF line rescued
via transfection of either WT Dicer or the dsRBP binding-incompetent Dicermut revealed
subtle but reproducible defects in global strand selection fidelity. For 13% of the miRNA
duplex pairs analyzed, strand selection diverged from typical behavior due to the absence of
TRBP and PACT from the miRNA biogenesis pathway. Notably, the miRNAs most sensitive
to such dsRBP-influenced strand selection have been linked to processes including cellular
differentiation, apoptosis, and cancer metastasis.

Inspection of miRNA length and its dependence on the recruitment of partner dsRBPs
to Dicer reveals an influence in cases where Dicer product length typically varies between
21 and 22 nt, the two most abundant lengths for miRNA (Fig. 3.6 B). The populations
of these variable miRNAs tend to shift toward 22 nt when Dicer is able to bind TRBP
and PACT, suggesting that these proteins can contribute to miRNA length determination.
This is consistent with evidence that TRBP can change the position of Dicer cleavage and
promote formation of an RNA product with an additional nucleotideffukunaga2012dicer
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Figure 3.7: Mechanisms of Dicer Partner Proteins in the Context of the miRNA Biogenesis
Machinery
A. The human Dicer architecture is colored according to functional domains (PAZ, pink;
RNase IIIa/b, yellow; helicase, green), with the Dicer-TRBP interface structure determined
in the present crystallographic work shown in dark green (DicerPBD) and cyan (TRBP3).
NMR results suggest that the two N-terminal RNA-binding domains of an extended TRBP
can readily access an RNA bound near the paired RNase III active sites of Dicer. B. Models
for how Dicer partner proteins contribute to isomiR formation (top) and strand selection
fidelity during transfer of a Dicer product duplex to Argonaute (bottom). See also Figure
S6.

We found no trend in sequence or predicted pre-miRNA structure to distinguish the top
14 miRNAs identified as sensitive to TRBP/PACT recruitment to Dicer (Fig. 3.6 B) from
those miRNAs least sensitive to dsRBP recruitment regarding strand selection behavior.
Furthermore, 5 of 14 sensitive miRNAs obeyed the ’loop counting rule’ (5’ end of 3’ arm is
2 bp away from a disruption of the helix), in good agreement with the 33% of endogenous
mammalian miRNAs for which this rule was previously reported to apply Gu et al. 2012. We
also observed no correlation between strand selection behavior and thermodynamic asymme-
try. However, in some cases TRBP-induced changes in 5’ nucleotide identity following Dicer
processing likely triggers a switch in strand selection based on Ago2 RNA binding prefer-
ences. In vitro cleavage assays support this mechanism for miR-30e and related miRNAs,
as well as for miR-423 and miR-32, all of which showed altered strand selection behavior in
cells containing the Dicermut protein that cannot recruit TRBP.
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The fact that only certain miRNA duplexes exhibit Dicer partner dsRBP-dependent
strand selection behavior is consistent with a pathway involving contributions from Dicer,
Argonaute, and Dicer-binding proteins to varying degrees depending on substrate character-
istics, an idea supported by previous work Noland and Doudna 2013Betancur and Tomari
2012. The critical yet nuanced role of Dicer partner proteins in miRNA biogenesis paral-
lels the delicately balanced regulation of cellular processes imparted by miRNAs themselves
Flynt and Lai 2008. Together, the crystal structure of the human Dicer-TRBP interface and
the global analysis of Argonaute-loaded miRNAs resulting from abolition of this interaction
in cells show that the Dicer-TRBP and Dicer-PACT complexes contribute to proper miRNA
length and strand selection in a subset of mammalian miRNAs.
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Chapter 4

Single-cell RNA seq

4.1 Introduction and chapter summary

Single-cell RNA-seq experiments are a powerful tool for defining cell types, understanding
changes between cell types. Because of their ability to handle mixed populations, single-
cell experiments can distinguish between changes in composition of cell types, and changes
in regulation within a single cell type (Trapnell 2015, Wang, Gerstein, and Snyder 2009,
Saliba et al. 2014, Patel et al. 2014, Jaitin et al. 2014, Zeisel et al. 2015, Hashimshony et al.
2012). Furthermore, because single-cell assays are capable of capturing cells in mid-transition
during a cellular differentiation, single-cell sequencing experiments can also shed light on the
dynamics that underlie changes in gene regulation (Treutlein et al. 2014, Trapnell 2015, Qiu
et al. 2017, Trapnell, Cacchiarelli, and Qiu 2017). In this chapter I examine a pair of related
computational challenges that arise when analyzing single-cell RNA seq datasets.

In the first section, I introduce an algorithm to address error correction in single-cell
RNA-seq datasets. Tagging of sequencing reads with short DNA barcodes is a common ex-
perimental practice that enables a pooled sequencing library to be separated into biologically
meaningful partitions. This technique is in the cornerstone of many single-cell sequencing
experiments, where reads originating from individual cells are tagged with cell-specific bar-
codes; as such, the first step in any single-cell sequencing experiment involves separating
reads by barcode to recover single-cell profiles (Trapnell 2015, Klein et al. 2015a, Svensson
et al. 2017). For example, in the Drop-Seq protocol, which is a popular microfluidic-based
single-cell experimental platform, DNA barcodes are synthesized on a solid bead support,
using split-and-pool DNA synthesis (Macosko et al. 2015a). Similar split-and-pool barcoding
strategies are used in other single-cell sequencing assays ( Klein et al. 2015b) including as
Seq-Well (Gierahn et al. 2017) and Split-seq (Rosenberg et al. 2017). One consequence of
this synthetic technique is that deletion errors are extremely prevalent; by some estimates
25% of all barcode sequences observed contain at least one deletion. Ignoring such errors
can therefore dramatically lower the number of usable reads in a dataset, while incorrectly
grouping reads together can confound single cell analysis (Stegle, Teichmann, and Marioni
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2015).
In the second section I look into the consequences that occur if single-cell barcodes are

incorrectly grouped. I examine a specific case where the number of estimated barcodes is too
high; when this happens the reads that are grouped together do arise from the same biological
cell, but multiple barcode groups may arise from the same cell. I investigate the effect of
this systematic bias and find that the data can be used to identify discrete transcritpomes
from the data, and that these transcriptomes represent clusters of cells. Furthermore I prove
that this approach can be taken to an extreme limit where each group of barcode-associated
reads is as small as 10 reads.

Alignment-free analysis workflows

A typical first step in analyzing a sequence census experiment is to identify where a target
molecule originated. If a reference genome or transcriptome that the library derived from
is known, this process involves taking each read in the dataset and searching through the
genome / transcriptome for the area of highest sequence overlap. The alignment is outputted
as a sequence of alignment operations: matches (sites where the read and target agree),
mismatches (sites where the read and target do not agree), insertions (sites where the read
contains extra bases that are absent in the target), and deletions (sites where the read is
missing information that is present in the target). Because of this an alignment is well suited
to infer site-specific information written by some of the tools above: namely polymerase drop-
off, and site-specific mismatches. Additionally, alignment can be used to decompose the two
information components from a ligation-based encoding strategy.

In contrast, pseudoalignment assigns reads to a target transcript / locus, but does not
return any information about base-by-base agreement between the read and the reference.
Because of this pseudoalignment computationally is much faster; however it is only applicable
to assays where this loss of information is acceptable. As such, sequence census workflows
that do not encode any information through cleavage, drop-off, or mismatches are well suited
for this approach. However, experiments that use encode information as enrichment or
depeleion of certain sequences are readily decoded by pseudoalignment, which is typically
much faster to compute when compared with a corresponding alignment. Because of this,
pseudoalignment has been adopted to quantify RNA-seq (Bray et al. 2016), metagenomics
(Schaeffer et al. 2017), detecting fusion transcripts in cancer (Melsted et al. 2017), and
single-cell RNA-seq (Ntranos et al. 2016). Furthermore because is far quicker to run the
expectation / maximization process to estimate transcript abundances on pseudoalignments
(as opposed to on reads), this process enables bootstrapping for robust estimation of variance
in estimates (Pimentel et al. 2017).

To convert reads into pseudoalignments, the data is converted to a structure termed an
equivalence class. Equivalence classes are sets of reads that are compatable with the same
set of transcripts. Importantly, reads contain multiple k-mers, and so an equivalence class
captures information that would otherwise be lost through simple k-mer counting alone
(Patro, Mount, and Kingsford 2014). Because of this, pseudoalignment has been used to
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quantify single-cell expression profiles (Ntranos et al. 2016). This approach relies on the
observation that a cell type can be conceptualized as a set of equivalence class abundances,
rather than as transcript abundances. This results in a significant speedup over standard
single-cell analysis workflows.

An even simpler approach is to simply count k-mers present in the data. Unlike pseu-
doalignment, this approach does not require any prior information about the biological ori-
gin of a sample; unlike pseudoalignments or alignments k-mer counts depend entirely on the
data, with no component arising from a refernce genome or transcriptome. Unfortunately
k-mer counting does result in lost informaiton when compared with pseudoalignment. This
is because reads contain multiple k-mers (for a moderate values of k) and any associations
between k-mers that arise from the same reads are lost. Because of this, RNA-seq quantifi-
cation software that relies entirely on k-mers underperforms similar pseudoalignment based
workflows (Bray et al. 2016, Patro, Mount, and Kingsford 2014). Nonetheless k-mer count-
ing can be used to identify loci of interest in genome-wide association studies ( Rahman
et al. 2017), group samples and identify sourcres of technical variation (Audoux et al. 2017),
identify mutated loci genomic datasets (Nordström et al. 2013), and to identify SNPs based
in genotype data (Shajii et al. 2016).

In the following section, I examine whether a kmer-counting based approach could be
extended to correct errors in single-cell sequencing barcodes. The problem of identifying true
barcodes from among many sequences corrupted by mismatch and deletion errors seemingly
requires a multiple sequence alignment, from which errors can be detected and corrected
(Zorita, Cuscó, and Filion 2015). However unlike standard biological sequence alignment
settings, the single-cell barcode identification problem requires analysis of millions, if not
billions of different sequences. On the other hand, the problem is constrained in that the
sequences are short (barcodes are typically 10-16 bp long) and the length of each barcode
is the same and known. Current approaches to barcode calling, the process of grouping
reads together by barcode, use simple heuristics to first identify barcodes that are likely
to be uncorrupted, and then error correct remaining barcodes to increase yields. However
the complex nature of errors, that unlike sequencing based error also include deletions, can
lead to large number of discarded reads (reads that could not be assigned to a barcode,
Macosko et al. 2015b). Additionally, some current approaches requires the approximate
number of cells in the experiment be known beforehand, and in some experimental contexts
such information is not easily obtained

4.2 Error-correcting barcodes by counting

circularized k-mers

To circumvent the need for complete (and intractable) multiple sequence alignment, we rely
on a k-mer based approach that is both fast and robust to error. Our method makes use
of the idea of circularizing the sequences that are to be error corrected, and rather than
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pursuing a multiple sequence alignment approach, we instead borrow ideas from genome
assembly. However unlike assembly methods developed for reconstructing circular genomes
(Hunt 2015) our use of circularization is merely a method for adding robustness to the k-mer
fingerprinting of barcodes.

Our methods are implemented in software called SIRCEL whose input is a list of reads
and which outputs the number and sequences of cell-barcodes from error-containing datasets
in an unbiased manner. Our implementation is robust to insertion, deletion, and mismatch
errors, and requires a minimal number of user-inputted parameters. The output is compatible
with downstream single-cell analysis tools such as kallisto (Bray et al. 2016, Ntranos et al.
2016).

K-mer counting is a fast and well-established technique that has previously been used to
dramatically speed up the assignment of reads to transcripts for RNA-seq (Bray et al. 2016)
and metagenomics (Schaeffer et al. 2017) and as such might be applicable to barcode calling.
We reasoned that by counting k-mers we could rapidly identify error-free subsequences within
the context of a larger error-containing read (Skums et al. 2012, Li 2015). The intuition
behind our approach lies in the fact that while many copies of the same barcode may contain
a different profile of errors, pairs of such barcodes may share some overlapping subsequence
that is error free. However as the barcode errors are expected to be random, it is unlikely
that several reads will share the exact same error pattern. As such, frequently occurring
k-mers would arise from error-free regions of barcodes, while no overlap would be expected
from error-prone k-mers. Similar reasoning has been previously used to rapidly detect and
reject error-containing reads from RNA-seq and DNA assembly (Skums et al. 2012, Li 2015).
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Figure 4.1: Schematic showing barcode identification by circularization
A. K-mers (top) and circularized k-mers (bottom) for an example sequence. There are some
error-free circularized k-mers despite the mutated nucleotide (red). B. An example circular
k-mer graph containing one barcode. Error-containing reads were simulated from a ground-
truth barcode. Reads were circularized and k-mers were counted. The resultant k-mer graph
is plotted here. Nodes in this graph are represented as gray dots, and edges as blue lines.
Edges weights are represented by shading (dark = high edge weight). Despite a fairly high
rate of error (Poisson 3 errors per 12 nucleotide barcode), the true barcode path is visually
discernable with a modest number of reads. C. An example circular k-mer graph containing
three barcodes.

One difficulty associated with error-correcting barcodes using this technique lies in the
fact that barcodes are typically very short: for example Drop-Seq barcodes are 12 base
pairs long. Conversely in order for a k-mer counting approach to be feasible we must pick
a moderately large value for k, typically k = 9. As a result there are many positions on a
barcode where a single error would ensure that none of its k-mers are shared with an error-free
barcode. To circumvent this problem we circularize the barcode sequences before counting
k-mers; this ensures that barcodes containing a single mismatch error still share k-mers with
the error-free sequence, independent of where the error occurred within the barcode (Fig. 4.1
A). Furthermore this approach allows for addressing the possibility of insertion or deletion
errors. When circularizing the barcode sequence, we can first either extend or truncate the
sequence by one nucleotide. Doing this provides the same robustness to positional errors,
but additionally allows for robustness to insertion or deletion errors. As every read contains
unknown mutation type(s), we perform all three circularization operations before counting
k-mers. Thus, we obtain a set of error-free subsequences that derive from the true barcodes.
This procedure guarantees that all reads with either zero or one error contribute some error-
free k-mers, while reads with two or more errors sometimes contribute error-free k-mers,
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depending on the spacing between the errors.
We use these k-mer counts to identify and error-correct complete barcodes. To do this

we build and traverse a directed, weighted de Bruijn graph (Compeau, Pevzner, and Tesler
2011). In this graph, nodes represent subsequences of length k - 1, and an edge represents two
nodes that directly adjacent to each other in at least one k-mer. The weight of these edges
relates to how many times each edge (k-mer) was observed in the entire dataset. Additionally
as the barcode portions of these reads are stranded, these edges are directed by the order
of their appearance in the read (5’ to 3’). In this graph, which originates from circularized
barcode sequences, a cyclic path of length l represents a possible barcode sequence of the
same length. We define the capacity of a path to be the weight of the lowest edge within
that path. Thus, high-weight paths represent possible barcodes that contain frequently
observed k-mers, while low-weight paths likely represent cycles that formed spuriously. This
is depicted in Fig. 4.1 B and C. We emphasize here that we do not need any single read to
contain all k-mers in a high-weight path / error-corrected barcode; it is the overlap of many
k-mers that likely originate from a number of reads that gives rise to such a path.

To rapidly identify cyclic paths from this graph we use a greedy depth-first recursive
search. Briefly, this algorithm works by first (randomly) picking a node from the graph to
initialize the search. Each of the outgoing edges that connect to this node is checked, in
descending order of the edge weights. This step is repeated for each of the children nodes,
for a fixed number of steps given by the length of the barcode (a user-supplied parameter).
If at the end of these steps the procedure returns to the same node where it began, a cycle
has been found. We use a similar procedure to identify multiple cycles within a graph. After
the first cycle has been found we decrement the edge weights of all edges in that cycle by its
capacity (the weight of the lowest weight edge in that cycle). This has the effect of removing
one edge from the cycle (thereby breaking it) while removing any contribution that cycle
had to any other edges. We then repeat the procedure in Algorithm 1a until there are no
more cycles present in the subgraph. We then repeat this process, starting from a new node,
and new nodes are selected from the common k-mers in the dataset. This is schematized

• Initialize recursion.

• Pick a starting edge

– Edge links node and neighbor

– Set the current path to the starting edge

– Record the identity of the starting node

• Recursion:

– Get all outgoing edges that emanate from neighbor

– Sort outgoing edges by edge weight (descending)

– For each outgoing edge



70

– Extend the current path by this edge

– Continue recursion

• Terminate recursion

– If the current path length is longer than the barcode length

– If the path start node and end node are the same, the path is a cycle, return True

This approach identifies several cyclic paths from the barcode de Bruijn graph, and
the depth of this search is determined by user-supplied parameters. As only a subset of
these paths represents a true error-corrected barcode sequence, we filter the paths based on
their path weight. We hypothesized that paths representing a true error-corrected barcodes
would have a higher capacity than paths that contained errors, or paths formed by spurious
k-mer overlap between [barcode-wise] unrelated sequences. To verify this hypothesis we
plotted the cumulative distribution of path capacities, and observed a clear inflection point,
corresponding to a subset of paths that had a significantly higher capacity than the rest
of the population. We computationally identified this inflection point as a local maximum
in the first derivative of the cumulative distribution function. This was facilitated by first
smoothing the CDF.

Paths are then thresholded at this inflection point, and paths with capacities higher
than the threshold value are deemed error-corrected barcodes, while the rest of the paths
are rejected. We then assign each read in our dataset to one of the error-corrected barcodes
based on either k-mer compatibility or Levenshtein distance. When assigning a read by k-mer
compatability, a read is assigned to the consensus barcode to which is closest in Levenshtein
distance. With this protocol, we can vary the length of k: assigning reads using larger k than
that used to assign reads enables us to call error-free barcodes with the higher stringency,
while assigning a large number of reads.
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Figure 4.2: Identifying barcodes and splitting reads from Macosko et al., species mixing
experiment
A. Circular paths were identified in the circular barcode k-mer graph from a published Drop-
seq dataset. The cumulative distribution of circular path weights (shown here) clearly shows
an inflection point. Paths with weight higher than this inflection point are deemed to be true
barcodes. B. This inflection point can be identified as a local maximum in the first derivative
of the cumulative distribution. A Savitskiy Golay filter facilitates in this identification by
smoothing the data. C. Reads were grouped into cells by assigning them to to thresholded
paths based on k-mer compatibility alone. This assignment results in a flat distribution
in the number of pseudoalignments per cell. D. Reads that were split based on barcode
k-mer compatibility alone also segregate by their number of pseudoalignments to different
transcriptiomes. This indicates that assigning reads based on k-mer compatibility produces
distinct and biologically relevant groupings.
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Finally, to improve performance we make a small modification to the protocol outlined
above. Rather than building a de Bruijn graph of the entire barcode dataset, we instead
build a new subraph for each new node we initialize the search with. This subgraph contains
all nodes that are indirectly connected (within a fixed number of steps) to the node at which
we initialize the search. This substantially simplifies the search procedure while leaving
performance unaffected. To rapidly build these subgraphs we prepare a k-mer index of
the input dataset, which maps a k-mer to a list of reads that contains that k-mer. When
performing a search from a random start node, we query the k-mer index for the start node
and prepare a de Bruijn graph from only the subset of reads returned by the query.

As this index can be quite large (for Drop-seq, which uses 12mer barcodes, each read
produces 36 circularized and truncated / extended k-mers to be indexed), which results in an
extremely large index. We further simplify this protocol by preparing the index from a subset
of the reads. This approximation also does not affect performance, as long as the subset is
representative of the entire dataset. We can identify when we have obtained a representative
sampling of the data when the k-mer counts distribution has become stable. The exact
parameters for this depend on the sequencing depth, number of barcodes, error rate and
likely other parameters; however in our tests simply indexing 0.5m reads is sufficient.

Results

To benchmark our algorithms’ performance and establish it’s performance limits, we per-
formed a large number of simulations, under a wide variety of scenarios. Our benchmark was
compared the performance with a nave workflow based on simple k-mer counting that is not
be able to handle insertion / deletion errors. We produced a fixed number of true barcodes,
and produced reads by adding a Poisson number of errors to each read. Error positions
were selected uniformly at random, and separate datasets were produced for insertion, dele-
tion, mismatch, and all errors. We also varied the barcode abundance distributions between
normal, uniform and exponential. For each condition we produced 3 separate datasets and
evaluated our algorithm’s performance on each. As shown in Fig. 4.3, both our algorithm
and the näıve approach is able to identify the error-free barcode sequences independent of
the number of Poisson errors per read. However we do see a dependence on the specific error
type: mismatch errors are better tolerated than insertion or deletion errors. Additionally we
find that the barcode abundance distribution strongly affects our ability to detect and error
correct barcodes as the error rate increases, with normally distributed barcode abundances
being far easier to handle than exponentially distributed abundances. We also used our
simulations to evaluate how well we could assign reads to error-corrected barcodes. Here we
see a similar trend with exponentially distributed barcode abundances causing a higher rate
of incorrect read assignmnent with both the nave workflow and our approach. Importantly
however our algorithm outperforms the nave approach in these circumstances.

Additionally these simulations were used to evaluate the differences in outcome between
assigning reads to consensus barcodes using k-mer compatability or Levenshtein distance.
We find that assigning reads based on Levenshtein distance results in fewer reads being
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incorrectly assigned, but a higher number of reads being unassigned to any single barcode.
This conservative approach to barcode assignment is likely more useful in a real sc-RNA-seq
dataset, and as such is the default behavior of the program.

We next validated our approach on real data, by attempting to identify and error-correct
barcode sequences in multiple real datasets. We re-analyzed a previously published species-
mixing Drop-Seq experiment published by Macosko et al., as well as a similar experiment
from the unrelated SeqWell protocol. Although the methods differ, both experiments in-
volved single-cell sequencing of a mixture of human and mouse cells, and as such it served
as a useful control for barcode calling: if the calling performs well, cells should only contain
human, or mouse reads but not both. We used our algorithm on this data and as expected
found a clear inflection point in the cumulative distribution of barcode paths. We could
readily identify this inflection by its smoothed first derivative, and thresholding the paths
at this inflection point yielded 582 barcodes, each of which had accounted for approximately
the same number of reads (Fig. 4.2 A). These values were consistent with previously re-
ported values from the same dataset. We then quantified single-cell expression profiles using
combined human / mouse transcriptome, once again using an algorithm derived from k-mer
counting [kallisto]. As seen in Fig. 4.2 B and C, cells that consist of reads clustered by
similar barcode k-mers also exhibit distinct expression profiles. In nearly every case cells
appear to consist of reads deriving entirely from one species . This result indicates that our
k-mer counting approach can be used to group reads into single-cell datasets.
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Figure 4.3: Sircel can robustly identify the number of cells present in a dataset.
We performed several simulations with error-prone reads deriving from 500 randomly gen-
erated barcode sequences. The number of errors per read, the type of errors, and the dis-
tribution of barcode abundances were all systematically varied. Performance was compared
over three workflows: a nave approach (grey), using sircel and k-mers (red) and using sircel
and Levenshtein distance (cyan). A. Any errors. B. Deletion errors. C. Insertion errors. D.
Mismatch errors

We have shown how a de Bruijn graph formulation of the barcode calling problem based
on circularization of input sequences is a useful approach to identify and error-correct barcode
sequences. Our approach simplifies the problem of sequence error correction by rephrasing it
as a k-mer counting question, and as such is simple and relatively fast. Furthermore it does
not rely heavily on user-supplied parameters or any prior knowledge about the exact nature
of the sequencing errors; as such we expect it to be applicable to a number of different
single-cell barcoding techniques that differ in the exact nature of the barcode generation
chemistry. We also show that our approach produces usable data from real-world datasets,
and that our integrated workflow using kallisto and transcript compatibility counts is an
effective approach for rapid and accurate analysis of Drop-Seq single-cell RNA-Seq data.
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Figure 4.4: Assigning reads to consensus barcodes depends on errors rate and barcode abun-
dance distribution. We performed several simulations with error-prone reads deriving from
500 randomly generated barcode sequences. The number of errors per read, the type of er-
rors, and the distribution of barcode abundances were all systematically varied. The fraction
of reads that were correctly assigned in each cell was quantified. We find that sircel using
Levenshtein distance performs the best in this simulation.

We benchmarked our algorithm using an extensive set of simulations that systematically
varied the error rate per read, the error type, and the abundance of each barcode [single-
cell] within the dataset. From these simulations we observe that the barcode abundance
distribution makes a significant difference to performance, with normally- and uniformly-
distributed barcode abundances being far better tolerated than exponentially distributed
barcodes. This behavior is expected; with exponentially distributed barcode abundances,
the inflection point in the CDF of cyclic path weights is obscured, making it difficult to
distinguish between a true barcode path with low abundance, and an error-containing path
with relatively high weight. Notably, exponentially distributed barcode abundances are not
expected (and indeed not observed) in real data: the total RNA content from any given
single cell in an experiment are typically approximately uniformly distributed (Fig. 4.3).
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Figure 4.5: Assigning reads to consensus barcodes by k-mer compatibility depends on errors
rate and barcode abundance distribution.
We performed several simulations with error-prone reads deriving from 500 randomly gen-
erated barcode sequences. The number of errors per read, the type of errors, and the dis-
tribution of barcode abundances were all systematically varied. The fraction of reads that
could not be unambigiously assigned in each cell was quantified.

These simulations also demonstrated that although our method is tolerant of errors when
identifying and error-correcting barcode sequences, errors lower its ability to assign individual
reads to error-corrected consensus sequences. This is not surprising, because reads with a
large number of errors are unlikely to contain any error-free k-mers that are required to assign
a read. Simulations also revealed that our algorithm is more tolerant to mismatch errors
over insertion or deletion errors. We postulate that this is because in the barcode de Bruijn
graph, reads that contain only mismatches form a cyclic path of the correct length, whereas
reads containing insertion or deletion errors form paths with incorrect length, complicating
the cyclic-path search protocol (4.5). This effect is most pronounced at the error rates that
are higher than typical Drop-seq datasets.

Single-cell genomics is a dynamic field that encompasses a large and growing number
of techniques that measure a variety of biological properties. However one commonality in
these workflows is that experiments mark reads originating from distinct cells with single
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cell barcodes. Correctly identifying and grouping reads by their barcodes in the presence
of experimental and sequencing errors is an essential first step in any single-cell analysis
workflow. The software presented here addresses this universal problem, and as such it
should be useful for a variety of single cell sequencing based genomics experiments. Although
we focus here on the specific Drop-seq protocol, there are a number of related single-cell
experiments that rely on split-pool combinatorial synthesis of barcodes Rosenberg et al.
2017, as well as other massively parallel single-cell sequencing experiments that measure
other genomic and transcriptomic properties Rotem et al. 2015Gierahn et al. 2017. As error
correcting and clustering barcodes is central to these assays as well, we believe that these
methods will also benefit from our software.

4.3 A clique-based model of Drop-seq data

In this section I explore the extent to which a single-cell RNA-seq experiment contains useful
information, when the read depth per cell is extremely low. This scenario arises in single-
cell RNA-seq experiments when, for example, the number of cells detected algorithmically
from the barcode sequences is much higher than the actual number of cells present in the
population. We demonstrate here that this is not a major problem, and that this type of
information can still be used to identify the transcriptomes, and the relative abundances of
each cell type present in the dataset.

We consider an extreme case where each cell in a drop-seq type experiment produces
exactly two reads, and that these reads are somehow associated with each other through
barcoding. Our data consists of a large number of such read pairs, originating from a very
large number of cells. We show that we can use such data to learn the number of discrete
cell types present in the starting population of cells, the relative abundance of each cell type,
and the transcriptomes of each cell type.

We begin by defining a number of terms and describe the assumptions for our model.
We assume that the transcrptome is composed of G genes, which have known sequences. We
assume that the starting population of cells is composed of a fixed number of discrete cell
types T , but that the number of cell types T is unknown. Each cell type i ∈ T has relative
cell abundance τi. We point out here that there is a constraint that

∑
i τi = 1. Additionally

the vector τ is sorted, so τ1 ≤ τ2 ≤ ... ≤ τT . ρ represents the cell-type transcriptomes. Each
entry ρi,g represents the relative abundance of gene g ∈ G in cell type i. These are relative
abundances, so

∑
g ρi,g = 1∀i ∈ T .

Every read represents a pair of genes (possibly the same gene) that occured in the same
cell. The gene pairs can be obtained by either aligning or pseudoaligning the reads against
a reference. We denote the number of times we see pair r, s (r, s ∈ G across all reads by by
cr,s), and cr,r is the number of times two molecules from the same gene were paired together

The number of cell types T , along with the distributions τ and ρ are unknown. We note
that they could be easily estimated if certain hidden information were available. Specifically,
assume that T is known and denote by cr,s,i the number of times genes r and s were observed
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in cell type i. The numbers cr,s,i are unknown and constitute the hidden information. If they
were available, then we could estimate

τ̂i =

∑
r,s cr,s,i∑
r,s,i cr,s,i

, and (4.1)

ρ̂i,g =

∑
s cg,s,i∑
r,s cr,s,i

. (4.2)

Modeling pairs of transcripts

We assume that the counts cr,s are generated as follows. Every read is created by selecting
at random a cell type according to the cell type distribution, and then within the cell
type selecting first a random gene r and then (with replacement) a random gene s. In
the experiment molecules are paired prior to the generation of a library, so the generative
process is not equivalent to choosing a pair of genes with replacement, however since the
number of molecules in a cell is much larger than the number of reads representing pairs of
molecules from the cell, the replacement process is a reasonable (and greatly simplifying)
approximation.

The probability of selecting a read from cell type i representing genes r and s is therefore
τi · ρi,r · ρi,s. The likelihood for data from an experiment is therefore

L ∝
∏
r,s

(∑
i

τiρi,rρi,s

)cr,s

. (4.3)

This model is clearly not identifiable. For instance, any permutation of the cell types
and their associated gene distributions produces the same likelihood for all data. However
this can be controlled by stipulating that τ1 > τ2 · · · > τk. There may be other issues related
to identifiability; these remain to be studied. Furthermore, the likelihood function is not
convex.

However we can maximize the likelihood function using the EM algorithm, by noting
that the complete likelihood function is log-linear. The complete likelihood is given by

L ∝
∏
i

∏
r,s

(τiρi,rρi,s)
cr,s,i . (4.4)

Thus, equations (4.1,4.2) provide the M-step. The E-step is given by

cr,s,i =
τiρi,rρi,s∑
i τiρi,rρi,s

cr,s. (4.5)

Thus, repeated initializations of the EM algorithm should be effective in finding a good local
optimum, if not a global optimum.



79

The above method presumes knowledge of the number of cell types T . We propose that
T by identified by a model selection procedure using the Bayesian Information Criterion
(BIC). The number of parameters is T · (|G| − 1) + (T − 1) = T |G| − 1. Thus an increase in
one cell type increases the number of parameters by |G|.

Generalizing the model beyond pairs

In this section we generalize the model above, to handle groups of reads with arbitrary size.
In this case, each cell in a drop-seq type experiment generates a group of reads that shares
a barcode, and the size of these read groups is variable. We call this protocol clique-seq.

In this experiment, reads are generated by randomly sampling (with replacement) a
random number transcripts from a cell and associating them with each other, by tagging with
a shared barcode sequence. The data therefore is composed of several groups of transcripts
(of varying size) that have derived from the same parent cell. Once again we to use this data
to learn the number of discrete cell types, the different cell-type specific transcriptomes, and
the relative abundances of each cell type.

We begin by defining a few more terms. The data is composed of N cliques and each
clique is represented by a vector v, where vi is the number of times gene i was sampled in the
clique. The size of the clique is given by

∑
i vi. The matrix C represents the entire dataset,

where each entry Cg,k represents the number of times gene g was seen in the kth clique. C
is directly observable in experimentally.

The size of cliques is D, where Dk is the size of the kth clique. Dk =
∑

j Cj,k. The clique
size distribution is S, where Si is the probability that a clique of size i is produced. An
empirical distribution of clique size is given by a normalized histogram of D.

We aim to learn cell type abundances τ and cell type / gene abundances ρ using clique
data C. A is the cell assignment probability matrix. Ai,k is the probability that clique k
was generated by cell type i. There is a constraint that

∑
iAi,k = 1∀k ∈ N . A cannot be

measured experimentally, A represents hidden information.
To generate a read, we first sample a cell type i (given by cell abundance τ); then sample

a clique size s (from S); then sample s genes (given by cell type-specific gene abundance ρ).
The probability of observing clique vector v with size s originating from cell type i is given
by Ssτi

∏
j ρ

vj
i,j. We point out here that when the data consists of only read pairs (when

Sn=2 = 1, and Sn6=2 = 0), this expression is equivalent to the read generation probability for
Pair-seq that we derive dabove.

The complete-data likelihood is given by the following.

L ∝
∏
k

SDk

(∏
i

Ai,kτk(
∏
j

ρ
Cj,k

i,j )
)

(4.6)

We propose to use an EM algorithm to learn estimate our parameters. First we make
an assumption that the total number of cells [not cell types] in the original sample is much
larger than the total number of cliques observed in the data [In reality however these two
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parameters are probably close to equal]. In addition to this, if the hidden data A is known,
we can estimate parameters τ and ρ. These two calculations are the M- step.

Because of our assumption above, each clique represents a separate cell. Therefore τi can
be estimated by the number of cliques belonging to cell type i divided by the total number
of cliques.

τ̂i =

∑
j Ai,j

N
(4.7)

Similarly, ρi,j can be estimated by computing the total number of observations of gene j
in all cliques belonging to cell type i divided by the total number of genes sampled over all
cliques in cell type i.

ρ̂i,j =

∑
k(Ai,kCj,k)∑

k

∑
lAl,kCl,k)

(4.8)

We can estimate the hidden data A using parameters τ and ρ. This is the E- step.

Ai,k = τi
(∏

j

ρ
Cj,k

i,j

)
(4.9)

A. B. C.

Figure 4.6: The clique-seq model recovers parameter estimates in simulated data.
A simulation was performed with 6 ground-truth clusters and 50 genes. 100, 000 cliques of
size 10 were generated. A. The correct number of clusters was identified as a minimum in BIC
value (red line). B. The estimated cell-type abundances very closely match the ground-truth.
C. The estimated transcriptomes are highly correlated with the ground-truth.

We validate this model by performing two types of simulations. The first simulation
consists of randomly generated data, while the second uses parameters derived from real
single-cell transcripomes. In the first set of simulations, the ground-truth number of cell
types is fixed, and each cell type is assigned a ground-truth relative abundance, as well as
ground-truth transcriptome consisting of a small number (50) of genes. Cliques of varying
size are sampled from these cell types / cell type abundances, and we use the method
described above to estimate parameters.
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In Fig. 4.6 A, we demonstrate identifying the number of clusters present within the
data. The optimal number of parameters can be seen as a local minimum in the BIC value,
which is easily identified (red line). With the number of clusters correctly identified, the cell-
type abundance estimates τ closely math the ground truth as well (Fig. 4.6 B). Transcript
abundances ρ closely math the ground truth values as well (Fig. 4.6 C).

We next sought to evaluate the model in a more realistic setting. To this end we obtained
single-cell transcriptomic data from mouse brains (generated on the 10xGenomics platform).
In this case, 100, 000 cliques were generated by picking a cell at random, and sampling
either 10 or 100 reads from each cell. We then inferred consensus transcriptome abundances,
from these cliques. We compare these estimates to the data by projecting the estimated
transcriptomes onto a tSNE projection of the cells (Fig. 4.7). The consensus cell types
identified from small cliques (squares and triangles) closely match those identified from the
entire dataset (stars) indicating that the clique model is applicable to real datasets as well.
These results show that it is possible to recover transcriptome estimates from highly down-
sampled single-cell RNA-seq datasets.
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Figure 4.7: The clique-seq model identifies discrete cell types from small cliques derived
from real data. In this tSNE projection, complete cells are shown as circles. Stars depict
the consensus cell types identified from large cliques (1000000 reads per clique); triangles
represent consensus transcriptomes from cliques of 100, and squares represent cliques of 10.
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