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“The mind is the music that neural networks play.” This quote from 

computational neurobiologist T.J. Sejnowski underscores a growing scientific 

consensus that studying the structure and function of vast networks of connections 

between brain regions is essential to understanding cognitive and affective state 

maintenance, sensorimotor information processing and control, etiologies and 
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remedies for numerous neuropathologies, as well as a host of other facets of our 

conscious (and non-conscious) experience. Towards this goal, an ongoing challenge 

lies in identifying – in vivo in humans – spatiotemporal cortical network dynamics, at 

the level of individuals and groups, across experimental task conditions, and at the 

level of single trials. 

In this dissertation, I first introduce the Source Information Flow Toolbox 

(SIFT), a novel open-source software package for identification of neuronal dynamics 

and causal interactions in electrophysiological source and sensor data. The software 

integrates with the widely used EEGLAB analysis suite, addressing a need for robust 

tools for identifying single- and multi-trial multivariate brain network dynamics across 

time, frequency, anatomical source location, and subjects. I then introduce and assess 

two new methods (Measure Projection Analysis and Multi-view Hierarchical Bayesian 

Learning) for statistical analysis of source-level dynamics (including connectivity) 

across groups of subjects in the presence of missing data. The remaining chapters 

focus on applications of dynamical modeling approaches in SIFT to open problems 

within the fields of cognitive neuroscience, clinical neuroscience and 

neuroengineering. I first present three studies examining single-trial time-varying 

spatiotemporal network dynamics underlying generation and maintenance of epileptic 

seizures. Next I present a case study examining the effect of visual feedback on an 

occipito-parietal-motor network in freezing-of-gait in patients with Parkinson’s 

disease. The final chapters focus on new directions in neuroengineering and brain-
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computer interfaces (BCI) leveraging neural dynamical system identification. We first 

review the history and state of the BCI field and summarize important new directions 

in BCI design. I then present a novel system for real-time mobile brain imaging, 

artifact rejection, neuronal system identification, and cognitive state prediction, and 

demonstrate its application in predicting response error commission from cortical 

network dynamics using a new high-density mobile dry EEG system. 



1 

Introduction 

In the 19th century it was widely accepted within scientific circles that the 

mind was comprised of various mental faculties, each housed in a separate brain 

region. The size of a brain region allocated to a given faculty was thought to reflect 

one's propensities or skill in that faculty. As such, by measuring the size of various 

brain regions, or more specifically the indentations and protrusions of the 

encapsulating skull bone, a "phrenologist" could deduce the total sum of one's 

personality and character. While phrenology has long since been dismissed as a 

pseudoscience, it remains widely accepted that brain regions exhibit functional 

specialization, and a focus of 20th century neuroscience was on understanding 

segregated brain regions and specialization of local neuronal populations (Alivisatos, 

Chun et al. 2012). However, with the turn of the 21st century, a growing number of 

leading neuroscientists and research agencies have argued that a complete description 

of human brain function requires moving beyond functional mapping of segregated 

brain regions and towards new multidisciplinary experimental paradigms and 

methodological tools which enable examination of large-scale interactions between 

functional brain regions in humans (Friston 1994; Tononi and Edelman 1998; Sporns, 

Tononi et al. 2000; Sporns, Chialvo et al. 2004; Alivisatos, Chun et al. 2012).  

Advancing our understanding of neural connectivity as a major organizing 

principle of the nervous system is fundamental to understanding brain function and 
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dysfunction. Network interactions are posited to play critical roles in cognitive state 

maintenance, information processing, motor control, and the conscious experience 

(Kalaska and Crammond 1992; Tononi and Edelman 1998; Varela, Lachaux et al. 

2001; Friston 2002), while abnormalities in neural connectivity have been increasingly 

linked to brain disease and dysfunction (Kalaska and Crammond 1992; Tononi and 

Edelman 1998; Varela, Lachaux et al. 2001; Friston 2002; Horwitz and Horovitz 

2012). While there has long been an interest in understanding the connectional 

organization of the brain, much of our understanding of brain connectivity over the 

last century has been derived from invasive analyses in animals or from post-mortem 

histological imaging analysis such as tract tracing or electron microscopy. Human 

neural connectivity data remains lacking. In particular, much is still unknown 

regarding in vivo large-scale dynamical (i.e. temporal) interactions between disparate 

brain regions and their relationships to cognitive and behavioral states and brain 

dysfunction.  

In recent years, a number of technological and computational innovations have 

enabled neuroscientists to move beyond traditional piecemeal approaches and begin to 

map both micro- and macro-scale brain connectivity in living humans. The emerging 

field of "connectomics" (Hagmann 2005; Sporns, Tononi et al. 2005), which seeks to 

map the connectional architecture of the human brain, has given rise to large-scale 

scientific initiatives such as the Human Connectome Project (HCP), launched in 

September 2010 by the United States National Institute of Health, which aims to 

advance capabilities for non-invasively obtaining anatomical and functional 



3 
 

 

connectivity data from humans and produce robust datasets, models, and analytic tools 

providing "the basic framework necessary to synthesize diverse data and, ultimately, 

elucidate how our brains work in health, illness, youth, and old age" (Human 

Connectome Project, RFA-MH-10-020). While the HCP has focused primarily on 

mapping anatomical and functional connections between human brain regions at the 

macro-scale level of functional regions, the recent Brain Research through Advancing 

Innovative Neurotechnologies (BRAIN) Initiative announced by U.S. President 

Barack Obama in 2013 focuses on developing technologies for measuring activity and 

dynamical interactions at the level of every individual neuron within a circuit, and 

ultimately every neuron in a brain. Importantly, this effort recognizes the critical need 

to measure activity and dynamics over (rapid) time-scales on which behavioral 

outputs, or mental states, occur (Alivisatos, Chun et al. 2012) – a need which applies 

equally to analysis of large-scale brain connectivity at the level of functional regions. 

While the promise of whole-brain neuronal-resolution brain imaging in humans likely 

remains a decade or more away, non-invasive electroencephalographic (EEG) 

methods for recording brain activity have long been available and offer millisecond 

temporal resolution. More recently, "scalp" EEG techniques have been complemented 

by magnetoencephalographic (MEG) imaging methods, and (in limited clinical 

circumstances) subdural intracranial EEG (iEEG, ECoG), offering higher spatial and 

spectral resolution. While none of these techniques can approach the spatial resolution 

of single-neuron imaging, with the advent of powerful statistical methods for solving 

large-scale underdetermined "inverse" problems, these techniques offer the ability to 
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measure rapidly-changing temporal dynamics and interactions at the spatial resolution 

of functional brain regions (Baillet, Mosher et al. 2001). 

As the aforementioned and similar initiatives begin to yield data, a need 

remains for robust computational data analysis tools for neural dynamical system 

identification which exhibit (among other desirable properties) construct and content 

validity (embodying appropriate assumptions for connectivity and causal inference), 

scalability (modeling interactions between large numbers of brain regions), high 

spatial specificity (measuring dynamics at the level of neuronal sources, rather than 

sensors), high temporal specificity (measuring transient or other time-varying 

dynamics, ideally at the "single-trial" level), and population-level inferential capability 

(combining and co-registering source-localized dynamical measures within and 

between large cohorts of subjects). Finally, for maximum impact and utility within and 

beyond the scientific community, useful methods should be disseminated in the form 

of accessible, quality (validated, documented, maintained), open-source software. 

In this dissertation I address these and other challenges and present novel 

methods and software for exploratory and hypothesis-driven analysis of source-level 

neuronal dynamics and their relationships to cognitive and behavioral states and brain 

dysfunction, at the level of both individuals and groups, across experimental task 

conditions, and at the level of single trials. Throughout the dissertation I leverage these 

tools to address several open questions within the fields of cognitive neuroscience, 

clinical neuroscience and neuroengineering. These include the role of cortical network 

dynamics in response error commission; the use of source-level dynamical modeling 
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in brain-computer interface design; the effect of visual feedback on brain networks 

and behavior in Parkinson's patients with freezing-of-gait, and the study of 

spatiotemporal network dynamics underlying initiation, maintenance, and termination 

of epileptic seizures. 

Chapter 1 introduces the Source Information Flow Toolbox (SIFT), a 

comprehensive open-source EEGLAB-compatible toolbox for neuronal system 

identification with multivariate electrophysiological (EEG, ECoG/iEEG, MEG, etc) 

sensor or source-localized data. SIFT focuses particularly on statistical analysis and 

visualization of time- and frequency-dependent functional and effective connectivity, 

preferably in the neuronal source domain. We begin by discussing a number of open 

challenges in modeling of brain dynamics, which SIFT seeks to address. We then 

examine SIFT’s design goals and modular architecture, including an overview of each 

of its core modules. Demonstrative applications of SIFT are included in the SIFT 

Handbook and User Manual, included in the Supplementary Material of the 

dissertation. 

In Chapter 2 and Chapter 3 we address a crucial question in the analysis of 

multi-subject and/or multi-session electroencephalographic (EEG) data: that of how to 

combine information across multiple recordings from different subjects and/or 

sessions, each associated with its own set of source processes and scalp projections. 

Here we introduce two new statistical methods for providing group-level inferences on 

source-localized EEG dynamics across a set of data records. 
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In Chapter 2 we introduce Measure Projection Analysis (MPA), which first 

finds voxels in a common template brain space at which a given univariate dynamic 

measure (e.g. event-related potential, power spectral density, inter-trial coherence, 

etc.) is consistent across nearby source locations, then computes local-mean EEG 

measure values for this voxel subspace using a statistical model of source localization 

error and between-subject anatomical variation. Finally, clustering the mean measure 

voxel values in this locally consistent brain subspace finds brain spatial domains 

exhibiting distinguishable measure features and provides 3-D maps plus statistical 

significance estimates for each EEG measure of interest. We demonstrate the 

application of MPA to a multi-subject EEG study decomposed using independent 

component analysis (ICA), compare the results to k-means IC clustering in EEGLAB 

(sccn.ucsd.edu/eeglab), and use surrogate data to test MPA robustness. A Measure 

Projection Toolbox (MPT) plug-in for EEGLAB is available for download 

(sccn.ucsd.edu/wiki/MPT). Together, MPA and ICA allow use of EEG as a 3-D 

cortical imaging modality with near-cm scale spatial resolution. 

In Chapter 3, we further examine the issue of group-level inference with 

missing data, incorporating multivariate relationships (e.g. connectivity) between 

sources. Here we introduce a novel hierarchical Bayesian spatiotemporal mixture 

model, denoted Multi-view Hierarchical Bayesian Learning (MV-HBL), which 

provides group-level inferences (including posterior distributions) on the spatial 

locations and connectivity among sources localized under single equivalent dipole 

(SED) models, with implicit imputation of missing data. Each subject's localized 
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sources are modeled as arising from a mixture distribution of spatial coordinates and 

time-varying multivariate connectivity. Model inference is obtained via a Markov 

Chain Monte Carlo (MCMC) algorithm. This approach can be generalized to non-SED 

approaches for separation and localization of dipolar or sparse sources. The utility of 

this method is demonstrated by simulations and by application to a multi-subject EEG 

dataset, examining source network dynamics underlying error commission. We found 

that Across a cohort of subjects, we found significant causal interactions driven by 

sources in the middle cingulate cortex  

While much of human neuroscience is focused on elucidating neuronal 

mechanisms underlying cognition in healthy individuals, of equal importance is the 

study of neuronal systems impacted by disease. Over the last decade, there has been an 

increasing awareness that studying neuronal interactions and systems-level dynamics 

underlying pathological states may yield profound insight into etiologies and possible 

remedies for a wide range of brain diseases (Horwitz and Horovitz 2012). In Chapter 4 

through Chapter 7 we present a series of studies applying the methods developed in 

SIFT to two important and debilitating diseases: epilepsy and Parkinson’s disease.  

In Chapter 4, Chapter 5, and Chapter 6, we examine network dynamics 

underlying the generation and maintenance of refractory complex partial epileptic 

seizures. We present a novel methodological framework, which we call dynamical 

electrocortical source imaging (DESI), for identifying source-resolved networks of 

epileptogenic brain regions from intracranial EEG. Our approach reveals distinct, 

seizure stage-dependent shifts in spatio-spectral-temporal dynamics and connectivity, 
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along with notable pre-seizure network asymmetries implicating the clinically 

identified epileptogenic zone. In Chapter 7 we examine the effect of visual feedback 

on an occipito-parietal-motor network in Freezing-of-gait (FOG) in patients with 

Parkinson’s disease (PD). Results for this case study suggest that visual feedback cues 

affect activity and information flow in nodes of an occipital-parietal-motor network, 

providing insights into cortical neural processes underlying gait improvement with 

visual feedback in FOG. 

In recent years, with the advent of low-noise "wearable" EEG hardware and 

improved computational methods for isolating and interpreting complex brain activity, 

there has been an explosion of renewed interest in the application of EEG towards 

real-world, mobile neuroimaging and BCIs. Concomitant with this is an increased 

scientific and neuroengineering emphasis on understanding relationships between 

changing neuronal connectivity dynamics and neurocognitive and behavioral states. In 

Chapter 8 and Chapter 9 we discuss the application of source-level dynamical 

modeling to the fields of Neuroengineering and Brain-Computer Interfaces (BCI).  

Chapter 8 is an invited article, written for the Centennial Special Issue of the 

Proceedings of the IEEE, wherein we review the history and state of the BCI field and 

summarize important new directions in BCI design, including the value of approaches 

that leverage source-resolved dynamics in predicting cognitive state. In particular, we 

survey previous work in applying dynamical connectivity measures in BCI design, and 

establish guidelines for future scientific research in this direction.  
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In Chapter 9 we build on concepts discussed in previous chapters, addressing a 

number of challenges faced in robustly inferring complex brain dynamics and 

cognitive state in noisy, real-world conditions. We describe and demonstrate a real-

time capable pipeline implemented in the SIFT and BCILAB toolboxes, which 

delivers wearable ("dry") EEG data collection, preprocessing, robust artifact rejection, 

source reconstruction, sparse multivariate dynamical system analysis (including 

neuronal connectivity measures), cognitive and behavioral state classification and 

prediction, and data visualization. We introduce a novel regularized logistic regression 

method (ProxConn) for classifying cognitive-behavioral state, based on single-trial 

time-frequency multivariate effective connectivity estimates between cortical regions 

of interest, and which incorporates a variety of informative priors. Following 

validation of such a pipeline on simulated EEG data we apply it to the problem of 

detecting and predicting human response error commission in a modified Eriksen 

Flanker task. Finally, we examine how machine-learning approaches designed for 

cognitive state prediction can serve as a means for exploratory scientific analysis and 

hypothesis generation. We demonstrate that informative classifier weights from 

source-level connectivity models can be interpreted in the context of existing 

anatomical and neuroscientific literature, enhancing our understanding of the role of 

cortical networks in human error processing. 



10 

Chapter 1  

The Source Information Flow Toolbox 

(SIFT): An Electrophysiological 

Dynamical Modeling Toolbox for 

EEGLAB 

 

1.1 Abstract 

A significant challenge in contemporary neuroscience lies in modeling the 

temporal dynamics of frequency-dependent cortical interactions posited to play critical 

roles in cognitive state maintenance, information processing and motor control. While 

scalp electroencephalography (EEG) affords sufficient temporal resolution to examine 

such dynamic phenomena, the traditional approach of estimating connectivity between 

EEG electrode channels suffers from difficulties in anatomical interpretability as well 

as a high risk of false positives from volume conduction and non-brain artifacts. 

Advances in EEG source-separation and localization can significantly reduce these 
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limitations, affording analysis of connectivity dynamics between localized cortical 

sources. Analysis of neural interactions using functional (undirected, correlative) or 

effective (directed, causal) connectivity analysis tools, may be carried out in a 

bivariate or multivariate manner. However, even for moderately interconnected 

networks, multivariate analysis methods are generally preferable due to a much lower 

risk of false positives, which may occur as a result of exclusion of relevant causal 

processes. These and other challenges have motivated the development of The Source 

Information Flow Toolbox (SIFT), an open-source EEGLAB-compatible toolbox for 

neuronal system identification with multivariate electrophysiological (EEG, 

ECoG/iEEG, MEG, etc) sensor or source-localized data. SIFT focuses particularly on 

statistical analysis and visualization of time- and frequency-dependent functional and 

effective connectivity, preferably in the neuronal source domain. In this paper we 

begin by introducing a number of open challenges in modeling of brain dynamics, 

which SIFT seeks to address. We then describe SIFT’s design goals and modular 

architecture, including an overview of each of its core modules. Demonstrative 

applications of SIFT are included in the Supplementary Material of this dissertation. 

1.2 Background and Motivation 

Historically, substantial research in human cognitive neurosciences has been 

based on univariate signal analyses of electrophysiological data (e.g. analysis of 

ensemble-averaged, and later single-trial, evoked potentials or power spectral 

modulation). While these methods have substantial proven utility, they do not directly 
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inform us about complex, precisely timed interactions between brain regions. 

Transient patterns of cortical source synchrony (or other dynamics) that modulate 

information transmission among brain areas have been posited to play critical roles in 

cognitive state maintenance, information processing and motor control, and the 

conscious experience (Kalaska and Crammond 1992; Tononi and Edelman 1998; 

Varela, Lachaux et al. 2001; Friston 2002). Therefore, the ability to monitor such 

dynamic interactions between cortical source processes represents a rich source of 

information regarding unobserved cognitive states and responses that may not be 

obtainable from univariate signal analyses (Friston 2002).  

1.2.1 Open questions in neuronal system identification  

Within the neurosciences, there is a need for robust algorithmic and software 

tools for inferring spatiotemporal neuronal interactions which index and predict task-

relevant changes in cognitive state and behavior. In pursuit of this goal, we see a 

number of open questions and challenges, including construct and content validity 

(selecting an appropriate modeling framework), scalability (modeling multivariate 

interactions between a large number of processes), non-invasive imaging (measuring 

dynamics at the level of neuronal sources, rather than the sensors), temporal 

specificity and non-stationarity (measuring transient or other time-varying dynamics, 

potentially at the single-trial level), group-level inference (combining and co-

registering source-localized dynamical measures across large cohorts of subjects, and 
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examining within-group variability). In the next sections, we will discuss these issues 

and possible solutions, many of which are adopted in the SIFT framework.  

1.2.2 Structural, functional, and effective connectivity analysis 

The study of human brain connectivity generally falls under one or more of 

three categories: structural, functional, and effective (Friston 1994; Bullmore and 

Sporns 2009). Structural connectivity denotes networks of anatomical (e.g., axonal) 

links. Analysis of structural connectivity helps us understand what brain structures are 

capable of influencing each other via direct or indirect axonal-dendritic connections. 

Possible in vivo measurement techniques range from highly invasive axonal labeling 

techniques to noninvasive MRI-based diffusion imaging (DWI, DTI, DSI) methods. 

Large-scale structural connectivity may be regarded as relatively temporally stable, 

changing on the order of hours to years or even generations (Sporns 2011). 

Functional connectivity denotes (symmetrical) correlations in activity between 

brain regions, generally under different task conditions. This can indicate whether two 

regions might be communicating (by virtue of exhibiting correlated activity). But, as 

we will emphasize later, this does not indicate a causal relationship between the two 

regions. The earliest functional connectivity studies in humans examined linear cross-

correlation and coherence between measured EEG scalp signals (Brazier and Casby 

1952; Adey, Walter et al. 1961). While useful, these techniques alone carry a serious 

risk of misidentification in systems involving (closed loop) feedback, subject to 

correlated noise, or having strong process autocorrelation (Box and Macgregor 1974; 
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Granger and Newbold 1974; Chatfield 1989; Ge, Kendrick et al. 2009). Although 

neural systems typically exhibit one or more of these characteristics (Jirsa and 

McIntosh 2007) cross-correlation and coherence, along with similar measures such as 

(partial) coherence, phase locking value (PLV), amplitude correlations, and (non-

linear) correlative cross-frequency coupling (CFC) methods such as phase-amplitude 

coupling (PAC), are among the most commonly used methods for connectivity 

analysis in the neurosciences (Pereda, Quiroga et al. 2005; Sakkalis 2011). Functional 

connectivity can be highly temporally dynamic with changes in correlation patterns 

emerging on the order of milliseconds or seconds. We note that the principal deficit of 

functional connectivity methods is that, being correlative in nature, they cannot be 

used to identify asymmetric information transfer or causal dependencies between brain 

regions. Thus, they cannot distinguish, for instance, between “bottom-up” (sensory à 

cognitive) and “top-down” (cognitive à sensory) interactions between a set of 

sources. 

In contrast, effective connectivity denotes asymmetric or causal dependencies 

between brain regions (Friston 1994). Here the primary goal is to identify which brain 

structures in a functional network are (causally) influencing other elements of the 

network during some stage or form of information processing. Often the term 

“information flow” is used to indicate directionally specific (although not necessarily 

causal per se) effective connectivity between neuronal structures. Currently popular 

effective connectivity methods, applied to fMRI and/or electrophysiological time-

series data, include dynamic causal modeling (DCM), structural equation modeling 
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(SEM), transfer entropy (TE) and Wiener-Granger causal (WGC, or simply GC) 

methods, plus related multivariate methods (reviewed in (Pereda, Quiroga et al. 2005; 

Schelter, Winterhalder et al. 2006; Marreiros, Friston et al. 2010; Sakkalis 2011)). 

Because of the potentially better fidelity of multivariate effective connectivity models 

to the underlying cortical dynamics, we favor these approaches over functional 

connectivity techniques. 

1.2.3 Exploratory and confirmatory modeling 

Methods for non-invasive neuronal system identification generally fall into two 

categories: confirmatory and exploratory (Friston 2005). Confirmatory methods are 

hypothesis driven, seeking to identify the most plausible hypothesis amongst a (often 

small) set of candidate hypotheses, by comparing relative likelihood of a number of 

models, each constructed to assume the truth of a candidate hypothesis. Conversely, 

exploratory methods assume a single model embodying some general set of 

assumptions, and simultaneously explore the space of all possible hypotheses (which 

may be infinite) that can be addressed by the model, selecting the hypothesis that best 

explains the data (or maximizes some objective function of the data and model 

parameters, possibly under a set of additional constraints).  

Confirmatory methods, such as DCM have shown demonstrated utility in 

neurobiological system identification, and can be preferable for confirming a specific 

hypothesis (Stephan, Harrison et al. 2007). However, due to the current paucity in 

accurate neurobiological models of networks underlying complex cognitive states, and 
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the computational complexity of exploring very large model spaces using DCM, 

exploratory methods such as WGC (Granger 1969; Ding, Chen et al. 2006) and 

extensions thereof can be of equal utility for neuroscience research in the near future. 

As distributed neurobiological interactions are better understood, it will be fruitful to 

incorporate this understanding explicitly into analytic approaches via model 

constraints or confirmatory model selection. We note however, that these confirmatory 

and exploratory concepts are not mutually exclusive, but are perhaps best thought of 

as extrema on a continuum. For instance, it has been shown that “exploratory” WGC 

methods and “confirmatory” DCM methods can be expressed as variants of the same 

mathematical state-space representation (Ge, Kendrick et al. 2009; Bressler and Seth 

2010; Friston 2011). 

1.2.4 All models are wrong… 

The great statistician George Box once famously wrote “all models are wrong; 

the practical question is how wrong do they have to be to not be useful” (Box and 

Draper 1987). Or as Alfred Korzybski wrote in 1931 (relayed to me many decades 

later by my friend Dr. Tony Bell) “the map is not the territory” (Korzybski 1933). 

What we learn from these adages is twofold: first, that our perceptions and 

assumptions of reality are ever only approximations to the truth. Our models of the 

physical world – like a map – are only representations of the world. The map can be 

more or less accurate, but there will always be imprecision, some features omitted. 

Second, the fact that a map is merely an abstract representation has certainly not 
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stopped adventurers and urbanites from using these rude approximations to navigate 

and explore the physical world. Maps are useful! Likewise, even simple models, can 

be immensely useful in our efforts to explore and chart unknown territories in the 

sciences. Of course there is a limit to how “wrong” a model can be before it becomes 

useless (just as most of us right-minded folk would not hazard navigating the 

tributaries of the Amazon using a map sketched by our fourth-grade son, based on his 

interpretive reading of Amazon River Rescue). It is imperative that an analyst 

carefully consider the assumptions imposed by a given model, and judge whether 

these are sufficiently satisfied in the system under observation to render the model 

useful in application. Statistical inference and data visualization tools can be helpful in 

aiding the analyst in discerning useful models from the useless ones. Finally, much 

can be gained from the application of well-studied models which broadly characterize 

a subset of properties of the system under observation; for instance, an autoregressive 

moving average (ARMA) model is suitable for describing all linear dynamics (e.g. 

first and second-order statistics) of any stationary, ergodic, process (Lütkepohl 2006). 

We note that alternatively, we may adopt a “model-free” approach, in which 

we seek to infer dynamical (e.g. causal) relationships between processes whilst 

abstaining from any a priori assumptions as to how measurements arise or interactions 

occur. For instance, Transfer Entropy (Schreiber 2000; Vicente, Wibral et al. 2011) 

and Directed Information (Massey 1990; Quinn, Coleman et al. 2011) are information 

theoretic approaches which seek to quantify the amount of information past states of a 

process contain regarding future states of another process. This is achieved through 



18 
 

 

(empirical) estimation of conditional probability distributions. Such approaches can be 

extremely powerful in identifying process interactions, particularly in non-linear 

systems for which we have little a priori knowledge of generative mechanism, and 

thus lack well-formed models. We note, however, that model-free approaches also 

suffer from practical and theoretical limitations. In particular, they may require large 

quantities of data in order to reliably estimate empirical probability distributions. 

Kernel estimation approaches may be used to address this (e.g. (Kraskov, Stogbauer et 

al. 2004)) but we note that these may require additional parameters to be set or 

assumptions made regarding the data distribution. 

1.2.5 A dynamical framework for neuronal system identification 

Returning to model-based approaches, it is useful to adopt a dynamical system 

framework as illustrated in Figure 1.1. Here observed electrophysiological data, 

recorded at sensors y(t), arises as a linear mixture of latent (unobserved) source 

potentials s(t), non-brain artifacts a(t) (electromagnetic interference from heart, 

muscle, motion, power lines, etc.,), and a noise process ε(t). Source potentials are 

determined by inter- and intra-areal information exchange, governed by dynamical 

equations f(•) that depend on the current (or past) states of sources, and exogenous 

inputs u(t) (sensory input or information coming in from other parts of the nervous 

system), and noise η(t). The objective in system identification is to estimate the latent 

source dynamics based on observed data and any additional modeling assumptions and 

constraints that can be reasonably imposed on the system. For instance, we might (1) 
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assume constant (or zero) exogenous input, (2) assume the source and artifact 

dynamics (the transition model) a defined by a linear stochastic vector autoregressive 

(VAR) model with non-Gaussian i.i.d. noise η(t), and (3) assume a square linear 

sensor mixing matrix H (the observation model). Under these assumptions, the source 

dynamics (parameterized by VAR coefficients and estimate of noise) are identifiable 

using well-established entropy-maximization statistical learning techniques (Haufe, 

Tomioka et al. 2010). Under different assumptions for transition model, observation 

model, and exogenous input, we obtain a range of approaches for analyzing the 

system. For instance, we might adopt a two-stage approach in which we first identify 

the (un)mixing matrix, using source separation or localization methods, separating out 

artifact processes, and then model the remaining brain sources as a linear or non-linear 

VAR process (Astolfi, Cincotti et al. 2007; Mullen, Kothe et al. 2013). Alternative 

transition model formulations could include ordinary or stochastic differential 

equations (e.g. DCM, (Daunizeau, David et al. 2011)), or delayed differential 

equations (DDE, (Lainscsek, Schettino et al. 2009)).  

In SIFT we tend to adopt transition models based on the VAR framework. This 

is due to its well-understood and robust statistical properties and applicability to a 

wide range of time-series (Lütkepohl 2006), capability of scaling to high-dimensional 

multivariate processes with limited data (Valdes-Sosa, Sanchez-Bornot et al. 2005), 

extensibility to non-linear and non-stationary processes (Ding, Bressler et al. 2000; 

Chen 2004; Ge, Kendrick et al. 2009), non-Gaussian distributions (Haufe, Tomioka et 

al. 2010; Ting, Salleh Sh et al. 2011), and non-parametric representations (Dhamala, 
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Rangarajan et al. 2008), and straightforward provision of a range of time- and 

frequency-domain functional and effective connectivity measures (Schelter, 

Winterhalder et al. 2006; Schlögl and Supp 2006). 

1.2.6 Granger-causal models for effective connectivity 

Based on the prediction error of bivariate autoregressive models, a process (X1) 

is said to Granger-cause another process (X2) if past values of process X1, in addition 

to past values of process X2, help to linearly predict future values of process X2 beyond 

what can be achieved by using past values of process X1 alone (Granger 1969). Using 

multivariate (vector) autoregressive (VAR, also referred to in the literature as MVAR 

or MAR) models, the GC concept has been extended to multivariate relationships 

between processes, conditioned on an arbitrary number of other processes (Schelter, 

Winterhalder et al. 2006; Wen, Rangarajan et al. 2013). In addition to time-domain 

representations of GC and other system dynamics, through Fourier-transformation of 

the VAR coefficient matrices, we obtain a number of frequency-domain dynamical 

measures, including the spectral density matrix (power), and a number of bivariate and 

multivariate representations of functional and effective connectivity. In addition to 

various coherence measures, these include a number of conditional measures closely 

related to Granger’s definition of causality (Kaminski 1997; Ding, Chen et al. 2006; 

Eichler 2006; Bressler and Seth 2010; Mullen 2010). To study transient causal 

dynamics of non-stationary phenomena, a number of adaptive VAR approaches exist, 

including locally-stationary sliding windows (Ding, Bressler et al. 2000), state-space 
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methods (Ge, Kendrick et al. 2009; Sommerlade, Henschel et al. 2009) or wavelet 

methods (Dhamala, Rangarajan et al. 2008). These and related estimators comprise a 

complementary set of VAR-based tools for analyzing time- and frequency-dependent 

information transfer between neuronal sources during cognitive information 

processing connectivity analysis, within the well-established and interpretable 

framework of GC. 

1.2.7 Multivariate models and the curse of dimensionality 

The most significant gains from dynamic connectivity modeling are likely to 

be achieved when the objective is to identify, in higher-density data, a more complex 

cognitive state or event linked to a specific pattern of multi-source network dynamics. 

However, for even moderately complex networks, bivariate connectivity methods can 

suffer from a high risk of system misidentification due to confounding interactions 

between pairs of processes and exogenous (unmeasured) causal variables (Kus, 

Kaminski et al. 2004; Eichler 2005; Pearl 2009). This leads to a higher likelihood of 

incorrectly associating the same estimated network structure to two or more 

fundamentally different neurocognitive states. As such, the use of multivariate 

modeling approaches is an important consideration. 

A principal challenge here is that the number of model parameters typically 

grows rapidly (e.g. quadratically) with the number of processes included in a 

multivariate model. For high-dimensional models, we encounter a “curse of 

dimensionality,” wherein the number of data samples becomes disproportionately 



22 
 

 

small relative to the number of model parameters. In such cases, we are – at best – at 

risk of overfitting the data and increasing uncertainty in our estimates. At worst, when 

the number of model parameters exceeds the number of data samples, a unique 

solution generally does not exist (the solution is underdetermined or “ill-posed”), 

unless we impose additional assumptions or constraints on the model parameters 

(Bishop 2006). A common solution is to use regularized model fitting approaches, 

including Tikhonov regularization, Lasso and Group Lasso regularization (Yuan and 

Lin 2006), or Sparse Bayesian Learning (Zhang and Rao 2013). These approaches 

differ primarily in their assumptions regarding prior distributions over the parameters. 

For instance, we may assume that process interactions are mostly weak (but non-zero), 

with large-amplitude interactions being relatively unlikely. Tikhonov regularization 

(L2 regularization, Ridge Regression) can be used to identify this system, assuming a 

Gaussian (“smooth”) prior distribution over the parameters. Alternatively, we may 

impose a stronger assumption that only a small number of processes are interacting. 

Lasso (L1 regularization) or Group Lasso (sum-of-norms, L2,1 regularization) can be 

used to identify  this system, the latter assuming a Multivariate Laplacian (“group-

sparse”) distribution over groups of parameters (Raman, Fuchs et al. 2009), with each 

group characterizing interaction between two processes. We note that these 

approaches have been applied successfully to neuronal system identification in small-

sample conditions (Valdes-Sosa, Sanchez-Bornot et al. 2005; Haufe, Mueller et al. 

2009; Mullen, Kothe et al. 2013).  
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When possible, the choice of priors should be informed by existing domain 

knowledge. For instance, the assumption of sparse neuronal connectivity is justified by 

empirical and theoretical evidence (Sporns and Honey 2006; Bullmore and Sporns 

2009; Sporns 2011), which suggest a low probability of a direct connection between 

any two anatomical functional units. This probability decreases with distance. Further 

evidence suggests that structural and functional brain networks exhibit sparse 

topological network structure over a wide range of spatial scales (Sporns and Honey 

2006). An interesting area for future research is the use of structural connectivity to 

constrain model fitting and subsequent functional and effective connectivity estimates 

(Sporns, Tononi et al. 2000; Koch, Norris et al. 2002; Rykhlevskaia, Gratton et al. 

2008). For instance, we may restrict connectivity between processes that have a low 

likelihood of a direct structural connection  (Mullen 2011, unpublished). 

1.2.8 Dynamical modeling at the level of sources versus sensors 

Recent and current advances in source separation and localization of 

electrophysiological signals greatly expand possibilities for explicit modeling of 

cortical dynamics, including interactions between cortical processes themselves. 

Assessing connectivity in the cortical source domain rather than between surface EEG 

channel signals has the advantage of greatly reducing the risk of misidentifying 

network events because of brain and non-brain source mixing by volume conduction 

(Nunez, Srinivasan et al. 1997; Gross, Kujala et al. 2001). Shifting to the source 

domain furthermore allows accumulating knowledge from functional neuroimaging 



24 
 

 

and neuroanatomy to be used to constrain dynamic connectivity models. In particular, 

noninvasive diffusion-based MR imaging methods are providing increasingly more 

accurate in vivo estimates of brain anatomical connectivity that might also be used to 

constrain dynamic connectivity models based on localized EEG source signals.  

While two-stage approaches (independently identifying sources and dynamics) 

may be readily used (see (Astolfi, Cincotti et al. 2007; Haufe, Nikulin et al. 2013) for 

some comparisons), we note that these may suffer from increased error due to 

incompatible assumptions between observation models and transition models. An 

open challenge lies in joint identification of both source activities and dynamics, in the 

presence of various artifacts and noise. In Section 1.2.5, we introduced the concept of 

a state-space representation (SSR) that assumes the observed signals are generated by 

a partially observed dynamical system, with transition and observation models. Such 

representations can be powerful tools for joint inference of source activations (and 

locations) together with their dynamics and interactions. Two example SSR models 

are given in (Cheung, Riedner et al. 2010) and (Haufe, Tomioka et al. 2010). 

1.2.9 Modeling non-linear or non-stationary processes  

Electrophysiological data exhibit significant spatiotemporal nonstationarity 

and nonlinear dynamics (Friston 2002; Jirsa and McIntosh 2007). Some adaptive 

filtering approaches that have been proposed to incorporate nonstationarity include 

segmentation-based approaches (Florian and Pfurtscheller 1995; Ding, Bressler et al. 

2000) and factorization of spectral matrices obtained from wavelet transforms 
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(Dhamala, Rangarajan et al. 2008). Alternatively, we may utilize SSRs which accept 

non-stationary and/or non-linear dynamics (Hesse, Moller et al. 2003; Ge, Kendrick et 

al. 2009; Sommerlade, Henschel et al. 2009). A class of methods for identifying such 

systems includes the long-established Kalman filter (Haykin and Simon 2001) and its 

extensions including the cubature Kalman filter (Arasaratnam and Haykin 2009), 

which exhibits excellent performance in modeling high-dimensional non-stationary 

and/or non-linear systems (Havlicek, Friston et al. 2011). These methods have led in 

turn to extensions of the multivariate Granger-causality concept that allow for 

nonlinearity and/or nonstationarity while (in part) controlling for exogenous or 

unobserved variables (Guo, Seth et al. 2008; Guo, Wu et al. 2008; Ge, Kendrick et al. 

2009). SSRs may also flexibly incorporate structural constraints (Simon 2010), 

sparsity assumptions (Carmi, Gurfil et al. 2010), and non-Gaussian, e.g., sparse 

(heavy-tailed) process distribution priors (Ting, Salleh Sh et al. 2011).  

1.2.10 Single-trial versus ensemble methods 

Closely related to the issue of spatiotemporal non-stationarity is that of 

ensemble non-stationarity. It is common to treat an ensemble of experimental trials as 

a set of stochastic realizations (i.e. random samples) from a single distribution, and 

from the entire ensemble obtain expected values of parameters of a single stationary or 

time-varying model that characterizes the experimental condition. This is motivated by 

the same principles that underlie event-related potential (ERP) and event-related 

spectral perturbation (ERSP) analysis. While this approach has proven useful for 
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dynamical modeling of both temporal stationarity and non-stationary data, this ignores 

trial-to-trial variability, which is clearly present in neuronal datasets (see (Pernet, 

Sajda et al. 2011) for a discussion on signal trial analysis in neuroimaging). We opine 

that methods for robust single-trial system identification remain a highly valuable area 

of future exploration in the neurosciences. The applications of such methods are 

potentially far-ranging, from a deeper insight into relationships between evolving 

brain dynamics and behavior, to real-world clinical and neuroengineering applications 

(Mullen, Acar et al. 2011; Broccard, Mullen et al. 2014), including real-time brain-

computer interfaces (Brunner, Billinger et al. 2011; Mullen, Kothe et al. 2013). Such 

applications are explored further in Chapter 4, Chapter 6, Chapter 5, Chapter 8, and 

Chapter 9 of this dissertation. 

When performing single-trial model fitting, we face a similar “curse of 

dimensionality” issue as mentioned in Section 1.2.7. As we do not have multiple trials 

available, the number of data samples available for model fitting may become 

disproportionately small relative to the number of parameters to fit. In this case, we 

can use the same techniques discussed in Section 1.2.7 to accurately estimate model 

parameters, even when we have substantially fewer data samples than parameters. For 

instance, we have demonstrated feasibility of such regularized modeling approaches 

for single-trial multivariate Granger-causal analysis between large numbers of sources 

(thousands, to tens of thousands of model parameters), using short sliding windows 

(0.5 to 5 sec). Further details can be found in Chapter 6 and Chapter 9.  
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The discussions above illustrate both challenges and promises of developing 

methods for robust and efficient exploratory dynamical system identification in high 

dimensional, partially observed, noisy, non-stationary, or nonlinearly generated 

electrophysiological data. Leveraging the benefits of such approaches has great 

potential to become a key area of future cognitive, clinical, and applied neuroscience 

research and development. Broadly accessible dissemination of methods that address 

these and other challenges is a key area of current and future development for the 

Source Information Flow Toolbox, described next. 

1.3 The Source Information Flow Toolbox 

The Source Information Flow Toolbox (SIFT) is an open-source Matlab (The 

Mathworks, Natick, MA) toolbox for neuronal system identification in multivariate 

electrophysiological data. SIFT was first released in alpha form in 2010 (Mullen 2010; 

Mullen, Delorme et al. 2010; Delorme, Mullen et al. 2011), and has since undergone a 

number of updated releases. While we have briefly introduced and described the state 

of the toolboxes in other papers and conference presentations, this paper represents our 

first publication focused principally on SIFT. 

1.3.1 SIFT Design Goals 

SIFT was envisioned to address a need for a user-friendly and modular 

framework for basic and advanced neuronal system identification, in multivariate 
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electrophysiological (EEG, ECoG/iEEG, MEG, etc) sensor or source-localized data. 

While SIFT emphasizes analysis and visualization of, potentially time- and/or 

frequency-dependent, functional and effective connectivity (e.g. Granger Causality 

and extensions) between electrophysiological sensor or (preferably) source-localized 

time-series, it may also be used to identify a range of other dynamical measures 

(including power modulation, principal oscillation patterns, and source activations) 

and can be applied to a wide range of other biological time-series data.  

Core design goals include (1) provision of robust tools for model fitting (with 

an emphasis on linear and non-linear state-space representations and autoregressive 

methods), (2) statistical techniques for assessing model suitability and quality of fit (3) 

a broad selection of popular dynamical connectivity measures to enable flexibility in 

analysis approach and comparisons between methods, (4) routines for performing 

robust statistical inference with respect to common experimental hypotheses (5) 

methods for multi-subject analysis of dynamical measures, across time, frequency, and 

space, and across groups and conditions (6) an emphasis on interactive data 

visualization routines to allow an analyst to interactively assess modeling performance 

and visualize potentially high-dimensional dynamical measures over time, frequency 

and anatomical space.  The toolbox supports both command-line (scripting) as well as 

graphical user interface (GUI) interaction with most routines and is integrated into the 

widely used open-source EEGLAB software environment for electrophysiological 

data analysis (Delorme and Makeig 2004). Emphasis has been placed on maintaining a 

modular design and consistent set of data structures, operated on and augmented by 
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each module. The toolbox consists of a series of modular components, each of which 

offers a (possibly optional) selection of computational methods or visualization 

routines, and whose arrangement and configuration specifies a faithfully replicable 

pipeline. For flexible integration with EEGLAB, we leverage the EEGLAB data 

structure as our base structure, augmenting it with SIFT-specific fields and sub-

structures. 

1.4 SIFT Architecture 

SIFT’s modular architecture is outlined in Figure 1.2. At the time of writing 

this consists of seven modules: (1) data pre-processing, (2) model fitting and 

validation, (3) connectivity and dynamical measures estimation, (4) statistical analysis, 

(5) visualization, (6) group-level statistics and (7) data simulation. An interface to the 

EEGLAB-compatible BCILAB toolbox (Kothe and Makeig 2013) is also provided 

allowing SIFT pipelines to be applied (possibly in real-time) to online or offline 

streaming data. This allows dynamical measures to be used as features for cognitive 

state identification, for example in a Brain-Computer Interface. 

The Preprocessing module contains routines for normalization, downsampling, 

detrending, and other standard pre-processing steps. The Model Fitting module 

includes support for a number of MVAR and state-space modeling approaches for 

parameterizing dynamics of the neural system under observation. A Model Order 

Selection sub-module assists the user in selecting optimal embedding dimension (time-

delay) parameters. The quality of the fitted model can be assessed via a Model 
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Validation sub-module. From the fitted model, the Connectivity and Dynamical 

Measures sub-module allows the user to derive a wide range of dynamical quantities 

published to date, including power spectral density, coherency, (multivariate) 

Granger-causality, and estimation of Principal Oscillation Patterns (POP). The 

Statistics module includes parametric and non-parametric routines for assessing 

subject-level statistical significance of dynamical measures, within and between 

factors. This includes surrogate statistics (e.g. phase-randomization and bootstrap 

statistics) for most measures, and analytic statistics for a select number of dynamical 

measures. The Visualization module contains a number of routines for interactive 

visualization of dynamical measures across time, frequency, and (anatomical) spatial 

location. This includes options for topological analysis of graphs (e.g.. graph- 

reduction). The Group Analysis module provides methods for combining data and 

performing statistical analysis across groups of subjects. Finally, the Simulation 

module allows one to simulate data from various dynamical models, where ground 

truth is known, and generate corresponding source and scalp EEG data. Graphical 

User Interfaces are available for most functions, both standalone, and through the 

EEGLAB menu, allowing novice and advanced users alike to conveniently design and 

apply data processing pipelines.  

In the next sections we further describe each of these core modules. We note 

that the purpose of this section is only to provide general overview of the functionality 

of each module. We will not seek to describe every feature available in the toolbox, 

nor provide mathematical derivations of methods or detailed exposition of use cases. 
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For these and other details on SIFT features and usage, we encourage the reader to 

consult the SIFT documentation and handbook (Mullen 2010), available online1 and in 

the online Supplementary Material of this dissertation. 

1.4.1 Pre-Processing 

Accurate system identification in SIFT typically benefits from some pre-

processing of the data. This may include such steps as channel or component selection, 

resampling of the data, removal of low frequency or deterministically sinusoidal 

spectral components, and normalization of the time series. 

While alpha release versions of the toolbox supported these and several 

additional pre-processing steps, beta release and later versions defer to conventional 

EEGLAB tools for most of these steps and provide embedded routines for drift 

removal via linear or piecewise linear detrending, signal normalization across time or 

ensemble, and differencing of time-series to improve stationarity. While filtering is 

commonly used to remove drift and noise in electrophysiological data, we recommend 

caution when applying filters prior to autoregressive modeling, as these operations 

may significantly increase required model order, or introduce spurious phase 

relationships (Florin, Gross et al. 2010; Barnett and Seth 2011). Piecewise linear 

detrending provides a suitable alternative to high-pass filtering (Mitra and Bokil 

2008), and multi-taper spectral regression may be used to remove deterministic 

sinusoidal artifacts, including power line interference (Mitra and Bokil 2008). The 
                                                             
1 http://sccn.ucsd.edu/wiki/SIFT 
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latter is conveniently implemented in our Cleanline toolbox for EEGLAB (Mullen 

2012). 

1.4.2 Dynamical Modeling 

1.4.2.1 Model Fitting 

Table 1.1 provides a list of dynamical modeling approaches currently available 

in SIFT, along with categorizations of the main features of each algorithm. For typical 

multi-trial experimental studies, where there is substantial more data available than 

model parameters to fit, it is common to adopt a Segmentation-based (sliding window) 

unconstrained linear modeling approach, such as Vieira-Morf or ARfit. In cases, 

where the data is continuous and pointwise estimates are desired, one may use 

adaptive state-space approaches such as the celebrated linear Kalman filter and non-

linear variants. 

In cases where single-trial or short-window model estimation is desired, the 

amount of data samples available may be substantially less than the number of model 

parameters to fit and a unique solution to the unconstrained model does not exist. For 

this, as discussed in Section 1.2.7, a unique solution may be obtained by imposing 

assumptions on the parameters, for instance smoothness or sparsity of their 

distributions. In SIFT, we provide a selection of regularized model fitting methods, 

including Ridge Regression, Group Lasso, and Sparse Bayesian learning, with several 

associated solvers. These can also be applied in a sliding window, yielding time-

varying model estimates, both for multi-trial and single-trial or continuous data. 
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The majority of model-fitting approaches in SIFT are relatively agnostic to the 

modality of time-series data; for instance, these methods can theoretically be applied 

(and have been applied) to channel or source-reconstructed EEG (scalp or 

intracranial), MEG activities, local field potentials, fMRI BOLD data, and a wide-

range of other physiological and non-physiological time-series. However, it is 

important to be aware of the assumptions inherent to each modeling approach, and to 

carefully consider whether those assumptions are valid for your specific data modality. 

In particular, we advise caution when applying these methods to fMRI data, as 

accurate system identification can be compromised by low temporal resolution, 

assumptions regarding the spatial stationarity of the hemodynamic response, and 

smoothing transforms introduced in standard fMRI signal processing (see (Deshpande, 

LaConte et al. 2009; Deshpande, Sathian et al. 2010) as well as a lively discussion in 

(Friston 2011; Roebroeck, Formisano et al. 2011; Roebroeck, Formisano et al. 2011)).  

1.4.2.1.1 Two-stage versus joint approaches for identification of source activity and 

dynamics 

We noted previously that, when operating with modalities such as EEG, MEG, 

and even ECoG, it is advisable to fit dynamical models in source-space, rather than in 

sensor-space, as this minimizes the risk of system misidentification. Most modeling 

approaches in SIFT assume a two-stage approach, in which source time-series are first 

identified (outside SIFT) and dynamical models are subsequently fit to source time-

series. However, SIFT also includes support for joint modeling methods that 
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simultaneously identify source time-series and dynamics, within a state-space 

representation. Sparsely Connected Components Analysis (SCSA) (Haufe, Tomioka et 

al. 2010) is one such approach available in SIFT. This combines a temporal ICA 

model, for separating maximally independent brain sources from mixed channel data, 

with a group-sparse VAR model for identifying multivariate source dynamics and 

sparse interactions. 

1.4.2.1.2 Model order selection 

The majority of the aforementioned methods in SIFT utilize a finite-order 

VAR representation for the neuronal system dynamics. For these, SIFT includes a sub-

module for assisting the analyst with selection of an optimal model order. 

Most commonly, one selects a model order that minimizes one or more 

information criteria evaluated over a range of model orders. Commonly used criteria, 

available in SIFT, include the Akaike Information Criterion (AIC) and its “Corrected” 

form (AICC), Schwarz-Bayes Criterion (SBC, also known as the Bayesian 

Information Criterion (BIC)), Akaike’s Final Prediction Error (FPE), Rissanen’s 

Criterion (RIS, also known as Minimum Description Length (MDL)), and Hannan-

Quinn Criterion (HQC). Each criterion is a sum of two terms, one that characterizes 

the entropy rate or prediction error of the model, and a second term that characterizes 

the number of freely estimated parameters in the model (which increases with 

increasing model order). By minimizing both terms, we seek to identify a model that is 

both parsimonious (does not “overfit” the data with too many parameters) while also 
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accurately modeling the data. Thus, one can regard this as a mathematical 

implementation of the principal of Occam’s Razor. Different criteria primarily differ 

in the degree to which they penalize additional model parameters, with more 

“conservative” criteria encouraging more parsimonious models. Figure 1.3 plots 

several of the criteria available in SIFT (SBC, AIC, AICC, HQ, FPE) as a function of 

model order, for a simulated dataset (true model order is 6). Note that while all criteria 

exhibit a minimum at the true model order, the shape of various functions significantly 

differ. Further mathematical details and comparisons of these and other criteria can be 

found in Chapter 4.3 of (Lütkepohl 2006) and in the Supplementary Material of this 

dissertation. 

For non-stationary data, the optimal model order may differ across time 

windows. However, it is often advantageous to select a single common model order, 

which can be applied uniformly to all time windows. For this purpose, SIFT can 

automatically determine an optimal model order for each time window and display the 

frequency distribution (histogram) of optimal order across all time windows, along 

with the mean, standard error, and the kth upper percentile of the distribution. A useful 

heuristic is to select the 90th percentile of this distribution, so that, on average, fewer 

than 10% of time windows are likely to be under-fit by the selected model order. 

We note that model order selection criteria embody assumptions that are often 

violated in real-world datasets, and should be generally treated only as 

approximations. In general, it is good practice to select a model order by examining 

multiple information criteria and combining this information with additional 



36 
 

 

expectations and knowledge specific to the physiological properties of the neural 

system being analyzed (the SIFT user handbook may be consulted for further advice 

on this). When possible spectra and coherence obtained from fitted VAR models can 

be compared with those obtained from non-parametric methods (such as wavelets) to 

validate the model. Model order selection is often an iterative process wherein, 

through model validation, we determine the quality of our model fit, and, if necessary, 

revise our model specification until the data is adequately modeled.  

For regularized modeling approaches, we note that a priori selection of the 

correct model order is generally less important as one can choose a significantly larger 

model order than the maximum one expects to find in the data, and allow the 

regularized optimization procedure to automatically shrink or prune excess model 

parameters. Some researchers have suggested that significantly over-fitting the data 

(when suitable quantities of data are available) can still yield accurate system 

identification, and may be of particular use when modeling mixed linear and non-

linear systems (Schelter, Winterhalder et al. 2006).  

1.4.2.2 Validation 

Once a model has been fit to data, it is important to assess whether the fitted 

model adequately explains the observed data. SIFT provides a sub-module for 

validating fitted models. This implements three commonly used categories of tests for 

VAR models: (1) checking the residuals of the model for serial and cross-correlation 
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(whiteness tests), (2) testing the consistency of the model, and (3) checking the 

stability/stationarity of the model.  

Whiteness tests implemented in SIFT include auto- and cross-correlation 

probability tests and multivariate Portmanteau tests. These test whether the model 

residuals (our estimate of the innovations, or noise, process) exhibit increased 

correlation than we would expect by chance for Gaussian i.i.d. data. It is important to 

note that, as these approaches assume a (multivariate) Gaussian i.i.d. null distribution, 

they may be insufficiently (or overly) conservative if the model innovations are non-

Gaussian.  

Percent consistency tests (Ding, Bressler et al. 2000) allow us to address the 

question of what fraction of the correlation structure of the original data is captured by 

our model. For this, we generate an ensemble of surrogate data, of equal dimension as 

the original data, by “feeding” white noise into an inverted form of our fitted VAR 

model. For both the real and simulated datasets, we then calculate all auto- and cross-

correlations between all variables, up to a predetermined lag, and calculate a percent 

consistency criterion 
   
PC = 1! R s ! R r 2

R r 2( )"100  where Rr and Rs denote the 

vectorized correlation matrices of the real and simulated data, respectively. A PC 

value near 100% would indicate that the model is able to generate data that has a 

nearly identical correlation structure as the original data. A PC value near 0% 

indicates a complete failure to model the data. 

Stability tests are a basic requirement for ensuring we can derive meaningful 

measures from a fitted model. A stable model is guaranteed to always generate finite-
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valued data, with white noise input (i.e. it is not going to “blow up”). A general 

stability index for a VAR model can be obtained from the eigenvalues of the model’s 

system matrix (assembled from the coefficients), which must all be less than 1 in 

magnitude. We note that a stable VAR model is always stationary (Lütkepohl 2006). 

Thus, it is sufficient to test for adequate fit and stability of the model to ensure that the 

observed data likewise meets the (local) stationarity requirement. 

1.4.2.3 Connectivity and Dynamical Measures 

From a fitted VAR model, we may obtain a number of time and frequency 

varying dynamical quantities, including power spectra, ordinary, partial, and multiple 

coherence, Granger-Geweke causality, (direct) directed transfer function, several 

flavors of partial directed coherence, and other quantities increasingly being used to 

study functional and effective connectivity in the brain (Schelter, Winterhalder et al. 

2006; Sakkalis 2011). A list of measures currently provided by SIFT is listed in Table 

1.2, along with recommended references. We also note whether a measure represents 

functional or effective connectivity, and whether it can be interpreted as multivariate, 

bivariate, or univariate. Additional mathematical details on each method can also be 

found in (Mullen 2010). 

While a detailed comparison of these methods is beyond the scope of this 

paper, we refer the reader to our earlier discussions regarding effective vs. functional 

connectivity and multivariate vs. bivariate measures and suggest that multivariate, 

effective connectivity measures are likely to provide the greatest insight into system 
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dynamics. In particular, we favor the Partial Directed Coherence and Direct Directed 

Transfer Function as multivariate analogues of Granger’s definition of causality. For 

additional theoretical and experimental comparisons of a number of these methods, 

see (Kus, Kaminski et al. 2004; Eichler 2006; Haufe, Nikulin et al. 2013) and the SIFT 

Handbook included in the Supplementary Material of this dissertation. 

1.4.2.3.1 Graph-theoretic and topological metrics 

An exciting area of contemporary neuroscience research is the application of 

graph-theoretic concepts to study topological characteristics of brain networks 

(Bullmore and Sporns 2009; Sporns 2011). SIFT provides a sub-module for 

performing basic topological inference on estimated connectivity matrices, including 

calculation of graph-theoretic metrics such as outflow, inflow, degree, causal flow, 

and asymmetry ratio. These can be visualized, alongside more complex dynamics, 

within SIFT’s visualization module, or can be used within group-level statistical 

inference, as described in Section 1.4.4.2.1. For additional complex network topology 

measures, we note that it is straightforward to use SIFT connectivity matrices as a data 

source within a number of third-party toolboxes for topological inference, such as the 

Brain Connectivity Toolbox2 (Rubinov and Sporns 2010). 

 

 

                                                             
2 https://sites.google.com/site/bctnet/ 
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1.4.3 Statistics 

SIFT provides user-friendly convenience functions for calculating and storing, 

within a unified data structure, a number of statistical quantities (e.g. expected values, 

p-values, confidence intervals, binary significance masks) addressing a number of 

common experimental hypotheses. Statistical routines in SIFT fall into two categories, 

within-subject tests and group-level tests. Group-level tests will be discussed further in 

Section 1.4.4. Within-subject statistical tests in SIFT are designed primarily to address 

a common set of experimental questions, which arise in neuronal system 

identification. These are listed in Table 1.3. For a given dynamical measure, this 

includes (1) testing whether the expected value of the measure is significantly greater 

than zero (Hnull), (2) testing whether the expected value significantly differs from that 

of a “baseline” time interval e.g. pre- vs. post-event (Hbase), and (3) testing whether 

expected values of the measure differ under two experimental conditions (HAB). 

Within SIFT, statistical tests to address these questions currently fall under two main 

categories: parametric (asymptotic analytic) statistics and non-parametric (surrogate) 

statistics.  

1.4.3.1 Parametric Statistics 

Parametric statistical tests in SIFT are available for several dynamical 

measures, based on asymptotic (large-sample) properties of the VAR model and 

derived dynamical quantities (Eichler 2006; Schelter, Winterhalder et al. 2006; 
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Schelter, Timmer et al. 2009). These principally test against a null hypothesis that the 

dynamical measure is zero (Hnull), and in some cases provide confidence intervals on 

the expected value of an estimator. It is important to note that these tests are only 

asymptotically accurate and may be poor approximations when the number of data 

samples is small or when assumptions regarding the distributions of the estimators are 

violated. Nonetheless, such tests have the advantage of requiring very little 

computational time, compared to non-parametric tests and can provide a useful way to 

quickly check for statistical significance, possibly following up with a more robust 

non-parametric statistical test.  

We also note that results of simulations (e.g. (Haufe, Mueller et al. 2009)) 

suggest that use of regularized VAR modeling approaches employing sparsity 

constraints (e.g. Group Lasso or SBL) can obviate the need for a post-hoc statistical 

thresholding when testing against Hnull. This is because model parameters describing 

non-significant process interactions or dynamics are ostensibly set to zero by the 

optimization procedure. However, we note that as, as with asymptotic tests, this relies 

on assumptions that may not be met in practice (for instance, in many cases – and 

particularly in cases where a system is not very sparse – some sparse regularization 

methods may fail to set zero-valued parameters exactly to zero). Furthermore, because 

the same data is used for reporting significant effects as for training the model, there is 

a danger of experimental bias through overfitting (Kriegeskorte, Simmons et al. 2009). 

As such, we generally recommend use of non-parametric surrogate statistics when 

reporting significance of modeling results. 
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1.4.3.2 Nonparametric Statistics 

The aforementioned parametric statistics require knowledge of the 

(asymptotic) probability distribution of the dynamical measure in question. When the 

distribution of a measure is unknown (or the asymptotic approximation cannot be 

justified), non-parametric statistical methods must be employed. A common approach 

is use surrogate data (modified samples of the original data) to empirically estimate 

the expected probability distribution of the measure under investigation and/or a “null” 

distribution which approximates the distribution of the measure when a particular null 

hypothesis has been enforced. From these probability distributions, one can obtain 

expected values, confidence intervals and empirical p-values with respect to a range of 

null hypotheses, including those addressed in Table 1.3. Two popular surrogate 

approaches, available in SIFT, are bootstrap resampling, and phase randomization.  

1.4.3.2.1 Bootstrap resampling 

Bootstrap resampling (Efron and Tibshirani 1994) approximates the unknown 

distribution of an estimator by randomly resampling, with replacement, from the 

original set of data and deriving the estimator from the collection of resampled data. 

This is repeated many (e.g., 200-2000) times and, for all iterations, the value of the 

estimator is stored. It can be shown that, under mild assumptions, as the number of 

iterations increases, this empirical “bootstrap” distribution approaches the true 

distribution of the data. From this distribution, we can then compute the expected 
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value of the estimator, obtain confidence intervals around the expected value, or 

obtain empirical p-values allowing us to determine whether dynamical estimates 

within or between processes significantly differ, across time, frequency, anatomical 

location, within or between experimental conditions. For instance, to obtain the 

empirical probability of falsely rejecting a null hypothesis of equal means between 

two distributions (i.e. a p-value for assessing whether the expected values of two 

measures significantly differ), we can simply note the quantile at which zero lies in the 

difference of the two distributions.  

We note that, while bootstrap resampling yields a full posterior distribution, 

SIFT also supports jacknife (leave one trial out) and cross-validated (leave k-trials out) 

estimates of mean and variance of dynamical measures. 

1.4.3.2.2 Phase Randomization 

Phase randomization (Theiler 1992) is a method for approximating the 

empirical probability distribution of an estimator under a null hypothesis of no 

information transfer, temporal correlation, or phase synchrony, while striving to 

preserve spectral amplitude and other properties of the system. The procedure 

repeatedly randomizes the phases of all time-series, preserving the amplitude 

distribution. For each phase-randomized ensemble, we re-compute our estimator. 

Repeating this procedure many times produces the desired null distribution.  

Phase randomization is implemented efficiently in SIFT by applying a Fast 

Fourier Transform (FFT) to obtain the complex power spectrum, replacing the phases 
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with those of a uniform random matrix, and finally applying the inverse FFT to obtain 

our surrogate data matrix. This procedure ensures that (a) the surrogate spectral matrix 

remains Hermitian and (b) the real part of the surrogate spectrum is identical to that of 

the original data. Since our frequency-domain information flow estimators depend 

critically on the relative phases of the multivariate time-series, any observed non-zero 

information flow in the surrogate dataset should be due to chance.  

The value of the estimator, computed from the original (phase-preserving) data 

ensemble is then compared to the quantiles of the null distribution, to obtain an 

estimate of the probability that the sample is drawn from the null distribution (and 

consequently, a p-value for Type I error in rejecting the null hypothesis). If the 

estimator exceeds a critical value of the null distribution (say, 100(1-α)=95% of the 

samples in the null distribution), then we deem the estimate significantly non-zero at 

the level of p ≤ α. 

For additional details on these and other surrogate methods for testing for 

influence between neuronal time-series, we refer the interested reader to (Baccalá, 

Takahashi et al. 2006). 

1.4.3.2.3 Multiple comparison correction 

It is important to note that, the aforementioned statistical tests (both analytic 

and surrogate) are only pointwise significance tests, and therefore, when jointly testing 

a collection of N values (for example, searching for significantly non-zero causal 

estimates across a time-by-frequency tiling), at a significance threshold of p ≤ α, we 
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expect on average αN non-significant values to exceed the threshold by chance.  As 

such, it is important to adjust our significance thresholds to account for multiple 

comparisons. SIFT supports basic multiple comparison correction by the False 

Discovery Rate (FDR) method (Benjamini and Hochberg 1995), Bonferroni’s method, 

or a custom factor. We note that these approaches are not guaranteed to control the 

maximum or expected Type I error rate for arbitrarily correlated data (or data with 

structured correlation), and may generally be over-conservative for the kind of high-

dimensional, correlated data present in a typical ensemble of [process x process x 

frequency x time] neuronal connectivity estimates. The analyst may thus wish to 

consider alternative methods for controlling Type I error rate, including Hierarchical 

FDR and Optimal Discovery Procedure methods (Storey 2007; Yekutieli 2008; Singh 

and Phillips 2010; Singh, Asoh et al. 2011), or cluster-based correction methods, such 

as those afforded by the LIMO EEG toolbox for EEGLAB (Pernet, Chauveau et al. 

2011) or in EEGLAB’s function statcond(). We note that statcond() 

currently supports SIFT connectivity matrices of the aforementioned dimensions, and 

we are currently preparing an interface between SIFT and LIMO EEG. 

1.4.3.3 Non-parametric Bayesian Smoothing 

As an alternative to the above methods, SIFT offers a novel approach for 

obtaining posterior distributions over smoothed estimates of time-varying dynamical 

measures. Similar to (Korzeniewska, Crainiceanu et al. 2008), we model a subject’s 

time-varying connectivity (or other dynamical measures) as a smooth function of 
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penalized B-spline basis functions. Our approach extends this to include optional 

dimensionality reduction via functional principal components analysis (FPCA). 

Furthermore, non-parametric inference on the FPCA basis vectors and spline 

coefficients is carried out via a Markov Chain Monte Carlo (MCMC) approach, 

yielding posterior probability distributions of the smoothed time-varying measure. 

This furnishes non-parametric confidence intervals around the expected value of the 

dynamical measure allowing an analyst to examine a range of hypotheses, including 

those noted in Table 1.3. Further, since this method performs joint inference 

conditional on all available data, it is generally not necessary to correct for multiple 

comparisons. Additional details on this method are presented in Chapter 3. 

1.4.4 Group Analysis 

The Group Analysis module provides conventional and novel routines for 

measuring effects and establishing statistical significance at the level of one or more 

groups of subjects. This includes conventional approaches, which are readily 

applicable when working with a common set of sources or electrode montage across 

all subjects. For cases where such co-registration is not readily available, we provide 

novel approaches for multi-subject probabilistic inference of source location and 

dynamics, suitable for handling irregularly matched or missing data. 



47 
 

 

1.4.4.1 Conventional statistical tests 

When process variables (e.g. channels or sources) can be equated (i.e. paired) 

across subjects, straightforward approaches exist for analysis of process dynamics at 

the group level. This includes t-tests, Hierarchical (General) Linear Models, or 

univariate and multivariate analysis of variance and covariance. Several such tests 

(both parametric and non-parametric) for one-way and two-way statistical designs are 

available within the EEGLAB function statcond(), which we have modified to 

support SIFT matrices of the form (and, more generally, any subset of) [process x 

process x frequency x time x subject]. As previously mentioned, we are also 

developing a seamless interface between SIFT and LIMOEEG, which will allow 

flexible Hierarchical Linear Modeling (mass-univariate statistical analysis) of 

dynamical measures computed in SIFT with robust multiple comparison correction (of 

course, more advanced or curious users can immediately explore use of LIMOEEG 

with SIFT measures).  

1.4.4.2 Probabilistic inference with missing data 

Group-level statistical inference is substantially more challenging in cases 

where there is missing data or processes cannot be trivially paired across subjects. For 

instance, consider source processes blindly separated through methods such as 

Independent Component Analysis, or current density estimates derived from a small 

number of single equivalent dipole models or from maxima of sparse cortical source 
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distributions. In cases such as these, two or more subjects performing the same task 

may end up with differing numbers of sources and different source locations. In 

contrast with common-montage scalp electrode recordings or region-of-interest (ROI) 

source analysis, there is inherent uncertainty in matching such processes across 

subjects, and therefore difficulty in directly comparing process dynamics and 

interactions across groups of subjects. 

One solution to this problem is to apply disjoint clustering techniques to equate 

source processes across participants, and then compute expected values of dynamical 

measures within and between clusters for various conditions, groups, etc. However, 

there is no guarantee that each cluster is assigned the same number of sources across 

subjects. In cases where clusters are assigned differing numbers of sources and 

subjects, failure to take “missing data” into account in a principled manner may 

complicate efforts to obtain unbiased comparisons of source-level dynamics at the 

group level. Furthermore, the use of disjoint clustering methods, such as k-means, 

agglomerative clustering, or affinity propagation, forces each observation (e.g. a 

source process) to be assigned discretely to exactly one cluster, rather than allowing a 

more natural probabilistic assignment to all clusters, and which better allows the 

analyst to characterize uncertainty (or confidence) in the group-level estimates 

(Bigdely-Shamlo, Mullen et al. 2013). 

Supplementary to the standard disjoint clustering tools available in EEGLAB, 

SIFT currently provides two novel probabilistic inference approaches for group level 

analysis: Causal and Measure Projection and a multi-view hierarchical Bayesian 
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mixture model (MV-HBL). A brief description of these methods is provided below, 

while we refer the reader to Chapter 2 and Chapter 3 for additional details on 

aforementioned problems and solutions. 

1.4.4.2.1 Causal and Measure Projection (MPT) 

Measure Projection Analysis (Bigdely-Shamlo, Mullen et al. 2013)(Chapter 2) 

and its precursor Causal Projection (Mullen, Onton et al. 2010) provide probabilistic 

estimates of the expected value of a univariate dynamical measure (e.g. causal 

outflow, spectral perturbation, etc., or an associated consistency metric) at a specified 

3D location, r, based on a collection of individual-subject source locations and 

associated dynamical measures. In its simplest form, this is obtained as a normalized 

sum, over all observed sources, of the likelihoods that each source might be found at 

location r, with each source’s likelihood weighted by its respective measure value. 

Figure 1.4 graphically illustrates the procedure.  

The Measure Projection Toolbox (MPT)3, described in detail in (Chapter 2) 

and in (Bigdely-Shamlo, Mullen et al. 2013), provides more sophisticated extensions 

of this concept, including second-level clustering techniques for establishing 

“domains” of significantly task-related activity, non-parametric statistical routines for 

comparing conditions and groups of subjects, and visualization tools. SIFT provides 

an interface to MPT, allowing projection and group-level comparison of source-level 

univariate dynamical measures and topological metrics described in Section 1.4.2.3.1.  

                                                             
3 http://sccn.ucsd.edu/wiki/MPT 
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1.4.4.2.2 Multi-View Hierarchical Bayesian Learning (MV-HBL) 

We have recently developed an alternative hierarchical Bayesian 

spatiotemporal mixture model framework (Thompson, Mullen et al. 2011)(Chapter 3) 

in which localized source processes are modeled as arising from a mixture distribution 

of spatial coordinates and time-varying multivariate connectivity (or low-dimensional 

smooth parameterizations thereof). This approach, which we denote Multi-view 

Hierarchical Bayesian Learning (MV-HBL), non-parametrically estimates (via an 

MCMC algorithm) posterior probability distributions of spatial locations and 

dynamical relationships among localized sources (and potentially other factors), with 

implicit imputation of missing data. This allows an analyst to address a broad range of 

experimental questions, including testing against any of the common hypotheses 

discussed in Section 1.4.3. Importantly, however, this method yields posterior 

distributions, conditional on a set of latent indicator variables assigning subject-level 

sources to latent groups (i.e. clusters) and for which the method also furnishes 

probability distributions (cluster membership is thus probabilistic). As such, the 

method is not limited only to comparing expected values between groups of subjects 

or conditions, but allows the analyst to carefully examine individual variability within 

groups, which may yield critical insights into individual differences in brain dynamics 

and behavior within a population. For instance, one can identify task-dependent sub-

networks for which the nodes of the network were observed with high probability in 

only a small subgroup of subjects. 
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MV-HBL is provided as a SIFT sub-module, and supports inference on all 

dynamical measures provided by the SIFT connectivity and dynamical measures sub-

module. The package supports several automated cluster-based methods (e.g. k-means, 

Gaussian mixture model, Affinity Propagation) for selecting initial conditions and 

parameters of prior distributions. The user also has the option to perform inference on 

a low-dimensional parameterization of time-varying dynamical measures, obtained via 

the FPCA penalized B-spline smoothing approach noted in Section 1.4.3.3. Results of 

group-level analyses are returned in conventional SIFT connectivity and statistics data 

structures, and can be visualized in a manner similar to individual subjects, using 

SIFT’s visualization tools. 

1.4.5 Interactive Visualization 

In designing SIFT we have placed considerable emphasis on interactive data 

visualization tools. We provide a module for visualizing estimated dynamical 

quantities across time, frequency, space, and across experimental conditions and 

cohorts.  

Time-series analysis using models is often an iterative process wherein one 

evaluates the quality of a fitted model (through a combination of quantitative statistics 

and qualitative domain expertise), and adapts model or data characteristics and re-fits 

the model as needed until a suitable model fit is obtained (Chatfield 1989). While it is 

important not to bias experimental results through selective choice of model 

parameters to produce a desired effect (Kriegeskorte, Simmons et al. 2009), 
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visualization tools in early stages of processing can help guide an analyst in obtaining 

a high quality model, which appropriately characterizes the data. For this purpose, we 

provide routines for visualizing pre-processed data, model order selection criteria and 

results of model validation tests, across multiple time windows. Visualization routines 

are additionally included throughout several modules, including group analysis, data 

simulation, and online processing (Figure 1.5).  

Processed data results can be visualized in several ways, including an 

interactive Time-Frequency Grid and BrainMovie3D. 

The Interactive Time-Frequency Grid (Figure 1.5a) affords intuitive 

exploration of a complete multidimensional connectivity matrix. Each cell of the grid 

displays a time-frequency image of the information flow from the column source to 

the row source. Clicking on a cell generates a more detailed image of the pairwise 

coupling. If 3D coordinates or topographic maps are available for the sources, they can 

be displayed on the margins of the grid. If statistics are available, significance masking 

can be applied. The grid is highly customizable, and has a variety of display modes, 

allowing information from different estimators to be displayed on the diagonal, upper, 

and lower triangles of the grid. Alternate modes include Time x Causality or 

Frequency x Causality (with optional confidence intervals). 

The BrainMovie3D (Figure 1.5b) affords interactive visualization of directed 

information flow dynamics across time, frequency and anatomical source location. 

The 3D model is highly customizable. For instance, edge color and size can be 

modulated by connectivity strength while node color and size can be modulated by 
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spectral power or one of several graph-theoretic measures related to that node, 

including outflow, inflow, asymmetry ratio and more. A new Layers feature has been 

introduced since SIFT 1.0-beta which allows one to overlay multiple semi-transparent 

anatomical structures such as skull, scalp, and cortex (with LONI probabilistic 

anatomical labeling). A new Themes feature allows you to select from a number of 

color and lighting schemes. 

Routines are also provided for visualizing results of pre-processing operations 

(Figure 1.5e), model order selection (Figure 1.5c), and model validation (Figure 1.5d); 

visualization of results of Group-level analysis via Measure Projection Toolbox 

(Figure 1.5f); interactive 2D network graphs via the Matlab Bioinformatics Toolbox 

(Figure 1.5g); visualization of simulated and streaming cortical and scalp current 

density (Figure 1.5h), and several other visualizations (not shown). 

1.4.6 Simulation 

When developing new analytic methods, and validating and comparing with 

existing methods, it is essential to be able to reproduce and compare results on 

common sets of simulated and experimental data.  A current deficit in the methods 

development community is ready availability of tools for rapidly generating 

reproducible, realistic simulations, which can be easily shared with the broader 

community. Furthermore, simulation workbenches provide an invaluable educational 

resource for individuals exploring novel methods in neuronal time-series analysis, 

since ground truth can be well defined.  
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SIFT (1.0-beta and later) provides a specialized module for comprehensive 

simulation development. The Dynamical Systems Workbench allows one to quickly 

develop simulations of rich source-level dynamical systems and EEG channel data 

with user-defined or randomly assigned time-varying dynamics, frequency 

characteristics, and coupling. Simulations can be designed and visualized via an 

intuitive equation-based scripting environment or with the assistance of a GUI. The 

module currently supports a number of features including: 

• Generation of systems of linear stochastically forced damped coupled 

oscillators (linear VAR models) with arbitrary time-varying (non-stationary) 

coupling dynamics. A collection of “drop-in” helper functions are provided for 

defining intrinsic oscillatory properties of each process (characteristic 

frequency, damping time, etc.) as well as the most common forms of time-

varying interactions (sinusoidal, sigmoidal, or single-pulse (Generalized 

Gaussian shaped, can flexibly vary from square pulse to delta function)). The 

simulator supports Generalized Gaussian or hyperbolic secant innovations, 

allowing flexible generation of non-Gaussian data. The module also supports 

random-coefficient (stable) VAR models with user-defined levels of network 

sparsity and other topological properties. 

• A selection of pre-built example simulations, including several simulations 

widely circulated in published studies. 
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• An equation parser, which parses and converts linear dynamical system 

equations pasted from PDFs (in a standard multi-line format) into an 

equivalent VAR model for data generation. 

• A “plugin” functionality allowing simulations to be stored and shared with 

other individuals. 

• An EEG channel data simulator, allowing generation of multi-channel EEG 

data from simulated source-level dynamics through a forward model. We 

currently support head model objects in the Mobilab data format (Ojeda, 

Bigdely-Shamlo et al. 2014). For convenience, we provide a template head 

model containing a 64-electrode 10-5 montage and 4-layer (scalp, skull, CSF, 

brain) Boundary Element Method (BEM) model of the “Colin27” MNI 

standardized brain (Holmes, Hoge et al. 1998), with a probabilistic cortical 

atlas determined by Automated Anatomical Labeling (AAL) (Tzourio-

Mazoyer, Landeau et al. 2002). Channels can be sub-sampled from the full 

montage. Sources may be defined as 2D Gaussian patches, single equivalent 

dipole point-processes, or uniform activation of entire atlas regions. Point-

process and Gaussian-patch sources may be placed at user-defined locations 

within the brain volume or at the centroids of specified Atlas regions. We 

currently support surface-normal dipole orientations, but will support flexible 

orientations in a future release. Arbitrary user-defined head models may also 

be used (if stored in Mobilab head model object format). Gaussian channel 

noise may be added with user-defined signal-to-noise ratios. 
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• Automated construction of “ground truth” EEGLAB and SIFT data structures, 

allowing easy comparison between simulated and estimated dynamics. 

1.4.7 Online and real-time processing 

As we discussed in Section 1.2.10, methods for robust single-trial system 

identification remain a highly valuable area of future exploration in the neurosciences 

with far-ranging applications in cognitive and clinical neuroscience and 

neuroengineering. As noted earlier, SIFT includes a number of regularized VAR and 

adaptive state-space methods suitable for single-trial (continuous-time) system 

identification and connectivity inference. Several of these (most notably, the Group 

Lasso ADMM implementation) have been optimized for real-time operation, 

rendering them usable for real-time neuroimaging, closed-loop feedback, and brain-

computer interfaces. 

1.4.7.1 BCILAB Interface 

We have developed and demonstrated (Mullen, Kothe et al. 2013)(Chapter 9) 

an interface between SIFT and the BCILAB toolbox (Kothe and Makeig 2013). This 

exposes SIFT pre-processing and dynamical modeling modules (including all sub-

modules e.g. order selection, validation, connectivity estimation, etc) as a BCILAB 

filter plugin (flt_siftpipeline). We have also developed a BCILAB paradigm 

tailored for use of SIFT. These allow SIFT pipelines to be applied offline or online 
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(potentially in real-time) to continuous data, as well as enabling easy use of SIFT 

dynamical measures as features in offline or online Brain-Computer Interfaces.  

In (Makeig, Kothe et al. 2012)(Chapter 8), we discuss the possibilities and 

promise of dynamical modeling approaches in the context of Brain-Computer 

Interface design, while (Mullen, Kothe et al. 2013)(Chapter 9) examines one such 

application of a hybrid SIFT-BCILAB pipeline. 

1.4.8 GUI generation 

SIFT provides a comprehensive Graphical User Interface (GUI) layer, 

affording rapid access to, and customization of, all modules and sub-modules. In the 

EEGLAB convention, these can be accessed via high-level “popup” wrappers 

(prefixed by “pop_”) and via the EEGLAB Tools menu. For facility in auto-generating 

GUIs for new functions, we provide a flexible GUI-generation package (the argument 

or arg framework) developed principally by Christian Kothe, and likewise a core 

feature of the BCILAB toolbox. This allows automatic PropertyGrid GUI generation 

for all SIFT functions and plugins that adopt the arg framework’s functional 

input/output conventions. The PropertyGrid class supports a range of user inputs 

(listboxes with multiple and single selection, numeric or string inputs, cell arrays of 

strings, arbitrary Matlab expressions, etc), as well as default values, range restrictions, 

and a Help Panel, which is auto-populated from the arg specification. The arg 

framework also natively supports caching of function calls, allowing for near-



58 
 

 

instantaneous retrieval of results of functions repeatedly called with the same 

arguments. 

SIFT also provides a record of previous actions, both through EEGLAB’s 

history feature (eegh()) and by storing and automatically retrieving arguments for 

high-level functions recently accessed via the EEGLAB menu. This ensures that GUIs 

accessed via the EEGLAB menu automatically “remember” their previous 

state/settings. One caveat is that if a user re-evaluates a stage of a pipeline, the GUI 

state of later pipeline stages, which depend on the re-evaluated stage, may be reset to 

their defaults. This is to prevent application of stored GUI settings that may be 

incompatible with the new pipeline. 

1.4.9 Plugins 

To facilitate contribution and prototyping of new methods, both by SIFT users 

and its primary developers, we provide a basic plugin feature. Currently this is 

supported primarily for the Model Fitting sub-module. Plugin functions are prefixed 

by “mvar_” and placed in the …/est/mvar/ folder and must conform to a simple 

data input/output contract (facilitated by the use of the arg system). These files are 

automatically scanned and parsed at startup, and thereafter exposed by the GUI (along 

with any acknowledgements and reference material the developer wishes to provide), 

allowing them to readily be used in SIFT pipelines. A similar feature is also available 

for the Simulation module (see the …/sim/examples/ folder), enabling users to 
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easily create, share, and store customized dynamical simulations. In the future, we 

plan to expand this plugin functionality to additional SIFT modules.  

1.5 Documentation and Educational Resources 

We have placed substantial emphasis on documentation and educational 

resources for SIFT in the form of (1) comprehensive function documentation 

(comments, function reference via Matlab’s doc or help, HTML documentation via 

m2html) and integrated GUI help panels, (2) pre-packaged example scripts stored in 

the /scripts/ folder (3) an extensive online wiki, user handbook, and mailing list, 

(4) a two-part series of video lectures, and (5) regular international workshops (since 

2010, we have held over 12 SIFT tutorials and workshops worldwide).  

Developers and users can also access our Mercurial source code management 

(SCM) repository, and thereby keep up to date on new developments, review 

changelogs, and contribute to the SIFT project (with authorization). We also provide a 

bugzilla tracker where users can report software issues and “bugs.” Information on the 

above and related resources are available at the SIFT website4. 

1.6 Conclusions and Future Work 

We have introduced an open-source (Matlab-based) toolbox for 

electrophysiological dynamical modeling and connectivity analysis, which integrates 

                                                             
4 http://sccn.ucsd.edu/wiki/SIFT 
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with the EEGLAB environment. We note that SIFT is an ongoing work-in-progress, 

which we expect to continue to develop in coming years. Specifically, our immediate 

roadmap includes the ongoing improvement and incorporation of additional nonlinear 

and/or non-Gaussian state-space modeling approaches (Cubature Kalman Filtering, 

Extended Granger Causality, Adaptive Mixture Impulse Response Analysis); 

integration of Group Analysis module with EEGLAB STUDY framework and 

additional statistical support through an interface with the LIMO EEG toolbox 

(HGLM statistics); flexible allowance of constraints (e.g. priors) on dynamic 

connectivity – for instance, based on human connectome data, functional anatomy, or 

individual structural connectivity; and improved interface with existing open-source 

M/EEG analysis toolboxes including TRENTOOL (Transfer Entropy), SPM 

(Dynamic Causal Modeling), Fieldtrip, and Brainstorm. We also plan to further extend 

and improve the plugin functionality in SIFT to help users and developers more 

rapidly prototype, test, and disseminate both existing and novel approaches for 

neuronal system identification. 
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1.8 Figures 

 

Figure 1.1 The brain as a latent dynamical system. Here observed electrophysiological 
data, recorded at sensors y(t), arises as a linear mixture of latent (unobserved) source 
potentials s(t), non-brain artifacts a(t) (electromagnetic interference from heart, 
muscle, motion, power lines, etc.,), and a noise process ε(t). Source potentials are 
determined by inter- and intra-areal information exchange, governed by dynamical 
equations f(•) that depend on the current (or past) states of sources, and exogenous 
inputs u(t) (sensory input or information coming in from other parts of the nervous 
system), and noise η(t). The objective in system identification is to estimate the latent 
source dynamics based on observed data and any additional modeling assumptions and 
constraints that can be reasonably imposed on the system. For instance, we might 
assume constant (or zero) exogenous input, assume for the source and artifact 
dynamics (the transition model) a linear stochastic vector autoregressive (VAR) model 
with non-Gaussian i.i.d. noise η(t), and a square linear sensor mixing matrix H (the 
observation model). Under these assumptions, the source dynamics (parameterized by 
VAR coefficients and estimate of noise) are identifiable using well-established 
entropy-maximization statistical learning techniques (Haufe, Tomioka et al. 2010).  
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Figure 1.2 The SIFT modular architecture. A processing pipeline may consist of pre-
processing, dynamical modeling, statistics and visualization routines. Group-level 
statistical analysis may be carried out on ensembles of SIFT-processed data (e.g. 
groups of subjects in an experimental study). A simulation module allows easy 
generation of pseudo-realistic source and scalp EEG data from a variety of pre-
determined, and user-defined, dynamical models. 
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Table 1.1 Dynamical model fitting approaches currently available in SIFT. 
Algorithm Linearity Constraints 

/Regularization 
Time 
updates 

Suggested 
Reference(s) 

Vieira-Morf Linear Unconstrained Sliding 
window 

(Schlögl 2000) 

ARfit Linear Unconstrained Sliding 
window 

(Schneider and 
Neumaier 2001) 

Ridge Regression Linear Smoothness  
(L2)  

Sliding 
window 

(Rifkin and Lippert 
2007) 

Group Lasso 
(ADMM, DAL) 

Linear Group-sparsity 
(L2,1) 

Sliding 
window 

(Tomioka and 
Sugiyama 2009; 
Boyd, Parikh et al. 
2011) 

Sparse Bayesian 
Learning 
(TMSBL, BSBL) 

Linear (Group) sparsity 
and smoothness 
(Lp) 

Sliding 
window 

(Zhang and Rao 
2011; Zhang and 
Rao 2013) 

Kalman Filtering Linear Linear equality 
constraints 

Pointwise (Schlögl 2000; 
Haykin and Simon 
2001) 

Dual Extended 
Kalman Filtering 
(DEKF) 

Globally 
non-linear 

Unconstrained Pointwise (Wan and Nelson 
1997; Omidvarnia, 
Mesbah et al. 2011) 

Sparsely Connected 
Sources Analysis 
(SCSA) 

Linear Group-sparsity 
(L2,1) 

Sliding 
window 

(Haufe, Tomioka et 
al. 2010) 
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Figure 1.3 Information criterion curves for model order selection. These criteria, 
expressed as a function of the model order, combine the model’s prediction error 
(entropy rate) with an “over-fitting” penalty term that grows with the number of model 
parameters. By minimizing the sum of both terms, we seek the “simplest” model 
(fewest parameters) amongst all candidate models that equally minimize the modeling 
error. Several criteria are displayed here (SBC, AIC, AICC, FPE and HQ), illustrating 
differences in the tradeoff between model error and over-fitting penalty. 
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Table 1.2 Dynamical measures currently available in SIFT. References are provided 
along with measure designation as univariate (U), bivariate (B), and/or multivariate 
(M). FC and EC denote functional or effective connectivity measures, respectively.  

Measure Name (SIFT abbrev.) Recommended Reference(s) Dim EF 
Directed Transfer Function (nDTF/DTF) 
(normalized and non-normalized) 

(Kaminski and Blinowska 
1991; Kaminski, Ding et al. 
2001) 

M EC 

Full-Frequency DTF (ffDTF) (Korzeniewska, Manczak et al. 
2003) 

M EC 

Direct DTF (dDTF) (Korzeniewska, Manczak et al. 
2003) 

M EC 

Short-time dDTF (dDTF08) (Korzeniewska, Crainiceanu et 
al. 2008) 

M EC 

Partial Directed Coherence (nPDC/PDC) 
(normalized and non-normalized) 

(Baccalá and Sameshima 2001) M EC 

Generalized Partial Directed Coherence 
(GPDC) 

(Baccalá and Sameshima 2007) M EC 

Partial Directed Coherence Factor (PDCF) (Baccalá and Sameshima 2001) M EC 
Renormalized Partial Directed Coherence 
(RPDC) 

(Schelter, Timmer et al. 2009) M EC 

Granger-Geweke Causality (GGC) (Geweke 1982; Bressler, 
Richter et al. 2007) 

M/B EC 

Coherence (Coh) (Brillinger 2001) B FC 
Imaginary Coherence (iCoh) (Nolte, Bai et al. 2004) B FC 
Partial Coherence (pCoh) (Brillinger 2001) M FC 
Multiple Coherence (mCoh) (Brillinger 2001) U FC 
Spectral Density and Cross Spectra (S) (Brillinger 2001) U/B -- 
Principal Oscillation Patterns (POP) (Neumaier and Schneider 2001) U/M -- 
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Table 1.3 Statistical tests available in SIFT. E[C | X] represents the expected value of a 
dynamical quantity (e.g. pairwise connectivity between two processes, or spectral 
power) measured under condition or at time period X. 

Test Null Hypothesis What question are we addressing? 
Hnull E[C] ≤ E[C | C=0] Is a dynamical measure significantly non-zero? 
Hbase E[C(t)]  

=E[C(t) : t ∈ [T1, T2]] 
Is there a difference in a dynamical measure with 
respect to a “baseline” time interval [T1 T2] (e.g. pre- 
vs. post-event)? 

HAB E[C | A] = E[C | B] Is there a difference in a dynamical measure between 
experimental conditions A and B? 
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Figure 1.4 Cartoon illustrating the Causal/Measure Projection method. A probabilistic 
estimate of the expected amplitude of a univariate dynamical measure at a given 3D 
location, r is obtained as a normalized sum, over all measured sources with locations 
ri, of the likelihood that an observed source could have been located at r, weighted by 
the amplitude of the measure associated with that source. 
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Figure 1.5 A selection of visualizations in SIFT.  (a) Interactive Time-Frequency Grid 
for visualizing brain dynamics within and between processes across time, frequency, 
and space (b) Interactive Brain.Movie3D for spatiotemporal visualization of brain 
networks. (c) VAR model order selection criteria. (d) Results of VAR model 
validation tests. (e) Pre-processing visualization showing raw data and local linear 
approximation of drift components for detrending. (f) Interface with Measure 
Projection Toolbox showing measure-projected causal outflow across a group of 
subjects. (g) Interface with Matlab Bioinformatics Toolbox showing interactive 2D 
graph of network dynamics, color-coded by interaction frequency. (h) Interactive 
visualization of cortical and scalp current density for simulated (simulation module) or 
real (BCILAB online processing interface) data (visualization adapted from Mobilab 
toolbox). 
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Chapter 2  

Measure Projection: A Probabilistic 

Alternative to EEG Independent 

Component Clustering 

 

2.1 Abstract 

A crucial question for the analysis of multi-subject and/or multi-session 

electroencephalographic (EEG) data is how to combine information across multiple 

recordings from different subjects and/or sessions, each associated with its own set of 

source processes and scalp projections. Here we introduce a novel statistical method 

for characterizing the spatial consistency of EEG dynamics across a set of data 

records. Measure Projection Analysis (MPA) first finds voxels in a common template 

brain space at which a given dynamic measure is consistent across nearby source 

locations, then computes local-mean EEG measure values for this voxel subspace 

using a statistical model of source localization error and between-subject anatomical 

variation. Finally, clustering the mean measure voxel values in this locally consistent 
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brain subspace finds brain spatial domains exhibiting distinguishable measure features 

and provides 3-D maps plus statistical significance estimates for each EEG measure of 

interest. Applied to sufficient high-quality data, the scalp projections of many 

maximally independent component (IC) processes contributing to recorded high-

density EEG data closely match the projection of a single equivalent dipole located in 

or near brain cortex. We demonstrate the application of MPA to a multi-subject EEG 

study decomposed using independent component analysis (ICA), compare the results 

to k-means IC clustering in EEGLAB (sccn.ucsd.edu/eeglab), and use surrogate data 

to test MPA robustness. A Measure Projection Toolbox (MPT) plug-in for EEGLAB 

is available for download (sccn.ucsd.edu/wiki/MPT). Together, MPA and ICA allow 

use of EEG as a 3-D cortical imaging modality with near-cm scale spatial resolution.  

2.2 Introduction 

Because of the very broad biophysical point-spread function governing volume 

conduction of areal potentials generated in the human brain to scalp electrodes 

measuring their summed electroencephalographic (EEG) activity, proper analysis of 

event-related or ongoing EEG dynamics should best focus on EEG source activities 

and corresponding (3-D) brain source locations rather than on scalp channel activity 

records and (2-D) channel locations. Comparing 3-D source locations and source 

dynamics across subjects and sessions of an EEG study is, however, more difficult 

that simply equating scalp channel locations across subject and sessions, as is typical 

in EEG studies that analyze the scalp channel signals directly. 
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Here we introduce a probabilistic approach, Measure Projection Analysis 

(MPA), for population-level inference from source-resolved EEG signals. This 

approach provides, for each EEG measure of interest, 3-D maps of separable brain 

domains with separable source measures plus statistical estimates of measure 

differences across group and/or conditions. Although source-level locations and 

dynamics used in MPA might be derived from any EEG source discovery method, 

e.g., beamforming or trial-averaged event-related potential (ERP) source analysis, we 

here demonstrate its application to an example EEG study decomposed using 

independent component analysis (ICA) and compare its results to those of the PCA-

based independent component (IC) clustering available in EEGLAB (Delorme and 

Makeig 2004). 

ICA (Bell and Sejnowski 1995) has become a method of widespread interest 

for analysis of EEG data (Makeig, Bell et al. 1996), (Makeig, Jung et al. 1997), (Lee, 

Girolami et al. 1999), (Jung, Makeig et al. 2001), (Makeig, Westerfield et al. 2002). In 

this approach to EEG source analysis, unaveraged continuous or epoched EEG data 

from multiple scalp channels are decomposed into independent component (IC) 

processes by learning a set of spatial filters that have fixed relative projections to the 

recording electrodes and produce maximally independent individual time courses from 

the data. ICA thus learns what independent processes (information sources) contribute 

to the data and also reveals their individual scalp projection patterns (scalp maps), 

thereby simplifying the EEG inverse source localization problem to that of estimating 

where each source is generated, a much simpler problem than estimating the source 
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distributions of their ever-varying linear mixtures as recorded by the scalp electrodes 

themselves.  

The IC filters linearly transform the representational basis of EEG data from a 

channel matrix (scalp channels by time points) to a sum of independent component 

processes with maximally independent time courses and fixed scalp projections (scalp 

maps, with often strongly overlapping topographies). Many ICs predominately 

account for the contributions to the channel data from a non-brain (‘artifactual’) 

source process -- for example potentials arising from eye movements, scalp muscle 

activity, the electrocardiogram, line noise, etc., while many other ICs are compatible 

with a source within the brain itself, in particular within its convoluted cortical shell in 

which most of the spatially organized potentials reaching the scalp are generated 

(Nunez and Srinivasan 2006).  

Many of the brain-based (‘non-artifactual’) IC scalp topographies may be 

modeled as the projection of a single equivalent dipole inside the brain volume 

(Makeig, Westerfield et al. 2002).  ICA algorithms return many such ‘dipolar’ IC data 

sources (those for which most of the spatial variance of the electric field pattern they 

produce on the scalp is accounted for by the projection of a single ‘equivalent’ dipole). 

On average, the more independent the resulting ICs returned by an linear ICA 

decomposition method, the more near-dipolar ICs are returned (Delorme, Palmer et al. 

2012). Such dipolar ICs are compatible with an origin in locally-synchronous cortical 

field activity within a single cortical patch, which by biophysics must be located near 

to and oriented predominantly perpendicular to the equivalent dipole (Scherg 1990)  
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(A few clearly brain-based ICs may have scalp maps very closely resembling the 

summed projection of two bilateral cortical patches that contribute synchronous 

activity to the scalp signals). 

Finding the actual cortical patch (or patches) generating a given dipolar IC 

may be difficult (Acar, Worrell et al. 2009), as it requires (at least) a good quality MR 

head image for the subject and accurately recorded scalp electrode positions (Acar and 

Makeig 2010). Given a good estimate of where the scalp electrodes were placed on the 

head, and a near-dipolar IC scalp map, the location of the equivalent dipole may be 

found reliably, in many cases with less than a centimeter error when 3-D electrode 

positions are recorded (Akalin Acar, submitted) and an accurate skull conductance 

value is used in the analysis. Biophysical simulations also show that the equivalent 

dipole for a cm2-scale cortical patch source is, on average, less than 2 mm from the 

center of the generating patch (Akalin Acar, unpublished). Thus, a unique advantage 

of ICA applied to EEG is that localizing sources from its single-source IC scalp maps 

avoids uncertainties associated with multiple local minima that limit the accuracy of 

estimates of the more complex source distributions computed from scalp maps that 

sum projections of multiple sources -- for example nearly all raw EEG scalp maps or 

maps for later peak latencies in ERP waveforms. Of course this level of spatial 

accuracy is only possible using single-subject head models, which are possible only 

when an MRI head image is available (as it was not for our subjects). Using individual 

head models for localization will make it necessary to warp the cortical locations of 

the multiple subjects into a common head model to allow group Measure Projection. 
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Results calculated, as here, using IC locations in a common head model may well have 

somewhat less spatial accuracy, though their accuracy might be improved in subject-

level analysis by translating them back to associated locations in individual subject 

head models, including models constructed by warping a common template model to 

the recorded 3-D positions of the scalp electrodes (Acar and Makeig, 2010). However, 

unless subjects are highly ethnographically diverse (infants and adults, for example) 

the choice of head model is unlikely to have much effect on the topology of the MPA 

results -- more anterior source domains will remain more anterior, etc. 

Since ICA uses waveform differences to separate independent sources, which 

depend both on the exact placements of the scalp electrodes and the individual subject 

cortical geography, optimal separation is achieved when it is applied to data channels 

recorded simultaneously from a single subject with a single scalp montage. The length 

of the training data must be sufficient for the number of recording channels.  Since 

both EEG channel locations and conductance values slightly differ across subjects and 

sessions, and positions and orientations of corresponding cortical source areas differ 

across subjects, ICA decompositions are best applied separately to each recorded 

session or smaller data set from a single recording session.   

A standard way to analyze EEG data is to first conduct an experiment in which 

a number of (outwardly) similar events occur, typically stimulus (e.g., image) 

presentation and behavioral events (e.g., impulsive button presses).  Sets of EEG 

activity epochs recorded in some latency window around these events (experimental 

trial epochs) are extracted, averaged, and compared. A number of mean measures of 
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event-related EEG trial data have been developed in recent years and incorporated into 

freely available software toolboxes including EEGLAB (Delorme and Makeig 2004), 

Fieldtrip (Oostenveld, Fries et al. 2011), the SPM toolkit (Friston 2007), and ICALAB 

(Cichocki and Amari 2002). These measures, including average ERP time series and 

event-related spectral perturbation (ERSP) (Makeig 1993) and inter-trial coherence 

(ITC) time/frequency transforms, may equally be computed for single ICs as well as 

for single scalp channels. For each subject session and associated ICA decomposition, 

each IC has a unique scalp map and EEG time course. To support group-level 

inferences about EEG measure differences across task trial conditions, subject groups, 

recording sessions, etc., IC location and EEG measure information must be integrated 

across subjects and sessions  

In contrast to the common approach to obtaining group inferences from 

channel data, i.e. by assuming equivalence across subjects of electrode derivations 

from standardized scalp locations (Picton, Bentin et al. 2000) (Kiebel and Friston 

2004), combining results across different ICA decompositions is non-trivial. Several 

methods have been proposed for this task. These typically fit into two categories: IC 

clustering (Makeig, Westerfield et al. 2002), (Onton, Westerfield et al. 2006), (Onton 

and Makeig 2006) , (Spadone, de Pasquale et al. 2012) and joint decomposition 

methods such as group-ICA  (Eichele, Calhoun et al. 2009), (Kovacevic and McIntosh 

2007), (Calhoun, Liu et al. 2009), (Congedo, John et al. 2010), multi-set canonical 

correlation analysis (Li, Adali et al. 2009) and J-BSS (Li, Adali et al. 2011) (Via, 

Anderson et al. 2011) .  
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Although the IC clustering method uses a potentially larger subspace of the 

signal (involving less dimensionality reduction than most joint decomposition 

methods) and poses fewer restrictive assumptions regarding the relationship between 

signal sources at subject and group level, it often involves tuning multiple parameters 

(relative measure weights, number of cluster, etc.), potentially reducing the objectivity 

of the analysis and reproducibility of the results; for a recent approach to tackling this 

problem see (Spadone, de Pasquale et al. 2012). Also, it is often impractical to 

calculate the significance of IC clusters themselves, whose averages are often used in 

subsequent statistical tests for measure differences across conditions or groups.  

MPA aims to solve the problem of comparing EEG source locations and 

dynamics across subjects and sessions in 3-D brain space using a probabilistic 

approach that treats the source-resolved data as samples drawn from the distribution of 

source locations and dynamics. By performing statistical comparisons on a grid of 

brain locations instead of individual sources, and focusing on a single dynamic 

measure of interest at a time, MPA reduces the number of parameters assumed in the 

analysis, and delivers estimates of the statistical reliability of the results.  Here we 

demonstrate the application of MPA by applying MPT tools to an example EEG study, 

comparing its results to standard PCA-based IC clustering, and studying the 

robustness of the MPA results using surrogate data. 
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2.3 Methods  

The Measure Projection Analysis (MPA) approach introduced here comprises 

four steps: 1) After decomposition of the unaveraged EEG data by ICA into brain 

source processes (ICs), the location of each source signal used in the analysis is 

computed within a common brain template model, here in the form of a IC source 

equivalent dipole. 2) Spatial smoothing of a given dynamic measure for the equivalent 

dipole-localized ICs is performed using a truncated 3-D Gaussian spatial kernel; 3) A 

subspace of brain voxel locations with significant local IC measure similarity are 

identified (see Appendix A for a detailed description); 4) Spatial brain voxel domains 

within the measure similarity subspace that exhibit sufficient measure differences are 

identified using affinity clustering (details in Appendix B). 

2.3.1 Experimental data 

EEG data were collected from 128 scalp locations at a sampling rate of 256 Hz 

using a Biosemi (Amsterdam) Active View 2 system and a whole-head elastic 

electrode cap (E-Cap, Inc.) forming a custom, near-uniform montage across the scalp, 

neck, and bony parts of the upper face. 

2.3.2 Subject task 

Our sample study consisted of data from 15 sessions recorded from 8 subjects 

performing a Rapid Serial Visual Presentation (RSVP) task (Bigdely-Shamlo, Vankov 

et al. 2008) (the raw data are available at ftp://sccn.ucsd.edu/pub/headit/RSVP, the 
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EEGLAB Study files at ftp://sccn.ucsd.edu/pub/measure_projection/rsvp_study). Each 

session comprised 504 4.9-s image bursts of 49 oval image clips from a large satellite 

image of London presented at a rate of 12/s. Some (60%) of these bursts contained one 

image in which a target white airplane shape was introduced at a random position and 

orientation. Following each burst, subjects were asked to press one of two buttons to 

indicate whether or not they had detected a target airplane in the burst. Figure 2.1 

shows a time-line of each RSVP burst. For further details see (Bigdely-Shamlo, 

Vankov et al. 2008). 

2.3.3 Data preprocessing. 

 After preprocessing each subject data set using EEGLAB 

(sccn.ucsd.edu/eeglab) and custom Matlab functions for re-referencing, from the 

active-reference Biosemi EEG data to an electrode over the right mastoid, high-pass 

filtering above 2 Hz, and rejection of channels and data containing non-stereotypical 

artifact, an ICA decomposition was performed for each recording session. The subset 

of ICs that could be represented by an equivalent dipole model with low error (here 

defined as more than 85% of channel variance in the IC scalp map being accounted for 

by a single equivalent dipole or in a few cases a bilaterally symmetric equivalent 

dipole pair) were selected for analysis. ICs with equivalent dipoles located outside the 

MNI brain volume (e.g., those with an minimum distance to the MNI brain surface 

larger than 1 mm) were removed as artifactual, and mean event-related power spectral 
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perturbations (ERSPs) to target and Nontarget images were computed for the 

remaining 260 ICs (per session mean 18, standard deviation ± 8). 

2.3.4 ERSP measure projection 

Figure 2.2A represents the processing pipeline schematically. To apply MPA 

to the RSVP study we used a Measure Projection Toolbox (MPT) for MATLAB (The 

Mathworks, Inc.) implementing MPA and operating as an EEGLAB plug-in (freely 

available for download at sccn.ucsd.edu/wiki/MPT). To compare MPA results to those 

of IC clustering as implemented in EEGLAB, we set the standard deviation of the 

three-dimensional Gaussian representing each equivalent dipole location probability 

density to 12 mm. This parameter reflected a heuristic estimation of the combined 

ambiguity in equivalent dipole locations arising from a) numerical inaccuracies in the 

IC component maps, b) errors in co-registering the measured channel locations with 

the standard brain model, c) inaccuracies in the forward head model, d) particularly in 

assumed conductances of skull and brain tissues, and e) difference across subjects in 

brain locations of functionally equivalent brain areas. This standard deviation value 

was also chosen in part to produce smoother spatial distributions for this rather small 

EEG study: for larger studies it might be usefully reduced. We truncated each 

Gaussian to a radius of 3 standard deviations (36 mm) to prevent spurious influences 

from distant dipoles in sparsely filled source regions.  

Brain model: A cubic dipole source space grid with 8-mm spacing (3,908 

vertices) was situated in the brain volume in MNI (Montreal Neurological Institute 
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and Hospital, (Evans, Collins et al. 1993)) space . Voxels outside the MNI brain 

volume were excluded. Local convergence values (see Appendix A for definition) 

were calculated using equation (A.2), A pairwise IC similarity matrix was constructed 

by estimating the signed mutual information between IC-pair ERSP measure vectors 

using a Gaussian distribution assumption (Darbellay and Vajda 1999): 

2 2

1 1Mutual Information = ( ) log  (bits/sample)
2 1
sign correlation

correlation
⎛ ⎞
⎜ ⎟−⎝ ⎠  

The reason for using an estimate of signed mutual information instead of 

correlation itself was because equal correlation intervals may reflect unequal 

information differences. For example, the difference in mutual information values 

associated with IC measure correlation values of 0.8 and 0.9 is far greater than mutual 

information difference associated with IC correlations of 0.1 and 0.2. In addition, 

mutual information values (in bits/sample) may be meaningfully averaged. In 

switching to use of signed estimated mutual information instead of linear correlation, 

we also observed an improvement in the spatial smoothness of the obtained MPA 

significance values. 

A significance threshold for convergence values at each brain grid location was 

obtained by bootstrap statistics. We permuted the similarity matrix (with substitution), 

in effect removing the correspondence between each IC and its associated ERSP, and 

calculated 2,000 surrogate convergence values at each voxel associated with the null 

hypothesis of no stable association between brain region and ERSP. Probability values 
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were calculated by finding the percentage of bootstrap convergence values larger than 

the original convergence value (right-tail comparison). 

A group-wise p < 0.05 threshold, corrected for multiple comparisons using 

False Discovery Rate (FDR) testing (Benjamini and Hochberg 1995), gave a raw 

voxel significance threshold of p < 0.0075. Voxels with convergence probabilities 

lower than this threshold defined the ERSP ‘measure convergence subspace’ of brain 

voxel locations at which the local similarity of IC ERSPs was significantly higher than 

what could be expected by chance in these data.  

Condition difference tests: For each identified study domain d  and subject 

session s , statistical significance of differences between the Target and Non-Target 

condition ERSPs was computed by first projecting the ERSP associated with each 

condition c  to each voxel i  in the domain, producing projected measure ( , , )M c i d .  

We then calculated a weighted-mean measure ( , , )W d s c  across all v  domain voxels, 

each weighted by ( , )D i s , the dipole density of voxel i  in session s , and then 

normalized by total domain voxel density. 
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Above, n  is the number of component dipoles in the session and ( )jP i  is the 

model probability that dipole j is actually at domain voxel i  (see Appendix A).  

Next, a two-tailed Student-T test was applied to the collection of session-mean 

projected measures in the two conditions to test for reliable domain-ERSP condition 

differences. For visualization, non-significant (p ≥ 0.05) values in each domain 

condition-ERSP difference were masked by replacing them with 0s. 

2.3.5 ERSP domain clustering 

To simplify the analysis of projected source measure values in the measure 

convergence subspace, we separated them into several distinguishable spatial domains 

by threshold-based Affinity Propagation clustering (described in Appendix B) based 

on a similarity matrix of pair-wise correlations between the projected measure values 

at each voxel position.  Affinity propagation automatically finds an appropriate 

number of clusters (below referred to as spatial domains) based on the maximum 

allowed correlation between cluster exemplars, automatically increasing the number of 

clusters until any other potential cluster exemplar becomes too similar to one of the 

existing exemplars. Here, maximal exemplar-pair similarity (forcing creation of 

additional clusters) was set to a correlation value of 0.8, and the outlier detection 

similarity threshold to a correlation value of 0.7. The method did not find any outlier 

voxels since all of the projected measures in each domain had a correlation with their 

domain exemplar higher than 0.7. The minimum correlation value is in fact an 

optional parameter: one could decide to not exclude any significant voxel from 
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domain analysis by setting the minimum correlation threshold to negative infinity. 

Note that the voxel clustering procedure does not force the voxels within a single 

domain to be contiguous; for example near-identical ERSPs may be produced in 

bilaterally symmetric cortical regions, which may then be identified by affinity 

clustering as a single measure domain. Figure 2.2A summarizes the MPA steps used to 

create distinguishable spatial source domains for each EEG measure. 

2.3.6 PCA-based IC clustering 

In the PCA-based IC clustering approach implemented in EEGLAB (Makeig et 

al., 2002; Onton & Makeig, 2006), cross-session IC equivalence classes are typically 

defined by applying a clustering algorithm such as k-means to an L2-weighted 

combination of EEG measures of interest (e.g., IC equivalent dipole locations, scalp-

map topographies, mean power spectra, average ERPs, etc.) so as to produce a desired 

number of IC clusters (10-30). Cluster-level mean EEG measure values may then be 

calculated by averaging across the members of each IC cluster, and may then be used 

for group-level inference and event or task condition comparison. The default IC 

clustering options create a pre-clustering array that represents each IC as positioned in 

a joint-measure feature space by the following operations:  

(1) Mean EEG measure computation:  For each IC, each set of 

experimental trials (experimental ‘condition’) and each EEG measure of interest (ERP, 

mean power spectrum, ERSP, and/or Inter-Trial Coherence (ITC)), subject-mean IC 

measure values are computed and then concatenated across conditions. 
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(2) Measure dimensionality reduction: Next, the dimensionality of the 

concatenated condition measures for each IC is reduced by PCA to a principal 

subspace. The subspace dimensionality is heuristically determined based on the 

amount of trial data available. Measure values associated with each IC in the PCA-

reduced coordinates are normalized by dividing them by the standard deviation of the 

first principal component. 

(3) Equivalent dipole locations:  Dipole (x,y,z) location values in the adult 

template MNI brain space are normalized  and then multiplied by a user-specified 

scalar weight to determine their relative influence in the subsequent clustering. 

(4) Joint-measure IC-space representation: Dimensions associated with 

each EEG measure (after preprocessing steps describe above) are concatenated to 

represent each IC in a joint space. For example, ERSP information represented by 10 

PCA dimensions may be concatenated with 5 PCA dimensions representing ERP 

information and 3 (MNI x,y,z) location dimensions representing dipole position to 

form a joint 10+5+3 = 18 dimensional space in which each IC is located. 

(5) IC clustering: ICs in this joint-measure IC space are then clustered 

using k-means or some other clustering method. The number of clusters is user 

supplied.  

All ICs, represented by features in the resulting pre-clustering array, are then 

clustered using the k-means method implemented in the Matlab Statistics Toolbox 

(The Mathworks, Inc.). Figure 2.2B shows a flowchart of this clustering method. For 

more details and a sample application of this procedure, see (Onton and Makeig 2006). 
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2.3.7 PCA-based ERSP measure clustering 

EEGLAB default (PCA) clustering was used to create 15 clusters using ERSP 

and dipole location measures. ERSP values for Target and Nontarget conditions were 

concatenated across the time dimension for each IC and were reduced to 10 principal 

dimensions by PCA. After default normalization, equivalent dipole location values 

were weighted by the default factor 10. The MATLAB implementation of the k-means 

method was then used to form IC clusters. 

Clustering results for different numbers of clusters were first examined by eye 

and the number of clusters was thereby adjusted such that (a) dipoles assigned to a 

given cluster formed a single, relatively focal cluster, in anatomical (MNI) space 

(although it is possible for multiple distal brain regions to display similar EEG 

dynamics, resulting in clusters with dipoles localized to multiple brain regions, we 

have found that such clusters usually appear as a consequence of cluster merging when 

the number of clusters is set too low); and  (b) clusters are maximally non-overlapping 

and contain a reasonable number of dipoles (overlapping and/or small-size clusters 

may occur when the number of clusters is either too low or too high). These criteria 

did not take into account the similarity structure of other measures (e.g., ERPs) which 

would ideally further influence the choice of cluster number.  
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2.4 Results  

2.4.1 ERSP measures for PCA-based IC clusters 

Figure 2.3 shows a scatter-plot of computed IC-pair ERP and ERSP 

similarities. Because of the inherent ambiguity in the polarity of IC activations, 

absolute-value correlations of ERPs for each IC pair was used as an upper bound on 

their ERP similarity. As can be seen in this figure, as the correlation between these 

two sets of values is low (0.26), the similarity structures of (absolute) ERP and ERSP 

measures are far from identical. This affirms our decision here to not include ERP 

measure data in ERSP clustering. 

Figure 2.4 and Figure 2.5 show cluster dipole locations and Target ERSP 

values averaged over ICs belonging to each cluster. Figure 2.4 shows a subset of 

clusters with large (more than 1.7-dB) mean Target ERSP values, while Figure 2.5 

shows clusters with mean Target ERSP values below 1.3 dB. Although most eye 

movement-related components were rejected as they were localized outside MNI brain 

volume, due to localization errors some of these IC were assigned to locations inside 

brain; these were concentrated in Cluster 11.   

Nontarget ERSP values were lower (p < 0.05) or close to zero for all these 

clusters. Statistical significance analysis of differences between Target and Nontarget 

ERSPs was performed by bootstrap statistics permuting Target and Nontarget 

conditions across ICs belonging to each cluster.  This statistical test was performed for 

each cluster separately. 
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2.4.2 ERSP measure projection results 

Figure 2.6A shows the significant voxels (p<0.0075; group-wise p < 0.05 

under FDR). The voxels were colored by first applying non-metric multi-dimensional 

scaling (MDS, as implemented in Matlab mdscale function with stress normalized by 

the sum of squares of the interpoint distances and other parameters set to their default 

values) to the projected (concatenated Target and Nontarget) ERSP measures, by this 

means mapping them to a single dimension.  These 1-D MDS values were then 

mapped to the [.00, .69] hue interval in the MATLAB hue color scale (from red to 

blue) so as to display brain locations with similar projected measures in similar colors. 

Figure 2.6B shows four measure-consistent IC domains obtained from the Affinity 

Propagation method implemented as threshold-based clustering (Appendix B). These 

are colored by one-dimensional MDS of the projected measure associated with their 

most representative member (the domain exemplar, using a similar MDS procedure as 

in Figure 2.6A). By comparing Figure 2.6A and Figure 2.6B we can see how these 

four domains summarize the projected measure values: Figure 2.6A shows roughly 

four colored regions that map into the four identified measure domains shown in 

Figure 2.6B. 

Figure 2.7 shows an alternative visualization of ERSP Domains: exemplar 

MNI cortical surface is colored by domain color, weighted by dipole density, from 

brain-grid positions radially below each cortical location. 
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2.4.3 Comparison of MPA and PCA-based clustering methods 

Next, we compared the results obtained from PCA-based IC clustering to those 

obtained using measure projection analysis (MPA).  Table 2.1 gives the cluster 

number(s) located in or near each domain. Average ERSPs for these clusters are 

highly similar to those of respective domain exemplars, indicating that here measure 

projection analysis produced results in close agreement with IC clustering in locations 

with statistically significant ERSP similarity across subjects.  

Our PCA-based clustering, on the other hand, gave 15 clusters, many not 

associated with any significantly convergent MPA region. For example, Clusters 2 and 

3 in Figure 2.5 are relatively far from brain areas with significant ERSP convergence 

shown in Figure 2.6A. Since MPA showed that ICs associated with these PCA-based 

clusters have fairly dissimilar ERSP measures, there is not much statistical evidence in 

the data for MPA spatial convergence in these regions to support the validity of these 

clusters. 

Table 2.1 also lists anatomical locations associated with each ERSP domain 

based on the LONI project probabilistic atlas (Shattuck, Mirza et al. 2008) and 

Brodmann areas (Brodmann 1909) from (Lancaster, Woldorff et al. 2000). The listed 

functional associations of these areas are based on Brodmann's Interactive Atlas 

(fmriconsulting.com/brodmann/Introduction.html). On close inspection, because of 

errors in dipole localization related to insufficient electrical head modeling in the 

complex peri-orbital regions, many eye-artifact ICs (13 out of 16 highly contributing 

ICs) in this study were localized inside the brain volume and became the main 
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contributors to ERSP Domain 1 and PCA Cluster 11. In measure projection analysis, 

brain and non-brain ICs should not be mixed. Performing an additional artifact IC 

rejection step, using methods for identifying eye artifact ICs from their activity 

profiles as well as their equivalent dipole locations such as CORRMAP (Viola, Thorne 

et al. 2009) or ADJUST (Mognon, Jovicich et al. 2011) should be done before MPA to 

give meaningful results in frontal regions.  

Of similar concern are ICs accounting for scalp muscle activity that, for EEG 

montages with sufficient scalp coverage, have scalp maps consistent with an 

equivalent dipole at the insertion of the muscle into the skull (as seen in(Onton, 

Westerfield et al. 2006)). These may be differentiated from brain ICs prior to measure 

projection by their dipole locations (outside the skull) and by their characteristic 

electromyographic (EMG) spectra with a minimum below 20 Hz and a high-level 

plateau at higher frequencies. Here we removed scalp/neck muscle ICs based on their 

dipole locations before applying measure projection. 

Domains 2 and 3 are both associated with Secondary (V2), Associative (V3) 

and Primary (V1) visual cortex (BA 18,19 and 17) (Marcar, Loenneker et al. 2004) 

(Dougherty, Koch et al. 2003). Domain 3 is in or near BA 31 which has been reported 

to support high-demand visual processing and discrimination (Deary, Simonotto et al. 

2004). Domain 2 is in or near bilateral BA 37 and fusiform gyrus (with a right bias), 

areas reported in a fMRI study of a visual perceptual decision-making task 

(Philiastides and Sajda 2007). Similar low-theta band activity occurring about 400 ms 
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after visual target detection in these brain areas was reported in (Makeig, Delorme et 

al. 2004). 

There is some evidence of mu rhythm desynchronization (suppression) in 

Domain 4, located in or near right-hand Primary Somatomotor, Primary Motor, and 

Somatosensory Association areas (BA 7,3,2,4), which may be related to mu rhythm 

activity that appears in hand somatomotor cortex when subjects hold a button in their 

right hand (Makeig, Delorme et al. 2004). Subjects were asked to wait until the end of 

RSVP image burst before pressing a response button. The mu rhythm activity in this 

area is thought to reflect cortical inhibitory (or ‘idling’) dynamics that may decrease 

the chance of prematurely pressing the button. Activation in or near BA40 and BA7 is 

also consistent with a preliminary FMRI study conducted by (Gerson, Parra et al. 

2005) in which BOLD activation was observed during rapid discrimination of visual 

objects accompanied by a motor response. 

Since MPA represents each IC equivalent dipole location by a Gaussian 

density and computes MPA domains in brain regions exhibiting significant local 

measure convergence, we may expect that equivalent dipoles positioned in or near 

MPA domains will have EEG measures similar to the domain exemplar measure. To 

verify this prediction, in Figure 2.8A for one ERSP domain we plotted some such 

dipoles (e.g., those with total probability density within the domain above 0.05) and 

colored them by the correlation of their EEG measures with the domain exemplar. As 

expected, the majority of these dipoles have an ERSP similar to the domain exemplar. 
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In Figure 2.8B, domain exemplar ERSPs for Target and Nontarget conditions and their 

statistically masked difference (p<0.05) are plotted.  

2.4.4 Simulation 

To test and validate our MPA procedures, we conducted simulations to 

investigate the performance of the method across different noise levels and parameter 

choices.  

We started by selecting four anatomical domains (Figure 2.9A: R Superior 

Parietal Gyrus, L Inferior Occipital Gyrus, L Lateral Orbitofrontal Gyrus and R 

Superior Temporal Gyrus, from LONI LPBA40 atlas (Shattuck, Mirza et al. 2008)) in 

MNI space as ground truth and assigned to each the ERSP pattern from one our 

RSVP-experiment domains. We then placed 31 dipoles by randomly selecting 

locations from the ground-truth domains and adding Gaussian spatial noise to the 

dipole locations using 12-mm std. dev. Gaussian noise to simulate localization error 

and subject variability in measured IC equivalent dipole positions. The number of 

dipoles per ground-truth domain (31) was selected to be the average number of dipoles 

for which more than 10% of their density, modeled by a truncated 3-D Gaussian, was 

located in an ERSP-measure domain of our RSVP experiment. We considered two 

simulation conditions: (1) assigning this ERSP patterns to simulated IC dipoles 

associated with each ground-truth domain (zero noise) (2) adding 0.2 dB RMS 

amplitude noise to the ERSP pattern associated with each IC dipole (simulating 

experiment noise). 
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We then sequentially added 142 other dipoles to the model, each placed at the 

brain volume location (in an 8-mm grid) farthest from all other existing dipoles. 

Pseudo-ERSP measures composed of random 0.2-dB white noise samples were 

assigned to these dipoles. The simulation thus contained the same number of brain 

dipoles as our RSVP experiment, with spatially coherent measure values only in the 

four model domains. 

MPA was then performed on this simulated collection of dipole locations and 

associated ERSP measures.  The resulting domains were then compared to ground-

truth domains for the two simulation noise conditions mentioned above (Figure 2.9B). 

We used two scoring methods to evaluate the performance of MPA method (a) 

Cohen’s kappa (Cohen 1960), a measure of inter-rater agreement (b) the average 

percentage of ground-truth domain locations that were associated with the correct 

domain in the results. In both scoring methods we accounted for permutations in 

domain labels and included the locations which should not be associated with any 

ground-truth domain as an extra category (they should not be assigned to any domains 

in the results).  
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Table 2.2 shows MPA performance scores for simulation results with a voxel 

significance p-value threshold of 0.05, maximum exemplar correlation threshold of 

0.8, and varying noise levels. To explore the sensitivity of MPA results to the choice 

of the location uncertainty parameter (the standard deviation of the Gaussian 

representing each dipole), we also tested different values of this parameter for two 

ERSP noise levels (noiseless and 0.2 dB). These simulation results show that MPA 

can recover brain domain locations with high accuracy (> %80) in the presence of 

noise, and that using inaccurate dipole density extent priors (e.g., using a 10-mm or a 

14-mm instead of the ground-truth 12-mm std. dev. for the spatial-perturbation 

Gaussian) has relatively little effect on their locations. 

2.5 Discussion 

The localized EEG source estimates returned by ICA decomposition bring closer 

the promise of performing near cm-scale functional cortical imaging using non-

invasive EEG while retaining its fine temporal resolution. However, applying ICA-

based EEG imaging to studies involving multiple subjects and/or sessions requires a 

method for combining IC source location and activity measure information for ICs 

decomposed from multiple data sets. Here we demonstrate a first application of 

measure projection analysis (MPA) to EEG data sets collected in a visual RVSP task 

and decomposed separately using extended infomax ICA. We compare the results of 

MPA to results of applying k-means clustering jointly to the same IC source locations 

and EEG measures. Results of MPA were consistent with IC clustering but depended 
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on fewer parameters and provided statistical significance values. MPA applied to 

surrogate data derived from the RVSP data demonstrated that MPA results are not 

highly sensitive to prior parameter choices.  

While here we feature application of MPA to group and condition statistics for 

standard event-related mean measures (ERPs and ERSPs), MPA may equally well be 

applied to any other continuous or event-related EEG measure, or indeed to any 

measure at all. For example, MPA applied to recovered IC equivalent dipole locations 

from an EEG session and a measure of the subject’s memory ability might reveal 

differences in IC dipole density associated with better or worse memory performance. 

Reliable differences in dipole density might arise from difference either in brain 

structure or dynamics during the EEG data collection. MPA has several other 

attractive features: 

2.5.1 Relative Parsimony  

Since across-subject and -session variability both in estimated and actual 

source locations and in dynamic EEG measure estimates are expected in any study, 

any model of subject group and/or session mean measures for a high-density EEG 

study must be probabilistic and therefore controlled by model expectations and 

statistical thresholds used in the analysis (in this, MPA applied to EEG data is similar 

to group-level analyses for fMRI data). Among such methods, the principle of 

parsimony (Occam’s Razor) prefers methods that characterize the data variability 

(here, across data sets) using a minimal number of free parameters. Applying MPA to 
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a single- or multi-dimensional EEG measure computed for a number of EEG sources, 

each tagged with an estimated source location in a standard anatomic head model, 

requires 1) a width parameter for the Gaussian density representing each source 

location, 2) a (p-value) significance threshold that can affect the size of the measure 

convergence subspace, and 3) a maximum domain exemplar measure similarity 

threshold used in domain clustering (the outlier detection threshold is an optional 

parameter). These MPA parameters are neurophysiologically interpretable and may 

not require sensitive tuning in applications to different studies. 

In comparison, the PCA-based multi-measure source clustering approach 

introduced in (Makeig, Westerfield et al. 2002) and now available in EEGLAB 

(Delorme and Makeig 2004) requires two parameters per dynamic EEG measure (the 

number of principal dimensions retained and the relative measure weighting value), 

plus a relative weight for equivalent dipole location and the number of clusters to 

create (e.g., four total independent parameters for one measure, six parameters for two 

measures, etc.). Since there is no statistically motivated method for choosing these 

parameters, they may in practice be set by the experimenter to produce most 

subjectively desirable results. Because of the relatively large number of such variables, 

and the sensitivity of final clustering results to their values, experimenter parameter 

settings may have profound effects on inferences at the group-level. This also 

introduces a significant and undesirable lack of objectivity in interpreting EEG data 

and hinders the calculating of significance statistics for group-level or session-level 

results. Even if well-justified methods were introduced to set the source clustering 
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parameters, it would be still difficult to determine the statistical significance 

(including p-values) of cluster measure means because these statistical methods are 

often based on bootstrap null-hypothesis testing that is not easily and directly 

applicable to source clusters. 

Recently an IC source clustering method called MAGMICK has been proposed 

by (Spadone, de Pasquale et al. 2012). MAGMICK optimizes the relative weighting of 

different IC source measures so as to increase the mean silhouette value of IC clusters 

and selects the number of clusters found using modified K-Means clustering based on 

the constraint that two IC sources from the same session should not be clustered 

together. Their results show that MAGMICK outperforms other direct IC source 

clustering methods applied to data from a sample MEG study.  

However, the fact that session ICs are obtained by minimizing time-course 

independence over the whole experiment is not sufficient for the independence 

constraint conclusion made in MAGMICK. This is because ICA achieves maximal 

independence only for the whole time course of the experiment; ICs from the same 

decomposition may be transiently dependent, most likely in time periods in which 

EEG dynamics are non-stationary such as periods of significant ERP or ERSP activity. 

Lastly, MAGMICK does not provide statistical significance values for its clustering 

solution. Thus, a strength of MPA is that it provides a relatively parsimonious method 

for data driven identification of brain regions exhibiting statistically consistent 

measure values. 
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2.5.2 Source Measure Consistency 

MPA provides a statistical characterization of the subspace of brain source 

locations that exhibit significant EEG measure homogeneity, and identifies, among 

such locations, spatial domains with distinctive measure features. By contrast, neither 

PCA-based multiple-measure clustering (as formulated in EEGLAB) nor Group ICA 

approaches (discussed below) provide such statistics (i.e., tests to determine whether 

within each identified cluster or factor the computed source measures are significantly 

consistent with each other). For example, PCA-based clustering produced 15 clusters 

in our RSVP study, compared to only four MPA domains, but 9 of these clusters 

lacked significant measure homogeneity (measure convergence p-value, Eq. (A.3),  at 

their centroid was higher than 0.05) and 8 of them did not have mean measures that 

were sufficiently distinct (correlation < 0.8) from other clusters.    

2.5.3 Source Clustering Coherency 

The MPA domain clustering procedure (used here to identify the four ERSP 

domains) is fundamentally different from the PCA-based clustering approach in that 

MPA, domain clustering is only employed to summarize projected results at 

significant brain locations and does not change the projected source measure values.  

In contrast, cluster-mean values obtained by the PCA clustering method are 

highly dependent on the number of clusters and the specified relative measure weight 

parameters. Neither PCA-based source clustering nor Group ICA approaches use an 

explicit threshold for separating source clusters or factors based on measure 
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differences. PCA clustering typically operates on a weighted combination of different 

measures, which prevents the use of meaningful similarity thresholds in threshold-

based clustering (see Appendix B of this chapter). In contrast, MPA uses meaningful 

similarity thresholds (for example, here a maximum measure correlation of 0.8) to 

identify separate brain-voxel domains whose nearby source measures have separable 

features.  

Using different maximum correlation thresholds only changes the granularity 

of the segmentation of brain regions exhibiting significant measure consistency into 

domains, and does not fundamentally affect the values assigned to domains. For 

example, in the MP analysis shown here, changing the maximum domain measure 

correlation to 0.9 might identify more measure domains, though the exemplar 

measures of the added (sub)domains would be quite similar. In general this value must 

be set based on the expected degree of measure noise and variability in the data which 

influences how similar two domain exemplar measures could be before they should be 

considered practically the same. Alternative clustering methods developed for 

identifying regions of similarly activated voxels in fMRI data, such as Cluster-Based 

Analysis (CBA) (Heller, Stanley et al. 2006),  might also be applied to MPA. The 

Affinity clustering approach used in the MPA toolbox (Appendix B) has the advantage 

of finding the appropriate number of clusters based on the given similarity threshold 

without having to specify a final number of clusters beforehand, 

2.5.4 Cluster membership 
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PCA-based IC source clustering limits the types of group-level analysis 

methods that may be applied to EEG data. For example common clustering methods 

(e.g., k-means or linkage clustering) output a set of binary (“hard decision”) cluster 

membership values: each source either fully belongs to a certain cluster or not. As the 

formation of these clusters is often highly dependent on the multitude of clustering 

parameters, it is difficult to separate the effect on the clustering results due to choosing 

these parameters from the contributions of group-level differences in source features.  

As an example, a cluster of interest (e.g., having a particular target ERP 

feature) may mostly contain sources associated with a certain participant subgroup. At 

the same time, sources with similar features may exist in nearby clusters and may have 

been included if a lower number of clusters or slightly different weight parameters 

were applied to source measures during clustering. It then becomes unclear whether 

participants have meaningfully different measures (either in terms of source locations 

or ERP measure features) from a parent or alternate population, or whether the 

aggregation of sources from this subject group into a particular cluster is an artifact of 

selecting a particular set of clustering parameters. This problem could be alleviated if 

sources were given fractional (fuzzy) memberships and if noise were not introduced 

during the quantization of membership values by the clustering procedure. MPA 

allows such improvements by adopting a probabilistic spatial representation of source 

locations. 
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2.5.5 Cluster shape 

MPA operates in brain source domain coordinates and thus gives source 

domains that are not restricted in shape and may even be discontinuous. For example, 

a single domain representing bilaterally symmetric source activations may account for 

synchronous activity within two non-contiguous (but perhaps highly connected) 

cortical areas. PCA-based IC clustering, on the other hand, does not explicitly specify 

brain areas whose EEG-source signals are reactive within a class of experimental 

conditions. K-means clustering, in particular, is biased towards creating spherical 

clusters. Further, when an IC cluster is represented by the spatial centroid of its 

member IC equivalent dipole locations, the spatial extent of each cluster is not 

investigated statistically.  Here MPA provides a statistically supported, data-driven 

model of cortical regions that exhibit consistent measure features, and the regions so 

identified may be readily compared to results of other functional imaging experiments, 

for example reported results of fMRI studies. 

2.5.6 Cluster equivalence across measures 

Here we propose that MPA should be applied to only one dynamic measure at 

a time. Another problem associated with PCA-based IC clustering stems from the 

fundamental assumption of IC cluster equivalence across all EEG measures. In this 

method it is assumed that those ICs that are similar in one respect (for example, in 

ERP time courses) are also similar in other aspects (say in their ERSPs or mean 

spectra), so that combining different measures before clustering (e.g. by concatenating 
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them to form the IC pre-clustering array, Figure 2.2B) should produce better results 

(cluster distinctiveness is increased by combining measures). This rests on the 

assumption that the similarity structures of each measure of interest are dominated by 

an identical or at least compatible IC cluster structure. If this assumption is violated, as 

our results in Fig 3 indicate for the RSVP data, combining different IC measures may 

actually degrade clustering results since they attempt to merge conflicting IC 

similarity structures. 

For example, imagine a situation in which certain brain areas produce an ERP 

response to a stimulus event class (e.g., visual targets), but that significantly different, 

yet overlapping, brain areas produce transient mean (ERSP) changes in the IC power 

spectrum following events of this class. An IC clustering performed on a combination 

of these two measures (plus equivalent dipole locations) will at best find the spatial 

overlap between the two areas associated with ERP and ERSP measures, potentially a 

much smaller area than the areas associated with each EEG measure separately. If the 

goal of the analysis is, for example, to learn about ERP responses to visual targets, it 

would appear better to use only the ERP measures and equivalent dipole locations 

instead of including both ERP and ERSP measures, as we propose for MPA.  

It may also be possible to subdivide multi-dimensional measures into sub-

regions (for example, ERP latency ranges or time/frequency regions) and apply MPA 

to each measure region, a possibility that may deserve further examination. 
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2.5.7 Subject comparisons 

When IC process clustering gives disjoint IC clusters, it is not always easy to 

compare the EEG dynamics of each subject to the group cluster solution. Some 

clusters may contain no ICs belonging to some subjects. Since so many variable 

parameters enter into a particular clustering solution, it may be difficult to argue that 

the absence of a cluster IC from a given subject necessarily reflects the absence of 

equivalent EEG source activity for that subject. This issue worsens as the number of 

clusters increases and fewer subjects contribute ICs to each cluster. MPA overcomes 

this difficulty by probabilistic representation of dipole locations and abandoning the 

notion of discrete, disjoint IC clusters. 

2.5.8 Group-Level ICA decomposition 

ICA was initially applied at the group level as spatial ICA decomposition of 

group fMRI data (Calhoun, Adali et al. 2001), (Schmithorst and Holland 2004), 

(Beckmann and Smith 2005) (Esposito, Scarabino et al. 2005). This method has also 

been applied to resting-state EEG (Congedo, John et al. 2010) and to joint 

decomposition of concurrently recorded EEG-fMRI data (Moosmann, Eichele et al. 

2008), (Eichele, Calhoun et al. 2009), (Kovacevic and McIntosh 2007), (Calhoun, Liu 

et al. 2009). Group-ICA is implemented in the EEGIFT toolbox 

(http://icatb.sourceforge.net/) for EEG analysis. In this approach, data sets from 

multiple subjects are either, (a) concatenated in time, assuming common group IC 

scalp topographies, or (b) concatenated as separate channels, after some preprocessing 
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(e.g., PCA-based dimensionality reduction), assuming shared event-locked group IC 

component measure features.   

Each of these methods violates the physiological assumptions underlying ICA, 

arising from differences in brain anatomy and volume conduction (Nunez and 

Srinivasan 2006). Concatenating EEG recordings from different subjects along the 

time/latency dimension, and implicitly assuming that subject ICs share scalp maps, 

ignores significant differences across subjects in cortical anatomy, in particular 

differences in scalp projection topography arising from differences in cortical folding, 

and in functional specificity of corresponding cortical areas (Onton and Makeig 2006). 

Concatenating event-related response time series data from different subjects in the 

spatial (channel or PCA-reduced channel) dimension, on the other hand, assumes that 

ICs share strong feature similarities, in particular event-related response time courses. 

Thus, for example, for all but the very earliest (brainstem and primary cortical) ERP 

features a highly unrealistic degree of common event-related time-locking is assumed. 

Also, this ERP-oriented procedure is intrinsically unable to capture time-locked but 

not phase-locked dynamics, (as, e.g., captured by ERSPs).  

In addition, during group-ICA preprocessing (as described in (Rachakonda, 

Eichele et al. 2011)), the channel data are usually strongly reduced in dimension using 

PCA (e.g., from 64 channels to 30 principal components) to keep the final number of 

dimensions after concatenation (across subjects) manageable for application of ICA. 

As the number of participants increases, even more aggressive PCA dimensionality 

reduction is necessary to keep the dimensionality of the concatenated data more or less 
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constant (since the number of time points used in group-ICA remains constant and the 

final ICA requires a certain number of time-points for calculation of each weight in 

the unmixing matrix). But since PCA only takes into account second-order 

(correlation) dependencies across channel data, it has lower performance in terms of 

reducing mutual information compared to ICA, and therefore the remaining 

dimensions after PCA preprocessing may potentially lack subspace information 

necessary for proper ICA separation at either the single subject or group levels.   

Another issue with applying group ICA decomposition to event-related EEG 

data concatenated across channels is that it injects a bias towards finding patterns that 

are common across subjects. PCA-reduced activities from each subject are (to some 

degree) time-locked to the event, and subsequent group ICA processing tries to find 

components that are common across subjects. ERPs for a subset of these group ICs 

may then just be an artifact of the Group ICA decomposition process (since the 

common subspace across subjects is amplified and concentrated into a few Group 

ICs). This bias in data preparation makes calculating proper statistics difficult if not 

impossible. One would need to perform some type of bootstrap permutation test to 

estimate the significance of the common activity discovered by this approach, though 

performing a large number of Group-ICA decompositions on surrogate trial 

collections may prove computationally impractical. 

There are two newer methods that improve on group-ICA for performing 

group-level joint decomposition: Multiset Canonical Correlation Analysis (M-CCA) 

(Li, Adali et al. 2009), which uses an extension of Canonical Correlation analysis to 
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maximize the correlation among the extracted source activations, and blind source 

separation by joint diagonalization of cumulant matrices (Li, Adali et al. 2011) (Via, 

Anderson et al. 2011). These algorithms avoid the PCA dimensionality reduction of 

group-ICA but they both also assume that significant linear correlations are present 

across source activations. EEG source activities across a group of subjects can only be 

hypothesized to be similar or linearly correlated if they are all time-locked to a 

relevant event type (e.g., a rhythmic stimulus) and their duration are limited to data 

intervals that contain significant ERP features, often less than a second after (or in 

some cases before) the event. Outside of such time periods, no reliable correlation 

should exist that can be exploited by group-level decomposition methods. This limits 

the applicability of these methods for high-density EEG since the portion of data that 

can be assumed to contain group-level correlations is much shorter than the whole 

recording so there will be less data available to perform blind source separation (e.g., 

as compared to Infomax ICA decomposition of data from the entire session). This is 

likely to adversely affect the performance of the decomposition.  

Also, many EEG phenomena occur in time-frequency domain in such a way as 

to contribute few or no features to average ERPs. In particular event-related spectral 

perturbations (ERSPs) such as those induced by changes in alertness level (Makeig 

and Jung 1995) measure event-related changes in spectral source power regardless of 

the level of event-locked phase coherence that produces the event-locked ERP. Since 

all group-level decomposition methods discussed above operate in the time domain, 

they are not amenable to time-domain Group ICA approaches. 
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Recently, (Hyvarinen 2011) has suggested a method to test the inter-subject 

consistency of ICA solutions statistically based on scalp-map similarities. Because of 

the differences in dipole orientation arising from between-subject variations in cortical 

volumes and folding, ICs represented by dipoles in the same functional brain area may 

have significantly different scalp maps. Hence this method is more suitable for 

different sessions of the same subject and should only provide a lower bound on inter-

subject consistency (since similar scalp maps are typically associated with similar ICs 

but not necessarily vice versa). The same argument also applies to IC clusters obtained 

from this method, as they do not take into account equivalent dipole locations 

associated with ICs. 

2.6 Conclusion 

Here we have introduced measure projection analysis (MPA), a statistical 

method for combining source-localized EEG measure information across data sets. We 

also have presented empirical and simulated results and have discussed the advantages 

of measure projection relative to previously proposed independent component 

clustering methods. Measure projection puts results of EEG research into the same 

brain imaging framework and coordinate system as other brain imaging methods, 

thereby allowing EEG to be treated and used as a three-dimensional functional 

imaging modality. 
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2.8 Figures 

 

Figure 2.1 Timeline of each RSVP burst. Participant response feedback (‘Correct’ or 
‘Incorrect’) was delivered only during Training sessions (rightmost panel). 
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Figure 2.2 Finding equivalent IC processes across subjects and/or sessions: (A) Steps 
performed during measure projection analysis (MPA) to identify brain voxel domains 
associated with significantly different measures of independent component (IC) 
processes whose brain source locations are each tagged by the location of the IC 
equivalent dipole. (B) Steps performed during PCA-based clustering to find IC 
process clusters each composed of ICs with nearby equivalent dipole locations and 
similar measures. Whereas PCA-based clustering solutions may simultaneously 
consider multiple non-dipole EEG measures (for example, condition-mean ERPs and 
ERSPs), in MPA finding spatial domains supporting each condition-mean measure is 
performed separately. 
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Figure 2.3 IC-pair ERP and ERSP similarities. Absolute-value ERP similarities are 
used to overcome the inherent ambiguity of the polarity of IC activations. Dashed line 
displays the best least-squares linear fit (Pearson correlation coefficient = 0.26). 
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Figure 2.4 Dipole locations and cluster-mean ERSPs for 6 of 15 IC clusters obtained 
from PCA-based clustering  (see Figure 2.2B) having relatively large Target event-
related ERSP values, most in the low theta frequency band (each ERSP maxima equal 
or exceeding 1.7 dB). Cluster 11 is dominated by components accounting for eye 
movement artifacts. 
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Figure 2.5 Dipole locations and mean Target ERSPs for a subset of clusters with weak 
ERSP values  (each with absolute maxima lower than 1.3 dB; compare Figure 2.4). 
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Figure 2.6 Measure Projection Analysis  (MPA) of ERSP (see Figure 2.2A):  (A) 
Voxels representing locations with significant convergence (p < 0.075) colored by 
multi-dimensional scaling (MDS) mapping of projected Target ERSP measures to hue 
(MATLAB ‘hue’ colormap values in the 0-0.69 interval, from red to blue).  (B) Four 
domains identified in the projected measure values, colored by 1-D MDS of the 
projected measure at their exemplar voxel.  (C) 2-D MDS image of exemplar 
similarities of the four domains. Note that Domain 1 (red, eye activities) is relatively 
distant from the other three Domains (blue, posterior cortex). 
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Figure 2.7 Alternative visualization of ERSP domains projected onto the template 
MNI cortical surface. Each cortical surface voxel is illuminated based on the domain 
color and total dipole density from brain-grid voxels located radially below the surface 
polygon. 
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Figure 2.8  (A) ERSP Domain 2 dipoles with probability of membership in the domain 
above 0.05 are colored by the correlation of the dipole-associated measure with the 
domain exemplar. (B) (left and center) Projected Target and Non-Target condition 
ERSPs for ERSP Domain 2, and (right) their statistically masked difference (p<0.05). 
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Figure 2.9  (A) Simulated ground-truth domain set consisting of four anatomical 
regions  (B) MPA results based on using 12-mm Gaussian spatial noise blurring and 
an 0.88 ERSP Signal-to-Noise Ratio (SNR). (C) Simulated dipoles including subsets 
associated with each ground-truth ERSP domain plus randomly located outliers given 
random ERSP measures. 
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Figure 2.10 (A) Simulated sample points to illustrate Threshold-based clustering.  (B) 
Points colored by cluster using 0.2eT =  without outlier detection. (C) Points colored 
by cluster using 0.2eT = with outlier detection ( 0.2oT = ). 
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2.9 Appendix A - Measure Projection Analysis (MPA) 
Method Description 

Problem. A subset of EEG independent component (IC) processes obtained by 

applying ICA decomposition to preprocessed channel activities from each recording 

session of a study consisting of multiple sessions and/or subjects may be accurately 

modeled by single (or in some cases bilaterally symmetrically located pairs of) 

equivalent dipoles located in the co-registered standard MNI brain coordinate system 

(Delorme, Palmer et al. 2012). In this analysis we only consider equivalent dipoles 

within the MNI model brain volume (V), although the proposed method should also be 

separately applicable to equivalent dipoles located outside brain, such as in the eyes 

and at attachments of neck muscles to the scalp. Furthermore, we do not consider ICs 

that cannot be modeled using a single (or in some cases as dual symmetric) equivalent 

dipole model. 

In practice, in any decomposition there may be an IC that can be accurately 

modeled by an equivalent dipole located at any model brain location . 

Consider a measure vector , obtained by vectorizing ERP time-course or ERSP 

time-frequency image, associated with an IC with an equivalent dipole . Measure 

vectors typically estimate mean event-related changes in IC source activity, which are 

often monotonically related to the recorded scalp potential changes accounted for by 

the IC. Because of subject differences in skull thickness and brain dynamics, these 

measure vectors may have dissimilar and unknown differences in scale and/or offset 
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across subjects. For example, two subjects may show a similar (circa 10-Hz) central-

lateral mu rhythm desynchronization pattern (reduction in power) during hand-motor 

imagery, but the maximum dB change for each subject may be quite different, as 

reflected in ERSP measures for one or more ICs from each subject’s data. 

During the set of experimental sessions in the study, up to n IC processes 

associated with n distinct equivalent dipoles  (with indices ) 

may be active. We desire to estimate an interpolated measure vector , defined 

across possible brain locations , and to estimate the statistical significance (p -

value) of this assignment at each of these locations. These p-values are associated with 

the (null) hypothesis that the measure vectors have a random spatial distribution in the 

brain and there is no significant similarity between them within neighborhoods 

centered at brain locations . 

Approach. Let  be the standard deviation of a spherical 3-D multivariate 

Gaussian with covariance  centered at an estimated dipole location . We 

spherically truncate the density at a radial distance (to center) of . After 

normalization to insure that densities both deep inside the brain volume and near the 

brain surface have unity mass within the brain volume, this truncated Gaussian is used 

to represent the probability density of the true equivalent dipole location given its 

estimated location. The parameter  encapsulates errors in dipole localization arising 

through errors in tissue conductivity estimates, head co-registration, numerical data 

decomposition, data noise, and between-subject variability in the locations (with 
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respect to the head model) of equivalent functional cortical areas. We place a 

renormalized truncated Gaussian at each estimated dipole location. According to this 

model, the probability of estimated dipole  being truly located at position is

, where is the estimated location of  (and TN is a 

normalized truncated Gaussian distribution). For an arbitrary location , the 

expected, or projected, value for the measure vector is 

 

(A.1) 

If an equivalent dipole were truly located at , it would have the measure 

projection  provided by (A.1). We want an estimate of  given by

, where is the probability that . Since the 

probabilities have to sum to one ( ), it is natural to define . 

This gives (1) and shows that our estimate is given by a convex combination 

(weighted average) of measure values that depends on equivalent dipole location

. 
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Now that we have an estimate of the measure vector at each brain voxel 

location, we need to estimate the probability distribution of projected measures  

under the null hypothesis that an estimated measure vector is actually produced by a 

random, set of measure vectors  in the spatial neighborhood. This is necessary to 

be able to assign any statistical meaning to the projected values. There are at least two 

ways to do so.  

The first is to calculate p-values for each dimension of projected measure 

vector . There are, however, two drawbacks to this approach. Firstly, unknown 

scale and constant offset differences associated with measure values for different 

subjects may act as additional sources of variability (unless an effective measure 

normalization method is applied) reducing the power of statistical testing. Second, if 

measure vector  is high-dimensional, the issue of robustly correcting for 

multiple comparisons becomes critical, especially when a high-resolution spatial grid 

is placed in the brain volume. For example, an ERSP measure may typically consist of 

a matrix of 200 latencies by 100 frequencies giving 20,000 dimensions -- if brain 

voxels with 8-mm spacing are investigated, there will be about 4,000 locations 

examined, each associated with a 20,000-dimension vector. This would result in 

performing about 8x107 t-tests or some other type of null-hypothesis tests, which is 

undesirable: although methods for robust correction for multiple comparisons, 

including cluster-based techniques (Maris and Oostenveld 2007) and Gaussian random 

field theory (Worsley, Taylor et al. 2004) have been developed for high-dimensional 
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data such as time-frequency images and fMRI voxel maps, use of these methods 

require assumptions such as joint Gaussianity or smoothness. Thus, further 

investigation is needed to determine the applicability of these methods to MPA. 

Measure convergence. An alternative method for obtaining significance 

values is to identify brain areas or neighborhoods that exhibit statistically significant 

similarities in one or more measures between IC equivalent dipoles within the 

neighborhood. To do so, we define the quantity  (measure convergence) at each 

brain location  

 

(A.2) 

In this equation,  is the probability of dipole  being at location  

and  is the degree of similarity between measure vectors associated with dipoles  

and . Convergence  is the expected value of measure similarity at location

assuming that the joint probability of each dipole pair and  being located at 

can be factorized as (based on the independence assumption). 

Problems caused by unknown scaling and offsets may be avoided by choosing a 

similarity matrix impervious to these distortions, such as normalized mutual 

information or linear correlation. 
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Calculated convergence  is a scalar and is larger for areas in which the 

measures associated with local ICs are homogeneous (similar).  The probability of 

making an error of Type I may be obtained for each brain location by comparing 

 to a distribution of surrogate convergence values  constructed 

from k randomized surrogates. Each surrogate convergence value is obtained by 

destroying the association between dipoles and their measure vectors by randomly 

selecting, with substitution, n surrogate measure vectors  and associating 

them with dipoles . The surrogate similarity matrix  is obtained by 

calculating similarities between these surrogate measure vectors.  

 By repeating the process above k times, a distribution of surrogate 

convergence values  at each brain location  is obtained and the 

significance of convergence  is obtained by comparing it to the right tail of this 

null distribution. This p-value is equal to the proportion of surrogate  values 

higher than the actual convergence value  

 

(A.3)   

After p-values are calculated for each brain voxel, they may be corrected for 

multiple comparisons across MNI brain grid locations and only those voxels with 

significant measure convergence (e.g., p < 0.05 after correction for multiple 
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comparisons) selected for further analysis. Since is a scalar value and often has a 

much lower dimension than measure value , the multiple comparison problem is 

more manageable when dealing with convergence values. 

Spatial domain clustering. Projected measure vectors associated with these 

locations may then be clustered to identify spatial domains exhibiting similar measure 

vectors in the data. Note that spatial domain clustering in MPA is different from IC 

clustering: in MPA, clustering is performed on the projected measure vectors 

at each brain space voxel, so changes in domain clustering parameters do 

not change the voxel measures themselves. MPA operations such as subject or 

condition comparisons can act directly on these voxel measures and do not solely 

depend on domain exemplars. Mean measures of IC clusters, on the other hand, may 

take different values depending on the IC clustering parameters used, and only these 

mean measures are used in subject or group comparisons. 

MPA toolbox. We have implemented the MPA method under MATLAB (The 

Mathworks, Inc.) as a plug-in for EEGLAB (Delorme and Makeig 2004). The 

Measure Projection Toolbox (MPT), freely available for download at 

http://sccn.ucsd.edu/wiki/MPT, includes high-level MATLAB software objects and 

methods that simplify the application of MPA to EEG studies. The toolbox also 

utilizes the probabilistic atlas of human cortical structures LPBA40, provided by the 

LONI project (Shattuck, Mirza et al. 2008), to define anatomical regions of interest 

(ROIs) and find ratios of domain dipole masses for cortical structures of interest. 
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2.10  Appendix B - Threshold-based Clustering and Outlier 
Rejection using Affinity Propagation 

Estimating the optimum number of clusters is an outstanding problem in the 

field of data clustering (Milligan & Cooper 1985, Gordon 1996).  There have been 

several solutions proposed for this problem, each based on certain assumptions 

regarding noise and underlying cluster structure (Hardy 1996, Kryszczuk & Hurley 

2010).  On the other hand, in practice often the goodness of a clustering solution is 

evaluated by comparing a subset of its properties (e.g., the dissimilarity between 

cluster centers) with common domain or expert knowledge. For example, suppose that 

linear correlation is used as a similarity measure to obtain clusters using agglomerative 

hierarchical clustering (Hastie et al. 2009) and the clustering solution contains twenty 

clusters, two of which have exemplars (data points comprising cluster centers) more 

similar to each other than 0.95.  Then additional domain knowledge such as assumed 

or expected noise level may allow us to infer that a better solution could be obtained 

with fewer clusters. 

Another issue that arises in many practical clustering applications is the 

existence of outliers and their effect on the clustering solution. Outliers are defined as 

data points that are far from all cluster exemplars (centers) and should therefore not be 

assigned to any of them (in which case they can be grouped into a special ‘outlier 

cluster’).  A common way to deal with this issue is to obtain a clustering solution 

while treating outliers as any other data point, and then removing them post hoc in 

some principled manner. For example, a simple way to do this would be to remove all 
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points that are further than a given distance threshold to any cluster center (such a 

method would be especially applicable if a distance or similarity threshold could be 

established based on domain or expert knowledge).  A problem with this approach is 

that the clustering solution is affected by all data points, in particular the outliers 

which are removed in the second step. In cases in which the outliers in the total data 

set are significant in number, or are much more distant than regular points from cluster 

centers, the clustering solution may be visibly deteriorated by their presence.  

Here we propose the use of Affinity Propagation clustering (Frey & Dueck, 

2007) to address the abovementioned difficulties by incorporating two threshold 

values based on domain knowledge. Affinity propagation method finds exemplars by 

passing real-values messages between pairs of data points. The magnitude of these 

messages is based on the affinity of each point for choosing the other as its exemplar. 

This algorithm is shown to be equal or better than K-means in minimizing clustering 

error on large datasets. It also only requires a pair-wise similarity matrix as input, a 

property exploited by our proposed method to find an appropriate number of clusters 

while ignoring outliers during the clustering process. Although our method is based on 

the use of Affinity Propagation clustering, it may, in principle, be combined with any 

clustering method that accepts a pairwise similarity matrix. 

Let be a pairwise similarity matrix for input points to be 

clustered. Our objective is to find a clustering solution in which:  

n nS × n Pi , i =1,!,n
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1. Outliers, defined by points that are less similar than  to any cluster 

exemplar (centroid) , are assigned to a special outlier cluster. 

2. The data are clustered into the maximum number of clusters such that no 

cluster exemplar  is more similar to another than a given similarity 

threshold . 

To achieve objective (a), we augment the original pairwise similarity matrix 

 to include a new virtual point that has a constant similarity to all original 

data points : 

 

(B.1) 

The augmented similarity matrix is then used for clustering.  

During the clustering process, points compete for becoming exemplars of 

others. These dynamically formed exemplars compete for assignment to data points 

and since the virtual point  has a constant similarity to all other points, any 

point which is less similar than to all exemplars will be assigned to the cluster 

oT R∈

kE

kE

eT R∈

n nS × 1nP + oT

iP

!Sn+1,n+1 =

S1,1 ... S1,n T0
! ! T0
Sn ,1 ... Sn ,n T0
T0 T0 T0 T0

"

#

$
$
$
$
$
$

%

&

'
'
'
'
'
'

1, 1n nS + +′

1nP + oT

oT



129 
 

 

which contains the virtual point as its exemplar. This point hence becomes an 

exemplar for all outlier points in the data. 

After the clustering process is finished, one of the following conditions will be 

met: 

(a) There are one or more outliers in the data, in which case they will be assigned 

to a cluster that includes the virtual point (see Figure 2.10C) 

(b) There are no outliers in the data and the virtual point is assigned as the 

exemplar of a cluster with only one member (itself).  

(c) There are no outliers in the data, but the virtual point is assigned to a cluster 

that is not an outlier cluster. 

To distinguish between conditions 1 and 3 above, we can calculate the 

similarity between all exemplars and members of the cluster that includes the virtual 

point. If any similarity value is greater than then condition 3 must be the case. Our 

use of an augmented similarity matrix thus achieves the first goal of separating outlier 

points during the clustering process. 

To achieve objective (b) we begin by clustering  into a minimum 

number of clusters (1 or 2) and iteratively increase the number of clusters (if using 

Affinity Propagation, this is achieved by increasing the similarity value assigned 

between each data point and itself in the similarity matrix, which indirectly controls 

the number of clusters). In each iteration we calculate the minimum similarity  

oT

1, 1n nS + +′

Tmin
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between cluster exemplars and compare it with . If   then the procedure 

terminates and returns the clustering solution obtained in the previous iteration, 

satisfying objective (b). 

Figure 2.10A shows a simulated 2-D point cloud generated by adding to a low 

uniform point distribution two rectangular areas of increased probability density. 

Figure 2.10B shows Affinity Propagation clustering results using maximum 

exemplar similarity  and no outlier detection. Of the four clusters produced by 

this solution, two consist mostly of outlier points.  

Figure 2.10C shows the clustering solution obtained using outlier detection 

with  and . Here, the two high-density areas are separated into 

distinct clusters and other points are assigned to a third ‘background’ cluster.  

eT Tmin > Te

0.2eT =

0.2oT = 0.2eT =
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Table 2.1 Anatomical locations, Brodmann areas, and nearby clusters associated with 
each ERSP domain. 

ERSP 
Domain 

Nearby 
Clusters 

Anatomical Area(s) Brodmann Area(s) 

1 11, 14 (Dominated by eye-artifact ICs) N/A 
2 12, 15 R Middle Occipital Gyrus (0.36) 

L Middle Occipital Gyrus (0.26) 
R Inferior Occipital Gyrus (0.09) 
L Inferior Occipital Gyrus (0.08) 
R Superior Occipital Gyrus (0.05) 
R Lingual Gyrus (0.04) 
R Inferior Temporal Gyrus (0.03) 
R Angular Gyrus (0.02) 
R Middle Temporal Gyrus (0.02) 

BA 18 (0.34) Secondary 
visual (V2) 
BA 19 (0.34) Associative 
visual (V3) 
BA 37 (0.11) 
BA 39 (0.06) 
BA 17 (0.06), Primary 
visual (V1) 

3 1 L Superior Occipital Gyrus (0.19) 
L Cuneus (0.16) 
L Middle Occipital Gyrus (0.15) 
R Cuneus (0.12) 
R Superior Occipital Gyrus (0.10) 
L Superior Parietal Gyrus (0.06) 
L Lingual Gyrus (0.04) 
L Precuneus (0.03) 
L Superior Temporal Gyrus (0.02) 
R Middle Occipital Gyrus (0.02) 
R Superior Temporal Gyrus (0.02) 
R Lingual Gyrus (0.02) 

BA 18 (0.33) Secondary 
visual (V2) 
BA 19 (0.15) Associative 
visual (V3) 
BA 31 (0.13) 
BA 17 (0.12) Primary 
visual (V1) 
BA 7 (0.06) 
Somatosensory 
Association 

ERSP 
Domain 

Nearby 
Clusters 

Anatomical Area(s) Brodmann Area(s) 

4 4 L Superior Parietal Gyrus (0.27) 
L Postcentral Gyrus (0.27) 
L Supramarginal Gyrus (0.22) 
L Angular Gyrus (0.12) 
L Precentral Gyrus (0.10) 

BA 40 (0.37) Spatial / 
Semantic                     
Processing 
BA 7 (0.12) 
Somatosensory 
Association 
BA 3 (0.11) Primary 
Somatosensory 
BA 2 (0.10) Primary 
Somatosensory 
BA 4 (0.09) Primary 
Motor 
BA 39 (0.06) 
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Table 2.2 MPA performance scores for simulation results with a voxel significance p-
value threshold of 0.05 and varying noise levels. 

Mean MPA 
Performance 
Score (std) 

Cohen’s kappa 
Ratio (kappa, 
max possible) 

Domain 
Dipole 
Noise 
Amplitude 

Mean 
Domain 
Dipole SNR 
(std) 

Extra 
Dipole 
Noise 
Amplitude 

Projected 
Gaussian 
std. 
deviation 
(mm) 

0.82 (0.21) 0.82 (0.63, .78) 0 1 0.2 12 

0.85 (0.20) 0.84 (0.62,0.73) 0 1 0.2 14 

0.81 (0.19) 0.78 (0.63, 0.8) 0 1 0.2 10 

0.93  (0.11) 0.9 (0.5, 0.56) 0.2 0.88 (0.09) 0.2 12 

0.93  (0.10) 0.93 (0.47,0.51) 0.2 0.88 (0.09) 0.2 14 

0.89 (0.16) 0.84 (0.51,0.61) 0.2 0.88 (0.09) 0.2 10 



133 

Chapter 3  

A Hierarchical Bayesian 

Spatiotemporal Model for Multi-

Subject Inference of EEG Source 

Connectivity 

 

3.1 Abstract 

EEG has millisecond temporal resolution, necessary for analysis of transient 

cortical dynamics. However, the poor spatial resolution of scalp EEG combined with 

the confounding effects of volume conduction and non-brain artifacts complicates 

interpretation of neural dynamics when examined at the level of scalp electrodes. 

Accurate localization of sources of EEG activity is a difficult, ill-posed problem. One 

approach is to apply Independent Component Analysis (ICA) to scalp EEG recordings 

to obtain time courses and scalp maps of maximally independent sources of EEG 

activity with projections resembling single or dual symmetric equivalent dipoles. 

These sources can then be localized using appropriate forward and inverse models and 
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system identification techniques applied to the source time series to model dynamical 

interactions (e.g. connectivity) within and between sources. Applied to different 

subjects, this typically results in varying numbers and locations of source dipoles 

across subjects which complicates efforts to obtain robust population-level statistics.  

Here we develop a hierarchical Bayesian spatiotemporal mixture model for 

multi-subject source-localized EEG and connectivity, which provides population level 

inferences on the spatial locations and causal relationships among localized sources, 

with implicit imputation of missing data. We denote this method Multi-view 

Hierarchical Bayesian Learning (MV-HBL). Each subject's localized sources are 

modeled as arising from a mixture distribution of spatial coordinates and time-varying 

multivariate connectivity. Model inference is obtained via a Markov Chain Monte 

Carlo (MCMC) algorithm. This approach can be generalized to other non-ICA 

approaches for separation and localization of dipolar or sparse sources. We 

demonstrate the utility of the method first in simulations, wherein MV-HBL exhibited 

high accuracy in inferring population-level graphs (node spatial locations and time-

varying connectivity edges) with substantial missing data. We then apply the method 

to an EEG study in which 24 subjects performed a two-back task with auditory 

feedback. Following erroneous button presses (and subsequent feedback), MV-HBL 

identified statistically significant increases in 2-7 Hz (delta- and theta-band) time-

varying causal influence from ICA sources localized to the dorsal middle cingulate 

cortex (MCC) to sources in anterior cingulate, sensorimotor, posterior cingulate, and 

occipital cortex. These findings are consistent with published evidence of increased 
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response-locked delta-band and theta-band power modulation in MCC during and 

following response error commission and provide additional evidence for the role of 

MCC as a hub in which information about reinforcers can be linked to motor centers 

and other regions responsible for monitoring and executing goal-directed behavior. 

3.2 Introduction 

In Chapter 2 we discussed the general problem of statistical inference at the 

population level from point-process source data, such as obtained from ICA. Two or 

more subjects performing the same task may end up with differing numbers of 

retained sources or different dipolar source locations, making paired comparisons 

difficult at the population level. This problem is exacerbated when examining 

connectivity between processes, as the total number of missing or incorrectly paired 

connectivity values increases quadratically with the number of missing or incorrectly 

matched sources.  

While various disjoint clustering methods can be used to identify similar 

sources across subjects, these methods generally suffer from poor statistical properties. 

In Chapter 2, we reviewed these issues and available methods, and proposed a solution 

to this general problem (Measure Projection Analysis). However, as with most other 

commonly used clustering approaches, this method does not directly incorporate 

pairwise connectivity into the clustering algorithm. Clusters are identified strictly on 

the basis of univariate information associated with each dipole (e.g. spectral 

perturbation, inter-trial coherence, event-related potentials, causal outflow, etc), and 
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between-cluster connectivity is only identified in a post-hoc manner. Additionally, 

aforementioned developed methods do not generally yield posterior distributions over 

population-level connectivity, source locations, and assignments of subject-level data 

to population-level clusters. This limits the range of statistical inferences one can draw 

from the data, such as the analysis of heterogeneity (e.g. sub-populations) within a 

subject population. For these reasons, it is desirable to employ a method in which 

population-level uncertainty regarding source location propagates to inferences 

regarding connectivity estimates (and vs. versa), and which furnishes posterior 

distributions over population-level source locations, connectivity, and assignments of 

subject-level sources to population-level clusters. 

A convenient statistical framework for inferring characteristics of sub-

populations (e.g. clusters) within an overall population is the (hierarchical) mixture 

model (Marin, Mengersen et al. 2011). In this paper we develop a Bayesian 

hierarchical generalization of the multivariate mixture model for clustering. Our 

method combines subject-level source location and connectivity information to 

provide population-level inferences and non-parametric posterior distributions on 

time-varying effective (directed) connectivity, source location, and probabilistic 

assignments of subject-level sources to population-level clusters, with implicit 

imputation of missing data. Model inference is obtained via a Markov Chain Monte 

Carlo (MCMC) algorithm. We denote the method multi-view hierarchical Bayesian 

learning (MV-HBL). 
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3.3 Methods 

Figure 3.1 presents a graphical schema of the MV-HBL process. We begin 

with a sample of EEG datasets Y = {Y1,…YN}  for N subjects collected under an 

experimental condition (or an experimental contrast). We assume that, for each 

subject's multivariate EEG time-series Y , we have previously estimated spatial 

locations of sources (e.g. by fitting single equivalent dipole models to components 

identified by ICA) as well as pairwise time-varying source connectivity (e.g. using any 

of the effective connectivity methods described in Chapter 1, including multivariate 

autoregressive model fitting and Granger-causal analysis).  

Let S = S1,…,SN{ }  denote the set of estimated spatial coordinates for all 

sources for all N subjects, where Si = [s1,…, sMi
]  is the 3 !Mi  matrix of spatial 

coordinates for the Mi  sources of the ith subject. Let C = C1,…,CN{ }  denote the set of 

observed (time-varying) connectivity for N subjects, where 

  
Ci ={ci, j1, j2

(t) |1! j1, j2 ! Mi ,t = 1…T}  is the  Mi ! Mi !T  array of pairwise source 

connectivity estimates for the ith subject, and where 
  
ci, j1, j2

(t)  is the time-varying 

connectivity from source   j2  to source   j1  for T time points. We assume asymmetric 

connectivity so that, in general, 
  
ci, j1, j2

! ci, j2 , j1
. For convenience, we may assume that 

C  is parameterized by a low-dimensional set of coefficients B = B1,…,BN{ } , where 

Bi is the Mi  !  Mi  !  Q  array of coefficients parameterizing the connectivity between 

all pairs of sources within subject i, including self-connectivity.  
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For a given subject population, we posit the existence of an unobserved 

population-level "meta-graph" G = {S,B}  consisting of M nodes S = s1,…, sM{ } , 

corresponding to spatial coordinates of brain regions, and edges 

C = cij (t){ }1! i, j ! M ,t = 1…T , corresponding to time-varying connectivity between 

pairs of nodes. As with subject data, we may assume that C  is parameterized by a 

low-dimensional set of coefficients B . We then assume that each subject’s observed 

connectivity graph G = {S,B}  is a probabilistic subgraph of G , consisting of a subset 

of the nodes and corresponding edges drawn from G , with subject-level variation in 

spatial location and connectivity strengths. A set of latent indicator matrices Z  

provides information on the assignment of subject-level observations (i.e. sources) to 

population-level nodes (i.e. spatial clusters, with each node being the centroid of a 

cluster). 

The goals of the MV-HBL model are as follows: 

a) Characterize the graph G , including complete posterior distributions 

over S  and B  (and thus C ) 

b) Correctly assign each subject’s sources to the nodes of the 

population-level graph through inference of the posterior distribution 

of Z  

c) Handle imputation of missing data (i.e. cases where the number of 

sources observed for a given subject is less than the number of 

population-level nodes). 



 

 

139 

Under an assumption of multivariate Gaussian distributions for the spatial 

location of the population-level nodes, MV-HBL is a hierarchical generalization of the 

multivariate Gaussian mixture model for probabilistic clustering, combining data 

obtained from multiple partial “views” of the latent graph (i.e. subject-level source 

locations (nodes), and inter- and intra-node dynamics (graph edges)) with implicit 

imputation of missing data. 

3.3.1 The Multivariate Gaussian Mixture Model 

The usual multivariate Gaussian mixture model on estimated source location 

S = S1,…,SN{ }  is specified by the likelihood 

 
L(! |S) = " k

k=1

M

#
i=1

N

$ N (Si | µk ,%k )
 

Eq 3.1 

where ! = {µ1,…,µK ,"1,…,"M }   is the set of model parameters, Si  is the spatial 

location for the ith source, M is the number of mixture components,   N (i | µk ,!k )  

denotes a trivariate Gaussian density with mean µk  and covariance matrix !k , and ! k  

is the prior proportion of sources belonging to the kth mixture, such that ! kk=1

M" = 1. 

The likelihood can be simplified by positing latent data zi  =  zi1,…, ziM( ) , which is a 

vector of length M such that zik = 1  if the ith source comes from cluster k, and zero 

otherwise. Conditional on the latent data z =  z1,…,zN( )  the likelihood simplifies to 
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L(!,z |S) = N

k=1

M

"
i=1

N

" (Si | µk ,#k )
zik

 

Eq 3.2	  

By specifying prior distributions p(!)  and p z( ) , this becomes a Bayesian model with 

posterior distribution given by 

p(!,z |S) = L(!,z |S)p(!)p(z).  

Eq 3.3	  

It is natural to model p z( )  as a Multinomial distribution with M categories, 

each with prior probability !k . The vector of probabilities ! = (!1,…,!M )  can be 

given a Dirichlet distribution hyperprior. p(!)  can be a diffuse, minimally 

informative prior. Standard Bayesian inferences can proceed via a Markov Chain 

Monte Carlo (MCMC) algorithm (Gauvain and Lee 1994). Note, this Gaussian 

mixture model does not incorporate clustering of sources within subjects, nor does it 

incorporate connectivity between pairs of sources. Inclusion of this information may 

help improve classification performance, as well as allow for principled inferences 

regarding connectivity between all pairs of nodes. In this work we propose to extend 

the Bayesian model given by Eq 3.3 to incorporate not just spatial locations but also 

connectivity relationships between all pairs of sources within subjects, as well as 

clustering of sources within a group of subjects. 

3.3.2 Smoothing Time-Varying Connectivity 
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In a typical study, the number of connectivity time points T can be large, 

requiring a large number of parameters to be estimated for the mixture model. 

Furthermore, while the MV-HBL mixture model assumes uncorrelated and Gaussian 

distributed connectivity data, neuronal connectivity time-series are temporally 

correlated and may be noisy or non-Gaussian. As such, model inference performance 

and computation time may be improved by obtaining a low dimensional, smooth (e.g. 

Gaussian) approximation to the connectivity data prior to inference. Here we adopt an 

approach similar to (Korzeniewska, Crainiceanu et al. 2008) in which we model a 

subject’s time-varying connectivity as a smooth function of penalized B-spline basis 

functions. Our approach extends this to include dimensionality reduction via 

functional principal components analysis (FPCA). Non-parametric inference of the 

FPCA basis vectors and spline coefficients is carried out via a Markov Chain Monte 

Carlo (MCMC) approach, yielding posterior probability distributions of the smoothed 

time-varying connectivity measure and related FPCA basis vector and coefficients. 

The method is implemented as follows. 

Let 
  
Ci ={ci, j1, j2

(t)}  denote the  Mi ! Mi !T  array of time-varying connectivity 

coefficients for the ith subject. Let ( )φ ⋅  be a Q -dimensional vector of B-spline basis 

functions with support on the interval [1, ]T . The pairwise connectivity time-series 

  
ci, j1, j2

(t)  are modeled as	  

  
ci, j1, j2

(t) =!(t)T "# i, j1, j2
+ $ i, j1, j2

(t)
 

Eq 3.4 
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 where 
   
! = ("1,…,"Q )  is a  K !Q  matrix of FPCA basis vectors with orthonormal 

columns,   Q < K , 
  
! i, j1, j2

 is a Q-dimensional vector of regression coefficients, and 

    
! i, j1, j2

(t)! i.i.d. N (0,"!
2 )  is a Gaussian white noise process. Unknown parameters ! , 

   
{! i, j1, j2

:1" j1, j2 " Mi ,i = 1,…, N}, and εσ  are estimated using the following Bayesian 

(MCMC) algorithm. 

3.3.2.1 MCMC Algorithm 

Prior distributions are as follows (where !  is a fixed large number):   

    1.  
    
! i, j1, j2

!iid N (! , I )   

    2.       ! !N (0," I )   

    3.       
!q !iid N (0," I )   

    4.     !"
2 !IG(a,b)   

The posterior distribution is obtained via a Gibbs sampling algorithm as 

follows:   

1. Sample 
  
! i, j1, j2

 from 
   
N (µi, j1, j2

,! i, j1, j2
) , where  

 
   
! i, j1, j2

= IQ + 1
"#

2
t=1

T

$%T&(t)&(t)T %
'

()
*

+,

-1

 

 
   
µi, j1, j2

= ! i, j1, j2
" +

t=1

T

#$T%(t)ci, j1, j2
(t)

&
'(

)
*+
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2. Sample !  from   N (µ! ,"! ) , where  

 
  
!" =

IQ

(1/ # + R)
I  

 
  
µi, j1, j2

= !"
i=1

N

#
1$ j1% j2$Mi

# " i, j1, j2
,  

  where 
  
R =

i=1

N! 1" j1# j2"Mi
! 1.  

3. Sample  !"
2  from   IG(a! ,b! ) , where  

   a! = a + RT / 2  

 
   
b! = b+

i=1

N

"
1# j1$ j2#Mi

"
t=1

T

" ci, j1, j2
(t)%&(t)T '( i, j1, j2( )2

 

4. Sample 
   
vec(!) = ("1

T ,…,"Q
T )T  from    

N (µq ,!q ) , where  

 
   
!q =

IQK

"
+ 1
#$

2
i=1

N

%
1& j1' j2&Mi

%
t=1

T

%(IQ ()(t))T* i, j1, j2

T * i, j1, j2
(IQ ()(t))

+

,
--

.

/
00

11

 

 
   
µq = !q

1
"#

2
i=1

N

$
1% j1& j2%Mi

$
t=1

T

$(IQ '((t))T) i, j1, j2

T ci, j1, j2
(t)

 

Steps 1-4 are repeated until convergence is achieved. After this we may 

continue to iterate, storing each posterior sample, until the desired number of samples 

is obtained.
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3.3.2.2 Model convergence and summarization 

Because the choice of initial values of the above algorithm has some impact on 

the MCMC sampling sequence and convergence, a “burn-in” period is usually applied, 

wherein a number of initial samples D of a distribution are discarded prior to 

subsequent analysis. Plots of the posterior draws, or their running means, versus 

iterations can help in determining whether the MCMC chain has converged to the 

target distribution. To increase independence of retained posterior samples (and to 

conserve storage and memory resources) we can also “thin” a distribution by keeping 

only every kth draw. 

After convergence, we summarize the connectivity between sources j1 and j2 

on the ith subject by the posterior means of the Q-dimensional principal component 

scores ! i, j1, j2
 (where Q is the number of functional principal components in the 

model).  Let  

Bi = ! i, j1, j2{ },1" j1, j2 " Mi  

Eq 3.5 

Then the data for the ith subject, which are entered into the MV-HBL model, are given 

by Si ,Bi{ } , i.e., the set of spatial locations of the sources for the ith subject and the set 

of smoothed time-varying FPCA coefficients of connectivity  (including self-

connectivity) for all pairs of sources within the ith subject. 
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3.3.2.3 Orthonormalization 

The multi-view mixture model assumes uncorrelated, scale-free connectivity 

coefficients B.  However, following FPCA smoothing, the posterior means Bi{ }  are 

not necessarily uncorrelated or homogenously scaled. Thus, we typically transform the 

coefficients to an orthonormal basis prior to application of the mixture model. 

Following MCMC inference, the estimated population-level coefficients are 

transformed back to the original space, restoring their scale. 

3.3.2.4 Data transformation 

The smoothing algorithm assumes that data is roughly symmetrically 

distributed around a mean value. When connectivity estimates are non-negative 

definite, one should apply a suitable transformation, to ensure the data are roughly 

symmetric about their mean, prior to smoothing. An inverse transform can be applied 

to the smoothed posterior estimates to restore the original metric. In many cases, 

connectivity values are approximately log-normal (or gamma) distributed and bounded 

in [0 1]. In this case, a suitable transformation is f (x) = log(x +1)  with corresponding 

inverse transform g(y) = exp(y)!1 . 

3.4 Bayesian Multiview Mixture Model 

As previously stated, we define S = S1,…,SN{ }  to be the set of spatial 

coordinates for all sources for all N subjects, where Si = [s1,…, sMi
]  is the 3 !Mi !  



 

 

146 

matrix of spatial coordinates for the Mi ! sources of the ith subject. We assume that the 

connectivity between all within-subject pairs has been summarized by  

B = B1,…,BN{ } , where Bi is the Mi  !  Mi  !  Q  array of coefficients parameterizing 

the connectivity between all pairs of sources within subject i, including self 

connectivity. The population level graph is defined as G = S,B{ } , where 

S = s1,…, sM{ }  is the set of M population level source location coordinates, and 

B = b jk{ },1! j,k ! M , is the set of all pairwise connectivity parameters between 

population level sources. Thus, S  is a 3 !  M  matrix, and B  is a M  !  M  !  Q  

array. Note we will assume that each subject level source is generated from exactly 

one of the M population-level sources, so that 1! Mi ! M  for all subjects i.  

We propose the MV-HBL mixture model as follows. The parameters of the 

model are given by G,!," b
2{ } , where G  is the population-level graph. The parameter 

set ! = !1,…,!M{ }  is a set of M covariance matrices; the 3 !  3  covariance matrix 

!k  gives the dispersion of the subject-level source locations belonging to the kth 

population-level source coordinates, with component mean location sk . The parameter 

set ! b
2 = ! b,11

2 ,…,! b, j1, j2
2 ,…,! b,MM

2{ }  gives the dispersions of the subject-level 

connectivity coefficients bi, j1, j2
 from the population-level connectivity coefficients 

b j1, j2
,1! j1, j2 ! M .  
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We need to specify the likelihood and prior distributions for the parameters 

G,!," b
2{ }  to complete the Bayesian model. The basic form of the likelihood is given 

by 

L G,!," b
2( ) = p

i=1

N

# Si ,Bi G,!," b
2( )

 

Eq 3.6 

As with the usual Gaussian mixture model, the likelihood simplifies if we postulate a 

set of latent indicators Z = (Z1,…,ZN )  where the Zi are population-level graph node 

indicators for the ith subject. Specifically, let 
    
Zi = (zi1,…,ziMi

)T  be an  Mi ! M  matrix 

of zeros and ones. The jth row indicates which of the  M  possible population-level 

components the jth dipole for subject i is associated. Thus, each row contains exactly 

one non-zero entry.  We make the assumption that, conditional on Zi, Si and Bi are 

independent, so that their likelihoods factor.  Thus conditional on the latent indicators 

Zi, we have
 

L G,!," b
2( ) = p

i=1

N

# (Si ,|S,!)p(Bi |B," b
2 )  

Eq 3.7 

We make the further assumption that, conditional on   Zi  we have  
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p(Si | Zi ,S,!) =

j=1

Mi

"
k=1

M

"[N (sij | sk ,!s,k )]
zijk  

Eq 3.8 

where sij  is the estimated spatial location of the jth source for the ith subject, and is 

normally distributed with mean 
  
skij

 and covariance matrix 
 
!kij

, where  
kij  is the 

unique integer between 1 and  M  such that 
  
zijkij

= 1 . 

As above, let  Bi  denote the Mi !Mi !Q  array of connectivity coefficients for 

the ith subject. Note that in our typical use-case  Bi  correspond to the expected values 

of the FPCA coefficients 
  
{! i, j1, j2

} above. Conditional on   Zi  we have  

    
p(Bi | Zi ,B,! 2 ) =

j1=1

Mi

"
j2=1

Mi

"
k1=1

M

"
k2=1

M

"[N (bij1 j2
| bk1k2

,! b,k1k2

2 I )]
zij1k1

zij2k2  

Eq 3.9 

3.4.1 MCMC Algorithm 

Prior distributions are as follows (where  m ,  R , η , ! , a , b , ! , and d  are 

fixed hyper-parameters):   

1.      sk !iid N (m, R)   

2.    
!s,k !iid IW (",#)   
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3. 
     
bk1,k2

!iid N (0,! IQ )   

4. 
   
! b,k1k2

2 !iid IG(a,b)  

5.    
zijk !Multinomial(! )  

6.     ! !Dirichlet(d)  

The posterior distribution of all parameters is obtained via a Gibbs sampling 

algorithm as follows: 

1. Sample   sk  from 
    
N (µk|i ,!k|i ) , where  

 
   
!k|i = nk!s,k

"1 + R"1( )"1
 

 

    

µk|i = !k|i R"1m +
ij:zijk =1
# !s,k

"1 sij

$

%
&
&

'

(
)
)

 

where  nk  is the number of individual sources such that   
zijk = 1 .  

2. Sample   
!s,k  from 

   
IW (!k|i ,Sk|i ) , where  

 
   
!k|i =! + 1

2
nk  

 

    

Sk|i =!" + 1
2 ij: zijk =1
# (sij $ sk )(sij $ sk )T  
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where ijk  is the index such that =1ijkz  and    N (i |µ,!)  denotes the 

Gaussian density with mean µ  and covariance matrix Σ . 
 

6. Sample !  from 
    
Dirichlet(dg|i ) , where  

     
dg|i = (d1g|i ,…,dMg|i ) , and 
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 | =kg k kd d n⋅ +  

Steps 1-6 are repeated until convergence, storing a desired number of posterior 

samples. 

3.4.2 Model inference 

Upon convergence, the above algorithm yields the posterior distribution over 

population-level connectivity parameters B  and source locations S . Additionally, we 

obtain the posterior distribution over indicator variables Z , which provide information 

on the assignment of subject-level observations (sources) into clusters. When FPCA 

smoothing is applied prior to MV-HBL, posterior distributions of time-varying 

connectivity data C  can be obtained from FPCA components !  and B-spline basis 

functions !(t)  as 

   
c (k )

j1, j2
(t) =!(t)T "B(k )

j1, j2  

Eq 3.10 

where c (k )j1, j2
(t)!C(k ),1" j1 j2 " M  is the kth sample of the posterior distribution of time-

varying connectivity from node j2 to j1, and 
   
B(k )

j1, j2
 is the kth posterior sample of the 

corresponding FPCA coefficients.  

Once posterior distributions are obtained, we can inspect means, covariances, 

standard deviations, quantiles, credible intervals (the Bayesian analogue to a 

confidence interval in a parametric model), or other characteristics of a distribution. 
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By integrating over Z  we can obtain density estimates of subgraphs of G. For 

instance, we may obtain the distribution of the subgraph of G for which there is Q% or 

greater probability of observing nodes of the subgraph in at least K% of subjects. 

We note that the general convergence considerations noted for FPCA 

smoothing (Section 3.3.2.2) likewise apply here. 

3.5 Integration into the Source Information Flow Toolbox 

MV-HBL is provided as a sub-module of the SIFT toolbox (Mullen 2010) and 

supports inference on all dynamical connectivity measures provided by SIFT. The 

package supports several automated cluster-based methods (e.g. k-means, Gaussian 

mixture model, Affinity Propagation) for selecting initial conditions and parameters of 

prior distributions. The user also has the option to perform inference on a low-

dimensional parameterization of time-varying dynamical measures, obtained via the 

FPCA penalized B-spline smoothing algorithm. Results of population-level analyses 

are returned in conventional SIFT connectivity and statistics data structures, and can 

be visualized in a manner similar to individual subjects, using SIFT’s visualization 

tools. MV-HBL may be executed from Matlab scripts or via Graphical User 

Interfaces, which are provided for all major functions to assist the analyst in setting 

parameters. All simulations and visualization used in this paper may be reproduced in 

SIFT and scripts are available upon request to the author. 
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3.6 Evaluation of the Method 

3.6.1 Simulation 

We constructed a series of simulations to evaluate the performance of MV-

HBL, under varying degrees of missing data. We first defined a ground-truth 

population graph, G = S,C{ }  consisting of a set of node spatial locations S  with 

corresponding pairwise time-varying connectivity edges C . A straightforward 

simulation approach might assume that sources are distributed homogenously 

throughout the brain volume, and place nodes S  uniformly at random throughout the 

volume, treating these as the centroids of spherical trivariate Gaussian distributions 

from which subject-level dipole locations are drawn. However, EEG sources are not in 

general homogenously distributed, and are more likely to be localized near the cortical 

gray-white matter boundary. Furthermore, as we expect correlated source activity 

within a functional region, it is reasonable to assume that functionally equivalent 

sources for different subjects will be localized in and around the same functional 

region, with the probability density of source locations roughly matching the shape of 

the corresponding functional region.  

In order to produce more realistic data, our simulations took into account the 

functional anatomy and geometry of the cortex. For each of the M nodes, a non-

overlapping region of interest (ROI) was chosen uniformly at random from a 

probabilistic cortical atlas, produced via Automated Anatomical Labeling (AAL) 

(Tzourio-Mazoyer, Landeau et al. 2002) of the MNI "Colin27" standardized brain 
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(Holmes, Hoge et al. 1998). The spatial locations for the nodes S = s1,…, sM{ }  were 

set to the geometric centroids of each ROI. Covariance matrices ! = !1,…,!M{ }  were 

obtained by fitting a Gaussian ellipsoid to the surface geometry of each ROI. Subject 

dipole locations S = S1,…,SN{ }  for N=10 subjects were then drawn from multivariate 

Gaussian distributions with means equal to S  and corresponding covariance matrices 

! . Each subject had at most one dipole drawn from each distribution. 

To assess the impact of missing data on MV-HBL, a subset of dipoles (and 

corresponding connectivity) was removed uniformly at random with the constraint that 

each subject must retain at least two dipoles. We varied the percentage of missing 

dipoles from 0 to 60% in 10% increments. This yielded 0 to 85% missing observations 

on the pairwise connectivity edges between nodes. Figure 3.2 illustrates the locations 

and distributions of population-level nodes and subject-level dipoles for the present 

simulation (here with no missing data). 

Directed connectivity edges C(t) = cij (t){ }1! i, j ! M  between nodes were 

generated at random, with smooth time-varying connectivity strength. The number of 

time points was set to T=10 spanning the range 0 ! t !1 . Connectivity strength for 

auto-connectivity {cij (t)},1! i, j ! M : i = j  was set to a constant level of 0.9. One 

third of the cross-connectivity edges {cij (t)},1! i, j ! M : i " j  were set to zero 

producing a sparse graph. The remaining two-thirds non-zero edges were divided with 

50% probability into "high" and "low" connectivity. Cross-connectivity strength was 

modulated as a subgaussian "bump" of height 0.2, centered at t=0.5.  The baseline 
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(minimum) connectivity strength was set to 0.7 and 0.3, for high and low connectivity 

edges, respectively. For each subject i = {1,…,N} , connectivity 
  
ci, j1, j2

(t)
 
from source 

j2 to j1 at each time point was drawn from a Gaussian distribution with mean equal to 

c j1, j2 (t) , where j1  and j2  are the indices of the clusters (population-level node 

distributions) from which dipoles j1  and j2  are drawn. The standard deviation for all 

edge distributions was set to ! b = 0.05 . Figure 3.3 shows the "ground truth" 

population-level connectivity, along with sampled connectivity for a random subject 

for the case where 10% of all subject dipoles were missing. 

For each level of missing data, MV-HBL with FPCA smoothing was applied to 

the simulated data. The key inference parameters are shown in Table 3.1. Affinity 

Propagation clustering and initialization was performed independently for each level 

of missing data.   

At each level of missing data, MV-HBL performance was evaluated using 

several metrics. We first computed the mean and 95% central quantile-based credible 

interval (CI) of the posterior distribution for each population level connectivity 

estimate. As a (rough) Bayesian analogue of the confidence interval, the CI 

summarizes the posterior distribution and can be used to assess variability in the mean 

posterior estimate. For instance, if a known value (e.g. ground truth (GT) connectivity 

or zero) is contained within the central 95% CI of a corresponding posterior 

distribution, then we cannot reject a null hypothesis that the posterior mean is 

significantly different from the known value with probability of at least 95%. 
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To assess MV-HBL's capability in correctly detecting presence/absence of 

connectivity, we computed receiver operating characteristic (ROC) curves –

 computing true positive rate (TPR, recall, or sensitivity) as a function of false positive 

rate (FPR, fallout, or 1 minus the specificity) for varying connectivity thresholds –

 over all posterior connectivity estimates using the lower edge of the 95% credible 

intervals (the critical value for accepting/rejecting a hypothesis of non-zero 

connectivity). Area under the ROC curve (AUC) was then computed to assess 

performance in detecting non-zero connectivity, where AUC=0.5 reflects detection at 

the chance level and AUC=1 reflects perfect performance. To assess MV-HBL's 

capability in reliably detecting the amplitude of non-zero connectivity, we computed 

the proportion of non-zero connectivity estimates for which the estimated 95% 

credible interval contained GT connectivity, and did not contain zero. Finally, to 

assess MV-HBL's performance in inferring the spatial locations of population level 

nodes (cluster centroids), we computed the mean Euclidean distance (taken over all 

centroids) between spatial locations of GT cluster centroids and the corresponding 

mean posterior estimates of spatial locations inferred by MV-HBL. For comparison, 

we also computed the mean distance between GT and initial AP cluster centroids. For 

all pairwise comparisons between GT and inferred population level quantities, an 

optimal "matching" of GT and estimated clusters was obtained by applying k-nearest 

neighbors (k-NN) to GT and estimated centroid spatial locations, setting k=1. If k-NN 

failed to uniquely match centroids, then we resorted to matching based on maximum 

absolute correlation between centroid locations. In addition to the above quantitative 



 

 

157 

assessment, qualitative assessment was carried out by plotting ROC curves, node 

spatial locations and covariance ellipsoids, and mean posterior connectivity estimates 

and credible intervals. We note that the aforementioned quantitative tests comprise 

only a small representative set of metrics, and numerous alternative tests are possible 

for evaluating algorithmic performance. 

3.6.2 Simulation Results 

Figure 3.4 plots performance metrics for each level of missing data. MV-HBL 

performed well for up to 50% missing sources (75% missing edges), above which 

performance decreased substantially across all performance metrics. MV-HBL 

accurately identified non-zero connectivity with AUC>0.99 for up to 50% missing 

sources (middle panel). For up to 50% missing sources, MV-HBL also performed well 

in detecting non-zero connectivity amplitude, with a 90% or greater proportion of non-

zero connectivity estimates wherein the estimated 95% credible interval contained 

ground truth connectivity and did not contain zero (top panel). The average pairwise 

difference between all GT and posterior mean connectivity estimates (not shown) was 

also very small (<0.004) for up to 40% missing data and increasing to 0.018 and 0.09 

for 50% and 60% missing data, respectively. Euclidean distance between spatial 

locations of centroids estimated by MV-HBL and GT (i.e. localization "error") was 

generally small, averaging 3-5mm for up to 50% missing sources, but increasing 

dramatically as missing sources increased to 60%. We note that MV-HBL consistently 

yielded a smaller average centroid localization error than AP, with the exception being 
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for 60% missing sources where the error was the same for both AP and MV-HBL. 

Figure 3.5 plots ROC curves for detecting non-zero causality for each level of missing 

data. For missing data up to 50%, predictive performance was high, albeit decreasing 

towards chance level for 60% missing data and exhibiting generally low sensitivity 

(true positive rate). Examination of CI of posterior connectivity distributions for the 

60% missing sources case for a number of connectivity edges wherein GT 

connectivity was non-zero revealed excessively wide posterior CI around non-zero 

mean connectivity estimates, with CI overlapping zero. This presumably results from 

the large amounts of missing data (with as few as three observations for a number of 

clusters) resulting in sub-optimal clustering, and is a likely reason for the low 

sensitivity as a function of fall-out. 

Figure 3.6 and Figure 3.7 compares GT to posterior estimates of population 

level time-varying connectivity edges and node spatial locations inferred by MV-HBL 

for a representative case with 10% missing sources (19% missing edges). As shown in 

Figure 3.6, 95% CIs for posterior connectivity were relatively narrow with GT 

connectivity lying near the center of the interval, indicating good sensitivity and 

specificity for detection of GT connectivity strength. Curiously, posterior distributions 

for auto-connectivity (diagonals of connectivity matrix) exhibited much lower 

dispersion than for cross-connectivity (off-diagonals), a phenomenon we are currently 

investigating. Figure 3.7-(left) plots the posterior means of population level node 

(cluster centroid) location along with inferred spatial standard deviations (ellipsoid 

shell) following application of MV-HBL. Source locations for all subjects are 
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superimposed and color-coded by GT cluster membership. Figure 3.7-(right) plots the 

GT centroids and standard deviations. We can see that node locations and covariances 

were accurately recovered by MV-HBL, although for some clusters MV-HBL 

indicated larger dispersion than warranted. Figure 3.7-(bottom) additionally 

superimposes markers indicating centroids for GT (G), MV-HBL (X), and AP initial 

clustering (I). As previously observed, MV-HBL centroids were consistently closer to 

(and never further from) GT than for AP clustering. 

3.6.3 Real Data 

We evaluated the performance of MV-HBL on the task of inferring frequency-

specific time-varying effective connectivity (multivariate Granger causality) 

underlying response error commission in a cohort of twenty-four subjects performing 

a two-back task with response feedback.  

3.6.3.1 Experimental Task  

Twenty-four subjects (11 male, 13 female; 21 right-handed; ages 20‒40 years) 

participated in the study, performing a visual letter two-back task with auditory 

feedback (Onton, Delorme et al. 2005). The experimental paradigm is presented in 

Figure 3.8. Subjects were presented sequential single letters whose durations varied 

based on subject performance (SOA ~1.5s). Beginning with the third letter, subjects 

responded to each letter, specifying with a right or left thumb press whether the 

current letter was the same as the one presented two before. An auditory feedback 
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signal at letter offset informed the subject of whether their answer was correct or 

wrong. After 850 ms, the next letter was presented. Correct responses added 1 cent, 

and incorrect or failures to respond deducted 1 cent from the subject's performance 

reward. Following 20 percent of correct responses, a different feedback tone signals a 

larger (5 cent) 'bonus.' Similarly, following 10 percent of incorrect responses another 

tone signals a larger (5 cent) 'penalty.' In 6 percent of trials, a 'neutral' feedback signal 

gave no performance feedback.  

3.6.3.2 Data Collection and Pre-processing 

128-channel (256 Hz) EEG data (Biosemi) were collected from the 24 

subjects. Experimental trials were segregated based on response type (Incorrect vs. 

Correct). Trials for which the feedback was neutral were discarded. Following zero-

phase FIR high-pass filtering (1 Hz), response-locked datasets were subjected to 

Infomax Independent Component Analysis (ICA). ICA is effective at separating 

source components that are maximally instantaneously independent, which can be 

further analyzed for transient dependencies (Makeig, Westerfield et al. 2002). A single 

(or dual symmetric) equivalent dipole model was then fit to each independent 

component (IC) using EEGLABʼs DIPFIT2 function. We rejected ICs corresponding 

to artifacts such as eye blinks and muscle activity, and those with a poor dipole fit (> 

15% r.v. or lying outside brain volume). 
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3.6.3.3 Initial Source Clustering via Affinity Propagation   

An initial clustering solution was obtained using Affinity Propagation (Frey 

and Dueck 2007) applied to an IC similarity matrix. The similarity between any two 

ICs was defined as a weighted combination of 3D spatial proximity (MNI coordinate 

location) and scalp map correlation (Measure-Product Clustering, EEGLAB).  

3.6.3.4 ERP, ERSP, and ITC analysis 

Response-locked Event-Related Potentials (ERP), Event-Related Spectral 

Perturbation (ERSP), and Inter-Trial Coherence (ITC) were calculated for each cluster 

across the subject population for each condition. ERSP and ITC were obtained from 1-

128Hz via a Morlet wavelet transform (EEGLAB's newtimef() function) spanning 3 

cycles at the lowest frequency of interest (1 Hz) and an expansion factor of 0.5 for 

increasing frequencies. Statistical tests for non-zero within-condition ERSP, and ITC 

and non-zero between-condition differences were calculated using a non-parametric 

bootstrap approach  (1500 resamples). 

3.6.3.5 Vector Autoregressive (VAR) Multivariate Causality and ERSP Analysis 

As discussed in Chapter 1, a number of functional connectivity and effective 

connectivity measures, as well as spectral density estimates, can be obtained from a 

linear multivariate (vector) autoregressive (VAR) appropriately fit to EEG source 

time-series. In this study, we infer linear conditional causal relationships using the 

short-time Direct Directed Transfer Function (SdDTF) (Korzeniewska, Crainiceanu et 
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al. 2008), which provides frequency-domain multivariate (conditional) causal 

estimates consistent with the Weiner-Granger notion of temporal causality. Time-

varying VAR coefficient – and subsequent causal and spectral density – estimates 

were obtained using a segmentation approach in which we fit separate VAR models to 

a sequence of highly-overlapping time windows (Jansen, Bourne et al. 1981). 

Our causal analysis pipeline was implemented in the Source Information Flow 

Toolbox (Mullen 2010) and consisted of the following steps: (1) ensemble 

normalization by subtracting the mean across trials, and dividing by the standard 

deviation (2) selection of optimal VAR model order using the Schwartz-Bayes 

Criterion (SBC, BIC) across a range of 3 to 30. (3) VAR model fitting using the ARfit 

algorithm (Schneider and Neumaier 2001) with a 500 ms sliding window with step 

size of 30 ms. (4) Confirmation of goodness-of-fit by examining residual cross- and 

auto-correlation function and Ljung-Box Q test (p<0.05) and checking fitted model for 

consistency and stability. (5) Estimation of spectral density matrix and SdDTF 

causality. 

3.6.3.6 Subject-level significance tests 

For each subject, the distribution of VAR-based SdDTF and power spectral 

density estimates was estimated using Efron's bootstrap method (resampling trials with 

replacement) using 250 resamples (Efron and Tibshirani 1994). From this we obtained 

confidence intervals and distribution means. For each time and frequency, we obtained 

p-values for rejecting null hypotheses of zero difference in means between pointwise 
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SdDTF and power estimates and respective temporal baseline means (-1 to -0.5 sec), 

as well as differences in means between conditions (Correct, Error trials), by 

examining quantiles at which zero occurred in the expected (bootstrap) distribution of 

differences between the two factors. 

3.6.3.7 Cluster averaging 

An initial estimate of population-level mean time-frequency SdDTF between 

each pair of clusters was obtained by averaging significant between-cluster 

connectivity estimates at each time and frequency (respecting the directionality of 

influence) across all subjects. Similarly, within-cluster mean auto-SdDTF and power 

spectral density was obtained by averaging SdDTF and spectral estimates across all 

sources within each cluster. 

3.6.3.8 MV-HBL Inference 

A number of studies have found evidence of increased response-locked delta-

band and theta-band power during and following response error commission (Luu, 

Tucker et al. 2004; Yordanova, Falkenstein et al. 2004; Trujillo and Allen 2007). 

Based on these findings, and our initial examination of population-level mean time-

frequency SdDTF from AP clustering, we focused our MV-HBL analysis on 

frequency-integrated SdDTF in the delta and theta (2-7 Hz) frequency bands for the 

Error-Correct contrast. For each subject, this yielded a 1-dimensional series of time-

varying Error-Correct SdDTF between each pair of ICs. Along with dipole locations, 
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these comprised the observed connectivity data used for subsequent MV-HBL 

population-level inference.  

MV-HBL currently does not support dual symmetric equivalent dipole 

solutions as this produces a mild paradox in which symmetric dipole pairs have 

maximal similarity in the connectivity domain (having identical IC time-series and 

dynamics) but low similarity in the spatial domain (being localized to opposite 

hemispheres). We are currently implementing a solution to this issue, but for the 

present study we addressed the problem by keeping only the left-hemisphere 

homologous dipole in each dual symmetric pair prior to MV-HBL analysis. 

Additionally, MV-HBL presently assumes each subject has at most one source 

assigned to each cluster. Our latent matrix of cluster assignments is initialized from 

the initial AP clustering solution. If, for a given subject, AP assigned more than one 

source to a cluster we kept only the first assigned source, and discarded the remaining 

sources. 

Prior to MV-HBL mixture model inference, low dimensional, smooth 

parameterizations of each connectivity time-series of length T = 56  were obtained via 

using FPCA B-spline smoothing. T / 2 = 28  B-spline knots were placed at equal 

intervals across the time-series support. We set the number of FPCA components to 4. 

Initial conditions and number of clusters for the MV-HBL mixture model were 

determined from the centroids and covariance matrices of the clusters previously 

obtained through Affinity Propagation (AP) (Section 3.6.3.3). Bayesian inference for 

smoothing and mixture models was performed using 1000 MCMC iterations with a 
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50% burn-in. Additional MV-HBL parameters were similar to those for simulated data 

(Table 3.1). 

3.6.4 Data Results 

3.6.4.1 Initial AP Clustering Results 

The initial AP clustering step identified 12 clusters, with spatial centroids and 

cluster-averaged IC topographic maps shown in Figure 3.9. Most probable Brodmann 

Area designations for the centroids (obtained via Talairach Daemon (Lancaster, 

Woldorff et al. 2000) with 6 mm precision) included (amongst other regions) BA30 

(Retrosplenial cortex), BA23 (Posterior Cingulate), BA32 (Anterior Cingulate), 

BA6/24 (Supplementary Motor Area / Middle Cingulate), BA9 (Left 

Dorsolateral/Medial Prefrontal Cortex), BA44 (Left Inferior Frontal Gyrus), BA3/4 

(Right Sensorimotor Cortex), BA31 (Posterior Cingulate) and BA3/4 (Left 

Sensorimotor Cortex).  

Figure 3.10 shows response-locked grand-average (N=24) ERPs, ERSP, and 

ITC for Correct and Error trial conditions, as well as between-condition differences, 

for a cluster with centroid localized within the middle cingulate cortex (MCC), 

possibly the posterior aspect of the rostral cingulate zone (RCZp). Error-Related 

Negativity (ERN, Ne: ~40ms) and late positivity (Pe: ~400ms) were observed 

following erroneous responses, but not correct responses. Concomitantly, significantly 

increased theta (3.5-7 Hz), delta (1-3.5 Hz) ERSP was observed following erroneous 

responses, relative to correct responses. A small, but significant, increase in beta (15-
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20 Hz) power was observed for correct responses, relative to erroneous responses. ITC 

analysis revealed no significant difference between Error and Correct conditions. 

Figure 3.11 shows baseline-subtracted VAR-based SdDTF and ERSP (1-9 Hz) 

for error trials, averaged over subjects for all clusters, as described in Section 3.6.3.7. 

VAR-based ERSP modulation in the theta and delta bands were consistent with that 

observed using wavelet analysis. In particular, we note increased early (peri-response) 

theta and later (post-response) delta for a number of clusters, including middle 

cingulate cortex (MCC/RCZp), posterior cingulate cortex (PCC), dorsolateral 

prefrontal cortex (PFC), and sensorimotor cortex (SM). Error-related SdDTF was most 

prominently observed as concomitant theta and delta-band outflow from the 

MCC/RCZp cluster to anterior cingulate cortex (ACC), PFC, PCC, and SM targets. 

Analysis of Error-Correct conditions differences demonstrated that theta and delta-

band ERSP and SdDTF outflow from MCC was greater following erroneous 

responses than for correct responses.  

Figure 3.12 shows a frame from a SIFT BrainMovie3D depicting between-

cluster mean connectivity estimates which are greater for Error than for Correct 

conditions. Edge size and color reflects the Error-Correct contrast, thresholded at 0, 

while node size indicates outflow. The rightmost panel shows corresponding 

Error-Correct Time-Frequency SdDTF from the MCC/RCZp cluster to all other 

clusters. These show a profile of theta and later delta SdDTF influences from MCC to 

cortical targets, including ACC/RCZa, PCC, left and right lateral frontal cortex, and 

sensorimotor cortex. ERSP is outlined in red border. We note that Error > Correct 
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outflow from MCC peaks ~250-400 ms following button presses. This is consistent 

with the timing of the late positivity (Pe) also associated with error responses (Luu, 

Tucker et al. 2004). However, we note that feedback was delivered on average 240ms 

following button presses. Thus, this may reflect a composition of the response of the 

cortical system to negative feedback, as well as the initial error commission (Holroyd 

and Coles 2002). Due to the low frequencies of interest, requiring a relatively long 

time window to spectrally resolve, we could not presently address this temporal 

confound between cortical dynamics related to the initial error response and those 

related to the feedback. Dissociating response- and feedback-related network activity 

will be the topic of a subsequent analysis. 

3.6.4.2 MV-HBL Inference Results 

Figure 3.16 plots the mean posterior spatial locations (i.e. cluster centroids) 

and standard deviations of nodes, as inferred by MV-HBL. Final node locations were 

similar to initial conditions, but slightly more central, with anterior, middle, and 

posterior cingulate nodes, as well as somatomotor and occipital cortices. There was 

substantial heteroscedasticity across cluster variances with some clusters 

encompassing a broad region of cortex, while others remained highly focal. We note 

that spatial variability was lowest for clusters with cingulate-localized centroids. 

In order to examine event-related connectivity, for each posterior connectivity 

sample we subtracted the respective mean SdDTF over a baseline interval of [-1 to 

-0.25] sec. A connectivity edge was deemed significantly non-zero if the lower edge of 
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the quantile-based central 95% credible interval of the baseline-subtracted posterior 

distribution was greater than zero (i.e. event-related SdDTF was significantly greater 

for Error trials than for Correct trials).  

Figure 3.14 plots two views of a frame of a BrainMovie3D visualizing 

posterior means of the inferred population level Error - Correct connectivity graph at 

time t=344 ms following button presses. Only significantly non-zero edges are shown 

(Error > Correct). We observe that MCC (node #9) emerged as a dominant hub around 

the latency of the Pe (or, alternatively, 100ms following feedback, at the latency of the 

Ne) for this time window was strongly driving medial prefrontal cortex / ACC (node 

#12).  

Since MV-HBL furnishes posterior distributions on the indicator variables Z 

assigning subject-level sources to nodes of the population graph, we are not limited to 

studying the entire graph G , but can analyze subgraphs of G  e.g. each node of which 

has at least a Pc proportion of subjects with Ps or higher probability of having an 

observed source drawn from the node's distribution (i.e. assigned to the node's 

population level cluster). We extracted the subgraph for which Pc =33% and Ps=50%, 

corresponding to a subgraph that was relatively likely to be observed in a reasonably 

large number of subjects. Of the 12 original nodes, this yielded 8 nodes localized 

primarily to MCC and surrounding regions, sensorimotor cortex, posterior cingulate, 

and occipital cortices with Brodmann Area designations as follows: 1 (BA 31), 2 (BA 

18), 3 (BA 31), 4 (BA 2), 5 (BA 4), 6 (BA 40), 7 (BA 24), 8 (BA 32). Similar to 

Figure 3.14, Figure 3.15 displays two views of the probabilistic subgraph's node 
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locations and post-response/feedback connectivity at t=398 ms. As before, MCC 

comprises the dominant outflow hub, interacting primarily with sensorimotor and 

occipital nodes at this time point. 

Figure 3.16 plots all time-varying SdDTF posterior means (white traces) and 

95% credible intervals (gray shaded regions) of the population subgraph. We can 

clearly see a profile of increased significant outflow from MCC (node #7) 

immediately before, during, and following responses made in error. Targets include 

sensorimotor cortex, occipital and posterior cingulate cortex, and anterior cingulate. 

MCC also showed large self-connectivity amplitude following error commission, 

which can be regarded as intrinsic power unrelated to inputs from other nodes. We 

note a caveat in that, even in cases where posterior means were large, confidence 

intervals were typically quite broad, decreasing our confidence in the estimated means. 

The excessively diffuse posteriors may be due to a number of factors, including the 

choice of prior distribution hyperparameters, large outliers in the subject-level 

connectivity data, or less-than-optimal clustering with frequent cluster reassignments 

for successive MCMC samples. Future work will focus on characterizing these issues 

and further improving model performance. 

3.7 Discussion and Conclusions 

In this chapter we developed a hierarchical Bayesian spatiotemporal mixture 

model framework (MV-HBL) in which localized source processes are modeled as 

arising from a mixture distribution of spatial coordinates and time-varying 
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multivariate connectivity (or low-dimensional smooth parameterizations thereof). Our 

MV-HBL approach non-parametrically estimates (via an MCMC algorithm) posterior 

probability distributions of spatial locations and time-varying directed connectivity 

among localized sources, with implicit imputation of missing data. This allows an 

analyst to address a range of experimental questions. Importantly, however, this 

method yields posterior distributions, conditional on a set of latent indicator variables 

assigning subject-level sources to latent groups (i.e. clusters) and for which the 

method also furnishes probability distributions (cluster membership is thus 

probabilistic). As such, the method is not limited only to comparing expected values 

between populations of subjects or between conditions, but allows the analyst to 

carefully examine individual variability within populations or sub-populations, which 

may yield critical insights into individual differences in brain dynamics and behavior 

within a population.  

We demonstrated the efficacy of MV-HBL in anatomically informed 

simulations with varying amounts of missing data (0% to 60% missing sources, 0% to 

84% missing edges). For up to 50% missing sources, the method performed well in 

inferring the structure of latent population-level connectivity graphs (node spatial 

locations and time-varying connectivity edges). MV-HBL yielded high predictive 

power in detecting the presence/absence of connectivity (AUC > 0.99) as well as the 

strength of non-zero connectivity amplitude. The method also accurately recovered the 

spatial locations of population level nodes (cluster centroids), yielding mean Euclidean 

distances of 3-5mm to ground truth node locations. Performance decreased 
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substantially as the amount of missing sources increased above 50%. Future work will 

focus on characterizing the causes and potential remedies for performance 

degradation. However, we note that even with 50% missing sources, the number of 

observations (subject level sources) drawn from a given population level cluster can 

be quite small (as few as 2-3), posing a substantial challenge for accurate inference of 

posterior distributions.  

In addition to simulation-based assessment, we tested the model on a 24-

subject multi-subject real EEG study, where we examined network dynamics 

underlying error commission in an ERN-producing task. We demonstrated the 

emergence of statistically significant 2-7 Hz (delta- and theta-band) time-varying 

causal relationships between MCC and cortical and cingulate structures, including 

ACC, sensorimotor cortex, posterior cingulate, and occipital cortex, which was 

significantly increased following erroneous button presses and subsequent feedback, 

relative to correct button presses. This is consistent with prior studies which have 

found evidence of increased response-locked delta-band and theta-band power during 

and following response error commission (Luu, Tucker et al. 2004; Yordanova, 

Falkenstein et al. 2004; Trujillo and Allen 2007) and is consistent with a putative role 

of MCC as a hub in which information about reinforcers can be linked to motor 

centers responsible for monitoring and executing goal-directed behavior (Shackman, 

Salomons et al. 2011). Convergent evidence from anatomical and functional studies 

indicates the cingulate cortex is segregated into functional regions, with rich 

interconnectivity between cingulate areas and with other cortical and sub-cortical 



 

 

172 

structures (Barbas and Pandya 1989; Vogt and Vogt 2003; Torta and Cauda 2011; Yu, 

Zhou et al. 2011)). In particular, as reviewed in (Yu, Zhou et al. 2011), the MCC 

exhibits rich anatomical and functional interconnectivity with SMA, ACC, PCC, 

dorsal prefrontal cortex, and sensorimotor cortices. The MCC and (pre)-SMA are 

strongly activated during conflict monitoring and error processing and MCC is thought 

to represent a generator of the ERN (Dehaene, Posner et al. 1994; Dikman and Allen 

2000; Luu, Tucker et al. 2004). Our MV-HBL results were generally consistent with 

this theoretical and experimental evidence; however further investigation into the topic 

is warranted and is the subject of ongoing study. We additionally note that the 

equivalent dipole source localization leveraged in this study was likely suboptimal, 

with sources (and consequently, cluster centroids) localized deeper than one would 

expect for cortical origins. This issue has been previously studied (Acar and Makeig 

2013) and improved localization of sources to cortical tissue prior to MV-HBL, for 

instance using constrained localization methods and more accurate forward head 

models, should yield more fruitful insight into the precise cortical regions and 

networks implicated in error processing. 

The presented MV-HBL model represents a first step which can be further 

improved upon. Our FPCA smoothing step currently supports 1-dimensional (e.g. 

time- or frequency-varying) connectivity. However, we are currently working on 

expanding this to the 2D time-frequency plane using a tensor product of 1D splines 

(allowing different degrees of smoothing across time or frequency). Alternatively, if 

the connectivity measure is derived from a parametric model, such as a vector 
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autoregressive model, one might perform MV-HBL inference directly on sequences of 

parameters that describe interactions between processes, and obtain time-frequency 

connectivity estimates from population-level model parameters. We note that if the 

model parameters are dependent or badly scaled, they may be transformed to an 

orthonormal basis prior to MV-HBL, and back-transformed prior to deriving 

connectivity measures. Appropriate selection of the number of clusters also remains an 

area of future investigation. This is a general challenge across all clustering 

algorithms. We currently provide the option to use Affinity Propagation, applied to a 

source coordinate distance matrix, to automatically determine an initial number of 

clusters. However, we recognize that this is not uniformly optimal. We are currently 

investigating the use of a Dirichlet hyperprior to automatically select the optimal 

number of clusters as in (Ishwaran and James 2002). The method also can be adapted 

to gracefully handle outliers by the use of a non-Gaussian prior distribution, such as 

Student's t distribution. This should help improve the confidence interval estimates 

from those shown above. Finally, while in this example prior distribution parameters 

were determined using mean and covariance information from an initial clustering 

step, it is straightforward to incorporate biologically-plausible priors for source 

locations and dispersion, which can be determined via existing numerical simulation 

data (e.g. (Acar and Makeig 2013)) as well as task-specific prior expectations. The 

method can also be extended naturally to modeling statistical interactions between 

multiple experimental conditions via hierarchical modeling, which is a current avenue 

of research for us. 
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We expect the proposed MV-HBL algorithm will have a particularly 

significant impact on the ability to flexibly obtain robust population-level inferences 

and statistics on the spatiotemporal dynamics and interactions of point-process 

(dipolar) sources, between and within subject populations. However, the approach 

may also have utility when used with distributed source localization algorithms and 

we plan to explore its use with sparse source distributions obtained from Sparse 

Bayesian Learning. 
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3.9 Figures 

 

Figure 3.1 A graphical schematic of the MV-HBL hierarchical architecture. The 
observed data here is comprised of dipole spatial coordinates (S) and low dimensional, 
smooth FPCA B-spline parameterization (B) characterizing the effective connectivity 
(C) derived (e.g.) from MVAR modeling of EEG source time-series (Y). Latent 
indicator variables (Z) assign subject-level observations to groups allowing 
characterization of the empirical probability of any subgraph (source dipole locations 
and connectivity) in the union of all subject-level graphs. 
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Figure 3.2 Simulated "ground truth" source locations for M=6 clusters and N=10 
subjects. Cluster means and standard deviations (ellipsoidal shell) are shown along 
with sampled source locations for all subjects (no missing data). 
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Figure 3.3 (Top) Simulated "ground truth" connectivity between nodes of population-
level graph. Each cell shows time-varying connectivity from the column-indexed node 
to the row-indexed node. Node spatial locations are on marginals (with corresponding 
atlas ROIs colored).  Gray shaded region in each cell shows the standard deviation of 
Gaussian distribution from which subject-level connectivity edges were drawn. 
(Bottom) Connectivity for a random subject drawn from the population-level graph 
with 10% missing dipoles across the subject group. This subject had 1/6≈17% missing 
sources, yielding 11/36≈30% missing time-varying connectivity edges.   
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Table 3.1 Key parameters for inference on simulated data 

  
FPCA Smoothing 
Number of Principal Components 4 
Number of B-spline knots 5+2 
MCMC iterations 100 
Burn-in 50% 
Thinning Factor None 
Posterior mean orthonormalization Enabled 
Hyperparameters: 
ς (FPCA coefficients prior variance) 10000 (uninformative) 
a (shape of σ2

ε hyperprior)  0.01 
b (scale of σ2

ε hyperprior) 0.01 
Initial value of σ2

ε 0.1 
Initialization (Clustering) 
Algorithm Affinity Propagation 
Number of Clusters 6 
Mixture Model 
MCMC iterations 1000 
Burn-in 50% 
Thinning Factor 2 
Hyperparameters: 
ς (variance of prior on connectivity means) 10000 (uninformative) 
a (shape of connectivity dispersion hyperprior) 1 
b (scale of connectivity dispersion hyperprior) 0.05 
m (mean of node location hyperprior) determined from initial clustering 
η (d.o.f. of node location variance hyperprior) determined from initial clustering 
Ψ (scale of node location variance hyperprior) determined from initial clustering 
Initial value of Σs,k (node spatial covariance) determined from initial clustering 
Initial value of z0 (cluster assignments) determined from initial clustering 
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Figure 3.4 MV-HBL performance metrics for varying amounts of missing dipoles and 
connectivity edges. (Top) Proportion of non-zero connectivity estimates for which the 
estimated 95% credible interval contained ground truth connectivity and did not 
contain zero. (Middle) Area under the ROC curve for correctly detecting 
presence/absence of connectivity. Non-zero connectivity is indicated if the lower edge 
of the 95% credible interval about the posterior mean of estimated connectivity is 
greater than zero. Horizontal dashed line indicates chance detection level (AUC=0.5). 
(Bottom) mean Euclidean distance (mm) between spatial locations of Ground Truth 
centroids and those estimated by MV-HBL and AP clustering, with the mean taken 
over all centroids. Note that, for up to 50% missing sources, MV-HBL consistently 
yielded a smaller average localization error than AP.   
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Figure 3.5 Receiver operating characteristic (ROC) curves for detecting non-zero 
causality with varying amounts of missing data (0% to 60% missing sources). 
Reference measure is the lower edge of the 95% credible interval about the posterior 
mean of estimated connectivity. Dashed line reflects the line of no-discrimination 
(chance detection).   
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Figure 3.6 Posterior estimates for population-level connectivity and spatial locations 
with 10% missing sources. Gray shading indicates central quantile-based 95% credible 
intervals (CI) for estimated connectivity posterior distributions. Solid dark lines plot 
the ground truth (GT) connectivity. If the lower edge of a CI exceeds 0, then we infer 
non-zero connectivity with at least 95% probability. In this case, for all node pairs and 
time-points, binary presence/absence of connectivity was correctly classified, yielding 
an area under the ROC curve of 1. Additionally the estimated CIs were relatively 
narrow and centered around the respective Ground Truth connectivity indicating good 
sensitivity and specificity for detection of GT connectivity strength.  
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Figure 3.7 Ground truth (right) and MV-HBL estimated (left) cluster centroids and 
covariance matrices following application of MV-HBL. Source locations for all 
subjects are superimposed and color-coded by ground truth cluster membership. 
Simulation dataset is the same as in preceding figures (10% missing sources). Bottom 
panel plots markers indicating cluster centroids for ground truth (G), MV-HBL (X), 
and AP initial clustering (I). Note that MV-HBL centroids were consistently closer to 
(and never further from) ground truth than for AP clustering.   
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Figure 3.8 A design schematic of the two-back with feedback continuous performance 
task used in this study.    
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Figure 3.9 (a) MNI dipole locations for the 246 selected components, across all 
subjects, color-coded by cluster membership. (b) MNI locations of cluster centroids  
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Figure 3.10 Montage showing grand-average response-locked ERP, ERSP, and ITC 
for a cluster of IC sources localized in or near RCZp.  (a) cluster dipole solution and 
mean scalp projection. (b) ERP for correct (green) and erroneous (red) responses. 
Shading indicates regions in which ERPs for correct and error trials significantly differ 
(p<0.05). Error-related negativity (Ne: ~40ms) and late positivity (Pe: ~400ms) are 
clearly visible for error responses. (c) ERSP plots show significant power modulation 
in the theta, delta, and beta bands, with increased early theta and late delta power 
modulation following erroneous responses. ITC analysis revealed no significant 
difference between Error and Correct conditions. Vertical lines denote latency of 
button press. Mean auditory feedback latency was 240 ms. 
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Figure 3.11 Time-Frequency Grid showing event-related grand-average (N=24) 
SdDTF and ERSP for error trials from 1-9 Hz. The baseline here is -1 to -0.5 sec. Each 
off-diagonal cell shows time-frequency SdDTF from the respective column cluster to 
row cluster. The diagonal cells (red border) show ERSP for each cluster. Cluster 
centroids are shown on column and row marginals, along with number of subjects in 
each cluster. Vertical dashed lines indicate latency of button press (t=0 ms). Mean 
auditory feedback latency was 240 ms. Horizontal gray lines delineate 4 Hz and 7 Hz. 
Information flow between clusters was obtained by separately averaging time-
frequency SdDTF for all significant outgoing and incoming connectivity (across all 
subjects) between each pair of clusters.  
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Figure 3.12 (left) A frame from a BrainMovie3D showing increased delta and theta 
causal outflow from RCZp following erroneous responses. Edge size and color reflects 
average SdDTF between each pair of clusters for Error-Correct, thresholded at 0. 
Node size and color depicts concomitant outflow. Parenthetical numbering by each 
node label denotes the number of subjects in the corresponding cluster. (right) 
Corresponding time-frequency maps showing early theta and late delta SdDTF 
influences from MCC (RCZp) to cortical targets, including ACC (RCZa), PCC, left 
and right lateral frontal cortex, and sensorimotor cortex. MCC ERSP is outlined in red. 
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Figure 3.13 Mean posterior node locations (cluster centroids) and spatial standard 
deviations inferred by MV-HBL. Node locations were converted to MNI coordinates 
and superimposed on the MNI template brain. Bottom panel additionally renders the 
translucent surface of the inner skull. 
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Figure 3.14 Two views of a frame of a BrainMovie3D visualizing posterior means of 
the population level connectivity graph at time t=344 ms following button presses for 
the baseline-subtracted Error-Correct contrast. The baseline here was [-1 to -0.25] sec. 
Node color is mapped to causal flow (outflow–inflow) so that warm-colored nodes are 
driving more than being driven, and vs. versa for cool colored nodes. Node size is 
mapped to outflow. Edge size and color reflect magnitude of the Error-Correct 
difference (large, red edges indicate large Error-related effect size). Only significantly 
non-zero edges are shown, where an edge is deemed significant if the lower edge of 
the 95% credible interval of its baseline-subtracted posterior distribution is greater 
than zero. Cortex is colored by LONI probabilistic atlas labeling. Bottom panel shows 
time-varying causal flow for all nodes; red (white) vertical dashed lines indicate 
button press and mean feedback latency; shaded region indicates length of sliding 
window used for time-varying VAR modeling and connectivity estimation. 
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Figure 3.15 Two views of a frame of a BrainMovie3D visualizing a probabilistic 
subgraph at time t=398 ms following button press. For each node of the subgraph, at 
least Pc=33% of subjects had a greater than Ps=50% probability of having an observed 
source drawn from that node's distribution. Node color is mapped to causal flow 
(outflow–inflow) so that warm-colored nodes are driving other nodes more than being 
driven, and vs. versa for cool colored nodes. Node size is mapped to outflow. Only 
significantly non-zero, positive-valued edges are shown. Edge size and color reflect 
the magnitude of the Error-Correct difference. Cortex is colored by LONI probabilistic 
atlas labeling. Bottom panel shows time-varying causal flow for all nodes; red (white) 
vertical dashed lines indicate button press and mean feedback latency; shaded region 
indicates length of sliding window used for time-varying VAR modeling and 
connectivity estimation. 
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Figure 3.16 Baseline-subtracted Error-Correct time-varying population level SdDTF 
posterior means (white trace) and 95% credible intervals (gray shaded region) of the 
subgraph shown in the previous figure. Locations of cluster centroids with most 
probable Brodmann Area anatomical designations (Talairach Daemon) are shown on 
the marginals. Translucent red boxes at bottom of each cell indicate time intervals 
where there is a greater than 95% probability that the baseline-corrected Error–Correct 
contrast is greater than zero (i.e. 95% CI do not overlap zero). The baseline interval 
here was [-1 to -0.25] sec. Note the significant outflow from nodes near the dorsal 
anterior / middle cingulate cortex (MCC: BA24, node #7) following error responses 
and feedback. 
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Chapter 4  

Modeling Cortical Source Dynamics 

and Interactions During Seizure 

 

4.1  Abstract 

Mapping the dynamics and spatial topography of brain source processes 

critically involved in initiating and propagating seizure activity is critical for effective 

epilepsy diagnosis, intervention, and treatment. In this report we analyze neuronal 

dynamics before and during epileptic seizures using adaptive multivariate 

autoregressive (VAR) models applied to maximally-independent (ICA) sources of 

intracranial EEG (iEEG, ECoG) data recorded from subdural electrodes implanted in a 

human patient for evaluation of surgery for epilepsy. We visualize the spatial 

distribution of causal sources and sinks of ictal activity on the cortical surface (gyral 

and sulcal) using a novel combination of multivariate Granger-causal and graph-

theoretic metrics applied to ICA sources, combined with distributed source 

localization by Sparse Bayesian Learning with a multi-scale patch basis. This analysis 

reveals and visualizes distinct, seizure stage-dependent shifts in inter-component 
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spatiotemporal dynamics and connectivity including the clinically-identified epileptic 

foci. 

4.2  Introduction 

Nearly 5% of patients with epilepsy are potential candidates for surgical 

treatment. Surgery for epilepsy can have a good chance of success if the brain 

region(s) generating seizures can be accurately localized. For this purpose, in selected 

cases recordings are acquired using intracranial (subdural and/or depth electrode) 

recording for pre-surgical evaluation. Here we describe some recent preliminary 

assays of the spatial and time-frequency dynamics of seizure generation and 

propagation in an intracranial EEG recording by Dr. Worrell at the Mayo Clinic 

(Rochester MN). 

Under suitable conditions, a time-varying vector autoregressive (VAR) model 

provides a useful model for the analysis of oscillatory structure in stochastic time 

series (Burg 1975) including brain electrical activity. From the VAR coefficients, we 

can obtain a number of useful quantities describing the spectral dynamics and causal 

relationships between elements of the system under observation. One proposed 

approach for identifying epileptic foci involves fitting VAR models to channel data 

and identifying electrodes that exert strong influence on other electrodes using the 

normalized Directed Transfer Function (DTF) (e.g. (Ge, Jiang et al. 2007),(Wilke, 

Ding et al. 2008)). Here we use the short-time direct DTF (SdDTF) (Korzeniewska, 

Crainiceanu et al. 2008) which measures direct (conditional) Granger-causal 
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influences within a system of observed variables and normalizes over all outflows and 

inflows across all given time points and frequencies, making it possible to directly 

compare the amplitudes of the resulting causal measures across sources, time periods, 

and frequencies. 

Volume conduction and relatively large inter-electrode distances can frustrate 

precise identification of epileptic foci as well as interpretation of inter-regional 

connectivity when considering only iEEG channel time-series. When the number of 

electrodes is large, the quality of a VAR model fit may additionally suffer. To reduce 

dimensionality and minimize effects of volume conduction, we apply SdDTF to 

partially-dependent component subspaces of an Infomax Independent Component 

Analysis (ICA) model trained on ECoG data collected before, during, and after two 

seizure periods. Note that while Infomax ICA is most effective at separating fully 

independent sources, it has also been shown to be successful at separating sources 

exhibiting various forms of partial dependency (Hyvarinen, Karhunen et al. 2001; 

Palmer and Makeig 2010). To identify the cortical regions critically participating in 

seizure generation and propagation, we apply Sparse Bayesian Learning (SBL) and a 

multi-scale patch-basis source solution (Acar, Worrell et al. 2009), (Acar, Makeig et 

al. 2008), (Acar, Palmer et al. 2011) to the maximally-independent source process 

projections, allowing us to directly visualize source and sink areas of multivariate 

Granger-causal influence on the cortical surface. The procedure, with relevant 

equations, is graphically outlined in Figure 4.1. 
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4.3  Theory 

4.3.1  Source Separation and Sparse Multi-scale Localization 

Let    xt = [xt
(1)…xt

( M ) ]T  be an M-channel vector of iEEG potentials recorded at 

time t. We can model tx  as a noiseless linear instantaneous mixture of Q ≤ M latent 

brain sources with activations    st = [st
(1)…st

(Q ) ]T , where =t tx As  with  M !Q  mixing 

matrix A . Estimates of A  and ts  can be “blindly” obtained by ICA (Bell and 

Sejnowski 1995), which seeks to maximize the independence of assumed non-

Gaussian sources ts . This approach has been demonstrated to be effective at 

separating both brain and non-brain sources of EEG and also iEEG activity (Makeig, 

Bell et al. 1996). We denote each column of A ( qA ) the loading vector (or component 

map) of the thq  independent component (IC) and the time course of the estimated 

sources ts  we denote IC activations.  

Following (Ramirez and Makeig 2007; Acar, Worrell et al. 2009), we model 

each IC source as arising from a sparse, distributed collection of overlapping multi-

scale Gaussian-shaped patches of cortical tissue (Figure 4.2). Our objective is to find 

the sum of the smallest number of patches (a sparse multi-scale basis) which best 

explains a given observed IC’s component map. This approach flexibly takes into 

account both local smoothness (via Gaussian basis functions) and global sparsity of 

the cortical current distribution for a given IC.  We now explain the procedure in 

further detail: 
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4.3.1.1  Patch basis dictionary construction and BEM forward model 

For a cortical surface with V mesh vertices, the Gaussian patch dictionary at 

the kth scale level is defined by a V !V  sparse matrix 
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Eq 4.1 

where the jth column contains the V spatial coefficients for a canonical truncated 

Gaussian basis function (“patch”), with radius rk, k !{1…K} , centered at the jth mesh 

vertex. The patch coefficients are given by  

Wij
(k ) = ! (Dij ," k ) =

1
2#" k

2
exp $

Dij
2

2" k
2

%
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(

)*  

Eq 4.2 

where Dij is the geodesic distance (Euclidean distance on inflated surface) between the 

ith and jth
 cortical mesh vertices. A patch is truncated at a specified radius by setting 

Dij = !  for Dij >rk. We define the Gaussian standard deviation to be ! k = rk / 3  so that 

all patches have a nominal radius of 3 standard deviations. The multi-scale patch 

dictionary [W (1)…W (K ) ]V!KV  is thus comprised of sets of  K  differentially scaled 

patches centered at each of V  cortical mesh vertices. 
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We construct an electrical forward model from the patient’s CT/MR images, 

using the Boundary Element Method (BEM). The method yields an M !V  lead-field 

(forward) matrix, L, describing current propagation from V cortical dipolar sources to 

M iEEG channels, accounting for distinct conductivities of cortical tissue, ECoG grid, 

scalp, and skull (Figure 4.3). Finally, we construct an augmented forward matrix 

   
!L = [LW (1)…LW ( K ) ]M!KV which further takes into account the multi-scale patch 

geometry. Additional details on the construction of  !L  may be found in (Acar, Worrell 

et al. 2009), (Acar, Palmer et al. 2011),(Acar, Makeig et al. 2008). 

4.3.1.2  Distributed sparse inverse model 

For each IC source    q !{1…Q}  we seek a solution to the multi-scale distributed 

source localization problem 

    
Aq = !L !Hq + !  

Eq 4.3 

where !  is a zero-mean Gaussian noise process, and 
  
!Hq  is a [KV !1]  vector of 

weights reflecting the amplitude of each of the KV source patches. Since   !L  is fat, the 

solution to Eq 4.3 is ill conditioned. However, by assuming 
  
!Hq  is sparse, we may 

obtain a unique solution by applying Sparse Bayesian Learning (Wipf, Ramirez et al. 

2007). Following SBL estimation of 
  
!Hq , we sum weights across spatial scales to 

produce a   V !1  weight matrix Hq: 
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Hq = reshape( !Hq )V!K

Hq = Hq(",k )
k=1

K

#
.

 

Eq 4.4 

Finally, we may obtain the   [V !T ]  matrix, qP , of time-varying cortical current 

densities for the qth IC via Pq = HqSq , where Sq = [s1
(q)…sT

(q) ]1!T  is the activation time-

series for the qth IC. 

4.3.2  Dynamical System Identification and Topological Analysis 

Once IC source activations are obtained, we may regard these as observed 

outputs of a neuronal dynamical system. We are interested in estimating properties of 

this system, including spectral amplitude and directed linear interactions between 

sources. Figure 4.4 illustrates our procedure for dynamical system identification and 

network topological analysis. Although the underlying micro-scale neuronal system 

dynamics are generally non-linear, we may approximate the meso- or macro-scale IC 

system dynamics with locally-linear (e.g. linear autoregressive) models. This provides 

a framework from which we can derive well-studied quantities such as spectral 

perturbation and Granger causality. Topological characteristics of resultant time- and 

frequency-varying causal networks can be assessed using graph-theoretic approaches, 

including metrics of net causal influence and asymmetry. The following sections 

further detail these procedures. 
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4.3.2.1 Adaptive multivariate autoregressive modeling 

Assuming that    S = [s1…sN ]  is a  Q -dimensional zero-mean weakly-stationary 

stochastic process of length  N , we can model the linear dynamics of the state vector 

   st = [st
(1)…st

(Q ) ]T  as a vector autoregressive (VAR[ p ]) process of order p :  

  
st =

l=1

p! Blst"l + ut , where   ut !"
N#1  is a zero-mean white noise process with 

covariance matrix = T
t tu uΣ . 

The coefficient matrices,  Bl , can be estimated using a number of approaches, 

including multivariate ordinary and stepwise least-squares approaches, lattice 

algorithms (e.g. Vieira-Morf) or state-space models (Kalman filtering) (Lütkepohl 

2006). Neumaier and Schneider (Schneider and Neumaier 2001) provide an efficient 

stepwise least-squares algorithm (ARfit) which we use here. To account for non-

stationarity of S, we model the time-varying cortical dynamics using a simple 

segmentation approach in which we fit separate VAR[ p ] models to a sequence of 

highly-overlapping locally-stationary windows (Jansen, Bourne et al. 1981). 

4.3.2.2 Short-time Direct Directed Transfer Function 

The Short-time Direct Directed Transfer Function (SdDTF) (Korzeniewska, 

Crainiceanu et al. 2008) from process j  to i  is obtained from a fitted VAR[ p ] model 

by  
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Eq 4.5 

Here   H ( f ) = B!1( f ) , is the transfer function of the system, with system matrix 

  
B( f ) =

l=0

p! B̂le
" i2# fl ,   B̂l = !Bl ,  B̂0 = I , and spectral density matrix 

  S( f ) = H ( f )!H *( f ) . 

  

Pij ( f ) =
Sij

!1( f )

Sii
!1( f )S jj

!1( f )
 is the partial coherence between 

processes i  and j . It can be shown that 2 ( , )ij f tη  will be nonzero if and only if there 

exists a direct linear causal influence from jX  to iX  at time t  and frequency f  

(Korzeniewska, Crainiceanu et al. 2008). 

4.3.2.3 Graph-theoretic measures 

The aforementioned VAR dynamical model can be conveniently represented as 

a graphical model, wherein processes are represented by nodes and causal interactions 

by directed edges. In this framework, topological characteristics of the dynamical 

system may be summarized using graph-theoretic concepts. In particular, the causal 

participation of process j  within the rest of the system can be represented by 

measures such as Outflow 
  
! j =

i=1

Q" #ij
2( ) , Inflow 

  
! i =

j=1

Q" #ij
2( ) , Causal flow 

( )=i i iF Ω −ϒ , and Causal asymmetry ratio = i i
i

i i

R
⎛ ⎞Ω −ϒ
⎜ ⎟Ω +ϒ⎝ ⎠

. Outflow characterizes 
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the influence of a node on the rest of the system, while the degree to which a node is 

driven by other elements of the system is represented by the inflow. The causal flow 

and causal asymmetry ratios represent asymmetry in causal influence of a given node. 

Large positive values of iF  (or =1iR ) indicate a causal source (a driving process) 

while large negative values (or = 1iR − ) indicate a causal sink. Values near zero 

indicate balanced inflow and outflow or nonsignificant flow. These quantities can be 

useful for identifying processes implicated in initiating and maintaining seizure. For 

instance, cortical processes exhibiting large positive causal flow early in seizure may 

suggest an ictogenic nature, and therefore delineating these regions of cortex may 

better indicate the ictal onset zone than power analysis, which may not discriminate 

between processes responsible for initiating and driving a seizure from those being 

passively driven (Lemieux, Daunizeau et al. 2011).  

4.3.3  Visualizing IC dynamics on the cortical surface 

We model the linear dynamics of and residual interdependencies between IC 

sources by fitting a VAR[ p ] model to the IC activations. While it may seem that 

physical (e.g., Granger-causal) interactions between and statistical independence of 

source processes (as assumed by ICA) are contradictory assumptions, it can be shown 

that weakly, partially, or transiently dependent processes may still be separated under 

general indepedence assumptions (Schleimer 2007; Palmer and Makeig 2010; 

Hyvarinen 2013) Further Infomax ICA only explicitly minimizes instantaneous 

dependencies, and time-delayed dependencies (e.g., Granger-causal influences) may 



 

 

202 

be generally preserved, typically within low-dimensional component subspaces 

distinct from other non-affected source processes. 

To obtain an estimate at each cortical surface mesh element of outflow, causal 

flow, spectral density or any other univariate measure !  derived from the VAR[ p ] 

model, we can simply multiply the estimate of qΦ  computed for the thq  IC by qH . If 

we wish to preserve the sign of qΦ  at each element, we may take the absolute value of 

the source weights qH  before this projection. When projecting measures for multiple 

ICs simultaneously, the weighted contributions from each IC are summed at each 

cortical surface element, normalizing each qH  to have a maximum of 1 to preserve 

the relative amplitudes of projected measures for different component processes. 

4.4  Data collection and modeling 

Intracranial EEG was collected from a patient undergoing presurgical 

evaluation at The Mayo Clinic (Rochester, MN). The patient presented with seizures 

due to a porencephalic cyst in the fronto-parietal brain. Seventy-eight channel iEEG 

data was collected at a sampling rate of 500 Hz during drowsy resting. We selected for 

analysis a 16-minute epoch of data containing two seizure bursts, each lasting about 2 

minutes. The data were decomposed by extended Infomax ICA into 78 maximally-

independent processes. Patient MRI and CT images and raw channel data are depicted 

in Figure 4.5. By visual inspection, 16 ICs were identified as exhibiting clear 

epileptiform activity; remaining ICs were ignored for present purposes. The selected 
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ictal ICs were then localized as described in Section 4.3.1 and in (Acar, Worrell et al. 

2009),(Ramirez and Makeig 2007). 

The time courses of the ictal ICs were downsampled to 256 Hz after 

application of a zero-phase FIR antialiasing filter. Each IC activation sequence was 

then independently z-normalized. A 16-dimensional VAR[7] model was fit to the 

normalized IC activations using ARFIT stepwise least-squares (Schneider and 

Neumaier 2001). An adaptive model was realized using a 15-sec sliding window with 

1-s step size. The model order ( p =7) was selected based on inspection of the 

distribution, over all windows, of model orders that minimized the Hannan-Quinn 

information criterion. For each window, the power spectral density and SdDTF 

estimators were obtained from the model coefficient and noise covariance matrices, as 

described in Section 4.3.2. Statistical significance of causality was assessed by 

reference to a surrogate null distribution constructed by repeatedly (500x) fourier 

transforming each time series, replacing the phases at each frequency with uniformly 

random numbers in [ , ]π π−  and applying the inverse fourier transform (Theiler 1992). 

This destroyed all phase structure in each time-series, while preserving its power 

spectrum. Outflow, Inflow, Causal Flow, and Asymmetry Ratio were thus derived 

from significantly non-zero SdDTF estimates.  

4.5  Results 

Figure 4.6 shows the time course of activations of the selected ICs around the 

gradated onset (left) and abrupt offset (right) of the first seizure. IC12 exhibits earliest 
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onset of ictal activity, followed closely by ICs 1, 11 and 13. Figure 4.7 shows the 

weights of the SBL inverse solutions obtained from corresponding IC component 

maps. Here sources are grouped into clusters based on residual pairwise mutual 

information (PMI) (Acar, Palmer et al. 2011). We observe distinct spatial distributions 

of the sources and corresponding clusters, which we categorize as prefrontal (ICs 3,5), 

dorsofrontal (ICs 1,9,12), precentral (ICs 2,4,6,8,10,11,13), and postcentral (IC 7). We 

note that, while some ICs exhibit distributed SBL solutions, frontal sources showing 

earliest ictal onset were compactly localized to gyri or sulci within the putative 

(resected) epileptogenic zone. 

Figure 4.8 shows a Time-Frequency Grid representation of SdDTF between all 

sources across time and frequency (off-diagonal) as well as spectral perturbation 

(diagonal). Spectral power and SdDTF are shown relative to the mean of a pre-seizure 

baseline. Our analysis revealed significant multi-stage spectral power and SdDTF 

interactions between IC processes during the seizure in the theta, alpha, and beta 

frequency ranges. At least three distinct stages emerged during the seizure, as 

highlighted in panels (c-d) and the graphical model cartoon of Figure 4.8.  

IC12 accounted for prominent inter-ictal discharges (IEDs) at the epileptogenic 

zone, but, interestingly, did not appear to be a dominant causal outflow hub in early 

phases of the seizure. Rather, cortical sources on a neighboring gyrus (ICs 1, 9) 

emerged as dominant causal drivers in the first stage. These interacted strongly with 

each other and with a prefrontal source (IC 5) in the early stage of the seizure (Figure 

4.8b). The causal roles reverse in the middle seizure stage, where IC5 dominates with 
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feedback into ICs 1,9 (Figure 4.8c). In a final late seizure stage, IC is joined by other 

frontal sources (including ICs 1,9) in strongly driving posterior (precentral and 

postcentral) sources, including IC 4 (Figure 4.8d). The seizure then abruptly 

terminates. These network motifs repeats in the second seizure, albeit with an 

abbreviated final stage. A subset of these stage-dependent motifs is summarized in the 

graphical model cartoon in Figure 4.8. We note that the spectral characteristics of the 

system are also stage-dependent. The early stage of the seizure is characterized by 

primarily alpha and beta (9-30 Hz) interactions. In the mid stage, slower theta (3-7 Hz) 

interactions emerge and fast beta interactions are extinguished (generally in a later 

sub-stage). The final stage is characterized by a return to dominance of alpha and beta 

interactions. The post-seizure period is characterized by low-frequency delta (<1-3 

Hz) oscillations within the network. Transitions between stages are typically abrupt. 

To aid in visualizing the time course and distribution of sub-networks 

potentially involved in seizure propagation (causal hubs), at each time point and for 

each IC the spectrum and graph-theoretic measures were integrated from 4-30 Hz 

(theta through beta bands) and projected onto the cortical surface mesh as described in 

Section 4.3.3.  

Figure 4.9 shows a sequence of frames from animations visualizing the 

projections of outflow, causal flow, causal asymmetry, and spectral perturbation (all 

integrated from 4-30 Hz) during the first seizure. The time-varying amplitudes of the 

measures are also plotted for all ICs. We can observe, globally, three distinct seizure 

stages with respect to causal hub dynamics. Examining the causal flow metric (a 
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scaled measure of causal "leadership") in Figure 4.9, we see that IC1 (blue trace, 

panels (b)-(d)) and (more transiently) IC9 (brown trace) dominate during the early 

stage of the seizure. IC5 (pink trace) dominates in the mid stage and is finally joined 

by other frontal sources in the final, late stage, characterized by strong frontal outflow 

and parietal (e.g., IC4, dark blue trace) inflow. While the causal flow measure more 

clearly delineates the driving causal hubs throughout the seizure, it does not 

distinguish between zero flow (network decoupling) and balanced flow (symmetric 

information flow) and thus should be examined in combination with another measure 

such as outflow.  

Projection of the causal asymmetry ratio metric (a scale-free metric of causal 

leadership) revealed distinct pre-seizure causal asymmetries in frontal, precentral, and 

parietal sources within the putative epileptogenic regions. Here we see compact frontal 

sources (near ICs 1, 9 and 5) exhibiting weak, yet strongly asymmetric, outflow, while 

precentral sources exhibit asymmetric inflow. The pattern reappears more saliently, 

with strong causal interactions, in the final stage of the seizure, possibly indicating a 

susceptibility of cortex in these regions to dynamic interdependency. In our initial PMI 

cluster analysis, and in a parallel analysis using adaptive mixture ICA, these frontal 

and parietal regions appear as two quasi-independent component subspaces, 

suggesting they are functionally distinct (i.e. weakly interacting) local processes that 

may interact strongly as seen here near seizure end (Acar, Palmer et al. 2011). We 

emphasize however, that projection of topological metrics as seen here does not reveal 
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specific pairwise dependencies between cortical regions (e.g. frontal → parietal), but 

rather the net influence of one region or source on the rest of the system. 

To better clarify global stage-dependent changes in network topology and 

specific directed interactions before, during, and following seizure, we created a series 

of coded radial graphs, shown in Figure 4.10. For parsimony, we show the 13 ICs with 

highest variance. We see that the pre-seizure period is characterized by comparatively 

weak interactions. However, as noted earlier, there is a clear asymmetry in these weak 

interactions, with frontal sources unidirectionally driving parietal sources. In the early 

stage we see distinct partitioning of the system with increased interactions within a 

frontal network, and (more weakly) a parietal network. However, the two systems only 

weakly interact. A popout here highlights the aforementioned role of the dorsofrontal 

cluster (ICs 1,9) in driving frontal network dynamics during this stage. In the mid 

stage, we see further increased interactions within segregated frontal and parietal 

networks. The popout here reveals the aforementioned causal role reversal with 

prefrontal IC 5 dominating, strongly driving dorsofrontal IC9 (and more weakly IC 3). 

Finally, the late seizure reveals a union of previously segregated networks, with 

frontal sources strongly unidirectionally driving parietal sources (note the similar 

asymmetry as in the pre-seizure period). The post-seizure period is topologically 

similar to the pre-seizure period, albeit with some increased within-cluster 

interactions. We note that the second seizure (cortical projections and radial graphs not 

shown) had highly similar multi-stage dynamics, albeit with an abbreviated third 

seizure stage.  
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The occurrence and timing of multiple stages here is consistent with an 

independent analysis of this patient reported in (Acar, Worrell et al. 2009) wherein the 

authors obtained a 5-model Adaptive Mixture ICA (AMICA) decomposition of this 

seizure data. AMICA adapts to non-stationarity in the source mixing matrices and 

distributions, allowing different models (each with their own probability density and 

mixing matrix) to account for data from different time periods. For each data sample 

(time point), one can obtain the likelihood of the sample, given each of the models. 

The log-likelihoods for each of the 5 models, as well as a single-model decomposition 

(similar to Infomax ICA) are reproduced in Figure 4.11. The occurrence of abrupt 

transitions in AMICA model likelihood (and model switching) is consistent with the 

transitions between the three seizure stages defined in this study. The general pattern 

was repeated in both seizures, with an abbreviated duration of the final stage. Further, 

we note the absence of an immediate post-seizure return to the pre-seizure model 

(model 4). Rather, a distinct model (model 2) dominates in the post-seizure period, 

gradually decreasing in likelihood, with an eventual dominance of the pre-seizure 

model. Taken together, these AMICA results provide additional evidence for 

significant stage-dependent changes in the cortical source structure during seizure, a 

topic that we explore further in subsequent chapters. 

4.6  Conclusions and Future Work 

In this paper we analyzed neuronal dynamics during epileptic seizures using 

adaptive multivariate autoregressive models applied to ICA sources of intracranial 
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EEG data recorded from subdural electrodes implanted in a human patient for 

presurgical monitoring. We examined the spatial distribution of time-frequency 

information flow dynamics in the source domain using a novel combination of causal 

flow metrics and SBL-based source localization. This revealed that causal source and 

sink hubs emerged during the seizure. We observed distinct stages of alternating 

feedforward and feedback information flow between adjacent or overlapping gyral and 

sulcal sources in a prefrontal network (elements of which also expressed the primary 

epileptogenic focus). This activity might possibly be maintained through short U-fiber 

connections. In the final seizure stage this was followed by a strong asymmetric 

spread of sustained theta-alpha-beta ictal activity from this anterior frontal network to 

a dorsal parietal/precentral gyrus network, possibly though cortico-cortical white 

matter tracts or subcortical U-fibers. 

To our knowledge, this preliminary report represents the first time that these 

techniques have been combined to analyze spatially-localized information flow 

dynamics in electrophysiological data. We note that ground-truth validation of the 

method will require new multi-resolution electrical recording methods. We speculate 

that the temporal resolution and goodness-of-fit of the VAR model under non-

stationary conditions may be improved through the use of a state-space representation 

of the adaptive VAR model. This would also allow real-time online updating of the 

VAR coefficient matrices and thereby possibly improve the robustness of the method. 

Finally, our approach may be readily extended to modeling source dynamics from 



 

 

210 

scalp EEG, broadening its applicability for clinical monitoring or basic cognitive 

neuroscience research applications. 
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4.8  Figures 

 

Figure 4.1 Graphical depiction of the modeling pipeline. iEEG data is decomposed by 
ICA and components are subjected to dynamical modeling (SIFT) and distributed 
source localization (NFT). The results are then combined to visualize summarized 
dynamical quantities (causal flow, spectral perturbation, etc) on the cortical surface. 
Here we illustrate projection of the Causal Flow metric. SBL denotes Sparse Bayesian 
Learning and RSHP denotes a Reshape operation.  
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Figure 4.2 Multi-scale Gaussian-patch basis for source localization. We model each IC 
source as arising from a sparse, distributed collection of overlapping multi-scale 
(truncated) Gaussian-shaped patches of cortical tissue. The dictionary used in this 
study contains 240,000 patches (3 patches, of different scales, centered at each of 
80,000 cortical mesh vertices). We find the sum of the smallest number of patches (a 
sparse multi-scale basis) which best explains a given observed ICA component map. 
Representative patches at three scales are shown in the bottom panel. Patches are 
truncated at a radius of 3 standard deviations. 
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Figure 4.3 BEM model of cortex, iEEG grid, scalp, and skull. The cortical mesh is 
comprised of 80,000 vertices. Figure credit Zeynep Akalin Acar. 
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Figure 4.4 Graphical schema of our approach for modeling causal influence using 
SdDTF. Data, within a sliding-window, is modeled as a locally-stationary vector 
autoregressive (VAR) process. From the VAR coefficients (B), transfer function (H), 
and noise covariance (Σ), we obtain partial coherence and ffDTF estimates, the 
normalized product of which yields the SdDTF. The graphical model cartoons 
illustrate the result of applying each method to simulated data (simulation by Kus et al, 
2004), demonstrating the capability of dDTF and SdDTF for removing spurious 
indirect causal influence. The bottom panel illustrates the graph-theoretic metrics used 
in this study.   
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Figure 4.5 (Upper panel) MRI and CT renderings depicting the patient’s cortical 
surface and grid placement, along with resected regions (based on electrode position).  
(Lower panel) Channel voltages for 78 iEEG (ECoG) electrodes over the 16-minute 
period analyzed in this paper. Two seizures occurred during this period, each lasting 
about 2 minutes. 
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Figure 4.6 Time course of activations of selected ICs during first seizure onset (top) 
and offset (bottom). Time units are in seconds. SBL source solutions for ICs with red 
labels are denoted with red labels in Figure 4.7, and several of which are further 
analyzed in Figure 4.8. 
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Figure 4.7 SBL distributed source solutions for selected epileptiform ICs. Solutions 
are obtained from each IC’s loading vector (component map). ICs can be segregated 
into 4 groups, according to a cluster analysis, based on pairwise mutual information 
(PMI), which we spatially categorize as prefrontal (red), dorsofrontal (green), 
precentral (magenta), and postcentral (gold). iEEG grid and resected regions shown in 
upper-left inset. 
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Figure 4.8 Time-Frequency representations of information transfer throughout two 
seizures. (a) A Time-Frequency Grid showing changes in SdDTF information transfer 
between each IC relative to a pre-seizure baseline. The (i,j)th cell represents SdDTF 
across time and frequency from IC j to IC i. Warm (cool) colors indicate increases 
(decreases) in information flow. The diagonal shows event-related spectral 
perturbation (ERSP) for each IC. Red (black) vertical dashed lines denote each 
seizure’s onset (offset). Panels (b)-(d) show insets of Time-Frequency SdDTF between 
selected processes. Note the three distinct spatio-spectro-temporal connectivity 
profiles as seizure progresses from early (b) to mid (c) to late (d) stages. The graphical 
network cartoons depict three distinct network motifs occurring during early, mid, and 
late stages of the two seizures.   
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Figure 4.9 Cortical visualizations of causal and spectral measures during seizure. 
Panel (a) shows a sequence of frames from animations mapping 4-30 Hz causal and 
spectral measures projected onto the cortical surface before, after and during different 
stages of the first seizure. Colormaps bounded at 99th percentile. Panels (b-d) show, 
respectively, the 4-25 Hz integrated causal flow, outflow, and spectral perturbation 
(deviation from 1-100 second baseline power indicated by horizontal doublearrow) for 
all IC sources as a function of time. Panels (e)-(g) show the corresponding envelopes. 
Red (Black) vertical lines denote onset (offset) of both seizures. 
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Figure 4.10 Radial graph depiction of causal network structure throughout multiple 
seizure stages. Here we show the 13 ICs with highest variance. Node color indicates 
membership in one of 4 spatial clusters determined by Pairwise Mutual Information 
clustering (Acar, Palmer et al. 2011), while node size indicates causal flow.  Large 
nodes are causal sources, driving other elements of the system, while small nodes are 
causal sinks, being driven. Edge weight and color indicate strength of (significantly 
non-zero) SdDTF causal influence, integrated from 4-25 Hz. Edge arrow indicates 
direction of influence. In the central radial graph, each node is accompanied by the 
SBL distributed source solution for the respective IC. Upper-left panel depicts the 
time-course of IC activations before, during, and following the first seizure. The time-
courses can be segmented into 5 stages (pre-seizure; three seizure stages; and post-
seizure), each with a characteristic network topology, depicted in the mid panel 
sequence of radial graphs. Two insets, below Early and Mid stage radial graphs, reveal 
a distinctive pattern of causal source-sink reversal in a frontal network. Here, 
dominant driving nodes at ictal onset (e.g. IC9, IC3) become subsequently driven by 
former sink nodes, suggesting a shift in the cortical regions responsible for seizure 
maintenance, as the seizure progresses.   
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Figure 4.11 Log likelihoods for single-model and 5-model AMICA decompositions. 
Occurrence of abrupt transitions in likelihood (and model switching) is consistent with 
the characteristics and duration of the three seizure stages defined in this study. 
Colored boxes indicate heuristically defined stage boundaries. Figure modified with 
permission from (Acar, Worrell et al. 2009). 
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Chapter 5  

Multivariate Principal Oscillation 

Pattern Analysis of ICA Sources 

During Seizure  

 

5.1  Abstract 

Mapping the dynamics of neural source processes critically involved in 

initiating and propagating seizure activity is important for effective epilepsy diagnosis, 

intervention, and treatment. Tracking time-varying shifts in the oscillation modes of an 

evolving seizure may be useful for both seizure onset detection as well as for 

improved non-surgical interventions such as microstimulation. In this chapter we 

extend the analysis developed in Chapter 4 and apply a multivariate 

eigendecomposition method to analyze the time-varying principal oscillation patterns 

(POPs, or eigenmodes) of maximally-independent (ICA) sources of intracranial EEG 

data recorded from subdural electrodes implanted in a human patient for evaluation of 

surgery for epilepsy. Our analysis of a subset of the most dynamically important 

eigenmodes reveals distinct shifts in characteristic frequency and damping time 
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before, throughout, and following seizures providing insight into the dynamical 

structure of the system throughout seizure evolution. 

5.2  Introduction 

Nearly 5% of patients with epilepsy are potential candidates for surgical 

treatment. Surgery for epilepsy can have a good chance of success if the brain 

region(s) generating seizures can be accurately localized. For this purpose, in selected 

cases recordings are acquired using intracranial (subdural and/or depth electrode) 

recording for pre-surgical evaluation. In Chapter 4, we examined the spatial and time-

frequency dynamics of seizure generation and propagation in an intracranial EEG 

recording by Dr. Worrell at the Mayo Clinic (Rochester MN) using adaptive vector 

autoregressive (VAR) models fit to source activations obtained from Independent 

Component Analysis. We reported multiple seizure stages corresponding to distinct 

shifts in the spatial distribution of sources and inter-source connectivity as well as 

spectral frequency of interaction. To better understand the oscillatory structure of 

these seizure stages, in this chapter we extend our previous analysis and perform an 

eigendecomposition of the VAR model into a system of decoupled oscillators and 

relaxators (eigenmodes) with characteristic damping times and frequencies. Our 

analysis of a low-dimensional subset of the most dynamically important eigenmodes 

reveals distinct shifts in principal oscillation patterns before, during, and after the 

seizure with progressive frequency slowing from beta through alpha, theta, and finally 

post-ictal delta. These shifts are temporally consistent with previously reported 
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changes in spatial source distributions and effective connectivity in this patient 

(Mullen, Acar et al. 2011),(Acar, Palmer et al. 2011). We suggest that examination of 

dynamically important eigenmodes may be useful for identification of ictal onset 

while also providing valuable insight into the principal resonance frequencies and 

dynamical structure of the system during distinct stages of the seizure. To our 

knowledge, this is the first such application of multivariate eigendecomposition to 

intracranial source data. 

5.3  Theory 

5.3.1  Vector autoregressive modeling 

Assuming that    X = [x1… xT ]  is an M -dimensional zero-mean weakly-

stationary stochastic process of length T , we can describe the linear dynamics of the 

state vector    xt = [xt
(1)… xt

( M ) ]T  as a pth-order vector autoregressive (VAR[ p ]) process: 

=1
=

p

t l t l t
l

x A x u− +∑
 

Eq 5.1 

where 1M
tu

×∈ℜ  is a zero-mean white noise process with covariance matrix 

= T
t tu uΣ . 

The coefficient matrices, lA , can be estimated using a number of approaches, 

including multivariate ordinary and stepwise least-squares approaches, lattice 
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algorithms (e.g. Vieira-Morf) or state-space models (Kalman filtering) (Lütkepohl 

2006). Neumaier and Schneider (Schneider and Neumaier 2001) provide an efficient 

stepwise least-squares algorithm which we use here. To handle non-stationary data, we 

model the time-varying cortical dynamics using a simple segmentation approach in 

which we fit separate VAR[ p ] models to a sequence of highly-overlapping locally-

stationary windows (Jansen, Bourne et al. 1981). 

5.3.2  Decomposition of a dynamical system into eigenmodes 

Using the eigendecomposition method of Neumaier and Schneider (Neumaier 

and Schneider 2001), it can be shown that a stable M -dimensional VAR[ p ] model 

can be decomposed into Mp , M -dimensional decoupled eigenmodes, which can each 

be characterized as an oscillator or relaxator with a characteristic frequency and 

damping time. The dynamics of the eigenmodes can be described by a system of Mp  

univariate VAR[1] models coupled only by the covariance of the noise terms. Analysis 

of the eigenmodes can provide insight into the linear dynamics of the system under 

observation. A graphical schematic of the decomposition process is depicted in Figure 

5.1. 

In brief, we begin by noting that the VAR[ p ] process described in Eq 5.1 is 

equivalent to the VAR[1] process. 

   !xt = !A!xt!1 + !ut  

Eq 5.2 
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with augmented noise vector    !ut = [ut
T 0… 0]T !"Mp  and augmented state vector 

   
!xt = [xt

T xt!1
T … xt! p+1

T ]T "#Mp  and with coefficient matrix 

   

!A =
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I 0 0 0
0 I 0 0
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Eq 5.3 

and singular noise covariance matrix 

   

!! = !ut !ut
T = ! 0

0 0
"

#$
%

&'
()Mp*Mp

 

Eq 5.4 

Note that   !xt  represents a delay embedding of the original state vectors tx . If 

  !A  is nonsingular then    
!A = Q!Q"1  where the columns of Q  are the eigenvectors 

(eigenmodes) of   !A  and    ! = diag("k ) for k ={1,…, Mp}  is the associated diagonal 

matrix of eigenvalues. The original state and noise vectors can then be represented as 

   !xt = Q!x't ,  !ut = Q !u't  with eigenmode coefficient vector    !x't = [ !xt
(1)… !xt

( Mp) ]T  and noise 

vector    !u't = [ !ut
(1)… !ut

( Mp) ]T . Note that    !x't = Q!1 !xt  is a linear transformation of the delay-

embedded state vectors into the coordinate system of the eigenvector basis. 

Substituting these expansions into Eq 5.2 for the VAR[1] model, and using the 
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diagonality of ! , we can represent the coefficient vectors,    !x't  as a system of 

univariate VAR[1] models    !xt
(k ) = !k

!xt"1
(k ) + !ut

(k )  which are coupled only via the 

transformed, augmented covariance matrix of the noise coefficients:    
! !" = Q#1 !"Q#1* . 

In the complex plane, the expected values of the eigenmode coefficients 

describe a spiral    ! !xt+l
(k ) " = #k

l ! !xt
(k ) " = e

$ l /%k e
(arg#k )il ! !xt

(k ) "  with damping time 

1=
ln | |k

s kF
τ

λ
−  and characteristic frequency 

| arg |=
2

s k
k
Ff λ

π
. This is depicted in 

Figure 5.1C. Here sF  denotes the sampling rate of the time series. The damping time 

(also known as the e-folding time (Storch, Burg et al. 1995)) denotes the time required 

(here in units of seconds) for an initial amplitude    | !x0
(k ) |= q  to decay to    | !x!

(k ) |= q / e , in 

the absence of forcing (illustrated in Figure 5.1D). As Von Storch notes in his review 

on POP analysis (Storch, Burg et al. 1995), an eigenmode analysis using the linear, 

stationary model Eq 5.2 preferentially “sees” an oscillation in its mature state when 

noise is relatively small and damping is due to nonlinear and other, unobserved, 

processes. The damping time (which is positive and bounded for a stable VAR model) 

provides a statistical measure of how long, on average, the signal is seen before 

stochastic noise, as well as unobserved or nonlinear dynamical processes become 

more and more important. 

An eigenmode with eigenvalue λ  can be characterized as a stochastically 

forced oscillator if λ  is either complex or negative and real. Conversely, if λ  is real 

and positive, the eigenmode is characterized as a relaxator with characteristic 
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frequency = 0fλ . In contrast to a damped oscillator, which oscillates about its mean 

while decaying from an initial value towards zero, a relaxator simply decays 

exponentially towards zero. Figure 5.1B illustrates these categorizations. 

The variance of the amplitudes of the thk  eigenmode coefficients (excitations) 

   ! k = "| !xt
(k ) |2 # = !$'kk / (1% |&k |2 )  can be interpreted as the dynamical importance of the 

thk  eigenmode :kQ . Analysis of the most dynamically important eigenmodes can help 

elucidate the global dynamical structure of the system. 

5.4  Data Collection and Modeling 

Intracranial EEG was collected from a patient undergoing presurgical 

evaluation at The Mayo Clinic (Rochester, MN). The patient presented with seizures 

due to a porencephalic cyst in the fronto-parietal brain. Seventy-eight channel iEEG 

data was collected at a sampling rate of 500 Hz during drowsy resting. We selected for 

analysis a 16-minute epoch of data containing two seizure bursts, each lasting about 2 

minutes. Patient MRI and CT images and raw channel data are depicted in Figure 5.2. 

The data were decomposed by extended Infomax ICA (Lee, Girolami et al. 1999) into 

78 maximally-independent processes. By visual inspection, 16 ICs were identified as 

exhibiting clear epileptiform activity; remaining ICs were ignored for present 

purposes. For additional details see (Acar, Makeig et al. 2008), (Acar, Worrell et al. 

2009),(Mullen, Acar et al. 2011). 

The time courses of the ictal ICs were downsampled to 256 Hz after 

application of a zero-phase FIR antialiasing filter. Each IC activation sequence was 
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then independently z-normalized. A 16-dimensional VAR[7] model was fit to the 

normalized IC activations using ARFIT stepwise least-squares (Schneider and 

Neumaier 2001). An adaptive model was realized using a 15-sec sliding window with 

1-s step size. The model order ( p =7) was selected based on inspection of the 

distribution, over all windows, of model orders that minimized the Hannan-Quinn 

information criterion (Hannan and Quinn 1979). 

5.5  Results 

Figure 5.3 shows the time course of activations of the selected ICs during onset 

(top left) and offset (top right) of the first seizure. The seizure terminates abruptly at 

349.5 seconds. The lower panel shows 6 seconds of mid-seizure activity from a 

representative IC. Note the prominent damped alpha and beta oscillations. 

5.5.1  Stability analysis 

A VAR[ p ] model is stable (and by implication stationary) if the roots of its 

reverse characteristic polynomial lie outside the unit circle. This is equivalent to all 

eigenvalues of   !A  having modulus less than 1 (Lütkepohl 2006). Figure 5.4 plots the 

stability index = ln | |maxk kς λ  of the fitted model for each window. Note that the 

process is stable for all time, but starts to lose stability in the first part of the seizure, 

becomes highly stable in the mid-end of the seizure, and plateaus at near-instability 

during the inter-ictal and post-ictal periods. 
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5.5.2  Eigenmode analysis 

For each time window, the VAR[7] model was subjected to an 

eigendecomposition producing 112 eigenmodes sorted in descending order by 

variance. Figure 5.4 shows the time-varying characteristic frequencies (left) and 

damping times (right) of the nine (8%) most dynamically important eigenmodes 

(plotted as blue dots). These quantities were also smoothed with a LOWESS (Locally 

Weighted Scatterplot Smoothing) regression (Cleveland 1981) using a span of 20 

points (black curve). Beneath each panel is indicated whether the eigenmode in the 

corresponding time window is characterized as a relaxator (blue) or oscillator (peach). 

Examining first the characteristic frequencies (Figure 5.5-left), we see that, in 

the pre-ictal period, the majority of the leading eigenmodes are either characterized 

predominantly as relaxators or low-frequency oscillators (0.5-3 Hz). This is reasonable 

since the spectrum of drowsy resting EEG follows a power law (1/ Nf ) with 2N ≥  

and infraslow fluctuations dominate. However, another characteristic of resting EEG 

is alpha rhythms (7-13 Hz). Interestingly, one of the dominant eigenmodes (row 8) 

appears to be an 8-12 Hz oscillator. At ictal onset we see most of the leading 

eigenmodes dramatically shift to beta-band (12-25 Hz) oscillators. In Chapter 4 

(Mullen, Acar et al. 2011) we examined the time-varying power spectrum and 

frequency-domain Granger causality of this VAR model and found that, in the early 

part of the seizure, the power and causal interactions were predominantly concentrated 

in the upper alpha and beta bands (Figure 5.6-b). Several leading eigenmodes show a 

brief mid-seizure ( 270t ≈  sec, seizure 1) collapse in characteristic frequency to an 
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alpha or delta-theta mode followed by a return to a slightly slower beta oscillation. 

This period corresponds to a sharp reversal in the direction of information flow within 

a frontal epileptogenic network (Figure 5.6-c). Towards the end of the seizure ( 300t ≈  

sec), for several eigenmodes, we see a second sharp decrease in characteristic 

frequency, a return to a slower 8-15 Hz oscillatory mode, followed by a smooth 

decline back to a low-frequency oscillator/relaxator mode at ictal offset. This third 

ictal stage corresponds to the time period when the information flow dynamics switch 

from local sub-network interactions to global interaction (Figure 5.6-d and Figure 

5.6-a). The inter-ictal period following the first seizure is again dominated by 

infraslow (< 1 Hz) oscillatory or relaxatory dynamics, which is consistent with the 

suppressed neuronal state observed following periods of intense ictal activity 

(Truccolo, Donoghue et al. 2011). The second seizure is similar to the first, but 

exhibiting a more progressive slowing from beta to theta. 

The damping time of dominant eigenmodes is significantly decreased during 

the seizure followed by a dramatic post-seizure increase in damping time. The short 

damping time during seizure may reflect compensatory inhibitory mechanisms as the 

system strives to maintain stability. As seen for IC11 in Figure 5.3, ictal beta and 

alpha oscillations appear to be highly damped, exhibiting significant amplitude 

modulation with bursts lasting 1-2 seconds. In contrast, during the inter- and post-ictal 

periods, the data is dominated by infra-slow oscillations which may take a long time to 

decay to a small fraction of their original amplitude. It is worth noting that another 

brief report which applied univariate eigendecomposition independently to two 
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channels of scalp EEG data, reported similarly reduced damping time during seizure 

(Li, Guan et al. 2003). 

The alpha eigenmode (Figure 5.5, row 8) stands out amongst the other modes. 

Although it exhibits a slight shift to the beta band during the seizure, it returns to an 

alpha rhythm during the inter-ictal and post-ictal periods. Furthermore, the damping 

time appears only weakly perturbed by the seizure. This is significant as this 

eigenmode may reflect the natural background alpha rhythm seen in healthy cortical 

tissue and thus could be separated from eigenmodes which are more clearly seizure-

related. In general, identifying and analyzing only dominant eigenmodes which exhibit 

dramatic shifts in characteristic frequency or damping time may prove useful in 

separating pathological from non-pathological activity, improving detection of seizure 

onset and identification of ictal resonance frequencies for stimulation-based 

interventions. 

5.6 Conclusions and Future Work 

In this paper we analyzed neuronal dynamics during epileptic seizures using 

adaptive multivariate autoregressive models applied to maximally-independent (ICA) 

sources of intracranial EEG data recorded from subdural electrodes implanted in a 

human patient for presurgery monitoring. Analysis of the time-varying characteristics 

of the most dynamically important eigenmodes of the system revealed a prominent 

shift in the principal oscillation patterns from relaxatory and/or low-frequency 

oscillatory dynamics with a moderate damping time to beta oscillatory dynamics with 
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low damping time at seizure onset followed by multiple stages of progressive slowing 

of principal oscillation frequencies throughout the seizure. While this analysis is novel 

in the context of intracranial seizure data analysis, this paper represents a preliminary 

investigation into the topic and these results must be verified in additional patients. 

The temporal resolution and suitability of the VAR model may be improved through 

the use of dual extended or cubature Kalman filtering or sparse VAR modeling. It will 

also be fruitful to examine the contributions of eigenmodes to each IC source to allow 

spatial identification of sources exhibiting pathological shifts in frequency and 

damping time characteristics. Finally, we plan to combine the results of this paper and 

previously published work to examine the relationships between the observed resonant 

frequency modes and local and long-range feedforward and feedback influences in 

seizure propagation. 
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5.8  Figures 

 

Figure 5.1 Graphical depiction of the multivariate POP method. (A) Multivariate 
samples from a time-series are parameterized by a VAR[p] model. This is transformed 
to a VAR[1] model via delay embedding of the time-series. The augmented VAR 
system matrix  !A  is subjected to eigendecomposition yielding eigenvector matrix Q 
and eigenvalues λ1,…,λMp. These decompose the original multivariate system into a set 
of orthogonal complex univariate VAR[1] processes (“eigenmodes” or “principal 
oscillation patterns.”) each with a complex coefficient λk. (B) The magnitude, sign, 
and reality of λk determine whether the eigenmode is a stable stochastically forced 
damped oscillator or a relaxator. (C) Polar representation of a stable damped oscillator 
(blue trace) with characteristic frequency fk. Without stochastic forcing, the amplitude 
(length of brown vector(s)) decays exponentially to zero. The rate of decay is 
determined by the damping time τk. (D) Cartesian representation of the same 
eigenmode (blue trace) with superimposed amplitude envelope (brown trace).   
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Figure 5.2. (Upper panel) MRI and CT renderings depicting the patient’s cortical 
surface and grid placement, along with resected regions. (Lower panel) Channel 
voltages for 78 iEEG/ECoG electrodes over the 16-minute period analyzed in this 
paper. Two seizures occurred during this period, each lasting about 2 minutes. 
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Figure 5.3 Time course of activations of selected ICs during first seizure onset (top) 
and offset (middle).  Time units are in seconds. Bottom panel shows 6 seconds of mid-
seizure activity from IC11. Note the periodic amplitude modulation of the beta-band 
oscillations. In the POP framework, this can be explained as a damping and/or 
periodic forcing of the characteristic oscillator. 



 

 

238 

 

Figure 5.4 Results of stability analysis. Vertical lines indicate onset (red) and offset 
(black) of seizure. Note the sharp changes in stability index which segment the seizure 
into stages before, during and after each seizure. Prior to the first seizure, the process 
is fairly stable. In the first stage of the seizure (~225-275 sec), instability increases, 
approaching the unstable regime. In the second stage of the seizure (~275-300 sec) 
there is a dramatic decrease in instability. In the final, third stage of the seizure 
(~300-340 sec), instability again increases approaching the unstable regime, where it 
remains throughout the inter-ictal period, gradually decreasing towards pre-seizure 
levels prior to the second seizure, wherein the pattern repeats. 
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Figure 5.5 Characteristic frequencies and damping times for the 8% most dynamically 
important eigenmodes, in descending order of importance. Red (black) vertical lines 
denote onset (offset) of seizure. Solid black curves represent LOWESS smoothing of 
individual characteristic frequencies and damping times (blue dots). Beneath each 
panel is indicated, for each time window, whether the respective eigenmode is a 
relaxator (blue) or oscillator (peach). 
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Figure 5.6 Multivariate Granger-causality analysis (Direct Directed Transfer Function) 
of a subset of 13 epileptiform ICs from this same patient (Mullen et al, 2011; Chapter 
4) reveals three distinct stages, corresponding to shifts in the dynamical connectivity 
structure of the system. These coincide temporally with shifts in the characteristic 
frequencies of dominant POPs (Figure 5.5) and in the stability index (Figure 5.4). 
Panel (a) shows radial directed graphs of dDTF between all nodes, with edges color-
coded by interaction strength. Panels (b-d) show stage-dependent interactions at early 
(b), mid (c), and late (d) stages of each seizure.   
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Chapter 6  

Sparse Adaptive Multivariate 

Autoregressive Modeling of Non-

stationary Seizure Dynamics 

 

6.1  Introduction 

In Chapter 4 we described an approach for modeling cortical source dynamics 

and interactions during seizure. This made use of unconstrained Vector Autoregressive 

(VAR) models applied to a sub-space of quasi-independent source components 

obtained from Independent Component Analysis (ICA) and localized using Sparse 

Bayesian Learning. In Chapter 5 we developed this analysis further, exploring 

principal oscillation characteristics of the dynamical system. While insightful, these 

analyses were limited by somewhat restrictive stationarity assumptions, both in terms 

of the Infomax ICA model and the moderately long sliding windows (15 sec) for VAR 

modeling. In this chapter, we address these issues, incorporating methods for 

improved source separation and dynamical system identification in high-dimensional, 

non-stationary data. 
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One limitation of our previous work was the use of unconstrained VAR 

models, which require at least as many observed samples as there are parameters to fit 

(see Chapter 1 for a discussion). This places hard constraints on the maximum number 

of parameters we may fit for a window of a given size; conversely, this limits the 

minimum analysis window length. Minimizing the analysis window, while 

maximizing the number of variables included in the model is desirable for improving 

temporal resolution and local stationarity assumptions (Ding, Bressler et al. 2000), 

while minimizing the risk of system misidentification due to confounding interactions 

between pairs of processes and exogenous (excluded) causal variables (Eichler 2006; 

Pearl 2009). To address this problem, we introduce a regularized (group-sparse) VAR 

modeling approach, which allows us to reliably infer multivariate linear dynamics and 

interactions in highly underdetermined, high-dimensional systems, within short time 

windows. 

A second limitation of our prior work was the use of Infomax ICA, which 

assumes that the data is spatiotemporally stationary. However, source distributions 

may change substantially before, during and after a seizure episode. To account for 

such non-stationarity, we leveraged the Adaptive Mixture ICA (AMICA) approach of 

(Palmer, Kreutz-Delgado et al. 2007). Whereas Infomax ICA assumes a single model 

(and thus stationary distributions over the sources/channels), AMICA adopts a mixture 

model representation allowing multiple models to compete for explanation of each 

data point. 
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Finally, to assist in selecting sets of AMICA components which may be 

interacting during seizure, we leveraged a data-driven clustering method based on 

pairwise residual mutual information between components (Acar, Palmer et al. 2011). 

These methods were incorporated into the modeling framework described in 

Chapter 4. For convenience, we denote the augmented approach Dynamical 

Electrocortical Source Imaging (DESI). This was subsequently applied to seizure data 

recorded from a patient undergoing pre-surgical evaluation for surgery to treat 

pharmacologically resistant epilepsy. The data was provided by Dr. Ashesh Mehta of 

The Feinstein Institute for Medical Research at the North Shore–Long Island Jewish 

Medical Center.  

6.2  Methods 

6.2.1 Adaptive Mixture Independent Component Analysis 

AMICA allows separation of non-stationary processes with generalized (non) 

Gaussian distributions, by modeling observations as weighted mixtures of sources 

from multiple ICA models, with different probability distributions and mixing 

matrices. Let    xt = [xt
(1)…xt

( M ) ]T  be a vector of M sensor amplitudes recorded at time t. 

Let    st = [st
(1)…st

(Q ) ]T
, be a vector of Q ≤ M non-Gaussian (Gaussian Scale Mixture), 

zero-mean, and spatially independent activations for Q latent sources. As with 

Infomax ICA, we model tx  as a noiseless linear instantaneous source mixture   xt = Ast  

with  M !Q  mixing matrix  A . However, under an assumption that the data is non-
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stationary, we allow for a collection of  models   A1,…, AK{ } , where, for a given time 

point, each model Ah is “active” with probability ! h . At each time point, we assume 

only a single model is active. An index ht ! 1,…,K{ }  “selects” the active model. The 

observed data is then generated as  

xt = Ahst + ch  

Eq 6.1  

where ch is a “center” for the hth model and h=ht . The probability density of the 

observations are given by 

p(xt ) = ! h p(xt | h)
h=1

K

"
 

Eq 6.2 

where the conditional density, given the hth model is  

p(xt | h) = detAh
!1 ph (Ah

!1xt ! ch ) . 

Eq 6.3 

Inference is performed using a variational expectation maximization algorithm, 

combined with a Newton method for updating the model bases Ah. We refer the reader 

to (Palmer, Kreutz-Delgado et al. 2007) for additional details on the method. 

In the AMICA framework, channel data at a given point in time is understood 

to be generated by the model that maximizes the likelihood of that data point. 
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Extended segments of data where the likelihood under a given model is relatively 

constant and/or significantly higher than competing models may indicate quasi-

stationary states of the system under observation (e.g. the data distribution is not 

changing sufficiently to warrant a model switch). For our current analysis, in order to 

mitigate discontinuity effects of AMICA model switching on VAR modeling, we 

selected the AMICA model which with the highest average likelihood over the entire 

seizure period. This was used for subsequent source separation, localization, and VAR 

modeling. 

6.2.2 Dependent subspace identification via cluster analysis  

While ICA is most effective at separating fully independent sources, it has also 

been shown to be successful at separating sources exhibiting certain forms of partial 

dependency (Palmer and Makeig 2010) (Hyvarinen 2013). Within such systems, we 

expect ictal interactions to occur primarily within sets of dependent subspaces. Our 

research suggests such subspaces contain those processes which exhibit epileptiform 

activity (Acar, Palmer et al. 2011), and are thus likely candidates for comprising an 

epileptogenic sub-system. Restricting dynamical analysis to a minimal superset of 

dependent subspaces yields a data-driven method for reducing dimensionality, thereby 

improving tractability of subsequent multivariate dynamical modeling.  

In this work, we identify dependent subspaces by clustering IC sources based 

on their residual pairwise mutual information (PMI). The approach is detailed in 

(Acar, Palmer et al. 2011). In brief, components are clustered using a heuristic method 
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of searching for permutations in component order that produce an approximately more 

block-diagonal PMI matrix. Clusters are then identified heuristically (i.e. with human 

intervention) as block-diagonal partitions of the PMI matrix, which exhibit large 

within-block PMI values relative to neighboring PMI values. Figure 6.2 illustrates the 

approach with two representative IC clusters. Thusly-defined dependent subspaces 

(clusters) exhibit high within-cluster instantaneous dependencies, relative to between-

cluster dependencies. Note, however, that this does not preclude the possibility of 

transient or sparse, time-delayed between-cluster dependencies (e.g. sparse causal 

interactions). It is worth noting that we have developed an alternative, fully automated 

clustering solution, leveraging Affinity Propagation clustering (Frey and Dueck 2007) 

on PMI matrices (Mullen, unpublished). While an initial investigation of that approach 

revealed similar clustering results to the heuristic (expert analysis) approach, further 

detail is reserved for a future manuscript. 

Once we have identified a collection of IC clusters, we treat all constituent ICs 

as the components of a single multivariate dynamical system. Following Chapter 4, 

our objective is to model and visualize the spatio-spectral-temporal dynamics of this 

system and identify cortical regions implicated in initiating and/or maintaining seizure 

activity.  

 

 

 

 



 

 

247 

6.2.3 Distributed localization using SBL 

Once sets of AMICA spatial filers (component “maps”) Ah are identified, 

distributed cortical localization of selected component maps is performed using patch-

basis multiscale Sparse Bayesian Learning, as described in Chapter 4.3.1. 

6.2.4  Sparse Adaptive Multivariate Autoregressive  (SAMVAR) 

Modeling 

In prior work (Chapter 4), we outlined a vector autoregressive approach for 

identifying the time-varying linear dynamics of a neuronal system, including spectral 

perturbation and (multivariate) Granger causality. To briefly recap, assuming 

   S = [s1…sN ]  is a  Q -dimensional zero-mean weakly-stationary stochastic process of 

length  N , we model the linear dynamics of the state vector    st = [st
(1)…st

(Q ) ]T  as a VAR 

process of order p: 

  
st =

l=1

p! Blst"l + ut  

Eq 6.4 

From the estimated VAR[p] model coefficients, {B1…Bp} , and the noise 

covariance matrix ! = ulul
T , we may derive a number of dynamical measures, 

including spectral density, coherency, and multivariate Granger causality. Time-
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varying (adaptive) coefficient estimates can be obtained by application of the VAR 

model to short, overlapping (sliding) windows of data.   

Previously, we employed a stepwise least-squares method (ARfit) (Schneider 

and Neumaier 2001) for estimating the model coefficients. As with other 

unconstrained model fitting methods, a requirement of ARfit is that the number of 

model parameters to estimate must not exceed the number of data observations. In 

other words, we have the constraint QN !Q2p . This limits the minimum analysis 

window length (N) as well as the number of processes (Q) we can include in the 

multivariate model. Reducing the window length is important both for improving time 

resolution and for justifying a local stationarity assumption with globally non-

stationary data. Increasing the number of processes in the multivariate model can 

reduce the likelihood of system misidentification (Pearl 2000; Eichler 2006).  

When QN <Q2p  the model is insufficiently constrained by the data 

(underdetermined) and a priori constraints must be introduced in order to obtain a 

unique solution. In a Bayesian context, this process of regularization typically 

corresponds to imposing assumptions regarding the prior probability distribution of 

the parameters, for instance Gaussianity (as in Tikhonov regularization) or super-

Gaussianity (as in the Lasso) (Bishop 2006) Note the unconstrained model assumes a 

uniform prior distribution.  

In a frequentist context, a general solution to Eq 6.4 can be obtained by 

minimizing a global cost function: 
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argmin
!

f (S,! )+ g(! ){ }
 

Eq 6.5 

where   f (S ,! )  is an estimate of the loss (e.g. error in predicting data S from model 

parameters ! ) and g(! )  corresponds to one or more additional penalties (e.g. various 

vector norms or mixed norms) which encode a priori constraints on the parameters. 

For instance, g(! ) = ! 2
2  (L2 norm penalty; Tikhonov regularization) assumes 

parameters are smoothly distributed, with most values near zero in amplitude (i.e. we 

impose a zero-mean Gaussian prior distribution over the parameters), while 

g(! ) = ! 1  (L1 norm penalty; Lasso) assumes parameters are sparsely distributed, with 

most exactly zero while allowing a small number of non-zero parameters to take on 

relatively large values (i.e. we impose a zero-mean Laplacian prior distribution over 

the parameters). 

In many cases, parameters have a natural grouping, suggesting alternative 

approaches, such as Group Lasso (L2,1 mixed-norm penalty) (Yuan and Lin 2006), or 

Block Sparse Bayesian Learning (BSBL) (Zhang and Rao 2013), which combine 

within-group smoothness and global sparsity assumptions. For instance, we may group 

together VAR filter coefficients {B1,(ij )…Bp,(ij )}  that describe dynamical interactions 

between two processes i !{1…Q}  and j !{1…Q}  across all time lags and assume 

that only a few such groups are non-zero while parameters within non-zero groups are 

mostly small, non-zero, and smoothly distributed (e.g. jointly Gaussian distributed). In 

the context of the VAR model of Eq 6.4, this corresponds to assuming the dynamical 



 

 

250 

system has a sparse causal structure. At a given point in time, only a few interactions 

are regarded a priori to be non-zero. Note that since the VAR filter coefficients 

determine the spectral characteristics of the process, and groups of coefficients 

corresponding to non-zero interactions are assumed to be jointly Gaussian, we ensure 

preservation of important spectral properties, including positive definiteness of the 

spectral density. In this study, we assume this group-sparse structure, and employ the 

Group Lasso penalty to solve the (underdetermined) system of equations. 

The assumption of sparse causal structure is justified by empirical and 

theoretical evidence (Sporns and Honey 2006; Bullmore and Sporns 2009; Sporns 

2011), which suggest a low probability of a direct connection between any two 

anatomical functional units. This probability decreases with distance. Further evidence 

suggests that structural and functional brain networks exhibit sparse topological 

network structure over a wide range of spatial scales (Sporns and Honey 2006). While 

highly synchronous events such as epileptic seizures may increase the likelihood of 

functional correlations between brain regions, we may assume directed causal 

interactions remain sufficiently sparse to warrant a sparse modeling approach. 

Numerical simulations additionally suggest that taking into account the group 

structure of VAR parameters (i.e. Group Lasso) can improve system identification 

over assuming unstructured sparsity (i.e. Lasso) (Haufe, Mueller et al. 2009). It is 

worth noting that these simulations suggest assuming globally smooth distributions, as 

in Tikhonov regularization (a.k.a. Ridge Regression), in some cases yields comparable 

performance to Group Lasso. However, since a smooth prior guarantees all parameters 
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will be non-zero (even if very small), Tikhonov regularization requires a secondary 

calculation of statistical significance of parameter estimates, with respect to a zero-

amplitude null hypothesis, followed by thresholding at a predetermined significance 

level. In contrast, Group Lasso ostensibly shrinks non-significant parameter estimates 

exactly to zero, downplaying the need to calculate such thresholds. 

6.2.4.1  Group Lasso regularization 

A solution to the Group Lasso problem may be obtained using a range of 

methods, including Second Order Cone Programming (SOCP) with an active set 

solver (Haufe, Mueller et al. 2009) or the Dual Augmented Lagrangian (DAL) method 

(Tomioka and Sugiyama 2009). We use the Alternating Direction Method of 

Multipliers (ADMM), an efficient iterative framework for distributed convex 

optimization and parameter estimation (Boyd, Parikh et al. 2011).  

In brief, a solution is obtained as follows. We first transform the VAR[p] 

problem of Eq 6.4 into the VAR[1] problem 

Y = SB  

Eq 6.6 

where B = [B1…Bp ]
T  denotes a matrix of all VAR[p] coefficients, and with 

multivariate data matrices S = [S1…Sp ]  and Y = S0 , where Sl = [sp+1!l…sN!l ]
T . We 

obtain a unique solution to  
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Eq 6.6 with respect to B by minimizing a global cost function with the Group Lasso 

(sum-of-norms) penalty: 

 

B̂ = argmin
B

vec Y -SB( ) 2
2
+ ! B1,(ij )…Bp,(ij ) 2ij"{ }

.  

Eq 6.7 

Figure 6.1 isolates the constituent parts of the cost function. The first term is 

the standard prediction error (common to unconstrained least-squares methods), while 

the second term (the Group Lasso penalty) introduces local smoothness and global 

sparsity constraints through a mixture of L1 and L2 norm penalties. The regularization 

parameter  determines the relative tradeoff between the prediction error and the 

regularization constraints, and here corresponds to a prior assumption on the degree of 

sparsity (this can also be thought of as reflecting a prior assumption on the noise 

variance; generally, the higher the uncertainty regarding the parameter estimates, the 

stronger the regularization constraints must be in order to reduce the effective degrees 

of freedom and obtain an adequate solution). A suitable value for  is often obtained 

through minimizing an objective value such as cross-validated prediction error. 

However, since cross-validation is not readily applicable for continuous (i.e. single 

realization) non-stationary data, we adopt a heuristic approach for adapting , which 

we explain in more detail later. 

!

!

!
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6.2.4.2  The ADMM algorithm 

Minimization of Eq 6.7 is achieved through the iterative ADMM algorithm 

(Boyd, Parikh et al. 2011). In general, ADMM solves problems of the form 

minimize   f (x)+ g(z)
subject to  Ax + Bz = c  

 where x !"n , z!"m , A!" p#n , B!" p#m . In “scaled form,” optimization consists 

of the following iterations: 

xk+1 = argmin
x

f (x)+ (! / 2) Ax + Bzk " c + uk
2

2( )                 x-minimization

zk+1 = argmin
z

g(z)+ (! / 2) Axk+1 + Bz " c + uk
2

2( )                z-minimization

uk+1 = uk + Axk+1 + Bzk+1 " c                                                  scaled dual variable update

 

Eq 6.8 

where ! > 0  is a penalty parameter.  

In the case of Group Lasso, defining b = vec(Y) , x = vec(B)  and 

A = S! I[Q"Q ] , the minimization problem of Eq 6.7, can be stated as follows: 

minimize   f (x)+ g(z)
subject to  x ! z = 0  

where f (x) = (1 / 2) b !Ax 2
2  and g(z) = !* zi 2i=1

Q2"  with scaled regularization 

parameter !* = ! / 2  and where  zq = [B1,(ij )…Bp,(ij ) ]  is the vector of VAR coefficients 
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for the qth pair of processes i, j !{1…Q} . Note that f(x) is the prediction error while 

g(z) is the Group Lasso regularization penalty.  

The corresponding ADMM iterations are then as follows: 
 

 

xk+1 = ATA + !I( )"1 ATb + !(zk " uk )( )
zi
k+1 = S

#*/!
xi
k+1 + uk( )

uk+1 = uk + xk+1 " zk+1

 Eq 6.9

 
with vector soft thresholding operator 

 
S! a( ) = max 0,1"! a 2( )a . Convergence is 

achieved when the following criteria are met: 

 

r pri = xk ! zk
2
< ! pri   and

rdual = " zk ! zk!1( )
2
< !dual

 

Eq 6.10 

where  ! pri  and !dual  are stopping criterion limits which may be defined absolutely, or 

relative to the norms of z, x, and u.  

6.2.4.2.1  Warm starting 

The iterations of Eq 6.9 can be “warm started” by initializing z and u with 

suitable values, for instance, a previously obtained solution to a similar problem. This 

can substantially reduce the number of iterations needed for convergence. In this 
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study, we warm start ADMM for a given time window using the solution obtained in 

the previous (overlapping) time window. 

6.2.4.2.2  Selection of regularization parameter !  

As we previously noted, !  is typically determined through cross-validation or 

assigned heuristically. For the latter, following (Boyd, Parikh et al. 2011), we can 

heuristically define lambda as a fraction of the critical value of !  for which x = 0 (i.e. 

the sparsest possible solution):  ! opt ="!max  where ! "[0,1]  and !max = max
i
A(i )

T b(i ) 2  

where A(i) and b(i) are regressors and regressands for the ith VAR coefficient group. 

Alternatively, we propose a simple adaptive approach to roughly approximate !  

based on convergence properties of the ADMM algorithm. We initialize the iterations 

in Eq 6.9 with a relatively large heuristic value for ! , corresponding to a strong 

sparsity assumption. If the absolute change in residual norms rpri and rdual in Eq 6.10 

remain below a predetermined threshold for a predetermined number of iterations, 

then we divide !  by a constant factor (e.g. 10). This process is repeated, thereby 

gradually relaxing the sparsity constraint, until convergence is accelerated (e.g. the 

gradient of residual norms is sufficiently large). While this by no means guarantees the 

“true” or optimal value for !  will be found in a statistically principled sense (only one 

that ensures rapid ADMM convergence), we find that in practice this yields reasonable 

VAR solutions while accelerating convergence. In this study, we use this approach. 

We refer the interested reader to sections 3.1.1 and 6.4 of (Boyd, Parikh et al. 

2011) for further details on the ADMM method and its application to Group Lasso. In 
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particular, we note that several additional optimizations are available, including an 

adaptive update scheme for the penalty parameter !  (Boyd, section 3.4.1) and caching 

factorizations of the coefficient matrix F = ATA + !I  (Boyd, section 4.2.3). Note that 

when A is “fat” (wide), rather than “skinny” (tall) a more efficient factorization may 

be carried out by applying the matrix inversion lemma to the x-update in Eq 6.9, as in 

(Boyd, section 11.1.1). Finally, we can exploit the sparse block-Toeplitz structure of 

the data matrix A for much more efficient iterative operations on reduced sub-

matrices. We leverage all of the above optimizations to improve performance.  

6.2.5  Spectral Density, Connectivity, and Topological Analysis 

As discussed in Chapter 4, once VAR parameters and noise covariance 

matrices are estimated, we may derive a range of dynamical quantities including 

spectral density and multivariate Granger causality. In this work we adopt an identical 

approach to Chapter 4 and (Mullen, Acar et al. 2011) and estimate the power spectral 

density and short-time Direct Directed Transfer Function (SdDTF), which respectively 

provide amplitude and multivariate effective connectivity information across all 

frequency bands (Korzeniewska, Crainiceanu et al. 2008). From the estimated directed 

connectivity graphs, we obtain Outflow, Inflow, Causal Flow, and Asymmetry Ratio 

topological measures, as detailed in Chapter 4.3.2. Finally, we visualize power and 

topological measures on the cortical surface by combining these with SBL IC 

localization solutions, as described in Chapter 4.3.3.  
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6.3 Data Collection and Analysis 

We applied the DESI approach to seizure data recorded from two patients 

undergoing presurgical evaluation for surgery to treat pharmacologically resistant 

epilepsy. The data was provided by Dr. Ashesh Mehta of The Feinstein Institute for 

Medical Research at the North Shore–Long Island Jewish Medical Center (NS-LIJ), 

with assistance from David Groppe, Ph.D who prepared the patient data and resection 

masks. Patient and and data characteristics are provided in Table 6.1. 

Figure 6.3 shows raw (detrended) channel data and MRI cortical surfaces, with 

subdural electrode placement and resected tissue boundary for Patient 1. 104-channel 

ECoG data was collected at a sampling rate of 1000 Hz. We analyzed a 30-minute 

period of data wherein three seizures occurred, each lasting approximately 0.36, 1.8, 

and 2.3 minutes, respectively. The surgical outcome for this patient was negative (not 

seizure free). 

Our analysis pipeline is similar to that of Chapter 4. Modeling parameter 

choices for this patient is provided in Table 6.2. For each patient’s ECoG data, we 

performed 5-model AMICA decomposition, and selected the model with highest 

average likelihood over the seizure period. Log-likelihoods for the 4 AMICA models 

are shown in Figure 4.11. We see distinct models dominating before, during and after 

the seizure. PMI clustering was applied to IC sources from the seizure model to 

identify dependent subspaces. ICs from these dependent subspaces were cortically 

localized using multi-scale Sparse Bayesian Learning applied to component maps. 

Simultaneously, the collection of all dependent subspace ICs were pre-processed 
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(cleaned of sinusoidal artifacts using multitaper regression (CleanLine toolbox, 

(Mullen 2012)) and downsampled to 256 Hz), and subjected to SAMVAR modeling 

with a Group Lasso (ADMM) solver and adaptive regularization selection. We used a 

5-second sliding window with 1 second step size. Data was linearly detrended and 

temporally z-normalized within each window prior to model fitting. Model order was 

determined heuristically by minimizing the Hannan-Quinn criterion (Hannan and 

Quinn 1979) for all windows and obtaining the 90th percentile of this distribution (we 

note that for regularized VAR models, use of order selection criteria is generally less 

important as overparameterized models will be automatically penalized). Whiteness 

and stability tests were carried out to ensure suitable model fits (Mullen 2010). From 

the fitted model, we obtained spectral density, SdDTF connectivity, and topological 

metrics as discussed in section 6.2.5. Finally, topological and spectral power measures 

for each IC source were projected onto the cortical surface using the SBL solution as 

discussed in Chapter 4. As we discussed earlier (section 6.2.4), use of a sparse 

regression model can mitigate the need for post-hoc statistical testing against a null 

hypothesis of no information flow. As post-hoc testing can be computationally 

intensive, for this analysis we omitted these tests and relied on the Group Lasso 

sparsity constraints to shrink non-significant parameters to zero. 

6.4 Results 

Figure 6.5 shows DESI results for the third seizure in Patient 1. The 

distributions of seizure-model sources in each of the four dependent subspaces 
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(clusters) are shown in Figure 6.5-(c). We note the relative spatial contiguity of each 

cluster, which, in addition to potential neuropathological causes (e.g. dysplasia), may 

be explained by common functional anatomy and intra-areal connectivity. Of 

particular note is cluster 2 (mid to dark blue traces in panel (b)), which coincides with 

the resected, and putatively epileptogenic, region in the temporal pole. Additional 

clusters include medial frontal, orbitofrontal, and prefrontal cortices (cluster 1; green 

to light blue traces); superior and inferior parietal lobule (cluster 3; purple to violet 

traces); and superior and inferior temporal, angular and supramarginal gyri and 

surrounding sulci (cluster 4; red to black traces). Panels (a)-(b) of Figure 6.5 show 

dynamical characteristics of seizure evolution, as obtained by DESI. For brevity, we 

show the causal flow (CF: outflow – inflow) topological metric integrated over 2-40 

Hz. Time courses of AMICA activations and SdDTF causal flow are shown in Figure 

6.5-(b), color-coded according to cluster membership, as indicated above and in the 

figure colorbar. Figure 6.5-(a) depicts several frames from a movie, showing cortical 

distributions of CF at representative time points (pre-seizure, seizure onset, mid-

seizure, and approaching seizure offset). Figure 6.6 accompanies this montage, 

showing time-frequency SdDTF interactions within and between all subspace ICs 

before, during, and following this seizure.  

Pre-seizure, we observe occasional inter-ictal discharges and positive CF from 

cluster 2, the putative epileptogenic zone (black arrow marker in Figure 6.5-(a)). This 

is accompanied by negative CF in cluster 3, suggesting a dynamic relationship 

between these regions. At seizure onset, temporal pole sources show earliest causal 
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leadership, with strongly asymmetric causal outflow and increased parietal inflow. In 

particular, ICs 6 and 43 are prominent causal drivers at seizure onset. This is 

accompanied by early driving activity from a cluster 3 source (IC 68), with bursts of 

distributed causal outflow at seizure onset, exchanging information bi-directionally 

with ICs 6 and 43. In general, we see a pattern of oppositional driving-driven 

relationships within and between these regions, similar to that reported in another 

patient (Chapter 4). As the seizure progresses (toward mid-stage), we see a prominent 

shift in seizure dynamics with activation of additional frontal and parietal sources, 

albeit with reduced CF amplitude as causal exchange becomes globally more 

symmetric. In this stage, previous ictal onset drivers in cluster 2 become driven. 

Towards the end of the seizure, we see a final burst of positive CF from IC 63 in 

cluster 3 (albeit with distributed localization to parietal cortex) before seizure 

termination. This is generally followed by a post-seizure period of generally 

symmetric delta-frequency (1-3 Hz) interactions, particularly between clusters 1, 2, 

and 3. 

Two key interacting regions are clusters 2 and 3. Figure 6.7 further highlights 

time-frequency SdDTF interactions within and between these subspaces. The lower 

series of panels show enhanced views of within-cluster interactions between ICs 6 and 

43 in the putative epileptogenic region (cluster 2, resected tissue) and between-cluster 

interactions between ICs 6 and 63 (cluster 2, cluster 3). Examining the leftmost of 

these panels (blue dashed box), we see multiple (typically three) distinct stages 

(delineated by colored shaded boxes) with causal flow reversal between putatively 
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epileptogenic sources. Note also the pre-seizure bursts of causal flow within this 

cluster (green shaded box), which correspond to interictal epileptiform discharges.  

The rightmost panels (green dashed box) likewise show inter-cluster multi-

stage activity, with causal flow reversal from an early ictal driver (IC6 – clust. 2) to a 

late ictal driver (IC63 – clust. 3). We note also shifts in characteristic frequencies of 

the interactions between stages, with shifts between broadband (theta to gamma) and 

more narrowband (e.g. beta, alpha, or theta) connectivity, slowing post-seizure to 

delta-band or below. This bears similarity to the spectral patterns observed in a 

separate patient in the analyses of Chapter 4 and Chapter 5. 

6.5 Discussion 

Across the three studies and two patients examined in the current chapter, 

Chapter 4, and Chapter 5, several unifying seizure characteristics emerge. We can 

summarize these commonalities as follows: 1) seizures were characterized by distinct 

stages (typically three), with generally abrupt transitions in both spatial location and 

frequency characteristics of dominant causal drivers between stages. Stage transitions 

were also characterized by causal flow reversal, wherein causal drivers in early stages 

became driven in later stages. 2) Dominant causal drivers at ictal onset were focal and 

consistent with resected tissue. However, early seizure (and pre-seizure) periods were 

also characterized by changes in network topology and dynamics across a distributed 

network, including emergence of causal drivers outside the resected regions. 3) 

Seizure termination was abrupt and characterized by a burst of large-scale network 
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interactions. 4) Asymmetric causal relationships visible (with strong dependency) 

during seizure, were also clearly visible pre-seizure (with weaker dependency). In 

particular, cortical regions with strongest driving activity at ictal onset, showed clear 

asymmetric outflow minutes before seizure. 5) Post-seizure periods were characterized 

by almost complete cessation of both ictal and "normal" oscillatory activity and 

connectivity, and emergence of low-amplitude, slow relaxatory activity. 6) Dynamical 

quantities measured across multiple seizures, showed stage-dependent motifs that 

were repeated across seizures.  

These findings are supported and best understood in the context of existing 

published work. (Schiff, Sauer et al. 2005) proposed a method for automatically 

segmenting seizures into multiple distinct stages by application of a multivariate linear 

discriminant technique to univariate and bivariate dynamical neuronal measures. They 

applied the technique to data obtained from EEG and ECoG seizure data across 

cohorts of subjects. They report distinct differences in multiple dynamical measures 

(including phase coherence, a bivariate measure of functional connectivity) across 

three seizure stages (which they label as initiation, middle, and termination). Increases 

in time-lagged correlation were most significant during middle stages of seizure. 

While the authors examine data from a series of autoregressive simulations, we note 

they did not derive dynamical measures from autoregressive models fitted to data. 

Furthermore, directed (i.e. effective) connectivity was not examined in their study. 

 (Truccolo, Donoghue et al. 2011) present a landmark study representing the 

first examination of spiking dynamics in large ensembles of single-neurons during 
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seizure in humans.  The authors reported multiple (generally 2-3) distinct stages of 

neuronal spiking activity and suppression. Stages exhibited abrupt transitions, with 

shifts in spectral characteristics of local field potentials; for instance, general slowing 

from higher frequencies (beta and gamma) in early stages, to lower frequency (theta 

and alpha) in later stages, followed by post-seizure delta activity. This is consistent 

with our observations. However, the authors noted significant heterogeneity in 

individual neuron spiking rates during seizure initiation, spread, and onset, with 

transient spiking rate modulations occurring at different times for different populations 

of neurons.  

The authors found that spiking activity during seizure initiation and 

propagation was widespread and heterogeneous, suggesting complex interactions 

between neuronal groups “even at the scale of small cortical patches.” Neurons outside 

the region of seizure onset showed significant changes in activity minutes before the 

seizure. Conversely, they found that seizure termination was an abrupt and “highly 

homogenous phenomenon followed by almost complete cessation of spiking across 

recorded neuronal ensembles.” While the author’s argue against massive inhibition 

from a local source as a likely cause, they suggest, “the critical transition could arise 

from an emergent property of the large-scale network itself leading to spatially 

synchronous extinction.”  

Another notable characteristic of (Truccolo, Donoghue et al. 2011) was the 

reproducibility of activity patterns in consecutive seizures within a patient, with 

reoccurring motifs in the neuronal spiking patterns. In both patients analyzed, they 
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found high correlation between spike trains for each neuron in the initial 30 sec of two 

reoccurring seizures within a 1-hour period. We note that, while for the patient 

analyzed in Chapter 4 and Chapter 5 we found similar patterns of reoccurring motifs 

across nearly all dynamical measures, for the patient presented in this chapter we have 

thus far thoroughly analyzed only one seizure. However, we circumstantially note that 

the transitions in AMICA model likelihoods before, during, and following this seizure 

are clearly repeated in the other two seizures (Figure 6.4). This suggests we may find 

similar repetition of motifs within other dynamical measures. 

6.6 Conclusions 

In this chapter we sought to improve on our prior efforts to measure and 

visualize dynamic changes in neural activity between spatially localized cortical 

structures that index and predict epileptiform activity and epileptogenesis (Acar, 

Palmer et al. 2011; Mullen, Acar et al. 2011)(Chapter 4). Specifically, we incorporated 

into our DESI framework methods for non-stationary source separation (AMICA), 

cluster-based subspace identification, and high-dimensional short-window dynamical 

system identification (SAMVAR). Seizure-model AMICA component clusters 

(dependent subspaces) were localized into spatially contiguous source domains, using 

Sparse Bayesian Learning. We found that sources exhibiting prominent causal outflow 

prior to seizure and at seizure onset were spatially consistent with resected cortical 

tissue.  
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We observed multiple (generally, three) distinct stages of activity throughout 

the seizure, including distinct patterns of causal flow reversal within and between 

dependent subspaces. These results were consistent with our prior analysis of a 

different patient (Chapter 4, Chapter 5) in which at least three distinct seizure stages 

were observed, commensurate with shifts in network topology, spatial source 

distributions, and frequency characteristics of the system. The emergence of distinct 

stages during epileptic seizures is a well-known phenomenon (Schiff, Sauer et al. 

2005; Wendling, Hernandez et al. 2005; Truccolo, Donoghue et al. 2011). However, 

the mechanisms underlying state transitions remain unknown. The analyses developed 

in the previous chapters may provide insight into network-based etiologies for state 

transitions, as well as seizure initiation and termination. 

This work represents a logical continuation of a series of investigations into 

epileptic seizure dynamics (Acar, Makeig et al. 2008; Acar, Worrell et al. 2009; Acar, 

Palmer et al. 2011; Mullen, Acar et al. 2011; Mullen, Worrell et al. 2012). To our 

knowledge, this represents a first attempt to model multivariate causal interactions and 

dynamics during seizure from large numbers of sources obtained from intracranial 

EEG. While this study encompasses several novel, and arguably valuable, 

methodological approaches and results, we nonetheless view it as a preliminary 

investigation within a complex and highly debated field of study. In particular, 

ongoing work is focusing on replicating and quantifying these findings in a larger 

cohort of patients with surgical outcomes, as well as quantifying the performance of 

our techniques in predicting seizure onset, from pre-seizure data. 
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6.8  Figures 

 

Figure 6.1. A group-sparse cost function, incorporating the Group Lasso mixed-norm 
penalty. VAR parameter estimates are obtained by minimizing this cost function. 
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Figure 6.2 IC clustering based on Pairwise Mutual Information (PMI). Here we show 
two representative IC clusters (dependent subspaces) derived from a block-
diagonalized PMI matrix (right). SBL source distributions for respective clusters (left) 
reveal distinct parietal and frontal cortical origins for respective clusters. Adapted with 
permission from (Acar, Palmer et al. 2011). 
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Figure 6.3 NS-LIJ Patient MRI and channel data. (Upper row) MRI renderings 
depicting the patient’s cortical surface and grid placement, along with resected 
regions. (Lower row) Channel voltages for 104 ECoG (subdural) electrodes over a 30-
minute period. Three seizures occurred during this period, each lasting approximately 
0.36, 1.8, and 2.3 minutes, respectively. The surgical outcome for this patient was 
negative (not seizure free). The analysis in this study focuses primarily on seizure 3 
(the longest seizure). 
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Table 6.1 Patient and data characteristics. 

  
Patient information 
Sex M 
Age 22 
Handedness Right 
Surgical outcome negative 
Raw Data information  
Number of ECoG channels 104 
Sampling rate (original / downsampled) 1000 / 500 Hz 
Record duration 30 min 
Number and duration of seizures 3 (0.36, 1.8, 2.3 min) 
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Table 6.2 Key AMICA and SAMVAR modeling parameters. 

  
AMICA parameters 
Number of AMICA models 5 
Number of dep. subspaces 4 
Number of ICs 41 
SAMVAR parameters 
Downsampling 256 Hz 
Sliding window length 5 sec 
Step size 1 sec 
Model order 12 
Initial regularization (λmax) 0.013 
ADMM penalty (ρ) 2 
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Figure 6.4 Log-likelihoods of the 4 AMICA models. We see distinct models 
dominating before, during and after seizure.  
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Figure 6.5 DESI results for the third seizure. For brevity, we show only the causal 
flow (CF: outflow - inflow) metric integrated over 2-40 Hz. Electrode locations and 
resected regions are shown upper left. (a) Frames from a movie showing cortical 
visualizations of CF at representative time points. Warm colors denote cortical regions 
asymmetrically driving the system (positive CF, with higher outflow than inflow), 
while cool colors indicate asymmetrically driven sources. We note that DESI 
identified prominent causal driving sources at seizure onset (and, more weakly, pre-
seizure) in the resected epileptogenic regions (driving sources indicated by black 
arrows) (b) Time courses of activations for 41 AMICA components (left) and SdDTF 
causal flow (right). Traces are color-coded by cluster membership, as noted in the 
colorbar. (c) Dependent subspaces obtained by PMI clustering. Cluster 2 corresponds 
to the resected epileptogenic zone. DESI also revealed near-onset causal driving from 
a source in cluster 3 (IC 68), which was not resected and may have contributed to the 
negative outcome of this surgery. 
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Figure 6.6 Time-Frequency Grid representation showing SdDTF interactions within 
and between all subspaces before, during, and after the third seizure. Each cell shows 
time (abscissa) by frequency (ordinate) information transfer from a column-indexed 
source to a row-indexed source. Seizure start and end are indicated as red and black 
vertical lines, respectively. 
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Figure 6.7 Time-Frequency Grid showing SdDTF interactions within and between two 
dependent subspaces before, during, and after the third seizure. Here causal outflow at 
ictal onset is most prominently visible from sources (e.g. IC 6,43) in cluster 2 
(resected tissue). Lower panels show enhanced views of time-frequency interactions 
between two representative pairs of sources (outlined in colored dotted border). 
Lower-left panels show multiple stages of causal flow reversal within sources in a 
putative seizure onset zone (ICs 6,43 – clust. 2). Colored shaded boxes denote 
heuristically defined stages. Note also the pre-seizure bursts of causal flow within this 
subspace (green shaded box), which correspond to interictal epileptiform discharges. 
Lower-right panels likewise show multi-stage activity, with causal flow reversal from 
an early ictal driver (IC6 – clust. 2) to a late ictal driver (IC63 – clust. 3). 
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Chapter 7  

Effect of visual feedback on the 

occipito-parietal-motor network in 

Parkinson's  

 

7.1 Abstract 

Freezing of gait (FOG) is an elusive phenomenon that debilitates a large 

number of Parkinson’s disease (PD) patients regardless of stage of disease, medication 

status, or deep brain stimulation implantation. Sensory feedback cues, especially 

visual feedback cues, have been shown to alleviate FOG episodes or even prevent 

episodes from occurring. Here, we examine cortical information flow between 

occipital, parietal, and motor areas during the pre-movement stage of gait in a PD-

with-FOG patient that had a strong positive behavioral response to visual cues, one 

PD-with-FOG patient without any behavioral response to visual cues, and age-

matched healthy controls, before and after training with visual feedback. Results for 

this case study show differences in cortical information flow between the responding 
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PD-with-FOG patient and the other two subject types, notably, an increased 

information flow in the beta range. Tentatively suggesting the formation of an 

alternative cortical sensory-motor pathway during training with visual feedback, these 

results are proposed as subject for further verification employing larger cohorts of 

patients. 

7.2  Introduction 

Freezing of gait (FOG) is a debilitating phenomenon in a subset of patients 

with Parkinson’s disease (PD). FOG occurs in 53% of PD patients who are in 

advanced stages of disease but can occur even in early stages. The freezing episodes 

usually last a few seconds to a minute, though longer durations are not uncommon 

((Nutt, Bloem et al. 2011), (Browner and Giladi 2010), (Okuma and Yanagisawa 

2008), (Okuma 2006)). Behavioral studies have shown that cadence of gait increases 

and stride length decreases before a freezing episode (Nieuwboer, Dom et al. 2001). 

The timing and activation of the tibialis anterior (TA) and gastrocnemius muscles of 

the lower leg involved in the starting and swinging phases of gait are abnormally 

timed and activated (Nieuwboer, Dom et al. 2004). 

Earth-stationary visual cues are known to improve gait in PD patients. The 

feedback control effects of inertially driven virtual reality cues generated by a portable 

device have been found to improve various gait parameters and reduce or eliminate the 

eventuality of freezing in some PD patients. Additionally, a residual effect was 

observed that lasted beyond the period of cue presentation. Similar results were seen 
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in a variety of other neurological disorders [reviewed in Ref. (Baram 2013)]. Other 

studies have also shown persistent mitigation of FOG symptoms after visual targets 

are used (Espay, Baram et al. 2010),(Griffin, Greenlaw et al. 2011). 

The structural and functional neuroanatomical properties of FOG have been 

studied by using voxel-based morphometry (VBM), single-photon emission computed 

tomography (SPECT), and functional magnetic resonance imaging (fMRI). VBM 

showed gray matter atrophy in the frontal and parietal cortices, specifically in the left 

cuneus, precuneus, lingual gyrus, and posterior cingulate cortex in PD-with-FOG 

compared to PD-without-FOG and controls, with clinical severity of FOG correlated 

significantly with gray matter loss in posterior cortical regions (Tessitore, Amboni et 

al. 2012). SPECT showed decreased brain perfusion in prefrontal, orbitofrontal, and 

anterior cingulate regions in PD-with-FOG compared with PD-without-FOG 

(Imamura, Okayasu et al. 2012). In a VR walking task in PD-with-FOG, fMRI showed 

decreased blood oxygen level-dependent response in sensorimotor regions and an 

increased response in frontoparietal cortical regions (Shine, Matar et al. 2013). 

Another fMRI study that used motor imagery of gait as the task found reduced activity 

in the superior parietal lobule and the anterior cingulate cortex in both patient groups 

compared to controls, and a statistical trend toward increased activity in the left 

supplementary motor cortex and right superior parietal lobe in PD-without-FOG 

compared to PD-with-FOG with ROI analysis (Snijders, Leunissen et al. 2011). Whole 

brain analysis in the same study revealed increased task related activity in the posterior 

mid-mesencephalon of PD-with-FOG compared to PD-without-FOG. 
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A resting state fMRI study showed decreased functional connectivity within a 

network consisting of the right middle frontal gyrus and angular gyrus and a network 

consisting of the right-occipito-temporal gyrus in PD-with-FOG compared to PD-

without-FOG (Tessitore, Amboni et al. 2012). These areas are regarded as executive-

attention and visual networks, respectively, with the executive-attention network 

recognized as one of the cognitive resting state networks. Yet, how visual cues change 

neural responses to overcome or prevent FOG has remained an open question. 

By using EEG, we were able to examine time varying directed connectivity as 

opposed to relative levels of activation of different anatomical regions, which allowed 

for a dynamic picture of effectors and their targets with millisecond resolution. We 

hypothesized that visual cues result in an increase in information flow from visual and 

parietal areas to the motor cortex in the pre-movement time period, and that this effect 

has residual staying power. We used time-series data from EEG recordings of Controls 

and PD-with-FOG subjects in a task that required them to turn and walk through a 

doorway. Analysis was performed on the pre-movement period with the idea that the 

dysfunction in FOG that occurs in the preparation period before any movement is 

crucial toward understanding the phenomenon. This also allowed us to reduce any 

confounding effects on the EEG from movement, muscle activity during gait, or 

cerebral activity due to motor activity, performance, or sensory feedback. The portable 

EEG permitted ambulation so that the preparation period reflected planning for actual 

gait rather than motor imagery as in fMRI studies, since a concern in interpreting 
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motor imagery data is that PD patients are not as capable as their age-matched healthy 

peers in estimating walking during motor imagery tasks (Cohen, Chao et al. 2011). 

7.3  Methods 

7.3.1 Subjects 

Two subjects with PD-with-FOG, one responding (PDr) and one non-

responding (PDnr) to visual feedback, and six age-matched healthy individuals 

(Control, ages 57–75, 1 female) were analyzed. Both PD patients took medications as 

scheduled so as to remain in the “ON” state throughout the experiment. All subjects 

read and signed informed consent forms that were approved by the UCSD Human 

Research Protections Office. Clinical characteristics of both PD patients are specified 

in Table 7.1. 

7.3.2 Visual Feedback 

A cellphone-size belt-mounted box containing inertial sensors and a 

microprocessor generated an earth-stationary visual cue in the form of checkerboard 

tiles that were displayed by VR glasses and moved in accordance with the patient’s 

own motion. A lens, centrally embedded between two non-transparent stereo micro-

displays, provided a see-through capability for patient safety. 
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7.3.3 Task 

The task consisted of five stages. In stages A, C, and E, the subject walked on 

a set path that consisted of three maneuvers: (1) start at a designated start spot and 

walk forward, (2) turn either left or right to approach a doorway, (3) enter and pass 

through doorway to a designated end spot (Figure 7.1A). In stages B and D, the 

subject was seated and asked to remain still with eyes open for 5 min in order to 

record resting state EEG. Subjects wore the VR glasses throughout the experiment, but 

visual feedback was only shown in stage C. 

A single trial started with an auditory command, “stand still,” to prepare 

subjects for a “beep” noise that indicated that the subject could begin walking (go 

cue). The interval between the preparation cue and the go cue was randomly chosen 

from values of 1250, 1000, or 750 ms. Trials in which subjects started walking before 

the go cue sounded or that involved any freezing were eliminated from analysis. Each 

stage lasted until 30 properly performed trials were collected. Subjects could request 

breaks at any point during a stage in order to sit down, though only one subject (PDr) 

took advantage of this option. 

Subjects wore the EEG cap and electrodes during the entire task. A spotter 

followed all subjects with a backpack containing a battery pack and EEG amplifier 

that transmitted data through a 40 feet long fiber optical cable to the recording 

computer. An additional spotter assisted in experiments with patients for fall 

prevention.  
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7.3.4 Electrophysiological Recording 

7.3.4.1 Data collection  

Continuous EEG and EOG/mastoid/EMG (EXG) were recorded from 64 

Ag/AgCl scalp electrodes positioned on a BioSemi nylon head cap according to the 

10–20 International System and 8 EXG electrodes placed on the surface of cleaned 

skin. The signal was amplified with fixed gain BioSemi ActiveTwo amplifiers, band-

passed from 0.1 to 100 Hz, and digitized at 512 Hz with 24-bit resolution. The 

independent software package DataRiver was used to read and record EEG signals as 

well as to integrate EEG signals with events from the Stim2007 stimulus presentation 

software. Two EOG electrodes were placed to record eye movements (one on the right 

outer canthus and one above the right eye). Right and left mastoid electrodes were 

averaged off-line to serve as reference. To minimize movement artifacts, subjects were 

encouraged to remain still and look forward until the cue to move was heard. Two 

electrodes were placed on the anterior tibialis muscle (the first muscle to activate in 

gait) on each leg to detect premature muscle contraction during trials. 

7.3.4.2 Pre-processing and artifact rejection 

Pre-processing utilized various functions from the EEGLAB software package 

(Delorme, Mullen et al. 2011). Data were referenced to L and R mastoid electrodes 

and bandpass filtered from 1 to 50 Hz. Data were split into epochs starting 4 s before 

and ending 4 s after the go cue with −2.75 s to −2.25 s before the go cue used as a 

baseline. Trials in which leg EMG indicated movement before the go cue sounded and 
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trials that had excessive noise by visual inspection were eliminated. Channels were 

also visually inspected for noise and removed. These data were then further cleaned 

using EEGLAB automatic artifact rejection functions that removed channels and 

epochs that had kurtosis values five standard deviations from the mean kurtosis value. 

Kurtosis is a fourth moment measure of a probability distribution, and large positive 

excess kurtosis values indicate an increase in peakedness of the distribution whereas 

large negative excess kurtosis values indicate an abnormally flat shape in the 

distribution. In EEG, these may represent undesirable artifacts in the data. 

To remove eye and electronic artifacts, Independent Component Analysis 

(ICA) was performed for each subject on the pre-processed and cleaned data from all 

three walking stages concatenated to form one dataset. The resulting independent 

components (ICs) were then analyzed by an automatic algorithm from the ADJUST 

plug-in for EEGLAB. This algorithm identified ICs for elimination by looking for 

stereotyped spatial and temporal features present in eye blinks, eye movements, and 

generic discontinuities such as impedance fluctuations or electronic device 

interference. 

7.3.5 Behavioral recording 

7.3.5.1 Data collection 

The amount of time the subject took to reach the doorway from the starting 

position and that the subject took to pass through the doorway and to stop at the 

designated end spot were recorded by an observer with a stopwatch. The 
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corresponding number of steps taken by the subject at these timed portions were 

counted and reported by the spotter holding the backpack. 

7.3.6 Pre-movement EEG analysis using SIFT 

EEG analysis was focused on spectral power and connectivity in a network 

composed of occipital (Oz), parietal (P4), and motor (Cz) channels. These channels 

were chosen based on anatomical findings from prior fMRI and PET experiments on 

paradoxical gait in PD (Snijders, Leunissen et al. 2011), (Hanakawa, Fukuyama et al. 

1999). Power spectra and connectivity measures were obtained using a multi-trial 

sliding window adaptive multivariate vector autoregressive (AMVAR) modeling 

approach applied to the non-stationary channel time series. 

7.3.6.1 Pre-processing 

For optimal model fitting, data went through several pre-processing steps. 

They were first down-sampled to 128 Hz from 512 Hz in order to minimize the 

number of coefficients required to adequately fit a model, as increased model order 

leads to increased variability of spectral and causal estimates (Schelter, Winterhalder 

et al. 2006). Then, piecewise linear de-trending was applied using a least squares fit to 

eliminate remaining drift in the data. Finally, data were normalized by point-wise 

subtraction of the ensemble mean and division by ensemble standard deviation over all 

trials and the subtraction of the temporal mean and division by the temporal standard 

deviation for each trial. 



 

 

285 

7.3.6.2 Model fitting 

The Vieira–Morf algorithm performs better than Arfit and Levinson algorithms 

for small sample sizes (Schlögel 2006) and was used for all AMVAR fitting in this 

paper. The window length was set to 1 s and the step size to 0.01 s. Model order (here, 

10) was selected by minimizing Hannan–Quinn criterion, which optimizes a tradeoff 

between the prediction error of the model and the number of freely estimated 

parameters in the model(Lütkepohl 2006).  

7.3.6.3 Model validation 

The AMVAR model was validated using whiteness, consistency, and stability 

and stationarity measures. Whiteness measures the amount of correlation left in the 

residuals of the model; an ideal fit has no correlation structure left in the residuals. A 

portmanteau test for whiteness, specifically the Li–Mcleod which is considered the 

most conservative, was used to determine if residuals were white (Lütkepohl 2006). 

Consistency of the model was determined by generating an ensemble of simulated 

data of equal dimensionality as the original data using the AMVAR model and 

calculating the auto and cross correlations between all variables to determine if the 

generated data had at least 85% similar correlation structure to the real data (Ding, 

Bressler et al. 2000). Stability implies stationarity, and stability in an M-dimensional 

AMVAR model with order p can be checked by ensuring that the eigenvalues of the 

(Mp × Mp) augmented coefficient matrix have moduli less than 1 (Lütkepohl 2006). 
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This was done by using a stability index based on the log of the largest eigenvalue of 

the coefficient matrix. 

7.3.6.4 Information flow analysis 

Connectivity between nodes in networks can be structural, functional, and 

effective in nature (Bullmore and Sporns 2009). Here we attempted to map effective 

connections, or causal interactions, between different areas of the brain by calculating 

directed coherence. There are several causal estimators that can be derived from the 

AMVAR model coefficients. Here we used renormalized partial directed coherence 

(rPDC) as it provides a scale-free estimator, avoids arbitrary normalization by inflow 

or outflow, and provides a constant (frequency-independent) point-wise significance 

threshold (Schelter, Timmer et al. 2009). 

Nonparametric significance thresholds on between-condition differences in 

power and rPDC were obtained using an Efron bootstrap approach. In brief, for 

each T-trial dataset, a surrogate dataset was constructed containing T trials randomly 

sampled with replacement from all trials. The surrogate dataset was then subjected to 

the aforementioned pre-processing and modeling procedure. This procedure was 

repeated 750 times yielding empirical distributions of power and rPDC for each time 

window and frequency bin. For each time-frequency “pixel,” a pointwise two-sided 

empirical p-value for rejecting the null hypothesis of equal power or rPDC between 

any two conditions was then obtained by computing the quantile at which zero occurs 

in the between-condition distribution of surrogate differences. Finally, pointwise 
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significance estimates were corrected for multiple comparisons across time, frequency, 

and channel (pair) using the Benjamini-Hochberg False Discovery Rate procedure and 

thresholded at p = 0.05. 

7.4 Results 

Behavioral measures showed marked decrease in the time and number of steps 

taken to reach and exit the doorway in stage C in the patient that responded to visual 

feedback (PDr) compared to the control subjects and the patient that did not respond to 

visual feedback (PDnr) (Figure 7.1B,C). PDr retained these behavioral effects in stage 

E suggesting that there are residual effects from prior feedback. 

The EEG spectra showed power differences in the delta (0–4 Hz), alpha (8–12 

Hz), and beta (12–30 Hz) frequency bands when stages were compared. Of particular 

interest was the decrease in power in the 18–22 Hz range in PDr after visual cues were 

given (Figure 7.2A). There was also increased information flow from Oz to Cz (Figure 

7.2B) and Oz to P4 (Figure 7.2C) in the beta range in PDr. Delta and alpha band 

powers increased as the task progressed in PDnr and Control, but decreased for PDr. 

7.5 Discussion 

Recent studies in PD patients with deep brain stimulation (DBS) have 

demonstrated the existence of cortico-subthalamic networks that differ in dominant 

frequency and spatial location (Fogelson, Williams et al. 2006), (Lalo, Thobois et al. 

2008). One such network exhibits a decrease in dominant beta frequency power 
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between the supplementary motor area (SMA) and the subthalamic nucleus (STN) 

during voluntary movement compared to rest (Lalo, Thobois et al. 2008). 

Synchronization in cortical beta frequency in healthy subjects has been postulated to 

favor existing motor state over novel movement (Gilbertson, Lalo et al. 2005), and in 

PD patients off therapy vs. on therapy it is excessive, with the degree of synchrony 

correlated to the level of motor impairment (Silberstein, Pogosyan et al. 2005). 

The decreased power and increased information flow in the beta band in PDr in 

stage E compared to stage A suggest a correlation between the presentation of visual 

cues and decrease in beta band oscillations to allow for movement to occur. 

Increases in delta and alpha band power in PDnr and Control may have 

resulted from boredom or inattention as the task progressed (Knyazev 2012). 

Conversely in PDr, the spectral changes in these bands may be a result of greater 

motivation and reward in the task as the subject improved in gait parameters. 

One caveat is that the alleviation of FOG with visual cues does not imply that 

the FOG has a perceptuovisual origin. Visual cues may simply provide an alternate 

cortico-cerebellar pathway that can compensate for the motor impairment of FOG 

regardless of its true origination. Recently a group demonstrated the feasibility of 

reproducing FOG in MPTP-treated macaque monkeys, suggesting that lesion studies 

may 1 day define the anatomical and pathophysiological correlates of FOG. 

The results of the present case study, suggesting that visual feedback cues 

affect activity and information flow in nodes of an occipital-parietal-motor network, 
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provide possible insights into cortical neural processes underlying gait improvement 

with visual feedback in FOG. 

Given the limited number of participants, these results should be regarded as 

tentative observations, to be further validated in larger cohorts of patients. 

Furthermore, as connectivity analysis was performed on the sensor level, we cannot 

rule out the possibility that volume conduction contributed to the causal effects we 

observed. Source-level level analysis is a future step that we intend to take. The 

novelty of these observations and their potential implications on intervention by visual 

feedback encourage the authors to continue these studies and to suggest further 

examination and possible extension of these intriguing results by others. 
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7.8 Figures 

 

Figure 7.1 Task design and behavioral results. Subjects had to walk from a starting 
point, turn, then go through a constructed doorway to finish at the designated endpoint 
(A). The (B) number of steps taken to reach the doorway and (C) amount of time 
taken to reach the doorway before cues are shown for before visual cues were 
presented (pre visual cue or Stage A), during visual cue presentation (visual cue or 
Stage C), and after visual cues were presented (post visual cue or Stage E). These were 
plotted for the three subject groups: Control, PDr, and PDnr. For the Control group, 
standard deviation was calculated from all six controls. For the PDr and PDnr groups, 
standard deviation was calculated on the individual subject step and time data. 
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Figure 7.2 Between-condition differences in power and connectivity for patients and a 
representative subject for the Control group (57 M).. (A)Frequency vs. time 
representation of difference in activity between stages E and A at channel Cz for PDr 
indicates decreased power in the beta frequency range. This was not seen in PDnr or 
Control. Blue indicates a decrease in power while red indicates an increase in 
power. (B) Renormalized partial directed coherence (rPDC) is a measure of direction 
specific information flow from one site to another. Occipital region (Oz) shows 
increased rPDC to motor region (Cz) in the beta frequency range before and after the 
cue only in PDr and PDnr, with a higher magnitude and smaller frequency range in 
PDr. Similar results were seen in the difference in activity between stages C and A, 
but we show stage E to stage A to avoid any confound from neural responses to the 
presence of visual cues. (C) A similar but more pronounced effect is seen in the rPDC 
from occipital region to parietal region (P4). 
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Table 7.1 Clinical Characteristics of PD patients 

 Age Sex Hand-
edness 

Dura-
tion 

UPDRS 
III 

H & Y 
 

FOGQ  Med-
ication 

MMSE BDI 

PDr 69 F L 16 50 3 8 Lev, 
LevR, 

Pr, Am, 
Ras 

30 2 

PDnr 48 M R 8 40 3 10 Lev, 
RopXL, 

Ras, 

30 5 

Notes: 

UPDRS III, United Parkinson’s Disease rating scale, motor section (16). Range 0–108. 
Higher scores indicate greater impairments. Scores of 50 and 40 reflect moderately severe 
motor impairment.  
H&Y Stage, Hoehn and Yahr (1967) staging. Range 0–5. Stage 3 indicates moderately severe 
parkinsonism.  
FOGQ, freezing of gait questionnaire (17). Raw score range 0–24. Higher scores indicate 
greater impairment.  
MMSE, Folstein mini-mental state examination (18). Range 0–30. Higher scores reflect better 
cognitive performance. Scores below 24 indicate cognitive impairment; thus, neither patient 
showed dementia.  
BDI, Beck depression inventory (19). Range 0–63. Higher scores reflect increasing 
depression. Scores below 10 indicate no or minimal depression. Thus, neither patient showed 
depression.  
Scores on the MMSE and BDI were available for PDnr 5 months prior to testing, and for PDr, 
2 years prior to testing.  
Duration: years since first remembered parkinsonian symptom.  
Medication codes: LevR, Carbidopa/levodopa sustained release; Lev, Carbidopa/levodopa 
(regular formulation); Pr, Pramipexole; RopXL, Ropinirole extended release; Ras, 
Rasagiline; Am, Amantadine. 
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Chapter 8  

Evolving Signal Processing for Brain-

Computer Interfaces 

 

8.1  Abstract 

Because of the increasing portability and wearability of noninvasive 

electrophysiological systems that record and process electrical signals from the human 

brain, automated systems for assessing changes in user cognitive state, intent, and 

response to events are of increasing interest. Brain-computer interface (BCI) systems 

can make use of such knowledge to deliver relevant feedback to the user or to an 

observer, or within a human-machine system to increase safety and enhance overall 

performance. Building robust and useful BCI models from accumulated biological 

knowledge and available data is a major challenge, as are technical problems 

associated with incorporating multimodal physiological, behavioral, and contextual 

data that may in future be increasingly ubiquitous. While performance of current BCI 

modeling methods is slowly increasing, current performance levels do not yet support 

widespread uses. Here we discuss the current neuroscientific questions and data 
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processing challenges facing BCI designers and outline some promising current and 

future directions to address them. 

8.2  Introduction 

Electroencephalography (EEG) is the recording of electric potentials produced 

by the local collective partial synchrony of electrical field activity in cortical 

neuropile, today most commonly measured by an array of electrodes attached to the 

scalp using water-based gel (Nunez and Srinivasan 2006; Nunez and Srinivasan 2007). 

EEG is today the most widely known and studied portable non-invasive brain imaging 

modality; another, less developed and not considered here, is functional near-infrared 

spectroscopy (fNIR).  The first report of signals originating in the human brain and 

recorded non-invasively from the scalp was that of Berger in 1924 (Berger 1969). Half 

a century later both engineers and artists begin to seriously consider the possible use 

of EEG for active information exchange between humans and machines (Vidal, 1973 -

- "Toward direct brain-computer communication") (Vidal 1973). It is now generally 

accepted that the spatiotemporal EEG activity patterns correlate with changes in 

cognitive arousal, attention, intention, evaluation, and the like, thereby providing a 

potential “window on the mind.”  However, the biological mechanisms that link EEG 

patterns to these or other aspects of cognition are not understood in much detail 

(Nunez and Srinivasan 2007).   

A companion paper (Lin et at 2012) describes how, unlike most other forms of 

functional brain imaging available today (fMRI, MEG, PET), EEG sensor systems can 
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be made comfortably wearable and thus potentially usable in a wide range of settings. 

Another companion paper (Lance 2012) further explores how advances in brain signal 

processing and deeper understanding of the underlying neural mechanisms may make 

important contributions to enhancing human performance and learning. The main 

focus of this paper is the description of the current state and foreseeable trends in the 

evolution of signal processing approaches that support design of successful brain-

computer interface (BCI) systems that deliver interactive cognitive and mental 

assessment and/or user feedback or brain-actuated control based on non-invasive brain 

and behavioral measures. Brain-computer interactions using invasive brain measures, 

while also of intense current research interest and demonstrated utility for some 

applications (Lebedev and Nicolelis 2006; Ryu and Shenoy 2009; Millan Jdel and 

Carmena 2010), will here be discussed only briefly.  

We believe that in the coming decades adequate real-time signal processing for 

feature extraction and state prediction or recognition combined with new, non-invasive 

and even wearable electrophysiological sensing technologies can produce meaningful 

BCI applications in a wide range of directions.  Here, we begin with a brief primer on 

the neuroscientific basis of cognitive state assessment, i.e. the nature of the EEG itself, 

followed by a review of the history and current state of the use of signal processing in 

the relatively young BCI design field and then consider avenues for its short-term and 

medium-term technical advancement. We conclude with some thoughts on potential 

longer-term developments and perspectives. 
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8.2.1  What is EEG?  

Electrical activity among the estimated twenty billion neurons and equal or 

larger number of non-neural cells that make up the human neocortex (the outer layer 

of the brain) would have nearly no net projection to the scalp without the spontaneous 

appearance of sufficiently robust and/or sizable areas of at least partial local field 

synchrony (Pakkenberg and Gundersen 1997; Nunez and Srinivasan 2006; Nunez and 

Srinivasan 2007). Within such areas, the local fields surrounding pyramidal cells, 

aligned radially to the cortical surface, sum to produce far-field potentials projecting 

by passive volume conduction to nearly all the scalp EEG sensors. These effective 

cortical EEG sources also have vertical organization (one or more net field sources 

and sinks within the six anatomic layers), though currently recovery of their exact 

depth configuration may not be possible from scalp data alone. At a sufficient 

electrical distance from the cortex, e.g. on the scalp surface, the projection of a single 

cortical patch source strongly resembles the projection of a single cortical dipole 

termed its equivalent dipole (de Munck, van Dijk et al. 1988; Scherg 1990). 

The very broad EEG spatial point-spread function, simulated in Figure 1 using 

a realistic electrical forward head model (Dale, Fischl et al. 1999; Hallez, Vanrumste 

et al. 2007; Acar and Makeig 2010), means that locally synchronous activities 

emerging within relatively small cortical areas are projected and summed at nearly all 

the widely distributed scalp electrodes in an EEG recording (van den Broek, Reinders 

et al. 1998). Unfortunately, the naive viewpoint that EEG potential differences 

between each scalp channel electrode and a reference electrode represent a single EEG 
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signal originating directly beneath the active scalp electrode continues to color much 

EEG analysis and BCI design. 

When working with EEG it is also important to bear in mind that the 

circumstances in which local cortical field synchronies appear are not yet well 

understood. Nor are the many biological factors and influences that determine the 

strongly varying time courses and spectral properties of the EEG source signals. Our 

relative ignorance regarding the neurobiology of EEG signals is, in part, a side effect 

of the fifty-year focus of the field of animal electrophysiology on neural spike events 

in single-cell neural recordings (Bullock, Bennett et al. 2005). During much of this 

period, studies of the concurrent lower-frequency spatiotemporal field dynamics of the 

cortical neuropile were rare, though Walter Freeman observed and modeled emergent, 

locally near-synchronous field patterns (Freeman and Barrie 1975) he terms ‘phase 

cones’ (Freeman and Barrie 2000) and more recently Beggs and Plenz have modeled 

similar ‘avalanche’ events (Beggs and Plenz 2003), both descriptions consistent with 

production of far-field potentials that might reach scalp electrodes. 

8.2.1.1 Non-brain EEG artifacts.  

In addition to a mixture of cortical EEG source signals, each scalp EEG 

recording channel also sums potentials from non-brain sources (‘artifacts’) and 

channel noise. Fortunately, in favorable recording circumstances (e.g., using modern 

recording equipment well connected to a quiet subject in an electrically quiet 

laboratory) EEG sensor noise is relatively small. However, the strength of 
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contributions from non-brain sources (eye movements, scalp muscles, line noise, scalp 

and cable movements, etc.) may be larger than the contributions of the cortical 

sources. EEG recorded outside the laboratory using new wearable EEG systems with 

variable conductance between the electrodes and scalp must also take into account and 

handle possible large, non-stationary increases in EEG sensor and/or system noise 

relative to laboratory recordings. Thus, for robust and maximally efficient cognitive 

state assessment or other BCI applications, explicit or implicit identification and 

separation of brain source signals of interest from non-brain and other, less relevant 

brain signals is important (Makeig, Enghoff et al. 2000). 

8.2.1.2 Multiscale recording and analysis.   

A major obstacle to understanding how the brain supports our behavior and 

experience is that brain dynamics are inherently multi-scale. Thus, their more 

complete understanding will likely require the development of extremely high-density, 

multi-resolution electrical imaging methods (Stead, Bower et al. 2010).  

Unfortunately, to date cortical field recordings sufficiently dense to fully reveal the 

spatiotemporal dynamics of local cortical fields across spatial scales are not yet 

available. We believe that the most effective real-world applications using EEG 

signals will depend on (but may also contribute to) better understanding of the 

biological relationships between neural electrical field dynamics and 

cognitive/behavioral state. This knowledge is currently still largely inferred from 

observed correlations between EEG measures and subject behavior or experience, 
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although efforts are underway both to observe the underlying biological phenomena 

with higher resolution (Markram 2006; Vinck, Lima et al. 2010) and to model the 

underlying biological processes mathematically (Robinson 2007; Kopell, Kramer et al. 

2010; Freyer, Roberts et al. 2011) in more detail.  

8.2.1.3 The EEG inverse problem.  

Recovery of the cognitive state changes that give rise to changes in observed 

EEG (or other) measures fundamentally amounts to an inverse problem and although 

at least the broad mixing of source signals at the scalp is linear, recovery of the (latent) 

source signals from given scalp data without additional geometric constraints on the 

form of the source distributions is a highly underdetermined problem (Ramirez 2008). 

Even when given an accurate electric forward head model (Hallez, Vanrumste et al. 

2007) and a near-exact cortical source domain model constructed from the subject’s 

magnetic resonance (MR) head image, finding the sources of an observed EEG scalp 

pattern remains challenging. However, finding the source of a ‘simple’ EEG scalp 

map representing the projection of a single compact cortical source domain allows for 

favorable assumptions (as discussed below) and is thereby more tractable. 

8.2.1.4 Response averaging.  

Most recent approaches to estimating EEG source spatial locations or 

distributions have begun by averaging EEG data epochs time locked to some class of 

sensory or behavioral events posited to produce a single mean transient scalp-
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projected potential pattern. This average event-related potential (ERP) (Luck 2005) 

sums projections of the (typically small) portions of source activities in relevant brain 

areas that are both partially time-locked and phase-locked (e.g., most often positive or 

negative) at some fixed latencies relative to the events of interest. Average ERPs were 

arguably the first form of functional human brain imaging, and the study of scalp 

channel ERP waveforms has long dominated cognitive EEG research.  

ERP models have been the basis of many BCI designs as well. Unfortunately, 

ERP averaging is not an efficient method for finding scalp projections of individual 

EEG source areas other than those associated with the earliest sensory processing. 

Also, average ERPs capture only one aspect of the EEG activity transformation 

following meaningful events (Makeig, Debener et al. 2004). BCI designs based on an 

ERP model therefore ignore other information contained in EEG data about subjects’ 

cognitive responses to events, and also require knowing the times of occurrence of 

such events. Opposed to these are BCI methods that continuously monitor the EEG 

data for signal changes in the power spectrum and other higher-order statistics, often 

data features derived from latent source representations of the collected signals. 

8.2.1.5 Blind source separation.  

In the last twenty years, methods have been developed for estimating the latent 

time-courses and spatial projections of sources of spontaneous or evoked EEG 

activity. Independent component analysis (ICA) and other blind source separation 

(BSS) methods use statistical information contained in the whole data to learn simple 
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maps representing the projections of individual EEG source areas to the scalp channels 

(Bell and Sejnowski 1995; Makeig, Bell et al. 1996). These can also aid inverse source 

localization methods in spatially localizing the sources of both ongoing and evoked 

EEG activity (Tang, Pearlmutter et al. 2002; Acar, Worrell et al. 2009). Recently we 

have demonstrated that measures of source signals unmixed from the continuous EEG 

by ICA may also be used as features in BCI signal processing pipelines, with two 

possible advantages. First, they allow more direct use of signals from cortical areas 

supporting the brain processes of interest, unmixed from other brain and non-brain 

activities (Delorme, Palmer et al. 2012). Second, source-resolved BCI models allow 

for examination of the anatomically distinct features contributing most information 

and thereby can inform neuroscientific inquiry into the brain processes that support the 

cognitive process of interest (Kothe and Makeig 2011).  

To date, most BCI signal processing research has not concentrated on 

neurophysiological interpretation. We argue, however, that treating the EEG and other 

data used to design and refine a successful BCI as unknown signals from a biological 

‘black box’ is unlikely to produce as efficient algorithms as those operating on better 

neuroscientifically informed and interpretable data models; in particular, informed 

models may have less susceptibility to overfitting their training data by incorporating 

biologically relevant constraints. BCI research should remain, therefore, an enterprise 

requiring, prompting, and benefiting from continuing advances in both signal 

processing and neuroscience. 
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8.3  Early BCI Designs 

BCI design is still a relatively young discipline whose first scientific 

formulation was in the early 1970s (Vidal 1973). In its original definition, the term 

referred to systems that provide voluntary control over external devices (or prostheses) 

using brain signals, bypassing the need for muscular effectors (Wolpaw, Birbaumer et 

al. 2002), originally aimed at restoring communication for cognitively intact but 

completely paralyzed (‘locked-in’) persons. This is a somewhat restrictive definition, 

thus various extensions have been proposed in recent years as the field has grown. 

These include “hybrid BCIs” (Pfurtscheller, Allison et al. 2010) that relax the 

restriction of input signals to brain activity measures to possibly include other 

biosignals and/or system state parameters, and “passive BCIs” (George and Lecuyer 

2010; Zander and Kothe 2011) that produce passive read-out of cognitive state 

variables for use in human-computer applications without requiring the user to 

perform voluntary control that may restrict performance of and attention to concurrent 

tasks. Over the last 3-5 years these developments have opened a steadily widening 

field of BCI research and development with a broad range of possible applications 

(Millan, Rupp et al. 2010). 

Since BCI systems (under any definition) transduce brain signals into some 

form of control or communication signals, they are fundamentally brain (or 

multimodal) signal processing systems. Indeed, the earliest tested BCI systems were 

essentially built from single-channel bandpower filters and other standard signal 

processing components such as the surface Laplacian defined a priori (Birbaumer, 
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Ghanayim et al. 1999; Wolpaw, McFarland et al. 2000). These primitives were found 

to detect some features of brain signals relatively well, such as the circa 11-Hz central 

mu rhythm associated with motor stasis (Buzsáki 2006) over which many (but not all) 

subjects can gain voluntary control, or some wavelet-like ERP peak complexes found 

to indicate enhanced cognitive evaluation of an event by the subject, such as the 

‘P300’ complex following anticipated events (Farwell and Donchin 1988; Makeig, 

Debener et al. 2004).  

The purpose of applying these filtering methods was to emphasize relevant 

combinations of cortical source activities associated with the subject’s movement 

intent or imagination. These original designs typically had pre-selected parameters, for 

example frequency band(s) that were at best only slightly adapted to individual users. 

Weeks to months of practice were typically required for a user to acquire the skill of 

controlling a device (for example, a cursor) using these early BCI systems, as subjects 

learned to adapt their brain waves to match the expectations of the BCI designers 

(Delorme and Makeig 2003). Not surprisingly, such systems were widely considered 

to be of foreseeable practical use only to a relatively few cognitively intact ‘locked-in’ 

users suffering near-complete loss of muscular control (Berger, Chapin et al. 2009; 

Kubler, Furdea et al. 2009). 

8.3.1  Introduction of machine learning approaches.  

In the early ‘90s the BCI field saw a paradigm shift with the influx of adaptive 

signal processing and adaptive learning ideas. One such thrust was inspired by the 
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understanding that neural networks are capable of adapting to the information 

structure of a very wide range of source signals ‘blindly’ without foreknowledge of the 

specific nature of the transformations needed to produce more informative 

representations. This resulted in the first BCI research applications of ICA (Makeig, 

Enghoff et al. 2000; Qin, Ding et al. 2004), anatomically focused beamforming 

(Grosse-Wentrup, Liefhold et al. 2009), and other neural network learning methods 

(unsupervised and supervised) which have produced a series of novel insights and 

successful applications (Bashashati, Fatourechi et al. 2007; Wulsin, Gupta et al. 2011; 

Baldwin and Penaranda 2012). 

A concurrent second approach to subject adaptivity introduced classical 

statistical learning into the BCI field, one of the simplest examples being Fisher’s 

discriminant analysis (FDA) and the related linear discriminant analysis (LDA) 

(Fisher 1936), and its later regularized extensions (Friedman 1989; Lotte, Congedo et 

al. 2007), all of which have been applied to EEG and other forms of 

electrophysiological data with distinct success. Today, these are among the most 

frequently used statistical methods for BCI design (Bashashati, Fatourechi et al. 2007; 

Lotte, Congedo et al. 2007; Blankertz, Lemm et al. 2011). Under some conditions 

linear models like these can be shown to discover optimal statistical models linking 

input patterns to output signals (Blankertz, Lemm et al. 2011). In themselves, 

however, off-the-shelf machine learning tools cannot solve the statistical problems 

arising from rarely (if ever) having access to enough model training data to completely 

avoid overfitting. This results in a lack of generality and robustness to changes in the 
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many aspects of the recorded signals that do not contribute directly to the parameters 

of interest. In part this is because these methods require information from both ends of 

the brain signal decoding pipeline to find the desired model parameters: input data in 

some appropriate representation, and corresponding desired output values. Information 

about the desired output is often irregularly and sparsely available, and must usually 

be extracted from dedicated calibration measurements -- not unlike using 

contemporary voice recognition software.  

Machine learning (ML) is not yet a consolidated field, but rather a broad 

assortment of techniques and algorithms from a variety of schools or conceptual 

frameworks such as neural networks (Bengio 2009) statistical learning theory (Vapnik 

1999; Hastie 2009), decision theory(MacKay 2003) or graphical models (Koller and 

Friedman 2009). Yet today machine learning plays a fundamental role in BCI design 

because the functional role of any given brain source or the precise configuration of a 

source network may be specific to the individual and, as a consequence, not 

identifiable in advance (Blankertz, Dornhege et al. 2007). This is the case both at the 

near cm2-scale of locally synchronous cortical source patches and at finer spatial 

scales (Kriegeskorte and Bandettini 2007). For this reason, the modeling is usually 

framed as a ‘supervised’ machine learning problem in which the task is to learn a 

mapping from some input (feature) space onto an output (category) space from a set of 

(input, output) training data examples extracted from a dedicated calibration recording 

(Bishop 2006). A noteworthy complementary approach is ‘unsupervised’ learning that 
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captures structure latent in the input space under certain assumptions without use of 

‘ground truth’ target values (Vapnik 1999).  

8.3.1.1 Gaussian assumptions.  

Several well-known assumptions underlie the majority of popular ML 

approaches in BCI research. One that has strongly influenced the design of adaptive 

BCI systems is Gaussianity of input-space distributions. This assumption tends to 

make a vast range of statistical problems analytically tractable, including those 

modeling brain processes and their functional associations via methods such as linear 

and quadratic discriminant analysis (Blankertz, Lemm et al. 2011), linear and ridge 

regression (Alamgir, Grosse-Wentrup et al. 2010), Gaussian mixture models (Schalk, 

Brunner et al. 2008), kernel formulations such as Gaussian process regression (Zhong, 

Lotte et al. 2008) as well as most BCI approaches built on signal covariance, like 

Common Spatial Patterns (Ramoser, Muller-Gerking et al. 1998) or the Dual-

Augmented Lagrangian (DAL) approach (Tomioka and Muller 2010). However, the 

BCI field is increasingly running into the limits of this not quite justified assumption.  

For input features based on scalp EEG measurements, a Gaussian assumption 

might be defended by application of the central limit theorem to the multitude of 

stochastic processes that contribute to the signal. However, measurable EEG signals of 

interest are typically generated by field activities of highly dependent neural 

processes. Scalp-recorded brain signals are also contaminated by a variety of often 

large, sporadic rare non-brain source artifacts (Goncharova, McFarland et al. 2003; 



 

 

308 

Fatourechi, Bashashati et al. 2007). Both these factors can render the probability 

density functions of the observed signal distributions heavy-tailed, strongly distorting 

estimates made using Gaussian assumptions. Improving on these assumptions, 

however, requires additional computational and theoretical machinery. 

8.4  Current BCI Design Directions and Opportunities 

Below we discuss a variety of emerging or foreseeable near-term directions 

and avenues for improvement in developing models for online cognitive state 

assessment. We point out a variety of possible advantages derivable from explicit or 

implicit source representations, such as the ability to compute informative source 

network properties. Source representations also allow co-registering large pools of 

empirical data whose shared statistical strength may improve estimation accuracy, 

robustness, and specificity under real-world conditions. We then discuss the important 

multi-modal data integration problem. 

8.4.1  ICA and related latent source models.  

Advances in signal processing and machine learning affect all aspects of EEG 

analysis (Lopes da Silva 2008). Blind source separation, in particular independent 

component analysis (Cardoso and Comon 1990; Bell and Sejnowski 1995; Makeig, 

Bell et al. 1996; Hyvarinen, Karhunen et al. 2001; Cichocki and Amari 2002), while 

still far from being universally adapted, has had a large effect on the EEG field in the 

past decade, playing a significant role in removal of artifacts from EEG data (Jung, 
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Makeig et al. 2000), in analysis of EEG dynamics (Makeig, Bell et al. 1996; 

Karhunen, Hyvarinen et al. 1997; Makeig, Westerfield et al. 2002; Hyvarinen, 

Ramkumar et al. 2010), for BCI design (Xu, Gao et al. 2004; Bigdely-Shamlo, 

Vankov et al. 2008; Kachenoura, Albera et al. 2008; Kothe and Makeig 2011), and in 

clinical research applications (Nam, Yim et al. 2002; Acar, Worrell et al. 2009; 

Mullen, Acar et al. 2011). The basic ICA model assumes the multi-channel sensor data 

are noiseless linear mixtures of a number of latent spatially stationary, maximally 

independent and non-Gaussian distributed sources or source subspaces. The objective 

is to learn an ‘unmixing’ matrix that separates the contributions of these sources (or 

source subspaces) from the observed channel data based on minimizing some measure 

of their temporal dependency. 

While linear propagation to and summation of EEG signals at the scalp 

channels is a safe assumption(Nunez and Srinivasan 2006), the maximal independence 

and spatial stationarity assumptions used in temporal ICA may hold less strictly in 

some cases. Thus, future directions in BCI research based on ICA may exploit related 

multiple mixture (Lee, Lewicki et al. 2000; Palmer, Makeig et al. 2008), convolutive 

mixture (Dyrholm, Makeig et al. 2007), and adaptive mixture (Palmer, Makeig et al. 

2008) models that have been introduced to model spatiotemporal nonstationarity 

(Hirayama, Maeda et al. 2007; lee, Shen et al. 2011), or independence within specific 

frequency bands (Zhang and Chan 2006) and other subspaces (Theis 2007; Szabó, 

Póczos et al. 2011), or to integrate other tractable assumptions (Cichocki, Zdunek et 

al. 2009). Although the details of cortical geometry and hence, source scalp 
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projections, as well as source temporal dynamics vary across individuals, 

accumulating some source model information through simultaneous processing of data 

from multiple subjects might prove beneficial (Congedo, John et al. 2010). 

ICA does not use an explicit biophysical model of source and channel 

locations in an electrical forward head model. While this might be seen as an 

insufficiency of the approach, it may also avoid confounding effects of head and 

conductance modeling errors while making efficient use of statistical information in 

the data. Despite the demonstrated utility of advanced ICA and related algorithms, 

because of the lack of “ground truth” in typical EEG data sets its real-world estimation 

errors are not easily quantified. Continued work on statistical modeling and validation 

(Vincent, Araki et al. 2012)are needed to assess the reliability of ICA separation 

(Harmeling, Meinecke et al. 2004; Hyvarinen 2011; Delorme, Palmer et al. 2012; 

Kothe and Makeig 2013) and to minimize propagation of estimation errors through 

data modeling that follows ICA decomposition.  

Comparing brain processes across individuals is another important problem 

both for EEG analysis and for building BCI models using data from more than one 

subject. The variability of folding of the cortical surface across individuals means it is 

not sufficient to simply identify component processes common to two or more 

individuals by their scalp projection patterns. Promising avenues for future methods 

development here include joint diagonalization (Congedo, Phlypo et al. 2011) and 

extracting equivalent component clusters or brain domains using relevant constraints 
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including their co-registered 3-D equivalent dipole positions (Delorme, Palmer et al. 

2012). 

8.4.2  Unsupervised learning and adaptive filtering.  

Unsupervised learning (Hastie 2009) and adaptive signal processing (Sayed 

2003) generally both perform adaptive modeling and transformation of data samples. 

Among the original examples of their use for cognitive state assessment are ICA (Qin, 

Ding et al. 2004), adaptive noise cancelling (He, Wilson et al. 2004), and variants of 

the Kalman filter (Li, O'Doherty et al. 2009). More recently, work has expanded into 

the promising areas of dictionary learning (Hammer, Ricardo et al. 2011) unsupervised 

deep learning (Balderas, Zander et al. 2011) and entirely new directions such as 

stationary subspace analysis (SSA) (von Bunau, Meinecke et al. 2010). One of the 

currently most popular BCI algorithms, Common Spatial Patterns (and its 20 or more 

extensions) (Ramoser, Muller-Gerking et al. 1998; Dornhege, Blankertz et al. 2005; 

Tomioka, Dornhege et al. 2006; Ang, Chin et al. 2011; Lotte and Guan 2011) can also 

be viewed as producing adaptive spatial filters, although adapted using a supervised 

cost function involving a categorical target or label variable. Many of these techniques 

serve either of two purposes. The first is to generate better (e.g., more informative, 

interpretable, or statistically better behaved) signal features or latent variables based 

on information readily available in the signal itself, ideally features that make 

subsequent processing tractable (or trivial). A second goal is to alleviate (or account 

for, as in co-adaptive calibration) the effects of non-stationarity in the underlying brain 
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and/or non-brain processes, an important avenue of development that could affect 

almost all BCI methodology (Shenoy, Krauledat et al. 2006; Vidaurre, Kawanabe et 

al. 2011). 

8.4.3  Sparsity assumptions.  

Signal processing exploiting data or parameter sparsity is now emerging as a 

central tool in BCI design as in many other disciplines and can serve to express 

assumptions of compactness, non-redundancy, or mutual exclusivity across alternative 

representations. When applied to suitable data, sparse signal processing and modeling 

approaches can achieve dramatically better statistical power than methods that ignore 

sparsity, particularly when applied to sparse but very high-dimension data (Donoho 

2006; Zhao and Yu 2006; Wainwright 2009; Baraniuk, Cevher et al. 2010). Sparse 

representations may also be regarded as a numerical application of Occam’s Razor 

(“Among equally likely models the simplest should be favored”). For example, 

because of functional segregation in cortex, constellations of brain EEG sources linked 

to a specific aspect of cognitive state of interest (for example, imagining an action) 

may be assumed to be a sparse subset of the entire source activity (Toga and Mazziotta 

2000; Frackowiak, Ashburner et al. 2004). 

A useful application of sparse signal processing is to precisely estimate EEG 

source distributions (Michel, Murray et al. 2004; Wipf, Ramirez et al. 2007; Grech, 

Cassar et al. 2008; He, Yang et al. 2011). Potential real-time EEG applications could 

include online scalp and intracranial EEG source imaging to guide neurosurgeons 



 

 

313 

(Grosse-Wentrup, Liefhold et al. 2009; Lotte, Lecuyer et al. 2009). Sparse Bayesian 

Learning (SBL) (Wipf and Nagarajan 2009) is a particularly promising framework for 

source localization and modeling of spatiotemporal correlations among sources (van 

den Broek, Reinders et al. 1998; Wipf, Owen et al. 2010; Zhang and Rao 2011). Some 

other popular source localization algorithms are special cases of SBL and can be 

strengthened within the SBL framework (Zhang and Rao 2011). While not designed 

for real-time implementation, SBL speed can be enhanced (Koller and Friedman 2009; 

Seeger and Wipf 2010). 

Spatiotemporal (e.g., groupwise) sparsity has been applied successfully to 

source signal connectivity (Valdes-Sosa, Sanchez-Bornot et al. 2005; Sporns and 

Honey 2006) [132] (Sporns 2011) (discussed below), where it can lead to substantial 

reductions in the number of observed data samples required to accurately model a 

high-dimensional, sparsely-structured system. Well-established sparse regression 

methods such as Lasso (Hastie 2009) provide improved estimates of high-dimensional 

multivariate connectivity over both unconstrained and regularization approaches 

(Valdes-Sosa, Sanchez-Bornot et al. 2005; Haufe, Mueller et al. 2009; Haufe, 

Tomioka et al. 2010). Sparse modeling may also use graph theoretic metrics to extract 

simple topological features from complex brain networks represented as directed or 

undirected graphs(Sporns 2005; Daly, Nasuto et al. 2011; Sporns 2011). 

A complementary and often reasonable assumption is that the biosignal data 

are smooth across closely related parameters (Friston, Harrison et al. 2008). Several 

recent further extensions of the sparsity concept, such as low-rank structure (Tomioka 
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and Muller 2010) or structured sparsity (Mairal, Jenatton et al. 2011), can also be 

formulated as tractable convex and Bayesian estimation problems. 

8.4.4  Exploiting dynamic brain connectivity.  

Historically, nearly all BCI systems have been based on composed univariate 

signal features. However, as the primary function of our brains is to organize our 

behavior (or more particularly, its outcome), modeling brain activity as a set of 

disjoint cortical processes clearly may ignore information in the EEG data about the 

complex, precisely timed interactions that may be required to fulfill the brain’s 

primary role. Transient patterns of cortical source synchrony (or other dynamics) that 

modulate information transmission among non-contiguous brain areas are posited to 

play critical roles in cognitive state maintenance, information processing and motor 

control (Kalaska and Crammond 1992; Tononi and Edelman 1998; Varela, Lachaux et 

al. 2001; Friston 2002). Therefore, an ability of BCI systems to monitor dynamic 

interactions between cortical source processes could provide key information about 

unobserved cognitive states and responses that might not be obtainable from 

composed univariate signal analyses (Friston 2002).  

8.4.4.1 Effective versus functional connectivity.  

Functional connectivity refers to symmetric, undirected correlations among the 

activities of cortical sources (Friston 1994). The earliest functional connectivity 

studies examined linear cross-correlation and coherence between measured EEG scalp 
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signals (Brazier and Casby 1952; Adey, Walter et al. 1961). These techniques alone 

carry a serious risk of misidentification in systems involving (closed loop) feedback, 

subject to correlated noise, or having strong process autocorrelation (Box and 

Macgregor 1974; Granger and Newbold 1974; Chatfield 1989; Ge, Kendrick et al. 

2009). Although neural systems typically exhibit one or more of these characteristics 

(Jirsa and McIntosh 2007), cross-correlation and coherence are still among the most 

commonly used methods for connectivity analysis in the neurosciences (Pereda, 

Quiroga et al. 2005; Sakkalis 2011).  

A general deficit of functional connectivity methods is that, being correlative 

in nature, they cannot be used to identify asymmetric information transfer or causal 

dependencies between cortical sources. Thus, they cannot distinguish, for instance, 

between “bottom-up” (sensory à cognitive) and “top-down” (cognitive à sensory) 

interactions between a set of sources. In contrast, effective connectivity denotes 

directed or causal dependencies between brain regions (Friston 1994). Currently 

popular effective connectivity methods include dynamic causal modeling (DCM), 

structural equation modeling (SEM), transfer entropy (TE) and Wiener-Granger causal 

(WGC) methods, plus related multivariate methods including the directed transfer 

function (DTF) (reviewed in (Pereda, Quiroga et al. 2005; Schelter, Winterhalder et al. 

2006; Marreiros, Friston et al. 2010; Sakkalis 2011)). Because of the potentially better 

fidelity of source-level multivariate effective connectivity models to the underlying 

cortical dynamics, we foresee a shift in BCI design research in these directions. 
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8.4.4.2  Confirmatory versus exploratory modeling.  

Methods for effective connectivity analysis generally fall into two categories: 

confirmatory and exploratory (Friston 2005). Confirmatory methods are hypothesis 

and model driven, seeking to identify the most plausible model amongst a finite 

(generally small) set of valid candidates. Conversely, exploratory methods are data-

driven and capable of searching a large model space without requiring a set of well-

formed hypotheses. Confirmatory methods, such as DCM have shown demonstrated 

utility in neurobiological system identification, and may be preferable for confirming a 

specific hypothesis (Stephan, Harrison et al. 2007). However, due to the current 

paucity in accurate neurobiological models of networks underlying complex cognitive 

states, and the computational complexity of exploring very large model spaces using 

DCM, fast exploratory methods such as WGC (Granger 1969; Ding, Chen et al. 2006) 

and extensions thereof may be of greater utility for exploratory BCI research in the 

near future. As distributed neurobiological interactions are better understood, it will be 

fruitful to incorporate this understanding explicitly into BCI designs via model 

constraints or confirmatory model selection. 

8.4.4.3  Bivariate versus multivariate connectivity. 

Recent preliminary BCI designs exploiting connectivity have utilized bivariate 

functional connectivity estimates such as spectral coherence and phase 

synchronization measures applied to scalp channel pairs (Gysels and Celka 2004; 

Dobrea, Dobrea et al. 2007; Wei, Wang et al. 2007) with mixed performance benefits 
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(Brunner, Scherer et al. 2006; Daly, Nasuto et al. 2011; Krusienski, McFarland et al. 

2012). While these studies have primarily focused on simple motor imagery tasks, the 

most significant gains from dynamic connectivity modeling seem likely to be achieved 

when the objective is to identify, in higher-density data, a more complex cognitive 

state or event linked to a specific pattern of multi-source network dynamics. However, 

for even moderately complex networks, bivariate connectivity methods suffer from a 

high false positive rate due to a higher likelihood of excluding relevant causal 

variables (Kus, Kaminski et al. 2004; Eichler 2005; Pearl 2009). This leads to a higher 

likelihood of incorrectly linking the same connectivity structure to two or more 

fundamentally different cognitive states, potentially limiting BCI performance. As 

such, the use of multivariate methods is an important consideration in efficient BCI 

design.   

8.4.4.4 Source versus sensor connectivity.  

Recent and current advances in source separation and localization of 

electrophysiological signals greatly expand possibilities for explicit modeling of 

cortical dynamics including interactions between cortical processes themselves. 

Assessing connectivity in the cortical source domain rather than between surface EEG 

channel signals has the advantage of greatly reducing the risk of misidentifying 

network events because of brain and non-brain source mixing by volume conduction 

(Nunez, Srinivasan et al. 1997; Gross, Kujala et al. 2001). Shifting to the source 

domain furthermore allows accumulating knowledge from functional neuroimaging 
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and neuroanatomy to be used to constrain dynamic connectivity models. In particular, 

noninvasive diffusion-based MR imaging methods are providing increasingly more 

accurate in vivo estimates of brain anatomical connectivity that might also be used to 

constrain dynamic connectivity models based on localized EEG source signals.  

8.4.4.5  Adapting to non-linear and non-stationary dynamics.  

Electrophysiological data exhibit significant spatiotemporal nonstationarity 

and nonlinear dynamics (Friston 2002; Jirsa and McIntosh 2007). Some adaptive 

filtering approaches that have been proposed to incorporate nonstationarity include 

segmentation-based approaches (Florian and Pfurtscheller 1995; Ding, Bressler et al. 

2000) and factorization of spectral matrices obtained from wavelet transforms 

(Dhamala, Rangarajan et al. 2008). However, these techniques typically rely on 

multiple realizations to function effectively, hindering their application in BCI 

settings. Among the most promising alternatives are state-space representations (SSR) 

that assume the observed signals are generated by a partially observed dynamical 

system that can be non-stationary and/or non-linear (Hesse, Moller et al. 2003; Ge, 

Kendrick et al. 2009; Sommerlade, Henschel et al. 2009). A class of methods for 

identifying such systems includes the long-established Kalman filter (Haykin and 

Simon 2001) and its extensions including the cubature Kalman filter (Arasaratnam and 

Haykin 2009), which exhibits excellent performance in modeling high-dimensional 

non-stationary and/or non-linear systems (Havlicek, Friston et al. 2011). These 

methods have led in turn to extensions of the multivariate Granger-causality concept 
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that allow for nonlinearity and/or nonstationarity while (in part) controlling for 

exogenous or unobserved variables (Guo, Seth et al. 2008; Guo, Wu et al. 2008; Ge, 

Kendrick et al. 2009). SSRs may also flexibly incorporate structural constraints 

(Simon 2010), sparsity assumptions (Carmi, Gurfil et al. 2010), and non-Gaussian, 

e.g., sparse (heavy-tailed) process distribution priors (Ting, Salleh Sh et al. 2011). A 

final advantage of the state-space framework is the potential to jointly perform source 

separation and/or localization (as in ICA) together with identification of source 

dynamics and their causal interactions, all within a single unified state-space model 

(Cheung, Riedner et al. 2010; Haufe, Tomioka et al. 2010).  

The developments we briefly describe above suggest that robust and efficient 

exploratory causal identification in high-dimensional, partially-observed, noisy, non-

stationary, and nonlinearly generated EEG and other electrophysiological signal sets 

may become a reality in the coming decades. Leveraging the benefits of such 

approaches to maximize the range and robustness of brain-based prosthetic control and 

cognitive state assessment capabilities has great potential to become a key area of BCI 

research and development. 

8.4.4.6  Unified modeling approaches.  

Sparsity and Gaussianity are examples of principles that cross branches of 

machine learning and signal processing and demonstrate the wide-ranging low-level 

compatibility of these disciplines despite differences in problem formulation. Other 

well-known links are convex optimization and graphical models. Deep connections 
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like these tend to seed or enable the development of new methods and frameworks in 

inter-disciplinary domains such as BCI design (Wipf and Nagarajan 2009; Tomioka 

and Muller 2010; Henson, Wakeman et al. 2011) and will likely be anchors for future 

BCI methodology. For instance, while a common operating procedure in current BCI 

system design is to extract and pass domain-specific features through a processing 

pipeline built of standard signal processing and machine learning blocks, the resulting 

approach may be neither a principled nor an optimal solution to the overall problem. 

For example it has been shown that several of the most commonly used multi-stage 

BCI approaches (including CSP followed by LDA) can be replaced by a single joint 

optimization solution (dual-spectral regularized logistic regression) that is provably 

optimal under principled assumptions (Tomioka and Muller 2010). A similar 

unification can also be naturally realized in hierarchical Bayesian formulations 

(Henson, Wakeman et al. 2011). Unified domain-specific approaches like these may 

however require mathematically sophisticated problem formulations and custom 

implementations that cut across theoretical frameworks.  

8.4.4.7 General purpose tools.  

However, it is now easier than ever for application-oriented scientists to 

design, verify, and prototype new classes of methods, thanks to powerful tools like 

CVX for convex optimization (Grant and Boyd 2011), BNT (Murphy 2001), BUGS 

(Gilks, Tohomas et al. 1994), or Infer.NET [188] for graphical modeling, and more 

specialized but fast and still generalizable numerical solvers like DAL (Tomioka and 
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Sugiyama 2009), glm-ie (Nickisch 2011) or ADMM (Boyd, Parikh et al. 2011). These 

and other state-of-the-art tools are transforming what would have been major research 

projects only 3-5 years ago into Matlab (The Mathworks, Inc.) three-liners that are 

already finding their way into graduate student homework in statistical estimation 

courses. As unified modeling and estimation/inference frameworks become easier to 

use, more powerful, and more pervasive, developing principled and more close-to-

optimal solutions will require far less heavy lifting than today, leading to our 

expectation that they will soon become the norm rather than the exception. 

8.4.5 Mining large data resources.  

Overcoming the moderate performance ceiling of the current generation of 

BCI systems can be viewed as one of the strongest challenges for BCI technology 

development in the 21st century. One possible answer may lie in “scaling up” the 

problem significantly beyond currently routine data collection and signal processing 

limits. In future more and more intensive computations may likely be performed to 

calibrate brain activity models for individual users, and these may take advantage of 

increasing volumes of stored and/or online data. The potential advantages of such dual 

approaches to difficult problems are common concepts in the current era of “Big Data” 

but have not yet been much explored in BCI research.  

For example, current recording channel numbers are orders of magnitude 

smaller than what will soon be or are already possible using ever-advancing sensing, 

signal processing, and signal transmission technology (see (Lin et at 2012) this issue), 
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though it is not known when diminishing returns appear in the amount of useful 

information about brain processes that can be extracted from EEG data as channel 

numbers increase. Also, adaptive signal processing methods might continue to adapt 

and refine the model of brain processes used in working BCIs during prolonged use, 

thereby enhancing their performance beyond current time-limited laboratory training 

and use scenarios. In the majority of contemporary BCI systems the amount of 

training data used for estimation of optimal model parameters amounts to not more 

than a one-hour single-subject calibration session, though for stable machine learning 

using much more data would be preferable.  

Another major limiting factor in BCI performance lies in the trade-off between 

adapting a model to the complex context in which calibration data is initially acquired 

(for example, subject fatigue or stress level, noise environment, subject intent, etc.) 

and the desirable ability of the model to continue to perform well in new operational 

conditions. Although most BCI training methods attempt to maximize generalization 

of their performance across the available range of training and testing data, the lack of 

truly adequate data that spans a sufficiently rich range of situations that could be 

potentially or likely encountered in practice severely limits the achievable 

generalization of BCI performance. 

8.4.5.1 Collaborative filtering.  

For some applications “zero-training” (Krauledat, Tangermann et al. 2008) or 

“cross-subject” BCI designs, which are usable without any need for individual 
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calibration, are highly desirable or even necessary. However, pure zero-training BCI 

methods sacrifice performance compared to BCI designs using individualized models. 

A promising solution is to combine some training data or information from a targeted 

subject with stored data and information from a large collection of training sets 

collected from similar subjects (Fazli, Grozea et al. 2009; Alamgir, Grosse-Wentrup et 

al. 2010; Lotte and Guan 2011).  While incorporating relatively small amounts of such 

data might give only marginal improvement, the availability of massive amounts of 

data can make tractable learning in previously unthinkably sized parameter spaces, 

thereby gaining enough statistical power to tune predictive models to more complex 

and highly specific brain and behavioral models.  

The continued scaling of both availability and cost of computational resources 

and memory resources makes possible the use of methods for production work that 

were infeasible only a few years ago, particularly when it comes to mining massive 

data sets (for example brain and behavioral recordings from hundreds to many 

thousands of people) or solving optimization problems that involve hundreds of 

thousands of parameters (for example large-scale functional connectivity estimates or 

full joint time/space/frequency modeling of brain dynamics).  

As a consequence, it has become possible to replace usual ad hoc simplifying 

assumptions (including the need for massive data dimensionality reduction) (Perez and 

Cruz 2007; Naeem, Brunner et al. 2009) by data-relevant assumptions (such as source 

or model sparsity or smoothness) -- or to propose to entirely displace those 

assumptions by processing vast samples of routine (or perhaps even high-quality) data 
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from a large group of subjects -- and thereby achieve asymptotic optimality under 

quite mild conditions. Only after the first such projects are carefully explored will it be 

possible to empirically estimate the ultimate BCI system performance bounds 

attainable for a given goal and data type, thereby informing further future roadmaps 

for sensor and processing technology development. 

The potential effectiveness of such approaches is rooted in the genetic and 

social commonalities across subjects that make it possible to find statistical support in 

the form of empirical priors or constraints across populations (or sub-populations) of 

users. In practice, this direction requires further generalization of the problem 

formulation and some dedicated assumptions as to the commonalities that are to be 

exploited (for example, via co-registration or alignment of individual signal 

representations (Collignon, Maes et al. 1995)). This further increases the need for 

approaches that are both highly adapted to the particular data domain yet principled 

and (ideally) provably optimal under reasonable assumptions.  

8.4.5.2 Transfer learning.  

A theoretical framework that extends machine learning in these directions has 

recently been termed transfer learning (Pan and Yang 2010). Transfer learning 

approaches (Silver and Bennett 2008) have been successfully applied in a variety of 

fields including computer vision (Quattoni, Collins et al. 2008) and natural language 

processing. First similar approaches have recently been demonstrated for BCI training 

(Alamgir, Grosse-Wentrup et al. 2010; Devlaminck, Wyns et al. 2011). Only 
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algorithms that are designed to exploit commonalities across similar users (for 

example, users of similar age, gender, expertise, etc.), tasks (for example, detecting 

either self-induced or machine errors) and operational context (e.g., while composing 

a letter or a piece of music) will be able to leverage this soon-available auxiliary data 

to maximum effect. 

Collaborative filtering and transfer learning methods (Xiaoyuan and 

Khoshgoftaar 2009) designed to take advantage of such databases have been in 

development for several years in other areas, mostly fueled by needs of companies 

with ever-growing data resources such as Amazon (Linden, Jacobi et al. 2001), 

NetFlix (Bennett and Lanning 2007), and Google (Das, Datar et al. 2007). These 

methods try to estimate some information about each user (e.g., their movie 

preferences, or for BCI their brain activity patterns) from small amounts of 

information from that user (text query, or brain signal) combined with incomplete 

stored information from many other users (even concurrently arriving information as 

in crowd sourcing). These techniques have the potential to elevate the performance 

and robustness of BCI systems in everyday environments, likely bringing about a 

paradigm shift in prevailing attitudes toward BCI capabilities and potential 

applications. 

8.4.6 Multimodal BCI systems.  

Proliferation of inexpensive dry and wireless EEG acquisition hardware, 

coupled with advances in wearable electronics and smart-phone processing 
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capabilities may soon result in a surge of available data from multi-modal recordings 

of many thousands of ’untethered’ users of personal electronics. In addition to 

information about brain activity, multimodal BCI systems may incorporate other 

concurrently collected physiological measures (respiration, heart and muscle activities, 

skin conductance, biochemistry), measures of user behavior (body and eye 

movements), and/or ongoing machine classification of user environmental events and 

changes in subject task or challenge from audio, visual, and even thermal scene 

recording. We have recently termed brain research using concurrent EEG, behavioral, 

and contextual measures collected during ordinary motivated behavior (including 

social interactions) mobile brain/body imaging (MoBI) (Makeig, Westerfield et al. 

1999) Behavioral information may include information regarding human body 

kinematics obtained from motion capture (Tavakkoli, Kelley et al. 2008), facial 

expression changes from video cameras or EMG sensors (Bartlett 2001), and eye 

tracking (Bulling, Roggen et al. 2011). This information will likely be partially tagged 

with high-level contextual information from computer classification. 

Progress in modeling each data domain, then capturing orderly mappings 

between each set of data domains, and mapping from these to the target cognitive state 

or response presents significant challenges. However, the potential benefits of 

effective multi-modal integration for a much wider range of BCI applications to the 

general population might be large, possibly even transformative (Lance 2012). The 

most effective approaches for comparing and combining disparate brain and 

behavioral data are not yet known. Some progress has been made in integrating brain 
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activity with subject behavioral data in Hybrid BCI systems (Pfurtscheller, Allison et 

al. 2010) and MoBI (Gramann, Gwin et al. 2010; Gwin, Gramann et al. 2010). Joint 

recordings of EEG and functional near-infrared brain imaging data are possible and 

could be near-equally lightweight (Izzetoglu, Bunce et al. 2007).  

Through efforts to develop more accurate automated affect recognition 

systems, the field of affective computing has shifted towards incorporating multimodal 

data -- multiple behavioral (posture, facial expression, etc) as well as physiological 

measurements (galvanic skin response, cardiac rhythmicity, etc.) (Kapoor and Picard 

2005). EEG dynamics have recently been shown to contain information about the 

emotional state of the subject (Onton and Makeig 2009) and even the affective quality 

of the music the subject is listening to (Lin, Wang et al. 2010) or imagining (Makeig, 

Leslie et al. 2011), with different patterns of neck and scalp muscle activity, recorded 

along with the EEG, contributing additional non-brain but also potentially useful 

information. 

To overcome the significant challenge of learning mappings between high-

dimensional, sometimes noisy, and disparate brain and behavior modalities, it should 

be fruitful to draw on successful applications of multimodal analysis in established 

fields such as affective and context aware computing (Popescu-Belis and Stiefelhagen 

2008), as well as more general advances in machine learning such as nonlinear 

dimensionality reduction, non-negative matrix and tensor factorization (Cichocki, 

Zdunek et al. 2009), multi-view clustering and canonical correlation analysis (Bickel 

and Scheffer 2004; de Sa 2005; Chaudhuri, Kakade et al. 2009), meta-classification 
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approaches (Dornhege, Blankertz et al. 2004; Hammon and de Sa 2007) and 

hierarchical Bayesian models and deep learning networks(Henson, Wakeman et al. 

2011; Ngiam, Khosla et al. 2011). Further incorporation of natural constraints and 

priors derived from cognitive and systems neuroscience and neuroanatomy, as well as 

those obtained from multi-subject transfer learning on large data sets, might allow 

design and demonstration of a new generation of powerful and robust BCI systems for 

online cognitive state assessment and other applications. A particular type of 

constraint or assumption that is still under-represented in BCI and cognitive state 

assessment algorithms today is probabilistic cognitive modeling, which allows to 

incorporate finer-grained and potentially very complex knowledge about statistical 

dependencies between cognitive state variables as well as their relationship to 

behavioral dynamics. 

8.5  The Future Evolution of BCI Methods 

8.5.1  BCI technology for cognitive and mental state assessment.  

For BCI technology to exploit information provided from expert systems 

modeling brain and behavioral data (such as EEG and motion capture and/or scene 

recording), in combination with rich if imperfect information about subject 

environment and intent, some modality-independent representations of high-level 

concepts including human cognitive and affective processing states could be highly 

useful. These representations could act as common nodes connecting different aspects 

of each ‘state concept.’  As a simple example, an emotional tone might likely 
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simultaneously affect EEG dynamics, gestural dynamics (captured by body motion 

capture), and facial expression (captured by video and/or EMG recording). 

Development of intermediate representations of cognitive state could not only 

facilitate the performance and flexibility of BCI systems, but also make their results 

more useful for other expert systems, again considering that both BCI systems and 

intelligent computer systems will doubtlessly grow far beyond their current levels of 

detail and complexity. Possibly such representations might not map simply onto 

current psychological terminology. 

Availability of such representations and appropriate functional links to 

different types of physiological and behavioral data would make it possible to 

combine and exploit information from a variety of source modalities within a common 

computational framework. Cognitive state and response assessment, evolved to this 

stage, may lead to the development of more efficient and robust human-machine 

interfaces in a wide range of settings, from personal electronics and communication to 

training, rehabilitation and entertainment programs and within large-scale commercial 

and military systems in which the human may increasingly be both the guiding 

intelligence and the most unreliable link. 

8.5.2  BCI technology and the scientific process.  

Currently, we are witnessing massive growth in the amount of data being 

recorded from the human brain and body, as well as from computational systems with 

which humans typically interface. In future years and decades, mobile brain/body 
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recording could easily become near ubiquitous (Lin et at 2012). As the amount of such 

data continues to increase, semi-automated data mining approaches will become 

increasingly relevant both for mundane BCI purposes such as making information or 

entertainment resources available to the user when they are most useful and also for 

identifying and testing novel hypotheses regarding brain support for human individual 

or social cognition and behavior. Brain-computer interfaces, considered as a form of 

data mining, will increasingly provide a means for identifying neural features that 

predict or account for some observable behavior or cognitive state of interest. As such, 

these methods can be of significant use for taking inductive/exploratory steps in 

scientific research. In recent years, this concept has been considered by a growing 

number of researchers (Kay, Naselaris et al. 2008; Mitchell, Shinkareva et al. 2008; 

Jensen, Bahramisharif et al. 2011; Pei, Barbour et al. 2011). The meaningful 

interpretability of the features or feature structures learned by such methods is 

required to allow them make a useful contribution to scientific reasoning. 

Scientifically accepted hypotheses about brain and behavior may be 

incorporated into subsequent generations of BCI technology, improving the 

robustness, accuracy, and applicability of such systems -- both for BCI applications 

with immediate real-world utility as well as for data exploration for scientific 

purposes. Thus, machine intelligence may increasingly be used ‘in the loop’ of the 

scientific process, not just for testing scientific hypotheses, but also for suggesting 

them -- with, we believe, potential for generally accelerating the pace of scientific 

progress in many disciplines. Bayesian approaches are particularly well suited to 
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hypothesis refinement (e.g., taking current hypotheses as refinable priors) and thus 

may represent a particularly appropriate framework for future generations of 

integrative BCI technology as continually expanding computational power makes 

more and more complex Bayesian analyses feasible. 

8.5.3  BCI systems present and future.  

Today the BCI field is clearly observing an asymptotic trend in the accuracy of 

EEG-based BCI systems for cognitive state or intent estimation, a performance trend 

that does not appear to be converging to near-perfect estimation performance but 

rather to a still significant error rate (5-20% depending on the targeted cognitive 

variable). For BCI technology based on wearable or even epidermal EEG sensor 

systems (Kim, Lu et al. 2011) to become as useful for everyday activity as computer 

mice and touch screens are today, technological and methodological breakthroughs 

will be required that are not likely to represent marginal improvements to current 

information processing approaches. Some such breakthroughs may be enabled by 

Moore’s (still healthy) law that should continue to allow extended scaling up, likely 

also by orders of magnitude, both the amount of information integrated and the 

amount of offline and online computation performed. However, these processing 

capabilities almost certainly will need to be leveraged by new computational 

approaches that are not considered under today’s resource constraints -- thus quite 

possibly beyond those outlined or imagined here.  
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Continued advances in electrophysiological sensor technology also have 

enormous potential to allow BCI performance breakthroughs, possibly via extremely 

high-channel count (1000s) and high-SNR (near physical limits) non-invasive 

electromagnetic sensing systems that, combined with sufficient computational 

resources, could conceivably allow modeling of brain activity and its nonstationarity 

at a range of spatiotemporal scales. Alternatively, to reach this level of information 

density, perhaps safe, relatively high-acceptance medical procedures might be 

developed and employed to allow closer-to-brain source measurements (see (Lin et at 

2012)).  

Continuing advances in BCI technology may also increase imaginative 

interest, at least, in future development of bi-directional, high-bandwidth modes of 

communication that bypass natural human sensory pathways, with potential to affect  -

- positively and/or negatively -- many aspects of human individual and social life and 

society. Meanwhile, the expanding exploration of potential means and uses for brain-

computer interface systems should continue to generate excitement in the scientific 

and engineering communities as well as in popular culture. 
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8.7  Figures 

 

Figure 8.1 (Left) Simulation of a cm2 -scale cortical EEG source representing an area 
of locally synchronized cortical surface-negative field activity, and (right) its broad 
projection to the scalp. From an animation by Zeynep Akalin Acar using a biologically 
realistic Boundary Element Method (BEM) electrical head model built from an 
individual subject MR head image using the Neuroelectromagnetic Forward Head 
Modeling Toolbox (NFT) (Acar and Makeig 2010) and Freesurfer (Dale, Fischl et al. 
1999). 
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Figure 8.2 A conceptual schematic overview of evolving BCI design principles. Data 
obtained from sensors and devices within, on, and around a human subject (bottom 
left) are transformed into informative representations via domain-specific signal 
preprocessing (middle left). The resulting signals are combined to produce 
psychomotor state representations (upper left) using general-purpose inference 
methods, producing timely estimates of the subject’s cognitive, affective, and 
sensorimotor state, including their cognitive and affective responses to events and 
cognitive/behavioral intent). These estimates may be made available to the systems the 
subject is interacting with. Similar cognitive state information derived from 
(potentially many) other subjects (lower right), intelligently combined, can shape 
statistical constraints or priors (middle right), thereby enhancing individual state 
models. Mappings between data representations and psychomotor states (left) allow 
exploratory data modeling (top right), providing new hypotheses that can guide the 
confirmatory scientific process (middle right).  
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Chapter 9  

Into the Wild: Towards Real-Time 

Mobile Brain Imaging, Neuronal 

System Identification, and Cognitive 

State Prediction 

 

9.1  Abstract 

In recent years, with the advent of low-noise "wearable" EEG hardware, there 

has been an explosion of renewed interest in the application of EEG towards real-

world, mobile neuroimaging and brain-computer interfaces (BCIs). Concomitant with 

this is an increased scientific and neuroengineering emphasis on understanding 

relationships between changing neuronal connectivity dynamics and neurocognitive 

and behavioral states. However, reliable neuronal system identification under real-

world, single-trial conditions poses significant challenges. These including mitigating 

artifacts and maintaining robust modeling performance under small-sample conditions 

both in estimating connectivity, as well in predicting and interpreting relationships 
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between high-dimensional dynamical measures and behavior. This paper describes 

recent efforts to deliver wearable EEG data collection, preprocessing, artifact 

rejection, source reconstruction, multivariate dynamical system analysis (including 

spectral Granger-causal measures), cognitive and behavioral state classification, and 

data visualization, within a real-time pipeline implemented in the open-source SIFT 

and BCILAB toolboxes. Following validation of such a pipeline on simulated EEG 

data, we apply it to detecting human response error commission in a modified Eriksen 

Flanker task based on source connectivity features, using data acquired from a novel 

wearable (wireless, dry) EEG system. We demonstrate a novel regularized logistic 

regression method for classifying cognitive-behavioral state, applied to single-trial 

time-frequency multivariate Granger-causal (dDTF) connectivity estimates between 

10 cortical regions of interest. We obtained respectable classification accuracy 

(AUC=0.86 ± 0.007) demonstrating the utility of our approach. Inspection of 

informative classifier weights revealed that behavioral errors were indicated by 

significant post-response delta (1.5-3 Hz) and theta (4-7 Hz) frontal-cingulate dDTF, 

first from mid-cingulate cortex and supplementary motor areas, and later from anterior 

cingulate and superior medial frontal cortices, and extending to superior parietal and 

somatomotor, and occipital regions. Errors were also predicted by pre-response alpha 

(8-13 Hz) connectivity within posterior-frontal networks, driven primarily by (early) 

occipital and posterior cingulate regions and (immediately preceding errors, in the 

theta band) mid-cingulate cortex. Correct responses were indicated primarily by post-

response alpha-beta posterior-frontal interactions including posterior cingulate cortex, 
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left superior parietal cortex, left sensorimotor cortex, occipital cortex, and anterior 

cingulate cortex. These preliminary findings are generally consistent with published 

studies examining functional network interactions in error-generating tasks. This 

demonstrates the significance of the developed computational methods and wearable 

hardware for studying and predicting cognition and behavior, both in the laboratory 

and ultimately in the real world. 

9.2  Introduction 

Historically, a majority of EEG-based brain-computer interface (BCI) systems 

have been based on ensembles of univariate signal features, such as evoked potentials 

or spectral bandpower features. However, such methods may reveal little information 

regarding complex, precisely timed interactions between brain regions posited to play 

critical roles in cognitive state maintenance, information processing and motor control, 

and the conscious experience (Kalaska and Crammond 1992; Tononi and Edelman 

1998; Varela, Lachaux et al. 2001; Friston 2002). Therefore, an ability of BCI systems 

to monitor and utilize information regarding dynamic interactions between cortical 

source processes could provide key information regarding unobserved cognitive states 

and responses unattainable from univariate signal analyses (Friston 2002).   

In Chapter 8, we review existing efforts and challenges in incorporating 

connectivity measures into BCI designs. Amongst the key challenges is that of 

resolving high-dimensional multivariate causal interactions (effective connectivity) at 

the level of cortical sources, and from very limited amounts of data (i.e. short, single-
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trials). Furthermore, there is a challenge in imbuing such systems with real-time 

processing capabilities, allowing them to be practically used for predicting cognitive 

or behavioral state, or more generally, for real-time neuroimaging purposes. 

Wearable (mobile, unobtrusive) EEG systems likewise play an important role 

in BCI and real-world neuroimaging applications, affording data acquisition in a wider 

range of environments. However, reliable modeling of neuronal source dynamics 

using data collected in real-world and real-time settings faces challenges. These 

including mitigating artifacts and maintaining robust modeling performance under 

small-sample conditions both in dynamical model fitting, as well in predicting and 

interpreting relationships between high-dimensional dynamical measures and 

behavior. Here we describe and validate some of the data collection, signal processing, 

and analytic approaches we have developed that attempt to address these challenges, 

contributing to the use of EEG as a real-world neuroimaging modality.  

9.3  Material and Methods 

We have developed a general real-time analysis pipeline, presented in (Figure 

9.1). EEG data is acquired from a wearable dry EEG system (via our Lab Streaming 

Layer software). This is submitted to a data processing pipeline implemented in our 

BCILAB (Kothe and Makeig 2013) and SIFT (Mullen 2010) toolboxes. The pipeline 

consists of pre-processing, source localization, dynamical model fitting and 

connectivity estimation, and cognitive state classification. Tools for 2D and 3D data 
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visualization augment this, allowing examination of task-relevant brain network 

dynamics and activity across time, frequency, and anatomical location.  

9.3.1  Wearable EEG Hardware 

For mobile EEG applications, we use a 64-channel wireless dry headset 

recently developed by Cognionics Inc (San Diego, CA, USA) (Figure 9.2). A padded 

sensor is used on the forehead locations for contact with bare skin. For through-hair 

recordings, a novel dry electrode is used, consisting of a flexible plastic substrate 

coated with a conductive surface. The legs of the sensor push through hair to achieve 

contact with scalp, flattening with pressure to minimize discomfort and injury. Typical 

contact impedances are 100kΩ -1MΩ , and high input impedance amplifiers are used 

to ensure minimal signal degradation. Typical correlation between simultaneously 

recorded averaged evoked potentials (AEP, SSVEP, P300) for dry and standard wet 

electrodes is   r > 0.9  indicating comparable signal measurement. Nonetheless, the dry 

electrodes may exhibit a higher level of drift and low frequency noise due to the lack 

of gel and skin-abrasion. 

All electronics, including preamplifiers, digitization, battery (6-7 hour 

capacity), onboard impedance monitoring, micro-controller and Bluetooth transceiver 

are contained in a miniature box at the rear of the headset. Signals are sampled at 

300Hz with 24-bit precision. The total noise of the data acquisition circuitry, within 

EEG bandwidth, is less than 1  µV  RMS. Event markers are transmitted from the PC 
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to the headset via a special low-latency wireless link specifically optimized to 

minimize jitter ( < 500  microseconds). 

9.3.2  Preprocessing and Artifact Rejection 

EEG data are streamed into MATLAB (The Mathworks, Natick, MA), and an 

online-capable pre-processing pipeline is applied using BCILAB (Delorme, Mullen et 

al. 2011). Elements of this pipeline may be initialized on a short segment of 

calibration data. These include rejection (and optional re-interpolation) of corrupted 

data samples or channels. Short-time high-amplitude artifacts in the continuous data 

may be removed online, using a new method we call Artifact Subspace Reconstruction 

(ASR). This relies on a sliding-window Principal Component Analysis, which 

statistically interpolates any high-variance signal components exceeding a threshold 

relative to the covariance of the calibration dataset. Each affected time point of EEG is 

then linearly reconstructed from the retained signal subspace based on the correlation 

structure observed in the calibration data. Artifact removal can be spectrally weighted, 

to decrease the likelihood of removing high variance brain signals with pre-determined 

spectral characteristics (e.g. alpha oscillations). Figure 9.3 graphically demonstrates 

the ASR procedure. Missing or artifact-contaminated channels, may be imputed from 

from components of the mixing matrices defined in ASR, or from activity of 

neighboring channels using a Gaussian spline function. 

Artifacts may also be removed by rejecting a subspace of ICA components 

pre-computed using an (overcomplete) decomposition (Le, Karpenko et al. 2011) on 
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calibration data or adaptively estimated using Online Recursive ICA (Akhtar, Mu et 

al. 2012; Hsu, Mullen et al. 2014). Artifactual components may be identified 

automatically by fitting dipoles to components and selecting a subspace of 

components to retain based on heuristic criteria such as residual variance of dipole fit 

or dipole anatomical coordinates and labels.  

9.3.3  Source Reconstruction 

Following pre-processing, one may estimate the primary current source density 

(CSD) over a medium- to high-resolution cortical mesh (3751-12000 vertices). For 

this report we used a 3751-vertex mesh. Our default forward model consists of a four-

layer (skull, scalp, csf, and cortex) Boundary Element Method (BEM) model derived 

from the MNI “Colin 27” brain and computed using OpenMEEG (Gramfort, 

Papadopoulo et al. 2010). We segment the cortical source space into (here, 90) regions 

of interest (ROIs) using Automated Anatomical Labeling (AAL) (Tzourio-Mazoyer, 

Landeau et al. 2002). The user can compute spatially averaged, integrated or maximal 

current source density (CSD) for any subset of these ROIs. Arbitrary user-defined  

atlases are also supported. We make use of routines from our MoBILAB toolbox 

freely available online (Ojeda, Bigdely-Shamlo et al. 2014).  

For inverse modeling, we rely on anatomically constrained LORETA 

(cLORETA) with Bayesian hyperparameter estimation (Trujillo-Barreto, Aubert-

Vazquez et al. 2004). This approach is well suited for real-time adaptive estimation 

and automatically controls the level of regularization for each measurement vector. 



343 
 

 

For processing speed we follow the SVD-based reformulation of (Rifkin and Lippert 

2007). We also support blockwise updates using a multiple measurement vector 

(MMV) representation. This requires a local temporal stationarity assumption on the 

inverse solution (a single average inverse solution is obtained for each block), but can 

significantly accelerate processing. For further acceleration (only advised for rare 

cases with high performance demands), we allow “skipping” of a fixed number of 

blocks with imputation or interpolation of inverse solutions for skipped blocks from 

preceding block estimates.  

9.3.4  Dynamical Systems Analysis and Visualization 

Preprocessed channel or source time-series are forwarded to SIFT (Delorme, 

Mullen et al. 2011) and an order-p sparse adaptive vector autoregressive (sparse 

VAR[p], or SAMVAR[p]) model is fit to a short chunk of recent data. The VAR 

coefficients are estimated using Alternating Direction Method of Multipliers (ADMM) 

with a Group Lasso penalty (Boyd, Parikh et al. 2011). Model estimation may be 

warm-started using the solution for the previous data chunk. The regularization 

parameter (λ) can be initialized by cross-validation on the calibration data and/or 

adapted online using a heuristic based on two-point estimates of the gradients of the 

primal and dual norms (see Chapter 6.2.4 for further details on Group Lasso and 

model fitting). Model order can be selected offline, by minimizing information criteria 

(e.g. AIC or BIC) on calibration data. Following model fitting and tests of stability 

and residual whiteness (autocorrelation function or Portmanteau), we obtain the 
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spectral density matrix and any of the frequency-domain functional and effective 

connectivity measures implemented in SIFT. In this study, we use the Direct Directed 

Transfer Function (dDTF), which can be regarded as a multivariate analogue to 

Granger Causality (Korzeniewska, Crainiceanu et al. 2008).  Graph-theoretic metrics 

such as degree, flow, and asymmetry ratio can be applied to connectivity matrices. 

These aforementioned measures are subsequently used within BCILAB as features for 

classification. Dynamical measures can also be visualized in real time. Available 

graphs include raw and cleaned channel time series, current density, power spectra, 

connectivity, outflow, etc. in 2-D plots as well interactively within a three-dimensional 

model of the head and brain (Figure 9.6). 

9.3.5  Connectivity-based Classification with ProxConn 

To learn robust cognitive-behavioral predictive models on a high-dimensional 

connectivity feature space   (d > 7000)  from few trials strong prior assumptions need to 

be employed. We developed a method, which we refer to as ProxConn, consisting of 

application of regularized logistic regression to log-transformed time/frequency (T/F) 

connectivity measures (yielding a 4-dimensional feature tensor across pairwise 

connectivity, time and frequency). The regularization simultaneously employs a 

sparsifying   l1 / l2 + l1  norm with one group for each connectivity edge, containing its 

associated T/F weights, plus three trace norm terms to couple the T/F weights for all 

out-edges of a node, all in-edges of a node, and all auto-edges across nodes, 

respectively, plus an 2l  smoothness term across time and frequency, respectively.  
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More formally, single-trial tensors X  of log-transformed connectivity features 

of size !×!×!×! are classified with binary label y by a General Linear Model with 

logistic link function: 

q! (Y = y | X) = 1
1+ e" y X ,! +b( ) ,  y#{"1,+1}

 

Eq 9.1 

The weight tensor θ (of same dimensionality as X) and unregularized bias ! are 

learned in a jointly convex optimization problem of the form: 
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Eq 9.2 

where:  

• Θi,j denotes the !×! matrix of time/frequency weights for connectivity j→i  

• Θi,: denotes the [M−1]×!! matrix of inflow weights for node !  
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• Θ:,j denotes the outflow weights for node !  

• Θ:  denotes all auto-connectivity weights  

• !!! is a time/frequency finite difference operator enforcing T-F smoothness  

• x *  denotes trace norm of x and {!k}  are regularization parameters for each 

term  

We perform minimization of Eq 9.2 via consensus ADMM with proximal 

splitting (Boyd, Parikh et al. 2011). Regularization parameters aretypically learned via 

nested cross-validation, although these can also be set heuristically. We note that 

simpler or more complex variations of Eq 9.2 may also be used, depending on the 

specific application. We also note that, for continuous target variables y, the logistic 

link function may be replaced by a linear link function. 

9.3.6  Data Collection and Analysis Pipeline 

We have conducted preliminary evaluation of our pipeline on both simulated 

data and real (64-channel) data collected in mobile settings using Cognionics 

hardware. 

9.3.6.1  Simulated Data 

To test the ability of our pipeline to accurately reconstruct source dynamics 

and connectivity in real-time, we generated a five-dimensional VAR[3] system of 

coupled oscillators as described in Eq. 3.1 of (Schelter, Timmer et al. 2009). This 
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comprised the CSD time-series of 5 sources postioned on a 3571-vertex cortical mesh. 

Each source had a Gaussian spatial distribution ( = 5σ  cm) with mean equal to the 

centroid of each of the following AAL ROIs (respectively): 1x : Left Middle Cingulate 

Gyrus, 2x : Left Middle Occipital Gyrus, 3x : Right Medial Superior Frontal Gyrus, 4x : 

Right Precentral Gyrus, 5x : Left Precentral Gyrus. The system is depicted in  Figure 

9.4. We generated two minutes of source time-series data (Fs=300 Hz) and projected 

this through the realistic forward model described in Section 2.3 to produce 64-

channel EEG data. Gaussian i.i.d sensor noise was added (  SNR =! data /! noise = 5 ). 

9.3.6.2  Real Data 

We evaluated our pipeline on the problem of detecting human response error 

commission from EEG data for which univariate source processes such as event-

related potentials (ERPs) have been employed in the past (Ferrez and del 2008). 

However, to our knowledge, effective connectivity features have not been used in this 

context. To this end, we constructed an online-capable pipeline which sought to 

classify erroneous from correct behavioral responses based on dDTF time-frequency 

connectivity estimates between 10 cortical regions of interest.  

9.3.6.2.1 Data collection and task 

One session of EEG data (Cognionics, 64-channel) was collected from a 22 

year-old right-handed male performing a modified Eriksen Flanker task with a 133 ms 

delay between flanker and target presentation (McLoughlin, Albrecht et al. 2009). 
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Flanker tasks have been extensively studied and are known to produce error-related 

negativity (ERN, Ne) and error-related positivity (P300, Pe) event-related potentials 

(ERPs) following error commission (Luu, Tucker et al. 2004), as seen on Figure 9.9 

bottom. The Ne is an early negativity in the EEG with middle/anterior cingulate 

generators which peaks 40-80 ms following commission of a response error. This is 

often followed by a Pe peaking at 200-500 ms. The experimental session lasted 14.36 

minutes during which the subject produced 323 correct responses and 43 error 

responses. The mean response time (following target presentation) was 151.9 ms +/- 

37 ms for error trials and 246.4 +/- 78.2 ms for correct trials. 

9.3.6.3 Modeling Pipeline 

Continuous EEG data was subjected to a BCILAB+SIFT pipeline, consisting 

of pre-processing, source reconstruction, dynamical system identification, and 

behavioral response classification. In this section, we outline each of these steps. 

9.3.6.3.1 Pre-processing 

Our online pipeline included the following pre-processing elements (in order 

of application): downsampling to 128 Hz, sub-1 Hz drift correction (Butterworth IIR 

filter), bad channel removal and ASR, average referencing, 50 Hz low-pass minimum-

phase FIR filtering, and Gaussian spline interpolation of missing/removed channels. 
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9.3.6.3.2 Source reconstruction  

cLORETA source reconstruction was performed on continuous data using an 

MMV block size of 32 samples. Median CSD was obtained from 10 cortical regions 

of interest (ROIs) selected from the AAL atlas (Figure 9.8). ROIs were selected based 

on a literature review implicating them in visual sensory input, motor output, and error 

processing (Yu, Zhou et al. 2011), and a prior study (Mullen, Onton et al. 2010) 

indicating error-related connectivity changes in these regions. These consisted of 

Left+Right Anterior Cingulate Cortex (ACC), Left+Right Middle Cingulate Cortex 

(MCC), Left+Right Posterior Cingulate Cortex (PCC), Left+Right Supplementary 

Motor Area (SMA), Left+Right Superior Medial Frontal (SMF), Left 

Precentral+Postcentral (SomMotorL), Left Mid+Sup+Inf Occipital (OccL), Right 

Mid+Sup+Inf Occipital (OccR), Left Superior+Mid Parietal (SupParL), Right 

Superior+Mid Parietal (SupParR). 

9.3.6.3.3 Dynamical system identification 

Dynamical analysis and cognitive state prediction was performed on trial 

windows centered at -0.6 to 1.6 seconds relative to button press events. To improve 

class balances for predictive modeling, Correct trials were subsampled uniformly at 

random to yield a 3/1 ratio to the number of Error trials. This yielded 43 Error trials 

and 129 Correct trials for a total of 172 trials. For each trial, an order 10 SAMVAR 

model was fit within a 0.66 sec sliding window with a step size of 0.05 s;ec. Model 

fits were obtained using ADMM with a Group Lasso penalty. We used an initial 
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Group Lasso regularization parameter of λ=0.2, with heuristic adaptation. From the 

model coefficients, we obtained time-frequency dDTF in the range of 1-15 Hz. The 

frequency range was based on a prior study by the first author, which found significant 

dDTF connectivity differences within this frequency range, between Error and Correct 

response conditions in a error-generating two-back task (Mullen, Onton et al. 2010). 

This evidence is consistent with additional studies suggesting that theta (4-7 Hz) and 

delta (2-3 Hz) medial-frontal cortical activity are related to error processing and 

conflict monitoring (Luu, Tucker et al. 2004; Yordanova, Falkenstein et al. 2004; 

Trujillo and Allen 2007). The length of our sliding window (0.66 sec) was set to span 

at least 1 cycle of the lowest frequency of interest (2 Hz). 

9.3.6.3.4 Behavioral response classification and performance evaluation 

ProxConn regularized logistic regression models were trained on standardized 

log-transformed dDTF time-frequency estimates (cross- and auto-connectivity) from 

labeled trials (with label mapping {Error, Correct} → {+1, -1}). Model evaluation and 

hyperparameter search was performed using a nested 5-fold blockwise cross-

validation, with a 5-trial margin between consecutive blocks to cleanly separate testing 

and training data. For each fold, we measured area under the receiver operating 

characteristic curve (AUC) with respect to trial class predictions. The regularization 

hyparameter for the ProxConn data term was searched via an inner (nested) 5-fold 

blockwise cross-validation over the range   2
0 ,2!0.25,…,2!10 . The relative weights of the 
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additional regularization terms were searched over 15 predefined joint assignments, 

although setting all weights simply to 1 yielded comparable results.  

9.4  Results 

9.4.1  Simulation Data 

The simulated EEG data (Section 9.3.6.1) was processed via our pre-

processing pipeline (filtering and ASR disabled here) and median CSD was computed 

for each of the 5 ROIs. Figure 9.5 shows a 1-sec segment of reconstructed CSD 

superimposed on the true CSD. Superficial sources were accurately recovered, while 

the deep, tangential source (  X1 ; mid-cingulum) was somewhat more poorly 

reconstructed. Spectral density, dDTF and partial directed coherence (PDC, another 

multivariate Granger-causal method (Baccalá and Sameshima 2001)), between ROI 

median-CSD time-series was estimated using a 1-sec sliding window over 1-65 Hz. 

The max operator was applied to collapse across frequency producing a 2D 

connectivity matrix (directed graph). Figure 9.6 shows the estimated source network 

for a representative time window, using our BrainMovie3D visualizer. Ground truth is 

displayed in the inset. Over all time windows, the connectivity graph was recovered 

with high accuracy – the average area under curve (AUC) was 0.97 +/- 0.021. Peak 

coupling frequency and relative strength were also correctly recovered. 
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9.4.2  Real Data 

9.4.2.1  Data Quality and Artifact Rejection 

Our automatic data cleaning procedure identified 4 channels, which were 

automatically removed (Afz,T7,T8,P09), which were those also identified by eye as 

corrupted during data collection. Figure 9.7 shows a representative segment of EEG 

data contaminated by blink and muscle artifacts, before and after ASR artifact 

removal. 

Single-trial EEG data for response-locked error trials are shown for electrode 

FCz in Figure 9.9. Trials are sorted by reaction time. Although acausal filters cannot 

be used online, for this plot alone, in order to accurately assess ERP latencies, all 

filters were zero phase (acausal). We ran the analysis with and without ASR (the latter 

shown here) and confirmed that ASR did not distort ERPs (Figure 9.9, red trace). Note 

that nearly every trial shows a visual evoked response to the stimulus as well as 

prominent Ne and Pe following the erroneous button press. The scalp topography of 

the Ne (upper left) has a frontocentral distribution centered at FCz, as expected for a 

mid/anterior cingulate or frontal midline generator. Encouragingly, the quality of the 

evoked responses is comparable to that reported using research-grade gel-based EEG 

systems. 

9.4.2.2  Source Reconstruction and Model Validation 

Source analysis showed good reconstruction of early visual evoked potentials 

from occipital and parietal regions as well as frontal/cingulate localization of Ne and 
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Pe following button presses. We obtained good VAR model fit (a stable model with 

uncorrelated residuals, ACF test:   p < 0.05 ). The VAR process spectrum exhibited 

characteristic EEG 1/f shape with theta, alpha, and beta peaks, including prominent 

occipital alpha gain and occipital-frontal Granger-causality at rest with eyes closed. 

9.4.2.3  Connectivity-based Classification  

Prediction of behavioral response (Error vs. Correct) from estimated source-

level dDTF estimates yielding a respectable cross-validated average AUC of 0.86 +/- 

0.007, significantly higher than the chance level of 0.5. This demonstrates the utility of 

our approach for cognitive and behavioral state prediction. In order to compare our 

ProxConn classifier with a more conventional approach, we also performed 5-fold 

classification using a state-of-the-art first-order ERP method (Tomioka and Muller 

2010). Here we obtained a mean AUC of 0.97 +/- 0.02. However, given the saliency 

of error-related ERP features in this dataset, and the comparatively low dimensionality 

of ERP features, it is not surprising that the ERP-based method performs 

incomparably well. We note however, that time-domain ERP methods can only be 

used to detect, not predict, error commission, and generally require reliable event 

indicators, around which to extract event-locked ERP features. In practice, these 

requirements often cannot be met, making alternative methods attractive.  
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9.4.2.4 Informative Feature Analysis 

A further advantage of our approach is the ability to gain insight into source-

level network dynamics that are predictive of behavioral and cognitive state. A recent 

trend in neurosciences is the biological interpretation of weight vectors from classifier 

models trained to discriminate between experimental conditions, based on neuronal 

data features (Mitchell, Shinkareva et al. 2008; Haufe, Meinecke et al. 2014). 

Identification of informative features, which best discriminate between conditions, can 

guide our understanding of relationships between neuronal dynamics and behavior. To 

identify informative features, we train a ProxConn model on the entire dataset, with 

hyperparameters (e.g. regularization penalties) determined through the aforementioned 

nested cross-validation procedure. For each time-frequency connectivity feature, 

ProxConn yields a real-valued weight whose amplitude can be interpreted as that 

feature's contribution (in combination with all other features) in discriminating 

between Error and Correct trials. A large positive weight indicates contribution of the 

feature toward predicting Error (i.e. dDTF positively correlated with class outcome), 

while a large negative weight indicates contribution to predicting Correct (i.e. dDTF 

negatively correlated with class outcome). Features that do not discriminate between 

trial classes are pushed towards zero by the intrinsic ProxConn regularization. Our 

approach is thus interpretable in the vein of other GLM-based approaches commonly 

used in neuroimaging, such as Statistical Parametric Mapping, but we impose 

additional generalized and connectivity-specific priors in the form of the 

regularization terms of Eq 9.2. 
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Figure 9.10 depicts a Time-Frequency Grid representation of response-locked 

ProxConn classifier weights for dDTF across time, frequency, and anatomical ROI 

pair. We note that the time axes in these and other figures are corrected to adjust for 

the accumulated delay (~263ms) incurred by ASR and various causal filters within our 

pipeline. Each time point reflects the center of the sliding window for VAR fitting. 

Warm colored pixels indicate that pairwise dDTF at the given time and frequency 

predicted erroneous behavioral responses. Cool colors indicate prediction of correct 

responses. Cells on the diagonal show auto-connectivity (i.e. the degree to which a 

source is driving itself), which we abbreviate by dDTFauto. Cells on the off-diagonal 

show cross-connectivity, which we abbreviate by dDTFcross. 

Turning first to dDTFcross activity, we note a pattern of early (during and 

following response) theta-band (4-7 Hz), and later delta-band (1-3 Hz), connectivity 

which originated from MCC and SMA, regions thought to be implicated in early 

conflict monitoring and error processing, action selection and motor control (Luu, 

Tucker et al. 2004; Torta and Cauda 2011; Yu, Zhou et al. 2011). In particular we 

observe a unidirectional driving influence of these regions on left sensorimotor cortex 

(highlighted in panels (a) and (b)), responsible for response execution. We also note 

that early pre-stimulus alpha (9-13 Hz) connectivity between SMA and SomMotorL 

predicted subsequent error responses (Figure 9.10b).  Finally, we note a pattern of 

significant connectivity between a number of additional processes, with a trend of 

post-response delta-theta connectivity and pre-response alpha connectivity predicting 

Errors, and post-response alpha-beta connectivity predicting Correct responses. 
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Figure 9.11 demonstrates that dDTFauto connectivity across multiple ROIs is 

also highly predictive of behavioral response class. dDTFauto can be thought of as 

reflecting the portion of signal power in a process which cannot be explained by 

causal inputs from other processes and is thus due to intrinsic (or unmeasured process) 

dynamics. In panels (a)-(c) we highlight dDTFauto for several ROIs (ACC, MCC, 

SMA, and OccR). In panel (a) we see that pre-response (an generally pre-stimulus) 

alpha activity in right occipital cortex predicted subsequent Errors. Note that a similar 

pattern occurred for unidirectional alpha-band connectivity from occipital ROIs to 

other ROIs. In panels (b)-(c) we see that peri- and post-response early (~ -50ms-

200ms) theta and late (~200-400ms) delta-theta activity in MCC and SMA were 

predictive of Errors, while beta activity predicted Correct responses. A similar pattern 

can be observed for SomMotorL. In panel (d), we see post-response late (~ 300-

800ms) theta predicted Error, while early delta (~ -400-200ms) and beta (~ 0-200ms) 

predicted Correct responses. SMF also exhibited a pattern of very late (~ 500-800ms) 

error-related theta dDTFauto. Superior parietal cortices exhibited post-response (~ 280-

500ms) alpha dDTFauto predictive of Correct responses. 

In order to better visualize the evolution of cortical network dynamics, we may 

use SIFT BrainMovie3D tools to create movies of anatomically localized directed 

graphs, derived from the information in the Time-Frequency Grid. Figure 9.2 depicts a 

sequence of frames from a BrainMovie showing temporal evolution of maximally 

error-predictive dDTF between cortical ROIs. The graph is coded with additional 

information regarding spectral and topological characteristics of the system. These 
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frames reveal a temporal sequence of a) pre-response (c.a. flanker presentation,  

-300ms) alpha dDTF from PCC and occipital cortex and b) (c.a. post-target 

presentation, -113 ms) MCC theta and (slowing) alpha occipital dDTF which 

predicted subsequent Error. This was followed by c) post-response (~200 ms) delta-

theta connectivity between MCC, SMA, and SomMotorL. Subsequently, d) a broad 

delta-theta frontal-cingulate error-related network emerged (~300ms), including ACC, 

SMA, SomMotorL, ACC and SMF. e) This led to (~350ms) increased delta-theta 

interactions between SMA, SMF, and SomMotorL. Finally, f) we note a late (~820ms) 

burst of alpha-band dDTF within a broad posterior network, primarily driven by PCC 

and SupParL, but with additional occipital, sensorimotor, cingulate, and frontal 

interactions. 

In Figure 9.10 we observe that interactions between a number of ROIs 

predicted both Error and Correct responses, albeit at different time points and different 

frequency bands. An interesting question then is whether interactions between two 

regions at a given time point is exclusively linked to one behavioral response class, or 

implicated in multiple response classes (with interactions taking place in different 

frequency bands for different responses). One way to explore this is to integrate 

ProxConn weights over frequency and plot this as a function of time within a 

BrainMovie. In Figure 9.13 we show a post-response frame (~309ms) from a 

BrainMovie depicting the top 10% of cortical interactions that maximally discriminate 

between Error and Correct responses, ignoring the specific frequency of the 

interaction. Here we can see that, for this time window, cortical interactions driven 
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primarily by frontal-cingulate regions MCC, SMA, ACC and SMF, and extending to 

SupParL and SomMotorL and OccR were predominately associated with errors. 

Conversely, Correct responses were linked primarily to posterior-frontal interactions 

including PCC, SupParL, SomMotorL, OccR, and ACC. 

9.5  Discussion 

Our results indicate that heterogeneous patterns of spatio-spectro-temporal 

interactions discriminated between correct and incorrect responses. We may 

summarize the most salient error-related features as follows. 1) Pre-response PCC, 

superior parietal, and occipital alpha connectivity and/or intrinsic activity predicted 

subsequent errors. 2) In the time period immediately preceding and following 

erroneous button presses, MCC and SMA emerged as active nodes in a broad delta-

theta network, particularly driving left superior parietal, sensorimotor, and superior 

medial frontal cortices. Intrinsic delta-theta activity in MCC and SMA, along with 

SomMotorL, was also linked to response errors. 3) This was followed by error-related 

intrinsic theta activity in ACC and SMF. 4) Late alpha connectivity and intrinsic 

activity within and between PCC, superior parietal, occipital, SMF, and SomMotorL 

regions followed error commission. 

Convergent evidence from anatomical and functional studies indicate the 

cingulate cortex is segregated into functional regions, with rich interconnectivity 

between cingulate areas and with other cortical and sub-cortical structures (Barbas and 

Pandya 1989; Vogt and Vogt 2003; Torta and Cauda 2011; Yu, Zhou et al. 2011)). In 
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particular, as reviewed in (Yu, Zhou et al. 2011), the MCC exhibits rich anatomical 

and functional interconnectivity with SMA, dorsal prefrontal cortex, and sensorimotor 

cortices. The MCC and (pre)-SMA are strongly activated during conflict monitoring 

and error processing and MCC is thought to represent a generator of the ERN 

(Dehaene, Posner et al. 1994; Dikman and Allen 2000; Luu, Tucker et al. 2004). More 

generally, it has been suggested that MCC region constitutes a hub in which 

information about reinforcers can be linked to motor centers responsible for 

expressing affect and executing goal-directed behavior (Shackman, Salomons et al. 

2011). This is consistent with our observation of a central role of MCC and SMA in 

error-related network dynamics. We note however that due to the close proximity of 

these regions and the inherently low spatial resolution of the smooth cLORETA 

inverse solution, separation of activity between MCC and SMA may not be optimal. 

Furthermore, as deeper sources exhibit reduced SNR, there is a risk of mislocalizing 

deeper MCC activity to immediately superior SMA regions. This in part may explain 

the very early ~0-100ms theta connectivity in SMA which was not clearly observed in 

MCC. We note that the same concerns may hold for ACC and SMF (and generally 

other proximal regions as well). 

Our findings of error-related cortical network activity in the delta and theta 

frequencies is consistent with published studies demonstrating that theta and delta 

medial-frontal power modulation is linked to error processing and conflict monitoring 

(Luu, Tucker et al. 2004; Yordanova, Falkenstein et al. 2004; Trujillo and Allen 

2007). Furthermore, our findings are consistent with a prior study by the first author, 
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which found significant MCC and SMA-driven theta and delta dDTF connectivity 

differences, between error and correct response conditions across 24 subjects in a 

error-generating two-back task (Mullen, Onton et al. 2010)(Chapter 3). The results are 

also generally consistent with an independent study in which we applied a similar 

ProxConn pipeline as developed in this study, but using a different source 

reconstruction method, to wet (Biosemi) 64-channel EEG data from 18 subjects 

performing a standard Flanker task (Mullen, Kothe, et al, unpublished).  

Of interest was the late alpha-band activity, which followed error commission. 

PCC and superior parietal cortex were prominent drivers here. Both PCC the 

precuneus (a sub-region of the superior parietal cortex) are considered key hubs of the 

so-called Default Mode Network (DMN), and are activated in self-referential 

processing and integration. An additional key node of the DMN includes medial 

prefrontal cortex, which also showed late alpha-band interactions with superior 

parietal cortex. Thus, this late activity may reflect conscious or sub-conscious 

reflection on outcomes of previous actions (e.g. self-consciousness), and integration of 

reinforcers. An alternative mechanistic explanation is that this reflects a "rebound" 

from earlier event-related suppression of distributed "resting-state" alpha activity. 

Similar late post-event "rebound effects" have been reported elsewhere and this has 

been proposed to be a general characteristic of event-related desynchronization in 

neuronal systems (e.g.  (Lemm, Muller et al. 2009)). But while others have primarily 

studied this in the context of spectral power modulation, the observation of this 

phenomenon in spectral causal dynamics, may suggest a network origin.  
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Finally, of particular practical interest was our finding that pre-response (and 

pre-stimulus) intrinsic alpha activity and connectivity predicted subsequent errors. 

This is consistent with published findings that increased pre-stimulus alpha power in 

occipital and sensorimotor regions predicts subsequent response errors, for instance in 

a go/no-go response inhibition task (Mazaheri, Nieuwenhuis et al. 2009). We note that 

the Flanker task variant we used can be seen partially as a response inhibition task, 

since in cases where the Flanker is incongruent with the target, the individual must 

inhibit a predisposed response to the Flanker and select the alternative action 

(response to the target). In addition to occipital and sensorimotor cortex, pre-response 

alpha connectivity involving PCC, superior parietal cortices, and SMF predicted 

response errors. This may reflect increased pre-response activation of the DMN, which 

is related to reduced behavioral performance across a range of tasks (Yu, Zhou et al. 

2011). However, we must qualify this speculation by noting that these error-specific 

interactions were predominantly visible only as a "burst" in the 133 ms between 

presentation of flanker and target. 

Because our classifier weights are derived from a model trained on the entire 

dataset, this may raise concern as to whether our interpretation of these weights are 

biased due to over-fitting (Kriegeskorte, Simmons et al. 2009). While we cannot rule 

out the possibility of sample bias, and we certainly cannot generalize this single-

subject case study to a entire population, we do note that we mitigate risk of over-

fitting the data through use of a regularized model, with the regularization 

hyperparameters determined through a nested cross-validation procedure. We also 
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note that our procedure is, in principal, similar to that used in many contemporary 

neuroimaging studies. However, we accept that strong inferences should not be drawn 

from such a model alone. Rather, it is best to regard such an approach as exploratory 

and interpret results in the context of existing literature and subsequently follow up 

with rigorous hypothesis generation, experimentation, and statistical analysis. This is 

the subject of our ongoing and future work. 

9.6  Conclusions 

In this paper, we presented a novel online and real-time capable system 

consisting of, at least, (a) automated artifact rejection; (b) cortical distributed source 

localization; (c) estimation of source connectivity dynamics, including spectral density 

and multivariate effective connectivity; (d) prediction of cognitive-behavioral factors 

using time-frequency connectivity features; and (e) interactive 2D and 3D data 

visualization. The presented system is capable of real-time operation. On an Intel i7 4-

core (2.3 Ghz) laptop, preprocessing and source reconstruction required <50-80 ms, 

model fitting 30-70 ms, classification under 5 ms (once a model has been trained), and 

(optional) MATLAB-based visualization 200-300 ms. We have demonstrated further 

acceleration of these methods using parallel graphics processing units (GPUs) 

(Mullen, Kothe et al. 2014), allowing more complex models to be estimated with 

minimal increase in computation time. We also note that smaller time windows may 

readily be used, particularly when the frequencies of interest are higher than the slow 

delta and theta oscillations examined in this study. 
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We evaluated our pipeline on the problem of detecting human response error 

commission from wearable (wireless, dry) EEG data for which, to our knowledge, 

effective connectivity features have not been used. We constructed an online-capable 

pipeline which sought to classify erroneous from correct behavioral responses in a 

modified Eriksen Flanker task, based on multivariate Granger-causal (dDTF) time-

frequency connectivity estimates between 10 cortical regions of interest. Classification 

accuracy was significantly above chance (AUC = 0.86 +/- 0.007). Further inspection 

of informative classifier weights revealed that behavioral errors were predicted by pre-

response alpha and theta connectivity within posterior-frontal networks, driven 

primarily by (early) occipital and posterior cingulate regions and (immediately 

preceding errors) mid-cingulate cortex. Response errors were also indexed by 

significant post-response delta and theta cortical interactions driven primarily by 

frontal-cingulate regions MCC, ACC, SMA and SMF, and extending to superior 

parietal and somatomotor, and occipital regions. Correct responses were indicated by 

post-response posterior-frontal interactions including PCC, SupParL, SomMotorL, 

OccR, and ACC. Our findings are generally consistent with published studies 

examining functional network interactions in error-generating tasks.  

We recognize this study is preliminary (N=1). Nonetheless, it represents 

several important new steps. To our knowledge, this is the first attempt to study and 

predict behavioral error commission using multivariate time-frequency network 

dynamics, at the level of single trials and in cortical source activity derived from 

human EEG data. Furthermore, this represents a novel demonstration of the use of 
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regularized machine learning techniques, applied to high-dimensional connectivity 

features, both to (a) predict cognitive and behavioral factors, and (b) to provide 

biologically interpretable information on task-specific neuronal correlates of cognition 

and behavior. Finally, our novel use of a wearable, dry EEG system, combined with 

the real-time capabilities of our methods, including robust automated artifact rejection, 

invites future applications of EEG in studying and predicting cognition and behavior 

in mobile, real-world environments. 
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9.8  Figures 

 

Figure 9.1 A schematic of the real-time data processing pipeline used in this study.  
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Figure 9.2 The 64-channel mobile EEG system used in this study (Cognionics Inc). 
The system uses flexible active dry electrodes and Bluetooth data transmission. 
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Figure 9.3 The Artifact Subspace Reconstruction method (Kothe et al, 2013). The goal 
is to identify and remove components of the EEG that exhibit high variance relative to 
the statistics of a “baseline” or “calibration” time period or dataset. Removed 
components are “reconstructed” by projecting a spatial mixing matrix B, derived from 
baseline data, onto the principal components A of the target data, applying a truncation 
operator to remove high-variance components, and inverting the resultant matrix. 
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Figure 9.4 Simulation dynamical model (left) and Gaussian source patches and 
directed connectivity graph (right). The VAR[3] dynamical model (left) is obtained 
from (Schelter et al, 2009). The grid depicts causal interaction between Gaussian-
patch sources across normalized frequency, from 0 Hz to 0.5 Hz (the Nyquist rate, 
assuming a nominal sampling rate of 1). Note that a sampling rate of 128Hz (as used 
in the modeling pipeline), corresponds to a Nyquist rate of 64Hz. Edge size for the 
directed connectivity graph (right) is determined by peak connectivity strength. 
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Figure 9.5 Comparison of true (red, dashed) vs. reconstructed (blue, solid) current 
source density for a 1-sec segment of our 5 simulated ROIs. Sources and data are 
scaled to unit variance 
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Figure 9.6 Temporal snapshot of reconstructed source networks (PDC estimator) 
displayed within the BrainMovie3D visualizer. Here edge color denotes preferred 
coupling frequency while edge size and tapering respectively denote coupling strength 
and directionality at that frequency. Node size indicates outflow (net influence of a 
source on all other sources). The graph is thresholded at the commonly used PDC 
heuristic level of 0.1. Cortical surface regions are colored according to their AAL atlas 
label (90 regions). 
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Figure 9.7 10 sec of EEG data following ASR data cleaning (blue trace) superimposed 
on original data (red trace). 
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Figure 9.8 Cortical regions of interest (ROIs) used in this analysis. The 10 ROIs were 
selected from the following combination of parcels from the Anatomical Atlas 
Labeling (AAL) cortical atlas: Left+Right Anterior Cingulate Cortex (ACC), 
Left+Right Middle Cingulate Cortex (MCC), Left+Right Posterior Cingulate Cortex 
(PCC), Left+Right Supplementary Motor Area (SMA), Left+Right Superior Medial 
Frontal (SMF), Left Precentral+Postcentral (SomMotorL), Left Mid+Sup+Inf 
Occipital (OccL), Right Mid+Sup+Inf Occipital (OccR), Left Superior+Mid Parietal 
(SupParL), Right Superior+Mid Parietal (SupParR). The ROIs were selected based on 
literature review implicating them in visual sensory input, motor output, and error 
processing.  
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Figure 9.9 ERPImage of single-trial EEG potentials (no smoothing) at FCz for 
response-locked error trials, sorted by latency of response to target onset (red 
sigmoidal trace). Responses occur at 0 ms (vertical line). The bottom panel shows the 
averaged ERP without ASR in blue, and the ERP with ASR enabled in red. 
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Figure 9.10 Time-Frequency Grid representation of ProxConn classifier weights for 
dDTF information transfer (off-diagonal) and self-connectivity (diagonal) across time 
(x-axis), frequency (y-axis), and anatomical ROI pair.  Each cell shows dDTF from 
the respective column source to row source. Cortical surfaces for Colin27 template 
brain are shown on row and column headers with color-coded ROI spatial extent and 
ROI centroid (red dot). Warm (cool) colored pixels indicate that pairwise time-
frequency dDTF predicted Error (Correct) behavioral responses. Trials locked to 
behavioral response (black dashed marker, R). Markers F (black solid) and T (red 
solid) index mean latency of Flanker and Target presentation, respectively. Time axis 
is corrected to account for combined pipeline delay (ASR, causal filters) of 263 ms. 
Horizontal markers are placed at 3Hz and 7Hz. The lower panel details dDTF between 
SomMotorL and MCC (a) and SomMotorL and SMA (b).  
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Figure 9.11 Self-connectivity distinguishes between Error and Correct responses. 
Warm (cool) colors indicate prediction of Error (Correct) response. Trials locked to 
behavioral response (black dashed marker, R). Markers F (black solid) and T (red 
solid) index mean latency of Flanker and Target presentation, respectively. (a) Pre-
stimulus (target) alpha activity in right occipital cortex predicts Error. Note that a 
similar pattern occurs for unidirectional alpha-band connectivity from occipital ROIs 
to other ROIs. (b-c) Peri- and post-response early (~ -50ms-200ms) theta and late 
(~200-400ms) theta + delta activity in MCC and SMA predict Error, while beta 
activity predicts Correct (d) Post-response late (~300-800ms) theta predicts Error, with 
early delta (~ -400-200ms) and beta (~0-200ms) predicting Correct.   
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Figure 9.12 Dynamic evolution of error-predictive cortical networks. Here we depict a 
sequence of frames from a 3D BrainMovie showing frequency-specific cortical 
networks involved in predicting and indexing behavioral response error commission. 
For each inset (time window), graph edges denote maximum Error-predicting 
ProxConn weight for dDTF across frequency. Edge size and color respectively denote 
peak ProxConn weight and frequency (1-15 Hz). Edge taper denotes directionality of 
influence. Graph nodes are located at centroids of cortical ROIs. Node size and hue 
denote outflow weight (sum over outgoing edge weights). Lower panel on each inset 
shows time-varying outflow from all ROIs, with envelope. Analysis time-window is 
shaded. (a) Pre-response (circa Flanker presentation) fast-alpha connectivity from 
PCC and occipital cortex and (b) (post-Target presentation) MCC theta and (slower) 
alpha occipital connectivity predict subsequent Error. (c) Post-Response theta-delta 
connectivity between MCC, SMA, and SomMotorL indexes Error. (d) A broad delta-
theta frontal-cingulate error-related network emerges, including ACC, SMA, 
SomMotorL, ACC and SMF. (e) Increased delta-theta interactions between SMA, 
SMF, and SomMotorL. (f) Late burst of alpha-band dDTF within a posterior 
cingulate-occipital-parietal network follows Error commission.  
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Figure 9.13 Cortical networks involved in predicting Error versus Correct responses.  
Here we show a post-response frame (309ms) from a BrainMovie depicting cortical 
networks that maximally discriminate between Error and Correct responses. For 
parsimony, we show only the top 10% of connections, sorted by predictive weight 
magnitude. General image format bears similarity to Figure 9.12. However, here 
ProxConn weights are integrated from 1-15 Hz to indicate degree to which a given 
network connection discriminates between Error and Correct responses, across all 
frequencies. Warm colored edges and nodes denote greater contribution of edge (and 
more broadly the node) in predicting Error, while cool colors denote greater 
contribution in predicting Correct. Intermediate colors indicate balanced (or zero) 
prediction for either class across frequencies. The graphic reveals that Error responses 
are linked (at least partially) to post-response cortical interactions driven primarily by 
frontal-cingulate regions MCC, ACC, SMA and SMF, and extending to SupParL and 
SomMotorL and OccR. Conversely, Correct responses are linked primarily to 
posterior-frontal interactions including PCC, SupParL, SomMotorL, OccR, and ACC. 
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